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Chapter 1

Introduction

1.1. Motivation

In this section, we define the concepts that motivate our study. The concepts are
Performance-based contracts, Life cycle costs, Interval availability, Uncertainty in the
reliability, Failure rates updating and System redesign.

1.1.1 Performance-based contracts

Capital goods are machines or products that are used by manufacturers to produce
end-products and by service organizations to deliver services. Advanced technical
systems such as medical systems, manufacturing systems, and defense systems, are
examples of capital goods that are critical for the operational processes of their
customers.

System downtime of the capital goods can have serious consequences (e.g., millions
of euros of reduced production output, extra waiting time of passengers, failure of
military missions) and maintaining these high-tech systems can be too challenging for
customers to take care of by themselves. Original Equipment Manufacturers (OEMs)
can take care of the maintenance and guarantee high system availability levels.
The guaranteed system availability levels are specified in Service Level Agreements
(SLAs) within service contracts. When OEMs fail to meet the predetermined level of
availability, OEMs need to pay a penalty cost to the customer. In a real life example
of SLAs, we observe that for the most important part of a production line, the system
downtime is measured by dollars per seconds. The customers sign SLAs to guarantee
that the downtime is not more than a predetermined threshold.

Different types of service contracts are mentioned in Cohen et al. (2006), among
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which Performance-Based Contracts (PBCs) gain much attention from practice and
academia. According to Guajardo et al. (2012), “Performance-based contracting
compensates the supplier based on the same outcome that the customer cares about
(i.e., product utilization), and hence the supplier is motivated to increase product
performance, associated with metrics such as product reliability and availability”.
Therefore, PBCs translate system performance into financial bonuses and penalties
(Selviaridis and Wynstra, 2015). According to PBCs, OEMs receive penalty/bonus
when the system downtime is larger/smaller than the predetermined downtime.

1.1.2 Life cycle costs

As shown in Figure 1.1, the life cycle of a system contains four phases: de-
sign/development, production, exploitation, and disposal. Under an SLA on system
availability, one of the OEMs’ major concerns is the Life Cycle Costs (LCC). It is
defined as the total cost incurred in the design/development, production, operation,
maintenance, support, and final disposition of a system over its anticipated useful
lifespan (Barringer and Weber, 1996). There is literature aiming at cost-saving under
such an SLA (Öner et al., 2010). Measurements reported in Öner et al. (2007) for an
engineer-to-order system show that the sum of maintenance cost and downtime cost
is larger than the acquisition cost and constitutes a significant portion of the LCC.
The maintenance cost and downtime cost are incurred by system failures which are
highly determined by system designs. Therefore, it is important that the LCC be
taken into account in the reliability design decision.

Design/
Development Production Exploitation Disposal

Figure 1.1 Life cycle of a system

1.1.3 Interval availability during the contract period

Customers of capital goods measure the availability of these complex system during
service contract periods. In the literature (Al Hanbali and Van der Heijden, 2013,
De Souza E Silva and Gail, 1986 and Takacs, 1957), the availability during a PC
contract period is denoted as the interval availability. The realized interval availability
of a capital good should meet the required performance levels. When the interval
availability is above its threshold, OEMs receive a bonus from the customer, when
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the interval downtime is below the threshold downtime, OEMs pay a penalty cost to
the customer. The bonus and penalty cost are proportional to the difference between
the downtime and the threshold downtime. Therefore, it is important for OEMs to
have a method to determine this difference under a given reliability. This method can
then be used when optimizing the reliability design.

1.1.4 Uncertainty in the reliability of capital goods

In reality, design engineers have to select a certain design from all possible alternatives
for each component in a system. The outcome of any development process for
a certain design is uncertain concerning its reliability level. The reliability of a
system/component is defined as the probability that the system/component performs
its intended function for a predetermined mission period under a given set of
environmental conditions (see Lewis, 1996; Blischke and Murthy, 2000). For example,
since the failure mechanisms of some emerging technologies (e.g., micro-electro-
mechanical systems) are complex, it is often difficult to predict the actual reliability
levels of the components before the development. Therefore, newly-designed devices
have been found to have component failure rates that deviate significantly from the
initial expectations. In addition, the deviation of the component failures can cause
a significant deviation of the system failure rate from the initial expectation. Brown
and Burke (2000) and Brown et al. (2004) show how individual system failure rates
can deviate from the average failure rate of a population of similar equipment by
collecting empirical data from the power delivery industry. Other sources of reliability
uncertainty are limited data and uncertainties in the precise operating conditions
after system field deployment (see, e.g. Wang et al., 2012; Destercke and Sallak, 2013;
Ramirez-Marquez and Levitin, 2008).

According to Zeng et al. (2017), aleatory uncertainty originates from the physical
behavior of systems and epistemic uncertainty comes from incompleteness of models
or knowledge about the parameters of the models. We include the two types of
aleatory uncertainty in Chapter 2, the first type of aleatory uncertainty in Chapter 3,
and the first type of aleatory uncertainty and the first type of epistemic uncertainty
in both Chapters 4 and 5 as follows:

• Aleatory uncertainty:

– for a given, constant failure rate, the random variations of numbers of
failures per component;

– for a given failure rate distribution with known parameters, the random
variations of failure rate per component;

• Epistemic uncertainty: for a distribution with unknown/updating parameters,
the uncertain failure rate and number of failures per component.
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1.1.5 Updating failure rates information

OEMs only maintain their market share and high-profit margins by making continuous
innovations to their systems. Innovations may take the form of newly designed
systems, but also of substantial upgrades to existing systems. As part of the system
design cycle, engineers estimate system field reliability, i.e., the number of times that
the system fails per year while deployed in the field. Only limited time is available
for this estimation because OEMs are under pressure to reduce the time-to-market
of new systems/products to out pace competitors. To sell service contracts to the
customers, OEMs need to estimate the LCC of the system before it is been put
into use based on incomplete information. The incomplete information results in
the uncertainty of the field reliability estimate. There are in general two different
ways to address this uncertainty: Frequentism and Bayesianism. According to the
frequentist, estimating the probability leads to either a point estimator or interval
estimator. Due to the lack of collateral data, a point estimator cannot capture the
uncertainty level of the estimated failure rate. Furthermore, an interval estimator is
based on the assumptions of the upper and lower bound of the failure rate which are
unavailable due to limited data. To quantify the uncertainty of the estimated failure
rate, we describe it with a prior distribution which is based on the combination of
collateral data and expert opinions. OEMs observe the system failure realizations
during the exploitation phase and update their knowledge of the failure rate based
on the prior distribution and observations. The updated knowledge is described by a
posterior distribution. Though the selection of the prior distribution is subjective to
some extent, with more failure data observed during the life cycle, the impact of the
prior distribution is weakened.

1.1.6 System redesign during the service period

Under the PBC, if the reliability of the system turns out to be much lower than
anticipated, OEMs can choose to redesign the system to reduce the penalty costs
they pay to their customer. Redesigning a system is a common approach which
involves a team of engineers reviewing and analyzing failure data to identify the
various mechanisms that induce failure. Subsequently, the team investigates system
design alterations that may prevent some of these failure-inducing mechanisms from
occurring, and some alterations are subsequently implemented to arrive at the next
generation of a product (see, e.g. Öner et al., 2015; Mercier, 2008; Mercier and Labeau,
2004). Redesigns are costly, and a key tactical decision in the product life cycle thus is
when and how much to invest in redesign efforts. A factor complicating this decision
is the constantly improving reliability estimate as more failure data accrues.

In this thesis, we bridge the gap in the literature by studying both static system
reliability design and dynamic redesign problems by minimizing the LCC over the
service contract period. The service contract under consideration is a PBC. We
incorporate uncertainty in the component reliability and different types of costs that
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are affected by the uncertainty reliability. To evaluate the costs, we measure the
interval availability and use an updating method to estimate uncertainty.

1.2. Problem formulation

1.2.1 Reliability optimization

Reliability optimization models aim to determine an optimal system-level configura-
tion based on enhancing component reliability and/or providing redundancy while
considering the trade off between system performance and resources (Kuo and Wan,
2007). Generally speaking, there are two ways to improve the system reliability. One
way is to enhance the component reliability (i.e., reliability allocation), and the other
way is to employ redundant components (i.e., redundancy allocation).

In this thesis, we consider the first option. Throughout this thesis, we assume that the
system is comprised of a set of critical components. By critical components, we mean
if one of these components fails, the entire system stops working. For each critical
component, one reliability level should be chosen from a given set of alternatives. For
each reliability level of each component, the system incurs costs like production costs,
acquisition costs, repair costs, design costs, bonus and penalty costs. The trade-off
is among different cost types. For example, a high-reliability component has high
production or acquisition costs, high repair costs per failure and a high bonus but
a low number of failures and low penalty costs. To find the optimal reliability level
for each component, under which the LCC is minimized, OEMs should consider the
following questions:

1. Which types of costs should be included in the LCC?

2. How to efficiently evaluate the LCC of a solution, given that we are facing the
curse of dimensionality?

3. What is the optimal component reliability level?

4. How to design an efficient algorithm to find the optimal component reliability
level?

In Chapter 2, we develop an optimization model to determine the reliability design of
each critical component in a serial system with multiple components. In the design
phase of each component, all possible designs are subject to uncertain component
failure rates. We answer questions 1, 2 and 3 in Chapter 2. In Chapter 3, we propose
a reliability allocation model for a fleet of identical multi-component serial systems
with multiple contracting subperiods. The reliability level of each component is chosen
from a given interval. We answer questions 1, 3 and 4 in Chapter 3.
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1.2.2 Redesign decision

Under a PBC, OEMs can take on the penalty risk because they have the engineering
capabilities to redesign the system in case its reliability turns out to be much lower
than anticipated. Redesign of the system/components involves investigating collected
filed failure data to diagnose mechanisms behind the failures, which are also considered
as failure modes. As a result, certain mechanisms causing a large number of failures
can be removed. The trade-off is between redesign investment and after-sales service
costs (repair costs, bonus and penalty costs). To make the redesign decision during the
contract period of the system to minimize the LCC, we need to answer the following
questions on a strategical level for the overall system:

1. When should an OEM conduct a redesign?

2. What should be the redesign level?

Questions 1 and 2 are answered based on the system failure rate. The system failure
rate is a result of multiple failure modes with each failure mode contributing a share
in it. During a redesign, engineers analyze failure data to estimate the failure rate
of each failure mode that affects the system performance. Engineering modifications
are carried out to design out certain failure modes. One advanced system commonly
contains a large number of failure modes, see, for example, (Bucsek, 1974; Collins,
1993; Albuquerque et al., 2009). Thus, on a tactical level of a redesign, we need to
answer the question:

3. For each redesign, which failure modes should be removed?

In Chapter 4, we propose a Markov decision process model to support the system
redesign decisions of an OEM on a strategic level and answer questions 1 and 2. In
Chapter 5, we extend the model of Chapter 4 to the multiple failure modes case. We
developed a Markov decision process to support the system redesign decision on a
tactical level and answer questions 1 and 3.

1.3. Literature review

1.3.1 Reliability optimization

There is a large amount of literature on the reliability optimization topic; for review
papers, see Kuo and Wan (2007) and Kuo and Prasad (2000). The reliability
allocation model on minimizing the LCC, as discussed in Chapters 2 and 3 in this
thesis, is similar to the “P1” formulation category proposed by Kuo and Wan (2007)
which minimizes the system costs under certain reliability constraints. Many papers
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study problems with the same formulation, given the NP-hard property of these
problems (see Chern, 1992), most of which focus on finding efficient algorithms.
For example, a random search process is proposed by Beraha and Misra (1974) to
determine the optimal reliability for each stage of a multi-stage system. Hwang (1975)
uses sequential unconstrained minimization, and Li and Haimes (1992) develop a 3-
level decomposition approach to allocate the resources among subsystems optimally.
Our model is similar to the models of Majety et al. (1999) and Mettas (2000) in which a
relationship has been built between the cost and the reliability level of each component
in the system. Majety et al. (1999) construct a cost-reliability relationship using a
discrete dataset and provide the related algorithms for minimization the total system
cost under certain reliability constraints. Mettas (2000) describes the component
cost as a closed form exponential continuous function of the component reliability
and then determines the minimum required reliability for each component in the
system to minimize the system cost under a reliability constraint. The limitation
of this stream of research is that only one type of costs is considered which is the
acquisition costs, the design costs, or the production costs. Since after-sales service
costs like the repair costs and the penalty costs account for a significant proportion of
the OEMs’ revenue (see Cohen et al., 2006; Dennis and Kambil, 2003), it is essential
for OEMs to take the LCC into account in their reliability decisions.

Reliability optimization papers with service costs (repair costs, maintenance costs,
spare part costs) are mainly found in warranty literature; for a review paper, see
Murthy and Blischke (1992). In Monga and Zuo (1998), the repair costs and
maintenance costs are considered as warranty costs which is a part of the LCC during
the warranty period. They use a genetic algorithm to find the optimal redundancy
level for each subsystem in a series-parallel system to minimize the LCC of the system.
Hussain and Murthy (1998) find the optimal redundancy and quality control strategies
to minimize the expected total system costs under the free replacement warranty
period. A trade-off is made between the manufacturing costs (caused by redundancy
and quality control) and warranty costs. For reliability allocation problems, Hussain
and Murthy (2003)’s model determines the optimal reliability level by balancing the
trade-off between manufacturing costs and warranty costs. Huang et al. (2007) jointly
optimizes the optimal reliability level, warranty period length, and the product price.
However, the warranty period in these papers is relatively short compared to the
product functioning period.

In recent years a growing number of papers built reliability optimization models within
the context of service contracts. Jin and Wang (2012) propose a model to minimize the
LCC and maximize the service profit margin under a PBC in the presence of uncertain
system usage. Jin and Tian (2012) develop a model to optimize the reliability design
and inventory level. They minimize the LCC under a non-stationary demand rate and
consider a dynamic stocking policy. Jin et al. (2015) integrate spare part inventory,
maintenance and repair capacity into one model. They maximize the utility of
both the supplier and the customer within a game-theoretic framework. They use a
gradient-based heuristic and a hybrid algorithm to solve the problem for a single-item
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system and multi-item system, respectively. Kim et al. (2017) build a game-theoretic
model to study the trade-off between investing in reliability improvement and spare
assets under the traditional resource-based contract (RBC) and PBC. However, they
only incorporate the supply chain costs rather than the LCC. Some papers jointly
optimize the reliability level and spare parts inventory level of single-component
system or multi-component system by minimizing the LCC or service costs (Öner
et al., 2010; Selçuk and Ağralı, 2013; Öner et al., 2013).

1.3.2 Uncertain reliability

In most previous work on the system reliability optimization problem (see, e.g.,
Kuo and Wan, 2007, Jin and Wang, 2012, Kim et al., 2017), all parameters are
assumed to be precise. However, in reality, there is considerable uncertainty and
inaccuracy in the estimation of model parameters. In particular, one has uncertain
reliability. To measure the uncertain system reliability due to insufficient component-
level failure data, Coit (1997), Jin and Coit (2001), and Ramirez-Marquez and Levitin
(2008) estimate the confidence intervals of the system reliability for different systems.
Hussain and Murthy (1998) develop a model to determine the optimal redundancy
design considering quality uncertainty due to manufacturing variability and obtained
the best tradeoff between the manufacturing cost and warranty cost. In Hussain and
Murthy (2003), the uncertain component failure rate is modeled by a reliability growth
model, and an optimization model is proposed to find the best trade-off between the
development cost and the warranty cost. Feizollahi and Modarres (2012) propose
a reliability design framework to address the uncertain component failure rates by
using the Min-Max regret (also known as robust deviation) approach and transform
the nonlinear programming formulation to a linear binary version to get the exact
solutions. Van Wingerden et al. (2017) take the uncertain inventory demand rate
into consideration in a multi-item inventory model. They show that high variance of
the demand rate leads to high inventory costs and ignoring this uncertainty results in
poor or unfeasible solutions.

1.3.3 Interval availability

As defined by Nakagawa and Goel (1973), interval availability is the fraction of the
time that a system is operational during a period [0, T ]. In the literature, several
methods are proposed to measure interval availability during a given period. Takacs
(1957) considers a general stochastic on-off process and derives an exact expression
for the distribution function of the total length of the off periods during a total
period. These off periods may represent the availability of a technical system. The
exact expression has a high computational complexity, so that it can only be used for
smaller problem instances. In Van der Heijden (1988), an approximate evaluation of
the interval availability distribution is developed based on two-moment fits for the on
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and off periods. This method is accurate and can solve large problem instances in short
computation times. De Souza E Silva and Gail (1986) consider a Markov process on
a finite state space, where a subset of states represents ’good states’ and they derive
an exact expression for the distribution function of the total amount of time that
the Markov process is in good states during a period. The good states may represent
states in which a given technical system works. Also this exact expression of De Souza
E Silva and Gail (1986) has a high computational complexity, so that it only can be
used for smaller problem instances. Al Hanbali and Van der Heijden (2013) consider
a two-echelon spare parts inventory system consisting of a single depot and multiple
bases, and they study the logistics availability of technical systems installed at the
bases under a service contract. They derive an approximate Markov process where
a subset of states corresponds with logistics availability. They follow a numerical
approach that can solve large problem instances within reasonable computation times.
For more references and approaches on interval availability, we refer to the literature
discussion in Al Hanbali and Van der Heijden (2013).

1.3.4 Redesign decision

It is important to optimize the initial design of the system. However, if the failures
during exploration are more than expected, dynamic redesigns might be needed for
avoiding high repair and penalty costs. Multiple authors study the redesign decision.
The redesign decision problems studied in Chapters 4 and 5 are closest in spirit to
Koulamas (1992), who proposes a dynamic programming model which provides the
optimal redesign policy regarding when the redesign should be conducted and the
level of the redesign. The trade-off is between product quality growth, the redesign
investment, and service costs. Xuan et al. (2004) introduce a reliability simulation
method which enables the manufacturer to identify and fix the possible reliability
problems with only limited redesign work done around the identified reliability hot-
spots before the actual production of the system. No cost effects are studied in
the paper, and no redesign is considered after the exploration phase of the system.
In a related study, Janz et al. (2005) integrate quality function deployment and
value analysis approaches to optimize the redesign processes of the cost components
included in LCC during the design phase of the system.

Another stream of literature addresses the redesign problem after the system is put
into use. A technological improvement can result in failure rates. Multiple authors
study this improvement for constant and random failure rates: Mercier and Labeau
(2004); Mercier (2008); Clavareau and Labeau (2009a); Öner et al. (2015). It is
also possible to model the technological improvement as a time-dependent process
with evolving parameters; see Hritonenko and Yatsenko (2004, 2007); Clavareau and
Labeau (2009b). None of the work mentioned above links the redesign to the field
failure, while in reality redesign decisions might be taken after failures are observed.
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1.3.5 Failure rate updating

The Bayesian method is an efficient approach for estimating uncertain parameters
with limited data (Hill, 1999). It is occasionally used in the inventory management
literature as a way of estimating the uncertain demand rate (Hill, 1999; Sherbrooke,
2004). The Bayesian method is also used in the maintenance literature for estimating
critical components’ remaining life distributions (Elwany and Gebraeel, 2008; Si et al.,
2013; Yildirim et al., 2016). There are multiple other studies that rely on the Bayesian
method to model the uncertainty in failure rates and, therefore, the uncertainty of
demand for spare parts (Aronis et al., 2004; Kamath and Pakkala, 2002; Li and Ryan,
2011; Hassan et al., 2012). In addition, Baysian techniques are used to update the
belief about the predictive distribution of the degradation signal, the type of the
installed component and the probability that the system is in the out-of-control state
in (Elwany et al., 2011; Van Oosterom et al., 2017a,b) respectively. However, none of
these studies consider dynamic decision making or redesign.

1.4. Contributions and structure of the thesis

This thesis consists of two parts: we investigate reliability optimization in part 1
(Chapter 2 and Chapter 3) and redesign decisions in part 2 (Chapter 4 and Chapter
5). In Chapter 2 and Chapter 3, we find the static optimal reliability level for each
component in multi-component serial systems during the design phase. In Chapter
4 and Chapter 5, we find the dynamic optimal redesign policy for a system with
uncertain failure rate during the exploration phase.

In Chapter 2, we consider the reliability design for a serial system with uncertain
component failure rates. The system is sold with a service contract, and hence it
is relevant to minimize the LCC when deciding on the reliability design. The LCC
include the penalty cost for exceeding a given threshold downtime during the term of
the service contract. The contributions of Chapter 2 are as follows:

• We study the system reliability design problem by minimizing the LCC and
considering both uncertain component reliability and interval availability under
an SLA on system availability.

• We distinguish three types of uncertainties, being the uncertain component
failure rates themselves, the uncertainty in the number of failures during the
service period under given failure rates, and the uncertain repair times.

• We develop the so-called full-uncertainty method which takes all these un-
certainty types into account. This method is based on two-moment fits to
determine the total downtime and the penalty cost.
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• We show that this method: (i) gives fast and accurate approximations for the
total cost under a given design; (ii) works well in combination with enumeration
for the reliability design problem for which close-to-optimal solutions are
generated.

• We show that this method outperforms two other methods: a stochastic method,
which ignores the uncertain failure rates (partial-uncertainty method), and a
deterministic method which uses expected total downtime as the estimated total
downtime (zero-uncertainty method).

In Chapter 3 we consider a fleet of identical systems. Each system is composed
of multiple components in series. We develop a reliability optimization model to
minimize the LCC of the systems. The contract period is divided into several
subperiods with a threshold downtime per subperiod. The total penalty costs are
the summation of the penalty costs in each subperiod. The contributions of Chapter
3 are the following:

• We formulate a reliability optimization model to minimize the LCC (production
cost, design cost, repair cost and penalty cost) under a service contract with an
SLA.

• The total service period can be divided in different ways. Different divisions
can have different numbers of subperiods with different lengths. We find the
optimal threshold downtime for each subperiod under a given division of the
service period.

• We derive analytical properties of the cost functions which enable us to find the
optimal reliability level and the LCC.

• We show analytical and numerical results about how factors like the number of
the subperiods and discount factor affect the optimal solutions.

In Chapter 4, we propose a Markov decision process to model the system redesign
decisions of an OEM on a strategic level. The system is subject to random failures
with an uncertain failure rate. We introduce two approaches for the redesign, additive
and multiplicative. For the additive redesign, the investment roughly determines the
absolute failure rate reduction. For the multiplicative redesign, a fixed investment
yields a failure rate reduction that is roughly proportional to the total failure rate.
The contributions of Chapter 4 is as follows:

• We develop a model to find the optimal overall redesign investments dynamically
throughout the contract period.

• We incorporate the Bayesian approach for updating the failure rate distribution
so that the failure rate estimate is constantly improved as more reliability data
accrues.
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• For the additive redesign model, we prove that the optimal policy is a dynamic
threshold-type policy. That is, for each decision period there exists a threshold
failure rate estimate above which it is optimal to invest in the redesign. For the
multiplicative redesign model, we conjecture the same result.

• We explore numerically the value of using field failure rate data to inform the
redesign decision. We find that this value is on average about 10% and explore
the circumstances under which field data yields the most value.

In Chapter 5, we extend the model of Chapter 4 to the multiple failure mode case.
The system failure rate is a result of multiple failure modes. Each failure mode
has an uncertain failure rate. When a failure occurs, we know which failure mode
it originates from, and we update our knowledge of the failure rate for each failure
mode. We assume that each failure mode under redesign is completely removed. We
propose a Markov decision process to model the system redesign decisions by selecting
the optimal failure modes to remove. Our contributions in Chapter 5 are:

• We develop a model to find the optimal distribution of the overall redesign
investment by choosing the optimal failure modes to redesign.

• We incorporate the Bayesian approach for updating the failure rate distribution
for each failure mode.

• We prove the structure of the optimal policy.



Chapter 2

Reliability optimization under
uncertainty

2.1. Introduction

In this chapter, which is based on Ge et al. (2018), we study the system reliability
design problem under uncertain component reliability. We investigate a situation in
which an OEM develops a single serial system with multiple critical components. For
each critical component in the system, the OEM has to select a design from a set of
design alternatives. Each design alternative for a given component has its uncertain
failure rate described by a distribution and its cost parameters. The system is sold
under an SLA on system availability over a service period. According to the SLA,
the OEM pays a penalty cost to its customer when the total downtime of the system
exceeds a predetermined threshold level. Our objective is to minimize the LCC of
the system over the service period by finding the optimal combination of designs for
each component in the system during the design phase. The LCC consists of three
types of cost: the acquisition cost, the repair cost and the penalty cost. Each type
of cost is affected by the reliability level of the system. Three types of uncertainty
are involved in our model: the uncertainty originating from the number of failures
per component under a given design with a given failure rate; the uncertainty coming
from the randomly distributed failure rates; the uncertainty due to stochastic repair
times.

Our work in this chapter relates to three distinct streams of literature: reliability
optimization, uncertain reliability and interval availability. These three streams have
been discussed in Subsections 1.3.1-1.3.3. To position our work among the existing
literature, we briefly show a comparison of the focus of this chapter and the related
papers from these three streams in Figure 2.1. The complete literature review of
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the literature mentioned in Figure 2.1 is given in Section 1.3. Like Takacs (1957)
and De Souza E Silva and Gail (1986), we derive an exact formula for exceedance
of the threshold downtime, which is equivalent to deriving the distribution function
of the interval availability. Our formula is different because we assume that the
off periods are very short and they occur according to Poisson processes. Also,
we have to take uncertainty in the failure rates into account. Next, we develop
approximate, numerical approaches to be able to evaluate large problem instances.
In these numerical approaches, we use two-moment fits, which is a general technique
that was also used by Van der Heijden (1988). Nevertheless, our approach differs
because it is based on a different exact formula. Instead of optimizing the reliability
of a single component system (Kim et al., 2017; Huang et al., 2007; Öner et al.,
2010; Jin and Wang, 2012; Jin and Tian, 2012), we investigate a serial system with
multiple critical components. We consider the LCC under a service contract with
an SLA on system availability by including service costs (the repair cost and penalty
cost), while many papers (Monga and Zuo, 1998; Hussain and Murthy, 1998, 2003)
minimize the LCC under warranty contracts. Many reliability optimization models
under service contracts ignore uncertainty in the component design phase (Monga and
Zuo, 1998; Huang et al., 2007; Öner et al., 2010; Jin and Tian, 2012; Selçuk and Ağralı,
2013). Most of the literature considering uncertain reliability only includes one type
of uncertainty. Hussain and Murthy (1998) study uncertainty due to manufacturing-
based quality variation. Hussain and Murthy (2003) deal with uncertainty due to the
product development process. Coit (1997); Jin and Coit (2001); Ramirez-Marquez and
Levitin (2008); Feizollahi and Modarres (2012) consider component-level and system-
level reliability estimation uncertainty. Jin et al. (2015) assume that the failure rates
are random variables. Unlike those papers, we address three types of uncertainty in
the design phase: uncertain component failure rates, the uncertain number of failures
under given failure rates and uncertain repair times.

Our contributions are as follows. The key issue is the calculation of the exceedance
of the threshold downtime under a given reliability design. In this calculation, one
needs to take three uncertainties into account: the uncertainty in the component
failure rates, the stochastic nature of the number of failures during a service contract
period, and the stochastic repair times. This may be done by simulation, but that
leads to a relatively long computation time per evaluation of a reliability design
and to too long computation times for the optimization problem for instances of
a reasonable size. Therefore, we propose a fast approximate evaluation method that
takes all three uncertainties into account. This method is called the full-uncertainty
method. We compare its performance to the performance of two other methods:
a stochastic method ignoring the uncertain failure rates (partial method), and a
deterministic method using expected total downtime as the actual total downtime
(zero-uncertainty method). These approximate evaluation methods are also used in an
optimization procedure for the reliability design, and hence lead to heuristic solutions
for the reliability design problem. We show that the full-uncertainty method clearly
outperforms the other two methods, both for the evaluation of a given design and
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Figure 2.1 Positioning of Chapter 1

when used in an enumeration procedure for the optimization problem. The use of the
other two methods for the optimization problem may lead to bad reliability design
decisions.

The remainder of this chapter is organized as follows. In Section 2.2, we present
the model description and model formulation. We describe the three approximate
evaluation methods in Section 2.3. The numerical results are presented in Section
2.4. In Section 2.5, we first discuss how the bonus side of a PBC contract can be
included. Next, we show the extension to a contract period with multiple subperiods
and an interval availability threshold per subperiod. Conclusions and directions for
future research are presented in Section 2.6.

2.2. Model

During the design phase of a single system, engineers have to select a certain design
from all possible alternatives for each critical component in the system. Suppose
the system is comprised of a set of critical components I; the components are
numbered 1, 2, . . . , |I|. If one of these critical components fails, the system as a whole
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Notation
I, |I| set and number of critical component in the system
Ji, |Ji| set and number of alternative designs of the i-th component
T length of the service period
xij decision variable for whether design j of component i is selected
xi = (xi1, xi2, . . . , xi|Ji|), the alternative that has been chosen for

component i
x = (x1,x2, . . . ,x|I|), the selection of a design for each component
Bij , Bi(xi) random repair time for design j of component i and for

component i

B
(s)
i (xi) Sum of s independent repair times for component i

rij , vij mean and standard deviation of Bij
Sij , Si(xi) number of failures in [0, T ] of design j of component i and of

component i
Λij , Λi(xi) failure rate of design j of component i and of component i
fΛij (.), µij , σij probability density function, mean and standard deviation of Λij
Dij , Di(xi), D(x) total downtime of design j of component i, of component i and

of the whole system in [0, T ]
d threshold downtime of the system
df downtime budget factor
crij repair cost for each failure of design j of component i
cp penalty rate for the exceeded downtime
caij , Ai(xi), A(x) acquisition cost of design j of component i, of component i and

of the system
Ri(xi), R(x) expected repair cost of component i and of the system in [0, T ]
P (x) expected system penalty cost in [0, T ]
π(x) the expected LCC in [0, T ]

stops working. For each critical component, one design needs to be selected from
possible alternatives denoted by Ji; these alternatives are numbered 1, 2, ..., |Ji|. Each
design candidate in Ji has its own uncertain failure rate and its own cost and repair
parameters. We aim to find the optimal combination of designs for the system so that
the expected LCC over the service period [0, T ] of a service contract is minimized (so,
T denotes the length of the service period).

We assume that the failure process of each design for each component is independent
of other components and their designs, and it follows a Poisson process. This implies
that the lifetimes of the components are independent and exponentially distributed.
For a certain design j of component i (i ∈ I, j ∈ Ji), we denote its failure rate as Λij .
The outcome of any development process for a certain design is uncertain. Therefore,
the failure rate Λij of design j for component i is usually not known for sure before
the development of the design. We use fΛij (.) as the probability density function of
the random failure rate Λij before the development of the design, which reflects the
prior belief/information about the failure rate uncertainty of the technologies used in
the design. The expectation and standard deviation of Λij are denoted by µij and
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σij ; it is assumed that µij > 0. In the evaluation of the expected LCC over the service
period [0, T ], these design uncertainties will be taken into account.

The system will be sold together with a SLA over a service period [0, T ]. The OEM is
responsible for all repairs in [0, T ]. Moreover the total downtime of the service period
should be lower than a predetermined level d. A penalty cost will be paid by the
OEM to compensate the customer if the total downtime exceeds d. As a result, the
expected total cost of a system over [0, T ] consists of three parts: (a) acquisition cost,
(b) repair cost, and (c) penalty cost.

Define the binary decision variable xij as

xij =

{
1 if design j for component i is selected,
0 otherwise.

The OEM selects one design from all possible candidates for each component, so
we have

∑
j∈Ji xij = 1. The vector of xij-s of a given component i, xi =

(xi1, xi2, . . . , xi|Ji|) denotes which component design has been chosen for component
i. The failure rate of the chosen design for component i ∈ I is denoted by Λi(xi).
The vector of xi-s, x = (x1,x2, . . . ,x|I|), denotes the selection of a design for each
component. The expected LCC, denoted by π(x), is the sum of the total acquisition
cost A(x), the expected system repair cost R(x) and the expected penalty cost P (x).
These functions are further developed in Subsections 3.1-3.3.

Due to the randomness of the failure rates and the occurrence of failures according
to Poisson processes, the total life cycle cost is random. We assume that the OEM is
risk-neutral (Kim et al., 2007) and hence aims to minimize the expected LCC π(x).
Our optimization problem is formulated as:

(P) minx π(x)

s.t.
∑
j∈Ji

xij = 1, for all i ∈ I

xij ∈ {0, 1}, for all i ∈ I, j ∈ Ji

where π(x) = A(x) +R(x) + P (x).

Remark 2.1 The service period, referring to the contract period of the OEM and
its customer, is assumed to cover a large part of the life time of the system. Its length
is T , and may be 20-30 years. The service period itself is denoted by the interval
[0, T ]. The LCC is defined as the sum of all costs incurred in [0, T ]. We assume that
the acquisition cost is incurred at time 0. After the service period, the system may
still be used for another period, but this can depend on various factors such as the
state of the system, how well the system meets the requirement of the customer at
that time, and the alternative systems that can be bought at that time. We assume
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that the value of the system at the end of the service period is negligible relative to
all costs included in our model.

Remark 2.2 After the design for each component has been chosen and the com-
ponents are developed, we assume constant failure rates. For electronic parts, as
mentioned in Minges (1989), this assumption is reasonable. Hence, our model fits
for systems with mainly electronic parts. Our model may also fit for systems with
components that degrade over time, such as most mechanical parts. If the increase
in the failure rates is limited for all components and no preventive maintenance is
applied, then assuming constant failure rates may still be appropriate. For each
component, the failure rate can be taken equal to the average failure rate during
the lifetime of the component. If some components would have a strongly increasing
failure rate, then it is likely that preventive maintenance is applied and then our model
would not fit (i.e., one would have to develop a more advanced model that models
the preventive maintenance policy and in which the preventive maintenance policy is
adapted over time depending on the realizations of lifetimes of the component).

2.2.1 Acquisition cost

Let caij denote the cost of designing and manufacturing component i according to
design j (i ∈ I, j ∈ Ji). For the design, it includes all involved cost elements, e.g.,
for human resources, experimental equipment, and testing or prototype units. The
acquisition cost for component i is given by

Ai(xi) =
∑
j∈Ji

caijxij ,

and the total system acquisition cost is given by

A(x) =
∑
i∈I

Ai(xi) =
∑
i∈I

∑
j∈Ji

caijxij . (2.1)

Obviously, this formula enables a simple exact evaluation of the total acquisition cost
under a given design.

2.2.2 Repair cost

When a failure occurs in period [0, T ], a repair will be performed by the OEM. Let crij
be the repair cost for each failure of the j-th design for component i (i ∈ {1, 2, ..., |I|},
j ∈ {1, 2, ..., |Ji|). The repair cost crij corresponds to diagnosis cost, replacement cost,
and other service costs for each repair. Let Si(xi) denote the total number of failures
for component i during [0, T ]. The expected number of repairs for component i during
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[0, T ] is given by:

E
[
Si(xi)

]
= E

[
Λi(xi)T

]
=
∑
j∈Ji

E(Λij)Txij =
∑
j∈Ji

µijTxij ,

where Λi(xi) =
∑
j∈Ji Λijxij is the random failure rate of component i given a certain

design implied by vector xi. The expected repair cost for component i is expressed
by:

Ri(xi) =
∑
j∈Ji

E(Λij)Tc
r
ijxij =

∑
j∈Ji

µijTc
r
ijxij .

The expected system repair cost in [0, T ] is given by:

R(x) =
∑
i∈I

Ri(xi) =
∑
i∈I

∑
j∈Ji

µijTc
r
ijxij . (2.2)

Obviously, this formula enables a simple exact evaluation of the total repair cost under
a given design.

2.2.3 Penalty cost

We assume that the repair time per failure of component i with design j (i ∈ I,
j ∈ Ji), Bij , is a generally distributed random variable with mean rij and standard
deviation vij . We assume that this random repair time is negligibly small compared
to the service period [0, T ] (the Bij are in the order of hours while the service period
[0, T ] is in the order of years). Hence the repair time can be assumed to have no effect
on the total number of failures of a component during service period [0, T ]. Implicitly,
we already made use of this property when we determined the repair cost.

When the total system downtime over the service period [0, T ] exceeds d, a penalty
cost has to be paid by the OEM to customers with a rate cp (d is at the same time scale
as Bij). We allow that the system downtime of each failure varies among different
components with different designs. Hence the total system downtime D(x) over the
service period [0, T ] depends on the number of failures Si(xi) and the repair time per
failure Bi(xi) for component i ∈ I in [0, T ]. Notice that the number of failures of
component i, Si(xi), is a Poisson distributed random variable. Hence, the distribution
of Si(xi) is given as

P
[
Si(xi) = si

]
=

∑
j∈Ji

xijP(Sij = si)

=
∑
j∈Ji

xij

∫ ∞
0

P(Sij = si|Λij = λ)fΛij (λ)dλ

=
∑
j∈Ji

xij

∫ ∞
0

e−λT (λT )si

si!
fΛij (λ)dλ,
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where Sij is the number of failures of component i ∈ I with design j ∈ Ji. The
expected penalty cost due to exceeding the threshold downtime d is given as

P (x) = E
{[
D(x)− d

]+

cp
}

=

∞∑
s1=0

∞∑
s2=0

· · ·
∞∑

s|I|=0

∏
i∈I

P
[
Si(xi) = si

]
E
[∑
i∈I

B
(si)
i (xi)− d

]+

cp. (2.3)

This formula for P (x) contains an |I|-fold summation and multiple integrations over
the ranges of the random failure rates are needed per term of the summation (to
obtain the probabilities P[Si(xi) = si]). This becomes computationally intractable
even for a small number of components, for |I| ≥ 5, say. Therefore, in the next
section, approximate evaluation methods are developed.

2.3. Approximate evaluation

In this section, we are going to explain how to approximately evaluate a given design
for the whole system. For a given x = (x1,x2, . . . ,x|I|), the acquisition cost A(x)
and the expected repair cost R(x) can be determined by (2.1) and (2.2). These two
cost terms are linear functions of the decision variables x = (x1,x2, . . . ,x|I|).

For the exact evaluation of the expected penalty cost P (x), we will suffer from the
“curse of dimensionality” when the number of critical components is larger than 5 say,
since each critical component contributes a dimension in computing the summation
and its terms in (2.3). From (2.3), we can also observe that there are three types of
uncertainty existing in D(x) throughout [0, T ]. The first type of uncertainty originates
from the number of failures per component under a given design with a given failure
rate, which is a Poisson distributed random variable. The second level of uncertainty
comes from the failure rates Λij (i ∈ I, j ∈ Ji), which are generally distributed
random variables. The third type of uncertainty is due to the stochastic repair times
Bij (i ∈ I, j ∈ Ji). We now introduce three approximation methods to estimate
the expected penalty cost, which vary in dealing with the uncertainty types of D(x).
In the first evaluation method, called zero-uncertainty method, we use the expected
downtime as the actual downtime, thus ignoring all three types of uncertainty. In the
current literature, the uncertainty existing in the failure rates is often ignored. So, in
the second evaluation method, called partial-uncertainty method, we only consider the
uncertainty of the number of failures of the system and the stochastic repair times of
each component and we assume the expected failure rate for the selected design per
component. In the third evaluation method, called full-uncertainty method, we take
all three uncertainty types of D(x) into account.

All three evaluation methods are based on expressions for the first two moments of
D(x). They are obtained as follows. For the total downtime in [0, T ] of the j-th
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design for component i, denoted by Dij , the first moment is given by:

E(Dij) =

∫ ∞
0

∫ ∞
0

E
[
Dij

∣∣∣∣Λij = λ,Bij = b

]
fΛij (λ)fBij (b)dλdb

=

∫ ∞
0

∫ ∞
0

λTbfΛij (λ)fBij (b)dλdb = µijTrij (2.4)

For the second moment and variance of Dij , we obtain (we use the property that,
under a given failure rate, Dij is the sum of all compounds of a compound Poisson
process in an interval [0, T )):

E(D2
ij) =

∫ ∞
0

E
[
D2
ij

∣∣∣∣Λij = λ,Bij = b

]
fΛij (λ)fBij (b)dλdb

=

∫ ∞
0

{
λTE(Bij)

2 + λ2T 2

[
E(Bij)

]2}
fΛij (λ)dλ

= r2
ij(µ

2
ijT

2 + σ2
ijT

2 + µijT ) + v2
ijµijT

Var(Dij) = E(Dij)
2 −

[
E(Dij)

]2

= r2
ij(σ

2
ijT

2 + µijT ) + v2
ijµijT (2.5)

Then, for component i, we have:

Di(xi) =
∑
j∈Ji

Dijxij ,

E[Di(xi)] =
∑
j∈Ji

rijµijTxij ,

Var[Di(xi)] =
∑
j∈Ji

[
r2
ij(σ

2
ijT

2 + µijT ) + v2
ijµijT

]
xij . (2.6)

Finally, for the total downtime of the system in [0, T ], we obtain:

D(x) =
∑
i∈I

Di(xi) =
∑
i∈I

∑
j∈Ji

Dijxij ,

E[D(x)] =
∑
i∈I

E[Di(xi)] =
∑
i∈I

∑
j∈Ji

rijµijTxij , (2.7)

Var[D(x)] =
∑
i∈I

Var[Di(xi)] =
∑
i∈I

∑
j∈Ji

[
r2
ij(σ

2
ijT

2 + µijT ) + v2
ijµijT

]
xij .(2.8)

2.3.1 Zero-uncertainty method

Under the zero-uncertainty method, the downtime D(x) is simply approximated by
its expected value:

Dzero(x) =
∑
i∈I

∑
j∈Ji

rijµijTxij .



22 Chapter 2. Reliability optimization under uncertainty

Then the expected excess downtime DE(x) and penalty cost P (x) are approximated
as:

DE
zero(x) =

[
Dzero(x)− d

]+

,

Pzero(x) =

[
Dzero(x)− d

]+

cp.

2.3.2 Partial-uncertainty method

Under the partial-uncertainty method, the failure rates Λij (i ∈ I, j ∈|Ji|) are
approximated by their means µij . This is equivalent to pretending that all σij are
equal to 0. The expressions for Var(Dij), Var[Di(xi)], and Var[D(x)] then simplify
to (see (2.5), (2.6), (2.8)):

Var(Dij) = (v2
ij + r2

ij)µijT,

Var[Di(xi)] =
∑
j∈Ji

(v2
ij + r2

ij)Tµijxij ,

Var[D(x)] =
∑
i∈I

∑
j∈Ji

(v2
ij + r2

ij)Tµijxij (2.9)

By (2.7) and (2.9), the coefficient of variation of D(x) is given as (notice that both

E[D(x)] and Var[D(x)] are strictly positive): cv(D(x)) =

√
Var[D(x)]

E[D(x)] .

We now fit a mixed Erlang distribution on the mean µD = E[D(x)] and coefficient
of variation cDv = cv(D(x)), and then we compute the expected excess downtime
based on the fitted distribution. For the two-moment fit, we use an Erlang(k − 1, k)
distribution if 0 < cDv ≤ 1 and a hyperexponential distribution otherwise. This is
further explained below.

Suppose 0 < cDv ≤ 1. Then we fit an Erlang(k−1, k) with parameters (k, θ, q), k ∈ N,
k ≥ 2, θ > 0, 0 < q ≤ 1, on µD and cDv . We get such a fit via the following formulas
(see Tijms (1994), pp. 335-337). The k is chosen such that 1/k < (cDv )2 ≤ 1/(k − 1).
Next, q and θ are taken equal to

q =
1

1 + (cDv )2

[
k(cDv )2 −

√
k(1 + (cDv )2)− k2(cDv )2)

]
, θ =

k − q
µD

Then the expected excess downtime can be approximated as (see Appendix 2.6):

DE
part(x) = (

k − q
θ
− d)

k−2∑
j=0

(θd)j

j!
e−θd + (

k − q
θ

)
(θd)k−1

(k − 1)!
e−θd.
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Suppose cDv ≥ 1. Then we fit an hyperexponential distribution with parameters
(θ1, θ2, q), θ1 > 0, θ2 > 0, 0 < q ≤ 1, on µD and cDv . We get such a fit via the
following formulas (see Tijms (1994), pp. 335-337):

θ1 =
2

µD

(
1 +

√
(cDv )2 − 1

2

(cDv )2 + 1

)
, θ2 =

4

µD
− θ1, q =

θ1(θ2µD − 1)

θ2 − θ1
. (2.10)

Then the expected excess downtime can be approximated as (see Appendix 2.6):

DEpart(x) =
q

θ1
e−θ1d +

1− q
θ2

e−θ2d

Finally, P (x) is approximated by: Ppart(x) = DE
part(x)cp.

2.3.3 Full-uncertainty method

Under the full-uncertainty method, we take both the uncertainty of the failure rates
as well as the number of failures into account. We use the formulas (2.7) and (2.8)
for the mean and variance of D(x). Next, we determine the corresponding coefficient

of variation by cv(x) =

√
Var[D(x)]

E[D(x)] .

We now fit a mixed Erlang distribution on the mean µD = E[D(x)] and coefficient of
variation cDv = cv(D(x)), and then we compute the expected excess downtime based
on the fitted distribution. These steps are the same as under the partial-uncertainty
method. The resulting approximation for the expected excess downtime is denoted
by DE

full(x). Finally, P (x) is approximated by: Pfull(x) = DE
full(x)cp.

2.4. Computational results

In this section, we execute two numerical experiments to test the accuracy of
our approximate evaluation methods. In Section 2.4.1, we investigate the quality
of the approximate evaluation results generated by the zero-uncertainty method,
partial-uncertainty method, and full-uncertainty method under given designs; here,
we compare the approximate results to simulated results. In Section 2.4.2, we
investigate the quality of the heuristic policies generated when solving Problem (P)
via enumeration and approximate evaluations.

2.4.1 Experiment 1

2.4.1.1 Testbed

To assess the quality of the three approximate evaluation methods under given designs,
we compare results of these methods with simulated results. We use a Monte Carlo
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simulation method; see Appendix 2.6 for more details on this method. The essence
of the approximate evaluation methods is that they approximate the expected excess
downtime E{(D(x) − d)+}. For the rest, no approximations are made. Hence, we
compare the evaluation methods with simulation on the basis of the generated values
for E{(D(x)− d)+}.

We use a full factorial design for the test bed. We vary three factors: the number of the
critical components |I|, the coefficient of variation cv for the component failure rates
and the so-called downtime budget factor df . Per instance, we have one design per
component and thus one design for the whole system. As a result, in this experiment
the notation can be simplified. We distinguish one stochastic failure rate Λi with
mean µi and standard deviation σi per component i ∈ I. We assume that each Λi is
lognormally distributed and choose the parameters of the lognormal distribution such
that the mean and standard deviation are equal to µi and σi respectively. Further,
we have one mean repair time ri and one corresponding standard deviation vi per
component i ∈ I. In each instance of the test bed, we take values for µi and ri that

Table 2.1 Parameter settings for |I|, cv, and df in Experiment 1

|I| cv df

5, 25, 50, 75, 100 0.2, 0.5, 0.8, 1.1, 1.4 1, 1.05, 1.1, 1.15, 1.2, 1.25, 1.3

vary over the components i ∈ I. For the coefficient of variation of the failure rates Λi,
we use cv; we take σi = cvµi for all i ∈ I. We assume that the standard deviations
vi for the repair times are equal to 0, i.e., that the repair times are deterministic. In
Section 2.4.1.3, we will execute an additional experiment with stochastic repair times.
The factor df is used to generate different values of d by the following expression:

d = df
∑
i∈I

µiriT , (2.11)

where
∑
i∈I µiriT is the expected total downtime. Thus, if df is one, the threshold

downtime d is set equal to the expected total downtime. The length of the service
period is chosen equal to T = 10 years.

The test bed consists of 175 instances that are obtained by taking all combinations of
the values for |I|, cv, and df as shown in Table 2.1. The values for µi (in failures per
year) and ri (in hours) are given in Table 2.2. For the zero-uncertainty method, it is

Table 2.2 Parameter settings for µi and ri, i ∈ I, in Experiment 1

µi for i = 1, . . . , |I| ri for i = 1, . . . , |I|

{0.200, ..., 0.200− (i− 1) 0.18
n−1

, ..., 0.02} {1, 3, 5, 1, 3, 5, ...}

apparent that when df ≥ 1, DE
zero = 0. Hence, this is true for all instances. For the
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partial-uncertainty method, DE
part does not depend on the values for the σi, and thus

we get the same outcome for all instances that only differ with respect to the value
for cv.

2.4.1.2 Results

Per instance of the test bed, we determine the approximations DE
zero, D

E
part, and

DE
full via the three evaluation methods and we determine DE

sim via simulation. The
95% confidence intervals of all the simulation results are relatively small (the width
of a confidence interval is at most 0.001 times the simulated value DE

sim, and hence
we can use DE

sim to determine the accuracy of the approximations). Each of the
approximations and the simulated excess downtime is normalized by d, which gives:

D̂E
k =

DE
k

d
, k ∈ {zero, part, full, sim}.

Per instance, the accuracy of each approximation is assessed by the absolute gaps for
the normalized excess downtime:

Gap = |D̂E
k − D̂E

sim|, k ∈ {zero, part, full}.

Table 2.3 Average gap and maximum gap for the three approximate evaluation methods
in Experiment 1

zero-uncertainty method partial-uncertainty method full-uncertainty method
Avg Gap max Gap Avg Gap max Gap Avg Gap max Gap

(%) (%) (%) (%) (%) (%)

|I| 5 18.32 31.93 5.44 12.17 0.93 3.20
25 6.41 15.49 2.58 6.80 0.17 0.87
50 3.81 11.19 1.68 5.06 0.07 0.43
75 2.76 9.22 1.25 4.21 0.05 0.28

100 2.19 8.04 1.00 3.70 0.04 0.20
df 1 11.91 31.93 3.12 12.17 0.34 3.20

1.05 9.36 28.63 2.95 11.79 0.30 3.06
1.1 7.43 25.78 2.70 11.42 0.26 2.87

1.15 5.96 23.26 2.41 11.02 0.23 2.69
1.2 4.85 21.03 2.10 10.59 0.22 2.52

1.25 4.01 19.07 1.84 10.17 0.21 2.32
1.3 3.36 17.31 1.61 9.73 0.20 2.16

cv 0.2 4.44 20.62 0.14 0.87 0.07 0.39
0.5 5.22 22.73 0.92 2.98 0.05 0.29
0.8 6.47 25.79 2.16 6.03 0.09 0.39
1.1 7.93 28.95 3.62 9.20 0.33 1.57
1.4 9.43 31.93 5.12 12.17 0.72 3.20

All 6.70 31.93 2.39 12.17 0.25 3.20

The results for these Gaps are presented in Table 2.3. In this table, the Avg Gap
and max Gap columns show the average gap and maximum gap of each method for a
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group of instances that has the same value of one of the three factors. For example,
the values 0.93% and 3.20% in the first row are the average and maximum gaps of the
full-uncertainty method in the 35 instances with |I| = 5 components in the system.
In the last row, the results for the whole set of 175 instances are given.

For the zero-uncertainty method, the average gap is 6.70% and the max gap is 31.93%
for all instances. All of the gaps are negative. The average and max gap for the partial-
uncertainty method is 2.39% and 12.17%, respectively. 95.43% of the gaps under this
method are negative. For the full-uncertainty method, the average gap is 0.25%, the
maximum gap is 3.20% and 28.00% of the gaps are negative. The results show that the
full-uncertainty method gives accurate results in general, while the zero-uncertainty
method leads to a poor approximation on average. The partial-uncertainty method
performs significantly worse than the full-uncertainty method. The computation time
per instance of the simulation method is ranging from less than 2 minutes to 76.18
hours with an average number of 2.30 hours. For the approximation methods, the
computation times are less than 0.03 seconds for each of the instances. All numerical
results are run on a computer with Intel Core 2 Duo E7500 processor at 2.93GHz and
4 gigabytes physical RAM available (plus 4 gigabytes virtual memory).

Under all three methods, the gaps become smaller for increasing values of |I|. This is
due to the fact that the total downtime is the sum of |I| independent random variables.
The coefficient of variation of the total downtime decreases for increasing |I|, and
thus the effect of the uncertainties of the failure rates Λi and the resulting numbers
of failure in the service period [0, T ] decreases. For |I| → ∞, the total downtime
converges to the expected downtime

∑
i∈I µiriT in distribution; this also holds for

the approximations, and thus all gaps become 0 in that case. When considering the
gaps for increasing values of df , we see that they decrease under all three methods.
This is because that with df increasing from 1 to 1.3, the threshold downtime also
increases from the expected downtime (when df = 1, the threshold downtime is the
expected downtime). Hence, the probability of excessing the threshold downtime
decreases. With more possible values of the exceeded downtime equaled to zero,
the gaps also decrease. Furthermore, the decrease is much stronger for the zero-
uncertainty method than for the other two methods. When considering the gaps for
increasing values of cv, we see that they increase under all three methods because of
the increase in the variance of the total downtime, but now the increase is much less
for the full-uncertainty method than for the other two methods.
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Figure 2.2 The probability density function for the total downtime as obtained via
simulation and the full-uncertainty method for |I| = 50 and cv = 1.1.
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Figure 2.3 The probability density function for the total downtime as obtained via
simulation and the full-uncertainty method for |I| = 5 and cv = 1.4.

In order to better demonstrate the accuracy of the full-uncertainty method, we
also compare the probability density functions and cumulative probability functions
of the total downtime as obtained by simulation with the ones estimated by the
full-uncertainty method; see Figure 2.21 and Figure 2.3. As we can see in Figure
2.2, generally, the full-uncertainty method gives an accurate approximation for the
simulated curve for the probability density functions as well as the cumulative
probability functions of the total downtime for various settings of |I| and cv. Only
when |I| = 5 and cv = 1.4, the shape of the approximation curve for the probability
density function is different from the shape of the related simulation curve when
the total downtime is smaller than 20 hours. However, the approximation for the
cumulative probability function is reasonable for all values of the total downtime.

1The confidence intervals in Figures 2.2 and 2.3 are bootstrapping confidence intervals.
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2.4.1.3 Stochastic vs. deterministic repair time

In this section we investigate the effect of stochastic instead of deterministic repair
times on the results of the previous section.

Table 2.4 Parameter settings for |I|, cv, and df in Experiment 1’

|I| cv df

5, 25, 50 0.2, 0.8, 1.4 1, 1.1, 1.2, 1.3

We use a subset of the test bed described in Section 2.4.1.1, see Table 2.4. There are
36 instances in the test bed. To simulate all instances, for stochastic repair times, we
assume that the repair time per component Bi is exponentially distributed with rate
ri, i ∈ I (i.e., vi = ri for all i ∈ I). The results for the stochastic and deterministic
repair time test bed are shown in Table 2.5 and Table 2.6, respectively.

Table 2.5 Average gap and maximum gap for the three approximate evaluation methods
with stochastic repair time in Experiment 1’

zero-uncertainty method partial-uncertainty method full-uncertainty method
Avg Gap max Gap Avg Gap max Gap Avg Gap max Gap

(%) (%) (%) (%) (%) (%)

|I| 5 24.37 39.75 5.52 12.38 0.77 2.07
25 9.90 20.01 3.26 7.76 0.95 1.72
50 6.40 14.78 2.41 6.12 0.87 1.77

df 1 20.22 39.75 4.29 12.38 0.87 1.68
1.1 14.76 32.73 3.97 11.30 0.87 1.77
1.2 10.96 27.20 3.56 10.32 0.86 1.92
1.3 8.28 22.81 3.11 9.45 0.85 2.07

cv 0.2 9.66 26.65 0.51 1.83 0.66 2.07
0.8 13.24 32.82 3.08 5.45 0.69 1.06
1.4 17.76 39.75 7.60 12.38 1.24 1.77

All 13.55 39.75 3.73 12.38 0.86 2.07

The results in Tables 2.5 and 2.6 show that the gaps under stochastic repair times
are somewhat higher than under deterministic times. But, for the rest, we get
the same conclusions as in Section 2.4.1.2. The full-uncertainty method produces
accurate approximations under all parameter settings, while the zero-uncertainty
method has the largest average and maximum gap. The full-uncertainty method
significantly outperforms the partial-uncertainty method. Furthermore, the gaps of
the zero-uncertainty and partial-uncertainty method and the average gap of the full-
uncertainty method are changing in the exact same directions. That is, the gap
decreases for increasing values of |I| and df and increases for increasing values of cv.
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Table 2.6 Average gap and maximum gap for the three approximate evaluation methods
with deterministic repair in Experiment 1’

zero-uncertainty method partial-uncertainty method full-uncertainty method
Avg Gap max Gap Avg Gap max Gap Avg Gap max Gap

(%) (%) (%) (%) (%) (%)

|I| 5 18.58 31.93 5.55 12.17 1.08 3.20
25 6.69 15.49 2.67 6.80 0.21 0.87
50 4.09 11.19 1.75 5.06 0.08 0.43

df 1 15.59 31.93 4.06 12.17 0.60 3.20
1.1 10.67 25.78 3.64 11.42 0.49 2.87
1.2 7.48 21.03 3.06 10.59 0.40 2.52
1.3 5.41 17.31 2.52 9.73 0.35 2.16

cv 0.2 6.67 20.62 0.21 0.87 0.11 0.39
0.8 9.44 25.79 2.97 6.03 0.14 0.39
1.4 13.24 31.93 6.78 12.17 1.12 3.20

All 9.79 31.93 3.32 12.17 0.46 3.20

The average computation time of the simulations for the stochastic repair time
instances is 6.14 times more than for the deterministic repair time instances. That
was a main reason to limit the analysis in this section to a subset of the whole test
bed of Section 2.4.1.1. Because stochastic and deterministic repair times lead to the
same conclusions and insights, we can limit ourselves to deterministic repair times in
the rest of Section 2.4.

2.4.2 Experiment 2

In the second experiment, we solve Problem (P) by enumeration. In this enumeration,
simulation or one of the approximate evaluation methods can be used to evaluate each
given solution. The solution that is obtained via simulation is generally optimal or
very close to optimal. The corresponding costs are used as estimate for the optimal
costs. The use of each of the approximate evaluation methods leads to a heuristic
solution for Problem (P). We investigate the quality of these heuristic solutions. In
Section 2.4.2.1, we describe the test bed of Experiment 2. The quality of the heuristic
solutions is discussed in Section 2.4.2.2. Finally, managerial insights are given in
Section 2.4.2.3.

2.4.2.1 Testbed

For the test bed for Experiment 2, we use a full factorial design, in which 5 factors
are varied. For all instances, we assume that |I| = 10, which is the largest |I| that is
computationally tractable under the use of simulation. For the same reason, we have
|Ji| = 2 designs per component i ∈ I. The five factors that are varied are as follows:
the downtime factor df , the acquisition cost caij (i ∈ I, j ∈ Ji), the expected failure
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rate µij (i ∈ I, j ∈ Ji), the coefficient of variation cv, and the penalty rate cp. The
values of these five factors are given in Table 2.7. For each factor, we choose three
values, so in total 243 instances are obtained. The threshold downtime d (in hours)
is set equal to the product of df and the average value of the expected downtimes
where the same weight is taken for all designs, i.e., d = df

∑
i∈I

1
|Ji|
∑
j∈Ji µijrijT ,

with T = 10. All repair times are assumed to be deterministic and their means rij
are taken equal to rij = 3 hours (i ∈ I, j ∈ Ji). The length of the service period
is fixed at T = 10 years. The standard deviations σij are set at σij = cvµij (i ∈ I,
j ∈ Ji). The cost per repair crij (i ∈ I, j ∈ Ji) is equal to 30% of the corresponding
acquisition cost caij .

Table 2.7 Parameter settings for df , caij , µij , cv, and cp in Experiment 2

Name of No. Values
parameter val.

Downtime budget
factor (df ) 3 1, 1.2, 1.4

Acquisition cost
(caij)

3


(1)

{
cai1: [500, . . . , 500i, . . . , 5000]
cai2: 1.5 × [500, . . . , 500i, . . . , 5000]

(2)

{
cai1: [500, . . . , 500i, . . . , 5000]
cai2: 2 × [500, . . . , 500i, . . . , 5000]

(3)

{
cai1: [500, . . . , 500i, . . . , 5000]
cai2: 2.5 × [500, . . . , 500i, . . . , 5000]

Expected failure
rates (µij)

3


(1)

{
µi1: [0.15, 0.14, 0.12, 0.08, 0.06, 0.16, 0.18, 0.2, 0.04, 0.02]

µi2: [0.1, 0.12, 0.11, 0.06, 0.03, 0.13, 0.14, 0.15, 0.03, 0.01]

(2)

{
µi1: [0.15, 0.14, 0.12, 0.08, 0.06, 0.16, 0.18, 0.2, 0.04, 0.02]

µi2: 0.75× [0.1, 0.12, 0.11, 0.08, 0.03, 0.13, 0.14, 0.15, 0.03, 0.01]

(3)

{
µi1: [0.15, 0.14, 0.12, 0.08, 0.06, 0.16, 0.18, 0.2, 0.04, 0.02]

µi2: 0.5× [0.1, 0.12, 0.11, 0.08, 0.03, 0.13, 0.14, 0.15, 0.03, 0.01]

Coefficient of
variation (cv) 3 0.3, 0.9, 1.5
Penalty cost
factor (cp) 3 5000, 10000, 20000

In our test bed, the acquisition cost of the second design of every component is higher
than for the first design. So, we refer to the second design as the “expensive” design
and to the first design as the “cheap” design. Notice that for the expensive design
of every component, the average and standard deviation of the failure rate Λij are
always smaller than the ones for the cheap design. As a result, there is an incentive
in all cases to choose for the expensive design.

2.4.2.2 Results

For each instance, we solve Problem (P) by enumeration, where 4 different methods
are used for the evaluations of given solutions: simulation and each of the three
approximate evaluation methods. The solution that is obtained under the use of
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simulation is denoted by x∗sim. This solution will generally be optimal or close to
optimal. We use the corresponding cost π(x∗sim) as an estimate for the optimal cost.
Under the use of the zero-, partial-, and full-uncertainty method, we obtain a heuristic
solution x∗zero, x

∗
part, and x∗full, respectively. The corresponding total cost equals

π(x∗zero), π(x∗part), and π(x∗full), where this total cost is evaluated by simulation. For
each of the heuristic solutions we determine the relative optimality gap

OGk =
π(x∗k)− π(x∗sim)

π(x∗sim)
, k ∈ {zero, part, full}.

The results for the optimality gaps are given in Table 2.8. Per line, we give the
averages over the instances with the same value for one of the 5 factors that is varied.
At the last line, we give the averages over all instances. Per heuristic, we also give
the percentage of instances in which the heuristic solution x∗k, k ∈ {zero, part, full},
deviates from x∗sim (for at least one component). This percentage is denoted by
NOSk, where NOS stands for “No Optimal Solution”. Further, we consider the
percentage of components for which the expensive design is chosen under solution
x∗k, k ∈ {zero, part, full}, which we denote by PExpk. We compare this percentage
with the corresponding percentage PExpsim under x∗sim. The absolute difference is
denoted by

∆PExpk = |PExpk − PExpsim|, k ∈ {zero, part, full}.

The averages of these absolute differences are also listed in Table 2.8. The
computation times per instance under the use of simulation are in the order of 60-
334 hours, while they are all less than one second under the use of the approximate
evaluation methods.

The results in Table 2.8 show that the average optimality gap of the zero-uncertainty
method is large. Under this method, one never obtains the optimal solution (i.e.,
one gets always another solution than x∗sim) and chooses much less frequently for the
expensive designs of components than under x∗sim. The average optimality gap of
the partial-uncertainty method is only 1.61%, while in 51.0% of the instances another
solution is obtained than x∗sim. The average optimality gap of the full-uncertainty
method is 0.02%, which is very low. This method gives the same solution as x∗sim in
86.4% of the instances and only in 13.6% of the instances a slightly different solution
is obtained. We may conclude that the full-uncertainty method generates the best
heuristic solutions. This method performs very well, both in terms of the total cost
of the generated solution and in terms of the generated solution itself. Hence, this
method is very appropriate to solve Problem (P).

2.4.2.3 Managerial insights

In this section, we further analyze the close-to-optimal solutions x∗full generated by
the full-uncertainty method. Extra results of these solutions are given in Table 2.9 and
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Table 2.8 Results on the quality of the heuristic solutions x∗zero, x
∗
part, and x∗full

Zero-uncertainty Partial-uncertainty Full-uncertainty
OGzero NOSzero ∆PExpzero OGpart NOSpart ∆PExppart OGfull NOSfull ∆PExpfull

(%) (%) (%) (%) (%) (%) (%) (%) (%)
df 1 105.7 100 71 0.31 34.6 4 0.02 13.6 1

1.2 83.9 100 61 1.32 54.3 8 0.02 12.3 1
1.4 60.1 100 49 3.21 64.2 11 0.03 14.8 2

caij (1) 110.3 100 73 1.09 45.7 7 0.03 17.3 2

(2) 79.2 100 59 1.63 53.1 8 0.02 9.9 1
(3) 60.2 100 48 2.12 54.3 8 0.02 13.6 1

µij (1) 21.9 100 47 1.21 49.4 9 0.06 28.4 3
(2) 72.5 100 65 1.66 46.9 8 0.02 11.1 1
(3) 155.3 100 68 1.97 56.8 7 0.00 1.2 0

cp 5000 31.8 100 45 0.96 50.6 7 0.03 17.3 2
10000 72.4 100 61 1.81 56.8 9 0.03 13.6 1
20000 145.6 100 74 2.07 45.7 8 0.02 9.9 1

cv 0.3 80.9 100 54 0.04 14.8 1 0.01 4.9 0
0.9 84.9 100 61 1.42 67.9 9 0.01 14.8 1
1.5 83.9 100 65 3.38 70.4 3 0.05 21.0 2

All 83.2 100 60 1.61 51.0 8 0.02 13.6 1

Table 2.10. In Table 2.9, first of all we list PExpfull, the percentage of components for
which the expensive design is chosen. We give the average, maximum, and minimum
value over all (last line) or subgroups (other lines) of instances. Next, we give results
for PPCfull, which denotes the probability that a penalty cost has to be paid, i.e.,
the probability that the total downtime exceeds the threshold d. We also give results
for the expected exceeded downtime DE

full(x
∗
full) and for the same downtime but

then divided by the threshold value d. In Table 2.10, we consider the changes in the
objective function under x∗full, i.e., in π(x∗full) in comparison to the optimal cost π∗ref
that has been obtained for a reference instance. The reference instance is defined as
the instance where the second value is chosen for each of the parameters listed in
Table 2.7. For this reference instance, the values of π∗ref , and the underlying cost
terms A∗ref , R∗ref and P ∗ref are 64666, 43000, 9998 and 11669, respectively. We list
values for the ratio of the total cost of a given instance and the total cost in the
reference instance. This ratio is equal to π(x∗full)/π

∗
ref . Similarly, we list ratios for

the underlying cost components, i.e., we list values for A(x∗full)/A
∗
ref , R(x∗full)/R

∗
ref ,

and P (x∗full)/P
∗
ref .

The results in Table 2.9 show that the expensive designs are chosen for 60.66% of the
components, when we look at all instances of the test bed. The average probability
PPCfull that a penalty cost has to be paid is 18.82%. The excess downtime normed
by d is on average 5.89%. The values of PExpfull show that the expensive designs
of components are more often chosen when: (i) df decreases (i.e., the threshold d
decreases); (ii) the differences cai2 − cai1 in acquisition cost between the expensive and
cheap design decrease (when going from (3) to (1) for the caij , see Table 2.7); (iii) the
differences µi1−µi2 in expected failure rates increase (when going from (1) to (3) for
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Table 2.9 Analysis of the solutions x∗full generated by the full-uncertainty method - Part
1

PExpfull PPCfull DEfull(x
∗
full) (hrs) DEfull(x

∗
full)/d

(%) (%) (%) (%)
Avg. max min Avg. max min Avg. max min Avg. max min

df 1 70.37 90.00 70.37 25.99 55.62 25.99 2.62 8.60 2.62 9.21 28.26 9.21
1.2 61.11 90.00 10.00 17.76 38.76 3.52 1.78 6.49 0.16 5.22 17.75 0.55
1.4 50.49 80.00 10.00 12.71 29.21 1.98 1.28 4.91 0.09 3.24 12.92 0.27

caij (1) 73.83 90.00 20.00 15.12 35.36 1.98 1.44 5.42 0.09 4.52 17.81 0.27

(2) 59.14 80.00 10.00 18.82 49.79 3.07 1.88 7.54 0.14 5.83 24.76 0.43
(3) 49.01 80.00 10.00 22.52 55.62 5.34 2.36 8.60 0.34 7.32 28.26 1.00

µij (1) 48.52 90.00 10.00 27.30 55.62 6.74 3.20 8.60 0.41 9.33 28.26 0.95
(2) 65.68 90.00 20.00 18.57 44.77 3.29 1.73 4.91 0.17 5.59 14.52 0.44
(3) 67.78 90.00 30.00 10.59 28.46 1.98 0.75 2.22 0.09 2.74 9.30 0.27

cp 5000 45.80 80.00 10.00 23.47 55.62 3.07 2.49 8.60 0.14 7.74 28.26 0.43
10000 61.85 80.00 10.00 17.95 43.80 3.07 1.76 6.28 0.14 5.45 20.63 0.43
20000 74.32 90.00 20.00 15.04 34.79 1.98 1.43 5.25 0.09 4.48 17.26 0.27

cv 0.3 53.83 90.00 10.00 17.92 55.62 1.98 1.27 5.47 0.09 3.99 17.96 0.27
0.9 60.86 90.00 10.00 18.55 51.35 2.54 1.77 6.93 0.14 5.51 22.75 0.42
1.5 67.28 90.00 10.00 20.00 46.05 5.08 2.64 8.60 0.40 8.17 28.26 1.21

All 60.66 90.00 10.00 18.82 55.62 1.98 1.89 8.60 0.09 5.89 28.26 0.27

Table 2.10 Analysis of the solutions x∗full generated by the full-uncertainty method -
Part 2

π(x∗full)/π
∗
ref A(x∗full)/A

∗
ref R(x∗full)/R

∗
ref P (x∗full)/P

∗
ref

(%) (%) (%) (%)
avg. max min avg. max min avg. max min avg. max min

df 1 123 271 68 99 127 66 93 159 51 240 901 19
1.2 103 216 65 92 127 65 90 152 54 154 619 17
1.4 90 177 63 85 127 65 87 148 54 108 432 6

caij (1) 92 234 63 84 90 66 76 100 51 138 879 6

(2) 106 253 67 94 106 65 92 129 69 165 901 25
(3) 117 271 67 99 127 66 102 159 84 198 901 55

µij (1) 124 271 66 84 127 65 105 159 88 289 901 49
(2) 105 197 67 95 127 67 95 122 75 149 521 26
(3) 87 137 63 97 127 74 70 88 51 63 223 6

cp 5000 87 127 63 82 111 65 85 120 54 107 369 6
10000 103 187 64 93 127 65 90 133 54 151 538 12
20000 126 271 66 102 127 69 96 159 51 244 901 15

cv 0.3 91 182 63 87 127 65 88 152 54 106 432 6
0.9 103 219 65 92 127 65 90 152 51 154 633 14
1.5 122 271 67 97 127 66 92 159 51 241 901 23

All 105 271 63 92 127 65 90 159 51 167 901 6
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the µij); (iv) the penalty cost cp increases; (v) the standard deviations σij increase
(i.e., the factor cv increases). These effects can be explained as follows. When df
decreases or cp increases, there is a higher need for more reliable components. When
the cai2 − cai1 decrease or the µi1 − µi2 increase, it becomes more attractive to choose
the expensive designs. When the standard deviations σij increase, the distribution
of the total downtime D(x) gets a higher coefficient of variation, and thus generally
the penalty costs will increase under threshold downtimes d that are higher than
the expected downtime. We do have such threshold downtimes d for our solutions
x∗full; see the values for PPCfull in Table 2.9. Hence, increasing σij leads to more
excess downtime and thus a stronger need to choose for the expensive design for more
components.

The effects of increasing/decreasing parameters on PPCfull are sometimes the same
as for PExpfull and sometimes they are opposite. In all cases, the effects on
DE
full(x

∗
full) and on DE

full(x
∗
full)/d are the same as for PPCfull. That PPCfull,

DE
full(x

∗
full), and DE

full(x
∗
full)/d decrease when cp increases, does make sense. Under

an increasing cp more expensive designs are chosen and thus the downtime decreases
and so does the excess downtime and the probability that one has an excess downtime.
Similarly, the effect of decreasing cai2 − cai1 and increasing µi1 − µi2 can be explained.
The effects of a decreasing df and increasing cv are not so easy to explain because of
effects that work against each other (e.g., a decreasing df gives a decreasing downtime
threshold d and at the same time failure rates decrease because of more expensive
designs that are chosen).

The results in Table 2.10 show that the costs π(x∗full), which are close to the optimal
costs, increase when: (i) df decreases (i.e., the threshold d decreases); (ii) the
acquisition cost factors cai2 increase (when going from (1) to (3) for the caij , see Table
2.7); (iii) the failure rates µij increase (when going from (3) to (1) for the µij); (iv)
the penalty cost factor cp increases; (v) the standard deviations σij increase (i.e.,
the factor cv increases). For the underlying cost terms, we see the same effects in
general. Furthermore, when df decreases, we know that more expensive components
are chosen, and thus the acquisition cost increases. We also see an increase in repair
cost; the effect of the higher cost per repair appears to be stronger than the decrease
in number of repairs. It also leads to a very strong increase in downtime cost, which
is due to the stricter downtime requirement. When cai2 gets larger, although less
expensive components are chosen, the acquisition cost still increases, as well as the
penalty cost and repair cost. When µi2 decreases, more expensive components are
chosen, which results in increasing acquisition cost. Since the savings from the repair
cost and penalty cost are larger than the increment of the acquisition cost, the total
cost reduces with decreasing µi2. When cp or cv increases, more expensive components
are chosen but the repair cost and penalty cost still increases.
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2.5. Extensions

2.5.1 Including a bonus

As denoted in the introduction, in our model, we included the penalty side of a PBC
contract. In this subsection, we discuss how our model can be adapted to include
also the bonus side of a PBC contract. Let cc be the compensation rate, where
we may assume that cc ≤ cp. The expected bonus under design x is denoted by
W (x) = E[D(x)− d]−cc. This function can be rewritten as

W (x) = E[D(x)− d]+cc − E[D(x)− d]cc = P (x)
cc

cp
− cc

∑
i∈I

∑
j∈Ji

rijµijTxij − d

 .

With the bonus being added, we get an optimization problem that is the same as
Problem (P) but with a modified objective function π′(x) instead of objective function
π(x). The modified objective function is equal to

π′(x) = A(x) +R(x) + P (x)−W (x)

= A(x) +R(x) +
cp − cc

cp
P (x) + cc

∑
i∈I

∑
j∈Ji

rijµijTxij − d

 .

This modified objective function is similar to the original objective function and hence
the new optimization procedure can be solved in the same way as Problem (P).

2.5.2 Multiple subperiods with a threshold downtime per subperiod

In our model, we have assumed one long service period with a threshold downtime
for that full period. In this subsection, we briefly discuss the effect of having multiple
subperiods instead of one period, with a threshold downtime per subperiod.

Suppose that the contract period [0, T ] is divided into M (∈ N = {1, 2, . . . })
subperiods, which are numbered 1, . . . ,M . For subperiod m, the length is Tm (> 0)

and the downtime threshold is dm (> 0). The Tm and dm are such that
∑M
m=1 Tm = T

and
∑M
m=1 dm = d. The penalty costs for subperiod m, Pm(x), are given by

Pm(x) =

∞∑
s1=0

· · ·
∞∑
si=0

· · ·
∞∑

s|I|=0

∏
i∈I

P
[
Smi (xi) = si

]
E
[∑
i∈I

B
(si)
i (xi)− dm

]+

cp,

where Smi (xi) is the number of failures of component i in subperiod m. The new
LCC function is equal to

π′′(x) = A(x) +R(x) +

M∑
m=1

Pm(x).
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Figure 2.4 LCCs and the percentage of expensive components in the optimal solutions
under different numbers of subperiods

This function replaces the objective function π(x) in Problem (P). The penalty
functions Pm(x) can be approximated in the same way as the penalty function P (x).
The modified optimization problem can again be solved via enumeration.

To show the impact of having multiple subperiods instead of one large service period,
we execute a small experiment. We use one instance of the full factorial test bed of
Experiment 2. For each of the parameters specified in Table 7, we take the second
option; i.e., we take df = 1.2, cv = 0.9, cp = 10000, and option (2) is taken for the caij
and µij . The number of subperiods M is varied from 1 to 5, and we take subperiods
of equal length and divide the downtime threshold equally over the subperiods, i.e.,
Tm = T/M and dm = d/M for all m = 1, . . . ,M . In the enumeration method, we use
the full-uncertainty method for the evaluations. The results are given in Figure 4.

We see that the LCC increases strongly when the number of subperiods increases. The
percentage of expensive components increases from 16.31% to 22.82% when going from
1 to 5 subperiods, which is also strong. The reason for both increases is as follows.
Under more subperiods, the number of events (failures) per subperiod is much smaller
and thus one gets less close to the expected downtime per subperiod. To avoid too
high penalty costs, it helps to choose more expensive components which leads to less
failures. But still the LCC increases a lot. This small experiment shows that an OEM
has to be careful when guaranteeing a maximum downtime per subperiod instead of
a maximum downtime for one large service period.



2.6 Conclusion 37

2.6. Conclusion

In this chapter, we considered the reliability design for a serial system with uncertain
component failure rates. The system is sold with a full service contract and hence it
is relevant to minimize the LCC when deciding on the reliability design. The LCC
includes the penalty cost for exceeding a given threshold downtime during the term
of the service contract. In this problem, we distinguished three types of uncertainties,
being the uncertain component failure rates themselves, the uncertainty in the number
of failures during the service period under given failure rates, and the uncertain repair
times. We developed the so-called full-uncertainty method which takes all three types
of uncertainty into account and which is based on two-moment fits to determine the
total downtime and the penalty cost. We showed that this method: (i) gives fast and
accurate approximations for the total cost under a given design; (ii) works well in
combination with enumeration for the reliability design problem for which close-to-
optimal solutions are generated. We also showed that this method outperforms two
other methods.

In future research, we would like to extend our work to situations where the expected
failure rate can be chosen from a given interval (i.e., where the alternative designs
form a continuous set of designs). Furthermore, in this chapter we only consider one
system configuration which is a serial configuration without redundancy. One can
extend our model to systems with other configurations like systems with a mix of
parallel and serial structures and with redundancy.
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Appendix

Procedures of the Monte Carlo simulation

Per instance of Experiment 1, the following simulation procedure is used:

Step 1 First, we generate the sequences of ri, µi and σi, i ∈ |I|. Then we get d
immediately from (2.11). Then, for each component i, we take one sample Λ̂i
for Λi ∼ G(µi, σi), where G(µi, σi) is a lognormal distribution with mean µi and
standard deviation σi. Next, given that the number of failures of component i,
denoted by Si, is Poisson distributed with parameter Λ̂iT , we take one sample
Ŝi for Si ∼Pois(Λ̂iT ). This gives one simulation result D̂E

sim:

D̂E
sim = (

∑
i∈I

Ŝiri − d)+.

Step 2 Step 1 is repeated 400000 times to get D̂E
sim,1, . . . , D̂

E
sim,40000. Next, we

determine the average D̄E
sim =

∑40000
k=1 D̂E

sim,k of this series. This completes one
subrun.

Step 3 Step 2 is repeated m times until a certain requirement∗ is met to get
D̄E
sim,1, . . . , D̄

E
sim,m. Next, we determine the average DE

sim = 1
m

∑m
k=1 D̄

E
sim,k of

this series. The corresponding 95% percent confidence interval is given as:

(DE
sim − t(m−1,2.5%)

√
S2

m
, DE

sim + t(m−1,2.5%)

√
S2

m
),

where S2 = (1/(m − 1))
∑m
k=1(D̄E

sim,k − DE
sim)2 and t(m−1,2.5%) is the upper

2.5% critical point for the t-distribution with (m− 1) degrees of freedom.
∗: Step 2 is repeated until the width of the confidence interval divided by the
average value is smaller than 0.001.

First partial moment for mixed Erlang distributions

Erlang(k − 1, k) distribution

Consider an Erlang(k − 1, k) distribution for a random variable X with parameters
(k, θ, q), k ∈ N, k ≥ 2, θ > 0, 0 < q ≤ 1. The probability density function and the
cumulative distribution function are given by

ek−1,k(x) = qθk−1 xk−2

(k − 2)!
e−θx + (1− q)θk xk−1

(k − 1)!
e−θx, x ≥ 0,

Ek−1,k(x) = q

(
1−

k−2∑
j=0

(θx)j

j!
e−θx

)
+ (1− q)

(
1−

k−1∑
j=0

(θx)j

j!
e−θx

)
, x ≥ 0.
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Let x0 be a nonnegative constant. Then the first partial moment E[(X − x0)+] is
equal to

E[(X − x0)+] =

∫ ∞
0

(x− x0)+ek−1,k(x)dx

=
q(k − 1)

θ

∫ ∞
x0

θk
xk−1

(k − 1)!
e−θxdx+

k(1− q)
θ

∫ ∞
x0

θk+1x
k

k!
e−θxdx

−x0

∫ ∞
x0

ek−1,k(x)dx.

Let the cumulative distribution function of a pure Erlang-k distribution with scale

parameter θ > 0 be denoted by Eθk(X) = 1 −
∑k−1
j=0

(λx)j

j! e−λx, x ≥ 0. Then the

formula for E[(X − x0)+] can be further rewritten as

E[(X − x0)+] =
q(k − 1)

θ

[
1− Eθk(x0)

]
+
k(1− q)

θ

[
1− Eθk+1(x0)

]
− x0

[
1− Eθk−1,k(x0)

]
= (

k − q
θ
− x0)

k−2∑
j=0

(θx0)j

j!
e−θx0 + (

k − q
θ

)
(θx0)k−1

(k − 1)!
e−θx0 .

Hyperexponential distribution

Consider a hyperexponential distribution for a random variable X with parameters
(θ1, θ2, q), θ1 > 0, θ2 > 0, 0 < q ≤ 1. The probability density function and the
cumulative distribution function are given by

h2(x) = qθ1e
−θ1x + (1− q)θ2e

−θ2x, x ≥ 0,

H2(x) = q(1− e−θ1x) + (1− q)(1− e−θ2x), x ≥ 0.

Let x0 be a nonnegative constant. Then the first partial moment E[(X − x0)+] is
equal to

E[(X − x0)+] =

∫ ∞
0

(x− x0)+h2(x)dx

= q

∫ ∞
x0

(x− x0)θ1e
−θ1xdx+ (1− q)

∫ ∞
x0

(x− x0)θ2e
−θ2xdx

=
q

θ1
e−θ1x0 +

1− q
θ2

e−θ2x0 .





Chapter 3

Reliability optimization under
multiple subperiods

3.1. Introduction

In Chapter 2, we discussed a reliability optimization problem for a system under one
long service period with a target downtime for that full period. The OEM pays a
penalty cost to its customer if the total downtime exceeds the target downtime. In
the extension section in Chapter 2, we showed the extension to a contract period
with multiple subperiods. We divide the total service period into multiple subperiods
with a target downtime per subperiod and briefly discuss the effect of having multiple
service subperiods. In this chapter, we further discuss this extension by developing a
reliability optimization model with multiple subperiods.

In Chapter 2, we studied the reliability optimization problem for a single system. In
this chapter, we consider the situation that an OEM develops a group of identical
systems. Each system is composed of multiple components in a serial structure. Our
model is used to find the optimal reliability level for each critical component from
a given failure rate interval to minimize the LCC. The LCC consists of production
cost, design cost, repair cost, and penalty cost. All the costs included in the LCC are
affected by the reliability level of each component.

The total service period can be divided in different ways. Different divisions can have
different numbers of subperiods with different lengths. We need to find the optimal
target downtime for each subperiod under a given division of the service period.
For each subperiod, a penalty cost is paid to the customer when the downtime of
this subperiod is larger than the related target downtime. The total penalty cost
is the summation of penalty cost per subperiod. Production cost and design cost
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PBC X X X X X X
Design cost X X X X X X
Production cost X X X X X X X X X
Repair cost X X X X X X X X X
Penalty cost or Warranty cost X X X X X X X X
Multiple components X X X X
Multiple subperiods X X

are incurred during the design phase. The repair cost and penalty cost are incurred
during the exploitation phase. Hence, we discount the repair cost and penalty cost
by a discount factor to get the Net Present Value (NPV) of the LCC.

The comparison of our model to the existing related reliability models in the
literature are shown in Table 3.1. From the comparison of related papers, we can
see that to the best of our knowledge; there is no paper incorporating reliability
optimization model with multiple subperiods under a service contract with an
SLA. In one scenario discussed in Huang et al. (2007), only the decision period of
making dynamic marketing decisions (price, warranty period) is divided into different
subperiods. In each subperiod, once the warranty period length is decided, the
warranty period is a whole period for a given customer. Öner et al. (2013) solve their
multi-component redundancy optimization problem by decomposing it into a single-
component problem. Given penalty cost is occurred due to total system downtime;
our problem is not decomposable.

The contributions of this chapter are the following:

• We formulate a reliability optimization model to minimize the LCC under a
service contract with an SLA. The costs included in the LCC are design cost,
production cost, repair cost and penalty cost. All costs are affected by the
reliability level of each component in the system. We incorporate the reliability
development process in our model by adding design cost.
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• The total service period can be divided in different ways. Different divisions can
have different numbers of subperiods with different lengths. We assume that
the total target downtime for the overall service period is a known constant.
For a given division of the service period, we provide a method to find the
optimal target downtime per subperiod such that the summation of all the
target downtime per subperiod equals the total target downtime.

• We derive the analytical properties for the LCC and all the costs included in
the LCC. Based on these properties, we find the optimal reliability level of the
system to minimize the LCC.

• We show analytical and numerical results about how factors like the number of
the subperiods and the discount factor affect the optimal solutions. We derive
some analytical properties to show the relationships between those factors and
the optimal solutions (the LCC and the reliability level).

The rest of this chapter is organized as follows: we lay out the model formulation and
assumptions in Section 3.3 and proceed to the analytical properties and the numerical
results in Section 3.4. Section 3.5 concludes our findings.

3.2. Model formulation

We consider an OEM, who aims to design a system with multiple critical components.
The OEM plans to sell N units of the same system with N ∈ N = {1, 2, . . .}. The
system is comprised of a set of critical components I. We use index i ∈ {1, . . . , |I|}
to represent the critical components. If one of these critical components fails, the
system as a whole stops working. The OEM sells all the systems under the same
service contract with the same SLA over a service period [0, T ]. The reliability levels
of the critical components determine the reliability level of the systems. The OEM
makes a design decision for each critical component at the beginning of the service
period. The design decision results in a certain component failure rate. We assume
that the failure rate of component i, λi can be selected from a given range denoted by
λi ∈ [λmin

i , λmax
i ]. The failure rates remain constant over the service period. λ is the

vector of λi-s, λ = (λ1, λ2, . . . , λ|I|). We aim to optimize the initial design decision
by finding the component failure rates that minimize the net present value (NPV)
of LCC over the service period [0, T ] of a service contract. The optimal decision is
implemented at t = 0, and it remains the same throughout the service period.

The LCC is comprised of production cost, design cost, repair cost and penalty cost.
The design and production phases are completed before the start of the service period.
Therefore, production cost and design cost are incurred at time t = 0. The critical
components may fail during the service period. The failure process of component i
follows a Poisson process with a constant failure rate λi. We assume that the failure
process of each component is independent of other components. This implies that
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the lifetimes of the components are independent and exponentially distributed. The
OEM is responsible for all the repairs and repair cost is incurred throughout the
service period. In addition to repair cost, the OEM pays a penalty cost for exceeding
downtime thresholds. The service period is divided into M disjoint subperiods. We
use Tm to represent the length of subperiod m ∈ {1, 2, . . . ,M}. If the total downtime
of subperiod m exceeds the period’s threshold downtime dm, then the OEM has to
pay a penalty cost. In the following sections, we provide the details of production
cost, design cost, repair cost and penalty cost.

3.2.1 Production cost

Production cost includes all the expenses (material, labor, etc.) incurred during the
production process of the critical components. These costs are incurred at the start
of the service period, i.e., at time t = 0. We define cqi (λi) as the unit production
cost of component i when failure rate is λi. We use the following expression, which
is initially proposed by Huang et al. (2007) and modified by Öner et al. (2010):

cqi (λi) = Ai0 +Ai1

(
1

λxi
− 1

(λmax
i )

x

)
.

cqi (λi) is strictly convex in λi. Ai0 ≥ 0 is the unit baseline production cost for
component. The values of parameters Ai1 > 0 and x ≥ 1 represent the difficulties in
producing component i with lower failure rates. We define Qi(λi) as the production
cost of component i when failure rate is λi. Then, the NPV of the total production
cost for N systems, Q(λ), is given as:

Q(λ) =
∑
i∈I

Qi(λi) = N
∑
i∈I

cqi (λi). (3.1)

Note that Q(λ) is a linear combination of the unit component production cost. Hence,
Q(λ) is convex in each λi.

3.2.2 Design cost

Higher design cost implies higher component reliability levels, i.e., lower failure rates.
According to Mettas (2000), Huang et al. (2007) Öner et al. (2010) and Jin and Wang
(2012) design cost grows exponentially as component reliability levels increase, i.e.,
failure rates decrease. Our design cost reflects this relationship. We define Ki(λi) as
design cost of component i when the design results in a failure rate λi and borrow
the following expression used in Mettas (2000):

Ki(λi) = Bi0 +Bi1

[
exp

(
ki
λmax
i − λi
λi − λoi

)
− 1

]
. for λmin

i ≤ λi ≤ λmax
i
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Here, λmin
i is the best achievable failure rate of component i. λoi is a given parameter

with λoi < λmin
i . Note that Ki(λi) cannot become infinity large, since λoi is not in the

feasible set of λi. B
i
0 ≥ 0 represents the fixed design cost. Bi1 > 0 is the design cost

when the failure rate is at its maximum value λmax
i . ki > 0 represents the difficulty

in reducing the failure rate.

Design cost is incurred at t = 0. Hence, the NPV of the total design cost, K(λ), is
given as:

K(λ) =
∑
i∈I

Ki(λi). (3.2)

3.2.3 Repair cost

The critical components can fail throughout the service period. When a critical
component of a system fails, the system stops functioning. According to the SLA, the
OEM replaces the failed component with a new component that has the same failure
rate as the failure rate of the original component. After the replacement, the failed
component is sent to the repair facility for repair. The repaired component becomes
as-good-as-new and sent back to the customer site. The repair cost per failure of
component i, including all the costs incurred during the repair procedure, is defined
as a proportion of the unit production cost as follows:

cri(λi) = pic
q
i (λi)

To compute the NPV of the total expected repair cost for oneclear all; clc; initial-
phamax = 1; beta0 = 1; T = 10; [failurebound1] = crefailurebound(initialphamax, T,
beta0); [failurebound2] = crefailureboundapp(initialphamax, T, beta0); component,
the repair cost of each individual failure should be discounted with a discount factor
δ. Let W1i,W2i, . . . ,Wni be the random variables representing the failure times
of the ith component throughout the service period [0, T ]. This list is unordered,
i.e., W1i ≤ W2i ≤ . . . ≤ Wni does not necessarily hold. Since the number of the
failures is Poisson distributed, these random variables are independent and uniformly
distributed on [0, T ]. We define fWi

(t) as the probability density function of the
random variable Wi representing the failure times of component i. Then, we have
fWi(t) = 1

T , 0 ≤ t ≤ T (see Ross (2007), pp. 316-317). Accordingly, the NPV value
of the expected repair cost of any failure of component i is given as:∫ T

0

cri(λi)e
−δt 1

T
dt =

(1− e−δT )

δT
cri(λi)

We use Si to represent the number of failures of component i during the service period

[0, T ]. We have P(Si = s) = e−λiT (λiT )s

s! . Therefore, the NPV of the total expected
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repair cost for component i is given as:

Ri(λi) =

∞∑
s=0

sP(Si = s)
(1− e−δT )

δT
cri(λi) =

(1− e−δT )

δ
λic

r
i(λi)

The total expected repair cost R(λ) for N systems is given as:

R(λ) = N
∑
i∈I

Ri(λi) (3.3)

3.2.4 Penalty cost

The SLA defines a downtime threshold dm for subperiod m ∈ {1, 2, . . . ,M}. If the
total downtime in subperiod m exceeds dm, the OEM has to pay a penalty cost with a
rate cpm per time unit exceeded. The number of component i failures in subperiod m,
denoted by Smi has a Poisson disribution with rate λiTm. Assume that each failure
of component i results in a system downtime of ri time units. Thus, the expected
penalty cost in subperiod m, Pm(λ), for one system is given as:

Pm(λ) =

∞∑
sm1 =0

. . .

∞∑
sm|I|=0

∏
i∈I

P
(
Smi = smi

)(∑
i∈I

smi ri − dm
)+

cpme
−δ

∑m
u=1 Tu (3.4)

The NPV value of the total expected penalty cost for N systems is estimated as:

P (λ) = N

M∑
m=1

Pm(λ). (3.5)

As a result, the NPV of the expected life cycle cost π(λ) is given as:

π(λ) = Q(λ) +K(λ) +R(λ) + P (λ). (3.6)

The OEM’s objective is to determine the component failure rates that minimize π(λ).
We write the optimization problem as:

(P) min π(λ)

s.t. λmin ≤ λ ≤ λmax

with λmin = [λmin
1 , λmin

2 , . . . , λmin
|I| ] and λmax = [λmax

1 , λmax
2 , . . . , λmax

|I| ].

3.3. Analysis

In this section, we show the analytical properties of different cost types, and we
investigate the effect of multiple system parameters on the optimal component failure
rates.
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3.3.1 Optimization

In this section, we analyze the properties of production cost, design cost, repair
cost and penalty cost. We prove the convexity and monotonicity of these costs in
the component failure rates. This implies convexity of the LCC in the component
failure rates. In addition, we provide a numerical example to show the effect of a key
parameter on the optimal solution and the minimum cost.

We define RI+ as the set of all I-tuples of non-negative real numbers. With the
following lemma, we prove the properties of production cost, design cost, and repair
cost.

Lemma 3.1 Given that Q(λ), K(λ) and R(λ) are defined as in Section 4.2, we have;

1. Q(λ) is strictly decreasing and strictly convex in λ ∈ RI+,

2. K(λ) is strictly decreasing and strictly convex in λ ∈ RI+ and

3. R(λ) is strictly convex in λ in RI+.

We refer to the Appendix for all the proofs of this chapter.

Lemma 3.1 suggests that production cost, design cost and repair cost are convex
in their argument. As expected, low failure rates require high production cost and
design cost. The behavior of repair cost depends on the system parameters. As
derived in Section 4.2, the NPV of the total expected repair cost for component i is

Ri(λi) = (1−e−δT )
δ λic

r
i(λi). There are two terms that affect the behavior of Ri(λi)

with respect to λi. Obviously, λi is increasing in itself, while cri(λi) is decreasing in
λi by construction. Lemma 3.1 suggests that the parameters in cri(λi), and therefore,
in cqi (λi) determine the behavior of Ri(λi) with respect to λi.

While the proof of Lemma 3.1 is relatively easy, the structural properties of penalty
cost are not straightforward to prove. Given the complexity of the proof, we present
our results on the penalty costs as a theorem.

Theorem 3.1 P (λ) is convex and increasing in λ ∈ RI+.

Throughout this thesis, we use the term increasing in the non-strict sense. Combining
the results in Lemma 3.1 and Theorem 3.1, we get the following result, which
guarantees the existence of a global optimal solution to problem (P).

Corollary 3.1 π(λ) is convex in λ on RI+.

Corollary 3.1 implies that we can rely on any convex optimization procedure to find
the optimal component reliability levels. Next, we provide an example to illustrate
the behavior of different costs. This example provides insights that are consistent
with the results of this section.
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3.3.2 Numerical example

Consider a reliability optimization problem for N = 100 identical systems under the
same SLA. Each system consists of two critical components. The service period is
T = 10 years. There are two subperiods, i.e. M = 2, with T1 = 4 and T2 = 6.
The penalty rate is cp1 = cp2 = 100000 euro/hour and the discount factor is δ = 0.05.
We use k1 = k2 = 1 and x = 1 in the expressions for K1(λ1), K2(λ2) and cqi (λi),
respectively. The rest of the parameters are in Table 3.2.

Table 3.2 Parameters

λmin
i λmax

i λoi Ai0 Ai1 Bi0 Bi1 α βi ri
i = 1 0.1 1 0.05 10000 1000 200000 200000 1 1 10
i = 2 0.1 1 0.05 100000 10000 2000000 2000000 1 1 20

In Table 3.2, the unit for λmin
i , λmax

i and λoi is failure/year. The unit for Ai0, Ai1, Bi0
and Bi1 is euro. The unit for ri is hour. We use d =

∑
i∈I

1
2 (λmin

1 + λmax
1 )riT and

divide d among subperiods as d1 = 0.4d and d2 = d− d1.

In Figure 3.1, we depict the behavior of the LCC π(λ), production cost Q(λ), design
cost K(λ) and penalty cost P (λ) as functions of the component failure rates λ1 and
λ2. The figure confirms our convexity and monotonicity results in Section 3.3.1. As
it can be seen in Figure 3.1.a, the optimal failure rate of component 1 is smaller than
the optimal failure rate of component 2, i.e. λ1 < λ2. This implies that, under the
optimal solution, component 1 is likely to have less number of failures than component
2. Hence, component 1 is more reliable than component 2. The reason is that, for a
given failure rate λ, component 2 has a higher unit production cost, i.e. cq2(λ) > cq1(λ),
and a higher design cost, K2(λ) > K1(λ). Therefore, it is more costly to produce and
design a unit of component 2 with a given failure rate than a unit of component 1
with the same failure rate. Note that the system downtime is longer when component
2 fails, i.e. r2 > r1. This implies that for the same failure rate, component 2 is more
likely to exceed the downtime thresholds. If this cost component were the only one
to be considered in the cost optimization problem, component 2 would have a lower
failure rate. However, under the current setting, the effect of the penalty cost is not
enough to have a lower failure rate for component 2.

In Figure 3.2, we fix the values of λ1 and λ2 to 0.4 and 0.6, respectively. We change
the value of parameter x. As explained in Section 4.2, x represents the incremental
cost for producing more reliable components. Since the repair cost per failure is a
function of the unit production cost, the parameter x affects the total expected repair
cost. Figure 3.2 suggests that the expected repair cost is increasing in x. The effect
becomes more significant for higher values of x.

Lemma 3.1 suggests a complicated behavior for the expected repair costs. One of the
parameters to drive this behavior is x. In Figure 3.3, we depict the expected repair
costs for different values of λ1 and λ2.



3.3 Analysis 49

(a) π(λ)

0.4 0.45 0.5 0.55 0.6

λ
1

0.6

0.65

0.7

0.75

0.8

λ
2

(b) Q(λ)

0.4 0.45 0.5 0.55 0.6

λ
1

0.6

0.65

0.7

0.75

0.8

λ
2

(c) K(λ)

0.4 0.45 0.5 0.55 0.6

λ
1

0.6

0.65

0.7

0.75

0.8

λ
2

(d) P (λ)

2e+08

2.5e+08
3e+08

3.5e+08

4e+08

4.5e+08

0.4 0.45 0.5 0.55 0.6

λ
1

0.6

0.65

0.7

0.75

0.8

λ
2

Figure 3.1 Changes in the cost functions with respect to λ1 and λ2

0 5 10

0

2

4

6

8

10

12
10

8

Figure 3.2 The effect of x on R(λ)
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Figure 3.3 The behavior of R(λ) for x=1,5 and 10

3.3.3 Properties of the optimal solution

As explained in Section 4.2, the service contract between the OEM and the customer
specifies i) the division of the service period into multiple subperiods and ii) the
threshold downtime for each subperiod. In the previous section, for a given set of
subperiods and corresponding threshold downtimes, we show how to optimize the
component reliability levels. In Section 3.3.3.1, we investigate how the number of
subperiods affects the optimal failure rates and the LCC. Given that penalty cost
accounts for a huge proportion in the LCC. In Section 3.3.3.2 and 3.3.3.3, we analyze
the effects interest rate and service level on the optimal solution, respectively.

3.3.3.1 The effect of the number of subperiods

For a service contract period with a predetermined length T and total threshold
downtime d, we define M dimensional vectors p and q such that Tm = pmT , dm =
qmd for m ∈ {1, 2, . . . ,M} with

∑M
m=1 Tm = T and d =

∑M
m=1 dm. The only cost

component affected by the division of the subperiods and downtime thresholds is
penalty cost. Next, for a given division p of the subperiods, we are interested in finding
the optimal division q of the total threshold downtime so that the total expected
penalty cost.

In Section 4.2, we define P (λ) as the total expected penalty cost as a function of λ.
In what follows, we use PΣ

M (λ, q) to represent the total expected penalty cost as a
function of the failure rate vector λ and downtime threshold division vector q when
the contract period is divided into M subperiods. We use PΣ

1 (λ) to represent the
total expected penalty cost when M = 1.

In Lemma 3.2 we prove the convexity of the total expected penalty cost in q. This
implies that we can find the optimal q using a standard convex optimization method.
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Lemma 3.2 For given p and λ, PΣ
M (λ, q) is piecewise-linear convex function in q ∈

RM+ .

In Lemma 3.3, for given component failure rates, we show that the total expected
penalty cost with M = 1, i.e., no division into subperiods, is smaller than that the
total expected penalty cost with two subperiods regardless of how we divide the total
downtime thresholds between these two periods.

Lemma 3.3 Assume an identical failure rate cp in each subperiod/period. For a
given λ and p = [p, 1 − p], it always holds that PΣ

1 (λ) ≤ PΣ
2 (λ, [q, 1 − q]), for all

0 ≤ q ≤ 1 and 0 ≤ p ≤ 1.

Lemma 3.3 suggests that, if λ is fixed, the OEM prefers to offer a service contract
without dividing the contract period into two subperiods. Next, we extend this result
to any number of subperiods. Similar to Lemma 3.3, we fix the failure rates λ.
We minimize the expected penalty cost by optimizing the division of the threshold
downtime. We use q∗M to represent the vector of optimal threshold division when the
service contract is divided into M subperiods. We use pM to represent the vector
corresponding to the division of the contract period into subperiods when there are
M subperiods. In Lemma 3.4 we show that the minimum expected penalty cost is
increasing in M for every division of service period.

Lemma 3.4 Assume an identical failure rate cp in each subperiod/period. For a
given λ and M ∈ N, it always holds that PΣ

1 (λ) ≤ PΣ
2 (λ, q∗2) ≤ . . . ≤ PΣ

M (λ, q∗M ) ≤
PΣ
M+1(λ, q∗M+1) ≤ . . ., for any p2,p3 . . . ,pM ,pM+1, . . ..

We clarify the results of this section through a numerical example. We consider a
setup similar to the one in Section 3.3.2, with T = 10, δ = 0.05, N = 100 and the
other parameters given in Table 3.2. Now there are M ∈ N = {1, 2, . . . } penalty
periods. For M = 2, we use p = [0.4, 0.6] and λ = [0.4, 0.6]. According to Lemma 3.2,
PΣ

2 (λ, [q, 1−q]) is a piecewise-linear convex function in q (Figure 3.4). In Figure 3.4.a,
it is not apparently to see that PΣ

2 (λ, [q, 1− q]) has a piece-wise linear shape. This is
because that the length for each line segment of the function is relatively small, see,
Figure 3.4.b. The derivative of PΣ

2 (λ, [q, 1− q]) with respect to q is given as:

k(q) = −cpdNe−δpT
[ ∞∑
s11=0

∞∑
s12=

dqde−s11r1
r2

P
(
S1

1 = s1
1

)
P
(
S1

2 = s1
2

)]

+ cpdNe−δT
∞∑
s21=0

∞∑
s22=

d(1−q)de−s21r1
r2

P
(
S2

1 = s2
1

)
P
(
S2

2 = s2
2

)]
. (3.7)

For points which satisfy qmd
ri

= j where i ∈ I, m ∈ {1, 2} and j ∈ N, k(q) does not

exist. Since PΣ
2 (λ, [q, 1− q]) is convex in q, k(q) is increasing in q (see Figure 3.4).
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If there exists q which satisfies k(q) = 0, it is the optimal q minimizing the total
expected penalty cost with fixed component failure rates. If there does not exist a
point such that k(q) = 0, then the optimal point q is the smallest q that satisfies the
inequality k(q) > 0. In any case, the optimal q can be found by standard convex
optimization algorithms. These conclusions remain the same for problems with more
than two subperiods, i.e., for problems with M ≥ 3. According to Lemma 3.3,
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Figure 3.4 The behavior of PΣ
2 (λ, [q, 1− q]) and k(q) with respect to q

when M = 2, for any given p = [p, 1 − p] with 0 ≤ p ≤ 1, regardless the value of
q = [q, 1−q], we always have PΣ

1 (λ) ≤ PΣ
2 (λ, [q, 1−q]). The intuition behind Lemma

3.3 is that dividing d into different subperiods reduces the pooling effect of sharing
the downtime budget as a whole. Suppose that the total downtime over [0, T ] is D.
When D < d. the penalty cost for M = 1 is zero. Now, consider a service contract
with 2 subperiods, i.e., M = 2. Suppose that the downtimes of subperiods 1 and 2
are D1 and D2, respectively, with D1 +D2 = D. If we divide the threshold downtime
d into d1 and d2 in a way such that D1 > d1 and D2 < d2 then the total penalty cost
is larger than zero. According to Lemma 3.4, as the number of subperiods increases,
the pooling effect reduces even more. Hence, for given component failure rates, the
service contract which gives the minimum penalty costs is the one that is not divided
into subperiods. This insight can be used in designing service contracts. And with
the number of sub period increasing, the pooling effect is reducing by dividing d into
more sub period, according to Lemma 3.4. In Figure 3.5, we depict the behavior of the
expected penalty cost for two discount factor values, δ = 0 and δ = 0.05. Consistent
with our theoretical results, we observe that PΣ

M (λ, q∗M ) is increasing in M . For each
M , we use p with pm = 1/M for m ∈ {1, 2, . . . ,M}. The corresponding q∗ is shown
in Table 3.3 and 3.4.

The number of subperiods M affects the total expected penalty cost only. According
to our results, penalty cost is increasing in M for fixed component failure rates λ. In
Figure 3.6 we depict the behavior of the optimal LCC with respect to M . The figure
suggests that with the number of subperiods increasing, the optimal LCC increases.
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Figure 3.5 The behavior of PΣ
M (λ, q∗M ) with respect to M

Table 3.3 The optimal division of downtime threshold for δ = 0

δ = 0

M p Optimal q∗M

1 - -
2 [0.5, 0.5] [0.497, 0.503]
3 [ 1

3 ,
1
3 ,

1
3 ] [ 1

3 ,
1
3 ,

1
3 ]

4 [ 1
4 , . . . ,

1
4 ] [0.249, 0.249, 0.249, 0.253]

5 [ 1
5 , . . . ,

1
5 ] [ 1

5 , . . . ,
1
5 ]

6 [ 1
6 , . . . ,

1
6 ] [0.164, 0.164, 0.164, 0.164, 0.164, 0.18]

7 [ 1
7 , . . . ,

1
7 ] [0.139, 0.139, 0.139, 0.139, 0.139, 0.139, 0.166]

8 [ 1
8 , . . . ,

1
8 ] [0.121, 0.121, 0.121, 0.121, 0.121, 0.121, 0.121, 0.153]

9 [ 1
9 , . . . ,

1
9 ] [0.109, 0.109, 0.109, 0.109, 0.109, 0.109, 0.109, 0.115, 0.122]

10 [ 1
10 , . . . ,

1
10 ] [0.097, 0.097, 0.097, 0.097, 0.097, 0.097, 0.097, 0.097, 0.103, 0.121]

Table 3.4 The optimal division of downtime threshold for δ = 0.05

δ = 0.05

M p Optimal q∗M

1 - -
2 [0.5, 0.5] [0.545, 0.455]
3 [ 1

3 ,
1
3 ,

1
3 ] [0.363, 0.333, 0.304]

4 [ 1
4 , . . . ,

1
4 ] (0.302, 0.249, 0.249, 0.2)

5 ( 1
5 , . . . ,

1
5 ) (0.242, 0.236, 0.200, 0.200, 0.122)

6 ( 1
6 , . . . ,

1
6 ) (0.181, 0.181, 0.181, 0.171, 0.164, 0.122)

7 ( 1
7 , . . . ,

1
7 ) (0.181, 0.139, 0.139, 0.139, 0.139, 0.139, 0.124)

8 ( 1
8 , . . . ,

1
8 ) (0.151, 0.121, 0.121, 0.121, 0.121, 0.121, 0.121, 0.123)

9 ( 1
9 , . . . ,

1
9 ) (0.121, 0.121, 0.121, 0.121, 0.118, 0.109, 0.109, 0.18)

10 ( 1
10 , . . . ,

1
10 ) (0.121, 0.121, 0.121, 0.121, 0.097, 0.097, 0.097, 0.097, 0.097, 0.031)

Hence, our conclusion that the service contract with M = 1 is the best one for the
OEM still holds under the optimal component failure rates.
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Figure 3.6 π(λ∗) with M increasing

3.3.3.2 The effect of discount factor

From Table 3.3 and 3.4, we can see that the values of the initial components of
q∗M increase when the discount rate increases from 0 to 0.05. This implies that, for a
given pM , it is better to increase the downtime threshold of the early subperiods when
the discount rate increases. With higher downtime thresholds, the early subperiods
become less likely to pay penalty cost while the later subperiods become more likely
to pay discounted penalty cost. This is because that with the discount rate increasing
the NPV of penalty cost is decreasing.

When δ = 0 the NPV value of penalty cost for all subperiods are the same. From the

third column of Table 3.3, we observe that bpmdcd can be used as a good approximation
for the mth component of vector q∗. The intuition behind this is as follows. Suppose
that we have si failures from component i over [0, T ]. We divide [0, T ] into subperiods

as [0, p1T ], [p1T, (p1 +p2)T ], . . . , [
∑M−1
m=1 pm, T ]. Given that the arrival process follows

a Possion distribution, the arrival time of each failure in [0, T ] is uniformly distributed
over [0, T ]. This implies that on average here are pmsi failures from component i in
subperiod m.

Next, in Lemma 3.5, we provide a formal proof of our observations from Table 3.3
and 3.4. For a contract period divided into two subperiods, i.e., M = 2, we show that
the optimal proportion of the downtime threshold allocated to the first subperiod is
increasing in the discount factor. The extension of Lemma 3.5 to the case with M ≥ 3
is trivial.

Lemma 3.5 When M = 2, with λ and p given, for the optimal q∗ = [q∗, 1− q∗], q∗
is increasing in δ.

In Figure 3.7, we use M = 2, change the value of δ and depict the behavior of q∗. In
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Figure 3.7.a. we have λ = [0.4, 0.6], while in Figure 3.7.b, we optimize λ. In both
figures, q∗ is increasing in δ. Note that for relatively large δ values, q∗ can increase
up to 1, i.e., almost the entire downtime threshold is allocated to the first subperiod.
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Figure 3.7 The behavior of q∗ with respect to δ for (a) fixed λ and (b) optimal λ

As expected, LCC cost is decreasing in the discount rate. In Figure 3.8, we observe
this behavior.
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Figure 3.8 The effect of δ on π(λ∗)

3.3.3.3 Service level

We define “service level” as the probability that the OEM meets the downtime
threshold requirements for all the subperiods. We use L(λ) to represent the service
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level. We have

L(λ) =

M∑
m=1

P
(∑
i∈|I|

Smi ri ≤ dm
)

=

M∑
m=1

dqmde
r1∑

sm1 =0

dqmde−sm1 r1
r2∑

sm2 =0

. . .

dqmde−
∑|I|−1
i=1

smi ri
r|I|∑
sm|I|=0

∏
i∈I

P
(
Smi = smi

)

For |I| = 1, L(λ) can be written as:

L(λ) =

M∑
m=1

b dmr c∑
sm=0

P
(
Sm = sm

)
=

M∑
m=1

Fm(bdm
r
c)

Here Fm represent the cumulative distribution function of Sm. Fm(bdmr c) is
monotonicly decreasing in λ. Hence, the service level in subperiod m is decreasing in
λ. This result is expected since higher failure rates imply more failures and increasing
possibility of exceeding the downtime threshold.

3.4. Conclusion

In this chapter, we developed a reliability optimization model for multi-component
systems under the context of the service contract with an SLA to tackle the problems
arising when the OEM is minimizing the LCC of a number of identical advanced
systems. In our model, costs that are affected by the reliability of the components
of the system are included as part of the LCC. We explicitly modeled a penalty
cost which incurs when the availability requirements of the customer are not met.
Our LCC includes production cost, design cost, repair cost and penalty cost. We
showed the analytical properties of the cost functions and found the optimal solution
minimizing the NPV of LCC of multi-component systems with multiple subperiods.
By doing so, we analyzed how the subperiods and the discount factor influence the
optimal solution and LCC, which are of practical importance for practitioners who
are facing these problems in contracting.

The optimality of our solutions is supported by analytical properties of the cost
functions. We proved convexity of the cost function which reveals that for a given
reliability range of each critical component in the system, there is only one optimal
reliability level to minimize the LCC. Furthermore, for a system with multiple
subperiods, we also showed that when the number of the subperiods is increasing,
for a given reliability level, the penalty cost is increasing. When the lengths of
the subperiods are fixed, there exists one or more global optimal divisions for the
total threshold downtime. We also show how the discount factor would influence the
optimal division of the total threshold downtime.
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In this chapter we consider the expected LCC. It would be interesting to also study
the variance of the LCC. Since a high variance of costs could lead to an unexpected
excessive cost, it would be of practical value to include the cost variance when making
the reliability decisions.
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Appendix

Proof of Lemma 3.1

Proof: We first prove monotonicity and convexity of Q(λ). For ∀ i ∈ I, we find

dQi(λi)

dλi
= −NmAi1

1

λm+1
i

< 0

. Given that Q(λ) =
∑
i∈I Qi(λi), Q(λ) is strictly decreasing in λ ∈ RI+. As already

mentioned in Subsection 3.2.1, cqi (λi) is strictly convex in λi for all i ∈ I because

d2Qi(λi)/d(λi)
2 = Nm(m+ 1)Ai1

1

λm+2
i

> 0.

Furthermore, we find Q(λ) =
∑
i∈I Qi(λi) = N

∑
i∈I c

q
i (λi). Hence, Q(λ) is strictly

convex in λ ∈ RI+.

Using the same logic, we prove the monotonicity and convexity of K(λ). Given that

dKi(λi)

dλi
=Bi1ki exp(ki

λmax
i − λi
λi − λmin

i

)
(λmin
i − λmax

i )

(λi − λmin
i )2

< 0,

d2Ki(λi)

d(λi)2
=Bi1(ki)

2 exp(ki
λmax
i − λi
λi − λmin

i

)
(λmin
i − λmax

i )2

(λi − λmin
i )4

+ 2Bi1ki exp(ki
λmax
i − λi
λi − λmin

i

)
(λmax
i − λmin

i )

(λi − λmin
i )3

> 0,

and K(λ) =
∑
i∈I K(λi); we find that K(λ) is strictly decreasing and strictly convex

in λ ∈ RI+.

For the repair cost function, since

d2Ri(λi)

d(λi)2
=

1− e−δT

δ

(
d2cri (λi)

d(λi)2
+ 2

dcri (λi)

dλi

)
> 0

and R(λ) =
∑
i∈I R(λi), we find that R(λ) is strictly convex in λ ∈ RI+. 2

Definition 3.1 Denote Poisson distributed random variable Smi (λiTm) with intensity
λi as the number of failures of component i during subperiod Tm for m ∈ {1, . . . ,M}.
Denote Sm(λTm) = [Sm1 (λ1Tm), . . . , Sm|I|(λ|I|Tm)] as an |I|-dimensional vector of

Poisson distributed random variables. The ith (i ∈ I) entry of Sm(λTm) represents
Smi (λiTm).
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Proof of Theorem 3.1

Proof: We first show the monotonicity of P (λ). According to (3.4), the penalty
function in period Tm, m = {1, 2, . . . ,M} is rewritten as:

Pm(λ) =

∞∑
sm1 =0

. . .

∞∑
sm|I|=0

∏
i∈I

P
(
Smi (λiTm) = smi

)(∑
i∈I

smi ri − dm
)+

cpm

= ESm(λTm)

[
max

(∑
i∈I

Smi (λiTm)ri − dm, 0
)]
,

where λ = (λ1, λ2, . . . , λ|I|) with λi > 0, i ∈ {1, . . . , |I|}. For an arbitrary vector θ =

(θ1, . . . , θ|I|) independent of λ satisfying θ > 0, define Φm(λ) , Pm(λ+θ)−Pm(λ),
we have:

Φm(λ) =Pm(θ + λ)− Pm(λ)

=ESm(λTm+θTm)

[
max

(∑
i∈I

Smi (θiTm + λiTm)ri − dm, 0
)]

− ESm(λTm)

[
max

(∑
i∈I

Smi (λiTm)ri − dm, 0
)]

=ESm(λTm)ESm(θTm)

[
max

(∑
i∈I

Smi (θiTm)ri +
∑
i∈I

Smi (λiTm)ri − dm, 0
)]

− ESm(θTm)

[
max

(∑
i∈I

Smi (λiTm)ri − dm, 0
)]
.

Smi (θiTm) is a Poison distributed random variable, conditioning on S(λTm) = n with

n = (n1, . . . , n|I|) ∈ N|I|+ we have:

Φm(λ)|Sm(θTm)=n =Pm(θ + λ)

∣∣∣∣
Sm(θTm)=n

− Pm(λ)

∣∣∣∣
Sm(θTm)=n

=ESm(λTm)

[
max

(∑
i∈I

Smi (λiTm)ri +
∑
i∈I

niri − dm, 0
)]

− ESm(λTm)

[
max

(∑
i∈I

Smi (λiTm)ri − dm, 0
)]

=ESm(λTm)

[
max

(∑
i∈I

Smi (λiTm)ri +
∑
i∈I

niri − dm, 0
)

−max

(∑
i∈I

Smi (λiTm)ri − dm, 0
)]
≥ 0 (3.8)
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For any n ∈ RI+, (3.8) always holds. Hence, Pm(λ) is increasing (i.e. non-
decreasing) on RI+. According to (3.5) and Pm(λ) > 0 for m = {1, 2, . . . ,M}, P (λ)
is monotonically increasing in λ ∈ RI+.

Next, we show convexity of Pm(λ). If Φm(λ) is continuous and increasing in λ ∈ RI+,
we can prove that Pm(λ) is convex in RI+. Define a function φm(X) with X ∈ RI+
as:

φm(X) = max

(∑
i∈I

Xiri +
∑
i∈I

niri − dm, 0
)
−max

(∑
i∈I

Xiri − dm, 0
)

Define X2 >X1 such that X2i > X1i for i ∈ {1, . . . , |I|}. Hence, for any X2 >X1 ≥
0 with X1 = (X11, . . . , X1|I|) ∈ RI+ and X2 = (X21, . . . , X2|I|) ∈ RI+, we have:

φm(X2)− φm(X1)

= max

(∑
i∈I

X2iri +
∑
i∈I

niri − dm, 0
)
−max

(∑
i∈I

X2iri − dm, 0
)

−
[

max

(∑
i∈I

X1iri +
∑
i∈I

niri − dm, 0
)
−max

(∑
i∈I

X1iri − dm, 0
)]

To show that Φm(λ) is continuous and increasing in λ ∈ RI+, we first prove that
φm(X) is continuous and increasing in λ ∈ RI+. To get rid of the max operator,
we distinguish all possible values of X into six different cases divided by two planes:
plane satisfying

∑
i∈I Xiri = dm and plane satisfying

∑
i∈I Xiri = dm −

∑
i∈I niri.

Below, we prove that φm(X) is increasing under each case:

1. If
∑
i∈I X2iri >

∑
i∈I X1iri ≥ dm, we have:

φm(X2)− φm(X1) =
∑
i∈I

X2iri +
∑
i∈I

niri − dm − (
∑
i∈I

X2iri − dm)

−
(∑
i∈I

X1iri +
∑
i∈I

niri − dm − (
∑
i∈I

X1iri − dm)

)
= 0.

2. If
∑
i∈I X2iri ≥ dm ≥

∑
i∈I X1iri ≥ dm −

∑
i∈I niri, we have:

φm(X2)− φm(X1) =
∑
i∈I

n1iri −
(∑
i∈I

X1iri +
∑
i∈I

niri − dm − 0

)
= dm −

∑
i∈I

X1iri ≥ 0.

3. If
∑
i∈I X2iri ≥ dm > dm −

∑
i∈I niri ≥

∑
i∈I X1iri, we have:

φm(X2)− φm(X1) =
∑
i∈I

niri − 0 =
∑
i∈I

niri > 0.
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4. If dm ≥
∑
i∈I X2iri >

∑
i∈I X1iri ≥ dm −

∑
i∈I niri, we have:

φm(X2)− φm(X1)

=
∑
i∈I

X2iri +
∑
i∈I

niri − dm − 0−
(∑
i∈I

X1iri +
∑
i∈I

niri − dm − 0

)
=
∑
i∈I

(X2i −X1i)ri > 0.

5. If dm ≥
∑
i∈I X2iri ≥ dm −

∑
i∈I niri ≥

∑
i∈I X1iri, we have:

φm(X2)− φm(X1) =
∑
i∈I

X2iri +
∑
i∈I

niri − dm − 0 > 0

6. If dm >
∑
i∈I X2iri >

∑
i∈I X1iri, we have:

φm(X2)− φm(X1) = 0.

That is, we always have φm(X2)− φm(X1) ≥ 0 holds under each case separately. To
prove that φm(X) is an increasing function on X ∈ RI+ which covers all the cases, we
need to show that φm(X) is continuous in the two planes separating all these cases.

For an arbitrary point X0 ∈ RI+ in plane satisfying
∑
i∈I Xiri = dm, we have:

φm+ (X0) = lim
X→X+

0

φm(X) =
∑
i∈I

niri = φm(X0) ,

φm− (X0) = lim
X→X−0

φm(X) = lim
X→X−0

(∑
i∈I

Xiri +
∑
i∈I

niri − dm
)

=
∑
i∈I

niri = φ+
m(X0) .

Hence, φm(X) is continuous on plane
∑
i∈I Xiri = dm. Similarly, for an arbitrary

point X3 ∈ Rm+ on plane satisfying
∑
i∈I Xiri = dm −

∑
i∈I niri, we have:

φm+ (X3) = lim
X→X+

3

φm(X) = lim
X→X+

3

(∑
i∈I

Xiri +
∑
i∈I

niri − dm
)

= 0 = φm(X3)

φm− (X3) = lim
X→X−3

φm(X) = 0 = φm+ (X3)

Hence, φm(X) is continuous on plane
∑
i∈I Xiri = dm −

∑
i∈I niri. Then φm(X)

is continuous in X ∈ RI+. As a result, φm(X) is increasing in X ∈ RI+. Given
that Sm(λ1) ≤st Sm(λ2), for all λ2 > λ1 with λ1 ∈ RI+ and λ2 ∈ RI+, we have
E[φm(Sm(λ1Tm))] ≤ E[φm(Sm(λ2Tm))]. That is:

E
(

Φm(λ1Tm)

∣∣∣∣
Sm(θTm)=n

)
≤ E

(
Φm(λ2Tm)

∣∣∣∣
Sm(θTm)=n

)
. (3.9)
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Note that:

Φm(λTm) =

∞∑
n1=0

. . .

∞∑
n|I|=0

∏
i∈I

P(Smi (θiTm) = ni)Φ
m(λTm)

∣∣∣∣
Sm(θTm)=n

For every n ∈ NI+ we all have (3.9) holds. Then for any θ ∈ RI+ we have:

Φm(λ1) ≤ Φm(λ2)

Hence, Φm(λ) is a continuous and increasing function in λ ∈ RI+. That is, Pm(λ) is
convex in λ ∈ RI+. According to (3.5), P (λ) is convex in λ ∈ RI+. 2

Proof of Lemma 3.2

Proof: Define W (p) , P
(
Smi (λipmT ) = smi

)
. According to (3.4) and (3.5), with

the value of λ and the division p of the service period T given and other parameters
fixed, the total expected penalty cost for N system can be written as a function of
the division q of the threshold downtime as follows:

P (q) = N

M∑
m=1

∞∑
sm1 =0

. . .

∞∑
sm|I|=0

W (p)

(∑
i∈I

smi ri − qmd
)+

cpme
−δ

∑m
u=1 puT

Define P̃ (q) =
∑M
m=1

∑∞
sm1 =0 . . .

∑∞
sm|I|=0W (p)

(∑
i∈I s

m
i ri − qmd

)+

. We first

show that P̃ (q) is piecewise-linear convex in q ∈ RM+ , then given that P (q) =

NP̃ (q)cpme
−δ

∑m
u=1 puT , it is trivial to prove that P (q) is also piecewise-linear convex

in q ∈ RM+ .

To get rid of the max operator in the expression of P̃ (q), we have P̃ (q) rewritten as:

P̃ (q) =

M∑
m=1

∞∑
sm1 =0

∞∑
sm2 =0

. . .

∞∑
sm|I|=(dqmde−

∑|I|−1
i=1 smi ri)/r|I|

W (p)

(∑
i∈I

smi ri − qmd
)

=

M∑
m=1

∞∑
sm1 =0

∞∑
sm2 =0

. . .

∞∑
sm|I|=(dqmde−

∑|I|−1
i=1 smi ri)/r|I|

W (p)
∑
i∈|I|

smi ri

−
M∑
m=1

∞∑
sm1 =0

∞∑
sm2 =0

. . .

∞∑
sm|I|=(dqmde−

∑|I|−1
i=1 smi ri)/r|I|

W (p)qmd (3.10)



Appendix 63

As it is shown in (3.10), for an arbitrary m ∈ {1, 2, . . . ,M}, if qm satisfies zm <
qmd

mini∈I ri
< zm + 1 with z ∈ Z+, the first term in (3.10) remains the same. The coef-

ficient of qm in the second term,
∑M
m=1

∑∞
sm1 =0 . . .

∑∞
sm|I|=(dqmde−

∑|I|−1
i=1 smi ri)/r|I|

W (p)

also remains unchanged. Hence, we find that P̃ (q) is a M -dimension piecewise-linear
function with step length ∆ = [0, . . . , 0,mini∈I

ri
d , 0, . . . , 0] on dimension m. The

gradient of P̃ (q) for dimensionm, k̃m(qm), is an one-dimensional function with respect
to qm, given as:

k̃m(qm) = d

[ ∞∑
sm1 =0

∞∑
sm2 =0

. . .

∞∑
sm|I|=(dqmde−

∑|I|−1
i=1 smi ri)/r|I|

W (p)

]
(3.11)

When the value of qmd
ri

is an integer for ∀ i ∈ I, the gradient does not exist.

Without loss of generality, assume r1 = mini∈I ri. Then we have the difference of
k̃m(qm) given as:

∆k̃m(qm) =km(qm +
r1

d
)− km(qm)

=− d
[ ∞∑
sm1 =0

∞∑
sm2 =0

. . .

∞∑
sm|I|=(dqmde+r1−

∑|I|−1
j=1 smi ri)/r|I|

W (p)

]

+ d

[ ∞∑
sm1 =0

∞∑
sm2 =0

. . .

∞∑
sm|I|=(dqmde−

∑|I|−1
i=1 smi ri)/r|I|

W (p)

]
> 0.

That is, the gradient of P̃ (q) is increasing in q ∈ ZM+ in each dimension. Note that,

the gradient of P̃ (q) on the mth dimension is k̃m(q) = k̃m(qm), which indicates
k̃m(qn) = 0 for ∀ n 6= m ∈ {1, . . . ,M}. Hence, P̃ (q) is convex in q ∈ ZM+ . Recall that

P (q) = NP̃ (q)cpme
−δ

∑m
u=1 puT , we have P (q) is convex in q ∈ ZM+ . 2

Proof of Lemma 3.3

Proof: We prove this result by coupling. We first prove the single-component
system case. Extending this proof to the multi-component system is straightforward.
Consider a service period with length T that is divided into two subperiods with
length pT and (1 − p)T , respectively. The total expected penalty cost of the two
periods is given as:

PΣ
2 (λ, q) = ES1(λpT )

[
max

(
s1r − qd, 0

)]
e−δpT cp

+ES2(λ(1−p)T )

[
max

(
s2r − (1− q)d, 0

)]
e−δT cp,
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where s1 and s2 are the realizations of the number of failures in the two subperiods.
Given that T = pT + (1 − p)T , we couple the summation of s1 and s2, s = s1 + s2,
as the realization of the number of failures in the overall period T . Based on this
coupling, we have the total penalty cost of the one period [0, T ] without division as:

PΣ
1 (λ) = ES(λT )

[
max

(
sr − d, 0

)
e−δT cp.

]
(3.12)

Define P̃Σ(s) , max

(
sr − d, 0

)
e−δT cp, P̃1(s1) , max

(
s1r − qd, 0

)
e−δpT cp and

P̃2(s2) , max

(
s2r− (1− q)d, 0

)
e−δ(1−p)T cp. We distinguish four cases with respect

to the possible values of s1 and s2 to prove P̃1(s1) + P̃2(s2) ≥ P̃Σ(s) holds for each
case:

1. For s1r− qd ≤ 0 and s2r− (1− q)d ≤ 0, we have P̃Σ(s) = P̃1(s1) = P̃2(s2) = 0.
That is:

P̃1(s1) + P̃2(s2) = P̃Σ(s).

2. For s1r − qd > 0 and s2r − (1 − q)d ≤ 0, we immediately have P̃1(s1) =
(s1r− qd)e−δpT cp and P̃2(s2) = 0. For the value of s, we distinguish two cases:

• If s1r − qd+ s2r − (1− q)d < 0, P̃Σ(s) = 0.

• If s1r − qd+ s2r − (1− q)d ≥ 0, we have:

P̃Σ(s) =

(
(s1 + s2)r − d

)
e−δT cp

=

(
(s1r − qd) + (s2r − (1− q)d)

)
e−δT cp

≤ (s1r − qd)e−δpT cp = P̃1(s1).

In general, we find that P̃1(s1) + P̃2(s2) = P̃Σ(s).

3. For s1r − qd ≤ 0 and s2r − (1 − q)d > 0, similarly, we have P̃1(s1) + P̃2(s2) =
P̃Σ(s).

4. For s1r − pd > 0 and s2r − (1− p)d > 0, we found:

P̃Σ(s) = (sr − d)e−δT cp

=

[
(s1r − pd) +

(
s2r − (1− p)d

)]
e−δT cp

≤
(
s1r − qd

)
e−δpT cp +

(
s2r − (1− q)d

)
e−δT cp

= P̃1(s1) + P̃2(s2).
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Hence, generally, we have:

P̃1(s1) + P̃2(s2) ≥ P̃Σ(s).

According to the linearity property of the expectation we have:

ES1(λpT )[P̃1(s1)] + ES2(λ(1−p)T )[P̃2(s2)] ≥ ES(λT )[P̃
Σ(s)].

holds for all 0 ≥ p ≥ 1 and 0 ≥ q ≥ 1. This result indicates that PΣ
2 (λ, [q, 1 − q]) ≥

PΣ
1 (λ) holds for all 0 ≥ p ≥ 1 and 0 ≥ q ≥ 1. It is trivial to extend this prove to the

multi-dimensional case. 2

Proof of Lemma 3.4

Proof: We prove this lemma by mathematical induction. First, for m =
1, according to Lemma 3.3, we have PΣ

1 (λ) ≤ PΣ
2 (λ, q∗2) holds. Assume that

PΣ
k (λ, q∗k) ≤ PΣ

k+1(λ, q∗k+1) holds. Then for m = k+2, merger two arbitrary adjacent
subperiods, the zth (1 ≤ z ≤ k+ 1) and the z+ 1th subperiod into one period. Based
on this change, the new division is denoted as q′k+1 = (q∗k+2,1, . . . , q

′
k+1,z, . . . , q

∗
k+2,k+2)

with q′k+1,z = q∗k+2,z + q∗k+2,z+1. Now the penalty cost for m = k + 2 changes

from PΣ
k+2(λ, q∗k+2) to PΣ

k+1(λ, q′k+1). According to Lemma 3.3, PΣ
k+1(λ, q′k+1) ≤

PΣ
k+2(λ, q∗k+2). Since when m = k + 1, PΣ

k+1(λ, q∗k+1) is the optimal penalty cost

for given λ and p, we found PΣ
k+1(λ, q∗k+1) ≤ PΣ

k+1(λ, q′k+1). Hence, we have

PΣ
k+1(λ, q∗k+1) ≤ PΣ

k+2(λ, q∗k+2) holds.

Generally, we have PΣ
1 (λ) ≤ PΣ

2 (λ, q∗2) ≤ · · · ≤ PΣ
m(λ, q∗m) ≤ PΣ

m+1(λ, q∗m+1) ≤ . . .
holds for given λ. 2

Proof of Lemma 3.5

Proof: Suppose (q1, 1 − q1) is the optimal division for PΣ
2 (λ, [q, 1 − q]) with

given λ and discount rate δ1. According to (3.7), we rewrite the derivative k2(q) of
PΣ

2 (λ, [q, 1− q]) with respect to q as:

k2(q)

∣∣∣∣
q=q1

=− cpdNe−δ1pT
{[

1−

dq1de
r1∑
s11=0

dq1de−s
1
1r1

r2∑
s12=0

P
(
S1

1 = s1
1

)
P
(
S1

2 = s2
1

)]

− e−δ1(1−p)T
[
1−

d(1−q1)de
r1∑
s21=0

d(1−q1)de−s21r1
r2∑
s22=0

P
(
S2

1 = s2
1

)
P
(
S2

2 = s2
2

)]}
≥ 0 (3.13)
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Comparing to (3.7), in (3.13), we first take the common factor −cpdNe−δ1pT
of the two terms out of the curly bracket. For the first term, we change

the probability part
∑∞
s11=0

∑∞
s12=

dqde−s11r1
r2

P
(
S1

1 = s1
1

)
P
(
S1

2 = s1
2

)
in (3.7) to 1 −

∑ dq1de
r1

s11=0

∑ dq1de−s
1
1r1

r2

s12=0
P
(
S1

1 = s1
1

)
P
(
S1

2 = s2
1

)
, based on the fact that the summation

of the two probabilities in these two expressions equals to one. We also do the similar
change for the second term. In (3.13), either k2(q1, δ1) = 0 or k2(q1, δ1) > 0 holds.
Now consider an arbitrary δ2 satisfying δ2 > δ1, we have e−δ1(1−p)T > e−δ2(1−p)T .

1. If k2(q1, δ1) = 0, when δ1 changes to δ2, k2(q1, δ2) < 0. This indicates that q1

is not the optimal value for q. According to Lemma 3.4, k2(q) is an increasing
function of q. If q2 is the optimal q for PΣ

2 (λ, [q, 1− q], δ2), q2 > q1.

2. If k2(q1, δ1) > 0, q1 is the smallest q that makes k2(q) > 0. When k2(q1, δ2) < 0,
q2 > q1. When k2(q1, δ2) ≥ 0, q1 is still the optimal q to minimize PΣ

2 (λ, [q, 1−
q], δ2).

Generally, when M = 2, with δ increasing, q is increasing. 2



Chapter 4

System redesign through failure
rate estimates

4.1. Introduction

In Chapters 2 and 3, we focused on finding the static optimal system reliability
level during the design phase. When the optimal reliability design is determined, it
remains the same throughout the life cycle of the system. However, in reality, if the
system reliability turns out to be much lower than anticipated, the OEM might have
high financial losses due to the PBC. The OEMs can take on the penalty risk of the
PBC because they have the engineering capabilities to redesign the system. During
system redesign, a group of engineers analyzes failure data to identify the failure
mechanisms. Subsequently, the redesign activity can result in an improved system
design that prevents some of the diagnosed failure mechanisms from occurring. System
redesign is a crucial costly decision in the system life cycle. In practice, redesign
investment is always based on uncertain failure rate estimates that are improving
over time. To maintain their competitive advantage, OEMs commonly have limited
time in developing new systems and upgrading current systems. The time limitation
results in the uncertainty of the field reliability estimate.

In this chapter, we consider a newly developed system with an uncertain failure rate
estimate. The system is sold to a customer with a PBC. The service contract period,
which is in practice in the order of 5-15 years, is divided into several decision periods
and each of which has a predetermined threshold downtime. In addition to repair
cost, the OEM pays a penalty cost for exceeding this threshold. At the beginning of
each period, the OEM needs to determine whether and how much to invest in the
redesign. To better support this decision, the OEM gathers system failure data at the
customer as part of the PBC and uses this data to refine the failure rate estimate.
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We are not aware of any other work that studies redesign decisions in such a
setting. Some literature (Xuan et al., 2004; Matsumura et al., 2011) adds the
redesign procedure after the initial design to reduce potential failures before the actual
production of the system. These papers focus on optimizing the initial design. There
are also several interesting practice-based studies analyzing the terms of PBCs (Kim
et al., 2007, 2010; Bakshi et al., 2015), but they consider neither the updating of the
failure rate estimate nor system redesign. In the reliability optimization literature
there exist multiple studies aiming at optimizing the initial system/component design
by determining the optimal static system-level configuration (Tillman et al., 1977; Kuo
and Prasad, 2000; Kuo and Wan, 2007). Furthermore, the reliability optimization
literature (e.g. Kim et al., 2017; Öner et al., 2010, 2013) ignores the common practice
of repeatedly refining the failure rate estimates to guide redesign decisions. It is
important to optimize the initial design of the system. However, if the failures during
exploration are more than expected, dynamic redesigns might be needed for avoiding
high repair and penalty costs. Few authors have studied the redesign decision. This
chapter is closest to Koulamas (1992), who proposes a dynamic programming model
to determine the optimal redesign policy regarding when the redesign should be
conducted and the level of the redesign. The trade-off among product quality growth,
redesign cost, production cost and penalty cost is studied. In this paper, all types of
cost are modeled by the learning curve theory which assumes a relationship between
the cost and the number of produced batches, which is a relatively strong assumption.
Furthermore, no field data is taken into account in this model.

The contribution of this chapter is as follows:

• We provide a Markov Decision Process (MDP) formulation for analyzing the
OEM’s redesign decision. Our approach allows the OEM to find suitable
redesign decisions in common practical settings where the failure rate estimate
is constantly improved as more reliability data accrues. In practice, redesign
investment is always based on uncertain failure rate estimates that are improving
over time. Given the practical importance of redesign decisions for OEMs,
setting investment levels is an important decision problem.

• We study the dynamic redesign problem of an OEM who sells a system with an
unknown failure rate. The OEM has a belief on the failure rate, and this belief
is described by a prior distribution. The OEM observes the system failures each
period and uses the Bayesian method to update his belief. The updated belief
is described by a posterior distribution. The failure rate estimate is constantly
improved as more reliability data accrues.

• We consider an additive redesign model where the investment roughly de-
termines the absolute failure rate reduction and a multiplicative redesign
model where a fixed investment yields a failure rate reduction that is roughly
proportional to the total failure rate. For the additive redesign model, we prove
that the optimal policy is a dynamic threshold-type policy. That is, for each
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period there exists a threshold failure rate estimate above which it is optimal
to invest in the redesign. For the multiplicative redesign model, we conjecture
the same result.

• We explore numerically the value of using field failure rate data to inform the
redesign decision. We find that this value is on average about 10% and explore
the circumstances under which field data yields the most value.

The remainder of this chapter is organized as follows. In Section 4.2, we formulate our
model. We prove the structure of the optimal policy in Section 4.3. Our numerical
results are in Section 4.4. We conclude and give directions for future research in
Section 4.5.

4.2. Model

Section 4.2.1 describes the conceptual model, including the Bayesian approach for
updating the failure rate distribution as well as our redesign model. We develop the
MDP formulation in Section 4.2.2.

4.2.1 Modelling assumptions

We consider a OEM that has designed a new system. After being deployed in the
field, the system fails following a Poisson distribution with failure rate λ. The true
value of λ is unknown, but the OEM has a prior belief that the initial value of λ is λ1,
where λ1 has a Gamma distribution with a shape parameter α1 and a scale parameter
β1, i.e., λ1 ∼ Γ(α1, β1). we refer to Aronis et al. (2004) for the discussion of these
assumptions and concrete methods to elicit the values of parameters α1 and β1 from
the OEMs.

The OEM sells the system to a customer under a PBC over a finite horizon divided
into T ∈ N periods of equal length. The periods are numbered as 1, 2, . . . , T . In
practice T may be about 10 years. As part of the PBC, the OEM collects data on
system failures at the customer. In order to base redesign decisions on the latest
information, in periods t ∈ {2, . . . , T} the OEM first updates his belief distribution
on the system failure rate. We let λt denote the OEM’s updated belief on the failure
rate at the start of period t ∈ {2, . . . , T}. In each period t ∈ {1, 2, . . . , T}, the OEM
then sets the redesign investment level at ∈ [0, 1]. For ease of exposition, we assume
that redesign immediately reduces the failure rate. Alternatively, we could easily
incorporate a leadtime of one period before redesign takes on effect. We let λ̄t denote
the OEM’s belief on the failure rate during period t ∈ {1, . . . , T}, after incorporating
the failure rate reduction due to redesign in period t. Subsequently, the number of
failures St during period t are observed. This gives the following sequence of events
for t = 1, . . . , T , after obtaining λ1 from the engineers:
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1. (Only for t > 1): Infer the new failure rate belief λt by updating the old belief

λ̄t−1 using the observation St−1.

2. Set the redesign level at, and obtain the belief of the improved failure rate λ̄t.

3. Observe the number of failures St in period t, and incur different types of cost
accordingly.

We detail each of these steps next.

4.2.1.1 Updating

Let the OEM’s belief on the failure rate in period t be λ̄t ∼ Γ(ᾱt, β̄t). Recall that
this incorporates the effects of redesign for year t. It is well-known that St, i.e., the
number of failures in period t, has a negative binomial distribution with parameters
ᾱt and (β̄t + 1)−1. To see this, note that

P (St = s|λ̄t = λ) =
e−λλs

s!
s ∈ {0, 1, 2, . . .},

and that the probability density function of λ̄t is given by:

f(x|ᾱt, β̄t) = β̄ᾱtt (Γ(ᾱt))
−1xᾱt−1e−β̄tx.

Hence, for s ∈ {0, 1 . . .}, we have:

P (St = s|ᾱ1, β̄t) =

∫ ∞
0

xse−x

s!
f(x|ᾱt, β̄t)dx

=

(
ᾱt + s− 1

s

)(
1

1 + β̄t

)s(
β̄t

1 + β̄t

)ᾱt
. (4.1)

This implies that St has a negative binomial distribution. We write St ∼ NB(ᾱt, (1 +
β̄t)
−1). The mean and variance of St are E(St) = ᾱt/β̄t and var(St) = ᾱt(1 + β̄t)/β̄

2
t ,

respectively. The mean and variance of λ̄t are E(λ̄t) = ᾱt/β̄t and var(λ̄t) = ᾱt/β̄
2
t ,

respectively. Now, suppose St failures are observed during period t. The OEM uses
standard Bayesian inference from λt and St to find an updated failure rate belief
λt+1 ∼ Γ(αt+1, βt+1), with αt+1 = ᾱt + St and βt+1 = β̄t + 1 (Aronis et al., 2004).

4.2.1.2 Redesign

Redesign should determine the precise failure rate belief distribution λ̄t that is
obtained from λt. Clearly, higher redesign levels should yield lower values of E(λ̄t). λ̄t
is affected by both ᾱt and β̄t, and it is not obvious how to obtain these parameters. In
the following, we will discuss how redesign should be modeled in this setting. Before
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redesign, the failure rate belief is λt ∼ Γ(αt, βt), and the OEM sets a redesign level
at ∈ [0, 1]. Here at = 0 means no redesign, at = 1 means full redesign, and 0 < at < 1
means partial redesign. Conceptually, at determines the number of engineering hours
allocated to redesign.

In practice, the redesign process starts with the team of engineers reviewing and
analysing failure data in order to identify the various failure inducing mechanisms or
failure modes that caused these failures. For example, for an industrial pump the
failure modes might be seal leakage, valve failure, impeller erosion, impeller fatigue
cracks and motor failure. Subsequently, depending on the redesign level, the team
selects one or more failure modes that appear to have a large contribution to the total
failure rate, and suggests design alterations to prevent or vastly reduce occurrence of
these failure modes. Obviously with higher investment levels it becomes feasible to
remove failure modes that together contribute more to the total failure rate.

With redesign level at, we assume that we can remove failure modes contributing
a proportion χat of the total failure rate. By interpretation, we must have χat ∈
[0, 1]. We consider two separate approaches for modeling redesign, both of which are
governed by parameter p > 0:

• For additive redesign we set χat = pat/Eλt, such that the expected absolute
failure rate reduction becomes χatEλt = pat. More precisely, to avoid situations
where χat > 1 we set χat = min(1, pat/Eλt).

• For multiplicative redesign, assuming that pat is small, we set χat = 1−e−pat ≈
pat, such that the expected failure rate reduction becomes χatEλt ≈ patEλt.

For additive redesign, the cost of reducing the failure rate, for example by 1 failure per
period, do not depend on the current failure rate. For multiplicative redesign, reducing
the failure rate by 1 failure per period becomes more expensive when the failure rate
is lower. In informal discussions with practitioners we have heard arguments in favor
of both of these modeling approaches, and we conclude that either may be an accurate
representation of reality depending on the context.

For example, suppose that redesign is initiated at the beginning of period 2, and
suppose various failure modes are selected and the design was altered such that these
failure modes are prevented to occur in the future. The impact of the selected failure
modes on the total failure rate can only be estimated by counting the number of
actual failures S′1 in period 1 that were due to these failure modes. Having S1 failures
in total in period 1 implies S′1 = χa2S1. we define S′′1 = (1−χa2)S1 as the number of
failures in period 1 caused by other failure modes.

Consider the original engineering estimate of the total failure rate λ1 = Γ(α1, β1).
In hindsight, we wish to breakdown λ1 into λ′1 + λ′′1 . Here, λ′1 should correspond to
failures stemming from failure modes that are now prevented from occurring, and λ′′1
corresponds to failure modes that can still occur. By interpretation, we must require
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that λ1 = λ′1 + λ′′1 , λ′1 ≥ 0 and λ′′1 ≥ 0 with probability 1. It is also reasonable
to require that E(λ′1) = χa2

E(λ1) and E(λ′′1) = (1 − χa2
)E(λ1), and, since each

corresponds to the failure rate stemming from a distinct set of failure modes, that λ′1
and λ′′1 are independent. Under these assumptions, we can write λ′1 = Γ(α1χa2 , β1)
and λ′′1 = Γ(α1(1− χa2), β1).

Note that λ̄2 should reflect the rate of failures stemming from the failure modes that
can still occur. We start with the estimate λ′′1 , and update it with the failures S′′1 =
(1−χa2)S1. This yields λ̄2 ∼ Γ[α1(1−χa2)+S1(1−χa2), β1 +1] = Γ[α2(1−χa2), β2].
Thus, when setting redesign level a2 in year 2 we obtain ᾱ2 = α2(1−χa2) and β̄2 = β2.
For additive redesign we set ᾱ2 = α2[1 − min(1, pa2/E(λ2))] = (α2 − pa2β2)+, and
for multiplicative redesign we have ᾱ2 = α2e

−pa2 . In general, we use the following
updating rules:

ᾱt = Ra(αt), β̄t = βt, t ∈ {1, . . . , T}, (4.2)

where Ra(αt) = (αt − patβt)
+ for additive redesign and Ra(αt) = αte

−pat for
multiplicative redesign.

4.2.1.3 Costs

During each period t, the OEM incurs redesign cost, repair cost and penalties/bonuses
associated with the PBC. These cost components are commonly used in the reliability
optimization literature (Huang et al., 2007; Öner et al., 2010; Jin and Wang, 2012).
The redesign cost is atc

e with ce being unit engineering cost. The repair cost and
penalties/bonuses associated with the PBC depend on the number of failures St in
year t. The OEM takes full responsibility of maintenance and pays repair cost cr ≥ 0
for every failure. In addition, the PBC specifies a fixed downtime threshold level of
dt ≥ 0 time units in period t. Each repair causes r ≥ 0 time units of downtime.
If the total unavailability time rSt exceeds dt then the OEM pays a penalty cost of
cp(rSt−dt) to the customer, with cp ≥ 0 specified in the PBC. If dt exceeds rSt, then
the customer pays an availability bonus cb(dt − rSt) to the OEM, with 0 ≤ cb ≤ cp.
In the early periods, the OEM might not have a good failure rate estimate. This is
why it is reasonable to assume that dt is larger in the early periods than in the later
periods. We define Ct(s) as the sum of repair cost and penalties/bonuses in period t
when St = t. We have:

Ct(s) , crs+ cp(rs− dt)+ − cb(dt − rs)+

= (cr + cbr)s+ (cp − cb)(rs− dt)+ − dtcb. (4.3)

4.2.2 MDP formulation

In this section, we formulate a finite-period MDP in order to analyse and solve the
OEM’s redesign problem. At the beginning of any period t, after updating the
belief but before deciding on the redesign level, the state of the system is completely
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determined by the OEMs belief λt on the failure rate. In period t, consistent with the
updating procedure explained in Section 4.2.1, we have β̄t = βt = β̄t−1 +1 = β1 +t−1
(Aronis et al., 2004). Since λt = Γ(αt, βt), the parameter αt gives a complete
description of the state of the system at the start of period t.

We define CΣ
t (αt, at) as the total expected cost (redesign, penalty, bonus and repair)

incurred in period t when λt = Γ(αt, βt) and at ∈ [0, 1] is the redesign level. We have

CΣ
t (αt, at) = ceat +

∞∑
s=0

P(St = s|ᾱt, β̄t)Ct(s)

= ceat +

∞∑
s=0

P(St = s|Ra(αt), β1 + t− 1)Ct(s), (4.4)

where P(St|ᾱt, β̄t) and Ct(s) are given by (4.1) and (4.3), respectively.

Next, we give the dynamic programming formulation. For t ∈ {1, . . . , T} and αt > 0,
we let Vt(αt) denote the minimum total expected cost incurred by the OEM over
periods t, . . . , T , provided that the OEM takes optimal decisions in each of these
periods. Vt(αt) must satisfy the following recursive equation:

Vt(αt) =

min
at∈[0,1]

{
CΣ
t (αt, at) +

∞∑
s=0

P(St = s|Ra(αt), βt)Vt+1(Ra(αt) + s)

}
,

t ∈ {1, . . . , T − 1} ;

min
aT∈[0,1]

{
CΣ
T (αT , aT )

}
, t = T.

(4.5)

Note that when taking action at in state αt, the OEM incurs the cost CΣ
t (αt, at) in

period t, and then ends up in period t+ 1 with αt+1 = Ra(αt) +St. In period T , only
the cost CΣ

T (αT , aT ) is incurred.

4.3. Analysis

In this section, we give several analytical results on the models introduced in the
previous section. In Section 4.3.1 we derive results that hold for both the additive
and the multiplicative redesign models. In Section 4.3.2 we give results that only hold
for additive redesign, and in Section 4.3.3 we further discuss multiplicative redesign.

4.3.1 General results

In this section we derive results that hold for both additive and multiplicative redesign.
Our proofs use the concept of stochastically increasing families of random variables.
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We restate the relevant definitions next. Throughout, we use the term increasing in
the non-strict sense.

Definition 4.1 (cf. Shaked and Shanthikumar, 2007, Section 8.A.1, p. 358) Let Θ
be a convex subset (interval) of the real line, and let {X(θ), θ ∈ Θ} be a set of random
variables. Denote

1. {X(θ), θ ∈ Θ} ∈ SI iff Eφ(X(θ)) is increasing in θ for all increasing functions φ.

2. {X(θ), θ ∈ Θ} ∈ SICX iff {X(θ), θ ∈ Θ} ∈ SI and Eφ(X(θ)) is increasing and
convex in θ for all increasing convex functions φ.

Sets {X(θ), θ ∈ Θ} ∈ SI are said to be stochastically increasing, and sets {X(θ), θ ∈
Θ} ∈ SICX are said to be stochastically increasing and convex.

St depends on ᾱt and it can be shown that St is stochastically increasing and convex
in ᾱt. To make the dependence explicit, we will write St(ᾱt). We also introduce
S̃(ᾱt) = ᾱt + S(ᾱt). Using this notation, we obtain the following results.

Lemma 4.1 ∀t ∈ {1, . . . , T}, we have {St(ᾱt)|ᾱt ∈ R+} ∈ SICX and {S̃t(ᾱt)|ᾱt ∈
R+} ∈ SICX.

Since Ct(s) is convex in s, Lemma 4.1 allows us to establish the following result:

Lemma 4.2 ∀t ∈ {1, 2, . . . , T},∀at ∈ [0, 1]: CΣ
t (αt, at) is increasing and convex in

αt for αt ≥ 0.

Thus, for a given redesign level at, the expected per-period cost is convex and
increasing in αt. This means that the expected per-period cost is marginally increasing
in αt, and this latter result can be used to establish the monotonicity of Vt(αt):

Theorem 4.1 ∀t ∈ {1, . . . , T}, Vt(αt) is increasing in αt for αt ≥ 0.

According to Theorem 4.1 the higher the failure rate distribution’s shape parameter
the higher the minimal total expected cost to go. This is intuitive since E(λt) = αt/βt.
However, Theorem 4.1 is insufficient to establish that the optimal redesign level a∗t is
increasing in αt.

4.3.2 Additive redesign

For additive redesign we can show that the total cost-to-go is convex in the shape
parameter:
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Theorem 4.2 For Ra(αt) = (αt − patβt)+, it holds ∀t ∈ {1, 2, . . . , T} that Vt(αt) is
increasing and convex in αt ∈ R+.

Theorem 4.2 enables us to prove the main result of this section:

Theorem 4.3 Let Ra(αt) = (αt−patβt)+. Then, for given t, there exists an optimal
redesign level a∗t such that a∗t is increasing in αt for αt ∈ R+.

Theorem 4.3 implies the optimality of a policy with two threshold levels. If in a given
period t redesign is optimal, i.e., a∗t > 0 for a given shape parameter value αt, then
it is always optimal to conduct redesign for higher shape parameter values in the
same period. Additionally, if in a given period full redesign, i.e., a∗t = 1 is optimal
for a given shape parameter value αt, then full redesign is optimal for higher shape
parameters in the same period.

4.3.3 Multiplicative redesign

For multiplicative redesign, where Ra(αt) = αte
−pat , one also might be tempted to

conclude from Lemma 4.2 that Vt(αt) is convex in αt. However, this is typically not
the case, because for multiplicative redesign, a high αt can be reduced more cost-
effectively than a low αt. Indeed, we have found counterexamples. In this section, we
conjecture a different result that would still allow us to derive an analog of Theorem
4.3.

We first transform the state space. Let xt = log(αt) such that αt = ext . Define
the value function on this transformed state space as Wt(xt) , Vt(e

xt). On this
transformed state space, we conjecture the following result:

Conjecture 4.1 For Ra(αt) = αte
−pat , it holds ∀t ∈ {1, 2, . . . , T} that Wt(xt) is

increasing and convex in xt ∈ R.

We have numerical evidence for this result, but not a mathematical proof. We leave
it as an open research problem to prove or disprove it. Note that if this result were
to be proven, an immediate consequence would be a result in the spirit of Theorem
4.3 for multiplicative redesign.

4.4. Numerical results

Consider a system sold with a PBC for T = 10 years. At the beginning of year t = 1,
the system’s engineer supply a prior failure rate belief λ1 ∼ Γ(α1, β1) with α1 = 0.5
and β1 = 0.5. We set the engineering cost for redesign at ce = 10000, and the PBC
penalty cost at cp = 0 for t = 1 and cp = 1000 for t = {2, · · · , 10} and cb = cr = 0.
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Threshold downtime is dt = 10 hours for t = {1, 2, · · · , 10}. The repair time per
failure is also r = 10 hours.

We focus on numerical results for multiplicative redesign, i.e. Ra(αt) = αte
−pat . A

full redesign removes a fraction 1− e−p of the failure rate’s shape parameter. Figure
4.1 depicts the optimal redesign policy for different values of 1− e−p. Each figure is
divided into three areas, where no redesign, partial redesign or full redesign is optimal.
The monotonicity shown in Figure 4.1 is in line with our Conjecture 4.1. Figure 4.1
suggests that as 1− e−p increases, the benefit of conducting redesign increases. This
results in lower threshold values, i.e., redesigns are conducted for lower values of
E(λt) to take advantage of the increasing benefit. Another observation is that, with
increasing 1− e−p the partial redesign region gets wider, i.e., if the OEM performs a
better redesign by removing a high percentage of the failure rate, it can be optimal to
perform partial redesign instead of full redesign. In general the threshold is increasing
in t. The threshold is decreasing in the first two periods because we set the penalty
cost to cp = 0. The threshold is increasing after period 1 means that with the same
expected failure rate, the OEM might redesign at the early periods of the time horizon
while it might be optimal not to redesign at the end of the time horizon.
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Figure 4.1 Optimal redesign policy

Next, we explore the value of using the latest failure data to guide the redesign
decisions. To this end, we compare the total cost incurred during the PBC period
under two scenarios. In the first scenario the company does not use the failure data
to update the failure rate estimate. The second scenario sets redesign investments for
periods 1 to T , in line with (5.4), each using the latest failure data.

In order to assess the cost advantage gained by using the second scenario instead of
the first, we set up a full factorial design. The experimental setup is given in Table
4.1. We vary the impact of full redesign, the initial estimate of the failure rate, the
relative cost of redesign, and the downtime threshold. We set β1 = 1 for all cases such
that the initial estimate of the failure rate is Eλ1 = α1/β1 = α1. We set r = 10 hours,
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and the downtime threshold is defined relative to the expected number of failures. In
particular, if α1 = 1, we expect one failure annually. A relative downtime threshold
of 3 means that d is set to 3 times the number of downtime hours that we expect
per year. Specifically, setting (dt/r)/α1 = 3 for t ∈ {1, 2, · · · , T} leads to setting
dt = 3α1r, or dt = 30 hours per year, while we expect 10 hours of downtime per year.
Hence, the design is such that by expectation we keep below the downtime target each
year with a comfortable margin.

Table 4.1 Parameter setting

Parameter Values

The impact of a full redesign (1− e−p) 10%, 20%, 30%
The initial estimate of the failure rate (α1/β1) 0.5, 1, 2
The relative cost of redesign (ce/cp) 2, 4, 8
The relative downtime threshold ((dt/r)/α1) 2, 3, 4

In total we have 81 instances. For each instance, we calculate the average optimal cost
for both scenarios and calculate the percentage cost saving that the manufacture can
achieve by using the second scenario (redesign opportunity in every period) instead
of the first one (redesign opportunity only in the first period). We fix the parameters
in Table 4.1 one at a time and report the summary statistics obtained by varying the
rest of the parameters. Hence, each row in Table 4.2 provides the summary of 27
instances. The last row provides the summary statistics of all 81 instances.

Table 4.2 Results of the full factorial experiment.

average cost % cost saving
Scenario 2 average max min

1− e−p 10% 25671.93 3.77% 11.93% 0.13%
20% 23365.69 10.77% 26.05% 0.83%
30% 21303.15 16.71% 34.20% 1.92%

α1 0.5 37625.10 11.43% 29.57% 0.51%
1 23083.75 11.34% 31.07% 0.44%
2 9631.91 8.49% 34.20% 0.13%

ce/cp 2 21147.61 17.48% 34.20% 2.37%
4 23679.23 9.71% 23.65% 0.71%
8 25513.93 4.07% 12.08% 0.13%

dt/r/α1 2 43143.57 9.91% 29.09% 0.42%
3 19443.08 7.39% 27.73% 0.13%
4 7754.12 13.96% 34.20% 0.68%

All 23446.92 10.42% 34.20% 0.13%
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According to the results in Table 4.2, having opportunity to redesign at the beginning
of every period results on average in a 10.42% cost reduction. The maximum and
minimum cost reductions are 34.20% and 0.13%, respectively. The cost reductions are
increasing in 1− e−p since performing redesigns, which ensure less failures, decreases
the optimal cost. The cost reductions are also increasing in α1 as the OEM benefits
from redesigns more if the probability of having failures increases. The cost reductions
are decreasing in ce/cp as redesigns become relatively more expensive. Finally, when
(dt/r)/α1 increases, the average cost reductions are slightly increasing. This indicates
that the OEM still benefits from redesigns when the relative downtime threshold
increases but the cost reductions are not as significant as when the other parameters
change. Furthermore, from our results, we do not observe redesign in the initial period
under Scenario 2 while we observer redesign in the initial period under Scenario 1.
The intuition behind this is that if redesign is allowed at each period, for the initial
design, it would be economically beneficial to chose a cheaper design at the beginning
and redesign after the deployment of the system and observing more data.

4.5. Conclusion

In this chapter, we proposed an MDP model to support the system redesign decisions
of an OEM. The system is subject to random failures and has an uncertain system
failure rate. In every period the OEM observes the number of failures and updates his
belief on the distribution of the system failure rate. We introduced two approaches for
redesign; multiplicative and additive. For additive redesign, we proved monotonicity
and convexity properties of the value function, and derived the optimality of a
threshold-type policy. For multiplicative redesign, we conjectured that a slightly
different approach can still achieve the threshold-type result, but left the proof as an
open research problem. In our numerical results, we compared the dynamic policy
with a policy that optimized the initial design only and reported substantial cost
benefits.

The research in this chapter can be extended in multiple ways. One extension concerns
a system with multiple failure modes with a decision on selecting a set of modes for
redesign. In our study we assume that each past failure is equally important to
estimate the failure rate. In future research, we may consider the case where more
weight is given to the most recent failures as they give the most recent information
on the failure rate. Finally, since the contract period is relatively long, which is 10-40
years, it is also interesting to look at the effect of discounting on our main results,
like the threshold values of the expected failure rate when the optimal action changes
from one to another one and so on.
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Appendix

Proof of Lemma 4.1

Proof: We will first show that St(ᾱt) + St(ᾱ
′
t) ∼ St(ᾱt + ᾱ′t).

Note that St(ᾱt) has negative binomial distribution with parameters ᾱt and (1+β̄t)
−1,

as was shown in Section 4.2.1. Thus St(ᾱt) ∼ NB(ᾱt, (1+β̄t)
−1). It is well-known that

for two independent random variables X and Y with X ∼ NB(r, p) and Y ∼ NB(r′, p),
then X + Y ∼ NB(r + r′, p). This result follows for example by computing the

characteristic function of X, which equals ϕX(t) =
(

1−p
1−peit

)r
, and similar for Y . The

desired result then follows by observing that ϕX(t)ϕY (t) =
(

1−p
1−peit

)r+r′
, which is

precisely the characteristic function of a variable Z ∼ NB(r + r′, p).

Now, note that β̄t = β1 + t− 1. Indeed, redesign does not affect βt, and each year t,
we set αt+1 = αt + 1 when updating the failure rate estimate. Thus the parameter
pt = (1+[β1 + t−1])−1 can be regarded as a constant for each t. Thus, since St(ᾱt) ∼
NB(ᾱt, pt) and St(ᾱ

′
t) ∼ NB(ᾱ′t, pt), we obtain St(ᾱt)+St(ᾱ

′
t) ∼ NB(ᾱt+ᾱ

′
t, pt), from

which the result follows immediately since St(ᾱt + ᾱ′t) ∼ NB(ᾱt + ᾱ′t, pt).

Note also that St(ᾱ) is nonnegative. Together with the above, this establishes that
St(ᾱ) satisfies the semigroup property, see Shaked and Shanthikumar (2007, Example
8.A.7 on p.359). By the proof following Example 8.B.7 of Shaked and Shanthikumar
(2007) (“to see it, . . . ”), it is established that {St(ᾱ)|ᾱ ∈ R+} ∈ SCX(sp), i.e. St(ᾱ)
is stochastically increasing and convex in the sample path sense. By Theorem 8.B.9
it then follows that {St(ᾱ)|ᾱ ∈ R+} ∈ SCX, i.e. the first claim is proven.

Next, note that S̃t(ᾱt) , St(ᾱt) + ᾱt satisfies the semigroup property because St(ᾱt)
does. The second claim of the lemma can thus be established exactly like the first
claim. 2

Proof of Lemma 4.2

Proof: We first show that Ct(s) in (4.3) is an increasing and convex function of
s. We have Ct(s) = (cr + cbr)s + (cp − cb)(rs − dt)+ − dcb. Note that (rs − dt)+ =
max(0, rs − dt), which is the maximum of two increasing and affine functions in s,
which is increasing and convex. (Remember that we use the term increasing in the
non-strict sense in this chapter.) Thus, since cp − cb ≥ 0 by assumption, the second
term is increasing and convex in s. Since the first term is increasing and linear (hence
increasing and convex in s), and the last term is constant, we find that Ct(s) is
increasing and convex because it is the sum of terms that are increasing and convex.
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Now, note that (4.4) can be rewritten as CΣ
t (αt, at) = atc

e + C̃t(Ra(αt)), with

C̃t(ᾱt) = ESt(ᾱ)Ct(St(ᾱt)).

Because {St(ᾱt)|αt ∈ R+} ∈ SICX by Lemma 4.2, we find that C̃t(ᾱt) is increasing
and convex in ᾱt by definition of SICX and because Ct(s) is an increasing and convex
function. (Note that Ct(s) takes the role of φ(θ) in Definition 4.1.) To complete the
proof, we consider additive and multiplicative redesign separately:

• For additive redesign, note that for fixed at, the function C̃t((αt − patβt)
+)

becomes increasing and convex in αt.

• For multiplicative redesign, note that for fixed at, the function C̃t(αt exp[−pat])
is increasing and convex in αt, because exp[−pat] is a constant.

This completes the proof since the term ceat is a constant for fixed at. 2

Proof of Theorem 4.1

Proof: We prove that Vt(αt) is increasing (i.e. nondecreasing) in αt by induction.
We have

VT (αT ) = min
aT∈[0,1]

{
CΣ
T (αT , aT )

}
,

which is increasing in αT because it is the minimum of functions that are increasing in
αT by Lemma 4.2. Assume for some t ∈ {1, . . . , T − 1} that Vt+1(αt+1) is increasing
in αt+1. Recall that S̃t(ᾱ) = St(ᾱ) + ᾱ. For t, we then find:

Vt(αt) = min
at∈[0,1]

{
CΣ
t (αt, at) +

∞∑
s=0

P(St = s|Ra(αt), β1 + t− 1)Vt+1(Ra(αt) + s)

}
,

= min
at∈[0,1]

{
ceat + C̃t (Ra(αt)) + Ut (Ra(αt))

}
,

where Ut(ᾱt) = ES̃t(ᾱt)Vt+1(S̃t(ᾱt)) and C̃t(ᾱt) is defined as in the proof of

Lemma 4.2. Now, since Vt+1(αt+1) is increasing in αt+1 by induction hypothesis,
and since {S̃(ᾱ), ᾱ ∈ R+} ∈ SI by Lemma 4.1, we find that Ut(ᾱt) is increasing in ᾱt.
Similarly, C̃t(ᾱt) is increasing in ᾱt, cf. Lemma 4.1. Now, note that for both additive
redesign and for multiplicative redesign the function Ra(αt) is increasing in αt for
fixed at. Thus, for fixed at, the term ceat + C̃t (Ra(αt)) +Ut (Ra(αt)) is increasing in
αt. And because the minimum of a number of increasing functions is still increasing,
we find that Vt(αt) is increasing in αt. This completes the proof by induction. 2
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Proof of Theorem 4.2

Proof: We prove that Vt(αt) is increasing (i.e. nondecreasing) and convex in αt
by induction. We prove the base case below, and we now first prove the inductive
step. Assume for some t ∈ {1, . . . , T − 1} that Vt+1(αt+1) is increasing and convex in
αt. Recall that S̃t(ᾱ) = St(ᾱ) + ᾱ. For t, we then find:

Vt(αt) = min
at∈[0,1]

{
CΣ
t (αt, at) +

∞∑
s=0

P(St = s|Ra(αt), β1 + t− 1)Vt+1(Ra(αt) + s)

}
,

= min
at∈[0,1]

{
ceat + C̃t

(
(αt − patβt)+

)
+ Ut

(
(αt − paβt)+

)}
,

where Ut(ᾱt) = ES̃t(ᾱt)Vt+1(S̃t(ᾱt)) and C̃t(ᾱt) is defined as in the proof of

Lemma 4.2. Now, since Vt+1(αt+1) is increasing and convex in αt+1 by induction
hypothesis, and since {S̃(ᾱ), ᾱ ∈ R+} ∈ SICX by Lemma 4.1, we find that Ut(ᾱt)
is increasing and convex in ᾱt. Similarly, C̃t(ᾱt) is increasing and convex in ᾱt, cf.
Lemma 4.1. Note that it will never be optimal for at to exceed āt , min(1, αtβt/p),
because ce > 0. Thus we can simplify the expression for the value function as follows:

Vt(αt) = min
a∈[0,āt]

{
ceat + C̃t (αt − paβt) + Ut (αt − paβt)

}
.

Note that ceat + C̃t (αt − patβt) +Ut (αt − patβt) is a joint convex function in at and
αt. Moreover, [0, āt] is a convex domain. It immediately follows that Vt(αt) must be
convex in αt.

To see this, take two arbitrary values αt and α′t, and let a∗ ∈ [0, āt] and a∗′ ∈ [0, āt]
be the corresponding optimal actions. Let α′′t = (αt+α′t)/2 and let a′′ = (a∗+a∗′)/2.
Then we have:

Vt(αt) + Vt(α
′
t)

=ce(a∗t + a∗′t) + C̃t

(
αt −

pa∗t
βt

)
+ Ut

(
αt −

pa∗t
βt

)
+ C̃t

(
α′t −

pa∗′t
βt

)
+ Ut

(
α′t −

pa∗′t
βt

)
≥ce(a∗t + a∗′t) + 2C̃t

(
αt + α′t

2
− p(a∗t + a∗′t)

2βt

)
+ 2Ut

(
αt + α′t

2
− p(a∗t + a∗′t)

2βt

)
=2

(
cea′′t + C̃t

(
α′′t −

pa′′t
βt

)
+ Ut

(
α′′t −

pa′′t
βt

))
≥2 min

at∈[0,āt]

{
ceat + C̃t (α′′t − patβt) + Ut (α′′t − patβt)

}
=2Vt(α

′′
t ).
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Here, the first equality is by definition of a∗t and a∗′t. The first inequality is due to
convexity of C̃t(ᾱt) and Ut(ᾱt). The second equality is just plugging in the definitions
of a′′t and α′′t , and the second inequality is because a′′t ∈ [0, āt]. We conclude that for
arbitrary αt and α′t we have 2Vt(α

′′
t ) ≤ Vt(αt) + Vt(α

′′
t ), which establishes convexity

of V (αt) in αt.

To complete the proof by induction, we still need to establish the base case that
VT (αT ) is increasing and convex in T . Note that

VT (αT ) = min
aT∈[0,āT ]

{
ceaT + C̃T (αT − paTβT )

}
= min

aT∈[0,āT ]

{
ceaT + C̃T (αT − paTβT ) + UT (αT − paTβT )

}
,

with UT (ᾱT ) , 0. Note that UT (·) is convex, which allows us to establish convexity
of VT (αT ) exactly in the same way as for t < T . 2

Proof of Theorem 4.3

Proof: For this proof, we start with the expression derived in the proof of Theorem
4.2:

Vt(αt) = min
at∈[0,āt]

{
ceat + C̃t (αt − patβt) + Ut (αt − patβt)

}
. (4.6)

Now, suppose that αt, α
′
t ≥ 0, and that αt < α′t. Let a∗t and a∗′t be the smallest

optimal actions in states αt and α′t, respectively, i.e.

a∗t = min
(

argminat ∈ [0, āt]{ceat + C̃t (αt − patβt) + Ut (αt − patβt)}
)
, (4.7)

a′
∗
t = min

(
argminat ∈ [0, āt]{ceat + C̃t (α′t − patβt) + Ut (α′t − patβt)}

)
. (4.8)

We will prove that a∗t ≤ a′
∗
t by contradiction. We thus assume that a∗t > a′

∗
t . Now,

write x = αt − pa∗tβt and x′ = α′t − pa∗′tβt. Also, write y = αt − pa∗′tβt and
y′ = α′t − pa∗tβt. By (4.7) and (4.8), we find

cea∗t + C̃t(x) + Ut(x) ≤ cea∗′t + C̃t(y) + Ut(y)

↔cea∗t − cea∗′t ≤ C̃t(y) + Ut(y)− (C̃t(x) + Ut(x)),

cea∗′t + C̃t(x
′) + Ut(x

′) < cea∗t + C̃t(y
′) + Ut(y

′)

↔cea∗t − cea∗′t > C̃t(x
′) + Ut(x

′)− (C̃t(y
′) + Ut(y

′)).

Here, the strict inequality follows because a∗′t is the smallest optimal action for α′t:
Since a∗t < a∗′t the action a∗t cannot be optimal for α′t. Combining these results, we
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find that:

C̃t(x
′) + Ut(x

′)− (C̃t(y
′) + Ut(y

′)) < cea∗t − cea∗
′
t ≤ C̃t(y) + Ut(y)− (C̃t(x) + Ut(x)).

Thus, letting z = y − x = x′ − y′ = p(a∗t − a∗
′
t)βt, we find:

C̃t(y
′ + z) + Ut(y

′ + z)− (C̃t(y
′) + Ut(y

′)) < C̃t(x+ z) + Ut(x+ z)− (C̃t(x) + Ut(x))

However, note that by assumption z > 0 and that y′ > x since y′ − x = α′t − αt > 0
by assumption. But this shows that f(·) = C̃t(·) + Ut(·) has decreasing increments.
However, in the proof of Lemma 4.2 we showed that C̃t(·) is convex, and (the proof
of) Theorem 4.2 showed that Ut(·) is convex. So f(·) is convex, and it must have
increasing increments. We arrive at a contradiction, and conclude that a∗t ≤ a′

∗
t . 2





Chapter 5

System redesign with multiple
failure modes

5.1. Introduction

In Chapter 4, we considered the total failure rate of a system as a whole and answered
the question “Whether a redesign should be conducted”. In this chapter, we extend
the model of Chapter 4 to the multiple failure mode case and answer the question
“How to distribute the redesign investment among different failure modes”.

In this chapter, failures are defined as the consequences of a set of the standard failure
modes (such as rupture, cracking, separation) to which all components are subject
to. Failure modes are the physical process or processes that take place or combine
their effects to produce a failure. For a complete categorization of failure modes,
see Collins (1993). The system failure rate is a result of multiple failure modes with
each failure mode contributing a share in it. During a redesign, engineers analyze the
failure data to estimate the failure rate of each failure mode that affects the system
performance. Engineering modifications are carried out to remove certain failure
modes. An advanced system commonly contains a large number of failure modes, see,
for example, (Bucsek, 1974; Collins, 1993; Albuquerque et al., 2009). When a failure
occurs, we know which failure mode it originates from, and we update our knowledge
of the failure rate for each failure mode. It is economical to conduct redesign to
remove certain failure modes.

We develop an MDP to support the system redesign decision on a tactic level. The
overall service period with length T is divided into T subperiods with unit length.
During each subperiod, the OEM needs to decide whether the redesign should be
conducted or not, and if so, which failure modes to redesign. The OEM also observes
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failures and updates its information of the failure rates of each failure mode. The
costs incurred during each subperiod are redesign cost, repair cost, penalty cost and
the bonus. The system failure rates affect repair cost, penalty cost and bonus. We
aim to find the redesign policy that minimizes the total expected cost of the system
over the finite service period [0, T ].

A stream of literature (Bowles and Peláez, 1995; Ravi Sankar and Prabhu, 2001;
Stamatis, 2003; Yang et al., 2011) focuses on failure mode effect analysis (FMEA).
FMEA is an analysis technique for defining, identifying and eliminating known and/or
potential failures, problems, errors from systems, design, processes, and/or services
during the design or process of products or systems (see the review paper by Liu
et al. (2013)). Besides FMEA models, there is also literature focusing on failure mode
prevention. Tumer and Stone (2003) develop a design-aid tool to prevent potential
failure modes on the design phase by exploring the relationship between failure modes
and the functionality of components. Clausing and Frey (2005) describe four design
strategies that can avoid potential failure modes in the design phase of the systems. To
the best of our knowledge, there is no paper focusing on failure mode redesign during
the exploitation phase of the system. Since failure modes can also be interpreted
as components with certain physical mechanisms, our work is similar to the stream
of literature addressing the replacement policy of multicomponent systems with an
economic dependency. This type of problem has been extensively studied in the
literature (see the review papers by Dekker et al. (1997) and Nicolai and Dekker
(2008)). There are two main differences between our model and the multicomponent
replacement model. First, economic dependence implies that maintaining components
jointly either saves cost (economies of scale) or results in higher cost (because of,
e.g., high downtime cost), comparing to maintaining components separately. This
assumption cannot be applied to our model. In our model, redesigning each failure
mode has an independent cost, and the total redesign cost of jointly redesigning
several failure modes equals the sum of redesign cost of redesigning these failure modes
separately. We also assume that the redesign is conducted without causing downtime.
Second, when a certain component is replaced, the newly installed component still
has a failure rate. In our model, if a failure mode is removed, its failure rate remains
zero throughout the rest of the service period.

Our contributions in Chapter 5 are as follows:

• We develop a model formulation in which multiple failure mode redesign is
considered. We establish an optimal redesign policy to minimize the LCC under
a PBC. The LCC comprises of redesign cost, repair cost, penalty cost and bonus.
Repair cost, penalty cost and bonus are all affected by the system failure rate.
In our optimal policy, we find the optimal distribution of the overall redesign
investment by selecting the optimal failure modes to redesign in each decision
period.

• We incorporate the Bayesian approach for updating the failure rate distribution
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for each failure mode. During each decision period, we observe failures, and we
constantly update our knowledge about the failure rate of each failure mode.

• We prove theoretical properties of the expected costs and the structure of the
optimal policy. We prove monotonicity and convexity of the total expected
cost in each decision period and monotonicity of the total expected cost in the
remaining service period. For the optimal policy, we prove the existence of a full
redesign region in which it is optimal to remove all the failure modes; a partial
redesign region in which it is optimal to remove certain failure modes; and a no
redesign region in which it is optimal to have no redesign. We also show that
the regions mentioned above are divided by certain thresholds of the expected
system failure rate, and there might be no redesign region in between partial
redesigns, which is counterintuitive.

The rest of this chapter is organized as follows. We introduce the model formulation
in Section 5.2. We show the analytical properties of the model in Section 5.3. In
Section 5.4, we conclude and give future research directions.

5.2. Model

5.2.1 Modeling assumptions

Consider a newly developed system with several physical failure modes (the physical
process(es) that produces failures). The failure mode set is finite and described as
F = {1, 2, .., N}. Once a failure occurs, the system is down. Conceptually, each
failure originates from one failure mode. We exclude the possibility that more than
one failure occurs at the same time. Every failure mode n ∈ F is measured by a failure
rate λn which is not perfectly known by the OEM. The failure rate of the system is
defined as: λ = {λ1, . . . , λN}. We assume the number of failures originating from
failure mode n follows a Poisson distribution with intensity λn, independent of the
other failure modes.

The system is sold under a PBC over a finite horizon with length T ∈ N. Without
loss of generality, the contract period [0, T ] is divided into T decision periods with
unit length. We use t ∈ {1, 2, . . . , T} to index the decision periods. Before the
contract starts, the OEM has a belief about the initial value of the failure rate of
each failure mode λn with n ∈ F described by λn1 . We assume λn1 follows a Gamma
distribution with known shape parameter and scale parameter αn1 , βn1 respectively.
We assume β1

n = β1, e.g., the shape parameter or the initial failure rate estimate is
the same for all failure modes. According to Aronis et al. (2004), the distribution
assumption is based on the fact that the conjugate prior for the Poisson distribution
is a Gamma distribution, and the shape and scale parameter can be obtained by a
Bayesian technique using historical data. At the beginning of period t ∈ {2, . . . , T},
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the OEM first updates its belief of λn to λnt ∼ Γ(αnt , β
n
t ) with known αnt and βnt

based on failure observations or historical data in the past. Then the OEM decides
the redesign action ant ∈ {0, 1} for failure mode n. We assume that the redesign action
affects the failure rate of each failure mode instantaneously. In particular, redesign
removes failure modes. After the redesign, the belief of the failure rate of failure mode
n in period t changes from λnt to λ̄nt ∼ (ᾱnt , β̄

n
t ) with known ᾱnt and β̄nt . In period

t ∈ {1, 2, . . . , T}, the OEM observes Snt failures originating from failure mode n ∈ F .
The order of events in period t ∈ {1, . . . , T} is given as following:

1. (Only for t > 1): At the beginning of period t, updating the belief of the failure
rate of failure mode n from λ̄nt−1 ∼ (ᾱnt−1, β̄

n
t−1) to λnt ∼ Γ(αnt , β

n
t ) using the

observation Snt−1.

2. At the beginning of period t, choose the redesign action ant for failure mode n,
and change the belief of the failure rate of failure mode n to λ̄nt ∼ (ᾱnt , β̄

n
t ).

3. During period t, observe the number of failures Snt for ∀n ∈ F and compute all
types of cost occurring in period t.

We explain the details of each step in the following subsections.

5.2.2 Updating

At the beginning of period t, after adapting the redesign decision, the belief of the
failure rate of failure mode n is given as λ̄nt ∼ Γ(ᾱnt , β̄

n
t ). Denote St = (S1

t , . . . , S
N
t )

as the number of failures occurring in all of the failure modes during period t with Snt
representing the failures from failure mode n. Note that the number of failures Snt
from failure mode n follows a Poisson distribution with intensity λ̄nt , so the conditional
probability mass function of Snt is given as:

P(Snt = s|λ̄nt = λ) =
e−λλs

s!
, s ∈ {0, 1, 2, . . .}.

Note that the probability density function of λ̄nt is given as:

fλ̄nt (x; ᾱnt , β̄
n
t ) =

β̄nt
Γ(ᾱnt )

xᾱ
n
t −1e−β̄

n
t x,

with mean and variance E(λ̄nt ) = ᾱnt /β̄
n
t and Var(λ̄nt ) = ᾱnt /(β̄

n
t )2. Thus, we find the

unconditional probability mass function of Snt as:

P(Snt = s) =

∫ ∞
0

xse−x

s!
fλ̄nt (x; ᾱnt , β̄

n
t )dx

=

(
ᾱnt + s− 1

s

)(
1

1 + β̄nt

)s(
β̄nt

1 + β̄nt

)ᾱnt
, s ∈ {0, 1, 2, . . .}. (5.1)
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From (5.1), we find that Snt follows a negative binomial distribution with parameters
ᾱnt and 1/(1 + β̄nt ), respectively. That is, Snt ∼ NB(ᾱnt , (1 + β̄nt )−1) with mean and
variance E(Snt ) = ᾱnt /β̄

n
t and Var(Snt ) = ᾱnt (1 + β̄nt )/(β̄nt )2. If in period t, Snt = s

failures are observed, then at the beginning of period t + 1, by using a Bayesian
technique we update our belief of λn to λnt+1 ∼ Γ(αnt+1, β

n
t+1) with αnt+1 = ᾱnt+1 + s

and βnt+1 = β̄nt +1 (cf., Aronis et al., 2004). Thus, βnt = βn1 +(t−1) = β1+(t−1). Since

βnt is always equal to β1 + (t− 1), regardless of n, we denote βt , βnt = β1 + (t− 1).

5.2.3 Redesign

Different failure modes have different physical mechanisms to cause failures. In
practice, after gathering failure observations, a group of engineers analyzes the failure
data to diagnose the failure modes that these failures belong to and infer the failure
rate of each failure mode. Then the engineers chose the failure mode/modes to
redesign by using improved designs, thus failures of the same physical mechanism
are prevented. In our model, we assume that after redesign, the related failure rate
decreases to zero and remains zero during the rest of the contract period. That
is, redesign on a failure mode completely removes it from the system failure rate.
Redesign of different failure modes has different redesign cost.

At the beginning of period t, before the redesign decision is made, the OEM’s belief
of the failure rate of failure mode n ∈ F is given by λnt ∼ (αnt , βt). After the redesign,
the belief changes to λ̄nt ∼ (ᾱnt , β̄

n
t ). Now, we explain how we model the effect of

redesign on the failure rate. The possible redesign actions for the system are denoted
as at = (a1

t , . . . , a
N
t ) with ant representing the redesign action taken for failure mode

n. The possible redesign action of ant is given by set {0, 1} in which ant = 0 means
no redesign and ant = 1 means redesign. When ant = 0, the failure mode remains the
same with λ̄nt = λt, ᾱ

n
t = αnt and β̄nt = βt. When ant = 1, the failure mode is removed

with λ̄nt = 0, ᾱnt = 0 and β̄nt = 0. No redesign investment is made for ant = 0, a fixed
redesign cost occurs for ant = 1 and the value of redesign cost depends on the failure
mode. Thus, we have ᾱnt = (1− ant )αnt .

5.2.4 Costs

At the end of period t ∈ {1, 2, . . . , T}, three types of cost are computed: redesign cost,
repair cost, penalty cost and bonus. We denote redesign cost rate as ce = (ce1, . . . , c

e
N )

with cen representing redesign cost for removing failure mode n. The total redesign

cost in period t is given by
∑N
n=1 a

n
t c
e
n. After a failure, the OEM needs to replace the

failed component for a new one with a fixed repair cost cr using a fixed repair time r.
After repair, the system immediately starts working. Define SΣ

t ,
∑N
n=1 S

n
t , n ∈ F

as the random variable describing the total number of failures occurred in period t.
Hence the total expected repair cost in period t is given by crSΣ

t . Under a PBC, if the
total downtime of the system in period t exceeds a certain threshold level dt, the OEM
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needs to pay a penalty cost to its customer. Penalty cost of a single period depends
on the exceeded downtime (downtime after dt) and the penalty rate cp. If the total
downtime in period t is smaller than dt, the OEM receives a bonus from the customer,
the bonus depends on the remaining threshold downtime and the bonus rate cb. The
penalty and bonus are given by cp(rSΣ

t −dt)+ and cb(dt− rSΣ
t )+, respectively. Thus,

the summation of the total expected penalty cost, bonus and repair cost in period t
when SΣ

t = s is given by:

Ct(s) , crs+ cp(rs− dt)+ − cb(dt − rs)+ = (cr + cbr)s+ (cp − cb)(rs− dt)+ − dtcb.

We can immediately have that Ct(s) is increasing and convex in s. Note that in this
chapter we use the term increasing in the non-strict sense (i.e. nondecreasing).

5.2.5 MDP Formulation

We model our redesign problem as a finite horizon MDP model. According to
Section 5.2.2, βnt = β1 + (t − 1) is always known by the OEM. Thus αnt gives the
complete description of λn and we use the shape parameter of the system failure
rate (α1

t , . . . , α
N
t ) to denote the system state at the beginning of period t. After

the redesign decision (a1
t , . . . , a

N
t ) has been made, the state in period t changes to

ᾱt = (ᾱ1
t , . . . , ᾱ

N
t ). We write Snt (ᾱnt ) to explicitly indicate the dependence of Snt on

ᾱnt . Note that SΣ
t has a negative binomial distribution with parameters ᾱΣ

t , β̄t and

ᾱΣ
t ,

∑N
n=1 ᾱ

n
t . We accordingly write SΣ

t (ᾱΣ
t ). The expectation of Ct over SΣ

t is:

C̃t(ᾱ
Σ
t ) ,

∞∑
s=0

P(SΣ
t = s|ᾱΣ

t , β̄t)Ct(s) = ESΣ
t (ᾱΣ

t )Ct(S
Σ
t (ᾱΣ

t )). (5.2)

Define CΣ
t

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
as the total expected cost (redesign, repair,

penalty and bonus) incurred in period t when λnt ∼ Γ(αnt , βt) and (a1
t , . . . , a

N
t ) is the

redesign decision. We have:

CΣ
t

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
=

N∑
n=1

cena
n
t + C̃t(ᾱ

Σ
t ) (5.3)

Suppose that at the beginning of period t, the system is in state (α1
t , . . . , α

N
t ), and

after the redesign decision (a1
t , . . . , a

N
t ) is taken, the state changes to (ᾱ1

t , . . . , ᾱ
N
t ) =

((1− a1
t )α

1
t , . . . , (1− aNt )αNt ). During period t, (S1

t (ᾱ1
t ), . . . , S

N
t (ᾱNt )) failures occur,

so that at the beginning of period t+1, the state changes to ((ᾱ1
t +S1

t (ᾱ1
t )), . . . , (ᾱ

N
t +

SNt (ᾱNt )). Define:

S̃t(ᾱt) = (S̃1
t (ᾱ1

t ), . . . , S̃
N
t (ᾱNt )) , ((ᾱ1

t + S1
t (ᾱ1

t )), . . . , (ᾱ
N
t + SNt (ᾱNt )).
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Then we have that the minimum expected cost incurred by the OEM over periods
t, . . . , T , Vt(α

1
t , . . . , α

N
t ) satisfies:

Vt(α
1
t , . . . , α

N
t ) =

min
(a1
t ,...,a

N
t )

{
CΣ
t

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
+ EVt+1

(
S̃1
t (ᾱ1

t ), . . . , S̃
N
t (ᾱNt )

)}
, t ∈ {1, . . . , T − 1} ;

min
(a1
T ,...,a

N
T )

{
CΣ
T

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)}
, t = T.

(5.4)

5.3. Analysis

In this section, we investigate the structure of the optimal policy. We first derive
structural results for the general dimensional case (N ≥ 2) in Section 5.3.1. In Section
5.3.2, we apply the structural results from Section 5.3.1 to the two-dimensional case
and get the specific optimal policy structure for the two-dimensional case.

5.3.1 Analytical results for general dimensions

To obtain structural properties of our optimal policy, we first derive properties of
different types of cost. Then we provide properties of the value function (Theorem
5.1). Based on these results, we establish the structure of the optimal policy in the
general dimensional space with N ≥ 2.

Definition 5.1 (cf. Shaked and Shanthikumar, 2007, Section 8.A.1, p. 358) Let Θ
be a convex subset (interval) of the real line, and let {X(θ), θ ∈ Θ} be a set of random
variables. Denote

1. {X(θ), θ ∈ Θ} ∈ SI iff Eφ(X(θ)) is increasing in θ for all increasing functions φ.

2. {X(θ), θ ∈ Θ} ∈ SICX iff {X(θ), θ ∈ Θ} ∈ SI and Eφ(X(θ)) is increasing and
convex in θ for all increasing convex functions φ.

Sets {X(θ), θ ∈ Θ} ∈ SI are said to be stochastically increasing, and sets {X(θ), θ ∈
Θ} ∈ SICX are said to be stochastically increasing and convex.

Lemma 5.1 Consider N failure modes and let t ∈ {1, . . . , T}. We have {SΣ
t (ᾱΣ

t )|ᾱΣ
t ∈

R+} ∈ SICX, {Snt (ᾱnt )|ᾱnt ∈ R+} ∈ SICX and {S̃nt (ᾱnt )|ᾱnt ∈ R+} ∈ SICX for ∀
n ∈ F .
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In Lemma 5.1, we show that the stochastic process mentioned before is stochastically
increasing and convex. The intuition behind Lemma 5.1 is that when the shape
parameter of the failure rate of each failure mode is increasing, the probability of
having more failures is also increasing.

In Lemma 5.2, we show that for a fixed redesign action, an increase in the shape
parameter of the failure rate causes an increase in the expected total cost per period.
Given that an increase in the shape parameter of the failure rate distribution results
in an increase in the expected failure rate, the intuition behind Lemma 5.2 is that an
increase in the expected failure rate causes an increase in the total expected cost per
period. We use Lemmas 5.1 and 5.2 to prove Theorem 5.1.

Lemma 5.2 Consider N failure modes. Then let ∀t ∈ {1, . . . , T} and let ∀ant ∈
{0, 1}, CΣ

t ((α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )) is increasing and convex in (α1

t , . . . , α
N
t ) ∈ RN+

for fixed (a1
t , . . . , a

N
t ).

Theorem 5.1 Consider N failure modes and let t ∈ {1, . . . , T}. Vt(α
1
t , . . . , α

N
t ) is

increasing in (α1
t , . . . , α

N
t ) ∈ RN+ .

The total expected cost to go is increasing over the shape parameter of the failure
rates of the system. Based on Theorem 5.1, we establish the following lemmas and
corollary.

Lemma 5.3 Consider N failure modes and let t ∈ {1, . . . , T}. If in state
(α1
t , . . . , α

N
t ) the optimal action (a1

t , . . . , a
N
t ) = 1N , that is, the optimal action is to

remove all the failure modes, then in an arbitrary state (α̂1
t , . . . , α̂

N
t ) ∈ RN+ satisfying

(α̂1
t , . . . , α̂

N
t ) ≥ (α1

t , . . . , α
N
t ), 1N is also the optimal action.

In Lemma 5.4 we show that when the state is increasing in one dimension, while the
other dimensions remains the same, then it is always optimal to remove the failure
mode of the increasing dimension after a certain threshold.

Lemma 5.4 Consider N failure modes and let t ∈ {1, . . . , T}. If the optimal action
in state (α1

t , . . . , α
N
t ) is (a1

t , . . . , a
N
t ) with ant = 1 for some n ∈ F , then for ∀

(α̂1
t , . . . , α̂

N
t ) satisfying α̂nt > αnt and α̂mt = αmt (m ∈ F , m 6= n), the optimal

action is also (a1
t , . . . , a

N
t ).

Theorem 5.2 Consider N failure modes, let t ∈ {1, . . . , T} and let F1 be a subset
of F and F2 = F\F1. For ∀ αt = (α1

t , . . . , α
N
t ), define α̂t = (α̂1

t , . . . , α̂
N
t ) where

∀n ∈ F1: α̂nt = αnt and ∀n ∈ F2: α̂nt = 0. Define α̃t = (α̃1
t , . . . , α̃

N
t ) where ∀n ∈ F1:

α̃nt = 0 and ∀n ∈ F2: α̃nt = αnt . Then it holds that:

Vt(α
1
t , . . . , α

N
t ) ≥ Vt(α̂1

t , . . . , α̂
N
t ) + Vt(α̃

1
t , . . . , α̃

N
t ). (5.5)
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In Theorem 5.2 we show the following results. At period t, we compare three different
states of the OEM: (α1

t , . . . , α
N
t ), (α̂1

t , . . . , α̂
N
t ) and (α̃1

t , . . . , α̃
N
t ). State (α1

t , . . . , α
N
t )

contains the summation of the failure modes in (α̂1
t , . . . , α̂

N
t ) and (α̃1

t , . . . , α̃
N
t ), and

there are no common failure modes between (α̂1
t , . . . , α̂

N
t ) and (α̃1

t , . . . , α̃
N
t ). Then

the optimal total expected cost to go for state (α1
t , . . . , α

N
t ) is always larger than or

equal to the summation of the optimal total expected cost to go of (α̂1
t , . . . , α̂

N
t ) and

(α̃1
t , . . . , α̃

N
t ). The intuition behind this result is as follows. It is trivial to see that for

a given period t the sum of the failures from state (α̂1
t , . . . , α̂

N
t ) and (α̃1

t , . . . , α̃
N
t ) is

equal to the failures of state (α1
t , . . . , α

N
t ) in t. Suppose that, for state (α̂1

t , . . . , α̂
N
t )

and (α̃1
t , . . . , α̃

N
t ), the OEM takes the same action for each failure modes with non zero

failure rate as the optimal action for each failure mode in state (α1
t , . . . , α

N
t ). Then for

period t, the summation of repair cost of state (α̂1
t , . . . , α̂

N
t ) and (α̃1

t , . . . , α̃
N
t ) is equal

to repair cost of state (α1
t , . . . , α

N
t ). We have the same results for redesign cost. For

penalty cost, state (α̂1
t , . . . , α̂

N
t ) and (α̃1

t , . . . , α̃
N
t ) both have a threshold downtime

with length dt, while state (α1
t , . . . , α

N
t ) has only one threshold downtime with length

dt. The summation of the total downtime of state (α̂1
t , . . . , α̂

N
t ) and (α̃1

t , . . . , α̃
N
t ) is

equal to the total downtime of state (α1
t , . . . , α

N
t ). Thus, the summation of penalty

cost of the former two states is smaller than that of the latter state.

From Lemma 5.3 and Corollary 5.1, we can deduce the shape of the area where all
failure modes are removed. In Lemma 5.3, we show that once the optimal policy
enters this area it stays in this area, where all dimensions of α are increasing.

Corollary 5.1 Consider N failure modes and let t ∈ {1, . . . , T}. If the optimal
action (a1

t , . . . , a
N
t ) in state (α1

t , . . . , α
N
t ) is to remove all the failure modes, then for

∀ (α̂1
t , . . . , α̂

N
t ) satisfying α̂nt ≥ αnt for some n ∈ F , it is always optimal to remove

failure mode n.

Corollary 5.1 states that when the α value of a given failure mode is above a certain
threshold, it is always optimal to remove it.

5.3.2 Application to the two-dimensional case

In this subsection, we apply what we proved in the general dimensional case to the
two-dimensional case and show the specific structure of the optimal policy in the
two-dimensional case.

In the following corollary, we show the general structure of the optimal policy for the
two failure mode case.

Corollary 5.2 Consider 2 failure modes and let t ∈ {1, . . . , T}. Then there exist
thresholds ξ1

1 and ξ2 as well as switching curves η1: [0, ξ2]→ [0, ξ1] and η2: [0, ξ1]→
[0, ξ2] for failure mode 1 and 2:

1These thresholds are time-dependent. t is eliminated from the notation for ease of exposition.
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1. when E(λ1
t ) ≥ ξ1 and E(λ2

t ) ≥ ξ2, (a1
t , a

2
t ) = (1, 1);

2. when E(λ1
t ) ≥ ξ1 and E(λ2

t ) < ξ2, (a1
t , a

2
t ) = (1, 0); when E(λ1

t ) < ξ1 and
E(λ2

t ) ≥ ξ2, (a1
t , a

2
t ) = (0, 1);

3. when E(λ1
t ) < ξ1 and E(λ2

t ) < ξ2, if:

(a) E(λ2
t ) ≥ η1[E(λ1

t )], (a1
t , a

2
t ) = (0, 1);

(b) E(λ1
t ) ≥ η2[E(λ2

t )], (a1
t , a

2
t ) = (1, 0);

(c) E(λ2
t ) < η1[E(λ1

t )] and E(λ1
t ) < η2[E(λ2

t )], (a1
t , a

2
t ) = (0, 0);

(d) E(λ2
t ) ≥ η1[E(λ1

t )] and E(λ1
t ) ≥ η2[E(λ2

t )] do not occur at the same time,
i.e., η1 and η2 are such that this never happens.

Proof: According to Lemma 5.3 and Corollary 5.1, we can immediately conclude
that Corollary 5.2.1 holds. Applying Lemma 5.4 and Corollary 5.1 proves Corollary
5.2.2. If we fix the values of the expected failure rate in one dimension and increase
it in the other dimension, we prove Corollary 5.2.3.a, b and c hold. Furthermore, the
opposite of Corollary 5.2.3.d is contradicted by Lemma 5.3. 2
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Figure 5.1 Structure of the optimal policy for the two-dimensional case. In (a) cp1 = 0,
cp2 = 0; and in (b) cp1 = 100, cp2 = 100.

Now we introduce an example of Corollary 5.2. Consider a system with two failure
modes and parameters: T = 4, α0 = (1, 1), cr = 1, ck = 800, ck = 1000, r = 10,
dt = 30 for t ∈ {1, 2, 3, 4}, β0 = 1, cp3 = 100, cp4 = 100. Now for t = 2, we consider
two cases: a) cp1 = 0 and cp2 = 0; b) cp1 = 100 and cp2 = 100. As shown in Figure 5.1,
the area where both failure modes are removed is referred to as the “full redesign”
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area. It is the “+” area, which has a rectangular shape above the threshold (ξ1, ξ2).
Moreover, the area where one failure mode is removed is referred to as the “partial
redesign” area. It includes the “o” area and the “∗” area. The partial redesign area
includes the rectangular area where E(λn) ≥ ξn with n ∈ {1, 2} and E(λm) < ξm
with m 6= n ∈ {1, 2} as well as part of the adjacent areas below (ξ1, ξ2). There are
two switching curves in both the “o” and “∗” area where the optimal policy switches
from removing one failure mode to removing neither failure mode. The “empty” area
where no redesign is conducted is referred to as the “no redesign” area. Sometimes
there is “no redesign” area in between two different “partial redesign” area; see Figure
5.1.a. This is counterintuitive: we make less redesign effort even though the system
is in a worse state. The intuition behind this is that when the expected failure rate
is increasing, while the cost for removing either failure mode stays similar, it may
be optimal to wait and see rather than to end up in the “wrong” direction for the
redesign. It is always not optimal to remove both failure modes in the “no redesign”
area, because this contradicts Lemma 5.3.

Theorem 5.2 can be extended to the N (N > 2) dimensional case, by setting a
threshold for each failure mode. When the expected failure rate of each failure mode
is larger than the corresponding threshold, it is optimal to remove all failure modes.
For sets F1 ⊆ F and F2 = F\F1, when the expected failure rates of failure modes
in F1 are larger than or equal to the corresponding thresholds, while the expected
failure rates of failure modes in F2 are smaller than the thresholds, it is optimal to
remove the failure modes in F1 and keep the failure modes in F2. When the expected
failure rates of all failure modes are smaller than the thresholds, we need to discuss
the results among different switching curves.

5.4. Conclusion

In this chapter, we proposed an MDP model to support system redesign decisions by
selecting failure modes to remove in each decision period. The system failure rate is
a result of multiple failure modes. Each failure mode has an uncertain failure rate
described by a distribution and contributes to the total system failure rate. The
failure rate distribution for each failure mode is unknown to the OEM, but the OEM
has a prior belief of these distributions at the beginning of every period. During
every period the OEM observes the number of failures and updates his belief in the
failure rate distribution. At the beginning of each period, the OEM needs to select
certain failure modes which constitute a high proportion of the system failure rate.
After redesign, the selected failure modes are removed from the system. We proved
monotonicity of the value function and established an optimal threshold policy for
the failure modes to remove. Our policy supports the redesign decision of the OEM
by finding the optimal distribution of the redesign investment.

The work in this chapter can be extended in several ways. For instance, partial
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redesign for each failure mode can be considered, i.e., we could include that failure
modes can never be completely removed. Furthermore, an efficient algorithm can be
developed to solve problems with a large number of failure modes. Moreover, giving
more weight to the most recent observations and a discounted cost accounting scheme
could be considered.
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Appendix

Proof of Lemma 5.12

Proof: To simplify the notation, in this proof we use ᾱt to denote ᾱΣ
t . We will first

show that SΣ
t (ᾱt) + SΣ

t (ᾱ′t) ∼ SΣ
t (ᾱt + ᾱ′t). Note that St(ᾱt) has negative binomial

distribution with parameters ᾱt and (1 + β̄t)
−1, as was shown in Section 5.2.2. Thus

SΣ
t (ᾱt) ∼ NB(ᾱt, (1 + β̄t)

−1). It is well-known that for two independent random
variables X and Y with X ∼ NB(r, p) and Y ∼ NB(r′, p), then X + Y ∼ NB(r +
r′, p). This result follows for example by computing the characteristic function of X,

which equals ϕX(t) =
(

1−p
1−peit

)r
, and similar for Y . The desired result then follows

by observing that ϕX(t)ϕY (t) =
(

1−p
1−peit

)r+r′
, which is precisely the characteristic

function of a variable Z ∼ NB(r + r′, p).

Now, note that β̄t = β1 + t− 1. Indeed, redesign does not affect βt, and each year t,
we set αt+1 = αt + 1 when updating the failure rate estimate. Thus the parameter
pt = (1+[β1 +t−1])−1 can be regarded as a constant for each t. Thus, since SΣ

t (ᾱt) ∼
NB(ᾱt, pt) and SΣ

t (ᾱ′t) ∼ NB(ᾱ′t, pt), we obtain SΣ
t (ᾱt) + SΣ

t (ᾱ′t) ∼ NB(ᾱt + ᾱ′t, pt),
from which the result follows immediately since SΣ

t (ᾱt + ᾱ′t) ∼ NB(ᾱt + ᾱ′t, pt).

Note also that SΣ
t (ᾱ) is nonnegative. Together with the above, this establishes that

SΣ
t (ᾱ) satisfies the semigroup property, see Shaked and Shanthikumar (2007, Example

8.A.7 on p.359). By the proof following Example 8.B.7 of Shaked and Shanthikumar
(2007) (“to see it, . . . ”), it is established that {SΣ

t (ᾱ)|ᾱ ∈ R+} ∈ SCX(sp), i.e. SΣ
t (ᾱ)

is stochastically increasing and convex in the sample path sense. By Theorem 8.B.9
it then follows that {SΣ

t (ᾱ)|ᾱ ∈ R+} ∈ SCX, i.e. the first claim is proven.

Next, note that Snt (ᾱnt ) and S̃nt (ᾱnt ) , Snt (ᾱnt )+ᾱnt with ∀ n ∈ F satisfy the semigroup
property because SΣ

t (ᾱt) does. The second and third claim of the lemma can thus be
established exactly like the first claim. 2

Proof of Lemma 5.2

Proof: To prove that CΣ
t

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
is increasing and convex in

(α1
t , . . . , α

N
t ) ∈ RN+ for fixed (a1

t , . . . , a
N
t ), we first show that Ct(s) is increasing and

convex in s. Given that

Ct(s) = (cr + cbr)s+ (cp − cb)(rs− dt)+ − dtcb,

it is trivial to see that the first term (cr+cbr)s is increasing and convex in s. (rs−dt)+

takes the maximum of (rs − dt) and 0 which are both increasing and convex in s.

2Note that this proof is completely in parallel with the proof of Lemma 1 in Chapter 4
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Because we assume that cp − cb ≥ 0, the second term (cp − cb)(rs − dt)
+ thus is

increasing and convex in s. The third term is constant. Hence, Ct(s) is increasing
and convex in s. Now by (5.2), we have:

C̃t(ᾱ
Σ
t ) = ESΣ

t (ᾱΣ
t )Ct(S

Σ
t (ᾱΣ

t )).

By Lemma 5.1, {SΣ
t (ᾱΣ

t )|ᾱΣ
t ∈ R+} ∈SICX, and thus C̃t(ᾱ

Σ
t ) is increasing and convex

in ᾱΣ
t ∈ R+ by definition of SICX. Note that:

CΣ
t

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
=

N∑
n=1

cena
n
t + C̃t(ᾱ

Σ
t ).

Since
∑N
n=1 c

e
na

n
t is constant for a given (a1

t , . . . , a
N
t ), and since C̃t(ᾱ

Σ
t ) =

C̃t(
∑N
n=1 α

n
t (1− ant )) is increasing and convex in (α1

t , . . . , α
N
t ), we have

CΣ
t

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
increasing and convex in (α1

t , . . . , α
N
t ) ∈ RN+ . 2

For the remaining proofs in this section, it will be convenient to introduce some
additional notation:

Definition 5.2 Denote

1. Wt+1(ᾱ1
t , . . . , ᾱ

N
t ) , E((S̃1

t (ᾱ1
t ),...,S̃

N
t (ᾱNt ))Vt+1

(
S̃1
t (ᾱ1

t ), . . . , S̃
N
t (ᾱNt )

)
;

2. gt

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
as the cost during the rest of the service period

[t, T ] of taking action (a1
t , . . . , a

N
t ) at state (α1

t , . . . , α
N
t ):

gt

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
=

CΣ
t

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
+Wt+1(α1

t (1− a1
t ), . . . , α

N
t (1− aNt )), 1 ≤ t < T ;

CΣ
T

(
(α1
T , . . . , α

N
T ), (a1

T , . . . , a
N
T )

)
, t = T.

(5.6)

Proof of Theorem 5.1

Proof: We prove this theorem by induction. We first prove the base case of t = T ,
for which we have:

VT (α1
T , . . . , α

N
T ) = min

(a1
T ,...,a

N
T )

{
CΣ
T

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)}
.
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By Lemma 5.2, we know that CΣ
T

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
is increasing in

(α1
t , . . . , α

N
t ) ∈ RN+ for a fixed (a1

t , . . . , a
N
t ). Since VT (α1

T , . . . , α
N
T ) is the minimum

of CΣ
T

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
, we have that VT (α1

T , . . . , α
N
T ) is increasing in

(α1
T , . . . , α

N
T ).

Now, for induction hypothesis assume Vt+1(α1
t+1, . . . , α

N
t+1) is increasing in (α1

t+1, . . . , α
N
t+1)

for 1 < t+ 1 ≤ T . We have:

Vt(α
1
t , . . . , α

N
t )

= min
(a1
t ,...,a

N
t )

{
CΣ
t

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
+Wt+1

(
α1
t (1− a1

t ), . . . , α
N
t (1− aNt )

))}

= min
(a1
t ,...,a

N
t )

{ N∑
n=1

cena
n
t + C̃t(ᾱ

Σ
t ) +Wt+1

(
α1
t (1− a1

t ), . . . , α
N
t (1− aNt )

)}
,

where Wt+1(ᾱ1
t , . . . , ᾱ

N
t ) follows from Definition 5.2. As already proved in Lemma 5.2,

C̃t(ᾱ
Σ
t ) is increasing in (α1

t , . . . , α
N
t ) for fixed (a1

t , . . . , a
N
t ). Note thatWt+1(ᾱ1

t , . . . , ᾱ
N
t )

is the expectation of Vt+1(S̃1
t (ᾱ1

t ), . . . , S̃
N
t (ᾱNt )) over (S̃1

t (ᾱ1
t ), . . . , S̃

N
t (ᾱNt )), and

Vt+1(α1
t , . . . , α

N
t ) is increasing by induction hypothesis so it is relatively straight-

forward to see that Wt+1(ᾱ1
t , . . . , ᾱ

N
t ) is also increasing in (ᾱ1

t , . . . , ᾱ
N
t ), by Lemma 1

which states that {S̃nt (ᾱnt )|ᾱnt ∈ R+} ∈SICX for ∀ n ∈ F . Hence, we have the term∑N
n=1 c

e
na

n
t + C̃t(ᾱ

Σ
t )) +Wt+1(ᾱ1

t , . . . , ᾱ
N
t ) inside the minimum operator increasing in

(α1
t , . . . , α

N
t ) ∈ RN+ . Then we have Vt(α

1
t , . . . , α

N
t ) increasing in (α1

t , . . . , α
N
t ). 2

Proof of Lemma 5.3

Proof: We first prove for 1 ≤ t < T , the proof of t = T goes likewise. For
1 ≤ t < T , with (a1

t , . . . , a
N
t ) = (1, . . . , 1) as the optimal action for state (α1

t , . . . , α
N
t ),

we have:

Vt(α
1
t , . . . , α

N
t ) = gt

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
=

N∑
n=1

cen

For an arbitrary action (â1
t , . . . , â

N
t ) 6= (1, . . . , 1), we have the cost of taking it in state

(α1
t , . . . , α

N
t ) as:

gt

(
(α1
t , . . . , α

N
t ), (â1

t , . . . , â
N
t )

)
=

N∑
n=1

cenâ
n
t + C̃t(

N∑
n=1

(1− ânt )αnt )

+Wt+1

(
((1− â1

t )α̂
1
t ), . . . , ((1− âNt )α̂Nt )

)
.
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Taking the difference between the costs of taking action (â1
t , . . . , â

N
t ) and (a1

t , . . . , a
N
t )

for state (α1
t , . . . , α

N
t ), we have:

gt

(
(α1
t , . . . , α

N
t ), (â1

t , . . . , â
N
t )

)
− gt

(
(α1
t , . . . , α

N
t ), (a1

t , . . . , a
N
t )

)
=

N∑
n=1

cenâ
n
t −

N∑
n=1

cen

+ C̃t(

N∑
n=1

(1− ânt )αnt ) +Wt+1

(
((1− â1

t )α
1
t ), . . . , ((1− âNt )αNt )

)
≥ 0. (5.7)

Now, consider some (α̂1
t , . . . , α̂

N
t ) > (α1

t , . . . , α
N
t ). It holds that gt

(
(α̂1
t , . . . , α̂

N
t ),

(â1
t , . . . , â

N
t )

)
− gt

(
(α̂1
t , . . . , α̂

N
t ), (a1

t , . . . , a
N
t )

)
is increasing, which indicates that

(a1
t , . . . , a

N
t ) is still the optimal policy for state (α̂1

t , . . . , α̂
N
t ). 2

Proof of Lemma 5.4

Proof: Without loss of generality, assume n = 1 is the increasing dimension in
F . Given that for state (α1

t , α
2
t , . . . , α

N
t ) the optimal action is (1, a2

t , . . . , a
N
t ). By

Definition 5.2 and (5.3), we have:

Vt(α
1
t , α

2
t , . . . , α

N
t ) = gt

(
(α1
t , α

2
t , . . . , α

N
t ), (1, a2

t , . . . , a
N
t )

)
= ce1 +

N∑
n=2

cena
n
t + C̃t(

N∑
n=2

(1− ant )αnt )

+Wt+1

(
0, ((1− a2

t )α
2
t ), . . . , ((1− aNt )αNt )

)
. (5.8)

Now, consider another state (α̂1
t , α̂

2
t , . . . , α̂

N
t ) satisfying α̂1

t > α1
t and α̂mt = αmt

(m ∈ F and m 6= n). That is, (α̂1
t , α̂

2
t , . . . , α̂

N
t ) = (α̂1

t , α
2
t , . . . , α

N
t ). Given

that (α̂1
t , α

2
t , . . . , α

N
t ) > (α1

t , α
2
t , . . . , α

N
t ), by Theorem 5.1, V (α̂1

t , α
2
t , . . . , α

N
t ) ≥

V (α1
t , α

2
t , . . . , α

N
t ). The cost for state (α̂1

t , α
2
t , . . . , α

N
t ) by taking action (1, a2

t , . . . , a
N
t )

is:

gt

(
(α̂1
t , α

2
t , . . . , α

N
t ), (1, a2

t , . . . , a
N
t )

)
= ce1 +

N∑
n=2

cena
n
t + C̃t(

N∑
n=2

(1− ant )αnt )

+Wt+1

(
0, ((1− a2

t )α
2
t ), . . . , ((1− aNt )αNt )

)
= Vt(α

1
t , α

2
t , . . . , α

N
t ). (5.9)
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Hence, gt

(
(α̂1
t , α

2
t , . . . , α

N
t ), (1, a2

t , . . . , a
N
t )

)
is the minimal cost for state (α̂1

t , α
2
t , . . . , α

N
t )

and action (1, a2
t , . . . , a

N
t ) is the related optimal action. 2

Proof of Theorem 5.2

Proof: We first give the proof of the two-dimensional case for (5.5):

Vt(α
1
t , α

2
t ) ≥ Vt(α1

t , 0) + Vt(0, α
2
t ). (5.10)

We prove (5.10) by induction. We first prove the base case for t = T . When the system
is at state (α1

T , α
2
T ), for each dimension αnT with n ∈ F , the OEM has two actions to

choose from: removing it or keeping it. It is trivial to see that when the state equals
to 0 in certain dimensions, it is always optimal to do nothing in those dimensions.
Suppose the optimal action taken on state (α1

T , α
2
T ) is a = (a1

T , a
2
T ), that is, for each

dimension in the state, αnT with n ∈ F , the optimal action taken is anT . Then for state
(α1
T , 0) and (0, α2

T ), the OEM can follow state (α1
T , α

2
T ), by taking the same action

anT on dimension αnT and doing nothing to the dimension where the state value equals
to 0. That is, action (a1

T , 0) and (0, a2
T ). Recall that gt((α

1
T , α

2
T ), (a1

T , a
2
T )) is the cost

for taking action (a1
T , a

2
T ) for state (α1

T , α
2
T ). According to (5.4) and (5.3), we find:

gT

(
(α1
T , 0), (a1

T , 0)

)
= CΣ

T

(
(α1
T , 0), (a1

T , 0)

)
= ce1a

1
T + C̃T (α1

T )

gT

(
(0, α2

T ), (0, a2)

)
= CΣ

T

(
(0, α2

T ), (0, a2
T )

)
= ce2a

2
T + C̃T (α2

T )

VT (α1
T , α

2
T ) = CΣ

T

(
(α1
T , α

2
T ), (a1

T , a
2
T )

)
= ce1a

1
T + ce2a

2
T + C̃T (α1

T + α2
T )

Recall that C̃t(α) is an increasing and convex function on α ∈ R+, we immediately
got:

VT (α1
T , α

2
T ) = gT

(
(α1
T , 0), (a1

T , 0)

)
+ gT

(
(0, α2

T ), (0, a2
T )

)
≥ VT (α1

T , 0) + VT (0, α2
T )

Here, the inequality follows because VT (α1
T , 0) and VT (0, α2

T ) are the minimal costs
for state (α1

T , 0) and (0, α2
T ) by taking the optimal actions. Then we have (5.10) holds

for t = T . Now, assume (5.10) holds for 1 ≤ t+ 1 < T , that is:

Vt+1(α1
t+1, α

2
t+1) ≥ Vt+1(α1

t+1, 0) + Vt+1(0, α2
t+1)

⇔ Vt+1(α1
t+1, α

2
t+1)− Vt+1(α1

t+1, 0)− Vt+1(0, α2
t+1) ≥ 0

Now, we take the expectation of Vt+1(α1
t+1, α

2
t+1)−Vt+1(α1

t+1, 0)−Vt+1(0, α2
t+1) over

(S̃t(α
1
t ), S̃t(α

2
t )), by Definition 5.2 and Lemma 5.1, we obtain

Wt+1(α1
t , α

2
t )−Wt+1(α1

t , 0)−Wt+1(0, α2
t ) ≥ 0

⇔ Wt+1(α1
t , α

2
t ) ≥Wt+1(α1

t , 0) +Wt+1(0, α2
t ).
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Now we prove (5.10) holds for t. Suppose the optimal action taken for state (α1
t , α

2
t )

is (a1
t , a

2
t ), we have:

Vt(α
1
t , α

2
t ) = CΣ

t

(
(α1
t , α

2
t ), (a

1
t , a

2
t )

)
+Wt+1

(
((1− a1

t )α
1
t ), ((1− a2

t )α
2
t )

)
gt

(
(α1
t , 0), (a1

t , 0)

)
= CΣ

t

(
(α1
t , 0), (a1

t , 0)

)
+Wt+1

(
((1− a1

t )α
1
t ), 0

)
gt

(
(0, α2

t ), (0, a
2
t )

)
= CΣ

t

(
(0, α2

t ), (0, a
2
t )

)
+Wt+1

(
0, ((1− a2

t )α
2
t )

)
.

For t = T , we already showed that CΣ
t

(
(α1
t , α

2
t ), (a

1
t , a

2
t )

)
≥ CΣ

t

(
(α1
t , 0), (a1

t , 0)

)
+

CΣ
t

(
(0, α2

t ), (0, a
2
t )

)
, and this argument also holds for other t. Then given our

induction hypothesis, we have:

Vt(α
1
t , α

2
t ) ≥ gt

(
(α1
t , 0), (a1

t , 0)

)
+ gt

(
(0, α2

t ), (0, a
2
t )

)
≥ Vt(α1

t , 0) + Vt(0, α
2
t ).

Thus, we have (5.10) holds in general. It is relatively straightforward to extend the
proof of (5.10) into the multidimensional case in (5.5).

2

Proof of Corollary 5.1

Proof: We give the proof for the two-dimensional case. Given that the optimal
action (a1

t , a
2
t ) = (1, 1) for state (α1

t , α
2
t ) is to remove both failure modes, we have

gt

(
(α1
t , α

2
t ), (0, 1)

)
≥ gt

(
(α1
t , α

2
t ), (1, 1)

)
. Then we get:

ce2 + C̃t(α
1
t ) +Wt+1(α1

t , 0) ≥ ce1 + ce2 ⇔ C̃t(α
1
t ) +Wt+1(α1

t , 0) ≥ ce1. (5.11)

For state (α̂1
t , α̂

2
t ), without loss of generality, assume α̂1

t ≥ α1
t . The related costs of

taking different actions at state (α̂1
t , α̂

2
t ) are given as follows:

(a) gt

(
(α̂1
t , α̂

2
t ), (1, 1)

)
= ce1 + ce2

(b) gt

(
(α̂1
t , α̂

2
t ), (0, 1)

)
= ce2 + C̃t(α̂

1
t ) +Wt+1(α̂1

t , 0)

(c) gt

(
(α̂1
t , α̂

2
t ), (1, 0)

)
= ce1 + C̃t(α̂

2
t ) +Wt+1(0, α̂2

t )

(d) gt

(
(α̂1
t , α̂

2
t ), (0, 0)

)
= C̃t(α̂

1
t + α̂2

t ) +Wt+1(α̂1
t , α̂

2
t )
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We will show that (b)− (a) ≥ 0 and (d)− (c) ≥ 0. First, we have:

(b) = gt

(
(α̂1
t , α̂

2
t ), (0, 1)

)
≥ gt

(
(α1
t , α

2
t ), (0, 1)

)
≥ gt

(
(α1
t , α

2
t ), (1, 1)

)
= gt

(
(α̂1
t , α̂

2
t ), (1, 1)

)
= (a)

Here, the first inequality is by α̂1
t ≥ α1

t , C̃t(
∑N
n=1 α

n
t ) is increasing in (α1

t , . . . , α
N
t )

and Theorem 5.1. The second inequality follows because action (1, 1) is the optimal

action for state (α1
t , α

2
t ), gt

(
(α1
t , α

2
t ), (1, 1)

)
is the minimal cost for state (α1

t , α
2
t ).

The equality is by gt

(
(α1
t , α

2
t ), (1, 1)

)
= gt

(
(α̂1
t , α̂

2
t ), (1, 1)

)
= ce1 + ce2. That is, the

action of keeping failure mode 1 and removing failure mode 2 is less optimal than
the action of removing both failure modes at state (α̂1

t , α̂
2
t ) ((b) − (a) ≥ 0). By

monotonicity and convexity properties of C̃t(
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t ) and Theorem 5.2, we have:
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Given α̂1
t ≥ α1

t and (5.11), we have: C̃t(α̂
1
t )+Wt+1(α̂1

t , 0)−ce1 ≥ 0. That is, taking the
action of keeping both failure modes is less optimal than taking the action of removing
failure mode 1 and keeping failure mode 2 ((d)− (c) ≥ 0). Hence, for 1 ≤ t < T it is
always optimal to remove failure 1. It is trivial to see that the same holds for t = T .
This result can be extended to the general dimensional case similarly. 2





Chapter 6

Conclusion

6.1. Main results

In this thesis, we studied the reliability optimization and optimal redesign/reliability
improvement decisions of manufacturing companies operating in the capital goods
industry. We conducted our studies within the context of a performance-based
contract (PBC). This service contract distinguishes our models from the existing
reliability optimization and redesign/reliability improvement models in the literature.
Based on a PBC, all the optimization models in this thesis minimize the life cycle
cost (LCC) of a system or multiple systems. According to the PBC, the incentives of
the customers and manufacturers of capital goods are aligned by adding the penalty
cost and bonus in the LCC. In all our models, a penalty cost is paid by the OEM
to its customers when the total downtime of the capital goods exceeds the threshold
downtime specified in the PBC. When the total downtime of the capital goods is
less than the threshold downtime, the OEM receives a bonus from its customers. The
bonus and penalty costs are proportional to the difference between the total downtime
and the threshold downtime.

Another perspective that distinguishes our models from the existing literature is that
we considered different types of uncertainty for the component and system reliability
levels. More specifically, we studied

• the uncertainty originating from the number of failures per component under a
given design with a given failure rate;

• the uncertainty originating from the randomly distributed failure rates with
known distribution parameters;

• the uncertainty originating from the randomly distributed failure rates with
unknown distribution parameters.
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We included the first and second types of uncertainty in Chapter 2, the first type of
uncertainty in Chapter 3, and the first and third types of uncertainty in Chapters 4
and 5.

The topics of this thesis can be grouped into two main research streams:

1. reliability optimization (Chapters 2 and 3) and

2. redesign/reliability improvement decisions (Chapters 4 and 5).

In Chapters 2 and 3, we found the optimal static reliability level for each component in
multi-component serial systems. The reliability levels are optimized during the system
design phase and they remain the same throughout the life cycle of the systems. In
Chapter 2, a single system is considered. Each component in the system has several
design alternatives and each design alternative has its own uncertain failure rate and
cost parameters (acquisition and repair costs). In Chapter 3, we considered a group
of identical systems. The failure rate of each component in the system is chosen from
a given interval with different cost parameters (production, design and repair costs).
In Chapters 4 and 5, we found the optimal dynamic redesign policy for a system with
uncertain failure rate during the exploration phase. In Chapter 4, we supported the
redesign decision on a strategical level by deciding the overall redesign investment.
In Chapter 5, we supported the redesign decision on a tactical level by finding the
optimal distribution of the redesign investment.

In addition to contributing to the literature on reliability optimization and reliability
improvement decisions, this thesis provides models and practical insights that can be
easily applied and understood by practitioners in multiple different industries. The
inclusion of aspects like PBC, LCC, multiple sub-contracting periods and failure rate
uncertainty brings our models close to real world problems. Next, we summarize our
main findings per chapter of the thesis.

In Chapter 2, we studied the system reliability design problem under uncertain
component reliability. There is a single serial system with multiple critical compo-
nents. The OEM aims to select a design for each critical component from a set
of design alternatives so that the LCC is minimized. Each design alternative for
a given component has its uncertain failure rate described by a distribution and
its cost parameters. In addition to the stochastic failure rate, we considered the
stochastic nature of the number of failures during a service contract period, and
the stochastic repair times. We rely on an evaluation based optimization model for
finding the best design alternatives. We avoided long computational times through an
approximate evaluation method that takes all uncertainties into account. We showed
that this method:(i) gives fast and accurate approximations for the total cost under
a given design; (ii) works well in combination with enumeration for the reliability
design problem for which close-to-optimal solutions are generated. We conducted a
numerical experiment and analyzed the close-to-optimal solutions. We summarize our
managerial insights as follows:



6.1 Main results 107

• the expensive designs of components are more often chosen when: (i) the
threshold downtime decreases; (ii) the differences in acquisition cost between
the expensive and cheap design decrease; (iii) the differences in expected failure
rates between the cheap and expensive design increase; (iv) the penalty cost
rate increases and (v) the coefficient of variation of the failure rate distribution
increases;

• the close-to-optimal LCC increases when: (i) the threshold downtime decreases;
(ii) the acquisition costs for expensive designs increase; (iii) the failure rates
for all designs increase; (iv) the penalty cost factor rate increases and (v) the
coefficient of variation of the failure rate distribution increases.

In Chapter 3, unlike in Chapter 2 in which we studied a contract period with a
given total downtime threshold, the contract period is divided into several subperiods
with a threshold downtime for each subperiod. In Chapter 2, we studied the reliability
optimization problem for a single system while in Chapter 3, the OEM designs a group
of identical systems. Hence, in Chapter 3, we developed a reliability optimization
model for identical multi-component systems. We derived the analytical properties of
the cost functions and found the optimal component reliability levels that minimize
the net present value of LCC. We summarize our main insights as follows:

• for a given division of subperiods, there exists one or more global optimal
divisions for the total threshold downtime into subperiod threshold downtimes;

• for a given reliability range of each critical component in the system, there exists
a single optimal component reliability level to minimize the LCC;

• with the failure rates unchanged, penalty cost is increasing in the number of the
subperiods;

• the optimal proportion of the downtime threshold allocated to the first
subperiod is increasing in the discount factor.

In Chapter 4, we considered a newly developed system with an uncertain failure
rate estimate. The service contract period is divided into several periods each of
which has a predetermined threshold downtime. At the beginning of each period the
manufacturer needs to decide whether and how much to invest in redesign. To better
support this decision, the manufacturer gathers system failure data at the operator as
part of the PBC, and uses this data to refine the failure rate estimate. We formulated
an MDP model for optimizing the manufacturer’s redesign investment decision. We
introduced two approaches for redesign and derived analytical results for both of
them.

• For the additive redesign model where the investment roughly determines the
absolute failure rate reduction, we proved that for each period there exists a
threshold failure rate estimate above which it is optimal to invest in the redesign.
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• For the multiplicative redesign model where a fixed investment yields a failure
rate reduction that finds reported substantial cost benefits. Our numerical
results showed that the failure rate reduction by the multiplicative redesign is
roughly proportional to the total failure rate, we conjectured that a slightly
different approach can still achieve the threshold-type result.

Our numerical results showed that for the multiplicative redesign, if the proportion of
the expected failure rate removed by the redesign increases, the thresholds decrease in
each decision period and there are more partial redesign decisions. We also compared
the dynamic policy with a static policy that optimized the initial design only and
reported substantial cost benefits. We observed on average a 10% cost reduction
under the dynamic policy. Furthermore, we observed that the cost reductions are
increasing when:

• the proportion of the expected failure rate removed by the redesign increases;

• the expected failure rate increases;

• the redesigns become relatively cheaper and

• the relative downtime threshold for penalty cost increases.

In Chapter 4, we considered the total failure rate of a system as a whole and developed
a model to decide whether a redesign should be conducted. In Chapter 5, we
extended the model of Chapter 4 by considering the multiplicative failure modes and
developed a model to decide how to distribute the redesign investment among different
failure modes. Similar to Chapter 4, the manufacturer updates his knowledge on the
failure rate of each failure mode by using the Bayesian technique. We formulated an
MDP model to support the manufacturer’s redesign investment decision.

We proved the theoretical properties of the costs and the structure of the optimal
policy. We showed that an increase in the expected failure rate causes:

• an increase in the probability of having more failures;

• the total expected cost per period;

• the total expected cost in the remaining periods.

We prove the optimality of a threshold-like policy. The structural properties of the
optimal policy allowed us to divide the decision space into three regions: the full
redesign region where it is optimal to remove all the failure modes, the partial redesign
region where it is optimal to remove some of the failure modes and the no redesign
region where it is optimal to have no redesign. Furthermore, we derived structural
properties with respect to different regions:
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• when the optimal policy is full redesign, it remains the same if the expected
failure rates increase for all failure modes;

• when the optimal policy is a partial redesign, it remains the same if the expected
failure rate of the removed failure mode increases and the expected failure rate
of other modes remain unchanged.

By applying our theoretical results to the two failure mode case, we showed that the
regions mentioned above are divided by certain thresholds of the expected system
failure rate. Furthermore, we showed that there might be a no redesign region in
between partial redesigns. The intuition behind this unexpected result is that when
the expected failure rates of both failure modes increase, while the cost for removing
either failure mode stays the same, it may be optimal to wait and see rather than
having a “wrong” redesign decision.

6.2. Future research directions

Starting from a basic research setup for optimization of system reliability of capital
goods under a PBC with failure rate uncertainties, we studied multiple extensions
throughout this thesis. In this section, we list multiple future research directions.
In this thesis, we assumed that component failure processes are independent. In
practice, multiple components might fail simultaneously due to the same underlying
cause. Hence, one possible future extension is to study the reliability optimization of
systems with dependent component failure processes: the modeling of common-cause
failure modes. With this assumption, epistemic information like the reflection of a
“bad” initial design of certain failure mode to other failure modes can be included
in the model (Troffaes et al., 2014). Another assumption that we made is that once
a failure occurs, the failed component is replaced by another component which is
as good as a new component. In future research, one can relax this assumption by
considering multiple replacement policies like minimal repair and imperfect repair.
We assumed that the failure rate of the component remains the same throughout
the life cycle. Hence, incorporating component degradation into our models can also
be considered as a future extension. Another important aspect of the reliability
optimization problems is the availability of spare parts inventory. Integration of this
aspect into our models would result in a challenging but yet very relevant setup. For
the models in our Chapters 4 and 5, we only considered the redesign when the failure
rate of the system or a certain failure mode exceeds a threshold. In future research, we
might consider an extension that applies a preventive maintenance before the failure
rate exceeds the redesign threshold.
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Summary

Reliability Optimization and System Redesign
under Uncertain Failure Rates

Capital goods are machines or products that are used by manufacturers to produce
end-products and by service organizations to deliver services. Advanced technical
systems such as medical systems, manufacturing systems, and defense systems, are
examples of capital goods that are critical for the operational processes of their
users. System downtime of the capital goods can have serious consequences (e.g.,
millions of euros of reduced production output, extra waiting time of passengers,
failure of military missions). Nowadays, due to the serious consequences of downtime
of capital goods and the difficulty of maintaining the capital goods, it becomes
more and more common that original equipment manufactures (OEMs) are not only
responsible for manufacturing but also for maintaining them, i.e., OEMs take care of
the maintenance to guarantee high system availability levels. The guaranteed system
availability levels are specified in service contracts. Under a service level agreement
on system availability, one of the OEMs’ major concerns is the life cycle costs (LCC)
of the capital good. The LCC is the total cost incurred in the design/development,
production, operation, maintenance, support, and final disposition of a system. The
LCC creates an incentive to make product design decisions such that the required
system availability targets are met against minimal LCCs.

In this thesis, we consider all LCC ingredients that are effected by the reliability of the
system and we develop models to support the OEMs’ static reliability optimization
and dynamic redesign decisions. The reliability decisions are made during the design
phase and the redesign decisions are made during the exploitation phase of the system
life cycle. We consider different types of uncertainty for the component and system
reliability levels. More specifically, we study

• the common uncertainty regarding the number of failures per component in a
contract period under a given design with a given failure rate;

• the uncertainty originating from the randomly distributed failure rates with
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known distribution parameters;

• the uncertainty originating from the randomly distributed failure rates with
unknown distribution parameters.

In what follows we provide a brief summary of the models developed and results
obtained in the thesis.

In Chapter 2, we develop an optimization model to determine the reliability design of
critical components in a serial system. We minimize the LCC by selecting the optimal
design from a set of design alternatives for each critical component in the system. In
the design phase, all possible designs are subject to uncertain component failure rates.
Three types of uncertainty are involved in our model: the uncertainty regarding the
number of failures per component in a contract period under a given design with a
given failure rate; the uncertainty coming from the randomly distributed failure rates;
the uncertainty due to stochastic repair times. To avoid long computational times,
we propose a fast and accurate approximate evaluation method that takes all three
uncertainties into account to calculate the total downtime and the total expected
costs under a given design. Our evaluation method works well in combination with
enumeration for the reliability design problem for which close-to-optimal solutions
are generated. Using this method, we determine the best design for each component.
We determine the conditions under which the expensive designs are preferred to the
cheap designs. In addition, we show how the optimal LCC change with the changes
in the system parameters.

In Chapter 3, we study the reliability optimization problem for a group of identical
serial systems. All systems are sold under a service contract and the contract period
is divided into several subperiods with a threshold downtime for each subperiod. We
propose an exact method to find the optimal reliability level of each component. We
analyze the analytical properties of the cost function and, based on these, we obtain
multiple managerial insights. Firstly, we show that there exists a single optimal
reliability level per component. In addition, we show that for a given division of
subperiods, there exists at least one optimal division for the total threshold downtime
into subperiod threshold downtimes. Furthermore, we prove that the penalty cost is
increasing in the number of subperiods.

In Chapter 4, we propose a Markov Decision Process (MDP) formulation to support
the system redesign decisions of an OEM on a strategic level. The system is subject
to random failures, where the system failure rate is uncertain. In every period the
OEM observes the number of failures and updates his belief on the distribution of the
system failure rate. We develop a model for selecting the optimal redesign investment
level for each period. We introduce two models for redesign: the additive redesign and
the multiplicative redesign. For the additive redesign, we prove that for each period
there exists a threshold failure rate estimate above which it is optimal to invest in
the redesign. For the multiplicative redesign, we conjecture a similar result. Our
numerical results for the multiplicative redesign show that if the proportion of the
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expected failure rate removed by the redesign increases, the thresholds decrease in
each decision period and there are more partial redesign decisions. We compare the
dynamic policy with a static policy that optimizes the initial design only. We observe
on average a 10% cost reduction under the dynamic policy. We also observe that the
cost reduction is effected by the proportion of the expected failure rate removed by
the redesign, the expected failure rate, the redesign and penalty costs.

In Chapter 4, we consider the total failure rate of the system and develop a model to
decide whether a redesign should be conducted or not at the beginning of each period.
In Chapter 5, we extend the model of Chapter 4 by considering multiple failure modes
and we develop a model to decide how to distribute the redesign investment among
different failure modes. Similar to Chapter 4, the manufacturer updates his knowledge
on the failure rate of each failure mode by using the Bayesian technique. We formulate
an MDP and obtain multiple managerial insights. More specifically, we prove that an
increase in the expected failure rate causes; an increase in the probability of having
more failures, the total expected cost per period and the total expected cost in the
remaining periods. We prove the optimality of a threshold-like policy. The structural
properties of the optimal policy allow us to divide the decision space into three regions:
the full redesign region, the partial redesign region and the no redesign region. Under
this division, we prove that when the optimal policy is in the full redesign region, it
stays there if the expected failure rates increase for all failure modes and when the
optimal policy is in the partial redesign region, it stays there if the expected failure
rate of the removed failure mode increases and the expected failure rates of other
modes remain unchanged.
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