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Abstract

Most of today’s business processes have been digitalized, and immense amounts of
event data are recorded across different application domains ranging from healthcare
and social media to logistics and finance. Process mining is a research field that aims
to analyze these event data, collected in the form of event logs, to derive diagnostics
and gain valuable insights into process behavior. The results can be used to improve
process performance and compliance. Two main tasks of process mining are (1) to
discover a process model from the input event log to understand the process behavior,
known as process discovery, and (2) to check the compliance of recorded behavior
against the prescribed process descriptions, known as conformance checking. Over the
last two decades many process mining techniques have been proposed and evaluated
in various case studies. The abundance of commercial process mining tools illustrates
the uptake of process mining.

However, the many real-life applications of process mining have also shown that,
in flexible environments, real-life event data of processes may have quality problems.
For instance:

• The individual events could be untrustworthy, due to manually recording, be
duplicated by multiple users involved, or be not recorded due to system imple-
mentation errors.

• The total ordering (causal relations) of events based on their timestamps may be
untrustworthy due to coarse-grained timestamps, or again manual recordings.

• The process behavior exhibited by the input event log may be inconclusive, due
to the fact that the log may contain a high variety of process variants.

Existing process mining techniques have difficulties when facing event logs with
such quality problems. Moreover, little research has been conducted on (1) the un-
derstanding of these data quality issues of event logs and (2) techniques for handling
these data quality issues that are effective for process mining techniques.
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In this dissertation, we first investigate the aforementioned quality issues and pro-
pose a simple conceptual framework in Chapter 3 for helping practitioners to position
and diagnose such log quality issues.

To design approaches that handle the log quality issues more systematically, we
define and exploit the concept of behavioral context of events, i.e., behavioral patterns
that surround an event in the event log. Using this concept, we investigate the notion
of similar and dissimilar behavior, where similar behavior is considered as the events
that occurred in a similar behavioral context. Built on this notion of similarity, we
provide techniques for log quality problems and reuse them for tackling other prob-
lems such as deviation detection. The four techniques proposed in this dissertation
are:

• A semi-supervised log pattern detection approach with log visualization technique
(in Chapter 4) to visualize traces of events and their contextual information,
allowing the user to interactively detect and explore behavioral patterns.

• A trace clustering algorithm (in Chapter 5) to cluster traces based on behavioral
similarity to find process variants and improve log conclusiveness.

• A label refinement approach (in Chapter 6) to refine the labels of events of similar
traces to discover and explore models of high precision.

• A deviation detection approach (in Chapter 7) to detect the outliers that occurred
in infrequent and dissimilar contexts, to extract deviating patterns in a log and
to explore them.

A key characteristic of the concepts and techniques proposed in this dissertation is
that they are not limit to event data represented as sequential logs, but also consider
event data represented by partial orders of events. Taking partial orders as a starting
point helps the techniques to obtain more accurate results and insights.

The techniques presented in this dissertation have been evaluated in controlled
experiments using artificial event logs as well as through case studies using real-
life event logs. The results show that our techniques help the user to preprocess
event data into event logs of higher quality and gain insights into process behavior.
Moreover, the results shows also that our techniques help existing process mining
approaches to obtain process models of higher quality. The implementations of these
techniques are publicly available as packages of the ProM framework. This way the
work can be used in conjunction with hundreds of complementary process mining
techniques.
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Chapter 1
Introduction

Process mining aims to analyze event data of business processes to gain valuable in-
sights into actual process executions, such as the detection of important variants and
deviations occurring in reality. However, the quality of the recorded event data has
a high impact on the correctness and accuracy of the insights and recommendations
obtained for process improvements.

Currently, many process mining techniques assume that the recorded events are
accurate and precise and that the events are executed in the same context in the pro-
cess. In this introduction, we will show that this assumption of the quality of event
data and the unawareness of contexts of events lead to many problems when analyz-
ing real-life event data with existing techniques. Here, we first briefly present process
mining and the problem of discovering process models from event logs in general.
We then illustrate the issue of discovering over-generalized or overly-complex mod-
els, the inability to handle high variety of behavior, and two other problems. Based
on these problems, we listed six research questions regarding quality assessment, data
exploration, and data preprocessing.

In the remainder of this thesis, we investigate these six research problems and
show that by exploiting the behavioral context of events using partial orders, we can
tackle these research problems and obtain more accurate and valuable insights into
process behavior.



2 Introduction

In this chapter, we start with an introduction to event data and process mining in
Section 1.1. We then explain the challenges regarding log quality issues and the un-
awareness of the context of events in Section 1.2. We define the research problems
addressed in this thesis and present an outline of the approaches in Section 1.3. Fi-
nally, we list our contributions and outline the structure of the thesis in Section 1.4.

1.1 Processes, Event data, and Process Mining

A business process describes a set of activities organized in a particular order, to deliver
a certain output. For example, when a patient enters a hospital, his or her treatment
follows a certain process. When a customer orders goods at an online retailer, the
retailer follows a particular process to deliver these goods. When an applicant applies
for a loan from a bank, the bank starts a predefined process to assess this application.

Event Data and Event Log

Nowadays, business processes are increasingly executed using information systems
and mobile devices, enabling the recording of a tremendous amount of event data.
Such event data provide information related to the executions of these processes, such
as who did what, when, and where, and much more additional information. This type
of event data can be recorded in the form of event logs [100].

An event log typically refers to a collection of events, each of which is recorded
when executing an activity in a process. These events are grouped by cases, also
called process instances. For instance, in a hospital, each patient could be a case,
which follows a treatment process; in a bank, each application for a mortgage loan
could be considered as a case. The sequence of the events related to a particular
case is called a trace. For example, Table 1.1 shows a snippet of an event log of a
healthcare process. Each row records an event executed, which contains information
such as the event id, the patient id, the activity, the timestamps, the resource (e.g.,
the doctor, the nurse, etc.), and some additional attributes regarding the event. If we
consider each patient as a case, then the events can be grouped by patients, and six
traces are shown.

Business process event logs are in some sense an idealized view on event data.
Event data is generally considered as a collection of events with additional information
related to these events. Such events could be at a very low level, such as signals
sent by a device, without referring to any high level activity. To derive insights into
business processes, the raw event data need to be transformed into an event log.
Many methods [75] have been proposed. In the remainder of this thesis, we assume
that the raw event data have already been transformed into an event log, and we will
use the two terms event data and event log interchangeably when referring to event
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logs.

Table 1.1: An example of an event log of a healthcare process

Event Patient Activity Time stamps Resource Location Attr.

1 1001 Registration 22-10-2017 14:15:16 Admin Reception ...
2 1001 Doctor appointment 22-10-2017 14:25:40 Lu Building H ...
3 1001 Lab test 23-10-2017 14:40:28 Lu Lab ...
4 1001 Surgery 23-10-2017 15:03:16 Lu Operation room ...
5 1001 Doctor appointment 23-10-2017 15:15:16 Lu Building H ...

21 1002 Registration 23-10-2017 15:21:40 Admin Reception ...
22 1002 Doctor appointment 24-10-2017 15:34:28 van der Aalst Building H ...
23 1002 Lab test 24-10-2017 16:08:04 van der Aalst Lab ...
24 1002 Surgery 24-10-2017 16:20:04 van der Aalst Operation room ...
31 1003 Registration 25-10-2017 16:42:28 Admin Reception ...
32 1003 Surgery 26-10-2017 16:59:40 Fahland Operation room ...
33 1003 Doctor appointment 26-10-2017 17:06:04 Fahland Building F ...
41 1004 Doctor appointment 27-10-2017 17:21:40 Nurse Reception ...
42 1004 Registration 27-10-2017 17:45:40 Fahland Lab ...
43 1004 Lab test 28-10-2017 18:17:16 Fahland Lab ...
44 1004 Surgery 28-10-2017 18:48:28 Fahland Lab ...
45 1004 Surgery 28-10-2017 19:19:40 Fahland Building F ...
46 1005 Doctor appointment 28-10-2017 19:21:16 Fahland Building F ...
51 1005 Registration 29-10-2017 19:28:04 Admin Operation room ...
52 1005 Coloscopy 29-10-2017 19:48:04 van der Aalst Lab ...
53 1005 Lab test 30-10-2017 20:13:40 van der Aalst Operation room ...
54 1005 MRI 30-10-2017 20:38:52 van der Aalst Operation room ...
55 1005 Doctor appointment 31-10-2017 21:10:52 van der Aalst Building F ...
61 1006 Coloscopy 1-11-2017 21:34:28 Lu Lab ...
62 1006 Lab test 1-11-2017 22:04:52 Lu Lab ...
63 1006 Doctor appointment 1-11-2017 22:17:40 Lu Lab ...
64 1006 Registration 1-11-2017 22:30:04 Lu Lab ...
65 1006 MRI 2-11-2017 22:49:40 Lu Lab ...
... ... ... ... ... ... ...

Process Mining

The analysis of event data aims at the understanding of how processes are executed
in reality [100]. Consequently, such analysis provides valuable insights into and rec-
ommendations on how to improve a business process in terms of performance and
compliance. A set of techniques that aims to analyze event data and achieve this
objective is known as process mining [100].

Process mining techniques mainly focus on the following three tasks, as shown
in Figure 1.1:

• process discovery: the discovery and learning of an accurate process model that
describes the observed execution behavior in event data and represents the busi-
ness process executed;
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Figure 1.1: An overview of process mining projects where the focus of process mining tech-
niques are process discovery, conformance checking, and process enhancement.

• conformance checking: the conformance and compliance checking between the
execution behavior and the prescribed behavior of a normative process model;

• process enhancement: the enhancement of processes to provide additional diag-
nostics for deriving recommendations for process improvements.

For instance, taking the first three traces in the log listed in Table 1.1, a process dis-
covery algorithm may construct a process model shown in Figure 1.2. Such a process
model comprises a set of activities and their causal relations towards other activities,
deduced by the discovery algorithm from the observed behavior in the event log. For
example, the Registration events have only been seen at the beginning of the process,
therefore, the algorithm deduces that the Registration activity is performed at the start
of the process and places the activity accordingly in the model. The discovered pro-
cess model typically represents the main flow [100, Chap. 7] and can then be used
for many purposes, such as conformance checking, performance analysis, bottleneck
identification, or communication between different stakeholders. Figure 1.3 shows
an example of checking the conformance of the fourth trace of Table 1.1 (Patient
1004) to the model of Figure 1.2. Process discovery can also discover more complex
structures. The model in Figure 1.5 describes the entire log of Table 1.1.

Process Mining in Practice

Process mining techniques have been applied in practice as documented in many case
studies and have helped to obtain many valuable insights [97, 106]. Case studies
have shown that process mining is most valuable when analyzing the event data of
processes that operate in flexible environments (such as healthcare) [15, 16, 18, 72,
76, 96]. However, such real-life event data are also challenging and complex, leading
to many issues.
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MRI
Reg Lab testColonsc.

Doc. app.

Lab testDoc. app. Surgery Doc. app.Reg

Deviation?

Doc. app.Surgery

SurgeryReg Lab testDoc. app.

Reg

SurgeryReg Lab testDoc. app. Doc. app.

SurgeryReg Lab testDoc. app. Doc. app.Surgery

𝜎1

𝜎2

𝜎3

𝜎4

𝑒1 𝑒2 𝑒3 𝑒4 𝑒5

𝑒21 𝑒22 𝑒23 𝑒24

𝑒31 𝑒32 𝑒33

𝑒41 𝑒42 𝑒43 𝑒44 𝑒45 𝑒46

Deviation? Deviation?

Process 
discovery

Conformance 
checking

Figure 1.3: An example of conformance checking with three possible deviations tagged.

To successfully analyze such complex event data, the importance of data qual-
ity assessment, data exploration, and data preprocessing has repeatedly been reported
in the case studies [76, 96, 97, 106]. However, much less research has been con-
ducted related to these areas. More specifically, systematic approaches, guidelines,
and integrated tools for these three tasks are missing. The existing process discov-
ery and conformance checking approaches typically skip this pre-analysis preparation
and assume a reliable, accurate event log where all events occur in the same context
as shown in Figure 1.1, whereas in real-life processes, events may occur in different
contexts and may be recorded inaccurately. This lack of systematic support leads to
much manual, ad-hoc work to preprocess event data in practice, hindering analysts
in obtaining high-quality process models and valuable insights.

In this thesis, we focus on these three tasks and present related approaches. In the
following, we discuss the problem of data quality and event context more in detail.

1.2 Events, Quality and Context

Data quality and contextual information have been recognized as important factors
for high-quality analysis results in many related fields [1, 12, 13, 54, 110]. However,
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little research has been conducted into the role of these two factors in process mining
and their effect on the mining techniques. In the following, we first discuss these
two factors and form the concepts and their importance using an analogy to health-
care, where we compare event data to X-ray scans of patients. We then explain the
problems faced by the process mining techniques regarding these two factors using a
running example.

Data Quality of Event Logs

As process mining techniques heavily rely on event data to derive valuable insights,
inaccurate event data may lead to inaccurate results, which leads to incorrect recom-
mendations and may cause damages [95, 97, 106]. Therefore, the quality of event
data and the accuracy of results are highly important.

Let us consider an analogy between event data and an X-ray scan taken for a pa-
tient. The X-ray scan is being examined and diagnosed by a doctor. Only when the
X-ray scan is of high quality, the doctor can derive accurate and trustworthy diag-
nostics. If the X-ray scan is of low quality, the doctor will have difficulties to derive
conclusions and recommendations. In the latter case, the conclusions drawn may be
incorrect and untrustworthy, which may lead to selecting the incorrect treatment.

In process mining, the event data are like the X-ray scans, the process analyst is the
doctor, and the process is the patient to be diagnosed and operated on. The quality
of event data would impact the quality of the diagnoses, the operations, the results
and the improvements. As a patient, we can imagine that one would like to have
high-quality medical scans and diagnosis. Nowadays, business processes of organiza-
tions may involve thousands of resources, run across different countries, and impact
millions of revenues. Therefore, having high-quality and accurate recommendations
is essential for business process improvements.

Context of Events

In addition to the data quality, another factor that has a large impact on both the
data quality as well as the mining results is the contextual information of event data.
Using the same analogy, the X-ray scan is taken in a certain context or for a certain
purpose. Depending on the context (purpose), the doctor may and should interpret
the same scan very differently to derive a diagnosis. Being unaware of such a context
would decrease the accuracy of diagnosis. As a result, this unawareness can even
cause incorrect diagnostics and recommendations.

Compared to process mining, this awareness of context can be discussed for each
activity and each event. For example, discovery algorithms infer one context for each
activity (as the causal relations towards other activities) by unifying the contexts of its
observed events. Accurately discovering these contexts thus help to derive accurate
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models and provides high-quality diagnostics.
In this thesis, we consider the behavioral context of events and define this as the

causal relations of an event with respect to other events. We will show that by looking
into only behavioral contexts of events (without additional data), we can already
address many challenges in process mining.

State of the Art - Unique Event Context and Perfect Log?

Many existing process mining techniques [5, 57, 101, 107], for example process dis-
covery algorithms, implicitly make two assumptions about event context and data
quality [30, 56, 95]. Firstly, they assume that each activity only occurs in one “unique”
context. However, it may be that an activity occurs in different contexts while events
of these activities are recorded without distinguishing these different contexts explic-
itly [69]. When the process mining algorithms are unaware or neglect the distinct-
ness of different contexts where the events are observed, they try to harmonize (over-
generalize) all these different contexts into one single, unique context for this activity.
They then describe this activity context using one task node in the process model. For
example, two payment (atomic) events, one at the beginning and one at the end of
a process execution, are considered as the same payment activity. The work in [30]
indicates that out of the 26 discovery algorithms assessed in [30], only 6 algorithms
have some built-in mechanism to handle the problem that the same activity may oc-
cur in different contexts. This one-context-for-one-activity leads to various problems
such as discovering over-generalized models or imprecise performance diagnostics.

Secondly, in addition to assuming a unique context for each activity, current pro-
cess mining techniques also generally assume that these events are recorded correctly
and that there are no outliers. Thus, no events in a log have occurred “out of the unique
context”. However, real-life event data and case studies have repeatedly shown the
contrary: events may be recorded incorrectly, the ordering of events may be untrust-
worthy, and execution behavior may deviate from the normative behavior. Therefore,
the context where an event is recorded may deviate from the intended context or has been
affected by quality issues.

Running Example - Questions to be Considered

The aforementioned two assumptions, having a perfect log and a unique event con-
text, have led to various problems when analyzing real-life event logs. We list the
following four problems as example, which are studied in this thesis, among the oth-
ers that have been found in the literature:

P1) The discovery of over-generalized or overly complex process models [30, 69];
P2) The inability to handle high variety of behavior [31];
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Figure 1.4: The six traces of the event log listed in Table 1.1 visualized using graphs; each
trace represents a patient’s trajectory.

P3) The inability to handle duplicated tasks, which manifest as imprecise event la-
bels [69];

P4) The inability to detect abnormal occurrences of an activity in a deviating con-
text, when no normative process model is available [101].

In the following, we explain these four problems in depth using a simplified running
example. More importantly, we show that when the assumptions made about the log
quality or the distinctness of the contexts of events are changed, the desired solution(s)
to a process mining problem are highly affected.

Taking the event log listed in Table 1.1 that describes six traces, each trace records
a patient’s trajectory through the healthcare process. Figure 1.4 shows a graphical
representation of these six traces. The events in the log only refer to six activities
in the process: Registration (Reg), Doctor appointment (Doc.app.), Lab test, Surgery,
Colonoscopy (Colonsc.), and MRI. However, as observed in Figure 1.4, many of these
activities occurred in very different behavioral contexts (e.g., the Doc.app. events oc-
curred in very distinct locations in the traces and are preceded and succeeded by
distinct activities), and the traces show a high variety of behavior.

Assumptions - Perfect Log and Single Process Variant

First, let us assume that all events have been recorded correctly and belong to a single
process.

Q1) Did the events occur in one context or in different contexts? For instance, we
observe three distinct contexts where Doctor appointment (Doc.app.) occurred: one
before the surgery (e.g., e2 and e22), one after the surgery (e.g., e5 and e46), and one
without any surgery (e.g., e55 and e63). The discovery algorithms which assume one
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Figure 1.5: The Inductive Miner (without filtering) applied on the log in Table 1.1.

Figure 1.6: The Inductive Miner (without filtering) applied on the log in Table 1.1, after
distinguishing the different contexts of Doc. app. and Lab test.

context (e.g., 20 out of 26 reported in [30]) unify these three contexts, put Doc.app.
in a loop, in addition to Surgery. For example, Figure 1.5 shows a process model,
constructed by a discovery algorithm known as the Inductive Miner (IM). However,
if this assumption of one context is incorrect, the discovered process model shown
in Figure 1.5 would be over-generalized (P1). It allows five out of the six activities to
be executed in any order and in any number.

By contrast, we can also be aware of the distinctness of the contexts of the Doc.app.
events and conclude that the three distinct contexts of Doc.app. events are, respec-
tively, pre-surgery appointments, post-surgery appointments, and general consulta-
tion appointments unrelated to any surgery. By distinguishing the behavioral contexts
of events, we already find very different semantics and implications of the events of
the same activity. As a result, we derive a different process model. For example, by
explicitly distinguishing contexts of Doc.app. and Lab test events, the same algorithm
(IM) used before now returns a more precise model, where the Doc.app. activities are
not in a loop, as shown in Figure 1.6.

One reason causing the events of different contexts to be labeled with the same
activity is known as the duplicated task problem: when the same activity occurs at
different stages or branches of the process, a human modeler would use different
nodes in a model (e.g., different transitions in a Petri net) labeled with the same
activity to express different occurrences of an activity in the process. We call each
node labeled with an activity a task. There could be multiple tasks referring to the
same activity. When events are recorded for these tasks, they are assigned with the
same activity, which causes the problems as discussed.

Q2) Are the events that occurred out-of-context deviations? We can also distin-
guish the three contexts where Surgery occurred. For example, we have the Surgery
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events preceded by Doc.app. and Lab test (e.g., e4 and e24 in σ1 and σ2, respectively),
compared to the events that occurred without being preceded by any Doc.app. or
Lab test (e.g., e32 in σ3). In trace σ4, we have the third distinct context where the two
Surgery events (e.g., e44 and e45 in σ4) occurred consecutively. It is unclear whether
the event that occurred in the latter two contexts are deviations or not. Again, most
existing discovery algorithms would simply consider them as referring to the same
Surgery activity and put the Surgery activity in a loop. As a result, the events that
occurred out of context remain undetected. For example, the process model shown
in Figure 1.6, which may be of high quality for Q1, is now less suitable for this con-
formance checking and deviation detection purposes. If we do take the context infor-
mation into account, some of these Surgery events may be detected as an emergency
(e.g., e32) or as deviations (e.g., e45).

Assumptions - Perfect Log and Multiple Process Variants

So far, we have assumed that all traces belong to the same process. What if we revisit
this assumption?

Q3) Are these different process variants? By looking into the context of events, it
may be reasonable to also distinguish the following process variants. The first variant
of traces where a Doc. app. is performed before or after a surgery (i.e., σ1-σ4). The
second variant where a Doc. app. is performed before or after a MRI (i.e., σ5 and σ6).
However, we may also consider other ways of classifying the variants: one contains
the traces that executed a Lab test before or after a surgery (i.e., σ1, σ2, σ4), versus
the ones that executed a MRI after a Lab test. Figure 1.7 illustrates such a clustering
of traces. By exploiting the contextual information of the events in different traces,
we may find different process variants. Furthermore, by revisiting the assumption,
the single process model discovered for the entire log shown in Figure 1.6 has also
become inaccurate.

Assumptions - Imperfect Log and Multiple Process Variants

Finally, we have assumed that the events are recorded correctly. What if we drop this
assumption, and instead, we assume that some events are recorded incorrectly or that
the total ordering of events in traces may be untrustworthy?

Q4) Are the events correctly recorded? For example, if we drop the assumption that
activities are recorded correctly and we know that the Registration may be manually
entered or wrongly recorded (e.g., after the doctor’s appointment). We may conclude
that it always occurs at the beginning of the process. Learning this information from
the log then also changes the process model discovered from this event log. Instead
of considering Registration concurrently with the entire process (see for example the
models in Figure 1.5 and Figure 1.6), the Registration can be placed at the beginning
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Figure 1.7: The event log after making the assumptions explicit, preprocessing events, and
distinguishing event contexts.

MRI
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Lab testDoc. app. Surgery Doc. app.Reg

Variant 1

Variant 2

Figure 1.8: An example of process models discovered using the preprocessed log.

of the process as a start activity (see for example the models in Figure 1.7), and the
late Registration events become untrustworthy, inaccurate deviations.

Same Log, Different Assumptions, Different Results

Altogether, we have shown that by changing the assumptions about the event data
quality or by considering the distinctness of the contexts of events, process mining results
may be changed dramatically. As discussed, a high-quality model made under one
assumption (e.g., for Q2) may be of low quality for another assumption (Q3 or Q4).
Thus, the solution(s) to a process mining problem or the conclusion(s) of a mining
analysis are highly affected (e.g., process discovery) by these assumptions. Making
these assumptions explicit, refining the event log accordingly, we can for example
improve the log quality as illustrated in Figure 1.7. Consequently, we can learn more
accurate insights, for example, obtaining process models of high quality as shown
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Figure 1.9: The Heuristic Miner applied (with the standard settings) on the log in Table 1.1.

in Figure 1.8.

Implicit Assumptions of Existing Process Mining Techniques

Nevertheless, most existing mining approaches often have implicit assumptions about
the data quality and event context. For example, most existing discovery algorithms
simply return a single process model, implicitly assuming that all events are recorded
correctly and recorded in one unique “context” [30, 58, 107]. Filtering techniques
remove infrequent behavior but fail to address the questions Q1-3 [27]. Figure 1.9
and Figure 1.10 show two process models discovered using the Heuristic Miner and
Hybrid ILP Miner, respectively. They focus on the frequent behavior and filter the
infrequent behavior but do not address the questions Q1, Q2 and Q4. The models ob-
tained may show more simple and structured behavior but may be inaccurate. Trace
clustering approaches try to find process variants (for Q2) based on certain criteria
but also implicitly assume all events are recorded correctly [16, 31]. Most deviation
detection approaches, also known as conformance checking, assume a single process
variant and require a normative process model [4, 79, 88]. Furthermore, these ap-
proaches also share the following limitations.

• Static view: most techniques adopt one static view on the log and provide one
solution. However, different assumptions about the log may lead to, for exam-
ple, the discovery of very different models.

• Difficult to use due to the implicit assumptions: this implicitness does not allow
users to verify the assumptions, especially when the assumptions do not hold.

• Omitting infrequent behavior: they only focus on the frequent behavior while
omitting the infrequent (or deviating) behavior. However, analyzing the infre-
quent (or deviating) behavior may provide novel and interesting insights into
process executions, complementing the diagnosis of the main process behavior.

• Missing domain knowledge: they do not have methods to leverage domain
knowledge of a process analyst when such knowledge is available.

Making the user aware of all these implicit assumptions and giving the user sys-
tematic and structured support to (semi-)automatically obtain the models of Fig-
ure 1.8 from the data of Table 1.1 is the objective of this thesis, as we discuss next.
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Figure 1.10: The Hybrid ILP Miner applied (with the standard settings) on the log in Ta-
ble 1.1.

1.3 Research Problems and Approach Outline

The question is, given an event log, when it is unclear which assumptions about the
event log can be made, how do we start? Where do we start? Moreover, if there is
no solution (e.g., process model) that suits different assumptions, would there be an
approach that helps the user to search, explore and find different solutions of high
quality and of interest. In the following, we present the research questions in this
thesis. Figure 1.11 provides a visual overview.

Research Questions

We have illustrated using the running example, that the assumptions about the log
quality and event context may have a large impact on the preprocessing steps and
mining analyses to be conducted. To help the user to assess the log quality and make
the assumptions about the log quality explicit, our first research question focuses on
the following:

RQ1) How to help a user to quickly assess log quality, represent log quality
assumptions explicitly, and link them to subsequent preprocessing or anal-
ysis steps?

Starting with an event log, the aim of RQ1 is to have an approach that helps
the user quickly obtain an explicit assessment of the log quality. Based on the assess-
ment, the user may select a subsequent step to continue with process mining analysis.
In Figure 1.11, the possible situations after the quality assessment are shown in the
gray boxes. In this thesis, we will develop a framework to aid the user in assessing
log quality situations, and we will discuss four of these situations more in depth, each
of which followed by a research question listed in the light blue boxes in Figure 1.11:
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Figure 1.11: An overview of the six research questions studied and five approaches designed
in this thesis.

RQ2) When the quality of the log is unclear or is unknown, or an unsatis-
factory model is discovered: how to explore the log, in order to learn more
accurate process behavior?

RQ3) When the log contains a high variety of behavior: how to find or
rediscover variants of process behavior, in order to discover models of better
quality?

RQ4) When some events in the log have unclear behavioral contexts or
have imprecise labels (caused by duplicated tasks): how to group events
and refine their labels, in order to help existing discovery algorithms to find
better representations?

RQ5) When no normative model is available or discovered, yet the log is of
high quality: how to detect deviating behavior solely from the event log, in
order to obtain insights into process compliance and performance?
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For each of these research questions, the input is an event log. The output, or
the aim, is to have the event log with its quality improved, while preserving as much
behavior as possible (thus no filtering, all behavior retained). More importantly, as the
approaches and discussions to be presented are mainly within the data preprocessing
step and they have a large effect on the subsequent steps such as process discovery
and conformance checking, we evaluate the effectiveness of the data preprocessing
approaches with respect to the process discovery and conformance checking results.

Furthermore, we pose a more fundamental question that is embedded in the pre-
vious research questions.

RQ6) What can be considered as similar and dissimilar behavior? How to
use event contexts to define, compute and assess the similarity and dissimi-
larity between events, in order to help answer the above RQ2-5?

To support the workflow of process mining projects, as shown in Figure 1.1, the
approaches to be proposed in this thesis are also subject to the following four require-
ments, which address the four limitations of existing approaches:

(i) to support the user to start analyzing an event log without any apriori knowl-
edge of the data quality problems;

(ii) to be explorative and interactive, supporting the user to discover different rep-
resentations of an event log;

(iii) to preserve as much behavior in the log as possible, allowing the user to explore
both frequent (conforming) and infrequent (deviating) behavior;

(iv) to have methods to leverage domain knowledge if it is available, and to com-
plement with automated methods if it is not.

We show that the detection and exploitation of the similarity of events based on
their behavioral context in a systematic way allow to address these research questions
and overcome the log quality issues.

Outline of Approaches - Exploiting Event Context

Following the overview of process mining tasks shown in Figure 1.1, we introduce the
five approaches that are proposed in this thesis for each of the five research questions
RQ1-5. We place them in the context of the process mining tasks where Figure 1.12
provides a detailed overview. Moreover, we present two core-techniques for research
question RQ6.

For the first research question regarding log quality assessment (RQ1), we present
a light-weighted conceptual framework in Chapter 3 to help the users to quickly assess
their view on the log quality, make their assumptions about the log quality explicit,
and identify possible log quality issues. We consider quickly as simply filling in a small
table based on the domain knowledge of the user or the knowledge acquired during
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Figure 1.12: A detailed scope of the process mining project life-cycle, where the approaches
designed in this thesis are added accordingly.

some previous process mining analyses. The user may assess the log, identify log
quality issues, and select the suitable subsequent preprocessing steps accordingly. We
use the framework to assess log quality and classify different situations of log quality
issues. Each of these situations is called an instantiation of the framework.

To answer the research question RQ6 regarding event contexts, whose results are
used for answering RQ2-5, we propose to systematically exploit the behavioral
context of events. The goal of using the behavioral context of events is to classify
similar and dissimilar behaviors, i.e., events that are equivalent or non-equivalent in
their context and semantics. We propose and use two views on the behavioral context
of an event. The first one, explained in Chapter 4, defines the behavioral context
of events more generally as a behavioral pattern. Any two events are similar if they
occurred in a similar context and have similar causal-relations towards other similar
events (thus matching to the same pattern). The second view, explained in Chapter 5,
defines the context of an event simply as the events that precede, succeed or are
concurrent to this event. Events are similar if they occur in similar contexts. These
two views of the event context allow us to define two distinct approaches and various
algorithms to detect behavioral contexts and compute similarity of events based on
their context. In addition, we use partial orders to represent traces for obtaining more
accurate context. We discuss these approaches further in the next section where we
present our contributions.

1.4 Thesis Contributions and Overview

In the following, we first summarize both the scientific and practical contributions of
this thesis, followed by an outline of the chapters of this thesis.
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Figure 1.13: A detailed overview of the techniques developed in this thesis.

Thesis Contributions

We organize the contributions with respect to the following three research goals:

(G1) Towards handling real-life event data of low quality.
(G2) Towards handling partially ordered event data.
(G3) Towards interactive and explorative analysis approaches and tools that enable

and support data scientists and process analysts in the field.

Scientific contributions. In the following, we summarize the concepts, the approaches
and techniques that are proposed, designed and implemented in this thesis:

(G1) Towards handling real-life event data of low quality. We designed a light-weighted
conceptual framework to help the user assess log quality and making log quality as-
sumptions explicit. Moreover, we propose two conceptual notions of event contexts:
one defined as behavioral patterns (a general notion of event-context), and the other
defined as event neighbors. The two notions of event contexts are used to form the
concepts of similar and dissimilar behaviors among event data, which contribute to a
set of concepts proposed in this thesis: log pattern, anti-patterns, deviating events, and
deviating patterns. Moreover, this notion of similar and dissimilar behavior is used
to refine concepts such as trace clusters, events with imprecise labels, among others,
which allows the user to handle and preprocess events at a more refined level. We
then propose four different preprocessing and exploration approaches for event logs,
founded on two core techniques for computing similar and dissimilar behavior in event
data, as shown in Figure 1.13:

• operations to derive event contexts from event logs and explore these event
contexts, which are also referred to as Log Pattern Detection and Explorer (LPE);

• operations to quantify similarity of individual events based on their contexts
and match events with the highest similarity to each other, which is referred to
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as Trace Matching (TM), which is used to cluster complete traces based on the
similarity of their matched events for identifying process variants;

• algorithms to group event based on similarity for refining labels for dissimilar
groups of events, which is referred to as Label Refinement;

• algorithms to identify deviating events based on dissimilarity of their context,
which is referred to as Deviation Detection.

We conduct both controlled experiments and case studies for the approaches pro-
posed in this thesis and list the main findings:

• For the Log Pattern Explorer (LPE) approach, the two case studies show that
the approach is indeed able to detect frequent patterns, complex patterns and
infrequent patterns of interest and gain novel insights into unstructured or over-
generalized parts of the process.

• For the Trace Matching (TM) based clustering approaches, both the controlled
experiments (used 160 logs generated from 560 models (variants)) and the case
studies show the following. The TM approaches are able to cluster traces and
rediscover variants with a high accuracy, compared to randomly clustering the
traces: TM achieves an average entropy ranging from 0.05 (two variants) to
1.19 (five variants), and the average precision of the discovered models (using
the clustered logs) is increased by 0.23-0.32, compared to not-clustering or ran-
domly clustering the logs. Compared to existing approaches, the TM approaches
achieve a better result (0.05 higher in model-precision and 0.08-0.10 lower in
entropy) when the number of variants is low (i.e., ≤ 3). The TM approaches
show an ability to balance between the rediscovery of the process variants and
the qualities of the models discovered. The results of the case study show that
the TM approach is able to find a major cluster that allows to rediscover the
normative process model described by the domain expert.

• For the Label Refinement approach, the results of the controlled experiments
(used 1200 generated logs/models) show that our approach is able to improve
35% of the logs (where the imprecise labels are not in a loop) when using
the default parameters, improve 87% of the logs when using the automatically
adapted parameters, and improve 61% of the logs where one imprecise label
is in the loop. Such an improved log leads to discovering a model of higher
quality with respect to the original log (i.e., an increase in precision without
any decrease in fitness) and with respect to the original model (i.e., higher
system-recall and system-precision). The case study shows that our approach
can also be used iteratively (i.e., refining labels in multiple steps) in practice to
obtain more accurate and precise models.

• For the Deviation Detection (TM-DD) approach, the results of the controlled ex-
periments show that, when the log is of high quality, our approach is capable of
identifying outliers solely from the log without a reference model, as accurate as
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when a reference model is given. For example, the TM-DD achieves an average
accuracy ranging from 0.97 (when there is 13.2% deviating events in the log)
to 0.84 (when there is 43.1% deviating events in the log), which is 0.01-0.02
higher than the accuracy of the existing approach that uses a reference model
when there is less than 32% deviating events in the log. In the case study, we
show that the LPE approach can be used to explore the deviating events anno-
tated by the TM-DD approach, detecting deviating patterns that may negatively
impact process performance.

(G2) Towards handling partially ordered event data. We formally define partially or-
dered traces and logs and investigated this way of representing event data throughout
the thesis by conducting experiments and investigating the differences between the
use of partially ordered versus sequentially ordered event data. All concepts defined
in thesis (e.g., event context, similar and dissimilar events, log patterns, etc.) are
applicable for both sequential and partially ordered event data. All four approaches
and the two core-techniques designed in this thesis are applicable for both sequen-
tially ordered and partially ordered event data. The evaluation results in this thesis
show that by exploiting the partially ordered view, we can obtain process variants and
models of higher quality and detect deviations in the event data more accurately.

(G3) Practical Contributions, Implementations and Tools. With the four techniques pro-
posed, the pre-processing cycle of the process mining project are now interactively
and iteratively supported as shown in Figure 1.12: each of the pre-processing tech-
niques allows the user to alter the event log: filter log based on Pattern Detection; split
a log of low quality into multiple logs of higher quality through Trace Clustering; Label
Refinement for dissimilar events to make context explicit; explore patterns of normal
and outlier events by Deviation Detection. The output of this cycle (at any point) is
a set of pre-processed event logs that explicitly distinguishes event contexts and with
additional diagnostic information. As a result, existing process mining techniques
provide better results when using such logs.

All four approaches proposed in this thesis have been implemented, both as plug-
ins and visualizers in the Process Mining Framework ProM [105]. The implementa-
tions include rich GUIs which allow the user to interactively explore and analyze the
event data in various ways [67, 70]. All these techniques are also provided within in
a single UI, called L2Me, where the user can choose one of the log quality improving
operations (e.g., refine labels, cluster traces, detect outlier) and immediately see the
log after the operation and the model discovered using the new log. In the same GUI,
the user can iteratively call the next operation in a stacked way and see the results
interactively. A screen print of the tool is shown in Figure 1.14. A series of screenshots
of the tool is shown in Section 5.5.3 and throughout the thesis.



20 Introduction

Trace clustering Pattern detectionLog visualization

Figure 1.14: A screen print of the L2ME tool what shows the the Log Pattern Explorer (LPE)
applied on the clustered logs which supports the user to interactively explore
the log behavior and detect log patterns in a cluster.

All implementations are open source and online available in the ProM reposi-
tory [60, 61]. The implementations are used to evaluate the approaches both in
controlled experiments and in case studies based on real-life event data. The results
are discussed more in detail in the corresponding chapters.

Thesis Overview

Most of the results reported in the different chapters of this dissertation have been
published in peer-reviewed conferences and workshops. Following the overviews
shown in Figure 1.11, 1.12 and 1.13, in which the approaches are annotated with
the chapters, the remainder of the thesis is structured as follows.

Preliminaries in Chapter 2. We begin with an introduction to some basic concepts and
notation on events, partial orders, event logs, process models, and quality measures
in process mining. These concepts will be used in all subsequent chapters.

Conceptual Framework for Log Quality in Chapter 3. We present the conceptual frame-
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work. We use the framework to classify different kinds of log quality issues in different
instantiations of the framework. We then investigate four instantiations in detail and
show that the detection and exploitation of the similarity of events based on their be-
havioral context in a systematic way allow to address and overcome these log quality
issues, as shown in Figure 1.13. This chapter is based on [66].

Behavioral Pattern Detection in Chapter 4. We investigate RQ2, the case when the
event log or its quality are unknown, or the user has applied a discovery algorithm
and the resulting model is of low quality. To help the user start, we propose a semi-
supervised pattern detection approach combined with a log visualization technique
to enable the user to explore the log and detect patterns of interest. This chapter is
based on [67].

Trace Clustering in Chapter 5. We assume that the log contains high variety of behav-
ior, thus the events and relations being inconclusive. For RQ3 we proposed the Trace
Matching (TM) approach, to match events based on their behavioral context, com-
pute mappings between similar events and build hierarchical cluster of traces. This
chapter is partially based on [68, 70].

Label Refinement in Chapter 6. We discuss the case when the labels of events are
inconclusive or imprecise, also known as the duplicated tasks problem. We deploy
the TM approach to compute groups of events that occurred in similar context and
refine the labels of events with dissimilar contexts. We also introduce two thresholds
to refine the labels of these events based on the costs and frequencies. This chapter is
based on [68, 69, 70].

Deviation Learning in Chapter 7. We investigate the case when the log is known of
high quality and still no model of high quality is discovered. This may suggest that the
log contains truly deviating and exceptional behavior. We deploy the TM approach
to detect deviations and the semi-supervised pattern detection approach to explore
these deviations to obtain insights. This chapter is partially based on [67, 68, 70]

The Two Notions of Event Contexts throughout Chapter 3 to 7. The two context and
similarity notions are used side by side (complement each other). The first event con-
text notion and its operations are developed in Chapter 3 and 4 and applied again in
Chapter 7. The second context notion are developed in Chapter 5 and the operations
are re-used and extended in Chapter 5, 6, and 7.

Conclusion in Chapter 8. Finally, we conclude the thesis and sketch a few ideas for
future work, such as a systematic log preprocessing framework.

Other Publications. In addition to the publications included in this dissertation, we
also published several other papers over the course of this PhD project related to the
following topics: a technique for conformance checking based on partially ordered
event data [71, 72]; a methodology for conducting process mining project [106]
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(shared first-authorship); an approach to check conformance while linking the pro-
cess and data perspectives [6] (as co-author); and a discussion on the model qualities
regarding the precision of modeled behavior with respect to observed behavior [98]
(as co-author).



Chapter 2
Preliminaries

In this chapter, we recall basic concepts such as sets, relations, functions, partial or-
ders and graphs. Moreover, we define concepts such as events, attributes, traces,
and event logs that are frequently used in process mining. Furthermore, as shown
in Figure 2.1, we introduce partially ordered traces and partially ordered logs. We
define the neighbors of an event in a partially ordered trace and conversion oracles
that allow sequential traces to be converted into partially ordered traces. We also
recall concepts such as Petri nets, process runs and process models. Finally, we dis-
cuss process mining tasks, process discovery, conformance checking, alignments and
model quality.
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Figure 2.1: An overview of the thesis, where the process mining concepts and tasks dis-
cussed in Chapter 2 are highlighted.
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2.1 Notations - Set, Relation, Function

In order to formally define concepts such as event logs, process models and discovery
algorithms, we here introduce the following basic notations.

• A set is a well-defined, possibly infinite collection of distinct elements. We write
capital letters such as X and Y for sets. P (X ) = {X ′ | X ′ ⊆ X } denotes the power-
set of X . We write X ⊥ for X ∪ {⊥} where ⊥∉ X for the sake of brevity.

• A (binary) relation R on a set X , written as R ⊆ X ×X , is a collection of ordered
pairs of elements of X ;

• A function f from X to Y , written as f : X → Y , is a relation that maps an
element in X to an element in Y . The domain of f is written as Dom( f ), and
the range of f is written as Rng( f ) ⊆ Y . If f is surjective, then Dom( f ) = X ;
else if f is a partial function, then Dom( f ) ⊂ X . As a function f : X → Y defines
a relation from X to Y , we may occasionally also write (x, y) ∈ f for any x ∈
Dom( f ), f (x) = y ∈ Rng( f ). Let f : X → Y and g : Y → Z be two functions. We
write f ◦ g for the composition of these two functions, i.e., for x ∈ X , we have
(g ◦ f )(x) = g ( f (x)) ∈ Z .

• A multiset m over A is a function m : A →N. We use B(A) for the set of all mul-
tisets over a finite domain A. We write, for example, m = [a,b2] for a multiset
m over the set {a,b,c} where m(a) = 1, m(b) = 2, and m(c) = 0. Let m1,m2 ∈B(A)

be two multisets. We denote the union of two multisets m3 = m1 +m2, i.e.,
m3 ∈B(A) where for all a ∈ A : m3(a) = m1(a)+m2(a). The notation m3 = m1−m2

denotes the subtraction of m2 from m1, i.e., m3(a) = max(0,m1(a)−m2(a)) for
all a ∈ A. We write m1 ⊗m2 for the difference between the two multisets, i.e.,
m3 = m1 ⊗m2 = (m1 −m2)+ (m2 −m1). We write | m1 | for the total number of
elements in m1, i.e., | m1 |=∑

a∈A m1(a).
• A sequence σ= 〈a1, a2, · · · , an〉 ∈ A∗ over a set A is a totally ordered list comprising

elements ai ∈ A of size n. For such a sequence σ, we say ai ∈σ for 1 ≤ i ≤ n. We
overload the symbol σ as a function that returns the index of an element in the
sequence, i.e., for ai ∈σ, σ(ai ) = i .

2.2 Partial Orders and Graphs

To formally define traces that are partial orders, we recall the basic properties of
partial orders and of graphs. More importantly, we discuss differences between partial
orders and directed acyclic graphs regarding the transitive property.

Definition 2.1 (Partial orders) A partial order over a set E is a binary relation ≺⊆
E ×E that is (1) irreflexive, i.e. x ⊀ x, (2) antisymmetric, i.e. x ≺ y implies y ⊀ x and
(3) transitive, i.e. if x ≺ y and y ≺ z, then x ≺ z.
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For example, let E be {a,b,c} and ≺ a partial order over E . Assuming a ≺ b and
b ≺ c, then a ≺ c also holds because of the transitivity of a partial order relation. We
also write (a,b) ∈≺, if a ≺ b.

A graph G = (N ,R) comprises a set N of nodes and a set R of edges over nodes N .
A directed graph G = (N , 7→) is a graph with nodes N and directed edges 7→ ⊆ N ×N .

A path 〈n1, · · · ,nk〉 in a graph G = (N , 7→) from nodes n1 to nk , with k > 1, is
a sequence of nodes n1, ...,nk ∈ N such that for 1 ≤ i < k, (ni ,ni+1) ∈ 7→. We write
distG(n,n′,G) for the length of the shortest path from n to n′ in G.

Definition 2.2 (Directed Acyclic Graph (DAG)) A directed acyclic graph (DAG) G =
(N , 7→) is a directed graph of nodes N and edges 7→ such that for each n,n′ ∈ N , if there
is a path in G from n to n′, then there is no path in G from n′ to n.

We write 7→− for the transitive reduction of 7→, where 7→−= {(n,n′) ∈ 7→| there is no
other path in G from n to n′}. For the transitive closure of 7→, we write 7→+, which is
defined as the set of pairs of nodes (n,n′) where there is a path from n to n′ in G. In
other words, for any node n,n′,n′′, if there is a path from n to n′ and a path from n′

to n′′ in G, then there is a path from n to n′′ (namely through n′), and n 7→+ n′′. The
transitive closure 7→+ of a DAG G = (N , 7→) is, therefore, a partial order over N .

A directed acyclic graph G = (N , 7→) may be used as a graphical representation to
visualize a partial order relation over N . However, note that there are a few subtle
differences. First of all, given any DAG (N , 7→) where 7→ are the edges over nodes N ,
only the transitive closure 7→+ of 7→ is a partial order. Secondly, it is possible (and
highly likely) that 7→− 6= 7→ 6= 7→+.

In the following, we formally define a topological ordering of a DAG. This concept
is used later in Section 2.4 when converting sequential traces into partially ordered
traces.

Definition 2.3 (Topological ordering of DAG) Let G = (N , 7→) be a DAG of nodes N

and edges 7→⊆ N × N . A sequential ordering of nodes σ = 〈n1, · · · ,nk〉 is a topological
ordering of G if and only if (1) | N | = k, (2) for all n ∈ N , n ∈ σ, and (3) for all
(n,n′) ∈7→+, σ(n) <σ(n′).

We write ↓ for the project function used in this thesis, i.e., let X and Y be two sets
and R ⊆ X ×X a relation. X ↓Y = X ∩Y . R ↓Y = R ∩ (Y ×Y ). Let f : X → Y be a function,
and X ′ ⊆ X . We write f ↓X ′= {(x, f (x)) | x ∈ X ′}. Moreover, we overload the projection
function and define the projection for a graph.

Definition 2.4 (Project function) Let G = (N , 7→) be a DAG and N ′ ⊆ N . The projection
↓ of N ′ on G is written as G ↓N ′= (N ↓N ′ , 7→↓N ′ ). G ↓N ′ is called the subgraph of G induced
by N ′.
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2.3 Event logs

In general, a process describes a set of tasks, how they should be executed and in
which order. Each case going through the process executes the required tasks in the
prescribed order. Each executed task results in an event, which records information
regarding the case, the corresponding task, the time of the execution, the user (re-
source) executed the task, etc.

A sequence of events that corresponds to a particular case is called a trace or a
process instance. A collection of sequences of events, which recorded executions of a
process observed during a period of time, is called an event log.

Definition 2.5 (Universes) We write the following notations for universes:

• E denotes the universe of unique events, i.e., the set of all possible event identifiers.
• U denotes the set of all possible attribute names.
• Val denotes the set of all possible attribute values.
• Act ⊂ Val denotes the set of all possible activity names.
• PI ⊂ Val denotes the set of all possible process instance identifiers.

Definition 2.6 (Event, Attribute, Label) For each attribute name d ∈U , we define the
attribute function πd ∈ E 6→ Val which maps each event e ∈ E onto the value assigned to
event e for this attribute name d . In other words, πd (e) returns the value of attribute
name d for event e. If the value is undefined, πd (e) =⊥.

An event labeling function πl : E 6→ Val is a function that assigns the label to any event
e ∈ E .

Examples of attribute names used in this thesis are listed as follows:

• πpi(e) ∈ PI denotes the process instance identifier of e;
• πact (e) ∈ Act is the activity associated with e;
• πtime(e) denotes the timestamp of e;
• πresource(e) denotes the resource that executed e.

In this thesis, we assume that the events are atomic. Note that events with differ-
ent identifiers may have the same values for their attributes.

In the remainder of the thesis, we assume, by default, that the event labeling
function πl (e) returns the activity label of event e and is used by process mining
algorithms, i.e.,

πl (e) :=πact (e) (2.1)

It is also possible to consider other labels for events, for example πl := πresource to
explore behavior and models regarding resource activities such as hand-over of work.
Another example could be that πl := πact +πresource. In this thesis, when it is not
mentioned explicitly, we use the default event labeling function.
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Definition 2.7 (Trace) A trace σ = 〈e1,e2, · · ·en〉 ∈ E ∗ is a finite sequence of events
e1, · · · ,en ∈ E recorded for a process instance (case). For any ei ,e j ∈σ where 1 ≤ i < j ≤ n,
it holds that (1) ei 6= e j and (2) πtime(ei ) ≤ πtime(e j ). We write Eσ = {e1,e2, · · ·en} for the
set of events in σ.

Definition 2.8 (Event log) An event log L = {σ1,σ2, · · · ,σn} ⊆ E ∗ is a finite set of traces.
We assume that no event appear twice in the same log, i.e., for any σ,σ′ ∈ L, σ 6=σ′, and
for any e ∈σ, e ′ ∈σ′, e 6= e ′. We write EL =⋃

σi∈L Eσi for the set of events in L.

Let πl : E 6→ Val be the event labeling function. Let A = {πl (e) | e ∈ EL} be the set of
activities to which the events in the log L refer. We say L is an event log over A.

Note that in the definition of an event log, we made an assumption that no event
appears twice in the same log, which is also generally assumed in the existing litera-
ture related process mining techniques [100]. If an event log contains an event that
occurred in two different traces, it is then considered as two different events by most
process mining techniques; the same applies for this thesis. Figure 2.2(a) shows an
example of trace σ= 〈e1,e2, ...,e5〉 containing five events in a total order. Event e1 has
activity πact (e1) = Injury and is executed on πtime(e1) = 08/09/2016-00:30:00.

To store or exchange event logs, one can use the current standardized format,
which is the XML based format XES [43, 109]. The definitions used in this thesis are
aligned with the XES standard. For example, events may have an arbitrary number
of attributes, known as XAttributes. Moreover, the event log contains classifiers which
can be used to label the events. A default classifier is similar to the default labeling
function πl used in this thesis. For a detailed explanation of the standard, we refer
to [43].
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Figure 2.2: A sequential trace and its converted partially ordered trace.
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2.4 Partially Ordered Traces and Logs

In this section, we highlight some advantages of using partially ordered logs, com-
pared to totally ordered event logs, and then formally define partially ordered traces
an logs. We also discuss how to obtain them from a totally ordered event log.

2.4.1 Definition of Partially Ordered Traces

As discovery algorithms deduce causal dependencies between activities based on the
ordering of events of these activities in the log, the accuracy of ordering of events
heavily impacts the discovered model.

Recent research has considered partial orders of events [71, 77, 85, 112], instead
of totally ordered event sequences. One reason for this is because a particular total
order of events may be unreliable or unknown [93]. For example, if events a and
b are recorded only on day granularity (not seconds), then the totally ordered log
may contain the sequence 〈a,b〉 whereas in reality 〈b,a〉 occurred. On the other hand,
ordering events totally based on time may be misleading, i.e., two events may be
causally unrelated but just happen to occur in a particular order. Thirdly, events that
are recorded at the exact same time may be ordered randomly in sequential traces.
For example, events with labels a, b and c that occurred at the same time may be
ordered 〈a,b,c〉 in one trace and 〈b,a,c〉 in another. Such a random ordering of events
increases the difficulty of discovery an accurate process model.

Representing events as a partial order (where a and b can occur “unordered” or
“concurrent”) alleviates this problem. We may preprocess sequential traces and ex-
plicit express, in partial orders, that there are no dependencies between the events
that occurred concurrently or are ordered randomly due to coarse timestamps. A par-
tial order helps to decrease the number of false positive causal dependencies imposed
on such events by a total order and would, therefore, allow us to represent contextual
information of events more accurately [71, 77].

Definition 2.9 (Partially Ordered Trace and Log) A partially ordered trace ϕ= (E ,≺
) is a directed acyclic graph (DAG) where nodes are events E ⊆ E and edges ≺ denote
causal dependencies over E . If e ≺ e ′, we say e caused e ′.

A partially ordered event log Lϕ = {ϕ1, · · ·ϕn} is a set of partially ordered traces. We
write ELϕ =⋃

ϕi=(Eϕi ,≺ϕi )∈Lϕ Eϕi for the set of events in Lϕ.
Let πl : E 6→ Val be the event labeling function. Let A = {πl (e) | e ∈ ELϕ } be the set of

activities to which the events in the log Lϕ refer. We say Lϕ is a partially ordered log
over A.

Given a partially ordered trace ϕ = (E ,≺), we distinguish three types of causal
dependencies:
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• the as-is causal dependencies ≺;
• the directly-cause dependencies, for which we write ≺−;
• the eventually-cause dependencies, for which we write ≺+;

Definition 2.10 (Concurrency) Let ϕ = (E ,≺) be a partially ordered trace. For all
events e,e ′ ∈ E , such that e 6<+ e ′ and e ′ 6<+ e, we say e and e ′ are concurrent and write
this as e||<e ′.

Note that for any ϕ= (E ,≺) the concurrency relation ||≺ over E is induced by ≺+. Fig-
ure 2.2(b) shows a partially ordered trace ϕ = (E ,≺), in which E = {e1,e2, · · · ,e5} and
≺= {(e1,e2), (e1,e3), (e2,e4), (e3,e4), (e4,e5)}. In this particular case, ≺−=≺ and ≺+=≺
∪ {(e1,e4), (e1,e5), (e2,e5), (e3,e5)}. The concurrence relation ||≺ = {(e2,e3), (e3,e2)}. Again,
note that ≺, ≺−, and ≺+ are irreflexive and acyclic.

Definition 2.11 (Distance Between Events) Let ϕ= (E ,≺) be a partially ordered trace.
The distance function distϕ : E ×E →N returns the distance between two events in ϕ. For
any e,e ′ ∈ E , if e≺+e ′, then distϕ(e,e ′) = distG(e,e ′,ϕ) returns the length of the shortest
path from e to e ′ in ϕ. Else if e ′≺+e, then distϕ(e,e ′) =∞. Otherwise, we have e||≺e ′,
then distϕ(e,e ′) = 0.

Note that we assign the distance between two concurrent events to be 0. One
could also assign a different distance. We argue that this distance depends on the
interpretation of the concurrency relation. In this thesis, we only consider the events
that occurred in the same trace to be concurrent.

2.4.2 Neighbors of Events

In this section, we define the neighbors of events. In many existing works [11, 108,
115], the neighbors of an event is also considered as the context of the event. In
existing work, the neighbors consist of predecessors and successors of an event, as
the trace of the event is totally ordered. In our case, we extend the neighbors to
also include the events that are concurrent, as we have partially ordered traces. In
the following, we formally define the k-neighbor of an event, which constitutes the
concept of event context.

The set of predecessors of an event e given a partially ordered trace ϕ denotes the
set of events from which (1) there is a path in a partially ordered run ϕ to e and (2)
the length of the path is at least 1 and at most k, for which we write k-predecessors
N p

k (e,ϕ). Similarly, we may define k-successors N s
k (e,ϕ) as follows.

Definition 2.12 (k-Predecessors, k-Successors) Let ϕ= (E ,≺) be a partially ordered
trace and e ∈ E . The set of k-predecessors of e is defined as the set of nodes p ∈ E of
which there is a path from p to e and the length of the path is at most k, i.e. N p

k (e,ϕ) =
{p ∈ E | 1 ≤ distϕ(p,e) ≤ k}. The set of k-successors of e is defined similarly, i.e. N s

k (e,ϕ) =
{s ∈ E | 1 ≤ distϕ(e, s) ≤ k}.
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In addition, we call the set of events for which there is no path to or from e the
concurrences N c (e,ϕ) of e. Note that, for e ′ ∈ N c (e,ϕ), we have defined the distance
distϕ(e,e ′) = 0 (see Definition 2.11).

Definition 2.13 (Concurrences) Let ϕ = (E ,≺) and e ∈ E . The set of concurrences of
e is defined as the set of nodes c ∈ E of which there is no path from c to e or from e to c,
i.e. N c (e,ϕ) = {c ∈ E | distϕ(c,e) = distϕ(e,c) = 0}.

The k-neighbors Nk (e,ϕ) of e is a 3-tuple composed of the k-predecessors, the con-
currences and the k-successors of e.

Definition 2.14 (k-Neighbors) Let ϕ = (E ,≺) and e ∈ E , the k-neighbors of e is a 3-
tuple composed of the k-predecessors, the concurrences and the k-successors of e, i.e.
Nk (e,ϕ) = (N p

k (e,ϕ), N c (e,ϕ), N s
k (e,ϕ)).

Figure 2.3 exemplifies two partially ordered traces, where the 1-neighbors and the
2-neighbors of e3 are highlighted in (a), and the 1-neighbors of e8 are highlighted in
(b). For instance, N1(e8,ϕ2) = ({e7}, {e9,e10}, {e11}).

2.4.3 Conversion from Total Order to Partial Order

Partial orders of events may be obtained from totally ordered traces. A few works [9,
33, 85] assume to have an oracle that indicates the set of activities that are concurrent
or unordered and use this oracle to convert totally ordered events into partial orders.
Such an oracle could be obtained by interviewing domain experts or be computed
from event logs [71].

Definition 2.15 (Conversion Oracle) A conversion oracle function ϕ is a function
that, for a sequential trace σ= 〈e1, · · · ,en〉 ∈ E ∗, returns a partially ordered trace ϕ(σ) =
(Eσ,≺σ), where (1) Eσ = {e1, · · · ,en}, and (2) σ is a topological ordering of (Eσ,≺σ).
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Figure 2.3: Two examples of partially ordered traces.
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Note that we overload the symbol ϕ to denote such a conversion oracle function.
We deploy the oracle that considers the events occurring within a short time to be
concurrent [71] as our default oracle. Let σ = 〈e1, · · · ,en〉 be a trace. ϕtime(σ,dt) =
(Eσ,≺σ) in which ≺σ= {ei ≺σ e j | 1 ≤ i < j ≤ n ∧∃i≤k< jπtime(ek+1)−πtime(ek ) > dt}. In
addition, we also overload the ϕ function to handle an event log L = {σ1, · · · ,σn} and
return a partially ordered log Lϕ. The partially ordered log contains a set of partially
ordered traces, one for each trace in L, i.e., ϕ(L) = {ϕ(σ1), · · · ,ϕ(σn)}. Since all the
events are preserved in the partially ordered traces, all attributes πd of events are
also preserved. An example of such a conversion based on the timestamps is shown
in Figure 2.2, with dt = 0 sec.

We acknowledge that there are many more ways to implement a conversion oracle.
For additional implementations of a conversion oracle, we refer to [71].

2.5 Process Models and Process Runs

Both the intended behavior described by a process and the observed behavior of a
log can be captured and abstracted using process models. A process model documents
the activities of a process and the causal dependencies among these activities using
graphs in a particular notation.

One model notation commonly used for process models is the Petri net notation,
which is also frequently used in this thesis. In the following, we briefly recall Petri
nets and present a general notation for process models.

Definition 2.16 (Labeled, Marked Petri net) Let AN ⊆ Act be a set of activities. A
labeled, marked Petri Net N = (P,T,F, l ,ω0,ωn) over AN is a 6-tuple in which

• P is a set of places,
• T is a set of transitions,
• F ⊆ (P ×T )∪ (T ×P ) defines the flow relations,
• l : T 6→ AN ,
• ω0 is the initial marking and
• ωn is the final marking.

For a transition t ∈ Dom(l ), we say t is a visible (observable) transition recorded with
label l (t ). For t ∉ Dom(l ), we say t is a invisible (non-observable) transition.

A marking ω of N assigns each place p ∈ P a number ω(p) of tokens and presents
a state of the net; ω ∈B(P ). The preset •x of a node x is the set {y | (y, x) ∈ F }. Similarly,
the postset x• of a node x is the set {y | (x, y) ∈ F }.

A transition t of N is enabled at a marking ω of N , if and only if for all p ∈ •t ,
ω(p) > 0. If t is enabled at ω, then t may fire or occur, and its occurrence leads to a
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Figure 2.4: An example of a healthcare treatment process in a Petri net notation.
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Figure 2.5: An example of a partially ordered run of the process model shown in Figure 2.4.

successor marking ω′ with ω′ =ω+ t•− •t . We use ω t−→ω′ to denote the occurrence of
t in a step from ω to ω′.

A sequence σ = 〈t1, t2, · · · , tn〉 of transitions is an occurrence sequence of N if there
exist markings ω0,ω1,ω2, ...,ωn such that ω0

t1−→ ω1
t2−→ ω2 · · · tn−→ ωn , also denoted by

ω0
σ−→ωn .
Figure 2.4 shows a process model as a labeled, marked Petri net, describing a

healthcare process of a hospital for handling patients. In this net, [p0] and [p6] are
the initial and final marking, respectively. The process starts when a patient registers
at the hospital (re). Next, patients undergo basic lab tests la) and advanced tests such
as MRI scans ad). The results of the lab tests are evaluated by a doctor ev). Based on
this evaluation, the doctor may request an inter-colleague consultation co followed
by in), or prescribe a treatment plan and consult the patient tr). Finally, the patient
is discharged, and a bill is created and sent to the patient’s insurance company di).

Definition 2.17 (Process run) Let N = (P,T,F, l ,ω0,ωn) be a Petri net. Let πtrans : E 6→ T

be the attribute function that returns for each event e its transition t = πtrans(e). A
partially ordered run υ= (Aυ,<υ) of events Aυ ⊆ E and <υ⊆ Aυ× Aυ is a run of N if and
only if,

• for each event a ∈ Aυ, πtrans(a) = t ∈ T ;
• for each event a ∈ Aυ, the transition πtrans(a) is enabled after transitively firing the

transitions of all its predecessors, i.e., {πtrans(a′) | a′ ∈ Aυ∧a′ <+
υ a}, starting in the

initial marking ω0;
• After firing all a ∈ Aυ by following the ordering <υ, the final marking ωn is reached.

Figure 2.5 shows a partially ordered run υ = (Aυ,<υ) of the model, in which Aυ =
{a1, ..., a6} and the <υ relation is defined as follows: a1 <υ a2, a1 <υ a3, a2 <υ a4,
a3 <υ a4, a4 <υ a5 and a5 <υ a6. For example, transition ev, i.e., πtrans(a4), is enabled
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after firing πtrans(a2) = la and πtrans(a3) =ad, which in turn are enabled after firing
πtrans(a1) = re.

Generally, we may define a process model as a set of partially ordered runs of
events permitted by the process model. These runs are allowed by the process model
and define the semantics of the model, independent of the modeling language used.
Next, we first define such a process model. The set of all runs of a Petri net is also a
process model in this view.

Definition 2.18 (Process Model) Let ActM ⊆ Act be a set of activities and πl : E 6→ Act

a labeling function. Let M = {υ0,υ1,υ2, · · · } be a (possibly infinite) set of partially ordered
runs where υi = (Ai ,<i ) ∈ M . We say M is a process model over ActM by πl , if and only
if M defines the set of permissible runs over ActM , and for υi = (Ai ,<i ) ∈ M , for event
a ∈ Ai , we have πl (a) ∈ ActM , or event a is a non-observable event (i.e., aυ ∉ Dom(πl ) ⊂
E ).

We can now define the set of partially ordered runs of a Petri net as a general
process model M . Formally, let N = (P,T,F, l ,ω0,ωn) be a Petri net. Let πtrans : E 6→ T be
the attribute function that returns for each event its transition, if applicable. We can
say the process model M of N is the (possibly infinite) set of non-isomorphic runs of
N , i.e., Σ(N ) = {(Aυ0 ,<υ0 ), · · · }. 1

2.6 Process Mining

We have introduced event logs in Section 2.3, partially ordered logs in 2.4, and process
models in Section 2.5. As we aim to propose techniques that improve process mining
task results in this thesis, we recall the two tasks in process mining, process discovery
and conformance checking, in this section. We first introduce the notations for process
discovery algorithms. Next, we discuss conformance checking and a state-of-the-art
technique known as alignment, which is also used to explain the quality measures for
the discovered models that are used in this thesis.

2.6.1 Process Discovery

Process discovery is the task of discovering a high-quality, end-to-end process model
from an event log, to help users to understand a real-life process. An example of
process discovery is shown in Figure 2.6.

1We follow the concept of graph-isomorphic and consider each partially ordered run with the transition
attribute (Aυi ,<−

υi
,πtrans) as a labeled graph, i.e., two runs are isomorphic if and only if there is a bijection

between the events (nodes) such that both the causal-dependencies (edges) and the transition labels are
preserved.
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Figure 2.6: The Process Discovery task, shown using the running example in Figure 1.4.

Dozens discovery algorithms have been proposed [25, 58, 85, 107, 115]. In this
thesis, we do not tackle the process discovery problem; as stated in the introduction,
we aim to improve event log quality to improve the quality of the models produced
by existing process discovery algorithms. Therefore, we use the following notation to
refer a process discovery algorithm.

Definition 2.19 (Process Discovery) Let L be an event log over activities A (see Defi-
nition 2.7 and Definition 2.9). Let πl : E 6→ A be the event labeling function. A discovery
algorithm D is a function that takes such a log L as an input and returns a process model
M over activities A, for which we write D(L) = M .

Note that the model M discovered by D does not have to be equal to L. The
discovered model M could contain runs (or occurrence sequences) that are not in L,
and vice versa, the log L may contain traces that are not in M .

Figure 2.6 shows an example (which reuse the running example discussed in Sec-
tion 1.2). Let us assume that the model S1 shown in Figure 2.6 (a) is the normative
model that represents the system behavior S. Let L1 = {σ1,σ2,σ3,σ4} be the given
log, as shown in Figure 2.6 (b). Using a discovery algorithm known as the Inductive
Miner (without any filtering) [57], we obtain a discovered model M1 shown in Fig-
ure 2.6 (c).
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We can see that model M1 allows much more behaviors (in terms of occurrence
sequences) than the four traces in L1. For instance, in Figure 2.6 (d), the occurrence
sequence σM1 is allow by the model; however, the corresponding observable trace
〈Reg, Lab test, Surgery〉 is not in L1.

Note that transitions t2 and t5 in system model S1 shown in Figure 2.6 (a) illustrate
an example of the duplicated task problem: the two transitions are labeled with the
same activity Doc. app. but represent two tasks. The recorded events e2 and e5 in
trace σ1, although referring to the same activity Doc. app., have different contexts;
the two events e2 and e5 respectively refer to transitions t2 and t5. The IM discovery
algorithm, used in this case, assumes one unique context for the two events and tries
to represent the two events using a single transition (task node) t12 in model M1

(as shown in Figure 2.6 (c)) to represent activity Doc. app. As a results, the model
discovered is overly generalized and has a rather complex structure, compared to the
original system model S1.

2.6.2 Conformance Checking and Alignments

Given an event log that represents the observed behavior and a process model that
represents the normative process or the system behavior, the conformance checking
task aims to align these behaviors and find where the observed behavior deviates from
the normative behavior. Figure 2.7 shows an example of a conformance checking task.

A state-of-the-art conformance checking technique is known as alignment [2, 4,
101], which aligns the behavior between the model and the log. The alignment
technique computes for each trace a most similar run of a model with respect to the
trace. As the alignments are defined for sequential traces, we here use the sequential
representation of traces and runs. Later in Chapter 7, we discuss partially ordered
alignments for partially ordered traces.

Conceptually, each alignment is defined as a sequence of moves. Each move tries to
relate an event ei in a sequential trace σL = 〈e0,e1, · · · ,en〉 to an execution instance ti of
an activity (transition) in an occurrence sequence σM = 〈t0, t1, · · · , tn〉, thus pinpointing
the deviations that cause nonconformity. Figure 2.7 (c) exemplifies three alignments
γ1,γ2, and γ4 which respectively align traces σ1,σ2, and σ4 (in Figure 2.7 (b)) with
the model S1 (in Figure 2.7 (a)). Each alignment consists of three types of move:

• A “good” move (ei , ti ) is a so-called synchronous move, which is an event ob-
served in the trace and allowed by the modeled behavior (i.e., an activity/tran-
sition to which the event can be related). For example, γ1 = 〈(e1, t1), · · · , (e5, t5)〉
shown in Figure 2.7 (c) is an alignment that consists of five synchronous moves.

• When an observed event cannot be replayed by the modeled behavior, this is
called a log move, i.e., (ei ,À). For example, (e41,À) and (e45,À) in alignment γ4
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Figure 2.7: The Conformance Checking task.

are log moves.
• When the model specified a certain behavior and this cannot be mimicked to

any event, we use a model move to denote this, i.e., (À, ti ). For example, move
(À, t2) in γ4 and move (À, t7) in γ2 are model moves. The model moves are
visible, if the transition is visible transition.

If a trace perfectly fits a process model (e.g., a Petri net), each event in the trace
can be mimicked by an instance of the transition fired in the model and vice verse
(omitting the invisible model moves), leading the model from its initial marking to
the final marking. We say that this trace can be replayed by a model. Both alignments
γ1 and γ2 can be replayed by the model.

Deviations between the traces and the model are typically indicated by the log
moves and model moves. A cost is associated to each type of move. An alignment with
a lowest cost is an optimal alignment. For the technical details and the computation
of optimal alignments, we refer to [2, 101]. The alignments are also used in many
existing model quality measures to quantify similar and dissimilar behavior between
a model and a log, for assessing the quality of the model [22, 79, 101].



2.6 Process Mining 37

System
Event log

Process model
discovered

𝐿𝑆

𝑀

𝑆 ∩ 𝐿

𝑀 ∩ 𝐿𝑆 ∩𝑀

𝑆 ∩𝑀
∩ 𝐿

log_fitness
log_precision

Figure 2.8: Ven diagram showing the behavior of system (S), event log (L), and process
model (M) [21].

2.6.3 Model Quality

To assess the quality of a discovered model with respect to the observed behavior in a
log, many quality measures have been proposed. Existing work generally divides the
quality measures into four quality dimensions [21][100, p. 188]:

• Fitness, which measures how much of the observed behavior in the log L can
also be replayed by the discovered model M , i.e., L∩M

L ;
• Precision, which measures how much of the modeled behavior in M is observed

L, i.e., L∩M
M ;

• Generalization, which measures how much of the modeled behavior captures
the system behavior, i.e., M∩S

S ;
• Simplicity, which measures how easy it is to understand the model.

Figure 2.8 shows a vendiagram regarding the different behaviors, proposed by
Buijs et al. [21] and used to explain these different quality dimension of a model.

We use examples shown in Figure 2.9 to explain the four dimensions conceptually.
The system model S1 (Figure 2.9 (a)) generated the event log L1 (Figure 2.9 (b)).
With respect to the log L1, the five models M1 · · ·M5 are evaluated using the four
dimension: fitness (F), precision (p), generalization (G), simplicity (S).

Model M1 (see Figure 2.9 (c)) can replay every trace in L1 and is therefore high
(“+”) in fitness (e.g., L1∩M1

L1
= 1). However, model M1 allows much more behavior than

L1 and is therefore low (“−”) in precision (e.g., L1∩M1
M1

is low). The generalization of

M1 is high (“+”) because it also allows all behaviors in the system (e.g., M1∩S1
S1

= 1,
in this case); for example, the run 〈R,S〉 is allowed by both S1 and M1 (even though
not observed in L1). However, the precision of M1 is low with respect to the system
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S1, because it also allows more behaviors than the system (e.g., M1∩S1
M1

is low). The
simplicity of M1 is low (“−”) because the model has complex constructs; it is difficult
to understand all the modeled behaviors in M1.

Model M2 (see Figure 2.9 (d)), with respect to the log L1, has a lower fitness
(“+/−”) compared to M1, because M2 allows less behavior. For example, M2 cannot
fully replay σ1, σ3, and σ4. However, as shown in Figure 2.9 (d), M2 is precise (only
allows for one occurrence sequence) and simple. Because M2 only allows for one
occurrence sequence and not the other behaviors modeled by S1, M2 also scores low
on generalization. Model M3 (see Figure 2.9 (e)) puts all the five activities observed
in L1 in a parallel structure (between an AND-split and an AND-join); this type of
models is known as AND-models. Compared to M2, M3 allows much more behav-
iors (any permutation of the activities) but is less precise with respect to L1. Model
M3 (see Figure 2.9 (e)) puts all five activities observed in L1 in a parallel structure
(between AND-split and AND-join); this type of models is known as AND-models.
Compared to M2, M3 allows much more behaviors (any permutation of the activities)
but is less precise with respect to L1.

Model M4 and M5 respectively show two extreme cases: overfitting and overgener-
alizing. Model M4 is overfitting with respect to the behavior observed in log L1; this
type of models is also known as a trace model, modeling every trace observed in the
log in an exclusive choice structure (between an XOR-split and an XOR join). Such a
model scores high in fitness and precision but scores low in generalization.

Model M5 is overgeneralizing, allowing all possible behavior regarding the activi-
ties (i.e., every permutation and infinite number of repetition). This type of models
is also known as a flower-model. Note that there are many more models of different
representations that have similar behavior as a flower-model. We call such a model
having flower-like behavior or structure. An example of such a model is to have a
skip for each activity and a loop around the activities. When the discovered model
becomes complex, containing hundreds activities and causal relations, and thousands
of distinct process variants, we call such a model a spaghetti model.

To evaluate and quantify the quality of a model in these quality dimensions, many
quality measures have been proposed [3, 21, 26, 79, 80, 88, 101]. In many of these
measures, the alignment technique is used to align the behavior between the log L,
the model M and the system S. In the following, we list the notations of the measures
used in the evaluations in this thesis.

Model-Log Fitness and Precision

Let M be a process model. Let L be an event log describing the observed behavior.
The quality of a discovered model M has been mostly evaluated with respect to the
input log L in terms of fitness and precision, as discussed above.

In this thesis, we write the following notations:
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• log_fitness(L, M) for the fitness of the model M with respect to the log L, i.e.,
L∩M

L ;
• log_precision(L, M) for the precision of the model M with respect to L, i.e., L∩M

M .

For log_fitness(L, M), we use the measure defined in [101]; for log_precision(L, M) we
use the measure defined [79]. Both return a value between 0 and 1. As discussed
above, if log_fitness(L, M) = 1, every trace in the log can be replayed by the model
perfectly. When the score of log_fitness(L, M) becomes lower and gets closes to 0, it
indicates that much less behavior seen in the log can be replayed by the model. When
log_precision(L, M) is close to 1, most (alternative) behavior allowed by the model is
also observed in the log. The alignment technique is used to quantify L∩M [101] and
approximate the behavior in M\L [79].

Model-System Recall and Precision

The quality of a discovered model M may also be assessed with respect to the original
system in terms of system recall and system precision to evaluate the generalization and
discoverability. Let S be the system model which also defines a set of permissible runs
(see Definition 2.18). Assuming the system model accurately represents the runs that
are allowed by the original system, we can evaluate precision and recall with respect
to the system behavior as follows:

• sys_recall(S, M ,L) for the behavior recall of model M with respect to the system
S, i.e., sys_recall(S, M ,L) = S∩M∩L

S
• sys_precision(S, M ,L) for the precision of model M with respect to the system S,

i.e., sys_precision(S, M ,L) = S∩M∩L
M

As both system S and model M could have infinite behavior, the log L is used to
align the behaviors between S and M and to bound the behaviors to a finite set of
runs, in order to approximate the recall and precision measures. The alignments are
used to mimic the observed traces in L to both the occurrence sequences in M and S.
Both measures are computed according to [103].

We explain the two measures conceptually using the examples shown in Fig-
ure 2.9. In Figure 2.9, after executing event R in trace σ1 in system S, both tasks
D (t2) and S (t4) (after firing invisible transition t6) are enabled in the original sys-
tem; in the trace model M4 in (f), after executing the same event R, only task D is
enabled, which indicates the model M4 is unable to recall the enabled transition S
(t4). By contrast, in the flower-model M5 in (g), after executing the same event, all
four tasks D, R, S, and L are enabled. Therefore, M4 is lower in recall compared to M5

with respect to system S. However, M4 is more precise than M5 regarding sys_precision

because it has not enabled additional tasks not observed int system.
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Note that the recall with respect to the system thus also captures the aforemen-
tioned generalization quality [21]. Furthermore, note that the system precision is
different from the log precision. When the system generates an event log, the log
may not contain all behavior of the system. Such a log is called incomplete [116].
When the log is incomplete, the system could be imprecise with respect to the log.





Chapter 3
Log Quality and Behavior
Homogeneity

In Chapter 1, we introduced the problem of log quality in real-life event logs and
how this problem affects the process mining results obtained. In Chapter 2 we in-
troduced various concepts in process mining more in depth (e.g., event log, process
model, model quality). Related to the log quality problem, we briefly discussed the
uncertainty in the sequential ordering of events and conversions to a partial-ordering
of events to ease this problem in Chapter 2.

The log quality problem, however, as discussed in Chapter 1, may have many more
manifestations and may be affected by many factors, such as the subjective assessment
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Figure 3.1: The concepts and tasks related to log quality discussed in Chapter 3 are high-
lighted in the overview figure.
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of analysts, the application domain, and the analysis to be conducted. In this chapter,
we use the concepts from Chapter 2 to further explore and discuss log quality in event
logs in more detail. More specifically, we address the research question (RQ1): how
to help a user quickly assess log quality, represent log quality assumptions explicitly, and
link them to subsequent preprocessing or analysis steps?

In the following, we first discuss literature related to data quality. We then iden-
tify a missing link between the methodologies which are originally proposed for the
data quality improvements and their application in process mining. For this missing
link, we present a conceptual framework in this chapter to capture event data quality
issues and the assumptions about the event data quality. Moreover, we discuss and
materialize the conceptual framework in different situations, which we call instanti-
ations of the framework. Four of the instantiations are discussed in detail and used
to structure the subsequent chapters of this thesis, one for each data processing or
analysis step.

3.1 Data Quality and Log Quality

Real-life event logs have been found containing many quality issues. Bose et al. [15]
reported 27 event log quality issues. Aalst [100, p. 148] also provided an overview
of the data quality issues and challenges encountered in practical settings. Suriadi
et al. [95] reported 11 frequently reoccurring log imperfect patterns. As the quality
of such event logs has a large effect on the quality and trustworthiness of the re-
sults obtained from the process mining analysis, the quality issues should be handled.
Knowing the characteristics and qualities (imperfections) of such a log would help an
analyst selecting more suitable preprocessing steps or process mining techniques to
tackle the quality issues [97, 106]. However, this is not a trivial task.

Much research has been conducted into data quality in various aspects: data qual-
ity management, data quality dimensions, and data quality issues [7, 14]. However,
traditional data quality frameworks focus on identifying quality dimensions exten-
sively from a data perspective and improving the overall data quality in the long
term [12]. While long-term data quality improvement is certainly useful, this may
not aid analysts in practice when facing the task of analyzing a given log of lower
quality in the short term. As a result, when the user needs to analyze a concrete event
log, these quality frameworks provide little guidance for assessing the quality of data
or selecting preprocessing techniques to improve the quality [15, 44, 95].

To the best of our knowledge, only the work in [95] has presented event data
quality issues as specific patterns reoccurring in logs and has discussed their possible
effects on mining results from an analysis perspective. The log imperfect patterns,
however, focus on specific scenarios. Here, we take a similar approach and propose a
general conceptual framework for understanding data quality issues.
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Many preprocessing techniques have been proposed [27, 42, 93, 95, 112, 113],
varying from simply attribute-based filtering to more sophisticated forms of log fil-
tering and repairing techniques. However, as each of these techniques is dedicated
to handling a particular event data quality issue from an analysis perspective, an
overview for understanding the quality issues and how they are interrelated is miss-
ing. Other approaches have been proposed to repair an event log by using a reference
model (normative model) [112, 113]. Such a reference model is difficult to obtain.

As discussed in Chapter 1 and shown in Figure 1.12, when analysts are presented
with an event log, they may like to assess the quality of the event log before they start
analyzing the log. In other cases, it may be wise to reassess the quality of an event
log, because the analysts may be unsatisfied with the results obtained or the model
discovered.

To help the analyst/user in obtaining such an assessment about the quality of a log
for analyzing the log in the short-term, we propose a simple conceptual framework
which acts as a template. The analyst/user can fill the framework based on their own
judgment or domain knowledge of the data/analysis results at hand. The framework
acts as a guideline for the user to structure their quality assessment. For different
instantiations of the framework, the subsequent chapters then provide follow-up steps
to improve log quality, depending on the specific instantiation.

In the remainder of this chapter, we first present a conceptual framework for rep-
resenting data quality issues in Section 3.2. In Section 3.3, we show a few prominent
cases of event data quality issues and how they are captured by the conceptual frame-
work, linking each issue to a solution approach in this thesis. Finally, we discuss the
extendability of the framework to other (future) cases and conclude the chapter.

3.2 A Conceptual Framework of Log Quality

The conceptual framework proposed in this chapter is visualized as a table where
the columns represent the entities in a log (such as events, relations, or label) and
the rows list the dimensions of log quality. In this thesis, we focus on two quality
dimensions: individual trustworthiness and global conclusiveness. The cells are filled
with three distinct values (i.e., “+” as having high-quality data, “−” as having low
quality data, and “−−” as having chaotic data) assigned to an entity (column) for a
quality dimension (row). Figure 3.2 shows the visual representation we used for the
framework in this thesis. Figure 3.3 shows six extreme cases where the log is of very
low quality in a particular cell. In the following, we explain the basics that constitute
the framework, thus the rows, the columns, and the values of its cells, and discuss
these six extreme cases.
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Figure 3.2: The conceptual framework visualized as a table assessing individual trustworthi-
ness (IT) and global conclusiveness (GC) of an event log.

3.2.1 Rows - Quality Dimensions

Each row in the framework represents a quality dimension to be assessed. The quality
of each log entity may have multiple dimensions, as listed in [15, 54, 113]. In this
thesis, we focus on the following two dimensions: Individual Trustworthiness (IT)
and Global Conclusiveness (GC), which assess the quality of event data from a data
perspective and an analysis perspective, respectively.

We use individual trustworthiness to express intrinsic qualities of event data [12,
15]; basically the trust of the user regarding how accurately the event data reflects
the real process executions. To compare this log quality dimension to existing data
quality dimensions, it can be considered as similar to the quality dimension accuracy
(or also called correctness) discussed in the literature [15, 54].

We use global conclusiveness to express whether there is a certain path, a certain
structure, or a certain pattern that can be observed and is significant, indicating such
a pattern is not a random artifact. In other words, this dimension assesses whether
there is some behavior, possibly unknown, shared and repeated across a significant
number of cases, which implies that there are particular behavioral patterns or force
controlling the flow. Having such a behavioral pattern indicates that future cases
would most likely follow this pattern. A very similar concept in the literature is known
as entropy. The question which the analyst should ask him/herself is: do the analysis
results obtained from this event log (as a whole) allow them to draw conclusions, as
the analyst fill in the framework based on his/her subjective assessment.

3.2.2 Columns - Log Entities

Each column in the framework represents an entity in the event logs. We focus on
three types of entities in the event logs, the events, the ordering, and the labels,
because their quality or trustworthiness have a large effect on the results of the
main process mining tasks (e.g., process discovery or compliance checking). More
specifically, assuming we have a partially ordered event log Lϕ = {ϕ1, · · · ,ϕn}, where
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Figure 3.3: Six instantiations of the framework illustrating the extreme cases: using (a)
an event log of perfect quality (in the center of the figure) as an example to
show six different instantiations (b)-(g) of the framework, where each of the
instantiations illustrates a “−−” in a particular dimension for a particular log
entity. The number before each trace in a log (e.g., 80, 20, etc.) denotes the
frequency of this trace in the log, which is used to concisely visualize for example
80 traces of the same behavior.
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ϕi = (Ei ,≺i ) ∈ Lϕ. Let ELϕ = ⋃
1≤i≤n Ei be the union of all events in the log. Let

≺Lϕ=
⋃

1≤i≤n ≺i be the union of all causal relation in the log. Let πl be the event
labeling function and πd the event attribute function for an attribute name d ∈U . We
have the following three columns.

(1) The first column (E) represents the events in the log, which assesses the exis-
tence or non-existence of each event in the log. For example, it assesses, for an
event e ∈ ELϕ , whether this event e is accurate and should be in the log.

(2) The second column (≺) represents the ordering of the events in the log, or the
relations among events. For example, it assesses, for each (e,e ′) ∈≺Lϕ , whether
it is accurate.

(3) The third column (πl ) represents the labels assigned to each event in the log.
For example, it assesses, for each e ∈ ELϕ , whether the label πl (e) assigned to e

is accurate.

These three entities, therefore, constitute the columns in the framework instantiations
used in this thesis. To extend the columns of the framework with other log entities,
the analyst could add any entity of the log or of the model, when it is relevant for
the analysis, e.g., case, resource, timestamps. For example, if the user would like to
analyze process performance, the user can add a column (πtime) that represents the
timestamps of each event. Then, he/she can use this column to assess the quality of
the timestamps of the events.

3.2.3 Cells - Quality Assessments

We propose to have three possible values (i.e., “+”, “−”, “−−”) for each cell, as the aim
is to allow the user to use the framework with ease and obtain a quick impression of
the quality of the data. An important remark is that these three values are not formally
defined measures, but only based on the subjective judgment of the user or analyst. As
discussed in the running example in Chapter 1, depending on the assumptions made,
the same log may have very different quality issues or interpretations. Therefore,
we choose a qualitative approach, allowing the user or the analyst to derive quality
scores based on their domain knowledge, their expertise, or their initial analysis.

For the individual untrustworthy, the three values state the following:

• “+” indicates that the user assumes 100% trustworthiness;
• “−” indicates that there is some non-trustworthiness but that the majority of the

behaviors is trustworthy;
• “−−” indicates that the log contains largely untrustworthy data.

For example, a “+” can be assigned to the individual trustworthiness of events of a
log if all events fully reflect the behavior observed in the past executions (e.g., fully
automated recordings). The user may assign a “−” if the user thinks there are some
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missing events or some duplicated events; for example, when two doctors attended
the same consultation for a patient, the consultation might be recorded as two events
for the same patient. As another example, the ordering of events in a log might be
assigned with “−” should the user observe that many events happened on the same
date and no time is recorded. A “−−” is assigned to the individual trustworthiness of
the ordering of events if the user knows that the majority of the events are recorded
chaotically in a random order.

To illustrate the extreme instantiations of the framework, Figure 3.3 (a) shows the
original log of high quality, whereas Figure 3.3 (b), (c) and (d) respectively show the
same log but inaccurately recorded with respect to the three types of log entities (i.e.,
the events (E), the relations (≺) and the labels (πl )). Each of the logs scores a “−−”
for the quality dimension individual trustworthiness in one of these columns.

Figure 3.3 (b) shows the event log with untrustworthy events where some event
types are entirely missing. For instance, in the accurate log shown in Figure 3.3 (a),
there is an event B after event A in each trace, whereas in the log shown in Fig-
ure 3.3 (b), these events B are not recorded. In this log shown in Figure 3.3 (b),
the relations of the events (i.e., with respect to the other events) in the log are still
trustworthy, the same for their labels, and therefore, the ordering and the labels are
assigned with “+”.

In Figure 3.3 (c), the ordering of the events of the event log is assigned a “−−”
because the ordering of the events are recorded incorrectly (compared to the original
log), whereas the events and the labels are recorded correctly and assigned “+”.

In Figure 3.3 (d), both the events and the ordering of the events are accurately
recorded (compared to the original log). However, the labels of events are either
incorrect or imprecise, where events C are assigned with label F, and events T are
assigned with label H. Although the event types are labeled incorrectly, it is still
rather conclusive that events F refer to the same activity.

For the global conclusiveness, the three values state the following:

• “+” indicates that there is a common pattern across most cases and is significant
and dominant in the log to be observed and concluded;

• “−” indicates that there may be multiple distinct patterns (or variants) present
in the log, but there is no one dominating;

• “−−” indicates that logs only contains chaotic behavior.

Figure 3.3 (e), (f) and (g) respectively show the altered logs of the perfect log (a),
where the altered logs are inconclusively recorded with respect to the three types of
log entities (i.e., the events (E), the relations (≺) and the labels (πl )), i.e., they score
a “−−” for global conclusiveness.

For example, Figure 3.3 (e) illustrates the original log (shown in Figure 3.3 (a))
recorded in such a way that all the events are recorded accurately, but the existence
of these events varies and are thus globally inconclusive. For instance, events A1
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appeared in 75% of the traces, and events B, C, and T also appeared in 75% of
the traces, but in different traces. Compared to the logs shown in Figure 3.3 (a),
(b), (c) and (d), it is hard to conclude the execution/existence of the events (and
its corresponding activity). In contrast to the inconclusiveness (inhomogeneous) of
the existence of events, the log in Figure 3.3 (e) does illustrate a globally conclusive
ordering between the events and conclusive labels of the events.

The altered log in Figure 3.3 (f) exemplifies a globally inconclusive ordering of
the events. For instance, in Figure 3.3 (f), events A1 are in some traces succeeded by
B and in the other traces preceded by B. Nevertheless, the log contains inconclusive
ordering to infer that all these activities are concurrent.

Figure 3.3 (g) shows an altered log recorded in such a way that the labels of
events are inconclusive. For instance, compared to the perfect log, some of the events
originally labeled with A2, B, C, and T are now all labeled as A. Having this log,
it is difficult to deduce which of the A events refer to the same activity executed in
the same context. Hence, the labels are classified as inconclusive, exhibiting inhomo-
geneity.

The causes of such inconclusiveness could be manifold and difficult to detect.
The inconclusiveness could be that the log contains traces of highly diverse process
variants. It could also be the process is highly flexible or operates in a highly flexible
environment (e.g., healthcare processes where each patient may have a customized
patient’s trajectory). The lack of conclusiveness of an event log may also be due to
the fact that the process behavior is rather random or chaotic, rendering the results
of process analysis useless.

We acknowledge that conclusiveness is rather difficult to assess or to attribute to
only the log or only the model, because conclusiveness may also depend both on the
technique applied and on the expectations or understanding of the user of the results.
The user may, therefore, reassess conclusiveness based on the results obtained.

Note that there is no trade-off between the two dimensions, a good event data set
should be both trustworthy and conclusive in order to perform analysis.

3.3 Instantiations of the Framework

Having explained the framework, we now discuss concrete cases of log quality issues
where we apply the framework and fill in the corresponding values. We call each of
these cases an instantiation of the framework. The proposed framework allows for
many possible instantiations. In this chapter and later in this thesis, we focus on a
specific subset of the instantiations, namely the ones that can be linked to a known
log quality issue. Moreover, after discussing each of the log quality issues, we propose
a technique to handle the issue.

Figure 3.4 exemplifies, from a methodology perspective, how the user can apply
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the framework to assess the data quality, to distinguish the log quality issues and to
select a subsequent preprocessing step. In Figure 3.4, on the left-hand side, (1) the
input log (as-is) is shown. In the middle, (2) the five tables visualize five different
instantiations of the framework, each of which represents an assessment of log quality
on the log. In the same figure, highlighted in red, a preprocessing step is proposed for
each instantiation. On the right-hand side of Figure 3.4, (3) the preprocessed logs and
(4) discovered models are shown. In the following, we explain the five instantiations
numbered from (Ia) to (Ie) and shown in Figure 3.4 more in detail and link them to
possible solutions.

3.3.1 Log of Unknown Quality or Unsatisfied Model

It is often possible that analysts are unfamiliar with the log or uncertain of the quality
of the log. They may simply apply a discovery algorithm to start with analysis. In
this situation, the resulting model may be of low quality or inconclusive, as shown
by instantiation (Ia) in Figure 3.4, due to a variety of possible problems discussed
in Section 3.2 or even their combination, the analysis is not aware of yet.

If the analyst is unsatisfied with the model, the analyst may need to explore the
input log in order to reassess the quality of the input log. For example, there is a
certain set of activities or dependencies between the activities that are problematic.

In such cases, it may require the analyst to explore the event log more in depth
and exam cases and instances. For this aim, we propose a semi-supervised log pattern
explorer, discussed in Chapter 4.

3.3.2 Untrustworthy Behavior

The second instantiation (Ib) in Figure 3.4 illustrates a common situation in many
case studies [27, 97, 106]: the user has classified the log as containing some non-
trustworthy events and relations (e.g., based on the results of instantiation (Ia) or
his/her expertise), thus “−” for IT of the events (E) and relations (≺). Nevertheless,
the log contains some strong (frequent) behavior rather conclusively (the main flow),
thus the user may assign a “+” for the global conclusiveness for all columns.

The analyst may tackle this issue by using existing filtering techniques. For ex-
ample, removing the non-trustworthy (infrequent) cases (events) and discovering a
model from the trustworthy cases (events). As in the example, the variant 〈A,B ,C ,T 〉
is frequent and presents the main-stream behavior, the user can filter out the other
cases and discover a simple, sequential model based on this variant. Many researches
have been conducted into log filtering. This log quality issue is, therefore, not inves-
tigated in this thesis.
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Figure 3.4: Five examples of quality issues as possible instantiations of the framework: the
input log (1) is assessed by instantiating the framework (2); five different instan-
tiations of the framework showing five quality issues. On each instantiation, a
specific preprocessing technique that transforms the log in (a) into the log in (3)
is exemplified and highlighted in red (2); the preprocessing step improves the
quality of the input log and aims to turn the “−” into “+”. The preprocessed logs
(3) are then used to discover models or obtain the analysis results shown in (4).

3.3.3 Inconclusive Behavior or Inhomogeneous Behavior

The instantiation (Ic) in Figure 3.4 shows the opposite of instantiation (Ib). Regarding
the same log, the user can decide to classify the log as globally inconclusive, assigning
a “−” to the global conclusiveness of the events (E) and relations (≺) in the log. By
contrast, the user can classify the individual events as trustworthy, thus “+” for IT
of all columns. This indicates the recordings are trustworthy. However, there is a
dominant process variant missing.
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This is also known as the high variety of behavior problem [15, 31]. To im-
prove the conclusiveness, trace clustering techniques have been proposed in existing
works [16, 17, 31, 37, 42, 91].

In this thesis, we present a trace clustering algorithm based on behavioral similar-
ity of the events, relations and labels in the log, as they are classified as trustworthy.
This approach is discussed in Chapter 5.

3.3.4 Imprecise Labels

In the third instantiation (Id) in Figure 3.4, the user considers some event labels
as inconclusive (“−” for GC of the labels), while the rest of the log is classified as
trustworthy and contains the main behavior (“+” for the rest).

Then one may use this information to refine the labels of events by finding similar
groups of events that share the same label and the same context. The log with refined
labels then yields more conclusive results [69]. In this thesis, we present an approach
to derive a refined labeling function based on behavioral similarity of the events in
the log, as they are classified as trustworthy. This approach is discussed in Chapter 6.
The evaluation shows that a more precise and conclusive model may be discovered.

3.3.5 High-Quality Log Yet Unsatisfied Model

The last instantiation (Ie) in Figure 3.4 in which all entities are classified as trustwor-
thy and conclusive, the analyst may still discover process model of low quality. This
suggests that there are true deviating behaviors in the log.

In this thesis, we present an approach to detect deviating events in an event
log, without using a normative process model as input. This approach is discussed
in Chapter 7. The evaluation shows that when the events and relations are trust-
worthy, deviating events can be detected as accurate as when against a normative
model.

3.3.6 Extensions of the Framework

The columns and the rows of the framework are definitely not limited to the log
entities and quality dimensions discussed in Section 3.2, respectively. The user or the
analyst can extend the framework with additional entities and quality dimensions, to
tailor the framework towards other analyses to be conducted.

For example, if the user conducts a performance analysis in addition to behavioral
analysis, the user can add the entity timestamps as a fourth column. Similarly, the
resources or other data attributes could be added as columns.

The rows could be extended to other quality dimensions of importance. For exam-
ple, the user can add log completeness as a quality dimension [58, 116] and assign a
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score to assess the quality of the log entities with respect to log completeness. Inter-
estingly, the user may add model quality as a row, assessing the quality of the model
as an additional quality dimension in the context of conformance checking analysis.

In the remainder of the thesis, we focus on the three log entities and the two qual-
ity dimensions discussed in this chapter. For the other log entities and their qualities,
we assume that they are either of high quality or irrelevant for the analysis.

3.4 Chapter Summary

In this chapter, we proposed a conceptual framework to help a user positioning the
log quality issues and linking the issues to a pre-processing approach. Linking back
to our overview in Figure 3.1, the instantiations provide users templates to assess
their situation and select the corresponding steps to improve log quality. For some
instantiations, new techniques are proposed, which we discuss more in depth in the
next chapters.

As future work, the applicability of the conceptual framework may be evaluated
by conducting empirical studies involving process experts or analysts.



Chapter 4
Behavioral Pattern Detection and
Exploration

In the previous chapter, we discussed a conceptual framework for understanding
event data quality. We introduced two quality dimensions, individual untrustworthy
and globally inconclusive, and discussed four instantiations of the framework. In the
first instantiation, the analyst is unknown to the event log and/or is unsatisfied with
the discovered models. In this case, we do not have any assumptions about the log.
The analyst may decide to explore the actual event data to obtain valuable insight,
identify log patterns pertaining to log quality issues or non-compliance behavior. In
this chapter, we discuss this situation more in depth and present a semi-supervised
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Figure 4.1: The pattern detection approach and its input (an event log) and outputs (log
patterns and diagnostic information) discussed in this chapter are highlighted
in the overview figure.
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approach to assist the analyst to explore event logs and detect log patterns, as shown
in Figure 4.1.

4.1 Unsatisfied with Models Discovered?

As discussed in the introduction in Chapter 1, real-life event logs may contain many
complex behavior, irregular behavior or imperfect log patterns, which current dis-
covery algorithms struggle to handle. As a result, the discovered model may be in-
conclusive, over-generalized, or unnecessarily-complex, the interpretation of which is
difficult. This can result in misleading insights regarding process behavior. Figure 4.2
exemplifies such a problem: Figure 4.2 (a) shows an event log which contains four
traces involving five different activities; from the log, an existing discovery algorithm
(e.g., the Inductive Miner [57]) may return an over-generalized model allowing all
five activities to be executed or skipped in any order, as shown in Figure 4.2 (b).
Other discovery approaches (e.g., state and language-based regions [102]) may pro-
duce overfitting models that basically encode the traces in the event log.

We have introduced (in Chapter 3) the case when the user is unfamiliar with the
event log, is unknown to the quality of the log, or is unsatisfied with the discovered
model (or parts of the model). As shown in Figure 4.3, in such cases, the framework
is instantiated and filled with question marks for each quality dimension and for each
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Figure 4.3: An overview of the semi-supervised pattern detection approach discussed in this
chapter.

log entity. In another case, when the user is unsatisfied with the discovered model,
the user can also fill the framework with question marks. Although the two situations
may be very different and orthogonal to each other, the resulting assessment of the log
is the same, as shown in Figure 4.3: the quality of the log is unknown, and the event
log can be explored and investigated further, in order to understand the behavior in
the log and the cause of inconclusive results. This exploration step would also help
the user understanding the quality of the log and selecting suitable preprocessing
steps.

For dealing with complex event logs in process mining, pattern detection has been
proven to be a powerful mechanism and to help to gain valuable insight into common
behavior in process executions [19, 32, 46, 55, 74, 75, 78, 95]. However, existing
approaches to log pattern detection are either exclusively unsupervised learning or
exclusively supervised learning, with each having their own limitations, as depicted
by Figure 4.4.
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Figure 4.4: Problem analysis: there is a gap between unsupervised and supervised pattern
detection on event logs.
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Unsupervised learning [19, 55] generates patterns based on statistical properties
of the log, such as frequency, support and confidence. Such approaches often suf-
fer from the problem known as “pattern explosion”. Patterns that are less frequent
are more difficult to detect. Moreover, to the best of our knowledge, no existing un-
supervised approach in log pattern detection supports retrieving the occurrences of
patterns. Since the semantics of patterns are defined by its occurrence, the retrieval
and exploration of the occurrences in their contexts help the user to understand the
patterns. In contrast, most supervised approaches [74, 75] assume a pattern set will
be given, e.g., manually drawn by the experts, which puts the burden on the modeler.
This modeling task is often laborious and may miss unexpected but relevant patterns
from the log.

In this chapter, we propose a semi-automated approach to detecting log patterns
from an event log, of which an overview is shown in Figure 4.5. We define the log pat-
terns as short acyclic process fragments (formally: partial orders of activities where
direct and indirect succession of activities are specified) and the semantics of the pat-
terns as instances detected in an event log. As shown in Figure 4.5, the approach
starts with (1) visualizing the traces in a dotted-chart-like manner. The visualization
allows users to interactively (2) detect and extract log patterns of interest. The oc-
currences of a log pattern in traces can be (3) highlighted in the log visualization, to
support users exploring patterns in their context and comparing occurrences of pat-
terns. Users can (4) modify or extend patterns based on their instances in the log (by
extending them with additional activities, different ordering relations, etc.) or create
new patterns based on existing ones. This way we enable the user to explore the
patterns in their context (where and how frequently they occur) and modify patterns
interactively and iteratively, aiming to help the user to (i) explore an event log with
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ease, (ii) obtain more concrete and accurate insights into process behavior than is
possible from some end-to-end discovered models, and (iii) balance between unsu-
pervised and supervised learning.

The contributions are the following.

• We formally define the syntax and semantics of patterns as a partial order of ac-
tivities in terms of concurrence (or independence), directly-cause or eventually-
cause relations.

• We distinguish one activity as a core-activity, which is the focal point of a pat-
tern. We discuss a matching algorithm using the notion of core-activity to re-
trieve pattern instances and calculate the support and confidence of a pattern
based on the number of pattern instances that match the pattern.

• We propose three semi-supervised pattern detection methods using the event con-
text of core-activity, called them detectors, using the core-activity of interest,
and we provide operations to extract and modify patterns based on matches in
an event log.

• We implemented the approach as a ProM visualizer Log Pattern Explorer in the
LogPatternExplorer package [60] for the ProM framework [10, 105]. The tool
supports both supervised and semi-supervised detection. Moreover, we inte-
grate two unsupervised approaches to show that our approach does not substi-
tute but complements existing pattern detection approaches.

We evaluated the approach in two case studies conducted using real-life event data
sets. The results show concrete insights into process behavior patterns which existing
discovery algorithms cannot reveal.

The remainder of this chapter is organized as follows. Section 4.2 discusses re-
lated work. In Section 4.3, we formally define the patterns and pattern instances. In
Section 4.5, we explain our approach to detect patterns and find pattern instances.
Section 4.6 reports results for the two case studies conducted. Section 4.7 concludes
the chapter and discusses future work.

4.2 Related Work

We use Table 4.1 to discuss and structure related work. Here we discuss related work
on log pattern detection on a conceptual level; an evaluation of the unsupervised
techniques using a real-life event log is discussed in Section 4.6.

Log Pattern Definition

Patterns in the process mining literature have been defined in various ways. Early
work focuses on clustering frequently co-occurring activities; such a cluster of ac-
tivities is considered as a (low-level) pattern and mapped into a high level activ-
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ity [36, 46]. Later, more specialized definitions are used. Bose et al. [19] defined
patterns as repeated sequences. [55] and [32] defined patterns as partial orders
of activities in which the edges only represent eventually-cause relations. The work
in [5, 75, 99] considered patterns as Petri nets. In [5], the authors extend the Petri net
that represents the normative process with additional transitions and places that rep-
resent high level deviation patterns. In our case, we use partial orders, distinguishing
concurrence, directly-cause and eventually-cause.

Our way of defining the log patterns has two main advantages, compared to Petri
nets (e.g., local process models [99], compliance rules [86]) or Episodes [55]. Firstly,
the log patterns are simple, compared to for example Petri nets. We acknowledge that
the Petri nets are more expressive. However, as we discussed earlier, we would like
to support process analysts to explore the log. Having simple patterns that resemble
the behavior in the log would help the analyst to recognize the patterns and alleviate
the prerequisite of knowing a modeling language. Secondly, our log patterns are
defined with clear semantics, i.e., the occurrences of a log pattern is clearly defined
and deterministic. By contrast, the patterns and their occurrences that are defined in
terms of Petri nets or Episodes are less precise. For example, they do not distinguish
the direct-follow or eventually-follow relations [99]. Also, the occurrences of a Petri
net-based pattern are ambiguous when the behavior in the log does not fit the Petri
net (it then depends on the underlying alignment technique on how it aligns the
log with the pattern) [99]. As our objective is to help the analyst understand and
learn the observed behavior in the log more precisely, we consider the Petri nets and
Episodes to be less suited.

Unsupervised Log Pattern Detection

Unsupervised log pattern detection approaches take an event log as input and gen-
erate patterns based on predefined measures [19, 32, 40, 55]. This has some limi-
tations. Firstly, such unsupervised approaches are computationally complex and ex-
pensive, generating a massive amount of possible patterns based on their frequencies
or other measures. If one sets the values for the measures too high, then only very
frequent, trivial patterns are returned, thereby missing many interesting results. By
setting the values too low, too many patterns are returned (so called “pattern explo-
sion”) [19, 32, 40, 55]. Secondly, as a result of not leveraging domain knowledge,
many of the patterns generated by unsupervised learning are not of interest or are
meaningless. Finally, most unsupervised approaches do not return pattern instances
or additional contextual information for the detected patterns, thus obstructing the
user from exploring and analyzing the patterns [55].
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Table 4.1: Comparison of related pattern detection approaches.

S/U/M/V* Exact in-
stances?

provide
unsuper.
support

Change/
define

patterns?

Explore
pattern

in-
stances?

Bose et al., Pattern abstraction [19] U Exact + (beh.)† - -
Günther et al., Fuzzy mining [46] U Exact + (act.) - -
Mannhardt et al., Log abstraction [75] S Approx. - (act.) + +/-
Maggi et al., LTL checker [74] S Exact - (com.) +/- +/-
Leemans et al., Episodes miner [55] U Exact + (beh.) - -
Diamantini et al., Pattern discovery [32] U Exact + (beh.) - -
Baier et al., Activity matching [11] M Exact - (act.) - -
Ferreira et al., Label abstraction [36] U Exact + (act.) - -
Tax et al., Local models [99] U Exact + (beh.) - -
Song et al., Dotted chart [92] V NA - (beh.) - -
Shneiderman et al., EventFlow [78] S.V. Exact - (beh.) + +
Lu et al., Pattern explorer M.S.V.U. Exact + (beh.) + +

* S. for supervised; U. for unsupervised; M. for Semi-Supervised; V. for visualization.
† In parentheses, the aim of the technique is abbreviated: beh. for behavior analysis; act. for low level activity
abstraction; com. for compliance checking.

Supervised Log Pattern Detection

Supervised pattern detection approaches in process mining take patterns and logs
as input and detect pattern instances as results [75]. Such supervised approaches
require the user to model patterns in a formal language such as Petri nets or LTL
constraints. This relies on the expertise of the user, who may need to formalize a
large set of pattern descriptions. Moreover, the user may miss potentially important
patterns through incomplete specification or model idealized patterns that are not
observed in reality.

Log Explorer and Visualization

Advanced log visualization analytics have also been proposed as a way to help the
user observe patterns. The dotted chart [92] is a simple way of visualizing event
logs and helping the user spot and interpret patterns such as batch processing. How-
ever, no pattern extraction approaches are supported, nor is it possible to query for
all instances of the observed patterns. EventFlow [78] has been proposed as a more
advanced tool for visualizing event sequences. It allows for advanced querying, but
also requires the user to create patterns (queries) and does not support generating
patterns in an unsupervised or semi-unsupervised way. Another approach known
as EventPad [24] has been proposed for visualizing, exploring and editing event se-
quences, interactively. However, no concurrency relation is supported. Similar to
EventFlow, EventPad also does not support generating patterns in an unsupervised
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manner. The same case holds for the commercial process mining tools. For example,
Fluxicon Disco [38, 45] and Celonis Process Mining [89] provide functionality for log
exploration and log filtering but do not support for behavior pattern detection. In our
case, we allow semi-supervised pattern detection; the detected patterns are suggested
to the user and can be used as queries. Moreover, we support partially ordered events
and help the user detect and explore causal dependencies between events [71].

Model Pattern (Clone) Detection and Others

Another line of work is detecting exact or inexact sub-processes in a collection of busi-
ness processes [34, 53]. Again, mostly focused on unsupervised approaches (model
clone detection [34, 53]) or supervised approaches (e.g., process querying [50, 83,
84]). Aforementioned limitations of such approaches apply too. Since these tech-
niques are not directly applicable on event logs, we do not discuss them in detail.

4.3 Patterns and Pattern Instances

Related to the partially ordered traces of an event log defined in Section 2.4, we now
present the concepts of log patterns. In this section, we motivate and define the log
patterns and pattern instances.

In Section 4.4, we discuss how pervasiveness measures for the patterns, such as
support, confidence and coverage, are computed. In Section 4.5, we discuss our three
approaches to pattern detection.

4.3.1 Requirements for Specifying Patterns

An important design decision we made is how we define log patterns; in other words:
what is the syntax of log patterns? In order to support process analysts in expressing
and modifying log patterns with ease, the patterns should be simple. Moreover, if
patterns resemble our input partially ordered traces, it would probably be easier for
users to observe and recognize occurrences of patterns in a log. Furthermore, patterns
should have clear semantics, defining the events and the traces that satisfy a particular
pattern. In the following, we discuss two design decisions we made to define the log
patterns: (1) we introduce a notion called core-activity to count the occurrences of a
pattern less ambiguously, and (2) we define the patterns more precisely to distinguish
different types of causal-relations.

First, we consider the problem of how defining occurrences of patterns that al-
ready arises on sequential logs and simple sequential patterns. Traditionally, detect-
ing the occurrences of a pattern and counting their frequencies could be ambigu-
ous. Figure 4.6 (a), (b) and (c) exemplifies this ambiguity. For example, having
a pattern P that says “a eventually-caused b” and a trace σ1 = 〈a,b,b, a〉, as shown
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Figure 4.6: An example of a pattern with different core-activities and the corresponding
number of occurrences counted.

in Figure 4.6 (a), should one count this as one instance or two? Given another trace
σ2 = 〈a,b, a,b,c〉, if one counts the number of combinations, such an approach may
count three occurrences in σ2 while there are only two a’s and two b’s, causing con-
fusion.

In our case, we introduce a notion called a core-activity in the patterns. The core-
activity of a pattern anchors the pattern (in a particular perspective), allowing for
defining and counting the occurrences of a pattern more clearly. The occurrences of
a pattern are simply counted as the number of distinct events that match the core-
activity and satisfy the pattern; we call these events core-events. Moreover, we can
omit alternative sets of contextual events of the same core-event. For instance, taking
the same example shown in Figure 4.6 (b), if a is the core-activity of P, then we have
one a for σ1 and two a’s for σ2, in total 3 occurrences. This pattern defines a class of
a in which each a is eventually followed by b. Similarly, as shown in Figure 4.6 (c), if
the pattern P has b as the core-activity, then we have two b’s for σ1 and also two b’s
for σ2, in total 4 occurrences (pattern instances).

Having a core-activity also allows to unambiguous find anti-pattern instances
(events) that do not satisfy a pattern on the event level and not just on the case
level. For example, in Figure 4.6 (b), having pattern P with a as the core-activity, the
second a in σ1 clearly does not satisfy the pattern. Without the core-activity, σ1 may
be considered as compliant or not, depending on the interpretation of the pattern.

We define a log pattern as a DAG of nodes labeled with activities, similar to par-
tially ordered traces. Moreover, we define two types of edges in such a DAG, which
allow for explicitly expressing directly-cause and eventually-cause. From these two
types of relations, the concurrence relation is deduced.

Three examples of the log patterns are shown in Figure 4.7 (a), (c) and (e), exem-
plifying concurrence, directly-cause and eventually-cause relations. The occurrences
of these patterns highlighted on the same four traces are respectively shown in Fig-
ure 4.7 (b), (d) and (f). Pattern P1 in Figure 4.7 (a) states that Injury should directly-
cause both Arrival and Admission, and the latter two occurred concurrently. Events
e11 in trace 1 and e21 in trace 2 satisfy P1, whereas e31 in trace 3 and e41 in traces 3
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Figure 4.7: Three log patterns and the corresponding pattern occurrences (instances) high-
lighted on the same four traces; the corresponding anti-pattern instances, which
are the occurrences that do not satisfy the patterns, are also highlighted

and 4 do not satisfy P1 because they are only directly succeeded by Arrival and not
by Admission. Such events that do not satisfy the pattern we call them anti-pattern
instances. For pattern P3 in Figure 4.7 (e) where Arrival should be directly succeeded
by Treat, only event e31 does not satisfy P3 because the Arrival is only eventually-
succeeded by Treat. Event e31 is thus an anti-pattern instance of P3.

4.3.2 Definition of Pattern and Core-Activity

In the following, we formally define the log patterns with syntactical constructs.

Definition 4.1 (Log Pattern) A log pattern P = (N , 7→,;,α,c) is a directed acyclic graph,
of which:

• N is a set of nodes,
• 7→ is a set of edges among N and denotes the directly-cause relation,
• ; is a set of edges among N and denotes the eventually-cause relation,
• α : N → A is a partial function that assigns a label α(n) to any node n ∈ N ,
• c ∈ N is a node and is considered as the core-activity of the pattern

and satisfies the following constraints:
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1. 7→⊆;, i.e., the directly-cause relation is a subset of the eventually-cause relation;
2. (N ,;) is a partial order, from which the concurrence ||; can be deduced;
3. for all n,n′ ∈ N , if there is n′′ ∈ N such that n ; n′′ ; n′, then there is no n 7→ n′.

We also say c has a context P and call N \{c} the context-nodes of c defined by P .

Note that 7→ is not transitive. Moreover, despite 7→⊆;, the transitive closure of
7→ is not necessarily ;, and vice versa, the transitive reduction of ; is not neces-
sarily 7→. For example, considering the pattern P2 shown in Figure 4.7 (c), 7→=7→+=
{(Injury,Arrival)}, and 7→= {(Injury,Arrival), (Arrival,Treat), (Injury,Treat)}.

The three constraints in the definition of patterns ensure the semantics of the
patterns to be correct and to be similar to the behavior in the traces. The first con-
straint states that if there is a directly-cause relation between events e and e ′, then
there should also be an eventually-cause relation between these two events, which
is trivial, since the directly-cause relation implies the eventually-cause relation. For
the second constraint, for each two events e, e ′ in a trace, we can have only two valid
situations: either there is an eventually-cause relation between e and e ′ (i.e., e ; e ′ or
e ′ ; e), or there is no causal relation (because the eventually-cause relations ; is a
partial order). In case there is no causal relation, we say e should be concurrent to e ′,
which is thus similar to the definition of partially ordered traces (see Definition 2.9).
The third constraint simply excludes the invalid patterns which cannot have any oc-
currence matched in any partially ordered trace by the definition (see Definition 2.9).

Definition 4.1 only defines the syntax of our pattern. Given any labeled DAG, we
may use this definition to verify whether this labeled DAG is a syntax-correct pattern.
The semantics of a log pattern are defined by the occurrences of a pattern in traces.
A log pattern could be syntactically correct but have no occurrences in an event log.
We call the occurrences of a pattern pattern instances and explain them further in the
next section.

4.3.3 Pattern Instances and Anti-Pattern Instances

A log pattern may be regarded as a core-activity (labeled with an activity) that oc-
curred in a particular context (defined by the context-nodes). From this perspective,
an occurrence of the pattern, for which we called instance, is an event labeled with
the same activity occurred in the same context in a trace.

In the following, we define the occurrences of a pattern in an unambiguous way
(to avoid the problems sketched above and to allow define measures of patterns later)
using the core-activities. For this, we first define an instance of a pattern. Then, we
define the set of all possible instances of a pattern in a log, though the same core-
events may be part of multiple instances. This also allow us to unambiguously define
the set of anti-pattern instances. Finally, to get unambiguous pattern instances, we
define a “maximal set” of pattern instances.
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Definition 4.2 (Pattern Instance and Pattern Trace) Let P = (N , 7→,;,α,c) be a log
pattern, ϕ= (Eϕ,≺ϕ) a partially ordered trace, E ′ ⊆ Eϕ a subset of events, and ec ∈ E ′ an
event. Let πl be the default labeling function for all events (see Definition 2.6). (ec ,E ′) is
an instance of pattern P if and only if there is a bijective function I : E ′ → N such that

• ec is mapped to the core-activity, i.e., I (ec ) = c.
• for each event e ∈ E ′, event e and the corresponding node I (e) have the same label,

i.e., πl (e) =α(I (e)); and
• most importantly, for all events e,e ′ ∈ E ′, the relations between e and e ′ satisfy the

relations between I (e) and I (e ′), i.e.,

1. I (e) 7→ I (e ′) ⇒ e ≺− e ′,
2. I (e) ; I (e ′) ⇒ e ≺+ e ′, and
3. I (e ′)||;I (e) ⇒ e ′||≺e

If (ec ,E ′) is an instance of pattern P , we also say ec satisfies P and call ec a core-event.
Moreover, we say ϕ satisfies P and call ϕ is a trace of P .

The behavior specified by a pattern is preserved in the instances of the pattern.
Figure 4.7 (b), (d), and (f) respectively exemplify the pattern instances of the three
patterns shown in Figure 4.7 (a), (c), and (e). It is important to note that changing
the core-activity of a pattern does not change the behavioral relations of the pattern,
but does change the instances that match the pattern, as shown in Figure 4.6.

Definition 4.3 (The Set of All Pattern Instances, The Set of All Core-Events) Let
P = (N , 7→,;,α,c) be a pattern and Lϕ a partially ordered log. The set of all pattern
instances PI(P,ϕ) of trace ϕ= (Eϕ,≺ϕ) ∈ Lϕ is defined as the set of all instances of P in ϕ.

We write PI(P,Lϕ) =⋃
ϕ∈Lϕ PI(P,ϕ) for the union of the set of all pattern instances of

all traces in log Lϕ.
We write PIC(P,Lϕ) for the set of all core-events that satisfy P , i.e., PIC(P,Lϕ) = {e |

(e,E ′) ∈ PI(P,Lϕ)}.

Note that regarding any pattern, the set of all pattern instances and the set of all
core-events are deterministic and remain the same. This also allow us to define the
set of anti-pattern instances of a pattern unambiguously and deterministically.

Definition 4.4 (Anti-Pattern Instances) The set AntiPIC(P,Lϕ) of all anti-pattern in-
stances is defined as the set of core-events that do not satisfy P , i.e., AntiPIC(P,Lϕ) = {e ∈
EL |πl (e) =α(c)}\PIC(P,Lϕ).

As we may only be interested in the core-events and not in all possible combi-
nations of the context-events, we also define a maximal set of pattern instances as
follows.
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Definition 4.5 (A Maximal Set of Pattern Instances) Let P be a pattern, Lϕ a par-
tially ordered log, and PI(P,Lϕ) the set of all pattern instances in Lϕ that satisfy P . A
maximal set of pattern instances MPI(P,Lϕ) ⊆ PI(P,Lϕ) of log Lϕ is defined as a largest
set of pattern instances of P in Lϕ that differ in their core-event, i.e., for any instance
(e ′,E ′) of P , if (e ′,E ′) ∉ MPI(P,Lϕ) then there exist (e ′,E ′′) ∈ MPI(P,Lϕ).

Note given a pattern P and a log Lϕ, a maximal sets of pattern instances MPI(P,Lϕ)

is non-deterministic, i.e., there could be multiple maximal sets of pattern instances.
In Section 4.5.2, we discuss an algorithm to compute a maximal set.

Consider for example pattern P2 in Figure 4.7 (c) and the four partially ordered
traces shown in Figure 4.7 (d) to be the set of all partially ordered traces in Lϕ. A max-
imal set of pattern instances of P2 in Lϕ always contains four pattern instances with
e11, e21, e31 and e41 as the core-events that satisfy P2. As e41 (Injury) in Figure 4.7 (d)
already satisfies P2 with context-event e43 (Treat), e44 (Treat) is not considered as a
context event. However, if n6 (Treat) was considered as core-activity of P2, we would
obtain five instances with the core-events e15,e24,e34,e43, and e44. Furthermore, e31

and e41 are anti-pattern instances of pattern P1.

4.4 Pattern Support, Confidence and Coverage

To help the user assess the pervasiveness and probabilistic information of a pattern,
we define the following five measures of a pattern based on the set of all pattern
instances. Note that these measures are standard and generally used in the data
mining and pattern learning [47], we adapt them based on our definition of the log
patterns.

Let P = (N , 7→,;,α,c) be a pattern. Given a partially ordered log Lϕ, we have the
set of all core-events PIC(P,Lϕ) = {e1,e2, · · · ,en} that satisfy P .

• Pattern support indicates how many distinct events satisfy P , i.e., P-supp(P,Lϕ) =
| PIC(P,Lϕ) |.

• Pattern confidence is the number of events that satisfy P divided by the total
number of events that have the same label as the core-activity; this measure
indicates how often is the occurrence of the core-event a predictor for the oc-
currence of the entire pattern, i.e., P-conf (P,Lϕ) = P-supp(P,Lϕ)

|{e∈EL |πl (e)=α(c)}| .
• Case support is the number of traces that have at least one pattern instance

satisfying P , i.e., C-supp(P,Lϕ) =| {ϕ ∈ Lϕ | ∃e ∈ PIC(P,Lϕ),e ∈ Eϕ} |.
• Case confidence is the case support of P divided by the number of cases that con-

tain at least an event with the same label as c, which indicates how many of the
cases where c occurred satisfy pattern P , i.e., C-conf (P,Lϕ) = C-supp(P,Lϕ)

|{ϕ∈Lϕ|∃e∈Eϕ,πl (e)=α(c)}| .
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Figure 4.8: An example of long-term probabilistic dependencies is shown using an event log
and four log patterns.

• Case coverage is the case support of P divided by the number of cases in the log,
i.e., C-cover(P,Lϕ) = C-supp(P,Lϕ)

|Lϕ| .

For example, for the pattern P2 and the partially ordered traces in Figure 4.7, we
have P-supp(P2,Lϕ) = 4 and P-conf (P2,Lϕ) = 1.0, which indicates all events with label
Injury directly causes an event labeled with Arrival, which again eventually-causes an
event Treat; they all satisfy P2.

An example of finding long-term probabilistic dependencies in an event log based
on the eventually-cause relations in log patterns and the statistical information listed
above (e.g., the case-support and the case-confidence) is shown in Figure 4.8. The log
L11 consists of 200 traces, as shown in Figure 4.8 (a). Figure 4.8 (b) shows four
log patterns PAC , PAD, PBC , and PBD, having their case confidence C-conf computed.
There are 100 traces where A occurred; in 90 of these traces, A is eventually followed
by an event C, i.e., C-conf (PAC ) = 90%; only in 10 traces A is eventually followed by an
event D, i.e., C-conf (PAD) = 10%. By contrast, B is much more likely to cause an event
D as shown by the case confidence of PBD, i.e., C-conf (PBD) = 95%, and less likely to
cause an event C as shown by the case confidence of PBC (C-conf (PBC ) = 5%). Based
on this, the analyst may infer that there is one long-term probabilistic dependency
between A and C, and one between B and D.

We note that the desirability of pervasiveness measures (highly pervasiveness or
otherwise) is context/application dependent. For instance, for the patterns that rep-
resent non-complaint behaviors or data quality issues, we would prefer to see low
pervasiveness. Let us assume that we have a pattern P4 which represents a data
quality issue (e.g., manual recording error), for example, in P4, Admission is the core-
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activity and Admission is eventually-followed by an Injury. It is then desirable that
the frequency/support of this pattern is low, meaning that this data quality issue does
not occur frequently in the log (e.g., in Figure 4.7, P-conf(P4, Lϕ) = 0). Therefore,
the user can define a set of log patterns related log quality issues and then compute
and retrieve pattern instances accordingly, to learn the quality of the analyzed event
log. In the following section, we present a set of pattern detection methods.

4.5 Log Pattern Detection

We now introduce operations to extract and extend patterns in the context of a log
in an explorative approach. To help the reader envision this explorative approach,
we first briefly introduce the Log Pattern Explorer tool, for which a screenshot is
shown in Figure 4.9. The right-hand side panel shows the log patterns, manually or
automatically extracted. The user may create or modify a pattern. On the left-hand
side, each log trace is visualized as a partial order in its own panel: each event is
visualized as a square tile; tiles can be colored based on event attributes; concurrent
events are stacked on top of each other; the labels and arcs are omitted for the sake
of simplicity. When a user selects one or more patterns in the right-hand panel, all
pattern instances are highlighted on the left (by a color-coded frame around the tiles
of the satisfying events).

In Section 4.5.1, we discuss various ways to extract, detect, and modify patterns
using supervised, semi-supervised or unsupervised approaches. We then discuss an
approach to compute a maximal set of pattern instances of a pattern (Definition 4.5)
in Section 4.5.2.

4.5.1 Pattern Detection Approaches

Definition 4.1 and the tool allow the user to create any pattern of interest. Never-
theless, as shown in Figure 4.5, we would like to support the user in detecting these
patterns from a log with ease. For example, an expert glances through the partially
ordered traces visualized in Figure 4.9 and may observe some events (patterns) reoc-
cur in many traces, e.g., through the color coding. The user can then mark all events
(tiles) in a trace that make up the pattern. In the following, we define an automated
operation for the extraction of the marked events and their relations from the trace,
in order to build a complete pattern definition.

Supervised Pattern Extraction from Partially Ordered Traces

In essence, the marked events in a partially ordered trace ϕ are used to extract a
subgraph of ϕ as the pattern. Formally, let ϕ = (E ,≺) be a partially ordered trace,
E ′ ⊆ E a set of events marked by the user and ec ∈ E ′ a chosen core-event, which will be
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Pattern P0
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Trace 1

Trace 2

Trace 3

Trace 4

…

Pattern P7

3. Return detected patterns:
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concurrent events stacked; 
Labels and arcs omitted
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2. Select an event (A_DECLINED)
and apply a detector (direct-context) 

5. Extend or modify a pattern

4. Select a pattern (e.g. P1),
filter on pattern traces and
highlight pattern instances

Figure 4.9: The patterns found using event A_SUBMITTED.

abstracted into the core-activity of the pattern. The function extractPattern(ϕ,ec ,E ′) =
P returns the log pattern P of E ′ induced on ϕ, i.e., extractPattern(ϕ,ec ,E ′) = P = (N , 7→
,;,α,c) where N := E ′, 7→ := (≺−)↓E ′ , ; := (≺+)↓E ′ , α := (πl )↓E ′ , and c := ec .

Figure 4.10 (Step 1) shows extraction of a pattern from the partially ordered
trace by marking events e1 (Injury), e2 (Arrival) and e3 (Admission) and considering
e1 as the core-event. The extracted pattern P1 = (N , 7→,;,α,c) with N = {n1,n2,n3},
n1 7→ n2,n1 7→ n3, n1 ; n2, and n1 ; n3; n2 and n3 are concurrent; for α, the labels
of events remain unchanged; n1 is the core-activity. In the tool shown in Figure 4.9,
the user can mark a set of tiles (events) on the left and apply the pattern extraction
function, the first tile is the core-activity; the extracted pattern will appear in the
panel on the right.

Semi-Supervised Pattern Detection

To help the user detect patterns of interest, we also present three detectors that iden-
tify patterns for a user-chosen activity: (1) concurrence detector, (2) direct-predecessor
detector and direct-successor detector, and (3) direct-context detector. (1) The concur-
rence detector obtains a set of distinct patterns that describe different sets of activities
which occurred concurrently to the user-chosen activity. Formally, let P be the set
of patterns we have detected so far. Let Lϕ be a partially ordered log and c a core-
activity of interest. Let Ec = {e ∈ ELϕ | πl (e) = α(c)}. For event e ∈ Ec , let ϕ ∈ Lϕ be
the trace containing e, and let Ce be the events that are concurrent with e in ϕ. If
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Figure 4.10: Iteratively extracting and extending patterns from partially ordered traces.

(e,Ce ∪ {e}) is not an instance of any pattern P ∈ P , then we obtain a new pattern
P ′ = extractPattern(ϕ,e,Ce ∪ {e}) and add P ′ to P . For (2) the direct-predecessor (suc-
cessor) detector, Ce is the set of events that are directly-causing (that directly-caused
by) core-event e. For (3) the direct-context detector, Ce contains directly preceding,
succeeding and all concurrent events of e. The relevance of an extracted pattern can
be assessed using the measures of Section 4.4.

Integrating Unsupervised Pattern Detection

To also leverage on existing unsupervised pattern detection techniques, their output
has to be converted to our pattern notion (Definition 4.1). We discuss this conver-
sion for two techniques [19, 55]. For the technique in [19], the output patterns
are subsequences of activities. Any such pattern also satisfies our pattern defini-
tion (Definition 4.1). However, events that originally were totally ordered may now
be independent (concurrent) due to the usage of partially ordered traces and may,
therefore, no longer satisfy the converted pattern. In such cases, the user may find
low P-supp and P-conf, explore anti-pattern instances and modify the pattern accord-
ingly. The output patterns in [55] are partial orders of events in which the relations
represent eventually-follow and no relations represent co-occurrence. We retain all
eventually-follow relations and choose to consider co-occurrence as concurrent. Re-
garding choosing the core-activity, the user may specify an activity (label) of interest
to be automatically selected as the core-activity; otherwise, a random node is selected.
The user can run such an unsupervised detection in the tool shown in Figure 4.9. The
returned and converted patterns are shown in the right panel. The user can explore
the pattern instances in the left panel. Note that the pervasiveness of a pattern (such
as P-supp and P-conf) are recomputed in our case, depending on the chosen core-
activity. Currently, the user can export and import patterns as text files. As future
work, we can standardize a file format (e.g., XML) for the patterns. The user can use
this format to import, export and exchange patterns, which can reduce the efforts of
manually converting patterns obtained from other approaches that are not integrated.
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Creating, Extending and Changing Patterns

Seeing the detected patterns and all instances of patterns in their larger context, the
user may change a current pattern or create a new one. Definition 4.1 allows to check
whether the new pattern is syntax-correct, and the algorithm that computes the in-
stances of the pattern updates the semantics of the pattern, discussed in Section 4.5.2.
Step 3 (extend pattern) in Figure 4.10 exemplifies two different extensions of P1 that
differ in how the added node Treat is related to its predecessors.

4.5.2 Computing a Maximal Set of Pattern Instances

Having patterns obtained using one of the aforementioned methods, the semantics
and the relevance of a pattern are defined by its pattern instances, as discussed in Sec-
tion 4.3.1. To compute a maximal set of instances of a pattern (Definition 4.5), we
present the following method, divided into three phases. First, all events that can
be matched to core-activity c of pattern P are computed; we call these events the
candidates of c and use Ec to denote this set of events. In the second phase, for
each candidate e ∈ Ec , we try to find a pattern instance for P with e as the core-event
matched to the core-activity. This is done through an incremental construction of
the mapping I (Definition 4.2) with backtracking and pruning. If we can complete
the construction of I mapping to events E ′ in the trace, then (e,E ′) is a pattern in-
stance and added to the maximal set. Else, e is an anti-pattern instance. The formal
algorithm for computing the pattern instances is listed below.

Algorithm MatchingPatternInstances(P,Lϕ)
Input: Pattern P = (N , 7→,;,α,c) and a partially ordered log Lϕ.
Output: A maximal set of pattern instances MPI.
1. MPI ← {}

2. for partially ordered trace (E ,≺) ∈ Lϕ
3. do Candidates(c) ← {e | e ∈ E ∧πl (e) =α(c)}

4. for event ec ∈ Candidates(c)

5. do I ← {}, and I (ec ) ← c

6. isInstance ←RecursivelyTryCombinations(P, I , (E ,≺))
7. if isInstance
8. then MPI ← MPI ∪ {(ec ,Dom(I ))}

9. else AntiPIC ← AntiPIC ∪ {ec }

10. return MPI

Algorithm RecursivelyTryCombinations(P, I , (E ,≺))
Input: Pattern P = (N , 7→,;,α,c), mapping I : E → N , and a partially ordered trace

ϕ= (E ,≺).
Output: Whether (ec ,Dom(I )) is an instance of P↓Rng(I ).
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1. (∗ Base case ∗)
2. if N \Rng(I ) is empty
3. then return true
4. (∗ Recursion ∗)
5. select n ∈ N \Rng(I ), and Candidates(n) ← {e | e ∈ E\Dom(I )∧πl (e) =α(n)}

6. for e ∈ Candidates(n)

7. do (∗ make the choice ∗)
8. I ← I ∪ {e → n}

9. if (ec ,Dom(i )) is an instance of P↓Rng(I )

10. then
isInstance ←RecursivelyTryCombinations(P, I , (E ,≺))

11. if isInstance
12. then return true
13. I ← I \{e → n} (∗ undo the choice ∗)
14. (∗ Has tried all candidates for n and has not found a valid solution ∗)
15. return false

The algorithm finds a maximal set of pattern instances by design because each
core-event is only matched once (see line 3-8 in algorithm MatchingPatternInstances).
Once the algorithm finds a possible match for the context-nodes, the algorithm stops
immediately after that (see line 12 in algorithm RecursivelyTryCombinations).

The running-time complexity is exponential with respect to the size of the pattern
(i.e., |N|), but polynomial in the size of Ec . In the best case, we try one combination
and it already is an instance, then the algorithm runs in linear time. In the worst case,
one may have to try every combination, then the algorithm runs in exponential time.
However, we can incrementally check the validity of the chosen candidates so far
through the projection function and efficiently prune the search space. Moreover, we
can simply stop after finding the first match, because by only searching for a maximal
set of pattern instances (see Definition 4.5) of a pattern instead of the set of all pattern
instances (see Definition 4.3), we can compute the (same) set of all core-events and
evade exploring exponentially many matches for the same core-events.

4.6 Evaluation and Discussion

As discussed, the Log Pattern Explorer (LPE) is implemented as a log visualizer in the
LogPatternExplorer package [60] in the ProM framework [10, 105]. We conducted
two case studies using the tool. As discussed in Section 4.1, one objective is to eval-
uate whether (i) the semi-supervised approach supports the user in exploring log
behavior and detecting complex patterns of interest. Another objective is to evaluate
that (ii) the exploration of the occurrences of patterns in the log context helps to gain
important and concrete insights into process behavior, especially on the parts where
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discovery algorithms have difficulties with. Furthermore, using some representative
patterns detected in the first case study, the semi-supervised approach is compared
to the existing unsupervised approaches to show that (iii) the proposed approach
complements the existing unsupervised approaches by detecting complex, infrequent
patterns and anti-pattern instances. In this section, we present our evaluation results.

4.6.1 Guidelines for Exploring Log Patterns

The results in the case studies were obtained according to the following guidelines,
using the tool described in Section 4.5 for steps 3-6.

1. A-priori, a process model was discovered using an existing discovery algorithm
(e.g., the Inductive Miner [57]).

2. In the discovered model, unstructured parts may be detected (e.g., flower-like
loops (as discussed in Section 2.6.3) or activities with many or no connections).
To understand these complex subprocesses and obtain more insights, the in-
volved activities are used as a starting point for further analysis.

3. For each activity of interest, a first set of patterns (where the core-event is la-
beled with the activity) is detected automatically, for instance, using the direct-
context detector, to reveal different contexts (in the log) in which the activity
occurs.

4. With each pattern detected, the corresponding pattern instances and pattern
traces may be explored. The user may consider a pattern to be interesting, for
example, if the pattern or the traces where the pattern occurred show behavior
different from the discovered model.

5. During exploration, some detected patterns and their pattern traces may im-
mediately show distinctive behaviors compared to the discovered model; some
patterns may reveal similar behaviors and be grouped together; other patterns
and their traces may be compared and reveal significant differences in their
behavior.

6. During exploration, the same pattern may occur in distinct contexts (other
events “around” the pattern). In such a case, the pattern is extended or mod-
ified to new patterns. The pattern traces of the new patterns are compared to
gain more insights.

4.6.2 Evaluation using BPI Challenge 2012 Log

The BPI Challenge 2012 event log [104] was recorded for a loan application process in
a Dutch financial institute. There are 13,087 cases in the log having in total 262,200
events and 24 activities and 4,366 distinct process instances.

Applying the Inductive Miner [57] with default settings (noise threshold: 0.2) on
the BPI challenge log, we obtained a model shown in Figure 4.11. This model indi-
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Evaluation Case study

• Applied IvM with 80% on BPI challenge log 

The discovered model indicates: a loop which allows to redo subprocesses, and silent transitions to skip these subsprocesses.

(a) A_DE
W_Af

A_PR

W_Be

A_SU

A_PA

W_Co

W_Va

A_ACT

A_AP

A_RE

O_AC
A_CA

(b)

Figure 4.11: The process model discovered on the BPI challenge 2012 log using IM; the
model allows a large subprocesses to be executed in any order and any number.

cates that, after the two activities, A_SUBMITTED (A_SU) and A_PARTLYSUBMITTED
(A_PA), all other activities are in a loop and all of them can be skipped (may be exe-
cuted repetitively in any order) as highlighted in Figure 4.11. The allowed behavior
of this model is, therefore, rather general and does not help to understand the spe-
cific behavior of the process exhibited by the log, even though the model appears to
be structured.

Starting from the discovered model, we select activities from the two submodels
(a) and (b) highlighted in Figure 4.11 and apply the Log Pattern Explorer (LPE).
We start with the four activities A_DECLINED (A_DE), W_Afhandelen leads (W_Af),
A_PREACCEPTED (A_PR), and W_Beoordelen fraude (W_Be) which according to the
model may directly occur after the A_PA and can be followed by any other activity.
We used the default oracle ϕtime(L,dt), with dt = 1.0 sec (i.e., events are concurrent if
they happened within a second), to obtain partially ordered traces. In the following,
we discuss our main findings. The results and the detected patterns can also be found
online [63].

Results regarding A_DECLINED (A_DE)

The direct-context detector returned 9 patterns P0, ..., P8 for the core-activity A_DE,
indicating that A_DE occurs in 9 distinct contexts, as shown in Figure 4.12. We could
group these nine patterns into three variants as follows. (1) The pattern traces of
pattern P5 (and P7) show that when A_PA directly-causes A_DE, the process ends im-
mediately after A_DE (in 3429 cases, 44.9% of all cases), exemplified in Figure 4.13;
no exceptional case was found. Thus, A_DE directly-preceded by A_PA does not oc-
cur repeatedly in a large subprocess (as suggested by the model of Figure 4.11) but
always at the end of a trace (as seen by the patterns in Figure 4.13). (2) The pattern
traces of P0, P2 and P3 show that A_DE occurs between repeated occurrences of the



76 Behavioral Pattern Detection and Exploration

Table 4.2: Statistical info of the nine patterns found using the direct-context detector and
A_DECLINED as core-event.

Pattern P-supp P-conf C-supp C-conf C-cove

P0 1088 14.3 1088 14.3 8.3
P1 668 8.7 668 8.7 5.1
P2 2234 29.3 2234 29.3 17.1
P3 57 0.7 57 0.7 0.4
P4 25 0.3 25 0.3 0.2
P5 3429 44.9 3429 44.9 26.2
P6 48 0.6 48 0.6 0.4
P7 3100 40.6 3100 40.6 23.7
P8 86 1.1 86 1.1 0.7

same activities (W_Co, W_Af , W_Be). For example, Figure 4.9 shows P3. All traces
where P0, P2, P3 occur show the same more general pattern: the cases start with the
same sequence of activities, only 8 out of the 24 process activities occurred, and each
case is declined with P0, P2, or P3. (3) P1, P6, P8 show A_DE occurs concurrently to
O_DECLINED with various predecessors/successors; traces containing these patterns
are more complex and contain activities (including “acceptance” activities) that do
not occur in the cases discussed in (1) and (2); see Figure 4.14. Altogether, we could
identify three distinct variants. Moreover, where the model suggests complex behav-
ior, such as the large sub-process after A_DE that allows complex behavior and can be
repeated, the detected patterns show that all traces of these 9 patterns immediately
ended after A_DE (plus one more activity).

Results regarding W_Af and A_PR

Following the same procedure, we investigated activities W_Af , and A_PR. We found
40 patterns (direct-contexts) for W_Af (of which 12 patterns have a case-coverage
higher than 1%) and 9 patterns for A_PR. Exploring the pattern traces, we found two
identical contexts for W_Af and A_PR: (P9) W_Af preceded by A_PA and (P10) A_PR
preceded by A_PA, as shown in Figure 4.16. Visual inspection of the occurrences of
P9 and P10 on the event log shows that A_DE occurs more frequently when P9 occurs
than when P10 occurs. To confirm this, we extended P9 and P10 with “... eventually
causes A_DE” to patterns P9a and P10a, respectively, as described in Section 4.5.1
(see Figure 4.15). The relative share of the extended patterns C−supp(P9a)

C−supp(P9) = 67.6% and
C−supp(P10a)
C−supp(P10) = 19.4% confirms our observation. Similarly, we observe that P9 “...even-

tually causes O_ACCEPTED (O_AC)” in 12% of the cases whereas this holds for P10 in
34.4% of the cases. These long-term probabilistic dependencies cannot be observed
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Figure 4.12: The nine patterns P0, ..., P8 returned by the direct-context detector for the
core-activity A_DE, indicating that A_DE occurs in 9 distinct contexts.

Pattern P5

Pattern P3

Pattern P8

Figure 4.13: Patterns P5 and P3 and their pattern traces show simple behavior, different
from the discovered model in Figure 4.11 and different from each other.

Pattern P5

Pattern P3

Pattern P8

Figure 4.14: Pattern P8 and its pattern traces which show different and more complex be-
havior when compared to the pattern traces of P3 and P5 as shown in Fig-
ure 4.13.
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Instances highlighted in the traces of P9

Extend P9 with “A_DECLINED” 

Pattern P9a

Pattern P9b

Extend P9 with “O_ACCEPTED” and etc.* The first four characters of 
the label of an event are shown.

Pattern P9

Figure 4.15: A significant number of the traces where pattern P9 occurs show an occurrence
of A_DECLINED (A_DE); In pattern P9a, P9 is extended with eventually-cause
A_DE.

in the model of Figure 4.11 (or be discovered with any existing process discovery
algorithm); however they showed up distinctly in our approach.

Results regarding W_Beoordelen fraude (W_Be)

Activity W_Be concerns the analysis of fraud in an application. For W_Be as the core-
activity, we discovered 34 patterns using the direct-context detector. Among those,
pattern P11 (W_Be preceded by A_PA, as shown in Figure 4.16) stands out. If W_Be
occurs in the context of P11, then only in 1.5% of the cases, the application was
accepted (O_AC) and rejected in all other cases. If W_Be occurs in any other context,
then 70.7% of the cases are accepted. In case of P11, W_Be is executed by the system
whereas it is executed manually in all other cases. This suggests that the system-based
fraud detection leads to rejection of possible fraud cases more rigorously than when
fraud is decided manually.

Results regarding O_AC

The discovered model in Figure 4.11 suggests that the four activities in part (b) can
be executed in any order and also be skipped. We checked this hypothesis and ex-
tracted patterns using the concurrent detector. For O_AC as the core-activity, we find
that A_ACT, A_AP, A_RE indeed occur concurrently in all 2243 cases (P-conf is 1.0),
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Figure 4.16: Patterns P9-P12, detected using different detectors and different activities as
core-activity.

whereas the model allows skipping any of these. For A_ACT as core-activity, referred
to as pattern P12 in the following (see Figure 4.16), A_AP and A_RE occur concur-
rently with confidence 1.0, but O_AC is not in 3 of 2246 cases. In these 3 anti-pattern
instances of P12, as shown in Figure 4.17, O_AC is not executed at all, which may have
severe financial impact according to the data owner: “From a business point of view,
this [the cases where O_AC was skipped while A_ACT was executed] implies that the
customer never accepted an offer on a loan application, but the money was transferred
nonetheless. In total, for 63,000 euro in these three cases.” This example shows that
the anti-pattern can be used to also explore non-compliant cases and obtain valuable
insights.

4.6.3 Evaluation using an Insurance Log

For this evaluation, we used a real-life insurance claims log which included 10,228
cases, 195,872 events spread over 18 event classes1. A process model was obtained,
shown in Figure 4.18, using the Inductive Miner [57] with default settings (noise
threshold: 0.2). The end-to-end model in Figure 4.18 shows a flower-like behavior

1Due to a non disclosure agreement, the insurance claims event log is not public available.
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Figure 4.17: The three anti-pattern instances of P12, where A_ACT is concurrent to A_AP
and A_RE, but O_AC is not executed.

Flower-like structure

Loop-back arc

incoming
correspondence

Follow-up
Requested

Conduct
File

Review

Figure 4.18: Original process model discovered using Inductive Miner. The flower-like struc-
ture is outlined in blue dashed line, the arc indicating that the activities in the
flower-like structure may be executed any number of times is shown in red.
Corresponding colors have been applied to highlight the activities identified by
the Episode Detector. Silent transitions are indicated by black boxes.

(Section 2.6.3), highlighted by the blue dotted line. Thus, the allowed behaviors of
the model are general and hide specific behaviors.

Next we applied one of the built-in pattern detectors (i.e., the Episode Detector,
with the default settings) which returned 22 patterns, each of which involved the fol-
lowing activities: conduct file review, incoming correspondence and follow up requested.
Twelve of the patterns had incoming correspondence as the core-activity and 9 of the
patterns had conduct file review as the core-activity. Each of the three activities ap-
peared as predecessor(s), successor(s) and concurrent with the core-activity across
the detected pattern set.

By coloring these three tasks in the Log Pattern Explorer visualization, we can
see that these tasks can happen almost in any order and at any point in time in
a process (see Figure 4.19). We also note that, collectively, these three activities
make up 68.5% of the total activities in the log. The relative positions of these three
activities are shown in the discovered model. It is interesting to note that the activity
conduct file review is not part of the flower structure in the discovered model but is
part of a separate loop structure.
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The LPE visualization provides an unfolded view of traces which clearly shows the
interspersion of these three tasks across all cases. This facet of behavior will be hidden
in a process model (or at least, it will not be obvious to those who are not trained to
interpret process models carefully). Regardless, the magnitude of the interspersion
will not be revealed by the simple process model visualization.

The visualization of the spread of these activities strongly suggests that these ac-
tivities do not have any strong temporal relationships with any specific activities in
the process. In other words, these activities are likely to be ‘auxiliary activities’ that
support the main process but are not temporally dependent on any other core claim
process activities. In order to discover the main insurance process flow, we decided
to remove these three auxiliary activities from the log to obtain the core process ac-
tivities (though they may be relevant, for instance when analyzing performance).

Removal of auxiliary activities

After filtering the activities conduct file review, incoming correspondence, and
follow up requested, we sought to find behaviors representative of core insurance pro-
cesses. We did so by (i) sorting the activities by frequency, and (ii) coloring the
(top 10) most frequent activities accordingly. Furthermore, we also color the two
New Claim (IPI) and New Claim (CP) activities as they seem to be referring to two

Figure 4.19: Snippet of Log Pattern Explorer visualization showing colors applied to ac-
tivities identified in patterns returned by the Episode Detector: the pur-
ple tiles represent events of Conduct File Review; the green tiles repre-
sent events of Follow-up Requested; and the blue tiles represent events of
incoming correspondence. The snippet shows that the events of these three
activities occurred repeatedly in different phases in the traces and executed
rather randomly.
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(a) Distribution of activities for cases with
New Claim (CP) activity.

(b) Distribution of activities for cases with
New Claim (IPI) activity.

Figure 4.20: Snippets of LPE showing two different process variants.

types of claims and often occurred at the beginning of each case. This coloring ex-
ercise provides an interesting view: the distribution of activities between those cases
that were (generally) started with New Claim (IPI) and New Claim (CP) as shown in
Figure 4.20a and Figure 4.20b is quite distinct. Armed with this newly-gained insight,
we split the log into Variant 1 (those with activity New Claim (IPI)), Variant 2 (those
with activity New Claim (CP)), and Variant 3 (the remaining cases).

Results

The three process models that we obtained for each of the variants have much more
structure than the original flower-like model2. Using the Projected Recall and Pre-
cision 3-activities metric [59]: the precision measure of the process model has in-
creased from 0.47 (for the process model obtained after removing auxiliary events)
to >0.7 (Variant 1), >0.9 (Variant 2), and >0.5 (Variant 3); the precision measure of
the original model shown in Figure 4.18 is 0.46.

4.6.4 Comparison to Unsupervised Approaches

Next, we compared our pattern detection approach to existing detection techniques
regarding their ability to discover particular kinds of patterns. From the patterns dis-
cussed in the first case study, we tried to discover the 7 patterns listed in Table 4.3
using the 4 different unsupervised detection techniques [19, 32, 55, 99] discussed
in Section 4.2; The frequent pattern P0 (sequence of activities) in Figure 4.9 could
be identified by all techniques; the infrequent P1 (concurrent activities) in Figure 4.9
can be detected by unsupervised techniques only when lowering threshold parameters

2Due to a non disclosure agreement, the models are not public available.
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Table 4.3: Comparison of related pattern detection approaches: (+) can detect; (+/−) may
detect with suitable parameters; (−) cannot detect

P0 P1 P3 P9a P9b P12 P12(anti)

Pattern abstraction [19] + + − − − +/− −
Episodes miner [55] + +/− − +/− − +/− −
Pattern discovery [32] + +/− − +/− − +/− −
Local models [99] + + − +/− − +/− −
Log pattern explorer + + + + + + +

(which usually leads to very large result sets); the extremely infrequent pattern P3 (C-
cover < 0.005) in Figure 4.13 can not be detected due to for example implementation
limitations (e.g., the tool of [55] requires frequency (C-cover) ≥ 0.05; the tool of [99]
computes 500 patterns maximally). P9a (combines directly- and eventually-follows
relations) in Figure 4.15 cannot be detected by [19] (only directly-follows relations);
the other techniques may detect it but do not distinguish directly and eventually-
follows (only eventually-follows). P9b (combines directly-follows, eventually-follows
and concurrency) in Figure 4.15 cannot be detected by existing techniques as these
would have to enumerate the possible interleavings of the pattern activities with all
other process activities to find the pattern. For P12anti, no existing unsupervised ap-
proach supports detecting anti-pattern instances. Overall, existing approaches have
difficulties with detecting patterns that are infrequent or contain a large set of con-
current (independent) events. The other patterns detected by these approaches can
be converted into the log patterns as discussed in Section 4.5 and be further explored
in the LPE tool.

4.7 Chapter Summary

In this chapter, we proposed a semi-supervised approach for log pattern detection.
We defined our patterns as partial orders and distinguished a core-activity to help the
user detect patterns of interest and count instances of patterns. We use concurrency
and contextual information of the core-events and support the user in extracting,
modifying, and extending patterns. The two case studies show that the proposed
approach helps to (1) detect complex patterns and infrequent patterns of interest,
(2) modify/explore patterns (detected by existing unsupervised approaches or by our
approach) and (3) gain novel insights into unstructured or over-generalized parts of
the process.

We also found the following limitations. In contrast to fully automated detection,
some manual efforts are needed in our approach. Moreover, in the log visualization,
an overview of the overall behavior of the log is missing. A more extensive user study
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is needed to evaluate and improve the effectiveness of the approach. Future work
aims at a more systematic user study to evaluate the approach and the tool. For this
we need a deeper involvement with of users and domain experts.

The results obtained during the case studies have shown that the semi-supervised
LPE approach proposed in this chapter also helps the user in identifying log quality
issues and selecting a preprocessing step. With respect to the overview of process
mining projects shown in Figure 4.1 and Figure 1.12, we provided a tool (LPE) and
a guideline (in Section 4.6.1) to let a user assess the quality of an unknown event
log (case Ia in Section 3.3) by exploring event logs through patterns. Based on this
assessment and the knowledge and diagnostics acquired during the exploration, the
user can now more precisely rate the log quality regarding the framework and take
concrete steps to improve quality. In particular, we have shown that:

• It helps the user to identify process variants, which could lead to selecting trace
clustering as a preprocessing step and is further discussed in Chapter 5.

• It helps the user to identify an activity (core-activity) that reoccurs in different
contexts, which the current discovery algorithm cannot handle. This could lead
to selecting label refinement as a preprocessing step and is discussed further
in Chapter 6.

• It helps the user to identify infrequent, random or exceptional patterns, that
may also hinder the discovery of structured models. The deviating events can be
detected, annotated and explored further, which will be discussed in Chapter 7.

In the following chapters, we discuss these problems in depth.
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tion with the researchers in the BPM Discipline from the Queensland University of
Technology (QUT). We would like to thank Robert Andrews, Suriadi Suriadi, Moe T.
Wynn, and Arthur H.M. ter Hofstede for their contributions.



Chapter 5
Trace Clustering based on
Behavioral Similarity

In Chapter 3, we discussed a conceptual framework for understanding event data
quality and instantiations of the framework. In Chapter 4, we discussed the instanti-
ation when the analyst is unfamiliar with the quality of the log or is unsatisfied with
the discovered model. There, we introduced the notion of log patterns and proposed
a semi-supervised pattern detection approach to explore such a log. The results have
shown that the traces that satisfy different log patterns may exhibit very different
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Figure 5.1: The trace clustering approach and its input (an event log) and output (clusters
of the event log) in this chapter are highlighted in the overview figure, and the
quality of the discovered models (using process discovery) is used to evaluated
the proposed approach.
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behavior, which may lead to the conclusion that the traces belong to different pro-
cess variants. The user may classify an event log to be inconclusive, containing many
process variants.

In this chapter, we continue with the instantiation of the log quality assessment
where a log is classified as globally inconclusive. As shown in Figure 5.1, we propose to
cluster traces based on behavioral similarity to obtain clusters of behaviorally similar
traces. Figure 5.2 shows an overview of the approach. We present a trace match-
ing technique to map similar behavior and a cost function to quantify the similarity
between traces. Finally, we propose a way to cluster traces hierarchically.

5.1 High Variety in Log Behavior

Assuming that the event log of interest has been classified inconclusive and exhibits
a wide variety of behavior, which could be based on the analysis results and insights
obtained during the log exploration phase, using the log pattern detections as dis-
cussed in Chapter 4, or based on the domain knowledge of an expert, who filled in
the quality framework presented in Chapter 3.

In such cases, discovering a single precise process model for the entire log is
known to be difficult. Discovery algorithms suffer from the well-known spaghetti
model or flower model phenomena, leading to models that are either overfitting and
too complex to be analyzed (also known as “spaghetti models”) or too general to pro-
vide useful information (also known as “flower models”), respectively (as discussed
in Section 1.2 and Section 2.6.3).

To illustrate we use an event log that shows a high diversity of behavior suggesting
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Figure 5.2: An overview of the trace matching and trace clustering approach.
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log inconclusiveness (as discussed in case Ic in Section 3.3). In the literature, trace
clustering has been proposed as a solution to this issue [8, 16, 17, 31, 37, 42, 90, 91],
which uses the trustworthy information in the traces to divide the traces into groups
that contain more homogeneous behavior, in order to improve the conclusiveness of
the log. As shown in Figure 5.2, the clustered logs allow the user to discover a more
precise model for each of the clusters and to explore different variants of process.

Existing trace clustering techniques could be divided into three categories. The
first category computes a similarity measure between each two trace sequences using
a certain metric (e.g., Levenshtein edit distance). The second category converts traces
into vectors of a set of selected features and computes the similarity between the
vectors. The third category computes clusters of traces based on the model quality
of each cluster. The latter category uses the observation that a more homogeneous
sublog allows discovering better models.

CBXTA CB TF F
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B F

C
BX T
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𝜑1 𝜑2

Figure 5.3: The two partially ordered traces (on the top) have a large difference in their
causal-dependencies. However, when they are forced in to a sequential ordering,
the events could be randomly ordered and may show very similar behavior (on
the bottom).

Most existing trace clustering techniques focus on sequential traces, omitting the
contextual information of events and relations among the events. However, this
sequential ordering may be random and untrustworthy. For example, Figure 5.3
shows two partially ordered traces ϕ1 and ϕ2 of two process variants (on the top
of the figure). The two partially ordered traces show very different behavior and
relations among the events. However, when the two partially ordered traces are
forced into a sequential ordering of events, the events may be ordered randomly and
by contrast show a very similar behavior, taking for example σ1 = 〈A,B ,C ,T,F 〉 and
σ2 = 〈X ,B ,C ,T,F 〉. As a result, when for example ϕ2 is observed again and ordered
randomly as σ3 = 〈X ,B ,F,T,C〉, existing clustering algorithm may consider σ3 to be-
long to a different cluster.

In addition to omitting the contextual information among events, another ineffi-
ciency of the existing trace clustering techniques is that they do not leverage the com-
puted behavioral similarity between the traces for post-processing or further analysis.
In our case, the concepts and the technique proposed to cluster traces can also be ex-
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ploited to show behavioral similarity and dissimilarity between the clusters. Further-
more, they are also used later to refine the imprecise labels of events (in Chapter 6)
and detect abnormal behavior in an event log (in Chapter 7).

Finally, existing approaches to trace clustering provide little support for users to
explore the clusters interactively, viewing the effect of clusters and the models discov-
ered.

In this chapter, we propose a clustering approach, which could take both sequen-
tial or partially ordered traces as inputs. The first step of the approach is to compute
mappings between events of partially ordered traces; such a mapping specifies the
similar and dissimilar events between the partially ordered traces. We propose a cost
function to quantify the similarity between the partially ordered traces according to
the computed mapping. The cases that have similar behavior are clustered together
in the second phase, during which we also derive valuable information regarding the
commonness or uncommonness of frequent similar behavior among the cases. An im-
portant remark is that our approach is not simply assessing the syntax distance (e.g.,
LED) of sequential traces, but the cost function takes structural/behavioral similarity
into account. We explain this more in depth in Section 5.3.

In the remainder, we first discuss related work in Section 5.2. In Section 5.3, we
explain the concept of similar and dissimilar behavior specified by mappings and other
related concepts. In Section 5.4, we introduce different algorithms to compute similar
behavior and dissimilar behavior, i.e., the mappings, between traces. In Section 5.5,
we show how to use the mappings for obtaining similar behavior and dissimilar be-
havior among the traces and build hierarchical clusters. The evaluation results are
discussed in Section 5.6, and Section 5.7 summarizes the chapter.

5.2 Related Work

In this section, we discuss trace clustering techniques and other related work. We first
discuss three types of similarity measures of traces presented in the existing literature.
Consequently, we discuss the different types of clustering algorithms.

5.2.1 Measures of Trace Similarity and Dissimilarity

We group the similarity (dissimilarity) measures found in the process mining litera-
ture into the following three categories.

Feature-vector-based similarity. Early work in trace clustering has followed the ideas
in traditional data clustering. Traces are transformed into vectors of features based
on, for example, the frequency of activities, the frequency of directly-follows rela-
tions, the resources involved, etc. Between these feature vectors, various distance
metrics in data mining are reused to estimate the similarity between the traces. A
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high distance measure between two traces indicates that the two traces are highly
dissimilar. Subsequently, distance-based clustering algorithms, such as k-means or
agglomerative hierarchical clustering algorithms are deployed [17, 42, 90, 91, 118].

Trace-sequence-based similarity. The second category proposes that the similarity may
be measured by the syntax similarity between two trace sequences. A trace can be
edited into another trace by adding and removing events. The similarity between the
two traces is measured by the number of the edit operations needed. An example of
this category of measure is Levenshtein Edit Distance (LED). In [111], Wang et al.
presents an approach that measures the behavioral similarity between two sequences
by computing the longest common subsequence and used this to measure the similar-
ity between the behavioral of two process models. As these measures operate on the
entire trace, we refer to them as trace sequence based similarity. After computing the
measures, existing distance-based clustering algorithms may be deployed [16, 17].

Model-based similarity. Recently, the aim of trace clustering to discover better models
has become more prominent. Consequently, the definition of the similarity between
traces has shifted from the traces themselves to the quality of the models discovered
from those traces. In essence, it is proposed that a trace is more similar to a cluster of
traces, if a more fitting, precise and simple model can be discovered from the cluster.
In other words, a trace is considered to be more similar to a cluster of traces, if the
trace fits better into the model discovered using these traces [23, 31, 37, 49].

5.2.2 Trace Clustering Techniques

Following the three categories of similarity measures, three streams of trace clustering
approaches are found in the literature. An overview of the related work is listed
in Table 5.1.

Feature-vector-based trace clustering

In the line of feature-vector based trace clustering techniques, the work of Greco et
al. [42] was one of the first approaches that incorporated trace clustering into process
discovery algorithms. Their work uses frequent (sub)sequences of activities to consti-
tute feature vectors that represent traces. Hierarchical clusters are then built using a
top-down approach which iteratively refines the most imprecise process model (rep-
resented as disjunctive workflow schemas (DWS)). More specifically, the approach
starts with discovering a process model and then iteratively refining the models by
clustering its corresponding traces using k-means and discovering sub models.

Song et al. [91] present a technique that generalizes the feature space by consid-
ering data attributes in other dimensions than solely focusing on the control-flow.
Features of traces in one dimension are grouped into a so-called trace-profile, e.g.,
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Table 5.1: An overview of work related to trace clustering.

Technique Year Similarity Perspectives Aims Method Cluster Type

Greco et al. [42] 2006 Feature Control flow Discovery K-means K-cluster

Song et al. [91],[90] 2008 Feature Multi Find
variants

Distance metrics
and data clustering
techniques

K-cluster

Bose et al. [17] 2009 Feature Control flow Discovery Pattern Feature
based

Hierarchical

Bose et al. [16] 2009 Trace Control flow Discovery GED Hierarchical

Ferreira et al. [37] 2007 Model Control flow Discovery Markov model
using EM
algorithm

K-cluster

De Weerdt et al. [31] 2012 Model Control flow Discovery ActiTraC K-cluster

Hompes et al. [49] 2015 Feature &
Model

Multi Detect
deviating
cases

Markov model K-cluster

De Koninck et al. [51] 2017 Model Control flow Find
variants

Semi-supervised K-cluster

Appice and Malerba [8] 2016 Feature Multi Find
variants

Co-training Hierarchical

For each technique: column Similarity indicates the similarity measure used; column Perspectives indicates whether
the technique focuses on the control flow or multi-perspective (e.g., data attributes); column Aims states the aim of
the clustering; column Method states the methods used and evaluated in the related paper; column Cluster Type states
the type of the clusters returned (i.e., k-clusters or hierarchical).

resource, performance, case attribute profiles and etc. Furthermore, a multitude of
vector-based distance metrics and clustering techniques (both partitioning and hier-
archical) are deployed. In a later work [90], the effect of applying dimensionality
reduction techniques on the performance of trace clustering are investigated.

In [17], Bose and van der Aalst compute reoccurring sequences of activities,
known as tandem arrays, and used these patterns as features in the feature space
model, in order to improve the way the control-flow information is taken into ac-
count in trace clustering. A screenshot of the tool is shown in Figure 5.4.

A disadvantage of feature-based techniques discussed in the literature is that fea-
tures used in clustering have to be selected. Moreover, for process mining, the number
of possible features can be immense and sparse [90]; for example, if the causal re-
lations between activities are converted into features, for n activities, we could have
n2 features when considering the directly-follows relation between two activities, and
have n3 if when considering the directly-follows relation of three activities. As a re-
sult, mostly only a set of the features is selected and computed. Furthermore, because
each trace is converted into a feature vector and the clusters are calculated based on
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Figure 5.4: A screenshot of the Guided Tree Miner, where the trace clustering techniques
of Bose et al. [16, 17] are implemented. However, the tool does not support
the user to explore the clusters interactively and requires the user to export the
traces to discover a model.

the “average” distance between two vectors, these techniques have difficulties to ex-
plain the reason of particular clusters.

Trace-sequence based clustering

Bose and van der Aalst [16] propose a trace-sequence edit distance based on the well-
known Levenshtein edit distance. The authors generalize the edit distance by deriving
specific costs for substitution, insertion and deletion operations. The quantified cost
is used to express the dissimilarity between traces and build hierarchical clusters by
applying an agglomerative clustering technique. The approach is implemented in the
same tool as the work in [17], of which a screenshot is shown in Figure 5.4.

Model-based trace clustering

Another stream of trace clustering techniques is founded on the model-based mea-
sures [31]. The objective is to cluster traces in such a way that the intermediate
models that are used to represent the clusters are of high quality or satisfy predefined
criteria (e.g., recall and precision).

Early work in sequence clustering used first-order Markov models as the interme-
diate models to represent the clusters. In 2003, Cadez et al. [23] proposed to learn
a mixture of first-order Markov models from user behavior by applying the Expec-
tation Maximization problem. The approach is evaluated on a web navigation data
set. Later, Ferreira et al. [37] followed the same idea and qualitatively evaluated the
clustering algorithm in a process mining setting using two additional data sets.

De Weerdt et al. [31] used Petri nets as intermediate models. The proposed clus-
tering algorithm, called ActiTraC, optimizes a F-measure [114] (which balances recall
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Figure 5.5: A screenshot of the Active Trace Clustering plugin [114] in the ProM framework,
where the k-clusters are returned. However, the tool does not support the user
to interactively explore the clusters and requires the user to export the traces
and the models of clusters.

and precision measures) of the models discovered from the clusters. More specifi-
cally, the algorithms first samples distinct traces, based on frequency or distance, as
initial clusters. Next, the traces that “fit” into the intermediate-model of a cluster
are assigned to the cluster. As a final step, the remaining noisy traces are distributed
over the clusters or returned as a garbage cluster. A screenshot of the tool is shown
in Figure 5.5.

Hompes et al. [49] later adapted the Markov models approach by using various
entities in the log, thus allowing for data-aware model-based clustering approach.

While most trace clustering techniques are computational expensive, none of them
uses the derived information for extra explanation or post-processing. Our approach
is similar to the trace-sequence clustering and uses similar behavior among cases to
obtain more homogeneous clusters of cases.

Trace Alignment and Event Matching

Our approach is inspired by a log visualization technique, known as trace align-
ment [18] but has the following differences. While trace alignment assumes a hi-
erarchical cluster as input to compute similarities and dissimilarities between traces
in a log, we propose to use our approach to derive such clusters. Moreover, trace
alignment is computational challenging (i.e., exponential) and no alternative is pro-
vided. In contrast, we propose a greedy algorithm that runs in polynomial time. Also,
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Figure 5.6: A screenshot of the Trace Alignment plugin [18], where the trace alignments
are returned and show the similar behavior among the traces. However, the
tool does not support the user to interactively explore the hierarchical clusters
(child-clusters) and the models discovered.

the problem that trace alignment is unable to handle high concurrency and flexibility
in event logs is tackled by using graphs to represent executions and allow all possible
mappings which help us to deal with concurrency and high level deviations such as
swaps.

In [94], Song et al. presented a pattern based approach to match behavioral
patterns between two event logs, in order related the heterogeneous events from dif-
ferent data sources. Moreover, they assume the labels of events do not match, and
therefore, they use a set of structural patterns in the log. They assume that patterns to
be given. In our case, we only match the traces of one event log, and only match the
events that refer to the same activity. Moreover, we do not match the exact behavior
between two traces and allow the events to be mapped in random order. Instead of
exact matching, we propose a cost function to quantify structural/behavioral similar-
ity. As the event-matching approach is not directly applicable to the trace clustering
problem, it is not included in the evaluation.

Discussion. Our reasons for choosing syntax-based and behavioral-based similarity
are multifold.

• Model-based clustering may help discover models of good quality. However, it
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does not infer the traces of a cluster would have similar behavior. For example,
traces 〈a,b〉 and 〈c,d〉 are completely dissimilar. Yet, from the cluster that con-
tains these two traces, a simple and highly precise model (which consists of a
choice splits between the two traces) can be discovered.

• Feature-based similarity requires to have traces (or behavior of traces) con-
verted into vectors of features. The feature space may be enormous and sparse.
Moreover, no help is provided for understanding the clusters and for post-
processing the traces to discover models of better quality.

• In contrast, trace-based similarity allows us to allocate the exact similar and
dissimilar behavior between traces, which can be used to provide additional
explanation, post-processing, detailed view, etc.

5.3 Mappings, Similarity and Dissimilarity

In the previous section, we discussed three streams of similarity based trace cluster-
ing, namely feature-vector based, trace sequence based, and model based. The clustering
approach presented in this chapter is similar to a trace sequence based approach. The
approach first identifies similar and dissimilar behavior between partially ordered
traces by mapping similar events to each other and quantifying their dissimilarity as
cost. The mappings and the costs are used for building a hierarchical cluster subse-
quently.

In the following, we first introduce the mappings between events and their neigh-
bors in Section 5.3.1. In Section 5.3.2, we show how to quantify dissimilarity given
a mapping between two partially ordered traces and present the cost function and its
parameters. The algorithms to compute mappings with the least cost are discussed
in Section 5.4. The clustering algorithm which uses the event mappings and costs
between traces is introduced in Section 5.5.

5.3.1 Mapped Events and Mapped Neighbors

In Section 5.2, we discussed that existing trace sequence based clustering algorithms
use edit distance for estimating similarity between two traces. We, however, propose
to compute a mapping between the individual events of any two traces, which we
refer to as event-mapping. In such a mapping, events that are similar are mapped to
each other; events that are dissimilar are not mapped. The similarity between two
traces is quantified separately by a cost function.

One reason for computing mappings explicitly is that mappings allow us to al-
locate the exact similar and dissimilar behavior between traces, which can be used
to provide additional explanation for a certain cluster. Moreover, mappings allow
us to find groups of events that are similar or dissimilar. We would use these ex-
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plicit mappings for further analysis in refining the labels of events of duplicated tasks
in Chapter 6 or detecting deviations in Chapter 7.

Similar behavior and dissimilar behavior between any two partially ordered traces
are captured as an event-mapping: the similar behavior is formed by all pairs of events
that are mapped to each other, whereas events that are not mapped (formally, mapped
to ⊥) are dissimilar behavior.

Definition 5.1 (Event mapping) Let πl be the labeling function, and ϕ= (Eϕ,≺ϕ) and
ϕ′ = (Eϕ′ ,≺ϕ′ ) two partially ordered traces. A relation λϕ,ϕ′ ⊆ E⊥

ϕ×E⊥
ϕ′ is a complete event

mapping between the events of ϕ and ϕ′ if and only if

1. events mapped to each other have the same label, i.e., for all (e,e ′) ∈λϕ,ϕ′∩(Eϕ×Eϕ′ )

, πl (e) =πl (e ′);
2. each event is mapped to an element, i.e., for all e ∈ Eϕ, there is x ∈ E⊥

ϕ′ such that
(e, x) ∈λϕ,ϕ′ , and for all e ′ ∈ Eϕ′ , there is x ∈ E⊥

ϕ such that (x,e ′) ∈λϕ,ϕ′ ;
3. each event can only be mapped to one element, i.e., for all (e,e ′), (u,u′) ∈ λϕ,ϕ′ ,

(e,u ∈ Eϕ∧e = u) ⇒ (e ′ = u′), and (e ′,u′ ∈ Eϕ′ ∧e ′ = u′) ⇒ (e = u).

For (e,e ′) ∈λϕ,ϕ′ , we also write λϕ,ϕ′ (e) = e ′. For e ∈ Eϕ not mapped to Eϕ′ , λϕ,ϕ′ (e) =
⊥ . We write λ−1

ϕ,ϕ′ for the inverse. Thus, for e ′ ∈ Eϕ′ , λ−1
ϕ,ϕ′ (e ′) = e. If e ′ is not image of an

event in Eϕ, λ−1
ϕ,ϕ′ (e ′) =⊥.

We call (e,e ′) ∈λϕ,ϕ′ ∩ (Eϕ×Eϕ′ ) a mapped pair of events.
We use λϕ,ϕ′ to refer to the set of events that are not mapped, i.e. λϕ,ϕ′ = {e ∈ Eϕ |

λϕ,ϕ′ (e) =⊥}∪ {e ′ ∈ Eϕ′ |λ−1
ϕ,ϕ′ (e ′) =⊥}

Figure 5.7 exemplifies a mapping between the two partially ordered traces (which
are also shown in Figure 2.3 in Chapter 2). For instance, the event-mapping in Fig-
ure 5.7 specifies that e1 and e7 are mapped, e2 and e9 are mapped, etc. The mapping
also specifies e3 and e8 are not mapped, and therefore, according to this particular
mapping, they are dissimilar and show discrepancies between the two traces.

Note that an event mapping does not preserve the ordering of events. Figure 5.8
shows two examples of such event mappings. In one trace ϕ, we have e1 ≺ e5 and
in another trace ϕ′, we have e7 ≺ e11, then a mapping λϕ,ϕ′ where (e1,e11) ∈ λϕ,ϕ′ and
(e5,e7) ∈λϕ,ϕ′ is a valid event mapping.

Event mappings are used to quantify dissimilarities between traces. For example,
between each mapped pair of events, we would like to compute how similar or dissim-
ilar they are. In order to do that, we first introduce the following concepts: mapped
neighbors and distinct neighbors. In essence, a mapped pair of events is more sim-
ilar, if they have more neighbors mapped to each other. In Section 2.4.2, we have
defined the k-neighbors of an event e in a partially ordered trace ϕ as a 3-tuple of k-
predecessors N p

k (e,ϕ), concurrences N c (e,ϕ) and k-successors N s
k (e,ϕ) in Definition 2.14.

Based on an event mapping, we can derive the mapped k-predecessors, mapped con-
currences and mapped k-successors of a mapped pair (e,e ′).
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Figure 5.7: An example of an event-mapping that specifies similar and dissimilar behavior
between the two partially ordered traces ϕ1 and ϕ2.
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Figure 5.8: Two examples of mappings showing that we impose no constraint on the order-
ing of mapped events.

Definition 5.2 (Mapped Predecessors, Successors and Concurrences) Let two par-
tially ordered traces ϕ= (Eϕ,≺ϕ), ϕ′ = (Eϕ′ ,≺ϕ′ ) be given. Let λϕ,ϕ′ ⊆ Eϕ×Eϕ′ be a map-
ping between ϕ and ϕ′, and k the distance. Let (e,e ′) ∈ λϕ,ϕ′ be a mapped pair. The
set of all mapped predecessors of (e,e ′) is SN p

k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) = {(ep ,e ′p ) ∈λϕ,ϕ′ | ep ∈
N p

k (e,ϕ)∧e ′p ∈ N p
k (e ′,ϕ′)}.

Similar, the set of all mapped successors SN s
k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) = {(ep ,e ′p ) ∈ λϕ,ϕ′ |

ep ∈ N s
k (e,ϕ)∧e ′p ∈ N s

k (e ′,ϕ′)}.
The set of all mapped concurrences SN c ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) = {(ep ,e ′p ) ∈ λϕ,ϕ′ | ep ∈

N c (e,ϕ)∧e ′p ∈ N c (e ′,ϕ′)}.

Figure 5.7 shows an example. Taking the events e5 and e11 as a mapped pair, they
have respectively {e3,e4} and {e7,e8,e9,e10} as their 2-predecessors. In these two sets of
predecessors, e4 and e10 are paired, therefore SN p

2 ((e5,ϕ1), (e11,ϕ2),λϕ1,ϕ2 ) = {(e4,e10)}.
In contrast to the mapped neighbors, the distinct neighbors of a mapped pair

(e,e ′) are the neighbors that are not mapped and show how dissimilar e and e ′ are.
To quantify dissimilarity, we also formally define distinct predecessors, concurrences
and successors.



5.3 Mappings, Similarity and Dissimilarity 97

Definition 5.3 (Distinct Predecessors, Successors and Concurrences) Let two par-
tially ordered traces ϕ= (Eϕ,≺ϕ), ϕ′ = (Eϕ′ ,≺ϕ′ ) be given. Let λϕ,ϕ′ ⊆ Eϕ×Eϕ′ be a map-
ping between ϕ and ϕ′, and k the distance. Let (e,e ′) ∈ λϕ,ϕ′ be a matched pair. The set
of all distinct k-predecessors of (e,e ′) is defined as the set of their predecessors in λϕ,ϕ′

that are not in the mapped k-predecessors, i.e.,

DN p
k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) =

{ep ∈ N p
k (e,ϕ) | ∃(ep , x) ∈λϕ,ϕ′ , (ep , x) ∉ SN p

k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ )}

∪ {ep ∈ N p
k (e ′,ϕ′) | ∃(x,ep ) ∈λϕ,ϕ′ , (x,ep ) ∉ SN p

k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ )}

Similar for the set of distinct k-successors DN s
k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) and distinct con-

currences DN c ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ).

Taking the same example shown in Figure 5.7, considering the events e5 and
e11 as a mapped pair, their distinct predecessors are DN p

2 ((e5,ϕ1), (e11,ϕ2),λϕ1,ϕ2 ) =
{e3,e7,e8,e9}. The pair (e5,e11) has two dissimilar successors e6 and e12, but no dis-
similar concurrences as shown in Figure 5.7. Hence, DN s

2 ((e5,ϕ1), (e11,ϕ2),λϕ1,ϕ2 ) =
{e6,e12}, and DN c ((e5,ϕ1), (e11,ϕ2),λϕ1,ϕ2 ) =;.

5.3.2 Cost Function and Cost Configurations

To assess the similarity between paired events in an event mapping, we define a cost
function that evaluates the mapping. A mapping that captures more similar behavior
should be assigned with a lower cost. The mappings with the minimal cost are the
optimal mappings. In the following, we first discuss the three components that con-
stitute the cost function and then define the formula for the cost function. The cost
function have five parameters: k for the k-neighbors, wM , wS , wN for the weights of
the three components and CN as a constant cost for not matching an event. We as-
sume for now that these parameters are given. At the end of the section, we introduce
the notion of cost configuration that contains this five parameters.

The cost function is comprised of three components, namely, costMatched, costStruc

and costNoMatch, assessing an event mapping from three perspectives. For each mapped
pair of events in a mapping, costMatched and costStruc respectively assess their local sim-
ilarity and global similarity. For the not mapped events, costNoMatch assigns a penalty
to the event mapping.

The first component costMatched is formally defined in Equation 5.1 and aims to
assess the similarity between two mapped events regarding their local contexts, basi-
cally their neighbors. The more events in their neighbors are mapped to each other,
the lower the cost. Thus, a higher cost is assigned to prevent two locally dissim-
ilar events being mapped to each other. As defined in Definition 5.3, the dissimi-
larity between two mapped events could be regarded as their distinct predecessors
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DN p
k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ), distinct concurrences DNc ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ), and distinct

successors DN s
k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ). Therefore, we quantify the number of events in

these three and compute their sum for each mapped pair in costMatched as follows.

costMatched((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) = | DN p
k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) |

+ | DN s
k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) |

+ | DN c ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) |
(5.1)

For example, for the mapped pair (e5,e11) in Figure 5.7, with k = 2 we have 4 distinct
predecessors and 2 distinct successors, thus costMatched((e5,ϕ1), (e11,ϕ2),λϕ1,ϕ2 ) = 6.

To compute costMatched between two partially ordered traces ϕ and ϕ′, we iter-
ate over each mapped pair (e,e ′) in λ and sum their costMatched. We overload the
costMatched as follows.

costMatched(ϕ,ϕ′,λϕ,ϕ′ ) = ∑
(e,e ′)∈λϕ,ϕ′∧e,e ′ 6=⊥

costMatched((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) (5.2)

The second components costStruc in Equation 5.7 aims to assess how similar two
events are with respect to their positions in the global context of partially ordered
traces. Here, we consider the position of an event e to be relative to another event
ep ; in other words, how many events are there between ep and e, which is formally
defined as the distance distϕ(ep ,e) between events ep , e in a partially ordered trace ϕ
(see Definition 2.11 in Section 2.4).

Following this, two mapped events e and e ′ are similar in position relative to
mapped events ep and e ′p , if they have the same distance, i.e., distϕ(ep ,e) = distϕ(e ′p ,e ′).
We say two events have similar position in the global context if they are similar in po-
sition relative to any other pair of mapped events. The more similar their positions in
the global context, the lower cost; the cost is high if they are in very different stages
of partially ordered traces.

costStruc((ep ,e,ϕ), (e ′p ,e ′,ϕ′),λϕ,ϕ′ ) = | distϕ(ep ,e)−distϕ′ (e ′p ,e ′) | (5.3)

For example, lets consider the three mapped pairs (e1,e7) labeled A, (e2,e9) labeled
B, and (e4,e10) labeled D and the event mapping λϕ1,ϕ2 shown in Figure 5.7. The
distance between e1 and e4 is distϕ1 (e1,e4) = 3 and the distance between e7 and e10

is 1. Thus, costStruc((e1,e4,ϕ1), (e7,e10,ϕ2),λϕ1,ϕ2 ) = 2. Similarity, costStruc((e1,e2,ϕ1),

(e7,e9,ϕ2),λϕ1,ϕ2 ) =| 1−1 |= 0, and costStruc((e2,e4,ϕ1), (e9,e10,ϕ2),λϕ1,ϕ2 ) =| 2−0 |= 2.
To compute costStruc for two partially ordered traces ϕ and ϕ′, which assesses

dissimilarity with respect to their partial order structure (causality relations among
events), we simply compute the sum of the differences in the positions of each mapped
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pair and define costStruc(ϕ,ϕ′,λϕ,ϕ′ ) as follows.

costStruc(ϕ,ϕ′,λϕ,ϕ′ ) = 1

2
∗ ∑

(ep ,e ′p ),(e,e ′)∈λϕ,ϕ′
∧ep ,e ′p ,e,e ′ 6=⊥

costStruc((ep ,e,ϕ), (e ′p ,e ′,ϕ′),λϕ,ϕ′ ) (5.4)

The third component costNoMatch assigns a cost to each event that is not mapped
and helps to assess when it is more intended to map an event. For example, when an
event has a high number of neighbors (within the k distance), this would indicate that
this event has an effect on a multitude number of surrounding events (for example
during the discovery phase), then we would like to assign a high penalty to the event
mappings that do not mapped this event. Also, considering from a partially ordered
trace, an event that has more neighbors (within the k distance say k = 1) means that
this event are more distinctive. For example, it may be a joint-point in the process or
being executed in a batch or in a concurrent branch. These events are less common
in a process and thus are more distinctive. By contrast, an event that only has one
predecessor and on successor may be more common. Therefore, we compute the
number of neighbors of an event in addition to a basic cost CN of not matching an
event.

costNoMatch(e,ϕ) =CN+ | Nk (e,ϕ) | (5.5)

For example, let consider e3 and e8 labeled C in Figure 5.7 and assume k and CN are
1. The number of 1-neighbors of e3 is 2 and of e8 is 4. Thus, the cost of not mapping
e3 is costNoMatch(e3,ϕ1) = 1+2 = 3, and the cost of not mapping e8 is 5.

To compute costStruc for two partially ordered traces ϕ and ϕ′, we overload the
function costStruc and sum the cost for each event that is not mapped (i.e., mapped to
⊥).

costNoMatch(ϕ,ϕ′,λϕ,ϕ′ ) = ∑
e∈λϕ,ϕ′∧e∈ϕ

costNoMatch(e,ϕ)+ ∑
e∈λϕ,ϕ′∧e∈ϕ′

costNoMatch(e,ϕ′) (5.6)

Having the three components costMatched, costStruc and costNoMatch explained, we
can define the formula for the cost function, listed in Equation 5.7. To be able to
balance between different components, we assign a weight for each component, i.e.
wM , wS , wN as the following.

cost (ϕ,ϕ′,λϕ,ϕ′ ) = wM ∗ costMatched(ϕ,ϕ′,λϕ,ϕ′ )

+wS ∗ costStruc(ϕ,ϕ′,λϕ,ϕ′ )

+wN ∗ costNoMatch(ϕ,ϕ′,λϕ,ϕ′ )

(5.7)

We have now introduced the cost function and the five parameters: the k (defining
the neighbors), the three weights wM , wS , wN (in Equation 5.7), and the constant cost
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CN for not matching an event (in Equation 5.6). The final cost of an event-mapping
depends on the value of these five paramters.

Later in this thesis, we investigate the effect of different configurations on the cost
function to find optimal mappings. In order to achieve this, we introduce the notion
of a cost configuration which comprised of these five parameters.

Definition 5.4 (Cost Configuration and Configured Cost Function) A cost configu-
ration cf is 5-tuple defining the k ≥ 0 and the weights wM ≥ 0, wN ≥ 0, wS ≥ 0 and
CN ≥ 0. We say a cost function cost is configured with a configuration cf if the cost
function costcf has been assigned to with these five parameters.

The mappings with the minimal cost between two partially ordered traces accord-
ing to a configured cost function are the optimal mappings.

Definition 5.5 (Optimal mapping) Let ϕ = (Eϕ,≺ϕ), ϕ′ = (Eϕ′ ,≺ϕ′ ) be two partially
ordered traces, Λϕ,ϕ′ the set of all possible mappings between ϕ and ϕ′, and cost :Λϕ,ϕ′ →
N a configured cost function. A mapping λϕ,ϕ′ ∈Λϕ,ϕ′ is an optimal mapping, if no other
mapping λ′

ϕ,ϕ′ ∈Λϕ,ϕ′ such that cost(λ′
ϕ,ϕ′ ) < cost(λϕ,ϕ′ ).

All the subsequent algorithms that make use of the cost function and the matching
to find event-mappings are subject to this cost configuration. In order to keep notation
simple and not to repeat these five parameters throughout the thesis, we assume a
cost configuration to be given globally. Whenever we refer to these five parameters
in the subsequent formulas or in an evaluation, the configurations will be defined
upfront. Note that a configuration is fixed for an algorithm, and it does not depend
on the input nor does it change during a run of the algorithm.

5.4 Computing Optimal Mappings

We have defined event mappings between any two partially ordered traces (see Def-
inition 5.1). We have also introduced a cost function (see Equation 5.7) and its con-
figuration (comprising the five parameters, see Definition 5.4) to quantify mappings
and assess which ones are optimal.

To compute optimal or approximate optimal mappings, we discuss three algo-
rithms. Firstly, in Section 5.4.1, we present the computational problem and discuss a
brute-force backtracking algorithm that searches through all possible mappings and
retrieves the optimal ones. In Section 5.4.2, we modify the backtracking algorithm by
adding a heuristic cost function for pruning the search space, known as the branch-
and-bound strategy. In Section 5.4.3, a greedy algorithm is proposed using the fre-
quencies of context and the heuristic cost function of Section 5.4.2.
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5.4.1 Brute-force Algorithm

To compute all optimal mappings between two partially ordered traces, a naive algo-
rithm is to simply generate all possible mappings using the brute-force search, com-
pute the cost of each mapping and return the ones with the least cost. Backtracking
is a known algorithm paradigm for finding solutions to such a computational prob-
lem. The algorithm is recursively calling itself. During each recursive call, a decision
is made on how to further construct a part of a possible solution. In our case, dur-
ing each recursive call, an event is mapped to another event. The algorithm stops
with the recursive calls when a possible solution, thus a complete event-mapping, is
constructed.

For the initial call of the algorithm, we have two partially ordered traces ϕ and ϕ′

as input, for which the optimal mappings shall be computed. Their event-sets Eϕ and
Eϕ′ are the remaining events that have to be mapped. The event mapping between ϕ

and ϕ′ so far is an empty set, as well as the set of all optimal mappings so far. The
minimal cost so far is infinitely high.

The algorithm deploys a depth-first strategy and starts with recursively making
a decision for the next mapped pair (s, t ) of events, by exhaustively selecting events
from the remaining sets E and E ′. During each recursive call, it selects one event s

from E and iteratively pairs s with any event t from E ′ with the same label (see line 6-
13). For each possible pair (s, t ), a new recursion call is made that temporarily extends
the mapping with pair (s, t ), upon return from recursion the mapping is extended with
the next pair (s, t ′) and recursively called again (see line 13-16). This is recursively
repeated until all possible mappings are computed. The recursion stops when all
events of E or E ′ have been mapped (see line 1-3). The remaining events are mapped
to ⊥ leading to a complete mapping; the cost is computed and the set of mappings
with least cost is updated accordingly (see line 4-5 and UpdateMinCostAndOptimals).

The inputs for each recursive call of the naive BruteForceRecursion are:

• (1) two partially ordered traces ϕ= (Eϕ,≺ϕ) and ϕ′ = (Eϕ′ ,≺ϕ′ ),
• (2) the two sets of remaining events to be mapped to each other or not mapped

E ⊆ Eϕ and E ′ ⊆ Eϕ′ ,
• (3) an event mapping constructed so far λs

ϕ,ϕ′ ,
• (4) the set of all optimal mappings found so far Opts,
• (5) the minimal cost founded so far minCost, and
• (6) a configurated cost function costcf .

Algorithm BruteForceRecursion(ϕ,ϕ′,E ,E ′,λs
ϕ,ϕ′ ,Opts,minCost,costcf )

Output: The optimal cost minCost and a set of optimal mappings Opts

1. (∗ base case ∗)
2. if E or E ′ is empty
3. then assign the rest of E or E ′ to ⊥ in λs

ϕ,ϕ′
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4. UpdateMinCostAndOptimals(ϕ,ϕ′,λs
ϕ,ϕ′ ,Opts,minCost)

5. return
6. (∗ else: recusion ∗)
7. select an event s ∈ E , and remove s from E

8. T ← {t ∈ E ′ | l (t ) = l (s)}∪ {⊥}

9. for t ∈ T

10. do (∗ make the choice ∗)
11. remove t from E ′

12. add (s → t ) to λs
ϕ,ϕ′

13. BruteForceRecursion(ϕ,ϕ′,E ,E ′,λs
ϕ,ϕ′ ,Opts,minCost,costcf )

14. (∗ undo the choice ∗)
15. remove (s → t ) from λs

ϕ,ϕ′
16. add t to E ′

17. add s to E

18. return

Algorithm UpdateMinCostAndOptimals(ϕ,ϕ′,λs
ϕ,ϕ′ ,Opts,minCost,costcf )

Output: The optimal cost minCost and a set of optimal mappings Opts

1. c ← costcf (ϕ,ϕ′,λs
ϕ,ϕ′ )

2. if c < minCost

3. then Opts ← {λs
ϕ,ϕ′ }

4. minCost ← c

5. if c = minCost

6. then Opts ← Opts ∪ {λs
ϕ,ϕ′ }

7. return

At any point in time during the search of the algorithm for the optimal mappings,
minCost is the minimal cost found so far, and Opts contains the optimal mappings so
far. For each mapping in Opts, its cost is equal to minCost.

As discussed earlier, we would like to compute similar and dissimilar behavior
between the traces and to quantify the similarity to be able to cluster the traces based
on their similarity. For this purpose, we need a similarity measure for each two traces
in an event log. Therefore, we introduce the algorithm TraceMatching listed here
below. The initial call of the algorithm TraceMatching has two inputs: an event log Lϕ
and a given configured cost function costcf . For the entire event log Lϕ, we compute
for each two partially ordered traces their optimal mappings and the optimal cost
by calling the BruteForceRecursion algorithm. The algorithm TraceMatching computes
and returns a set of optimal event-mappings Λ∗, where Λ∗ contains for each pair of
traces ϕ, ϕ′, one optimal event-mapping.

Algorithm TraceMatching(Lϕ,costcf )
Output: For each ϕ,ϕ′ ∈ Lϕ, an optimal event-mapping λϕ,ϕ′ with the optimal cost

minCost
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1. Λ∗ ← {}

2. for any combination ϕ= (Eϕ,≺ϕ) ∈ Lϕ, and ϕ′ = (Eϕ′ ,≺ϕ′ ) ∈ Lϕ, ϕ 6=ϕ′

3. do E ← Eϕ, and E ′ ← Eϕ′

4. λs
ϕ,ϕ′ ← {}, Opts ← {}, minCost ←∞

5. BruteForceRecursion(ϕ,ϕ′,E ,E ′,λs
ϕ,ϕ′ ,Opts,minCost,costcf )

6. store the optimal mappings Opts and the optimal cost minCost for ϕ,ϕ′

7. select an optimal mapping λϕ,ϕ′ ∈ Opts, Λ∗ ←Λ∗∪ {λϕ,ϕ′ }.
8. return Λ∗

Analysis of Time Complexity

The bruteforce backtracking algorithm BruteForceRecursion is computational expen-
sive. We analyze the complexity by discussing three situations. For the first situation,
assuming the input are two traces ϕ and ϕ′ consisting of the same number of events
and all events have the same label. Any event in ϕ can be mapped to any event in ϕ′,
which shows the worst case. In such case, the first event e in ϕ has |Eϕ| = |Eϕ′ | number
of possible events to map to and, therefore, |Eϕ|+1 number of choices to make, where
the plus one allows for the choice not to be mapped (i.e. λϕ,ϕ′ (e) = ⊥). The second
event in ϕ has |Eϕ|−1+1 choices because there is already one mapped. The third one
has |Eϕ| −2+1, etc., until the last one has 2 choices. Therefore, between these two
traces, the number of possible event mappings is (|Eϕ|+1)×|Eϕ|× · · ·×2 = (|Eϕ|+1)!.

For the second example, assuming two traces ϕ and ϕ′ have the same number
of events and all events within the traces have distinct labels, as exemplified in Fig-
ure 5.8(b). The first event in ϕ has 2 choices, namely either to be mapped to the
other event in ϕ′ that has the same label or not. The same for the second event, etc.
Thus, the number of possible event mappings is 2|Eϕ|. Finally, in the best case, the two
traces have no events that have the same label, the algorithm returns in linear time.
For the entire log, the

Now, let us assume that for each trace ϕ= (Eϕ,≺ϕ) in an event log Lϕ, all its events
have distinct labels, and that all traces have the same number of events. As discussed
above, the number of possible event mappings between any two traces is 2|Eϕ|. Then,
the complexity for the entire log is O(| Lϕ | · | Lϕ | ·2|Eϕ|).

5.4.2 Backtracking with Pruning - Heuristic Function

Using the bruteforce backtracking to compute all optimal mappings between any two
traces is expensive, as we discussed in the previous section. To improve the running
time and prune the search space, a more advanced strategy is to stop with recursively
constructing the mappings which are known to be non-optimal. In the following,
we first present a backtracking algorithm with pruning. We then discuss the partial
event-mappings and a complex heuristic function used to prune the search space.
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Backtracking Algorithm with Pruning

In algorithm BruteForceRecursion line 12, after making the decision to map an event
s ∈ E ⊆ Eϕ to an event t ∈ E ′ ⊆ Eϕ′ , it is possible the event mapping is still incomplete
(i.e., more events to be mapped). Thus, we may have an incomplete event-mapping
λs
ϕ,ϕ′ between ϕ and ϕ′, and we call such an incomplete mapping apartial event-

mapping. Assuming we have a heuristic function hcf that computes the lowerbound
cost costl of λs

ϕ,ϕ′ , which states that any complete event-mapping λϕ,ϕ′ that contains
λs
ϕ,ϕ′ will have at least a cost of costl , i.e., for any mapping λϕ,ϕ′ , λs

ϕ,ϕ′ ⊆ λϕ,ϕ′ ,costl ≤
cost(ϕ,ϕ′,λϕ,ϕ′ ). Now, let minCost be the lowest cost of a complete mapping λϕ,ϕ′ from
ϕ to ϕ′ (found in a previous complete recursion). If the computed lowerbound costl of
λs
ϕ,ϕ′ is higher than the lowest cost minCost, we know this partial event-mapping can

never become an optimal mapping (since we only add more cost when we construct
the mapping further). Therefore, we stop with constructing this mapping further.

As a result, we adapt the bruteforce algorithm BruteForceRecursion by adding two
lines before line 13, which compute the lowerbound cost of the mapping so far and
check whether the cost already exceeded the optimal so far. The new algorithm Prun-
ingRecursion is listed below with the added line highlighted in red.

Algorithm PruningRecursion(ϕ,ϕ′,E ,E ′,λs
ϕ,ϕ′ ,Opts,minCost,costcf )

Input: Two partially ordered traces ϕ and ϕ′, a mapping λs
ϕ,ϕ′ , etc.

Output: The optimal cost minCost and a set of optimal mappings Opts

1. (∗ base case ∗)
2. if E or E ′ is empty
3. then assign the rest of E or E ′ to ⊥ in λs

ϕ,ϕ′
4. UpdateMinCostAndOptimals(ϕ,ϕ′,λs

ϕ,ϕ′ ,Opts,minCost,costcf )

5. return
6. (∗ else: recusion ∗)
7. select an event s ∈ E and remove s from E

8. T ← {t ∈ E ′ | l (t ) = l (s)}∪ {⊥}

9. for t ∈ T

10. do (∗ make the choice to map s to t ∗)
11. remove t from E ′
12. add (s → t ) to λs

ϕ,ϕ′
13. costl ← hcf (ϕ,ϕ′,λs

ϕ,ϕ′ , s, t )

14. if costl ≤ minCost

15. then PruningRecursion(ϕ,ϕ′,E ,E ′,λs
ϕ,ϕ′ ,Opts,minCost)

16. (∗ else costl > minCost: skip the recursion ∗)
17. (∗ undo the choice ∗)
18. remove (s → t ) from λs

ϕ,ϕ′
19. add t to E ′
20. add s to E

21. return
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We have explained the idea of using costl to prune the search space for finding
optimal mappings. The closer the lowerbound costl of a partial mapping is to the
actual cost of its complete mappings, the better the pruning works. Therefore, instead
of pruning only when the actual cost of a partial mapping exceeds minCost, we discuss
three heuristic functions that estimate the complete cost of a partial mapping.

Partial Event-Mappings

In the following, we first formally define partial event mappings between partially
ordered traces and then discuss a few ways to implement such a heuristic functions
hcf to compute the lowerbound costl of a partial event mapping, in order to more
accurately estimate the cost of complete mappings.

A partial event mapping is an incomplete event mapping between the events of
two traces, formally defined as follows.

Definition 5.6 (Partial event mapping) A partial event-mapping λs
ϕ,ϕ′ between the

events of ϕ and ϕ′ is a relation λs
ϕ,ϕ′ ⊆ E⊥

ϕ ×E⊥
ϕ′ that satisfies the constraints (1) (i.e.,

events mapped to each other have the same label) and (3) (i.e., each event can only be
mapped to one element) of the definition of an event mapping (see Definition 5.1).

An important remark is that we distinguish (1) an event e that is in λs
ϕ,ϕ′ mapped

to ⊥ and (2) and event e ′ that is not in λs
ϕ,ϕ′ . Figure 5.9 shows a partial event map-

ping λs
ϕ,ϕ′ , where λs

ϕ,ϕ′ = {(e4,e10), (e5,e11), (⊥,e9)}. The set {e1,e2,e3,e6} and the set
{e7,e8,e12} are not mapped yet.

A naive way to estimate the lowerbound costl is to have a heuristic function to
always return 0. Then, no partial event-mapping is pruned, the algorithm PruningRe-
cursion runs in exactly the same way as algorithm BruteForceRecursion.

As another option, the current cost function can also be used for computing the
lowerbound of the cost of the partial mapping. The cost function would simply ignore
the events that are not mapped yet. We may reuse the cost function because it satisfies
the property monotonic increasing: a heuristics function is monotonically increasing
if adding any pair of elements to an incomplete mapping only increases the cost
estimated by the heuristics function.

A Complex Heuristic Function

As a third alternative, we propose a more sophisticated heuristic function to compute
a lowerbound cost of partial mappings, in order to prune the search space more ef-
fectively. The heuristic function resembles to the cost function, reuses costMatched,
costStruc, and costNoMatch, and extends the costMatched component of the cost function
to estimate costs. This heuristic function is defined in Equation 5.8.
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Figure 5.9: An example of an incomplete mapping and the estimated lowerbound cost.

hcf (ϕ,ϕ′,λs
ϕ,ϕ′ ) = wM ∗ (

∑
(e,e ′)∈λs

ϕ,ϕ′∧e,e ′ 6=⊥
hMatched((e,ϕ), (e ′,ϕ′),λs

ϕ,ϕ′ ))

+wS ∗ costStruc(ϕ,ϕ′,λs
ϕ,ϕ′ )

+wN ∗ costNoMatch(ϕ,ϕ′,λs
ϕ,ϕ′ )

(5.8)

The extended part, i.e., the component hestimate in the heuristic function hMatched

listed in Equation 5.8, estimates the cost by estimating the maximal number of the
unmappable neighbors of the mapped events in λs

ϕ,ϕ′ . To estimate a lowerbound cost
of unmapped neighbors for the mapped events in λs

ϕ,ϕ′ , we propose the following
method. First of all, because only some neighbors of a mapped pair of events are
known in λs

ϕ,ϕ′ , only a part of the total costMatched of a complete mapping is computed
for now (see Equation 5.1 and Definition 5.3, as costMatched((e,ϕ), (e ′,ϕ′),λs

ϕ,ϕ′ ) only

counts the distinct neighbors DN p
k , DNc and DN s

k of e and e ′ in the partial event
mapping λs

ϕ,ϕ′).
Secondly, for the neighbors not yet mapped, the heuristic function estimates the

cost by predicting an optimal situation of a future complete mapping. The optimal
situation for costMatched means that a maximal set of possibly mapped neighbors (i.e.,
the neighbors of two events e and e ′ in ϕ and ϕ′ that have the same label and are
not mapped yet) becomes mapped neighbors. The function hestimate maximizes the
set of possibly mapped neighbors, thus minimizes the set of possibly distinct neighbors
(impossible to become mapped neighbors in the future) and thus gives us a lower
bound of the unknown part of the cost. Formally, we overload πl to obtain a multiset
of labels of a set of events, and we perform a multiset subtraction of the labels of the
not-mapped neighbors to estimate the lower bound, listed in Equation 5.9.

An important remark is that this heuristic function hcf has to have the same cost
configuration cf as the cost function costcf in order to guarantee the lower bound
property.
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The estimated cost for matching event e ∈ϕ to e ′ ∈ϕ′ is the cost of already matched
neighbors of e and e ′ plus the lower-bound based on the unmatched neighbors of e
and e ′. Formally:

hMatched((e,ϕ), (e′,ϕ′),λs
ϕ,ϕ′ ) =

costMatched((e,ϕ), (e′,ϕ′),λs
ϕ,ϕ′ )+hestimate((e,ϕ), (e′,ϕ′),λs

ϕ,ϕ′ ) where

hestimate((e,ϕ), (e′,ϕ′),λs
ϕ,ϕ′ ) =

|πl ({p ∈ N
p
k (e,ϕ) | (p, x) ∉λs

ϕ,ϕ′ })⊗πl ({p ′ ∈ N
p
k (e′,ϕ′) | (x, p ′) ∉λs

ϕ,ϕ′ }) |
+ |πl ({c ∈ N c (e,ϕ) | (c, x) ∉λs

ϕ,ϕ′ })⊗πl ({c ′ ∈ N c (e′,ϕ′) | (x,c ′) ∉λs
ϕ,ϕ′ }) |

+ |πl ({s ∈ N s
k (e,ϕ) | (s, x) ∉λs

ϕ,ϕ′ })⊗πl ({s′ ∈ N s
k (e′,ϕ′) | (x, s′) ∉λs

ϕ,ϕ′ }) |

(5.9)

The cost function hcf defined in Equation 5.8 computes a lowerbound of the cost
of a partial event mapping. In hcf , hMatched sums the cost for each mapped pair of
events in the mapping so far λs

ϕ,ϕ′ . Another important remark regarding hcf is that
costMatched, costStruc and costNoMatch are all limited to the events in λs

ϕ,ϕ′ mapped so far.
For the events not mapped yet, costMatched, costStruc and costNoMatch do not assign any
cost; only hestimate estimates the cost of the not mapped events for the matched pairs.

For example, let us consider the partial mapping λs
ϕ1,ϕ2

shown in Figure 5.9,
where e4 and e10 are mapped to each other and e9 is not mapped (i.e. λs

ϕ1,ϕ2
=

{(e4,e10), (e9,⊥)}). Next, if the algorithm considers to map e5 to e11, the cost of adding
(e5,e11) to λs

ϕ1,ϕ2
is calculated as follows. The costMatched(e5,e11,λs

ϕ1,ϕ2
) by partial map-

ping λs
ϕ1,ϕ2

for mapped neighbors (e4,e10) is 0 and for distinct neighbor (e9,⊥) is 1.
From the remaining neighbors, (e3,e8) could be possibly mapped neighbors (both la-
beled with C and not mapped yet) which gives cost 0, and events e6 (labeled F), e7

(labeled A), and e12 (labeled G) cannot be mapped 1-neighbors of (e5,e11) and can
only be possibly distinct neighbors, each adding cost 1. Thus, the cost returned by
hMatched(e5,e11,λs

ϕ1,ϕ2
) is 1 plus 3, which is 4.

Next, we formally state and prove that this heuristics function indeed always gives
a lower bound to the actual cost of a mapping and thus can be used for pruning the
search space.

Lemma 5.7 (Heuristic function hcf guarantees a lower-bound) Let cf be a cost con-
figuration. Let λs

ϕ,ϕ′ be a partial event-mapping between ϕ and ϕ′. For any mapping
λϕ,ϕ′ between ϕ and ϕ′ where λs

ϕ,ϕ′ ⊆λϕ,ϕ′ , we have hcf (ϕ,ϕ′,λs
ϕ,ϕ′ ) ≤ costcf (ϕ,ϕ′,λϕ,ϕ′ ).

Proof: As hcf (ϕ,ϕ′,λs
ϕ,ϕ′ ) is the sum of the following three components (see Equa-

tion 5.8):

(a1) wM ∗ (
∑

(e,e ′)∈λs
ϕ,ϕ′∧e,e ′ 6=⊥ hMatched((e,ϕ), (e ′,ϕ′),λs

ϕ,ϕ′ ))

(a2) wS ∗ costStruc(ϕ,ϕ′,λs
ϕ,ϕ′ )
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(a3) wN ∗ costNoMatch(ϕ,ϕ′,λs
ϕ,ϕ′ )

and costcf (ϕ,ϕ′,λϕ,ϕ′ ) is the sum of the following three components (see Equation 5.7):

(b1) wM ∗ costMatched(ϕ,ϕ′,λϕ,ϕ′ )

(b2) wS ∗ costStruc(ϕ,ϕ′,λϕ,ϕ′ )

(b3) wN ∗ costNoMatch(ϕ,ϕ′,λϕ,ϕ′ )

we prove hcf (ϕ,ϕ′,λs
ϕ,ϕ′ ) ≤ costcf (ϕ,ϕ′,λϕ,ϕ′ ) by proving (a1) ≤ (b1), (a2) ≤ (b2), and

(a3) ≤ (b3).

Firstly, to prove (a2) ≤ (b2), we show that costStruc(ϕ,ϕ′,λs
ϕ,ϕ′ ) ≤ costStruc(ϕ,ϕ′,λϕ,ϕ′ )

(see Equation 5.4 on page 99). As costStruc sums for each two mapped pairs of
events their differences in the distances in the traces, the more mapped pairs in
an event-mapping (i.e., (ep ,e ′p ), (e,e ′) ∈ λϕ,ϕ′ where ep ,e ′p ,e,e ′ 6= ⊥), the larger cost.
Since λs

ϕ,ϕ′ ⊆ λϕ,ϕ′ , we know that for each (e,e ′) ∈ λs
ϕ,ϕ′ , we also have the same pair

(e,e ′) ∈λϕ,ϕ′ , and λϕ,ϕ′ may have more mapped pairs. Moreover, all cost contributions
are positive. Hence, (a2) ≤ (b2).

The same for (a3) ≤ (b3), we prove that we have costNoMatch(ϕ,ϕ′,λs
ϕ,ϕ′ ) ≤ costNoMatch

(ϕ,ϕ′,λϕ,ϕ′ ). As costNoMatch(ϕ,ϕ′,λϕ,ϕ′ ) sums the cost for each event mapped to ⊥ in
λϕ,ϕ′ (see Equation 5.6 on page 99), the mapping that contains more events mapped
to ⊥ (i.e., (e,⊥) or (⊥,e)) shall have a higher cost. Now because λs

ϕ,ϕ′ ⊆λϕ,ϕ′ , for every
(e,⊥), (⊥,e) ∈ λs

ϕ,ϕ′ , we also have (e,⊥), (⊥,e) ∈ λϕ,ϕ′ . Moreover, all cot contributions
are positive. Hence, (a3) ≤ (b3).

For (a1) ≤ (b1), we prove that
∑

(e,e ′)∈λs
ϕ,ϕ′∧e,e ′ 6=⊥ hMatched((e,ϕ), (e ′,ϕ′),λs

ϕ,ϕ′ ) ≤
costMatched(ϕ,ϕ′,λϕ,ϕ′ ) =∑

(e,e ′)∈λϕ,ϕ′∧e,e ′ 6=⊥ costMatched((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) (for the defini-
tion of costMatched see Equation 5.1 on page 98, and for the definition of hMatched see
Equation 5.9 on page 107). Next, because (1) for each mapped pair (e,e ′) ∈λs

ϕ,ϕ′ , the
same pair (e,e ′) can be found in λϕ,ϕ′ , and (2) for any pair (e,e ′) in λϕ,ϕ′ but not in
λs
ϕ,ϕ′ , it only add more cost, we can prove (a1) ≤ (b1) by proving the following: for

each (e,e ′) ∈λs
ϕ,ϕ′∧e,e ′ 6= ⊥, the estimated cost of difference in the neighbors according

hMatched((e,ϕ), (e ′,ϕ′),λs
ϕ,ϕ′ ) is less than or equal to costMatched((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) when

the event-mapping completed. Formally, we prove, for (e,e ′) ∈λs
ϕ,ϕ′ ∧e,e ′ 6= ⊥:

hMatched((e,ϕ), (e ′,ϕ′),λs
ϕ,ϕ′ ) = hestimate((e,ϕ), (e ′,ϕ′),λs

ϕ,ϕ′ )

+ costMatched((e,ϕ), (e ′,ϕ′),λs
ϕ,ϕ′ )

≤ costMatched((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ )

(5.10)
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where

hestimate((e,ϕ), (e ′,ϕ′),λs
ϕ,ϕ′ ) =

|πl ({p ∈ N p
k (e,ϕ) | (p, x) ∉λs

ϕ,ϕ′ })⊗πl ({p ′ ∈ N p
k (e ′,ϕ′) | (x, p ′) ∉λs

ϕ,ϕ′ }) | (i 1)

+ |πl ({c ∈ N c (e,ϕ) | (c, x) ∉λs
ϕ,ϕ′ })⊗πl ({c ′ ∈ N c (e ′,ϕ′) | (x,c ′) ∉λs

ϕ,ϕ′ }) | (i 2)

+ |πl ({s ∈ N s
k (e,ϕ) | (s, x) ∉λs

ϕ,ϕ′ })⊗πl ({s′ ∈ N s
k (e ′,ϕ′) | (x, s′) ∉λs

ϕ,ϕ′ }) | (i 3)

and

costMatched((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) = | DN p
k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) |

+ | DN s
k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) |

+ | DN c ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) |
We decompose the equations and prove the following equation regarding the cost of
the dissimilar predecessors of e and e ′.

|πl ({p ∈ N p
k (e,ϕ) | (p, x) ∉λs

ϕ,ϕ′ })⊗πl ({p ′ ∈ N p
k (e ′,ϕ′) | (x, p ′) ∉λs

ϕ,ϕ′ }) | (i 1)

+ | DN p
k ((e,ϕ), (e ′,ϕ′),λs

ϕ,ϕ′ ) |
≤ | DN p

k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) |
⇔

|πl ({p ∈ N p
k (e,ϕ) | (p, x) ∉λs

ϕ,ϕ′ })⊗πl ({p ′ ∈ N p
k (e ′,ϕ′) | (x, p ′) ∉λs

ϕ,ϕ′ }) | (i 1)

≤ | DN p
k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) | − | DN p

k ((e,ϕ), (e ′,ϕ′),λs
ϕ,ϕ′ ) |

We simplify the equation using the notations and steps shown in Figure 5.10 and
prove this equation by contradiction. For the left-hand-side of ≤, let A1∪ A2 = {p ∈
N p

k (e,ϕ) | (p, x) ∉ λs
ϕ,ϕ′ }, and A1′∪ A2′ = {p ′ ∈ N p

k (e ′,ϕ′) | (x, p ′) ∉ λs
ϕ,ϕ′ }, as shown in Fig-

ure 5.10, where πl (A2) = πl (A2′), πl (A1) = πl (A1∪ A2)−πl (A1′ ∪ A2′), and πl (A1′) =
πl (A1′∪A2′)−πl (A1∪A2). By the definitions, we have (i1) = |πl (A1∪A2)⊗πl (A1′∪A2′) |
=|πl (A1∪ A1′) |.

For the right-hand-side of ≤, as shown in Figure 5.10, we can simply accordingly,
i.e., | DN p

k ((e,ϕ), (e ′,ϕ′),λϕ,ϕ′ ) | − | DN p
k ((e,ϕ), (e ′,ϕ′),λs

ϕ,ϕ′ ) |=| B1∪B1′ |
In other words, we try to prove that the number of elements in A1∪ A1′ is smaller

than or equals to the number of elements in B1∪B1′, which we prove by contradiction.
Let us assume A1∪ A1′ is larger than B1∪B1′. This implies that there is ep ∈ A1∪ A1′,
ep ∉ B1∪B1′. If ep ∈ B2, then there is e ′p ∈ B2′ such that (ep ,e ′p ) ∈ λϕ,ϕ′ , which implies
π(ep ) =π(e ′p ), which contradicts with the definition of A1∪ A1′. The same for the case
when ep ∈ B2′.

The same proof holds for the cost of the dissimilar concurrences (i2) and succes-
sors (i3). Hence, Equation 5.10 holds, and therefore, (a1) ≤ (b1) also holds.

ä
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Figure 5.10: An example showing the proof of the heuristic function: the mapped and
paired k-predecessors SN

p
k , the distinct k-predecessors DN

p
k , and the possi-

bly mapped and paired k-predecessors of (e,e′) according to λs
ϕ,ϕ′ , compared

to the ones according to λϕ,ϕ′ ; the notations are used to prove Lemma 5.7; to
be concise, ∪ is written as +.
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Analysis of Time Complexity

The running time of the back tracking with pruning algorithm is still exponential.
Three possible adjustments may improve the running time further. First, the cost may
be updated incrementally, instead of being recomputed for every call. Second, one
may introduce a better strategy for choosing the candidate events s and t . Third,
instead of computing all optimal event-mappings, the ≤ at line 14 in algorithm Prun-
ingRecursion can be changed into < to find an optimal mapping instead of all optimal
mappings.

5.4.3 Greedy Algorithm

The two algorithms presented in Section 5.4.1 and Section 5.4.2 guarantee to find
the optimal mappings between two partially ordered traces. However, as we have
discussed, their running time grows exponentially in the number of events. This
makes them difficult to be used in a practical setting. Therefore, we present a third
algorithm that follows a greedy strategy and runs in polynomial time.

A greedy algorithm is an algorithmic paradigm that follows the problem solving
heuristic of making the locally optimal choice at each stage with the hope of finding a
global optimum [28]. The backtracking algorithms iterate over all possible mappings.
In contrast, the idea for the greedy algorithm is to iteratively pick those e and e ′ that
have a highest similarity (and least cost) in the current partial mapping and this de-
cision is final; the algorithm does not “backtrack” on this decision. As the heuristic
function hcf in Equation 5.8 estimates the lowerbound cost of a partial mapping, we
use hcf to compute the local optimal choices.

As the greedy algorithm makes the locally optimal choice to map two events or
not, the quality of the outcome depends on the ordering of the choices being made.
The idea is to start with finding the “most important and unique” event e (which has
the largest probability to be mapped to another event that refers to the same activity and
belongs to the same process variant). Then, select for e a matching event e ′ which is the
current most similar event, if any. As the mapping becomes more complete, the cost
returned by the heuristic function in Equation 5.8 resembles more accurately the cost
returned by the cost function in Equation 5.7.

For formalizing this “importance and uniqueness”, we introduce the concept of a
k-context.

Definition 5.8 (k-context) Let ϕ = (E ,≺) be a partially ordered trace and e ∈ E an
event. A k-context Ck (e,ϕ) of e is a 4-tuple that consists of (1) the label of event
e, (2) the multiset of the labels of its k-predecessors, (3) the multiset of the labels of
its concurrences, and (4) the multiset of the labels of its k-successors, i.e., Ck (e,ϕ) =
(πl (e,ϕ),πl (N p

k (e,ϕ)),πl (N c (e,ϕ)),πl (N s
k (e,ϕ))).
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Figure 5.11: 3-contexts and their absolute frequency.

Figure 5.11 shows three distinct 3-contexts with label A (on the right) based
on the four partially ordered traces on the left. For example, the first A events in
each trace (i.e., e1,e21,e31,e41) have the same 3-contexts, i.e., C3(e1,ϕ1) =C3(e21,ϕ2) =
C3(e31,ϕ3) =C3(e41,ϕ4) = (A, [τs ], [ ], [B ,C ,D]). In contrast, the second A events e5, e25,
and e35 (in ϕ1, ϕ2, and ϕ3, respectively) have a different 3-context than the 3-context
of e45 (in ϕ4), i.e., C3(e5,ϕ1) =C3(e25,ϕ2) =C3(e35,ϕ3) = (A, [B ,C ,D], [ ], [F,τc ]), whereas
C3(e45,ϕ4) = (A, [B ,C ,D], [ ], [G ,τc ]).

The absolute frequency of a k-context of an event e is the number of events that
have the exact same k-context as event e and is formally defined as follows.

Definition 5.9 (Absolute Frequency of k-Context) Given a partially ordered log Lϕ,
a number k, and an event e in trace ϕ ∈ Lϕ with its k-context Ck (e,ϕ), the absolute
frequency of a k-context is the number of events in Lϕ that have the exact same k-
context, i.e., Freq(Lϕ,Ck (e,ϕ)) =∑

ϕ′∈Lϕ | {e ′ ∈ Eϕ′ |Ck (e,ϕ) =Ck (e ′,ϕ′)} |.
For example, let Lϕ be the partially ordered log shown in Figure 5.11. The ab-

solute frequency of the 3-context of e5 is Freq(Lp , (A, [B ,C ,D], [ ], [F,τc ])) = 3. A context
having a high absolute frequency indicates that there is a large set of events sharing
the same context.

To compute a good mapping between two given partially ordered traces, the
greedy algorithm first sorts the events based on the absolute frequencies of their con-
text, and then simply starts with the first event s according to the ordering, and selects
the best match for this event s using the heuristic function defined in Equation 5.8.

Then the algorithm continues with the next event s in the sorted list and again
selects the best match. When searching for the best match for s, also ⊥ is considered,
i.e., in case not matching s gives better cost, λ(s) := ⊥ is choosen. The algorithm
iterates over the events in order of absolute frequencies of their k-contexts.

Algorithm GreedyMatching(ϕ,ϕ′,Lϕ,cf )
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Input: Two partially ordered traces ϕ and ϕ′, the log Lϕ, and a cost configuration cf

Output: An optimal mapping λϕ,ϕ′

1. listS ← sort all e ∈ Eϕ by Freq(Lϕ,Ck (e,ϕ))

2. listT ← sort all e ∈ Eϕ′ by Freq(Lϕ,Ck (e,ϕ′))

3. while listS is not empty
4. do s ← listS.removeFirst()

5. topt ←⊥
6. minCostLocal ←∞
7. for t ∈ {e ∈ listT |πl (e) =πl (s)}∪ {⊥}

8. do λnew
ϕ,ϕ′ ←λs

ϕ,ϕ′ ∪ {(s, t )}

9. cost = hcf (ϕ,ϕ′,λnew
ϕ,ϕ′)

10. if cost < minCostLocal

11. then topt ← t , minCostLocal ← cost.
12. (∗ topt is the current best choice for s according to function hcf ∗)
13. λs

ϕ,ϕ′ ←λs
ϕ,ϕ′ ∪ {(s, topt )}

14. remove topt from listT

15. for t ∈ listT

16. do λs
ϕ,ϕ′ ←λs

ϕ,ϕ′ ∪ {(⊥, t )}

17. return λs
ϕ,ϕ′

Analysis of Time Complexity

The running time of the greedy algorithm is polynomial in terms of the number of
events. The algorithm only has a for-loop within a while-loop, and it is not recursively
calling itself. The number of calls of the while-loop (in line 3) is |Eϕ|. The number
of calls of the for-loop (in line 7) is |Eϕ′ |+1, at maximum. Within the two loops, the
heuristic function hcf may take max (|Eϕ|, |Eϕ′ |) to compute cost. Assuming |Eϕ| =
|Eϕ′ |, the running time of the greedy algorithm is O(|Eϕ|3).

5.5 Clustering Approach - Fusion

We have introduced the event mappings to capture similar behaviors and a cost func-
tion that assesses the similarity (Section 5.3). We have presented three algorithms
to compute event mappings (Section 5.4). In this section, we show how the event
mappings and costs are used to cluster traces and build a hierarchical cluster.

5.5.1 Representative Graphs

The basic idea is that the traces that are most similar should be clustered together.
Moreover, for each cluster, we would like to have a graph representing the similar and
dissimilar behavior among the traces to help users explore the clusters. Therefore, we
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Figure 5.12: Fusion process: four partially ordered traces fused into two REGs, then the two
REGs fused into one REG.

introduce the concept of representative graphs (REGs) of traces and use the event
mappings of Section 5.3 to compute these REGs.

A REG can be seen as an aggregation of a cluster of similar partially ordered traces
and represents one variant of process execution as recorded in the log. Each node of
a REG represents a set of similar events; the number of events represented by a node
indicates the frequency of this behavior among traces of the REG. Similarly, each edge
depicts a set of similar causal relations between the events, and the number of causal
relations that an edge represents indicates the frequency (i.e., the number of causal
relations represented by the edge).

On the left-hand side of Figure 5.12, four partially ordered traces are shown. On
the right-hand side of Figure 5.12, three REGs are shown: RG1 represents ϕ1 and ϕ2,
RG2 represents ϕ3 and ϕ4, and RG3 represents ϕ1 · · ·ϕ4.

As can be seen, a REG resembles a directly follows graph (DFG) and shows the
behavior of its partially ordered traces. However, in a DFG, each activity label occurs
once, whereas in a REG an activity label can occur multiple times distinguishing dif-
ferent contexts of occurrence of an activity or different iterations of a loop. In the
following, we define a REG formally.

Definition 5.10 (Representative graph (REG)) Let {ϕ1, · · · ,ϕn} be a set of partially
ordered traces, where ϕi = (Ei ,≺i ). A representative graph (REG) RG = (N ,F, l ,φ,µ) of
{ϕ1, · · · ,ϕn} is directed graph where
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• N is a set of nodes;
• F ⊆ N ×N is a set of edges over N ;
• l assigns a label to each node n ∈ N ;
• φ : N →P (E1 ∪·· ·∪En) assigns a set of events to each n ∈ N , i.e., the events repre-

sented by n;
• µ : F →P (≺1 ∪·· ·∪≺n) assigns a set of causal dependencies to each edge f ∈ F , i.e.,

the dependencies f represents.

such that

1. φ−1 : E1∪·· ·∪En → N is a total and surjective function that assigns each event e in
E1 ∪·· ·∪En to a node n ∈ N and , i.e., for each e ∈φ(n), we have φ−1(e) = n.

2. µ−1 :≺1 ∪·· ·∪ ≺n→ F is a total and surjective function that assigns each causal
dependencies to an edge f ∈ F , i.e., for each (e,e ′) ∈µ( f ), we have µ−1(e,e ′) = f .

3. each node n ∈ N represents a non-empty set of events, i.e., |φ(n) |≥ 1.
4. each edge f ∈ F represents a non-empty set of causal dependencies occurred in a

ϕi , i.e., |µ( f ) |≥ 1.
5. each node has the same label as the events it represents, i.e., for all n ∈ N , for all

e ∈φ(n), l (n) =πl (e).

Note that ≺1 · · · ≺n denotes the as-is causal dependencies in the partially ordered
traces (see Definition 2.9). The eventually-cause dependencies can be deduced from
the causal dependencies and are therefore omitted. As each node in a REG repre-
sents a set of events, the frequency of events can also be used for exploring the main
behavior of the traces in a cluster.

5.5.2 Trace Clustering by Fusing Graphs

Figure 5.12 also illustrates the process of aggregating partially ordered traces into
a REG which we refer to as fusion. One can also fuse REGs. For example, fusing
ϕ1 and ϕ2 yields RG1; fusing RG1 and RG2 yields RG3. We compute REGs by fusing
partially ordered traces among which all mappings are consistent regarding all behavior.
Intuitively, the mappings between a set of partially ordered traces are consistent when
all of them agree with each other about the similar behaviors.

Definition 5.11 (Consistency of Event Mapping) Let Lϕ be a set of partially ordered
traces. Let Λ∗ denote a set of mappings between the partially ordered traces of Lϕ such
that for any ϕ,ϕ′ ∈ Lϕ there is one event mapping λϕ,ϕ′ ∈Λ∗. We say Λ∗ is consistent if
and only if Λ∗ is transitively closed under the set of event mappings Λ∗, i.e., for any three
mappings λ(ϕ,ϕ′),λ(ϕ′,ϕ′′),λ(ϕ,ϕ′′) ∈Λ∗, it holds that if (e,e ′) ∈ λ(ϕ,ϕ′) and (e ′,e ′′) ∈ λ(ϕ′,ϕ′′),
then (e,e ′′) ∈λ(ϕ,ϕ′′).
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Lemma 5.12 (Mapping consistency) The consistency guarantees that the ordering of
fusing a set of similar events (e.g. e,e ′,e ′′) is irrelevant (thus commutative and associa-
tive).

When cases have a particular similar behavior, meaning all mappings between
them are consistent and agree that a set of events are similar (i.e., mapped to each
other), we fuse these events into a node in the REG which aggregates the cases.

Each trace ϕ= (Eϕ,≺ϕ) can be converted into a REG RG = (N ,F, l ,φ,µ) as follows:
N := Eϕ, F :=≺ϕ, l = πl , φ := {(e, {e}) | e ∈ Eϕ} (i.e., for e ∈ Eϕ, we have φ(e) = {e}), and
µ := {((e,e ′), {(e,e ′)}) | (e,e ′) ∈≺ϕ} (i.e., for (e,e ′) ∈≺ϕ, we have µ(e,e ′) = {(e,e ′)}).

After converting each partially ordered trace into a REG, the fusion of two REGs
is formally defined as follows.

Algorithm Fusion(RG ,RG ′,Λ∗)
Input: Two REGs RG and RG ′ and a set of event-mappings between the traces repre-

sented by them
Output: RG ′′ fused from RG and RG ′

1. Let RG = (N ,F, l ,φ,µ) be a REG of {ϕ1, · · · ,ϕk }

2. Let RG ′ = (N ′,F ′, l ′,φ′,µ′) be a REG of {ϕk+1, · · · ,ϕn}

3. Let Λ∗ = {λ(ϕ1,ϕk+1), · · · ,λ(ϕ1,ϕn ),λ(ϕ2,ϕk+1), · · · ,λ(ϕk ,ϕn )} be a set of event mappings
between the two set of traces {ϕ1, · · · ,ϕk } and {ϕk+1, · · · ,ϕn}, and let Λ∗ be consis-
tent.

4. Let Nmap ⊆ N and N ′
map ⊆ N ′ be the sets of nodes mapped to each other according

to Λ∗, i.e., for n ∈ Nmap, ∃n′ ∈ N ′
map∀e ∈φ(n),e ′ ∈φ′(n′): ∃λϕ,ϕ′ ∈Λ∗ : (e,e ′) ∈ λϕ,ϕ′ ,

we write (n,n′) ∈Λ∗ for the sake of brevity.
5. Let I : (N ∪N ′) → N ′′ be a mapping
6. N ′′ ← {}, l ′′ ← {}, φ′′ ← {}, I ← {}

7. for n ∈ N ,
8. do let n′′ be a new node, and N ′′ ← N ′′∪ {n′′}
9. I (n) ← n′′, l ′′(n′′) ← l (n), and φ′′(n′′) ←φ(n)

10. for n′ ∈ N ′

11. do if there is n ∈ N such that (n,n′) ∈Λ∗

12. then let n′′ = I (n), I (n′) ← n′′, φ′′(n′′) ←φ′′(n′′)∪φ′(n′)
13. else let n′′ be a new node, and N ′′ ← N ′′∪ {n′′}
14. I (n′) ← n′′, l ′′(n′′) ← l ′(n′) and φ′′(n′′) ←φ′(n′)
15. F ′′ ← {(I (np ), I (n)) | (np ,n) ∈ F ∪F ′}
16. for (np ,n) ∈ F

17. do let f ′′ = (I (np ), I (n)), we assign µ′′( f ′′) ←µ(np ,n)

18. for (n′
p ,n′) ∈ F ′

19. do let f ′′ = (I (n′
p ), I (n′)), we assign µ′′( f ′′) ←µ′(n′

p ,n′)
20. return RG ′′ = (N ′′,F ′′, l ′′,φ′′,µ′′)
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We called RG ′′ the parent cluster and the two REGs RG and RG ′ the child clusters
Figure 5.12 illustrates a fusion of two REGs representing four cases. The nodes m1

and v1 are fused into n1, meaning that the mappings between them all agree that
the four events are similar. The same holds for the rest of the nodes. Now, assume
that, according to a mapping, one of the events of m1 is actually similar to one of the
events of v4 instead of v1, then the two REGs will not be fused.

We have defined the REGs in Definition 5.10 and defined the fusion operation be-
tween any two REGs (of similar traces, i.e., that have mutually compatible mappings)
in Definition Fusion. The aim is to cluster all traces of a log based on their similarity
in behavior. As the similarity is indicated by the cost of their event mappings, we start
with the two most similar cases (having the least cost), fuse them into a REG, then
we find the next most similar traces.

We apply this fusion incrementally by simply fusing the next two most similar
REGs, indicated by the cost of their mappings. When fusing two REGs, we check
whether the mapping consistency lemma holds (see Definition 5.12). If not, we skip
this fusion and find the next most similar (group of) cases. After all cases are pro-
cessed, the algorithm has obtained a hierarchical cluster of REGs.

Algorithm IncrementalFusion(Lϕ,Λ∗)
Input: A set of partially ordered traces Lϕ and a set of event-mappings Λ∗ between

ϕ,ϕ′ ∈ Lϕ that is consistent
Output: A hierarchical clustering of Lϕ
1. C ← {} stores the current root nodes
2. children ← {} stores the hierarchical clustering
3. for ϕ ∈ Lϕ, convert ϕ to a REG RG and add RG to C .
4. while Λ∗ is not empty
5. do select two REGs RG ,RG ′ ∈C that have the event-mappings with the mini-

mal cost.
6. Let Λ∗

RG ,RG ′ = {λ(ϕ1,ϕk+1), · · · ,λ(ϕ1,ϕn ),λ(ϕ2,ϕk+1), · · · ,λ(ϕk ,ϕn )} be a set of event
mappings between the two REGs

7. if Λ∗
RG ,RG ′ is consistent

8. then RG ′′ ← Fusion(RG ,RG ′′,Λ∗
RG ,RG ′ )

9. children(RG ′′) ← {RG ,RG ′}
10. remove RG ,RG ′ from C and add RG ′′ to C

11. else remove Λ∗
RG ,RG ′ from Λ∗

12.return (C , children)

5.5.3 Tool Support

The approach proposed in the previous and this section is implemented in the process
mining toolkit ProM [105]. Figure 5.13-Figure 5.18 show a series of screenshots of
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Figure 5.13: A screen print of the L2ME tool visualizing the REG: on the left-hand side, the
hierarchical cluster is shown, from which the user may select any cluster of
interest; on the right-hand side, the selected cluster is shown by visualizing
the REG, the discovered model (see Figure 5.15), or other log visualizations
(see Figure 5.16-5.18).

Figure 5.14: A screen print of the L2ME tool showing the hierarchical clusters: on the right-
hand side, the selected parent cluster (visualized on the top) and its two child
clusters (visualized on the bottom) are shown by visualizing the REG.
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Figure 5.15: A screen print of the L2ME tool using the IM: the clustered logs are visualized
using the Inductive Miner in the same GUI of L2ME, which supports the user
to explore the sub models discovered.

Figure 5.16: A screen print of the L2ME tool using IvM: the clustered logs are visualized
using the Inductive Visual Miner in the same GUI of L2ME, which supports the
user to explore the sub models discovered and the path frequency information.
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Figure 5.17: A screen print of the L2ME tool showing the LPE: the clustered logs are vi-
sualized using the Log Pattern Explorer (LPE) presented in Chapter 4, which
supports the user to interactively explore the log behavior of child clusters and
detect log patterns in child clusters.

Figure 5.18: A screen print of the L2ME tool showing the label refinement: the clustered
logs are visualized using the Label Refinement tool (in Chapter 6), which sup-
ports users to explore the models while explore different label refinements and
discover models accordingly. For example, the top model has A11 split before
and after the sub process in the middle.
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the tool. On the left-hand side of Figure 5.13, we visualize the hierarchical clusters
(returned by fusion) as a tree. The root node has a set of main clusters as its children.
Each parent cluster can be further expanded to view its child-clusters. The user may
select any cluster and explore the cluster further.

As discussed, the aim is to help users to interactively explore different variants
of an event log and find process variants of interest. When a user selects a cluster,
the plugin shows the REG of the cluster. To help users explore the models discov-
ered using a cluster, additional visualizations are integrated. For example, the user
may select the Inductive Miner [57] as the current visualizer, as a result, the model
discovered using the Inductive Miner is visualized.

It is also possible to view the selected cluster and its child-clusters together by
checking the radio-button “Show child-clusters”.

A demo of the tool [70] is shown at https://vimeo.com/176721009.

5.6 Evaluation and Discussion

The implementation is used to conduct experiments using both synthetic event logs
and real-life event logs. As discussed in Section 5.1, we would like to investigate the
following three objectives.

(i) To which extent can the clustering approach rediscover the process variants in
a log?

(ii) To which extent can the clustering approach return models of higher quality
(higher precision)?

(iii) To which extent can the clustering be used to interactively explore event logs
and gain insights in a process having many variants?

In Section 5.6.1, we first discuss the two measures which we use to evaluate ob-
jectives (i) and (ii). In Section 5.6.2, we present the experimental setup for the con-
trolled experiments that use generated logs and discuss the results in Section 5.6.3.
Finally, in Section 5.6.4, we report the results of the experiments that use the two
real-life logs and discuss the qualitative results regarding objective (iii).

5.6.1 Evaluation Objectives and Quality Criteria

For the first two objectives, (i) the ability to find original process variants and (ii) the
ability to find clusters that return models of higher quality (more specifically, higher
precision), we use the two measures defined in [31], the cluster set entropy and model
quality, respectively.

The measure cluster set entropy compares the clustered logs to the logs of the
original process variants, which allows us to investigate to which extent our technique

https://vimeo.com/176721009
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may find the original process variant. Let q denote the number of the original process
variants. A low cluster set entropy indicates a more accurate clustering. A score of 0.0

indicates that no two traces that originally belong to different variants are clustered
into the same cluster. A higher entropy score indicates that more traces are clustered
wrongly.

To compute the cluster set entropy, we use the formula as presented in [31], which
is listed in Equation 5.11. Let q denote the number of the original process variants
(each variant has one event log), m the number of clusters, n the number of traces
in the event log, ni the number of traces in cluster i , and ni j the number of traces in
cluster i that belongs to variant j :

Entr opy =−
m∑

i=1
(

ni

n

q∑
j=1

(
ni j

ni
l og2

ni j

ni
)) (5.11)

where, if ni j = 0,
ni j

ni
l og2

ni j

ni
returns 0.

For the second objective, is to investigate whether our clustering technique helps
to find process variants, which consequently result in discovering more precise mod-
els. For this, the measure model quality is used to compare the quality of models
discovered on the clustered logs (as discussed in Section 2.6.3). The formula for
computing the score weighted average precision is listed in Equation 5.12. Let ni de-
note the number of traces in cluster i where 1 ≤ i ≤ m. Pr eci is the precision score
of the process model for cluster i . Let Li denote the sub log of cluster i , and let Mi

denote the process model discovered on log Li . We define Pr eci = log_fitness(Li , Mi )

(see Section 2.6.3). The score weighted average precision is computed as follows.

PRCW.A. =
∑m

i=1 ni ∗Pr eci∑m
i=1 ni

(5.12)

The reason for only evaluating the log-precision score are multi-fold. First, in [69]
and during our experiments, we have observed that comparing the quality scores
of models that are not fitting result in ambiguous and possibly incorrect conclu-
sions [98]. Therefore, we propose to use the Inductive miner (IM) as the discovery
algorithm to discover a fitting model on each clustered log. Since the IM algorithm
guarantees to return a model that is fitting (i.e., log-fitness is 1), there is no need
to compute fitness. Therefore, only the average model precision is computed. Thus,
we discover fully fitting models on the clusters and evaluate whether the average
precision of these models of clusters is improved.

To evaluate the third objective, i.e., to which extent can the clustering be used to
interactively explore event logs and gain insights in a process having many variants,
we use a qualitative approach and discuss our findings in Section 5.6.4.
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5.6.2 Experimental Design

To evaluate the objectives (i) and (ii) in a controlled setting, different clusters of
behavior are generated.

An overview of the experimental setup is shown in Figure 5.19. We consider the
following settings and notations:

• q denotes the number of randomly generated models (block-structured), thus
q original clusters (i.e., original process variants).

• n denotes the number of activities in each model;
• the model may or may not have a loop contained;
• for each model, a log of 200 traces is generated.

After generating the logs, the q logs are merged into a single log. On this merged log,
we apply different clustering techniques and compare their resulting clusters using the
two measures defined in Section 5.6.1. This set-up would allow us to generate and
evaluate a large amount of models having a wide variety of behavior (e.g., different
numbers of activities and clusters).

We applied and compared the following clustering approaches:

• Optimal clustering (_OPT), which returns the original clusters and is used as
the upperbound base-line (optimal score).

• Random clustering (_Random), which assigns traces randomly to m clusters, as
a lower-bound baseline.

• One-clustering (_1Cls), which returns a single cluster, as another lower-bound
baseline.

• Active trace clustering (AcT) [31] using two different settings:

– AcT-Freq, which uses frequency for the initial set of clusters.
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Figure 5.19: An overview of the experimental setup, listing the settings of the controlled
experiments.
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– AcT-Dist, which uses distances for the initial set of clusters.

• Guided Tree Miner (GTM) [16, 17] using four different settings:

– GTM-MR, which uses feature-based similarity measures.
– GTM-3Gr, which uses feature-based similarity measures.
– GTM-LED, which uses trace-based similarity measures.
– GTM-GED, which uses trace-based similarity measures.

• The trace matching (TM) based clustering algorithms using five different set-
tings:

– TM1, used backtracking with pruning on partially ordered logs, with cost
configuration 1;

– TM2, used backtracking with pruning on partially ordered logs, with cost
configuration 2;

– TM3, used backtracking with pruning on sequential logs, with cost config-
uration 2;

– TM4, used greedy algorithm on partially ordered logs, with cost configu-
ration 2;

– TM5, used greedy algorithm on sequential logs, with cost configuration 1;

where cost configuration 1 has k = 1, wM = 1, wS = 1, wN = 1, and CN = 1, and
cost configuration 1 has k = 1, wM = 1, wS = 1, wN = 3, and CN = 3.

Research has been conducted into methods to choose the right m (the number of
clusters to be returned). One may use one of these methods. In this evaluation, to
have a fair comparison and to limit the number of experiments to be conducted, m

(the number of clusters) is simply set to 4, for all experiments for all approaches that
require the user to specify the number of clusters, i.e., m = 4, as this was the default
setting for both the Active Trace Clustering (AcT) approaches [31] and the Guided
Tree Miner approaches (GTM) [16, 17]. Note that the number of returned clusters
(m) could be different than of the number of variants (q). The GTM approaches choose
the first 4 child clusters approach in the hierarchical cluster. For the TM approaches,
if less than 4 child clusters of the root are found, we follow the selection strategy as
the GTM approaches, else all child clusters of the root are returned. Note that the
cluster-set-entropy is able to handle the situation where q is not equal to m.

For the controlled experiments, we set the number of variants q to 2, 3, 4, and
5. Next, q models of n number of activities are generated, where n could be 10, 15,
or 20. We distinguish models with loops and models without loops. For each of the
settings, we run the same experiment ten times independently. The average score of
the ten experiments is computed.
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5.6.3 Results of Controlled Experiments

We performed three experiments to evaluate how the different clustering methods,
including TM1-5, perform with respect to different settings for q (the number of
original variants), n (the number of activities), and the model contains loops or not.
The first experiment investigates the effect of increasing q and n on the entropy
score (i.e., the objective (i) of rediscovering process variants). The second experiment
reports the effect of increasing q and n on the model quality (i.e., the objective (ii)).
In the first two experiments, models without loops are used. In the third experiment,
we used the models with loops and evaluated the clustering approaches again.

The results are grouped per experiment and discussed in the following sections.
All detailed settings of the experiments (e.g., the models and logs generated) and the
individual scores obtained can be downloaded [64].

Exp.1) The effect of the increase of q (the number of variants) and n (the number
of activities) on the entropy scores, on models without loop.

Figure 5.20 shows the average scores of cluster-set-entropy (entropy, in short): the
charts are grouped by q in columns and n in rows, e.g., the charts in the first column
have q = 2, and the charts in the first row have n = 10. The input models have no loops.
A lower entropy-score indicates that an algorithm is better in finding the original
variants; the higher the entropy-score, the worse an algorithm is able to the process
variants.

For q = 2 and n = 10 (see the first cell in Figure 5.20), the box-plots show clearly
that all TM-approaches outperform other clustering approaches in rediscovering the
original process variants, independent of the configurations. 8 out of 10 runs, the TM
approaches were able to cluster the original process variants almost perfectly (i.e.,
the entropy score close to 0.0). In this setting, on average, the TM-approaches have
an entropy of 0.151. TM1, TM2 and TM4 that used the partially ordered logs have
an average entropy-score of 0.153, whereas TM3 and TM5 that used the sequential
traces have an average entropy-score of 0.149. The GTM approaches have an entropy
of 0.360 on average, in which GTM-LED performs the best. The AcT approaches have
an average entropy-score of 0.655.

However, when q (the number of original variants) increases (from 2 to 5), see
the first row in Figure 5.20(a), we observe that there is a clear increase in the entropy
score for all techniques. Moreover, the increase of q has a larger effect on the TM
approaches. When q is less than 5, we can still see for example TM1 performs well and
has comparatively a low entropy-score on average; when q is 5, all TM approaches
perform equally bad or worse than some of the GTM approaches. The same increase
in the entropy scores can also be observed when n = 15 (see the charts on the second
row in Figure 5.20) and n = 20 (see the charts on the third row in Figure 5.20).
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n

q

Figure 5.20: Average scores of cluster-set-entropy on the input models without loop: a lower
score indicates an algorithm is better in clustering the traces by the original
process variants.

Comparing the different entropy scores when n increases, for example see the
charts in the first column in Figure 5.20, we see no significant increase in the entropy
scores. In some cases, the average entropy scores even decreased. For example, when
q = 3 and n = 15 (second column second row), the TM1 approach has an average en-
tropy of 0.26, whereas when n increased to 20, the average entropy of TM1 decreases
to 0.05, rediscovering the original process variants in 9 out of 10 runs. This indicates
that the increase of the number of activities has less effect on the ability of the TM
approaches to rediscover process variants. Similar observations are obtained for the
GTM based techniques.

This may be explained by the fact that when the number of activities in a model
increases, the information contained in the traces may also be more indicative. For
example, when n is 2, we have 〈A,B〉 and 〈B , A〉. It may be difficult to decide whether
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they belong to two variants. However, if n is 5, and we have 〈A,B ,C ,D,F 〉 versus
〈F,D,C ,B , A〉, which may be easier to rediscover process variants.

Regarding the ability to rediscover process variants, we observe that when the
number of activities is small (e.g., 10 or 15) and the number of variants is small,
the TM approaches have a high ability to cluster traces correctly and rediscover the
variants. However, when the number q of original clusters or the number of activities
is large, the GTM-LED approach obtains overall the best entropy scores on average.

Exp.2) The effect of the increase of q and n on the log-precision scores, on
models without loop.

In the previous experiment, we have discussed the effect of the increase of q (the
number of process variants) and n (the number of activities in a model) on the en-
tropy scores, which assess the ability of the approaches to rediscover process vari-
ants. For the same experiment, we also computed the average scores of weighted
log-precision. The average weighted log-precision scores per clustering algorithm are
shown in Figure 5.21: the charts are grouped by q (the number of process variants)
in columns and n (the number of activities) in rows, similar to the grouping in Fig-
ure 5.20. A high log-precision score indicates that the algorithm is better in finding
models of high-quality.

The first interesting observation is that, although the first experiment suggests
that the TM approaches have a slightly lower entropy score compared to the GTM
approaches, the weighted log-precision scores of the TM approaches in many cases
are actually higher than the GTM approaches. For example, when q = 5 and n = 10,
although the average entropy score of TM1 is 0.93 (where GTM-LED has 0.55, see Fig-
ure 5.20), but in 50% of the runs, the models of TM1 achieve a weighted log-precision
score higher than 0.75 (where GTM-LED has only 25%). Thus, the log-precision
scores may contradict the entropy scores. An explanation is that the few traces that
are clustered wrongly by GTM may actually result in discovering models of less qual-
ity. This also suggests that the TM approaches (and the cost function proposed) are
able to find clusters that result in models of high precision, balancing between finding
the original process variants and the qualities of the models discovered.

Regarding discovering models of higher precision, the TM approach (TM1) either
performs better or equally good in all settings compared to the GTM approaches. For
example, the weighted log-precisions of the TM1 approach in all charts in Figure 5.21
are always higher than or within the interval of the weighted log-precisions of the
GTM approaches (e.g., GTM-LED).

In general, we observe a decrease in the log-precision score for all techniques, but
especially in the TM approaches, when the n and q is large (i.e., n = 20 and q ≥ 4). A
reason for this decrease in both the entropy scores and the precision scores of the TM
approaches could be due to the cost configuration. Because the cost function proposed
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Figure 5.21: Average scores of log-model-precisions on the input models without loop: a
higher score indicates that the models are of high precision and thus better
quality.

(as discussed in Section 5.3.2) penalizes differences in the structures of traces (in
terms of distances between the mapped events (formalized in Equation 5.4), the cost
of this component grows faster when the number of activities in models increases.
More experiments are needed to verify this.

In both experiments, we observe that the TM approaches perform better than
the random clustering (_Random), the one-clustering (_1Cls), and the Active trace
clustering (AcT) approaches. In other words, using the TM approaches is always
better than not clustering and randomly clustering the traces. Thus, to some extents,
the TM approaches are able to identify original process variants and help discovering
models of better quality, when the models do not contain any loops.
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(a) Average scores of cluster-set-entropy of different clustering algorithms with n = 10 (models
with loop).
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(b) Average scores of log-model-precision of different clustering algorithms with n = 10 (models
with loop).

Figure 5.22: Average scores of clustering algorithms on the models with n = 10 and with
loops.

Exp.3) The entropy and precision scores on models with loops.

Figure 5.22(a) shows the average scores of cluster-set-entropy, on the input mod-
els that may contain loops and have n = 10. Figure 5.22(b) shows the average log-
precision scores of the discovered models of the clusters, on the same experiment.

Interestingly, when q ≤ 3 (see the first two charts in Figure 5.22(a) and Fig-
ure 5.22(b)), TM1 still achieves good results in the entropy scores (low) and log-
precision scores (high), compared to the other existing approaches. However, when
q > 3, the TM approaches have similar scores as the other approaches.

Compared to the results of the experiments where the input models do not contain
loops, the scores of the GTM and TM approaches are worse. For example, when q = 5

and n = 10, the GTM and TM approaches have an average entropy of 1.73 and 1.78
on the models that do not contain loop, compared to 1.85 and 2.23. Moreover, the
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Figure 5.23: Average scores of log-model-precision of different clustering algorithms on the
two real-life logs.

scores are more variable, indicating unstable performance. This also suggests that the
cost function penalizes the difference in trace structure, as discussed in the previous
experiment. For example, two traces may have a considerably high cost, when one of
the traces has executed a large loop only once and the other trace has executed the
loop twice. This cost may be higher than the difference between two process variants
which only differ in executing an activity or not. But across the board, all clustering
techniques face challenges regarding log-precision once there are multiple variants
with loops recorded in one log.

5.6.4 Results of Experiments using Real-life Logs

In this section, we discuss the results of the trace clustering approaches using two
real-life logs. Regarding the three evaluation objectives, as for the real-life logs, since
we do not know the original process variants, we cannot compute the entropy score.
Therefore, we only discuss the log-precision scores of the models of the clusters com-
puted by the TM, AcT, and GTM approaches. Moreover, we focus on qualitative eval-
uation for the third objective (iii). We explore the hierarchical clusters of the TM
approach, aiming to show that the TM approach supports the user to interactively
explore variants of processes, separate out variants from each other and understand
how parent clusters are built from child-clusters.

The two real-life logs have the following characteristics:
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• MUMC log: the event log recorded the executions of a healthcare process. The
log was provided by Maastricht University Medical Center (MUMC+), a large
academic hospital in the Netherlands. The hospital log contains 1726 cases and
9657 events. There are 12 event classes and 339 distinct process variants.

• MCRM log: the second real-life log in our comparative analysis is the log
that was previously used in [31] to evaluate Active Trace Clustering (AcT).
The MCRM log contains 956 traces, 11,218 events and 212 distinct process
instances [31].

We again compare the TM approaches to the AcT and GTM approaches. However,
we do not use TM1-TM4, and only apply TM5 and TM6. TM1-TM3 uses the back-
tracking algorithm with pruning, which still face difficulties regarding running time
when facing a real-life log. TM4 uses the partially ordered traces (runs) generated
by the models. In the real-life logs, these causalities are not known, therefore, we
use the timestamps of events to build partially ordered traces for TM6, as presented
in Section 2.4.3. TM6 uses the greedy algorithm with the time-based partially or-
dered logs and the cost configuration 2. For the MUMC log, timestamps of events
have a day-level granularity, thus we consider the events occurred on the same day as
concurrent. In the MCRM log, we observed many events that occurred within 1 sec
and thus consider these events concurrent.

Regarding discovering models of better quality, the average log-precision scores
of models of the clusters returned by the AcT, GTM, and TM clustering approaches
on these two real-life logs are shown in Figure 5.23. In the following, we discuss the
results more in depth.

Results regarding MUMC log

Using the MUMC log, the average log-precision scores of the models discovered are
shown on the left-hand side of Figure 5.23. The TM5 performed slightly better than
all other approaches, with 0.04 higher in log-precision than AcT-Dist, which has the
best score of the other approaches. However, the number of clusters automatically
returned by the TM5 approach is 20, 16 clusters more than the existing approaches.

Interestingly, TM5 outperforms TM6 by more then 0.1 in log-precision score. This
may be explained by the fact that the discovery algorithm uses the sequential traces to
discover models and the log-precision measure also uses the sequential traces to eval-
uate the precision. Moreover, partially ordered traces based on coarse time-stamps
may be less accurate and trustworthy.

For AcT-Dist, GTM-LED, and TM5, Figure 5.24 (a), (b) and (c) respectively show
the number of traces per cluster (in (a)), the log-precision score per model discovered
for each cluster (in (b)), and the number of distinct process instance (dpi) per cluster
(in (c)). The cluster ids on the x-axis are used to refer to the same clusters. We could
see that TM5 returned 20 clusters, among which there is one main cluster (see Cluster
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5 in Figure 5.24) that contains 92.4% of the traces in the log and 231 of 339 distinct
process instances (sequential).
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Figure 5.24: The detailed results of AcT-Dist, GTM-LED, and TM5 on the MUMC log, regard-
ing (a) the number of traces per cluster, (b) the log-precision score per model
discovered for each cluster, and (c) the number of distinct process instances
(dpi) per cluster.

Qualitative Results regarding (iii). We also explored the results qualitatively and
evaluated the clusters and the models discovered. In the following, we show that the
user can explore the clusters and find the process variant of interest using the TM
approaches and the L2Me tool.

Exploring the 20 clusters returned by TM5, we start by the main cluster (Cluster
5). Interestingly, the model discovered from this cluster, shown in Figure 5.25 is the
same as the process described by the domain expert, as shown in Figure 5.25, except
we observe that each activity can be skipped. The domain expert indicated earlier that
the skipping of activities is probably due to missing event recordings in this event log.
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The underlying REG graph shows the same behavior, shown in Figure 5.26

Figure 5.25: The process model discovered from the largest cluster returned by the TM5
approach. This process model is the same as the normative process described
by the domain expert except for the skipping transitions.

Figure 5.26: The representative graph computed on the largest cluster returned by the TM5
approach.

Figure 5.27: The process model discovered from another cluster returned by the TM5 ap-
proach.

Furthermore, each of other 19 clusters contains less than 20 traces. The models
discovered from these clusters show different behavior compared to the main cluster.
According to the domain expert, this difference in the behaviors may be due to the
following reasons. These models show loops in the beginning, indicating multiple
pre-surgery tests are conducted. Since each additional test adds more to the health-
care cost and may require the patient to revisit the hospital, they are therefore less
convenient and can be considered as outliers. One could further examine the clusters
to identify reasons for conducting multiple tests of the same type. An example model
generated for one of the clusters is shown in Figure 5.27.
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Figure 5.28: The process models discovered from the three (non-garbage) clusters returned
by the AcT-Dist on the MUMC log.

Regarding the other clustering approaches, exploring the models of the clusters
returned by these approaches, none of the models show the main process in Fig-
ure 5.25. We investigate this further by investigating how the traces are distributed
by the other clustering algorithms. For the 1594 traces of the main cluster of TM5,
the AcT-Dist distributed these traces into 4 clusters with the following numbers of the
recalled traces of the total numbers of the traces in each cluster: 301 in the first clus-
ter, 257 in the second cluster, 125 in the third cluster and 911 in the fourth cluster
(which has 1043 trace in total). Because the traces are distributed, the first three
clusters contain incomplete behavior information (for example, the four concurrent
presurgery tests in Figure 5.25) for the Inductive miner to rediscover the normative
model described by the domain expert. Furthermore, due to incompleteness, the
clusters even resulted in discovering over-generalized models. Figure 5.28 shows the
three models discovered from these three clusters. In the fourth cluster of AcT-Dist,
these 911 traces are clustered with other traces, thus resulting in the inability of re-
discovering the normative model. The GTM-LED distributed these 1594 traces into 4
clusters too, but mixing them with the other traces because of the minimal edit dis-
tance: 713 traces in the first cluster (which has 749 traces in total), 104 in the second
cluster (109 traces in total), 61 in the third (100 traces in total) and 716 in the fourth
(768 traces in total). The models discovered from these four clusters all contain some
loops, indicating multiple pre-surgery tests are conducted.

This shows that the TM approach can help the user to explore the models of
clusters and find a normative model of interest, regardless (1) the number of clusters
of TM1 is larger than the existing approaches and (2) the average log-precision of the
models is only slightly better than existing approaches.
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Results regarding MCRM log

On the right-hand side of Figure 5.23, the average log-precision scores of the mod-
els discovered from each cluster are shown. The TM6 scores the second among all
approaches (0.525). The Act-Dist outperforms all other approaches, achieving a log-
precision score of 0.765. We investigate the reasons by exploring the clusters.
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Figure 5.29: The detailed results of AcT-Dist, GTM-LED, and TM5 on the MCRM log, regard-
ing (a) the number of traces per cluster, (b) the log-precision score per model
discovered from each cluster, and (c) the number of distinct process instances
(dpi) per cluster.

Figure 5.29(a), (b) and (c) respectively show the number of traces per cluster,
the log-precision score per model discovered from each cluster, and the number of
distinct process instance (dpi) per cluster. The cluster ids on the x-axis refer to the
same clusters.

We could see that, although the Act-Dist clustering scores the best, the clusters are
slightly unbalanced in terms of the number of distinct process instances. For example,
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(a) Inductive miner 

(b) After remove 
events of A12, 
A6, A18, A17, 
A14, A13, apply 
Inductive Miner

Cluster 𝐶1

Figure 5.30: The REG of the largest cluster returned by the TM6 approach for the MCRM
log.

v.s.

Figure 5.31: Snippet of the Log Pattern Explorer tool (as discussed in Section 4.5 and 4.6)
which shows the different orderings of A2,A3, and A4 and incomplete causal-
relations among them.

Cluster 0 of AcT-Dist contains only 1 distinct process variant (see the yellow line in
Figure 5.29(c)), but the traces of this most frequent dpi make up to 43.2% number
of the traces in the log. As a result, for this cluster a sequential model is discovered
for which the log-precision is 1.0. Similar case for Cluster 1, which contains 3 other
frequent distinct process instances. The rest of the traces are clustered in remaining
Cluster 2 and 3, covering the other 208 distinct process instances and discovering
models of much less quality. This shows that the ActiTraC clustering has a clear strat-
egy and performs the best when the log is unbalanced. These findings are consistent
with the conclusions in [31] where ActiTraC clustering approach was presented. For
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Parent cluster 𝐶2

Child cluster 𝐶2.1

Child cluster 𝐶2.2

Figure 5.32: The REG of the parent cluster is compared to the REGs of the two child clusters,
showing the concurrence between A11 and A4 is derived in the parent cluster.

the TM and GTM approach, we could see that the number of distinct process instances
(dpi) per cluster is more balanced.

Qualitative Results regarding (iii). The TM6 approach returned 28 clusters. We
briefly discuss the two largest clusters. The largest cluster contains 534 traces and
19 distinct process instances. To be able to refer to this cluster later, we call this
cluster C1. The REG graph and the model discovered using the Inductive Miner are
shown in Figure 5.30. The REG of the cluster C1 shows clear causal-dependencies
(and independencies) between the activities. No activity was conducted twice in any
trace of this cluster. This can be seen in the REG. Surprisingly, the model discovered
using the Inductive Miner shows much more complex behavior and loops.

To verify the concurrence (independence) relations in cluster C1 between A2, A3,
A4, A11, A13, and A19 that can be seen in the REG of C1 in Figure 5.30, we used
the log pattern explorer approach described in Chapter 4. The snippet of the log
visualization in Figure 5.31 (where these activities are highlighted in different colors)
shows indeed that they occur sometimes at the same time (within a second) and
sometimes one after the another but in different order, for example, A2 (red), A3
(blue) and A4 (aqua).

Exploring the hierarchical clusters helps us understand this further. We explored
the descendant clusters of the aforementioned cluster C1. For example, in the child
cluster C2.1, A11 is preceded by A4 (and other activities), as shown in Figure 5.32,
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Inductive miner 

Figure 5.33: The REG and the model discovered for the second largest cluster, returned by
the TM6 approach, for the MCRM log.

whereas in the child cluster C2.2, A4 is succeeded by A11. These two child clusters
result in the parent cluster C2 (which is a descendent cluster of C1) where A11 is
concurrent with A4 (and the other activities).

However, not all permutations of these activities are observed in the log, even less
if the sequential ordering of the events is used. We think this caused difficulties for
the Inductive Miner which tried to over-fit the log and yet wanted to have a fitting
model, resulting in an over-generalized and over-complicated process model.

The second largest cluster contains 105 traces and 12 distinct variants. The REG
that represents 103 out of 105 traces is shown in Figure 5.33. It shows much sim-
pler behavior, compared to the main cluster shown in Figure 5.30. Moreover, A6 is
repeated in this cluster.

We have shown that the REGs of clusters reveal insightful information about the
behavior in the log. Moreover, we have shown that the hierarchical clusters help the
user to explore and understand the resulting clusters. However, domain knowledge
is required to evaluate the quality of these clusters.

5.7 Chapter Summary

In this chapter, we investigated the problem of event logs that are globally inconclu-
sive, thus containing many different process variants. We proposed event-mappings
and used behavioral context and structural information of events in a log to compute
similar and dissimilar events. Moreover, a cost function was proposed to assign a
cost to each event mapping. To compute event-mappings with a cost that is optimal
or close to optimal, three Trace Matching (TM) algorithms are discussed. Using the
event-mappings and their similarity cost, a hierarchical trace clustering algorithm was
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proposed.
The results of the controlled experiments have shown that, when the number of

original process variants are 2 to 4, the number of activities is small (e.g., 10 or 15),
and these process models do not contain loop, the TM approaches are able to cluster
traces correctly rediscovering the variants while balancing the qualities of the models
discovered from these clusters. However, when the number q of original clusters
or the number of activities is large, the GTM-LED approach often provides the best
entropy scores. However, there is no significant difference when the models contain
loop; all approaches perform equally and have difficulties in rediscovering the process
variants and finding models of high precision, especially when the number of original
process variants are larger than 4.

For one of the real-life logs, one of the TM approaches is able to cluster the traces
in such a way that the normative process model described by the domain expert was
rediscovered. By contrast, the other clustering approaches either distributed these
traces into different clusters or mixed these traces with the traces of other process
variants.

The event-mappings between the traces presented and computed in this chapter
provides a generic way to relabel partially ordered traces. In the remainder, we will
use these mappings for refining event labels in Chapter 6 and for detecting deviating
events in Chapter 7.





Chapter 6
Label Refinement based on
Behavioral Similarity

In Chapter 3, we discussed the log quality framework and four instantiations of log
quality problems. In Chapter 4 the first instantiation, discovering unsatisfactory
(inconclusive) models, was tackled by using log exploration and pattern detection.
In Chapter 5 the second instantiation, where log containing a high variety of behav-
ior and process variants, was discussed and tackled by the trace matching and trace
clustering approaches proposed.
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Figure 6.1: The label refinement approach and its input (an event log) and output (the event
log with a refined labeling function) discussed in this chapter are highlighted
in the overview figure, and again, the quality of the models discovered (using
process discovery) is used to evaluated the proposed approach.
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While the analyst iteratively explores the log and takes preprocesing steps through
the project to improve the quality of the log and of the results, as shown in Figure 6.1,
the log may show the issue of having events with imprecise labels, i.e., events of
different task nodes in a process refer to the same activity, known as duplicated tasks.
The results of real-life case studies in the two previous chapters have shown the same
log quality issue. This issue is also discussed in Section 1.2 and in Section 3.3, as
the third instantiation (Id) of the framework. We have shown that existing discovery
algorithms are typically unable to deal with such activities that (re)occur in very
different contexts.

In this chapter, we first analyze the problem more in depth and discuss the related
work. We then formally define the problem of label refinement. To refine the labels,
we propose to find groups of events that show similar behavior and refine their labels
accordingly. To find similar behavior, we reuse the trace matching technique proposed
in Chapter 5. Finally, we present the evaluation results and summarize this chapter.

6.1 Duplicated Tasks and Imprecise Labels

After exploring an event log, possibly clustering the traces into more homogenous sub
logs, we may still be unable to discover structured and precise models. As shown and
discussed in the results of the case studies in Chapter 4 and 5, an activity may occur
in very different contexts.

A known reason causing this log quality issue is because processes may require
that the same activity occurs at different stages or branches of the process [30, 48,
102, 108]. A human modeler would use different nodes in a model (e.g., different
transitions in a Petri net) labeled with the same activity to express different occur-
rences of an activity in the process. We call each node labeled with an activity a task.
Thus, there could be many tasks referring to the same activity, which are known as
duplicated tasks.

In a log, events are usually labeled with activity names instead of tasks. As a
result, two different events with the same activity label may originate from the same
task or from different tasks, i.e., the labeling in the event log is imprecise.

Most existing discovery algorithms assume the labels of events to be precise and
consider for each label as one task represented by a single task node in the model.
In case of event logs with imprecise labels, these discovery algorithms tend to return
over-generalized models that allow much more behavior than in the event log [30,
102]. In many cases, duplicated tasks trigger the discovery of loops that do not exist.
Such models are misleading, obstructing users to use the models for understanding
the real processes or performing accurate process analysis. A better solution would
be to discover models where multiple tasks may carry the same label but are still dis-
tinguished when their context are different. Hence, we would like to detect duplicate
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Figure 6.2: The imprecise label problem settings and the running example.

tasks [48, 102].
Figure 6.2 exemplifies the problem as follows. The original system (a) has five

activities “r ”, “d”, “c”, “b” and “x” and ten tasks; activities “c”, “b” and “x” occur at
multiple different tasks, which result in an imprecise log (b), in which the events only
refer to activities “c”, “b” and “x” rather than the different tasks in the system. Using
a standard discovery algorithm, we discover for the imprecise log (b) an imprecise
model (c) that states “b” could be skipped and has a loop that allows “c” and “x” to
be executed an arbitrary number of times, even though every trace in the log has an
event labeled “b” and only one event labeled “x”. Overall, model (c) is imprecise as
it contains many behaviors neither seen in the log (b), nor in the original system (a).
This is caused by the fact that “c”, “b”, and “x” appear in different contexts.

Refining the labels of events could yield the refined log (d), from which a refined
model (e) can be discovered that corresponds to the original model (a) while using
the same discovery algorithm. However, the trivial refinement where each event gets
its own unique label is not desired as it would lead to models that overfit the event log.
Thus, our goal is to refine an imprecise log in such a way that a discovery algorithm
finds a better model which is more precise and closer to the original model.

In this chapter, we investigate the problem of imprecise labels of events for pro-
cess discovery and propose an approach that reuses the techniques in Section 5.3
and Section 5.4 to resolve the problem. An overview of the approach is shown in Fig-
ure 6.3. In particular, we introduce an approach for refining labels and relabeling
events in the log such that any existing or future process discovery algorithm can
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infer duplicated tasks from the refined labels. As the optimal refined log or model
may be unknown, our approach aims at adding more alternative representations of
a process into the solution space of process discovery algorithms to help users find
better models systematically.

Our approach has three steps: (1) identify one or multiple candidates for impre-
cise event labels; then refine imprecise labels (2) across traces and (3) within traces.
Here, we leverage previous work on trace matching technique which groups events
based on similarities in their context, as presented and discussed in Chapter 5. The
groups of events that show dissimilar behavior or are conducted in diverse contexts
are labeled differently.

The approach is implemented in ProM [105] and evaluated in a controlled setting
and in a real-life case study. In the controlled experiment, event logs with imprecise
labels are generated from a large set of synthetic process models with duplicated
tasks. Using these logs, it is investigated how well the approach can detect and refine
their event labels. The model qualities are analyzed with respect to the event log and
the similarity to the original model. For 87% of the 600 generated processes that have
duplicated tasks outside of loops, our approach automatically refined imprecise logs
so that a discovery algorithm returned a more precise model. For the 600 generated
processes that do have duplicated tasks in a loop, label refinement improved precision
for 61% of the imprecise logs.

In the remainder, we first discuss related work in Section 6.2. In Section 6.3, we
formalize problems and aims. Section 6.4 explains the proposed approach. The eval-
uation results are presented in Section 6.5, and Section 6.6 summarizes this chapter.
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6.2 Related Work

We identify four different areas that are related handling duplicated tasks. The first
area is related to the labeling or relabeling of model elements. The second area is
the process discovery algorithms that can or cannot handle duplicated tasks. The
third area considers trace clustering and clone detection to detect tasks occurred in
different context. The fourth area considers noise filtering techniques. In this section,
we discuss the related work.

Process Model Element Labeling or Relabeling

Many studies have investigated the problem of labeling or relabeling process elements
(e.g., activities, flow relations) in process models [52, 82]. These works assume
that a collection of structurally correct process models is available and use additional
domain knowledge or other semantically correct labels to then suggest or revise the
incorrect labels of elements in these models. In this chapter, we assume no models
to be available and operate solely on event logs, in order to discover structurally
correct models. It is possible to apply [52, 82] on the discovered models to revise and
improve their labels.

Process Discovery and Duplicated Tasks

Most existing discovery algorithms map each unique event label to one task, making
it impossible to discover processes with two tasks with the same label. Some discov-
ery algorithms can handle duplicated tasks during the model construction to some
extent [21, 29, 48, 102, 108]. Herbst [48] proposed a machine learning approach to
induce workflow models from an event log. The approach generates (splits) activity
nodes using log-likelihood to guide search in the space of workflow models. Such
splitting operations allow to duplicate a node with the same activity label. Similar
to this approach, the Genetic Miner [29] and later the Evolutionary Tree Miner [21]
are based on evolutionary algorithms which may find the duplicated tasks through
randomly generating process models that have tasks with the same label. Aalst et
al. [102] took a two-step approach, which first constructs a transition system (where
the nodes represent states and arcs are labeled with activities) and then synthesizes
a process model from the transition system by using “theory of regions”. As such a
transition system could have multiple arcs that refer to the same activity, the arcs
can belong to different “regions”, which turn into different transitions referring to
the same activity. In the work of [108, Chap. 5], the author adapted the Heuristic
Miner [115] to handle duplicated tasks. This approach generates a set of duplicated
tasks as candidates for the Heuristic Miner based on the direct-context of events,
which is similar to 1-neighbors (see Section 2.4.2). However, the approach cannot
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handle k-neighbors and partially ordered traces. Moreover, each of the above discov-
ery algorithms uses its own internal method during the discovery to handle duplicated
tasks. However, these internal methods can not be used by any other discovery algo-
rithms or further discovery algorithms. Furthermore, these algorithms have their own
advantages and limitations such as some of them do not guarantee sound models or
fitting models. To be able to benefit from current and future progress in process dis-
covery techniques [57, 107], we propose to refine labels in the event log itself, which
then can be used by any process discovery algorithm.

Trace Clustering and Clone Detection

As duplicated tasks may also manifest themselves as multiple variants of executing a
set of activities within the same process, trace clustering was proposed as a way to
distinguish these variants [31, 42]. However, as discussed in Chapter 5, clustering
techniques always consider entire traces and thus also unnecessary duplicate tasks
which are the same in all variants. In [39], the authors proposed a top-down ap-
proach that clusters the traces, discovers models for each cluster separately and uses
clone detection to find tasks that are the same in all variants, preventing unneces-
sary duplicating tasks [53]. However, such trace clustering techniques are unable to
distinguish two events having the same label within a trace or a variant [42].

Noise or Deviation Filtering

In this thesis, we view the duplicated tasks and their consequence imprecise labels as
data quality problem, i.e., events having incorrect labels. To the best of our knowl-
edge, no existing work investigated this problem from this point of view. Other exist-
ing work on log preprocessing such as noise/deviation filtering would change input
logs, both structurally and behaviorally, e.g., by removing events [68]. Such changes
would also affect the fitness of the discovered model with respect to the original log
as a process discovery algorithm can only guarantee fitness for the filtered log. The
approach proposed in this chapter does not change the event log but only the labeling
of events, which help us to preserve the model-log fitness if the discovery algorithm
has such a guarantee.

6.3 Problem Definition of Imprecise Labels

In the previous section, we discussed existing approaches related to duplicated tasks.
In this section, we discuss and define the research problem of event label refinement
from a log preprocessing point of view. In Section 6.3.1, we introduce concepts re-
lated to label refinements and abstractions. In Section 6.3.2, using the concepts, we
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formally define the research problem. In Section 6.3.3, we discuss our design deci-
sions and possible consequences.

6.3.1 Event Label Refinement and Abstraction

In this section, we explicitly defined the concept of a labeled log to be able to dis-
tinguish the different labeling functions of an event log and to be able to discuss the
refinement and abstraction of the corresponding labeling function.

Definition 6.1 (Labeled event log) Let A be a set of activities and L an event log.
A labeling function l A : EL → A is surjective and assigns to each event e ∈ EL a label
l (e) = a ∈ A. We call Ll A = (L, l A) a labeled event log over activities A.

Previously, in Definition 2.8, we have defined an event log L as a set of traces of
events and considered πl : E → Act as the default labeling function that assigns for
each e ∈ E an activity label. We have also assumed that πl is globally available. Thus,
each log L discussed in the previous chapter have πl as the default labeling, and thus
L = Lπl = (L,πl ). In Definition 6.1, we simply made this labeling function explicit,
which would allow us to change the labeling function of an event log. In other words,
we write L = Lπl = (L,πl ) for when using the default labeling πl (in order to keep the
notation simple), and we write Ll = (L, l ) when ever l 6=πl .

In essence, given an event log Lπl , if the default labeling function πl is considered
to be imprecise for this log, then we have Lπl = Ll A , where Ll A is an imprecisely labeled
log, and l A is an imprecise labeling function for L. We would like to find a more refined
labeling function lB for the events EL in L in order to help a discovery algorithm find
better models while guaranty a few properties. In the following, we first formally
define the concepts of refined labeling function and label abstraction, and then discuss
the properties.

Definition 6.2 (Refined labeling function) For a labeled log Ll A over the set of labels
A, the log LlB over an arbitrary set of labels B is a refined log, if and only if (1) they
have the same traces, i.e., Ll A = (L, l A),LlB = (L, lB ), and (2) for each two events e,e ′ ∈ EL

(the set of events in L), e and e ′ can only have the same label according to lB , if they also
have the same label by l A, i.e., (lB (e) = lB (e ′)) ⇒ (l A(e) = l A(e ′)). We also call lB a refined
labeling function for Ll A .

For example, log LlB1 is a refined log of Ll A1 of Figure 6.2. We may now discover
a model say MB from LlB (i.e., A (MB ) = B) and another model say MA from Ll A (i.e.,
A (MA) = A), as shown in Figure 6.2. The aim is that the model MB discovered from
the log with the refined labeling function has better quality, for example a higher
precision, than the model MA discovered from the original log.

However, models MA and MB have different sets of activity labels. To compare
the quality of MA and MB on the original log, model MB should have the same set
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Figure 6.4: An overview of the label refinement problem showing the different concepts and
the relations between the concepts.

of activities as MA. To allow for this comparison, we introduce the label abstraction
function, which replaces the refined labels B of MB with the original labels in A.

Definition 6.3 (Label Abstraction β) Each refined log LlB = (L, lB ) of Ll A = (L, l A) in-
duces the label abstraction function β : B → A with β=⋃

e∈EL {lB (e) 7→ l A(e)}. The inverse
β−1(a) = {b ∈ B |β(b) = a} gives the set of refined labels for the original label a ∈ A. Note
that Ll A = Lβ◦ lB where ◦ is function composition (see Section 2.1).

For example, in Figure 6.2, the refined log LlB1 of Ll A1 induces the abstraction
β = {r → r,c1 → c,c2 → c,c3 → c,b1 → b,b2 → b, x1 → x, x2 → x,d → d}, label c is refined
into the set β−1(c) = {c1,c2,c3}.

Using β, we can abstract model MB by replacing each label b in MB with β(b). Let
β(MB ) denote the resulting model. Definition 6.4 then follows immediately from the
definitions.

Lemma 6.4 (MB and β(MB ) have the same behaviors) Let Ll A be a log and LlB be a
refined log of Ll A . Let MB be a model discovered from LlB such that each trace of LlB is
a trace of MB . Let β be the label abstraction induced by LlB . Then each trace of Ll A is a
trace of β(MB ).

Figure 6.4 shows an overview of the different concepts: an imprecisely labeled log
Ll A , a refined log LlB of Ll A (where Lβ◦ lB = Ll A ), model MA discovered from Ll A , model
MB discovered from LlB , and model β(MB ) whose transitions are labeled with the set
of activities A but have the same behaviors as MB (see Lemma 6.4). Through β, we
can now compare models MA and β(MB ) respectively discovered from both original
log Ll A and refined log LlB .
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6.3.2 Problem Definition

We now formally define our research problem. Let Ll A = (L, l A) be an (imprecisely)
labeled event log over the set of activities A. Let S denote the system model that gen-
erated Ll A with A (S) = A. Given discovery algorithm D, let MA = D(Ll A ) be the model
discovered on the labeled log. We would like to find a refined labeling function lB of l A

that with induced label abstraction β such that the following properties hold for the
refined log LlB = (L, lB ) and the discovered and abstracted model MB =β(D(LlB )) over
A (note that MB represents the model after applying β, which is different compared
to the notation used in Figure 6.4):

1) Fitness and precision of MB improves over MA with respect to the given labeled
log:

• log_precision(MB,LlA ) ≥ log_precision(MA,LlA ) and
• log_fitness(MB,LlA ) ≥ log_fitness(MA,LlA )

2) Recall and precision of behavior of MB should be higher than MA with respect
to S, i.e.,

• sys_precision(S,MB,LlA ) ≥ sys_precision(S,MA,LlA ) and
• sys_recall(S,MB,LlA ) ≥ sys_recall(S,MA,LlA )

When the system S is unknown, we consider our third aim as providing different
refined labeling functions that satisfy the first requirement, which enable users to
explore different representations of the input log.

6.3.3 Related Issues and Design Decisions

Our goal is to modify the log such that the precision of the discovered models im-
proves (and fitness does suffer). To reach this goal, we face three obstacles: (1) many
candidate label refinements to pick from that have positive or negative impact on
precision, (2) the precision-related properties of the discovery algorithm, and (3) the
properties of the algorithm to not decrease fitness (or other critical properties). We
discuss each in the following.

First, there is a large combinatorial number of candidate solutions, since in prin-
ciple any label can be refined into an arbitrary number of refined labels. In addition,
we have no criteria nor measures that define when a refinement is optimal for the
algorithm D. This depends on the discovery algorithm used. Furthermore, when the
system is unknown, the same process may have different equally good representations
depending on the stakeholder, the context, and decisions made in the formalization
of the model. Since one cannot deduce the optimal log nor the optimal model, we
have to base the decisions for refining event labels on the behavioral structure of the
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event log and some basic principles and heuristics we discuss later.
The second complication is posed by the discovery algorithms and measures used

for evaluation. Ideally, a more precise log would result in a more precise model, in-
dependent of the discovery algorithm and the measures we applied. However, this is
not the case. A discovery algorithm may return a less precise model while the log is
more refined (for example to avoid overfitting). Therefore, we use a simple strategy
to guarantee that the refined log would not lead to discovering a model worse than
using the imprecise log. The strategy works as follows. If log_precision(MB ,Ll A ) <
log_precision(MA ,Ll A ), we simply return the log with its original labeling. This guar-
antees that at least using the refined log would not lead to discovering a model worse
than using the imprecise log.

Finally, we assume the discovered model is sound and fitting for the following
reasons. Most state-of-the-art model precision measures assume a fitting log when
evaluating the quality of a model. We observed in our own experiments that the
measures become rather unreliable and difficult to compare or to understand the
improvements when the models are not sound and fitting. Moreover, as fitness is
defined in terms of the number of events that can be replayed by a model and we are
not adding or removing any events (which would have direct influence on the fitness),
changes in fitness are merely a quality of the discovery algorithms used. For example,
if the algorithm guarantees to return a fitting model, relabeling events would not
change this property.

6.4 Approach for Label Refinement

We decompose the label refinement problem into three subproblems. First, we iden-
tify one or multiple labels as candidates for imprecise labels. Then, we consider a
group of traces that have similar behavior to be a variant of the process and refine
the imprecise label candidates (horizontally) into different variants and (vertically)
within a variant. Figure 6.5 shows an overview of the three subproblems using an
example.

6.4.1 Detection of Imprecise Label Candidates

The first step is to identify one or multiple candidates for imprecise labels. Only the
candidate labels are considered for the refinement; labels that are not candidates are
not refined.

The reason for this step is that it helps to limit the search scope to those events
that have an imprecise label and to avoid splitting non-duplicated tasks. Furthermore,
it helps to consolidate the context information of events with imprecise labels. One
may also consider all labels, however, this may unnecessarily complicate the label
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Figure 6.5: The proposed approach for refining imprecise label as log preprocessing.

refinement process. Formally, we define the problem as follows.

Definition 6.5 (Imprecise label candidates) Let Ll A = (L, l A) be a labeled event log
and A the set of labels used. We would like to identify a subset of labels A′ ⊆ A and
consider them as candidates for imprecise labels.

Thus, the labels in A\A′ are precise labels, and there is no need to refine them, i.e.,
for any event e ∈ EL in the log whose label l A(e) = a ∈ A\A′, any refined labeling function
lB of l A with its β implies lB (e) = a, and β−1(a) = {a}.

There are many different ways to detect imprecise labels. For example, the log
pattern detection and exploration proposed in Chapter 4 could be used by analysts
to find candidates for imprecise labels. In the following, we discuss two additional
methods (used in the evaluation) and consider other possibilities as future work.

The optimal method is to have an oracle that returns the truly imprecise labels as
candidates. For example, domain experts indicate a particular label to be imprecise.
In the remainder, we refer to this as Oracle Detection (OD).

Besides having an oracle, we propose an automated method that uses properties
of Inductive Miner (IM) [57]. IM systematically parses an event log and finds a locally
optimal “subprocess” recursively. If IM fails to find an accurate subprocess, it returns
a generic subprocess that can replay any trace over the events in the corresponding
sublog (i.e., a local “flower loop”, see Section 2.6.3). We consider this type of sub-
process to be imprecise. We choose to select the smallest imprecise subprocess (i.e.,
local “flower loop”) and return the activity labels in the subprocess as imprecise label
candidates.

For instance, applying IM on the running example, IM returns a process model
of Figure 6.2(c) containing a flower loop with activity labels c, b and x, and this set
{c,b, x} is returned as candidates for imprecise labels. We use the IM Detection (IMD)
to refer to this method. In principle, any subprocess or multiple subprocesses can be
selected.
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6.4.2 Intermediate Step - Mapping Events

After finding imprecise label candidates, we propose an intermediate step before re-
fining these labels. The objective of this intermediate step is to identify similarities
between events across traces. Similar events should carry the same refined label
whereas dissimilar events should carry a different label.

In essence, the procedure for computing the similarity of events of different traces
uses the algorithms for computing event mappings discussed in Section 5.4 and goes
as follows.

Given a labeled log Ll = (L, l ), for each two traces ϕ,ϕ′ ∈ L, we find an optimal
mapping λϕ,ϕ′ ⊆ Eϕ×Eϕ′ between their events for a given, configured cost function.
This way we get the distance between any two traces ϕ and ϕ′ as costcf (ϕ,ϕ′,λϕ,ϕ′ ).
This distance can be normalized with respect to the highest distance cost maxCost =
maxϕ,ϕ′∈L costcf (ϕ,ϕ′,λϕ,ϕ′ ).

To obtain the distance between any two events, we project the normalized dis-
tance between traces onto the individual pairs of events. Formally, we construct an
undirected weighted graph G = (EL ,R, l , w) where nodes EL are the events of Ll = (L, l )

with labeling l . For each pair (ϕ,ϕ′) of traces in L and a best matching λϕ,ϕ′ and for
each pair (e,e ′) ∈ λϕ,ϕ′ of events, we add the edge (e,e ′) to R with weight w(e,e ′) =
costcf (ϕ,ϕ′,λϕ,ϕ′ )/maxCost. Note that in G a single event may have many weighted
edges describing how close it is to the most similar event in other traces.

Definition 6.6 (Dissimilarity graph) Let Ll = (L, l ) be a labeled log. For each two
traces ϕ,ϕ′ ∈ L, let λϕ,ϕ′ ⊆ E⊥

ϕ ×E⊥
ϕ′ be an optimal mapping between their events for a

given cost function costcf . Let maxCost = maxϕ,ϕ′∈L costcf (ϕ,ϕ′,λϕ,ϕ′ ).
An undirected weighted graph G = (EL ,R, l , w) where EL are the events of L. For

each pair (ϕ,ϕ′) of traces in L and a best matching λϕ,ϕ′ and for each pair (e,e ′) ∈ λϕ,ϕ′

of events, we add the edge (e,e ′) to R with weight w(e,e ′) = costcf (ϕ,ϕ′,λϕ,ϕ′ )/maxCost.

When mapping the costs from pairs of traces to pairs of events in G, any edge
between events with a precise label a (i.e., a ∉ A′) gets cost 0. This way, we will
enforce that these labels are not refined.

The higher the cost between two events, the more likely that they receive different
labels. Searching for a mapping with least cost ensures we group the most similar
events and give them together the same label during refinement.

Figure 6.6(a) shows an example of a weighted graph of events for an imprecise log
that consists of four traces. Note that the graph is incomplete; the mappings between
t0 and t2, t1 and t3, and t0 and t3 are not shown for the sake of simplicity.

6.4.3 Refining Labels Horizontally Across Variants

We can now identify variants within a process by grouping events across traces based
on their similarity.
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Figure 6.6: A graph of labeled events with weighted edges denoting the dissimilarity (a),
for which the labels are refined horizontally (b) and then vertically (c).

The reason for having a threshold to distinguish variants is the following. If two
very different variants of a part of the process are considered together, a discovery
algorithm may return a more general structure than exists in reality. Consider for
example the two traces ϕ = 〈...,c,b, x, ...〉 and ϕ′ = 〈..., x,b,c, ...〉. One may consider
them a single variant and return for example a model with activities b, c and x in
parallel (i.e. can be executed in any order). However, an alternative would be having
a precise model that only allows these two variants. The solution model depends on
the assumptions and the particular use case. When the original model for the system
is unknown, it is difficult to claim one of them is better, therefore, we simply want
to add the alternative with both variants to the solution space of existing discovery
algorithms allowing the user to explore both representations. Label refinement allows
us to achieve this systematically.

The similarity measure enables us to be flexible when considering which variants
to split by introducing a variant threshold zv .

Definition 6.7 (Variant Threshold zv ) We say, two traces ϕ and ϕ′ are in the same
variant, written ϕ ∼ ϕ′ iff their normalized costcf (ϕ,ϕ′,λϕ,ϕ′ )/maxCost ≤ zv or there
exists ϕ′′ with ϕ∼ϕ′′ ∼ϕ′.

Note that ∼ is an equivalence relation where two very dissimilar traces may be-
come equivalent if there is a “chain” of similar traces between them. Thus, two events
e ∈ ϕ,e ′ ∈ ϕ′ that have imprecise labels (i.e., l (e), l (e ′) ∈ A′) are in the same variant, if
and only if ϕ∼ϕ′.

In our graph G, we materialize (dis-)similarity by removing any edge (e,e ′) with
weight w(e,e ′) > zv . As all mappings between events of the same two traces ϕ and ϕ′

carry the same weight, all events of a trace are kept in the same variant. Note that
edges between the events that carry precise labels have weight 0 and are not split into
multiple variants.

For example, setting the variant threshold for the event distance graph G of Fig-
ure 6.6(a) to 0.6 yields the graph G ′ of Figure 6.6(b) showing two variants in the



154 Label Refinement based on Behavioral Similarity

part of the process involving labels c,b, x. Labels r and d are not refined into multiple
variants because they were excluded in the first step.

6.4.4 Refining Labels Vertically Within Variant

After refining labels horizontally to distinguish different variants, there can still be
multiple events carrying the same label within a single variant indicating either a
loop or different tasks. Assuming in 50% of cases activity c is executed once and in
the other 50% of the cases, c is executed twice, we could infer that there are two c

tasks (one optional), or just one c task in a loop. In the following, we again use label
refinement to add both alternatives to the solution space.

For refining labels within a single variant, we assume the following characteristics
of a proper loop: when the number of iterations increases, the probability of executing
this iteration decreases. For example, one may always execute the first iteration,
whereas the second iteration is only executed in 20% of the cases. In contrast, a
duplicated task in a sequence would show similar numbers of executions in all traces
of the same variant.

Based on this assumption, we introduce an unfolding threshold parameter z f . For
each imprecise label candidate a ∈ A′, let G1

a , ..., Gm
a be the connected components

of G in which all events have label a. G i
a and G j

a are in the same variant if and
only if for any two events e i ∈ G i

a and e j ∈ G j
a , e i and e j are in the same variant (see

Section 6.4.3).
For example, Figure 6.6(c) highlights for imprecise label c the three connected

components G1
c = {e2,e7}, G2

c = {e10}, G3
c = {e15,e19}, in which G1

c and G2
c in the same

variant.
Next, let #G i

a denote the average position of the events of #G i
a in their respec-

tive traces. Let G1
a ... Gk

a be in the same variant ordered by #G i
a . Let maxSize =

max1≤i≤k
∣∣G i

a

∣∣ be the size of largest component (with respect to its events). For
1 ≤ i ≤ k, if i = 1 or

∣∣G i
a

∣∣ ≥ v f ∗maxSize, then all events in G i
a get a new label, oth-

erwise G i
a get the label of the events of G i−1

a .
For example, for imprecise label c, for the two connected components G1

c = {e2,e7}

and G2
c = {e10} that are in the same variant, #G1

c = 2, #G2
c = 5, and maxSize = 2. There-

fore, if the unfolding threshold v f is 0.6, then the events in G2
c get the same label as

the events in G1
c . If v f is 0.4, then both G1

c and G2
c each get a new label.

6.5 Evaluation and Discussion

We implemented the techniques of Section 6.4 in the process mining toolkit ProM and
conducted controlled experiments and a real-life case study to evaluate our approach.
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Plugins and experiments are available in the TraceMatching package of ProM. We first
explain the experimental setup and then discuss the result.

6.5.1 Experimental Setup

The experimental setup is shown in Figure 6.7. We randomly generated block struc-
tured models as systems with n number of visible tasks. Each system has kt tasks that
have the same activity label (here we consider just one duplicated label). For each
system, we generate one imprecisely labeled log Ll A = (L, l A) of a 1000 cases each.

From each generated imprecise log Ll A , we discover MA = D(Ll A ). For the same
log, we also apply our approach of Section 6.4 to obtain a refined log LlB = (L, lB ) (note
that β(LlB ) = Ll A ). From the refined log LlB , we apply the same discovery algorithm
and discover model MB .

Two algorithms are used: IM [57], i.e., M IM
B = β(DIM (LlB )), and ILP [107], i.e.,

M ILP
B =β(DILP(LlB )).

The quality of each of the models is compared with the corresponding model MA

for evaluating to what extent our objectives have been achieved.
In all experiments, the same cost configuration is used for matching events. To

speed up the experiments, the events that have precise labels, i.e., l (e) = l (e ′) ∉ A′,
are matched naively based on their labels and ordering in their respective traces. All
models, logs and results can be downloaded [65].

Compute Model 
Qualities

LlA

Generator

System S, 
in which kt number 

of 
transitions have 

the same label

MA

D
qualities of 
MA (as LB)

D = 
IM, ILP

Model qualities = Log_fitness, Log_precision, 
Sys_fitness, Sys_precision

Improved?

For Sys_recall and Sys_precision

For Log_fitness and Log_precision

Label 
Refinement

LlB MB

D
qualities of

MB

Figure 6.7: An overview of the experimental design.

6.5.2 Results

In this section, we discuss the results of the controlled experiments. The experiments
respectively investigate the following questions.
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The refined models (c)(e) show that the duplicated tasks were rediscovered 
in their respective positions, but unable to identify the concurrency between
two consecutive duplicated tasks.

(a) System

(b)𝑀𝐴
𝐼𝑀

Log_precision improved by 0.55
Sys_precision improved by 0.68
Syst_recall is 1

Log_precision improved by 0.58
Sys_precision improved by 0.51
Syst_recall is 1

(d)𝑀𝐴
𝐼𝐿𝑃
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Figure 6.8: Original model with duplicate tasks (a), results of IM for imprecise log (b) and
for refined log (c), same for ILP (d) and (e).

Log_precision improved by 0.10, 
Sys_precision improved by 0.22, Sys_recall = 1

(a) System

78

(b)𝑀𝐴
𝐼𝑀

The refined model (c) shows that the large 
flower loop in (b) is unfolded by correctly 
identifying the duplicated task t1 , but 
unable to completely rediscover t2 , t3 and t4. 
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𝐼𝑀

A
A

A
A
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Figure 6.9: Original model (a), result of IM for imprecise log (b) and for refined log (c).

Exp.1) When imprecise labels are not in a loop, what are the improvements?

In this experiment, we used the default parameters: the variant threshold zv is
0.05 and the unfolding threshold z f is 0.60 for all models. We generated for size
n = [10,15,20] 200 models (600 models in total). For each model, there are four
transitions having the same label and they are not in a loop (i.e., kt = 4).

Two examples of the refined models and the improved precision scores (compared
to their imprecise models) are shown in Figure 6.8 and Figure 6.9 to help illustrating
the results. Figure 6.8 shows an improvement in log_precision of more than 0.50.
In Figure 6.8, the original model (a) has four duplicated tasks labeled “B”. Apply-
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Figure 6.10: Number of refined log (a), frequency of improvements in log precision (b) and
shifts in system scores (c).

ing IM and ILP on the imprecise log respectively results in discovering an imprecise
model (b), which has a flower subprocess consisting of 5 activities, or an imprecise
model (d), which has two unconnected activities. By contrast, on the refined log, for
both ILP and IM, the refined models (c) and (e) show that the four duplicated tasks
were correctly discovered in their respective positions in the process, however, our
approach is unable to identify the concurrency between two consecutive duplicated
tasks t2 and and t3 in (a). Figure 6.9 shows an improvement in log_precision of 0.10.

Overall, Figure 6.10(a) shows a bar-chart which summarizes the number of sys-
tems for which our approach was able to find a refinement for its log that leads to
discovering a better model with a higher log precision, while using automated de-
tection of imprecise labels (IMD). In general, in 35% of the logs (i.e., 420 of 1200
generated logs), we were able to find a refinement with default parameters using
IMD; using domain knowledge (OD) we could increase this number by 3%. For 42%
of the refined logs, IM discovered an improved model, which is 14% more than for
ILP.

Figure 6.10(b) shows the histogram of frequencies of actual log_precision improve-
ments using IMD. As can be seen, for both ILP and IM, our approach is able to help
discover models with significant improvements. For ILP, the approach was able to
find for 99 out of 600 models an improvement between 0.1 and 0.7 (using OD, this
number increased by 9%); similar for IM, 111 out of 600 refined models had such an
improvement (using OD, this number is increased by 20%). The average log precision
is increased by 0.15.

Figure 6.10(c) shows the absolute F 1-score (which is the harmonic mean of the
system precision sys_precision and system recall sys_recall) for MA (discovered on im-
precise logs) versus MB (discovered on the successfully refined logs using IM and
ILP); our refinement clearly shifts the F1-score towards 1. When using automated
detection (IMD), 16% of the improved logs (i.e., 67 out of 420 logs) were refined
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in such way that F 1-score became 1. This suggests that the resulting model has ex-
actly the same alternative behavior as the original system enabled by the log (using
OD we obtain 77 out of 516 logs). Performance-wise, the average running time for
computing one refined log varied between 8 and 14 sec. depending on the model
size.

Exp.2) Influence of our parameters

Next, we investigated whether adjusting parameters improves the quality of label re-
finement and whether such parameters can be found automatically for each model.
For this, we repeated the above experiment for IM and OD and changed variant
threshold (from 0.08 to 0.00 in steps of 0.01) and unfolding threshold (from 0.00
to 0.60 in steps of 0.10). We stopped when getting a log where MB had higher log
precision than MA. The running time for computing one such refined log is increased
to an average between 53 and 111 sec. depending on the model size.

Figure 6.11(a) shows the number of imprecise logs improved, (b) shows the ac-
tual improvements in log_precision, and (c) shows the F1-scores of sys_recall and
sys_precision. It is worthwhile to note that, using the adaptive parameters, for 87% of
the imprecise logs, we were able to refine the log helping IM discover a better model.
The average log precision is increased by 0.12. Compared to the 46% (when using
default parameters and OD), the number is increased by more than 89%. Another no-
table result is that the number of the models MB that have an increase in log_precision

between 0.2 and 0.7 is also increased by 72.2%, compared to the default parameter.
This means for over one out of five logs, the adaptive approach is able to find a rather
significant improvement, if the imprecise labels are not in a loop.

We manually inspected the models that could not be improved by using adjusted
parameters. We found that this mostly concerned models that either have a large
loop or have duplicated tasks concurrent to many other tasks. The difference in the
corresponding components (i.e., such loops increase the cost of structure and such
concurrency increases the cost of neighbors) becomes dominant in the cost returned
by trace matching, resulting in splitting the imprecise labels wrongly even though the
matching may be correct.

Exp.3) What if imprecise labels appear in a loop?

We again generated 600 models, 200 for each n = 10,15,20. We used OD and set
kt = 2 (i.e., for each model, there are two transitions that have imprecise label: one
inside and one outside of a loop). We used adaptive parameter selection and IM as
discovery algorithm.

Figure 6.12 shows the results. For 60.5% of the models, the approach could find
an improvement (32% less compared to the results when no duplicated task is in a
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Figure 6.11: The same types of results as Figure 6.10 when using adaptive parameters.
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Figure 6.12: The same types of results as Figure 6.10, if a duplicated task is found in a loop.

loop), which indicates that the approach has more difficulties to distinguish imprecise
labels in loops. Another interesting result is that although the approach could improve
fewer logs, the improvements achieved were still considerable in some cases. For 20
models, log precision increased by more than 0.5. Figure 6.13 shows an example of
the model discovered using the refined log, which rediscovered the original model
Figure 6.13(a).

Inspecting the models, we observe that the approach is able to distinguish loops if
an imprecise transition t outside of a loop is followed by an imprecise transition inside
of a loop. We found three patterns where our approach failed: (1) distinguishing a
second iteration of a loop from a choice for a duplicate activity, (2) distinguishing a
duplicate activity at the end of a loop body from one immediately after the loop, (3)
one duplicate activity is concurrent to another duplicate activity within a loop. These
patterns suggest that our approach can be further refined to tackle these more specific
situations. We plan to address these issues in our future work.

6.5.3 Real-life Case Study

We conducted a case study involving a healthcare process. The log was provided by
Maastricht University Medical Center (MUMC+), a large academic hospital in the
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Figure 6.13: Original model with duplicate tasks and rediscovered by IM on refined log (a),
result of IM on imprecise log (b).

Netherlands. We used existing approaches to filter the known deviating cases and
events. The cleaned hospital log contains 1039 cases and 6213 events having five
distinct labels. Since the log still contains imprecise labels and misses some events,
applying the Inductive Visual Miner (IvM) yields an imprecise model with two self
loops, as shown in Figure 6.14(a). Using the default parameter, the approach was
unable to refine the log. Therefore, we took an iterative approach.

We first refined events labeled with “surgery”, i.e., the imprecise label candidate
is “surgery”. In the second and third iteration, we refined events labeled with “con-
sultation”. The resulting model shows the sequential behavior expected by domain
experts. An interesting result is that after refining the labels, the discovered model
allowed for obtaining more accurate performance analysis. Before refining the la-
bels, the discovered model cannot distinguish the distinct consultation and surgery
activities conducted in different contexts. The model, therefore, cannot be used to
distinguish the performance or waiting regarding these different types of consulta-
tions and surgeries. For example, a domain expert indicates that within 2 months
after the measurements, the first surgery should be executed, and the model shows
on average 59 days. After the first surgery, a post-surgery consultation should take
place within a week, and the refined model shows on average 8 days. If a second
surgery should take place, then it should be performed after two weeks, and the re-
fined model shows on average 14 days. Note that such performance diagnostics are
difficult to obtain using the model discovered from the imprecise log Figure 6.14(a).

6.6 Chapter Summary

In this chapter, we investigated the problem of imprecise labels and proposed a fresh
look at the problem from a log preprocessing point of view. We used context and
structural information of events in a log to find dissimilar groups of events that have
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accurately and can be used to diagnose performance.
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the same label and refined their labels accordingly.

Our evaluation showed that such refinements are often valuable. Moreover, we
also reported some interesting insights regarding the techniques. When imprecise
labels are not in a loop, our approach is able to improve logs by refining labels in
35% of the cases using a default parameter, which increased to 87% if the parameter
is automatically adapted to the log and the discovery algorithm. If one imprecise label
is in a loop, we could still improve 61% of the logs. The case study demonstrated that
the approach can also be used iteratively (i.e., refining labels in multiple steps) in
practice to obtain more accurate and precise models. Moreover, such refined process
models allow for improved performance diagnostics.

The evaluation results have also shown some limitations of the approach. In gen-
eral, the trace matching approach has difficulties with matching events of loops. We
observed three situations: (1) distinguishing the events of a second iteration of a loop
or of a choice for a duplicate activity is difficult and challenge, if no additional infor-
mation is provided; (2) distinguishing the events of a duplicate activity at the end of
a loop body from the ones immediately after the loop; (3) distinguishing the events
of a duplicate activity that is concurrent to another duplicate activity within a loop.
These situations suggest that our approach can be further refined to tackle these more
specific situations. Future research aims at investigating and tackling the limitations
of the approach found during the experiments. An idea is to deploy the log pattern
technique proposed in Chapter 4 which can handle matching repetitions of events.



Chapter 7
Deviation Detection based on
Behavioral Similarity

In the previous three chapters, we have discussed log pattern detection, trace clus-
tering, and label refinement, as exploration and preprocessing steps, to improve log
quality and process discovery results. It is possible that an event log is of high qual-
ity (for example after using the preprocessing techniques proposed), and yet still no

Process mining main tasks
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Figure 7.1: The deviation detection approach with its input (an event log) and output (the
event log with deviating events annotated) highlighted in the overview figure;
the accuracy of the detection approach are compared with existing conformance
checking approaches; the output (the event log with deviating events annotated)
may be explored again using the approaches proposed in the previous chap-
ter(s).
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good model can be discovered from such a log. At this stage, the analyst may con-
clude that the log contains behavior which deviates from the mainstream behavior
and would like to detect them. Existing conformance checking approaches require a
normative process model as input, which is typically not available or difficult to ob-
tain. In such cases, we would like to help the analyst detect these deviating behavior
at an event-level.

As shown in Figure 7.1, deviation detection is as such not a part of the pre-
preprocessing cycle (in the context of conformance checking). The result is the log an-
notated with the deviations detected, enriching the log with additional information.
The analyst may decide that the analysis ends here, or he/she can iterate through
the pre-processing steps again to explore and preprocess the log annotated with the
detected deviations (e.g., reusing pattern detection, trace clustering, and so forth).

In this chapter, we discuss the research problem of detecting these deviations in
the log when no normative process model is available. We propose an approach that
detects deviations on the event level using the log only. The approach uses the event
mappings and representative graphs (introduced in Chapter 5) to identify frequent com-
mon behavior and uncommon behavior among the traces in the log. Then, it classifies
uncommon behavior in the log as deviations, without using any normative process
model or discovery algorithms. Moreover, we show that the behavior classified as
deviations may be explored to detect deviation patterns and obtain insights using the
Log Pattern Explorer approach described in Chapter 4. 1

7.1 Deviation Detection without Normative Process
Models

Assuming that the event log of interest is trustworthy and of high quality, the model
discovered from this log may still be inconclusive. This may suggest that the log
contains exceptional behaviors which deviate from the normative process. These ex-
ceptional behaviors often occur out of the prescribed contexts, and the discovery tech-
niques have difficulties in finding a unique context for representing them, as reported
in many process mining case studies [97].

Detecting these exceptional behaviors and studying them can be used to obtain
recommendations for improving process performance and managing potential risks
regarding compliance [117]. For instance, some deviations may also have a positive
effect on process performance, such as a patient in hospital requiring fewer proce-
dures than expected. Finding causes for these positive deviations may help to derive
recommendation for process improvements. Therefore, accurately detecting deviat-

1Both Chapter 6 and Chapter 7 are highly related to Chapter 5, as the approach proposed in the former two chapters
reuse the trace matching technique, as shown in Figure 1.13. We ordered the chapters this way by following the steps of
the overview of process mining projects shown in Figure 1.12 and Figure 7.1.
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ing behavior is important for finding root causes and providing diagnostic informa-
tion.

Various approaches have been proposed for deviation detection. We can group
them into the four types, as shown in Figure 7.3. The first type (DDT1), also known
as conformance checking, is a set of techniques that check process conformance of re-
corded executions against a normative process and identify where observed behavior
does not fit the process model and thus deviates from some normative, prescribed
behavior [101]. This type of approaches requires a normative process in the form of a
process model [101]. However, normative models are often not available, especially
in flexible environments such as in healthcare where patients often follow unique
paths through the process with one-of-a-kind deviations [87].

The second type (DDT2), which is an adaptation to the first type, is to discover
a model from the given event log. The discovered model typically only describes
the most frequent behavior and is assumed to be the normative model. Against this
discovered model, conformance checking techniques discern where the log deviates.
However, the quality of deviation detection depends heavily on the discovered model,
which again depends on the discovery algorithm used and the design decisions made
in the algorithm.

When an event log shows high variety (for example, containing multiple process
variants), discovering one normative process almost always results in underfitting
models, rendering them less useful for detecting deviations. To tackle this issue and
to improve the ability of a model (e.g., its precision) to detect deviations, trace clus-
tering or trace classification approaches may be used to improve the quality of the
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model. This type of approaches represents the third type of detection, DDT3, shown
in Figure 7.3.

The fourth type of approaches aims to detect deviations directly from the event
log and does not discover any end-to-end process model as an intermediate step.
However, existing techniques focus on detecting deviating cases, instead of deviating
events. For example, they use classification or trace clustering techniques to detect
deviating traces, but do not identify deviating events. In healthcare where the large
majority of patients deviates from the descriptive process (e.g., one patient needs
more meetings with the doctor, the other patient’s surgery is rescheduled) [72], these
type of approach would classify all traces as deviating.

In this chapter, we investigate the research problem of detecting deviating events.
We limit our scope to only detecting deviating events where we define deviations as
additional behavior observed in an event log but not allowed in the normative process;
other deviations, such as steps of the normative process that are skipped, are not
discussed in this chapter and are considered as future work. Moreover, we would like
to help the user to exploit these deviations to find deviating patterns in the log and
derive valuable insights.
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An interesting observation is that the TM approach that matches similar events
(in Chapter 5) and the LPE approach that finds recurring patterns (in Chapter 4) can
be easily adapted and applied for tackling this problem as follows. The event-mappings
(Section 5.3) between the events of any two traces specify similar and dissimilar be-
havior between the traces. The more the event-mappings agree on a certain behavior,
the less such a behavior is a deviation. In turn, the more the traces in the log disagree
on a certain behavior, the more it can be classified as a deviation. The representa-
tive graphs (REGs) (Section 5.5) that are built based on these event-mappings show
how many traces agree on a certain behavior. We use this information and introduce
a deviation threshold to classify deviations. We call this the TM-DD approach. The
TM-DD approach can be classified as the third type approaches (DDT3), but TM-DD
identifies deviations at an event level.

After detecting deviating events, consequently, the semi-supervised pattern detec-
tion approach LPE discussed in Chapter 4 can be used to detect deviating patterns
concerning these annotated deviations. We can simply annotate the events that are
classified as deviating in the event log using data attributes. The LPE can use these
annotations to find deviating patterns. Furthermore, we can also explore deviating
events annotated by other approaches in the log. The deviating patterns can then be
explored in their context to derive insights into performance or compliance issues.

The question is, however, how accurate and reliable this way of detecting the
deviations on the event level is. Moreover, whether the deviations detected may pro-
vide additional insights. To investigate this, we have implemented TM-DD as a ProM
plugin and conducted experiments to compare the accuracy of TM-DD to existing ap-
proaches. Both artificial logs and real-life logs are used. We compared our approach
to existing approaches to investigate the possibility, the accuracy and the limitations
of detecting deviations without a model. Furthermore, as a showcase, we use the
semi-supervised approach presented in Chapter 4 to explore the deviations detected
and discuss the insights obtained. The results show the following:

• In cases where the individual events and relations among the events are trust-
worthy, it is possible to detect deviating events as accurately as when detecting
them against a precise normative model.

• In other cases, when deviating events happen frequently and in patterns, it
is more difficult to distinguish them from the conforming behavior without a
normative model.

In the remainder, we first discuss related work in Section 7.2. There, we also recall
the concept of alignments, more specifically partially ordered alignments, since this
is heavily used in this chapter. In Section 7.3, we discuss the event logs annotated
with deviations as output of deviation detection approaches. We also explain the
TM-DD approach and discuss the related concepts. Moreover, we also show how to
convert partially ordered alignments into such an event log. Section 7.4 discusses
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how to use the LPE approach for the detection and exploration of deviating patterns.
The evaluation results are presented in Section 7.5, and Section 7.6 discusses the
limitations and concludes the chapter.

7.2 Related Work and Partially Ordered Alignments

In this section, we discuss the aforementioned four types of approaches for deviation
detection more in detail. Moreover, we explain the notion of alignments in depth and
formally define partially ordered alignments as they are used later in the evaluation in
this chapter to compare the approaches.

Outlier Detection and Deviance Mining

Existing outlier detection approaches have a different focus. These approaches first
convert executions of cases to items of features and then use classification or cluster-
ing techniques [41]. However, they only identify deviating cases (thus each case is
an item) and omit deviations at the event level (an analogy to classical data mining
would be detecting a deviating value in a item for one feature). Moreover, they are
often unable to handle the situation where the majority of cases exhibit deviating
behavior.

Our approach follows a similar approach but classifies each individual event to be
deviating or not. It is inspired by and similar to a log visualization technique known
as trace alignment [18]. However, the trace alignment visualization technique does
not classify deviations but merely visualizes the mappings between traces to a user.
Moreover, it does not derive or detect any high level deviating patterns.

A different stream in the process mining field, known as deviance mining, classifies
cases as normal or deviant, not because the cases exhibit deviating behavior, but
rather based on their performance KPI (e.g., whether throughput time of a case is
acceptable) [81]. Each case is labeled with high or low performance. They then
build decision trees using features such as causal relations or other attributes of cases
(e.g., costs per case, etc.) to predict or find root cause for the cases that have low
performance.

Process Discovery and Trace Clustering

As discussed in the introduction and shown in Figure 7.3, the other three types of
approaches require a normative process model to detect deviations. When such a
normative process model is not available, process discovery techniques allow users to
learn a model from an event log but still face various difficulties when event logs are
highly unstructured and contain deviating behavior [31]. Discovery algorithms are
often unable to find the underlying shared structure and return spaghetti models due
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to overfitting. Some discovery algorithms aim to be noise/deviation robust but often
result in returning models that are over-generalizing or underfitting. As discussed in
the introduction and shown in Figure 7.3, the other three types of approaches require
a normative process model to detect deviations. When such a normative process
model is not available, process discovery techniques allow users to learn a model
from an event log but still face various difficulties [31] when event logs are highly
unstructured and contain deviating behavior.

Trace clustering techniques can be used to preprocess event logs in order to dis-
cover more precise models. The question of whether they are suitable for confor-
mance checking still needs to be investigated. As discussed in Chapter 5, most exist-
ing clustering algorithms have difficulties to rediscover process variants. The model
discovered from each cluster may still be inaccurate, which leads to false positive or
false negative deviation classifications. In our evaluation, we compare our approach
to the existing approaches [16, 31, 58, 72, 101].

Conformance Checking

A state-of-the-art conformance checking technique is known as (model-log) align-
ment [101], which computes for each input trace a most similar run of a given norma-
tive model with respect to the trace. Events observed in traces that have no matching
behavior in such a run are classified as deviating events, also known as log moves.
However, the current cost function used by the approach is rather simple and static.
The alignments do not consider the contexts of events found in the log but only use
the unified context specified by the model. For example, when there are two consec-
utive events in a trace that have the same label, and the model states only one could
be executed, the alignments are unable to distinguish which one of the two to be
deviating. In addition, a precise model is required to identify deviations accurately,
which might be unavailable and difficult to discover, whereas our approach does not
require a model as input.

Partially Ordered Alignment - Preliminaries

In Section 2.6.2, we discuss alignments [101], which provides a robust way to align
the observed behavior in an event log with the specified behavior in a normative
model. In this chapter, we also use partially ordered alignments [72] in addition to se-
quential alignments. Partially ordered alignments can handle partially ordered traces
as input and align such traces with a process model. Moreover, partially ordered
alignments are able to explicitly represent causality and concurrency relations among
the events in the log and the transitions in the model. A partially ordered alignment
is a partial order of moves that relates the events in a trace to the events in a run
of the model, while preserving the ordering constraints. We recall the definition for
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partially ordered alignments introduced in [72].

Definition 7.1 (Partially Ordered Alignment) Let N = (P,T,F, l ,ω0,ωn) be a Petri net,
and υ = (Aυ,<υ) a partially ordered run of N (according to Definition 2.17). Let ϕ =
(Eϕ,<ϕ) be a partially ordered trace. A partially ordered alignment γ= (Mγ,<γ) of ϕ and
υ is a partial order, in which Mγ ⊆ EÀ

ϕ × AÀ
υ \{(À,À)} is a set of process moves, such that

(1) For all events e ∈ Eϕ, there is one and only one (e ′, x) ∈ Mγ such that e = e ′.
(2) For all events a ∈ Aυ, there is one and only one (y, a′) ∈ Mγ such that a = a′.
(3) The ordering <γ respects both <ϕ and <υ, i.e., for each pair of moves (e, a), (e ′, a′) ∈

Mγ, ((e, a) <γ (e ′, a′)) ⇔ (((e <ϕ e ′)∨ (a <υ a′)) and (e <ϕ e ′) ⇒ (a′ 6<υ a)).
(4) For each synchronous move (e, a) ∈ Mγ, πl (e) =πl (a).

A partially ordered alignment between a partially ordered trace and a process
model is a partial order of legal moves such that, ignoring all occurrences of À, the
projection on the first element yields the partially ordered run and the projection on
the second element yields the partially ordered trace.

Figure 7.4 shows an example of a partially ordered alignment between a trace and
a (partially ordered) run of the model shown in Figure 2.4. The alignment comprises
five synchronous moves including (e1, a1) and (e2, a2), one model move, namely (À
, a3), and one log move, namely (e5,À).

7.3 Deviation Annotation and Detection

In this section, we first discuss the research problem more in detail, defining the
deviations we aim to detect. We also formally define the output which is an event
log with the events annotated either as deviating or not. By defining such a log, it
also enables us to convert results of existing approaches, such as partially ordered
alignments, and compare the accuracy of these approaches.
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7.3.1 Describing Event-Level Deviations

We consider deviations as non-conforming behavior that consists of events in partially
ordered traces.

To report the detected deviations, to evaluate the accuracy of detection, and to
explore these deviations further for gaining insights, we would like to annotate these
deviating events in the log in a standardized way. Therefore, we formally define the
deviation annotations for an event log as follows.

Definition 7.2 (Log Annotated with Deviations πdev) Let Lϕ = {ϕ1, · · · ,ϕn} be a par-
tially ordered log (see Definition 2.9) and ELϕ ⊆ E the set of events in Lϕ. Let dev ∈U be
the deviation attribute. Let π ∈ E → (U →V al ) be the attribute function that maps events
to attributes (see Definition 2.6). An event log is annotated with deviations if and only
if :

• for each event e ∈ ELϕ , there is a mandatory attribute πdev(e) ∈ {true, false} which
denotes whether an event is a deviation.

The πdev attributes of events are then used for evaluation and exploration. For
example, in the controlled experiments the truly deviating events are known apriori,
we can compare πdev with that to check whether the events are correctly or incorrectly
classified. Based on this, we can derive the accuracy of our approach. The detailed
computation of the accuracy is explained in Section 7.5.

In addition to the mandatory attribute πdev, we later introduce other optional
attributes when annotating each event. These additional attributes include deviation
type, deviation cost, etc., which depend on the deviation detection approach used.

7.3.2 Deviation Detection with Deviation Threshold

As described above, we would like to derive πdev for each event in the log. The
assumption is that such deviating events occur less frequently and occur in a highly
dissimilar context, e.g., have dissimilar neighbors and locations, since they are not
specified in the normative process. In addition, it would be difficult to find the events
in other cases that are similar and comparable to these deviating events. Furthermore,
we assume that no normative process model is available. Thus, one cannot simply
apply conformance checking techniques. Both assumptions are supported by findings
in various process mining case studies [72, 106].

Based on these assumptions regarding deviations, we propose to adapt the event-
mapping approach to detect these deviations as follows. We first reuse and compute
event-mappings (as defined in Section 5.3), which capture similar behavior and dis-
similar behavior between each two partially ordered traces. The similar behavior is
formed by all pairs of events that are mapped to each other, whereas events that are
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not mapped are dissimilar behavior. Next, using these computed event-mappings, the
representative graphs (REGs) described in Section 5.5 are built to find the frequent
common behavior shared among the traces. As defined in Definition 5.10, a REG of a
set of traces is an aggregated graph that represents the behavior of these traces. Each
node in a REG represents a set of events that occurred in a similar context (defined
by the event mappings). Therefore, a node in a REG that only represents few events
indicates that these events occurred in an atypical (uncommon) context. We simply
classify these events as deviating.

To use event-mappings and REGs for detecting deviations and deriving πdev, we
formally introduce the algorithm, which we call TM-DD. The algorithm TM-DD takes
the following inputs: (1) a partially ordered log Lϕ, (2) a configuration for computing
the cost of an event-mapping, (3) deviation threshold zd .

It then calls the TM algorithm (see Section 5.4) to compute event-mappings be-
tween the traces of Lϕ (line 1). The event-mappings are then used as input for the
fusion algorithm (defined in Section 5.5) to compute a set of representative graphs
(line 2). For each representative graph RG = (N ,F, l ,φ,µ) and for each node n ∈ N in
the graph RG, we check whether the number of events of n is above the deviation
threshold (line 3-11). If the number of events represented by node n is infrequent,
it indicates that the behavior rarely occurs among the other similar traces. If this
number is below the threshold, we classify this event as deviating. We introduce the
deviation threshold zd , 0 ≤ zd ≤ 1which defines a relative threshold to the maximum
number of events represented by a node n∗. Formally, let n∗ ∈ N be a node that has
the maximal number of events among N , i.e., for all n′ ∈ N , |φ(n′)| ≤ |φ(n∗)|. Let
c∗ ← |φ(n∗)| be this number. For any node n, if the number of events represented by
this node n is below the threshold, i.e., |φ(n)|

c∗ < zd , then we classify these events to be
deviating.

The algorithm TM-DD is listed here below.

Algorithm TM-DD(Lϕ, zd ,costcf )
Input: A partially ordered log Lϕ, deviation threshold zd , a configurd cost function

costcf

Output: πdev for Lϕ
1. Let Λ∗ ← TraceMatching(Lϕ,costcf ) be a set of optimal event-mappings
2. Let (RGs,children) ← IncrementalFusion(Lϕ,Λ∗) be a set of representative graphs
3. for each RG = (N ,F, l ,φ,µ) ∈ RGs

4. for each n ∈ N

5. if CheckThreshold(n,RG , zd )
6. then for all e ∈φ(n), πdev(e) = true

7. else for all e ∈φ(n), πdev(e) = false

8. return πdev

Algorithm CheckThreshold(n,RG , zd )



7.3 Deviation Annotation and Detection 173

H

GGn1

n2

n3

n7

n4

n5

n6

AA
AB

AA
AAAA AA

AC

AAAD

A D BC
e1 e3e2 e4

GA

D

C

B
e7

e8

e9

e10

e11

H
A

B

D

A

e31

e32

e33

e37

e34

e36

C

A

B

D
A

G
e21

e22

e23

e24

e26

C

𝜑1

𝜑2

𝜑3

𝜑4

𝑅𝐺3

e25

Figure 7.5: Four partially ordered traces and their REG (the same as shown in Figure 5.12;
if the deviation threshold zd is set to 40%, then n6 is classified as deviating.

Input: node n, representative graph RG, threshold zd

Output: true if below the threshold, otherwise false

1. Let n∗ ∈ N be a node that has the maximal number of events among N , i.e., for
all n′ ∈ N , |φ(n′)| ≤ |φ(n∗)|

2. Let c∗ ←|φ(n∗)| be this number
3. return |φ(n)|

c∗ < zd

For example, assuming we have the RG3 on the right-hand side of Figure 7.5,
which represents the four traces on the left-hand side, the same as shown in Fig-
ure 5.12 in Chapter 5. If the deviation threshold zd is set to 60%, then the events
of nodes n4, n5, and n6 are classified as deviating. The number of events that each
of these nodes represents is less than or equal to 2, whereas the maximal number of
events that a node in RG3 represents is 4 (i.e., C∗

3 = 4). The nodes n4, n5, and n6 are
classified as deviating, therefore the events e11,e25,e26,e34, and e36. Now assuming if
the deviation threshold zd is set to 40%, then n6 is classified as deviating, and event
e36 in trace ϕ4 is annotated as deviating.

Note that it is possible to have other types of thresholds. For example, Check-
ThresholdLabelAware shows a method that checks the threshold only for the nodes
that have the same label.

Algorithm CheckThresholdLabelAware(n,RG , zd )



174 Deviation Detection based on Behavioral Similarity

Input: node n, representative graph RG, threshold zd

Output: true or false

1. Let Na ← {na ∈ N | l (n) = l (na)} be the set of nodes that have the same label as n

according to l

2. Let n∗
a ∈ Na be a node that has the maximal number of events among Na , i.e., for

all na ∈ Na , |φ(na)| ≤ |φ(n∗
a )|

3. Let c∗a ←|φ(n∗
a )| be this number

4. return |φ(n)|
c∗a

< zd

7.3.3 Deviation Annotation using Alignments

It is also possible to use other conformance checking approaches to derive the devia-
tion annotation πdev for a log. In this section, we discuss two ways to use alignments
to obtain πdev. An example of the two approaches is shown in Figure 7.6

The first method to derive πdev from partially ordered alignments is to simply
project the alignments on the traces. Then, we annotate the events that are classified
as log moves as deviating and the synchronous moves as non-deviating. Formally, the
method runs as follows. Let Lϕ be a log and N = (P,T,F, l ,ω0,ωn) be a Petri net which
describes the normative process. For each trace ϕ = (Eϕ,≺ϕ) ∈ Lϕ, let γ = (Mγ,<γ) be
a partially ordered alignment between ϕ and N , in which Mγ ⊆ EÀ

ϕ × AÀ
υ \{(À,À)} is a

set of moves, according to Definition 7.1. Thus, for each event e ∈ Eϕ, there is a move
(e, a) ∈ Mγ. If (e, a) is a log move, then e is a deviation, i.e., πdev(e) = true. If (e, a)

is a synchronous move, then πdev(e) = false. Note that this method omits the model
moves as they cannot be found in the original log. Figure 7.6(a) shows a partially
ordered alignment, and Figure 7.6(c) shows the obtained trace and πdev using this
simple projection method. For instance, the move (e3,À) shown in Figure 7.6(a) is a
log move. Consequently, the corresponding event e3 shown in Figure 7.6(b) is labeled
as deviating, i.e., πdev(e5) = true.

The other more sophisticated method is to convert each partially ordered align-
ment into a new trace by cloning each move as a new event. Let γ= (Mγ,<γ) be the
partially ordered alignment between ϕ and N . We create a new trace ϕγ = (Eϕγ ,≺ϕγ ),
where Eϕγ ⊂ E , and every move m ∈ Mγ in the alignment is represented by one and
only one event in Eϕγ . The partial ordering ≺ϕγ of the events are also inherited from
<γ. Consequently, in these new traces, an event e that represents a log move or a
model move is labeled as deviating, i.e., πdev(e) = true. By contrast, an event e that
represents a synchronous move is labeled as conforming.

Furthermore, we define two additional attributes: function πdev_move : E → (EÀ×
AÀ
υ \{(À,À)}) returns for each event, the original move; attribute function πdev_type :

E → {LogMove,ModelMove,SyncMove} returns for each event the move type. For-
mally, for each (e, a) ∈ Mγ, there is one and only one eϕγ ∈ Eϕγ such that πdev_move(eϕγ ) =
(e, a). Then, we have
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• πdev_type(eϕγ ) = SyncMove, and πdev_move(eϕγ ) = (e, a) with e ∈ Eϕ, a ∈ Aυ, πl (e) =
πl (a), event e is synchronous with model N on πtrans(a);

• πdev_type(eϕγ ) = ModelMove, and πdev_move(eϕγ ) = (À, a), which indicates that
trace ϕ deviated by skipping a ∈ Aυ,

• πdev_type(eϕγ ) = LogMove, and πdev_move(eϕγ ) = (e,À) with e ∈ Eϕ, event e is devi-
ating

Figure 7.6 (c) shows the newly created trace for the alignment shown in Fig-
ure 7.6 (a) using this conversion method. For instance, the move (À, a3) shown in
Figure 7.6 (a) is represented by event e23 in the new trace in Figure 7.6 (c). More-
over, since (À, a3) is a model move, the corresponding event a3 is deviating, i.e.,
πdev(e23) = true (T), and πdev_move(e23) = (À, a3).

7.4 Deviation Exploration

We have presented the TM-DD approach that labels events in an event log as deviat-
ing or not. We have also shown that one can convert partially ordered alignments to
obtain an event log annotated with deviations, i.e., satisfying Definition 7.2. In this
section, given any such event log where the events are annotated as normative or de-
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viating, we discuss how to use the semi-supervised pattern detection LPE in Chapter 4
to explore deviations and detect deviating pattern.

In Chapter 4, we have explained that an event log can be visualized and explored
to detect log patterns using LPE in a semi-supervised way. We have also formally
defined log patterns as directed acyclic graphs of nodes labeled with activities. The
edges between the nodes specify direct and indirect causalities of activities (see Def-
inition 4.1). Moreover, each pattern has a core-activity which anchors the pattern
and defines the pattern instances (see Definition 4.2). We have also explained ways
to extract or detect these patterns from a log by simply selecting a set of events of
interest and projecting on these events to retain their causality relations.

Similarly, an event log annotated with deviations can simply be used as an input
for the LPE. The definition and semantics of the log patterns remain the same. To
detect patterns regarding these deviating events, one may simply change the labels
πl used for extracting the labels of nodes in patterns. For example, one may change
πl to include πdev; thus, instead of πl (e) :=πact (e), we use πl (e) :=πact (e)+πdev(e). This
way, when applying one of the detectors, we can specify a certain deviating activity
as the core-activity. Subsequently, we can detect patterns (contexts) regarding these
deviating activity.

Figure 7.7 exemplifies the aforementioned method to obtain deviating patterns.
On the left-hand-side of Figure 7.7, we have three traces annotated with deviations.
Log move on in occurred three times. Assuming we would like to explore these deviat-
ing events e26, e36, and e46 referring to activity in. We may mark this as a core-activity.
Then we can apply one of the detectors, e.g., the direct-context detector, and obtain
two log patterns P1 and P2 shown on the right-hand-side of Figure 7.7. The two pat-
terns show that the log move on in occurred in two contexts: one directly preceded
by a non-deviating tr, and another directly preceded by a deviating tr.

7.5 Evaluation and Discussion

The proposed deviation detection approach has been implemented in the process
mining toolkit ProM [10, 105]. Both the plugins and the experiments can be found
in the TraceMatching package [61] of the ProM framework. We conducted controlled
experiments to compare our approach to existing approaches regarding accuracy and
discuss the results. Furthermore, we conducted a case study as proof-of-concept to
show that the LPE approach can also be used to detect deviating patterns and gain
insights, as presented in Section 7.4 and Chapter 4. A screenshot of the LPE tool, in
which the tool is applied on partially ordered alignments to detect deviating patterns,
is shown in Figure 7.8.

In the following, we first explain the objective of this experimental evaluation
in Section 7.5.1, where we also list the existing approaches to which the TM-DD
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Figure 7.7: An example of applying direct-context detector on three traces annotated with
deviations (on the left) and obtaining two deviating patterns (on the right);
each node is an event: green for synchronous moves, blue for visible model
moves, and yellow for log moves.

approach is compared. In Section 7.5.2, we discuss the detailed setups and configu-
rations of the experiment. An overview of the overall setup is shown in Figure 7.9.
In Section 7.5.3, we discuss the results of the experiments. Finally, in Section 7.5.4,
we explain how the LPE approach is evaluated and present the case study where we
used the LPE approach to explore the event logs annotated with deviations.

7.5.1 Evaluation Objective

As discussed, the objective of the experimental evaluation is to investigate how ac-
curately the TM-DD approach can detect deviating events and how well it performs
against the existing approaches. In Section 7.1, we already divided the existing ap-
proaches into three types as shown in Figure 7.3:

• (DDT1) classify deviations by checking conformance [101] against a given nor-
mative model;

• (DDT2) discover a model from the log, use it as the normative model, and then
apply conformance checking against the discovered model;

• (DDT3) first cluster traces to discover a more precise normative model for each
process variant, and then check conformance for each cluster of traces against
the corresponding variant model.
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Figure 7.8: A screenshot of LPE exploring the patterns in partially ordered alignments: in
the middle the traces annotated with deviations, converted from partially or-
dered alignments, and on the right-hand-side the deviating patterns detected;
the pattern instances are highlighted in red.

In Section 7.2, we have discussed the many deviation detection approaches pro-
posed in the literature. We compare the TM-DD approach to the following 7 ap-
proaches, grouped by their type:

• DDT1:

1) Seq.A: apply sequential alignments ([101]) to a reference model;
2) PO.A: apply partially ordered alignment ([71]) to a reference model;

• DDT2:

3) IMi: discover a model using the IM, then apply sequential alignments ([58]
and [101]) to the discovered model;

• DDT3:

4) ActiTraC: cluster traces (4 clusters) using ActiTraC, discover using IM, then
apply sequential alignments ([31], [58] and [101]);

5) GED4: cluster traces using GED which is set to return 4 clusters, discover a
model using IMi, then apply sequential alignments ([16], [58] and [101]);

6) GED10: cluster traces using GED, discover using IMi, then apply sequential
alignments ([16], [58] and [101]);
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Figure 7.9: Our experiment design which allows us to compare our approach to existing
approaches

• Baseline:

7) AllEvt: classify all events as conforming.

By evaluating the accuracy of the TM-DD approach and by comparing TM-DD with
existing approaches in different settings, we would like to investigate the following
five questions related to evaluation:

EQ1) How accurately can the deviations be detected by the TM-DD approach (using
different configurations), compared to the existing approaches?

EQ2) What is the effect of using sequential ordering of events (thus untrustworthy
relations) versus partial ordering of events (thus trustworthy relations) on the
accuracy?

EQ3) What is the effect of different levels of deviations in the traces on the accuracy
of the TM-DD approaches?

EQ4) What are the running time performance and the scalability of the TM-DD ap-
proach?

EQ5) How accurately can the deviations in real-life logs be detected by the TM-DD
approaches and how does it compare to the existing approaches?

7.5.2 Experimental Setups

An overview of the overall experimental design is shown in Figure 7.9, which we
divide into three parts (from left to right in Figure 7.9) and explain them accordingly:
(i) information about the inputs, (ii) the configurations of the approaches, and (iii)
the accuracy measure used.

Firstly, for (i) the inputs, we used both artificially generated event logs (with de-
viations) and real-life event logs. In an artificial setting, the artificial hospital process
model in [71] was used for generating event logs. The generated logs contain 1000
cases, 6590 events, and data-based relations between events which are used to derive
the traces. To evaluate RQ3, for each trace, we then randomly add kdev deviating
events to derive logs with deviations labeled. For example, for each case, we add one
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deviating event (kdev = 1). As a result, the log has 13.2% deviating events. If kdev = 5,
then the log has 43.1% deviating events. We set the parameter kdev per experiment
and increase its value to add different levels of deviating events to the log, in order
to evaluate the effect of different levels of deviations on the accuracy of detection
approaches (RQ3).

For the two real-life logs, we have the MUMC data set and the Municipality data
set. The MUMC data set provided by Maastricht University Medical Center (a large
academic hospital in the Netherlands) contains 2832 cases and 28163 events. The
Municipality log contains 1434 cases and 8577 events [20].

Secondly, regarding (ii) the configurations of the approaches, the aforementioned
7 approaches are implemented by deploying the existing techniques for each of the
components shown in Figure 7.9 as follows. For (DDT1) we use both sequential
and partially ordered alignments [71]. For the conformance checking in (DDT2) and
(DDT3), we only use the sequential alignments [101]. For discovering models in
(DDT2) and (DDT3), we use the Inductive Miner (IMinf) [58] with frequency filter
(settings ranging from 0.2 to 1.02), and the model that returns the best results (i.e.,
the highest accuracy in deviations detected) is chosen. For clustering, we used the
ActiTraC (4 clusters) [31] and the Generic Edit Distance (GED with 4 and 10 clusters)
with standard settings [16]. Note that ActiTraC and GED are the same trace clustering
approaches AcT and GTM-GED used in the evaluation in Section 5.6.

For the TM-DD approach, we tried out different settings to investigate their effect
and provide recommendations:

• for the matching algorithm: backtracking with pruning (B) or greedy algorithm
(G);

• for the format of the input log: sequential traces or partially ordered traces;
• for the weights of the cost function: k, wM , wS , wN ∈ {1,2}, and CN ∈ {3,5};
• for the value of deviation threshold zd ∈ [0,1].

Finally, (iii) the accuracy score of each approach is computed as follows. Given
a log, the TM-DD approach and the other approaches classify each of the events
either as deviating or as conforming. In the controlled setting, the events in the
generated log have been labeled with “truly deviating” or “truly conforming”, to which
the classification provided by each approach is compared.

• True positives (TP) are the deviating events that are correctly classified as devi-
ations;

• false positives (FP) are conforming events that are incorrectly classified as devi-
ations;

• false negatives (FN) are deviating events that are incorrectly classified as con-
forming events;

2Using filter from 0.0 to 0.2, IMinf returns a flower model which is the same as classifying all events as conforming.
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• true negatives (TN) are correctly classified as conforming events.

Based on this, we compute the accuracy score (abbreviated to acc)3, i.e., acc = (TP+
TN)/(TP+TN +FP+FN). For example, achieving an accuracy score of 0.9 after classi-
fying 10 events means one of the events is incorrectly classified as deviating (FP) or
conforming (FN).

For the two real-life logs, i.e., the MUMC and the Municipality (GOV) logs, we
acquired their normative process model and used alignments to label deviating events
(thus the DDT1 approach achieves an accuracy of 1 by definition). The labeled real-
life logs are then used to compare the TM-DD approach to the 5 approaches of (DDT2)
and (DDT3).

7.5.3 Results of Controlled Experiments

In the following, we first report on the results of the experiments to discuss the find-
ings for the five research questions. Then we summarize the findings in a discussion.

EQ1: How does the TM-DD approach perform in comparison to (DDT1), (DDT2)
and (DDT3), and what is the effect of different configurations?

Figure 7.10 (a) shows the accuracy scores (on the y-axis) of the TM-DD approach
using different configurations (on the x-axis)4. The kdev is set to 1. For other ap-
proaches, the accuracy scores remain constant (i.e., the horizontal lines) along the
different configurations of the TM-DD approaches (because changing the configu-
rations of the TM-DD approaches do not affect the score of the other approaches).
Interestingly, using the right configuration (highlighted by boxes), the TM-DD with
the backtracking algorithm is able to detect deviating events more accurately than se-
quential alignments (DDT1) against the normative model. This is due to the situation
in which two events of the same event type executed consecutively. From these two
events, sequential alignments cannot find the deviating event, whereas our cost func-
tion uses the neighbors and their relative position in a global structure to distinguish
them. Both TM-DD backtracking and TM-DD greedy can achieve accuracies higher
than the DDT2 approach (i.e., IMi) and the DDT3 approaches (i.e., ActiTraC, GED4,
GED10).

Another observation is that a configuration has a strong influence on the accuracy
scores since the score fluctuates along the x-axis. We observe that no weight has a
dominant effect on the accuracy. Some of the configurations that achieve the highest

3In this chapter, we only discuss the accuracy score. However, one may use the confusion matrix and compute the F1
score of event identification or swap the confusion matrix to compute the F1 score of deviation identification. We have
computed all three, and they have shown similar results.

4The experiment is run five times and the average acc scores are shown.
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Figure 7.10: Average accuracy scores of the approaches, while comparing (a) when using
the partially ordered traces (on the left) versus (b) when using the sequential
traces (on the right).
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accuracies are the following: k = 1,cn = 3, wM = wN ≥ wS , e.g. wS = wM = wN = 1 (we
write [k1M1N1C3S1] as a shorthand).

EQ2: What is the effect of using sequential traces instead of the partially ordered
traces on the scores?

Figure 7.10 (b) (similar to Figure 7.10 (a)) shows the acc scores of our approach
using sequential trances. The kdev is set to 1. The acc scores in Figure 7.10 (b) show
a decrease in backtracking if sequential traces are used instead of partially ordered
traces. However, we still observe that our approach can perform better than partially
ordered alignments [71] and (DDT2) and (DDT3). Interestingly, the greedy approach
shows that it is less sensitive for the input format. For some configurations, accuracy
is even higher when using sequential traces.

EQ3: What is the effect of different deviation levels?

To investigate the effect of having different levels of deviating events in a log, we
increase kdev from 1 to 5 events per trace; the percentage of deviating events in a
log thus increases from 13.2% up to 43.1%. The effects of increasing the number of
deviations on the accuracy of identifying deviating events are shown in Figure 7.11.
For the backtracking (B1 and B2) and the greedy approach (G), we used configura-
tion [k1M1N 1S1C 3] and configuration [k2M2N 1S1C 5] based on the previous results.
As can be seen, (B1) backtracking [k1M1N 1S1C 3] with zd = 100% performs as well
as DDT1 using sequential alignments (SeqA). Also, as expected, using the same con-
figuration but with a lower threshold zd = 40% (B2), the approach (B2) classifies
fewer events as deviating and is, therefore, less accurate when the level of deviation
increases.

EQ4: Performance and Scalability

We compute the average running time of the approach of 5 runs while increasing
the average number of events per trace from 6.59 to 10.59. The running time of
the greedy algorithm increased only by 78%, from 0.18 min (11.8 sec.) to 0.32 min
(19.2 sec.), whereas the backtracking shows an exponential increase from 2.7 min to
more than 3 hours, which is more than 10000%. The average running time of using
ActiTraC together with discovery and alignments increased from 0.016 min to 0.172
min, showing an increase of 975%. For GED, the average running time increased by
800%, from about 0.010 min to 0.090 min.
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EQ5: Real-life Logs

For the two real-life logs, the results are shown in Figure 7.12. For the MUMC log,
existing approaches perform better than our approach. ActiTraC achieves the best
accuracy and is about 0.02 better than our approach. We investigated the results
returned by the existing approaches. The IMi approach (of DDT2) returned an impre-
cise model that allows all activities to be executed in any order. This model was used
to detect deviations. Nevertheless and surprisingly, the accuracy of the IMi approach
is still better than the TM-DD approach. For the GOV data set, our approach achieves
the second best accuracy with 0.002 lower than the ActiTraC method. Most other
approaches perform worse than when classifying all events as conforming behavior.
This is due to an event class which occurs frequently in the log and all occurrences
are deviations. Techniques (DDT2) based on discovery are unable to detect these
deviations.

Discussion

The result of our evaluation shows four interesting observations. Firstly, when the
deviations are less structured and the causal dependencies between all events are
trustworthy and conclusive, we can detect deviations as accurately as performing con-
formance checking using a precise normative model, as shown in Figure 7.10 (a) and
in Figure 7.11. Note that having trustworthy causal dependencies and conclusive log
is also precisely the assumption we specify for deviation detection. When the assump-
tion holds, the result suggests that the TM-DD approach is indeed able to distinguish
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Figure 7.12: Accuracy of different approaches fo the two real-life logs.

similar and dissimilar behavior and detect deviating events.
However, we also observe that the accuracy of the TM-DD approach also depends

on the way the cost function is configured. One possible solution to ease choosing a
configuration could be normalizing the cost function. For example, the cost of each
component is one divided by the original cost of each component. Another alternative
is to have predefined criteria or configurations such as “matching as many events as
possible”. It is also possible to show visual mappings between events, allowing the
users to select a few correct mappings, and ranking configurations accordingly.

Another interesting observation is that, for sequential traces, the backtracking
algorithm could achieve a lower accuracy than the greedy algorithm. The reason
for this is the untrustworthiness of causal dependencies between the events, thus
untrustworthiness of the contexts of events. As the current cost function assesses the
neighbor and structure of events and relies on their trustworthiness, it could be too
rigid for a random sequential ordering of concurrent events. For instance, assuming
we have two traces 〈a,b,c〉 and 〈c, a,b〉 randomly ordering activities a, b, and c. If
the cost function has a high weight on the structure component and a low weight
on the no-match component, then the greedy algorithm may still map the events to
each other, whereas the backtracking algorithm that tries to optimize the cost may
not map the events. As a result, the greedy algorithm actually finds a better event-
mapping despite it has a higher cost. An alternative could be considering the union
of predecessors, concurrences and successors as the neighbor of an event, instead of
distinguishing them.

We also observe that when deviations are frequent and more structured, our ap-
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proach achieves slightly lower accuracy than existing approaches. However, all ap-
proaches performed rather poorly on the real-life data sets. One way to improve this
is to conduct “cross-checking” between different process variants using the mappings
between REGs to find frequent deviations that occur in one variant but not in others.
Still, all current approaches have problems to detect very frequent deviations, when
no normative model is used for deviation detection, as shown by the results for GOV
data sets.

7.5.4 Case Study - Deviation Pattern Exploration

For the GOV event log used in the previous section, we use the LPE tool to explore
the deviations detected in two different ways: the deviations detected by the TM-DD
approach, versus the deviations detected with the deviations detected by computing
partially ordered alignments against the normative model (DDT1). We discuss the
results obtained and insights found. As discussed at the beginning of Section 7.5,
this case study is only used as proof-of-concept and as a show-case that on the log
annotated with deviations, the LPE pattern detections can be applied (in Chapter 4
and further explained in Section 7.4) to detect and explore deviating patterns. The
results reported were validated with the data owner.

We first discuss the deviations detected by aligning the log with a normative
model, after which the deviations detected by the TM-DD approach are discussed.

Municipality Log (GOV) - Partially Ordered Alignments

After computing partially ordered alignments between the GOV log and the norma-
tive models, we converted the alignments into a log annotated with deviations (as
described in Section 7.3.3). The number of log moves and model moves found are
respectively shown in Table 7.1 and Table 7.2. In the following, we explore activity
T02 Check confirmation of receipt (T02), the most frequent deviating log move, to find
deviation patterns.

Regarding log moves on T02. The log move on T02 occurred in 91.8% of the cases.
We discuss this finding with the data-owner: the activity T02 is not specified in the
normative process model, thus all T02 events can be considered as deviating. To find
deviation patterns regarding the log moves on T02, we used this move as the core-
activity and applied the direct-predecessor detector (discussed in Section 4.5). 11 pat-
terns are found, two of which are exemplified in Figure 7.13 and Figure 7.14. The sta-
tistical information about these patterns are listed in Table 7.3. As shown in Table 7.3,
Pattern 9, which states that the log move on T02 Check confirmation of receipt (T02)
occurred directly after a synchronous move on Confirmation of receipt (Con), is most
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Table 7.1: Frequencies of the log move deviations in the GOV log detected using the DDT1
approach (thus these deviations are detected with respect to a normative model)

Activity Frequency Relative frequency

T02 Check confirmation of receipt 1368 80.95%
T06 Determine necessity of stop advice 89 5.27%
T03 Adjust confirmation of receipt 51 3.02%
T11 Create document X request unlicensed 44 2.60%
T07-1 Draft intern advice aspect 1 44 2.60%
T07-2 Draft intern advice aspect 2 32 1.89%
T07-5 Draft intern advice aspect 5 27 1.60%
T09-3 Process or receive external advice from party 3 8 0.47%
T07-3 Draft intern advice hold for aspect 3 7 0.41%
T09-1 Process or receive external advice from party 1 7 0.41%
T09-4 Process or receive external advice from party 4 5 0.30%
T07-4 Draft internal advice to hold for type 4 5 0.30%
T09-2 Process or receive external advice from party 2 1 0.06%
T12 Check document X request unlicensed 1 0.06%
T13 Adjust document X request unlicensed 1 0.06%

Table 7.2: Frequencies of the visible model moves deviations in the GOV log detected using
the DDT1 approach (thus these deviations are detected with respect to a norma-
tive model)

Activity Frequency Relative frequency

T10 Determine necessity to stop indication+complete-20 151 27.81%
T05 Print and send confirmation of receipt+complete-45 134 24.68%
T04 Determine confirmation of receipt+complete-42 131 24.13%
T06 Determine necessity of stop advice+complete-4 125 23.02%
T07-2 Draft intern advice aspect 2+complete-11 1 0.18%
T07-5 Draft intern advice aspect 5+complete-14 1 0.18%

frequent and occurred in 1079 cases, covering 75.2% of the cases. Figure 7.13 shows
Pattern 9 and three examples of traces where this pattern occurred.

The other three most frequent patterns, Pattern P1, P8, and P10 occurred in
11.3%, 3.4% and 5.2% of the cases, respectively. Exploring the traces where these
patterns occurred, we found a significant difference in the number of events exe-
cuted between P8 and the other patterns, as illustrated by the three traces where P8
occurred as shown in Figure 7.14.

To verify this observation, we computed the number of events and the throughput
time of the traces of each pattern. Figure 7.15 shows the results, comparing the four
most frequent deviation patterns of T02 P1, P8, P9, and P10, regarding the number
of events and the throughput time of their traces. We can see that the traces of P8
(T02 directly preceded by T03) and of P1 (T02 directly preceded by T10) have longer
throughput times. These traces take considerably longer when compared to the traces
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Table 7.3: The deviation patterns detected by selecting the log move on T02 as core-activity
(labeled as 1+T02) and using the direct-predecessor detector, as shown in Fig-
ure 7.8

Pattern T02 (as core-activity) directly-preceded by P-supp P-conf (%) C-supp C-conf(%) C-cove

P0 1+T06 Determine necessity of stop advice 4 0.3 4 0.3 0.3
P1 0+T10 Determine necessity to stop indication 155 11.3 155 11.8 10.8
P2 1+T12 Check document X request unlicensed 1 0.1 1 0.1 0.1
P3 0+T12 Check document X request unlicensed 1 0.1 1 0.1 0.1
P4 0+T03 Adjust confirmation of receipt 4 0.3 4 0.3 0.3
P5 1+T07-2 Draft intern advice aspect 2 2 0.1 2 0.2 0.1
P6 0+T20 Print report Y to stop indication 3 0.2 3 0.2 0.2
P7 1+T07-1 Draft intern advice aspect 1 1 0.1 1 0.1 0.1
P8 1+T03 Adjust confirmation of receipt 47 3.4 32 2.4 2.2
P9 0+Confirmation of receipt 1079 78.9 1079 82 75.2

P10 0+T06 Determine necessity of stop advice 71 5.2 71 5.4 5

* In the second column, we write 1+ for a log move and 0+ for a synchronous move.; P-supp, P-conf, C-supp, C-conf,
and C-cove are statistical information of each pattern, as discussed in Section 4.4.

Pattern 9

Three examples of traces where pattern instances are highlighted

[0+Con]

[0+Con]→(1+T02)

[0+Con]→(1+T02)

[0+Con]→(1+T02)

(1+T02)

Figure 7.13: Pattern P9 in Table 7.3 with three examples of traces (partially ordered align-
ments) where the pattern occurred: the instances of the pattern are highlighted
with red rectangles; each node is an event: green for synchronous moves, blue
for visible model moves, gray for invisible model moves, and yellow for log
moves.
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[1+T03]

[1+T03]→(1+T02)

(1+T02)

[1+T03]→(1+T02)[1+T03]→(1+T02)

[1+T03]→(1+T02)  *2
[1+T03]→(1+T02)  *4

Figure 7.14: Pattern P8 in Table 7.3 with three examples of traces (partially ordered align-
ments) where the pattern occurred; nine instances of the pattern are high-
lighted with red rectangles; exploring the pattern instances shows that the
pattern is frequently repeated in the same traces.

of P10 or the traces that have a log move on T02. This suggests that T02 directly after
T10 or T03 should be forbidden, since they may cause longer throughput time. By
contrast, a log move on T02 directly after Con may be added to the normative model
to enhance the model, since this deviation pattern occurred frequently and can be
considered as normative (validated with the data owner).

Municipality Log (GOV) - TM-DD

On the same log, we use the LPE to explore the deviations annotated by TM-DD. We
used the TM-DD approach with the same configuration as the one used in Experiment
5 in Section 7.5.3, i.e., k1M1N1C3S1 with deviation threshold set to 100, which
achieved one of the optimal results in the controlled experiments.

In total, 750 out of 8577 events are marked as deviating, which is about 8.7%.
Table 7.4 shows the frequency of labels classified as deviating.

Regarding deviating events T02. Interestingly, the TM-DD approach (without us-
ing a normative model) is still able to identify 138 out of the 1368 events of T02 as
deviating, even though T02 is one of the three most frequent activities that occurred
in the log. More importantly, when applying the direct-predecessor detector using T02
as core-activity, 10 out of 11 deviation patterns listed in Table 7.3 are also detected by
the TM-DD approach and the log pattern explorer (LPE) without using any normative
process models. Only Pattern P7 is not found. The TM-DD approach considers many
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Figure 7.15: The throughput time of traces (a) and the number of events per trace (b) of
the GOV log, compared between the sets of traces of the different deviation
patterns: T02-All denotes all traces that have a log move on T02; P1, P8, P9
and P10 refer to the patterns listed in Table 7.3; and TM-P21, TM-P22, and
TM-P23 are the patterns annotated by the TM-DD approach.

of T02 directly preceded by Con (Pattern P9 in Table 7.3) as normal behavior, thus
non-deviating. By contrast, the TM-DD approach was able to recall 28 out of the 32
traces of Pattern P8 (see Table 7.3, 9th row, 5th column, versus Table 7.4, 6th row,
2th column), which are performance-critical deviations as reported earlier.

Regarding deviating events T04, T05, and T10. The TM-DD approach classified
133 of the 1307 T04 events, 80 of 1300 T05 events, and 55 of 1283 T10 events as
deviating, whereas the partially ordered alignment approach that uses the normative
model identified none of these activities nor their events as deviating (i.e., no log
moves on T04, T05, and T10). To understand this, we used LPE to explore the traces
that have these deviating events. We observed two distinct features in these traces.
First of all, deviating events related to activities T04 and T05 occurred mostly in the
same traces (i.e., both classified as deviating events at the same time) and mostly at
the end of the traces, as shown in Figure 7.16. Secondly, these traces show much
complex behavior involving multiple T03, T06, and/or T07 events. This may suggest
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Table 7.4: Frequencies of visible deviations in the GOV log, detected by applying the devia-
tion threshold without using a normative model.

Activity Frequency Relative frequency

T06 Determine necessity of stop advice 223 29.73%
T02 Check confirmation of receipt 138 18.40%
T10 Determine necessity to stop indication 133 17.73%
T05 Print and send confirmation of receipt 80 10.67%
T04 Determine confirmation of receipt 55 7.33%
T03 Adjust confirmation of receipt 28 3.73%
T07-1 Draft intern advice aspect 1 24 3.20%
T07-2 Draft intern advice aspect 2 18 2.40%
T07-5 Draft intern advice aspect 5 13 1.73%
T17 Check report Y to stop indication 10 1.33%
T19 Determine report Y to stop indication 4 0.53%
T20 Print report Y to stop indication 4 0.53%
T12 Check document X request unlicensed 3 0.40%
T07-3 Draft intern advice hold for aspect 3 3 0.40%
T11 Create document X request unlicensed 3 0.40%
T08 Draft and send request for advice 2 0.27%
T16 Report reasons to hold request 2 0.27%
T14 Determine document X request unlicensed 2 0.27%
T18 Adjust report Y to stop indicition 2 0.27%
Confirmation of receipt 2 0.27%
T15 Print document X request unlicensed 1 0.13%

that this particular process variant, which contains deviations related to T04 and T05,
shows much more complex behavior than the other process variants.

To further verify this hypothesis, we plot the throughput time and the number of
events of the traces that contains deviating events T04, T05, and T10 in Figure 7.15.
The result shows that, indeed, these traces have considerably longer throughput times
and contain more events, when compared to the overall traces. This shows that, al-
though, these events are not considered as deviating according the prescribed process
model, the traces that contain these deviating events classified by the TM-DD ap-
proach show abnormal behavior and take considerably longer than the other traces.

The results show that the patterns found differ widely. Moreover, deviations de-
pend on the context of events. It is difficult to have a single normative model de-
scribing all deviating behavior in detail, as the traces may be very diverse. Therefore,
exploring the instances of deviating patterns may help gain additional insights and
refine the context where the deviations occurred.
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Figure 7.16: Snippet of LPE showing the traces that have events T04 or T05 marked as
deviating.

7.6 Chapter Summary

In this chapter, we investigated the problem of detecting deviating events in event
logs. We compared existing techniques, which either use or construct a normative
model to detect deviations via conformance checking, with a new technique that
detects deviations from event logs only.

The controlled experiments show that, when the deviations are indeed less struc-
tured and the individual events and relations among the events are trustworthy, we
can detect deviations as accurately as performing conformance checking using a pre-
cise normative model. This indicates that our cost function is indeed able to dis-
tinguish individual events and accurately identifies similar and dissimilar behavior.
However, we also observed that the accuracy of our approach depends on the way
the cost function is configured, which confirms the results in Chapter 5. Despite this,
we found good cost configurations that also achieved good results in different set-
tings. In other cases, when deviating events happen frequently in a limited number of
patterns, it is more difficult to distinguish the deviating behavior from the conforming
behavior without a normative model.

The case study using a real-life log has shown that the deviations annotated by
the TM approach (without using or discovering a normative process model) can be
explored by the LPE approach in Chapter 4. The results show that the approach helps
to detect and to explore deviation patterns that may negatively impact process per-
formance. Moreover, the case study has shown that exploiting event context through
matching events with similar contexts also helps to analyze deviations in different
contexts.

An interesting challenge is to use mappings for detecting other deviations such
as missing events. Detecting some events are missing may be simple (e.g., frequent
but incomplete nodes in REGs), whereas the deduction of the exact events that are
missing only from an event log appears to be much more difficult. In many cases,
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it is possible to implement many other deviation classifiers using REGs, or to use
the computed costs of mappings as a measure of similarity for clustering traces and
detecting deviating traces instead of events. Future research aims at investigating
these possibilities, different cost functions, and the use of REGs for improving process
discovery.





Chapter 8
Conclusion

This chapter concludes the thesis. First, the main findings regarding the four log
quality issues are summarized in Section 8.1. Next, the limitations and open issues
are discussed in Section 8.2. Finally, we sketch several research ideas serving as a
basis for future work in Section 8.3.
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8.1 Contributions

In the introduction of this thesis, we discussed the research problem: to investigate
log quality issues and propose various approaches for preprocessing and analyzing an
event log in order (1) to help the user to obtain valuable insights into process behavior,
(2) to learn more accurate model representations of the log, and (3) to detect behav-
ioral patterns of interest in the log, which may be frequent or infrequent, conforming or
deviating. Moreover, we listed four requirements for the approaches in this thesis:

(i) supporting the user to analyze an event log without any apriori knowledge of
the data quality problems;

(ii) providing interactive means to explore an event log;
(iii) preserving as much behavior as possible during analysis to allow the user to

explore both frequent (conforming) and infrequent (deviating) behavior;
(iv) supporting the use of domain knowledge if it is available, and complementing

with automated methods if it is not.

The general approach proposed in this thesis is to systematically exploit event
contexts to enhance the quality of an event log. The overview of the techniques and
steps proposed in this thesis is shown in Figure 8.1. In Chapter 3, we discussed the
quality issues more in depth and proposed a simple conceptual framework for helping
the practitioners positioning these quality issues and to present the log quality issues
discussed in this thesis. By discussing four concrete instantiations of the framework,
we introduced four log quality issues and formulated the research problems to be
investigated in the subsequent chapters.

We discussed the first instantiation in Chapter 4, which investigates the issue when
a practitioner analyzes an event log, the quality of the log is unknown to the practi-
tioner or the practitioner is unsatisfied with the mining results. In such a case, the
global conclusiveness of the log and the individual trustworthiness of the events are
unknown or of low quality. To obtain insights into such a log, we proposed a semi-
supervised approach to detect and explore unambiguous, structured log patterns hid-
den in the complex log. The log patterns are formally introduced as partial orders
of activities, where each pattern defines a class of events that occurred in the same
context. We also provide visualizations and diagnostics to help the practitioner under-
stand and interactively analyze the actual event data. The evaluation has shown that
we are able to help to detect log patterns and obtain valuable insight that show for
example different process variants and long-term probabilistic dependencies between
activities. It also shows that the user may select subsequent preprocessing steps based
on the insight obtained.

Having gained insights into the event log in the first instantiation, the second
instantiation continued by investigating instantiation where the log shows a wide
variety of behavior, as discussed in Chapter 5. We propose algorithms to find clusters
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of similar and dissimilar events based on their contextual information. The clusters
of similar events are then used to cluster cases in order to find process variants.

In some cases, finding the process variants may still not help discovery algorithms
to learn process models of good quality. The log may contain events that have impre-
cise and inconclusive labels. This instantiation is discussed in Chapter 6. We show
that the concept of similar events and the event-mappings discussed in Chapter 5
can be reused to find groups of events whose labels may be imprecise and to derive
refinements for their labels for discovering more precise process models.

In the last instantiation, we consider when the log is known of high quality and
still no conclusive models discovered. This often suggests that the log contains true
deviations, as discussed in Chapter 7. Instead of filtering out or repairing these devi-
ations, we propose to detect the abnormal behaviors (deviations) and annotate these
deviations in the log. To detect these abnormal behavior without having or discover-
ing a normative process model, we again applied the event-mappings and represen-
tative graphs proposed in Chapter 5 and introduced the deviation thresholds. The
log annotated with deviations can be explored using the semi-supervised approach
in Chapter 4 to help the practitioner find deviation patterns of the annotated devia-
tions in the log. Our evaluations have shown that, when the log is indeed trustworthy
and the abnormal behavior deviates from the main behavior, we can detect these
deviations as accurately as performing conformance checking against a precise nor-
mative model. Moreover, we have shown that, using the Log Pattern Detection (LPE)
approach, the deviations annotated can help find deviation patterns that may cause
negative process performance such as long throughput time.

Throughout the thesis, we presented the following conceptual contributions re-
garding event context:

Process mining main tasks
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Figure 8.1: The overview figure of the thesis (repeated).
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1) We proposed a simple, formal model for capturing event context, namely partial
orders where predecessors, successors, and concurrency are specified. This no-
tion of context is applied to all problems investigated in this thesis. A more ad-
vanced definition of event context is proposed as user-defined patterns in Chap-
ter 4.

2) The use of partial orders, which distinguishes concurrency and causality rela-
tions, has shown to provide better results in the experiments throughout the
thesis.

3) The event and context notions are generic and can be applicable to various kinds
of data (e.g., raw event data and alignments) for both defining and matching
patterns and for detecting similar and dissimilar contexts.

4) The proposed matching-based approach to identify similar and dissimilar con-
texts is versatile and reliable: the same concept could be applied to solve a
variety of problems while providing results of better quality than others tech-
niques.

8.2 Limitations and Open Issues

In this section, we discuss the limitations and open issues of the approaches discussed
in this thesis. In Chapter 5, we have proposed the TM approach which computes
event-mappings between the traces of an event log. Several limitations and open is-
sues were already identified in Chapter 5 when it is used for trace clustering. Further
limitations were mentioned in Chapter 6 when the approach was used for label refine-
ments, and in Chapter 7 when it is used for deviation detection. The main limitation
can be summarized as follows.

• Computational complexity of trace matching. The computational complexity
of finding optimal event mappings is rather expensive. The backtracking algo-
rithm with pruning is exponential in terms of the number of events that have
the same labels, as discussed in Chapter 5. Although a greedy algorithm that
runs in polynomial time was proposed and used in case studies, the algorithm
still has difficulties dealing with large event logs. An open question is to develop
better heuristics to improve the running time or to compute the event-mappings
in a distributed manner.

• Selection of cost configurations. Selecting the right configuration of the cost
function has been proven to be important to obtain event mappings of high
quality. Fortunately, much research has been conducted into parameter opti-
mizations. One technique is to allow users to select a few mappings. Based on
these event-mappings, we can rank the cost configurations accordingly, namely
the configurations that assign these mappings with the lowest cost are ranked
the highest.
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• Mapping events one-to-one or many-to-many. We have also identified that
the current definitions of event mappings and the cost function are less suitable
to distinguish the events of activities in a loop or in choices. This is because
the current definition of event-mapping only allows matching a single event
in one trace to another single event in another trace. Due to this one-to-one
mapping, the events of different iterations of the same activity of a loop cannot
be matched to each other. To improve on this limitation, one may consider
extending event mappings to match many-to-many events. This idea of many-
to-many event-mappings is illustrated by the pattern instances of a pattern to
some extent.

In addition to the TM approach, we proposed the semi-supervised pattern detec-
tion approach (LPE) in Chapter 4. We applied and evaluated the LPE approach for
log pattern detection and for deviation pattern detection (in Chapter 7) and found
the following limitations that may be improved.

• Low level patterns to higher level patterns. The log patterns and its instances
defined in Chapter 4 are highly precise. The patterns distinguish whether an
event A is directly succeeded by an event B, or is concurrent to B. To allow
defining a higher level pattern, for example, A is either succeeded by or con-
current to B, higher level patterns can be defined as the intersection, union, or
subtraction between lower level patterns. Figure 8.2 shows three high level
patterns (P3, P4, and P5) based on two low level patterns (P1 and P2). For
example, pattern P4 in Figure 8.2 is defined as P1 union P2, i.e., the S events
that are either preceded by or succeeded by D. Interestingly, the set of all core-
events of P4 is the union of the sets of all core-events of P1 and of P2, i.e.,
PIC(P4) = PIC(P1)∪PIC(P2).

8.3 Future Work

In this section, we discuss ideas and challenges that emerged during the writing of
this thesis.

Framework for systematic log preprocessing. Currently, a systematic way of per-
forming log preprocessing steps is missing. Having such a systematic approach helps
process analysts and mining techniques to obtain more accurate results. The work
presented in this thesis may act as a starting point for developing a more systematic
approach. For example, each log pattern detected defines a class of equivalent events
that occurred in the same or similar context. Such a class of events can be used by
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operations such as event abstraction, event filtering, event relabeling and many other
repair operations on a class of events.

Measures for model quality. Many quality measures have been proposed to assess
the quality of a model with respect to an event log. Currently, the objective measures,
such as fitness and precision, are designed for a specific purpose. For example they
assess the quality of the model describing the log, but would not assess whether the
model is suitable for and are sometimes ambiguous to interpret. Moreover, they lack
“guarantees” on the measures returned. For example, in the work presented by Tax
et al. [98], we defined five axioms for a log-precision measures and show counter
examples where the existing measures do not hold on these axioms.

For an event log, the quality of a corresponding process model may not only be
objective to the quality measures but also subjective to the opinion of the domain
experts, as discussed throughout this thesis. Moreover, the quality may also depend
on the use of the model. For example, a model that is used to communicate among
different stakeholders should have very different qualities than a model used to im-
plement and execute the process, or a model used to predict process executions. More
importantly, incorporating this during the process discovery could be an interesting
challenge. To the best of our knowledge, little research has been conducted to incor-
porate the purpose into the evaluation of process mining results.
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Summary

Using Behavioral Context in Process Mining-
Exploration, Preprocessing and Analysis of Event Data

Most of today’s business processes have been digitalized, and immense amounts of
event data are recorded across different application domains ranging from healthcare
and social media to logistics and finance. These event data generated by a variety
of processes provide collections of events grouped by some case notion. The events
corresponding to some case, e.g., a patient in a hospital, reflect the real-life execution
of a process for a single process instance. Each event is characterized by an activity,
a case, a timestamp, and possibly additional information about the resources uses,
costs, etc.

Process mining is a research field that aims to analyze these event data, collected
in the form of event logs, to derive diagnostics and gain valuable insights into process
behavior. The results can be used to improve process performance and compliance.
Two main tasks of process mining are (1) to discover a process model from the in-
put event log to understand the process behavior, known as process discovery, and
(2) to check the compliance of recorded behavior against the prescribed process de-
scriptions, known as conformance checking. Over the last two decades many process
mining techniques have been proposed and evaluated in various case studies. The
abundance of commercial process mining tools illustrates the uptake of process min-
ing.

However, the many real-life applications of process mining have also shown that,
in flexible environments, real-life event data of processes may have quality problems.
For instance:

• The individual events could be untrustworthy, due to manually recording, be
duplicated by multiple users involved, or be not recorded due to system imple-
mentation errors.

• The total ordering (causal relations) of events based on their timestamps may be
untrustworthy due to coarse-grained timestamps, or again manual recordings.
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• The process behavior exhibited by the input event log may be inconclusive, due
to the fact that the log may contain a high variety of process variants.

Existing process mining techniques have difficulties when facing event logs with
such quality problems. Moreover, little research has been conducted on (1) the un-
derstanding of these data quality issues of event logs and (2) techniques for handling
these data quality issues that are effective for process mining techniques.

In this dissertation, we first investigate the aforementioned quality issues and pro-
pose a simple conceptual framework in Chapter 3 for helping practitioners to position
and diagnose such log quality issues.

To design approaches that handle the log quality issues more systematically, we
define and exploit the concept of behavioral context of events, i.e., behavioral patterns
that surround an event in the event log. Using this concept, we investigate the notion
of similar and dissimilar behavior, where similar behavior is considered as the events
that occurred in a similar behavioral context. Built on this notion of similarity, we
provide techniques for log quality problems and reuse them for tackling other prob-
lems such as deviation detection. The four techniques proposed in this dissertation
are:

• A semi-supervised log pattern detection approach with log visualization technique
(in Chapter 4) to visualize traces of events and their contextual information,
allowing the user to interactively detect and explore behavioral patterns.

• A trace clustering algorithm (in Chapter 5) to cluster traces based on behavioral
similarity to find process variants and improve log conclusiveness.

• A label refinement approach (in Chapter 6) to refine the labels of events of similar
traces to discover and explore models of high precision.

• A deviation detection approach (in Chapter 7) to detect the outliers that occurred
in infrequent and dissimilar contexts, to extract deviating patterns in a log and
to explore them.

A key characteristic of the concepts and techniques proposed in this dissertation
is that they are not limited to event data represented as sequential logs, but also
consider event data represented by partial orders of events. Taking partial orders as
a starting point helps the techniques to obtain more accurate results and insights.

The techniques presented in this dissertation have been evaluated in controlled
experiments using artificial event logs as well as through case studies using real-
life event logs. The results show that our techniques help the user to preprocess
event data into event logs of higher quality and gain insights into process behavior.
Moreover, the results show also that our techniques help existing process mining ap-
proaches to obtain process models of higher quality. The implementations of these
techniques are publicly available as packages of the ProM framework. This way the
work can be used in conjunction with hundreds of complementary process mining
techniques.
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