
 

Implementation of dynamic programming for optimal control
problems with continuous states
Citation for published version (APA):
van Berkel, K., de Jager, B., Hofman, T., & Steinbuch, M. (2015). Implementation of dynamic programming for
optimal control problems with continuous states. IEEE Transactions on Control Systems Technology, 23(3),
1172-1179. [6917009]. https://doi.org/10.1109/TCST.2014.2357342

Document license:
TAVERNE

DOI:
10.1109/TCST.2014.2357342

Document status and date:
Published: 01/05/2015

Document Version:
Publisher’s PDF, also known as Version of Record (includes final page, issue and volume numbers)

Please check the document version of this publication:

• A submitted manuscript is the version of the article upon submission and before peer-review. There can be
important differences between the submitted version and the official published version of record. People
interested in the research are advised to contact the author for the final version of the publication, or visit the
DOI to the publisher's website.
• The final author version and the galley proof are versions of the publication after peer review.
• The final published version features the final layout of the paper including the volume, issue and page
numbers.
Link to publication

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners
and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

            • Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
            • You may not further distribute the material or use it for any profit-making activity or commercial gain
            • You may freely distribute the URL identifying the publication in the public portal.

If the publication is distributed under the terms of Article 25fa of the Dutch Copyright Act, indicated by the “Taverne” license above, please
follow below link for the End User Agreement:
www.tue.nl/taverne

Take down policy
If you believe that this document breaches copyright please contact us at:
openaccess@tue.nl
providing details and we will investigate your claim.

Download date: 24. May. 2023

https://doi.org/10.1109/TCST.2014.2357342
https://doi.org/10.1109/TCST.2014.2357342
https://research.tue.nl/en/publications/e66e0d1d-94ea-428b-bbe6-e442d1c42bd7


1172 IEEE TRANSACTIONS ON CONTROL SYSTEMS TECHNOLOGY, VOL. 23, NO. 3, MAY 2015

Implementation of Dynamic Programming for Optimal
Control Problems With Continuous States

Koos van Berkel, Bram de Jager, Theo Hofman, and Maarten Steinbuch

Abstract— Dynamic programming is a numerical method to
solve a dynamic optimal control problem. Due to its numerical
framework, it is very suitable to describe discrete dynam-
ics, nonlinear characteristics, and nonconvex constraints. The
implementation of continuous states in the discrete framework,
however, may lead to optimization inaccuracies. This brief
addresses implementation methods with fundamentally different
utilizations of the nodes in the quantized time-state space.
A new implementation method is presented, which combines the
advantages of numerical and analytical optimization techniques
to substantially improve the optimization accuracy for a given
quantization of the continuous state. If desired, the computa-
tion time can be substantially reduced for a given accuracy
by lowering the quantization resolution. As a case study, the
optimal energy controller is computed for a mechanical hybrid
powertrain, which is characterized by switched dynamics, active
state constraints, and nonconvex control constraints. Results show
that the optimization accuracy of the new method is superior
to that of the conventional method based on nearest neighbor
rounding. For a given desired accuracy, the computation time is
reduced by an order of magnitude.

Index Terms— Dynamic programming, energy management,
optimal control.

I. INTRODUCTION

MANY engineering problems can be formulated as an
optimal control problem, which formalizes the desired

behavior of a dynamic system by a cost function. The system
dynamics (or states) can be influenced by the control variables,
yet is also influenced by external (deterministic) variables.
The objective for the controller is to find the sequence of
control decisions that minimizes the cost function, subject to
the system dynamics and constraints on the state space and
control space. Such an optimal control problem is typically
not trivial to solve due to (dynamic) interactions between
the states, control variables, and external states. Yet, several
optimization methods are known that can solve this type of
problems. In the sequel, these methods will be discussed for
discrete-time optimal control problems without considering
time-discretization methods such as collocation methods.

A. Optimization Methods

A class of analytical optimization methods relates to
Pontryagin’s minimum principle [1] to derive the necessary
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conditions for optimality [2]. The methods adjoin the system
dynamics with a (Lagrange) multiplier function to the
incremental cost function, leading to a function referred to
as the Hamiltonian. Given the optimal multiplier function,
the global optimal control problem can be reduced to a
local optimization of the Hamiltonian at each time instant.
This local optimization problem shows explicitly the decision
between the actual cost and the equivalent cost of the sys-
tem dynamics. The optimal multiplier function is described
by the Euler–Lagrange differential equation, based on the
Hamiltonian and state constraints [3]. Then, the optimal
boundary values (initial and final) of this boundary value
problem can be found for convex optimal control problems
using iterative point-and-shoot methods [4], [5]. Solving the
Euler–Lagrange differential equation, however, is not straight-
forward when dealing with active state constraints [6] and
nondifferentiable (i.e., switched) dynamics [2], whereas the
boundary value problem becomes complex when dealing with
nonconvex constraints [7].

A class of numerical optimization methods relates to Bell-
man’s dynamic programming [8], which uses the principle of
optimality as a necessary condition for optimality [9]. The
methods examine all the feasible state trajectory candidates
that satisfy the necessary condition, by breaking down the
global problem into local subproblems for every (reachable)
discrete state and time instant. Due to its numerical framework,
it is very suitable to describe discrete dynamics, nonlinear
characteristics, and nonconvex constraints, while global opti-
mality is guaranteed when neglecting approximation errors
introduced by mathematical modeling and numerical quantiza-
tion. The computation time scales with the number of feasible
state trajectory candidates which increases exponentially with
the number of states and control variables and increases lin-
early with the quantization resolution of the continuous states.
The computation time can be reduced by decomposing the
problem into cascaded subproblems [10] or by approximating
the problem to fit in efficient Dijkstra-like methods such
as the fast marching method [11] or to fit in approximate
dynamic programming methods [9], such as (mixed-integer)
linear and quadratic programming [12]–[15]. Alternatively,
without modifying the problem formulation, the quantization
resolution of the continuous states can be reduced, yet at the
cost of suboptimality.

B. Main Contributions and Outline

This brief focuses on the implementation of the dynamic
programming method for general optimal control problems
with continuous states rather than exploiting the structure
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of the (modified) problem. Three implementation methods
that have fundamentally different utilizations of the nodes in
the quantized time-state space are described. Two of these
methods are well known [16].

1) The discrete method quantizes the continuous state
trajectory using nearest neighbor rounding. The
implementation is straightforward, but the optimization
inaccuracy accumulates in time as the algorithm exploits
the rounding error at each time instant.

2) The interpolation method avoids the rounding error by
interpolation of the state trajectory between the quan-
tized states. The accuracy can improve substantially,
but the implementation becomes difficult when dealing
with discrete control variables, multiple states, and active
state constraints.

A new implementation method is proposed, which avoids
the inaccuracy of the discrete method and the implementation
difficulties of the interpolation method. The method extends
the discrete method by storing the quantization residual after
the nearest neighbor rounding of the continuous state at
each node of the time-state space. The dynamics of this
local state is augmented to the local cost function with a
(Lagrange) multiplier function resulting in a Hamiltonian
function, which is then solved locally at each node in the
time-state space. Although the optimal multiplier function is
not known in general, the optimization accuracy can be sub-
stantially improved using a reasonable estimate. Alternatively,
by lowering the quantization resolution, the computation time
can be substantially reduced for a given accuracy. As a
case study, the optimal energy controller for a mechanical
hybrid powertrain is computed using the new method and
the discrete method. This case study illustrates the impact of
the implementation method on the optimization accuracy and
the computation time for a relevant optimal control problem
described with a discrete control variable and active state
constraints.

The outline is as follows: Section II defines a general
continuous optimal control problem, for which the dynamic
programming algorithm is explained in Section III. Section IV
gives a detailed explanation of the three implementation meth-
ods for the quantized continuous state. Section V describes
the case study of finding the optimal energy controller for
a mechanical hybrid powertrain, of which the results are
discussed in Section VI. Finally, the conclusion is given in
Section VII.

II. OPTIMAL CONTROL PROBLEM

Many optimal control problems can be described in a
discrete time framework with a fixed sample time �t and
a fixed interval k ∈ [k0, kn] for time index k. Typical cost
functions are the integral (i.e., sum) of the incremental cost
g(k, x(k), u(k)), which can be a function of the time, the
state vector x(k), and the control variable vector u(k). The
dependency on deterministic external states can be implied in
the time dependency. The state space X (k) can be constrained
as a function of the time or implicitly as a function of the
external states. The control space U(k, x(k)) can also be
constrained as a function of the time (and external states) and

the states. State constraints as a function of the control variable
can be usually rewritten as control constraints as a function of
the state. The initial state x(k0) = x0 and the initial cost g0(x0)
are considered as a given. The system dynamics is described
by a set of first-order difference equations as a function of the
system variables f (k, x(k), u(k)). The general optimal control
problem is then formalized by

min
u(k)

⎧
⎨

⎩

kn−1∑

k=k0

g(k, x(k), u(k))�t + g0(x0)

⎫
⎬

⎭
(1)

s.t.

x(k + 1) = x(k) + f (k, x(k), u(k))�t (2)

x(k0) = x0, x(k) ∈ X (k) (3)

u(k) ∈ U(k, x(k)) (4)

where k = k0, k0 + 1, k0 + 2, . . . , kn − 1. In the following
section, it is assumed that: 1) the dynamics f is stable; 2) the
dynamics f and the cost function g change smoothly with
the continuous states; and 3) at least one (feasible) optimal
solution exists.

III. DYNAMIC PROGRAMMING

Dynamic programming is a numerical optimization method
that is able to solve the optimal control problem given
by (1)–(4). It is based on the principle of optimality, which
states the following: let u∗(k) be the optimal control trajectory
for the entire time range k ∈ [k0, kn], then the truncated
control trajectory u∗(k), k ∈ [k1, k2] for k0 ≤ k1 < k2 ≤ kn
is optimal for this subproblem [8]. Dynamic programming
exploits this principle by breaking down the optimal control
problem into simpler discrete subproblems (step 1), which are
then locally optimized (step 2) to resolve the globally optimal
control trajectory u∗(k) (step 3). Below, the three steps will
be explained in more detail.

A. Step 1: Quantize States and Control Variables

The first step is to quantize the states (x) and the control
variables (u) of the optimal control problem given by (1)–(4).
The resulting discrete time-state space results in a finite
number of possible trajectories from a given initial state x0
at time index k0 to a final state at time index kn.

B. Step 2: Compute Optimal Cost-to-Arrive Matrix

The second step is to compute the optimal cost to arrive at
every node (k, x) in the time-state space for a given initial
state x0. Based on the principle of optimality, the optimal
cost-to-arrive matrix J (k, x) can be computed with a local
optimization for each time instant k. The algorithm starts with
the initial cost at time instant k0

J (k0, x0) = g0(x0) (5)

and proceeds in time with

J (k + 1, x(k + 1)) = . . .

min
u(k)∈U (k,x(k))

{J (k, x(k)) + g(k, x(k), u(k))�t} (6)
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subject to the dynamics (2) and the state constraints (3). The
time direction may also be reversed as will be discussed in
Section III-D. Infeasible nodes, i.e., nodes that cannot be
reached given the initial states and constraints, are assigned a
very high (or infinite) cost. The associated optimal trajectory-
to-arrive at every node can be efficiently stored in a matrix

H (k + 1, x(k + 1)) = x(k) (7)

which contains the optimal state of the preceding time step.
As a result, multiple optimal trajectories can be resolved
from this matrix (backward in time), which are all (partly)
overlapping with each other as stated by the principle of
optimality. If the solutions of the (sub) problems are not
unique, multiple optimal trajectories are possible between two
nodes in the time-state space. If desired, the associated optimal
control variable can be stored in a similar matrix.

C. Step 3: Resolve Optimal State Trajectory

The third and final step is to resolve the optimal state
trajectory x∗(k) that satisfies the state constraint (3) backward
in time. The optimal final state is found by solving the local
optimization problem at the final time instant kn, given by

x∗(kn) = min
x∈X (kn)

{J (kn, x) + λ̂(kn)x | x ∈ X (kn)} (8)

where λ̂(kn) denotes an estimate of the optimal Lagrange
multiplier [2] at the final time instant kn to consider the
equivalent cost of the state. From x∗(kn), the optimal
state trajectory is resolved backward in time using the
trajectory-to-arrive matrix by

x∗(k − 1) = H (k, x∗(k)) (9)

for k = kn, kn − 1, . . . , k0 + 1.

D. Time Direction

Since the dynamic programming algorithm is not causal,
the time direction of steps 2 and 3 can also be reversed.
The difference lies in the starting point of the optimization
procedure in step 2. The forward algorithm, as described
above, starts at a given initial state, whereas the backward
algorithm starts at a given final state. Either algorithm is
convenient to use when both (initial and final) states are fixed.
When the final state is free or constrained to a range rather
than a fixed value, the forward algorithm is more convenient
as it can optimize the final state.

IV. IMPLEMENTATION

The implementation of the state-continuous dynamics given
by (2) in the discrete state framework of the dynamic
programming algorithm must be done with care to limit
the computational inaccuracies. This section describes three
different implementation methods to deal with the numerical
issues caused by this state quantization, followed by some
general remarks to improve the computational efficiency of
dynamic programming.

Fig. 1. Schematic representation of the discrete method. (a) In step 2
(top), the optimal cost-to-arrive J (k, x) is computed for each node. The
local optimization is based on the optimal cost at the previous time instant
and the incremental cost. The state trajectory jumps exactly from node to
node, and may thereby approximate the original dynamics of the system.
(b) In step 3 (bottom), the global optimal state trajectory follows the local
optimal trajectories stored in H (k, x).

A. Discrete Method

The discrete method, e.g., as described in [16], is a
straightforward implementation of the dynamic programming
algorithm. The method assumes that the continuous state
trajectory follows exactly the nodes on the time-state grid,
as schematically shown in Fig. 1. The node-to-node state
trajectories can be enforced by choosing matching control
variables, i.e., by matching the quantization of the control
variable with that of the state [13]. This approach, however, is
restricted to continuous control variables, and may require a
time- and state-dependent quantization of this control variable.
A less restrictive and a more straightforward approach is to
approximate the states described by (2) and (3) with the
nearest neighboring discrete state

x(k0) ≈ �x0� (10)

x(k + 1) ≈ x(k) + � f (k, x(k), u(k))�t� (11)

where the notation �·� is used to denote the rounding off
toward the nearest neighboring discrete state increment. This
method is easily implementable, yet it introduces a roundoff
error that is neglected at every time instant. As a consequence,
the optimization algorithm will exploit with “state leakage” by
systematically selecting state trajectories that have a favorable
rounding with respect to the cost function. The state leakage
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accumulates in time and is bounded by

0 ≤
∣
∣
∣
∣
∣
∣

kn∑

k=k0

(x(k) − �x(k)�)
∣
∣
∣
∣
∣
∣
≤

∣
∣
∣
∣
∣
∣

kn∑

k=k0

�x(k)� − �x(k)	
2

∣
∣
∣
∣
∣
∣
. (12)

Here, the notation �·	 is used to denote the rounding off
toward the lower neighboring discrete state increment, whereas
the notation �·� denotes the rounding off toward the higher
neighboring discrete state increment. The impact of the state
leakage on the cost function is determined by the optimal
multiplier function λ(k), which relates the incremental state
difference to the incremental cost difference [3]. Therefore,
the optimization error could be reduced by penalizing the
residual x(k) − �x(k)� with the multiplier function, therewith
assigning an equivalent cost, for which a suitable framework
will be introduced in Section IV-C. Alternatively, the worst
case state leakage is kept limited by selecting a sufficiently
high state resolution such that �x(k)�− �x(k)	 ≈ 0. However,
the computation time for the matrices J (k, x) and H (k, x)
increases linearly with the state resolution. If the resolution of
the control variable u changes with that of x , the computation
time increases even faster.

B. Interpolation Method

The interpolation method as described in [16]–[18] allows
the state trajectories to float between the nodes in the con-
tinuous state space, and uses the discrete state space to
construct the optimization matrices J (k, x) and H (k, x), as
schematically shown in Fig. 2. Since state leakage is avoided,
the interpolation method substantially improves the accuracy
of the nearest neighbor approach of the discrete method.
On each node (k, x) in the time-state space, the optimal cost-
to-arrive is computed with (6) using the cost-to-arrive at the
previous time instant that usually floats between two nodes, as
shown in Fig. 2(a). Since the cost-to-arrive (J (k, x)) is only
evaluated on each node, intermediate values are approximated
by linear interpolation

J (k, x(k)) ≈ J (k, �x(k)	) + · · ·
x(k)−�x(k)	

�x(k)�−�x(k)	(J (k, �x(k)�)− J (k, �x(k)	)). (13)

Similarly, the optimal state trajectory can be resolved between
the nodes as shown in Fig. 2(b). Starting from the optimal final
state, the optimal trajectory is resolved using the trajectory-to-
arrive matrix. Since H (k, x) is only evaluated on each node,
intermediate values are approximated by linear interpolation:

H (k, x(k)) ≈ H (k, �x(k)	) + . . .
x(k)−�x(k)	

�x(k)�−�x(k)	(H (k, �x(k)�) − H (k, �x(k)	)) (14)

or by a nearest neighbor approach if the control variable cannot
be interpolated, e.g., when the control variable is discrete. The
approximations in (13) and (14) may result in a state trajectory
that deviates from its true optimum, yet the trajectory-to-
arrive matrix will steer toward the initial state if allowed by
the constraints. Due to the interpolation, the resolved global
state trajectory in step 3 must be rechecked for feasibility

Fig. 2. Schematic representation of the interpolation method. (a) In step 2
(top), the optimal cost-to-arrive J (k, x) is computed for each node. The local
optimization approximates the cost at the previous time instant by linear
interpolation between the neighboring nodes. (b) In step 3 (bottom), the
global optimal state trajectory floats between the nodes, and is steered by
the neighboring local optimal trajectories using linear interpolation.

with respect to the constraints, as it does not correspond to
one of the local state trajectories computed in step 2. The
rechecking of the constraints, however, gets involved when
dealing with multiple states and multiple constraints. Solutions
for relatively simple problems are illustrated in [17] and [18].

C. Hamiltonian Method

The new Hamiltonian method extends the discrete method
by allowing each node to float within a local state space around
a fixed point instead of restricting the node to be exactly
on the fixed point, as schematically shown in Fig. 3. The
state trajectories are therefore not restricted to the discrete
framework, so there is no state leakage and no need for
interpolation, whereas the optimal cost-to-arrive and the asso-
ciated trajectory-to-arrive can still be stored in the optimization
matrices for a straightforward implementation.

The (continuous) state trajectory is decomposed into a
quantized global state �x� and its residual, i.e., the local
state x − �x� that was neglected in the discrete implemen-
tation. Using this separation, the trajectory-to-arrive obtained
in step 2 can be stored in two matrices, i.e., the global matrix
H (k + 1, x(k + 1)) = �x(k)� that is the same as with the
discrete method, and an additional local matrix R(k +1, x(k +
1)) = x(k) − �x(k)� that enables to reconstruct the original
(nonquantized) state trajectory. The local state dynamics is
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then described with

r(k, x(k)) = R(k + 1, x(k + 1)) − R(k, x(k))

�t
. (15)

The local optimization in step 2, as shown in Fig. 3(a), is
fundamentally different from the previous methods as the
optimization candidates are allowed to have a different local
state. To account for this difference, the local state dynamics
is augmented to the cost function given by (6) using the
(Lagrange) multiplier function λ(k) to obtain a Hamiltonian
function [2]. The local optimization problem then becomes

J (k + 1, x(k + 1)) = min
u(k)∈U (k,x(k))

{J (k, x(k)) + . . .

g(k, x(k), u(k))�t + λ(k)r(k, x(k))�t} (16)

subject to the dynamics (2) and the state constraints (3). This
local optimization problem shows explicitly the contribution
of the incremental cost g(k, x(k), u(k)) and the equivalent
cost of the local dynamics λ(k)r(k, x(k)). After computing
the optimal cost-to-arrive matrix J (k, x) and the optimal
trajectory-to-arrive matrices H (k, x) and R(k, x), the globally
optimal trajectory can be resolved similar to the discrete
method as shown in Fig. 3(b), where the globally optimal
trajectory follows the locally optimal trajectories so that no
interpolation or rechecking of the constraints is needed as with
the interpolation method.

The accuracy of this method depends on the estimation of
the optimal multiplier function λ(k), which is, in general,
unknown. With limited system knowledge, a constant
estimate λ̂ can be used:

λ(k) ≈ λ̂. (17)

When this estimate is used in (16), several cases can be
distinguished. For λ̂ = 0, the last term of the cost function
vanishes and the cost function reduces to its original (6).
In that case, the solution is obtained completely numerically,
i.e., without the multiplier function that originates from analyt-
ical optimization, but the difference with the discrete method
is that there is no state leakage as the residual is stored and not
neglected. For a nonzero, yet completely incorrect multiplier
function, the optimization accuracy can only be high if the
quantization resolution is high, such that the bounds on the
local state dynamics r(k, x(k), u(k)) diminish and therewith
the last term of the cost function. For a reasonable estimate of
the multiplier function, the optimization accuracy increases so
that the quantization resolution can be reduced and therewith
relying more on the local (analytical) optimization. For the
ultimate case when the optimal multiplier function is exactly
known, the resolution can be decreased to its true minimum,
i.e., only one node per time instant so that the local state
becomes the global state and the optimal solution is found
completely analytically.

It follows that the quantization resolution of the continuous
state is an optimization parameter for an important tradeoff:
a high resolution relies more on the thorough numerical
optimization at the cost of long computation time, whereas a
low resolution relies more on the faster analytical optimization
that may be inaccurate due to a suboptimal estimate for λ. For

Fig. 3. Schematic representation of the Hamiltonian method. (a) In step 2
(top), the optimal cost-to-arrive J (k, x) is computed for a local state space
around each node. The local optimization problem augments the dynamics
of the local state (i.e., distance between the continuous state and neighboring
node) with a multiplier function to consider the equivalent cost of this local
state. (b) In step 3 (bottom), the global optimal state trajectory follows the
local optimal trajectories stored in H (k, x) and jumps from floating node to
floating node.

a well-estimated multiplier function, however, a high optimiza-
tion accuracy can be obtained with a short computation time.

D. Computational Efficiency

In general, the computational efficiency of the dynamic
programming algorithm can be improved by reducing the
memory usage and the overall computation time. The memory
usage reduces when reducing the numerical precision of the
algorithm to the accuracy level of the mathematical models. In
practice, a word length of 32 bit is often sufficiently accurate
for the accumulated variables and 16 bit for the other variables,
which are both much shorter than the double-precision word
length that uses 80 bit of the internal memory, e.g., standardly
used in MATLAB. The computation time reduces when using
parametric models rather than multidimensional lookup tables
that often use inefficient interpolation schemes (due to rigorous
error checks). The computation time also improves by pre-
computing the dynamics f (k, x(k), u(k)) and incremental cost
g(k, x(k), u(k)) for only the time instants with unique external
states. For example, in driving cycles, only about 60% of the
time samples contain a unique combination of the vehicle
velocity and vehicle acceleration [19].
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Fig. 4. Schematic overview of the mechanical hybrid powertrain topology
that consists of an internal combustion engine, flywheel system, clutches,
gears, and a CVT.

V. CASE STUDY: MECHANICAL HYBRID POWERTRAIN

As a case study, the design of an optimal energy controller
for a mechanical hybrid powertrain is considered, which uses
only mechanical components for energy storage and power
transmission. This section summarizes the modeling and prob-
lem formulation for this system. The purpose of this section is
to illustrate a relevant optimal control problem with relatively
complex optimization characteristics. For rigorous modeling
details, the reader is referred to [19] and [20].

A. System Description

The topology of the mechanical hybrid powertrain is
schematically shown in Fig. 4. The main components are a
1.5-L gasoline internal combustion engine, a vacuum-placed
150-kJ flywheel system, three clutches, a mass-produced con-
tinuously variable transmission (CVT), and a compact vehicle
including two passengers with a curb weight of 1120 kg.
The longitudinal (motion) dynamics is described for the most
relevant (largest) inertias, i.e., that of the flywheel and the
vehicle. The transmission clutch (Ct ) is used to transmit high
powers while slipping, e.g., to accelerate the vehicle from
standstill, which may take several time steps. The engine
clutch (Ce) and the flywheel system clutch (C f ) are not
designed to transmit high powers while slipping, but only
to select driving modes by mechanical (dis-)engagement of
powertrain parts, within one discrete time step of �t = 1 s.
The powertrain can be operated in three relevant driving
modes φ, which are given as follows.

1) Flywheel Driving: the flywheel propels or brakes the
vehicle while the engine is shut off (φ = 1).

2) Hybrid Driving: the engine propels the vehicle while
energizing the flywheel (φ = 2).

3) Engine Driving: the engine propels the vehicle while the
flywheel is coasting (φ = 3).

The flywheel system gives the following fuel-saving
functionalities: 1) brake energy recuperation for later use;
2) elimination of inefficient part load operation of the engine,
i.e., by flywheel driving, or by hybrid driving at a fuel-efficient
operation point of the engine; and 3) engine shutoff during
vehicle standstill, where the flywheel is used to crank the
engine. Physical constraints apply to the torques, the rotational

speeds, and the speed ratio of the CVT, whereas comfort-
related constraints apply to driving mode switches that are
expected to be uncomfortable (e.g., which are slow or give a
torque interruption), which depends on the driving conditions.

B. Problem Formulation

The dynamic model can be described as in (2), where the
state vector x contains the kinetic flywheel energy and the
previous driving mode. The control variable vector u con-
trols the (current) driving mode and the relative power split,
which describes the power distribution between the engine and
flywheel system in the hybrid driving mode. The external
states are the prescribed vehicle velocity and acceleration,
which are implied in the time vector k. The objective is
to minimize the overall fuel consumption E f (expressed in
energy) over a predefined driving cycle of length kn, subject
to the system’s kinematics and dynamics, the physical and
comfort-related constraints. This optimal control problem is
characterized by: 1) switched dynamics due to discrete driving
modes; 2) active state constraints, such as on the energy state
of the flywheel system; and 3) nonconvex control variable
constraints to avoid uncomfortable driving mode switches.

This class of optimization problems is relatively difficult to
solve analytically, yet dynamic programming is very suitable
to find the globally optimal solution numerically. For the
numerical optimization, the continuous flywheel energy (state)
is quantized with an equidistant distribution of n1 values,
whereas the continuous relative power split (control variable)
is quantized with an equidistant distribution of 20 values.
Obviously, the discrete driving mode state and driving mode
control variable need no quantization.

The continuous state is implemented using the new
Hamiltonian method, as well as the conventional discrete
method to illustrate the differences in optimization perfor-
mance. The interpolation method is not implemented due
to implementation difficulties of the discrete control variable
(driving mode) and the relatively many state constraints.

VI. RESULT

A set of simulations is performed to answer two research
questions: 1) what is a good estimate for the multiplier λ of the
Hamiltonian method? and 2) what is the optimization accuracy
and computation time of the two implementation methods as
a function of the quantization resolution?

A. Multiplier Estimation

The considered optimal control problem has one
continuous state, i.e., the flywheel energy, for which
the multiplier function is estimated by a constant value as
in (17). Fig. 5 shows the relative impact of the multiplier
estimate λ̂ ∈ [−7, 0] on the optimized fuel consumption (E f )
for six representative driving cycles.1 For these simulations,

1The selected driving cycles are the New European Driving Cycle (NEDC),
the low, medium, and high parts of the Worldwide harmonized Light vehicles
Test Procedure, the Federal Test Procedure ’75, the sportive Eindhoven driving
cycle, the Japan Cycle ’08 (JC08), and the urban part of the Common Artemis
Driving Cycle.



1178 IEEE TRANSACTIONS ON CONTROL SYSTEMS TECHNOLOGY, VOL. 23, NO. 3, MAY 2015

Fig. 5. Impact of the constant multiplier estimate (λ̂) on the relative overall
fuel consumption for six representative driving cycles.

Fig. 6. Impact of the state quantization resolution (n1) on the relative
optimization error and the relative computation time for the NEDC using
two implementation methods.

a relatively low quantization resolution of only n1 = 8
values is selected for the energy state to amplify the effect
of the multiplier estimate on the overall fuel consumption.
It can be observed that similar curves are obtained for each
driving cycle, showing a global optimum around −3.0.
As expected, the (absolute) optimal value resembles very
well the average fuel-to-flywheel-energy conversion factor
of −3.2, which is usually used as a first estimate for the
equivalent consumption minimization strategy that is based
on analytical optimization [21].

B. Optimization Performance

The optimization performance of the Hamiltonian method
and the discrete method is evaluated for the NEDC for
n1 ∈ [4, 1024] and λ̂ = −3. The accuracy of the optimized
fuel consumption (E f ) and the computation time (tcomp) are
selected as the performance criteria. The state quantization
resolution is an important parameter that determines the trade-
off between the optimization accuracy and the computation
time. Fig. 6 shows the impact of the state resolution on the
relative optimization error and the relative computation time,
both with respect to a reference obtained with a relatively
high-state resolution of n∗

1 = 2048 (i.e., an energy resolution
of 150 000/2048 ≈ 73 J) using the discrete method, which
gives almost an identical result as the Hamiltonian method
with this resolution.

As expected, for both the implementation methods, a low
resolution gives a short computation time at the cost of an

Fig. 7. Optimal solution for the discrete method and the Hamiltonian method
with a similar relative optimization error of approximately 1% using different
quantization resolutions for the continuous energy state (Er ).

inaccurate solution, and vice versa. It can be clearly observed
that the Hamiltonian method is superior to the discrete method
for all investigated state resolutions. On the one hand, for a
given resolution, the computation time of the Hamiltonian
method is only slightly higher than that of the discrete
method (2.5% on average), as it is mainly determined by the
computation of the matrices J (k, x) and H (k, x), which is
similar for both the implementation methods. On the other
hand, the optimization error is substantially lower (factor 8.4
on average). For many design studies, the optimization error
does not need to be optimized further than, e.g., 1%. Although
both methods can achieve this accuracy, the discrete method
requires a state quantization resolution of n1 = 512 values
(1.2% error), whereas the Hamiltonian method requires only
a state resolution of n1 = 32 values (0.8% error). As a result,
the computation time with the Hamiltonian method is shorter
by a factor 16 (∼10, on average). The corresponding memory
usage is also reduced, but with a smaller factor due to the
storage of the additional matrix R.

The corresponding optimal trajectories are shown in Fig. 7.
The graphs show, from top to bottom, respectively, the velocity
profile vv, the driving mode φ, the relative power split σ (only
active for the hybrid driving mode φ = 2), the flywheel (rotor)
energy Er , and the cumulative fuel consumption E f with
respect to that of the reference E∗

f . As expected, both methods
show similar trajectories for the control variables (φ and σ ),
which are not exactly the same due to different types of
optimization inaccuracies. The optimal controller energizes the
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flywheel system with brake energy (φ = 1) when possible,
and using the engine (φ = 2) otherwise. The power split
(σ ) during the hybrid mode (φ = 2) is increased shortly
before switching to the flywheel mode (φ = 1), so that the
buffered energy is immediately used with limited frictional
storage losses. On the highway part (910–1130 s), the engine
mode (φ = 3) is selected as the engine can be operated
efficiently at relatively high loads. The small differences in
the control variables are reflected in the energy state (Er ),
which indicates that deviations in the state trajectories may
still lead to a similar overall cost (E f ). A clear difference
between the two methods is observed between 910 and 1130 s,
where the flywheel system appears to have no drag losses at
low energy levels with the discrete method. This illustrates the
main drawback of the discrete method, which takes advantage
of the roundoff error (i.e., state leakage) of the energy state,
thereby virtually creating free energy when approximating the
system dynamics with (11). As a result, the cumulative fuel
consumption with the discrete mode becomes lower than that
of the reference solution (E∗

f ), whereas the cumulative fuel
consumption with the Hamiltonian method becomes higher
due to the suboptimal multiplier estimate λ̂.

VII. CONCLUSION

This brief has presented a new implementation method
of dynamic programming for optimal control problems with
continuous states, which extends the conventional discrete
method by storing the quantization residual of the contin-
uous state at each node of the time-state space instead of
neglecting it. The dynamics of this local state is augmented
to the local cost function with a multiplier function resulting
in a Hamiltonian function, which is solved locally at each
node in the time-state space. Although the optimal multiplier
function is usually unknown, the optimization accuracy can be
substantially improved using a reasonable estimate. If desired,
the computation time can be substantially reduced for a given
accuracy by lowering the quantization resolution. As a case
study, the optimal energy controller for a mechanical hybrid
powertrain is computed. Results show that the optimization
accuracy of the Hamiltonian method is superior to that of the
discrete method. For a given desired optimization accuracy
of approximately 1%, the computation time is reduced by
a factor of 8.2 on average. This substantial reduction in
computation time enables the use of dynamic programming
for optimization problems described by multiple continuous
states, such as the combined energy and thermo dynamics of
a hybrid powertrain [22], or the combined energy and torque
dynamics of a hybrid powertrain [23]. It also enables extensive
parameter variation studies, such as the optimization of hybrid
powertrain topologies [24] and the optimization of real-time
controller designs [25].

REFERENCES

[1] L. S. Pontryagin, V. G. Boltyanskii, R. V. Gamkrelidze, and
E. F. Mishchenko, The Mathematical Theory of Optimal Processes.
New York, NY, USA: Interscience, 1962.

[2] H. P. Geering, Optimal Control With Engineering Applications. Berlin,
Germany: Springer-Verlag, 2007.

[3] D. Kirk, Optimal Control Theory: An Introduction. Englewood Cliffs,
NJ, USA: Prentice-Hall, 1970.

[4] S. Delprat, J. Lauber, T. M. Guerra, and J. Rimaux, “Control of a parallel
hybrid powertrain: Optimal control,” IEEE Trans. Veh. Technol., vol. 53,
no. 3, pp. 872–881, May 2004.

[5] N. Kim, S. Cha, and H. Peng, “Optimal control of hybrid electric vehi-
cles based on Pontryagin’s minimum principle,” IEEE Trans. Control
Syst. Technol., vol. 19, no. 5, pp. 1279–1287, Sep. 2011.

[6] T. van Keulen, “Fuel optimal control of hybrid vehicles,” Ph.D. dis-
sertation, Dept. Mech. Eng., Tech. Univ. Eindhoven, Eindhoven, The
Netherlands, 2011.

[7] N. Kim and A. Rousseau, “Sufficient conditions of optimal control based
on Pontryagin’s minimum principle for use in hybrid electric vehicles,”
Proc. Inst. Mech. Eng. D, J. Autom. Eng., vol. 226, no. 9, pp. 1160–1170,
2012.

[8] R. Bellman, Dynamic Programming. Princeton, NJ, USA: Princeton
Univ. Press, 1957.

[9] D. P. Bertsekas, Dynamic Programming and Optimal Control, vol. 1,
3rd ed. Belmont, MA, USA: Athena Scientific, 2005.

[10] V. Ngo, T. Hofman, M. Steinbuch, and A. Serrarens, “Optimal control
of the gearshift command for hybrid electric vehicles,” IEEE Trans. Veh.
Technol., vol. 61, no. 8, pp. 3531–3543, Oct. 2012.

[11] J. N. Tsitsiklis, “Efficient algorithms for globally optimal trajectories,”
IEEE Trans. Autom. Control, vol. 40, no. 9, pp. 1528–1538, Sep. 1995.

[12] P. P. J. van den Bosch and F. A. Lootsma, “Scheduling of power
generation via large-scale nonlinear optimization,” J. Optim. Theory
Appl., vol. 55, no. 2, pp. 313–326, 1987.

[13] M. Koot, J. T. B. A. Kessels, B. de Jager, W. P. M. H. Heemels,
P. P. J. van den Bosch, and M. Steinbuch, “Energy management strategies
for vehicular electric power systems,” IEEE Trans. Veh. Technol., vol. 54,
no. 3, pp. 771–782, May 2005.

[14] E. D. Tate, J. W. Grizzle, and H. Peng, “Shortest path stochastic control
for hybrid electric vehicles,” Int. J. Robust Nonlinear Control, vol. 18,
no. 14, pp. 1409–1429, 2007.

[15] V. van Reeven, T. Hofman, R. Huisman, and M. Steinbuch, “Extending
energy management in hybrid electric vehicles with explicit control of
gear shifting and start-stop,” in Proc. Amer. Control Conf., Montreal,
QC, Canada, Jun. 2012, pp. 521–526.

[16] L. Guzzella and S. Sciarreta, Vehicle Propulsion Systems: Introduction to
Modeling and Optimization, 2nd ed. Berlin, Germany: Springer-Verlag,
2007.

[17] O. Sundstrom, D. Ambuhl, and L. Guzzella, “On implementation
of dynamic programming for optimal control problems with final
state constraints,” Oil Gas Sci. Technol., vol. 65, no. 1, pp. 91–102,
2010.

[18] P. Elbert, S. Ebbesen, and L. Guzzella, “Implementation of dynamic
programming for n-dimensional optimal control problems with final
state constraints,” IEEE Trans. Control Syst. Technol., vol. 21, no. 3,
pp. 924–931, Mar. 2013.

[19] K. van Berkel, S. Rullens, T. Hofman, B. Vroemen, and M. Stein-
buch, “Topology and flywheel size optimization for mechanical hybrid
powertrains,” IEEE Trans. Veh. Technol., 2014, to be published, doi:
10.1109/TVT.2014.2312646

[20] K. van Berkel, M. Maessen, T. Hofman, B. Vroemen, and M. Steinbuch,
“Semi-empirical power dissipation modelling of mechanical hybrid
powertrain components,” Proc. Inst. Mech. Eng. D, J. Autom. Eng.,
vol. 228, no. 4, pp. 443–456, 2014.

[21] A. Sciarretta, M. Back, and L. Guzzella, “Optimal control of parallel
hybrid electric vehicles,” IEEE Trans. Control Syst. Technol., vol. 12,
no. 3, pp. 352–363, May 2004.

[22] K. van Berkel, W. Klemm, T. Hofman, B. Vroemen, and M. Steinbuch,
“Optimal control of a mechanical hybrid powertrain with cold-start
conditions,” IEEE Trans. Veh. Technol., vol. 63, no. 4, pp. 1555–1566,
May 2014.

[23] T. Nüesch, M. Wang, C. Voser, and L. Guzzella, “Optimal energy
management and sizing for hybrid electric vehicles considering transient
emissions,” in Proc. IFAC ECOSM, Rueil-Malmaison, France, 2012,
pp. 211–218.

[24] K. van Berkel, S. Rullens, T. Hofman, B. Vroemen, and M. Stein-
buch, “Topology and flywheel size optimization for mechanical hybrid
powertrains,” IEEE Trans. Veh. Technol., 2014, to be published,
doi: 10.1109/TVT.2014.2312646.

[25] K. van Berkel, R. Titulaer, T. Hofman, B. Vroemen, and M. Stein-
buch, “From optimal to real-time control of a mechanical hybrid
powertrain,” IEEE Trans. Control Syst. Technol., to be published, doi:
10.1109/TCST.2014.2334476.



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /sRGB
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 0
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo false
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
    /Arial-Black
    /Arial-BoldItalicMT
    /Arial-BoldMT
    /Arial-ItalicMT
    /ArialMT
    /ArialNarrow
    /ArialNarrow-Bold
    /ArialNarrow-BoldItalic
    /ArialNarrow-Italic
    /ArialUnicodeMS
    /BookAntiqua
    /BookAntiqua-Bold
    /BookAntiqua-BoldItalic
    /BookAntiqua-Italic
    /BookmanOldStyle
    /BookmanOldStyle-Bold
    /BookmanOldStyle-BoldItalic
    /BookmanOldStyle-Italic
    /BookshelfSymbolSeven
    /Century
    /CenturyGothic
    /CenturyGothic-Bold
    /CenturyGothic-BoldItalic
    /CenturyGothic-Italic
    /CenturySchoolbook
    /CenturySchoolbook-Bold
    /CenturySchoolbook-BoldItalic
    /CenturySchoolbook-Italic
    /ComicSansMS
    /ComicSansMS-Bold
    /CourierNewPS-BoldItalicMT
    /CourierNewPS-BoldMT
    /CourierNewPS-ItalicMT
    /CourierNewPSMT
    /EstrangeloEdessa
    /FranklinGothic-Medium
    /FranklinGothic-MediumItalic
    /Garamond
    /Garamond-Bold
    /Garamond-Italic
    /Gautami
    /Georgia
    /Georgia-Bold
    /Georgia-BoldItalic
    /Georgia-Italic
    /Haettenschweiler
    /Impact
    /Kartika
    /Latha
    /LetterGothicMT
    /LetterGothicMT-Bold
    /LetterGothicMT-BoldOblique
    /LetterGothicMT-Oblique
    /LucidaConsole
    /LucidaSans
    /LucidaSans-Demi
    /LucidaSans-DemiItalic
    /LucidaSans-Italic
    /LucidaSansUnicode
    /Mangal-Regular
    /MicrosoftSansSerif
    /MonotypeCorsiva
    /MSReferenceSansSerif
    /MSReferenceSpecialty
    /MVBoli
    /PalatinoLinotype-Bold
    /PalatinoLinotype-BoldItalic
    /PalatinoLinotype-Italic
    /PalatinoLinotype-Roman
    /Raavi
    /Shruti
    /Sylfaen
    /SymbolMT
    /Tahoma
    /Tahoma-Bold
    /TimesNewRomanMT-ExtraBold
    /TimesNewRomanPS-BoldItalicMT
    /TimesNewRomanPS-BoldMT
    /TimesNewRomanPS-ItalicMT
    /TimesNewRomanPSMT
    /Trebuchet-BoldItalic
    /TrebuchetMS
    /TrebuchetMS-Bold
    /TrebuchetMS-Italic
    /Tunga-Regular
    /Verdana
    /Verdana-Bold
    /Verdana-BoldItalic
    /Verdana-Italic
    /Vrinda
    /Webdings
    /Wingdings2
    /Wingdings3
    /Wingdings-Regular
    /ZWAdobeF
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 600
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 600
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 400
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e55464e1a65876863768467e5770b548c62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc666e901a554652d965874ef6768467e5770b548c52175370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA (Utilizzare queste impostazioni per creare documenti Adobe PDF adatti per visualizzare e stampare documenti aziendali in modo affidabile. I documenti PDF creati possono essere aperti con Acrobat e Adobe Reader 5.0 e versioni successive.)
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020be44c988b2c8c2a40020bb38c11cb97c0020c548c815c801c73cb85c0020bcf4ace00020c778c1c4d558b2940020b3700020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create PDFs that match the "Required"  settings for PDF Specification 4.0)
  >>
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice


