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Abstract

Response Modeling
Model Refinements for Timing Analysis of Runtime

Scheduling in Real-time Streaming Systems

This thesis addresses the timing analysis for embedded real-time streaming systems using a
formal model-based approach. Embedded real-time systems often run software applications
that operate over a stream of input and whose functions have intrinsic timing requirements.
For instance, a baseband processing application deployed on a mobile phone is used to process
the radio transmission received by the device and to forward the processed output to the MAC
and applications layers, and vice-versa. To meet their intended use, streaming applications
like our baseband processing example must operate above a minimum throughput and within
a maximum latency. At the same time, multiple applications are made to share resources on
a given hardware platform to achieve maximum flexibility at the lowest cost. Each shared
resource (ex. a processor) employs a scheduling technique to provide service to each task
using that resource. Resource sharing introduces delays in the execution of tasks in an
application. Consequently, rigorous timing analysis of the system is required to ensure that
timing requirements of the individual applications are met.
We use static dataflow as the model-of-execution for our systems. Static dataflow can conveni-
ently model iterative pipelined executions of tasks having varying execution times, which are
often conditioned by complex data- and control-dependencies. Such executions are charac-
teristic of data-driven embedded streaming applications, like the baseband applications that
we consider in this thesis. We work on a dataflow-based model-refinement technique, called
response modeling, to depict the execution of individual applications for a given scheduling
strategy. Starting from a dataflow model of an application that depicts the division of an
application into constituent tasks, we use this model-refinement technique to replace an actor
(i.e., a node in the graph) representing a task with a sub-graph. This sub-graph, also called
aresponse model, depicts an upper-bound on the actual execution of the real task for a given
scheduling technique. By applying our model-refinement to all tasks in an application we
compose a model that depicts the upper-bound on the execution of the entire application.
Subsequently, we use an existing timing analysis of static dataflow to obtain the latency and
throughput of the refined model of our application. As the execution of the real application
cannot be worse than that depicted by our model, we can use the latency and throughput of
our model to verify if the timing requirements of its application are met.
This thesis focuses two scheduling techniques, namely, Time Division Multiplexing (TDM)
and Preemptive Fixed Priority Scheduling (PFPS). TDM and PFPS are two of the most
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commonly used scheduling techniques in the industry and belong two separate categories of
scheduling techniques, namely, starvation-free (TDM) and non-starvation-free (PFPS). For
each candidate, we look at the state-of-the-art response modeling techniques and investigate
how they could be improved to obtain more accurate results on realistic models of a given
system.
The state-of-the-art response modeling techniques for TDM are either too pessimistic or very
restrictive in their applicability. This thesis presents two alternative response models for
TDM. The first approach exploits the fact that contiguous execution of consecutive instances
of a task in TDM exhibits a cyclic pattern. By explicitly representing the execution for each
instance in this pattern we construct a response model that accurately depicts the worst-case
execution of that task. The second approach addresses the combination of TDM with static-
ordering. In other words, instead of allocating a separate slice to each task in an application
and which are mapped onto a given processor, tasks execute in a static-order within a single
TDM slice. Experiments for our first approach demonstrate a 20% reduction in the resources
allocated to a simplified WLAN downlink. Meanwhile, experiments for our second approach
show a 40% reduction in the resource allocated to a static-order of tasks mapped to a shared
processor a realistic model of a WLAN downlink in which we combine static-ordering with
TDM.
Until recently, dataflow based timing analysis did not address non-starvation-free scheduling
techniques, like Preemptive Fixed Priority Scheduling (PFPS). This thesis presents a response
time analysis and modeling of PFPS for data-driven execution. In contrast to TDM, PFPS
is a work-conserving scheduling technique that does not guarantee a minimum service to a
task. In other words, if higher priority tasks execute too frequently, then a lower priority
task will starve of service. Our key observation for PFPS is that data-driven execution of
applications may not conform to conventional real-time event models. This thesis presents a
critical-execution that minimizes the duration between the execution of consecutive instances
of a higher priority task, and maximizes the execution of each instance. Using this critical
execution we obtain an upper-bound on the interference a higher priority task can cause to
the execution of a lower priority task. Subsequently, we define a worst-case response function
for consecutive instances of a lower priority task. This worst-case response time function
is then used to construct our response model for PFPS. Our experiments show that our
approach has a broader applicability than the concurrently published literature on dataflow
analysis of PFPS for data-driven systems. This thesis also presents two refinements to our
basic technique. The first exploits the static-ordering among higher priority tasks to obtain a
more accurate bound on the interference. Our ability to account for static-ordered execution
of higher priority tasks demonstrates an 80% reduction in computed worst-case response
time of a lower priority task as compared to a contemporary dataflow analysis. The second
refinement obtains a more accurate bound on the interference for scenarios where the higher
priority tasks have a strictly periodic source.
An important objective of our work is to analyze the performance of different scheduling
alternatives for the given timing requirements of systems. As a proof-of-concept, this thesis
presents a quantitative comparison of scheduling techniques for an industrial case-study
provided by Ericsson BV, Eindhoven, in which two 4G-LTE receivers are deployed on a
proprietary heterogeneous multi-processor platform. Our study aims to find which between
the two candidate scheduling techniques satisfies the timing requirements of our system at
lower power consumption. Our study concludes that TDM outperforms PFPS and relatively
consumes less power as compared to PFPS to satisfy the timing requirements of our system.
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Chapter 1

Introduction

Embedded computing has unarguably taken center-stage in the technological advancements
in everyday life. From the electronic appliances in our kitchens to the smart infotainment
systems in our living rooms and the automobiles in our garages, every item comes equipped
with a certain degree of compute-capability. Moreover, such embedded computing devices
are increasing exponentially not just in number but also in complexity and in performance.
Perhaps the most visible example of this embedded revolution is in the mobile handset and
smartphone market. A recent report [1] shows a staggering 3.7 billion unique mobile users
globally (one in every two people on our planet!).

To effectively meet their intended use embedded devices must often comply with strict tim-
ing constraints or requirements. For instance, a mobile phone must decode the received
radio signal at a certain rate to produce a comprehensible audio output during a telephonic
conversation. As embedded software become more complex their executions become less pre-
dictable. Thus more robust and rigorous analysis of systems is required to ensure their timing
correctness.

Current industrial practices usually rely on the subjective judgment of
experienced software architects and developers. This is however risky since
eventual timing errors are only detected after implementation and integration,
when the software execution can be tested on a system level, under realistic
conditions. At this stage, timing errors may be very costly and time-consuming
to correct.

Rafik Henia [27] in context of real-time software, Keynote @WATERS2014.

We find that the industry should adopt more formal and methodical design and analyses
of systems to obtain guarantees on system behavior and performance. However, we observe
an inherent resistance to the use of formal model-based development in industrial practice.
It is generally agreed that employing such approaches will deliver high-quality and reliable
software. However, achieving a sound and robust solution requires significant time and ef-
fort to understand the underlying formal concepts and the requirements of the application
domain. Without this gestation period, that does not deliver any visible output, a formal
design approach may often have several limitations. This may result in a solution that is only
applicable to a subset of the scenarios being considered by system designers. At the same
time, formal concepts are difficult to understand and to adopt, and often require developers
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to abandon conventional software development (anti-)patterns. This amalgamation of un-
favorable conditions and the necessity of decision-makers to keep the proverbial ball rolling
contributes to the continued resistance to the widespread adoption of formal model-based
development in the industry.
Reliance on engineering experience, extensive simulations, and test-runs of developed products
are seen as a preferred practical alternative. This approach has a predictable time-frame and
is based on the technical understanding of experts in the application domain. However, the
main problem here is that several behavioral properties are implicitly and wrongly assumed
to hold for all possible uses-cases of the system. At best, these conventional practices can
establish an empirically high likelihood of compliance with the expected behavior of the sys-
tem. They cannot, however, establish guarantees on system behavior. Unfortunately, the
empirically established likelihood of compliance is much higher than the actual compliance
of a developed product. With the ever increasing complexity of embedded systems, we can
only expect this gap to further widen. Thus, we find that the preferred industrial practices
can no longer sustain the responsibility of ensuring that system requirements are met.

The best way to sell a mousetrap is to display some trapped mice

David Parnas [49] in IEEE Computer April 1996 when describing solutions to
why formal methods are not used more often in software practice.

An opportunity to investigate and demonstrate a model-based timing analysis was provided
by Ericsson1 in context of the baseband processing in their upcoming mobile handsets. A
baseband processing application, also called a radio application, is used in a mobile handset
for encoding and decoding of the data that is sent and received over a radio signal. The task
given by Ericsson was to investigate the feasibility of deploying multiple radio applications,
each with its own strict timing requirements, to run simultaneously on the same hardware
platform. We refer to these systems as multi-radio systems. Two observations were made
about the then employed analyses at Ericsson: 1) compliance to timing requirements was
verified against rigorous empirical testing; and 2) timing-related design choices, such that
the resource scheduling policy, were made using a cursory understanding of the performance
of candidate scheduling techniques without formal quantitative evidence to support such de-
cisions. The goal of this case-study is to devise a design-time analysis that, firstly, guarantees
the throughput and latency requirements of the system; and secondly, the analysis provides
quantitative evidence to support the choice of a scheduling policy over other candidates for
a given system.
This thesis presents our work on model refinements for the timing analysis of embedded real-
time streaming applications, i.e. the domain that radio applications belong to. We focus on a
graph-based formal abstraction, namely dataflow, to model the execution of a radio applica-
tion. Given dataflow models of our radio applications and a description of their deployment on
a hardware platform, we propose model refinements to account for the impact of this deploy-
ment on the execution of the individual applications. Our refinements can be then analyzed
using existing dataflow analysis techniques to verify if the timing requirements of the indi-
vidual applications are satisfied. At the start of our work, the state-of-the-art dataflow-based

1Ericsson (previously ST-Ericsson), R&D - Modems department, at the High Tech Campus (HTC), Eind-
hoven, The Netherlands. The Ericsson office at the HTC was closed down in November 2014 due to internal
re-organization.
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model refinements were applicable only to starvation-free scheduling. Additionally, they were
often pessimistic in their depiction of the worst-case execution of an application and/or used
restrictive assumptions about a scheduling technique. We address both these topics in our
thesis. We propose several improvements to the state-of-the-art model refinements for the
timing analysis of embedded real-time streaming applications. We also demonstrate that we
can achieve the goals of the case-study provided by Ericsson.

The rest of this chapter is organized as follows: we first introduce the broader category of
embedded real-time streaming applications. We then zoom in on software-defined radios, i.e.
the modern day form of radio applications, that we concern ourselves within this thesis. Here
we give an overview of their functional composition, timing characteristics and hardware
platform. We also illustrate the need for multi-radio systems. Next, we highlight the need
for effective resource management to facilitate adequate service to all applications running on
a resource-shared system. Here we briefly introduce the characteristics of the systems that
we must consider for their timing analyses. We then introduce dataflow, the formal model
used in this thesis to depict the timing behavior of our systems. We clarify our motivation
to further investigate the scope of dataflow in modeling the effect of a runtime scheduler on
the execution of individual applications. Next, we enunciate the problems addressed in our
work and sketch the approach to our proposed solution. We then list our contributions; and
lastly, we outline how the rest of this thesis is organized.

1.1 Embedded real-time streaming applications

A streaming application is an application that operates over a long, potentially infinite,
sequence of input data and produces meaningful output. It consists of a pipelined sequence
of tasks that is conditioned by complex execution dependencies. The word ”embedded”
emphasizes the fact that applications are deployed on systems with a thin or absent operating
system, and with restricted resources like memory, power, processing capacity, etc. Examples
of embedded streaming applications include audio and video processing, radar tracking, and
automotive control systems.

Many embedded applications are also categorized as real-time applications. This means that
the correctness of the results produced by executing these applications depends not only on
the functional correctness of the values produced but also on the time at which these values are
produced. We consider two types of timing requirements in this thesis, namely, throughput
and latency. A throughput requirement defines a minimum rate at which the stream of
inputs data must be processed and/or output data must be produced. For instance, a video
processing application must display a certain number of frames per second, else the video
is deemed unwatchable. Meanwhile, a latency requirement specifies a maximum duration
between the arrival of an input data item and the production of output. For instance, a video
game that does not reflect the action instructed by the player via the controller or keyboard,
within a short duration (i.e., almost instantaneously) is deemed unplayable.

Real-time applications can be further categorized based on the strictness of the requirements.
A hard real-time application is one where the requirements of the system must be met. A
violation of a requirement is deemed sufficient for disqualification or failure of the system.
A firm real-time system is one where the occasional violation of timing requirements may
be tolerated though the overall quality of service may degrade. Also, the results or outputs
that violated the requirement are rendered unusable. A soft real-time system is one in which
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violation of requirements is undesirable as it degrades the quality of the result.
There are many factors that influence whether a system should be treated as hard, firm, or
soft. Safety-critical systems, like the airbag system in a car, or avionic control system, where
the failure of the system may have catastrophic consequences are always categorized as hard
real-time systems. Whereas, if a ”live” broadcast that takes longer to reach the television
set at home, as compared to a television set in a neighboring house is not as critical and is,
therefore, a soft real-time system. Meanwhile, a Wi-Fi modem that does not acknowledge
incoming packets from the base-station within a specified time will cause the base station
to keep resending packets. While incidental violations of the acknowledgment deadline may
not have much consequence, frequent violations may effectively deny service to the end-users.
On one hand, this is not a critical or life-threatening situation and, while on the other,
market dynamics demand strict conformance to communication protocols and performance
standards which include ensuring that deadline violations do not exceed a bare minimum. In
such situations, systems may be categorized as firm.

1.2 Software Defined Radio (SDR)

Software-Defined Radio (SDR) is used to refer to a class of embedded real-time streaming
application used in wireless communication. The term Software-Defined Radio was coined by
Joseph Mitola in 1992 [43]. In SDR we use software programs to realize some or all stages of
processing involved in the reception and/or transmission of an input and/or output stream,
modulated and coded according to a given radio transmission protocol. The typical stages in
SDR can be listed as follows:

• Radio-Frequency (RF) filtering and conditioning stage, normally done in the analog
domain;

• Conversion stage, where the analog signal is sampled and quantized to a digital signal
(in the case of the receiver) or converted from digital to analogue (in the case of the
transmitter);

• Baseband processing stage, where the digital signal is (de)modulated and (de)coded;

• Application layer processing, which may include higher layer communication protocols
(eg: a TCP/IP layer on a WLAN), or simple direct use of the raw received data for
some user application, such as voice communication.

Figure 1.1 depicts a template block diagram that illustrates the typical stages in baseband
processing for SDR. Input data is received over a radio signal by the antenna of a mobile
device. This radio signal is down-converted (RF filtering) and digitized before being passed
forward for baseband processing. The digitized signal is first demodulated and then de-
coded to retrieve the actual input data that is then sent to the corresponding application
that uses this data. To focus on the baseband processing stages, we abstract the reception,
down-conversion, and digitization as a single stage. Similarly, we abstract the processing of
decoded data as a single post-baseband or application processing stage. Meanwhile, baseband
processing is represented using two stages, namely, demodulation and decoding. These stages
may be further broken down into numerous sub-stages depending upon the actual SDR being
implemented. A control algorithm monitors and coordinates the entire flow of execution.
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For proper functioning of baseband processing, we consider that: 1) the stream of input
data should be processed in a FIFO order; and 2) the processing must be performed within
a certain duration and/or at a certain rate. Thus we categorize a radio application as an
embedded real-time streaming application. While radio application is not safety-critical, they
are used in very volatile and competitive market. Consequently, a radio application is often
categorized as a firm or hard real-time system. This means that a significant amount of effort
is spent to verify if a radio application satisfies its timing requirements.

Application 
processing 

Demodulation 
RF filtering and 
A/D conversion 

Decoding 

Control 

Figure 1.1: Block diagram illustrating the typical stages in an SDR.

1.2.1 Baseband hardware architecture

Different stages in the digital baseband have characteristically different processing patterns
[44]. For instance, demodulation involves heavy vector and matrix operations, whereas decod-
ing stage involves numerous bit manipulation operations. We often use specialized hardware
for each characteristically different computation to boost their performance. For instance,
demodulation is best suited to run on a vector processor that can handle several simul-
taneous multiply-and-accumulate operations. Meanwhile, decoding can be realized through
a number of Application-Specific Integrated Circuit (ASIC) accelerators. The entire base-
band processing is controlled using some finite-state-machine, typically implemented on a
general-purpose processor. Consequently, we deploy our baseband processing application on
a heterogeneous multi-processor platform, like a Multi-Processor System-on-Chip (MPSoC),
that provides computation specific processors in combination with general purpose ones. Data
is typically transferred via a common memory, whereas control information is passed via a
dedicated network interconnect. A template of the SDR hardware platforms we consider in
this thesis is depicted in Figure 1.2. Deploying such operations on specialized hardware also
allows us to reduce chip-area and power consumptions while achieving higher computational
performance.

1.2.2 Multi-radio Systems

The evolution of wireless communication has seen the emergence of several radio standards.
Modern smartphones support a variety of radio standards. This is both because, firstly, dif-
ferent standards are developed to handle different types of data transfers, two-way telephony,
two-way data-link, navigation, etc. Secondly, there may be several different standards for
each type of communication link either due to their different technical merits (range, data
rate, latency, vulnerability to noise, etc) or political and intellectual property-related issues.
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Accelerators General purpose 
processor 

Vector 
processor 

Memory 

Network Interconnect 

Accelerators ASIC 

Figure 1.2: A heterogeneous multi-processor system on chip

Type Standards
Navigation GPS, Galileo

Cellular: 4G LTE, LTE-Advanced

Cellular: 3G+ CDMA2000, TD-SCDMA, UMTS

WLAN 802.11a, 802.11b, 802.11g,802.11n, WiMax

WPAN Bluetooth, UWB, NFC

Table 1.1: Overview of different radio standards available on modern smartphones

An overview of some of the different standards deployed on mobile phones is listed in Table
1.1
Modern smartphones also support simultaneous communication via multiple radio applica-
tions, where each application may comply with a different radio standard. For instance, to
improve overall bandwidth and reduce congestion over a network through the combined us-
age of cellular standards like 3GPP with local infrastructure based networks like WiFi [29].
Another use-case in which a person desires to operate multiple radio applications each for an
independent purpose is stated as follows:

A hiker listens in to a digital radio station, via a cordless Bluetooth headset,
while keeping track of his/her position using GPS. All the time, in the
background, the phone is listening to a cellular network for incoming calls.
Another real-life scenario is simultaneously operating over two cellular networks
in dual-sim phones.

Moreira [44] illustrating the need to support simultaneous execution of multiple
independent radio applications on a single device

.
While it is feasible to deploy one independent programmable platform per radio application it
is reasonable to expect that, to allow maximum flexibility at the lowest cost, applications in
our multi-radio systems will be required to share computation, storage, and communication
resources. Thus there arises a need for efficient scheduling mechanisms that can provide
adequate service to each application such that its timing requirements are satisfied. To
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qualify a scheduling mechanism against the timing requirements of the system at design time
we need to understand the effect of the scheduling mechanism on the execution. Let us first
start by understanding the execution architecture of our system.

1.3 Execution architectures

In this section, we give an overview of execution architectures for embedded real-time stream-
ing systems. Depending on how tasks of an application are activated, we can classify a system
as follows:

Time-triggered architectures

In time-triggered systems, tasks are executed according to a pre-determined task schedule.
An extensive overview of research on time-triggered systems can be found in [32, 33]. Time-
triggered architectures are implemented using synchronous languages like Lustre [23], Esterel
[9] and Signal [35]. These languages rely on the synchronous hypothesis which states that each
action/-task is atomic and can be seen as instantaneous. Using this hypothesis, deploying
multiple tasks on a processor is deterministic because no choice has to be made with respect
to interleaving the execution of the tasks. Thus a schedule is an ordered list of tasks instances
and their respective activation times, that is determined at compile time itself. The job of
the resource manager at runtime is to keep track of the time and activate each task instance
at the appropriate clock signal.
A problem with a time-triggered system is that it assumes knowledge of all activity on a
system a priori at compile time. This is not always the case. For instance, depending on
the network conditions at runtime we may wish to switch between or use a combination of
different radio applications (as illustrated in section 1.2.2).

Event-triggered architectures

Event triggered systems are systems where tasks are activated on events, like the arrival of
data. Since the time at which these events occur is not known at compile time, the resource
manager must decide at runtime which task must execute at which instant. The resource
manager makes this decision based on some scheduling policy. Execution of different tasks in
such systems may be interleaved with each other. The advantage of event-triggered systems
is that not all information about the system needs to be known at compile time. Thus this is
more suitable for systems in which applications may be started and stopped at runtime, as
is the case in our multi-radio systems. The disadvantage is that the decision-making process
has an added runtime overhead. In the context of streaming applications, we identify two
types of event-triggered systems:
Strictly periodic systems: In these systems tasks are activated or released in the system at
strict periodic intervals [5, 11]. This means that even though it may be possible to execute a
task sooner, it is released for execution only at the next period. Each time a task is activated
or finishes a resource manager decides, based on some scheduling technique, which among
the released tasks the processor must execute.
The advantage of these systems is that they can use a wide range of analysis techniques for
runtime scheduling available in conventional real-time scheduling theory [12, 56, 16]. However
the use of periodic task releases prevents us from exploiting the dynamic behavior within
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an application. For instance, a shorter execution of a task cannot compensate for longer
executions to maintain the throughput of the system. Strictly periodic systems also cannot
handle situations where a task takes longer than its period to finish execution.

Data-driven systems: This thesis focuses on data-driven systems. In data-driven systems,
tasks are activated by the arrival of requisite input data. The advantage of a data-driven
system is that it does not require a robust synchronization mechanism, as is in a time-triggered
system, as there is no need for a global notion of time. Meanwhile, data-driven systems do
not need mechanisms to withhold task release. This may help in, for instance, reducing
memory requirements. Data-driven systems generally assume a FIFO execution in which a
task instance can be activated only after its previous instance is finished. This allows shorter
execution of a task to compensate for longer executions.

Data-driven systems do not necessarily conform to event-models studied in conventional real-
time scheduling theory. This hinders the analysis of scheduling techniques deployed to sched-
ule tasks sharing the same processor in a data-driven system. A primary concern of this
thesis is to strengthen the analysis of scheduling techniques for data-driven systems.

1.4 Runtime scheduling for data-driven systems

A resource manager2 for an event-triggered system must decide at each runtime event, which
task to execute next and on which processor. Thus, the techniques used to make this de-
cision, are referred to as runtime scheduling techniques. We now give a brief overview of
runtime scheduling in the context of streaming applications. We will elaborate on the specific
scheduling schemes considered in this thesis in Section 1.6.

In our work, we identify runtime scheduling as starvation-free or not. A starvation-free
scheduling technique is one which guarantees service to all tasks in the system. A starvation-
free scheduling can be budget-based where each task receives a maximum budget for executing
on its processor. Time Division Multiplexing is an example of a budget based technique,
in which we allocate a fixed slice per time-frame or period to each task mapped to a pro-
cessor. Meanwhile, non-blocking round-robin scheduling is an example of a non-budgeted but
starvation-free scheduler. Non-budgeted starvation-free scheduling techniques have a more
relaxed sense of fairness as compared to their budget-based counterparts. A Non-starvation-
free scheduling technique is one that does not intrinsically guarantee service to all tasks. For
instance, in preemptive fixed priority scheduling, higher priority tasks may cause starvation
to lower priority tasks if they are activated very frequently.

Task migration:

As described in Section 1.2.1, different computational stages in SDR are realized on different
hardware to improve performance and to save costs. Thus mapping of tasks to processors is
usually known a priori. Migration of tasks may be possible if a system has more than one
processor of the same type. We choose to keep task migration during runtime scheduling, out
of the scope of this thesis.

2A system can have a one or more resource managers, and in different configurations. The configuration
of the resource managers themselves is out of scope for our work. We only consider that different scheduling
techniques may be employed on different processors.
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Figure 1.3: Example dataflow graph of an application

1.5 Dataflow modeling

Dataflow is a commonly used model-of-execution for representing timing behavior of SDR
[44] and streaming applications in general [59]. Dataflow is a graph-based formalism that
comprises of three fundamental elements, namely actors (nodes) representing computation,
directed edges representing communication, and tokens representing the data containers being
communicated across edges. An initial token placement on the edges describes the starting
state of the system. For instance, some input data may be already set at the start of the
system. This, in turn, helps determine the order of execution of actors. The clear and intu-
itive separation between the functional behavior of individual actors and the communication
channels, along with the ability to represent the initial system configuration also makes data-
flow an effective programming paradigm for concurrent applications. Figure 1.3 depicts an
example dataflow graph of an application.

There are many variants of dataflow existing today. Synchronous Dataflow is originally in-
troduced as an untimed model in [34]. Sriram and Bhattacharaya [59] extend the model by
annotating the actors (nodes) with execution time. Since then, more expressive variants of
dataflow models have been introduced to capture the increasingly dynamic nature of mod-
ern ESAs. Examples of such variants of dataflow models are CSDF [10], Mode-Controlled
DataFlow (MCDF) [44], Scenario-Aware DataFlow (SADF) [66] and Variable-Rate DataFlow
(VRDF) [75].

The main reason for the popularity of dataflow is that each variant has well-defined rules
for activation or firing of actors, and for data consumption and production. For instance, in
Single-Rate DataFlow (SRDF) [52] an actor can fire only when it can consume one token from
each input edge, and it must produce one token on each output edge at the end of the firing.
As a timed model, dataflow can conveniently hide the functional details of a computation
and depict as, for instance, a single actor and associating each firing of that actor with an
execution time of the computation that actor represents. The execution times together with
the consumption/production rules and the initial token placement, provide strong timing
semantics to the execution of the graph. For instance, the SRDF graph in Figure 1.3 depicts
three actors of which actor a has at least one initial token placed on each of its input edges,
while actors b and c each have one edge that does not have any initial token. This means
that actor a can fire as soon as the system starts, however actor b can fire only after actor a
finishes and produces a token on the edge from a to b and, likewise, actor c must wait for b
to produce a token on the edge from b to c.

A self-timed execution of a dataflow graph is one in which an actor fires as soon as there are
sufficient tokens on each of its input edges. Thus in a self-timed execution of our example
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graph, actor b fires for the first time at, and not just after, the time a first produces a token
on the edge from a to b. We find that self-timed execution is ideally suited to represent data-
driven executions of applications. Moreover, various analysis techniques exist to determine
the timing properties, like throughput and latency, of self-timed execution of a dataflow graph.
We shall present the execution of semantics of SRDF in detail in chapter 2.

1.5.1 Model refinements in dataflow

The execution semantics of dataflow provide an effective means of modeling streaming applic-
ations. Starting from a dataflow model of the application, one can apply dataflow-to-dataflow
refinements that represent the timing behavior caused by specific aspects of the implementa-
tions. To illustrate some of the refinements possible consider the SRDF graph in Figure 1.4(a)
that represents the baseband processing template for an end-user device depicted in Figure
1.1. Each functional block in the template is represented by a single actor in our graph. The
block representing RF filtering radio signal and digitization is modeled as the actor src. The
digitized input is passed onto the first baseband processing stage, i.e. demodulation, followed
by the second stage, i.e. decoding. Applications processing is modeled using the actor snk.
We now apply some dataflow refinement techniques to this initial model we now apply.

𝑑𝑒𝑚 𝑠𝑟𝑐 𝑠𝑛𝑘 𝑑𝑒𝑐 

(a) Original dataflow model of an applica-
tion

𝑑𝑒𝑚 𝑠𝑟𝑐 𝑠𝑛𝑘 𝑑𝑒𝑐 

60 50 70 

(b) Annotating actors with execution time

𝑑𝑒𝑚 𝑠𝑟𝑐 𝑠𝑛𝑘 𝑑𝑒𝑐 

100 60 50 70 

(c) Modeling periodic input arrival

𝑑𝑒𝑚 𝑠𝑟𝑐 𝑠𝑛𝑘 𝑑𝑒𝑐 

100 60 50 70 

(d) Modeling buffer capacity

Figure 1.4: Model refinements in dataflow

Recall from section 1.2.1 that different functions in baseband processing are implemented to
run on a specific processor. We can now measure the execution time of these implementations
take on their specific processors and use it to annotate our dataflow actors. Thus we attribute
an execution time to actors dem and dec, as illustrated in Figure 1.4(b). Similarly, the time
taken for the post-baseband applications processing is attributed to actor snk.
Next, we model the arrival of input data that is received by a mobile device from the base-
station. This input arrives via a radio signal, at regular intervals. We can depict the periodic
arrival of input, say every 100 µsec, from the external source by attributing an equivalent
execution time to the actor src. Additionally, we must also add the self-edge (an edge
originating from, and terminating at the same actor), as depicted in Figure 1.4(c). This
model refinement works as follows: A firing of src must consume this lone token from its only
input edge, that is, its self-edge. As there is no token on this self-edge during a firing, the
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next firing of src must wait for its previous firing to first finish and produce a token back on
to this self-edge. At the end of a firing src produces a token on each output edge, that is, the
edge from src to dem and its self-edge. In a self-timed execution, the next firing of src starts
as soon as its previous firing finishes and produces a token on the self-edge. In other words
src fires periodically with an interval equal to its execution time. Thus, the src produces a
token on edge from src to dem every 100 µsec, mimicking the arrival of radio input from the
base-station.
At the moment the communication channel from the demodulator to the decoder is depicted
as the edge from dem to dec (denoted as (dem, dec) for shorthand). The execution semantics
of dataflow does not define a limit on the number of tokens that can be produced on an edge.
Consequently, the capacity of the communication channel between the demodulator and the
decoder, at the moment, is unbounded. However, in practice the memory space allocated for
a communication channel is finite. Recall that the correct functioning of a radio application
cannot allow for data loss during the baseband processing. To prevent overwriting or dropping
data produced by the demodulator, one can implement a blocking mechanism that prevents
the demodulator from executing if the buffering capacity of the communication channel is full.
Say that the memory allocated to the communication channel between the demodulator and
decoder is sufficient for sending at most 3 data containers. This can be modeled by adding
a (back-) edge from dec to dem with three initial tokens, as depicted in Figure 1.4(d). Each
time dem fires, it consumes one token the edge (dec, dem) and produces one token on edge
(dem, dec). If there are no tokens on (dec, dem) then dem cannot fire anymore. It must then
wait for dec to produce a token on (dec, dem), for which dec must first consume a token from
the edge (dec, dem), thereby clearing up one memory space in the communication channel
between the dec and dem.

1.5.2 Response modeling: depicting the execution of a task on a
processor

Dataflow modeling is also used to represent the execution of a task on a processor, including
when multiple tasks are mapped to the same processor. When a processor is shared among
multiple tasks, the scheduling technique employed by that processor may interleave the ex-
ecution of different tasks. Consequently, the duration between the arrival and finish of a
task instance can be much longer than its attributed execution time. Refinement techniques
exist in which an actor originally depicting a task in the dataflow model of an application
is replaced by a sub-graph. The self-timed execution of the sub-graph depicts the duration
between the arrival and finish, i.e. response time, of the task. We refer to this sub-graph
as the response model of that task, and to the refinement techniques in general as response
modeling.
The so-called latency rate model [76], illustrated in Figure 1.5(a) is a commonly used response
model for any scheduling technique that belongs to the class of latency-rate servers [62]. A
latency rate server is a scheduling technique that provides a constant rate of service (or access
to the processor) to execute a task after some initial waiting time. Time Division Multiplexing
(TDM) is an example of a latency rate server. We will discuss latency rate model of a task
for TDM in detail in chapter 3. By response modeling each task for the scheduling technique
employed by the processor that the task is mapped to, allows us to compositionally model the
execution of the application as a whole. In Figure 1.5(b), we illustrate the response modeling
of our example.
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𝑟𝑎𝑡𝑒 𝑙𝑎𝑡𝑒𝑛𝑐𝑦 

(a) Latency rate
model

𝑠𝑟𝑐 𝑑𝑒𝑚𝑙  𝑠𝑛𝑘 𝑑𝑒𝑐𝑙  𝑑𝑒𝑚𝑟  𝑑𝑒𝑐𝑟  

(b) Response modeling for our SDR example

Figure 1.5: Response modeling in dataflow

Goals of response modeling

The goal of response modeling is to obtain a refined dataflow graph such that the actual
execution of the application on a given system is always faster than the self-timed execution of
this refined graph. Using existing dataflow analysis (discussed in chapter 2) we can determine
timing properties like the throughput and latency of the graph in its self-timed execution.
As the actual execution of the application is always faster, its throughput and/or latency
cannot be worse than the minimum throughput and maximum latency computed for our
refined graph. Consequently, the timing analysis of our refined graph, allows us to establish
guarantees on the throughput and/or latency of the actual application.
Response modeling depicts the effect of a scheduling technique on the execution of a task.
Consequently, one can use response modeling to configure or optimize the parameters of the
scheduling technique. Furthermore, response modeling can be studied alongside other model
refinement techniques to explore trade-offs and develop effective solutions for a given system.

Limitations in state-of-the-art

Prior to the start of the work presented in this thesis, response modeling solutions only focused
on starvation-free scheduling techniques [76, 48, 60, 58]. In many cases, the response models
proposed therein are for a specific application type, like memory controllers [60, 58], thus
making application specific assumptions on the scheduling technique. On the other hand,
more generic solutions like the latency rate model provide a pessimistic representation of the
worst-case execution of a task, for a given scheduling technique.
On the other hand, analysis of non-starvation-free scheduling such as preemptive-fixed priority
scheduling has been only recently attempted [26, 25]. Furthermore, these approaches can only
be applied to a restricted class of data-driven applications, namely ones with a strictly periodic
source.

Contemporary analysis

Due to the aforementioned limitations, system designers may turn to contemporary analysis
techniques like Modular Performance Analysis (MPA) and Symbolic Timing Analysis for
Systems (SymTA/S) that provide support for applications modeled in dataflow. These ap-
proaches involve a model transformation from dataflow to their respective formalisms. Here,
components that represent the execution of the individual tasks in an application can be com-
bined together to model the entire application. MPA [73] is a performance analysis based on
Real-Time Calculus [68]. It uses event arrival curves to upper- and lower-bound the amounts
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of events that arrive in each time interval and service curves to bounds the available service
for each time interval. Each component in MPA represents a task and receives an input ar-
rival curve and an input services curve which is used for local analysis to generate an output
arrival curve and an output service curve. SymTA/S [28] is a contemporary performance
analysis technique that uses standard event models to represent traffic between individual
components (tasks) and the traditional real-time analysis techniques, like [36, 70], are used
for the local analysis of components. Both approaches use fixed-point iteration to resolve
dependencies between resources [30, 61]. Both techniques provide support for a wide range
of scheduling techniques, both starvation-free and not. However, MPA and SymTA/S have
difficulties with cyclic data dependencies in applications, whereas this is not a problem for
the dataflow analysis. Cyclic dependencies are often used to model finite buffer capacities
with blocking read/write mechanism. Several works in the dataflow analysis domain consider
such finite size buffers with blocking read/writes. Algorithms based on dataflow analysis
techniques have been developed for the computation of the sizes of such buffers which en-
sure the liveness of a dataflow graph [21, 8] and which allow sufficient pipelining to meet
the throughput of the application [64, 74, 45]. More recent work extends MPA with arrival
curves in the time domain to add correlation between events in different streams [69], which
uses dataflow as the underlying model. However, it supports only the simplest variant of
dataflow, namely Single-Rate DataFlow. Furthermore, algorithms exploiting the cyclic data
dependencies, such as buffer sizing algorithms, are not available.

1.6 Problem description

Recall that the aim at Ericsson is to simultaneously run multiple radio applications, each
with its own strict timing requirements, on a given hardware platform. To allow maximum
flexibility at the lowest cost, the individual applications will be required to share the processors
on the underlying hardware platform. A question arises on which scheduling technique(s) the
processors should employ. Thus, a problem statement is formulated as follows:

Given a set of radio baseband processing applications, each with an independent
throughput and/or latency requirement, and a task-to-processor mapping for a
given a heterogeneous multiprocessor hardware platform, devise a methodology
to determine which scheduling scheme would be more suitable to employ on the
given system.

We consider that each application is modeled as a dataflow graph. Furthermore, we consider
that the hardware platform is described as a set of processors.
We find that the inherent advantages of dataflow in handling cyclic dependencies makes it
more suitable for timing analysis of streaming systems, as compared to MPA and SymTA/S.
Thus, we focus on devising a methodology that uses response modeling for depicting and
analyzing the execution of the individual applications on the given shared platform.
Recall from Section 1.3, the scheduling techniques can either be starvation-free or not. We
choose one scheduling technique from each category and devise a method to compare the
two candidate scheduling techniques. For our thesis, we choose Time Division Multiplexing
(TDM) as our candidate from the class of starvation-free scheduling, while we choose Preempt-
ive Fixed Priority Scheduling (PFPS) as our candidate from the class of non-starvation-free
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scheduling. Both candidates are commonly used in industrial practice for their simplicity of
implementation. To address the challenges in performing a quantitative comparison of the
PFPS and TDM, we briefly discuss the state-of-the-art in response modeling for the individual
scheduling techniques.

1.6.1 Time Division Multiplexing (TDM)

TDM is a periodic type of budget scheduling, achieving independent execution of applications
by dividing a fixed time frame (the replenishment period) into various slots, each assigned to
a single task of an application. Within one replenishment period, an application can execute
this task only in the time slot assigned to it, referred to as the slice.
Typically, the execution of a task for TDM is captured in dataflow by using a latency-
rate response model [76]. The model uses a linear over-approximation to upper-bound the
execution of a task, for TDM. We find that the latency rate model is pessimistic and causes
over-allocation of resources for TDM. After careful study of the actual execution of a task for
TDM, we further find that the difference between the modeled bound and the actual execution
of the task increases proportionally to the difference between the period and the slice size
allocated to a task. Staschulat and Bekooij [60] propose a response model for Priority-based
Budget Scheduling that can be also applied to TDM. The model is accurate in characterizing
the worst-case execution of a task for TDM. However, it is only applicable in cases where the
size of the slice allocated to a task is a multiple of the worst-case execution time of a task.
This is a very restrictive assumption. For instance, it is often found that the execution time
of the task is larger than the size of the slice it is allocated. Another approach, also based
on the latency rate model, is proposed in [25]. This does not pose any restriction on the slice
size, however, it assumes that input to the application it belongs to, is strictly periodic.
Thus the problem that we address in the context of Time Division Multiplexing is to propose
a generic model refinement that models the execution of a task for TDM without imposing
restrictions on the execution time of the task or the size of the allocated slice, or the arrival
pattern of input to any task in the application.

1.6.2 Preemptive Fixed Priority Scheduling (PFPS)

PFPS is a work-conserving scheduling technique in which the processor executes the highest
priority active task at any given instant. If a higher priority task receives its requisite input
when a firing of a lower priority task is executing, the processor will preempt this firing to
first execute a firing of the higher priority task. Only once it has finished executing the firing
of the higher priority task, can it resume the firing of the lower priority task.
The dataflow community has long avoided attempting to analyze the non-starvation-free
scheduling techniques, like PFPS. This is because the analysis of a task for PFPS requires us
to characterize the interference of tasks mapped to the same processor and having a higher
priority than our task. Characterizing the interference of higher priority tasks is non-trivial as
they themselves are aperiodic and data-driven. Hausmans et al [26] propose a characterization
of the interference from higher priority tasks assuming that the applications of these higher
priority tasks have a strictly periodic source. Also, the applications are modeled only in
Single-Rate DataFlow (SRDF). Later, an improved characterization is proposed in [25] for the
same assumption on the arrival pattern of input to an application. The improved technique,
however, is also applicable to the broader category of Multi-Rate DataFlow (MRDF), of
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which SRDF is a subset. In our work, we address the analysis of task execution for PFPS,
without any assumption on the arrival of input to any task in the graph.

1.6.3 Static-ordered scheduling

In addition, to employing TDM or PFPS, which are both runtime scheduling technique, we
also look at combining each technique with static-ordered scheduling, an offline scheduling
mechanism. In static-ordered scheduling, we compute a static-order of execution for tasks
mapped to the same processor, at compile time. A static-order of tasks is essentially a
blocking scheduling technique. That is, a task cannot execute unless the preceding task in the
static-order has finished. This makes static-ordered schedule unsuitable for scheduling tasks
belonging to different applications that may be started or terminated dynamically during
runtime. However, static-ordered scheduling is an effective means to ensure mutual exclusion
between tasks that are mapped to the same processor and belong to the same application.
Moreira et al combine static-ordered scheduling with TDM in [48]. They illustrate that
combining static-ordered scheduling with TDM may be used to improve the execution of
the application. They also show that while it would not be incorrect to represent statically
ordered tasks using sequentially connected response models of the individual tasks, a more
accurate approach would be to intertwine the response models together.
Meanwhile, combining static-order scheduling with preemptive fixed priority scheduling is
realized by first constructing a static-order of tasks of an application that are mapped to a
processor and then assigning the same priority to tasks. Thus instead of unique priorities
per task on a processor, we now have a unique priority per application. To the best of
our knowledge, combining static ordering with PFPS has not been studied in the context of
dataflow.
In this thesis, we focus primarily on single rate dataflow. However, response modeling can
also be applied to other variants of dataflow. We touch upon some such examples in chapter
8.

1.6.4 Quantitative comparison of scheduling techniques

The objective of our comparison is to provide quantitative evidence which indicates that
the performance of a particular scheduling technique is better than the other candidates for
the given timing requirements of the system. In this thesis, we use an existing maximum-
cycle ratio analysis [47] on the graph resulting from our response modeling to verify the
timing requirements of our system are met. Using this approach we can obtain the minimum
throughput for the data-driven execution of this application, and verify if the execution is
within a maximum specified latency requirement. When comparing the performance of two or
more scheduling techniques one may try to infer that the technique whose response-modeled
graph yields a higher minimum throughput has a better performance. However, the objective
is to identify and quantify which technique has a better performance for the given throughput
requirement. Consider the scenario where the minimum throughout obtained after analyzing
the response-modeled graphs of each candidate scheduling technique they all meet the timing
requirement specified for our system. Is it then fair to claim that the scheduling technique
that yields the highest minimum throughput has the best performance for the given timing
requirements? Meanwhile, the latency analysis only reveals whether the maximum latency
requirement is satisfied by a candidate scheduling technique, or not. Here again, we cannot
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quantify which scheduling technique has a better performance. We thus realize that we would
need to build an approach that uses an appropriate quantitative metric of performance of the
system for a given scheduling technique and given timing requirements of the system.
To the best of our knowledge, a quantitative comparison of runtime scheduling techniques
for data-driven streaming applications has not been attempted. Quantitative comparison of
scheduling techniques have been studied abundantly in context of real-time multi-processor
systems, for instance, in (and relevant reference within) [56, 16]. However, the main dif-
ference is that these systems are characterized using some variant of a periodic or sporadic
event model. Recall that data-driven systems may not conform to these event models. One
may characterize data-driven execution as aperiodic. Comparison of scheduling techniques
for aperiodic systems focuses on server-based scheduling techniques that are, in principle
always starvation free. To the best of our knowledge, a quantitative comparison between
a starvation-free scheduling technique and a non-starvation-free technique has not yet been
attempted in context of streaming applications. Additionally, tasks in conventional real-time
scheduling literature are often considered to be independent, with each task being attributed
its own deadline. Meanwhile, execution of tasks in streaming applications are conditioned by
complex (including cyclic) precedence constraints and timing requirements are specified for
an application rather than for its individual tasks.

Ensuring an apples-to-apples comparison

A comparative study of the scheduling techniques is valid only if the modeling and analysis
of our scheduling techniques are fair and unbiased. If it is not possible to eliminate all bias,
we must attempt to minimize it as far as possible. One way to achieve this is to demonstrate
that our analysis for a given scheduling technique is, for all practical purposes, as accurate
as possible. Once this has been established, we can obtain our desired quantitative support
for choosing a particular scheduling technique for our system.

1.7 Approach

We now present a brief overview of our approach to address the problems described in Section
1.6. We first discuss our approach to obtain a response model for our candidate scheduling
technique, as outlined in Figure 1.6. We then discuss our approach to perform a quantitative
comparison between scheduling techniques. Let us start by looking at our response modeling
approach for TDM and PFPS, separately:

1.7.1 Response modeling for TDM

In TDM, a task instance can execute only within the slice allocated to it. The execution of
a task instance may be interrupted several times depending on its execution time, and the
relative position of the time instant at which it is ready with respect to the position of its next
allocated slice. We first analyze this interference to the execution of a task instance. We define
a response function that describes the relationship between the arrival of a task instance and
its finishing time using the information about the replenishment period, the slice allocated
to that task on its processor, and the execution time of that task. This information can be
obtained from hardware and mapping description. We show that our response function is
continuous and monotone in execution time. Consequently, assuming the worst-case execution
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Figure 1.6: Outline of our approach for response modeling

time of a task in its response function, allows us to compute the worst-case response time
of our task. Furthermore, we find that our response function is also additive in the sense
that if task instance executes as soon as the previous instance of that task finishes, then
our response function can be used to describe the relationship between the finishing time
of the current task instance and the arrival time of the previous task instance. Defining
such a relation relies on the notion that contiguous execution of consecutive instances can be
treated as a single block of execution in our response function. This allows us to model the
(worst-case) response time of a burst of task instances. A burst is a collection of consecutive
task instances in which each succeeding instance in the burst starts to execute as soon as the
preceding instance finishes. Analyzing the execution of a task across consecutive instances is
found to increase the accuracy of the analysis, and has been also addressed in contemporary
timing analysis for streaming applications [42, 51, 25].
Using our response time function we find that the worst-case finishing times in a burst of task
instances, for TDM, exhibit a cyclic pattern. We treat each instance in the cycle separately
to construct a response model. Thus we accurately specifying the worst-case finishing time
of each instance.

1.7.2 Response modeling for PFPS

In case of PFPS, the hardware description specifies a fixed priority per task per processor
along with their execution times. We use the execution times of all higher priority tasks
on that processor to first compute the interference that they may cause to the execution
of a lower priority task. We use this interference analysis to define a response function for
PFPS. Similar to TDM, we observe that the response function for PFPS is also monotone
in execution times. Thus assuming the worst-case execution time of tasks mapped to a
processor, we can compute the worst-case interference that higher priority tasks cause to the
execution of a lower priority task. Thereby, we also obtain the worst-case response time of
the lower priority task.
We use our response function for PFPS to obtain the worst-case response time for a burst
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of task instances. Unlike TDM, however, we do not observe a cyclic pattern in the finishing
times of the individual task instances in a burst. Instead, we first identify the contribution,
called response increments, of the individual instances in a burst to the worst-case response
time of some arbitrary burst. We now construct a response model using these increments,
such that the instance that follows the last instance in the burst is attributed the response
time of the first instance in the burst, and so on. We show that our thus constructed response
model accurately models the worst-case finishing times for each instance in the modeled burst,
and over-approximates the worst-case finishing times for each instance thereafter.
We find that our response modeling approach for PFPS is generic and can be applied to a
broad category of scheduling techniques, including TDM. By choosing to model a burst of
task instances equal to the length of the cyclic pattern, our new response model is as accurate
as our earlier response model for TDM. Furthermore, the flexibility of choosing the length of
the modeled burst allows us to explore trade-offs between the complexity of the analysis and
its accuracy. We find that this comes especially handy when trying to obtain a quantitative
comparison of scheduling techniques for practical use-cases.

1.7.3 Quantitative comparison of scheduling techniques

As introduced in the starting of this chapter, the motivation behind our work is to demon-
strate a formal design time analysis for the quantitative comparison of scheduling techniques
for Ericsson’s multi-radio systems. Here we look at a dual-sim-simultaneous-access scenario
in which we consider the simultaneous execution of baseband processing of two LTE ap-
plications running on a shared multi-processor platform. The result of our analysis should
provide conclusive quantitative evidence to support the implementation one of the candidate
scheduling techniques for the given multi-radio system.

Choosing a comparison metric

The execution time of a task, i.e. the time taken by the processor to execute a task, directly
depends on the supply voltage of that processor. In particular lower the supply voltage, longer
the execution time of a task. Meanwhile, by decreasing the supply voltage of the processor
reduces the power consumed by the system as a whole. As in mobile systems operate on a
limited power supply (i.e. its battery) it is vital to minimize power consumption and increase
battery life. Keeping in mind this relation between execution times and power consumption,
we can attempt to obtain a maximum factor by which we scale or alter the nominal execution
times3 of all tasks in the system such that we satisfy the timing requirements for all applica-
tions in the system. This factor can be used to deduce the minimum supply voltage for our
system. Depending on the scheduling technique used, the maximum factor that satisfies the
timing requirements of a system can be different. Thus we use this factor as our quantitative
metric for comparing the performance of TDM and PFPS.
Our approach is similar to the notion of speed-up factors used to compare scheduling tech-
niques and schedulability test in conventional real-time scheduling literature [50, 31]. In
conventional real-time theory, the speed-up factor of a scheduling technique indicates the
factor by which the overall speed of a system would need to be increased (i.e., the factor by
which execution times of the tasks in a given task-set would have to be reduced) so that a

3The nominal execution times are the worst- and best-case execution times provided by the system engin-
eers at Ericsson for the hardware configuration under consideration
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given task-set that is known to be schedulable for an optimal scheduling technique for the
class of problems considered is also schedulable for the scheduling technique under study.
We can also have a relative speed-up factor to compare the performance of two non-optimal
scheduling techniques. In contrast, our approach obtains the maximum factor by which we
can alter (i.e. increase of decrease) the nominal execution times of all tasks in our system
such that the timing requirements are satisfied. Thus it is an absolute metric of comparison
with itself. We then compare the factors obtained for our candidate scheduling techniques.

Devising an analysis approach

Figure 1.7 outlines our approach for obtaining a quantitative measure of the performance
of a given scheduling technique. We start with some nominal execution times for the tasks
in our system. We use these execution times in our respective response models to obtain a
response modeled graph for each scheduling techniques, separately. Next, we perform timing
analysis on the response modeled graph, to check whether or not the timing requirements of
each application are satisfied. Depending on the result of the timing analysis we scale up or
scale down the execution times of all tasks in the system by a common factor, and repeat
the above steps. Through this iterative approach, we arrive at a maximum factor for scaling
the execution times for a given scheduling technique such that the timing requirements of
each application are satisfied. Finally, we compare the minimum scaling factors we obtain for
TDM and for PFPS to identify which scheduling technique allows us to execute at a higher
maximum scaling factor and, thus, at a lower supply voltage.

Application model 
 

Hardware & Mapping  
Description 

Choose Supply Voltage 

Model Refinement 

Timing Analysis 

Obtain Minimal supply 
voltage 

Figure 1.7: Outline of our approach for quantitative performance analysis

Practical considerations

In practice, the analysis of resource scheduling for an industrial platform poses its own set of
challenges. One particular hurdle we often encounter is that inconvenient system configura-
tions (like values of execution times, slice sizes, etc.) would result is very large and complex
response modeled graphs. The analysis of graphs with such complexity can be excruciatingly
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long, not to mention that we have several iterations of this analysis. To resolve this we apply
several workarounds often involving approximation techniques. At each step, we empirically
show that our workarounds have little effect on the accuracy of our results. This allows us to
obtain, within a reasonable error margin, an apple-to-apple comparison of TDM and PFPS.

1.8 Contribution

The primary contributions of this thesis are as follows:

• A response model for TDM We propose an accurate response model by exploiting
the fact that consecutive task instances exhibit a cyclic pattern of execution, for TDM.
We also show that the proposed response model is always more accurate than the latency
rate model. We compare the results of using our response model to the state-of-the-art
latency-rate model for a simplified wireless LAN down-link application and observe a
20% improvement in resource allocation. The work presented in this chapter has been
published in [40].

• A response model for TDM combined with static-ordered scheduling As
demonstrated in [48], the individual latency rate models of static-ordered actors can be
interleaved together for a more accurate representation of the static-ordered execution
of our tasks. We find that such an interleaving is not directly possible for our response
model for TDM. Instead, we propose an alternate approach that represents the static-
ordered execution using a single response model. Here we use cyclo-static dataflow
instead of single-rate dataflow. We show that our new response modeling approach is
as accurate as our earlier approach. Additionally, it can also accurately represent the
static-ordered execution of tasks, for TDM. The work presented in this chapter has
been published in [39].

• Interference analysis for PFPS When addressing preemptive fixed priority schedul-
ing, we first propose a technique to derive the interference the data-driven execution
of higher priority tasks can cause to the data-driven execution of a lower priority task.
Preemptive fixed priority scheduling is a non-starvation-free technique that has not
been addressed by the dataflow community, prior to the start of our work in this thesis.
More recently, interference analyses for preemptive fixed priority scheduling have been
proposed in [26, 25]. However, these techniques restrict themselves to assuming that
an application has a strictly periodic arrival or generation of input at the application’s
source. Our technique does not assume a periodic arrival of input at an application’s
source, as long as the dataflow graph of our application is strongly connected. We also
show that we can optimize our approach for cases where the arrival of input at the
source of an application is periodic. We also extend our technique to derive the inter-
ference that static-orders of higher priority tasks can cause to the execution of a lower
priority task. We illustrate a case in which the response time of a low priority task
computed using our technique is up to 80% more accurate than that obtained using the
technique proposed in [26]. The work presented in this chapter has been published in
[38].

• A response model for PFPS Using our interference analysis for PFPS we now
propose a response model for PFPS. Hausmans et al [25] propose a response model to
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depict the execution of a low priority task, assuming that the arrival or generation of
input at the source of its application is strictly periodic. We impose no restriction on the
structure of the application of our low priority task. Furthermore, we show that we can
also model static-ordered execution of low-priority tasks. To the best of our knowledge,
ours is the first technique to model the execution of static-ordered low priority tasks,
for PFPS.

• A quantitative comparison of TDM and PFPS for an industrial case-study
We apply our proposed response modeling techniques for a case-study provided by
Ericsson, where we deploy two 4G-LTE receivers on their industrial platform. Through
our experiments, we demonstrate the use of our response modeling technique in com-
paring the performance of TDM and PFPS. Here we also highlight the different chal-
lenges, scope, and limitations of performing apple-to-apple comparisons between differ-
ent scheduling schemes. We conclusively show that, for the given case-study and the
chosen metric, TDM is a more suitable scheduling technique as compared to PFPS.
The work presented in this chapter has been published in [41].

1.9 Outline

The rest of this thesis is structured as follows:

• Chapter 2 introduces the basic concepts of dataflow and its use in modeling embedded
real-time streaming applications. Here we introduce both existing concepts and our
adaptations that make the building blocks of our work. Here we explain the need
of response modeling, i.e., refining the dataflow models of an application to account
for processor mapping and runtime scheduling to get a conservative estimate of the
actual data-driven execution of our applications. We also enunciate conservativity, i.e.,
a property of a response model that we claim to be essential to establishing timing
guarantees.

• In chapter 3, we proposed a new response model for the analysis of the execution of tasks,
scheduled using TDM. Starting from a formalization of the exact behavior of TDM, we
prove that our response model gives a conservative estimate of that behavior while
being strictly better than the state-of-the-art latency rate model. We also identify the
limitation in addressing scenarios where multiple tasks in an application are mapped
to the same processor and a single slice that they must instead of being allocated
independent slices.

• We address the limitation in our first response model for TDM in chapter 4. Here we
proposed a new response modeling approach that uses a cyclo-static dataflow wrap-
per around an SRDF response model, to enable modeling static-order tasks that are
allocated a single slice that they must share. We proved that we as accurate as our
previously proposed response model for TDM and, thus, also better than the latency
rate model.

• In chapter 5 we pick our second scheduling technique, i.e., Preemptive Fixed Priority
Scheduling (PFPS). Here we first address the response time analysis of data-driven
execution of systems where executions of tasks in an application do not conform to
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conventional real-time event models. We propose a critical execution using which we
upper-bound the maximum interference higher priority tasks can cause to the execution
of a lower priority task. Using this bound in the interference we derive an upper-bound
the finishing times of a lower priority task. We also proposed two enhancements to our
basic technique. The first exploits the static-ordering among higher priority tasks to
obtain a more accurate bound on the interference; and the second to obtains a more
accurate bound on the interference for scenarios where the application of the higher
priority tasks have a periodic arrival of input from the external source.

• In chapter 6 we use our characterization of interference in chapter 5 to define a worst-
case response function that allows us to obtain even tighter bounds on the finishing
times of task firings. We use this function to construct a response model for PFPS. We
also address response modeling for static-ordered lower priority tasks.

• Now that we have our response modeling approaches for both scheduling techniques
we proceed to perform our quantitative comparison of their performance in chapter 7.
We perform our comparison over a series of models of our LTE applications, each more
realistic than its predecessor. From our experiments, we quantitatively confirm that
the performance of TDM is better than that of PFPS for the given case-study. We also
discuss some important insight regarding the system setup and the behavior of the two
scheduling techniques itself, that we gained during our experiments.

• Finally, we present the conclusions on our work and the possible directions of future
research in chapter 8
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Chapter 2

Modeling in Dataflow

In this chapter, we present the basic concepts of dataflow in the context of modeling and
analysis of embedded streaming applications. We first introduce the elements that constitute
a dataflow graph. We then give an overview of different variants of dataflow. We show that
in some cases it is possible to convert some variants of dataflow into the simplest variant of
dataflow, namely Single-Rate DataFlow (SRDF). We then present the execution semantics
of SRDF. Next, we look at the self-timed execution of SRDF graphs and study its timing
properties. We use self-timed execution to model the data-driven execution of streaming
applications. Our proposed model refinement for capturing the effect of runtime scheduling
also on the execution of a task also uses the semantics of self-timed execution. Lastly, we
look at the preliminary techniques in response modeling, that is, the model refinement for
capturing the execution of a task on a shared processor.

2.1 What is Dataflow?

We now look at the basic principles of dataflow, and what makes it suitable for modeling
and analyzing embedded streaming applications. We first describe the building blocks of
dataflow, followed by how these building blocks come together to depict an execution. Next,
we describe the different variants of dataflow and the relation between them.

2.1.1 Building blocks of a dataflow graph

Dataflow is a graph-based formalism that consists of three essential elements, namely, actors,
edges, and tokens. An actor is a node in a graph and can be used to represent a computational
block (ex. task) of an application. An edge is an unbounded queue that represents directional
communication between two actors. An actor communicates with another actor by passing
data containers called tokens across the edge connecting the two actors.

A firing is a consumption-and-production event associated with an actor in the graph, that
starts with an actor consuming tokens from its input edges and ends with that actor producing
tokens on its output edges. We can attribute a duration between the consumption and
productions of tokens for a firing, which we refer to as the execution time of that firing.
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Attributing execution time bounds to firings

Lee and Messerschmitt [34] introduce synchronous dataflow in the context of digital signal
processing, where they used actors to represent atomic operations like addition multiplic-
ation, etc. As these operations require a fixed amount of time, each actor was associated
with a constant execution time. Sriram and Bhattacharayya [59] extend the use of dataflow
to represent software applications in which constituent functional blocks (ex. tasks) may
have multiple branches of execution. Since the execution time of a task instance may vary
depending on the branch chosen, Sriram and Bhattacharaya propose to attribute each actor
with the worst-case execution time across all branches of execution in the task. In this thesis,
we further extend the notion of time such that each actor can be attributed both a worst-
and a best-case execution time. We find this necessary to facilitate response time analysis of
non-starvation-free scheduling, like preemptive fixed priority scheduling.

2.1.2 Categorizing dataflow variants

An actor can fire (start a firing) if-and-only-iff there are a sufficient number of tokens on
its input edges. The number of tokens required per input edge of an actor, to start a firing
is defined by the firing rule. The firing rule also defines the number of tokens produced
per output edge of that actor at the end of a firing. Depending on the firing rule one can
categorize a graph into different flavors:

Single-rate dataflow

In SRDF a firing of an actor consumes one token from each input edge and produces one
token on each output edge. We represent an SRDF graph as a tuple (V,E, d, τ̌ , τ̂). Here V
denotes the finite set of actors and E ⊆ V × V denotes the finite set of edges. The function
d : E → N is used to define the initial token placement such that d(u, v) denotes the number
of tokens on the edge (u, v). The functions τ̌ , τ̂ : V → R≥0 define the lower- and upper-bound
on the execution times of firings, such that τ̌(v) denotes the best-case execution time of actor
v and τ̂(v) denotes its worst-case execution time.

Multi-rate dataflow

In MRDF, each firing of an actor consumes and produces a fixed number of tokens. We
represent an MRDF graph as the tuple (V,E, d, τ̌ , τ̂ , p, c). in addition to the parameters
already used to expressed SRDF, we use the functions p, c : E × N to define, respectively,
the number of tokens produced per firing by the source actor of an edge, and the number of
tokens consumed per firing by the sink actor of an edge. Thus p(u, v) denotes the number
tokens actor u produces on the edge (u, v), per firing. Meanwhile, c(u, v) denotes the number
of tokens v consumes from (u, v), per firing.

Cyclo-static dataflow

In contrast to SRDF and MRDF, in CSDF the number of tokens produced or consumed by
an actor per firing may vary according to some pre-defined sequence an iterative manner.
We represent a CSDF graph as a tuple (V,E, d, τ̌ , τ̂ , p, c, η). Here the function η : V → N
defines the length of the consumption and production sequence. We accordingly redefine the
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production and consumption functions as p, c : E → Nη(v) (where v ∈ V ). Thus p(u, v)(i)
and 0 ≤ i < η(u) denotes the number of tokens produced on (u, v) for every ith firing of u.
Similarly, c(u, v)(i) and 0 ≤ i < η(v) denotes the number of tokens consumed on (u, v) for
every ith firing of v.

2.1.3 Converting CSDF and MRDF to SRDF

Techniques exist in literature [10, 18] to convert a CSDF graph or an MRDF graph to a
firing equivalent SRDF graph, in which each firing in the CSDF or MRDF graph is uniquely
represented by a firing in the SRDF graph. While we do not need to focus on the detail of
the conversion, it is important to mention that such a conversion is only possible if a graph
is consistent.

Definition 1 We say a graph is consistent if there exists a positive number of firings q(v)
per actor v ∈ V , where q(v) is a multiple of η(v), that brings the token distribution in the
graph back to the initial token placement.

Note that in MRDF, η(v) is always 1. An MRDF graph is consistent if, for all (u, v) ∈ E, it
holds that:

p(u, v) · q(u) = c(u, v) · q(v).

A CSDF graph is consistent if, for all (u, v) ∈ E, it holds that:

η(u)−1∑
i=0

p(u, v)(i) · q(u) =

η(v)−1∑
i=0

c(u, v)(i) · q(v),

The set of equations thus obtained is normally referred to as the balance equations of a
graph. The balance equations can be expressed in matrix form as follows: We first construct
a topology matrix in which edges for the rows of a graph and actors for the columns. A
topology matrix is populated as:

T (e, v) =


∑η(v)−1

i=0 p(e)(i) if src(e) = v ∧ snk(e) 6= v

−
∑η(v)−1

i=0 c(e)(i) if snk(e) = v ∧ src(e) 6= v∑η(v)−1
i=0 (p(e)(i)− c(e)(i)) if src(e) = snk(e) = v

0 otherwise

, (2.1)

where e ∈ E denotes the edges of the graph and v ∈ V denotes the actors. The system of
balance equations is thus expressed as:

T · ~q = ~0,

where ~0 represents a column vector of length |V | with each element equal to 0. The repeti-
tion vector ~q is the smallest positive integer vector that satisfies the balance equation. The
repetition vector, among other things, is used to convert an MRDF or a CSDF graph to an
SRDF graph, in which an actor v in the original graph, is represented by q(v) number of
actors in the equivalent SRDF graph.
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2.2 Timing semantics of SRDF

The tokens produced on an output edge of an actor at the end of a firing can be consumed
by the sink actor of that edge in a succeeding firing. This chronological progression of firings
can be encapsulated as an execution of a graph. This chronological progression must conform
to the firing rules of the dataflow graph. For instance, an actor cannot fire until there are
sufficient tokens available on all of its input edges. To help formalize an execution of a
dataflow graph, we first introduce the notations used to denote the start-time of a firing and
the duration of a firing.

Definition 2 A schedule s : V × N→ R≥0 defines the start time of actor firings. In other
words s(v, k) denotes the start time of firing k ∈ N of actor v.

Definition 3 An execution time function τ : V ×N→ R≥0 defines the duration required
for a firing to finish. In other words, τ(v, k) denotes the execution time of firing k ∈ N of
actor v ∈ V .

An execution can now be described as a pair (s, τ) where s(v, k) and τ(v, k) denote the start
time and duration of a firing k ∈ V of actor v (or firing 〈v, k〉, for shorthand). However,
definitions 2 and 3 by themselves do not indicate whether or not an execution conforms to
the firing rule for a dataflow graph. We now present the semantics of a valid execution.

A firing rule can also be interpreted as a firing constraint on each actor, which states that an
actor cannot fire until there are sufficient tokens on each input edge. For instance, we find
that the initial token placement in the SRDF graph in Figure 2.1, allows actor a to fire at
the start of the system itself since it has at least one token on each input edge. Meanwhile,
since there are no initial tokens on the edge (a, b), firing 〈b, 0〉 must wait for a token to be
produced by firing 〈a, 0〉 on the edge (a, b). Firing 〈a, 0〉 produces a token on the edge (a, b)
at time s(a, 0) + τ(a, 0). Thus we can formally express this firing constraint on firing 〈b, 0〉
as:

s(b, 0) ≥ s(a, 0) + τ(a, 0).

𝑎 𝑏 

Figure 2.1: A simple SRDF graph

There are two initial tokens on the edge (b, a). Thus we find that a can fire twice (i.e., firings
〈a, 0〉 and 〈a, 1〉) without having to wait for b to produce a token. Firing 〈a, 2〉, however, will
have to wait until firing 〈b, 0〉 finishes and produces a token, i.e. s(a, 2) ≥ s(b, 0) + τ(a, 0).
We can generalize the constraint on actor firing in SRDF as given in (2.2).

s(v, k) ≥ s(u, k − d(u, v)) + τ(u, k − d(u, v)) (2.2)
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We only use non-negative integers to index firings. We therefore do not study s(v, k−d(u, v))
and τ(v, k− d(u, v)) for k < d(u, v), and we equate them to 0 in our mathematical reasoning
and deductions. Consequently we can refine (2.2) as:

s(v, k) ≥

{
s(u, k − d(u, v)) + τ(u, k − d(u, v)) if k ≥ d(u, v)

0 otherwise
. (2.3)

Finally, the execution time of an actor firing in a valid execution must be within the execu-
tion time bounds specified for that actors. Combining these notions, we can formalize the
definition of a valid execution as follows:

Definition 4 A valid execution is a pair (s, τ) that describes the scheduled start time s(v, k)
and duration τ(v, k) for each firing k ∈ N of actors v ∈ V , such that the partial order relation
expressed in (2.4) is satisfied

s(v, k) ≥ ∀u:(u,v)∈E

{
s(u, k − d(u, v)) + τ(u, k − d(u, v)) if k ≥ d(u, v)

0 otherwise
. (2.4)

and where τ̂(v) ≥ τ(v, k) ≥ τ̌(v) for all v ∈ V and k ∈ N.

In the rest of the thesis, we focus on only valid executions of the graph. We now note some
important aspects of valid executions:

FIFO Ordering:

The firing constraint expressed in (2.3) is applicable under the assumption that FIFO order
of execution in the graph: i.e. s(v, k) ≤ s(v, k + 1) for all v ∈ V and k ∈ N. Under the
original notion in [34], attributing constant execution times to actors implicitly upheld this
assumption. When execution times vary then we must either explicitly assume that FIFO
ordering is true, or else we must demonstrate that the FIFO ordering holds.

Deadlock-freedom:

As streaming applications operate over indefinitely long streams of input data, we are inter-
ested in graphs that can execute in a non-terminating fashion. Deadlock-freedom is thus an
essential property of our graphs. A simple way of checking for deadlock-freedom in SRDF is
to verify if there is at least one token on each cycle in the graph. A cycle is a non-repeating
sequence of edges that starts and terminates at the same actor. If there are no initial tokens
in a cycle, then each actor in this cycle is waiting for a token to be produced by its preceding
actor, thus causing a deadlock. In this thesis, we only consider graphs that are deadlock-free.

Auto-concurrency:

It is important to note that neither the timing semantics of SRDF nor the assumption of
FIFO ordered execution, prevent firings of an actor from overlapping each other. In other
words, a firing of an actor can start before a preceding firing of that actor finishes. In Section
2.5 we present how non-auto-concurrent (i.e. non-overlapping) execution of a task is explicitly
modeled in dataflow.
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Dependence Distance:

Moreira [44] defines the dependence distance dd(u, v) between actors u and v as the number
of firings of actor v ∈ V that can occur before the first firing of actor u ∈ V .

dd(u, v) =

{
0 if u = v
mind(w,v)+dd(u,w)|(w,v)∈E elsewhere

(2.5)

Using (2.5) we can express the firing constraint an actor u indirectly imposes on an actor v
as:

s(v, k + dd(u, v)) ≥ s(u, k) + τ(u, k).

.

2.3 Self-timed execution

In Section 2.2, an execution of a dataflow graph can be described as a pair (s, τ) in which
s denotes the scheduled start times and τ the execution times of all actor firings. However,
there is no implication on how this execution is realized. For instance, start-times in an
execution can be scheduled a priori [5, 11] and imposed on actors, in which case, we must
explicitly ensure that firing constraints as expressed in (2.3) are not violated by our schedule.
Alternatively, we can allow a firing to start as soon as its preceding firings have finished:

Definition 5 A self-timed execution is a valid execution in which firings start iff and as soon
as their firing constraints are satisfied.

Then a self-timed execution for an SRDF graph implies that for all (u, v) ∈ E and k ∈ N:

s(v, k) = max
u:(u,v)∈E

(s(u, k − d(u, v)) + τ(u, k − d(u, v))) . (2.6)

Note that there can be only one self-timed execution for a given execution time function.
Furthermore, we find that using (2.6) we can derive the self-timed schedule s, i.e. the start
times of firings in the self-timed execution, for the given execution time function τ . Any
change to the execution times of actor firings is accordingly reflected in its self-timed schedule.
One may wish to represent a self-timed schedule as a function of the execution times of actor
firings in addition to the actor and the firing index. However, we intentionally express a
schedule as a function of only the actor and the firing index. This decreases cluttering and
confusion in our equations, especially when comparing a self-timed execution with another
form of execution. How a schedule is realized is explained textually.
Changes to the execution times of actor firings may impact the start times of all future
firings in a self-timed execution. We reason about and/or express this impact using multiple
self-timed executions of the same graph. For instance, consider that τ defines the original
execution times of actor firings for a given graph, and τ ′ defines their changed execution times.
We then express the original self-timed execution as (s, τ), where s defines the original start-
times of actor firings. Whereas we depict the changed self-timed execution (s′, τ ′), where s′

defines the new start-times of actor firings. Using this approach we now present some known
properties of self-timed executions [77, 44].
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Monotonicity in self-timed execution

The self-timed execution of a dataflow graph is monotone in the duration of actor firings.
This implies that increasing the execution time of an actor firing cannot lead to a subsequent
actor firing to start sooner. Similarly, decreasing the execution time of an actor firing cannot
lead to subsequent actor firings to start later. Consider the self-timed execution of the graph
in Figure 2.2. Firing 〈b, 0〉 cannot start until 〈a, 0〉 finishes and produce a token on (a, b). If
(s′, τ ′) represents the new self-timed execution of our graph, and τ ′(a, 0) ≥ τ(a, 0), then we
deduce the following:

s′(b, 0) = max

{
s′(a, 0) + τ ′(a, 0)

s′(c, 0− d(c, b)) + τ ′(c, 0− d(c, b))

={Since s′(c, 0− d(c, b)) is equated to zero}
s′(a, 0) + τ ′(a, 0)

={Since s′(a, 0) = s(a, 0)}
s(a, 0) + τ ′(a, 0)

≥{Since τ ′(a, 0) ≥ τ(a, 0)}
s(a, 0) + τ(a, 0) (2.7)

𝑏 𝑎 𝑐 

Figure 2.2: Example SRDF graph

Overall, we observe that an increase in the execution time of an actor firing cannot result
in a future firing to start sooner. Similarly, a decrease in execution time of an actor firing
cannot result in a future firing to start later.

Linearity in self-time execution

Increasing the execution time of an actor firing may only delay a subsequent firing, but no
more than the increase in its execution time. In our considered example, longer execution of
firing 〈a, 0〉 can delay the firing of firing 〈b, 0〉 by at most the increase in execution time of
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firing 〈a, 0〉. In other words, if τ ′(a, 0) = τ(a, 0) + δ and δ ≥ 0, then we deduce the following:

s′(b, 0) = max

{
s′(a, 0) + τ ′(a, 0)

s′(c, 0− d(c, b)) + τ ′(c, 0− d(c, b))

={Since s′(c, 0− d(c, b)) is equated to zero}
s′(a, 0) + τ ′(a, 0)

={Since s′(a, 0) = s(a, 0) and τ ′(a, 0) = τ(a, 0) + δ}
s(a, 0) + τ(a, 0) + δ

≤δ + max

{
s(a, 0) + τ(a, 0)

s(c, 0− d(c, b)) + τ(c, 0− d(c, b))

={Reducing the max equation using (2.6)}
δ + s(b, 0) (2.8)

2.4 Timing analysis of self-timed execution

SRDF has some useful analytical properties with respect to the execution of a graph. In
particular, it is possible to perform static analysis using the definition of a graph alone, to
obtain temporal bounds on its self-timed execution. In this section we summarize the static
analysis presented in [44].
The cycle ratio of a given cycle in the graph is defined as the ratio between the sum of
worst-case execution times of the actors in the cycle, to the sum of initial tokens placed on
the edges in the cycle. The maximum cycle ratio is the maximum over the cycle ratios of all
the cycles in the graph. Formally, if Vc and Ec denote the actors and edges of a cycle c, then
the maximum cycle ratio µ(G) of a graph G = (V,E, d, τ̂ , τ̌) is computed as:

µ(G) = max
c∈C

∑
(v)∈Vc τ̂(u)∑

(u,v)∈Ec d(u, v)
. (2.9)

Several algorithms exist for computing the MCR of a graph, an overview of which is presented
in [15]. The maximum cycle ratio defines an average duration between two consecutive firings
of an actor in the cycle. If there exists a cycle in a graph without any initial tokens, then the
MCR of the graph average duration between consecutive firings of an actor is undefined or
unbounded (i.e. the graph is deadlocked).

2.4.1 Calculating throughput

Given an arbitrary dataflow graph, we can obtain a valid schedule such that consecutive
firings of an actor start exactly T ≥ µ(G) duration apart, for all valid execution times of
actor firings. We call this a Static Periodic Schedule (or ssps for shorthand) in which each
start of each actor firing 〈v, k〉 is scheduled periodically.

ssps(v, k) = ssps(v, 0) + k · T

Consequently, we say that the throughput for each actor (and thus the entire graph) for an
SPS is the inverse of the period, i.e. 1

T
.
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A static periodic schedule is shown to be conservative to the worst-case self-timed execution
[44], that is, the start time of an actor firing in a strictly periodic schedule is always later
than the start time of that firing in its worst-case self-timed schedule. Using monotonicity
of self-timed execution, we can say that a static periodic schedule is conservative to all self-
timed executions. In other words, a self-timed execution cannot be slower than any given
strictly-periodic execution. Hence, the throughput ( 1

T
) for an SPS is thus a lower bound

to that for any self-time schedule. Since it must hold that T ≥ µ(G) we can lower bound
the throughput of self-timed executions of a graph as the inverse of its maximum cycle ratio
( 1
µ(G)

). Thus, we find that the inverse of the maximum cycle ratio gives us a lower bound of
the throughput for the actual data-driven execution of the modeled application.

2.4.2 Calculating latency

For a self-timed execution (s, τ) of an SRDF graph, we define the distance to the start times
of a firing k of a sink actor v from that of a firing j of a source actor u, as the latency between
those two actor firings.

L(u, j, v, k) = s(v, k)− s(u, j)

The maximum latency L̂(u, v, n) denotes the maximum duration between the start of a firing
of v that is n firings ahead of a firing of u, from the start of that firing of u.

L̂(u, v, n) = max
j∈N

(s(v, j + n)− s(u, j))

Bounding the latency of an arbitrary dataflow graph may not always be possible. Consider
the SRDF graph depicted in Figure 2.3(a) in which a and b have constant execution times
τ̌(a) = τ̂(a) = 1 and τ̌(b) = τ̂(b) = 10. We find that there is only one self-timed execution
(s, τ) and in which tokens keep accumulating on the edge (a, b). Thus duration between the
start-time of a firing 〈a, j〉 and the start-time of a firing 〈b, j + n〉 will keep on diverging as j
increases, as depicted in Figure 2.3(b). In this case, we cannot find a latency bound L̂(u, v, n)
for all n ≥ 0.

It is possible to upper-bound the latency between two actors firings 〈u, j〉 and 〈v, j+n〉 in the
case where firings of the source actor u are periodic and equal to the MCR of the graph (i.e.,
s(u, j) = ŝ(u, j) = š(u, j) = s(u, 0) + j · µ(G) for all j ∈ N). Since a self-timed execution is
always faster than a static-periodic schedule, the worst-case start time s(v, j+n) for all v ∈ V
and n ∈ N cannot be later than a static periodic schedule with a period T ≥ µ(G). To get the
an upper-bound on the latency we consider a static periodic schedule in which the period T is
equal to µ(G), also called a Rate-Optimal Static Periodic Schedule1(ROSPS) and wherein the
start time of firing 〈u, 0〉 is its earliest possible start-time across all ROSPSs. Subsequently,
we obtain an upper-bound L̂(u, v, n) on the latency by calculating the difference between the
start time of firing 〈u, 0〉 in the self-timed schedule and the start-time of firing 〈v, n〉 in the

1Note that there may be more than one ROSPS for a given graph[44]. We explicitly enunciate the ROSPS
considered at each place an ROSPS is used in this thesis
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Figure 2.3: Latency cannot be bounded for all SRDF graphs

ROSPS.

L̂(u, v, n) = max
j∈N

(s(v, j + n)− s(u, j))

≤{Since s(v, j + n) ≤ sROSPS(v, j + n)}
max
j∈N

(sROSPS(v, j + n)− s(u, j))

={Since sROSPS(v, j + n) = sROSPS(v, 0) + (j + n) · µ(G)}
max
j∈N

(sROSPS(v, 0) + (j + n) · µ(G)− s(u, j))

={Since š(u, j) = s(u, 0) + j · µ(G)}
max
j∈N

(sROSPS(v, 0) + (j + n) · µ(G)− s(u, 0)− j · µ(G))

= max
j∈N

(sROSPS(v, 0) + n · µ(G)− s(u, 0))

=sROSPS(v, 0) + n · µ(G)− s(u, 0)

={Since sROSPS(v, 0) + n · µ(G) = sROSPS(v, n)}
=sROSPS(v, n)− s(u, 0) (2.10)

Note that L̂(u, v, n) in (2.10) depicts an upper-bound across all self-timed executions of its
graph. It is also possible to model this bound as part of a graph using a feedback-loop as
depicted in Figure 2.4. The dotted line between u and v represents the path(s) from u to v
in the dataflow graph. Meanwhile, we add a feedback from v to u via an extra actor l, where
l is attributed a constant execution time (τ̂(l) = τ̌(l)), and some initial tokens on the edge
(l, u). Moreira [44] shows that the execution times of l and the number of initial tokens on
(l, u) must be adequately set such that:

L̂(u, v, n) ≥ sROSPS(u, 0) + µ(G) · (d(l, u) + n)− τ̂(l), (2.11)

where µ(G) is the maximum-cycle ratio of the original graph (i.e., before adding the latency
actor).
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Figure 2.4: Modeling latency requirement as part of the graph

We can also use this feedback construct to model a maximum-latency specified for an applic-
ation and check whether it is satisfiable. We construct our feedback loop where L̂(u, v, n) is
equal to the latency requirement specified for the application and not our calculated latency
bound. The latency requirement of the graph is satisfied only if the MCR of the graph before
and after the addition of the feedback loop remains unchanged.

2.5 Response modeling

As illustrated in section 1.5, starting from a dataflow graph that depicts only the division
of an application as a network of inter-connected tasks, we incrementally refine it to repres-
ent various implementation aspects. The focus of this thesis is on refinement techniques to
account for the execution of a task on a processor it is mapped to. In particular, we are
interested in cases where multiple tasks are mapped onto the same processor. When a pro-
cessor is shared among multiple tasks, it may employ some scheduling technique in which the
executions of different tasks are interleaved with each other. In this case, the actual duration
between arrival of input and production of output is longer than the time that the processor
would otherwise take to process just the instruction in that task (i.e. its execution time).
Response modeling is a model refinement in which an actor representing a task is replaced by
sub-graph, called a response model, duly constructed to capture the effect of the scheduling
technique employed by a processor on the response times of instances of a task that is mapped
to that processor.

In this section, we first discuss what are the prerequisite inputs that allow us to apply response
modeling. These include, among others, the assumptions about the input dataflow model of
an application, to which we will apply our model refinement. Next, we address depicting
the data-driven execution of an application. Here we present the formal semantics used in
this thesis to denote the data-driven execution of tasks, for a given scheduling technique.
We show that the data-driven execution of an application is not directly reflected by the
self-timed execution of its dataflow model. Instead, we must first refine the dataflow graph
based on the given processor mapping and sharing information. We demonstrate how one
may refine the input dataflow graph such that its self-timed execution can be used to the
represent data-driven execution of the application on the given system.

2.5.1 Inputs for response modeling

Prerequisite to response modeling is the task-to-processor mapping information. In other
words, which task is mapped onto which processor is known a priori. Furthermore, if mul-
tiple tasks are mapped to the same processor, then the scheduling technique that the processor
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employs to decide which task to execute at which instant is also known. Similarly, the con-
figuration of the scheduling techniques is also known. In case of Time Division Multiplexing,
for instance, the replenishment period and slice size (explained in Chapter 3) per task are
known. Similarly, for fixed priority scheduling, the priority (explained in Chapter 5) assigned
to each task on a processor is known.
We also assume an input dataflow model (or dataflow graph) per application in the system.
Each task in an application is represented by an actor in the graph. An actor is annotated
with the best- and worst-case execution time of the task it represents. If a task sends data
to another task, it is represented by an edge from the actor representing the sender task, to
the actor representing the receiver task.

Location of response modeling in the overall refinement flow

Figure 2.5 illustrates typical order(s) of model refinements when applying response modeling.
We find that some model refinements are prerequisite to response modeling. In other cases,
we find that the order of certain model refinements can be interchanged depending on our
use-case.

Modeling the application as 
interconnected tasks 

Attributing execution time bounds 

Buffer Sizing 
Response modeling 
Communication Latencies 
… 

Timing Analysis 

Initial model 

prerequisite refinements 

orthogonal refinements 

Figure 2.5: Typical flow of model refinements

For instance, a dataflow graph may only represent the division of the application into commu-
nicating tasks, in which actors are not attributed any execution times. Meanwhile, attributing
best- and worst-case execution times to an actor can be seen as a model refinement. Attrib-
uting execution time bounds to an actor is a prerequisite, not just for response modeling, but
also for timing analysis in general.
Modeling the capacities for communication buffers, on the other hand, is not a prerequisite to
response modeling. Instead, the order in which they are applied can be interchanged according
to the use-case. As an example, consider a case in which the capacity of communication
channels has been fixed (for some reason), while some parameter, say slice size per task for
TDM, must be configured such that each task receives adequate access to the processor.
To enable appropriate allocation of slices, we should apply our response modeling after the
buffer capacities have been modeled. Conversely, consider that the slice allocated to each
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task is known. Meanwhile, the memory (a scarce resource) allocated per communication
buffers needs to be minimized without violating the timing requirements of the individual
applications. In such situations, response modeling should be applied before we compute the
buffer capacities. There are also cases in which both the scheduling configuration and the
buffer capacities may need to be computed or optimized.

2.5.2 Formalizing data-driven execution of a task

The input dataflow model of an application is the most abstract model of the application
and only depicts the division of the application into inter-communicating tasks. It does not
assume any particularities on timing or execution apart from the firing constraints of the
tasks on one another, that is, a task cannot fire until it receives input from preceding tasks.
At this stage, we cannot reason about the actual data-driven execution2 for a given system
since system parameters, like the scheduling strategy used, that have impact on the execution
of the tasks is not known. This is true even if the best- and the worst-case execution times
of the individual tasks are known. In this section, we introduce the notions of arrival times
and finishing times of tasks and use them to formalize an actual data-driven execution of a
given system.
To conform to the dataflow terminology we, hereafter, refer to the execution of a task instance
as a task firing. In this section, we first elaborate why the conventional notion of start times
and execution times of an actor firing are insufficient to capture the data-driven execution of a
task firing. Consequently, we show that the self-timed execution of the input data-flow model
of an application cannot depict an actual data-driven execution of a given system. We then
define the arrival time and finishing times of a task. Next, we show that the relation between
the arrival time and finishing time of a firing depends on the task-to-processor mapping and
the scheduling technique used. We derive the relation between the arrival time and finishing
time of a task firing for a simple example in which we assume that each task in an application
executes on a dedicated processor. By defining the relation between the arrival time and
finishing time of task firings we depict an actual data-driven execution for a given system.
Conventionally, we consider that an actor firing is atomic and, therefore, its finishing times is
the sum of its start time and its execution time. However, in a real execution, the duration
from the start to the finish of a task firing may be longer than its execution time. For instance,
if the execution time of a task firing is more than the size of its allocated slice in TDM, then
its execution is preempted at the end of a slice and resumes only in next allocated slice which
is only in the next replenishment period. Furthermore, recall that tasks firings must execute
in a FIFO order (see Section 1.2). A convenient approach is that a task firing is not executed
by the processor until the previous firing of that task finishes. Thus, the start of a task firing
can be delayed even though its input is already available.
To depict the actual data-driven execution of an application, we first introduce the notions
of arrival time and finishing time for a task firing as follows:

Definition 6 The arrival time for a firing 〈v, k〉, where the actor v ∈ V depicts a task in the
given application, is the earliest time at which all input for that firing is available.

The arrival time for a task firing 〈v, k〉 is the earliest time at which a firing can start executing
on its processor and is often referred to as the enabling time in literature [26, 25].

2Sometimes referred to as the scheduled execution of a given system
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Figure 2.6: Illustrating response modeling for dedicated processor assignment

Definition 7 The finishing time of the task firing 〈v, k〉, where the actor v ∈ V depicts a
task in the given application, is the time at which the last instruction of the task is executed
by the processor and output data on is produced on all the output channels.

We characterize the data-driven execution of a task using the tuple (a, f), where a, f : V×N→
R≥0, such that a(v, k), and f(v, k) denote the arrival time and finishing time for a task
firing 〈v, k〉. We now define the relation between arrival and finishing time of task firings.
In streaming applications, the output of a task serves as the input of a succeeding task.
Consequently, we can link the arrival time of a task firing, that is the arrival time of input
for a task firing, to the finishing time of preceding task firings whose output is the input for
the current task firing. We can express this relationship as follows:

a(v, k) = max
u:(u,v)∈E

{
f(u, k − d(u, v)) if k ≥ d(u, v)
0 otherwise

. (2.12)

The relation between the finishing time and the arrival time of a task firing depends on the
scheduling technique employed by the processor that task is mapped to. In Chapters 3, we
obtain the relation between the finishing time and the arrival time of a task firing for Time
Division Multiplexing. Similarly, in chapter 6, we obtain the relation between the finishing
time and the arrival times of a task firing for Preemptive Fixed Priority Scheduling. For now,
we derive the relation between the finishing time and the arrival time of a task firing for a
simple example in which each task is assigned to a dedicated processor.
Consider that actor x in Figure 2.6(a) runs on a dedicated processor. Since there is no
interleaving, if a task firing arrives at a(x, k) then we know that the finishing time cannot
be sooner than a(x, k) + τ(x, k). Moreover, if a previous firing of the task is yet to finish,
then the current firing must wait before it can start executing. This implies that f(x, k) ≥
f(x, k − 1) + τ(x, k). Combining the above two expressions we can define the finishing time
of a firing 〈v, k〉 as follows:

f(x, k) =

{
a(x, k) + τ(x, k) if k = 0
max(a(x, k), f(x, k − 1)) + τ(x, k) otherwise

. (2.13)

Using (2.12) and (2.13) we can fully describe an actual data-driven execution of the application
depicted in Figure 2.6(a) in which each task is mapped to a dedicated processor.

2.5.3 Constructing a response modeled graph

In section 2.5.2, we explained why the self-timed execution of the input dataflow model cannot
be used to reason about an actual data-driven execution for a given system. We now show
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how we can refine or transform the input dataflow model into a more complex model such
that an actual data-driven execution of the application cannot be slower than the self-timed
execution of this refined dataflow model.
In this section, we first formalize the notion of a response model of a task, that is, a sub-
graph that we use to replace an actor in the original dataflow model. We then formalize the
notion of response modeling, that is our model refinement technique itself. Next, similar to
the arrival time and the finishing times of a task firing, we introduce the notion of the arrival
time and the finishing time of a firing of a response model. Finally, we continue our example
in which we response model a task that is mapped to a dedicated processor.

Definition 8 A response model is a sub-graph (V ′v , E
′
v, d
′
v, τ̂v

′, τ̌v
′) that is used to represent

the execution of the task depicted by the actor v ∈ V in the input dataflow graph (V,E, d, τ̂ , τ̌)
of the given application.

Definition 9 Given an input SRDF graph (V,E, d, τ̂ , τ̌), a response modeled graph (V ′, E ′,
d′, τ̂ ′, τ̌ ′) is one wherein each actor v ∈ V is uniquely represented by a response model
(V ′v , E

′
v, d
′
v, τ̂v

′,
τ̌v
′), where V ′v ⊆ V ′ and E ′v ⊆ E ′. Furthermore, each edge (u, v) ∈ E is uniquely repres-

ented by an edge (u′out, v
′
in) ∈ E ′ having the same number on initial tokens3 (i.e., d(u, v) =

d′(u′out, v
′
in)) and where u′out ∈ V ′u, v′in ∈ V ′v . Lastly, each response model has exactly one input

actor v′in ∈ V ′v and one output actor v′out ∈ V ′v (possibly the same actor).

An actor firing finishes when it produces output tokens on the output edges of that actor.
From Definition 9, each output edge of an actor in the original dataflow model is represented
by an output edge of the output actor in the response model of that task. Thus the finish of
a firing of a response model is when its output actor produces output on its output edge. In
a self-timed execution, the finishing time of a firing 〈v′out, k〉 for the output actor of response
model is the sum of the start time s(v′out, k) and the execution time τ(v′out, k) of that firing.
However, to maintain symmetry with our notations for an actual execution of a task v, we
use f ′(v, k) to denote the finishing time of the response model for the firing 〈v, k〉, where
f ′(v, k) is equal to the finishing time s(v′out, k) + τ(v′out, k) of its output actor. (see Figure
2.7). Meanwhile, the input actor of a response model is the only actor that can receive tokens

𝑣 𝑎(𝑣,𝑘) 𝑓(𝑣, 𝑘) 

(a) Original actor

𝑣′𝑖𝑛  
𝑎′(𝑣,𝑘) 𝑓′(𝑣,𝑘) 𝑣′𝑜𝑢𝑡  

(b) Response model of the original actor

Figure 2.7: Visualizing arrival and finishing times in data-driven execution of the original
actor and the self-timed execution of its response model

from actors depicting other tasks. Let a′(v, k) denotes the arrival of tokens on the input edges
to the input actor in a response model, which originate from actors external to its response

3Response modeling for dataflow variants other than SRDF must additionally ensure that the production
and consumption rates of the original edge and the response modeled edge are equal, i.e., p(u, v) = p′(u′, v′)
and c(u, v) = c′(u′, v′).
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model. Then similar to (2.12), we can link the arrival time a(v, k), to the finish time of
preceding firings as follows:

a′(v, k) = max
u:(u,v)∈E

{
f ′(u, k − d(u, v)) if k ≥ d(u, v)

0 otherwise
(2.14)

Notice that we have only considered the edges in our refined model which depict the edges in
the input dataflow model. To complete the description of a self-timed execution of a response
modeled graph, we must obtain a relation between the finishing time and arrival times of a
response model. In Chapters 3 and 4 we obtain the relation between finishing time and arrival
time of response models for TDM. Similarly, in Chapter 6 we obtain the relation between
finishing time and arrival time of the response model for PFPS. For now, we illustrate our
approach assuming that each actor in the input dataflow model is assigned to a dedicated
processor.
Consider a response model where actor x in Figure 2.6(a) is replaced by a sub-graph consisting
of the actor x′ and a self-edge4 (x′, x′) with one initial token d(x′, x′) = 1 as depicted in Figure
2.6(b). Next, we annotate x′ with a constant execution time equal to the worst-case execution
time of the original actor x. In other words, we set τ̂(x′) = τ̌(x′) = τ̂(x). The finishing time
of the response model can be deduced as follows:

f ′(x, k) ={Since x′ has constant execution times τ̂(x′) = τ̌(x′)}
s(x′, k) + τ̂(x′)

={Expanding using (2.6)}
max(s(x′, k − 1) + τ̂(x′), s(y′, k − 2) + τ(y′, k − 2)) + τ̂(x′)

={Since s(x′, k − 1) + τ̂(x′) = f ′(x, k − 1)}
max(f ′(x, k − 1), s(y′, k − 2) + τ̂(y′)) + τ̂(x′)

={Since s(y′, k − 2) + τ(y′, k − 2) = f ′(y, k − 2)}
max(f ′(x, k − 1), f ′(y, k − 2)) + τ̂(x′)

={Using (2.14)}
max(f ′(x, k − 1), a′(x, k)) + τ̂(x′) (2.15)

Since there is no firing of x prior to firing 〈x, 0〉 we also deduce that:

f ′(x, 0) = a′(x, 0) + τ̂(x′). (2.16)

Thus, using (2.14), (2.15), and (2.16) we express the self-timed execution of our response
model in terms of the arrival time and finishing times of firings of the response mode. We
now demonstrate that an actual data-driven execution of the application, expressed by (2.12)
and (2.13), cannot be slower than the self-timed execution expressed by (2.14), (2.15), and
(2.16).

Correctness of our response model

The aim of response modeling is to demonstrate that the data-driven execution of an ap-
plication on a shared resource system cannot be slower than the self-timed execution of our

4an edge originating and terminating at the same actor
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response modeled graph. In other words, the self-timed execution of the response modeled
graph is a conservative estimate of the actual data-driven execution of the application on
a given system. Consequently, one can use existing analysis presented in Section 2.4 to
obtain guarantees on maximum latency and minimum throughput of an application for a
given system. Formally, we define if a self-timed execution of a response modeled graph is a
conservative estimate of data-driven execution as follows:

Definition 10 An execution (a′, f ′) of a response modeled graph is a conservative estim-
ate of a data-driven execution (a, f) of the system iff it holds that:

∀v∈V,k∈N : f(v, k) ≤ f ′(v, k). (2.17)

where v ∈ V is an actor in the input dataflow model of an application and v′out ∈ V ′ is the
output actor in the response model of v.

We now demonstrate that the self-timed execution of our response modeled graph in Figure
2.6(b) is a conservative estimate for data-driven execution of our input graph in Figure
2.6(a), where we assume that x and y are mapped to dedicated processors. To do this we
first decompose Definition 10 to determine if a response model gives a conservative estimate
of the execution of its original task.

Definition 11 Consider a response model (Vv, Ev, dv, τ̂v, τ̌v) of an actor v ∈ V that represents
a task in the input dataflow graph. The self-timed execution of our response model provides
a conservative estimate of the data-driven execution of the original task if the finishing time
f ′(v, k) of the response model, for all k ∈ N, cannot be earlier than the finishing time f(v, k)
of the original task v, assuming that the arrival time a′(v, j) of all received input (i.e., for all
j ≤ k) to our response model is not earlier than the arrival time a(v, j) of input to the actual
task.

∀k {∀j≤ka(v, j) ≤ a′(v, j)} ⇒ f(v, k) ≤ f ′(v, k) (2.18)

We first show that the response model used in our current example is a conservative repres-
entation of the original task (i.e. Definition 11 holds for our response model). We then show
that our response modeled graph, in which each actor in the original graph is replaced by its
response model is a conservative representation of the original graph (i.e. Definition 10 holds
for the response modeled graph).

Theorem 1 Let a(x, k), f(x, k) denote the actual arrival and finishing time of firing of 〈x, k〉
in the data-driven execution of the SRDF graph in Figure 2.6(a), as defined in (2.12) and
(2.13), respectively. Meanwhile, let a′(x, k), f ′(x, k) denote the arrival and finishing time of
firings of the response model, as defined in (2.14) and (2.15), respectively. If the actual arrival
time a(x, j) of all firings up till and including firing 〈x, k〉 is not later than the corresponding
arrival time a′(x, j) for the response model, then the actual finishing time f(v, k) cannot be
later than the modeled finishing time f ′(x, k).

∀k {∀j≤ka(v, j) ≤ a′(v, j)} ⇒ f(v, k) ≤ f ′(v, k) (2.19)
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Proof We use induction to deduce the following:

Base-case:

f ′(x, 0) ={Using (2.16)}
a′(x, 0) + τ̂(x′)

≥{Since τ̂(x′) = τ̂(x) ≥ τ(x, 0) }
a′(x, 0) + τ(x, 0)

≥{Under the assumption that a(x, 0) ≤ a′(x, 0) }
a(x, 0) + τ(x, 0)

={Using (2.13)}
=f(x, 0) (2.20)

Inductive hypothesis: For all j ≤ k we assume that f(x, j) ≤ f ′(x, j)

Inductive step:

f ′(x, k + 1) ={Using (2.15).}
max(f ′(x, k), a′(x, k + 1)) + τ̂(x′)

≥{Using inductive hypothesis. }
max(f(x, k), a′(x, k + 1)) + τ̂(x′)

≥{Since τ̂(x′) = τ̂(x) ≥ τ(x, k + 1) }
max(f(x, k), a′(x, k + 1)) + τ(x, k + 1)

≥{Under the assumption that a(x, k + 1) ≤ a′(x, k + 1) }
max(f(x, k), a(x, k + 1)) + τ(x, k + 1)

={Using (2.13)}
=f(x, k + 1) (2.21)

�

Once we know that (2.19) holds for our response model we can show that the execution of
our response modeled graph is a conservative estimate of the actual data-driven execution of
our application as follows:

Theorem 2 Given an input dataflow graph (V,E, d, τ̂ , τ̌) and its response modeled response
modeled graph G′ = (V ′, E ′, d′, τ̂ ′, τ̌ ′), if (2.19) holds for all actors v ∈ V in the original
dataflow graph, then it must hold that f(v, k) ≤ f ′(v, k) for all v ∈ V and k ∈ N.

Proof We use induction to deduce the following:
Base Case: If the input graph is well constructed (deadlock-free), then there must exist at
least on actor v ∈ V whose firing constraints are satisfied at the start of the system by the
initial token placement. Formally this means that there must exist an actor v ∈ such that
d(u, v) > 0 for all u : (u, v) ∈ E. We compute the arrival-time a(v, 0) = 0 using (2.12).
Similarly we compute that a′(v, 0) = 0 using (2.14). Consequently, using (2.19) we deduce
that f(v, 0) ≤ f ′(v, 0).
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Inductive hypothesis: We now assume that the finishing time f(u, k − d(u, v)) of all
preceding actors u : (u, v) ∈ E that a firing 〈v, k〉 depends on, cannot be later than f ′(u, k−
d(u, v)).
Inductive step: Starting from (2.14) we deduce the following:

a′(v, k) = max
u:(u,v)∈E

{
f ′(u, k − d(u, v)) if k ≥ d(u, v)

0 otherwise

≥{Using the inductive hypothesis}

max
u:(u,v)∈E

{
f(u, k − d(u, v)) if k ≥ d(u, v)

0 otherwise

={Using (2.12)}
a(v, k) (2.22)

⇒{Using (2.19)}
f(v, k) ≤ f ′(v, k) (2.23)

�

Notice, that Theorem 2, does not apply only to a specific scheduling technique. Instead, it
presents a general notion that if we can demonstrate conservativity for the response model of
each actor in the input dataflow model, then the self-timed execution of our response modeled
graph is a conservative estimate of the data-driven execution of the actual application on that
system. Consequently, we can apply existing timing analysis on the response modeled graph to
verify the timing requirements of our application are satisfied. Thus, Theorem 2 encapsulates
the main challenge addressed in this thesis, i.e. to demonstrate that our response model
satisfies (2.19) for a given scheduling technique.

2.6 Summary

In this chapter, we presented the preliminary concepts of dataflow that we use in our work.
We first presented the elements that an SRDF graph is composed of and how one uses them
to interpret its execution. We then presented the execution semantics of SRDF. Here we
discussed properties such as FIFO ordering, auto-concurrency, and dependence distance. We
use them in later chapters to reason about the effect of resource scheduling on the execution
of an application, and how the resulting execution can be modeled in dataflow. Next, we
introduced the self-timed execution of an SRDF graph and its timing properties like mono-
tonicity and linearity. We then presented the timing analysis of SRDF using Maximum Cycle
Ratio computation, that we use in our work. We then introduced response modeling, which
is the main topic of study in our thesis. Here we illustrated a timing refinement for a scenario
where we assume that each task is mapped to a dedicated processor. We demonstrated our
desire to obtain a response model for each task in the application such that we composition-
ally construct a conservative model of the execution of an application for a given system.
Thereby we can analyze the dataflow model and derive timing guarantees on the execution
of the actual application. In the coming chapters, we look into the two scheduling techniques
considered in this thesis and how we construct a response model for them.
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Chapter 3

Modeling Time Division Multiplexing

In this chapter, we look at our first scheduling technique, namely, Time Division Multiplexing
(TDM). The work presented in this chapter has been published in [40]. TDM is a periodic
type of budget scheduling, achieving independent execution of applications by dividing a fixed
time frame (the replenishment period) into various slots, each assigned to a single task of
an application. Within one replenishment period, an application can execute this task only
in the time slot assigned to it, referred to as the slice or budget. Through such temporal
isolation, we guarantee a minimum amount of service for every scheduled task during a given
time interval. As each task in an application has a guaranteed minimum service, it is easier
to perform the worst-case analysis of an application in isolation, i.e. without the influence of
any other application on the system.

TDM allows only time triggered context switches, which provides temporal isolation of tasks.
If each task is assigned its own slice, then its timing analysis is independent of all other tasks
[57, 7, 73] running on the same processor. Since we do not assume synchronization between
TDM Schedulers of different resources, the precise phasing of the slices is not controlled and
drift may occur. When calculating the execution times of interdependent tasks on different
resources, the phasing is therefore usually assumed to be unknown.

Typically, the execution of a task for TDM is captured in dataflow by using a latency-rate
response model [76]. However, we observe that the latency rate model is pessimistic and
causes over-allocation of resources for TDM. In this chapter, we show how the over-allocation
of resources for TDM can be avoided using a more accurate response model. We exploit the
fact that the finishing times of consecutive firings of a task, scheduled using TDM, exhibit
a cyclic pattern. More precisely, since for rational choices of execution time τ and slice size
S there exist q and r such that r · S = q · τ , we know that q consecutive firings will need
at most r periods to finish. We construct a dataflow model that treats each of the q firings
in this cycle separately, thus accurately specifying the worst-case behavior per firing, rather
than generalizing over all iterations as was done in [7, 46, 76].

We formally prove that our new model is conservative with respect to the exact temporal
behavior of TDM and that it strictly improves the bounds provided by the latency-rate
model. Furthermore, we show that our model results in significant quantitative improvement
regarding resource allocation, for our WLAN example.

43



3.1. PROBLEM STATEMENT

3.1 Problem statement

The latency-rate model is based on the observation that the worst-case response time of a task
is upper-bounded by a fixed-rate of service and an additional initial latency. A problem with
the latency-rate model for TDM is that it defines rather pessimistic finishing times for tasks.
This may cause our timing analysis to falsely detect violations of the timing requirements
of an application. This leads to over-allocation of the budget (slice size) to guarantee the
throughput and latency requirements of an application. Consequently, the pessimism in
resource allocation leads to both under-utilization of the system resources and higher costs
of the system.

As an example, consider a simplified model for the downlink of a Wireless LAN in Figure
3.1. This application consists of a pipeline of tasks, with a required end-to-end latency of
9000 ns. The source produces new data tokens with a frequency of 250 kHz (one token every
4000 ns), thereby defining a throughput requirement. Apart from the source, the tasks in this
application are as follows: a demodulator (dem), a decoder (dec), and a cyclic redundancy
check-sum (crc), as depicted in figure 3.1. Similar to the platform template described in
Figure 1.2, the application is mapped onto a multiprocessor system comprising an ARM
processor, an EVP [72] and a Software Codec (SWC). The demodulator task is mapped to
the EVP and requires 920 ns, the decoder runs on the SWC and needs 920 ns, and the CRC
needs 500 ns on an ARM processor.

𝑑𝑒𝑚 𝑠𝑟𝑐 𝑐𝑟𝑐 𝑑𝑒𝑐 

𝐸𝑉𝑃 𝑆𝑊𝐶 𝐴𝑅𝑀 

Figure 3.1: Tasks in a WLAN downlink

If we decide to share the EVP processor using a TDM scheduler with a period of 2000 ns
and a slice of 44% assigned to the demodulator, use a dedicated SWC for the decoder, and
share the ARM processor using a TDM scheduler with a period of 2000 ns and a slice of 16%
assigned to the CRC, we obtain finishing times as shown in Figure 3.2 (for more details, see
section 3.5). In this figure, a downward arrow depicts the instant at which a task is enabled
(referred to as the arrival time of a firing), the beginning of a block depicts the start of a task
firing, and the end of a block depicts the finishing time of a firing. For this picture, we have
chosen the location of the slices in the TDM schedules such that the finishing times are worst
case. The figure shows both the worst-case finishing times for the actual WLAN (the upper
three lines) and the latency-rate estimate (the lower three lines). The vertical red lines in
Figure 3.2 denote the actual finishing time per execution of the entire sequence of actors in
our application. Whereas, the parts of the blocks shaded red in the lower three lines denotes
the over-approximation in the finishing time of this sequence, as defined by the latency rate
model. It is easy to see that the latency-rate estimates are overly pessimistic.

Studying this scenario further, we find that the allocation of 44% of the EVP as estimated
by the latency-rate response model is sub-optimal given the required end-to-end latency of
9000 ns and throughput of 250 kHz. It would be sufficient to allocate only 24% of the EVP
for demodulation to satisfy the same end-to-end requirement. This over-allocation of 20%
of the EVP is due to the inherent pessimism in the latency-rate response model. We also
find that allocating 13% of the ARM cycles to the CRC would be sufficient to satisfy the
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application requirements, leading to additional savings of 3% ARM cycles. By using a more
refined response model, it should be possible to avoid this over-allocation.

0 20 40 60 80 100 120 140 160 𝜇𝑠 

𝑑𝑒𝑐, 0 𝑑𝑒𝑐,1 𝑑𝑒𝑐, 2 

𝑑𝑒𝑚, 0 𝑑𝑒𝑚,1 𝑑𝑒𝑚, 2 

𝑐𝑟𝑐, 0 𝑐𝑟𝑐,1 𝑐𝑟𝑐, 2 

𝑑𝑒𝑐, 0 𝑑𝑒𝑐,1 

𝑑𝑒𝑚, 0 𝑑𝑒𝑚,1 𝑑𝑒𝑚, 2 

𝑐𝑟𝑐, 0 𝑐𝑟𝑐,1 𝑐𝑟𝑐, 2 

𝑑𝑒𝑐, 2 

Figure 3.2: Execution of a WLAN downlink

3.2 Formalizing the exact TDM behavior

As explained in the introduction, TDM is a periodic type of budget scheduler that achieves
independent execution of applications by dividing a fixed time frame – the replenishment
period – into various slots – slices, where each slice is assigned to a single task. Figure 3.3
shows an example of such a division of slots over a time period.

𝜙 

𝑠𝑙𝑖𝑐𝑒 (𝑆) 

𝑝𝑒𝑟𝑖𝑜𝑑(𝑃) 

Figure 3.3: Division of slots over a TDM period

Formally, the behavior of TDM can be described from the point of view of a single task v ∈ V ,
by considering the following parameters:

• P represents the replenishment period of the TDM scheduler;

• S : V → R≥0 where S(v) ≤ P represents the time slice allotted to task v;

• φ : V → R≥0 where φ(v) ≤ P − Sv represents the start time of the slice relative to the
start time of the scheduler;

• τ : V × N→ R≥0 where τ(v, k) represents the execution time of firing 〈v, k〉 of task v;

• a : V ×N→ R≥0, where a(v, k) denotes the arrival time of firing 〈v, k〉, that is the time
at which input for firing 〈v, k〉 arrives;
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• f : V × N→ R≥0, where f(v, k) denotes the finishing time of firing 〈v, k〉;

In this chapter, task v is usually clear from the context, and we write P , S and φ, respectively.
In order to define the relation between arrival and finish, we first define a response function
FP,S,φ : R≥0 × R≥0 → R≥0 such that FP,S,φ(aF , τF ) returns the finishing time for an isolated
execution of duration τF arriving at time aF . The value of FP,S,φ(aF , τF ) depends on the
location of aF with respect to the position of the TDM wheel, and on the division of the
execution time τF over consecutive periods. We denote the modulo function by x%y ,
x − bx

y
cy and use it to calculate the relative position of times in the TDM wheel. For

example, (φ − aF )%P denotes the time to the next start of the allotted slice. In the best
case, when the firing arrives exactly at the start of the slice (i.e. when (φ− aF )%P = 0), we
know that at least d τF

S
− 1e full periods are needed to execute the task, plus a remainder of

τF%S. If the firing arrives outside the slice, the time to the next slice needs to be added, and
if the firing arrives within the slice but too late to finish the ‘remainder’, a full P − S needs
to be added. Thus, three cases are distinguished:

FP,S,φ(aF , τF ) =



aF + τF + d τF
S
− 1e(P − S) + (φ− aF )%P

; for (φ− aF )%P ≤ (P − S)

aF + τF + d τF
S
e(P − S)

; for (φ+ S − aF )%P < τF − d τFS − 1eS
aF + τF + d τF

S
− 1e(P − S)

; elsewhere

(3.1)

We observe from (3.1) that FP,S,φ is monotonic over the arrival time aF . That is, if a′F ≥ aF
then FP,S,φ(a′F , τF ) ≥ FP,S,φ(aF , τF ). Similarly, FP,S,φ is monotonic over the execution time
τF . That is if τ ′F ≥ τF then FP,S,φ(aF , τ

′
F ) ≥ FP,S,φ(aF , τF ). Moreover, if τ ′F = τF + δ and

δ ≥ 0 then FP,S,φ(aF , τ
′
F ) can also be expressed as an execution of duration δ that starts at

FP,S,φ(aF , τF ). Formally, this translates into the following additive property:

FP,S,φ(aF , τ
′
F ) =FP,S,φ(aF , τF + δ)

=FP,S,φ(FP,S,φ(aF , τF ), δ) (3.2)

Given the function FP,S,φ, the relation between arrival and finishing times of firings for a task
v is obtained by realizing that a new firing 〈v, k〉 can only be started after it arrives and after
the previous one has finished. Using the above additivity property we thus derive:

f(v, 0) = FP,S,φ(a(v, 0), τ(v, 0))

f(v, k) = FP,S,φ(max(a(v, k), f(v, k − 1)), τ(v, k))

(3.3)

Monotonicity and additivity properties of FP,S,φ allow us to upper-bound the finishing times
of a firing 〈v, k〉 as follows:

Theorem 3 The finishing time f(v, k) of a firing cannot be later than the maximum over
the function FP,S,φ for (n+ 1) consecutive firings the first of which arrives at a(v, k− n), for
all n ≤ k and assuming the worst-case execution time for each firing.

f(v, k) ≤ max
0≤n≤k

FP,S,φ(a(v, k − n), (n+ 1) · τ̂(v))
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Proof Using induction we derive the following:

Base case:

f(v, 0) =FP,S,φ(a(v, 0), τ(v, 0))

≤{Since τ(v, 0) ≥ τ̂(v, 0)}
FP,S,φ(a(v, 0), τ̂(v))

= max
0≤n≤0

FP,S,φ(a(v, k − n), (n+ 1) · τ̂(v)) (3.4)

Inductive step

f(v, k + 1) =FP,S,φ(max(a(v, k + 1), f(v, k)), τ(v, k + 1))

≤{Since τ(v, k) ≥ τ̂(v)}
FP,S,φ(max(a(v, k + 1), f(v, k)), τ̂(v))

={Using monotonicity of arrival times}

max

{
FP,S,φ(a(v, k + 1), τ̂(v)),

FP,S,φ(f(v, k), τ̂(v))

={Using inductive hypothesis}

max


FP,S,φ(a(v, k + 1), τ̂(v)),

FP,S,φ

(
max

0≤n≤k
{FP,S,φ(a(v, k − n), (n+ 1) · τ̂(v))} , τ̂(v)

)
={Using additive property of FP,S,φ}

max

{
FP,S,φ(a(v, k + 1), τ̂(v)),

max
0≤n≤k

{FP,S,φ(a(v, k − n), (n+ 2) · τ̂(v))} ,

={Re-writing the range of n}

max

{
FP,S,φ(a(v, k + 1), τ̂(v)),

max
1≤n≤k+1

{FP,S,φ(a(v, k + 1− n), (n+ 1) · τ̂(v))} ,

={Observing the symmetry in the two expressions in the outer max}
max

0≤n≤k+1
FP,S,φ(a(v, k + 1− n), (n+ 1) · τ̂(v)) (3.5)

�

Furthermore, observe that the condition (φ − aF )%P ≤ P − S in (3.1) guarantees that the
value of FP,S,φ(aF , τF ) is bounded by aF + τF +

⌈
τF
S

⌉
(P − S) for all aF , τF ∈ R≥0. Thus we

can continue our deduction as follows:

f(v, k) ≤max
n≤k

(
a(v, k − n) + (n+ 1) · τ̂(v) +

⌈
(n+ 1) · τ̂(v)

S

⌉
(P − S)

)
(3.6)

Now that we have a formalization of the relation between arrival and finish of firings for
TDM and a formalization of its upper-bound, we can formalize our requirement on dataflow
response models and demonstrate their correctness.
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𝑟𝑎𝑡𝑒 𝑙𝑎𝑡𝑒𝑛𝑐𝑦 

Figure 3.4: Latency-rate response model

3.3 Latency Rate (LR) Modeling

In dataflow analysis, TDM behavior is usually approximated using the latency-rate response
model. Recall from Theorem 2 that if the LR-model of a task is conservative, then by
replacing each actor in an application graph with the LR model for its task we obtain a
response modeled graph that is conservative with respect to the actual execution of the
application, for TDM.

The latency rate model for an actor v is composed a latency actor vl and the rate actor vr
that have constant execution times τ̂(vl) = τ̌(vl) = P −S and τ̂(vr) = τ̌(vr) = τ̂(v)P

S
. Similar

to our notations for Theorem 2, let âLR, f̂LR : V × N → R≥0 denote the arrival of tokens on
input edges of (in this case) vl and the production times of tokens on output edges of (in this
case) vr. Using âLR and f̂LR we can characterize its execution by the following equations:

f̂LR(vr, 0) =âLR(vr, 0) + τ̂(vl) + τ̂(vr)

f̂LR(vr, k) = max(âLR(vl, k) + τ̂(vl), f̂LR(k − 1)) + τ̂(vr)

= max(âLR(vl, k) + (P − S), f̂LR(k − 1)) + τ̂(v) · P
S

Similar to Theorem 3, we use induction to demonstrate that for all k ∈ N:

max
n≤k

(
âLR(v, k − n) + (P − S) + (n+ 1) · τ̂(v) · P

S

)
(3.7)

Theorem 4 Assuming that the actual arrival of tokens to a task is always sooner than the
arrival of tokens to its latency rate model, the finish time of the actual task cannot be later
than the finish time of the latency rate model, for all firings k ∈ N

{∀j≤ka(v, j) ≤ âLR(v, j)} ⇒ f(v, k) ≤ f̂LR(v, k)
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Proof Starting from (3.7), we obtain the following deduction

f̂LR(v, k) = max
n≤k

(
âLR(k − n) + (P − S) + (n+ 1) · τ̂(v) · P

S

)
={Re-arranging}

max
n≤k

(
âLR(k − n) + (n+ 1) · τ̂(v) + (

n · τ̂(v)

S
+ 1)(P − S)

)
≥max

n≤k

(
âLR(k − n) + (n+ 1) · τ̂(v) +

⌈
n · τ̂(v)

S

⌉
(P − S)

)
≥{Since a(v, k − n) ≤ â(v, k − n) for all n, k ∈ N }

max
n≤k

(
a(k − n) + (n+ 1) · τ̂(v) +

⌈
(n+ 1) · τ̂(v)

S

⌉
(P − S)

)
≥{Using (3.6)}
f(v, k) (3.8)

From this, we conclude that f̂LR(k) ≥ f(k) for all k ∈ N, and the latency-rate response model
is conservative with respect to the exact TDM behavior for a task v ∈ V . �

As we have seen in section 3.1, the error that is introduced by this over-estimation can be
quite large. Intuitively, the latency-rate response model gives a linear approximation of the
worst-case behavior, which in case of a burst does not depend on the behavior of previous
iterations. If the previous iteration in a burst finished just after the allotted slice started,
then the next iteration in the queue can in principle start immediately while the latency rate
model still assumes a delay. In the next section, we will show how a more detailed model of
the behavior of TDM can resolve this.

3.4 An improved response model

In this section, we present a response model for TDM, hereafter called our TDM model, that
approaches the exact model as closely as possible. Assuming that the actual phasing φ of the
TDM scheduler is unknown and that S and τ are rational numbers we first demonstrate that
consecutive firings of a task exhibit a periodicity in execution, for TDM. We then propose our
TDM model and use this periodicity to demonstrate its correctness. Lastly, we demonstrate
that our proposed TDM model is strictly better than the latency rate model.

3.4.1 Analysis of consecutive iterations

The crucial observation for our approach is that, if S and τ̂(v) are rational numbers, it possible
to pick q, r ∈ N such that

q , min (n ∈ N|n · τ̂(v)%S = 0) (3.9)

and q · τ̂(v) = r · S. This gives us a kind of hyper-period, in which q consecutive firings will
need at most r periods (one slice per period) to finish execution, provided one starts within
the allotted slice. One additional consecutive firing will take us into the next allotted slice so
that we can derive two further properties of F that form the core of our improvement. The
first tells us that F is periodic, while the second tells us that if we start a burst of q firings
precisely at the beginning of a slice, then the burst ends exactly at the end of the slice.
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Theorem 5 Given q, r ∈ N for rational values of S and τ̂(v) for an actor v, the function F
in (3.1) exhibits a periodicity such that the q + n firings of v can finish latest by r · P time
after the finish of the nth firing.

FP,S,φ(a(v, k), (q + n) · τ̂(v)) = FP,S,φ(a(v, k), n · τ̂(v)) + r · P (3.10)

Proof To demonstrate that (3.10) holds, we first use the additive property of F to expand
FP,S,φ(a(k), (q + 1) · τ̂(v)). That is:

FP,S,φ(a(v, k), (q + n) · τ̂(v)) =FP,S,φ(FP,S,φ(a(v, k), n · τ̂(v)), q · τ̂(v))

={By definition q · τ̂(v) = r · S}
FP,S,φ(FP,S,φ(a(v, k), n · τ̂(v)), r · S) (3.11)

As the finishing time defined by F must always be a point within the slice, we observe that
an arrival time aF = FP,S,φ(a(k), n · τ̂(v)) and an execution time of τF = r · S satisfies the
second condition in (3.1).

φ+ S − FP,S,φ(a(v, k), n · τ̂(v)) ≤S
= {To match the second condition in (3.1)}

r · S −
⌈
r · τ̂(v)

S
− 1

⌉
S (3.12)

Thus, re-visiting (3.11), we deduce the following:

FP,S,φ(a(v, k), (q + 1) · τ̂(v)) ={Using the second condition in (3.1)}

FP,S,φ(a(v, k), n · τ̂(v)) + r · S +

⌈
r · S
S

⌉
(P − S)

=FP,S,φ(a(v, k), n · τ̂(v)) + r · S + r · (P − S)

=FP,S,φ(a(v, k), n · τ̂(v)) + r · S + r · P − r · S
=FP,S,φ(a(v, k), n · τ̂(v)) + r · P (3.13)

Thus we conclude that (3.10) holds. �

Theorem 6 If the first of q consecutive firing arrives exactly at the start of a slice, then for
the entire burst must finish at most by the end of the slice r− 1 periods later. That is for all
n ∈ N:

FP,S,φ(n · P + φ, q · τ̂(v)) = (n+ r) · P + φ− (P − S) (3.14)

Proof We observe that n · P + φ is the start of a slice in the n’th period, that is:

(φ− (n · P + φ))%P = 0 ≤ P − S

50



CHAPTER 3. MODELING TIME DIVISION MULTIPLEXING

Consequently, n · P + φ satisfies the first condition of (3.1). We now make the following
deduction:

FP,S,φ(n · P + φ, q · τ̂(v))

={Using the first condition in (3.1)}

(n · P + φ) + q · τ̂(v) + dq · τ̂(v)

S
− 1e(P − S) + (φ− (n · P + φ))%P

={Using q · τ̂(v) = r · S}

(n · P + φ) + r · S + dr · S
S
− 1e(P − S) + (φ− (n · P + φ))%P

=(n · P + φ) + r · S + dr − 1e(P − S)

={Since r ∈ N}
(n · P + φ) + r · S + (r − 1) · (P − S)

=(n · P + φ) + r · S + r(P − S)− (P − S)

=(n · P + φ) + r · S + r · P − r · S − (P − S)

=(n · P + φ) + r · P − (P − S)

=(n+ r) · P + φ− (P − S) (3.15)

Thus we conclude that (3.14) holds. �

3.4.2 Constructing our TDM model

Recall that the problem with the latency-rate model is that it disregards information about
the processing of previous firings in case of a burst. Assuming that our processing is periodic
in the above sense, we can build a model that remembers the processing of the previous q
firings in the cycle, and use this information to improve our response model.
Our TDM model details the timing of q consecutive firings in the cycle. Each of these firings
becomes an actor in the response model Gv = (Vv, Ev, dv, τ̂v, τ̌v) which will replace the node
of the TDM-scheduled actor v in the original application graph. Adding the initial latency,
the graph will have q + 2 vertices in total, so the set V of actors of the model is given by:

Vv = {vi|0 ≤ i ≤ q + 1},

where actor v0 denotes the initial latency of TDM, and the other actors form a cycle:

Ev ={(vi+1, vi) | 1 ≤ i ≤ q} ∪ {(1, q + 1)}
∪ {(v0, vi) | 1 ≤ i ≤ q}

Each edge of the cycle obtains an initial token, except the edges from v0 and the edge from
v1 to vq+1:

d(vi, vj) =


0 ; for i = 0
0 ; for i = 1 ∧ j = q + 1
1 ; elsewhere

Each actor in the cycle gets an execution time that corresponds to the response of a job
arrival at that point in the cycle, taking into account that actor v0, like in the LR model, has
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an execution time of P − S to compensate for the phasing. Note that τ(q + 1) also takes a
value of P −S since the last iteration in a hyper-period ends exactly at the end of the slice.

τ̂(vi) = τ̌(vi) =


P − S ; for i ∈ {0, q + 1}
FP,S,φ(φ, τ̂(v))− φ ; for i = 1

FP,S,φ(φ, i̇̂τ(v))− FP,S,φ(φ, (i− 1) · τ̂(v)) ; for 1 < i < q + 1

𝑣4 

𝜏 𝑣4 = 4 

𝑣3 

𝜏 𝑣3 = 94 

𝑣2 

𝜏 𝑣2 = 4 

𝑣5 

𝜏 𝑣5 = 4 

𝑣6 

𝜏 𝑣6 = 90 

𝑣1 

𝜏 𝑣1 = 4 

𝑣𝑜  

𝜏 𝑣𝑜 = 90 

Figure 3.5: Example of the our TDM model. Assume τ̂(v) = τ̌(v) = 4, P = 100, φ = 90,
S = 10, q = 5 and r = 2.

As an example, assume a task v with τ̂(v) = 4 mapped to a TDM scheduler with P = 100,
φ = 90, and S = 10. We solve q · τ̂(v) = r ·S to find q = 5 and r = 4. The resulting response
model, therefore, has q + 2 = 7 nodes and is depicted in figure 3.5. Note, that the graph
gets additional input and output edges, connected respectively to actor v0 and v1, that are
associated with the arrival times ânew(v, k) and the finishing times f̂new(v, k) of firings.

3.4.3 Proof of correctness

In order to show that our TDM model is conservative with respect to the exact model for
TDM, we first determine the relation between arrival and finishing times for it. We observe
from the construction rules of our TDM model and the illustration in Figure 3.5, that there
are q paths from actor q0 to actor q1. Let pi for 1 ≤ i ≤ q denote the path between v0 and v1

in which the actor vi is the immediate successor of v0 in the path. Observe that each path
pi has i − 1 initial tokens. If ânew, f̂new : V × N → R≥0 denote, for shorthand, the arrival
and finish of firings of our TDM model, then a path pi constrains the finish of firing k of our
TDM model as:

f̂new(v, k) ≥ ânew(v, k − i− 1) +
i∑

j=0

τ̂(vj)
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Additionally, there exists a cycle with q initial tokens, in our TDM model that also constrains
its firing as:

f̂new(v, k) ≥ f̂new(v, k − q) +

q+1∑
j=1

τ̂(vj)

From the above two constraints, we can characterize the execution of our TDM model using
the following equations:

f̂new(v, 0) =ânew(v, 0) +
1∑
j=0

τ̂(vj)

f̂new(v, k) = max

 max0≤i≤min(q,k) ânew(v, k − i) +
∑i+1

j=0 τ̂(vj)

f̂new(v, k − q) +
∑q+1

j=1 τ̂(vj)

; if n+ 1 > q

 (3.16)

Theorem 7 The finishing time f(v, k) of a firing cannot be later than the maximum over
the function FP,S,φ for (n+ 1) consecutive firings the first of which arrives at a(v, k− n), for
all n ≤ k and assuming the worst-case execution time for each firing.

f̂new(v, k) = max
0≤n≤k

(ânew(v, k − n) + P − S + FP,S,φ(φ, (n+ 1) · τ̂(v))− φ)

Proof Similar to Theorem 3, we use induction to derive the following:

Base case:

f̂new(v, 0)

=ânew(v, 0) +
1∑
j=0

τ̂(vj)

=ânew(v, 0) + P − S + FP,S,φ(φ, τ̂(v))− φ
Inductive Step:

f̂new(v, k + q)

= max

(
max0≤i≤q ânew(v, k − i) + FP,S,φφ, (i+ 1)τ̂(v)− φ
f̂new(v, k) + (P − S) + FP,S,φφ, q · τ̂(v)− φ

)
={Using Theorem 6}

max

(
max0≤i≤q ânew(v, k − i) + FP,S,φφ, (i+ 1)τ̂(v)− φ
f̂new(v, k) + (P − S) + r · P + φ− (P − S)− φ

)
= max

(
max0≤i≤q ânew(v, k − i) + FP,S,φφ, (i+ 1)τ̂(v)− φ
f̂new(v, k) + r · P

)
={Using inductive hypothesis}

max

(
max0≤i≤q ânew(v, k − i) + FP,S,φφ, (i+ 1)τ̂(v)− φ
max0≤n≤k (ânew(v, k − n) + P − S + FP,S,φ(φ, (n+ 1) · τ̂(v))− φ) + r · P

)
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={Using Theorem 5}

max

(
max0≤i≤q ânew(v, k − i) + FP,S,φφ, (i+ 1)τ̂(v)− φ
max0≤n≤k (ânew(v, k − n) + P − S + FP,S,φ(φ, (n+ q + 1) · τ̂(v))− φ)

)
={Re-writing range of n}

max

(
max0≤i≤q ânew(v, k − i) + FP,S,φφ, (i+ 1)τ̂(v)− φ
maxq≤n≤k+q (ânew(v, k + q − n) + P − S + FP,S,φ(φ, (n+ 1) · τ̂(v))− φ)

)
={Resolving the symmetry in the max expressions }

max
0≤n≤k+q

(ânew(v, k + q − n) + P − S + FP,S,φ(φ, (n+ 1) · τ̂(v))− φ) (3.17)

�

Theorem 8 Assuming that the actual arrival of tokens to a task is always sooner than the
arrival of tokens to our TDM model, the finish time of the actual task cannot be later than
the finish time of our TDM model, for all firings k ∈ N

{∀j≤ka(v, j) ≤ ânew(v, j)} ⇒ f(v, k) ≤ f̂new(v, k)

Proof Starting from (3.17), we obtain the following deduction:

f̂new(v, k)

= max
n≤k

(â(k − n) + P − S + FP,S,φ(φ, (n+ 1) · τ̂(v))− φ)

={Using the first condition in (3.1)}

max
n≤k

(
â(k − n) + P − S + φ+ (n+ 1) · τ̂(v))

⌈
(n+ 1) · τ̂(v)

S
− 1

⌉
(P − S) + (φ− φ)%P − φ

)
= max

n≤k

(
hatanew(v, k − n) + (n+ 1) · τ̂(v) +

⌈
(n+ 1) · τ̂(v)

S

⌉
(P − S)

)
≥{Since a(v, k − n) ≤ ânew(v, k − n) for all n ≤ k

max
n≤k

(
a(v, k − n) + (n+ 1) · τ̂(v) +

⌈
(n+ 1) · τ̂(v)

S

⌉
(P − S)

)
≥{Using (3.6) for all n ≤ k}
f(v, k) (3.18)

Hence we conclude that our TDM model is conservative with respect to the exact behavior
of TDM. �

In a similar vein, we can prove that a) the LR model is conservative with respect to our TDM
model, and b) our model provides exactly the same timing behavior as the model used in [60]
when S = q · τ (see [37]). Next, we will show that TDM model is strictly better than the LR
model by calculating the difference between the two.
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3.4.4 Comparison with the LR model

Given the same estimated arrival â(v, k) of a firing, we are interested in the difference
f̂LR(v, k) − f̂new(v, k) between the predicted finished times of the LR model and our TDM
model.

f̂LR(v, k)− f̂new(v, k)

={Using (3.7) and (3.17)}

max
n≤k

(â(k − n) + (P − S) + (n+ 1) · τ̂(v) · P
S

−max
m≤k

(â(k −m) + P − S + FP,S,φ(φ, (m+ 1) · τ̂(v))− φ)

= min
m≤k

(
maxn≤k(â(k − n) + (P − S) + (n+ 1) · τ̂(v) · P

S
)

− (â(k −m) + P − S + FP,S,φ(φ, (m+ 1) · τ̂(v))− φ)

)
≥ min

m=n≤k

(
(â(k − n) + (P − S) + (k + 1) · τ̂(v) · P

S
)

−(â(k −m) + P − S + FP,S,φ(φ, (m+ 1) · τ̂(v))− φ)

)
= min

m≤k

(
(m+ 1) · τ̂(v) · P

S
− FP,S,φ(φ, (m+ 1) · τ̂(v))− φ

)
= min

i≤n

(
(m+ 1) · τ̂(v) · P

S
− (m+ 1) · τ̂(v)−

⌈
(m+ 1) · τ̂(v)

S
− 1

⌉
(P − S)

)
= min

m≤k

(
(m+ 1)τ̂(v)

S
−
⌈

(m+ 1)τ̂(v)

S

⌉
+ 1

)
(P − S)

≥0 (3.19)

This value is strictly larger than 0 (assuming P > S), meaning that the estimates of our
TDM model are strictly better than those of the LR model.

On the other hand, we may also derive that

f̂LR(v, k)− f̂new(v, k)

= max
n≤k

(
â(v, k − n) + (P − S) + (n+ 1) · τ̂(v) · P

S

)
−max

m≤k
(â(v, k −m) + (P − S) + FP,S,φ(φ, (m+ 1) · τ̂(v))− φ)

= max
n≤k

(
(â(k − n) + (P − S) + (n+ 1) · τ̂(v) · P

S
)

−minm≤k (â(k −m) + P − S + FP, S, φ(φ, (m+ 1) · τ̂(v))− φ)

)
≤ max

n=m≤k

(
(â(k − n) + (P − S) + (n+ 1) · τ̂(v) · P

S
)

− (â(k −m) + P − S + FP,S,φ(φ, (m+ 1) · τ̂(v))− φ)

)
= max

n≤k

(
(n+ 1) · τ̂(v) · P

S
− FP,S,φ(φ, (n+ 1)τ̂(v))− φ

)
= max

n≤k

(
(n+ 1)τ

P

S
− (n+ 1) · τ̂(v)−

⌈
(n+ 1) · τ̂(v)

S
− 1

⌉
(P − S)

)
= max

n≤k

(
(n+ 1) · τ̂(v)

S
−
⌈

(n+ 1) · τ̂(v)

S

⌉
+ 1

)
(P − S)

≤P − S (3.20)
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Task Processor Exec. time Period LR Model TDM model
Slice Allocation Slice Allocation q

dem EVP 920 2000 880 44 % 480 24 % 12
dec SWC 920
crc ARM 500 2000 320 16 % 260 13 % 11

Table 3.1: WLAN downlink setup

So the difference between our TDM model and the LR model will never be more than P −S.
Now that we know the relation between our TDM model and the LR model, it is time to
quantify the benefits of our TDM model using an illustrative case-study.

3.5 Case-study

In this section, we take a closer look at the wireless LAN down-link presented in section 3.1.
We compare the resource allocation determined using the LR model to the resource allocation
determined using our TDM model, for the given real-time requirement of a 9000 ns latency
and a 250kHz throughput.

𝑑𝑒𝑚 𝑠𝑟𝑐1 𝑐𝑟𝑐 𝑑𝑒𝑐 

𝐸𝑉𝑃 𝑆𝑊𝐶 𝐴𝑅𝑀 

𝑙𝑎𝑡𝑒𝑛𝑐𝑦 

𝑠𝑟𝑐2 

Figure 3.6: Adapted WLAN graph for MCM analysis

For this analysis, each actor in our WLAN graph is replaced by a response model. We use
the minimum-cycle ratio (MCR) analysis technique (see section 2.4) on the resulting graphs
to verify that the resource allocation satisfies the throughput and latency requirements.
Subsequently, the MCR analysis is repeated for different slice sizes in a design space explor-
ation that ultimately leads to the results displayed in table 3.1. This table summarizes the
resource allocation estimated using the LR model viz-a-viz the results for our TDM model,
for both the EVP and the ARM processor. We observe that, especially for the EVP, the
resource allocation estimated using our TDM model is significantly lower than the estimation
via the LR model. This shows that our TDM model can indeed be used to improve resource
allocation.

Modeling bursty input behavior

Consider the WLAN downlink example (Figure 3.2), but consider, instead of the periodic
arrival of inputs, an input burst such that before the current input is processed by the
demodulator task, the next input has already arrived. In other words, the allocated slice is
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(a) Using the LR model

(b) Using our TDM model

Figure 3.7: Response modeling TDM

never wasted idling, it is always utilized for processing some input. Also, consider that the
arrival of the first input in the burst is just after the allocated slice for the demodulator has
ended. This means that there is a P − S initial waiting time before the first input starts to
be processed. Figure 3.8 shows the duration of the start to completion of the execution per
iteration during actual execution viz. the execution defined by the LR model and our TDM
model. The vertical red lines in figure 3.8 show the actual finish time per execution of the
entire sequence of actors in our application. The difference between the actual finish time and
the finish time defined by a response model (shaded in red) shows the over-approximation
made by that particular model. We observe that the finish times per firing defined by our
TDM model exactly coincide with the actual execution, while the LR model finish times are
over-approximated. We conclude that in case of bursty arrival of input tokens, our TDM
model defines a tight upper-bound on the execution for TDM, while the LR model defines an
over-approximated bound for the same execution.
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Figure 3.8: Execution of demodulator for a bursty input

3.6 Related work

A specialized dataflow model [60] already improves on the LR model, under the condition
that the slice size is an integer multiple of the execution time, i.e. S = q · τ . However, in
many applications (such as the WLAN downlink), this assumption is unreasonable, since the
period P (with P ≥ S) has to be kept small to guarantee a low latency for all applications
that share that resource. In practice, many iterations need more than one slice to finish
execution of a task. The model we introduce in this paper shows a tight approximation of
resource requirements, regardless of the choice of execution time, period, and slice size of a
task, thus enabling improved resource utilization for any periods P . In case S = q · τ , the
timing behavior of our model can be shown to coincide with that of [60].

Outside of the dataflow framework, the allocation of resources using TDM has gained a lot of
attention as well. In particular, we would like to point out the work performed in the field of
real-time calculus [73] in which the influence of TDM is modeled and analyzed using service
curves, rather than using start and finish times of iterations. Moreover, the work performed
in the area of holistic scheduling [24] is relevant, where algorithms are developed to minimize
the slices assigned to tasks and the over-all scheduling periods. Indeed, those papers give a
good impression on how to solve the allocation of tasks under TDM scheduling. However, the
modeling techniques that are used in these papers are not easily transferred to the dataflow
formalism. For dataflow, generic design-space exploration algorithms are in place [46], hence
our desire to have better models for TDM in dataflow as well.

Our approach is reminiscent of earlier observations made in the field of schedulability analysis,
where the schedulability of TDM-scheduled tasks was first analyzed using the bounded delay
resource model of [3] (governed for TDM by a supply bound function that has an initial
waiting time of P − S and a slope of τ

S
P ) and later improved using the periodic resource

model of [57, 2] (governed by a more complex supply bound function that takes the behavior
of individual iterations into account). This work, however, is concerned with the scheduling
of independent tasks that each have their own deadline, while the dataflow formalism focuses
on the analysis of interdependent tasks with only an end-to-end real-time requirement. One
should notice that the over-all effect of improving the worst-case bounds for individual tasks
is even greater in the latter case, since multiple tasks are part of the end-to-end real-time
requirement, and the estimate for each of these tasks is improved.

58



CHAPTER 3. MODELING TIME DIVISION MULTIPLEXING

3.7 Summary

In this chapter, we have proposed a new dataflow response model for the analysis of the
real-time behavior of tasks on a multi-processor, scheduled using TDM. Starting from a
formalization of the exact behavior of TDM, we have proven that our TDM model gives a
conservative estimate of that behavior. Furthermore, the model gives strictly better estimates
than the conventional LR model. Using the new model in MCR analysis, we have shown a 20%
decrease in the allocation of resources for a simplified wireless LAN down-link application,
compared to the analysis using the LR model.

3.7.1 Applicability and limitation

Our TDM model assumes that a task can be perfectly interrupted by the TDM scheduler
at any point in time. In real processor architectures, however, an interrupt can only be
serviced at specific points in time, due, for instances, to the need to flush and restart pipelines
when context-switching, or due to multi-cycle instructions. Investigating how long worst-case
interrupt times may affect the analysis of the TDM scheduler is, however, not considered in
this thesis.
Meanwhile, as demonstrated in Section 3.4.4, we see that the pessimism in the LR model is
bounded by P −S. For large values of execution times (i. e. τ̂(v) >> (P −S)) this pessimism
is overshadowed by the response time of the task. In such situations, there may not be much
scope for improvement in resource allocation by using a more complex response model such as
the one we propose. Moreira et al [48] present a deadline extension pool technique to extract
a maximum affordable response time T for a task execution without violating the real-time
constraint on the parent application. We may use this value to obtain the minimum estimated
slice Š that satisfies the inequality:

(P − Š) +
P · τ
Š
≤ T (3.21)

A design decision can be made on when the resource saving (difference in slice estimations)
is not significant enough. In such a case we may opt to simply use the LR model for our
response modeling. However, more detailed investigation to understand the limitations in the
applicability of improved response modeling techniques, and is left out of the scope of this
thesis.

3.7.2 Size and complexity

A disadvantage of our TDM model is that it can be very large. Given that q · τ = r · S, the
number of nodes in the TDM model will be q + 2. For inconvenient choices of τ and S, the
smallest value of q that satisfies the equation can be very large. An increase of the number of
nodes and edges in the model implies an increase in the complexity of the temporal analysis,
which typically involves the computation of the maximum cycle ratio of the graph. According
to [15] the theoretical complexity of the analysis is O(|V | · |E|), but in practice, there are
weakly polynomial algorithms with much better performance. On the bright side, [15] also
contains extensive experimental analyses where, for a test set of circuit graphs and random
graphs containing over 1 million nodes and 3 million edges, the analysis time is still below
3 seconds. In radio applications [48], typical graphs have less than one hundred nodes, so
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there is room for very large q factors. Finally, if analysis time does become a problem, one
may over-approximate by taking a larger worst-case execution time for a task, thereby finding
more acceptable values of q,r. As TDM is monotone in execution time, our analysis will still
also be valid for the original worst-case execution time, albeit a bit pessimistic. Thus, this
approach gives us a trade-off between model-size and accuracy of the analysis. We study
this trade-off when employing our technique to analyze our industrial case-study, presented
in chapter 7.

3.7.3 Addressing cyclo-static and multi-rate execution

Our TDM model can be used to represent resource provision for multi-rate [34] and cyclo-
static [10] actors. In dataflow analysis, the arrival time of a job is the time when the firing
condition of a task is met. Our model does not restrict this condition from requiring different
amounts of tokens per incoming edge. The model can thus handle both multi-rate and cyclo-
static consumption rates. Similarly, our TDM model can handle different production rates
per outgoing edge. These just become the production rates of the output actor in the model.
Figure 3.9 shows how the execution of a multi-rate actor can be represented using our TDM
model. The consumption rules defined on the incoming edges of actor A are modeled as the
consumption rules for actor W in our TDM model. Similarly, the production rules defined
for the outgoing edges of A are modeled as the production rules for the outgoing edges of
actor X1 in our TDM model. The internals of the model are still single-rate (there is a 1:1
production/consumption for all internal edges)s.

Figure 3.9: Multi-rate actor using our TDM model

However, typically, cyclo-static data flow actors are allowed to have different execution times
at each iteration. Since our TDM model assumes a fixed execution time for all iterations,
it cannot handle varying execution times (although it can provide conservative analysis by
taking the worst-case execution time). Recall from sections 2.1.3 actors with cyclo-static
execution times are firing equivalent to having multiple single rate actors in a static-order.
As we often have static-ordered execution of tasks in our system, we see that our TDM model
does not yet provide a comprehensive solution all cases considered in this thesis. We now
proceed to address modeling of static-ordered execution in chapter 4.
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Chapter 4

Modeling static-ordered execution in
TDM

In chapter 3 we demonstrated that the Latency Rate (LR) model for TDM is unduly pess-
imistic and causes over-allocation of resources to guarantee that the timing requirements of
an application are satisfied. Instead, we proposed a new response model (i.e. our TDM
model) that accurately mimics the worst-case execution behavior of a task, for TDM. The
work presented in this chapter has been published in [39].
In this chapter, we show that our TDM model, however, is best suited for systems where
each task is allocated its own individual slice. It may occur that multiple tasks of the same
application may be mapped to a processor. Moreira et al [48] argue that instead of assigning
individual slices to each task that belong to the same application and which are mapped
to a given processor, we may improve their worst-case response time by allocating a single
slice equal to the sum of the individual slices and executing these tasks in an enforced static-
order. We observe that our TDM model proposed in Chapter 3 cannot accurately model this
behavior.

A

B

(a) Each task is allocated an in-
dependent slice

A

B

(b) Tasks are static-ordered and
assigned a single slice

Figure 4.1: Slice allocation of tasks mapped from the same application, that are mapped to
the same processor.

In this chapter, we look at a new modeling approach to TDM. We first illustrate the pessimism
in the LR model in representing static-ordered execution; and identify why our TDM model
is not suitable to depict static-ordered execution of tasks, for TDM. We then propose a new
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response model for TDM that is tight, conservative, and able to support static ordering of
tasks. We hereafter refer to this model as our TDM-SO model. We show that our TDM-
SO model is less pessimistic than the LR model and is just as accurate as our TDM model
minus its limitations. Next, we present experimental results on a synthetic case-study and
an industrial SDR (WLAN running on an MPSoC hardware). Here we highlight the effect of
reduced pessimism on worst-case temporal bounds and, consequently, on resource allocation.
We then discuss some important characteristics and constraint on the scope of our TDM-SO
model. Lastly, we summarize the work presented in this chapter.

4.1 Problem description

Consider a TDM schedule with period 50 with a slice allocation of 20 for two static-ordered
tasks with constant execution times τ̂(a) = τ̌(a) = 10 and τ̂(b) = τ̌(b) = 20. As compared to
using sequentially ordered LR models (Figure 4.2(a)), Moreira et al[48] demonstrate that the
execution of the static-ordered tasks can be modeled more accurately by statically-ordering
only the rate actors (Figure 4.2(b)).
Given that input of each task in a static-order is already available, their firings execute as
a contiguous block. Since each rate actor approximates the execution of its task of the by
a constant factor P

S
, the static-ordered execution of our rate actors cannot be smaller than

this contiguous block of execution. The latency actors account for the initial latency of the
individual tasks. Note that the latency actors do not execute in a static order.
The actual execution of our static-ordered tasks and that as modeled by the LR model
is depicted in Figure 4.3. We find the finishing times obtained using the LR model are
pessimistic to the actual execution of the static-ordered tasks. As described in Section 3.1,
pessimistic response models incur unnecessary over-allocation of systems resources that results
in under-utilization of the system.

𝑙1 𝑟1 

𝑙2 𝑟2 

(a) Sequentially connected LR
models

𝑙1 𝑟1 

𝑙2 𝑟2 

(b) Static-ordered rate-actors of
individual LR models

Figure 4.2: Modeling statically ordered tasks using the LR model

Meanwhile, our TDM model is derived using the worst-case execution time single task. As
each task in the static-order has an independent worst-case execution time, our TDM model
is restricted to modeling individual tasks each allocated a separate slice.
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1-1 2-1 2-1 1-2 2-2

0 50 100 150

(a) Actual execution

1-1 2-1 1-2 2-2

0 50 100 150

(b) Actual response times

1-1 2-1

0 50 100 150

1-2 2-2

(c) LR modeled response times

Figure 4.3: TDM schedule for statically-ordered tasks in single slice

4.2 Modeling static-ordered execution in TDM

In this section, we propose a new approach to modeling TDM. We first illustrate our approach
to modeling the execution of static-ordered tasks, for TDM. We then re-visit the formalization
of TDM execution. Next, we formalize the construction of our new response model (i.e., our
TDM-SO), and finally, we demonstrate its correctness.

4.2.1 Overview of approach

Our new approach starts with modeling a highly restrictive execution for TDM. In particular,
we consider an existing response model [60] such that we can model the execution of a task,
for TDM, assuming that the allocated slice is a multiple of the worst-case execution time
of our task. We then illustrate how we lift this restriction so as to model the execution
of a task for an arbitrary slice allocation. Lastly, we demonstrate how we can extend the
technique used to model arbitrary slice allocation, to capture the execution of static-ordered
tasks allocated the same slice.

Response modeling for restricted slice allocation

Staschulat and Bekooij [60] propose a response model, illustrated in Figure 4.4, for the high-
priority task in Priority-based Budget Scheduling (PBS). PBS is a two-priority level schedul-
ing scheme in which the initial latency for the high priority task is much smaller than that
of TDM. The rate of execution of the high priority task, however, is the same in both PBS
and TDM. We can thus use the same response model for TDM by fixing the initial latency
to P − S.
The model uses three actors instead of two. Like in the LR model, the latency actor v0 is used
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to model the worst-case waiting-time before a task receives its first execution slice. The rate
actor is replaced by a two-actor sub-graph. The actor v1 models the execution time taken
for a single task iteration while the number of tokens on the edge d(v2, v1) = S

τ̂(v)
defines the

number of task firings of v that can execute in a single slice. The actor v2 is used to complete
the replenishment cycle and has an execution time of P − τ̂(v).

𝑣1 

𝑣2 

𝑎 𝑅−𝐿𝑅  𝑓 𝑅−𝐿𝑅  

𝜏 (𝑣0) = 𝑃 − 𝑆 

𝑣0 

𝜏 (𝑣2) = 𝑃 − 𝜏 (𝑣1) 

𝜏 (𝑣1) = 𝜏 (𝑣) 

𝑞 =
𝑆

𝜏 (𝑣)
 

Figure 4.4: Modeling TDM assuming that S|S%τ̂(v) = 0.

The work in [60] focuses on modeling memory accesses that have constant execution times.
As TDM is monotone in execution time of a task, we can use the same model for TDM by
assuming the worst-case execution time of a task firing. This work additionally assumes that
slice allocated to a task must be a multiple of the execution time of the task. This enables their
response model to closely mimic the worst-case finishing times of memory accesses. However,
this is a very restrictive assumption, since the worst-case execution time of an arbitrary task
may often be larger than slice and/or period in our TDM schedule. We now present how we
can extend this restrictive-latency-rate (R-LR) model such that we lift the restriction on slice
allocation.

Response modeling arbitrary slice allocation

Consider a task with a worst-case execution time τ̂(v) and a slice allocation of size S. Recall
from section 3.2, that if S and τ̂(v) are rationals then we can pick q, r such that q · τ̂(v) = r ·S.
We now divide the S into q parts and the τ̂(v) wherein S

q
= τ̂

r
.

The dataflow model shown in Figure 4.5 shows an instance of the R-LR model encapsulated
inside a multi-rate wrapper that consists of a splitter actor vs and a collector actor vc. Every
time a task firing arrives at the system, the splitter will produce r tokens. These r tokens
will be sent to through the inner R-LR model as if r sub-firings each with execution time
τ = τ̂(v)

r
= S

q
arriving at the same time. The finish time of the actual task is then the same as

the finish time of the rth sub-firing. At the output side, the collector does not fire until all r
output tokens of the model have been produced by actor v1. These r tokens are all consumed
at once and an output token is produced by the collector indicating the finish of the task
firing. It is important to note that the splitter and collector should not introduce any delay
in the actual execution of the task, and therefore have constant execution times of 0.

Now that we have a method to model TDM with arbitrary slice allocation, we proceed to
capture the execution of static-ordered actors that have been allocated the same slice.
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𝑣0 𝑣1 

𝑣2 

𝑞 

𝑎 𝑠𝑜  𝑓 𝑠𝑜  

𝑣𝑠  𝑣𝑐  
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𝜏 (𝑣1) =
𝑆

𝑞
 

𝜏 (𝑣2) = 𝑃 − 𝜏 (𝑣1) 

𝜏 (𝑣𝑠) = 0 𝜏 (𝑣𝑐) = 0 

𝑟 𝑟 

Figure 4.5: Eliminating restriction on slice allocation using multi-rate data flow

B

𝑎 

𝑏 

𝑖𝑝𝐴 

𝑖𝑝𝐵  

𝑜𝑝𝐴  

𝑜𝑝𝐵  

(a) Original SRDF graph

𝑜𝑝𝐴  

𝑖𝑝𝐵  

𝑖𝑝𝐴 

𝑜𝑝𝐵  

𝑎𝑏 

(b) Equivalent CSDF graph

Figure 4.6: Actors a and b execute in a static-order in the same slice.

Response modeling for static-ordered execution

To adapt our model to capture static-ordered execution, we replace the multi-rate wrapper
with a cyclo-static one. Consider the example in Figure 4.6(a). Two SRDF actors a and b
are statically ordered. Observe that a and b can be combined into a single CSDF actor ab
using existing techniques [10, 18], as illustrated in Figure 4.6(b). We now proceed to model
this CSDF actor.
Assume that the tasks are allocated to execute in the same slice of size S. We a define a
splitter such that it alternatingly produces ra tokens upon receiving input tokens for a firing
of a, and rb tokens upon receiving input tokens for a firing of b. Each token produced by
vs corresponds to some sub-firing that has an execution time such that τ̂(a)

ra
= τ̂(b)

rb
= S

q
.

Consequently, the finishing time of the inner R-LR model cannot be earlier than the actual
finishing time of the sub-firings. On the output side, the collector vc alternatingly consumes
ra tokens to indicate the finish of a firing of a, and rb tokens to indicate the finish of a firing
of b.

4.2.2 Formalizing the execution of static-ordered tasks for TDM

Recall from Section 3.2 our formalization exact behavior of TDM. We now proceed to obtain
a bound on the exact behavior of TDM for static-ordered execution of tasks that are allocated
the same slice. Let the ordered sequence so denote our static-ordered tasks and so(i) ∈ V
refer to the actor at position 0 ≤ i < |so| in this sequence. To simplify notations we convert
the static-order of tasks into a cyclo-static task vso such that a firing 〈vso, k〉 corresponds to

65



4.2. MODELING STATIC-ORDERED EXECUTION IN TDM

𝑣0 𝑣1 

𝑣2 

𝑞 

𝑣𝑠  𝑣𝑐  
[𝑟𝑎 , 𝑟𝑏 ] 

[1,0] 

[0,1] 

[1,0] 

[0,1] 

[𝑟𝑎 , 𝑟𝑏 ] 

𝑖𝑝𝐴  

𝑖𝑝𝐵  

𝑜𝑝𝐴  

𝑜𝑝𝐵  

Figure 4.7: Modeling cyclo-static execution behavior

the firing of task so(k%|so|):

τ(vso, k) = τ

(
so(k%|so|),

⌊
k

|so|

⌋)
(4.1)

Similarly, we derive the relationships between arrival and finishing times of vso with the arrival
of the individual tasks in our static-order as follows:

a(vso, k) = a

(
so(k%|so|),

⌊
k

|so|

⌋)
f(vso, k) = f

(
so(k%|so|),

⌊
k

|so|

⌋)
(4.2)

Our cyclo-static tasks have best- and worst-case execution time vectors instead of single best-
and worst-case execution times, where:

τ̂(vso, i) = τ̂(so(i)),

τ̌(vso, i) = τ̌(so(i)),

for 0 ≤ i < |so|. Furthermore, τ̌(vso, k%|so|) ≤ τ(vso, k) ≤ τ̂(vso, k%|so|) for all k ∈ N. In
Section 4.2.4 we show that finishing times defined by our TDM-SO model cannot be sooner
than that of this cyclo-static task and, thus, cannot be sooner than the finishing times of our
static-ordered tasks.
We now identify values q and r0 · · · r|so|−1 such that τ̂(so(i))

ri
= τ̂(vso,i)

ri
= S

q
, for all 0 ≤ i <

|so| − 1. A firing 〈vso, k〉 can now be divided into rk%|so| sub-firings each with a worst-case

execution time τ̂(so(i))
ri

. The execution time for all sub-firings of all tasks is the same, that is
τ̂(so(i))
ri

= τ̂(so(j))
rj

for all 0 ≤ i, j < |so|.
We find that a sub-firing 0 ≤ k < r0 belongs to a firing 〈vso, 0〉, a sub-firing r0 ≤ k < r1

belongs to a firing 〈vso, 1〉, and so on. Let rso =
∑

0≤j<|so| rj denote the sum of sub-firings
from one firing of each task in our static-order. Then we derive that a sub-firing k ∈ N belong
to a firing 〈v, i〉 where:

i =

⌊
k

rso

⌋
+ max

{
j|k%rso <

∑
0≤i≤j

ri

}
(4.3)
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The arrival time of a sub-firing is equal to the arrival time of the actual firing it belongs to.
If a′(vso, k) denotes the arrival time of an individual sub-firings, then we derive that:

∀k∈N : a′(vso, k) =a(vso, i)

(4.4)

where i is given by (4.3). Meanwhile, assuming that the sub-firings are ordered, the finish
time of a firing 〈vc, k〉 is equal to the finish time of its last sub-firing:

f(vso, k) =f ′

vso, k · rso +

k%|so|∑
j=0

rj

 (4.5)

As each sub-firing has the same execution time, we can use Theorem 3 to bound the finish
times of our sub-firings:

f ′(vso, 0) ≤FP,S,φ(a′(vso, 0),
S

q
) (4.6)

f ′(vso, k) ≤FP,S,φ max(a′(vso, k), f(vso, k − 1)),
S

q
)

≤ max
0≤n≤k

FP,S,φ(a(v, k − n), (n+ 1) · S
q

) (4.7)

4.2.3 Constructing our TDM-SO model

Our internal response model consists of three actors wherein v0 denotes the initial latency of
TDM, and actors v1 and v2 form a cycle that regulates the rate of execution. Additionally, we
require two actors vs and vc that form our multi-rate or cyclo-static encapsulation construct.

Vv = {vs, vc, v0, v1, v2}

For the given static-order we identify a values q and r0 to r|so|−1 such that τ̂(so(i))
ri

= S
q
, for all

0 ≤ i < |so| − 1. An execution of task so(i) can now be divided into ri sub-executions with

an execution time τ̂(so(i))
ri

. The execution time for all sub-executions of all tasks is the same,
τ̂(so(i))
ri

= τ̂(so(j))
rj

for all 0 ≤ i, j < |so| we use it to construct our internal response model:

τ̂(v) = τ̌(v) =


P − S if v = v0
S
q

if v = v1

P − S
q

if v = v2

0 if v ∈ {vs, vc}

(4.8)

Ev ={(v0, v1), (v1, v2), (v2, v1)} // edges for the internal response model

∪ {(vs, v0), (v1, vc)} // edges for the encapsulation construct (4.9)

Since the internal response model is in SRDF, the production and consumption rate on
all its edges is 1. Meanwhile, production and consumption rate of the splitter-side edge and
collector-side edge, respectively, depends on the task in the static-order that is being executed.
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Thus, we define the production and consumption rule for our TDM-SO model such that for
0 ≤ i < |so|:

p(u, v) · (i) =

{
τ̂(so(i))
ri

if (u, v) = (vs, v0)

1 elsewhere
(4.10)

c(u, v) · (i) =

{
τ̂(so(i)
ri

if (u, v) = (v1, vc)

1 elsewhere
(4.11)

Finally, only edge (v2, v) in this response model has initial tokens and that are equal to the
maximum number of sub-executions that can be accommodated in a single slice.

d(u, v) =

{
q if (u, v) = (v2, v1)
0 elsewhere

(4.12)

4.2.4 Proof of correctness

The internal response model is adapted from the response model for memory access tasks
proposed in [60]. Thus we start with the knowledge that our internal response model is
conservative with respect to the actual execution for TDM, assuming that the allocated slice
is a multiple of the worst-case execution time of the task:

Theorem 9 Given that the allocated slice is a multiple of the worst-case execution time of a
task (S%τ̂(v) = 0), if the actual arrival of tokens to a task is always sooner than the arrival
of tokens to the restricted-LR model, the finish time of the actual task cannot be later than
the finish time of the restricted-LR model, for all firings k ∈ N:

∀j≤k{a(v, j) ≤ ârlr(v, j)} ⇒ f(v, k) ≤ f̂rlr(v, k)

Proof See [60] wherein we must change the initial waiting time from B for PBS, with P −S
for TDM. The rest of the demonstration is exactly the same. �

We now proceed to demonstrate that the correctness of our TDM-SO model for static-ordered
tasks. To simplify notations we convert the static-order of tasks into a cyclo-static task, as
described in Section 4.2.2. It is then sufficient to demonstrate the correctness of our TDM-SO
model with respect to this cyclo-static task.

Theorem 10 If the actual arrival of tokens to of task vso is always sooner than the arrival
of tokens to the restricted-LR model, its finish time cannot be later than its finish time in the
restricted-LR model, for all firings k ∈ N:

{∀j≤ka(v, j) ≤ âso(v, j)} ⇒ f(v, k) ≤ f̂so(v, k) (4.13)
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Figure 4.8: Our proposed TDM-SO model

Proof For convenience, we redraw our TDM-SO model in Figure 4.8 such that we make a
distinction between the arrival of tokens at the input of the model (denoted as âso) and the
production of tokens to the input edge (vs, v0) of the inner R-LR model (denoted by ârlr.
Similarly, we also distinguish between the production of tokens by the inner R-LR model
on the edge (vr, vc) and the production of a token by the collector denoted by f̂rlr and f̂so

respectively. By construction a firing 〈vs, k〉 produces rk%|so| tokens on edge (vs, v0). In
general, we find that a token k ∈ N produced by vs belongs to the firing 〈vs, i〉 where:

i =

⌊
k

rso

⌋
+ max

{
j|k%rso <

∑
0≤i≤j

ri

}
(4.14)

Since τ̂(vs) = τ̌(vs) = 0, we derive the following relation between ârlr and âso:

∀k∈N : ârlr(vso, k) =âso(vso, i) (4.15)

where i is given by (4.14). Observing the symmetry between (4.15) and (4.4) and since
a(vso) ≤ âso we conclude that for all k ∈ N:

a′(vso, k) ≤ ârlr(vso, k) (4.16)

Similarly, we observe on the output side of our model, that firing 〈vc, k〉 must consume rk%|so|
tokens from edge (v1, vc). Since vc has a constant execution time equal to 0, we derive the
following relation between f̂so and f̂rlr:

f̂so(v, k) =f̂rlr

vso, k · rso +

k%|so|∑
j=0

rj


≥{Using (4.16) in Theorem 9}

f ′

vso, k · rso +

k%|so|∑
j=0

rj


={Using (4.5)}
f(vso, k) (4.17)

�
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4.3 Experiments and results

We now present the observations on our experiments comparing the performance of the LR
model, the TDM model, and our proposed TDM-SO model. We first present the results of
experiments of some synthetic cases to demonstrate the improved tightness of our TDM-SO
model in defining the finish times of task iterations. We then present the effect of increased
tightness (or reduced pessimism) on the resource saving of a real-life application, i. e. the
WLAN.

4.3.1 Synthetic case-study:

Consider an independent task that is periodically activated on a TDM arbitrated processor.
We identify two scenarios, one in which the arrival rate of task iterations is sufficiently slow
such that each iteration has an impulse response and finishes its execution before the arrival of
the next iteration. The second scenario is when the arrival rate is fast, thus the next iteration
has already arrived before completion of the previous one resulting in a burst of iteration
executing contiguously. Tables 4.1 and 4.2 present the comparisons between the response
modeled finish times and the actual finish times obtained by simulating the execution of the
task iterations, for both these scenarios respectively. We observe that in both instances our
TDM-SO model defines much tighter finish times as compared to the LR model and just as
accurate as the TDM model.

arrival times finish times with
Time wheel Our LR LMC

0 17 17 19 17
17 29 34 36 34
34 47 51 53 51
51 67 68 70 68
68 80 85 87 85
85 97 102 104 102

Table 4.1: Impulse response: P = 10, S = 5, τ̂(v) = 7

Arrival Times Finish Times
Time Wheel Our LR LMC

0 17 17 19 17
11 29 29 33 29
22 46 46 47 46
33 58 58 61 58
44 70 70 75 70
55 87 87 89 87

Table 4.2: Burst response experiment: P = 10, S = 5, τ̂(v) = 7

To measure the pessimism in a response model we define the approximation index of a task
iteration as the difference between its modeled finish time and the actual finish time. We
obtain a normalized approximation index as the average of the approximation indexes across
several iterations in a single run and normalize it over the size of the replenishment period of
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Figure 4.9: Pessimism in estimating the finish times by our TDM-SO model when varying
slice size

the TDM scheduler. We then compute the normalized approximation index across numerous
experiments in which we vary the size of the slice while keeping the arrival period, execution
time and replenishment period constant. Experiments were performed for both impulse
response (large arrival period) and bursty response scenarios. Additionally, a middle order
arrival period was chosen such that for smaller slice sizes the task execution would exhibit
bursty behavior, however, as slice size increases, the execution bursts become shorter and
eventually exhibit impulse response behavior. For our experiments, we choose a resolution of
our parameters in the order of 103ns and choose a replenishment period of 8000ns. Figure
4.9 describes the observations made for all three scenarios. We observe that the LR model in
general exhibits high amount of pessimism that decreases with the increase in the size of the
allocated slice. Meanwhile, we observe that the pessimism in our TDM-SO model is fairly
unaffected with the change in slice size and is always lower than the pessimism in the LR
model. Furthermore, we observe that our TDM-SO model is highly accurate when execution
of task iteration exhibit bursty behavior as seen in Figure 4.9(b) and the initial part of Figure
4.9(c) (where the slice allocated is smaller thus causing execution of individual iterations to
take longer than the arrival period).

To further investigate the reduced pessimism in our TDM-SO model, we use the same setup
of experiments where we keep the arrival period, the replenishment period and the slice size
constant but use a different execution time per run. We again perform the experiments for
all three scenarios, i. e. the impulse response, bursty response, and the mixed case where
initially the task iterations exhibit impulse execution behavior (due to smaller execution
times) but become bursty as we choose larger execution times. Our observation is depicted
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Figure 4.10: Pessimism in estimating the finish times by our TDM-SO model when varying
execution time-1

in Figure 4.10. Here again, or observation is that our TDM-SO model is very accurate when
the task iterations are bursty and shows some pessimism for the impulse response scenarios.
The pessimism, however, is relatively independent of the execution time of the task iteration.
Meanwhile, the LR model exhibits an increase in pessimism as we increase the execution time
of the task iterations. Figures 4.9 and 4.10 do not plot the normalized approximation indexes
for the TDM model but they exactly overlap the plotted values for our TDM-SO model. We
know, however, that the TDM model cannot model cyclo-static execution behavior hence has
limited applicability.

Our TDM-SO is a essentially cyclo-static. However, to analyze the resultant graph using
techniques[44] described in Section 2.4 we require an SRDF graph. Thus we convert our
response modeled graph into SRDF, using existing techniques [59, 10]. Unfortunately, we
observe, for instance, that for the response model for our synthetic example results in an
exponentially large SRDF sub-graph, as depicted in Figure 4.11. Figure 4.11(a) shows the
SRDF equivalent obtained after directly expansion, however, after applying graph reduction
techniques [59] we eliminate non-critical edges and actors from the expanded graph to get a
cleaner single-rate expansion as shown in Figure 4.11(b). In our next example we employ our
response modeling for an industrial case-study wherein we also look at the effect of the CSDF
to SRDF conversion on the analysis time of our case-study. The expansion to single-rate data
flow does introduce an added complexity in the overall analysis which we further address in
section 4.5.
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Figure 4.11: Expanding the response model into its single-rate equivalent

4.3.2 Industrial case-study: WLAN

To demonstrate the effect of reduced pessimism when using our TDM-SO model in a real-life
scenario we consider the WLAN application from the SDR domain. Let us assume that we
have multiprocessor platform as shown in Figure 4.12 for baseband processing with an ARM
core as a general purpose processor for handling the control part of the baseband processing,
an EVP [72] as a vector processor for detection and demodulation and an application specific
codec SWC for coding and decoding operations. The platform is used to handle a WLAN
application. Figure 4.13 shows the data flow graphs for the WLAN. This WLAN graph has
a MCR = 40000 ns. The period of the processors is chosen as 2000 ns.

SINK SOURCE 

On-Chip Interconnect 

NI NI NI 

EVP SWC ARM 

MEM MEM MEM 

NI NI 

Figure 4.12: Hardware platform for our WLAN application

Multiple tasks of the WLAN are executing on the same processor. For example, the shaded
actors in Figure 4.13 are all mapped to execute on the EVP. From [48] we know that we
can improve the worst-case response times of these tasks by executing them in a static order
within the same slice as illustrated in Figure 4.14(a). Theses statically ordered tasks executing
within the same slice can be response modeled using our proposed approach as illustrated in
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Figure 4.14(b).
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Figure 4.14: Modeling WLAN tasks on the EVP

We start with the same initial slice allocation for both the response modeled approaches. We
then compute the MCR of the response modeled temporal analysis graph. If the MCR does
not change (i. e. satisfies the requirement of the application), we proceed to reduce the slice
allocation of one or more tasks and repeat the experiment. If MCR changes (i. e. does not
satisfy the requirements), we increase the slice allocation for the bottleneck tasks and repeat
the experiments. We iterate over this process until we find the lowest slice allocation for
which the application requirements are met.

After obtaining the estimates for the slice allocation required by each application using both
response modeling approaches, we compare the total resource reservation in each case. We
observe that the resource allocation estimated by our proposed response modeling approach
is much lower than that estimated using the LR modeling approach as shown in Table 4.3.
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Priority (3 highest) minimum utilization with
LR model TDM-SO model

ARM EVP SWC ARM EVP SWC ARM EVP SWC
1 2 3 0.45 0.45 0.25 0.38 0.26 0.23
1 3 2 0.45 0.25 0.45 0.45 0.23 0.32
2 1 3 0.45 0.45 0.25 0.21 0.45 0.23
2 3 1 0.45 0.25 0.45 0.25 0.23 0.40
3 2 1 0.17 0.45 0.45 0.17 0.28 0.43
3 1 2 0.17 0.45 0.45 0.17 0.45 0.26

Table 4.3: WLAN binary slicer results

Test Modeling time(Sec) Conversion time(Sec) Analysis time(Sec)
LR Our LR Our LR Our

1 0.05 1.08 0 144.44 0.01 19.73
2 0.05 0.82 0 63.36 0.02 11.07
3 0.05 0.62 0 78.36 0.01 9.08
4 0.05 0.80 0 81.85 0.01 10.71
5 0.05 0.68 0 78.06 0.01 10.17
6 0.05 0.68 0 67.89 0.01 10.71

Table 4.4: Analysis time breakdown for WLAN.

The priorities in Table 4.3 show the order slice allocation has been reduced. For each case,
we observe an overall saving in resource allocation of approximately 40%.
It must be noted that the MCR analysis is only applicable to SRDF. Our response modeled
graph of the WLAN must be first converted from CSDF to SRDF before analyzing its through-
put or latency. Table 4.4 describes the time taken for a single run of the MCR analysis di-
vided across three steps. The modeling time specifies the time taken to generate the response
modeled graph from the original WLAN graph. The conversion time specifies the time taken
to convert the graph into SRDF (zero for the LR model). Finally, the analysis time specifies
the time taken to run the MCR algorithm (Howard algorithm [15]. We observe that our
approach takes much longer than the LR modeled approach. The total analysis time is even
larger as we perform multiple runs to obtain an optimal slice allocation. However, since the
analysis is performed off-line, we claim that the saving in resource allocation achieved by
using our TDM-SO model outweighs the increased complexity and time of analysis.

4.4 Discussions

We now discuss some important observations on our work. We first comment on the com-
plexity of the SRDF expansion of our TDM-SO model used for analysis of throughput and
latency for an application. We then discuss the applicability, limitations of our TDM-SO
model and application of our encapsulation technique to other response models.

4.4.1 Addressing complexity of the analysis

Given an application graph with p actors and q edges, the size of our response modeled graph
is bounded by 5p actors and q+5p edges. However, the graph becomes significantly larger we
must now convert our graph to SRDF for the MCM analysis. As described in section 4.2.1
the splitter actor in our TDM-SO model produces nv tokens for an actor v is the original
application graph. Assuming the original application graph was already single-rate, the final
temporal analysis graph contains 2 · (

∑
v∈V nv + p) actors and q + 2 · p + 3 ·

∑
v∈V nv. If
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the original application was modeled using multi-rate or cyclo-static data flow the size of its
single-rate equivalent grows exponentially [18].
The analysis time for the approach proposed in this paper is significantly high as observed in
Table 4.4. The conversion to SRDF is identified as the bottleneck in our analysis. Further-
more, as the SRDF expansion of our response modeled graph is significantly larger than if we
used the LR modeled approach, the MCM analysis time of our graph is also longer. We use
the Howard algorithm for MCM computation which has a pseudo-polynomial complexity [13]
[15]. One may be able to reduce the analysis time by using a cycle mean detection algorithm
[15] that detects a cycle with a larger cycle mean instead of running a complete MCM compu-
tation algorithm. Alternatively, the use of simulation-based throughput analysis [22] should
be investigated to check if it yields faster results.

4.4.2 Unavoidable pessimism

The inherent pessimism in our response modeling technique is due to the fact that we do not
assume knowledge of the position of the time wheel. This assumption is valid for systems
that do not implement clock synchronization across different resources on a heterogeneous
hardware, as is in our case. Thus our model must always account for worst-case initial latency.

4.4.3 An alternative method of timing analysis for TDM

While most related work on TDM has been summarized in section 3.6, we wish to note the
timing analysis TDM combined with static-ordering in [63]. Instead of modeling the impact
of TDM and the static-ordering of the execution in the dataflow model of an application,
it tracks the position of the execution of the system with respect to the time-wheel of the
TDM scheduler employed on a scheduler as part of the state of the system. It uses this state
information and tick (or counter) mechanism to track how much of a task’s execution time
is still pending. This underlying idea is very similar to the cycle of actors in our TDM-SO
model. For instance, we could let the execution time of v1 in Figure 4.5 depict one time-unit
(i.e., one tick) of execution and have the number of tokens on the edge depict the size the
slice (i.e., q = S). We suspect that the result of the analysis in [63] should be the same as
ours, though an actual comparison is not presented in this thesis.

4.5 Summary

In this chapter we first illustrated the pessimism in the LR model in representing static-
ordered execution; and the limitations in using our TDM model for execution of static-ordered
tasks. We then proposed a new response model (i.e. our TDM-SO model) for TDM that is
tight, conservative and able to support static ordering of tasks.
Our TDM-SO model significantly reduces the pessimism in estimating the worst-case timing
behavior of tasks. The reduced pessimism enables tighter allocation of resources to applic-
ations thereby enables higher resource utilization and avoids unnecessary rejection of an
application that could have been accommodated in the system. We showed that the effect of
reduced pessimism due to our TDM-SO model saves up to 40% of the resources allocated to
a WLAN application.
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Chapter 5

Response time analysis for
Preemptive Fixed Priority Scheduling

We now switch focus to our next scheduling technique, namely Preemptive Fixed Priority
Scheduling (PFPS). The work presented in this chapter has been published in [38]. Similar
to Time Division Multiplexing (see chapter 3), PFPS is also widely used in the industry for
its simplicity of implementation. In PFPS, each task on a processor is attributed a unique
priority such that at any given time the processor executes the active1 task firing with the
highest priority. This means that if a higher priority task receives its requisite input when a
firing of a lower priority task is executing, then the processor will preempt this firing to first
execute a firing of the higher priority task. Only once the processor has finished executing
the firing of the higher priority task, can it resume the firing of the lower priority task.
Furthermore, we consider a work-conserving approach for PFPS, such that the processor is
never idle as long as there is work to be done.
Unlike TDM, PFPS is not intrinsically starvation-free. This means that frequent firing of
higher priority tasks on a processor may deny service to a lower priority task, thus causing
starvation. To verify that a low priority task does not starve of service, we must analyze the
interference that higher priority tasks can cause to the execution of a lower priority task.
Most analyses of PFPS in literature assume that the execution of a task conforms to either
a sporadic or periodic event model [16]. However, we observe that data-driven execution of
our applications may not conform to conventional event-models. Consequently, in our work,
we first propose an analysis of PFPS for data-driven execution of streaming applications
and then use it to construct a response model of a task for PFPS. We split our proposed
solution for PFPS, across two chapters. In this chapter, we focus on analyzing the effect of
interference from higher priority tasks on the execution of a lower priority task. We then
obtain a worst-case response time function using which we define an upper-bound on the
finishing times of firings of a task, for PFPS. In chapter 6 we demonstrate how we can use
this worst-case response time function to construct a response model of that task.
In this chapter, we first illustrate that the firing patterns of tasks in a data-driven execution
do not conform to the conventional event-models. We also illustrate that the worst-case
response time of a lower priority task does not arise from the worst-case execution of all tasks
in the system. We then proceed to propose our analysis of PFPS for data-driven execution
of streaming applications. To obtain an upper bound on the interference caused by higher
priority tasks, we must first understand how often each higher priority task can execute.

1a task firing that has received all requisite input, but has not yet finished.
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To do this we introduce the notion of execution load of a task, that is the duration that a
processor spends on executing firings of that task, within a given time-frame and for a given
execution. We then, in two steps, derive an upper bound on the load a task for any given
time-frame, as follows:

In our first step, given a data-driven execution, we can derive a hypothetical isolated execution,
that is an execution in which firings are non-data-driven (start-times of firings are artificially
set), and non-preemptive (finish time is equal to start time plus execution time). We show
that the load of a task in the original data-driven execution cannot be larger than that in our
derived isolated execution, within the given time-frame.

In the second step, we derive a hypothetical critical execution (explained in detail in section
5.3), such that the load of a task for a given time-frame in any isolated execution cannot be
larger than the load of that task for an equally long time-frame that starts at a pre-defined
position in the critical execution. Consequently, we claim that the load of a task for any
given time-frame in the data-driven execution of our system cannot be larger than the load
of that task in an equally long time-frame starting at this pre-defined position in our derived
critical execution.

The interference caused by a higher priority task to the execution of a lower priority task
is the same as the load of that task in a time frame starting from the time at which all
requisite input for the lower priority task is available, and ending at the time at which the
lower priority task finishes its execution. Therefore, our upper-bound on load, as derived
in the aforementioned two steps, gives us an upper bound on the interference that a higher
priority task can cause to the execution of a lower priority task. Subsequently, we use the
upper-bound on the interference from higher priority tasks, to obtain an upper bound on the
finishing times of firings of our lower priority task.

In the latter part of this chapter, we also demonstrate two optimizations on our analysis. In
our first optimization, we tighten our upper-bound on load for the scenario where the applic-
ation of a higher priority task has a dominant periodic source. In our second optimization, we
propose an upper bound on the load for the case where multiple higher priority tasks belong
to the same application and have an enforced static-order of execution.

5.1 Problem description

In this section, we illustrate the difficulties in deriving the worst-case response time of a
data-driven task, for PFPS. Let actors a, b and c in Figure 5.1 represent the tasks of an
application. Consider that each task in the application is mapped to a separate processor.
Now assume that an independent task modeled as actor x shares the processor with b. Let
b be attributed a higher priority than x. Table 5.1 depicts the best- and worst-case bounds
on the execution times of our actors. To compute the response time of x we must study the
interference that b causes to the execution of x.

The response time of an actor is the duration between earliest time at which a firing can
start2 and the time at which it finishes. Under PFPS, the execution of x can be preempted
by executions of b. The response time of x can be depicted by filling in the slots between
firings of b when the processor would otherwise stay idle, as shown in Figure 5.2(a).

2A firing can start as son as it has sufficient input and that all previous firings of that task have finished
(thus ensuring FIFO ordering).
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Figure 5.1: Simple application graph

Table 5.1: Execution time bounds for actors in Figure 5.1
actor BCET WCET

a 8 17
b 8 10
c 19 22
x 29 29

In Figure 5.2(a), we depict an execution where a, b, and c have constant execution times of
15, 8, and 20, respectively. Should a firings 〈x, 0〉 and 〈b, 0〉 be released together, we observe
that the response-time of x is 53. Let us now increase the execution times of a, b, and c
to 16, 9, and 21, as shown in Figure 5.2(b). Again assuming that firings 〈x, 0〉 and b, 0〉
be released together, we observe that response time of x increases to 56. We now further
increase in execution time of a, b, and c to their worst-case execution times of 17, 10, and
22, respectively. Here, unlike our previous observation, we find that the response time of x
reduces to 49! From this illustration, we find that the worst-case response time of x is not
obtained by simply assuming the worst-case execution time of all actors in the system.
Another important observation is that the response time of x may be worse if it is released
for execution at a different time. For instance, let us continue the execution timeline depicted
in Figure 5.2(b), but now we assume that firings 〈b, 3〉 onwards have an execution time of 10
instead of 9, as shown in Figure 5.2(d). If 〈x, 0〉 is released along with firing 〈b, 3〉 then we
observe that it has a response time of 59 instead of as was when x was released with 〈b, 0〉.
From the above illustration, we conclude that to obtain an upper-bound on the response time
of a task, i.e. its worst-case response time, we must obtain a characterization of the maximum
interference that a higher priority task can cause to the execution of a lower priority task.
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Figure 5.2: Illustrating mon-monotonic behavior in PFPS execution
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5.2 Exact behavior for PFPS

In this section, we formalize the data-driven execution of tasks in our system for PFPS. In
PFPS, the interval between the arrival of input for a task firing and its finishing time is
influenced by 1) the time taken to execute the contained instructions, and 2) the interference
caused by firings of higher priority tasks. Note that multiple firings of multiple higher priority
tasks may interfere with a single firing of a lower priority task. Also, a firing of a higher priority
task, which interferes with the execution of the firing of our lower priority task, may have
started executing before the input to our lower priority task arrived. Thus to reason about
the interference caused by higher priority tasks on the execution of a lower priority task, we
first introduce a general notion of execution load of a task within an arbitrary time-frame:

Definition 12 The execution load of a task for a given time-frame is the total duration
within that time-frame that the processor spends in executing firings of that task.

Let Hu denote the set of all tasks mapped onto the same processor as the task u ∈ V and
having a higher priority than u. Furthermore, let s, f, τ : V × N → R≥0 denote the start,
finishing and execution times for all firings in our execution. Then given a time frame starting
at ts for a duration of ∆t, the load of u is equal to the intervals between start and finishing
times of firings of u, within the given time frame minus the duration within those intervals,
for which the execution of u is preempted by higher priority tasks:

L(u, s, f, τ, ts,∆t) =

∑
j∈N


(

min(f(u, j), ts + ∆t)
−max(s(u, j), ts)

)
−
∑
v∈Hu

{
L
(
v, s, f, τ,max(s(u, j), ts),

(
min(f(u,j),ts+∆t)
−max(s(u,j),ts)

))} ∣∣∣∣ s(u, j) ≤ ts + ∆t
f(u, j) ≥ ts


(5.1)

Note from (5.1) that the load of u ∈ V for a given time-frame is continuous and monotone
in the duration ∆t of the time frame. Subsequently, we find that the load function exhibits
the following additive property:

L(u, s, f, τ, ts,∆t1 + ∆t2) = L(u, s, f, τ, ts,∆t1) + L(u, s, f, τ, ts + ∆t1,∆t2) (5.2)

Deriving a relation between arrival, start and finishing times, using execution
load

Using this notion of execution load we now describe the relation between arrival, start and
finishing times of tasks in a data-driven execution, for PFPS. To derive this relation, we now
introduce the notion of response time.
By definition for PFPS, a processor must execute a firing of the highest priority task on that
processor, as soon as input for that firing arrives. Also again by definition, a processor cannot
preempt execution of a firing of the higher priority task to execute any other task. Consider
that the task u ∈ V is the highest priority task on its processor, that is, Hu = ∅. Then for
all j ∈ N, the start and finish times of firings 〈u, j〉 are given as follows:

s(u, j) = max(a(u, j), f(u, j − 1))
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f(u, j) = s(u, j) + τ(u, j) = max(a(u, j), f(u, j − 1)) + τ(u, j)

Meanwhile, if a task u ∈ V is not the highest priority task (Hu 6= ∅) on its processor, then
the start time of a firing 〈u, j〉 is the earliest time t such that it is after the maximum of the
arrival of input for that firing and the finish of the previous firing of u, and that there are no
active firings of any higher priority task v ∈ Hu.

s(u, j) = min

t ∈ R≥0

∣∣∣∣∣∣
t ≥ max {a(u, j), f(u, j − 1)}

t ≥ f(v, k) for all
v ∈ Hu, k ∈ N
∧s(v, k) ≤ t

 (5.3)

Finally, we derive the finishing time of firing 〈u, j〉 as the earliest instant after a(v, k), such
that the time interval ∆t from a(v, k) to that instant, is equal to the sum of the execution
time of firing 〈u, j〉 and all interference from higher priority tasks v ∈ Hu caused within that
interval.

f(u, j) = max

{
a(v, k),

f(u, j − 1)

}
+ min

{
∆t

∣∣∣∣∣∆t ≥ τ(u, j) +
∑
v∈Hu

{L(v, s, f, τ,max {a(u, j), f(u, j − 1)} ,∆t)}

}
(5.4)

We find that the solution for ∆t is monotone in L(v, s, f, τ,max {a(u, j), f(u, j − 1)} ,∆t) of
all higher priority tasks v ∈ Hu. Consequently, if we can obtain a function that can upper-
bound the load of any higher priority task v ∈ Hu for an arbitrary time-frame of length ∆t,
then we can obtain an upper-bound on the finishing times of firings of our lower priority task
u.

5.3 Bounding the interference caused by higher prior-

ity tasks

Now that we have a formal description of the interference (aka the execution load) that a
higher priority task can cause to a lower priority task, within a given time-frame, we can
proceed to obtain an upper bound on this interference. In other words, given the length
of a time-frame, we must obtain an upper-bound on the load of a task within any arbitrary
time-frame of that length and across all PFPS execution. We do this in two steps. In our first
step, given a data-driven execution, we can derive a hypothetical isolated execution in which
firings are non-data-driven (start-times of firings are artificially set), and non-preemptive
(finish time is equal to start time plus execution time). We show that the load of a task in
the original PFPS execution cannot be larger than that in our derived isolated execution, for
a given time-frame. In the second step, we derive a hypothetical critical execution, such that
the load of a task for a given time-frame in any isolated execution cannot be larger than the
load of that task for an equally long time-frame that starts at a pre-defined position in the
critical execution. Consequently, we claim that the load of a task for any given time-frame
in the data-driven execution of our system cannot be larger than the load of that task in an
equally long time-frame starting at a pre-defined position in our derived critical execution.
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5.3.1 Deriving an isolated execution

In the first step of our approach to upper-bound the load of a task in a PFPS execution,
we derive an isolated execution, that is an execution where the application that contains the
task concerned, is the only application running on our system. We show that the load of
the task in the PFPS execution cannot be greater than the load of the task in our derived
isolated execution, for a given time frame. The intention of this section is to show that when
deriving an upper bound on the load of a task for an arbitrary time frame across all PFPS
executions, it is sufficient to derive an upper bound on the load of a task for an arbitrary
time frame across all isolated executions.
If a system contains only one application, then the execution of its tasks is isolated, that is
it does not suffer from any interference. In a manner, this is similar to assuming that each
task is assigned the highest priority on its processor3. Recall from section 5.2 that if u is the
highest priority task on its processor then the finishing time of a firing is equal to the sum
of the start time and execution time of that firing. Using this notion we define an isolated
execution as follows:

Definition 13 An isolated execution is a valid execution such that the finishing time of any
task firing is equal to the sum of its start time and execution time.

It is sufficient to leave out the finishing times when describing an isolated execution, which
hereafter we represent using the tuple (s, τ), where s : V ×N→ R≥0 denotes the start times
and τ : V × N → R≥0 denotes the execution times of task firings. Similarly, we can leave
out the finishing times from the load function described in (5.1) to express the load of a task
in a given isolated execution. Moreover, since the execution of a task firing does not suffer
from any interference, the load L(u, s, τ, ts,∆t) of a task u ∈ V in an isolated execution (s, τ)
within the time frame starting from ts and for a length ∆t is given as follows:

L(u, s, τ, ts,∆t) =
∑
j∈N

{(
min(s(u, j) + τ(u, j), ts + ∆t)

−max(s(u, j), ts)

) ∣∣∣∣ s(u, j) ≤ ts + ∆t
s(u, j) + τ(u, j) ≥ ts

}
(5.5)

Note from our definition that an isolated execution need not be data-driven, that is a firing
need not start as soon as its input arrives. Notwithstanding, it should comply with the firing
constraints of a valid execution and FIFO ordering.
We now define an isolated execution using which we can upper-bound the load of a task in a
PFPS execution for a given time-frame. Given the start times s : V ×N→ R≥0 of our PFPS
execution, We derive the start times of our isolated execution as follows:

su(w, j) =

 s(w, j) +
∑
v∈Hu

{
L

(
v, s, f, τ, s(w, j),

(
max(s(w, j), ts)
−s(w, j)

))}
for

w=u,
∧s(w,j)≤ts+∆t
∧f(w,j)≥ts

s(w, j) otherwise

(5.6)

In (5.6), the start time of a firing in our isolated execution is calculated differently based on
whether or not that firing executes (at least partially) within the time frame in the PFPS

3For now, we consider that only one task per application can be mapped to a processor. The scenario
where multiple tasks of an application are mapped to the same processor is considered in section 5.6
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execution. We further observe that all firings have the same start time as in the PFPS
execution, except the one firing (that too if it exists) that starts before ts but finishes after
it. Hence, it may be possible to find a simpler expression for deriving the start times of
our isolated execution. However, we find the derivation of the start times of our isolated
execution, as is currently expressed, to be more convenient for the mathematical deductions
that follow.
We first make a small observation about the start times in the isolated execution which will
come handy in our later derivations:

Lemma 1 The maximum over the start ts of the time frame and the start of a firing 〈u, j〉
in the PFPS execution, is the same as the maximum over ts and the start time of that firing
in our derived isolated execution.

max{s(u, j), ts} = max{su(u, j), ts} (5.7)

Proof From the derivation of start times for our isolated execution in (5.6), it is trivially
true that (5.7) holds when su(u, j) = s(u, j). In all other cases: we get the following case-wise
deduction:

su(u, j) =s(u, j) +
∑
v∈Hu

L(v, s, f, τ, s(u, j),max {s(u, j), ts} − s(u, j))

={ Case 1: Assume that s(u, j) ≤ ts}

s(u, j) +
∑
v∈Hu

L(v, s, f, τ, s(u, j), ts − s(u, j))

≤{Since L(v, s, f, τ, s(u, j), ts − s(u, j)) ≤ ts − s(u, j)}
s(u, j) + ts − s(u, j)

=ts

{ ALTERNATIVELY }
={Case 2: Assume that s(u, j) > ts}

s(u, j) +
∑
v∈Hu

L(v, s, f, τ, s(u, j), s(u, j)− s(u, j))

={Since L(v, s, f, τ, s(u, j), s(u, j)− s(u, j)) = 0}
s(u, j)

>{Using the premise for Case-II that s(u, j) > ts}
ts (5.8)

From Case 1, we observe that when s(u, j) ≤ ts then su(u, j) ≤ ts. Meanwhile, from Case-2
we find that, and when s(u, j) > ts then su(u, j) > ts. Thus, we conclude that (5.7) holds. �

Lemma 2 Given an execution time function τ let s, f : V × N → R≥0 denote the start and
finishing times of a firing in a PFPS execution. Now, given a time frame starting at time ts
for an interval ∆t consider isolated execution (su, τ) where su : V × N → R≥0 denotes the
start time for all task firings derived using (5.6). If a firing 〈u, j〉 executes within this time
frame in its PFPS execution, then the difference in its finishing time in the isolated execution
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and its finishing time in the PFPS execution, is equal to the total interference suffered by that
firing.

(s(u, j) ≤ ts + ∆t) ∧ (f(u, j) ≥ ts)

⇒ su(u, j) + τ(u, j) = f(u, j)−
∑
v∈Hu

{L(v, s, f, τ,max (s(u, j), ts) , f(u, j)−max (s(u, j), ts)}

(5.9)

Proof We start with by introducing the relation between the execution time of a task firing,
and its start and finishing time, in a PFPS execution. We later use this in our mathematical
deduction of the relation between the finishing times of a firing in the PFPS execution and
our derived isolated execution.

There are two things that can happen on a processor in between the start and finishing of a
firing, under PFPS: either that particular firing is being executed by that processor, or the
processor is busy executing the firing(s) of a higher proirity task. Thus we can say that the
execution time of a firing is equal to the duration between the start and finishing time of that
firing minus the interference suffered due to higher priority tasks:

τ(u, j) = f(u, j)− s(u, j)−
∑
v∈Hu

{L(v, s, f, τ, s(u, j), f(u, j)− s(u, j))} (5.10)

Now starting from the finishing time of a firing 〈u, j〉 in our derived isolated execution (su, τ)
we obtain the following deduction:

su(u, j)+τ(u, j)

= {Expanding τ(u, j) using (5.10).}

su(u, j) + f(u, j)− s(u, j)−
∑
v∈Hu

{L(v, s, f, τ, s(u, j), f(u, j)− s(u, j))}

= {Expanding su(u, j) using (5.6).}

s(u, j) +
∑
v∈Hu

{
L

(
v, s, f, τ, s(u, j),

(
max(s(u, j), ts)
−s(u, j)

))}
+ f(u, j)− s(u, j)−

∑
v∈Hu

{L(v, s, f, τ, s(u, j), f(u, j)− s(u, j))}

=f(u, j) +
∑
v∈Hu

{
L

(
v, s, f, τ, s(u, j),

(
max(s(u, j), ts)
−s(u, j)

))}
−
∑
v∈Hu

{L(v, s, f, τ, s(u, j), f(u, j)− s(u, j))}

= {Using additive property of load }

f(u, j)−
∑
v∈Hu

{
L

(
v, s, f, τ,max(s(u, j), ts),

(
f(u, j)

−max(s(u, j), ts)

))}
(5.11)

�
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Using Lemma 2, we also deduce that the constructed isolated execution adheres to the firings
constraints of a valid execution. By the definition of arrival times introduced in section 2.5.2,
the arrival time of a firing is the maximum over the finishing times of all firings that produce
an input token for that firing. Since the load of a task is non-negative, we can further deduce
from Lemma 2 that the finishing time of a task firing in the isolated execution, cannot be
later than that in its PFPS execution. Furthermore, as the derived start times in the isolated
execution are never sooner than the corresponding start times in the PFPS execution, we
ensure that the firing constraint of a valid execution is not violated. Using Lemmas 1 and 2,
we now claim that the load of a task in the PFPS execution cannot be more than that in the
isolated execution derived for that task, for a given time-frame.

Theorem 11 Given an execution time function τ let s, f : V × N → R≥0 denote the start
and finishing times of a firing in a PFPS execution. Now, given a time frame starting at time
ts for an interval ∆t consider isolated execution (su, τ) where su : V × N→ R≥0 denotes the
start time derived using (5.6). Then the load of a task u ∈ V in the PFPS execution cannot
be more than the load of u in our derived isolated execution, within the given time-frame.

L(u, s, f, τ, ts,∆t) ≤ L(u, su, τ, ts,∆t) (5.12)

Proof According to (5.1), the load of u within the given time frame is equal to the sum
loads of the individual firings that execute within that time frame.

L(u, s, f, τ, ts,∆t) =

∑
j∈N


(

min(f(u, j), ts + ∆t)
−max(s(u, j), ts)

)
−∑

v∈Hu

{
L

(
v, s, τ,max(s(u, j), ts),

(
min(f(u, j), ts + ∆t)
−max(s(u, j), ts)

))} ∣∣∣∣ s(u, j) ≤ ts + ∆t
f(u, j) ≥ ts


(5.13)

We now show, using a case-wise deduction that the load of each firing 〈u, j〉 in the PFPS
execution cannot be more than the load of the same firing in our derived isolated execution,
for the given time frame. We use two cases based on whether a firing 〈u, j〉 finishes before
the end of the time frame (i.e. ts + ∆t), or after it. Thus for each firing 〈u, j〉 such that
s(u, j) ≤ ts + ∆t and f(u, j) ≥ ts, we deduce the following:

min(f(u, j), ts + ∆t)−max(s(u, j), ts)

−
∑
v∈Hu

{
L

(
v, s, f, τ,max(s(u, j), ts),

(
min(f(u, j), ts + ∆t)
−max(s(u, j), ts)

))}
={Case-1: Assuming f(u, j) < ts + ∆t}

f(u, j)−max(s(u, j), ts)−
∑
v∈Hu

{
L

(
v, s, f, τ,max(s(u, j), ts),

(
f(u, j)

−max(s(u, j), ts)

))}

=


Using Lemma 2 to replace

f(u, j)−
∑

v∈Hu

{
L

(
v, s, f, τ,max(s(u, j), ts),

(
f(u, j)

−max(s(u, j), ts)

))}
with su(u, j) + τ(u, j)


su(u, j) + τ(u, j)−max(s(u, j), ts)
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={Using Lemma 1 to replace max(s(u, j), ts) with max(su(u, j), ts)}
su(u, j) + τ(u, j)−max(su(u, j), ts)

={Since su(u, j) + τ(u, j) ≤ f(u, j) < ts + ∆t}
min(su(u, j), ts + ∆t)−max(su(u, j), ts) (5.14)

{ALTERNATIVELY}
={Case-2: Assuming f(u, j) ≥ ts + ∆t}

ts + ∆t−max(s(u, j), ts)−
∑
v∈Hu

{
L

(
v, s, f, τ,max(s(u, j), ts),

(
ts + ∆t−

max(s(u, j), ts)

))}

=


Using additivity of load, to replace
L(v, s, f, τ,max(s(u, j), ts), ts + ∆t−max(s(u, j), ts))

with
L(v, s, f, τ,max(s(u, j), ts), f(u, j)−max(s(u, j), ts))
−L(v, s, f, τ, ts + ∆t, f(u, j)− ts + ∆t)


ts + ∆t−max(s(u, j), ts)−

∑
v∈Hu

{
L

(
v, s, f, τ,max(s(u, j), ts),

(
f(u, j)

−max(s(u, j), ts)

))}
+
∑
v∈Hu

{
L

(
v, s, f, τ, ts + ∆t,

(
f(u, j)
−τ, ts + ∆t

))}
≤
{

Since f(u, j) ≥ ts + ∆t⇒ f(u, j)− (ts + ∆t)
≥
∑

v∈Hu {L (v, s, f, τ, ts + ∆t, (f(u, j)− τ, ts + ∆t))}

}
ts + ∆t−max(s(u, j), ts)−

∑
v∈Hu

{
L

(
v, s, f, τ,max(s(u, j), ts),

(
f(u, j)

−max(s(u, j), ts)

))}
+ f(u, j)− (ts + ∆t)

=f(u, j)−max(s(u, j), ts)−
∑
v∈Hu

{
L

(
v, s, f, τ,max(s(u, j), ts),

(
f(u, j)

−max(s(u, j), ts)

))}

=


Using Lemma 2 to replace

f(u, j)−
∑

v∈Hu

{
L

(
v, s, f, τ,max(s(u, j), ts),

(
f(u, j)

−max(s(u, j), ts)

))}
with su(u, j) + τ(u, j)


su(u, j) + τ(u, j)−max(s(u, j), ts)

={Since max(s(u, j), ts) = max(su(u, j), ts) (see Lemma 1)}
su(u, j) + τ(u, j)−max(su(u, j), ts) (5.15)

In addition to (5.15), we deduce the following:

ts+∆t−max(su(u, j), ts)

≥{Since load is non-negative}

ts + ∆t−max(su(u, j), ts)−
∑
v∈Hu

{
L

(
v, s, f, τ,max(s(u, j), ts),

(
f(u, j)

−max(s(u, j), ts)

))}
(5.16)
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Combining (5.15) and (5.16) we summarize the case where f(u, j) ≥ ts + ∆t, as follows:

min(f(u, j), ts + ∆t)
−max(s(u, j), ts)

−
∑
v∈Hu

{
L

(
v, s, f, τ,max(s(u, j), ts),

(
min(f(u, j), ts + ∆t)
−max(s(u, j), ts)

))}
={Assuming f(u, j) ≥ ts + ∆t}

ts + ∆t−max(s(u, j), ts)−
∑
v∈Hu

{
L

(
v, s, f, τ,max(s(u, j), ts),

(
ts + ∆t

−max(s(u, j), ts)

))}
≤{Using (5.15) and (5.16).}

min

{
su(u, j) + τ(u, j)−max(su(u, j), ts) Using (5.15),
ts + ∆t−max(su(u, j), ts) Using (5.16)

}
={Pulling max(su(u, j), ts) out of the min expressions}

min(su(u, j) + τ(u, j), ts + ∆t)−max(su(u, j), ts) (5.17)

From (5.14) and (5.17) we deduce that in both cases the load of each firing in the PFPS
execution cannot be larger than the load of the firing in our derived isolated execution, for
the given time-frame. Finally, revisiting the total load of a task u ∈ V in the PFPS execution
for the given time-frame, we obtain the following deduction:

L(u, s, f, τ, ts,∆t) =

∑
j∈N


(

min(f(u, j), ts + ∆t)
−max(s(u, j), ts)

)
−∑

v∈Hu

{
L

(
v, s, τ,max(s(u, j), ts),

(
min(f(u, j), ts + ∆t)
−max(s(u, j), ts)

))} ∣∣∣∣ s(u, j) ≤ ts + ∆t
f(u, j) ≥ ts


≤{Using (5.14) and (5.17)}∑

j∈N

{(
min(su(u, j) + τ(u, j), ts + ∆t)

−max(s(u, j), ts)

)}
={From definition of isolated load in (5.5)}
L(u, su, τ, ts,∆t) (5.18)

�

In this section, we showed that given a PFPS execution and a time-frame, we can derive an
isolated execution for a task such that the load of that task in the PFPS execution cannot be
larger than that in the isolated execution, for the given time frame. This concludes the first
step in our approach to finding an upper-bound on the interference that a higher priority task
can cause to the execution of a lower priority task. In the second step, we obtain an upper
bound on the load of a task across all valid isolated executions for an arbitrary time-frame.
Consequently, our bound will also apply to the load of a task in any PFPS execution

5.3.2 Illustrating our approach to bound isolated executions

We first illustrate our approach to obtain the maximum load of a task in a given time-frame.
Consider the SRDF graph in Figure 5.1. From Definition 12 we say that the load imposed by
firings of actor b in a given time frame depends on:1) the position of the time frame [ts, t);2)
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the start time of firings given by the schedule s; and 3) their execution times given by τ .
We first focus on deriving an upper-bound for the load imposed by b, while assuming a that
actors have fixed execution time:
Observation 1: Intuitively, an execution in which consecutive firings of an actor occur closer
to each other within a given time frame will impose more load on the processor within that
time frame. We now propose a critical schedule that minimizes the distance between the
start of firings of b from its first firing. Consider that instead of allowing the graph in Figure
5.1 to run in a self-timed manner we intentionally delay the firing of b while the other actors
continue to execute in a self-timed manner. We observe that tokens start accumulating on
the incoming edges of b until no further execution of any actor in the graph can further
take place. Figure 5.3(b) depicts this condition where all tokens have accumulated to their
closest position to b. If at this point we allow all actors including b to execute in a self-timed
fashion, then the distance from firing 〈b, 0〉 to any future firing 〈b, n〉 is the minimum distance
between any two firings of b that are n iterations apart. The schedule of the graph obtained
through this technique is depicted in Figure 5.5. We observe that the gap in execution that
was originally present (see Figure 5.4) between firings 〈b, 0〉 and 〈b, 1〉 has disappeared. We
also observe that firing 〈b, 2〉 is at the same distance from 〈b, 0〉 as before, but that is only
because 〈b, 2〉 and all firings of b thereafter are dependent on 〈b, 0〉 and were already at their
minimum distance from 〈b, 0〉 in Figure 5.4. Therefore we observe a time-frame of any length
starting from the start of 〈b, 0〉 in our critical schedule upper bounds the load imposed by b
in a time-frame of equal length starting from any arbitrary firing of b.

𝑏 𝑎 𝑐 

(a) Original graph

𝑏 𝑎 𝑐 

(b) Original graph

Figure 5.3: Graph blocked on a firing of b

                                                                                      

                                                                                                                                                                                            

                                                                                                                                                  

                                                                                                                                                                                            

                                                                                                                                                              

                                                                                                                                                                                            

0 10 20 30 40 50 60 70 80 90 

a,0 a,1 a,2 a,3 

b,0 b,1 b,2 

c,0 c,1 c,2 

𝑡𝑠 𝑡𝑠 + 𝑡 

b,3 

Figure 5.4: Original execution timeline

                                                                                                                                                                                          

                                                                                                                                                                                          

                                                                                                                                                                                          

0 10 20 30 40 50 60 70 80 90 

a,0 a,1 a,2 a,3 

b,0 b,1 b,2 

c,0 c,1 c,2 

𝑡𝑠 𝑡𝑠 + 𝑡 

Figure 5.5: A schedule where firings are blocked on b, 0
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Without loss of generality, we now study the execution that is blocked on firing 〈u, 0〉. We
proceed to obtain an upper bound on the load of b in an arbitrary time-frame:
Observation 2: Next, reminiscent of the concept of a critical instant from traditional real-
time analysis, we observe that the load of b in a time-frame starting from firing 〈b, 0〉 cannot
be lower than the load imposed in an equally long time frame that starts just before or just
after the start of 〈b, 0〉. In Figure 5.6 we observe that the load of b in the interval [ts, ts + δ)
is larger than what b imposes in [t′s, t

′
s + δ) and equal to [t′′s , t

′′
s + δ).

                                                                                                                                                                                          

                                                                                                                                                                                          

                                                                                                                                                                                          

0 10 20 30 40 50 60 70 80 90 

𝑡𝑠 𝑡𝑠 + 𝑡 
𝑡𝑠
′  𝑡𝑠

′ + 𝑡 𝑡𝑠
′′ 𝑡𝑠

′′ + 𝑡 
a,0 a,1 a,2 a,3 

b,0 b,1 b,2 

c,0 c,1 c,2 

Figure 5.6: Load imposed in different time frames

Observation 3: We observe that assuming longer execution time for firings of only b and
keeping all other actor firings unchanged can only increase the load b imposes in a given time
frame. We observe that if firings b were longer then firing 〈b, 2〉, which was originally within
the given time-frame (see Figure 5.5), has now been pushed out (see Figure 5.7). However,
the load previously imposed by 〈b, 2〉 is compensated by the increase in load imposed by
firings 〈b, 0〉 and 〈b, 1〉.

                                                                                                                                                                                          

                                                                                                                                                                                          

                                                                                                                                                                                          

0 10 20 30 40 50 60 70 80 90 

𝑡𝑠 𝑡𝑠 + 𝑡 

a,0 a,1 a,2 a,3 

b,0 b,1 b,2 

c,0 c,1 c,2 

Figure 5.7: Longer execution of firings of b increases its load

Observation 4: Furthermore, we observe that future firings of b come even closer to 〈b, 0〉 if
the in-between firings of all other actors execute faster. Thus if 〈c, 0〉 were to execute faster,
as depicted in Figure 5.8 then we observe that firing 〈b, 2〉 now starts before the end of the
time frame, and thus imposes more load as compared to that in Figure 5.7

                                                                                                                                                                                          

                                                                                                                                                                                          

                                                                                                                                                                                          

0 10 20 30 40 50 60 70 80 90 

𝑡𝑠 𝑡𝑠 + 𝑡 

a,0 a,1 a,2 a,3 

b,0 b,1 b,2 

c,0 c,1 c,2 

Figure 5.8: Shorter execution of firings of c increases load imposed by b

To summarize, we illustrate that the load of b in an arbitrary time frame for any given
execution, cannot be more than the load of b in an execution that is blocked on firing 〈b, 0〉
in which;

1. we choose a time frame that starts at the start-time of firing 〈b, 0〉;

2. we assume the worst-case execution times for the firings b; and
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3. we assume best-case execution times for the firings of all other actors.

We refer to this execution as the critical execution of task b. We now proceed to demonstrate
the mathematical counterparts of the observations illustrated above.

5.3.3 Deriving a blocked execution

We now present the mathematical counterparts of our approach illustrated in section 5.3.2.
In this section, we present our formal understanding of a blocked execution. In section 5.3.4,
we derive a special blocked execution, also referred to as a critical execution, that gives us
an upper-bound on that load of a task in an arbitrary time-frame across all valid executions.
Consider that the dataflow graph our application is strongly connected. We now present the
notion of a blocked execution, in which we intentionally block the execution of a firing 〈u, j〉
and allow all other firings to execute in a self-timed fashion until no further execution of the
graph is possible. We claim that the self-timed execution after releasing our blocked firing
defines the minimum duration to the start-time of a future firing from the start-time of our
blocked firing.
Moreira [44] introduces the notion of a delayed firing in which a firing of some actor is
intentionally delayed from starting in a self-timed fashion. Recall from chapter 2 that the
dependence distance dd(u, v) between two actors in the minimum number of firings of v that
can start before the first firing of u in any valid execution. We recall the definition of the
dependence distance, as follows:

dd(u, v) =

{
0 if u = v
mind(w,v)+dd(u,w)|(w,v)∈E elsewhere

(5.19)

It must hold that s(v, k) ≥ s(u, j) + τ(u, j) for all k ≥ j+dd(u, v). Building upon this notion
of delayed execution we derive a blocked schedule s̃u,j,τ from a self-timed execution (s, τ), such
that all firings execute in a self-timed manner, except firing 〈u, j〉 which is delayed until all
firing 〈v, k〉 and k < j + dd(u, v) have finished:

s̃u,j,τ (v, k) =

{
max
w∈V
{s̃(w, i) + τ(w, i)|(w, v) ∈ E ∧ i < k + dd(u,w)} for k = j and v = u

max
w∈V
{s̃(w, k − d(w, v)) + τ(w, i)|(w, v) ∈ E} otherwise

(5.20)
We claim that duration from firings 〈u, n〉 to any subsequent firing in the blocked execution
(s̃u,n,τ , τ) cannot be longer than the duration between these two firings in any other valid
execution (s, τ), assuming the same execution time function τ :

Theorem 12 If (s̃u,n,τ , τ) denotes an execution that is blocked on firing 〈u, n〉, then the
duration from the firing 〈u, n〉 to any future firing 〈v, k〉, where k ≥ dd(u, v), cannot be longer
than the duration between these firings in any valid execution (s, τ) that assumes the same
execution time function τ .

∀s,v : s̃u,n,τ (v, k)− s̃(u, n) ≤ s(v, k)− s(u, n) (5.21)
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Proof A firing 〈v, k〉 for an actor v ∈ V and k ≥ n + dd(u, v) is the first firings of v that
depends on firing 〈u, n〉. This dependency can be thought of as a chronological partial-order
of actor firings in our schedule s̃u,n,τ from firing 〈u, n〉 and that leads up to firing 〈v, k〉.
We now demonstrate that (5.21) holds by inducting over the firings occurring in this partial
order.
For our base case, we choose the duration to the first firing in the blocked execution after
firing 〈u, n〉 is released, i.e the duration from firing 〈u, n〉 to itself. We find that s̃u,n,τ (u, n)−
s̃u,n,τ (u, n) ≤ s(u, n)− s(u, n) is trivially true for all valid executions (s, τ).
We now consider the inductive hypothesis that all firings that are directly preceding firings
〈w, k − d(w, v)〉 of the firing 〈v, dd(u, v)〉, where (w, v) ∈ E and k − d(w, v) ≥ n + dd(u,w)
are at their minimum distance to the firing 〈u, n〉 across all valid executions that assume the
same execution time function τ .

For all (w, v) ∈ E and k − d(w, v) ≥ n+ dd(u,w)
s(w, k − d(w, v))− s(u, n) ≥ s̃u,n,τ (w, k − d(w, v))− s̃u,n,τ (u, n)

(5.22)

Under this hypothesis we show that the firing 〈v, k〉 is also at its minimum distance to firing
〈u, n〉 across all valid execution that assume the same execution time function, as follows:

s̃u,n,τ (v, k)− s̃u,n,τ (u, n)

={Using definition in (5.20)}
max
w∈V
{s̃(w, k − d(w, v)) + τ(w, k − d(w, v))|(w, v) ∈ E ∧ k − d(w, v) ≥ 0} − s̃u,n,τ (u, n)

={Splitting the domain into firings that depend on the firing 〈u, n〉, and firings that do not.}

max


max

(w,v)∈E

{
s̃u,n,τ (w, k − d(w, v))
+τ(k − d(w, v))

|k − d(w, v) ≥ n+ dd(u,w)

}
max

(w,v)∈E

{
s̃u,n,τ (w, k − d(w, v))
+τ(k − d(w, v))

|0 ≤ k − d(w, v) < n+ dd(u,w)

}
− s̃u,n,τ (u, n)

≤{By definition of s̃u,n,τ (x, 0) in (5.20)}

max

 max
(w,v)∈E

{
s̃u,n,τ (w, k − d(w, v))
+τ(k − d(w, v))

|k − d(w, v) ≥ n+ dd(w, v)

}
s̃u,n,τ (u, n)

− s̃u,n,τ (u, n)

={Using (5.19) we know that s̃(w, k − d(w, v)) ≥ s̃u,n,τ (u, n)}
max

(w,v)∈E
{s̃u,n,τ (w, k − d(w, v)) + τ(k − d(w, v))|k − d(w, v) ≥ n+ dd(u,w)} − s̃u,n,τ (u, n)

={Pulling s̃u,n,τ (u, n) inside the max expression}
max

(w,v)∈E
{s̃u,n,τ (w, k − d(w, v))− s̃u,n,τ (u, n) + τ(k − d(w, v))|k − d(w, v) ≥ n+ dd(u,w)}

≤{Using the inductive hypothesis in (5.22)}
max

(w,v)∈E
{s(w, k − d(w, v))− s(u, n) + τ(w, k − d(w, v))|k − d(w, v) ≥ n+ dd(u,w)}

≤{Expanding the domain}
max

(w,v)∈E
{s(w, k − d(w, v))− s(u, n) + τ(w, k − d(w, v))|k − d(w, v) ≥ 0}

={Pulling s(u, n) outside the max expression}
max

(w,v)∈E
{s(w, k − d(w, v)) + τ(w, k − d(w, v))|k − d(w, v) ≥ 0} − s(u, n)
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≤{By definition of start-times in a valid execution (2.4)}
s(v, k)− s(u, n) (5.23)

�

5.3.4 Deriving the upper-bound on the execution load

We now present our approach to derive an upper bound on the load of a task across all isolated
executions. We first show that, for a given isolated execution, the load of a task, say u, in
an arbitrary time frame, cannot be more than the load of that task in an equally long time
frame that starts at the start-time of the first firing, say 〈u, n〉, in the original time frame.
Using our notion of a blocked execution, we derive an upper bound on the load of an actor in
the new or shifted time-frame. Then, in incremental steps, we show that by assuming worst-
case execution times of u and the best-case execution times of all other actors, we obtain an
upper-bound on the load of u in any arbitrary time frame for any isolated execution.

Lemma 3 Given an isolated execution (s, τ), if 〈u, n〉 is the first firing of u after ts, such
that all firings j < n have finished strictly before ts, then the load of u in the time-frame
starting at time ts and a length ∆t is at most equal to the load in and equally long time-frame
starting at time s(u, n) in the same execution:

n = min{j|s(u, j) ≥ ts}
∧∀j<ns(u, j) + τ(u, j) < ts

⇒ L(v, s, τ, ts,∆t) ≤ L(v, s, τ, s(v, n),∆t) (5.24)

Proof If 〈u, n〉 is the first firing of u after ts, such that all firings j < n have finished before
ts, then we observe that there is not load of u in the duration from ts until s(u, n). Using
the additive property of load, we split the load of u in the original time frame into the load
of u in a time frame from ts to s(u, n), and from s(u, n) up to ts + ∆t, to get the following
deduction:

L(u, s, τ, ts,∆t) =L(u, s, τ, ts, s(u, n)− ts) + L(u, s, τ, s(u, n),∆t− (s(u, n)− ts))
={Since L(u, s, τ, ts, s(u, n)− ts) = 0}
=L(u, s, τ, s(u, n),∆t− (s(u, n)− ts))
≤{Since load cannot be negative}
L(u, s, τ, s(u, n),∆t− (s(u, n)− ts)) + L(u, s, τ, ts + ∆t, s(u, n)− ts)

={Using additive property of load}
L(u, s, τ, s(u, n),∆t) (5.25)

�

Lemma 4 Given a time instant ts in an execution (s, τ), if a firing 〈u, n〉 starts before ts
but finishes after ts then the load of u in a time-frame starting at ts and for a duration ∆t is
at most equal to the load of u in an equally long time frame starting at s(u, n), in the same
execution.

s(u, n) < ts ≤ s(u, n) + τ(u, n)⇒ L(u, s, τ, ts,∆t) ≤ L(u, s, τ, s(u, n),∆t) (5.26)
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Proof If at ts a firing 〈u, n〉 has already begun, but not finished, its execution, then the
load of u in a time frame starting from s(u, n) up to ts is equal to that entire duration, i.e.
ts − s(u, n). We now identify two cases, 1) when ts − s(u, n) ≤ ∆t; and 2) when not.

If ts − s(u, n) ≤ ∆t, then similar to Theorem 3, we split the load of u in the original time
frame into to parts. The first part starts at time ts up to s(u, n) + ∆t and the second from
s(u, n) + ∆t up to ts + ∆t. We now obtain the following deduction:

L(u, s, τ, ts,∆t)

= {For ts − s(u, n) ≤ ∆t}
L(u, s, τ, ts, s(u, n) + ∆t− ts) + L(u, s, τ, s(u, n) + ∆t, ts − s(u, n))

≤{Since L(u, s, τ, s(u, n) + ∆t, ts − s(u, n)) ≤ ts − s(u, n) = L(u, s, τ, s(u, n), ts − s(u, n))}
L(u, s, τ, ts, s(u, n) + ∆t− ts) + L(u, s, τ, s(u, n), ts − s(u, n))

={Using additive property of load}
L(u, s, τ, s(u, n),∆t) (5.27)

If ts − s(u, n) > ∆t, then we know that the firing 〈u, n〉 cannot finish before s(u, n) + ∆t:

τ(u, n) > ts − s(u, n) > ∆t (5.28)

Consequently, we know that the load of u in a time frame starting at s(u, n) to s(u, n) + ∆t
is equal to that entire duration and, thus, cannot be less that the load of u in our original
time-frame:

L(u, s, τ, s(u, n),∆t)

= {For ts − s(u, n) > ∆t}
∆t

≥{Since load of u in a time frame cannot exceed the length of the time frame}
L(u, s, τ, ts,∆t) (5.29)

�

Theorem 13 The load of u within any arbitrary time frame starting at time s(u, n) in an
execution (s, τ) cannot be more than the load of u in a time-frame of the same length, and
starting at time s̃u,n,τ (u, n) in the blocked execution (s̃u,n,τ , τ) that assumes the same execution
time function:

L(u, s, τ, s(u, n),∆t) ≤ L(u, s̃u,n,τ , τ, s̃u,n,τ (u, n),∆t) (5.30)
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Proof Starting from our definition of load we obtain the following deduction.

L(u, s, τ, s(u, n),∆t)

={Using (5.1)}∑
j≥n

{
min (s(u, j) + τ(u, j),∆t)
−max (s(u, j), s(u, n))

∣∣∣∣ s(u, j) + τ(u, j) ≥ s(u, n)
∧s(u, j) ≤ s(u, n) + ∆t

}
={Since firings are non-concurrent (i.e. s(u, j) ≥ s(u, j − 1)),

we know that s(u, j) ≥ s(u, n) for all j ≥ n}∑
j≥n

{
min (s(u, j) + τ(u, j),∆t)
−s(u, j)

∣∣ s(u, j) ≤ s(u, n) + ∆t

}
={Reducing}∑

j≥n

{min (τ(u, j),∆t− (s(u, j)− s(u, n)) |s(u, j) ≤ s(u, n) + ∆t)}

≤{Using Theorem 12 where dd(u, u) = 1 }∑
j≥n

{min (τ(u, j),∆t− (s̃u,n,τ (u, j)− s̃u,n,τ (u, n)) |s̃u,j,τ ≤ s̃u,n,τ + ∆t)}

={Following the reverse of the above steps, for the s̃u,n,τ}
L(u, s̃u,n,τ , τ, s̃u,n,τ (u, n),∆t) (5.31)

�

Linearity in blocked execution

Let (s, τ) and (s′, τ ′) denote two self-timed executions such that τ ′(v, k) ≤ τ(v, k) for all
v ∈ V and k ∈ N. Then recall that linearity in self-timed execution (see chapter 2) implies
that the start of a firing 〈v, k〉 in the schedule s cannot be later than its start in the schedule
s′ plus the sum of the difference in execution time, for all previous firings that directly or
indirectly constrain the start of firing 〈v, k〉:

s(v, k) ≤ s′(v, k) +
∑
w∈V

τ(w, j)− τ ′(w, j)

∣∣∣∣∣∣
w ∈ V
∧j ≤ k − dd(w, v) for w 6= v
∧j < k for w = v


In a blocked schedule su,n,τ all firings 〈v, k〉 except firing 〈u, n〉 are self-timed. Furthermore,
firings that finish before the firing 〈u, n〉 effectively do not constrain firings after the firing
〈u, n〉. Thus we apply linearity of self-timed execution to all firings 〈v, n + k〉 for all v ∈ V
and k ≥ dd(u, v) as follows: If (s̃u,n,τ , τ) and (s̃u,n,τ ′ , τ

′) are two blocked executions such that
τ ′(v, n+ k) ≤ τ(v, n+ k) and for all v ∈ V and k ≥ dd(u, v), then:

s̃u,n,τ (v, n+ k)−s̃u,n,τ (u, n)

≤


s̃u,n,τ ′(v, n+ k)− s̃u,n,τ ′(u, n)

+
∑

w∈V

τ(w, j)− τ ′(w, j)

∣∣∣∣∣∣∣∣
w ∈ V
∧j ≤ k − dd(w, v) for w 6= v
∧j < k for w = v
∧j ≥ n− dd(u,w)




(5.32)
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Given an execution function τ , let us derive an intermediate execution time function τ ′u in
which we assume that the execution time of firings is the same as in the original execution
time function τ , for all actors v 6= u. Meanwhile, all firings of u are attributed the worst-case
execution time of u. Using linearity in blocked execution, we now claim that the load of u
in a time frame starting at s̃u,n,τ ′u(u, n) in the blocked execution (s̃u,n,τ ′u , τ

′
u), cannot be less

than the load of u in an equally long time-frame starting at s̃u,n,τ (u, n) in a blocked execution
(s̃u,n,τ , τ).

Theorem 14 Given an execution time function τ , we derive an execution time function τ ′u
in which each firing of u is attributed its worst-case execution time τ̂(u), and firings of all
other actors v 6= u are attributed the same execution time as in the original execution time
function τ :

τ ′u(v, k) =

{
τ̂(v) if v = u
τ(v, k) if v 6= u

(5.33)

Then, the load of u in a time frame starting at s̃u,n,τ ′u(u, n) in the blocked execution (s̃u,n,τ ′u , τ
′
u)

cannot be less than the load of u in an equally long time-frame starting at s̃u,n,τ (u, n) in a
blocked execution (s̃u,n,τ , τ).

L
(
u, s̃u,n,τ ′u , τ

′
u, s̃u,n,τ ′u(u, n),∆t

)
≥ L (u, s̃u,n,τ , τ, s̃u,n,τ (u, n),∆t) (5.34)

Proof We sketch our approach as follows: We first express a load L(u, s̃u,n,τ , τ, s̃u,n,τ (u, n),∆t)
as the sum of execution times of all but the last firing of u in the time-frame, and the amount
of execution of the last firing of u, that executes within the time-frame. Next, we present two
cases. In the first case, we consider that the number of firings that start within the considered
time-frame [s̃u,n,τ , s̃u,n,τ + ∆t) in the blocked execution (s̃u,n,τ , τ) is less than that within the
time-frame [s̃(u, n, τ

′), s̃u,n,τ ′(u, n) + ∆t) in the blocked execution (s̃u,n,τ ′ , τ
′). In the second

case, we consider the reverse.
Reducing load equations Let jτ = max{j|s̃u,n,τ (u, j) < ∆t+ s̃u,n,τ (u, n)} be the last firing
of u in the considered time-frame for the blocked execution (s̃u,n,τ , τ). We can now express
the load as L(u, s̃u,n,τ , τ, s̃u,n,τ (u, n),∆t) follows:

L(u, s̃u,n,τ , τ, s̃u,n,τ (u, n),∆t)

=
∑

n≤j≤jτ

{min (τ(u, j),∆t− (s̃u,n,τ (u, j)− s̃u,n,τ (u, n)))}

={Since τ(u, j) ≤ ∆t− (s(u, j)− s(u, n)) for all n ≤ j < jτ}∑
n≤j<jτ

τ(u, j) + min (τ(u, jτ ),∆t− (s̃u,n,τ (u, jτ )− s̃u,n,τ (u, n))) (5.35)

Similarly, let jτ ′u = max j|s̃u,n,τ ′u(u, j) < t+ s̃u,n,τ ′u(u, n). Then we obtain the following:

L(u, s̃u,n,τ ′u , τ
′
u, su,n,τ ′u(u, n),∆t)

=
∑

n≤j<jτ ′u

τ ′u(u, j) + min
(
τ(u, jτ ′u),∆t− (s̃u,n,τ ′u(u, jτ ′u)− s̃u,n,τ ′u(u, n))

)
={Since τ ′u(u, k) = τ̂(u) for all k ∈ N}

=
∑

n≤j<jτ ′u

τ̂(u) + min
(
τ̂(u),∆t− (s̃u,n,τ ′u(u, jτ ′u)− s̃u,n,τ ′u(u, n))

)
(5.36)
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Case-I: If jτ < jτ ′ we continue our deduction from (5.35) onward as follows:

L(u, s̃u,n,τ , τ, s̃u,n,τ (u, n),∆t)

={From (5.35)}∑
n≤j<jτ

τ(u, j) + min (τ(u, jτ ),∆t− (s̃u,n,τ (u, jτ )− s̃u,n,τ (u, n)))

≤{Since τ(u, j) ≥ τ̂(u) for k ∈ N}∑
n≤j<jτ

τ̂(u) + min (τ̂(u),∆t− (s̃u,n,τ (u, jτ )− s̃u,n,τ (u, n)))

≤{ Since 0 ≤ min(τ̂(u),∆t− (s̃u,n,τ (u, jτ )− s̃u,n,τ (u, n)) ≤ τ̂(u)}∑
n≤k≤jτ

τ̂(u)

≤{Since jτ < jτ ′u , we expand the domain to n ≤ k < jτ ′u}∑
n≤k<jτ ′u

τ̂(u)

≤{Adding min(τ̂(u),∆t− (s̃u,n,τ ′(u, jτ ′u)− s̃u(u, 0)))}∑
n≤k<jτ ′u

τ̂(u) + min(τ̂(u),∆t− (s̃u,n,τ ′u(u, jτ ′u)− s̃u,n,τ ′u(u, 0)))

={Using (5.36) }
L(u, s̃u,n,τ ′u , τ

′
u, s̃u,n,τ ′u(u, n),∆t) (5.37)

Case-II: Meanwhile, if jτ ≥ jτ ′ then we proceed, using (5.35) and (5.36), towards a proof by
contradiction. Let us assume that:

L(u, s̃u,n,τ ′u , τ
′
u, s̃u,n,τ ′u(u, n),∆t) < L(u, s̃u,n,τ , τ, s̃u,n,τ (u, n),∆t)

Then we obtain the following deduction:

0 > L(u, s̃u,n,τ ′u , τ
′
u, s̃u,n,τ ′u(u, n),∆t)− L(u, s̃u,n,τ , τ, s̃u,n,τ (u, n),∆t)

={Expanding using (5.35) and (5.36)} ∑
n≤j<jτ ′u

τ̂(u) + min(τ̂(u),∆t− (s̃u,n,τ ′u(u, jτ ′u)− s̃u,n,τ ′u(u, 0)))


−

( ∑
n≤j<jτ

τ(u, j) + min(τ(u, jτ ),∆t− (s̃u,n,τ (u, jτ )− s̃u,n,τ (u, n)))

)
>{Since min(τ(u, jτ ),∆t− (s̃u,n,τ (u, jτ )− s̃u,n,τ (u, n))) ≤ ∆t− (s̃u,n,τ (u, jτ )− s̃u,n,τ (u, n))} ∑

n≤j<jτ ′u

τ̂(u) + min(τ̂(u),∆t− (s̃u,n,τ ′u(u, jτ ′u)− s̃u,n,τ ′u(u, n)))


−

( ∑
n≤j<jτ

τ(u, j) + ∆t− (s̃u,n,τ (u, jτ )− s̃u,n,τ (u, n))

)
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={Re-arranging} ∑
n≤k<jτ ′u

τ̂(u)−
∑

n≤j<jτ

τ(u, j)

+

(
min(τ̂(u),∆t− (s̃u,n,τ ′u(u, jτ ′)− s̃u,n,τ ′u(u, n)))
− (∆t− (s̃u,n,τ (u, n+ js)− s̃u,n,τ (u, n)))

)
={Adding and subtracting

∑
jτ ′u
≤j<jτ

τ̂(u)}

 ∑
n≤j<jτ

τ̂(u)−
∑

jτ ′u
≤j<jτ

τ̂(u)−
∑

n≤j<jτ

τ(u, j)


+

(
min(τ̂(u),∆t− (s̃u,n,τ ′u(u, jτ ′u)− s̃u,n,τ ′u(u, n)))
− (∆t− (s̃u,n,τ (u, js)− s̃u,n,τ (u, n)))

)
=

( ∑
n≤j<jτ

(τ̂(u)− τ(u, j))

)
−

∑
jτ ′u
≤j<jτ

τ̂(u) +

(
min(τ̂(u),∆t− (s̃u,n,τ ′u(u, jτ ′u)− s̃(u, n)))
− (∆t− (s̃u,n,τ (u, js)− s̃u,n,τ (u, n)))

)
= {Rearranging}(

min(τ̂(u),∆t− (s̃u,n,τ ′u(u, jτ ′u)− s̃(u, n)))
−
∑

jτ ′u
≤j<jτ τ̂(u)

)

−

(
∆t−

(
s̃u,n,τ (u, jτ )− s̃u,n,τ (u, n)

+
(∑

n≤k<jτ (τ̂(u)− τ(u, n+ k))
) ))

>{Since τ ′u(v, k) = τ(v, k) for all v 6= u and k ∈ N, and τ ′u = τ̂(u) ≥ τ(u, j) for all j ∈ N
Then using linearity in blocked executions (5.32)}(

min(τ̂(u),∆t− (s̃u,n,τ ′(u, jτ ′u)− s̃u,n,τ ′u(u, n)))
−
∑

jτ ′u
≤j<jτ τ̂(u)

)
−
(
∆t− (s̃u,n,τ ′u(u, jτ )− s̃u,n,τ ′u(u, n))

)
>{Since

∑
jτ ′u
≤j<jτ

τ̂(u) ≥
∑

jτ ′u
≤j<jτ

τ(u, j)}

(
min(τ̂(u),∆t− (s̃u,n,τ ′(u, jτ ′u)− s̃u,n,τ ′u(u, n)))

−
∑

jτ ′u
≤j<jτ τ(u, j)

)
−
(
∆t− (s̃u,n,τ ′u(u, jτ )− s̃u,n,τ ′u(u, n))

)
(5.38)

Hereafter, we follow two separate branches of deduction, namely, 1) when τ̂(u) > ∆t −
(s̃u,n,τ ′u(u, jτ ′u) − s̃u,n,τ ′u(u, n)); and 2) when not. Following the first branch, we continue our
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deduction from (5.38), as follows:

={Assuming τ̂(u) > ∆t− (s̃(u, js̃)− s̃(u, 0)) }

∆t− (s̃u,n,τ ′u(u, jτ ′u)− s̃(u, n))−
∑

jτ ′u
≤j<jτ

τ(u, j)

−
(
∆t− (s̃u,n,τ ′u(u, jτ )− s̃u,n,τ ′u(u, n))

)
={Reducing}

s̃u,n,τ ′u(u, jτ )− s̃u,n,τ ′u(u, jτ ′u)−
∑

jτ ′u
≤j<jτ

τ(u, j) (5.39)

Following the alternate branch of deduction from 5.38 onward:

>{Assuming τ̂(u) > ∆t− (s̃u,nτ ′u(u, jτ ′u)− s̃u,n,τ ′u(u, n)) }

τ̂(u)−
∑

jτ ′u
≤j<jτ

τ(u, j)−
(
∆t− (s̃u,n,τ ′u(u, jτ )− s̃u,n,τ ′u(u, n))

)
={Re-writing the in-equality}(

(s̃u,n,τ ′u(u, jτ )− s̃u,n,τ ′u(u, n))−∆t
)
−

∑
jτ ′u
≤j<jτ

τ(u, j) (5.40)

We observe from (5.39) that the duration between the end of the time frame and s̃u,n,τ ′u(u, jτ )
is strictly less than the sum of execution times of firings 〈u, (jτ ′u+1)〉 to 〈u, jτ−1〉. Since firing
〈u, jτ ′u〉 is the last firing before the end of the time frame, we know that firings 〈u, (jτ ′u + 1)〉
to 〈u, (jτ − 1)〉 must occur after the end of the time frame. Consequently, we deduce that the
duration to s̃u,n,τ ′u(u, jτ ) from the end of the time frame must be at least the sum of firings
〈u, jτ ′u + 1〉 to 〈u, (jτ − 1)〉. This is a direct contradiction of (5.39).
Similarly, we observe from (5.40) that the duration between the start of firings 〈u, jτ ′u〉 and
〈u, jτ of u must be strictly less than the sum of firings of u between them. This is, again,
a contradiction on to itself. Since both our deductions (5.39) and (5.40) are contradictions,
our initial assumption must be false. Hence our theorem holds. �

From Theorem 14 we conclude that the maximum load of u in a time frame is when we assume
the worst-case execution time for firings of u. Subsequently, we proceed to demonstrate our
final observation, i.e. that decreasing the execution time of all actors other than u can only
increase the load of u in that time frame.

Theorem 15 For a given graph (V,E, d, τ̂ , τ̌), consider an execution time function τ̃u in
which we attribute the worst-case execution time to the firings of u, and the best case execution
times to the firings of all other actors in the graph:

τ̃u(v, k) =

{
τ̂(v) if v = u
τ̌(v) if v 6= u

(5.41)

Then, the load of u in a time frame starting at s̃u,n,τ̃u(u, n) in the blocked execution (s̃u,n,τ̃u , τ̃u),
cannot be less than the load of u in an equally long time-frame starting at s̃u,n,τ (u, n) in a
blocked execution (s̃u,n,τ , τ) for any valid execution time function τ .

L (u, s̃u,n,τ̃u , τ̃u, s̃u,n,τ̃u(u, n),∆t) ≥ L (u, s̃u,n,τ , τ, s̃u,n,τ (u, n),∆t) (5.42)
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Proof We now obtain the following deduction:

L(u, s̃u,n,τ ,τ, s̃u,n,τ (u, n),∆t)

≤{From Theorem 14 }
L(u, s̃u,n,τ ′u , τ

′
u, s̃u,n,τ ′u(u, n),∆t)

={Using definition of load (5.36)}∑
j≥n

{
min

(
τ ′u(u, j),∆t−

(
s̃u,n,τ ′u(u, j)
−s̃u,n,τ ′u(u, n)

) ∣∣s̃u,j,τ ′u(u, j) ≤ s̃u,n,τ ′u(u, n) + ∆t

)}
≤{Since τ ′u(v, k) ≥ τ̃u(v, k) for all v ∈ V and k ∈ N, then using (5.32)}∑

j≥n

{
min

(
τ̃u(u, j),∆t−

(
s̃u,n,τ̃u(u, j)
−s̃u,n,τ̃u(u, n)

)
|s̃u,j,τ̃u(u, j) ≤ s̃u,n,τ̃u(u, n) + ∆t

)}
={Using definition of load in (5.1)}
L(u, s̃u,n,τ̃u , τ̃u, s̃u,n,τ̃u(u, 0),∆t) (5.43)

�

Since τ̃u defines that all firings of an actor v ∈ V have a the same execution times, we find
that the load of u in a time frame starting at s̃u,n,τ̃u(u, n) in a blocked execution (s̃u,n,τ̃u , τ̃u)
is the same regardless the firing 〈u, n〉 that we pick to block.

Lemma 5 Consider execution time function τ̃ in which all firings of an actor v have a the
same execution times, for all v ∈ V . Then the duration between the start of firing 〈u, n〉 to
the start of a firing 〈v, n+ k〉 and k ≥ dd(u, v) in a blocked execution (s̃u,n,τ̃u , τ̃u), is equal to
the duration between the start of firing 〈u,m〉 to the start of a firing 〈u,m + k〉 in a blocked
execution (s̃u,m,τ̃u , τ̃u), for all m,n ∈ N.

Proof We use the same approach as for Theorem 12. We first choose the base-case in
which we show that duration between a firing 〈u, n〉 and itself in the blocked execution
(s̃u,n,τ̃u , τ̃u), is trivially equal to the distance between a firing 〈u,m〉 and itself in the blocked
execution,(s̃u,m,τ̃u , τ̃u).

s̃u,m,τ̃u(u,m)− s̃u,m,τ̃u(u,m) = s̃u,n,τ̃u(u, n)− s̃u,n,τ̃u(u, n)

. Then, we consider the inductive hypothesis that the duration between the firings 〈u, n〉
and 〈w, n+ k − d(w, v)〉, for all w ∈ V |(w, v) ∈ E and k ≥ dd(u, v), is equal to the duration
between firings 〈u,m〉 and 〈w,m+k−d(w, v)〉. Finally, using the fact that τ̃ defines a constant
execution time per actor, we show in our inductive step that the duration between firings
〈u, n〉 and 〈v, n + k in the blocked execution (s̃u,n,τ̃u , τ̃u), is equal to the duration between
firings 〈u,m〉 and 〈v,m+ k. �

Lemma 6 Consider execution time function τ̃ in which all firings of an actor v have a the
same execution times, for all v ∈ V . The load of u in a time frame starting at time s̃u,n,τ̃ (u, n)
in a blocked execution (s̃u,n,τ̃ , τ̃) is equal to the load of u in an equally long time frame starting
at time s̃u,m,τ̃ (u,m) in the blocked execution (s̃u,m,τ̃ , τ̃).
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Proof Since the dependence distance dd(u, u) of u to itself is 0, we know from Lemma 5
that the duration between firings 〈u, n〉 and 〈u, n + k〉 in the blocked execution (s̃u,n,τ̃ , τ̃),
for all k ∈ N, is equal to the duration between firings 〈u,m〉 and 〈u,m + k〉 in the blocked
execution (s̃u,n,τ̃ , τ̃). Thus using the definition of load in (5.1), we conclude that the load
L(u, s̃u,n,τ̃ , τ̃ , s̃u,n,τ̃ (u, n),∆t) is equal to the load L(u, s̃u,m,τ̃ , τ̃ , s̃u,m,τ̃ (u,m),∆t), for all ∆t ∈
R≥0. �

Finally, we can summarize all the demonstrations presented in this section to derive a single-
upper bound on the load of u in an arbitrary time frame for any valid execution.

Theorem 16 The load of u in an arbitrary time frame for a valid execution (s, τ), cannot be
more than the load of u in an equally long time frame starting at firing 〈u, 0〉 in the blocked
execution (s̃u,0,τ̃u , τ̃u), where τ̃u is defined by (5.41).

L(u, s, τ, ts,∆t) ≤ L(u, s̃u,0,τ̃u , τ̃u, s̃u,0,τ̃u(u, 0),∆t) (5.44)

Proof By summarizing our previous theorems in this chapter, we obtain the following de-
duction:

L(u, s, τ, ts,∆t) ≤{For n = min{j|s(v, j) + τ ≥ ts}, using Lemmas 3 and 4}
L(u, s, τ, s(u, n),∆t)

≤{Using Theorem 13}
L(u, s̃u,n,τ , τ, s̃u,n,τ (u, n),∆t)

≤{Using Theorems 14 }
L(u, s̃u,n,τ ′u , τ

′
u, s̃u,n,τ ′u(u, n),∆t)

≤{Using Theorem 15 }
L(u, s̃u,n,τ̃u , τ̃u, s̃u,n,τ̃u(u, n),∆t)

={Instantiating Lemma 6 for m = 0 }
L(u, s̃u,0,τ̃u , τ̃u, s̃u,0,τ̃u(u, 0),∆t) (5.45)

�

5.4 Bounding the finishing times of a lower priority

task

In this section, we use the upper-bound on the interference that a higher priority task can
cause to the execution of the lower priority task, to compute maximum amount of time taking
by a firing of a lower priority task to finish. In other words, we now define an upper bound
on the finishing time of a task firing for a given PFPS execution.

Theorem 17 The difference between the finishing time of a task firing 〈u, j〉 and the earliest
moment that it can start to execute is equal to the earliest interval that is equal to the sum of
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the worst-case execution time of that task and the sum of the upper-bounds on the interference
caused by all higher priority tasks.

f(u, j) ≤
(

max(a(u, j), f(u, j − 1))
+ min

{
∆t ∈ R≥0

∣∣∆t ≥ τ̂(u) +
∑

v∈V {L(v, s̃v,0,τ̃v , τ̃v, s̃v,0,τ̃v(v, 0),∆t)}
} )

(5.46)

Proof The duration between the finishing time of a firing 〈u, j〉 and the earliest time that it
can start executing, according to (5.4), is the earliest interval equal to the sum of its execution
time and the interference caused by all higher priority tasks. Increasing the execution time of
the firing, or the interference by higher priority tasks, both will increase this duration. Using
these two notions we obtain the upper-bound on the finishing times of a firing as follows:

f(u, j) ={By definition in (5.4)}(
max {a(v, k), f(u, j − 1)}
+ min

{
∆t
∣∣∆t ≥ τ(u, j) +

∑
v∈Hu {L(v, s, f, τ,max {a(u, j), f(u, j − 1)} ,∆t)}

} )
≤{Since τ(u, j) ≤ τ̂(u)}(

max {a(v, k), f(u, j − 1)}
+ min

{
∆t
∣∣∆t ≥ τ̂(u) +

∑
v∈Hu {L(v, s, f, τ,max {a(u, j), f(u, j − 1)} ,∆t)}

} )
≤
{

Since, for all v ∈ V and ts,∆t ∈ R≥0

L(v, s, f, τ, ts,∆t) ≤ L(v, s̃v,0,τ̃v , τ̃v, s̃v,0,τ̃v(v, 0)∆t)

}
(

max {a(v, k), f(u, j − 1)}
+ min

{
∆t
∣∣∆t ≥ τ̂(u) +

∑
v∈Hu {L(v, s̃v,0,τ̃v , τ̃v, s̃v,0,τ̃v(v, 0)∆t)}

} ) (5.47)

�

5.5 Improving response time analysis for graphs with

a dominant periodic source

In this section we propose a refinement of our approach, to obtain a tighter upper-bound on
the finishing times of tasks, for the baseband processing application that we focus on in this
thesis. The execution of our SDR applications must keep up with the rate of arrival of input
from an external source, i.e. they have a throughput requirement. In practice, we consider
a strictly periodic arrival of input from an external source. For proper functioning of our
application, the execution of its constituent tasks must keep up with this periodic arrival of
input. In other words, the rate of arrival of input dictates the throughput requirement of
our application. Due to the dominating effect of the periodic arrival of input, we say that
such applications have a Dominant Periodic Source (DPS). In this section, we propose a
refinement of our approach for systems, with applications having a dominant periodic source.
Hereafter, we refer to an application with a dominant periodic source as a DPS application.
We first present a formal definition of a dominant periodic source. Similar to section 5.3, we
then obtain a critical execution for a task in a DPS application. Here instead of delaying the
start of a firing of our task until the execution is blocked, we delay it only until the latest
instant at which if the firing starts it will NOT block the execution of the source. We claim
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that this instant is an upper bound to the start time of this firing in all executions that
do not violate the timing requirement of our DPS application. We further claim that the
load of our task within a given time-frame in any execution that does not violate the timing
requirements of our DPS application, cannot be more than the load of that task in an equally
long time-frame starting at a pre-defined instant in our new critical execution. Subsequently,
when obtaining the upper-bound on the finishing times of a lower priority task, as shown
in section 5.4, we now use our new critical execution to bound the interference from higher
priority tasks. We claim that the thus obtained upper-bound on the finishing times is always
tighter than the upper-bound obtained using our earlier critical execution.

Definition 14 A graph G = (V,E, d, τ̂ , τ̌) has a dominant periodic source if there exists an
ordered subset S ⊂ V of actors such that

• actors in S form a static order, i.e. (v(i−1), vi mod |S|) ∈ E for all 1 < i ≤ |S|, and∑
d(v(i−1), vi mod |S|) = 1.

• each actor v ∈ S has a fixed execution time: τ̂(v) = τ̌(v).

• there exists an actor us ∈ S (called source actor) such that there is at least one token-less
path from us to all other actors: ∃us∈S : ∀v∈V ∧v 6=us : dd(us, v) = 0.

• MCR of the graph is equal to the sum of the execution times of the source actors, i.e.
µ(G) =

∑
v∈S τ̂(v).

5.5.1 Obtaining a critical execution for a graph with a dominant
periodic source

Consider a DPS application modeled as G = (V,E, d, τ̂ , τ̌). We now attempt to obtain an
execution that minimizes the distance between a firing 〈u, j〉 where u ∈ V and j ∈ N and all
future firings 〈v, k〉 where v ∈ V and k ≥ j + dd(u, v). Now instead of obtaining a blocked
execution, consider only a delayed execution (s̈u,j,τ , τ) such that the firing 〈u, j〉 is intentionally
delayed to the maximum over the start time of 〈u, j〉 across all rate-optimal static periodic
schedules sROSPS that do not violate the throughput requirement of the application. The
rest of the firings are self-timed:

s̈u,j,τ (v, k) =

{
max{sSPS(u, j)|T = µ(G) ∧ sSPS(us, 0) = 0} for k = j and v = u
maxw {s̃(u, k − d(u, v)) + τ̂(w)|(w, v) ∈ E} otherwise

(5.48)

Theorem 18 Consider a DPS graph G = (V,E, d, τ̂ , τ̌). The distance to the start of a firing
〈v, k〉 from the start of a firing 〈u, j〉, where k ≥ j + dd(u, v), in the execution (s̈u,j,τ , τ)
(defined in (5.48)), cannot be larger than the distance between the starts of these two firings
in any other execution (s, τ) that does not violate the DPS assumptions:

(∀v∈V,k∈N : s(v, k) ≤ max {sSPS|T = µ(G) ∧ sSPS(us, 0) = 0})
⇒ s̈u,j,τ (v, k)− s̈u,j,τ (u, j) ≤ s(v, k)− s(u, j) (5.49)
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Proof Under the DPS assumption, we observe that s(u, j) ≤ s̈u,j,τ (u, j). All firings 〈v, k〉
except firing 〈u, j〉 are self-timed, in the execution (s̈u,j,τ , τ). This implies that start time
s̈u,j,τ (v, k) of a firing 〈v, k〉 where k ≥ j + dd(u, v) is the earliest possible time at which this
firing can start given that the firing 〈u, j〉 starts at the time instant s̈u,j,τ (u, j). If firing 〈u, j〉
were to start at an earlier instant, say s(u, j), then due to linearity of self-timed execution
the earliest start time of firing 〈v, k〉 cannot be earlier than s̈u,j,τ (v, k) minus the difference
s̈u,j,τ (u, n)− s(u, j):

s(u, j) ≤ s̈u,j,τ (u, j)
k ≥ j + dd(u, v)

⇒ s(v, k) ≥ s̈u,j,τ (v, k)− (s̈u,j,τ (u, j)− s(u, j)) (5.50)

Using this underlying notion, we now obtain the following deduction:

s̈u,j,τ (v,k)− s̈u,j,τ (u, j)
={By definition of start times in (5.48) }

max
(w,v)∈E

{s̈u,j,τ (w, k − d(w, v)) + τ(w, k − d(w, v))} − s̈u,j,τ

={Adding and subtracting bys(u, j)}
max

(w,v)∈E
{s̈u,j,τ (w, k − d(w, v)) + τ(w, k − d(w, v))} − (s̈u,j,τ − s(u, j))− s(u, j)

={Pulling (s̈u,j,τ − s(u, j)) inside the max expression }
max

(w,v)∈E
{s̈u,j,τ (w, k − d(w, v))− (s̈u,j,τ − s(u, j)) + τ(w, k − d(w, v))} − s(u, j)

≤{Using (5.50), re-writing max expressing using s(v, k)}
max

(w,v)∈E
{s(v, k) + τ(w, k − d(w, v))} − s(u, j)

≤{Using the constraint on the start time of a firing in any valid execution. }
s(v, k)− s(u, n) (5.51)

�

Corollary 1 Consider a DPS graph G = (V,E, d, τ̂ , τ̌). The load of u in an arbitrary time
frame for a valid execution (s, τ) that does not violate our DPS assumption, cannot be more
than the load of u in an equally long time frame starting at firing 〈u, 0〉 in the delayed execution
(s̈u,0,τ̃u , τ̃u), where τ̃u is defined by (5.41).

L(u, s, τ, ts,∆t) ≤ L(u, s̈u,0,τ̃u , τ̃u, s̈u,0,τ̃u(u, 0),∆t) (5.52)

Proof Starting from our observation in Theorem 18, and following the same approach in
section 5.3.4, we deduce that the (5.52) holds. �

Obtaining an even tighter upper bound for the interference caused by the highest
priority task

It is possible to obtain an even tighter upper bound on the load of the highest priority task,
for our DPS scenario. By definition, a firing of the highest priority task cannot be preempted
by another task firing. Since we consider that priorities are assigned at the application level,
we observe that the execution of the highest priority application can be mimicked by a self-
timed execution of its dataflow graph. Now recall that the start-times of a task as defined in
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ANY static-periodic schedule cannot be earlier than the start time as defined by its self-timed
execution. We can now re-define the critical-execution of the highest priority application as
follows:

s̈u,j,τ (v, k) =

{
min{sSPS(u, j)|T = µ(G) ∧ sSPS(us, 0) = 0} for j = 0 and v = u
maxw {s̃(u, k − d(u, v)) + τ̂(w)|(w, v) ∈ E} otherwise

(5.53)

Note that the start time of firing 〈u, j〉 in (5.53) is delayed until the minimum over the start
times of all rate-optimal static periodic schedules, and not the maximum, as is done in (5.48).
Hereafter, we can use the same approach as in Theorem 18 to show that the distance to the
start of a firing 〈v, k〉 from the start of a firing 〈u, 0〉, where k ≥ j+dd(u, v), in the execution
(s̈u,j,τ , τ) (defined in (5.48)), cannot be larger than the distance between the starts of these
two firings in any other self-timed execution.

5.5.2 Response time analysis for DPS graphs

Now that we have our upper-bound on the load of a task in a given time-frame, for the DPS
scenario, we can use it to bound the interference that this task can cause to the execution of a
lower priority task, as shown in section 5.4. We thus obtain an upper-bound on the finishing
time of a lower priority task, for our DPS scenario.
Recall that in the critical execution of our original approach, the distance between firing
〈u, 0〉 and 〈v, k〉 where k ≥ d(u, v) cannot be larger than the distance between any two firings
〈u, n〉 and 〈v, n + k〉 across all valid executions. This includes the execution we constructed
in this section for our DPS case. This implies that, given a time-frame for a task u, the
upper-bound obtained on the load of u using our critical execution for the DPS scenario,
cannot be more than that obtained using our original critical execution in section 5.3. In
other words, the upper-bound on the interference caused by a higher priority task obtained
using the approach proposed in this section is tighter than that obtained using our original
approach. Consequently, we obtain a tighter upper bound on the finishing times obtained by
using our new upper-bound for the maximum interference from a higher priority task, for our
DPS scenario.

5.6 Addressing static-ordering of actors

Recall that we may have multiple tasks of an application mapped to the same processor. In
this scenario, we ensure mutual exclusion between these tasks by enforcing a static-order of
execution. For simplicity, consider that instead of assigning unique priorities to the individual
actors mapped to a processor, we assign them to the individual static-orders of one or more
actors that are mapped to that processor. Observe that only one task in the static-order can
be active4 at any given point in time. Thus instead of treating these static-ordered tasks as
independent higher priority tasks in our response time analysis, we can improve the response
time analysis by accounting for the effect of this static-ordering of our tasks.
We first extend our notion of load to express the load of a static-order as a whole, rather
than the load of the individual tasks. Note that we only focus on isolated executions, as we
know from section 5.3.1, that an upper-bound on the load for all isolated executions, is also
an upper-bound on the load for all PFPS executions. We then revisit our steps to obtain an

4released for execution into the system
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upper-bound on the load for a single task and extend it to obtain the upper-bound on the
load of a static-order of tasks, for a given time-frame. Subsequently, we use this upper-bound
on the load for a static-order of higher -priority tasks in our response time analysis of a lower
priority task.

5.6.1 Load of a static-order of tasks

Since static-ordered tasks, by definition, have a mutually-exclusive execution, the load of all
tasks in the static-order and in a given time-frame is the sum of the load of each individual
task in that time-frame. Since we are considering that a static-order of tasks is comprised
of all tasks of an application that are mapped to the same processor, the load of the static-
ordered tasks for a given time frame is the same as the load of all tasks in an application and
that run on a given processor, for a given time frame.

Definition 15 Consider an application modeled as the graph (V,E, d, τ̂ , τ̌) running on a
multi-processor platform represented by the set of processors P . Then given an isolated exe-
cution (s, τ), the load of our application on a processor p ∈ P in a given time-frame, is the
sum of load of all tasks v ∈ V that are mapped to p, for that time-frame.

L(p, s,τ, ts,∆t)

=
∑
k∈N

{(
min(s(v, k) + τ(v, k), ts + ∆t)

−max(s(v, k), ts)

) ∣∣∣∣∀v∈V ∧π(v)=p :
s(v, k) ≤ ts + ∆t
∧s(v, k) + τ(v, k) ≥ ts

}
(5.54)

5.6.2 Bounding execution load

For simplicity, we refer to actors of all tasks that are mapped to the concerned processor,
as load actors. All other actors in the graph are referred to as non-load actors. Recall that
a critical execution of an actor assumes the worst-case execution times for that actor and
the best case execution times for all other actors. Following the exact demonstration for
Theorems 14 and 15, we can also show that:

• Choosing longer execution times for all load actors in a graph that are mapped to a
processor, cannot decrease the load of an application on that processor, for a given
time-frame.

• Choosing shorter execution times for all non-load actors in a graph that are mapped to
a processor, cannot decrease the load of an application on that processor, for a given
time-frame.

Thus to obtain an upper-bound on the load of our application on a given processor, we must
use an execution time function τ̃(p) for all k ∈ N we assume worst-case execution times for
load actors (τ̃p(v, k) = τ̂(v) for all v : π(v) = p), and best-case execution times for all other
actors (τ̃p(v, k) = τ̌(v) for all v : π(v) 6= p).
From Theorems 12, we observe that the critical execution s̃v,0,τ̃pi(v) for a load actor v ∈ V
defines the minimum distance from firing 〈v, 0〉 to all future firings of all actors (thus also all
load actors) and not just v. The similar to Theorem 16, we can show that the load of v’s
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𝑏 

𝑎 𝑐 

𝑑 

Figure 5.9: Actors b and d execute in a static-order on the same processor

Table 5.2: Execution time bounds for actors in Figure 5.9
actor BCET WCET
a 15 17
b 8 10
c 19 22
x 29 29

application in any PFPS execution and in any time frame where a firing of v is the first firing
that finishes in that time-frame, cannot be more than that for an equally long time-frame
starting at s̃v,0,τ̃pi(v)(v, 0) in the execution (s̃v,0,τ̃ , τ̃pi(v)).
However, this does not imply that (s̃v,0,τ̃pi(v) , τ̃pi(v)) is the critical execution that will always
give us our upper bound on the load of our application for all time-frames. We illustrate
this using the graph in Figure 5.9, where we consider that actors b and d are mapped to
the same processor. Table 5.2 provides the best- and worst-case bounds on the execution
time of actors. For a time-frame length of 15 time-units, we observe that the cumulative
load of b and d in time frame starting from firing 〈b, 0〉 is more than that in an equally long
time frame starting at 〈d, 0〉, as shown in Figure 5.10. However, if the time frame length
is only 9 time-units, then we observe that the cumulative load of b and d in a time frame
that starts from firing 〈b, 0〉 is less than that in a time frame starting from firing 〈d, 0〉, as
shown in Figure 5.11. Therefore, to obtain our upper-bound on the load of an application
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a,0 a,1 

b,0 b,1 

c,0 c,1 

d,0 d,1 
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Figure 5.10: Load imposed in time frame starting along with 〈b, 0〉 is more than that starting
along with 〈d, 0〉
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Figure 5.11: Load imposed in time frame starting along with 〈b, 0〉 is less than that starting
along with 〈d, 0〉

for a given duration of time, we first obtain a critical execution (s̃v,0,τ̃π(p) , τ̃π(p)) for each load
actor v ∈ V : π(v) = p and compute the load of our application in the time-frame of that
duration and starting at time s̃v,0,τ̃π(p)(v, 0). The maximum over the load computed for the
individual critical execution for each load actor gives us our upper-bound on the load of our
application, for a given duration of time. Thus, if L̂(G, p,∆t) denotes the maximum load of
our application G on the processor p, in an arbitrary time-frame of duration ∆t, then we can
compute it as follows:

L̂(G, p,∆t) = max
v∈V
∧π(v)=p

L(p, s̃v,0,τ̃p , τ̃p, s̃v,0,τ̃p(v, 0),∆t) (5.55)

Then similar to Theorem 16, L̂(G, p,∆t) is cannot be smaller than the load of our application
on a processor p in any time frame of duration ∆t for all PFPS executions.

∀s, τ, ts,∆t : L̂(G, p,∆t) ≥ L(p, s, τ, ts,∆t) (5.56)

5.6.3 Response time analysis

Now that we have our upper-bound on the load of given static-ordered task in a given time-
frame, we can use it to bound the interference that these tasks can cause to the execution
of a lower priority task, similar to as shown in section 5.4. Here, instead of considering the
interference from each higher priority task individually, we consider the cumulative load of
the static-ordered tasks of each higher priority application. Thus, if Hu denotes the set of all
applications that are attributed a higher priority than the application containing the task u,
we can upper-bound the finishing time of a firing 〈u, j〉 as follows:

f(u, j) ≤ max(a(u, j), f(u, j − 1)) + min

{
t ∈ R≥0

∣∣∣∣∣∆t ≥ τ̂(u) +
∑
G∈Hx

{
L̂(G, p,∆t)

}}
(5.57)

5.7 Case-studies

We now present some experiments on our proposed analysis for PFPS of SRDF graphs. We
first present a synthetic case-study to illustrate our approach in computing the worst-case
response time of an actor. We then present our results for some multi-radio system scenarios.
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𝑏 𝑎 𝑑 𝑐 

𝑥 

Figure 5.12: Synthetic case-study: computing response time for x

Synthetic Case-Study: Figure 5.12 depicts a graph with actors a, b, c, and d, and an
independent aperiodic task modeled as the actor x. While a and b run on dedicated processors,
c, d, and x share the same processor. We now compute the worst-case response time of x
assuming it executes at a lower priority than c and d. For now, we assume that c has a higher
priority than d but we make similar observations for different priority assignments for c and
d. We first assume the execution times as depicted in Table 5.3 for the DPS case. We observe
that a is the dominant periodic source and enforces a periodic sequential execution of actors
with some potential jitter.

Table 5.3: Execution times of actors in Figure 5.12
DPS General

Actor BCET WCET BCET WCET
a 50 50 25 30
b 5 10 10 10
c 5 10 5 10
d 4 20 5 10
x 15 15 15 15

After our characterization of the maximum interference to the execution of x we compute its
worst-case response time as 45 time-units (see Figure 5.13). In comparison, Hausman et al
[26] derive a periodic with jitter model which gives a pessimistic worst-case response time for
x as 95 time units. Recently Hausman et al [25] improve their approach by using an enabling
characterization instead of jitter in their response time analysis. However, they still consider
that the execution of c interferes with that of d even though the graph structure enforces that
they are mutually exclusive. Consequently, they compute a worst-case response time for x as
75 time-units.
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Figure 5.13: DPS case: worst-case response time rx = 45

Techniques like in Compositional Performance Analysis (CPA) [28] account for inter-context
aware execution and can determine that b and c are mutually exclusive. Thus the jitter
propagated to d is just the sum of the variation in the execution times of a, b and c i.e. 10
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Figure 5.14: Generic case: worst-case response time rx = 55

time-units. Subsequently, the worst-case response time of x is computed as 45 i.e. same as
ours.
However the same does not hold if there is no dominant periodic source in the graph. Consider
execution times of actors as specified in Table 5.3 under the General case. Using the approach
proposed in Section 5.3.3 we compute the worst-case response time for x as 55 time-units
(see Figure 5.14). Comparison to other compositional frameworks such as CPA or real-time
calculus [68] would first require an event model description of the graph. As observed in
section 5.1 the execution behavior of the graph thus modeled cannot be captured by an
existing event model to the best of our knowledge.
Industrial Case-Study: Let us consider two applications from the software-defined radio
domain: i.e. a WLAN (Figure 5.16) and a TD-SCDMA (Figure 5.17). The details of the
applications’ constituent tasks are described in [47]. The target MPSoC for our experiment
consists of an ARM Processor, an EVP (proprietary vector processor from Ericsson), and a
Software Codec (a programmable core for baseband encoding and decoding operations). The
components communicate via an on-chip interconnect as illustrated in Figure 5.15. We now
compare the results of our analysis with the data flow analysis technique approach proposed
in [26].

Figure 5.15: Target multi-radio modem architecture

We first consider a scenario where we simultaneously run two WLAN applications, one with
a high priority and the other with a low priority. The response times of the tasks of the high
priority WLAN are the same as their execution time. The response times computed for the
tasks of the low priority WLAN are illustrated in Figure 5.18(a). We observe that both our
techniques (generic and for DPS graphs) provide less pessimistic worst-case response times
than the approach proposed in [26]. Furthermore, we observe that our DPS analysis provides
up to 80% improvement over the approach in [26].
Figure 5.18(b) illustrates the worst-case response time of the tasks of a TD-SCDMA consid-
ering the interference from a higher priority WLAN. The reason for a worse result using our
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Figure 5.16: WLAN application graph
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Figure 5.17: TD-SCDMA application graph

generic approach is that the technique constructs an artificial worst-case schedule that can-
not be observed during the self-timed execution of the graph. Meanwhile, our DPS approach
yields only marginally better results compared to the approach in [26] because the improve-
ment in calculating the worst-case interference from the WLAN tasks is masked by the large
execution times of the TD-SCDMA tasks which are on average an order of magnitude larger
than the WLAN tasks.
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Figure 5.18: Our DPS analysis provides least pessimistic WCRT

5.8 Related work

The Periodic and Sporadic models are two fundamental event models for PFPS analysis of
real-time applications [16]. PFPS analysis for distributed systems is proposed by Tindell et
al in [70] and extended by Fisher et al [17] for sporadic tasks for partitioned multi-processor
systems. However, we observe that characterizing self-timed execution of data flow graphs
using traditional approaches is not trivial. Baruah [6] proposes a generic model for recurring
tasks execution with varying behavior of task-sets. However, data flow graphs may have a
long (∞-bounded) non-repeating transient execution behavior [4].
Real-Time Calculus (RTC) uses traffic characterization [69] in which event streams are used
to capture the dependencies that describe individual component timings. However, [26] shows
that traffic characterization does not capture the correlation between different streams accur-
ately and thus reduces the accuracy of the analysis. [69] also acknowledges the complexity of
considering cyclic dependencies in RTC. Dataflow can effectively handle cycles thus making
it a popular means for modeling streaming applications.
Schliecker et al [55] propose the integration of single-rate data flow graphs and Compositional
Performance Analysis (CPA). Thiele et al [67] extend this approach to synchronous data
flow graphs. Unlike us, [55] and [67] assume that the graphs contain a single throughput
constraining actor with a strict periodic execution and that their graph has either only self-
cycles or cycles that model buffer capacities. Hausmans et al [26] derive a periodic-with-jitter
event model from a dataflow graph and does not impose limitations on types of cycles in a
graph. However, the work assumes that the data flow graphs have a strictly periodic source
with a token-less path to every other actor in the graph. They improve their analysis in [25]
by using an enabling characterization instead of jitter to compute maximum interference.
They also relax the restriction from requiring the lower priority task to be modeled only in
SRDF, to now also addressing response time analysis of lower priority tasks that are modeled
as MRDF actors.
A fundamental difference in existing analysis techniques [26, 25, 55, 67] and our work is that
existing techniques extract execution model of actors from the graph to perform their analysis.
Whereas we characterize the graphs to induce the worst-case effect PFPS into the graphs to
perform our analysis. In addition, there are two fundamental limitations in these techniques
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that are absent in our work. Firstly, we do not need to assume a strictly periodic source.
And secondly, interference from higher priority tasks that belong to the same application is
not analyzed independently for these tasks, but as a single set of static-ordered tasks. We
exploit the mutual exclusion in the execution these tasks to get a tighter upper-bound on the
interference they cause to a lower priority task.

5.9 Summary

In this chapter, we looked at the first of two parts of our proposed dataflow analysis for
preemptive fixed priority scheduling. Unlike what we see in our analysis for TDM, PFPS
is not intrinsically starvation-free. This means that we must analyze the interference that
higher priority tasks can cause to the execution of a lower priority task to ensure that the
lower priority tasks are not starved of service. We proposed an analysis to upper-bound
maximum interference higher priority tasks can cause to the execution of a lower priority
task. Using our analysis we show that we can upper-bound on the finishing time of the
firings of the lower priority task.

We first illustrated that the firing patterns of tasks in a data-driven execution do not conform
to the conventional event-models. We also illustrated that the worst-case response time of
a lower priority task does not arise from the worst-case execution of all tasks in the system.
We then proposed our analysis of PFPS for data-driven execution of streaming applications.
Here we first introduced the notion of execution load of a task based on which we defined an
upper-bound on the amount of interference a higher-priority task can cause to the execution
of a lower priority task. Our analysis technique is a two-step process. In our first step, given
a data-driven execution, we derived a hypothetical isolated execution whose load cannot be
lower than the that in original data-driven execution, within a given time-frame. In the
second step, we derived a hypothetical critical execution such that the load of a task for a
given time-frame in any isolated execution cannot be larger than the load of that task for
an equally long time-frame that starts at a pre-defined position in the critical execution.
Consequently, the load of a task for any given time-frame in the data-driven execution of our
system cannot be larger than the load of that task in an equally long time-frame starting at
this pre-defined position in our derived critical execution.

In the latter part of this chapter, we also demonstrated two optimizations on our analysis. In
our first optimization, we tighten our upper-bound on load for the scenario where the applic-
ation of a higher priority task has a dominant periodic source. In our second optimization,
we proposed an upper bound on the load for the case where multiple higher priority tasks
belong to the same application and have an enforced static-order of execution. In our case-
studies, we showed that our analysis is both qualitatively (can handle non-periodic sources)
and quantitatively (for static-ordered higher priority tasks) better than the state-of-the-art
response time analysis.

While we can now upper-bound the finishing times of firing of a lower priority task, we find
that subsequent calculation of the throughput (i.e. mean duration between finishing times of
a task) and/or latency (i.e. duration between the start-time of a source firing and finishing-
time of the sink firing) can be pessimistic especially when tasks exhibit a bursty execution
(i.e. consecutive task firings execute contiguously). In the next chapter, we elaborate on this
limitation and address how to improve our throughput and latency analysis. In particular,
we extend the interference analysis proposed in this chapter to construct a response model for
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a lower priority task. The resultant response modeled graph can be then analyzed to verify if
the data-driven execution of the application it models still meets its latency and throughput
requirements.
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Chapter 6

Response modeling for PFPS

In Chapter 5 we obtained an upper-bound on the finishing time of a firing for a low priority
task, in a given PFPS execution. We now extend our approach and use it to construct
a response model that depicts the worst-case effect of PFPS on the execution of a task.
Recall that by replacing an actor representing a task in an application, by its response model
we obtain a response modeled graph that can be analyzed to verify if the execution of the
application it depicts meets its timing requirements. The work presented in this chapter has
been published in [41].

In this chapter, we first revisit the exact behavior of a PFPS execution and define a response
function that expresses the duration between the arrival and finishing time of an arbitrary
low priority execution. We then use this response function, to re-interpret the finishing times
of a firing for a low priority task, in a given PFPS execution. Subsequently, we define a
worst-case response function that upper-bounds duration between the arrival and finishing
time of a firing, across all PFPS executions of our system. We use our worst-case response
function to construct our response model. We then extend our response model to capture the
execution of static-ordered tasks. Next, we present the experiments on our response modeling
technique. We then discuss the related work. Lastly, we touch on some important discussions
and summarize the work presented in this chapter.

6.1 Formalizing execution for PFPS

In this section, we re-visit and re-interpret our formalization of the exact behavior of a PFPS
execution. We first recall the relation between the arrival time and the finishing time of a
firing for a lower priority task. We observe that this relation is continuous, monotone and
additive in the execution time of the firing of our lower priority task. Thus, we abstract
from the notion of a task firing and propose a generic response function that defines the
relation between arrival and finishing time of an arbitrary lower priority execution. Using
this response function, we re-interpret the finishing times of a firing for a lower priority task.
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6.1.1 Revisiting the relation between arrival and finishing times of
a data-driven task, for a PFPS execution

Recall from section 5.2, that the relation between the arrival time and the finishing time of
a firing for a task in a PFPS execution, is expressed as follows:

f(u, j) = max

{
a(u, j),

f(u, j − 1)

}
+ min

{
∆t

∣∣∣∣∣∆t ≥ τ(u, j) +
∑
v∈Hu

{L(v, s, f, τ,max {a(u, j), f(u, j − 1)} ,∆t)}

}
(6.1)

In (6.1) we find that the load of a task v ∈ Hu (as defined in (5.1)) within a given time-frame
and, subsequently, its encapsulating min-expression are continuous, monotone and additive
in the duration ∆t of the time-frame. Consequently, we deduce that the relation between
the arrival time and the finishing time expressed by (6.1) is also continuous, monotone and
additive in the execution time of this firing. With this insight, we now define a generic response
function r : N × R≥0 × R≥0 → R≥0 such that r(i, ar, τr) returns the duration between the
arrival and finishing time of an arbitrary execution of duration τr arriving at time ar and
assuming interference from all tasks with a higher priority than i, as follows:

Definition 16 The response time function r : N×R≥0×R≥0 → R≥0 defines the duration
between the arrival and finishing time of an arbitrary amount of execution. Consider an
arbitrary amount of execution τr having a priority i and arriving at time ar in a given PFPS
execution. Then r(i, ar, τr) is computed as the smallest duration δt that is not less than the
sum of the execution time τr and the interference from all tasks v with higher-priority ρ(v) < i
within that duration:

r(i, ar, τr) =fr − ar
={Applying (6.1) to an arbitrary execution}

ar + min

∆t

∣∣∣∣∣∣∆t ≥ τr +
∑

v:ρ(v)>i

{L(v, s, f, τ, ar,∆t)}

− ar
={Canceling out ar}

min

∆t

∣∣∣∣∣∣∆t ≥ τr +
∑

v:ρ(v)>i

{L(v, s, f, τ, ar,∆t)}

 , (6.2)

Since the load of a task in a given time-frame, is continuous and monotone in the duration of
that time-frame, we find that r(j, ar, τr) is the smallest fixed point that satisfies the inequality
in (6.2), that is:

r(i, ar, τr) = τr +
∑

v:ρ(v)>i

L(v, s, f, τ, ar, r(i, ar, τr)) (6.3)

Consequently, we also find that our response function is monotone in the execution time:

τ ′r ≥ τr ⇒ ∀ j∈N
ar∈R≥0

{r(i, ar, τ ′r) ≥ r(i, ar, τr)} (6.4)
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Furthermore, if τ ′r = τr + δ and δ ≥ 0. , then we obtain the following additive property:

r(i, ar, τ
′
r)

=r(i, ar, τr + δ)

={Using Definition 16}

min

∆t ∈ R≥0

∣∣∣∣∣∣∆t ≥ τr + δ +
∑

v:ρ(v)>i

L(v, s, f, τ, ar,∆t)


={Since r(i, ar, τ

′
r) ≥ r(i, ar, τr) then assume that ∆t = ∆t′ + r(i, ar, τr)}

min

(
∆t′ + r(i, ar, τr) ∈ R≥0

∣∣∣∣∣ ∆t′+
r(i, ar, τr)

≥

(
τr + δ
+

∑
v:ρ(v)>i

L(v, s, f, τ, ar, t
′ + r(i, ar, τr))

))
={Using additive property of load 5.2}

min

∆t′ + r(i, ar, τr) ∈ R≥0

∣∣∣∣∣∣∣∣∣
∆t′+

r(i, ar, τr)
≥


τr + δ
+

∑
v:ρ(v)>i

L(v, s, f, τ, ar, r(i, ar, τr))

+
∑

v:ρ(v)>i

L(v, s, f, τ, ar + r(i, ar, τr),∆t
′)




={Pulling r(i, ar, τr) out of the min expression }

r(i, ar, τr) + min

∆t′ ∈ R≥0

∣∣∣∣∣∣∣∣∣
∆t′+

r(i, ar, τr)
≥


τr + δ
+

∑
v:ρ(v)>i

L(v, s, f, τ, ar, r(i, ar, τr))

+
∑

v:ρ(v)>i

L(v, s, f, τ, ar + r(i, ar, τr),∆t
′)




={Using (6.3)}

r(i, ar, τr) + min

(
∆t′ ∈ R≥0

∣∣∣∣∣ ∆t′+
r(i, ar, τr)

≥

(
δ + r(i, ar, τr)
+

∑
v:ρ(v)>i

L(v, s, f, τ, ar + r(i, ar, τr),∆t
′)

))
={Eliminating r(i, ar, τr) from both sides of the inequality }

r(i, ar, τr) + min

∆t′ ∈ R≥0

∣∣∣∣∣∣∆t′ ≥ δ +
∑

v:ρ(v)>i

L(v, s, f, τ, ar + r(i, ar, τr),∆t
′)


={Using Definition 16}
r(i, ar, τr) + r(i, ar + r(i, ar, τr), δ) (6.5)

We now re-interpret the relation between the arrival time a(u, j) and finishing time f(u, j)
for firing 〈u, j〉 of a lower priority task u, using our response function. By realizing that a
new firing 〈u, j〉 can only be started after it arrives and after the previous one has finished,
and using the above additive property we say that:

f(u, 0) =a(x, 0) + r(ρ(u), a(x, 0), τ(u, 0))

f(u, j) = max(a(u, j), f(x, j − 1)) + r(ρ(u),max(a(u, j), f(u, j − 1)), τ(u, j)) (6.6)

Theorem 19 The finishing time of a firing 〈u, j〉 of a lower priority task u is the maximum
over the sum of the response time for the last k + 1 firings and the arrival time of firing
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〈u, j − k〉, for all 0 ≤ k ≤ j:

f(u, j) = max
0≤k≤j

{
a(u, j − k) + r

(
ρ(u), a(u, j − k),

∑
0≤n≤k

τ(u, j − n)

)}

Proof We use induction to deduce the following:

Base-case:

f(u,0)

={Using (6.6)}
a(u, 0) + r (ρ(u), a(u, 0), τ(u, 0)) (6.7)

Inductive hypothesis:

f(u,j) = max
0≤k≤j

{
a(u, j − k) + r

(
ρ(u), a(u, j − k),

( ∑
0≤n≤k

τ(u, j − n)

))}
Inductive step:

f(u,j + 1)

={Using (6.6)}
max(a(u, j + 1), f(u, j)) + r (ρ(u),max(a(u, j + 1), f(u, j)), τ(u, j + 1))

= max

{
a(u, j + 1) + r(ρ(u), a(u, j + 1), τ(u, j + 1))
f(u, j) + r(ρ(u), f(u, j), τ(u, j + 1))

}
={Using inductive hypothesis}

max



a(u, j + 1) + r(ρ(u), a(u, j + 1), τ(u, j + 1))

max
0≤k≤j



a(u, j − k) + r


ρ(u),
a(u, j − k),( ∑

0≤n≤k
τ(u, j − n)

)


+r


ρ(u),

a(u, j − k) + r

(
ρ(u), a(u, j − k),

( ∑
0≤n≤k

τ(x, j − n)

))
,

τ(u, j + 1)






={Using additivity of response times (6.5) }

max


a(u, j + 1) + r(ρ(u), a(u, j + 1), τ(u, j + 1))

max
0≤k≤j

{
a(u, j − k) + r

(
ρ(u), a(u, j − k),

( ∑
0≤n≤j

τ(u, j − n)

)
+ τ(u, j + 1)

)} 
={Re-writing the inner max expression}

max


a(u, j + 1) + r(ρ(u), a(u, j + 1), τ(u, j + 1))

max
1≤k≤j+1

{
a(u, j + 1− j) + r

(
ρ(u), a(u, j + 1− j),

( ∑
0≤n≤k

τ(x, j + 1− n)

))} 
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={Resolving the symmetry re-writing the expressions }

max
0≤k≤j+1

{
a(u, j + 1− k) + r

(
ρ(u), a(u, j + 1− k),

( ∑
0≤n≤k

τ(x, j + 1− n)

))}
(6.8)

�

6.1.2 Deriving an upper-bound on the exact behavior for PFPS

In chapter 5, we obtained an upper-bound on the finishing time of a firing of a lower priority
task, by first obtaining an upper-bound of the interference caused by higher priority tasks.
With the same insight, we now define an upper-bound on our response function. Subsequently,
we re-define our upper-bound on the finishing times of a firing for a lower priority task.
Recall from section 5.6.2, L̂i(p,∆t) denotes the upper-bound on the load of a static-order of
tasks. That is, for all ts,∆t ∈ R≥0 and all valid PFPS executions (s, f, τ):

L̂i(p,∆t) ≥
∑

v∈V :π(v)=p

L(v, s, τ, ts,∆t) (6.9)

We now define a worst-case response function r̂ : N,R≥0 → R≥0 such that r̂(j, τr) denotes an
upper-bound on the duration between the arrival and finish of an arbitrary execution amount
τr ∈ R≥0 execution at a priority j ∈ N irrespective of its arrival time. In other words, we
show that the response time r(j, ar, τr) cannot be larger than the worst-case response time
r̂(j, τr).

Definition 17 The worst-case response time function r̂ : N ×R≥0 → R≥0 defines an upper-
bound on the duration between the finishing and arrival of an arbitrary amount of execution.
Consider an arbitrary amount of execution τr, having priority j arrives at time ar. Then
r̂(j, τr) is computed as the smallest duration ∆t that is not less than the sum of its execution-
time τr and the upper-bound on interference from all higher priority tasks mapped to the same
processor within this duration.

r̂(j, τr) = min

(
∆t ∈ R≥0

∣∣∣∣∣∆t = τr +
∑
i≤j

L̂i(p,∆t)

)
, (6.10)

where L̂i denotes the upper-bound on the load imposed by static-ordered tasks of an application
with a priority i.

Similar to our response function defined in (6.2), we find that our worst-case response function
in (6.10) is monotone in the execution time. In other words, if τ ′r ≥ τr then we find that
r̂(j, τ ′r) ≥ r̂(j, τr). Furthermore, since the critical load L̂i(p,∆t) is continuous and monotone,
we find that r̂(j, τr) is the smallest fixed point that satisfies the inequality in (6.10), that is:

r̂(j, τr) = τr +
∑
i<j

L̂i(p, r̂(j, τr)) (6.11)
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Theorem 20 The response time, as defined in (6.2), of an arbitrary amount of execution
cannot be more than the worst-case response time, as defined in (6.10), for the same amount
of execution. In other words, for all ar, τr ∈ R≥0 and j ∈ N:

r(j, ar, τr) ≤ r̂(j, τr) (6.12)

Proof We sketch our proof as follows: Assume that r(j, ar, τr) > r̂(j, τr). Then it implies
that there exists a ∆t such that

∑
i<j Li(p, si, τi, ar,∆t) >

∑
i<j L̂i(p,∆t). This contradicts

our knowledge that Li(p, si, τi, ar,∆t) ≤ L̂i(p,∆t) for all i ∈ N and ∆t ∈ R≥0. Therefore, it
must hold that (r(j, ar, τr) ≤ r̂(j, τr). Thus starting from the definition of response time, we
obtain the following deduction:

r(j, ar, τr) ={Using (6.2)}

min

(
∆t ∈ R≥0

∣∣∣∣∣∆t ≥ τr +
∑
i<j

Li(p, si, τi, ar,∆t)

)
≤{Since Li(p, si, τi, ar,∆t) ≤ L̂i(p,∆t) for all ∆t ∈ R≥0}

min

(
∆t ∈ R≥0

∣∣∣∣∣∆t ≥ τr +
∑
i<j

L̂i(p,∆t)

)
={Using (6.10)}
r̂(j, τr) (6.13)

�

We now use our worst-case response time function to derive an upper-bound to the finishing
times of a lower priority task, as follows:

Theorem 21 The finishing time f(u, j) of firing 〈u, j〉 a lower priority task x cannot be later
than the maximum over the worst-case response time for last k + 1 consecutive firings of u
starting from the arrival time of firing 〈u, j − k〉.

f(u, j) ≤ max
0≤k≤j

{a(u, j − k) + r̂(ρ(u), (k + 1) · τ̂(u))}

Proof Starting from our derivation of finishing times in Theorem 19, we now derive an
upper-bound for the finishing times for firings of a lower priority task in PFPS as follows:

f(v, k) = max
0≤j≤k

{
a(u, j − k) + r

(
ρ(u), a(u, j − k),

( ∑
0≤n≤k

τ(x, j − n)

))}
≤{Since response times are monotone in execution time}

max
0≤j≤k

{a(u, j − k) + r(ρ(u), a(u, j − k), (k + 1) · τ̂(x))}

≤{Since r(j, ar, τr) ≤ r̂(j, τr) for all ar, τr ∈ R≥0}
max
0≤j≤k

{a(u, j − k) + r̂(ρ(u), (k + 1) · τ̂(x))} (6.14)

�
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6.2 Response model for PFPS

Similar to our approach to model the worst-case execution of TDM (see Section 3.4, we now
propose a response model for PFPS, hereafter referred to as our PFPS model. Here, we use
the worst-case response function in (6.10) to construct our PFPS model. We first illustrate
our approach. We then formalize its construction and then demonstrate its correctness.

6.2.1 Illustrating our approach

Consider the scenario in Figure 6.1(a) depicting two graphs, in which actors are attributed
varying execution times, as detailed in Table 6.1. Also consider that actors b and x are
mapped to the same processor, with b having a higher priority than x, while remaining actors
run on dedicated processors. Assume, for now, that has a throughput requirement of 20 kHz,
that is, a maximum MCR (i.e., the inverse of the throughput) of 50µsec.

𝑏 𝑎 𝑐 

𝑥 𝑤 𝑦 

(a) b and x share a processor

𝑏 𝑎 𝑐 

(b) Blocked state of the graph

Figure 6.1: An example of resource sharing between two ESAs

Table 6.1: Execution times (µsec) of actors in Fig. 6.1(a)
Actors a b c w x y
BCET 20 10 25 37 6 40
WCET 25 20 30 37 6 40

Using our technique in Section 5.3, we obtain a critical execution which we use to derive an
upper-bound on the load imposed by b on its processor. In practice, if a graph is strongly
connected (as is in our example) then we obtain the maximum load imposed by b by first
allowing all actors in the graph but b to fire until the execution eventually is blocked [67]. At
this point, all tokens present on the graph have accumulated toward the input side of b, as
depicted in Fig. 6.1(b). If b is now released and the graph is allowed to execute self-timed
hereafter then the load imposed by b in an arbitrary time frame starting from the release of b
upper-bound the load imposed by b in any self-timed execution. Furthermore, if at this point
we release both b and x, then we obtain the maximum interference by b on the execution
of a single firing of x, as illustrated in Fig. 6.2. Thus assuming the worst-case execution
time for x and the critical execution of b, we compute the worst-case response time of x as
r̂(x) = 66µsec.
A naive approach would be to replace x with a single actor x′ and a self-edge (x′, x′) with
one initial token d(x′, x′) = 1. We assign x′ a fixed execution time τ̂(x′) = τ̌(x′) = r̂(x). The
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6.2. RESPONSE MODEL FOR PFPS

resultant graph represents the scenario where each firing of x must execute non-concurrently
where each firing takes the worst-case response time of x to finish. Although we can establish
that the actual data-driven execution of x cannot be worse than our modeled execution, we
find that the MCR of our response modeled graph computed using (2.9) is equal to 66 µsec.
As this is larger than our maximum permissible MCR, we detect that employing PFPS on
our shared processor does not satisfy our timing requirements.

                                                                                                                                            

                                                                                                                                            

                                                                                                                                            

                                                                                                                                            

10 20 30 40 

𝑎1 𝑎2 

𝑏2 𝑏3 𝑏1 

𝑐2 𝑐1 

50 60 

𝑥1 

Figure 6.2: Deriving worst-case response time of x by assuming a firing of x to coincide with
the first firing of b in the schedule s̃b

Instead of limiting our analysis to a single firing of x, we now compute the worst-case response
time of a burst of firings. Let us consider that a succeeding firing of x starts as soon as its
previous firing finishes, as depicted in Figure 6.3. The worst-case response time of the entire

                                                                                                                                                                                                                                                                                                  

                                                                                                                                                                                                                                                                                                  

                                                                                                                                                                                                                                                                                                  

                                                                                                                                                                                                                                                                                                  

20 40 60 80 100 120 140 

𝑎1 𝑎2 𝑎3 𝑎4 𝑎5 

𝑏5 𝑏2 𝑏3 𝑏4 𝑏1 𝑏6 

𝑐5 𝑐2 𝑐3 𝑐4 𝑐1 

𝑥1 𝑥2 𝑥3 𝑥4 

Figure 6.3: Subsequent firings of x in the burst suffer from lesser interference from b as
compared to its first execution

burst can be viewed in increments of response times per firing in the burst (i.e. x1, x2, x3

and x4 in Fig.6.3). We observe that response time increment of any firings of x finish much
faster than the first firing in the burst. Our observation should not be misconstrued as- the
first job in a level-i busy window incurs the worst-case response time. This (mis-)conception
is famously false as shown in [36]. The difference between our notion of a response time
increment and the worst-case response time in conventional real-time scheduling theory is
that a response time increment does not consider self-interference.
We can extend this observation on response time increments across multiple firings. In
particular, we observe that sum of any n consecutive response time increments cannot be
larger than the sum of the first n response time increments. Thus we can upper-bound the
worst-case response time of an arbitrary burst of firings by iterating over the first (say) q
increments. Thus, we now construct our response model for PFPS using only the first two
increments of response times in the burst as depicted in Figure 6.4(b). Here, each increment
is modeled using a combination of an actor and an incoming edge (with an initial token)
connecting it to the actor that represents the previous increment, thus forming a cycle. The
firings of the actors in this cycle are synchronized, via an additional actor, to the arrival of
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inputs tokens to that actor. The MCR of our response modeled graph in Figure 6.4(b) is
equal to 46µsec, which is lower than our maximum permissible MCR. Thus, we find that our
initial analysis, where we considered a single firing of x, falsely detects that deploying PFPS
would violate our timing requirements. Meanwhile, response modeling a burst of firings of
x enables a tighter analysis and reveals that the timing requirements of our application are
met.

Let us now increase our throughput requirement to 25 kHz, that is, an MCR requirement of
40µsec. We observe that response modeling up to a burst of two firings of x is insufficient to
demonstrate that it meets the new throughput requirement. However, response modeling a
burst of three firings of x (see Fig 6.4(c)) again shows that even this throughput requirement
is satisfied. Thus intuitively, we obtain a more accurate analysis for PFPS, by modeling the

37 
𝑥′ 

66 

𝑤 

60 
𝑦 

(a) Response modeling a single firing

37 
𝑥0 

𝑥1 

𝑥2 

0 66 

26 
𝑤 

60 
𝑦 

(b) Response modeling 2 firings

37 𝑥0 

𝑥1 

𝑥2 

0 66 

26 
𝑤 

𝑥3 
26 

50 
𝑦 

(c) Response modeling 3 firings

Figure 6.4: Response modeling firings of x

worst-case execution of a lower priority task across multiple firings instead of a single firing.
We now proceed to obtain a formalize the exact behavior of a lower priority task, for PFPS.

6.2.2 Constructing our PFPS model

Unlike in TDM, we do not observe any pattern in the response time function (6.10). Instead,
we pick a size q of a burst of firings that we wish to use to construct our PFPS model. Such
that we define a cyclic upper-bound on the worst-case finishing times of firings of a task, for
PFPS.

Using our worst-case response function (6.10), we first obtain the worst-case response time
of the entire burst. We then compute the contribution, we refer to as the response time
increment ∆r : V × N → R≥0, of an individual firing in the worst-case response time of the
entire burst. The response time increment ∆r(u, j) of jth firing in the burst as the difference
between the worst-case response time of j contiguous firings and that of (j − 1) contiguous
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firings:

∆r(u, 0) =0

∆r(u, n) =r̂(ρ(u), n · τ̂(u))− r̂(ρ(u), (n− 1) · τ̂(u)) (6.15)

Subsequently, we generate a response model with q + 1 actors:

Vu = {ui|for all 0 ≤ i ≤ q}

where each actor ui is attributed a constant execution time corresponding to the ith response
time increment in the burst, i.e. for 0 ≤ i ≤ q:

τ̂(ui) = τ̌(ui) = ∆r(u, i) (6.16)

We use actor u0 is used to synchronize the firings of all other actors in our PFPS model, with
the arrival of input tokens. Thus the is an edge from u0 to all other actors in our model.
Meanwhile, all other actors form a cycle.

Eu ={(u0, ui)|for all 0 ≤ i ≤ q}
∪ {(ui, ui+1)|for all 0 < i < q}
∪ {(u1, uq)} (6.17)

Furthermore, each edge in the cycle has one delay on it.

d(ui, uj) =

{
0 If i = 0
1 Elsewhere

(6.18)

Thus, we finally obtain our PFPS model as illustrated in Fig. 6.5.

𝑢1 

𝑢2 𝑢𝑛  

𝑢0 

𝑢3…𝑢𝑛−1 

Figure 6.5: Our proposed PFPS model

6.2.3 Proof of correctness

To show that our PFPS model is correct, we first show that the worst-case response function
is sub-additive. That is if we split up a given execution time into parts, then the worst-case
response time function for the given execution time cannot be greater than the sum of the
worst-case response functions for the individual parts of that execution. We then determine
the relation between arrival and finishing times for our PFPS model and use it to show that
the finishing times of task firings in an actual execution cannot be worse than that defined
by our PFPS model.
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Theorem 22 The worst-case response time function r̂(j, τr), as defined in (6.10), is sub-
additive in the execution time τr. In other words, if τr = τr1 + τr2, then r̂j, τr cannot be larger
than the sum r̂j, τr1 + r̂j, τr2

τr = τr1 + τr2 → r̂(j, τr) ≤ r̂(j, τr1) + r̂(j, τr2) (6.19)

Proof From (6.10) we know that:

r̂(j, τr)

= min

(
t ∈ R≥0

∣∣∣∣∣t ≥ k · τr +
∑
i≤j

L̂i(p, t)

)

= min

(
t ∈ R≥0

∣∣∣∣∣t ≥ k · τr1 + τr2 +
∑
i≤j

L̂i(p, t)

)
(6.20)

Recall from (5.55) that the critical load L̂i(p, t) is defined as:

L̂i(p, t) = max
v∈Vi∧
π(v)=p

L(π(v), s̃v, τ̃π(v), s̃v(v, 0), t)

To reduce cluttering, hereafter we use Lv(ts, t) to denote the load L(π(v), s̃v, τ̃π(v), ts, t). We

now use this shorthand when expanding L̂i(p, t) and continue our deduction from (6.20), as
follows:

= min

t ∈ R≥0

∣∣∣∣∣∣t ≥ τr1 + τr2 +
∑
i≤j

max
v∈Vi∧
π(v)=p

(Lv(s̃v(v, 0), t))


={Using additive property of load (5.2), split Lv into two parts.

using }

min

t ∈ R≥0

∣∣∣∣∣∣∣∣t ≥ τr1 + τr2 +
∑
i≤j

max
v∈Vi∧
π(v)=p

 Lv

(
s̃v(v, 0),
r̂(j, τr1)

)
+Lv

(
s̃v(v, 0) + r̂(j, τr1),
t− r̂(j, τr1)

)




= min

t ∈ R≥0

∣∣∣∣∣∣∣∣∣∣∣∣
t ≥ τr1 + τr2


∑
i≤j

max
v∈Vi∧
π(v)=p

(
Lv

(
s̃v(v, 0),
r̂(j, τr1)

))
+
∑
i≤j

max
v∈Vi∧
π(v)=p

(
Lv

(
s̃v(v, 0) + r̂(j, τr1),
t− r̂(j, τr1)

))




= {Instantiating (6.11) for τr1}

min

t ∈ R≥0

∣∣∣∣∣∣t ≥ r̂(j, τr1) + τr2 +
∑
i≤j

max
v∈Vi∧
π(v)=p

(
Lv

(
s̃v(v, 0) + r̂(j, τr1),
t− r̂(j, τr1)

))
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={Moving r̂(j, (k − 1) · τ̂(x)) to LHS of inequality}

min

t ∈ R≥0

∣∣∣∣∣∣t− r̂(j, τr1) ≥ τr2 +
∑
i≤j

max
v∈Vi∧
π(v)=p

(
Lv

(
s̃v(v, 0) + r̂(j, τr1),
t− r̂(j, τr1)

))
={Substituting t′ = t− r̂(j, τr1)}

min

t′ + r̂(j, τr1) ∈ R≥0

∣∣∣∣∣∣t′ ≥ τr2 +
∑
i≤j

max
v∈Vi∧
π(v)=p

(
Lv

(
s̃v(v, 0) + r̂(j, τr1),
t′

))
={Bringing r̂(j, τr1) outside min expression, since it is a constant towards t′}

r̂(j, τr1) + min

t′ ∈ R≥0

∣∣∣∣∣∣t′ ≥ τr2 +
∑
i≤j

max
v∈Vi∧
π(v)=p

(
Lv

(
s̃v(v, 0) + r̂(j, τr1),
t′

))
≤{Instantiating (6.10) for τr2}
r̂(j, τr1) + r̂(j, τr2) (6.21)

�

Let â(u, j) denote the arrival time of tokens for firing 〈u, j〉 and f̂(u, j) denote its finishing
time. We observe from the construction rules of our PFPS model and the illustration in
Figure 6.5, that there are q paths from actor q0 to actor q1. Let pn for 1 ≤ n ≤ q denote the
path between u0 and u1 in which the actor un is the immediate successor of u0 in the path.
Observe that each path pn has n− 1 initial tokens. A path pn constrains the finish of firing
k of our PFPS model as follows:

f̂(u, j) ≥â(u, j − n− 1) +
n∑
i=0

τ̂(ui)

={Replacing n - 1 by n}

â(u, j − n) +
n∑
i=0

τ̂(ui)

Additionally, there exists a cycle with q initial tokens, in our PFPS model that also constrains
its firing as:

f̂(u, j) ≥ f̂(u, j − q) +

q∑
i=1

τ̂(ui)

From the above two constraints, we can characterize the execution of our PFPS model using
the following equations:

f̂(u, j) = max

{
â(u, j − n) +

∑n+1
i=0 τ̂(ui) for all 0≤n≤j

∧0≤j<q
f̂(u, j − q) +

∑q
i=1 τ̂(ui) if j ≥ q

(6.22)

Theorem 23 The finishing times of task firings defined by our PFPS model is given by:

f̂(u, j) = max
0≤k≤j

â(u, j − k) +

⌊
(j − k)

q

⌋
r̂(ρ(u), q · τ̂(v)) + r̂(ρ(u), ((j − k)%q) · τ̂(v)) (6.23)
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Proof We use induction to derive the following:

Base-case

f̂(u, 0)

=â(u, 0) + τ̂(u0) + τ̂(u1)

=â(u, 0) + r̂(ρ(u), τ̂(u) (6.24)

Inductive Hypothesis:

f̂(u, j)

= max
0≤k≤j

{
â(u, j − k) +

⌊
(j − k)

q

⌋
r̂(ρ(u), q · τ̂(v)) + r̂(ρ(u), ((j − k)%q) · τ̂(v))

}
(6.25)

Inductive-step

f̂(u, j + q)

= max

{
max

0≤n<q
{â(x, k + q − n) +

∑n+1
i=0 τ̂(ui)}

f̂(u, j) +
∑q

i=1 τ̂(ui)

}

= max

{
max

0≤n<q
{â(u, j + q − n) +

∑n+1
i=0 τ̂(ui)}

f̂(u, j) + r̂(ρ(u), q · τ̂(u))

}
={Using inductive hypothesis}

max


max

0≤n<q
{â(u, j + q − n) +

∑n+1
i=0 τ̂(ui)}

max
0≤k≤j

{â(u, j − k) +
⌊

(j−k)
q

⌋
r̂
(
ρ(u),
q·τ̂(u)

)
+ r̂

(
ρ(u),

((j−k)%q)·τ̂(u)

)
+ r̂

(
ρ(x),
q·τ̂(x)

)
}


={Re-writing range for k}

max


max

0≤n<q
{â(x, j + q − n) +

∑n+1
i=0 τ̂(ui)}

max
q≤k≤j+q

{â(u, j + q − k) +
⌊

(j+q−k)
q

⌋
r̂
(
ρ(u),
q·τ̂(u)

)
+ r̂

(
ρ(u),

((k+q−k)%q)·τ̂(u)

)
+ r̂

(
ρ(u),
q·τ̂(u)

)
}



= max


max

0≤n<q
{â(u, j + q − n) +

∑n+1
i=0 τ̂(ui)}

max
q≤k≤j+q

{
â(u, j + q − k) +

(⌊
(j+q−k)

q

⌋
+ 1
)
r̂
(
ρ(u),
q·τ̂(u)

)
+ r̂

(
ρ(u),

((j+q−k)%q)·τ̂(u)

)} 
={Merging the max-expressions}

max
0≤k≤j+q

â(u, j + q − k) +

⌊
(j + q − k)

q

⌋
r̂
(
ρ(u),
q·τ̂(u)

)
+ r̂

(
ρ(u),

((j+q−k)%q)·τ̂(u)

)
(6.26)

�

Theorem 24 Assuming that the actual arrival of tokens to a task is always sooner than the
arrival of tokens to our PFPS model, the finishing time of the actual task cannot be later than
the finish time of our PFPS model, for all firings k ∈ N

{∀i≤ja(u, i) ≤ â(u, i)} ⇒ f(u, j) ≤ f̂(u, j)
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Proof Using (6.23) we deduce that

f̂(u, j) = max
0≤k≤j

â(x, j − k) +

⌊
(j − k)

q

⌋
r̂(ρ(u), q · τ̂(u)) + r̂(ρ(u), ((j − k)%q) · τ̂(u))

≤{Using Theorem 22}
max
0≤k≤j

â(x, j − k) + r̂(ρ(u), j − k · τ̂(u))

≤{Using Theorem 21}
max

0≤n≤k
r(ρ(u), â(u, j − k), j − k · τ̂(u))

≤f(u, j) (6.27)

�

Subsequently, Using Theorem 2 we conclude that the execution of our response modeled
graph is conservative with respect to the actual execution of an application, for PFPS.

6.3 Response modeling static-ordered execution of tasks

in PFPS

Recall that multiple tasks of an application may be mapped to the same processor and that
we ensure mutual exclusion by enforcing a static-order in the execution of tasks of our lower
priority application. In chapter 4 we presented our approach to model static-ordered execution
of tasks, for TDM. We now show that we can similarly, apply our cyclo-static encapsulation
technique for response modeling static-ordered tasks of our lower priority application, for
PFPS.
Recall from section 4.2, that a static-order of actors can be condensed into a single CSDF
actor (as illustrated in Figure 4.6). Let us now consider that a static-order comprising of
actors a and b. We begin by deriving a sub-execution amount τab such that the worst-case
execution times of a and b can be composed of integer multiples of this sub-execution amount,
i.e. τ̂(a) = na · τab and τ̂(b) = nb · τab for na, nb ∈ N. We now proceed to construct our PFPS
model for a certain burst of m such sub-executions. Next, we define a splitter actor abs, with
an execution time of 0, that receives the input of the original actors a and b. Every time
it fires it alternatingly consumes a token from input edges originally connected to a or to b,
and produces (respectively) na or nb tokens on edge (abs, ab0). The combination of na (or nb)
tokens produced by a single firing of abs will trigger a burst of na (or nb) firings of our inner
response model, each representing a sub-execution τab. We use our original PFPS model, as
the inner model such that the finishing times it defines cannot be sooner than the actual
finishing times of our sub-executions. On the output side of inner response model, we add a
collector actor abc, also with execution time 0, that alternatingly consumes na or nb tokens
from edge (ab1, abc), and produces (respectively) a token on output edges originally connected
to a or b. Once na (or nb) tokens are produced on edge (ab1, abc), they are consumed in a
single firing of abc, thus representing the finish of a complete firing of for a (or b). The
final PFPS model for is depicted in Fig. 6.6. The formal demonstration of the correctness of
our cyclo-static encapsulation for PFPS is exactly the same as Theorem 10, except that we
replace the reference to Theorem 9 with Theorem 24.
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Figure 6.6: Response modeling the cyclo-static actor x

6.4 Case-studies

We now present some case-studies that demonstrate the use of our response modeling ap-
proach. Our synthetic case-studies firstly illustrate instances where tasks in an application
do not conform to conventional task models and, thus, highlight the need for a generic re-
sponse time analysis that does not make restrictive assumptions on execution patterns of
actors or the arrival of input from the source. Secondly, they highlight the need to response
model a burst of firings rather than using a single worst-case response time. Note that the
initial tokens used to model the buffer allocation for the application are only illustrative.
Buffer allocation may depend on constraints imposed by the underlying hardware or may be
appropriately fine-tuned as a design choice.

6.4.1 Variable execution time of source

Consider that two instances, say ESA-1 and ESA-2, of the synthetic application depicted in
Figure 6.7(a) are run on a shared multi-processor platform. In particular assume that actors
A of both ESAs are running on a shared processor employing PFPS actor, and A of ESA-1
has a higher priority than actor A of ESA-2. The other actors have their dedicated processors.
Table 6.2 gives the best- and worst-case execution times attributed to the actors of the ESAs.

Assume a requirement that the graph must keep up with the source. This is similar to
modeling the throughput requirement as the source actor in SDR. However, the source actor
in SDR has a constant execution time, whereas the execution time SRC may vary. In practice,
the maximum frequency of tokens produced by the source is when we assume best-case
execution times. Thus, for our technique, it is sufficient to assume a constant execution
time for SRC equal to its BCET, and verify that the MCM of our response modeled graph
is not larger than the BCET of SRC . Observe that the respective source actors of our
ESAs have varying execution times. Thus firings of succeeding actors also do not conform to
conventional task models. Note that the varying execution time of SRC depicts an unbounded
drift between the best- and worst-case executions succeeding actor firings rendering the jitter-
based analysis in [26] and the enabling characterization in [25] inapplicable. Meanwhile, we
demonstrate that our PFPS model for a burst of 2 firings of A is sufficient to demonstrate
that ESA-2 does not violate its MCR requirement.

As an academic exercise let us extend the objective of our experiments to observe the length
of the response modeled burst vis-a-vis the minimum MCR requirement that the response
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(b) Response modeled low priority ESA

Figure 6.7: Response modeling for a graph with an unbounded drift between best and worst-
case execution

Table 6.2: Execution times for ESA in Fig. 6.7(a)
Actors SRC A B
BCET (µs) 40 10 5
WCET (µs) 60 14 7

model can satisfy. (i.e. the minimum best-case execution time of SRC that the response
model of A can keep up with). Figure 6.9(a) plots the length of the response modeled burst
against the minimum MCR requirement that the response model can satisfy. Note that the
left-most reading plotted in Figure 6.9(a) represents the naive response modeling approach,
i.e. in which the worst-case execution behavior of A is represented by a single actor with an
execution time equal to the worst-case response time for a single firing of A. We first observe
that using only the worst-case response time of a single firing in our analysis would falsely
demonstrate that the original timing requirement of ESA2 is violated.
An important observation is that increasing the length of the response modeled burst may
not always decrease the minimum MCR requirement that it can satisfy. This seemingly
counter-intuitive behavior occurs when the n + 1’th response time increment is larger than
the minimum MCR requirement satisfied by a response model for a burst of n firings. We also
observe that response modeling a burst of even more firings may again decrease the minimum
MCR requirement that it can satisfy. Further study of this behavior and its impact on the
maximum length of the response modeled burst is left as future work. However, we claim
that response modeling a burst of firings can never be more pessimistic than using only the
worst-case response time of a single firing.

6.4.2 Strict periodic execution of the sink

Now consider that two instances of our model of an H.264 video decoder (Figure 6.8(a))
that is streaming a video from a local file source accessed via DMA. Now assume that the
DEC actors of our two H.264 implementations share the same processor employing PFPS.
The throughput requirement of the H.264 is defined by a strict periodic execution of the sink
actor, i.e. DISP , that models the interval between displaying two consecutive frames. Table
6.3 gives the best- and worst-case execution times for actors of our implementation the H.264.
To show that our H.264 with the lower priority DEC also meets its timing requirement, we
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must show that the MCR of its temporal analysis graph is not larger than the execution time
of DISP .

𝐷𝐸𝐶 𝐷𝑀𝐴 𝐷𝐼𝑆𝑃 𝑆𝑅𝐶 
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Figure 6.8: H.264 Video Decoder

Table 6.3: Execution times for H.264 Video Decoder
Actors SRC DMA DEC DISP
BCET (µs) 1 1 11 50
WCET (µs) 1 1 18 50

Observe that the firings of SRC , DMA, and DEC are triggered as and when there is buffer
capacity available on the communication channel and are do not conform to conventional task
models. Instead, we now use our response time analysis to infer the response time increments.
Subsequently, response modeling a burst of 5 firings of DEC is sufficient to demonstrate that
our lower priority H.264 also meets its throughput requirement. Like in our previous case-
study, Figure 6.9(b) plots the length of the response modeled burst against the minimum
MCR requirement (i.e. the inverse of the maximum frame-rate of DISP) that it can satisfy.
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Figure 6.9: Plotting achievable MCR against required length of response modeled burst

6.5 Related work

The related work to bound the interference on a lower priority task is already in section
5.8. Meanwhile, response modeling for starvation-free scheduling techniques is covered in
chapter 3. At the start of our work, there was no prior research published on response
modeling for preemptive fixed priority scheduling. Recently, Hausmans et al [25] proposed
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a two-actor response model for PFPS, similar to the latency rate response model for TDM.
Their approach, however, assumes that the arrival of input to a task is quasi-periodic or
periodic-with-jitter. In other words, it assumes that the applications in their system have a
strictly periodic source. Furthermore, it is unclear if and how their proposed response model
can be used for modeling static-order of tasks of an application that are mapped to the same
processor. Lastly, their response modeling technique is only proposed for applications modeled
in Single-Rate and Multi-Rate DataFlow. The response modeling technique proposed in this
chapter does not impose any assumption on the arrival of input for any task in the application.
We also show that we can model the execution of static ordered tasks. Consequently, we
can also apply our technique to cyclo-static dataflow which is a generalization of single-rate
dataflow and multi-rate dataflow.

6.6 Extending our response modeling technique to TDM

The correctness of our PFPS model, demonstrated in Theorem 24, relies on the idea that the
worst-case response time of a burst of task firings is sub-additive (see Theorem22) in total
execution time of the burst, that is, the sum of the execution times of all firings in the burst.
Similarly, we claim that if the worst-case response time function of any scheduling techniques
is sub-additive, then we can construct a response model as defined in section 6.2.2 that defines
as upper-bound on the finishing times of task firings for that scheduling technique.
Let us revisit our response modeling for Time Division Multiplexing (TDM). We derive an
upper-bound on the finishing time of task firing in (3.6) as follows:

f(v, k) ≤max
n≤k

(
a(v, k − n) + (n+ 1) · τ̂(v) +

⌈
(n+ 1) · τ̂(v)

S

⌉
(P − S)

)
(6.28)

Here, we deduce that the worst-case response time of a burst of n task firings is given by:

r̂(n · τ̂) = n · τ̂(v) +

⌈
n · τ̂(v)

S

⌉
(P − S)

We know that the ceiling function is sub-additive, that is da+ be ≤ dae+ dbe. Then assuming
n = n1 + n2 we derive the following:

r̂(n · τ̂) =(n1 + n2) · τ̂(v) +

⌈
(n1 + n2) · τ̂(v)

S

⌉
(P − S)

≤
n1 · τ̂(v) +

⌈
n1 · τ̂(v)

S

⌉
(P − S)

+n2 · τ̂(v) +

⌈
n2 · τ̂(v)

S

⌉
(P − S)

=r̂(n1 · τ̂) + r̂(n2 · τ) (6.29)

Thus, we find that worst-case response time for n1 + n2 task firings cannot be more than the
sum of worst-case response times for two bursts of, respectively, n1 and n2 task firings. In
other words, the worst-case response times of a burst of task firings, for TDM, is sub-additive.
Consequently, we can use our PFPS model to also depict TDM.
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Recall that the response time for TDM exhibits a cyclic pattern over every q firings (q is
given by Theorem 5). By modeling a burst of q firings, we obtain a response model that
is as accurate as our earlier response model for TDM, proposed in chapter 3. Additionally,
the flexibility in choosing the length of the modeled burst allows us to obtain a slightly less
accurate, but a smaller model in the number of actors and edges. This, in turn, reduces the
analysis time of the response modeled graph. The added flexibility thus allows us to apply
trade-off between accuracy and time to analysis. We find this flexibility especially handy
when studying of industrial case-study in chapter 7.

6.7 Summary

In this chapter we use our response time functions for PFPS, define in chapter 5 to construct
a response model. Using an illustration we show that response modeling a burst of task
firings allows us to model a tight upper-bound on the finishing times of task firings. We then
show formalize the relation between the arrival and finishing times of task firings, for PFPS.
We then use this relation to derive an upper-bound on the finishing times of the task firings.
Subsequently, we use this upper-bound to construct our PFPS model and demonstrate its
correctness. Next, we present some case-studies that highlight the effectiveness of our response
modeling approach. Finally, we showed that our response modeling technique is applicable
to a much broader class of runtime schedulers. Now that we have our response modeling in
place for both TDM and PFPS, in the next chapter we proceed with our objective to attempt
a quantitative comparison of the performance of TDM and PFPS for the given case-study.
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Chapter 7

Case-Study: 4G - Long Term
Evolution

A primary goal of this thesis is to provide quantitative support in favor of either Time Divi-
sion Multiplexing (TDM) or Preemptive Fixed Priority Scheduling (PFPS) as the scheduling
technique of choice for Ericsson’s multi-radio systems. In Chapters 3 and 4, we presented
techniques to model TDM. Then in Chapter 5, we present a workload characterization for
PFPS followed by a response modeling technique for it in Chapter 6. We now employ our
techniques for an industrial case-study provided to by Ericsson1, in which we deploy two
4G-LTE receivers on their industrial platform. In this chapter, we investigate and compare
the performance of our two scheduling candidates for the given case-study.
We first present the application model of 4G-LTE that we consider for our experiments. Next,
we present the hardware and mapping information for Ericsson’s proprietary platform. We
then present an overview of our approach. For each step within, we then highlight those
aspects that facilitate a more tangible analysis of the actual system. In the results of our
experiments, we show that Time Division Multiplexing a better scheduling strategy than
Preemptive Fixed Priority Scheduling for the given case-study. Lastly, we discuss some key
aspects we uncover during our experiment-setup and in our results. Using these insights, we
attempt to draw more generic conclusion over the performance of TDM and PFPS.

7.1 4G - Long Term Evolution (4G-LTE)

The fourth generation of telecommunication standards is referred to as Long Term Evolution
or (LTE)[14]. Many multi-functional embedded devices such as smart-phones and tablets
support LTE. LTE provides significantly higher data rates compared to its predecessor. In
this section, we present the dataflow application model and the hardware model of an LTE
receiver at Ericsson.

7.1.1 LTE application model

In an LTE receiver (downlink on a user equipment), data is received in radio frames of 10
msec duration. A frame is divided into 10 sub-frames, each sub-frame being 994 µs long

1This work was supported in part by RVO (an agency of the Dutch Ministry of Economic Affairs), as part
of the EUREKA/ITEA2/MANY project under contract ITEA121002, and was executed in collaboration with
Ericsson BV Eindhoven.
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Figure 7.1: An LTE frame made up of 10 sub-frames[54]. Each sub-frame composed of two
slots; each slot contains 6 or 7 symbols.

(Figure 7.1). Each sub-frame consists of 14 symbols when a normal prefix is used. A sub-
frame may contain only 12 symbols when an extended prefix is used, however, we do not
consider this scenario in our experiments.
An LTE sub-frame consists of control symbols and data symbols2. Each sub-frame starts
with between 1 and 3 control symbols. The rest of the symbols in a sub-frame contain the
actual data. Depending on the number of control symbols we can have three different types
of sub-frames. During runtime, a receiver may receive data via a combination of sub-frames.
For simplicity, however, we describe the experiments on only one type of sub-frame, namely,
where we consider three control and 11 data symbols. In section 7.5.1 we justify why our
results are also representative of the other sub-frames and the combinations thereof.

src dmod ce mimo dmap c1dec 

ddec 

dcid 

c2dec 

mac 

6 

1 

Figure 7.2: Simplified representation of the processing of input symbols in an LTE receiver

The dataflow model in Figure 7.2 depicts the sequence of tasks that perform some processing
on an input symbol. The actor src models the arrival of external inputs or symbols to our
LTE receiver. The remaining unshaded actors in Figure 7.2 represent tasks that execute for
each symbol in a sub-frame, while the shaded actors represent tasks that execute only in

2The LTE standard actually defines three physical channels in an LTE sub-frame: 1) a Physical Control
Format Indicator Channel (PCFICH) is made up of 1 symbol; 2) an optional Physical Downlink Control
Channel (PDCCH) that may contain up to 2 symbols; and 3) a Physical Downlink Shared Channel (PDSCH)
that contains the remaining symbols in the sub-frame. Symbols that constitute the PCFICH and the PDCCH
are considered are control symbols, while the symbols that constitute PDSCH contain the actual data.
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Table 7.1: Execution times of tasks in our LTE application
Actor Task function BCET (µs) WCET (µs)
src External source 71 71
dmod Demodulation 17 35
ce Channel estimation 3 for normal symbols 15 for normal symbols

5 for reference symbols 30 for reference symbols
mimo Estimation refinement 5 30
dmap Demapping 5 24
c1dec Control decoder-1 9 76
c2dec Control decoder-2 5 10
ddec Data decoding 138 981
dcid Channel information decoding 77 102
mac (Abstracts from the higher processing layers) 497 497

specific cases. The data decoder (ddec), for instance, executes once per sub-frame once all
data symbols in a sub-frame have been processed. Similarly, a solid edge between two actors
represents a data dependency for each symbol in the sub-frame. Meanwhile, a dotted edge
represents a data dependency for only specific symbols in the sub-frame. For instance, the
channel estimator (ce) processes channel strengths of only reference symbols, that are the
1st, 2nd, 5th, 8th, 9th and 11th symbol, per every 14 symbols. For the rest of the symbols,
ce use interpolation to estimate the channel strength and thus does not require an input
corresponding to the actual symbol.
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Figure 7.3: SRDF model for the execution of a complete LTE sub-frame

In Figure 7.3 we unroll the symbol level model depicted in Figure 7.2 such that we describe
the processing for each symbol separately. It is this model that we take as input for our
experiment.
Our model of a complete LTE sub-frame in Figure 7.3 depicts several important characteristics
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of the LTE application. Firstly, it depicts that the channel estimation task (ce) requires an
input from the demodulator (dmod) only for the 1st, 2nd, 5th, 8th, 9th and 11th symbols in
a sub-frame. Secondly, tasks ddec, c1dec, c2dec, and dcid execute only once per sub-frame.
Thirdly, tasks c2dec and dcid have edges towards mimo8 and mimo10 (respectively) that
run on the EVP. As the EVP is shared by tasks from both the LTE applications these
dependencies may cause potentially crucial variation in the execution and may impact the
performance of our scheduling techniques. Finally, the channel estimation tasks (ce and
mimo) produces estimations only with a six symbols delay. These estimations are used by
the de-mapper (dmap) in mapping input symbols onto a bit stream that is then sent to the
decoder. Thus, the channel estimation produced for the current symbol is needed to de-map
the 7th-to-current symbol. Consequently, dmap7 represents the de-mapping of the first symbol
of the sub-frame, while dmap1 · · · dmap6 depicts the de-mapping of the first six symbols of
the previous sub-frame.

Modeling the timing constraints

Recall that each sub-frame must finish within 994 µs (i.e. 71 µs per symbol). Thus the
static-order of our 14 src actors, each with a constant execution time of 71µs, models the
throughput requirement of the LTE-receiver. The data-decoder (ddec), is the last step of
the baseband processing in an LTE receiver. The output of the data-decoder is sent to the
next layer in the network stack, depicted by a single actor called the mac. As per the LTE
standard, a receiver must send back an acknowledgment within 3967µs from the reception of
the first symbol of that sub-frame to prevent its retransmission. Ericsson system designers
have translated this timing requirement into a budget per layer in the network stack. The
budget specified for the physical layer, i.e. the baseband processing, is 1491µs. We model our
latency requirement using a feedback edge from the mac to src1 and attributing a particular
execution time for the mac as proposed in [47] using (2.11):

τ̂(mac) = τ̌(mac) = d(mac, src1) · µ(G)− L̂(src1,mac, 0), (7.1)

where d(mac, src1) denotes the number of tokens on the feedback edge, µ(G) denotes the
MCR of our graph (i.e. 994 µsec), and L denotes the latency requirement. We pick
d(mac, src1) = 2, which is smallest number of tokens that gives us a positive value for the
expression d(mac, src1) · µ(G) − L̂(src1,mac, 0). Thus, we compute the constant execution
time of themac as 497 µsec.

7.1.2 Ericsson’s industrial platform:

The block architecture of Ericsson’s multi-radio platform that we consider for our experiments
is depicted in Figure 7.4. The platform consists of a general-purpose processor (ARM),
Ericsson’s proprietary vector processor (EVP), and a number of operation specific hardware
accelerators. Each hardware block is connected to a common memory to facilitate data
transfer. Whereas, control information is communicated via an independent ring bus channel.
We make numerous considerations for our hardware as listed below:

Uniform supply voltage:

The execution time of a task running on a given processor is directly influenced by the supply
voltage of its processor. Higher the supply voltage of a processor, faster the execution of its
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Figure 7.4: Block architecture of Ericsson’s industrial platform

tasks. We assume that the supply voltage is uniform across all hardware components in our
system and that the change in the supply voltage would uniformly influence the execution
time of all tasks running in the system. Thus we can define the objective on our experiment
to obtain the maximum factor that can be applied to the execution times of our tasks, such
that the timing requirements of all application running on our system are met. This factor
can be used to derive the minimum supply voltage required by the system in order to meet
its throughput and latency constraints.

Communication and memory

The different tasks in an LTE receiver exchange both data and control information via
the common memory and ring-bus, respectively. For simplicity, we include the influence of
memory access and message exchange on the execution of our LTE receiver, in the execution
times of the individual tasks.

Overflow protection implemented for a communication buffer between a producer task and a
consumer task imposes a constraint on the execution of the producer task. This is typically
modeled as a back-edge from the consumer task to the producer task [64, 74]. However,
the current design for the Ericsson baseband processing does not provide an underflow and
overflow protection on communication buffers. Therefore, we do not include back-edges in
our LTE-receiver model. Instead, the validity of data on the buffers is ensured via a separate
buffer-analysis. Salunkhe et al [53] describe the analysis of such systems.

Task-to-processor mapping

The channel estimation tasks (ce) and (mimo) of our LTE are run on the EVP meanwhile the
other actors of the LTE receiver run on dedicated hardware accelerators. This setup allows
us to compare the performance of TDM and PFPS in satisfying global real-time constraints
across multiple processors while focusing the effect of scheduling on a single shared processor.
Furthermore, due to the computation-specific nature of individual tasks and the lack of
redundant processors in our architecture, we consider a fixed mapping of tasks to processors.
We also do not consider that tasks can acquire multiple resources.

Preemption and context switching

We assume in our case-study that the execution of tasks can be preempted by the EVP at
any arbitrary time. Each preemption has a context switching overhead of 1µs at the nominal
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supply voltage. We elaborate how context switching is accounted for in our analysis in section
7.3.2.

7.2 Experiment description

The main objective of our experiments is to identify using quantitative evidence which
scheduling policy, i.e. either TDM or PFPS, we should employ for our given 4G-LTE case-
study. Additionally, our experiments should explore the influence of the timing requirements
on the result of our comparison. This gives us insight into the robustness of our decision to
future changes in the timing requirements of our system. We now give a brief overview of our
approach.

7.2.1 Overview of our approach

Our case-study specifies that two LTE receiver must run simultaneously on the given multi-
processor platform, in which the channel estimation tasks of both LTE receivers are mapped
on to the EVP. We must now choose between time division multiplexing and preemptive fixed
priority scheduling for the EVP such that the timing requirements of both LTE receivers are
met.
Figure 7.5 depicts in broad terms the steps in our approach. We start with the dataflow
graphs of our LTE receivers and the hardware and mapping information, and the execution
times the tasks for the nominal supply voltage. We then use our model refinement techniques
to obtain a response modeled graph that accounts for the effect of a chosen scheduling policy
on the EVP. Next, we use the Maximum Cycle Ratio (MCR) analysis to determine whether
the response modeled graph of each LTE meets its throughput and latency requirement.
Depending on the outcome of the MCR analysis, we uniformly either increase or decrease the
execution times of all tasks in the system and repeat the previous two steps. We continue
our search until we obtain the maximum factor that when applied to the nominal execution
times of our tasks, the timing requirements for each application are satisfied. As indicated in
section 7.1.2 the execution time of a task is inversely proportional to the supply voltage of its
processor. Thus the scheduling policy that satisfies the timing requirement of our applications
at a higher factor is considered to perform better as it requires a lower supply voltage and,
thus, consumes less power.

7.2.2 Moving towards tighter latency constraints

The result of our analysis reveals which among TDM and PFPS is more suitable for the
current timing requirements of our baseband processing system. In the future, however,
it is expected that the budget allotted for baseband processing would further diminish, for
instance, to accommodate additional functionality higher up the network stack. It is therefore
relevant to know how the choice of scheduling technique influences the performance of the
system for tighter latency constraints. To investigate this, we repeat our experiments over a
range of tighter latency requirements while maintaining the same throughput constraint. We
thus plot a trend in the relative performance of TDM and PFPS. Observing this trend we
attempt to draw more general conclusions over the performance of TDM and PFPS
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Application model 
 

Hardware & Mapping  
Description 

Choose Supply Voltage 

Model Refinement 

Timing Analysis 

Obtain Minimal supply 
voltage 

Figure 7.5: Overview of our approach to obtaining the minimum supply voltage of the system
for a given scheduling scheme

7.3 Experiment setup

In order to ensure that our comparison of the performances of TDM and PFPS is fair and
unbiased, we require a proper experiment-setup. In this section, we describe our experiment-
setup for comparing the performance of TDM viz-a-viz PFPS for the given 4G-LTE case-
study. We first give an outline of the individual steps involved in our model refinement
approach. We then highlight the aspects in each step that may affect the accuracy of our
experiment. We also present results of preparatory experiments that allow us to mitigate,
if not eliminate, any bias due to possible inaccuracies. Thus we try to ensure an as-fair-as-
possible comparison between the performances of TDM and PFPS for the given case-study.
Figure 7.6 presents the steps involved in our model refinement approach in more detail. The
first step of our model refinement is to find a common execution component. Recall that
when we wish to model static-ordered tasks, we first obtain a common execution component
that we will use in our response model, and that generally is a common factor of the worst-

Find a common 
execution component 

Perform Interference 
Analysis 

Construct 
Response model 

Model Refinement 

Figure 7.6: Individual steps inside our model-refinement
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case execution times of the task. By that definition the common execution component of a
single task that is not part of a static-order is its worst-case execution time. The result of
this step gives us a common execution component as well the number of fragments of this
component that are required to model a single firing of each task. In our second step of
model refinement, we perform our interference analysis. In the case of TDM, the interference
to a task’s execution is caused due to the slice allocation by the TDM scheduler, while in
fixed priority scheduling it is caused by the arrival of higher priority tasks. The interference
analysis is performed across a burst of firings, as described in chapter 3 for TDM and in
chapter 6 for PFPS. The result of the interference analysis is a list of response increments 3

of individual firings in the burst. The results of our first two steps are then used in the final
refinement step where we construct our response model. Later in this section, we look at each
step in detail and address the aspects that affect the accuracy of the final result. But first,
we address some general aspects of our setup.

Preliminary observation

The aim of the experiment is to obtain a maximum scaling factor F ∈ R≥0 such that when
applied to the execution times of our tasks, the timing requirements of each application in
the system are satisfied. A cursory study of the nominal execution times of the mimo and ce
tasks (see Table 7.1) reveals that the sum of worst-case execution times of the mimo and ce
tasks of a single LTE application is more than half the arrival rate of symbols modeled by the
execution time of the src. If two instances of these tasks (one per application) are to share
the EVP, it is likely that their resultant response times are too large to satisfy the throughput
requirement of at least one of the applications. Thus it is expected in our experiments will
indicate that 0 < Ftdm, Ffps ≤ 1. In other words, we expect that our experiments will reveal
that both scheduling techniques may not satisfy the timing requirements of our case-study,
for the nominal supply voltage. Instead, they will indicate the amount of speed-up (i.e. F−1

) required in our hardware to satisfy the timing requirements of our case-study.

Choosing a response model

In our thesis, we have proposed numerous modeling techniques for TDM and PFPS. The
TDM and TDM-SO response models proposed in Chapters 3 and 4, respectively, can be used
to model TDM. Meanwhile, the PFPS model proposed in Chapter 6 is more generic and can
be used for both TDM and PFPS. Additionally, we also demonstrate in Chapter 6 that our
PFPS model depicts the worst-case behavior of TDM just as accurately as the TDM and
TDM-SO models. For our comparison of TDM and PFPS, we choose to use our PFPS model
in the model refinement step. This allows us to better understand and reason about the
experiment-setup for TDM viz-a-viz PFPS.

Choosing our search precision

The aim of our experiment is to find maximal factors Ftdm and Ffps that when applied to the
nominal execution times of the execution times we can confirm that the timing requirements
of our system are satisfied. In addition to the aspects that affect the individual steps in
our refinement approach, an overall parameter of our experiment is to define the stopping

3The contribution of the individual firings to the worst-case response time of the entire burst
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criterion for our search. We adopt a binary search approach to iteratively shrink the search
space. The precision φ ∈ R≥0 of our search indicates the minimum size of our search space
at which we terminate our search. That is φ denotes the minimum difference between the
upper and lower bounds of F in our binary search. The lower the value of φ, the higher the
precision of our analysis. A higher precision of our binary search enables a more accurate
F, as seen in Figure 7.7(a). As predicted from our preliminary observation, we indeed see
that 0 < Ftdm,Ffps ≤ 1. At the same time, a higher precision implies more iterations in our
search and thus a longer analysis time, as seen in Figure 7.7(b). We choose φ = 0.0001 as a
reasonable precision of our analysis in terms of accuracy as well as analysis time.
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Figure 7.7: Choosing our search precision

7.3.1 Obtaining a common execution component

Since multiple tasks (i.e. ce and mimo actors in Figure 7.3) of each LTE receiver are mapped
to the EVP we enforce a static-order of execution between these tasks. This static-order
is also depicted in Figure 7.3. Recall from chapters 4 and 6 that to response model static-
ordered tasks, we must first obtain a response model for a common sub-execution duration.
For instance, this sub-execution is the greatest common divisor of the worst-case execution
times of the individual tasks. However, it may often happen that the greatest common
divisor is very small with respect to the actual worst-case response time. As a consequence
we may require to response model a very long burst of sub-executions, to accurately model
the execution of our tasks. This is will exponentially impact the analysis time and is, thus,
impractical. On the other hand, choosing a smaller model for the same sub-execution duration
may introduce pessimism in our analysis.
To work around this problem, we first pick a maximum number α ∈ N of sub-execution that a
task can be divided into. We now obtain a common sub-execution duration as the maximum
over the worst-case execution times of the static-ordered tasks, divided by α. Subsequently,
we over-approximate the worst-case execution times of all static-ordered tasks such that they
are multiple of this sub-execution.
Consider the graph in Figure 7.8(a). Here we plot the trend in Ffps over 1 ≤ α ≤ 20. For
each α we adjust the size of the response model such that we always model the same number
of firings of our tasks. This is to avoid the influence of the non-monotonic behavior due to
the length of the modeled burst observed for PFPS in section 6.4. The worst-case execution
times of the static-ordered tasks ce and mimo are 3000 µsec and 1500 µsec, respectively.

143



7.3. EXPERIMENT SETUP

 0.3

 0.35

 0.4

 0.45

 0.5

 0.55

 0.6

 0.65

 0.7

 0  2  4  6  8  10  12  14  16  18  20

F f
ps

#sub-execution (α)

(a) Varying α for PFPS

 0

 2000

 4000

 6000

 8000

 10000

 12000

 14000

 16000

 18000

 0  2  4  6  8  10  12  14  16  18  20

an
al

ys
is

 t
im

e 
(s

ec
)

#sub-executions (α)

(b) Timing of the experiment

Figure 7.8: Choosing an optimal α

For α = 1 we obtain a common execution component equal to 3000 µsec. Consequently, we
obtain new worst-case execution times of 3000 µsec and 3000 µsec for our ce and mimo tasks.
That is, we approximate the worst-case execution time of mimo to twice its original amount.
This significant over-approximation of execution time introduces an observable pessimism in
the resulting value of Ffps that we obtain for α = 1 in Figure 7.8(a). Meanwhile, for α = 2
we obtain a common execution component equal to 1500 µsec which does not introduce any
over-approximation of the worst-case execution times of our tasks. Thus our choice of α,
in this case, does not introduce any pessimism in the analysis. In general, we see that the
pessimism in the resulting Ffps directly corresponds to the over-approximation in the worst-
case execution time introduced due to the choice of α. In our case, odd values of α, especially
smaller ones, introduce more over-approximation in the worst-case execution time and result
in a lower Ffps. For larger values of α, the common-execution component becomes smaller
(or more fine-grained) resulting in a smaller over-approximation. Thus, for larger odd values
we see that the resulting Ffps is quite close to its even counter-parts.

We must also recall, that a larger α result in a smaller common-execution component and
thus will require a larger response model to depict a given number of firings of our tasks. This,
in turn, will increase our analysis time as can be seen from Figure 7.8(b). Thus, we conclude
that an α = 2 will give both an accurate and fast experiment result for our case-study.

7.3.2 Performing the interference analysis

Once we have our common execution component we proceed to perform the interference
analysis on it. In other words, we compute the interference on its execution for both TDM
and PFPS. Interference analysis is performed on a burst of this common execution component
such that we obtain the response increments of the individual firings of the common-execution
component in that burst. In this section, we first address how we account for the context
switching overhead in our analysis for both TDM and PFPS. The context switching in TDM
occurs at the boundary between two slices, whereas the context switching in PFPS occurs
when a higher priority task preempts our lower priority common-execution component.

In addition to context switching in TDM, the slice allocation to a task viz-a-viz the replen-
ishment period and the execution times of the task, directly impact the interference analysis.
While the execution times of the tasks are given, the slice size and replenishment period
are design-time choices. We describe our slice allocation and replenishment period and why
it is suitable for our experiment-setup. Meanwhile, the allocation of priorities to tasks is a
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design-time choice for PFPS. For PFPS, we describe the allocation of priorities to tasks for
our experiment.

Accounting for context switching in our response time analysis

A given burst of (sub-)executions may be preempted by the processor several times, each time
introducing a context-switching overhead. To account for a given context switching overhead
cs in our response time analysis for time division multiplexing, we assume that per slice of
size S attributed to our tasks, the task can only utilize S ′ = S − cs duration to execute.
We now use the effective slice S ′ in our response function for TDM in (3.1) to obtain the
interference analysis of TDM.

Meanwhile, for fixed priority scheduling, we add the context switching time to the worst-case
execution time of the higher priority tasks. This ensures that each time a higher priority task
arrives when a lower priority task is executing, the cost of context switching is added to the
interference it causes on the execution of our lower priority task.

Choosing a slice size and period for TDM

Since we have two identical LTE receiver running on a shared platform, it is only fair that we
assign each application an equal service for TDM. Therefore when employing TDM on the
EVP, we divide each replenishment period into two equal slices each allocated to the tasks
of one of our LTE receivers. As for the length of the replenishment period, we observe that
longer periods result in longer initial waiting times. But since the slice size is also larger, we
effectively require a smaller number of slices are required to finish a task execution and thus
context switching overhead is reduced. Smaller periods, on the other hand, mean shorter
initial waiting times but more slices are required to complete the same execution and thus
context switching overhead increases.
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Figure 7.9: Variation in Ftdm over a range of replenishment periods

Figure 7.9 depicts the variation in Ftdm over a range of the replenishment period. Similar to
what we expect, we see that Ftdm is lower if the period is too small or too large, while for a
range of values in between, we get a larger Ftdm. Within this range, we also observe some
irregular variation in the Ftdm. We suspect that fine-grained sweep of the analysis over the
entire range of the replenishment period would reveal this irregular variation to be a harmonic
effect of the property q · τ = r · S (see section 3.4) used to construct our response model.
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Such a study has been performed in a similar context in [71]. From Figure 7.9 we choose a
period of 70 µsec for TDM in our comparison with PFPS.

Assigning priorities to tasks for PFPS

For our experiment, we attribute priorities on an applications level. Since we have two LTE
applications we consider that the tasks of the first LTE receiver running on the EVP (our
only shared processor) have a higher priority than those from our second LTE receiver. Since
the tasks of either application are in a static-order, they do not interfere with each others
execution, and hence they need not have different priorities. Other alternatives of priority
assignment and the applicability of our analysis to these scenarios are discussed in section
7.5.

7.3.3 Constructing the response model

In the final step of our model refinement, we construct the actual response model for our
tasks. In this step, an important consideration is the size of our response model. The size
of our response model affects the size of our response-modeled graph and in turn, affects our
analysis time. We observe that the analysis time exponentially increases with the increase in
the size of the response modeled graph. We now describe how we choose the length of the
burst that we depict in our response model and, thus, the size of our response model.

Choosing length of the burst for TDM

Recall from chapters 3 and 4 that in the case of TDM, for rational values of (sub-)execution
τ and slice size S there exist q, r ∈ N such that q · τ = rṠ and in which q is the length of
the modeled burst. Moreover, for inconvenient choices of execution times and slice size, the
length of the modeled burst can be extremely large. To reduce the length of our modeled
burst to under some pre-specified value ω, we appropriately under-approximate the slice size.
In other words, we assume the largest possible slice S ′ that is smaller than the original slice
allocation S such that we obtain the values q′, r′ where q′ ·τ = r′Ṡ ′ and q′ ≤ ω. This approach
introduces some pessimism in our analysis. Thus, choosing an appropriate ω is again a trade-
off between the analysis time and accuracy of the model. Figure 7.10(a) plots the trend in
the Ftdm against the size of our modeled burst. We observe that while increasing the length
of burst improves the accuracy of our Ftdm, it comes at an exponentially increasing cost of
the analysis time (see Figure 7.10(b)). Furthermore, increasing the length of the modeled
burst from 100 to 800 burst increases Ftdm from 0.5999 to 0.6033 (an increase of 0.5%) with
an increase in analysis time from 17sec to 763sec (an increase of 45x). We consider that an
analysis time of 500sec is an acceptable cost of accuracy in our analysis and thus we choose
a burst size of 500 for computing the Ftdm.

Choosing length of the burst for PFPS

For PFPS, it is difficult to obtain the maximum on the size of the model before the response
time analysis. Instead, we use trial-and-error to obtain a suitable length ω of the modeled
burst for our analysis. Note that while in the case of TDM ω describes the maximum length
of the burst that we can model, in the case PFPS ω describes the actual length of the burst
that we response model.
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Figure 7.10: Choosing a burst size for TDM

The general rule of thumb is that the longer the modeled burst, the more accurate the response
model. Meanwhile recall from section 7.3.1 that by setting α to a smaller value gives us a
larger common execution component and allows us to model a longer burst of firings within a
smaller size of our response model, thus potentially improving its accuracy. At the same time
setting a smaller α may cost us in the over-approximation of the execution time of our tasks.
This, in turn, reduces the accuracy of our analysis. Thus, starting with a suitable α allows
us to restrict our ω to a small value and with an acceptable small penalty in our accuracy.

From Figure 7.8(a) we find that α = 2 is optimal. Figure 7.11(a) now plots the Ffps against
the length of the modeled burst. We find that increasing the length of the modeled burst,
in general, also improves the response time analysis, but not always. This non-monotonic
behavior is seen and explained in our experiments in chapter 6. Notwithstanding, we see for
sufficiently long bursts the effect of the non-monotonic behavior is negligible. Meanwhile,
Figure 7.11(b) depicts that our analysis time is monotone in the length of the modeled burst.
Meanwhile like in TDM, the analysis time increases with the increase in length of the modeled
burst. For our experiment setup, we choose an ω = 50 for PFPS. Firstly, we see that the
Ffps for a burst length of 50 is the same as the maximum observed Ffps in Figure 7.11(a).
And secondly, a burst of length 50 requires an analysis time of 500 sec per run, which we
consider to be an acceptable duration.
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7.4 Experiment results

In this section, we now present the results of our experiments on our case-study. Starting
from the original throughput and latency requirements of our LTE receiver we plot the trend
observed in Ffps and Ftdm over a range of tighter latency constraints. We use this trend to
draw more general conclusions over the performance of TDM and PFPS.

To gain deeper insight on the result of our experiments, we consider numerous simplifications
of an LTE receiver. Starting from a toy model and incrementally we work our way to the
original model of our LTE receiver (depicted in Figure 7.3). For each increment, we assume
that two instances of the considered LTE model are running on the same hardware platform
in which tasks mimo and ce of both instances are mapped to the EVP. Using our response
modeling approach we now compute the trend in Ffps and Ftdm that satisfies the timing
constraints of both LTE applications. At each iteration, we also look at what has changed
in the current model with respect to what was in the previous iteration and reason how it
contributes to the change in the observed trend.

src odem chef cowc odmp cdec 

tdec mac 

1 

𝑛 

Figure 7.12: SRDF model of a toy LTE

7.4.1 Toy LTE

Figure 7.12 depicts our toy LTE receiver in which we model the execution of a single symbol
rather than an entire sub-frame. The aim of presenting this example is to highlight an
interesting trend in the difference between Ftdm and Ffps across a range of latency constraints.
This insight comes handy when comparing the performance of TDM and PFPS for the more
realistic models of LTE that we consider later on. The absolute values of Ftdm and Ffps are
not of a particular significance for this toy example.

In this example, we perform both control and data processing for each symbol, that is, we
execute both c1dec and ddec for each symbol. However, since the execution of the c1dec
and ddec execute once every 14 symbols in an actual LTE implementation, we proportionally
reduce the execution time of c1dec and ddec in this model. The execution times of the other
tasks start the same as indicated in table 7.1. Since the absolute values of Ftdm and Ffps,
we arbitrarily initially set the execution time of the mac, that models our latency constraint,
is set arbitrarily to 255 µsecs. Thereafter, we gradually decrease this latency constraint and
plot the values of Ftdm and Ffps for each case.

We now consider that two instances of our toy model running on our hardware platform. Since
we are considering only a toy example of LTE, we consider an arbitrary latency constraint,
one that is sufficiently large making throughput the only constraining factor for our model.
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Figure 7.12
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Figure 7.14: Response time of burst decreases sharply with a slight speed-up in execution
times

Thereafter, we gradually tighten the latency constraint on our models and plot the change in
Ffps and Ftdm, as shown in Figure 7.13.

We observe that for sufficiently large latency constraints both TDM and PFPS have compar-
ably equal4 However, as the latency constraint crosses a certain threshold, we observe that
Ffps starts rapidly decreasing, Ftdm does not change. The decline in Ftdm start at a much
tighter latency constraint. Up till now, we observe that TDM performs better, i.e. has a
higher F value, than PFPS.

An abrupt change in the trend for PFPS is observed for PFPS at latency constraint of 23µsec,
whereon for a short while the Ffps does not change. More strikingly, the Ftdm continues to
decline and even crosses over Ffps. In other words, for a short while, we find that PFPS
performs better than TDM. Upon even further tightening of the latency constraint, however,
the Ffps starts rapidly declining again.

The reason for this abrupt change in trend for PFPS is illustrated in Figure 7.14. Figure
7.14(a) illustrated that the second firing of our lower-priority (sub-)task suffers interference
from the second firing of the higher priority tasks. However for a slight speed-up in execution
time of these tasks (see Figure 7.14(b)), the duration of the lower priority (sub-)execution is
sufficiently small to finish before the arrival of the second firings of the higher priority tasks.

4We consider that if the differences between Ffps and Ftdm is < 0.002, then for all practical concerns
the performance of TDM and PFPS is equal. Such small instances may be owed to rounding off errors or
unavoidable pessimism in the response modeling technique.
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Consequently, the response-times of the (sub-)execution reduces sharply. This reduction in
response time is sufficient to satisfy much tighter latency constraints, thus not requiring
further speed-up of the system.
We apply Ftdm to both the execution times of tasks and to the replenishment period. This
is because the change in supply voltage has the same impact on the scheduling mechanism
of TDM as it has on the execution times of tasks. Thus, the number of slices required for
any given execution scaling factor does not change. Consequently, we observe a more regular
decline in Ftdm. Across the entire range of latencies considered in our experiments, we observe
that Ftdm is at most 0.068 more than Ffps (for latency = 23µsec). Meanwhile, the Ffps is
at most 0.024 more than Ftdm (for latency = 19400). In terms of percentage speed-up, at
their respective worst, PFPS requires an additional speed-up of 11.88% as compared to TDM;
whereas TDM requires an additional speed-up of 4.94% as compared to PFPS.

7.4.2 LTE sub-frame without control-to-data dependency

We now look at a more realistic model of our LTE receiver, as shown in Figure 7.15, in
which we look at the execution of an entire sub-frame instead of the execution at the symbol
level. In an actual LTE implementation, the channel estimation for data symbols cannot be
completed before decoding of the control symbols has finished. In Figure 7.3, this is modeled
by the dependency from dcid to the succeeding mimo (10”th actor in the mimo column).
We ignore this dependency for the model in Figure 7.15. Furthermore, we do not consider
the interpolated channel estimation for regular symbols. Thus we assume that there is a
dependency from the dmod to the ce for each symbol in the sub-frame. Consequently, we
obtain a model of a sub-frame as depicted in Figure 7.15.
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Figure 7.15: SRDF model of an LTE sub-frame without control-to-data dependency
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Figure 7.16 depicts the trends in Ftdm and Ffps which is similar to what we observe for our
toy example. We observe that at its worst (i.e. for a latency constraint of 109µsec) PFPS
needs an additional speed-up of 3.38% than that of TDM. Meanwhile, at its worst (i.e. for
a latency constraint of 99µsec) TDM needs an additional speed-up of 1.21% than that of
PFPS.
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Figure 7.16: Comparing Ftdm and Ffps over a range of latency constraints for the model in
Figure 7.15

7.4.3 LTE sub-frame with regular channel estimation

Moving one step closer to the original model of our LTE receiver, we now add back the
dependency between the dcid and the succeeding mimo. We, however, still maintain the
simplification that there is a dependency between each dmod and ce.
Due to the added dependency between the dcid and the succeeding mimo, there is a reduction
in duration between the start of this mimo and the succeeding ce actor. Consequently, there
is an increase in the interference that ce and mimo of the higher priority LTE cause to those
of the lower priority LTE. Consequently, we observe a steeper decline in Ffps. At its worst
(i.e. for a latency constraint of 109µsec) PFPS needs an additional speed-up of 6.36% more
than that of TDM. Furthermore, due to the increase in worst-case response times for the ce
and mimo of the lower priority LTE, the intermediate stability in Ffps is much shorter than
in our previous experiment. As a result, we observe that there is no latency constraint for
which TDM needs a higher speed-up than PFPS.

7.4.4 Actual LTE sub-frame model

Recall that the dependency between the dmod and ce in our original LTE model (Figure
7.3) is only for specific symbols per sub-frame. Thus in some instances, the ce and mimo for
multiple symbols of the higher priority LTE can execute contiguously. Thus there is a further
increase in the interference they cause to the ce and mimo of the lower priority LTE. This
amplifies the change in the difference in trends that we observe in Figure 7.17 as compared
to Figure 7.15. The trend in the Ftdm and Ffps for our original LTE model is depicted in
Figure 7.19. At its worst (i.e. for a latency constraint of 109µsec) PFPS needs an additional
speed-up of 7.82% more than that of TDM.
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Figure 7.17: SRDF model for an LTE sub-frame with regular channel estimation

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 5  6  7  8  9  10  11  12  13  14  15

ex
ec

ut
io

n 
sc

al
in

g 
fa

ct
or

latency constraint (x102 µsec)

Ftdm
Ffps

Figure 7.18: Comparing Ftdm and Ffps over a range of latency constraints for the model in
Figure 7.17
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Figure 7.19: Comparing Ftdm and Ffps over a range of latency constraints for the model in
Figure 7.3

From our experiments, we conclude that for our case-study TDM would require a smaller
speedup of the system design as compared to PFPS. We further observe that TDM does not
always require a smaller speed up as compared to PFPS, especially when dependencies across
our models are more regular.

7.5 Discussions and conclusion

In this chapter, we undertake a comparison of the performance of the TDM and PFPS, based
on the minimum supply voltage required for our system to satisfy its timing requirements. We
concluded from our experiment that TDM is a more suitable choice of scheduling technique
that PFPS for the given configuration of the system.

How general are our claims?

In our experiments, we looked at both the performance of the system for the current timing
requirements of the Ericsson system, as well as for tighter latency requirements that might
be considered in future. In all scenarios considered for the actual model of the system, we
find that TDM outperforms PFPS. In other words, the timing requirements can be satisfied
at a lower supply voltage when employing TDM on the EVP as compared to the supply
voltage required when employing PFPS. This scope of our experiments, however, was limited
as follows:

• We only looked at one sub-frame type. At runtime, an LTE receiver can receive inform-
ation over a combination of all three sub-frame types.

• We only looked at priority assignment at the application level. There are several other
alternative schemes of priority assignment.

In this section, we address the impact on our result, in the aforementioned items that we did
not consider within the scope of our experiment. In addition, we also address the following
observations that we make during experiment setup and the experiment itself:
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• The difference in length of modeled burst for TDM and PFPS.

• Crossing over of Ftdm and Ffps during our toy example.

7.5.1 Choosing different sub-frame types and their combinations

Recall that there are three sub-frame types possible in LTE based on the number of control
and data symbols present in the sub-frame. Furthermore, an LTE receiver may receive a
combination of all three sub-frames types at runtime. Although our experiment considers
only one sub-frame type, we expect that our result would apply to all sub-frame types and
the combination thereof. The reasons for this is as follows. For TDM, the sub-frame type is
irrelevant since the number of tasks on the EVP and their execution times does not change
across the different sub-frame types. For PFPS, we note that the interference from the higher
priority tasks is evenly spread out across a sub-frame. There indeed is a slight variation in
interference caused by higher priority tasks of different sub-frame types due to the change
in the dependencies of the tasks. In particular, which chef task is constrained by the dcid
depends on the sub-frame type. This in turn, influences which higher priority tasks execute
closer together and cause a longer burst of interference in a sub-frame. By considering a
different sub-frame type, we effectively only offset the interference pattern of the higher
priority tasks and not the total amount of interference. As our PFPS analysis always considers
the instant of maximum interference, the offset in the interference pattern does not impact
our result.
For combinations of sub-frame types, it is possible that certain combinations have more
interference than others. However, the total execution amount of the considered burst of
lower priority tasks should be sufficiently large such that it suffers interference from the
maximum interference causing tasks of different sub-frames. We find that execution times
of the lower priority task is too small to impact the result of our PFPS analysis. Thus we
expect that the results of our comparison apply to all sub-frame types and the combinations
thereof.

7.5.2 Choosing different priority assignments

In our experiment we consider that the priorities are assigned on an application level, that
is, tasks belonging to an application are assigned the priority that we have assigned to that
application. Furthermore, we ensure mutual exclusive execution of tasks of an application
that are mapped to the same processor by enforcing a static-order of execution among the
tasks.
There are, of course, alternative strategies to assign priorities. It is important to note that our
basic response time analysis technique is not limited by alternative priority assignments. We
can always independently compute the upper bound on the interference each higher priority
task causes to the execution of a lower priority task. However, in some scenarios, it may not
be possible to apply the refinements to our basic response time analysis such as our refinement
of PFPS analysis for applications with a dominant periodic source. Similarly, we may have
to model each task in a static-order separately as opposed capturing their behavior is a single
response model. In this thesis, we have not studied the exact scope and limitations of the
applicability of our refinements for response time analysis and response modeling. Such an
exercise would be an apt follow-up of the work in this thesis.
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7.5.3 Understanding the difference in the length of the modeled
burst between our analysis for TDM and for PFPS

Recall that in our experiment-setup, we control the length of the modeled burst for TDM
and PFPS in different ways. For TDM we specify a the maximum length of the modeled
burst. Meanwhile, for PFPS we specify the exact length of the burst that we should model.
We also find that the maximum bound on the length of the modeled burst for TDM is 500
while the length of the modeled burst in PFPS is 50. This implies that there may be up to an
order-of-magnitude difference the size of the response models of a task depending on which
scheduling technique we use.
We can understand the reason for this difference in the size of the modeled bursts as follows:
In TDM the worst-case execution behavior of the modeled tasks follows a fixed cyclic-pattern
regardless of the length of the burst of firings of this task. This cyclic pattern spans over
multiple firings q ∈ N given by q · τ = r · S (see chapter 3) where τ and S are the execution
times and the slice size considered and r ∈ N describes the number of slices required to
execute q firings. In practice, it is sufficient to model the length of the cyclic pattern to
obtain an accurate response model of that tasks, regardless of the actual number of firings of
that that execute in a burst.
For PFPS however, we do not know of such a cyclic pattern to the worst-case execution
behavior of the task. Instead, we simply pick a length of the burst that we will use to
construct our response model. For all firings up till this length, we accurate depict the worst-
case execution behavior. For all firings in a burst after this length, we over-approximate the
length of the result. We justify our choice of the length of the modeled burst by re-trying our
analysis up till twice the chosen length of the burst. But we do not find any improvement in
the result. While we do not claim that the result will not improve for an even higher length
of the modeled burst. Our experience with adjusting the maximum length of the burst lets
us believe that the gain is not going be significant (recall that adjusting the maximum length
of the burst from 100 to 800 gave an improved Ftdm from 0.5999 to 0.6033).

7.5.4 Understanding the crossing over of Ftdm and Ffps during our
toy example.

Recall from the experiment results of our toy-LTE applications, that TDM does not outright
perform better the PFPS. Instead, there is a certain range of latencies for which PFPS demon-
strates a better performance than TDM. We further suspect that we may encounter other
examples where this crossing over of performance trends may occur on multiple occasions.
Our findings suggest that one cannot generalize the choice of scheduling technique based on
the minimum supply voltage required meet the systems timing requirements. Instead one
must perform this analysis on a case-to-case basis. Our findings also suggest that there is
a significant scope of follow-up on our work. In the next chapter, we dwell on the possible
areas that we feel are worth exploring with respect to the work presented in this thesis.

7.5.5 Understanding the relation between the scaling factor and
power consumption

As indicated earlier the execution time of our tasks is inversely proportional to the supply
voltage of our processor. The supply voltage required by our system determines the power
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consumption of our device. Determining an accurate relation between the execution times
and the power consumption of the system is out of the scope of our work. However, it is
useful to note that the factor by which we scale the execution times of our tasks has an
approximately quadratic effect on the power consumed by the system. This implies that the
percentage difference in the power consumed when using TDM and that when using PFPS,
is much larger to than the percentage difference in the scaling factors Ftdm and Ffps.

7.5.6 Understanding that Ftdm and Ffps are monotone in the latency
constraint

We expect that Ftdm and Ffps are monotonic in the modeled latency constraint based on the
following reasoning: For our case-study the latency constraint modeled for an application the
does not affect the interference caused to the execution of a task in that application for both
TDM5 and PFPS6. Consequently, the response model generated for a given Ftdm or Ffps is
the same for different latency constraints.
From the aforementioned understanding, we find that tightening the latency constraint only
increases the execution time of the latency actor for each step in the binary search. Since the
MCR of a graph is monotone in the execution time of the graph, we find that tightening the
latency constraint can only cause our binary search to terminate at a lower value for Ftdm or
Ffps. Thus we claim that Ftdm and Ffps are monotone in the latency constraint of the input
dataflow graph.

5The interference analysis of a task for TDM is independent of all external factors
6We assume interference to the execution of a task in an application cannot be caused by other tasks in

the same application. Furthermore, tightening the latency constraint for the application of a higher priority
task must not influence the dominance of its periodic source and, thus, does not affect the load of that higher
priority task (i.e. the interference it causes to a lower priority task).
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Chapter 8

Conclusions

This thesis presents our work on a model refinement technique, called response modeling,
for the timing analysis of embedded real-time streaming applications. We focus on a graph-
based formal abstraction, namely dataflow, to model the execution of an application. Given
dataflow models of a set of applications and a description of their deployment on a hardware
platform, typically a heterogeneous multi-processor system, we propose model refinements to
account for the impact of this deployment on the execution of the individual applications.
Our refinements can be then analyzed using existing dataflow analysis techniques to verify if
the timing requirements of the individual applications are satisfied.

In this chapter, we present our contributions to response modeling for the timing analysis of
embedded real-time streaming systems. A primary goal of this is to address the challenges of
applying model-based analyses for practical industrial use-cases. In this chapter, we present
how our contributions address these challenges. Finally, we present potential topics of future
work and some future direction of research in timing analysis of embedded real-time streaming
systems.

8.1 Response modeling for embedded real-time stream-

ing applications

We primarily find two limitations of the state-of-the-art response modeling techniques. Firstly,
the existing response models are pessimistic and/or restrictive in their depiction of the worst-
case execution of a task for a given scheduling technique; and secondly, they are only applic-
able to starvation-free scheduling. To address these issues we looked at two commonly used
scheduling techniques, namely, Time Division Multiplexing (TDM) and Preemptive Fixed
Priority Scheduling (PFPS). Using TDM, we address the limitations of existing response
models. Using PFPS, we address the applicability of response modeling to non-starvation-
free scheduling.

In this section, we look at the impact of our proposed solutions to address these aforemen-
tioned limitations. We first present our contributions to response modeling for our chosen
scheduling techniques. After that, we present how our contributions apply to response mod-
eling of runtime schedulers in general.
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8.1. RESPONSE MODELING FOR EMBEDDED REAL-TIME STREAMING
APPLICATIONS

8.1.1 Contributions to response modeling for TDM

In chapter 3, we presented that the state-of-the-art latency rate (LR) model for TDM provides
a pessimistic representation of the worst-case execution of a task. By revisiting the formaliz-
ation of the exact behavior of TDM, we identified a recurring pattern in the execution across
multiple instances of a task. Using this insight, we construct our TDM model such that
each firing in this recurrent pattern is explicitly represented. Consequently, we accurately
depict the worst-case execution of a task for TDM. In contrast, the LR model depicts a linear
over-approximation of the same execution. Our experiments for a simplified wireless LAN
downlink show a 20% decrease in the resource allocation as compared to the analysis using
the LR model.

Response modeling for TDM combined with static-ordered scheduling

Unfortunately, our TDM model does not address scenarios where multiple tasks in an applic-
ation are mapped to the same processor and execute in a static-order within a single slice per
period instead of each task being allocated an independent slice. Note that this limitation
is not present in the LR model. To overcome this limitation we proposed an alternative
response modeling approach for TDM. The essential ingredient in our new approach is that
we use a cyclo-static dataflow wrapper around an inner accurate response model. Our new
model (a.k.a TDM-SO model) is as accurate as our TDM model for all scenarios that the
TDM model could handle. In addition, it can also represent the execution of multiple static-
ordered tasks in an application that executes in a single slice per period. Furthermore, we
demonstrate a 40% reduction in the resource allocated to a set of static-ordered tasks mapped
to a shared processor for a realistic model of a WLAN downlink.

8.1.2 Contributions to response modeling for PFPS

We focus on Preemptive Fixed Priority Scheduling (PFPS) to address the response modeling
for non-starvation-free scheduling. In contrast to TDM, PFPS is a work-conserving scheduling
technique that does not guarantee a minimum service to a task. In other words, if higher
priority tasks execute too frequently, then a lower priority task will starve of service. At
the start of our work, there was no dataflow-based analysis of PFPS in context of data-
driven execution in embedded real-time streaming systems. The first challenge was to address
the interference analysis of PFPS for data-driven execution. Our key observation is that
data-driven execution of tasks in PFPS may not conform to real-time event models that are
conventionally used to analyze the interference higher priority tasks cause to the execution of
a lower priority task. Instead of using conventional event-models, we derived critical execution
for a higher priority task in which we assume:

• the worst-case execution time of our higher priority task,

• the best-case execution time of all other tasks in the same application as that task,

• the execution of graph is blocked on the first firing of that task.

This critical execution is used to obtain an upper-bound on the interference the higher priority
task causes to the execution of a lower priority task. We also proposed two enhancements
to our basic technique. The first exploits the static-ordering among higher priority tasks to
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obtain a more accurate bound on the interference; and the second to obtains a more accurate
bound on the interference for scenarios where the higher priority tasks have a Dominant
Periodic Source. In our experiment for multi-radio systems, we show that our ability to
account for static-ordering of higher priority tasks allows us to obtain worst-case response
times that are up to 80% smaller than those obtained using a contemporary dataflow analysis.
Based on our interference analysis for PFPS, we define a worst-case response function for the
execution of multiple task firings. We use this worst-case response time function to construct
our PFPS model. Using the same approach as we did for TDM, our PFPS model can also be
used for a static-order of tasks in an application with the same lower priority. This feature
is an important difference in our approach when compared to the concurrently published
literature on dataflow analysis for PFPS.

8.1.3 Contributions to response modeling of runtime scheduling in
general

Though we focus on only TDM and PFPS in this thesis, the contributions of our work can
be extrapolated to the broader context of response modeling for runtime schedulers. We look
at some of these items.

8.1.4 A new definition of response time

In contrast to conventional real-time analysis, we do not include self-interference1 in the worst-
case response time. Instead, we define the response time of a task firing as the duration
to the finishing time of that firing from the maximum over the arrival time of that firing
and the finishing time of the previous firing of that task. Our definition of response time
allows us to depict self-interference as an explicit dependency(-ies) in our response model2

instead of implicitly including it in the worst-case response time. We feel such an approach
is especially beneficial when timing requirements are specified on a system level, like latency
and throughput, rather than as deadlines for individual tasks.

8.1.5 Accurate response modeling for non-starvation free schedul-
ing

While we only address the pessimism in the response modeling for TDM, the same observation
may be made for all cases where we use the LR model, like budget-based real-time servers.
We expect that our response modeling approach can be used to get a more accurate timing
analysis for all these cases.

8.1.6 Generic approach to response modeling

An important discovery is that our PFPS model can be applied to a much broader class
of runtime schedulers, both starvation free and non-starvation free. The essential property
we require from the scheduler is that the contribution3 of the first firing to the worst-case

1Interference that a preceding firing of a task causes to its succeeding firing.
2Ex. Think of replacing the original execution time of an actor with an upper-bound on the response time

of a single firing, and adding a self-edge with a single initial token.
3using our new definition of response time
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response time of a burst of firings is more than that of any other firing in that burst. We
demonstrate that this property holds true for TDM and we expect it to hold for several
existing scheduling techniques.

8.1.7 Lesser restrictions on the arrival of input to an application

An important point of distinction between contemporary analysis for PFPS in the context of
embedded real-time streaming applications and our work is that we do not assume a periodic
arrival of input to the application. While many applications (ex. radio applications) conform
to these assumptions there are several applications, like those presented in Section 6.4, that
do not. We do, however, assume that our application graph must be strongly connected. Our
generic approach can be further refined to provide a more accurate analysis for applications
that do have a periodic arrival of input. Thus our approach has a much wider applicability
than contemporary analysis for PFPS.
Meanwhile, none of our response models make any assumptions on the arrival rate of input
either, and/or the consumption and production rate of the modeled tasks. This, in addition
to the broad spectrum of scheduling techniques that we can address, allows our response
modeling approach to be more suitable for composable timing analysis than contemporary
approaches.

8.1.8 Response modeling for Cyclo-Static DataFlow (CSDF) and
Multi-Rate DataFlow (MRDF)

Being able to response-model static-ordered tasks demonstrates that our technique can also
be used for response modeling an MRDF or a CSDF actor. Recall from chapter 2 that an
MRDF or a CSDF graph can be converted into a firing equivalent SRDF graph in which
firings of an actor in the original MRDF or CSDF graph are depicted by firings of a static-
order of actors in the SRDF graph. Thus, the TDM execution of the task that is represented
by the original actor can be depicted by response modeling the static-order of SRDF graphs.
In fact, we need not even convert a CSDF or MRDF graph to an SRDF for response modeling.
Since our approach does not make any assumption on the production and consumption rules
of the tasks we apply it directly to response model tasks represented by an MRDF or a CSDF
actor.

8.2 Addressing challenges of employing response mod-

eling in industrial practice

In the introduction of this thesis, we outlined the reasons behind the continued resistance
to employing methodical model-based analysis of systems in industrial practice. There is
a consensus among academia and the industry that a formal basis for design and analysis
will deliver high-quality and reliable software. However, we often find that this consensus
does not translate into actual industrial practice. On one hand, proposed technical solutions
are only partially applicable to real-world use-cases. To develop them into robust solutions
requires significant time and effort. Meanwhile, there is lack of long-term commitment both
in the development of such solutions, and their adoption in place of conventional development
(anti-)patterns.
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In the context of timing analysis of multi-radio systems, conventional analyses rely on: 1)
compliance to timing requirements through rigorous empirical testing; and 2) subjective opin-
ion of system engineers to make design choices, like the resource scheduling policy, without
quantitative evidence to support such decisions. We find that empirical testing falls short of
deriving the requisite performance guarantees. Meanwhile, an erroneous decision on system
design can have significant practical and financial impact on a product and a company.
We now look at how the contributions in this thesis can be adopted in the industry to address
both the aforementioned limitations of conventional industrial practice. We first present the
contributions of our work on a real-world case-study provided by Ericsson. We then look
at the impact of our work in addressing the concerns of adopting response modeling as a
pragmatic approach to the design-time analysis of an industrial system.

8.2.1 Applying response modeling to a real-world use-case

As a proof-of-concept, this thesis presented a quantitative comparison of scheduling techniques
for an industrial case-study provided by Ericsson BV, Eindhoven, in which two 4G-LTE
receivers are deployed on a proprietary heterogeneous multi-processor platform. We now
look at the main insights we gained from our case-study.

Complexity of the application model

In chapter 7 we perform our quantitative comparison of a TDM and PFPS for a 4G-LTE
receiver. The application model used is rich with features characteristic to a 4G-LTE receiver.
Our model depicts the entire process pipeline for the base-band processing of a 4G-LTE
receiver. In addition, it depicts complex control- and data-dependencies spanning across
multiple iterations. We use real throughput and latency constraints that are required to
meet the 4G-LTE standard.

Addressing scalability of our analysis

While theoretically, we can always construct response model for any rational values of the
scheduling parameters, like slice size, and execution time, the response model of a task for
an inconvenient configuration of the system may become too large to analyze. For instance,
the execution times of two static-ordered tasks can be two large co-prime values. This can
potentially hinder the scalability of our approach to larger and more complex models. In
chapter 7 we presented several approximation techniques which allow us to significantly reduce
the size of the constructed response model while keeping the pessimism introduced by our over
over-approximation under an acceptable bound. These approximations techniques include
over-approximating the execution time of tasks, under-approximating the slice allocation,
and limiting the size of the response model itself. Using a combination of these techniques
we ensure that we obtain tangible analysis with an acceptable loss of accuracy.
Alternatively, we feel that employing the max-plus algebra based timing analysis of Scenario-
Aware DataFlow (SADF) [20] may be a more suitable alternative to the timing analysis
used in this thesis. SADF is used to model applications that multiple scenarios of execution
in which each scenario is modeled as an MRDF graph and a Finite-State Machine (FSM)
describes the possible transitions between scenarios in the execution of that application. For
each MRDF graph, a Max-Plus matrix G is generated in which an entry G[i, j] denotes
the dependency from the jth token in the previous iteration to the ith token in the current
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iteration. Subsequently, a max-plus automaton graph (MPAG) is constructed in which each
node uniquely represents a token in the original MRDF graph. There is an edge from node
j to node i in the MPAG with a weight G[i, j]. No edge is present from j to i if G[i, j] =
−∞ (i.e. the ith token in the current iteration is not dependent on the jth token from
the previous iteration). Finally, the MPAGs of the MRDF graphs depicting the individual
scenarios of an application are combined into a single MPAG using the information from the
FSM. The inverse of the MCR of the resultant MPAG gives us the minimum throughput of
our application. Recently, Geilen et al [19] show that an SADF is a generalization of a CSDF
and that any CSDF graph can be represented as a weekly-consistent SADF graph. We feel
that the MPAG of our response modeled graph would be significantly smaller than SRDF
equivalent of our response modeled graph. Consequently, computation time and memory
required to convert our response modeled graph to an MPAG would be significantly smaller
than to convert it to an SRDF graph. This should significantly improve the scalability of our
response modeling approach. In addition, we may also be able to avoid or limit the over-
approximations that we used in Chapter 7 and obtain a more accurate analysis. A detailed
study in this direction is, however, left for future work.

Insights of our quantitative comparison of TDM and PFPS

From our experiments, we quantitatively confirm that the performance of TDM is better than
that of PFPS for the given case-study. However, we also gained some deeper insights on the
extent to which we can generalize the performance of TDM in comparison to that of PFPS.
Some key findings were that:

• there exist scenarios where PFPS has a better performance than TDM.

• our response modeling techniques may be used to analyze different configurations of
TDM and PFPS in terms of slice allocation, priority assignment.

• analysis of different (combinations of) sub-frame types as input will not significantly
alter the result of our comparison.

8.2.2 Addressing general industry concerns regarding response mod-
eling

Our work demonstrates that a model-based design-time analysis is both useful and can be
easily adopted in industrial practice. Our proposed response modeling facilitates an accur-
ate model-based timing analysis that establishes guarantees on throughput and/or latency
requirements of a system. In addition, we demonstrate that it is possible to derive objective
quantitative evidence to support the choice of particular scheduling technique over others
for a given system. Our experiments reveal the usefulness of such comparative studies in
industrial practice. For instance, it breaks an industrial myth established from subjective
reasoning that PFPS will outperform TDM simply because PFPS is non-idling.

This thesis demonstrates response modeling for TDM and PFPS, two of the most commonly
used scheduling techniques in the industry. However, the proposed response modeling tech-
niques can be applied to a much broader class of runtime schedulers, both starvation-free
and not. Additionally, our techniques are capable of handling complex real-world application
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models. This shows that our approach can be used to analyze several different (heterogen-
eous) scheduling strategies for a system, enabling efficient design-space exploration. Thus, our
analysis is suitable for composable timing analysis of heterogeneous multi-processor systems
typically found in the industry.

Limitations of our analysis

An aspect of embedded systems that this thesis does not address is task migration. Addressing
task migration is especially important with the increasing use of multi-core processors. We
do not know if the results on the performance of scheduling techniques for such systems will
be similar of different from the results presented in this thesis. Extending response modeling
to capture task migration would further strengthen its applicability in industrial practice.
Furthermore, there are still commonly used scheduling techniques that cannot be response
modeled using our approach. First-In-First-Out (FIFO) is one such scheduling technique that
cannot be modeled by our response models. The reason for this is that we cannot establish
that the contribution of the first firing to the worst-case response time of a burst of firings is
more than that of any other firing in that burst, for a FIFO scheduler.

8.3 Future work

We now present some important insights we gained through the course of our work. We try
to shed some light on limitations of our work as well as directions for future research.

8.3.1 Comparison of different response modeling techniques for
TDM

In this we thesis we have proposed three different response modeling techniques for TDM.
Although we do not present a direct mathematical proof, we intuitively deduce all three
approaches are same equally accurate. Our argument is that the upper-bound on the finishing
time of task firings computed using any of them coincides with that computed using our
worst-case response time function for TDM. At the same time, the three response modeling
techniques are significantly different from each other in their construction. An interesting
subject for future study is to have a qualitative and quantitative comparison of these response
modeling techniques. The objective of such a study would be to investigate if one can identify
one most-suitable response model in all scenarios, or that the choice of the response model
depends upon the system configuration. Since these techniques are equally accurate, such
a study must consider other metrics of comparison like the complexity of constructing the
response model, size of the response modeled graph, and the analysis time for verifying the
timing requirements of an application. One may also consider splitting the analysis time into
the time required for constructing the response modeled graph, the time required to convert
the graph into SRDF (if needed), and time required to perform the MCR analysis (or any
other throughput and/or latency analysis.

8.3.2 Response modeling for dynamic variants of dataflow

There has been an increased interest in modeling and analysis for modal/state-based variants
of dataflow such as Mode-Controlled DataFlow (MCDF)[47] and Scenario-aware DataFlow
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(SADF)[65]. It would be an interesting opportunity to extend the response modeling tech-
niques proposed in this thesis to modal graphs. We expect that similar to the static variants
of dataflow one can directly apply our response modeling technique to a modal task. A
more challenging topic of research would be to capture quasi -static-orders of tasks in a single
response model. We illustrate one possible way forward for MCDF as follows:
In chapter 4 we introduced a cyclo-static encapsulation around our response model which
we use to depict the worst-case execution of static-ordered tasks in an application and that
are mapped to the same processor. Similarly, we can use a modal encapsulation around a
response model to depict the worst-case execution of quasi-static-order of tasks. Here we
use a suitable response model to capture the worst-case execution behavior of a common-
execution component. This inner response model is encapsulated by a modal splitter and
collector actors. The splitter can consume a single token from one of its modal input edges
and produces a number of tokens on to the input edge of our response model. Likewise, the
collector consumes one or more tokens produced by the response model and then produces a
single token on one of its modal edges. Like our CSDF splitter and collector actors in chapter
4, the number of tokens produced by the splitter for its k-th firing must be equal to the
number of tokens consumed by the collector for its K-th firing. The splitter is a select actor
and the collector is switch actor in MCDF. One additional challenge here is that MCDF,
thus far, has always assumed a single-rate of consumption and production. Meanwhile, in
our proposed response model we require a modal production rate for the select actor (i.e.
for our splitter) and a modal consumption rate for the switch actor (i.e. for our collector).
This extension to the execution semantics of MCDF would require a proof of correctness. We
expect that the proof would work on the similar lines as that for variable-rate dataflow [75].
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Figure 8.1: Response modeling in MCDF

8.3.3 Other metrics of comparison

Our comparative study of the performance of TDM and PFPS is limited to obtaining the
maximal scaling factor, which indirectly translates to minimum power consumption required
to successfully operate the given system. There may be several other metrics that we can
consider like the implementation cost and the capacity to accommodate additional sporadic
loads. While the implementation cost is not intuitively related to response modeling, they
may indirectly impact one another. For instance, the execution of the systems is influenced
by whether or not the system implements a buffer overflow protection. There may exist
a scenario where PFPS performs better than TDM only when there is a buffer overflow
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protection implemented and not otherwise. Thus the there can exist a relation between the
chosen scheduling strategy and the implementation cost of the overall system.
Accommodating additional sporadic loads is also an interesting metric of comparison TDM
and PFPS. In our experiments in Chapter 7, we found that there are scenarios where the
performance of TDM and PFPS cross-over when we tighten latency constraints. It may
happen that similar behavior is observed depending on the amount and frequency of an
additional sporadic load.

8.3.4 Timing analysis without assumptions on the arrival pattern
of input

The real-time community has conventionally based their timing analysis on one or the other
event-model where the execution of tasks is triggered at (quasi-)periodic intervals. This
assumption has been used to analyze and compare a host of runtime scheduling techniques
while, in principle, the triggering pattern of the input does not influence the internal logic of
these scheduling techniques. There may, thus, arise a tendency to design systems that conform
to this execution behavior to make more amenable to analysis rather than to improve their
performance. As demonstrated in this thesis, we may find several examples (recall Section
6.4) where execution of tasks do not conform to conventional event models. Therefore, we
find that the analysis and comparison of scheduling techniques are incomplete and may even
be misleading. We feel that analysis of these scheduling techniques must be revisited so as to
devise a more generic analysis approach that does not make assumptions about the arrival
pattern of the input. Ideally, we should find that a specialization of the generic approach can
be applied to systems where the input is quasi-periodic to obtain a more accurate analysis.

8.3.5 Addressing task migration

The dataflow community at large has stayed away from addressing task migration in their
work. We find that there is plenty of scope to investigate the consequences of working with
a scheduling scheme that can migrate a task to execute across different processors. Analysis
of task migration should ideally consider the advantages of deploying multiple resources to
execute the same tasks viz-a-viz the overhead of migrating the context and of the increase in
complexity of scheduling logic.
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