
 Eindhoven University of Technology

MASTER

Measuring the influence of greenwashing practices on the public opinion
a Twitter sentiment analysis

Kroes, D.J.

Award date:
2018

Link to publication

Disclaimer
This document contains a student thesis (bachelor's or master's), as authored by a student at Eindhoven University of Technology. Student
theses are made available in the TU/e repository upon obtaining the required degree. The grade received is not published on the document
as presented in the repository. The required complexity or quality of research of student theses may vary by program, and the required
minimum study period may vary in duration.

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners
and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

            • Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
            • You may not further distribute the material or use it for any profit-making activity or commercial gain

https://research.tue.nl/en/studentTheses/9dad0429-e732-4379-8603-9aa15ceabb7b


 
 

Eindhoven, February 2018  
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
 
 
 
 

by  
Dian J. Kroes 
 
 
 

BSc Architecture, Urbanism and Building Sciences 
Student identity number 0753153 

 
 
 
 

in partial fulfillment of the requirements for the degree of 
 

Master of Science 
in Innovation Management 

 
 

 
 

 
 
 
 

 
 

Supervisors:  
dr. A.M. Wilbik,   TU/e, Information Systems 
dr. M. Firat,   TU/e, Information Systems 
Isa Yilmaz MSc,   EY, Data & Technology 
 
 

Measuring the influence of 
greenwashing practices on the 
public opinion 
 

- A Twitter sentiment analysis 
 



II 
 

TUE. School of Industrial Engineering.  
Series Master Theses Innovation Management 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Subject headings: greenwashing, sentiment analysis, data analysis, Twitter, BP, 
Deepwater Horizon 



III 
 

Preface & acknowledgments 
 

This thesis presents the result of the final graduation project at the chair of Information Systems at 

the University of Technology Eindhoven (TU/e) and the Department of Data and Technology at Ernst 

& Young (EY).  

 

There are several people I would like to thank. First I would like to thank Anna Wilbik for being my main 

supervisor for the project. Your help was always appreciated and directed me towards more structure 

in the project and helped me to try and implement a new classification method. I have experienced 

your guidance as supportive and friendly. Second I would like to thank my supervisor from EY, Isa 

Yilmaz. Thank you for your practical guidance and involvement in the project. Thirdly I would like to 

thank Murat Firat for his strong mathematical feedback which helped me to polish the mathematical 

parts of the thesis.  

 

I would like to thank all the friends that have supported me not only throughout this thesis but during 

my studies at the TU/e. Some parts have been tougher than others, but in the end it has been all worth 

it. I thank you all for being in my life and helping me become who I am today. Last but not least I would 

like to thank my family for their unconditional love and support, especially my mother for always being 

there. I can always count on you, thank you for all your support. 

 



IV 
 

Abstract 
 

Nowadays there are a lot of different greenwashing practices ongoing, these practices hinder honesty 

and transparency which is needed to make meaningful decisions for businesses and consumers. 

Greenwashing can falsely influence company investment decision or consumer decisions to buy a 

product or not. If greenwashing works it provides no incentive to actually invest in more eco-friendly  

solutions which is crucial for the survivability of the planet and the people. One sector that is famous 

for greenwashing is the energy sector, it uses greenwashing to create a better profile of the companies 

and its sector in the minds of the public. There is little research towards the effectiveness of 

greenwashing and the influence of these practices on the public opinion, which makes it hard to assess 

the effects of greenwashing. In this project the oil spill in the Gulf of Mexico from BP in 2010 is used 

as a specific case to try and measure the effects of greenwashing practices.  

 

Greenwashing has been around for some time and has found its way into society. It can be defined as 

simple as “the unwarranted or overblown claims of sustainability or environmental friendliness in an 

attempt to gain market share” (Dahl, 2010). Greenwashing is about intentionally making claims that 

are not true and are for the benefit of a company. The greenwashing practices cause confusion and 

make consumers suspicious about any company that makes green claims. Greenwashing relates to 

Corporate Social Responsibility (CSR) because the CSR strategy applied by a company can determine 

if greenwashing can be used to enhance a firm’s reputation. The antecedents to greenwashing consist 

of market drivers such as competitive pressure, nonmarket drivers as regulations and law, 

organizational drivers which stem from how a company is run and individual psychological drivers such 

as optimistic bias and narrow decision making. It appears that the lack of legislation and the pressure 

from consumers for companies to go “green” are the main drivers the promote greenwashing. This all 

relates to how greenwashing is used in the oil and gas sector where there is extensive use of 

greenwashing. 

 

To prove that greenwashing is used by BP after the Deepwater Horizon oil spill the concept of framing 

is used to analyze TV commercials aired by BP after the disaster. Framing analyzes how information is 

used and communicated towards an audience to address events and issues. Frameworks are used to 

convey information to the audience and make use of a frame focus and frame functioning, the focus 

refers to the event and how it is presented where the functioning passes the moral judgment on the 

subject presented. In total there are 13 advertisements aired that are considered to be greenwashing 

events because they make use of framing in such a way that the audience is deceived. These 

commercials do not represent the full facts available, episodic and didactic frames are used to “teach” 

the audience and leave them with an incomplete and narrow view toward the effects of the oil spill.  

 

To make a sentiment trend that can show if the identified greenwashing practices have any influence 

on the opinion expressed on Twitter several algorithms are used to classify tweets into identified 

sentiment classes (“Positive”, “Neutral” and “Negative”). The starting point is a standard Naïve Bayes 

model based on the Bayesian method of probability and takes only the words that appear in a Tweet 

into account. Also, a Multinomial Naïve Bayes model is deployed that is based on the same Bayesian 

probability but also takes the word counts into account. The third algorithm is a novel and new 

algorithm for sentiment analysis: Fuzzy Fingerprints (FFP). It constructs fingerprints of large datasets 

and classifies Tweets based on those constructed fingerprints. Model four uses an improved 

preprocessing method with negation and emoticon handling to improve the results of the used 

algorithms so far. The final model improves the existing Multinomial Naïve Bayes model by penalizing 

the probabilities based on word occurrences in the different sentiment classes. All of these algorithms 

are based on supervised learning as they take in data for training that needs to be accompanied with 

sentiment labels. For the construction of this sentiment trend there are two datasets used, one is a 

dataset from Niek Sanders accompanied by sentiment labels to test the results of the 2nd dataset 

against. The other dataset is Twitter data regarding BP extracted from the Twitter webpage. The data 

is explored and it shows that the datasets are imbalanced regarding the sentiment labels and there 
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are not sentiment labels for the BP data, but otherwise there are no major issues or deficiencies 

apparent in the data.  

 

Before the models can be used the data is prepared to make it more suitable for analysis, in total there 

are 13 pre-processing steps used to clean the Tweets ranging from converting contracted words and 

slang to lemmatization. The result is a set of cleaned tweets that only consists of words that hold 

sentimental value and have the most common form, this data serves as input for the algorithms.  

 

The first Naïve Bayes model makes use of the words in the Tweets and the word features extracted 

from all the Tweets in a sentiment class to classify the Tweets. 10-fold cross-validation is used to 

reduce bias, the data is split into 10 sets of 10% data, here 90% of the data is used for training and 

10% test data where 10 cycles are conducted that use 10% as test data and the remainder as training 

data. The first model uses the two datasets to compare the results of both datasets as the BP dataset 

contains no sentiment labels and have to be added manually. It serves as a check for errors in the 

manual labeling process of the BP data. F-1 scores for the classifier range from 0.66 for the un-

preprocessed BP data to 0.56 for the data of Niek Sanders and 0.65 for the pre-processed data of BP 

compared to 0.57 for the pre-processed data of Niek Sanders. The precision and recall scores per 

sentiment class show that the classification of the “Positive” sentiment class does not perform well 

due to the low amount of data points available compared to the “Negative” and “Neutral” class.  

 

The Multinomial Naïve Bayes model classifies Tweets based on the words and the number of times it 

appears in a sentiment class. Again a 10-fold cross validation is used to split the data. Only the BP 

dataset is used and the results have improved compared to the standard Naïve Bayes model. The 

Multinomial model achieves an F-1 score of 0.66 for the un-preprocessed data and 0.69 for the pre-

processed data. Again the “Positive” sentiment class is the worst performing class which reduces the 

performance of the classifier. A new model needs to be used that can better handle imbalanced data. 

The Fuzzy Fingerprint model is used for this particular reason.  

 

The FFP model constructs small fingerprints out of large data that represents the large dataset, it uses 

the words in these fingerprints to classify Tweets in the test set. The fingerprints are constructed 

based on the word frequency order in the data per sentiment class and a fuzzification formula is 

applied to assign a fuzzy value to the ranked words. When there are corresponding words in a Tweet 

and fingerprint these values are summed to compute a final score used for classification. For the un-

preprocessed data the model achieves the highest F-1 scores for fingerprints that contain 900 words 

(0.605). The pre-processed data achieves the best results with again 900 words in a fingerprint with 

an F-1 score of 0.648.  

 

The fourth model uses improved pre-processing to improve the classification results. In this pre-

processing method also negation is used to make words more sentiment class specific and emoticons 

are used as they hold sentimental value. The results show some minor improvements for the Bayesian 

methods but none for the FFP method. The Multinomial Naïve Bayes model performs best with an F-1 

score of 0.70. 

 

The final model uses techniques learned from the Fuzzy Fingerprint model to I prove the best 

performing algorithm so far. It used the technique of the Inversed Document Frequency (IDF) to 

penalize the conditional probabilities of the Multinomial Naïve Bayes. The results from this new model 

are good and the F-1 score is increased by 0.16 compared to the standard Multinomial Naïve Bayes 

classifier. The model shows very good prediction scores for all sentiment classes and good recall scores 

for the “Negative” and “Neutral” sentiment classes.  

 

The sentiment trend is constructed based on the best performing method. First, the predicted 

“Positive” and “Negative” tweets are shown in a sentiment graph that also shows the identified 

greenwashing events. It appears that there are not many positive Tweets expressed regarding BP on 



VI 
 

Twitter, there is a major spike in negative sentiment right after the oil spill on 20 April 2010. For 

constructing the actual sentiment trend there are values assigned to the predicted classes and per day 

these values are summed. The sentiment shows a big drop after the oil spill but unfortunately shows 

no relation to the identified greenwashing events. There are no consistent drops or spikes in the 

sentiment trend in the periods after a commercial is aired. There is also sought for a relationship 

between the stock prices of BP and the sentiment trend. Besides the drop in stock prices after the oil 

spill there is no relationship found between other sentiment drops or spikes and the stock prices.  

 

The findings thus show no relationship between the greenwashing practices identified and the 

sentiment expressed on Twitter. This does not conclude that there is no relationship, but in this case 

it is not visually present. This can be due to the severity of the oil spill case as the sentiment expressed 

can be influenced by the severity of the oil spill. Also, the classifiers are not perfect (F-1 score of 0.86) 

which means that the results are not 100% accurate and thus influence the sentiment trend that is 

plotted.  

 

Sentiment analysis can partially be deployed for measuring greenwashing practices and aid the 

discussion towards the effectiveness of greenwashing practices. It can never establish any causal 

relationship as the classifiers do not perform perfect and there are influences that stem from events 

that are outside of the scope of a sentiment analysis. What sentiment analysis can do is show the 

peaks and valleys in online sentiment in relation to certain identified events with relatively low effort 

as most of this data is publicly available. 
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“Honesty is a very expensive gift, don’t expect it from cheap people” 

– Warren Buffet 

 

1 Chapter: Introduction 
 

One’s life is a dynamic process, not a static one. A dynamic process implies change and adjustments 

which results in the shifting of what might be important in life. As my own life continues to change and 

new experiences arise it becomes clearer what is truly important. Not only should we take good care 

of ourselves and our loved ones, we should take good care of every life-form on this planet as it is our 

collective responsibility to ensure a clean and habitable environment for everyone. In my opinion, 

there is a lack of honesty about the environmental impact of companies, this makes it hard to assess 

what our  environmental impact actually is and what the consequences are. Being honest implies being 

transparent about the actions that a company or a person takes, this information either puts us in a 

strong or vulnerable position. Businesses that do not act in an eco-friendly way are frequently not 

transparent about the impact of their business processes because this might influence consumer 

decisions toward their offerings (Collins, Steg, & Koning, 2007). Instead of being honest, these 

businesses can promote their actions through “greenwashing”. Greenwashing is the spreading of 

incomplete or false information toward the public regarding the company’s environmental 

responsibility (Aggarwal & Kadyan, 2014; Furlow, 2010). These practices lead the public to believe 

that a company or its products are more environmentally responsible than that they actually are. It is 

important to gain insight into the influence of such practices on the public opinion because 

sustainability and ecological impact are a major societal issue nowadays. It influences business 

decisions, but it also influences consumer decisions to buy a product or not (Aggarwal & Kadyan, 

2014; Collins et al., 2007; L. D. Mitchell & Ramey, 2011; Welford, 2013). An industry that is famous 

for using greenwashing is the energy sector (M. Cherry & Sneirson, 2011), the success of 

greenwashing practices in this industry might partly explain the lack of incentives regarding more 

environmental friendly developments in this sector. To promote these kinds of developments in the 

energy sector there first needs to be more transparency about the effects of their greenwashing 

practices on the public. This transparency is needed to create awareness among consumers and 

stakeholders, they can then demand that this sector needs to invest more in eco-friendly alternatives. 

 

 Background 
Greenwashing has been researched extensively since the interest towards green companies spiked and 

social responsible investing became popular again in the beginning of the millennium. Since then 

greenwashing practices have been growing in countries such as the United States because there are 

loose regulations regarding environmental marketing (Dahl, 2010; Furlow, 2010). Studies have been 

published towards the antecedents of greenwashing and how companies use greenwashing to their 

advantage, but few studies try to prove the effects of greenwashing. Greenwashing is a problem that 

occurs in every sector but one of the most environmentally impactful sectors that use greenwashing 

is the energy sector. This sector is also famous for its greenwashing practices to reduce the negative 

associations that come from focusing on non-renewable energy forms and fossil fuels (M. A. Cherry & 

Sneirson, 2012; M. Cherry & Sneirson, 2011). 

 

 Relevance 
Greenwashing is no new concept and many papers have been written regarding “greenwashing” or 

“false green advertising”. Studies have been written about what greenwashing is and how it affects 

consumers and companies (Dahl, 2010; Furlow, 2010; Laufer, 2003; L. D. Mitchell & Ramey, 2011). 

There have also been studies about the antecedents of greenwashing and the solutions to stop these 

practices (Aggarwal & Kadyan, 2014; Horiuchi, Schuchard, Shea, & Townsend, 2009; Oppolecchia, 
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2010). There are also studies that focus specifically on the energy sector or BP in particular and its 

greenwashing practices (Barrage, Chyn, & Hastings, 2014; M. A. Cherry & Sneirson, 2012; M. Cherry 

& Sneirson, 2011). Most of these studies so far do not measure the actual influence of the 

greenwashing practices on the public opinion, only one paper (Barrage et al., 2014) uses BP’s 

advertising data, gasoline price data and green preferences data to prove the effects of BP’s 

greenwashing. To my knowledge, there have been no attempts made to actually measure the influence 

of greenwashing practices on the public opinion. Mitchell & Ramey (2011) have also called for research 

that addresses measuring the influence of greenwashing practices to show the impact and the 

(un)usefulness of greenwashing.  

 

This research tries to show if the greenwashing practices applied by BP after the Deepwater Horizon 

oil spill have been successful. This information contributes to the rich literature available by not only 

identifying greenwashing practices, or looking at the causes, but it tries to quantify the impact of the 

greenwashing events on the public opinion. Furthermore, it applies a new analysis form that to my 

knowledge, has not been used in greenwashing literature. Twitter data is used to conduct a sentiment 

analysis by means of classifying Tweets and then analyzing the sentiment trend. This sentiment trend 

is then used to measure the public opinion about BP starting in 2009 and ending in 2014. This analysis 

thus contributes in two ways. First, it contributes practically by showing the (un)usefulness of 

greenwashing and second it contributes scientifically by applying new analysis methods to quantify 

the impact of greenwashing.  

 

 Problem statement 
Within the energy sector there are a lot of greenwashing practices to create better company profiles 

in the minds of the public. BP is accused of using greenwashing to create a more eco-friendly and 

sustainable image for their company than their actions suggest. There is little research towards the 

effectiveness of greenwashing and the influence of these practices on the public opinion which makes 

it hard to assess the effects of greenwashing. The aim of this thesis is to increase the understanding 

of the influence that greenwashing practices have on the public opinion by using sentiment analysis.  

 

1.3.1 Research questions 

The main research question is as follows: 

How can sentiment analysis be used to measure the influence of BP’s greenwashing practices on 

the public opinion? 

 

In order to answer the main research question, several sub-questions need to be answered: 

 

- 1. How can greenwashing events be identified that BP used concerning Deepwater horizon? 

 

- 2. What data and attributes are needed to analyze the influence of greenwashing practices 

on the public opinion? 

 

- 3. How can a ground-truth be established that supports the sentiment expressed by the 

public opinion? 

 

- 4. How can the sentiment expressed by the public opinion be measured? 

 

- 5. What is the influence of greenwashing practices on the public opinion? 
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 Scope 
Within this thesis project I will try to measure the influence of greenwashing practices on the public 

opinion via a sentiment analysis on Twitter data. Beyond Petroleum/British Petroleum (BP) has been 

accused of using greenwashing after the environmental disaster caused by the drilling platform 

Deepwater Horizon in the Gulf of Mexico in 2010 (Frick, 2014). A case will be developed to show the 

greenwashing events used by BP. After the greenwashing events have been established a sentiment 

trend will be developed based on Twitter data to show the influence of these practices on the public 

opinion expressed on Twitter. 

 

 Delimitations 
It can be argued that analyzing Twitter alone does not fully represent the public opinion, other media 

such as Facebook, (micro)blogs and forums also need to be analyzed to get a better grasp of the whole 

public opinion picture. The above-mentioned media all contain opinions expressed online, there are 

also people who do not express their opinion online. Thus to get the best public opinion a lot of data 

from multiple sources, both online and offline, need to be gathered. Due to time limitations it is 

impossible to gather all this data. Even data gathering from multiple online sources is tricky as 

different data need different processing and classification, i.e. an approach that works for one type of 

data is not necessarily good for other types of data. There is thus chosen to limit the data to one 

information source namely Twitter. Twitter gives access to their Tweets by use of a Twitter Application 

Programming Interface (API), therefore their data is available and this platform is chosen. 

 

 Research design 
Sentiment analysis is a part of the text mining field which lies within the data mining domain. 

Sentiment analysis is also commonly referred to as “opinion mining”, it is a technique that derives 

opinions toward a specific topic from data. The text mining research field uses different data mining 

techniques such as classification, and clustering approaches to derive specific information on a 

systematic basis from data sources which are too vast to be analyzed by humans (Talib, Hanif, 

Ayesha, & Fatima, 2016). In this thesis a classification approach based on supervised learning will be 

used that classifies Tweets into sentiment categories based on training data that already has 

sentiment labels. This project thus needs a data mining framework to guide the process. The Cross-

Industry Standard for Data Mining (CRISP-DM) framework is widely used and acknowledged to be a 

suitable framework for data mining projects (Piatetsky, 2014). The chosen framework is presented 

and the sub-questions are divided into the subjects of the CRISP-DM framework.  

 

The CRISP-DM framework is a cycle that is comprised of 6 stages, see Figure 1: CRISP-DM framework 

on the next page. This framework has been widely used and is well proven within the data mining field 

(Chapman et al., 2000), although this framework has been invented many years ago it is still widely 

used (Piatetsky, 2014). The framework does not exclude any possible routes of the data mining 

process but models and idealized sequence of events. It is an iterative process and some tasks may 

need to be refined and iterated on when subsequent steps do not provide satisfactory results. 

 

1.6.1 Phase 1: Business understanding 

This phase starts with studying the background of the thesis subject. A systematic literature review 

towards sentiment techniques is conducted, a proper understanding of the workings of greenwashing 

needs to be obtained by studying relevant greenwashing literature. From this literature a business case 

is developed which argues that BP used greenwashing to improve its position within the minds of the 

public after the Deepwater Horizon oil spill. Greenwashing events are identified based on the concept 
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of framing which originates in the communications research domain. Thereafter business and data 

mining objectives and success criteria of the thesis are established.  

 

 
 

Figure 1: CRISP-DM framework (Azevedo & Santos, 2008) 

 

1.6.2 Phase 2: Data understanding  

First the initial data needs to be collected from Twitter, then a description of the initial data is prepared 

that describes the properties of the data. This Twitter data is extracted from the Twitter advanced 

search pages by using a web crawler that extracts the necessary information and the Tweets from 

these web pages. The Tweets are gathered before (2009), during (2010) and after the Deepwater 

Horizon oil spill (2010-2014). A pre-labeled Twitter Tweet corpus made by Niek Sanders (Sanders, 

2011) is acquired and will be used for the first modeling phases to build a well-functioning 

classification model and to compare results to the manually labeled BP dataset. Also, other data is 

gathered to support the analysis of the influence of greenwashing practices such as the stock prices 

of BP. After acquiring the data it is explored and the data is verified to make sure that the quality of 

the data is good enough. 

 

1.6.3 Phase 3: Data preparation  

In this phase, the relevant data is included and any irrelevant data is excluded based on the data report 

from the previous phase. Thereafter the data is cleaned to reduce any invaluable information that 

consists within the data. This data cleaning consists of several actions such as: removing duplicate 

Tweets, converting slang, stop word removal and other pre-processing steps (see chapter 5.1 Data 

preprocessing). After cleaning the data is stored in the right format for further analysis. 

 

1.6.4 Phase 4: Modeling 

The first classification model that is being built is based on the data retrieved towards BP and the pre-

labeled twitter corpus (Sanders, 2011), the data of the model is based on the first pre-processing 

steps and uses a Naïve Bayes algorithm to classify the Tweets. This algorithm is scalable and is useful 

for small and large datasets, it is a simple algorithm that is very efficient and is known to outperform 

highly sophisticated and complex algorithms (Chen, Huang, Tian, & Qu, 2009; H. Zhang, 2004). First 

an initial classification model is built, this model is then assessed and any action required to fine-tune 
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the model is taken. These actions include the evaluation of the model and taking necessary steps to 

improve the model or try new models when previous models are insufficient.   

1.6.5 Phase 5: Evaluation 

In this phase the outcomes of the model are evaluated based on the precision, recall and F1 score of 

the model and the data mining process are evaluated. The evaluation leads to changes and 

recommendations for the iteration step of the process.  

 

1.6.6 Phase 6: Iteration 

After the evaluation of the classification first model improved models are built, these models try to 

improve the classification task based on the evaluation of the previous phase. Also new pre-

processing steps are executed when deemed necessary. These new models are tested BP Twitter 

data. 

 

1.6.7 Phase 7: Deployment  

The knowledge that stems from the model built is organized and analyzed, it is elaborated on and 
presented. An analysis is made of the greenwashing events that have been identified and the 
sentiment trend that is developed by the best performing model. The insights and conclusions 
stemming from the comparison of the sentiment trend and the greenwashing events are presented in 
this phase.  
 
The research design of the thesis is shown in Figure 2: Thesis research design.  
 

 
 

Figure 2: Thesis research design 
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 Thesis outline 
The structure of the thesis is as follows: first the summary of the systematic literature review regarding 

sentiment analysis is given thereafter the greenwashing literature review is presented in the same 

chapter. Subsequently the case regarding BP’s greenwashing practices is made and elaborated on. 

Thereafter a  description of the data, data gathering, cleaning and analysis is given. Then the model 

is evaluated and iterated on. At last the results are elaborated on and an analysis of the sentiment 

trend, greenwashing events and other data is made.  Based on these results a discussion is presented.  
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2 Chapter: Theoretical Background 
 

To gain a better understanding of the available research done towards greenwashing and sentiment 

analysis two literature studies are conducted. The systematic literature review regarding sentiment 

analysis has been conducted before the start of the thesis project to gain a better understanding of 

the techniques available for sentiment analysis and its application domains. The systematic literature 

review is only shortly summarized. Thereafter a literature review towards greenwashing is executed 

to improve the knowledge of the concepts and antecedents of greenwashing, also knowledge about 

previous research done towards greenwashing is extracted from this literature review. These literature 

reviews shed light on sub-research questions one: how greenwashing events can be identified, two: 

what data and attributes are needed for sentiment analysis, and three: how a ground-truth can be 

established.  

 

 Summary sentiment analysis systematic literature review 
Due to the limited space of the thesis document only a short summary of the findings of the systematic 

literature is stated, for the whole systematic literature review please see Appendix 8.1 Systematic 

literature review. The following databases have been used to search for literature: ACM digital library, 

IEEE-Xplore, Springer and Web of science. In total 53 papers are retrieved, this amount is reduced to 

16 papers that are thoroughly analyzed. This review uses articles from the last 5 years due to quick 

developments in the sentiment analysis field and the vast amount of literature on this topic that is 

available. The literature review analyzes common components from the 16 articles that made the cut 

to the literature shortlist.  
 

There is a wide variety of methods used to classify sentiment, but all are based on three approaches: 

Machine learning, Lexicon and hybrid approaches. Some of these methods provide very good 

accuracies ranging from 85%-95% and some none at all. The main data sources that are used within 

the article pool are product reviews, movie and video reviews and Tweets. To increase classifying 

results there is often made use of data pre-processing, the main pre-processing steps observed are:  

1. preparing data before cleaning which includes tokenization and Part-of-Speech (POS) tagging, 2. 

correcting words, 3. simplifying words which consist of stemming and lemmatization and last but not 

least 4. data cleaning where features are selected, stop words are removed, punctuation is erased 

and URL’s and hashtags are removed. The papers state that sentiment can be extracted on three 

different levels (document, sentence and aspect), within the articles analyzed sentence and aspect 

level are the most used forms of sentiment analysis. The ground truth that is used for classifying 

depends on the type of input data used. For movie and product review data there is mainly chosen to 

use assigned “star-ratings” as sentiment label. At other data where there is no rating given there is a 

corpus used with assigned labels, these labels can be labeled manually or a pre-labeled corpus is used. 

 

Clusters in the articles are defined and presented in an analysis table and this shows that there are 

some similarities between the analyzed papers. The highest accuracies are achieved by aspect-based 

sentiment analysis and these all include movie and video review data, these papers mainly use more 

extensive data pre-processing which partly explains the higher accuracies. From all the articles that 

could not provide a performance, two third used KNIME as sentiment analysis tool, also the 

approaches used are all (partly) lexicon based. For every article that uses Twitter data as input there 

is a sentence-level sentiment analysis approach used. Although this approach is adopted it does 

mostly not achieve high accuracy, this might also be due to the low usage of pre-processing steps. 

The last cluster shows the lowest achieved accuracies within the article pool and all these sentiment 

methods are based on pure machine-learning.  
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 Greenwashing literature review 
The greenwashing literature review aims to shed light on the topic of greenwashing and how events 

can be identified that make use of greenwashing. Also, the aim of this literature review is to improve 

the knowledge on the concepts and antecedents of greenwashing, furthermore it sheds light on former 

research conducted that relate greenwashing to BP and its Deepwater Horizon oil spill. The literature 

review starts with reading a highly cited paper, published in a high impact journal about the subject of 

greenwashing: social accountability and corporate greenwashing (Laufer, 2003). From this paper 

several topics and variables are extracted which are then used to guide the literature search. Although 

this paper is not a recent one, it is still being highly cited and thus considered still relevant. Based on 

the subjects and concepts stated in this paper, more literature is sought via the snowballing method 

and looking at forward and backward citations (Lecy & Beatty, 2012). First the references are screened 

based on their title and any interesting literature is accessed. Based on reading the introductions and 

conclusions of these papers there is chosen to include or exclude papers from the analysis. The 

inclusion of papers is based on the relevance of the research towards greenwashing as a concept, the 

relevance of the research towards the antecedents of greenwashing or the relevance of greenwashing 

in relation to the oil & gas sector or BP in particular.  

 

Laufer (2003) states that there is a dramatic rise in the number of socially screened mutual funds and 

indexes such as the: Dow Jones Sustainability Index (DJSI), FTSE4Good Index, etc. There is clearly a 

demand for independent reviewers of companies and their sustainability efforts. This is mainly due to 

the practices applied by companies that are termed as “greenwashing”, ”bluewashing”, and other 

forms of disinformation from companies that seek to repair their public image and relations. Many 

corporations publish non-financial reports, but few address the full range of social issues needed to 

adequately assess the corporation’s behavior (Lydenberg, 2002). According to the International 

Organization for Standardization (ISO) it’s difficult for shareholders, investors and other interested 

parties to make meaningful assessments about the Corporate Social Responsibility (CSR) practices of 

a company (ISO 2002). Laufer notes that there are significant omissions of information concerning 

ethical issues in these reports and that simply relying on the integrity of corporate representations 

seems increasingly naïve. Social and environmental disclosures are generally made for strategic 

reasons that have almost nothing to do with the obligations and responsibilities of a company. These 

strategies are aimed at: gaining or extending legitimacy, maintain its legitimacy level or to 

repair/defend lost and threatened legitimacy. In reality the words stated in the non-financial reports 

are decoupled from the organization's operational code, it is nothing more than a convincing façade 

designed to hide the backstage activities from the public’s eyes (Milne & Patten, 2002). 

“Greenwashing” is a strategy that is used to shift the focus and attention away from the firm’s actual 

actions, to create confusion, undermine credibility, criticize viable alternatives, deceptively posture 

firm objectives and commitments/accomplishments.  

 

Laufer adapts a framework from Beder et al. (1998) that shows the elements of greenwashing, see 

Table 1: Elements of greenwashing on the next page. This figure shows that according to Laufer 

greenwashing depends on three elements of deceptions namely: Confusion, fronting and posturing. 

Laufer identifies two ways of using these elements: internally and externally. The internal confusion 

stems from the complex nature of a company and its corporate form, external confusion relates to 

document control and the strict limit of the information flow made available to the public and 

regulators. Internal fronting can be accomplished through representations of retained counsel, ethics 

officers, compliance officers and ethics committees. External fronting is realized by the use of 

scapegoating of subordinates and reverse whistleblowing. Internal posturing is the convincing of 

internal customers (as much as external stakeholders) that the company has a collective commitment 

to ethics. External posturing is achieved through actively using a public affairs department and the 

retention of an outside public relations firm. Interesting to note is that the very firms that wash their 

reputation through public relations, complex front coalitions and fore-front fighting against, for 

instance, global warming remain some of the worst corporate offenders.  
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Laufer argues that at the heart of the practical debate over corporate social accountability are 

questions of regulations. He argues that social and environmental disclosure should not be voluntary 

but be guided by external auditors. Although there have been some initiatives to increase the 

regulations for social and environmental reporting such as the Global Reporting Initiative (GRI) Laufer 

argues that companies use the GRI, but fail to use external auditing to validate their reports. A mere 

29% of the fortune 250 companies use external auditing for their social and environmental reports. 

Concerns are raised about the external auditing practices as auditors use widely differing approaches 

and they are verified by the same financial auditor institutions, not by social accounting specialists. 

Laufer calls out for corporations to fully disclose their actual data on social and environmental impact 

instead of hiding it behind complex and carefully prepared reports.  

 

Confusion Fronting Posturing Examples 

 Cast doubt on the 

severity of the problem 

Employ “front groups” or 

coalitions of firms to 

oppose solution or 

legislation 

Promote image that assumes 

ethical leadership in the field 

 

 

 Disclose or publish 

exaggerated claims 

Employ “front groups” or 

coalitions of firms to 

support solution or 

legislation 

Unveil projects that have 

negligible value but appear on 

surface to be significant 

 

 Emphasize uncertainty 

associated with problem 

or accusation 

Use front group to 

promote moderate “middle 

ground” positions 

Promote image of a committed 

corporate culture 

 

 

 Acknowledge problem by 

questioning available 

solutions 

Use data to suggest that 

front groups enjoy 

widespread public support 

Publicly align firm with NGOs 

that are sympathetic to cause 

or issue 

 

 Rebrand to avoid past 

associations; use image 

advertising to suggest a 

“green” association 

Employ front groups to 

examine, define, and 

redefine industrial 

standards 

Publicly align firm with NGOs 

that offer certification, 

accreditation, or award without 

provisions for accountability or 

verification 

   Counter threats to an  

organization’s legitimacy 

 

   Seek publicity for recognition  

from or membership in an  

“ethics” organization 

 
Table 1: Elements of greenwashing (Laufer, 2003) 

From this paper several subjects are defined that need further elaboration: Greenwashing, Corporate 

Social Responsibility (CSR) and antecedents of greenwashing. The next paragraphs will explain these 

concepts and will also focus on greenwashing practices that occur specifically in the oil and gas sector. 

 

2.2.1 Greenwashing 

Greenwashing is not a recent phenomenon according to (Dahl, 2010). It has been around since mid-

1980 and currently it has gained broad recognition and acceptance in society. Dahl (2010) defines 

greenwashing as the unwarranted or overblown claims of sustainability or environmental friendliness 

in an attempt to gain market share. Dahl partly agrees with Laufer on the definition of greenwashing. 

They both agree that greenwashing is about intentionally making environmental claims that are not 
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true and that this is intended to be for the benefit of the company. Dahl’s definition does not include 

the creation of confusion, other researchers also include these terms in their definition. Mitchell & 

Ramey (2011) define greenwashing as “a deliberate act by an organization to obscure potentially 

harmful information or deliver information in a way that portrays a false image that the organization 

is green or eco-friendly”. This definition does propose the creation of confusion and the deliberate act 

of misstating firm objectives and accomplishments. Other articles have similar definitions that imply 

the creation of confusion and the deceptive stating of information (Aggarwal & Kadyan, 2014; Furlow, 

2010). It can be said that firms engage in two behaviors simultaneously: poor environmental 

performance and positive communication about their environmental impact (Delmas & Burbano, 

2011). 

 

There are seven sins of greenwashing identified (TerraChoice, 2010) and these are mentioned by 

Aggarwal & Kadyan (2014), Dahl (2010) and Mitchell & Ramey (2011). These seven sins are stated in 

Table 2: The seven sins of greenwashing  (TerraChoice, 2010)  

 

Sin Description 

1. Hidden 

trade-off 

committed by suggesting a product  is “green” based on an unreasonably narrow set 

of attributes without  attention to other important environmental issues 

 

2. No proof committed by an environmental claim that cannot be substantiated by easily 

accessible supporting information or by a reliable third-party certification. Common 

examples are tissue products that claim various percentages of post-consumer 

recycled content without providing any evidence. 

 

3. Vagueness Committed by every claim that is so poorly defined or broad that its real meaning is 

likely to be misunderstood by the consumer. “all-natural” is an example. arsenic, 

uranium, mercury, and formaldehyde are all naturally occurring, and poisonous. “all 

natural” isn’t necessarily “green”. 

 

4. Irrelevance committed by making an environmental claim that may be truthful but is unimportant 

or unhelpful for consumers seeking environmentally preferable products. “CFC-free” 

is a common example, since it is a frequent claim despite the fact that CFCs are 

banned by law. 

 

5. Lesser than 

two evils 

committed by claims that may be true within the product category, but that risk 

distracting the consumer from the greater environmental impacts of the category as 

a whole.  

 

6. Fibbing committed by making environmental claims that are simply false.  

 

 

7. Worshipping 

false labels 

committed by a product that, through either words or images, gives the impression 

of third-party endorsement where no such endorsement actually exists; fake labels, 

in other words. 
 

Table 2: The seven sins of greenwashing  (TerraChoice, 2010) 

 
These seven sins as identified contribute to the earlier statement of Laufer (2003) that greenwashing 

is about creating confusion and deceptive statements. These seven sins make it hard for consumers 

to accurately assess the actual sustainability of a company or its product(s). The downside as stated 

in these papers is that through the application of greenwashing practices consumers have become 
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suspicious about any company that makes green claims (Aggarwal & Kadyan, 2014; Dahl, 2010; 

Furlow, 2010; L. D. Mitchell & Ramey, 2011).  

There is also a distinction made between “hard-greenwashing” and “light-greenwashing” (Aggarwal 

& Kadyan, 2014) where hard-greenwashing refers to environmental communication and claims 

without any form of CSR in place, and light-greenwashing refers to reducing CSR and focusing more 

on advertising green claims. Vauday (2013) distinguishes more than two forms of greenwashing, 

Three types of greenwashing are considered: “hard greenwashing”, “constrained light greenwashing” 

and “ad light greenwashing”. In this paper hard greenwashing is defined as acting green without 

spending a single dollar on actual CSR. Constrained light greenwashing refers to greenwashing 

practices that stem from the presence of other greenwashing activities, and ad light greenwashing 

occurs when the firm can communicate a non-verifiable CSR claim. These two papers agree on the 

definition of hard greenwashing, also the light greenwashing definition appears to be closely linked. 

Vauday (2013) adds the notion of incentive to use light greenwashing in comparison to Aggarwal & 

Kadyan (2014). Besides the forms of seriousness of greenwashing there are also distinctions made 

between product level greenwashing and firm-level greenwashing, where product level greenwashing 

specifically applies to products and firm-level greenwashing applies to the image of a company 

(Delmas & Burbano, 2011). 

In general it can be stated that greenwashing refers to causing confusion regarding the actual 

sustainability performance of a company or product to make it look more sustainable.  

 

2.2.2 Corporate social responsibility 

Greenwashing relates to Corporate Social Responsibility (CSR) as the CSR approach adopted by a 

company can determine if a company would use greenwashing as a strategy to enhance its reputation. 

A general and consistent definition for CSR is not yet apparent (McWilliams, Siegel, & Wright, 2006). 

McWilliams et al. (2006) have gathered the multiple definitions that are used to define what CSR is 

and conclude that there are many, which make it hard to compare results of research about the effect 

of CSR on profitability or firm performance. The most commonly used term of CSR is “The situation 

where the firm goes beyond compliances and engages in actions that appear to further some social 

good, beyond the interests of the firm and that which is required by law” (Mcwilliams & Siegel, 2001). 

They also show that there are multiple perspectives that motivate or discourage the use of CSR within 

a company, examples of these theories are: Stakeholder theory, Stewardship theory, 

Transformational leadership and institutional theory. Stakeholder theory suggests that it can be 

beneficial for firms to conduct CSR because non-financial stakeholders may view them as important, 

if not performed this group of stakeholders might withdraw their support towards a company. 

Stewardship theory shows that there is a moral incentive that managers have to “do what is right” 

without looking at the impact on financial performance. The institutional theory implies that the 

norms and regulations within an institution define the level of CSR within a firm. Besides these 

theories there are also mechanisms related to these views that explain why companies invest in CSR. 

The most common mechanisms being to increase the firm’s reputation or to avoid the loss of 

reputation due to the threat of Non-Governmental Organizations (NGO’s) (Vauday, 2013). Other 

factors to employ CSR are the ability to charge a price-premium and the use of CSR to recruit and 

retain high-quality workers (Siegel & Vitaliano, 2007). The employment of CSR relates to strategic 

implications for the firm, which in term depends on how CSR is viewed. CSR can be viewed from three 

perspectives: as altruism, coerced egoism and strategic CSR (Husted & De Jesus Salazar, 2006). 

Altruism refers to the sincere motivation of being socially responsible, coerced egoism relates to firms 

that act in a socially responsible way only when regulations or laws force them to do so. Strategic use 

of CSR occurs when firms see clear benefits for their firm in employing CSR. This last view is also 

termed as “profit-maximization” (Siegel & Vitaliano, 2007). Siegel & Vitaliano (2007) note that how 

firms view CSR affects the strategies they apply towards bringing their CSR efforts to the public, this 

shows in the way companies advertise. Advertising can be used to try to influence the consumers 

taste towards a product or company, it can also be used to merely inform the public. Besides 
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advertising there are also other strategic uses of CSR which are influenced by the firm's view towards 

CSR. Consider a firm that uses CSR to gain competitive advantage, firms might then use their CSR in 

political strategies to impose regulatory barriers to imitation. These firms might try to persuade the 

government to impose CSR efforts also on competitors that do not adopt a CSR view to raise costs 

for them.  

With CSR efforts also comes reporting. Interesting to note is that the analysis of annual reports made 

regarding CSR is considered to be more a “social disclosure” than CSR per se (Vauday, 2013). One 

can also view this activity as advertising, the information in these reports can be seen as biased 

because these reports are filtered through senior management (Siegel & Vitaliano, 2007). These 

reports are not always considered to be objective because there is a relation established between the 

disconnection of actual CSR and its communication to the public (Aggarwal & Kadyan, 2014).  

 

2.2.3 Antecedents of greenwashing 

The antecedents of greenwashing can be classified into different drivers: market drivers, non-market 

drivers, organizational drivers and individual drivers (Delmas & Burbano, 2011). Delmas & Burbano 

(2011) propose an exhaustive framework that shows the relationship between the drivers of 

greenwashing, as shown in Figure 3: drivers of greenwashing (Delmas & Burbano, 2011). 

 

Figure 3: drivers of greenwashing (Delmas & Burbano, 2011) 

Delmas and Burbano describe several factors that influence the decision made to apply greenwashing 

for a firm itself or its products. Figure 3 provides the overview of all those factors, next the main 

categories will be explained. Nonmarket external drivers: The first and most important factor is the 

absence of adequate regulations regarding environmental claims (especially on a firm level). Although 

this article is primarily focused on the United States they also state the same problem for European 

and other countries. This statement is backed by several other papers that state the same problem as 
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the main driver for greenwashing (Aggarwal & Kadyan, 2014; Barrage et al., 2014; Oppolecchia, 

2010). In addition, it is not mandatory for corporations to disclose their environmental practices 

(there are a few exceptions such as toxic releases). Another driver is the pressure applied by NGO’s 

and activists to push companies to “go green”, which deters some positive communication from bad 

performing firms, but the lack of regulations make it hard to enforce anything. Meaning that NGO’s 

and other parties can only bring some reputational damage which diminishes their threat to 

companies. Market external drivers: More prevalent pressure comes from consumers and stakeholder 

which are looking for green products and investments, firms feel the need to communicate better 

environmental performance than currently in place (Vos, 2009). The same reasoning applies to 

pressure that stems from the competitive landscape. Companies need to be perceived as legitimate 

and successful and fear falling behind to their rivals (Delmas & Toffel, 2008). Organizational drivers: 

firm characteristics such as their culture and inertia influence the overall strategies that a firm can 

apply (also greenwashing) and the costs and benefits associated with a particular action. For instance 

publicly traded firms face greater levels of investor pressure than small private firms, thus strategies 

might be influenced. Individual psychological drivers recognize the roles of individuals and leaders in 

a firm’s behavior. Tendencies such as narrow decision framing and optimistic bias for instance 

influence decisions made to apply greenwashing (Kahneman, 2003). In general it can be stated that 

the lack of information available about firm environmental performance contributes to greenwashing 

in multiple ways: stakeholders cannot hold a firm accountable because there is a lack of readily 

available information; managers and consumers cannot properly assess a firms environmental 

performance; managers and consumers cannot make justified decisions regarding environmental 

performance of companies (Delmas & Burbano, 2011). This contributes to the high level of applied 

greenwashing practices in general.  

 

2.2.4 Greenwashing in the oil & gas sector 

Greenwashing in the oil and gas industry is no new phenomenon (M. Cherry & Sneirson, 2011). Studies 

are found that research greenwashing practices for BP (Barrage et al., 2014; M. Cherry & Sneirson, 

2011), ExxonMobil (Plec & Pettenger, 2012) and Chevron (M. A. Cherry & Sneirson, 2012). In the case 

of Chevron, Cherry & Sneirson (2012) show that greenwashing is applied by the means of advertising 

campaigns after the BP oil spill in 2010. The same order of events, first an oil spill then greenwashing 

advertisements airing on TV is identified for the ExxonMobil case (Plec & Pettenger, 2012). 

Antecedents mentioned by Cherry & Sneirson (2012) regarding Chevron consists of their fight against 

claims made towards Chevron for polluting the Amazon rainforest in Ecuador. Also the increased 

pressure of consumers and investors for socially responsible behavior increases pressure to adopt 

greenwashing practices. The act of greenwashing resides on Chevron’s website and advertising 

suggest ethical behavior, but their actions depict otherwise. The events of greenwashing in this paper 

are established based on the advertisements shown on TV and the factual data about its operations. 

These two sources of information are inconsistent with one another and thus greenwashing is present. 

The same earlier mentioned pressure from consumers and investors is apparent in the ExxonMobil 

case. Plec & Pettenger (2012) argue that two trends have emerged from this increased pressure. Trend 

one focusses on the production, distribution and promotion of eco-friendly alternatives to existing 

products, the second trend involves corporate advertising campaigns that use greenwashed 

environmental frames to promote products or companies that are not sustainable or eco-friendly. Plec 

& Pettenger (2012) use another way to prove the acts of greenwashing. They use the concept of 

framing, which stems from social and behavioral studies, to analyze the information and view that is 

presented to the public in relation to the bigger picture of information that should be expressed. Plec 

& Pettenger (2012) conclude that ExxonMobil indeed used greenwashing by supplying the public an 

incomplete and incorrect image of the whole truth by applying a didactic frame full of technocratic 

and authoritarian values. This incomplete truth is used to position ExxonMobil and its actions as 

greener than their actual actions, and it discourages the public to engage in environmental activism. 

The cases that investigate greenwashing at BP are both about BP’s Beyond Petroleum campaign 

before the oil spill. Its advertisement campaign was so successful that  BP went from a middle-of-the-
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pack oil company to the greenest oil company in the minds of the public (Barrage et al., 2014; M. 

Cherry & Sneirson, 2011). Cherry & Sneirson (2011) show that while BP’s advertising campaign was 

very successful, the oxymoron of an environmentally friendly oil company that engages in deepwater 

drilling did not reach the public’s mind. Even so it seems that BP struck a nerve with the American 

public, not only consumers but also legal academic commentators, environmentalists and CSR 

watchdogs fell for the advertising campaign (M. Cherry & Sneirson, 2011). This clearly showed when 

BP’s stock price doubled. In reality though, the company ignored workplace safety regulations and 

ignored environmental laws for more oil and profit (Lustgarten & Knutson, 2010). Barrage, Chyn, & 

Hastings (2014) use data from gas stations, advertising and green preference to measure the 

influence of the Beyond petroleum campaign on the punishment given by the public after the 

Deepwater oil spill and the public attitude towards BP. They show that this advertisement campaign 

dampened the punishment given by the public and that consumers attributed the oil spill more towards 

bad luck than negligent practices.  

 

2.2.5 Conclusion 

From the literature studied it can be stated that the main effect of greenwashing is to cause confusion 

about the real CSR performance of a company. This can happen in multiple ways and on multiple 

levels but the end result remains the same. The framework presented by (Delmas & Burbano, 2011) 

shows the antecedents of greenwashing, several of these drivers are mentioned in the papers read, 

others not, this is attributable to the focus of the literature study. Psychological and organizational 

drivers are mostly not apparent in the papers read due to their focus on industrial applications and 

the effects of greenwashing. It appears that the main drivers for applying greenwashing practices in 

the read papers are: the lack of legislation towards greenwashing and the increased pressure from 

consumers and investors towards companies to go green. These findings apply to the oil and gas 

sector as well, it is found that several oil and gas companies make use of these practices to improve 

their corporate image. In this sector advertising is mainly the medium subject to greenwashing 

practices. Several methods to identify greenwashing practices are found in the literature review. 

Factual operations data can be used (if available) in relation to statements made by the company to 

identify greenwashing, another way is to use the concept of framing. Framing looks at the picture or 

view that is presented to the public and compares it to the bigger picture of available context and 

information.  
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3 Chapter: Case BP greenwashing 
 

Before a sentiment trend can be constructed the greenwashing events used by BP need to be 

identified. Previous research towards BP’s greenwashing practices have analyzed the effects of BP’s 

Beyond Petroleum campaign (Barrage et al., 2014; M. Cherry & Sneirson, 2011), to my knowledge 

there are no studies that focus on or analyze the effects of BP’s greenwashing after the Deepwater 

Horizon oil spill. To identify BP’s greenwashing events there is drawn on the concept of framing, also 

applied by Plec & Pettenger (2012) to identify the greenwashing frames that ExxonMobil. First a brief 

explanation of framing is presented by elaborating on key papers in this area and the papers used in 

Plec & Pettenger (2012) for their frame analysis. Subsequently the advertisements aired on American 

TV by BP after the oil spill will be studied by using a frame analysis to reconstruct the mental frames 

invoked by BP on the public. 

 

 Framing  
Framing stems from psychology and sociology. It describes the concept of how people (and 

organizations) use information and representation features in communication to address issues, and 

how this forms impressions in the minds of the audience (Scheufele & Tewksbury, 2007). The analysis 

of framing can show the influence of the communicated message from the communicator on the 

audience’s conscious (Entman, 1993). Entman (1993) argues that the function of framing is to select 

and highlight elements of information to construct an argument about a certain problem, its 

causation, evaluation and its solution. Framing thus highlights certain parts of information to elevate 

them in salience. The highlighted information becomes more noticeable, meaningful and memorable 

in the minds of the audience (Entman, 1993). This, in turn, determines the evaluation and actions that 

the audience undertakes towards the provided problem. What results from highlighting only certain 

parts of information is that the attention is directed away from other information, meaning that power 

is exerted to show the audience what is really important from the communicator’s point of view. This 

is especially troublesome when the audience is not informed well about a certain topic because 

framing then majorly influences the opinion and cognitive activities towards the presented topic 

(Scheufele & Tewksbury, 2007). Frames thus serve as devices that highlight certain features of a 

circumstance and direct our attention towards a specific form of action (Plec & Pettenger, 2012).  

 

The same approach to frame analysis is adopted as used in Plec & Pettenger (2012). Several concepts 

are used in the paper to conduct their frame analysis: Social and natural frameworks (Goffman, 1974), 

substantive features and foci of frames (Entman, 2004) and poetic categories (Burke, 1984). Natural 

frameworks identify occurrences in their pure physical form and are undirected, consider for instance 

the weather as stated in a report. In contrast to natural frameworks are social frameworks. These 

frameworks incorporate controlling efforts of a party and provide the audience with a controlled will 

and aim. Social frameworks thus provide a way of describing events with a directed motive, goal and 

intent. Entman (2004) makes a distinction between the focus and the functioning of frames. A framing 

focus consists of issues, events and actors presented. The functions of a frame can be divided into 

four primary functions: (1) defining effects or conditions as problematic, (2) identifying causes, (3) 

conveying moral judgment and (4) endorsing remedies or improvements. Poetic categories are verbal 

acts applied by a party, Burke (1984) defines it as the confrontation of a subject and how this 

confrontation is presented in poetic and conceptual imagery that helps the audience to accept the 

confrontation presented. These three parts together (the framework, focus and functioning of the 

framework and its poetic category) present the full picture of how a problem or event is presented to 

the public and how it is painted “Green”.  
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 Identifying greenwashing practices 
The advertisements that are aired on American TV are inventoried by using data available from Ispot 

(Ispot, 2017), an article from the Huffington Post (Huffington Post, 2013) that summarizes BP’s 

advertisement efforts since the oil spill and BP’s YouTube channel. Ispot is a website that keeps track 

of advertisements, analyzes the content and serves as a database. This thesis focuses solely on TV 

advertisements that are directed towards the Deepwater Horizon Oil spill and have aired in the United 

States. Only TV commercials are considered, this information is readily available and can be accessed 

without paying large subscription fees to companies that also store newspaper and other media 

advertisements. In total there are 13 TV commercials identified starting from October 2010 till May 

2013, these commercials aired after the Deepwater Horizon oil spill in April 2010. Only commercials 

that concern the Gulf of Mexico region and the Deepwater Horizon oil spill are selected for analysis, 

for the full list of commercials see Appendix 8.2 TV commercials aired. 
 

 Frame analysis 
There are two dominant discourses that BP has put forward in TV advertisements after the Deepwater 

Horizon oil spill. The first one concerns their TV advertisements that represent local voices from 

inhabitants of the Gulf of Mexico in a series called: voices from the Gulf. The second concerns BP’s 

commitment to restore the Gulf area and America. In a broad perspective BP tries to position the oil 

spill and its effects on the gulf area as less severe than in reality, also it tries to emphasize their “good 

deeds”. The analysis of the framing applied by BP will show that BP poses a green view towards the 

oil spill and its impact. 

 

BP advertises in three different ways after the Deepwater Horizon oil spill, it advertises with a series 

called Voices of the Gulf and BP’s commitment series. Within the voices of the Gulf series there are 

two approaches adopted. The first approach presents inhabitants of the gulf that run a business and 

that have been impacted by the oil spill. It shows that the oil spill has impacted the inhabitants, 

subsequently it shows that BP kept their promise to make it right again and that there are no losses 

or consequences for them in the end. The second approach presents inhabitants and business owners 

from the Gulf area (Mississippi, Louisiana, Florida and Alabama) and shows that there is absolutely no 

reason not to visit the Gulf area because tourism has been thriving. The third and final approach shows 

BP’s commitment to the gulf by spending billions of dollars on recovery practices and millions on a 

research fund, they are proud to announce that beaches, waters and tourism have recovered. It also 

poses that BP is committed to America by being its largest energy investor and sharing knowledge 

extracted from the oil spill. BP has actively used a greenwashed frame that highlights the beliefs that 

the gulf area is not much affected by the oil spill, beaches and waters are clean and that BP is 

committed to clean up and recover the negative effects of the oil spill.  

 

3.3.1 Voices of the Gulf: business owner’s impact 

In the first approach of advertisement BP is putting forward an episodic frame which simplifies a 

complex issue into a specific example and emphasizes the actions taken by BP in reducing the negative 

effects stemming from the oil spill. BP selectively highlights positive facts and paints a different more 

positive picture than the actual status of the oil spill. Episodic frames are used to emotionally engage 

the audience and to make the story more compelling. Complex concepts and issues are divided into 

simpler terms, certain aspects are emphasized and other aspects are left out. This “cherry picking” 

paints a different picture from one that would be derived from a more balanced and elaborated 

overview (Gross, 2008). The advertisements in this series draw upon business owners that have their 

business in the Gulf of Mexico. What is told is not the whole story about the impact of the oil spill on 

business owners in the Gulf of Mexico, but a story about a specific business which BP helped recover 

from the oil spill. It features frames that convey moral judgment with a strong focus on the actors 

(business owners) and the presented issue (impact of the oil spill). The social frameworks applied in 
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these advertisements positions BP as a voluntary “good-doer” while the oil spill is barely mentioned. 

The episodic frame applied to these commercials tries to enhance the reputation of BP by showing 

that it is helping affected business owners after the oil spill and highlighting their commitment to made 

promises. The ways in which the episodic frame is presented is the same for the whole series, only one 

advertisement (Louisiana Restaurant Owners – October 24, 2010) analysis is presented here as it 

applies to all 5 commercials in this series.  

 

The most apparent way in which this episodic frame is presented is through the introduction of Bryan 

and Brooke Zarr, business owners of a local seafood restaurant near the Gulf of Mexico. The 

advertisement starts with restaurant employees working in the restaurant accompanied by slightly sad 

piano music. Bryan Zarr is telling the audience that he worked in this restaurant when he was younger 

and that he bought the restaurant last year with his wife. The slightly sad music intensifies when 

Brooke Zarr then tells that they have worked really hard to build their business and then came the oil 

spill. Subsequently there is shot of a sad looking Bryan Zarr in an empty kitchen which is followed by 

the restaurant being filmed with a time-lapse feature that shows almost no one entering the 

restaurant, leaving a sad image in the minds of the audience. The following is a close-up shot signifying 

intimacy and a personal relationship, that shows the slightly sad looking restaurant owners in an empty 

restaurant. They are stating that without customers they could close up, the slightly sad music fades 

out intensifying the moment. After a moment of silence uplifting music starts to play and the 

restaurant owners appear on screen together with a slight smile stating that they did not close up. 

They tell the audience that instead of serving customers they served BP by feeding the workers that 

were cleaning up the oil spill, all accompanied by a video that shows the business owners working to 

produce food for BP. Bryan and Brooke tell that they had to put the whole family to work to make it 

happen, a shot of the whole family working to prepare the worker's food is introduced pointing to the 

family bonds that are being tightened because of the oil spill. Thereafter the audience is told by the 

restaurant owners that they were not the only ones, that BP worked with all kinds of small business 

owners to keep businesses open and working. While the video shows work in progress in the 

restaurant, Bryan tells the audience that BP said to them that they would make it right. Brooke then 

accompanies Bryan by telling that it has been tough, but they are still cooking. While the uplifting 

music has intensified Bryan and Brooke introduce themselves to the audience and share the story that 

BP asked them to tell their story to the public. In the bottom of the screen is a footer visible that shows 

BP’s logo and a phone number of a helpdesk hotline for further questions. Bryan and Brook’s story 

continues by telling that they are now back and open for business, they have local seafood back on 

their menu and that it is going to be a good time to come to the Gulf coast. While the uplifting music 

reaches its conclusion, Brooke Zarr informs the audience that they would love to have the audience 

over at their restaurant insinuating that everything is as good as it ever was in the Gulf area.    

 

BP employs a greenwashed frame in their advertisement series voices of the Gulf. BP invokes feelings 

of empathy for the business owners in the advertisements, BP also shows their effort in helping these 

business owners to the extent that it helps these business owners get back on their feet. BP completely 

sidesteps information that would provide a bigger picture of the situation. BP is forced by law to 

compensate for all losses made because of the oil spill (Brennan, 2013), while BP insinuates that it is 

willingly helping these business owners. The advertisements show “cherry picking” by highlighting 

some business owners that were helped by BP, many others were misinformed by BP about their legal 

rights and had unknowingly waivered their right to file a lawsuit by settling for a compensation from 

their fund (Goguen, 2015; Webb, 2011). Furthermore, BP sells the image that the Gulf is open for 

business again and that the impact of the oil spill is not severe. The impact of the oil spill is hard to 

estimate but one thing is for sure, the impact is severe and long-term effects are uncertain (Beyer, 

Trannum, Bakke, Hodson, & Collier, 2016; Mendelssohn et al., 2012).  
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3.3.2 Voices of the Gulf: tourism 

The second approach of advertisement is again putting forward an episodic frame which focusses on 

the tourism sector of the Gulf area, these advertisements aired mainly in 2011. The advertisements 

in this series put forward a different spokesperson for the different American states that surround the 

Gulf. The audience is subject to a “battle” between the states represented over which one is the best 

to visit. There is no mention of the oil spill in these commercials, the Gulf region is represented as 

undamaged and open for business which understates the actual status of the gulf. The same framing 

is used throughout the whole series, see appendix 8.2 Voices of the gulf: tourism. Only one 

advertisement (voices from the Gulf: Best Place) analysis is presented as the same reasoning fits the 

other commercials in this series.  

 

The audience is introduced to four actors that represent the American states that surround the Gulf 

of Mexico. Every actor is positioned in front of a décor that is representing the ambiance of the specific 

state. First Mississippi is introduced by swinging music and with Rip Daniels representing the Harrison 

County Gulf Tourism Commission in front of a live music and dancing décor in the evening. Rip is 

smiling and states that “everybody knows the best place for a good time is Mississippi”. Immediately 

after the audience is introduced to Tom Hymel, owner of Delcambre seafood in Louisiana. Tom stands 

broadly smiling in front of a fish Wharf accompanied by country music and replies to Rip that “and 

that’s only until they’ve visited us in Louisiana”. Dawn Moliterno comes on screen as the 

representative for Florida, replying to Tom that Louisiana “is a distant second to sunny Florida”. Dawn 

is positioned smiling on a sunny restaurant terrace near the beach with sports activities going on. The 

last introduction is Bill Barrick which represents Alabama, he announces that “for a beautiful vacation, 

nothing beats Alabama”. Bill is standing in front of a green, garden-like décor with people enjoying the 

greenery in the back. The actors are replaced for video shots of people enjoying waterslides, 

parasailing, entertainment parks etc. While the video plays one of the actors announces that the will 

never agree on who’s best, but they agree that the Gulf is the world’s number one vacation spot. The 

different states are then again showed to the public accompanied by their actor stating the best 

activities from the state. Mississippi is portrayed by dancing people, musicians playing and fishing 

activities, Rip states that Mississippi has “wonderful people, great music and the beautiful outdoors”. 

Louisiana takes the screen again and is accompanied by seafood and people enjoying seafood cuisine. 

A sailboat appears on screen, fading into an aerial view of white beaches while Dawn says that “Florida 

means beautiful beaches and sugar white sands”. Bill then replies to Dawn that “experts agree that 

the best beaches are in Alabama”, while the video shows people enjoying the beach. Again the actors 

“battle” by stating the best activities from their state accompanied by video images of that activity. 

While the music plays and they video continuously to show people enjoying themselves the 

representative of Louisiana tells the audience that “the Gulf is the world’s good times headquarters, 

and we are 100% open for business”. The representative of Alabama replies that he is glad that they’ve 

got that settled, while the video fades over into an image of BP inviting everyone to visit the Gulf.  

 

Again BP used a greenwashed frame to understate the severity of the Gulf situation and draw attention 

away from the negative effects by focusing on all good characteristics of the states represented. In 

this commercial BP invites everyone to visit the Gulf area and that it is business as normal. The 

advertisements are mainly aired in 2011 and one of the series is aired in 2012, BP implies that there 

is nothing unworldly going on in the Gulf area and that tourists have no reason not to come over. Wild 

and marine life are a major part of the Gulf’s tourism activities (Nadeau, Kaplan, Sands, Moore, & 

Goodhue, 2014), research speaks differently than BP by showing that around 2011/2012 bottlenose 

dolphins in the Gulf died at twice the normal rate (Braun, 2015). Also the nesting habits of sea turtles 

changed dramatically at this time (Putman et al., 2015) and the coral reefs in the area have been 

damaged by the explosion and oil spill (The Guardian, 2012). This, for example, paints a different 

picture of the impact on tourism and its activities than BP does suggest in its advertisements. This 

also shows in the tourism numbers as tourism had fallen ill in the region after the Deepwater Horizon 

oil spill, many vacations are canceled and booked elsewhere (OCEANA, 2013). 
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3.3.3 BP’s commitment 

The third approach of advertisement used by BP puts forward a didactic frame to teach the audience 

about the actions that BP has taken and the progress made in the Gulf. This didactic frame functions 

by asserting that BP does everything to solve the problem of the Deepwater Horizon oil spill and even 

going beyond that by being committed to America. These advertisements aired in late 2011 and until 

halfway 2013. This particular series of advertisements put forward one spokesperson that works for 

BP and informs the audience about the money that BP has spent on cleanup costs, funding and 

research initiatives. Also the spokesperson shows the actions BP has taken to increase safety on the 

job. Besides the commitment to the gulf the spokesperson also informs the audience about BP’s 

commitment to America, and what BP does to keep the American economy going. The same framing 

is used throughout the whole series, see appendix 8.2 BP’s commitment. Only one advertisement 

(BP's Commitment to America) analysis is presented as the same reasoning fits the other commercials 

in this series.  

 

The didactic frame in these advertisements is presented through the authority and approachability of 

using a spokesperson (a so-called talking head) (Plec & Pettenger, 2012). The advertisement starts 

with the picture of a clean ocean accompanied by calm music with a serious tone. A BP spokesman 

starts telling that two years ago, the people of BP made a commitment to Gulf. The video fades from 

a clean ocean to the BP spokesman who is standing on a pier near the coast. The screen introduces 

Fred Lemond, the operations manager at BP. Fred continues his story by telling that every day since 

we (the people of BP) worked hard to keep it. The video starts showing people windsurfing, which 

fades into seafood being served in a restaurant while the music starts to gradually lose its serious tone 

and moves into a more happy tune. Meanwhile, Fred informs that BP has paid over 23 Billion dollars 

to help people and businesses who are affected and to cover cleanup costs. At the end of this sentence 

a slide with a BP logo is visible stating the number of dollars spent. After this slide the video turns into 

people enjoying the beach, diving near marine life, fishing and sailing. Fred announces that the 

beaches and waters are open for everyone to enjoy, and many areas are reporting their best tourism 

seasons in years. Fred continues by telling the audience that BP has shared what they have learned 

with governments and across the industry so they can all produce energy more safely. Accompanying 

this are videos of people working on Gulf research and simulations with lots of computer monitors in 

a dark computer room. Fred appears on screen again stating that he would like us to know that there 

is another commitment that BP takes just as serious: BP’s commitment to America. While the video 

starts showing BP personnel working, Fred says that BP supports nearly 250.000 jobs in communities 

across the country. A slide with a BP logo is introduced stating the number on the screen. Fred 

continues by saying that BP just hired 3000 people last year and that BP invests more in America than 

in any other country. While Fred informs about these figures, several employees of BP are put on 

screen standing in front of their working environment. The video starts showing engineers in labs, 

overseers inspecting BP pipelines and ground workers that are drilling for oil. The audio plays Fred’s 

voice that tells: “in fact, over the last five years no other energy company has invested more in the 

U.S. than BP”. Fred appears on screen again and states that they are working to fuel America for 

generations to come, accompanied by a video of a mother and child near the coastline. A slide of BP 

is put on the screen stating: “Commitment to the Gulf, commitment to America” and Fred closes by 

saying: “Today our commitment to the gulf and America has never been stronger”.   

 

BP again uses a greenwashed frame by delegating authority to the spokesperson that makes it look 

like BP is voluntarily paying for their errors, but in fact this is mandatory and forced by law (Brennan, 

2013). Again BP states that the gulf beaches and waters are open, which in fact is not untrue but they 

sidestep the issues of damage made to the coasts, marine life and coral (Braun, 2015; Mendelssohn 

et al., 2012; Putman et al., 2015; The Guardian, 2012). Fred states that many states report their best 

tourism season in years, this information is not complete as other media suggest that it is not sure if 

states most affected by the oil spill are improving as much as other states regarding tourism (Reuters, 

2012).  BP argues that they are committed to America by investing heavily in the country and hiring 

many American citizens. This is called a “red herring” fallacy (Hurley, 2011) where Fred tries to 
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sidetrack the audience. The problem is the oil spill and its impact, Fred uses the commitment to 

America to engage the audience into believing BP is doing good by investing in America and supplying 

jobs. This argument does not contribute in any way to the solution to the original problem and is thus 

considered sidetracking.  

 

3.3.4 Conclusion 

All three advertisement series are considered greenwashing practices as they use episodic and 

didactic frames to persuade the audience into thinking positively about BP while the impact of the oil 

spill is neglected in these advertisements. Practices adopted by BP in these advertisements can be 

related to the greenwashing sins from Terrachoice (TerraChoice, 2010). BP mainly uses the sin of 

hidden trade-off, which markets a product or company as “green” based on a narrow set of attributes 

while neglecting other important environmental issues. BP mainly states superficial information or 

focusses on one specific case while neglecting other valuable information. Also the sin of irrelevance 

is adopted in the last series concerning BP’s commitment. BP argues that its commitment to America 

makes BP a better company though this does not solve anything regarding the original problem of the 

oil spill. In total there are thus 13 greenwashing advertisements identified, see Figure 4: Greenwashing 

TV advertisements. 

 

 
Figure 4: Greenwashing TV advertisements 

 



 
21 

 

4 Methodology 
 

In this chapter the methodology that is used to create the actual sentiment trend will be discussed. To 

make a sentiment trend there first needs to be data, after the data is gathered a model needs to be 

build that can classify the opinion of Tweets gathered. The goal is to build a supervised-learning 

classifier that can, to a certain degree, accurately classify Tweets into sentiment categories. From this 

classification a sentiment trend can be constructed that can be used to measure the influence of 

greenwashing practices on the public sentiment. First the background for classification is discussed, 

thereafter the executed models and their structure are presented, subsequently the data acquisition 

procedure is elaborated on and finally the data is explored before the actual modeling in chapter 5.  

 

 Classification background 
There is chosen to use classification as the data mining tool to establish a sentiment trend, 

classification is a common approach for conducting sentiment analysis (Jurafsky & Martin, 2017). The 

goal is to first build a relatively simple and common classification model and then extend this model 

or revise the process when the standard approach is deemed insufficient. Classification takes in 

observations, extracts features from the observations and then classifies new observations into a set 

of available classes (Michie et al., 1994). Classification relies mainly on supervised learning, in a 

supervised learning situation there is a set of training data available. Training data consists of 

observations that have corresponding class labels that will later be predicted by the classifier for new 

observations that are parsed through (Jurafsky & Martin, 2017). This training data is fed to the 

classifier where it learns the combination of classes and the corresponding observations.  

 

4.1.1 Naïve Bayes 

There are many classification algorithms available, in this case the starting point is a standard Naïve 

Bayes model. This classifier is a useful and scalable algorithm that is suitable for small and large 

datasets, it is a simple probabilistic classifier that is efficient and is known to outperform highly 

complex and sophisticated algorithms (Chen et al., 2009; H. Zhang, 2004), it is mainly used for text 

classification problems (McCallum & Nigam, 1998). From papers read the Naïve Bayes algorithm can 

achieve accuracies around 85% (Bakliwal et al., 2012; McCallum & Nigam, 1998), the expectation is 

that a Naïve Bayes model can thus be successfully implemented and achieve similar results.  

 

The Naïve Bayes algorithm is a machine learning algorithm for classification problems (B. Liu, Blasch, 

Chen, Shen, & Chen, 2013) that relies upon a simplistic view of a set of documents as a Bag of Words 

(BOW) model where all words are represented in arbitrary order without any grammar or word orders 

(Jurafsky & Martin, 2017). The Naïve Bayes classifier is mainly used for text classification problems 

(McCallum & Nigam, 1998). The word naïve in refers to the assumption that the algorithm makes, also 

known as the Naïve Bayes assumption. The algorithm assumes that all the input data is independent 

of one another, meaning that the occurrence of a certain feature is independent of the occurrence of 

other features (McCallum & Nigam, 1998).  

 

Bayes theorem is the base of this algorithm where the probability is denoted by 𝑃(), in this theorem 

there is a sentiment class denoted by 𝐴 and a Tweet considered as a set of words 𝐵. The probability 

that the sentiment class is 𝐴 given Tweet B is written as 𝑃(𝐴|𝐵). There is known what the prior 

probability is of a Tweet belonging to a certain class based on the occurrence of the sentiment class 

in the data, this can be stated as 𝑃(𝐴). Also there is a need to test for the likelihood that a tweet 

belongs to a class given the tweet itself, this is stated as 𝑃(𝐵|𝐴). The total probability of the Tweet 

occurring is denoted as 𝑃(𝐵). See also table Table 3: Notation Naïve Bayes on page 22.  
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Notation Description 

𝐴 Sentiment class 

𝐵 Tweet considered as a set of words 

𝑖 Index of a word in a tweet 

𝐵𝑖  Tweet feature 𝑖 

𝑃(𝐴) Probability of a Tweet belonging to a sentiment 

class based on occurrence in data 

𝑃(𝐵) Probability of Tweet 𝐵 occuring 

𝑃(𝐴|𝐵) Probability of sentiment class 𝐴 given Tweet 𝐵 

𝑃(𝐵|𝐴) Probability that B belongs to sentiment class 𝐴 
 

Table 3: Notation Naïve Bayes 

 

 
𝑃(𝐴|𝐵) =  

𝑃(𝐵|𝐴) 𝑥 𝑃(𝐴)

𝑃(𝐵)
 

(1) 

 

In the Bayesian method of probability, 𝑃(𝐴) is called the prior probability of “proposition” and 𝑃(𝐵) is 

called the prior probability of “evidence”. 𝑃(𝐴|𝐵) is called the ”posterior” and 𝑃(𝐵|𝐴) is the 

“likelihood”. Meaning that: 

 

 
𝑃𝑜𝑠𝑡𝑒𝑟𝑖𝑜𝑟 =  

𝐿𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑 𝑥 𝑃𝑟𝑜𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛

𝐸𝑣𝑖𝑑𝑒𝑛𝑐𝑒
 

 

(2) 

The word Naïve in the Naïve Bayes algorithm stems from the independence assumption that assumes 

that every word in a document appears independent of one another. In most cases this assumption 

does not hold, consider the words “University” and “Degree” that appear in the same Tweet. The 

independence assumption states that every feature denoted as 𝐵𝑖  in the to be classified document 𝐵 

is independent of every other feature 𝐵𝑖+𝑛 given the sentiment class 𝐴. For this algorithm only the 

extracted words from the tweet are used to calculate the probabilities. 

 

 𝑃(𝐵𝑖|𝐵𝑖+1, … , 𝐵𝑖+𝑛, 𝐴) = 𝑃(𝐵𝑖|𝐴) (3) 

 

In simpler words, this means that the algorithm calculates the probability of a Tweet being “Positive”, 

“Neutral” or “Negative”. It does so based on the occurrences of certain words in a Tweet with its 

corresponding label being “Positive”, “Neutral” or “Negative” 𝑃(𝐵|𝐴), and also based on the overall 

probability of a Tweet being “Positive” or “Negative” without looking at the content of a Tweet 

𝑃(𝐴). This is divided by a constant 𝑃(𝐵) which is the same for all “Positive”, “Neutral” or “Negative” 

Tweets. In the twitter sentiment case this means that the data fed to the model must be represented 

as a vector of unique words. From this a feature set is derived, this feature set states the occurrence 

of a word within this vector and is also labeled as either being “Positive”, “Neutral” or “Negative”. 

Based on these feature sets the classifier can calculate the probability of a Tweet begin a class based 

on the words that occur within a newly fed Tweet. 

 

4.1.2 Multinomial Naïve Bayes 

The Multinomial Naïve Bayes algorithm is an extension to the standard Naïve Bayes algorithm and is 

used quite often for sentiment analysis (Jurafsky & Martin, 2017; McCallum & Nigam, 1998). The 

difference between the two models is that the standard Naïve Bayes only takes the words from a tweet 

into account to calculate the probabilities and the Multinomial Naïve Bayes model takes in the words 

and the word frequencies making it a bit more sophisticated. The algorithms are both based on the 

Bayesian method of calculating the probability, see equation (1). In the Multinomial Naïve Bayes model 

the likelihood 𝑃(𝐵|𝐴) is calculated differently, based on the word frequencies instead of only the words. 
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Notation Description 

𝐴 Sentiment class 

𝐵 Tweet considered as a set of words 

𝑖 Index of a word in a tweet 

𝐵𝑖  Tweet feature 𝑖 

𝑃(𝐵|𝐴) Probability that B belongs to sentiment class 𝐴 

𝑐𝑜𝑢𝑛𝑡(𝐵𝑖 , 𝐴) Count of word 𝐵𝑖  occurring in class 𝐴 

𝑐𝑜𝑢𝑛𝑡(𝐴) Count of the total number of words in class 𝐴 

𝛼 Alpha smoothing 

|𝑉| Vocabulary size of unique words in a sentiment 

class 
 

Table 4: Notation Multinomial Naïve Bayes 

The Multinomial Naïve Bayes algorithm states that: 

 

 
𝑃(𝐵𝑖|𝐴) =

𝑐𝑜𝑢𝑛𝑡(𝐵𝑖 , 𝐴) + 𝛼

𝑐𝑜𝑢𝑛𝑡(𝐴) + |𝑉|
 

 

(4) 

P(B|A) is again the likelihood but it is calculated differently. The word frequencies are used and they 

are denoted as 𝑐𝑜𝑢𝑛𝑡(𝐵𝑖 , 𝐴) where 𝐵𝑖  is a word feature belonging to sentiment class 𝐴. In this algorithm 

a smoothing parameter 𝛼 is used to avoid zero probabilities when words do not occur in the training 

data (𝛼=1). The total amount of words in a sentiment class is denoted as 𝑐𝑜𝑢𝑛𝑡(𝐴) and the total 

amount of unique words in that class is denoted as |𝑉|.  

 

The algorithm thus calculates the probability of a Tweet belonging to a class that is present in the 

provided data. It does this based on the probability that a document belongs to a class based on the 

appearance of the class within the dataset. Also the words and their counts that appear in a Tweet and 

the words and their counts in the classes are used. When the document tokens do not provide a clear 

direction to which class a document belongs the highest prior probability of a class is chosen as the 

classification class (Kibriya, Frank, Pfahringer, & Holmes, 2004). 

 

4.1.3 Fuzzy Fingerprints 

A different approach than the Bayesian methods described above is Fuzzy Fingerprints (FFP). The idea 

that underlies FFP is also used in forensic sciences where a subject leaves evidence-based the actions 

taken and that a subject can be identified by the left evidence (Stein, 2005). In computer science 

fingerprints are also a known technique for mapping large datasets into a smaller and compact form 

of features that can correctly identify the original data (Marujo et al., 2015). To perform a correct 

classification the constructed fingerprint must be able to correctly identify the features apparent in 

the classification classes, the probability that two classes yield the same fingerprint must be low to 

minimize errors. To construct such a fingerprint first the top-k-word frequencies are gathered for all 

classification classes, after the frequencies have been gathered the fingerprints for each class have 

to be determined. The fingerprint is constructed by ranking the top-k words from most frequent to 

less frequent, after the ranking a fuzzification function is applied to the ranked words to derive 

membership values per top-k ranked word.  

 

The amount of top-k words is stated as 𝑘 and the rank of the words in the constructed fingerprint can 

be denoted by 𝑖. The fuzzification functions that calculate a score based on the top-k words and the 

rank in the fingperint are denoted by 𝜇, he fuzzification of a word in the fingerprint is thus represented 

by 𝜇(𝑖) see equation 5 and 6 on the following page. 
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Notation Description 

𝑘 Top-k words 

𝑖 Rank of word in fingerprint 

𝜇 Fuzzification function 

𝜇𝑖 Fuzzification of word with rank 𝑖 
 

Table 5: Notation fuzzification 

 

Two alternative membership attribution functions are used for the fuzzification: 

 

The simplest linear fuzzification function is 𝜇1(𝑖): 

 

 
𝜇1(𝑖) =

𝑘 − 𝑖

𝑘
 

 

(5) 

𝜇2(𝑖) takes more weight into account for words that appear more frequently: 

 

 

𝜇2(𝑖) =  {
1 − (1 − 0.2) ∗

𝑖

0.2 ∗  𝑘
      𝑖𝑓 𝑖 ≤ 0.2 ∗ 𝑘

0.2 (1 −
𝑖 − 0.2 ∗ 𝑘

𝑘 − 0.2 ∗ 𝑘
)      𝑖𝑓 𝑖 > 0.2 ∗ 𝑘

 

 

(6) 

These functions are shown graphically in Figure 5: fuzzification functions. 

 

 
Figure 5: fuzzification functions 

 

When the fingerprints have been constructed for each class the classification is performed. In the 

original algorithm the classification is based on the constructed fingerprints per class and compared 

between the fingerprints of the to be classified document (Marujo et al., 2015).  
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Notation Description 

𝐷 Tweet 

𝐴 Sentiment class 

𝛷 Fingerprint  

𝛷(𝐷) Fingerprint of a Tweet 

𝛷(𝐴) Fingerprint of a sentiment class 

𝑠𝑖𝑚Φ𝐷, 𝐴 Similarity between fingerprint of Tweet  

𝐷 and sentiment class 𝐴 

𝜇𝑣 Membership value that stems from fuzzification 

𝑘 Amount of top-k words 
 

Table 6: Notation Fuzzy Fingerprint 

In the fingerprint algorithm there is a to be classified Tweet, it is represented by 𝐷. The fingerprint 

itself is denoted as 𝛷, the fingerprint of a tweet thus becomes 𝛷(𝐷). The sentiment classes are again 

represented by 𝐴, the fingerprint of a sentiment class is thus 𝛷(𝐴). The classification is based on the 

most similar fingerprint of a Tweet to the sentiment class, this is stated as 𝑠𝑖𝑚Φ𝐷, 𝐴. This is calculated 

using equation 7. Here the 𝜇𝑣 represents the membership value of a Tweet fingerprint (𝛷(𝐷)) or a 

fingerprint of sentiment class 𝛷(𝐴).  

 

 
𝑠𝑖𝑚Φ𝐷, 𝐴 =   ∑

min (𝜇𝑣(Φ(𝐷)), 𝜇𝑣(Φ(𝐴)) 

𝑘
𝑣

 

 

(7) 

For Tweets there is an adapted approach developed due to the small size of Tweets. Words need to be 

as unique as possible to correctly classify them because of the limited number of words, therefore the 

fingerprint library is not only based on the word frequencies, but also on an adaption of the Inversed 

Document Frequency (IDF). The IDF is a principle that constructs a score that becomes lower when 

words appear in more documents, i.e. words occurring in fewer documents are likely to provide us with 

more detail for characterizing the document. The IDF score for a word is constructed by dividing the 

total number of documents 𝑁 by by the number of documents that contains a specific term 𝑛𝑖 (Church 

& Gale, 1999).  

 

 
𝑖𝑑𝑓 = log (

𝑁

𝑛𝑖

) 

 

(8) 

The adaption of the IDF score as proposed by Rosa, Batista, et al., (2014) resides in the fact that 𝑁 

becomes the number of classes and that the term 𝑛𝑖 becomes the number of classes in which a word 

is present. This score is then multiplied by the count of the word in that class to compute the final 

score, in this case the Inversed Class Frequency (ICF) score. An example of the classes and their top-

3 words fingerprints with their ICF scores is shown in  

Table 7: ICF scores and ranking example. 

 

Class Features Counter 𝒏𝒊 ICF Rank 

“Positive” Love 8 2 1.408 2 

 Like 5 3 0 3 

 Donation 3 1 1.431 1 

“Neutral” Oil 6 3 0 3 

 Drilling 5 2 0.88 1 

 Water 1 2 0.176 2 

“Negative” Spill 12 2 2.112 2 

 Hate 11 1 5.427 1 

 BP 9 3 0 3 
 

Table 7: ICF scores and ranking example 
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After the top-k list with corresponding ranks for a given class is constructed the same approach as in 

the original algorithm is applied, the features are fed to the fuzzification function and the membership 

values are determined based on the ranks. In the original approach the fingerprint of a new tweet is 

made for classification after fuzzification, but in this case that is not useful as tweet as they can only 

contain 140 characters and thus only a small amount of words. Instead of comparing the fingerprints 

with one another a new normalized Twitter Similarity Score (T2S2 score) is introduced (Rosa, Batista, 

et al., 2014). The T2S2 score provides a normalized value between 0 and 1 and takes into account 

the size of the Tweet. 

 

Notation Description 

𝑇 Set of words in a Tweet 

𝛷 Fingerprint 

𝑣 A word in a fingerprint 

𝑖 Index of a word 

𝜇𝛷 Membership value 

𝜇Φ(𝑣) Membership value of word 𝑣 

𝑤𝑖 Word in fingerprint with rank 𝑖 

𝑗 Number of words in a Tweet 
 

Table 8: Notation T2S2 score 

The T2S2 score is computed by taking in the fingerprint stated as 𝛷 and the set of words of a Tweet 

denoted by 𝑇. Again 𝜇𝛷 represents the membership degree, a word in the topic fingerprint is denoted 

as 𝑣, 𝜇Φ(𝑣) is thus the membershipvalue of word 𝑣 in the fingerprint. Only the membership values of 

words that are apparent in the Tweet itself and the and the fingerprint are considered, hence the 

notation 𝑣 𝜖 (Φ ∩  𝑇). These values are then summed and divided by the sum of the membership values 

of the top-k ranked words in the fingerprint, the words in the fingerprint are stated as 𝑤𝑖. Here 𝑖 is the 

rank of the words and the number of words in a Tweet is denoted as 𝑗. The T2S2 score basically divides 

the sum of the membership values of every word that is common in a Tweet and a sentiment class 

fingerprint by the membership values from the top-k words in a fingerprint. 

 

 

 
𝑇2𝑆2(Φ, 𝑇) =  

∑ 𝜇Φ(𝑣): 𝑣 𝜖 (Φ ∩  𝑇)𝑣

 ∑ 𝜇Φ(𝑤𝑖)𝑗
𝑖=0

 

 

(9) 

4.1.4 Evaluation metrics 

Besides the algorithms and the working mentioned it is also important to evaluate the results of the 

algorithms. The evaluation method used is the F1 score which is based on the precision and recall of 

the model.  

 

Notation Description 

𝑇𝑃(𝑐𝑙𝑎𝑠𝑠) True positives of a sentiment class 

𝐹𝑃(𝑐𝑙𝑎𝑠𝑠) False positives of a sentiment class 

𝐹𝑁(𝑐𝑙𝑎𝑠𝑠) False Negatives of a sentiment class 

𝑇𝑁(𝑐𝑙𝑎𝑠𝑠) True negatives of a sentiment class 
 

Table 9: Notation evaluation metrics 

The precision value states the number of correctly classified examples, divided by the number of 

examples labeled as that class (Sokolova & Lapalme, 2009). The precision is calculated for each class 

and can thus be annotated as 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛(𝑐𝑙𝑎𝑠𝑠), it takes the number of correctly classified examples 

which are the true positives (TP) denoted as 𝑇𝑃(𝑐𝑙𝑎𝑠𝑠). It divides the true positives by the number of 

examples labeled as that class which are the true positives of a class and the false positives (FP) of a 
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class, where the false positives are represented as 𝐹𝑃(𝑐𝑙𝑎𝑠𝑠). Precision thus measures the number of 

correctly classified instances of a class, i.e. how “useful” the results are, see equation 10 on the next 

page. 

 

Recall is the number of correctly classified examples divided by the number of examples of that class 

within the data (Sokolova & Lapalme, 2009), recall is also calculated for each class and is denoted as 

𝑟𝑒𝑐𝑎𝑙𝑙(𝑐𝑙𝑎𝑠𝑠). The number of correctly classified examples is again denoted as 𝑇𝑃(𝑐𝑙𝑎𝑠𝑠). The number 

of examples of a specific class is represented by the true positives of a class and the false negatives 

(FP) of a class which is represented as 𝐹𝑁(𝑐𝑙𝑎𝑠𝑠). Recall measures the number of classified instances 

in relation to the total amount of instances of that specific class, also the “completeness” of the 

results. The formula for recall is presented in equation 11. 

 

The F1 score shows the relationship between a data’s given labels and those classified by the classifier 

based on the precision and recall scores (Sokolova & Lapalme, 2009), see equation 12. To represent 

the results there are two option available, micro and macro averaging. Micro averaging calculates the 

performance for the individual true positives, false positives, and false negatives of the model. Macro 

averaging represents the performance of a model by averaging the precision and recall scores of the 

datasets (Asch, 2013). There is chosen to use Macro averaging for the representation of the 

performance as there is only one dataset and performance of the system across all classes without 

bias is used to evaluate the models. Macro averaging gives equal weight to the performance of the 

classes whereas in micro averaging the large classed dominate small classes (Asch, 2013). 

 

 

 
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛(𝑐𝑙𝑎𝑠𝑠) =

𝑇𝑃(𝑐𝑙𝑎𝑠𝑠)

𝑇𝑃(𝑐𝑙𝑎𝑠𝑠) + 𝐹𝑃(𝑐𝑙𝑎𝑠𝑠)
 

 

 

(10) 

   

 
𝑟𝑒𝑐𝑎𝑙𝑙(𝑐𝑙𝑎𝑠𝑠) =

𝑇𝑃(𝑐𝑙𝑎𝑠𝑠)

𝑇𝑃(𝑐𝑙𝑎𝑠𝑠) + 𝐹𝑁(𝑐𝑙𝑎𝑠𝑠)
 

 

(11) 

 

 

 
𝐹1 𝑠𝑐𝑜𝑟𝑒 = 2 ∗ 

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑟𝑒𝑐𝑎𝑙𝑙

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙
 

 

 

(12) 

To get the precision and recall scores of the classifier a multiclass confusion matrix is needed that 

shows the actual and predicted classes of the classifier shown in Table 10 below. 

 

                                  Predicted classes 

 

  “Positive” “Neutral” “Negative” 

 

Actual classes 

“Positive” TP(pos) A(pos|neg) A(pos|neg) 

“Neutral” A(neu|pos) TP(neu) A(neu|neg) 

“Negative” A(neg|pos) A(neg|neu) TP(neg) 

 
TP(pos) = True positives for class positive 

A(neu|pos) = Actual class neutral, predicted class positive 

 
Table 10: Multiclass confusion matrix 
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 Classification models 
The classification models are based on the workings of the algorithms as presented in the previous 

chapters. There are two datasets used within this project because the BP data is unaccompanied by 

sentiment labels and needs to be manually labeled. The process of manually labeling Tweets can 

contain faults because it is a human task, therefore there is chosen to use two datasets. The pre-

labeled dataset and the BP dataset will both be used for classification of Tweets. If there is any major 

difference observed between the classification results for BP data and the data from Niek Sanders it 

shows that there is an error in the manually labeling process. The Niek Sanders dataset is chosen as 

it is used in academic papers to test sentiment classifiers (Bravo-Marquez, Mendoza, & Poblete, 2013; 

K. Liu, Li, & Guo, 2010). 

 

4.2.1  Naïve Bayes 

The first model starts with acquiring two datasets, one academic dataset from Niek Sanders and the 

tweets from BP. The dataset from Niek Sanders is used to test if there are any mistakes made within 

the manual labeling part of the BP Tweet process as the BP data does not contain any labels. Both 

datasets are used for classification and if the results differ significantly there is assumed that an error 

occurred when manually labeling. After acquiring both sets the data is explored to see if the quality is 

good enough and all necessary attributes are included in the datasets. The dataset from Niek Sanders 

is already labeled, the BP dataset needs to be manually labeled to provide the classifier with training 

data as it concerns supervised learning. Subsequently the data is pre-processed to make it ready for 

the classifier. After the pre-processing a Naïve Bayes classifier is build and the data is passed through, 

the classifier gives an output for both datasets. The results are then evaluated and compared. This 

cycle is graphically shown in Figure 6: sentiment model 1 on the following page. This model sets a 

base classifier which shows the usefulness of the Naïve Bayes classifier on Tweet data.  

 

 
 

Figure 6: sentiment model 1 

 

4.2.2 Multinomial Naïve Bayes 

Following the CRISP-DM cycle there are multiple iterations based on the evaluation of the applied 

models. The first iteration shows the improvement and comparison of a new classification model that 

is based on the same theory, namely the Multinomial Naive Bayes algorithm. Only the BP dataset is 

used to compare the results, the same pre-processing and steps are used as in the previous model. 

The results of the two Naïve Bayes models are assessed and compared. The second model set-up is 

shown in Figure 7: Sentiment model 2 on the next page.  
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Figure 7: Sentiment model 2 

 

4.2.3 Fuzzy fingerprint 

The second iteration concerns the improvement and comparison of a new innovative classification 

model called fuzzy fingerprints. For this comparison only the BP dataset is needed. The dataset is 

already explored in the previous cycle and can thus be pre-processed immediately. The results of the 

Fuzzy Fingerprint model and the previous Naïve Bayes models can now be assessed and compared. 

The third model set-up is shown in Figure 8: sentiment model 3. 

 

 
 

Figure 8: sentiment model 3 
 

4.2.4 Improving pre-processing 

The fourth sentiment model concerns the improvements of the pre-processing steps that can increase 

the performance of the models. Again the BP data is used for the improved pre-processing steps, after 

the data is ready all previous algorithms are used to classify the tweets more and see what the 

increases in evaluation scores are. The process is shown in Figure 9: sentiment model 4.  

 

 
Figure 9: sentiment model 4 

 

4.2.5 IDF penalized Multinomial Naïve Bayes 

The fifth and last sentiment model concerns tries to improve the classification results of the 

Multinomial Naïve Bayes algorithm based on the inversed document frequency penalties as applied in 

the Fuzzy Fingerprint method. The BP data of the improved pre-processing is used for classification. 

After the classification procedure the results are evaluated, this process is shown in Figure 10: 

sentiment model 5 on the next page.  
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Figure 10: sentiment model 5 
 

 Data acquisition 
To perform any data analysis there needs to be data. This data is acquired from Twitter and from the 

Niek Sanders website. The procedures followed and executed are stated on the following pages. 

 

4.3.1 BP data 

To gather the historic Tweets that range from 2009 till 2014 a web-scraping method is applied as the 
Twitter Application Programming Interface (API) does not provide historical Tweets older than 7 days 
(Twitter, 2017). Data is gathered by accessing Twitter’s website and executing an advanced search 
query. First there is an advanced search executed towards the timeline of BP’s main twitter account 
@BP_america, all Tweets directed towards this account are retrieved. A total of 8.036 Tweets are 
found within this first advanced search. The constraints for the advanced search are shown in Table 
11: search term 1 and constraints. 

 

Search term  Constraints 

Directed towards @BP_america English language only 

 Between 01-01-2009 and 01-01-2014 

 
Table 11: search term 1 and constraints 

Second, there is an advanced search conducted that finds every Tweet that includes the hashtags 
#britishpetroleum and #beyondpetroleum as these are the definitions of the abbreviation BP. #BP is 
excluded from the search as #BP results in many Tweets that are unrelated to the oil company BP. 
This is due to slang and other meanings of the abbreviation BP, for example #BP also stands for 
#Beautiful People and # Bachelor party. A total of 582 Tweets are found within this second advanced 
search. The constraints for the advanced search are shown in Table 12: search term 2 and 
constraints. 

 

Search term  Constraints 

#britishpetroleum  English language only 

 Between 01-01-2009 and 01-01-2014 

 
Table 12: search term 2 and constraints 

A total of 72 Tweets are found within this third advanced search. The constraints for the advanced 
search are shown in Table 13: search term 3 and constraints. 

 

Search term  Constraints 

#beyondpetroleum English language only 

 Between 01-01-2009 and 01-01-2014 

 
Table 13: search term 3 and constraints 
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Besides the Tweets directed towards BP’s main twitter account @BP_america there are also Tweets 
that mention this twitter account. These Tweets are also extracted and a total of 23.531 Tweets are 
found within this fourth advanced search. The constraints for the advanced search are shown in Table 
14: search term 4 and constraints. 

 

Search term  Constraints 

Mentioning @BP_america English language only 

 Between 01-01-2009 and 01-01-2014 

 
Table 14: search term 4 and constraints 

Data is extracted from four different advanced search queries, the first one is the main Twitter account 

of BP. BP has two other accounts: @BP_plc and @BP_press. These accounts are not deemed fit for 

analysis because the creation date of these accounts lie far beyond the Deepwater Horizon Oil spill 

and contain fewer Tweets than @BP_america. The hashtag searches are included because there are 

also Tweets that are not addressed towards specific BP twitter accounts but do provide sentiment 

expressed regarding the oil spill. Other search terms such as the combination of #BP and #oilspill 

would provide Tweets that are related to BP and the Deepwater Horizon disaster, unfortunately, these 

search terms already include a negative sentiment and are thus excluded from analysis to maintain 

the most objectivity possible. The searches executed provide a lot of Tweets in total, there are probably 

Tweets that have been collected twice. These double Tweets are removed from the dataset in the 

chapter of pre-processing. As there are no free alternatives to obtain the data required a web-scraping 

method is applied. Web scraping is gathering data from a website other than using the website’s API 

(Mitchell, 2016). A program is written that queries the Twitter web server, requests the data and then 

parses the data to extract information that is required. A Python program is designed to retrieve the 

Tweets from the advanced search, it relies on the following packages: CSV, Selenium and Time. The 

CSV package allows the reading and writing of CSV files within Python. Selenium is a package that is 

used to automate the interaction with a web browser and server, it is used to automatically scroll pages 

and to access and retrieve information of a website. The time package allows to keep track of time and 

set certain time requirements within the code.  

 

The web crawler first imports the above-mentioned packages. The path of the google chrome web 

driver is specified and the web driver is initialized, the link to the Twitter advanced search is provided 

to the web driver. The web driver then parses the provided URL and opens the webpage in the browser.  

First the time is set for the pause between loading the page and scrolling down as this might take some 

time to load, also the height in coordinates of the webpage is stored in a variable to check if the 

scrolling has reached the end of the page. A while loop is made that uses the selenium package to 

scroll down to the bottom of the page, the script then pauses to load the entire page. After the pause 

it checks if the new coordinates are different from the last stored height coordinates, if they are 

different the loop is executed again until the last scroll height and the current height of the webpage 

are the same. After the page has reached the bottom the data of the twitter page is analyzed based 

on the corresponding Java embedding, the selenium packages searches for the embeddings of the 

names, dates and Tweet messages. These Java embeddings are searched for and the information 

extracted is stored in a list within Python. The script loops this procedure until all embeddings are 

found and extracted. The data is then extracted from the lists and written into the three separate .csv 

files for names, dates and Tweets. Figure 11: Working Python-based web crawler on page 32 provides 

a graphical sequence of the tasks performed by the web crawler. The web crawler code is included in 

Appendix: 8.10 Web crawler code. 
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Figure 11: Working Python-based web crawler 

 

4.3.2 Niek Sanders data 

The dataset is acquired by running a python script that downloads Tweets via a unique identifier from 

the Twitter website, this script is downloaded from the Sanalytics website (Sanders, 2011) when the 

script is completed it stores the Tweets in a CSV file.  

 

 Data Exploration 
Within data exploration it is important to look at the characteristics of the data, exploration is needed 

to ensure that all the data required for analysis is available. It also shows the characteristics such as 

data size, completeness of the data and other characteristics such as the distribution of the data, the 

goal is to get a grasp if there are any outliers and errors present (Zuur, Ieno, & Elphick, 2010).  

 

4.4.1 BP data 

The data extracted from the Twitter advanced search web pages is stored in three separate .csv files. 

These separate files are combined into one large excel file with the columns: Name, Date and Tweet. 

This file contains 31.658 entries ranging from 9 January 2009 till 31 December 2013. Table 15: 

Dataset BP Tweets format on the next page shows the format of the dataset acquired. The data set is 

deemed almost suitable for analysis because the intended columns and corresponding data that are 

needed for the sentiment analysis are present in the dataset, but there are no labels present yet which 

classify a Tweet as “Positive”, “Negative” or “Neutral”. These labels need to be assigned to the data 

before using the data in any model. The number of entries is deemed high enough to build a model 

on. 

 

Name Date Tweet 

BP America verified 

account 

21-12-2013 As a new year begins, we thank our #BP employees for all they 

do to provide #energy for America, 365 days a year 

 

Opus402 21-12-2013 #bp lackey @MorrellGeoff is nothing but a propaganda machine. 

Paid to lie & proud of it. @BP_America #boycottbp 

 

…. …. …. 

 
Betty Blogs  09-01-2009 @MarkMayhew the #gas DOES belong to the Palestinians -not 

#israel or #BritishPetroleum - amazing what some people do for 

commodities #murder 

 
Table 15: Dataset BP Tweets format 

 

Within the dataset there are 11.161 unique Twitter accounts that are included in this dataset. Meaning 

that on average an unique account within the dataset provides around 2.84 Tweets. Figure 12: Tweet 

amount per date shows the distribution of the Tweet intensity in the dataset. What catches the eye is 



 
33 

 

that after the Deepwater Horizon oil spill the intensity of Tweets increases and that in the same year 

the intensity also drops as the oil leak is stopped. It is also noticed that in the beginning of 2009 there 

are almost no Tweets, this might be due to the recent creation of the BP Twitter accounts. It is observed 

that within the Tweets there are many special characters apparent that should be removed before 

building a text classifying model. There are no missing or empty values apparent in the dataset. The 

properties of the dataset are stated in Table 16: Properties BP dataset. 

 

  

Figure 12: Tweet amount per date 

Table 16: Properties BP dataset 

To validate that the Twitter web crawler has collected all the right information a check is performed 

between the information on the Twitter advanced search page and the data stored in the database. 

Random points are checked over the time period, all entries in the database have the corresponding 

information in comparison to the Twitter website. The data is deemed good enough to be used for pre-

processing because the relevant information is there, the web crawler successfully extracted the 

proper data and it does not contain major inconsistencies or quality issues. 

 

4.4.2 Niek Sanders data 

The Sanders dataset totals 5.386 rows of Tweets within the dataset that are focused on four topics 

(Apple, Google, Microsoft and Twitter). Each Tweet is manually labeled as either: “Positive”, 

“Negative”, “Neutral” or “Irrelevant”. The “Irrelevant” labeled Tweets contain Tweets that either do 

not address the intended topic or are for instance not in the English language.  

 

In total there are 571 “Negative” Tweets, 2.329 “Neutral” ones, 518 “Positive” Tweets and 1.683 

irrelevant Tweets. This data is deemed not yet fit for analysis because the format needs to be 

Properties dataset BP  

Amount of Tweets 31.658 

Amount of Twitter accounts 11.161 

Range 01-01-2009 till 01-01-2014 

Missing Values None 

Sentiment Labels available No 
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transformed so it can be loaded into a python data frame. All the required data is there: topic, 

classification, date and Tweet. There are inconsistencies within the data that need to address before 

the actual analysis. There are lines within the dataset that do not correspond to the overall format. 

These lines are accidentally split from the previous Tweet text and thus need to be aggregated. The 

format of the acquired data is shown in Table 17: Dataset Sanders Twitter. 

 

Tweet 

apple,"positive","126180209501286400","Tue Oct 18 06:18:01 +0000 2011","Lmfao look at the argument I 
had with Siri !! @ijustine @apple http://t.co/D4VjL7SI” 

 

 

apple,"positive","126164430546403328","Tue Oct 18 05:15:18 +0000 2011","Incredible: 4 million iPhone 4Ss 

in 3 days. 135% better than the iPhone 4 http://t.co/1FMJxTMM @apple #iphone4s" 

 

google,"neutral","126489609889783808","Wed Oct 19 02:47:27 +0000 2011","Panorama 

#icecreamsandwich #googland #google #android #ics" 
 

Table 17: Dataset Sanders Twitter 

 

In total 5.105 rows with Tweets remain. The comma separated values are transformed into separate 

columns which provide the following dataset, see Table 18: Sample dataset Sanders. 

 

Topic Sentiment TweetId Date Tweet text 

Apple “Irrelevant” 1,25E+17 Sat Oct 15 05:36:56 

+0000 2011 

Partner with @apple. I&#39 

Google “Irrelevant” 1,25E+17 Sat Oct 15 12:20:16 

+0000 2011 

Asi o mas mala la #version5.0 de 
@google 

Apple “Negative” 1,25E+17 Sat Oct 15 13:49:58 

+0000 2011 

I wish Siri could Tweet for me . @apple 
fix that . 

 
Table 18: Sample dataset Sanders  

 

The timeframe in which the Tweets have been gathered ranges from 15 October till 20 October 2011. 

The amount of Tweets gathered with respect to the date is shown in Figure 13: Tweet amount per 

date. The most Tweets have been gathered on the 19th of October when the amount totals a little over 

2500.  

 
Figure 13: Tweet amount per date 

http://t.co/D4VjL7SI
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The four categories that are represented within the dataset are quite equally distributed, the apple 

subject is represented the least in the dataset with a little under 1150 Tweets, Microsoft is the best 

represented with a little over 1350 Tweets. This is graphically shown in Figure 14: Tweet topic 

distribution. 

 

 
Figure 14: Tweet topic distribution 

Besides the distribution of Tweets per category it is interesting to look at the distribution of sentiment 

classification per topic. Figure 15: Tweet sentiment distribution per topic on the next page shows this 

distribution. What becomes apparent is that the “irrelevant” classification is present in high volume 

on every topic except the Apple topic. In all topics the “Neutral” sentiment has the highest count 

compared to sentiment Tweets that are classified as either “Positive” or “Negative”. The Google topic 

has the most “Positive” classified Tweets, while Twitter has the least. The Google Topic also has the 

least “Negative” classified Tweets while the Apple topic has the most “Negative” classified Tweets. 

The data is thus imbalanced and that might influence the performance of the classifier.  

 

 
Figure 15: Tweet sentiment distribution per topic 

The pre-labeled dataset contains some issues that need to be addressed before pre-processing. First 

the data contains a column that is not necessary for the sentiment analysis, the column of TweetID 

will be deleted before pre-processing. Within the Date column there is information within cells that are 

not required for the sentiment analysis, only the actual date is needed not the actual time of posting 
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a Tweet. Also the “irrelevant” labeled Tweets need to be deleted so that only the “Positive”, “Negative” 

and “Neutral” labeled Tweets remain. Besides these issues the dataset appears to be good to use for 

pre-processing and eventually actual classification. The properties of the dataset are stated in Table 

19: Properties Niek Sanders dataset. 

 

Properties dataset Niek Sanders  

Amount of Tweets 5.386 

Amount of Topics 4 

Range 15-10-2011 till 20-10-2011 

Missing Values None 

Sentiment Labels available Yes 

 
Table 19: Properties Niek Sanders dataset 

 

 Data preparation 
Before the models can be build there needs to be data preparation to ensure that all the required data 

and formats are present. For the BP dataset this means that a number of sentiment labels have to be 

added otherwise the remaining tweets cannot be classified, also the tweets from BP accounts need to 

be removed as they do not reflect the public opinion and they induce subjective sentiment within the 

dataset. For the Niek Sanders dataset the Date column of the dataset is transformed to show only the 

actual date. The irrelevant tagged tweets are removed and also the TweetID column is removed to only 

store the necessary information.  

 

4.5.1 Manual labeling 

Before the BP Tweets can be used for cleaning and later classification there need to be sentiment 

labels for a part of the Tweets. To make sure that there is a clear structure within the labels a labeling 

protocol is designed, see Appendix 8.3 Protocol Manual labeling Tweets. The tweets sent into the world 

by BP accounts have to be removed from the dataset to obtain the most objective sentiment towards 

BP. The dataset is scanned for any account names that stem from BP by searching for names that 

include BP and occur frequently. In total there are seven accounts removed that are affiliated with BP. 

These account names are provided to a search function and the data frame looks for these specific 

names and removes them from the dataset.  

 

The labeling is done three-fold, by the researcher itself and by two fellow students, all labeled the 

same amount of tweets and any discrepancies in the assigned labels are checked and discussed. Due 

to time constraints not all Tweets are labeled but approximately 1/3rd of the Tweets are manually 

labeled based on this protocol. Around 10% of the labeled tweets differed between the assigned 

classes, these instances were discussed and the majority vote on the class label is assigned, resulting 

in a total of 3.296 “Neutral” Tweets, 2.586 “Negative” and 530 “Positive” Tweets. The protocol used 

states how tweets read should be classified based on the sentiment (or not) expressed in the Tweets. 

For example, Tweets that contain a negative sentiment towards the subject BP are labeled as 

“Negative” while Tweets that contain a positive sentiment towards the subject BP are labeled as 

“Positive”, etc. There are cases where it is unclear what sentiment is expressed these Tweets are 

marked as unresolved and are discussed among the Tweet labeling team. After they are discussed they 

are either labeled as agreed upon by the majority or removed from the dataset.  
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5 Modeling and results 
 

Chapter 5 describes the steps taken to classify tweets based on the models from the previous chapter. 

First the data is made ready for classification via pre-processing, after the data is ready to be used a 

model is built in the modeling phase subsequently the model is built and executed the results are 

evaluated. After evaluation other iterations on models are conducted to improve the performance of 

the process see also chapter 1.6 Research design. All data analysis is constructed with python 3.6.3 

as python lists some good packages such as the NLTK package for natural language processing (NLP) 

and sentiment analysis.  

 

 Data preprocessing 
Before data can be used to classify Tweets it is often useful to use pre-processing to remove the data 

from any inconsistencies and remove information that is not useful for classification (Khan, Qamar, & 

Bashir, 2016a). The pre-processing steps are based on the pre-processing steps observed within the 

systematic literature review (see Appendix 8.1 Systematic literature review). After the data is cleaned 

a classification model can be made. Pre-processing is a critical step in preparing the data before the 

actual analysis to transform the unstructured data in a format that is better suited for analysis 

(Vijayarani, Ilamathi, & Nithya, 2015). This unstructured data contains a lot of noise and uninformative 

parts in the text such as HTML tags or special characters, this kind of data needs to be removed as it 

influences the speed and performance of the text classification (Haddi, Liu, & Shi, 2013). The 

sentiment analysis approach adopted processes the raw data obtained from Twitter, which is 

unstructured, into more suitable text that is free from discrepancies and semantically empty words. In 

the pre-processing process there are 13 steps executed to receive objective and semantically rich text. 

Many of these pre-processing steps have been used in other researches read during the systematic 

literature review (Bravo-Marquez et al., 2013; Khan et al., 2016a; Khan, Qamar, & Bashir, 2016b; 

Minanović, Gabelica, & Krstić, 2014; Mudinas, Zhang, & Levene, 2012; Sharma & Dey, 2013; Yang, 

Chen, & Chang, 2015) and form the basis for further data analysis. Figure 16: Pre-processing steps 

shows the data and the steps taken to pre-process the data.  

 

 
 

Figure 16: Pre-processing steps cycle 1 
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Let’s now consider a set of Tweets sent into the world, and walk through the process of data cleaning. 

The code used for the data preprocessing can be found in appendix 8.11 Data cleaning code 1. 

Suppose that the following data is part of the total dataset (for ease there is chosen to show only 

some BP Data): 

 

Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” #BP releases latest forecast for #energy future on Jan. 15. Join 

the live webcast of BP Energy Outlook 2035: 

http://bit.ly/1gEl9tQ  #BPstats 

GI_JOE234 30-12-

2009 

“Neutral” #BP releases latest forecast for #energy future on Jan. 15. Join 

the live webcast of BP Energy Outlook 2035: 

http://bit.ly/1gEl9tQ  #BPstats 

Sjefke76 29-12-

2010 

“Negative” @MiamiLib This is sfs, I was reday to boycott toooo...maybe I'll 

get Shell on purpose, #animals are dying @BP_America. 

https://bit.ly/ghlkuej 

Iceagesid77 01-01-

2011 

“Negative” RT  @MiamiLib This is sfs, I was reday to boycott toooo...maybe 

I'll get Shell on purpose, #animals are dying @BP_America. 

https://bit.ly/ghlkuej 
 

Table 20: Example data preprocessing 
 

5.1.1 Removing duplicates 

It is possible that the same Tweets are apparent in the datasets. These duplicate Tweets need to be 

removed from the datasets to ensure that every sentiment expressed is unique and provides the most 

objective picture (Go, Bhayani, & Huang, 2009). The datasets are loaded into a python data frame, 

this data frame stores all the extracted data in the columns: Topic, Sentiment, Date and TweetText. 

The structure of a data frame in Python allows for finding duplicates by using the .duplicates() 

extension. The data frame is then checked for identical rows and the first instances are kept, all other 

duplicates are dropped. This results in the dataset on the following page. 

 

Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” #BP releases latest forecast for #energy future on Jan. 15. Join 

the live webcast of BP Energy Outlook 2035: 

http://bit.ly/1gEl9tQ  #BPstats 

Sjefke76 29-12-

2010 

“Negative” @MiamiLib This is sfs, I was reday to boycott toooo...maybe I'll 

get Shell on purpose, #animals are dying @BP_America. 

https://bit.ly/ghlkuej 

Iceagesid77 01-01-

2011 

“Negative” RT  @MiamiLib This is sfs, I was reday to boycott toooo...maybe 

I'll get Shell on purpose, #animals are dying @BP_America. 

https://bit.ly/ghlkuej 
 

Table 21: Data after removing duplicates 
 

5.1.2 ReTweet removal 

ReTweets are Tweets that stem from account X and are reproduced by account Y with the characters 

“RT” in front of the original Tweet. ReTweets distort the objective view of the sentiment by doubling 

the same Tweet and its sentiment towards BP and thus have to be removed from the dataset (Go et 

al., 2009). As the marking of a ReTweet is indicated with “RT”, the data frame searches for strings 

that contain the text “RT” in the front of the tweet and removes any instances that adhere to this 

criteria. This search function is capital sensitive and it is thus unlikely that other Tweets than ReTweets 
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will be removed as the “RT” indicator is a specific symbol for a ReTweet. This results in the following 

dataset: 

 

Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” #BP releases latest forecast for #energy future on Jan. 15. Join 

the live webcast of BP Energy Outlook 2035: 

http://bit.ly/1gEl9tQ  #BPstats 

Sjefke76 29-12-

2010 

“Negative” @MiamiLib This is sfs, I was reday to boycott toooo...maybe I'll 

get Shell on purpose, #animals are dying @BP_America. 

https://bit.ly/ghlkuej 
 

Table 22: Data after removing reTweets 
 

5.1.3 Tweet hashtag removal 

The hashtags and the words attached to it that reside within the Tweets describe a certain topic or 

theme. These expressions can thus be valuable for the sentiment expressed within a Tweet, consider 

the hashtag #angry. The hashtags are removed from the Tweet to make sure that the text mining 

techniques applied for the actual sentiment analysis can read these themes. To search for hashtags 

the data frame looks for a specific string of text via regular expressions. Regular expressions is a 

method that can locate specific character strings embedded in text (Thompson, 1968), the data frame 

then removes any instances of the found regular expression. This results in a Tweet without any 

hashtags as shown in Table 23: Data after removing hashtags. 

 

Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” BP releases latest forecast for energy future on Jan. 15. Join the 

live webcast of BP Energy Outlook 2035: http://bit.ly/1gEl9tQ  

BPstats 

Sjefke76 29-12-

2010 

“Negative” .@MiamiLib This is sfs, I was reday to boycott toooo...maybe I'll 

get Shell on purpose, animals are dying @BP_America. 

https://bit.ly/ghlkuej 

 
Table 23: Data after removing hashtags 

 

5.1.4 Tweet removal usernames 

Usernames are mentioned within Tweets to direct Tweets toward specific accounts. These usernames 

hold no sentimental value and thus have to be removed to avoid any discrepancies and to reduce the 

preprocessing time of the code. Usernames start with the @ sign and are followed by the account 

name, the same method as used within the hashtag cleaning is applied by using regular expressions. 

The result is a Tweet without any usernames as shown in Table 24: Data after removing usernames. 

 

Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” BP releases latest forecast for energy future on Jan. 15. Join the 

live webcast of BP Energy Outlook 2035: http://bit.ly/1gEl9tQ  

BPstats 

Sjefke76 29-12-

2010 

“Negative” . This is sfs, I was reday to boycott toooo...maybe I'll get Shell on 

purpose, animals are dying. https://bit.ly/ghlkuej 

 
Table 24: Data after removing usernames 
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5.1.5 Tweet Conversion lowercase 

All Tweets are converted to lower case letters to avoid any inconsistencies for further data cleaning, 

this is especially important when using dictionaries to look up words in a string of text. The dictionaries 

used later in the pre-processing stage are all case sensitive and are all lower case, therefore it is 

necessary to convert everything to lower cases. The data frame column “Tweet” is a string and is 

converted to all lowercases by using python’s inbuilt functions, the result is shown in table Table 25: 

Data after removing capital letters. 

 

Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” bp releases latest forecast for energy future on jan. 15. join the 

live webcast of bp energy outlook 2035: http://bit.ly/1gel9tq  

bpstats 

Sjefke76 29-12-

2010 

“Negative” . this is sfs, i was reday to boycott toooo...maybe i'll get shell on 

purpose, animals are dying . https://bit.ly/ghlkuej 

 
Table 25: Data after removing capital letters 

 

5.1.6 Tweet HTML removal 

Html tags are a common phenomenon within Tweets as users direct the reader towards website 

articles or any other website. These websites and their HTML reference need to be removed from the 

Tweet as they hold no sentimental value that can be read by the text classifier. These HTML references 

al start with the same letters and characters: https://, using regular expressions these HTML links are 

removed entirely from the Tweet. The result is a Tweet as shown in Table 26: Tweets after removing 

HTML links. 

 

Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” bp releases latest forecast for energy future on jan. 15. join the 

live webcast of bp energy outlook 2035: 

Sjefke76 29-12-

2010 

“Negative” . this is sfs, i was reday to boycott toooo...maybe i'll get shell on 

purpose, animals are dying . 

 
Table 26: Tweets after removing HTML links 

 

5.1.7 Converting contracted words 

Contraction words are words in a contracted form of two other words. For instance I’m is a contraction 

word made out of the words I and am. These contracted words cause problems as the punctuation 

within the Tweet (the next step) has to be removed and contracted words like I’ll otherwise become 

words that possibly hold negative sentiment, in this case ill. Furthermore, these contracted words 

often consist out of words that are also stop words. These stop words are semantically empty (Fiori, 

2014) and are thus removed from the data. A dictionary is made of the most common contraction 

words in the English language, this list is obtained by a publicly available source (Enchanted learning, 

2016). All words in the Tweet dataset are compared to the words in the dictionary by using a loop that 

iterates over every Tweet, if a word in the Tweet matches a word in the dictionary it is replaced by the 

dictionary word via a nested list comprehension. The result is a Tweet without any contracted words, 

see Table 27: Tweets after converting contracted words on page 41. 
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Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” bp releases latest forecast for energy future on jan. 15. join the 

live webcast of bp energy outlook 2035: 

Sjefke76 29-12-

2010 

“Negative” . this is sfs, i was reday to boycott toooo...maybe I will get shell on 

purpose, animals are dying . 

 
Table 27: Tweets after converting contracted words 

 

5.1.8 Punctuation removal 

For This first models punctuation, which also includes emoticons, is presumed to not hold any 

sentimental value and it thus distorts the data for the text classification. Python has an inbuilt function 

that differs between characters such as letters and punctuation characters, this function is used in 

combination with a loop to find any punctuation that resides within the text of a Tweet. When these 

instances are found they are replaced for a blank space in the Tweet, this is due to the fact that some 

punctuation connects multiple words and otherwise these words would be joined together. The result 

is a clean Tweet containing only text as shown in Table 28: Tweets after removing punctuation. 

 

Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” bp releases latest forecast for energy future on jan 15 join the 

live webcast of bp energy outlook 2035 

Sjefke76 29-12-

2010 

“Negative” this is sfs i was reday to boycott toooo maybe I will get shell on 

purpose animals are dying 

 
Table 28: Tweets after removing punctuation 

 

5.1.9 Slang conversion 

Slang is an important measure to be dealt with within Tweets, especially because Tweets can only 

contain 140 characters. The Tweet classifier will work better when all sorts of slang are converted into 

actual readable words. A publicly available database of slang is used to build a dictionary (No slang, 

2017). The total dictionary consists of 5.045 slang abbreviations. All words in the Tweet dataset are 

compared to the words in the dictionary by using a loop that iterates over every Tweet, if a word in the 

Tweet matches a word in the slang dictionary it is replaced by the dictionary word via a nested list 

comprehension. The result is a Tweet without any slang, see Table 29: Tweets after converting slang. 

 

Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” bp releases latest forecast for energy future on jan 15 join the 

live webcast of bp energy outlook 2035 

Sjefke76 29-12-

2010 

“Negative” this is so fucking stupid i was reday to boycott toooo maybe I will 

get shell on purpose animals are dying 

 
Table 29: Tweets after converting slang 

 

5.1.10 Standardizing words 

Only now after the Tweets contain only text, only standard words and contain no slang and 

contractions the remaining words in the Tweet can be standardized. Word standardization searches 

for words within the Tweet that contain more than two of the same letters in a sequence and replaces 

it with only two of these letters. Consider the word of the Tweet: “toooo”. To emphasize a certain word 

a user puts more letters in place than is correct, this needs to be corrected to two vowels to accurately 

classify the text. Note that this can still contain errors within the Tweet. For instance if the word “date” 
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is emphasized by spelling it like “dateeeeeee” the computer will return: “datee”. This is not the right 

spelling, but this will be corrected in the next step of the pre-processing phase. Python iterates over 

the words in the Tweet data and looks for any words that contain more than two of the same letters, 

it reduces them to only two of these letters and puts the new word back into the original string of text. 

This is shown in Table 30: Tweet after standardizing words. 

 

Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” bp releases latest forecast for energy future on jan 15 join the 

live webcast of bp energy outlook 2035 

Sjefke76 29-12-

2010 

“Negative” this is so fucking stupid i was reday to boycott too maybe I will get 

shell on purpose animals are dying 

 
Table 30: Tweet after standardizing words 

 

5.1.11 Spelling correction 

Correcting the spelling within a Tweet is crucial for accurate classification, otherwise semantically rich 

words will be interpreted wrong by the text classifier (Bakliwal et al., 2012). There is a spellings 

checker package for python based on the work of Peter Norvig (Norvig, 2016), it is trained on a corpus 

of around a million words and achieves around 80-90% accuracy which is deemed sufficient for 

checking the Tweets. All separate words need to be fed to the spellings checker making it a time-

consuming job for the computer, misspelled words are corrected and placed back into the string of 

text. Table 31: Tweets after spellings check shows the corrected Tweet. 

 

Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” bp releases latest forecast for energy future on jan 15 join the 

live webcast of bp energy outlook 2035 

Sjefke76 29-12-

2010 

“Negative” this is so fucking stupid i was ready to boycott too maybe I will get 

shell on purpose animals are dying 

 
Table 31: Tweets after spellings check 

 

5.1.12 Filter out stop words 

Stop words are words that are commonly used within sentences but do not contain any sentiment 

(Fiori, 2014), these are words like: “the”, “a”, “am”, “that”, etc. The natural language toolkit (NLTK) 

for python contains a list of 153 English stop words. Again the words are iterated over via a loop and 

with a nested list comprehension the words that are found in the Tweet and also within the stop words 

dictionary are removed. This results in the Tweet as shown in the table below.  

 

Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” bp releases latest forecast energy future jan 15 join live webcast 

bp energy outlook 2035 

Sjefke76 29-12-

2010 

“Negative” fucking stupid ready boycott maybe I get shell purpose animals 

dying 

 
Table 32: Tweet after stop word filtering 

 

5.1.13 Lemmatization 

Lemmatization is the process of reducing inflectional forms of a word and to convert it to a common 

base form of a word (Manning, Raghavan, & Schütze, 2008). Words as: “car”, “car’s”, “cars” and 

“cars’” are all converted to their basic form: “car”. The lemmatizer based on the Wordnet Corpus from 
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the NLTK toolkit is used to look up words within a dictionary and it analyzes the word based on its 

morphological forms. It then returns the basic form of that word, which is known as the so-called: 

Lemma. Without Part of Speech (POS) tagging every word that is fed to the lemmatizer is assumed as 

a noun. This converts any different spelling of the same base word into the lemma, this improves the 

classification of the Tweet as the variance of the same word meaning with slightly different spelling is 

reduced. This process results in the final Tweet that will be used for further processing, see Table 33: 

Tweets after lemmatization. 

 

Name Date Sentiment Tweet 

GI_JOE234 30-12-

2009 

“Neutral” bp releas latest forecast energy future jan 15 join live webcast bp 

energy outlook 2035 

Sjefke76 29-12-

2010 

“Negative” fuck stupid ready boycott maybe I get shell purpose animals dying 

 
Table 33: Tweets after lemmatization 

 

 

 Model 1 – Naïve Bayes 
The first model for sentiment classification uses the un-preprocessed and pre-processed of both the 

BP and Sander Twitter datasets. This approach will show two things, if the pre-processing steps have 

improved the classification of Tweets and if there is a potential error in the manually labeling part. The 

classification approach adopted is shown in Figure 17: classification approach Naïve Bayes.  

 

 
 

Figure 17: classification approach Naïve Bayes 
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First the data is imported and stored in a data frame, when the data is stored it is shuffled to avoid any 

bias when classifying (Lin & Kolcz, 2012). The shuffling of the data ensures that when each 

classification iteration is performed there is different data in the training and testing sets. Thereafter 

the Tweets are split by words to obtain a vector that contains all separate words per Tweet, this vector 

is then accompanied by its sentiment label. This happens in Python by making a loop that splits the 

words that appear in the column that holds the text of the Tweets. These separate words are then 

stored in place of the original Tweet text. When these vectors are constructed the feature vectors can 

be made. First all unique words are extracted from the vectors by a function that looks for all unique 

words within the column that now holds the separate words that appear in a Tweet, followed by its 

sentiment label. When this unique word list is made a function that extracts the words features is built. 

This function converts the words that are used as input into a frequency distribution based on the 

NLTK package within python. This functions looks at the total count of word appearances and sorts it 

from highest to lowest count. Now the word feature is ready to be used and the features per Tweet can 

be extracted. The feature extraction uses the word features of unique words and is sorted based on 

the total occurrence within the Tweets. The actual Tweets are now fed to a function that looks for the 

words in the Tweets and matches them with the words within the word feature, when there is a match 

of words the functions returns a label “TRUE” that identifies words being apparent within a Tweet. 

When words do not appear within a Tweet the label is “FALSE”, This vector of words with 

corresponding “TRUE” and “FALSE” labels combined with the sentiment labels makes the total feature 

set of the data. The algorithm can now calculate the occurrences of words within “Positive” or 

“Negative” Tweets and can try to classify new Tweets based on this information.  

 

Thereafter the data must be divided into a training and a testing set. To reduce bias within the dataset 

the same proportions of Tweets directed towards a topic must be present in both the training and the 

testing set. This ensures that although the data is shuffled there is still enough training data available 

for every topic that is represented in the data. For training and testing a 10-fold cross validation 

method is used that divides the data into 10 equal parts of data, these parts of data are then separately 

used for training and testing (Zhang, 1993). The first nine parts are used for training and the 

remaining part is used for testing, this is done 10 times and the results are averaged. The whole 

process is repeated 10 times to compute the final precision, recall and F1 score of the classifier.  

 

The code of the approach can be found in appendix 8.12 Classification code 1 Naïve Bayes -BP and 

8.12 Classification code 1 Naïve Bayes – Niek Sanders. The results from the classifier are shown in 

Table 34: Naïve Bayes results classification BP data (un pre-processed data), Table 35: Naïve Bayes 

results classification BP data (pre-processed data), Table 36: Naïve Bayes results classification Niek 

Sanders data (un pre-processed data) and Table 37: Naïve Bayes results classification Niek Sanders 

data (pre-processed data). Note that the precision and recall scores are averaged over all three classes. 

The full tables can be found in appendix 8.4 Results classifier 1 because of their size. 
 

 

 Run 1 Run 2 Run 3 Run 4 Run 5 Run 6 Run 7 Run 8 Run 9 Run 10 

Precision 0.67 0.68 0.67 0.67 0.67 0.67 0.68 0.67 0.66 0.67 

Recall 0.65 0.65 0.65 0.65 0.65 0.65 0.66 0.65 0.65 0.65 

F1 score 0.66 0.67 0.66 0.66 0.66 0.66 0.67 0.66 0.66 0.66 

Average 

F1 score 

0.66 

 
Table 34: Naïve Bayes results classification BP data (un pre-processed data) 
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 Run 1 Run 2 Run 3 Run 4 Run 5 Run 6 Run 7 Run 8 Run 9 Run 10 

Precision 0.66 0.67 0.68 0.67 0.67 0.67 0.67 0.67 0.67 0.67 

Recall 0.62 0.63 0.63 0.63 0.63 0.63 0.63 0.63 0.62 0.63 

F1 score 0.64 0.65 0.65 0.65 0.65 0.65 0.65 0.65 0.64 0.65 

Average 

F1 score 

0.65 

 

Table 35: Naïve Bayes results classification BP data (pre-processed data) 

 

 Run 1 Run 2 Run 3 Run 4 Run 5 Run 6 Run 7 Run 8 Run 9 Run 10 

Precision 0.59 0.59 0.6 0.59 0.59 0.58 0.59 0.59 0.58 0.58 

Recall 0.55 0.56 0.56 0.56 0.55 0.54 0.56 0.56 0.55 0.55 

F1 score 0.57 0.57 0.58 0.57 0.57 0.56 0.57 0.57 0.57 0.57 

Average 

F1 score 

0.57 

 
Table 36: Naïve Bayes results classification Niek Sanders data (un pre-processed data) 

 

 Run 1 Run 2 Run 3 Run 4 Run 5 Run 6 Run 7 Run 8 Run 9 Run 10 

Precision 0.57 0.56 0.57 0.57 0.57 0.57 0.57 0.57 0.57 0.57 

Recall 0.54 0.54 0.54 0.54 0.55 0.54 0.55 0.54 0.54 0.55 

F1 score 0.56 0.55 0.55 0.56 0.56 0.56 0.56 0.56 0.56 0.56 

Average 

F1 score 

0.56 

 

Table 37: Naïve Bayes results classification Niek Sanders data (pre-processed data) 
 

5.2.1 Evaluation classification model 1 

At first glance the results show no promising precision, recall and F1 scores. This applies to both the 

un pre-processed and the preprocessed data of both BP and the Niek Sanders dataset. Although the 

F-1 scores for the BP dataset are higher (0.09) the scores are still quite low (0.66 for un-preprocessed 

and 0.65 for pre-processed).  

 

The first thing that stands out is that the un-preprocessed data achieves a slightly higher score in 

general than the pre-processed data. A first argument why this can be the case is due to the amount 

of input data that differs, because of the pre-processing some Tweets contain no words anymore. For 

example the input data for the pre-processed data of Niek Sanders contains 2.940 Tweets in 

comparison to 3.418 for the un pre-processed data, more training data is likely to result in higher 

results for precision, recall and thus F1 scores also. A second argument is that with the pre-processing 

there might be too much information deleted that hinders accurate classification. When looking at the 

precision and recall scores per prediction class for the datasets (see appendix 8.4 Results classifier 1) 

there is observed that for the BP data, the low average scores mainly stem from low scores in the 

“Positive” prediction class. For the Niek Sanders data the low scores stem from the “Positive” and 

“Negative” prediction classes. In general the “Positive class has low precision scores (BP: 0.47, 

Sanders: 0,44) and very low recall scores (BP: 0.37, Sanders: 0.29), it is clear that the classifier is not 

able to correctly predict this class in both cases. In the Niek Sanders dataset also the “Negative” 

prediction class has both low precision (0.54) and recall scores (0.54). It is important to look at the 

input data, the number of “Neutral” Tweets outnumbers the “Positive” and “Negative” Tweets by far 

for both datasets. The “Negative” Tweets accumulate to 3.296 for BP and to 1.967 for  Sanders while 



 
46 

 

the “Negative” and “Positive” Tweets number respectively to 2.586 and 530 for BP and to 513 and 

459 for the Sanders dataset. The lower scores are thus also explained by the unequal categorical 

distribution of the available data, meaning that the data is imbalanced. Another remark is that it might 

be possible that classified Tweets contain words that are not yet seen within the extracted word 

features for a class, if this is the case the probability will amount to 0 for the class. This is problematic 

as other words in the tweet might indicate that a Tweet should be classified within that class. A positive 

remark is that there is low variance observed between the results of the different runs of the classifier, 

meaning that the classifier is stable. 

 

Within the preprocessing there are several issues that can be addressed further in the processes. An 

increase in precision, recall and F1 scores for the “Negative” and “Positive” class might be partly 

established by handling negation. Negation handling refers to words that alter the polarity of a word 

or sentence (Indurkhya & Damerau, 2010), this is thus important because it might improve the 

accuracy of the “Positive” and “Negative” categories. A second improvement relates to the most 

influential word features, there is observed that through preprocessing valuable information is lost, 

emoticons such as :( or :) can are used as word features to classify Tweets as “Positive” or “Negative”. 

For the next model it is thus valuable to transform or keep emoticons that hold sentimental value into 

the dataset. A third improvement is that now all word features are used to classify a Tweet into a 

category, it might be beneficial for the classifier to only use the first couple of thousand word features, 

instead of all word features. This might result in higher accuracies but also in reduced computing time.  

 

5.2.2 Conclusion classification model 1  

Based on the evaluation the following conclusions are drawn up. The low precision and recall scores 

on the “Negative” and the “Positive” class have to be improved a lot, it seems unthinkable that this 

can be achieved only by improving the pre-processing with the data available as there is no more 

training data available. An improved classification algorithm is needed to deal with the imbalanced 

data as Twitter data is most likely imbalanced, this assumption is based on the distributions seen in 

the data and multiple papers read that all use Twitter data and have imbalanced data (Bravo-Marquez 

et al., 2013; Liang & Dai, 2013; Thakkar & Patel, 2015). To compare the new algorithm to the 

standard Naïve Bayes algorithm there is chosen to delay the improvements of the pre-processing 

procedure to a next iteration model to accurately show the difference between the old and new 

classifier. The improvements in the pre-processing procedure include: POS tagging, negation handling 

and emoticon inclusion. The goal of using two datasets is to check if the labeling of the BP dataset 

has gone right without major mistakes. Because there are no major differences observed between the 

BP dataset and the Niek Sanders dataset the labeling of the BP dataset seems correct with no major 

errors.  

 

 

 Model 2- Multinomial Naïve Bayes 
The second classification model uses the previous used BP dataset and pre-processing steps as there 

appears to be no major error in manually labeling. An improved Bayesian classification algorithm is 

used that tries to classify not only based on the words in a Tweet but also on the word frequencies to 

achieve better classification results. The results of this new model will be compared to the results of 

the previous model, not that this model also does not consider any sentence structure or word 

structure to be important. The Multinomial Naïve Bayes classification model is shown in Figure 18: 

classification approach Multinomial Naïve Bayes on the next page.  

 

As in the first sentiment model the data is imported and stored in a data frame, when the data is stored 

it is shuffled to avoid any bias when classifying (Lin & Kolcz, 2012). Then the package which 

transforms words into a vector with corresponding word counts is initialized. Before this 

countvectorizer package is used the data is split into 10 parts where 90% is used for training and 10% 
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is test data. The same 10-fold cross validation method is used as in the previous sentiment model. The 

data is then stored in an array to make sure that the input is correct for the countvectorizer package. 

The learning of the countvectorizer is then executed by feeding it the training data. This package then 

looks for all the unique words in the training data and stores a vector of these words. Based on the 

learned countvectorizer the data can then be transformed into a matrix that shows the word 

vocabulary of the training data and the count of the words per Tweet. It does so by using its learned 

vector and counting the words that appear in the new Tweets that are passed through. After these 

matrices are constructed they are the classifier is initiated. The classifier is trained on the training 

data and uses an alpha smoothing of 1 to avoid the zero probability issue (Jurafsky, 2012; Jurafsky & 

Martin, 2017). The test data is then passed through and the predicted classes are stored for 

comparison with the actual classes.  

 

 
 

Figure 18: classification approach Multinomial Naïve Bayes 

 

The code of the approach can be found in appendix 8.14 Classification code 2 Multinomial Naïve Bayes 

- BP The results from the classifier are shown in  

Table 38: Multinomial Naïve Bayes results classification BP data (un pre-processed data) and  

Table 39: Multinomial Naïve Bayes results classification BP data (pre-processed data). Note that the 

precision and recall scores are again averaged over all three classes. The full tables can be found in 

appendix 8.5 Results classifier 2 because of their size. The evaluation method is the same as in the 

first classification model where the F1, recall and precision scores are used.  
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 Run 1 Run 2 Run 3 Run 4 Run 5 Run 6 Run 7 Run 8 Run 9 Run 10 

Precision 0.75 0.74 0.76 0.74 0.75 0.76 0.76 0.75 0.75 0.74 

Recall 0.59 0.59 0.59 0.59 0.59 0.59 0.59 0.59 0.59 0.59 

F1 score 0.66 0.65 0.66 0.66 0.66 0.67 0.66 0.66 0.66 0.66 

Average 

F1 score 

0.66 

 
Table 38: Multinomial Naïve Bayes results classification BP data (un pre-processed data) 

 

 Run 1 Run 2 Run 3 Run 4 Run 5 Run 6 Run 7 Run 8 Run 9 Run 10 

Precision 0.75 0.74 0.74 0.74 0.74 0.74 0.74 0.75 0.74 0.76 

Recall 0.65 0.65 0.65 0.65 0.65 0.65 0.66 0.65 0.65 0.66 

F1 score 0.69 0.69 0.69 0.69 0.69 0.69 0.70 0.70 0.70 0.70 

Average 

F1 score 

0.69 

 
Table 39: Multinomial Naïve Bayes results classification BP data (pre-processed data) 

 

5.3.1 Evaluation classification model 2 

The results of this new algorithm are quite the same as within the standard Naïve Bayes sentiment 

cycle. The F1, precision and recall scores have gone up slightly for the pre-processed data than for the 

un pre-processed data, now the pre-processed data achieves better results than the not pre-processed 

data.  

 

Within the different classes there is observed that for the un pre-processed data the precision scores 

for the “Positive” class are high (0.74) but the recall scores are very low (0.16). Within the pre-

processed data the precision is of this class is a bit lower (0.7) but the recall scores are higher (0.34). 

Still the issue remains that because of the imbalanced data there are no accurate predictions for the 

“Positive” class. In general the scores have thus gone up slightly. This new classifier performs better 

in terms of recall than the standard Naïve Bayes algorithm and thus is better at classifying the Tweet 

classes out the total amount of instances of that specific class. It appears difficult for the Bayesian 

classifier to classify the ”Positive” class as there are not a lot of data points.  

 

5.3.2 Conclusion classification model 2  

As the Algorithm does not majorly improve the results and especially the most problematic class 

(“Positive”), it seems that Naïve Bayes is not sufficient for predicting the classes of imbalanced 

Tweets. More training data could partly solve this problem, but this is not available and it seems 

unreasonable to assume that only improved pre-processing could improve the results for the 

“Positive” class majorly. It seems hard to find unique words that belong to the “Positive” class 

because of the imbalanced data, thus a new algorithm needs to be implemented that has the potential 

to better deal with imbalanced data.  

 

 

 Model 3- Fuzzy fingerprints 
The third sentiment classification model uses an innovative and new approach for text classification 

named Fuzzy Fingerprints (FFP). This approach has shown good results when trying to classify textual 

data (Homem & Carvalho, 2011; Rosa, Batista, et al., 2014). The original FFP approach is developed 

for classifying text that is longer than Tweets (Homem & Carvalho, 2011), but there are some 

adaptions to the original algorithm that can make it suitable for classifying the topics of Tweets (Rosa, 
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Batista, et al., 2014; Rosa, Carvalho, & Batista, 2014), see chapter 4.2.3. This approach appears to 

work well when dealing with imbalanced data regarding topic classification in Twitter Tweets, the 

results that stem from the FFP approach for classifying Twitter topics are good (F-1 score: 0.844) 

(Rosa, Batista, et al., 2014). It seems reasonable to assume that this method might thus work well 

when trying to classify sentiment in Twitter Tweets with imbalanced data as is the situation for this 

project. To my knowledge there is no research conducted towards the application of FFP to classify 

Twitter sentiment, it is thus a novel experiment that shows the usefulness of the FFP method for 

sentiment analysis on Tweets. The working of the classifier is graphically shown in Figure 19: 

classification approach fuzzy fingerprints.  

 

 
 

Figure 19: classification approach fuzzy fingerprints 

 

First the data is imported and stored in a data frame, after the data is stored the data is split into the 

three sentiment classes: “Positive”, “Neutral” and “Negative”. After the data is split into the classes 

it is shuffled to avoid bias when performing new classification runs on the model. Then the data is split 

into 10 folds where 9 parts will be used for training and 1 part will be used for testing, the 10-fold 

cross-validation. When the data is split into the 10 folds the first loop is initiated that runs over all the 

three classes. Within this loop first the test and training data per class is initialized and the unique 

words per class are identified, also all the words apparent in the training data are stored in a vector. 

Based on these two vectors the word counts are constructed and the appearance of a word in the 

number of classes. When these measures have been constructed the top-k words based on word 

frequency for a class are stored in a data frame with its corresponding word counts and class 
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appearances. Based on this information the ICF scores are calculated and the order of the top-k words 

is rearranged based on the highest ICF scores, subsequently the ranks are assigned to the words. 

Thereafter the fuzzification functions are applied to the words and the 𝜇(1) and 𝜇(2) scores are 

computed and stored in the data frame, this is the final step for computing the fingerprint per class. 

When the fingerprints are constructed and stored the test data is deconstructed into words per Tweet. 

The words that are in a Tweet are then stored in a data frame, based on the words in the Tweet and 

the words in the fingerprints the 𝜇(1) and 𝜇(2) scores per tweet are calculated and summed. The total 

𝜇(1) and 𝜇(2) scores are stored per class for the Tweet and the T2S2 scores are calculated. Then 

classification is executed based on the highest T2S2 score for a class per tweet and the results are 

stored. The results are then used to construct a confusion matrix per class and these matrices are 

used to calculate the precision and recall scores.  

 

The code for the Fuzzy Fingerprint approach can be found in appendix 8.15 Classification code 3. The 

results from the classifier are shown in tables Table 40: Fuzzy Fingerprint 𝜇1(𝑖) results classification 

BP data (un pre-processed data) till Table 43: Fuzzy Fingerprint 𝜇2(𝑖) results classification BP data 

(pre-processed data) on the next page. The precision and recall scores are averaged over all three 

classes, the full tables are added in appendix 8.6 Results classifier 3. Again the precision, recall and 

F-1 scores are used to evaluate the classifier.  

 

5.4.1 Evaluation classification model 3 

The results that stem from the Fuzzy Fingerprint approach are not as good as expected. The high  F-1 

scores (0.844) as noted in  Rosa, Batista, et al., 2014 are not reached. The highest achieved F-1 scores 

for the un pre-processed data are 0.604 for 𝜇(1) at k=3000 and 0.605 for 𝜇(2) at k=900. The F-1 

scores for the pre-processed data are slightly better, 0.648 for 𝜇(1) at k=900 and 0.635 for 𝜇(2) at 

k=900. The precision and recall scores for the un pre-processed data are quite low, 0.585 precision 

and 0.625 recall for 𝜇(1) and 0.585 precision and 0.635 recall for 𝜇(2). When looking at the scores 

of 𝜇(1) per class for the best average scores it is noted that the precision for the “Positive” score is 

very low (0.149) and that the recall scores for the “Neutral” and “Negative” are also quite low, 0.583 

and 0.465 respectively. For 𝜇(2) the precision for “Positive” is again low (0.182) and the recall scores 

for “Neutral” and “Negative” are again quite low with 0.574 and 0.572 respectively.  

 

For the pre-processed data the scores are slightly higher. 0.612 and 0.690 precision and recall for 

𝜇(1) and 0.598 precision and 0.677 recall for 𝜇(2). For the pre-processed 𝜇(1) scores the problematic 

precision from the “Positive” class has gone up to 0.296 which is still low. The recall scores for the 

“Neutral” and “Negative” have gone up to mediocre scores 0.641 and 0.699. for 𝜇(2) the same 

applies, precision for “Positive” increased somewhat to 0.288 and the recall scores increased to 0.598 

for “Neutral” and to 0.730 for “Negative”. The 𝜇(2) fuzzification function performs better for the un 

pre-processed data but performs worse for the pre-processed data. In total it can be stated that the 

classifier thus predicts too many Tweets as “Positive” and performs mediocre at predicting the 

remaining classes, it performs best on the pre-processed data with the simple 𝜇(1) fuzzification 

function. 

 

5.4.2 Conclusion classification model 3 

The new algorithm does not provide better results than the Multinomial Naïve Bayes algorithm, it does 

provide better results than the standard Naïve Bayes model. Notable is that the Fuzzy Fingerprint 

model achieves higher recall score for predicting the “Positive” class where the other two models do 

a terrible job considering recall for the “Positive” class. But this algorithm performs slightly less on 

the other two sentiment classes. It appears that there are too many words that appear (i.e. too few 

unique words per sentiment class) in all classes and that Tweets cannot be classified accurately. The 

next step to improve the results is to look at the pre-processing and try to make words more class 

specific. 
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Top-k Precision Recall F1-score  Top-k Precision Recall F1-score 

5 0.412 0.414 0.413  5 0.402 0.420 0.411 

10 0.433 0.468 0.450  10 0.413 0.436 0.425 

15 0.449 0.501 0.473  15 0.434 0.466 0.449 

20 0.468 0.530 0.497  20 0.445 0.488 0.466 

25 0.498 0.557 0.526  25 0.473 0.521 0.496 

30 0.507 0.558 0.531  30 0.468 0.511 0.488 

50 0.515 0.552 0.533  50 0.497 0.462 0.479 

100 0.525 0.590 0.555  100 0.509 0.499 0.504 

200 0.553 0.593 0.572  200 0.553 0.462 0.503 

300 0.560 0.579 0.570  300 0.560 0.477 0.515 

400 0.563 0.586 0.574  400 0.563 0.594 0.578 

500 0.568 0.599 0.583  500 0.568 0.573 0.581 

600 0.573 0.609 0.590  600 0.573 0.626 0.598 

700 0.574 0.611 0.592  700 0.574 0.630 0.601 

800 0.572 0.602 0.587  800 0.572 0.625 0.597 

900 0.577 0.624 0.600  900 0.577 0.635 0.605 

1000 0.574 0.618 0.595  1000 0.574 0.635 0.603 

2000 0.579 0.625 0.601  2000 0.579 0.613 0.595 

3000 0.585 0.624 0.604  3000 0.585 0.604 0.594 

4000 0.574 0.578 0.576  4000 0.573 0.598 0.586 

5000 0.577 0.601 0.588  5000 0.577 0.612 0.594 
 

Table 40: Fuzzy Fingerprint 𝜇1(𝑖) results 
classification BP data (un pre-processed data) 

  

Table 41: Fuzzy Fingerprint 𝜇2(𝑖) results 
classification BP data (un pre-processed data) 

 

Top-k Precision Recall F1-score  Top-k Precision Recall F1-score 

5 0.422 0.473 0.446  5 0.439 0.478 0.458 

10 0.474 0.506 0.489  10 0.461 0.482 0.471 

15 0.491 0.536 0.513  15 0.477 0.508 0.492 

20 0.507 0.563 0.534  20 0.487 0.531 0.508 

25 0.507 0.574 0.538  25 0.489 0.547 0.516 

30 0.511 0.581 0.544  30 0.492 0.550 0.519 

50 0.511 0.581 0.551  50 0.491 0.547 0.517 

100 0.543 0.622 0.580  100 0.519 0.580 0.548 

200 0.571 0.652 0.608  200 0.549 0.617 0.581 

300 0.574 0.654 0.611  300 0.567 0.643 0.603 

400 0.585 0.668 0.624  400 0.577 0.659 0.616 

500 0.587 0.671 0.626  500 0.583 0.665 0.621 

600 0.578 0.651 0.613  600 0.594 0.677 0.633 

700 0.594 0.674 0.631  700 0.581 0.657 0.617 

800 0.601 0.682 0.639  800 0.594 0.676 0.632 

900 0.612 0.690 0.648  900 0.598 0.677 0.635 

1000 0.607 0.688 0.645  1000 0.596 0.675 0.633 

2000 0.592 0.654 0.622  2000 0.588 0.664 0.624 

3000 0.578 0.589 0.584  3000 0.587 0.656 0.620 

4000 0.571 0.562 0.566  4000 0.586 0.656 0.619 

5000 0.572 0.566 0.568  5000 0.590 0.647 0.617 

 

Table 42: Fuzzy Fingerprint μ1(i) results 

classification BP data (pre-processed data) 

  
Table 43: Fuzzy Fingerprint 𝜇2(𝑖) results 

classification BP data (pre-processed data) 
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 Model 4- Improved pre-processing 
The fourth classification model is based on an improvement in the pre-processing phase. Based on the 

previous models it seems that the words within the sentiment classes are not unique enough, the 

prediction classes show that the “Positive” sentiment class proves most troublesome. It is hard to 

predict accurately as the data for the “Positive” class is scarce. An improvement that could help is to 

use the emoticons in the Tweets to make Tweets more unique for a sentiment class, also the handling 

of negation could prove beneficial (Garg & Meher, 2015; K. Liu et al., 2010). The code for the improved 

pre-processing can be found in appendix 8.16 Improved pre-processing. Let’s consider some sample 

Tweets shown below. 

 

Name Date Sentiment Tweet 

Goof_81 01-01-

2011 

“Positive” So happy about the donation from BP, it brings a smile to my 

face :) . 

Ridderknorbert 23-11-

2011 

“Negative” Not fun at all BP, look what you did to the ecosystem of the Gulf 

area :( .. 

 
Table 44: Tweet examples 

 

The previous pre-processing steps as described in chapter 5.1 Data preprocessing remain the same, 

the addition lies in the handling om negation and emoticons as this could provide more detailed 

information about the features that appear in a Tweet and the sentiment class it belongs to. First an 

emoticons dictionary is build based on a database of common text emoticons (PC.net, n.d.), a total of 

87 common emoticons are used. It is noticed that in the Tweets some emoticons are attached to 

punctuation characters and these need to be split to accurately convert emoticons. These patterns are 

stated and by using regular expressions these characters are split. Then a loop is initiated that looks 

for the emoticons in the Tweets and replaces all the positive associated emoticons with the text 

“HAPPY” and all the negativity associated emoticons with the word “SAD”. The result is shown in table 

Table 45: Tweets after converting emoticons 

  

Name Date Sentiment Tweet 

Goof_81 01-01-

2011 

“Positive” So happy about the donation from BP, it brings a smile to my 

face HAPPY . 

Ridderknorbert 23-11-

2011 

“Negative” Not fun at all BP, look what you did to the ecosystem of the Gulf 

area SAD .. 

 
Table 45: Tweets after converting emoticons 

 

For the negation handling the same approach adopted by Garg & Meher, 2015 is used that is based on 

the work of Narayanan, Arora, & Bhatia, 2013. First the Tweets are split into words and the words are 

passed through a Part Of Speech (POS) tagger which labels the words based on its part of speech such 

as: noun, verb, adverb, etc. When the words are tagged the words are iterated over to look for negation 

words that alter the sentimental value of a word. When such a word is found the next word is a noun, 

adjective, verb, adverb or determiner the word is edited to have the string “not_” in front of the word. 

The result from handling negation is shown in Table 46: Tweets after handling negation. 

 

Name Date Sentiment Tweet 

Goof_81 01-01-

2011 

“Positive” So happy about the donation from BP, it brings a smile to my 

face HAPPY . 

Ridderknorbert 23-11-

2011 

“Negative” Not not_fun at all BP, look what you did to the ecosystem of the 

Gulf area SAD .. 

 
Table 46: Tweets after handling negation 
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5.5.1 Evaluation classification model 4 

The results from the fourth model are shown in tables  

Table 47: Naïve Bayes results improved pre-processing till Table 50: Fuzzy Fingerprint 𝜇2(𝑖) results  

improved pre-processing. The precision and recall scores are averaged over all three classes, the full 

tables are added in appendix 8.7 Results classifier 4. Again the precision, recall and F-1 scores are 

used to evaluate the classifier. 

 

 Run 1 Run 2 Run 3 Run 4 Run 5 Run 6 Run 7 Run 8 Run 9 Run 10 

Precision 0.68 0.69 0.67 0.68 0.68 0.69 0.67 0.69 0.68 0.69 

Recall 0.63 0.63 0.63 0.64 0.63 0.64 0.63 0.63 0.64 0.64 

F1 score 0.66 0.66 0.65 0.66 0.65 0.66 0.65 0.66 0.65 0.66 

Average 

F1 score 

0.66 

 
Table 47: Naïve Bayes results improved pre-processing 

 

 Run 1 Run 2 Run 3 Run 4 Run 5 Run 6 Run 7 Run 8 Run 9 Run 10 

Precision 0.75 0.75 0.74 0.75 0.75 0.74 0.74 0.75 0.75 0.74 

Recall 0.65 0.65 0.65 0.65 0.66 0.65 0.65 0.66 0.65 0.65 

F1 score 0.69 0.70 0.69 0.70 0.70 0.69 0.69 0.70 0.70 0.69 

Average 

F1 score 

0.70 

 
Table 48: Multinomial Naïve Bayes results improved pre-processing 

 

Top-k Precision Recall F1-score  Top-k Precision Recall F1-score 

5 0.439 0.478 0.457  5 0.440 0.478 0.458 

10 0.487 0.518 0.502  10 0.462 0.483 0.472 

15 0.495 0.540 0.516  15 0.479 0.508 0.493 

20 0.507 0.567 0.535  20 0.490 0.538 0.513 

25 0.506 0.569 0.536  25 0.491 0.544 0.516 

30 0.514 0.580 0.545  30 0.493 0.548 0.519 

50 0.518 0.590 0.552  50 0.496 0.550 0.521 

100 0.535 0.613 0.571  100 0.521 0.581 0.849 

200 0.572 0.647 0.607  200 0.552 0.617 0.583 

300 0.574 0.650 0.609  300 0.562 0.636 0.597 

400 0.617 0.684 0.649  400 0.578 0.660 0.616 

500 0.569 0.670 0.615  500 0.583 0.663 0.620 

600 0.589 0.671 0.628  600 0.584 0.664 0.621 

700 0.600 0.684 0.639  700 0.592 0.674 0.630 

800 0.599 0.681 0.638  800 0.592 0.673 0.630 

900 0.603 0.682 0.640  900 0.594 0.672 0.631 

1000 0.606 0.684 0.642  1000 0.595 0.673 0.631 

2000 0.59157 0.655 0.622  2000 0.588 0.660 0.622 

3000 0.582 0.593 0.587  3000 0.589 0.660 0.623 

4000 0.577 0.569 0.573  4000 0.587 0.652 0.618 

5000 0.574 0.564 0.569  5000 0.591 0.649 0.619 
 

Table 49: Fuzzy Fingerprint 𝜇1(𝑖) results  
improved pre-processing 

  

Table 50: Fuzzy Fingerprint 𝜇2(𝑖) results  
improved pre-processing 
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The results from the previous models built and the results from the models based on the new pre-

processing do not differ much. For the standard Naïve Bayes the total F-1 score goes up by 0.01 point, 

from 0.65 to 0.66. The same goes for the multinomial Naïve Bayes model, the score goes up from 

0.69 to 0.70. There are no major increases or decreases in the precision and recall scores per class 

for the Bayesian methods. The results per class are situated in appendix 8.7 Results classifier 4. The 

Fuzzy Fingerprint algorithm performs a little worse than the model that does not use negation and 

emoticons. The highest achieved score stems from the μ1(i) fuzzification function and achieves an F-

1 score of 0.642 compared to 0.648 in model 3. For the μ2(i) fuzzification function the F-1 score 

peaks at 0.631 compared to 0.635 in model 3.  

 

5.5.2 Conclusion classification model 4 

The improved pre-processing does not provide a significant increase in scores for all the three models. 

The Bayesian models perform slightly better, but the Fuzzy fingerprint method shows a slight decrease 

in performance. There are no major differences observed between the precision and recall scores in 

the sentiment classes. In conclusion the improved pre-processing provides a little better results but 

no major increase is noticed, thus the new pre-processing is only a very minor improvement for the 

Bayesian models.  

 

 

 Model 5- Penalized Multinomial Naïve Bayes 
As the improved pre-processing only increased the F-1 scores by 0.01 another model is build that 

combines techniques learned from the Fuzzy Fingerprint method and the best performing algorithm. 

The last classification model tries to improve the Multinomial Naïve Bayes algorithm by penalizing the 

conditional probabilities based on the Inversed Document Frequency (IDF). It seems a good approach 

to penalize words that occur in more than one class as the uniqueness of a word for classification 

decreases, and thus the potential of correct classification based on that word. There are some other 

researches that use this method to increase the results of the Multinomial Naïve Bayes algorithm  

(Mohod, Dhote, & Thakare, 2015; Rennie, Shih, Teevan, & Karger, 2003; Win, Thu, & Tun, 2017) it 

thus seems a good approach to try and implement this method. The working of the adapted 

Multinomial Naïve Bayes algorithm is shown in Figure 20: Adapted multinomial Naïve Bayes approach 

on the next page. The code for this approach can be found in Appendix 8.17 Classification code IDF 

Multinomial Naïve Bayes. 

 

Again the data is imported and stored in a dataframe, when it is stored the data is split into its three 

sentiment classes. The data is thereafter shuffled to avoid bias when running the algorithm multiple 

times. The data is then split for 10-fold cross validation as in the previous models. The first loop is 

initiated and first the prior probabilities are computed based on the total amount of instances of a 

sentiment class apparent in the training data. The method then extracts all unique words that are 

available in the training data of the three sentiment classes and stores them. Then the conditional 

probability for each unique word is calculated for each sentiment class by looking at the number of 

times it appears in the training data and the vocabulary size (see chapter 4.2.2). Then the number of 

times the unique word appears in a sentiment class (IDF) is calculated and stored, the probabilities are 

then penalized by this IDF measure. If a word appears only in 1 class the conditional probability is 

multiplied by 1, if it appears in two classes it is multiplied by 2/3rd  and if it appears in all three classes 

it is multiplied by 1/3rd. The results are then stored in a dataframe which serves as a probability library, 

there are in total three libraries one for each sentiment class. Then the test Tweets are initiated and 

split into separate words, for each test Tweet the words are looked up in the libraries and the 

conditional probabilities are summed. If a word does not appear in the library the la place smoothing 

of 1 is used (see chapter 4.2.2) to avoid 0 probabilities. When all words are passed through the library 

the likelihood is calculated for each sentiment class. Classification is then based on the highest 

likelihood value for a sentiment class. 
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Figure 20: Adapted multinomial Naïve Bayes approach 

 

5.6.1 Evaluation classification model 5 

The results from the last classifier are good and establish a major increase in F-1 score (0.17) 

compared to the standard Multinomial Naïve Bayes model. Precision and recall scores have gone up 

significantly, about 0.2 and 0.15 respectively. The full table in included in Appendix 8.8, it is observed 

that the most troublesome class “Positive” is still the worst performing class. Precision scores for the 

“Positive” class are on average around 0.99 but the recall scores are lower, between 0.4 and 0.55 per 

run. The precision and recall scores for the other two sentiment classes are high and thus provide 

good results. The result are shown in Table 51: Adapted Multinomial Naïve Bayes results on page 56. 

 

 Run 1 Run 2 Run 3 Run 4 Run 5 Run 6 Run 7 Run 8 Run 9 Run 10 

Precision 0.95 0.91 0.94 0.96 0.95 0.93 0.93 0.95 0.95 0.96 

Recall 0.79 0.81 0.78 0.79 0.80 0.79 0.79 0.80 0.83 0.82 

F1 score 0.86 0.86 0.85 0.86 0.87 0.85 0.85 0.87 0.89 0.89 

Average 

F1 score 

0.87 

 
Table 51: Adapted Multinomial Naïve Bayes results 
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5.6.2 Conclusion classification model 5 

In conclusion this classifier works very well and handles the imbalanced data better than any of the 

other classifiers used. It provides better precision and recall scores for all the classes and especially 

for the “Positive” sentiment class. The penalties used to make unique words weigh more in the 

classification process is thus a valid and useful improvement to the Multinomial Naïve Bayes 

classification process.  
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6 Influence analysis 
 

Chapter 6 researches the influence of the earlier established greenwashing events identified and the 

sentiment expressed on Twitter. A sentiment trend is constructed by using the best performing 

classification method. Here it is explained how this sentiment trend is constructed and the final sub 

research question is answered: What is the influence of greenwashing practices on the public opinion? 

 

 Sentiment trend 
The sentiment trend that is used to measure the influence of the greenwashing events on the opinion 

expressed on Twitter is made out of two parts, the positive Tweets and the Negative Tweets. To classify 

the Tweets the best performing classifier is used, this is the adapted Multinomial Naïve Bayes classifier 

(see chapter 5.6). The improved pre-processing is used to clean all the Tweets and then the manually 

labeled Tweets are used as training data, the remaining Tweets are used as test data and the sentiment 

is predicted. After the prediction of the sentiment is completed the sentiment labels are added to the 

data and a sentiment trend can be constructed. First the “Positive” and “Negative” predicted 

sentiment classes are visually represented in Figure 21: “Positive” and “Negative” predicted 

sentiment. This figure is also included in Appendix 8.9 for readability.  

 

Important to note is that the predicted sentiment is dependent on the results of the classifier used. 

The penalized Multinomial Naïve Bayes model achieves an F-1 score of 0.86 with an average precision 

of 0.94 and recall of 0.80. Meaning that it does a good job at predicting the correct classes out of the 

total number of Tweets in a class, meaning that the “usefulness” of the method is good. It performs a 

little less at predicting the correct sentiment classes in relation to the total amount of instances of 

that specific class, the “completeness”. Meaning that the method is good at predicting the true 

positives but it also predicts a some number of false negatives. The results of the classification are 

thus by no means perfect, but good enough to construct a reliable sentiment trend. 

 

 
Figure 21: “Positive” and “Negative” predicted sentiment 
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The precision and recall scores for the “Positive” and “Negative” classes are important to consider 

when making a statement of the reliability of the predicted sentiment trend. For the penalized 

Multinomial Naïve Bayes classifier the precision and recall scores are around 0.99 and 0.45 for the 

“Positive” and 0.91 and 0.99 for the “Negative” class, these figures stem from appendix  8.8 Results 

classifier 5. The classifier does a reasonable job at predicting the true positives for the “Positive” and 

“Negative” class, but also predicts a lot of false negatives for the “Positive” class. Meaning that the 

amount of actual “Positive” classes is probably somewhat higher.  

 

The sentiment trend is constructed by assigning a value of 1 for every “Positive” classified Tweet, a 

0 for every “Neutral” predicted Tweet and -1 for every “Negative” prediction. The scores of the dates 

are then summed and plotted in a graph, see Figure 22: Predicted sentiment trend (this figure is also 

included in Appendix 8.9). The relationship between the events identified and the occurring drops and 

peaks are fist visually identified, thereafter the tweets that correspond to the drops and peaks are 

checked in the data to see if they relate to the identified greenwashing event or any other events.  

 

What immediately becomes clear when visually checking the sentiment trend is that there is not much 

Twitter activity before the oil spill, then the sentiment drops significantly as the Deepwater Horizon 

oil spill occurred. There are also some drops observed a few weeks after some commercials aired, see 

for instance the drop in the sentiment trend after commercial 3. When checking the Tweets around 

those dates it is observed that the commercials are sometimes mentioned, but the majority of the 

Tweets do not specifically mention the commercials. Meaning that besides the commercials there are 

other influences that increase the “Negative” sentiment expressed on Twitter. This becomes 

increasingly clear when multiple drops are checked, there are references to other events such as the 

Whitehouse approves BP drilling in the Gulf again which increases the “Negative” sentiment 

expressed on Twitter. There is thus no clear relationship observed between the identified 

greenwashing events and the sentiment trend.  

 
Figure 22: Predicted sentiment trend 
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 Sentiment relation to stock prices 
Multiple types of research investigated the relationship between Twitter sentiment and stock prices 

(Mittal & Goel, 2012; Ranco, Aleksovski, Caldarelli, Grčar, & Mozetič, 2015; Si et al., 2013) for 

predicting stock prices. These studies show that there are relationships between the stock prices and 

for instance moods expressed on Twitter (Mittal & Goel, 2012; Si et al., 2013) and dependence of 

stock price returns and Twitter sentiment about companies (Ranco et al., 2015). Although this 

relationship is of no major concern for the thesis it is interesting to analyze as stock data is publicly 

available. First the data needs to be gathered and validated before a relationship can be investigated. 

 

6.2.1 Data acquisition 

BP stock data from the American ADS New York stock exchange is downloaded from the website of BP 

(BP, 2017), this data is used for comparing the sentiment trend to the prices of BP stocks. The data 

on the BP website is set to the range of 01-01-2009 until 01-01-2014.  

 

6.2.2 Data understanding 

The data extracted from BP’s website contains the following items: date, stock price opening, stock 

price closing, stock price high and stock price low. The excel file contains 1.254 entries with stock 

price data from 2 January 2009 till 31 December 2013. Table 52: BP stock prices dataset shows the 

dataset retrieved from the website (BP, 2017). This data is ready for analysis because the information 

needed is (stock prices and dates) are present within the dataset.  

 

Date Close** Open** High** Low** 

31 Dec 2013 48.61 48.38 48.65 48.31 

30 Dec 2013 48.2 48.2 48.33 48 

.… …. …. …. …. 

…. …. …. …. …. 

02 Jan 2009 48.45 47 48.62 46.96 

** figures in USD 
Table 52: BP stock prices dataset 

 

The BP stock price data has 1.254 entries ranging from 2 January 2009 to 31 December 2013. The 

stock prices are checked for any outliers by plotting the median and the corresponding quartiles of 

the stock prices. A data point which lies outside of the 1.5 interquartile range can be considered an 

outlier (Dawson, 2011), in this case there are many data points outside this range as can be seen in  

Figure 23: Boxplots BP stock data. These points are not considered outliers because the stock market 

is a highly volatile one (Kang, Ratti, & Yoon, 2015), the data points outside the whiskers of the plot 

are tightly grouped and there are no data points which lie way beyond these groups.  

 

 
Figure 23: Boxplots BP stock data 
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6.2.3 Data Validity 

The BP stock data is checked for validity by accessing the data provided by Nasdaq (Nasdaq, 2017) 

and there are no differences to be observed between randomly checked data points of the two parties. 

It is thus assumed that the stock prices are presented correct, furthermore the dataset shows no 

missing values or any other inconsistencies. It is thus judged to be proper for analysis and comparison. 

 

6.2.4 Relationship sentiment and stock prices 

From the data acquired the opening stock price is used because it includes orders that have 

accumulated overnight due to after hour trading and investor valuation changes (Investopedia, 2018), 

in contradiction to the closing price. The relationship between stock prices and the sentiment trend is 

shown in Figure 24: Relationship sentiment trend and stock price (see also appendix 8.9). The 

relationship between the stock prices and the sentiment trend is first visually checked, when there 

appears to be a relationship between the peaks and drops in both trends the correlation is measured.  

There is similarity observed between the major sentiment drop after the oil spill and the drop in the 

stock price. Besides the one similar drop there is no clear relationship to be found visually between 

other sentiment drops and peaks that correspond to drops and peaks in stock prices. Several large 

drops such as the drop after greenwashing event 3 to 5 or 13 show no related drops in the stock price. 

Also when sentiment appears to be relatively stable between greenwashing events 9 and 10 there is 

a slight increase in stock prices instead of a stable stock price trend. This concludes that there is no 

clear relation between the stock price and the data used in this project.  

 

 
Figure 24: Relationship sentiment trend and stock price 

 

 

  



 
61 

 

7 Conclusion  
 

The last chapter presents the conclusions of the project. Also it reflects on the results, the methods 

used and the limitations of the project. First a summary is given that briefly describes the project and 

its most important aspects. Then a discussion is presented that reflects on the arguments that 

underline the outcomes of the project, but also the opposing view. Subsequently the actions that can 

be taken in future work are elaborated on and the limitations of the project are discussed. The last 

part of this chapter presents the recommendations for the company.  

 

 Summary 
 

The energy sector is a good example of an area where a lot of greenwashing practices are used to 

create better company and sector pictures in the minds of the public. As these practices hinder more 

eco-friendly investments and innovations it is important to research the effects of Greenwashing on 

the public. As there is almost no knowledge about the effects of Greenwashing, this thesis tries to 

research those effects. In this case the public opinion is measured by using the opinions expressed on 

Twitter. A sentiment analysis is conducted to show the relationship between identified greenwashing 

practices and the sentiment expressed.  

 

First there needs to be some proof about events that are considered greenwashing. The first research 

question relates to the identification of these events:  How can greenwashing events be identified that 

BP used concerning Deepwater horizon? In this case the concept of framing is used to analyze the 

commercials that are aired by BP after the Deepwater Horizon oil spill. The analysis shows that there 

are in total 13 commercials aired and classified as greenwashing due to the deceiving character of 

these commercials. These commercials do not represent the full facts available, episodic and didactic 

frames are used to “teach” the audience and leave them with an incomplete and narrow view toward 

the effects of the oil spill. 

 

The second research question regards the data and the attributes needed to measure the influence of 

greenwashing practices on the public opinion. Data is gathered from the Twitter webpage ranging from 

before and after the oil spill, a range from 01-01-2009 till 01-01-2014 is used to capture the 

sentiment before and after the oil spill. The data extracted includes the Tweet account, the actual 

Tweet, and the date. Sentiment labels need to be added to perform sentiment analysis and finally make 

the sentiment trend,  

 

As the BP Tweets do not have any sentiment labels the third research question relates to the ground-

truth that is used for the classification of sentiment: How can a ground-truth be established that 

supports the sentiment expressed by the public opinion? In this case a manual labeling process is 

designed and a protocol is made. Three people are labeling around 1/3rd of the Tweets based on the 

protocol and the results are compared. The differences in labeled Tweets are then discussed and 

corrected based on the majority vote. This process ensures accurate sentiment labels for the extracted 

Tweets. These Tweets with accompanying labels are then used as the training and test data for the 

classifiers.  

 

When the Tweets are accompanied with sentiment labels it needs to be processed in some way to 

classify the remaining Tweets. The fourth question relates to how this sentiment expressed can be 

measured. In total there are four methods used, all based on supervised learning: the standard Naïve 

Bayes algorithm, the Multinomial Naïve Bayes algorithm, the Fuzzy Fingerprint Algorithm and the 

penalized Multinomial Naïve Bayes algorithm. Although the final results that stem from the penalized 

Multinomial Naïve Bayes algorithm are good for all sentiment classes, the results of the other methods 

show that these methods have trouble dealing with imbalanced data because they perform badly for 
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the “Positive” sentiment class. Besides the imbalanced data the structure of a tweet also appears 

problematic for the other methods as it is hard to find sentiment class specific words. 

 

The final sub question relates to the influence of the identified greenwashing practices on the public 

opinion. The results of the final model made are not fully reliable (F-1 score of 0.86) but good enough 

to make accurate claims, the real sentiment trend is probably a little more positive. The trend shows 

almost no real relationship to the identified greenwashing practices and increases or decreases in 

sentiment besides the massive drop directly after the oil spill. Because there are no fluctuations 

present in the sentiment trend near the identified greenwashing events it is concluded that these 

events have no clear relationship with the sentiment expressed on Twitter.  

 

After the established sub questions the main research question can be answered: How can sentiment 

analysis be used to measure the influence of BP’s greenwashing practices on the public opinion? 

Sentiment analysis can partially be deployed for measuring greenwashing practices if the results of 

the classifier are more accurate. It can only aid partially as the sentiment trend is never able to state 

any causal relationship due to the hard task of making a classifier 100% accurate and the influence of 

events that are outside of the scope of a sentiment analysis. In this project the maximum reached F-1 

score is 0.86 out of 1 and is thus not fully reliable but reliable enough to state claims. Besides 

sentiment expressed online there is also sentiment which is not expressed online and that information 

is excluded from the analysis, making sentiment analysis only a substantiated part of the proof about 

the effectiveness of greenwashing events on the public opinion. What sentiment analysis can do is 

show increases or decreases in online sentiment in relation to certain identified events with relatively 

low effort as most of this data is publicly available. It appears that using supervised machine learning 

methods to establish such a sentiment trend is not the ideal way because the training of the algorithms 

is topic specific and very time-consuming. A more general approach to construct a sentiment trend 

might prove more useful and is less time consuming when applied for multiple problems. In conclusion, 

sentiment analysis can aid the discussion of the effectiveness of greenwashing practices as it can 

provide a relationship between greenwashing events and online opinions, but it can never show any 

causal relation.  

 

 Discussion 

This thesis is by no means a project that tried to establish any causal relationship as the sentiment 
expressed online on Twitter does not fully represent the public opinion. It is known that there is a lot 
of publicly available information on Twitter but it represents only a part of the available opinions as 
there are also other platforms such as Facebook, (micro)blogs etc. that hold sentimental value that 
can be taken into account. In this case only the data from one social media platform is used as the 
structure of different platforms differs and might require multiple methods to analyze them, there is 
chosen to work on only one method for one platform due to the limited time of the project. Online 
opinions can be extracted from the internet and are thus a cheap option to measure, opinions that 
are not expressed online can only be gathered by questionnaires and interviews which are more time 
consuming and expensive. The objective was to use this easily accessible information and try to find 
a relationship between the sentiment expressed and the identified greenwashing events. 

The results of the project are quite good and are in line with the set expectation, only the recall 

measure of the “Positive” sentiment class performs less than expected. In general it can be said that 

based on the literature read that all classifiers except the adapted Multinomial Naïve Bayes are 

expected to provide better results, many papers have used cleaner and more equally distributed data 

which partly explain their better performances as this project deals with imbalanced data. Also many 

papers state accuracy only but in this paper the F-1 score is used as it provides more insight into the 

classified results as it takes precision and recall into account. There are several mechanisms that 

attribute to the mediocre results of these classifiers, the first is the limited availability of “Positive” 

Tweets that make it hard to accurately identify unique features for this sentiment class. More training 
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data for this class needs to be available to accurately predict the sentiment classes, the distribution 

between the sentiment classes should preferably be as equal as possible to avoid imbalanced data. 

Second, the overall amount of training data should be increased as +- 6500 Tweets that can serve as 

training data is too few to precisely learn the algorithms. Thirdly the “Neutral” sentiment class holds 

the most data points, classification is easier if these neutral Tweets are deleted from the dataset and 

the classification problem becomes a binary problem. Therefore it seems reasonable to learn an 

algorithm to detect these neutral tweets and delete them before the Tweets with actual sentiment are 

used for learning an algorithm. Based on the results and the methods used it seems a good approach 

to also explore unsupervised learning methods or lexical methods for sentiment analysis to avoid a 

labor-intensive labeling process which hinders the applicability of the supervised learning methods 

due to the limited availability of data and it topic specific required data.  

 

The use of sentiment analysis can show the relationship between sentiment trends and identified 

greenwashing events if the results are accurate over all sentiment classes. Sentiment analysis can only 

partially show the relationship between greenwashing events and sentiment expressed on Twitter as 

the identification of greenwashing events is subjective in some cases. In this case TV commercials are 

used as the greenwashing events. TV commercials are aired and can be viewed by many people 

through the TV and internet, but there are also other events that can be greenwashed. Consider the 

greenwashing of a product by stating vague green terms such as eco-friendly and ambiguous 

information on the packaging of a product. It is much harder to measure the influence of these kinds 

of greenwashing practices as they are not as public as the TV commercials. There might be some 

expressed sentiment towards these practices expressed online, but unless these practices really catch 

the eyes of a lot of consumers the expectation is that it will not be measurable with data from social 

media platforms. It seems that sentiment analysis is mainly able to aid in measuring the effectiveness 

of greenwashing events that are able to publicly be viewed by many. Also it not always 100% clear if 

misstated information or the way information is presented is intentionally set-up this way (see chapter 

2.2.1). It is thus also not 100% clear if events identified are actually greenwashing or well-intended 

mistakes. Furthermore the sentiment trend might show a relationship but it is never able to state any 

causal relationship because there might be other factors outside the identified greenwashing events 

influencing the sentiment expressed. Thus sentiment analysis can only partly aid the discussion about 

the effectiveness of greenwashing events.  

 

 Future work 
 

In this thesis four different methods are used of which two are quite common approaches for sentiment 

analysis, namely the standard Naïve Bayes and the Multinomial Naïve Bayes methods. The Fuzzy 

Fingerprints method has, to my knowledge, not been used for sentiment analysis and is thus a novel 

approach. Although the FFP method does not perform the best it uses some interesting procedures 

that may be applied to other methods as well. The FFP method uses the top-k most frequent words 

and penalizes their rank based on their appearances in other sentiment classes, a similar approach 

was therefore adopted for the Multinomial Naïve Bayes method. Here the probabilities calculated are 

also be penalized based on the inversed document frequency to make a more accurate classification. 

If tackling one of the assumptions of the Bayesian methods provides such increasingly better results 

it seems reasonable to explore more options to increase the classification of the Bayesian methods 

even further. Rennie et al., 2003 show some of these poor assumptions of the Bayesian methods such 

as the favor of the Bayesian method to favor classes with more data points and provide possibilities 

on how to resolve them. It is believed that these adaptions might provide even better results, especially 

for imbalanced data.  

 

In the adapted Multinomial Naïve Bayes algorithm there is now chosen to use a simple metric for the 

penalties for the conditional probabilities. As there are three sentiment classes the penalties are 1, 

2/3rd and 1/3rd of the original conditional probabilities based on the IDF scores. These penalties might 
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not be optimal, experiments need to be conducted with different penalty values to seek the optimal 

values.  

 

Another issue that becomes apparent is what happens when words in a Tweet are not apparent in the 

training data for the Bayesian methods or in the fingerprint for the FFP method. In the Naïve Bayes 

methods the probability amounts to 0 which is problematic as the whole probability for a sentiment 

class then amounts to 0 (see chapter 4.1.1 and 4.1.2). A solution is to use alpha smoothing for words 

that do not appear in the training data which prevents this issue. In the FFP method the T2S2 scores 

become lower as words in a Tweet do not appear in a sentiment class. A solution that can be 

implemented for all methods could be to make a dictionary of synonyms, if a word does not appear in 

the training data or fingerprint its synonyms are used for classification instead. This might reduce the 

chances of having 0 probabilities as the feature range increases. This could be of great help especially 

for Twitter data as there not many characters in a Tweet and missing one word in the training data 

could majorly influence the outcome of the classification. Important to note is that the computation 

time will probably go up and that there must be some available resource containing words and its 

synonyms for implementing this into the methods. 

 

 Limitations 
 

No project is without limitations. The most important limitation of this project is the fact that only 

Twitter data is used to measure the online opinion. More opinions are available from other social media 

platforms but also opinions that are not expressed online should be taken into account. Due to time 

limitations of the project there is chosen to only use Twitter data, to get the full picture these other 

opinions need to be analyzed as well.  

 

Another limitation that stems from Twitter itself is that Tweets are gathered from all around the world, 

there is now filtered on English language only. The intention of the project was to analyze American 

sentiment only as other languages besides English fall outside the scope of this thesis. There is way in 

the Twitter advanced search to search for specific GEO-locations, but unfortunately not many Twitter 

users provide that information. This means that the Tweets analyzed can stem from every country of 

the world if they are written in English. 

 

In this project there is chosen to use a specific use case regarding the Deepwater Horizon oil spill. The 

limitation of this project is that the severity of the case might influence the sentiment expressed on 

Twitter. After the oil spill it is likely that the overall sentiment has dropped and that it is thus hard to 

see any sentiment changes around the time of the greenwashing events. It might be better if the case 

is a little more subtle in term of environmental damage and severity to measure any increases and 

decreases in the sentiment expressed online. 

 

 Recommendations 
 

The recommendations are written for the company specific. Within the company there is an interest 

to perform sentiment analysis for advisory related assignments such as: company reputation 

management, social media monitoring, advertisement impact measuring and measuring customer 

opinion and satisfaction.  

 

Ernst and Young (EY) is interested in an application of sentiment analysis that can be applied to 

multiple cases and domains to reduce the amount of work that has to be done before sentiment 

analysis can be applied. This project has focused on one specific use case and uses machine learning 

algorithms that require labeled domain specific data for the learning of the algorithms. The company 
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is better suited with algorithms that can be deployed more broadly for more use cases without having 

to conduct a whole labor intensive labeling cycle for the training data. Fortunately there are other 

methods available for sentiment analysis such as unsupervised methods and lexical methods which 

are less domain specific and do not require the manual labeling of data. This also relates to the analysis 

of sentiment on other social media platforms, it is likely that an advisory assignment contains more 

than just the analysis of one social media domain. The algorithms used in this paper all have to be 

adjusted considerably before they can ben functionally applied to other social media domains due to 

the characteristics of the short Tweets, other social media platforms have different formats and 

outputs. Again a less domain specific approach, on that is for instance based on more general words 

that hold sentiment and are stored in a dictionary, can be applied more easily to other social media 

domains. Lexical methods might be more useful for application across multiple domains as they are 

based on pre-established dictionaries. It is assumed to be easier to adapt the lexical methods to 

multiple platforms than revising whole supervised machine learning methods and the data that is 

needed for learning the algorithms.  

 

If EY considers to use one of the algorithms used in this paper then there are some recommendations 

for each of the methods and its application. The adapted Multinomial Naïve Bayes methods performs 

better than the other Bayesian methods and it is thus recommended to use this algorithm based on 

the results. The penalized multinomial method is applicable for media with relative short texts such as 

Twitter or Facebook, longer textual documents such as books or whole blogs that need analysis are 

not suitable for a Naïve Bayes approach. This stems from the fact that longer text has many words and 

the Naïve Bayes approach will most likely favor longer documents because they the probability of a 

word occurring in a longer text increases. The Fuzzy Fingerprint method can be used for the 

application of either short and longer texts (with some adjustment see chapter 4.1.3). If the objective 

is to use one classifier which requires minimal rework for different assignments than it seems useful 

to apply this method because of the multiple use cases that it has, although results are not as good as 

of the adapted Multinomial Naïve Bayes method.  

 

The third recommendation relates to the use of sentiment analysis as a tool that can aid the company 

in identifying how the public thinks about a company or event. EY must consider that a sentiment 

trend that is established by an algorithm is by no means the whole story. This project shows that there 

may be relationships found between events that have happened and sentiment expressed but that 

there are also other influential events that can distort the sentiment trend. Sentiment analysis can be 

used to gather some first insights and then later on extend the investigation towards some increases 

or decreases in the sentiment trend. But as mentioned there are also other opinions which are not 

expressed online, these are also important to consider but expensive to gather. It is thus advised to 

first gather some preliminary results about the public opinion via sentiment analysis, this sentiment 

trend shows the peaks and drops within sentiment expressed online. This can then be used as a starting 

point for a more elaborate investigation of the sentiment regarding a company, the peaks and drops 

can be used as investigation points to determine events that contribute to increases and decreases in 

sentiment. 
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8.1.1 Introduction 

 

This systematic literature review is made as a part of the master thesis for pursuing the masters title 

at the university of technology Eindhoven. This thesis researches the effects of “greenwashing” 

practices via sentiment analysis on the public opinion expressed on twitter. Sentiment analysis is a 

hot topic nowadays for companies that want to analyze textual data and derive opinions from this 

data. All sorts of data are available, data from ERP (enterprise resource planning) systems but also 

online data from Twitter and for instance product reviews. The application of sentiment analysis on 

this information can lead to interesting insights that might help companies to quickly determine the 

opinion of customers toward their company or towards products and attributes. Sentiment analysis 

can also be used to show trends and fluctuations in sentiment towards specific topics. To make a good 

overview of the methods that are available for executing sentiment analysis this systematic literature 

follows a systematic Kitchenham cycle. This literature review provides the different analysis methods 

that are applied nowadays within the sentiment analysis field and their characteristics such as 

performance and to which data the analysis is applied to.  

 

The report is structured as follows. First the subject and the general research area are described in 

chapter 2. Thereafter the search protocol and search strategy are elaborated on in chapter 3. This 

results in an article pool, from this article pool a selection process is applied which results in the 

literature short-list for this systematic literature review. Subsequently, an analysis is executed and 

the results are made clear in a final analysis table. This table shows the clusters within the articles 

read. Finally, the conclusion and discussion mark the end of the literature review.  
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8.1.2 Research area 

 

This part of the literature review aims to shed some light on the motivation of the research area, its 

application and what data science is. A short overview of the development of the data science field 

and what makes it so important for businesses these days is given. Thereafter a definition of the field 

and its parts is given to increase the understanding of sentiment analysis in its domain, last but not 

least the distinction between small and big data is elaborated on. The goal of this systematic literature 

review is to explore the current knowledge base of techniques available for sentiment analysis on big 

data and to gain insight into the different techniques can execute such an analysis.  

 

8.1.2.1 Motivation research area 

This research is conducted as a part of the master thesis and investigates the influence of 

“greenwashing” practices on the public opinion via sentiment analysis, which is a part of text mining. 

Greenwashing is the spreading of incomplete or false information toward the public regarding the 

company’s environmental responsibility (Furlow, 2010). The practice of greenwashing leads the 

public to believe that a company or its products are more environmental responsible than that they 

actually are. Investigating the influence of such practices on the public sentiment is important 

because sustainability and ecological issues  are currently a major societal issue and influence not 

only business decisions but also consumer decisions to buy products or not (Collins, Steg & Koning, 

2007; Schwarz, Beloff & Beaver, 2002). It is therefore important to gain insight in the effects of these 

greenwashing practices. Such analysis has become possible because the introduction of social media 

resulted in a vast increase in data that contains a public sentiment, there are large quantities of this 

data available. The increased awareness for the environment and the large amounts of data available 

creates the opportunity to research the effects of greenwashing practices on the public opinion via 

sentiment analysis.  

8.1.2.2 The data science field 

Everyday 2.5 Quintillion bytes of data are generated (IBM, 2013), this amount equals almost 30.000 

Gigabytes per second. Predictions even estimate that the world will produce a staggering 50.000 

Gigabytes of data every second in 2018 (Walker, 2015). This amount of data production calls for new 

approaches to analyze and interpret data in a systematic manner. The term “data science” has been 

around since the 1960’s, but in that time data science was just another word for data processing 

(Sundaresan, 2016). As time progressed and the computer era arose, data science evolved from 

being part of the statistical field to a field of its own. In the early 2000’s data science was being 

formalized by Silicon Valley companies, eventually businesses caught on to this development as with 

most things that are used in Silicon Valley. This sparked the emergence of new forms of data and 

extensive use of analytics to achieve competitive advantage through fact-based decision making 

(Press, 2014). Ultimately this resulted in data science becoming an important field for businesses and 

the establishment of the data science journal in 2003 (Davenport, 2006).  

 

But what is data science exactly? And what lies within its domain? 
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Figure 1: Domain data science 

 

The data science domain consists of multiple levels and at the core of this domain lies data mining. 

Data science itself deals with all kinds of data, it involves principles and processes for understanding 

phenomena via automated analysis of data with the ultimate goal being improving decision making 

(Provost & Fawcett, 2013). Data analysis are the human activities that come along with trying to gain 

insight into the secrets that a dataset may hold. Data analytics concerns the automation of these 

insights and uses procedures such as queries and data aggregation to automate these insights. Last 

but not least is data mining, which are the actual tools and techniques used to analyze the data and 

extract hidden patterns in the data set. The topic of this systematic literature review lies within the 

data mining domain, in fact it is a part of the text mining research field. Sentiment analysis is also 

commonly referred to as “opinion mining”, it is a technique that derives opinions toward a specific 

topic from data. The text mining research field uses different data mining techniques such as 

classification, and clustering approaches to derive specific information on a systematic basis from 

data sources which are too vast to be analyzed by humans (Talib, Hanif, Ayesha & Fatima, 2016).  

 

8.1.2.3 Data groups 

There are two groups of data: “Small Data” and “Big Data”. The definition which classifies if data is 

either small data or big data is ambiguous, not only the volume of the data matters. The distinction 

between the groups is important because different analysis techniques are available for the different 

data groups. Although the definitions of small and big data differ quite extensively there are some 

common features which are commonly agreed upon (Madden, 2012). Data features are also called 

the 5 V’s of data, these V’s stand for Volume, Velocity, Variety, Veracity and Value (Demchenko, 

Grosso, de Laat, & Membrey, 2013). Small data relates mainly to data that is relatively small in volume 

and is produced within companies itself such as data stemming from Enterprise Resource Planning 

(ERP) systems. Big data comes from many sources, can take different forms, is produced in large 

quantities and is produced at phenomenal speeds. Therefore, big data is quite different than 

traditional data and might thus require different and more powerful analytical approaches and 

methods to analyze than small data. A small table is presented in table 1 that summarizes the 

differences between small and big data.  
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Category Big data Small data 

Data source Data emerged from outside a 

company/enterprise. Also stems 

from nontraditional data sources: 

- Social media 

- Sensor and log data 

- Device data 

- Video, images, etc 

Data emerged from within a 

company/enterprise, stems from 

traditional sources: 

- Enterprise Resource 

Planning data (ERP) 

- Customer Relationships 

Management data (CRM) 

- Financial data 

Volume - Terabytes (1012) 

- > Terabytes 

- Gigabytes (109) 

- Terabytes (1012) 

Velocity - Often real time 

- Requires immediate  

response 

- Batch 

- Near real time 

- Does not always require 

immediate response 

Variety - Structured  

- Unstructured 

- Multi-structured 

- Structured  

- Unstructured 

Veracity - Lower data consistency 

- Lower data  

trustworthiness 

- High data consistency 

- High data  

trustworthiness 

Value - Complex, advanced or 

predictive business  

analysis and insights 

- business intelligence,  

analysis and reporting 

 

Table 1: Data groups and its characteristics (Banafa, 2015; Demchenko, Grosso, de Laat, & 

Membrey, 2013) 

 

This systematic literature review focusses on big data because the intended data for the sentiment 

analysis concerns data extracted from a social media platform, is unstructured and has most likely a 

lower data consistency and trustworthiness.   
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8.1.3 Search protocol 

 

The search protocol of a systematic literature review is based on scientific databases that are 

available and a search strategy that depicts how the search for literature will be conducted. First the 

research question that this systematic literature review intends to answer is provided, thereafter the 

rationale for this literature review is discussed. Subsequently the search strategy and the selection 

criteria for literature are elaborated on.  

 

8.1.3.1 Research question 

The intent of this literature review is to provide an in depth overview of techniques that are available 

to perform sentiment analysis on big data. Therefore, the research question of this systematic 

literature review is the following:  

 

Which techniques are currently used for performing sentiment analysis on big data?  

 

8.1.3.2 Rationale for the review 

This systematic literature review is made in advance of the graduation project of the author that is 

pursuing a master’s degree in industrial engineering. This literature review should provide the reader 

and the author with a thorough understanding of the work done within the scope of this literature 

review. This review will identify work that is already done by other researchers regarding the topic of 

sentiment analysis on big data and it will provide an overview of the available techniques to execute 

such an analysis. 

 

8.1.3.3 Search strategy 

The search strategy consists of search terms that are derived from the research question and the 

resources used to find literature (Kitchenham, 2007). To ensure that the literature searched covers 

a wide spectrum of the available content 4 highly rated scientific databases are used. Each scientific 

database stores different content and are therefore used complementary to one another. Two 

databases focused towards computing and two multidisciplinary databases are used to ensure that 

the whole research area is covered. 

 

1. ACM digital library 

This database stores articles and other publications such as proceedings of conferences published by 

ACM (Association for Computing Machinery). ACM digital library focusses on computing proceedings 

(14.312 from 219 publishers), high impact computing research journals (45), computing magazines 

published by ACM (8) and books published by ACM and Morgan & Claypool (161.559 by 6034 

publishers).  

Source: ACM digital library 

 

2. IEEE-Xplore 

The IEEE-Xplore scientific database has a strong focus on computer science, engineering and 

electronics. It covers high impact journals and magazines (287), various books (2.383), conference 

publications (7.302) and other materials such as courses.   

Source: IEEE-Xplore digital library 

 

 

 

http://dl.acm.org/
http://ieeexplore.ieee.org/Xplore/home.jsp
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3. Springer  

Springer Science + Business media is a widely known scientific database that publishes peer-reviewed 

journals (3.359), books (228.286) and other scientific documents with a broad focus on science, 

technology and medicine.  

Source: Springer Link 

 

4. Web of Science 

Web of Science by Thomson Reuters is arguably the most widely known scientific database available 

today, it covers multidisciplinary range of research areas. It publishes conference proceedings 

(+160.000), notable scientific journals (13.200) and selected books (+60.000). 

Source: Web of Science 

 

Web of Science is used to search all high impact journals because of their high journal count, ACM 

digital library and IEEE-Xplore are used to find content covered in proceedings of conferences due to 

their high proceedings count. In total these four databases should cover most of the research area 

on sentiment analysis on big data. 

 

8.1.3.4 Search Terms 

The search terms used to derive relevant literature from the scientific databases are derived from the 

research question and the goal of this systematic literature review. The research question is divided 

into facets, these facets are then used to draw up a list of synonyms and alternative spellings to 

include in the search query (Kitchenham, 2007) see table 2. These search terms are then constructed 

into a search query by using search operators. This followed an iterative process where synonyms, 

operators and other criteria are used in different combinations to ensure that the documents found 

are in line with the goal of the systematic literature review and the research question. There is chosen 

to search only in the titles of scientific articles as searches in abstracts and other search field yield 

results that do not correspond with the goals of this literature review. 

 

The research question “Which techniques are currently used for performing sentiment analysis on big 

data?” is divided into the different facets. These facets, their synonyms and other selection criteria 

are combined into a search query. This search query might differ slightly among the different 

scientific databases because each database requires a different syntax. 

 

Number Facet Synonyms and 

alternative spellings 

Source 

1 Sentiment Opinion Thesaurus 

(http://www.thesaurus.com) 

 

Opinion mining and sentiment 

analysis 

(Pang & Lee, 2008) 

2 Analysis 

 

None - 

3 Big data 

 

None - 

 

 Table 2: research question facets 

 

http://link.springer.com/
http://webofknowledge.com/
http://www.thesaurus.com)/
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8.1.3.5 Selection criteria 

To ensure that all documents found by the search query are in line with the research goal and the 

research question there must be selection criteria in place. These selection criteria provide a first 

scope to reduce the amount of documents found and provide better alignment with the literature 

review goal. The goal of this systematic literature review is to explore the current knowledge base of 

techniques available for sentiment analysis on big data and to gain insight into the different 

techniques can execute such an analysis.  

1. Timeframe 

To explore the current knowledge base of techniques available for sentiment analysis, a time frame 

selection criterion is used. Sentiment analysis gained popularity around 2001 (Pang & Lee, 2008) 

and has evolved extensively because of the development of more refined machine learning methods. 

Innovation in machine learning and the development of methods is ongoing practice and the research 

field evolves quite fast. As a first indication a timeframe of 10 years was set, this provided a too vast 

amount of available literature. The timeframe has been reduced to 5 years because of the vast 

amount of literature produced and the evolvement of the research field. 

 

2. Accessibility 

To fully understand the content of the article there are two criteria to be met. First the article must 

be published in English, otherwise language barriers might arise. Some articles are written in English 

but might contain other languages as well because the data that is used is not English.  

Articles are excluded if this second language prevents the full understanding of the paper, otherwise 

this is considered not to be a problem. Second, the article is only included when the full text is 

available. 

 

3. Goal of article 

The goal of the documents found should be to execute and describe a sentiment analysis on textual 

big data according to one certain method. Papers must thus describe a practical approach to execute 

a sentiment analysis according to one specific method, and extract these sentiments based on textual 

big data. 

 

8.1.3.6 Search results 

Table 3 gives an overview of the search queries used and their results, in total 61 documents are 

found. A closer inspection to the found documents revealed that there are 8 documents also found in 

another search engine i.e. overlap, these are deleted from the literature long list resulting in 53 

unique search results. ACM digital library results are limited to conference proceedings only because 

of the limited amount of journals compared to Springer and Web of Science. The same reasoning 

applies to IEEE-Xplore. Springer and Web of Science are both used for articles only because of their 

strong focus on scientific journals. Different search engines require a different search syntax. The 

main objective is to keep the search terms (“Sentiment”, “Opinion”, “Analysis”, “Big Data”) the same. 

Executing the exact same query in all used databases returns sometimes no hits at all, therefore slight 

variations of these search queries are deemed necessary to extract all relevant documents from the 

databases. The different search queries that are used are found via an iterative process of testing 

different queries in the database and looking at the results returned by the database. These results 

are quickly scanned through based on their titles and abstracts to reach a decision of the search query 

applied is deemed correct.  

 

The literature long list contains 53 scientific documents (see appendix 1), selection criteria are 

applied after analyzing all the documents abstracts, methods and conclusions. The literature short 
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list that will be read and analyzed thoroughly is made after applying the selection criteria from 

paragraph 3.5, this results in 16 documents deemed fit for in depth review. 

 

 
Table 3: Search query results 

  

 ACM Digital library IEEE-Xplore Springer Web Of Science 

Search query Search in title: 

Matches all 

“Sentiment” OR 

“Opinion” 

“analysis” 

+ Search in title: 

Matches any 

“Big Data” 

 

Search in Metadata 

document title: 

“Sentiment" OR 

"Opinion" NEAR 

"Analysis" AND 

“Big Data" 

 

 

With all the words: 

(“Sentiment” OR 

“Opinion”) NEAR 

“Analysis” AND 

“Big Data” 

Search in title: 

"Sentiment" 

"Opinion" 

"Analysis" 

"Big Data" 

Search in title: 

(“Sentiment” OR 

“Opinion”) NEAR 

”Analysis” AND 

”Big Data” 

Publication years 2012-2017 2012-2017 2012-2017 2012-2017 

Language  English English English English 

Filter Proceedings only Conference 

publications 

Articles only Citation indices 

only 

Results 17 10 21 13 

Unique results 53 
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8.1.4 Analysis 

 

The results that are found according to chapter 8.1.3 are thoroughly read and analyzed, in this 

chapter the results of the analysis are presented.  

 

To accurately answer the research question and adhere to the goal of this systematic literature 

review, several analyses are executed. The research question concerns techniques that are used for 

performing sentiment analysis on big data. Several analyses are performed that all answer parts of 

this question 

 

- 8.1.4.1 analyses the methods used for sentiment analysis and categorizes them, providing the 

distribution of methods used for sentiment analysis. 

- 8.1.4.2  analyses the data sources that are used within the papers to see if there is any difference 

in data domain and technique used. 

- 8.1.4.3  analyses what kind of preprocessing procedure is used because this can influence the 

performance of the sentiment analysis. 

- 8.1.4.4  analyses how sentiment is extracted from text, this can happen on multiple levels and can 

be of influence on performance.  

- 8.1.4.5  analyses how the ground truth is established on which the performance measures are based. 

- 8.1.4.6  analyses the performance measures used to calculate the accuracy of the methods, these 

are used to compare their functioning. 

 

These analyses are combined into one model that shows all articles and their analyzed parts. This 

model gives a complete overview of the analysis done and allows the identification of similarities and 

differences among applied methods. 

 

8.1.4.1 Techniques for sentiment analysis 

Different papers discuss the application and techniques used in sentiment analysis (Maynard & Funk, 

2011; Ravi & Ravi, 2015), these papers provide an overview of sentiment classification. Ravi & Ravi 

(2015) argue that the techniques for sentiment analysis stem from Natural Language Processing 

(NLP), Information Retrieval (IR) and (un)structured Data Mining (DM). They argue that sentiment 

analysis can be used to perform different tasks, for these tasks there are different techniques 

available. These tasks are: subjectivity or sentiment classification, opinion spam detection, review 

usefulness detection, lexicon creation and aspect extraction. Ravi and Ravi (2015) introduce five 

sentiment analysis categories that relate to the tasks executed; machine learning approaches, lexicon 

based approached, hybrid approaches, ontology based and non-ontology based approaches. The 

most important tasks and categories and their relations of these tasks and categories are shown in 

figure 2. Lexicon creation and aspect extraction are referred to as lesser used tasks for sentiment 

analysis.  

 

The earlier mentioned three main categories are also advocated by other researchers (Maynard & 

Funk, 2011). It thus seems viable to use the three main approaches for sentiment analysis as 

mentioned earlier for classifying the found literature. In this systematic literature review three 

approaches are adopted by the papers analyzed; machine learning approaches, lexicon based 

approaches and hybrid approaches. All these approaches determine the polarity of a text or word and 

compute a total sentiment score. In general  lexicon approaches compute these scores based on a 

predefined dictionary of words, machine learning approaches compute these scores based on a model 

that is trained on labeled training data. The hybrid approach combines the previous two methods. 

There are no ontology and non-ontology approaches found in the article pool, these are thus excluded 
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from the analysis. This relates to the findings in the previous section that ontology based and non-

ontology based approaches are less used as sentiment analysis tasks and are thus less likely to appear 

in the literature found. First the main differences between the three main approaches for sentiment 

analysis are discussed, definitions of the approaches are used to categorize the obtained literature.  

 

 
 

Figure 2: Sentiment analysis tasks and approaches (adapted from: Ravi & Ravi, 2015) 

 

Machine learning based approaches 

Machine Learning Approaches (ML) apply ML algorithms such as: Naive Bayes (NB), Support Vector 

Machines (SVM), Neural Networks (NN), Bayesian Network (BN) and Maximum Entropy (ME) (Medhat 

et al, 2014). These machine learning approaches use linguistic features to classify the sentiment of 

a text. ML approaches can be further divided into supervised and unsupervised learning processes. 

Supervised learning processes require labeled data for training of the algorithm applied and classify 

target data based on the training set (Hassan Khan, Qamar & Bashir, 2015). Unsupervised methods 

are used when there is no labeled training data available, the categories of objects are unknown. 

Unsupervised learning aims to assign these class labels (Khan, Qamar & Bashir, 2016).  

Lexicon based approaches 

Lexicon based approaches rely on a so called sentiment lexicon, which is basically a collection of 

sentiment terms. Lexicon based approaches can be divided into two sub-categories: dictionary based 

and corpus based. The dictionary approach depends on finding specific seed words (or their synonyms 

and antonyms) in the dictionary (Khan, Qamar & Bashir, 2016). The corpus based approach starts 

with a list of opinion words, it then finds other opinion words in a large corpus to help derive context 

specific opinion words. Based on these opinion words the polarity, or semantic orientation, of each 

word or phrase in the text is computed. 

Hybrid approaches 

Hybrid approaches combine ML and Lexicon approaches; the most common form of the hybrid 

approach is using a lexicon approach as the basis and machine learning is used to increase accuracy 

of the sentiment classification (Mudinas, Zhang & Levene, 2012; Pawar, Shrishrimal & Deshmukh, 

2015).  

 

The articles read and analyzed are categorized within these three main categories based on the 

method applied within the paper. This categorization is shown in figure 3. In general, all three classes 

are represented within the article pool but there is a clear favor for either a ML or hybrid approach. 

This finding is in line with multiple researchers that state that many of today’s approaches are either 

use ML techniques or hybrid approaches (Mudinas, Zhang & Levene, 2012; Pawar, Shrishrimal & 

Deshmukh, 2015). Possible explanations for this are the following: pure lexicon based approaches 
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give poor results in real-life application due to the maintenance of sentiment dictionaries for different 

domains (Sharma & Dey, 2013). According to Mudinas et al. (2012), ML approaches achieve very 

high accuracy by treating sentiment detection as a “simple” classification problem which require no 

expensive dictionary. They also argue that hybrid approaches are favorable because the combination 

of ML and lexicons created more structured and readable results which are less sensitive to writing 

styles in text.   

 

 
Figure 3: Categorization of papers 

 

Note: Multiple papers (Fang & Zhan, 2015; Khan, Qamar & Bashir, 2016a; Khan, Qamar & Bashir, 

2016b; Nodarakis, Sioutas, Tsakalidis & Tzimas, 2016; Sharma & Dey, 2012a; Sharma & Dey, 2013; 

Yang, Chen & Chang, 2015) use multiple methods to compare their methods performance to other 

methods. Only the method that is designed and executed in the paper is used to classify the paper 

into a category. An example is Sharma & Dey (2012a), they use a Neural Network method to classify 

sentiment from text, they compare their method to other methods such as lexicon approaches. This 

paper is classified within the machine learning category because their developed method concerns a 

neural network which falls under the machine learning category.  

 

8.1.4.2 Data sources used for sentiment analysis 

For sentiment analysis different data sources are used, to see if there is any difference in applied 

method for sentiment analysis based on the data used it is of importance to analyze the data sources. 

All papers use some kind of data but it differs along the platform that is used to extract the data from, 

this can for instance be Tweet data from Twitter or product data from Amazon. For different data 

domains there could be different sentiment classification techniques performed because of their 

functioning in relation to the data used (Singh, Paul & Kumar, 2014). Consider differences in 

techniques applied on structured data from ERP systems or unstructured data such as Twitter feed. 

Some papers (Bravo-Marquez, Mendoza & Poblete, 2013; Dai & Prout, 2016; Khan, Qamar & Bashir, 
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2016a; Khan, Qamar & Bashir, 2016b; Minanovic, Gabelica & Krstic, 2014; Mudinas, Zhang, & 

Levene, 2012; Sharma & Dey, 2013; Yang, Chen & Chang, 2015) use multiple datasets to build and 

test their model, therefore the count of total data domains is higher than the amount of papers in the 

short list. The papers analyzed apply their sentiment analysis to different domains, these are 

categorized into four categories; movie and video reviews, hotel reviews, product reviews and twitter 

feed. 

 

Movie and video reviews, count: 11 

7 papers use movie reviews to test the functioning of their sentiment analysis techniques, movie and 

video reviews are collected from popular websites such as IMDB and Cornell University. These 

datasets range in between: 2.000 – 400.000 entities. 

 

Hotel reviews, count: 2 

2 papers in total have applied their sentiment analysis techniques to hotel reviews. These databases 

range consist of 2.000 and 105.000 entities.    

 

Product reviews, count: 15 

A total of 5 papers use product reviews as their database. Product reviews concern reviews for 

products such as cars and computers, but also financial and health products. These databases range 

between: 7.000 and 1.230.000 entities 

 

 

Twitter feed, count: 8 

Twitter databases consist of Tweet extracted from Twitter using the Twitter API. These databases 

range between: 3500 and 2.2000.000 entities. 

 

8.1.4.3 Preprocessing  

Raw data that is gathered often needs some preprocessing steps before actual analysis can be 

performed (Haddi, Liu & Shi, 2013). Pre-processing is cleaning and preparing the textual data for the 

classification of the sentiment, which should increase the accuracy of the analysis. There are several 

pre-processing techniques available for sentiment analysis: tokenization, stop word removal, Parts 

Of Speech (POS) tagging, feature extraction/selection and stemming (Ravi & Ravi, 2015). All of these 

preprocessing techniques are used to reduce the extreme noise that is apparent in textual data and 

to remove irrelevant parts in the text. The papers in the literature shortlist are analyzed and 10 

different preprocessing techniques are used; POS tagging, tokenization, stop word removal, 

stemming, lemmatization, feature selection, punctuation removal, URL and hashtag removal, word 

segmentation and a number of characters filter. Below a small explanation of the different techniques 

is given.  

 

POS tagging, count 5: 

POS tagging determines what part of speech a word is such as: nouns, verbs, etc. It creates a so-

called “POS-tag”for this word that is stored. Note that words can have multiple POS-tags based on 

the context of the sentence that the word is in. Based on the POS tag, words that belong to a certain 

category can be deleted or kept as they contain either low or high sentiment value (Voutilainen, 

2003). 
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Tokenization, count: 3 

Tokenization is breaking up the textual document in parts of sentences or words and punctuation. 

Tokenization tries to explore the words in a sentence or sentences in a document and separates this 

from punctuation (Vijayarani, Ilamathi & Nithya, 2015).  

 

Stopword removal, count: 7 

There are many words in a document or text that appear frequently but are meaningless when it 

comes to sentiment value. They are just used to join words together, making it easy to read but they 

have no contribution to the content/context of the document. Common stop words are for example: 

and, are, this, that, etc. (Vijayarani, Ilamathi & Nithya, 2015). 

 

Stemming, count: 4 

Stemming conflates the forms of different words into its common representation as the stem of the 

word e.g. “running” is transformed to its stem “run”. The problem with stemming is that it can reduce 

words with different stems into the same stem (over-stemming),  or two words with the same stem 

are transformed into two different stems (under-stemming) (Vijayarani, Ilamathi & Nithya, 2015). 

Stemming is done by a heuristic process that removes the ends of the words and using that as a stem 

form of that word (Schütze, 2008). 

 

Lemmatization, count: 2 

Closely related to stemming is lemmatization, the difference resides in the fact that stemming 

operates on a single word without taking the context into account. Lemmatization also transforms 

words into a base form of the word, this process is based on a vocabulary and morphological analysis 

of words (Schütze, 2008).  

 

Feature selection, count: 3 

Feature selection is a process where the text corpus is removed of any unnecessary features, i.e. 

words that do not hold any sentiment, that are apparent in the corpus. This happens before the 

sentiment classifier is trained to allow for better model fit and better faster classification (Sharma & 

Dey, 2012).  

 

Punctuation erasure, count: 1  

Removing punctuation to reduce invaluable information as punctuation holds no sentiment value.  

 

URL and hashtag removal, count: 2 

Removing URL’s and hashtags from the text to reduce invaluable information. Note that some 

researchers do include hashtag as a source of information for sentiment classification (Minanovic, 

Gabelica & Krstic, 2014; Nodarakis, Sioutas, Tsakalidis & Tzimas, 2016).  

 

Word segmentation, count: 1 

Segmenting words in a string that might have been misspelled into different usable words that appear 

in a dictionary.  

 

Number of characters filter, count: 1 

Selecting and removing words based on the number of characters. 

 

Based on the pre-processing methods mentioned within the articles several groups of pre-processing 

can be distinguished. These main groups of pre-processing techniques provide a clearer view of which 

pre-processing steps are taken for each article than analyzing the specific pre-processing methods. 

The following main groups are identified within the analyzed literature: 
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Group 1: Preparing data before cleaning 

(Tokenization, POS Tagging) 

This group of pre-processing methods is used to categorize textual data into categories that are used 

for selecting which data to keep or to remove in the data cleaning process. 

 

Group 2: correcting words 

(Word segmentation)  

Checks the texts for words that are uncommon and tries to determine the correct word.   

 

Group 3: Simplifying words 

(Stemming and Lemmatization) 

Uses pre-processing techniques to derive base forms of words to simplify the  sentiment classification 

task. 

 

Group 4: Data cleaning 

(Stop word removal, feature selection, punctuation erasure, URL and hashtag removal, number of 

character filter) 

This group of pre-processing methods is used to clean the data based to remove any invaluable data 

that can slow down the classification algorithm and reduce its accuracy.  

 

It is observed that some articles mention no pre-processing technique at all (Banić, Mihanović & 

Brakus, 2013; Liu, Blasch, Chen, Shen & Chen, 2013). There are many articles that do not consider 

preparing the data before cleaning by means of tokenization or using POS tagging, these articles 

immediately start cleaning their data. There is big difference observed in the papers analyzed about 

the way the process of the sentiment analysis is conducted. Some papers clearly state a workflow in 

which they argue their pre-processing approach, others consider these steps less important and 

spend little attention to stating their workflow.  

 

8.1.4.4 Sentiment extraction 

There are three main levels on which sentiment analysis can be executed; document-level, sentence-

level and aspect-level (Medhat, Hassan & Korashy, 2014). The three main levels of sentiment analysis 

are thoroughly described by Feldman (2013) in his article: techniques and applications for sentiment 

analysis, that provides an overview of the hot topic that is sentiment analysis is. The following 

descriptions are used for determining the sentiment extraction method of the papers read, these 

descriptions are based on the above-mentioned article of Feldman. 

 

Document-level sentiment analysis 

Document-level sentiment analysis tries to extract the sentiment from the whole document applied, 

a restriction here is that the document concerns only one topic. Within document level sentiment 

analysis there are two main approaches for executing the analysis: supervised and unsupervised 

learning (see 4.1.1). Within the supervised approach training data is labeled as positive or negative, 

a model then learns the pattern and classifies the new input based on the previous learned pattern. 

Unsupervised learning determines the semantic orientation of a document by selecting phrases and 

calculating their semantic orientation, an average then determines if the document is classified into 

a positive or negative class according to a certain threshold.   

 

 



 
88 

 

4.1.1 Sentence-level sentiment analysis 

Sentence-level sentiment analysis extracts the sentiment from all sentences within the document, an 

assumption here is that all sentences contain a single opinion. With this type of sentiment analysis a 

more fine-grained view of different opinions within a document can be extracted. First the polarity of 

the sentence is determined i.e. if the sentence is subjective or objective, only subjective sentences 

will be analyzed. Thereafter these sentences are classified as positive or negative. Most of these 

approaches are based on unsupervised learning (Feldman, 2013).  

 

4.1.2 Aspect-based sentiment analysis 

Document and sentence level sentiment analysis work best when the analyzed content concerns one 

subject or entity. Aspect-based sentiment analysis tries to recognize all sentiment expressions in a 

text and the aspects to which they refer. A common approach is to use a corpus and to extract all 

noun phrases of a text, the noun phrases that have a frequency above some predetermined threshold 

are kept for analysis (Hu & Liu, 2004).  

 

Sentiment analysis can be executed on multiple levels and can be of influence on performance and 

the choice of method. (document level, sentence level and aspect level). The papers are analyzed to 

extract their sentiment level approach. The distinction between the three main levels of sentiment 

analysis by Medhat et al. (2014) seems valid since all three methods are used by the papers in this 

literature review. 

 

Document-level sentiment analysis, count: 3 

In total six papers use a document-level approach to sentiment analysis, there is no consistency in 

data type used for a document-level approach. 

 

Sentence-level sentiment analysis, count: 6 

Six papers adopt a sentence-level sentiment approach, the main data type used for this approach is 

twitter data, but there is also product review data used. 

 

Aspect-based sentiment analysis, count: 7 

Aspect-based analysis is executed seven times, the main data type used for this approach is movie 

and hotel reviews, also some product review data is used. 

 

8.1.4.5 Ground truth 

The ground truth in sentiment analysis is used to determine the performance of the models applied. 

The ground truth states the polarity of a document, sentence or aspect based on an assigned label. 

Without these labels there is no way of measuring the performance of the adopted models. Within the 

papers analyzed there are a few methods adopted to establish this ground truth. 

 

Star rating, count: 4 

Four papers use a scale rating (1 to 5) based on stars assigned to product or movie reviews. The main 

method adopted is to classify ratings higher than 3 as positive reviews, lower than 3 as negative and 

ratings equal to 3 as neutral. All of these ratings are given by the person that made the review.  

 

Corpus labels, count: 6 

A total of six papers use a pre-labeled corpus to determine their ground-truth, the data is thus pre-

labeled with the polarity of the Tweet or product review. These papers assume that the corpus they 

have used is valid and that the method applied by the makers to determine the polarity of the content 

of the corpus is also valid. 
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Manually labeled, count: 2 

A mere two papers manually adjust their data with the polarity labels. This can be done by 

independent judges that do not participate in the research itself. This is tedious and time consuming 

work, and is thus not widely adopted. 

 

Not stated, count: 4 

There are four papers that do not specifically state how their ground truth is established, some papers 

use a corpus others do not. It can be assumed that the corpuses are pre-labeled but this cannot be 

validated.  

 

8.1.4.6 Performance measures 

To assess the performance of the sentiment analysis methods applied in the papers, most papers use 

some sort of statistical measure to assess its accuracy. These measures are used to compare the 

effectiveness of the sentiment analysis method and provide an overview of the best and worst 

methods in the field. The measures used in the papers are all based on the accuracy of the model, 

they classify their predictions into four categories: true positives (TP) are correctly predicted positive 

sentiments, true negatives (TN) are correctly predicted negative sentiments, false positives (FP) are 

positive predicted sentiments but are negative sentiments in reality and false negatives (FN) are 

negative predicted sentiments but are positive sentiments in reality. The papers analyzed use the 

overall accuracy, the F1 score and sometimes they provide a ROC curve to further demonstrate the 

performance of their method. 

 

𝑜𝑣𝑒𝑟𝑎𝑙𝑙 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁
 

 

𝐹1 𝑠𝑐𝑜𝑟𝑒 = 2 ∗ 
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑟𝑒𝑐𝑎𝑙𝑙

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙
  

 

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

 

𝑟𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 

 

Within the papers read there is quite some difference in methods applied to test the performance of 

the sentiment analysis. Most are based on accuracy or F1 scores as mentioned above, but the number 

of test sets used to give a performance measure differs. Some papers test the performance of their 

sentiment analysis method on multiple test sets (Bravo-Marquez, Mendoza & Poblete, 2013; Dai & 

Prout, 2016; Khan, Qamar & Bashir, 2016a; Khan, Qamar & Bashir, 2016b; Mudinas, Zhang, & 

Levene, 2012; Sharma & Dey, 2013; Yang, Chen & Chang, 2015), when this is the case the outcomes 

of the performance measures for the different test sets are averaged.  

 

Also some papers (Fang & Zhan, 2015; Khan, Qamar & Bashir, 2016a; Khan, Qamar & Bashir, 2016b; 

Nodarakis, Sioutas, Tsakalidis & Tzimas, 2016; Sharma & Dey, 2012a; Sharma & Dey, 2013; Yang, 

Chen & Chang, 2015) compare the accuracy of their method in comparison to other used methods, 

only the performance measure of the subjective method applied in the paper is given. For instance, 

Sharma & Dey (2013) compare their boosted SVM sentiment analysis with other SVM sentiment 

analysis methods. In this case only the performance measure for the boosted SVM is given.  
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Three papers state no performance measure, Banić, Mihanović & Brakus (2013) state that their 

results are not fully reliable, Xu, Zhu & Bellmore (2012) provide only the cross validation error on 

their training set and Minanovic, Gabelica & Krstic, (2014) provide no measure for their methods 

performance.  

 

8.1.4.7 Cluster Analysis  

The previous chapters explained the form of the table. Table 4 on the next page shows which 

sentiment techniques are used in which articles and all other previous analyzed parameters. The 

articles are ordered differently to better visualize the clusters that became apparent from the 

analysis. Data used, performance measures and sentiment approaches such as machine learning or 

lexicon based approaches are used as abbreviations to reduce the width of the table, which increases 

readability. There is an “X” marked within one or two of the sentiment approaches if a paper uses 

that specific sentiment approach, two “X” are placed when a paper uses a hybrid approach. These 

“X” then correspond to the hybrid combination of sentiment approaches used. 



 
 

 
 

 

Table 4: Analysis cluster model 

 



 
 

Clusters in the article pool become apparent when combining the data from the previous chapters, 4 

different clusters are identified. The largest cluster contains 5 articles, one cluster contains 4 articles 

and two clusters contain 3 articles. The largest cluster contains all articles that use an aspect-based 

sentiment approach and all of these articles use movie and video review data as input. They all provide 

at least the accuracy performance measure and achieve overall high-performance. This cluster also 

mainly uses the following pre-processing steps: preparing the data before cleaning, simplifying words 

and data cleaning. The second cluster contains all Not Available (NA) performance measures, this 

cluster contains 3 articles. What is interesting to notice is that all of these articles use at least a lexicon 

based approach, which might explain the fact that they do not provide performance measures. Two 

of the three articles makes use of KNIME for their execution of sentiment analysis. There is a variety 

of input data used for the execution of these analysis and also the way to determine sentiment by 

extraction method. The third cluster contains all articles that use Twitter data (T) as their input, all 

these articles use a sentence-level sentiment approach to determine the opinion within a Tweet. The 

overall accuracy of these methods varies from Not Available (NA) to high accuracy scores of 82%. 

Overall the accuracy is lower compared to other clusters. These articles mainly use data cleaning as 

their only pre-processing step. The fourth cluster consists of 3 papers that have the lowest 

performance of the whole article pool, these performances are all below an 80% threshold. Interesting 

to note is that these articles all use a purely machine-learning based sentiment algorithm.    

 

8.1.4.8 Sub-conclusion 

From the above-stated analysis chapter we can derive two main components, the first is the 

structuring towards a classification tree model where three major approaches for sentiment analysis 

are defined. What is noticed is that there are other methods for sentiment analysis such as deep 

learning which are not used within the article pool found. The articles analyzed use mainly supervised 

learning techniques that require previous labeled training data for classifying. The second is the 

analysis of several dimensions which are converted in an analysis table (table 4) that show relations 

between these analyzed dimensions. This clearly shows that there are clusters which relate to the 

aspect to which a sentiment process is applied and its output. Overall there are 4 major clusters 

identified. 



 
 

8.1.5 Discussion and conclusions 

 

The goal of this systematic literature review was to explore the current knowledge base of techniques 

available for sentiment analysis. This review uses articles from the last 5 years due to quick 

developments in the sentiment analysis field and the vast amount of literature on this topic that is 

available. The literature review analyses common components from the articles that made the cut to 

the literature shortlist. There is a wide variety of methods used and some of these provide very good 

accuracies and some none at all. Clusters in the articles are defined in the analysis table and this 

shows that there are some similarities between the read papers. The highest accuracies are achieved 

by aspect-based sentiment analysis and these all include movie and video review data, these papers 

mainly use three groups of data pre-processing that partly explains the higher accuracies. From all 

the articles that could not provide a performance, two third used KNIME as sentiment analysis tool, 

also the approaches used are all (partly) lexicon based. For every article that uses Twitter data is 

input there is a sentence-level sentiment analysis approach used. Although this approach is adopted 

it does mostly not achieve high accuracy, this might also be due to the low usage of pre-processing 

steps. The last cluster shows the lowest achieved accuracies within the article pool and all these 

sentiment methods are based on pure machine-learning.  

 

A discussion point concerns the use of the term “big data” in the search strategy. As mentioned big 

data is an ambiguous term as there are many definitions and it is not exactly clear what is meant by 

it. This also shows in the articles read, some interpret “big data” as so much data that it cannot be 

analyzed by a standalone computer, others define it as data which is highly available and can stem 

from multiple sources. The majority of the articles uses the last definition and uses input data that is 

not extremely large, there are two papers that use so much data that they use an online cloud 

computing approach using Hadoop. This insight concludes that for graduation there needs to be more 

research towards what “big data” is and which papers remain relevant for graduation. 

 

Overall this systematic literature review provides a theoretical basis on which the master thesis will 

be build. It became clear that there are multiple methods available for sentiment analysis and that 

certain methods are used for specific data. When starting graduating and determining and designing 

the method to be used, this systematic literature review serves as a good starting point.   
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8.1.7 Appendix 

8.1.7.1 Appendix 1: Literature long list 
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 TV commercials aired 
 

8.2.1 Voices of the gulf: business owner’s impact 

Voices From The Gulf: Louisiana Restaurant Owners (Series) – (24 October, 2010) 

https://www.youtube.com/watch?v=oNN5xZgxq0k 

 
Voices from the Gulf: Mississippi Fisherman – (26 October, 2010) 
https://www.youtube.com/watch?v=_TN8_TN1sPU 

 
Voices from the Gulf: Florida business owners – (10 January, 2011) 

https://www.youtube.com/watch?v=JL6ooGCMlSs 

 
Voices from the Gulf: Alabama beaches business owners – (17 march, 2011) 

https://www.youtube.com/watch?v=25_LICFMgMI 

 
Voices From The Gulf: Louisiana Restaurant Owners  – (17 march, 2011) 

https://www.youtube.com/watch?v=vbqjOiCJEGM 

 

8.2.2 Voices of the gulf: tourism 

Voices From The Gulf: Best place  – (23 August, 2011) 

https://www.youtube.com/watch?v=onGNrCc7RQA 

 
Voices From The Gulf: Great vacation  – (23 August, 2011) 

https://www.youtube.com/watch?v=jep5B9YBV-0 

 
the gulf makes a perfect winter getaway  – (21 November, 2011) 

https://www.youtube.com/watch?v=tO2i_mMZfz4 

 

Now is the perfect time to visit the gulf – (7 December, 2012) 

https://www.youtube.com/watch?v=0FidIIQO6ZY 
 
 

8.2.3 BP’s commitment 

BP gulf coast update – (20 December, 2011) 
https://www.youtube.com/watch?v=hoOfIR4Vk1o 

 

BP’s ongoing commitment to the gulf - (27 April, 2012) 

https://www.youtube.com/watch?v=BV13FugHAos 

 

BP’s ongoing commitment to America - (22 August, 2012) 

https://www.youtube.com/watch?v=V6m-VJy8Toc 

 

BP’s commitment to America has never been stronger – (1 may, 2013) 

https://www.youtube.com/watch?v=LLBTT7Mvk2Q 
  

https://www.youtube.com/watch?v=oNN5xZgxq0k
https://www.youtube.com/watch?v=_TN8_TN1sPU
https://www.youtube.com/watch?v=JL6ooGCMlSs
https://www.youtube.com/watch?v=25_LICFMgMI
https://www.youtube.com/watch?v=vbqjOiCJEGM
https://www.youtube.com/watch?v=onGNrCc7RQA
https://www.youtube.com/watch?v=jep5B9YBV-0
https://www.youtube.com/watch?v=tO2i_mMZfz4
https://www.youtube.com/watch?v=0FidIIQO6ZY
https://www.youtube.com/watch?v=hoOfIR4Vk1o
https://www.youtube.com/watch?v=BV13FugHAos
https://www.youtube.com/watch?v=V6m-VJy8Toc
https://www.youtube.com/watch?v=LLBTT7Mvk2Q
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 Protocol Manual labeling Tweets 
 

Tweets that contain a negative sentiment towards the subject BP are labeled = Negative 

Example: Amazing that these douche bags @BP_America @BPGlobalPR even have the nerve to deny. 

Profoundly immoral http://huff.to/1kXUvJQ =Negative 

 

Tweets that contain a positive sentiment towards the subject BP are labeled = Positive 

Example: Delighted to have joined the team @BP_America yesterday! Looking forward to this next 

chapter = Positive 

 

Tweets that do neither contain a positive or negative sentiment towards the subject BP are labeled = 

Neutral 

Example: @mike_petriello took me a second to realize @BP_America was British Petroleum and not 

@baseballpro = Neutral 

 

News Tweets that contain a negative decision or statement towards the subject BP are labeled = 

Negative 

Example: @JosephFKaminski @kimbo1pow @BP_America  Dumped  Dispersants worse than the oil 

even stronger Pathogen  http://www.huffingtonpost.com/2013/04/25/ = Negative 

 

News Tweets that contain a positive decision or statement towards the subject BP are labeled = 

Positive 

Example: Michael Gibbs was promoted to Head of #IT @BP_America. Congrats, Michael! 

http://ow.ly/rHxUe = Positive 

 

News Tweets that neither contain a negative or positive decision or statement towards the subject 

BP are labeled = Neutral 

Example: releases/bp-announces-significant-discovery-in-the-deepwater-gulf-of-mexi.html 

\xe2\u20ac\xa6 = Neutral 

 

Sarcastic Tweets toward the subject BP are labeled = Negative 

Example: hi @BP_America, remember when you guys spilled billions of gallons of oil into the ocean? 

haha cool = Negative 

 

Tweets that are off-topic or unrelated to the subject BP are removed 

Example: What a beautiful view from the balcony.. 

 

 

http://huff.to/1kXUvJQ
http://www.huffingtonpost.com/2013/04/25/
http://ow.ly/rHxUe
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 Results classifier 1 
 

 

 
 

Naïve Bayes results classification BP data (un pre-processed data) 
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Naïve Bayes results classification BP data (pre-processed data) 
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Naïve Bayes results classification Niek Sanders data (un pre-processed data) 
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Naïve Bayes results classification Niek Sanders data (pre-processed data) 
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 Results classifier 2 
 

 

 
 

Multinomial  Naïve Bayes results classification BP data (un pre-processed data) 
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Multinomial  Naïve Bayes results classification BP data (pre-processed data) 
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 Results classifier 3 
 

 

Fuzzy Fingerprint 𝜇1(𝑖) results classification BP pre-processed data 
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Fuzzy Fingerprint 𝜇2(𝑖) results classification BP pre-processed data 
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Fuzzy Fingerprint 𝜇1(𝑖) results classification BP un pre-processed data 
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Fuzzy Fingerprint 𝜇2(𝑖) results classification BP un pre-processed data 
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 Results classifier 4 

 

 
 

Naïve Bayes results classification model 4
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Multinomial  Naïve Bayes results classification model 4 
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Fuzzy Fingerprint 𝜇1(𝑖) results model 4 
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Fuzzy Fingerprint 𝜇2(𝑖) results model  
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 Results classifier 5 
 

 

 

Penalized Multinomial Naïve Bayes model results 

  



 113 

 Sentiment trend 

Classified 

sentiment positive / negative 
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Classified sentiment trend 
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Classified sentiment trend v.s. stock prices
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 Web crawler code 
 
import csv 

from selenium import webdriver 

from selenium.webdriver.common.keys import Keys 

import time 

 

 

### webdriver and opening webpage 

chrome_path = r"C:\chromedriver_win32\chromedriver.exe" 

driver = webdriver.Chrome(chrome_path) 

driver.get("https://twitter.com/search?l=en&q=to%3ABP_america%20since%3A200

9-01-01%20until%3A2014-01-01&src=typd") 

 

# scrolling down to bottom page 

scroll_pause = 2 

last_height = driver.execute_script("return document.body.scrollHeight") 

 

while True: 

    # scroll down to bottom 

    driver.execute_script("window.scrollTo(0, 

document.body.scrollHeight);") 

 

    # waiting on page to load 

    time.sleep(scroll_pause) 

 

    # calculating new height and compare to last scroll height 

    new_height = driver.execute_script("return document.body.scrollHeight") 

    if new_height == last_height: 

        break 

    last_height = new_height 

 

 

### extracting data 

 

# names  

names = driver.find_elements_by_class_name("FullNameGroup") 

 

# Tweets  

Tweets = driver.find_elements_by_class_name("js-Tweet-text-container") 

 

# dates 

dates = driver.find_elements_by_class_name("Tweet-timestamp") 

 

 

### making list per category 

Tweet_pages = len(names) 

 

namelist = [] 

datelist = [] 

Tweetlist = [] 

 

for i in range(Tweet_pages): 

    namelist.append(names[i].text) 

    datelist.append(dates[i].text) 

    Tweetlist.append(Tweets[i].text) 

 

 

### writing to csv 

row1 = zip(namelist) 
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with open('testname.csv', 'w', encoding="utf-8") as f: 

    writer = csv.writer(f) 

    for row in row1: 

        writer.writerow(row) 

 

row2 = zip(datelist) 

with open('testdate.csv', 'w', encoding="utf-8") as f: 

    writer = csv.writer(f) 

    for row in row2: 

        writer.writerow(row) 

 

row3 = zip(Tweetlist) 

with open('testTweet.csv', 'w', encoding="utf-8") as f: 

    writer = csv.writer(f) 

    for row in row3: 

        writer.writerow(row) 

 

 

### clean up and close browser 

driver.close() 
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 Data cleaning code 1 
import pandas as pd 

from slangdict import slangdict 

from appos import appos 

import string 

import itertools 

from autocorrect import spell 

from nltk.corpus import stopwords 

from nltk.stem import WordNetLemmatizer 

 

 

### importing excel 

excelfile = "full-corpus.xlsx" 

 

# loading spreadsheat 

sheet1 = pd.ExcelFile(excelfile, sep='\s*,\s*', header=0, encoding = "utf-

8") 

print(sheet1.sheet_names) 

 

# Load sheet into DataFrame 

dataframe1 = sheet1.parse('full-corpus') 

 

# check column names 

print(dataframe1.columns) 

 

 

 

### removing duplicate Tweets 

dataframe1.duplicated() 

dataframe1.drop_duplicates(keep='first', inplace=True) 

 

 

### removing irrelevant Tweets 

dataframe1 = dataframe1[dataframe1.Sentiment.str.contains("irrelevant") == 

False] 

 

 

### removing ReTweets 

dataframe1 = dataframe1[dataframe1.TweetText.str.contains("RT") == False] 

 

### conversion of ’ to ' 

# define pattern 

patterncomma = r'’' 

 

# replacing regex functions based on column Tweet 

dataframe1.TweetText.replace({patterncomma: "'"},inplace=True, regex=True) 

 

 

### hasthag removal 

# define pattern 

patternhash = r'#' 

 

# replacing regex functions based on column Tweet 

dataframe1.TweetText.replace({patternhash: ""},inplace=True, regex=True) 

 

 

### removal of usernames 

# define pattern 

patternuser = r'(@\w+)' 

 

# replacing regex functions based on column Tweet 
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dataframe1.TweetText.replace({patternuser: ""},inplace=True, regex=True) 

 

 

#### removing capital letters 

dataframe1['TweetText'] = dataframe1['TweetText'].str.lower() 

 

 

### HTML REMOVING 

# define pattern \S anything but a space, + match one or more 

patternhtml = r'http\S+' 

 

# replacing regex functions based on column Tweet 

dataframe1.TweetText.replace({patternhtml: ""},inplace=True, regex=True) 

 

 

##### Apostrof removing (contraction words) 

# calling dictionary of apostroph contracted words 

dictionary = appos 

 

#checking index and resetting (working) 

dataframe1.reset_index(inplace=True) 

 

# replacing contraction words 

counter = list(range(0,2950))  ## place last index value here of datasets 

last position 

counter2 = range(0,10000) ## value that makes it possible to iterate over 

all dictionary values 

counter3 = [counter2] ## make list out of values 

for j in counter: 

    words = dataframe1['TweetText'][j].split() 

    print(words) 

    for x in counter3: 

        reformed = [dictionary[x] if x in dictionary else x for x in words] 

        reformed = " ".join(reformed) 

        dataframe1.set_value(j, 'TweetText', reformed) 

        counter2 = 0 

 

 

### Removing punctuation 

counter = list(range(0,2950))  ## place last index value here of datasets 

last position 

for k in counter: 

    for c in string.punctuation: 

        punct = dataframe1['TweetText'][k].replace(c," ") 

        dataframe1.set_value(k, 'TweetText', punct) 

 

 

### cleaning van slang 

dictionary = slangdict 

 

 

# replacing slang words (working) 

counter = list(range(0,2950))  ## place last index value here of datasets 

last position 

counter2 = range(0,10000) ## value that makes it possible to iterate over 

all dictionary values 

counter3 = [counter2] ## make list out of values 

for i in counter: 

    words = dataframe1['TweetText'][i].split() 

    for z in counter3: 

        reformed = [dictionary[z] if z in dictionary else z for z in words] 
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        reformed = " ".join(reformed) 

        dataframe1.set_value(i, 'TweetText', reformed) 

 

 

### standardizing words 

counter = list(range(0,2950))  ## place last index value here 

 

for g in counter: 

    words = dataframe1['TweetText'][g] 

    words = ''.join(''.join(s)[:2] for _, s in itertools.groupby(words)) 

    words = ''.join(words) 

    dataframe1.set_value(g, 'TweetText', words) 

 

 

 

### spelling correction 

counter = list(range(0,2950))  ## place last index value here 

 

for k in counter: 

    words = dataframe1['TweetText'][k].split() 

    for l in range(len(words)): 

        correctword = spell(words[l]) 

        if correctword != words[l]: 

            words[l] = correctword 

    words = " ".join(words) 

    dataframe1.set_value(k, 'TweetText', words) 

 

 

### filter out stopwords 

counter = list(range(0,2950))  ## place last index value here of datasets 

last position 

counter2 = range(0,10000) ## value that makes it possible to iterate over 

all dictionary values 

counter3 = [counter2] ## make list out of values 

 

stopwords_list = set(stopwords.words('english')) 

print(stopwords_list) 

 

for m in counter: 

    words = dataframe1['TweetText'][m].split() 

    for c in counter3: 

        words = [c for c in words if c not in stopwords_list] 

        words = " ".join(words) 

        dataframe1.set_value(m, 'TweetText', words) 

 

 

#### removing capital letters 

dataframe1['TweetText'] = dataframe1['TweetText'].str.lower() 

 

 

### Lemmitization 

lemmatizer = WordNetLemmatizer() 

counter = list(range(0,2950))  ## place last index value here 

 

for g in counter: 

    words = dataframe1['TweetText'][g].split() 

    for f in range(len(words)): 

        lemmaword = lemmatizer.lemmatize(words[f]) 

        if lemmaword != words[f]: 

            words[f] = lemmaword 

    words = " ".join(words) 
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    dataframe1.set_value(g, 'TweetText', words) 

 

 

 

### writing dataframe to excel 

dataframe1 = dataframe1.applymap(lambda x: 

x.encode('unicode_escape').decode('utf-8') if isinstance(x, str) else x) 

dataframe1.to_excel("cleaned_sanders.xlsx", encoding = "utf-8") 
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 Classification code 1 Naïve Bayes -BP 
 
import pandas as pd 

import nltk 

import random 

import csv 

import math 

import numpy as np 

 

### importing excel 

excelfile = "BP_cycle_1_train_test.xlsx"   

 

# loading spreadsheat 

sheet1 = pd.ExcelFile(excelfile, sep='\s*,\s*', header=0, encoding = "utf-

8") 

print(sheet1.sheet_names) 

 

# Load sheet into DataFrame 

dataframe1 = sheet1.parse('Sheet1') 

print(dataframe1.columns) 

 

# print(type(dataframe1["Tweet"])) 

 

## reset index 

dataframe1 = dataframe1.reset_index(drop=True) 

 

### Importing the necessary information (tweet and classification) 

 

# making list of seperate words with all lower cases 

counter = list(range(0,6408))  ## place last index value 

for i in counter: 

    words = dataframe1['Tweet'][i].split() 

    words = [string.lower() for string in words] 

    dataframe1.set_value(i, 'Tweet', words) 

 

### forming tuple of the combined two columns 

dataframe1['Combined'] = list(zip(dataframe1.Tweet, dataframe1.Sentiment)) 

 

 

### making word features 

def extract_words_tweet(tweets): 

    all_words = [] 

    for (words, sentiment) in tweets: 

        all_words.extend(words) 

    return all_words 

 

extracted_words = extract_words_tweet(dataframe1["Combined"]) 

 

def get_word_features(wordlist): 

    wordlist = nltk.FreqDist(wordlist) 

    wordlist_sorted = sorted(wordlist, key=lambda x: wordlist[x.lower()], 

reverse=True)#[:2000] 

    return wordlist_sorted 

 

 

word_features = 

get_word_features(extract_words_tweet(dataframe1["Combined"])) 

 

def find_features(document): 

    words = set(document) 

    features = {} 
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    for w in word_features: 

        features[w] = (w in words) 

    return features 

 

## making featuresets for all tweets with sentiment 

counter = list(range(0,6408))  ## place last index value 

featuresets = [] 

 

for j in counter: 

    find_feat = find_features(dataframe1["Combined"][j][0]) 

    sentiment = dataframe1["Sentiment"][j] 

    tuple = (find_feat, sentiment) 

    featuresets.append(tuple) 

 

 

### Shuffling data 

featuresets_shuffled = random.sample(featuresets, len(featuresets)) 

 

 

 

numberfolds = 10 

 

# we need to round down for all subsetsizes because of rounding errors 

subsetsize_featuresets = math.floor(6408/numberfolds) 

 

# list with only sentiment after shuffeling 

sentiment_featuresets = [x[1] for x in featuresets_shuffled] 

print(sentiment_featuresets) 

 

 

## K-fold cross validation and classifier 

testresults = [] 

classresults = [] 

 

for k in range(0,numberfolds): 

    # train and test sets 

    test_round = 

featuresets_shuffled[k*subsetsize_featuresets:][:subsetsize_featuresets] 

    train_round = featuresets_shuffled[:k*subsetsize_featuresets] + 

featuresets_shuffled[(k+1)*subsetsize_featuresets:] 

 

    # classifier 

    classifier = nltk.NaiveBayesClassifier.train(train_round) 

    classresults.append((nltk.classify.accuracy(classifier, 

test_round))*100) 

    print("naive bayes accuracy percent:", 

(nltk.classify.accuracy(classifier, test_round))*100) 

    print(classifier.show_most_informative_features(50)) 

 

    # making list of predicted sentiment classes (compare with actual 

classes) 

    for a in range(0, subsetsize_featuresets): 

        testresults.append(classifier.classify(test_round[a][0])) 

 

 

# list of all separate accuracies per test and train round 

print(classresults) 

 

#average accuracy classifier 

print(sum(classresults) / float(len(classresults))) 
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# writing list with predicted classes 

# making rows of the lists 

rows1 = zip(testresults) 

with open("predicted_classes.csv", "w") as f: 

    writer = csv.writer(f) 

    for row in rows1: 

        writer.writerow(row) 

 

 

## appending list so that we have the same structure as within the 

classified list 

sentiment_total_list = [] 

 

for O in range(0,numberfolds): 

    # test sets 

    test_sentiment = 

sentiment_featuresets[O*subsetsize_featuresets:][:subsetsize_featuresets] 

    sentiment_total_list.append(test_sentiment) 

    print(sentiment_total_list) 

 

 

 

# writing list with features and classified classes to csv 

with open("classifier_classes.csv", "w") as g: 

    writer = csv.writer(g) 

    for row in sentiment_total_list: 

        writer.writerow(sentiment_total_list) 
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 Classification code 1 Naïve Bayes – Niek Sanders 
 
import pandas as pd 

import nltk 

import random 

import csv 

import math 

 

### importing excel 

excelfile = "cleaned_sanders.xlsx"  

 

# loading spreadsheat 

sheet1 = pd.ExcelFile(excelfile, sep='\s*,\s*', header=0, encoding = "utf-

8") 

print(sheet1.sheet_names) 

 

# Load sheet into DataFrame 

dataframe1 = sheet1.parse('Sheet1') 

print(dataframe1.columns) 

 

print(type(dataframe1["TweetText"])) 

 

## reset index 

dataframe1 = dataframe1.reset_index(drop=True) 

 

### Importing the necessary information (Tweet and classification) 

 

# making list of seperate words with all lower cases 

counter = list(range(0,2949))  ## place last index value 

for i in counter: 

    words = dataframe1['TweetText'][i].split() 

    words = [string.lower() for string in words] 

    dataframe1.set_value(i, 'TweetText', words) 

 

### forming tuple of the combined two columns 

dataframe1['Combined'] = list(zip(dataframe1.TweetText, 

dataframe1.Sentiment)) 

 

 

### making word features 

def extract_words_Tweet(Tweets): 

    all_words = [] 

    for (words, sentiment) in Tweets: 

        all_words.extend(words) 

    return all_words 

 

extracted_words = extract_words_Tweet(dataframe1["Combined"]) 

 

def get_word_features(wordlist): 

    wordlist = nltk.FreqDist(wordlist) 

    wordlist_sorted = sorted(wordlist, key=lambda x: wordlist[x.lower()], 

reverse=True)#[:2000] 

    return wordlist_sorted 

 

 

word_features = 

get_word_features(extract_words_Tweet(dataframe1["Combined"])) 

 

def find_features(document): 

    words = set(document) 

    features = {} 
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    for w in word_features: 

        features[w] = (w in words) 

    return features 

 

## making featuresets for all Tweets with sentiment 

counter = list(range(0,2949))  ## place last index value 

featuresets = [] 

 

for j in counter: 

    find_feat = find_features(dataframe1["Combined"][j][0]) 

    sentiment = dataframe1["Sentiment"][j] 

    tuple = (find_feat, sentiment) 

    featuresets.append(tuple) 

 

 

### Shuffling data so that each category is represented equally in the 

# to divide the proportions equally over train and test per topic 

disttopic = dataframe1["Topic"].value_counts() 

print(disttopic) 

 

# shuffeling the data 

numberfolds = 10 

 

 

# we need to round down for all subsetsizes because of rounding errors 

featuresets_apple = featuresets[:902] 

featuresets_apple = random.sample(featuresets_apple, 

len(featuresets_apple)) 

subsetsize_apple = math.floor(902/numberfolds) 

 

featuresets_microsoft = featuresets[902:1638] 

featuresets_microsoft = random.sample(featuresets_microsoft, 

len(featuresets_microsoft)) 

subsetsize_microsoft = math.floor(736/numberfolds) 

 

featuresets_google = featuresets[1638:2368] 

featuresets_google = random.sample(featuresets_google, 

len(featuresets_google)) 

subsetsize_google = math.floor(730/numberfolds) 

 

featuresets_twitter = featuresets[2368:2949] 

featuresets_twitter = random.sample(featuresets_twitter, 

len(featuresets_twitter)) 

subsetsize_twitter = math.floor(581/numberfolds) 

 

## making lists with only sentiment after shuffeling 

sentiment_apple = [x[1] for x in featuresets_apple] 

sentiment_microsoft = [x[1] for x in featuresets_microsoft] 

sentiment_google = [x[1] for x in featuresets_google] 

sentiment_twitter = [x[1] for x in featuresets_twitter] 

 

 

## K-fold cross validation and classifier 

testresults = [] 

classresults = [] 

 

for k in range(0,numberfolds): 

    # train and test sets 

    test_round_apple = 

featuresets_apple[k*subsetsize_apple:][:subsetsize_apple] 

    train_round_apple = featuresets_apple[:k*subsetsize_apple] + 
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featuresets_apple[(k+1)*subsetsize_apple:] 

 

    test_round_microsoft = 

featuresets_microsoft[k*subsetsize_microsoft:][:subsetsize_microsoft] 

    train_round_microsoft = featuresets_microsoft[:k*subsetsize_microsoft] 

+ featuresets_microsoft[(k+1)*subsetsize_microsoft:] 

 

    test_round_google = 

featuresets_google[k*subsetsize_google:][:subsetsize_google] 

    train_round_google = featuresets_google[:k*subsetsize_google] + 

featuresets_google[(k+1)*subsetsize_google:] 

 

    test_round_twitter = 

featuresets_twitter[k*subsetsize_twitter:][:subsetsize_twitter] 

    train_round_twitter = featuresets_twitter[:k*subsetsize_twitter] + 

featuresets_twitter[(k+1)*subsetsize_twitter:] 

 

    testround_total = test_round_apple + test_round_microsoft + 

test_round_google  + test_round_twitter 

    traininground_total = train_round_apple + train_round_microsoft + 

train_round_google  + train_round_twitter 

 

    # classifier 

    classifier = nltk.NaiveBayesClassifier.train(traininground_total) 

    classresults.append((nltk.classify.accuracy(classifier, 

testround_total))*100) 

    print("naive bayes accuracy percent:", 

(nltk.classify.accuracy(classifier, testround_total))*100) 

    print(classifier.show_most_informative_features(50)) 

 

    # making list of predicted sentiment classes (compare with actual 

classes) 

    for a in range(0, subsetsize_apple): 

        testresults.append(classifier.classify(test_round_apple[a][0])) 

 

    for b in range(0,subsetsize_microsoft): 

        testresults.append(classifier.classify(test_round_microsoft[b][0])) 

 

    for c in range(0,subsetsize_google): 

        testresults.append(classifier.classify(test_round_google[c][0])) 

 

    for d in range(0,subsetsize_twitter): 

        testresults.append(classifier.classify(test_round_twitter[d][0])) 

 

 

# list of all seperate accuracies per test and train round 

print(classresults) 

 

#average accuracy classifier 

print(sum(classresults) / float(len(classresults))) 

 

 

# writing list with predicted classes 

# making rows of the lists 

rows1 = zip(testresults) 

with open("predicted_classes.csv", "w") as f: 

    writer = csv.writer(f) 

    for row in rows1: 

        writer.writerow(row) 
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## appending list so that we have the same structure as within the 

classified list 

# 90 of apple, 73 of microsoft, 73 of google and 58 of twitter again and 

again 

sentiment_total_list = [] 

 

for o in range(0,numberfolds): 

    # test sets 

    test_sentiment_apple = 

sentiment_apple[o*subsetsize_apple:][:subsetsize_apple] 

    sentiment_total_list.append(test_sentiment_apple) 

    print(sentiment_total_list) 

    test_sentiment_microsoft = 

sentiment_microsoft[o*subsetsize_microsoft:][:subsetsize_microsoft] 

    sentiment_total_list.append(test_sentiment_microsoft) 

    print(sentiment_total_list) 

    test_sentiment_google = 

sentiment_google[o*subsetsize_google:][:subsetsize_google] 

    sentiment_total_list.append(test_sentiment_google) 

    print(sentiment_total_list) 

    test_sentiment_twitter = 

sentiment_twitter[o*subsetsize_twitter:][:subsetsize_twitter] 

    sentiment_total_list.append(test_sentiment_twitter) 

    print(sentiment_total_list) 

 

 

# writing list with features and classified classes to csv 

with open("classifier_classes.csv", "w") as g: 

    writer = csv.writer(g) 

    for row in sentiment_total_list: 

        writer.writerow(sentiment_total_list) 
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 Classification code 2 Multinomial Naïve Bayes - BP 
 
import pandas as pd 

import csv 

import numpy as np 

from sklearn.utils import shuffle 

from sklearn.feature_extraction.text import CountVectorizer 

from sklearn.naive_bayes import MultinomialNB 

from sklearn import metrics 

from sklearn.model_selection import KFold 

 

### For multin. Naive Bayes with scikit classes need to be integers 

# positive = 1, negative = 2, neutral = 0 

 

 

### importing excel 

excelfile = "Manuallabel23.xlsx"  

 

# loading spreadsheat 

sheet1 = pd.ExcelFile(excelfile, sep='\s*,\s*', header=0, encoding = "utf-

8") 

print(sheet1.sheet_names) 

 

# Load sheet into DataFrame 

dataframe1 = sheet1.parse('Sheet1') 

print(dataframe1.columns) 

 

# shuffeling data 

dataframe1 = shuffle(dataframe1) 

 

## reset index 

dataframe1 = dataframe1.reset_index(drop=True) 

 

# defining data 

data = dataframe1["Tweet"] 

classes = dataframe1["Sentiment"] 

 

# Vectorization to turn covert text into a matrix of token counts and all 

the words that appear 

vector = CountVectorizer() 

 

# split in K-fold parts 

kf = KFold(n_splits=10) 

 

 

classresults = [] 

predictresults = [] 

testclasses = [] 

 

for train, test in kf.split(data): 

    train_data = np.array(data)[train] 

    test_data = np.array(data)[test] 

    train_classes = np.array(classes)[train] 

    test_classes = np.array(classes)[test] 

 

    # learn the vector 

    vector.fit(train_data) 

 

    # transform training data into ducement-term matrix 

    train_data_matrix = vector.transform(train_data) 
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    # transform testing data into document-term matrix 

    test_data_matrix = vector.transform(test_data) 

 

    # classifier 

    nb = MultinomialNB(alpha=1, fit_prior=True, class_prior=None) 

 

    # train the model 

    nb.fit(train_data_matrix, train_classes) 

 

    # prediction classes for train_data_matrix 

    pred_classes_1 = nb.predict(test_data_matrix) 

 

    #  calculate accuracy 

    classresults.append((metrics.accuracy_score(test_classes, 

pred_classes_1)*100)) 

 

    # appending results for confusion matrix 

    predictresults.append(pred_classes_1) 

 

    # appending test classes for confusion matrix 

    testclasses.append(test_classes) 

 

print(classresults) 

 

# printing average accuracy 

print(sum(classresults)/float(len(classresults))) 

 

 

# writing classified results to csv 

with open("predicted_classes.csv", "w") as g: 

    writer = csv.writer(g) 

    writer.writerow(predictresults) 

 

 

# writing classes to csv 

with open("classifier_classes.csv", "w") as f: 

    writer = csv.writer(f) 

    writer.writerow(testclasses) 

 

 

print(testclasses) 

 

 

print(predictresults) 
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 Classification code 3 Fuzzy Fingerprint - BP 
 

 

import pandas as pd 

from sklearn.utils import shuffle 

import nltk 

from sklearn.cross_validation import KFold 

from sklearn.model_selection import KFold as KFold2 

import math 

import numpy as np 

from operator import itemgetter 

from pandas_ml import ConfusionMatrix 

 

### importing excel 

excelfile = "BP training_test set.xlsx"   

 

# loading spreadsheat 

sheet1 = pd.ExcelFile(excelfile, sep='\s*,\s*', header=0, encoding = "utf-

8") 

print(sheet1.sheet_names) 

 

# Load sheet into DataFrame 

dataframe1 = sheet1.parse('Sheet1') 

dataframe1['tweet_id'] = dataframe1.index 

 

print(dataframe1.columns) 

#column sentiment 

# 0= neutral, 1=positive, 2=negative 

 

# dividing data into classes 

classneu = dataframe1.loc[dataframe1['Sentiment'] == 0] 

classpos = dataframe1.loc[dataframe1['Sentiment'] == 1] 

classneg = dataframe1.loc[dataframe1['Sentiment'] == 2] 

 

 

# shuffeling data 

classneu = shuffle(classneu) 

classpos = shuffle(classpos) 

classneg = shuffle(classneg) 

 

 

## reset index for classes 

classneu = classneu.reset_index(drop=True) 

classpos = classpos.reset_index(drop=True) 

classneg = classneg.reset_index(drop=True) 

 

 

# split in K-fold parts 

kf2 = KFold2(n_splits=10, shuffle=True) 

 

#  initialize top-k 

topk = 10 

 

# initialize starting fold 

fold = 0 

 

# check for the correct shape and size of the datasets 

print(classneu.shape) 

print(classpos.shape) 

print(classneg.shape) 
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experiment_input = [classpos, classneg, classneu] 

 

# Create fold with training and test sets that is folded 10 times for cross 

validation 

folds = [[(x,y) for x,y in KFold(len(class_label), n_folds=10, 

shuffle=True)] for class_label in experiment_input] 

 

 

# initiate loop that iterates over the different folds per class 

for f in range(0,len(folds[0])): # loops from 0 to 10 folds 

    print(f) 

    class_number = 0 

    fingerprints = {} 

    # mapping that categorizes the integers as classes 

    mapping = {0: 'pos', 1:'neg', 2:'neu'} 

 

    # loop that inputs a class from the input categories 

    for class_label in experiment_input: 

 

        train_index_pos = folds[0][f][0] 

        train_index_neg = folds[1][f][0] 

        train_index_neu = folds[2][f][0] 

 

        train_pos = classpos.ix[train_index_pos] 

        train_neg = classneg.ix[train_index_neg] 

        train_neu = classneu.ix[train_index_neu] 

 

        unique_words_pos = list(train_pos['Tweet'].str.split(' ', 

expand=True).stack().unique()) 

        unique_words_neg = list(train_neg['Tweet'].str.split(' ', 

expand=True).stack().unique()) 

        unique_words_neu = list(train_neu['Tweet'].str.split(' ', 

expand=True).stack().unique()) 

        unique_words_all_classes = unique_words_pos + unique_words_neg + 

unique_words_neu 

 

        # Make training data 

        train_index = folds[class_number][f][0] 

        train = class_label.ix[train_index] 

 

 

        # Put extracted words in dataframe tweet 

        all_words = list(train['Tweet'].str.split(' ', 

expand=True).stack()) 

        # convert all to lower cases 

        all_words = [x.lower() for x in all_words] 

        print(all_words) 

 

        # check for the words 

        print(len(all_words)) 

 

        # Make top-k frequency list 

        def get_word_features(wordlist): 

            wordlist = nltk.FreqDist(wordlist) 

            wordlist_sorted = sorted(wordlist, key=lambda x: 

wordlist[x.lower()], reverse=True)[:topk] 

            return wordlist_sorted 

 

        top_k_class = get_word_features(all_words) 

        print(top_k_class) 



 133 

 

 

        # make all and unique words for counting occurences and making ICF 

scores 

        all_words_class = list(train['Tweet'].str.split(' ', 

expand=True).stack()) 

        top_k_words_class = top_k_class 

        df_unique_words_class = pd.DataFrame(top_k_words_class, 

columns=['unique_words']) 

 

        # create counter that counts the appearances of words in each class 

        df_unique_words = pd.DataFrame({'unique_words': 

unique_words_all_classes}) 

        classcounts = pd.Series(np.concatenate([x.split() for x in 

df_unique_words.unique_words])).value_counts() 

        classcounts = pd.DataFrame({'unique_words': classcounts.index, 

'class_counts': classcounts.values}) 

 

        class_counts = pd.merge(df_unique_words_class, classcounts, 

on='unique_words') 

 

        # convert al 3 scores to 2.99 otherwise the ICF score will be 0.. 

        class_counts['class_counts'].replace(3, 2.99, inplace=True) 

 

        # make word count in training data per class and merge to dataframe 

        word_count = pd.DataFrame({'words': all_words_class}) 

        wordcounts = pd.Series(np.concatenate([x.split() for x in 

word_count.words])).value_counts() 

        wordcounts = pd.DataFrame({'unique_words': wordcounts.index, 

'word_counts': wordcounts.values}) 

        print(wordcounts) 

 

        ICF = pd.merge(class_counts, wordcounts, on='unique_words') 

 

 

        # making total doc value (3 as fingerprint library is 3) 

        ICF["total_doc"] = 3 

 

        # column with log(3/class counts) 

        ICF["log_scores"] = np.log10((ICF["total_doc"] / 

ICF["class_counts"])) 

 

        # create ICF scores 

        ICF["ICF"] = ICF["log_scores"] * ICF["word_counts"] 

        print(ICF) 

 

        # sort frame by ICf scores (high-low) 

        ICF = ICF.sort_values('ICF', ascending=False) 

 

        # take top-k words based on ICF and delete all unneccesary 

information 

        ICF_topk = ICF 

        ICF_topk_words = ICF_topk['unique_words'] 

        ICF_topk_words = ICF_topk_words.to_frame().reset_index() 

        ICF_topk_words = ICF_topk_words.drop('index', 1) 

        print(ICF_topk_words) 

 

        # make fingerprint per class 

        fingerprint = ICF_topk_words.rename(columns={'unique_words': 

'word'}) 
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        # assign ranks for the top-k words per fingerprint 

        fingerprint['Rank'] = range(1, fingerprint.shape[0] + 1) 

 

        # assign mu1 and mu 2 values per word for the fingerprint 

        fingerprint['mu1'] = fingerprint['Rank'].apply(lambda x: (topk - x) 

/ topk) 

        fingerprint['mu2'] = fingerprint['Rank'].apply(lambda x: (1 - ((1 - 

0.2) * (x / (0.2 * topk)))) if x <= 0.2 * topk else (0.2 * (1 - ((x - 0.2 * 

topk) / (topk - (0.2 * topk)))))) 

 

        # making totals for the T2S2 score later on 

        mu1sum = fingerprint['mu1'].sum() 

        mu2sum = fingerprint['mu2'].sum() 

 

        # apply previous set mapping on classes in dictionary 

        fingerprints[mapping[class_number]] = fingerprint 

 

        # class +1 for iterations over classes 

        class_number += 1 

 

        # reset classes for next loop cycle 

    class_number = 0 

 

    # Classification 

    print('step 2') 

 

    # storing results per class in dictionary 

    results = {} 

 

    # Assign tweet id's per input and per class 

    for class_label in experiment_input: 

        test_index = folds[class_number][f][1] 

        test = class_label.ix[test_index] 

 

        # make separate words of tweets in test data 

        test['Tweet'] = test['Tweet'].apply(lambda x: [a.lower() for a in 

x.split()]) 

 

        tweet_ids = test['tweet_id'].tolist() 

        test_results = pd.DataFrame({'tweet_id': tweet_ids}) 

 

        # Making loop that makes a copy of the test data and splits the 

words 

        class_number_2 = 0 

        for fp in fingerprints: 

            print(fp) 

            test_class = test.copy(True) 

            word_column = test_class.apply(lambda x: pd.Series(x['Tweet']), 

axis=1).stack().reset_index(level=1, drop=True) 

            word_column.name = 'word' 

 

            # joining all separate words 

            test_temp = test_class.join(word_column) 

 

            # Merge words matching the fingerprint id's with the words 

            test_temp = test_temp.merge(fingerprints[fp], on='word', 

how='left') 

 

            # Assigning mu values for the words that correspond to the 

fingerpint words 

            test_temp = test_temp.groupby('tweet_id').agg({'mu1':'sum', 
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'mu2':'sum'}).reset_index() 

            test_temp.rename(columns={'mu1':'mu1total', 'mu2':'mu2total'}, 

inplace=True) 

 

            # Summing the total of the mu values 

            test_class = test_class.merge(test_temp, on='tweet_id', 

how='left') 

            test_class['mu1total'].fillna(0, inplace=True) 

            test_class['mu2total'].fillna(0, inplace=True) 

 

            # Calculating T2S2 scores based on the total mu values from the 

fingerprint and the mu values of the parsed tweet 

            test_class['T2S2mu1'+str(mapping[class_number_2])] = 

test_class['mu1total'].apply(lambda x: x / mu1sum) 

            test_class['T2S2mu2'+str(mapping[class_number_2])] = 

test_class['mu2total'].apply(lambda x: x / mu2sum) 

            print(test_class) 

 

            # merging all separate variables together in one table 

            test_r = test_class[['tweet_id', 

'T2S2mu1'+str(mapping[class_number_2]), 

'T2S2mu2'+str(mapping[class_number_2])]].copy(True) 

            test_results = test_results.merge(test_r, on='tweet_id', 

how='left') 

 

            # number +1 to iterate over class 

            class_number_2 += 1 

        results[mapping[class_number]] = test_results 

 

        # Check length to see if all goes well 

        print(len(results)) 

 

        # number +1 to iterate over fold 

        class_number += 1 

 

    # appending the results of the folds to one total output 

    for r in results: 

        if f == 0: 

            #first fold 

            if r == 'pos': 

                overall_pos_results = results[r] 

            elif r == 'neg': 

                overall_neg_results = results[r] 

            elif r == 'neu': 

                overall_neu_results = results[r] 

        else: 

            if r == 'pos': 

                overall_pos_results = 

overall_pos_results.append(results[r], ignore_index=True) 

            elif r == 'neg': 

                overall_neg_results = 

overall_neg_results.append(results[r], ignore_index=True) 

            elif r == 'neu': 

                overall_neu_results = 

overall_neu_results.append(results[r], ignore_index=True) 

 

 

overall_pos_results.sort_values('tweet_id',inplace=True) 

overall_neg_results.sort_values('tweet_id',inplace=True) 

overall_neu_results.sort_values('tweet_id',inplace=True) 
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# check for the desired size of the output 

print(overall_pos_results) 

print(type(overall_pos_results)) 

# print(overall_neg_results.shape) 

# print(overall_neu_results.shape) 

 

# Store only mu1 and mu2 values in separate dataframes 

# Pos Mu 1 

overall_pos_results_mu1 = pd.DataFrame() 

overall_pos_results_mu1["pos"]= overall_pos_results["T2S2mu1pos"] 

overall_pos_results_mu1["neg"]= overall_pos_results["T2S2mu1neg"] 

overall_pos_results_mu1["neu"]= overall_pos_results["T2S2mu1neu"] 

 

 

# Pos Mu 2 

overall_pos_results_mu2 = pd.DataFrame() 

overall_pos_results_mu2["pos"]= overall_pos_results["T2S2mu2pos"] 

overall_pos_results_mu2["neg"]= overall_pos_results["T2S2mu2neg"] 

overall_pos_results_mu2["neu"]= overall_pos_results["T2S2mu2neu"] 

 

 

# Neg Mu 1 

overall_neg_results_mu1 = pd.DataFrame() 

overall_neg_results_mu1["pos"]= overall_neg_results["T2S2mu1pos"] 

overall_neg_results_mu1["neg"]= overall_neg_results["T2S2mu1neg"] 

overall_neg_results_mu1["neu"]= overall_neg_results["T2S2mu1neu"] 

 

 

# Neg Mu 2 

overall_neg_results_mu2 = pd.DataFrame() 

overall_neg_results_mu2["pos"]= overall_neg_results["T2S2mu2pos"] 

overall_neg_results_mu2["neg"]= overall_neg_results["T2S2mu2neg"] 

overall_neg_results_mu2["neu"]= overall_neg_results["T2S2mu2neu"] 

 

 

# Neu Mu 1 

overall_neu_results_mu1 = pd.DataFrame() 

overall_neu_results_mu1["pos"]= overall_neu_results["T2S2mu1pos"] 

overall_neu_results_mu1["neg"]= overall_neu_results["T2S2mu1neg"] 

overall_neu_results_mu1["neu"]= overall_neu_results["T2S2mu1neu"] 

 

 

# Neu Mu 2 

overall_neu_results_mu2 = pd.DataFrame() 

overall_neu_results_mu2["pos"]= overall_neu_results["T2S2mu2pos"] 

overall_neu_results_mu2["neg"]= overall_neu_results["T2S2mu2neg"] 

overall_neu_results_mu2["neu"]= overall_neu_results["T2S2mu2neu"] 

 

 

# Pick highest T2S2 score that is calculated as prediction per mu function 

overall_pos_results_mu1['prediction'] = 

overall_pos_results_mu1.idxmax(axis=1) 

overall_pos_results_mu2['prediction'] = 

overall_pos_results_mu2.idxmax(axis=1) 

overall_neg_results_mu1['prediction'] = 

overall_neg_results_mu1.idxmax(axis=1) 

overall_neg_results_mu2['prediction'] = 

overall_neg_results_mu2.idxmax(axis=1) 

overall_neu_results_mu1['prediction'] = 

overall_neu_results_mu1.idxmax(axis=1) 

overall_neu_results_mu2['prediction'] = 
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overall_neu_results_mu2.idxmax(axis=1) 

 

 

print(overall_pos_results_mu1) 

print(overall_pos_results_mu2) 

print(overall_neg_results_mu1) 

print(overall_neg_results_mu2) 

print(overall_neu_results_mu1) 

print(overall_neu_results_mu2) 

 

# adding original classes for confusion matrix 

overall_pos_results_mu1["original class"]= 'pos' 

overall_pos_results_mu2["original class"]= 'pos' 

overall_neg_results_mu1["original class"]= 'neg' 

overall_neg_results_mu2["original class"]= 'neg' 

overall_neu_results_mu1["original class"]= 'neu' 

overall_neu_results_mu2["original class"]= 'neu' 

 

# make confusion matrix per category 

# mu 1 

conf_mat_pos_mu1 = pd.crosstab(overall_pos_results_mu1["original class"], 

overall_pos_results_mu1["prediction"], rownames=['Actual'], 

colnames=['Predicted'], margins=True) 

print(conf_mat_pos_mu1) 

conf_mat_neg_mu1 = pd.crosstab(overall_neg_results_mu1["original class"], 

overall_neg_results_mu1["prediction"], rownames=['Actual'], 

colnames=['Predicted'], margins=True) 

print(conf_mat_neg_mu1) 

conf_mat_neu_mu1 = pd.crosstab(overall_neu_results_mu1["original class"], 

overall_neu_results_mu1["prediction"], rownames=['Actual'], 

colnames=['Predicted'], margins=True) 

print(conf_mat_neu_mu1) 

 

print("") 

print("") 

 

# mu 2 

conf_mat_pos_mu2 = pd.crosstab(overall_pos_results_mu2["original class"], 

overall_pos_results_mu2["prediction"], rownames=['Actual'], 

colnames=['Predicted'], margins=True) 

print(conf_mat_pos_mu2) 

conf_mat_neg_mu2 = pd.crosstab(overall_neg_results_mu2["original class"], 

overall_neg_results_mu2["prediction"], rownames=['Actual'], 

colnames=['Predicted'], margins=True) 

print(conf_mat_neg_mu2) 

conf_mat_neu_mu2 = pd.crosstab(overall_neu_results_mu2["original class"], 

overall_neu_results_mu2["prediction"], rownames=['Actual'], 

colnames=['Predicted'], margins=True) 

print(conf_mat_neu_mu2) 
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 Improved pre-processing 
 

import pandas as pd 

from slangdict import slangdict 

from emoticons import emoticons 

from appos import appos 

import string 

import itertools 

from autocorrect import spell 

from nltk.corpus import stopwords 

from nltk.stem import WordNetLemmatizer 

import re 

import nltk 

 

### importing excel 

excelfile = "Manuallabel2.xlsx"  

 

# loading spreadsheat 

sheet1 = pd.ExcelFile(excelfile, sep='\s*,\s*', header=0, encoding = "utf-

8") 

print(sheet1.sheet_names) 

 

# Load sheet into DataFrame 

dataframe1 = sheet1.parse('Sheet1') 

 

# check column names 

print(dataframe1.columns) 

 

 

### removing duplicate tweets 

dataframe1.duplicated() 

dataframe1.drop_duplicates(keep='first', inplace=True) 

 

 

### removing Retweets 

dataframe1 = dataframe1[dataframe1.Tweet.str.contains("RT") == False] 

 

 

### removing \(UTF encoding errors) 

# define pattern \S anything but a space, + match one or more 

patternhtml = r'\\S+' 

 

 

### removing \\ (UTF encoding errors) 

# define pattern \S anything but a space, + match one or more 

patternhtml = r'\\\S+' 

 

# replacing regex functions based on column tweet 

dataframe1.Tweet.replace({patternhtml: ""},inplace=True, regex=True) 

 

 

### conversion of ’ to ' 

# define pattern 

patterncomma = r'’' 

 

# replacing regex functions based on column tweet 

dataframe1.Tweet.replace({patterncomma: "'"},inplace=True, regex=True) 

 

 

### hasthag removal 

# define pattern 
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patternhash = r'#' 

 

# replacing regex functions based on column tweet 

dataframe1.Tweet.replace({patternhash: ""},inplace=True, regex=True) 

 

 

### removal of usernames 

# define pattern 

patternuser = r'(@\w+)' 

 

# replacing regex functions based on column tweet 

dataframe1.Tweet.replace({patternuser: ""},inplace=True, regex=True) 

 

 

#### removing capital letters 

dataframe1['Tweet'] = dataframe1['Tweet'].str.lower() 

 

 

### HTML REMOVING 

# define pattern \S anything but a space, + match one or more 

patternhtml = r'http\S+' 

 

# replacing regex functions based on column tweet 

dataframe1.Tweet.replace({patternhtml: ""},inplace=True, regex=True) 

 

 

# reset index 

dataframe1 = dataframe1.reset_index(drop=True) 

 

 

### replacing emoticons 

 

# First separate any string that might be attached to the emoticons at 

front or back 

patternemoticon0 = r':' 

patternemoticon1 = r'\(' 

patternemoticon2 = r'\)' 

patternemoticon3 = r'\[' 

patternemoticon4 = r'\]' 

patternemoticon5 = r'\{' 

patternemoticon6 = r'\}' 

 

# replacing regex functions based on column tweet 

dataframe1.Tweet.replace({patternemoticon0: " :"},inplace=True, regex=True) 

dataframe1.Tweet.replace({patternemoticon1: "( "},inplace=True, regex=True) 

dataframe1.Tweet.replace({patternemoticon2: ") "},inplace=True, regex=True) 

dataframe1.Tweet.replace({patternemoticon3: "[ "},inplace=True, regex=True) 

dataframe1.Tweet.replace({patternemoticon4: "] "},inplace=True, regex=True) 

dataframe1.Tweet.replace({patternemoticon5: "{ "},inplace=True, regex=True) 

dataframe1.Tweet.replace({patternemoticon6: "} "},inplace=True, regex=True) 

 

### replacing emoticons 

dictionary0 = emoticons 

 

# replacing slang words (working) 

counter0 = list(range(0,18743))  ## place last index value here of datasets 

last position 

counter1 = range(0,100) ## value that makes it possible to iterate over all 

dictionary values 

counter2 = [counter1] ## make list out of values 

for a in counter0: 
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    words0 = dataframe1['Tweet'][a].split() 

    for b in counter2: 

        emotifree = [dictionary0[b] if b in dictionary0 else b for b in 

words0] 

        emotifree = " ".join(emotifree) 

        dataframe1.set_value(a, 'Tweet', emotifree) 

 

 

 

# calling dictionary of apostroph contracted words 

dictionary1 = appos 

 

# replacing contraction words 

counter3 = list(range(0,18743))  ## place last index value here of datasets 

last position 

counter4 = range(0,100) ## value that makes it possible to iterate over all 

dictionary values 

counter5 = [counter4] ## make list out of values 

for c in counter3: 

    words1 = dataframe1['Tweet'][c].split() 

    for d in counter5: 

        reformed = [dictionary1[d] if d in dictionary1 else d for d in 

words1] 

        reformed = " ".join(reformed) 

        dataframe1.set_value(c, 'Tweet', reformed) 

        counter2 = 0 

 

 

 

### Removing punctuation 

counter6 = list(range(0,18743))  ## place last index value here of datasets 

last position 

for e in counter6: 

    for f in string.punctuation: 

        punct = dataframe1['Tweet'][e].replace(f," ") 

        dataframe1.set_value(e, 'Tweet', punct) 

 

 

 

 

### cleaning van slang 

dictionary1 = slangdict 

 

# replacing slang words (working) 

counter7 = list(range(0,18743))  ## place last index value here of datasets 

last position 

counter8 = range(0,5100) ## value that makes it possible to iterate over 

all dictionary values 

counter9 = [counter8] ## make list out of values 

for g in counter7: 

    words2 = dataframe1['Tweet'][g].split() 

    for h in counter9: 

        reformed2 = [dictionary1[h] if h in dictionary1 else h for h in 

words2] 

        reformed2 = " ".join(reformed2) 

        dataframe1.set_value(g, 'Tweet', reformed2) 

 

 

 

### standardizing words 

counter10 = list(range(0,18743))  ## place last index value here 
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for i in counter10: 

    words3 = dataframe1['Tweet'][i] 

    words3 = ''.join(''.join(s)[:2] for _, s in itertools.groupby(words3)) 

    words3 = ''.join(words3) 

    dataframe1.set_value(i, 'Tweet', words3) 

 

 

 

### spelling correction 

counter11 = list(range(0,18743))  ## place last index value here 

 

for j in counter11: 

    words4 = dataframe1['Tweet'][j].split() 

    print(j) 

    for k in range(len(words4)): 

        correctword = spell(words4[k]) 

        if correctword != words4[k]: 

            words4[k] = correctword 

    words4 = " ".join(words4) 

    dataframe1.set_value(j, 'Tweet', words4) 

 

 

 

### negation handling 

 

#list of tags that are adj, verb or noun etc. 

""" adjective = ["JJ", "JJR", "JJS"] 

verb = ["VB", "VBD", "VBG", "VBN", "VBP", "VBZ"] 

noun = ["NN", "NNP", "NNS"] 

adverb = ["RB", "RBR", "RBS"] 

determiner = ["DT", "PDT", "WDT"] """ 

 

counter12 = list(range(0,18743))  ## place last index value here 

 

for l in counter12: 

    flag = False 

    counter_words = 0 

    words5 = dataframe1['Tweet'][l].split() 

    print(words5) 

    tagged_words5 = tagged = nltk.pos_tag(words5) 

    limit = len(words5)-1 

 

    for w in tagged_words5[:limit]: 

        if w[0] == "no" or w[0] == "not" or w[0] == "none" or w[0] == 

"neither" or w[0] == "never" or w[0] == "hardly" or w[0] == "scarcely" or 

w[0] == "barely" or w[0] == "cannot": 

            flag = not flag 

            if flag == True: 

                if w[1] == "JJ" or w[1] == "JJR" or w[1] == "JJS" or w[1] 

== "VB" or w[1] == "VBD" or w[1] == "VBG" or w[1] == "VBN" or w[1] == "VBP" 

or w[1] == "VBZ" or w[1] == "NN" or w[1] == "NNP" or w[1] == "NNS" or w[1] 

== "RB" or w[1] == "RBR" or w[1] == "RBS" or w[1] == "DT" or w[1] == "PDT" 

or w[1] == "WDT": 

                    words5[counter_words + 1] = "not_" + 

words5[counter_words + 1] 

        counter_words += 1 

        flag = False 

 

    words5 = " ".join(words5) 

    dataframe1.set_value(l, 'Tweet', words5) 
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### filter out stopwords 

counter13 = list(range(0,18743))  ## place last index value here of 

datasets last position 

counter14 = range(0,155) ## value that makes it possible to iterate over 

all dictionary values 

counter15 = [counter14] ## make list out of values 

 

stopwords_list = set(stopwords.words('english')) 

# print(stopwords_list) 

 

for m in counter13: 

    words6 = dataframe1['Tweet'][m].split() 

    for n in counter15: 

        words6 = [n for n in words6 if n not in stopwords_list] 

        words6 = " ".join(words6) 

        dataframe1.set_value(m, 'Tweet', words6) 

 

 

#### removing capital letters 

dataframe1['Tweet'] = dataframe1['Tweet'].str.lower() 

 

 

### Lemmitization 

lemmatizer = WordNetLemmatizer() 

counter16 = list(range(0,18743))  ## place last index value here 

 

for o in counter16: 

    words7 = dataframe1['Tweet'][o].split() 

    for p in range(len(words7)): 

        lemmaword = lemmatizer.lemmatize(words7[p]) 

        if lemmaword != words7[p]: 

            words7[p] = lemmaword 

    words7 = " ".join(words7) 

    dataframe1.set_value(o, 'Tweet', words7) 

 

 

# writing dataframe to excel 

dataframe1 = dataframe1.applymap(lambda x: 

x.encode('unicode_escape').decode('utf-8') if isinstance(x, str) else x) 

dataframe1.to_excel("test.xlsx", encoding = "utf-8") 
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 Classification code IDF Multinomial Naïve Bayes 
 

Note that this code works fine but is far from optimal due to the time constraints near the end of the 

thesis. 

 
import pandas as pd 

from sklearn.utils import shuffle 

import nltk 

from sklearn.cross_validation import KFold 

from sklearn.model_selection import KFold as KFold2 

import math 

import numpy as np 

from operator import itemgetter 

 

 

### importing excel 

excelfile = "pre-processing _cycle2_(labels).xlsx"  

 

# loading spreadsheat 

sheet1 = pd.ExcelFile(excelfile, sep='\s*,\s*', header=0, encoding = "utf-

8") 

print(sheet1.sheet_names) 

 

# Load sheet into DataFrame 

dataframe1 = sheet1.parse('Sheet1') 

dataframe1['tweet_id'] = dataframe1.index 

 

print(dataframe1.columns) 

#column sentiment 

# 0= neutral, 1=positive, 2=negative 

 

# dividing data into classes 

classneu = dataframe1.loc[dataframe1['Sentiment'] == 0] 

classpos = dataframe1.loc[dataframe1['Sentiment'] == 1] 

classneg = dataframe1.loc[dataframe1['Sentiment'] == 2] 

 

 

# shuffeling data 

classneu = shuffle(classneu) 

classpos = shuffle(classpos) 

classneg = shuffle(classneg) 

 

 

## reset index for classes 

classneu = classneu.reset_index(drop=True) 

classpos = classpos.reset_index(drop=True) 

classneg = classneg.reset_index(drop=True) 

 

print(classpos.shape[0]) 

 

# split in K-fold parts 

kf2 = KFold2(n_splits=10, shuffle=True) 

 

# initialize starting fold 

fold = 0 

 

# Create fold with training and test sets that is folded 10 times for cross 

validation 

folds = [[(x,y) for x,y in KFold(len(class_label), n_folds=10, 

shuffle=True)] for class_label in experiment_input] 
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results_folds_pos = [] 

results_folds_neg = [] 

results_folds_neu = [] 

 

# initiate loop that iterates over the different folds per class 

for f in range(0,len(folds[0])): # loops from 0 to 10 folds 

    print(f) 

    class_number = 0 

 

    train_index_pos = folds[0][f][0] 

    train_index_neg = folds[1][f][0] 

    train_index_neu = folds[2][f][0] 

 

    train_pos = classpos.ix[train_index_pos] 

    train_neg = classneg.ix[train_index_neg] 

    train_neu = classneu.ix[train_index_neu] 

 

    # counting total words in training data 

    train_all_words1 = list(train_pos['Tweet'].str.split(' ', 

expand=True).stack()) 

    train_all_words2 = list(train_neg['Tweet'].str.split(' ', 

expand=True).stack()) 

    train_all_words3 = list(train_neu['Tweet'].str.split(' ', 

expand=True).stack()) 

    train_all_words_total = train_all_words1 + train_all_words2 + 

train_all_words3 

    total_words_train = len(train_all_words1) + len(train_all_words2) + 

len(train_all_words3) 

 

    unique_words_pos = list(train_pos['Tweet'].str.split(' ', 

expand=True).stack().unique()) 

    unique_words_neg = list(train_neg['Tweet'].str.split(' ', 

expand=True).stack().unique()) 

    unique_words_neu = list(train_neu['Tweet'].str.split(' ', 

expand=True).stack().unique()) 

    unique_words_all_classes = unique_words_pos + unique_words_neg + 

unique_words_neu 

 

    # counting total unique words in training data 

    # convert all to lower cases 

    lower_words1 = [x.lower() for x in train_all_words1] 

    lower_words2 = [x.lower() for x in train_all_words2] 

    lower_words3 = [x.lower() for x in train_all_words3] 

    all_lower_words = lower_words1 + lower_words2 +lower_words3 

 

 

    # Make frequency list 

    def get_word_features(wordlist): 

        wordlist = nltk.FreqDist(wordlist) 

        wordlist_sorted = sorted(wordlist, key=lambda x: 

wordlist[x.lower()], reverse=True) 

        return wordlist_sorted 

 

    all_unique_words = get_word_features(all_lower_words) 

    total_all_unique_words = len(all_unique_words) 

 

 

    # compute prior probabilities for training data 
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    priorpos = train_pos.shape[0] / (train_pos.shape[0] + 

train_neg.shape[0] + train_neu.shape[0]) 

    priorneg = train_neg.shape[0] / (train_pos.shape[0] + 

train_neg.shape[0] + train_neu.shape[0]) 

    priorneu = train_neu.shape[0] / (train_pos.shape[0] + 

train_neg.shape[0] + train_neu.shape[0]) 

 

 

    # make all and unique words for counting occurences and making ICF 

scores 

    df_unique_words_class = pd.DataFrame(all_unique_words, 

columns=['unique_words']) 

 

 

    # create counter that counts the appearances of words in each class 

    df_unique_words = pd.DataFrame({'unique_words': 

unique_words_all_classes}) 

 

    classcounts = pd.Series(np.concatenate([x.split() for x in 

df_unique_words.unique_words])).value_counts() 

    classcounts = pd.DataFrame({'unique_words': classcounts.index, 

'class_counts': classcounts.values}) 

    class_counts = pd.merge(df_unique_words_class, classcounts, 

on='unique_words') 

 

 

    # make word count in training data per class and merge to dataframe 

    word_count = pd.DataFrame({'words': all_lower_words}) 

    wordcounts = pd.Series(np.concatenate([x.split() for x in 

word_count.words])).value_counts() 

    wordcounts = pd.DataFrame({'unique_words': wordcounts.index, 

'word_counts_all': wordcounts.values}) 

 

    class_word_count = pd.merge(class_counts, wordcounts, 

on='unique_words') 

 

 

    # column with penalties 

    class_word_count['penalty'] = [1 if x == 1 else 2/3 if x == 2 else 1/3 

for x in class_word_count['class_counts']] 

 

    # make word counts per sentiment class 

    # positive 

    word_count_pos = pd.DataFrame({'words': lower_words1}) 

    wordcounts_pos = pd.Series(np.concatenate([x.split() for x in 

word_count_pos.words])).value_counts() 

    wordcounts_pos = pd.DataFrame({'unique_words': wordcounts_pos.index, 

'word_counts_pos': wordcounts_pos.values}) 

    class_word_count = pd.merge(class_word_count, wordcounts_pos, 

how='left', on='unique_words') 

    class_word_count.word_counts_pos.fillna(0, inplace=True) 

 

    # negative 

    word_count_neg = pd.DataFrame({'words': lower_words2}) 

    wordcounts_neg = pd.Series(np.concatenate([x.split() for x in 

word_count_neg.words])).value_counts() 

    wordcounts_neg = pd.DataFrame({'unique_words': wordcounts_neg.index, 

'word_counts_neg': wordcounts_neg.values}) 

    class_word_count = pd.merge(class_word_count, wordcounts_neg, 

how='left', on='unique_words') 

    class_word_count.word_counts_neg.fillna(0, inplace=True) 
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    # Neutral 

    word_count_neu = pd.DataFrame({'words': lower_words3}) 

    wordcounts_neu = pd.Series(np.concatenate([x.split() for x in 

word_count_neu.words])).value_counts() 

    wordcounts_neu = pd.DataFrame({'unique_words': wordcounts_neu.index, 

'word_counts_neu': wordcounts_neu.values}) 

    class_word_count = pd.merge(class_word_count, wordcounts_neu, 

how='left', on='unique_words') 

    class_word_count.word_counts_neu.fillna(0, inplace=True) 

 

    ## compute conditional probabilites for each word per class 

    cond_prob = pd.DataFrame({'condprob_words': all_unique_words}) 

 

    # pos 

    condprob_pos = [] 

    for i in range(0, class_word_count.shape[0]): 

        condprob_pos.append((class_word_count["word_counts_pos"][i] + 1) / 

(len(train_all_words1) + total_all_unique_words)) 

 

    pos = pd.Series(condprob_pos) 

    cond_prob['condprob_pos'] = pos.values 

 

    # neg 

    condprob_neg = [] 

    for i in range(0, class_word_count.shape[0]): 

        condprob_neg.append((class_word_count["word_counts_neg"][i] + 1) / 

(len(train_all_words2) + total_all_unique_words)) 

 

    neg = pd.Series(condprob_neg) 

    cond_prob['condprob_neg'] = neg.values 

 

    # neu 

    condprob_neu = [] 

    for i in range(0, class_word_count.shape[0]): 

        condprob_neu.append((class_word_count["word_counts_neu"][i] + 1) / 

(len(train_all_words3) + total_all_unique_words)) 

 

    neu = pd.Series(condprob_neu) 

    cond_prob['condprob_neu'] = neu.values 

 

 

    ## penalties toevoegen op cond probabilities voor IDF classes 

    cond_prob["penalty"] = class_word_count["penalty"] 

 

    cond_prob["condprob_pos_penalized"] = cond_prob.penalty * 

cond_prob.condprob_pos 

    cond_prob["condprob_neg_penalized"] = cond_prob.penalty * 

cond_prob.condprob_neg 

    cond_prob["condprob_neu_penalized"] = cond_prob.penalty * 

cond_prob.condprob_neu 

 

 

 

    #### Parsing tweets and calculating probabilities per class 

 

    # first make test data available 

    test_index_pos = folds[0][f][1] 

    test_index_neg = folds[1][f][1] 

    test_index_neu = folds[2][f][1] 
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    test_pos = classpos.ix[test_index_pos] 

    test_pos = test_pos.reset_index(drop=True) 

    test_neg = classneg.ix[test_index_neg] 

    test_neg = test_neg.reset_index(drop=True) 

    test_neu = classneu.ix[test_index_neu] 

    test_neu = test_neu.reset_index(drop=True) 

 

 

    # positive test tweets 

    counter1 = range(0,test_pos.shape[0]) 

 

    results_pos_tweets_pos = [] 

    results_pos_pos = [] 

 

 

    for i in counter1: 

        words = test_pos['Tweet'][i].split() 

        for j in range(0, len(words)): 

            try: 

                pos_prob = cond_prob.loc[cond_prob['condprob_words'] == 

words[j], 'condprob_pos_penalized'].iloc[0] 

                results_pos_pos.append(pos_prob) 

            except IndexError: 

                results_pos_pos.append((1 / (len(train_all_words1) + 

total_all_unique_words))) 

 

        pos_sum_pos = sum(results_pos_pos) 

        results_pos_tweets_pos.append(pos_sum_pos) 

 

 

    # negative test tweets 

    counter2 = range(0,test_pos.shape[0]) 

 

    results_neg_tweets_pos = [] 

    results_neg_pos = [] 

 

 

    for h in counter2: 

        words = test_pos['Tweet'][h].split() 

        for j in range(0, len(words)): 

            try: 

                neg_prob = cond_prob.loc[cond_prob['condprob_words'] == 

words[j], 'condprob_neg_penalized'].iloc[0] 

                results_neg_pos.append(neg_prob) 

            except IndexError: 

                results_neg_pos.append((1 / (len(train_all_words2) + 

total_all_unique_words))) 

 

        neg_sum_pos = sum(results_neg_pos) 

        results_neg_tweets_pos.append(neg_sum_pos) 

 

 

    # neutral test tweets 

    counter3 = range(0,test_pos.shape[0]) 

 

    results_neu_tweets_pos = [] 

    results_neu_pos = [] 

 

 

    for h in counter3: 

        words = test_pos['Tweet'][h].split() 
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        for j in range(0, len(words)): 

            try: 

                neu_prob = cond_prob.loc[cond_prob['condprob_words'] == 

words[j], 'condprob_neu_penalized'].iloc[0] 

                results_neu_pos.append(neu_prob) 

            except IndexError: 

                results_neu_pos.append((1 / (len(train_all_words3) + 

total_all_unique_words))) 

 

        neu_sum_pos = sum(results_neu_pos) 

        results_neu_tweets_pos.append(neu_sum_pos) 

 

 

    result_fold_pos = pd.DataFrame(data={'pos': results_pos_tweets_pos, 

'neg': results_neg_tweets_pos, 'neu': results_neu_tweets_pos}) 

    results_folds_pos.append(result_fold_pos) 

    result_total_pos = pd.concat(results_folds_pos) 

    result_total_pos.reset_index(inplace=True) 

    del result_total_pos['index'] 

    result_total_pos['prediction'] = result_total_pos.idxmax(axis=1) 

    print(result_total_pos) 

 

    results_pos_pos = [] 

    results_neg_pos = [] 

    results_neu_pos = [] 

 

 

    # negative test tweets 

    counter1 = range(0,test_neg.shape[0]) 

 

    results_pos_tweets_neg = [] 

    results_pos_neg = [] 

 

 

    for i in counter1: 

        words = test_neg['Tweet'][i].split() 

        for j in range(0, len(words)): 

            try: 

                neg_prob = cond_prob.loc[cond_prob['condprob_words'] == 

words[j], 'condprob_pos_penalized'].iloc[0] 

                results_pos_neg.append(neg_prob) 

            except IndexError: 

                results_pos_neg.append((1 / (len(train_all_words1) + 

total_all_unique_words))) 

 

        pos_sum_neg = sum(results_pos_neg) 

        results_pos_tweets_neg.append(pos_sum_neg) 

 

    print(len(results_pos_tweets_neg)) 

 

    # negative test tweets 

    counter2 = range(0,test_neg.shape[0]) 

 

    results_neg_tweets_neg = [] 

    results_neg_neg = [] 

 

 

    for h in counter2: 

        words = test_neg['Tweet'][h].split() 

        for j in range(0, len(words)): 

            try: 
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                neg_prob = cond_prob.loc[cond_prob['condprob_words'] == 

words[j], 'condprob_neg_penalized'].iloc[0] 

                results_neg_neg.append(neg_prob) 

            except IndexError: 

                results_neg_neg.append((1 / (len(train_all_words2) + 

total_all_unique_words))) 

 

        neg_sum_neg = sum(results_neg_neg) 

        results_neg_tweets_neg.append(neg_sum_neg) 

 

    print(len(results_neg_tweets_neg)) 

 

    # neutral test tweets 

    counter3 = range(0,test_neg.shape[0]) 

 

    results_neu_tweets_neg = [] 

    results_neu_neg = [] 

 

 

    for h in counter3: 

        words = test_neg['Tweet'][h].split() 

        for j in range(0, len(words)): 

            try: 

                neu_prob = cond_prob.loc[cond_prob['condprob_words'] == 

words[j], 'condprob_neu_penalized'].iloc[0] 

                results_neu_neg.append(neu_prob) 

            except IndexError: 

                results_neu_neg.append((1 / (len(train_all_words3) + 

total_all_unique_words))) 

 

        neu_sum_neg = sum(results_neu_neg) 

        results_neu_tweets_neg.append(neu_sum_neg) 

 

    print(len(results_neu_tweets_neg)) 

 

    result_fold_neg = pd.DataFrame(data={'pos': results_pos_tweets_neg, 

'neg': results_neg_tweets_neg, 'neu': results_neu_tweets_neg}) 

    results_folds_neg.append(result_fold_neg) 

    result_total_neg = pd.concat(results_folds_neg) 

    result_total_neg.reset_index(inplace=True) 

    del result_total_neg['index'] 

    result_total_neg['prediction'] = result_total_neg.idxmax(axis=1) 

    print(result_total_neg) 

 

    results_pos_neg = [] 

    results_neg_neg = [] 

    results_neu_neg = [] 

 

 

 

    # neutral test tweets 

    counter1 = range(0,test_neu.shape[0]) 

 

    results_pos_tweets_neu = [] 

    results_pos_neu = [] 

 

 

    for i in counter1: 

        words = test_neu['Tweet'][i].split() 

        for j in range(0, len(words)): 

            try: 
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                neu_prob = cond_prob.loc[cond_prob['condprob_words'] == 

words[j], 'condprob_pos_penalized'].iloc[0] 

                results_pos_neu.append(neu_prob) 

            except IndexError: 

                results_pos_neu.append((1 / (len(train_all_words1) + 

total_all_unique_words))) 

 

        pos_sum_neu = sum(results_pos_neu) 

        results_pos_tweets_neu.append(pos_sum_neu) 

 

    print(len(results_pos_tweets_neu)) 

 

 

    # negative test tweets 

    counter2 = range(0,test_neu.shape[0]) 

 

    results_neg_tweets_neu = [] 

    results_neg_neu = [] 

 

 

    for h in counter2: 

        words = test_neu['Tweet'][h].split() 

        for j in range(0, len(words)): 

            try: 

                neu_prob = cond_prob.loc[cond_prob['condprob_words'] == 

words[j], 'condprob_neg_penalized'].iloc[0] 

                results_neg_neu.append(neu_prob) 

            except IndexError: 

                results_neg_neu.append((1 / (len(train_all_words2) + 

total_all_unique_words))) 

 

        neg_sum_neu = sum(results_neg_neu) 

        results_neg_tweets_neu.append(neg_sum_neu) 

 

    print(len(results_neg_tweets_neu)) 

 

 

 

    # neutral test tweets 

    counter3 = range(0,test_neu.shape[0]) 

 

    results_neu_tweets_neu = [] 

    results_neu_neu = [] 

 

 

    for h in counter3: 

        words = test_neu['Tweet'][h].split() 

        for j in range(0, len(words)): 

            try: 

                neu_prob = cond_prob.loc[cond_prob['condprob_words'] == 

words[j], 'condprob_neu_penalized'].iloc[0] 

                results_neu_neu.append(neu_prob) 

            except IndexError: 

                results_neu_neu.append((1 / (len(train_all_words3) + 

total_all_unique_words))) 

 

        neu_sum_neu = sum(results_neu_neu) 

        results_neu_tweets_neu.append(neu_sum_neu) 

 

    print(len(results_neu_tweets_neu)) 
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    result_fold_neu = pd.DataFrame(data={'pos': results_pos_tweets_neu, 

'neg': results_neg_tweets_neu, 'neu': results_neu_tweets_neu}) 

    results_folds_neu.append(result_fold_neu) 

    result_total_neu = pd.concat(results_folds_neu) 

    result_total_neu.reset_index(inplace=True) 

    del result_total_neu['index'] 

    result_total_neu['prediction'] = result_total_neu.idxmax(axis=1) 

    print(result_total_neu) 

 

    results_pos_neg = [] 

    results_neg_neg = [] 

    results_neu_neg = [] 

 

writer = pd.ExcelWriter('output.xlsx') 

result_total_pos.to_excel(writer,'positivbe') 

result_total_neg.to_excel(writer,'negative') 

result_total_neu.to_excel(writer,'neutral') 

writer.save() 

 

 

 

 

 
 

 

 

 

 

 

 

 


