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Summary 

This report describes the development of an automatic formant tracker for 
detection of formants in the response patterns of neurons in the cochlear nu
cleus. The motivation for using a speech representation in the form of firing 
patterns of neurons in the nucleus cochlearis is the assumption that a phys
iological model will represent the perceptive important features better than 
conventional signal processing methods. The benefit of using a physiological 
model is that the time-frequency resolution of such a system resembles the 
resolution of the auditory system. The representation, resulting from such 
a model, is expected to contain more detail than the representations obtain 
with conventional signal processing techniques. These techniques usually 
assume stationarity of the signal within an analysis window. 

The developed tracker consists of three parts: a preprocessor, an HMM
classifier and a postprocessor. The preprocessing results in a time-frequency 
representation that reveals a limited number of formant track candidates. 
The HMM's, used to classify the different candidate tracks, were constructed 
by a statistical evaluation of 150 handmarked utterances. The postprocessor 
solves the ambiguities that are introduced by the use of independent HMM's 
for each formant. 

The implementation of the automatic formant tracker lead to RMS track
ing errors, smaller than 26 Hz for the first, second and third formant. These 
errors do not include errors exceeding 250 Hz for the first formant and 500 Hz 
for the second and third formant. The frequency of such errors was smaller 
than 1 % of all frames for all formants under consideration. The number 
of missed and false detections were less than 3% and 7% respectively. The 
tracking results of the tracker on LPC spectra were calculated as well. The 
tracking performance as well as the number of missed and false detections 
were comparable to these results for the neuron response patterns. The main 
difference between the neuron response representation and the LPC spectra 
was that the LPC representation modeled the third formant better. 

1 



Contents 

1 Introduction 
1.1 Formant definition 
1.2 Development goals 

2 The input of the system 
2.1 The auditory path up to the cochlear nucleus 
2.2 Used database . . . . . . . . . . . . . . . . . . 

3 Preprocessing 
3.1 Low-pass filtering ...... . 
3.2 Interpolation . . . . . . . . . 

3.2.1 Bilinear interpolation . 
3.2.2 Bicubic interpolation . 

3.3 Averaging over one pitch period 
3.4 Peak detection . . . . . . . 
3.5 Results of the preprocessing 

4 Hidden Markov Modeling 

5 Formant detection and estimation 

6 Parameter estimation 

7 HMM implementation 

8 Postprocessing 

9 Tracking results 
9.1 Tracking results of the HMM system 
9.2 Results of the system with postprocessing 

10 LPC spectra as input 

11 Comparison of the time-frequency representations 

2 

4 
5 
6 

7 
7 
9 

13 
13 
15 
15 
16 
18 
20 
21 

23 

25 

28 

33 

35 

38 
38 
40 

43 

47 



12 Discussion 50 

3 



Chapter 1 

Introduction 

Although speech is universally used as a medium for communication, it is still 
unclear how a speech signal should be processed to extract the phonetically 
relevant information from it. Some features are accepted as important with 
respect to the perception of speech. One of these accepted features are the 
resonance frequencies of the vocal tract, the formants. During the last four 
decenia, lots of work is put in attempts to develop automatic tracking algo
rithms for the trajectories of the formants in a time-frequency representation 
[1]-[6]. Because of the large number of approaches to this problem, a lot of 
work can be found in the literature. Starting with the speech signal in the 
time domain, it is possible to deduct the characteristics of the vocal tract by 
signal processing techniques such as Linear Predictive Coding (LPC) (7]-[10] 
or other techniques in this field [11][5][12][13]. New approaches to the for
mant estimation problem include the use of new signal processing techniques 
such as artificial neural networks [14] and hidden Markov models (HMM) 
[15]-[19]. 

A very important aspect of the formant tracking problem is the lack of an 
unambiguous description of formants. During isolated vowel utterances, the 
resonance frequencies of the oral cavities can be found with signal processing 
techniques such as LPC. During the utterances of consonants though, it's 
much more difficult to determine these frequencies. To avoid ambiguities 
in the rest of this report, the used formant description will be described in 
section 1.1. 

The conventional signal processing techniques perform poor when formant 
frequencies move rapidly along the frequency axis. This problem is caused 
by the assumption, made by most time-frequency representations, that the 
speech signal is stationary within an analysis window. In order to avoid the 
problems, related to this assumption, physiological results can be used to 
construct an auditory model that mimics the spectral and/or temporal char
acteristics of the auditory system. Since the auditory system has been a topic 
of interest for some time, an adequate model can be constructed for the au-
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ditory path from eardrum to cochlear nucleus[25][20]. Modeling the behavior 
of the cochlear nucleus is complicated because of the exsistence of different 
cell types in this auditory center[23]. Since the auditory stations process the 
speech signal, it becomes interesting to see if accepted features like formants 
and vowel-onsets can be found in the representation generated by the au
ditory stations and how clear these features are presented in comparison to 
conventional time-frequency representations of speech like LPC. 

1.1 Formant definition 

This sections attempts to formulate a formant description that is to be used 
in the rest of this report. The most strict definition of a formant is the reso
nance frequency of the vocal tract during speech production. It is questionable 
though if resonance cavities are used at all during utterances of plosives. The 
noise burst of a plosive does reveal a peak in the excitation that can resemble 
a formant track. The following more practical rules that describe a formant 
were used: 

• The number of formants in a certain frequency range has an upper 
limit. The average number of formants in a certain frequency range 
can be found in the literature [22]. 

• It will be possible that certain formants are present while others are 
not, although this is not possible in the strict sense. 

• Connected tracks of peaks in the energy contents will be labeled as 
formants in compliance with the frequency of formants, found in the 
literature[22]. 

• In case of doubt between several formant track candidates, the candi
date track, most in compliance with the formant frequency found in 
the literature[22], will be chosen. 

When using these rules, it will be possible that, at a certain time, the second 
formant is present while the first is not. In the occurrence of a noise burst 
due to the utterance of a plosive, the peak in the energy distribution ·of this 
noise burst can be labeled as a formant. If the noise burst is located in the 
frequency range of the third formant, the track will be labeled as a third
formant track, even though the first and second formant are not present. In 
the case of nasals, there may be a different number of tracks in a certain 
frequency range than there are during the utterance of a vowel, because of 
the different geometries of the resonance cavities. Satisfactory behavior of 
the automatic formant tracker would be if, in case of utterances of nasals, the 
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tracker does not label more tracks in the frequency interval of interest than 
can be expected in that frequency interval during the utterance of a vowel. 
The tracks which are most in compliance with the frequencies found in the 
literature will be labeled as formants while the others will be discarded. 

1.2 Development goals 

This report describes the attempts made to produce a system that labels 
the different formants, in an unknown utterance, according to the rules de
scribed in section 1.1. The complexity of this task will be affected by the 
chosen representation. If a time-frequency representation is chosen based 
on the assumption of stationarity within an analysis window, rapid formant 
movement will be hard or impossible to track. An example of rapid moving 
formants is the formant movement in utterances where a /w / is followed by 
an /i/ where formant frequencies can change with a rate of over 40 octaves 
per second. 

Another problem that is related to the used representation is the amount 
of detail, exhibited by the representation. If one calculates the LPC spectra 
for an utterance and the order of the LPC analysis is small, it will become 
easy to label the different formants, but a lot of detail is lost. The spectra do 
not describe the temporal course of the spectral enevelope of the utterance 
very well so that the estimations can be expected to be inaccurate even 
though the formant tracks as presented by the LPC spectrum are tracked 
accurately. 

The system, described in this report uses a representation based on the 
results of physiological research. Therefore, there are two issues to be ad
dressed: a tracker and its performance and a novel time-frequency represen
tation. First the origin of the novel representation will be discussed, followed 
by a description of the different stages of the formant tracker. A comparison 
of the tracker with another input-feature (LPC spectra) will be described. 
The goal is to design and implement a formant tracker and compare its 
performance with existing ones. A comparison of the novel time-frequency 
representation with the LPC representation will be presented. 
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Chapter 2 

The input of the system 

In this report an automatic formant tracker will be described which gets its 
input from simulated auditory response patterns of neurons in the cochlear 
nucleus. We will start with describing the stages along the auditory path, 
from air pressure fluctuations at the eardrum to the used response patterns. 
The database of utterances, used in the following experiments, will also be 
described. 

2.1 The auditory path up to the cochlear 
nucleus 

Because an exact description of the generation process of the response pat
terns is beyond the scope of this report, a brief description will be given. 
Details can be found in the work of Kortekaas and Meyer [23](24]. The path 
from air pressure fluctuations at the eardrum to response pattern at the 
cochlear nucleus is depicted in figure 2.1. 

The cochlear nucleus is the first auditory stage in the mammalian central 
nervous system. It receives its input from the cochlea through the auditory 
nerve. The cochlea itself transforms airpressure fluctuations at the eardrum 
into nerve excitation patterns which are conducted by the auditive nerve 
to the neurons in the cochlear nucleus. The responses of these neurons do 
not represent the airpressure fluctuations directly since the different stations 
along the auditory path perform a certain amount of processing on the signal. 

The cochlear nucleus consists of a number of cell types which exhibit 
their characteristic behavior [23]. One of the cell types found in the cochlear 
nucleus is the chop-T cell type. In the following experiments, responses of 
these chop-T cells for the different frequency intervals defined by the cochlea, 
are used. 
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Figure 2.1: The auditory path from speech to chop-T neuron response 
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2.2 Used database 

The chop-T response pattern database was calculated for 870 utterances of 
one male speaker. The 870 utterances were all single words of the form 
CVCVCV. The utterances were recorded in noise free conditions. 

The response patterns, used as input for the automatic formant tracker, 
are simulated. The simulation software generates a neuron response pattern, 
_given a certain speech utterance [23). The response pattern representation 
exsists of 26 channels. The representation consists of a number of channels 
that reflect the fire probabilities of the neurons. The neurons are charac
terized by a best frequency so that for every possible frequency a response 
pattern can be calculated. The used representations consist of 26 channels, 
that represent a frequency range of 204-3336 Hz. The best frequencies of the 
neurons for these 26 channels are given in table 2.1. The response patterns, 
used in the following experiments, are all calculated under equal conditions. 
All speech utterances were brought to 55 dB SPL before being presented to 
the neuron response simulation software. 

These center frequencies are approximately equidistant on the Bark fre
quency scale. The relation between the linear Hz scale and the Bark scale is 
defined as [32): 

F80,,(f) = 13atan(0.76f) + 3.5atan ( ( /
5

) ') (2.1) 

where f denotes the frequency in kHz. Curve fitting resulted in the following 
relations between the Bark scale and the channel numbers: 

Fchannel = l.75FBark - 3.60 (2.2) 

FBark = 0.57 Fchannel + 2.06 (2.3) 

where FBark denotes the frequency on the Bark scale and Fchannel denotes the 
corresponding channel number. Therefore, the channel spacing is approxi
mately 0.57 Bark. The bandwidth of the different channels were chosen as 
one Equivalent Rectangular Bandwidth (ERB) [25). The simulation gener
ates 1000 frames per second. 

Above about 500 Hz, the relation of the linear Hertz-scale with the ERB
scale is a logarithmic one. Under 500 Hz, the ERB-scale can be approximated 
by a linear scale. The relation of the ERB-scale with the Hertz-scale can be 
expressed as: 

!ERB(x) = 21.4log(0.00437x + 1) (2.4) 
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where x denotes the frequency in Hz and !ERB denotes the corresponding 
frequency in ERB, and inversely, 

fHz(Y) = 229(102fi - 1) (2.5) 

where y denotes the frequency in ERB and !Hz denotes the corresponding 
frequency in Hz. 

The simulated neuron response representation of the speech looks more 
or less like a spectrogram. This representation differs in the fact that a spec
trogram is generated by use of a linear operation while this representation is 
obtained after a certain amount of non-linear signal processing is performed. 
The neuron response representation for one of the 150 used utterances is 
depicted in figure 2.2, the spectrogram of the same utterance is given in 
figure 2.3. The second and third formant are clearly visible in the neuron 
response pattern. The first formant is not so clear due to the resolved har
monics at lower frequencies. The temporal structure of these harmonics are 
clearly visible. The motivation for the used frequency range (204-3336 Hz) 
is that it reveals the first three formants which are perceptive most relevant. 

400 500 
time( ms) 

/ml /u/ ! /ml ! /6/ 

Figure 2.2: The cochlear nucleus neuron response representation for the ut
terance /m6mum6/, uttered by a male speaker. The arrows indicate the 
location of the phoneme boundaries. 
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4 

0 

0 100 300 400 
time( ms) 

/ml ! /u/ ! /ml ! 161 

Figure 2.3: The spectrogram of the utterance /m6mum6/, uttered by a male 
speaker. The arrows indicate the location of the phoneme boundaries-. 
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II Channel number I Center frequency II 
0 204 Hz 
1 257 Hz 
2 313 Hz 
3 370 Hz 
4 430 Hz 
5 493 Hz 
6 560 Hz 
7 630 Hz 
8 705 Hz 
9 785 Hz 
10 870 Hz 
11 961 Hz 
12 1059 Hz 
13 1164 Hz 
14 1278 Hz 
15 1400 Hz 
16 1532 Hz 
17 1674 Hz 
18 1828 Hz 
19 1995 Hz 
20 2176 Hz 
21 2372 Hz 
22 2584 Hz 
23 2815 Hz 
24 3065 Hz 
25 3336 Hz 

Table 2.1: The center frequencies of the 26 channels of the simulated time
frequency representation 
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Chapter 3 

Preprocessing 

Inspection of the simulated response patterns reveals that they show many 
more details than an LPC representation. These details are to a large part 
due to the fact that lower harmonics are resolved by the auditory system so 
that the first formant is represented by various resolved harmonics. Though 
this might be perceptually relevant, one ends up with a large amount of 
formant track candidates, which can impede the process of tracking. The 
representation of the speech data as it is presented to the automatic formant 
tracker does show a small number of clear formant track candidates but a 
lot of tracks are still contaminated, especially by the pitchperiod structure. 
To make the process of automatic detection and estimation of the formants 
more likely to succeed, three preprocessing stages have been performed on 
the data. The different processes are performed sequentially. The resulting 
representation reveals clear formant track candidates. The first stage consists 
of low-pass filtering the frames in the frequency domain, the second stage 
performs a two-dimensional interpolation and the third stage removes the 
influence of the pitch by convolution with a window which is adapted to the 
pitch period. 

3.1 Low-pass filtering 

The benefit of performing low-pass filtering on the frames will be that the 
number of energy peaks will be reduced. While optimizing the parameters 
that are involved in this task (the most important will be the cut-off frequency 
of the used filter) one should realize that too much low-pass filtering will 
cause loss of formant information, while too little filtering will lead to an 
unnecessary large amount of formant track candidates. This phenomena 
can easily be understood if we realize that the number of formants will be 
limited while the frequency distance between the formants can approach zero. 
Because of the logarithmic frequency-scale, the second and third formant are 
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Figure 3.1: The triangular window and its frequency transform 

shifted towards each other while the distance between the first and second 
formant is increased, compar~d to a linear scale. When the formants are 
more or less equally spaced over the frequency range of interest, low-pass 
filtering with a very small cut-off frequency will be needed to make a peak 
disappear. When formants are approaching each other, the separability of the 
different peaks will be highly dependent on the high-frequency components 
and therefore even low-pass filtering with a high cut-off frequency might cause 
two peaks which indicate the presence of two distinct formants, to merge. 

The frames of the time-frequency representation were smoothed by con
volution of the frames with a window in the frequency domain. Although 
different windows were attempted, very little difference in performance was 
observed. Satisfactory results were obtained with the use of a triangular 
window. 

The triangular window WLPF(kF8 ), in which Fs denotes the sample inter
val, can be denoted in the frequency domain as: 

(kF) { 
A(l-W) forkE{-Nc,-Nc+l, ... ,Nc-1,Nc} 

WLPF s = c • 
0 otherwise 

(3.1) 
the corresponding time response: 

(3.2) 

where Ne denotes the half window length in number of sample intervals and 
tc denotes the first zero in the time response. When NcFs is chosen to be two 
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sample intervals, the first zero in the amplitude of the Fourier transform of the 
window is at 8 = 7r. Therefore, the amplitude of the signal is only altered by 
the imperfections of the pass-band of the filter. The performance of the filter 
was evaluated by observing the decrease in the number of secundary peaks as 
well as the separability of tracks when their distance approached zero. The 
use of a window where NeTs equalled three sample intervals (Ne= 3) caused 
some formant track candidates to coincide for some utterances. The use of 
a window where Ne = 2 left the tracks separable in these cases. 

3.2 Interpolation 

Since the number of channels of the neuron response patterns is limited to 26, 
an error of just a few channels in the process of automatic formant estima
tion will be unacceptable. The resolution of the representation is deliberately 
limited in order to reduce the computational burden of the generating simu
lation. The resolution of the auditory system is in fact much larger than the 
representation, generated by the simulation software. The higher resolution 
is approximated here by interpolation of the representation. By perform
ing an interpolation on the response patterns, no information is added to 
the data representation but estimation errors of a few channels will become 
acceptable since the frequency distance between the channels is reduced. 

Two types of interpolation were attempted; bilinear- and bicubic inter
polation. 

3.2.1 Bilinear interpolation 

Because the bilinear interpolation is a two-dimensional operation, interpo
lated points are deducted from four surrounding points. Let the neuron 
response for a certain time t and channel i be denoted as f(t, i) . Let N de
note the number of interpolated points per original value along the frequency 
axis and M the number of interpolated points per original value along the 
time axis. Let the interval of interest be: 

Ni 5: k 5: N(i + 1) 
Mt 5: u 5: M(t + 1) 

Then the following equations are evaluated: 

V 
= (k-Ni) 
- N 

W 
= (u-Mt) 
- M 

The interpolated points are now obtained by evaluation of: 

(3.3) 

(3.4) 

J(u, k) = (1- v)(l - w)f(Mt, Ni) + v(l - w)f(Mt, N(i + 1)) + 
vwf(M(t + 1), N(i + 1)) + (1 - v)wf(M(t + 1), Ni) (3.5) 
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Tlme(ms) 

/ml 
' /u/ ' /ml ' 

161 

Figure 3.2: The result of the bilinear interpolation on the cochlear nucleus 
response for the utterance /m6mum6/. The detected peaks are clearly sep
arated by this operation. 

It is important to realize that the interpolated points, derived by this al
gorithm are always within the range of the original values. If J(tma;, imax) 
denotes the largest and J(tmin, imin) denotes the smallest neuron response 
among the original points, then all the interpolated points that are deducted 
from these original points are smaller than f ( tmax, imax) and larger than 
J(tmin, imin) · Consider the situation where J(t, i) and J(t + 1, i + 1) are both 
peaks along the frequency axis. If one interpolated point per original point 
is deducted along the frequency axis and one interpolated point per original 
point is deducted along the time axis, f(t, i) can be found as f(2t, 2i) in the 
new representation. In this new representation, f (2t, 2i) and f (2t, 2i + 2) are 
peaks along the frequency axis but the interpolated points at channel 2i + 1 
are not; the previously connected track of peaks has been interrupted by 
the bilinear interpolation. Because of this fact, use of this method becomes 
undesirable. None of the interpolated points can ever be a new peak and 
therefore previously connected tracks of peaks will become disconnected. An 
illustration of this phenomena is given in figure 3.2 

3.2.2 Bicubic interpolation 

Since a linear type of interpolation will change connected tracks of peaks 
in the original representation of the data into disconnected tracks in the 
new representation, another interpolation algorithm was used [26]: a bicu
bic spline. This algorithm interpolates the second derivative of the original 
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points. Let's first consider the one-dimensional case. Let the function f(xi) 
be tabulated for i = 1, .. , M. An interpolated point is calculated by evalua
tion of: 

f(x) = Af(xi) + Bf(xi+i) + C /'(xi)+ D /' (xi+i) (3.6) 

where x is between Xi and Xi+i, f(.) denotes the interpolating function 
and /

11 

(.) denotes the second derivative of the interpolating function. Note 
that the values of the second derivative of the interpolating function are only 
needed for the tabulated points. Let f(x) denote the interpolated point of 
interest. 

The expressions for A and Bin equation (3.6) are then defined as: 

A= 

B=l-A= 

Xi+l - X 
Xi+l - Xi 
X- Xi 

Xi+l - Xi 

The expressions for C and D are defined as: 

1 3 2 C = -(A - A)(xi+l - xi) 
6 

D = ~(B3 
- B)(xi+l - xi) 2 

6 

(3.7) 

(3.8) 

(3.9) 

(3.10) 

(3.11) 

Using these definitions will cause the second derivative of equation (3.6) 
with respect to x to reduce to: 

d2 f(x) = AJ"( ·) BJ"( . ) dx2 Xi + Xi+l (3.12) 

Since A = 1 at xi and A = 0 at Xi+i while B is just the other way around, 
(3.12) shows that j'' (.) equals the original second derivative and that this 
second derivative will be continuous over the boundaries of the intervals 
(xi_ 1,xi) and (xi,Xi+i)· By setting the first derivative of (3.6) , evaluated 
for x = Xi in the interval (xi-1' xi) equal to equation (3.6) for x = Xi in 
the interval (xi, Xi+i), M - 2 linear equation are obtained. By adding two 
boundary conditions, the second derivative off(.) can be calculated for the 
original points. 

The method, described above, will generate a smooth curve through a 
set of original points. Equation (3.6) shows that using this method> inter
polated values larger than the nearest original values can be obtained. This 
means that interpolated points can be peaks in contrast to the linear types 
of interpolation. 
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0 100 200 300 400 500 
time( ms) 

/ml 
/u/ ' /ml ' 

161 

Figure 3.3: The result of the bicubic interpolation on the cochlear nucleus 
response for the utterance /memume/. 

The cubic spline can be used on a two dimensional grid of original points 
by first performing cubic splines on all the columns of this grid. The second 
step will be to calculate cubic splines on all the rows of the grid. If during 
the first step, N points per original point are interpolated and there· are P 
points in each column, the second step will consist of calculating NP cubic 
splines for the rows. 

As expected, continuous tracks of peaks did not became discontinuous as 
they did after use of a linear interpolation. By use of the bicubic spline, the 
smoothed version of the original data was transformed from 26 channels to 
126 channels (four interpolated points per original point). One interpolated 
point per original point was added along the time axis to obtain a smooth 
time-frequency representation of the neuron responses. The result for one of 
the utterances is depicted in figure 3.3 

3.3 Averaging over one pitch period 

Although the candidate tracks were easier to detect by observation after 
the previously described preprocessing steps than before, there was still one 
phenomena that disturbed the candidate tracks. Because of the high time 
resolution of the representation, pitch pulses were clearly visible in the rep
resentation. A periodic in- and decrease of the spectral power could be ob
served. This disturbance caused the formant track candidates to periodically 
wander about the desired track. The frequency of this periodic disturbance 
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Figure 3.4: The raised cosine window and its frequency transform 

equals the pitch for these time instances. The disturbance is due to the ef
fect of a changing resonance cavity caused by the periodically opening and 
closing of the vocal cords. The change in resonance frequency because of 
this phenomena is, strictly speaking, not considered to be part of the for
mant movement since it is not caused by a change of the vocal tract. The 
disturbance is separable from "real" formant movement since the velocity 
of change of the vocal tract is much smaller than the vocal cord motion. 
Since the muscle motion that changes the shape of the vocal tract is limited 
in speed and the small mass of the vocal cords allows them to move much 
faster than the elements of the vocal tract, low-pass filtering the signal along 
the time axis will cause the effects of the vocal cords to be removed while 
the formant track candidates will remain unchanged in the representation. 

Implementation of the desired filtering was performed by convolution of 
the representation with a raised-cosine window along the time-axis. The 
reason for use of a raised-cosine window instead of the triangular window 
is the fact that the raised-cosine window has smaller side-lobes than the 
triangular window. It is not desired to smooth the representation along 
the time-axis too much because it will remove information like fast formant 
transitions and vowel onsets. The window width, used for smoothing the 
representation along the time-axis, was chosen to be twice the pitch period. 
The window is adapted for each time-instance, according to the teinporal 
pitch value. The raised-cosine window and its Fourier transform are depicted 
in figure 3.4 

The mathematical representation of the window and its Fourier transform 
can be written as: 

( 2( 7rn { } Wpitch nTs) = Acos -N ) for n E -NP, -NP+ 1, ... ,NP - 1, NP (3.13) 
2 p 

(3.14) 
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W( iO) =AN ( )T cos(!BNp) (sin(!BNp)) 
e P t s ON 2 l(}N 

l-(7) 2 p 

(3.15) 

where Ts denotes the sample interval and Np(t)Ts denotes the pitch pe
riod which is a function of time. The pitch values as function of time were 
determined by use of the algorithm of Hermes [31]. Using this algorithm, the 
pitch is obtained by sub-harmonic summation combined with a dynamic pro
gramming stage to obtain continuous pitch contours from which erroneous 
pitch measurements are removed. 

3.4 Peak detection 

In the description of the preprocessing stages, it becomes clear that the per
formance of the preprocessing is measured by the effect on the number and 
location of peaks in the time-frequency representation of the response pat
terns. To complete the description of the preprocessing, the peak detection 
process still has to be described. 

Since we are interested in the resonance frequencies of the vocal tract 
for each time instant, peaks are defined as one-dimensional peaks of energy 
along the frequency axis. The occurrence of a peak is detected on the basis 
of two necessary conditions: 

1. by the fact that the differential quotient along the frequency axis changes 
sign; 

2. by the fact that the neuron response exceeds a certain threshold 

The threshold which has to be exceeded is derived from the RMS-value of 
the responses of the different frames. Since the hearing threshold in human 
perception is not only dependent on the current sound level but also on the 
sound level in the near past, the peak-detection threshold for time t will be 
related to the RMS-value of the spectral energy of the frames around time t. 
The RMS-value of the response of a frame is calculated as: 

(3.16) 

where Pt(i) denotes the neuron response in channel i at time t, N denotes 
the number of channels and SRMs(t) denotes the RMS-value of the neuron 
response of the frame for time t. To obtain a threshold value, first equa
tion (3.16) is evaluated for all frames of an utterance. Then the obtained 
series of values for progressing time is convolved with a triangular window, 
leading to a time-series of thresholds derived from the general movement of 
the RMS-value in time. 
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Figure 3.5: The time-frequency representation of the utterance /m6mum6/ 
after the described preprocessing. The candidate tracks are depicted as well. 

3.5 Results of the preprocessing 

In this section, the preprocessing steps, described in detail in the previous 
sections of this chapter, will be evaluated. The preprocessing was performed 
with the following parameters: 

• The low-pass filter: The triangular window of the low-pass filter was 
4 sample intervals long. Therefore the characterizing time constant Tc 
was two sample intervals. 

• The bicubic-spline interpolation: Using the bicubic spline, four 
interpolated values for each original point along the frequency axis and 
one interpolated point for each original point along the time axis were 
calculated. 

• The peak detection: A triangular window, used to convole the RMS
values of the frames, was 20 ms long. 

The time-frequency representation, resulting from the described prepro
cessing, is depicted for one of the used utterances in figure 3.5. 

The preprocessing resulted in a limited number of continuous tracks; the 
candidate tracks. The formant tracks are among these candidate tracks but 
beside the formants, there are a number of additional tracks, not to be labeled 
as formants. During the utterance of vowels, these surplus tracks are for 
instance due to resolved harmonics at lower frequencies. Other non-formant 
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tracks can be found during utterance of nasals. Because of the different 
dimensions of the resonance cavities, used during these utterances, a different 
number of tracks, differently distributed over the frequency range, can be 
observed. An important advantage of the use of extensive preprocessing is 
that the candidate can be detected quite easily since they are well separated, 
continuous entities. 

The remaining task is to detect and label the formant tracks and discard 
the candidate tracks originating from other sources. A useful classification 
technique is Hidden Markov Modeling (HMM). 
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Chapter 4 

Hidden Markov Modeling 

The use of Hidden Markov Models (HMM) relies on the assumption that 
speech production can be modelled as a probablistic function of a first order 
stationary Markov chain[27] where the output symbols or observations are 
generated by means of an emission probability attached to each state (or 
to each transition between states)[28]. The generating state sequence for a 
certain observation sequence cannot be derived in a deterministic way. This 
explains why they are called hidden Markov models[29]. 

In our case, the observations are the frames of the representation as they 
are generated by the preprocessing. Offering only the location of the peaks 
in the time-frequency representation will not be sufficient since the formant 
tracker must be able to take a decision in case of doubt, based on other 
acoustical information. 

Each state in the HMM will correspond to a possible formant location. 
Because of this, the number of states of the HMM will be equal to the number 
of possible channels a formant can visit. The movement of a formant through 
time will be modeled by the transitions from one state to another. At first, 
all state transitions are possible and therefore an HMM with the topology 
depicted in figure 4 can be expected. 

Since there will be more than one formant to be tracked, several HMM's 
will be used to get estimates for the different formants. Consider the case 
where three formants have to be tracked. The system is depicted in figure 4.:?. 

Each state emits the probability of a certain observation. This figure 
expresses the probability that the current frame should be labeled to have 
a formant in the channel that is modeled by the state. Since the transition 
probabilities between states model the movement of the formant, the prob
ability of a state path through time will correspond to the probability that 
a formant will follow this trajectory. The possible absence of a formant will 
be modeled by a special state, which will be called the zero-state. 
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Figure 4.1: The topology of a fully connected HMM network 
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Figure 4.2: The placement of the HMM's in the automatic formant tracker 
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Chapter 5 

Formant detection and 
estimation 

As mentioned in the title of this chapter, formant tracking requires two ele
mentary steps to be performed, formant detection and estimation. An exam
ple of the implementation of these two elementary steps by use of an HMM 
include the work of Kopec [15)[16]. 

The probability that a formant in channel i generates the response pattern 
at time t will be modeled by the multivariate Gaussian probability density 
function (pdf), defined as: 

Pr(ot!St = i) = IT ~ exp(-(ot,d ~ µi,d)
2

) (5.1) 
d=I 21rUi,d 2ui,d 

where Ot denotes the observation vector for time t, St denotes the state for 
time t, D denotes the dimension of the observation vectors, ui,d denotes 
the standard deviation of the Gaussian pdf for channel d of state i and µi,d 

denotes the mean of the Gaussian pdf for channel d of state i. If a path, 
corresponding to the state sequence S = { s0 , s1, ... , sr} is considered, the 
probability can be calculated as: 

T 

Pr(O, S) = 1fsobso(ot) II aSt-t,StbSt(ot) 
t=I 

(5.2) 

In this equation, asz,Sy denotes the transition probability from state x to 
state y. The state output probability of state i for the observation vector 
of time t ( ot) is denoted as bi( ot) and is calculated by evaluation of equa
tion (5.1). The complete observation (all frames of the representation) is 
denoted as 0. The initial probability for occupation of st·ate s0 is denoted 
as 7r80 • This initial probability can be found in figure 6.1. 

One can calculate and sum the probabilities of all possible paths to obtain 
the probability of the model. Another important figure is the summed prob
ability of all paths that pass through a certain state at a certain time. As a 
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consequence of the first order Markov assumption, the summed probability 
of all paths that pass through state i at time t can be written as: 

Pr(si, 0) = Pr(o0 , oi, ... , Ot, St= i) x 

(5.3) 

This probability can be calculated efficiently by the so-called forward back
ward recursion. Using this algorithm, first the alpha or forward recursion is 
calculated. This calculates the summed probabilities of all paths that end 
in state j at time t for all possible pairs (j, t) by evaluation of the following 
recursive equation: 

ai(O) 7rjbi(o0 ) (5.4) 
N-1 

ai(t) - Pr(oo, oi, ... , Ot, St= j) = L ai(t - l)aiibi(ot) (5.5) 
i=O 

fort E {1,2, .. ,T} 

where N denotes the number of states in the HMM. Likewise, the backward 
or beta recursion is calculated for all possible state/time pairs. The recursive 
equation: 

{Ji(T) 0 (5.6) 
N-1 

f3i(t) Pr(ot+i, Ot+2, ... , oTlst = i) = L aiibi(ot)f3i(t + 1) (5.7) 
j=O 

fortE {O,l, .. ,T-1} 

After these recursions are both calculated for all state/time pairs, the summed 
probability of all paths, passing through state i at time t can be calculated 
as the product of the results of the alpha- and beta recursions since · this is 
the evaluation of equation (5.3). 

Let the utterance in which formant tracking is to be performed be T 
frames long. The summed probability of the model can be calculated by 
summing the alpha values of all states at time T. The probability of the 
model can also be calculated by summing the beta values for all states for 
time 0. 

N-1 N-1 

Pr( 0) = L ai(T) = L f3i(O) (5.8) 
i=O i=O 

The chance that state i is visited at time t, given that the observation 
sequence is observed can be expressed as the probability that state i is visited 
at time t and the observation sequence is observed divided by the summed 
probability of the model (Bayes rule). 

'T'i(t) = P(st = ilO) = ai(t){Ji(t) 
Pr(O) 

26 

(5.9) 



The probability that a certain state is visited at a certain time given the 
observation sequence is now known and can be used to detect the presence 
or absence of a formant. The summed probability for time t of all states but 
the zero-state will express the probability that the formant is present on time 
t, given the complete utterance. Detection of a formant for a certain time 
instant will be performed by comparison of this probability with a threshold 
'Ymin. The threshold parameter of the HMM formant tracker controls the 
track initiation and termination. If the probability that a formant is present 
exceeds the threshold value, the formant is estimated. The formant is said 
to be absent otherwise. If rmin is set to zero the formant track will always be 
present. If rmin is set to one, there will never be a formant track present since 
this could only happen if the probability of the zero-state is zero. In the case 
that the formant is present, an estimate for its location can be calculated as 
a weighted sum. 

F(t) -
L::=I F(q) x Pr{ st= q IO} 

I::=l Pr{ st= q IO} 
(5.10) 

where F(t) denotes the HMM formant estimate for time t and F(q) denotes 
the center frequency of the channel that corresponds to state q. In the sums 
in this expression, q is in the interval (1, N). The state that models the 
absence of the formant, the zero-state, is named as state 0. 
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Chapter 6 

Parameter estimation 

The behavior of the HMM is defined by the shape of the pdf 's of the different 
states and the transition probabilities between states. For each state, a Gaus
sian pdf is defined according to equation (5.1). This equation is defined by 
2D parameters; D standard deviations and D means. In order to construct 
an HMM with the desired behavior, appropriate values for these parameters 
have to be defined. In speech recognition systems, based on HMM's, different 
HMM's are defined for different speech entities like phonemes or words. A 
classification is performed by comparison of the model probabilities as de
fined by equation (5.8). In this type of implementation, the main concern 
is to optimize the model probability for the inputs that should be modeled. 
There is no threshold mechanism within a model. The optimization of the 
model probability can be performed by changing the model parameters with 
the Baum-Welch re-estimation technique. Since the model probability has 
no relevance in the HMM formant tracker, the Baum-Welch re-estimation 
technique will not be used. 

The model parameters were estimated by a statistical observation of a 
large set of hand-labeled neuron responses. The hand-labeled formant-tracks 
were acquired by labeling the neuron response patterns after preprocessing. 
The conventions, stated in chapter 1.1 were used in this process. The label
ing process can be performed quite easily because the formant candidates are 
already determined by the peak detection after preprocessing. Each utter
ance could be labeled by labeling a very limited number of candidate tracks 
because these candidate tracks are continuous, well separated entities. The 
main benefit of this method is that the trajectory of the formant tracks do 
not have to be determined by the user; the peaks along the frequency axis 
are known. Because of this method, 150 utterances could be labeled in just 
two days. 

In an attempt to get a homogeneous set of utterances in the sense that 
the number of occurrences of a phoneme in the training-set is equal for all 
phonemes, 150 utterances were randomly selected from the available 870 ut-
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terances. The 150 utterances consisted of 212232 frames. The distribution of 
frames according to the formant configuration is shown in table 6.1. Because 
of the frequency range of the input frames (204-3336 Hz), only the first three 
formants were observed. 

Formant Count(%) 
configuration 
- - - 30929 14.6 

F1 - - 17491 8.2 
- F2 - 15795 7.4 

F1 F2 - 47770 22.5 
- - F3 3224 1.5 

F1 - F3 6265 3.0 
- F2 F3 5453 2.6 

F1 F2 F3 85305 40.2 
Total 212232 

Table 6.1: The frequency of occurrence of the different possible formant 
configurations 

In figure 6.1, the distribution of the labels for first, second and third 
formant is given for the channels of the labeled frames. The number of 
frames that have a corresponding label for a certain formant are counted 
and divided over the total number of frames. The figure shows the relative 
frequency of the frames according to their labels. The number of frames that 
were labeled as no formant present are not depicted. The figure shows that 
there is some overlap between the distributions. A frame that has a frequency 
peak in such an overlapping interval can only be labeled as a certain formant 
on the basis of peak location information of the frames before and after the 
frame in question. This because a track is assumed to be continuous. 

Figure 6.1 shows that the largest a priori probabilities for finding the 
first, second and third formant are channels 21, 80 and 100 respectively. The 
corresponding frequencies on the Hz scale can be calculated by evaluation 
of equations (2.3) and (2.2). Note that due to the interpolation in the pre
processing, the channel spacing is reduced from approximately 0.57 Bark per 
channel to approximately 0.114 Bark per channel. The resulting frequency 
for F1 (468 Hz), F2 (1.53 kHz) and F3 (2.18 kHz) are in general accordance 
with the values found in the literature [22]. 

On the basis of the obtained labeled frames, a statistical fit of the frames 
can be calculated. The mean (µ) and standard deviation ( <J) of each channel 
of each frame with corresponding label for the corresponding formant can 
be estimated. The formant tracks will be characterized as a track of peaks 
where the location of the peaks is derived from the fact that the sign of the 
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Figure 6.1: The distribution of the labels of the frames as function of their 
channel number (the relative frequencies of the different labels in the training 
data). The frames that were labeled as no formant present are not depicted. 

differential quotient along the frequency axis changes from a positive to a 
negative value. The absolute amplitude of the neuron responses is highly 
variable. Therefore, a statistical fit of the amplitude of the neuron responses 
will have such a variance that the resulting model will be a poor one. By 
offering the system the differential quotient (the difference in activity between 
adjacent channels) along the frequency axis for each frame instead of the 
frame itself will solve this problem. The amplitude of the neuron responses 
will still be available to the system in the form of an integral over a certain 
interval and the peak location will be well defined as the zero-crossing of the 
input. 

Let Sm ( i, k) denote the differential quotient of the neuron response of the 
mth frame that is labeled to have the kth formant located in channel i. Let 
the mean for channel i and formant k be denoted as µi,k and the standard 
deviation as ai,k· If there are M frames with a corresponding label for the 
corresponding formant, the means and standard deviations can be estimated 
as: 

1 M 
µi,k = ML Sm(i, k) 

m=l 

(6.1) 

(6.2) 
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The means for all channels, that were labeled to have the second formant 
in channel 60 are depicted in figure 6.2. The standard deviation is depicted 
as error-bars around the mean values. The same statistical fit is performed 
on all the frames that were labeled not to have the second formant present. 
This zero-state modeling is also depicted in figure 6.2. 
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Figure 6.2: The means and standard deviations for all channels of all frames 
labeled to have the second formant in channel 60 and for all frames that were 
labeled to have no second formant present 

The means have a clear zero-crossing at channel 60, as expected. The 
standard deviations are smallest around channel 60 and increases for other 
channels with increasing distance between channel 60 and these other chan
nels. This is to be expected if one recalls that this is a modeling of all frames 
that have in common that the second formant is located at channel 60 but 
differ in other acoustical features. As shown by figure 6.2, the modeling be
comes less significant as the frequency distance between the channel under 
consideration and channel 60 increases; the standard deviation increases with 
increasing distance. 

The transition probabilities can be modeled in a similar way. By obser
vation of the transitions in the training data, an estimate for the transition 
probabilities can be derived. Let Ni denote the total number of transitions, 
observed in the training-set, from channel i and let nii denote the number of 
transitions from channel i to channel j. The transition probability from the 
state that models the formant location in channel i to the state that models 
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the formant location in channel j can be estimated as: 

(6.3) 

It is important to note that some transitions will not be observed. Since 
formants are mostly continuous tracks, the self-loop probability ( aii) and 
transition probabilities to neighboring states will be largest. 
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Chapter 7 

HMM implementation 

When the different parameters are estimated, the HMM's can be constructed. 
The following questions have to be answered in order to define the different 
HMM's. 

1. How many states are there in each model? 
Figure 6.1 shows that the three formants are only located in a certain 
interval of the total number of channels. It is not necessary to define 
states corresponding to channels that are never visited by the modeled 
formant. Therefore, the following number of states was used for the 
different formant models: 

• first formant: 50 states: the zero-state and 49 states modeling 
formant locations in channels 1 to 49. 

• second formant: 70 states: the zero-state and 69 states modeling 
formant locations in channels 36 to 104. 

• third formant: 50 states: the zero-state and 49 states modeling 
formant locations in channels 76 to 124. 

2. What will be the dimensionality of the input vectors for the different 
models? 
The states that model the formant locations near the edges of the 
interval will need information about channels just outside this interval. 
To accommodate this, the dimensionality of the input vectors for the 
different models is taken somewhat larger than the interval of possible 
formant locations. The used vector dimensions: 

• first formant: 55 channels; the input vectors are comprised of 
the differential quotients for channels 1 to 55. 

• second formant: 81 channels; the input vectors are comprised 
of the differential quotients for channels 30 to 110. 

33 



• third formant: 51 channels; the input vectors are comprised of 
the differential quotients for channels 75 to 125. 

3. Which values will be taken for the parameters that define the pdf's? 
The parameters of the the different states in a model will be defined as 
the results of equations (6.1) and (6.2) for the states and channels of 
interest. 

4. Which transition probabilities will be used? 
The non-zero transition probabilities, defined by equation (6.3) will be 
used. The unobserved transitions are removed from the model. 
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Chapter 8 

Postprocessing 

Postprocessing the results from the HMM's is necessary because of the in
dependence of the different HMM's. There is no mechanism that prevents a 
model to label a track that has already been labeled by another model. An
other motivation to perform postprocessing on the HMM results is the fact 
that the information about the candidate tracks, found after preprocessing, is 
not used yet. The preprocessing result is a representation that reveals a lim
ited number of candidate tracks which can be found by automatic detection. 
The tracks are detectable as a connected series of peaks in the time-frequency 
representation. Since the correct tracks are among the candidate tracks, a 
classification of the candidates is the last step. To perform this step, two 
algorithms were tested. 

The first step of both algorithms match the HMM estimations with the 
candidate tracks. The candidate track closest to the HMM estimate gets 
a vote, given that the distance between the HMM estimate and the candi
date track doesn't exceed a certain threshold. The threshold is necessary 
to accommodate the occurrences of false detections since no track candidate 
in the proximity of the estimated location will be found in that case. If a 
candidate track is found, a vote of the model under consideration is added 
to the candidate track. The first step of the algorithm can be denoted in 
pseudo-code as: 

for(m over all formant models and t over all time instances){ 
if (HMM estimate q doesn't equal zero){ 

i=O; 
while(i is smaller than the threshold and 

no candidate track is found){ 
if(a candidate track for time t, channel (q+i)) 

vote_for_candidate_track(model m); 
if (a candidate track for time t, channel (q-i)) 

vote_for_candidate_track(model m); 
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i=i+1; 
} 

} 

} 

An illustration of this algorithm is depicted in figure 8. 
After completion of the first step of the algorithm, all candidate tracks 

can be classified. Tracks that hold no votes at all are considered not to be 
labeled. Tracks that do hold votes are classified according to the number of 
votes they received of each model. 

Since the candidate tracks can overlap, it is possible that, for some time 
instances, there is still more than one track with an equal label. This am
biguity has to be resolved. Two approaches were attempted to solve this 
problem. A decision can be made by comparison of the number of votes a 
track got from the model of interest. This will favor long tracks over short 
ones so that the erroneous behavior of the system, depicted in figure 9.2 can 
be prevented. This type of postprocessing will be referred to as the count 
postprocessor in the rest of this report. Another option for resolving the am
biguity is by not regarding the votes directly but weighting them before a 
comparison is made. This type of postprocessing will be referred to as the 
weighted-count postprocessor. The weights to be used are the initial proba
bilities for the formant of interest (depicted in figure 6.1). If the collection of 
HMM-estimates that indicate track r in the time-frequency space is denoted 
as Tr and the a priori probability of formant m in channel i is denoted as 
Pm(i), then the following equation reflects the weighted vote for the track, 
Vr(m): 

Vr(m) = L Pm(i) (8.1) 
(t,i)ETr 

The ambiguities are now solved by removing the overlapping part of the 
track that has the smallest number of votes or has the smallest weighted 
vote. 
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Figure 8.1: An illustration of the postprocessing algorithm 
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Chapter 9 

Tracking results 

In the following sections, the performance of the automatic tracker with and 
without postprocessor is discussed. 

9.1 Tracking results of the HMM system 

All of the hand-labeled utterances were presented to the automatic formant 
tracker. Table 9.1 shows the performance of the automatic tracker on the 
150 utterances. Preprocessing was performed with the parameters described 
in section 3.5. The threshold parameter 'T'min was set to 0.5. The results, 
presented in table 9.1 are without postprocessing. The estimate of the lower 
formants were considered first so that equal formant estimates, by more than 
one model because of the overlap between models, are labeled as the lowest 
among the options. If the same estimate is generated by models of the second 
and third formant, the ambiguity will be solved by labeling it as the second 
formant and disregarding the outcome of the third formant model. One of 
the utterances, labeled by the HMM tracker, is depicted in figure 9.1 

In table 9 .1 the percentage of missed detections is the percentage of frames 
that were labeled in the hand-labeling process but were not labeled by the 
HMM tracker. The percentage of false detections is the percentage of frames 
that were labeled by the HMM tracker but were not labeled in the. hand
labeling process. 

From table 9.1 it becomes clear that the HMM performs well in the sense 
that it results in small tracking errors. A disturbing factor is the existence 
of bad-errors. By observation of the occurrences of such errors, it became 
clear that most of them are caused by small tracks of peaks, parallel to the 
desired formant track. Because the huge dynamics of equation (5.1), such 
a small track can cause the summed probability of paths "passing through" 
this small track to be more likely than this probability of tracks following the 
formant track. Since the dynamics of the transition probabilities are much 
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Figure 9.1: The utterance /memume/, after preprocessing, labe~ed by the 
HMM tracker without postprocessing 

smaller than the dynamics of equation (5.1), such discontinuities are not 
prevented. In the result of the forward-backward algorithm, the small track 
comes out as the most likely candidate and evaluation of equation (5.10) will 
indicate an estimate in the neighborhood of the small track. The occ-urence 
of such an error is depicted in figure 9.2. 

The number of missed detections is smaller or equals the numbers found 
in the literature [16] . In the hand-labeling process, our attention went out 
to the existence of peaks, not regarding their amplitude. Because of this, 
a small number of tracks with amplitudes less than the average amplitude, 
modelled by the µ state parameters, were labeled as formant tracks. These 
frames will match better with the zero-state means for the different channels 
than with the means of any other state and the track is likely to terminate 
early or initiate too late. This situation explains the occurrence of missed 
detections. 

A false detection would mean that a frame, matches better with the means 
of a non-zero-state than with those of the zero-state. In the case where 
the noise burst of a plosive did not reveal any continuous tracks through 
time, the frames were labeled as "no formant present". These frames do 
have a significant neuron response amplitude for certain channels and could 
therefore match better with the parameters of a non-zero-state than with the 
parameters of the zero-state, leading to a false detection. 
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first second third 
formant formant formant 

RMS error 28.76 Hz 37.34 Hz 22.80 Hz 
Bad errors > 250 Hz 0.97 % > 500 Hz 1.45 % > 500 Hz 0.93 % 

Missed 3.16 % 5.09 % 6.90 % 
detections 

False 5.47 % 5.13 % 9.48% 
detections 

Table 9.1: Tracking results of the HMM formant tracker with 'f'min set to 
0.5 on the 150 hand-labeled utterances. RMS errors are with respect to the 
hand-labeled tracks. 

9.2 Results of the system with postprocess-
• Ing 

All the hand-labeled utterances were presented to the tracker with postpro
cessing. The results of the tracker on the 150 utterances with the count 
postprocessor is depicted in table 9.2. 

first second third 
formant formant formant 

RMS error 20.21 Hz 31.24 Hz 17.30 Hz 
Bad errors > 250 Hz 0.38 % > 500 Hz 1.05 % > 500 Hz 0.46 % 

Missed 0.19 % 2.59 % 2.11 % 
detections 

False 6.04 % 4.39 % 7.80% 
detections 

Table 9.2: Tracking results of the HMM formant tracker with the count 
postprocessor. The 'T'min threshold was set to 0.5. The results are over the 150 
hand-labeled utterances. RMS errors are with respect to the hand-labeled 
tracks. 

The results of the tracker on the 150 utterances with the weighted-count 
postprocessor is depicted in table 9.3. 

Both postprocessors reduce the RMS-tracking error and number of bad 
errors. The computational burden of the weighted-count postprocessor is 
bigger than the count postprocessor but this difference is negligible with 
respect to the computational burden of the HMM. The results of the HMM 
tracker with the count postprocessor is depicted in figure 9.3, the result of the 
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Figure 9.2: An illustration of the occurence of a bad error. The arrow points 
at the small track, causing the error. 

first second third 
formant formant formant 

RMS error 20.79 Hz 25.71 Hz 19.47 Hz 
Bad errors > 250 Hz 0.31 % > 500 Hz 0.94 % > 500 Hz 0.77 % 

Missed 0.18 % 2.80 % 2.35 % 
detections 

False 6.08 % 4.90 % 6.93% 
detections 

Table 9.3: Tracking results of the HMM formant tracker with the weighted
count postprocessor. The /'min threshold was set to 0.5. The results are 
over the 150 hand-labeled utterances. RMS errors are with respect to the 
hand-labeled tracks. 

HMM tracker with the weighted-count postprocessor is depicted in figure 9.4. 
The tracking results of the count postprocessor are with respect to the 

weighted-count postprocessor better for the first and third formant but worse 
for the second formant. The number of bad errors is smaller for the first and 
second formant when using the weighted-count postprocessor instead of the 
count postprocessor. The number of missed and false detection differ slightly 
for the two postprocessors. The weighted-count postprocessor performs bet
ter when it comes to the missed detections of the first formant but performs 
worse for the second and third formant . The number of false detections is 
bigger for the first and second formant compared to these figures for the 
count post processor, the number of false detections for the third formant is 
smaller. 
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Figure 9.3: The result of the HMM tracker with the count postprocessor on 
the utterance /memume/ 
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Figure 9.4: The result of the HMM tracker with the weighted-count postpro
cessor on the utterance /memume/ 
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Chapter 10 

LPC spectra as input 

In order to be able to make a comparison of the cochlear nucleus representa
tion and an LPC representation, the system was tested on its tracking result 
on spectra, calculated from LPC parameters. The 150 utterances, used in 
the previously described experiments, were LPC coded by an AR-LPC model 
[30]. The order of the LPC-analysis was 11. The speech was windowed by a 
25.6 ms Hamming window, every ms. 

As with the cochlear nucleus neuron response patterns, the 150 utterances 
were hand-labeled. The parameters of the HMM were estimated by the 
statistic evaluation method, described in chapter 6. The distribution of the 
labeled frames according to the formant configuration is given in table 10.1 

Formant Count(%) 
configuration 
- - - 6030 2.8 

F1 - - 946 0.4 
- F2 - 10392 4.9 

F1 F2 - 10263 4.8 
- - F3 11898 5.6 

F1 - F3 13569 6.4 
- F2 F3 36308 17.0 

F1 F2 F3 124028 58.1 
Total 213434 

Table 10.1: The frequency of occurrence of the different possible formant 
configurations for the LPC-data 

The large number of frames that have all three formants present is not 
surprising when we realize that LPC will model peaks in the spectrum if 
peaks are present but will also model peaks if no clear peaks are present. 

The distribution of the labels for first, second and third form~nt are 
depicted in figure 10.1. In comparison to the distribution of the labels for 
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the cochlear nucleus representation, shown in figure 6.1, it can be noted that 
the LPC distribution for the first formant is slightly shifted downwards, while 
the LPC distribution of third formant labels is shifted upward. 

Figure 10.1: The distribution of the labels of the LPC frames as function of 
their channel number. The frames that were labeled as no formant present 
are not depicted. 

As an illustration, the statistics of the frames, labeled to have the second 
formant in channels 60 are depicted in figure 10.2. The parameters that 
model the null-state are depicted too. The figure shows a rapid change of 
the difference quotient around channel 60, indicating a sharp peak. 

The results of the HMM tracker without postprocessing on the LPC spec
tra are given in table 10.2. The results of the HMM tracker with the count 
postprocessor is given in table 10.3. The results of the tracker with the 
weighted-count postprocessor is given in table 10.4. 

The results, presented in this report are comparable with the work of 
Kopec described in [16]. The work presented here differs on four points. 

1. The results presented here are for a speaker dependent system while 
the system described in [16] is a speaker independent one. Since differ
ent models were constructed for men and women, a comparison is not 
completely irrelevant. 

2. In the work presented here, a continuous HMM system was used while 
Kopec's work is done with a discrete system that uses vector quantiza
tion. 
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Figure 10.2: The means and standard deviations for all channels of all LPC 
frames labeled to have the second formant in channel 60 and for all frames 
that were labeled to have no second formant present 

3. Amplitude spectra were used in [16] while in the work presented here, 
a delta-feature was used as input. 

4. Kopec reports results on training and testing data while the results 
presented here are only on training data. 

The most accurate configurations in [16] exhibited RMS estimation errors 
of about 70, 95 and 140 Hz, for F1, F2 and F3 respectively. The better results 
of the work presented here are probably due to the described differences. The 
benefit of using a continuous HMM with a delta-feature is that the input 
is amplitude independent when it comes to locating the peak(s) along the 
frequency axis without having to manipulate the shape of the spectrum (like 
in vector quantization) since this could affect the location of peak(s) along 
the frequency axis, introducing estimation errors that are not reflected in the 
tracking accuracy. 
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first second third 
formant formant formant 

RMS error 19.78 Hz 40.33 Hz 72.16 Hz 
Bad errors > 250 Hz 0.07 % > 500 Hz 0.96 % > 500 Hz 12.8 % 

Missed 2.71 % 8.03 % 8.54 % 
detections 

False 8.76 % 8.68 % 8.79% 
detections 

Table 10.2: Tracking results of the HMM formant tracker without postproces
sor on the 150 utterances, represented by LPC spectra. The "Ymin threshold 
was set to 0.5. RMS errors are with respect to the hand-labeled tracks. 

first second third 
formant formant formant 

RMS error 0.37 Hz 18.56 Hz 40.16 Hz 
Bad errors > 250 Hz 0.01 % > 500 Hz 1.04 % > 500 Hz 7.35 % 

Missed 0.56 % 3.50 % 2.21 % 
detections 

False 3.46 % 4.08 % 7.77% 
detections 

Table 10.3: Tracking results of the HMM formant tracker with the count
postprocessor on the 150 utterances, represented by LPC spectra. The "Ymin 

threshold was set to 0.5. RMS errors are with respect to the hand-labeled 
tracks. 

first second third 
formant formant formant 

RMS error 0.76 Hz 13.86 Hz 35.73 Hz 
Bad errors > 250 Hz 0.01 % > 500 Hz 0.66 % > 500 Hz 5.54 % 

Missed 0.49 % 3.15 % 2.20 % 
detections 

False 3.46 % 3.55 % 7.77% 
detections 

Table 10.4: Tracking results of the HMM formant tracker with the weighted
count-postprocessor on the 150 utterances, represented by LPC spectra. The 
lmin threshold was set to 0.5. RMS errors are with respect to the hand
labeled tracks. 
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Chapter 11 

Comparison of the 
time-frequency representations 

To compare the cochlear nucleus neuron response time-frequency represen
tation with the LPC representation, a comparison of the hand-labels will be 
presented. The result is given in table 11.1. 

formant % of frames labeled for % of frames labeled for 
the CN-representation, not the LPC-representation, not 
for the LPC-representation for the CN-representation 

first 8.53 % 4.68 % 
second 4.86 % 17.2 % 
third 1.65 % 41.69 % 

Table 11.1: Comparison of the cochlear nucleus representation and the LPC
representation over all 150 utterances 

The assumption that LPC is unable to model rapid movement of the 
formants along the frequency axis while the cochlear nucleus neuron re
sponse is, should result in a large percentage of frames where there is a 
label in the cochlear nucleus representation while there isn't one in the LPC
representation. The percentages presented in table 11.1 don't give this im
pression. A likely explanation for this is the fact that all utterances start 
and end with a few ms of hardly any excitation. No labels were given to 
these frames in the cochlear nucleus representation while no tracks were vis
ible. In the LPC-representation tracks are visible in these intervals and were 
therefore labeled. The large percentage of LPC frames, labeled to have the 
third formant present while the corresponding cochlear nucleus representa
tion did not reveal any third formant for those frames, might indicate that 
the third formant is not modelled well in the cochlear nucleus representation. 
As an illustration, both representations of the same utterance are depicted 
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Figure 11.1: The LPC-spectrum time-frequency representation for the utter
ance /memume/ 

in figures 11.1 and 11.2. The CN-representation uses a nearly logarithmic 
frequency axis, while LPC calculates the spectrum on a linear axis. The LPC 
spectrum, depicted in figure 11.1 is depicted on the same frequency scale as 
used for the CN-representation to make the two representations comparable. 
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Figure 11.2: The cochlear nucleus neuron response time-frequency represen
tation of the utterance /memume/ 
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Chapter 12 

Discussion 

The formant tracks, which are visible in the CN-representation, can he de
tected automatically as well as this can he done in an LPC representation. 
Inspeetion of the two representations gave the impression that the cochlear 
nucleus representation revealed more detail than an LPC representation but 
noproof of this fact can he given at this point. Since the CN representation 
is a representation that is comparable to the auditory system with respect 
to the time-frequency resolution, it is expected that the details in the CN 
representation are relevant but only perceptual experimentscan subscribe or 
contradiet this idea. This increased amount of detail does not seem to dimin
ish the possibility of formant detection. The third formant may he harder to 
detect because of the logarithmic frequency scale which moves the frequency 
ranges of second and third formant towards each other and because of the 
smoothing along the time axis. The formant tracks that appear as a low 
energy peak along the frequency axis, like with plosives and fricitavives at 
lower frequencies, might he modeled better by LPC spectra than by a CN 
representation. 

The described preprocessing is effective in that it reveals a limited number 
of candidate tracks, with the formant tracks among them. The preprocessing 
is necessary for the cochlear nucleus representation since the representation 
as it is presented to the system is noisy in termsof revealing formant tracks. 
The improved resolution, obtained after bicubic interpolation of the CN rep
resentation, makes the formant tracks easier to detect. The bilinear interpola
tion is not useful because it turns connected tracks of peaks into disconnected 
tracks of peaks in the interpolated represention. The averaging over one pitch 
period removes the temporal structure of the CN-representation, revealing 
a limited number of connected tracks of peaks. lt especially enhances the 
visibility of the first formant since the resolved harmonies, visible at lower 
frequencies, are smoothed along the time axis. 

The automatic detectable candidate tracks, resulting from the preprocess
ing, are very useful for the postprocessor. lf the utterances are preprocessed 
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by an LPC analysis, a representation, resembling the one obtained after 
preprocessing the cochlear nucleus representation, is obtained. More work 
should be done to determine the benefits and/or disadvantages of the novel 
time-frequency representation. 

The rules in section 1.1 that define a formant as used in this report are 
restrictive enough to enable an automatic implementation of them resulting 
in accurate formant estimations for over 80 % of the frames. One should not 
forget that the tracker results are relative to hand-marked labels. Since the 
hand-marked labels are generated by a person over period of time, consequent 
labeling can not be expected. Therefore it can be expected that repetition of 
the experiments will not result in exactly the same error value. Since the rules 
described in section 1.1 are not restrictive enough to unambiguously define 
a formant, a certain amount of error is unavoidable. In cases where there 
are two candidate tracks in the frequency range of a certain formant, hand
labeling may have chosen one while automatic detection selects the other, 
leading to a large estimation error in the presented results. These type of 
estimation errors are meaningless because they are caused by the ambiguity of 
the rules that describe a formant. Improvement of the system can be achieved 
by definition of a stronger definition of a formant and implementing these 
extra rules in the postprocessor. Another accommodation for implementation 
of more rules is to remove the assumption of independent HMM's. The 
results of an HMM could be used to alter the parameters of an other HMM 
dynamically. 

The performance of the automatic formant tracker without postprocessor, 
with respect to the number of time instances that were labeled is better 
(first or second formant) or comparable (third formant) to the performance 
of similar trackers [16] for both of the used representations. The performance 
of the system with postprocessor is better for all formants. The better results 
are due to the differences between the work presented here and the work of 
Kopec [16], as described in chapter 10. 

The performance of the tracker with respect to tracking accuracy is better 
than the performance of comparable trackers[16] for both representations 
with or without postprocessor. The two described algorithms to postprocess 
the HMM results both improve the tracking-accuracy and the number of 
missed or false detections. The postprocessor is able to remove tracking 
errors because it corrects the HMM estimates so that all estimates indicate 
a peak in the time-frequency representation. 

The tracker shows a robust behavior since it is well able to cope with 
different types of input (neuron responses as well as LPC spectra). A noisy 
representation will result in a large number of candidate tracks, making the 
postprocessing computational expensive. Preprocessing may reduce the need 
for complex postprocessing and therefore may reduce the computational bur
den of the whole system. Another advantage of preprocessing the input data 
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to reduce the number of candidate tracks is that the hand-labeling process 
can be performed in less time. 
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