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Abstract

In this thesis, we analyse the Same-Day Pickup and Delivery Problem (SD-PDP). A fleet of vehicles
has to fulfil customers that request service over the course of a working shift. The customer request
service for the transportation of goods from a pickup to a delivery location that are both subject
to hard time window constraints. The objective is to assign the customers to vehicles, and route
the vehicles such that the expected number of future serviced customer requests is maximised.
To account for possible future customer requests, we introduce an parametric assignment and
routing policy that creates and maintains flexible routes allowing more opportunities for insertion
of future customer requests. The parameters of the policy are tuned by means of an offline Policy
Function Approximation (PFA) procedure such that the policy can perform immediate decisions
in an online setting. In our computational evaluation, we show that our assignment and routing
policy is able to outperform the, current-practice, non-anticipatory policy.
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Executive Summary

This thesis considers the Same-Day Pickup and Delivery Problem (SD-PDP).

Introduction

In the SD-PDP, we have a fleet of uncapacitated homogeneous vehicles that is available to service
customer requests during a working shift. Each vehicle starts and ends its shift at a central depot
location within the service area. A customer may request a transportation service during the
working shift of the vehicles. The customer request is unknown before its announcement time.
A request has a specified pickup and delivery location in the service area. Both of these have a
corresponding service time window and servicing duration. Vehicles are only allowed to pick or
deliver within these time windows. For each customer request, the system must decide whether
or not the request can be serviced. If it is possible to service the customer without violating any
constraint, we service the customer. Otherwise, the customer is rejected. The objective is to
maximise the expected number of serviced customer requests during a working shift.

Problem

Central to the SD-PDP is how to assign the customer request to a vehicle, and how to route the
subsequent vehicles. Most important is to understand how these decisions impact the ability to
meet as many yet unknown but future customer requests. At present, we experience this problem
for many problem context. Additionally, it is important to address the relationship between the
problem context and the assignment and routing decisions.

Solution

It is important to make decision without any consequences for future customer requests. Therefore,
a assignment and routing decision should anticipate on future customer requests. Furthermore,
observations from literature teach us that such decision should reduce travel time for near-term
future, should maintain flexible routes for a more distant-term future, and should differentiate
between near-term pickups and greater-term deliveries. In order to account for the observations,
we develop a parametric assignment and routing policy. The parameter in this policy determines
to what extent the route flexibility is evaluated in its decisions. By means of an offline PFA,
we obtain the best parameter values for the assignment and routing policy. Parameter values for
problem context with varying time constraint type (e.g., delivery deadlines or time windows), time
window length, level of dynamism (i.e., continuity of change in inter-arrival times), and number
of customer requests are obtained.
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Results

The proposed policy has been compared to a current-practice, myopic benchmark policy on 54
benchmark instances. It is shown that the proposed policy has a better solution quality for
each benchmark instance. Improvements range from 1.6% to 14.8%. Furthermore, the following
observations are made for the varying problem settings:

1. The policy is more effective for problem settings subject to time windows as compared to
settings with delivery deadlines;

2. The policy is more effective for problem settings of greater time window length;

3. The policy is more effective for low dynamism problems settings subject to delivery deadlines;

4. The policy is most effective for medium-sized problem settings subject to time windows;

Conclusion

In general, an anticipatory policy is more effective than a myopic (non-anticipatory) policy. We
demonstrate that our assignment and routing policy outperforms the current-practice, myopic
benchmark policy for each benchmark instance. We conclude that it is useful to evaluate the
consequences for route flexibility in an assignment and routing decision.
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Chapter 1

Introduction

In this chapter, we start with a presentation of the motivational background behind this thesis
(Section 1.1). We map the developments in and demand from industry into a problem that is
linked to the Dynamic Pickup and Delivery Problem (D-PDP), namely the Same-Day Pickup and
Delivery Problem (SD-PDP). Secondly, we address the specifications of the problem settings we
evaluate. We further address the contributions to the literature in Section (1.3). Then, we present
the managerial insights in Section (1.4). Finally, we give the structure of the thesis in Section
(1.5).

1.1 Motivation

Same-day pickup and delivery services used to be a niche market. It was primarily seen in the
B2C area as pizza and medicine delivery, and in the B2B area as urgent document delivery.
However, the rise of e-commerce has lead to an enormous increase in demand of same-day pickup
and delivery services. In the early 2010s, several digital platforms got established with the aim of
connecting consignors, couriers, and consignees in an effective way. At present, these platforms
are supported by large companies (Amazon Prime Now, UberRUSH) and start-ups (Deliveroo,
Foodora, Gett) covering various markets, such a grocery and fresh food, prepared meals, and
consumer goods delivery. These developments have changed consumer expectations subsequently.
Nowadays, consumers perceive these services as integral part of their shopping experience. Since
it is hard to compete on product or service price due to online price transparency, companies are
forced improve their operations to remain competitive. In order to do so, pickup and delivery
services must become cheaper and more convenient to the consumer.

Consumer convenience or customer service in delivery services translate in options such as
same-day pickup and delivery, pickup and delivery time window selection, and home delivery.
However, these offerings bring an additional amount of operational costs. Same-day transporta-
tion requires route scheduling to account for unexpected orders. Furthermore, the time window
offering may induce waiting time and increase the travel time in route schedules. Therefore, route
schedules become less efficient and it explains why profitability has become a major issue for
delivery services (Roose [2016]). Delivery services have to innovate and invite new and effective
decision making strategies together with efficient logistics optimisation techniques with the aim of
creating a sustainable business.

Apart from logistics optimisation, companies performing delivery services have reduced op-
erational costs through the nature of employment for those performing their delivery services.
A dominant part of their workforce is now represented by independent contractors. This might
increase short-term labour costs, but it comes with long-term consequences for logistics optim-
isation. For example, due to the independency of the independent contractors, routes cannot be
optimised on a global level. Furthermore, independent contractors use their own vehicles such
as bicycles, cars, or small vans. Even though last-mile logistics has under-utilisation problems
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CHAPTER 1. INTRODUCTION

of its own (Dablanc et al. [2017]), the substitution of a large van with a vehicle with a smaller
load capacity implies a smaller amount of goods that can be transported on a route and therefore
enlarge the total travel distance.

To tackle the increasing operational costs of consumer convenience and hidden costs of in-
dependent contractors, some companies have introduced order consolidation, i.e., serve multiple
orders on a single route. For example, Amazon Prime Now has sufficient orders to consolidate
at least three to five orders per trip in Paris (Dablanc et al. [2017]). A potential direction is to
optimise these consolidated routes during the working day.

Parallel to the developments in the industry, the start-up company Urbantz requested us to
develop a decision support system for their “Express Service” software tool. The tool helps fleet
managers of companies that perform same-day pickup and delivery services. The tool assigns
customer requests, that occur during a working shift, to a fleet of available vehicles and creates
route schedules for those vehicles. Each request consists of a pickup and delivery location which
can only be serviced in a specific time window. For the fleet of vehicles, it should assign requests
and generate routes such that it maximises the amount of served customer requests in a working
shift.

According to industry developments and demand, we develop an effective assignment and
routing method. It assigns and routes customer requests that all occur during a working shift
(i.e., same-day) and whose require a pickup and delivery in a specific time window. The method
maximises the amount of served customer requests. The according problem is denoted as the
Same-Day Pickup and Delivery Problem (SD-PDP). In the SD-PDP, we have a finite fleet of
uncapacitated homogeneous vehicles that is available to transport customer requests during a
working shift. Each vehicle starts and ends the shift from a central depot in the service area.
A customer may request a transportation order during the working time of the vehicles. The
customer request is unknown before its announcement time. Each request has a specified pickup-
and delivery location in the service area. Both of these locations have a corresponding service
time window and service time duration. Vehicles are only allowed to pick and deliver within these
time windows. For each customer request, the system must decide whether or not the order can
be served by one of the vehicles. If it is possible to serve the customer without violating any
constraint, a vehicle will pick the order at the pickup location within the pickup time window
and deliver the order at the delivery location within the delivery time window. Otherwise, the
customer request is rejected. For each vehicle, a route of visits is maintained and updated when a
request is assigned to or served by the vehicle. The objective is to maximise the expected number
of served customers during a working shift. In Section (1.2), we present additional information
about the problem context and specification subject to this thesis.

Central to the SD-PDP is how to assign customer requests to the available fleet of vehicles.
Furthermore, both the pickup location and delivery location of a request are subject to time
windows. It is therefore not always possible to pick an order, travel to delivery location, and
deliver the order immediately. Instead we account for waiting time until the delivery time window
opens. Due to the time windows and uncapacitated nature of vehicles, it is beneficial to consolidate
requests and maintain a route schedule of visits for a vehicle. In this way, we can effectively use
waiting times and increase the productivity of a vehicle. The way these route schedules are created
represents the second decision to be made in the SD-PDP. In summary, the main question of this
thesis can be formulated as: “how will the vehicle assignment and the route construction decision
impact the ability to meet as many yet unknown future customer requests.”

The SD-PDP is related to a well-known problem in literature: the Dynamic Pickup and Deliv-
ery Problem (D-PDP). Pickup and Delivery Problem (PDP) are a class of vehicle routing problems
in which requests have to be transported from origin to a destination (Savelsbergh and Sol [1995],
Berbeglia et al. [2010]). In dynamic vehicle routing problems, some requests are known before the
start of a working shift whereas other requests are revealed during the working shift (Psaraftis
et al. [2016]). Our SD-PDP differs since all requests occur during the working shift, i.e, it is a
purely dynamic problem.

The SD-PDP is an optimisation problem that requires a decision each time new information
is observed. This problem is known as a sequential decision problem which can be solved using
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Dynamic Programming (DP). However, in a real-world SD-PDP we have large set of decisions
at our disposal each time a new customer request is observed. In other words, there exits a vast
amount of assignment and routing decisions. Accordingly, the possible set of problem states will
grow exponentially over time. This implication is known as the “curse of dimensionality” and it
is the reason why dynamic programming cannot be used (Powell [2011]). Approximate Dynamic
Programming (ADP) can overcome this curse and still providing high quality solutions. We turn
to ADP to obtain the best assignment and routing decision each time new information is observed.

The goal of this thesis is to develop an effective heuristic assignment and routing policy that
returns a decision every time a new customer request is observed. In the end, this heuristic policy
must maximise the expected number of served customer requests during a working shift. Since
the customer requests in the SD-PDP are subject to time windows, we assume that flexible and
efficient route schedules enable this requirement. In other words, the assignment and routing
heuristic should minimise the travel time and constraining effects of time windows. If we minimise
the travel time in a vehicle’s route schedule, there will be more time left to insert future but
yet unknown customer requests. Furthermore, if we minimise the constraining effects of time
windows of orders in a vehicle’s route schedule, more flexible schedules will be obtained, i.e., the
is more flexibility to shift visits, and therefore increase the chance of serving a future but yet
unknown customer request. The proposed heuristic policy is an adaption of the slackness savings
heuristic (Kalina and Vokrınek [2012]) and draws on the cheapest insertion heuristic (Rosenkrantz
et al. [1974]) by evaluating the consequences for route efficiency and flexibility in a decision. In
order to determine the magnitude of importance of efficiency relative to flexibility for the heuristic
assignment and routing policy, we use an ADP method called Policy Function Approximation
(PFA). In PFA, the goal is to find the best value for a parameter in a parametric decision making
policy. In our case, the parameter is the importance for route schedule efficiency relative to the
importance of schedule flexibility. Since pickup locations generally need to be served earlier in
the scheduling horizon compared to delivery locations, we use different parameters for pickup and
delivery insertions. The parameters are obtained via obtained offline simulations which allow for
fast decision making in an online system.

We expect that the parameter values of the parameterised policy and the effectiveness of
this policy are dependent on the problem context. In order to get a better understanding of
dependencies between problem context settings and the policy, we generate problem instances
with varying problem settings. We vary the continuity of arrival-times of customer requests, the
type of time constraint, the time window length of these time constraints, and the number of
customer requests.

1.2 Specification of the Problem Settings

As stated above, we expect that specific problem settings impact the solution method. We therefore
evaluate problem context by varying the following four problem settings:

1. The time constraint type, i.e., we have an delivery deadline and time window setting. For
the delivery deadline setting, we generate the same time earliest service start time for both
the pickup and delivery location. In contrast, we model independent time windows for the
pickup and delivery location in the time window constraint setting;

2. The length of the time window, i.e., the difference in lenght between the earliest and latest
service start time;

3. The level of dynamism, i.e., the continuity of change in inter-arrival times of customer
request. Continuous inter-arrival times in a working shift are associated with a high level of
dynamism, whereas discontinuous inter-arrival times represent a low level of dynamism;

4. The scale of the problem, i.e., the amount of customer requests in a problem.
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1.3 Thesis Contributions

Despite the growing interest of the dynamics of a SD-PDP in real-world applications, there is
few research that investigates this problem. There are still many challenges that need to be
resolved before a full realisation of the concept can be deployed. However, this thesis makes a few
contributions to the current state of literature about the D-PDP and helps to guide towards full
deployment of the concept:

1. It is the first to model a dynamic pickup and delivery problem as a Route-Based Markov
Decision Process (Route-Based MDP);

2. It shows how to develop an anticipatory assignment and routing policy by means of Policy
Function Approximation (PFA);

3. It shows that tuned policy increases the amount of expected serviced customer requests as
compared to a myopic benchmark policy;

4. It shows that the policy parameters depend on the problem setting;

5. It shows that the problem setting impact the effectiveness of the policy.

1.4 Managerial Insights

We also derive the following managerial insights:

1. An anticipatory assignment and routing policy, always outperforms a myopic (non-anticipatory)
policy;

2. The anticipatory assignment and routing policy is highly beneficial in problem settings sub-
ject to time windows.

1.5 Thesis Structure

The thesis is structured as follows. In Chapter 2, we present the literature that is related the the
SD-PDP. We focus on the Same-Day Delivery Problem and the Dynamic Pickup and Delivery
Problem. In Chapter 3, we present the problem statement and model the SD-PDP as a Route-
Based Markov Decision Process. The solution method is presented in Chapter 4. In this chapter,
we introduce our heuristic assignment and routing policy. The best policy setting, for a given
problem context, is obtained by means of Policy Function Approximation. In Chapter 5, we
present the benchmark instances and compare our policy to the current-practice policy. Finally,
we end the thesis with a conclusion and future outlook in Chapter 6.

4 The Same-Day Pickup and Delivery Problem



Chapter 2

Literature Review

In this chapter, we review the main contributions in the field of dynamic vehicle routing problems
that are somehow related to our problem, the SD-PDP. A dynamic problem setting allows for
adaptions in decision making regarding newly revealed information. First, we survey literature that
introduce definitions that measure the extend of adaptions in dynamic transportation problems in
Section (2.1). Then, we review the literature that is most closely related to the SD-PDP domain,
the Dynamic Pickup and Delivery Problem (D-PDP), in Section (2.2). Hereafter, we review a
domain that is focused on fast and effective routing decisions, the Same-Day Delivery Problem
(SDDP) domain (Section 2.3). Lastly, we review the overarching problem class, the Dynamic
Vehicle Routing Problem (D-VRP), in Section (2.4). For a comprehensive literature review about
the Dynamic Vehicle Routing Problems, we refer to Psaraftis et al. [2016].

2.1 Dynamism

In a dynamic routing problem, customer requests are revealed during the scheduling horizon.
Those so-called dynamic customer requests need to be assigned to vehicles and corresponding
route schedules need to be created or updated. There are several solution methods available that
tackle this problem. Most methods are developed for a problem setting with a specific proportion
and distribution of dynamic customer requests. In order to compare solution methods, it is
important to classify problems on dynamic properties. In the following, we address measures that
capture the dynamic properties of a problem setting.

Lund et al. [1996] introduce the “degree of dynamism” to quantify the dynamics in a logistics
problem. They consider requests that are known before the scheduling horizon and requests that
are revealed dynamically during the scheduling horizon. The degree of dynamism is defined as
the proportion of dynamic requests with respect to the total number of requests. A problem that
experiences dynamic requests solely, has a degree of dynamism equal to 100 percent. The measure
cannot distinguish purely dynamic settings and is therefore unable to classify these problems.

Larsen et al. [2002] acknowledge the limitation of the former measure to distinguish purely
dynamic problems. Wherefore, they introduce the “effective degree of dynamism”. This measure
incorporates the time components of a customer request. A customer request is more dynamic as
it appears near to a time deadline such as the end of the scheduling horizon or its time window.
A weakness of the measure is that purely dynamic problems with a similar scheduling horizon
length, time window length, and number of requests obtain the same effective degree of dynamism
while the distribution of inter-arrival times of requests may differ. The measure is therefore not
suited to classify dynamic problems with discontinuous inter-arrival times of customer requests.

van Lon et al. [2016] argue that the “effective” and original “degree of dynamism” are not
equivalent to the intuitional meaning of dynamism. Their perception of dynamism is considered
to be the continuity of change. By means of this perception, they introduce a new measure for
dynamism. Their measure returns a high degree of dynamism for problems subject to continuously
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arriving requests, whereas problems with discontinue request arrivals are evaluated to be low in
degree of dynamism. Unlike Lund et al. [1996] and Larsen et al. [2002], the measure is not
dependent on the length of the scheduling horizon and the number of requests.

Since real-world problem settings of the SD-PDP are more likely to experience discontinuous
inter-arrival times of customer requests, e.g, due to peak hours, we test our solution method on
benchmark instances with different degrees of dynamism as defined by van Lon et al. [2016].

2.2 Dynamic Pickup and Delivery

A clear definition and framework of the Dynamic Pickup and Delivery Problem (D-PDP) is given
by Berbeglia et al. [2010]. Furthermore, a set of features that distinguishes research about the
D-PDP is introduced. These features are solution strategies, algorithmic performance assessment,
future request anticipation, vehicle diversion, and the degree of dynamism. We used these features
to structure our thesis. In the following, we survey literature that is most closely related to our
problem domain and address findings to build on.

Mitrović-Minić et al. [2004] consider the dynamic Pickup and Delivery Problem with Time
Windows (PDPTW). In their problem setting, there is a small percentage of requests known in
advance, while other requests are revealed during the scheduling horizon. The objective is to
minimise the total route length while serving all requests. Therefore, they make the assumption
that the fleet size is unbounded and that a vehicle does not incur any fixed costs. Furthermore, in
order to serve the dynamic requests, it is required to update the vehicle routes during the planning
horizon. They highlight that most pickups need to be made in the near future, while most deliveries
need to be made in a distant future. The expected amount of requests in the near future, is smaller
than the expected amount of requests in the distant future. Since time windows have constraining
effects on a vehicle’s route, it might be beneficial to minimise these constraining effects for the
distant future. Therefore they argue to differentiate between a short-term goal, and a long-term
goal. According to their assumptions, they set their short-term goal to reduce the total travel
distance, and set the long-term goal to maintain routes that are flexible enough to include future
requests. They develop a double-horizon insertion heuristic that includes a pickup and delivery
request by means of the two goals. These goals form the two cost components of the insertion
heuristic. One component represents the increase in travel distance whereas the other component
represents the reduction in slack time, i.e., the reduction of route flexibility. Computational
experiments show that the double-horizon heuristic reduces the total travel distance compared to a
benchmark heuristic that neglects route flexibility. As Mitrović-Minić et al. [2004], we acknowledge
that in the SD-PDP, most pickups need to be made in the near future, whereas deliveries take
place in a more distant future. Accordingly, we develop a heuristic policy that, instead of a double-
horizon, uses an individual insertion cost function for the pickup and for the delivery. In contrast,
we obtain a heuristic policy that is independent of the length of the scheduling horizon.

Ghiani et al. [2009] study the dynamic and stochastic Vehicle Dispatching Problem with Pickup
and Deliveries. They consider customer requests that are revealed during the planning horizon
which are subject to delivery deadlines. These deadlines are a soft constraint, i.e., they may be vi-
olated and if violated, an inconvenience cost is incurred. The goal is to minimise the inconvenience
costs by the vehicles during the planning horizon, i.e., maximising the overall customer service
level. In order to facilitate better decision making for future requests, they propose a heuristic
that anticipates on future demands. Every time a new request arrives, the short-term requests are
anticipated by means of sampling. They tune the amount of short-term samples required and show
that their anticipatory procedure provides better solutions than a non-anticipatory procedure.

Another Dynamic Pickup and Delivery Problem (D-PDP) is studied by Ulmer et al. [2017a].
Specifically, they focus on the pickup and delivery of restaurant meals that are ordered dynamically
throughout the day. Most important for restaurants is the customer service level. Their objective
is therefore to minimise the violation of delivery deadlines. Additional to the uncertain customer
requests, they address the uncertainty of the preparation time of a meal at a restaurant. Due to
the random preparation time of a meal, it might occur that a driver needs to wait at a restaurant.
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In order to account for the two sources of uncertainty, and to enable order consolidation, they
develop a parametric cost function approximation (CFA) method that is modelled as a route-based
MDP. A route-based MDP differs to a conventional MDP in its decision space. The route-based
MDP adds a route plan to the conventional decision space, i.e., a route schedule needs to be
updated at each decision point. The CFA increases the arrival times at deliveries in those routing
plans artificially. This increase is denoted as the parametric time buffer and therefore accounts
for the uncertainty in random preparation times. Computational experiments show that the new
developed policy improves the objectives compared to current benchmark policies. Likewise the
problem of Ulmer et al. [2017a], we have to update according route schedule when new customer
requests occur. Therefore, we model the SD-PDP as a Route-Based MDP.

Ghiani et al. [2018] explore the dynamic and stochastic Pickup and Delivery Problem with
customer classification. The problem context is similar to Ghiani et al. [2009]. Different is that
customers are classified according to their importance, i.e. priority. Their level of importance
determines the importance of meeting their delivery deadline. The cost for violating a delivery
deadline is greater for an important customer than a less important customer. Therefore, they
develop two parameterised dispatch policies that reserves a fraction of the fleet to serve important
customers. The parameter of the policy is determined via an offline training simulation. In
this way it is possible to obtain an solution with the computational effort of a reactive policy.
Computational results show that the policies have a better solution quality than a reactive policy
and the sampling procedure of Ghiani et al. [2009]. Furthermore, the policies can easily deal
with problems of increasing size, whereas the sampling procedure of Ghiani et al. [2009] becomes
too expensive in computational terms. Our SD-PDP requires an immediate decision when a
new customer request arrives. Likewise Ghiani et al. [2018], we need to minimise the online
computational effort to return an immediate response. We therefore use a similar offline training
procedure to obtain the parameter settings for our heuristic policy.

2.3 Same-Day Delivery

Ulmer [2017] study the Same-Day Delivery Problem (SDDP) where customers get the freedom
to select a delivery option. A delivery option is associated with a delivery deadline (e.g., one-
hour, two-hours, four-hours, or next-day) and has an associated delivery price. The objective is
to develop a dynamic delivery price policy for each delivery option, and a routing policy that
maximises the expected revenues per shift. To determine the delivery price in real-time, a policy
search and an offline Value Function Approximation (VFA) is combined. The policy search is used
to set a base price and the VFA determines the opportunity costs. The VFA uses the three features,
point of time, free time budget in vehicle routes, and flexibility in vehicle routes, to determine the
prices to the customers presented. The flexibility is defined as the possibility of including future
customer requests into a current vehicle route. The flexibility of a route is lower when the arrival
times at customers are closer to their related delivery deadlines. Ulmer [2017] shows that his
policy has a better solution quality than a non-anticipatory method. Since customer requests in
our SD-PDP demand a time window for both the pickup and delivery and request service during
a working shift, we adopt the flexibility feature to anticipate on future requests. We develop a
heuristic policy that is able to maintain flexible route schedules.

Ulmer and Thomas [2017] study the Same-Day Delivery Problem (SDDP) with a heterogeneous
fleet. Their fleet consists of a set of drones and a set of road-based delivery vehicles. The goal
is to find out whether a dynamic customer request should be served by a drone or a vehicle.
They search for a heuristic decision making policy that maximises the expected number of served
requests during a working shift. It is assumed that vehicles can better serve customers is more dense
areas near the depot whereas drones are more beneficial for distant less dense areas. Accordingly,
they use Policy Function Approximation (PFA) to determine a threshold, i.e., border, to split
the service area in two geographic districts. The computational results show that the amount of
served customers increases by use of geographic districting. Here, the drones are used to serve
the less populated and more distant district to the depot, while vehicles serve the populated areas
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close to the depot. Furthermore, they compare their PFA to a roll-out sampling algorithm. It is
shown that the roll-out algorithm has a limited improvement in solution quality relative to PFA
while greatly increasing the required computational resources. This motivates us to choose for a
heuristic policy which can be obtained by an offline training procedure.

A variant of the D-PDP is studied by Voccia et al. [2017]. They study the Same-Day Delivery
Problem (SDDP) in which vehicles make multiple visits to the depot during a working shift, to pick,
consolidate and deliver dynamic requests. The objective is to maximise the expected number of
requests that can be delivered. These requests are subject to a delivery deadline or a time window
constraint. They develop an implicit “wait at the depot” policy, which accumulates requests to
improve route efficiency, and a sample-scenario based planning method to anticipate for future
requests. In their experiments they test their solution for two types of time window constraints,
namely delivery deadlines, where deliveries are spread out evenly throughout the day, and for
time windows, where most of the deliveries occur at the end of the day. The waiting policy and
sampling method they developed is most valuable for requests that are subject to time windows.
For these requests, most of the time windows occur at the end of the day meaning that more
requests have overlapping time windows, making it more difficult to serve all requests without
violating the time window constraint. However, the value of the waiting policy and sampling
method decreases as the amount of vehicles increases or the arrival rate of requests increases. This
is due to the increased flexibility. More vehicles means more capacity, thus more flexibility in
choosing how to serve requests. And more requests cause more options to serve these requests.
In the literature, we observe that most research is focused on either time windows or delivery
deadlines of customer requests. Voccia et al. [2017] shows that the solution method is dependent
on the time constraint type of customer requests. Accordingly, we test of policy on its applicability
for both time constraint types of customer requests.

2.4 Dynamic Vehicle Routing

Psaraftis et al. [2016] present a comprehensive review about Dynamic Vehicle Routing Problems.
By means of research about the D-VRP, they develop a taxonomy of 11 criteria to classify D-VRP
research. According to Psaraftis et al. [2016], the D-PDP is a subclass of the D-VRP. Therefore,
we refer to Psaraftis et al. [2016] for a clear overview about dynamic routing problems.

Azi et al. [2012] study the Dynamic Vehicle Routing Problem (D-VRP) with delivery deadlines
of one hour. If a request occurs, an immediate decision about the fleets ability to serve the new
request has to be made. Requests can be assigned to vehicles that are at the depot waiting
at the depot at the time a request occurs. Their problem objective is to maximise the total
profit produced during a workday. In order to enable immediate decision making, they develop
a anticipatory solution method that incorporates scenario sampling. Computational experiments
show a significant improvement of the anticipatory solution method over a non-anticipatory one.
However, the improvement vanishes as the number of requests per vehicle either becomes very
high or very low.
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Chapter 3

Problem Description and Model

In this chapter, we present a formal description of the SD-PDP. In Section (3.1), we introduce
several notions and notations that are relevant to our problem. Subsequently in Section (3.2), we
model the SD-PDP as a Route-Based Markov Decision Process (Route-Based MDP) (Ulmer et al.
[2017b]).
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Table 3.1: Problem Notation

Description Notation
Working shift T = [0, tmax]
Service area A
Depot Location H ∈ A
Vehicles V = {V1, . . . , Vm}
Vehicle speed v
Travel time between locations a1, a2 ∈ A τ(a1, a2)
Customers C
Customer request C ∈ C C = (tC , PC , DC , qC , uC)
Request time of customer C ∈ C tC ∈ T
Location of pickup C ∈ C PC ∈ A
Location of delivery C ∈ C DC ∈ A
Earliest pickup service start time C ∈ C qC ∈ T
Earliest delivery service start time C ∈ C uC ∈ T
Acceptance decision C ∈ C γC ∈ {0, 1}
Service time s
Time window length t̄
Planned routes Θ = {θ(V1), . . . , θ(Vm)}
Planned route of vehicle V ∈ V θ(V )
Location of visit in θ Nθ ∈ N
Arrival time at visit in θ aθ ∈ T
Waiting time at visit in θ wθ ≥ 0
Earliest service time at visit in θ eθ ∈ T
Latest service time at visit in θ lθ ∈ T
Decision points k = 0, . . . ,K
Initial state S0

State in decision point k Sk
Point of time in decision point k tk
Customer request in decision point k Ck
Customer requests in decision point k Ck
Planned routes in decision point k Θk

Decisions available in decision point k X(Sk)
Decision in decision point k xk
Post-decision state in decision point k Sxk
Reward in decision point k Rk

3.1 Problem Statement

In this section, we describe the SD-PDP and introduce its according notations. The notations are
summarised in Table 3.1. The SD-PDP is characterised by a fleet of vehicles V = {V1, . . . , Vm}
that seek to fulfil a set of dynamically requesting customers C during a working shift T = [0, tmax]
in a service area A.

Fleet of Vehicles

The fleet of m vehicles is denoted by the set V = {V1, . . . , Vm}. Each vehicle Vi starts and end
its working shift at a depot location H central in the service area A, H ∈ A. Vehicles leave and
returns empty at their home locations. Furthermore, we make the following assumptions for the
fleet of vehicles:

1. Vehicles are allowed to divert from their current destination at any time. We assume that
new technologies (e.g., mobile navigation with push notifications) are advanced to reschedule
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routes on the fly. Furthermore, we assume that drivers will obey any route changes;

2. The fleet is homogeneous, i.e., all vehicles share the same characteristics;

3. Vehicles are uncapacitated. We assume that the goods to be transported are rather small as
compared to the vehicle capacity. This assumption is often made for courier services (e.g.,
van Lon et al. [2016]);

4. A vehicle is either travelling, idling, or servicing (i.e., picking or delivering);

5. Vehicles travel at a constant speed v. We assume that this constant speed is rather low in
practice. This makes modelling for acceleration and deceleration negligible;

The constant travel speed v of vehicles, allows us to compute the travel time between two
location in A. We can obtain the travel time τ for two locations (x1, y1) = a1 ∈ A, and (x2, y2) =
a2 ∈ A by means of the Euclidean distance:

τ(a1, a2) =

(
(x1 − x2)2 + (y1 − y2)2

) 1
2

v
(3.1)

Customer Requests

During the working shift, we have customers that dynamically request pickup and delivery services.
Information about a service becomes available at the time a customer requests the service. A
customer C, where C ∈ C, is represented by the following vector of information:

C =
(
tC , PC , DC , qC , uC

)
(3.2)

Each customer request C consists of a request time tC , a pickup location PC , a delivery location
DC , an earliest pickup service start time qC , and an earliest delivery service start time uC , where
times tC , qC , uC ∈ T , and locations PC , DC ∈ A. The request times and the pickup and delivery
locations follow a spatial-temporal probability distribution. Furthermore, the service time window
length is equal to t̄ time units. Therefore, the latest pickup and delivery start time is equal to qC+t̄
and uC + t̄, respectively. The time window constraint is a hard constraint, i.e., a customer request
can only be served if its pickup and delivery is serviced within their respective time windows. We
assume that all goods to be transported are subject to homogeneous characteristics. Accordingly,
the service time for pickup or delivering is equal for each pickup and delivery. This service time
is denoted as s. Other assumptions for customer requests are:

1. Once a customer sets a request, it cannot be cancelled;

2. Once the information of the request is available and set, it cannot be changed;

3. There are no requests known before the start of the working shift, i.e., customers can only
request a service during the working shift.

Request Assignment and Route Scheduling

A customer request is send to the central dispatcher. The task of the dispatcher is to assign the
customer request to a vehicle and include the pickup and delivery visit in the vehicle’s planned
route. The dispatcher therefore maintains and updates a set of planned routes Θ = (θ1, . . . , θm).
Each vehicle V ∈ V is associated with a planned route θ ∈ Θ. Formally, we define a planned route
θ for vehicle V as a sequence of visits:

θ(V ) =
(
(Nθ

0 , a
θ
0, w

θ
0, e

θ
0, l

θ
0), . . . , (Nθ

o , a
θ
o, w

θ
o , e

θ
o, l

θ
o)
)

(3.3)
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A planned route θ consists of visits from index 0 to index o. For each visit in a planned route
θ, we have a vector with information about its location Nθ, the arrival time aθ, the waiting time
wθ, the earliest allowed service time eθ, and the latest allowed service time lθ, where Nθ ∈ A,
aθ, eθ, lθ ∈ T , and wθ ≥ 0. The first entry of a planned route θ is an auxiliary visit and represents
the current position of the vehicle that is executing the route. The vehicle’s current position
is equal to the auxiliary location Nθ

0 , where Nθ
0 ∈ A. The vehicle’s arrival time aθ0, earliest

allowed service time eθ0, and latest allowed service time lθ0 are equal to the current time, where
aθ0, e

θ
0, l

θ
0 ∈ T . The waiting time wθ0 at the auxiliary visit is set to 0. The last entry in a planned

route θ represent the depot visit. Therefore, the location of this visit is equal to the depot location
Nθ
o = H. The earliest, and latest service start time are set to the maximum time of the working

shift eθo = lθo = tmax. Visits from index 1 to index o − 1 represent pickup or delivery visits that
are related to a customer request. Their earliest eθ and latest service start time lθ are set to their
according customer earliest pickup or delivery start time and the service time window length.
Furthermore, we can compute the remaining arrival time aθi , and waiting time wθi for a visit at
index i, where 1 ≤ i ≤ o, as follows:

aθi = aθi−1 + wθi−1 + s+ τ(Nθ
i−1, N

θ
i ) (3.4)

wθi = max{eθi − aθi , 0} (3.5)

For each new customer request C, the dispatcher determines a subset of planned routes
Θ̄(C) ⊆ Θ where it is possible to include the pickup and delivery visit without violating any
time constraints. Note, that a feasible inclusion also requires a delivery visit to be inserted after
the pickup visit in a planned route. If it is possible to assign a request, i.e., Θ̄ 6= ∅, the dispatcher
has to update a planned route θ ∈ Θ̄. Otherwise, when no assignment is possible, i.e., Θ̄ = ∅,
the customer request is rejected. The acceptance decision of customer request C is denoted as
γC = {0, 1}. We augment the information vector of customer C with this decision variable. The
acceptance decision takes the following values:

γC =

{
0 if Θ̄(C) = ∅
1 if Θ̄(C) 6= ∅

(3.6)

The dispatcher seeks to maximise the expected sum of accepted customer requests:

maxE

[∑
C∈C

γC

]
(3.7)

3.2 Route-Based Markov Decision Process

In the following, we model the SD-PDP as a Route-Based Markov Decision Process (Route-Based
MDP). We draw on the Route-Based MDP formulation introduced by Ulmer et al. [2017b].

Decision Points

A decision point k, where k = 0, . . . ,K, is a point in time at which a decision needs to be made.
In the SD-PDP, a decision point k occurs when a new customer Ck requests a pickup and delivery
service at time tk ∈ T . The initial decision point occurs when the first customer orders. The
process terminates when the working shift has ended, i.e., tK ≥ tmax.

Decision States

For each decision point k, we have a decision state Sk. The decision state contains of all information
that is necessary to make a feasible decision, i.e., all the information a dispatcher requires to make
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a decision. For this problem, the state Sk consists of the point in time tk of the current decision
point, the set of customers that have requested a transportation service Ck including the new
customer request Ck, and the currently planned routes Θk for each vehicle. The decision state is
formally represented by the tuple:

Sk = (tk, Ck,Θk) (3.8)

For the initial state S0, we assume that t0 = 0, C0 = ∅, and for every vehicle V ∈ V we initialise
the following planned route θ0:

θ0(V ) =
(
(Nθ

00
, aθ00

, wθ00
, eθ00

, lθ00
), (Nθ

01
, aθ01

, wθ01
, eθ01

, lθ01
)
)

(3.9)

= ((H, 0, 0, 0, 0), (H, 0, tmax, tmax, tmax)) (3.10)

As stated in Section (3.1), the first and last entry denote the vehicle’s current position and
depot location, respectively. These visits will always remain in a planned route. However, their
characteristics are updated during the working shift. The vehicle’s current position is given by the
auxiliary location Nθ

k0
, where Nθ

k0
∈ A, and is updated in each decision point k. At the start of

a working shift k = 0, this location is equal to the depot location Nθ
00

= H. The arrival, earliest
service, and latest service time of the first entry are always equal to the decision time in k, thus
aθk0 = eθk0 = lθk0 = tk. Furthermore, the waiting time is always equal to wθk0 = 0. The earliest,
and latest service time of the last entry are always equal to the end of the working shift, thus
eθko = lθko = tmax. The remaining characteristics of visits in a planned route can be computed
using the formulas in the previous section.

Decisions and Rewards

A decision xk at decision point k consists of two parts. Firstly, the dispatcher must decide whether
to accept or reject the new customer request Ck. Although we assume that a request must be
accepted if there is at least one feasible route inclusion possible, it is formally seen as a decision
in the process. Secondly, when the request is accepted, we select a planned route in Θk where we
include the new customer request. We can represent a decision by the following tuple:

xk = (γk,Θ
x
k) (3.11)

The first component γk, represents the acceptance decision of customer Ck. As stated before,
γk = 1 when request Ck is accepted, and γk = 0 if rejected. The second component Θx

k, reflects the
update of the planned routes. Upon the selection of a decision xk, the state variable Sk transitions
to an augmented post-decision state Sxk . The acceptance decision γk, causes the following updates:

1. If the customer Ck is rejected, i.e., γk = 0, no route plan in Θk will be updates. The
post-decision value of the planned routes is equal to the decision state value, Θx

k = Θk;

2. If the customer Ck is accepted, i.e, γk = 1, a route plan in Θk will be updated. The request
Ck will be included in a planned route by inserting a pickup, and delivery visit in its sequence.
The post-decision value of the planned routes is an updated value of its decision state value,
i.e., Θx

k 6= Θk.

The reward function is a function that accounts for the difference in route plan value between
the decision state route plan Θk, and the post-decision state route plan Θx

k. The marginal difference
between decision and post-decision route plan relates to the long-term objective function. The
marginal reward is therefore equal to the newly included customer request. Formally, we can
denote the reward function as:

R(Sk, xk) =

{
0 if γk = 0 and Θx

k = Θk

1 if γk = 1 and Θx
k 6= Θk

(3.12)
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Transitions

The post-decision state Sxk transitions to the next pre-decision state Sk+1 upon arrival of new
random information. In this model, we have one source of random information which is the
occurrence of a new customer requests. A new customer request Ck+1, incites to the next pre-
decision state Sk+1. The point of time associated with this pre-decision state is equal to the
request time tk+1 of the new customer request.

In the new pre-decision state, we update the vehicle positions in each planned route to the new
vehicle’s position, i.e., Nk+10

. Furthermore, visits that have been served and represent pickup or
delivery visits are removed from the post-decision route plan Θx

k. The former modifications lead
to a new pre-decision route plan Θk+1.

The Route-Based MDP terminates in termination state SK , where the current time tK = tmax,
and θK(V ) = ((H, tK , 0, tK , tK), (H, tK , 0, tK , tK)) for all planned routes in ΘK .

Objective

The objective function is the sum of rewards over all the decision points. Specifically, it is a
maximisation of the expected sum of rewards. A solution for the SD-PDP is an optimal policy
π ∈ Π. This policy is a sequence of decision rules π = (Xπ

1 (S1), . . . , Xπ
K(SK)) that map a decision

state Sk to a decision xk = Xπ
k (Sk). The objective of the Route-Based MDP is to find an optimal

policy π∗ that maximises the expected rewards over all decision points:

π∗ = arg max
π∈Π

E

[
K∑
k=1

R (Sk, X
π
k (Sk)) |S0

]
(3.13)

In the next chapter, we introduce our solution method to obtain an optimal policy π∗.
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Solution Methods

In this chapter, we introduce a solution method for the Route-Based MDP of the SD-PDP. In
Section (4.1), we show that we cannot solve the Route-Based MDP to optimality due to the curses
of dimensionality. We overcome these challenges by means of Policy Function Approximation
(PFA), a method of Approximate Dynamic Programming (ADP) (Powell [2011]). PFA develops a
policy from a set of parameterised policies and maximises the expected rewards over all decision
points. Specifically for the SD-PDP, we require a fast assignment and routing decision. Therefore
we introduce an heuristic assignment and routing policy in Section (4.2). The policy is an adaption
of the slackness savings heuristic of Kalina and Vokrınek [2012] and is a parameterised policy. In
Section (4.3), we show how we obtain the best parameter setting for our heuristic assignment and
routing policy by means of PFA. Hereafter, we present the algorithmic procedure of the trained
policy in Section (4.4). Finally in Section (4.5), we introduce a benchmark policy obtained from
literature which is used for the computational evaluation of our policy.

4.1 Curses of Dimensionality

The objective of the SD-PDP is to determine an optimal decision policy π∗ ∈ Π that maximises
the expected number of customers served from an initial state S0. An optimal policy π∗, selects a
decision Xπ∗

k (Sk) ∈ X (Sk) for every state Sk ∈ S of the problem. For each of these states Sk ∈ S,
optimal policy π∗ holds the Bellman equation:

Xπ∗

k (Sk) = arg max
x∈X(Sk)

R(Sk, x) + E

 K∑
j=k+1

R
(
Sj , X

π∗

j (Sj)
)
|Sk

 (4.1)

According to the Bellman equation, we have an optimal policy π∗ that selects a decision
maximising the immediate reward and expected future rewards. The first term of the Bellman
equation reflects the immediate reward of a decision. The second term of the Bellman equation is
the so-called value V (Sk, x) of a state and decision pair and reflects the expected future rewards.
For the SD-PDP, the immediate reward reflects whether a customer request is assigned to a
planned route and the value reflects the expected number of future served customer requests.

In order to find an optimal policy π∗, we need to solve the Bellman equation. The Bellman
equation can be solved by means of stochastic dynamic programming where the expected values
are obtained by backward recursion. Nevertheless, it is challenging to solve the equation for the
SD-PDP due to the three curses of dimensionality (Powell [2011]):

1. A vast state space. There exist many variations of requested customer sets since a request
contains of a request time, pickup and delivery location, and individual time windows. Ad-
ditionally, there exist many variations of planned routes since we may make any feasible
assignment. The state space may become extremely large in real-world situations;

The Same-Day Pickup and Delivery Problem 15



CHAPTER 4. SOLUTION METHODS

2. A vast decision space. A decision consists of the assignment of a customer request to a
vehicle, and a subsequent insertion of the pickup and delivery visit in its planned route,
i.e, an assignment and routing decision. The larger the planned routes become, the larger
becomes the decision space;

3. A vast transition space. A customer request may request service at any point of time during
the working shift, they may request a pickup and delivery service at any location in the
service area, and they may set time windows for pickup and delivery individually.

These curses can be overcome through methods of Approximate Dynamic Programming (ADP).
An example of such method applied to a Route-Based MDP is Value Function Approximation
(VFA) (Ulmer [2017]). VFA estimates the expected future rewards of a decision. However, most
routing problems deal with a vast decision space, i.e., assignment and routing options, and therefore
require a vast amount of estimates increasing the computational effort. A method that addresses
the decision space of a Route-Based MDP is Policy Function Approximation (PFA) (Ulmer and
Thomas [2017]). PFA aims to design a function, i.e., a policy πPFA, that returns a decision given
a decision point. For the SD-PDP, we require an assignment and routing policy. In other words,
it has to assign a new customer request to one planned route by inserting its pickup and delivery
visit such that it respects all time window constraints while maintaining all other planned routes.
In the next section, we introduce our heuristic assignment and routing policy that is derived from
observations in literature.

4.2 Assignment and Routing Policy

To enable real-time decision-making, we require a fast assignment and routing policy. Furthermore,
since the SD-PDP experiences dynamic customer requests, it is important to make decisions
without any adverse long-term effects for future customer requests. The policy must anticipate
future customer requests in its assignment and routing decision. For the SD-PDP, we make the
following short- and long-term observations (similar to the observations in the dynamic PDPTW
of Mitrović-Minić et al. [2004]):

1. When customer requests are subject to windows, the pickup visit may be scheduled for service
in the near future, while the corresponding delivery visit may be scheduled for service in a
more distant future;

2. Due to the rolling horizon and stochastic nature of customer requests, it is likely that most
visits with time windows in the near future are already known while most visits with time
windows in a more distant future are less likely to be known.

According to the observations, we assume that the assignment and routing policy must possess
the following requirements to maximise the expected number of served customers:

1. The policy should reduce travel time for a near-term future;

2. The policy should maintain flexible routes for a more distant-term future;

3. The policy should differentiate between near-term pickups and greater-term deliveries.

In order to account for the policy requirements, we develop a fast heuristic assignment and
routing policy by means of the slackness savings heuristic of Kalina and Vokrınek [2012]. The
slackness savings heuristic is based on the cheapest insertion heuristic (Rosenkrantz et al. [1974]).
A cheapest insertion heuristic evaluates the cost of insertion for a potential visit for all feasible
insertion positions. Subsequently it inserts the visit at the position which induces the lowest cost.
The slackness savings heuristic incorporates route flexibility in its insertion cost evaluation and
therefore anticipates future customer requests. We first have to quantify route flexibility. We
augment each visit in a planned route θ with two new quantities:
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(4.2)

The new quantities are the earliest possible Eθi and latest possible service start Lθi for the visit
at index i in the planned route θ. We adapt the definition of Kalina and Vokrınek [2012] since the
first visit in the planned route is not an actual visit, but is an auxiliary visit and represents the
position of the vehicle executing the route. The values of Eθi and Lθi can be computed as follows:

Eθi =

{
eθi if i = 0

max
{
eθi , E

θ
i−1 + τ(Nθ

i−1, N
θ
i ) + s

}
otherwise

(4.3)

Lθi =

{
lθi if i = o

min
{
lθi , L

θ
i+1 − τ(Nθ

i , N
θ
i+1)− s

}
otherwise

(4.4)

An additional benefit of the introduced quantities is that they enable fast feasibility checks
for new insertions. For example, for a new insertion j we compute Eθj and Lθj . This insertion is

flagged as feasible if the time window constraint, Eθj ≤ Lθj , is satisfied. Accordingly, the difference
between the earliest possible and latest possible service start time denotes the flexibility for actual
service start time at a certain visit. This is formally defined as the slack time SLθi :

SLθi = Lθi − Eθi (4.5)

The slack time of individual visits allow us to evaluate the flexibility of a route. Now we are
able to address the flexibility of a route, we can introduce our heuristic assignment and routing
policy. Let C be the new customer request with an associated pickup and delivery, and θ be a
planned route. The function costInsertion (C, θ, (i, j), α, β) represents the cost of inserting the
pickup visit between index i−1 and i, and inserting the delivery visit of customer C between index
j−1 and j in planned route θ. The parameters α, and β denote the importance of route flexibility
relative to travel time cost for the pickup and delivery, respectively. We insert the pickup and
delivery visit at index i and j that induce the lowest cost of insertion:

cheapestInsertion(C, θ, α, β) = arg min
(i,j)∈feasibleInsertion(C,θ)

{costInsertion (C, θ, (i, j), α, β)} (4.6)

The function feasibleInsertion(θ) returns the set of pickup and delivery index pairs (i, j)
where the visits can be inserted in planned route θ without violating any time window and the
precedence constraint, i.e., EP ≤ LP , ED ≤ LD, and i < j. The function costInsertion(·, ·, ·)
consists of two cost components, the travel time savings and slackness savings, that address the
implications for travel time and route flexibility after insertion, respectively:

costInsertion(C, θ, (i, j), α, β) = travelT imeSavings(C, θ, (i, j), α, β) (4.7)

+ slacknessSavings(C, θ, (i, j), α, β)

The travel time savings capture the spatial aspects of the problem by accounting for a travel
time cost after insertion of a visit. The cost can be computed as follows:

travelT imeSavings (C, θ, (i, j), α, β) =



(1 − α) ·
(
τ(Nθi−1, N

P ) + τ(NP , Nθi ) − τ(Nθi−1, N
θ
i )
)

if i = j − 1

+ (1 − β) ·
(
τ(NP , ND) + τ(ND, Nj) − τ(NP , Nθj )

)
(1 − α) ·

(
τ(Nθi−1, N

P ) + τ(NP , Nθi ) − τ(Nθi−1, N
θ
i )
)

otherwise

+ (1 − β)
(
τ(Nθj−1, N

D) + τ(ND, Nθj ) − τ(Nθj−1, N
θ
j )
)

(4.8)
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Secondly, we have the slackness savings cost that leverage the constraining effects of an insertion
due to the time windows of visits. After we insert a visit, we update the slack times of each visit
in the planned route. Let SLi be the original slack time before insertion, SL′i be the slack time
after insertion of a pickup, and SL′′i be the slack time after insertion of a delivery. We compute
the reduction of slack time for a planned route θ as follows:

slacknessSavings(C, θ, (i, j), α, β) = α ·
((

o∑
1

(SL
θ
k − SL

θ
k
′
)

)
− SL

P ′
)

︸ ︷︷ ︸
reduction in slack time after inserting pickup

(4.9)

+ β ·
((

o∑
1

(SL
θ
k
′ − SL

θ
k
′′
)

)
+
(
SL

P ′ − SL
P ′′
)
− SL

D ′′
)

︸ ︷︷ ︸
reduction in slack time after inserting delivery

Individual parameters α, and β are used to account for the third policy requirement, i.e., we
differentiate between pickup and delivery insertions. They denote the importance of travel time
cost relative to route flexibility cost after insertion. Thus, 0 ≤ α ≤ 1 and 0 ≤ β ≤ 1. Due to the
time windows, it is likely that pickups are scheduled in the near-term and deliveries for a greater-
term. Furthermore, due to the rolling horizon we expect that more visits will be scheduled for a
more distant-term. Therefore, we expect that the route flexibility cost will be more important for
delivery insertions whereas the travel time cost will be more important for pickup insertions. In
order to obtain the best values for α and β, we perform a Policy Function Approximation (PFA).
We describe the algorithmic procedure of our PFA in the next section.

4.3 Policy Function Approximation

In order to determine the best values for α and β, we perform a PFA. PFA selects the best policy
from a set of parametric policies by means of offline simulation. We define policies with varying
values for α and β. Our set of parametric-dependent policies is defined as:

Π̂ = {πPFA
α,β : 0 ≤ α, β ≤ 1} (4.10)

To determine the best parameter settings for a specific problem context, we use the sample
average approximation approach of Ulmer and Thomas [2017]. For a given problem context, we
evaluate each potential policy πPFA

α,β in the set of candidate policies Π̂ by simulating H working
shifts. A single simulated working day is called a realisation ω since the request times and the
pickup and delivery locations of customer request follow a spatial-temporal probability distribu-
tion. The total set of H simulated working shifts is denoted by the set of realisations {ω1, . . . , ωH}.
For each problem context, we select the policy that generates the greatest average amount of served
customer requests over all realisations. This policy is denoted as πPFA:

πPFA = arg min
π∈Π̂

H−1
H∑
i=1

[
K∑
k=0

R (Sωik , X
π
k (Sωik )|S0)

]
(4.11)

The algorithmic procedure of Equation (4.11), is given in Algorithm 1. The input of the PFA
is a set of pickup parameter {α1, . . . , αr}, a set of delivery parameters {β1, . . . , βr}, and a set of H
realisations {ω1, . . . , ωH}. We reduce the computational effort of the PFA procedure by limiting the
set of pickup parameters, delivery parameters and amount of realisations to {0.00, 0.05, . . . , 1.00},
{0.00, 0.05, . . . , 1.00}, and 1000, respectively. The algorithm loops over all α and β combinations to
determine the best pickup and delivery parameter α∗ and β∗. The function determinePolicy(·, ·)
sets the α and β parameter value of our heuristic assignment and routing policy which is used at
each decision point in a realisation ω. If the average amount of served customers over a whole set
of realisations is greater then the previous value, we set the α and β as new optimal parameter

18 The Same-Day Pickup and Delivery Problem



CHAPTER 4. SOLUTION METHODS

values α∗ and β∗. When each parameter combination is evaluated, the algorithm returns the
best pickup and delivery parameter α∗ and β∗, the expected amount of customers served for this
setting V ∗, and the best policy πPFA. In the next section, we show how the best parameter values
are used in the algorithmic procedure of our solution method.

Input : Potential Pickup Parameters α1, . . . , αr, Potential Delivery Parameters β1, . . . , βr,
Realisations ω1, . . . , ωH

Output: Best Pickup Parameter α∗, Best Delivery Parameter β∗, Best Policy πPFA

1 α∗ ← 0
2 β∗ ← 0
3 V ∗ ← 0

4 πPFA ← NaN
5 forall α ∈ {α1, . . . , αr} do
6 forall β ∈ {β1, . . . , βr} do
7 πPFA

α,β ← determinePolicy(α, β)

8 V ← 0
9 forall ω ∈ {ω1, . . . , ωh} do

10 V ← V + 1
H · customersServed(πPFA

α,β , ω)

11 end
12 if V > V ∗ then
13 α∗ ← α
14 β∗ ← β
15 V ∗ ← V

16 πPFA ← πPFA
α,β

17 end

18 end

19 end
20 return α∗, β∗, V ∗, πPFA

Algorithm 1: Policy Function Approximation

4.4 Algorithmic Procedure

In this section, we show the algorithmic procedure of an obtained policy function, i.e., a trained
heuristic assignment and routing policy, that maps a state to a post-decision state. The procedure
is given in Algorithm 2. In a decision point, the algorithm determines whether the new customer
request is included in a planned route.

The input parameters of the algorithm are the state S with set of planned routes Θ and
the new customer request C. Furthermore, we input the pickup and delivery parameter α and
β, respectively, that are obtained by means of PFA. The algorithm outputs an updated set of
planned routes Θx. The algorithm initialises by setting the acceptance variable of customer C
to unaccepted, i.e, γC = 0. Then, it gathers the subset of candidate routes Θ̂ where customer
C can be inserted without violating any constraints. If there is not a single candidate route, the
returned set of updated routes is equal to the inputted set of planned routes, Θx = Θ. Else if the
set of candidate routes is not equal to an empty set, we evaluate the costs of inserting customer C
using our cheapestInsertion(·, ·, ·, ·) function for each of the candidate routes θ ∈ Θ̂. The cheapest
insertion function draws on the pickup α and delivery parameter β obtained by PFA. If the cheapest
insertion cost V is lower than a previously observed optimal cost V ∗, we set the route to be updated
θ̂ to the candidate route θ. After we evaluated each candidate route, we insert the new customer
request C into the route θ̂ which induced the lowest cost of insertion. Accordingly, we accept the
customer by changing the acceptance parameter to γC = 1. The function insertCustomer(·, ·, ·, ·)
is responsible for this insertion and inserts the pickup and delivery visit at the positions obtained
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via the cheapest insertion function. When the new customer is inserted, we update the route in
the total set of planned routes using the function updateRoutes(·, ·). The according set of updated
routes Θx is returned by the algorithm.

Input : State S, Planned Routes Θ, New Customer Request C, Pickup Parameter α,
Delivery Parameter β

Output: Updated Routes Θx

1 γC ← 0
2 Θx ← Θ

3 Θ̂← Θ̄(C)
4 V ∗ ← bigM

5 θ̂ ← NaN

6 for θ ∈ Θ̂ do
7 V ← cheapestInsertion(C, θ, α, β)
8 if V < V ∗ then

9 θ̂ ← θ
10 V ∗ ← V

11 end

12 end

13 if θ̂ 6= NaN then

14 θ̂ ← insertCustomer(C, θ̂, α, β)

15 γC ← 1

16 Θx ← updateRoutes(Θ, θ̂)

17 end
18 return Θx

Algorithm 2: Policy Function for SD-PDP

4.5 Benchmark Policy

There are several ways to assess the performance of our heuristic assignment and routing policy
πPFA. For example, we can compare the solution obtained by our policy to an optimal solution.
Another way to evaluate our policy is by comparing it to other solution methods used in a D-PDP
setting (Berbeglia et al. [2010]). We do not compare our policy to an optimal solution for two
reasons. Firstly, our policy receives its input in a real-time fashion and has to produce a fast
online solution as well. Due to the scale of the problem, it will not be possible to return an
optimal solution within the time constraints of an online setting. To get a better understanding
of the performance in an online setting, we can better compare our solution to the current best
practice for this setting. Secondly, we perform a comprehensive set of simulations to evaluate our
policy. Since this set large, it would take a lot of computational effort to compare our policy to
all optimal solutions.

We therefore compare our policy to benchmark policy obtained from literature that is closely
related to our problem. Specifically, we are interested in a benchmark policy that consists of a
necessary assignment and routing decision every time a new customer request is observed. From
our literature research (Chapter 2), we observe that most present methods draw on the insertion
heuristics of Rosenkrantz et al. [1974] (Ulmer et al. [2017a], Ulmer et al. [2017c], Ghiani et al.
[2018]) and Azi et al. [2012] (Ulmer [2017], Ulmer and Thomas [2017]). The methods insert
customers at positions that induce the lowest increase in travel time or distance and only capture
the spatial aspect of insertions. They do use any knowledge about future customer requests in
their insertion procedure. We therefore call them myopic assignment and routing policies. These
policies are similar to our heuristic assignment and routing policy if we set the pickup α and

20 The Same-Day Pickup and Delivery Problem



CHAPTER 4. SOLUTION METHODS

delivery parameter β equal to 0 in the cheapestInsertion(·, ·, ·, ·) function. Hereafter, we only
account for travel time costs in the insertion procedure and neglect route flexibility. We define
this policy as our myopic benchmark policy πTT and denote it as follows:

πTT = {πPFA
α,β |α = 0 ∧ β = 0} (4.12)

We assume that the myopic benchmark policy πTT is the current practice for assignment and
routing decisions. Therefore, we compare our policy πPFA to the myopic policy πTT in several
computational experiments in the next chapter.
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Experimental Results

In this chapter, we present our computational study. We compare the solution quality of our
anticipatory policy πPFA to a myopic benchmark policy πTT. More information about both policies
can be found in Chapter 4. We compare the policies for 54 different benchmark instances varying
in 4 dimensions, namely time constraint type, time window length, level of dynamism, and amount
of customer requests. A comprehensive presentation of our instance generator and settings is given
in Appendix A.1. We omit the depiction of online run-times because they were generally very low
per decision point. In Section 5.1, we present the results of our computational study. We make
specific observations for each instance setting dimension. The observations for the time constraint
type, time window length, level of dynamism, and amount of customer requests dimension are
presented in Section 5.2, 5.3, 5.4, and 5.5, respectively.

5.1 The Value of Anticipation

time window 60 90 120
dynamism → 50 70 90 50 70 90 50 70 90

requests
300 8.3 8.1 8.2 11.2 11.0 10.9 13.7 13.2 13.4
450 8.8 8.5 8.6 12.3 12.2 12.3 14.8 14.6 14.6
600 6.8 6.6 6.6 9.6 9.6 9.4 11.7 11.3 11.3

Table 5.1: Improvement in amount of customers served (in %) for time windows

delivery deadline 60 90 120
dynamism → 50 70 90 50 70 90 50 70 90

requests
300 3.0 2.4 2.3 6.2 5.5 5.2 9.1 7.7 7.2
450 2.1 1.9 1.8 4.0 3.6 3.4 4.2 4.2 4.0
600 1.7 1.6 1.6 3.3 3.0 3.0 4.0 3.7 3.6

Table 5.2: Improvement in amount of customers served (in %) for delivery deadlines

To compare our proposed policy πPFA, we define the improvement I(πPFA, πTT) of policy πPFA

compared to the benchmark policy πTT as:

I(πPFA, πTT) =
πPFA − πTT

πTT
· 100 (5.1)

In Table 5.1 and 5.2, we summarise the results for the benchmark instances with time windows
and delivery deadlines, respectively. The improvement of the proposed policy πPFA compared to
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benchmark policy πTT is shown for varying time window lengths, levels of dynamism, and number
of customer requests. A set of comprehensive results can be found in Appendix A.2.

The tables show that our proposed policy πPFA achieves better results than the benchmark
policy πTT for each individual benchmark instance. The improvement of the πPFA ranges from
6.6% to 14.8%, and from 1.6% to 9.1% for benchmark instances with time windows and delivery
deadlines, respectively. On average, we experience a greater improvement for instance settings
subject to time windows compared to instances subject to delivery deadlines. Our proposed
policy πPFA is therefore more effective for instance settings with time windows. Furthermore, we
make the following observations:

1. The proposed policy is more effective for instance settings with a greater time window length;

2. The level of dynamism has a minor influence on the effectiveness of the policy for a setting
subject to time windows;

3. The proposed policy is more effective for instance setting with a low level of dynamism for
settings subject to delivery deadlines;

4. The proposed policy is most effective for medium-sized problem settings subject to time
windows;

5. The proposed policy is more effective for smaller-sized problem settings subject to delivery
deadlines.

In the following sections, we further analyse the observed behaviour. Since the general obser-
vations hold true for each benchmark instance, we perform the analysis using samples from the
total set of benchmark instances and assume they are able to represent the full set of benchmark
instances.

5.2 Time Constraint Type

In this section, we analyse the difference in effectiveness of πPFA for time window, and the delivery
deadline constraint type. In general, we observe a greater effectiveness of our πPFA for instance
settings with time windows compared to settings subject to delivery deadlines. We further analyse
this behaviour by comparing a time window benchmark instance to a delivery deadline instance.
For both instances, we use an instance setting with 90% level of dynamism, a 120 minute time
window length, and 450 number of customer requests for both instances. A simulation of 1000
runs is used to obtain the required information.

The idea of the proposed πPFA is to create flexible routes to better anticipate future customer
requests. In order to analyse this expected behaviour, we plot the average amount of rejected
customers during a working shift in a simulation run for the myopic benchmark policy πTT and
the proposed policy πPFA. The plots for both the delivery deadlines, and time windows constraint
type are depicted in Figure 5.1. Note, that the amount of rejected customers for the myopic
policy πTT and policy πPFA are denoted in blue and red, respectively. According to the figures we
can conclude that our proposed policy πPFA can better anticipate future customer requests since
the surface area of the proposed policy is smaller and the first rejection occurs later in the time
horizon, on average. The difference in surface area is equal to 10.0, and 34.4 rejected customers
for delivery deadlines and time windows, respectively. The postponement of the first rejection is
equal to 10, and 100 minutes for delivery deadlines and time windows, respectively. We further
notice that the average time between first rejections is greater for settings with time windows
compared to settings with delivery deadlines. Additionally, we observe that the magnitude of
rejections increases later in the scheduling horizon for a time window setting while it remains the
same for delivery deadlines when using the proposed policy. We further analyse how the planned
routes are constructed by the policies.
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Figure 5.1: Average amount of rejected requests for delivery deadlines and time windows, respect-
ively.

In Figure 5.2, we plot the average amount of planned visits during a working shift for delivery
deadlines and time windows. The average amount of planned visits is much larger for a setting
with time windows than delivery deadlines. Additionally, the increase in average visits is greater
for time windows when using the πPFA policy. For delivery deadlines, we only observe a minor
increase in average visits in the beginning of the scheduling horizon. An explanation may be found
in the definition of both time constraint types.

Figure 5.2: Planned visits for delivery deadlines and time windows, respectively.

In Appendix A.1, we introduced how delivery deadlines and time windows for customer requests
are defined. The time constraint types differ in how the earliest service start time of the delivery
visit are sampled. The sampling method creates a more distributed set of windows for delivery
deadline visits relative to the delivery visits of time windows. The windows of the time window
deliveries are more likely to be scheduled later in the scheduling horizon, whereas windows for
deliveries of delivery deadlines are more continuously scheduled. Figure 5.3 shows the average
amount of customer requests for the start service time window at a specific time in the working
shift for the pickup (blue) and delivery visit (ref). We indeed confirm that the windows of delivery
visits for time windows are more likely to be scheduled later in the horizon.

For delivery deadlines it is therefore possible to create planned routes with a maximum time
length of the time between the latest customer request and its delivery deadline, whereas in a time
window setting the maximum length of the planned route is equal to the latest customer request
and the end of the scheduling horizon. The time window setting provides more opportunities to
shift orders and is therefore inherently more flexible. Additionally, since longer planned routes are
created, more insertion opportunities occur. In conclusion, the proposed πPFA has a reinforcing
effect on settings of that allow for longer planned routes.
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Figure 5.3: Start of time windows for delivery deadlines and time windows, respectively.

5.3 The Impact of the Time Window Length

In this section, we analyse the difference in effectiveness of our policy πPFA between different time
window lengths. The proposed πPFA is able to generate a better improvement for instance settings
with a greater time window length. This applies to both time constraint types. We further analyse
these results by comparing a 120 minute time window length, to a 60 minute setting. The level
of dynamism is set to 90%, the number of customer requests to 300. We perform a simulation of
1000 runs and gather the results.

Figure 5.4: Planned visits for a time window of 60, and 120 minutes.

Figure 5.4, plots the average amount of planned visits during the working shift for a 60 and 120
minute time window setting. The observations for the myopic policy πTT and the proposed policy
πPFA are shown in blue and red, respectively. The 120 minute setting is able to maintain longer
planned routes in terms of visits, and obtain a greater increase of planned visits for the policy
πPFA. Longer time windows increase the slack time and those settings are therefore inherently
more flexible. Additionally, by using the policy πPFA we reinforce route flexibility. The proposed
policy is therefore more effective for settings of greater time window length.

5.4 The Impact of the Level of Dynamism

In this section, we analyse what impact the level of dynamism has on the effectiveness of our pro-
posed policy. We observed a small negative correlation between the level of dynamism and solution
improvement for instances with time windows. Furthermore, a negative correlation between level
of dynamism and solution improvement is observed for instances subject to delivery deadlines.
Note that level of dynamism is defined as the continuity of change. Instances with high levels of
dynamism experience customer requests with continuous inter-arrival times, whereas lower levels
are subject to discontinuous inter-arrival times. Instances with lower levels therefore experience
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requests that are clustered in terms of request times. These clusters are defined as bursts. In order
to address the differences, we compare single simulation runs for an instance with time windows
and delivery deadlines.

Time Windows

For the time windows setting, we compare two simulation runs of different levels of dynamism
that obtain a similar improvement. The first instance has a level of dynamism of 50%, and the
second a setting with level of 90%. Both instances have similar time window length of 120 minutes
and number of customer request totalling 300. Figure 5.5, shows when customers place a request
in a 50%, and 90% dynamism setting, respectively. We observe several peaks, i.e, request bursts,
of customer requests for the instance with a lower level of dynamism. On the contrary, customer
requests in a 90% setting occur more continuous.

Figure 5.5: Customer requests for 50%, and 90% level of dynamism.

The improvement is shown in Figure 5.6, where we plot the observed amount of rejected
customer requests using the benchmark policy (blue) and the proposed policy (red) for both levels
of dynamism. For both levels we obtain a similar decrease in absolute customer rejections, and
similar postponement time of the first rejected request. Furthermore, in case of a low dynamism,
we observe that some peaks of customer rejections decrease by one rejection.

Figure 5.6: Amount of rejected customers for a 50%, and 90% level of dynamism.

In order to understand the similar improvement for both levels of dynamism, we must address
how well the proposed policy is able to anticipate on the continuity of change. The proposed
policy consists of parameters that are tuned over a full working shift. The parameters are thus
set to reach a global optimum. They do not depend on current states and cannot anticipate on a
potential request burst. We obtain a similar improvement since the policy is not able to anticipate
on the continuity of change. A state-dependent policy that recognises request burst may increase
the effectiveness of a PFA policy.
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In general, the proposed policy is able to maintain flexible routes which increases the amount
of accepted future requests. We show this in Figure 5.7, where amount of planned visits is larger
for the proposed policy (red) compared to the myopic policy (blue).

Figure 5.7: Amount of planned visits for a 50%, and 90% level of dynamism, respectively.

Delivery Deadlines

Accordingly, we perform the test for the delivery deadline setting. We use the same instance
settings as used for time windows and compare a 50% to a 90% dynamism level. The customer
request times are shown in Figure 5.8 for a level of dynamism of 50% and 90%, respectively. The
rejected customer requests are plotted in Figure 5.9. We are unable to find an indication for the
greater effectiveness of the policy πPFA for a lower level of dynamism. The construction of routes
over time may give a better understanding.

Figure 5.8: Customer requests for 50%, and 90% level of dynamism.

Figure 5.9: Amount of rejected customers for a 50%, and 90% level of dynamism.
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The planned amount of visits during a working shift are shown in Figure 5.10. The planned
visits during a working shift appear to be more volatile in a 50% dynamism setting, as compared
to a 90% setting. We observe that the policy πPFA is able to include a greater amount of visits
after a time period where no customer bursts occurred. The flexibility for route construction that
the policy πPFA incorporates, is therefore more effective for settings subject to a lower level of
dynamism.

Figure 5.10: Amount of planned visits for a 50%, and 90% level of dynamism, respectively.

5.5 The Impact of the Problem Size

Intuition would suggest that a greater density of customer requests due to a greater scale of
customer requests will allow for more efficient routing and thus more customer requests to be
served. However, the results show that the policy πPFA becomes less effective for greater problem
sizes in a delivery deadline setting, and is most effective for a medium-sized problem in a time
window setting. For both time constraint types, we analyse the construction of planned routes
over 1000 simulation runs with a window length of 120 minutes and a level of dynamism of 90%.

Time Windows

In a time window setting, we observe the best improvement for the medium-sized setting of 450
customer requests. The average amount of planned visits for a vehicle during a workings shift is
depicted in Figure 5.11. The figures show, that the greater the amount of requests, the sooner
a peak in amount of planned visits occurs in the working shift. This denotes that a capacity of
maximum possible planned visits is reached earlier in the scheduling horizon. This behaviour is
related to one of our assumptions. We assumed that each request that knows a feasible insertion,
must be inserted. Planned routes are therefore inclined to fill up earlier. Furthermore, the greater
the amount of customer request, the less important route flexibility becomes.

Figure 5.11: Amount of planned visits for a scale of 300, 450, and 600 customer requests, respect-
ively.
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Delivery Deadlines

Figure 5.12: Amount of planned visits for a scale of 300, 450, and 600 customer requests, respect-
ively.

For the setting with delivery deadlines, we experience the best improvement for the small
amount of customer requests (Figure ??). Again, we observe that the assumption to assign a
request if possible, fills up the planned routes in the beginning of the route schedule. Route
flexibility loses therefore its importance.
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Conclusion and Future Research

In this thesis, we introduce the Same-Day Pickup and Delivery Problem (SD-PDP). For this
problem, we experience customers that dynamically request services throughout the day. A service
represents the transportation of a good from a pickup to a delivery location. Both locations are
subject to hard time windows, i.e., at the locations can exclusively be picked or delivered within the
time windows. A fleet of available vehicles must service all requests that can be serviced without
violating any constraints. The challenge is to assign the customer requests to the available vehicles,
and route those available vehicles such that the expected number of future customer requests is
maximised.

To overcome these challenges, we develop a parametric assignment and routing policy. Since
the SD-PDP experiences customer requests during the working shift that are subject to time
windows, we need to create and maintain flexible vehicle routes to increase the likelihood for
inclusion of future customer requests. Because of we anticipate future customer requests using
route flexibility, we have an anticipatory policy. The parameter value in the assignment and routing
policy, addresses the importance of route flexibility in its decisions. We show that the optimal
parameter value can be obtained by a method of Approximate Dynamic Programming (ADP),
namely Policy Function Approximation (PFA). PFA is conducted in an extensive offline simulation
which allows the policy to make fast decision in an online setting once an optimal parameter value
is obtained. We perform those simulations for problems varying in time constraint type, time
window length, level of dynamism, and scale of customer requests and show that our assignment
and routing policy outperforms the current practice, myopic benchmark policy. For each problem
setting, we show that incorporating a certain degree of route flexibility in our assignment and
routing policy, is beneficial for the problem objective. We further analyse the varying dimensions
of the problem settings in the simulations, and make the following observations:

1. The policy is more effective for problem settings that are subject to time windows than
delivery deadlines;

2. The policy is more effective for problem settings with customer requests that demand a
greater time window length;

3. The policy is more effective for low level of dynamism problem settings that are subject to
delivery deadlines;

4. The policy is most effective for medium-sized problem settings that are subject to time
windows;

5. The policy is more effective for smaller-sized problem settings that are subject to delivery
deadlines.

There are various opportunities for future research. With our offline simulations we obtained
a global parameter setting for the policy, i.e., for each decision state we use a similar parameter
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setting that maximises the overall amount of serviced customers. However, we have shown that
the policy is not able to capture the dynamics in settings with lower degrees of dynamism. It
might be beneficial to adapt the policy such that it is able to recognise request burst in setting
with a lower degree of dynamism. Future research could develop a policy that is state-dependent,
i.e, parameter settings that change according to the current state. On the other hand, one could
seek to develop a Value Function Approximation (VFA) function to make decisions. For both
directions, it is required to determine a set of state parameter which induce a specific decision.

Finally, we demonstrate our policy in a setting with homogeneous vehicles and homogeneous
customer requests. It may be possible to develop methods that are able to account for heterogen-
eous vehicles or customers.
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Marlin W Ulmer, Dirk C Mattfeld, and Felix Köster. Budgeting time for dynamic vehicle routing
with stochastic customer requests. Transportation Science, 2017c. 20

The Same-Day Pickup and Delivery Problem 33





Appendix A

Appendix

In the Appendix, we present our experimental design (Section A.1) and present the a comprehens-
ive set of individual results of the instance settings (Section A.2).

A.1 Experimental Design

In this section, we present a test instance generator (A.1.1) and a set of generated benchmark
instances (A.1.2) that are used for in computational study. We generate benchmark instances of
different time constraints types, time window length, degrees of dynamism, and scales and assess
the implications for our solution method. The instance generator is inspired by van Lon et al.
[2016].

A.1.1 Instance Generator

In Chapter (4), we showed how we employ PFA to obtain the best parameter settings for our
heuristic assignment and routing policy. The PFA selects the best parameter setting by means
of a simulation of H working shifts. A single working shift is called a problem realisation since
the customer requests are assumed to be subject to a spatial-temporal distribution. We denote
a set of H problem realisations as Ω = {ω1, . . . , ωH}, and a single problem realisation ω with K
customer requests as:

ω = {C1, . . . , CK} (A.1)

= {(tC1 , PC1 , DC
1 , q

C
1 , u

C
1 ), . . . , (tCK , p

C
K , D

C
K , q

C
K , u

C
K)} (A.2)

In order to perform a PFA, we must provide it with a set of H problems realisations Ω.
Therefore, we develop an instance generator that is capable of generating H problem realisations.
Furthermore, we want to evaluate our solution method for different time constraint types, time
window lengths, degrees of dynamism, and scales. Additionally, we develop generator features
that allow for control of these variables.

The instance generator consists of two stages. The first stage is responsible for the generator of
customer request announcement times. In the second stage, we supplement each of these request
times with information about the pickup and delivery.

Time Series Generator

The time series generator should generate a realisation ω with a predefined K amount of customer
request times and a specific level of dynamism. As stated in the literature research (Chapter 2),
we adopt the definition for level of dynamism of van Lon et al. [2016] and adapt their time series
generator.
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We first describe how we compute the level of dynamism for a generated time series, thereafter
we introduce methods that allows us to control the level of dynamism and amount of customer
requests for a time series. We assume that we generate a time series of customer requests ω =
{tC1 , . . . , tCH}, where tCi ∈ T and T = [0, tmax]. Firstly, we define the set of inter-arrival times ∆
for a time series of customer request times ω. The inter-arrival time is equal to the difference in
request time between consecutive customer request times:

∆ = {δ0, . . . , δH−2} = {tCi − tCi−1|∀tCi ∈ ω} (A.3)

The perfect inter-arrival time for this series is equal to:

ϑ =
tmax

H
(A.4)

The level of dynamism for a time series of customer request times where each inter-arrival
time is equal to the perfect inter-arrival time is defined as 100 percent. For each inter-arrival time
δi ∈ ∆, we compute its deviation σi relative to the perfect inter-arrival time ϑ, i.e., we compute
its relative deviation to a time series with a 100 percent level of dynamism:

σi =


ϑ− δi if i = 0 and δi < ϑ

ϑ− δi + ϑ−δi
ϑ · σi−1 if i > 0 and δi < ϑ

0 otherwise

(A.5)

We only compute the deviation for inter-arrival times that are smaller than the perfect inter-
arrival time of the time series. These inter-arrival times are denoted as bursts. If we encounter a
burst, we add a recursive penalty ϑ−δi

ϑ · σi−1 to the relative deviation of the burst. In this way,
we account for the size of burst.

The relative deviation of the customer request time series to the 100 percent dynamism setting
has to be normalised with respect to the theoretical maximum deviation, i.e., the 0 percent dynam-
ism setting, of a time series. Therefore, we compute the maximum deviation σ̄i of an inter-arrival
time δi:

σ̄i = ϑ+

{
ϑ−δi
ϑ · σi−1 if i > 0 and δi < ϑ

0 otherwise
(A.6)

Again, a recursive penalty is applied when the inter-arrival time is smaller than the perfect
inter-arrival time of the customer request time series, i.e, for bursts. It prevents the maximum
deviation σ̄i from becoming greater than the relative deviation σi. We compute the level of
dynamism by subtracting the normalised deviation from 1. The level of dynamism is computed
as follows:

level of dynamism = 1−
∑|∆|
i=0 σi∑|∆|
i=0 σ̄i

(A.7)

In order to control the level of dynamism of a customer request time series we replicate the
study of van Lon et al. [2016]. They use four different methods to obtain customer request time
series. With the collection of methods they are able to produce a time series with each level of
dynamism in the range of 0 to 100 percent.

A non-homogeneous Poisson process is used to generate a times series of customer requests
with a low level of dynamism. The process has a variable intensity function which enables us to
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control the customer request inter-arrival times. The intensity function is based on a sine wave
and has the following parameters:

λ(t) = a · sin(t · f · 2π − π · p) + h (A.8)

a = 1 (A.9)

f = 1 (A.10)

p ∼ U(0, 1) (A.11)

h ∼ U(−.99, 1.5) (A.12)

The amplitude a, and the height h parameters are re-scaled such that the total area under
the intensity function is equal to the amount of customer request times H. When we sample
inter-arrival times from the non-homogeneous Poisson process we obtain a time series with a low
level of dynamism.

The homogeneous Poisson process is used to generate a time series of customer request with
a low-medium level of dynamism. The intensity function of this homogeneous Poisson process is
constant and defined as:

λ(t) =
H

tmax
(A.13)

If we sample from the homogeneous Poisson process we obtain inter-arrival times that lead to
a time series with a low-medium level of dynamism.

The Normal distribution is utilised to draw inter-arrival times to generate time series with a
medium-high level of dynamism. Specifically, a truncated Normal distribution N ( H

tmax
, 0.04) with

a lower bound of 0 and a standard deviation of 0.04 is used. When a negative inter-arrival time
is sampled, we redraw a new sample. Furthermore, the mean is re-scaled to obtain an effective
mean of tmax

H .
Lastly, the Uniform distribution is used to obtain times series with a high level of dynamism.

The Uniform distribution has a mean of tmax

H and a maximum deviation σ. The maximum deviation
σ is sampled from a truncated normal distribution N (1, 1) with a lower bound of 0 and an upper
bound of 0.25. If a sampled value is out of the bounds, a new value is drawn.

We replicate the experiment of van Lon et al. [2016] to map which levels of dynamism for a
customer request time series each time series method can generate. We set the time period tmax

to 12 hours, and the amount of customer request times H to 350. For each time series method, we
generate 1000 problem realisations, i.e., time series. Figure (A.1) shows which level of dynamism
is likely to be obtained by each time series method.

In contrast to van Lon et al. [2016], we do not obtain a full coverage of the 0 − 100 level of
dynamism range. We are limited to the range 32 − 100. Since the time series generators depend
on stochastic functions, we define the following composition to increase the likeliness of generating
a time series from a specified level of dynamism:

• non-homogeneous Poisson process for 35, 40, 45;

• homogeneous Poisson process for 50, 55;

• Normal distribution for 60, 65, 70;

• Uniform distribution for 75, 80, 85, 90, 95, 100.

If we decide to generate a time series of customer request times, we keep generating until we
obtain a series with the predefined level of dynamism, and the predefined amount of customer
request times H.
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Figure A.1: Replication of Experiment by van Lon et al. [2016]

Customer Request Attributes

Once we generated a realisation of customer request times ω = {t1, . . . , tH}, we need to enhance
each request time with some customer request information to obtain a complete problem realisa-
tion. Additionally, a customer request C consists of a pickup location PC , a delivery location DC ,
an earliest pickup service start time qC , and an earliest delivery service start time uC . We define
two types of time constraints, namely delivery deadlines and time windows. For delivery deadlines
holds that the earliest pickup and delivery start time are equal. In case of time windows, those
times are independent. In the following, we describe how we generate the remaining customer
attributes.

Each pickup PC and delivery location DC of customer C is located in the service area A.
Each location in this service area is associated with a point (x, y) on the Euclidean plane. The
Euclidean plane of the service area has a with X and height Y . In order to generate a random
pickup and delivery location for a customer request, we draw a point x and y for both the pickup
and delivery location from a uniform distribution:

xP ∼ U(0, X) (A.14)

yP ∼ U(0, Y ) (A.15)

PC = (xP , yP ) (A.16)

xD ∼ U(0, X) (A.17)

yD ∼ U(0, Y ) (A.18)

PC = (xD, yD) (A.19)

(A.20)

Furthermore, we define the maximum possible travel time in the service area. It is denoted
by τmax = τ ((0, 0), (X,Y )). We use the maximum travel time to set the period tmax in which
customer requests can be made. The period [0, tmax] is the so-called office period. The cut-off
time tmax is introduced to make sure that all vehicles are returned to the depot by the end of the
working shift T . The end of the office period tmax is computed as follows:

tmax = T − 2 · s− 2 · τmax (A.21)

After sampling a pickup P , and delivery location D, we augment the customer request with a
delivery deadline or time window.
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Delivery Deadlines

If we decide to generate customer requests that are subject to delivery deadlines, we assume that
each customer request Ci has to be served within t̄ time units after the customer request time tCi .
The t̄ represents the length of the delivery deadline. We compute the earliest service start time
for the pickup and delivery as follows:

qC = tC (A.22)

uC = tC (A.23)

The latest service start time of the pickup and delivery is denoted by qC + t̄ and uC + t̄,
respectively.

Time Windows

If we decide to generate customer requests that are subject to time windows, we assume that both
the pickup and delivery visit of a customer request have independent time windows of length t̄.
The pickup and delivery time windows have to be randomly chosen respecting the time constraints.

We sample the earliest service start time of the pickup qC from an Uniform distribution ranging
from the customer request time tC to to the customer request time plus half an hour. We assume
that request subject to time windows, in general, are less urgent than requests bound to delivery
deadlines. Therefore, the earliest service start time may be later than the request announcement
time which creates a greater response time.

qC ∼ U(tC , tC + 0.5) (A.24)

In order to sample a random time window for the delivery of a customer request, we must define
an upper and lower bound of the earliest service start time of the delivery. The lower bound uClb
is equal to the sum of the sampled earliest service start time at the pickup, the service time at
the pickup, and the travel time between the pickup and delivery location. The upper bound uCub
is obtained by subtracting the travel time from the delivery location to the central depot location,
the service time at the delivery location, and the length of the time window off the working shift.
Once the upper and lower bound are defined, we can sample the actual earliest service start time
of the delivery uC from an Uniform distribution.

uClb = qC + s+ τ(PC , DC) (A.25)

uCub = T − τ(DC , H)− s− t̄ (A.26)

uC ∼ U(uClb,max{uClb, uCub}) (A.27)

The latest service start time of the pickup and delivery is denoted by qC + t̄ and uC + t̄,
respectively.

A.1.2 Benchmark Instances

In the following, we describe the benchmark instances and according instance settings.

Instance Settings

We assume that a set of 10 vehicles is available to serve the customer requests in service area A.
The service area is defined by the Euclidean plane with a width of X = 10 kilometre, and a height
Y = 10 kilometre. The vehicles start, and end their working shift from a central depot which is
located at the node H = (5, 5). The vehicles have a constant travel speed of 20 kilometre per
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hour, i.e, v = 20. A working shift starts at 8 am and ends at 8 pm. Therefore, the working shift
is defined at T = 12 hours. Both for each pickup and delivery, we count a service time duration
of 5 minutes, i.e., s = 5 minutes.

Benchmark Instances

For reproducibility, we generate benchmark instances and test our solution method on those
instances. The benchmark instances have four different dimensions: the level of dynamism, the
time constraint type, the time window length, and the amount of customer requests. We select
three different levels for the latter three dimensions. In total, we have 54 different benchmark
instances as shown in Table (A.1). For each benchmark instance, we run a 1.000 evaluation or
out-of-sample runs.

Table A.1: Benchmark Instances

dimension value
time window type delivery deadlines time windows
time window length (t̄) 60 minutes 90 minutes 120 minutes
level of dynamism 50 percent 70 percent 90 percent
amount of customer requests (H) 300 requests 450 requests 600 requests

A.2 Experimental Results

In this section, we present the results for the individual instance settings.

Table A.2: Time Windows K = 300

time window dynamism α β πPFA DIFF DIFF SD I DEV SD VC

60
50 0.15 0.15 227.6 17.3 18.1 0.08 0.09 0.03
70 0.20 0.15 227.9 16.9 17.7 0.08 0.08 0.03
90 0.20 0.15 228.1 17.1 17.9 0.08 0.09 0.03

90
50 0.10 0.10 239.5 24.0 24.7 0.11 0.12 0.03
70 0.10 0.10 239.1 23.6 24.3 0.11 0.11 0.03
90 0.10 0.10 238.7 23.4 24.1 0.11 0.11 0.03

120
50 0.05 0.10 246.8 29.7 30.4 0.14 0.14 0.03
70 0.05 0.10 245.6 28.6 29.2 0.13 0.14 0.03
90 0.05 0.10 245.7 29.0 29.6 0.13 0.14 0.03

Table A.3: Time Windows K = 450

time window dynamism α β πPFA DIFF DIFF SD I DEV SD VC

60
50 0.20 0.10 252.9 20.3 21.5 0.09 0.09 0.03
70 0.25 0.10 253.0 19.7 20.9 0.09 0.09 0.03
90 0.20 0.10 253.3 20.0 21.2 0.09 0.09 0.03

90
50 0.15 0.10 265.1 29.0 29.9 0.12 0.13 0.03
70 0.15 0.10 264.8 28.8 29.7 0.12 0.13 0.03
90 0.15 0.10 264.7 28.9 29.8 0.12 0.13 0.03

120
50 0.10 0.10 272.8 35.0 35.8 0.15 0.15 0.03
70 0.10 0.10 272.1 34.5 35.2 0.15 0.15 0.03
90 0.10 0.10 271.8 34.4 35.2 0.15 0.15 0.03
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Table A.4: Time Windows K = 600

time window dynamism α β πPFA DIFF DIFF SD I DEV SD VC

60
50 0.25 0.10 256.0 16.3 17.7 0.07 0.07 0.03
70 0.25 0.10 256.1 15.7 17.2 0.07 0.07 0.03
90 0.25 0.10 255.9 15.7 17.2 0.07 0.07 0.03

90
50 0.15 0.05 266.7 23.2 24.4 0.10 0.10 0.03
70 0.15 0.10 266.3 23.0 24.2 0.10 0.10 0.03
90 0.15 0.10 266.4 23.0 24.1 0.09 0.10 0.03

120
50 0.10 0.05 275.3 28.8 29.8 0.12 0.12 0.03
70 0.10 0.05 274.3 27.9 28.9 0.11 0.12 0.03
90 0.10 0.05 273.7 27.7 28.8 0.11 0.12 0.03

Table A.5: Time Deadlines K = 300

delivery deadline dynamism α β πPFA DIFF DIFF SD I DEV SD VC

60
50 0.20 0.25 233.8 6.8 7.9 0.03 0.03 0.04
70 0.20 0.30 235.7 5.6 6.9 0.02 0.03 0.04
90 0.15 0.35 236.3 5.4 6.6 0.02 0.03 0.04

90
50 0.15 0.25 246.1 14.5 15.4 0.06 0.07 0.03
70 0.15 0.20 244.8 12.7 13.6 0.05 0.06 0.03
90 0.15 0.25 244.4 12.1 13.1 0.05 0.06 0.03

120
50 0.10 0.20 251.7 21.0 21.9 0.09 0.10 0.03
70 0.10 0.15 247.9 17.6 18.5 0.08 0.08 0.03
90 0.10 0.15 247.0 16.6 17.5 0.07 0.08 0.03

Table A.6: Time Deadlines K = 450

delivery deadline dynamism α β πPFA DIFF DIFF SD I DEV SD VC

60
50 0.20 0.25 253.0 5.2 6.6 0.02 0.03 0.04
70 0.20 0.25 254.1 4.6 6.3 0.02 0.03 0.04
90 0.15 0.25 254.1 4.5 6.1 0.02 0.02 0.04

90
50 0.15 0.25 258.1 10.0 11.0 0.04 0.04 0.03
70 0.15 0.20 258.1 9.0 10.0 0.04 0.04 0.04
90 0.15 0.20 257.9 8.5 9.6 0.03 0.04 0.04

120
50 0.15 0.15 257.9 10.2 11.2 0.04 0.05 0.03
70 0.10 0.15 258.9 10.4 11.4 0.04 0.05 0.03
90 0.10 0.15 258.7 10.0 11.0 0.04 0.04 0.03

Table A.7: Time Deadlines K = 600

delivery deadline dynamism α β πPFA DIFF DIFF SD I DEV SD VC

60
50 0.20 0.25 264.8 4.5 6.0 0.02 0.02 0.04
70 0.20 0.25 265.4 4.1 5.8 0.02 0.02 0.05
90 0.20 0.25 265.9 4.1 5.8 0.02 0.02 0.04

90
50 0.15 0.25 268.3 8.5 9.6 0.03 0.04 0.04
70 0.20 0.25 268.6 7.7 8.9 0.03 0.03 0.04
90 0.15 0.20 268.7 7.7 8.9 0.03 0.03 0.04

120
50 0.10 0.20 270.0 10.5 11.4 0.04 0.04 0.03
70 0.15 0.15 270.1 9.7 10.6 0.04 0.04 0.03
90 0.10 0.15 270.1 9.4 10.4 0.04 0.04 0.03
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