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Abstract

The dispersion of lies is an important process, found in numerous di�erent applications. This be-
cause not only the relation between members is variable, also the method of dispersion is change-
able. In this thesis, we model the members and their relations as graphs. Next, we take a look
at the time needed until each member is aware of the lie. While the hard bounds for any graph
with the standard push protocol are log2 n and n log2 n [5], the order of the duration can be made
exact for numerous graphs. For example, Pittel gives an excellent proof of the duration of the
push protocol on the complete graph [4].

Besides the standard push protocol, as elaborated on in most papers, there are also several dif-
ferent protocols which can be used. In the cases discussed in this thesis, these protocols usually
disperse the lie faster than the standard push protocol. Instead of dispersing the lie by pushing
it from the informed to the uninformed, the other way around shows to be much faster for most
graphs. In any case, the push-and-pull protocol is always the fastest protocol, yet also the most
di�cult protocol to implement in a real-life system.
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1 | Introduction

The dispersion of lies surely is a versatile phenomenon. Considering a small town, every citizen
easily speaks to every other citizen. As such, every citizen is a neighbour of one another. As all
citizens are connected to one another, this situation could be modeled as a complete graph (see
chapter 2). A di�erent situation arises if we introduce a single, centred member, e.g. the mayor of
the town. One could wonder how long it would take for all citizens to learn of the lie, when they
only speak to the mayor. A star graph is used to model such a situation, as seen in chapter 3. A
slight adaption to this problem is when we allow each citizen to speak to both the mayor and his
or her neighbours. If all members have exactly two neighbours, the topology can be represented
by a wheel graph (see chapter 4). Lastly, we investigate a town where all citizens are quite strict
regarding who they talk to. Every person either hates or loves a speci�c activity, such that every
citizen is unique regarding their thoughts on all activities. As a restriction, each citizen only talks
to someone if he feels the same about all activities, except for one and only one activity. As such,
the amount of citizens every citizen talks to is equal to the amount of di�erent activities. While
this topology sounds a bit odd for dispersing lies, it is often used i.e. communication systems. The
topology is modeled by a hypercube graph, as seen in chapter 5). Below, the di�erent topologies
are shown.

(a) Complete graph (b) Star graph

(c) Wheel graph (d) Hypercube graph
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Note that all results in this paper are novel results, except when it is speci�ed explicitly that the
results are previous. The sections which consist entirely of previous results are section 2.1.1, 3.1.1
and 5.1.1. In the following sections, overviews are presented regarding the di�erent aspects of the
model. Afterwards, the pseudo-code for the simulation used is presented.

1.1 List of de�nitions and parameters

To prevent ambiguities regarding the variables and de�nitions in this paper, a list of de�nitions is
presented below. Note that the parameters presented are used in the simulation.

Dimensions (d)
The number of dimensions of the graph, with d ∈ N. Only used in the hypercube.

Size (n)
The number of members (or nodes) in the graph. For most graphs, n ∈ N chosen freely. For
the hypercube, it holds that n = 2d.

Graph type (G)
The type of the graph. Here, G ∈ {Complete, Hypercube, Star, Wheel}

Protocol (P )
The protocol used to spread the rumour.
Here, P ∈ {Push, Pull, Push and Pull, Push or Pull (with parameter q)}

Neighbours of member x (B(x))
For all of the n members, the members with a distance to x equal to 1 are stored. These are
called the neighbours of member x, with x ∈ 1, ..., n.

Informed members (M)
The collection of all members who know the rumour, with |I| ∈ {1, ..., n}. These members
are called the aware or informed members.

Time needed for complete dispersion (Sn)
The number of iterations needed until all members are informed.

Number of runs (r)
The number of iterations of the simulation. For all of the simulation results presented in
this report, the value r = 10000 is used, unless stated otherwise.

1.2 Overview of the topologies used

As speci�ed above, the topologies relevant for this paper are the complete, the star, the wheel and
the hypercube graph. To use these topologies in the model, the neighbours should be speci�ed for
each node. Below, the neighbours for each node are given for the di�erent graphs.

Complete

B(x) = {1, 2, ..., x− 1, x+ 1, ..., n} ∀x

Star

B(x) =

{
{2, 3, ..., n} if x = 1

1 if x > 1

Wheel

B(K) =

{
{2, 3, ..., n} if x = 1

{1, (x− 1) mod n, (x+ 1) mod n} if x > 1

Hypercube

Write every member as {0, 1}log2 n. Then B(x) = {x |Exactly one bit is di�erent}
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1.3 Overview of the protocols used

Not only the topologies are interchangeable; the protocol used to disperse the lies can be varied
as well. Members either choose other members to tell the lie, or search for the lie themselves. Of
course, these di�erent protocols can be combined into a single protocol. A clear overview of the
di�erent protocols is given below.

Push

Every member who is aware of the lie chooses one of his neighbours at random. The chosen
neighbour learns of the lie as well.

Pull

Every uninformed member chooses one of his neighbours at random. If the chosen neighbour
is informed, the uninformed member becomes informed as well.

Push and Pull

Every member chooses one of his neighbours at random. If the member himself or the chosen
neighbour knows the lie, both members learn of the lie.

Push or Pull

Every member chooses (independently) either the push or the pull protocol, with probability
q and 1− q respectively.

These randomized dispersion methods are used in many di�erent situations, as they have at least
two major advantages:

Simplicity

While deterministic dispersion protocols often require knowledge of either the past or of
neighbouring nodes, the randomized protocols do not. Regardless of the past and neigh-
bouring nodes, each node follows the same protocol - be it to push the lie towards any other
neighbouring node, or to pull in the lie from another node. Furthermore, a node needs only
to be aware of it's direct neighbours, as it can only communicate with them. As such, a
complete broadcast is achieved quite fast, while the protocol is both local and memoryless.

Scalability

Completely regardless of the size of the graph, the protocol on the nodes behaves the same.
Every node is only connected to its direct neighbours, and while the number of neighbours
might scale proportionally to the size of the graph, the protocol remains the same. The
only di�erence is the probability that a node chooses a speci�c neighbour, as this probability
decreases as the number of neighbours increases. Of course, there are numerous graphs for
which the number of neighbours does not scale proportionally with the number of nodes,
such as the star graph or wheel graph.

As such, the protocol is simple to implement, scales incredibly well to larger networks, while
allowing a complete broadcast of lies quite fast. For example, as proven in the paper from G.
Giakkoupis, Tight bounds for rumor spreading in graphs of a given conductance [3], the push
protocol on any graph has a maximum duration of O(n log n). This maximum is achieved i.e. on
the complete graph, but more information on this can be found in section 2.1.
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1.4 Overview of the simulation

The simulation used is written in Java. Below, the pseudocode is presented.

n ← 2d . Only if d is given, otherwise n must be given.
Create Array B of size n
function Create Graph(G,B)

for k ∈ {1, n} do
B(k) gets Array with the neighbours of node k . see section 1.2

end for

end function

nrSpreads ← 0
continue ← True
while continue do

function Disperse Lie(B, P)
for k ∈ {1, n} do

if P = Push then
if k ∈M then

pick v ∈ B(k) at random
add v to M . The member becomes aware

end if

end if

if P = Pull then
if k ∈M∗ then . If the member is not aware

pick v ∈ B(k) at random
if v ∈M then

add k to M
end if

end if

end if

if P = Push and Pull then
pick v ∈ B(k) at random
if v ∈ A OR k ∈ A then . Not an exclusive OR

add k and v to A (without duplicates in A)
end if

end if

if P = Push or Pull (q) then
do Push with probability q
otherwise, do Pull

end if

end for

end function

nrSpreads ← nrSpreads +1
if |M | = N then . All members are aware of the lie

continue ← False
end if

end while

4



2 | The complete graph

The �rst graph which is discussed is the complete graph. Every node of the complete graph is
connected with every other node. See �gure 2.1 for an example.

Figure 2.1: A complete graph with size n = 5

In the following sections, the graph considered is a complete graph of size n, or Kn in short. As
all nodes are identical, no di�erence is made considering the initial node.

2.1 The push protocol on the complete graph

2.1.1 Previous results regarding the push protocol on the complete

graph

In order to obtain an idea of how the speed of the push algorithm comes about, we will take a
look at the paper from B. Pittel, On spreading a rumor [4]. Regarding a complete graph of size n,
de�ne I(t) as the number of informed members after t stages, with I(0) = 1. De�ne Sn as follows:

Sn = min{t : I(t) = n} (2.1)

Next, we will prove the following theorem:

Theorem 1 In probability,

Sn = log2 n+ log n+O(1) as n→∞

Preliminaries

First, de�ne U(t) as the number of uninformed, or ignorant members, after t stages. Obviously,
U(t) = n− I(t). The conditional expectation for U(t) can be formulated as follows:
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E[U(t+ 1)|I(t)] = U(t) ·
(

1− 1

n

)I(t)
(2.2)

≈ U(t) · exp

(
−I(t)

n

)
Equation (2.2) holds, as every ignorant has probability

(
1− 1

n

)
of not being picked, for every

informed member. As such, every informed`member has probability (1 − 1
n )I(t) to tell the lie to

an ignorant. Multiplying by the number of informed results in the requested equation.

We de�ne x(t) = I(t)
n . If we consider equation (2.2) as a deterministic equation, we can rewrite it

as follows:

x(t+ 1) =
I(t+ 1)

n
= 1− n− I(t+ 1)

n
= 1− U(t+ 1)

n
= 1− U(t)

n
· e−

I(t)
n

= 1−
(

1− I(t)

n

)
· e−

I(t)
n = 1− (1− x(t)) · e−x(t) (2.3)

Using this new de�nition, we can rewrite equation (2.2) as follows:

x(t+ 1) = f [x(t)] t ≥ 0 f(x) = 1− (1− x) · e−x

Note that x(t) ∈ (0, 1], f(0) = 0, f(1) = 1, f ′(0) = 2 and f ′(1) = e−1.
Let ε = ε(n)→ 0. Introduce τ1 and τ2, with

τ1 = τ1(n) = min{t : x(t) > ε} τ2 = τ2(n) = min{t > τ1 : x(t) > 1− ε}

τ1 is the time until the relative number of informed x(t) is larger than some small ε. We see that
f ′(0) = 2, which means thats x(t) almost doubles in size, as long as it's small. This gives rise to
the following:

x(t) =
I(t)

n
≈ 2t

n
(2.4)

x(t) > ε =⇒ t > log2(n · ε) (2.5)

Sn−τ2 is the time until all except the last n·εmembers are informed. As stated above, f ′(1) = e−1,
which means that x(t) increases with factor e−1 at every stage when x(t) is nearly equal to 1.
As such, the last n · ε members take log(n · ε) time, using a similar calculation as seen above.
Combining this result with the result of equation (2.4), we can expect that

τ1 ≈ log2(n · ε) Sn − τ2 ≈ log(n · ε) (2.6)

Now, the only time which is required is the time from τ1 to τ2. However, it can be shown that the
time needed to increase the number of informed from n ·ε to (1−ε)n is bounded by τ1 +(Sn− τ2).

Proof of the theorem

Using the de�nitions of I(t) and U(t) as formulated above, we have

P(U(t+ 1) = u|I(t) = k) =

(
n− k
u

)
Pnk(u, n− k − u) (2.7)

Here, we choose u members who do not get informed from the n−k ignorants, and Pnk(u, v) is the
probability that �in the uniform allocation model with n cells and k balls, some �xed u cells are
empty, and some other �xed v cells are not empty.'[4] De�ne Ei as the event that cell i is empty.
Explicitly computing this Pnk, we get (using the principle of inclusion-exclusion):
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Pnk(u, v) = P(E1 ∩ E2 ∩ ... ∩ Eu ∩ Ecu+1 ∩ ... ∩ Ecu+v)

= P

(
E1 ∩ E2 ∩ ... ∩ Eu ∩

(
v⋂
s=1

Ecu+s

))

= P

(
E1 ∩ E2 ∩ ... ∩ Eu ∩

(
v⋃
s=1

Eu+s

)c)

= P(E1 ∩ E2 ∩ ... ∩ Eu)− P

(
E1 ∩ E2 ∩ ... ∩ Eu ∩

(
v⋃
s=1

Eu+s

))

=
(

1− u

n

)k
−
∑
i

P(E1 ∩ E2 ∩ ... ∩ Eu ∩ Ei) +
∑
i<j

P(E1 ∩ E2 ∩ ... ∩ Eu ∩ Ei ∩ Ej)− ...

=
(

1− u

n

)k
− v

(
1− u+ 1

n

)k
+

(
v

2

)(
1− u+ 2

n

)k
− ...

=

v∑
j=0

(−1)j
(
v

j

)(
1− u+ j

n

)k
However, we can rewrite the above equation for Pnk(u, v), which is more suitable for asymptotical
estimations.

Lemma 1

Pnk(u, v) =
k!

nk
coe�xk{(ex − 1)v exp[x(n− u− v)]}

The proof of this Lemma can be found in [4]. Using this Lemma, we can construct a few clever
inequalities, which will not be elaborated on in this report.
With these ideas at hand, consider the progress of I(t).

Part I

Let ε1 = log−1 n and t1 = 2−1 log2(nε1). Consider the event A1 as the event that the number of
informed doubles in size at every stage. In short,

A1 = {I(t+ 1) = 2I(t),∀t < t1} (2.8)

The probability of doubling in size at any stage is given as follows:

P(I(t+ 1) = 2I(t)|I(t) = k) = k! ·
(
n− k
k

)
· n−k, (2.9)

where

(
n− k
k

)
Number of ways to choose k targets amongst n− k uninformed

k! Number of possible orders in which the k targets are chosen

n−k Probability that every target is chosen by any informed

As the number of informed must double in size for all t < t1, we use equation (2.9) to get

P(A1) =
∏

i≤j−t1

2j ! ·
(
n− 2j

2j

)
n−2

j

= (n)2jn
−2t1 ≥ 1− 22t1n−1 ≥ 1− ε1 → 1 (2.10)

7



Part II

Let ε2 = log−2 n and n2 = nε2. De�ne t2 = min{t > t1 : I(t) ≥ n2}. Introduce the event A2,
which is the event where the number of informed members at least `nearly' doubles in size. In
other words,

A2 = A1 ∩ {I(t+ 1) ≥ 2(1− ε2)I(t), t1 ≤ t < t2} (2.11)

Using Lemma 1 and some rewriting, we �nd

P(I(t+ 1) < 2(1− ε2)I(t)|I(t) = k) ≤ exp
(
−n−1/3

)
(2.12)

This gives rise to the following:

P(A1 −A2) ≤ 2 log2 n · exp
(
−n−1/3

)
→ 0, (2.13)

and as A2 is a subset of A1, we �nd that

P(A2) = P(A1)− P(A1 −A2)→ 1 (2.14)

Part III

Let ε3 → 0 slowly and n3 = nε3. De�ne t3 = min{t ≥ t2 : I(t) ≥ n3}. Introduce the event A3,
which is an even more accurate lower bound of the growth of informed members. In other words,

A3 = A2 ∩
{
I(t+ 1) ≥ 2I(t)

(
1− I(t)

n

)
, t2 ≤ t < t3

}
(2.15)

Using Lemma 1, we �nd a similar result as in part (II), namely

P(A2 −A3)→ 1 P(A3)→ 1 (2.16)

But how large is t3 at A3? By using an upper bound for I(t+ 1) on A3, we get

I(t+ 1) ≥
(

2− 2I(t)

n

)
I(t) for t2 ≤ t < t3

≥
(

2− 2I(t+ 1)

n

)
I(t)

Rewriting the above gives

I(t+ 1)

(
1 +

2I(t)

n

)
≥ 2I(t)

I(t+ 1) ≥ 2I(t)

(
1 +

2I(t)

n

)−1
(2.17)

Using induction, we �nd

I(t) ≥ 2t−t2I(t2)

(
1 + 2t−t2

I(t2)

n

)−1
≥ 2t−2

(
1 +

2t

4n

)−1
(2.18)

The last inequality follows from the fact that 2−t2I(t2) ≥ 2−2. As the number of informed members
can at most double in size, we can bound t3 as follows:

2t3 ≥ n3 > I(t3 − 1) ≥ 2t3−3
(

1 +
2t3−3

n

)−1
(2.19)
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Rewriting the above gives

0 ≤ t3 − log2 n3 ≤ 3 +O(n3/n) ≤ 3 +O(ε) ≤ 4 (2.20)

Part IV

Let ε4 → 0 slowly, so that ε4n→∞, and let n4 = (1− ε4)n. De�ne t4 = min{t > t3 : I(t) ≥ n4}.
Introduce the event A∗4 as the event that the number of uninformed decreases with a factor lower
than exp

(−ε3
2

)
. In other words,

A∗4 = A3 ∩ {U(t+ 1) ≤ e−ε3/2U(t), t3 ≤ t < t4} (2.21)

Again, using Lemma 1, we �nd an exponentially decreasing upper bound for P(A3 − A∗4). Using
this, we get

P(A3 −A∗4)→ 0 P(A∗4)→ 0 (2.22)

By using likewise steps as in parts (II) and (III), we �nd that, on A∗4,

0 ≤ t4 − 1− t3 ≤
4

ε3ε4
(2.23)

Using equation (2.20), we �nd that

1 + log2 n3 ≤ t4 ≤ 5 +
4

ε3ε4
+ log2 n3 (2.24)

Now, we look at U(t4). Using an upper bound on U(t4) and on I(t4 − 1), we �nd that, in
probability,

P
(
U(t4) <

1

3
· U(t4 − 1)

)
→ 0 (2.25)

What is necessary for this claim, is that both ε3 and ε4 do not tend to 0 too fast. Reformulating
the above, we �nd that

P(U(t4) ≥ nε4
4

)→ 1 (2.26)

Knowing this, how close is t4 to Sn at the speci�c moment that all members are informed? Let's
look at the following probability:

P(Sn − t4 > j|I(t4)) ≤ E[U(j)|I(0) = k] ≤ (n− k)

(
1− 1

n

)kj
, (2.27)

where the last bound is the probability that, for all of the n−k uninformed, the speci�c uninformed
member is not informed by any of the k informed members over the next j stages. Using the above
in combination with the fact that I(t4) ≥ n4, we �nd that

P(Sn − t4 ≤ 2 log n)→ 1 (2.28)

9



Part V

The last part of the proof follows the exact same structure as parts (III) and (II) respectively.
Using these steps, we �nd an even sharper bound for Sn − t4, given by log n. Below, a sketch is
given of how long each section of the dispersion takes.

Figure 2.2: The number of stages needed to inform all members. The �rst section is given by t3,
seen in part (III). The last section is given by Sn − t4, as seen in part (IV). The time needed for
the middle section is a result from the use of Lemma 1.

As seen in �gure 2.2, by the use of Lemma 1 and combining (2.20) and (2.28), we �nd that

Sn = log2 n+ log n+O(1) (2.29)

converges in probability to 1. �

2.1.2 Novel results regarding the push protocol on the complete graph

By using the result from the exact computation for Sn, as given in section 2.1.1, we can check the
accuracy of the simulation. As such, we must �gure out whether the value of Sn, resulting from
the simulation, behaves as follows:

Sn = log2 n+ log n+O(1), (2.30)

converging in probability to 1. From here on, we choose O(1) = 1.1. We compare the theoretical
values of E[Sn] with the numerical results. The results are presented in �gure 2.3.
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Push algorithm on complete graph
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Figure 2.3: A comparison of the theoretical and numerical mean for the push protocol on the
complete graph. The theoretical values are given by (2.30).
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The numerical results do not seem to coincide that well with the theoretical values for small values
of n. So, instead of looking merely at small graphs, we consider even larger graphs now.
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Figure 2.4: A comparison of the theoretical and numerical mean for the push algorithm on the
complete graph. Note that, for larger values of n, the theoretical values are a much better �t.

As seen in �gure 2.4, the values coincide quite well for n large enough. The approximation of O(1)
is equal to 1.1 at the moment; larger values of n could make this value more accurate. Of course,
the value of O(1) cannot be a constant, as Sn is always integer-valued, and log2 n+ log n is not.

For the variance of the speed, we will only regard the numerical results. These results are pre-
sented in �gure 2.5 below.
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Figure 2.5: The numerical results of the variance for the push protocol on the complete graph.
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Unfortunately, there is no reason to believe that the variance, as presented in �gure 2.5, follows a
speci�c form. What seems to be the case, is that the �uctuations occur to make Sn integer valued.
To �nd out more about this, the following is implemented in the simulation.

Let Snk be de�ned as follows:

Snk = log2(nk) + log(2) · log2(nk) = k + a with a ∈ [0, 1] (2.31)

In order to let Snk be integer-valued, we rewrite the equation as follows:

log2

(
n
1+log(2)
k

)
= k + a

n
1+log(2)
k = 2k+a

nk =
⌈
2

k+a
log(2e)

⌉
(2.32)

In the last line, the roof function is taken for the values of nk. While this prevents Snk to be
integer-valued, it allows us to implement the values in the simulation, as the number of nodes has
to be integer-valued. By rerunning the simulation with only these speci�c values nk for di�erent
values of a, the variance should not �uctuate as much as in �gure 2.5. This �gure is shown below.
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Figure 2.6: The numerical results of the variance for the push protocol on the complete graph,
using di�erent values of a in equation 2.32

While it was expected that most of the �uctuations should be taken out of the variance, it did
not seem to have worked. As such, either the variance does more than just rounding the values to
integers, or the ceiling function as taken in equation 2.32 is too rough. Either way, more research
is required to show which of these is actually the case.
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2.2 The pull protocol on the complete graph

Secondly, we regard the pull protocol. Let Xk be the increase of the number of informed members,
de�ned as follows:

Xk := (I(t+ 1)− k|I(t) = k) = (I(1)− k|I(0) = k) I(t) = Number of informed at time t

Here, Xk is de�ned for all k ∈ {1, 2, ..., n − 1}, and Xk takes on the values {0, 1, ..., n − k}. It is
obvious that Xk follows a binomial distribution with parameters (n − k, k

n−1 ). This can be seen
as follows: let a trial be de�ned as an uninformed member choosing another member, and let a
success be de�ned as the event that an uninformed member chooses an informed member. We
then count the number of successes among n− k independent trials, where each trial has success
probability k

n−1 . For the binomial distribution, the expected value is as follows:

E[Xk] = (n− k) · k

n− 1
(2.33)

Using the distribution of Xk, we can �nd the time needed to inform all members, de�ned as S(n).
Then S(n) can be found as follows:

function S(n)

f(k)← Binom
(
n− k, k

n−1

)
. A random number following this speci�c distribution.

counter ← 0
k ← 1
while k < n do

k ← k + f(k)
counter ← counter +1

end while

return counter
end function

The algorithm as de�ned above only gives a single value of Sn. So, in order to obtain a better
approximation of the value of Sn, the following equation is used:

E[Sn] =
1

N
·
N∑
i=1

Si(n) (2.34)

In �gure 2.7, we compare the theoretical values S(n) with the numerical values, as found in the
simulation.
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Figure 2.7: A comparison between the theoretical and numerical mean of the pull protocol on the
complete graph.

Not only the expected value of the pull protocol is considered, but also the variance is important.
Unfortunately, no theoretical analysis has been done for this variance.
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Figure 2.8: The numerical results of the variance for the pull protocol on the complete graph.

Figure 2.8 shows a similar thread as the variance of the push protocol. It may seem as if the
variance only behaves as it does to round the values to integer values. However, Si(n) as de�ned
in equation 2.34 is always integer valued. Perhaps the variance of this protocol does behave the
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same as the variance of the push protocol, but at this moment, not much can be said about these
variances.

2.3 The push-and-pull protocol on the complete graph

Thirdly, the push-and-pull protocol is considered on the complete graph. While there is no theoret-
ical mathematical explanation for the duration of a complete dispersion, there is some information
available by using the numerical values.
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Figure 2.9: The numerical mean duration for the push-and-pull protocol on the complete graph.

As becomes clear from �gure 2.9, the push-and-pull protocol is nearly twice as fast as both the
other protocols. It is no surprise that this protocol is much faster than the other protocols, and
this can be shown easily as follows:
Regard a single, uninformed node. Let the number of informed members |I| = k. In a single
iteration, the node can become informed by one of the following:

The uninformed node pulls in the rumour from an informed node.

This happens with probability k
n−1 .

Any informed node chooses to push the rumour towards the uninformed node.

This happens with probability k · 1
n−1

So, every uninformed member has probability 2k
n−1 of becoming informed after a single iteration:

either by pulling in the rumour, or having it pushed towards him. This chance is twice as large
for all values of k ∈ N, which supports the fact that the push-and-pull protocol is almost twice as
fast. Of course, any informed node can only push the rumour to a single other node. Because of
this, there are dependencies in becoming informed for the uninformed members, but we will not
go into further detail on this.

Again, we can take a look at the variance of the push-and-pull protocol. The results are shown in
the �gure below. The variance appears to be decreasing for larger values of n, but is never very
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large. This is probably because the push-and-pull protocol is always quite fast, and does not have
any `bottleneck' points in the dispersion, in contrast to both the push and the pull protocol. For
example, if only a single node is not informed, the push protocol may take quite long to inform
that speci�c node. The push-and-pull protocol never comes across problems like this, which might
explain why the variance is so incredibly low.
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Figure 2.10: The numerical results of the variance for the push-and-pull protocol on the complete
graph.

2.4 The push-or-pull protocol on the complete graph

Lastly, the push-or-pull protocol is considered. Similar to the previous section, we can only support
the �ndings on the numerical values found.
As becomes clear in �gure 2.11, the push-or-pull algorithm is not much faster than the push
protocol. By a similar procedure as in section 2.3, we can compute the probability that a single,
uninformed member becomes informed after a single iteration.

The uninformed node pulls in the rumour from an informed node.

This happens with probability q · k
n−1 .

Any informed node chooses to push the rumour towards the uninformed node.

This happens with probability (1− q) · k · 1
n−1

By adding the values above, we �nd that the probability that an uninformed becomes informed

after a single iteration is equal to k ·
(

(1−q)
n−1 + q

n−1

)
= k

n−1 . While this result may seem very

similar to the push-and-pull protocol, the di�erence here is that each member chooses to either
push or pull the rumour. However, an informed member pulling or an uninformed member pushing
does not a�ect the number of informed members at all, which greatly decreases the speed of the
dispersion. This greatly decreases how fast the protocol achieves complete distribution.
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Figure 2.11: The numerical mean duration for the push-or-pull protocol on the complete graph.

For the variance of the push-or-pull protocol, nearly the same can be seen as with the variances on
the push protocol and the pull protocol. Nothing theoretically is known about the expected value
of the push protocol, but it seems that the variance behaves similar as for the other protocols.
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Figure 2.12: The numerical results of the variance for the push-or-pull protocol on the complete
graph.
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2.5 An overview of the protocols on the complete graph

As all protocols on the complete graph seem to perform in a similar manner, it is of interest to
compare the di�erent protocols. Below, the protocols as discussed in the previous sections are all
displayed in a single �gure.
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Figure 2.13: The numerical mean duration for di�erent protocols on the complete graph.

As shown in the sections above, the push-and-pull protocol is much faster than the other protocols,
and the push protocol is the slowest. While the push and pull protocol may seem very similar on
the complete graph, there is a small di�erence. For example, it is possible that the pull protocol
achieves complete distribution after only a single iteration. The probability of this occuring is
incredibly small, but not 0. For the push protocol, however, this probability is 0 for any complete
graph larger than 2 nodes. The interdependencies of the uninformed members is di�erent regarding
these protocols; the pull protocol has independent uninformed members, whereas the push protocol
does not.
The push-or-protocol seems to be nearly as fast as the push protocol. The slight di�erence is
most likely during the beginning and end of the distribution. If there is only a small number of
informed members, chances are that some of these choose to pull. Likewise, if there are only a few
uninformed members, it could occur that they choose to push. Both of these situations slightly
increase the duration of the distribution.
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Instead of comparing the mean durations of the protocols, the variances can be compared as well.
See �gure 2.14 below.
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Figure 2.14: The numerical mean duration for di�erent protocols on the complete graph.

Apart from the push-and-pull protocol, all protocols seem to behave in a quit similar fashion.
Furthermore, it is interesting to see that the push and the pull protocol have almost similar vari-
ances, while the other protocols di�er much more in average variance. The push-or-pull protocol
probably has a much higher variance, as it might behave very slow if there are only a few members
informed (or not informed).

For the other protocols, more research is required to �nd out why they �uctuate as much as
they do. For the push protocol, a bit more is known (see section 2.1), but still not enough to have
anything concrete on the behaviour. It is most likely that the values of the distribution are no
integers, such that the variance makes it integer-valued.

19



3 | The star graph

A di�erent, simple topology which we consider is the star. The star graph considered in this
section has size n, and consists of a single centre node, surrounded by n − 1 so-called leaves. As
such, the only neighbour of each of these leaves is the centre node. See �gure 3.1 for an example.

Figure 3.1: A star graph with size n = 7

As not every node in the star is identical, every protocol can be initialized in two di�erent nodes:
either in the centre node, or in a leaf. For every protocol, both initial nodes will be considered.

3.1 The push protocol on the star graph

First, the push protocol is considered. For this protocol, the di�erence between the initial nodes
is insigni�cant. That is, if the protocol is initialized in a leaf, then the centre node will always
become informed after one iteration. As such, starting in a leaf will increase the time needed for
complete dispersion by one iteration.

3.1.1 Previous results regarding the push protocol on the star graph

The push protocol on the star graph is exactly the same as the coupon collector's problem, as
seen in the paper from P. Flajolet, Birthday paradox, coupon collectors, caching algorithms and
self-organizing search [2]. It is de�ned as follows: suppose there is a shop, selling products with
sealed coupons. Every coupon holds a number between 1 and n, and all number appear equally
often on the coupons. If you were to buy a single package each day, how often do you need to
buy a package before having acquired all di�erent coupons? It can be seen easily that each leaf
resembles a coupon, and the centre node is the buyer of the coupons. Nevertheless, to prevent
confusion, I will continue explaining the push protocol on the star as a dispersion of lies.
As the protocol stops when every node is informed, the centre node must inform every single
leaf. All leaves are identical, and as such, every leaf has probability (n − 1)−1 of being picked.

20



Hence, the probability of informing a new node can easily be determined. Let I be the number of
informed nodes. Then

P(Informing a new node |I = k) =
(n− 1)− (k − 1)

n− 1
= 1− k − 1

n− 1
(3.1)

The probability of informing a new node can be considered as a success. De�ne Xk as the number
of trials needed to inform a new node, when k leaves are already informed. Then Xk follows a
Geometric distribution, with success probability as de�ned in equation (3.1). Now, the number of
trials needed to inform every node is given as follows:

Sn =

n−1∑
k=1

Xk (3.2)

Even though Sn is a summation of Geometric distributions, it does not follow a Negative binomial
distribution, because the Xk are not identically distributed. However, the expected value of Sn
can be calculated:

E[Sn] =
n−1∑
k=1

E[Xk] =
n−1∑
k=1

(
n− 1

n− k

)
= (n−1) ·

n−1∑
k=1

(
1

k

)
= (n−1) ·Hn−1 Hn :=

n∑
k=1

1

k
(3.3)

3.1.2 Novel results regarding the push protocol on the star graph

Instead of calculating the value of E[Sn] theoretically, it can also be computed easily by means of
the simulation. In �gure 3.2, E[Sn] is given for multiple star graphs with di�erent sizes. Both the
numerical values and the theoretical values are given, and they seem to coincide perfectly.
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Figure 3.2: A comparison of the theoretical and numerical mean of the push protocol on the star
graph.

Instead of regarding the mean, the variance of the speed can also be considered. As the variance
of the sum is equal to the sum of the variances, the variance of Sn can easily be computed:
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V[Sn] = V

[
n−1∑
k=1

Xk

]

=

n−1∑
k=1

k−1
n−1

(1− k−1
(n−1) )

2

= (n− 1)

n−1∑
k=1

k

(n− k)2
Substitute y = n− k

= (n− 1)

n−1∑
y=1

(
n

y2
− 1

y
)

= (n− 1)2

(
ζ(2)−

∞∑
k=n

1

k2

)
− (n− 1)Hn−1 (3.4)

Again, the theoretical variance is compared with the result from the simulation. This can be seen
in �gure 3.3.
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Figure 3.3: A comparison of the theoretical and numerical variance of the push protocol on the
star graph. The theoretical variance is approximated by (n− 1)2 · ζ(2)− (n− 1) ·Hn−1.

3.2 The pull protocol on the star graph

Secondly, the pull algorithm is considered. For this protocol, the initial node results in a signi�-
cant di�erence in the number of trials. If the protocol is initialized in the center node, then every
leaf is informed with only a single trial. This trivial result will not be discussed any further. By
contrast, the pull algorithm is initialized in a leaf. Now, no other leaf can become informed, except
when the center node is informed. The center node only becomes informed when it picks the only
informed leaf, which occurs with probability p = 1

n−1 .
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Let Sn be the number of trials needed to inform all nodes. Then Sn ∼ Geo(p) + 1, where p
is de�ned above. The center node has probability p of choosing the informed leaf; then, in the
following stage, every leaf picks the center node. The expected value and variance of Sn are
computed as follows:

E[Sn] = E[Geo(p)] + E(1) = (n− 1) + 1 = n (3.5)

V[Sn] = V[Geo(p)] =
1− (n− 1)−1

(n− 1)−2
= (n− 1)2 − (n− 1) = n2 − 3n+ 2 (3.6)

The comparisons with the numerical results are given below.
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(a) The mean duration of the pull protocol on the
star. The numerical values are simply given by n,
as seen in (3.5).
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(b) The variance of the duration of the pull protocol
on the star. The numerical values are given by
n2 − 3n+ 2, as seen in (3.6).

Figure 3.4: The mean and variance of the outer-pull protocol on the star.

3.3 The push-and-pull protocol on the star graph

Thirdly, the push-and-pull protocol is reviewed. Note that the number of iterations needed for
this protocol is completely deterministic; only the starting node makes a di�erence.
If the initial node is the center node, every leaf learns the lie by pulling from the center node,
which causes the protocol to end after only a single iteration. The same can be seen at the pull
protocol on the star, as described in section 3.2. The center node also pushes the lie outward to
some leaf, but this does not have any further e�ect.
If the initial node is a leaf, it will push towards the center node during the �rst iteration. At the
start of the second iteration, the center node is informed. So, by the same analogy as above, we
�nd that the protocol always ends after two iterations when initiated in a leaf. In short, we have
the following:

S (center)
n = 1 S (leaf)

n = 2 V[Sn] = 0 (3.7)

3.4 The push-or-pull protocol on the star graph

Lastly, the push-or-pull algorithm is considered. For the push-or-pull algorithm, we �rst consider
the centre node as the initial node. Secondly, an arbitary leaf is chosen as the initial node.
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De�ne q as the probability that a node chooses to use the push protocol. A leaf can then be-
come informed via two di�erent ways:

The centre node chooses push, and subsequently chooses the desired leaf.

This happens with probability q · 1
n−1 .

The leaf chooses pull.

This happens with probability 1− q.

As a result, every leaf has probability p = q
n−1 + 1 − q = 1 − q(n−2)

n−1 of becoming informed after
a single stage. By approximation, we can interpret Sn, the time needed for all n − 1 leaves to
become informed, as n − 1 independent and identically distributed geometric distributions. In
other words,

Sn = max
k

Xk Xk ∼ Geo

(
1− q(n− 2)

n− 1

)
k ∈ {1, ..., n− 1} (3.8)

Note that this is a mere approximation: the centre node can only push the lie to a single leaf, and so
the Xk's are certainly not independent. However, if we were to regard the Xk's as independent and
identically distributed Geometric random variables, we can use the approximation for E[maxkXk]
as given in the paper of B. Eisenberg [1]. The computation is as follows:

E[Sn] ≈ 1

2
− Hn−1

log
(
q(n−2)
n−1

) (3.9)

Not only does the paper give an approximation for E[Sn], but it also supplies the following hard
bounds:

− Hn−1

log
(
q(n−2)
n−1

) ≤ E[Sn] ≤ 1− Hn−1

log
(
q(n−2)
n−1

) (3.10)

These hard bounds, the approximation and the simulated numerical values of E[X] are given below
in �gure 3.5.
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Figure 3.5: A comparison of the theoretical and numerical mean for the push-or-pull protocol on
the star, initiated on the centre node. The value of q = 1/2 is used. The approximation of the
theoretical mean is given in (3.9), the theoretical bounds are given in (3.10).
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The �gure clearly shows that the numerical values of E[Sn] are slightly smaller than its theoretical
approximation. This means that the values from the simulation are slightly lower than what they
should be, and thus achieving complete dispersion faster. However, the approximation as given in
(3.8) would decrease the time needed to complete dispersion; if all Xk's are not independent, the
complete dispersion is slower. These contradicting results should be considered as future research.
Nevertheless, the values of the simulation are bounded by the hard bounds given in (3.10), as they
should be.

Of course, the protocol can be initiated in a leaf instead of in the centre node. However, as a
leaf cannot spread the lie to other leaves, what remains is to �nd the time required to spread the
lie from the informed leaf to the centre node. This can occur in two di�erent ways:

The leaf chooses push.

This happens with probability q.

The centre node chooses pull, and subsequently chooses the desired leaf.

This happens with probability (1− q) · 1
n−1 .

In other words, the number of iterations needed to inform the centre node can be seen as a

Geometric distribution with parameter p = q + 1−q
n−1 = 1+q(n−2)

n−1 . Therefore, the time needed for
complete dispersion is as follows:

S outer
n = Sn + C C ∼ Geo

(
1 + q(n− 2)

n− 1

)
(3.11)

E[S outer
n ] = E[Sn] +

n− 1

1 + q(n− 2)
≈ 1

2
− Hn−1

log
(
q(n−2)
n−1

) +
n− 1

1 + q(n− 2)
(3.12)

The dispersion of the outer protocol is slightly slower than that of the center protocol, as seen in
the �gure below.
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Figure 3.6: A comparison of the mean duration of the di�erent initial push-or-pull protocols on
the star graph.
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The di�erence between the initial push-or-pull protocols, as seen in �gure 3.6, seems to converge
to 2. In �gure 3.7, it can be clearly seen that the value does not converge, but does �uctuate
around 2. These �uctuations are most probably caused by the rounding errors of the simulation.

0 20 40 60 80 100

0.
0

0.
5

1.
0

1.
5

2.
0

Difference between starting positions

Size

D
iff

er
en

ce
 in

 d
ur

at
io

n

Figure 3.7: The di�erence between the mean duration of the di�erent initial push-or-pull protocols
on the star graph.

Instead of regarding the mean duration of the push-or-pull protocols on the star graph, the variance
can be considered as well. The variance of these protocols seem to converge quite well to speci�c
values, with only minor �uctuations for higher values. These �uctuations probably behave in a
similar manner as seen with the complete graphs: the variance is probably needed to round the
values to an integer, as equations 3.9 and 3.12 do not give integer values for most values of n.
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Figure 3.8: The variance of the di�erent initial push-or-pull protocols on the star graph.
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Discussion of the approximations made

For the push-or-pull protocol on the star graph, a few major approximations have been made
to use certain knowledge from other papers. The largest approximation made is that all leaves
behave independently of one another. But how `good' is this approximation in hindsight? While
there is not much evidence directly from the simulations, it can be calculated what exactly is being
thrown away with this approximation.

Suppose there are n−1 leaves, and the centre node is already informed. Each leaf has a probability
of 1− q of pulling in the lie, which happens completely independent of all other leaves. However,
the probability of getting the lie pushed by the centre node does not happen independently of
the other leaves, as the centre node can only push the lie towards a single leaf. Therefore, the
probability which should be taken into account, is the following:

P(Leaf Lk gets the lie pushed towards him AND pulls in the lie)

= P(Leaf Lk gets the lie pushed towards him) ∩ P(Leaf Lk pulls in the lie)

=
q · (1− q)
n− 1

(3.13)

Equation 3.13 is equal to 1
4(n−1) by taking the standard value of q = 1

2 . As a result, the probability

that the leaf pulling the lie also receives the lie through a push is quite low, especially for larger
values of n. This is not a surprising result, as larger graphs mean an incredibly lower probability
for the center node to choose a speci�c leaf.

3.5 An overview of the protocols on the star graph

Even though the protocols on the star graph do not behave in a similar fashion, comparing the
di�erent protocols can give us more insight on how di�erent protocols behave on di�erent graphs.
Unfortunately, the di�erence between the duration of the protocols is too large. As such, it is
not possible to put all the di�erent protocols in a single �gure. This deviation in the protocol
durations comes about by the speci�c structure of the star graph. The star graph can consist of
a very vast amount of nodes, while keeping a very low conductance.

It is easily shown that, of all protocols, the push protocol is by far the slowest protocol, with
an exponentially increasing variance. As such, the push protocol is not a good choice for an e�-
cient dispersion on the star graph. Now, depending on the starting node, di�erent protocols are
considered the fastest. If the centre node is chosen as the initial node, the second fastest is the
push-or-pull protocol, which is signi�cantly faster than the push protocol. The reason for this, is
that the pull protocol on the star graph is incredibly fast. Therefore, as soon as the center node
is informed, it only takes a couple of iterations before all the leaves are informed. The fastest
protocols on the star graph are the pull protocol and the push-and-pull protocol, both obtaining
a speed of a single iteration for full dispersion, but only if the center node is the initial node. If,
however, a leaf is chosen as the initial node, the pull protocol is much slower than the push-or-pull
protocol.
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4 | The wheel graph

The third topology which is considered, is the wheel graph. This topology is formed by adding
a small adjustment to the star graph. While this adjustment may seem quite small, it actually
results in very di�erent results. The adjustment made to the star, is that every leaf is connected
with its direct neighbouring leaves. See �gure 4.1 for a clari�cation.

Figure 4.1: A wheel graph with size n = 7

For most protocols, we see two di�erent things happening on the wheel graph. Firstly, a random
walk along the outer ring occurs, spreading across the outer nodes of the wheel graph. Secondly,
the center node initiates additional random walks on the outer graph. Because of these aspects,
the wheel graph is a very interesting topology to consider. Furthermore, each protocol can be
initiated in either the inner node, or an outer node. For each protocol, both initial nodes will be
looked at.

4.1 The push protocol on the wheel graph

As described above, the push protocol on the wheel graph behaves as numerous random walks on
the outer ring. Every leaf has a probability of 1

3 of choosing the center node, and a probability
of 2

3 of choosing another leaf. To make the following steps a bit more comprehendable, we �rst
initiate the protocol in the center node (center initial protocol). For the outer initial protocol, a
similar behaviour can be seen.

4.1.1 The center initial protocol

We know that the center node behaves exactly the same as the star topology. Let I be the number
of informed nodes. Then

P(Center node informs a new node |I = k) =
(n− 1)− (k − 1)

n− 1
= 1− k − 1

n− 1
(4.1)
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As seen in subsection 3.1.1, the center node informs its leaves according to a Geometric distribution,
with success probability as de�ned in equation 4.1. However, this is not the only way on which
the lie spreads on the wheel graph. Each informed leaf initiates a random walk in two directions.
This behaviour is described in the following paragraph.
As soon as a leaf is informed, it will begin to spread the rumour toward its direct neighbouring
leaves. De�ne a Leaf group as a number of informed leaves which are direct neighbours from each
other. A leaf group of size 1 has a probability of informing a new member with probability 2

3 , as
described in the beginning of this section. For a leaf group of size n > 1, we have the following
probabilities:

P(Leaf group informs no new members) =
2

3
· 2

3
=

4

9

P(Leaf group informs one new member) = 2 · 2

3
· 1

3
=

4

9

P(Leaf group informs two new members) =
1

3
· 1

3
=

1

9

What is interesting to see here, is that the average number of members a leaf group informs is
exactly the same for any leaf group size. This can be seen as follows:

E[Number of members informed by leaf group] =
4

9
· 0 +

4

9
· 1 +

1

9
· 2 =

2

3
(4.2)

In other words, if we ignore the fact that the center node informs more members on the outer
wheel, we can conclude that the time needed for a single leaf to inform all the other leaves takes

roughly 3(n−1)
2 steps for a wheel graph of size n. However, the center node greatly speeds up this

process, as it easily increases how many di�erent leaf groups there are on the outer wheel. To
further increase our knowledge about this protocol on this particular graph, an approximation can
be made of how many leaf groups there are on the outer wheel.

De�ne k as the total number of informed members, and L the number of leaf groups on the
outer wheel. The number of leaf groups only increases if the center node pushes towards an
uninformed leaf, which is not directly next to a leaf group. As each leaf group has exactly two
uninformed leaves which are direct neighbours 1, we can say that

P(The center node forms a new leaf group) =
k − 1− 2L

n− 1
(4.3)

Therefore, each time the center node pushes the lie towards a leaf, one of three things will happen.

The center node pushes to an informed leaf

This happens with probability k−1
n−1

The center node pushes to an uninformed leaf, but does not form a new leaf group

This happens with probability n−1−2L
n−1 = 1− 2L

n−1

The center node pushes to an uninformed leaf and forms a new leaf group

This happens with probability n−1−(k−1)−2L
n−1 = 1− k−1+2L

n−1

Due to the fact that k has quite a high probablity of increasing every iteration, it is fairly di�cult
to describe the process much further. Further investigation of leaf groups and their behaviour
might give more details on how the lies are spread on the wheel graph.

1This is an approximation. In the (unlikely) event that two leaf groups have the same uninformed member as
direct neighbour, then one of these leaf groups only removes a single possible leaf instead of two.
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4.1.2 The outer-initial protocol

As described in the beginning of this section, an outer leaf can also be seen as the initial node.
The only di�erence is that it takes `some time' before the center node starts forming new leaf
groups. Every iteration, each informed leaf has a probability of 1

3 of pushing towards the center
node. In other words, the probability that none of the k− 1 informed members in the outer wheel

push towards the center node is equal to
(
2
3

)k−1
. This probability increases at a tremendous rate,

with a probability of more than 75 % for k > 3 and more than 95 % for k > 8. Because of this,
the di�erence between the total duration of the push protocol with di�erent initial nodes is quite
small. This can also be clearly seen in �gure 4.2.
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Figure 4.2: The mean duration of the push protocol on the wheel graph, compared between the
di�erent initial nodes.
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Figure 4.3: The mean duration of the push protocol on the wheel graph, with the di�erence taken
between the two initial nodes. The di�erence in duration seems to converge to approximately 1.
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Of course, starting in a leaf also means initiating a random walk immediately. Even tough the
center node does not form additional leaf groups, the random walk on the outer wheel progresses
with approximately 2 nodes every 3 iterations. So even tough it might take a few iterations before
the center node is informed, the leaves still inform new members themselves. Figure 4.3 shows
that the di�erence appears to converge to a constant number.

But why is this di�erence approximately equal to 1? To analyse this, we'll take a look at what
happens in the �rst few iterations. In table 4.1, the probabilities of how many members are
informed are computed for the �rst two iterations.

Center Initial Leaf initial

Iteration nr. P(+1) P(+2) P(+1) P(+2) P(Inform Center)
1 1 0 1 0 1/3
2 n

3(n−1)
2n−6
3(n−1) 4/9 1/3 5/9

Table 4.1: The probabilities for the increase in informed members during the �rst iterations of the
push protocol on the wheel graph. The comparison is made between the di�erent initial nodes,
and in the last column the probability is given that the informs the center node.

The values in the second iteration are calculated as follows: for every informed node, look at
the number of (un)informed neighbours. Next, if for example the two members inform only one
neighbour, one must choose an uninformed member, while the other chooses an informed member,
and vice versa. These probabilities can be easily computed for each member independently and
summed afterwards. This calculation can be done for an arbitrary iteration, but the calculations
become much more complex.
Using the values from table 4.1, the expected increase of informed members can be computed for
the �rst iterations. To shorten the expected values, the notation Iz is used for the increase in
informed members during iteration z.

E[I1Center] = 1 E[I1Leaf ] = 1

E[I2Center] =
5n− 12

3(n− 1)

n→∞−−−−→ 5

3
E[I2Leaf ] =

2

3

Here, we clearly see that the di�erence between the expected increase tends to 1. After the �rst
two iterations, the probability is 2/3 · 4/9 = 8/27 that the protocol has not informed the center
node. Unfortunately, there are too many di�erent scenarios for the third iteration to calculate the
expected increase in a comprehensive way. But as the probability that the center is informed after
one iteration is greater than the probability that it is not informed after two or more iterations,
these results are insigni�cant.

4.2 The pull protocol on the wheel graph

The next protocol to investigate on the wheel is the pull protocol. Again, a di�erence can be made
between the center initial protocol and the leaf initial protocol.

4.2.1 The center initial protocol

Similar to the center initial pull protocol on the star (see section 3.2), this protocol has a high
probability of �nishing incredibly fast. Every leaf has a probability of 1/3 of picking the center
node. By approximation, each leaf is informed by a Geometric Distribution with probability
p = 1/3. De�ne the time needed for leaf k to be informed Xk, and let Sn be the time needed for
all leaves to be informed. Then, for the entire graph to be informed, it holds that:
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Sn = max
k

Xk Xk ∼ Geo

(
1

3

)
k ∈ {1, ..., n− 1} (4.4)

Again, by regarding all Xk's as independent Geometric random variables, the approximation of
E[maxkXk] as given in the paper of B. Eisenberg [1] can be used.

E[Sn] ≈ 1

2
− Hn−1

log
(
2
3

) (4.5)

However, this is not the only way with which the members inform each other on the wheel. As
seen in the push protocol on the wheel graph (section 4.1), a random walk is initiated on the outer
wheel as soon as a single leaf is informed. For each leaf group, two leaves have a probability of
1/3 of becoming informed by the leaf group, regardless of its size. In other words, if there are L
leaf groups, the expected increase in informed members is

E
[

2L

3

]
, (4.6)

excluding the in�uence from the center node. But how many members do these leaf groups inform?
To �nd an approximation for this, the di�erence in mean duration between equation 4.5 and the
simulation values is computed. These values can be found in the �gures below.
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Figure 4.4: The numerical mean duration of the center-pull protocol on the wheel is compared
to the values as given in 4.5. The members who are not informed by the center node, must be
informed by leaf groups, as the pull protocol performs much faster than the theoretical values
imply.
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Figure 4.5: Using the di�erence between numerical en theoretical values of �gure 4.4, combined
with equation 4.6, the average number of leaf groups throughout the center-pull protocol on the
wheel graph is computed for di�erent graph sizes.

While �gure 4.5 already gives us some information on the behaviour of leaf groups, there is still a
lot to explore. The �gure gives an average number of leaf groups throughout the entire protocol,
but it would be far more interesting to see how the number of leaf groups changes throughout the
process. This is something to investigate in a later project.

4.2.2 The outer initial protocol

Instead of beginning the protocol in the center node, the outer node can be considered as well.
The main di�erence between the two, is that the outer node does not necessarily start multiple
leaf groups. Instead, it already begins with a single leaf group, and takes a longer time before the
center protocol starts informing leaf members. As the center node informs new members faster
than the leaf groups do, the center-pull protocol is faster than the outer-pull protocol.

Figure 4.6 clearly shows that the outer-pull protocol is much slower than the center-pull protocol.
The center-pull protocol seems to converge to a duration of around six iterations, while the outer-
pull grows logarithmically. Unlike the push protocol on the wheel graph, the outer-pull protocol
does not inform the center node with high probability. For a wheel graph of size n, the probability
that the center node pulls an informed leaf is only k

n−1 for k informed members. As such, the

outer-pull protocol has an expectation of informing only 2
3 members each iteration - both direct

neighbours of the leaf group have a probability of 1
3 of choosing the informed member. This

expectation becomes much higher as soon as the center node is informed, as each leaf has a
probability of 1

3 of becoming informed by the center node.
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Figure 4.6: The mean duration of the pull protocol on the wheel graph, compared between the
di�erent initial nodes.

4.3 The push-and-pull protocol on the wheel graph

The next protocol to consider is the push-and-pull protocol. What is interesting to see, is that
the push-and-pull protocol behaves similarly to the center-pull protocol on the wheel graph (see
section 4.2). The initial node does not make a signi�cant di�erence for the push-and-pull protocol,
as seen in �gure 4.7b
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(a) The mean duration of the push-and-pull proto-
col on the wheel, compared between the di�erent
initial nodes.
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(b) The expected di�erence between the initial
nodes, converging to approximately 2.

Figure 4.7: The mean duration of the push-and-pull protocol on the wheel.

Using a similar computation as used in table 4.1, the di�erence between the di�erent initial nodes
can be computed. As the push-and-pull protocol is a bit more complicated than just the push
protocol, the calculations are elaborated on in more detail.
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Let B(x) be the collection of informed neighbours of node x. For both initial protocols, the
following method is used to �nd the expected increase in informed members. First, for every node
x in the graph, calculate the following probability:

P(inform node x) = 1− P(do not inform node x)

= 1− P(I(x) do not push to x) · P(x does not pull from I(x))

Next, take the sum of all probabilities of di�erent nodes to obtain the expected increase in informed
members. Usually there are two or three di�erent probabilities with which a node is informed.
For the center-protocol, a di�erence is made between the outer leaf nodes directly neighbouring
a leaf group, and the other leaf nodes. For the outer-protocol, there are three groups: the center
node, the nodes directly neighbouring a leaf group, and all the other leaf nodes.

For the center protocol, the expected increase in informed members cannot be computed eas-
ily, as it is too di�cult to keep track of all the di�erent leaf groups. Below, the expected increase
in informed members Ik=1

center and I
k=2
center are given.

E[Ik=1
center] =

n

3
+

1

3
E[Ik=2

center] =
n

3
+

8

9
− 14

9(n− 1)
(4.7)

For the outer protocol, the probabilities for each group can be calculated. These are presented in
the table below.

Center Direct neighbours of leaf group All other leaves

Expected increase 1−
(
2
3

)k · n−k−1n−1 2 · 59 0

Table 4.2: The expected increase in the number of informed members for each of the di�erent
groups, with k the number of informed members. Note that none of the leaves are dependent on
the number of informed members, as long as the center node is not informed.

Using table 4.2, the values for Ik=1
outer and I

k=2
outer can be computed and compared to the values of

equation 4.7.

E[Ik=1
outer] =

13

9
+

2

3(n− 1)

n→∞−−−−→ 13

9
E[Ik=2

outer] =
15

9
+

8

9(n− 1)

n→∞−−−−→ 15

9
(4.8)

The expected increase in informed members does not give a clear indication as to why the di�erence
between the protocols converges to 2. While the outer protocol informs about 1, 5 members on
average, the number of members the center protocol informs grows linearly with the size of the
graph. As seen in section 4.1, the probability that the center node is not informed by the outer
protocol is quite slim. For example, the probability that the center node is not informed in the �rst
two iterations is even smaller than 1

4 . In order to obtain a clearer view as to why the di�erence
converges to 2, more research and simulation results are required.
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4.4 The push-or-pull protocol on the wheel graph

Lastly, we take a look at the push-or-pull protocol on the wheel. Again, a comparison is made
between the initial nodes, as seen in the �gures below.
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(a) The mean duration of the push-or-pull proto-
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(b) The expected di�erence between the initial
nodes, converging to approximately 3.

Figure 4.8: The mean duration of the push-or-pull protocol on the wheel.

Similar to the push-and-pull protocol on the wheel graph (section 4.3), the di�erence in duration
between the initial nodes converges to a constant number. Here, the di�erence seems to converge
to 3. As there is not much to say about why this di�erence converges to 3, we'll take a look at if
the di�erence does indeed converge to 3. To do this, simulation results are used of a wheel graph
of 1000 nodes. The results are presented in �gure 4.9 below.
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Figure 4.9: Using a wheel of size n = 1000, the limit distribution of the push-or-pull protocol can
be found. As expected, the di�erence between the average duration converges to 3 iterations.
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For quite large wheel graphs, the di�erence in duration between the initial nodes is relatively
small. One possible explanation for this is that the center node is informed quite fast, as seen for
the push-and-pull protocol on the wheel graph.

4.5 An overview of the protocols on the wheel graph

As there are a lot of di�erent protocols on the wheel graph, it is interesting to look at the di�erent
protocols from a more broad perspective. In �gure 4.10, all of the protocols discussed in the
previous sections are presented.
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Figure 4.10: The numerical mean duration for di�erent protocols on the wheel graph.

One of the aspects which is remarkable about these protocols, is that there are only three di�erent
protocols for which the duration does not stagnate for larger graph sizes. Only the push protocols
and the outer-pull protocol seem to take signi�cantly longer for larger graph sizes, while all other
protocols seem to converge to a constant value. This is probably because the push protocol can
(at most) double in number of informed members each iteration, while any protocol involving a
pull mechanism can inform any number of members each iteration. However, this happens only
if the center node is informed as well. For the outer-pull protocol, the probability that the center
node becomes informed decreases tremendously for larger graphs. Because of this, these three
protocols are not bounded from above for larger graph sizes.

Another remarkable aspect is the di�erence between the center-pull and center-push-and-pull
protocols. While the push-and-pull protocol intuitively is much faster, the di�erence in average
duration is not even a single iteration. In other words, both the center node pushing towards
leaves as the leaves pushing towards other leaves shorten the duration with almost nothing.
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5 | The hypercube graph

The last topology which will be considered is the hypercube. Even though the hypercube itself
has a topology which is di�cult to comprehend, the two-dimensional topology is more facile, as
seen in �gure 5.1.

Figure 5.1: A hypercube graph with dimension d = 3 and size n = 8, usually called a cube.

For every hypercube, it holds that n = 2d. Because of this exponential growth in the number of
nodes, the hypercube quickly becomes quite di�cult to present as a two-dimensional topology. An
example of this is the �original� four-dimensional hypercube.

Figure 5.2: A hypercube graph with dimension d = 4 and size n = 16.
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5.1 The push protocol on the hypercube graph

5.1.1 Previous results regarding the push protocol on the hypercube

graph

For the previous results regarding the push protocol on the hypercube graph, we turn to the paper
from U. Feige, Randomized Broadcast in Networks. [5]. Let Sn again be the time needed to inform
all members.

Theorem 2 For the d-dimensional hypercube,

Sn = Θ(d) = Θ(log2 n).

5.1.2 Preliminaries

First, we de�ne a few useful de�nitions, which will be used later on in the proof.

α−approximation

A set of vertices C on the graph α−approximates a vertex t if dist(t, C) ≤ αc. C is an
α−cover of the hypercube if it is an α−approximation of all its vertices.

Band B(v, h)
For any vertex v and integer 1 ≤ h ≤ d, the band B(v, h) is the set of vertices with a distance
of exactly h from vertex v. So,

B(v, h) = {u|dist(u, v) = h}

Next, we show that the duration of the protocol can be divided into two phases. In the �rst
phase, we look for a su�cient α−cover of the hypercube. We show that this phase is completed
relatively fast. In the second phase, we look at how the random walks from each of the vertices in
the α−cover behave, and show that the remaining vertices are reached within a limited amount
of steps.

5.1.3 Proof of the theorem

Phase I

For the �rst phase, we prove the following lemma, which gives valuable information regarding a
su�cient α−cover.

Lemma 2 For any 0 < α < 1, after 3d/α iterations of the push protocol on the hypercube,
the rumor has reached every vertex of some α−cover C with probability 1− 2−2d.

Proof: We start with a path, originating from some the initial vertex v. In order to �nd an
α−cover, look at how the path s = x0, x1, ... approximates some vertex t. The path is formed by
adding vertices with a distance closer to t than the previous vertex. So, dist(xi+1, t) < dist(xi, t).

The probability that in 3d/α iterations, t is not α−approximated, is when the distance of all
informed points is at a distance of at least α from t. This probability is bounded from above by
the probability that in 3d/α trials, a set of αd neighbours were not hit. So,

P(t not α approximated) ≤
(
d

αd

)
(1− α)

3d
α < 2de−3d ≤ 2−2d−1 (5.1)
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Here,
(
d
αd

)
is the number of possible ways that αd vertices are chosen among d neighbours of a

single vertex. Furthermore, (1− α) 3d
α is the probability that none of these neighbours are picked,

for 3d/α iterations. Using the upper bound
∑d
k=0

(
d
k

)
= 2d and the upper bound of the Euler

constant, we �nd what is requested. �

Using Lemma 2, we are able to look for an exact value of α, such that the second phase can
start. Later on, we will �nd that this value can be set on α = 1

64 .

Phase II

The second phase initializes at the moment that we have a su�cient α−cover. The following
lemma provides us with a set of vertices, with useful properties.

Lemma 3 Given a 1/64−cover, for any vertex t there exists an integer h and a set of vertices
Sh(t) such that the following properties hold:

1. 31
64d < h < 33

64d

2. Sh(t) ⊆ B(t, h) ∩ C

3. |Sh(t)| ≥ 2d/4

4. The distance between every two vertices of Sh(t) is at least d/8.

Proof Let S′ ⊆ C be some minimal collection of vertices of C that 1/64−approximate the
band B(t, d/2). The number of vertices in the band B(t, d/2) can be found easily: suppose
t = {0}d. Then, if the distance from any vertex to t is d/2, exactly d/2 of the coordinates are
equal to 1. So, the number of vertices in the band is∣∣∣∣B(t, d2

)∣∣∣∣ =

(
d

d/2

)
≥ 2d√

(2πd)
(5.2)

By the same logic as above, we can bound the number of vertices with a distance of 1/64 or less.
This gives the following:

Z =

d/64∑
k=1

(
d

k

)
≤ d

64

(
d

d/64

)
≤ d (4(64− 1))

d/64 ≤ d · 252d/64 (5.3)

As S′ is the intersection of B(t, d/2) and C, we get that

|S′| ≥
|B(t, d2 |
|Y |

(5.4)

Because S′ contains vertices at a distance of d/2± d/64 from t, there exists a band B(t, h′) with
h′ in this range. This band can be chosen such that a new set S′′ can be formed, with

|S′′| := |S′ ∩B(t, h′)| ≥ 64

d
· |S′| (5.5)

To form the �nal set Sh(t), we pick vertices from S′′ using the greedy method. Each new vertex
has a distance of at least d/8 from all previously selected vertices. The mmaximum number of
vertices that are ruled out is bounded as follows

Z =

d/8∑
k=1

(
d

k

)
≤ d

8

(
d

d/8

)
≤ d (4(8− 1))

d/8 ≤ d · 28d/8 (5.6)

Lastly, we can combine equations (5.4), (5.5) and (5.6) to �nd a lower bound on the number of
vertices in Sh(t), namely
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|Sh(t)| ≥ |S
′′|
|Z|
≥

64 · |B(t, d2 )|
d · |Y | · |Z|

≥ 2d+6

252d/64 · 28d/8 · d3
√

2πd
≥ 2d/4 (5.7)

for su�ciently large values of d. �

The �nal analysis of the proof goes deeper into the technicalities that arise when paths origi-
nate from all elements of Sh(t) simultaneously. This results in an upper bound, which shows that
the probability that at least one of these paths reaches vertex t within 11 steps is at least 2/3. I
will not go into more detail regarding these technicalities.

Lemma 4 Let C be a 1/64-cover, and assume that at time τ0 all of the vertices of C already
received the rumour. There exists a constant c > 0, such that after c · d iterations of the push
protocol, all vertices receive the rumour with probability 1− 2−2d.

Proof Let L denote the event that at least one of the paths reaches vertex t in 11 iterations.
Consider a sequence of 2n events, each representing paths of 11 iterations from Sh(t). These events
are all independent.
As each of these events hold with a probability of at least 2/3, the probability that vertex t did not
receive the rumour at time τ0 + 22d + 11h is bounded by (1/3)2d ≤ 2−2d−1. As such, the proba-
bility that any of the last vertices did not receive the rumour is bounded by 2d ·2−2d−1 = 2−d−1. �

To complete the proof of the main theorem, we look at the Lemma's as proven in the two phases.
By Lemma 2, after τ0 = 3d/α iterations, there exists an α-cover with probability 1 − 2−2d. For
this α-cover, it holds that α = 1/64, such that all its vertices are informed. By looking at all the
paths originating from the set Sh(t), as presented in Lemma 3, we see that after c ·d iterations, the
rumour reaches every vertex with probability 1− 2−d−1. So, a complete dispersion to all vertices
of the hypercube occurs for Θ(d) = Θ(log2(n)) iterations with probability 1− 1/n. �

5.1.4 Novel results regarding the push protocol on the hypercube graph
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Figure 5.3: A comparison between the theoretical mean duration and the simulation results of the
push protocol on the hypercube. The theoretical values are given by c · log2(n), where c ≈ 2.27.
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Using the results from section 5.1.1, the accuracy of the simulation data can be found. According
to theorem 2, the time needed for all members to become informed is of order log2 n. In �gure
5.3, the simulation results are compared to this theoretical value.

It becomes clear that the relation between the duration and the size is logarithmic. As such,
it is interesting to plot the duration against the number of dimensions (d) instead of against the
size of the graph. This is done in �gure 5.4 below.
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Figure 5.4: A comparison between the theoretical mean duration and the simulation results of the
push protocol on the hypercube. The theoretical values are given by c · d, where c ≈ 2.27.

As the results from the simulation seem to coincide fairly well with the theoretical results, we can
use the simulation results for the other protocols as well. This can be seen in the following section.
Furthermore, as we know for the push protocol, a single informed member will always inform a
single other member. If there are two informed members, both have a probability of (d− 1)/d of
informing a new member. It is not needed to look at any limitations, as there are no members
which are a direct neighbour of both informed nodes. In short, for a graph of size n = 2d, the
expected increase Ik is

E [Ik=1] = 1 E [Ik=2] = 2 ·
(

1− 1

d

)
(5.8)

The results from equation 5.8 will be used as comparison for the other protocols.

5.2 The pull protocol on the hypercube graph

Secondly, the pull protocol is considered. As it seems, the pull protocol behaves similarly to the
push protocol, with regards to the overall speed of the protocol.

Similar to the push protocol on the hypercube (section 5.1), the pull protocol has a logarithmic
speed. The only di�erence, as it appears from �gure 5.5, is that the pull protocol is slightly faster
than the push protocol. The reason for this, is that the pull protocol can inform several members
from the �rst iteration on, while the push protocol starts a bit slower. Again, we take a look at
the �rst few iterations of the protocol. However, things are a bit more complicated for the pull
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(a) The dotted line is an estimation for the theo-
retical value, given by c · log2(n), with c ≈ 1.93.
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(b) The dotted line is an estimation for the theo-
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Figure 5.5: The mean duration of the pull protocol on the hypercube.

protocol. If there is only a single informed member, each direct neighbour in the hypercube has
a probability of 1/d of pulling from that informed member. Using this, the speci�c probabilities
for the increase in number of informed members can be computed. E.g. if only a single member
becomes informed, all other members must pick one of the other d − 1 neighbours. As such, the
expected value of the increase in informed members Ik can be computed as follows:

E [Ik=1] =

d∑
i=0

(
d

i

)(
d− 1

d

)d−i
·
(

1

d

)i
=

(
d− 1

d
+

1

d

)d
= 1 (5.9)

E [Ik=2] = 2 ·
d−1∑
i=0

(
d− 1

i

)(
d− 1

d

)d−1−i
·
(

1

d

)i
= 2 ·

(
d− 1

d
+

1

d

)d−1
= 2 (5.10)

The equations from above give rise to an approximation in the di�erence between the push and
pull protocol. From three informed members on, if it is ignored that members can push towards
or pull from the same neighbour, the push protocol seems to inform

(
1− k−1

d

)
times less members

each iteration, depending on how many members are already informed. However, this is a very
bad approximation, as the probability that members choose the same neighbour becomes quite
high during the protocol.

5.3 The push-and-pull protocol on the hypercube graph

For the push-and-pull protocol on the hypercube, not much can be said using a theoretical analysis.
As expected, the push-and-pull protocol behaves much faster than both the push or the pull
protocol, as seen in �gure 5.6.
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(a) The dotted line is an estimation for the theo-
retical value, given by c · log2(n), with c ≈ 1.27.
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(b) The dotted line is an estimation for the theo-
retical value, given by c · d, with c ≈ 1.27.

Figure 5.6: The mean duration of the push-and-pull protocol on the hypercube.

Again, a more in-depth view is given of the �rst few iterations. For the push-and-pull protocol,
the probability of becoming informed is computed for each neighbour. If there are only two or less
members informed in the hypercube, all direct neighbours are completely identical. Using this,
we have

E[Ik=1] = d · (1− P(Pushed towards from informed) · P(Pulling from informed))

= d ·

(
1−

(
d− 1

d

)2
)

= 2− 1

d
(5.11)

E[Ik=2] = 2 · (d− 1) ·

(
1−

(
d− 1

d

)2
)

= 4 +
2− 6d

d2
(5.12)

It can be seen immediately that the push-and-pull protocol is much faster than the other protocols
from the �rst iteration onwards. However, as the probability that a member both pulls in the lie
and gets the lie pushed to him is quite high, it is quite di�cult to �nd any direct results as to
why the push-and-pull protocol behaves as it does in further iterations. More detailed simulation
results could give more insight as to how this protocol behaves on the hypercube.

5.4 The push-or-pull protocol on the hypercube graph

Lastly, the push-or-pull protocol is investigated. What becomes clear immediately from �gure
5.7, is that this protocol behaves with a logarithmic speed as well. Even though the push-or-pull
protocol always appeared to be much faster than the push protocol, this time it is nearly as slow.
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Figure 5.7: The mean duration of the push-and-pull protocol on the hypercube.

Let's look at what happens with this protocol during the �rst few iterations. Here, for each node
individually, the probability of becoming informed is computed. If there is a single informed
member, each of his direct neighbours has a probability of 1/d of pulling from him, and the
informed member always pushes the lie towards one of his neighbours. However, this only happens
if the nodes pick the right protocol. In other words,

E[Ik=1] = q + d · (1− q) · 1

d
= 1 (5.13)

E[Ik=2] = 2q + 2 · (d− 1) · (1− q) · 1

d

= 2

(
1 +

q − 1

d

)
(5.14)

Using a push probability of q = 0.5 - as used in the simulation - it can be seen that the di�erence
between the push protocol (equation 5.8) and the pull protocol (equation 5.14) is quite small,
namely

2 ·
(

1− 1

d

)
− 2 ·

(
1− 1

2d

)
=

1

d
(5.15)

While the push-or-pull protocol seems to be slightly faster than the push protocol during the �rst
few iterations, they seem to have the same speed in the long run. This probably occurs because
the push-or-pull protocol has the same di�culty as the push protocol: all nodes have quite a low
number of neighbours. But more importantly: neighbours have a high probability of being picked
by multiple informed nodes during a single iteration. Not only does this slow the process, there
is also the probability that an uninformed member both pulls in the lie and gets the lie pushed
towards him. Whenever this happens, the lie is not dispersing as fast as it should be.
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5.5 An overview of the protocols on the hypercube graph

To give a more complete overview of the average speeds of the protocols on the hypercube, see
�gure 5.8 on the next page. Here, the expected values from the simulations are plotted for all
four protocols on the hypercube. These values are plotted against the size of the graph, as well as
against the number of dimensions.
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Figure 5.8: The numerical mean duration for di�erent protocols on the hypercube graph.

46



2 3 4 5 6 7 8 9

5
10

15
20

Algorithms on hypercube graph

Nr. of dimensions

D
ur

at
io

n

Push

Pull

Push−and−Pull

Push−or−Pull

Figure 5.9: The numerical mean duration for di�erent protocols on the hypercube graph.

As described in the previous sections, it can be seen clearly that the push and the push-or-
pull protocol are both equally fast. While the pull protocol is only a bit faster, the push-and-
pull protocol is nearly twice as fast as the other protocols. All protocols seem to function with
logarithmic speed compared to the size of the graph, but the exact details as to why they behave
at this speed requires further analysis of the simulations.
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6 | Conclusion

All in all, it can be seen that the di�erent protocols behave quite di�erent on the graphs. Having
a single mayor in a town to whom everybody talks has an incredibly positive in�uence on the
speed of the dispersion of the lie. However, if the mayor must �rst learn of the lie from one of the
citizens, it could take months or even years for all citizens to learn the lie. Most of the protocols
have a logarithmic speed on the di�erent topologies, yet some are much faster than that. The
protocols as presented in this thesis are both memoryless and quite simple, but there is quite a
di�erence between the speeds of the protocols. As seen in the overviews of the protocols, it seems
that the pulling in the lie is always at least faster than pushing the lie towards another member.
Furthermore, the push-and-pull protocol is always the fastest protocol. Not quite an unexpected
result, as the push-and-pull protocol is a combination of the other protocols.

Another interesting aspect is the exact di�erence between several protocols. While for some
protocols it is immediately clear what the di�erence is to other protocols, for others it is not.
Detailed simulation results and a further analysis of the behaviour of the protocol could make
these di�erences more clear. For example, the behaviour of the variance on the complete graph
cannot be explained at this moment. More insight in this could be found if the simulation would
be altered in such a way that the graphs can consist of any number of nodes. And while a graph
of 2 1

2 node does not make sense in the real world, it could be useful for the simulation results.

For all of the di�erent protocols, it is usually quite doable to investigate how the protocol be-
haves during the �rst few iterations. After that, the dependencies of all the di�erent informed
members makes it too di�cult to analyse by hand. These dependencies could however be imple-
mented in a simulation, such that more di�erent results can be found. An example of this is the
number of leaf groups on the wheel graph. By knowing how fast di�erent leaf groups are formed,
it could be possible to look at small adaptations for the protocols, in order to achieve complete
dispersion even faster. One possible extension is for example the restriction of choosing the same
member twice in a row. While this would increase the need for a memory for each member, it
could greatly increase the distribution speed of a lie. But for now, the protocols as described in
this thesis will be used to make sure all citizens are familiar with all the gossips in town.
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