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I 
 

Abstract 
 
 
The enormous growth in the total amount of audio data over the recent years, and years 
to come, demands an approach to data processing techniques that requires less 
human intervention. Unsupervised data mining is a relatively new approach to the 
automation of data processing, which does not require a training phase. This phase 
covers the learning process of a system from labelled exemplary data. Instead, 
unsupervised learning is able to learn from unlabelled data. In this report, the potential 
of unsupervised data mining algorithms in the context of the analysis of urban audio 
recordings is evaluated. The aim of these algorithms is to reveal structures in a large 
set of audio recordings by clustering similar sounds. A clustering algorithm is thus the 
core of the unsupervised data mining algorithm.  
 
Many clustering algorithms have been developed over the recent decade, having 
applications ranging from computer science, statistics, biology, to psychology. The 
challenge of clustering urban sounds is that these datasets are typically very diverse 
and large. More specifically, these sounds are diverse in their occurrence rate and have 
varying characteristic features and feature value ranges. The clustering algorithm 
should therefore be designed such that it is able to find clusters with varying size, 
shape, density, subspaces, and subspace dimensionality. Furthermore, the 
computational complexity of the clustering algorithm should scale well with the size of 
the dataset due to its enormous size.  
 
In this report, a modification of the Filter REfinement Subspace clustering (FIRES) 
algorithm in combination with a Kernel Density Estimation (KDE)-based clustering 
algorithm is implemented. The rationale behind this choice is that the resulting 
clustering algorithm is able to find clusters with varying size, shape, density, subspaces, 
and subspace dimensionality. Furthermore, the computational complexity of the 
resulting clustering algorithm scales linearly with the number of instances and 
quadratically with the dimensionality of the subspaces. The modification of the FIRES 
algorithm includes a modification of the similarity function, because the original 
similarity function is unlikely to find small clusters. The modified similarity function is 
able to find clusters that vary significantly in size. In addition, a modification in the 
generation of subspace cluster approximations is proposed in this report. The Level 
Set Tree (LST) algorithm is implemented for this purpose, which emits non-intuitive 
parameters that indicate the dimensionality of the subspaces.  
 
An exemplary dataset is used to evaluate the performances of the final clustering 
algorithm, containing 3500 hours of audio recordings in an urban environment in the 
Netherlands. The final data mining algorithm is able to find sensible clusters in this 
dataset, and additionally enables the visualization of the dataset’s structure. Some of 
the resulting clusters for the exemplary dataset are considered to be sensible because 
they contain mostly, i.e. on average 44 of 50 evaluated audio fragments, either sounds 
of: a church bell, a church bell at a higher pitch, birds, and instantaneous sounds such 
as door slams and hammer strikes. However, some of the resulting clusters are 
considered to be non-sensible, because the coherence of the included sounds is not 
easily interpreted or logical to humans. This makes it hard to label these clusters. Non-
sensible clusters form due to global correlations between features, rather than the 
actual recognition of audio events. The feature set that is used to realize this result is 
exemplary, and can be modified to retrieve more clusters or to operate for other 
datasets or clustering criteria. The total computational time of this algorithm for the 
exemplary dataset is approximately two to three days on a 2.8 GHz i7 computer.  
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Abbreviations 
 
AED Audio Event Detection 
FFT Fast Fourier Transform 
FIRES Filter REfinement Subspace clustering 
FP Frequent Pattern 
GUI Graphical User Interface 
HLD High Level Descriptor 
KDE Kernel Density Estimate 
MSCk k-Most-Similar-Clusters  
kNN k-Nearest Neighbours  
LLD Low Level Descriptor 
LST Level Set Tree 
MIR Music Information Retrieval 
PCA Principal Component Analysis 
SPL Sound Pressure Level 

 
 
 
  

Term 
 

Definition 

Audio event detection The process of converting a continuous audio 
signal into a symbolic description of the 
corresponding sound events.  

Cluster analysis Grouping a set of data vectors 𝑋𝑋 such that “more 
similar” vectors are in the same cluster and “less 
similar” vectors are in different clusters. 

Data mining The computing process of discovering patterns in 
large datasets.  

Machine learning The science of training a computer to perform a 
task without being explicitly programmed for that 
task 

Music Information Retrieval  The task of extracting useful information from 
music. 

Pattern recognition A branch of machine learning that focusses on 
the detection and identification of ordered 
structures in data. 

Speech recognition The task of translating speech to text using 
computational tools 
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1 Introduction 

1.1 Background 

Machine learning is the science of training a computer to perform a task without being 
explicitly programmed for that task, by using algorithms that iteratively learn from data. 
Many new technologies of the last decade are driven by advancements in machine 
learning, e.g. self-driving cars, practical speech recognition, effective web search, and 
a vastly improved understanding of the human genome [1]. Machine learning is so 
pervasive that we encounter it repeatedly in our everyday life. It has likewise found its 
way in the field of audio signal processing [2].  
 
Many of the major challenges and promises in the field of machine learning are related 
to the information explosion of the digital era. Datasets can become so large or complex 
that traditional data processing tools are inadequate to deal with them. The term Big 
Data is used to describe this phenomenon. Data mining is the process of discovering 
patterns in large data at the intersection of machine learning and big data.  
 
Figure 1.1 shows a prediction of the total amount of digital data, which can be divided 
in enterprise data, social media, voice over IP (VoIP)1, and data from sensors and 
devices. The total amount of data is approximately doubling every 2 years [3]. In 
addition, the (over-the-air) acoustic sensor networks have seen great growth over the 
recent decade [4]. As a result, a (small) contribution to the increase in sensor data can 
be associated with the increasing interest in acoustic sensor networks. The 
development of acoustic sensor networks with large numbers of microphones is mainly 
a result of the improvement of the flexibility of the measuring nodes due to wireless 
communication capability. The data that is obtained by acoustic sensor networks can 
be used for surveillance, urban soundscape understanding, and noise source 
identification. Data mining has found its way into the field of urban acoustics due to the 
new opportunities related to data growth in acoustic sensor networks.  
 

 
Figure 1.1 An estimate of all the digital data created [3] 

  

                                                      
1 voice communications and multimedia sessions over Internet Protocol (IP) networks, such as the 
Internet. 
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1.2 Research objective 

The enormous growth in the total amount of audio data demands data processing 
techniques that require less human intervention than traditional data processing 
techniques. Conventional data mining algorithms have been introduced in the field of 
audio analysis because listening to large audio datasets is simply too time-consuming. 
In this report, the next step in the automation of the data mining process on audio data 
is analysed, i.e. an unsupervised learning approach to data mining. This field is a 
relatively new and undiscovered topic (especially in the context of urban acoustics), 
while it has many potential applications.  
 
Unsupervised learning reduces the effort of designing an audio recognition system for 
a specific task by omitting the training phase. This means that labelling training data 
and training the system with the training data becomes unnecessary. The resulting 
approach thus operates on raw/unlabelled data only. The goal of this research is to 
analyse the performance of unsupervised data mining algorithms on a large and 
diverse set of unlabelled audio recordings in urban environments. The aim of these 
algorithms is to make a dataset more insightful by clustering sounds that are similar. 
The clustering algorithm is thus a crucial part of the data mining algorithm which 
ensures that the data mining algorithm is unsupervised.  
 
The main research question in this study is:  
 
How can unsupervised data mining on a large and diverse set of audio recordings in 
an urban environment help to reveal meaningful clusters? 
 

1.3 Methodology  

The general approach to find an answer to the research question is to develop and 
evaluate a data mining algorithm.  
 
Firstly, a literature study is performed. The focus of the literature study is to provide a 
theoretical background for the reasoning behind the choices in the design of the data 
mining algorithm. The focus is specifically on the design of the clustering algorithm, 
because the clustering algorithm is the backbone of the data mining algorithm.  
 
Secondly, a data mining algorithm is developed in Matlab. The performance of the data 
mining algorithm is evaluated with both synthetic and real data. Synthetic data is 
applied to give a first impression of the working principle and performance of the 
algorithms. The real data that is used to evaluate the data mining algorithm consists of 
audio recordings in an urban environment. Every 10 minutes, 4 microphones saved the 
audio recordings of one minute, for the whole year of 2016. The total duration of this 
dataset is approximately 3500 hours, for more information on the dataset, see section 
3.3.2. Note that the algorithm is not specifically designed for this dataset, it is merely 
used as an exemplary dataset. The focus of this report is thus on the method rather 
than on the outcome of the algorithm for this dataset.  
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1.4 Thesis contribution 

Over the recent years, many audio recognition projects are completed by TNO, by 
implementing supervised machine learning techniques. For example, the automatic 
classification of urban traffic noise in [4] and [5]. In contrast, an unsupervised learning 
approach is analysed in this report. Figure 1.2 illustrates the difference between the 
two approaches.  
 

 
Figure 1.2 difference between supervised and unsupervised learning 

Supervised learning involves two input data streams: raw data and training data. The 
classifier is trained with the training data and is used to label raw data. The training 
data includes both audio files and their corresponding labels, e.g. an audio file of a 
scooter and the corresponding label ‘scooter’. Next, the features for both the raw data 
and training data are computed. Features are measurable quantities that describe a 
property of the audio signal, for example the dominant frequency. Each audio fragment 
has a specific feature value, which is a quantification of a specific feature. In the 
example of the dominant frequency, the feature value could, for example, be 1000 Hz. 
In machine learning, instances are data points that represent attributes of the input 
data. For audio analysis, each instance represents an audio fragment. In the next 
phase, the classifier assigns a label to each audio fragment in the raw data by 
comparing the feature values of the raw data with the features of the training data. In 
addition, the performance of the classifier can be evaluated by replacing raw data (in 
Figure 1.2) with test data that includes both audio files and the corresponding labels. 
Note that the training data is not equal to the test data. The classifier assigns labels to 
the test data without considering their original labels. The performance is evaluated by 
comparing the labels assigned by the classifier with the original labels of the test data.  
 
Unsupervised learning avoids the usage of training data. Clustering is an approach to 
unsupervised learning that attempts to find groups in unlabelled data. When audio data 
is considered, the unlabelled or raw data includes audio files only, the semantics are 
thus unknown. In the first phase, the features of the raw data are computed. In the next 
phase, the clusters are formed based on the feature values of the data points. Chapters 
4, 5, and 7 describe this process in more detail. The evaluation of clustering algorithms 
is more complex than the evaluation of classifiers, because labels of the clusters are 
not predefined.  
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1.5 Applications of unsupervised data mining algorithms on audio 

The unsupervised learning approach is preferred in cases where labelling training data 
is too time-consuming or when underlying structures are searched for in an explorative 
stage. These cases are increasingly likely to occur due to the increasing amount of 
collected data. There are two applications for unsupervised data mining algorithms in 
the context of audio recognition; the first application reveals useful information from a 
large dataset that helps in the development of a classifier, the second application is to 
use the data mining algorithm as an independent analyser tool.  
 
The outcome of the data mining algorithm can be used prior to the development of a 
classifier when; a preselection of audio fragments is made for the purpose of creating 
training data, the performance of features is evaluated, the relations between features 
and/or clusters are analysed. The performance of features can for example be 
evaluated as follows. Consider a set of features that is designed to recognize sounds 
of car breaks. If clustering with this feature set results in a cluster containing both 
sounds of birds and car breaks, then a classifier that is based on the same feature set 
will probably also have difficulties in separating birds and car breaks. Additional or 
alternative features are probably required for better separation between these sounds.  
 
The data mining algorithms can also be used as independent analyser tool when 
supervised learning algorithms are not used, i.e. when either the performance of the 
data mining algorithm suffices to detect specific sound events or when underlying 
structures on the dataset are searched for in an explorative stage. An example of the 
detection of a specific sound event is the following; if there are noise complaints about 
scooters, and you want to know when scooters pass as well as the Sound Pressure 
Level (SPL) at those moments. In this example, the results of the clustering algorithm 
has to be such that a cluster forms that includes only scooter sounds. If the quality of 
this cluster is good enough, a supervised learning algorithm to detect scooters is not 
needed. Supervised learning is mostly applied when a specific sound event is searched 
for, but the implementation of clustering algorithms can avoid the time-consuming 
training phase. Additionally, the data mining algorithm can be used in an explorative 
stage when the desired clusters are unknown, when the relations between clusters or 
features are searched for, or when the performance of the data mining algorithm or the 
features is evaluated. For example, if there are noise complaints, and you want to 
identify the noise sources.  
 

1.6 Challenges 

Unsupervised data mining on a large set of audio files offers a number of challenges. 
In this section, five of the major challenges which are addressed in this report are 
introduced. Two of these challenges are related to the size of a dataset, one is related 
to the characteristics of urban audio recordings, and two challenges are related to the 
design of the data mining algorithm.  
 
First of all, one of the major challenges related to the size of the data set is to process 
all the data in an acceptable amount of time. The computational time of the data mining 
algorithm for large datasets can easily become infeasible long, even with a relatively 
low ratio between processing time and actual time. Note that the clustering process, in 
contrast to the rest of the data mining algorithm, is not easily parallelizable because it 
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iteratively searches for clusters in the entire dataset, requiring the preceding step to 
carry on the next step. In this report, the computational time of the data mining algorithm 
is minimized by limiting the computational complexity of the clustering algorithm with 
regard to the size of the dataset (see chapter 5 and chapter 7). 
 
Secondly, the size of the dataset poses a challenge to the working memory of a 
computer, because the clustering algorithm processes all the points at once and not 
separately. The required working memory depends on: the number of instances times 
the number of features, the precision of the feature values, and the memory complexity 
of the clustering algorithm. For the exemplary dataset, the total required working 
memory is in the order of gigabytes. Chapter 8 clarifies how the final data mining 
algorithm is able to work with large datasets.  
 
Thirdly, audio events in urban audio recordings are usually very diverse and can occur 
simultaneous. More specifically, these sounds are diverse in their occurrence rate and 
have varying characteristic features and feature value ranges. Chapter 5, 6, and 7 
discuss how the data mining algorithm can be designed such that it is able to operate 
with this diversity. Furthermore, chapter 8 clarifies how the final data mining algorithm 
is able to recognize simultaneous audio events, and which alternatives are possible.  
 
Fourthly, the final algorithm is a combination of components/processes that co-operate. 
For example, two fundamental processes are; the extraction of features and the actual 
clustering process. A modification of one of the processes could imply certain 
modifications in another and vice versa. This makes the design of the data mining 
algorithm complex. Chapter 8 provides a detailed view on all the processes of the final 
algorithm.  
 
Finally, there are various alternative methods for the realization of each component. 
Multiple components and multiple corresponding methods result in a huge amount of 
possible variations of the final algorithm. Moreover, the explanation of the performance 
of the final algorithm is hard to determine without testing each component separately. 
Thus, literature studies usually focus on a single aspect rather than on a combination 
of aspects.  

1.7 Exemplary outcome of the data mining algorithm 

The essence of the algorithm is to provide insight in the data set. One that is able to 
answer the following questions; which clusters does the data set contain? How are they 
related to each other? Which features are able to discriminate the resulting clusters? 
When and how often does a certain cluster occur? Figure 1.3 illustrates a possible 
outcome. There are three parts in this illustration: the input, the partitioning of instances 
into clusters, and the relevant information per cluster. Note that in this example, the 
results, the measures, and the representation of the results are exemplary.  
 
The top part represents the time series of 11 seconds of urban audio recordings. A set 
of features is computed based on the time series. The features should be designed in 
such a way that they are able to characterize distinct sounds in urban environments. 
 
The middle part represents the partition of the audio into clusters on the same time axis 
as the top part. For the sake of simplicity, a monophonic situation is assumed (only 
non-simultaneous sound events). However, real audio recordings could have 



6 / 118 
 

Master thesis | TU/e 
 

 

 
 

polyphonic events (simultaneous events), implying that this one row should possibly 
contain multiple lines at some point in time.  
 
The third part contains all the essential information for each individual cluster, including 
information on: the features, the similarities to other clusters, and the occurrence of the 
cluster in time. With regard to the features, the feature value range and the relevance 
of the feature is valuable information. The measure for the relevance of a feature 
depends on the design of the clustering algorithm. Section 2.5.7 clarifies the definition 
of feature relevance and possible measures. Additionally, the correlation between 
features within a cluster could also be of interest, especially when the correlation is high 
(the correlations are not shown in Figure 1.3). Furthermore, the similarity between 
clusters can be essential for understanding the dataset. The similarity of clusters is 
either determined by the differences in the feature values of the contained instances or 
determined by the amount of overlap between clusters. The occurrence of the cluster 
in time is displayed in the second part for a duration of 11 seconds, but can also be 
displayed as the average occurrence per day (illustrated in part 3). In addition, being 
able to listen to the files is essential for the evaluation of the outcome, because it 
enables human interpretation of the clusters, e.g. enabling the discovery that a cluster 
exclusively contains audio fragments of scooters.  

 
Figure 1.3 Illustration of the outcome of the algorithm 
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1.8 Outline of the report 

The outline of the report is as follows. The report starts with an extensive description of 
existing theories and implementations of data mining techniques on audio in chapter 2. 
Chapter 3 explains which methods are used to answer the research question. A 
selection of typical features is presented in Chapter 4. Chapter 5 introduces a category 
of clustering algorithms that use the whole set of features to find clusters. However, this 
category of clustering algorithms can face performance issues for a large set of 
features. This is caused by a problem that is defined as the curse of dimensionality. 
The theories behind the curse of dimensionality are clarified in chapter 6. Subsequently, 
chapter 7 introduces a set of clustering algorithms that resolve the curse of 
dimensionality. The final algorithm that is implemented is described in chapter 8. The 
performance of the final data mining algorithm is evaluated for synthetic and real data 
in chapter 9. The report end with conclusions and recommendations for further 
research in chapter 10.  
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2 Intelligent audio analysis 

2.1 Introduction 

The term intelligent audio analysis covers the integration of audio signal processing 
techniques and both supervised and unsupervised data mining techniques. This 
chapter introduces existing theories and implementations on intelligent audio analysis. 
Both supervised and unsupervised learning methods are included in this chapter 
because they share most of their techniques and theoretical background. Section 2.2 
describes the applications of intelligent audio analysis. Subsequently, section 2.3 
presents some of the related topics to intelligent audio analysis. Section 2.4 clarifies 
the difference between supervised and unsupervised data mining techniques in 
intelligent audio analysis, i.e. supervised- and unsupervised intelligent audio analysis. 
However, the core challenge of this report is to analyse unsupervised intelligent audio 
analysis. This topic is therefore analysed in more depth. Section 2.5 presents an 
extensive description of existing theories on unsupervised intelligent audio analysis 
including its related topics and processing chain. Finally, section 2.6 presents some of 
the state-of-the-art intelligent audio analysis implementations. 
 

2.2 Applications of intelligent audio analysis 

Some of the common applications in intelligent audio analysis are [2]:  
 

• Speech recognition: the task of translating speech to text using computational 
tools. Speech recognition covers most of the literature on intelligent audio 
analysis, and is generally based on classification techniques. 

• Speaker identification/verification/diarization: these tasks are related to the 
recognition of speakers. Speaker identification and verification can for example 
help in security systems. Speaker diarization attempts to answer the question 
‘who spoke when?’, and is usually based on clustering techniques. 

• Speaker emotion recognition: the identification of the emotion of a speaker, 
generally using classification techniques.  

• Music Information Retrieval (MIR): extracting useful information from music. 
This task can be used for content tagging, intelligent retrieval, browsing of 
music tracks, recommendation of new tracks based on music content, 
segmentation of music tracks, etc. Both classification and cluster analysis are 
applied for the task of MIR. 

• Audio Event Detection (AED): the detection and recognition of events in audio 
recordings, e.g. recognition of cars or birds. This is the application of the data 
mining algorithm in this report. There are numerous applications: audio-based 
surveillance, soundscape analysis, traffic noise analysis, research purposes, 
etc. Regarding both classification and cluster analysis. 

 

2.3 Related topics to intelligent audio analysis 

This section introduces relevant topics in the context of (unsupervised) intelligent audio 
analysis, i.e.: pattern recognition, data mining, cluster analysis and audio processing.  
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Pattern recognition is a very broad topic, and has applications in various fields. It 
focuses on the recognition of patterns and regularities in data. Before 1960 most of the 
work was done by theoretical statisticians [6]. With the introduction of the computer 
came a growing interest in practical applications of pattern recognition. Nowadays, 
pattern recognition can be seen as a branch of machine learning. For example in digital 
processing techniques like machine vision systems that capture images and then 
produce descriptions of that image, or character (letter or number) recognition. Another 
field of interest is in (bio)medical data analysis, e.g. computer-aided diagnosis is an 
application that assists doctors in making diagnostic decisions [6]. Or, as mentioned in 
the previous chapter, audio analysis techniques like speech recognition.  
 
Data mining is the computing process that discovers patterns in large data sets, and is 
therefore a key application area of pattern recognition. Note that the terms pattern 
recognition, machine learning, and data mining are hard to separate as they largely 
overlap. Data mining is traditionally done by supervised learning, but unsupervised 
learning methods have an increasing share nowadays. Data mining has a wide range 
of applications, such as, medicine and biology, market and financial analysis, business 
management, science exploration, image and music retrieval [6]. For example, one of 
the topics that gained a lot of interest is DNA data analysis, e.g. some specific gene-
sequences are related to particular diseases and play an important role in medicine.  
 
Cluster analysis is a main task of exploratory data mining. It uses an unsupervised 
learning approach to group data points. Other tasks in data mining are: anomaly 
detection (outlier, change detection), association rule learning (discovering relations 
between variables), classification (supervised learning approach to identify categories), 
regression (estimating the relationships among variables), and summarization 
(providing a compact representation) [7].  
 
Audio processing techniques, on the other hand, cover the analysis, synthesis, and 
modification of audio signals [8]. The integration of audio processing techniques and 
unsupervised data mining is especially notable in the process of feature computation 
and interpretation of the results. These processes are exclusively designed for audio 
analysis and are thus not applicable to other fields, in contrast to the clustering analysis 
itself which could also be applied in other fields.  

2.4 Differences between supervised and unsupervised intelligent audio analysis 

Typical differences between supervised and unsupervised learning are related to the 
(un-) availability of labelled data, as introduced in Section 1.4. For example, training 
and test data include a set of labels and an output label of the algorithm should be one 
of those labels. The evaluation criteria are therefore well-defined. The evaluation of the 
clustering algorithm is more complex because the clustering algorithm can have many 
different resulting clusters but the results are hard to compare because there is no 
typical evaluation criterion. Another difference between supervised and unsupervised 
learning is related to the bias-variance trade-off. This trade-off is a central problem in 
supervised learning but is avoided in unsupervised learning. The bias-variance trade-
off tries to minimize two errors by balancing a model in such a way that it captures 
regularities in the training data, but minimizes the risk of overfitting2.  
 
                                                      
2 a system that models the training data too well and therefore describes the random noise of the 
training data instead of the underlying structure 
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A better understanding between the differences of both methods can be evaluated by 
analysing the feature space. Section 2.4.1 defines the concept of the feature space. 
Section 2.4.2 and section 2.4.3 illustrate how supervised and unsupervised intelligent 
audio analysis operate on the feature space respectively. Classification represents the 
core process of supervised learning approaches to intelligent audio analysis and cluster 
analysis represents the core process of unsupervised learning approaches to intelligent 
audio analysis. In short, classification is the task of identifying to which of a set of 
categories a new data point (instance) belongs. Clustering, on the other hand, is the 
task of grouping data points in such a way that data points in the same cluster are more 
similar to each other than to data points in other clusters. 

2.4.1 Feature space 
Intelligent audio analysis techniques rely on a similarity (or distance) measure, which 
is derived from the position of the points in the feature space. In this space, all 
dimensions represent a feature. In intelligent audio analysis, the data points represent 
audio fragments. The feature value determines the position of a data point in this 
dimension. Section 1.4 provided an example of a data point with a feature value of 1000 
Hz for the dominant frequency. The position of this data point in the dimension 
corresponding to the dominant frequency is therefore at a 1000 Hz. In a more general 
case 𝑙𝑙 features are used, and they form the feature vector as given by (2.1) [6]. 
 

 
𝒙𝒙 = [𝑥𝑥1, 𝑥𝑥2, … , 𝑥𝑥𝑙𝑙]𝑇𝑇 (2.1) 

 
Where 𝑇𝑇 denotes the transposition, and 𝑥𝑥𝑖𝑖 denotes the feature values where 𝑖𝑖 =
1,2, . . . , 𝑙𝑙. Figure 2.1 illustrates the difference between classification and clustering in a 
2-dimensional feature space. In these 2-dimensional plots, the axes represent arbitrary 
features, i.e. feature 1 (f1) and feature 2 (f2). All the data points (dots) are positioned 
based on their feature vector.  
 
 

 

Figure 2.1 a) Classification and b) clustering in a 2-D feature space [9] 

2.4.2 Classification 
Figure 2.1a presents an example of the fundamentals of classification, and thus 
introduces training data points. The training set includes two categories (called 
classes): green and red. The black line represents the decision line that separates the 
two classes. The line is a result of the training phase. This phase processes the training 

(a) (b) 
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data to learn the optimal separation between classes. Subsequently, a class label is 
assigned to each new data point in the feature space, based on the decision line. In 
this case, the grey dot is more likely to belong to the red class. Misclassification would 
in this situation occur when the grey dot would actually belong to the green class.  
 
The shape of the decision line depends on the design of the classifier. Hyperplanes3 

divide the feature space into regions that correspond to specific classes in 𝑙𝑙 
dimensions. However, the surface dividing the classes can also be non-linear. 
Moreover, the data points of different classes could be more mixed, resulting in a 
decision line that does not necessarily separate all the data points from one class to 
the data points of another class. Hence, a green point in the example in Figure 2.1a 
could have been red and vice versa, resulting in a training error.  

2.4.3 Clustering 
Figure 2.1b presents an example of the fundamentals of clustering. All the data points 
are unlabelled prior to the cluster analysis. The resulting shape and number of clusters 
are depend on the design and choice of the clustering method. In this situation, two 
clusters are found: the blue and brown. The resulting clusters could however be 
dissimilar to the classes presented in Figure 2.1a. 
 

2.5 Processing chain of unsupervised intelligent audio analysis 

A more extensive illustration of the basic structure (presented in Figure 1.2), is shown 
in Figure 2.2. This figure presents the components of unsupervised audio analysis. 
Dotted lines indicate optional components/steps. This section presents an analysis of 
the relevant published work per component. All the processes are analysed to be able 
to design a complete algorithm, although the focus in this report is on the clustering 
process. Moreover, the interaction between components reveal the requirements of the 
clustering process.  
 

 
Figure 2.2 Chain of unsupervised audio analysis 

2.5.1 Audio capture/conversion 
This stage includes the capturing of the audio by one or multiple microphones, and if 
necessary digitalizing it. In this report, the exemplary dataset includes audio of an urban 
environment that is captured by 4 microphones. See section 3.3.2 for more information 
on the measurement setup.  

                                                      
3 subspaces of one dimension less than its ambient space 
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2.5.2 Parameter/instance/feature selection  
This stage covers all the initial settings for the data mining algorithm. The parameter 
selection initiates all the settings for a specific clustering algorithm, the feature selection 
prescribes which features are to be used, and the instances selection covers the 
process of selecting the data points that are used in the clustering process. For this 
stage, an input data stream can come from the validation and interpretation of a 
previous clustering. This input data stream can indicate certain changes in the settings.  

2.5.2.1 Parameter selection 
The use of parameters in clustering algorithms is inevitable. The set of parameters that 
is used is determined by the clustering algorithm. These parameters define the clusters 
that are expected. Most clustering algorithms have parameters that are related to: the 
level of detail, the cluster size and shape, the cluster density or the number of clusters. 
The parameter selection sets the parameter values, e.g. setting the resulting number 
of clusters equal to five. Parameter tuning in an iterative (manual or automatic) manner 
can help to optimize the outcome. Especially if there is no rule of thumb to suggest 
certain initial settings. For example, an estimation of the number of clusters could be 
made based on the distribution of the data.  

2.5.2.1.1 Level of detail 
Many parameters are related to the level of detail because the level of detail is an 
intuitive way to set the desired precision of the clustering algorithm. For example, a 
cluster that covers all animal sounds is sensible, but could also be divided into clusters 
containing birds, dogs, cats etc. A higher level of detail could result in the division of 
the cluster containing birds into a clusters containing crows, pigeons, seagulls etc.  

2.5.2.1.2 Number of clusters 
The number of clusters is a typical parameter in cluster analysis. This parameter is 
somewhat related to the level of detail, because a higher number of clusters relates to 
a higher level of detail.  

2.5.2.1.3 Cluster size and shape 
Many algorithms are designed to detect a certain cluster shape, e.g. spherical, 
elongated, ring structured, or as a function of a probability distribution. For example, 
hyperspherical or hyperplanar shaped clusters are often encountered in computer 
vision applications [6]. Some clustering algorithms make additional assumptions about 
the size of clusters, e.g. the assumption of equally sized clusters.  

2.5.2.1.4 Cluster density 
Some cluster algorithms make assumptions about the density of the clusters, i.e. the 
closeness of data points. The density can be measured as a number of points within a 
certain shape or cell, or the closeness or similarity of (some) of the data points to a 
specific point.  

2.5.2.2 Instance selection 
Instance selection is, in this case, the selection of audio files that are used for the 
clustering algorithm. For data reduction purposes, the number of instances can be 
reduced with sampling. Sampling is the process of selecting a number of instances to 
represent the entire dataset. The most straightforward sampling method is simple 
random sampling, which assigns equal probabilities to all instances. Another approach 
is to preserve only the loudest 𝑛𝑛% of the audio fragments. 
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2.5.2.3 Feature selection 
Feature selection dictates which features are to be used in the clustering process. 
Usually, a human defines the potential useful features (if automatic feature generation4 
is not implemented). Although not all the features may be relevant. In such a case, 
selecting a subset of the original features is often done to improve the performance. 
This process is called feature selection, and can be done either manually or 
automatically. Feature selection has several advantages [10]: 
 

• It improves the performance of the algorithm 
• It reveals the distribution of the data in the feature space and can possibly 

visualise it 
• It results in data reduction 
• It contributes to the simplicity of the model 
• It improves the computational speed 

 
Feature selection is a process that is used in both supervised and unsupervised 
learning algorithms. The difference being that the evaluation of supervised learning 
algorithms is more straightforward because class labels are known, i.e. the optimal 
subset of features is the one that leads to these classes. Although the risk of overfitting 
is therefore present. Unsupervised feature selection is a harder problem because both 
the relevant subset of features and the desired labels are unknown. 
 
Feature selection is based on the usefulness of features. Useful features are those that 
are able to separate classes or clusters. Useless features are thus either redundant, 
i.e. providing the same information as another feature, or irrelevant, i.e. not contributing 
to cluster discrimination [11]. Figure 2.3 illustrates the difference between a relevant 
and irrelevant feature. In this example, feature f1 is able to separate two clusters, but 
feature f2 is not contributing to the cluster discrimination. Feature f1 is therefore 
considered relevant and feature f2 is considered (completely) irrelevant. 
 

 
Figure 2.3 Example of a relevant and irrelevant feature, f1 and f2 respectively [11] 

Feature selection can be performed manually or automatically. The selector could use 
his expertise or any form of feature space representation of the dataset to manually 
choose a subset of features. A feature space representation could for example be 
provided by a scatter plot as in Figure 2.3. However, the selection of features may not 
be so obvious as in this example. Especially when features are correlated, either for 

                                                      
4 Feature engineering through automation 
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the whole dataset or cluster dependent correlation. The latter situation is depicted in 
Figure 2.4. In this example, one cluster has a negative correlation between the two 
features and the other has a positive correlation.  
 

 
Figure 2.4 An example of a more complex 2-dimensional feature space with cluster dependent 

correlation [11] 

Alternatively, feature selection can be done automatically. There are three categories 
[10]:  

• Filter methods 
• Wrapper methods 
• Embedded methods 

2.5.2.3.1 Filter methods 
The filter method is a sequential method that selects a subset of features, based on an 
evaluation criterion, before and independent from the clustering or classification 
process. The filter method is computationally less expensive than the wrapper methods 
or the embedded methods. Filter methods are more often used in the context of 
supervised learning than in unsupervised learning. The evaluation criteria of a feature 
space in supervised learning are based on the separability of classes. For example; 
Statistical hypothesis tests like the t-Test for individual feature selection, or the 
divergence, Bhattacharyya distance, or Fisher’s discriminant ratio for the evaluation of 
a subset of features [6]. The evaluation criteria of a feature space in unsupervised 
learning are based on the distribution of data points in the feature space. An example 
of a filter method for the purpose of clustering is SURFING (SUbspaces Relevant For 
clusterING). This method finds all subspaces interesting for clustering and sorts them 
by relevance [12], section 7.4 provides a more detailed explanation.  

2.5.2.3.2 Wrapper methods  
The wrapper method includes the clustering algorithm by iteratively evaluating the 
results of the clustering algorithm and then selecting a new subset. Feature selection 
is often done with the Wrapper method, because this method tends to give better 
results than filter methods [10]. The design of the wrapper method requires a choice of 
clustering algorithm and evaluation criterion. These topics are further discussed in 
section 2.5.8 and section 2.5.10 respectively.  

2.5.2.3.3 Embedded methods  
The embedded methods are relatively new. They try to combine the advantages of the 
filter and wrapper method. Embedded methods are relatively undiscovered, especially 
in the context of unsupervised learning.  
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2.5.3 Pre-processing  
The pre-processing phase enhances the audio signal or tries to separate individual 
audio sources, as presented in section 2.5.3.1 and section 2.5.3.2 respectively. 
Additionally, this phase converts the audio signal to representations of the audio that 
are input for some of the features, e.g. spectrograms, cepstrum, and wavelets.  

2.5.3.1 Audio signal enhancement 
Enhancing the audio signal is either done by de-noising or by de-reverberation. De-
noising is the process of reducing the noise in either the audio signal, the spectrogram, 
or the features. This technique is more often applied than de-reverberation. De-
reverberation is a process that aims to reduce the characteristics of the room impulse 
response.  
 
Popular de-noising algorithms are Wiener filtering and unsupervised spectral 
subtraction [13]. The goal of the Wiener filtering is to estimate an unknown signal (clear 
signal) by filtering a known signal (clear signal plus uncorrelated additive noise). 
Unsupervised spectral subtraction, on the other hand, aims to separate the clean signal 
and background noise at the magnitude spectrogram level by subtraction. Note that de-
noising can also be performed on the level of individual features. De-noising is 
especially useful if the Signal to Noise Ratio (SNR) is high. However, de-noising 
introduces a risk of losing useful information.  
 
In [14], an Expectation Maximization (EM) algorithm (further explained in section 5.4.3) 
is used to perform unsupervised spectral subtraction. A simpler and effective approach 
to spectral subtraction is to subtract the statistical noise levels 𝐿𝐿𝑁𝑁. The statistical noise 
levels are commonly used for environmental noise monitoring. They describe the noise 
levels exceeded for 𝑁𝑁% of the time. One could, for example, subtract the 𝐿𝐿90 from the 
original spectrogram. Furthermore, an Automatic Noise Recognition (ANR) algorithm is 
presented in [15]. This study reports high identification rates for the classification of 
scooters and horns. The performance of the algorithm as presented in this study 
increases if spectral enhancement is applied, for various de-noising methods including 
Wiener filtering. Figure 2.5 illustrates the results of spectral enhancement on the 
spectrogram.  
 

 

Figure 2.5 a) Power spectrogram of a horn signal and its enhanced version below b) spectrogram in 
frequency bands of the horn signal and its enhanced version below [15] 

(a) (b) 
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2.5.3.2 Source separation 
Processing simultaneous audio events is one of the major challenges in supervised 
and unsupervised data mining algorithms. One of the solutions is to separate the 
sources before clustering or classification, i.e. by applying blind source separation. 
Blind source separation attempts to separate different sources from a set of mixed 
signals in an unsupervised manner. Blind source separation is either applied on the 
spectrogram or directly on the time-series. Hence, resulting in either multiple time-
series or spectrograms. A number of approaches are possible: Independent 
Component Analysis (ICA), Non-negative Matrix Factorization (NMF), Singular Value 
Decomposition (SVD), Dependent Component Analysis (DCA), and more.  
 
ICA is usually among the first choices for source separation. The goal of ICA is to find 
a linear representation of non-Gaussian data so that the components are statistically 
independent, or as independent as possible [16]. Independent component analysis is 
traditionally done in case the number of sources is equal to the number of microphones. 
Modern ICA methods can also be applied for underdetermined systems. An 
underdetermined system, in this respect, is a system that holds less microphones than 
sources. In [17] an extreme case of an underdetermined system is presented, i.e. 
Single Channel ICA (SCICA) which uses only one microphone. The time series are 
used to separate out independent sources. This method is successful if the spectra of 
the independent sources are different [17]. Furthermore, other promising approaches 
towards source separation are those based on NMF. NMF is a matrix factorization 
technique that decomposes a nonnegative matrix into a pair of nonnegative matrices 
[13].  
 
However, fully blind source separation from mono- or stereo signals is nowadays 
considered infeasible. Most applications therefore exploit prior knowledge about the 
signal [13].  

2.5.4 Low level descriptor extraction 
The low level descriptors (LLDs) or local features are a set of features that describe 
short time fragments called frames. A frame is a windowed section of the audio signal. 
The typical frame duration for speech recognition is around 20 ms to 40 ms [13]. 
Furthermore, frames are possibly overlapping. The signal in each frame is assumed to 
be quasi stationary, i.e. unchanging spectra. See section 4.3 for more information on 
frames.  
 
There are numerous standard features in the field of intelligent audio analysis. Many 
audio recognition systems process features on a LLD level. These features can roughly 
be split in two groups: time domain and frequency domain features, respective 
examples are: the short time energy (STE) and fundamental frequency. Popular audio 
features include the Mel-frequency cepstral coefficients (MFCCs) and perceptual linear 
prediction (PLP). Effective features are essential for the performances of any clustering 
or classification algorithm. Chapter 4 defines some of the audio features and clarifies 
which features are considered effective.  

2.5.5 Chunking 
Many audio events are additionally characterized by the dynamics of LLDs over a 
longer period of time, called segments. Chunking is the process of selecting the suitable 
length of the segment. Typical segmentation lengths range from 1 second to 10 
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seconds [2], and segments can be overlapping or non-overlapping. Chunking is either 
done with a fixed length (i.e., fixed number of frames) or dynamically.  

2.5.5.1 Fixed length chunking 
Fixed length chunking is the simplest technique to perform chunking, and is therefore 
a fast methods that is easy to understand. The disadvantage is however that there is a 
high chance that a sound covers only a part of a segment. More advanced intelligent 
audio analysis algorithms often use dynamical chunking, because they are able to 
adjust length of the segment to the duration of a sound.  

2.5.5.2 Dynamical chunking  
Dynamical chunking relies on begin- and endpoint detection, which is generally feature-
based. In this section, dynamical chunking for speech recognition and Audio Event 
Detection (AED) is introduced.  
 
In the field of intelligent audio analysis, most of the work focusses on speech 
recognition. Hence, the recognition of voiced/unvoiced parts, words, syllables, 
phonemes etc. are the most advanced dynamical systems. A typical example is the 
use of the zero cross rate (ZCR) to distinguish voiced and unvoiced parts. A more 
advanced and complex voice activity detection algorithm is presented in [18]. 
Dynamical systems additionally comprise: acoustic chunking, beats or bars detection, 
or audio event detection [13].  
 
Dynamical chunking is more challenging for unsupervised data mining on a dataset 
with a large variety of (audio) events as is the case for many AED applications. 
Dynamical chunking is more challenging because each event has its specific begin and 
endpoint characteristics.  

2.5.6 High level descriptor extraction 
The characterization of audio on the level of segments is essential for the recognition 
of many audio events. For example; the detection of the Doppler effect, the recognition 
of repeating sounds, or the dynamics in sound power. Additionally, data reduction can 
be achieved by merging frame-wise feature vectors to segment-wise feature vectors. 
High level descriptors (HLDs) or global features are the subset of features that describe 
segments, and can be used additionally or alternatively to LLDs. In most cases, the 
HLDs are functionals (statistical descriptors) of LLDs or frame-wise representations of 
the signal like the spectrogram. Frequently used statistical descriptors are: the mean, 
standard deviation, percentiles, higher moments, statistics of peaks (number, 
distances, etc.), or autoregressive coefficients [13]. Note that the hierarchical feature 
extraction can be repeated on higher levels, i.e. functionals of functionals. There are 
three ways to integrate HLDs and LLDs in the data mining algorithm: frame-wise 
clustering, segment-wise clustering, or a hybrid method.  

2.5.6.1 Frame-wise clustering 
Each data point in the feature space represent a frame if the data mining algorithm 
works exclusively on frame-wise clustering. Frame-wise features are LLDs or can be 
HLDs that assign a value to each frame. In the latter situation, each frame in a segment 
can obtain the same HLD value or a unique HLD value can be assigned to each frame 
if overlapping fixed length segments are applied such that the number of segments is 
equal to the number of frames. Frame-wise clustering assigns a cluster to each frame, 
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the frame-wise results could be combined in single segment level results in the post 
segmentation (late fusion) phase (see below).  

2.5.6.2 Segment-wise clustering 
In contrast, the LLDs can be combined in a single feature vector using HLDs, resulting 
in a single result per segment. In this situation, each data point in the feature space 
represents a segment. This method is called supra-segmental analysis [13].  

2.5.6.3 Hybrid method 
Additionally, there are hybrid methods that combine low level and high level descriptors. 
A typical hybrid method is based on a mixture of experts model. A mixture of experts 
model is a machine learning technique to where multiple experts (classifiers in this 
example) are used to divide the problem space into homogeneous parts. The final class 
score is a function of the class membership scores based on both the LLDs and HLDs. 
The class membership score indicates up to which degree an instance belongs to a 
class, similar to the membership function in clustering (see equation (2.3)). A weighting 
factor is introduced to represent the relative importance of the two series. Superior 
performance of hybrid methods is reported in the context of Music Information Retrieval 
(MIR) [19] and for the classification of urban sounds [20].  

2.5.7 Feature/instance reduction 
The feature space that is derived from the feature computation can become enormously 
large in the number of instances or the number of dimensions. The feature and instance 
reduction resolve this problem by representing the dataset in a smaller amount of 
dimensions or instances respectively. Additionally, feature reduction can result in better 
performance due to the reduced influence of irrelevant features.  

2.5.7.1 Feature reduction 
Feature reduction methods reduce de dimensionality of the feature space by projecting 
all points on a subspace in such a way that the information loss is minimized. This 
subspace has, in contrast to feature selection, usually no axes parallel to the original 
feature space. This means that the original features are combined to form a subspace. 
A typical approach is the Principal Component Analysis (PCA), also called Karhunen-
Loѐve transform [6], or the Linear Discriminant Analysis (LDA).  
 
PCA is a method to convert a set of possibly correlated variables to a set of linear 
uncorrelated variables, called principle components. The first principle component has 
the highest possible variance in the data, the second principle component has the 
second highest possible variance, under restriction of orthogonality to the first principle 
component, and so on. Figure 2.6 illustrates the principle components of a scatter plot 
in a two-dimensional feature space.  
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Figure 2.6 First and second principal components in a scatter plot. The length of the vectors indicate 

the variance in that direction 

Dimensionality reduction is performed by projecting the original feature space to the 𝑛𝑛 
first principle components. However, PCA does not handle well those situations when 
different subsets of the points lie on different lower-dimensional subspaces [21]. An 
example is illustrated by Figure 2.7.  

 
Figure 2.7 a) An example of a case where projecting the feature space on the first principal component 

keeps the separation between clusters intact and b) An example where the separation is 
not intact [22] 

Figure 2.7a and Figure 2.7b represent a two dimensional feature space where 
dimensionality reduction is applied by projecting the dataset on the first principal 
component. The projected data points are shown in black. In Figure 2.7a the projection 
of the feature space on the first principal component 𝑎𝑎0 keeps the separation between 
the clusters intact, but if the clusters were closer (Figure 2.7b), the projection of the 
clusters on the first principle component would end the separation between the clusters. 
Linear discriminant analysis (LDA) therefore employs target information (usually 
discrete class labels) to maximise the distance class centres and minimizes the 
variation within a class. However, this feature reduction method is not possible for 
clustering, because class labels are unknown.  
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2.5.7.2 Instance reduction 
In addition to sampling methods, other instance reduction techniques are applied to 
reduce the number of instances in the feature space. Vector quantization is an example 
of such a method that is able to reduce the amount of instances by dividing a large set 
of points into groups having approximately the same number of points closest to them. 
Another instance reduction method is presented in [23], which is based on 
hyperrectangular clustering. 

2.5.8 Clustering 
Clustering is one of the most frequently used techniques for data analysis, with 
applications ranging from computer science, statistics, biology, to psychology [24]. It 
groups points that have high internal similarity, but have low similarity to other clusters. 
The major application of cluster analysis are: data reduction, hypothesis generation 
(which infers some hypothesis concerning the nature of the data), hypothesis testing 
(verification and validation of a specific hypothesis), and prediction based on groups 
(predictions for a group or point/individual based on the characteristics of clusters) [6]. 
 
The major challenge of cluster analysis is to cluster in a sensible way, such that 
logical/natural clusters appear. The clustering criterion is defined by the interpretation 
of sensible clusters, based on the type of clusters that are expected. For example, 
compact clusters may be sensible to one clustering criterion, while elongated clusters 
may be more sensible to another. The clustering criterion thus leads to the notion of 
clusters, e.g. dense regions, dense points, number of points within a certain shape, 
points with close nearest neighbours, points that can be represented by a point/line or 
another shape, etc. In general, clustering algorithms differ in their notion of clusters and 
how to efficiently find them. The preferred clustering algorithm thus largely depends on 
the clustering criterion. Therefore, one of the reasons why there are so many clustering 
algorithms is because there are many clustering criteria [25].  
 
Depending on the clustering algorithm, the goal is either to find cluster members that 
have a common property (monothetic), or the goal is to find cluster members that are 
similar to each other (polythetic). Additionally, the cluster analysis is either done by 
hard clustering or by soft clustering. Hard clustering means that the resulting clusters 
do not overlap. Elements therefore belong to either one cluster or another, or is an 
outlier and does not belong to any cluster. On the contrary, elements could also belong 
to a cluster up to a certain degree. This phenomenon is called soft or fuzzy clustering.  
 
In mathematical terms, clustering is partitioning a data set 𝑋𝑋 into 𝑀𝑀 sets (clusters), 
𝐶𝐶1, … ,𝐶𝐶𝑚𝑚. The data set 𝑋𝑋 is a set of feature vectors: 
 

 
𝑋𝑋 =  {𝒙𝒙1,𝒙𝒙2, … ,𝒙𝒙𝑁𝑁} (2.2) 

 
The definition of a feature vector is provided in equation (2.1). For hard clustering 
without outliers, the following conditions are required [6]; no cluster is empty (containing 
no feature vectors/instances), all the clusters combined cover the entire data set 𝑋𝑋, and 
two clusters do not both include the same instance. In short:  
 

• 𝐶𝐶𝑖𝑖  ≠  ∅,        𝑖𝑖 = 1, … ,𝑀𝑀 

• ∪𝑖𝑖=1𝑀𝑀 𝐶𝐶𝑖𝑖 = 𝑋𝑋 
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• 𝐶𝐶𝑖𝑖 ∩ 𝐶𝐶𝑗𝑗 =  ∅,         𝑖𝑖 ≠ 𝑗𝑗,         𝑖𝑖, 𝑗𝑗 = 1, … ,𝑀𝑀  
 
Where ∅ denotes an empty set.  
 
In fuzzy clustering, instances can belong to a cluster up to a certain degree (i.e. 
membership value between 0 and 1), defined by the membership function 𝑢𝑢𝑗𝑗 where: 
 

 𝑢𝑢𝑗𝑗:𝑋𝑋 → [0,1],        𝑗𝑗 = 1, … ,𝑀𝑀 (2.3) 

 
Where the following conditions hold [6]; the sum of membership values of an instance 
over all the clusters is equal to 1, and the sum of membership values of a cluster over 
all the instances is a value between 0 and 𝑁𝑁. In short: 
 

• ∑ 𝑢𝑢𝑗𝑗(𝒙𝒙𝑖𝑖) = 1,        𝑖𝑖 = 1,2, … ,𝑁𝑁𝑀𝑀
𝑗𝑗=1  

• 0 < ∑ 𝑢𝑢𝑗𝑗(𝒙𝒙𝑖𝑖) < 𝑁𝑁,        𝑗𝑗 = 1,2, … ,𝑀𝑀𝑁𝑁
𝑖𝑖=1  

 
Where 𝑁𝑁 is the number of instances. In short, numerous approaches to cluster analysis 
are possible. The fitness of the approach depends on the clustering criteria and the 
efficiency. Section 3.2 describes the clustering criterion for the challenge proposed in 
this paper. Chapter 5 and Chapter 7 discuss various clustering methods.  

2.5.9 Post-segmentation 
The goal of post-segmentation is to merge audio fragments into segments of 
homogeneous content. This process is related to chunking, but requires the output of 
the clustering process. Post-segmentation methods have two categories: naïve 
merging, and probability smoothing.  

2.5.9.1 Naïve merging 
The aim of naïve merging is to merge successive frames that have similar cluster or 
class labels. This simple procedure assumes that the cluster labels are obtained by 
hard clustering. The main goal of naïve merging is data reduction, and additionally, the 
resulting segments make the resulting more easy to interpret and visualize.  

2.5.9.2 Probability smoothing 
Probability smoothing methods are more sophisticated but require soft clustering 
output. These methods use information about the temporal alignment of fragments. For 
example, if one frame belongs to a certain cluster, than the chance of the successive 
fragment to be the same cluster is higher. In speech recognition, information about the 
temporal alignments of frames provide a way to make better estimations about the 
content of the audio, e.g. the sequence of certain letters or words is more likely than 
other sequences. Most probability smoothing methods are based on the hidden Markov 
modelling methodology. A Hidden Markov Model (HMM) is one in which a sequence of 
observations is made to predict the corresponding hidden sequence of states [26]. In 
this case, the observations are the audio fragments and the hidden states are the 
(cluster) labels. Several algorithms exist to find the likely sequence of states provided 
by the HMM methodology. A popular algorithm is the Viterbi algorithm [2]. This 
algorithm maximizes the joint probability of a sequence of HMM states given a 
sequence of observation. The result is that local extremes may be neglected based on 
low probability estimates. Figure 2.8 illustrates this phenomenon.  
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Figure 2.8 post-segmentation using probability smoothing [2] 

2.5.10 Validation and interpretation 
Once the clustering algorithm has partitioned the cluster, the questions arise; how well 
does the clustering fit the data set? And what is the meaning of the resulting clusters? 
These questions can be answered with validation and interpretation of the results. 
Cluster validation is a method to evaluate how well a partitioning fits the underlying 
structure of a dataset, based on performance measures. Interpretation is the process 
of forming a human understanding of the results, and the resulting clusters specifically.  

2.5.10.1 Validation 
In general, there are three categories of cluster validation techniques: internal, external, 
and relative validation [27]. First of all, the internal validation measures the 
compactness and separation of the clusters with cluster validity indices. Cluster validity 
indices should thus be in line with de clustering criterion. Secondly, external validation 
compares the partition of the clustering algorithm with a known (correct) partition. The 
indices that compare these two partitions are called partition similarity measures. The 
final approach does not measure the partition directly, but relies on the stability of the 
clustering algorithm over different samples.  
 
The internal validation is particularity interesting because it enables an automatic 
iterative optimization of the features/parameters/instances. For example, many of the 
optimization algorithms use cluster validity indices to estimate the number of clusters. 
The choice of the cluster validity index should depend on the clustering criterion 
because of restrictions of the index, e.g. cluster validity indices exclusively for hard 
clustering (in [27]), fuzzy clustering (in [28]), or for subspace clustering (in [29]). 
Furthermore, cluster validity indices could have preferences for; a high or low 
dimensional feature spaces, a higher or lower number of clusters, a specific cluster 
shape, or a specific density.  

2.5.10.2 Interpretation 
Furthermore, the interpretation of the dataset contributes to a human understanding of 
the dataset. This includes a understanding of the final clusters but also an 
understanding of the clustering process, because answering the question why the 
clusters are partitioned that way might be as interesting as insight in the clusters 
themselves. Information about the clusters and the relation between them is beneficial 
for interpreting the data set. Additionally, listing to the audio fragments per cluster is 
essential for the interpretation of clusters, when clustering audio files. 
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2.6 Related work 

Various studies have been conducted towards the recognition of audio events in urban 
environments. The approach of these studies is either by supervised learning, semi-
supervised learning, or unsupervised learning.  

2.6.1 Supervised learning approaches to AED 
Most of these studies towards AED are performed with supervised learning. In [30] a 
multi class support vector machine (SVM) is designed for recognizing the classes: bird, 
chatting people, car, truck, motorbike/scooter, tram and background noise. Achieving 
a accuracy rate of approximately 80%, with the highest accuracy for birds and cars, 
and the lowest accuracy for talking people. Furthermore, in [20] a classification scheme 
has been proposed to classify: air conditioner, car horn, children playing, dog bark, 
drilling, engine, idling, gunshot, jackhammer, siren and street music. Achieving an 
average accuracy of 76%. These results show that classification of audio events in 
urban environments can achieve reasonable high accuracies. However, results are 
hard to compare due to varying datasets/classes/algorithms/evaluation criteria.  

2.6.2 Semi-supervised learning approaches to AED 
A hybrid approach between supervised and unsupervised learning is semi-supervised 
learning. In [30] an alternative for manual labelling by generating training data as a 
result of labelling clusters is presented. The only input data required is a (small) dataset 
of labelled files (from other time periods or other locations). This study demonstrates 
the effectiveness for semi-supervised learning approaches in the context of urban 
sounds. However, automatic labelling the risk of erroneous training data due to a bias 
between the labelled data and the actual labels.  

2.6.3 Unsupervised learning approaches to AED 
Many papers are written on audio analysis and many papers are written on 
unsupervised data mining. However, few attempt to combine the two. In [31], two 
approaches to fully unsupervised data mining techniques are presented. 
 
The first approach attempts to mimic the way people perceive the auditory environment 
(more information in [32]). The resulting hierarchical representation of the final 
clustering, called a Dendrogram, is shown in Figure 2.9. The Dendrogram contributes 
to the overall aim to provide insight in the database, because the hierarchical 
representation of the clusters represent underlying data structures . However, the 
meaning of some of the clusters is vague, e.g. “the ‘green’ and ‘purple’ soundscapes 
contain a mixture of low intensity traffic sound and sounds of people” [31]. Figure 2.9 
also provides an example of the impact of parameter selection; the number of clusters 
depend on the ‘distance’ threshold (a higher threshold results in less clusters and vice 
versa).  
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Figure 2.9 Dendrogram resulting from the clustering algorithm with main clusters shown in colour [31] 

The second approach is much simpler, but less precise when it comes to analysing and 
clustering. This approach analyses the spectrum of one minute of audio by 
characterizing the spectral shape and temporal fluctuation. The resulting algorithm is 
able to recognize outliers based on their spectrums.  

2.7 Summary 

This chapter presents an overview of existing theories and implementations of 
intelligent audio analysis. Specifically focussing on unsupervised intelligent audio 
analysis, although many of the relevant techniques for clustering are originally designed 
for supervised learning approaches. The main difference between supervised and 
unsupervised intelligent audio analysis is that the former uses a classifier and the latter 
a clustering algorithm. A clustering algorithm groups data points based on their feature 
values.  
 
The unsupervised audio analysis algorithm has several components, that each include 
several techniques, resulting in a huge amount of possible methods. Most literature is 
focussed on one component, because the performance of the data mining algorithm 
depends on the set of components rather than on individual components.  
 
Supervised learning algorithms for the classification of audio events in urban 
environments have reasonable accuracy. However, clustering audio fragments of 
urban environments generally lead to clusters that are hard to interpret. Furthermore, 
the performance of clustering algorithms is difficult to measure due to its subjective 
nature.  
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3 Methodology 

3.1 Introduction 

The current chapter describes the approach that is applied in this report to answer the 
research question. The research comprises two major parts: a literature study, and an 
evaluation of the most prominent algorithms that come from the literature study by 
developing a data mining algorithm.  
 
Section 3.2 clarifies which considerations are relevant for the design of the data mining 
algorithm with regard to clustering sounds. These considerations determine the 
evaluation criteria of the features and clustering algorithms that are presented in 
chapter 4, 5, and 7. Furthermore, the performances of the most prominent algorithms 
that come from the literature study are tested for synthetic, and afterwards, for real 
data. Synthetic data is applied to give a first impression of the working principle and 
performance of the algorithms. A more refined evaluation of the potential of 
unsupervised data mining algorithms is demonstrated by analysing the performance of 
a clustering algorithm on real recordings. Section 3.3 describes the datasets that are 
used for the evaluation of clustering algorithms.  

3.2 Data mining algorithm considerations 

The data mining algorithm considerations are prescribed in two parts that cover the 
major parts of the data mining algorithm: the considerations for the feature set and the 
considerations for the clustering algorithm.  

3.2.1 Feature set 
The considerations of the set of features is directly related to the clustering criterion. 
For example, if sound clusters are desired to form based on their excitatory input, then 
the Sound Pressure Level (SPL) should be an implemented feature. In this report, the 
algorithm searches for groups (clusters) that are easily interpretable and logical to 
humans. Because, making the dataset insightful comes more naturally when the 
outcome is analogous to the human perception of audio, and most applications rely on 
audio recognition that identifies audio sources in categories that are logical to humans. 
For example, one cluster could be found that contains only bird sounds, and another 
cluster that contains only cars. Chapter 4 further illustrates the relation between the 
clustering criterion and the features, and clarifies which features are more in line with 
the clustering criterion of this report. Note that both the clustering criteria and the 
dataset are exemplary, and the feature set is directly related to both aspects and can 
thus also be considered exemplary. The focus of this report the design of the clustering 
algorithm, and not on the ultimate optimization of the feature set.  

3.2.2 Clustering algorithm 
The considerations that imply a certain design of the clustering algorithm are related 
to: the parameters, the data structure visualization, and the computational complexity.  

3.2.2.1 Parameters  
The set of parameters often depends on the assumptions that a clustering algorithm 
makes about the clusters, i.e. related to the size, shape, density, and number of 
clusters. The size, the shape, and the density of clusters are defined by the distribution 
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of data points in the feature space and the global or local correlations between features. 
However, the distribution of the data for one feature could significantly differ from the 
distribution of the data for another feature. For example, the distribution of the data for 
one feature could approximately be equally distributed while the data for another is 
more in line with the Gaussian distribution. Moreover, well-considered assumptions 
about the size, shape, density, and number of clusters are hard to make because 
feature value distribution and feature correlations are unknown beforehand. Arbitrarily 
guessing and optimization of parameters often result in a large number of iterations, 
and therefore significantly increasing the computational expenses. Therefore, 
assumptions about the number of clusters, the cluster size, the cluster shape, or the 
cluster density are avoided. Cluster algorithms with parameters that are purely related 
to the level of detail do not make such assumptions, and are therefore preferred.  

3.2.2.2 Data structure visualization 
Any representation of the data that reveals underlying structures to make the data more 
insightful is convenient. For example, the Dendrogram in Figure 2.9 reveals a 
hierarchical structure that helps to make the dataset more insightful. A representation 
of the data structure can reveal relations between clusters or features, and/or the 
relevance of features. This is beneficial because one of the goals of the algorithm is to 
test a set the relevance of features for a certain dataset. A cluster algorithm that enables 
such a representation is preferred.  

3.2.2.3 Computational complexity 
The computational complexity should not be too high because the computational time 
can become infeasibly long when the number of instances or the number of features 
grows. The big O notation is used to categorize algorithms according to how their 
running time or space requirements grow as the input data size grows. For example, 
𝑂𝑂(𝑁𝑁) means that the computational complexity grows linearly with the number of 
instances 𝑁𝑁. 

3.3 Datasets 

The datasets that are used comprise both synthetic and real data. Synthetic data is 
used to provide a first impression of the working principle and performance of the 
clustering algorithms. Real data is used to provide a realistic view on the performance 
of the clustering algorithm.  

3.3.1 Synthetic data 
The synthetic data is mostly covered by a set of normal and random distributed 
instances in a 𝑙𝑙-dimensional feature space. Synthetic data enables the analysis of a 
clustering algorithm for a self-designed feature space, including datasets with varying 
shapes, densities, sizes, and dimensionality. The synthetic data is direct input for the 
clustering algorithms. This data does not directly simulate an audio signal but only 
represents an arbitrary feature space (i.e. the dimensions represent generic features 
with no semantic meaning), and this data does therefore not need pre-processing or 
feature computation. 

3.3.2 Real data 
A dataset with real audio recordings is used to make a realistic evaluation of the 
performance of the data mining algorithms. The exemplary dataset that is used for this 
purpose is selected because it contains a large and diverse set of audio data. This 
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dataset is originally made for another project at TNO [33]. In this project, a method to 
estimate acoustic emission caused by heavy industry is analysed. Acoustical 
monitoring is done to collect data in both industrial area (Maasvlakte) and residential 
area (Oostvoorne). Figure 3.1a shows a map of the industrial and residential area, and 
Figure 3.1b shows the position of the measuring nodes.  
 

 

Figure 3.1 a) a map of the industrial and residential area (left) b) the positions of the acoustic array, 
and the acoustic and meteorological monitoring stations [33] 

Although this dataset is originally created for another purpose, it is also useful for this 
research. In particular the acoustic monitoring data from the residential area of 
Oostvoorne. Four acoustic monitoring stations have been active for the whole of 2016 
(the positions are depicted with blue dots at the bottom of Figure 3.1b).  
 
Figure 3.2 shows pictures of these four acoustic monitoring stations. The microphone 
in each station saves one minute of audio data per ten minutes (i.e. not saving the other 
9 minutes), at a sampling frequency of 24 kHz. The total duration of the dataset is 
approximately 3500 hours, including: light/medium/heavy vehicles, vehicle horns, 
sirens, airplanes, birds, dogs, church bells, motorised (garden) equipment, etc.  
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 3.2 Acoustic monitoring stations 

  

(a) (b) 
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4 Features 

4.1 Introduction 

Virtually all of the applications in intelligent audio analysis operate with features, with 
the exception of deep learning algorithms. Features represent information contained in 
audio in a compact way. The ideal dimensionality of the feature space (i.e., number of 
features) is equal to the intrinsic feature space dimensionality of the data set. This 
means that the features should not be irrelevant or (partly) redundant, as discussed in 
section 2.5.2.  
 
In intelligent audio analysis, a huge quantity of well-known features is available. On top 
of that, there are infinitely many options for self-designed features. The usefulness of 
features depends on the clustering criterion, as illustrated in section 4.2. Acoustical 
features are categorized in to groups: LLDs and HLDs. LLDs are features that extract 
information on a short-duration basis. These short-duration audio fragments are called 
frames. Section 4.3 explains how frames are extracted from the audio. Furthermore, 
HLDs are features that extract information on a long-duration basis, i.e. on the level of 
segments. Some typical and some self-designed LLDs and HLDs are introduced in 
section 4.4 and section 4.5 respectively. These sections indicate how well the features 
correspond to the proposed clustering criterion. However, this report does not present 
a definite best set of features for clustering urban audio data, as the feature set can be 
extended or modified for other clustering criteria or other datasets. The resulting feature 
values can be normalized to give equal weight to the distribution of each feature after 
the computation of the features, see section 4.6. Finally, a summary is presented in 
section 4.7. 

4.2 Clustering criterion  

The clustering criterion is defined by the interpretation of sensible clusters. The 
selection of features is crucial for the formation of clusters and the usefulness of 
features thus depends on the clustering criterion, e.g. some features are only useful in 
the context of speech recognition. Figure 4.1 illustrates how different sensible clusters 
are possible for the same input if varying features are applied. The goal is to cluster the 
following animals: sheep, dog, cat (mammals), sparrow, seagull (birds), viper, lizard 
(reptiles), goldfish, red mullet, blue shark (fish), and frog (amphibians) [6]. The figure 
shows different resulting clusters if the clustering criterion is based on different features: 
(a) the way animals bear their progeny, (b) existence of lungs, (c) the environments 
where animals live, and (d) the way animals bear their progeny and the existence of 
lungs.  
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Figure 4.1 Different sensible clusters are possible from the same input [6] 

In this report, the clustering criterion is such that the resulting clusters are logical and 
easily interpretable for humans. Therefore, the approach that is adopted in this report 
is to find features that describe distinct aspects of the audio that correspond to the way 
humans characterize sounds. The implemented clustering criterion is somewhat vague 
due to diversity in personal understanding of logic and ease of interpretation. However, 
this clustering criterion can provide a guideline for the interpretation of the quality of the 
resulting clusters. 
 
In supervised learning, the identification of a class is often done by designing features 
that distinguish this class from all the other classes. By doing so, only a small number 
of features is required. Feature design in unsupervised learning is more complex 
because the desired clusters are unknown, and the features can therefore not be 
specifically designed to characterize that cluster. For unsupervised learning, features 
are not required to distinguish one cluster from the rest, but could also distinguish 
between multiple clusters. In this report, features are thus considered to be useful if 
they are able to distinguish one or more clusters from other clusters in coherence with 
the clustering criterion (i.e., logical and easily interpretable clusters). Note that a feature 
may be relevant for one (or more) cluster(s) but could be irrelevant for other clusters. 
Furthermore, the clustering algorithm can also be used to test specifically designed 
features.  
 

4.3 Frames 

Frame are windowed audio fragments of a short period that enable the computation of 
LLDs. Section 4.3.1 clarifies how frames are computed and section 4.3.2 introduces 
the main disadvantage of frames.  

4.3.1 Windowing functions 
A windowing function 𝜃𝜃(𝜏𝜏) converts the audio into (possibly overlapping) frames. Figure 
4.2 illustrates how the audio signal is partitioned in frames. The upper row shows an 
exemplary audio signal, and the illustration below shows the resulting audio signal for 
a specific frame.  
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Figure 4.2 Example of the division of an audio signal in frames [2] 

The typical duration of a frame depends on the task of the audio analysis. Typical 
window lengths for speech analysis are 20 ms to 40 ms [13], because the audio signal 
shows quasi stationary behaviour at a shorter duration. In Music Information Retrieval 
(MIR), the typical length is often chosen longer, around 50 ms to 80 ms [13]. 
Furthermore, a commonly used frames length for in audio event analysis is 125 ms, 
usually in the context of spectrograms. In general, the choice of frame duration is one 
that provides the best trade-off between frequency and time resolution.  
 
The most straightforward windowing function is the rectangular windowing function 
𝜃𝜃𝑅𝑅𝑅𝑅𝑅𝑅(𝜏𝜏). This function multiplies all the samples within the boundaries of the function 
with 1 and is undefined outside the boundaries [13], given by: 
 

 
𝜃𝜃𝑅𝑅𝑅𝑅𝑅𝑅(𝜏𝜏) =  � 1                      𝑓𝑓𝑓𝑓𝑓𝑓 𝜏𝜏 = −

𝑇𝑇
2

 , … , +
𝑇𝑇
2

 𝑢𝑢𝑛𝑛𝑢𝑢𝑢𝑢𝑓𝑓𝑖𝑖𝑛𝑛𝑢𝑢𝑢𝑢   𝑓𝑓𝑜𝑜ℎ𝑢𝑢𝑓𝑓𝑒𝑒𝑖𝑖𝑒𝑒𝑢𝑢                   
 (4.1) 

 
Where 𝑇𝑇 is the frame duration. The frame-wise audio signal is computed by multiplying 
the original signal with the windowing function.  

4.3.2 Spectral leakage 
The main drawback of spectral analysis with windowing functions is due to spectral 
leakage. This problem arises when the wavelength of the audio signal does not fit the 
frame duration an integer number of times, resulting in errors in the magnitude of the 
spectrum. This problem can be visualized by repeating the audio signal of one frame, 
as presented in Figure 4.3. In this example, the frame of the actual audio signal 
(measured signal) is slightly longer than one wavelength. The Fast Fourier Transform 
(FFT) computes the signal as if it was a repetition of the audio signal of a frame. The 
resulting spectrum has therefore erroneous frequency components.  
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Figure 4.3 illustration of the effect of making a frame that does not fit the wavelength of the signal 

[34] 

Other windowing functions are used to lower the amplitude of the signal at the 
beginning and end of the signal, and therefore reducing the discontinuity between the 
beginning and ending when repeating the signal. Figure 4.4 shows typical windowing 
functions.  

 
Figure 4.4 typical windowing functions [35] 

Another way to think about spectral leakage is to realize that the resulting spectrum of 
a frame is the convolution of the actual spectrum and the spectrum of a windowing 
function [36]. The convolution theorem is defined as: 
 

 
ℱ{𝑓𝑓 ∙ 𝑔𝑔} =  ℱ{𝑓𝑓} ∗ ℱ{𝑔𝑔} (4.2) 

 
There ℱ denotes the Fourier transform, 𝑓𝑓 and 𝑔𝑔 are functions (in this case, the original 
signal and the windowing function), and ∗ denotes the convolution. The convolution of 
two function is given by (4.3) [36]. 
 

 (𝑓𝑓 ∗ 𝑔𝑔)(𝑜𝑜) ≡  � 𝑓𝑓(
∞

−∞
𝜏𝜏)𝑔𝑔(𝑜𝑜 − 𝜏𝜏)𝑢𝑢𝜏𝜏 =  � 𝑓𝑓(𝑜𝑜 − 𝜏𝜏)𝑔𝑔(

∞

−∞
𝜏𝜏)𝑢𝑢𝜏𝜏 (4.3) 

 
Figure 4.5 illustrates the spectra of typical windowing functions. The spectra of the 
windowing functions indicate how the spectral leakage is centred around the actual 
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spectrum. For example, if the actual audio signal is a tone at 100 Hz and this audio 
signal is windowed, then the spectral leakage is centred around 100 Hz. The general 
trade-off is to have either much spectral leakage close to the actual spectrum or to have 
the spectral leakage more scattered over the spectrum. In other words, choosing the 
right windowing function is usually a trade-off between the width of the main lobe and 
the height of the side lobes. The spectrum of the rectangular windowing function has a 
small main lobe (around zero) and high side lobes. This means that the spectral 
leakage is relatively far from the original frequency compared to other windowing 
functions. The frequency axis has units of FFT "bins". The spectral leakage is more 
centred around the actual frequencies if the frequency resolution is higher, because 
the frequency difference between two successive bins is relatively small for a high 
frequency resolution. For example, a window length of 125 ms has a frequency 
difference between two successive bins of 8 Hz. Therefore, the effects of spectral 
leakage is minimized if the windowing length is longer.  

 
Figure 4.5 spectra of typical windowing functions [35] 

4.4 Low Level Descriptors 

Low Level Descriptors (LLDs) are frame-wise features. This section represents some 
of the typical and self-designed features in two categories: time domain and frequency 
domain features.  

4.4.1 Time domain features 
Time domain features are directly derived from the audio signal. The rectangular 
windowing function is therefore generally used for these features, because spectral 
leakage does not play a role. Two popular time domain features are the Zero Cross 
Rate (ZCR) and the Short Term Energy (STE). 

4.4.1.1 Zero Cross Rate 
Let 𝑒𝑒𝑖𝑖(𝑘𝑘), 𝑘𝑘 = 1, … ,𝑊𝑊𝐿𝐿  be the sequence of audio samples for the 𝑖𝑖𝑡𝑡ℎ frame, where    𝑘𝑘 
denotes the 𝑘𝑘𝑡𝑡ℎsample of the signal, and 𝑊𝑊𝐿𝐿 denotes the number of samples per frame. 
The ZCR is simply the rate at which the signal crosses the zero line [2]: 
 

 
𝑍𝑍𝐶𝐶𝑍𝑍(𝑖𝑖) =

1
2𝑊𝑊𝐿𝐿

� |𝑒𝑒𝑔𝑔𝑛𝑛[𝑒𝑒𝑖𝑖(𝑘𝑘)] − 𝑒𝑒𝑔𝑔𝑛𝑛[𝑒𝑒𝑖𝑖(𝑘𝑘 − 1)]|
𝑊𝑊𝐿𝐿

𝑘𝑘=1

 (4.4) 
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Where 𝑒𝑒𝑔𝑔𝑛𝑛( ∙ ) is the sign function, i.e.: 
 

 
𝑒𝑒𝑔𝑔𝑛𝑛[𝑒𝑒𝑖𝑖(𝑘𝑘)] =  �     1,         𝑒𝑒𝑖𝑖(𝑘𝑘)  ≥ 0

  −1,        𝑒𝑒𝑖𝑖(𝑘𝑘)  < 0 (4.5) 

 
This feature is typically used for the recognition of voiced/unvoiced parts, but also in 
other applications such as speech-music discrimination [37] and music genre 
application [38]. However, many factors could dominate the value of the ZCR, e.g. 
noise, high or low frequencies (by shifting the mean of a small timeslot of the signal). 
This feature is therefore unlikely to provide useful discrimination between clusters, and 
furthermore, determining the ZCR from an audio file for a human is very difficult. The 
ZCR is therefore not considered insightful for humans.  

4.4.1.2 Short term energy 
The short term energy (STE) is given by (4.6) [2]. 
 

 
𝑆𝑆𝑇𝑇𝑆𝑆(𝑖𝑖) =  �|𝑒𝑒𝑖𝑖(𝑘𝑘)|2

𝑊𝑊𝐿𝐿

𝑘𝑘=1

 (4.6) 

 
The STE, root mean square (RMS) energy, or power of a frame indicate the sound 
power of a sound source, which could be a useful features. However, more information 
about the distance to the receiver and the environment is needed to make a reliable 
estimate of the sound power. Although the energy ratio between successive frames 
can be used to reveal pulses, e.g. door slams or claps.  

4.4.2 Spectral features 
Most of the features are in the frequency domain and therefore based on the 
spectrogram. This section represents some of the typical and self-designed spectral 
features.  

4.4.2.1 Sub-band energy 
Let 𝑆𝑆𝑖𝑖(𝑚𝑚),𝑚𝑚 = 1, … ,𝑊𝑊𝑓𝑓𝐿𝐿 be the magnitude of the Direct Fourier Transform (DFT) 
samples of the 𝑖𝑖𝑡𝑡ℎ frame for the signal 𝑒𝑒𝑖𝑖(𝑘𝑘). The Fast Fourier Transform (FFT) is 
commonly used to compute the DFT. The sub-band energy compresses the spectrum 
of the signal by representing the energy in 𝐽𝐽 sub-bands, where the centroid of the 𝑗𝑗𝑡𝑡ℎ 
sub-band 𝑓𝑓𝑅𝑅 (𝑗𝑗) is exponentially spaced for 𝑏𝑏 sub-bands per octave: 
 

 
𝑓𝑓𝑅𝑅 (𝑗𝑗) = 𝑓𝑓0 ∙ 2(𝑗𝑗−1)/𝑏𝑏    (4.7) 

 
Where 𝑗𝑗 = 1, … , 𝐽𝐽, and 𝑓𝑓0 is the centroid frequency of the first sub-band. The sub-band 
energy values are commonly used to represent the spectrum in a compact way. 
Although the sub-band energy is sometimes used as feature.  
 
There are two major disadvantages of this feature; it is too specific and the relevance 
of sub-bands depends on the particular sounds. The sub-band energy is too specific 
because many clusters cannot be characterized by a single spectrum, e.g. a bird can 
have a tone with a lower a higher pitch or sounds at different sound power level. 
Furthermore, a some sub-bands are irrelevant for certain clusters. For example, the 
lower sub-bands do not provide essential information for the recognition of birds. 
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4.4.2.2 Spectral centroid and spectral spread 
The spectral centroid and spectral spread are two simple features that describe the 
position and spread of the energy in the spectrum [2]. The spectral centroid is the 
weighted mean of the magnitude spectrogram: 
 

 
𝑆𝑆𝐶𝐶𝑖𝑖 =

∑ 𝑚𝑚𝑆𝑆𝑖𝑖(𝑚𝑚)𝑊𝑊𝑓𝑓𝐿𝐿
𝑚𝑚=1

∑ 𝑆𝑆𝑖𝑖(𝑚𝑚)𝑊𝑊𝑓𝑓𝐿𝐿
𝑚𝑚=1

 (4.8) 

 
The spectral spread is the deviation of the spectrum from the spectral centroid, 
according to the following equation:  
 

 
𝑆𝑆𝑆𝑆𝑖𝑖 = �

∑ (𝑚𝑚 − 𝑆𝑆𝐶𝐶𝑖𝑖)2𝑆𝑆𝑖𝑖(𝑚𝑚)𝑊𝑊𝑓𝑓𝐿𝐿
𝑚𝑚=1

∑ 𝑆𝑆𝑖𝑖(𝑚𝑚)𝑊𝑊𝑓𝑓𝐿𝐿
𝑚𝑚=1

 (4.9) 

 
The spectral centroid and spread characterize the signal in a generic way, and are 
therefore unlikely to capture the essence of most of the sounds. Although some sounds 
may still be distinguished by this feature. The same holds for other generic descriptors. 
For example the spectral roll-off, which is the frequency below which a certain 
percentage (generally 90%) of the magnitude distribution of the spectrum is 
concentrated. Moreover, the difference between the C-weighted and A-weighted 
spectrogram indicates the difference in magnitude between high-frequency and low-
frequency components.  

4.4.2.3 Mel frequency cepstral coefficient  
The origin of the mel frequency cepstral coefficient (MFCC) is in speech recognition. 
Nowadays, MFCCs are among the most popular audio features for many applications 
[13]. To compute, one has to map the power spectrum onto Mel-frequency scale bands. 
The mel scale is a perceptually motivated scale of frequency intervals, which, if judged 
by human listeners, are equally spaced [2]. Figure 4.6 shows 40 mel frequency filters 
that are generally used. The filter bank energies are computed by taking the sum of the 
product of each filter bank with the power spectrum.  
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Figure 4.6 Mel frequency filter banks 
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The  mel-frequency scale is given by (4.10) [13]. 
 

 𝑀𝑀𝑢𝑢𝑙𝑙(𝑓𝑓) =  2595 ∙ log �1 +
𝑓𝑓

700
� 

 
(4.10) 

The MFCCs are computed by taking the direct cosine transform (DCT) of the logarithm 
of the powers of each band. In short, the MFCC indicate the power distribution of the 
mel-scaled spectrogram. For example, the first MFCC indicates the ratio between high 
and low frequencies. Different subsets of the MFCCs have been used over the years, 
depending on the task. In general, the first 16 coefficients are used [13]. Higher 
coefficients are usually not relevant because they describe highly fluctuating power 
banks.  

4.4.2.4 Harmonics and fundamental frequency 
The fundamental frequency 𝑓𝑓1 is the lowest frequency of a periodic waveform. In music, 
pitch is the psychoacoustic feature that is generally proportional to the fundamental 
frequency. The fundamental frequency is also known as the first harmonic. The 
frequency of other harmonics 𝑓𝑓𝑛𝑛 are integer multiples of the frequency of the first 
harmonic: 
 

 𝑓𝑓𝑛𝑛 = 𝑛𝑛 ∙ 𝑓𝑓1 
 

(4.11) 

 
Where 𝑛𝑛 is a positive integer. Harmonics are likely to be found in many oscillators, e.g. 
the human voice, musical instruments, church bells, animal sounds etc. In music, 
timbre is the quality that describes the sound quality of a tone, and is related to the 
strengths of individual harmonics. Examples of features that are related to the 
harmonics are: the fundamental frequency, the number of harmonics, the energy in the 
fundamental frequency and harmonics, and features that describe the energy 
distribution in the harmonics.  
 
There are numerous techniques to extract the fundamental frequency or pitch, usually 
referred to as pitch detection methods [39]. Two of the typical techniques are based on 
the: the Harmonic Product Spectrum (HPS), and the average magnitude difference 
function. 
 

4.4.2.4.1 Harmonic Product Spectrum 
A simple and fast technique to compute the fundamental frequency is based on the 
HPS. This technique measures the maximum coincidence for harmonics [40]. The HPS 
is defined as: 
 

 𝐻𝐻𝐻𝐻𝑆𝑆𝑖𝑖(𝑚𝑚) =  � |𝑆𝑆𝑖𝑖(𝑓𝑓𝑚𝑚)|
𝑅𝑅

𝑟𝑟=1

 

 

(4.12) 

Where 𝑍𝑍 denotes the maximum number of harmonics. Figure 4.7 illustrates how the 
HPS technique finds harmonics in the spectrum.  
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Figure 4.7 Illustration of the spectra that are multiplied for the computation of the HPS 

[41] 
 
The fundamental frequency is estimated by taking the argument of the maximum value 
in the harmonic product spectrum [40]: 
 

 𝑓𝑓1𝑖𝑖 =  𝑎𝑎𝑓𝑓𝑔𝑔𝑚𝑚𝑎𝑎𝑥𝑥𝑓𝑓(𝐻𝐻𝐻𝐻𝑆𝑆𝑖𝑖(𝑓𝑓)) 
 

(4.13) 

The HPS technique assumes a minimum of 𝑍𝑍 harmonics. Although the sound could 
contain other intervals, i.e. harmonics are integer multiples of the fundamental 
frequency (octaves in music) but non-integer multiples are also possible. Overtones 
are all the dominant frequencies greater than the fundamental frequency, and are 
therefore a superset of harmonics. The HPS could be adapted to capture other 
overtones than the harmonics when this feature is designed for a specific sound by 
adapting the r in equation (4.11). 
 

4.4.2.4.2 Average magnitude difference 
Another common technique for extracting the fundamental frequency is the average 
magnitude difference function. This technique computes the fundamental frequency 
directly from the time signal [32]: 
 

 𝐷𝐷(𝜏𝜏) =
1

𝑊𝑊𝐿𝐿 − 𝜏𝜏 − 1
� |𝑒𝑒𝑖𝑖(𝑘𝑘) − 𝑒𝑒𝑖𝑖(𝑘𝑘 + 𝜏𝜏)| 
𝑊𝑊𝐿𝐿−𝜏𝜏

𝑘𝑘=1

 

 

(4.14) 

Where 𝜏𝜏 is the lag number, 𝜏𝜏 = 0 , … ,𝑊𝑊𝐿𝐿 − 1. The fundamental frequency estimation is 
obtained by searching for the minimum average magnitude difference: 
 

 𝑓𝑓1𝑖𝑖 =
𝑓𝑓𝑒𝑒

𝑎𝑎𝑓𝑓𝑔𝑔𝑚𝑚𝑖𝑖𝑛𝑛𝜏𝜏�𝐷𝐷(𝜏𝜏)�
 (4.15) 
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4.4.2.5 Harmonic distance 
The harmonic distance feature is a self-designed feature which captures the relative 
positions of the overtones. Most sounds have their own characteristic distribution of 
overtones relative to their fundamental frequency. For example, tonal sounds have a 
distribution of overtones which is described by the harmonics (see equation (4.11)). 
The harmonic distance 𝐻𝐻𝑑𝑑 is a feature which reveals the minimum frequency difference 
of overtones to the 𝑛𝑛𝑡𝑡ℎ harmonic: 
 

 
𝐻𝐻𝑑𝑑(𝑛𝑛) = min (��̂�𝑆𝑖𝑖(𝑚𝑚) − 𝑓𝑓𝑛𝑛�) (4.16) 

 
Where �̂�𝑆𝑖𝑖(𝑚𝑚) are the frequencies of the local maxima of the spectrum (i.e. frequency of 
the overtones) of the 𝑖𝑖𝑡𝑡ℎ frame, and 𝑓𝑓𝑛𝑛 is the frequency of the 𝑛𝑛𝑡𝑡ℎ harmonic according 
to equation (4.11) where 𝑛𝑛 denotes the index of the harmonic. Local maxima are those 
frequencies that have a higher magnitude than their (two) neighbouring frequencies (a 
Matlab function 𝑓𝑓𝑖𝑖𝑛𝑛𝑢𝑢𝑓𝑓𝑢𝑢𝑎𝑎𝑘𝑘𝑒𝑒 enables a fast computation of the local maxima). Tonal 
sounds will have low values for this features, e.g. beeps and bells. Other sounds have 
their own characteristic distribution of overtones, resulting in their own characteristic 
set of harmonic distances.  
 
Figure 4.8 illustrates the principle of the harmonic distances. This figure presents the 
spectrogram of a church bell, including the frequency of the first seven harmonics in 
red. This church bell is not a purely tonal sound because not all the frequencies of the 
overtones are equal to the frequencies of the harmonics. The sound is rather a 
combination of different tones with their own fundamental frequency and harmonics, 
which form a chord. The overtones in Figure 4.8 are therefore not necessarily equal to 
the harmonics of the fundamental frequency. The first, second, and third harmonic are 
aligned with the closest overtones, resulting in corresponding harmonic distances of 
approximately zero. The figure illustrates the 4th harmonic distance. Moreover, a 
median filter can be applied to prevent the extraction of overtones based on too narrow 
peaks based on noise in the spectrum.  
 
Although this feature can be useful, the disadvantage is that it does not have a physical 
meaning. The feature would have a physical meaning if the harmonic distances are 
interpreted as being a certain chord.  
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Figure 4.8 spectrogram of a church bell, including the 7 harmonics in red, and the harmonic distance 

(y-axis starts at 25 Hz). 

4.4.2.6 Energy distribution in overtones 
The timbre is not only related to the frequency of the harmonics and overtones, but is 
also influenced by the energy distribution in these overtones. A self-designed feature 
attempts to characterize the energy distribution in the overtones is done by analysing 
the linear regression between the energy in the overtones and the frequency. The slope 
of the line describes the increase or decrease in energy as function of the frequency.  
 

4.5 High level descriptors 

Any feature that characterizes properties for a series of LLDs or a series of spectra is 
referred to as a HLD. This section introduces some typical and self-designed HLDs.  

4.5.1 Spectrogram entropy  
Entropy is a measure of chaos. Hence, more predictable systems have a lower entropy. 
Spectral entropy characterizes the predictability of the spectrum of a single frame [2]. 
Likewise, the spectrogram entropy describes the predictability/chaos of a spectrogram 
(multiple frames). After the PCA of the spectrogram is performed, the eigenvalues 
𝜆𝜆𝑑𝑑 ,𝑢𝑢 = 1, ….  ,𝑊𝑊𝑓𝑓𝐿𝐿 indicate the variabilities after principle component projection [20]. 
The spectrogram entropy is defined as:  
 

 𝐻𝐻 =  −� 𝜆𝜆𝑑𝑑′ 𝑙𝑙𝑛𝑛𝜆𝜆𝑑𝑑′ ,         𝜆𝜆𝑑𝑑′ =
𝜆𝜆𝑑𝑑

∑ 𝜆𝜆𝑑𝑑
𝑊𝑊𝑓𝑓𝐿𝐿
𝑑𝑑=1

𝑊𝑊𝑓𝑓𝐿𝐿

𝑑𝑑=1

 

 

(4.17) 

For example, sounds from birds are likely to have higher spectrogram entropy 
compared to church bells.   
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4.5.2 Autocorrelation and recurrence   
Autocorrelation refers to the correlation of time series with its own past and future 
values, sometimes referred to as lagged correlation [6]. The fundamental frequency 
can be obtained when analysing the time series of the signal. On a higher level, the 
autocorrelation of the time series of LLDs or the spectrogram indicates the recurrence 
of the audio on the level of the segment. Similarly, recurrence quantification analysis 
(RQA) describes recurrent patterns [20]. The RQA is based on recurrence plots which 
reveals the similarities between frames of a specific lag. The recurrence plots can be 
mathematically expressed as:  
 

 𝑍𝑍𝑖𝑖1,𝑖𝑖2 = Θ�𝜎𝜎 − �𝒙𝒙𝒊𝒊𝟏𝟏 − 𝒙𝒙𝒊𝒊𝟐𝟐��,              𝑖𝑖1, 𝑖𝑖2 ∈ [1,𝑁𝑁] 
 

(4.18) 

Where Θ is the Heaviside function (0 for negative values and 1 for positive values), 𝜎𝜎 
is the cut-off distance, and 𝒙𝒙𝒊𝒊𝟏𝟏, 𝒙𝒙𝒊𝒊𝟐𝟐 are spectrum or feature vectors. The RQA measures 
of determinism is often used to quantify periodicities through analysing the ration of 
recurrence points on the diagonal of the recurrence plot to all the recurrence points in 
the recurrence plot. This feature is able to discriminate between repeating and non-
repeating sounds in urban environments [20].  

4.5.3 Magnitude derivative  
A self-designed feature captures the changes in the magnitude of the fundamental 
frequency for a certain segment. The maximum and minimum value of the derivative of 
the magnitude of the fundamental frequency indicate how sudden a sound level 
increases and decreases. For example, the exemplary dataset contains a lot of church 
bells. They are likely to have a high maximum derivative value and a small negative 
derivative value (i.e., a negative value close to zero), because the sound starts abruptly 
and slowly decays. The maximum magnitude derivative 𝑆𝑆𝐷𝐷𝑚𝑚𝑚𝑚𝑚𝑚 is defined as: 
 

 
𝑆𝑆𝐷𝐷𝑚𝑚𝑚𝑚𝑚𝑚 = max�

𝑆𝑆𝑖𝑖(𝑓𝑓1) − 𝑆𝑆𝑖𝑖−1
∆𝑜𝑜

� ,     𝑖𝑖 = 𝑖𝑖𝑠𝑠2, … , 𝑖𝑖𝑠𝑠𝑛𝑛 

 

(4.19) 

Where 𝑆𝑆𝑖𝑖(𝑓𝑓1) is the magnitude of the fundamental frequency for the 𝑖𝑖𝑡𝑡ℎ frame, ∆𝑜𝑜 
denotes the time difference between two successive frames, and 𝑖𝑖𝑠𝑠2 and 𝑖𝑖𝑠𝑠𝑛𝑛 are the 
second and last frame indices of the segment respectively.  
 

4.6 Feature normalization 

Feature normalization is a process that converts feature values of individual features 
to a standardized range. One frequently used normalization technique is 
standardization. This technique makes the values of each feature have zero-mean and 
unit variance [42]: 
 

 
𝒓𝒓′(𝑖𝑖) =

𝒓𝒓(𝑖𝑖) − 𝒓𝒓�
𝜎𝜎𝑠𝑠

 (4.20) 

 
Where 𝒓𝒓 = [𝑥𝑥𝑖𝑖1, 𝑥𝑥𝑖𝑖2, … , 𝑥𝑥𝑖𝑖𝑁𝑁] for 𝑖𝑖 = 1,2, . . . , 𝑙𝑙. Another normalization technique is to 
subtract the minimum value of each feature and divide by the difference between the 
maximum and minimum value. So that 𝒓𝒓′(𝑖𝑖) ∈ [0, 1]. In this report, the standardization 
technique is applied because it is insensitive to outliers. Note that this approach 
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assumes that the data can be approximated by a normal distribution, e.g. the data is 
not logarithmically scaled or is limited at a certain value.  
 

4.7 Summary  

In intelligent audio analysis, there is a large set of well-known features. This set can be 
extended with self-designed features. This chapter presents some typical and self-
designed features. The adopted features should contribute to the distinction of (one or 
more) clusters in line with the clustering criterion, i.e. the recognition of clusters that are 
logical and natural to humans. A feature may be relevant for one cluster but irrelevant 
for another. The performance of features is difficult to interpret beforehand, because 
the desired clusters are unknown. Although some features are more likely to perform 
better because they capture the essence of sounds analogous to the human 
perception.  
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5 Full-dimensional clustering algorithms 

5.1 Introduction 

The set of full-dimensional clustering algorithms covers all algorithms that search for 
clusters in the full-dimensional feature space, i.e. using the entire feature set for each 
cluster. Non-full-dimensional clustering algorithms are called subspace clustering 
algorithms. Full-dimensional clustering algorithms give equal importance to all the 
features when computing the distance between two points. Clustering algorithms differ 
significantly in their notion of what defines a cluster and how to find them. This chapter 
presents a few of the popular full-dimensional clustering algorithms.  
 
Section 5.2 presents an assessment of the full-dimensional clustering algorithms for 
the considerations as introduced in section 3.2. These algorithms are further explained 
in the rest of this chapter. Section 5.3 presents some of the typically used proximity 
measures, which are required in most of the clustering algorithms. These proximity 
measures are required because they quantify the distance between data points. 
Subsequently, section 5.4 presents an overview of popular clustering algorithm 
categories. Some of the prominent clustering algorithms that are of interest for this 
research are introduced in section 5.5. Finally, a summary is presented in section 5.6. 
 

5.2 Assessment of typical full-dimensional clustering algorithms 

This section presents an overview of the assessment of some of the relevant clustering 
categories and specific clustering algorithms in the most applicable categories: cost 
optimization clustering algorithms and density-based algorithms.  
 
The categories and algorithms are evaluated with regard to the considerations as 
proposed in section 3.2. The considerations are shortly repeated in this paragraph. 
Firstly, the algorithm should be able to find clusters with arbitrary shape, size or density. 
Secondly, the computational complexity of the algorithm should be acceptable with 
regard to the number of clusters 𝑀𝑀, the number of data points (instances) 𝑁𝑁, and the 
number of dimensions 𝑙𝑙. Thirdly, the parameters are ideally related to the level of detail, 
and should be independent of specific information on the distribution of data (i.e., the 
number of clusters or the density of clusters). Fourthly, the results of the clustering 
algorithm are ideally not sensitive to small changes in the parameters. Finally, any 
graphical representation of the data or clustering process is desirable, because the goal 
of the clustering algorithm is to provide insight.  
 
Table 5.1 presents the assessment for some typical full-dimensional clustering 
algorithms for the considerations as presented above. The presented categories are 
further explained in section 5.4 and the specific clustering algorithms are further 
clarified in more detail in section 5.5. 
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Table 5.1 assessment of typical full-dimensional clustering algorithms for the clustering algorithm  
considerations 

 Arbitrary 
cluster 

shape, size, 
and density 

Complexity Parameters Information on 
clustering 
structure 

Sequential 
clustering 
algorithms 

Yes 𝑂𝑂(𝑁𝑁)  𝛩𝛩 - dissim. thresh No 

Agglomerative 
algorithms 

Yes 𝑂𝑂(𝑁𝑁2)  𝜏𝜏𝑅𝑅 - level of dissim. Dendrogram 

Divisive 
algorithms 

Yes 𝑂𝑂(2𝑁𝑁−1) - Dendrogram 

Cost 
optimization 
algorithms 

    
 

 

- k-means No 𝑂𝑂(𝑀𝑀𝑁𝑁)  𝑀𝑀 - number of clusters No 
- EM clustering No 𝑂𝑂(𝑀𝑀𝑁𝑁)  𝑀𝑀 - number of clusters No 
- spectral 
clustering  

Yes 𝑂𝑂(𝑁𝑁3)  𝑀𝑀 - number of clusters 
 𝜎𝜎 - scale of proximity 
measure 

No 

Density Based     
- DB scan No 𝑂𝑂(𝑁𝑁 𝑙𝑙𝑓𝑓𝑔𝑔𝑁𝑁) 𝑚𝑚𝑖𝑖𝑛𝑛𝐻𝐻𝑜𝑜𝑒𝑒 - minimum 

number of points 
𝜀𝜀 - radius 

No 

- OPTICS Yes 𝑂𝑂(𝑁𝑁 𝑙𝑙𝑓𝑓𝑔𝑔𝑁𝑁) 𝑚𝑚𝑖𝑖𝑛𝑛𝐻𝐻𝑜𝑜𝑒𝑒 - minimum 
number of points 
𝜀𝜀 - radius 

Reachability plot 

- KDE-based 
clustering 
algorithms 

Yes 𝑂𝑂(𝑁𝑁 + (𝐻𝐻0)𝑙𝑙) 𝐻𝐻𝑑𝑑 - relative dynamics 
ℎ - bandwidth 
𝐻𝐻0 - evaluation points 
per dimension 

Density plot for 
𝑙𝑙 ≤ 3 

- LST Yes 𝑂𝑂(𝑁𝑁 𝑙𝑙𝑓𝑓𝑔𝑔𝑁𝑁)  𝐻𝐻𝑑𝑑 - relative dynamics 
 𝜎𝜎 - scale of proximity 
measure 
 

Dendrogram 

 

5.3 Proximity measure 

Most clustering algorithms require a proximity measure to quantify the similarity or 
dissimilarity between data points. Similarity measures are either between two points, 
between a point and a set of points, or between two sets of points. The proximity 
measures are based on the dataset 𝑋𝑋, which is a set of 𝑙𝑙 - dimensional feature vectors 
𝒙𝒙𝑖𝑖, for the 𝑖𝑖𝑡𝑡ℎ frame 𝑖𝑖 = 1, … ,𝑁𝑁 (see equation (2.2)). 

5.3.1 Between two points 
Most full-dimensional clustering algorithms use the proximity between points to 
ultimately obtain clusters. There are many means to measure the dissimilarity (or 
similarity) between feature vectors.  
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5.3.1.1 Dissimilarity measure 
The dissimilarity measure 𝑢𝑢 is a function on 𝑋𝑋 , such that the dissimilarity between all 
feature vectors are real values [6]: 
 

 𝑢𝑢 ∶  𝑋𝑋 × 𝑋𝑋 → ℛ 
 

(5.1) 

Where ℛ is the set of real values. The dissimilarity from 𝒙𝒙 to 𝒚𝒚 is equal to the 
dissimilarity from 𝒚𝒚 to 𝒙𝒙, for all 𝒙𝒙 and 𝒚𝒚 in 𝑋𝑋: 
 

 𝑢𝑢(𝒙𝒙,𝒚𝒚) = 𝑢𝑢(𝒚𝒚,𝒙𝒙),      ∀𝒙𝒙,𝒚𝒚 ∈ 𝑋𝑋 
 

(5.2) 

The most common dissimilarity measure is the weighted 𝑙𝑙𝑝𝑝 measure [6], that is: 
 

Where 𝑥𝑥𝑗𝑗, 𝑦𝑦𝑗𝑗 are the 𝑗𝑗𝑡𝑡ℎ coordinates of 𝒙𝒙 and 𝒚𝒚, 𝑙𝑙 is the number of dimensions, and 
𝑒𝑒𝑗𝑗 ≥ 0 is the 𝑗𝑗𝑡𝑡ℎ weight coefficient. Full-dimensional clustering algorithms only use 
unweighted proximity measures. The unweighted 𝑙𝑙𝑝𝑝 measure is obtained if 𝑒𝑒𝑖𝑖 = 1, 𝑖𝑖 =
1, … , 𝑙𝑙. In contrast, subspace clustering algorithms optimize the weighing function to 
find the optimal (weighted) feature selection.  
 
The Euclidian distance is found when 𝑓𝑓 = 2. Other popular 𝑙𝑙𝑝𝑝 measures are the 
Manhattan norm (𝑓𝑓 = 1), or the 𝑙𝑙∞ norm. The 𝑙𝑙∞ norm is often used in monothetic 
clustering. This norm is defined as: 
 

Another common dissimilarity measure is presented in [44], see (5.5). 
 

 
𝑢𝑢𝐺𝐺(𝒙𝒙,𝒚𝒚) =  − log10 �1 −

1
𝑙𝑙
�

�𝑥𝑥𝑗𝑗 − 𝑦𝑦𝑗𝑗�
𝑏𝑏𝑗𝑗 − 𝑎𝑎𝑗𝑗

𝑙𝑙

𝑗𝑗=1

� 

 

(5.5) 

Where 𝑏𝑏𝑗𝑗  and 𝑎𝑎𝑗𝑗 are the maximum and minimum values among the 𝑗𝑗𝑡𝑡ℎ feature of the 
vectors in 𝑋𝑋. The goal of this dissimilarity measure is to incorporate the distribution of 
𝑋𝑋 for the computation of the dissimilarity between 𝒙𝒙 and 𝒚𝒚 in addition to the feature 
values in 𝒙𝒙 and 𝒚𝒚. Other popular similarity measures include: the inner product, 
Pearson’s correlation coefficient, and the Tanimoto measure [6].  

5.3.1.2 Similarity measure 
Analogous to the dissimilarity measure, the similarity measure 𝑒𝑒 is a function on 𝑋𝑋 , 
such that the similarity between all feature vectors are real values: 
 

 𝑒𝑒 ∶  𝑋𝑋 × 𝑋𝑋 → ℛ 
 

(5.6) 

And the similarity from 𝒙𝒙 to 𝒚𝒚 is equal to the similarity from 𝒚𝒚 to 𝒙𝒙, for all 𝒙𝒙 and 𝒚𝒚 in 𝑋𝑋: 
 

 𝑢𝑢𝑝𝑝(𝒙𝒙,𝒚𝒚) = ��𝑒𝑒𝑗𝑗�𝑥𝑥𝑗𝑗 − 𝑦𝑦𝑗𝑗�
𝑝𝑝

𝑙𝑙

𝑗𝑗=1

�

1/𝑝𝑝 

  

 

(5.3) 

 𝑢𝑢∞(𝒙𝒙,𝒚𝒚) =  𝑚𝑚𝑎𝑎𝑥𝑥1≤𝑗𝑗≤𝑙𝑙𝑒𝑒𝑗𝑗|𝑥𝑥𝑗𝑗 − 𝑦𝑦𝑗𝑗| 
 

(5.4) 



48 / 118 
 

Master thesis | TU/e 
 

 

 
 

 𝑒𝑒(𝒙𝒙,𝒚𝒚) = 𝑒𝑒(𝒚𝒚,𝒙𝒙),      ∀𝒙𝒙,𝒚𝒚 ∈ 𝑋𝑋 
 

(5.7) 

The similarity measure can simply be the negative Euclidian distance. However, the 
similarity between two vertices is commonly computed with the Gaussian similarity 
function. This similarity function is used in many non-parametric models. And is defined 
in (5.8) [24].  
 

 
𝑒𝑒(𝒙𝒙,𝒚𝒚) = exp�−

−∥ 𝒙𝒙 − 𝒚𝒚 ∥2

2𝜎𝜎2
� 

 

(5.8) 

Where ∥ 𝒙𝒙 − 𝒚𝒚 ∥ is the Euclidean distance between 𝒙𝒙 and 𝒚𝒚, and 𝜎𝜎 controls the scale 
of the spatial proximity measure. The advantage of this measure is that the similarity is 
ranged from 0 to 1, and the scale of the proximity measure can be scaled with 𝜎𝜎. This 
similarity measure is a Kernel function. A Kernel function of two vectors is a dot product 
of two vectors 𝒙𝒙 and 𝒚𝒚 in some (possibly very high dimensional) mapping of the original 
feature space. 

5.3.2 Between a point and a set of points 
Many clustering schemes use a proximity measure between feature vectors and a set 
of feature vectors (mostly representing a temporary cluster). Typical measures are the 
maximum, minimum or average proximity functions. In addition, the set of feature 
vectors can typically be represented by: a mean or median point, a hyperplane, or a 
hypersphere. The choice of representative suggest a certain shape of the resulting 
clusters. Figure 5.1 illustrates the proximity measures between a point and a 
hyperplane and a point and a hypersphere.  
 

 
Figure 5.1 a) The distance between a point and a hyperplane. b) Distance between a point and a 

hypersphere [22] 

 

5.3.3 Between sets of points 
Some clustering algorithms are built upon the proximity between sets of feature vectors. 
Similar to the proximity between a feature vector and a set of feature vectors, common 
proximity functions are: the maximum, minimum, average or mean proximity functions. 
In addition, the Kullback-Leibler divergence can be used to estimate the distance 
between sets, if they are translated to discrete probability functions [45].  
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5.4 Overview of full-dimensional clustering algorithm categories 

Numerous clustering algorithms resolve the challenge of cluster analysis, varying in 
their notion of sensible clusters and how to find them. Most clustering algorithms can 
be divided into the following major categories: 
 
• Sequential algorithms 
• Hierarchical algorithms 

o Agglomerative algorithms 
o Divisive algorithms 

• Cost optimization algorithms 
o Hard or crisp algorithms 
o Probabilistic algorithms 
o Fuzzy algorithms 
o Boundary detection algorithms 

• Density-based algorithms 
• Branch and bound algorithms 
• Genetic algorithms 
• And more.. 

5.4.1 Sequential algorithms 
Sequential algorithms are algorithms where all the points are sequentially presented to 
the clustering algorithm. The major advantage is that the computational complexity is 
low, i.e. 𝑂𝑂(𝑁𝑁), because each point is only visited once, where 𝑁𝑁 is het number of 
instances. The basic idea is that each new feature vector that is considered is either 
assigned to an existing cluster, or creates a new cluster. The decision is based on a 
threshold of dissimilarity Θ. This clustering scheme therefore uses a proximity measure 
between a feature vector and a set of feature vectors as introduced in section 5.3.  
 
In the Basic Sequential Algorithm Scheme (BSAS), vectors are presented once. For 
example, all the feature vectors can be sequentially presented via random selection. 
The disadvantage of this algorithm is that the sequence in which the feature vectors 
are presented influences the final cluster formation. Hence, a modified BSAS is 
introduced to limit the influence of the particular fulfilment of the sequence by 
presenting the feature vectors multiple times or introducing a refinement stage. 
Nevertheless, clustering on a (intermediate) subset of the feature set 𝑋𝑋 can potentially 
result in a bias between the resulting clusters and the actual clusters because the 
cluster manifolds could be undiscovered. Figure 5.2 illustrates this effect. The boundary 
between two clusters could significantly change when more data points are added. The 
clusters in this figure could be drastically different when the sequence of the presented 
data points would be different.  
 

 
Figure 5.2 change in boundary as a result of a higher number of data samples [9] 
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In general, the sequential algorithms are fast on the expense of precision. The resulting 
clusters are strongly dependent on the choice of the threshold of dissimilarity. Although 
arbitrary cluster shapes and sizes are supported. The number of clusters is not set, but 
usually there is a parameter to mark the maximum number of clusters. 

5.4.2 Hierarchical algorithms 
Instead of producing a single clustering, hierarchical algorithms produce a hierarchy of 
clustering, which can be represented in a dendrogram. There are two main categories: 
Agglomerative and divisive algorithms. Each step in the process of agglomerative 
clustering merges two clusters of the previous step. While divisive algorithms start with 
one cluster and split a cluster at each step of the process.  

5.4.2.1 Agglomerative algorithms  
Agglomerative algorithms use a bottom-up approach to find hierarchical clustering. The 
computational complexity of agglomerative clustering algorithms is 𝑂𝑂(𝑁𝑁3), which 
makes this approach infeasible for large datasets. However, more efficient 
computational schemes for agglomerative clustering are introduced, although the 
complexity of these schemes cannot become less than 𝑂𝑂(𝑁𝑁2) [6]. 
 
There are two techniques for agglomerative clustering. The first technique is based on 
graph theory concepts, which means that the (dis)similarity matrix 𝑊𝑊(𝑋𝑋) stays intact 
throughout the clustering process. The similarity matrix and the dissimilarity matrix are 
𝑁𝑁 × 𝑁𝑁 matrices whose (𝑖𝑖, 𝑗𝑗) element equals the similarity 𝑒𝑒�𝒙𝒙𝑖𝑖 ,𝒙𝒙𝑗𝑗� or respectively the 
dissimilarity 𝑢𝑢�𝒙𝒙𝑖𝑖 ,𝒙𝒙𝑗𝑗� between the vectors 𝒙𝒙𝑖𝑖 and 𝒙𝒙𝑗𝑗. The second technique is based on 
the matrix theory concepts. In this technique, each step of the clustering process 
reduces the size of the (dis)similarity matrix.  
 
The first and simplest agglomerative algorithm is the single link algorithm. This 
algorithm searches for the highest similarity between two points or two points in clusters 
and merges them in to a new cluster. The single link algorithm can be implemented 
with both graph theory and matrix theories. Clusters with arbitrarily shapes, sizes and 
densities are supported if the graph theory is applied. However, algorithms based on 
the matrix theory can use cluster representatives, such as the mean, resulting in non-
arbitrarily shaped clusters. Furthermore, the notion of proximity is prominent to the final 
clustering, i.e. the proximity between sets can be either the maximum, minimum, 
average, or mean proximity. Equally sized and shaped clusters are possible if the 
minimum proximity measure is applied. The disadvantage of the single link clustering 
algorithm compared to other agglomerative clustering algorithms (e.g., complete link 
algorithms) is the risk that two distant large clusters are merged by a single link. This 
phenomenon is called chaining.  
 
Figure 5.3 illustrates the outcome of a hierarchical algorithm. Figure 5.3.a presents an 
exemplary two dimensional dataset, and Figure 5.3.b the resulting dendrogram for a 
single-link algorithm (without chaining). The number of clusters follows from the cut-off 
dissimilarity threshold 𝜏𝜏𝑑𝑑. For example, if the cut-off dissimilarity is equal to 20 (Figure 
5.3), 4 clusters will appear.  
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Figure 5.3 Illustration of hierarchical clustering [22] 

5.4.2.2 Divisive algorithms  
Divisive algorithms search for hierarchical clustering in a top down approach. The first 
clustering contains a single set 𝑋𝑋 and iteratively search for the best partition into two 
clusters. Divisive algorithms are either polythetic, i.e. partitioning is performed based 
on all the features, or monothetic, based on a single feature each step. The most 
straightforward divisive method is to search for 2𝑁𝑁−1 − 1 partitions of 𝑋𝑋 into two sets 
and define an optimum. The large quantity of possible partitions makes divisive 
clustering algorithms in general computationally expensive, although a large set of 
possible divisive clustering algorithms is possible. The computational complexity of 
most divisive clustering algorithms is 𝑂𝑂(2𝑁𝑁−1), which makes them too slow for large 
datasets [46].  

5.4.3 Cost optimization algorithms 
This category contains a set of clustering algorithms that iteratively optimise the quality 
of clustering, which is assessed by a cost function. Some optimization schemes use 
differential calculus to find the optimum. The computational complexity of cost 
optimization algorithms is very divers, and depends on the particular algorithm. This 
category includes the following subcategories: hard or crisp clustering algorithms, 
probabilistic clustering algorithms, fuzzy clustering algorithms, and boundary detection 
algorithms [6].  

5.4.3.1 Hard or crisp clustering algorithms 
Hard or crisp clustering algorithms cover those algorithms in which a vector belongs 
exclusively to one cluster. Centroid-based algorithms are an example of a hard cost 
optimization algorithm. These algorithms represent clusters by a single mean point and 
iteratively find the best position of the mean points. Alternatively, hyperplanes and 
hyperspheres, and quadratic surface representatives are frequently used as cluster 
representatives.  
 

5.4.3.2 Probabilistic clustering algorithms 
Probabilistic clustering algorithms are a special type of hard clustering algorithms that 
assign a vector 𝒙𝒙 to a cluster 𝐶𝐶𝑖𝑖 if the probability 𝐻𝐻(𝐶𝐶𝑖𝑖 ,𝒙𝒙) is maximum. Many algorithms 
use the Gaussian probability distribution to estimate the probabilities. An example is 
the Expectation-Maximization (EM) algorithm. This algorithm searches for the best fit 
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of 𝑀𝑀 𝑙𝑙-dimensional Gaussian distribution on the dataset, where 𝑀𝑀 is the number of 
clusters, and 𝑙𝑙 the number of features.  
 

5.4.3.3 Fuzzy clustering algorithms 
Fuzzy clustering algorithms assign a point to a cluster up to a certain degree. 
Furthermore, possibilistic clustering algorithms are a type of fuzzy algorithms that 
include cases where the possibility of vector 𝒙𝒙 to belong to a cluster 𝐶𝐶𝑖𝑖 is measured.  
 

5.4.3.4 Boundary detection algorithms 
Boundary detection algorithms iteratively adjust the boundaries of the region where 
clusters lie, to find the optimal partition of clusters. These algorithms are different from 
the above mentioned clustering algorithms because they do not require cluster 
representatives. However, most boundary detection algorithms require the number of 
clusters as input. 

5.4.4 Density-based clustering algorithms 
Density-based clustering algorithms view clusters as regions in 𝑙𝑙 - dimensional space 
that are dense in data points. Figure 5.4 illustrates dense regions in a two-dimensional 
feature space. Density-based algorithms differ in the way they measure density and 
how to efficiently find dense spaces. This category of clustering algorithms is generally 
low in computational cost, and therefore a good candidate for processing large 
datasets.  

 
Figure 5.4 Illustration of dense regions in a two-dimensional feature space [47] 

5.4.5 Branch and bound algorithms 
Algorithms that use the branch and bound method are designed to find a global optimal 
without having to consider all possible clusterings. The branch and bound method 
results in a top-down decision tree. The branch process creates the branches of the 
tree by producing two or more alternatives that represent a set of solutions (in this case, 
clusterings). Additionally, the bound process selects the best (intermediate) candidate 
solution. However, these algorithms suffer from high computational cost, and require 
the number of clusters 𝑀𝑀 as input [6]. 

5.4.6 Generic clustering algorithms 
Generic algorithms resolve optimization problems in a way that is inspired by natural 
selection. That is, a set (called population) of candidate solutions to an optimization 
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problem is evolved towards better solutions, via mutations, crossovers, and selection. 
Generic clustering algorithms search for the optimal clustering by iteratively generating 
new sets of clusterings. A fitness function indicates the quality of a particular clustering. 
However, the number of possible clusterings grows exponentially with the number of 
instances 𝑁𝑁, and even though not all solutions have to be checked, results in high 
computational cost. Additionally, the fitness function often implies a certain: number of 
clusters, cluster shape, or cluster size. 
 

5.5 Typical examples of full-dimensional clustering algorithms 

This section presents some of the prominent clustering algorithm schemes of some of 
the categories as introduced in the previous section. One of the most common 
clustering algorithms is a hard centroid based cost optimization clustering algorithm, 
called the k-means algorithm. The structure and the (dis)advantages of this algorithm 
are introduced in this section, and can be viewed as exemplary for the (dis)advantages 
of other clustering algorithms. Subsequently, some of the most applicable clustering 
algorithms for the challenges as introduced in section 3.2.2 are presented in the current 
section. That is, a boundary detection algorithm (spectral clustering algorithm) and 
density-based clustering algorithms (DBSCAN, OPTICS, LST, and algorithms based 
on the kernel density estimation). The approach of these algorithms correspond to the 
considerations introduced in section 5.2. 

5.5.1 k-means 
k-means is one of the most straightforward clustering algorithms, and has lots of 
implementations nowadays (not to be confused with k-nearest neighbours). One could 
even say that k-means is the default clustering method. Another great advantage is 
that k-means scales very well to very large datasets, i.e. 𝑂𝑂(𝑁𝑁𝑀𝑀), where 𝑁𝑁 is the number 
of instances and 𝑀𝑀 the number of clusters [48]. 

5.5.1.1 Algorithm 
k-means clustering partitions a dataset in k clusters [49], where the number of resulting 
clusters k is a parameter where k ∈ ℕ+. It proceeds by selecting k initial cluster centres 
and iteratively updating them as follows [50] (Figure 5.5): 
 

1. Each node 𝑥𝑥𝑖𝑖 is assigned to its closest cluster centre 
2. Each cluster centre is updated to be the mean of its constituent nodes 

The model converges when the reassignment of nodes does no longer lead to changes. 
The k-means clustering algorithm can be seen as a special case of clustering based 

 
Figure 5.5, Illustration of k-means algorithm (k = 2) [50] 
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on a Gaussian mixture model (E-M algorithm), where the covariance matrix is diagonal, 
and equal for all clusters.  

5.5.1.2 Parameters 
This method requires the number of clusters as input. Other methods can provide an 
estimate of the number of clusters if preliminary knowledge of the data with respect to 
the number of clusters is unknown. For example, the elbow method, x-means 
clustering, or the information criterion approach [51].  
 
The statistical toolbox of Matlab 2016a contains a function for k-means clustering, i.e. 
kmeans() [52]. This function contains several input arguments to cover a part of the 
parameter selection for the k means clustering. First of all, the initial cluster centres can 
be determined randomly, uniformly, based on preliminary clustering on a random 10% 
subsample etc. Subsequently, the distance between points and cluster centres are 
usually defined as the squared Euclidian distance, but can for example also be 
described by the sum of absolute differences (𝑙𝑙1). Other input parameters are related 
to the maximum number of iteration, the number of replicas (i.e. number of subsequent 
clustering executions), the action to take if a cluster loses all nodes, and how to display.  

5.5.1.3 Known issues 
The k-means algorithm definitely has some drawbacks. First of all, there is the risk of 
converging to a local minimum, see Figure 5.6. Applying multiple replicas or swapping 
points between clusters counter this problem.  
 

Furthermore, the k-means algorithm has the tendency to produce equally-sized 
clusters, which can be a wrong assumption. Most importantly, the k-means assumes 
that clusters can be represented by the mean of the cluster (i.e. hyperspherically 
shaped clusters). An often used exemplary data set to demonstrate the risk of such 
assumptions is the two moons dataset. The clusters in the two moon dataset cannot 
be represented by their means (Figure 5.7). 
  

 
Figure 5.6, Illustration of local minimum k-means algorithm [53] 
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5.5.2 Spectral clustering 
In the past decade, spectral clustering has become one of the most popular modern 
clustering algorithms. It is simple to implement, it can be solved efficiently by standard 
linear algebra and generally outperforms traditional clustering algorithms such as k-
means. Spectral clustering is a boundary detection algorithm that computes clusters 
based on the distance between feature vectors. In this respect, spectral refers to the 
spectrum of a matrix, i.e. the set of eigenvalues of that matrix. In this case, the 
eigenvalues of the graph Laplacian matrix.  

5.5.2.1 Algorithm 
The spectral clustering algorithm computes the similarities between feature vectors and 
searches for the best split. A similarity or adjacency matrix 𝑊𝑊(𝑋𝑋) can be constructed 
based on the similarity between points, according to the Gaussian similarity function 
(equation (5.8)). The matrix 𝑊𝑊(𝑋𝑋) is constructed such that 𝑊𝑊𝑖𝑖𝑗𝑗 =  𝑒𝑒�𝒙𝒙𝑖𝑖 ,𝒙𝒙𝑗𝑗� for feature 
vector 𝒙𝒙𝑖𝑖 and 𝒙𝒙𝑗𝑗, where 𝑖𝑖, 𝑗𝑗 = 1, … ,𝑁𝑁. 𝑊𝑊𝑖𝑖𝑗𝑗 is also called the weight of the edge between 
feature vector 𝒙𝒙𝑖𝑖 and 𝒙𝒙𝑗𝑗, where the edges represent the set of connections between 
feature vectors. The matrix 𝑊𝑊(𝑋𝑋) includes either: all the similarities between feature 
vectors (i.e. fully connected graph), the k number of similarities with the highest value 
from each feature vector (i.e. the k-nearest neighbour graph), or all the similarities of a 
minimal weight (i.e. the 𝜀𝜀-neighbour graph).  
 
Unnormalized spectral clustering makes clusters such that the total weight of the 
removed edges is minimal. Let 𝐴𝐴 and 𝐵𝐵 be two disjoint sets such that 𝐴𝐴 ∪ 𝐵𝐵 = 𝑋𝑋 and 
𝐴𝐴 ∩ 𝐵𝐵 = ∅. The optimal cut minimizes the cut value [54]: 
 

 
𝑐𝑐𝑢𝑢𝑜𝑜(𝐴𝐴,𝐵𝐵) =  � 𝑒𝑒(𝑢𝑢, 𝑣𝑣)

𝑢𝑢∈𝐴𝐴,𝑣𝑣∈𝐵𝐵

 

 

(5.9) 

For multiple cuts, the total cut value is [24]: 
 

 𝑐𝑐𝑢𝑢𝑜𝑜(𝐴𝐴1, … ,𝐴𝐴𝑘𝑘) =  �𝑐𝑐𝑢𝑢𝑜𝑜(𝐴𝐴𝑖𝑖 ,𝐴𝐴𝚤𝚤� )
𝑘𝑘

𝑖𝑖=1

 

 

(5.10) 

Where 𝐴𝐴𝚤𝚤�  denotes the complement set of 𝐴𝐴𝑖𝑖. The optimal cut can be anywhere in the 
dataset, and thus arbitrarily shaped, sized, and dense clusters can emerge.  
 

 
Figure 5.7, k-means clustering for the two moon data set [48] 
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The minimal value of the cut is found by computing the eigenvalues of the graph 
Laplacian, i.e. 𝐿𝐿 = 𝐷𝐷 −𝑊𝑊, where 𝐷𝐷 is a diagonal matrix with 𝑢𝑢𝑖𝑖 = ∑ 𝑒𝑒𝑖𝑖𝑗𝑗{𝑗𝑗|(𝑖𝑖,𝑗𝑗)∈𝐸𝐸}  [24]. The 
eigenvectors that correspond to the k smallest eigenvalues are related to the partitions 
with the minimum cut values. For k > 2, the k-means algorithm is used to cluster the 
set of eigenvectors into k clusters. Note that clustering the eigenvectors with the k-
means algorithms leads to significantly different resulting clusters compared to 
clustering the set of data points with the k-means algorithm.  

5.5.2.2 Known issues 
Two problems that arise are due to the fact that equation (5.9) or (5.10) do not always 
lead to the best cut, and because the number of clusters is an input parameter.  
 
In 2000 [54] and 2002 [55], two new adjustment of unnormalized spectral clustering 
were proposed to address the problem of bad partitioning when the dataset includes 
small sets of isolated nodes. Figure 5.8 illustrates this problem.  

 
Figure 5.8 A case where minimum cuts give bad partition [54] 

One of the propose normalizations use the total connection of each cluster to all the 
feature vectors (association), i.e. 𝑎𝑎𝑒𝑒𝑒𝑒𝑓𝑓𝑐𝑐(𝐴𝐴,𝑉𝑉) =  ∑ 𝑒𝑒(𝑢𝑢, 𝑜𝑜)𝑢𝑢∈𝐴𝐴,   𝑡𝑡∈𝑉𝑉 .  This normalized cut, 
also known as Shi Malic normalization, is defined as [54] 
 

 𝑁𝑁𝑐𝑐𝑢𝑢𝑜𝑜(𝐴𝐴,𝐵𝐵) =
𝑐𝑐𝑢𝑢𝑜𝑜(𝐴𝐴,𝐵𝐵)
𝑎𝑎𝑒𝑒𝑒𝑒𝑓𝑓𝑐𝑐(𝐴𝐴,𝑉𝑉) + 

𝑐𝑐𝑢𝑢𝑜𝑜(𝐴𝐴,𝐵𝐵)
𝑎𝑎𝑒𝑒𝑒𝑒𝑓𝑓𝑐𝑐(𝐵𝐵,𝑉𝑉) 

 

(5.11) 

The other normalization is based on the ratio of the number points in each cluster 
(Jordan Weiss normalization [55]). These normalized cuts have better performance in 
general because they do not make clusters from small sets of isolated nodes. The 
computation of the optimal normalized cut is performed by adjusting the eigenvalue 
problem. For example, if the normalization in equation (5.11) is applied, the eigenvalue 
problem becomes 𝐿𝐿𝑣𝑣 =  𝜆𝜆𝐷𝐷𝑣𝑣, where 𝑣𝑣 are the eigenvectors and 𝜆𝜆 the eigenvalues [24].  
 
Furthermore, the number of clusters is an input parameter. To counter this problem, a 
heuristic can be used to estimate the number of clusters. The number of clusters can 
be estimated by detecting a jump in the eigenvalues. Figure 5.9 illustrates the 
eigenvalues distribution of an exemplary dataset. This figure indicates that the number 
of clusters should be equal to 4.  
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Figure 5.9 The eigenvalue distribution of an exemplary dataset [24] 

5.5.2.3 Computational complexity 
The computation of 𝑊𝑊(𝑋𝑋) can be computationally demanding, i.e. 𝑂𝑂(𝑁𝑁2). However, 
calculating the eigenvalue decomposition of the Laplacian matrix is the computational 
bottleneck, requiring 𝑂𝑂(𝑁𝑁3) [56]. The computational complexity can be improved by 
introducing ‘supernodes’ to make the graph more coarse, where the number of 
supernodes is much smaller than the actual nodes 𝑁𝑁 [56]. The supernodes represent 
the dataset and the used of supernodes is thus an instance reduction method, which 
can for example be performed with vector quantization. 

5.5.3 DBSCAN and OPTICS 
One of the most popular density-based clustering algorithms is Density-Based Spatial 
Clustering of Applications with Noise (DBSCAN) [57]. The Ordering Points To Identify 
the Clustering Structure (OPTICS) algorithm is a modification of the DBSCAN algorithm 
that addresses a major problem of this algorithm.  

5.5.3.1 DBSCAN 
DBSCAN searches for closely packed groups of points in a bottom-up approach. The 
algorithm requires two parameters: the distance 𝜀𝜀 and 𝑚𝑚𝑖𝑖𝑛𝑛𝐻𝐻𝑓𝑓𝑖𝑖𝑛𝑛𝑜𝑜𝑒𝑒. The minimal density 
of a cluster is defined by the minimal number of data points within a hypersphere with 
radius 𝜀𝜀. The algorithm randomly start with a point and includes all neighbouring data 
points that are above a minimal density threshold. The overall average computational 
complexity of DBSCAN is 𝑂𝑂(𝑁𝑁 𝑙𝑙𝑓𝑓𝑔𝑔𝑁𝑁) [22].  

5.5.3.2 OPTICS 
The OPTICS algorithm is similar to DBSCAN but addresses one of the weaknesses of 
DBSCAN, i.e. the problem of detecting meaningful data of varying density. OPTICS 
resolves this problem by introducing the reachability measure. First, the core-distance 
of a data point 𝑓𝑓 is the distance between the 𝑚𝑚𝑖𝑖𝑛𝑛𝐻𝐻𝑓𝑓𝑖𝑖𝑛𝑛𝑜𝑜𝑒𝑒𝑡𝑡ℎ nearest neighbour of 𝑓𝑓 and 
𝑓𝑓 itself. Next, the reachability distance is between 𝑓𝑓 and another data point 𝑓𝑓 is either 
the distance between the two points or the core-distance of 𝑓𝑓, whichever is greater. 
Subsequently, a minimum spanning tree (MST) is constructed. A MST connects all the 
data points such that it does not include any cycles and has the minimum possible total 
distance. The reachability for each data point is subsequently plotted in a reachability 
plot (Figure 5.10). The clusters appear as valleys in the reachability plot. The number 
of clusters follows from the cut-off reachability 𝜏𝜏𝑅𝑅. 
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Figure 5.10 Dataset (upper left), MST (upper right), and reachability plot (bottom) for OPTICS [59] 

The computational complexity of OPTICS is limited to 𝑂𝑂(𝑁𝑁 𝑙𝑙𝑓𝑓𝑔𝑔𝑁𝑁) because the search 
space for each point is restricted by a hypersphere with radius 𝜀𝜀. Otherwise, similar 
complexities as agglomerative algorithms are to be expected (i.e. 𝑂𝑂(𝑁𝑁2)) [60].  

5.5.4 Algorithms based on the Kernel Density Estimation 
In density-based clustering, the clusters appear as dense areas. Algorithms based on 
the Kernel Density Estimation (KDE) apply the KDE to estimate the density in 𝑙𝑙-
dimensional space. After the density estimation, the clusters can be separated by low 
density regions. Clustering algorithms based on the KDE are able to find an arbitrary 
number of clusters with varying: shape, size, and density. Figure 5.11 illustrates how a 
density estimation can lead to clustering (in this example there are three clusters: 
orange, red, and green). The resulting densities can be viewed as a “continuous 
histogram”.  
 

 
Figure 5.11 Illustration of dynamics based 1-D clustering [61] 
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5.5.4.1 Algorithm  
Let 𝒙𝒙𝑖𝑖 , 𝑖𝑖 = 1, … ,𝑁𝑁 be a 𝑙𝑙-dimensional feature vector, and 𝒚𝒚 be a 𝑙𝑙-dimensional 
evaluation point. The density is determined at each evaluation point, and the number 
of evaluation points determine the resolution of the “histogram”. Usually, a 𝑙𝑙-
dimensional equally spaced evaluation grid is applied. The KDE is defined in (5.12) 
[62]. 
  

 𝑓𝑓(𝒙𝒙) =
1
𝑛𝑛
�𝐾𝐾𝐻𝐻(𝒚𝒚 − 𝒙𝒙𝑖𝑖)
𝑁𝑁

𝑖𝑖=1

 

 

(5.12) 

Where 𝐾𝐾𝐻𝐻 is the scaled kernel function, i.e.: 
 

 𝐾𝐾𝐻𝐻(𝒖𝒖) = |𝐻𝐻|−1/2𝐾𝐾(|𝐻𝐻|−1/2𝒖𝒖) 
 

(5.13) 

where H is the 𝑙𝑙 × 𝑙𝑙 symmetric and positive definite bandwidth or smoothing matrix. The 
multivariate normal kernel is mostly used because the multiple Gaussian distributions 
can effectively describe non-parametric models. This function is defined in [62], see 
(5.14). 
 

 
𝐾𝐾𝐻𝐻(𝒖𝒖) = (2𝜋𝜋)−𝑙𝑙/2 |𝐻𝐻|−1/2𝑢𝑢−

1
2𝒖𝒖

𝑻𝑻𝐻𝐻−1𝒖𝒖 (5.14) 

 
When 𝑙𝑙 = 1, the above formula becomes: 
 

 
𝐾𝐾ℎ(𝑢𝑢) =

1
√2𝜋𝜋ℎ2

𝑢𝑢
−𝑢𝑢2
2ℎ2  (5.15) 

 
Where ℎ is called the bandwidth. Note that equation (5.15) is a normalized version of 
equation (5.8) to make sure that the integration of 𝐾𝐾ℎ(𝑢𝑢) is equal to 1 so that it is a 
probability distribution, because the KDE is generally used to estimate the probability 
density function of a random variable. 
 
The quality of each cluster can be assessed by the relative dynamics 𝐻𝐻𝑑𝑑, which is the 
difference in density between the maximum and the highest neighbouring minimum 
(𝐻𝐻𝑚𝑚 − 𝐻𝐻1 in Figure 5.11).  
 

5.5.4.2 Computational complexity 
The computational complexity of fast KDE algorithms is 𝑂𝑂(𝑁𝑁 + 𝐻𝐻𝐸𝐸), where 𝑁𝑁 is the 
number of instances and 𝐻𝐻𝐸𝐸 the number of evaluation points [63]. The computational 
complexity of the algorithm is reduced because only the samples within 𝜀𝜀 radius of the 
evaluation point are considered. Furthermore, efficient computation of the KDE is often 
done with the FFT. Therefore, 𝐻𝐻𝐸𝐸 is preferably a power of 2 for the sake of 
computational speed. However, the number of evaluation points grows exponentially 
with the number of dimensions 𝑙𝑙, i.e. 𝐻𝐻𝐸𝐸 = (𝐻𝐻0)𝑙𝑙 , where 𝐻𝐻0 is the number of evaluation 
points per dimension.  

5.5.5 Level Set Trees 
Level Set Trees (LST) extract the hierarchy of density based clusters, and provide an 
easily visualized summary of data with a dendrogram [64]. In contrast to the 
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dendrogram that is found with agglomerative clustering, this dendrogram indicates the 
number of clusters (i.e. number of leaves, see section 5.5.5.1). The LST algorithm is 
able to find clusters of different size, shape and density, without setting the number of 
clusters.  

5.5.5.1 Algorithm 
Hierarchies are found by iteratively processing the data points based on their density. 
In the first phase the density of each point is estimated. This can for example be the 
sum of similarities of the k-nearest neighbours, where the similarities are defined by the 
Gaussian similarity function as introduced in equation (5.8). Subsequently, an 
unweighted k-nearest neighbour similarity graph is constructed. For a bilateral (mutual) 
similarity graph: 
 

 
𝑊𝑊𝑢𝑢𝑛𝑛𝑤𝑤𝑖𝑖𝑖𝑖 = �1,    𝑓𝑓𝑓𝑓𝑓𝑓  𝑗𝑗 ∈ 𝑘𝑘𝑁𝑁𝑁𝑁(𝑖𝑖) ∧ 𝑖𝑖 ∈ 𝑘𝑘𝑁𝑁𝑁𝑁(𝑗𝑗) 

0,                                        𝑓𝑓𝑜𝑜ℎ𝑢𝑢𝑓𝑓𝑒𝑒𝑖𝑖𝑒𝑒𝑢𝑢  

 
(5.16) 

Where 𝑘𝑘𝑁𝑁𝑁𝑁(𝑖𝑖) denotes the set of k-nearest neighbours for 𝑖𝑖. For a unilateral similarity 
graph: 
 

 
𝑊𝑊𝑢𝑢𝑛𝑛𝑤𝑤𝑖𝑖𝑖𝑖 = �1,    𝑓𝑓𝑓𝑓𝑓𝑓  𝑗𝑗 ∈ 𝑘𝑘𝑁𝑁𝑁𝑁(𝑖𝑖) ∨ 𝑖𝑖 ∈ 𝑘𝑘𝑁𝑁𝑁𝑁(𝑗𝑗) 

0,                                        𝑓𝑓𝑜𝑜ℎ𝑢𝑢𝑓𝑓𝑒𝑒𝑖𝑖𝑒𝑒𝑢𝑢  

 
(5.17) 

The algorithm finds clusters by iteratively removing data points with the lowest density. 
After the removal of a point, the algorithm checks the connected components in 𝑊𝑊𝑢𝑢𝑛𝑛𝑤𝑤. 
The clusters are formed as a set of connected components that are mutually 
disconnected. The hierarchical representation of clustering is found when plotting the 
density of the removed points against the connected components. Figure 5.12 
illustrates LST clustering for the two moon dataset. In Figure 5.12a, a two dimensional 
feature space is plotted, where the colour of the data points indicate the density and 
the edges are illustrated in black. Figure 5.12b illustrates the dendrogram that 
corresponds to this dataset. In the first iteration, all the point are in one set. This is 
illustrated in Figure 5.12b with a thick vertical line from the lowest density up to a certain 
density (i.e., the trunk of the tree). After the algorithm has removed one or more points, 
two separate clusters emerge. The trunk thus splits into two branches. Leaves are 
branches that do not spilt in the dendrogram. In this case, the two branches are thus 
also leaves.  
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Figure 5.12 LST clustering for the two moon dataset a) density of data points and b) the resulting 
dendrogram [48] 

The final clustering is either defined by the data points in each leave in the dendrogram 
(i.e., a branch that does not split), or the data points in each branch at a certain cut-off 
density. Additionally, extra criteria can be set for the final clusters, that is; the minimum 
number of data points in each cluster, or the minimum difference between the density 
of the start and end of a leave (minimum dynamics, 𝐻𝐻𝑑𝑑). 

5.5.5.2 Computational complexity 
The computational complexity is limited when all the samples in a certain range in 
density are removed at once, e.g. the range within 1% of the maximum difference 
between densities. A fast implementation of the LST algorithms results in a 
computational complexity of 𝑂𝑂(𝑁𝑁𝑙𝑙𝑓𝑓𝑔𝑔𝑁𝑁), where the search for the k-nearest neighbours 
with the kd-tree algorithm is 𝑂𝑂(𝑁𝑁𝑙𝑙𝑓𝑓𝑔𝑔𝑁𝑁) [61] (used in matlab) and a fast algorithm for 
finding the connected components is 𝑂𝑂(𝑁𝑁 + 𝑆𝑆) [65] (used in Matlab), where 𝑆𝑆 is the 
number of edges. This algorithm is similar to divisive clustering algorithm, but is less 
computationally expensive.  

5.6 Summary 

This chapter presents some of the relevant categories of clustering algorithms, and 
some cost optimization and density-based clustering algorithms. One of the most 
prominent clustering algorithms is the LST algorithm. It fulfils the requirements and 
provides insight with a graphical representation of the hierarchical structure of the 
clusters. For low dimensional spaces, the KDE based clustering algorithms provide a 
good alternative due to the low computational cost.  

  

(a) (b) 
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6 Curse of dimensionality  

Full-dimensional clustering algorithm have significant drawbacks when the feature 
space is high dimensional, due to what is called the curse of dimensionality. The curse 
of dimensionality covers all phenomena that arise when analysing or organizing high 
dimensional data. Sometimes even hundreds or thousands of dimensions. The curse 
of dimensionality plays a role in this report because the data mining algorithm is 
designed for a large and diverse set of sounds. Many features are required to 
characterize these sounds, for a large part because some features are relevant for 
some sounds but irrelevant for other sounds. In this short chapter, the aspects of the 
curse of dimensionality are discussed: sparseness and hubness.  

6.1 Sparseness  

Sparseness describes the issue that a space with data point becomes increasingly 
sparse in higher dimensions. As a result, the data points almost become equidistant 
from each other. This effect is also known as distance concentration [66]. Figure 6.1 
illustrates how additional dimensionalities spread out the data points. In this example, 
the dataset consists of 20 randomly sampled points between 0 and 2. The space is 
divided in equally-sized bins. Each bin has unit length in each dimension. When all the 
data points are projected on one dimension (Figure 6.1a), the first bin (from 0-1) 
contains 11 samples. Adding more dimensions will reduce the number of data points 
per bin, or in other words, increase the sparsity. In this example, the first bin in two 
dimensions contains 6 data points (grey area in Figure 6.1b), and even less data points 
in three dimensions.  

 
     (a) 11 points in the first bin      (b)  6 points in the first bin (c)  4 points in the first bin 

Figure 6.1: Increasing sparseness with higher dimensionality. An important aspect in the curse of 
dimensionality [67] 

One of the analogies between classification and clustering analysis is related to the 
relation between the number of training/input points, and the performance of the 
algorithm. More training points result in higher classification performances (and allow 
higher feature space dimensionality because the space is less empty), as illustrated in 
Figure 6.2.  
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Figure 6.2 relation between the training set size, feature set size and the classification error [9] 

6.2 Hubness 

A more recent discovered aspect of the curse of dimensionality is the emergence of 
hubs, which was first described as a general problem in [68]. Although the hubness 
phenomenon was assumed to be intrinsically related to (high) dimensionality, the study 
in [66] demonstrates that this phenomenon is an effect of a density gradient. The 
density gradient may be intrinsic to the dataset or due to boundary conditions. Because 
the density gradient is affected by the dimensionality, the hubness phenomenon is 
usually encountered in high dimensions. An example where the skewness of hubness 
plays a role is in the distribution of popularity and relevance on the world wide web [69].  
 
Hubness has a negative impact on many types of similarity based learning algorithms. 
In this context, hubs are defined as data points that appear unusually often among the 
k nearest neighbours in other data points. The total Hubness of a dataset will increase 
when the distribution of the neighbour occurrence frequency 𝑁𝑁𝑘𝑘 is more skewed, i.e. 
some points are the nearest neighbours of many other points while some other points 
are the nearest neighbour of very few points. The Hubness of the dataset is defined as 
the third standard moment (skewness) of the neighbour occurrence frequency [66]: 
 
 

 
𝑆𝑆𝑁𝑁𝑘𝑘 =

1
𝑛𝑛∑ (𝑁𝑁𝑘𝑘(𝑥𝑥𝑖𝑖) − 𝑘𝑘)3𝑛𝑛

𝑖𝑖=1

�1
𝑛𝑛∑ (𝑁𝑁𝑘𝑘(𝑥𝑥𝑖𝑖) − 𝑘𝑘)2𝑛𝑛

𝑖𝑖=1 �
3/2 

 

(6.1) 

 
An example of the relation between hubness and dimensionality is given in [70] (Figure 
6.3). This figure depicts the change in the distribution of the probability density function 
of the neighbour occurrence frequency 𝑁𝑁𝑘𝑘. 𝑁𝑁𝑘𝑘 is based on nearest neighbour graph for 
Gaussian data with increasing dimensionality when using Euclidian distance (k=10). 
This means for example that in 2 dimensions, a random sample has the highest change 
of occurring 10 times as a nearest neighbour of other points.  
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Figure 6.3 relation between hubness and dimensionality (d) for Gaussian data [70] 

6.3 Curse of dimensionality and machine learning 

In machine learning, the number of dimensions of the feature space is equal to the 
number of features. The number of features can be minimized by implementing 
features that are relevant and are not redundant. For example, if a system has to be 
trained to recognize mugs, the first thing to do is to determine typical properties of 
mugs. Mugs are typically made of ceramic materials, have handles, hold approximately 
350 ml of liquid, and have a cylindrical form. These properties can be seen as feature 
values for the following features: materialization, number of handles, volume, and form. 
These features are useful for mugs because they are able to discriminate mugs from 
other things. Other features are less useful, e.g. the colour of the mug, the illustration 
or text on the mug, or the temperature of the mug. The performance of the system 
drops dramatically if a relatively large set of irrelevant features are added. For example, 
a t-shirt may coincidentally have the same illustration/colour/text (noise features) as a 
mug and can therefore be labelled as mug, despite differences in some useful features. 
The distance in the feature space between mugs and the t-shirt can thus be too small 
due to the contribution on many noisy features. Note that the set of relevant features 
for mugs may be irrelevant for detection of other objects.  
 
Due to the curse of dimensionality, a machine learning model is likely to make wrong 
assumptions if the feature set becomes large and contains many irrelevant features. In 
the case of the previous example, the model assumes that things with a certain 
illustration/colour/text are mugs. Or, one could say, the amount of data that is required 
to generalize accurately grows exponentially with the number of dimensions/features. 
The best approach is therefore to catch the essence of what defines a mug, or in 
general, that defines a specific class/cluster.  

6.4 Summary 

This short chapter presents two of the aspects of the curse of dimensionality. These 
phenomena emphasise that the embedded dimensionality of the feature space is 
ideally equal to the intrinsic dimensionality of the data, which is defined as the minimal  
number of features needed to fully represent the data. The difficulty is that a feature 
may be relevant for one sound/cluster but irrelevant for another sound/cluster. The 
curse of dimensionality thus calls for an algorithm that is both able to find clusters and 
to find their corresponding set of relevant features. The next chapter introduces a set 
of clustering algorithms that address this challenge.  
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7 Subspace clustering algorithms 

7.1 Introduction 

The previous chapter illustrates the importance of implementing relevant and non-
redundant features. The design of relevant features is more difficult for clustering than 
for classification because the resulting labels are not known in advance. Thus, features 
cannot be designed for a specific cluster. Data mining on a large set of audio files in 
urban environments introduces another challenge, because it contains a large set of 
highly diverse sounds. Each cluster/sound having its own specific set of relevant 
features. Figure 7.1 illustrates the cluster dependent relevance of features with an 
example. The initial challenge of clustering is thus extended from having to find the 
corresponding cluster of each data sample to additionally find the set of relevant 
features for each cluster. In other words, having to find the subspace of the total feature 
space in which the cluster can be found. The set of algorithms that resolve this problem 
are the so called subspace clustering algorithms.  
 

 
Figure 7.1 The usefulness of features is cluster dependent 

Subspace clustering is an extension of traditional clustering that seeks to find 
subspaces. Various subspace clustering algorithms are built upon full-dimensional 
clustering algorithms, e.g. agglomerative clustering algorithms, cost optimization 
clustering algorithms, density based algorithms. Feature selection tries to find relevant 
features by analysing the entire database, whereas subspace clustering tries to find 
cluster dependent relevant features (subspaces). Figure 7.2 depicts a situation where 
subspace clustering is preferred over full-dimensional clustering. All the clusters 
(𝐶𝐶1,𝐶𝐶2,𝑎𝑎𝑛𝑛𝑢𝑢 𝐶𝐶3) can be found in two of the three dimensions (i.e., two dimensional 
subspaces). One could, for example, find the subspace clusters by iteratively projecting 
the full dimension on two of the dimensions. These subspaces are either parallel to the 
original feature space (as in this example), or non-parallel to the original feature space.  

 
Figure 7.2 Three subspace patterns [21] 
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One of the major difficulties in subspace clustering is the huge amount of possible 
subspaces, i.e. 2𝑙𝑙, where 𝑙𝑙 is the number of dimensions. The 2 in this equation 
originates from fact that there are 2 possibilities: either a dimension/feature is included 
or not. All subspace algorithms reduce the search space because performing a full-
dimensional clustering algorithm on all the possible subspaces is too computationally 
expensive.  
 
Section 7.2 presents an assessment of typical subspace clustering algorithms for the 
considerations as introduced in section 3.2. These algorithms are further explained in 
the rest of this chapter. Note that many more subspace algorithms are available, but 
for this research it is infeasible to analyse all of them. Each subspace clustering 
algorithm can be assigned to a certain category, i.e. either top-down or bottom-up. 
Section 7.3 introduces these categories. Typical and prominent subspace clustering 
algorithms are clarified in section 7.4. A summary of the chapter is presented in section 
7.5.  
 

7.2 Assessment of typical subspace clustering algorithms 

This section provides an overview of typical subspace clustering algorithms with regard 
to the considerations that are defined in section 3.2. Subspace clustering analysis 
resolves a more challenging problem than full-dimensional clustering algorithms 
because both the clusters and their subspaces are searched for. This results in higher 
computational costs and in general more assumptions required related to the cluster 
shape, size, and density.  
 
Table 7.1 presents the assessment for typical subspace clustering algorithms for the 
considerations presented in section 3.2. The complexity of the algorithms is dependent 
on both the dimensionality 𝑙𝑙 of the feature space and the number of instances 𝑁𝑁. Note 
that the complexity towards 𝑁𝑁 is more important than towards 𝑙𝑙, because 𝑁𝑁 ≫ 𝑙𝑙. Many 
subspace clustering algorithms partition the feature space by applying a grid. An part 
of the feature space that is defined by the grid is called a grid-cell (see Figure 7.4). 
Here, 𝛿𝛿 denotes the number of grid cells per dimension and 𝑐𝑐 is a constant. Note that 
the computational complexity of exponentially growing algorithms is a worst case 
scenario, because subspaces of lower dimensions than 𝑙𝑙 are more easily found. For 
some algorithms the computational complexity with regard to 𝑁𝑁 or 𝑙𝑙 is unknown or 
undefined.  
  
Table 7.1 assessment of some of the typical subspace clustering algorithms for the considerations of 

this report. 

 Arbitrary 
cluster 

shape, size, 
and density 

Complexity Parameters Information on 
clustering 
structure 

CLIQUE No 𝑂𝑂(𝛿𝛿𝑙𝑙 + 𝑁𝑁𝑙𝑙)   𝜉𝜉  - grid interval 
 𝜏𝜏  - den. threshold 

No 

ENCLUS No 𝑂𝑂(𝛿𝛿𝑙𝑙 + 𝑁𝑁𝑙𝑙)   𝜉𝜉  - grid interval 
 𝐼𝐼𝑚𝑚𝑖𝑖𝑛𝑛 - interest threshold 
 𝜔𝜔 - entropy threshold 

No 

MAFIA No 𝑂𝑂(𝑐𝑐𝑙𝑙 + 𝑁𝑁𝑙𝑙)   𝜉𝜉𝑑𝑑- merging threshold No 
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 𝛼𝛼𝑑𝑑- dominance factor 
DENCOS No 𝑂𝑂(𝑐𝑐𝑙𝑙)  𝛼𝛼𝑑𝑑𝑅𝑅𝑛𝑛 - relative den. thres. 

 𝛿𝛿  - number of grid cells 
Dendrogram 

DOC No 𝑂𝑂(𝑁𝑁𝑙𝑙𝑓𝑓𝑔𝑔(𝑁𝑁) 𝑙𝑙)   𝜏𝜏  - den. threshold 
 𝑒𝑒 - cluster length 

No 

SUBCLU No 𝑂𝑂(𝑐𝑐𝑙𝑙)  𝜀𝜀 - radius 
 𝑚𝑚𝑖𝑖𝑛𝑛𝐻𝐻𝑜𝑜𝑒𝑒 - minimal points  

No 

SURFING 
 

Yes 𝑂𝑂(𝑐𝑐𝑙𝑙 𝑁𝑁𝑙𝑙𝑓𝑓𝑔𝑔𝑁𝑁) - No 

FIRES Yes 𝑂𝑂(𝑙𝑙2)  𝑘𝑘 - nearest neighbours 
 𝜇𝜇 - cluster sim. thresh. 
 𝑚𝑚𝑖𝑖𝑛𝑛𝐶𝐶𝑙𝑙𝑢𝑢 - best-merge-
cluster threshold 

1D 

PROCLUS No 𝑂𝑂(𝑙𝑙2 𝑁𝑁𝑅𝑅)  𝑀𝑀 - number of clusters 
 𝑙𝑙𝑚𝑚𝑣𝑣𝑎𝑎 - average subspace 
dimensionality 

No 

ORCLUS Yes 𝑂𝑂(𝑁𝑁3) 𝑀𝑀 - number of clusters 
𝑙𝑙𝐶𝐶 - subsp. dimensionality 

No 

COSA Yes 𝑂𝑂(𝑁𝑁3) 𝑘𝑘 - nearest neighbours 
𝜆𝜆 - incentive for subsp. 
dimensionality 

No 

 
Section 7.3 clarifies two of the search strategies that these algorithms use to find 
subspace clusters. Furthermore, section 7.4 clarifies each of the subspace clustering 
algorithm mentioned above.  
 

7.3 Top-down and bottom up approaches 

Subspace clustering algorithms can be divided based on the search techniques, i.e. 
either top-down or bottom up. Figure 7.3 presents an overall structure of subspace 
clustering algorithms, and some exemplary clustering algorithms of each subcategory. 
Note that some clustering algorithms (e.g., the SURFING algorithm, see section 7.4.7) 
do not perfectly fit a subcategory.  

 
 
 
 

 
Figure 7.3 Hierarchy of Subspace Clustering Algorithms [67] 
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7.3.1 Top-down clustering algorithms 
Top-down clustering algorithms start off by initializing clusters in full-dimensional space 
by giving equal weight to all dimensions. Subsequently, each dimension is given a 
weight for each cluster. The updated weights are then used in the next iteration to 
update the clusters (i.e. new partition of datapoints), and vice versa. In addition, top-
down clustering algorithms are either based on (dis)similarities between clusters or 
between instances. Differences in these proximity measures are introduced in section 
5.3. Many top-down clustering algorithms are computationally expensive towards the 
number of instances 𝑁𝑁 and therefore often use sampling techniques [67]. 

7.3.2 Bottom-up clustering algorithms 
Bottom-up approaches start in low dimensional space (usually 1D) and add relevant 
dimensions. These algorithms use a static or adaptive grid to divide feature space into 
cells. Most bottom-up approaches use the downward closure property to significantly 
reduce the search space. The downward closure property implies that if 𝑘𝑘-dimensional 
cell is dense, all the 𝑘𝑘 − 1 projections of the 𝑘𝑘-dimensional cell are also dense. The 
nature of the bottom-up approach leads to overlapping clusters, which means that a 
data point can belong to several clusters in varying subspace projections. The 
advantage of overlapping clusters is that simultaneous events can be detected within 
the clustering algorithm, because a data point represents an audio fragment and can 
be assigned to multiple clusters. Most bottom-up algorithms compute densities based 
on the number of instances in a grid-cell. Adaptive grids are an extension of static grids 
that fit the grid to the specific data set.  
 

7.4 Typical examples of subspace clustering algorithm 

This section presents some of the typical and relevant subspace clustering algorithms. 
Section 7.4.1 until 7.4.8 present bottom-up algorithms, and section 7.4.9 until 7.4.11 
present top-down algorithms. 

7.4.1 CLIQUE 
Clustering In QUEst (CLIQUE) [71] is one of the first subspace clustering algorithms. It 
partitions the feature space by applying an axis parallel 𝑙𝑙-dimensional grid on it with 
edge size 𝜉𝜉. Each hypercubical  grid-cell is called dense if the fraction of the total 
number of data points contained in it exceeds a density threshold 𝜏𝜏. The bottom-up 
approach of finding dense cell starts with 1-dimensional dense cells. At each step, the 
set dense cells 𝐷𝐷𝑘𝑘 in 𝑘𝑘-dimensions is determined based on 𝐷𝐷𝑘𝑘−1. A 𝑘𝑘-dimensional cell 
is a combination of two 𝑘𝑘 − 1 dimensional cells, according to the downward closure 
property [6]. Figure 7.4 illustrates this principle. 
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Figure 7.4 dense grid-cells in a two dimensional plot [6] 

The final clusters are formed by the maximal set of connected cells. The computational 
complexity of this algorithm is 𝑂𝑂(𝛿𝛿𝑙𝑙 + 𝑁𝑁𝑙𝑙), where 𝛿𝛿 is the number of intervals in each 
dimension [71].  

7.4.2 ENCLUE 
Various subspace clustering algorithms are based on the CLIQUE algorithm, and 
address some of the problems that arise in CLIQUE. The Entropy-based subspace 
clustering (ENCLUE) algorithm is very similar to CLIQUE, but measures entropy 
instead of measuring density directly [72]. The rationale behind the choice of entropy 
is that subspaces with lower entropy have a stronger clustering tendency. By using 
entropy, ENCLUE is able to find clusters with (a) a high percentage of points covered 
by all dense cells of the subspace (b) high density and (c) a high correlation among the 
dimensions of the subspace (and entropy based measure called interest). ENCLUE 
computes subspaces by setting a maximum threshold for the entropy 𝜔𝜔, and a 
minimum interest threshold 𝐼𝐼𝑚𝑚𝑖𝑖𝑛𝑛.  

7.4.3 MAFIA 
MAFIA (Merging of Adaptive Finite Intervals) algorithm is an extension of the CLIQUE 
algorithm that applies an adaptive grid. The algorithm combines adjacent cells with 
similar densities. The resulting boundaries capture the clusters better than fixed grid 
sizes [67]. In addition, MAFIA requires a threshold 𝜉𝜉𝑑𝑑 for merging adjacent cells. 
Moreover, the MAFIA algorithm uses a cluster dominance factor 𝛼𝛼𝑑𝑑 that selects cells 
that are more dense than the average. Although a reduction of number of grid cells 
reduces the search space, the algorithm still scales exponentially with the number of 
dimensions.  

7.4.4 DENCOS 
DENsity COnscious Subspace clustering (DENCOS) addresses the issue that many 
density-based subspace clustering algorithms face (including CLIQUE, ENCLUE, and 
MAFIA), i.e. the problem of finding subspace clustering in varying dimensionalities. This 
problem is caused by the phenomenon that the density decreases as the number of 
dimensions increases. Therefore, [73] introduces a new density threshold 𝜏𝜏𝑘𝑘, defined 
as: 
 

 𝜏𝜏𝑘𝑘 =  𝛼𝛼𝑑𝑑𝑅𝑅𝑛𝑛
𝑁𝑁
𝛿𝛿𝑘𝑘

 

 
(7.1) 

Where 𝑁𝑁 is the number of data points of the cell in a 𝑘𝑘-dimensional subspace, 𝛿𝛿 is the 
number of cells in each dimension, and 𝛼𝛼𝑑𝑑𝑅𝑅𝑛𝑛 is a user defined threshold.  
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DENCOS uses the density-Frequent Pattern (FP) tree to rank subspaces, because the 
downward closure property does not hold for the new density threshold. After all the 
dense cells are found, the density-FP tree finds the subspace clusters by ranking 1-
dimensional dense cells in a tree like structure based on the number of included points 
in that cell. Figure 7.5 presents an example of a density FP-tree, where 𝐴𝐴𝑖𝑖𝑗𝑗 denotes the 
𝑗𝑗𝑡𝑡ℎ one dimensional cell in dimension 𝑖𝑖, where 1 ≤ 𝑖𝑖 ≤ 𝑙𝑙 and 1 ≤ 𝑗𝑗 ≤ 𝛿𝛿. The density FP-
tree searches for the highest total point count, in this case 𝐴𝐴11, and creates a new 
branch for this cluster. Subsequently, the 𝑘𝑘-dimensional cells that do not include 𝐴𝐴11 
are sorted according to their data point count, and a new branch is created (in this 
example, 𝐴𝐴35). This process is repeated until the density FP-tree is created. Although 
the FP-tree is constructed in a top-down manner, the DENCOS algorithm is still a 
bottom-up algorithm because it iteratively combines one-dimensional cells to obtain 
subspace clusters.  
 

 
Figure 7.5 example of a density FP-tree [73] 

7.4.5 DOC 
Density-based Optimal projective Clustering (DOC) is a hybrid from of the bottom-up 
approach and the iterative improvement method from the top-down approaches. The 
DOC approach iteratively searches for hyperrectangular shaped clusters of side length 
𝑒𝑒. For each pair (𝐶𝐶,𝐷𝐷), where 𝐶𝐶 is a subset of data points (cluster) and 𝐷𝐷 is a subset 
of dimensions/features (subspace), the following should hold [21]: 
 

(1) 𝐶𝐶 𝑖𝑖𝑒𝑒 𝜏𝜏 − 𝑢𝑢𝑢𝑢𝑛𝑛𝑒𝑒𝑢𝑢, 𝑖𝑖. 𝑢𝑢. |𝐶𝐶| ≥  𝜏𝜏|𝑆𝑆|  

(2)  ∀𝑖𝑖 ∈ 𝐷𝐷,𝑚𝑚𝑎𝑎𝑥𝑥𝑝𝑝∈𝐶𝐶  𝑓𝑓𝑖𝑖 −  𝑚𝑚𝑖𝑖𝑛𝑛𝑞𝑞∈𝐶𝐶  𝑞𝑞𝑖𝑖  ≤ 𝑒𝑒   (7.2) 

(3) ∀𝑖𝑖 ∈ [𝑢𝑢] \𝐷𝐷,𝑚𝑚𝑎𝑎𝑥𝑥𝑝𝑝∈𝐶𝐶  𝑓𝑓𝑖𝑖 −  𝑚𝑚𝑖𝑖𝑛𝑛𝑞𝑞∈𝐶𝐶  𝑞𝑞𝑖𝑖 > 𝑒𝑒    

 
Where 𝑆𝑆 denotes the total set of data points, where 𝑆𝑆 ∈ ℝ𝑙𝑙, and [𝑢𝑢] \𝐷𝐷 is the set of 
dimensions/features outside 𝐷𝐷. The computational complexity of DOC varies between 
𝑂𝑂(𝑁𝑁𝑙𝑙) to 𝑂𝑂(𝑁𝑁𝑙𝑙𝑓𝑓𝑔𝑔(𝑁𝑁) 𝑙𝑙) [74]. 

7.4.6 SUBCLU 
The density connected SUBspace CLUstering (SUBCLU) [75] is another density-based 
subspace clustering algorithm. Instead of using of grid-cells, the SUBCLU algorithm 
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adopts the definition of density-connected clusters underlying the DBSCAN algorithm 
(see section 5.5.3.1). It searches for subspaces in a greedy approach, i.e. iteratively 
including data points in the subspaces. The algorithm starts with generating 1-D 
clusters by applying the DBSCAN algorithm. Using the downward closure property, the 
algorithm searches for higher dimensional candidate subspaces. In general, SUBCLU 
achieves better clustering quality compared to CLIQUE, MAFIA, and DOC, but requires 
higher runtimes [76].  

7.4.7 SURFING 
SUbspaces Relevant For clusterING (SURFING) computes relevant subspaces and 
ranks them according to a quality criterion for the interestingness of a subspace based 
on the kNN-distance [12]. SURFING is parameterless, but only ranks subspaces and 
does not cluster them.  

7.4.7.1 Subspace quality criterion 
The general idea of the subspace quality criterion is that interesting subspaces have a 
large variety in the kNN-distance, which is independent from the dimensionality of the 
subspace. The kNN-distance of an object 𝑓𝑓 in subspace 𝐷𝐷, denoted by 𝑘𝑘𝑁𝑁𝑁𝑁𝑢𝑢𝑖𝑖𝑒𝑒𝑜𝑜𝐷𝐷(𝑓𝑓), 
is given by equation (7.3) [12]. 
 

 
𝑘𝑘𝑁𝑁𝑁𝑁𝑢𝑢𝑖𝑖𝑒𝑒𝑜𝑜𝐷𝐷(𝑓𝑓) = max {𝑢𝑢(𝑓𝑓𝐷𝐷,𝑓𝑓𝐷𝐷)|𝑓𝑓 ∈ 𝑘𝑘𝑁𝑁𝑁𝑁𝐷𝐷(𝑓𝑓)} (7.3) 

 
The quality criterion is based on the sum of the absolute difference between the kNN-
distance of each point and the mean kNN-distance. Figure 7.6 illustrates how the kNN-
distance is useful to indicate useful subspaces, e.g. a uniformly (useless) subspace 
results in a quality of 0.  
 

 

 
Figure 7.6 Usefulness of the kNN-distance to rate the interestingness of subspaces [12] 
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7.4.7.2 Computational complexity 
The computational complexity of a kNN search is 𝑂𝑂(𝑁𝑁2 𝑙𝑙) if the whole adjacency matrix 
is computed [56]. A fast kNN search algorithm reduces the computational complexity 
to 𝑂𝑂(𝑁𝑁 𝑙𝑙𝑓𝑓𝑔𝑔𝑁𝑁 𝑙𝑙) [61]. Overall the computational complexity of the SURFING algorithm is 
𝑂𝑂(𝑚𝑚 𝑁𝑁𝑙𝑙𝑓𝑓𝑔𝑔𝑁𝑁 𝑙𝑙), where 𝑚𝑚 is the number of possible subspaces. The total number of 
possible subspaces is 2𝑙𝑙, and although only a small percentage of the possible 
subspaces is examined, the number of examined subspaces still grows exponentially 
with the number of dimensions.  

7.4.8 FIRES 
The FIlter REfinement Subspace clustering (FIRES) algorithm is a generic framework 
for efficient subspace clustering [77]. it addresses two problems that generally arise in 
subspace clustering algorithms, i.e. algorithms typically scale exponentially with the 
number of dimensions, and many algorithms use a global density threshold for 
clustering, while clusters may exhibit significantly varying densities. FIRES scales at 
most quadratic with the data dimensionality, and does not require a global density 
threshold. The framework consists of the following steps: 
 

1. Pre-clustering: all 1D clusters, called base-clusters, are computed.  
2. Generation of subspace cluster approximations: the base-clusters are merged 

to find maximal-dimensional subspace cluster approximations 
3. Post-processing: a third step can be applied to refine the subspace cluster 

approximations 
 
FIRES is generic because it works with all kinds of clustering notions by including any 
full-dimensional clustering algorithm to compute one-dimensional clusters and to refine 
the subspace cluster approximations. The computational complexity towards the 
number of instances is determined by the choice of full-dimensional clustering 
algorithm. 

7.4.8.1 Pre-clustering 
FIRES is an bottom-up approach because in starts off with the computation of 1-
dimensional clustering, and then combines the results to come to an estimation of the 
subspace clusters. Any clustering method may be used for this purpose. For example, 
in [77] the DBSCAN algorithm is applied (see section 5.5.3.1). 

7.4.8.2 Generation of subspace cluster approximations 
After the base-clusters 𝐶𝐶1 are computed, the FIRES algorithm computes the average 
size 𝑒𝑒𝑚𝑚𝑣𝑣𝑎𝑎 of all base-clusters and skips those base-clusters whose size is smaller than 
25% of 𝑒𝑒𝑚𝑚𝑣𝑣𝑎𝑎. Where the threshold of 25% is empirically determined. The similarity 
between base-clusters 𝑐𝑐1, 𝑐𝑐2 ∈ 𝐶𝐶1 is the intersection of the two clusters [77]: 
 

 𝑒𝑒𝑖𝑖𝑚𝑚(𝑐𝑐1, 𝑐𝑐2) = |𝑐𝑐1 ∩ 𝑐𝑐2| 
 

(7.4) 

In other words, the similarity between two base-clusters is the number of data points 
that are in both base-clusters. Furthermore, the most similar base-cluster 𝑀𝑀𝑆𝑆𝐶𝐶(𝑐𝑐) of 𝑐𝑐 
(𝑐𝑐 ∈ 𝐶𝐶1) fulfils the following constraint: 
 

 ∀𝑐𝑐𝑝𝑝 ∈ 𝐶𝐶1: 𝑒𝑒𝑖𝑖𝑚𝑚(𝑐𝑐,𝑀𝑀𝑆𝑆𝐶𝐶(𝑐𝑐)) ≥ 𝑒𝑒𝑖𝑖𝑚𝑚(𝑐𝑐, 𝑐𝑐𝑝𝑝),  
 

(7.5) 
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where 𝑐𝑐 ≠ 𝑀𝑀𝑆𝑆𝐶𝐶(𝑐𝑐), and 𝑐𝑐 ≠ 𝑐𝑐𝑝𝑝. Meaning that the most similar base-cluster of 𝑐𝑐 is the 
base-cluster that has to most overlapping data points with 𝑐𝑐 (and is not 𝑐𝑐 itself). The 
FIRES algorithm subsequently searches for split candidates, because the base-cluster 
might be separated in another dimension (e.g. Figure 7.7). Let 𝑐𝑐𝑠𝑠 be the split candidate, 
and 𝑐𝑐𝑇𝑇 = 𝑀𝑀𝑆𝑆𝐶𝐶(𝑐𝑐𝑠𝑠). 𝑐𝑐𝑠𝑠 is split into 𝑐𝑐𝑠𝑠1 = (𝑐𝑐𝑠𝑠 ∩ 𝑐𝑐𝑇𝑇) and 𝑐𝑐𝑠𝑠2 = (𝑐𝑐𝑠𝑠 − 𝑐𝑐𝑇𝑇) if the number of 
data point in both 𝑐𝑐𝑠𝑠 and 𝑐𝑐𝑇𝑇 is greater than 2

3
𝑒𝑒𝑚𝑚𝑣𝑣𝑎𝑎, and the number of points in 𝑐𝑐𝑠𝑠 that 

are outside of 𝑐𝑐𝑇𝑇 is larger than 2
3
𝑒𝑒𝑚𝑚𝑣𝑣𝑎𝑎. That is: 

 
 

|𝑐𝑐𝑠𝑠 ∩ 𝑐𝑐𝑇𝑇| ≥
2
3
𝑒𝑒𝑚𝑚𝑣𝑣𝑎𝑎 ∧  |𝑐𝑐𝑠𝑠 − 𝑐𝑐𝑇𝑇| ≥

2
3
𝑒𝑒𝑚𝑚𝑣𝑣𝑎𝑎 (7.6) 

 
Figure 7.7 illustrates an example where the split of a base-cluster will lead to better 
subspace clusters. In this example, the similarity between base-clusters 𝑐𝑐𝐴𝐴 and 𝑐𝑐𝐵𝐵 is 14 
(i.e. the number of data points in both clusters). 𝑐𝑐𝐴𝐴 is split in 𝑐𝑐𝐴𝐴𝐵𝐵 and 𝑐𝑐𝐴𝐴𝐶𝐶 if the number 
of points in 𝑐𝑐𝐴𝐴𝐵𝐵 and the number of points in 𝑐𝑐𝐴𝐴 that are outside 𝑐𝑐𝐵𝐵 are greater than 2

3
𝑒𝑒𝑚𝑚𝑣𝑣𝑎𝑎.  

 
 

 
Figure 7.7 overlapping subspace clusters [77] 

After detecting all the base-clusters (including divided base clusters), the algorithm has 
to identify the most promising merge candidates, because the subspace cluster 
approximation 𝐶𝐶𝑠𝑠 is a set of merged base-clusters: 
 

 𝐶𝐶𝑠𝑠 = {𝐶𝐶𝑖𝑖 ⊆ 𝐶𝐶1|𝑖𝑖 = 1, … ,𝑀𝑀} 
 

(7.7) 

where 𝑀𝑀 is the number of subspace cluster approximations. Where a base cluster is 
assigned to one subspace cluster only, i.e.:  
 

 𝐶𝐶𝑖𝑖 ∩ 𝐶𝐶𝑗𝑗 =  ∅,         𝑖𝑖 ≠ 𝑗𝑗,         𝑖𝑖, 𝑗𝑗 = 1, … ,𝑀𝑀  (7.8) 

 
for 𝐶𝐶𝑖𝑖 ,𝐶𝐶𝑗𝑗  ∈ 𝐶𝐶𝑠𝑠. The relative similarity measure to identify suitable merge candidates is 
based on the k-most-similar-clusters. The k-most-similar-clusters 𝑀𝑀𝑆𝑆𝐶𝐶𝑘𝑘 ⊆ 𝐶𝐶1 of 𝑐𝑐𝐴𝐴 
contain those k base-clusters that share the most instances with 𝑐𝑐𝐴𝐴 [77]. The similarity 
between a base-cluster 𝑐𝑐 and any base-cluster in the k-most-similar-clusters of 𝑐𝑐 is 
higher than the similarity of 𝑐𝑐 to any other base-cluster:  
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 ∀𝑐𝑐𝑝𝑝 ∈ 𝑀𝑀𝑆𝑆𝐶𝐶𝑘𝑘(𝑐𝑐),∀𝑐𝑐𝑞𝑞 ∈ 𝐶𝐶1 − 𝑀𝑀𝑆𝑆𝐶𝐶𝑘𝑘(𝑐𝑐) ∶ 𝑒𝑒𝑖𝑖𝑚𝑚�𝑐𝑐, 𝑐𝑐𝑝𝑝� > 𝑒𝑒𝑖𝑖𝑚𝑚(𝑐𝑐, 𝑐𝑐𝑞𝑞)  
 

(7.9) 

Subsequently the Best-Merge-Candidates 𝐵𝐵𝑀𝑀𝐶𝐶(𝑐𝑐) of 𝑐𝑐 are those base clusters that 
share at least 𝜇𝜇 number of base clusters in the k-most-similar-clusters:  
 

 𝐵𝐵𝑀𝑀𝐶𝐶(𝑐𝑐) ≡ {𝑥𝑥 ∈ 𝐶𝐶1| |𝑀𝑀𝑆𝑆𝐶𝐶𝑘𝑘(𝑐𝑐) ∩𝑀𝑀𝑆𝑆𝐶𝐶𝑘𝑘(𝑥𝑥)| ≥ 𝜇𝜇} 
 

(7.10) 

Where 𝑐𝑐 ∈ 𝐶𝐶1, and 𝑘𝑘, 𝜇𝜇 ∈ ℕ+ (𝜇𝜇 ≤ 𝑘𝑘), where 𝜇𝜇 is a user defined input parameter. 
Merging all Best-Merge-Candidates seems very promising to find high quality subspace 
clusters. However, this method may be too restrictive due to the limiting parameter 𝑘𝑘. 
This problem is can be bypassed by allowing to merge Best-Merge-Candidate sets. 
Therefore, the FIRES algorithm generates a set of so called best-merge-clusters [77]. 
Where 𝑐𝑐 is a best-merge-cluster if the number of base-clusters in the set of Best-Merge-
Candidates is equal or greater than a user-defined threshold 𝑚𝑚𝑖𝑖𝑛𝑛𝐶𝐶𝑙𝑙𝑢𝑢: 
 

 |𝐵𝐵𝑀𝑀𝐶𝐶(𝑐𝑐)| ≥ 𝑚𝑚𝑖𝑖𝑛𝑛𝐶𝐶𝑙𝑙𝑢𝑢 
 

(7.11) 

Where 𝑚𝑚𝑖𝑖𝑛𝑛𝐶𝐶𝑙𝑙𝑢𝑢 ∈ ℕ+. Then, all pairs of best-merge-clusters 𝑐𝑐𝐴𝐴 and 𝑐𝑐𝐵𝐵 are grouped if 
𝑐𝑐𝐴𝐴  ∈ 𝐵𝐵𝑀𝑀𝐶𝐶(𝑐𝑐𝐵𝐵) and vice versa. Finally, all Best-Merge-Candidates are added to these 
groups, resulting in the approximation of subspace clusters 𝐶𝐶𝑠𝑠.  
 
For example, a set of base-clusters is obtained where 𝐶𝐶1 = {𝑐𝑐𝐴𝐴, 𝑐𝑐𝐵𝐵, … , 𝑐𝑐𝑀𝑀}. A possible 
set of k-most-similar-clusters for 𝑐𝑐𝐴𝐴, 𝑐𝑐𝐵𝐵, and 𝑐𝑐𝐶𝐶 is illustrated in Table 7.2, where 𝑘𝑘 = 5. 
Suppose 𝜇𝜇 = 3, then 𝑐𝑐𝐵𝐵 is a best-merge-candidate of 𝑐𝑐𝐴𝐴 because 𝑐𝑐𝐴𝐴 and 𝑐𝑐𝐵𝐵 share three 
base-clusters, i.e. 𝑐𝑐𝐴𝐴, 𝑐𝑐𝐵𝐵, and 𝑐𝑐𝑀𝑀. Furthermore, 𝑐𝑐𝐶𝐶 is also a best-merge-candidate of 𝑐𝑐𝐴𝐴 
because they share 4 base-clusters. If 𝑚𝑚𝑖𝑖𝑛𝑛𝐶𝐶𝑙𝑙𝑢𝑢 = 2, then 𝑐𝑐𝐴𝐴 is a best-merge-cluster 
because both 𝑐𝑐𝐵𝐵 and 𝑐𝑐𝐶𝐶 are in the set of Best-Merge-Candidates. Finally, the base-
clusters 𝑐𝑐𝐵𝐵 and 𝑐𝑐𝐶𝐶 are added to these groups because they are Best-Merge-Candidates 
to 𝑐𝑐𝐴𝐴, resulting in the subspace approximation.  
 

Table 7.2 example of k-most-similar-clusters 

𝑀𝑀𝑆𝑆𝐶𝐶𝑘𝑘(𝑐𝑐𝐴𝐴) 𝑀𝑀𝑆𝑆𝐶𝐶𝑘𝑘(𝑐𝑐𝐵𝐵) 𝑀𝑀𝑆𝑆𝐶𝐶𝑘𝑘(𝑐𝑐𝐶𝐶) 
𝑐𝑐𝐴𝐴 𝑐𝑐𝐴𝐴 𝑐𝑐𝐴𝐴 
𝑐𝑐𝐵𝐵 𝑐𝑐𝐵𝐵 𝑐𝑐𝐶𝐶 
𝑐𝑐𝐹𝐹 𝑐𝑐𝐼𝐼 𝑐𝑐𝐹𝐹 
𝑐𝑐𝐺𝐺 𝑐𝑐𝐾𝐾 𝑐𝑐𝐺𝐺 
𝑐𝑐𝑀𝑀 𝑐𝑐𝑀𝑀 𝑐𝑐𝑀𝑀 

 

7.4.8.3 Post-processing 
The post-processing step covers two stages: pruning and refinement.  
 
The pruning stage removes irrelevant base-cluster that lower the quality of the 
subspace cluster 𝑒𝑒𝑐𝑐𝑓𝑓𝑓𝑓𝑢𝑢(𝐶𝐶), defined as: 
 

 𝑒𝑒𝑐𝑐𝑓𝑓𝑓𝑓𝑢𝑢(𝐶𝐶) = 𝑓𝑓(𝑒𝑒𝑖𝑖𝑠𝑠𝑢𝑢(𝐶𝐶)) ∙ dim (𝐶𝐶) 
 

(7.12) 
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Where dim (𝐶𝐶) denotes the dimensionality of the subspace cluster 𝐶𝐶, 𝑓𝑓:ℕ → ℝ0
+ 

denotes the weighing function for the cluster size, and 𝑒𝑒𝑖𝑖𝑠𝑠𝑢𝑢(𝐶𝐶) = | ∩𝑖𝑖=1..𝑛𝑛 𝑐𝑐𝑖𝑖 ∈ 𝐶𝐶| for 𝑛𝑛 
base-clusters in 𝐶𝐶. In [77] a weighing function of 𝑓𝑓(𝑥𝑥) =  √𝑥𝑥 is proposed.  
 
Additionally, the refinement process applies any full-dimensional clustering algorithm 
on each subspace cluster to provide more accurate resulting clusters that are not 
biased towards hyperrectangular shapes.  
 

7.4.8.4 Known issues 
The enormous gain in computational speed comes at a price. The FIRES algorithm 
computes the approximations of the subspaces directly based on the one-dimensional 
clusters without examining the intermediate subspaces. On the one hand, this makes 
sure that the computational complexity does not scale exponentially with the 
dimensionality of the subspaces. On the other hand, the subspace clusters may not be 
separated in some one-dimensional projections due to (local or global) correlated 
features. Figure 7.8 illustrates an example of two two-dimensional clusters that cannot 
be separated in projection into single dimensional projections, because the sum of the 
distributions in this one-dimensional projection does not have any valleys (see the 
bottom of Figure 7.8). This phenomenon results in the situation where the subspace 
cluster approximations grow too large. The refinement phase can in most cases resolve 
this problem by applying a full-dimensional cluster to the subspace cluster 
approximations. However, the refinement phase is not sufficient if two or more 
subspace clusters with their own relevant feature sets are merged in one subspace 
cluster approximation.  

 
Figure 7.8 Example of two two-dimensional clusters that cannot be separated in one dimension 
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7.4.9 PROCLUS 
The PROjected CLUStering (PROCLUS) algorithm is introduced in 1999 and is the very 
first top-down subspace clustering algorithm [67]. It borrows concepts from the k-
medoids algorithm, which is similar to the k-means algorithm but represents clusters 
with actual data points as centres (medoids) and is based on the Manhattan norm 
instead of the 𝑙𝑙2 norm. The PROCLUS algorithm generates a set of 𝑀𝑀 initial medoids 
and iterates until and optimum set of 𝑀𝑀 medoids results. The total number of 
dimensions in the dataset is 𝑀𝑀 ∙ 𝑘𝑘𝑚𝑚𝑣𝑣𝑎𝑎, where 𝑘𝑘𝑚𝑚𝑣𝑣𝑎𝑎 is an input parameter that selects the 
average dimensionality of subspaces. Like many top-down subspace clustering 
algorithms, PROCLUS is biased towards hyperspherical shapes clusters that have 
subspaces of similar dimensionality. The computational complexity of PROCLUS is a 
polynomial function of 𝑁𝑁 and scales quadratically with 𝑙𝑙 [74]. 

7.4.10 ORCLUS 
The arbitrarily ORiented projected CLUStering (ORCLUS) algorithm is of an 
agglomerative hierarchical nature. Although apart from reducing the number of clusters 
at each iteration, ORCLUS also successively reduces the dimensionality of the 
subspaces down to a (user-defined) dimensionality 𝑙𝑙𝐶𝐶 [6]. The algorithm iterates until 
dimensionality 𝑙𝑙𝐶𝐶 is reached, and the number of clusters is reduced to a (user-defined) 
number of clusters 𝑀𝑀. The resulting subspaces are non-parallel to the original axes of 
the feature space (i.e., arbitrarily oriented), but are in the direction in which the cluster 
exhibits the least spread. This means that the weight of each dimension can be a real 
value between 0 and 1, instead of being either 0 or 1. The computation of subspaces 
is done by computing the eigenvalues of the covariance matrix of a cluster. However, 
the algorithm is computationally intensive, mainly due to the computation of covariance 
matrices, i.e. 𝑂𝑂(𝑁𝑁3), similar to the computational complexity of spectral clustering.  

7.4.11 COSA 
Clustering Objects on Subsets of Attributes (COSA) is an iterative algorithm that 
assigns weights to all the instances, instead of all clusters. The algorithm requires a 
input parameter 𝜆𝜆 that controls the strength of incentive for clustering in more 
dimensions, and the user-input parameter 𝑘𝑘 for kNN computation. Despite its promising 
performance the computational complexity can be as high as 𝑂𝑂(𝑁𝑁3) [78].  
 

7.5 Summary 

The current chapter presents the category of subspace clustering algorithms. These 
algorithms resolve the curse of dimensionality by simultaneously searching for clusters 
and their corresponding subspaces. There are two main categories: top-down and 
bottom-up clustering algorithms.  
 
Top-down methods are mostly hyperspherical in nature, and form non-overlapping 
clusters. They often require the number of clusters and the dimensionality of the 
subspaces as input. Top-down algorithms are usually computationally expensive 
towards the number of instances, and therefore often apply sampling or instance 
reduction techniques.  
 
Bottom-up algorithms scale more easily with the number of instances, but their 
computational speed usually scales exponentially with the dimensionality of the feature 
space, often due to the implementation of a 𝑙𝑙-dimensional grid. Although subspaces of 
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lower dimensions are more easily found. They are therefore usually better for finding 
clusters with a low-dimensional subspace. They often require parameters that are 
related to density thresholds, e.g. CLIQUE, ENCLUS, MAFIA, DENCOS, DOC, and 
SUBCLU.  
 
FIRES is a very interesting algorithm for clustering audio fragments. Firstly because it 
scales relatively well with the dimensionality of the feature space. Secondly, because 
it does not require a global parameter for the cluster density, cluster size, subspace 
dimensionality, or number of clusters. Finally, the FIRES algorithm is not biased 
towards a certain shape.  
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8 Final data mining algorithm 

8.1 Introduction 

This chapter clarifies the final design of the data mining algorithm. The motivation for 
the choices of the design are based on the literature study as presented in chapter 2, 
3, 4, 5, 6, and 7. Section 8.2 presents the data processing software that is used to 
develop the data mining algorithm. Subsequently, the design choices per component 
in the processing chain is presented in section 8.3. The structure of this section is 
similar to the general structure of the processing chain of unsupervised intelligent audio 
analysis, as presented in section 2.5. Finally, section 8.4 presents a summary of this 
chapter.  

8.2 Data processing software 

The data mining algorithm and corresponding Graphical User Interface (GUI) are 
developed with Matlab, because of its ease of use being a fourth-generation 
programming language. Furthermore, Matlab includes a machine learning toolbox and 
a signal processing toolbox containing many useful functionalities for these topics. 
Matlab has several formats to store numeric data. The formats that are applied in the 
final data mining algorithm are: double, single, and uint8. Different formats are applied 
at distinct parts of the algorithm because the trade-off between precision and memory 
requirements varies throughout the data mining algorithm. Section 8.3 clarifies at which 
part of the algorithm each format is implemented. 

8.2.1.1 Double 
The default format in Matlab is the double-precision floating point. This format uses 64 
bits (8 bytes) to store any value. The limit for the values that are stored as double-
precision floating points is approximately [−10308 10308]. The upper bound of the 
relative error due to rounding is 2−52  ≈  2.22 ∙ 10−16. For example, if a value of 1000 is 
stored in double-precision, the maximum error due to rounding is 2.22 ∙ 10−13. 

8.2.1.2 Single  
The single-precision floating point is used as an alternative to double-precision floating 
point that is less precise and thus needs less storage. This format uses 32 bits (4 bytes) 
to store any value. The limit of single-precision points is approximately [−1038 1038], 
and the upper bound of the relative error due to rounding is 2−23  ≈  1.19 ∙ 10−07.  

8.2.1.3 Uint8 
Unsigned 8-bit (uint8) stores integer values between 0 and 28 − 1  (= 255), using 8 bits 
(1 byte).  

8.3 Processing chain of the final data mining algorithm 

This section presents the processing chain of the final data mining algorithm. The focus 
of the data mining algorithm is on the clustering process. Figure 8.1 presents the 
processing chain of the final data mining algorithm in a block diagram, which is the 
specific implementation of each component for the general processing chain of 
unsupervised intelligent audio analysis as presented in Figure 2.2. The feature/instance 
reduction phase, the post segmentation phase, and the validation phase are not 
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implemented. Furthermore, the only element of the pre-process phase that is 
implemented is the extraction of spectrograms. The remainder of this section clarifies 
the design of the data mining algorithm and the rationales behind the choices.   
 

 
Figure 8.1 processing chain of the final data mining algorithm 

8.3.1 Audio capture/conversion 
The audio dataset that is used for the evaluation of the data mining algorithm is 
presented in section 3.3.2. The dataset contains an audio folder for each 10 minutes of 
a year, which contains the 1-minute digitally stored audio files of the nodes with a 
sampling frequency of 24kHz and double precision. Note that synthetic data is only 
used to represent a feature space and not to represent an audio signal, i.e. direct input 
for the clustering algorithm.  

8.3.2 Parameter/instance/feature selection 
In this phase, the parameters, instances and features are selected manually or 
automatically prior to the computation of features (and clustering itself). The selection 
can be based on the interpretation or validation of previous clustering outcomes.  

8.3.2.1 Parameter selection 
The parameters that are used are related to the level of detail, which depends on the 
desired output rather than on the specific distribution of the dataset. These parameters 
are therefore less dependent on a heuristic to determine initial settings for a specific 
dataset. For example, Figure 9.14 illustrates the resulting clusters for different settings 
in the level of detail. The parameters can be optimized iteratively by the user by 
interpreting the outcome of the data mining algorithm. This section presents the default 
parameter settings for the implemented clustering algorithm, which is clarified in section 
8.3.8. In short, the final clustering algorithm consists of a modified FIRES algorithm that 
uses a KDE-based clustering algorithm to compute the base-clusters and the LST 
algorithm to generate subspace cluster approximations.  
 
The default parameter settings for the KDE-based (1D) clustering algorithm is 0,12 for 
the bandwidth, 5 ∙ 10−5 for the dynamics threshold, and 213 (i.e. equal to 8192) number 
of evaluation points. These settings are based on the interpretation of preliminary 
results. The bandwidth and dynamics threshold indicate the level of detail. The number 
of evaluation points is a trade-off between precision and computational speed. See 
section 5.5.4 for a more extensive clarification of these parameters. The results of the 
final clustering algorithm indicate that the default number of evaluation points suffices 
to provide a reasonable precision, within reasonable computational time (chapter 9).  
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The parameters that are introduced by the LST algorithm for the generation of 
subspace cluster approximations are: the scale of the proximity measure (similar to the 
bandwidth), the minimum number of points, the number of nearest neighbours, and the 
minimum similarity between base-clusters. See section 5.5.5 for more information on 
the LST algorithm and these parameters, and section 8.3.8.3 for a detailed clarification 
of the implementation of the LST algorithm for the generation of subspace 
approximations. The scale of the proximity measure is by default an often used 
heuristic, i.e. the standard deviation of the (1D) dataset. The minimum number of points 
(representing base-clusters) is 2 by default. This means that each subspace cluster 
must include at least two base-clusters. The default setting for the number of nearest 
neighbours is equal to 5. Additionally, the default minimum similarity between two base-
clusters is 0,10 (see section 8.3.8.2 for an explanation of the similarity function).  

8.3.2.2 Instance selection 
Instance selection can be applied when only a part of the instances are of interest, or 
when the data mining algorithm cannot operate of the enormous size of the dataset. 
Both situations are not the case for the exemplary dataset. Instance selection is 
therefore not implemented. 

8.3.2.3 Feature selection 
Feature selection can help to optimize the performance of the clustering algorithm by 
selecting relevant and non-redundant features. However, in this report a subspace 
clustering algorithm is implemented, which searches for cluster dependent feature sets. 
The importance of the optimization of the initial feature set is minimal, because the 
subspace clustering algorithm also searches for the (cluster dependent) optimal feature 
set. 

8.3.3 Pre-process 
The pre-processing phase converts the audio signals to signal representations (such 
as the spectrogram), enhances the audio signal, and/or tries to separate individual 
audio sources.  

8.3.3.1 Signal representations 
In this report, the spectrograms are the only signal representations that are required for 
the feature computation. Note that some features do not require any signal 
representations, but only the signal itself. A frame length of 125 ms is favoured because 
it is a commonly used interval in spectrograms and because it is relatively long. A longer 
window results in a smaller amount of instances. This data reduction is relevant due to 
the enormous size of the data set. Subsequently, a rectangular windowing function is 
implemented because other windowing functions require overlapping frames to avoid 
information loss. Additionally, the relatively long duration of the frames result in a high 
frequency resolution. Consequently, the spectral leakage is more centred around the 
actual frequencies due to the high frequency resolution as explained in section 4.3.2. 
Furthermore, the strength of the spectral leakage is relatively small. A frame length of 
125 ms results in approximately 108 frames for the total dataset as introduced in 3.3.2. 
The data mining algorithm stores the 1-minute spectrograms of the audio files per 10 
minutes in the ‘spectrogram’ folder. The data is stored at single precision for data 
reduction purposes.  
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8.3.3.2 Audio signal enhancement  
A simple spectral subtraction method to de-noise the spectrograms is not applied, 
because the background noise level varies significantly throughout the day. A solution 
for this problem is to apply noise reduction for specific time slots, e.g. morning, mid-day 
and evening/night. However, this could result in a distinction between clusters based 
on the time slots rather than on the recognition of sounds, because applying different 
noise reduction is essentially applying a different filter which ultimately affects the 
feature values. More advanced audio signal enhancement techniques that can deal 
with varying background noise levels may be implemented in future versions (and is 
also not implemented in the current final data mining algorithm).  

8.3.3.3 Source separation 
Blind source separation techniques are not applied as fully blind source separation from 
mono- or stereo signals is nowadays considered infeasible. The performance of blind 
source separation can be improved if multiple microphones record the same audio 
event, or if more knowledge about the audio is available. Both situations are not 
necessarily the case for the challenge that is proposed in this report. Furthermore, 
simultaneous events can also be detected with overlapping subspace clusters (which 
is indeed the nature of the implemented clustering algorithm).   

8.3.4 Low level descriptor extraction 
In this report, a frame-wise clustering approach is implemented (see section 2.5.6.1), 
because supra-segmental analysis results in either worse performance or is too difficult 
to implement (see section 2.5.5). The number of feature vectors is therefore equal to 
the number of frames. The features that are implemented in the final algorithm are: 
 

• Fundamental frequency5 
• The frequency of the overtone with the highest SPL 
• Harmonic distances 
• Frequency of the maximum HPS at specific intervals  
• Relative STE 
• Features related to the linear regression of the energy in the overtones 
• C weighted spectrum minus the A weighted spectrum 

 
See chapter 4 for more information about the features. The list of features is not fixed 
because the data mining algorithm should be able to perform with various sets of 
features. All the feature values are standardized and saved per 1-minute in the 
‘features’ folder as singles, to reduce the amount of data.  

8.3.5 Chunking 
Chunking is performed by segmenting such that the minimum and maximum of the 
fundamental frequency within a segment differ 10% at most. These segments are able 
to capture sounds with a (relatively) constant fundamental frequency, e.g. church bells, 
running engines etc. All the frames within the same segment are given the same HLD 
of that segment. Section 9.4.2.1 illustrates the results with this approach.  

                                                      
5 In this report, the HPS method is applied because this technique is based on the spectrograms, and 
is therefore computationally less expensive. 
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8.3.6 High level descriptor extraction 
The feature set induces two HLDs; the energy derivatives of fundamental frequency, 
and the duration of the segment (see section 4.5). Future implementations of the data 
mining algorithm may extend this list for a better characterization of segments.  

8.3.7 Feature/instance reduction 
Feature reduction for unsupervised learning is not applied because it does not handle 
well those situations in which different subsets of the points lie on different lower-
dimensional subspaces. Although feature reduction can be applied on each subspace 
to gain knowledge about the subspace cluster (e.g. to find the relevance in 
percentages). Instance reduction is not applied because the final algorithm is able to 
operate on the full set of instances.  

8.3.8 Clustering 
In this report, the main focus is on the clustering process. The clustering process is 
more demanding than other phases of the data mining algorithm because the files 
cannot be clustered sequentially (i.e., per 1-minute), but have to be clustered all at 
once. This is a challenge because the process is very memory demanding, and 
because an error in the clustering process must result in a complete reset of the 
clustering process.  
 
Several clustering algorithms have been evaluated, i.e. spectral clustering, LST 
clustering, and FIRES clustering. Section 9.2 shows that the results for synthetic data 
indicate that spectral clustering algorithms and the LST algorithm do not suffice for 
clustering a large and diverse set of audio files because they are slow and/or have bad 
results for features with cluster dependent relevance. Alternatively, the FIRES 
algorithm is evaluated because it is able to find arbitrarily shaped, sized, and dense 
subspace clusters in arbitrary dimensionality (see section 7.4.8). Furthermore, the 
computational complexity with regard to the dimensionality of the dataset is quadratic 
at most. Section 9.2 also shows that the results of the FIRES algorithm for synthetic 
data are good if there are modifications made to it. This algorithm is therefore 
implemented in the final data mining algorithm.  
 
The FIRES algorithm consists of three processes (see section 7.4.8): pre-clustering, 
generation of subspace approximations, and post-processing. The pre-clustering is 
done with a KDE-based algorithm, which is presented in section 8.3.8.1. The next 
process is to generate subspace approximations. This process requires a similarity 
matrix that includes the similarity between all the base-clusters, based on a similarity 
function. In this report, two modifications of the FIRES algorithm are proposed: a 
modification of the similarity function (see section 8.3.8.2), and a modification of the 
generation of the subspace cluster approximations (see section 8.3.8.3). The post-
processing phase of the modified FIRES algorithm is presented in section 8.3.8.4.  

8.3.8.1 KDE-based clustering for computing base clusters 
The FIRES algorithm requires a full-dimensional clustering algorithm for the 
computation of base clusters, by applying the full-dimensional clustering algorithm on 
one-dimensional projections of the feature space. The clustering algorithm that is 
applied is based on the KDE, because this algorithm is fast for low-dimensional spaces, 
it can work with a non-user-defined number of arbitrary shaped/sized/dense clusters, 
and it provides a visual representation of the dataset (see section 5.5.4). Note that the 
KDE-based algorithms are very similar to the LST algorithm with regard to the density 
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estimation, i.e. the sum of the Gaussian similarity. The computation of the KDE is 
implemented with a Matlab function, which scales linearly with the number of instances 
because it uses the 𝜀𝜀-nearest neighbours (i.e. the neighbours within a radius 𝜀𝜀) . The 
memory requirements are minimized by storing the one-dimensional clustering per 
dimension as an uint8 array of length 𝑁𝑁, and thus limiting the number of base clusters 
per dimension by 255. 

8.3.8.2 Similarity function 
In this report, a new similarity function between base clusters is proposed. The results 
of the FIRES algorithm on a set of synthetic high dimensional data indicate the 
disadvantages of the original similarity function as introduced in equation (7.4) (see 
section 9.2.3.1). The disadvantage of this similarity measure is likely to arise when base 
clusters vary significantly in size. The origin of this disadvantage is that the similarity 
measure does not consider the instances that are not within the intersection of two 
base clusters, and therefore favours large base clusters. Figure 8.2 illustrates this 
problem. 

 
Figure 8.2 problems with original similarity measure in FIRES 

In this figure, the base clusters ‘x’, ‘o’, and ‘Δ’ are formed. For the similarity measure in 
FIRES, the base cluster ‘x’ is more similar to ‘o’ than to ‘Δ’, while it is more logical for 
‘x’ to be more similar to ‘Δ’ despite having less intersecting points.  
 
In this report a new similarity function is proposed to address the disadvantages as 
mentioned above. Two additional advantages of the new similarity function are that it 
can also be used to merge neighbouring base clusters and to measure the similarity 
between subspace clusters.  

8.3.8.2.1 New similarity function 
A new similarity function is proposed in this report to resolve this disadvantage of the 
similarity measure in FIRES. This similarity measure is defined as: 
 

 𝑒𝑒𝑖𝑖𝑚𝑚(𝑐𝑐1, 𝑐𝑐2) =
|𝑐𝑐1⋂𝑐𝑐2|
|𝑐𝑐1⋃𝑐𝑐2| ∙

|(𝑐𝑐1⋃𝑐𝑐2)′|
|𝑈𝑈|  

 

(8.1) 

Where |𝑐𝑐1⋂𝑐𝑐2| is the number of intersecting points in base clusters 𝑐𝑐1 and 𝑐𝑐2, |𝑐𝑐1⋃𝑐𝑐2| is 
the number of points in the union of 𝑐𝑐1 and 𝑐𝑐2, |(𝑐𝑐1⋃𝑐𝑐2)′| is the number of points outside 
this union, and |𝑈𝑈| is the total number of points. The first term is also known as the 
Jaccard index [79], which is an often used measure in statistics for comparing the 
similarity of sample sets. The second term is introduced to reduce the similarity of base 
clusters that are relatively big in comparison to the size of the entire set, because the 
Jaccard index for these clusters is more likely to become large. The result is that the 
base clusters ‘x’ and ‘Δ’ now are the most similar base clusters. Resulting in the 
merging of these base clusters, as illustrated in Figure 8.3.  
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Figure 8.3 Merging of base clusters for new similarity measure 

8.3.8.2.2 Merging of neighbouring base clusters 
The new similarity measure enables the search for best merge neighbouring base 
clusters, to reduce the number of base clusters. Figure 8.4 illustrates this principle. The 
best merge neighbouring base clusters are two neighbouring base clusters in the same 
dimension 𝐶𝐶1, 𝐶𝐶2 that are merged if the maximum similarity of the merged cluster is 
higher than the maximum similarity of either 𝐶𝐶1 or 𝐶𝐶2. The approach is possible because 
the new similarity function does not favour large clusters. See appendix 9.2.3.3 for an 
example of clustering synthetic data that includes the merging of neighbouring base 
clusters. 

 
Figure 8.4 Merging of neighbouring base clusters 

8.3.8.2.3 Similarity between subspace clusters 
The new similarity function can also be used to compute the similarity between 
subspace clusters. Note that the similarity between subspace clusters is not used to 
compute the subspace clusters, but can be used to gain insight in the dataset. For 
subspace clustering with FIRES, a sample can be assigned multiple times to a 
subspace cluster because it is assigned to multiple base clusters that are merged to 
form a subspace cluster (see Figure 9.7). Let 𝐶𝐶𝑠𝑠1 ,𝐶𝐶𝑠𝑠2 ∈ 𝐶𝐶𝑠𝑠 be two subspace clusters. 
Subspace cluster 𝐶𝐶𝑠𝑠1 and 𝐶𝐶𝑠𝑠2 are families of sets according to equation (7.7). The 
similarity function in equation (8.1) can be used to compute the similarity between 
subspace cluster 𝐶𝐶𝑠𝑠1 and 𝐶𝐶𝑠𝑠2 if the union of sets is the input, i.e. 𝐶𝐶1 = ∪ 𝐶𝐶𝑠𝑠1 and 𝐶𝐶2 = ∪
𝐶𝐶𝑠𝑠2, where |𝑈𝑈| = 𝑁𝑁 ∙ 𝑙𝑙. The similarity is thus computed by comparing to sets of samples 
that are in the merged base clusters rather than comparing two sets of base clusters.  

8.3.8.3 Generation of subspace cluster approximations 
The next process in the FIRES algorithm is to generate an approximation of the 
subspace clusters based on the base clusters and their similarities. However, the 
parameters 𝜇𝜇 and 𝑚𝑚𝑖𝑖𝑛𝑛𝐶𝐶𝑙𝑙𝑢𝑢 are difficult to set because they indicate the minimum 
dimensionality of the subspaces, which is unknown a priori. Setting these parameters 
to very low values (and lower than 𝑘𝑘) is too unrestrictive and therefore result in the 
merging of dissimilar base clusters. Furthermore, small variations in 𝜇𝜇 can have a 
significant implications for the performance of the algorithm [77]. Two alternative 
approaches are analysed: the Frequent Pattern (FP)-tree algorithm, and the LST 
algorithm.  

8.3.8.3.1 FP-algorithm 
An alternative to find an approximation of subspaces is possible with density FP-tree. 
This method is essential for the DENCOS algorithm (see section 7.4.4). The advantage 
of this approach is that one dendrogram describes the entire dataset. However, the first 
results of generation of subspace cluster approximations with the FP-tree algorithm on 
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a synthetic high-dimensional dataset shows that it is not possible to represent the 
subspace clusters in a single dendrogram. The resulting subspace clusters can rather 
be seen as a network (section 9.2.3.2). Furthermore, the FP-tree approach can find 
subspaces of low dimensionality relatively well, but has difficulties with finding 
subspaces of high dimensionality.  

8.3.8.3.2 LST algorithm 
In this report, the LST algorithm is implemented for estimating the subspaces, where 
the data points represent the base clusters, and the similarities are computed with 
equation (8.1). More specifically, the instances that are input for the LST algorithm do 
not represent audio fragments (as is the situation with all the other clustering algorithms 
that are presented in this report), but instead represent base-clusters. An evaluation 
with high dimensional synthetic data shows that the generation of subspace cluster 
approximations with the LST algorithm is able to find sensible clusters (section 9.2.3.3).  

8.3.8.4 Post-processing 
In this report, the post-processing phase of the original FIRES algorithm is not 
implemented. However, this phase can be implemented to refine the subspace cluster 
approximations in future versions. The subspace cluster approximations are 
hyperrectangular, which can capture a large variety of subspace clusters because the 
shape of the subspace clusters is not necessarily the same length is each dimension, 
as is the case with hypercubical or hyperspherical clusters. However, a refinement 
stage (which is implemented in the original FIRES algorithm) is required to go a truly 
arbitrary shape.  

8.3.9 Post-segmentation 
The post-segmentation phase can convert multiple soft outputs (cluster labels) into a 
single cluster label per instance (see section 2.5.9). However, the advantage of having 
possible multiple cluster labels per instance is that the clustering algorithm can detect 
simultaneous events. In this report, a post-segmentation phase is therefore not 
implemented. 

8.3.10 Validation and interpretation 
The final data mining algorithm does not include a validation step of the cluster results. 
Internal validation techniques are interesting for further research because they enable 
an automatic iterative optimization of the features/parameters/instances. Interpretation 
of the results can be obtained via graphical representations of the dataset. The KDE of 
individual features indicate the feature’s usefulness. Additionally a network diagram of 
the subspace clusters is implemented to indicate the relations between clusters. Most 
importantly, the audio fragments (instances) that are covered by the subspace clusters 
can be played.  

8.4 Summary 

The design of the final data mining algorithm is constructed by a set of different 
techniques and methods. A data mining algorithm (including GUI) is developed in 
Matlab. The core of this algorithm is the clustering algorithm, which is a modification of 
the FIRES algorithm. The modifications that are proposed in this report are; a 
modification of the similarity function and a modification of the generation of subspace 
cluster approximations (i.e. with the LST algorithm).  
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9 Results 

9.1 Introduction 

The results of the evaluated algorithms are presented in this chapter. Section 9.2 
presents the results for synthetic data for spectral clustering algorithms, the LST 
algorithm, and the FIRES algorithm. The design of the final data mining algorithm, as 
presented in chapter 8, is based on these first results. Section 9.3 and section 9.4 are 
focussed only on the final data mining algorithm. Section 9.3 presents the resulting GUI 
of the final data mining algorithm. An understanding of the GUI is needed for a better 
interpretation of the results. The results of the final data mining algorithm for real data 
(see section 3.3.2)  is presented in section 9.4. The conclusions and discussion based 
upon this chapter are presented in section 9.5.  

9.2 Results for synthetic data 

This section presents the results of spectral clustering algorithms, the LST algorithm, 
and the FIRES algorithm for synthetic data (see section 3.3.1). Synthetic data is used 
to provide a first impression of the performance and working principles of the 
algorithms.  

9.2.1 Spectral clustering 
Spectral clustering is evaluated because it is able to detect clusters with varying 
shapes, sizes, and densities. Furthermore, spectral clustering very often outperforms 
traditional clustering algorithms [24]. The unnormalized, the Shi Malic normalized, and 
Jordan Weis normalized spectral clustering algorithm are applied on a two-dimensional 
synthetic dataset. In addition, the k-means algorithm is applied to compare the 
outcomes of the spectral clustering. For all algorithms, the input number of clusters is 
three, to force the algorithm into a partitioning that is not too obvious. Figure 9.1 shows 
the resulting clusters for this dataset.  

 
Figure 9.1 Spectral clustering for 2-dimensional feature space 
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For this data, the unnormalized spectral clustering results in a cluster that includes one 
outlier only, which is a known issue (as introduced in section 5.5.2.2). The Jordan and 
Weis spectral clustering resulted in a cluster with two groups of data points that are 
relatively far from each other. For this dataset, the Shi Malic normalized spectral 
clustering resulted in more logically formed clusters compared to unnormalized and 
Jordan Weis normalized spectral clustering. The Shi Malic normalized spectral 
clustering algorithm is therefore also tested on real audio recordings (k-means is not 
further analysed due to known issues, see section 5.5.1.3). However, the clustering of 
3000 instances with the Shi Malic normalized spectral clustering algorithm (i.e. roughly 
the number of instances a single node collects and saves in one hour, see appendix B) 
required 8 hours of computing time on a 2.8 GHz i7 computer. Although the 
computational speed can be significantly improved by introducing fast kNN search 
methods, the theoretical speed is bound by the computation of eigenvalues. This result 
emphasises the significance of the computational complexity with regard to 𝑁𝑁. 

9.2.2 Level Set Tree 
The LST algorithm is a better candidate to cluster a large dataset because the 
computational speed with regard to 𝑁𝑁 does not grow rapidly, and the algorithm provides 
a representation of the clustering structure. The evaluation for the LST algorithm is 
done for a two-dimensional feature space and a high-dimensional feature space, 
presented in section 9.2.2.1 and 9.2.2.2 respectively. The computational speed of the 
LST algorithm is analysed and compared to another fast clustering algorithm (OPTICS) 
in section 9.2.2.3. This is done to approximate the computational time of the LST 
algorithm for a large dataset and to check if OPTICS might be a better choice because 
these algorithms share most of their advantages (see section 5.2).  

9.2.2.1 Two-dimensional synthetic data 
A two-dimensional synthetic dataset is applied to provide a first impression of the 
performance because it its easily visualized. The graphical outcome of LST clustering 
on a 2-dimensional feature space is presented in Figure 9.2. This figure shows that the 
LST algorithm is able to find clustering with varying shape, size, and densities for a 
synthetic dataset shown in Figure 9.2a. Figure 9.2b illustrates the densities of the points 
with colours, and the unweighted unilateral similarity graph with blue lines. The 
densities are computed by taking the sum of the Gaussian similarity function over the 
kNN (k=25). The unilateral similarity graph is applied to prevent the occurrence of data 
points that have no kNN (which can happen when using bilateral similarity graphs). 
Figure 9.2c illustrates the outcome of the clustering algorithm, where the outliers are 
illustrated in dark blue, and the resulting (four) clusters are presented in other colours. 
Note that the outliers can be assigned to the nearest cluster. In addition, the clustering 
structure is presented in Figure 9.2d. The final clustering (in Figure 9.2c) is defined by 
the data points in each leave in the dendrogram (Figure 9.2d).  
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Figure 9.2 LST for 2D feature space, (a) the data points in 2D (b) the density of each point and the 
unweighted adjacency graph for k = 25 in blue (c) the four resulting clusters in varying 

colours (d) the corresponding dendrogram 

9.2.2.2 High dimensional synthetic data 
The LST algorithm is also tested on a dataset with a high dimensionality. The goal of 
this set is to check if the algorithm is able to cope with a high dimensionality, and 
situations where each cluster has its own set of relevant features (see chapter 7). The 
feature space for the audio is likely to include cluster dependent feature relevance, 
because the real dataset is very diverse. For example, the relative energy of the sound 
may be a good feature for door slams, but irrelevant for bird sounds.  
 
Figure 9.3a represents the input data, including 900 samples in 25 
dimensions/features. The colour of each cell indicates the feature value (i.e., yellow 
indicates a higher value and blue a lower value). The dataset is constructed with both 
normal and random distributed values. There are 4 logical clusters that pop up, i.e. 
sample 1 - 200, 201 - 400, 401 - 600, and 601 - 700. The clustering algorithm should 
be able to find these clusters. Each cluster has its own set of relevant features, e.g. the 
first cluster can be distinguished by the first and second feature, and the second cluster 
can be distinguished by the third, fourth, and fifth feature. Note that this dataset is also 
used to evaluate the FIRES algorithm in section 9.2.3.  
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Figure 9.3 (a) synthetic high dimensional data (b) LST clustering result 

Figure 9.3b represents the resulting clusters for the LST algorithm. Each colour 
represents the cluster of each data point. The outliers are shown in dark blue, and the 
clusters are shown in other colours. The clustering algorithm finds the 4th cluster 
perfectly (from 601 to 700), but the performance drops significantly for clusters with a 
lower ratio between relevant to irrelevant features. This outcome emphasizes the 
importance of subspace clustering.  

9.2.2.3 Computational time of the LST algorithm 
The evaluation of the computational speed of the LST algorithm is done to estimate the 
total computational time for the entire dataset and to compare the computational time 
to another fast clustering algorithm, i.e. OPTICS. The computational speed of the 
implemented LST algorithm is minimized by implementing a Matlab function for fast 
kNN search (𝑂𝑂(𝑁𝑁𝑙𝑙𝑓𝑓𝑔𝑔𝑁𝑁)), and a fast Matlab function for computing the connected 
components. Figure 9.4 shows that the computational time of the LST algorithm is lower 
than the OPTICS algorithm (algorithm retrieved from [58]). In addition, the 
computational speed is barely influenced by the number of dimensions (see appendix 
B). However, the computational complexity of LST is 𝑂𝑂(𝑁𝑁𝑙𝑙𝑓𝑓𝑔𝑔𝑁𝑁), resulting in a 
computational time for the whole dataset (section 3.3.2) in the order of weeks. The 
computational time can be reduced to the order of days if the clustering is done in 
batches (i.e., subsets of data points). Other solutions are sampling reduction methods 
like vector quantization or sampling techniques.  

(a) 

(b) 
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Figure 9.4 Computational time of LST and OPTICS 

9.2.3 FIRES 
The FIRES algorithm is the clustering algorithm that is implemented in the final data 
mining algorithm. This section presents the resulting clustering for the FIRES algorithm 
on high-dimensional synthetic data. The resulting base-clusters are presented in 
section 9.2.3.1. Two algorithms for the generation of subspace cluster approximations 
are evaluated based on these base-clusters, i.e. the FP-algorithm and the LST 
algorithm in section 9.2.3.2 and section 9.2.3.3 respectively. These algorithms are 
analysed to omit non-intuitive parameters that indicate the subspace dimensionality 
(see section 8.3.8).  

9.2.3.1 One-dimensional clustering  
Synthetic data is used to evaluate if the FIRES algorithm is capable of simultaneously 
finding clusters and their corresponding subspaces. The dataset that is used for this 
purpose is presented in Figure 9.3a. In this report, some adjustments to the FIRES 
algorithm have been made based on the first results. These results are presented in 
this section. 
 
The results of 1-dimensional clustering are presented in Figure 9.5. Each dimension in 
this figure is clustered separately by a KDE-based clustering algorithm. The colours 
represent different base clusters. In each dimension, only two base clusters are formed. 
Note that the colours only indicate different clusters within a dimension, and a 
comparison between colours in different dimensions does not yield any information. 
 

 
Figure 9.5 Dataset after 1-dimensional clustering 

The next step is to compute the most similar base clusters according to the similarity 
measure of FIRES, which is simply the number of instances in both base clusters (see, 
equation (7.4)). The base clustering in Figure 9.5 reveals a disadvantage of this 
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similarity measure, i.e. the first base cluster (sample 1-200) in the first dimension is less 
similar to the base cluster in the second dimension (sample 1-200) than to some of the 
base clusters in other dimensions. 

9.2.3.2 Generation of the subspace cluster approximations with the FP-tree 
The Frequent Pattern (FP) tree is a technique that is used in the DENCOS algorithm 
(section 7.4.4) to rank subspaces. This technique can also be used to generate 
subspace cluster approximations in the FIRES algorithm. The potential advantage of 
this approach is that the hierarchical structure of the subspace clusters can be 
represented in a single dendrogram. The base-clustering in Figure 9.5 is used as input 
to evaluate this approach. The resulting clustering is presented in Figure 9.6. In this 
figure, the dark blue colour represents outliers, and other colours represent clusters. In 
this example, 4 major clusters are found, covering approximately the samples: 1-200, 
201-400, 401 - 600, 701-900. Between 601 and 700 are mostly outliers.  

 
Figure 9.6 FP-tree method for estimating subspace clusters 

These results indicate that this approach can find subspaces of low dimensionality 
relatively well, but has difficulties with finding subspaces of high dimensionality. 
Furthermore, appendix C shows the resulting dendrogram for this dataset. However, 
the dendrogram fails to provide insight in the dataset because the subspace clusters 
cannot be represented by a single hierarchical structure, but rather by a network. The 
cluster dependent feature relevance is the reason that a single dendrogram is not 
feasible. For example, a branch in the dendrogram may split in several new branches 
based on the SPL of the audio fragments. While this split may be relevant for some 
sounds, other sounds may occur at various SPLs.  

9.2.3.3 Generation of subspace cluster approximation with LST 
Another technique to generate subspace cluster approximations is the LST algorithm. 
This algorithm has already proven to be able to cluster points based on their similarity 
graph (see section 9.2.2). Section 9.2.3.3.1 presents the resulting subspace clusters 
after the generation of subspace approximations with LST, for the base-clusters as 
presented in section 9.2.3.1. Additionally, this approach is also tested for a more 
complex dataset in section 9.2.3.3.2. The more complex dataset does result in 
overlapping subspace clusters, in contrast to the former, more simple, dataset. This 
means that a instance can be assigned to multiple subspace clusters.  

9.2.3.3.1 Non-overlapping subspaces clusters 
Figure 9.7 represents the results of the estimation of subspace clustering with the LST 
algorithm. This approach supports overlapping subspace clusters. The results are thus 
presented in such a way that each row corresponds to a single subspace cluster. Each 
subspace cluster is a merge of multiple base clusters. In the resulting subspace 
clustering matrix (Figure 9.7), the value in each cell (𝑖𝑖, 𝑗𝑗) is the number of base clusters 
in the subspace cluster 𝑖𝑖 that include the 𝑗𝑗𝑡𝑡ℎ sample. The value indicates the probability 
that the 𝑗𝑗𝑡𝑡ℎ sample is in this cluster.  
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Figure 9.7 LST for estimating subspaces 

In this example there are four subspace clusters found that correspond to the expected 
clusters as introduced in 9.2.2.2. Note that in this example, the samples 701-900 are 
outliers, which describes the dataset well as these samples are not separated by two 
or more dimensions. In this example, the subspace clusters have no overlap.  

9.2.3.3.2 Overlapping subspace clusters 
The LST algorithm for the generation of subspace cluster approximations is also 
applied on a more complex high-dimensional dataset, see Figure 9.8. This dataset is 
constructed by randomly distributed points ranging from 0 to 20, and normal distributed 
point with a mean of 10 and a standard deviation of 1.  
 

 
Figure 9.8 More complex dataset for LST clustering 

Figure 9.9 illustrates the distribution of the data points in the first and second dimension 
of this dataset with blue circles. The probability distribution of the data points per 
dimensions are illustrated on the left and bottom of the figure.  

 
Figure 9.9 First and Second dimension of the dataset 

The level of detail that the KDE-based clustering required for this dataset is relatively 
high, because there are no apparent valleys in the probability density distribution and 



96 / 118 
 

Master thesis | TU/e 
 

 

 
 

therefore also not in the density plot. Resulting in a high number of base clusters that 
are separated by small accidental valleys in the density plot. The resulting subspace 
clustering contained only two clusters due to the generation of many base clusters with 
low similarities.  
 

 
Figure 9.10 First result of the FIRES algorithm for the more complex high dimensional dataset 

The problem of having too many base clusters can be resolved by merging 
neighbouring base clusters. In this context, neighbouring means that the base clusters 
are in the dimension and are direct neighbours. After the merging of neighbouring base 
clusters is applied (as introduced in section 8.3.8.2), the algorithm is able to find the 
four subspace clusters (see, Figure 9.11). This example additionally shows that the 
algorithm is can work with more noisy data that results in overlapping subspace 
clusters.  

 
Figure 9.11 Result of the FIRES algorithm for the more complex high dimensional dataset 

9.3 GUI of the final data mining algorithm 

This section presents the GUI of the final data mining algorithm. There are two major 
graphical representations: the representation of the one-dimensional clustering, and 
the representation of the subspace clusters. These parts are presented in section 9.3.1 
and section 9.3.2 respectively.  

9.3.1 One-dimensional clustering 
The KDE-based clustering method is applied to cluster and visualize single features. In 
this report, the one-dimensional clustering has been performed for various features and 
feature set sizes on different data set sizes, i.e. an hour, a day, a month, and a year. 
The latter requiring 1,5 day to complete for 18 features (approximately 2 hours per 
feature). 
 
A graphical user interface is constructed to 
visualize the one-dimensional clustering, see 
Figure 9.12. The interface includes four major 
parts: (a) the density plot, (b) a list of audio files 
that correspond to a selected cluster, (c) the 
spectrogram of the selected audio file, and (d) 
additional information about the base cluster.  
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Figure 9.12 Graphical user interface for one dimensional clustering 

 

 
 

9.3.1.1 Density plot 
In Figure 9.12a, the density distribution of the fundamental frequency is plotted on a 
logarithmical scale. The colours in the density plot represent different clusters. There 
are two parameters for this algorithm that are displayed on the top: the bandwidth and 
the relative dynamics threshold (see section 5.5.4.1). In this example, both parameters 
are default (see section 8.3.2.1). The bandwidth determines the smoothness of the 
density plot. The dynamics threshold 𝐻𝐻𝑑𝑑 determines the minimum difference between 
a peak and a valley in the density plot to form a cluster (see section 5.5.4). The 
logarithmical vertical scale is used because the differences in densities for many 
features are enormous.  

9.3.1.2 List of audio files 
The list of audio files include those audio fragments that are assigned to the selected 
cluster. The name of each element in the list refers to a specific time slot of the audio 
file. The audio files are sorted by their duration. 

9.3.1.3 Spectrograms 
The spectrogram corresponds to the selected audio file. This audio file can also be 
played. The grey blocks on top of the spectrogram indicate which frames that are 
actually in the cluster. Neighbouring frames that are not actually in the cluster are 
depicted in white. These frames are included to prevent presenting an audio file with a 
duration of a single frame, and to merge two audio files that a separated by a very small 
amount of frames which are not in the cluster.  

9.3.1.4 Additional base cluster information 
The additional information per cluster is placed on the right of the user interface, 
including the boundaries of the selected cluster and the number of instances in the 
cluster. Furthermore, an indication of the average daily occurrence of the cluster is 
illustrated at the bottom, i.e. a plot of the number of instances per minute. The cluster 
that is selected contains mostly church bells which explains the peaky behaviour of the 
graph.  
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9.3.2 Subspace clustering 
Figure 9.13 presents the user interface of a subspace clustering for a day. This graph 
includes four major parts: the network diagram, a list of audio files that correspond to a 
selected cluster, the spectrogram of the selected audio file, and additional information 
about the subspace cluster. 

 
Figure 9.13 Graphical user interface for multi-dimensional clustering 

9.3.2.1 Network diagram 
The network diagram enables a visualization of the subspace clustering that helps to 
gain insight in the resulting clusters. All the subspace clusters are represented by 
coloured dots in the network diagram. Their colour indicates the total similarity of these 
cluster, i.e. the sum over weighted k-NN similarities. A red colour indicates a high total 
similarity, a green colour indicates a normal total similarity, and a blue colour indicates 
a low total similarity. The dots are connected by a weighted k-NN similarity graph 
illustrated with grey lines, where the thickness of the lines indicate the similarities 
between subspace clusters (in this example, k=5). The similarities between subspace 
clusters are computed with equation (8.1).  

9.3.2.2 List of audio files 
The list of audio files that corresponds to the selected subspace cluster is displayed 
similar to the one-dimensional situation (the selected subspace cluster is encircled in 
red). The only difference with the one-dimensional user interface is that the audio 
segments are sorted by the average number of base clusters that include those 
instances, instead of the duration of the segments.  

9.3.2.3 Spectrograms 
The spectrogram of the selected audio file is plotted similar to the one-dimensional 
situation. However, the top part now indicates the number of base clusters that include 
the instance. A black colour means that all the base clusters in the subspace cluster 
include the corresponding instance, grey means that only some of the base clusters 
include that instance and white means that no base cluster includes that instance.  
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9.3.2.4 Additional subspace cluster information 
The additional subspace cluster information box includes: the relevant features and 
range of the feature values, the mean base clusters over all the instances in the 
subspace, the maximum similarity to another cluster, the ratio between the instances 
in the subspace and the total number of instances, and the average daily occurrence 
plot.  

9.4 Result of the final data mining algorithm for real data 

This section presents the results of the data mining algorithm for the dataset as 
introduced in section 3.3.2, for one-dimensional clustering and subspace clustering, 
presented in section 9.4.1 and section 9.4.2 respectively.  

9.4.1 One-dimensional clustering 
The general results of the KDE-based clustering algorithm, i.e. independent from the 
instances and parameter selection are presented in section 9.4.1.1. Additionally, the 
results of varying parameter and instance selection is presented in section 9.4.1.2 and 
section 9.4.1.3 respectively.  

9.4.1.1 General results 
The density plots of most of the implemented feature show significant variations in the 
cluster size and density. For example, the fundamental frequency in Figure 9.12. For 
this dataset, the number of points in the first cluster is approximately 35 times larger 
than the number of points in the rest of the clusters combined, because most noisy 
spectra have a fundamental frequency between 0 Hz and 50 Hz.  

9.4.1.2 Variations in parameter selection 
The bandwidth and the dynamics threshold are related to the level of detail. This section 
illustrates how different settings of these parameters result in a different level of detail. 
Three density plots of a KDE-based clustering with smaller bandwidths than presented 
in Figure 9.12 (i.e. 0,12) are presented in Figure 9.14, i.e., 0,06; 0,02 and 0,0005. 
Resulting in 18, 31, and 133 base-clusters respectively. These results show that the 
bandwidth is able to capture different levels of detail in one-dimensional data.  
 

 
(a) 

(b) 
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Additionally, variations in the dynamics threshold can also indicate the level detail. 
Figure 9.15 illustrates how different settings in the dynamics threshold result in other 
resulting clusters. In this example the bandwidth is 0,06 (same as in a) and a dynamics 
threshold of 0,001. This example illustrates that the dynamics threshold is less likely to 
capture the structure of the data, due to the enormous variations in density (which is 
logarithmically plotted).  
 

 
Figure 9.15 density plot for a bandwidth of 0,06 and a dynamics threshold of 0,001 

9.4.1.3 Variations in instance selection 
For one-dimensional clustering in general, very similar data distributions and number 
of clusters are obtained with varying dataset sizes. Although this does not hold for 
datasets that cover less than an hour of audio recordings because the distribution then 
becomes sensitive to outliers when the dataset comprises less than one day. Figure 
9.16 illustrates the resulting clusters if an instance selection is applied, where the audio 
files cover 6 hours (i.e. 10% is saved for four microphones, which is approximately 
equal to 2,5 hours of actual saved audio recordings).  
 

 
Figure 9.16 resulting base-clusters for a dataset that comprises 2,5 hours of audio files 

9.4.2 Subspace clustering 
The results subspace clustering of the final data mining algorithm are presented in this 
section. Section 9.4.2.1 presents the general results. Subsequently, section 9.4.2.2 and 

Figure 9.14 density plot for a bandwidth of (a) 0,06, (b) 0,02 and (c) 0,005 
(c) 
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section 9.4.2.3 present the clustering results for varying parameter and instance 
selection respectively.  

9.4.2.1 General results 
In general, many of the resulting subspaces include base-clusters that vary in size. This 
means that the resulting subspace clusters can have varying lengths in different 
dimensions. This emphasizes the idea that each subspace cluster has its own shape. 
Moreover, the dimensionality of the resulting subspace clusters varies significantly.  
 
Furthermore, the final data mining algorithm is able to find sensible clusters. For 
example, the subspace clustering as presented in Figure 9.13 includes sensible 
clusters. In this example, 15 subspace clusters are found. Five of these clusters are 
considered sensible, containing (mostly) either: a church bell, a church bell at a higher 
pitch, birds, instantaneous sounds such as door slams/hammer strikes etc., and a lawn 
mower. Table 9.1 presents how many audio fragments within each of these clusters 
correspond to these interpreted labels. The audio fragments are evaluated by a human 
listener. For example, all of the first 50 audio fragments in the subspace cluster that are 
labelled as ‘church bells’ are indeed church bells. In the ‘lawn mower’ cluster, only the 
first 6 audio fragments include indeed sounds of a lawn mower, making the sensibility 
of this cluster debatable.  
 

Table 9.1 number of audio events for 5 sensible clusters 

Cluster  Count 

Church bell 50/50 
Church bell with higher pitch 42/50 
Door slams / hammer strikes 35/50 
Birds 48/50 
Lawn mower 6/10 

 
 
Note that the audio fragments are sorted by the mean number of base-clusters that 
include the audio fragments (as explained in section 9.3.2.2). This arrangement is 
essential because the high quality audio fragments are enlisted first. For example, the 
cluster containing church bells has only single frame audio fragments at the bottom of 
this list, which are not church bells. For example, an audio fragment that has a 
fundamental frequency within the range of the church bells but has intervals that are 
not in the same range as the church bells is enlisted last.   
 
The other 10 subspace cluster contain mostly noise. These non-sensible subspace 
clusters form due to a (global) correlation in the features rather than the capture of 
actual sounds. For example, if the fundamental frequency is high, then the Zero Cross 
Rate (ZCR) is also likely to be high. A subspace cluster may form that includes a base-
cluster with a high fundamental frequency and a base-cluster with a high ZCR. 
However, the merge of the two base-clusters is only caused by the global correlation 
between the features. Another example are the HLDs that are implemented in this 
report. The HLDs each have a high correlation because each frame in a segment gets 
the exact same feature value.  
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9.4.2.2 Variations in parameter settings 
Two parameters can be set for the subspace clustering, i.e. the minimum similarity 
between base-clusters and the number of nearest neighbours (k).  
 
In general, the resulting clustering is not sensitive to small changes in the number of 
nearest neighbours. For example, Figure 9.17 presents a subspace clustering for k = 
15. The resulting subspace clusters are similar the resulting subspace clusters in Figure 
9.13 (where k = 5, and other parameter and instance settings are equal). Furthermore, 
the number of resulting clusters is approximately the same, i.e. 14 for k = 15, and 15 
for k = 5. However, increasing the number of nearest neighbours makes it less likely 
for a cluster to separate itself from the rest of the dataset. If, in an extreme case, the 
number of base-clusters is equal to the number of nearest neighbours, then all the 
base-clusters will be assigned to the same subspace cluster.  
 

 
Figure 9.17 subspace clustering where k = 15 

Additionally, the minimum similarity between base-clusters prevents subspace clusters 
that merges base-clusters with relatively low similarity. The default setting is 0,1, which 
means that for small base clusters, the minimum overlap has to be approximately 10% 
of the total size of the combined base-clusters (see equation (8.1)) to form a subspace 
cluster. In general, a higher minimum overlap results in less subspace clusters, 
because less base-clusters are merged. Although the quality of the subspace clusters 
is not necessarily improved for a higher minimum overlap.  

9.4.2.3 Variations in instance selection 
The number of subspace clusters generally decrease as the dataset grows. Figure 9.18 
presents the results of the data mining algorithm for the whole dataset. For these 
settings, only four subspace clusters are found. The cluster that is selected contains 
virtually only church bells, another cluster contains lawn mowers, the other two clusters 
contain mostly noise. This counterintuitive result can be explained by the phenomenon 
that base clusters for larger datasets include a larger variety of sounds, because the 
number of base clusters remains approximately the same for different dataset sizes. 
The similarity between base clusters (eq. (8.1)) therefore decreases, making it less 
likely to be merged into a subspace cluster. However, the quality of the subspace 
clusters that remain does not increase (or decrease).  
 
These results indicate that a larger set of features is required to cluster a larger dataset, 
as the variety of the dataset grows. Additionally, the introduction of a split phase is 
useful for larger datasets. A split stage is required when a sound cannot be 
distinguished by individual features, but rather by a collaboration of features. For 
example, if there are no features that can separate only cat sounds from all other 
sounds, but there are features that can separate a cluster with cat and dog sounds, 
and features that can separate a cluster with cat and bird sounds. In this example, a 



Master thesis | TU/e 
 

103 / 118 
 

 

 
 

split phase can help to split the cat and dog sounds, and cat and bird sounds to find a 
ultimate cluster with only cat sounds. The split phase is included in the original FIRES 
algorithm (see section 7.4.8.2), but a different technique is required for the new 
similarity measure. 
 

 
Figure 9.18 subspace clustering for the whole dataset 

9.5 Discussion/conclusion 

In this chapter, several clustering algorithms have been analysed, by evaluating the 
resulting clusters for synthetic data. Spectral clustering algorithms do not suffice for 
clustering urban audio datasets, because the computational expenses become too high 
for large datasets. Furthermore, the results show that the LST is able to find clusters 
with arbitrary shape, size and density in reasonable computational time. However, the 
performance of this algorithm drops drastically if the clusters have their own set of 
relevant features, which is the case when clustering a large and diverse set of audio 
files. Alternatively, a modification of the FIRES algorithm is able to find subspace 
clusters in a high dimensional synthetic dataset, and is therefore implemented in the 
final data mining algorithm.   
 
The final data mining algorithm (as described in chapter 8) is a modification of the 
FIRES algorithm in combination with a KDE-based clustering algorithm. An adaptation 
of the similarity function is successfully introduced to remove the preference of the 
original similarity function for large base-clusters. This adaptation is required for a large 
and diverse set of audio files because the size of the base-clusters can vary 
significantly. Furthermore, the LST algorithm is successfully implemented to generate 
the subspace cluster approximations. This algorithm does not require non-intuitive 
parameters which indicate the dimensionality of the subspaces. The clustering on the 
feature set shows that the dimensionality of the subspaces can also vary significantly.  
 
The final data mining algorithm is able to find sensible clusters in the dataset as 
introduced in section 3.3.2. Furthermore, the algorithm is able to visualize the dataset, 
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reveal feature performance, present cluster information, and reveal relations between 
clusters and features. The resulting subspace clusters vary significantly in density, size, 
and shape (i.e. hyperrectangular with varying length). However, not all resulting 
clusters a logical and easily interpretable to humans. Non-sensible clusters form due 
to a global correlation between features rather than the actual detection of sounds. 
Moreover, clustering over a larger dataset results in approximately the same number 
of base-clusters, but less subspace clusters. The introduction of a split phase can 
resolve this problem, and additionally, the diversity of the dataset grows with the size 
the dataset requiring a larger set of features.  
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10 Conclusion and recommendations 

10.1 Conclusion 

This chapter presents the conclusions that can be made based on this report. Section 
10.1.1 presents the conclusions that can be drawn from the literature study, i.e. chapter 
2, 3, 4, 5, 6, and 7. Additionally, the conclusions from chapter 8 and 9 based on the 
evaluation of the data mining algorithm on real and synthetic data are presented in 
section 10.1.2.  

10.1.1 Literature study 
The following conclusions can be made based upon this report: 
 

• The enormous growth in the total amount of audio data demands an approach 
to data processing techniques that requires less human intervention. 
Unsupervised data mining is a relatively new approach to the automation of 
data processing, which does not require a training phase (see section 1.2). 

• The challenge of clustering urban sounds is that these datasets are typically 
very diverse and large. Many sounds therefore have their own set of relevant 
features, and feature value ranges (see section 1.6) 

• The unsupervised audio analysis algorithm has several components, which 
each includes several techniques, resulting in a huge amount of possible data 
mining algorithms (see section 2.5). Most literature is focussed on the analysis 
of one of these components or one technique within a component, rather than 
on a set of components.  

• Relevant features are those that can separate one or multiple sound events 
according to the clustering criterion (see section 2.5.2). The aim of the 
exemplary clustering criterion is to find clusters that are logical and easily 
interpretable for humans. The features should therefore describe distinct 
aspects of the audio that correspond to the way humans characterize sounds.  

• Feature reduction techniques do not handle well those situations where 
clusters lie on different subspaces (see section 2.5.7), which is likely the case 
for clustering urban sounds as these sounds can have their own set of relevant 
features. 

• A clustering algorithm is preferred that reveals a non-user defined number of 
clusters with arbitrary size, shape, and density, due to the diversity of the 
dataset (see section 3.2). Moreover, a subspace clustering algorithm is 
required because there is no single feature set that is relevant for all the 
sounds. A subspace clustering algorithm resolves the problems caused by the 
curse of dimensionality. The clusters can also vary in the dimensionality of their 
corresponding subspaces. Additionally, the design of the clustering algorithm 
should be such that the computational complexity does not scale too rapidly 
with the size of the dataset.  



106 / 118 
 

Master thesis | TU/e 
 

 

 
 

• KDE-based clustering algorithms are excellent candidates to extract clusters in 
low-dimensional feature spaces, because clustering algorithms based on the 
KDE are able to find a non-user-defined number of clusters with: varying 
density, varying shape, varying size (see section 5.5.4). The computational 
complexity of (fast) KDE-based algorithms scales linearly with the number of 
instances but exponentially with the number of dimensions.  

• LST algorithms are able to find a non-user-defined number of clusters in a 𝑙𝑙-
dimensional space with: varying density, varying shape, and varying size (see 
section 5.5.5). This algorithm can either be applied to cluster data points on the 
position in the 𝑙𝑙-dimensional feature space or to cluster data points based on 
their similarity graph.  

• The FIRES framework enables the extraction of arbitrarily shaped, sized, and 
dense subspace clusters (see section 7.4.8). The computational complexity of 
the FIRES algorithm scales at most quadratically with the dimensionality of the 
dataset. The computational complexity with regard to the number of instances 
largely depends on the one-dimensional clustering algorithm. However, the 
unmodified algorithm favours large base clusters. 

• Simultaneous events can be detected with blind source separation or with a 
subspace clustering algorithm that results in overlapping clusters (see section 
8.3.3.3). Bottom-up subspace clustering algorithms (e.g. the FIRES algorithm) 
result in overlapping clusters, making blind source separation less useful. 
Although simultaneous events can only be detected with overlapping subspace 
clusters if the events are characterized by different features.   

10.1.2 Evaluation of the data mining algorithm on real and synthetic data 

• A few prominent clustering algorithms have been tested for synthetic data, i.e. 
spectral clustering algorithms, the LST algorithm, and the FIRES algorithm. 
The results indicate that the computational expense of spectral clustering 
algorithms are too high to cluster large datasets in reasonable time. In addition, 
the LST algorithm is able to cluster low-dimensional spaces, but the 
performance drops drastically if clusters lie on subspaces in higher dimensions. 
Alternatively, the FIRES algorithm is able to find high- and low-dimensional 
subspace clusters with varying sizes if modifications to the algorithm are made. 
These modifications include an introduction of a new similarity measure, and a 
different technique for generating subspace cluster approximations.  

• The new similarity measure that is proposed in this report resolves the problem 
of the original similarity measure, as the original measure favours large base-
clusters. The original FIRES algorithm is therefore unlikely to find small 
clusters. Moreover, the performance of the original FIRES algorithm drops 
drastically if some of the resulting base-clusters cover a relatively large part of 
the dataset. An implementation of the new similarity measure is needed to find 
sensible clusters in an exemplary synthetic dataset (see section 9.2.3) 
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• The non-intuitive parameters 𝑚𝑚𝑖𝑖𝑛𝑛𝐶𝐶𝐿𝐿𝑢𝑢 and 𝜇𝜇 in the original FIRES algorithm can 
be omitted by introducing the LST algorithm to generate the subspace cluster 
approximations, based on the similarity graph of the base-clusters. The LST 
algorithm that is developed in this report scales relatively well with the number 
of instances (i.e. 𝑂𝑂(𝑁𝑁𝑙𝑙𝑓𝑓𝑔𝑔𝑁𝑁)). The LST algorithm is able to find subspaces of 
arbitrary dimensionality in synthetic data (see section 9.2.3.3).  

• The final data mining algorithm (see, chapter 8) includes the modified FIRES 
algorithm, and is able to find sensible clusters in a large dataset of urban audio 
recordings in reasonable time. These clusters are considered sensible 
because on average 44 of the 50 evaluated audio fragments contain sounds of 
either: a church bell, a church bell at a higher pitch, birds, and instantaneous 
sounds such as door slams and hammer strikes. Non-sensible subspace 
clusters also form, due to a global correlation in the features rather than the 
capture of actual sounds. These clusters are considered to be non-sensible 
because they are not in line with the clustering criterion.  

• The final data mining algorithm is able to visualize the dataset, reveal feature 
performance, present cluster information, and reveal relations between 
clusters and features.  

• A one-dimensional clustering with the KDE is able to reveal clusters with 
different sizes and densities for different levels of detail. The KDE-based 
clustering algorithm reveals the density distribution of the dataset for one 
feature, which indicates the performance of that feature. The computational 
time of the implemented KDE-based algorithm for one-dimensional clustering 
on approximately 3500 hours of audio data (on a 2.8 GHz i7 computer) is 
approximately two hours per feature. The one-dimensional KDE-based 
clustering includes approximately the same number of clusters for datasets of 
audio recordings with varying size.  

• The number of subspace clusters generally decreases as the dataset size 
increases. This counterintuitive result can probably be resolved by introducing 
a split phase, and/or adding more features.  

10.2 Recommendations  

The following recommendations for further research are made:  

• Speech recognition techniques usually apply a shorter frame lengths than the 
frame length that is applied in this report (i.e. 125 ms). A shorter frame length 
is recommended if the data mining algorithm is applied to find detailed nuances 
in highly fluctuating sounds such as in speech recognition.  

• Noise reduction techniques that are sensitive to changing background noise 
levels can help to improve the performance of the clustering algorithm, 
because some features have better performance if the signal is separated from 
the background noise.  
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• The set of features can be changed for other datasets or for other clustering 
criteria. Additionally, the performance of the data mining algorithm for this 
dataset and clustering criterion can be improved by adding more features that 
are able to distinguish one or more sounds.  

• Another approach to combine HLDs and LLDs is required because the current 
implementation is only able to find (global) correlations between HLDs. An 
alternative is to apply overlapping fixed length segments to assign a unique 
HLD value to each frame. A more advanced alternative is to implement 
dynamical begin- and endpoint detection, which enables supra-segmental 
analysis. This approach is beneficial because it results in data reduction and it 
enables the assignment of a single HLD to a segment. Dynamical begin- and 
endpoint detection is however challenging due to the large variety of sounds.  

• The computational time of the final data mining algorithm towards the number 
of base clusters grows quadratically because the distance from each base 
cluster to any other base cluster needs to be computed. Nevertheless, the LST 
algorithm uses only the kNN similarities between base-clusters as input. A fast 
kNN search for the similarity between base clusters can reduce the 
computational growth of the algorithm with regard to the number of base 
clusters. Future versions of the data mining algorithm can implement a fast 
algorithm for computing the similarities between base-clusters to reduce the 
computational expenses.  

• The current implementation of the FIRES algorithm does not include a split 
stage. A split stage is required when a base cluster includes multiple sounds 
that are separated by other features. An alternative to the original split phase 
is the reversed process of the merging of neighbouring base clusters (see, 
section 8.3.8.2). This process searches for splits that increase the maximum 
similarity of the base cluster by splitting into parts.  

• The current implementation of the FIRES algorithm does not include a 
refinement phase. The refinement phase (which is included in the original 
FIRES algorithm) is required to go from a hyperrectangular shape to a truly 
arbitrary shape. The refinement phase as presented in 7.4.8.3 is 
recommended.  

• A feature reduction method can be applied after subspace clustering because 
now both the clusters and the corresponding subspaces are known, because 
the intrinsic dimensionality of a dataset can be considerably lower than 
embedded dimensionality. These results are useful if the clustering is used 
prior to the development of a classifier.  

• The development of a validation phase can be added in future versions to be 
able to quantify the performance of the clustering algorithm.  

• Deep-learning approaches are interesting for further research in those 
situations where features are unavailable and the design of features is 
nonessential. Deep-learning is a part of machine learning that gained a lot of 
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attention over the last decade, and can also be applied for clustering. Deep 
learning clustering simultaneously learns feature representations and cluster 
assignments [80].  
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A Spectral clustering 

A.1 Real data  
Shi & Malic normalized spectral clustering is also tested on a small set of real data. The 
real data consists of the third octave band energy of 6 minutes of audio (covering the 
10% saved audio of one microphone for one hour). The third octave band energy levels 
are depicted in the top part of Figure 11.1. The part below illustrates the outcome of 
the clustering algorithm. In this part, each colour represents a specific cluster, except 
for the dark blue colour, which indicates the outliers. The number of clusters is 
estimated by the eigenvalue gap. The results show that the clustering algorithm finds 
too many clusters. The frames in the clusters have a very specific distribution of the 
energy in the third octave bands. But more importantly, the clustering algorithm 
required 8 hours of computing time, making the clustering of a set of approximately 108 
frames infeasible.  

 
Figure 11.1 Shi & Malic normalized spectral clustering on the third octave band energy 

B Level Set Tree 

B.1 Computational speed with regard to the dimensionality of the dataset 
The computational time of the LST algorithm is additionally tested as a function of the 
dimensionality of the feature space. The results of the computational time for 4000 
instances is illustrated in Figure 11.2. The expectations are that the LST grows linearly 
with the dimensionality because the fast kNN search algorithm scales linearly with the 
dimensionality. Surprisingly, the computational time decreases with the introduction of 
more dimensions. The most probable explanation for this result is that the computation 
of the connected components is dominant. When more dimensions are introduced, the 
probability that sets form separated components increases. The computation of the 
connected components of the consecutive iteration is done per set (from the previous 
phase) rather than on the whole set. Resulting in a faster computation for a more 
separated dataset. For higher dimensionality, the computational time of the kNN search 
algorithm becomes dominant.  
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Figure 11.2 computational time for the LST algorithm as a function of the dimensionality 

C FIRES clustering 

C.1 Generation of subspace cluster approximations with the FP-algorithm 
Figure 11.3 illustrate the dendrogram that corresponds to the clustering in Figure 9.6. 
In this diagram, each node includes a base cluster 𝐶𝐶𝑖𝑖.𝑗𝑗 and the number of samples in 
the subspace, where 𝑖𝑖 is the dimensionality and 𝑗𝑗 denotes the 𝑗𝑗𝑡𝑡ℎ cluster. The minimum 
number of samples in a subspace is set to 25. The dendrogram fails to provide intuitive 
insight in the clustering as presented in Figure 9.6, because the similarity graph for 
base clusters is a network and cannot be described in a single hierarchical structure.   
 
 

 
Figure 11.3 FP-tree clustering for subspace approximations 
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