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Abstract

Although it is impossible to know the future, deep learning techniques allow us to come
close. In this thesis we give our best prediction of the future, in particular the future of
smartphone users’ actions in real life based on where they went in the past. We use a timeline
of events that represents the places users visit, and by detecting patterns in the data we
know about the past we can extend the timeline and predict what the user will be doing and,
crucially, at what time. Neural networks are employed for their superb pattern recognition
performance that exceeds even that of humans in some applications. Neural networks learn
from example data through a training process, yielding a trained model that encodes the
patterns seen in the data. For our purposes we use a recurrent neural network architecture
that is designed for sequence prediction.

The general difficulty in feeding sequential data into recurrent neural networks lies in
finding the balance between a long network length, which diminishes the ability for the network
to learn patterns, and the level of detail that the chosen data format can achieve. To avoid
having to choose between these things, we invented a network that uses ‘time-scaled layers’
in which multiple similar networks of varying lengths are interconnected. These multiple
layers of different time-scales are then trained simultaneously as one, influencing each other.
The resulting models outperform single-layer networks of the same type. This framework for
creating RNN architectures forms a new approach to problems of this class and can be used on
any timeline-based data, such as data that originates from industrial processes and machines
as well as software, when the temporal aspect of the timeline is crucial to the application.
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Chapter 1

Introduction

The human brain is capable of understanding highly complicated patterns. Many times when
we do this, we don’t consciously think about the extent of this ability, but we subconsciously
relate cause and effect, past, present, and future, and make complex decisions as we go through
the day. If computers were capable of the same pattern recognition and decision making skills,
they might be able to understand our human behavior, and through that understanding, provide
us with a wealth of assistance not currently possible. In this work, we explore new ways to
program software to understand complex patterns such as human behavior. We do this through
machine learning, in which software programs itself based on a large amount of example data.
Data comes in many forms and from endless sources, and specific characteristics of the data
determine what we can do with it in machine learning and what is most effective. We look at
a certain set of characteristics that a data set may have, and derive methods to make the most
use of it in an effort to teach computers to understand the process that generated the data by
looking at it.

1.1 Research domain

Event timelines, and sequences

In this work, we investigate event timelines. Event timelines are a very specific class of data
that has certain characteristics that other data types don’t have. They are closely related to
sequences, as they are basically sequences with an added temporal dimension. Not only do
the events in the sequence have features such as an event type, and a sequence order, but in
a timeline they also have crucial timing details about the start and end of the events (refer
to section 1.4 for more details). The concept of learning to anticipate events based on prior
knowledge of the causal relationships between them in the past is not new, and may be referred
to by other names such as ‘temporal sequence learning’ [Wörgötter and Porr, 2005] in the
past. The application of neural networks to the problem is also an existing domain of research,
however, many innovations have been made in the field of (recurrent) neural networks that have
not extensively been used for this purpose specifically.

Neural networks and prediction

This work presents a framework of deep recurrent neural networks with time-scaled layers, in
combination with uniform temporal sampling of an event timeline, in an effort to effectively and
explicitly model the temporal aspect of the underlying process. This places the work within
the domains of deep learning and recurrent neural networks. Around this, many efforts have

4



Modeling Event Timelines Using A Deep RNN

been done to do prediction on other kinds of data such as time-series, and on event timelines
other kinds of tasks such as anomaly detection. Taking into account the high rate of innovation
in these fields, this leaves an interesting gap to close for us in applying state-of-the-art deep
learning techniques to do prediction on event timelines. We clarify all these things in this first
chapter, and touch on why such an endeavor is useful, where it could be applied, and what
makes it challenging.

1.2 Why is this hard?

When discussing the task of prediction, we must always have some prior knowledge on which
to base these predictions. If we aim to construct a program that makes predictions on demand,
then this prior knowledge must be encoded in the program somehow. Both the quality of the
program and this encoded prior knowledge must be good to obtain good predictions, if either
of these is absent then predictions are never accurate. Good prior knowledge must be obtained
by analyzing the relations between past events, as predictions are simply future events related
to past events. Many events encountered by any system are linked in a temporally causal way.
The list of such causally related events or actions, which will occur during the lifetime of an
agent, is endless[Wörgötter and Porr, 2005]. Although human experts are capable of analysis
and understanding that computers still attempt to rival, the amount of events that are relevant
to establishing a good encoding of prior knowledge for a system such as what we require is
far too vast for human analysis. We must develop a solution that is powered by an automatic
computer system in order to process all the data that may contribute to a good quality of prior
knowledge to incorporate into the prediction engine. Luckily, this is a popular problem and one
with a great potential for impact on humanity, so a large body of work has already been done
towards these solutions.

1.3 Problem statement

Throughout the thesis our main task, and the motivation for this research, is to predict the
future behavior of fellow humans, based on what we know about their past behavior and the
past behavior of other humans in general. In section 1.2 we have demonstrated that this is
a challenging goal, and naive solutions are insufficient. To approach this task in a scientific
manner, we identify the in this section what particular part of this challenge is our focus. As
we formalize a technical approach to this problem in section 1.4, we begin to generalize it so
that the work contributes to other problems that exhibit the similar technical characteristics
(section 1.5).

Data that we use in this work has been collected by Sentiance as part of their product that
aims to accurately register the behavior of users to power the ‘Internet of You’. This is achieved
through a smartphone application, that tracks the values of (movement) sensors and location
services in order to determine what the user of the device is doing. Extensive processing steps
then reduce this raw data to a user’s event timeline, which represents the user’s activity at any
given time in terms of a fixed set of event types (see fig. 1.1.

Figure 1.1: Illustration of an example event timeline. This is the kind of data that is the focus of the work. [Sentiance,
2017]
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With this processed data, our task is to predict future events in this timeline given the history
of the timeline. Not only would we like to know what the event type will be of future events, but
when they will take place and how long they will continue for is information of great importance.
The importance of the temporal aspect and durations of events is very apparent. A prediction
of the next event and when it will start (and the current event ends) is much more actionable
than merely a prediction of the type of the next event. An increased degree of accuracy and/or
resolution of the duration prediction directly leads to more utility. Details about the data set
we use for experiments are discussed in section 4.2.

In non-technical terms, the problem we are addressing is the following. A very complicated
process is generating behavior, of which we can observe a summarized reflection in the form
of an event timeline. We would like to predict the future of this summary, but as a result of
the generating process being complicated, the patterns in the data are as well. This means our
prediction technique must be very powerful.

1.4 Approach

Very promising innovations in deep learning, specifically recurrent neural networks, produce
record-breaking results in prediction tasks with data that is seemingly similar to timeline data.
As the characteristics of event timelines give rise to the research opportunities and challenges
we address, we briefly relate them to similar but different data forms here. We discuss further
technical details in section 3.3.

Timeline vs. time-series and event sequences

Timelines of events have certain properties that can be compared to other data types. Like
a sequence, a timeline is a (chronologically) ordered representation of nominal events. Unlike
a sequence, the start and end times of events are included in a timeline. Time series data
is ‘sampled data points of a continuous, real-valued measure’ [Längkvist et al., 2014]. Unlike
time-series values, events in timelines take values from a discrete, finite, unordered set of event
types. Like a time-series, a timeline has exactly one ‘value’ at any given point in time. A
timeline can be said to be a ‘temporal sequence’ of events that have a beginning and an end,
or dually a sequence of event transitions that go from one event type to another event type at
any continuous point in time.

An ‘event sequence’ could be constructed from a timeline by enumerating the events (or states)
in order, thereby removing duration and start/end time information. A real-valued continuous-
time function can be constructed from an event timeline by assigning real numerical values to
the event types, then a time-series could be obtained by sampling the function, for instance at
uniform intervals. Figure 1.2 illustrates the relationship between these data types.

Machine learning approaches

We have discussed that the only way to solve our prediction problem with the complexity of
the underlying process being as high as it is, is with equally complex models. Constructing
such complex models by hand is exceedingly difficult, as the sole model creator would need a
very lange understanding of the process, and also prohibitively time-consuming if possible at
all. The rate at which models need updating as new data arrives would exceed the rate at
which model could possibly be produced, giving rise to the desperate need for automatically
generated models. Fortunately, there are large amounts of data available as well as a whole field
of solutions that take data and emit automatically generated models called machine learning.
Depending on the task and type of data, there may be many possible approaches that are
suitable. We discuss those in more detail in chapter 2.
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Figure 1.2: Illustration of the difference between different forms of data: timelines, sequences, functions and time
series.

Neural network approaches

In order to maximize the value of the data-based prediction outcome of the task at hand, we
must aim to make use of the most performant prediction techniques while making optimal use
of the available data. As expanded upon in the literature review in chapter 2, state-of-the-
art deep learning techniques currently hold many performance records on prediction tasks and
have earned quite a reputation for being able to ‘automatically’ model very complex functions.
However, as promising as deep learning is, the focus is usually not on timelines, and neural
networks have specific and sensitive constraints when it comes to the data representations they
will accept. To make optimal use of the data that we have in timeline form, we must find the
right neural network architecture design and the right data representation and encoding that
exposes the crucial information contained in the timeline to the neural network in an effective
manner. It turns out to be especially challenging to incorporate temporal duration of events in
suitable models.

Recurrent neural networks are a form of deep neural networks. The multiple network layers in
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this case consist of repeated time steps. They have dominated problems that involve temporal
sequences and human behavior, such as speech and language recognition [LeCun et al., 2015].
Since their inception, copious amounts of widely-used variations and configurations of RNNs
have been developed. Most notably, LSTM cells hold an internal ‘cell state’ and greatly reduce
the vanishing gradient problem in RNN training, to greatly increase the scale of time on which
dependencies can be recognized by the network. Further discussion on LSTM variants can be
found in section 2.2. Although RNNs unfolded in time can be regarded as deep neural networks
(DNNs), this ‘depth’ in time doesn’t contribute to the hierarchical processing of the data that
makes DNNs generally perform well. Thus, the motivation to add another dimension of depth
to RNNs to conceive DRNNs is born [Hermans and Schrauwen, 2013]. Recently, it is popular
to configure the layers of DRNNs with different temporal scales per layer. Examples of this are
Clockwork RNNs [Koutńık et al., 2014] and Gated Feedback RNNs [Chung et al., 2015]. Their
details are discussed in section 2.2.

The intuition of these configurations is that by training the network on varying time scales of the
observed data, the network can better model the complex underlying process if it is influenced
by patterns at many different time scales. A time-series event sequence that approximates
a timeline can be obtained through (uniform) sampling in time. However, as discussed in
section 3.2, there is a trade-off between accurate duration representation at low sample rates
and long distances between changes in values at higher sample rates. These increased distances
in the sequence pose significant problems for RNNs, including LSTMs, as dependencies and
patterns are many time steps apart. Temporal layering techniques allow us to effectively control
and address this issue, thereby enabling a new way to encode duration data when using timelines
in recurrent neural networks. In this thesis, we develop such a time-scaled layering approach
to make use of multiple sample-rates when encoding the timeline data. The method is unique
as it feeds data input to every layer of the network, but it does so in an efficient way due to
the properties of the feature vector that allow the sampled data representation to be easily
downsampled.

1.5 Contribution

In this thesis, we present an application of time-scaled RNNs to model event timeline data.
What this work contributes is a new way to encode timelines for use in sequence-based neural
networks, which is codependent on the specific benefits of time-scaled recurrent neural networks.
Time-scaled RNNs are not new, and CW-RNN and GF-RNN among many other lesser-known
and still emerging implementations of the concept have been shown to give state-of-the-art
results when they were presented. Due to the specific requirements and properties of different
kinds of data (text, audio, video, weather measurements, etc), many variations of the concept
of time-scaled layers have been developed. Our proposed method is one that accepts different
encodings of the input to each layer of the network, to match the time-scale of each layer. This
is paired with an efficient process to generate such encodings using sampling.

Apart from the specific application of such prediction systems to timelines of user events,
research into models based on timeline data has intrinsic value in a more general sense. As a
type of data, timelines of nominal scales are useful in any application where a process or entity
can exhibit a finite discrete set of state values in time, especially when the temporal aspect is
important. Any process, be it a physical, virtual, chemical or human one can potentially emit
such data, and be modeled in such a way if doing so most corresponds to the desired task. If the
task is predicting the future behavior and/or state of such a process, then timelines as we use
them here are the superior data format for the relevant information. Other similar concepts are
time-series (of ordinal values), or continuous functions, as we have seen in the rest of chapter 1.
Much of the state-of-the-art literature in the field of deep learning focuses on these other data
formats, achieving impressive feats in tasks such as prediction and recognition. We aim to

8 October 9, 2017



Modeling Event Timelines Using A Deep RNN

achieve similarly impressive results on timelines by building on these previous works. Our
presented time-scaled recurrent neural network structure achieves progress in this by applying
the time-scaling principle to timeline data effectively, through sampling the data at multiple
sample rates. It makes use of the possibility to input data into different layers of the network
structure, something that other time-scaled RNN techniques do not yet do. This improves
results when compared to single-layer networks in an experiment using real data from human
sources.

Products such as the one provided by Sentiance, that record data from a user’s smartphone
in an attempt to map and gain an understanding of the user’s actions and behavior have
applications in numerous fields. Apart from Sentiance, such companies as Google provide
similar products and services. The general aim is not only to ‘sense and respond’ to the user’s
activities, but to ‘preempt your needs’. This will result in a connected world where we can not
only command our devices such as mobile smartphones, personal assistant devices, and so on,
but they will understand us on a deeper level and communicate with us and provide a new level
of personalization.

Currently, applications such as the Sentiance platform perform tasks such as reminding the user
of things without the need to set the reminder beforehand; the system detects your intentions
automatically. Parts of such assistants involve detecting the ‘home’ and ‘work’ locations of
the user. Apart from user-facing conveniences, such systems can be integrated into third-party
applications to give the publishers of those applications very detailed insights into the needs,
wants and actions of their users. As well, these insights could be used directly or indirectly to
improve the user experience in third-party applications even if designing such a system solely
for that purpose would be cost-prohibitive.

Predictions of future user actions provide value to the clients who integrate the system into
mobile applications. One of the direct improvements to be made to many kinds of mobile
applications is coupling smart responses of the application to (detected) actions of the user.
One example is the smart medication management platform MedApp [MedApp, 2015] that
combats medication non-adherence (a hundred-billion dollar scale problem [Brown and Bussell,
2011]). It aims to ensure that its users take their medicine as prescribed. One factor that
contributes greatly to this problem is forgetfulness. By building on predictions of the user’s
event timeline from the Sentiance SDK, MedApp can remind the user of medication intake
moments when it is most effective to prevent forgetting. Of course, giving too many reminders
would quickly diminish their meaning and effectiveness to the user, so sending reminders at
effective moments is crucial. In this example, preemptively determining the need for a reminder
can be very helpful, as users may not always be in a position to take the medicine at the time
of the reminder.
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Chapter 2

Background

The goal of this chapter is to relate the problems we set out in chapter 1 to existing state-of-
the-art literature. Doing this, we identify the aspects that have already been addressed as well
as the gaps that exist so that we may address them. In particular, we mainly explore Hidden
Markov models (HMM, section 2.1), and techniques based on neural networks (section 2.2),
and touch on some further extensions of interest that may or may not be suitable or within
the scope of this work. We conclude that neural networks provide the most promising benefits
for the task at hand and study techniques to effectively train such models. We also discuss
in detail what the difficulties are when applying RNNs to this problem and how they are best
addressed. Chapter 3 then explains the method we develop and how it makes progress in some
of these areas.

This thesis is in the broad field of machine learning (fig. 2.1). Machine learning is just one of
many ways to approach the problem at hand. Why is it the most suitable? We discuss some
properties of ML approaches and compare them to alternatives. In machine learning, there is
a model creating process, and then a model application. Often, the model application is fast
and cheap. This is in part because ML models are from restricted model classes, and the ‘hard’
part is fitting the given data to the model from the chosen class. Machine learning approaches
are good when there are time and resources available to do the training process, but less so
when sampling from the model. Conversely, a custom made program may have to analyze
large amounts of data at the time when a response from the program is requested. Using an
automatically generated machine learning model, this data is encoded in a sense in the model.

Figure 2.1: Machine learning [Brownlee, 2015]
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2.1 Hidden (semi-)Markov models

Hidden Markov models are a type of dynamic Bayesian networks that have nice properties, thus
allowing them to model certain types of behavior efficiently. This technique has a strong statis-
tical foundation. The model consists of ‘states’ and ‘observables’. These states can transition to
other states based on a determined transition probability from one state to another. Each state
can also emit an ‘observable’ with a certain emission probability per state and observable. The
observables represent the data we have, through which we aim to fit a model of the underlying
states. Intuitively, this corresponds to the problem we aim to solve.

A hidden Markov model structure then consists of a Markov chain of random variables that
represent the previous states of the process, but can not be observed. This gives rise to the term
‘hidden’. We do have data for the observable random variables, but they do not depend on each
other but only on the states. Figure 2.2 illustrates this structure with a graphical representation.
Structuring the model in this way gives rise to a favorable probability factorization that is
exploited in the inference and decoding algorithms for HMMs. This relies on the Markov
property of the state chain.

Figure 2.2: Graphical representation of a HMM [noa, 2016]

A key part of the HMM, the (first order) Markov property is that given the value of hidden
state St−1, the current state St is independent of all the states prior to t−1 [Ghahramani, 2001].
This means that one state encapsulates all relevant information about all previous states. The
process that generates the data on which the model is trained must be assumed to satisfy this
property. Higher-order Markov models allow more interaction, so an n-th order Markov model
allows for dependence of the n previous states on the current state.

A generalization of HMMs is Hidden semi-Markov models. In this case, the hidden chain
satisfies a semi-Markov property that incorporates an explicit sojourn time. This is especially
relevant to this project, as it explicitly models the probability in time moving to the next state
whereas in HMMs this is essentially geometric [Yu, 2010] [Barbu and Limnios, 2008].

Although HSMMs intuitively seem to be relatively suitable to model the timeline data with an
emphasis on the temporal aspect, as we aim to do, we must take into account the statistically
founded limitations of the model. The human behavior generating event timelines in this project
can’t be assumed to be adhere to any fixed order of the Markov property as actions depend
on any amount of previous states. Encoding everything that may influence the next state into
the state vector would yield a prohibitively large model. Instead, we aim to find a model type
that is designed for complex patterns with long dependencies rather than a fixed maximum
dependency distance, and we will see that recurrent neural networks such as LSTMs seem more
suited for this. Nevertheless, given sufficient complexity good results could possibly be achieved
using such an approach. In fact, hybrid approaches are used in the field of speech recognition
that incorporate predictions made by LSTMs into HMMs [Wöllmer et al., 2009] [Vankerschaver,
] [Johnson, ].
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HMMs suffer from some of the same problems as LSTMs, in that they are designed for time-
series data and thus the data must be adapted. Also, to make use of the promising LST-
M/HSMM hybrid, these problems would need to be solved for LSTMs first. Our proposed
method achieves progress in this area, which means future work could more easily investigate
the performance of H(S)MMs for this problem.

2.2 Deep Learning and Neural Networks for modeling se-
quences

When we use the term ‘neural networks’ in machine learning, we refer to artificial neural
networks rather than biological ones. Such models are merely a mathematical construct inspired
loosely by the architecture of a brain (fig. 2.3). Artificial neural networks consists of neurons
ordered in layers, that send signals to other connected neurons in other layers when they ‘fire’.
There are endless ways to connect such neurons. Each neuron holds a variable (real) value,
and a bias parameter, and connections between neurons have weight parameters. An activation
function or transfer function determines the value of a neuron along with the weights and biases
of its input connections. Through multiple layers of such neurons, input values are transformed
to output values.

Deep learning, the use of (recurrent) models with many layers, has to do with a specific set
of challenges. Deep neural networks consist of a multitude of layers, allowing them to model
complex functions through training. In deep learning, problems arise when there is a large
amount of steps from a desired output trait to the causal input trait in the data. Steps are
introduced by neural network layers. While deeper networks are more powerful, they suffer
from this problem because of the way the backpropagation training method operates.

Figure 2.3: Neural networks [XenonStack, 2017]

The goal of training a neural network is to find the optimal values for all the weights of con-
nections between neurons and their biases such that the inputs are transformed to their corre-
sponding desired outputs. For example, in a classification task, the input layers consists of the
data about the item to be classified and the output layer consists of an encoding of the classes,
so that the observed activation of the output layer determines the item’s class. In a sense, the
neural network encodes a function to transform input to output. We wish to learn a function
that is suitable for the general case of inputs, so that new data can also be classified correctly.
During training with the backpropagation method, batches of examples are processed by the
network and their output activations are compared to the actual output. There will be a dis-
crepancy in the predicted output and the actual output data determined by the loss function,
and the job of the training algorithm is to calculate how to adjust the individual neurons that
contribute to this error value. As we need the desired outputs in order to do this, training a
neural network this way is supervised learning.

To model sequences, a specific class of neural networks is used called recurrent neural networks
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or RNNs. RNNs consist of neural network layers that in addition to input and output connec-
tions, have recurrent connections to themselves. When used, these connections are ‘unfolded’
or flattened as many times as is necessary for the sequence length. Each object in the sequence
is then individually used as input at each unfolded time-step of the RNN. The outputs of each
RNN time-step can be used in different ways. There exist sequence-to-class networks for clas-
sification, for instance to classify sequences of characters into written languages. In this case,
the output of the last time-step is connected to a class output layer. There also exist sequence-
to-sequence models, that have another sequence of time-steps connected to the output of the
last input RNN time-step, for instance to translate a sequence of characters to sequence of
characters in another language.

In graphical representations, a node in an RNN represents an entire layer of neurons and a
connection from one node to another generally represents fully connected layers of neurons.
When an RNN is drawn unfolded, this is thus clearly a ‘deep’ neural network in terms of the
challenges that come with deep neural networks. However, even still more layers can be added
to such a network to make it more powerful at the expense of deep learning problems. The
resulting multi-layer RNNs are deep in two different axes.

Long-term dependencies

This section introduces the issue with long-term dependencies, and the vanishing gradient prob-
lem. This is a crucial concept at the center of this thesis, and to an extent Deep Learning in
general, as it underlies the motivation for many of the network architecture design choices that
we have to make in order to achieve good performance. In short, as the ‘depth’ of a neural
network increases, the problem increases. This affects RNNs when the network consists of
many time steps. This is why we speak of ‘long-term dependencies’: The effects increase as
the number of time steps between output traits in the data, and the input trait(s) that caused
them becomes large. In other words, the ‘dependency’ of the output on the input consists of
many time steps and is thus ‘long-term’.

Most processes that underly time-series data, as well as timeline data such as ours, have the
property that something happens in the process at time t = ta that affects the process at a
later time t = tb. If tb � ta, then an RNN that is trained on the observed data from the
process will struggle to learn this dependency between the two data points and fail to properly
predict the latter event. The longer the causal dependencies in time that influence a process,
the more time steps are between the relevant data points and the more the network suffers from
long-term dependency problems: vanishing or exploding gradients. In this project we strive to
predict human behavior. The underlying process is thus quite complex, and most humans have
sufficient memory of events for very long-term patterns to influence our behavior. As a result,
it’s impossible to create high-quality predictions of future behavior with a model that does not
consider very long-term dependencies in the data.

We summarize the problem as follows. In order to learn long-term dependencies, the RNN must
be unfolded sufficiently long in terms of time-steps. If the evidence for the pattern consists of
more time-steps than the network, then it cannot be learned. However, making the network
longer increases problems. Each step through a layer in the backpropagation (through time)
method adds another fraction to the chain rule in the gradient calculation. This means that it is
easy for the gradient in long networks to become (much) further 1 with each added time-step,
leading to ‘vanishing’ or exploding gradients. Exploding gradients are easily handled using
gradient clipping, in which the gradients can’t exceed some fixed maximum value. However,
vanishing gradients are more difficult. If a gradient becomes too small then it will no longer
propagate a meaningful effect to further layers.

This problem of neural networks and RNNs is also the focus of recent and ongoing research[Längkvist
et al., 2014, Gulcehre et al., 2017, Chung et al., 2015]. Some solutions are ‘gating’ the connec-
tions, such as in LSTMs, and creating different connections, such as with time-scaled layers.

October 9, 2017 13



Jeroen van de Ven

We discuss and incorporate both techniques in our method.

Long short-term memory

Long short-term memory networks (LSTMs) [Hochreiter and Schmidhuber, 1997] are now a
well-known extension of Recurrent neural networks (RNNs). RNNs differ from other artificial
neural networks in that the hidden layers of neurons are linked in time. LSTMs extend RNNs
by replacing traditional (layers of) neurons with the LSTM block, which features gates to
determine which information from the previous time step is retained and passed on to the next
time step. This allows the network to learn when to truncate the gradient thereby significantly
reducing the training time needed for long-term dependencies.

There are now many variations of the LSTM and some are more relevant to this application
than others. A large-scale study [Greff et al., 2015] shows that popular variations and additions
don’t significantly improve performance on three different popular tasks, but also gives insights
into the variations that may be useful for specific applications. For simplicity we can then settle
on a single, simple version of the LSTM architecture to use throughout experiments.

The added forget gate enables the LSTM to learn continual tasks such as Embedded Reber
Grammar [Greff et al., 2015]. A Reber grammar is generated by a very standard state machine.
An embedded version means the same such machine is embedded (copied multiple times) as a
part of another [Orr et al., 1999]. As a consequence, there is some sub-pattern in the language
embedded in an ‘outer pattern’, so to speak. This mathematical feat simply illustrates the
added power of the forget-gate. Also intuitively, being able to omit information that is no
longer necessary opens up space for new information in its place. Peepholes are commonly
used now and were added to enable learning of precise timings [Greff et al., 2015] [Sak et al.,
2014] [Wöllmer et al., 2009] They allow the cell to control the input, output and forget gates.
An example of precise timing is “the fine distinction between sequences of spikes separated by
either 50 or 49 discrete time steps” [Gers and Schmidhuber, 2000]. Thus, peepholes are also a
useful later addition to LSTM.

GRUs are a simplification of the LSTM block that performs similarly while reducing complexity
and training time by reducing the gates in a certain way [Cho et al., 2014] [Chung et al., 2014].
Input and forget gates become one ‘update gate’, and it also does away with the distinction
between the cell state and the hidden state. It is said that through the way the output and
input and forget gates of the blocks cooperate, having all of the gates of an LSTM is not strictly
necessary for good performance if they are configured as a GRU [Greff et al., 2015]. GRU’s can
be used in place of an LSTM block.

Deep RNNS and time-scaled RNNs

Deep neural networks can be created by stacking multiple hidden layers on top of each other.
In recurrent networks, this yields a connected network not only in the time direction, but
also in more depth across time. Recent examples show that using stacking RNNs, while using
LSTM layers, substantially increases performance over single-layer LSTMs [Graves et al., 2013]
[Zaremba and Sutskever, 2014].

A specific configuration of deep RNNs is Clockwork RNNs [Koutńık et al., 2014]. In this
configuration, each stacked hidden layer operates only at exponentially decreasing ‘clock cycles’
thereby reducing the time scale per layer. Figure section 2.2 visually indicates the success of this
technique on the problem of accurately following (green) a given signal (blue) when compared
to regular RNNs and single-layer LSTMs. The clock cycle paradigm is implemented by only
including the associated connections between hidden layers. Originally, regular RNN nodes are
used rather than LSTM blocks.

Another variation of deep RNNs comes in the form of Gated Feedback RNNs [Chung et al.,
2015]. As opposed to Clockwork RNNs that manage time scaling of the different hidden layers
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Figure 2.4: Visual indication of the results achievable with a CW-RNN. [Koutńık et al., 2014]

by omitting connections in a certain pattern, GF-RNNs include fully-connected hidden layers
but instead add binary multiplicative gates to each connection. The results show that the
network automatically learns a form of time scaling by configuring these gates properly in
the learning process. Thus, the network is more powerful and flexible as the most suited
configuration of these connections in the network is learned from the data through training.
The authors do employ LSTM blocks in their experiments.

Attention

Models can be created that can actively shift their attention to certain parts of the data while
training. This is especially effective in visual tasks, for instance on video data even when com-
bined with recurrent neural networks [Mnih et al., 2014]. Attention models are most interesting
where it is infeasible to properly observe the entirety of the available data. It might be applica-
ble to focus ‘attention’ of the model on specific parts of timeline data, such as the most recent
events, but this benefit is not immediately obvious at this point so this is not be the focus of
this project.

Convolutional neural networks

Convolutional neural network layers have been traditionally applied with great effectiveness
on images to perform tasks such as feature recognition, dimensionality reduction, etc. Convo-
lutional layers may also be effective on (large amounts of) time-series data, as it is similarly
high-dimensional [Längkvist et al., 2014]. Stacked convolutional layers have been applied suc-
cessfully on multiple concurrent time-series data streams with different time resolutions by
[Mart́ınez and Yannakakis, 2014]. Convolutional layers have been successfully combined with
stacked LSTM layers by [Donahue et al., 2015] and [Wu et al., 2015], among others.

2.3 Hybrid network configurations and model blending

DeepSense [Yao et al., 2016] integrates convolutional and recurrent neural networks, proving
that the combination is promising. Their configuration consists of multiple input sensor data
sources fed into separate convolutional layers, which are at some point concatenated to further
convolutional layers to be eventually fed into an RNN at each time step. Such a technique may
be useful as part of the skip layers variation of our model. This concatenation of features before
or after separately being classified is referred to as early or late fusion.
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Regularized feature fusion is explored by [Wu et al., 2015]. This takes advantage of the corre-
lations between different features. Relating to our layered approach, there can be correlations
between the different time scales/layers of the same data. The hybrid learning framework
presented in this work is relevant to both the currently used model as well as the proposed
model.

2.4 Training, model selection, and hyperparameter tun-
ing of neural networks

Loss and evaluation function

Training these networks requires a loss function that has certain properties. In our application,
we rely on an intermediate data representation and a slight transformation of the problem in
order to solve the original problem of predicting timelines. The most obvious loss function
for the transformed problem might not correspond well to a score of the actual output in the
context of the original problem, though. This effectively would mean that our network learns to
solve something other than what we are after. In [Wiseman and Rush, 2016], this is addressed
by proposing a model in which the entire sequence can be assigned a score as a whole instead
of using cross-entropy loss. We also discuss such a score in section 2.6.

Beam Search

When doing character-level generation, or sample-level prediction, a model that feeds each
predicted element back into the input and continues to predict element by element does not
consider the sequence of elements as a whole and is a greedy approach, which is not optimal.
Using beam search, the predictions are expanded into a tree and eventually the overall probabil-
ity of the sequence of predictions is used to choose the entire sequence, rather than making the
decision too early. The complete tree would be much too large (it grows exponentially in the
size of the output layer with each time step), so at each level only the most promising elements
are retained and the rest is pruned. Beam search is easily applied when testing/serving the
model, but it is more involved to also apply it when training. For this, [Wiseman and Rush,
2016] employ a 2-pass system.

Beam search is an interesting approach to consider, a an alternative to training on an entire
target sequence. Intuitively, using a beam search-based approach would heavily favor continuing
the same sample type for each subsequent sample. Thus, intuitively beam search isn’t expected
to achieve its intended purpose in the context of the proposed network architecture. As a result,
sequence-to-sequence training is used instead.

2.5 Additional approaches

Hierarchical latent variables

It can be said that an event timeline of human actions has a hierarchical generation process with
complex intra-sequence dependencies. A ‘hierarchical stochastic latent variable neural network
architecture’ is presented by [Serban et al., 2016] and applied on dialog response generation.
The model is based on a two-level hierarchical RNN and adds a stochastic variable to address the
fact that RNNs still favor short-term predictions too much, and to make them more suitable for
generating longer sequences of output. Based on these promising results, this technique should
be considered for future work on the proposed model. Like other improvements to regular
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RNNs an LSTMs, they suffer from the same basic problem that the starting point must first
be a working RNN architecture which we develop.

Teacher Forcing, Professor Forcing, and Generative Adversarial Networks (GANs)

In Teacher Forcing, a network is built that predicts the next value of a sequence based on the
given ground truth sequence as input. Then, the next value is appended to the input sequence
and fed back into the network to generate the second value and so forth. This leads to the
predicting diverging from the ground truth as more predictions are made, as evidenced by
changes in the hidden state. Generative Adversarial Networks use a system of 2 concurrently
learning networks, one of which aims to distinguish between real data and generated data while
the other aims to generate as real as possible data. This ‘discriminator’ model has the effect
of keeping the generated data indistinguishable from real data. Such a discriminator is also
used in Professor Forcing [Lamb et al., 2016] in an effort to create a network that robustly
continues to generate good data even when true input is far in the past. Although the results
are promising, the technique is not applicable to our case as true data is always close. Our aim
is to make predictions a fixed amount of time ahead of the current time.

Memory Networks

Although RNNs and their variations have a memorizing effect by incorporating their previous
state in the computation of each new state, the amount of memory this represents is quite small.
Memory networks and Neural Turing Machines enable neural networks to store and retrieve
data from ‘external’ memory which can be much larger. These operations need to be somewhat
constrained in order for the training process to remain tractable, but in certain applications
this can be very effective [Weston et al., 2014] [Gulcehre et al., 2017]. Use cases where this is
most effective seem to be AI tasks that involve the model having a large amount of knowledge,
such as QA systems.

Starting point and previous work

At Sentiance, prediction of future event types and durations has been ongoing for some time
using two different models. The older model is a simple Bayesian Network which predicts the
probabilities of all next event types based on the previous type, the current time of day, and
the current day. A newer LSTM-based model has surpassed this simple model in performance,
as is to be expected from the increased complexity. It operates on a sequence of the past 128
events using a single layer of 128 LSTM nodes. The configuration of this network is slightly
unconventional in order to deal with event durations in a feature-encoded approach.

In addition to predicting the next event type, the single-layer LSTM model currently used can
predict the duration of the current event (which ends in the future). The chosen approach is to
encode the duration of the events in the sequence, as well as the absolute start time and day of
the week, in the feature vector of the event. Thus, the feature vector for each event now looks
like this (see also fig. 2.5):

• 10 dimensions one-hot encoding of the event type

• 7 dimensions one-hot encoding of the day of the week

• 12 dimensions one-hot encoding of the hour of the event

• 1 dimension flag for AM-PM (boolean)

• 1 dimension the duration in minutes of the event (real value)

The output of the hidden LSTM layer is a vector of 64 real values. The desired output of the
model is an indication of the next event type (one of 10 possible values) as well as an indication
of the duration of the current event. The hidden LSTM layer is capable of detecting both,
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Figure 2.5: Events-based encoding [Sentiance, 2017]

but these two desired outputs are very different in nature. To address this, the output of the
LSTM layer is duplicated and fed into two separate but identical non-recurrent neural networks
with an output layer of 10 dimensions each. During training, one of these is presented with the
correct prediction of the next event type while the other is presented with the correct duration
of the current event type in a bucketed form. The durations are bucketed logarithmically in
minutes, such that the first bucket contains durations of 0-5 minutes, the next 5-15 minutes,
and so on.

A notable observation from the current model is that the accuracy of detected durations lags
behind the accuracy of the event type during training. However, removing either part of the
network leads to greatly reduced performance of the other. This indicates that the duration
information is vital to the modeling of the underlying behavior. It is expected that models that
explicitly incorporate duration such as this one perform significantly better than models that
are not designed with this in mind.

The bucketized approach for the duration output layer was chosen in order to balance the loss
values in the network between duration and event type. The length of the duration output
vector was chosen to match that of the event type output vector, which is fixed by the set of
possible event types. Having these be equal in length is vital to the balanced training of the
network.

The current model has some shortcomings. First and foremost, the duration is modeled in
buckets of decreasing resolution and thus increasingly inaccurate. It is also impossible to ignore
the dependency of durations on event types, which leads to further decreased resolution of
durations given an event type. Still the observations show that duration is not redundant, so
increasing the resolution of duration in the model should lead to improvements.

Another shortcoming of the current approach is that the penalty for a wrong guess of event
type or duration is the same regardless of what the distance is from the true value. This is well
defined for duration but not for event type.

2.6 Evaluating performance of models

Before considering approaches towards solving our problem, we must have a good definition
of what a good solution is. It turns out that it is a difficult problem of its own to quantify
the quality of solutions to our problems, but being able to do so would greatly help us in
comparing results between approaches and see whether progress is being made. In this chapter,
we tackle this issue by presenting a distance metric for timeline predictions and by extension a
performance measure for models that predict future timeline events.

Measuring prediction quality

We have discussed many different ways to predict future events based on the previous events in
a timeline. To compare these methods or models, we look at the quality of the predictions they
produce. As we have the actual next events that took place in the test data, we can compare
the predictions to the ground truth. If the prediction is exactly the truth in all ways, then the
performance is clearly maximal. On the other hand, how can we compare two predictions that
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are both not exactly right? In this section we define a performance measure for predictions and
models that has certain desirable properties.

Training algorithms for neural networks rely on a loss function to determine the prediction
error. However, the most applicable loss function depends on the specifics of the model, and
loss functions must have certain properties. In the first place, we would like to be able to
compare results obtained from different kinds of models. As we will discuss more in chapter 3,
changes to the model also yield changes in the data representation and thus using a single
loss function or even error measure across models in order to compare them is not easy. We
then discuss the functions that we use in the method, but here we explore possibilities and the
desired properties of an ideal performance measure.

We focus on assigning a quality score between 0 and 1 to each prediction, based on a comparison
with the truth. This should be a performance measure in the sense that a model producing
predictions with higher scores is more desirable for use as a predictive model. This is opposed
to basic similarity measures, which favor predictions that are close to the ground truth in an
absolute sense. Of two predictions that are equally similar to the truth in terms of correct
elements in the sequence, one may clearly be better. Even a prediction that is less similar may
be considered more desirable or ‘to make more sense’. Such a performance measure could be
further improved by also considering the preceding timeline rather than just the true prediction.

The measure should have the following properties:

• Compare the truth to a prediction and give a score.

• Consider the predicted and true sequences as a whole, rather than per sample or per
event.

• Compare predicted and true event types such that certain predicted event types are
penalized more than others.

• Consider difference in duration of events separately from event types.

• Separately penalize events that are extra or missing from the prediction altogether.

Such a measure would allow us to determine which kinds of mistakes are more important than
others, and covers the most important ways in which a prediction can be wrong. Since it can
only compare the prediction to the true sequence, this measure builds on the assumption that
all the relevant and important pattern logic is exhibited in the example. If so then such a
measure would accurately describe the quality of predictions. On average, across the whole
test set, this is the case. The performance of a model is thus determined by the average of the
performance of the predictions it generates for test data.

As we should consider the entire sequence of predicted events, rather than the time samples
that make up the events that make up the sequence, the time samples should first be converted
back to events with durations if sampling is used (see chapter 3 for more on sampling). This also
allows the performance measure to apply to other kinds of models that don’t use sampling. In
order to compare the event types, and durations, of predicted events to the true events, we need
to obtain a relation of the predicted events to the true events. As a part of this, we automatically
also have to decide which events in the prediction are extra or missing. Most of the time,
there are multiple combinations of such classifications that could be true. This is a problem
that edit distance algorithms solve. Considering all possible relations between two sequences
and the ‘cost’ of the relation, the algorithm returns the cheapest combination. Because of this
simultaneous consideration of all the combinations, such a measure would consider the sequence
as a whole rather rather than per event.

Levenshtein distance considers insertion, deletion, and substitution of elements. These opera-
tions match with extra, missing and ‘wrong’ events. In a weighted version, the cost of each
of these can be changed. If we assign an arbitrary cost function to each of these operations
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then we can use it for instance to distinguish between the cost of substituting events based
on event type and duration, which would allow us to penalize an event prediction with the
correct type but a slightly incorrect duration less than a prediction with an erroneous type.
Damerau-Levenshtein distance also allows transpositions of elements, switching places. This
would enable a distinction between the cost of switching two events around and other solu-
tions such as marking them both as substitutions. Depending on the specific application, when
dealing with concurrency for instance, this may be desirable. In the case of human behavior
timelines, at the level of abstraction that we have, concurrency doesn’t play a large role while
transposing two events significantly changes the meaning of the timeline. As a result, we see
no motivation to specifically provide for transpositions.

The modified weighted Levenshtein algorithm gives for all the events in the prediction whether
it:

• Matches exactly an event in the true sequence

• Substitutes an event in the true sequence with a ‘modification cost’.

• Is inserted at an insertion cost, no matching event being available in the true sequence

• Isn’t present in the prediction at all and thus was deleted from the true sequence at a
deletion cost

The event type substitution penalty is duration independent. However, the duration penalty
also depends on whether the event type is equal. If not, then the duration penalty is squared
to heavily penalize substituting events that are highly different in both event type and event
duration. This encourages the algorithm to find a different combination of penalties.

To obtain a score between 0 and 1, the weighted Levenshtein distance is divided by a fictive
‘worst possible score’ of |T | deletions (T being the ground truth sequence), subtracted from 1,
and minimized to 0. This performance measure works as desired: It gives a value close to 0 for
entirely random sequences of predicted events, a value of 1 for exact matches. It gives a value
of about 0.5 for simple models, which is reasonable as the predictions are not very complex.
Sample-by-sample accuracy gives 0.85 to the same simple models.
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Chapter 3

Method

In this Method chapter, we lay out the details of our time-scaled neural network for timeline
data, based on a sampling encoding. The method consists of two parts: data representation and
encoding, and the recurrent neural network architecture using time-scaling. In chapter 4 we
introduce some experiments in order to provide evidence of this method’s benefits, the results
of which are discussed in chapter 5.

This chapter goes into the details of the deep RNN method that we have applied to predict the
future timeline of a user from its history. A novel network architecture is developed based on
promising principles from state of the art literature, which have not yet before been applied to
this class of problems in the same way. After considering advantages and disadvantages of two
alternatives that are both applicable, we show that representing the data as a lossy sequence
of samples from the original timeline as part of the method provides us with the opportunity
to combine different encodings of the input in a time-scaled deep RNN architecture, while
being able to construct a very flexible model that provides a much more valuable result for
applications than previous models by focusing on the temporal aspect.

In section 1.3 we state that our problem is developing a powerful prediction technique for
timeline data with a very complicated underlying process. This complexity manifests itself in
patterns in the data with widely varying dependency lengths. By this we mean that an event
in the underlying process that emits an observation from the data, may have a causal event in
the process that emits another observation at any time (far) in the past. This makes it hard to
make a model for such a process, as a good model should consider and process the entire history
of the data timeline when making any future prediction. Of course, as the timelines become a
reasonable length, this is impractical. RNNs are designed to learn to find correlations in the
most important bits of the entire timeline history, through training. A requirement for a good
model in our context should be that it deals well with varying and long dependency lengths in
the patterns.

In further sections we propose that time-scaled layered RNN cells inspired by recent literature,
when used with a data representation of the timeline as samples, gives rise to new opportunities
to use multiple encodings of the data as inputs to the network in an efficient way. This combi-
nation addresses problems that would otherwise arise using sampling, as any single sample-rate
would suffer from either a resolution that is too low or dependency length that is too long. As
a research question, this chapter addresses the problem by answering:

Is uniform time sampling of an event timeline of human behavior, in combination
with an RNN consisting of time-scaled stacked LSTM layers, an effective archi-
tecture for predicting future events and their durations?
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3.1 Data representation and encoding

[1, 100, 108] [2, 108, 110] [1, 110, 117] [3, 117, 118] [4, 118,−1]

[y1, y2, y3]

type: A

st: 100

end: 108

type: B

st: 108

end: 110

type: A

st: 110

end: 117

type: C

st: 117

end: 118

type: D

st: 118

end: ?

type: y1

start: y2

end: y3

t = 121

Figure 3.1: Illustration of an events-based approach to data representation of a timeline in an RNN. Event information
from the timeline (bottom) such as type and start/stop times are converted into numbers and fed to the RNN in
each time-step. The RNN output is encoded the same way, and can then be decoded.

For neural networks in general, it is of great importance to properly encode the data. As the
input and output representations of RNNs, like other neural networks, are essentially com-
posed of numerical values in the set of real numbers, much thought needs to go into effectively
capturing the meaning of the data into numbers in a way that aligns with the properties of
neural network methods. Just as any kind of data and model class, timeline data must be
structured for use in RNNs. There are a number of different ways to do this, and the way
the data is preprocessed, augmented and encoded can greatly affect the quality of the model.
This potentially has an even greater effect on the model than the details of the chosen neural
network architecture. Furthermore, it is a part of the greater process that allows us to apply
specific domain knowledge about the problem and the data. The structure must incorporate all
the relevant information effectively, satisfy the necessary data types and properties for use in
RNNs, and encode desirable features in a way that that gives the RNN the potential to learn
from them effectively.

For our applications of predicting the near future timeline of a user, the quality of time estimates
is especially important in addition to the predicted activities of the subject. Preferably, the
uncertainty or accuracy of these time and duration predictions is something that we wish
to contain, and be able to quantify. The method of data representation in the model is a
contributing factor to these goals. We identify two classes of data representation frameworks
below, which summarize the possible approaches to discretizing the timeline data for use in a
sequence-based neural network. They are named Events and Samples for the ‘data structure’
(used loosely) of one unit in the sequence under that data representation method.
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• “Events”: For each event in the timeline, encode the duration and/or other timing
indicators into an event-by-event input feature vector. The data sequence consists of one
feature vector for each event.

• “Samples”: Sample from the timeline uniformly in time, encoding for each sample data
about the events in the fixed length of time defined by the sample. The resulting time-
series consists of feature vectors representing the events during a length of time determined
by the sample rate.

The Events approach is the one currently used in the existing single-layer LSTM from sec-
tion 2.5. Figure 3.1 gives an example of how such an approach could look in a simple RNN.
This model relies on a balanced output system to correctly feed the network with output exam-
ples, which imposes substantial limitations on the model in terms of duration. The durations
are quantized into a limited amount of ‘buckets’ specified by the size of the set of possible
event types, and compared to the input in the same way as the categorical event type of the
event. Naturally, this very much limits the accuracy with which the model is able to predict
the duration of future events in the timeline. In chapter 1 we discuss why this is important.
This network design choice was made to balance the network to properly learn both event type
classification as well as the temporal aspect, as otherwise the network had trouble learning
both these aspects of the events. Thus, although this data representation is one that losslessly
inputs the type, duration and other metadata into the network, it relies entirely on tweaking
the network architecture and configuration in order to produce good predictions for the future
event types and their durations.

The Samples approach does not suffer from this problem at all. There is a single type of input
and output for the RNN, in terms of samples. This makes it a promising new approach to
representing timeline data for RNNs. In the rest of the chapter, we explore this approach by
developing a method that makes use of the properties Samples approach while alleviating its
shortcomings. Section 2.5 also addresses possible ways to possibly alleviate some of the problem
within the Events approach.

Using a Samples approach involves ‘chopping’ the timeline, which is continuous, at arbitrary
places in time determined by the sample rate. Figure 3.2 illustrates this process. Within one
such sample, any positive number of events may exist. The entirety of this information must
subsequently be encoded into a fixed-length1feature vector, per sample. A crucial detail here is
that this encoding step is possibly lossy. Lossy encodings of data are not a problem for neural
networks (and in fact they may have benefits, such as by discarding unimportant data), but it
results in a data representation that can not be perfectly decoded back to the original timeline.
Any lossy encoding procedure will result in widely differing properties of the resulting encoded
time-series, depending on how the chosen sample rate relates to the duration of events in the
timeline. Luckily, we can reason about these effects, and we can control the sample rate while
measuring the duration of events in the (input) timeline.

Depending on the chosen data representation framework, we define the specific machine learning
problem differently. Preferably, we would like to control the amount of time into the future
that we can predict. We would like to say, ‘predict what happens the next two hours’, from
an application standpoint such a known prediction window would be useful to have. With a
Sampling approach this can be achieved by simply defining the problem as having at output
sequence of length n samples, with n given by the prediction window divided by the chosen
sample length. Using an Events approach necessitates more work. The duration of the
predicted event(s) is only known after the fact. Thus, either a variable length output sequence

1There may be ways to vary the data length of each item in a sequence-based neural network, but in basis
this is considered fixed for the reason that each time-step in the network consists in principle of exactly the same
operations with the same parameters. We assume here for simplicity, and versatility of the solution, that each
item in the encoded sequence that is fed into the network should be encoded to the same data length. In this
context, that means that a sample representing any number of events needs to be reduced to the same amount
of data.
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Figure 3.2: Illustration of a sampling-based approach to data representation of a timeline in an RNN, using a single
layer and a single sample rate. A new sequence of samples is constructed from the original timeline, where each sample
is an encoding of the event data within the fixed time frame determined by the sample rate. These are encoded into
the input of the RNN. Multiple outputs (top) give such samples which could be converted back to event timeline
data.

is required or the prediction process must repeatedly sample from the network until the total
duration of the predicted events exceeds the desired prediction window. Predicting a fixed
amount of events each time gives skewed output in time, even if the amount is 1 (predicting
only the next event). Previous work (section 2.5) shows that this leads to difficulty learning.

A high sample rate, or short sample length, is beneficial to the reproducibility of this data
representation. To see these we must first realize the likely effects of a lossy sample encoding in
general. The encoding procedure can be seen as a form of compression. For any sample rate2,
some samples will contain the boundary between two events or even contain one or more entire
events with its two boundaries. In these samples, more than one event must be reduced to
the same amount of data as samples that contain only one event. For illustration, let’s assume
that the creator of the model chooses this data size (the input feature vector size) to be at
least sufficient so that the chosen encoding procedure is able to distinguish between all possible
(single) event types alone. This is quite realistic, and can be seen as some minimum quality
level at which sampled timeline can be successfully encoded in a meaningful way. In this case,
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all the samples that contain only (a part of) a single event throughout can be encoded and
decoded without loss, with any loss only occurring in the samples that contain the boundaries
between events. Using this assumption we can see that after encoding and decoding a timeline
of events, the error in the length of each event caused by the lossy encoding is at most two
times the sample length: An event spans a length of identical samples, at the ends of which we
know that the event begins and ends within the length of one sample each. Thus in general,
regardless of the encoding chosen, we have already contained the error introduced by the loss
due to sampling (under some basic assumptions).

Many simple encodings easily meet the minimum quality criterion of always losslessly encoding
these ‘single-event samples’. For example, consider a simple encoding of one bit per event type
which indicates whether an event of each type is present in the sample or not. This procedure
would meet the stated criterion if the vector length is at least the number of possible event
types.

Having expressed an upper bound on the error introduced by lossy sampling in terms of the
sample length, it is evident that a short sample length is desirable. When reasoning about
sample lengths and the errors they may introduce, it is most meaningful to relate these to the
durations of events in the timeline. There are multiple ways to devise a criterion for a ‘high’
sample rate. The sample length may be short compared to some average of event durations,
or short compared to the minimum (observed, or expected) event duration, etc. This choice is
up to the model creator and depends on the (relative) importance he assigns to short events.
Additionally, specific encodings may impose better (or ‘likely’ better) upper bounds on the
duration error than we have already given, thereby reducing the reliance on a high sample rate
for decoding with low error.

These losses at the event boundaries manifest differently depending on how relatively short
the sample length is. Necessarily, using a relatively short sample length when compared to
the length of (small) events in the timeline yields a much longer sequence of samples for the
same amount of time represented than the length of the timeline when measured in events.
Conversely, when using a very long sample length compared to the duration of (long) events,
a single sample often summarizes many events. Sampling under such a low sample rate would
yield a shorter sequence length when compared to the original timeline under an Events-
based representation method. Thus, by varying the sample rate, we have full control over the
sequence length of our encoded data. We go on to show that sequence length is an enormously
important aspect of the data input to RNNs. Furthermore, we exploit the flexibility and control
of the properties of Samples based data encoding approaches, and introduce specific encoding
methods which allow us to fully utilize recent innovations in Deep Learning. These are based
on the possibility of using multiple sample rates at the same time, giving the benefits of both
high and low sample rates.

We stated that the chosen data representation must incorporate all the relevant information
effectively, satisfy the necessary data types and properties for use in RNNs, and encode desirable
features in a way that that gives the RNN the potential to learn from them effectively. The
Samples method is very suitable for RNNs due to its fixed data size per time step, and its equal
data time length per time step. It emphasizes the time taken during events in the encoding,
thereby incorporating this information explicitly. In the next chapters we investigate whether
we can show experimentally that an implementation based on this method can enable an RNN
to learn to predict from timeline data.

2In practice, a timeline may have a certain temporal resolution or ‘tick rate’, for instance one second. This
means that the original timing data is recorded in terms of this resolution and is not truly continuous. In that
case, a sample rate equal to this tick rate would always yield samples that each always contain exactly one event,
as no event transition can take place within a sample but only at the boundary of samples. In this paragraph
We assume that the timeline is truly continuous.
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3.2 Time-scaling

With the choice of the Sampling data representation, we introduce advantages and disadvan-
tages to deal with. When using the Events method, each event is encoded into a single RNN
time step. At the core of the Samples method is that the amount of time steps depends en-
tirely on the sample rate and the chosen prediction window. In section 2.2 we explain that the
amount of time-steps in the RNN is crucial: RNNs tend to be easier to train when the amount
of time-steps is smaller. Adjusting the sample-rate allows us to encode the same data in fewer
time-steps then when using the Events approach. At the same time, section 3.1 explains that
choosing such a low sample-rate also takes away from the predictive powers of the RNN models.
We need a method that combines the advantages of low and high sample-rates. Inspired by
RNN techniques developed in recent years (outlined in section 2.2) we develop a time-scaling
network architecture that allows us to have multiple connected layers of input at varying sample
rates in the same RNN.

The disadvantage of having many RNN time-steps, or ‘long-term dependencies’, is explained in
section 2.2. It affects deep neural networks that consist of a multitude of layers, in the same
way that a long RNN, when unrolled, consists of a multitude of time steps. In these cases, the
network will fail to take into account patterns that appear in the data over a long temporal
distance. The resulting model will not be able to represent the underlying process well and
thus won’t make good predictions. This effect of RNNs can be addressed in general through
changes to the ‘cells’ in the RNN, and there are many efforts to devise techniques to counteract
this effect and improve upon vanilla RNNs. The presented method here avoids dealing with the
internals of RNN cells as much as possible, and instead addresses the problem in the connections
between cells. This means any kind of cell, such as a version of LSTM, could be used in this
method to suit the specific application of the method.

The Samples encoding method is lossy by definition, which creates the other side of the
disadvantage. In section 3.1 we have given an upper bound on the error introduced by the lossy
encoding that is valid in the most general case. In order to keep these general bounds at values
that can generally be considered usable, we need more samples than there are events in a given
wall-time duration. Note that we need one RNN time-step per sample. Thus, a single RNN
layer network would not perform well as it would have too many RNN time-steps. There is a
clear trade-off between sample rate, and the length of dependencies in the data that an RNN
would need to learn and remember.

Time-scaled layers allow us to use trade-off to our advantage. We select two sample rates:
one high, in order to reduce the error introduced by lossy encoding, and one low, to increase
the learning potential of the network. We then create two layers of RNN cells that match
the amount of time-steps needed for the resulting samples of the same time-window of data.
The lower sample-rate encoding will result in few samples and thus few cells, whereas the
high sample-rate encoding will consist of many time-steps and equally many cells. In our
time-scaled architecture, we interconnect both these RNN-layers. In order to counteract the
long-term-dependency-problem, we connect the cells in each layer to the other layer in a way
that creates a shortcut from the output to inputs many time-steps away. Figure 3.3 Figure
demonstrates such a two-layer network and a shortcut.

The concept of time-scaling in general is not new, it is introduced before in sections 2.2 and 2.2.
These techniques apply time-scaling very successfully in a general-purpose way, where it can be
used in the place of single-layer or multi-layer RNNs for the same task. Both Clockwork RNNs
and Gated Feedback RNNs are designed for classification rather than sequence generation, as
the top layer which is used for output operates at the slowest time scale. Input to these layers
comes from the layers below. Conversely, for our sequence generation problem, we intuitively
require mostly the finest scale of time close to the output, influenced by larger scale time
patterns. We therefore propose to turn the network upside-down, and use the finest time scale
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c14 c18

(D) (D′)

Figure 3.3: Shows a shortcut in a 2-layer time-scaled RNN. The same data feature D is reached in 8 connections by
the main layer (top) while it is also reached in 3 connections through the layer at a 4x slower time scale (bottom).

as the output layer.

The problem the network must solve is that of predicting elements in a sequence, the sequence
of samples we created. In fact, we create multiple sequences of samples at different resolutions,
but the output of the model must be at the most fine-grained sample rate we have. After all,
this is what gives us the high resolution of durations that we are after. Thus, we would like
to use the layer with the highest sample rate as both an input and an output layer, while also
incorporating input layers of lower sample rates. Using multiple time-scales of sampling for
the input data, we can provide the input directly to each layer at different sampling intervals.
The network architecture then becomes one that is purposed to learn how to best represent
each time scale of the input in the fine time scale of the output. This gives shorter links to
the data itself, and also gives rise to new opportunities to do multiple time-scale sampling of
the input data. For example, the sample rate can be adjusted, but other options include using
convolutional layers or even a combination of sampling methods as discussed in line 19. In this
way, the data is augmented for each layer in the way that best suits that time scale. Figure 3.4
shows an example with time-scales 1 and 3, omitting the output of the network. Note how we
choose to connect the cells between the layers. The output from a slower layer is fed into the
input of faster layers until an ’updated’ output from the next cell is available.

c01 c02 c03 c04 c05 c06 c07

c13 c16

Figure 3.4: Example of two-layer time-scaling with inputs. Solid shaded blocks represent data, while bordered blocks
Cj
t represent an RNN cell in layer j at timestep t. Solid black arrows represent inter-layer connections connecting

the output of a cell in one layer to the input of another cell, while dotted black arrows represent data being fed into
the input of a cell. There can be more than one input to the cell in this way. Green shaded solid arrows represent
recursive connections in time.

To accomplish this, the network has a layer of cells at the high sample rate that is designated
the main layer. In addition, there are ‘deeper’ layers that run at a set of slower sample rates.
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The inputs of main layer cells are concatenated from output of a dense representation of the
samples at this sample rate, with the outputs from the one layer one level deeper. The same
holds for each subsequent deeper layer, apart from the deepest layer which only takes input
data and outputs it to a more shallow layer and itself. Thus, each layer takes input from the
data directly through varying sample rates, and the connections between layers are such that
output from deeper layers passes only to the next shallower layer. Another connection strategy
involves skipping layers, in which the main layer takes input from all the deeper layers (or
some). To try this strategy is left out of the scope of this experiment. Its potential influence
is deemed very limited and might be detrimental by reducing the relative importance of the
higher sample rate input, although, or because it introduces extra connections that increase
trainable parameters and thus training time.

This section proposes a network architecture, and in section 3.4 it is developed further and
in a more formal way. Section 3.3 first proposes an encoding that implements the general
Samples-based approach discussed in section 3.1 and defines it formally as well.

3.3 Specific sampling and encoding method, and notation

In section 3.1 we discuss sampling-based encodings for timeline data in general, and explain
some properties for any such data sampling and encoding procedure without actually giving
one. In this section we derive a suitable encoding method from our requirements, and present
some alternatives. Then we formalize the proposed sampling process, and the reverse process.
We use ‘sampling procedure’ and ‘sampling method’ as well as ‘encoding procedure’ to refer to
process of deriving an encoded sequence of samples from original timeline event data. Strictly
speaking, the sampling only consists of determining the temporal demarcations in the timeline
based only on the sample rate, while collecting the data per sample and transforming it into a
feature vector is the encoding process.

A sequence of samples can be defined in a ‘pointwise’ way or as a continuum. A pointwise
sample sequence would consist simply of some values that represent the state of the underlying
data exactly at the corresponding moment in time only. Instead, we define a sample as the
entire interval or length of time between two points a sample length apart. We then summarize
the information in this piece of data and encode it in the feature vector. In our case, very short
timeline events would otherwise easily be underrepresented.

In order to aid reasoning about timelines and sampling, we introduce some notational conven-
tions and definitions. Formally, an event timeline is a sequence S of events 〈e1, . . . , en〉 of length
n = |S|. Each event is some tuple ei = (ti, ai, . . .) denoting the event’s start time ti ∈ R, the
event type (or activity type) ai ∈ A, and any additional data about the event such as location.
A timeline is uninterrupted, by which we mean that the end time of an event is the start time of
the next event. As time is continuous and an event can start at any time t = tx, a sub-sequence
of such a timeline of any amount n′ 6 n of events can represent any time duration.

Sampling transforms such a (sub-)sequence into a sampled sequence S̄ = 〈s1, . . . , sl〉, containing
l samples that each represent some constant, chosen time duration d (the sample length). Each
sample is some tuple sj = (aj , . . .) containing at least the sampled event type, and possibly any
additional data. A sampled sequence of l samples always represents exactly l · d time, but the
amount of events that it represents necessarily varies. Each sample needs not encode the start
time, as it can be derived from the start time of the entire sampled sequence ts(S̄).

We encode the input timeline data into these feature vectors while sampling, and then the RNN
also predicts a sequence of sample feature vectors. Thus, we a method must provide a way to
decode feature vectors back into timeline data. Time t is continuous. At any time t = tx, we
want to predict some time into the near future, for some future time window ]tx, tx + w]. The
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time window length w could for instance be 2 or more hours in our experiments, but varies
depending on the kind of underlying process that is observed. A predicted sequence of w/d
samples should give us the following information about the continuation of a timeline:

• Whether the event that is currently in progress will end within w time.

• If so, what the expected end time is (and when the next event will start).

• If so, also what the type of the next event will be.

• The same for following events after the next event, until the last event exceeds the w
prediction window.
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Figure 3.5: Example of an event timeline (bottom) being sampled into fixed interval samples (middle) and then
encoded into fixed size feature vectors (top). The example feature vectors in this case lose some data about the
specific moment at which one event ends and the next begins, and the ordering of events within the sample.

Depending on the pattern and where the time tx is in it, the prediction might be of the form of
several events or, even none (if the current event is predicted to keep on going). In section 3.1
we derive that the most ‘lossiness’ in this encoding lies mostly in the samples that represent
event boundaries, thereby having to encode the end of one event and the beginning of the next
within the same space as simply a continuation of an event throughout the entire length of the
sample (refer to fig. 3.5 for a visual example of the process). Preferably, the encoded feature
vector format would be able to maintain as much information about what happens within the
sample, but on the other hand we must encode all samples equally and we have limited data
space. We want to be able to estimate as best as possible the moment in time when the event
transition takes place in the original timeline, and we can also use the context of adjacent
samples to conclude the best way to decode a sample.

In addition, we aim to use time-scaling and employ encodings of the same data using different
sample rates. Thus, it would be beneficial to the computational efficiency of the model if the
encoding has nice properties that let us easily convert sample sequences from one sample-rate
to another sample-rate. This would allow us process the data only once.

One very simple and naive encoding of a sample of a timeline into a fixed length feature vector
with this property is using a binary set of size |A|, the number of unique activities (event types).
Each bit represents whether part of an event of type a ∈ A is present in the sample interval.
For example, if the sample si contains the end of an event of type A and the beginning of
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an event of type B, and an ordering of A is [A,B,C], then si = [1, 1, 0]. Such an example is
given in fig. 3.5. We need only compute the sample sequence for the main time-scale, as the
sample sequence can be easily downsampled for any integer factor of the sample rate as follows.
To obtain a new sample sequence of sample-rate g ∈ N times the original sample-rate when
the sequence length is divisible by g, group the sequence into groups of g samples. Then the
new values for each activity type simply become the OR of all the values in the group. This
is intuitive: an activity is present in the larger sample-interval if it is present in any of the
sub-intervals.

We can extend this naive method to obtain a potentially better one, which uses weighing rather
than counting. The vector consists of real values between 0 and 1 rather than binary values,
and represent the proportion of time in the sample that an event of the corresponding activity
type takes place in the interval. For all i, the sum of si is thus 1. Now we retain additional
information about the relative proportions of events in the sample, which more accurately
encodes the duration of events. Now to downsample into an aligned sequence of g times lower
sample-rate, simply sum the values of the sub-intervals and divide them all by g. Algorithm 1
gives a procedure that yields the described encoding. The algorithm is meant as an illustration
only, and is not proven.

Algorithm 1: Encoding

Data: sequence length, sample length, t, a

Result: samples[sequence length, |A|]
1 begin

2 event i← 0

3 for i ∈ [0, sequence length[ do

4 sample window begin← i ∗ sample length

5 sample window end← sample window begin + sample length

6 last end time← sample window begin

7 while sample window end > tevent i+1 do

8 internal length← tevent i+1 − last end time

9 samples[i, aevent i]← samples[i, aevent i] + internal length

/* Move up the event iterator: */

10 last end time← tevent i+1

11 event i← event i+ 1

12 end

/* Process part of last event: */

13 internal length← sample window end− last end time

14 samples[i, aevent i]← samples[i, aevent i] + internal length

15 end

16 samples← samples/sample length

17 return samples

18 end

The resulting encoding has a nice

In order to solve our original problem, obtaining predictions about the future of the timeline,
the output of the network is then converted back from samples to events. Obtaining a variable-
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Algorithm 2: Decoding

Data: samples, sequence length, sample length, a0

Result: t[], a[]

1 begin

2 last event type← a0

3 last transition time← 0

4 event i← 1

5 for i ∈ [0, sequence length[ do

/* Match continuing event from previous sample(s): */

6 if samples[i, last event type] < sample length then

7 tevent i ← samples[i, last event type]

8 else

9 continue

/* Match a continuing event to next sample(s): */

10 sample end event type← arg min act i such that samples[i, act i] > 0 and

samples[i+ 1, act i] > 0

/* The order of any events other than the first and last ones in the

sample is unknown. */

11 for act i such that act i 6= sample end event type and act i 6= last event type and

samples[i, act i] > 0 do

12 aevent i ← act i

13 tevent i+1 ← tevent i + samples[i, act i]

14 event i← event i+ 1

15 end

16 aevent i ← sample end event type

17 end

18 return t, a

19 end

length sequence of predictions Ŝ from a predicted sample sequence ˆ̄S is done by algorithm 2,

counting samples with event type a in ˆ̄S in order until a new event type is encountered, while
incrementing the event duration by d each time to construct the event start times for Ŝ.

Alternative sampling techniques

Sampling through simple uniform discretization is used to convert the event timelines into
sequences. Another very potent sampling method to represent patterns in the sequence could
be to use convolutional layers. Rather than sequences of elements that are the weighted random
selection of the event taking place during that time window directly, the activation of these
convolutional layers could learn how to most effectively represent the data through the training
process. This prevents much information being lost, and gives more control over the amount of
data that can be used to represent a time window at a certain time scale. An implementation
of this technique is left as future work.
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3.4 Formal definition of network cells and connections

In the previous sections we propose a network architecture with certain connections between
cells. Now that we have formalized the sampling method, we also formalize the network con-
struction. As our framework and architecture are compatible with different kinds of RNN cells,
we opt to use LSTM. LSTM is ubiquitous and well-studied, and is often used as a baseline for
results in techniques attempting to improve on the state-of-the-art for RNNs. We also show that
our technique outperforms a single-layer LSTM in following chapters. LSTM has been around
for a long time, and there are many variations on it. Since we use TensorFlow for experiments,
as do many other researchers, we opted to base ourselves on the variations it provides.

The TensorFlow LSTMCell implementation used (see chapter 4) is based on the formula’s for
LSTMs in [Sak et al., 2014]:

it = σ(Wixxt +Wimmt−1 +Wicct−1 + bi) (3.1)

ft = σ(Wfxxt +Wfmmt−1 +Wfcct−1 + bi) (3.2)

ct = ft � ct−1 + it � g(Wcxxt +Wcmmt−1 + bc) (3.3)

ot = σ(Woxxt +Wommt−1 +Wocct + bo) (3.4)

mt = ot � h(ct) (3.5)

yt = φ(Wymmt + by) (3.6)

where the W terms denote weight matrices (e.g. Wix is the matrix of weights from the input
gate to the input), Wic, Wfc, Woc are diagonal weight matrices for peephole connections, the b
terms denote bias vectors (bi is the input gate bias vector), σ is the logistic sigmoid function,
and i, f , o and c are respectively the input gate, forget gate, output gate and cell activation
vectors, all of which are the same size as the cell output activation vector m, � is the element-
wise product of the vectors, g and h are the cell input and cell output activation functions,
generally and in the paper tanh, and φ is the network output activation function (softmax)
[Sak et al., 2014].

These formulas define the inner workings of the cell, and we intend to leave these mostly
unchanged for clarity. However, we need to distinguish between cells in different layers to
define their connections. Formally, the g layers are numbered 0, 1, 2, . . . , g − 1. We use these
indices to distinguish symbols for each of the layers, such as C0t represents the RNN cell in
layer 0 at time step t (as opposed to c0t which may represent the LSTM cell state of that cell).
We superscript variables with j to indicate the layer, counting from j = 0 to g where layer 0
denotes the top layer, also the output layer.

The original input data sequence S is sampled into sampled sequences S̄0, S̄1, . . . , S̄g−1. The
sequence with the highest sample rate, S̄0, is taken as the base sequence upon which time steps
are based. Depending on the time-scaling strategy chosen, there are also sequences T of time
steps for each layer at which a cell and its connection to the adjacent lower layer exists. For
layer 0 this sequence is T 0 = (1, 2, 3, . . . , |S̄0|). If, as an example, layer 1 operates at a half time
scale then T 1 = (2, 4, 6, . . .).

The formulas are defined in terms of ‘inputs’ x, m, and c which represent respectively the data
input of a cell, the output of a (previous) cell, and the cell state of a (previous) cell. We redefine
these slightly to obtain a description for the connections in our network architecture. We also
introduce the operator b cj : T 0 → T j for each layer 0 6 j < g that maps time steps to their

floor with regards to the sequence of existing time steps for that layer T j (eq. (3.7)). The input
of a cell in layer j at time step t is then given by eq. (3.8). we use I as an intermediate variable
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to represent the input which would otherwise be only x, which can be further altered when we
choose to use skip layers.

btcj =


nil, if t < 0, or j > g.

t, if t ∈ T j .

bt− 1cj , otherwise.

(3.7)

Ijt =

{
[xjt ,m

j+1
btcj+1

], if layer j + 1 exists and btcj+1 is not nil.

[xjt ], otherwise.
(3.8)

ijt = σ(WixI
j
t +Wimm

j
t−1 +Wicc

j
t−1 + bi) (3.9)

Some examples of layer connections are described in fig. 3.6, depending on the way the time
step sequences for the layers are constructed.

c01 c02 c03 c04 c05 c06 c07

c13 c16

(a)

c01 c02 c03 c04 c05 c06 c07

c13 c16

(b)

c01 c02 c03 c04 c05 c06 c07

c12 c14 c16

c24

(c)

Figure 3.6: Examples of inter-layer connections. Solid shaded blocks represent data, while bordered blocks Cj
t

represent an RNN cell in layer j at timestep t. Solid arrows represent inter-layer connections connecting the output
of a cell in one layer to the input of another cell, while dotted arrows represent data being fed into the input of a cell.
Multiple inputs to one cell are concatenated by the cell. Shaded solid arrows represent recursive connections in time.

To process these cells in the correct order programmatically, algorithm algorithm 3 is proposed.
Based on the property that btcj ≤ t for all t unless the value is nil, it is clear that by processing

cells in this order the required values are always available, as mj
t might only depend on values

of mj′

t′ for j′ > j and t′ ≤ t.

Extending Dropout to such networks

Dropout is a widely-used method to ensure model generalization, preventing overfitting. This is
achieved in general in neural networks during training by adding a probability to the connections
between cells that the corresponding value is kept or discarded. Porting this concept naively
to recurrent neural networks can lead to bad performance, but applied correctly it can be very
beneficial [Zaremba et al., 2014, Pham et al., 2013, Gal and Ghahramani, 2015].

In the context of RNNs, dropout is somewhat a point of discussion. The connections in an RNN
can be further divided into connections in time (recurrent connections) or connections between
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Algorithm 3: Network order of processing

Data: G = (X,U) such that Gtc is an order.
Result: G′ = (X,V ) with V ⊆ U such that G′tc is an interval order.

1 begin
2 for t = 1→ T do
3 for j = g → 0 do
4 if t ∈ T j then
5 if btcj+1 6= nil then

6 Ijt ←− [xjt ,m
j+1
btcj+1

]

7 end

8 Ijt ←− [xjt ]

9 end

10 mj
t ←− ProcessCell(Cjt )

11 end

12 end

13 end

cells in different layers (feed-forward connections). Applying dropout to these different types of
connections intuitively has different effects, and the two cases could be considered separately.
In [Gal and Ghahramani, 2015] the authors discuss the practice of applying different dropout
masks to each of the cells in each layer and in each time step, and propose to apply the same
dropout mask for each time step but vary it only per layer, a technique they call ‘Variational
RNN’. In this technique they also apply dropout to the recurrent connections in time which is
often not the case, as in [Pham et al., 2013].

Changing the data to a sample-based representation changes the interpretation of the effect of
dropout, as dropout is now applied on individual time samples rather than on entire events (and
internal network states) only. However, the most notable issue at hand is that the ‘Variational
RNN’ dropout strategy needs to be re-defined in the context of time-scaled layers. However, it
is easily apparent how to extend it from the intention in the paper. Dropout masks should be
applied to all connections. The same dropout masks should be used for all recurrent connections
in a time-scaled layer. The same dropout mask should also be used for connections between
each pair of time-scaled layers. Thus, dropout is applied to the output of a cell in one layer, and
the result is copied to each outgoing cell in the next layer in accordance with the connections
in the architecture. Dropout is also applied to the network input, and the network output. Per
time-scale, a different input dropout mask is used throughout. fig. 3.7 shows this using colors in
the same way as the figure in the paper does, coloring the inputs in each time-scale to indicate
the dropout mask used.

x t

yt

x t− 1

yt− 1

x t+1

yt+1

(a) Naive dropout RNN

x t

yt

x t− 1

yt− 1

x t+1

yt+1

(b) Variational RNN

c01 c02 c03 c04 c05 c06 c07 c08 p1 p2 p3

c12 c14 c16 c18 c110

c24 c28

(c) Time-scaled Variational RNN

Figure 3.7: Examples of network connections, colored by the dropout masks that are applied to them. (a) and (b)
from [Gal and Ghahramani, 2015]. In (c), Inputs are represented by shadow blocks also colored by the dropout masks
that are applied to them. The target sequence is also shown here, as cells p1 through p3.
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3.5 Conclusion

In this method we present a complete, novel approach to using RNNs with timelines that can be
used for prediction, and is potentially also suited for other RNN-based tasks on timelines. We
take advantage of the advantages that a sampled encoding presents, while a network architecture
is developed that takes advantage of the flexibility of such an encoding paradigm in an effort
to alleviate the long-term dependency problem, that would otherwise be exacerbated by high
temporal resolution sampling.

There are a number of remaining shortcomings in this method that can be further worked on.

Repeating events
When sampling from the timeline into a long sequence and omitting duration data from the
event feature space, two following events of the same event type are less distinguishable. En-
coding the event start time, which is also valuable information, would distinguish such events.

Unbalanced
Long durations of the same event will yield many repeating instances of that event type. Thus,
the probability of staying in the same event is relatively very large. It is hypothesized that a
single-layer LSTM model will tend to learn only this. Stacking LSTM layers with different time
scales will hopefully allow the network to overcome this.

In the following chapters, we implement a version of our method using Python and TensorFlow
and run numerous experiments to evaluate the effects of newly introduced hyperparameters
on the performance of such models, and evaluate the performance of the method in general in
terms of the timeline prediction problem used throughout the thesis.
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Chapter 4

Experiment setup

In chapter 3 we describe in detail a method for constructing RNNs with timeline data using
sampling as a data representation. This method is RNN-cell-agnostic, though we choose to
go with LSTM as an example, and different forms of sampling encoding can be used although
simple examples are given. Although the sampling process is necessarily lossy, we explain in
chapter 3 how the lossiness can be controlled in the average case. The method introduces a
number of new hyperparameters. Coupled with the encoding step, the sample-rate and sequence
of layer time scales determines the sequence length (time-steps), and amount of the layers in
the network. Some other hyperparameters are well known from common RNN applications,
such as the amount of hidden units, the output sequence length, dropout rate, learning rate
etc. In this chapter, we show how we implement a version of this method in some experiments
in order to compare different configurations. In total, data was recorded about 779 runs of the
training process. Most of these runs were discarded due to failure or errors, and this number
includes debug runs. Over these runs, the hyperparameters such as learning rate, dropout
rate and batch size were tweaked to ensure the model would train properly while maximizing
computation resources and not fail meaninglessly. Of all the runs, 23 were conducted using the
final version of the model code.

4.1 System and implementation details

The implementation for these experiments is done in TensorFlow. TensorFlow [Abadi et al.,
2015] is a widely-used open-source library for machine learning. The Python programming
language is used to program TensorFlow. Using Python, a TensorFlow data flow graph is
constructed which represent the operations to be executed. Nodes in the graph represent
mathematical operations, while the graph edges represent the multidimensional data arrays
(tensors) communicated between them. The library includes most often-used components of
neural networks as built-in functions, such as the LSTMCell which provides a number of LSTM
variants. These functions introduce a number of operations to the graph, in order to save
time. The library then executes the graph operations in an optimized way in batches. Some
operations are computed on the CPU while, if available, others are computed on a GPU.

Our system had a GPU available, the Nvidia GTX 980 Ti with 6 GB GDDR5 RAM at 7,1
GHz and 2816 CUDA cores at 1,279 GHz, and a memory bus width of 384 bit. This gives
performance only slightly less than a Nvidia Tesla K80 card with dual GPUs. The CPU used is
a consumer Intel Core i5-4690K with 4 physical cores at 3,9 GHz, and 16 GB of DDR3 RAM.
The disk used to store data is a Crucial consumer-grade SATA SSD.

36



Modeling Event Timelines Using A Deep RNN

The data loading process necessarily takes place on the CPU. Thus, these operations are des-
ignated the CPU while all other graph computations take place on the GPU. This ensure full
load of the GPU at all times, while the CPU encodes the timelines to samples and randomly
selects data from the training set continuously during training. Batches of data are sent to the
GPU for training and testing, and processed concurrently. For this, a system of queues is used
that are filled by 4 producer threads and consumed by the GPU thread. The code that samples
and encodes data is listed in section A.2 and is based on the NumPy maths library.

Thanks to the data flow graph concept employed by TensorFlow, the complicated network
architecture does defined by the connections between cells in different layers does not lead to a
noticeable decrease in training time once the graph is constructed. Construction of the graph is
done by a Python implementation of the definitions given in chapter 3. It is listed in section A.1.
Constructing the graph takes up to a few minutes depending on the configuration, while the
entire training process may take hours.

In order to construct multi-layer RNNs, TensorFlow provides the MultiRNNCell cell. This function
takes a number of other RNN cells as input, and provides a new cell that contains these cells
connected as layers. This resulting multi-cell can the be passed to the dynamic rnn function, which
dynamically unrolls these layers over the necessary time-steps for the given input size. Unfor-
tunately, our method uses non-standard connections between layers and this way of designing
RNNs only allows for the connections between cells to be the same at each time-step. Thus, our
implementation re-implements most of both these TensorFlow functions in order to construct
the graph.

In addition to data encoding, and constructing and running the graph operations, the imple-
mentation also contains supporting features such as configuration backup, status logging to
TensorBoard and monitoring, device placement debugging, intermediate model state save and
restore,

4.2 Data set

At the core of this thesis is a particular data type that we need to fit into a neural network. As
we discuss in chapter 1, a timeline is a temporally continuous sequence of events that describe
some underlying process. It could appear as the timeline of a state of some subject, if the state
can be expressed using only categorical types rather than some ordinal value. This concept is at
the core of the thesis not only because it is a rare occurrence in recent deep learning literature
and it has interesting features that give rise to multiple approaches for preprocessing, but also
because an interesting data set was provided by Sentiance. The data set consists of timelines
describing the states of people, and as such it contains a wealth of data on human behavior.

Data origin

This section deals with the way the data set as it has been delivered came to be, and addresses
ethical aspects of the data collection.

Data set properties

The data set is delivered as a series of thousands of files, identified by a user id. These files each
contain one or more timelines. In previous preprocessing steps, timelines have been interpolated
from raw data, but where large gaps occur in the data collection, the user’s timeline was
truncated and split into multiple timelines if data collection resumed again. Thus, multiple
users may have several (sub-)timelines.

1. Data size: 1, 177, 794, 782 bytes
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2. Amount of traces: 4355

3. Distinct event types: 11 (fig. 4.1)

Figure 4.1: A list of the event types in the data. We don’t use the fact that they can be categorized into stationary
and transport types. [Sentiance, 2017]

Training and test data sets

Before training begins, a part of the entire data set is split off to be the test set. The split ratio
is 80% by users. This results in a very similar split ratio by sub-timelines, but it may fluctuate
randomly as the amount of sub-timelines per user is unknown during the split procedure. The
split procedure is user-based, as it is expected that patterns from one user’s behavior emerge
in multiple or all of the user’s sub-timelines. Thus, in order to not contaminate the test set
with information seen in the training set, no sub-timeline of a user whose other sub-timelines
are in the training set may be in the test set. In order to not waste any data, the split is simply
computed for users taking a slightly fluctuating sub-timeline ratio for granted. The actual data
set fluctuates further, as per sub-timeline the number of events or the length of time represented
by those timelines is not regarded in the split process. However, due to the sufficiently large
number of files, this fluctuation is taken to be insignificant. This split is kept fixed throughout
the project, and no cross-validation takes place. Doing this would be cost-prohibitive in terms
of computation time.

4.3 Configuration

As it is impossible to test every combination of configurations, or even a complete coverage
of them, a number of hyperparameters are left fixed and/or chosen manually. Section 4.3
is an overview of the settings that can be varied and how they were determined. Some of
these settings are determined by hand over the course of 779 experiment runs. It would be
too resource-intensive to do any kind of proper search on all these dimensions, but for these
hyperparameters it was determined empirically that the chosen values were reasonable, and
changing them didn’t have a very significant impact on the model performance. In this case,
we denote ‘Manually found best preset’. In other cases we write ‘Reasonable value’. Rather
than exhausting all possible values for this hyperparameter or variation, we choose one that is
deemed reasonable. We go into detail about some of these items.

Although we would preferably use an entire timeline as input to the network, we limit ourselves
to a fixed amount of time due to limited resources and so that we can compare timelines and
configurations more fairly. We discussed earlier that beyond about 128 cells, an LSTM layer
loses most of its ability to learn. This is the amount of cells used in the existing model using
an event-based encoding. We looked at the average time length corresponding to this amount,
and chose the resulting approximately 6.4 days as our input window. We also tested 3.2 days
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in some cases to see the effect of reducing this amount. The result is also than, when using
the sample length of 9 minutes that we found to be most effective, the input sequence length is
1024 which is significantly higher than what we expect a single-layer LSTM to be able to cope
with. Thus, we expect our proposed time-scaled method to deal with this better.

The program accepts the layer configuration as a sequence of increasing time scales, for instance
[1, 2, 4] for 3 layers of time-scales 1, 2 and 4. All the cells have an internal number of units, for
which we found that 96 is both sufficient and allows us to use the GPU most efficiently. We also
tested 48 in some cases. We use a fairly vanilla LSTM Cell. As the optimizer, Adam was chosen
based on its merits in comparison with earlier techniques and the fact that later techniques don’t
significantly improve on it in the general case. Adam is short for Adaptive Moment Estimation,
and is an extension of RMSProp. These techniques aid in learning by using momentum to
prevent oscillations, and make the learning process more robust to different choices of learning
rate. Over time we did also test some runs using other optimizers, but that failed to change the
outcome or training time for the better. We conclude that Adam is sufficient and reasonable
in combination with the chosen learning rate settings. We observed that the training process
is robust to a high learning rate in the beginning, but in order to obtain a stable result in later
training steps we chose to decay the learning rate as training progresses. The initial learning
rate is variable depending on the size of the network configuration, but the minimum learning
rate is constant throughout all the experiments allowing the network to very slowly converge
the best loss value. The employed dropout technique is discussed at length in chapter 3.

During training, the networks are tested on separate data sets (split by a timeline’s user id) at
regular intervals, and the resulting loss value among others is logged to TensorBoard. This tool
allows us to follow the training’s progress. As the different configurations all have widely varying
amounts of required training time to converge, and the amount of training time available on
the system varied over the days and time of day, the training process is ended manually when
the network has achieved an adequate convergence measured visually. The amount of training
steps and time is recorded and displayed in chapter 5. In this application, training time is not
considered a very crucial aspect of the technique and was not the focus of the work.

As the network deals with classes of event types directly in the form of samples, cross-entropy
loss is a very suitable loss function on which to base the training process. It is efficiently
calculated, and effectively punishes the model for mis-judging a sample. In the experiments, it
is set to punish each wrong sample equally.

Thus, the loss is calculated based on the samples, and not the post-processed data (the predicted
events and their durations, if any) for which a regression loss function that depends on the
distance from the actual duration could result in a more accurate punishment. This is a part
of the decision to (pre-)process the data for the network in this way, as post-processing before
calculating loss would lead to a number of problems as described in section 3.1.

4.4 Evaluating experiments

Apart from results obtained directly from the training process itself, of course tests are con-
ducted on the resulting (most promising) models to determine their performance in application.
There are a number of ways to evaluate the model that depend on factors such as the intended
application, the importance of specific features of the predictions in those applications, business
considerations, and also the network architecture and the data representation used internally
by the network (section 3.1). These last factors may limit the ability to accurately or mean-
ingfully calculate some data statistics that may be desirable. For instance, a model that can
only emit a prediction for a single future event, can not be used to compare the performance

2[Pascanu et al., 2012]
2Line 13
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Hyperparameter or variation How it is determined Value

Input window Variable 3.2 or 6.4 days

Prediction window Reasonable value 2 hours

Sample length Manually found best preset Variable (usually 9)

RNN Output sequence length
‘Prediction window’ ÷
‘Sample length’

Variable (usually 14)

RNN Input sequence length
‘Input window’ ÷
‘Sample length’

Variable

Layer time scales Variable Variable

Amount of layers Given by ‘Layer time scales’ Variable

Event type categories Determined by data set 11

RNN Hidden units Variable 48 or 96

RNN Cell type Reasonable value LSTM

LSTM settings:
Peepholes

Default value None

LSTM settings:
Cell state clipping

Default value None

LSTM settings:
Projection

Default value No projection

LSTM settings:
Inner states activation function

Reasonable value tanh

Training batch size Manually found best preset 64

Batches to train Training is ended manually ∞

Optimizer Manually found best preset Adam

Loss function Reasonable value
Sequence-to-sequence
cross-entropy loss

Gradient clipping Literature motivation1 Clip by global norm

Gradient clipping norm Reasonable value 5.0

Dropout type Determined by own method 2

Dropout input keep prob. Manually found best preset 0.9

Dropout output keep prob. Manually found best preset 0.9

Dropout inter-layer keep prob. Manually found best preset 0.9

Dropout cell state keep prob. Manually found best preset 0.9

Learning rate type Manually found best preset Exponential decay

Start learning rate Variable 1.5 · 10−4 to 3.0 · 10−4

Learning rate decay Manually found best variable 0.55

Learning rate step Manually found best variable Continuous, 8000 steps

Minimum learning rate Manually found best variable 2.0 · 10−5

Random seed Fixed at arbitrary number 123

Table 4.1: How hyperparameters and variations were determined

of the second and third next events in the prediction without further tricks. We discuss how to
ideally measure performance in depth in section 2.6, and here we define the measures we use
to evaluate the results in chapter 5.

40 October 9, 2017



Modeling Event Timelines Using A Deep RNN

When running tests, the entire contents of the test set (section 4.2) are passed through the
model. Each timeline in the test set is passed through the model starting at each possible
time-step. At each of these time-steps, the model output prediction is collected and saved for
later analysis. This constitutes an ‘instance’, for which we have a pair of ground truth and a
prediction by the model for that same time span.

In the next step, each pair of ground truth and prediction can be compared. Before a compari-
son can be made, the model output must be decoded. After all, the internal data representation
used does not correspond to the original task at hand of predicting the future of the given event
timeline. This then yields the next-event-type error and the next-event-switch-time mean-
squared-error. The motivation for this choice of metrics is that these values can be widely
calculated for any kind of solution to the problem, including our approach using the Sam-
ples data representation framework but also Events based approaches or other approaches
altogether, such as (hypothetically) human expert predictions. The definitions are as follows.
Next-event-type error is the amount of instances in which the predicted type of the first next
event is equal to the actual type of the actual first next event, divided by the total number of
instances in the test set. The Next-event-switch-time is the amount of time from the last input
time-step to the (predicted or true) start of the first next event. The difference between the
predicted switch time and the true switch time can be both negative or positive, both of which
are considered equally important errors, and so for this discrepancy the mean-squared-error is
taken as a metric. The square root of this value is displayed for interpretability, as its unit is
the same as the measured value (minutes in this case).
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Results, Analysis, and Discussion

This chapter lists the results obtained from the training and testing processes of the experiments.
Chapter 3 describes the method we are investigating, while chapter 4 gives details about how
the method was implemented and experiments were constructed, including how we evaluate
models. The training and testing processes emit data that give insight into the operation of
the training procedure, and the network itself. Of course, training behavior such as training
time and stability are properties of a model that are important to consider when contemplating
applications. An inspection of data from all sorts of processes is also useful to determine whether
the network is faulty, in which case it does not train as expected and thus will never reach its
hypothetical potential. The most basic example is the behavior of the loss value as training
progresses, which is often a good indicator of the final performance of one model within a class
of similar models. However, the evolution of other values can also be inspected over the training
epochs. Although intuitively it is far too much data to consume manually, the internal state
values of the network over all the training epochs can be inspected visually if it is summarized
well (section 5.3). It remains difficult to compare these values between runs, but it may indicate
a failure of the network if one is present. Our results do not show any clear failure by inspection
of the internal parameter states, indicating that the network is operating as designed.

Section 5.1 lists all the experiment results. We discuss these in an overview first, and then
compare the results of different configurations in smaller groups to gain insight into the per-
formance and potential of the tested method. We show that having more than one layer is
beneficial, indicating that the method works. We also show that having too many layers de-
creases performance, but argue that it might be possible to increase the optimal amount of
layers by making some changes in the method. Potentially, more layers would make a network
more powerful and yield even better results.

5.1 Results Overview

Section 5.1 lists all results in order of experiment number, from the 23 experiments that were
conducted after the tweaking of the code and basic configuration described in the previous
chapter. Different configurations of the network are compared. We see that the lowest Next
Type Error value is 0.346, and the lowest value for Next Switch Time MSE is 1570.8. We
compare the configurations by different metrics and show that a 2-layer or 3-layer network is
most promising, and use the data to discuss possibilities why this is the case. We also compare
this performance to a run of the existing model that uses an Events-based encoding. This
model, for which the results are listed in section 5.1, achieves Next Type Error of 0.464 and
Next Switch Time MSE of 1683.5.
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#721 [1, 32] 96 14 9 1024 80.1 14.14 0.751 0.364 1570.8 −9.043

#724 [1, 8] 96 14 9 1024 10.1 1.98 0.818 0.408 1707.9 −8.212

#727 [1] 96 14 9 1024 230.1 39.51 0.838 0.346 1853.8 −14.215

#730 [1, 8] 96 14 9 1024 180.1 33.88 0.845 0.405 1753.2 −8.222

#742 [1, 8] 48 14 9 512 5.1 0.51 0.864 0.422 1688.2 −5.685

#745 [1, 8] 48 14 9 512 1.0 0.13 1.038 0.414 2069.8 −4.907

#748 [1, 8] 48 14 9 512 22.6 2.14 0.841 0.431 1678.6 −6.614

#751 [1, 8] 48 14 9 512 2.6 0.29 0.893 0.433 1844.3 −3.705

#754 [1, 2, 4, 8, 16] 96 14 9 1024 0.1 0.13 1.254 0.461 2661.1 5.821

#757 [1, 2, 4, 8, 16] 96 14 9 1024 325.1 93.51 0.814 0.381 1736.5 −10.174

#760 [1, 16] 96 14 9 1024 60.1 11.30 0.811 0.387 1657.5 −7.984

#763 [1, 3, 9, 18,
36, 72]

96 14 9 1080 45.1 11.50 0.795 0.377 1751.9 −10.839

#768 [1] 96 5 72 128 245.1 8.02 1.151 0.529 26 301.8 −38.075

#769 [1] 96 5 72 128 47.6 1.58 1.133 0.530 25 688.5 −32.278

#770 [1] 96 14 18 512 87.6 8.32 1.085 0.528 10 844.1 −36.840

#771 [1, 2, 4, 8, 16,
32]

96 14 9 1024 15.1 4.47 0.810 0.397 1737.2 −9.246

#772 [1, 2, 4, 8, 16,
32, 64, 128]

96 14 9 1024 17.6 5.27 0.835 0.400 1720.5 −9.170

#773 [1, 16] 96 14 9 1024 15.1 2.84 0.817 0.400 1658.7 −7.184

#774 [1, 64] 96 14 9 1024 17.6 3.23 0.877 0.393 1724.9 −9.322

#775 [1, 32] 96 14 9 1024 22.6 4.15 0.764 0.365 1630.3 −9.681

#776 [1, 32] 48 14 9 1024 1.0 0.23 1.030 0.445 2013.5 −4.622

#777 [1, 9, 36] 96 14 9 1080 35.1 7.21 0.802 0.392 1708.3 −8.549

#778 [1, 16, 64] 96 14 9 1024 47.6 8.94 0.747 0.385 1632.0 −7.284

Table 5.1: Table of results

Section 5.1 gives three lists of all the experiments, sorted by the three metrics. This gives some
insight into the general ranking of each of the layer configurations. We see that configurations
with many layers tend to perform slightly above the middle, while 2-layer networks perform
best when it comes to the switch time metric. In fact, experiments #721 and #748 perform in
the top-2 or top-3 in all the rankings. It is outperformed when it comes to type prediction by a
single-layer LSTM, but with 0.364 and 0.346 for values this difference is insignificant. Note also
that the single-layer benchmark LSTM had quite a long training time, which may have made
the slight difference. We now consider first a comparison between the configurations with the
same amount of layers.

We compare our method to a regular single-layer LSTM. When only one layer is configured with
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By Loss By Next Type Error By Next Switch MSE

Exp Time scales Exp Time scales Exp Time scales

#769 [1, 16, 64] #727 [1] #721 [1, 32]

#721 [1, 32] #721 [1, 32] #748 [1, 32]

#748 [1, 32] #748 [1, 32] #769 [1, 16, 64]

#763 [1, 3, 9, 18, 36, 72] #763 [1, 3, 9, 18, 36, 72] #760 [1, 16]

#777 [1, 9, 36] #757 [1, 2, 4, 8, 16] #773 [1, 16]

#771 [1, 2, 4, 8, 16, 32] #769 [1, 16, 64] #775 [1, 8]

#760 [1, 16] #760 [1, 16] #742 [1, 8]

#757 [1, 2, 4, 8, 16] #777 [1, 9, 36] #724 [1, 8]

#773 [1, 16] #772 [1, 64] #777 [1, 9, 36]

#724 [1, 8] #771 [1, 2, 4, 8, 16, 32] #774 [1, 2, 4, 8, 16, 32, 64, 128]

#774 [1, 2, 4, 8, 16, 32, 64, 128] #773 [1, 16] #772 [1, 64]

#727 [1] #774 [1, 2, 4, 8, 16, 32, 64, 128] #757 [1, 2, 4, 8, 16]

#775 [1, 8] #730 [1, 8] #771 [1, 2, 4, 8, 16, 32]

#730 [1, 8] #724 [1, 8] #763 [1, 3, 9, 18, 36, 72]

#742 [1, 8] #745 [1, 8] #730 [1, 8]

#772 [1, 64] #742 [1, 8] #751 [1, 8]

#751 [1, 8] #775 [1, 8] #727 [1]

#776 [1, 32] #751 [1, 8] #776 [1, 32]

#745 [1, 8] #776 [1, 32] #745 [1, 8]

#770 [1] #754 [1, 2, 4, 8, 16] #754 [1, 2, 4, 8, 16]

#778 [1] #770 [1] #770 [1]

#768 [1] #768 [1] #778 [1]

#754 [1, 2, 4, 8, 16] #778 [1] #768 [1]

Table 5.2: Experiments listed in different sort orders
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#779 11.5 0.464 1673.5 2.017

Table 5.3: Results of model with ‘events’-based encoding

time-scale 1, the network operates exactly like a singe-layer LSTM would do. Thus, we have
conducted different experiments with just one layer, namely #727, #768, #769, and #770. For
these experiments, the prediction length in minutes is kept constant. This means the networks
are fed the same amount of timeline data measured in wall-time. We do vary the sample length
(and thus the sample-rate). We use our regular configuration of 9 minutes per sample, but also
a 2x factor to give 18 minutes and a 8x factor to give 72 minutes per sample. We adjust the
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sequence length accordingly from 1024 to 512 and 128. Of these experiments, only run #727
with the regular 9-minute sample length performed well while the others performed very badly
as is apparent from section 5.1 and the high values for error metrics in section 5.1. Especially
Next Switch Time error values are an order of magnitude higher for these runs than any other
run. It seems the sampling encoding is too lossy for the network to be able to learn patterns
properly at these sample lengths. However, with a properly tweaked sample length of 9 minutes,
the single-layer LSTM does not perform very badly. It outperforms the existing model #779
(section 5.1) for Next Type Error significantly, and it holds the best score for that metric of all
runs, although it is outperformed by #779 for the switch time of the next event. This shows
that the encoding approach is viable even with a single layer LSTM, but there is room for
improvement that time-scaling may provide. we take this run #727 as a single-layer baseline
for our further experiments.

Considering only all 2-layer models, we see that a configuration with a 1x time scale and a
32x time scale outperforms all other 2-layer configurations in all metrics. Figure 5.1 shows the
results of the best 2-layer runs per time-scale configuration, and we see a distinction between
models that are good at switch times and models that are good at predicting event type. Of
these, experiment #721 is overall the best candidate. For Next Switch Time, it outperforms
the baseline #727 by 18% and the existing model #779 by 6.5%. However, for Next Type Error
it is outperformed slightly by the baseline by 5.2%. It is interesting that a 32x factor increase
in the time-scales of the two layers performs better than a 16x or 8x or even 64x increase. This
might indicate that patterns in the data have dependencies, in addition to those of order 1
sample length, that are closer to the order of 32 samples in length than to 63, or 16 or 8. The
network then benefits from the shorter shortcuts created by the network with layers 1x and 32x.
In order to investigate whether we can further improve on this, we conduct more experiments
with 3 layers.

Figure 5.1: The results for 2-layer configurations. For each time-scale the best runs were selected.

To improve on our selected 2-layer configuration by adding the additional processing power of
another layer, there are two choices. We wish to retain (approximately) the 32x time scale, as
it seems to be most beneficial. Longer and shorter time scales do not perform as well. Thus,
we have the option of adding a time scale between 1 and 32, or to add a time scale beyond
32. The motivation for the latter case is that although a longer time scale such as 64 doesn’t
contribute much in a 2-layer configuration, it may complement a 32x time scale layer in a 3-
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layer configuration. To this end we choose layer configurations [1, 9, 36] (#777) and [1, 32, 64]
(#778). The results are highlighted in fig. 5.2. The results clearly show that adding an even
‘slower’ layer outperforms the intermediate layer. We speculate that the reason for this is that
the extra creates a filter for information flow from the layer with time scale 32x or 36x to the
top layer that provides the output. At the same time, this layer itself adds so little value that
the damage is not offset. Although adding a layer at the 64x time scale performs better, it
doesn’t outperform 2-layer configurations yet. This is somewhat peculiar, as adding layers only
adds processing power.

Figure 5.2: The results for 3-layer configurations.

The fact that adding more layers can be detrimental to performance is something worth dis-
cussing further. This effect between 2-layer and 3-layer models is also observed when looking
at many-layer models. All of them are outperformed by models with fewer layers. Experiment
run #771 has a maximum time scale of 32 but has a total of 6 layers instead of 2. This means
the network has a number of extra cells, but rather than providing extra ‘storage’ for learning
the data characteristics to yield better performance, the performance decreases. This indicates
that the network’s ‘storage capacity’ in a sense is not the bottleneck that keeps this method
from attaining even better results.

Next-event-type

The next-event-type error measures the fractional amount of failures to predict the event type
of the next (decoded) event, thus a value closer to zero is better. For each configuration of the
network, there is an experiment run with a next-event-type error reasonably close to the best
observed value. Notably, the network with the most layers does not have the lowest error value,
in fact the single-layer LSTM baseline still holds the best observed score. We conclude that
there must be a mechanism for adding layers to decrease the ability of the network to predict
well. As additional layers have lower sample rates, and our encoding of samples loses ordering
data of events in the sample, we suppose that this provides conflicts between the layers. While
the fine-grained top layer seems to be adept at predicting the right order of event types on its
own, when coupled with more long-term data from lower layers they might add contradicting
data into the mix, to the detriment of the type prediction. This should be investigated further.
Using an improved encoding for the feature vectors might also take away this problem.

46 October 9, 2017



Modeling Event Timelines Using A Deep RNN

Note that the model that uses an events-based feature encoding rather than sampling achieves
only a score of 0.464 for next-event-type prediction error (section 5.1). For this, using sampling
(#727) improves the score by 34%. The aim of this work is to develop a method that focuses
on the prediction of the temporal aspect of the timeline data, however. For this, we not only
look at the next event’s type but also the moment it is predicted to commence: the switch time.
As this is the focus, and although the two aspects are very intertwined, we regard the error in
switch time to be more interesting than the type prediction.

Next-event-switch-time

We observe that the Next-event-switch-time MSE is quite high across all experiments. When
expressed in minutes, the error value is around 40 minutes. The sample length used in the
main network layer (at time-scale 1) is fixed at 9 minutes, which means the error value can
be expressed as being larger than 4 sample lengths on average. This indicates that our chosen
sample rate is not a bottleneck for accurate predictions of switch times, and further increasing
the sample rate would not be expected to yield more accurate results by itself. The network
appears to be limited in its learning ability by some other factors.

At the core of this work is the importance of the temporal aspect of timelines. Thus, it is of
significant importance to explore the factors that contribute to the error value in the temporal
aspect of the predictions produced by our models. Figure 5.3 displays the distribution of
error magnitudes and their frequency of occurrence. Although our aggregated mean RMSE is
already significantly high, we observe here visually that the vast majority of instances actually
contribute a zero or low error value. Logically, these mostly correspond to situations where
the entire prediction timespan consists of the continuation of a long event. This is the most
basic situation, in which even rudimentary models perform adequately. This interpretation
of the data implies that the actual discrepancies, when limited to the ‘interesting’ instances
that contain the boundary of an event in either the prediction or the ground truth would be
significantly larger.

In false negative and false positive event transition cases, either the prediction or the ground
truth is missing an event transition and thus the predicted value for the switch time is defined
as the entire duration of the prediction window (the amount of prediction samples times the
sample length). The other value is naturally still defined as the detected switch time within
the window. We observe from the graph that every possible value of the error is approximately
equally represented. This may correspond to an interpretation that in cases of false positive or
false negative event transitions continue to occur regardless of how much time into ahead the
event transition takes place. This effect then emerges as we consider every possible time-step of
all timelines, so the false positive or false negative event transition occurs at each relevant time-
step thereby incurring all of the possible penalty values in the process. We show in section 5.2
that this corresponds to behavior observable upon visual inspection of the raw model prediction
data.

5.2 Visual inspection of model behavior

Although the amount of test data we have is naturally too large to inspect by hand in its
entirety, a fact that lies at the center of the motivation to use automatic machine learning
techniques for such tasks in the first place, inspecting a model’s response in specific instances
of the data give valuable insights into the behavior. For this purpose we have designed and
implemented a program that visually represents a model’s response along with ground truth
data through an interactive interface.

We refer to fig. 5.4. The data visualized here is raw model output data in encoded format. The
images are interpreted from left to right in chronological order, one square block representing
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(a)

Figure 5.3: The frequency of occurrence (horizontal) of (squared) switch time error magnitudes (vertical). Notice
that low or zero errors occur many times, whereas large error magnitudes occur about equally frequently.

one sample. The color of a block represents the event type assigned to that sample (see the
legend). The long images give the full timeline context given by the program, limited by the
width of the view. At the right end of the image, there is a (black) gap in the timeline which
represents the threshold between input and output. To the right of the gap, the difference
between model response (above) and ground truth (below) emerges. Sub-figures are enlarged
versions of the right end of such timelines for easier inspection.

Highlights (a) and (b) are representative of the performance of the model in similar instances
across timelines from various users. We walk through an interpretation of this data. Above,
we observe a predicted transition from event type ‘work’ to event type ‘home’. There is a
similarity with the corresponding ground truth: when regarded as a whole it is visible that
a ‘crude’ approximation of the timeline is dominated by the teal and blue events, and the
starting point of the blue event is approximately correct in the prediction. However, the model
entirely fails to predict the two red ‘car’ events and the contained green ‘sport’ event. What
is not shown in these images is that, in this particular example timeline taken from the test
set, practically all events are at least interspersed with red events between them. Given this
information, this constitutes a pattern that the neural network should have been able to learn
to predict. The fact that the prediction goes from work to home without a car event in between
is a hint that the network is focused on crude approximations of the data originating from
lower layers that operate on a larger time scale. In such time scales, the representation of the
very small events such as the red ones is much less significant when compared to events that
take up large amounts of time, under the applied encoding. Thus, these layer suffer from the
unbalancedness of the event durations in the original timeline. At the same time, the network
fails to learn how to employ the fine-grained layers above these to complete the picture. As our
network architecture and encoding framework rely on the ‘collaboration’ within the network of
layers operating at different time scales, this evidence that suggests such flow of information is
not sufficiently present in the model.

In (c), we have moved up 6 time steps/sample lengths so that the small events in question
have already started at the time of the prediction. The model now predicts the continuation
of the green event and continues to predict the blue event at about the right time, but still
fails to predict another red event even though the first red event was seen in the timeline very
recently, ending only 2 time steps in the past. This result suggests that the network only has
very limited short-term memory, rather than ‘long’ short-term memory. This is consistent with
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(a)

(b) (c)

(d)

(e)

(f)

(g)

(h)

(i)

(j) Event type legend

Figure 5.4: Examples of model responses. In each image, the above timeline is the model response and the below
timeline are ground truths. Left of the gap is history, provided for context, and right of the gap is future.

the interpretation that coarse layers are interfering more than collaborating with the upper
layers to provide the benefits of all levels of sampling.

In (d) and (e) we again see that the network fails to predict a ‘car’ transport event that is
between two stationary events (shop and home) where it would be logical to place one based
on recent timeline history. In (f) and (g) we see a new phenomenon. There is a single instance
where even though an event (green, sport) has already ended, it is predicted to continue. We
see the same happening in (h) and (i), however in the latter example the ‘work’ event that has
already started at the moment of prediction is still predicted to commence later. It has yet to
be determined what causes this phenomenon.
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5.3 Visual inspection of internal state during training

Having raised the suspicion that the network is not functioning to the full potential of its
intended architectural properties, we check to see if there is any indication that the training
process is partially failing. In order to do this, we make use of state-of-the-art debugging
features included in TensorFlow and TensorBoard, it’s visualization toolkit. Part of this tool
allows viewing stacked histograms of data vectors that are written to a log file as the training
epochs progress. We apply this tool to dive into the internal state of the network.

We are most interested in the ‘collaboration’, or relationships, between LSTM layers. In order to
inspect these states we must refer back to the construction of an LSTM cell and the architecture
of our model. Within an LSTM cell, there are weights and biases arranged in input, output,
forget and cell activation gates. Within a layer, these parameters are shared between all the
LSTM cells. Across layers, they are different parameters. The connections between layers are
through the input and output gates of the LSTM cells in the respective layers. Furthermore,
the input vector is divided into input from the lower layer, input from the previous time-step,
and directly fed data input. Thus, there are a number of things we look for when inspecting
these network parameters.

• If we were to observe that all input and/or output weights corresponding with inter-layer
connections are very close to 0 in any of the layers, then this indicates no information can
flow though these inter-layer connections.

• If we were to observe that all forget weights are high, then this indicates no memory of
previous time-steps is being held within a layer. Only the direct data input, or input from
different layer may have an influence on the LSTM cell state and the output. This may
explain the lack of ‘long’ short-term memory observed in the model’s behavior.

• Any other pronounced anomalies may indicate a specific problem in the training process
or architecture implementation.

The way TensorBoard allows us to view this data is in an aggregated format, visualized in
a 3-dimensional plot. First, all the values in the (excessively large) matrices are aggregated
into a density plot per epoch. In order to do this, we must first extract these matrices from
the network. Originally, the entire LSTM state of all cells is combined into one large matrix
for computational efficiency but with some knowledge of how this is implemented, the reverse
procedure can be engineered. This yields a large number of density functions per epoch, one
for each gate for each layer of LSTM cells. The plots of these functions, seen in fig. 5.5, each
indicate the relative frequency of values in the entire matrix. This allows us to look for the
aforementioned indicators, as the plot would visually indicate if values are exceptionally high,
low, or close to zero. Going further, TensorBoard displays hundreds to thousands of these plots
on top of each other in a 3-dimensional form in order to see the progression of values over the
training epochs. This allows us to verify that there is a change, and thus that the network is
still learning. This helps to confirm that the training procedure influences all the layers and all
the gates involved. As we can see upon inspection that this is the case, and no clear indicators
of failure are present, we conclude that there is no evidence for a fault in the network and
training implementations.
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Figure 5.5: One plot from TensorBoard of a single matrix of the state of an LSTM cell, repeated over multiple
training epochs (in the depth direction).
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Conclusion and Future work

In this thesis, we set out to present an application of time-scaled RNN techniques to event
timelines. What this work contributes is a novel way to encode timelines into feature vectors
for use in sequence-based (recurrent) neural networks, coupled with a multi-input layer time-
scaled RNN architecture. Time-scaled neural networks are not new, as CW-RNN and GF-RNN
among many other lesser-known and still emerging implementations of the concept have been
shown to give state-of-the-art results when they were presented. Due to the specific requirements
and properties of different kinds of data (text, audio, video, weather measurements, etc), many
variations of the concept of time-scaled layers are developed. Generic network architectures
that can be used in place of regular RNNs in the general case are not the only possibility, and
were not immediately suitable in the context of timeline data due to the need for discretization.
We apply the concept of time-scaled layers in such a way that each layer takes input from the
data (see fig. 6.1), while other techniques have the layers configured as intermediate layers in the
network that don’t have input or output. Using our method of providing a different encoding
of the input into each layer, at a sample-rate that matches the layer’s time-scale, detrimental
effects due to sampling at one specific sample-rate are counteracted.

c01 c02 c03 c04 c05 c06 c07 c08 p1 p2 p3

c12 c14 c16 c18 c110

c24 c28

Figure 6.1: Illustration of the input data (shaded shadow blocks), RNN cells (bordered blocks) and connections
(arrows) within the developed RNN architecture.

Notably, in order to ease the calculation of input feature vectors for the different layers, we
developed encodings based on the requirement that they be easy to downsample. We show for
two different example encoding procedures how they can be downsampled into integer sample-
rate factors losslessly with very simple operations such as addition and division, which can also
be done on a GPU. Further work can be done in the area of these feature vector encodings, as
the currently presented and tested methods are quite lossy. For relatively large sample-lengths
compared to event durations, the sampling loses the ordering of events in the sample.

The described methods were tested in part experiments (chapter 4 and fig. 6.2). These experi-
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ments are implemented in Python with TensorFlow. As TensorFlow’s high-level API normally
suited to design the majority of neural networks was not designed to be suitable for our unusual
and irregular network construction, changes had to be made to code at a lower level. Highlights
from the code can be found in the appendix. Although the method is more generally applica-
ble to timeline data and similar data of all kinds, the data set used is one that is generated
by a tracking system that processes human location data from smart devices into an activity
timeline. Thus, the underlying process is sufficiently complicated to form a challenge for neural
network models. Although public data sets of suitable timeline data were not found, data sets
with different properties or different balances between long and short events may perform dif-
ferently using the method, and testing the method on more data would be of interest for future
work. It was also not possible to do a full grid search of the hyperparameter space, although
manual searching has yielded a good set of basic configurations after 779 total experiment runs.
The length of time required to train one network is the cause of this difficulty, but it may be
possible to reduce the search time and obtain even better values.

Figure 6.2: Loss values for all the selected experiment runs for the first 14.000 training steps. No smoothing.

It is difficult to do measurements on the generated models that fully capture their performance
while still being applicable to all the models that we aim to compare. We decide to employ two
measurements based on the next upcoming event only, checking the difference in predicted start
time and the predicted type of the next event. These things can be measured for any possible
solution to the task, regardless of whether it is a machine learning solution or other. However,
they do not fully represent the performance of the model when it comes to the specific task of
predicting the contents of a fixed-time window in the future, as multiple events may occur in the
prediction window. When doing a more in-depth evaluation of the model performance, other
techniques can be developed to better address this such as a measure based on the edit-distance.
In order to confirm that models were sound, and thus the results meaningful, state-of-the-art
analysis tools provided by TensorBoard were employed to inspect the inner state of the network
throughout the training process. Additionally, a visualization tool is developed specifically for
sampled timeline data which effectively shows the differences between predicted and true events
and samples. The trained neural networks can exhibit a kind of behavior that distinctive in the
way that it deviates from the actual underlying process. Visual inspection of the predictions
with such a tool proves to be useful to get a subjective interpretation of the performance of
the network with regard to the application goals, which allows for developing a better intuition
about possible improvements to the approach.

Results (chapter 5) show that although the proposed network architecture improves on more
basic models, the difference is not very large in all cases. When all factors are considered,
including complexity of the solution and time to implement again, other solutions such as
simply adding more computing power may be more effective in improving the results to a
similar level or surpassing them. At the same time, the framework presented within which
the proposed solutions are created has not been explored in full. Not only is the research
limited by availability of resources (there is no unlimited well of computing power to source
from in order to really run into the theoretical limits of the network architecture) but also
time. As results emerge from the models and training processes, more ideas arise to address
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specific shortcomings. The method developed and presented in the thesis has been shown to be
effective, and new proposals for research emerging from results in this work may enable future
research to realize the full potential of the framework to reach new state-of-the-art performance
in similar problems.

This work contributes to the increasing list of time-scaled multi-layer RNN techniques by ap-
plying the concept to a new kind of data format. It seems that although time-scaled networks
perform very well when they are presented, there is no single architecture that is suitable for all
applications. Thus, like neural networks themselves, design work is needed to find a framework
that is suitable for the task at hand. Rather than aiming to find a technique that can be
dropped in place to solve all possible RNN tasks, it may be beneficial to research the various
emerging variants of time-scaled RNNs to derive a method for constructing one that best suits
the intended purpose.
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Appendix A

Code listings

A.1 Graph construction

1 dtype = tf.float32

2

3 states, outputs, self.probs = [], [[] for j in range(num layers)], []

4 states = [self.cells[j].zero state(model config.batch size , dtype) for j in range(num layers)]

5

6 for t in range(model config.seq length + model config.predict samples):

7

8 # Construct the correct inputs at this time step in the order in which they are needed

.

9 for j in range(num layers − 1, −1, −1):
10

11 nth cell in layer = t // model config.layers timestep intervals[j]

12 if (nth cell in layer > 0) and (t % model config.layers timestep intervals[j]

== 0):

13

14 with vs.variable scope("rnn {}".format(j)) as varscope:
15 if varscope.caching device is None:

16 varscope.set caching device(lambda op: op.device)

17

18 # The current layer has a cell at the current timestep.

19 if (nth cell in layer > 1): varscope.reuse variables()

20

21 # Determine whether there is data input, fill in with zeros

otherwise.

22 if t< model config.seq length:

23 # input data position = sum(input sizes[:j]) +

nth cell in layer − 1
24

25 data input = lstm layer inputs[j][nth cell in layer −
1]

26 else:

27 data input = tf.zeros([model config.batch size ,

model config.num units], dtype=tf.float32)

28
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29 # Determine whether there is any inter−layer input, fill with
zeros otherwise.

30 if j + 1< num layers:

31 next layer timestep floor = t // model config.

layers timestep intervals[j + 1]

32 if next layer timestep floor > 0:

33 layer input = outputs[j + 1][

next layer timestep floor − 1]
34 else:

35 layer input = tf.zeros([model config.

batch size , model config.num units],

dtype=tf.float32)

36

37 # Concat data and layer components of input

38 input = tf.concat([data input , layer input], 1)

39 else:

40

41 # Concat data and layer components of input

42 input = data input

43

44 state = states[j]

45

46 (output, state) = self.cells[j](input , state)

47

48 outputs[j].append(output)

49 states[j] = state

A.2 Data loading

1 def create batch sampling weights(self, batch size=None, is training=True, random state=None,

tl idx=None, tl position=None):

2

3 while True:

4 try:

5

6 if batch size is None:

7 batch size = self.batch size

8

9 if random state:

10 random.setstate(random state)

11

12 if is training:

13 tensor = self.train tensor

14 else:

15 tensor = self.val tensor

16

17 # We need a sequence of (seq length + predict samples) samples (at

layer 0)

18 samples required = self.model config.seq length + self.model config.

predict samples

19

20 # For that we need a certain duration of time. We will add some event−
based margin later.
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21 time required = samples required ∗ self.model config.sampling minutes
22

23 # Feature space is one−hot for all the event types, and then 1 for day
of week and 1 for time of day

24 samples = np.zeros(shape=(samples required , batch size , self.

model config.feat space size),

25 dtype=np.float32)

26

27

28 # We need batch size amount of these things:

29

30 amt steps = 1

31 if tl idx is None:

32 amt steps = batch size

33

34 for step number in range(amt steps):

35 # We need to randomly select some data that is big enough so

keep trying until it works.

36 while True:

37

38 if tl idx is None:

39 # Select one of the (sub)timelines at random

40 timeline = random.randrange(0, len(tensor.

timelines()))

41 else:

42 timeline = tl idx

43

44 # Obtain data

45 (type array , time array , duration array ,

cum duration array) = tensor.timelines()[timeline

]

46

47 # Enforce that the timeline is long enough (in

duration)

48 tr = time required

49 if tl position is not None:

50 tr = time required + (batch size ∗ self.
model config.sampling minutes)

51 if cum duration array[−1] <= tr:
52 self.logger.debug("Timeline too short!")

53 continue

54

55 # If we have a sufficiently long timeline now, then we

can stop.

56 break

57

58 # The last possible starting moment (in relative seconds)

59 latest timeline time = cum duration array[−1]− time required

60

61 # Select a starting moment at random, or use tl position

62 if tl position is None:

63 orig data start time = random.uniform(0,

latest timeline time)
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64 loop = 1 # will yield only offset=0

65 else:

66 orig data start time = tl position

67 loop = batch size

68

69 for offset in range(loop):

70

71 # Ugly hack beware!

72 data start time = orig data start time + (self.

model config.sampling minutes ∗ offset)
73 sn = step number + offset

74 # Find the event that this moment occurs in (binary

search)

75 start event idx = int(np.searchsorted(a=

cum duration array , v=[data start time], side=’

left’).item())

76 # for idx, end t in enumerate(cum duration array):

77 # if end t > data start time:

78 # start event idx = idx

79 # break

80

81 if start event idx is None or start event idx < 0:

82 # This timeline is so short that the last

start time falls within the first event

83 # That means we can’t pick a random spot in

this event to start, so we try a

different tl.

84 self.logger.debug("Couldn’t get a valid

start event idx!")

85 return

86

87 # Start counting events

88 event idx = start event idx

89

90 # Convert relative ’data start time’ to wall time

91 wall start time = time array[start event idx − 1] +
data start time − cum duration array[

start event idx − 1]
92

93 for sample i in range(samples required):

94 # For each sample we construct an n−wide array
of values summing to one, that

represents

95 # for n=the number of event classes, what

fraction of the sample time is spent

doing this event

96 # type. It’s simply a histogram of event type

times.

97

98 # Sample window length depends on the layer

99

100 # Select events that end within the current

sample window. Consider only the first 10
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for simplicity.

101 sample window begin = data start time +

sample i ∗ self.model config.
sampling minutes

102 sample window end = sample window begin + self

.model config.sampling minutes

103

104 last end time = sample window begin

105

106 while sample window end > cum duration array[

event idx]:

107

108 length = cum duration array[event idx]

− last end time

109 if length< 0: self.logger.warning(":C

1 {}".format(length))
110

111 samples[sample i , sn, type array[

event idx]] += length

112

113 # Move up the event iterator

114 last end time = cum duration array[

event idx]

115 event idx += 1

116

117 # Process part of last event

118 length = sample window end − last end time

119 if length< 0: self.logger.warning(":C 2 {}".
format(length))

120

121 samples[sample i , sn, type array[event idx]]

+= length

122

123 # Add features for wall time of the sample

124 sample wall time = wall start time + sample i

∗ self.model config.sampling minutes
125 sample wall time = sample wall time % (24 ∗ 60

∗ 7)
126 weekday = sample wall time // (24 ∗ 60)
127 time = sample wall time % (24 ∗ 60)
128

129 # Note that we multiply by self.model config.

sampling minutes because we divide the

whole matrix by it later

130 if True:

131 samples[

132 sample i , sn, self.

model config.

num event types + 0] =

weekday / 6 ∗ self.
model config.

sampling minutes

133 samples[sample i , sn, self.
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model config.num event types + 1]

= time / (

134 24 ∗ 60) ∗ self.model config.
sampling minutes

135 else:

136 samples[sample i , sn, self.

model config.num event types + 0]

= 0

137 samples[sample i , sn, self.

model config.num event types + 1]

= 0

138

139 # Divide the whole matrix by self.model config.sampling minutes in

order to normalize

140 samples = np.true divide(samples, self.model config.sampling minutes)

141

142 x, y = np.split(samples, indices or sections=[self.model config.

seq length], axis=0)

143

144 y = y[::, ::, 0:self.model config.num event types:1]

145

146 # Weighted random choice of sample:

147 y out = np.empty(shape=(self.model config.predict samples , batch size)

, dtype=np.float32)

148 data = np.empty(shape=(batch size), dtype=np.float32)

149 for row in range(self.model config.predict samples):

150 for col in range(batch size):

151 # Re−normalize specifically because numpy complains.
152 # Take only the valuse representing type, not the day/

time parts (slice)

153 weights = y [row, col]

154 weights = np.true divide(weights, weights.sum())

155 data[col] = np.random.choice(a=np.arange(self.

model config.num event types), size=1, p=weights)

156 y out[row] = data

157

158 assert not np.any(np.isnan(x))

159 assert not np.any(np.isnan(y out))

160

161 # Break out of eternal loop if everything worked

162 break

163

164 except AssertionError:

165 self.logger.warning(’Detected NaN in loaded data, retrying...’)

166 continue

167 except Exception as e:

168 raise

169

170 out = x, np.transpose(np.squeeze(y out))

171 return out
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