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Abstract
Sports events, festivals, construction sites, and film sites are examples of cases
where power is required temporarily and often away from the power grid.
Temporary Power Installations refer to systems set up for a limited amount of
time with power typically generated on-site. Most load forecasting research
has centered around settings with a permanent supply of power (such as in
residential buildings). On the contrary, this work proposes machine learning
approaches to accurately forecast load for Temporary Power Installations.

In practice, these systems are typically powered by diesel generators that
are over-sized and consequently, operate at low inefficient load levels. In
this thesis, a ‘Pre-Event Forecasting’ approach is proposed to address this
inefficiency by classifying a new Temporary Power Installation to a cluster of
installations with similar load patterns. By doing so, the sizing of generators
and power generation planning can be optimized thereby improving system
efficiency.

Load forecasting for Temporary Power Installations is also useful whilst a
Temporary Power Installation is operational. A ‘Real-Time Forecasting’ ap-
proach is proposed to use monitored load data streamed to a server to forecast
load two hours or more ahead in time. By doing so, practical measures can be
taken in real-time to meet unexpected high and low power demands thereby
improving system reliability.

Keywords
LoadForecasting; LoadClassification; Temporary Power Installations;Machine
Learning; Clustering; Time Series Forecasting.



Abstrakt
Sportevenemang, festivaler, byggarbetsplatser och film platser är exempel på
fall där kraften krävs Tillfälligt eller och bort från elnätet. Tillfälliga Kraft
Installationer avser system som inrättats för en begränsad tid med Vanligtvis
ström genereras på plats. De flesta lastprognoser forskning har kretsat kring
inställningar med permanent eller strömförsörjning (zoals i bostadshus). Tvär-
tom föreslår detta arbete maskininlärning metoder för att noggrant prognos
belastning under Tillfälliga anläggningar.

I praktiken är thesis Typiskt system drivs med dieselgeneratorer som är överdi-
mensionerad och följaktligen arbetar ineffektivt vid låga belastningsnivåer. I
denna avhandling är en ‘Pre-Event Casting’ Föreslagen metod för att ta itu med
denna ineffektivitet genom att klassificera ett nytt tillfälligt ström Installation
till ett kluster av installationer med liknande lastmönster. Genom att göra så,
kan dimensioneringen av generatorer och kraftproduktion planering optimeras
därigenom förbättra systemets effektivitet.

Load prognoser för Tillfälliga Kraft installationer är ook användbar Medan en
tillfällig ström Installationen är i drift. En ‘Prognoser Real-Time’ Föreslagen
metod är att använda övervakade lastdata strömmas till en server att förutse
belastningen två timmar eller mer i förväg. Genom att göra så, kan praktiska
åtgärder vidtas i realtid för att möta oväntade höga och låga effektbehov och
därigenom förbättra systemets tillförlitlighet.

Nyckelord
Lasten Casting; LaddaKlassificering; Tillfälliga Ström Installationer; Maskinin-
lärning ; klustring; Time Series prognoser.
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1 Introduction
A continuous rise in energy demands makes energy conservation and sustain-
ability one of the biggest challenges that exist today [1, 2]. Owing to the non-
renewable nature of the world’s current major energy resources and their detri-
mental environmental impact, a research focus on sustainability is critical [1].
Consequently, any effort to optimize energy usage is likely to have a direct pos-
itive impact on our lives, both environmentally and economically [2].

1.1 Background
Today more energy consumption data is being collected, and at a higher reso-
lution than ever before owing to the rise of advanced metering infrastructure
over the past few years. This enables innovative technologies and analytics to
yield deeper insights into both the micro- and macro-level power consumption
behaviours of consumers thereby allowing greater control over the demand
and supply of power [3]. In fact, approaches from data mining and machine
learning can be used to address many problems arising in the domain of power
and sustainability [1].

Temporary Power Installations (TPIs) refer to systems setup for a limited
amount of time to generate power on-site. Sports events, fairs, festivals,
construction sites and film sites are common examples of such installations.
Each TPI is setup for different durations and can be very different from other
installations. This is distinct from residential settings where data can be
gathered across homes for longer periods of times and the variation in terms of
the appliances used is expected to be less.

1.2 Problem
TPIs are typically powered by diesel generators. The efficiency of these genera-
tors is greatly determined by load since they consume a baseline of fuel even if
they are not serving any load. Thus, it is not desirable to operate generators at
low load levels [4].

The Need to Forecast Load Prior to Deploying a TPI
In practice, it is observed that the generators used to power such events are
mostly over-sized i.e., they are able to serve a load much greater than what they
are required to. The over-sizing of generators leads to the following problems
[4]:

• More fuel is consumed to yield the same amount of power when compared
to a generator of lesser capacity, that is correctly sized for the given de-
mand.

• At very low loads, more power is generated than is required i.e., usable at
that time.

• Operating a generator at very low loads can cause damage to it thereby
reducing its lifespan.
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This inefficiency indicates that there is great potential for mapping the actual
power demand to the supply [5].

The Need to Forecast Load whilst a TPI is Operational
The over-sizing is a result of a lack of knowledge of accurate power require-
ments. In particular, a contractor, trader, production manager and/or power
company often add margins to ensure they can accommodate the demand, and
that the TPI runs without any power outages. This yields a chain of specifica-
tions significantly above actual demand leading to the use of generators that
are greatly oversized [4].

As a result, even if good reasons are known to use a generator of a smaller
capacity for a given TPI, it would be difficult to convince all parties involved to
use a smaller generator. Having said that, accurate load forecasts in real-time
could help reduce the hesitation in considerably reducing the size of a generator.
This is because any high surges of power could be forecasted before they occur
and corresponding steps could be taken to cater to them.

1.3 Research Question
In this thesis, the following question is addressed:

How can load in Temporary Power Installations (TPIs) be accurately
modelled and forecasted using a machine learning approach?

1.4 Purpose
The thesis presents a machine learning approach to accurately forecast load for
TPIs. This is driven by the need to make TPIs more efficient and sustainable.

1.5 Goal
By forecasting load for TPIs, the goal is to bridge the mismatch between the
supply and demand of power. This would reduce both, costs incurred as well as
carbon emissions.

1.6 Sustainability
In September 2015, member states of the United Nations adopted a set of 17
goals to end poverty, protect the planet, and ensure prosperity for everyone, as
part of a new sustainable development agenda. Each goal has specific targets
set to be achieved over a period of 15 years until 2030.

The goal of this thesis is directly in line with goal #12 i.e to ‘ensure sus-
tainable consumption and production patterns’ [6]. This includes (but not
limited to) ‘promoting resource and energy efficiency’, ‘reducing resource
use’ and includes different stakeholders including researchers and scientists
amongst others.
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Additionally, this research work can also be considered to complement
goal #9 i.e. to ‘build resilient infrastructure, promote sustainable industrial-
ization and foster innovation’. This encompasses investments in information
and communication technology (amongst other domains) and considers it as
being crucial to achieving sustainable development as well as empowering
communities in many countries [6].

1.7 Ethics
The data involved is confidential and was treated as such. When reporting re-
sults, extra care was taken tomaintain anonymity of the customers who own the
data to protect their rights and privacy. In particular, the load data obtained is
anonymized such that it cannot be traced back to the original TPI organisers.
The data collection process, explained in Section 4.2, did not cause any psycho-
logical or physical harm.

1.8 Beneficiaries
Bridging the power demand-supply gap at TPIs has the potential to benefit
us all - reduced adverse impact on the climate, longer generator life and a
reduction in costs.

Power usage has significant implications for the practical, economic and
environmental success of any TPI. Thus, with rising fuel costs and an increasing
concern for sustainabile practices, the temporary power industry is in need for
more knowledge, understanding and expertise on sustainable temporary power
[4].

1.9 Stakeholders
All data used for this thesis is acquired from Watt-Now [7], a startup company
based in the Netherlands that monitors load data primarily at outdoor events
and festivals. The stakeholder has developed a sensing hardware device which
is easily connected to a power supply to monitor load, regardless of whether the
supply is a diesel generator or a grid connection. These devices are connected
to each power supply that is to be monitored and when feasible, they are also
connected to power distribution boxes, which further distribute the power to
known energy users.

Whilst the data is provided by Watt-Now, this thesis work is carried out
in collaboration with the Intelligent Systems group at Centrum Wiskunde and
Informatica (CWI) [8], the national research institute for mathematics and
computer science in the Netherlands. The technical requirements are driven by
Watt-Now but research direction is provided by CWI.

1.10 Delimitations
Whilst there exist different types of TPIs, the data used in this thesis is limited to
load data monitored at festivals. Furthermore, there are various ways by which
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TPIs can be powered e.g. solar power, wind power [4] but the configuration of
TPIs considered in this thesis are all powered by diesel generators.

1.11 Research Methodology
Prior to conducting research, it is essential to address aspects of understand-
ing, choosing, and using research methods. To do this, a ‘portal’ comprising
methods and methodologies that are most commonly used in information and
communication technology is used [9]. This provides an orderly approach to
conducting research and to ensure that the results produced are of expected
quality.

Research methods are commonly broadly categorised into two categories
[9]:

• Quantitative research includes experiments and testing by measuring
variables to either validate or negate theories and hypothesis, or function-
alities and interfaces of computer systems.

• Qualitative research includes comprehending opinions and behaviours to
reach provisional hypotheses and theories or develop computer systems
and inventions.

Both these two methods apply on projects that are either numerical or non-
numerical. Choosing between these two is the first choice to be made in
this scientific process and it affects the resulting choice of research methods,
strategies, data collection and analysis [9].

The qualitative approach is taken as it is best suited for studying a phe-
nomenon and developing computer systems and artifacts using data. The
quantitative approach, on the other hand, is not suited for the given research
question since this approach is better suited for cases where a hypothesis is
quantifiable or measurable.

1.11.1 Philosophical Assumption

A philosophical assumption is the starting point for research. It entails assump-
tions about valid research and suitable researchmethods and thus, it affects and
directs the research in a specific direction. Philosophical assumptions that are
coupled well with qualitative research are as follows [10, 9]:

• Realism assumes that things are known or perceived to exist. The realists
monitor phenomenon to yield empirical data and facts thereby developing
knowledge.

• Interpretivism assumes that reality relates to that which is obtained only
via social constructions. This entails comprehending phenomena by inves-
tigating depth and complexity to identify the meanings people associate to
the concerned phenomenon.
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• Criticalism assumes that the reality is comprised, constructed and repro-
duced by persons. The critical assumptions focus on disputes and opposi-
tions in society.

The Realism approach is taken owing to the objective nature of load data and
the scientific phenomenon that underlies the production and consumption of
power. Having said that, Interpretivism and Criticalism are not chosen as they
are more suitable for cases where reality is understood better by adding social
context to observed data. After the philosophical assumption is decided, the
research question is formed and then a research method is chosen to answer
that question.

1.11.2 Research Method

Research methods refer to procedures used for conducting research. The most
common researchmethods that work well with qualitative research are the non-
experimental methods including the following [9]:

• Descriptive Research method studies phenomenon with the goal of find-
ing facts to explain the nature of something as it exists and can be used
to find new features, meanings, interpretations, and/or associations in al-
ready existing data.

• Analytical Researchmethod tests pre-determined hypotheses based on al-
ready known knowledge and discoveries.

• Fundamental Research method concerns with observing a phenomenon
to yield new insights by using foundational principles and testing theories.

• Applied researchmethod involves addressing definite questions or known
and practical challenges. Themethod considers a set of circumstances and
the results are specific to a given situation.

• Conceptual Research method is used for establishing new concepts or re-
interpreting known concepts.

• Empirical research methodderives knowledge from actual experiences
and observations, and tests predictions on real persons and scenarios.

Since the project entails building on existing research and using data directly
from real settings to solve a practical problem, the qualitative applied research
method is used. In fact, the primary aim of applied research is to determine a
particular solution to a specific problem [11].

1.11.3 Research Approach

Research approaches are used for arriving at conclusions and determining what
is correct or wrong. The most common approaches that work well with quali-
tative methods are inductive and abductive [9]. However, since the abductive
approach combines the inductive and deductive approaches, the latter is men-
tioned below as well, despite being commonly used with quantitative methods.
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• Inductive approach or reasoning develops theories and hypotheses with
alternative explanations from observations, behaviours, and patterns.
Data is collected, and analysed to comprehend a phenomenon and to ob-
tain different perspectives on the phenomenon.

• Deductive approach or reasoning tests theories to validate or negate hy-
potheses. These theories are comprehensively tested.

• Abductive approach or reasoning uses both deductive and inductive ap-
proaches to draw conclusions. The hypothesis, that most sufficiently ex-
plains the relevant evidence, is chosen. The approach startswith an incom-
plete set of data or observations and uses known requirements to infer or
explain conclusions.

The inductive approach has been used in the development of an artifact. This
is because there is sufficient and complete data available to understand the
relevant phenomenon and to model it.

The choice of research strategy, data collection method, data analysis
method, and quality assurance method are detailed in Section 4.

1.12 Outline
The rest of the thesis is organised as follows:

• Section 2: Temporary Power Installations and Load Forecasting

• Section 3: Load Forecasting Techniques

• Section 4: Research Methodology and Development Model

• Section 5: Data Preprocessing

• Section 6: Data Exploration

• Section 7: Load Forecasting for Temporary Power Installations

• Section 8: Summary and Discussion
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2 Temporary Power Installations and Load Forecast-
ing

In this section, the necessary background and relatedwork relevant to anduseful
for this thesis are presented.

2.1 Temporary Power Installations
A Temporary Power Installation (TPI) refers to a system setup for a limited
amount of time to generate power on-site or close to the end users of power.
To be specific, referring to a power service as temporary means that it is ‘tem-
porary rather than permanent’, ‘rented rather than owned’, and ‘mobile rather
than fixed’ [12]. Sports events, fairs, festivals, construction sites and film sites
are common examples of such installations.

2.1.1 Architecture

With the exception of very small-scale settings, typically TPIs comprise several
portable generators providing power via ‘distributed generation’. Distributed
Generation comprises modular generators, each of which powers a segment
of the TPI. These segments or divisions are henceforth referred to as ‘power-
zones’ and are shown in Figure 1.

Figure 1: A layout of a festivalwith highlighted areas representing power-zones, each powered
by a diesel generator. This image has been adapted from [13].

Whilst ‘centralized generation’ places the risk of interruption in power supply
on a central generator, distributed generation distributes this risk across several
generators, only affecting the respective power-zone in case of power failure.

Generators can be used not only to solely provide power to a power-zone
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or a TPI but can also supplement existing power from a main grid-connected
source. Generators can vary by size (or capacity) and by fuel type. Secondary
generators can be powered on when the demand increases such that additional
power is required to accommodate peak times [14].

Whilst TPIs mostly refer to decentralised or distributed power grids, grid-
connected systemswhich require power for a temporarily can also be considered
TPIs.

2.1.2 Growth

Temporary power is likely to be the most common form of distributed gener-
ation of power worldwide. In fact, this trend is continuing to spread and it is
making temporary power a strong competitor for permanent power in some
contexts. This is owing to its ability to quickly meet critical and urgent needs
not only for event, construction, and post-disaster emergency power but also
for rising economies and highly loaded grids [12].

The EU market for temporary and transportable power is increasing due
to the enhancement of the economic outlook driving growth in construction
activities, and the increase in number of cultural and social events (e.g., festi-
vals and markets) in urban areas [15]. An annually published market research
report on the temporary power market estimates it to reach USD 3.86 Billion in
2016, and is projected to grow at a compound annual growth rate of 10.6% from
2016 to 2021, to reach USD 6.40 Billion by 2021 [16]. Market growth is driven
by factors such as the rising demand for power, grid infrastructures becoming
older and weaker, limited access to electricity, and a growth in construction and
infrastructural activities worldwide [16].

Whilst TPIs span across commercial, industrial and, entertainment mar-
ket segments, events account for the largest share of the total market of
temporary power. Events include sports, media and entertainment activities,
which demand a continuous supply of power but for a limited time period. The
growth in the number of planned events is anticipated to push the temporary
power market in the events segment [16].

2.1.3 Challenges

Diesel generators, often acquired via short-term rental contracts [12] are
currently the status quo in events that span over a limited amount of time [15].
In practice, these generators, are often over-sized and consequently, operate
at inefficient (low) load levels. This inefficiency needs to be addressed by
reconciling the actual energy demand with the supply.

Bridging this gap is important because an overestimate of power consumption
may lead to overspending on fuel and rental costs whereas an underestimate
may increase the chances of a power failure during operation [14]. Con-
sequently, an important challenge to be settled is the lowering of carbon
emissions and noise pollution, whilst attaining higher power efficiencies [15].
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A comprehensive research focused on outdoor events and festivals, a sub-
set ot TPIs, mentions a lack of academic research done for on-site temporary
power provisioning [17].

2.2 Load Forecasting
A rise of sophisticated metering infrastructure has led to an increase in col-
lection of power consumption data. This has facilitated not only a deeper
understanding of power consumption patterns of consumers but also a greater
control over the power demand-supply system. To this end, forecasts and
classification of power consumer behavior are important fields in data mining
[3].

Load forecasts of varying time-scales and accuracy are important for the
power sector. For instance, decisions are not made only with respect to the
day-to-day operation of a power system but also with respect to investment
decisions based on forecasts of power demands. Thus, reliable and accurate
forecasts are needed and consequently, finding a suitable approach and model
is critical to decision-making in power systems [18].

2.2.1 Load Classification

Before diving further into load forecasting, it is important to distinguish it from
load classification. Whilst accurate load forecasting aids utility providers in
provisioning resources and taking control actions match the supply with the
demand of power [19], load classification aids them to find the appropriate
segments to target. This is because the classification of load profiles provides
insights about the daily, weekly, or monthly power consumption behavior of
consumers [3].

This challenge of load classification is suited for unsupervised machine
learning techniques such as clustering algorithms to group consumers demon-
strating highly similar behavior from those demonstrating highly different
behaviour, without any prior information about these groups. The derived
clusters from load classification can be combined with external data to forecast
or assign new consumers, for whom no historical load data is available, to one
of these clusters. This post-clustering technique for load forecasting has been
given little consideration in the past [3].

2.2.2 Time Series Forecasting

Load data is often recorded and represented as a time series, which refers to
a collection of observations recorded sequentially in time. Since successive
observations are likely to be dependent, this dependence has to be harnessed in
making load forecasts ahead in time [20].

Time series analysis refers to modelling and explaining a time-dependent
collection of data points using statistical techniques. On the other hand, time
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series forecasting refers to using known past time steps as inputs to a model to
make forecasts for future time steps.

2.2.3 Time Scales

Forecasts are made for various purposes: the daily operation of the power sys-
tem requires forecasting of load for a day ahead whereas decisions pertaining to
provisioning of resources and investments require forecasting further ahead in
time. Load forecasts can be differentiated by the time-horizon (also known as
look-ahead time or lead time) the forecasts are made for [18]:

• Long-Term Load Forecast (LTLF):
Load forecasts for look-ahead times greater than a year are often referred
to as long-term load forecasts. Time-horizons typically found in litera-
ture span over 20–30 years. Long-term load forecasting typically concerns
with forecasting the annual load [18].

• Medium-Term Load Forecast (MTLF):
Medium-term load forecasts typically span over a period ranging between
aweek and a year. These forecasts often provide the daily peak and average
(base) load but hourly loads are also sometimes forecasted [18].

• Short-Term Load Forecast (STLF):
Short-term load forecasts typically concern forecasting the daily, hourly,
or half-hourly load up to a week ahead in time [21].

• Very Short-Term Load Forecast (VSTLF):
Very short-term load forecasts are typically used for forecasts with a lead-
time of less than 24 hours [22].

Use Cases for Different Forecast Lead Times
Load forecasting with lead-times, ranging from a few minutes (VSTLF) to sev-
eral days (STLF) enable efficient provisioning of power resources - an optimal
strategy can be formulated to schedule operating the available generators and
to determine whether to store or supplement the resulting generated power
[23]. VSTLF and STLF are also particularly important for system reliability
and security i.e. they can offer valuable and useful information to detect many
vulnerable or risky situations before they occur [24].

MTLF are used to forecast the load demand for longer time intervals which
enables the negotiation of contracts with other stakeholders involved [25].
MLTF usually incorporates additional load determining indicators such as
demographic and economic factors. For LTLF, even more factors for the
demographic and economic development have to be taken into consideration
such as the population growth index and the gross domestic product [21].

2.2.4 Factors Affecting Load

The load demand is determined by several indicators – ranging from weather
conditions over seasonal trends to socio-economic factors. The decision maker,
therefore, is not only faced with the task of choosing a suitable model but also
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with identifying important and relevant external factors affecting load.

The choice of input data and a suitable model depend on the specific problem
and the given context being considered. Therefore, no general or standard
recommendations for these choices can be given [18].

Commercial, governmental and openly available data can also be coupled
with data provided internally by a stakeholder. Examples of such data include
publicly available municipal data (e.g., demographics, and crime rates), topo-
logical data (e.g., building size, and usable area) and company-specific data
(e.g., turnover, and number of employees) [3].

2.2.5 Load Metrics

When planning power provisioning for a TPI, it is important to consider peak
power and base power usage. Base power refers to the average or mean power
used during the operation of a TPI. The generator used must always have a ca-
pacity large enough to handle this base power usage. Peak power refers to the
maximum amount of power needed during the operation of a TPI. Peak power
usage can be evoked due to a number of reasons including the following [14]:

• Extra power required in powering up equipment;

• A major happening that requires more lights and/or audio than that re-
quired during the rest of the operation of the TPI;

• An electrical surge in use of food and drink appliances aroundmeal times;

• A significantly hot or cold time period in the day;

• Peak generator usage.

If power generators set up at a TPI do not have sufficient capacity to handle
the peak usage, the TPI is likely to have power outages. Thus, by accurately
forecasting well ahead of time when such a peak could occur, resources and
power can be provisioned reliably and efficiently [14].

However, it is important to note that a common mistake made when de-
signing TPIs is to only consider the peak load when choosing the sizes of
generators. Oversized generators yield significantly more power than is needed,
increase running fuel costs, contribute to more carbon emissions, and some
generators, diesel generators in particular, can be damaged when loads are very
low [14].

2.3 Challenges in Load Forecasting for Temporary Power in-
stallations

Load classification and forecasting for TPIs is a challenging task because
each temporary installation may be setup for different durations and can be
very different in characteristics from other installations. This is distinct from
residential settings where data can be gathered across homes for longer time
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periods and the variation in terms of the appliances used is expected to be less.

Dissimilarities with Residential Settings
There is a strong and well-known correlation between the power consumption
patterns andmeteorological factors such as temperature, humidity, wind speed,
and cloud cover - this is especially true for residential settings [24]. For TPIs,
however, a single factor such as humidity is not likely to be a good sole predictor
for load owing to the notable differences across different temporary power
system configurations. Rather, TPIs are expected to be better described by the
electrical equipment that constitute the system and these also can greatly vary
from one system to the other [17].

Almost all work in the load forecasting domain is centered around residential
settings with some work also done for non-residential settings. However, these
are settings where power supply is continuous and permanent as opposed to
temporary. Whilst the same forecasting techniques may be applied to TPIs,
there is a need for exploration and application of such techniques to TPIs.

Similarities with Microgrids
Microgrids are small-scale power systems comprising distributed power sources
and loads that can operate in parallel with, or independently from, the main
power grid [26].

In some ways, TPIs can be thought to be similar to microgrids since both
typically cater to a specific group of people and operate as standalone systems.
The load pattern of a microgrid presents more non-smoothness and high
frequency changes than observed in typical large-scale power systems. Given
the small size of a microgrid, any significant alteration in the power usage may
have a considerable effect on the load of the microgrid. Power demand is more
stochastic in microgrids than in the typical power systems. Thus, conventional
approaches for load forecasting are not always appropriate for microgrids,
making necessary the development of new approaches that address the higher
uncertainty and variability of the load behavior [27].

Similarities with Isolated Communities
In isolated communities, the power supply is often not available for the entire
day - power is supplied only during specific time frames each day by a generator.
In such communities, load is difficult to forecast because power is not contin-
uously supplied, is limited by some schedules and is highly dependent on the
consumption pattern of each community andmember [27]. TPIs, in some ways,
are similar to such communities since TPIs also deliver power as a function of
time and the consumption behaviour is also constrained by a specific schedule
and highly dependent on the electrical equipment the TPI comprises.
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3 Load Forecasting Techniques
Owing to the significant need for accurate load forecasts, researchers have been
contributing to this problem for decades. A 1987 survey paper [28] lists an
significant number of publications addressing load analysis and forecasting,
reaching back as far as 1966 [29]. Yet, more solutions and works concerning
this challenge continue to be produced and the issue remains open [30].

Over the years, several models and methods have been formulated for
load forecasting and these can be categorised into [31]:

• Traditional statistical techniques:

– Time-series approaches [32];
– Regression analysis [33];

• Machine learning:

– Artificial Neural Networks (ANN) [34];
– Support Vector Machines (SVM) [35].

Machine learning is a domain of computational intelligence that relates to devel-
oping computer programs that ‘improve with experience’ [36]. In this section,
first the persistence technique is briefly explained and then the focus is set on a
machine learning approach to load forecasting.

3.1 Persistence Technique
The simplest forecasting technique is the Persistence technique or model. It
assumes that the value of the time series to forecast is the same as the one
observed last. This naive forecaster astonishingly performs well, and it is par-
ticularly difficult to be outperformed for short look-ahead time horizons [37].
Owing to the simplicity of this technique, it is always reserved as a benchmark
to evaluate and assess the performance of a forecasting approach.

The advantage obtained by using an advanced approach is referred to as
the % error improvement over persistence and also acts as a means to evaluate
the performance of the proposed approach. The persistence error typically
monotonically rises when greater look-ahead times are considered [23].

3.2 Load Forecasting using Supervised Learning
Time series forecasting is a challenging modelling problem owing to the tem-
poral and sequential ordering of a time series. This distinguishes time series
forecasting from typical machine learning regression problems where each
data sample is treated independently and the ordering of successive data points
within a dataset does not matter.

A machine learning approach to time series forecasting entails reframing
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the time series as a supervised learning problem. In doing so, the objective is
to ensure that the order between successive observations is maintained. To this
end, prior time steps or lags can be used to forecast load values a given number
of time steps ahead. This is typically referred to in literature as the sliding
windowmethod or the lagmethod [38] and is depicted in Figure 2.

Figure 2: A depiction of the process of transforming a time series to a supervised learning
problem.

Residuals or residual errors refer to forecast errors made on time series fore-
casting problems. Since the residuals themselves also form a time series that
can exhibit structure and trends, the same supervised learning approach can
also be applied to model the residuals. By also forecasting the residual of the
target load to be forecasted, the two forecasts can be summed with the aim of
improving forecasting accuracy.

3.2.1 Techniques

There exist many supervised learning techniques and the following are amongst
those commonly applied to time series forecasting problems.

Linear Regression
Whilst ‘regression analysis’ has been categorised as a ‘traditional statistical
technique’, it has also been borrowed by and used extensively and commonly
for machine learning. This is understandable since both, statistical approaches
and machine learning, share the goal of learning or modelling an underlying
phenomena from the data that generated it [39].

Linear regression is a linear model i.e., a model that infers a linear rela-
tionship between the input variables, X and output variable Y . In other
words, numerical values of Y can be obtained from a linear combination of the
numerical input variables X. When X is a single input variable, the technique
is commonly known as simple linear regression. On the other hand, when
X comprises multiple input variables, the technique is commonly known as
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multiple linear regression [39].

Logistic Regression
Logistic regression is also a linear model but for classification tasks as opposed
to regression tasks. Forecasts made using this technique are transformed using
the logistic or sigmoid function. Using this classification technique, not only
can an input sample be associated with a class but a probability for the given
sample to be assigned to each class available can also be forecasted.

Neural Networks
Conventional computationally economic approaches, such as linear regression,
may not give sufficiently accurate results in all contexts [24]. For solving non-
linear problems in particular, brain-like computational intelligence techniques,
such as Artificial Neural Networks (ANNs), have been widely used [40, 27, 18].

ANNs are capable of extracting correlations between the inputs and out-
puts of a system, without the technicalities of the process being explicitly
specified or given. ANNs trained on time series are able to model both, arbitrar-
ily linear and non-linear functions [41] and thus, are well suited for forecasting
using real world data [24].

Support Vector Machines
Support vector machines (SVMs) are kernel-based approaches. SVMs work by
transforming a problem that is non-separable in the input space into a separa-
ble one in the so-called feature space. This is done by finding a hyperplane that
yields optimal separation in a higher dimensional space [18]. Different kernels
can be used with SVMs as decision functions, common ones include linear,
polynomial, and radial basis function [42].

Support Vector Regression
SVM, originally put forward to solve binary classification tasks, was later
adapted to solve regression tasks. This was given the name Support Vector Re-
gression (SVR) and this is counted amongst the latest developments in this do-
main. This technique has shown to be competitive and important for load fore-
casting [18].

3.2.2 Optimization Strategies

The training data comprises a collection of samples, each with a collection of
features or inputs. Learning or training a machine learning model refers to
determining the values of the weights or coefficients for each of the features to
a model by iterating over the training data. The learned weights in turn then
represent patterns and relationships discovered in the training data.

A learning algorithm comprises a loss function and an optimization tech-
nique. The loss function refers to the penalty that is incurred when the forecast
of the target made by the model differs from the expected target. To be specific,
a loss function quantifies this penalty as a single value and an optimization
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technique attempts to minimize the loss [42].

Different optimization strategies can be used to train the models men-
tioned in Section 3.2.1. For instance, for linear regression, the Ordinary Least
Squares strategy ismost commonly used [39]. Gradient Descent and Stochastic
Gradient Descent are optimization techniques that can be used with each of the
aforementioned machine learning techniques. One major advantage of using
gradient based strategies is that they scale very well as they do not require all
the data to fit into memory.

Ordinary Least Squares
The Ordinary Least Squares optimization strategy attempts to minimize the
sum of the squared residuals. This implies that for a particular regression line
across the data, the quantity to be minimized is the sum of the squares of all the
error distances from each data point to the given regression line [42].

This strategy frames the data as a matrix and then performs linear alge-
bra operations to determine the optimal coefficient values that minimize the
loss. For this to work, all of the data must not only be available but should also
fit in memory to perform the necessary operations on the matrix [39].

Gradient Descent
The Gradient Descent optimization strategy relates to optimizing coefficients
values by incrementally minimizing the errormade by themodel as it is exposed
to training data.

This works by choosing random coefficient values and calculating the sum
of the squared errors. A learning rate is used as a scaling factor and the coef-
ficients are adapted in the direction which minimizes the error. This process
is repeated until the sum squared error reaches a set threshold or no further
significant reduction is attained [39].

Stochastic Gradient Descent
Stochastic Gradient Descent (SGD) is an optimization strategy that evaluates
and adapts the coefficient values every iteration to minimize the error of a
model on the training data.

The way this optimization algorithm works is that each training instance
(or a group of training instances) is shown to the model one at a time. The
model makes a forecast for a training instance, the error is calculated and the
model is adapted in order to reduce the error for the next forecast. This process
is repeated for a fixed number of iterations.

SGD requires a number of hyperparameters such as [39, 42]:

1. Loss function: The loss function to be minimized. Examples include:

(a) Squared: Sum of the squared residuals;
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(b) Huber: Adapts squared loss to focus less on accuratelymodelling out-
liers by switching from squared to linear loss beyond a given thresh-
old;

(c) Epsilon insensitive: Ignores errors lower than a given threshold and
is linear beyond this point;

(d) Squared epsilon insensitive: Same as epsilon sensitive but becomes
squared loss beyond a given threshold.

2. Regularization penalty: Used to avoid overfitting by means of penalizing
coefficients with high values.

(a) L1: Adds a penalty equal to the absolute value of the magnitude of
the coefficients. This allows sparse models i.e., models with few coef-
ficients;

(b) L2: Adds a penalty equal to the square of the magnitude of the coef-
ficients. This does not allow sparse models.

3. Learning rate: To limit the amount each coefficient is corrected each time
it is updated.

(a) Constant: Unchanged during training;
(b) Optimal: Inversely related to the regularization constant;
(c) Invscaling: Inversely related to training time steps.

4. Threshold: The use of this threshold depends on the loss function chosen.

(a) For huber loss: The threshold at which it becomes of less importance
to yield very accurate forecasts;

(b) For epsilon-insensitive loss: Any differences between the forecast and
the correct target are ignored if they are lower than this given thresh-
old.

5. Regularization constant: A constant that is multiplied to the regulariza-
tion term.

Scalable Learning
Recently, data sizes have grown notably faster than the speed of processors.
To this end, learning algorithms are required to process increasing amounts
of data using relatively lesser computing resources. In fact, the computational
complexity of an optimization strategy becomes the critical limiting factor when
very large datasets have to be dealt with. Optimization algorithms such as SGD
exhibit impressive performance for large-scale tasks [43].

The incremental learning strategy of gradient descent and stochastic gra-
dient descent is also known as iterative or online or out-of-core learning. As
a result, this strategy allows a model to be scalable, computationally efficient
and thus, can be used for large scale load forecasting tasks [19]. This is because
not only does incremental learning solve the problem of having to fit all data
in memory at once to train a model but it also makes it possible for the model
to always be up-to-date by continuously learning from new data as it arrives in
real-time.
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3.3 Load Classification using Unsupervised Learning
As mentioned in Section 2.2.1, unsupervised machine learning techniques such
as clustering algorithms can be used to perform load classification.Clustering
refers to the process of separating a given set of patterns into distinct groups or
clusters. This is done such that patterns in the same cluster are highly similar
and very different from patterns belonging to other clusters [44].

A wide array of techniques have been proposed in clustering literature
and the k-means method has been commonly shown to be particularly effective
in yielding clustering results of sufficient quality for several practical tasks.
The appropriate choice of ‘k’ is dependent on the task at hand and generally
requires trial and error with different values [44]. The k-means clustering
technique requires as input a matrix ofM points in N dimensions and a matrix
of k initial cluster centres in N dimensions. The procedure entails searching
for a k-partition with locally optimal intra-cluster sum of squares by shifting
points from one cluster to another [45].

For the post-clustering phase, that deals with assigning a new customer to
a cluster, any of the supervised machine learning techniques mentioned in
Section 3.2 can be used.

3.4 Performance Evaluation Measures
For any technique applied for load forecasting, it must be evaluated using some
metrics. For the load classification or clustering problem, true labels of clusters
are not known so the evaluation metrics used are different from those used for
load forecasting as a regression problem.

Clustering
If the true labels of clusters are not known, evaluation is performed using the
model itself. The Silhouette Coefficient is an example of such an evaluationmet-
ric, where a higher score implies a model with clusters that are of better quality
i.e., they are more differentiable than other clusters. The best value possible is
1 and the worst value is -1 and values around 0 imply clusters that considerably
overlap. The Silhouette Coefficient is defined for each sample and is composed
of two scores:

• a: The average intra-cluster distance i.e., the mean distance between a
sample and all other points in the same cluster.

• b: The average nearest-cluster distance i.e., the mean distance between a
sample and all other points in the next nearest cluster.

The Silhouette Coefficient, s for a single sample is then given as:

s = b−a
max(a,b)

(1)

The inertia score is also reported, which indicates the intra-cluster sum-of-
squares. This is a measure of how coherent and similar the patterns within
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clusters are. In fact, this is the metric the k-means algorithm seeks to minimize
when creating clusters [42].

Regression
Error measures are used to obtain an objective and clear summary of the
distribution of errors. It is common practice to calculate error metrics by
first calculating a loss function and then computing an average. Let yt be the
observed value at time t, and let ŷt be the forecast for yt. The error Et is then
computed by yt − ŷt [46].

There is a wide array of error metrics to choose from and they can be cat-
egorised into scale-dependent measures, measures based on percentage errors,
measures based on relative errors, and relative measures.

Scale-dependent measures have the advantage of preserving the same scale as
that of the actual data they seek to evaluate. However, it should be mentioned
that these are particularly useful when used to compare different techniques or
approaches on the same set of data. In other words, these should not be used
when comparing techniques with data sets that have different scale ranges [47].
Some scale-dependent measures include [46]:

• Root Mean Squared Error (RMSE):√
1
n

∑n
t=1(yt − yt)̂2 (2)

• Mean Absolute Error (MAE):

1
n

∑n
t=1 |yt − ŷt| (3)

• Median Absolute Error (MDAE):

median(|yt − ŷt|) (4)

In order to evaluate if a model trained on a training dataset generalises to new
data, it can be tested on a separate validation dataset. Alternatively, the k-fold
cross-validation technique can be used on the training dataset. This entails
training several models on subsets of the available input data and evaluating
them on the complementary subset of the data.

In particular, the input data is split into k subsets of data (also known as
folds) and a model is trained on all but one (k − 1) of the subsets, and then
evaluated on the subset that was not used for training. This process is repeated
k times, with a different subset reserved for evaluation (and excluded from
training) each time.

Once a model has been trained using a training dataset, it can be evalu-
ated using these error metrics on a held-out testing dataset [48].
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4 Research Methodology and Development Model
The choice of philosophical assumption, research method, and research ap-
proach is presented in Section 1.11. The choice of research strategy, data collec-
tion method, data analysis method, and quality assurance method is the focus
of this section. In order to motivate and justify each choice made, other relevant
possibilities applicable to qualitative research are also mentioned.

4.1 Research Strategy
The research strategy comprises different methods that can be employed to lead
the work onto a path that yields sufficient, valid and reliable outcomes. The re-
search strategies and designs refer to the recommended procedures for conduct-
ing research i.e., organizing, planning, designing and executing the research.
The strategies and designs commonly used for qualitative research are as fol-
lows [9]:

• Surveys are used to determine the frequency of occurrence and relation-
ships between variables. This is primarily done to evaluate perspectives
and qualities of a wide range of subjects;

• Case Study refers to a research strategy which entails an empirical exam-
ination and investigation of the given phenomenon being explored;

• Action Research is an orderly and cyclic strategy of planning, taking ac-
tion, observing, assessing and constructive reflection to enhance how peo-
ple tackle and solve challenges;

• Exploratory research strategy refers to yielding outcomes and insights
by seeking to establish as many relationships between different variables
as possible. It determines key challenges and variables in order to define
objectives rather than offering conclusive answers to specific challenges;

• Grounded theory refers to a strategy of discovery that aims to formulate
a theory that is grounded in data. The strategy collects and analyses data
in an orderly fashion to allow the development of general attributes for a
given topic;

• Ethnography refers to using studies of culture and people that are descrip-
tive in nature. The idea is to assign social and cultural context to the phe-
nomenon being studied.

A combination of the exploratory research strategy and grounded theory is used.
Whendevelopingmachine learningmodels, a significant amount of time is spent
doing feature engineering and selection which entails exploring relationships
between different variables and their relative strengths. Consequently, machine
learning models are developed by inferring patterns in data.
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4.2 Data Collection
Data collection methods are used to collect data to use for research. The most
commonly used methods for qualitative research are as follows [9]:

• Questionnaire is used to collect data using questions, that either quantify
data (closed-ended questions) or qualify data (open-ended questions);

• Case Study refers to an in-depth and thorough analysis of one or a small
group of participants;

• Observations are based on monitoring and recording behaviour with par-
ticular attention given to situations (participation) and culture (ethno-
grapy);

• Interviews can be formulated in different ways - structured, semi-
structured, or unstructured. They offer a thorough understanding of an
issue and the interviewees’ perspectives;

• Language and Text are used for interpreting discussions, conversations,
texts, and documents.

In order to develop a concrete understanding of the problem, how the
stakeholder currently handles the problem, and the relevant data available,
semi-structured interviews are conducted with the stakeholder’s technical lead
and CEO.

Interview Details
The technical lead was interviewed to develop an understanding of the data
collection process, and to be wary of the related nuances such as missing
or unreliable data subsets. More information required to contextualize the
data and understand how the stakeholder currently employs the data to make
forecasts was provided by the CEO. This information provided motivation and
direction, particularly for developing forecasting models which are meaningful
and relevant to not only festivals but generally to all TPIs.

Available Data
Whilst there exist different types of TPIs such as sports events, fairs, festivals,
construction sites, and film sites, the data provided for this thesis has been ac-
quired from load monitored at festivals. The raw data is managed by the stake-
holder as follows:

• The raw data obtained from the sensing devices mentioned in Section 1.9
have a near constant sampling frequency;

• This data is stored as CommaSeparatedValues (CSV) files in portable flash
drives for analysis, to be done at a later stage;

• In real-time, the raw data is sent to a server in a streaming fashion with a
lower sampling frequency, where it is processed and displayed on a visu-
alization dashboard.

21



Using the monitored load data, feedback is provided to the respective event
management parties in the following ways by the stakeholder:

1. Suggesting a more efficient power provisioning plan by sizing the genera-
tors appropriately:

(a) Pre-event: Using detailed information about the appliances present
at the TPI, if available, to make suggestions before the TPI is set up;

(b) Post-event: Using the load monitored at a TPI to make suggestions
for the next time the same TPI is set up.

2. Real-time: Displaying the monitored load in real-time via an online dash-
board as it is streamed to a server.

Requirements Elicitation
After conducting interviews, distinct requirements are gathered for ‘Pre-Event’
and ‘Real-Time’ load forecasting.

For ‘Pre-Event’ load forecasting, the following are required for each pow-
erzone of a festival:

1. Develop a methodology to forecast peak load;

2. Develop a methodology to forecast base load.

For ‘Real-Time’ load forecasting, the following are required for each powerzone
of a festival:

1. Make accurate forecasts in real-time at least two hours ahead in time;

2. Begin making forecasts within one hour of the beginning of a powerzone
being active;

3. The stakeholder currently streams data to a server in real-time every
minute. Is it possible for the forecasting model to make accurate forecasts
if the data is streamed at a lower frequency?

4.3 Data Analysis
Data analysismethods refer to techniques used to analyse collected data tomake
decisions and draw conclusions. It entails examining, cleaning, transforming,
exploring, and modelling data. For qualitative research, the most commonly
used data analysis methods are as follows [9]:

• Coding transforms qualitative transcriptions of observations and inter-
views into quantitative data. Coding refers to naming and assigning labels
to concepts and ideas to numerate them and apply statistics;

• Analytic Induction and Grounded Theory are incremental methods, that
rotate between data collections and analyses. These rotations continue un-
til none of the cases dismiss the given hypothesis or theory. Analytic in-
duction is halted when the hypothesis and grounded theory ends with a
verified theory;
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• Narrative Analysis refers to literary discourse and analysis;

• Hermeneutic (meaning of text), and Semiotic (meaning of signs and sym-
bols) are used for analysing texts and documents. These can be employed
to provide traceability in requirements.

Analytic Induction and Grounded Theory are used in this thesis to alternate
between analysing data from different perspectives and to create models to
perform forecasting. The other analysis techniques aforementioned are not
used since the load data used in the thesis is numerical and does not require
any conversion from text or symbols.

The preprocessing steps performed to prepare the collected raw data for
analysis (exploration and modelling) are detailed in Section 5.

4.4 Quality Assurance
Quality assurance refers to the validation and verification of the outcomes of the
research. Qualitative research coupled with an inductive approach, must apply
and discuss the following [9]:

• Validity, or trustworthiness refers to assurance that the research has been
undertaken by adhering to standard norms;

• Dependability, is synonymous with reliability, and is the process of evalu-
ating the correctness of the research outcomes;

• Confirmability refers to verifying that the research is conducted in good
faith without any personal bias having affected the outcomes;

• Transferability refers to creating thorough descriptions that can serve as
a basis for other researchers to refer to and expound upon;

• Ethics refer to the moral guidelines required to be followed in organising,
planning, carrying out and reporting research results. Ethics spans protec-
tion of participants, preservation of privacy, obtaining consent, and treat-
ing all data with care and confidentiality.

The work is done in close contact with the stakeholder to validate and confirm
that the results obtained are in line with the requirements set. Any forecasting
model proposed is evaluated using a testing set held-out during the training
phase to ensure the model is reliable. The incorporation of ethical principles in
the thesis is mentioned in Section 1.7.

It is hoped that the results and documentation of this research work will
contribute to knowledge in the scientific community and be a reference point
for further improvements and alternative solutions.
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4.5 Development Method and Process
After choosing a research method and corresponding techniques to conduct
the research, the next logical step is to choose an appropriate model for the
development of software to address the problem statement.

There are two broad categories or schools of thought for software development
[49]:

• The sequentialWaterfallmethod:
Conventional development methodologies are plan-centric such that
development work begins only once all requirements are collected and
documented. The waterfall method works by splitting development work
into distinct stages such as requirements, design, implementation, testing,
and maintenance, in the given order. The idea is to focus on a structural
progression between these stages.

Each stage comprises a known set of activities and deliverables that
must be completed prior to beginning the following stage. Consequently,
using thismethod, the final product is delivered only after all development
stages have been completed;

• The iterative Agilemethod:
Iterative methodologies operate by developing a project by decomposing
deliverables into smaller tasks. This allows results to be shown to the
customer much earlier in the development process thereby allowing
valuable feedback to be obtained. In fact, each iteration often resembles
a small-scale waterfall process with the feedback from one stage offering
important information for the design and execution of the next stage.

Agile methods seek to deliver a customer-centric product within time and
budget constraints using incremental development whilst not compromis-
ing much on the quality and usability of software [49]. Close (preferably
onsite) collaboration with customers is encouraged and alterations in
requirements are not only accepted but a welcome part of the development
process [50].

Choice of Development Method
The stakeholder set some requirements at the beginning of the project but it
was not immediately clear what data would be used, how much of it and what
techniques would be used to process and model the data. It is also desirable to
alter and/or add requirements to extract more value from the available data.
For these reasons, the agile method is adopted thereby performing test-driven
development and continuous design improvement.

Owing to the given time constraints, it would not have been feasible to
spend a great deal of time to prepare comprehensive documentation detailing
the designs and procedures to be used, as is the case in waterfall development.
Instead, face-to-face communication is used, which is considered the preferable
communication means in agile development [50].
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This incremental approach to development allowed achievable goals to be
set by demonstration of minimum viable solutions and receiving continuous
feedback from the stakeholder.

Choice of Tools
In order to remain organised and to show transparency of work, the Kanban
board [51], as depicted in Figure 3, is used to manage the software development
process. This entailed assigning all planned tasks to the ‘To-Do’ state, main-
taining not more than 4 tasks at a time in the ‘Doing’ state and finally moving
completed tasks to the ‘Done’ state. This Kanban board was reviewed together
with the supervisor once every week.

Figure 3: A depiction of the organisation and management of tasks using the Kanban board.

Literate programming [52] allows users to formulate anddescribe their thoughts
with prose, supplemented by mathematical equations, as they prepare to write
code blocks. Displaying code snippets along with the corresponding generated
results is a great tool for technical and non-technical reviewers alike. To this
end, all software development was done using Jupyter notebooks [53].These
notebooks refer to applications that are run via a web browser, enabling edit-
ing and running computer code blocks side-by-side with human-readable text
elements.
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5 Data Preprocessing
A total of 90 time-series datasets are collected, each representing a powerzone
of a festival. Once the relevant raw data has been collected, preprocessing is
performed to prepare data for exploration (Section 6) and modelling (Section
7). The various preprocessing steps that are performed to prepare the data for
further analysis and modelling are detailed below.

5.1 Cleaning
It is observed that the raw data often has some rows at the beginning of the
file with erroneous timestamps so these rows are discarded. There are some
instances where the timestamp values reset during the course of event. In such
cases, the new timestamp values that had been reset are reconciled with the
older reliable values.

Whilst the majority of the files contained load values with consistent units,
some files contained load values with different units. Thus, all units were
standardised for consistency by multiplying or dividing by a factor of 1000
wherever required.

5.2 Sampling
For the data available, it should be noted that the minimum sampling interval
that can be used is 1 minute. This is because all time-series data available
is reported at intervals of size at most 1 minute and not more. When data is
sampled, it is possible to lose valuable information. To minimize this loss, for
each sampling interval, not only the mean but the minimum and maximum
values observed in the sampling window are also recorded.

In this thesis, load values are sampled every hour for Pre-Event Forecast-
ing (see Section 7.1) and experiments are conducted using different sampling
intervals for Real-Time Forecasting (see Section 7.2).

5.3 Aggregation
The raw data obtained from the sensing devices is stored separately for each
power phase [54]. For the purposes of this project, the data for each of the phases
is combined into one file and summed to obtain a total of the three phases. This
is because it is not required by the stakeholder to forecast load separately for
each power phase. In some cases, a powerzone is powered by not a single gener-
ator but multiple generators operating together synchronously. For these cases,
the load values arising from each generator are summed into a single file.

5.4 Scaling
Scaling or normalization of data is often essential to improve the training
convergence of a model i.e. to train a model faster [55, 56]. Scaling of features
for some techniques can also result in different outcomes as opposed to using
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unscaled data. For instance, in some cases, scaling can improve the forecasting
accuracy by a considerable extent [19]. The superiority of scaling in certain
cases is that it prevents the dominance of attributes with larger value ranges
over those with smaller ranges [19].

Thus, the data is scaled to investigate whether the outcome of the models
is affected or not. Whilst there are various ways to scale data, the following two
methods are used for different tasks.

Scaling using a Reference Value
For load features used as inputs for clustering, a general formula to convert
unscaled values into a range relative to a reference value is given in eq. 5

OutSCALED =
InDATA

Ref
(5)

This formula is left general because the input data values, InDATA could refer
to either the sampled minimum values, mean values or maximum values, as
mentioned in Subsection 5.2. As for the reference point, Ref , this could be
either the peak load or base load or the power supply capacity for the respective
input dataset. Different combinations of these possible parameters are used for
different purposes, as explained in Section 6.3.2 and Section 7.1.

Scaling using a Range
For Real-Time Forecasting (see Section 7.2), the values of each feature, that is
input into a model are mapped into a range of 0 to 1 using eq 6.

OutDATA = OutMIN +
(InDATA − InMIN) ∗ (OutMAX −OutMIN)

InMAX − InMIN

(6)

where OutMAX = 1 and OutMIN = 0 as these are the desired output maximum
and minimum values. Likewise, for each feature, the InMAX and InMIN val-
ues are the correspondingmaximum andminimum values observed in the data.
Finally, InDATA and OutDATA refer to the un-scaled (sampled) input and the
corresponding scaled output respectively.

5.5 Transformation
It is interesting to not only use continuous data to obtain insights and develop
predictive models but to also categorise the data into fixed-width bins or classes
to analyse the data from a different perspective. In this context of a power
supply handling different values of load, these classes could be thought of as
different states the load is in at any given point in time.

This categorization of data is meaningful when the data has been scaled
relative to a reference value as mentioned in Subsection 5.4. Consequently,
depending on the choice for InDATA and Ref , these states can have different
implications for the load and power supply. Table 1 shows the 6 different classes
that were created.
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Table 1: Categorization of continuous data into fixed-width classes.

Category 1 Category 2 Category 3 Category 3 Category 4 Category 5
[0] (0 - 0.2] (0.2 - 0.4] (0.4 - 0.6] (0.6 - 0.8] (0.8 - 1.0]

Regardless of whichever parameters are chosen for InDATA andRef , Category 1
implies that there is no load and thus, no power is being drawn from the supply.
The other 5 Categories represent ranges where the upper boundary is included
but not the lower boundary.

5.6 Splitting
To train and evaluate a single model for real-time forecasting (see Section 7.2),
the load data for each powerzone is divided into 2 datasets:

• A training dataset: To store only the first 67% of load data for each power-
zone.

• A testing dataset: To store only the last 33% of load data for each power-
zone.

This is a meaningful way of splitting the data since each of the two datasets is
representative of all powerzones. This is important because ifmodels are trained
on training datawith a target distribution that differs from the distribution of the
target on the evaluation data, then the quality of the evaluation could suffer [48].
The motivation for using two-thirds of the data for training and one-third of the
data for testing is to ensure there are sufficient samples to learn fromwhilst also
ensuring that the testing data is sufficiently large for a valid evaluation.

5.7 Augmentation
For each festival, along with monitored load data, a map with a bird’s eye view
of the layout of the festival setup was also provided (see Figure 1). This festival
setup included the distribution of the various parts of the festivals split into
different powerzones.

By analysing these maps together with the stakeholder, additional data
was gathered to understand the attributes each powerzone consisted of. As a
result, 9 different attributes were identified such that each powerzone could be
assigned a vector of a length of 9 representing the attributes with each given a
binary value. These 9 powerzone attributes are shown in Table 2 along with the
total number of times each attribute was associated with a powerzone.

Table 2: The number of associations with a powerzone per attribute.

Bar Refri-
geration

Show
(Large)

Site
Lights

Restau-
rant

Show
(Small) Offices Camp-

ing
Crew

Catering
66 58 49 43 36 26 20 9 9
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6 Data Exploration
Once the data is acquired and preprocessed (see Section 5), it is ready to be
explored and analysed. The various techniques used to explore the data and the
corresponding insights obtained are documented in this section.

6.1 Statistical Analysis
Asmentioned in Section 5, a total of 90 datasets, each representing a powerzone,
were selected for further analysis and modelling. These 90 datasets have been
obtained by monitoring powerzones at 20 different festivals, with each festival
consisting of a different number of powerzones and of varying sizes and types.
It is also interesting to note that data has been monitored twice (in 2 different
years) at 4 of the 20 festivals.

6.1.1 Descriptive Statistics

Statistics describing these 90 datasets have been summarized in Table 3.

Table 3: Summary of statistics for the available 90 datasets.

Date Duration (in days)
Start End Minimum Maximum Median Mean

12-June-2015 17-April-2017 1.5 18.0 3.3 5.7

The data has been gathered from festivals over a span of about 2 years, as shown
in Table 3. It is interesting to note that the duration for which powerzones are
active vary considerably. This is characteristic of TPIs since not only can the
load at each festival (or each powerzone) be different than other festivals (or
other powerzones) but the load at festivals can be very different from that at
other TPIs such as construction sites.

6.1.2 Transitions between States

All data from 90 powerzones are sampled with an interval of 1 minute and then
transformed into the different categories mentioned in Section 5.5. Table 4
shows the observed frequencies and relative frequencies per category or state.

Table 4: Frequencies and relative frequencies per state.

Category 1 Category 2 Category 3 Category 3 Category 4 Category 5
Range [0] (0 - 0.2] (0.2 - 0.4] (0.4 - 0.6] (0.6 - 0.8] (0.8, 1]

Frequency 1308 1213 2714 2458 2559 2146
Relative
Frequency 10.6% 9.8% 21.9% 19.8% 20.6% 17.3%

Table 5 shows the frequencies of the observed transitions between the differ-
ent states. It is important to note that the first state and the last state for each
powerzone were forced to be state [0] or Category 1. This is because the load
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monitoring process is not guaranteed to begin when the power supply is ini-
tially off. Likewise, it is also not guaranteed for the load monitoring to halt once
the power supply has been turned off.

Table 5: Transitions between states.

[0] (0-0.2] (0.2-0.4] (0.4-0.6) (0.6-0.8] (0.8-1.0]
[0] 1058 79 41 19 14 7

(0-0.2] 94 991 94 25 5 4
(0.2-0.4] 32 94 2156 354 45 13
(0.4-0.6) 22 15 369 1562 439 51
(0.6-0.8] 7 7 43 447 1561 494
(0.8-1.0] 5 7 11 51 495 2146

It is interesting to see that the overwhelming majority of state transitions are
with the same states themselves. In other words, if the load is found to be in
a given state at a given time, it is very likely to stay in the same state the next
minute.

6.1.3 Distribution of Load Metrics

Prior to modelling data, the distribution of load metrics is visualized. A his-
togram showing distributions of peak load and base load across all powerzones
is shown in Figure 4.

Figure 4: Histogram showing distributions of peak load and base load across all powerzones.

The following is inferred from this histogram:

1. The base load and peak load have a similar distribution.

2. The peak load values are considerably higher than base load values.

3. There are no outliers that should be removed or handled differently.
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6.2 Interactive Visualization Dashboard
An interactive dashboard is created to perform data exploration. Any file con-
tainining load values for three phases with their respective timestamps can be
loaded. However, prior to loading data into the dashboard, it is pre-processed
as a separate program.

Preprocessing
Firstly, the values are sampled with a sampling interval of 5 minutes or
more. Note that this sampling window is relatively big when compared to
that used for forecasting models. This is necessary for the data to not only be
loaded faster but also for the filters to performwith very low latency in real-time.

Secondly, since the load values often fluctuate considerably, it is mean-
ingful to also calculate running (or moving) averages per phase (shown as L1,
L2, L3) as well as for the total load. This is calculated for each load value by
taking the average of load values 15 minutes prior to and 15 minutes ahead of it.

Dashboard Views
Figure 5 shows the initial view of the dashboardwhen the preprocessed load data
is loaded. The dashboard displays 5 sections, all of which are interactivewith the
exception of the one on the top-right titled ‘Power consumers [vs] Average power
consumption in kW’. This is not interactive since this particular section solely
exists for the purpose of showing which appliances comprised the powerzone
along with their respective power ratings.

Figure 5: Initial view of the interactive visualization dashboard.

The first section on the top-left shows theapparent power values in kVA for each
phase and the total of all phases plotted as separate lines on the chart. For each
of these lines, a smooth running average line is also plotted. Figure 6 shows
that this section can be interacted with by placing the cursor on the coloured
boxes in the legend to highlight a particular line of choice whilst reducing the
transparency of all other lines.
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Figure 6: Demonstration of interaction with load lines in the top-left section.

The 3 sections at the bottom of the dashboard can be interacted with in a differ-
ent way. In particular, these sections allow the same information to be filtered
by different dimensions of the data. For the purpose of demonstration, Figure 7
shows that when a single day is selected, all interactive sections alter the infor-
mation being displayed accordingly.

Figure 7: Demonstration of interaction with the sections with filters.

Interesting and valuable insights can be obtained by experimenting with the dif-
ferent filters. For instance, it is easy to see in Figure 7 that on Sunday, the load
was relatively stable in the morning hours until the 11th hour when it began to
increase. The load continued to show an increasing trend - the highest load was
reported on the 17th hour of the day, after which the load started to decrease.
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6.3 Clustering
Cluster analysis or clustering is used to split the powerzones into groups such
that the powerzones in the same group (cluster) are more similar to each other
than to those in other groups (clusters). The key is to identify the notion of sim-
ilarity that distinguishes the clusters of powerzones in a way that is meaningful.
The two approaches taken to perform clustering have been detailed below.

In what follows, clustering is performed separately for each of the follow-
ing input features:

1. Powerzone attributes

2. Load Pattern

(a) Hourly peak load
(b) Hourly base load

The k-means algorithm is applied using different values of k, the number of clus-
ters. For each such clustering, themean Silhouette scores (see Section 3.4), of all
samples using the Euclidean and squared Euclidean distances are reported. The
best value is 1 and the worst value is -1 and values near 0 indicate overlapping
clusters. The inertia or within-cluster sum-of-squares is also reported - lower
values are desirable.

6.3.1 Clustering of Powerzone Attributes

As mentioned in Section 5.7, each powerzone is associated with 1 or more pow-
erzone attributes. One way to perform clustering is to use these powerzone at-
tributes as features. The clustering metrics obtained for different values of k are
reported in Table 6.

Table 6: Clustering metrics obtained for different number of clusters using only powerzone
attributes as features.

k=2 k=3 k=4 k=5 k=6 k=7 k=8 k=9 k=10
Silhouette
(Euc) 0.237 0.278 0.287 0.296 0.327 0.349 0.361 0.376 0.408

Silhouette
(Sq. Euc) 0.351 0.410 0.400 0.395 0.434 0.4302 0.445 0.453 0.477

Inertia 120.771 98.088 81.396 72.268 62.567 57.293 50.874 46.568 42.263

To appreciate the distinction between different clusters, Figure 8 shows the clus-
tering results for k=3, with the coloured lines representing the cluster centroids.
The number of powerzones that have been assigned to each cluster are 52, 30
and 8 respectively.
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Figure 8: Visualization of clusters showing binary values of powerzone attributes with cluster
centroids.

Whilst the powerzone attributes clustering can group powerzones which are
similar in terms of inputs, such grouping does not reveal anything about the
resulting load from these powerzones. For this reason, it is meaningful to use
features describing the load as clustering data.

6.3.2 Clustering of Load Pattern

All powerzone data is scaled using a reference and sampled with a time interval
of an hour (see Section 5.4 and Section 5.2 respectively). As for scaling, Ref is
set to the global peak load observed for each powerzone and InDATA is set to
either the hourly peak or the hourly mean. Both of these cases are reported
separately below.

Since the data for each powerzone comprises values for more than a day,
these values are grouped for each hour of the day i.e., 24 hours to arrive at
24 features. It is important to note here that when such a grouping is done, a
choice needs to be made on how to aggregate these values per feature (hour).
The following choices are made:

• Hourly peak relative to global peak: When setting InDATA to hourly peak,
the maximum of all peaks observed for a particular hour is taken.

• Hourly mean relative to global peak: When setting InDATA to hourly
mean, the mean of all the mean values observed for a particular hour is
taken.

Hourly peak relative to global peak
Figure 9a shows all the hourly peak to global peak values of all powerzones plot-
ted together. These are all the different scaled time series samples that are inputs
to the clustering algorithm.
The clustering metrics obtained for different values of k are reported in Table 7.
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(a) Hourly peak relative to global peak
clustering input data.

(b) Hourly mean relative to global peak
clustering input data.

Figure 9: Clustering data for hourly mean and hourly peak, both relative to global peak.

Table 7: Clustering metrics obtained for different number of clusters using only hourly peak
relative to global peak load features.

k=2 k=3 k=4 k=5 k=6 k=7 k=8 k=9 k=10
Silhouette
(Euc) 0.269 0.292 0.280 0.245 0.263 0.240 0.236 0.241 0.234

Silhouette
(Sq. Euc) 0.435 0.457 0.4378 0.383 0.420 0.377 0.379 0.391 0.380

Inertia 66.070 51.341 44.435 38.449 32.841 30.011 26.696 24.616 23.015

The highest Silhouette coefficient is obtained for k = 3 and the clusters are
shown in Figure 10. The number of powerzones that have been assigned to each
cluster are 48, 8 and 34 respectively.

Figure 10: Visualization of clusters for hourly peak to global peak

To aid in comparing the different clusters, the centroids of each cluster have
been plotted together in Figure 11a.
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(a) Clustering centroids for hourly peak
to global peak

(b) Clustering centroids for hourlymean
to global peak

Figure 11: Clustering centroids for hourly peak and hourly mean, both relative to global peak.

Hourly mean relative to global peak
Figure 9b shows all the hourly peak to global peak values for all powerzones
plotted together. These are all the different time series samples that are inputs
to the clustering algorithm.

The clustering metrics obtained for different values of k are reported in Table 8.

Table 8: Clustering metrics obtained for different number of clusters using only hourly mean
relative to global peak load features.

k=2 k=3 k=4 k=5 k=6 k=7 k=8 k=9 k=10
Silhouette
(Euc) 0.3446 0.275 0.283 0.236 0.250 0.228 0.220 0.221 0.206

Silhouette
(Sq. Euc) 0.534 0.428 0.452 0.376 0.398 0.359 0.356 0.357 0.331

Inertia 32.849 26.221 21.207 18.748 16.833 15.526 14.088 13.263 12.575

The highest Silhouette coefficient is obtained for k = 2 and the clusters are
shown in Figure 12. The number of powerzones that have been assigned to each
cluster are 45.

Figure 12: Visualization of clusters for hourly mean to global peak

To aid in comparing the different clusters, the centroids of each cluster have
been plotted together in Figure 11b. Plotting all centroids together reveals that
the major difference between clusters is determined by the morning hours.
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6.3.3 Conclusion

Clustering is experimented with by using different input features. One such set
of input features are the attributes that describe each powerzone. The resulting
clusters group powerzones which are similar in terms of their inputs. However,
such grouping does not reveal anything about the resulting load from these
powerzones. Instead, clustering of hourly load data is more meaningful as it
reveals distinct patterns of load.

This clustering analysis is particularly useful as it classifies all powerzones
into distinct clusters and informs the stakeholder which cluster each power-
zone belongs to. Furthermore, the results of this analysis motivate the use of
clustering for Pre-Event load forecasting in the next section (see Section 7.1).
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7 Load Forecasting for Temporary Power Installa-
tions

Load forecasting for TPIs is meaningful and useful at the following times:

1. Pre-Event: Prior to deploying a TPI;

2. Real-Time: Whilst a TPI is operational.

In this section, the approaches used and the results obtained for both, Pre-Event
and Real-Time forecasting are presented.

7.1 Pre-Event Forecasting
Prior to setting up a TPI, information regarding the various powerzones is
made available by the organizers of the TPI. Such information can be used to
associate each powerzone with one or more of the attributes (see Section 5.7).
Consequently, the goal of pre-event load pattern forecasting for a powerzone is
to use a vector of binary powerzone attributes as input features to forecast the
load pattern.

The approach proposed entails the following steps:

1. Clustering: First perform clustering to group the powerzones into clusters.

2. Classification: Frame a supervised learning problem by mapping binary
vectors of powerzone attributes to cluster labels. This entails learning dis-
crete classes and is thus considered a classification task.

3. Forecasting: Each time a new powerzone’s attributes are made available,
they can be served as inputs to forecast which cluster the powerzone would
most likely belong to.

As mentioned in Section 6.3, different features can be used to perform cluster-
ing of powerzones. These different features are experimented with below to be
able to create a classification model for new powerzones. Logistic Regression
(LR) and Support Vector Machine (SVM) are used to perform classification.
The radial basis function kernel is used for SVM. All classification metrics
reported in this section are obtained via 10-fold cross validation.

In what follows, the ‘hourly peak relative to global peak’ and ‘hourly mean
relative to global mean’ features are referred to as peak features andmean
features respectively.

7.1.1 Classification using only Powerzone Attributes Features

As in Section 6.3.1, only the powerzone attributes are used as features to obtain
cluster labels for each powerzone. The classification metrics (accuracy and log
loss) are reported for different values of clusters in Table 9.
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Table 9: Classification results using only powerzone attributes.

k=2 k=3 k=4 k=5 k=6 k=7 k=8 k=9 k=10

LR Acc 0.933 0.933 0.989 0.889 0.844 0.889 0.889 0.811 0.767
Loss 0.258 0.308 0.408 0.529 0.627 0.743 0.826 0.990 1.006

SVM Acc 0.900 0.944 0.944 0.900 0.956 0.922 0.911 0.800 0.767
Loss 0.184 0.168 0.230 0.287 0.453 0.462 0.526 0.794 0.938

Whilst using this method to cluster the powerzones can provide excellent clas-
sification results, the implications are not very meaningful. In other words, no
actionable insights are revealed by assigning a new powerzone to such a cluster.

7.1.2 Classification using only Peak Features

As in Section 6.3.2, only the hourly peak relative to global peak load pattern
features are used to obtain cluster labels for each powerzone. The classification
metrics are reported for different values of clusters in Table 10.

Table 10: Classification results using only peak features.

k=2 k=3 k=4 k=5 k=6 k=7 k=8 k=9 k=10

LR Acc 0.600 0.556 0.344 0.400 0.322 0.267 0.167 0.233 0.222
Loss 0.693 0.911 1.281 1.331 1.551 1.836 1.959 2.092 2.143

SVM Acc 0.589 0.600 0.478 0.478 0.367 0.278 0.222 0.300 0.278
Loss 0.699 0.967 1.363 1.453 1.604 1.951 2.074 2.172 2.226

It is easy to see that the classification results using only hourly peak relative to
global peak load pattern features are not good.

7.1.3 Classification using only Mean Features

As in Section 6.3.2, only the hourly mean relative to global peak load pattern
features are used to obtain cluster labels for each powerzone. The classification
metrics are reported for different values of clusters in Table 11.

Table 11: Classification results using only mean features.

k=2 k=3 k=4 k=5 k=6 k=7 k=8 k=9 k=10
Acc 0.533 0.433 0.411 0.311 0.289 0.300 0.267 0.211 0.256LR Loss 0.700 1.066 1.385 1.625 1.727 1.829 1.975 2.160 2.133
Acc 0.489 0.456 0.256 0.333 0.267 0.289 0.189 0.178 0.200SVM Loss 0.731 1.031 1.378 1.624 1.757 1.958 2.066 2.215 2.154

It is easy to see that the classification results using only hourly mean relative to
global peak load pattern features are not good.

Whilst excellent classification results are obtained by using only power-
zone attributes as clustering features, the classification results obtained using
only load pattern features are not reasonable. This motivates the need to incor-
porate both types of features together to assign cluster labels to the powerzones
and thereafter to perform classification.
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In order to give both types of features similar weightage, the load pattern
features are now sampled with a sampling intervals of 2 hours as opposed to 1
hour. As a result, the combined features comprise 12 load pattern features and
9 features for powerzone attributes.

7.1.4 Classification using both, Powerzone Attributes and Peak Features

Instead of using only powerzone attributes or load features as inputs, nowa com-
bination of these features is chosen. This clustering stage using both features is
depicted in Figure 13.

Figure 13: A depiction of the clustering process using a combination of powerzone attributes
and load features as inputs.

Post-clustering, the powerzone attributes are mapped to cluster labels by train-
ing a classifier. This is depicted in Figure 14.

Figure 14: A depiction of the inputs to the classification process i.e., to train a classifier.

The classification metrics are reported for different values of clusters in Table
12.
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Table 12: Classification results using both, powerzone attributes and peak features.

k=2 k=3 k=4 k=5 k=6 k=7 k=8 k=9 k=10

LR Acc 0.956 0.922 0.900 0.889 0.711 0.811 0.856 0.733 0.678
Loss 0.203 0.418 0.529 0.675 0.820 0.827 1.006 1.148 1.172

SVM Acc 0.956 0.922 0.878 0.800 0.722 0.844 0.689 0.733 0.556
Loss 0.169 0.304 0.424 0.551 0.695 0.737 0.919 1.000 1.055

The clustering results corresponding to 7 clusters are shown in Figure 15. The
number of powerzones that have been assigned to each cluster are 8, 12, 23, 19,
10, 9, and 9 respectively.

Figure 15: Clustering results using only peak features.

To aid in comparing the different clusters, the centroids of each cluster have
been plotted together in 16a.

(a) Clustering centroids for peak fea-
tures and powerzone attributes.

(b) Clustering centroids for mean fea-
tures and powerzone attributes.

Figure 16: Clustering centroids using powerzone attributes peak/mean features.

The following is the confusion matrix with 84.4% accuracy:
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0 3 0 2 0 0 0
0 15 1 1 0 2 0
0 0 20 0 0 0 0
0 0 0 23 0 0 0
0 1 0 0 6 0 0
0 0 0 0 0 12 0
1 2 0 1 0 0 0

Thereafter, for any new powerzone, its attributes can be input to the classifier to
forecast the cluster it is most likely to belong to. This is depicted in Figure 17.

Figure 17: A depiction of the inputs and output of the forecasting process i.e., to assign a pow-
erzone to a pre-defined cluster.

7.1.5 Classification using both, Powerzone Attributes and Mean Features

The classification metrics are reported for different values of clusters in Table
13.

Table 13: Classification results using both, powerzone attributes and mean features.

k=2 k=3 k=4 k=5 k=6 k=7 k=8 k=9 k=10

LR Acc 0.989 0.900 0.933 0.900 0.711 0.822 0.822 0.789 0.656
Loss 0.234 0.325 0.448 0.557 0.746 0.775 0.869 1.009 1.203

SVM Acc 0.944 0.911 0.911 0.856 0.778 0.833 0.867 0.789 0.667
Loss 0.162 0.267 0.322 0.338 0.515 0.578 0.522 0.729 0.910

The clustering results corresponding to 4 clusters are shown in Figure 18. The
number of powerzones that have been assigned to each cluster are 29, 32, 20,
and 9 respectively.
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Figure 18: Clustering results with hourly mean to global peak for 4 clusters

To aid in comparing the different clusters, the centroids of each cluster have
been plotted together in 16b. The following is the confusionmatrix with 93.33%
accuracy:

21 2 0 0
1 25 0 0
1 0 31 0
2 0 0 7

7.1.6 Conclusion

Whilst this approach successfully and reliably classifies a new powerzone to one
of a chosen number of pre-defined clusters, it must be admitted that some of
the clusters obtained using this approach show high intra-cluster variability, as
evident from the cluster plots.
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7.2 Real-Time Forecasting
As load data is monitored at a TPI on-site in real-time, it is streamed to a
server at a particular frequency. This presents an opportunity to make VSTLFs
(see Section 2.2.3), a certain number of time steps ahead. Since this entails
learning and forecasting continuous numerical values and is thus considered a
regression task.

Models created using a supervised learning approach to learn patterns in
historical data are presented in this section. First, the approach developed is
explained followed a detailed account on feature engineering and selection. To
demonstrate how the approach works, it is then implemented and the results
are reported.

As per the requirements set in Section 4.2, it is also of interest to use different
look-ahead times and streaming frequencies to determine the corresponding ef-
fect on forecasting accuracy. To this end, forecasting experiments have been
conducted using different configurations of variables. The forecasting approach
is compared with the benchmark Persistence technique (see Section 3.1).

7.2.1 Forecasting Approach

The approach employed comprises 4 distinct phases namely preparing data,
choosing learning model and optimization strategy, training (modelling), and
testing (forecasting). These phases are summarized in Figure 19, outlined
below, and followed by an evaluation of the forecasting methodology.

Figure 19: A summary of the proposed forecasting approach.

Phase 1: Preparing Data
To train and evaluate a single model, the data from all powerzones is consoli-
dated into two datasets - a training set and a testing set, as explained in Section
5.6. For the purpose of training, 67% of the load data for each powerzone is put
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into a training dataset. For the purpose of evaluating, the remaining 33% of the
load data for each powerzone is put into a testing dataset.

For each powerzone, the time-series load data is subjected to the follow-
ing, in the given order:

1. Data Sampling: Sampling data with a fixed sampling interval.

2. Feature engineering:

(a) Reframing data as a supervised learning problem using ‘look-back’
and ‘look-ahead’ time steps;

(b) Creating more features as explained in Section 7.2.2.

3. Data Splitting: Splitting data into training and testing datasets.

4. Feature selection: Removing of features that have a correlation with the
target variable of less than a threshold of 0.3.

5. Data Scaling: Scaling features into the range of 0 to 1.

Phase 2: Choosing Learning Technique and Optimization Strategy
There exist different supervised learning techniques (see Section 3.2.1) and
optimization strategies (see Section 3.2.2) to train forecasting models. In this
thesis, for Real-Time forecasting, the linear regression technique is considered
using the Stochastic Gradient Descent (SGD) strategy. In what follows, this is
referred to as SGD regression.

There are a number of hyperparameters that need to be tuned for SGD
regression when training a model. For instance, depending on the loss function
used, SGD regression can refer to linear regression of least-squares (minimizing
the sum of squared residuals) or linear regression in feature space (i.e., Support
Vector Regression with a linear kernel).

Table 14 shows the hyperparameters that are tuned along with the corre-
sponding range of possible values that they can take. A randomized search
(as opposed to a grid search, which is more time consuming) is performed to
sample values from these pre-defined ranges with the aim of optimizing the
RMSE error metric. This selection of hyperparameters is done 15 times with
different combinations of hyperparameters and for each combination, 3-fold
cross-validation (see Section 3.4) is performed to measure the generalisability
of the model.

Table 14: Pre-defined choices for SGD hyperparameters.

Hyperparameter Pre-defined choices

Loss ’Squared’, ‘Huber’,
‘Epsilon insensitive’, ‘Squared epsilon insensitive’

Regularization penalty ‘L1’, ‘L2’
Learning rate ‘Constant’, ‘Optimal’, ‘Invscaling’
Threshold [0, 1]

Regularization constant 1.00e-01, 1.00e-02, 1.00e-03, 1.00e-04, 1.00e-05, 1.00e-06
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Phase 3: Training
Once the data has been prepared and the selection of learning technique and
optimization strategy is done, the features selected in Phase 1 are used as inputs
to the learning algorithm to train a model.

In order complete the training phase, the following steps are carried out,
in the given order:

1. Step 1: Training a Load Forecasting Model (LFM)

(a) Hyperparameter tuning of LFM: Running a randomized search of
SGD regression hyperparameters (values set in predefined ranges)
using the training data.

(b) Training of LFM: Training a SGD regressionmodel using the training
data with the hyperparameters that yielded lowest errors.

2. Step 2: Preparing data for Residual Forecasting Model (RFM)

(a) Sanity testing: Using the LFM tomake forecasts on the training data.
(b) Calculating residuals: Calculating differences between the expected

and forecasted load values on the training data.
(c) Feature engineering: Reframing residual data as a supervised learn-

ing problem using ‘look-back’ and ‘look-ahead’ time steps.
(d) Data Scaling: Scaling features into the range of 0 to 1.

3. Step 3: Training a RFM

(a) Hyperparameter tuning of RFM: Running a randomized search of
SGD regression hyperparameters (values set in predefined ranges)
using the training data.

(b) Training of RFM: Training a SGD regression model using the calcu-
lated residuals from training forecasts with the hyperparameters that
yielded lowest errors.

It should be noted that the sanity test used for the LFM, mentioned in Step
2a, is not performed for evaluation purposes. This would not be meaningful
for evaluating the model as it would only determine how well the model is
able to reproduce what it learnt rather than testing its ability to generalise on
new input data. Rather, the reason for performing the sanity test is so that the
forecasts can be compared with the expected values to calculate residuals.

Phase 4: Testing
Once a model has been trained, it can be tested using testing data that was
held-out during the training phase.

In order complete the testing phase, the following steps are carried out, in the
given order, by walking forward through each sample in the testing data:

1. Forecasting load using theLFM: Begins once load values for the input lags
required by the LFM have arrived.
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2. Calculating residual: Begins once the expected load value for the load
forecast made arrives.

3. Forecasting residual using the RFM: Begins once the residuals needed to
make residual forecasts are calculated.

4. Adjusting load forecast: Thereafter, for each new forecast made, yields
the sum of the load forecast and the residual forecast made by the LFM
and RFM respectively.

In what follows, the aforementioned forecasting approach (using SGD regres-
sion) is referred to as the proposed approach.

Evaluation
Evaluation of a forecasting approach is done to quantify its forecasting ability
and quality. This is done by comparing the expected load values from the testing
dataset with forecasts made using two variations of the forecasting approach:

1. Residual-oblivious (LFM): Forecast made using LFM only;

2. Residual-aware (LFM + RFM): Sum of forecasts made using LFM and
RFM.

Both, the proposed approach and a benchmark approach are evaluated in this
way, independent of each other. By doing so, for each approach, the im-
provement gained by using a residual-aware forecast as opposed to a residual-
oblivious forecast is calculated using Equation 7.

obliviousRMSE − awareRMSE

obliviousRMSE

∗ 100 (7)

Furthermore, to validate the usefulness of the residual-aware version of the
proposed approach, the improvement gained by using it over a benchmark ap-
proach is calculated using Equation 8.

benchmarkRMSE − proposedRMSE

benchmarkRMSE

∗ 100 (8)

Using this equation, two improvement metrics are calculated:

1. Improvement over residual-oblivious benchmark: Where benchmark =
Forecast made using benchmark LFM only;

2. Improvement over residual-aware benchmark: Where benchmark =
Sum of forecasts made using benchmark LFM and benchmark RFM.

In this thesis, the persistence technique, described in Section 3.1 is used as the
benchmark for comparison. Thus, it needs to bemade clearwhat the benchmark
LFM and RFM refer to:

1. LFM: This persistence forecasting technique simply forecasts the load
value for the chosen number of look-ahead time steps ahead to be the same
as the last observed value. Thus, no hyperparameter tuning or training is
required. To calculate residuals for the RFM, forecasts made on the train-
ing data by the LFM are compared with the expected load values.
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2. RFM: All steps from Phase 3 are applied to the persistence technique with
the exception of Step 1 (since no training is required). By performing these
steps, the naive persistence LFM is supplemented with a RFM learnt using
SGD regression.

To make forecasts using the residual-aware benchmark approach, the same
steps mentioned in Phase 4 are applied.

7.2.2 Feature Engineering and Selection

Features serve as inputs to machine learning models. For this load forecasting
problem, feature vectors are created using lag features, date-time features,
powerzone features, and festival features.

Once a pool of all features is created, those features should be selected
which exhibit a significant degree of correlation with the target output to be
forecasted [23]. To this end, correlation analysis of the candidate variables can
be done to detect the most relevant variables [27].

The Pearson correlation coefficient is used to yield a numerical value be-
tween -1 (negatively correlated) and +1 (positively correlated) to quantify the
correlation between two variables. The absolute values close to zero indicate
low correlation and absolute high values imply high correlation. Features that
have an absolute value of correlation with the target load value less than 0.3 are
discarded.

When selecting features, care is taken to run all correlation tests only on
the training data. This is done to avoid data leakage, which refers to any
information used from outside the training dataset in developing a model. This
is important because such additional information could allow the model to
learn from something that it otherwise would not know and in turn invalidate
the estimated performance of the model being constructed.

Lag Features
A machine learning based approach to time-series forecasting is to re-frame it
as a supervised learning problem (see Figure 2). In other words, for any given
time, current and previous time series values are used as inputs and values to
be forecasted are used as outputs. This is done for each powerzone by iterating
over the time series data using a sliding window - all values captured in the
window are used to form a feature vector except the last value, which is used as
the target output. This is repeated until the sliding window reaches the end of
the time-series.

Another variable involved in creating these lag features is to determine the
size of such sliding windows. This is done by using autocorrelation and partial
autocorrelation plots to determine the lags which are significantly correlated
with the target output. Both these plots indicate the intensity of the temporal
correlation between the target variable and its lags. However, the difference be-
tween the two is that the former includes both, direct and indirect correlations
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between a target value and a given lag but the latter only considers the direct
correlations. In other words, the partial autocorrelation shows the relationship
between an observation in a time series with observations at prior time steps
with the relationships of intervening observations removed.

Figure 20 and Figure 21 show the autocorrelation and partial autocorrela-
tion plots for sampling frequencies of 60 minutes and 1 minute respectively.
It should be noted that these plots are for the time-series of maximum values
observed for the given sampling intervals.

(a) Autocorrelation plot (b) Partial autocorrelation plot

Figure 20: Correlation plots for a sampling interval of 60 minutes

Though positive and negative values of correlation imply different types of as-
sociations, the absolute value of correlation is the measure that indicates the
strength of the connection. Larger absolute correlation values imply stronger
relationships.

(a) Autocorrelation plot (b) Partial autocorrelation plot

Figure 21: Correlation plots for a sampling interval of 1 minute

The light blue areas shown in the plots represent a 95% confidence interval,
suggesting that correlation values outside of this area are very likely to represent
a correlation. The lag at zero is not taken into consideration for these plots as
it indicates the correlation of the present value with itself and hence is always
equal to 1.
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It is interesting to note that if all lag variables had shown low or no corre-
lation with the output variable, then this would have suggested that the time
series problem may not be predictable. On the contrary, in both cases, it can
be seen that observations of the maximum load time-series, are correlated with
previous observations. Using these plots to determine the number of lags to use
for a load forecasting model is explained in the following section (see Section
7.2.3).

Date-Time Features
The timestamp from each feature vector is used to extract the hour of the day
and the day of the week as features. Contrary to modelling load in residential
settings, day of the month and a distinction between weekends and weekdays
would not be useful features for TPIs. This is evident from the fact that the
duration of festivals recorded in the collected data have a mean of 5.7 days and
a median of 3.3 days as per Table 3 in Section 6.1.1.

Festival Features
Since the training data comprises data from different festivals, the name of
each festival can also be used as a feature to enable the LMF to distinguish
between different festivals. This feature can be particularly useful for making
more accurate forecasts for a newer edition of a festival that the training model
has already been exposed to.

It should be noted that all aforementioned features are numerical in na-
ture but festival names are categorical in nature. Since most machine learning
techniques, such as those mentioned in Section 3.2.1 require all features to be
numerical, the festival names need to be converted. A common way to convert
categorical features into numerical features is to use one-hot encoding, which
entails converting a column of n possible categories (festival names) into n
binary feature columns, with only one active for a given category.

Whilst this technique could be used to transform the festival names from
the training data into a set of feature columns, the models created would not
scale to accommodate newer festival names. To this end, feature hashing is
used, which entails first creating a pre-defined number of feature columns to
replace the categorical feature column i.e., the festival name column. In order
to map the festival name from each sample in the training and testing data to
one of these columns, a hash function is applied to the festival name string. The
resulting hashed value is used as the column index which is assigned a ‘1’ and
the rest of the columns are assigned a ‘0’ each [42].

Since the hash function might cause collisions between (unrelated) fea-
tures, 512 such feature columns are created. This is a reasonable choice since
512 is sufficiently larger than 20, the number of festivals currently present in
the data (see Section 6.1.1). The feature hashing technique is demonstrated in
Figure 22 whereHF − 1, ..., HF − 512refer to the newly created hashed feature
columns.

50



Figure 22: Demonstration of feature hashing technique for festival names.

Powerzone Features
Since the training data comprises data from different powerzones across differ-
ent festivals, the powerzone attributes (see Table 2) are also used as features to
enable the LMF to distinguish between different types of powerzones.

7.2.3 Implementation of Forecasting Approach

To demonstrate how the forecasting approach explained in Section 7.2.1 works,
the results corresponding to each phase of the approach are shown below.
Though it is useful to forecast both, peak load and base load in real-time, the
approach has only been applied to forecast peak load for the sake of brevity.

Phase 1: Preparing Data
The standard steps for preparing data mentioned in the approach are per-
formed. The sampling interval has to be chosen and thereafter the ‘look-back’
and ‘look-ahead’ times have to be chosen. For this demonstration, a sampling
interval of 1 minute is used with a look-ahead time of 120 minutes i.e., 2 hours.

Figure 21b is used to determine the lags or the look-back time. It shows
that the observations per minute are correlated with at least up to 12 previous
lags. Since 12 minutes is well under the relevant requirement stipulated by the
stakeholder (see Section 4.2), all 12 lag values could be used when developing
the load forecasting model. However, the strengths of each of these correlations
with the exception of the first are lower than the threshold of 0.3 (see Section
7.2.1). Thus, a look-back time of only 1 minute is used.

Phase 2: Choosing Learning Technique and Optimization Strategy
The same SGD regression technique explained in the approach is used without
any changes.

Phase 3: Training

1. Step 1: A LFM is trained using the training dataset. The tuned hyperpa-
rameters are shown in Table 15 (see LFM column under ‘Proposed’).

2. Step 2: The residual time-series is then transformed into a supervised
learning problem. In doing so, the number of lag features to input into
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the RFM are selected using the autocorrelation and partial autocorrelation
plots shown in Figure 23.

(a) Autocorrelation plot (b) Partial autocorrelation plot

Figure 23: Correlation plots for residuals

Figure 23b also shows that only the first lag is highly correlated with the
target load value for the next minute. Hence, a look-back time of 1 minute
is used for the RFM as well.

3. Step 3: A RFM is trained. The tuned hyperparameters are shown in Ta-
ble 15 (see RFM column under ‘Proposed’). Figure 24 shows the expected
residuals and modelled residuals for the training data.

Figure 24: Expected residuals and Modelled residuals for the training dataset.

Phase 4: Testing
The learnt LFM and RFM using the proposed approach are then used to make
forecasts on the testing dataset. The RMSE errors made by these residual-
oblivious and residual-aware forecasts are reported in Table 16.

Figure 25a and Figure 25b show the expected load and forecasted load for
the testing data. The former shows the residual-oblivious forecasts (made
by the LFM only) and the latter shows the residual-aware forecasts (sum of
forecasts made by LFM and RFM).
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(a) Expected load and forecasted load for the testing data using the proposed residual-
oblivious approach

(b) Expected load and forecasted load for the testing data using the residual-aware
approach

Figure 25: Expected load and forecasted load for the testing data.

Evaluation
As mentioned in Section 7.2.1, the persistence technique is used as the bench-
mark for comparison. Thus, for a valid comparisonwith the proposed approach,
a persistence LFM and RFM need to be prepared:

1. LFM: Since a sampling interval of 1 minute is used for this demonstration,
the persistence LFM forecasts the load 2 hours ahead to be the same as the
load observed for the most recent minute. These forecasts made on the
training data by the LFM are compared with the expected load values to
calculate residuals for the RFM.

2. RFM: It should be noted that the residuals calculated using the persis-
tence LFM are different from the residuals calculated from the proposed
approach. Thus, these residuals need to be modelled as well to make the
persistence approach residual-aware. To this end, the residual time-series
is transformed into a supervised learning problem. In doing so, the
number of lag features to input into the RFM are selected using the
autocorrelation and partial autocorrelation plots but these are omitted
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here for brevity.

Only the first lag is chosen for the same reasons given when making this
decision for the proposed approach. A RFM is then trained and the tuned
hyperparameters are shown in Table 15 (see RFM column under ‘Persis-
tence’).

Table 15: Tuned hyperparameters for the proposed and persistence approaches.

Hyperparameter Proposed Persistence
LFM RFM RFM

Loss Squared Squared Squared epsilon insensitive
Penalty L1 L1 L2

Learning rate Invscaling Constant Constant
Threshold 0.82 0.55 0.22

Regularization constant 1.00e-06 1.00e-05 1.00e-05

Finally, the LFM and learnt RFM of the persistence approach are then used to
make forecasts on the testing dataset. The RMSE errorsmade by these residual-
oblivious and residual-aware persistence forecasts are reported in Table 16.

Table 16: RMSE errors of residual-oblivious and residual-aware versions and improvement
gained by using the latter for both, the persistence approach and proposed approach.

LFM LFM + RFM Improvement
Persistence 13.48 5.51 59.12%
Proposed 13.02 5.12 60.68%

Using Equation 7, both the persistence approach and proposed approach
are evaluated, independent of each other. As a result, the improvement
obtained as a result of using a residual-aware forecast as opposed to a residual-
oblivious forecast for each approach is reported in Table 16 (see ‘Improvement’).

Next, to validate the usefulness of the residual-aware version of the pro-
posed approach, two improvement metrics are calculated using Equation
8:

1. Improvement over residual-oblivious persistence

13.48− 5.12

13.48
∗ 100 = 62.02% (9)

2. Improvement over residual-aware persistence

5.51− 5.12

5.51
∗ 100 = 7.08% (10)

The following can be concluded from the evaluation results:
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1. For both, the persistence approach and the proposed approach, incorpo-
rating a RFM i.e., making the approach residual-aware considerably re-
duces the forecasting error.

2. The proposed residual-aware approach:

(a) Yields a significantly less error than the naive or residual-oblivious
persistence approach.

(b) Yields a less error than the residual-aware persistence approach but
not by a significant margin. This is expected since both residual-
aware approaches are being compared i.e., both, the proposed and
persistence residual-aware approach employ machine learning to
model the residuals. Thus, this difference in forecasting error is pri-
marily attributed to the naive LFM of the persistence approach.

7.2.4 Forecasting Experiments

Some forecasting experiments are run with both, the proposed approach and
persistence approach using different configurations of variables to determine
their effect on forecasting accuracy.

Forecasting Using Different Sampling Intervals
To determine the effect of changing sampling intervals on the accuracy of load
forecasting, the forecasting approach is implemented using different sampling
frequencies and a fixed look-ahead time of 2 hours.

The forecasting results using both, the proposed approach and the persis-
tence approach are summarized in Table 17a and Table 17b for sampling
intervals of 15 minutes and 60 minutes respectively. For both settings, the first
lag is chosen for look-back time. The tuned hyperparameters for each setting
have been omitted for brevity.

LFM LFM + RFM Improvement
Persistence 14.37 8.32 42.10%
Proposed 13.89 7.41 46.65%

(a) Sampling interval: 15 minutes

LFM LFM + RFM Improvement
Persistence 15.06 12.42 17.53%
Proposed 14.38 10.82 24.76%

(b) Sampling interval: 60 minutes

Table 17: RMSE errors of residual-oblivious and residual-aware versions and improvement
gained by using the latter for both, the persistence approach and proposed approach.

Comparing the RMSE errors obtained using the residual-aware version of the
proposed approach (see highlighted cells in Table 16 and Table 17), it is clear
that the forecasting error increases as the sampling interval is increased.
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Finally, the improvement gained by using the residual-aware version of
the proposed approach over the residual-oblivious and residual-aware versions
of the persistence approach for different time intervals is reported in Table
18. These results reveal that the improvement over the residual-oblivious
persistence decreases with an increase in sampling interval. On the other hand,
improvement over the residual-aware persistence increases with an increase in
sampling interval.

1 min 15 mins 60 mins
Residual-oblivious 62.02% 48.43% 28.15%
Residual-aware 7.08% 10.94% 12.88%

Table 18: Improvement gained by using the residual-aware version of the proposed approach
over the residual-oblivious and residual-aware versions of the persistence approach.

Forecasting using Different Look-Ahead Times
To determine the effect of changing look-ahead times on the accuracy of load
forecasting, the forecasting approach is implemented using different look-
ahead times and a fixed sampling interval of 15 minutes.

The forecasting results using both, the proposed approach and the persis-
tence approach for look-ahead times of 4 hours, 6 hours and 12 hours are
summarized in Table 19.

LFM LFM + RFM Improvement
Persistence 22.06 8.76 60.29%
Proposed 20.40 7.23 64.56%

(a) 4 hours

LFM LFM + RFM Improvement
Persistence 28.70 9.02 68.57%
Proposed 24.77 6.94 71.98%

(b) 6 hours

LFM LFM + RFM Improvement
Persistence 39.20 9.71 75.23%
Proposed 29.94 6.84 77.15%

(c) 12 hours

Table 19: RMSE errors of residual-oblivious and residual-aware versions and improvement
gained by using the latter for both, the persistence approach and proposed approach.

The results reveal the positive impact of modelling the residuals. In particular,
as the look-ahead time is increased, the residual-oblivious forecasting errors
continue to increase. However, the residual-aware forecasting errors are
somewhat constant. This implies that the residual-aware versions of both
approaches can successfully be used to make forecasts for several hours ahead
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in time, and this is desirable for TPIs.

The improvement gained by using the residual-aware version of the pro-
posed approach over the residual-oblivious and residual-aware versions of the
persistence approach for different look-ahead times is reported in Table 20. The
results show that the improvement over both, residual-oblivious persistence
and residual-aware persistence increases despite increasing the look-ahead
time.

2 hours 4 hours 6 hours 12 hours
Residual-oblivious 48.43% 67.23% 75.82% 82.55%
Residual-aware 10.94% 17.47% 23.06% 29.56%

Table 20: Improvement gained by using the residual-aware version of the proposed approach
over the residual-oblivious and residual-aware versions of the persistence approach.

Forecasting using Different Clusters
The proposed approach is implemented separately for each cluster that resulted
from the Pre-Event forecasting approach (see Section 7.1). For this experiment,
the sampling interval and look-ahead time are fixed at 15 minutes and 2 hours
respectively.

The RMSE forecasting errors obtained for the residual-oblivious and residual-
aware versions of both, the persistence approach and the proposed approach
are reported in Table 21.

LFM LFM + RFM
Cluster 1 11.74 9.18
Cluster 2 13.03 6.68
Cluster 3 12.68 8.83
Cluster 4 16.86 7.96
Cluster 5 9.92 5.84
Cluster 6 16.00 10.19
Cluster 7 9.78 5.32

(a) Persistence approach

LFM LFM + RFM
Cluster 1 10.90 7.96
Cluster 2 12.62 5.48
Cluster 3 12.46 7.26
Cluster 4 16.48 7.22
Cluster 5 9.77 4.47
Cluster 6 14.83 8.59
Cluster 7 9.40 4.53

(b) Proposed approach

Table 21: RMSE errors of residual-oblivious and residual-aware versions for both, the persis-
tence approach and proposed approach per cluster.

Using the number of powerzones assigned to each cluster, a weighted average of
the RMSE errors is calculated for the residual-aware version of each approach
and then compared with the corresponding RMSE errors obtained when sepa-
rate models were not considered:

• RMSE weighted average for persistence approach:
(8∗9.18)+(12∗6.68)+(23∗8.83)+(19∗7.96)+(10∗5.84)+(9∗10.19)+(9∗5.32)

90
= 7.84 (11)

• RMSE weighted average for proposed approach:
(8∗7.96)+(12∗5.48)+(23∗7.26)+(19∗7.22)+(10∗4.47)+(9∗8.59)+(9∗4.53)

90
= 6.63 (12)
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– Improvement over RMSEweighted average for persistence approach:

7.84− 6.63

7.84
∗ 100 = 15.43% (13)

– Improvement by using separate models per cluster (see Table 17a):

7.41− 6.63

7.41
∗ 100 = 10.53% (14)

The following is concluded from these results:

1. As already seen in previous experiments, the proposed approach outper-
forms the persistence approach.

2. The forecasting error is reduced considerably if separate models are cre-
ated for each cluster of powerzones as opposed to using a single model for
all powerzones.

The expected load and forecasted load for each cluster using the residual-aware
version of the proposed approach are shown in Figure 26.

(a) Cluster 1

(b) Cluster 2

(c) Cluster 3
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(d) Cluster 4

(e) Cluster 5

(f) Cluster 6

(g) Cluster 7

Figure 26: Load forecasting results for each cluster using the proposed approach.
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8 Summary and Discussion
This thesis work is driven by the need to make TPIs more efficient and sustain-
able by bridging the mismatch between the demand and supply of power. To do
so, two approaches to accurately model and forecast load using machine learn-
ing are proposed:

1. APre-Event forecasting approach to forecast load prior to deploying a TPI;

2. A Real-Time forecasting approach to forecast load whilst a TPI is opera-
tional.

Some reflections and discussion on the research methodology and development
model used, the results obtained, implications of the results, and opportunities
for future work are presented below.

8.1 Methodology
Prior to conducting any experiments with the data, first a comprehensive
literature review is conducted to develop a good understanding of TPIs and load
forecasting. In doing so, challenges of load forecasting in TPIs are identified.
As a result, the research question is formulated and a second literature review
of load forecasting techniques and approaches is done.

An iterative development model is used which enables regular communi-
cation with and sufficient opportunities to receive feedback on the development
work from the stakeholder. By doing so, it is ensured that the forecasting ap-
proaches proposed are not only in line with the requirements and expectation
of the stakeholder but also that they are easy-to-implement and scalable. This
development model also helped plan tasks that are achievable being mindful of
constraints on time and resources.

The data analysis method chosen entails alternating between analysing
data from different perspectives and creating forecasting models. The benefit
of using this method is particularly evident from the use of clustering of power-
zones first in the data exploration stage and then using these results to develop
a Pre-Event forecasting approach.

Similarly, experimenting with the different filters of the interactive visual-
ization dashboard not only provides valuable insights of the hourly and daily
load behaviour but also motivates the feature engineering process for the
Real-Time forecasting approach. For instance, visualizing different powerzones
reveals the considerable differences across powerzones thereby motivating the
need to use the powerzone attributes also as features for real-time forecasting.

8.2 Results
A summary of the two machine learning approaches presented in this thesis
along with the results obtained are presented below.
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Pre-Event Forecasting
The proposed approach for Pre-Event forecasting entails first using unsu-
pervised learning to assign powerzones to distinct groups and then using
supervised learning to model the relationship between powerzone attributes
and cluster labels.

Clustering is performed separately for different sets of input features. Sil-
houette coefficients are reported to measure the quality of the resulting
clusters. The coefficients obtained for different input features are not consid-
erably different but the implications are different. In particular, the clustering
results obtained by using the powerzone attributes as features only inform the
stakeholder sets of powerzones which are similar to each other and different
to others. In other words, this clustering does not reveal anything about the
output load. On the contrary, the clustering results using each of hourly peak
load and hourly base load provide more insight into the load pattern of each
cluster.

It is also interesting to compare the clustering results for hourly peak load
with those for hourly base load. It is observed that the highest Silhouette
coefficient for the peak load is obtained when 3 clusters are chosen but the
coefficient for 2 clusters and 4 clusters are also similar. On the contrary, the
highest Silhouette coefficient for base (mean) load is obtained when 2 clusters
are chosen with coefficients for other number of clusters smaller. This indicates
that the hourly peak load shows more variability than the hourly base load, and
this is evident in the clustering plots as well.

Prior to deploying a powerzone, a vector of binary attributes that describe
it is available. This vector is used as the input to a classifier, which outputs a
cluster label that the powerzone is likely to belong to. Excellent classification
results are obtained if only powerzone attributes are used as clustering features
but the classification results obtained if only hourly load features are used are
not reasonable.

Therefore, this motivates the need to perform clustering using a combina-
tion of hourly load and powerzone attributes as features. 12 (2-hourly) load
features and 9 powerzone attribute features are used and consequently the clas-
sification accuracies using this clustering are very high. Whilst this approach
successfully and reliably classifies a new powerzone to one of a chosen number
of pre-defined clusters, it must be admitted that some of the clusters obtained
using this approach show high intra-cluster variability, as evident from the
cluster plots.

Real-Time Forecasting
The proposed approach for Real-Time forecasting entails reframing time-series
data into a supervised learning task for very short-term load forecasting. A
comprehensive 4-tier approach is presented which entails preparing data,
choosing learning model and optimization strategy, training (modelling), and
testing (forecasting). Once the forecasting approach is implemented, it is
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evaluated and compared with the performance of the persistence benchmark
technique.

The implementation of the proposed approach is demonstrated using SGD
regression (linear regression technique with a SGD strategy). Whilst only linear
regression is used in this thesis, SGD can be used with other learning techniques
such as Neural Networks, which are likely to yield lower forecasting errors
but are computationally more expensive. Amongst the benefits of the SGD
strategy is that it not only scales very well as data size increases but it also can
be used to continuously learn even during a TPI is operational. In other words,
the learnt model can adapt well to changing trends in real-time. Scalability
is also kept in mind by using feature hashing instead of one-hot encoding
when converting categorical features into numerical features. This would allow
themodel to accommodate newer festivals without having to re-train themodel.

Two versions of the proposed approach are presented - residual-oblivious
and residual-aware. The residual-oblivious refers to using the SGD regression
technique to learn a model with the training dataset and then using it to make
forecasts on the testing dataset. The residual-aware modifies this version by
also learning a model using the residuals on the training dataset. For the
comparison between the proposed approach and persistence approach to be
valid, a residual-aware version is presented for the persistence technique aswell.

The forecasting results reveal that for both, the persistence approach and
the proposed approach, making them residual-aware considerably reduces the
forecasting error. The proposed residual-aware approach is then compared
with the benchmark persistence approach. The results show noteworthy
reductions in forecasting error over both versions of the persistence approach.

Some forecasting experiments are run with the proposed approach using
different configurations of variables. Forecasting using different sampling
intervals or streaming frequencies reveals that increasing the streaming inter-
val increases forecasting error. However, the stakeholder can choose to save
bandwidth by pushing data to a server in real-time with a lower frequency at the
expense of a measurable rise in forecasting error. Forecasting using different
time scales reveals that increasing the look-ahead time for forecasting also
increases the forecasting error for residual-oblivious approaches. However,
by modelling residuals, the residual-aware approaches are successfully able to
maintain a roughly constant forecasting error despite increasing the look-ahead
time.

Finally, an experiment is performed to follow the proposed approach sep-
arately for each cluster that resulted from the Pre-Event forecasting approach.
The results reveal that the forecasting error is reduced if separate models are
created for each cluster as opposed to using a single model for all powerzones.
This is a very interesting result as it combines the two machine learning
approaches proposed in the thesis to yield an overall improvement.
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8.3 Implications
Pre-Event Forecasting
At the time of writing, the stakeholder is only available to suggest a more effi-
cient power provisioning plan prior to setting up a TPI if detailed information
about the appliances present in the different powerzones of a TPI or if previ-
ously monitored load data is available. The proposed Pre-Event forecasting
approach enables efficient power provisioning by simply using a vector of
binary attributes for each powerzone as input, which are always available.

In practice, TPIs are typically powered by diesel generators that are over-
sized and consequently, operate at low inefficient load levels. By knowing
beforehand the load pattern or behaviour a powerzone is likely to exhibit, the
sizing of primary and backup generators, and power generation planning can be
optimized thereby improving system efficiency. Consequently, less fuel usage
and costs would be reduced.

Real-Time Forecasting
At the time of writing, the stakeholder provides transparency of power con-
sumption at a TPI in real-time by displaying the monitored load in real-time
via an online dashboard as it is streamed to a server. The proposed real-time
forecasting approach takes advantage of this stream of data to forecast load two
hours or more ahead in time. Real-time forecasts can be particularly useful for
TPIs with primary and backup generators of different sizes. For instance, if
the load is observed and forecasted to be significantly lower than the capacity
of the generator running, it could be advised to switch to a smaller generator
until the demand rises. In other words, the power supply can be adjusted based
on the demand thereby bridging the gap between demand and supply thereby
improving system reliability.

Since the mean errors of the models are also reported, they should be taken into
consideration when making decisions to switch power supplies. Accounting for
this margin of error is essential to ensure there are no power outages. In fact,
the ability to accurately forecast load in real-time will enable the stakeholder
to convince all concerned parties prior to setting up a TPI to considerably and
appropriately reduce the size of generators. This is because any high surges of
power could be forecasted before they occur and corresponding steps could be
taken to cater to them.

8.4 Future Work
A step-by-step approach to load forecasting in TPIs is proposed in this thesis.
It is hoped that the results and documentation of this work will serve as a
reference point for proposing further improvements and alternative solutions.

It should be recalled that only load data monitored at festivals is used in
this thesis and thus the forecasting results reported are representative of the
specific data used. However, the forecasting approaches proposed are general
and expected to also be applied to load datasets from other TPIs. It would be
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interesting to apply the same approaches to develop models based on more
data monitored at different TPIs.

It is also important to mention that the TPIs considered in this thesis are
powered by diesel generators. Whilst these generators are the current sta-
tus quo in TPIs, there exist other power generation methods such as solar
power and wind power, which are increasingly becoming more common.
Thus, a logical extension of this work is to incorporate meteorological data in
the forecasting approach to determine the usefulness of alternate power sources.

Pre-Event Forecasting
To group powerzones into different clusters, the k-means algorithm is used
in this thesis. There exist a wide array of clustering algorithms (e.g., spectral
clustering) and it would be interesting to apply a different algorithm with
the aim of improving the results. Thereafter, using the attributes of a new
powerzone to classify it to one of the pre-defined clusters, logistic regression,
support vector machine and amultilayer perceptron are used. Other alternative
classification algorithms such as k-nearest neighbours could also be used to
attempt to reduce the classification loss function.

The clusters to which a new powerzone may be assigned to reveal the most
likely load pattern to expect. However, this pattern is either relative to the peak
load or to the base load. Naturally, as a next step, it would be very meaningful
to also forecast load metrics (peak load and base load) prior to setting up a TPI.
By doing so, the relative load patterns could be transformed into patterns with
absolute load values. Since TPIs are expected to be described by not weather
variables but the electrical equipment that make up the TPIs, the stakeholder
could collect information about electrical equipment. Consequently, a model
could be developed to use the the power ratings of the electrical equipment as
inputs to forecast load metrics.

Real-Time Forecasting
In this thesis, for the Real-Time load forecasting approach, only linear re-
gression with different loss functions is considered. There exist a wide array
of supervised learning regression techniques and it is likely that non-linear
techniques such as Feedback Neural Networks could reduce forecasting error.
However, it should be noted that non-linear techniques can be computationally
much more expensive, particularly when data is sampled every minute. If
high computational resources are available, Deep Learning techniques such
as Convolutional Neural Networks and Recurrent Neural Networks could be
experimented with as well.

By forecasting load accurately ahead of time in real-time, the supply of
power can be adjusted to closely follow the demand. This can be done, for
instance, by temporarily switching to a generator of low capacity if a low load
trend is forecasted. Whilst such management of power can be manually done,
it is very useful, particularly with the rise of smart grids, to develop systems
which automatically handle such adjustments in demand and supply.
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