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Summary

Model predictive energy management of hybrid electric
vehicles with multiple states and switching decisions

Heavy duty road transportation accounts for 7% of the global energy consump-
tion. Hybrid electric vehicles (HEV’s) improve the energy efficiency of heavy
duty vehicles, thereby reducing CO2 emissions and the operational cost in the
transport sector. The HEV has additional control freedom due to the combina-
tion of electrical and engine propulsion. The energy management system (EMS)
is an on-board control system, exploiting this control freedom, to minimize the
energy consumption, subject to the constraints of the system dynamics, physical
operational limits and driving comfort.

Many systems on the vehicle, e.g. engine and battery, influence the energy
efficiency and by taking more systems into account, e.g. gearbox and exhaust af-
tertreatment systems, the vehicle efficiency can be further improved, at the cost
of an increasing complexity of the EMS. Not only the number of systems, but
also the non-linearities in the system, the presence of constraints and switching
dynamics increase that complexity. The optimal energy efficiency can be cal-
culated, by using information of the route ahead, to plan the use of the energy
buffers on the vehicle. With the availability of map based GPS systems on the
HEV, the future energy demand of the route ahead can be estimated, which is
referred to as the preview information.

State of the art EMS’s use heuristics to control the vehicle. Albeit computa-
tionally efficient, the calibration effort is large for increasingly complex systems,
especially when preview information is to be included and fuel optimality must
be guaranteed. Model predictive control reduces the calibration effort, by shift-
ing the complexity to the modeling of the vehicle system, and generating an
EMS from these models. In this work several methods are researched for the
design and implementation of a model predictive EMS for the HEV, providing
energy optimal operation. The heavy duty HEV consists of a full parallel hybrid
driveline with four discrete hybrid modes, a 12-gear automated transmission and
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an exhaust after treatment system containing a Diesel particulate filter (DPF),
which are all controlled by the EMS.

The EMS combines optimal control techniques to ensure high fuel efficiency.
To deal with switching decisions, such as the hybrid driving mode selection and
gear selection, direct optimization (using explicit hybrid model predictive con-
trol), indirect optimization (using the Pontryagin’s minimum principle (PMP))
and Dynamic Programming are implemented for real-time operation. To deal
with the multiple states, additional PMP conditions are found to efficiently cal-
culate the solution, taking into account the state constraints on e.g. the battery
energy and engine temperature, with the corresponding jumps in the Lagrange
multiplier and non-unique (singular) solutions, caused by the switching behavior
in the model. For the control problem with more than two states, a multi-level
control hierarchy is used to reduce the computational complexity, in which each
subproblem is solved with optimal control. No single optimization method is
found for all problems, however, by partitioning the EMS, a suitable algorithm
is found for each subproblem.

All control models of the vehicle system are validated with measurement
data. In a high fidelity simulation the EMS shows 7.0% fuel and CO2 reduction,
compared to a conventional heavy duty vehicle. Real-world validation is per-
formed on a DAF XF105 heavy duty parallel hybrid truck, showing the viability
of the implemented model predictive EMS using preview information.
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Chapter 1

Introduction

The Energy Management System (EMS) of a hybrid electric vehicle is a control
system influencing the energy flows on a vehicle, with the aim of minimizing
fuel and thereby CO2. The EMS takes information from the vehicle (e.g. status
of the engine) and environment (e.g. geographic position) and processes that
information to real-time actions for subsystems on the vehicle (e.g. engine,
gearbox). This chapter explains the reasons for the development of the EMS
and how this research contributes.

1.1 CO2 in transportation

The transport sector has more than doubled its energy consumption over the
last 50 years [80] and currently accounts for 25% of the worlds energy con-
sumption [17], while it continues to grow. The success of transport also brings
concerns, as the sector consumes large amounts of fossil fuels, generating harm-
ful emissions, such as carbon dioxide (CO2). CO2 is, after water vapor, the main
green house gas, resulting in global warming. To reduce global warming, 195
countries committed itself in the Paris Agreement, to realize a 80% reduction of
CO2 in the year 2050 (baseline 1995), resulting in a more climate friendly and
less energy-consuming economy. For the transport sector, the European Com-
mission distilled a roadmap, aiming at 60% CO2 emission reduction in 2050 [16].
This roadmap has set the following priority areas for action:

• Move towards zero-emission vehicles. Electric vehicles can provide zero-
emission transportation in combination with clean generation of the elec-
tricity by e.g. solar or wind. However, additional energy sources will be
needed, as battery electric vehicles are not yet feasible for all means of



1

i
i

“thesis˙VvR” — 2017/11/20 — 17:34 — page 2 — #12 i
i

i
i

i
i

2 Introduction

transportation. A mix of battery-, fuel cell-, range-extender- and hybrid-
electric vehicles will co-exist, with increasing electrification towards 2050
[48].

• Deployment of low-emission alternative energy sources. By using biofuels,
hydrogen and renewable synthetic fuels, together with improved energy
conversion in combustion engines and fuel cells, CO2 emissions can be
reduced.

• Increase the efficiency of the transportation system. By shifting trans-
portation towards transport modalities with lower specific CO2 emissions,
such as rail and water, efficiency can be improved, see Table 1.1. Cur-
rently, road transportation is with 74% the largest CO2 contributor in the
transport sector. Limitations in the infrastructure, together with a grow-
ing demand in faster transportation, prevents a large modal shift from
road to the, more efficient, rail and water modalities. Therefore we have
to rely on improving the efficiency of road transportation itself to signif-
icantly reduce CO2 in this sector [80]. Intelligent transportation systems
will improve the efficient use of the road network, whereas powertrain de-
velopments, improve the efficiency of the vehicle itself.

Table 1.1. CO2 efficiency per transport modality [46] [16] in Europe.
Note that freight units are per 1000 kg, while persons are per 80 kg.
While road transportation is not the most efficient, it is with 74% the
most used means of transportation, both for freight and persons. For all
modalities large scale transportation is the most efficient, such as bulk
carriers, road trains, coaches and jet airliners, that carry large freight and
many persons over large distances.

modality transport CO2 freight person
[%] [g CO2 / t km] [g CO2 / km]

road 74 70..250 20..250
air 13 400..1000 100..400

water 12 2..45 60..250
rail 2 8..60 5..20

As a consequence, large CO2 reductions have to be realized by the transport
sector, next 30 years. In this research the focus is on heavy duty vehicles (HDVs),
which account for 7% of the global CO2 emissions. Electrification of the drive
train increases the CO2 efficiency, but full electrification is not yet feasible, due
to the limited energy density and high cost of the battery. A large improvement
can already be made with hybrid electric vehicles, which combine the conven-
tional combustion engine with electrical propulsion and energy recovery. Hybrid
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1.1 CO2 in transportation 3

Fig. 1.1. Hybrid heavy duty XF 105 prototype truck, used as develop-
ment platform for energy management systems.

electric technology has a fuel reduction potential of 4% to 10% for heavy duty
long haul application [95], [29], [94]. While 95% of the fuels used for propulsion
are diesel and petrol, this is equivalent to 4% to 10% CO2 reduction. Alterna-
tive low-emission fuels, e.g. biofuel or hydrogen can further improve the CO2

balance. Furthermore, the cost of fuel has a significant 25%-35% contribution in
the operational cost of a HDV, approximately 0.3 Euro per kilometer [54], and
with the ongoing decreasing cost of battery technology [59], the payback time is
less than 6 years [26]. Together with an energy management system that realizes
the maximum fuel reduction potential at all times, hybrid electric vehicles result
in a more climate friendly and less energy-consuming economy.

The HTAS project Hybrid Innovations for Trucks investigates the applica-
bility of hybrid technology, in which a prototype heavy duty hybrid truck is
developed by DAF Trucks NV in cooperation with Eindhoven University of Tech-
nology, Heliox and SKF (Fig. 1.1). The research in this dissertation has been
carried out as part of this project. The research in [11], [64] and [79] are also a
result of this project.
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CE

MG

GB VHCL1

CL2

RDFT

BT

DOC 
DPF SCR ENV

UR

energy flow
continuous control
discrete control

Fig. 1.2. Topology of the parallel Hybrid Electric Vehicle with its control-
lable subsystems, consisting of fueltank (FT), combustion engine (CE),
clutches (CL1, CL2), gearbox (GB), vehicle (VH), road load (RD), mo-
tor/generator (MG), battery (BT), diesel oxidation catalyst with diesel
particulate filter (DOC, DPF), selective catalytic reductor (SCR), ureum
tank (UR) and environment (ENV). The subsystems in grey are part of
the vehicle system, however, they are not covered in this work.

1.2 Hybridization and control

The energy management system (EMS) controls the energy flows of a hybrid
electric vehicle. Ideally, this EMS has control over all energy relevant subsys-
tems, and minimizes the fuel consumption and thereby CO2 emissions. The
complexity to design such EMS, depends on several aspects, such as the amount
of subsystems containing energy buffers, the type of interaction between the sub-
systems, the influence of the environment (disturbances), and the availability of
a method, able to process the system information into actions to control the
hybrid system. The following sections elaborate on those aspects, for the heavy
duty hybrid electric vehicle.

1.2.1 Topology of the hybrid electric vehicle

For heavy duty applications, the parallel hybrid topology is selected, as it com-
bines the advantages of a conventional vehicle (i.e. a high mechanical efficient
from the internal combustion engine to the wheels) with the advantages of en-
ergy recuperation using the electrical subsystem. The hybrid electric vehicle
system under consideration is schematically depicted in Fig. 1.2. The internal
combustion engine (CE) converts fuel from the fuel tank (FT) to mechanical
power, where the clutch (CL1) and gearbox (GB) control the driveline speed
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1.2 Hybridization and control 5

for the vehicle (VH), dependent on the vehicle speed and road load (RD). The
hybrid vehicle adds a secondary power source to the driveline, consisting of a
motor/generator (MG), which buffers energy in the battery (BT) and is me-
chanically connected to the driveline through an additional clutch (CL2). For
emission control, the hot exhaust gasses from the CE can be additionally heated
by oxidizing fuel in the diesel oxidation catalyst (DOC), aiding soot reduction
in the diesel particulate filter (DPF). The selective catalytic reductor (SCR)
further reduces emissions (NOx) with the reagent urea (UR), before the gasses
are released into the environment. The output power of the CE and MG have
continuous control, while the CL1, CL2, GB and DOC have discrete modes to
control.

1.2.2 Energy buffers on the vehicle

The hybrid electric vehicle is a large dynamic system, containing several buffers
from multiple domains:

• mechanical, e.g. the vehicle mass as a kinetic and potential energy buffer,

• electrical, e.g. the battery energy storage,

• thermal, e.g. the engine and aftertreatment (DOC, DPF, SCR) thermal
mass,

all having a different size. As an indication of the energy differences, Table 1.2
lists the physical range of several buffers, normalized to 1 kWh (3.6 MJ).

Table 1.2. Comparing the physical range of energy buffers on a 40 ton
HEV, driving at 80 km/h, normalized to 1 kWh=3.6 MJ. (∗ assuming a
diesel energy density of 36 MJ/l, converted to mechanical energy in the
CE at 40% efficiency)

physical range
for 1 kWh

buffer: kinetic energy 16 km/h
potential energy 9 m
battery (4 kWh) [95] 25 %
engine thermal 6 K
DOC+DPF thermal 180 K
SCR thermal 180 K
fuel energy ∗ 0.25 l

loss: aero 1.9 km
roll 2.3 km
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One can observe that the battery size is relatively small with respect to the
potential and kinetic energy, as only four deceleration events of 16 km/h, or 36
m height difference, fit into the battery. The combined drag losses show, that
approximately 4 km can be driven electrically with a full battery, at constant
speed. On the other hand, approximately 4000 km can be driven on a typical
fuel tank of 1000 liters, showing the enormous energy content of liquid fuel. The
thermal buffers DOC and DPF, SCR are in the same order of magnitude as the
battery, with the engine thermal buffer being even larger, however, their energy
content is typically not directly convertible to mechanical energy, which limits
the ability to buffer energy. The largest buffers are expected to have the largest
influence on the energy consumption and are included in this research. Several
other buffers are present on the vehicle, e.g. the compressed air tanks and the
cabin thermal mass, however, they are an order of magnitude smaller and are for
simplicity not listed in the table. Limits on non-CO2 emissions, like NOx and
particles can also be considered as a (constrained) buffer, and much progress has
been made for the subsystems CE and SCR [99], however, emission control is
not part of this research.

In controlling the hybrid electric vehicle, the energy flow from one buffer,
influences the energy flow to another, e.g.:

• accelerating the vehicle increases kinetic energy, while decreasing the fuel
level,

• electrical braking of the vehicle decreases kinetic or potential energy, while
increasing the battery level,

• charging the battery with the engine, increases the battery level and engine
temperature, while decreasing the fuel level.

• heating the DOC consumes fuel, while increasing the temperature of the
aftertreatment system.

The size of the buffer, combined with limitations on the energy flow to/from the
buffer, cause differences in the timescale of the subsystem dynamics. In Fig. 1.3
the typical timescale is indicated for the buffers and the decision variables used
in this work, showing a range from fractions-of-a-second to hours. An EMS will
be needed, that takes those timescale differences into account.

1.2.3 Energy management system: solving trade-offs

The largest control difference between a hybrid and a non-hybrid vehicle is the
additional degree of freedom: traction can be delivered from a primary source
(CE) or a secondary source (MG), or both. The energy management system
(EMS) exploits the control freedom to optimize the fuel consumption, in this
topology using six decision variables: power output of the CE, power output of
the MG, position of CL1, position of CL2, selection of gear and regeneration of
the DPF. Some decisions are, however, in conflict with each other, e.g.:
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Fig. 1.3. Example of the difference in timescale of system dynamics on
a hybrid electric vehicle, during engine warmup [94]. While power split
decisions are taken several times per second, the battery (BT) energy takes
minutes to reach its limits, where the engine (CE) temperature reaches
its nominal temperature in the order of half an hour. A reference is given
to the respective chapters.

• The combined output power of the CE and MG determine the speed of the
vehicle. Driving slower saves fuel, but increases travel time and is often
constrained by the environment (traffic). Speed is controlled by the driver
(acceleration pedal) or by an energy management function like predictive
cruise control.

• With the clutches, power sources can be decoupled from the driveline,
which reduces friction losses. Decoupling, however, reduces the control
freedom and frequent coupling/decoupling should be avoided for comfort
and wear.

• With gear selection the efficiency of the power sources is improved when
higher gears are selected. The available traction power at low rotational
speeds, however, limit the selection of higher gears. Frequent switching
should be avoided for comfort and wear.

• Brake energy should be recuperated with the MG and stored in the energy
constrained battery. Maximum recuperation is possible with an empty
battery. The most efficient BT energy use involves MG-only driving, which
is, however, not possible with an empty battery.

• A cold CE has lubricants with high viscosity, thus high friction, reducing
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8 Introduction

the fuel economy. MG-only driving eliminates those friction losses, but
also prevents the CE to warm, thereby preventing the reduction of the
friction losses.

• The DPF clogs with filtered soot particles over time, which increases the
exhaust back pressure and thus reduces CE efficiency. The DPF can be
cleaned from the filtered soot by heating the DPF, with oxidizing fuel in
the DOC. This, however, is also at a fuel cost.

For optimal fuel efficiency, the EMS has to take all interactions between the
subsystems into account, leading to a computationally large optimization prob-
lem. However, as not all interactions are equally strong, smart partitioning of
the large problem into decoupled, smaller subproblems, can reduce the compu-
tational complexity, without reducing the fuel optimality too much.

1.2.4 Preview: predicting the future

The environment of the vehicle is influencing the behavior of the vehicle. Know-
ing this external influence, or disturbance, improves the planning of efficient use
of the energy buffers. The largest disturbance acting on the vehicle, is the road
load, which varies significantly due to changes in road slope and variation in
speed. With a driver controlling the vehicle, it is hard to predict the road load,
especially for passenger cars, where speed and acceleration are heavily dependent
on the direct environment (other vehicles, traffic) and the aggressiveness of the
driver. For that reason, many researchers rely on feedback, tuning or learning
mechanisms to correct for not a-priori knowing the road load [74], [76], [12].

Long-haul heavy duty vehicles are typically better behaved: driving mostly
with speed control systems like cruise control, vehicle speed can be accurately
predicted. Adding speed limit information further improves the speed prediction.
With the availability of map based GPS systems, the slope and speed limits of the
road ahead can be used to predict the energy consumption of the vehicle along
its route. When the size of the buffer is limited (e.g. the battery), using preview
information has clear fuel benefits over systems that only use information from
the past [4], [95], [31].

In the near future, additional information of the environment, such as other
vehicles positions, speed calming objects, road and weather conditions, will be-
come available on the vehicle, as additional sensing (e.g. radar, lidar, sonar), and
additional communication (vehicle to environment (V2x)), and infrastructure-
to-vehicle (V2x)) will be common. With the information from those sources, the
allocation of the buffers can be further improved.

1.2.5 Model based control

Since the ’80s, the vehicle is equipped with a growing number of control sys-
tems, such as ABS, traction control, cruise control, climate control, adaptive
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Fig. 1.4. Exponentially growing complexity in automotive software, both
in number of calibratable parameters as in necessary computing power
[15].

lighting, etc. As a result, automotive software contains many controllers with
multi-dimensional and, often complicated, tables of parameters. Calibration of
those parameters can be time-consuming, necessitating expensive test-time. The
exponential growth of the amount of calibration parameters, see Fig. 1.4, will
pose severe challenges in the development process and will continue to grow with
further electrification of the vehicle.

Model based control strategies include system information into the devel-
opment process with a model, thereby reducing the number of calibration pa-
rameters. Various types of models can be used, e.g. data driven, empirical or
physical models, dependent on the process to model. In calibration, physical
models are advantageous, as the parameters are interpretable by the engineer,
which facilitates estimation and tuning of the parameters [53]. With models
available, optimization can be performed, which further reduces the number of
freely calibratable parameters. Several levels of model based control strategies
can be identified, dependent on the place of the model and the optimization in
the process:

• Model based (control) calibration: given the controller, models of the sys-
tem are used to optimize the free parameters. The resulting parameters
are deployed to the real-time platform. Most often the models are static,
e.g. for optimizing the emission forming in engines [60].

• Model based (control) design: models of the system are used to design,
optimize, simulate and analyse the controller. The controller is then de-
ployed to the real-time platform. This is the defacto standard in the control
community, e.g. loop shaping and H∞ control.

• Model predictive control (MPC): models are an integral part of the con-
troller. They are used to predict the result of an action and the con-
troller optimizes its actions in an iterative way, thereby anticipating future
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10 Introduction

events. This makes MPC particularly suitable to incorporate preview in-
formation. The real-time platform performs the optimization of the pre-
diction each sample, and implements the first action. The next sample
the process repeats with new measurements, thereby providing a feedback
mechanism [45].

Optimization is a computationally expensive procedure, which classically is per-
formed off-line, on large computer systems. With the continuing miniaturisa-
tion in the semi conductor industry, more powerful processors are now available,
that make on-line optimization feasible, enabling MPC for fast processes, such
as present in automotive systems.

1.3 Research question

The energy management system (EMS) is responsible for minimizing the en-
ergy consumption and thereby CO2 emission, subject to the constraints of the
system dynamics, physical operational limits and driving comfort. Multiple sys-
tems with buffers, possibly constrained, are controllable and interact with each
other, making the design of an energy optimal EMS complex. To reduce the
complexity, the model-based design paradigm is followed, finally leading to a
real-time implementation on a hybrid electric vehicle. This challenge has led to
the following central research question:

• How to design and implement a model based energy management system
using preview that controls the heavy duty hybrid electric vehicle in an
energy optimal way?

Two large categories of approaches exists to design the EMS for real-time im-
plementation: using rule based algorithms (heuristics) or optimization based al-
gorithms. Heuristics use expert knowledge, converted into a set of rules, where
calibration parameters define the set points of the subsystems. The algorithms
involve significant tuning, as the parameters heavily depend on the particular
HEV system and the driving conditions and are sub-optimal [95], [76], [74]. Op-
timization methods, use model information in a systematic way, to generate a
real-time controller. Several approaches exist to solve the power-split problem,
using e.g. Pontryagin’s Minimum Principle (PMP) [62], [3], [32], Dynamic Pro-
gramming [19], [4], or Model Predictive Control (MPC) [7], [39], [92], [67]. Each
method prescribes a specific model structure, belonging to the corresponding
algorithm, to realize a real-time tractable controller. Dependent on the model
structure, certain behavior can be taken into account easily, while other be-
haviour has to be approximated or neglected. However, no single method for
the complete energy optimization of the hybrid vehicle has been found yet.

The approach we follow in this work, is to extend existing optimal control
solutions of the power-split problem, into directions with potentially high fuel
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saving potential, by including additional energy buffers (engine temperature and
DPF temperature, see Table 1.2), or improved control (switching decisions). As
such, each chapter researches a subset of the complete EMS problem, see Section
1.4.

From the central research question, the following objectives are derived:

O1 Investigate optimal control methods that deal with switching decisions.

O2 Investigate optimal control methods to handle multiple states (buffers).

O3 Limit the computational complexity, to ensure real-time implementation on
the vehicle.

O4 Develop necessary control models, and validate with measurement data.

O5 Enable the EMS to use preview data.

O6 Implement and validate the EMS on a HEV.

For dealing with objectives O1 and O2, a classification of solution approaches is
given next, that are used in the respective chapters.

1.3.1 Switching decisions

In the simplest HEV optimal control problem, only the power distribution be-
tween CE and MG is considered (power-split), and no switching decisions are
present. Engine stop/start and gear shifting, however, are an integral part of
the hybrid system, yet introduce integer variables, leading to a mixed integer
problem. Three general approaches exist to solve mixed integer programs [69]
and for each approach the chapters are indicated that use each technique:

• Dynamic Programming: by discretizing all variables and states, a global
optimal solution can be found. For large problems the algorithm suffers
from the so-called curse of dimensionality, making it unsuitable for real-
time application, however, for small enough (sub-)problems it can be the
method of choice. (Chapter 3, 4)

• Direct methods: by discretizing and approximating the control problem by
means of parametric functions, the resulting nonlinear program is solved
using sophisticated solvers. One such method is explicit hybrid MPC [5],
where the parametric functions (e.g. piecewise affine models) are offline
solved and stored in memory for online evaluation. (Chapter 5)

• Indirect methods: the problem is first analytically simplified by applying
optimality conditions of the Pontryagin’s Minimum Principle (PMP), and
secondly the resulting boundary value problem is solved by e.g. shooting
or a branch and bound algorithm. (Chapter 2, 3, 4)

All three methods are computationally demanding and no best method can be
selected a-priori. As a consequence, solving the integer problem plays a central
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12 Introduction

role in the design of the real-time EMS, dependent on the specifics of the control
model.

1.3.2 Multiple states

The simplest HEV optimal control problem contains one controllable state:
battery energy. Optimal control has successfully been applied to solve this
problem, e.g. the well known equivalent consumption minimization strategy
(ECMS) [62], [12], [74]. In that approach, PMP is used to solve the prob-
lem explicitly, with a two-point-boundary-value problem remaining [1]. Even
when state constraints on the battery are added, the problem can be efficiently
solved [88] in real-time. Another advantage of this approach is that due to the
explicit, analytical solution, model parameters (e.g. vehicle mass) appear ex-
plicitly in the solution, thus reducing the calibration effort. Using this solution
method for multiple states is possible, as shown by [99] and [44], for an uncon-
strained three state problem. Therein the problem is partitioned in an optimal
part and a heuristic (sub-optimal) part, for tuning to an a-priori unknown drive
cycle. With preview available, however, optimal control could be used to replace
the heuristic part, at the cost of increasing computational complexity.

In this work three different approaches to deal with multiple states are de-
scribed, and for each approach, the chapters are indicated:

• Integral solution: the optimization is solved as a whole. In Chapter 2, a
second state is added to the battery energy state, i.e. engine tempera-
ture, which has a comparable timescale. By exploiting additional optimal-
ity conditions, the dynamic relation between the two constrained states
is found. Where ECMS has one equivalent cost of battery energy, this
solution adds another equivalent cost of engine heat. The solution is guar-
anteed fuel optimal for a known drive cycle.

• Partly decoupled solution: in Chapter 3, the multi-state optimization prob-
lem is partitioned into a set of smaller, decoupled problems, as in dis-
tributed control systems [18]. The computational complexity is reduced,
at the cost of a mathematical guarantee of optimality.

• Fully decoupled solution: in Chapter 5, the optimization of the DPF tem-
perature is isolated from other states, i.e. in determining the optimal
regeneration control, the influence on e.g. battery and vehicle dynamics is
fully decoupled.

Other reasons than computational complexity can make partitioning necessary,
such as improved maintainability, robustness or development over different phys-
ical and organizational units. A control function architecture supporting parti-
tioned, partly decoupled, solutions for the EMS with multiple states is proposed
in [91].
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1.4 Outline and contribution

Here an outline is given of the chapters and how they relate to the research
question, by the objectives. The development of the EMS is divided over five
chapters, each focussing on a subset of the complete hybrid system. Table 1.3
gives an overview, what subsystems are treated in each EMS, and to which
research objective the chapter contributes. References to related work, can be
found in the respective chapters.

Table 1.3. Chapter overview of the considered subsystems, categorized
by the controlled buffers and the decision variables. For the discrete de-
cision variables, the number of modes is indicated. For each chapter the
contribution to the research questions and objectives is given.

Chapter 2 3 4 5 6
Controlled buffers battery energy X X X - -

kinetic energy - X - - -
engine thermal energy X - - - -
DPF thermal energy - - - X -

Decision variables power-split X X X - X
velocity - X - - -

Discrete modes (#) hybrid mode 2 4 4 - 2
gear selection - 12 12 - 3
DPF regeneration - - - 2 -

Objectives O1: switching - X X X X
O2: multi-state X X X - -
O3: computation - X X X X
O4: model validated X X X X X
O5: preview X X X X X
O6: implemented - - X - -

Publication [93] - - [96] [92]

In the following subsections the outline and contribution of the chapters and
publications are given.

1.4.1 Chapter 2: Optimal control of engine warmup in
hybrid vehicles

At low engine temperatures, the friction losses are increased due to high viscosity
of the lubricant. By using the hybrid system, friction losses can be reduced and
fuel is saved. In this chapter the power-split problem is solved for a system with
two constrained states: the battery energy and the engine temperature. Using
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the Pontryagin’s Minimum Principle (PMP), a model based, analytical solution
is found, containing explicit model parameters. The chapter contributes with:

• a novel, validated, control model of engine warming and friction,

• a novel derivation of explicit PMP conditions for the constrained two-state
problem,

• insight in the behaviour and interaction of multiple Lagrange multipliers,

• optimal fuel saving, resulting in a fuel reduction of 0.45% for the warmup
scenario,

and is published in:

Vital van Reeven, Theo Hofman, Frank Willems, Rudolf Huisman,
and Maarten Steinbuch. Optimal control of engine warmup in hybrid
vehicles. Oil & Gas Science and Technology, 71(1), 2014.

1.4.2 Chapter 3: Multi-level energy management for hy-
brid electric vehicles

To control multiple states in the EMS, the optimization problem is partitioned
for efficient calculation. In this chapter a novel multi-level control structure
is developed, using optimal control techniques. The resulting EMS controls the
power-split, mode and gear switching, under consideration of battery constraints
and switching costs, and is extendable with vehicle speed optimization. The
chapter contributes with:

• a novel explicit PMP solution to the power-split problem with two clutches
in the topology,

• a novel algorithm with PMP and DP for the power-split, including mode
switch and gear shifting costs,

• a method for dealing with the non-unique (singular) solutions in controlling
the battery energy,

• a multi-level control hierarchy, using optimal control,

• a superior fuel saving in simulation, improving the baseline EMS fuel saving
of 5.8% to 7% for typical long-haul applications.

1.4.3 Chapter 4: Multi-level energy management: imple-
mentation and validation

A prototype heavy duty hybrid truck is equipped with the previewing multi-
level EMS as described in Chapter 3. Control of the power-split, mode and
gear switching is optimized using preview information, while considering battery
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limits and driveability constraints. Validation of the EMS is performed on a test
track and its fuel saving potential is validated. The chapter contributes with:

• real world validation of the novel multi-level EMS, confirming the simu-
lated 7% fuel saving potential,

• improved driveability, by reducing the amount of open driveline events,

• a good computational efficiency of less than 10% load on the real-time
processor.

1.4.4 Chapter 5: Smart DPF regeneration using preview

The DPF needs periodical regeneration to clean the filter from accumulated soot
particles. Using a black-box, surrogate model of the DPF, the controller predicts
the most fuel efficient start of the regeneration event. With this model predictive
controller, the fuel consumption of the regeneration can be reduced with 50%
on a typical route. The chapter contributes with:

• a validated DPF model,

• a novel regeneration strategy using surrogate models and preview,

• a decreased fuel consumption of 50% per regeneration event, leading to a
typical 0.2% fuel reduction on vehicle level,

and is published in:

Vital van Reeven, Rob van den Nieuwenhof, Theo Hofman, and
Maarten Steinbuch. Smart DPF regeneration using preview. In Proc.
FISITA World Automotive Congress, 2014.

1.4.5 Chapter 6: EMS with start-stop and gear shifting

Solving the power split with mode and gear switching, is a mixed integer prob-
lem. In this work, the optimization problem is solved using the hybrid MPC
framework [5], [6], by using piecewise affine model approximations. The result-
ing mixed integer linear problem is implemented as explicit MPC. In simulation
the fuel saving and driveability are greatly improved and the computational
complexity is acceptable. The chapter contributes with:

• early work on hybrid control with gear shifting including switching costs,

• improved fuel economy of 0.3% compared to a heuristic strategy,

• improved driveability by reducing the number of shifts by 42%,

and is published in:
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Vital van Reeven, Theo Hofman, Rudolf Huisman, and Maarten
Steinbuch. Extending energy management in hybrid electric vehi-
cles with explicit control of gear shifting and start-stop. In Proc.
American Control Conference, 2012.

1.4.6 Additional publications

In a simulation study, four EMS’s are compared using different control tech-
nologies: heuristics without preview, ECMS without preview, DP with preview
and MPC with preview. The previewing EMS’s show superior fuel economy,
albeit at the cost of increased computational complexity. This work was the
starting point to search for computationally more efficient algorithms, using the
advantage of preview information and is published in:

Vital van Reeven, Rudolf Huisman, Michiel Pesgens, and Robert Kof-
frie. Energy management control concepts with preview for hybrid
commercial vehicles. In Proc. 6th Int. Conf. on Continuously Variable
and Hybrid Transmissions, 2010.

Integration of the hybrid electric vehicle’s energy management with the thermal
management of the engine and battery, using optimal control, increases the fuel
efficiency. This publication shows that price based equivalence factors connect
the mechanical with the thermal domain and is published in:

Vital van Reeven, Rudolf Huisman, John Kessels, Thinh Pham, and
Theo Hofman. Integrating energy and thermal management of hybrid
trucks. In Proc. VDI Commercial Vehicles, 2013.

A layered control structure for the EMS is proposed, to subdivide the optimal
control based EMS into efficiently solvable sub-problems. This publication sum-
marizes Chapter 3 and Chapter 4 and is published in:

Vital van Reeven. Price-based energy management for hybrids. In
Proc. IKA Hybrid and Electric Drivetrains, 2015.
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Chapter 2

Optimal control of engine
warmup in hybrid vehicles1

An internal combustion engine (ICE) under cold conditions experiences increased
friction losses due to a high viscosity of the lubricant. With the additional
control freedom present in hybrid electric vehicles, the losses during warmup
can be minimized and fuel can be saved.

In this chapter, firstly, a control-oriented model of the ICE, describing the
warmup behavior, is developed and validated on measured vehicle data. Sec-
ondly, the two-state, non-autonomous fuel optimization, for a parallel hybrid
electric vehicle with stop-start functionality, is solved using optimal control the-
ory. The principal behavior of the Lagrange multipliers is explicitly derived,
including the discontinuities (jumps) that are caused by the constraints on the
lubricant temperature and the energy in the battery system. The minimization
of the Hamiltonian for this two-state problem is also explicitly solved, resulting
in a computationally efficient algorithm.

The optimal controller shows the fuel benefit, as a function of the initial
temperature, for a long-haul truck simulated on the FTP-75 drive cycle.

2.1 Introduction

Hybrid electric vehicles (HEVs) have emerged as a promising solution to reduce
operational cost in commercial road transportation, while complying to increas-
ingly stringent emission legislation. Since HEVs have more than one power

1This chapter is published as Vital van Reeven, Theo Hofman, Frank Willems, Rudolf
Huisman, and Maarten Steinbuch. Optimal control of engine warmup in hybrid vehicles. Oil
& Gas Science and Technology, 71(1), 2014.
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18 Optimal control of engine warmup in hybrid vehicles

converter, they offer additional control freedom, compared to conventional ve-
hicles, which gives opportunities for the energy management system (EMS) to
decrease fuel consumption and emissions. The EMS has to consider the energy
relevant systems of the hybrid system and already a large amount of solutions
have been proposed that take the battery energy dynamics into account [74].
However, the system efficiency can be further improved by taking additional
systems into account as suggested by [77] and [100], referred to as a ‘unified’,
‘integrated’, ‘total’ or ‘holistic’ energy management. Examples of such addi-
tional systems are the battery with its temperature and aging characteristics,
engine aftertreatment system, waste-heat recovery system, combustion engine
or the cabin heater, [94], [99], [65], [49].

Including model information of these systems in the controller, increases the
complexity of the optimization to perform, while the computational burden must
be limited for real-time control. However, by using optimal control techniques
based on the Pontryagin’s Minimum Principle [34], [22], the global optimization is
reduced to a local optimization, accompanied by finding one or more Lagrange
multipliers or co-states. For the one state problem, [3] shows that the local
optimization can be made explicit, whereas [89] and [33] show that the Lagrange
multiplier of the battery has very simple dynamics, i.e. piecewise constant for
a constrained energy buffer. They show that a close-to-optimal solution can be
efficiently calculated, when some simplifications to the control models are made.

Extending these methods to more states is not trivial and the behavior of
multiple Lagrange multipliers is subject of several publications. On the one hand,
heuristics or classical controllers (PI) are used to determine the multipliers, which
are inherently sub-optimal, but readily real-time implementable [65], [98]. On
the other hand, in [49], [42], explicit formulations of the multipliers are used to
show the principle behavior of the optimal solution, and the remaining two-point
boundary value problem is solved for a predetermined drive cycle.

At low temperatures the efficiency of the ICE is reduced, due to increased
friction losses, and during warmup of the ICE in a HEV, a trade-off exists be-
tween fast warmup and efficient fuel use. In this chapter, a fuel optimal EMS is
developed, which takes the battery energy and the temperature state of the ICE
into account. The work of [49] is thereby extended to include state constraints
and additional necessary conditions are formulated. The warmup behavior of
the ICE is described and validated with a low-complexity, parametric control
model, which enables the explicit formulation of the Lagrange multiplier. Fur-
thermore, the local optimization is solved explicitly, thereby extending the work
of [3] with an additional state.

In Section 2.2 we derive and validate the control model for ICE warmup be-
havior, and describe the components in the hybrid driveline. Section 2.3 defines
six scenarios to illustrate the fuel saving mechanism, under varying driving con-
ditions and EMS solutions. In Section 2.4 the state constrained optimal control
problem is explicitly solved. Simulation results in Section 2.5 show the fuel ben-
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Fig. 2.1. Topology of the parallel Hybrid Electric Vehicle with its rele-
vant power flows, and the considered states (in brackets)

efit under typical driving conditions, where Section 2.6 discusses the results of
this work.

2.2 Control-Oriented Hybrid Vehicle Model

The efficiencies of the power converters (ICE and MG) have a large influence on
the optimal decision of the EMS. For the ICE, it is known that the temperature
T of the lubricant has a large influence on the friction, and consequently the
mechanical efficiency. In this work, the influence of adding the temperature
T to the optimal control problem is investigated. Therefore, a low complexity,
control oriented model of the ICE is developed and validated with measurements.
The Motor/Generator and battery models complete the HEV model.

The parallel hybrid topology is schematically depicted in Fig. 2.1. The fuel
power Pf flows from the tank (F) to the Internal Combustion Engine (ICE),
converting it to mechanical power Pe. Through the clutch (CL), the power
from the Motor/Generator (MG) Pm is added, resulting in the power at the
power split point Pp. This power is transferred through the Gearbox (GB), final
drive and wheels to the road (R): the demanded power Pd. The MG exchanges
electrical power Pb with the battery (B). Two states of the system, ET (which
is proportional to the temperature of the ICE) and Eb (which is the energy in
the battery), are explicitly incorporated in the EMS, while minimizing the fuel
energy Ef over a drive cycle. The HEV under consideration is a heavy duty
commercial vehicle, with typical vehicle parameters denoted in Table A.1.

2.2.1 Internal Combustion Engine during warm-up

When the ICE is started after a long time of inactivity, the temperature of
the ICE will be close to ambient temperature. At these cold conditions, the
lubricant in the engine has a high viscosity, resulting in increased friction losses.
The ideal working temperature of the ICE is, however, much higher, typically 90
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20 Optimal control of engine warmup in hybrid vehicles

◦C. To describe the warm-up effects, a model is derived for the relevant thermal
dynamics of the ICE and the influence on the efficiency.

The efficiency of the ICE is often separated in a thermodynamic term and
a friction term [49], [42], [21], [25]. For a petrol engine the thermodynamic ef-
ficiency drops at low temperatures due to wall wetting, an effect that does not
occur in diesel engines. Consequently, low temperatures in diesel engines mainly
influence the friction [21], whereas in [42], [85] for a petrol engine both thermo-
dynamic efficiency and friction are temperature dependent. In [70], the viscosity
of the engine lubricant is identified as the largest contributor of increased friction
at cold and, like [78], he extends friction modeling of the warm ICE [63], to cold
conditions. It should be noted that due to the complexity of the physical mech-
anisms, the models are of an empirical nature. These models have, however, in
common that the relation between temperature and viscosity is tabulated, which
is followed by [49] and [42]. In [21] a parametric dependency is noted, but not
specified. However, in [75] an overview is given of parametric models describing
the temperature - viscosity relation, but not applied to engine friction models.

In this section a parametric, control-oriented model of the ICE is proposed,
that describes the warmup effect with a low amount of parameters. A schematic
power flow scheme of the ICE model is given in Fig. 2.2. At the top-level, i.e.
outside the dotted box, fuel power (Pf ) is converted to mechanical work (Pe),
heat losses to the surrounding, comprising convection, radiation and conduction
(Ph), cooling to the radiator (Pr) and heat flow to the exhaust and intercooler
(Pex), which closes the stationary energy balance Pf = Pe + Ph + Pr + Pex.

Inside the dotted box, the nominal model ICE0 is corrected for non-nominal,
cold conditions, i.e. with temperatures below the nominal value. The parameters
for the nominal condition are denoted with the subscript 0. The temperature
of the lubricant, coolant and engine block are lumped in one temperature state
ET . The correction consists of a friction term due to cold (FRC), that acts both
on the mechanical output Pe0, as on the heat release into the coolant Pr0. In
the next sub-sections, the nominal model ICE0, the friction-due-to-cold model
FRC and the thermal model TH are described.

2.2.2 Nominal model (ICE0)

The nominal ICE0 model describes the fuel power Pf needed to deliver mechani-
cal power Pe0, dependent on engine speed (ω) and torque (τ) for a warm engine.
For diesel engines a Willans approximation describes the first order behavior
of the engine very well [21]. This approximation separates the thermodynamic
losses from the mechanical losses (friction, gas exchange). The thermodynamic
efficiency (or indicated efficiency [25]) η, is close to constant for varying τ , as
diesel engines do not apply fuel enrichment at full load. Assuming small engine
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Fig. 2.2. Schematic of the thermal ICE model, in which the nominal
model ICE0 of the warm engine, is corrected for friction due to cold (FRC),
based on the lumped temperature model TH

speed variations ω, η is constant, leading to:

Pf (ω, τ) =
1

η
(Pe0(ω, τ)− Pfr0(ω)) , (2.1)

where Pfr0 is the nominal friction, which is a (mapped) function of ω and, by
definition, Pfr0 ≤ 0.

Stop-start functionality of the HEV is controlled with switch if . If fuel is
cut off (if = 0), we assume that the ICE is instantaneously disconnected from
the driveline with CL and stopped: ω = 0. Consequently Pfr0(0) = 0 and the
nominal ICE model can be written as:

Pf (if , ω, τ) =
if
η

(Pe0(ω, τ)− Pfr0(ω)) . (2.2)

The model is fitted to stationary test bench measurements, where the load
Pe is varied over the operating range. In Fig. 2.3, the error ee between model
and measurement:

ee(ω, τ) = Pe0,meas(ω, τ)− Pe0(ω, τ), (2.3)

is shown, where subscript ’meas’ denotes the measured values. For a large
operating range, |ee| is below 5 kW, which is below 1.7 % for a 300 kW en-
gine. The power generation of the engine is limited by the fuel flow, leading
to 0 ≤ Pf ≤ Pf,max. As in our model both η as Pfr0 are not depending on τ ,
−Pfr0 is equivalent to Pe0 = 0.
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Fig. 2.3. Nominal ICE model error ee in kW, with maximum fueling
Pf,max and fueling at no-load (Pe0 = 0)

2.2.3 Friction model (FRC)

Friction models from e.g. [63] consider the engine at a thermal equilibrium T =
T0. At cold conditions the viscosity of the lubricant is increased, causing an
increase in friction. In [70], [78], a temperature dependent correction is proposed
to the nominal viscosity µ(T0):

Vc =

(
µ(T )

µ(T0)

)x
, (2.4)

with Vc the correction term, µ(T0) the viscosity of warm lubricant, µ(T ) the
viscosity as function of temperature and x an exponent ranging from 0.3 to 0.5
(see [70], [78]). Several relations between temperature and viscosity are given
in [75], where we select:

µ(T ) = Re−α
′T , (2.5)

with α′ an empirical constant. Combining (2.4) and (2.5), results in the tem-
perature dependent friction correction:

Vc(T ) = e−α(T−T0), (2.6)

with α an empirical constant. It should be noted that Vc is unity for a warm en-
gine (T = T0). Furthermore the friction could be reduced by increasing the tem-
perature above T0, however, this causes oil degradation and should be avoided.

Not all friction in the engine consists of viscous friction, as shown by [63],
and accordingly not all friction must be corrected (opposed to [42]). Therefore
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we propose the parameter γ, that determines the fraction of the total friction
influenced by temperature:

Pfr(ω, T ) = (γVc(T ) + (1− γ)) · Pfr0(ω, T0). (2.7)

Now we define the friction due to cold Pfrc as:

Pfrc(ω, T ) = Pfr(ω, T )− Pfr0(ω, T0), (2.8)

which is the amount of friction caused by temperatures below T0, and with (2.7)
results in

Pfrc(ω, T ) = γ (Vc(T )− 1) · Pfr0(ω, T0). (2.9)

The total friction losses due to cold are defined as:

Efrc(ω, T, t) =

∫ t1(T0)

t0

Pfrc(ω, T ) dt, (2.10)

which represents the energy that is lost in additional friction losses during the
warmup period of the engine [t0, t1], where t1 is the first moment that T0 is
reached. Note that after t1, T − T0 = 0, Vc = 1, Pfrc = 0 and Efrc will remain
constant.

Combining (2.2) with Pe = Pe0 + Pfrc results in:

Pf (if , ω, τ, T ) =
if
η

(Pe(ω, τ)− Pfr0(ω)− Pfrc(ω, T )), (2.11)

with Pfrc as in (2.9).

2.2.4 Thermal model (TH)

The thermal friction model uses the temperature of the lubricant. During
warmup of the engine the heat exchange between lubricant, coolant and engine
block is fast, causing the temperatures to follow each other closely. Therefore
we model one lumped thermal mass, and use the lumped temperature for the
friction model.

The model includes a switching thermostat ith, see Fig. 2.2. During nominal
conditions, the thermostat is active (ith = 1) and is perfectly controlling the
temperature (T = T0):

Pfrc = 0,
Pr′ = 0,
Pr = Pr0,
Ph = Ph0 = θ(T0 − Tamb),

 if ith = 1, (2.12)



2

i
i

“thesis˙VvR” — 2017/11/20 — 17:34 — page 24 — #34 i
i

i
i

i
i
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where Ph0 is the heat removed from the engine to keep T0 constant, θ the heat
transfer coefficient to the surroundings and Tamb the ambient temperature. The
heat released to the coolant under nominal conditions is approximated by:

Pr0 = κPf , (2.13)

where κ is a constant ratio. During cold conditions (T < T0), the thermostat is
not active (ith = 0) and no heat is removed by the radiator (Pr = 0) :

Pr = 0,
Pr′ = Pr0 − Pfrc,
Ph = θ(T − Tamb),
Ph0 = θ(T0 − Tamb),

 if ith = 0. (2.14)

The change in thermal energy of the engine is defined as:

ĖT = CṪ = −PT , (2.15)

where C is the heat capacity and

PT = Ph − Ph0 − Pr′ . (2.16)

Note that PT > 0 discharges the thermal buffer ET . Combining (2.12), (2.13),
(2.14), (2.16) results in:

PT =

{
Ph − Ph0 − κPf + Pfrc if ith = 0
Ph − Ph0 if ith = 1

(2.17)

2.2.5 Validation of thermal behavior

The thermal ICE model parameters κ,C, γ, α, θ are fitted on measurements,
performed on a test bench. To validate the non-nominal ICE model, several
long-haul vehicles are monitored throughout the year, leading to a data set with
T ranging [0, 90] ◦C. From this data set, warmup events are selected, where T
has a range of at least [30, 80] ◦C. For one typical warmup event, the time traces
are shown in Fig. 2.4. During this typical long-haul event the vehicle is idling
up to t = 300 s, then driving through the city and continues at t = 850 s on the
highway. The modeled temperature as a function of Pf , ω, Tamb, follows closely
the measured engine temperature.

For a total of 169 warmup events, the average error between measured and
modeled T :

eT =
1

N

N∑
i=1

(Tmeas(i)− T (i)), (2.18)

with N the number of measurements up to t1, is calculated. The histogram of ‘eT
with Ph’ is shown in Fig. 2.5. We can observe that for a large number of events,
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Fig. 2.4. ICE thermal model validation on long-haul vehicle

eT is reasonably small: 50% falls within [−2, 3] ◦C. Some events, however, have
considerably larger error for two reasons. Firstly, as the model has integrating
behavior, small biases in the model, result in large errors over time. Secondly,
the model ignores the air speed around the ICE, which is known to influence
Ph [27]. With the vehicle speed as a measure for the air speed, the solid line in
Fig. 2.5 shows a clear correlation between the model error and the vehicle speed.
It also shows that the conditions for the test bench measurements (eT = 0), used
for fitting the parameters, are equivalent to an average vehicle speed of 12 m/s.

Instead of elaborating the plant model with speed dependent convection, Ph
is set to zero, i.e. we assume a perfectly isolated engine. The reason is, that
Ph is very small during average operation of the ICE. Only when the ICE is
stopped for a prolonged time, e.g. parking overnight, Ph will cause a significant
drop in T . Stop-start events in a hybrid are typically short, thus making the
contribution of Ph small in the energy balance.

As a consequence of Ph = 0, the control model is not able to cool down:
when the engine is stopped, Pf and Pfr0 are zero, and the temperature remains
constant. The validation error histogram for the model ‘eT without Ph’, as
shown in Fig. 2.5, is smaller than for the model including Ph, which justifies the
simplification. Furthermore, when the vehicle speed does not change between
comparisons, as in Section 2.5, no vehicle speed dependent errors influence the
EMS performance.
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2.2.6 Battery, Motor Generator and Gearbox model

The battery is modeled as an integrator, with quadratic losses , see [3]:

Ėb = −Pbi (2.19)

Pbi = Pb + βPb
2, (2.20)

with Eb the energy in the battery, Pbi the internal battery power, Pb the power
at the terminals and β the loss constant. The loss constant is fitted to a high
fidelity model of the Li-ion battery manufacturer, with the averaged model error,

eb = Pb,meas − Pb, (2.21)

shown in Fig. 2.6. The model has an error in the same order of magnitude as
the ICE model (typically below 2 kW), and has thus comparable fidelity. Note
that Pb > 0 discharges the battery.

The mechanical output of the Motor Generator (MG) is modeled as:

Pm =

{
ηmPb, if Pb > 0
1
ηm
Pb, if Pb ≤ 0

, (2.22)

with Pm the MG power connecting to the power-split device, Pb the electrical
power from the battery and ηm the (constant) efficiency of the MG, see Table
2.4. The mechanical power limits Pm,min, Pm,max are mapped as a function of
ω. The error between the model and measurements,

em = Pm,meas − Pm, (2.23)



i
i

“thesis˙VvR” — 2017/11/20 — 17:34 — page 27 — #37 i
i

i
i

i
i

2.3 Scenarios for optimal ICE warmup 27

−80 −60 −40 −20 0 20 40 60 80
−2.5

−2

−1.5

−1

−0.5

0

0.5

1

battery power, P
b
 [kW]

m
od

el
 e

rr
or

, e
b [k

W
]

Fig. 2.6. Battery model error eb in kW

is shown in Fig. 2.7. The model has an error in the same order of magnitude
as the ICE and battery model (typically below 2 kW), and has thus comparable
fidelity.

The gearbox is modeled as a continuous variable ratio with 100% efficiency.

2.3 Scenarios for optimal ICE warmup

During warmup of the ICE, friction losses lower the fuel efficiency of the ve-
hicle. To show the influence of the control model in the EMS, six scenarios
are defined, that optimize the vehicle during warmup, using different decision
variables, states and constraints:

A: conventional driveline, defining an upper bound on friction losses,

B: conventional driveline, defining a lower bound on friction losses,

C: conventional driveline, fixed cycle,

D: hybrid driveline, fixed cycle, EMS without optimal warmup,

E: hybrid driveline, fixed cycle, EMS with optimal warmup,

F: hybrid driveline, fixed cycle, EMS with optimal warmup and battery con-
straints.

All scenarios start at cold condition T (t0), include reaching the nominal tem-
perature T0(t1) of the warm ICE, and are defined in the following subsections.
The simulation results of the scenarios, with the plant model from Section 2.2,
are discussed in Section 2.5.
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2.3.1 Conventional, free cycle, upper bound on friction
losses (A)

This scenario aims at finding the drive cycle that maximizes the friction losses
during warmup, resulting in the lowest fuel efficiency for warmup. The drive
cycle is free, i.e. the load (Pd) and the speed of the vehicle can be freely chosen.
Because in this scenario the driveline is conventional (Pm = 0), and the GB has
a continuously variable ratio with 100% efficiency, the scenario is equivalent to
finding the speed (ω) and load (Pe) on the ICE, that maximize the friction losses
Pfrc. The cycle ends when T0 is reached, i.e. the ICE is warm. The optimization
to perform is:

min
[ω,Pe]

∫ t1

t0

−Pfrc(ET (t), ω(ET ), Pe(ET ))dt (2.24)

The optimization is numerically solved by iteratively simulating the conventional
driveline, until the minimum in (2.24) is found. The decision variable [ω, Pe] is
thereby parameterized as a function of ET instead of t, because ET (t1) is known
a priori, whereas t1 is not. The parametrization is implemented as a lookup
table, where the number of breakpoints is chosen high enough, to not influence
the cost function within a numeric tolerance.
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2.3.2 Conventional, free cycle, lower bound on friction
losses (B)

This scenario is equal to scenario A, except that the friction losses are minimized
instead of maximized,

min
[ω,Pe]

∫ t1

t0

Pfrc(ET (t), ω(ET ), Pe(ET ))dt. (2.25)

The friction losses of any drive cycle, will fall within the bounds calculated by
scenario A and B, as will be shown in Section 2.5, Fig. 2.17.

2.3.3 Conventional, fixed cycle (C)

This scenario defines a conventional vehicle, following a prescribed drive cycle.
The drive cycle under consideration is the FTP-75, which is a urban cycle for
light-duty vehicles. This cycle is converted to a load cycle Pd for a heavy-duty
vehicle, as described in Appendix A.1. The length of the cycle tc is such that
t0 < t1 < tc, i.e. the ICE is warm within the cycle. The GB is assumed to
have a continuously variable ratio, and to facilitate EMS analysis, the ratio is
chosen to keep the ICE at a constant ω = 1300 rpm, which is the lowest possible
constant speed to track Pd. In this scenario, no control freedom is left, and the
fuel consumption can be directly evaluated:∫ tc

t0

Pf (ET (t), Pd(t)) dt. (2.26)

2.3.4 Hybrid, fixed cycle, no optimal warmup (D)

The HEV has additional control freedom compared to the conventional vehicle:
the EMS controls the power split with Pb and the stop-start functionality with
if . The energy in the battery Eb(tc) is equal to Eb(t0), so that the battery
is used as a buffer, and not as an energy source. In this scenario Eb is not
constrained. In the control model the thermal state ET is ignored, causing a
deliberate mismatch between control model and plant model,

min
[Pb,if ]

∫ tc

t0

Pf (Eb(t), Pb(t), if (t), Pd(t))dt,

s.t.

Eb(t0)− Eb(tc) = ∆Eb = 0.

(2.27)

The optimization is solved using the optimal control framework, as explained in
Section 2.4.
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2.3.5 Hybrid, fixed cycle, optimal warmup (E)

This scenario is equal to the previous one, except that ET is explicitly taken
into account in the control model. The control model equals the plant model,

min
[Pb,if ]

∫ tc

t0

Pf (Eb(t), ET (t), Pb(t), if (t), Pd(t))dt,

s.t.

∆Eb = 0,

T (t)− T0 ≤ 0.

(2.28)

2.3.6 Hybrid, fixed cycle, optimal warmup with battery
constraints (F)

This scenario is equal to the previous one, except that constraints on Eb are
enforced, both upper (Eb) and lower (Eb) bound,

min
[Pb,if ]

∫ tc

t0

Pf (Eb(t), ET (t), Pb(t), if (t), Pd(t))dt,

s.t.

∆Eb = 0,

Eb(t)− Eb ≤ 0,

Eb − Eb(t) ≤ 0,

T (t)− T0 ≤ 0.

(2.29)

2.3.7 Summary of scenarios (A) to (F)

An overview of the optimizations in scenarios A to F, is given by (2.30) with
Table 2.1:

min
u
J(u, t) = min

u

∫ tf

t0

g(x(t), u(t), w(t))dt,

s.t.

h0 = 0,

h1,2 ≤ 0,

(2.30)

with the cost function J as a function of states x, decision variables u, distur-
bance w, subject to constraints h.

2.4 Optimal Control Problem Solution

Scenario F defines a dynamic optimization problem, with pure state constraints
on two states, and is non-autonomous, because the cost function depends ex-
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Table 2.1. ICE warmup scenarios summarized

A B C D E F
g : -Pfrc Pfrc Pf Pf Pf Pf

x : ET ET − Eb

[
Eb
ET

] [
Eb
ET

]
tf : t1 t1 tc tc tc tc

u :

[
ω
Pe

] [
ω
Pe

]
−

[
Pb
if

] [
Pb
if

] [
Pb
if

]
w : − − Pd Pd Pd Pd
h0 : − − − ∆Eb ∆Eb ∆Eb

h1 : − − − − −
[
Eb-Eb
Eb-Eb

]
h2 : − − − − T -T0 T -T0

plicitly on time, due to disturbance w(t) = Pd(t). This problem can be solved
directly, e.g. with dynamic programming, or indirectly using e.g. optimal con-
trol [10]. The latter is opted for, because it has the potential of being compu-
tationally efficient, thus facilitating real-time implementation. Furthermore it
provides insight in the optimal solution, as will be shown in Section 2.5. By
solving scenario F, the same methods can be applied to solve scenarios D and E.

In Section 2.4.1 we summarize necessary conditions for the optimal control
problem. In Sections 2.4.2 to 2.4.5, these conditions are applied to scenario
F, where subsequently the continuous costate dynamics, explicit Hamiltonian
minimization, costate jump conditions and solving for the initial costates, are
described.

2.4.1 Optimal control conditions

Following [34], the cost functional J in (2.30), with the state equations given by,

ẋ = f(x(t), u(t)), (2.31)

lead to the Hamiltonian,

H = g(x(t), u(t), w(t)) + λT f(x(t), u(t)), (2.32)

which is, for the optimal solution, always equal or smaller than the Hamiltonian
of any other trajectory,

H(x∗(t), u∗(t), λ∗(t), t) ≤ H(x∗(t), u(t), λ∗(t), t), (2.33)

where the superscript ∗ denotes the optimal solution. The (Euler-Lagrange)
necessary conditions are:

ẋ∗(t) =
∂H

∂λ
, (2.34)
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32 Optimal control of engine warmup in hybrid vehicles

λ̇∗(t) = −∂H
∂x

. (2.35)

For the boundary conditions, additional transversality conditions hold, and are
given (omitting the penalty on the final state) by:

[−λ∗(tf )]T δxf + [H(x∗(tf ), u∗(tf ), λ∗(tf ), tf )]δtf = 0. (2.36)

If tf and x(tf ) are specified, the variation of δxf and δtf in (2.36) is 0, and the
transversality condition reduces to:

x∗(tf ) = xf
x∗(t0) = x0

(2.37)

When the state is on the constraint within (t0, tf ), interior boundary conditions
apply [22],

H+(tj) = H−(tj)− ζ(tj)
∂h(tj)

∂t
, (2.38)

λ+(tj) = λ−(tj) + ζ(tj)
∂h(tj)

∂x
, (2.39)

where the superscript − and + denote the left-hand side and right-hand side limit
values respectively, at tj . The conditions describe a possible jump condition in
λ and H at tj , when the state makes contact with the boundary h, see Appendix
A.3. The magnitude of the jump, is determined by the parameter ζ, and is,
together with the number of jumps, not known a priori. From (2.38) and (2.39)
we can derive the following lemmas:

Lemma 2.1. When the constraint h at jump j is time invariant (i.e.
∂h(tj)
∂t =

0), H is continuous at the junction.

Lemma 2.2. When h does not have mixed terms in x, a jump in the costate due
to an active constraint, does not cause a jump in the costate of the state without
active constraints. Consequently, the costate dynamics of the state without active
constraints, are continuous.

These lemmas are used in Section 2.4.4 to solve the two point boundary value
problem for optimal warming of the HEV.

2.4.2 Costate dynamics

To improve readability, the dependency on time is omitted in the remainder of
this chapter. The system dynamics are given by:

f =

[
ẋ1
ẋ2

]
=

[
Ėb
ĖT

]
=

[
−Pbi
−PT

]
, (2.40)
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and using (2.29), results in the Hamiltonian H:

H = Pf −
[
λ1 λ2

] [ Pbi
PT

]
. (2.41)

To derive the dynamics of the costates (2.35), we can evaluate the costates
separately, as there are no mixed terms in ∂H

∂x . The first costate λ1 is constant,
using (2.19), (2.20), (2.35) and (2.41):

λ̇1 = − ∂H
∂Eb

= λ1
∂Pbi
∂Eb

= 0. (2.42)

Only when constraint h1 becomes active, λ1 jumps and becomes piecewise con-
stant. The jump conditions are treated in Section 2.4.4.
The second costate λ2 dynamics are derived separately, for all combinations of
ith and if .
If ith = 0 (thermostat is off) and if = 1 (ICE is running), then the dynamics
are derived using (2.2), (2.15), (2.16), (2.35), (2.41):

λ̇2 = − ∂H

∂ET
= − 1

C

∂Pf
∂T

+
λ2
C

∂PT
∂T

. (2.43)

Substituting the partial derivatives of (2.11),

∂Pf
∂T

= −1

η

∂Pfrc
∂T

, (2.44)

and (2.17) with ith = Ph = Ph0 = 0,

∂PT
∂T

= −k∂Pf
∂T

+
∂Pfrc
∂T

=

(
κ

η
+ 1

)
∂Pfrc
∂T

(2.45)

into (2.43), results in :

λ̇2 =
1

C

(
1

η
+ λ2 +

λ2k

η

)
∂Pfrc
∂T

, (2.46)

with:
∂Pfrc
∂T

= −αPfr0(ω)γe−α(T−T0). (2.47)

If ith = 0 and if = 0, then the ICE is stopped and disconnected, thus resulting

in λ̇2 = 0, and λ2 is constant.
If ith = 1, (i.e. an activated thermostat with T = T0,) and Ph = Ph0, then from
(2.17), Pth = 0 and λ2Pth in (2.41) is zero, for both if = 0 and if = 1.
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34 Optimal control of engine warmup in hybrid vehicles

2.4.3 Explicit solution of the Hamiltonian

The minimization ofH in (2.33) can be solved explicitly as a function of (Pd, λ1, λ2)
and the model parameters. The method in [3] is here extended to include a sec-
ond (co)state, related to the thermal dynamics of the ICE. The solution to the
minimization is characterized by four operating regions (modes), dependent on
the stop-start command if and the sign of Pb:

• Mm: ‘MG only’, the drive train is using only the MG, with the ICE de-
coupled and stopped (if = 0)

• Mi: ‘ICE only’, the drive train is using only the ICE, and Pb = 0.

• Mb: ‘boost’, both MG and ICE provide positive power to the drive train,
Pb > 0.

• Mc: ‘charge’, the MG withdraws power from the drive train to charge the
battery (Pb < 0), while the ICE provides positive power.

For each mode, the optimal control signal is calculated by solving dH
du = 0 for u,

see Table 3.6. Note that for Mb and Mc, P
∗
b is not a function of Pd.

Table 2.2. Explicit solution to the Hamiltonian

mode P ∗b i∗f
Mm

Pd
ηm

0

Mi 0 1

Mb −λ1+
ηm
η L

2βλ1
1

Mc −λ1+
1

ηηm
L

2βλ1
1

All modes have an associated Hamiltonian, of which only one is minimal
for a certain region (Pd, λ1, λ2), separated by switching surfaces (guards). The
guards are calculated by equating the Hamiltonians of two neighboring modes,
and solving for λ1 or Pd. The guards between two modes are depicted with the
superscripts {m, i, b, c} and are schematically depicted in Fig. 2.8, as a function
of λ1 and Pd. Two guards are a function of (λ1, λ2):

λib1 = −ηmL
η

, (2.48)

λic1 = − L

η ηm
, (2.49)

with,

L = 1 + κλ2. (2.50)
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Three guards are a function of (Pd, λ1, λ2):

Pmbd = −ηλ1 + ηmL

2βλ1
η
ηm

−
√
L(4βηλ1Pfr)

2βλ1
η
ηm

, (2.51)

Pmid = −ηλ1 + ηmL

2βλ1
η
ηm

− √
L(4βηλ1Pfr + 2λ1ηηm + Lη2m) + (λ1η)2

2βλ1
η
ηm

, (2.52)

Pmcd = −ηλ1 + ηmL

2βλ1
η
ηm

−√
L(4βηλ1Pfr + 2λ1η(ηm − η−1m ) + L(η2m − η−2m ))

2βλ1
η
ηm

. (2.53)

All modes are explicitly defined with (2.48)-(2.53), as a function of (Pd, λ1, λ2)
and the model parameters, shown in Table 2.4.

The minimization of H is now efficiently solved in three steps for given
(Pd, λ1, λ2):

1. for each mode, calculate P ∗b ,

2. determine the optimal mode, using (2.48)-(2.53),

3. for the mode found, select P ∗b and i∗f .

With λ2 decreasing at low temperatures, the guards shift, as schematically de-
picted in Fig. 2.8, but also change shape, as can be determined from the depen-
dency on L(λ2) and Pfr(T ), in (2.51), (2.52), (2.53) and (2.7). As a result, for
the same λ1, the load on the ICE typically increases at low temperatures, due
to the larger Mm area (i.e. only higher loads are performed with the ICE) and
the shift from Mb and Mi towards Mc (i.e. an increasing tendency to charging
with the ICE). Note that power limits of the components are easily added to the
control map, and, contrarily to [3], the control map is a function of λ2 due to
the additional state, but it is identical when λ2 = 0.

2.4.4 Jumps in the costates

The states are constrained by h1 and h2 as defined in (2.30) with Table 2.1.
For these constraints, Lemma 2.2 holds, and the jump condition (2.39), can be
analyzed for each costate separately.
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M

0
|    |λ

1

P
d

M
i

b

M
c

M
m

λ
1
ib

λ
1
ic

P
d
mb

P
d
mi

P
d
mc

|λ  |
2

Fig. 2.8. Schematic control map, indicating the guards
{λib1 , λic1 , Pmbd , Pmid , Pmcd } of the modes {Mm,Mi,Mb,Mc}. At low
temperatures the guards change as a function of λ2 and Pfr, shown by
the grey dotted lines

For λ1, jumps occur at times tk, when constraint h1 is active:

λ+1 (tk) = λ−1 (tk) + ζ(tk)
∂h1(tk)

∂Eb
, (2.54)

resulting in a piece-wise constant λ1. A priori it is not possible to determine the
amount of jumps, nor times tk, nor the values of ζ. To solve this problem, the
iterative procedure from [89] is adopted, which determines λ+1 (tk) (k = {2, .., n})
for n number of jumps, without evaluating ζ. See Section 2.4.5 for an outline of
the procedure.

For λ2, a jump occurs at t1, when constraint h2 is active. Next, we will show
that λ−2 (t1) = 0, which facilitates finding λ2(t0)∗. At t+1 , the thermostat is active
(ith = 1) and PT = 0 (2.17), resulting in H+ = P+

f − λ1P
+
bi with λ+2 undefined.

Therefore, (2.39) can not be used. The value of λ−2 , however, can be calculated
using the explicit solution of H and the jump condition (2.38). When we have
at t1:

• λ−1 = λ+1 = λ1 (no active battery limit),

• P−d = P+
d = Pd (Pd is continuous),

• i−th = 0 (thermostat not active),

• i+th = 1 (thermostat is active),

• ∂h(t1)
∂t = 0 (constraint independent on time),
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then (2.38) can be rewritten as:

H− = H+ ⇔
P−f − λ1P

−
bi − λ

−
2 P
−
T = P+

f − λ1P
+
bi

(2.55)

Considering all possible mode transitions forH− andH+, we end up with (4·4 =)
16 mode combinations as indicated in Table 2.3. Therein M−m is not viable, as
for Mm: PT = 0 and T0 is never reached. For all other mode transitions, the
explicit solution for u (Table 3.6) is used to solve (2.55) for λ−2 . All candidate
solutions of λ−2 are evaluated on their optimality by using (2.33) and the model
parameters from Table 2.4. The result from this analysis is summarized in Table
2.3 as:

• ‘0’ indicating a mode transition, where the optimal λ−2 = 0

• ‘-’ indicating a mode transition, which is never optimal

• ‘0
′
’ indicating a mode transition, which is only optimal on the guard of

the two modes. Then λ−2 = 0

These results show, that for all optimal solutions: λ−2 (t1) = 0, and that a mode
change at t1 is only optimal, when exactly on a guard. This result is different

from [49] and [42], where h2 is not present and λ2(tf ) = 0. Note that λ̇−2 (t1) 6= 0
due to (2.46).

Table 2.3. Solutions for λ−2 (t1) for all mode transitions from M− to M+

M+
i M+

b M+
c M+

m

M−i 0 0
′

0
′

0
′

M−b 0
′

0 - 0
′

M−c 0
′

- 0 0
′

M−m - - - -

2.4.5 Solving the two-point-boundary value problem

The dynamic, non-autonomous, constrained two-state problem is solved explic-
itly, with two nested optimizations remaining:

• inner loop: find λ2(t0) that results in λ2(t1) = 0,

• outer loop: find λ1(t0) that results in Eb(t0) = Eb(tf ).

Both loops are solved over the drive cycle, with the gradient descent method,
until λ1(t0) and λ2(t0) have an accuracy >1e-4. The remaining error on ∆Eb
is checked to be less than 1%, and corrected in the fuel consumption, with the
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cycle averaged λ1. The inner loop needs typically 3 iterations to converge, the
outer loop 8 iterations.

If also constraints on Eb are considered, then the method from [89] is imple-
mented in the outer loop, where for n constraint violations, additional parame-
ters λ+1 (tk) are found. This optimization is started with the unconstrained prob-
lem, and the time step (tk) of the largest constraint violation of Eb is recorded.
In this first iteration, tk−1 is set at t0 and tk+1 is set at tf . The problem is split
in two segments, where Eb(tk) is set at the constraint, with the first segment
from tk−1 to tk, and the second segment from tk to tk+1. Both segments are in-
dependently solved for λ+1 (tk−1) and λ+1 (tk). This bi-section process is repeated,
until all segments are lacking constraint violations, resulting in the piece-wise
constant λ∗1.

2.5 Simulation Results

In this section simulation results of scenarios A to F, defined in Section 2.2,
with the parameters from Table 2.4, are presented, showing the differences in
ICE warming speed, the friction losses and the principle behavior of the optimal
control solution, with and without constraints. The scenarios in Section 2.5.1
start with T (t0) = −10 ◦C, and in Section 2.5.2 the initial temperature is varied.
The results are summarized in Table 2.5 and explained next. Note that all λ ≤ 0
and referred to with the absolute value |λ|.

2.5.1 Scenario A-F, low initial temperature

Scenario A is the most costly ICE warmup strategy. The optimal solution shows
no dependency on ET : the ICE is running constantly at low idle (ω = 550 rpm),
without performing mechanical work (Ed = 0):

Ed =

∫ tf

t0

Pddt. (2.56)

As the fuel flow is very low, the warmup time t1 is very long: 7186 s, and the
total amount of cold friction losses Efrc is maximal: 18.9 MJ, with a considerable
total fuel consumption (Ef = 152 MJ):

Ef =

∫ tf

t0

Pfdt, (2.57)

We define the total time the ICE is running (if = 1) during warmup as:

Σtth =

∫ t1

t0

ifdt, (2.58)
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with t1 the first time T (t1) = T0. In this scenario Σtth is equal to t1, i.e. the
ICE is never stopped. In Fig. 2.9 and 2.10 the time traces of A do not fit the
scale of the other scenarios, and are only partially plotted.
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Fig. 2.10. Cumulative cold friction losses during warmup, with T (t0) =
−10◦C

Scenario B poses the lower bound on Efrc = 3.8 MJ, when the drive cycle
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Table 2.4. Model parameters for simulation

value unit description
η 0.5 - indicated efficiency
κ 0.25 - fuel heat fraction into coolant
T0 85 ◦C nominal temperature
P0 -2e4 W nominal engine friction at ω0

ω0 1300 rpm nominal engine speed
C 6e5 J/◦C heat capacity
θ 30 W/◦C heat transfer coefficient
γ 0.1 - viscous friction fraction
α 3.6e-2 1/◦C empirical viscosity constant
ηm 0.9 - mechanical efficiency MG
β 6e-7 1/W loss coefficient battery

can be freely chosen. The optimal solution shows no dependency on ET : the ICE
is running at full load at a reasonably low engine speed. That speed is for our
engine defined by a corner in the maximum fueling at ω = 1000 rpm, as shown
in Fig. 2.3. Whereas scenarios A and B pose bounds on Efrc as a function of
temperature (Fig. 2.10), Fig. 2.9 shows that scenarios with stop-start (D-F) are
not necessarily bounded by A and B over time, e.g. at t = [100, 200]s.

Table 2.5. Simulation results for the warmup scenarios, with T (t0) =
−10 ◦C, with units ’MJ’ for E, ’s’ for t, and λ dimensionless. Ef0 is Ef
for T (t0) = T0 = 85◦C

A B C D E F
Ed 0 155.6 107.2 107.2 107.2 107.2
Ef 152 213 289.2 217.3 216.3 216.3
Efrc 18.9 3.8 11.2 6.30 5.02 5.04
t1 7186 389 1174 1736 1785 1785
Σtth 7186 389 1174 531 478 478

|λ1| - - - 2.18 2.15

{
2.14
2.16

}
|λ2| - - - - 0.552 0.553
Ef0 - - 270.5 204.7 204.7 204.7

For the remainder of the scenarios (C-F), the FTP75 is used as a typical load
case for Pd, as defined in Appendix A.1.

Scenario C has no control freedom. This scenario shows reasonable fast t1,
but at the cost of high Efrc = 11.2 MJ. In the FTP75 a large amount of stops is
present, causing the ICE to idle. As idling is not beneficial for efficient warmup,
the fuel consumption Ef is high.
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Scenarios D in Fig. 2.9 and 2.10 show a later t1 and much lower Efrc than
C, caused by the hybrid system with stop-start, resulting in Σtth < t1. In
the temperature trace, the stop periods are clearly visible as having a constant
temperature. The hybrid topology is able to save 24.8% of fuel, due to brake
energy recuperation, and stopping the engine at low loads. The battery usage
is balanced over the cycle (Fig. 2.11), with a constant λ1 (Fig. 2.14).
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Fig. 2.11. Battery energy, with T (t0) = −10◦C. In scenario F, the Eb
limits at ±2 MJ (red constraint lines) are touched at t = {114, 461, 781}
s

Scenario E is able to add an additional 0.45% fuel saving, by incorporation
of the thermal and friction behavior of the ICE in the EMS, thereby reducing
Efrc. The difference between scenario D and E can be explained by changes
of the guards in the control map from Fig. 2.8, which are represented in Figs.
2.12 and 2.13. Scenario D has no λ2 and a constant λ1, therefore the guards
are constant. This results for the λ1 in Fig. 2.14 in a mode decision between
Mi and Mm. As guard Pmxd is constant (Fig. 2.13), all Pd < Pmxd results in
Mm (’MG only’) and all Pd > Pmxd results in Mi (’ICE only’). Scenario E
includes the thermal state, and the corresponding costate λ2 can be interpreted
as, how beneficial it is for fuel consumption, to increase the temperature of the
ICE. That benefit is largest at the start of the cycle, and reduces exponentially
towards the warm state, as shown in Fig. 2.15. Due to the dynamics of λ2, two
mechanisms occur in the control map:

• Pmxd increases at low temperatures, i.e. due to higher ICE friction, Mi is
less beneficial than Mm and the ICE operates only at higher loads (> Pmxd ,
see Fig. 2.13)
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• the modes shift towards Mc, where λ1 starts in Mc, crossing λic1 at t = 847
s, and continuing in Mi (see Fig. 2.12), i.e. the load on the ICE at low
temperatures is increased by charging the battery.

Both mechanisms have an opposite effect on Eb and for scenario E the result
is shown in Fig. 2.11 (green line): a high amount of Mm at the start of the
cycle, depletes the battery, after which the increased charging is prevalent and
Eb rises until 461 s. After that, Eb gradually decreases to zero to ensure charge
sustaining operation, mostly in Mi and Mm. The increased load on the ICE
reduces Σtth from 531 to 478 s, whereas t1 increases from 1736 to 1785 s due to
the increased amount of Mm, i.e. longer stop periods of the ICE.
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Fig. 2.12. Guards λx1 (with x ∈ {ib, ic}) and mode areas of the control
map as a function of (λ1, t), for scenario E. Scenario E starts in Mc and
switches to Mi at t = 847s, while in scenario D, Mc is never used

Scenario F shows the influence of battery constraints on the optimal solution.
Here upper and lower bounds on Eb are enforced. Additional jumps in λ∗1 occur,
where Eb hits the bound. These jumps occur at t = 114 s, t = 461 s and
t = 781 s, see Fig. 2.11 and 2.14. The jumps in λ1 of F (Fig. 2.14) do not
significantly influence the evolution in λ2 (Fig. 2.15), as is given by (2.39).
However, λ2(t0) must be slightly adjusted for the difference in charging, fueling,
and thus warming, between E and F. Because of the minor influence of the
constraints on Eb, no significant fuel increase can be seen.
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Fig. 2.14. Constant λ∗1 for scenario D and E, and piecewise constant
for scenario F, with jumps at t = {114, 461, 781} s, where Eb limits are
touched



2

i
i

“thesis˙VvR” — 2017/11/20 — 17:34 — page 44 — #54 i
i

i
i

i
i

44 Optimal control of engine warmup in hybrid vehicles

0 200 400 600 800 1000 1200 1400 1600 1800
0

0.1

0.2

0.3

0.4

0.5

time, t [s]

|λ
2|

 

 
E
F

Fig. 2.15. Exponential decrease of λ∗2 for scenario E and F

2.5.2 Scenario A-F, varying initial temperature

When T (t0) increases, the friction losses in the ICE are smaller and, conse-
quently, the fuel benefit of optimal ICE warming will be smaller. The effect of
different T (t0) ∈ [−10, 85]◦C on the friction losses is simulated and summarized
in Fig. 2.16 and 2.17. The nominal fuel consumption when T (t0) = T0 = 85◦C,
is denoted as Ef0, see also Table 2.5.

The fuel differences between the scenarios is best explained at T (t0) =
−10◦C, Fig. 2.16. In scenario C the cold friction losses cause a fuel increase of
18.7 MJ (+6.9%), compared to Ef0. For a hybrid vehicle (scenario D), the fuel
losses are already much lower (12.6 MJ), where the absolute lower bound (sce-
nario B) is 8 MJ. From the 4.6 MJ of fuel difference between D and B, optimal
control (scenario E) is able to save 1 MJ, resulting in 11.6 MJ fuel losses.

In Fig. 2.17 the root cause of the losses, Efrc, is shown. As Efrc is compen-
sated by the ICE with the combustion of fuel, the following approximate relation
holds:

Efrc ≈ η(Ef − Ef0). (2.59)

Therefore the trends in Fig. 2.17 are similar to Fig. 2.16, with one notable
difference: Efrc of scenarios E and F are closer to the lower bound. This is
explained by the increased load on the ICE, as seen in Fig. 2.12, 2.13, which
is beneficial for reducing warmup losses. However, this is accomplished by in-
creased usage of the battery (see Fig. 2.11), which has inherent energy losses,
thereby decreasing the total fuel advantage, as shown in Fig. 2.16. Scenario E
and F find the optimal balance between these two counter effects, thereby saving
fuel.
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Fig. 2.16. Fuel losses due to warmup, for a range of T (t0) in scenario C
to F, with the upper and lower bound (in red), as defined by scenario A
and B
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Fig. 2.17. Cold friction losses for a range of T (t0) in scenario C to F,
with the upper and lower bound (in red), as defined by scenario A and B

If other drive cycles than the FTP are considered, C-F will change, but A
and B will be the same, providing an upper and lower bound of the fuel sav-
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46 Optimal control of engine warmup in hybrid vehicles

ing potential of optimal warmup. When the average load of the drive cycle is
decreasing, the advantage of optimal warming is increasing. In this section, a
heavy duty truck is simulated, which has typical high average load characteris-
tics, and when compared to passenger car applications [49], will have a smaller
benefit from optimal warming.

2.6 Conclusion and future work

For the parallel HEV with stop-start, low complexity, control oriented models of
ICE, Motor/Generator and battery are developed and validated. The ICE model
comprises of a nominal model at warm conditions, corrected with a non-nominal
friction model, as a function of the temperature dynamics of the ICE.

Several vehicle scenarios are defined to show the influence of optimal warmup:
load cycles defining the upper and lower bound on friction losses, a conventional
vehicle running a predefined drive cycle, an HEV on the same cycle, with an
EMS ignoring temperature dynamics of the ICE, an HEV with an EMS taking
ICE temperature explicitly into account, and an EMS taking additionally the
battery constraints explicitly into account.

For the EMS a two-state, non-autonomous, constrained optimal control prob-
lem is successfully implemented. The dynamics of the costates, including jump
conditions, and the Hamiltonian minimization are explicitly solved. The remain-
ing problem of finding the initial conditions of the costates is solved efficiently
for a predetermined drive cycle. For real-time applications using preview infor-
mation, the developed EMS could be used, which is left for future research.

The EMS is applied to the vehicle scenarios. A HEV with stop-start has
clear advantages over a conventional vehicle without stop-start, as e.g. 24.8%
fuel is saved during warmup on the FTP75, at an initial temperature of -10 ◦C.
By including warmup explicitly in the EMS, additional fuel is saved (0.45%).
The explicitly solved control map and costate dynamics show how the load on
the ICE is increased, where the optimal balance is found between reduction of
the warmup losses and usage of the battery system.

The purpose of our EMS is to minimize the fuel consumption, considering the
ICE temperature of the HEV. There are, however, additional components that
influence the fuel consumption, all with its own dynamics. E.g., the temperature
of the battery influences the efficiency of the hybrid system, and will alter the
results presented here, when explicitly taken into account in the EMS. However,
the insight on the costate behavior as presented here, pave the way for efficient
real-time solutions on a vehicle. Extension of the optimal control based EMS
for HEV with additional states, is part of future research.
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Chapter 3

Multi-level energy management
for hybrid electric vehicles

The fuel economy of a hybrid electric vehicle (HEV) is improved, by taking the
energy relevant system states into account in the energy management system
(EMS). With an increasing number of states and decision variables, energy opti-
mizing algorithms in the EMS can be prohibitive for real-time implementation.
In this chapter, a model-based, multi-level approach is taken to subdivide the
original (large) optimization problem into computational efficient sub-problems,
based on optimal control techniques using preview. The resulting EMS is real-
time implementable (see Chapter 4) and solves the problem of power-split be-
tween engine and motor/generator, mode and gear switching including switch-
ing costs, with battery energy constraints. The superior energy efficiency of the
multi-level EMS is simulated on a representative heavy duty drive cycle where
it saves 7.0% fuel, compared to a conventional vehicle, where the baseline EMS
for the HEV saves 5.8%.

3.1 Introduction

Hybrid electric vehicles (HEVs) have emerged as a promising solution to reduce
operational cost in commercial road transportation, while complying to increas-
ingly stringent emission legislation. Since HEVs have more than one power
converter, they offer additional control freedom, compared to conventional ve-
hicles, which give opportunities for the energy management system (EMS) to
decrease fuel consumption and emissions. The EMS has to consider the en-
ergy relevant systems of the HEV and already a large amount of solutions have
been proposed that take the battery energy dynamics into account [74]. How-



3

i
i

“thesis˙VvR” — 2017/11/20 — 17:34 — page 48 — #58 i
i

i
i

i
i

48 Multi-level energy management

ever, the system efficiency can be further improved by taking additional system
states into account as suggested by [77] and [100], referred to as a ‘unified’, ‘in-
tegrated’, ‘total’ or ‘holistic’ energy management. Examples of such additional
systems are the battery with its temperature and aging characteristics, engine
aftertreatment system, waste-heat recovery system, combustion engine or the
cabin heater, [94], [99], [65], [49].

Using model information of these systems, the EMS can be posed as an op-
timization problem. The advantage of a model-based approach is the reduction
of calibration effort, opposed to heuristic methods, especially for larger systems.
The computational complexity of this problem, however, increases with the num-
ber of states, presence of state constraints, number of decision variables, type of
decision variables (continuous/discrete) and non-linearity of the models.

In literature, several methods are found to limit the computational complex-
ity, e.g. by simplification of the models and partitioning the optimization. For
a (parallel) hybrid vehicle an overview is given in Table 3.1, where the decision
variables: power-split, stop-start and gear selection, are controlled. In particu-
lar, discrete control variables increase the computational complexity, explaining
why gear selection is often omitted from the EMS or solved in a separate step
with heuristics [3], [52], [14]. In [57], an integrated approach is presented, where
gear selection and stop-start are part of a sequential optimization with the power
split. In these approaches the cost of stop-start and gear change events are not
considered, which can result in unacceptable switching behaviour, like hunting
oscillations. To overcome this problem, costs on switchings are included, solved
using Dynamic Programming (DP) and Quadratic Programming (QP) [58] or
as one Mixed Integer Linear Program (MILP) [92]. For real-time solving, the
allowed model complexity is limiting and adding additional states to these EMSs
is computationally prohibitive.

Table 3.1. Optimizing EMS algorithms, for power-split, stop-start and
gear. ’Cost’ indicates if switching events are penalized in the algorithm.
See Table 3.2 for the used abbreviations.

power-split stop-start gear selection
[3] PMP PMP -
[52] QP RB -
[14] QP PMP RB
[57] PMP DP DP
[58] QP DP + cost DP + cost
[92] MILP MILP + cost MILP + cost
this work PMP DP + cost DP + cost
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By partitioning a large optimization problem into a set of smaller problems,
as in a distributed control system [71], the computational efficiency and robust-
ness are improved, albeit losing the guarantee of global optimality. The process
of partitioning is not trivial and many different structures exist. In this work a
novel EMS is developed as a multi-level system [50], [45], in which the higher
layers have an increasing level of abstraction of the system to be able to op-
timize and coordinate the lower layers [18]. The multi-level EMS solves this
control problem with preview, for real-time implementation, using optimal con-
trol techniques (PMP and DP), thereby eliminating calibration of parameters.
In Fig. 3.1 the proposed control system is illustrated. Each level minimizes fuel,
however, dependent on the function of the level, different model information and
corresponding optimal control techniques are used.

• On the first level, the power-split is explicitly solved using the Pontryagin
Minimum Principle (PMP), starting from [3]. This method is extended
with costs on mode and gear switching, thereby eliminating unacceptable
switching behaviour. A Dynamic Programming (DP) routine solves the
discrete subproblem. Route and vehicle information determine the switch-
ing costs, supporting a full model based approach.

• The second level optimizes the battery state of charge with input- and
state-constraints, and provides efficiency information of the hybrid system
to the other levels using the battery costate from the PMP solution. Due
to the mode switching system on the vehicle, charge sustaining behaviour
must be enforced by using an additional switching algorithm between non-
unique solutions.

• The third level provides the necessary route information to the lower layers.
By predicting the velocity along the route, using road slope and velocity
limitations, the road load on the driveline is determined.

In Section 3.2, the model of the parallel hybrid vehicle is described, after
which the multi-level EMS for this vehicle is formulated in Section 3.3. The al-
gorithms used on each of the three levels are explained in Section 3.4 (power-split,
mode and gear switch optimization), Section 3.5 (battery energy optimization)
and Section 3.6 (velocity prediction). Off-line and online solution schemes of the
multi-level optimization are compared in Section 3.7, where high fidelity simu-
lation results show the fuel benefit of the algorithm. The conclusions are drawn
in Section 3.8. The real-world validation of the multi-level EMS is described in
Chapter 4.
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Level 2 (§ 3.5)
battery energy

Level 3 (§ 3.6) 
velocity

preview

Pe,Pb,IM,IG

α,v

λb

s,v

Eb

M,G,Pd,v
Pd,v

Pd

ω

truck

Level 1 (§ 3.4)
powersplit, mode, gear

ω

multi-level EMS (§ 3.3)

vehicle model (§ 3.2)

Fig. 3.1. Multi-level optimization of the velocity (v), battery energy (Eb)
and power split (Pe, Pb) including mode and gear selection (IM , IG). In
Section 3.3 the scheme is described, with the prediction of: road slope (α),
velocity limit (v), driveline rotational speed (ω), driveline power (Pd),
velocity (v) and battery costate (λb), dependent on: vehicle position (s),
velocity (v), battery energy (Eb), driveline power (Pd), mode (M) and
gear (G).

3.2 Parallel hybrid electric vehicle model

For the design of a model-based EMS, the applied models of the hybrid electric
vehicle (HEV) are described in this section. The parallel hybrid vehicle under
consideration is schematically depicted in Fig. 3.2. The fuel power Pf flows from
the tank (FT) to the Combustion Engine (CE), converted to mechanical power
Pe, thereby depleting the available fuel energy Ef . Dependent on the position
of the clutches CL1 and CL2, the power from the Motor/Generator (MG) Pm
is added to Pe, resulting in the power at the power-split point Pp. This power
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Table 3.2. Abbreviations

Components
BT Battery
CE Combustion Engine
CL Clutch
EMS Energy Management System
FT Fuel Tank
GB Gearbox
HEV Hybrid Electric Vehicle
MG Motor Generator
RD Road
VH Vehicle
Algorithms
DP Dynamic Program
MILP Mixed Integer Linear Program
PMP Pontryagin’s Minimum Principle
QP Quadratic Program
RB Rule Based (heuristics)

is transferred through the gearbox, final drive and wheels (GB), resulting in the
driveline power Pd of the vehicle (VH). Dependent on the road load acting on
the vehicle (F0), the travelled distance s and velocity v will change. The MG
exchanges electrical power Pb with the battery (BT), thereby (dis-) charging the
buffer Eb. Due to the two clutches, both CE and MG can be disconnected and
stopped, thereby eliminating their friction losses. In the following sections, the
models for this topology are given, with typical model parameters denoted in
Table 3.3.

F0PeCE
Pf

MG

GB
Pp

PbPm

Pd

BT
(Eb)

FT
(Ef)

VH
(s,v)CL1

CL2

RD

Fig. 3.2. Topology of the parallel Hybrid Electric Vehicle with its rel-
evant power flows, defined positive towards the road and relevant states
(between parenthesis)
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Table 3.3. Model parameters for the internal combustion engine (CE),
motor generator (MG), battery (BT) and vehicle (VH).

model parameter value unit description
CE ηe 0.45 - indicated efficiency

Pe0 Pe0(ωe) W friction (cf. Fig. 3.3)
Pe Pe(ωe) W minimum power (cf. Fig. 3.3)
Pe Pe(ωe) W maximum power (cf. Fig. 3.3)
Ie 3 kg m2 moment of inertia

MG ηm 0.95 - mechanical efficiency
Pm0 Pm0(ωm) W friction (cf. Fig. 3.3)
Pm Pm(ωm) W minimum power (cf. Fig. 3.3)
Pm Pm(ωm) W maximum power (cf. Fig. 3.3)
Im 1.5 kg m2 moment of inertia

BT β 1 · 10−6 1/W loss coefficient
Eb − Eb 4 · 106 J effective battery size

VH m 20 · 103 kg vehicle mass
ρ 1.2 kg/m3 air density
cw 0.65 - air drag coefficient
A 10 m2 frontal area
cr 4 · 10−3 - rolling resistance coefficient
rd 52.2 - drive ratio
cG 1.29 - gear base constant
g 9.8 m/s2 gravitational constant

3.2.1 Internal combustion engine

The internal combustion engine (CE, or ‘engine’), is modeled as an affine relation
between the fuel Pf and the power output Pe, often referred to as a Willans
approximation [21]:

Pe(t) = Pe0(ωe(t)) + ηePf (t) (3.1)

with ηe the indicated efficiency (see Table 3.3) and Pe0(ωe) the speed dependent
friction losses. It should be noted that Pf (t) ≥ 0 and Pe0(ωe(t)) ≤ 0. The power
output is limited by

Pe(t) ∈ [Pe(ωe), Pe(ωe)], (3.2)

as shown in Fig. 3.3. The CE has Pe(ωe) ≤ Pe0(ωe), meaning that additional
engine braking can be applied on top of the nominal friction, which is a feature
typically available on heavy duty commercial vehicles. For Pe ≤ Pe ≤ Pe0 no
fuel is consumed (Pf = 0). The total fuel consumption Ef is the integral of Pf :

Ėf = Pf (t). (3.3)
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3.2.2 Motor generator

The mechanical output of the motor generator (MG) is modeled as:

Pm(t) =

{
Pm0(ωm(t)) + ηmPb(t), if Pb > 0
Pm0(ωm(t)) + 1

ηm
Pb(t), if Pb ≤ 0

, (3.4)

with Pm the mechanical output power, Pm0 the friction, Pb the electrical power
from the battery and ηm the constant efficiency of the MG, see Table 3.3. The
power output is limited by

Pm(t) ∈ [Pm(ωm), Pm(ωm)] (3.5)

and is shown in Fig. 3.3, together with Pm0(ωm).
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Fig. 3.3. Power capabilities of internal combustion engine (CE) and
motor generator (MG) as a function of the rotational speed. Dotted lines
indicate the nominal friction Pe0 and Pm0.

3.2.3 Battery

The battery (BT) is modeled as an integrator, with quadratic losses, see [3]:

Ėb = −Pbi(t) (3.6)
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Pbi(t) = Pb(t) + β · Pb(t)2, (3.7)

with Eb the energy in the battery, Pbi the internal battery power, Pb the power at
the terminals and β the loss constant. Note that Pb > 0 discharges the battery.
The effective size of the battery is limited, such that

Eb ≤ Eb(t) ≤ Eb. (3.8)

In [93] the validation of the CE, MG and BT models is described.

3.2.4 Mode selection

The topology has two clutches, CL1 for connecting the CE to the driveline
and CL2 for connecting the MG to the driveline. When the clutch is open,
the respective component is disconnected from the driveline and stopped to
eliminate the friction losses in the component. The two clutches create four
modes M ∈ {Mc,Me,Mm,Mo}, representing the driveline states, as defined in
Table 3.4. If connected, then the rotational speed of the CE(ωe) respectively the
MG(ωm), is equal to the rotational speed ω at the gearbox input shaft, and zero
otherwise. The gearbox input power Pp is the sum of the connected components.

Table 3.4. Driveline modes M

M description CL1 CL2 ω Pp(M) =
Mc combined closed closed ωe=ωm=ω Pe + Pm
Me engine-only closed open ωe=ω, ωm=0 Pe
Mm motor-only open closed ωm=ω, ωe=0 Pm
Mo open driveline open open ωe=ωm=0 0

The mode is controlled with IM ∈ {ic, ie, im, io} for the respective four
modes. Mode switch dynamics are defined by the state machine in Fig. 3.4.
When a mode switch (∆M) is performed, the driveline is open (Mo) for a du-
ration of ∆tM , during which no traction is available (Pp(Mo) = 0). During the
mode switch, a series of events, involving (de-)coupling and synchronization of
rotating masses, cause energy losses, represented by the lumped parameter εM .

εM =

{
0, if ∆M = 0
> 0, if ∆M ∼ 0

(3.9)

In Appendix A.5 the dependency of εM on the driveline state and the drive cycle
is described.
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~ic

ic

~im~ie

ie im

Mc Me Mm
Mo

on entry: 
wait ∆tM

Fig. 3.4. State machine for switching between modes M . All mode
switches go through Mo (‘open driveline’), which is maintained for ∆tM .
The negation of the mode command is denoted with ∼ i.

3.2.5 Gear selection

The gearbox with final drive and wheels (GB) is modeled as a geometrically
stepped transmission without losses. The ratio of the gearbox rG is a function
of the gear position G ∈ {1, 2, ..., 12} with the gear base constant cG

rG(G(t)) = cG
(12−G(t)). (3.10)

The gearbox input shaft speed ω [rpm] is related to the vehicle speed v [m/s],
through the gearbox ratio, final drive and wheels, with

ω(G(t), v(t)) = rG(G(t)) · rd · v(t), (3.11)

where rd is the drive ratio from speed [m/s] to gearbox out [rpm]. The gear
selection is controlled with IG ∈ {i1, i2, ..., i12}. Gear switch dynamics are de-
fined by the state machine in Fig. 3.5. When a gear switch (∆G) is performed,
the driveline is open (Go) for a duration of ∆tG, during which no traction is
available:

Pd(G) =

{
0, if G0

Pp, if ∼ G0
(3.12)

During the gear switch a series of events, involving (de-)coupling and synchro-
nization of rotating masses, cause energy losses, represented by the lumped pa-
rameter εG:

εG =

{
0, if ∆G = 0
> 0, if ∆G ∼ 0

(3.13)

In Appendix A.5 the dependency of εG on the driveline state and the drive cycle
is described.
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~i2~i1

i1 i2 i12

~i12

G1 G2 G12
G0

on entry: 
wait ∆tG

Fig. 3.5. State machine for switching between gears G. All gear switches
go through G0 (‘open driveline’), which is maintained for ∆tG. The nega-
tion of the gear command is denoted with ∼ i.

3.2.6 Vehicle

The dynamics of the vehicle (VH) are modeled for the longitudinal motion:

d2s

dt2
(t) =

F0(s, v(t)) + Fd(t)

m
, (3.14)

with vehicle mass m, vehicle position s, v(t) = ds
dt the vehicle speed, the total

vehicle road load F0:

F0(s, v(t)) = Fa(v(t)) + Fr(s) + Fg(s), (3.15)

with:

Fa(v(t)) =
1

2
cw ·A · ρ · v(t)2, (3.16)

Fr(s) = m · g · cr · cosα(s), (3.17)

Fg(s) = m · g · sinα(s), (3.18)

respectively the air drag, rolling resistance and gravitational force, and Fd the
driveline force:

Fd(t) =
Pd(t)

v(t)
, (3.19)

where α is the road inclination, and the other parameters as defined in Table
3.3. The velocity of the vehicle is limited, such that

0 ≤ v(s) ≤ v(s), (3.20)

with v the maximum speed limit.
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3.3 Multi-level energy management

Optimizing the energy consumption for a system, with multiple states and a
mix of continuous and discrete decision variables, is computationally demanding
for real-time implementation. Partitioning the optimization into smaller prob-
lems, reduces the computational burden. Not only the sub-problems are smaller
and thereby easier to solve, also each partition can have its own optimization
algorithm, making selection of more efficient algorithms possible, suited to the
specific problem of that partition. E.g. in [58] Dynamic Programming is used
for the partition with discrete decision variables, while convex optimization is
used for the partition with continuous states. The method of partitioning is,
however, not unique nor trivial [18].

For the generic energy management problem, described in section 3.3.1, a
functional hierarchy is introduced in Section 3.3.2, inspired by the ‘multi-level
structure using conjugate variables’ in [18]. In this section, the partitioning in
levels, and the solution of the multi-level EMS, for two solution schemes, are
described:

• the iterative scheme (Section 3.3.3), used in simulation to show convergence
of the EMS in Section 3.7.1,

• the model predictive scheme (Section 3.3.4), that is real-time implementable
and simulated in Section 3.7.2.

The control system for each individual level is described in Sections 3.4, 3.5 and
3.6.

3.3.1 Generic energy management problem

The general task of the Energy Management System (EMS) is to minimize the
fuel energy Ef needed to move the vehicle over a distance from s0 to sf . For
the vehicle model in Section 3.2, this EMS can be posed as a nonlinear, mixed-
integer, input- and state-constrained dynamical optimization problem:

min J = min
u

∫ tf

t0

(Pf (u, x, w, t) + Pε) dt,

s.t.

he(u, x) = 0

hn(u, x) ≤ 0

(3.21)

with continuous decision variables Pd (driveline power), Pb (battery power) and
discrete decision variables IM ∈ {ic, ie, im, io} (mode request), IG ∈ {i1, i2, ..., i12}
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(gear request):

u =


Pd
Pb
IM
IG

 , (3.22)

continuous states s (distance), v (velocity), Eb (battery energy) and discrete
states M ∈ {Mc,Me,Mm,Mo} (mode), G ∈ {1, 2, ..., 12} (gear):

x =


s
v
Eb
M
G

 , (3.23)

disturbances, representing the preview information, α (road slope), v (maximum
velocity):

w =

[
α(s)
v(s)

]
, (3.24)

switching cost εM (for mode switch), εG (for gear switch):

Pε =

[
εM
εG

]
, (3.25)

equality constraints on s0 (initial distance), sf (final distance), Eb (battery en-
ergy) sustenance:

he =

 s(t0)− s0
s(tf )− sf
Eb(t0)− Eb(tf )

 = 0, (3.26)

inequality constraints on v, Eb upper and lower limits, Pe (CE power) upper
and lower limits, Pm (MG power) upper and lower limits:

hn =



v(t)− v(s)
Eb(t)− Eb
−Eb(t) + Eb
Pe(t)− Pe(ω)
−Pe(t) + Pe(ω)
Pm(t)− Pm(ω)
−Pm(t) + Pm(ω)


≤ 0, (3.27)

together with the model equations in Section 3.2.
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3.3.2 Multi-level optimization

In the multi-level EMS, the global optimization problem is subdivided into three
levels based on its function: velocity determination, optimizing battery energy
and optimizing the power-split including switching of modes and gears. Each
level (indicated with subscript i) has the same objective, i.e. minimizing (equiv-
alent) fuel:

min Ji = min
ui

∫ tfi

t0

(Pf (ui, xi, wi, t) + Pεi) dt,

s.t.

hei = 0

hni ≤ 0

(3.28)

but with a subset of the decision variables, and on each level a different model
complexity, belonging to the abstraction and dynamics on that level. In Table
3.5, the sub-problems of the optimization are defined, including the output y of
each level. Numbering of the levels start at 1 for the lowest level, as control of
the component itself (e.g. for safe operation) is indicated with Level 0, and is not
contained in the EMS. Information exchange between the three levels is shown
in Fig 3.1 and the function and interfacing of each level is shortly explained next.

3.3.2.1 Level 1, ‘Power-split including switching’ (Section 3.4)

Level 1 is the lowest control level in the EMS, responsible for the optimal power
split (defined by Pb and given Pd), mode (IM ) and gear (IG) selection. Based
on information from the higher levels, it has to act fast, in order to have a re-
sponsive vehicle. However, the required fast update rate (typically 10..100Hz),
limits the computational time available for calculations. This is solved by mov-
ing computational expensive calculations to higher layers, and having explicit
solutions for the remaining optimizations, using optimal control techniques (DP
and PMP, see Appendix A.2). Information from the higher levels is provided by
vectors over time (indicated in bold) with estimated quantities:

• λb, estimated equivalent cost of battery energy

• Pd, estimated power demand

• v, estimated vehicle speed

and after optimizing the decision variables, the calculated driveline speed ω is
provided to Level 2 and 3.

3.3.2.2 Level 2, ‘Battery energy’ (Section 3.5)

Level 2 is responsible for optimizing the battery energy over the cycle, consid-
ering the battery constraints. As the battery energy dynamics are slower than



3

i
i

“thesis˙VvR” — 2017/11/20 — 17:34 — page 60 — #70 i
i

i
i

i
i

60 Multi-level energy management

Table 3.5. Generic optimization problem, subdivided into 3 levels (i)

‘Generic’ ‘Velocity’ ‘Battery energy’ ‘Power-split’
i 3 2 1

ui


Pd
Pb
IM
IG

 [Pd]

[
Pb
IM

] PbIM
IG



xi


s
v
Eb
M
G


[
s
v

] [
Eb
] [

M
G

]

wi

[
α
v

] αv
ω

 [
Pd

ω

] Pd

λb

v


Pεi

[
εM
εG

]
0 0

[
εM
εG

]

hei

 s(t0)− s0
s(tf )− sf

Eb(tf )− Eb(t0)

 [
s(t0)− s0
s(tf3)− sf

] [
Eb(tf2)− Eb(t0)

]
0

hni



v − v
Eb − Eb
Eb − Eb
Pe − Pe
Pe − Pe
Pm − Pm
Pm − Pm


 v − v
Pf − Pf
Pf − Pf



Eb − Eb
Eb − Eb
Pe − Pe
Pe − Pe
Pm − Pm
Pm − Pm



Pe − Pe
Pe − Pe
Pm − Pm
Pm − Pm



tfi tf = t(sf ) tf3 ≤ t(sf ) tf2 ≤ tf3 tf1 ≤ tf2

yi


Pd
Pb
IM
IG

 [
Pd

v

] [
λb

]

Pe
Pb
IM
IG
ω
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the decisions needed in Level 1, its optimizations can run at a lower rate (typi-
cally 1 Hz), facilitating the more complex calculations, caused by battery limits
and longer horizons. Abstraction of the Level 1 model, by e.g. not considering
gear switching and no penalties on switching, combined with PMP techniques,
make the optimization computationally efficient. Based on an estimated drive-
line speed ω, the estimated power demand Pd and the current battery energy
Eb, the optimal λb is calculated, which is input for Level 1.

3.3.2.3 Level 3, ‘Velocity’ (Section 3.6)

Level 3 determines the velocity v. Of the three levels it uses the most abstracted
model of the hybrid driveline, by e.g. not considering battery dynamics, hybrid
modes, power-split or switching. Using-distance based route information for
preview, i.e. slope α(s) and maximum speed limits v(s), and current vehicle
velocity v and position s, an estimate speed v is determined, resulting in an
estimated power demand Pd.

t0

t0 tf3

t0 tf1
t0 tf2

level 1

level 2

level 3

tf3=tf2=tf1=t(sf)level 1, 2 and 3

horizon

iteration
multi-level MPC:

multi-level iteration:

vehicle moving

Fig. 3.6. Schematic of the horizon in the ‘multi-level iteration’ and
‘multi-level MPC’ solution schemes. The multi-level iteration has an iden-
tical horizon, for all levels, and for all iterations, comprising the complete
drive cycle. The multi-level MPC has a solution scheme, with shorter
horizon lengths. With each time sample, the vehicle moves along the
drive cycle. At each time sample one iteration is performed, over a hori-
zon starting at t0, having a fixed horizon length to tf . When the level
has a faster sample time, iterations are performed more often, thereby
improving the feedback performance.
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3.3.3 Multi-level iteration

The multilevel iteration scheme is used for off-line simulation. In this multi-
level, nested, optimization, the decisions on one level impact the objective on
other levels and thereby influencing optimality [8], [71]. This dependency can
be seen in Fig. 3.1, where the variables and ω, λb are fed back to the higher
level controllers. Solving the optimization by starting at the highest level and
sequentially transmitting information to the lower levels, we need an a priori
estimate of ω and λb. When all levels are calculated, the sequence can be re-
peated, where ω and λb are updated from the last sequence, thereby providing
the higher levels with the latest decision details of the lower levels. The solution
scheme of the optimization results in:

1. Initialization:

(a) all levels optimize over the complete drive cycle, from t(s0) to final
time tf3 = tf2 = tf1 = t(sf ),

(b) initialize ω with an estimated average speed,

2. Velocity prediction:

(a) retrieve α(s), v(s) (road slope and speed limit information), s(t0),
v(t0) (position and speed) and model parameters (Table 3.3),

(b) use the vehicle model and results from optimal control, to predict the
velocity profile,

(c) store resulting Pd, v.

3. Battery energy optimization:

(a) retrieve Pd, ω, Eb(t0) and model parameters (Table 3.3),

(b) calculate PMP necessary conditions and optimize the remaining bound-
ary value problem(s),

(c) store resulting λb.

4. Power-split and switch optimization:

(a) retrieve λb, Pd, v and model parameters (Table 3.3),

(b) calculate PMP necessary conditions and solve the remaining DP prob-
lem,

(c) store resulting ω and output Pd, Pb, IM , IG to the component con-
trollers on the vehicle.

5. Iterate:

(a) repeat from step 2 with an improved estimate of ω and λb, unless
stop conditions are met (number of iterations). Note that the initial
conditions at t0 remain identical.
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It is expected that each iteration will increase fuel efficiency, until the solution
is converged. The effect of the number of iterations on the fuel efficiency, is
analyzed by simulation in Section 3.7.

3.3.4 Multi-level Model Predictive Control

To apply the EMS in real-time, the multilevel optimization is implemented as
a model predictive (or receding horizon) controller (MPC), which performs the
optimization in a regular schedule (‘sampling’). Each sampling period the opti-
mization is performed with updated states, over a subset of the cycle (‘horizon’),
thereby creating feedback for disturbance rejection and model mismatch com-
pensation. In Fig. 3.6, the differences with the multi-level iteration, in horizon
and iteration, are illustrated. Compared to the solution scheme in Section 3.3.3,
the following adjustments are made:

• t0 now refers to the vehicle’s current time and tf is relative to t0, with a
fixed horizon length (which implements the receding horizon),

• each sample time, only one iteration is applied, i.e. step 5 in the iteration
scheme is skipped,

• the horizon length decreases on each level: t(sf ) > tf3 > tf2 > tf1,

• each level runs in its own regular schedule (sample time), where the higher
levels run slower than the lower levels.

All adjustments are for improving computational efficiency, however, optimality
will reduce. In Section 3.7 we will show that in simulation the optimality is
marginally decreased and the multi-level approach shows good fuel economy in a
high fidelity simulation environment. In Sections 3.4, 3.5 and 3.6 the algorithms
are described in detail for Level 1, 2 and 3 respectively.



3

i
i

“thesis˙VvR” — 2017/11/20 — 17:34 — page 64 — #74 i
i

i
i

i
i

64 Multi-level energy management

3.4 Level 1: Power-split and switch optimization

The Level 1 optimization calculates the optimal power-split, mode and gear
selection for a simplified plant model, as a subset from optimization (3.21).
In [3], [93] it is shown that the power-split problem with battery dynamics can
be efficiently solved using PMP, resulting in two solutions steps, see Appendix
A.2:

• minimization of the Hamiltonian as a function of λb, resulting in the opti-
mal power-split, mode and gear,

• calculation of λb that complies to the battery constraints.

Level 1 performs the first step: minimization of the Hamiltonian. The second
step, calculation of λb, is performed at Level 2, as described in Section 3.5.

On Level 1 we assume a predetermined velocity profile v(t) = v, which
defines Pd using α(s) in (3.14)-(3.19). As λb is controlling Eb (see Section
3.5), all continuous states (Eb, s, v) are removed from (3.23), together with the
equality and inequality constraints on the respective states in (3.26) and (3.27).
As a result, the minimization (3.28) for Level 1, denoted with subscript 1, is

min J1 = min
u1

∫ tf1

t0

(Pf (u1, x1, w1, t) + Pε1) dt,

s.t.

he1 = 0

hn1 ≤ 0

(3.29)

with

u1 =

PbIM
IG

 . (3.30)

x1 =

[
M
G

]
, (3.31)

w1 =

Pd

λb

v

 , (3.32)

he1 = 0, (3.33)

hn1 =


Pe(t)− Pe(ω)
−Pe(t) + Pe(ω)
Pm(t)− Pm(ω)
−Pm(t) + Pm(ω)

 ≤ 0, (3.34)

with the switching cost Pε1 = 0 in Sections 3.4.1-3.4.2 and with Pε1 ≥ 0 in
Section 3.4.3.
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3.4.1 Explicit minimization of the Hamiltonian per mode

On Level 1 the Hamiltonian is minimized. For the hybrid drive train this Hamil-
tonian is solved explicitly in [3], [93], i.e. an analytical expression is found for
the minimization. This section extends that solution for the driveline topology
with an additional clutch between MG and GB. The Hamiltonian of Level 1 to
minimize is

H1 = Pf (Pb, IM , IG, Pd, v)− λb · Pbi(Pb, IM , IG, Pd, v), (3.35)

using the PMP conditions (Appendix A.2). When we assume instantaneous
switching, i.e. ∆tM = 0,∆tG = 0, the control signals IM and IG bring the
system immediately to its corresponding state, hybrid mode M respectively gear
G, such that IM ≡M, IG ≡ G. Then for each M,G the minimum of H1 is found
by solving dH1

dPb
= 0. For each M,G the result is given in Table 3.6, where only

parameter Pm0(ω(G, v)) depends on the rotational speed ω, as defined by G and
v through (3.11).

Table 3.6. Explicit solution of the power-split as a function of the mode

mode description P ∗b
Mm motor-only (Pd − Pm0)/ηm
Me engine-only 0

Mc combined


− (λb+

ηm
η )

2βλb
if Pb > 0

− (λb+
1

ηηm
)

2βλb
if Pb ≤ 0

With the explicit expression for P ∗b (where the superscript ∗ denotes the
optimal solution), the reduced Hamiltonian H1a (with subscript a denoting the
variant) is an explicit expression, for each mode and gear combination. Finding
the optimal H1 is thereby reduced to:

H∗1 = H∗1a = minH1a(M,G|λb, Pd, v) (3.36)

In Fig. 3.7, H∗1 is illustrated. As a function of λb, H
∗
1 changes modes at

B1, B2 and B3. Due to the mode changes, the control signal P ∗b for M∗ jumps as
a function of λb at B1, B2 and B3, as shown in Fig. 3.8. That jumping behaviour,
caused by the additional clutch between MG and GB, is new to [3], [93] and adds
complications to the controllability of Eb, as will be shown in Section 3.5.2.

3.4.2 Mode selection, without cost on switching

Instead of calculating all H1a(M,G) and selecting the minimal one (3.36), a
computationally more efficient approach can be taken where the optimal mode
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H

Mm
Mc
Me

M*

B3 1 2B B
|λb |

1

Fig. 3.7. The Hamiltonian H∗1 of the three modes Mm,Mc,Me as a
function of λb for a power demand and rotational speed. The optimal
mode M∗ changes at the boundary points B1, B2, B3

B3 1 2B B

0

|λb |

P b

Mm
Mc
Me

M*

*

Fig. 3.8. P ∗b as a function of λb for the modes Mm,Mc,Me for a power
demand and gear. At B1 and B2 the optimal mode M∗ switches between
Mc and Me, with a corresponding jump in P ∗b . At B3 a jump occurs due
to switching between Mc and Mm.



i
i

“thesis˙VvR” — 2017/11/20 — 17:34 — page 67 — #77 i
i

i
i

i
i

3.4 Level 1: Power-split and switch optimization 67

is calculated beforehand. Fig. 3.7 shows that the optimal mode is changed
at B1, B2 and B3 where the Hamiltonians of two modes are equal. Equating
the Hamiltonians, using (3.1), (3.4), (3.7), (3.36) and Table 3.6, results in five
expressions, representing all the switching lines (guards B) where the optimal
mode M∗ is changing. Two guards are a function of λb∀Pd:

B1 : λb = −ηm
η

+
2βPm0

η
+

2
√
βPm0(βPm0 − ηm)

η
, (3.37)

B2 : λb = − 1

ηηm
+

2βPm0

η
−

2
√
βPm0(βPm0ηm − 1)

ηηm
, (3.38)

and three guards are a function of (Pd, λb):

B3 : Pd = Pm0 −
ηm + ηλb
2βλb

η
ηm

−
√

4βλbηP0

2βλb
η
ηm

(3.39)

B4 : Pd = Pm0 −
ηm + ηλb
2βλb

η
ηm

− √
4βλbη(P0 − Pm0) + (λ1η + ηm)2

2βλb
η
ηm

(3.40)

B5 : Pd = Pm0 −
ηm + ηλb
2βλb

η
ηm

−√
4βλbηP0 + 2λbη(ηm − 1

ηm
) + (η2m − 1

η2m
)

2βλb
η
ηm

(3.41)

All optimal modes M∗ are explicitly defined with (3.37-3.41), as a function of
(Pd, λb) and the model parameters (Table 3.3). In Fig. 3.9, the guards and
optimal modes are illustrated.

A further reduced Hamiltonian H1b(λb, Pd, v) is now obtained in three steps:

1. for each (feasible) gear, select the optimal mode M∗(G), using (3.37-3.41),

2. for each (feasible) gear, calculate H1a(M∗(G), G),

3. select G∗ that minimizes H1a(G),

thereby reducing (3.36) to:

H∗1 = H∗1b = minH1b(λb, Pd, v), (3.42)

which statically defines the decision variables Pb, IM , IG as a function of λb, Pd, v.
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0
|λ |b

P d

Mc*

B1

Mm

Me
Mc

B4

B3

B5

B2

*
*

*

Pd
#

Fig. 3.9. Explicit mode change map as a function of costate λb and
power demand Pd, indicating the guards B between the optimal modes
M∗m (motor-only), M∗e (engine-only) and M∗c (combined). Fig. 3.7 and

3.8 are cross sections at P#
d

Note that power constraints of the components (3.34) are easily added by
including the corresponding guards, thereby refining the area of M∗, see [3].
The cost function (3.29) is now reduced to

min J1b =

∫ tf1

t0

H∗1b(t|λb(t), Pd(t), v(t)) dt, (3.43)

which is the integral of all locally minimized Hamiltonians.

3.4.3 Mode selection, with cost on switching

When the system operates near the guards, frequent switching (so called ‘hunt-
ing’) between modes and gears can occur under influence of disturbances, thus
preventing acceptable real-life implementation. Each switch involves connecting
and/or disconnecting of components, synchronization of their speeds and addi-
tional friction losses, which cause driveability, durability and efficiency issues.
As a solution to hunting, the cost function 3.21 adds a penalty Pε = εM +εG ≥ 0
on mode switching ∆M and gear switching ∆G.

The parameters εM , εG can be tuned to balance hunting behavior, with fuel
economy. To aid in tuning, Appendix A.6 provides an analysis on the bounds of
εM , εG, based on the effect of a switch on the cost function. To prevent tuning of
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the parameters, Appendix A.5 quantifies the model-based, equivalent fuel losses
during a switch, identified by:

• synchronization losses, caused by acceleration and deceleration of rotating
masses (Appendix A.5.1),

• traction interruption, caused by disconnection of the driveline and leading
to vehicle speed deviations (Appendix A.5.2). As the speed deviation
during disconnection of the driveline, depends on the road load (e.g. up-
hill resulting in a large speed decrease, on flat road resulting in a small
speed decrease), the corresponding equivalent fuel costs are a function of
the speed change and time loss.

The calculated penalties are then a function of mode change, gear change and
vehicle speed. Adding the cost of switching, changes (3.29) to the new Level 1
cost function

min J1c = min
M,G

∫ tf1

t0

H∗1a(M,G, t|λb(t), Pd(t), v(t))+

εM (∆M, t|v(t)) + εG(∆G, t|v(t)) dt, (3.44)

which is the integral of the explicit Hamiltonian solution (3.36), with switching
costs εM and εG added to the integral, when a switch occurs. By discretizing
time,

min J1d = min
M,G

tf1∑
t0

H∗1a(M,G, k|λb(k), Pd(k), v(k))+

εM (∆M,k|v(k)) + εG(∆G, k|v(k)), (3.45)

with the discrete time vector k ∈ {0 · Tk, 1 · Tk, 2 · Tk, ..., tf1} and sampling time
Tk, the optimization is solved using Dynamic Programming. The outline of the
algorithm is as follows, as illustrated in Fig. 3.10:

1. all feasible modes M and gears G over the time horizon tf1 are enumerated

2. for each combination of mode and gear and time, the Hamiltonian is ex-
plicitly solved using (3.36), resulting in H(M,G, k)

3. a Dynamic Program (DP) is formulated with H(M,G, k) as elements for
the cost-to-go matrix (M,G, k)

4. to implement the cost for switching, for each mode change and gear change,
the cost-to-go matrix is penalized with εM and εG

5. the optimal sequence of modes and gears is calculated using DP

6. for the MPC implementation, only the first control action is implemented.
The next sample time, the algorithm is repeated with updated inputs,
disturbances and states.
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k=0
mode

g
e
a
r

k=1

k=2

k=3

k=4

Fig. 3.10. Illustrating the Receding Horizon Integer Program to solve
at each time step. Over a horizon of 4 seconds with a sampling time of
1 second, all feasible modes and gears are enumerated (blue), starting
at the current mode and gear (red). For all feasible modes, H is calcu-
lated, increased with an equivalent fuel penalty Pε on each mode or gear
change, and the optimal trajectory over the horizon (blue dotted line) is
determined, using DP

For the resulting M and G, P ∗b is selected using (3.36) and with Pd given,
Pe and Pb are known with (3.4), (3.12) and Table 3.4. With the selection of Tk
such that ∆tM ≈ ∆tG ≈ Tk, we have IM (k) = M(k + 1) and IG(k) = G(k + 1),
which completes the calculation of the output of Level 1.
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3.5 Level 2: Battery energy optimization

The Level 2 optimization determines λb, which is an input for Level 1 control.
That λb is found by solving the power-split problem, taking the battery dynamics
Eb (3.23), with corresponding limits (Eb, Eb, (3.27) ), into account.

On Level 2 we assume:

• a predetermined velocity profile is available, which defines Pd using (3.14-
3.19).

• a prescribed rotational speed ω, which defines G ∈ [1, 12] with the pre-
determined velocity profile. Before iteration over the levels an estimated
average ω is selected. After each iteration ω from Level 1 is used.

• mode and gear switching is instantaneous (∆tM = 0,∆tG = 0), without
costs associated (Pε = 0).

As a result, minimization (3.28) for Level 2 is

min J2 = min
u2

∫ tf2

t0

(Pf (u2, x2, w2, t) dt,

s.t.

he2 = 0

hn2 ≤ 0

(3.46)

with

u2 =

[
Pb
IM

]
. (3.47)

x2 =
[
Eb
]
, (3.48)

w2 =

[
Pd

ω

]
, (3.49)

he2 = Eb(tf2)− Eb(t0) = 0, (3.50)

hn2 =


Eb − Eb
−Eb + Eb
Pe(t)− Pe(ω)
−Pe(t) + Pe(ω)
Pm(t)− Pm(ω)
−Pm(t) + Pm(ω)

 ≤ 0. (3.51)

Following [34], this dynamic state constrained problem is solved using PMP
(Appendix A.2). Using (3.6) and (3.7), the system dynamics are:

ẋ = Ėb = −Pbi(Pb) (3.52)
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and with (3.3) result in the Hamiltonian:

H2 = Pf (Pb, IM , Pd, ω)− λb · Pbi(Pb, IM , Pd, ω), (3.53)

where λb is the costate of Eb. As no switching costs are defined, H2 is explicitly
minimized with (3.42) as a function of λb, among others. The dynamics of λb

(A.8),

λ̇b = − ∂H
∂Eb

=
∂Pbi
∂Eb

= 0, (3.54)

show that λb is constant for the problem without constraint (3.8), or changes
stepwise where Eb is constrained [93], [89]. Solving the problem is reduced to a
boundary value problem [74], with λb the decision variable.

The boundary value problem, for the topology with clutches, state constraints
and a limited horizon, has the following properties, that are handled by the
developed algorithms in this section, with the flowchart in Fig. 3.11:

I1 Constraint activation increases the number of boundary value problems to
solve, where the number of sub-problems is not known a-priori. The iter-
ative solution method from [89] is recapitulated in Section 3.5.1.

I2 Controllability of Eb(tf2) is not a continuous function of λb, due to the
clutches in the topology, resulting in non-unique solutions. The switch-
ing algorithm in Section 3.5.2 ensures controllability for all λb.

I3 When the horizon does not include tf , the end condition on Eb(tf2) is not
known, thereby removing charge sustenance ∆Eb = 0 as a control target.
In Section 3.5.3, a solution is proposed, which is guaranteed to be optimal
for a subset of scenarios.

In the remainder of this section, tf2 = tf for ease of notation, but without
loss of validity of the Level 2 problem where tf2 < tf .

3.5.1 Constraint handling (I1)

The optimal solution to (3.21-3.27) results in a constant λb when Eb constraints
are not present (3.54), that can be efficiently found by solving the two point
boundary value problem. When constraints on Eb are violated, the original
problem must be subdivided into one or more subproblems dependent on the
amount of constraint violations, as described in [89]. As we elaborate on this
procedure in the next sections, we repeat an outline of the procedure here:

• The unconstrained subproblem is solved for a constant λb.

• If no constraint violation is present, the subproblem is solved. The proce-
dure is repeated for the next unsolved subproblem.
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Fig. 3.11. For dealing with constraints, non-unique solutions and a lim-
ited horizon, the flowchart shows the procedure for solving the boundary
value problems (BVP). Starting with one unsolved (sub)problem (SP),
from t0 to tf , the process is started. Dependent on the number of con-
straint violations, the procedure ends with a set of solved subproblems,
each providing a segment of λb over the complete horizon. Each sub-
problem contains the solution to a BVP, and dependent on the stated
conditions, the additional procedures I1, I2 or I3 are needed.

• If constraint violations are present, the time tc of the largest constraint
violation is identified. The subproblem is divided at tc into two new sub-
problems, with the first subproblem, having Eb(tc) = Eb as an end point
constraint and the second subproblem having Eb(tc) = Eb as a start point
constraint, when Eb is violated. For Eb violations Eb(tc) = Eb.

This sequence is repeated, until all subproblems are solved, resulting in a piece-
wise constant λ∗

b for the whole cycle.
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3.5.2 Controllability of Eb: non-uniqueness (I2)

The optimal solution has a non-continuous Eb(tf ) controllability as a function of
λb, leading to problems in realizing charge sustenance. The cause are the guards
in the optimal solution of H (see Section 3.4.2), where a switch from one mode
to another is enforced. When Pd and λb coincide with one of the guards B, the
optimal solution is non-unique (singular), i.e. several control inputs lead to the
same fuel optimum [34], [97], [13].

The first type of guards are a function of Pd (and λb), i.e. B3, B4, B5 (see
Section 3.4). As Pd normally varies in time, the optimal solution will seldom
be at one of the guards for a prolonged duration. For that reason [3] selects
one mode a priori, when Pd is on the guard, thereby being optimal, but without
guarantee to be charge sustaining. In simulations, especially with perfectly con-
stant Pd, switching between the modes could be necessary for a charge sustaining
solution. Therefore [57] opts to vary λb around λ∗b , which causes switching be-
tween the modes, but is inherently sub-optimal because of the deviation from
λ∗b . In [97] this is correctly solved by using a so-called ‘sliding mode’ control,
that minimizes the number of mode changes, which does not change λ∗b . In our
EMS we also unalter λ∗b and remain in the last mode, when Pd coincides with
the guards B3, B4, B5.

The second type of guards are not a function of Pd, only of λb, i.e. B1 and B2.
As λ∗b is (piecewise) constant, the solution can be on B1 and B2 for a prolonged
period of time. Fig. 3.8 shows that the optimal solution switches from Mc to
Me when λb is at guards B1 or B2. Consequently P ∗b jumps at B1 and B2, and
for an arbitrary drive cycle, the controllability of Eb(tf ) (or charge sustenance)
jumps as a function of λb, see Fig. 3.12.

To have continuous controllability of Eb(tf ) in B1 and B2, a switching se-
quence must be chosen and in the following sections, algorithms for the two
(extreme) switching scenarios are explained:

I2a with an infinite number of switchings,

I2b with a minimal number of switchings (elaborating on [97]).

The switching scenarios are illustrated for a drive cycle of 2000 s, see Fig. 3.13,
for which λ∗b coincides with B1. Trajectory B+

1 (dash-dotted line) starts at
Eb(0) and is above charge sustaining at tf = 2000 s. Trajectory B−1 (dashed
line) starts at Eb(0) and is below charge sustaining at tf = 2000 s. In the top
plot Pm is shown for both trajectories, where the difference is in supporting
the CE with MG or not (boosting). The charge sustaining solution consists of
switching between B+

1 and B−1 over time, such that Eb(0) = Eb(tf ). At least
one switch must be made, i.e. at ts1 or ts2 dependent on the initial mode. The
next subsections provide algorithms to determine the switching sequence, taking
constraints on Eb into account. The algorithms, as illustrated for B1, also hold
for B2.
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E b(
t f)
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B1
+

B2
-

B2
+

B2B1 |λb |

Eb(t0 )

Fig. 3.12. Changing the constant λb for a drive cycle, causes jumps in
the charge sustenance, due to non-unique (singular) solutions at B1 and
B2

3.5.2.1 Infinite number of switchings (I2a)

As the dynamics of Eb (3.6) are state independent, a charge sustaining solution
can be realized by taking a linear combination of the two trajectories B−1 and
B+

1 , such that:

r · EB
−
1

b (tf ) + (1− r) · EB
+
1

b (tf ) = Eb(0), (3.55)

where r is a ratio [0..1]. In the example in Fig. 3.13, this combined solution is
charge sustaining with r = 0.46 (dotted line). This combined solution implies an
infinite amount of switchings between the two trajectories, and will be referred
to as B∞1 .

3.5.2.2 Minimal switching (I2b)

To enforce minimal switching, considering constraints on Eb, a combination of
algorithms I1 and I2a is needed. First it is checked if the subproblem must be
further subdivided as in Section 3.5.1 to guarantee Eb within its bounds:

• if E
B−1
b > Eb, then procedure I1 for constraint handling is performed,

• if E
B+

1

b < Eb, then procedure I1 for constraint handling is performed,

• if E
B∞1
b exceeds limits, then procedure I1 for constraint handling is per-

formed,
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Fig. 3.13. Illustration of algorithm I2a. Power demand Pd of a drive
segment with λ∗b = B1 and two optimal modes: B−1 (Pm is positive during
high power demands, resulting in too low Eb(tf )) and B+

1 (Pm is zero
during high power demands, resulting in too high Eb(tf )). A charge
sustaining trajectory (Eb(tf ) = Eb(0)), is possible with one switch at
ts1 or ts2, or with infinitely many switchings indicated as B∞1 .
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0 200 400 600 800 1000 1200 1400 1600 1800 2000

ts
^

time [s]

E b

Eb

B1
-

B1
+

Fig. 3.14. Illustration of algorithm I2b, first part. Starting with B−1
the lower boundary is violated at ts and a switch must be made to B+

1 .
However, ts = 388 s as switching point is too late, as B+

1 exceeds Eb with
E∧b
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Fig. 3.15. Illustration of algorithm I2b, second part. A new ts1 = 83 s
is found, and B+

1 is continued, until at ts2 = 1191 s the switch to B−1 has
to be made to ensure Eb(tf ) = Eb(0)
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• else a switching sequence exists to maintain Eb within bounds.

The switching sequence with minimal switchings is determined, by choosing
when to switch between the two state trajectories B−1 and B+

1 . The algorithm
is illustrated in Fig. 3.14-3.15.

• The initial mode M is maintained, here resulting in B−1

• Check for constraint violations. Eb violation is detected at t = 388s,

so switching to B+
1 is mandatory. Switching at t = 388s results in Eb

undershoot of E∧b . With the known relative Eb trajectories of B−1 and
B+

1 , the advancement of the switching time is determined, here at 83 s,
Fig. 3.15.

• The previous step is repeated, until tf is reached.

• Eb(tf ) is now within limits, but not at Eb(0). A switch to the other mode
is back propagated from Eb(tf ) = Eb(0), resulting in a last switch at 1191
s.

With this procedure the discontinuity in the controllability of Eb(tf ) is solved
with a switching sequence between modes, where the number of switchings is
minimal. The value of λ∗b has not been altered.

Note that knowing the switching sequence is not necessary on Level 2, as the
interface from Level 2 to Level 1 does not use Eb, but λb, which is not influenced
by the switching sequence. Knowing that a switching sequence exists, is thereby
sufficient. The Level 1 optimization then decides on switching, taking switching
costs into account (Section 3.4.3).

3.5.3 Limited horizon (I3)

When Eb(tf ) is prescribed, the boundary value problem is fully defined and the
optimal solution can be found. However, in real life Eb(tf ) is only prescribed if
the complete drive cycle is used (full horizon) and Eb(tf ) has a value, e.g.

• for a repeating cycle, with Eb(t0) = Eb(tf ), which is often used in simula-
tion assessments,

• when entering a zero-emission zone at tf , with Eb(tf ) = Eb for maximal
electrical driving after tf ,

• when arriving at a charging station at tf , with Eb(tf ) = Eb for cheap
charging of the battery after tf .

If the prediction does not include tf , e.g. when implemented as a receding
horizon algorithm, Eb(tf ) is undefined.

The following, suboptimal, procedure aims at finding a constant λb, without
constraint violations, resulting in a Eb trajectory that has maximal robustness
towards constraint violations. Here it is chosen to maximize the minimal distance
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of the Eb trajectory to the constraints, to allow for disturbances in the prediction,
without violating constraints. The outline of the procedure is:

• choose λb based on bi-section and simulate Eb,

• find the time index of Eb and Eb,

• calculate the distance to the boundary for the two indices and select the
minimal distance,

• select the next λb with bi-section, to increasing the minimal distance, and
iterate.

The iteration stops when the increment of the minimal distance is smaller than
a tolerance value. When the resulting Eb violates constraints, the problem is
subdivided as described in Section 3.5.2 and each sub-problem is evaluated again.

For two special cases, the above procedure results in optimal solutions:

I3a if within the horizon, a Eb limit is activated, irrespective of the control
action e.g. due to a large energy recuperation event, the first subproblem
up to this event is fully defined. The solution to this first subproblem is
then optimal, and independent on the following subproblems.

I3b if (λ∗b , Pd) is on a guard resulting in non-unique solutions and the non-
unique solutions are able to span [Eb(tf ), Eb(tf )], λ∗b is optimal for all

Eb(tf ) ∈ [Eb, Eb].

With these algorithms, the calculation of the output of Level 2 (λb) is com-
plete.

3.6 Level 3: Velocity prediction

The Level 3 functionality determines the velocity profile of the vehicle, given the
slope and velocity limitations of the drive cycle, and provides the Level 2 and
Level 1 algorithms with an estimated power demand Pd and velocity v. This
section describes a simplified solution using results from the optimal control
formulation.

3.6.1 Velocity prediction using three driving modes

The Level 3 functionality predicts Pd from information of the road ahead, i.e.
road slope α and velocity limitations v. The velocity of the vehicle determines
the resulting road load, so assumptions have to be made how the vehicle will
accelerate/decelerate over the route. To determine the fuel optimal velocity
profile, an optimization has to be solved. In [20] this optimization is performed
for a conventional driveline with an affine fuel map, resulting in a set of three
possible driving modes:
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1. maximum acceleration with Fd,

2. minimum acceleration with Fd,

3. constant speed v0, with Fd = F0.

The acceleration limits depend on the capabilities of the drive-line force Fd, for
a given road load F0. When we assume a continuously variable gearbox ratio,
controlled to a fixed engine speed, and only one hybrid mode Me, equations (3.2),
(3.11), (3.15)-(3.19) and Table 3.4, define the acceleration limits as a function
of velocity and road slope: Fd(v, α) and Fd(v, α). For simulation, the vehicle
model is completed with (3.14). We use the three modes, to predict the velocity
profile, given the road information and the vehicle model. The outline of the
algorithm is given:

• retrieve α(s) and v(s) from the preview data source, for the drive cycle,

• decide on v0, typically the reference speed of the speed control on the
vehicle,

• simulate the vehicle model forwards over the drive cycle, using mode 1
(maximum acceleration). Limit the velocity to v0 and v(s). Store the
resulting vector of the forward simulation vf (s),

• simulate the vehicle model backwards over the drive cycle, using mode
2 (minimum acceleration). Limit the velocity to v0 and v(s). Store the
resulting vector of the backward simulation vb(s),

• calculate the minimum of the two vectors vc(s) = min(vf (s),vb(s))

• calculate Pd using the vehicle model and vc(s).

With this procedure, preview information of road slope α and velocity limita-
tions v, is converted to a prediction of the power demand Pd and velocity v for
the lower levels.

A suggestion for future research is to calculate on this level the optimal
velocity profile, considering hybrid driving modes, braking, discrete gear shifting
and non-affine fuel maps.



i
i

“thesis˙VvR” — 2017/11/20 — 17:34 — page 81 — #91 i
i

i
i

i
i

3.7 Simulation results of the multi-level EMS 81

3.7 Simulation results of the multi-level EMS

Fuel optimality of the multi-level EMS is shown in this section, by three simu-
lation scenarios:

• ‘Multi-level iteration, short cycle’ (Section 3.7.1), using full horizon opti-
mization on a short, abstract drive cycle. The optimization iterates over
the levels, until the fuel consumption is converged to an optimum. With
the full horizon, each level has complete information of the drive cycle. The
results show how fast the algorithm converges, and by using an abstract
cycle, the decisions on each level are interpreted.

• ‘Multi-level MPC, short cycle’ (Section 3.7.2), using receding horizon op-
timization on a short, abstract drive cycle. By limiting the horizon and
implementing the iterations over a receding horizon, the optimality will
reduce. This section shows the fuel penalty of this approach, and by using
the same abstract cycle, the decisions on each level are compared to the
previous scenario.

• ‘Multi-level MPC, long cycle’ (Section 3.7.3). To show the real-life fuel
saving potential of the multi-level MPC, a representative, long-haul, drive
cycle is used, replacing the abstracted cycles of the previous scenarios.
Furthermore, a high fidelity model of the vehicle replaces the model from
Section 3.2. The results are compared with a baseline EMS, which uses
heuristics and no preview.

3.7.1 Multi-level iteration, short cycle

The first two scenarios are demonstrated for a cycle of 1055 m, with a vehicle
weight of 25 ton. The elevation profile of this cycle is shown in Fig. 3.16, and
contains 4 slopes of respectively +6%, -12%, +12% and -6%. This elevation
profile is also available as a physical test track as described in Chapter 4. The
maximum feasible speed on this track is 25 km/h. The plant model uses the
models from Section 3.2, including the effect of open driveline during switching
(∆tM > 0,∆tG > 0).

The multi-level optimization is iteratively solved for the complete test cycle.
Multiple iterations are performed, however, no decrease in fuel consumption is
observed by consecutive iterations. The energy consumption of the first two it-
erations are shown in Table 3.7, where the energy consumption difference (0.1%)
is negligible small. The control decisions of these two iterations are analyzed and
compared in Appendix A.7 and show that the calculated decisions after itera-
tion 0, hardly change with iteration 1, with the difference in charge sustenance
explaining the marginal change in energy consumption.
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Fig. 3.16. Elevation profile of the short test cycle.

3.7.2 Multi-level MPC, short cycle

For real-time applications, the Dynamic Program in Level 1 over the complete
route is computationally too demanding. In this section we simulate Level 1 as
receding horizon optimization. Here we choose to optimize Level 1 at a sample
time of 1 s, with a horizon of 5 samples. The other levels are unaltered, as they
don’t pose computational problems over the cycle’s horizon.

The energy consumption is marginally different (0.2%) from the other sce-
narios. The control decisions of the multi-level MPC are analyzed and compared
with the multi-level iteration in Appendix A.8, showing equal decisions as the
multi-level iteration. One essential difference in gear selection, can be explained
from the shorter horizon, however, without a relevant impact on energy con-
sumption.

Table 3.7. Energy consumption over the short test cycle

J [MJ] energy reduction [%]
non-hybrid 1.68 0
iteration 0 0.791 52.9
iteration 1 0.790 53.0

MPC 0.793 52.8

Comparing the three different scenarios, we conclude that the multi-level
iteration scheme converges very fast: an update of the estimate of ω is not
needed to improve the results of the optimizations on the layers, as iteration
0 is already at a minimal energy consumption. The multi-level MPC has a
shorter horizon on Level 1, which leads to slightly different control decisions,
but does not significantly alter the energy optimum. For fuel evaluation, the
next section presents more realistic long-haul simulations, with the multi-level
MPC implemented.
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3.7.3 Multi-level MPC, long cycle

To show the fuel saving potential of the multi-level EMS, a typical long-haul
route is simulated, in which a non-hybrid vehicle is compared to a hybrid vehicle
with baseline EMS (‘baseline’) and the multi-level MPC (‘preview’). The base-
line EMS is a proprietary non-previewing, heuristic algorithm. The proprietary
simulation environment is designed for fuel evaluation purposes and contains
high-fidelity models of the vehicle. The multi-level MPC is implemented, with
the following settings:

• Level 1, 5 s horizon, sample time 0.01 s,

• Level 2, 1000 s horizon, sample time 1 s,

• Level 3, 1000 s horizon, sample time 1 s.

For the 25 ton vehicle, the fuel consumption results are shown in Table 3.8.

Table 3.8. Fuel savings on a typical long-haul route

vehicle fuel [l/100km] fuel [%]
non-hybrid 33.0 0
EMS ‘baseline’ 31.1 -5.8
EMS ‘preview’ 30.7 -7.0

The difference between ‘baseline’ and ‘preview’ is best illustrated with the
fuel saving and battery energy Eb, plotted in Fig. 3.17. There we observe the
largest advantage of the previewing strategy, when battery limits are frequently
touched, i.e. in the hilly part of the cycle: from 150..350 km. To recuperate a
maximum amount of brake energy, ‘baseline’ discharges the battery as soon as
possible, which is not the most efficient use of the recuperated energy. The pre-
viewing strategy discharges the battery sufficiently, to recuperate the maximum
amount of brake energy, and uses the stored energy more efficiently, e.g. to drive
MG-only during low road loads.

Also on segments without battery limitations the previewing strategy outper-
forms the baseline strategy. On the flat road, e.g. from 0..120 km, λb coincides
with guard B2 (see Fig. 3.9 and algorithm I3b in Section 3.5), resulting in
fuel optimal switching control: charging the battery is performed in a relatively
short period of time, shown by the steep increase of battery energy, followed
by a prolonged period of a disconnected MG, thus eliminating MG friction Pm0.
The baseline strategy, however, uses lower charging powers, thereby having little
periods of MG disconnection, and thus higher MG friction. Furthermore, from
a driveability perspective, the larger duty cycles of the previewing strategy, in
connecting/disconnecting the MG, are preferred.
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Fig. 3.17. High fidelity simulation results on a representative long-haul
cycle. The previewing EMS saves an additional 1.2% fuel to the baseline
EMS.
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3.8 Conclusion

In this work, a computationally efficient EMS using preview is developed, ob-
taining excellent fuel economy results (-7.0%) on a typical long-haul route. To
manage computational complexity, a multi-level EMS is designed, with on each
level a specific algorithm for the subproblem to solve. Each subproblem uses
different model information of the vehicle, such that optimal control techniques
can be used, to efficiently solve the problem.

On level 1, the power-split, gear, mode decisions are optimized, including
costs on switching. For the topology with two clutches, a novel explicit PMP
solution is found, which reduces power-split and mode selection to a static calcu-
lation, dependent on the current vehicle state and battery costate (or Lagrange
multiplier). For taking switching costs into account, a Dynamic Program is
designed, using the explicit PMP solution for reducing the dimension of the
problem, and thereby limiting the complexity of the calculations.

On level 2, the use of battery energy is optimized, taking the state con-
straints of the battery into account. A simpler, more abstracted vehicle model
is used, e.g. by ignoring switching costs, to reduce computational complexity.
Using PMP, the battery costate (or Lagrange multiplier) is calculated, which
provides essential cost information to Level 1. The topology with two clutches,
causes discrete jumps in the optimal solution, leading to non-unique (singular)
solutions. New optimal solutions are found, minimizing the amount of switching
events.

On level 3, the velocity is predicted along the route, using road slope and
velocity limitations. With the calculation, essential route information is provided
to the lower layers. Future work should include velocity optimization on this
level, to further reduce the fuel consumption.

In off-line simulation, on a short abstract drive cycle, the multi-level approach
is shown to converge within one iteration. When the multi-level approach is
used as Model Predictive Controller (MPC), comparable fuel energy efficiency
is realized, even though the horizon is reduced.

Representative fuel saving results are obtained by running the multi-level
MPC in a high fidelity simulation environment, over a typical heavy duty drive
cycle: 7.0% fuel reduction compared to a conventional vehicle, where the baseline
EMS for the hybrid electric vehicle saves 5.8%.
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Chapter 4

Multi-level energy management:
implementation and validation

In hybrid electric vehicles, energy management systems (EMS) using optimiza-
tion, show superior fuel efficiency compared to rule-based strategies. However,
little research show its real-life applicability. In this work the multi-level, model
predictive EMS from Chapter 3 is implemented, on a heavy duty parallel hybrid
electric vehicle, using GPS and map data as preview. The power-split, hybrid
mode and gear selection, including switching costs, are optimized in real-time,
thereby proving the feasibility of optimal control techniques for hybrid driveline
control.

Functional validation of the EMS on a test track, confirm the fuel saving
mechanism, which resulted in a simulated 7.0% fuel saving for long-haul appli-
cations in the previous chapter. In addition to the fuel saving, the EMS also
improves the driveability by reducing the amount of open driveline events.

4.1 Introduction

The Energy Management System (EMS) in a hybrid electric vehicle controls the
energy flow in the drive train, for the best fuel efficiency and driveability. The
state-of-the-art in industry uses rule-based algorithms, as they can be easily cal-
culated with the onboard computational power, albeit little information about
the used algorithms is disclosed. An improved fuel efficiency is obtained with
optimization based algorithms, as simulation results show in [72], [12], [2], [24],
[95], [49], [76], [58], [56]. As a next step towards real-life implementation, these
algorithms are tested with hardware-in-the-loop [30], [14] or with a complete ve-
hicle on a roller dyno [90] and, finally, on the road [4]. Computational complexity
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of the optimization algorithm increases, if besides continuous decision variables
(power-split, [30], [90], [14]), also discrete decision variables (gear selection [4],
stop-start) are optimized.

This chapter contributes with the actual implementation and validation of
the multi-level EMS (Chapter 3), on a heavy duty parallel hybrid electric truck,
that optimizes power-split and four hybrid modes (including stop-start) and gear
selection, including switching costs and taking battery constraints into account,
using preview, in real-time. We thereby show, that optimal control can be used
to control the complete hybrid driveline.

To solve the mixed integer, multi-state optimal control problem, the EMS
is partitioned in three functional levels, each with their own abstraction of the
vehicle, calculating control information for the levels below (Chapter 3). On the
lowest level, the power-split, mode and gear shifting are optimized, on the middle
level the battery energy is optimized, and on the top level the power demand
is predicted. On a test track with elevation changes, validation is performed,
and demonstrated for each level separately, to give insight in the accuracy and
the effects on the system performance. Using GPS, map data, and the vehicle
state for preview, the model predictive EMS is solved in real-time, providing
high fuel efficiency and drivability, while the amount of tuning is minimal due
to the model based approach.

In Section 4.2 the vehicle characteristics, the test conditions and the archi-
tecture of the implemented strategy are described. The functional validation
of the EMS is explained in three parts: the prediction of the power demand in
Section 4.3, the battery energy control in Section 4.4, and the control of the
power-split, mode and gear in Section 4.5.

4.2 Vehicle, test setup and implementation

To validate the behavior and performance of the EMS with preview on the road,
measurements are performed on a test track with elevation changes, with a DAF
XF 105 heavy duty hybrid electric vehicle. In this section, the vehicle (Section
4.2.1), the test track (Section 4.2.2) and implementation details of the EMS
(Section 4.2.3) are described.

4.2.1 Hybrid Electric Vehicle

The Hybrid Electric Vehicle (HEV) is a tractor trailer combination, shown in
Fig. 4.1. The topology of the parallel hybrid electric vehicle (Fig. 3.2) contains
a 340 kW combustion engine (CE), a 90 kW motor/generator (MG) and a 4 MJ
li-ion battery (BT). Dependent on the intended weight, three vehicle configura-
tions are used in the tests:
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Fig. 4.1. The prototype DAF XF 105 hybrid electric vehicle is used for
validation of the multi-level Energy Management System, on the proving
grounds of DAF Trucks N.V.

• 10 ton, tractor only,

• 20 ton, tractor with light loaded, three-axle trailer,

• 40 ton, tractor with heavy loaded, three-axle trailer.

4.2.2 Test track

The EMS is tested on a route with elevation changes, thereby exciting the EMS
functionality: different slopes cause a diversity in power levels for the drive train,
necessitating mode and gear changes. To evaluate the robustness of the results,
the same route is to be repeated, without disturbances such as traffic. Therefore
a route is selected on the DAF proofing grounds, containing elevation changes
as shown in Fig. 4.2. The plot contains the overview of the route, a repeatable
cycle of 1055 m. In the center of the track, a hill 8 m high, is positioned, which
contains a 6% slope and a 12% slope. At either side of the hill, a U-turn changes
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the driving direction. For a tractor trailer combination the road curvature in the
U-turns is significant. For safe cornering, the vehicle speed must remain below
25 km/h. For EMS validation purposes, the following characteristics should be
noted:

• The variation in slope from -12% to 12% causes a large range of road loads,
covering all EMS functionality.

• The slope changes faster than on public roads, causing a high dynamic
road load for the EMS.

• At low speed more gear selections are viable (typically 5), opposed to high
speed driving, where gear selection is often saturated in the highest gear.
Low speed driving is thus a more extreme test scenario for the EMS.

• The low speed compared to typical highway applications causes non-typical
fuel economy numbers. However, the same fuel saving mechanisms are
present, which are validated in this research. Representative fuel economy
numbers are calculated in a high fidelity simulation environment (Section
3.7.3), using these validated models.

Albeit the conditions on the test track deviate from typical highway application,
they are more strenuous for the EMS, especially concerning the faster dynamics,
involving power-split, hybrid mode and gear selection. These fast dynamics are
typically approximated in high fidelity fuel simulation environments, resulting
in a mismatch between simulation and real-life control, whereas the effect of the
slower dynamics (e.g. battery and vehicle longitudinal dynamics) are well cap-
tured. With the chosen route, specifically the faster dynamics are excited, thus
creating a good complement to the high fidelity simulation results, as presented
in Section 3.7.3.

4.2.3 Energy Management System implementation

The Multi-level Energy Management System from Chapter 3 is implemented on
the HEV. The algorithms on each level are mapped to two control platforms
as depicted in Fig. 4.3. Level 0 and 1 are running as compiled code on a
dSpace Autobox to provide fast and predictable algorithm execution under all
circumstances (i.e. ‘hard real time’). Level 2 and 3 are running on a PC as
Matlab code, facilitating the development of optimization algorithms, which have
typically less strict real-time characteristics (i.e. ‘soft real time’). The minor
coupling between the two control platforms improves robustness and facilitates
parallel function development.

Of all Level 0 components, complete status information is available on the
CAN bus. In addition, the relevant signals of the EMS are made available on that
same bus and the complete CAN bus is recorded with a data logger. As such,
the presented signals are reported values from the components itself, of which
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Fig. 4.2. Test track, with the location of the slopes. Measured GPS
positions (red) are overlayed on the map data (blue). Distance measure-
ment is started at the blue triangle, taking the U-turn and followed by
the +6% slope. After 1055 m the test cycle repeats. The curvature in
both U-turns is significant, thereby limiting the maximum speed.

some are calculated, e.g. battery energy, engine power and motor power. The
reported values have shown to be consistent among the different subsystems
and are separately validated on a roller bench. In the following sections, the
implementation details are given for each level.
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Fig. 4.3. Control function architecture with function mapping of the
implemented strategy on the control platforms (Autobox and PC) of the
vehicle. Component control on Level 0 provides an interface for the higher
level to the hardware. Level 1 functionality determines the setpoints for
the components, based on processed preview information from Level 2 and
Level 3. Communication between platforms is mainly over CAN, which
is the standard communication bus in heavy duty vehicles.

Level 0: Component control

The Level 0 functions provides an interface to the physical components on the ve-
hicle, i.e. the internal combustion engine (CE), motor generator (MG), clutches
(CL1, CL2) and gearbox (GB). It translates the setpoints from Level 1, i.e. CE
power Pe, MG power Pm, hybrid mode IM and gear IG, into proper and safe
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control of the components, and reports the relevant component capabilities to
the higher level algorithms over CAN. E.g. when a mode change is commanded
to the clutches (CL1 and CL2) in Level 1, Level 0 first determines if it is safe
(regarding e.g. speed, load or temperature) to perform the transitions, and if
allowed, controls the transition of stopping, starting and synchronization, con-
tinuously reporting the status of the clutches.

Level 1: Power-split, mode, gear control (Section 3.4.3)

Level 1 calculates the power-split (Pe, Pm) and the desired hybrid mode IM
and gear IG, based on information from the components (Level 0) and route
information from the Levels above: the predicted power demand Pd, velocity v
and cost equivalence λb. The switching costs of mode (εM ) and gear (εG), are
fixed to 10 kJ and 20 kJ respectively. The optimization is performed as a receding
horizon, where every sample time, over a horizon of tf1 = 5 s, the decision
variables are optimized. The samples of the prediction vectors Pd and velocity
v, corresponding to the current time and position, are replaced by the current
(measured) values Pd and v. The update frequency of the algorithm is 100 Hz, to
ascertain sufficient responsiveness of the controller to the power demand, posed
by the driver or the speed control system. As Level 1 and Level 0 functionalities
are both mapped on the Autobox, the signals are directly transferred through
memory. Information from the higher levels is communicated over the CAN bus.

Level 2: Battery energy control (Section 3.5)

Level 2 calculates the costate λb, that optimizes the battery energy (Eb) tra-
jectory within its bounds. The power-split, and the desired hybrid mode are
optimized, given the predicted power demand Pd and assuming a constant en-
gine speed ω. The sample time of the receding horizon algorithm is 1 Hz, with
a horizon of 1000 s. The PC sends λb over CAN to Level 1 on the Autobox,
together with Pd and v from Level 3.

Level 3: Power prediction (Section 3.6)

Level 3 predicts the driveline power, based on geographic map data of the route
ahead. Therefore it determines the current position of the truck using a GPS
sensor, projected on a digital map (so-called ‘map matching’), and returns the
slope and speed limits for the predetermined route. With this distance based
information, the speed profile v is determined with v0, and the power demand
Pd is predicted. In our tests, the speed is controlled by a prototype speed
controller, which has a set speed (v0) of 24 km/h for cruising (positive traction),
and a so-called downhill speed controller (DSC) for negative traction (braking),
which has a set speed of 27 km/h, but is not part of the prediction. The Level
3 algorithm uses a horizon of 10 km, therefore repeating the test cycle of 1055
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m 10 times. As the vehicle travels along the route, the calculation of v and Pd

is updated with 1 Hz.

Computational load

Level 0 functionality runs at 100 Hz on the dSpace Autobox, with a turnaround
time of 0.3 ms. Level 1 functionality adds another 0.4 ms, mainly caused by
the computationally demanding DP algorithm. That is a significant increase in
load, but still comfortably below 7% at a 10 ms sample time. Level 2 and Level
3 algorithms run as Matlab m-code on a laptop with Intel T9300 processor,
demanding together less than 10% processor load.

4.3 Validation Level 3: Power prediction

Level 3 predicts the driveline power, based on geographic map data of the route
ahead. Using the vehicle position measured by the GPS sensor, the position
on the map is determined (i.e. ‘mapmatching’) and for the known route ahead,
slope information is retrieved from the map. With the algorithm as described
in Section 3.6, the power demand is predicted. The validation of the power
prediction is performed by testing the repeatability on a repeated test cycle and
varying vehicle parameters, i.e. the vehicle mass. Level 2 (Section 4.4) and Level
1 (Section 4.5.2, variant EMS7) algorithms close the loop.

4.3.1 Repeatability

Repeatability of the power prediction, is validated by running the 40 ton tractor
trailer combination four times over the test track. The predicted power is com-
pared with the instantaneous power as reported by the CE and MG, see Fig. 4.4.
The velocity is controlled by a prototype cruise control function with a set speed
of 24 km/h for positive traction, while braking is controlled by DSC with a set
speed of 27 km/h. The measured power demand (solid blue line in the top plot)
and the measured velocity (solid line bottom plot) coincide closely for all four
runs. Only minor differences can be observed between the consecutive runs, with
the largest difference at the top of the hill, where the 6% slope changes within
40 m to the 12% slope. There are, however, noticeable differences between the
predicted and the measured power demand and speed:

• The predicted speed of 24 km/h is not maintained in the down hill (-12%,
-6%) sections, where speed increases towards 29 km/h. This is caused by
the design of the speed control system on the truck: cruise control is not
allowed to apply braking. The DSC function is allowed to control the brak-
ing system, but has a higher speed setpoint (27 km/h, indicated by the red
dashed line). Due to the change in speed setpoint, some potential energy



i
i

“thesis˙VvR” — 2017/11/20 — 17:34 — page 95 — #105 i
i

i
i

i
i

4.3 Validation Level 3: Power prediction 95

0
−500

0

500
p
o
w

e
r,

 P
  
 [
k
W

]

measured

prediction

0 1055
20

25

30

distance [m]

s
p
e
e
d
, 
v
 [
k
m

/h
] measured

prediction

DSC

-12% +12% -6%+6%

d

Fig. 4.4. Power demand and speed for repeating the test track four times,
with the 40 ton vehicle. All four test runs have an exact overlay, with the
only noticable differences on the top of the hill. Unmodeled dynamics
in the speed controllers, i.e. cruise control (blue dash-dotted setpoint)
and downhill speed control (DSC, red dashed setpoint), and unmodeled
disturbances (i.e. cornering) cause deviations from the prediction (dash-
dotted line).

is temporarily converted to kinetic energy instead of brake energy, which is
best illustrated on the -12% slope: during acceleration the measured brak-
ing power is smaller than predicted, while during the deceleration to the
cruise setpoint the increased kinetic energy is converted to brake energy
again, shown by the larger measured, than predicted, braking power.

• The measured power demand in the flat segments (0%) is often higher than
predicted, but highly reproducible. The increased demands coincide with
the sharp turns in the track as shown in Fig. 4.2. The lateral acceleration
caused by the sharp turns, increase the longitudinal friction forces due to
tire slip and increased steering angles [61], especially with the 3-axis trailer
with non-steering axles. This effect is not modelled in the previewer, as it
depends on parameters not known to the EMS, such as tire temperature,
tire compound and vehicle configuration.
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• The measured speed shows overshoot and undershoot near the slope changes.
The slope changes on the track are extreme compared to public roads:
within 5 meters the slope changes from 0% to 6% (or 12%) and vice versa,
resulting in large transients in the road load. At the same time, mode
changes are commanded, see Section 4.5, resulting in a brief period with-
out traction due to the open driveline. The tuning of the speed controllers
are less suited for these extreme conditions, resulting in overshoot and
undershoot behaviour.

The repeatability of the measurement is high: from run to run the average stan-
dard deviation is less than 8 kW and 0.12 km/h. Due to unmodeled behaviour
of the speed controllers and cornering, the mean absolute error (MAE) between
measurement and prediction, defined as:

MAE =
1

n

n∑
i=1

|prediction−measurement| (4.1)

with n the number of samples for the testrun, is larger: 50 kW and 1.2 km/h.
The largest errors, 400 kW and 5 km/h, occur around the slope changes.

4.3.2 Parameter variation

The accuracy of the prediction is influenced by the vehicle parameters, where the
vehicle mass has a very large influence on the predicted road load. Validation of
this parameter variation is performed by driving with the vehicle configurations
from Section 4.2.1, resulting in three vehicle masses: 10, 20 and 40 ton. The
mass parameter in the prediction, is updated using the onboard mass estimation
of the vehicle. In Fig. 4.5 the predicted and measured power demand are shown
for each configuration.

Comparable differences between prediction and measurement as in the pre-
vious section can be observed, but with a different effect for each mass:

• On the downhill sections, speed can not be maintained for the 40 ton
combination. On the -6% slope recuperation, MG-only is sufficient to
maintain speed for the 10 ton and 20 ton configuration. On the -12% all
configurations accelerate, however, the 10 ton tractor is able to do without
DSC activation, resulting in a better match with prediction at the end of
the -12% slope.

• In the sharp turns, located in the flat segments, the measured power de-
mand is higher than the prediction, for the configurations with a trailer.
As the three-axle trailer has no steering, large friction forces cause a high
road load, most noticeable for the 40 ton configuration. The solo trailer
has no significant prediction error in the turns.
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Fig. 4.5. Measured power demand and speed for three vehicle masses,
compared to the prediction.

• Where the slope changes and, at the same time, modes are changing, speed
controller overshoot and undershoot is most noticeable for the heavy con-
figurations.

During steady state conditions, where the slope is constant, the curvature is zero
and the speed control is at its set-point, the prediction is close to the measure-
ment. On this compact test cycle, steady state conditions are only approximated
on the second half of the +6% slope, where it shows correct scheduling of the
mass parameter.

In Table 4.1 the prediction error for the three vehicle configurations is given.
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Albeit the predicted power demand shows large differences with the measure-
ment, the influence of the slopes is clearly visible, which form the basis of the
decisions of the EMS. The Level 2 and Level 1 controllers perform the calcula-
tions with this predicted power demand. Taking into account cornering effects,
open driveline events and dynamics of the speed control will improve the pre-
diction.

Table 4.1. Prediction on the test cycle shows errors in both power
demand as velocity. The mean absolute error (MAE) is given for three
vehicle masses.

mass [ton]
MAE 40 20 10
power prediction [kW] 50 27 11
velocity prediction [km/h] 1 0.6 0.5

4.4 Validation Level 2: Battery energy control

The Level 2 algorithm is responsible for calculating the cost equivalence λb for
fuel optimal battery energy (Eb) usage, see Section 3.5. The algorithm will re-
alize charge sustaining behaviour (Eb(tf ) = Eb(t0)), while the battery energy is
optimally used. In this section, the Level 2 charge sustaining functionality is vali-
dated. Level 3 (Section 4.3) and Level 1 (variant EMS7, Section 4.5.2) algorithms
close the loop. The conditions in the test scenario result in smooth controllability
of the charge sustenance and is analyzed next. For different drive cycle condi-
tions, Appendix A.9 illustrates the non-smooth controllability, thereby showing
the practical importance of the algorithm from Section 3.5.2.

4.4.1 Charge sustenance

Charge sustaining behavior in itself is not an objective, but it is a property of
the fuel optimal solution on a cycle, when that same cycle is infinitely repeated.
In this section we use charge sustenance to show the feedback control of Level 2:
each sample an optimization of the cost equivalence λb is made over the horizon
of 10 km, starting with the latest (battery) state, to realize charge sustenance.
The test is started with an arbitrary battery state and the 1055m test cycle is
repeated three times, with the 10 ton configuration, see Fig. 4.6, to show the
control of charge sustenance.

Starting at s0, the initial prediction of Eb is plotted. For all three cycles,
which are defined from s0 to s1, from s1 to s2 and from s2 to s3, the prediction
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expects charge sustaining behavior, i.e. the same Eb at s0, s1, s2 and s3, for
λb(s0) = 2.56. While the vehicle progresses along the track, the error between
predicted and measured Eb increases and consecutive predictions (not shown)
adjust λb to correct for the increased error, using algorithm I3 from Section
3.5.3. After three cycles, Level 2 is close to charge sustaining with |λb|=2.46,
with only 0.7% difference in Eb remaining, see Table 4.2. It is expected that the
fourth cycle will be charge sustaining.

Table 4.2. Charge sustenance of Eb on three consecutive cycles

∆Eb[%]
Eb(s1)− Eb(s0) 5.7
Eb(s2)− Eb(s1) 3.8
Eb(s3)− Eb(s2) 0.7

The prediction error is caused by differences between the control model and
the vehicle behaviour:

• Level 2 power-split control uses a simpler abstraction of the vehicle (i.e. a
fixed average engine speed and no cost on switching, Section 3.4.2) than
Level 1 power split control (using the actual engine speed and penalized
switching, Section 3.4.3), where the latter implements its control to the
components, while Level 2 only has λb as output.

• The real power demand Pd is occasionally higher than the predicted power
demand, as shown in Section 4.3. Level 1 is then forced to select a mode
with higher power capabilities, than the predicted mode (MG-only) can
deliver.

The corrective action of the feedback controller is acting mainly in one part of
the cycle: the +6% slope. By lowering λb, the threshold for charging rises (see
B5 in Fig. 3.9), resulting in a shorter period of charging on the +6% slope, and
to a lesser extend on the +12% slope. Because Level 2 calculates the corrective
action over the whole horizon, it is able determine, where the corrective action
improves the charge sustenance, with the least fuel penalty. On the rest of the
cycle, the modes are identical from cycle to cycle. This is in contrast to direct
feedback control on the predicted Eb trajectory, as is done in [2], [87], where
corrections take place whenever the Eb error is large, and not perse where the
cost is lowest.
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4.5 Validation Level 1: Power-split, mode, gear
control

Level 1 decides on the power split (Pe, Pm) and the desired clutch mode IM
and gear IG, based on information from the components (Level 0) and route
information from the levels above: the predicted power demand Pd, velocity v
(Level 3: Section 4.3) and cost equivalence λb (Level 2: Section 4.4). On this
level, the switching behaviour of mode and gear determines the driveability and,
combined with the power-split, they determine the fuel economy of the EMS.
On the test track three scenarios are considered:

• Base7: hybrid mode, with the power split and clutch mode controlled by
a baseline, non-previewing, EMS. The gear is fixed in 7th.

• EMS7: hybrid mode, with the power split and clutch mode controlled by
the Level 1 algorithm. The gear is fixed in 7th.

• EMSG: hybrid mode, with the power split, clutch mode and gear controlled
by the Level 1 algorithm.

The validation in this section is performed with the 20 ton combination. For
the scenarios Base7, EMS7 and EMSG, the decisions are analysed in respectively
Section 4.5.1, 4.5.2 and 4.5.3.

4.5.1 Power-split and mode selection (Base7)

The baseline, prototype, EMS uses heuristics without preview information to
determine the power-split, mode and gear selection. It is tuned for fuel efficiency
and is a baseline EMS for this prototype vehicle. When both mode and gear
decisions are implemented, too much open driveline events occur, due to the
extreme slope changes on the test track, resulting in aborted test runs. Therefore
the gear is fixed, such that the complete cycle can be driven without aborts, and
the power-split and mode decisions can be analyzed. A test run with charge
sustaining behavior (∆Eb < 1%) is selected, for the analysis in this section.

Fig. 4.7 shows, from top to bottom, the measured power demand and ve-
locity, and the mode and gear decisions of Base7. Large speed overshoots and
undershoots occur near the 12% slope. Because this EMS has to rely on feed-
back, it is typically too late in implementing a mode switch, resulting in large
speed deviations due to the open driveline event on the slope. On the -12% slope
the correct mode is eventually selected, where the braking power of CE+MG is
needed to control the speed.

On the flat segments the power demand is low, which could be driven with
MG-only. Due to the selected modes, the CE is running for 60% of the time,
often at low, inefficient, loads. Furthermore the EMS is not consistent in the
choice of mode: each type of segment is expected to be driven in one typical
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Fig. 4.7. Mode decisions of Base7, with gear fixed in 7th. This EMS
does not use the prediction.

mode, however, with this prototype controller many unnecessary mode changes
occur.

4.5.2 Power-split and mode selection (EMS7)

EMS7 implements Level 1 functionality, with gear decisions disabled, by chang-
ing the penalty on shifting εG =∞ (see Section 4.2.3), to compare with Base7.

Fig. 4.8 shows the decisions of EMS7 with the resulting power demand and
speed of the vehicle. In Fig. 4.10 the differences with the other EMSs are
visualized. With this controller, the speed deviations are smaller than with
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Fig. 4.8. Mode decisions of EMS7, with gear fixed in 7th. Without a
penalty on mode switching, the algorithm would switch mode at F , H,
I, as the power demand crosses the guard B5 (Fig. 3.9), indicated by
the dotted line. However, Level 1 calculates a better fuel economy by not
switching, as the penalty is larger than the short-term fuel benefit of the
other mode. As a result, only necessary mode switches are performed,
resulting in both improved fuel efficiency, and driveability.

Base7, caused by the reduced amount of mode switches, and thus open driveline
events. Due to the design of the speed control system in combination with
braking, the speed deviation on the -12% is still present, as the setpoint changes
from 24 km/h to 27 km/h.

The choice of modes is extremely different compared to Base7: more than
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72% of the time the CE is stopped, driving the vehicle in MG-only. To generate
enough energy for MG-only driving, the algorithm calculates that it is sufficient
to charge the battery downhill and when the CE can operate efficiently: on
the uphill slopes. On the -12%, MG-only is insufficient to maintain speed and
the CE has to support in braking. The measured mode selections, are identical
to the off-line simulated modes in Section 3.7.2, thereby showing the intended
behaviour of the Level 1 algorithm.

4.5.3 Power-split, mode and gear selection: (EMSG)

EMSG implements Level 1 functionality, with the gear decisions enabled, having
a penalty on shifting εG = 20kJ. In Fig. 4.9 the gear selection is ranging from
6th to 8th. The gear selection is mainly determined by the operation of the CE,
as the friction of the CE is large and low rotational speeds minimize the friction.

A large amount of mode changes take place, some within a very short period
of time, caused by:

• The amount of open driveline events is larger than with mode changing
only, resulting in larger speed deviations, see Fig. 4.10. On the vehicle it
was not possible to switch gears and modes simultaneously. Both events
result in an open driveline condition of approximately 1 s, in total 2 s
without traction, leading to large speed deviations from the speed setpoint.
As a consequence, the integral action of the speed controller results in
overshoot in the power demand, which in turn forces mode changes that
are not foreseen by the previewer.

• Optimal gear shifting causes operation closer to boundaries of the compo-
nent power capabilities, as lower rotational speeds result in lower losses,
but also lower maximum power. As the operating points are closer to the
boundaries, deviations in the power demand will force a mode change or
shift when the boundary is exceeded. This happens near the -12% slope for
MG-only (mode change), but also for the CE+MG in the +12% segment,
forcing a downshift from 8 to 7.

While the general idea of the mode and gear decisions make sense, the amount of
switchings is too high. The following measures would improve the performance,
but are currently not implemented:

• Change the gear shift penalty εG, dependent on the hybrid mode and road
load, instead of one constant penalty for all conditions.

• Include the open driveline events in the control model, so the correct speed,
including overshoot and undershoot, can be predicted.

• Implement simultaneous mode and gear switching on Level 0, to reduce
the open driveline time.

• Improve the speed controllers, to prevent short spikes in power demands.
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Fig. 4.9. Mode and gear decisions of EMSG. Albeit the decisions are in
principle saving fuel, large speed variations cause too frequent switchings,
resulting in open driveline events. When CE+MG is selected, the highest
gear (8), with resulting lowest friction, for the given power demand is
selected. During the +12%, a short power demand peak, necessitates to
shift back to 7th. To recuperate the maximum amount of energy on the
-6% segment, a low gear is requested (6) for the MG. For the -12% the
same holds, only the CE is assisting for sufficient braking power. After
the downhill section, MG-only is selected. An upshift could be performed,
however the penalty on a gear change is too high, compared to the friction
reduction at lower MG speeds, on the 5 s horizon.
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Fig. 4.10. Mode and gear decisions compared of EMS7, EMSG and
Base7. The large speed deviations between the test cases, prevent a direct
fuel comparison, however, based on the control decisions, fuel efficient
operation is identified.

4.6 Conclusions and recommendations

In this chapter the multi-level optimization based Energy Management System
(EMS) from Chapter 3 is validated with a heavy duty hybrid vehicle on a test
track. The real-time implementation of the previewing EMS is shown to be
feasible on state-of-the-art hardware and results in improved behaviour com-
pared to the baseline strategy, both in driveability and fuel saving principles.
Un-modelled open driveline effects, currently limit the practical applicability
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of the gear selection algorithm, however, possible solutions are given. Valida-
tion of the complete EMS is performed, and for each control level the following
sub-conclusions are drawn:

4.6.1 Power prediction

The map matching and power prediction on Level 3 are shown to work well for
the route: the reproducibility of the road load is large and in steady state situa-
tions, where velocity, curvature and slope are constant, the prediction is close to
the measurement. Large errors, however, occur during unpredicted transients.
From the measurements it is clear that the power demand prediction can be
improved by incorporating the behavior of the speed controllers. The prediction
assumes constant speed where possible, whereas the real speed controller has
switching (between cruise control and downhill speed control) and overshoot be-
havior. Driving with different vehicle configurations causes changes in the power
prediction, where mass variation is clearly accounted for, but cornering friction
with a non-steering trailer is not included. For less dynamic cycles, such as
highway driving, the current prediction is expected to be sufficient, as cornering
and slope changes will be less aggressive.

In future work the velocity should be incorporated in the EMS, thereby
improving the interaction between power and velocity control, noticeable on
Level 1. Furthermore, with more information of the environment of the truck
becoming available, e.g. with radar, cameras, vehicle to vehicle and vehicle to
infrastructure communication, the quality of the power and velocity prediction
will be improved.

4.6.2 Battery energy control

Level 2 Battery energy control is validated on the test track by showing how
the battery energy is controlled towards charge sustaining behaviour, which is
a property of the optimal solution. The receding horizon control on the costate
(or Lagrange multiplier), is shown to compensate for errors in the control model
and the prediction, in a cost optimal way.

4.6.3 Power-split, mode and gear selection

Three Level 1 EMSs are evaluated on the test track: Base7, EMS7 and EMSG.
The EMSs are shown to operate on the test track, with large conceptual dif-
ferences in the mode decisions. To drive the track, the gear setting had to be
fixed for the baseline, non-previewing, strategy Base7. Under the fixed gear
constraint, a comparison is made with the previewing strategy EMS7, which
shows close-to-perfect mode selection: the amount of switch events is minimal,
and optimal modes for fuel efficiency are selected, e.g. by correctly predicting
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and implementing, when the CE can be turned off. EMSG includes gear shift-
ing, showing potentially better performance than EMS7, however, the amount
of open driveline events increased, due to larger deviations from the predicted
power and speed. A suggested solution to the problem is to model the speed
and power demand during, and after, an open driveline event, and use a variable
penalty on switching, dependent on hybrid mode and road load.
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Chapter 5

Smart DPF regeneration using
preview1

This research is about investigating the advantage of using preview informa-
tion for controlling emission aftertreatment systems on a conventional truck,
specifically the Diesel Particulate Filter (DPF). This DPF requires an active
regeneration from time to time, which removes the particulates from the filter,
at the cost of fuel. When route preview information is used from e.g. geograph-
ical and telemetric systems, on-road system performance can be optimized over
expected duty cycles for a specified time horizon. However, at this moment,
state-of-the-art emission control does not use preview information. As a con-
sequence, the performance of the emission aftertreatment control devices, e.g.
for Diesel Oxidation Catalyst (DOC) and DPF, must be tuned conservatively
to maintain legislative accordance and durability. To show the feasibility of ac-
tive regeneration scheduling of the DPF using preview information, the relevant
drivetrain components are modeled, together with the baseline regeneration con-
trol of the DPF. These high-fidelity, parametric models are fitted and validated
on test-bench and vehicle measurement data. For a set of representative drive
cycles, the maximum potential of preview for DPF regeneration is quantified.
Using simplified control models, a previewing controller is designed, that is com-
putationally efficient. The designed controller has the potential to reduce the
fuel requirement of the DOC/DPF system by more than 50% per active re-
generation, while complying to emission legislation. Due to the large timescale
of soot accumulation in the DPF, a large preview window is needed, typically
beyond two hours of route information. In future work the availability of this

1This chapter is published as Vital van Reeven, Rob van den Nieuwenhof, Theo Hofman,
and Maarten Steinbuch. Smart DPF regeneration using preview. In Proc. FISITA World
Automotive Congress, 2014
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information has to be tested for the intended long-haul applications.

5.1 Introduction

Modern emission legislation requires ultra-low emissions for a broad range of
(diesel) powertrain applications, including commercial vehicles, heavy-duty trucks
and non-road mobile machinery. These near zero-emission levels have to be
accomplished, not only on type approval test cycles, but also during real-life
operation. One of the technologies used to reduce emission levels are exhaust
aftertreatment systems, that reduce the harmful emissions from internal com-
bustion engines by applying filtering and chemical reduction techniques. In this
research we focus on the Diesel Particulate Filter (DPF), which removes soot
particles from the exhaust flow by filtering. The filter must be emptied at reg-
ular intervals, a process that is called regeneration. Regeneration can be both
passive, when no additional fuel is needed for soot reduction, and active, when
additional fuel is used to increase temperature and thereby promoting soot re-
duction. The duration of the latter process is in the order of an hour, at which
the conditions must be beneficial for regeneration, such as high exhaust temper-
atures. As a consequence the drive cycle plays a significant role in the efficiency
of the regeneration process. By using preview information, the drive cycle can
be analyzed for the best time period to perform the regeneration and thereby
saving fuel. The considered system is depicted in Fig. 5.1. The main compo-
nents in the exhaust aftertreatment system, i.e. Internal Combustion Engine
(ICE), Diesel Oxidation Catalyst (DOC), DPF and SCR are connected in series,
where exhaust gas flows from one component to the next, as indicated by the
thick arrows. A baseline regeneration controller monitors the regeneration pro-
cess and controls the DPF temperature by HC (fuel) injection. In this work an
additional smart regeneration controller is added, that enables fuel savings by
triggering a smart regeneration, based on route information. For several typical
drive cycles, the fuel benefit of smart regeneration scheduling will be shown.

5.2 The DOC and DPF system

Soot particles produced by the engine during combustion are captured by the
DPF. The collection of soot particulates during operation will eventually saturate
the DPF with soot, causing undesirable high exhaust gas pressure drop over the
DPF. This pressure drop has a negative effect on the engine gas exchange and
therefore on the overall engine efficiency. A saturated DPF can also experience
auto regeneration (thermal runaway). This means that the soot inside the DPF
ignites spontaneously, which leads to an increase in temperature, igniting even
more soot and starting an uncontrolled chain reaction. A thermal runaway
could induce DPF temperatures which exceed the melting temperature of the
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Fig. 5.1. System overview of a typical exhaust aftertreatment system,
with the placement of the HC doser, DOC and DPF. The main function
of the DOC is HC oxidation for active regeneration and of the DPF is
soot filtering. The states in the models are the respective temperatures
(T ) and the soot mass in the DPF (ms).

filter material and therefore damaging the DPF. To prevent the DPF from being
saturated with soot, the system has to provide a way of removing particulates
from the filter to restore its soot collection capacity. This removal of particulates,
known as DPF regeneration, is performed thermally. In the remainder of this
chapter we distinguish two reduction mechanisms:

• Active regeneration, when HCs are injected before the DOC to increase
temperature in the DPF and the main soot reducing mechanism is with
O2.

• Passive regeneration, when no additional HC is injected before the Diesel
Oxidation Catalyst (DOC) and the main soot reducing mechanism is with
NO2.

During active regeneration the HC doser injects hydrocarbons (diesel fuel) up-
stream of the DOC. These hydrocarbons are oxidized by the DOC, heating up the
exhaust gas, which results in a temperature increase of the DPF. This higher
temperature is required because normal ICE operation is not always able to
provide the required exhaust gas temperature, especially not during low engine
loads. If the required DPF temperature is reached, O2 assisted soot oxidation
starts and the soot load is reduced.

5.2.1 Modelling of the DOC and DPF system

To show the feasibility of active regeneration scheduling of the DPF, thermal
and chemical models are developed and validated. The modeling focusses on a
sufficient, but simple model. The resulting DOC/DPF model is a 1D, discrete
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time physical model with 5 states and less than 10 fitted parameters. A base-
line regeneration controller for the active regeneration process (controlling the
HC doser) is modeled, mimicking the behavior of a state-of-the-art HC dosing
system. Validation results of the model are shown at the end of this section.

5.2.1.1 Diesel Oxidation Catalyst (DOC)

The purpose of the DOC model is to predict the temperature and the chemi-
cal reactions inside the DOC that have an effect on the soot load of the DPF.
The DOC thermal model incorporates the diesel fuel oxidation process, which
is applied during active soot regeneration. Furthermore, the DOC model de-
scribes the NO/NO2 shift, which has an effect on passive soot regeneration.
The thermal model consists of three identical thermal masses in series, where
the combined thermal mass and resistance are fitted to on-road data. The chem-
ical model uses Arrhenius type equations, where only the pre-exponential factor
is fitted to measurement data, whereas the other parameters are taken from
literature [38], [40], [47], [66], [81], [83], [84].

5.2.1.2 Diesel Particulate Filter (DPF)

The purpose of the DPF model is to predict the temperature and the chemical
reactions inside the DPF that have an effect on the soot load. The soot load
of the DPF is highly influenced by active and passive regeneration and both
reaction mechanisms are described in the chemical model. It is assumed that
HCs slipping through the DOC during active regeneration, are fully oxidized in
the DPF. Furthermore, it is assumed that the filtration efficiency of the DPF is
constant. The thermal model consists of one thermal mass with thermal resis-
tance, fitted to on-road data. The chemical model uses a one state (soot mass in
the DPF), Arrhenius type equation with two parameters (pre-exponential fac-
tors) fitted to test-bench data, whereas the remaining parameters are taken from
literature [35], [36], [37], [51], [66], [81].

5.2.2 Validation of DOC/DPF thermal and chemical model

The thermal model is fitted on a set of on-road measurements, with a total mea-
surement time of 8 hours, divided over 3 runs. During these measurements the
truck performed typical long-haul tasks, but active regeneration was not trig-
gered. Validation of the thermal model on a second set of on-road measurements
show a Root Mean Squared Error (RMSE) of 6 K. In Fig. 5.2, two time traces
of one validation measurement is shown, displaying an accurate match between
model and measurement for both DOC and DPF.

Validation of the chemical behavior necessitates an accurate measurement of
the soot load in the DPF filter. Therefore the DPF is removed from the exhaust
system and weighted, before and after an active regeneration cycle, where the
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Fig. 5.2. Validation measurement of the thermal behavior of DOC and
DPF.

change in the total DPF mass results in the reduced soot mass. For five active
regeneration cycles, three cycles are used for fitting one parameter, two cycles
are used for validation. The five regeneration cycles represent various vehicle
load cycles, ranging from long-haul to city driving. The RMSE of the modelled
soot load of all 5 cycles is less than 5%, which is low, considering the low amount
of model parameters and the complexity of the phenomena.
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5.3 Optimal regeneration scheduling

The baseline regeneration controller is able to maintain safe, reliable operation of
the vehicle conform legislation. With our new controller we want to keep these
properties and choose to add a supervisory controller (smart regen, see Fig.
5.1) that triggers the baseline regeneration controller, when preview calculations
indicate that starting the regeneration is more efficient than waiting for the
baseline regeneration to start. In this section we first define optimality with
the fuel-soot ratio and indicate the main parameters influencing this optimality.
Secondly the implementation with respect to the baseline regeneration controller
is explained. Thirdly the optimal scheduling is shown for one drive cycle.

5.3.1 Fuel-soot ratio as performance measure

Soot that is stored inside the DPF can be oxidized passively with the aid of
NO2, and actively with the aid of O2. During active regeneration, fuel is used
to increase temperature, thus activating the O2 assisted soot burn reaction.
The amount of fuel used for reducing an amount of soot is a measure of the
efficiency of the regeneration process and, for one regeneration cycle, defined as
the fuel/soot ratio:

Rfs =
∆mf

∆ms
, (5.1)

where ∆mf is the amount of fuel and ∆ms the mass of regenerated soot in the
filter over a regeneration. The active soot burn process is characterized by the
soot mass reduction rate:

ṁs = −K ·ms, (5.2)

where ms is the soot mass in the filter and K is given by:

K = AγO2T
xe−E/RT , (5.3)

where A,E,R, x are constants, γO2
the fraction of oxygen in the exhaust gas, T

the temperature of the DPF and e the exponent operator. From these equations
the main efficiency influencing parameters can be explained. Looking at the
soot mass reduction rate, the larger the soot mass in the filter, the larger the
reduction rate at a constant K. Regeneration with a full filter is most efficient,
however, increases the risk of thermal runaway. Regeneration will normally be
performed close, but just below, the upper soot load limit as defined by the
baseline regeneration controller. The soot mass reduction rate is influenced by
the O2 concentration in the exhaust gas: the higher the better. The O2 con-
centration is controlled by the baseline regeneration controller, which demands
the ICE to increases the O2 exhaust concentration during regeneration. The O2

concentration limits the amount of HC that can be oxidized. Increasing temper-
ature, increases the soot mass reduction rate. For a significant reduction rate the
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temperature of the exhaust gas from the ICE is not sufficient. Therefore tem-
perature must be increased by the DOC to a certain setpoint, by oxidation of
injected HC, thus increasing fuel consumption. If the exhaust temperature from
the ICE is low, more HC must be injected to reach the temperature setpoint.
Or when the temperature setpoint cannot be realized , e.g. due to too low O2

concentration, the reaction rate is lower, leading to a longer regeneration event,
which also results in a higher fuel consumption. So high ICE exhaust temper-
atures are beneficial to realize the same temperature setpoint at a reduced fuel
cost.

Table 5.1. main parameters influencing active regeneration

# parameter description
1 T DPF temperature
2 γO2

O2 concentration in the exhaust gas
3 ms DPF soot load
4 ∆t duration of a regeneration

5.3.2 Baseline regeneration control

Active regeneration is started when the upper soot load threshold is reached. Ac-
tive regeneration is performed until the soot load is below a predetermined lower
threshold. The duration and the operating conditions of this process vary (see
previous paragraph), leading to differences in the fuel efficiency of an active re-
generation. By adjusting the starting moment of the thermal regeneration, more
favorable operating conditions could be selected, thus leading to more efficient
regeneration and thus decreased fuel consumption. The optimal regeneration
controller in the next section will select the best regeneration start, based on
preview information. However, the original soot load based trigger will be unal-
tered, as this represents a safety feature for the filter. The optimal regeneration
controller will trigger regeneration before the soot-load trigger, thus ensuring safe
operation, and potentially saving fuel. When regeneration is triggered, the base-
line regeneration control is responsible for increasing temperature in the DPF by
injecting HC, while monitoring O2 concentration and temperature limits, until
the soot load is sufficiently reduced.

5.3.3 Optimal regeneration trigger

The optimal regeneration controller triggers the regeneration process, while the
baseline regeneration is taking care of the regeneration process itself. If we now
assume that for a certain route:
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• perfect preview is available, i.e. the route is perfectly described by the
(prediction) model,

• at the end of the route the filter is full,

• each regeneration lasts until the filter is empty,

then the best regeneration can be calculated with brute force by triggering the
regeneration at each possible time instance and selecting the simulated regener-
ation with the lowest fuel/soot ratio.
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Fig. 5.3. Normalized fuel soot ratio for several start triggers of regener-
ation on cycle 1

In Fig. 5.3 the fuel/soot ratios are shown for one drive cycle, where the start
trigger is shifted approximately every 1000 seconds. The optimal regeneration
start is at the beginning of the route, the worst case regeneration start is at 2.5
hours. To explain the differences, in Fig. 5.4 the DPF temperature is shown,
for the best and worst case regeneration, including the case without active re-
generation. The best case shows a constantly high temperature profile during
regeneration. Here the vehicle is cruising on a flat road with an intermediate
ICE load. Despite the soot load being lowest at the start of the cycle, which
causes a decrease in regeneration efficiency, the combined conditions seem op-
timal for regeneration at this moment. The worst case regeneration is in the
middle of the route, where the exhaust temperature show large dynamics. This
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is due to the hilly environment the vehicle is driving in, where high engine loads
(full load up-hill) are alternated with very low engine loads (braking downhill).
High engine loads cause low oxygen concentrations and low engine loads cause
low temperatures, both being bad for regeneration efficiency. Consequently the
baseline regeneration controller needs more time and fuel to regenerate the filter.
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Fig. 5.4. Timetraces of DPF temperature during best and worst case
regeneration events, and nominal temperature (without regeneration) on
cycle 1

5.4 Smart regeneration scheduling

While the brute force method in the previous section is able to reveal the optimal
scheduling for regeneration of the DPF, it is not real-time implementable due to
the computational load and the assumption of perfect preview. In this section
we derive a low complexity (surrogate) model of the regeneration process, ap-
plied to simplified preview information. With this model an efficient brute force
calculation is performed, determining the sub-optimal, but still smart, regenera-
tion moment. For 5 drive cycles the difference in optimality is shown at the end
of this chapter.
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5.4.1 Surrogate modelling of fuel-soot ratio

The fuel/soot ratio is identified as a good performance measure for regeneration
efficiency. The method and models used in the previous section are, however,
too computationally demanding to implement on a vehicle. Therefore we apply
the technique of surrogate modelling, where the input/output relationship of the
original model is approximated with a low complexity model, which can consist
of simpler physical models and/or data driven models (such as polynomials). If
we assume that a regeneration takes place within one hour and certain statistics
of this period can sufficiently predict the fuel soot ratio, model complexity is
severely reduced. Inspired by the parameters in Table 1, several combinations
and derivations are investigated in polynomial surrogate models, leading to the
average DPF temperature and the average absolute DPF temperature derivative
as the prevalent factors to predict the fuel soot ratio. We define the average DPF
temperature over a window of one hour as:

T =
1

n

n∑
i=1

Ti, (5.4)

with n=3600 s and Ti the DPF temperature at time i. The absolute DPF
temperature derivative is defined as:

Ṫ =
1

n

n∑
i=1

|dTi
dt
|, (5.5)

The fuel soot ratio is then approximated as a quadratic polynomial with fitted
coefficients c:

R̂fs = c0 + c1T + c2Ṫ + c3T Ṫ + c4T
2 + c5Ṫ

2. (5.6)

5.4.2 Approximate model of the DPF temperature

The high fidelity temperature models are accurate, but complex, because it
includes thermal dynamics of ICE, DOC and DPF, including the thermal effects
of the reactions taking place. A simpler, approximate model uses fuel flow as
input, which can be determined reasonably accurate from preview information.
From the fuel flow, a first order dynamic model estimates the DPF temperature,
which performs for cycle 1 as shown in Fig. 5.5.

This approximate temperature trace is filtered with a moving average filter
as given by (5.4) and (5.5), resulting in the statistics needed for the fuel-soot
ratio estimation in (5.6). This results in an estimated fuel/soot ratio for each
time instance over the horizon.
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Fig. 5.5. Comparing time traces of the high fidelity (orig.) and approx-
imate DPF temperature model.

5.4.3 Outline of the smart regeneration algorithm

The basic steps in the smart regeneration algorithm are:

1. Wait for new prediction information.

2. Predict the soot load over the horizon (not described here). If the upper
soot load limit will be triggered, go to step 3, otherwise go back to step 1.

3. Predict fuel flow over the horizon (not described here).

4. Calculate the (approximate) DPF temperature based on predicted fuel
flow.

5. Calculate the moving estimate of fuel soot ratio R̂fs using (5.4)..(5.6).

6. Determine regeneration start time at which the estimated Rfs is minimal.

7. Schedule regeneration start time.

8. Go to step 1.

As soon as the scheduled regeneration start time is reached, the baseline con-
troller commences the active regeneration process. If no prediction information
is available, the baseline controller will activate regeneration as usual, i.e. when
the upper soot load threshold is reached.
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5.4.4 Performance on five representative drive cycles

For a set of five representative drive cycles, the best and worst optimal regen-
eration are calculated, as described in Section 5.3. These are indicated with •
(best case) and / (worst case) in Fig. 5.6. The smart regeneration strategy,
that uses simplified models and calculations, is able to closely approximate the
optimal regeneration for most cycles, as indicated by ◦ (smart). Only for cycle
4 the performance is closer to the worst case situation, however, the absolute
performance, when comparing to the other cycles, is still acceptable. The most
profit could be obtained for cycle 1 and 2, where smart regeneration saves more
than 50% fuel with respect to the worst case regeneration. These 2 cycles are
typical for long-haul applications and are characterized by having both steady
state load conditions (cruising on flat highway) and dynamic load conditions
(alternating full load, no load), where the latter situation is detrimental for effi-
cient DPF regeneration. Cycles 3 to 5 have smaller differences in load dynamics,
resulting in a smaller bandwidth of DPF regeneration efficiency, but smart DPF
regeneration is still able to save fuel.

1 1.5 2 2.5

5

4

3

2

1

normalized fuel−soot ratio [−]

cy
cl

e 
nr

 [−
]

 

 

best
worst
smart

Fig. 5.6. Performance of smart DPF regeneration compared to the opti-
mal solution and the worst case solution on 5 cycles.
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5.5 Conclusion

In this work, a smart DPF regeneration controller is proposed that improves
the baseline regeneration controller by using route information in determining
the best time to start a regeneration event. Based on validated high-fidelity
models of DOC and DPF the optimal active regeneration timing is shown for
five representative drive cycles. It is shown that the smart regeneration con-
troller performs close to this optimum and has the potential to reduce the fuel
requirement of an active DPF regeneration by more than 50%, preferable during
cycles with have a large difference in ICE load dynamics. A requirement for
the smart regeneration controller is a preview window of more than two hours,
where it is assumed that the route is known beforehand. The availability of this
information has to be tested for the intended long-haul applications. The archi-
tecture of the controller is such that the properties of the baseline controller are
unaltered, thus providing the same safety, durability and legislative properties.
When preview information is not available, fallback to the baseline regeneration
controller is ensured.
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Chapter 6

Explicit control of gear shifting
and start-stop in hybrid vehicles1

The Energy Management System (EMS) in Hybrid Electric Vehicles (HEV)
determines the optimal use of the available power resources to reduce the total
fuel energy over a drive cycle. A real-time EMS that includes start-stop and
gear selection with switching costs, in an optimal control framework, could not
be found in literature. In this chapter, a model-based controller is designed
that solves the optimal control problem for a given equivalency between the
energy sources, including the discrete control of start-stop and shifting. By
approximating a validated vehicle model with piecewise affine functions, the
controller converts to a Mixed-Integer Linear Program (MILP), which can be
explicitly solved and stored on a real-time controller. In simulation the controller
is able to outperform an EMS with heuristic control of start-stop and shifting:
on a proprietary drive cycle, the number of gear shift events is reduced by 42%,
the number of start-stop events is reduced by 6%, while at the same time fuel
economy is improved by 0.3%.

6.1 Introduction

Development of Hybrid Electric Vehicles (HEVs) plays an important role in com-
mercial road transportation to reduce fuel cost, while complying to increasingly
stringent emission legislation. HEVs have additional control freedom to propel
the vehicle, compared to conventional vehicles, see [74], and the controller to

1This chapter is published as Vital van Reeven, Theo Hofman, Rudolf Huisman, and
Maarten Steinbuch. Extending energy management in hybrid electric vehicles with explicit
control of gear shifting and start-stop. In Proc. American Control Conference, 2012.
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develop is to optimally allocate this control freedom. If we assume that the
speed and traction power of the vehicle have to be tracked, the problem is how
to utilize the power resources of the HEV to obtain the lowest fuel consumption.
When energy, emission and thermal characteristics of the vehicle are considered,
the control is referred to as Integrated Powertrain Control (IPC) [100]. If we
only consider the energy characteristics, the control is referred to as an Energy
Management System (EMS). A significant amount of examples for the design of
an EMS can be found in literature, ranging from non-causal (for use in bench-
mark simulations) to causal (for real-time implementation), see an overview
in [74]. Our aim is to control an HEV on the road, so we focus on a real-time
implementable EMS.

A large amount of solutions describe the power control of the primary (Inter-
nal Combustion Engine (ICE)) and secondary movers (Motor/Generator (MG)).
Depending on the configuration of the vehicle, it is possible to stop and discon-
nect the ICE from the drive-line (start-stop), thereby eliminating friction losses.
Some results can be found where start-stop is an integral part of the EMS de-
sign process [3], yet more often heuristic control is added to (dis-)connect the
ICE [76].

Adding gear shifting in the energy optimizing controller is often mentioned
as an opportunity to decrease fuel consumption [76], [95], [87]. If a shift strategy
is designed, it is often in a separate design step [41], [43], and not as an integral
part of the synthesis of the EMS. An example, where the shifting is an integral
part of the design, can be found in [68], yet the resulting controller is too complex
for real-time implementation.

This chapter describes a novel method to extend an EMS, based on optimal
control, with explicit clutch and gear shift control, for a parallel hybrid topol-
ogy. The model-based controller, while being real-time implementable, is able
to drastically reduce the amount of shift and start-stop events on a simulated
route cycle, compared to an EMS with heuristic shift and start-stop algorithms.

The chapter is organized as follows: Section 2, describes how the Hybrid
toolbox [6] can be used to implement the extended EMS. In Section 3, the
derivation of the control models for the control synthesis is given. Section 4,
shows the benefit of the extended EMS in simulation with a validated vehicle
model. Finally, in Section 5, we summarize the main conclusions and make some
final remarks.

6.2 Extending the EMS

The HEV under consideration is a parallel hybrid with the topology as shown in
Figure 6.1. The fuel power (PF ) is converted to mechanical power (PICE) by the
ICE, which can be disconnected from the drive-line using the clutch. Mechanical
power from the Motor/Generator (PMG) is added to PICECL, resulting in the
gearbox power (PGB). This power is transferred through the gearbox, to the
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road as the traction power Pdem. The MG retrieves/stores energy through PS
from/into the electrical buffer ES . The rotational velocities of the mechanical
components are indicated by n with their respective indices and can be influenced
with the discrete gear selection iGB and discrete clutch activation iCL.

ICE

MG BatBat
P
S

E
S

P
ICE

n
ICE

P
F

P
GB

n
GB

P
ICECL

GB
P
dem

n
dem

P
MG

i
GB

i
CL

ICEn
ICE

n
GB

GBn
dem

Fig. 6.1. Topology of the parallel hybrid vehicle with the components:
Internal Combustion Engine (ICE), Clutch (CL), Gearbox (GB), Mo-
tor/Generator (MG), and Battery system (Bat)

The task of the controller is to minimize the total fuel consumption (J) over
a drive cycle with duration tend, cf. Eq. (6.1). To realize charge sustainability,
the energy in the buffer (ES) must satisfy Eq. (6.2).

J =

∫ tend

0

PF (t)dt (6.1)

ES(0)− ES(tend) = 0 (6.2)

Following the methods from optimal control in [74] the solution to Eq. (6.1) and
Eq. (6.2) can be reduced to minimization of the Hamiltonian H,

H(t, s(t), u(t)) = PF (t, u(t)) + s(t)PS(t, u(t)), (6.3)

with respect to a control variable u(t), at every time instant t, for the equiva-
lence factor s(t), under the assumption that the efficiency ηS of the battery is
independent on the state ES , e.g.

PS(t) = ηS
d

dt
ES(t). (6.4)

The optimal control u∗(t) is the value for u that minimizes H,

u∗(t) = argmin
u

(H(t, s(t), u(t))). (6.5)
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Combination of Eq. (6.3) and (6.5), where for readability the dependency on
time has been dropped from the notation, leads to:

u∗ = argmin
u

(PF (u) + sPS), (6.6)

with

u =

 PSiCL
iGB

 . (6.7)

Eq. (6.6) is the core of the so-called Equivalent Consumption Minimization
Strategy (ECMS).

For real-time implementation several methods exist to estimate s, based on
past, present and/or future driving conditions as summarized in [74]. Here we
assume that an estimation of s is available, reducing the problem to solving Eq.
(6.6) for a given s.

What type of algorithm can be used to solve Eq. (6.6), depends on the control
variables in u and the structure of the approximating models. In [74] the control
variable u was chosen to be PS , while iGB and iCL are controlled by heuristics.
When u does not include iGB and iCL, and the necessary approximations of
the plant models are made, Eq. (6.6) can be analytically solved, e.g. [39], or
numerically solved and stored in lookup tables, e.g. [87]. Adding iCL as in [3],
allows for a partial analytical solution. With the addition of iGB no (partial)
analytical solution has been found in literature. Since we focus on explicit control
of the activation of the clutch and the gear selection, an algorithm is selected
that can solve for continuous and discrete control variables.

With u as in Eq. (6.7), Eq. (6.6) becomes a Mixed Integer Problem (MIP).
For a subclass of MIPs, i.e. Mixed Integer Linear or Quadratic Programs (MILP
or MIQP) solvers exist such as CPLEX [28]. These solvers are good for offline
calculations, yet often too computationally intensive for real-time implementa-
tion. Following [6], the solution of a MILP can be calculated offline and stored
as a piecewise affine (PWA) function. The evaluation of this PWA function
involves a search algorithm (e.g. branch-and-bound), which is typically much
faster than solving a MILP. The drawback of this explicit solution is the amount
of memory needed to store the PWA function, which can grow fast with model
complexity.

To explicitly solve the MIP problem, using the Hybrid toolbox [6], the (sim-
plified) generic cost function used in this toolbox,

min
u

(‖PNx(N)‖p +
N−1∑
k=1

‖Qx(k)‖p +

+
N−1∑
k=0

(‖Ru(k)‖p + ‖Sy(k)‖p)), (6.8)
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is converted to Eq. (6.6) by selecting output y, norm p, horizon N and weighting
matrices PN , Q,R, S as:

y =

[
PF
PS

]
,

p = 1,

N = 1,

PN = 0,

Q = 0,

R = 0,

S = [1, s].

(6.9)

If furthermore the control models are approximated by piecewise affine functions,
as shown in the next section, the resulting MILP problem can be solved.

6.3 Control Synthesis

The controller EMSext implementing Eq. (6.6), is responsible for the optimal
distribution of power to the ICE (PICE) and MG (PMG), and the selection
of clutch (iCL) and gear position (iGB), see Fig. 6.2. It assumes that s is
determined by an external controller C0 that keeps ES within its storage limits.
Plant P is the validated powertrain model from [95]. The variables Pdem, nGB
and s act as a disturbance on controller EMSext.

EMSext P

PICE

PMG

iGB

iCL

Pdem, nGB

C0
s ES

Fig. 6.2. Schematic control structure of the extended EMS.

The choice of inputs, outputs, states and norm follow Eq. (6.8) and (6.9), to
profit from the results from optimal control. To prevent high frequent switching
of the gear and clutch events, a cost is associated to these events by setting a
weight on the respective control variable, i.e. adjusting the weight R in Eq. (6.8).
The weights of the clutch and shift events can be expressed in equivalent fuel
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cost by conducting appropriate experiments. For example, the energy needed
for starting the ICE has both an electrical (starter motor), and a fuel component
(injection), and by assuming a certain equivalency, they can be combined to a
single equivalent fuel cost.

If the (equivalent) fuel cost of an event is high, the pay-back time is long. If
the pay-back time is longer than one sample, the minimization of the total cost
must be performed over a longer time segment by making the horizon N larger
than 1 sample. For example, if the controller has the option to keep the ICE
idling at a fuel cost of 0.5 [g/s], or stopping and starting the ICE at a fuel cost
of 1 [g], the horizon should be at least 2 [s]. Thus the cost of an event poses a
lower bound on the choice of horizon N .

With increasing horizon N , the disturbances can also be updated with pre-
dictions over the horizon as in [5]. We choose to update Pdem with the best pos-
sible prediction, i.e. the real future Pdem. This renders the controller EMSext
non-causal, but it is left for future work to design a real-time estimator for Pdem.

Control modeling in the Hybrid toolbox is done with the Hysdel language,
which is a C-like language to create hybrid models based on automata, if-then-
else, logic and (switched) linear dynamic systems [82]. From the Hysdel model
and the chosen parameters in Eq. (6.8), the explicit MILP controller can be
generated. In the next subsections, the validated plant from [95] is approximated
with hybrid models, as needed for the Hybrid toolbox.

6.3.1 Vehicle Traction Power

The vehicle traction power Pdem is considered a disturbance. Assuming no losses
in the gearbox, Pdem equals PGB . The controller is to track the power demand
perfectly by controlling the power of the ICE and the MG,

PICE + PMG = Pdem. (6.10)

6.3.2 Internal Combustion Engine

The conversion of fuel into mechanical power in an ICE can be subdivided into
two components: thermal efficiency, which is an indication of how efficient the
combustion takes place, and friction losses, which are the combined losses due
to the mechanical construction:

PICE = PF + PfrICE . (6.11)

In an ICE the conversion of fuel flow ṁF into power is determined by the Lower
Heating Value (LHV) of the fuel, and the thermal efficiency ηth, which is close
to constant for a modern diesel engine,

PF = ηthcLHV ṁF . (6.12)
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The friction losses in an ICE are mainly quadratic with the engine speed [21].
The controller needs the engine speed dependency to determine whether shifting
is appropriate. As a quadratic description does not fit our control framework, a
PWA approximation is needed. Here we use a linear approximation at nICE =
1100[rpm],

PfrICE = cfr1 ∗ nICE + cfr2. (6.13)

The full load characteristics of the ICE must be defined to limit the operating
range of the engine. This can be done with a small set of inequalities:

PICE ≤

 PICEmax
cfl1nICE + cfl2
cfl3nICE + cfl4

nICE ≥ nICEidle.

(6.14)

The error e of the fuel power model,

e =
PF − P̂F
PF

, (6.15)

is less than 3 [%] in a large area around nICE = 1100[rpm]. This error is shown
in Fig. 6.3, together with the full load approximation of Eq. (6.14).

6.3.3 Clutch

The clutch state depends on the boolean variable iCL. With a closed clutch
(iCL = 1) the speed of the ICE (nICE) is equal to the gearbox speed (nGB)
and the power is lossless transferred from PICE to PICECL. Opening the clutch
can result in two different states: the ICE is stopped by reducing PF to zero,
or the ICE is idling at a minimal engine speed (here: 600 [rpm]), with PF > 0
to compensate friction losses. The reason to have two separate states at clutch
opening, is the cost of stopping and starting the ICE: if the time between a stop
and start event is too small, the fuel saved by stopping the engine is smaller
than the energy needed to start the engine, and it is more energy efficient to
leave the ICE idling.

PICECL = iCLPICE (6.16)

nICE =

 nGB for iCL = 1
600 for iCL = 0 ∧ PF > 0
0 for iCL = 0 ∧ PF = 0

(6.17)

6.3.4 Motor/Generator and Battery

Similar to the ICE, the Motor/Generator (MG) is PWA approximated. The
efficiency of the power electronics is lumped in the efficiency of the MG (ηMG)
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dotted black line, is approximated by Eq. (6.14) as indicated by the solid
red lines.

with both dependent on the sign of PMG,

PS = η
sign(PMG)
MG PMG + PfrMG. (6.18)

Friction is approximated linear with nMG, where nMG = nGB ,

PfrMG = nGB ∗ cfr3. (6.19)

The battery is modeled as an integrator with an efficiency ηS , dependent on
whether it is charged (PBAT < 0) or discharged (PBAT > 0),

d

dt
ES = PS = η

sign(PBAT )
S PBAT . (6.20)

As the MG also has an efficiency dependent on the sign of PS , both efficiencies
can be lumped into the MG model. Furthermore, Eq. (6.6) defines the relation
between PS and PF , rendering Eq. (6.20) superfluous for this controller.
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Combination of MG and battery leads to the following equation, with ηMG

and ηS constant:

PS = (ηMGηS)sign(PMG)PMG + PfrMG. (6.21)

The full load characteristics are determined by the MG and have a different
shape for motoring and generator mode. They are described by the following
set of inequalities:

PMG ≤

 PMGmax

cmax1nGB + cmax2
cmax3nGB + cmax4

PMG ≥

 PMGmin

PMG ≥ cmin1nGB + cmin2
PMG ≥ cmin3nGB + cmin4

. (6.22)

The constants c in Eq. 6.22 and efficiencies η in Eq. 6.21 are fitted to the
models in [95] at the nominal ES and PS .

6.3.5 Transmission

In heavy-duty vehicles gearboxes with 12 gear ratios are common. These gear-
boxes have geometrical gear steps, i.e. the change in ratio for each successive
gear is constant. This characteristic reduces the number of discrete states to code
the gearbox functionality, compared to progressive gear steps as used in [68]. It
suffices to have one constant ratio change cGB and a bound on the selected gear
iGB ,

nGB(iGB + 1) = nGB(iGB)/cGB

s.t. 1 ≤ iGB ≤ 12. (6.23)

To reduce the complexity of the controller, the control signal iGB is changed
to the boolean signals iGBup and iGBch, as a state change on the current gear.
Changing of gears iGBch is now separated from whether it is up (iGBup = 1) or
down (iGBup = 0), thus enabling us to associate a penalty to the change event
iGBch. Due to the state update, it takes one time step to complete a shift event,
which resembles the shift delay of gearboxes in real life.

iGB(k + 1) = iGB(k) + iGBch(iGBup − (1− iGBup)) (6.24)

Note that with this definition no gears can be skipped.
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6.3.6 Cost Equivalence Factor

The cost equivalence s will not be constant in real life situations, due to changing
drive cycles, battery limits and disturbances. As a consequence S in Eq. (6.8)
is not constant. A varying S however prevents Eq. (6.8) to be transformed to a
PWA form, and thus preventing the conversion to an explicit solution.

The solution followed here is to calculate a set of controllers for a discrete
set of values of S. During run-time the nearest controller, with respect to S, is
selected. The drawback is that the amount of memory needed for the controller
multiplies with the size of the set and optimality is reduced for values not exactly
matching the set.

6.4 Results and Discussion

Simulation is performed for a heavy duty HEV on a long haul route, containing
both flat highway and hilly segments, as described in [95], see Fig. 6.4.

This long route cycle is simulated twice to eliminate the influence of initial
conditions in the plant. The simulation is performed with three vehicle con-
figurations: (i) a conventional vehicle without a hybrid system (conv); (ii) an
HEV with optimal control based, extended EMS as described in this chapter
(EMSext); (iii) an HEV with optimal control based EMS with heuristic shift
and start-stop logic (EMSstd). Furthermore, the horizon N of the EMSext is
varied. Simulation metrics are shown in Table 6.1.

Table 6.1. Performance of 3 simulated vehicles

configuration fuel used [kg] shifts [#] start-stop [#]
conv 160.0 176 0
EMSstd 144.5 536 124
EMSext, N = 5[s] 144.0 309 116
EMSext, N = 4[s] 144.2 333 117
EMSext, N = 3[s] 144.2 337 119
EMSext, N = 2[s] 152.0 157 121
EMSext, no prev. 144.2 403 116

On this cycle almost 10% fuel can be saved by the EMSstd hybrid compared
to the conventional drive train, yet at the cost of an enormous increase in shift
events. This deteriorates both driveability and durability of the vehicle and
should be minimized. The EMSext, N = 5[s], significantly reduces the number
of shift events (-42%) and the number of start-stop events (-6%), even with
reduced fuel cost (-0.3%).
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Fig. 6.4. Simulated route cycle with power demand Pdem, vehicle speed
v and height h.

The effect of reduction of shifts is illustrated next on a hilly route segment,
where the hybrid system is heavily used, see Fig. 6.5.

At time t = 0[s], the vehicle is cruising on the highway, with the highest
(12th) gear selected, and starts with a heavy climb uphill. The power of 300
[kW] is not sufficient to maintain its speed, and the velocity drops. Where the
conventional vehicle has no other option than to shift one gear down, the hybrid
vehicle is able to electrically assist, and can delay, or even skip, a shift event, thus
keeping the ICE in its most efficient (low nICE) region. At t = 41[s], the EMSext
controller shifts down to be able to deliver the power to drive full electric in the
next time step. At t = 44[s], the 10th gear is selected to operate the generator
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Fig. 6.5. Comparing EMSstd and EMSext (N=5[s]) on a simulated route
segment.

at full power, thus maximizing the recovery of brake energy. Towards the end of
the braking segment, the gearbox starts shifting up again, to be in highest gear
for the ICE to operate in its most efficient region.

Shifting in the EMSstd is based on heuristics, but without EMS integration.
This can be seen at t = 19[s], where, based on the equivalent cost, motor assist
could be prolonged, yet the shift algorithm decides that a downshift is necessary,
and the EMS has to respond accordingly. Near hybrid mode switches, e.g. at t =
42[s] and t = 53[s], the shift algorithm shows opportune behavior, by selecting
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the best gear at each individual moment, yet not anticipating the negligible
profit and frequent changing of gears over time.

The influence of tuning the horizon length N on the EMSext performance is
shown in Table 6.1. With a horizon of 2[s], the cost of shifting is too high to
pay-back in 2[s], and the shift strategy will only shift if it is really necessary, e.g.
at component constraints. For N > 3, the performance gradually improves, yet
at the cost of a more memory demanding controller.

If preview information is not available, the performance of the controller
deteriorates. As an example the controller EMSext, N = 5[s], is simulated,
with the preview of Pdem replaced by the instantaneous Pdem, and is denoted
as EMSext, no prev. Table 6.1 shows that the performance of this controller is,
however, still better than EMSstd.

The final choice of the horizon N depends on the amount of free memory on
the real-time controller: a larger N improves the performance, but increases the
memory allocation. Furthermore, the quality of an estimator for future Pdem
influences the performance, and thereby the choice of N .

6.5 Conclusions and Outlook

A real-time model based controller is devised, which extends the Energy Man-
agement System (EMS) based on optimal control with explicit clutch and gear
shift control. By using the Hybrid toolbox [6] the resulting Mixed Integer Pro-
gram is converted in its explicit form and simulated on a validated drive train
model. The extended EMS obtains better gear shift behavior, even with fairly
simple, piecewise linearized, models. Dependent on specifications of the real-
time platform, more detailed models could be used.

Driveability of the extended EMS, however, should be tested in real-life to
show wether cost-based shifting is acceptable. In future work the real-time esti-
mation of the equivalent cost factor will be examined, together with an estimator
for the disturbances in the extended EMS. More important, the integration of
emission constraints will be investigated, leading eventually to Integrated Pow-
ertrain Control for on-road heavy-duty applications.
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Chapter 7

Conclusions and
recommendations

To design and implement a model based energy management system using pre-
view that controls the heavy duty hybrid electric vehicle in an energy optimal
way, this work provides several solutions. In this chapter the results and con-
clusions are outlined and recommendations for future work are given.

7.1 Conclusions

Following the research question, this section concludes with the achievements
related to the research objectives (Section 1.3).

O1 Investigate optimal control methods that deal with switching decisions.
Both DP, direct and indirect methods are used throughout the work, de-
pendent on the structure of the problem. DP works well for discrete de-
cision variables and a few states [95], [4], but is computationally too de-
manding for larger problems. Therefore no pure DP methods are applied
in this work.

A direct method is used in Chapter 6: explicit hybrid MPC. By approxi-
mating the vehicle model with piecewise affine models, a generic synthesis
creates a real-time capable MPC controller by solving a MILP. Two large
challenges were encountered:

• the piecewise affine models are limited in capturing the essential ve-
hicle behaviour,

• after the off-line synthesis, online physical interpretation and calibra-
tion of the end result is not possible anymore.
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Direct methods with higher order models could solve the first challenge,
but are not included in this research.

Indirect method PMP has shown to capture the essential vehicle behaviour
in Chapter 2, and the problem with one discrete decision variable can be
solved as long as no cost is associated to the switching decisions (‘Com-
peting Hamiltonians’ [69]).

When the switching decisions have a cost associated, a combination of
PMP (responsible for the continuous dynamics) with DP (responsible for
the discrete decisions) solves the optimal control problem in Chapter 3.
This method is preferred, due to its ability to deal with the specifics of the
problem and is thereby used in the EMS validation in Chapter 4.

O2 Investigate optimal control methods to handle multiple states (buffers).
An integral solution of a constrained two-state optimal control problem
is developed in Chapter 2, using PMP. The structure of the optimization
problem is largely exploited with the PMP conditions, leading to a com-
putationally efficient algorithm.

Partitioning of the optimal control problem is performed in Chapter 3 by
partly decoupling the states and decision variables. The multi-level dis-
tributed control system has three distinct levels, each with another func-
tional abstraction of the vehicle model, one for velocity control, one for
battery energy control and one for power-split and switch decisions. By
partitioning the optimal control problem, each level can use an optimiza-
tion algorithm, specifically fitted to the problem. In that way, the structure
of each partitioned problem is exploited, resulting in efficient algorithms,
with little modeling errors.

Full decoupling is performed for the regeneration control of the DPF in
Chapter 5. The timescale of the regeneration process is an order of magni-
tude larger than the rest of the vehicle, resulting in a negligible interaction
of DPF regeneration with the hybrid control strategy, resulting in a fully
decoupled control problem.

All three methods have the potential to be merged into one partitioned
EMS on the HEV. The battery energy optimization (Level 2) from Chap-
ter 3 has the same structure as, and can be replace by, the algorithm in
Chapter 2 for combined optimization of engine temperature and battery
energy. To add the DPF regeneration control, the horizon length of the
previewer (Chapter 3, Level 1) has to be increased to more than one hour.

O3 Limit the computational complexity, to ensure real-time implementation on
the vehicle.
PMP techniques exploit the model structure, generating explicit, algebraic
solutions for a large part of the optimization problem, thereby being com-
putationally very efficient. A low dimensional DP algorithm solves the
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discrete subproblem, when switching cost are taken into account. The re-
maining boundary value problem is solved in a separate subproblem, with
lower real-time requirements. By using MPC implementations of the algo-
rithms, each subproblem is calculated with a sample frequency and horizon
length belonging to the dynamics of the subproblem. Albeit using real-
time optimization for the control, these techniques result in an EMS that
has a computational load on the control platforms of less than 10 %, as
demonstrated in Chapter 4.

O4 Develop necessary control models, and validate with measurement data.
Control models have been developed to describe the physical processes:

• battery (dis-)charging: efficiency models of battery and motor gener-
ator are validated with measurement data (Chapter 2),

• engine combustion and warming: a novel Willans approximation with
warmup correction is validated with measurement data (Chapter 2),

• hybrid mode and gear switching: a model with switching costs is de-
veloped (Chapter 3), with a physical derivation of the costs (Appendix
A.5),

• vehicle longitudinal displacement: a road load model is validated on
the vehicle (Chapter 4),

• DPF soot regeneration and warming: a thermal and soot (un-)loading
model is validated with measurement data, with the derivation of a
surrogate model to control of the regeneration (Chapter 5).

O5 Enable the EMS to use preview data.
In Chapter 3 preview information of the road ahead, being the slope, is
processed into a power demand prediction over time. The EMS in each
chapter uses this prediction to optimize the fuel efficiency and driveability.
The necessary length of the preview horizon varies significantly, dependent
on the dynamics of the system: Chapters 3, 4 and 6 use a horizon of seconds
to control the power-split and switching, Chapters 2, 3 and 4 use a horizon
in the order of minutes to control battery energy and engine temperature,
and Chapter 5 uses the largest horizon of more than an hour to plan a
DPF regeneration. In Chapter 4 the quality of the preview is validated,
which was good regarding slope and vehicle mass, but needs improvement
with respect to vehicle cornering and open driveline events.

O6 Implement and validate the EMS on a HEV.
A heavy duty hybrid electric vehicle is equipped with the EMS from Chap-
ter 3, which uses preview to control the power-split, hybrid mode and gear
selection, including switching costs. The model predictive EMS is suc-
cessfully implemented and validated in Chapter 4. Hybrid mode selection
in combination with gear selection showed great potential, however, un-
acceptable switching behavior occurs under certain conditions. The sug-
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gested steps for improvement should be made, after which a next validation
step can be taken.

With the developed solutions, the energy consumption of the HEV is re-
duced, leading to the lowest fuel consumption, and thus CO2 production, in all
performed simulations. The fuel benefit depends on the drive cycle of the vehicle
and the baseline EMS strategy to compare with, however, the author is convinced
that the proposed methods will improve fuel economy for long haul heavy duty
hybrid vehicles with 1..1.5%, compared to state-of-the-art control, providing a
significant CO2 reduction potential in the heavy duty transport sector.

7.2 Recommendations

Based on the research in this dissertation, some relevant topics for future work
are identified and are addressed next.

• Preview has proven to be beneficial for fuel efficient control of the vehicle.
The current research was limited to using slope information, but better
predictions can be made with additional information sources in and around
the vehicle, e.g.:

– static road attributes like speed limits, curvature, banking and speed
calming objects,

– dynamic attributes like traffic, weather and fuel prices,

– direct environment sensing with radar, vision and information ex-
change with other vehicles and infrastructure.

The additional sources of information improve the fuel efficient trajectory
planning of the energy buffers, which increases the energy efficiency of the
total transportation task.

• The multi-level energy management system provides a basis for the total
energy optimization on the vehicle, with multiple extensions possible, to
further decrease the fuel consumption. The first is the control of the vehicle
kinetics (velocity optimization), as it is not yet implemented for this HEV.
Others could be emission control of engine and after treatment including
the SCR, and thermal control of the after treatment, battery and cabin.

• The EMS uses parameters in the modeling and optimization of the en-
ergy consumption. The parameters in this research are off-line estimated
or measured, but are a snapshot of the vehicle system at that moment.
For reliable operation of the EMS over the life time of the vehicle for any
configuration of the vehicle, some parameters (e.g. mass and friction pa-
rameters) must be estimated during operation of the vehicle. Investigation
of the sensitivity on, and estimation of, key parameters could be a topic
for future research.



i
i

“thesis˙VvR” — 2017/11/20 — 17:34 — page 141 — #151 i
i

i
i

i
i

Appendix A

Technical results

A.1 Modified FTP 75

The FTP75 cycle is defined as a speed over time vector. For EMS comparison,
a power over time vector is needed. Therefore a simple vehicle model is used to
simulate the power demand over the drive cycle:

P ′ftp = v

(
0.5ρcwAv

2 + crmG+m
dv

dt

)
(A.1)

with the parameters in Table A.1 and v and t the prescribed FTP vectors. Heavy
duty vehicles are often power limited, meaning that the cycle speed can not be
tracked when the power limit is active. Here we simply limit the power cycle:

Pftp = min
(
max(P ′ftp, Pd), Pd

)
, (A.2)

which is justified for EMS comparison, but in effect shortens the covered distance,
as the vehicle is not perfectly tracking the velocity profile. The resulting power
demand is shown in Fig. A.1.



i
i

“thesis˙VvR” — 2017/11/20 — 17:34 — page 142 — #152 i
i

i
i

i
i

142 Technical results

0 200 400 600 800 1000 1200 1400 1600 1800
−50

0

50

100

150

200

250

300

time, t [s]

po
w

er
 d

em
an

d,
 P

d [k
W

]

Fig. A.1. Modified FTP-75 as heavy-duty power cycle

Table A.1. Vehicle parameters for simulation

value unit description
m 2.5e4 kg mass of vehicle
ρ 1.2 kg/m3 air density
cwA 10 m2 air drag coefficient times

frontal area
cr 4e-3 - rolling resistance coeffi-

cient
Pd 3e5 W max. power of drivetrain
Pd -5e4 W min. power of drivetrain
G 9.8 m/s2 gravitational constant
Eb-Eb 4 MJ effective battery size
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A.2 Pontryagin’s Minimum Principle

The Pontryagin’s Minimum Principle provides a set of equations (or conditions)
where the optimal solution of a (constrained) dynamic optimization must comply
to. Here the PMP conditions are summarized, following [34], [9]. For the fuel-
cost functional:

min
u
J(u, t) = min

u

∫ tf

t0

Pf (x(t), u(t), w(t))dt (A.3)

with state equations given by:

ẋ = f(x(t), u(t)) (A.4)

the Hamiltonian is formulated:

H = Pf (x(t), u(t), w(t)) + λ(t)T f(x(t), u(t)), (A.5)

where λ(t)T are the costates or Lagrange multipliers. For the optimal solution
it holds that

H∗(x∗(t), u∗(t), λ∗(t), t) ≤ H(x∗(t), u(t), λ∗(t), t), (A.6)

with the (Euler-Lagrange) necessary conditions:

ẋ∗(t) =
∂H

∂λ
, (A.7)

λ̇∗(t) = −∂H
∂x

. (A.8)

where the superscript ∗ denotes the optimal solution. When the state is on a
constraint at t0 < tj < tf , ∂H

∂x is not defined and interior boundary conditions
apply [22],

H+(tj) = H−(tj)− ζ(tj)
∂h(tj)

∂t
, (A.9)

λ+(tj) = λ−(tj) + ζ(tj)
∂h(tj)

∂x
, (A.10)

where the superscript − and + denote the left-hand side and right-hand side limit
values respectively, at tj . The conditions describe a possible jump condition
in λ and H at tj , when the state makes contact with the boundary h. The
magnitude of the jump, is determined by the parameter ζ, and is, together
with the number of jumps, not known a priori. For the boundary conditions,
additional transversality conditions hold, and are given (omitting the penalty on
the final state) by:

[−λ∗(tf )]T δxf + [H(x∗(tf ), u∗(tf ), λ∗(tf ), tf )]δtf = 0. (A.11)
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A.3 PMP jump conditions

In the HEV the temperature of the ICE is not allowed to exceed a maximum
limit, which constrains the temperature state. The time it touches the limit is not
known beforehand, because it depends on the decision variables. If we assume
that at time t1 the maximum temperature is reached (see Fig. A.2), dT/dt
will be discontinuous. It is said that the state T has a corner at junction time
tj = t1, and results in a piecewise smooth state trajectory. For piecewise smooth
trajectories, additional conditions can be derived, that describe the change in
costate λ and Hamiltonian H at the corners. These are the so-called Weierstrass-
Erdmann corner conditions and can be written as [34], [33]:

− [λ−j − λ
+
j ]T δxj + [H−j −H

+
j ]δtj = 0, (A.12)

where the superscript − and + denote the left-hand side and right-hand side
limit values respectively, of junction j at time tj . If x(tj) and tj are unrelated,
δxj and δtj can be independently varied, and thus their coefficients (λ−j − λ

+
j

and H−j − H
+
j ) must be zero. However, at tj we hit the state constraint and

x(tj) and tj become related by state constraint h:

h(x(t), t) ≤ 0 (A.13)

As long as the state follows the constraint, the variation of h must be zero:

δh =
∂h

∂x
δx+

∂h

∂t
δt = 0, (A.14)

which gives the relation between x(tj) and tj along the constraint. Combining
(A.12) and (A.14), results in the necessary conditions at the jump (A.9), (A.10),
see [22].

A.4 Interpretation of the costate

For the optimal control problem, the cost function J is minimized, which repre-
sents the total amount of fuel energy Ef over a drive cycle:

J =

∫
Ldt, (A.15)

with L = Ėf and
f = ẋ, (A.16)

with x the state(s). Formulating the Hamiltonian, leads to:

H = L+ λT f, (A.17)
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Fig. A.2. State T having a corner at junction time t1 when limit T0 is
touched

with λ the costate(s). Using the same variational approach used to derive the
PMP conditions, the variation of the optimal J is defined as [34] [9]:

δJ = λT (t0)δx(t0) +

∫ tf

t0

∂H

∂u
δu dt, (A.18)

which reveals the interpretation of λ at any time t: when t0 and tf approach
each other to t, the second term vanishes, and λ defines how much J changes, for
a small change in x, i.e. λ is the gradient of the cost function, with respect to the
states. This interpretation of λ is known as equivalent cost for the well known
Equivalent Consumption Minimization Strategy [73], as it provides the equiva-
lence (or price) between fuel energy and battery energy. When the same optimal
control techniques are used in other EMS’s, e.g. considering more or different
energy buffers, the interpretation of the costate is not always straightforward.
Looking at the case of vehicle speed optimization as in [20], [86], optimal control
techniques lead to the optimal solution, but interpretation of λ is lacking. The
reason is that in these examples the state is chosen to be velocity, which is not
energy. If, however, the problem is reformulated with kinetic energy as state,
see [23], the corresponding λ dynamics show valuable information. So before
λ is easily interpretable, the states of the problem should be reformulated as
energies, as e.g. in [23], [49], [93], where it is irrelevant if the reformulation is
done before or after solving the problem. An example Hamiltonian of an energy
minimizing function could be

H = Ėf + λkĖk + λbĖb + λT ĖT + λt, (A.19)
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with fuel energy Ef , kinetic energy Ek, battery energy Eb, thermal energy ET
and λt for the cycle duration. Then by minimizing H, λ determines which
energy buffer to charge and which energy buffer to deplete, thus λ being the
buffers equivalency, or when the energy is valorized: price.

A.5 Cost of switching

A switch of mode or gear involves a series of events, having some disadvantages,
e.g.:

1. synchronization of rotating masses (acceleration/deceleration), possibly
with slipping clutches,

2. interruption of traction.

The combination of these events, determines the associated (fuel) cost of a
mode/gear change event. The first item is defined by the design of the driv-
eline itself and the low-level control of the event, and the energy losses can be
calculated irrespective of the drive cycle, [55], [58]. The second item is deter-
mined by the performance of the low-level control for the given hardware, namely
the period of time traction is interrupted. Without traction, the vehicle is free-
wheeling, and dependent on the road load, will decelerate or accelerate. A cost
can be associated to the lack of traction, dependent on the road load F0. For
example driving uphill, interruption of traction is much more expensive than
during cruising on a flat road. This second effect is not addressed by [55] or [58].
The novel approach here is to use cycle information from the velocity optimiza-
tion, i.e. λk and λt (Appendix A.4), to account for the road load dependent
switching cost.

The switch penalty is thereby divided in two parts: cost associated to syn-
chronization, indicated with subscript s, and cost associated with traction in-
terruption, indicated with subscript t, for both mode switches (∆M) and gear
switches (∆G):

εM = cMs(∆M) + cMt(∆M,λt, λk) (A.20)

εG = cGs(∆G) + cGt(∆G,λt, λk) (A.21)

A.5.1 Synchronization cost

During a switch, rotating masses have to be accelerated and decelerated. Here
we assume:

• the largest cost is due to acceleration of rotation masses (inertia),

• during deceleration no energy is recuperated,

• switch events are typical, e.g. based on average behavior,
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• each switch involves an inverse switch on a later moment.

The last assumption makes it possible to allocate an average cost to two linked
events, e.g. starting the ICE has large costs associated, while stopping the ICE
is free. However, the one can not occur without the other, so the total cost
of the two events can be averaged over the two single events. This results in
balanced switch decisions in the EMS, when the horizon is small and only one
of the linked events can be overseen within the horizon.

With the inertia from Table 3.3, the equivalent cost of the transitions are
quantified with the change of rotational kinetic energy:

∆UI = 1/2I+(ω+)2 − 1/2I−(ω−)2) (A.22)

and translated to the equivalent fuel with:

∆Hm ≈ ∆UIλb, (A.23)

which results in

cMs =

{
0 if ∆M = 0
∆Hm if ∆M 6= 0

(A.24)

with the inertia and speed just before (I−, ω−) and after (I+, ω+) the mode
switch. As λb defines the fuel equivalence between electrical and thermal energy,
it is not relevant with which energy source the synchronization is performed.
E.g. an ICE start involves first an electrical acceleration, followed by mechanical
acceleration as soon as the rotational speed is above idle speed, but with λb they
are equivalent. The same method is used to calculate cGs.

For the following rotational speeds,

• disconnected, stopped: 0 rpm,

• connected: 930 rpm,

• downshift: 1200 rpm,

the equivalent costs (here: λb = −2.2) are exemplified in Table A.2. The down-
shift event losses (∗) depend on the active mode, respectively Mm, Me, Mc, be-
cause losses increase with the amount of rotational mass to be accelerated, which
is largest with both CE and MG connected. The transitions involving deceler-
ation of the rotational masses are set to 0. However, some energy recuperation
could be implemented with the MG, resulting in lower average equivalent costs.

It should be noted that the transitions are idealized. The real energy con-
sumption of the transitions will be worse than the posed numbers due to addi-
tional losses, but can be improved by recuperation on the decelerating masses.
Nevertheless they provide a first estimate on the selection of ε, which has clear
mode dependent values. For a more thorough analysis of the gear switch event,
including clutch slip, see [55], Chapter 6.
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Table A.2. equivalent cost of transition: synchronisation

transition direction ⇒ [kJ] direction ⇐ [kJ] avg [kJ]

Gk ⇔ Gk+1 0 10,20,30(∗) 20
Me ⇔Mm 16 31 24
Me ⇔Mc 16 0 8
Mm ⇔Mc 31 0 16

A.5.2 Traction interruption cost

During the transition of a switch, the traction is momentarily interrupted. This
interruption causes a deviation from the intended vehicle speed, which has to be
compensated during the periods with traction. Dependent on the road load, the
cycle and the component capabilities, this compensation is expensive or cheap.
The idea here is to quantify the cost of this compensation to the cycle through
the information contained in the costates belonging to the cycle: λt, λk (A.19).
To link this information to the traction interruption cost, the following idealized
transition is assumed:

• the transition has a fixed traction interruption time (∆to),

• during the transition, the road load is constant,

• the driveline is not saturated, i.e. traction is available to recover the vehicle
speed,

• λt represents the equivalent cost of time loss for a certain cycle, and is
constant.

In Fig. A.3 the idealized transition is plotted. While cruising at v0 , where Fd =
−F0 , a switch event is planned at t0. During the following open driveline period
t0..t1, constant deceleration causes the vehicle speed to drop. After the transition
we assume immediate recovery to the desired speed, with constant acceleration
at Fd, depending on the mode M and associated component capabilities. During
this event, the vehicle loses time, with respect to cruising without transition. If
we compare the total transition+recovery time to reach the position s2 at t2,
with the time needed for constant cruising to reach position s2, we define the
time loss ∆tt of the transition event:

∆tt = (s2 − s0)/v0 − (t2 − t0), (A.25)
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with

s1 − s0 = v0(t1 − t0) +
1

2m
F0(t1 − t0)2 (A.26)

v1 = v0 + (F0/m)(t1 − t0)

t2 = −(t1 − t0)
F0

Fv + Fd

s2 − s1 = v1(t2 − t1) +
1

2m
(F0 + Fd)(t2 − t1)2.
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Fig. A.3. Open driveline behavior for timeloss (∆tt) calculation. From
t0 to t1 no traction Fd is available, causing the vehicle to decelerate. From
t1 to t2 speed recovery takes place at maximum traction Fd. Arrival at
position s2(t2) is later than without switch event (dotted line), which is
the defined timeloss.

This time loss is converted to equivalent fuel, with λt, thus providing a road
load dependent penalty on switching,

cMt =


0 if ∆M = 0
∆ttλt if ∆M 6= 0 and |F0| < Fd
1/2m(v1

2 − v02)λk if ∆M 6= 0 and |F0| ≥ Fd.
(A.27)

When the drive-line saturates (|F0| ≥ Fd), the vehicle is not able to recover
the cruise speed after a short open driveline event. In that situation, the speed
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deviation v1− v0 is used with λk to calculate the speed recovery cost. The same
method is used to calculate cGt.

As an example the equivalent cost of a transition due to time loss is given in
Table A.3, for the model parameters from Table 3.3, the vehicle driving 25 km/h,
and the cycle having a λt of −25 kJ/s. The event is tabulated for 3 segments of
respectively 0%, 6% and 12% slope. The traction interruption period t1 − t0 is
set to 1 s.

Table A.3. Equivalent cost of time loss due to a switch event of 1 s

segment timeloss [s] speedloss [m/s] eq. cost [kJ]
0% -0.01 -0.075 0.17
6% -0.07 -0.65 1.8
12% -0.22 -1.25 5.6

Table A.3 shows that more than a magnitude order of difference occurs for
a switch cost. This means that the influence of time loss on the equivalent fuel
consumption is relevant when the open driveline deceleration (acceleration) is
high, where on other route segments the influence is negligible. This shows that
transitions can be best planned during the segments with smallest deceleration
(acceleration).

The switch cost is now determined by two elements: synchronization cost as
a function of the intended transition, and time loss cost as a function of position
along a route and the available traction for the transition, (A.20), (A.21).

A.6 Benefit of switching

For a mode or gear switch to occur, it must result in a decrease in fuel consump-
tion. As the Hamiltonian represents the equivalent fuel consumption, the change
of the value of the Hamiltonian ∆H(M,G), represents the benefit of a mode or
gear switch. This benefit has to be in proportion to the penalties εM and εG.
E.g. when a mode is changed for a period of time, the associated switch cost
εM must be lower, than the integrated difference of the respective Hamiltonians
over that period of time. Otherwise the change is not fuel efficient.

In Fig. A.4 equivalent fuel H is shown for two gears and the three modes as
a function of Pd. It is clear that low speeds (solid lines) reduce H with respect
to higher speeds (dotted lines). The solid lines (930 rpm) are everywhere below
the dotted lines (1200 rpm), albeit not visible for motor-only. However, the
lower speeds also reduce the power capabilities of the components, resulting in
a smaller operating range for delivering power Pd: solid lines cover a smaller Pd
range than the dotted lines. The benefit of a mode change depends on λb (here
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-2.5) and Pd, where this plot shows the largest differences at lower and negative
power demands.
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Fig. A.4. Equivalent fuel for all three modes, at 930 rpm (solid) and
1200 rpm (dotted) (λb = −2.5)

To better illustrate ∆H for different modes and gears, Fig. A.5-A.9 show
contour plots of ∆H as a function of λb. For the given parameters in Table 3.3,
a set of switchings is selected (Table A.4) covering all modes and two gears for
a certain reference speed (here: 1200 rpm).

For each figure, the following observations can be made:

• Fig. A.5 shows ∆H for changing from Me to Mc, at 1200 rpm. For
Pd > 0 and 1.9 < λb < 2.4 switching to Mc, has a minor fuel disadvantage
(< 1 kW), but is not visible in the plot. Outside this λb range, ∆H
increases gradually to typically 10 kW. For Pd < 0 the advantage of energy
recuperation, which is possible in Mc, is clearly visible with values up to 80
kW. For λb > 2.3 charging increases (Pm < 0), which reduces the output
power Pd = Pe +Pm. As a consequence Mc has an infeasible region in the
upper right corner of the plot as Pe = 270 kW at 1200 rpm.

• Fig. A.6 shows ∆H for changing from Me to Mm, at 1200 rpm. The power
is limited by the MG for Pd > 0, and is limited by the ICE for Pd < 0, see
also dotted lines in Fig. A.4. This switch has large benefits in a large area
of the feasible area, with typical values of 40 kW, to more than 100 kW.
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Table A.4. Illustrated Hamiltonian differences for switched mode and
gear (Gk ≡ 1200 rpm)

Mc ⇒ Mc

Gk Fig. A.8 Gk+1

⇑
Fig. A.5
Me ⇒ Me

Gk Fig. A.7 Gk+1

Fig. A.6
⇓
Mm ⇒ Mm

Gk Fig. A.9 Gk+1

Fig. A.5. Hamiltonian change [kJ/s] for switching from engine-only to
combined mode, at 1200 rpm

• Fig. A.7 shows upshifting, in Me. Switching gears up, reduces the rota-
tional speed of the components, thereby lowering the friction losses. In Me

no dependency on λb exists. As CE friction is load independent for Pf > 0,
∆H is constant (12 kJ/s). The Pf = 0 depends on speed, explaining the
decreasing ∆H to lower Pd.

• Fig. A.8 shows upshifting, in Mc.

• Fig. A.9 shows upshifting in Mm. ∆H for up-shifting in Mm is clearly
an order of magnitude lower (0.5 kJ/s), than the modes with the engine
connected (Me and Mc).

As a conclusion, dependent on the switch, ∆H varies a lot: only 0.5 kJ/s for an



i
i

“thesis˙VvR” — 2017/11/20 — 17:34 — page 153 — #163 i
i

i
i

i
i

A.6 Benefit of switching 153

Fig. A.6. Hamiltonian change [kJ/s] for switching from engine-only to
motor-only mode, at 1200 rpm

Fig. A.7. Hamiltonian change [kJ/s] for upshifting in engine-only mode

upshift in Mm to 120 kJ/s for a mode change from Me to Mm. When a penalty
ε is associated to a switch, ∆H determines which transition will occur. If the
penalty is chosen too low, all transitions will take place as soon as demanded,
which could cause hunting. When the penalty is too high, no transition will take
place when the time horizon is limited.
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Fig. A.8. Hamiltonian change [kJ/s] for upshifting in combined mode

Fig. A.9. Hamiltonian change [kJ/s] for upshifting in motor-only mode
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A.7 Simulation results of multi-level iteration

For the simulation on the short drive cycle, multiple iterations are performed in
the multi-level EMS in Chapter 3. In this section, the decisions of the first two
iterations are analyzed, illustrating the fast convergence of the algorithm.

A.7.1 Iteration 0

In the zeroth iteration, each Level is optimized consecutively, starting at Level
3. The assumptions in each Level are described:

• Level 3: on this level we assume that the vehicle is cruising constantly
at the maximum speed v0, i.e. 25 km/h. The elevation is given by Fig.
3.16. Assuming an average, constant engine speed (here: 1100 rpm), Pd

is calculated.

• Level 2: on this level charge sustenance is enforced (Eb(t0) = Eb(tf )) by
searching for λ∗

b . The capabilities of the CE and MG at 1100 rpm influence
the resulting power-split and mode switching.

• Level 1: on this level the cost of switching is added to the power-split
optimization, using the just found λb, Pd and v. The resulting dynamic
program is solved for the full horizon, here 10.6 km.

In Fig. A.10 the result is shown for respectively MG power (Pm), mode (M),
gear (G), battery energy (Eb) and vehicle speed (v). The top plot also includes
Pd (dotted black) as a reference. On the flat segments Pd = 11 kW and on the
slopes Pd = [113,−192, 215,−90] kW for respectively the +6%, -12%, +12% and
-6% segment. The dashed lines indicate the decisions of Level 2, the solid lines
of Level 1.

Level 2 (dashed line) calculates a charge sustaining λb = −1.97, shown in
subplot 4, where Eb starts and ends at 0. It uses a simplified model which keeps
the engine speed at 1100 rpm, showing in subplot 3 as a selected gear between
7 and 8. At this engine speed, it is optimal to drive the flat segments in MG
mode (Mm), with the CE switched off. The uphill segments have higher power
demands Pd, and the CE is used. On the downhill segments brake energy is
recuperated with the MG, but the CE must assist in braking, as |Pd| is larger
than the MG can recuperate. As all switches are assumed to be infinitely fast,
the bottom plot shows no speed deviation for Level 2.

Level 1 (solid line) uses λb = −1.97 and the switching costs ε to determine
the optimal mode and gear switching sequence. Most important, the gear on
the downhill segments is shifted down to 5, to maximize the recuperation power
of the MG (see Fig. 3.3), which is notable by an increased rise in energy of the
battery for these segments. Due to the downshift, the -6% can be driven with
the MG alone. The -12% still needs both MG and CE for additional braking
power. The uphill segments show a different mode selection than for Level
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Fig. A.10. Decisions and results from Level 2 and 1, after the zeroth
iteration. Due to the different model abstraction, the solution on Level 1
is not exactly charge sustaining anymore.
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2. From the controlmap we know that λb = −1.97 is close to the guard G1,
where the Hamiltonian of Me is only slightly lower than of Mc, causing Level
2 to decide for Me. Level 1, however, takes the switching costs into account,
and where both Levels decide to start and stop the CE, Level 1 decides that
stopping and starting the MG is more expensive than the minor fuel advantage
of the lower Hamiltonian, resulting in mode Mc with 22 kW boosting of the MG.
Gear selection on the flat segments is towards the highest possible gear where
the MG is able to deliver the demanded power, thereby minimizing the friction
of the MG.

Due to the switching of mode and gear, several open driveline events occur.
The cost of timeloss, as calculated in Section 3.4.3, determines that if a switch
is needed, it should be done where the timeloss is minimal. For this cycle this is
clearly on the flat segments, not on any of the slopes. This results in only minor
vehicle speed deviations in the vehicle speed.

Due to the different control actions between Level 1 and Level 2, charge
sustenance is not enforced anymore. This is to be corrected in the next iteration.

A.7.2 Iteration 1

In the first iteration, each control level is optimized consecutively, using the
results from the zeroth iteration. The differences with the zeroth iteration are:

• Level 3: the constant engine speed from iteration 0 is replaced by the
speed resulting from the gear switching sequence. As speed is not explicitly
optimized and can always be maintained in this example, Pd is not altered.

• Level 2: using the gear switching sequence, a new charge sustaining λb is
calculated.

• Level 1: with the adjusted λb, the power-split and switching sequence are
optimized

In Fig. A.11 the results are shown for Level 2 and Level 1 for the first iteration.
It is evident that no significant differences are present between the two levels. An
additional gear shift occurs on the top of the first hill, but as the friction of the
MG at different speeds is very small, the fuel advantage is negligible. Comparing
to iteration 0, the difference with Level 2 of iteration 0 is also very small. The
main effect of the iteration is that the cycle is charge sustaining again, with
λb = −1.95. To realize that, the boosting power of the MG is slightly increased
from 22 kW to 29 kW on the uphill slopes.
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Fig. A.11. Decisions and results from Level 2 and 1, after the first
iteration. After updating the information on λb and ω, the solution on
both levels converges, and are charge sustaining.
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A.8 Simulation results of multi-level MPC

In Fig. A.12 the results are shown for Level 2 and Level 1 for the first iteration.
As Level 2 is not changed, the Level 2 traces are the same as in Fig. A.10.
Albeit Level 1 now has a horizon of 5 s, instead of 10 km, the mode decisions
are unaltered. However, the gear decisions differ in some segments:

• the trace starts at G5 and is maintained for a long time. That gear is
selected at the end of the -6% slope to maximize brake energy recuperation.
After the slope, Pd is low, and a little friction reduction of the MG could
be accomplished with an upshift. However, as shown in Fig. A.9, the
fuel improvement of switching in MG is an order of magnitude lower, than
in other modes. Now for a gear switch to occur, the accumulated fuel
improvement over the horizon (5 s), must be higher than the cost of the
switch event itself, which is not, for this short horizon and the switch will
not occur.

• on the +6% a higher gear G9 is needed, to minimize CE friction losses.
Before the +6% slope, this decision enters the horizon, and as the switch
will be made anyhow, the algorithm decides to do the switch immediately,
as driving MG in G9 is slightly more profitable.

• on the top of the first hill a short shift to G10 is performed, simultaneous
to a mode switch, which makes the gear switch event cheap. The decision
has, however, marginal impact on the fuel consumption.

A.9 Sources for non-smooth controllability of the
battery energy

In Section 4.4.1, the test conditions show smooth controllability of Eb(tf ), for
the values of λb. Under different conditions, however, such as another drive cycle
or different vehicle parameters, the controllability is a non-smooth function of
λb. This section demonstrates the practical need of the developed algorithms in
Section 3.5.2, with the aid of measurements on the vehicle.

To show the non-smooth behaviour, the prediction of the Eb trajectory is
calculated over 10 km of the test cycle, for a range of constant λb. The resulting
Eb(tf ) is plotted in Fig. A.13, assuming an unconstrained battery size. In
this plot the horizontal and vertical line segments (A...E) result in non-smooth
controllability: Eb(tf ) is not changing as function of λb (A,C) or Eb(tf ) jumps
for infinitely small adjustments of λb (B,D,E). This section explains the non-
smooth controllability as caused by the guards of the power-split problem (A...D)
and the sparse distribution of power demands in the cycle (E).
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Fig. A.12. Results for MPC, with a 5 samples horizon on Level 1. Dif-
ferences with Fig. A.10 are mainly in the gear decisions, with a marginal
impact on fuel.
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Fig. A.13. Controllability of battery energy Eb at the end of the horizon
tf as a function of λb for the test cycle. Horizontal segments A and C
show no controllability, vertical segments B, D and E show jumps in the
controllability.

A.9.1 Guards of the power-split solution

In Section 3.4.2 the explicit minimization of the Hamiltonian is calculated,
where guards define the optimal transition between modes (CE-only, MG-only
or CE+MG). Dependent on the power demand Pd and λb, the guards define the
optimal mode with corresponding optimal power split. In Fig. A.14 the guards
are shown for a rotational speed of 1100 rpm, where Pm is limited to 58 kW. The
dotted line shows P ∗m of mode CE+MG. The plot explains the controllability of
Eb as a function of λb and Pd for each segment:

• For segment C the guard G4 is not a function of λb. The optimal modes
(CE-only and MG-only) don’t have any control freedom and Eb is only
influenced by Pd.

• For segment A the guard G3 is not a function of λb. The optimal mode
CE+MG has no control freedom as Pm is saturated to Pm and selection
of CE+MG or MG-only is only determined by Pd.

• For segment B the guard G1 jumps between P ∗m = 0 (mode CE-only) and
P ∗m = 24 kW (mode CE+MG). A switching sequence between the modes
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is needed to obtain controllability for the non-unique solution, see Section
3.4.

• For segment D the guard G2 jumps between P ∗m = 0 (mode CE-only) and
P ∗m = −26 kW (mode CE+MG). A switching sequence between the modes
is needed to obtain controllability for the non-unique solution, see Section
3.4.

• For segment E the optimal mode CE+MG has no control freedom as Pm
is saturated to Pm. The guard G5, however, is a function of λb, thereby
changing the Pd threshold for mode selection, creating controllability of
Eb.
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Fig. A.14. Optimal modes and guards in the control map as a function
of λb and Pd. The optimal MG power P ∗m for the mode CE+MG is
overlayed as dotted line, with the non-smooth controllability segments
A-E from Fig. A.13 labeled.

A.9.2 Distribution of the drive cycle powers

Albeit the previous section showed controllability for segment E, Fig. A.13
shows a large jump in Eb(tf ). That jump is caused by the distribution of Pd
of the predicted test cycle. In Fig. A.15 the histogram of Pd is shown for the
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10 ton configuration. It is notable that this cycle consists of mainly five power
demands: -72, -34, 5, 43 and 82 kW, corresponding to the -12%, -6%, 0%, +6%
and +12% slopes respectively. For |λb| = 2.58, guard G5 is exactly at 43 kW,
see Fig. A.14. With minor variation of λb the EMS switches from MG-only
depleting the battery with 43 kW, to CE+MG charging at full power (-58 kW)
the battery, over 12% of the cycle at once. As a result, this switch causes an
enormous jump in Eb(tf ), as shown with E in Fig. A.13.

With longer and less extreme test cycles, the distribution of the drive cycle
powers will be less sparse, which improves the controllability of Eb.
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Fig. A.15. The distribution of the predicted power demand of the test
cycle is sparse: 92% of the cycle is represented by only 5 power demand
levels. The spikes from left to right correspond to the -12%, -6%, 0%,
+6% and +12% slopes respectively. The spike at 43 kW causes the jump
E of the controllability in Fig. A.13.
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