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Summary

Contextual and Deep Learning Approaches for Retinal Image
Analysis

The retina is one of the few locations where the blood circulation system can
be observed non-invasively at high (optical) resolution. The assessment of the
characteristics of retinal vasculature and the signs appearing in the background
of the retina provides important information for an early diagnosis and prognosis
of many systemic and vascular diseases such as the vision-threatening diabetic
retinopathy.

In this dissertation, a series of innovative brain-inspired algorithms have been
proposed for detection and delineation of informative regions in retinal images,
including crossing-preserving vessel enhancement and segmentation and bifurca-
tion detection in a lifted space of positions and orientations. These delineations
are followed by a subsequent feature analysis at bifurcation points to study the
influence of different systemic diseases on the vascular branching network of the
retina.

In order to retrieve the missing vessel connections that might occur due to dis-
ease progression, poor imaging conditions, and limits of the segmentation, we have
proposed novel and robust methods inspired by the contextual connections in the
primary visual cortex in the lifted space of positions, orientations, curvatures and
intensity. We have introduced novel four- and five-dimensional kernels using the
fundamental solution of the Fokker–Planck equation in the lifted space in order to
model the contour perception problem in understanding the connections among
blood vessels for the first time. They make it possible to measure the affinity of
points in the lifted space. These affinity measurements are further processed in a
spectral clustering approach to find the unique connections among vessel pixels.
We have shown how the performance of blood vessel detection improves substan-
tially when informative contextual properties are used in modeling the human
perception system. Additionally, we studied the statistics of line co-occurrences in
the retinal images, its relation to the fundamental solution of the Fokker-Planck
equation and its application in vessel connectivity analysis. We have shown for



the first time that the direction process on the projective line bundle is a good
continuation model for vessels in retinal images.

Convolutional neural networks (CNNs) have enhanced the performance of con-
ventional image processing techniques significantly by neglecting inconsistent fea-
ture extraction pipelines and learning informative features automatically from
data. We have used CNNs to detect the early signs and symptoms associated
with diabetic retinopathy such as exudates. This detection can be done directly
using the manually annotated lesions for training, or indirectly using the image
labels and further visualizations of the learned biomarkers by the network. We
have proposed a novel exudate detection technique which discards all the con-
ventional postprocessing steps, learns from samples very quickly and outperforms
state-of-the-art techniques significantly. Moreover, we have explored the possi-
bility of using the state-of-the-art deep CNNs to diagnose diabetes directly from
retinal images, without using any blood glucose information. The results indicate
that CNNs are able to capture informative differences between healthy and dia-
betic patients and it is possible to differentiate between these two groups using
only the retinal images.
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1
Introduction

I learn by teaching, think by writing.

Seneca the Younger



This chapter provides a general introduction and overview of this dissertation. Af-
ter presenting the clinical motivations, the goals and objectives of the RetinaCheck
and MAnET projects are described. Then current challenges in retinal image anal-
ysis and a brief overview of state-of-the-art contextual and deep learning techniques
are presented. At the end, the outline of the dissertation and the contributions of
each chapter are discussed.

1
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1.1. Diabetes

1.1 Diabetes
Diabetes is a chronic condition that occurs when the body cannot produce enough
insulin (type 1) or cannot use insulin (type 2), and is diagnosed by observing raised
levels of glucose in the blood. Insulin is a hormone produced by the pancreas that
regulates blood sugar, or glucose. The lack, or ineffectiveness, of insulin in a person
with diabetes means that glucose remains circulating in the blood. Over time,
the resulting high levels of glucose in the blood causes damage to many tissues
in the body, leading to the development of disabling and life-threatening health
complications. Possible complications include heart attack, stroke, kidney failure,
leg amputation, vision loss and nerve damage. In pregnancy, poorly controlled
diabetes increases the risk of fetal death and other complications [1, 2].

Type 2 diabetes often remains undiagnosed until the complications start to
appear. The number of people with undiagnosed and untreated diabetes type 2
varies widely. Based on a study by the World Health Organization (WHO) on
the data of seven countries, between 24% to 60% of people with diabetes were
undiagnosed and untreated in 2016 [2]. It is not only a silent disease, but it is
also growing rapidly. Based on the International Diabetes Federation (IDF) annual
report [1], in addition to the 415 million adults who were estimated to have diabetes
in 2015, there are 318 million adults with impaired glucose tolerance, which puts
them at high risk of developing the disease in the future. Figure 1.1 presents
the estimated number of people with diabetes worldwide and per region in 2015
and 2040 [1]. Among different countries, China has the highest number of people
(20-79 years) with diabetes in the world: about 110 [99.6-133.4] million in 2015
(prevalence of 10.6% [9.6 - 12.9]). This number is going to increase to 150.7 [138.0-
179.4] million people in 2040 [1]. Because of the large population involved, there
is a huge economic burden not only on individuals and their families, but also on
the countries and their national healthcare systems. The starting point to prevent
costly complications is the early diagnosis, and early diagnosis in a large scale is
only possible when large screening programs are conducted.

1.2 Retinal Images
The retina is the light sensitive tissue at the back of the eye, and it is one of
the locations1, where blood vessels can be observed non-invasively [3] at high

1The base of the nails is another location that is imaged with nailfold capillaroscopy

1
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1.2. Retinal Images

Adults who died from diabetes, HIV/AIDS, tuberculosis, and malaria

5.0 million
from diabetes

2015 
IDF

1.5 million
from HIV/AIDS 

2013 
WHO Global Health 
Observatory Data 
Repository 2013

1.5 million
from tuberculosis 

2013 
WHO Global Health 
Observatory Data 
Repository 2013

0.6 million
from malaria 

2013 
WHO Global Health 
Observatory Data 
Repository 2013

Estimated number of people with diabetes worldwide and per region in 2015 and 2040 
(20-79 years)

North America and 
Caribbean

2015 44.3 million
2040 60.5 million

South and  
Central America

2015 29.6 million
2040 48.8 million

Africa
2015 14.2 million
2040 34.2 million

South East  
Asia

2015 78.3 million
2040 140.2 million

World
2015 415 million
2040 642 million

Europe
2015 59.8 million
2040 71.1 million

Western Pacific
2015 153.2 million
2040 214.8 million

Middle East and 
North Africa

2015 35.4 million
2040 72.1 million

13

Executive summary

Figure 1.1 – The estimated number of people with diabetes worldwide and per region in
2015 and 2040 (20-79 years) [1].

(optical) resolution. A healthy retina is necessary for good vision. Moreover,
the retinal vasculature is the brain vasculature, i.e., has a blood-brain barrier.
Thus it directly reflects the health of the microvasculature of the brain, heart
and other organs. One of the important complications of diabetes, which affects
the retinal microvasculature is Diabetic Retinopathy (DR). It is an important
cause of blindness and occurs as a result of long-term accumulated damage to the
small blood vessels in the retina [4, 5]. In 2010, DR caused 1.9% of moderate or
severe visual impairment globally and 2.6% of blindness [2, 6]. In addition to DR,
several other diseases such as glaucoma, Age-related Macula Degeneration (AMD),
hypertension, Diabetic Macular Edema (DME), and Alzheimer’s disease affect the
retina by changing the blood vessels or the retinal tissue [7–16]. Therefore, retinal
images are commonly used as a rich source of information for early diagnosis of

1
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1.3. The RetinaCheck Project

different diseases and studying their progression [17, 18].
Several photography technologies are used in clinical practice to take direct

images of the retina, including color fundus photography, Scanning Laser Oph-
thalmoscopy (SLO), fluorescein angiography, fundus autofluorescence or Optical
Coherence Tomography (OCT). Among these approaches, fundus photography
makes it possible to take the images in a cost-effective, non-invasive and user-
friendly way. In this thesis, the main focus is on using the color and the SLO
fundus cameras. The main difference between the SLO cameras and the normal
RGB cameras is that they use laser light instead of a bright flash of white light,
so that the wavelength (531nm, green) is tuned for an optimal contrast between
blood vessels and background pigmentation. Therefore, the SLO images have a
higher contrast and a different noise and background profile compared to the nor-
mal color images. The images might be taken from both left and right eyes, with
different angles (either Optic Disc- (OD) or fovea-centered) and with different Field
Of Views (FOVs) depending on the camera. Figure 1.2a shows a sample retinal
image with main parts of the retina annotated. In addition, four retinal images
taken from one single subject with both color (Canon CR-1 Mark II2) and SLO
(EasyScan3) fundus cameras, from two different angles are shown in Figure 1.2b-e.
Both cameras have FOV of 45◦, and are installed in the Ophthalmology Depart-
ment of the Academic Hospital Maastricht in Netherlands. The higher contrast of
SLO images compared to the color ones is apparent in these images.

1.3 The RetinaCheck Project
The RetinaCheck project4 is a large international project defined based on a Sino-
Dutch consortium, with the aim of the detection of early signs of DR, glaucoma
and AMD in a large screening program. The partners include the departments of
Biomedical Engineering at Eindhoven University of Technology (TU/e, the Nether-
lands) and Northeastern University (NEU, Shenyang, China), which develop the
Computer-Aided Diagnosis (CAD) software, the clinical partners He University
Eye Hospital (HUEH, Shenyang, China) and Maastricht University Eye Clinic
(Maastricht, the Netherlands), and the fundus camera manufacturer i-Optics (the
Hague, the Netherlands). An overview of this international collaboration is pre-

2Canon Inc., Canada
3i-Optics B.V., the Netherlands
4http://www.retinacheck.org
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Optic DiscFovea

Blood vessel 
(artery)

Blood vessel 
(vein)

(a) A phantom retinal image

(b) Color, fovea-centered (c) Color, OD-centered

(d) SLO, fovea-centered (e) SLO, OD-centered

Figure 1.2 – (a) A sample retinal images with different parts annotated, (b)-(e) four
samples images taken from the same subject using two different cameras (color or SLO)
and two different points of view (OD- or fovea-centered).
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Figure 1.3 – An overview of the RetinaCheck screening program

sented in Figure 1.3. Four different phases have been defined for this project. The
first step is to develop CAD systems for quantitative analysis of retinal images.
The second phase is to conduct a validation study to correlate the imaging data
with clinical metadata. The third phase is a large screening setup in the province
of Liaoning, Northeast China. Finally, the last phase is commercialization as a
sustainable infrastructure [19]. The main focus of this thesis is related to the first
phase, which is dedicated to the development of CAD systems for early diagnosis
of diseases.

1.4 Metric Analysis for Emergent Technologies
Metric Analysis for Emergent Technologies (MAnET) is a Marie Curie Initial
Training Network (FP7-PEOPLE-2012-ITN, agreement 607643) consisting of 9
European Universities and 4 enterprises. It is an alliance of partners with a high
reputation in several complementary disciplines, including geometric measure the-
ory, sub-Riemannian PDEs, mathematical modeling in a geometrical setting, neu-
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roscience and robotics. The scientific objective of the MAnET project is to propose
novel solutions for a large spectrum of emergent technological problems from hu-
man to computer vision and medical imaging, and from eye path tracking to traffic
dynamics and robot design.

Eindhoven University of Technology is one of the members of this large con-
sortium, and the main core of this thesis falls within the MAnET project. The
MAnET framework provided the opportunity to establish several highly effective
scientific collaborations and contacts, which resulted in the (neuro-) mathemati-
cally well-founded image processing tools for medical image analysis described in
this thesis. The main focus of this thesis is the methodological development aimed
for early diseases prediction as one of the emergent technological problems. The
proposed geometrical instruments are developed for the functions defined in Lie
groups and used in resolving the challenges in retinal image analysis.

1.5 Challenges in Retinal Image Analysis
Computer-aided diagnosis (CAD) systems are essential in medical image analysis
and particularly in large screening setups, because they facilitate identification of
abnormalities that need treatments and support clinicians in processing a large
amount of clinical data in a short time. Due to the recent advances in computer
vision and machine learning (e.g., the deep learning techniques [20]), the presence
of a large amount of data and high computing powers, it is now possible to have
a better and deeper understanding of the data. Recent techniques have made it
possible to validate the already introduced biomarkers or even find new biomarkers
directly from the data provided to them.

Several CAD systems have been developed for processing retinal images. They
range from delineations of different structures in the retina such as blood vessels
(e.g., [21–25]), optic discs (e.g., [26–28]) and various lesions (e.g., [29–33]) to the di-
rect prediction of diseases such as DR, glaucoma and AMD (e.g., [34–39]). Among
various structures and landmarks, the retinal vasculature is one of the important
indicators of various diseases. Based on Murray’s law [40], physical arrangements
of the vascular network must have achieved an optimum arrangement to have the
least possible biological work for the blood flow. But the presence of systemic
disorders results in deviations from the optimum arrangements. Therefore, blood
vessel extraction and measurements of the local and global vascular properties
have been of particular interest in studying different diseases [9, 10, 12–16, 41–45].
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These properties (biomarkers) include, but are not limited to, vessel widths, frac-
tal dimension, vessel tortuosity, arteriovenous ratio, bifurcation asymmetry and
branching angles. Moreover, the smaller vessels are very important to be detected
accurately, because they are expected to convey the signs of diseases earlier than
the larger ones.

The blood vessels and their characteristics are extracted either by vessel
segmentation (pixel-wise supervised/unsupervised techniques), vessel tracking or
modeling the vasculature network as a graph. The main difficulties in all these
approaches arise due to the presence of noise (e.g., in SLO images), non-uniform
luminosity, low-contrast regions, tiny or very curved vessels, and crossing vessels.
Moreover, in most of the tracking and graph extraction techniques the vessel seg-
mentation is used as the starting point [22, 23, 25, 46, 47]. Therefore, any missing
vessel segments or connections can lead to interrupted or not-fully connected net-
works. Another challenge appears at highly curved vessels, which might exist due
to the presence of systemic disorders (e.g., DR). The sudden changes of vessel
directions confuse the tracking methods and often lead to wrong tracks.

In addition to the changes of the vasculature network, the presence of different
lesions in the retina such as microaneurysms, hemorrhages, hard exudates and
cotton-wool spots determines the severity level of the diseases and the need for
further treatments [8]. The lesions can generally be categorized to red and bright
lesions, and they often have different colors, shapes, sizes and appear at different
locations on the retina. Accurate detection of the lesions and sometimes their
counts in the image are very crucial for the final treatment decision (e.g., the
number of microaneurysms, hemorrhages and neovascularization for DR [8]). The
main challenges in detecting various lesions happen because of the large variability
in the appearance of the lesions, and also confusions with other normal or abnormal
structures (such as reflections for bright lesions) in the retina [29–33]. A robust
method, which eliminates both the number of false detections and rejections is
still required. Moreover, since the methods are often designed and tuned for one
specific data set, it is not easy to generalize them and achieve the same performance
for other sets.
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1.6 Brain-Inspired Techniques

1.6.1 Contextual Approaches

Despite the presence of all the above-mentioned imperfections in the retinal images,
our perception system is totally capable of understanding the underlying structure
of the vascular network and distinguishing different vessel trees from each other
well. It is well known that objects with different orientations can be identified by
the brain even when they are partly occluded, noisy or interrupted [48]. Visual
tasks like image segmentation and grouping can be explained with the theory of
the Berliner Gestalt psychology [49, 50], that proposed several local and global
laws (e.g., the laws of good continuation, closure, and proximity) to describe the
individuation of perceptual units in the visual space. Contextual information
such as scale, orientation, color, and curvature plays an important role in our
perception.

The hypercolumnar structure of the mammalian visual cortex was discovered
due to the pioneering work of Hubel and Wiesel [48, 51, 52]. They discovered
that for every point (x, y) of the retinal plane there is a set of cells sensitive to
different contextual information such as orientation, curvature, scale, and color.
Being inspired by this discovery, the invertible Orientation Score (OS) transfor-
mation was introduced by Duits et al. [53–55] for lifting the 2D images from the
space of positions (R2) to the 3D roto-translation space (SE(2) ≡ R2 × S1). The
oriented cake wavelets used in this transformation [53–55] are a special set of
wavelets, which allow a stable, invertible and scale-independent transformation.
These wavelets are closely related to the receptive field profile of the simple cells
in the primary visual cortex (V1), which are often considered as Gabor patches or
directional derivatives of Gaussians [56–58]. The OS transformation has been ap-
plied to many image processing tasks involving the analysis of elongated structures
in images (e.g., [19, 27, 59–64]) recently. Moreover, Bekkers et al. [43] proposed
a local curvature measurement technique by locally fitting exponential curves [65]
to the lifted image in SE(2). The exponential curves in the lifted space are inter-
preted as straight lines considering the curved geometry of SE(2). This approach
makes it possible to lift each 2D image to a 4D space of positions, orientations, and
curvatures (R2×S1×R+) and assign to each location and orientation a curvature
value.

Our visual perception is modeled by a sub-Riemannian geometry of the con-
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nectivity between the multi-orientation cells in V1 [56, 66]. These contextual
connections are modeled as the fundamental solution of the time-independent
Fokker–Planck (FPK) equation for Mumford’s direction process [66–70]. Another
closely related model is a hypo-elliptic Brownian motion, whose FPK equation
describes hypo-elliptic diffusion without convection for the generator [66, 71, 72].
These models explain well the notion of association fields introduced by Field,
Hayes, and Hess [73] as a model for contour integration by the human visual sys-
tem for image perception (describing the Gestalt principle of good continuation).
There are various probabilistic and exact solutions of these equations. Zhang et
al. [74] have provided a detailed explanation and comparison of all the solutions.
Moreover, Sanguinetti et al. [75] showed the close relation between the statistics
of co-occurrence of edges in natural images and the probabilistic model of the
cortical connectivity in V1. These statistics, which are defined to interpret the
mutual relations of connected edges, have been shown to be very important in the
adaptation of connectivity patterns in our perceptual system [76–78].

Even though the cortical connectivity patterns describe the contextual con-
nections in V1, they are considered as local constraints. To constitute the final
perceptual unit, characterized by a global consistency, these local laws are not
enough. Perona [79] suggested to face the problem of perceptual grouping as a
dimensionality reduction of an affinity matrix, which describes the mutual connec-
tions in a scene. The affinity matrix is considered as a graph, which its nodes are
the cells in V1 and the links between the nodes are defined based on the geometric
cortical connections. This idea was also applied in several other image processing
works such as [80–82], and [83] showed how this spectral analysis approach is
implemented by the neural population dynamics of the V1. Furthermore, Favali
et al. [84] developed the approach introduced in [83] for the individuation of per-
ceptual units using both local and global constraints. They have also presented
a detailed comparison of different possible models for the cortical connectivity
pattern as the local constraint in the perceptual grouping.

1.6.2 Deep Learning

Deep learning and in particular, Convolutional Neural Networks (CNNs) beat the
conventional techniques in various computer vision and machine learning appli-
cations. The main elements of CNNs are the convolutional layers, which make it
possible to learn different levels of abstractions from images automatically. The
complex structure in large data sets is discovered by using the backpropagation
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algorithm to indicate how a machine should change its internal parameters that
are used to compute the representation in each layer from the representation in
the previous layer [20]. The learned representations range from low-level features
such as edges and ridges to high-level features such as local and global shape and
texture. That is the main reason behind their outstanding performance compared
to the conventional approaches relying on handcrafted features. Another impor-
tant factor about CNNs, which makes them very practical to use, is that they are
highly parallelizable. Thus they get highly accelerated when Graphical Processing
Units (GPU) are used.

Medical applications including image classification, segmentation and local-
ization are not excluded from the rapid emergent of deep learning [85–87]. A
summary of over 300 recent publications, in a wide variety of applications of deep
learning in medical image analysis, has been reported by [87]. Most of the recent
deep learning algorithms proposed for retinal image analysis have used CNNs for
color fundus images [87]. A wide variety of applications are addressed: segmenta-
tion of anatomical structures (e.g. [88–91]), segmentation and detection of retinal
abnormalities (e.g. [92, 93]), diagnosis of eye diseases (e.g. [94, 95]), and image
quality assessment (e.g., [96]).

1.7 Contributions and Outline
The main focus of this thesis is to propose novel solutions for the existing chal-
lenges in retinal image analysis (as mentioned in Section 1.5), to further facilitate
automatic analysis and diagnosis of vision-threatening diseases such as DR. Most
of the proposed approaches are inspired by our perception system in the visual
cortex and the contextual information such as orientation, scale, curvature, and
color play an import role in these analyses. Moreover, the deep learning techniques
inspired by the architecture of the neurons in the brain, are used for a better and
deeper understanding of the images. A general overview of this dissertation and
the main contributions of each chapter are presented in the following:

Chapter 2 We propose a novel supervised multi-scale and multi-orientation
blood vessel segmentation technique. Unlike other segmentation techniques,
this is a general approach that can be applied on the retinal images taken
with both SLO and RGB color fundus cameras. In order to suppress the
noise and enhance the blood vessels in noisy images, a nonlinear transfor-
mation in SE(2) space is applied. Moreover, it uses a series of contextual
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features at different orientations and scales for the final classification, which
lead to a successful detection of small vessels (clinically more relevant) as
well as large vessels. The method introduced in this chapter is later used in
Chapters 3–6.

Chapter 3 We introduce a fully automatic junction detection method in which
the candidate junctions are selected based on the geometrical arrangement
of the vessels in the lifted image to the space of positions and orientations.
Our proposed method detects and classifies the junctions into crossings and
bifurcations in SLO images as well as RGB images for the first time in the
literature; it successfully identifies the junctions of small vessels; and it pro-
vides a set of orientations and tracks of the branches that are useful for
full vascular model extraction. Additionally, we investigated how several
systemic diseases such as diabetes, hypertension, heart and pulmonary dis-
eases affect the widths and angles of the branches at bifurcation points, and
lead to deviations from the optimum arrangement. The automatic junction
detection technique is later used in Chapters 5 and 6.

Chapter 4 We develop a unique quantitative solution for tracking or graph ex-
traction methods, which often lead to disconnected tracks/networks of blood
vessels due to several difficulties such as challenging crossover or bifurcation
points, poor imaging conditions and disconnected segmentations. The pro-
posed cortically-inspired method identifies the individual blood vessels at
challenging locations as the perceptual units following the Gestalt law of
good continuation. A combination of a special 4D kernel designed to mea-
sure the local consistency of positions, orientations and intensity in a local
neighborhood, together with a spectral clustering approach determining the
global consistency, forms the perceptual units, i.e., individual blood vessels.
This is the first time that the idea of perceptual grouping has been applied
in retinal image analysis. The 4D kernel is created as a combination of the
symmetrized numerical solution of the time-independent FPK equation in
the lifted space of positions and orientations with an exponential similarity
measurement term for the feature of intensity.

Chapter 5 We suggest to learn the cortical connectivity pattern directly from
retinal images. Our proposal is to derive the line co-occurrence statistics
from the blood vessel centerlines, and use this statistical model as the cor-
tical connectivity pattern for analysis of complex vessel connections. We
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show the remarkable similarity of the statistical model to a symmetrized
extension of the probabilistic model of the direction process to the projec-
tive line bundles on the lifted space of positions and π-periodic orientations.
Comparison among the statistical kernels of different retinal image data sets
highlights their high similarity and reproducibility. This confirms strongly
that Mumford’s direction process is a very good continuation model for
vessels in retinal images.

Chapter 6 We extend the problem of retrieving vessel connections in retinal im-
ages to much more complex cases with high variations in scale, orientation,
intensity, and more specifically curvatures. By including the feature of cur-
vature, a new sub-Riemannian kernel in a 5D space of positions, orienta-
tions, curvature, and intensity is created to apply the local constraints on
the elements of the space. Then the salient groups are extracted based on
these local similarities in a self-tuning spectral clustering step. Integrat-
ing the feature of curvature is very crucial as there is a strong interplay
between orientation and curvature, and it can change the structure of the
space significantly. An advanced multi-scale curvature extraction technique
is applied to measure the curvature of all vessels with various widths. The
potential extensions of the method for a wide range of curvilinear structures
is shown using various retinal and phantom images with different levels of
difficulties. Moreover, an extensive quantitative and qualitative comparison
between the 4D kernel (introduced in Chapter 4 and learned from data in
Chapter 5) and the new 5D kernel is presented.

Chapter 7 We present an advanced end-to-end segmentation technique based on
the state-of-the-art deep residual learning framework to detect and localize
the exudates as one of the early signs of non-proliferative diabetic retinopa-
thy and diabetic macular edema. Due to the limited number of training
samples and presence of many misleading bright structures in the images,
an importance sampling approach is used to boost the training. In this ap-
proach, misleading samples resulting in higher loss values are presented to
the network with a higher probability to force the network to learn such kind
of negative samples better. Using this technique, further pre or postprocess-
ing steps are discarded. The network provides highly accurate information
about the presence of exudates and their precise locations to the clinicians,
which help them in deciding about further treatments.
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Chapter 8 We investigate the possibility of diagnosing diabetes using only retinal
images, without any blood glucose measurements, prior to developing any
diabetic retinopathy signs and symptoms. By training a deep convolutional
neural network (designed based on a deep residual learning framework) on
a large data set, preliminary results show that there are indeed some dif-
ferences between the images of healthy and diabetic subjects, which could
not be identified by clinicians. This is the first step toward learning new
biomarkers directly from retinal images for an early non-invasive diabetes
detection.

The remainder of this dissertation is structured as follows. After presenting
a novel crossing-preserving segmentation technique for the SLO and color images
in Chapter 2, we propose a crossing/bifurcation detection approach in Chapter 3,
which is followed by an extensive statistical analysis on the relation of bifurcation
biomarkers and systemic diseases. Chapter 4, 5 and 6 propose novel techniques
based on the geometry of the primary visual cortex to analyze and retrieve miss-
ing vessel connections faced in retinal image segmentation, tracking and graph
extraction methods. Various numerical and statistical models of the cortical con-
nectivity (4D and 5D) in combination with dimensionality reduction techniques
are suggested to detect the disconnected or curved segments as salient perceptual
units in the image patches selected around junctions. The vessel enhancement,
segmentation and junction detection proposed in Chapter 2 and 3 are used for
preparing the validation sets in these three chapters. Chapter 7 focuses on de-
tection of exudates as one of the abnormalities happening to the retina at early
stages of diabetic retinopathy and macular edema. Chapter 8 reports the prelim-
inary results of a study, which investigates whether it is possible to differentiate
the retinal images of healthy and diabetic subjects from each other without any
blood glucose measurements or any other metadata. Finally, Chapter 9 presents
a summary of the dissertation and sketches the directions for future research.
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2
Biologically-Inspired Supervised

Vasculature Segmentation in SLO Retinal
Fundus Images

If the only tool you have is a hammer,
you tend to see every problem as a nail.

Abraham Maslow

This chapter is based on:
S. Abbasi-Sureshjani, I. Smit-Ockeloen, J. Zhang and B. ter Haar Romeny, Biologically-
inspired supervised vasculature segmentation in SLO retinal fundus images, In Interna-
tional Conference Image Analysis and Recognition, volume 9164 of Lecture Notes in
Computer Science, pages 325-334. Springer, New York, 2015 [97].
S. Abbasi-Sureshjani and B. ter Haar Romeny, Automated Orientation Score-based Reti-
nal Vessel Segmentation of SLO images, abstract presented at ICT.Open, Dutch ICT-
Research in the Netherlands, March 2015.



We propose a novel Brain-Inspired Multi-Scales and Multi-Orientations (BIMSO)
segmentation technique for the retinal images taken with scanning laser ophthalmo-
scope (SLO) imaging cameras. Conventional retinal segmentation methods have
been designed mainly for color RGB images and they often fail in segmenting the
SLO images because of the presence of noise in these images. We suppress the
noise and enhance the blood vessels by applying a nonlinear operator on images
lifted to a joint space of positions and orientations (SE(2)) using the directional
anisotropic wavelets. Then a neural network classifier is trained and tested using
several features including the intensity of pixels, filter response to the wavelet and
multi-scale left-invariant Gaussian derivatives in SE(2). BIMSO is robust against
noise, non-uniform luminosity and contrast variability. In addition to preserv-
ing the connections, it has higher sensitivity and detects the small vessels better
compared to state-of-the-art methods for both RGB and SLO images.
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2.1 Introduction

Diabetic retinopathy (DR) is the result of progressive damage to the network of
tiny blood vessels that supply blood to the retina and it is the leading cause of
vision loss in working adult populations. Patients with severe levels of DR are
reported to have poorer quality of life and reduced levels of physical, emotional,
and social well being [45]. Therefore, it is essential to diagnose and control DR at
early stages.

It has been shown that quantitative delineation of morphological attributes of
the retinal vasculature is very useful for diagnosis and monitoring of diabetes at
early stages [45]. It is also possible to study other early DR signs, such as nerve
damage in the cornea with confocal laser microscopy, or changes in retina neural
tissue layer thickness with optical coherence tomography (OCT), but these are
less suitable and more costly for large-scale screening. That is why, an extensive
research has been investigated on retinal blood vessel segmentation. However, an
automated computer-aided diagnostic system is far from being clinically used and
still suffers from major difficulties like enhancing and crossing-preserving segmen-
tation of the vessels at low-contrast and noisy images.

To the best of our knowledge, almost all the proposed segmentation techniques
in the literature are designed based on RGB color fundus images. Supervised pat-
tern recognition methods often outperform unsupervised ones, because they are
based on pre-classified data. Several features were introduced in the literature for
discrimination of the vessel from non-vessel pixels e.g., the gray level-based prop-
erties [98, 99], moment-invariant-based features [99]. Moreover, spatial-frequency
techniques (including Gabor wavelets) and also differential descriptors (includ-
ing Gaussian derivatives and steerable filters) were frequently used in the litera-
ture [98, 100]. Although, several methods have been proposed, but most of them
are not universal and highly dependent on the imaging technology. This requires
us to redesign or modify the segmentation algorithms for new images acquired
with a new device. The scanning laser ophthalmoscope (SLO) camera is one of
these technologies. These cameras use laser light instead of bright flash of white
light and provide high contrast images with different noise and background pro-
files, compared to normal color images. Despite the advantage of the new SLO
images, very few studies (e.g., [101]) were dedicated to them.

The main purpose of this chapter is to propose a fully automatic and su-
pervised vessel delineation technique for the SLO images. The proposed method
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(called Brain-Inspired Multi-Scales and Multi-Orientations: BIMSO) is inspired by
key findings about orientation-selective property of receptive fields in the primary
visual cortex [48]. Orientation Scores are constructed by projecting the 2D images
to the joint space of positions and orientations (identified by SE(2)) [53, 55, 102].
This results in disentanglement of vessels at crossings and differentiating between
their features. The contextual information is extracted at several orientations
and scales using cake wavelets and left-invariant Gaussian derivatives in rotation-
translation group (SE(2)) [53, 60, 102]. BIMSO is mainly proposed for the SLO
images, but the performance on the RGB images is also as good as state-of-the-art
methods. It has a high sensitivity for both types of images and detects the small
vessels (clinically important) very well compared to state-of-the-art techniques.

This chapter is structured as follows: Section 2.2 provides the theory of in-
vertible orientation score, the cake wavelets and the Gaussian derivatives in the
lifted space. The proposed method is explained in detail in Section 2.3. After
suppressing noise at individual orientation layers at preprocessing step, different
intensity-based and contextual features are extracted from the enhanced images.
Then a feed-forward neural network is trained using two data sets (RGB and SLO
images). The data sets used for validating our method and the performance mea-
surements are all explained in Section 2.4. The chapter is concluded in Section 2.5.

2.2 Invertible Orientation Score
The orientation scores (OSs) are functions on the Euclidean motion group, which is
the group of all rotations and translations. This group is denoted by SE(n) where
n is the dimensionality of the image. The properties of this group allows map-
ping well-known image processing techniques (e.g. convolutions and regularised
derivatives) to the OS [53, 60].

The OS on SE(2) ≡ R2×S1 domain is obtained by correlating the input image
(f) with an anisotropic wavelet ψ [53]:

Uf (x, θ) = (Rθ(ψ) ? f)(x) =
∫
R2
ψ(R−1

θ (y− x))f(y)dy, (2.1)

where Rθ =
(

cos θ − sin θ
sin θ cos θ

)
is the 2D counter-clockwise rotation matrix over

angle θ, the overline denotes the complex conjugate and ? represents the correla-
tion.
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2.2.1 Cake Wavelets

Constructing this higher dimension structure simplifies the higher level analysis.
However, such representation is constrained and the invertibility of the transfor-
mation needs to be guaranteed using the right wavelet (ψ). Cake wavelets as a
class of proper wavelets [54, 55, 103] satisfy this constraint and avoid loss of infor-
mation. These wavelets are called cake wavelets because they are constructed by
dividing the Fourier domain into equal angular segments, like a piece of a cake.

The cake wavelets are directional wavelets similar to Gabor wavelets and have
a high response on oriented and elongated structures. Moreover, similar to Gabor
wavelets, they have the quadratic property; so the real part contains informa-
tion about the symmetric structures, e.g., ridges, and the imaginary part contains
information about the antisymmetric structures, e.g., edges. Although blood ves-
sels can have several scales, by using the cake wavelets multi-scale analysis is not
needed because they capture the information at all scales. A visual comparison
between the Gabor and cake wavelets is presented in Figure 2.1. As seen in this
figure, by using the cake wavelet in all orientations, the entire frequency domain
is covered; while the Gabor wavelets, depending on their scale cover a limited por-
tion of the Fourier space. Therefore, they are scale dependent. In this figure, the
Gabor wavelet is shown in a low frequency, and therefore it is wider in the spatial
domain. The reader is referred to [54, 55] for more detail about cake wavelets.

When using the cake wavelets for the transformation, the 2D image recon-
struction is achieved by summing over all orientations as:

f(x) =
No−1∑
j=0

Uf (x, jsθ), (2.2)

where No is the finite number of orientations.
By using a symmetric cake wavelet, sθ = π/No, where π is the periodicity of

the OS. In this case, both the forward and backward directions of the structures
are taken into account during the transformation. In order to distinguish the
2π-symmetric structures from π-symmetric ones, it is possible to decompose the
OSs into a forward and backward direction, denoted by a U+

f (x, θ) and U−f (x, θ)
respectively, so that:

Uf (x, θ) = U+
f (x, θ) + U−f (x, θ), (2.3)
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(a) (b) (c) (d)

Figure 2.1 – Visual comparison between cake and Gabor wavelets (top and bottom rows
respectively). (a) and (b) real and imaginary parts of the wavelets in spatial domain, (c)
the wavelet in Fourier domain, and (d) the illustration of Fourier space coverage by
wavelets in 36 orientations.

where

U+
f (x, θ) =

∫
R2
ψ+(R−1

θ (y− x))f(y)dy,

U−f (x, θ) =
∫
R2
ψ−(R−1

θ (y− x))f(y)dy. (2.4)

In these equations, ψ+(x, y) and ψ−(x, y) are defined as follows:

ψ+(x, y) = w(x)ψ(x, y), (2.5)

ψ−(x, y) = w(−x)ψ(x, y) = (1− w(x))ψ(x, y),

with w(x) defined as:

w(x) = 1
2 + 1

2erf(x) = 1
2 + 1

2π

∫ x

0
e−y

2
dy.

By using the error function in these definitions, the following relations are held:

ψ = ψ+ + ψ−,

U−f (x, θ) = U+
f (x, θ + π),

Uf (x, θ) = U+
f (x, θ) + U+

f (x, θ + π). (2.6)
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2.2. Invertible Orientation Score

Therefore, it is possible to construct the directional single-sided OS and the full
double-sided OS with only one single-sided cake wavelet. In the rest of the thesis,
we use the double-sided OS, unless stated otherwise.

2.2.2 Left-Invariant Gaussian Derivatives in SE(2)

The scale-space operators (regularization and differentiation) closely resemble the
receptive field profiles found in mammalian front-end visual systems. It is well
known that Gaussian kernel and its linear partial derivatives (considered as regu-
larized derivatives) enable local image analysis through the detection of local dif-
ferential structures (e.g., ridges, edges and so on) in a robust way, while at the same
time capturing global features through the extra degree of freedom (scale) [104].

Theoretically, because of the curved geometry of orientation space, it is wrong
to take the derivatives in OS using {∂x, ∂y, ∂θ} derivative frame (we use shorthand
notation ∂i = ∂

∂i
) [55]. Therefore, the moving frame of reference is constructed by

three basic vectors {eξ, eη, eθ} as:

eξ := cos θ ex + sin θ ey;

eη := − sin θ ex + cos θ ey;

eθ := eθ. (2.7)

Then it is used for defining a set of left-invariant differential operators {∂ξ, ∂η, ∂θ}
as the appropriate set of differential operators to be used in the OS space:

∂ξ := cos θ ∂x + sin θ ∂y;

∂η := − sin θ ∂x + cos θ ∂y;

∂θ := ∂θ. (2.8)

∂ξ and ∂η are the spatial derivatives tangent and orthogonal to the orientation
θ, respectively. The left-invariant operator in an OS implies that the net opera-
tion on the corresponding image is invariant to translation and rotation [60]. It
is important to mention that not all the left-invariant derivatives commute e.g.,
∂θ∂ξU 6= ∂ξ∂θU [53, 60]. The nonzero commutators are given by:

[∂θ, ∂ξ] = ∂η;

[∂θ, ∂η] = −∂ξ. (2.9)

In order to regularize the differential operators in SE(2), by defining the d-
dimensional Gaussian kernel as Gσ(x) = (2πσ2)−d/2e−

‖x‖2

2σ2 , the standard separa-
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ble implementation of spatially isotropic Gaussian function with a spatial scale of
1
2σ

2
s and a 1D-Gaussian in θ dimension with an angular scale of 1

2σ
2
o are used.

The implementation is separable, which means Gσs,σo(x, θ) = Gσs(x)Gσo(θ), and
the spatial Gaussian kernel is isotropic that means σs = σξ = ση. Therefore, the
Gaussian Hessian matrix in SE(2) space is defined as:

HU = Mµ−2

 ∂2
ξU ∂η∂ξU ∂θ∂ξU

∂ξ∂ηU ∂2
ηU ∂θ∂ηU

∂ξ∂θU ∂η∂θU ∂2
θU

Mµ−2 . (2.10)

The parameter µ, with unit 1/length, is introduced to deal with the different
physical dimensions in this domain, and Mµ = diag(µ, µ, 1) is used for normaliza-
tion [60].

2.3 Proposed Method
The proposed Brain-Inspired Multi-Scales and multi-Orientation segmentation
method (BIMSO) has three main steps: preprocessing, feature extraction and
classification. The green channel from the color fundus photographs and the im-
ages taken with the green laser of the SLO camera are used at all steps, because
they ensure the best contrast between vasculature and background.

2.3.1 Preprocessing

Retinal images are often affected by noise, non-uniform luminosity and contrast
variability, because of non-ideal image acquisition conditions. These imperfections
cause low quality images followed by wrong results in analysis. Therefore, be-
fore doing any analysis, it is effective to attenuate these effects and enhance the
blood vessels. We use the luminosity and contrast normalization method proposed
by [105]. This method is preferred to other techniques in the literature, because
it is only based on the background part of the image and it does not affect the
vessels or lesions.

In next step, the image is denoised and the vessels get enhanced in a novel
approach. By using the directional cake wavelets in the OS transform, the elon-
gated structures (vessels) get high responses in this domain, while non-elongated
structures including background and noise get low responses. By considering this
characteristic and using an appropriate nonlinear filter it is possible to attenuate
low OS responses (noise) and enhance high values (vessels). We propose to use
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(a) f , SLO (b) f̌ , SLO (c) f , RGB (d) f̌ , RGB

Figure 2.2 – Results of applying the proposed preprocessing on SLO and RGB images

the gamma transform (Ǔf̃ = α |Uf̃ |
γ) for this purpose. Because of the quadratic

property of cake wavelets, absolute value of OS (|Uf̃ |, phase invariant) is used for
gamma correction and α is determined by the sign of the real part of OS (Re(Uf̃ )).
By setting the γ parameter to a value larger than 1 (typically we use γ = 1.5),
the blood vessels get enhanced while the noise is suppressed. The image after ap-
plying the gamma correction in SE(2) is reconstructed (f̌) based on Equation 2.2.
Figure 2.2 shows two sample image patches from SLO and RGB images before and
after applying the proposed preprocessing steps. As depicted in this figure, the
proposed preprocessing technique is very effective for both RGB and SLO images.

2.3.2 Feature Extraction

Next step is to assign a feature vector to each pixel of preprocessed image (f̌)
for the upcoming classification phase. Since the blood vessels have different ori-
entations and widths, the feature vector is extracted in different orientations and
scales. The feature vector proposed to be used in BIMSO includes the intensity of
pixels, the filter response to anisotropic (half) cake wavelet and multi-scale Gaus-
sian derivatives of OSs. Since the blood vessels have a darker intensity compared
to the background, we change the sign of OS before extracting the features in order
to have high (positive) response at blood vessels. Each of the proposed features is
explained in detail.

Gray Level

The blood vessels are generally darker than background in both RGB and SLO
images. Therefore, the intensity of preprocessed image (f̌) is considered as one of
the main features for segmentation.
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Multi-Scale Gaussian Derivatives of Orientation Scores

Different linear and nonlinear combinations of first and second order Gaussian
derivative operators were used very often in the literature for detection of edges,
ridges and contours as local differential structures in images. We propose to use
the first and second order regularized left-invariant Gaussian derivatives of the
preprocessed OS (Ǔf̃ ) instead of normal derivatives of 2D images (Equation 2.10).
Lifting the vessels especially at crossings and junctions makes it possible to take the
derivatives in the directions attached to individual structures in different orienta-
tion layers ({eξ, eη, eθ}). Since there are three directions for taking the derivatives,
it is possible to take 3 first order and 9 second order derivatives at each point in
SE(2). As mentioned in Section 2.2 not all the left-invariant derivatives commute,
that is why there are only 8 unique second order derivatives and in total 11 (first
and second order) derivatives at one scale. The maximum detection of differential
structures is obtained when the spatial scale is selected as σs = r/

√
2, where r

stands for the vessel caliber [106]. So in order to detect all the vessels with varying
widths, the appropriate range of scales need to be selected according to the vessel
calibers in each data set. If we call the number of considered scales and discrete
orientations Ns and No respectively, there would be 11 × Ns × No derivatives in
total. In order to decrease the number of features and make them orientation-
invariant, for each of the derivatives at multiple scales, the maximum intensity
projection over all orientations is used. So at the end only 11 × Ns derivatives
would be obtained at this step. The selected scales for different data sets are
explained in Section 2.4.

Second Local Maximum Intensity Projection

The selectiveness of cake wavelets as directional wavelets is π-periodic and the
response of the filter is the weighted average over the forward and backward di-
rections. At high curvature points there is a drastic change in orientation. The
difference between the forward and backward orientation of the structure of inves-
tigation is no longer π, which results in a non-accurate filter response. A similar
behavior can also occur at background points nearby high curvature points. This
behavior results in streaks in the area around high curvature points after applying
maximum over the orientations (see Figure 2.3b). Instead, we use single-sided ker-
nels to find the response for forward and backward directions separately. Applying
maximum intensity projection using these single-sided wavelets still results in some
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(a) (b) (c) (d)

Figure 2.3 – (a) Exemplary image patch, (b) maximum intensity projection over the
orientations using double-sided cake wavelets, (c) using single-sided cake wavelets, and (d)
second highest local maxima projection over the orientations using single cake wavelets.

streaks, as seen in Figure 2.3c and that is due to the presence of background noise
in pixels near high curvature points. But the second local maximum value over the
orientations for every spatial position gives a streak free result (see Figure 2.3d).
This response (not sensitive to noise) is also included in feature vector.

To conclude, the entire feature vector has the size of 11×Ns + 2. It includes
the information about the pixel intensity, the OS response to half-cake wavelets
and also the Gaussian derivatives of OSs. At the end, the extracted features are
normalized for each image to reduce the inter-image variation and the classification
error.

2.3.3 Classification

Next step after extracting the features is training a classifier to label the pixels
to vessel/non-vessel groups. Among different classifiers trained for this purpose,
the feed-forward neural network (NN) classifier results in the highest performance.
This classifier has been often used and performed well in supervised blood vessel
segmentation techniques (e.g., [99]). For each data set a separate classifier was
trained. The configuration of these classifiers is explained in Section 2.4. By
classifying the pixels in test images and thresholding the outputs of the classi-
fier (called soft segmentations) final segmentations are obtained. The threshold
selection scheme is explained in Section 2.4.
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2.4 Validation and Discussion

2.4.1 Material

The method is trained, validated and tested on two different data sets. The public
DRIVE [107] data set includes 40 RGB color images, acquired with a Canon CR5
non-mydriatic 3CCD camera with a 45◦ field of view (FOV) and resolution of
565 × 584 px. The IOSTAR data set is a public data set and the images were
taken with an EasyScan camera1 based on the SLO technology (using the green
and infrared lasers). These high contrast images have a resolution of 1024× 1024
px with 45◦ FOV. The blood vessels in 24 images have been annotated and
corrected by two different experts in order to decrease the inter-user variability
(see Appendix). Half of the images in each data set are considered as the training
and other ones as the test images.

2.4.2 Performance Evaluation

In order to compare the performance of the BIMSO with state-of-the-art seg-
mentation algorithms, four common parameters are measured: (a) True Positives
(TP), (b) False Positives (FP), (c) True Negatives (TN), and (d) False Nega-
tives (FN), where vessel pixels are considered as positives and non-vessel pixels
as negatives. These four measurements are used to obtain the receiver operat-
ing characteristics (ROC) curve, area under ROC curve (AUC), sensitivity (SN),
specificity (SP), accuracy (ACC) and Matthews correlation coefficient (MCC).
Two separate threshold values (tacc and tmcc) are defined for each data set. They
are the values that maximize the average accuracy (ACC) and average Mathews
correlation coefficient (MCC) for the entire data set respectively. Although, max-
imizing the average accuracy (which is the proportion of correct predictions) is
often used in the literature, it is not a good criterion for blood vessel segmentation
when it comes to imbalanced classes. However, MCC shows the quality of binary
classifications by considering the different cardinalities of the two classes.

We compare the results of BIMSO with the results of one of the best supervised
segmentation methods (introduced by Soares et al. [98] for color fundus images) on
our private data set (IOSTAR). Therefore, we trained a Gaussian mixture model
(GMM) classifier (as proposed in this work) with different parameter settings
in order to find the best parameters for this data set. The performance of our
1Provided by i-Optics B.V., the Netherlands
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method on the public DRIVE data set is also compared to the best supervised
and unsupervised segmentation methods reported in the literature [98–100, 107–
109].

The best configuration of NN for both data sets had 2 hidden layers and
rectified linear activation function at each hidden layer. Each layer had 222 and 186
hidden nodes for the IOSTAR and DRIVE data sets respectively. The parameters
used for each data set in both methods (BIMSO and [98]) are reported in Table 2.1,
where ns denotes the number of randomly selected samples used for training the
classifiers. A small and fixed angular scale is selected for both data sets. The
spatial scales are selected according the average of vessel calibers in each data set.
In all our experiments we set µ = σo/σs. As mentioned by [98] {a, k0, ε} are the
parameters used for adjusting the shape of Gabor wavelets as directional elongated
filters and k is the number of vessel and non-vessel Gaussians modeling each class
likelihood of GMM classifier. Similar to BIMSO, No is the number of orientations
used in this approach.

Table 2.1 – Parameters used in the BIMSO and method by [98]

BIMSO [98]

Ns No γ σξ = ση σo ns No a ko ε k ns

IOSTAR 6 18 2 {1, . . . , 6} π/18 5.5m 18 {1,2,. . . ,9} 3 4 20 4m
DRIVE 5 18 1.5 {1, . . . , 5} π/18 3m 18 {1,2,. . . ,5} 3 4 20 1m

Table 2.2 represents the performance measurements of BIMSO compared to the
best results reported in the literature for the DRIVE and obtained for the IOSTAR
data set. In this table, the third and fourth columns specify the threshold value
which was used in final step. Based on these results, BIMSO has the highest MCC
and SN (when using tmcc) for both the DRIVE and IOSTAR data sets compared
to state-of-the-art techniques. Because it is able to detect the small vessels in
low contrast regions very well. Comparing the quality of segmentations support
these quantitative measurements. Figure 2.4 depicts two sample segmentations
obtained for one of the images of the DRIVE (top row) and one of the images of
the IOSTAR data set. As seen in this figure, the number of small vessels detected
by BIMSO is higher for both RGB and SLO images compared to the method by
[98]. The segmentations obtained by BIMSO are also less sensitive to the noise in
SLO images thanks to the proposed enhancement approach. It can be observed
as lots of small components in Figure 2.4d, which have been falsely considered as
vessel pixels but they are created because of noise. In addition, the connectivity
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of the vessel pixels are preserved better by BIMSO. The reason for this effect is
lifting the vessels in rotation-translation space and finding their features separately
especially at crossings and bifurcations.

Table 2.2 – Comparison of segmentation results for the DRIVE and IOSTAR data sets

tacc tmcc MCC SN SP ACC AUC

D
R
IV

E

Supervised
BIMSO 0.5 − 0.7590 0.7403 0.9794 0.9485 0.9525
BIMSO − 0.45 0.7608 0.7695 0.9742 0.9477 0.9525
[98] − − − 0.7332 0.9782 0.9466 0.9614
[99] − − − 0.7067 0.9801 0.9452 0.9588
[107] − − − − − 0.9441 0.9520
[100] − − − − − 0.9416 0.9229
Unsupervised
[109] − − 0.7475 0.7655 0.9704 0.9442 0.9614
[108] − − − 0.7517 0.9741 0.9468 −

IO
ST

A
R

Supervised
BIMSO 0.54 − 0.7726 0.7523 0.9805 0.9507 0.9615
BIMSO − 0.47 0.7752 0.7863 0.9747 0.9501 0.9615
[98] 0.38 − 0.7502 0.7291 0.9787 0.9461 0.9603
[98] − 0.32 0.7535 0.7676 0.9720 0.9453 0.9603

2.5 Conclusion
We developed a biologically inspired blood vessel segmentation technique (called
BIMSO) for SLO retinal images. Although, it was mainly designed for the images
taken with SLO cameras (using laser instead of white light), the validation results
proved that the performance of this method on RGB images is as good as state-of-
the-art methods. The sensitivity of the method for both types of images is high and
the smaller vessels are detected well compared to other methods. Small vessels are
attractive in a screening setting, because it is expected that just the smaller vessels
will show effects of the disease, as diabetic retinopathy, earlier. Moreover, by
taking advantage of the extracted features using symmetric and asymmetric cake
wavelets, the connectivity of the vessels are preserved better especially at crossings
and junctions where two elongated structures meet. Although, the detection of
small vessels in low contrast regions is very good, but still the connectivity of
these vessels is not preserved well (compared to thicker vessels). Therefore, a
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(a) (b) (c) (d)

Figure 2.4 – Comparison of the segmentation results obtained by BIMSO and the method
proposed by [98] for RGB (first row) and SLO images (second row). (a) The original
images, (b) the ground truth images, (c) the results by BIMSO and (d) the results by
[98].

postprocessing step is needed for correcting these missing connections. Moreover,
more quantitative experimental validations need to be investigated to support the
strength of the method in detecting the smaller vessels and robustness against
noise.
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3
Automatic Detection and Analysis of

Bifurcation Biomarkers in Retinal Images

The important thing in science is not so much to obtain new
facts as to discover new ways of thinking about them.

Sir William Bragg

This chapter is based on:
S. Abbasi-Sureshjani, I. Smit-Ockeloen, E. Bekkers, B. Dashtbozorg, and B. ter Haar
Romeny, Automatic detection of vascular bifurcations and crossings in retinal images
using orientation scores, in IEEE 13th International Symposium on Biomedical Imaging
(ISBI), (Prague), pp. 189–192, 2016 [110].
E. Zarnescu, S. Abbasi-Sureshjani, B. Dashtbozorg, and B. ter Haar Romeny, Assesment
of Bifurcation Features in Retinal Images. Externship Report, Eindhoven University of
Technology, August 2016.



Several ocular and systemic diseases such as hypertension and arteriosclerosis
cause geometrical and functional changes to the vasculature in retinal images, in-
cluding alterations in the shape of vascular bifurcations and crossings. To use the
diagnostic information of the junctions, it is important to detect them first. In this
chapter, a novel BIfurcation and CRossing detection method using Orientations
Scores (BICROS) is introduced. The brain-inspired orientation score transforma-
tion lifts the image to the joint space of positions and orientations using directional
anisotropic wavelets. Candidate junctions are selected based on their geometrical
properties in this space. Additionally, a more conventional pipeline for junction
detection based on morphological analysis of vessel segmentations is included. Fi-
nally, both approaches are combined and the resulting junctions are classified into
bifurcations and crossings, outperforming the state-of-the-art techniques. Subse-
quently, this technique is used in an extensive feature analysis pipeline, to extract
several geometrical properties at bifurcation points. These features are used to
validate the influence of diabetes, hypertension, heart and pulmonary diseases as
different systemic diseases on the vasculature network. Results indicate that bi-
furcation properties can be considered as important biomarkers that highlight the
changes appearing in the retina by the progression of the diseases.
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3.1 Introduction

Systemic diseases such as diabetes, hypertension, and arteriosclerosis, which all
affect the vasculature network, become more common due to the growing global
wealth and aging [111]. An inspection of the vasculature could therefore be essen-
tial for an early diagnosis and prognosis of these diseases.

According to Murray’s theory [40], the physiological vascular network must
have achieved an optimum arrangement corresponding to the least possible bi-
ological work for maintaining the blood flow. However, this arrangement may
change in the presence of a systemic disorder. In other words, alterations in the
geometric properties of vasculature at bifurcations and crossovers such as crossing
angle, vessel width, bifurcation asymmetry and branching angles are indicators
for an unhealthy vasculature, which could be because of several diseases such as
branch retinal vein occlusion, arteriovenous nicking, Diabetic Retinopathy (DR)
and Alzheimer’s disease [12, 15, 44]. Based on a comparative study by [15] on the
retinal images of diabetic patients with different grades of DR, increased severity
was associated with gradual vascular dilatation and widening of the bifurcating
angles with an increase in smaller-child-vessel branching angle. Moreover, in a lon-
gitudinal predictive study, type 2 diabetes and increased diabetes duration were
associated with increased vascular width. They also reported that the history of
hypertension is associated with increased venular vascular width (excluding the
small-child vessel segment), while the history of high cholesterol is associated with
increased both the arteriolar bifurcation angle and the smaller-child branching
angle.

The vasculature can be extracted by means of vessel tracking or pixel-based
classification. In both cases, bifurcations and crossings (together referred to as
junctions) are critical landmarks. They can be used as seed points in track-
ing methods, or can be used to combine vessel segments into a hierarchically
structured vasculature model. In addition, junctions can be used for registra-
tion purposes or as biometric identification points. Several methods have been
proposed in the literature for automatic detection of junctions, which are mostly
based on vessel segmentations. These methods can be categorized into skeleton-
based (e.g., [112–115]), and model-based approaches (e.g., [116–118]). A general
disadvantage of the skeleton-based methods is that they are very sensitive to seg-
mentation inaccuracies. Alternatively, several model-based approaches have been
proposed in the literature. For example, the method proposed by [116] uses a
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set of trainable COSFIRE filters, which are Combination Of Shifted Gabor FIlter
REsponses. Although the results obtained by this method are very promising, it
still relies on vessel segmentations. Besides, it is dependent on the selected pat-
terns for training the filters, and it is not able to distinguish between crossings and
bifurcations. Other model-based approaches in the literature are based on vessel
centreline detection (e.g., [117]) or based on eigenanalysis of the Hessian and Harris
matrix [118]. Although performing eigenanalysis for the detection of junctions is
very intuitive, these methods generally perform worse than the skeleton-based ap-
proaches. They model the junctions as ellipses having two principal perpendicular
directions. However, junctions are structures with two or more directions, which
are not necessarily perpendicular to each other. Moreover, despite the importance
of contextual information in understanding and interpretation of images, most of
the methods only use local-based features.

This chapter has two main parts. In the first part (Section 3.2), we propose an
automatic BIfurcation and CRossing detection method using Orientation Scores
(BICROS), which is not restricted to only two perpendicular directions. Instead,
we disentangle vessels at crossings and bifurcations by lifting the image to the
joint space of positions and orientations. This lifting, inspired by the pinwheel
structure of the cortical columns in the primary visual cortex in the brain, is
accomplished using directional anisotropic wavelets to construct a framework of
invertible Orientation Scores (OS) [55]. Finally, a hybrid approach is proposed
by using this OS-based step in a combination with a skeleton-based step. In the
second part (Section 3.3), we extract several geometrical properties at bifurcation
points from the images of two private data sets. This step is a part of a bigger
infrastructure, which is designed specifically for analyzing the association among
the geometrical properties of the blood vessels and different diseases such as type
2 diabetes, hypertension, heart and pulmonary diseases. The chapter is concluded
in Section 3.4.

3.2 Automatic Junction Detection Approach

In this section, after describing the OSs, our proposed bifurcation and crossing
detection method is explained. The method consists of three main parts: a su-
pervised OS-based step; an unsupervised skeleton-based step; and a fusion step.
These three steps are described in this section. All the parameters used in these
steps have been optimized in a greedy search. At the end of the section, the results
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are presented and compared with the state-of-the-art techniques.

3.2.1 Orientation Scores

We recall the explanations of the OSs and cake wavelets previously described
in Section 2.2. The invertible OSs, proposed by [53, 55], are inspired by the orien-
tation selective property of the receptive fields in the primary visual cortex [48].
They are functions on the joint space of positions and orientations (R2 × S1). An
OS transformation of the image f (called Uf ) is created by correlating the image
with an anisotropic wavelet ψθ with orientation θ:

Uf (x, θ) = (Rθ(ψ) ? f)(x) =
∫
R2
ψ(Rθ

−1(y− x))f(y)dy,

where Rθ is the 2D counter-clockwise rotation matrix over angle θ, the overline
denotes complex conjugation, and ? denotes correlation. Within this domain of
OSs, a rotating frame of reference {eξ, eη, eθ} is defined as eξ = (cos θ, sin θ, 0),
eη = (− sin θ, cos θ, 0) and eθ = (0, 0, 1). As a result, eξ points in the spatial
direction aligned with the kernel used at layer θ.

In principle any type of anisotropic wavelets can be used to construct OSs. In
this chapter, cake wavelets [53, 55] are used for ψ (see Section 2.2.1). Unlike com-
mon Gabor wavelets, cake wavelets allow for a stable inverse transformation, and
they capture the information at all scales. Cake wavelets can be either single-sided
or double-sided wavelets. Considering the 2π-periodic behaviour of a bifurcation,
single-sided cake wavelets are exploited for the detection of bifurcations. The
reader is referred to Figure 6 in [61] for more detail.

3.2.2 Orientation Scores-based Junction Detection

Before doing any analysis, the images are prepared in a preprocessing step. A
mask covering the field of view is estimated by using the red channel of the color
retinal image. Then, illumination equalization (as proposed by [105] and used in
Section 2.3.1) is performed on the green channel resulting in uniform luminosity
within the field of view. Figure 3.1a and 3.1b show the image before and after this
preprocessing step, respectively.

After preprocessing, the discrete OS is constructed with 24 orientations (from
0 to 2π) using the real part of the single-sided cake wavelets. Figure 3.1c shows
the lifted image at 12 orientations. Subsequently, the sign of OS is changed, in
order to have high response at blood vessels (the blood vessels have a darker inten-
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sity compared to the background). Then for every location x, a set of dominant
orientations (response maxima) is determined in each orientation column Uf (x, ·).
The set of dominant orientations is given by:

{α | ∀ θ ∈ [α− π

6 , α+ π

6 ] : Uf (x, θ) ≤ Uf (x, α)}. (3.1)

The score of the dominant orientations should be larger than threshold t = 1.2σ
(with σ the standard deviation of Uf ), resulting in the set {αi}i∈{1,2,..,n} with n
dominant orientations, ordered on their score in decreasing order. Figure 3.2 shows

(a) (b)

x
y

θ

(c) (d) (e)

Figure 3.1 – (a) The input image, (b) the preprocessed image in the green channel, (c)
construction of OS in 12 orientations, (d) candidate selection, and (e) classification to
bifurcations (orange) and crossings (blue).

a visualization of the OS around a bifurcation point, and the detected dominant
orientations. With these dominant orientations, a junction likelihood map L3(x) =
Uf (x, α3) is constructed (L3 = 0 if n < 3). Subsequently, candidate junctions
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are detected as points that are a global maximum in a local disk neighborhood
(around x) of radius 100 µm in L3, see Figure 3.1d. After selecting the candidate

(a)

π
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3π
2 2π

θ
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(b)

θ

xy

(c)

Figure 3.2 – The orientation column Uf (x, ·) at a bifurcation point is (a) overlayed on an
image with a polar plot, and (b) plotted against the orientation θ, where the dominant
orientations αi are depicted in red points. (c) A volume rendering of the OS Uf .

junctions, the following features are extracted at these points to eliminate incorrect
junctions: BlurredPropMaps, FrameShift, TrackLength and Profit. These features
are described in the following.

In addition to the junction likelihood map L3, a vessel likelihood map L2(x) =
Uf (x, α2) is constructed, see Figure 3.3. It is worth mentioning that this is similar
to the feature defined in Section 2.3.2 (second local maximum intensity projection)
for vessel segmentation. The surrounding of the candidates is taken into consid-
eration, by applying Gaussian blurring on L2 and L3 with standard deviations 0,
50, 100, 150, 200, and 400 µm, resulting in the BlurredPropMaps feature vector
with length 12.

For extracting the next feature, each θ-layer in the OS is shifted in ξ-direction
via Ushiftf (x, y, θ) = Uf (x + ρ cos θ, y + ρ sin θ, θ), with ρ = −100 µm. Spatial

(a) (b) (c) (d)

Figure 3.3 – (a) Image patch, (b) vessel likelihood map L2, (c) junction likelihood map
L3, and (d) detected orientations (colored according to their orientation).

3

39



3.2. Automatic Junction Detection Approach

anisotropic Gaussian blurring is applied on the shifted OS with standard deviations
of 200 and 100 µm in ξ and η direction, respectively. The feature FrameShift is
defined as the average value at the dominant orientations in this blurred and
shifted OS.

Two other features are extracted via a basic vessel tracking procedure. For each
candidate location x and dominant orientation αi, we start tracking by stepping
forward in ξ-direction in the corresponding θ-layer and the one above and below
the current layer. The step resulting in the maximum response in Uf is taken as
a new seed point. This process is repeated until 10 steps are taken, or until the
value is below half threshold t (t = 1.2σ). At junctions at least three tracks are
found in contrast to normal vessels. The quality of the tracks can be quantified
by the summation of the score over the track (Profit) and the length of the track
(TrackLength). So, these two features are high at junctions, and low at vessels and
other structures.

As a final feature, the smallest eigenvalue λ2 of the Hessian (computed on
input image f) is extracted. The Hessian is constructed using Gaussian derivatives
with a standard deviation of 100 µm. At bifurcations and crossings the principal
curvatures at both directions are high since there are tubular structures in two or
more directions. Therefore, the smallest eigenvalue of the Hessian matrix has a
high value at junctions.

Using these features, a classifier is trained to classify the detected candidate
locations to junction/non-junction points. A neural network classifier with two
hidden layers, each containing 66 nodes resulted in the best performance.

3.2.3 Skeleton-based Junction Detection

This step starts with the segmentation of the vasculature. To this end, two state-
of-the-art algorithms are applied: the ones proposed by Soares et al. [98], and by
Abbasi-Sureshjani et al. [97] (presented in Chapter 2). Next, small foreground
components are deleted and small holes in the segmentation are filled. From this
segmentation, the skeleton is extracted by morphological thinning. Subsequently,
junctions are detected as branch points in the skeleton, using the method proposed
by Olsen et al. [114]. Close junctions are merged to remove double detected
junctions.
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3.2.4 Fusion Step

The fusion step finds the best combination of the two previous approaches. Let
A and B be respectively the set of candidate junctions and the final classification
results of the OS-based method. Let C be the resulting set of junctions obtained
with the skeleton approach. Then, we use the union A ∪ C as candidates for
classification. The classification results hereof define the set D. The final set of
junctions is then defined by E = D∪(A∩C), i.e. the union of the classification result
(D) and the “consensus” between the OS and skeleton method (A ∩ C). Finally,
the number of dominant orientations n for each junction is used to distinguish
between crossings and bifurcations, see Figure 3.1e.

3.2.5 Results and Discussion

Two data sets are used to validate the method: the public DRIVE database [107]
that includes 40 color (RGB) images with a resolution of 565 × 584 px (≈ 25
µm/px) and a 45◦ field of view (FOV); and the public IOSTAR database1 includ-
ing 24 Scanning Laser Ophthalmoscope (SLO) images using green and infrared
lasers. The images were taken with an EasyScan camera with a 1024 × 1024 px
(≈ 14 µm/px) resolution, and a 45◦ FOV. Bifurcations and crossovers have been
annotated and corrected by three different experts for both data sets2 (see Ap-
pendix). On average there are 100 bifurcations and 30 crossings per image in the
DRIVE and 55 bifurcations and 23 crossings in the IOSTAR data set.

In order to compare the performance of the proposed method, the true posi-
tives (TP), false positives (FP), and false negative (FN) are measured. Detected
junctions within a radius of 200 µm of a ground truth annotation are considered as
TPs. These measures are used to obtain the Sensitivity (SN), and Precision (PR),
which are combined into the F1-score. Table 3.1 gives an overview of the perfor-
mance measurements and computation times (t) of different sub-routines (OS and
Skeleton), the complete BICROS method and one of the state-of-the-art method
proposed in [116], separately. To this end, we train a set of COSFIRE filters for
both data sets as proposed in their work. OS and Skeleton refer to the OSs-based
and the skeleton-based junction detection routines, respectively. Best scores for
methods are in boldface. As seen in this table, the OS routine (OS), which is not
dependent on the vessel segmentation, results in the best precision. On the other

1Provided by i-Optics B.V., the Netherlands.
2Available at: http://www.retinacheck.org/datasets
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hand, the combination of this approach with Skeleton in the BICROS method re-
sults in the highest F1-score for both data sets. For the DRIVE data set the best
performance is obtained when using the vessel segmentation method proposed by
[98], while for the IOSTAR data set using the method proposed by [97] results in
better performance because this vessel segmentation method is mainly designed for
SLO images. The computation times are measured on a PC with Intel R© CoreTM

i5-750 processor with 2.67 GHz clock speed and 4 GB RAM memory for a retinal
image with resolution 565 × 584 px. These times exclude the computation time
for vessel segmentation.

Table 3.1 – Comparison of the junction detection results

Method t (s)
Segmentation DRIVE IOSTAR

Method PR SN F1-score PR SN F1-score
OS (B) 20 − 0.81 0.54 0.64 0.77 0.40 0.51
Skeleton (C) 0.35 Soares [98] 0.73 0.55 0.62 0.38 0.65 0.47

Abbasi-Sureshjani [97] 0.72 0.54 0.61 0.60 0.60 0.60
BICROS (E) 21 Soares [98] 0.75 0.61 0.67 0.47 0.60 0.52

Abbasi-Sureshjani [97] 0.75 0.61 0.66 0.67 0.57 0.61
COSFIRE [116] 90 Soares [98] 0.40 0.74 0.52 0.63 0.33 0.43

We also trained a separate bifurcation/ crossover classifier and we evaluated
it using only the TP junctions. From these TPs, we label the bifurcations as
negatives, and the crossovers as positives. This classifier achieves a sensitivity
of 0.59, a specificity of 0.91, and an accuracy of 0.83 on the DRIVE data set,
and a sensitivity of 0.67, a specificity of 0.93, and an accuracy of 0.83 on the
IOSTAR data set. The specificity is higher than the sensitivity, because some of
the crossings are classified as bifurcations. In these cases, the fourth branch of the
junction is not detected. However, the high accuracy emphasizes the strength of
our method.

3.3 Assessment of Bifurcation Features

In this section, after introducing some informative geometrical properties at bifur-
cation points, the statistical analysis for studying the influence of several diseases
on these biomarkers are presented and discussed in detail. All the junction detec-
tion and feature extraction steps are integrated into the Retina Health Information
and NOtification (RHINO) [119, 120] software. This software has been designed
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and developed in the RetinaCheck Project3, in order to assess several important
biomarkers characterizing dynamic properties of retinal vessels. In addition to
the bifurcation geometrical properties, other features such as vessel width, frac-
tal dimension, vessel tortuosity and microaneurysm counts are measured in this
framework. We only investigate the bifurcation properties (for arteries and veins
separately) in this section. The artery-vein labelling of the vessels is also done in
the RHINO software.

3.3.1 Bifurcation Biomarkers

At a bifurcation, a stream of blood divides into two separate streams, and a
parent vessel with diameter d0 divides into two daughter branches: a larger one,
having a diameter of d1 and a smaller branch with a diameter of d2 (d0 > d1 ≥
d2). In addition to the widths, the branching angles describe the geometrics of
a bifurcation. These angles include the total branching angle (θ) and the angles
of the larger and smaller segments (θ1 and θ2, so that θ = θ1 + θ2), respectively.
The basic features that characterise a vessel bifurcation are shown in Figure 3.4.
In addition to these properties, several other criteria have been introduced in the

d0 > d1 � d2

d0
d1

d2
✓1

✓2

✓ = ✓1
+ ✓2

Figure 3.4 – The diameters and angles of the parent vessel and the daughter vessels at a
bifurcation point.

literature to study the deviation of the bifurcation properties from the optimal
situation [121]. These criteria include:

bifurcation index (λ) as the ratio between the diameter of the smaller and
larger branch [122], λ = d2/d1;

asymmetry ratio (α) as the ratio between the cross-sectional area of the smaller
and larger branch, α = d2

2/d
2
1;

3http://www.retinacheck.org
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diameter ratios (λ2 & λ1) as the ratio between the diameter of the daughter
branches (d2, d1) to the diameter of the parent vessel, λ1 = d1

d0
and λ2 = d2

d0
;

area ratio (γ) as the sum of the cross sectional areas of the two children divided
by that of the parent segment, γ = (d2

1 + d2
2)/d2

0 [123];
junctional exponent (χ) defined based on the Murray’s law [40] to measure

the optimal relation between the parent vessel diameter and the branches
calibers, dχ0 = dχ1 + dχ2 ; and

optimality parameter (ρ) defined to compute the deviation of junctional expo-
nent from the optimal value of 3 in healthy vascular networks [10, 124–126],
ρ =

√
d3

0 − (d3
1 + d3

2)/d0.

The asymmetry ratio and bifurcation index measure the asymmetry of a bifurca-
tion in terms of the relative diameters of its two branches, and their values change
between 0 (highly asymmetric, d2 � d1) and 1.0 (totally symmetric, d2 = d1) [123].
Since d0 > d1 ≥ d2, the diameter ratios 0 < λ1,2 6 1 represent the fraction by
which the diameter of the parent d0 decreases through a bifurcation site [127].
Finally, as reported by many studies (e.g, [40, 124–126, 128]) the optimal value
for the junctional exponent (χ) in a healthy vascular system equals to 3 (ρ = 1),
as a result of an optimal division of the blood flow to the bifurcations.

3.3.2 Statistical Analysis

Material

Two private data sets are used to perform the statistical analysis. The first data
set (Set 1 ) is part of the Maastricht Study4. This study focuses on Type 2 Di-
abetes Mellitus (T2DM), comprising subjects that live in the southern part of
the Netherlands and aiming to include 10000 participants, which will increase its
statistical power. A full examination of each subject, which lasts within a time
window of 3 months, provides complete medical records including body mass in-
dex, blood pressure, glucose and cholesterol levels, lung function, kidney function,
heart function and fundus photography [129].

We only use a subset of the Maastricht Study data, consisting of the subjects
of whom the retinal vasculature was photographed. The population includes 2728
subjects, 1296 males, and 1332 females, aged between 40 and 76. Using a non-
mydriatic auto fundus camera (Model AFC-230, Nidek) with a 45◦ FOV, all the

4https://www.demaastrichtstudie.nl/research
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retinal images from both eyes and of three different angles were initially taken:
centered on the Optic Disc (OD), centered on the macula or positioned one disc-
diameter temporal to the center of the macula [129]. Only the OD-centered and
the fovea-centered images were used for this study. The bifurcation features of
10249 good quality images were successfully identified. It has detected a total
number of 583684 bifurcations in 5356 fovea-centered images, with an average of
108 bifurcations per image, and 348769 bifurcations in 4893 OD-centered images,
with an average of 71 bifurcations per image.

For the statistical analysis, the subjects are categorized into four different
groups as follows: healthy individuals, Impaired Fasting Glycaemia (IFG), Im-
paired Glucose Tolerance (IGT), and T2DM. IGT and IFG are intermediate
conditions in the transition between normality and diabetes. IFG is diagnosed
when the fasting blood glucose level is higher than the normal range, but does not
rise abnormally postprandial. IGT is diagnosed when the blood glucose level at 2
hours during an oral glucose tolerance test is higher than the normal range, but
not high enough to diagnose T2DM [5].

The second data set (Set 2 ) is a private set that includes information about
chronic systemic diseases, such as hypertension, heart and pulmonary diseases.
This set includes 464 participants, 328 females and 136 males, aged between 8 and
77. Among 928 SLO and OD-centered images (one from the right eye and one
from the left), 55 images were excluded due to their poor quality. Hence, for the
873 final images, a total number of 105592 bifurcations were identified, with an
average of 120 bifurcations per image.

Statistical Analysis Method

The IBM SPSS Statistics 23.0 software is used for the statistical analysis. For
both datasets, a linear regression analysis is performed to investigate the influence
of different diseases (the stages of diabetes for Set 1 or hypertension, heart and
pulmonary diseases for Set 2 ) on the bifurcation features, compared to the healthy
individuals. In general, the linear regression analysis explores the relationship
between a quantitative outcome and a quantitative explanatory variable. The p-
value of a test determines how confidently the changes in the explanatory variable
are associated with the changes in the outcome. If the p-value is less than a
significance level (i.e., p < 0.05), then it means that the explanatory variable
reflects the characteristics of the outcome significantly. On the other hand, the
regression coefficient, β-value, is interpreted as the change (increase or decrease
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depending on the sign) in the average outcome when the explanatory variable
increases by one unit [130].

3.3.3 Results and Discussion

After an extensive statistical analysis on the average, median and standard devia-
tion of each of the features measured for different data sets (Set 1 or Set 2 ), eyes
(left or right), angles (OD- or fovea-centered), and vessel types (arteries or veins),
the results are corrected for age and gender. A summary of all the observations is
presented in the following.

Set 1

• There are significant changes in the participants’ vascular geometry at
IFG and IGT stages (p < 0.05), in opposite directions (β-value signs).

• For the T2DM category, the results did not indicate any significant
changes in width- or angle-based features, while other studies have con-
cluded the opposite [15].

• The main biomarkers reflecting the significant associations in pre-diabetes
stages are λ1, λ2 and γ measured from the veins in OD-centered images.
There are no notable changes in the arterial features.

Set 2

• The heart diseases lead to notable changes in the vessel caliber at bifur-
cations, mainly by increasing (β > 0) the diameters of the first daughter
and the parent vessel. This happens for both arteries and veins.

• The heart diseases also decrease λ and α significantly in veins, i.e., the
venular bifurcations become more asymmetric in patients suffering from
heart diseases. This results in a deviation from the optimal arrangements
in veins, i.e., ρ is affected negatively.

• Hypertension results in a decrease in the widths. This result appears to
be different than the one reported by [15].

• An increase in the angle of the first child and the total angle is also
observed in the hypertension cases.

• In pulmonary diseases, no significant changes are observed in widths.
However, the angles are affected positively for both arteries and veins.
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These results indicate that several diseases (except for the pulmonary diseases)
alter the bifurcation properties, significantly. For most of the diseases, the changes
appear in the vessel calibers, which can be observed from several biomarkers such
as d0, d1, d2, λ, λ1, λ2, α, γ and ρ.

3.4 Conclusion
In this chapter, we propose a fully automatic bifurcation and crossing detection
algorithm called BICROS and a subsequent statistical analysis on the biomarkers
measured at bifurcation points. The BICROS and biomarker measurements are
integrated into the RHINO software, which is designed for extracting different
informative biomarkers from the retinal images.

The BICROS junction detection method is based on the combination of two
main approaches: one designed based on the multi-oriented appearance of a junc-
tion; and the other one based on morphological analysis of the skeleton of vessel
segmentation. Our method is capable of detecting junctions of all vessels includ-
ing the smaller vessels, which are normally missing in vessel segmentations, with
a high performance. It discriminates between crossings and bifurcations with high
accuracy. The proposed method outperforms state-of-the-art techniques on both
color and noisy SLO retinal images in a shorter time. Furthermore, the orienta-
tions and the tracks of the branches are provided by our algorithms, which might
be used in other applications such as vascular model extraction or registration
purposes.

In order to validate the influence of systemic diseases on the vasculature net-
work, several geometrical properties are extracted from two private data sets,
which include the retinal images of subjects at different diabetic stages and also
chronic systemic diseases such as hypertension, heart and pulmonary diseases. The
features have been defined in such a way to measure the deviations of the vessel
calibers and angles and generally the geometry of the bifurcations from the optimal
arrangements. The results obtained in a linear regression analysis on these fea-
tures approved the changes in the bifurcation geometry due to different diseases.
Some diseases such as hypertension and heart diseases change the vessel diameters
significantly, while the vessel angels are affected more in pulmonary diseases. Even
though no significant associations were found at the T2DM stage, the results sug-
gest a significant change at the pre-diabetes stages. By extending this statistical
analysis to bigger data sets and correlating the results with additional meta data
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it is possible to draw a precise conclusion on how these or other systemic diseases
alter the blood vasculature system. Moreover, additional biomarkers measured at
crossing points need to be included in order to study other changes such as the
branch retinal vein occlusion (occlusion of the vein) and arteriovenous nicking,
which help in diagnosis of hypertension, arteriosclerosis and stroke.
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4
Analysis of Vessel Connectivities in

Retinal Images by Cortically Inspired
Spectral Clustering

The greatest challenge to any thinker is stating
the problem in a way that will allow a solution.

Bertrand Russell

This chapter is based on:
M. Favali, S. Abbasi-Sureshjani, B. M. ter Haar Romeny, A. Sarti, Analysis of Vessel
Connectivities in Retinal Images by Cortically Inspired Spectral Clustering, Journal of
Mathematical Imaging and Vision, vol. 56, no. 1, pp. 158–172, 2016 [131].
The first two authors contributed equally to this work.



Retinal images provide early signs of diabetic retinopathy, glaucoma and hyper-
tension. These signs can be investigated based on microaneurysms or geometrical
changes in smaller vessels. The diagnostic biomarkers are the change of vessel
widths and angles especially at junctions, which are investigated using the vessel
segmentation or tracking. Vessel paths may also be interrupted; crossings and bi-
furcations may be disconnected. This chapter addresses a novel contextual method
based on the geometry of the primary visual cortex (V1) to study these difficulties.
We have analysed the specific problems at junctions with a connectivity kernel ob-
tained as the fundamental solution of the Fokker–Planck equation, which is usually
used to represent the geometrical structure of multi-orientation cortical connectiv-
ity. By using the spectral clustering on a large local affinity matrix constructed by
both the connectivity kernel and the feature of intensity, the vessels are identified
successfully in a hierarchical topology each representing an individual perceptual
unit.
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4.1 Introduction
Clinical importance of retinal blood vessels Epidemic growth of sys-
temic, cardiovascular and ophthalmologic diseases such as diabetes, hypertension,
glaucoma, and arteriosclerosis [111, 132, 133], their high impact on the qual-
ity of life, and the substantial need for increase in health care resources [8, 45]
indicate the importance of conducting large screening programs for early diagno-
sis and treatment of such diseases. This is impossible without using automated
computer-aided systems because of the large population involved.

The retina is one of the few locations where blood vessels can be directly
monitored non-invasively [3]. Retinal vessels are connected and form a tree-like
structure. The local orientation and intensity of vessels change gradually along
their lengths; however, these local properties may vary highly for different vessels.
Studies show that the quantitative measurement of morphological and geometrical
attributes of retinal vasculature, such as vessel diameter, tortuosity, arteriovenous
ratio and branching pattern and angles are very informative in early diagnosis
and prognosis of several diseases [9–11, 13–16]. More specifically, since two blood
vessels with the same type rarely cross each other and arteries are more likely to
cross over veins, studying the behaviour of blood vessels at crossings for detecting
the branch retinal vein occlusion (occlusion of the vein) and arteriovenous nicking
helps in diagnosis of hypertension (increased arterial blood pressure), arterioscle-
rosis (hardening of arteries) and stroke [134–136]. The other clinically highly
promising but still underrated information is based on studying the smaller ves-
sels, because it is expected that the signs of diseases such as diabetic retinopathy
appear in smaller vessels earlier than in larger ones.

Vessel extraction and its difficulties The vasculature can be extracted
by means of either pixel classification or vessel tracking. Several segmentation
and tracking methods have been proposed in the literature [24, 137, 138]. In
pixel-wise classification approaches image pixels are labeled either as vessel or
non-vessel pixels. Therefore, a vessel likelihood (soft segmentation) or binary map
(hard segmentation) is created for the retinal image. Although the vessel locations
are estimated in these approaches, they do not provide any information about
vessel connectivities. On the contrary, in tracking based approaches, several seed
points are selected and the best connecting paths between them are found [21–
23, 46, 47, 139–143]. The main benefit of vessel tracking approaches is that they
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work at the level of a single vessel segment rather than a single pixel and they try
to find the best path that matches the vessel profile. Therefore, the information
extracted from each vessel segment (e.g., diameter and tortuosity) is more accurate
and reliable.

There are several difficulties for both vessel segmentation and tracking ap-
proaches. Depending on imaging technology and conditions, these images could
be affected by noise in several degrees. Moreover, non-uniform luminosity, drift
in image intensity, low contrast regions and also central vessel reflex make the
vessel detection and tracking complicated. Several image enhancement, normal-
ization and denoising techniques have been developed to tackle these complications
(e.g., [97, 105, 144]).

The tracking methods are often performed exploiting the skeleton of the seg-
mented images. Thus, non-perfect segmentation or wrong skeleton extraction re-
sults in topological tracing errors e.g., disconnections and non-complete subtrees
as discussed in several methods proposed in the literature [22, 23, 25, 46, 47]. Typ-
ical non-perfections include missing small vessels, wrongly merged parallel vessels,
disconnected or broken up vessel segments and the presence of spur branches in
thinning. Moreover, the greater difficulty arises at junctions and crossovers: small
arteriovenous crossing angles, complex junctions when several junctions are close
together, or presence of a bifurcation next to a crossing makes the centerline ex-
traction and tracing challenging. These difficulties are mentioned as the tracking
limitations in the literature. Some of these challenging cases are depicted in Fig-
ure 4.1 with their corresponding artery-vein ground truth labels. Arteries and
veins are annotated in red and blue colors respectively. The green color represents
the crossing and the types of the white vessels are not known.

Gestalt theory and cortically-inspired spectral clustering Visual
tasks like image segmentation and grouping can be explained with the theory of the
Berliner Gestalt psychology, that proposed local and global laws to describe the
properties of a visual stimulus [49, 50]. In particular, the laws of good continuation,
closure and proximity have a central role in the individuation of perceptual units
in the visual space, see Figure 4.2. In [146] perceptual grouping was considered to
study the problem of finding curves in biomedical images. In order to study the
property of good continuation, Field, Hayes and Hess introduced in [73] the concept
of an association field, that defines which properties the elements of the stimuli
should have to be associated to the same perceptual unit, such as co-linearity
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Figure 4.1 – A sample image selected from the DRIVE data set [107] with centrelines
extracted by applying the morphological skeletonization on the segmented image (top
left), and its corresponding artery-vein ground truth from the RITE data set [145] (top
right). Several difficult cases are highlighted in this figure. C1: complex junction with the
presence of a bifurcation and a crossing with a narrow crossing angle; C2: interrupted
lines and missing small vessels; C3: high curvature vessel; C4: complex junction, a
crossing and bifurcation, wrong thinning at crossing; C5: two nearby parallel vessels
merged as one group; C6: missing small vessel, merged parallel vessels and interrupted
segment.

and co-circularity. In [147] Bosking showed how the rules of association fields
are implemented in the primary visual cortex (V1), where neurons with similar
orientation are connected with long-range horizontal connectivity. A geometric
model of the association fields based on the functional organization of V1 has been
proposed in [66]. This geometric approach is part of the research line proposed by
[67, 148–152] and applications to image processing can be found in [102, 153, 154].

In this chapter, a novel mathematical model based on this geometry has been
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Figure 4.2 – Examples of (a) good continuation, (b) closure and (c) proximity Gestalt
laws.

applied to the analysis of retinal images to overcome the above mentioned connec-
tivity problems in vessel tracking. The proposed method represents an engineering
application of segmenting and representing blood vessels inspired by the modeling
of the visual cortex. This shows how these models can be applied to the analy-
sis of medical images and how these two fields can be reciprocally used to better
understand and reinforce each other.

This method, which is not dependent on centreline extraction, is based on
the fact that in arteriovenous crossings there is a continuity in orientation and
intensity of the artery and vein respectively, i.e., the local variation of orientation
and intensity of individual vessels is very low. The proposed method models the
connectivity as the fundamental solution of the Fokker–Planck equation, which
matches the statistical distribution of edge co-occurrence in natural images and is
a good model of the cortical connectivity [155].

Starting from this connectivity kernel and considering the Euclidean distance
between intensities of blood vessels, we build the normalized affinity matrix. Since
at crossings the vessels have different intensities (types), including this feature
in the construction of the affinity matrix adds more discriminative information.
This spectral approach, first proposed for image processing, is inspired by [79–
82]. Moreover, recent results of [83] show how the spectral analysis could actually
be implemented by the neural population dynamics of V1. Finally, we use a
spectral clustering algorithm to find and group the eigenvectors linked to the
highest eigenvalues of the affinity matrix. We will describe how these groups
represent different perceptual units (vessels) in retinal images. Originally, the
spectral clustering was exploited for good continuation, closure and proximity, see
Figure 4.2. It excelled in finding connections, e.g., broken vessel segments. In
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this chapter, we go further by solving many challenges at vessel crossings and
bifurcations.

Chapter structure The remainder of this chapter is organized as follows.
In Section 4.2, after describing the geometry of the functional architecture of the
primary visual cortex, it is explained in detail how to lift the stimulus in cortical
space using a specific wavelet transform. This lifting converts the image from the
space of positions (R2) to the joint space of positions and orientations (R2 × S1).
Then the connectivity kernel and the construction of the affinity matrix based
on this kernel and the intensity is described. Next step is the spectral clustering
algorithm, that is used to extract the grouping information of the stimuli, explained
in Section 4.3. The experiments applied on retinal images are explained step by
step and the results are presented in Section 4.4. Finally, the chapter is concluded
in Section 4.5 by briefly summarizing the proposed method, discussing its strengths
in preserving the connectivities in the retinal vasculature network and proposing
potential improvements as future work.

4.2 Geometry of Primary Visual Cortex

4.2.1 Lifting of the Stimulus in the Cortical Space

In this section we recall the structure of the geometry of the primary visual cortex.
Hubel and Wiesel [51] first discovered that the visual cortex is organized in a
hypercolumnar structure, where each point corresponds to a simple cell sensitive
to a stimulus positioned in (x, y) and orientation θ. In other words, simple cells
extract the orientation information at all locations and send a multi-orientation
field to higher levels in the brain. Also, it is well known that objects with different
orientations can be identified by the brain even when they are partly occluded,
noisy or interrupted [48].

Motivated by these findings, a new transformation was proposed [54, 55], to lift
all elongated structures in 2D images to a new space of positions and orientations
(R2×S1) using elongated and oriented wavelets (please see Section 2.2). By lifting
the stimulus, multiple orientations per position could be detected. Thus, crossing
and bifurcating lines are disentangled into separate layers corresponding to their
orientations.

For lifting the stimulus and constructing the higher dimension representation,
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Uf : SE(2) → C, the input image f(x, y) is correlated with the anisotropic cake
wavelet ψ [54, 55, 59]:

Uf (x, θ) = (Rθ(ψ) ? f)(x) =
∫
R2
ψ(R−1

θ (y− x))f(y)dy, (4.1)

where Rθ is the 2D counter-clockwise rotation matrix and the overline denotes
the complex conjugate. Recalling Section 2.2.1, the cake wavelets are directional
wavelets similar to the Gabor wavelets [53, 102]. They have quadratic property in
the direction orthogonal to the structures to be detected, meaning that the real
part contains information about the locally even structures, e.g., ridges, and the
imaginary part contains information about the locally odd structures, e.g., edges.
Despite Gabor wavelets, cake wavelets uniformly cover the entire frequency domain
and they ensure that the information at all scales are preserved in transformation;
so they allow for a stable inverse transformation.

Using the orientation score transformation and considering only one orienta-
tion per position (the orientation with highest transformation response), the points
of a curve γ = (x, y) are lifted to new cortical curves and are described in the space
(x, y, θ):

(x, y)→ (x, y, θ).

These curves have been modelled in [66] as integral curves of suitable vector fields:

~X1 = (cos θ, sin θ, 0);
~X2 = (0, 0, 1). (4.2)

The points of the lifted curves are connected by integral curves of these two vector
fields such that:

γ : R→ SE(2),

γ(s) = (x(s), y(s), θ(s)),

γ′(s) = (k1(s) ~X1 + k2(s) ~X2)(γ(s)),

γ(0) = 0. (4.3)

These curves projected on the 2D cortical plane represent a good model of the
association fields, as described in [66] (see Figure 4.3).

In order to include the intensity term, we use the Euclidean distance between
the intensities of two corresponding points. If f(x, y) represents the image intensity
at position (x, y), the stimulus is lifted to the extended 4-dimensional feature space:

(x, y, θ)→ (x, y, θ, f(x, y)).
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Figure 4.3 – (a) The integral curves of the vector fields X1 and X2 in the (x,y,θ) space.
In blue the projections of the integral curves on the xy plane. (b) The distribution of
the integral curves, modeling the connectivity between points.

An admissible curve in this space is defined as the solution of the following differ-
ential equation:

γ′(s) = (k1(s) ~X1 + k2(s) ~X2 + k4(s) ~X4)(γ(s)),

γ(0) = (x1, y1, θ1, f1), (4.4)

γ(1) = (x2, y2, θ2, f2),

where the vector fields are:

~X1 = (cos θ, sin θ, 0, 0),
~X2 = (0, 0, 1, 0), (4.5)
~X4 = (0, 0, 0, 1),

and the coefficients k1 and k2 represent a distance in the (x, y, θ) domain and k4 is
a Euclidean distance. Starting from these vector fields we can model the cortical
connectivity.

4.2.2 The Connectivity Kernels

The cortical connectivity can be modelled as the probability of connecting two
points in the cortex and is represented by the stochastic counterpart of the curves
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in Equation4.3:

(x′, y′, θ′) = ~X1 +N(0, σ2) ~X2 (4.6)

where N(0, σ2) is a normally distributed variable with zero mean and variance
equal to σ2.

This process, first described in [67], is discussed in [68, 69, 75, 76]. We denote
v the probability density to find a particle at the point (x, y) considering that it
started from a given location (x′, y′) and that it is moving with some known veloc-
ity. This probability density satisfies a deterministic equation known in literature
as the Kolmogorov forward equation or Fokker–Planck equation:

∂tv = X1v + σ2X22v,

where X1 is the directional derivative cos(θ)∂x + sin(θ)∂y and X22 = ∂θθ is the
second order derivative.

This equation has been widely used in different fields [68, 69, 76, 102]. In [75]
its stationary counterpart was proposed to model the probability of co-occurrence
of contours in natural images. The Fokker–Planck operator has a nonnegative
fundamental solution Γ1 that satisfies:

X1Γ1((x, y, θ), (x′, y′, θ′)) + σ2X22Γ1((x, y, θ), (x′, y′, θ′)) = δ(x, y, θ),

which is not symmetric. The connectivity kernel ω1 obtained by symmetrization
of the Fokker–Planck fundamental solution is:

ω1((x, y, θ), (x′, y′, θ′)) = 1
2(Γ1((x, y, θ), (x′, y′, θ′)) + Γ1((x′, y′, θ′), (x, y, θ)).

In order to measure the distances between intensities, we introduce the kernel
ω2(fi, fj), where fi corresponds to the intensity value at location (xi, yi), i.e.,
fi = f(xi, yi). This new intensity kernel is obtained as:

ω2(fi, fj) = e−
1
2 (
fi−fj
σ2

)2
. (4.7)

The final connectivity kernel can be written as the product (as these are prob-
abilities) of the two components:

ωf ((xi, yi, θi, fi), (xj , yj , θj , fj)) = ω1 ((xi, yi, θi), (xj , yj , θj))ω2(fi, fj). (4.8)
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4.2.3 Affinity Matrix

Starting from the connectivity kernel defined previously, it is possible to extract
perceptual units from images by means of spectral analysis of suitable affinity ma-
trices. The eigenvectors with the highest eigenvalues are linked to the most salient
objects in the scene [79]. The connectivity is represented by a real symmetric
matrix Ai,j :

Ai,j = ωf ((xi, yi, θi, fi), (xj , yj , θj , fj)) (4.9)

that contains the connectivity information between all the lifted points. The eigen-
vectors of the affinity matrix are interpreted as perceptual units [83].

4.3 Spectral Analysis
The goal of clustering is to divide the data points into several groups such that
points in the same group are similar and points in different groups are dissimilar
to each other. The cognitive task of visual grouping can be considered as a form of
clustering, with which it is possible to separate points in different groups according
to their similarities. In order to perform visual grouping, we will use the spectral
clustering algorithm. Traditional clustering algorithms, such as K-means, are not
able to resolve this problem [156]. In recent years, different techniques have been
presented to overcome the performance of the traditional algorithms, in particular
spectral analysis techniques. It is widely known that these techniques can be used
for data partitioning and image segmentation [79–81, 157] and they outperform
the traditional approaches. Above that, they are simple to implement and can be
solved efficiently by standard linear algebra methods [158]. In the next section we
will describe the spectral clustering algorithm used in the numerical simulations
of this chapter.

4.3.1 Spectral Clustering Technique

Different algorithms based on the theory of graphs have been proposed to perform
clustering. In [79] it has been shown how the edge weights {aij}i,j=1,...n of a
weighted graph describe an affinity matrix A. This matrix contains information
about the correct segmentation and will identify perceptual units in the scene,
where the salient objects will correspond to the eigenvectors with the highest
eigenvalues. Even though it works successfully in many examples, in [81] it has
been demonstrated that this algorithm also can lead to clustering errors. In [158]

4

59



4.3. Spectral Analysis

and [157] the algorithm is improved considering the normalized affinity matrix. In
particular we will use the normalization described in [157]. Defining the diagonal
matrix D as formed by the sum of the edge weights (representing the degrees of
the nodes, di =

∑n
j=1 aij), the normalized affinity matrix is obtained as:

P = D−1A. (4.10)

This stochastic matrix P represents the transition probability of a random walk in
a graph. It has real eigenvalues {λj}j=1,...n where 0 ≤ λj ≤ 1, and its eigenvectors
{ui}i=1,...K , related to the K largest eigenvalues λ1 ≥ λ2 ≥ ... ≥ λK , represent a
solution of the clustering problem [158]. The value of K determines the number of
eigenvalues and eigenvectors considered informative.

The important step is selecting the best value of K, which can be done by defin-
ing an a-priori significance threshold ε for the decreasingly ordered eigenvalues λi,
so that λi > 1− ε,∀ 1 ≤ i ≤ K. However, selecting the best ε value is not always
trivial, and the clustering results get very sensitive to this parameter in many
cases. Hence, considering the diffusion map approach of [82] and following the
idea of [159], using an auxiliary diffusion parameter (τ , big positive integer value)
to obtain the exponentiated spectrum {λτi }i=1,...n, the gap between exponentiated
eigenvalues increases and sensitivity to the threshold value decreases very much.
Using this new spectrum, yields to the stochastic matrix P τ , that represents the
transition matrix of a random walk in defined τ steps. The difference between
thresholding the eigenvalues directly or the exponentiated spectrum is shown in
an example in Figure 4.4. As seen in this figure, selecting the best discriminative
threshold value for the eigenvectors (Figure 4.4c) is not easy, while with the ex-
ponentiated spectrum (Figure 4.4d) the threshold value can be selected in a wide
range (e.g., 0.05 ≤ 1 − ε ≤ 0.9). The value of τ need to be selected as a large
positive integer number (e.g., 150). After selecting the value of K, the number of
clusters is automatically determined using Algorithm 1.

Possible neural implementations of the algorithm are discussed in [159]. Par-
ticularly, in [160, 161] an implementation of the spectral analysis is described as a
mean-field neural computation. Principal eigenvectors emerge as symmetry break-
ing of the stationary solutions of mean field equations. In addition, in [83] it is
shown that in the presence of a visual stimulus the emerging eigenvectors are linked
to visual perceptual units, obtained from a spectral clustering on excited connec-
tivity kernels. In the next section, the application of this algorithm in obtaining
the vessel clustering in retinal images will be presented.
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Figure 4.4 – (a) A sample image patch at a crossing, (b) its affinity matrix (A) built upon a
connectivity measure, (c) the eigenvalues (λi, i = 1, ...n) of the normalized affinity matrix
(P ) and the threshold value (1 − ε = 0.7), represented in red. (d) The exponentiated
spectrum (λτi , i = 1, ...n) with τ = 150 and threshold value of 0.7 in red.

Algorithm 1 Spectral clustering algorithm
1: Define the affinity matrix Ai,j from the connectivity kernel.
2: Evaluate the normalized affinity matrix: P = D−1A.

3: Solve the eigenvalue problem Pui = λiui, where the order of i is such that λi is
decreasing.

4: Define the thresholds ε, τ and find the largest integer K such that λτi > 1 − ε,
i = 1, . . . ,K.

5: Let U be the matrix containing the vectors u1, . . . , uK as columns.
6: Assign to each of n pixels the corresponding cluster number as ki = argmaxj{uj(i)}

with j ∈ {1, . . . ,K} and i = 1, . . . , n.
7: Find and remove the clusters that contain less than a minimum cluster size elements.
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4.4 Experiments and Results
In this section, the steps proposed for analyzing the connectivities of blood ves-
sels in retinal images and validating the method are described. In addition, the
parameter settings and the obtained results are discussed in detail.

4.4.1 Proposed Technique

In order to prove the reliability of the method in retrieving the connectivity infor-
mation in 2D retinal images, several challenging and problematic image patches
around junctions are selected. First step before detecting the junctions and select-
ing the image patches around them, is to apply preconditioning on the green chan-
nel (I) of a color fundus retinal image. As previously mentioned in Section 2.3, the
green channel provides a higher contrast between vessels and background and it is
widely used in retinal image analysis. The preconditioning includes: (a) removing
the non-uniform luminosity and contrast variability using the method proposed by
[105]; (b) removing the high frequency contents; and (c) denoising using the non-
linear enhancement in SE(2) as proposed by [97] (presented in Section 2.3.1). A
sample color image before and after preconditioning (Ienh) are shown in Figure 4.5a
and 4.5b respectively.

In next step, soft (Isoft) and hard (Ihard) segmentations are obtained using
the BIMSO (biologically-inspired multi-scale and multi-orientation) method for
segmenting Ienh as proposed by [97] (Chapter 2). These images are shown in
Figure 4.5c and 4.5d respectively. The hard segmentation is used for detecting the
junctions and selecting several patches with different sizes around them; while soft
segmentation is used later in connectivity analysis.

In order to find the junction locations automatically, the skeleton of Ihard

is produced using the morphological skeletonization technique. The method pro-
posed by [114] is applied on this skeleton and the junction locations are determined
as shown in Figure 4.5e. Using the determined locations, several image patches
with similar sizes (10 pixels) are selected at first stage. However, as seen in Fig-
ure 4.5e, some of the junctions are very close to each other and their distances
are smaller than 5 pixels. For these junctions, a new patch including both nearby
junctions (with a size equal to three times the distance between them) is consid-
ered, and its center is used for finding the distance of this new patch with the other
ones. These steps are repeated until no more merging is possible or the patch size
reaches the maximum possible size (we assumed 100 pixels as the maximum possi-
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ble value). Thus, all nearby junctions are grouped in order to decrease the number
of patches that overlap in a great extent. This results in having m different patch
sizes (sp), where 10 ≤ sp ≤ 100 and 1 ≤ p ≤ m. These patches could include more
than one junction all over the image. Figure 4.5f shows the junction locations and
the corresponding selected patches overlaying on artery-vein ground truth.

In order to analyze the vessel connectivities for each image patch (Ip, 1 ≤ p ≤
m), we need to extract the location (x, y), orientation (θ) and intensity (f(x, y)) of
vessel pixels in these patches. Hence for each group of junctions (patches) with the
size sp, two patches from Ienh and Isoft are selected, called Ienh,p and Isoft,p respec-
tively. Then Isoft,p is thresholded locally to obtain a new hard segmented image
patch (called Ihard,p). This new segmented image patch is different from selecting
the corresponding patch from Ihard, because Ihard was obtained by thresholding
the entire Isoft using one global threshold value, but this is not appropriate at all
regions. If there are regions with tiny vessels with a low contrast (often they get
a very low probability of being vessel pixels), they are normally removed in the
global thresholding approach. Accordingly, wrong thresholding leads into wrong
tracking results. For instance, C1, C2, C6 in Figure 4.1 are some sample patches
with missing small vessels. In this work, we selected one threshold value for each
patch specifically using Otsu’s method [162], to keep more information and cover a
wider range of vessel pixels. Consequently, thicker vessels will be created in Ihard,p

and the results will be more accurate.

By knowing the vessel locations (x, y) other information could be extracted for
these locations using Ienh,p. So f(x, y) equals the intensity value in Ienh,p at loca-
tion (x, y). Moreover, by lifting Ienh,p using cake wavelets (see Equation 4.1), at
each location the angle corresponding to the maximum of the negative orientation
response (real part) in the lifted domain is considered as the dominant orientation
(θd(x, y)) as Equation 4.11. The negative response is considered because the blood
vessels in retinal images are darker than the background.

θd(x, y) = argmax
θ∈[0,π]

Re(−Uf (x, y, θ)). (4.11)

Next step is approximating the connectivity kernels. The first kernel (ω1), was
calculated numerically. So the fundamental solution Γ1 was estimated using the
Markov Chain Monte Carlo method [163] by developing random paths based on
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(a) (b)

(c) (d)

(e) (f)

Figure 4.5 – The different steps applied for selecting several image patches around junc-
tions, (a) original RGB image, (b) enhanced image (Ienh), (c) soft segmentation (Isoft),
(d) hard segmentation (Ihard), (e) detected junctions and the skeleton of the segmen-
tation overlaid on the color image, (f) selected patches overlaid on artery-vein ground
truth.
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the numerical solution of Equation 4.6. This solution can be approximated by:
xs+∆s − xs = ∆s cos(θ)

ys+∆s − ys = ∆s sin(θ)

θs+∆s − θs = ∆sN(0, σ)

, s ∈ 0, . . . ,H, (4.12)

where H is the number of steps of the random path and σ is the diffusion constant
(the propagation variance in the θ direction). This finite difference equation is
solved for n (typically 105) times, so n paths are created. Then the estimated
kernel is obtained by averaging all the solutions [83, 164]. An overview of different
possible numerical methods to compute the kernel is explained in [74], where
comparisons are done with the exact solutions derived in [70, 102, 165]. From
these comparisons it follows that the stochastic Monte-Carlo implementation is a
fair and accurate method. The intensity-based kernel (ω2), the final connectivity
kernel (ωf ) and the affinity matrix (A), were calculated using Equation 4.7, 4.8
and 4.9 respectively. Finally, by applying the proposed spectral clustering step in
Section 4.3, the final perceptual units (individual vessels) were obtained for each
patch.

The above-mentioned steps for a sample crossing in a 21× 21 image patch are
presented in Figure 4.6. After enhancing the image (Figure 4.6a), obtaining soft
segmentation (Figure 4.6b) and thresholding it locally (Figure 4.6c), the vessel
locations, intensity and orientation have been extracted. As shown in Figure 4.6d
arteries and veins have different intensities and this difference helps in discrimi-
nating between them. Though, orientation information is the most discriminative
one. The lifted image in SE(2) using the π-periodic cake wavelets in 24 different
orientations is shown in Figure 4.6h. The disentanglement of two crossing vessels
at the junction point can be seen clearly in this figure. The dominant orienta-
tions (θd) for the vessel pixels are also depicted in Figure 4.6e, using line segments
oriented according to the corresponding orientation at each pixel.

In the next step, this contextual information (intensity and orientation) is
used for calculating the connectivity kernel (Figure 4.6i) and the affinity matrix
(Figure 4.6j) as mentioned in Section 4.2. For this numerical simulation, H, n, σ
and σ2 have been set to 7, 100000, 0.05 and 0.1 respectively. Next, by applying the
spectral clustering on the normalized affinity matrix using ε and τ as 0.1 and 150,
only two eigenvalues above the threshold will remain (Figure 4.6k). This means
that there are two main salient perceptual units in this image as it was expected.
These two units are color coded in Figure 4.6f. The corresponding artery and vein
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labels are also depicted in Figure 4.6g, which prove the correctness of the obtained
clustering results.

4.4.2 Validation

To validate the method, the proposed steps were applied on several image patches
of the DRIVE [107] data set. This public data set contains 40 color images with a
resolution of 565× 584 (∼ 25µm/px) and a 45◦ field of view. The selected patches
from each image were manually categorized into the following groups: simple
crossing (category A), simple bifurcation (category B), nearby parallel vessels with
bifurcation (category C), bifurcation next to a crossing (category D) and multiple
bifurcations (category E), and each category narrowed down to 20 image patches.
These patches have different complexities, number of junctions and sizes and they
could contain broken lines, missing small vessels and highly curved vessels. Among
the parameters used in the numerical simulation of the affinity matrix and spectral
clustering step, n, ε and τ are set to fixed values and the other parameters (H, σ
and σ2) are chosen for each patch differently, with the aim of achieving the optimal
results for each case. Automatic parameter selection remains a challenging task
and need to be investigated in future work.

Some sample figures of these cases are depicted in Figure 4.7. For each exam-
ple, the original gray scale enhanced image, hard segmentation (locally thresh-
olded), orientation and intensity information, and finally the clustering result
together with artery-vein labels are depicted (Figure 4.7a to 4.7f respectively).
Although the complexity of these patches is quite different in all cases, the salient
groups are detected successfully. All the vessel pixels grouped as one unit have
similarity in their orientations and intensities, and they follow the law of good
continuation. Therefore, at each bifurcation or crossover point, two groups have
been detected. In this figure, G1 is a good example of a crossing with a small
angle. The method not only differentiates well between vessels crossing each other
even with a small crossing angle, but it also determines the order of vessels, being
at the bottom or passing over in crossover regions. The image patch in G2 is
a good example showing the strength of the method in detecting small vessels.
The detected small vessel in this image is even not annotated in the artery-vein
ground truth. However, this detection is highly dependent on the soft segmented
image and the threshold value used for obtaining the hard segmentation. If the
small vessel is not detected in the soft segmentation or if a high threshold value
is selected, then it also will not be available in the final result. Other cases in
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Figure 4.6 – A sample 21×21 image patch at a crossing: (a) Ienh,p, (b) Isoft,p, (c) Ihard,p,
(d) the differences in intensities are shown in color, (e) each oriented line represents the
orientation at its position, (f) final perceptual units shown in different colors (g) the
ground truth artery and vein labels, (h) lifted image in SE(2), (i) connectivity kernel
(ω2), (j) affinity matrix (A) obtained using both orientation and intensity information,
(k) thresholding the eigenvalues of the normalized affinity matrix.
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this figure are good representations of the robustness of the method against the
presence of a central vessel reflex (as in G3), interrupted lines (as in G10) or even
noise (as in G9). In G9, noisy pixels are detected as individual units which are
not similar to the other groups. They can be differentiated from others based on
their sizes. If there are very few pixels in one group, then it can be considered
as noise and removed. There are also several cases with complex junctions in this
figure. Presence of multiple bifurcations in one image patch, or presence of several
bifurcations close to the crossing points does not lead to wrong grouping results
(as seen in G5, G6, G7, G8 and G10).

The parameters used during the numerical simulations of the image patches
shown in Figure 4.7 and their corresponding sizes are presented in Table 4.1. For
all experiments the values of n, ε and τ were set to 100000, 0.1 and 150 respectively
and they remained constant. The key parameters which are very effective in the

Table 4.1 – The number of steps of random paths (H) and the diffusion constant (σ) used
in numerical simulation of the image patches shown in Figure 4.7 and the corresponding
patch sizes (sp).

Name patch size (px) H σ σ2

G1 21× 21 7 0.02 0.3
G2 21× 21 8 0.03 0.3
G3 41× 41 10 0.03 0.1
G4 39× 39 9 0.03 0.3
G5 33× 33 8 0.03 0.3
G6 51× 51 20 0.03 0.3
G7 71× 71 17 0.07 0.3
G8 73× 73 24 0.03 0.3
G9 89× 89 30 0.03 0.3
G10 97× 97 24 0.03 0.3

final results are H, σ and σ2. H and σ determine the shape of the kernel. Based on
the experiments, the appropriate value for the number of steps of the random path
generation (H) is approximately 1/3 of the image width. Selecting this parameter
correctly is very important in connecting the interrupted lines. The parameters σ
and σ2 which determine the propagation variance in the θ direction and the effect
of the intensity-based similarity term do not have a large sensitivity to variation.
To quantify this, the mean and variance of these two parameters for each of the
above-mentioned categories are calculated and presented in Table 4.2. Since the
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Figure 4.7 – Sample image patches selected from the DRIVE data set. Columns from
left to right present the image patch at the green channel, segmented image, extracted
orientation and intensity, clustering result and the artery-vein labels.
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selected patches have varying sizes and H is dependent on that, this parameter is
not presented in this table. Moreover, to evaluate the performance of the method,
we introduced the Correct Detection Rate (CDR%) as the percentage of correctly
grouped image patches for each category. These values are presented in Table 4.2.
By considering higher number of image patches per category the CDR% values
will be more realistic.

Table 4.2 – The correct detection rate and the mean and variance of σ and σ2 used in
numerical simulation for each category

Category CDR%
σ σ2

mean variance mean variance
A 85 0.032 0.0001 0.28 0.0039
B 95 0.033 ' 0 0.3 ' 0
C 85 0.0269 ' 0 0.22 0.01
D 75 0.035 0.00013 0.248 0.0125
E 95 0.03 ' 0 0.3 ' 0

If there are some high curvature vessels, then depending on their curvature
increasing σ might help in preserving the continuity of the vessel. As an example,
G4 in Figure 4.7 is relatively more curved compared to the other cases, but the
clustering works perfectly in this case. However, for some cases it does not solve
the problem totally, and other kernels need to be considered for preserving the
continuity. An example 49× 49 image patch with a highly curved vessel is shown
in Figure 4.8, where the method fails in clustering the vessels correctly. The
parameters used for this case are H = 16, σ = 0.03 and σ2 = 0.3

Even though the intensities of arteries and veins in the gray scale enhanced
image are very close to each other in some images, adding the intensity term
in calculating the final affinity matrix is crucial. By decreasing the value of σ2,
the distance between intensities gets a higher value and it helps in differentiating
better between the groups. Figure 4.9 represents a sample 67 × 67 image patch,
which includes two nearby parallel vessels with similar orientations. Figure 4.9e
and 4.9f show the correct and wrong clustering results obtained by changing σ2

from 0.3 to 1. All other parameters have not changed (H = 24, σ = 0.02 and
n = 100000). The other important difference between these two results is that the
noisy pixels close to the thicker vessel have been totally removed in the correct
result. Although they seem to be oriented with the thick vessel, their intensities are
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(a) (b) (c) (d)

(e) (f)

Figure 4.8 – Failure of clustering in presence of highly curved vessels. Columns from
left to right: enhanced image; its segmentation; orientation and intensity information;
clustering result and the artery-vein labels.

totally different. Therefore, by increasing the effect of intensity, they are clustered
as several small groups and removed in the final step of the spectral clustering
algorithm.

4.5 Conclusion

In this work, we have presented a novel semi-automatic technique inspired by the
geometry of the primary visual cortex to find and group different perceptual units
in retinal images using spectral methods. Computing eigenvectors of affinity ma-
trices, which are formed using the connectivity kernel, leads to the final grouping.
The connectivity kernel represents the connectivity between all lifted points to
the 4-dimensional feature space of positions, orientations and intensities, and it
presents a good model for the Gestalt law of good continuation. Thus, the percep-
tual units in retinal images are the individual blood vessels having low variation
in their orientations and intensities.

The proposed method allows finding accurate junction positions, which is the
position where two groups meet or cross each other. The main application of these
connectivity analyses would be in modelling the retinal vasculature as a set of tree
networks. The main graph constructed by these trees would be very informative
in analyzing the topological behaviour of retinal vasculature, which is useful in
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Figure 4.9 – The effect of including intensity term in calculating the connectivity kernel.
Columns from left to right: enhanced image; its segmentation; orientation and intensity
information; correct and wrong clustering results; and the artery-vein labels. σ2 = 0.3
and 1 are used for (e) and (f) respectively

diagnosis and prognosis of several diseases especially in automated application in
large-scale screening programs.

The detection of small vessels highly depends on the quality of the soft seg-
mentation, not the hard segmentation. These vessels could easily be differentiated
from noise based on the size of the group. Noisy pixels have random orientations
and intensities and they build smaller groups. Our method represents some limi-
tations at blood vessels with high curvature. One possible solution is to merge the
two detected perceptual units and form one unique unit, if there are no junctions
at these locations. The other stronger extension is to use other kernels that take
into account the curvature of structures in addition to positions and orientations.
Moreover, it is also possible to enrich the affinity matrix with other terms e.g., the
principal curvature of the multiscale Hessian (ridgeness or vesselness similarity)
or the Histogram of Oriented Gradients (HOG) [166] descriptors. These solutions
are potential directions for future research.

With this model we have analyzed many challenging cases, such as bifurca-
tions, crossovers, small and disconnected vessels in retinal vessel segmentations.
These cases not only have been reported to create tracing errors in the state-of-
the-art techniques, but also are very informative for the clinical studies. Based
on the results shown in the numerical simulations, the method is successful in
detecting the salient groups in retinal images, and robust against noise, central
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4.5. Conclusion

vessel reflex, interruptions in vessel segments, presence of multiple junctions in a
small area and presence of nearby parallel vessels. For this reason, this can be
considered as an excellent quantitative model for the constitution of perceptual
units in retinal images. To the best of our knowledge, this is the first time that the
vessel connectivities in such complex situations are solved by one single solution
perfectly.
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5
Retrieving Challenging Vessel Connections
in Retinal Images by Line Co-Occurrence

Statistics

Everything that depends on the action of
nature is by nature as good as it can be.

Aristotle

This chapter is based on:
S. Abbasi-Sureshjani, J. Zhang, R. Duits, B. ter Haar Romeny, Retrieving Challenging
Vessel Connections in Retinal Images by Line Co-Occurrence Statistics. Biological Cy-
bernetics, vol. 111, pp. 237–247, 2017 [167].
S. Abbasi-Sureshjani, J. Zhang, G. Sanguinetti, R. Duits, B. ter Haar Romeny, Geometric
Connectivity Analysis Based on Edge Co-Occurrences in Retinal Images, in Proceedings
of the Ophthalmic Medical Image Analysis, Third International Workshop, Held in Con-
junction with MICCAI, (Athens, Greece), pp. 154–155, October 2016 [168].



Natural images often contain curvilinear structures, which might be disconnected,
or partly occluded. Recovering the missing connection of disconnected structures
is an open issue and needs appropriate geometric reasoning. We propose to find
line co-occurrence statistics from the centerlines of blood vessels in retinal images
and show its remarkable similarity to a well-known probabilistic model for the
connectivity pattern in the primary visual cortex. Furthermore, the probabilistic
model is trained from the data via statistics and used for automated grouping of
interrupted vessels in a spectral clustering based approach. Several challenging
image patches are investigated around junction points, where the successful results
indicate the perfect match of the trained model to the profiles of blood vessels in
retinal images. Also, comparisons among several statistical models obtained from
different data sets reveal their high similarity, i.e., they are independent of the
data set. On top of that the best approximation of the statistical model with the
symmetrized extension of the probabilistic model on the projective line bundle is
found with a least square error smaller than 2%. Apparently, the direction process
on the projective line bundle is a good continuation model for vessels in retinal
images.
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5.1 Introduction
Tracking curvilinear structures Tree-like structures such as the retinal
vasculature, corneal nerve fibers and roads from aerial photographs for cartog-
raphy are widely studied both in quantitative computer-aided diagnosis systems
in large-scale screening programs, and high-volume industrial settings. Delin-
eation of curvilinear structures in these images is essential for investigating their
characteristics. For instance, several studies highlighted the importance of using
quantitative measurements of morphological and geometrical properties of blood
vessels in retinal images for early diagnosis and prognosis of several diseases such
as hypertension and diabetic retinopathy (e.g., [10, 13]).

Despite all improvements in the segmentation of curvilinear structures in two-
dimensional images, the proposed methods often present limitations when two or
more structures branch or cross, or when there are areas with missing information
or interruptions [24]. Consequently, several tracking-based techniques provided
solutions for preserving the connections in tree-shaped networks (e.g., [61, 169–
173]). One of the common approaches has been to manually design cost functions,
which penalized abrupt changes of the contextual features such as orientation,
width and color. These costs were used in later stages in optimization or graph-
theory based techniques for constructing the full retinal vasculature network. In
these methods, not only the cost functions were designed manually and depended
on existing topological structures, but also tracing errors were often created due
to the use of imperfect pixel-based vessel segmentations and skeletons that do not
guarantee the connections among pixels belonging to one vessel.

Geometry of primary visual cortex The human visual system is capa-
ble of interpreting visual scenes and of completing disconnected contours among
interrupted segments, following the Gestalt law of good continuation [50]. Fig-
ure 5.1 represents a sample interrupted phantom image (Figure 5.1a) and the
units detected by our perceptual system in different colors (Figure 5.1b). Inspired
by this capability, a new method was proposed by [131] (presented in Chapter 4)
for resolving the missing and complex connections among blood vessels at junc-
tion points in retinal images. In this approach, first the image is lifted to the
coupled space of positions and orientations using the so-called orientation score
transformation introduced by [55]. The multi-orientation score is augmented with
a contextual affinity matrix inspired by the long-range contextual connections be-
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(a) (b)

Figure 5.1 – (a) A sample image with interrupted segments and (b) the salient units
identified by our perceptual system.

tween the multi-orientation pinwheel structures discovered in the primary visual
cortex (V1) [48, 147]. The affinities in this matrix are augmented by another sim-
ilarity measurement of the feature of intensity and further processed in a spectral
clustering step, which resulted in separate groups each representing one individual
blood vessel.

The cortical connectivity representing the contextual connections in V1 can
be modeled as the fundamental solution of the time-independent Fokker–Planck
(FPK) equation for Mumford’s direction process [66–70]. Another closely related
model for perceptual grouping of local orientations is a hypo-elliptic Brownian
motion, whose FPK equation describes hypo-elliptic diffusion without convection
for the generator [66, 71, 72]. These models explain well the notion of association
fields introduced by [73] as a model for contour integration by the human visual
system for image perception. There exist various numerical approximations, and
exact solutions. For a recent overview and detailed comparison of all the solutions,
see [74] and references therein. Based on this study, the Fourier-based technique
[70] is the best approximation of the exact solution, having the smallest error both
in the spatial and Fourier domains. The second best approximation is provided by
the stochastic method based on the Monte Carlo simulation [163]. The stochastic
solution was used by [131].

Edge statistics in natural images Second- and higher-order edge statistics
are commonly used for representing the mutual relation between connected edges
in natural images. Several studies (e.g., [75–78]) investigated the statistics of
the edges in our surrounding environment and their relation to the adaptation of
connectivity patterns in our perceptual system. These studies showed that the
individual edges are dependent on each other, and the strongest characteristic
determining their connections is their co-circularity relation. In the work by [76],
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the edge statistics for several types of image categories were measured and it was
shown that the resulting patterns were dependent on the structures available in
the images. In a recent study by [78], these low-level edge statistics were used for
a high-level judgmental task successfully. Moreover, [75] showed that there is a
close relation between the statistics of edge co-occurrence and the probabilistic,
geometric model of the cortical connectivity in V1.

Our proposed method We propose to train the probabilistic connectivity
kernel using the line co-occurrence statistics on the lifted space of positions and
(π-periodic) orientations (R2 × P 1) extracted directly from the retinal images.

To this end, we make an adaptation of the direction process to the projective
line bundles in R2×P 1 instead of R2×S1 (the space of positions and 2π-periodic
orientations), as this extension is necessary for comparison of the probabilistic
model to the statistical co-occurrences. By comparing the statistical kernel to
the symmetrized probability kernel, its best approximation resulting in the least
square error is found. In fact, we show the relation between the probabilistic model
of cortical connectivity and the edge statistics in our retinal imaging application
is even closer when including both symmetrization and a projective line bundle
structure. The dependency of the parameters of the statistical kernel with respect
to the data set is also investigated using different retinal image data sets, varying
their resolutions and pixel sizes.

Finally, we show the application of this trained model in retrieving the vessel
connections at locations with complex structures in retinal images. To this end,
an affinity matrix is created based on this statistical model and the similarities
among vessel intensities and is analyzed in a self-tuning spectral clustering tech-
nique [174], which does not need any parameter tuning and manual thresholding
of the eigenvalues. It automatically determines the number of salient groups in the
image by rotating the eigenvectors to create the maximally sparse representation
and by minimizing a clustering cost defined accordingly.

Summarizing, we demonstrate the following points in this chapter:

(a) The statistical line co-occurrence kernel learned from retinal images matches
remarkably well our symmetrized extension of the probabilistic model on the
projective line bundle;

(b) The statistical kernels do not change significantly over different data sets
and are reproducible;
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(c) The low-level line statistics are successfully used to perform the high-level
task of grouping of the interrupted blood vessels in the retinal images auto-
matically;

(d) Mumford’s direction process is a very good stochastic model for connecting
interrupted vessels in segmented retinal images.

Chapter structure The rest of the chapter is structured as follows. In Sec-
tion 5.2, the steps for deriving the line co-occurrences from retinal images and
the theoretical details about modeling the cortical connectivity are described. In
Section 5.3, after introducing the data sets, the resulting line co-occurrences are
presented and compared against each other quantitatively and qualitatively. The
best probability model approximating each kernel is presented afterward. Appli-
cation of the statistical kernel in retinal image analysis is presented at the end
of the section. Finally, the results are discussed and the chapter is concluded in
Section 5.4.

5.2 Methodology
In this section, in addition to introducing the steps for extracting the line co-
occurrences from retinal images, a numerical model of the connectivity kernel is
proposed.

5.2.1 Line Co-occurrence

In order to extract the line co-occurrences from retinal images, a similar approach
as the method of [75] is used. However, there are some differences. We only use
retinal images, which include multiple elongated structures: the vessels; the vessel
centerlines have been used instead of the edges (the resulting kernel is called line co-
occurrences rather than edge co-occurrences), and no line polarity has been taken
into account (i.e., no information about the feature of contrast is included); the
orientation score transformation has been used to find the orientation information
at each point.

Recall that the projective circle P1 is obtained from the normal circle S1 by
identifying antipodal points. The orientation score (OS) transform R2 → R2 ×P1

is obtained by correlating the input image f with rotated isotropic (bi-directional)
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cake wavelets ψ [61, 71] in nθ directions (θ ∈ [−π/2, π/2− π/nθ]) as:

Uf (x, θ) = (Rθ(ψ) ? f)(x) =
∫
R2
ψ(R−1

θ (y− x))f(y)dy, (5.1)

where Rθ is the 2D counter-clockwise rotation matrix, the overline denotes the
complex conjugate and ? denotes the correlation [55]. The cake wavelets (as de-
scribed in Section 2.2.1) are quadratic anisotropic filters similar to the Gabor
wavelets, but unlike them, their summed Fourier transformations cover the entire
frequency domain (up to the Nyquist frequency), making them spatially scale-
independent. Moreover, the invertibility property of the orientation score trans-
formation prevents information loss during the transformation [54, 55]. Therefore,
the cake wavelets are the appropriate choice for lifting the crossing and bifurcating
blood vessels regardless of their varying widths.

The proposed method for finding the line statistics of the images of a data
set S = {I1, I2, . . . , In}, where Ii ∈ R2 is the ith retinal image, is explained step
by step in Algorithm 2. The initial step is to create a set of interest vessel po-
sitions and orientations for each image. To obtain the vessel pixel locations the
vessel ground truth is used, and the binary vessel centerlines (Ic,i, i = 1, . . . , n) are
extracted in a standard morphological thinning approach [175]. So if a pixel at
location (x, y) belongs to a centerline, then Ic,i(x, y) = 1, otherwise Ic,i(x, y) = 0.
If the ground truth is not available, then the vessel segmentation is obtained
using one of the state-of-the-art techniques (e.g., [176]). The orientations at inter-
est centerline positions are obtained by lifting the image using the OS transform
(Step 2), and finding the angles with the maximum response at these locations
(θmi(x) in Step 3). It is worth mentioning that only the real part of the OS has
been considered which acts as a ridge detector on the Gaussian profiles of blood
vessels. Besides, the blood vessels in retinal images are darker compared to the
background. As a result, they get negative responses (large absolute values) in this
transformation. The negative sign used at Step 3 compensates for that. These
centerline locations and their corresponding dominant orientations are later used
in Step 4 to create a set of interest points called Li for each image.

In the next step, pairs of interest points located at less than a certain dis-
tance (d) from each other are used to create a difference set Sdi considering the
translation-invariance property (see Step 5 and Figure 5.2). In order to make the
set rotation-invariant, the relative positions are rotated with respect to the relative
orientations and the shift-twist difference set Qd

i is created in Step 6. This step is
essential in order to achieve the left-invariant property for the statistical kernel in
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SE(2) space.

(xp, yp, ✓p)

(xq, yq, ✓q)

xq � xp

yq � yp

✓q � ✓p

Figure 5.2 – A sample pair of lines with positions and orientations of (xp, yp, θp) and
(xq, yq, θq). The relative positions and orientations are depicted. Adapted from [75,
Figure 1].

By counting the number of occurrences of relative positions and orientations in
Step 7 the statistical kernel per image is created. The statistical kernel of the entire
data set is obtained by accumulating the individual kernels of all the images in
set S. Finally, the kernel is l1-normalized and called the data-driven or statistical
kernel (Step 8). The final dimension of this kernel is (2d+ 1)× (2d+ 1)×nθ. The
parameter d is selected heuristically during experiments.

In another approach, the artery-vein (AV) labels of vessels and the fact that ar-
teries are not directly connected to veins [177] are taken into account. By knowing
these labels, the vessel profiles for arteries and veins are separated and their line co-
occurrences are calculated individually (Kstat

i,A andKstat
i,V ), using the similar steps as

described before. Finally, the artery and vein histograms are added to each other
to find the final histogram for each retinal image (Kstat

i = Kstat
i,A + Kstat

i,V ). This
is a more accurate assumption about the connections among vessel centerlines;
however, it is only possible to use this setup if the AV labels are available. More
details about data sets, parameter settings and results are given in Section 5.3.

5.2.2 Cortical Connectivity in R2 ×P1

Considering Mumford’s direction process in the differential structure of the sub-
Riemannian SE(2) group, the fundamental solution of the FPK equation represents
the probability of having a contour at a certain position and orientation, starting
from a reference position and orientation. In order to model the cortical connectiv-
ity kernel in R2×P1 (projective line bundle), we propose to create the connectivity
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Algorithm 2 The proposed steps for obtaining the line co-occurrence
statistics from a set S of retinal images
1: Obtain the binary vessel centerlines (Ic,i) from the vessel ground truth of each image
Ii ∈ S, (i = 1, . . . , n) by a standard morphological thinning approach.

2: Lift the original image (Ii ∈ R2,∀i = 1, . . . , n) to the rototranslation group
(UIi(x, θ) ∈ R2 × P1) using isotropic cake wavelets rotated in nθ directions in Equa-
tion 5.1 so that θ ∈ {−π/2, . . . ,−π/2 + (π(nθ − 1)/nθ)}.

3: Find the orientation with the highest real value of negative orientation score at each
position x of Ii, (i = 1, . . . , n) as:

θmi(x) = argmax
θ

Re(−UIi(x, θ)).

4: Create a set of interest points for each image by using the vessel centerline locations
(x ∈ R2) and their corresponding dominant orientations (θmi(x)) as:

Li = {(x, θmi(x)) | Ic,i(x) = 1}.

5: Create a difference set defined as:

Sdi = {(xp − xq, θp − θq) | (xp, θp) ∈ Li, (xq, θq) ∈ Li, ‖ xp − xq ‖≤ d}.

6: Create the shift-twist difference set as:

Qdi = {(RT
θ (x), θ) | (x, θ) ∈ Sdi }.

7: Obtain Kstat
i so that

Kstat
i (x, θ) = the number of occurrences of (x, θ) ∈ Qdi .

8: Calculate the total statistical kernel for the entire data set as:

Kstat
total =

n∑
i=1

Kstat
i

and normalize it as:
Kstat = Kstat

total
‖ Kstat

total ‖l1
.
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kernel by adding the solutions of the FPK equation in forward and backward di-
rections in R2 × S1 (for symmetrization) and the π-shifted solutions (for taking
into account the final periodicity). Therefore, the connection probability between
two points in R2 × P1 is obtained by:

kprob ((x, θ), (x′, θ′))

= 1
4

(
Γ
(

(x, θ), (x′, θ′)
)

+ Γ
(

(x′, θ′), (x, θ)
)

+ Γ
(

(x, θ + π), (x′, θ′)
)

+ Γ
(

(x′, θ′ + π), (x, θ)
))

, (5.2)

where Γ is the fundamental solution of the time integrated FPK equation centered
around (x′, θ′) represented as:

Γ
(

(x, θ), (x′, θ′)
)

= RD
α

(
RT
θ (x− x′), θ − θ′

)
(5.3)

with the resolvent kernel RD
α obtained by integrating Green’s function KD

t :
SE(2)→ R+ as:

RD
α (x, θ) = α

∫ ∞
0

KD
t (x, θ)e−αtdt, (5.4)

which is the solution of the following PDE:(
cos θ∂x + sin θ∂y −D∂2

θ − αI
)
RD
α = αδe. (5.5)

In the above equations, RT
θ is the transpose of Rθ as a 2D counter-clockwise

rotation matrix. In a Markov process traveling time is memoryless. The only
continuous memoryless distribution is the negatively exponential distribution T ∼
NE(α) with expected value E(T) = α−1. As P (T = t) = αe−αt, parameter
α plays the role of a decay rate. Moreover, δe is the initial condition equal to
δe = δx0 ⊗ δ

y
0 ⊗ δθ0 , where ⊗ denotes the tensor product in distributional sense (see

[74] for detailed explanations). Note that this PDE is defined on R2 × S1 and
not on R2 × P1 as the first-order part flips when applying θ → θ + π. Therefore,
in Equation 5.2, besides a π-shift, we need inversion invariance yielding a double
symmetric kernel (see Figure 5.3).

In this work the numerical solution has been created using the Fourier-based
technique [70], because it is not only the best approximation to the exact so-
lution, but also computationally the least expensive one compared to the other
solutions [74]. Referring to Figure 13 in [74], the slight spatial blurring with
0 < s � 1 corresponds to a one-pixel bin used in the statistical kernel. So the
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(a) (b) (c)

(d) (e) (f)

Figure 5.3 – (a) Forward kernel in R2 × S1, (b) π-shifted forward kernel in R2 × P1, (c)
xy-marginal (obtained by integration over θ) of the forward kernel, (d) forward–backward
kernel in R2 × S1, (e) kprob in R2 × P1, and (f) xy-marginal of kprob.

exact probability kernel (with small s) is considered with the same resolution as
the statistical kernel. The final probability kernel and the statistical data-driven
kernels are compared in the spatial domain. The key parameters in creating the
probability kernel are α and D33 = σ2/2, which determine the expected life time of
the resolvent kernel (E(T ) = 1/α) and the diffusion matrix (D = diag{0, 0, D33}
), respectively (see [74] for more details). To have uniform notations in the rest
of the chapter, we assume the following relations hold for both probabilistic and
statistical kernels:

kstat(h, g) = kstat(e, h−1g) = Kstat(h−1g)

kprob(h, g) = kprob(e, h−1g) = Kprob(h−1g),

where g, h ∈ Li for i = 1, . . . , n. This shows the correspondence of the rotation
and translation of the image to the shift-twist of the OS and the left-invariant
property in SE(2) space [60].

As a side note, the exact non-symmetrized kernel on R2 o P1 is given by:

RR2oP 1

α (x, θ) =
(
F−1

R2 [ω 7→
∑
n∈Z

R̂D,a,∞
α (ω, θ + nπ)]

)
(x),
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where R̂D,a,∞
α is expressed in two Mathieu functions in of [74, Equation 5.5]. Alter-

natively, one may take the simplified exact solution on R2×S1 ([74, Equation 5.1])
and consider only the first and third terms in Equation 5.2.

5.3 Experiments
In this section, first the data sets and the parameters used for finding the data-
driven kernels are introduced. Then the results of the comparison of the data-
driven kernels against each other and comparison of these statistical kernels with
the probability kernels are presented. At the end, the application of the data-
driven kernel in retrieving vessel connections is explained.

5.3.1 Materials

Two retinal data sets have been used in this study. The public DRIVE data
set [107] including 40 color fundus images taken with a Canon CR5 non-mydriatic
3CCD camera, with a resolution of 565 × 584, a pixel size of 25 µm/px and a
field of view of 45◦. The second data set is the public IOSTAR data set1 [97]
including 24 images taken with a scanning laser camera (SLO) with a resolution
of 1024 × 1024, a pixel size of 14 µm/px, and a field of view of 45◦. The vessel
ground truth and the AV labels are available for both data sets (see Appendix).
Figure 5.4 shows two sample images (5.4a) from these two data sets together with
their vessel (5.4b) and AV ground truth images (5.4c). The skeletons extracted
from the vessel ground truth images are also presented there (5.4d). The color-
coded images in the last column (5.4e) show the dominant angle at each pixel
location (see Step 3 of Algorithm 2).

5.3.2 The Statistical Kernels

The statistical kernel as explained in Section 5.2.1 is calculated for both data sets.
The number of discrete orientations used is nθ = 16, and d is set to 65. For each
image both the full vasculature ground truth and the AV-separated ground truth
images have been used and at the end, two different 3D histograms (Kstat) are
obtained per data set. The histograms extracted directly from the full vasculature
network are called Kstat

DR and Kstat
IO and the ones obtained from the AV-separated

data sets are called Kstat
DR−AV and Kstat

IO−AV. DR stands for the DRIVE, IO stands
1Available at: http://www.retinacheck.org/datasets.
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(a) (b) (c)

(d) (e)

Figure 5.4 – Two sample images from the IOSTAR (top row) and the DRIVE (bottom
row) data sets. (a) The original images, (b) the vessel and (c) the AV ground truth
images (artery in red and vein in blue), (d) the vessel skeleton and (e) the color-coded
orientation maps.
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for the IOSTAR data set, and AV stands for AV-separated.
Two different visualizations of the final statistical kernels are shown in Fig-

ure 5.5 and Figure 5.6. The rows in Figure 5.5 from top to bottom represent the
Kstat

DR , Kstat
DR−AV, Kstat

IO , and Kstat
IO−AV respectively. Each square has the dimension

of 131 × 131, and it depicts the value of the kernel at fixed relative orientation
(Kstat(x, θc), θc ∈ {±π/8,±π/16, 0}). The kernel values of only five orientations
are depicted as the information at other angles is very small. As seen in these
figures, the maximum values of the statistical kernels occur at small orientation
differences, i.e., two aligned lines are more probable to appear in the images. This
probability decreases when the orientation differences increase. Comparing these
four histograms qualitatively, the statistical kernels of the DRIVE data set are a
bit less elongated compared to the ones of the IOSTAR data sets. Moreover, the
separation of the lines of arteries and veins from each other results in less noisy
histograms for both data sets; however, the difference is very small. Figure 5.6
visualizes the isosurfaces of these four data-driven kernels, which shows their high
similarity.

��-��

��

��-��

��

Figure 5.5 – The statistical kernels obtained in Step 8 of Algorithm 2 for each data set.
The value of θ is shown for each column and the values of all figures are clipped between
0 to 0.2 of the maximum value of the Kstat

DR .

These data-driven kernels are compared with each other quantitatively, and
their mutual differences are obtained as the absolute Error =‖ Kstat

1 −Kstat
2 ‖l2 ,

where Kstat
1 and Kstat

2 are the two statistical kernels in comparison. These least
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(a) (b)

(c) (d)

Figure 5.6 – The level sets of the (a) Kstat
DR and (b) Kstat

DR−AV shown at 0.0125 of the
maximum value of the Kstat

DR , and the levels sets of the (c) Kstat
IO and (d) Kstat

IO−AV shown
at 0.025 of the maximum value of the Kstat

IO .

square errors are presented in Table 5.1 for each pair of kernels. Based on these
quantitative results, their differences are very small. Therefore, it is possible to
use them interchangeably, regardless of the data set or the ground truth used for
obtaining them.

5.3.3 Comparison to the Probability Model

In this section we find the best approximations of the statistical kernels by com-
paring them against various probability kernels (obtained using Equation 5.2) with
different parameters. The kernels that result in the least square errors are con-
sidered as the best approximations. In our experiments, the parameter α takes
50 different values from 0.00001 to 0.01 and the parameter D33 takes 100 values
from 0.000001 to 0.005. These ranges are determined heuristically. The minimum
errors and the corresponding parameters for each kernel are presented in Table 5.2.
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Table 5.1 – The least square errors obtained by comparing each pair of the statistical
kernels.

Kstat
1 Kstat

2 Error(%)
DR IO 1.14
DR DR −AV 0.51
DR IO−AV 2.14
IO IO−AV 1.01
IO DR −AV 0.69
DR −AV IO−AV 1.66

Based on these results, the errors are very small for all the kernels. The largest
error is related to the Kstat

IO−AV, which is close to 1%.

Table 5.2 – The least square errors and the corresponding parameters resulting in these
errors between the statistical and probability kernels.

Kstat Error (%) α D33 σ

DR 0.3275 0.0024 0.00170 0.0583
DR −AV 0.55 0.0048 0.00210 0.0648

IO 0.8109 0.0080 0.00130 0.0509
IO−AV 1.04 0.0098 0.00085 0.0412

A sample qualitative comparison of these two types of kernels is shown in Fig-
ure 5.7. In addition to very similar profiles of the two kernels in Figure 5.7a, b and
d, the summations of the line distribution over the spatial dimension also matches
the information density of the probability kernel at every θ layer (Figure 5.7c). In
both kernels, the maximum value appears at θ = 0 as expected.

5.3.4 Application in Retinal Image Analysis

In this section, the application of the statistical model of the cortical connectivity
pattern in identifying vessel connections in retinal images is explained.

In this method the vessel connections are retrieved from image segmentations
(not necessarily centerlines). So an initial segmentation of the image I (using the
aforementioned segmentation techniques proposed in the literature) is required.
The binary image representing the segmentation is called Is. Repeating the steps
as the ones proposed in Algorithm 2 (Steps 2, 3 and 4) the image is lifted (UI),
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(a) (b)
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(c)

(d)

Figure 5.7 – Comparison between the Kstat
DR and its best approximating kernel Kprob

DR :
the level sets at 0.012 of the maximum value of (a) the statistical and (b) the proba-
bility kernels, (c) the summation of the values of the two kernels over the spatial di-
mension at different angles, and (d) the line distribution at five different orientations
θ ∈ {±π/8,±π/16, 0} in the data-driven (top row) and the probability kernel (bottom
row).
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dominant orientations (θm) are obtained, and the set of interest points is created
as:

L = {(x, θm(x)) | Is(x) = 1}.

Considering m = |L|, an m × m affinity matrix (A) is created to take into ac-
count the connection probability between each pair of points in set L and is later
aggregated with another affinity matrix (Ã) representing the similarities of the cor-
responding vessel intensities. So for each pair of (xi, θm(xi)) and (xj , θm(xj)) ∈ L:

Afinal(xi,xj) = A(xi,xj)Ã(xi,xj) =

kstat((xi, θm(xi)), (xj , θm(xj))×Gσint(In(xi)− In(xj)),

i, j = 1, . . . ,m

where Gσint(x) is the normalized Gaussian kernel with the standard deviation of
σint and In is the image intensity in normalized green channel. Here we normalized
luminosity and contrast using the method by [105]. The final affinity matrix is
analyzed using the self-tuning spectral clustering technique [174], which identifies
the salient groups in the image automatically.

As discussed before, the differences between the kernels obtained from the
same data sets are very small and they can be used interchangeably. Hence, for
analyzing the retinal image patches taken from the DRIVE and IOSTAR data sets
we only use the Kstat

DR−AV and the Kstat
IO−AV kernels, respectively. For testing the

method, several patches with the sizes of 51×51 and 101×101 have been selected
around junctions from the DRIVE and IOSTAR data sets, respectively. A vessel
segmentation by [97] developed for both color RGB images and SLO images is
applied on these patches. After segmenting the images, the positions, orientations
and normalized intensities for the vessel pixels are extracted.

Figure 5.8 shows five image patches for each data set. The first five patches
(D1– D5) belong to the DRIVE, and the second five patches (I1–I5) are selected
from the IOSTAR data sets. For each patch, from left to right column, the nor-
malized vessel intensities (In(x)), the color-coded orientation maps (representing
the values of θm(x)), the AV labels and finally the clustering results have been
presented. As seen in this figure, the detected final perceptual units (shown in dif-
ferent colors) correspond to the separate blood vessels existing in the image patch.
These patches have been selected in a way to represent several complex topological
structures of the blood vessels, varying the number of the vessel bifurcations and
crossings and existence of parallel or curved vessels. For all the experiments the
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parameter σint was set to 0.2. Despite the complexity of the structures, using ori-
entation and intensity features for determining the contextual connections among
pixels, individuates well the blood vessels from each other. Using the feature of
intensity helps in the cases where there is an abrupt change in the orientation but
not the intensity, e.g., in D3 and D4. Moreover, the presence of disconnections
(e.g., in I5) does not affect the correct grouping. In addition to these patches, 20
more patches per data set have been analyzed. For all these cases, the method
is successful in correctly grouping the vessel pixels. The limitation arises when
both the feature of intensity and orientation of a vessel are very noisy or change
suddenly. In these cases, the vessel splits into smaller clusters. Involving addi-
tional contextual information such as curvature or scale will help in resolving this
problem as proposed by [178] (presented in Chapter 6).

5.4 Conclusion

In this work, we exploit the relation between the statistical co-occurrences of line
elements in natural images and the high-level task of contour grouping in our
brain, and use it in the retinal image processing for contour completion. Firstly,
the steps for obtaining the rotation and translation-invariant line statistics from
different retinal image data sets are explained. Secondly, their relation to the
symmetrized probability kernel of the direction process on the projective line bun-
dle modeling the cortical connectivity is investigated. The results reveal their
remarkably high similarity. However, in edge co-occurrences (rather than line co-
occurrences) of natural images e.g., [75] the shapes seem to resemble the shape of
the hypo-elliptic heat kernels (without convection) in R2 × P1, but the relation
needs further investigation. In addition, all the statistical kernels obtained from
different data sets are compared with each other quantitatively and qualitatively.
The obtained results indicate their high similarity and reproducibility despite the
differences in the data sets and the setups used.

Furthermore, the statistical kernels were used directly to retrieve the indi-
vidual vessels from segmented retinal images. The successful results show that
Mumford’s direction process is a very good model for centerlines of vessels, and
together with the Lie group theory, the proposed connectivity analysis technique is
useful for retinal image analysis. Using the data-driven kernel (that does not need
parameter tuning) in addition to adding the automatic self-tuning spectral cluster-
ing technique, forms a robust and fully automatic connectivity analysis technique.
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name In(x) θm(x) AV result

D1

D2

D3

D4

D5

I1

I2

I3

I4

I5

min I 0 max I -�/2 -�/6 �/6 �/2

Figure 5.8 – Some example retinal patches selected from the DRIVE (D1–D5) and the
IOSTAR (I1–I5). The columns from left to right indicate the normalized intensity, the
main orientations, the AV labels and the clustering result. Different clusters are color-
coded in each patch.
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This provides an effective solution for challenging situations in which most of the
methods fail (but our visual perception succeeds) because of non-perfect imaging
conditions, interruptions or occlusions.

The method presented here for extracting line co-occurrences from retinal
images and the improved connectivity analysis approach can be extended to a
rich number of other application areas which contain curvilinear structures such
as corneal never fibers, plant roots and road networks. For each data set, it is
possible to learn the connectivity kernel and use it directly for similar images.

Since the visual cortex deploys additional contextual information and its re-
ceptive fields are not only sensitive to orientation, but also other information (such
as scale and curvature), one potential extension of the method is to use this addi-
tional information in deriving the line statistics and creating higher order kernels.
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Tree-like structures such as retinal images are widely studied in computer-aided di-
agnosis systems for large-scale screening programs. Despite several segmentation
and tracking methods proposed in the literature, there still exist several limitations
specifically when two or more curvilinear structures cross or bifurcate, or in the
presence of interrupted lines or highly curved blood vessels. In this chapter, we
propose a novel approach based on multi-orientation scores augmented with a con-
textual affinity matrix, which both are inspired by the geometry of the primary
visual cortex (V1) and their contextual connections. The connectivity is described
with a five-dimensional kernel obtained as the fundamental solution of the Fokker–
Planck equation modeling the cortical connectivity in the lifted space of positions,
orientations, curvatures and intensity. It is further used in a self-tuning spectral
clustering step to identify the main perceptual units in the stimuli. The proposed
method has been validated on several easy as well as challenging structures in a
set of artificial images and actual retinal patches. Supported by quantitative and
qualitative results, the method is capable of overcoming the limitations of current
state-of-the-art techniques and the 4D kernel introduced in previous chapters.
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6.1 Introduction

Diabetes, as many other systematic, cardiovascular and ophthalmologic diseases,
is widespread worldwide, especially in developing countries. Diabetic retinopa-
thy is the progressive damage to the network of tiny blood vessels in the retina
and it is due to diabetes. It is the main cause of blindness and affecting the
quality of life of many people in addition to raising health care and social costs
substantially [45, 133]. Early diagnosis and treatment are essential to stop disease
progression and reduce the financial and emotional costs. Moreover, developing
automated computer-aided systems facilitate the diagnostic process for a larger
population of people in a shorter time and at lower costs.

Based on several studies, the retinal vasculature is one of the easiest-to-access
and highly informative sources of diagnostic information not only for diabetic
retinopathy, but also glaucoma, hypertensive retinopathy, and other diseases, con-
sidering them being part of the brain’s vasculature [11, 14]. Geometrical features
such as change of vessel width, curvature, branching patterns and fractal dimension
are all considered as biomarkers for clinical studies [10, 15, 42, 43]. Quantitative
measurement of these features is highly dependent on correct detection and analy-
sis of the morphologic and geometric structure of the retinal vasculature i.e., blood
vessels, bifurcations and their connections.

Detection of blood vessels is often done via vessel segmentation, which is a
well-studied topic in retinal image analysis. The segmentation methods basically
differentiate between blood vessels and background pixels, but they do not separate
individual vessels from each other. Therefore, they have been used often as an
initial step in tracking approaches (e.g., in [21–23, 169, 173, 179, 180]). Tracking
the vessels makes it possible to investigate the features along individual vessels
separately. The vasculature network constructed during tracking not only needs
to be a correct global model, but it also should model the local connections between
individual vessel segments at crossings and bifurcations correctly.

Despite all the methods proposed in the literature, tracking approaches are
still facing some difficulties, which are either coming from imperfect segmentation
and their corresponding skeletons, or they arise at crossovers and junction points,
where two vessels belonging to separate trees meet or one vessel bifurcates. Any
errors created during the segmentation or skeleton extraction steps propagate to
the next levels and if the method is not able to resolve these issues, it results in
having wrong paths.
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There have been several efforts in the literature for tackling these difficul-
ties from different points of views. In addition to great performance improve-
ments in state-of-the-art segmentation techniques (e.g., [109]), the authors in
[23, 169, 173, 179] have used tubularity measurement techniques as the initial step
of their method. Moreover, to solve the centerline extraction problems, which is
often done via morphological thinning, several modifications and rule-based post-
processing methods have been proposed [173, 180]. On the other hand, in order to
find the right connections at junction points, the geometrical configuration of the
junctions has been used in local and global costs followed by optimization proce-
dures [169, 172, 179]. In all these works, cost functions were designed in a way to
avoid abrupt changes of geometrical properties (most importantly orientation) at
junction points and allow a smooth transition from one vessel to the other. The
method proposed by [173] is a digraph-based label propagation technique using
the matrix-forest theorem. The digraph weight matrix is designed in such a way
that it does not allow the connected filaments (vertices) to bend too much. In the
methods proposed by [23, 170] these constraints on the geometrical properties at
junction points were used to find the right connections.

A different research line, aimed to extract geometrical features such as ori-
entation or curvature from natural images, is inspired by the structure of the
visual cortex. The works by [148, 149, 181] introduced the mathematical model-
ing of its functional architecture in terms of differential geometry. The study of
[73] described the problem of context perception with psychophysical experiments,
introducing the notion of association fields as the information integration along el-
ements of images that satisfy the Gestalt law of good continuation [49, 50]. Models
which take into account the structure of the cortex were proposed by [67, 68, 76],
where the association fields were described by the Fokker–Planck equations. In
these models, different features as orientation and curvature were considered. Then
[66] proposed a model of the association fields based on the functional organization
of the primary visual cortex (V1), establishing a relation between neural mecha-
nism and image completion further developed by [155]. A similar approach was
independently developed by [54, 55] that developed a Lie group theory for image
analysis. This cortical method was later adapted to the problem of perceptual unit
identification in [83], based on a previous study on neural synchronization [182].
In our previous work [131] (presented in Chapter 4), we applied an instrument
inspired by the geometry of V1 and the approach of [83] to group and separate the
blood vessels as individual perceptual units, even though there was information
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missing due to poor segmentations. This method could find the right connections
between small vessels and their parents, which are usually missing in the litera-
ture. However, the bottleneck of this method is that it is not data-adaptive and
it does not fully follow the highly curved vessels.

In this chapter, we further develop our previous model in order to solve the lim-
itations found particularly around junctions during the tracking of blood vessels,
adding several novelties. We develop a special geometrical setting, introducing
new theoretical instruments of differential geometry of vector fields. Particularly,
we work in a 5D space of positions, orientations, intensities, and curvatures, and
develop a sub-Riemannian structure in this setting. We introduce the feature of
curvature as an important biomarker in retinal image analysis. We will see that
detecting the feature of curvature in very noisy retinal images presents techni-
cal difficulties, and we will need to extend the previous highly robust single-scale
detection technique developed by [43] to a multi-scale approach considering that
the blood vessels in retinal images have varying widths. Moreover, we apply a
self-tuning spectral clustering technique proposed by [174] that allows standardiz-
ing the method to automatically detect the main groups in the data without any
further parameter tuning. Summarizing, the main contributions of this chapter
are:

(a) presenting a novel standardized and fully automatic application of the mod-
eling of the visual cortex to the analysis of medical images;

(b) proposing a new sub-Riemannian structure in 5D space of position, curva-
ture, orientation, and intensity. This allows us to detect salient perceptual
units in a self-tuning spectral clustering step, despite the presence of dif-
ferent types of variations in the scale, orientation, curvature and intensity
domains;

(c) extending the curvature extraction technique to a multi-scale approach mak-
ing it suitable for analysis of multi-scale blood vessels;

(d) retrieving the challenging connections among bent, crossed, bifurcated or
interrupted vessels in noisy, low quality or diseased retinal images;

(e) demonstrating potential extensions of the method by applying it successfully
on several curvilinear synthetic images with various complexities.

The structure of the chapter is the following. We will start in Section 6.2 with
introducing the five-dimensional feature space, the new model of the cortical con-
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nectivity in this space, and the steps for lifting 2D retinal images. The qualitative
and quantitative results of proposed experiments on different sets of retinal image
patches and artificial patches are discussed in Section 6.3. The differences between
the new 5D and our previous 4D kernel are discussed as well. Finally, the chapter
is concluded in Section 6.4.

6.2 Theory and Methodology
In this section, we present a new algorithm based on a higher-dimensional feature
space, the model of cortical connectivity in this integrated 5D space, and its ap-
plication in the definition of an affinity matrix. Finally an automatic clustering
algorithm, which takes as input our affinity matrix, and a new multi-scale curva-
ture extraction technique for retinal images are presented. Additionally, we explain
the required preprocessing steps for preparing and lifting the retinal images in 5D
space.

6.2.1 Lifting the Image to the Orientation Cortical Space

A regular curve in the two-dimensional plane can be represented by γ2D(t) =
(x(t), y(t)). The tangent vector to the curve may be indicated as:

(ẋ(t), ẏ(t)) = (cos(θ(t)), sin(θ(t))). (6.1)

Based on previous studies [54, 56], the two-dimensional curves can be lifted to the
(R2 × S1) space of positions and orientations (SE(2)) using the direction of the
tangent vector as:

γ2D = (x(t), y(t))→ γ(t) = (x(t), y(t), θ(t)), (6.2)

where θ = arctan( ẏẋ ). Therefore, we can write the following:

γ̇(t) = (ẋ(t), ẏ(t), θ̇(t)) = ~X1(t) + θ̇(t) ~X2(t), (6.3)

where ~X1 = (cos(~θ), sin(~θ), 0), ~X2 = (0, 0, 1) are left-invariant vector fields with re-
spect to the group law of SE(2). The neural interpretation of this is that the lifted
curves in the cortical space are the integral curves of the two vector fields { ~X1, ~X2}.
The curvature term θ̇(t)= κ(t) indicates the rate of change of the orientation and
determines the shape of the curve. The Lie algebra is generated by ~X1 and ~X2,
coinciding with Span{ ~X1, ~X2, ~X3}, where ~X3=− [ ~X1, ~X2] = − sin(θ)∂x+cos(θ)∂y.
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6.2.2 Integrated Model of Position, Orientation, Curvature and In-
tensity

In this section, we describe a new model of the cortical connectivity in a 5D
feature space of position, orientation, intensity, and curvature. In our previous
model in Chapter 4 (similarly the statistical kernel in Chapter 5) curvature was
not present. We will see that this new feature will significantly change the structure
of the space since there is a strong interplay between orientation and curvature.
In this way, the model will allow strongly curved connectivity patterns.

We assume that the two-dimensional curve in the cortical plane (R2) is lifted
to a 5D space of positions, orientations, intensity, and curvature (R2×S1×R+×R).
Thus, the lifted curve may be written as:

γ2D = (x(t), y(t))→ γ(t) = (x(t), y(t), θ(t), f(t), κ(t)). (6.4)

Similar to Equation 6.3, we will have:

γ̇(t) = (ẋ(t), ẏ(t), θ̇(t), ḟ(t), κ̇(t)), (6.5)

where (ẋ(t), ẏ(t)) = (cos(θ), sin(θ)) and θ̇(t) = κ(t). By defining new vectors in
the 5D space as:

~Y1 = (cos(~θ), sin(~θ), κ, 0, 0)
~Y4 = (0, 0, 0, 1, 0)
~Y5 = (0, 0, 0, 0, 1),

(6.6)

we are able to write γ̇(t) in terms of these vectors:

γ̇(t) = ~Y1(t) + ḟ(t)~Y4 + κ̇(t)~Y5(t). (6.7)

In general, the solution of the following differential equation represents the curves
in this lifted domain:

γ̇(t) =
(
α1(t)~Y1(t) + α5(t)~Y5(t) + α4(t)~Y4(t)

)
γ(t),

γ(0) = (x0, y0, θ0, f0, κ0),

γ(1) = (x1, y1, θ1, f1, κ1).

(6.8)

The horizontal distribution of planes is Span{~Y1, ~Y5, ~Y4}. Denoting Yi the direc-
tional derivatives in the direction of the vectors ~Yi, the commutators of these
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vectors are as follows:

[Y1, Y5] = −∂θ = −X2 = −Y2,

[[Y1, Y5], Y1] = sin(θ)∂x − cos(θ)∂y = −X3 = −Y3,

[[Y1, Y5], Y5] = 0,

[Yi, Y4] = 0 for every i.

(6.9)

Then the Lie algebra generated by Span{~Y1, ~Y5, ~Y4} is the whole space at every
point.

The cortical connectivity can be modeled by a stochastic counterpart of Equa-
tion 6.7. The Markov process that results from the Brownian motion with ran-
domly curved paths has been introduced by [69]. The process is represented by
the following differential equations:

γ′ = ~Y1 +N(0, σ2
1)~Y4 +N(0, σ2

2)~Y5, (6.10)

where N(0, σi2) is a normally distributed variable with zero mean and variance
equal to σ2

i . If p5 denotes the probability density to find a particle at a point (x, y)
with a certain direction θ, intensity f and curvature κ, at a specific time t, then
the Fokker–Planck equation describing the diffusion of the particle density will be:

∂tp5 = σ2
5

2 Y55p5 + σ2
4

2 Y44p5 − Y1p5 (6.11)

so that Y44 = ∂2/∂f2 and Y55 = ∂2/∂κ2. This partial differential equation
means that a particle at a point (x, y, θ, f, κ) transports in the direction of
~Y1 = (cos(θ), sin(θ), κ, 0, 0) in the 5D space. There is no transport in the f or
κ direction, but the diffusion in the κ direction indicates the rate of transport in
the θ direction. The diffusion in direction f is independent of the other variables.
The non-negative fundamental solution of Equation 6.11 satisfies the following
equation:

σ2
4

2 Y44Γ5((x, y, θ, f, κ), (x′, y′, θ′, f ′, κ′))

+ σ2
5

2 Y55Γ5((x, y, θ, f, κ), (x′, y′, θ′, f ′, κ′))

− Y1Γ5((x, y, θ, f, κ), (x′, y′, θ′, f ′, κ′))

= δ(x, y, θ, f, κ).

(6.12)

A good estimate of this solution is a section of fundamental solutions with κ fixed
(Γ′κ as a 3D kernel) symmetrized and multiplied to an exponential term, which
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considers the closeness between two points located in the different intensity planes,
times an exponential term in the curvature planes. Hence, this new connectivity
kernel is presented as:

w5 ((x, y, θ, f, κ), (x′, y′, θ′, f ′, κ′))

= e
− (κ−κ′)2

σ2
κ × e

− (f−f′)2

σ2
int

× 1
2

(
Γ′κ
(
(x, y, θ), (x′, y′, θ′)

)
+ Γ′κ′

(
(x′, y′, θ′), (x, y, θ)

))
.

(6.13)

In previous works [83, 84, 131] the connectivity kernel has been equivalently
used as an affinity matrix describing the probability of existence of a connection
between two points in the lifted domain. Similarly, the new kernel can be used for
defining the affinity matrix as:

Ai,j = w5 ((xi, yi, θi, fi, κi), (xj , yj , θj , fj , κj)) . (6.14)

By this definition, considering the fact that this matrix includes information
about the correct grouping, this problem has been presented in terms of dimen-
sionality reduction of this matrix [83, 84], often done by eigensystem analysis,
which we will explain in more details in Section 6.2.5.

6.2.3 Numerical Approximation of the 5D Kernel

The kernel is numerically estimated using the general Markov Chain Monte Carlo
technique [183]. The system in Equation 6.10 can be approximated by:

xs+∆s − xs = ∆s cos(θ)

ys+∆s − ys = ∆s sin(θ), s ∈ 1, ...,H,

θs+∆s − θs = ∆s κ

κs+∆s − κs = ∆s N(0, σ0)

(6.15)

where H is the number of steps of the random path and N(0, σ0) is a generator of
numbers taken from a normal distribution with zero mean and standard deviation
of σ0. The stochastic path is obtained from the estimate of the kernel as the av-
erage of their passages over discrete volume elements, solving this finite difference
equation n times [83]. The affinity matrix described in Equation 6.14 is evaluated
from this kernel.

Figure 6.1 represents two level sets of the 5D kernel by fixing κ (Figure 6.1a)
and θ (Figure 6.1b) dimensions. The 2D projection on R2 by summation over all

6

105



6.2. Theory and Methodology

����

��

�
���

�

�

�

��

��

�

(a)

�����

��

�
����

�

�

�

��

�

�

(b)

10 30 50

10

30

50

10 30 50

10

30

50

10 30 50

10

30

50

10 30 50

10

30

50

10 30 50

10

30

50

(c)

Figure 6.1 – Visualizations of the 5D stochastic kernels in 3D and 2D: (a) and (b) the iso-
surfaces of the kernel while keeping κ and θ fixed, respectively; (c) the 2D projection of the
kernel over all orientations for several curvature values (κ = {−0.08,−0.04, 0, 0.04, 0.08}
from left to right). Intensity (f) is constant for all figures.

orientations of five different 4D stochastic kernels having different curvature (κ)
values is also presented by Figure 6.1c. The intensity term is kept constant for all
figures. As seen in these figures, by increasing the absolute value of curvature, the
shape of the kernel also changes and it deviates from the elongated shape.

6.2.4 Lifting Retinal Images in the 5D Space

In this section, we explain how we lift the 2D retinal images to our proposed
feature space of positions, orientations, curvatures, and intensity in practice.

Orientation Score Transform

Being inspired and supported by several electrophysiological experiments, the re-
ceptive profiles of simple cells in the primary visual cortex are often interpreted as
oriented Gabor filters or directional derivatives of the Gaussian filters [56, 57, 104].
Moreover, [54, 55] introduced the invertible orientation score (OS) transforma-

6

106



6.2. Theory and Methodology

tion for lifting the image to the SE(2) space (see Section 2.2). The invertibility
property prevents information loss during the transformation, which is guaranteed
by certain requirements of the kernel used for the transformation. As described
in Section 2.2.1, the cake wavelets introduced by [53, 71] are proper wavelets,
which satisfy these criteria. Similar to the Gabor wavelets, they are quadratic
anisotropic filters, but unlike these, their summed Fourier transformations cover
the entire frequency domain, making them spatially scale-independent. Therefore,
it is possible to disentangle the crossing elongated structures in a 2D image from
each other regardless of their scale and without loss of image evidence. In order to
construct the orientation score UI(x, θ), the image (I) is convolved with rotated
and translated versions of a mother wavelet (ψ) as:

UI(x, θ) = (Rθ(ψ) ? I)(x) =
∫
R2
ψ(R−1

θ (y− x))I(y)dy, (6.16)

where Rθ is the 2D counter-clockwise rotation matrix, the overline denotes the
complex conjugate and ? denotes the convolution [54, 55].

Applying this tool for lifting the retinal images, considering the Gaussian pro-
file of the blood vessels and the fact that the blood vessels have a darker in-
tensity compared to the background, the real part of the negative OS response
(−UI(x, y, θ)) is used for obtaining the orientation in these images. Because of the
quadratic property of the cake wavelets, the real symmetric part of the transforma-
tion performs as a vessel ridge detector. Moreover, for each location the response
may be different from zero in more than one orientation. Therefore, the orienta-
tion at which the maximum response is obtained at location x is the dominant
orientation θd at that location, i.e.,

θd(x) = argmax
θ

Re(−UI(x, θ)) (6.17)

so that θ ∈ {−π/2, π/2− π/nθ} can only take nθ discrete values.

Curvature Extraction Technique

As mentioned before, the curvature determines the rate of orientation change
(θ̇(t) = κ(t)). If the parametric representation of the curves γ2D = (x(t), y(t)) in
the image is available, then by differentiating x and y once more in Equation 6.1,
we will have:

(ẍ, ÿ) = (− sin(θ(t))θ̇(t), cos(θ(t))θ̇(t)) (6.18)
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where t is the arc-length of the curve. So the curvature can be computed as:

κ = θ̇ = ẋÿ − ẍẏ
(ẋ2 + ẏ2)3/2 . (6.19)

In computer vision and more specifically in retinal image analysis, several methods
have been introduced for measuring the curvatures of curvilinear structures, i.e.,
blood vessels [184]. The classical methods that measure the curvatures locally
need an initial segmentation, centerline extraction, and separation of segments
located between junctions. It is then followed by fitting curves to the segments
and by curvature measurement using Equation 6.19 (e.g., [185]). The drawback
of all these methods is their dependency to initial preprocessing and segmentation
steps, which may contain errors and missing information. More importantly, the
curvature information is not available for junction points because it is not possible
to fit a curve to these points where more than one elongated structure meet.

To solve these problems, [43] proposed a local curvature measurement tech-
nique by locally fitting exponential curves [65] to the lifted image in SE(2). The
exponential curves in SE(2) are interpreted as straight lines considering the curved
geometry of SE(2) and they have constant tangent vectors relative to the rotating
frame { ~X1, ~X2, ~X3}. The tangent vectors of the exponential curve that best fit
the data in the lifted image are obtained by eigensystem analysis of the Gaussian
Hessian (expressed in the rotating frame). Then they directly define the curvature
value of their spatial projections [59]. This approach makes it possible to assign
to each location and orientation in the lifted image a curvature value, without
needing explicit curve parameterizations. Such curvature maps (on SE(2)) can
be projected on the plane whereby only one value of curvature value is assigned
to each spatial location in the image. Finally, these 2D curvature maps can be
filtered in a later stage by a vessel confidence map such as sσ(x, θ), as a Laplacian
ridge detector at a single scale (σ) (see [59], Chapter 5.3 for detailed explanations).

In order to obtain the curvature value for each location in our 5D lifted retinal
images an altered version of the above-described method is used. The method
performs the best when the spatial scale (σ) of the Gaussian derivatives used to
calculate the Gaussian Hessian matrix matches the vessel width. By using a single
scale, the curvature values are accurate only for the vessels which their width match
the used scale. Since the blood vessels in retinal images have different widths,
using a multi-scale approach helps in covering various vessel widths available in
the image and getting more accurate results. Therefore, we altered the method
to a multi-scale approach. To do so, confidence and curvature maps have been
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obtained for several scales (sσi(x, θ) and κσi(x, θ), i = 1, . . . , n). Then the final
multi-scale curvature map (κms(x, θ)) is constructed by assigning to each pixel the
curvature value that corresponds to the scale at which the largest confidence value
has been obtained, i.e., ∀(x, y, θ) ∈ R2 × S1:

κms(x, θ) = {κσmax(x, θ)|σmax = argmax
σi∈{σ1,...,σn}

sσi(x, θ)}. (6.20)

The Intensity Information

For a retinal image, an appropriate preprocessing step is needed. We use the
following preprocessing steps (proposed by [97], Chapter 2) for each retinal image:

(a) the luminosity and contrast are normalized all over the image using the
method proposed by [105];

(b) the normalized image is then lifted to the SE(2) space (Equation 6.16), and
a nonlinear transformation of ÛI = α|UI |γ is applied on the lifted space,
where α = sign(Re(UI)) and γ > 1 (typically γ = 1.5);

(c) finally, the preprocessed 2D image is reconstructed as:
I(x) =

∑π/2−π/nθ
θi=−π/2 ÛI(x, θi) [54, 55].

This transformation enhances the blood vessels with high responses at single ori-
entation layers and suppresses the noise with low responses at all orientations. We
apply these steps on the green and red channels of the original image separately
and combine them as I(x) =

√
I2
g (x) + I2

r (x), where Ig and Ir are preprocessed
red and green channels. The preprocessing is essential as it helps in increasing the
difference between the intensity of arteries and veins and better discrimination of
blood vessels crossing each other.

Set of Interest Positions

As mentioned in Section 6.1, vessel segmented images may contain vessel discon-
nections or wrongly detected vessel pixels. However, we use the segments to get
an initial estimation of the location of the blood vessels and only focus on those
locations. This helps in reducing the computation complexity as the size of affinity
matrix (Equation 6.14) reduces tremendously. The outcome of segmentation can
be either a probability map showing the probability for each pixel to be part of a
vessel or it can be a deterministic binary map, in which each pixel is labeled as
a vessel (label 1) or background (label 0). In this work, we use the deterministic
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binary segmentations obtained by the method proposed by [97] (Chapter 2) for
the retinal images taken with either color or scanning laser ophthalmoscope (SLO)
fundus cameras. This technique is a supervised multi-orientation and multi-scale
approach designed based on several features including the intensity, the filter re-
sponse to the cake wavelet and multi-scale left-invariant Gaussian derivatives jet
in SE(2). If the vessel segmented image is called as Iseg then the vessel locations
are found as:

v = {x|Iseg(x) = 1,x ∈ R2}. (6.21)

This set provides a set of interest points as we only consider the information at
these locations for our connectivity analysis.

To summarize this section, for an image I◦ ∈ R2, after preprocessing the image
and obtaining I, we use the orientation score transform and the segmentation
technique on I to get UI and Iseg, respectively. Then by finding the set of interest
points using Equation 6.21, we create a 5D feature map called UI,5D ∈ R2 × S1 ×
R+ × R as:

UI,5D(x) = {(x, θ, f, κ) | θ = θd(x), f = I(x), κ = κms(x)}, ∀x ∈ v. (6.22)

6.2.5 An Efficient Cortically Inspired Spectral Clustering

In modern data analysis clustering is an important research topic and many algo-
rithms have been proposed in this area (e.g., [79, 80, 158]) where the eigenvectors
of the graph Laplacian are used to analyze and reveal the cluster structure of the
data. In our previous work [131] (Chapter 4), the problem of grouping the blood
vessels in retinal images (interpreted as perceptual units) was solved by proposing
a semi-automatic approach based on spectral analysis of the affinity matrix. So the
salient groups were obtained as the first eigenvectors corresponding to the largest
eigenvalues. However, a fixed threshold was defined for selecting the largest eigen-
values. In order to avoid the manual intervention, we follow the method proposed
by [174] in which this problem is solved.

Unlike more basic clustering methods, as k-means, where the number of clus-
ters and interaction distances of the nodes in the data set must be assumed a
priori, this algorithm automatically and optimally tunes these parameters. In this
algorithm, the structure of the eigenvectors is used to determine the number of
groups. A cost function is defined and evaluated from the alignment of the eigen-
vectors. Consecutively, the best number of clusters is considered as the one which
minimizes the cost function. Correspondingly, the best clustering quality Qclust
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that has a reverse relation to the alignment cost is obtained (see [174] for detailed
explanations). In the final step, the noisy elements that construct small sized
groups are removed. From a neural approach, the fact that in the presence of a
visual stimulus the perceptual units are defined by the emerging eigenvectors is
described by [83].

To conclude Section 6.2, the full pipeline of our proposed methodology is
presented in Algorithm 3. We assume an image I◦ ∈ R2 has been given as input.
The first step is to lift the preprocessed image (I ∈ R2) to the 5D feature space (as
explained in Section 6.2.4). Then we need an affinity matrix, which is created after
modeling the cortical connectivity in the 5D space as we proposed in Section 6.2.2.
Finally, the self-tuning spectral clustering algorithm returns the final perceptual
units in that image C = {c1, . . . , cK}, where K is the final number of clusters and
ci includes set of points in image I, which belong to cluster i.

Algorithm 3 Proposed perceptual grouping technique for a given image
I ∈ R2.
1: Lift the image I(x, y) ∈ R2 to the 5D space of UI,5D(x, y, θ, f, κ) ∈ R2 × S1 ×R+ ×R

(Equation 6.22).
2: Calculate all the fundamental solutions of Equation 6.12, Γ′κ((x, y, θ), (x′, y′, θ′))

and Γ′κ′((x′, y′, θ′), (x, y, θ)) stochastically (6.15), for all pairs of
{(x, y, θ, f, κ), (x′, y′, θ′, f ′, κ′)} in UI,5D.

3: Calculate the final connectivity kernel w5 ((x, y, θ, f, κ), (x′, y′, θ′, f ′, κ′)) for all pairs
of points in UI,5D (Equation 6.13).

4: Create the affinity matrix (Equation 6.14).
5: Apply the automatic spectral clustering technique for detecting the K perceptual

groups in image: C = {c1, . . . , cK}.

Figure 6.2 depicts a sample application of the proposed method for clustering
the perceptual units in both an artificial image and a small patch of retinal images.
The synthetic image includes three crossing circles with different radii and corre-
sponding curvatures and the retinal patch includes two crossing vessels. For each
case, the rows from top to bottom represent the original image, the orientation
map (θd(x)), the 3D curvature maps (κms(x, θd)), a level set of the 5D kernel while
keeping f and κ fixed, and the final detected clusters in different colors.
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Figure 6.2 – A sample application of our proposed technique in detecting the perceptual
units in a synthetic image consisted of three crossing circles, and a sample retinal image
patch including two crossing vessels. From top to bottom, the rows depict the original
image, the orientation map, the 3D curvature maps, a level set of the 5D kernel while
keeping f and κ fixed, and the final detected clusters in different colors, respectively.
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6.3 Experiments
In this section, we present a potential application of the proposed connectivity
analysis for solving the aforementioned problems appearing particularly around
junctions in curvilinear structure tracking methods for retinal vasculature analysis
(see Section 6.1). After explaining the material used for validating the method,
the details of the numerical simulation are described. Then the quantitative and
qualitative results of the proposed technique are presented and discussed in detail.

6.3.1 Material

Two types of data sets have been used for validating the method: a set of syn-
thetic images including curvilinear structures in controlled settings, and a set of
patches selected from various color and SLO retinal images. The synthetic and
retinal patches are categorized into five different groups based on the complexity of
structures available in them. These categories are: (A) only two crossing vessels;
(B) a single bifurcation; (C) two or more nearby parallel vessels; (D) bifurcations
and crossings next to each other; and (E) vessels with several tiny branches. Each
of these categories may also include challenging structures; highly curved vessels,
large branching angles (i.e., sudden change of direction of the branch compared
to the parent vessel), very small crossing angles, and large gaps between vessel
segments increase the complexity. In order to show the strength of the method
in dealing with various complexities, we name group X as X1 if it is challenging.
These five categories are similar to the ones proposed in Chapter 4 with the dif-
ference that difficult cases have not been separated from easy ones in the previous
setting. The specifications and the preparation steps of each set of images are
explained in detail as follows.

Phantom images

A set of synthetic images (201×201 px) with known orientations and curvature val-
ues and constant intensities has been generated to include various rotated, curved
and interrupted vessel-like structures. By keeping the intensities constant in these
synthetic images we are able to examine the strength of the other contextual infor-
mation (position, orientation, and curvature) for preserving the global consistency
of the image elements. Figure 6.4 depicts different simple and challenging phan-
tom images in each row of the first column, one per each category, together with
their color-coded orientation and curvature maps (second and third columns).
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The basic element used for creating these phantom images is a sine wave-
like structure, which is generated with several frequencies and amplitudes and it
is rotated and located at different positions depending on the target shape. By
adjusting the frequency and amplitude of the waves, different curvature values can
be created. In addition to the vessel-like structures, other challenging structures
such as dashing and the Euler spiral have been also used to examine the strength of
the method in grouping these curved structures (e.g., Figure 6.4, case A1). These
synthetic images are very good examples of tiny blood vessels (width is equal
to 1 pixel), which are often interrupted and not fully detected by segmentation
techniques especially if they are located in low contrast or noisy regions.

Retinal images

As mentioned in Section 6.1, the geometrical properties of blood vessels might get
affected by several systemic diseases. To include various types of structures, in
addition to the synthetic patches, we use the patches selected randomly around
junction points of three retinal image data sets including healthy and diseased
images. These data sets are:

(a) the public DRIVE data set [107] including 40 color images among which 7
show signs of mild early diabetic retinopathy, acquired with a Canon CR5
non-mydriatic 3CCD camera with a 45◦ field of view (FOV) and resolution
of 565× 584 px;

(b) the public IOSTAR1 data set containing 24 images captured by EasyScan2

SLO camera with a FOV of 45◦ and resolution of 1024 × 1024 px (see Ap-
pendix); and

(c) a private data set including 10 images taken from patients all with glaucoma
in the Ophthalmology Department of the Academic Hospital Maastricht in
Netherlands3, using different cameras. All are resized to 1024 × 1024 px.
We call this data set the Glaucoma data set.

The reason for selecting these data sets is that not only they include images
of both healthy and non-healthy subjects but also the Artery-Vein (AV) labels of

1Available at: http://www.retinacheck.org/datasets
2i-Optics BV, the Netherlands
3Written informed consent was obtained from all participants, and the study was con-
ducted in accordance with the criteria of the Helsinki II Declaration.

6

114

http://www.retinacheck.org/datasets


6.3. Experiments

these data sets are available, which make it possible to evaluate the performance
of clustering in small patches by comparing the final detected groups with the
vessels separated from each other with AV labels. The images taken with the RGB
cameras have a higher variation of intensities between arteries and veins compared
to the high contrast SLO images, which have a higher contrast between the blood
vessels and retinal tissue. Since the SLO images are very noisy and challenging
for segmentations, they are good cases for examining our proposed method in
detecting missing connections. In addition to these data sets, we investigate the
relation of the performance of the method to the resolution of the images by
downsampling the images of the IOSTAR data set to half size 512 × 512 px. We
call the new data set IOSTARds.

Our main purpose is to evaluate the performance of the method using several
images with different types of varieties and resolutions, to emphasize the strength
of the method in the individuation of vessels around junction points, where most
of the proposed methods in the literature face difficulties. Following the procedure
described in Section 6.2.4, we lift each retinal image to the 5D space after pre-
processing and segmenting the images. Even though we lift full images, we only
consider the information around junction points. In order to crop small patches, we
detect the junction points in each image using the hybrid method proposed in [110]
(Chapter 3), and call the set of junction locations as εi = {xi, yi}, i = 1, . . . ,M ,
where M is the number of detected junctions in image I. If we assume that image
I is lifted to UI,5D(x, y, θ, f, κ) ∈ R2 × S1 × R+ × R, then the cropped patch at
location εi (∀i = 1, . . . ,M) is defined as:

U iI,5D(x, y, θ, f, κ)

= {UI,5D(x, y, θ, f, κ)|xi − s◦ ≤ x ≤ xi + s◦, yi − s◦ ≤ y ≤ yi + s◦},
(6.23)

where s◦ determines the size of the neighborhood considered around each junction.
At the end, the size of each 5D patch is (2s◦ + 1)× (2s◦ + 1)× 5. We fix s◦ = 25
pixels for all patches of the DRIVE and IOSTARds data sets and s◦ = 50 pixels for
the IOSTAR and Glaucoma data sets. ch5eq: The patches are selected randomly
and similar to the phantom images, they are categorized in five different groups
depending on their structure and complexity. Table 6.1 summarizes the number
of patches selected per category for all data sets. In total 1026 random patches
around junction points, with the resolution of 51 × 51 × 5 and 101 × 101 × 5
have been selected from these sets. Moreover, Figure 6.3 depicts (a) a sample SLO
image of the IOSTARds data set. It also represents (e) the color-coded orientation,
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Table 6.1 – The number of analyzed patches in each group and data set.

Data set A A1 B B1 C C1 D D1 E E1 All

DRIVE 16 27 16 28 18 38 21 20 18 34 236

IOSTARds 16 9 42 23 48 41 31 27 19 18 274

IOSTAR 18 17 57 38 26 14 19 32 15 19 255

Glaucoma 23 15 63 18 42 17 21 32 17 13 261

All 73 68 178 107 134 110 92 111 69 84 1026

(f) confidence, (g) curvature maps, (b) detected junction points overlaid on the
preprocessed image, (c) the corresponding neighborhood around each junction
location and (d) the AV labels of the vessels, which are later used for validation.
Note that the depicted confidence and curvature maps are related to one single
scale (σ = 1.5) and the absolute curvature values are shown.

6.3.2 Validation

In this section, we provide the evaluation results for both the synthetic images
(qualitatively) and retinal patches (qualitatively and quantitatively). Since the
main purpose of this chapter is to propose solutions to deal with the challenging
cases that appear during vessel tracking or AV classification approaches, direct
comparison with other tracking techniques is not possible; however if the full
network is extracted then comparison with the results of state-of-the-art techniques
such as [173] is possible. At this point, we can only compare our method with
the method proposed with the same purpose, i.e., [131] (Chapter 4). Therefore,
during the experiments for each image, two kernels have been used for obtaining the
affinity matrix: the new 5D kernel (adaptive, based on the curvature at each point)
and the 4D kernel (introduced in Chapter 4). The 5D kernel is used in combination
with the self-tuning spectral clustering (as explained in Section 6.2.5), while the
4D kernel is followed by the normal eigenvalue analysis used in Chapter 4. This
helps in the direct comparison between the full pipelines introduced in the current
and the previous work. For quantitative comparison, two performance criteria
are used: (a) the Correct Detection Rate (CDR%) (defined as the percentages of
correctly grouped patches among all examined cases) based on the assumption that
the clustering is correct if the curved vessel or an entire bifurcation (parent vessel
and its branches) are detected as one group; (b) the Qclust criterion (explained
in Section 6.2.5), which is used for evaluating the performance of the spectral
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Figure 6.3 – A sample SLO image from the IOSTARds data sets: (a) original image
(Io), (b) detected junctions overlaid on the enhanced image (I), (c) selected patches
overlaid on the vessel segmentation (Iseg), (d) the AV ground truth, the color-coded (e)
orientation, (f) confidence, and (g) absolute curvature maps of this SLO image.

clustering step based on the provided affinity matrix. In the self-tuning spectral
clustering step, the best number of clusters is the one that minimizes the defined
cost function or maximizes the clustering quality (0 ≤ Qclust ≤ 1). It evaluates
how well aligned the elements of each group are. The same quality measurement is
also calculated for the final eigenvectors obtained by thresholding the eigenvalues
proposed in Chapter 4.

6

117



6.3. Experiments

It is worth mentioning that the 4D and 5D kernels are introduced with two
different purposes. The 4D kernel is suitable for clustering elongated structures
with co-circular elements as long as there is no sudden change of orientation. While
the 5D kernel is able to follow the structures with an abrupt change of orientation
as well. Therefore, when using the 4D kernel for similarity measurements, we do
not expect it to correctly group the highly curved vessels as well as the 5D kernel.
Moreover, the branches at the bifurcation points might not be clustered in the
same group of their parent vessel if the branching angle is large. To show that
the 4D kernel performs relatively well in the task it is designed for, we also obtain
the performance of the 4D kernel on the retinal patches by assuming that the
clustering is correct if it detects each vessel separately without its branches, and
the branches are grouped as separate units (similar to the evaluation system used
in Chapter 4). This highlights the difficulties of using the 4D kernel in analyzing
the challenging curved vessels with this assumption as well. We call the correct
detection rate obtained based on this assumption as CDR%old.

The kernels are also compared in terms of computing times. Therefore, the
calculation times for each kernel are recorded in four consecutive steps for all the
retinal patches: the discretization step before creating the kernel; creating the
kernel in the numerical simulation; creating the affinity matrix; and the spectral
clustering step. The times are called tdisc, tkernel, taffinity and tclust, respectively.
The obtained results are presented in the following.

Phantom images

To process the phantom images, the method presented in Algorithm 3 is directly
applied on the lifted images, starting from Step 2. The orientation and curvature
values of these images are available from the beginning. The intensity is constant
for these images, so the intensity term in Equation 6.13 is equal to 1. We present
the final clustering results for some examples in Figure 6.4. From left to right, the
images in each category represent the stimulus, the 2D projection of the orientation
map (θd(x)) and the curvature map (κms(x, θd)), the clustering result obtained
with the 4D kernel (result4D) and the 5D kernel (result5D). Each color in the final
results represents one detected unit. In these experiments, we set the diffusion
constant for creating the 4D kernel (defined as σ in Chapter 4) to 0.01 and for the
5D kernel to 0.001 (σ0 in (6.15)). As seen in this figure, the new method is capable
of grouping the elongated, rotated and curved structures despite disconnections,
high curvature points or small crossing angles. It not only differentiates well
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between curved crossing structures but also groups the bifurcations within the
main parent structure so that they construct one unique unit. This is not the case
for the 4D kernel as expected. The 4D kernel is able to detect individual structures
as long as their orientations change smoothly.

Retinal patches

To validate the method on retinal image patches, after creating the patches in the
lifted domain (Equation 6.23), we perform the analysis starting from Step 2 in Al-
gorithm 3. All the patches have been examined semi-automatically. In order to see
if each detected unit represents one individual vessel, we create the corresponding
2D patch for each image from the AV labeled images, which are available for each
data set. Existing vessels in each AV labeled patch are compared with detected
clusters. In case two vessels with similar labels in the ground truth image (artery
or vein) belong to separate vessel trees (parents), they get a different label. In
addition, the operator performs a final check to control the final results.

A set of sample results for various kinds of patches (from the IOSTARds)
in challenging groups is depicted in Figure 6.5. In this figure, the first column
shows the cropped patch from the AV ground truth image. The second column
depicts the color-coded normalized intensity values taken from the preprocessed
image. As seen in these figures, sometimes the variation of intensity is high even
for small children vessels belonging to one parent vessel. The third and fourth
columns represent the color-coded orientations and curvature values. Finally, the
last column represents the clusters found in each patch, each shown in an individual
color. The color of the curvature maps and intensities are scaled between the
maximum and minimum values of the curvature in each image patch. In addition,
Figure 6.6 shows the clustering results for two retinal patches obtained using the
new 5D kernel and the previously introduced 4D kernel by Chapter 4. This helps
in depicting the differences between the two methods visually.

Figure 6.7 presents the obtained performances using the two kernels on differ-
ent data sets. The CDR% and Qclust values using the 4D and 5D kernels for three
data sets (the DRIVE, IOSTAR, and Glaucoma) are presented in Figure 6.7a-d and
the CDR%old values for the 4D kernel are presented in Figure 6.7e. Moreover, the
CDR% values for clustering the vessels in the patches selected from the IOSTAR
and IOSTARds using the 5D kernel are presented in Figure 6.7f. As expected, the
4D kernel achieves much lower performances in detecting the correct clusters of
connected vessels in most of the cases (Figure 6.7b), while the 5D kernel does this
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category I(x) θd(x) κms(x, θd) result4D result5D
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Figure 6.4 – Samples of phantom images in different categories. From left to right: the
stimulus, the 2D projection of the orientation map, the curvature map, the clustering
result obtained with the 4D kernel and the 5D kernel.
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category AV I(x) θd(x) κms(x, θd) result5D
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Figure 6.5 – Samples of retinal patches in different categories. From left to right, the
images in each category represent: the AV ground truth, intensity, orientation, curvature,
and clustering results using the 5D kernel.
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category AV I(x) θd(x) κms(x, θd) result4D result5D

A1
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Figure 6.6 – Comparison between clustering results obtained using the connectivity kernel
introduced in this work and the one proposed in Chapter 4. From left to right: AV ground
truth, intensity, orientation, curvature and clustering results with the previous and the
new kernels.

task very well in all categories of patches (Figure 6.7a). The highest performance
for the 4D kernel was achieved in group A, as it only includes individual vessels
crossing each other without any branches. Using the other evaluation assumption
(Figure 6.7e), the 4D kernel performs very well in normal categories (A, B, C, D,
and E), while the performance drops in challenging categories since they include
highly curved vessels. These results match the results reported by Chapter 4 to
some extents. However, these results should not be compared directly because in
the previous work the performances were measured for 20 patches per group; while
in this work, not only the number of patches per group is different, but also we
split each category to two categories (X and X1) depending on their complexity.
The low CDRold% values for challenging categories demonstrate the weakness of
the 4D kernel in analyzing highly curved structures. There is not much differ-
ence between the Qclust values measured for the two kernels (Figure 6.7c and Fig-
ure 6.7d) because it only evaluates how well the clustering step has been performed
based on the provided information in the affinity matrices. In all the categories,
Qclust > 0.99, i.e., the best-representing eigenvectors have been detected during
the clustering. On the other hand, the results depicted in Figure 6.7f show that
the CDR% values increase slightly almost in all groups when the resolution of the
image increases. The performance on the downsampled data set is still at a good
level. Thus if the patch sizes are selected appropriately for each resolution, the

6

122



6.3. Experiments

5D kernel is capable of performing the clustering with a high performance. There
is a trade-off between the computation complexity and performance.

The average computing times in each step of the analysis pipeline have been
reported in Table 6.2 for both kernels. These times are measured for all the patches
of three data sets (DRIVE, IOSTAR, Glaucoma). The biggest difference between
the computing times of each approach is related to the step of computing the kernel
(tkernel). This is the most time-consuming step for the 5D kernel. It is justified well
with the additional dimension of the kernel (the curvature dimension) because the
3D section of the fundamental solution with κ fixed need to be created nκ (number
of discrete curvature values) times.

Table 6.2 – Comparison between the average processing times (over all samples, in sec-
onds) for each step in analyzing the retinal patches using the 4D [131] and 5D kernels.

Approach tdisc tkernel taffinity tclust

Method by [131] 0,19 0,94 5,12 1,05
Our method 0,22 18,11 5,45 0,60

6.3.3 Parameter selection

Several parameters are involved in these experiments. Some of them are deter-
mined automatically based on the available information in each patch and others
need to be selected heuristically. Starting from the preprocessing (Section 6.2.4),
γ is set to 1.5 for all RGB images and 1.8 for the SLO images. The SLO images are
noisier than the normal color images; therefore, they need more enhancement. The
number of discrete orientations nθ determining the angular resolution (2π/nθ) is
used in several steps including the preprocessing, vessel segmentation, multi-scale
curvature extraction, and kernel creation. By increasing nθ, the angles assigned
to the elements of the image get more and more accurate, while the computation
complexity increases in several steps. It turns out that nθ = 18 provides enough
angular resolution for our analysis; therefore, we kept it constant.

The next parameters are the scales used in the multi-scale curvature extrac-
tion step (Equation 6.20). For the DRIVE and IOSTARds data sets we selected
the scales as {0.5, 1.5, 2.5} and {1.5, 2.5, 3.5}, respectively. While, for both the
IOSTAR and Glaucoma data sets, we set them to {3, 4, 5} in pixels. These sets
of scales need to be adjusted according to the width of blood vessels in each data
set. We set them by examining the vessel confidence maps (sσi(x, θ)) to be able
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Figure 6.7 – The obtained performances using two different kernels and four different
data sets: (a) and (b) the CDR% values using the 5D and 4D kernels, respectively; (c)
and (d) the comparison between the Qclust using the 5D and 4D kernels, respectively; (e)
the CDR%old using the 4D kernel and the evaluation assumption used in Chapter 4; (f)
the comparison between CDR% values using the 5D kernels for the IOSTAR data sets
with two different resolutions.
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to cover all the vessels with varying widths.
Furthermore, the patch sizes of 51 × 51 and 101 × 101 (determined by s◦

in Equation 6.23) are selected according to the resolution of the images. On one
hand, the patches should not be very small so that they provide enough contextual
information to be able to perceive the global saliency of the image elements. On
the other hand, if we select them very big not only the computation times increase
but also a larger variety of the contextual information of connected vessels might
result in wrong clustering results.

Similar to the angular resolution, nx, ny, nκ determine how coarse the dis-
cretization of the elements of the image is in the other dimensions. Considering the
step size as 1 pixel, nx and ny are determined by the difference between maximum
and minimum coordinates of the vessel locations in x and y directions. Similarly,
considering the step size of 0.05 for discrete curvature values, nκ is obtained by di-
vision of the difference between maximum and minimum of the available curvature
values in the patch over the step size. tinitial and tkernel are directly affected by
these parameters. These spatial, angular, and curvature resolutions are selected
in a way to have a good trade-off between accuracy of the information and the
computation costs.

Moreover, the number of steps (H) used in generating the random paths in
(6.15) is set automatically as one-third of the patch size. The number of iterations
in the Monte-Carlo simulation has been selected high enough (n = 100k) to have a
good approximation [159]. Increasing this number will reduce the potential error,
while slightly increasing the simulation time.

The value of σκ determines the weights of the exponential curvature term in
Equation 6.13, approximating the 5D kernel. On one hand, very small values
make the values of the affinity matrix very small and cancel the effect of other
terms in Equation 6.13. On the other hand, very large values cancel the effect of
the curvature exponential term and the approximation of the 5D kernel gets less
accurate. We found the fixed value of σκ = 1 to be a good trade-off resulting
in an effective and informative affinity matrix in all the cases. Another very
important parameter is the diffusion constant σ0 in (6.15). This parameter has
been selected manually for each patch. The average and standard deviation of σ0

used for analyzing the patches of each data set are presented in Table 6.3. We also
reported in this table the diffusion constant (called σ in Chapter 4) values used
during the experiments for creating the 4D kernel. The values of σ0 and σ depend
highly on how curved and thick the blood vessels are. The curvature (indirectly
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orientation) and scale are dependent on each other, and the diffusion constant for
each patch needs to be adapted according to the scale of the vessels in that patch.
Thin vessels need smaller diffusion constants, while thick vessels need larger values.
We started from 0.003 and 0.03 for σ0 and σ respectively and adjusted them in
some cases. Moreover, σint for the 5D kernel and its corresponding parameter for
the 4D kernel (called σ2 in Chapter 4) have been selected based on the intensity
information in each patch. We started from 0.25 for all the experiments. In few
cases, the intensities of the branches are different from their parent vessels or the
intensities of the crossing vessels are misleading. In those cases, we increased this
parameter to decrease its weight in the affinity matrix. The average values are
reported in Table 6.3. The variation of the σint values for the color images is
much higher than the SLO images, which is explained by the higher variation of
intensities in color images. The 4D kernel has not been created and tested for
the patches of the IOSTARds, so no values are reported in the table for this data
set. Finally, the eigensystem analysis is fully automatic in this work. Therefore,
no additional parameters need to be tuned for this step. We only set the final
number of clusters to 20 different values (K = {1, 2, . . . , 20} in Section 6.2.5) and
the one with the higher quality of clustering is selected at the end. The parameters
related to the eigenvalue analysis after using the 4D kernel are selected as suggested
by Chapter 4.

Table 6.3 – The average and standard deviation of the parameters used during numerical
simulation for creating the 5D and 4D kernels for each data set, presented as mean ±
standard deviation).

Data set
5D 4D [131]

σ0 σint σ σ2

DRIVE 0.0034± 0.0010 0.2136± 0.0744 0.0300± 0 0.2201± 0.0600
IOSTARds 0.0031± 0.0087 0.2750± 0.0072 − −
IOSTAR 0.0031± 0.0017 0.2569± 0.0992 0.0299± 0.0012 0.2382± 0.0404
Glaucoma 0.0029± 0.0005 0.2716± 0.1234 0.0298± 0.0017 0.25± 0

6.3.4 Discussion

Qualitative and quantitative results indicate the very good performance of the
method on all kinds of retinal patches and challenging structures. Based on the
results presented in the previous section, the main advantage of the new method
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is that by including the curvature information as an additional contextual infor-
mation, the kernel adapts itself naturally according to the available data. If the
curvature is high, the kernel rotates as well; otherwise, it finds a closer path to the
points which are co-circular with respect to the reference point. In both the syn-
thetic and retinal patches, the bifurcations are grouped with their parent vessels,
but at crossovers with small crossing angles, despite their similar appearance to
junctions, the vessels are totally separated. The main reason is that the curvature
values at junction points are high (because of sudden change of orientation), while
for crossings the orientation for individual vessels changes only slightly (in most of
the cases). This is advantageous not only in differentiating between junctions and
crossings, but also in separation of arteries from veins or crossing tree structures
from each other.

Even though the intensity is constant for all the synthetic images, the crossing
elements in these images are separated from each other very well. This shows that
the co-circularity of image elements while taking into account the curvature is a
very strong representation of the law of good continuation. Adding the intensity
information will boost this separation even more especially for the retinal images,
where intensity is a good local criterion differentiating arteries from veins. How-
ever, as presented in Figure 6.5, in some cases it has a large variation within a
small neighborhood. Thus it is included in the final affinity matrix with a smaller
effect (using a relatively large σint).

The presented synthetic images in this chapter are good examples of tiny ves-
sels. Our method is not limited in correct clustering of tiny vessels as long as
the provided features are accurate and consistent. Detecting these vessels and
extracting their features sometimes is very challenging especially if they are lo-
cated in low contrast or noisy regions. Even humans have difficulties in detecting
them in such regions. Therefore, it is essential to validate the curvature and ori-
entation measurement methods in advance. The preprocessing step, multi-scale
segmentation, and multi-scale curvature extractions are designed with the purpose
of reducing the effect of limiting factors such as noise for vessels having various
widths, including tiny vessels.

Our proposed method face some difficulties in correct grouping of the ves-
sels due to either lack of correct contextual information to determine the global
saliency of the elements or large variation of features in a local neighborhood (e.g.,
the intensity feature that can be tuned by σint parameter). Some examples of
the limitations of the method in clustering the phantom and retinal patches are
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represented in Figure 6.8 and 6.9 respectively. For phantom cases, the presence
of very high curvature combined with the co-circularity and co-linearity of vessels
does not allow to obtain a good clustering result. Considering other features, as
the intensity, could be helpful in solving this problem. However, as shown in the
top row of Figure 6.9, the feature of intensity is not useful for correct clustering.
In this image, one of the bifurcations has been assigned as a vessel crossing the
other one, because it is almost orthogonal to its parent vessel and also its intensity
is very different from its parent vessel; while the other crossing vessel has been
wrongly clustered as a bifurcation due to a better match in their orientation and
intensity. In the bottom row, one of the small bifurcations is totally missing in
the segmentation and the other small one is not clustered with its parent vessel
because of lack of information.

category I(x) θd(x) κms(x, θd) result5D

A1

A1

-�/2 -�/6 �/6 �/2 min� 0 max�

Figure 6.8 – From left to right: the stimuli (I(x)), the 2D projections of orienta-
tions (θd(x)) and curvatures (κms(x, θd)) and the clustering results with the 5D kernel
(result5D).

As mentioned in Section 6.3.3, the key parameters for creating the 5D kernels
are the σ0 and σint, which need to be tuned according to the available information
in each patch. As reported in Table 6.3, the parameters have a small variation and
σ0 and σint are selected within a small range. However, the obtained performances
for different categories and data sets having different structures and resolutions are
different from each other (see Figure 6.7a). In most of the categories, the CDR%
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category AV I(x) θd(x) κms(x, θd) result5D

D1

D1

min I 0 max I -�/2 -�/6 �/6 �/2 min� 0 max�

Figure 6.9 – Wrong clustering results on two retinal patches. From left to right: the
AV ground truth, vessel intensity (I(x)), the 2D projection of orientation (θd(x))and
curvature maps (κms(x, θd)), and clustering results (result5D).

values for the DRIVE data set are smaller than the other two data sets with a
higher resolution. Moreover, the difference between the performances reported in
Figure 6.7f for the IOSTAR and IOSTARds, when using the parameters in the
same range, shows that the parameters need to be tuned appropriately for the
IOSTARds data set in order to improve the performances.

Last but not least point is about the computation times. The codes are im-
plemented in Matlab and the times are measured on an Apple Macbook Air, Intel
Core i7, 1.7 GHz processor and 8GB of memory. Although the reported times
in Table 6.2 are relatively small, they can be improved both from hardware and
implementation points of view. The most time consuming step as presented in
Table 6.2 is the calculation of several 3D kernels (tkernel). Aforementioned, tinitial

and tkernel are directly affected by the discretization step size in each dimension.
By fixing the step sizes, the kernels can be calculated only once for all possible
curvature values and then used for analyzing all other patches. The next most
time consuming part is the calculation of the affinity matrix that is performed per
pair of points. The size of the affinity matrix depends on the number of vessel
pixels in the image (|vi|2), which can be high in a large images. In other words,
obtaining the affinity matrix and the eigendecomposition in spectral clustering
are not computationally efficient and limited in large scale problems. Therefore,
if the size of the neighborhood region is selected properly, our method offers a
computationally efficient solution.
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6.4 Conclusion

In this work, a new method for analyzing the connectivities in images containing
elongated, rotated and curved structures is proposed. The new connectivity model
is inspired by the geometry of the primary visual cortex, where the connectivity
between all the lifted points into the five-dimensional space of positions, orienta-
tions, intensity, and curvatures is represented by a 5D kernel. We do not aim to
explain vision or directly compare human vision models with our implementation
in terms of performance, but we use the cortical model as a solid inspiration for our
computer vision application. Our proposed curvature extraction method differen-
tiates the bifurcations from crossings significantly leading to separation of vessels
crossing each other and grouping branching vessels as one unit. It provides very
accurate curvature value for all vessels compared to the conventional curvature
extraction techniques often designed based on the erroneous vessel centerlines.

We use synthetic images and patches selected from both RGB and SLO retinal
images to identify perceptual units in these figures, showing that this can be
considered as a good quantitative model for their constitution and in general for
the law of good continuation. Including the geometrical contextual properties in
addition to local features, such as intensity, makes the method very robust against
different kinds of variations and missing information, which could exist in clinical
images. We analyze different challenging cases that are very informative for clinical
studies and we show how the proposed method is successful in solving the problem
of grouping, also for blood vessels with high curvature. That was a limitation in the
previously proposed method [131] and many of the state-of-the-art vessel tracking
techniques.

Our main purpose is to analyze the vessel connectivities in small patches se-
lected around junction points, where most of the full vascular network extraction
approaches in the literature face difficulties. Using this method directly on the
full-sized retinal images does not guaranty the correct grouping of the vessels.
Firstly because, the global saliency of the contextual information of single units
(blood vessels that belong to one vessel tree) is preserved in small neighborhoods,
i.e., the vessel properties (e.g., intensity) change widely all over the images but
remain consistent in small neighborhoods. Secondly, it is not computationally
efficient, mainly because of the eigendecomposition step. However, this method
provides a very good baseline for extracting the full vasculature network by other
means. By replacing the self-tuning spectral clustering step with label propagation
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methods or using the affinity matrix in an optimization framework (e.g., integer
programming), the constitution of the entire vasculature network in full retinal
images becomes possible.

Our approach can be used in local search methods that start from a set of
seed points adding iteratively new points and paths to the tracks. By properly
selecting the size of the neighborhood region, these methods offer computationally
more efficient solutions. Our solution resolves the difficulties in these approaches
when there are large gaps between the path segments due to poor segmentations,
noise or low contrast regions. The second possible extension is to use it in global
search methods in which tree extraction is formulated as finding the best set
of connections among several nodes of a graph. The graph nodes are obtained
via the minimal path tracking algorithms or local maximum detection in global
tubularity measurements (e.g., [169, 179]). The advantage of using our solution
in these settings is that not only it deals with curved connections and large gaps,
but also it discards the spurious branches in spectral clustering step as they do
not have a strong similarity to the other elements of the image. It also has a
great potential in discrimination and separation of arteries from veins in retinal
images and, in a general view, separation of all the tree structures crossing each
other in the vasculature network. This technique is also highly suitable for other
application areas, such as finding roads in aerial photographs or detecting cracks
and faults in materials.

Our final proposal for future work is to learn the parameters directly from
the data based on the statistical edge co-occurrences, defined to interpret the
mutual relation of connected edges. There is a close relation between the edge
co-occurrences in natural images and the adaptation of the cortical connectiv-
ity pattern [75]. It has been proposed in [167] to compare the statistical line
co-occurrences obtained from the retinal vessel centerlines to various numerical
solutions of the Fokker–Planck equation (varying the diffusion constant) in the
space of positions and orientations to find the closest solution to the statistical
kernel. By replacing the numerical kernel with our new kernel in the space of
positions, orientations, and curvatures, and obtaining new statistical models of
edge co-occurrences (considering the curvature of lines as well), we are able to
measure the best curvature diffusion constant parameter modeling the line co-
occurrences in the retinal images. The thickness of the vessel centerlines can also
be adjusted to obtain this parameter for various vessel widths. Indeed, it needs
further investigations to obtain this relation carefully.
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Boosted Exudate Segmentation in Retinal

Images using Residual Nets

Essentially, all models are wrong, but some are useful.

George Box

This chapter is based on:
S. Abbasi-Sureshjani, B. Dashtbozorg, B. M ter Haar Romeny, F. Fleuret, Boosted Exu-
date Segmentation in Retinal Images Using Residual Nets, in Proceedings of Fetal, Infant
and Ophthalmic Medical Image Analysis: International Workshop, FIFI 2017, and OMIA
2017, Held in Conjunction with MICCAI 2017 (M. J. Cardoso et al., eds.), vol. 10554
of Lecture Notes in Computer Science, (Québec City, Canada), pp. 210–218, Springer
International Publishing, September 2017 [186].



Exudates in retinal images are one of the early signs of the diabetic retinopathy
and diabetic macular edema. Early diagnoses are needed to prevent the progression
of the disease. In this chapter, we propose a fully automatic exudate segmentation
method based on the state-of-the-art residual learning framework. With our pro-
posed end-to-end architecture the training is done on small patches, but at the test
time, the full sized segmentation is obtained at once. The small number of exudates
in the training set and the presence of other bright regions are the limiting factors,
which are tackled by our proposed importance sampling approach. This technique
selects the misleading normal patches with a higher priority, and at the same time
avoids the network to overfit to those samples. Thus, no additional postprocess-
ing is needed. The method is evaluated on four public data sets for both detecting
and segmenting the exudates and outperforms the state-of-the-art techniques with
a significant reduction in the number of false detections.
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7.1 Introduction

Diabetes is threatening the health of many people in the world, and it normally
remains undiagnosed unless its symptoms and complications appear. Among its
different ophthalmic complications, Diabetic Retinopathy (DR) is one of the most
common and the most vision threatening complication [5, 8]. DR is classified to
Non-Proliferative (NPDR) and Proliferative Diabetic Retinopathy (PDR), which
determines the severity level and the need for further treatments. On the other
hand, Diabetic Macular Edema (DME) defined as retinal thickening, is another
important complication that might happen in eyes at any DR severity level. Dia-
betic eyes are typically categorized into three groups based on the DME severity
(healthy, moderate or severe DME). There are several signs and symptoms associ-
ated with DR and DME such as microaneurysms, hemorrhages, hard exudates and
cotton-wool spots. Among these signs, exudates are the early signs of both mod-
erate NPDR and moderate DME. They are largely made up of extracellular lipid,
which has leaked from abnormal retinal capillaries, and appear as white, yellowish
or waxy lesions situated mainly in the outer plexiform layer of the retina [7, 8].

Retinal images are one of the cost-effective and non-invasive sources of med-
ical information, which are widely used for diagnosis purposes and studying the
progression of diseases. There are several works in the literature proposed for seg-
menting the exudates, which are mainly based on a series of preceding handcrafted
feature extraction and landmark classification steps (e.g., [30, 187]). Recently, new
methods using the state-of-the-art convolutional neural networks (CNNs) have
been proposed for automatic lesion and landmark detection, e.g., [93, 188, 189].
In the work proposed by [93], the exudate probability map created by a 10 layer
CNN is combined with the output of other methods segmenting the optic disc, ves-
sels, and bright borders to create the final masks for the exudates. While in [188],
a 7-layer CNN is trained to localize the exudates and they are later used in another
network for the automatic classification of DME.

The depth of the neural networks is the key factor in enhancing the perfor-
mance of visual recognitions tasks [190–192]. However, it is not always easy to
train very deep networks because of vanishing/exploding gradients (e.g, [193, 194])
or degradation of training accuracy (e.g., [195, 196]) when increasing the depth of
networks. A residual learning framework [197] solves the difficulty of training very
deep networks by introducing a reference to the input layer. Figure 7.2a shows a
sample building block of Residual Nets (ResNets) [197] in which a shortcut con-
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nection has projected the input (x) at the output of the weight layers (F (x)) as
an identity mapping (F (x) + x). This shortcut connection does not add any ex-
tra parameters and the complexity of the network remains the same compared to
the networks using the same layers excluding the shortcut connection. When the
dimensions of x and F (x) are not the same, a linear projection is used instead of
identity mapping to match the dimensions as F (x) + Wx. By introducing these
shortcuts, if identity mappings are optimal or the optimal function is closer to an
identity mapping, the solvers simply drive the weights of the multiple nonlinear
layers toward zero to approach identity mappings. This avoids the degradation of
training accuracy as a challenge in training very deep networks. Moreover, using
intermediate batch normalization layers [198] solves the problem of non-converging
gradients and enable networks with many (tens to hundreds) layers to start con-
verging for Stochastic Gradient Descent (SGD) with backpropagation [199]. Sup-
ported by several experiments and comparisons to the state-of-the-art CNNs (e.g.,
VGG Nets [190]), it is shown that by using this framework, it is possible to gain
much higher performances (lower classification errors), while keeping the complex-
ity of the networks the same [197].

In this chapter, we propose a fully automatic method for segmenting the exu-
dates in retinal images using ResNets. Since limited images with their annotations
are available, we train the segmentation network with small patches and then after
the kernels are learned well, we test the method on full-sized images. Bright reflec-
tions are always misleading for the network. In order to help the network to learn
better from non-exudate, but exudate-looking samples, we propose a new sampling
approach. This sampling technique presents the misleading negative samples to
the network more often, but at the same time avoids the network to overfit to such
misleading samples. This leads to a faster convergence compared to the uniform
sampling with much less false detections.

The chapter is structured as follows: in Section 7.2, all the steps of our pro-
posed network, sampling technique, and data preparations are explained in detail.
In Section 7.3, the evaluation results are presented. At the end, the chapter is
concluded in Section 7.4.

7.2 Methodology
In this section, the data preparation steps, the proposed network architecture and
the importance sampling approach are explained.
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7.2.1 Material

There are very few public data sets with manual segmentations of exudates avail-
able. We used the e-ophtha-EX data set which contains 82 images with different
image sizes ranging from 1440 × 960 px to 2544 × 1696 px. All the images are
taken with the same field of view of 45◦. Among these 82 images, 47 images
contain in total 2278 annotated exudate components, and 35 images are normal
images, which might contain misleading structures such as optical artifacts and
vessel reflections [30]. Since the images have different resolutions, after remov-
ing the black boundaries so that we have a square bounding box, each image
and its corresponding manual segmentation are scaled to have the resolution of
1024×1024 px. Then the images are enhanced by removing the local means using
a Gaussian kernel (Gσ) with the scale of σ = 1024/30 as Ienh = I− I ∗Gσ=1024/30,
where ∗ is the convolution operator. The top row of Figure 7.1 shows a sam-
ple image before and after preprocessing together with its corresponding manual
segmentation.

We split the data into the training/validation sets (80/20% split) at the image
level to avoid having overlappeing patches in the training and validation sets. This
splitting is done equally for both normal and the pathological images. In the next
step, for each of the training and validation sets, we define two different categories
called set− and set+. The set− includes patches that are selected at random
locations from the normal images; while the patches in set+ are selected around
the centers of exudate components in the pathological images. All patches have
a fixed size of w × h. We selected w = h = 128 to have large enough patches so
that the different structures (blood vessels, exudates, reflections, etc.) are easily
differentiable from each other. Some sample patches for both set− and set+ are
shown in the bottom row of Figure 7.1. The ground truth patches in set− are all
black because there are no exudate pixels in them. By selecting maximum 800
patches per image, there are in total 24035 patches in the training set (|set−| =
22400 and |set+| = 1635), and 6184 patches in the validation set (|set−| = 5600
and |set+| = 584).

The e-ophtha-EX set is mainly used for training the network. For evalu-
ating the method, three other public data sets are used, the DiaRetDB1 [200],
DRiDB [201] and DR2 [202] public data sets. The DiaRetDB1 includes 89 color
fundus images captured using a 50◦ field-of-view (FOV) digital fundus camera at
a resolution of 1500× 1152 px. Since the annotations have been done by different
experts, we only consider the exudate annotations with the agreement equal to
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Figure 7.1 – Top row from left to right presents a sample retinal image from the e-ophtha-
EX data set before and after prerpocessing and the corresponding exudate ground truth.
The bottom row shows some sample patches with their corresponding exudate labels
selected for set+ and set−. The white pixels in the ground truth image and patches
correspond to the exudate pixels.

or higher than 75%. These annotations do not show the exact contours of the
lesions and only an approximate mask of the lesion is provided. The DRiDB data
set includes 50 RGB color images captured at a resolution of 720 × 576 px with
a 45◦ FOV fundus camera. Different signs of DR have been annotated by five
different experts. We took only the exudate annotations with the agreement equal
to or higher than 80%. The DR2 data set includes in total 529 images and only
the presence (not the location) of different types of lesions are provided. We only
used 379 images including 300 normal images and 79 images with exudates. The
images have the resolution of 867× 575 px. The same preprocessing as e-ophtha-
EX data set is applied on the images of these three data sets. The scale of the
Gaussian kernel (σ) is selected equal to 1152/30, 576/30 and 575/30 for images in
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the DiaRetDB1, DRiDB and DR2 sets respectively.

7.2.2 Network Details

We use ResNets as the main blocks of our architecture, motivated by their higher
performance, less complexity and easier optimization compared to other state-of-
the-art CNNs. The basic ResNet block (BBf,sp,q) used in our model is shown in
Figure 7.2a. In this figure, Convf,sp,q is a 2D convolutional layer, where f , p, q and
s represent respectively the filter size (f × f), the number of input planes, the
number of output planes and the convolution step size. The batch normalization
layer [198] and the rectified linear unit [203] are represented by BN and ReLU
respectively.

The full model is depicted in Figure 7.2b. In this architecture, the cascade
of N ResNet blocks (BB3,1

nf ,nf ) each having nf channels in combination with two
convolutional layers, one ReLU, one BN and one softmax layer (linear unit with
softmax operation at the end) is used. In this work, nf and N are set to 64 and
9 respectively, and the cross entropy criterion is used for the loss measurements.
Using the filter sizes of f = 3 and stride s = 1 in all convolutional layers, the
spatial resolution of the output is similar to the input, i.e., the input patch has
the size of 3×w× h and the output of the network has the size of 2×w× h. The
first and second channels of the output represent for each pixel the probability of
being a non-exudate or exudate pixel.

In each epoch, the input patches are augmented on the fly before feeding them
to the network. The transformations include horizontal and vertical flipping with
probability of 0.5, rotation between −10◦ to 10◦ with uniform probability and
elastic transformations. The weights are initialized as in [192] and training is
done from scratch. We use the Stochastic Gradient Descent (SGD) optimization
technique with Nesterov momentum updates [204]. At the beginning, the learning
rate is set to 0.1 and momentum to 0.9. We decrease the learning rate every time
the loss stopped decreasing, and the training is done until there are no significant
changes in the loss value (1000 epochs in total).

7.2.3 Importance Sampling

One of the main difficulties in exudate detection is the high number of false posi-
tives due to the presence of reflections and other bright lesions. One way to solve
this problem as proposed by [30, 93] is to provide several other masks (generated
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Figure 7.2 – (a) The basic ResNet block (BBf,sp,q) used in our proposed network; (b) The
proposed architecture for exudate segmentation.

in separate pipelines) for these regions and remove falsely classified non-exudate
pixels from the final exudate mask. However, we propose to solve this problem
directly during training the network and without introducing any additional post-
processing steps. The non-exudate pixels are mainly present in set− and they
result in a higher loss when comparing the output of the network to the ground
truth. We propose to use the importance sampling approach [205] so that the
samples in set− having a higher loss in previous epochs, have a higher chance to
be seen in the next training iteration. In this way, the misleading negative sam-
ples are presented to the network more often and the network learns to adapt its
weights and parameters accordingly.

If set+ = {x1, . . . , xM} and set− = {x1, . . . , xN} are the sets of training
samples, then we assign a weight to each sample in these two sets as W+ =
{w1, . . . , wM} and W− = {w1, . . . , wN}, so that the sum of weights for both W+

and W− equals 1. These weights determine the probability of being selected for
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the next training iteration and are defined as follows:

wi =


1
M if wi ∈W+

li∑N

j=1
lj

if wi ∈W−
, (7.1)

where lj is the loss of the network achieved for the sample xj ∈ set− in the previous
training epoch. Since the patches with exudates need to be treated equally, equal
weights are defined for all these samples. However, the normal patches are selected
according to the loss values in the previous training step. For very few epochs at
the beginning (e.g., 5) the network is trained using 2K samples selected only from
set+. This results in a good initialization of the network. Then in the rest of
the iterations, K samples (K = 128 in our experiments) are selected from set+

and K samples from set− according to their defined weights. After feeding the
minibatch to the network and computing the derivatives of the loss with respect
to the output units, one more step is needed in order to avoid the network to get
too biased toward examples with high losses. We rescale the gradient of the loss
on individual samples of set− with the scale of 1/µj , where µj is defined as:

µj = N
wj∑N
j=1 wj

. (7.2)

Finally, the weights of the network are updated accordingly (see [205] for more
details).

7.3 Experiments
To get the segmentation for the entire image, we just pass the image through the
network and take the second channel of the output of the network as the pre-
dicted exudate mask. The binary segmentation map is obtained by thresholding
this probability map. We select a fixed threshold value (0.85) for all data sets.
The spatial resolution does not change in the network and during the training, the
patches are selected large enough to present enough contextual information; there-
fore, the learned kernels are sufficient for segmenting the full image. Figure 7.3
represents several sample full segmentations (probability maps) of the images over-
laid on top of the original images. The images are selected from the e-ophtha-EX,
DiaRetDB1 and DRiDB data sets. Their corresponding ground truth images are
presented as well. As seen in these images, all the exudates with varying shapes
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(a) (b) (c)

(d) (e) (f)

Figure 7.3 – Sample segmentations (probability maps) overlaid on the original images
(top rows) and their corresponding ground truth images (bottom rows). (a) and (b)
belong to the e-ophtha-EX, (c) and (d) to the DiaRetDB1, and (e) and (f) to the DRiDB
data sets.
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and sizes have been successfully detected despite the presence of several other
bright structures (e.g. reflections and optic discs).

In order to evaluate the performance of our method, we use the same eval-
uation approach as proposed by [30]. In this approach, the evaluation is done
either at the exudate level or at the image level. At the exudate level, one exu-
date component (defined as a set of connected pixels in a specific neighborhood)
is considered to be completely segmented, if there is a certain overlap between
that exudate component in the ground truth image and the binary segmentation.
Hence, we define {S1, . . . , Sn} and {G1, . . . , Gm} as sets of exudate components
in the segmented and ground truth images, respectively. Consequently, S and G
as the predicted and actual masks of exudates are defined as:

S =
⋃

1≤i≤n
Si, G =

⋃
1≤j≤m

Gj . (7.3)

Based on these definitions, a pixel is considered as:

(a) true positive if it belongs to: i) S ∩ G; or ii) Si such that |Si∩G||Si| > σ; or
iii) Gj such that |Gj∩S||Gj | > σ.

(b) false positive if it belongs to: i) Si such that Si ∩ G = ∅; or
ii) Si ∩G such that |Si∩G||Si| ≤ σ.

(c) false negative if it belongs to: i) Gj such that Gj ∩ S = ∅; or
ii) Gj ∩ S such that |Gj∩S||Gj | ≤ σ.

All other pixels are considered as true negatives. In all these definitions 1 ≤
i ≤ n, 1 ≤ j ≤ m and 0 ≤ σ ≤ 1. Similar to [30], we selected σ = 0.2 to
have similar definitions. In contrast, the image level validation only evaluates
the correct prediction of the presence of exudates in the images, which is more
important from the clinical point of view. To this aim, the image level prediction
probability is defined as the maximum of all individual probabilities at the pixel
level.

The evaluation results both at the exudate and the image level are reported
in Table 7.1. The second column represents the total number of images in each
set and the number of healthy vs. images with exudates (h/ex). The third and
fourth columns present the F1-score at the exudate level obtained by our method
and the state-of-the-art techniques respectively. The next two columns present the
F1-score and the Area Under the ROC Curve (AUC) at the image level obtained
by our method. Finally, the last column includes the AUC only at the image
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level reported by the state-of-the-art techniques. The DR2 set is used only for
evaluation at the image level because the exudate masks are not available for
this data set. Our proposed method achieved the F1-score of 0.832 at the exudate
level on the e-ophtha-EX data set, which is higher than the score (F1-score=0.732)
reported by [30]. Using the same evaluation approach, we obtained the F1-score
of 0.897 for the DRiDB dataset outperforming the results reported by [93] (F1-
score=0.78). However, they have not mentioned clearly in [93] how they combined
the five different annotations available for this data set. Based on these results,
our method outperforms the state-of-the-art techniques in most of the cases. The
performance on the DR2 data set is also as high as the results reported by [202].
The F1-score values at the exudate level are very good indications showing that
the number of false positives is very low, i.e., the network is differentiating the
exudate pixels from misleading non-exudate ones very well. The ROC curves (at
the image level) for different data sets are also depicted in Figure 7.4.

Table 7.1 – Comparison between the performances obtained on different public data sets
by our proposed method and the state-of-the-art techniques.

data set
size exudate level image level

total (h/ex) F1-score F1-score F1-score AUC AUC
e-ophtha-EX [30] 82 (47/35) 0.832 0.732 [30] 0.967 0.994 0.95 [30]
DiaRetDB1 [200] 89 (59/30) 0.819 – 0.880 0.965 0.95 [30]
DRiDB [201] 50(21/29) 0.897 0.78 [93] 0.965 0.959 –
DR2 [202] 379 (300/79) – – 0.871 0.972 0.978 [202]
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Figure 7.4 – The ROC curves and the corresponding AUCs (at the image level) obtained
for different data sets.
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7.4 Conclusion
We presented a novel method for exudate segmentation in retinal images. Our
proposed network consists of 20 convolutional layers (9 ResNet blocks). The pro-
posed importance sampling step, which prioritizes the sampling towards highly
misleading non-exudate samples, helps to decrease the number of falsely detected
non-exudate components to a great extent. Therefore, no additional postprocess-
ing steps are needed, unlike the state-of-the-art techniques. The combination of
ResNets in our proposed architecture with this special weighted sampling helps
to achieve a high performance, outperforming the state-of-the-art techniques, in
less number of iterations. Even though the main goal of this work was to segment
the exudate components, the results show that our network performs very well in
deciding about the presence of exudates, which is typically enough for clinicians
to take actions. This method might easily be used for detection of other types of
lesions such as microaneurysms if their manual segmentations are available.
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8
Exploratory Study on Direct Prediction of

Diabetes using Deep Residual Networks

If the facts don’t fit the theory, change the facts.

Albert Einstein

This chapter is based on:
S. Abbasi-Sureshjani, B. Dashtbozorg, B. M. ter Haar Romeny, F. Fleuret, Exploratory
Study on Direct Prediction of Diabetes using Deep Residual Networks, in Tavares J., Natal
Jorge R. (eds) VipIMAGE 2017. ECCOMAS 2017. Lecture Notes in Computational
Vision and Biomechanics, vol. 27 (Porto, Portugal), pp. 797–802, Springer, October
2017 [206].



Diabetes is threatening the health of many people in the world. People may be
diagnosed with diabetes only when symptoms or complications such as diabetic
retinopathy start to appear. Retinal images reflect the health of the circulatory
system and they are considered as a cheap and patient-friendly source of infor-
mation for diagnosis purposes. Convolutional neural networks have enhanced the
performance of conventional image processing techniques significantly by neglect-
ing inconsistent feature extraction pipelines and learning informative features au-
tomatically from data. In this chapter, we explore the possibility of using the deep
residual networks as one of the state-of-the-art convolutional networks to diagnose
diabetes directly from retinal images, without using any blood glucose information.
The results indicate that convolutional networks are able to capture informative
differences between healthy and diabetic patients and it is possible to differentiate
between these two groups using only the retinal images. The performance of the
proposed method is significantly higher than human experts.
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8.1 Introduction

Diabetes is a group of metabolic diseases resulting from defects in insulin secretion
(type 1 diabetes), insulin action (type 2 diabetes), or both. If it is not controlled, it
leads to long-term damages, dysfunctions, and failure of different organs, especially
the eyes, kidneys, nerves, heart, and blood vessels [5]. One of the main long-term
complications is retinopathy with potential loss of vision. Since visual loss may
not be present in the earlier stages of retinopathy, regular screening of persons
with diabetes is essential to enable early intervention. For decades, the diagnosis
of diabetes has been based on glucose criteria [207]. However, non-invasive and
easy-to-access approaches are favorable in large screening settings.

Retinal images are often used to develop automatic diagnosis systems and
study the progression of different diseases such as diabetic retinopathy, age-related
macular degeneration, glaucoma and retinopathy of prematurity [17, 18]. The ex-
traction of vascular biomarkers is not straightforward and often relies on a series
of preceding image processing tasks including vessel segmentation, vessel width
measurement and artery-vein classification [119, 120]. Potential errors in the pro-
cessing pipeline may accumulate, and the final extracted biomarkers may become
unreliable. Due to contradictory and inconsistent results, it is still not clear to
clinicians how the vasculature changes in patients are developing with diabetic
retinopathy. Moreover, no studies have investigated whether it is possible to use
retinal images to differentiate between the images of healthy and those of diabetic
subjects before the diagnosis of retinopathy.

Deep learning is rapidly becoming the state-of-the-art in various medical ap-
plications including image classification, segmentation, localization and registra-
tion [85, 86]. One of the main reasons behind the outstanding performance of
Convolutional Neural Networks (CNNs) compared to conventional approaches is
that features are learned from data automatically, instead of being handcrafted. In
this chapter, we use CNNs, in particular, the deep Residual Nets (ResNets) [197],
to investigate if the retinal images of healthy and diabetic subjects are differen-
tiable. The residual networks are easier to optimize and can gain accuracy from
considerably increased depth, with much less complexity compared to other state-
of-the-art architectures [197].
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8.2 Material
We used a subset of a private data set collected in the Maastricht Study1. This is
a large phenotyping study focusing on type 2 diabetes, comprising subjects that
live in the southern part of the Netherlands [129]. This subset includes 8924 good
quality images of left and right eyes of 2336 subjects (1150 males and 1186 females,
aged between 40 and 76), which are centered either on the fovea or on the optic
disc. The images are taken with a non-mydriatic autofocus fundus camera (Model
AFC-230, Nidek). The images are categorized into two groups, either healthy
(5791 images) or type 2 diabetic subjects (3133 images), based on blood sugar
level tests.

8.3 Methodology
The network follows the structure of the residual networks proposed by [197]. It
chains several blocks, each consisting of two convolutional layers, batch normal-
ization [198], rectified linear units [203], and a “pass-through” which adds the
unchanged input. The reference to the input at the output of weighted layers does
not change the complexity of the network and does not introduce any additional
parameters. However, it helps greatly in achieving lower classification errors and
higher performances with very deep networks compared to other networks with
the same complexity and without the shortcut (e.g., VGG nets [190]).

One basic ResNet block (BBf,sp,q) is shown in Figure 8.1a and the complete
model used in this chapter is depicted in Figure 8.1b. In this figure, Convf,sp,q
represents a 2D convolutional layer [208], where f , p, q and s represent respectively
the filter size (f × f), the number of input planes, the number of output planes,
and the convolution step size. BN is a batch normalization layer [198] and ReLU
is the rectified linear unit [203]. Avgk,s and Maxk,s apply a 2D average or max
pooling operation in k× k regions by step size s× s. Finally SMp,q represents the
softmax classifier (linear unit with softmax operation at the end) with p and q as
the input and output sizes. For each BBf,sp,q, if p = q then s = 1 and the shortcut
between input and output of the block is an identity map. Otherwise, the shortcut
is implemented with a convolutional layer (Convf,sp,q) with stride s = 2. f = 3 for
all the blocks. The parameters are specified for each block in Figure 8.1b. This
model has 26 weighted layers with 11,025,570 parameters. It needs an input image

1https://www.demaastrichtstudie.nl/research
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Figure 8.1 – (a) The basic ResNet block (BBf,sp,q) and (b) the block diagram of our
proposed network.

with the size of 898 × 898, and it has a 2-class softmax classifier at the end. A
cross entropy criterion is used for measuring the loss value.

Before feeding the images to the network, several preprocessing and data aug-
mentation steps are applied. The images have varying resolutions, so the first step
consists of cropping black borders and rescaling all images to the resolution of
1024 × 1024 pixels so that the aspect ratio remains unchanged. Data augmenta-
tions then include random affine transformation, random cropping to 85-95% of
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the initial size, horizontal flipping and random rotation between 0 to 360 degrees.
When these transformations have been applied, images are rescaled to the desired
model input size. At the end, a channel-wise global contrast normalization for
each image (by subtracting mean and division over standard deviation) is used for
normalizing the data.

We split the data set into two 80/20% parts that we use as training and vali-
dation sets. The augmentation steps are applied to both sets similarly. Since there
is more than one image per subject available, the average predictions of all images
of each subject (besides testing each image 25 times) is used for evaluating the
performance of the method. The weights are initialized as in [192] and training was
done from scratch. We used the stochastic gradient descent (SGD) optimization
technique with a weight decay of 0.0001 and a momentum of 0.9. The learning
rate was fixed to 0.001 for 100 epochs, then decreased it to 0.0001 and trained the
network for 200 more epochs.

8.4 Results

For evaluating the performance of the method we use the weighted Cohen’s kappa
with quadratic weights and the F1-score. κ statistic measures the agreement
among raters, while comparing the accuracy of the system to the accuracy of
a random system. Complete agreement corresponds to κ = 1. If there is no
agreement among the raters other than what would be expected by chance, then
κ ≤ 0 [209].

By testing the model on the validation set, our trained model is capable of
predicting the diabetes status directly from the retinal images (without any further
information about other glucose measurements) with a κ score of 0.458 and F1-
score of 0.758. The final predictions over multiple eyes per subjects are averaged
during test time. This makes the prediction more accurate. In order to compare
this performance, we asked an ophthalmologist expert to predict the diabetes
status of a subset of 32 images (16 diabetic and 16 healthy). Only 2 out of 16
diabetic images could be detected by the expert and the rest was labeled as healthy,
which corresponds to a κ score of 0.125 and F1-score of 0.222.
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8.5 Conclusion
Currently, diagnosis of diabetes is based on glucose measurements, and retinal
images are used to observe the early signs of diabetic retinopathy such as micro-
aneurysms and retinal hemorrhages. When these signs do not exist in the image, it
is difficult for experts to differentiate between healthy and diabetic subjects. The
preliminary results in this small study show that CNNs are able to differentiate
between these two groups only by using the retinal images, with a significantly
better performance compared to ophthalmologists. This indicates that the retinal
vasculature start to change in patients with diabetes in early stages and CNNs
are able to capture these changes. However, more validations are needed before
making the final conclusion. By proper visualization techniques, extending the
experiments on larger data sets and including additional metadata, we can confirm
the results. It may also be possible to discover new biomarkers, which can be
used for diagnosis of diabetes non-invasively. This is very advantageous in large
screening settings and early blindness prevention.
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9
Discussion and Directions for Future

Research

Houston, Tranquility Base here. The Eagle has landed!

Neil Armstrong



This chapter concludes this dissertation. After providing a summary of each chap-
ter, the challenges and potential directions for future studies are discussed.
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9.1 Summary

Retinal images provide clinically-important information about several systemic dis-
eases such as the vision-threatening diabetic retinopathy (DR). Since they can be
captured non-invasively and cost-effectively, they are favorable in large screening
settings. The geometrical properties of the blood vessels are important biomarkers
for early diagnosis of diseases, and quantitative measurements of these properties
lead to a better understanding of the actual changes happening to the vessels due
to the progression of diseases. Moreover, various lesions such as microaneurysms,
hemorrhages and exudates are considered as critical signs for clinicians that help
them to decide about the severity level of diseases and offer appropriate treatments
to the patients. Direct diagnosis of the stages of diseases is also helpful especially
in large-scale analysis; however, the decision needs to be supported by sufficient
justifications and reasoning. This dissertation provides a series of innovative con-
textual and deep learning techniques developed for analysis of retinal images, as
a part of the international RetinaCheck project. The main focus is to delineate
and study the retinal blood vasculature network, however automatic detection of
abnormalities and direct prediction of diseases have also been studied.

The blood vasculature network in retinal images is a special tree-like structure
including crossing arteries and veins with multiple branchings, like a tree-graph.
The main property of crossing/bifurcating arteries and veins is that there is a
continuity in their orientation, scale and intensity. Therefore, appropriate geo-
metric reasoning is essential in analyzing them. The orientation score transforma-
tion plays an important role in most of our proposed solutions. Using the cake
wavelets in this transformation makes it an invertible scale-independent transfor-
mation that lifts the images to the SE(2) space of positions and orientations so
that the vessels (as elongated structures) have a high response at directions match-
ing their actual orientations. This helps in disentangling the crossing vessels from
each other because of their different directions and analyzing them separately.

In this dissertation, Chapter 2 and 3 introduce novel vessel segmentation and
junction detection/classification techniques that are prerequisite processing tools
for the next three chapters (Chapter 4, 5 and 6); therefore, they are presented
first. In Chapter 2, we propose a nonlinear enhancement technique in the lifted
SE(2) space to suppress the low responses at all orientations (created due to noise
mainly in SLO images) and enhance the elongated structures (the blood vessels)
with high responses at few orientation layers. Moreover, we use the regularized
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Gaussian derivatives in the directions attached to individual structures in different
orientation layers (in SE(2) space) for detecting local differential structures in
multiple scales and orientations. This rich set of contextual information together
with the intensity-based features are used successfully in a supervised manner
for the first time to differentiate the blood vessels from the background for both
SLO and RGB images. In Chapter 3 the geometrical arrangement of vessels in the
lifted space (using non-symmetric wavelets) is used for detecting the vessel junction
points, which are further classified into crossing or branching points depending on
the number of dominant orientations at each point. Since there were no public data
sets of SLO images available for validation, we labeled the blood vessels and the
junction locations and their types in a new set of SLO images in the RetinaCheck
team and used them for the validations of our methods. Furthermore, a series
of geometrical properties, specifically defined to study the deviations from the
optimum arrangement of the vessels, are measured at the bifurcation points in two
data sets. The results show the strength of these biomarkers, which highlighted
the alterations in the vessel widths and angles of patients with severe systemic
diseases.

Chapter 4, 5 and 6 are the main contributing chapters in terms of using contex-
tual approaches to study the vasculature network, specifically to address the diffi-
culties in vascular model extraction by tracking or graph-based techniques. Several
studies reported that noise, imperfect pixel-wise segmentations, interrupted ves-
sel segments, highly curved vessels and low contrast regions resulted in missing
connections and incomplete tracks. Human visual system is capable of identifying
salient units in images even in the presence of occlusions, interruptions or noise.
Using the differential geometry tools designed for describing the architecture of
the primary visual cortex, we modelled the perceptual grouping process following
the Gestalt law of good continuation for retrieving these challenging connections
particularly around junction points.

More in particular, in Chapter 4 we use the numerical solution of the Fokker–
Planck equation for Mumford’s direction process to model the cortical connectivity
pattern in the lifted space of positions and orientations. The numerical solution is
obtained using the stochastic method based on the Monte Carlo simulation. This
connectivity kernel in a combination with an intensity-based similarity measure-
ment, creating a 4D kernel, is used to define the affinity between each pair of points
in the lifted space. These local affinities are then analyzed in a spectral clustering
approach to find the groups of points showing global saliency. This cortically-
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inspired spectral clustering step differentiates the individual blood vessels from
each other well at crossings and bifurcation points even in the presence of gaps
and imperfections. However, it faces difficulties in clustering the highly curved
vessels, where the orientation of the vessels do not change smoothly. In these
cases, the 4D kernel cannot follow the sudden change of orientations. We propose
a solution to this difficulty in Chapter 6. Moreover, we provide a proper baseline
for tuning the parameters of the kernel with respect to the data in Chapter 5.

In Chapter 5, we propose to learn the kernels directly from the data, i.e., in-
stead of using the numerical connectivity kernel, we use the line co-occurrence
statistics of vessel centerlines to model the cortical connectivity pattern. Line
co-occurrence statistics are used to study the mutual relations among connected
edges in natural images. By using proper symmetrization and shifting of the nu-
merical (probabilistic) solution of the Fokker–Planck equation in the lifted space
of positions and 2π-periodic orientations, we are able to compare it with the sta-
tistical kernel obtained in the space of positions and π-periodic orientations. The
probabilistic solution has been created using the Fourier-based technique, which
provides the best approximation to the exact solution and the least computation-
ally expensive solution compared to the other ones. By changing the parameters
of the adapted probabilistic kernel and comparing it to the statistical one, the best
parameters resulting in the smallest difference between the kernels are obtained.
Supported by quantitative and qualitative comparisons between the probabilistic
and statistical kernels, we show their remarkable similarities (less than 2% error).
Moreover, we show that these statistical measurements are very similar for vari-
ous data sets and can be used interchangeably. This is confirming previous studies
showing that the cortical connectivity patterns in our visual cortex are created
(learned) based on the edge statistics in nature. By changing the vessel centerline
width (it is equal to 1 pixel in this chapter) to other widths, the relation between
the parameters of the kernel (determining the shape and size of the kernel) and
the scale of structures can be studied. This helps in automatic parameter tuning
according to the available structures in the image.

Chapter 6 suggests a novel and perfect solution to the challenging situations,
which could not be resolved with the 4D kernels introduced in Chapter 4 and
learned in Chapter 5. We propose a novel 5D kernel, which is adaptive to the
sudden changes of the orientation of vessels (at high curvature points) by includ-
ing the feature of curvature (in addition to position, orientation and intensity)
as a crucial contextual information. While preserving the similarity of points as
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well as the previous connectivity kernels, this new kernel is able to follow the
structures if they change their orientation abruptly, which might happen due to
diseases. The 5D kernel is estimated using a combination of 3D intersections
of the solution with fixed curvatures and two additional exponential curvature-
and intensity-based similarity measurements. Additionally, a more sophisticated
spectral clustering approach is used, which automatically optimizes the alignment
of eigenvectors of the affinity matrix and finds the best clusters representing the
salient units. Furthermore, we propose a new multi-scale curvature measurement
technique that fits exponential curves to the lifted vessels in SE(2) space at vari-
ous scales. This helps in having precise curvature values at various vessel widths
including tiny vessels. Moreover, this new curvature extraction step highlights a
strong geometrical difference between the crossings and bifurcations. In general,
the curvature of the vessels increases at bifurcation points, because the parent
vessel suddenly splits to two new vessels (sudden change of orientation); while at
crossovers, the rate of orientation change (curvature) is not very high, unless the
individual vessels are highly curved. Therefore, the branches are clustered together
with their parent vessels during the clustering step, while the vessels are totally
separated from each other at crossings. The combination of the new 5D kernel,
the multi-scale curvature measurement and the self-tuning spectral clustering tech-
nique creates a very robust method against a wide range of variations in images,
supported by quantitative and qualitative results on several RGB and SLO retinal
images, as well as synthetic images with controlled settings. The quantitative and
qualitative comparisons showing the differences between the 4D and 5D kernels
are also presented. Finally, we have discussed in detail how to use this new con-
nectivity analysis pipeline as a proper baseline for extracting the full vasculature
network in local or global tracking approaches, and how to tune the parameters
of the kernel automatically by extending the approach proposed in Chapter 5.

Generally, the results of these three chapters show strongly that Mumford’s
direction process is a perfect continuation model for vessels in retinal images, and
contextual information (position, orientation, scale, color and curvature) are the
important players in our interpretation of scenes. We do not aim to explain vision
or directly compare human vision models with our implementation in terms of
performance, but we use the cortical model as a solid inspiration for our computer
vision application. These approaches can easily be extended to other data sets
including elongated structures (e.g., the road networks, nerve fibers and so on)
to retrieve the missing and challenging connections among the structures. The
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image patches used for validating these three methods, have been selected around
junction points after segmenting the vessels using the method of Chapter 2 and
detecting the junction locations using the method of Chapter 3.

Besides the geometrical analysis studying the precise model of different struc-
tures, machine learning techniques lead another research line, which according
to Arthur Samuel, gives “computers the ability to learn without being explicitly
programmed”. The great successes of deep learning approaches (or convolutional
neural networks (CNNs)) in various computer vision applications motivated us to
use these techniques for analysis of retinal images as well (in Chapter 7 and 8).
Among different deep learning architectures, the deep residual learning framework
(ResNet) has solved the problems appearing while training very deep networks
(ten to hundred layers) by introducing an additional (weighted) reference to the
input of the layer at the output. This solution offers the possibility to train very
deep networks easier and achieve much higher performances compared to the other
architectures with the same complexities.

Motivated by this superior performance improvements, we used ResNets to
design two different convolutional neural networks, one for segmenting the exu-
dates in the images (Chapter 7) and the other one for determining the diabetic
status of the subjects directly from the retinal images (Chapter 8). Exudates are
one of the early signs of non-proliferative DR and detecting their presence in the
image is crucial from the clinical point of view. However, their detection is not
always trivial as they are often confused with other bright structures. By using
a dynamic sampling approach and assigning higher priorities for learning more
deceptive samples, the number of false detections is eliminated in a great extent
and the network learns to detect and segment the exudates with a very high per-
formance (AUC up to 0.994%) in less number of iterations. Thus, no additional
postprocessing or masks for removing the false detections are needed, unlike state-
of-the-art techniques. Moreover, the proposed architecture in this chapter is a
special end-to-end segmentation network. We train it on small patches (needs less
computing resources), but we are able to get the full segmentation at once by feed-
ing the full-sized image to the network. Similar network and sampling approach
can be used for segmenting other lesions with limited number of samples such as
microaneurysms or hemorrhages.

In Chapter 8, we explore whether the CNNs are able to capture structural
differences between the images taken from healthy and diabetic patients or not.
Similar to the previous chapter, the ResNets are used in the proposed architecture.
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The main approach for diagnosis of diabetes is blood glucose measurements, but
our preliminary results show that the trained network learns discriminative fea-
tures from these images. This is the first step for investigating the actual features
(biomarkers) learned by the network for differentiating the images of these two
classes.

9.2 Discussion

The Roto-Translation Group

This dissertation covers various unsupervised and supervised methods for analyz-
ing the retinal images. The orientation scores provide a suitable framework for
analyzing the curvilinear structures such as the blood vessels in retinal images.
Considering the curved geometry of orientation scores, special differential geomet-
rical tools from Lie group theory are used to process them. Bekkers et al. [63] and
Zhang et al. [64] have provided detailed and concise overviews on sub-Riemannian
geometry in the orientation score domain and useful differential geometrical tools
in this space. In addition to the works presented in this dissertation, several other
works have proposed advanced solutions for crossing preserving vessel enhance-
ment and vessel tracking. As an example, [176] enhances the blood vessels with
adaptive multi-scale second-order Gaussian derivatives perpendicular to the line
structures in the lifted space. The adaptivity to the local line structures is done via
eigensystem analysis of the left-invariant Hessian matrix. This method provides a
sophisticated general solution for both SLO and RGB images, which is totally un-
supervised and is done only based on geometric reasoning. Moreover, [210–212]
proposed to track the curvilinear structures via data-adaptive sub-Riemannian
geodesic extraction in SE(2). [213] used an analytical approximation of the sub-
Riemannian distances in the SE(2) space for perceptually grouping a set of key
points obtained via the minimal path tracking algorithm [214]. They show that
their analytic solution offers a better performance compared to the data-adaptive
fast marching approaches. The benefits of the sub-Riemannian framework com-
pared to the Riemannian counterparts in the orientation scores for analyzing the
retinal images have also been discussed in [211, 213]. The results obtained by
perceptually grouping a set of key points or blood vessel segments (as proposed
in Chapter 4, 5 and 6) provide a useful framework for separation of the arteries
from veins or global graph optimization approaches such as the methods proposed
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by [169, 171, 173, 215], which need to be investigated in the future. Another inter-
esting possible extension is to extend statistical kernels introduced in Chapter 5 to
higher dimensional kernels so that additional contextual information such as the
curvature and scale of lines/edges is also included in the statistics. This helps to
a better understanding of the relation of edges in the nature and the adaptation
of cortical connectivity pattern. It will also lead to automatic adaptation of the
5D kernels in Chapter 6.

Deep Learning

Deep convolutional neural networks have led to new horizons in machine learning
algorithms. Thanks to these “very deep” networks, several computer vision chal-
lenges have achieved a series of breakthrough by reaching performances as high
as the performances of human beings. The depth of deep networks is of crucial
importance in enriching the “levels” of features learned in a series of stacked lay-
ers, and achieving such performances. However, the biggest downside of these
techniques is that they need a large amount of labeled data for training. Labeling
clinical data is a tedious and expensive task, and need to be done by experts, who
are often very busy. Therefore, sophisticated general and repeatable unsupervised
techniques (such as the above-mentioned methods) are preferable. Additionally,
Generative Adversarial Nets (GANs) [216] and transfer learning [217, 218] provide
novel solutions to deal with the lack of labeled data. GANs are capable of learning
from a limited set of labeled data and synthesize diverse realistic images similar
to the training set. As an example, [219] proposed to create sets of synthesized
filamentary structured images such as fundus and neuronal images using GANs,
and use these synthesized images for improving the segmentation performance.
One interesting extension is to use GANs to create synthetic lesions (not only in
retinal images but also in other types of medical images), which obtaining large
annotated sets for them is a big challenge. The features learned by generator
during creation of synthetic lesions can further be used for training a new lesion
detection network.

In transfer learning, instead of training networks from scratch (with random
initialization), pre-trained networks on large sets are used for either initialization
of a new network (by continuing the back-propagation, and possibly freezing the
weights of some layers); or extracting sets of fixed features and training a separate
pattern classifier for the task of interest. As an example, [220] proposed to predict
age-related macular degeneration from retinal images using the OverFeat [221]
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features from a pre-trained deep CNN (on the ImageNet competition [222]) on
preprocessed retinal images, and a linear Support Vector Machine (SVM) as the
classifier. This is a very suitable extension for the method proposed in Chapter 8
and in general for direct prediction of other diseases with small sets of labeled
data. Freezing the weights of all layers might lead to either not achieving the best
possible performance, or not converging at all. So fixing only the weights of initial
layers, which learn the low-level features (edges, ridges, etc.) is more suitable,
when changing the classification task of interest.

Furthermore, Kaggle1 organized a challenge for direct prediction of DR severity
level from color fundus images2. They published a large data set (≈ 90k images)
in this challenge, which helped the development of several new deep learning stud-
ies for not only the task of image labeling but also for abnormality detection and
localization. Van Grinsven et al. [92] annotated the location of hemorrhages in
a subset of Kaggle data set and designed an automatic hemorrhage segmentation
algorithm. While in [223–225] this data set was used to train networks only based
on image labels, and the decision on severity level was supported by novel visu-
alization techniques to localize the abnormalities in each image. In addition to
detecting and localizing the lesions associated with DR, the networks trained on
this large data set are very useful for initialization and fine-tuning of networks
designed for diagnosis of other diseases determined from the retinal images (such
as Glaucoma or early diabetes stages (similar to Chapter 8)), because they may
extract very similar features at initial layers.

Using crowdsourcing approaches for annotating the images [226] is another
way to get more annotations, which has not been investigated enough for retinal
images [227].

These advances in deep learning techniques and the presence of new big data
provide promising solutions in the analysis of retinal images for detection, localiza-
tion, measuring retinal features, and direct prediction of diseases based on small
sets of labeled images. An exciting industrial extension is to use these techniques
to provide on-time advices to people referring to eye shops, whether they need to
refer to clinicians immediately or not. This could be accompanied with a report
indicating the detected abnormalities in the retina.

1http://www.grand-challenge.org/
2https://www.kaggle.com/c/diabetic-retinopathy-detection

9

164

http://www.grand-challenge.org/
https://www.kaggle.com/c/diabetic-retinopathy-detection


9.2. Discussion

Clinical Metadata

Clinical metadata such as age, gender, life style factors (e.g., smoking), body
mass index, blood pressure and medical data (e.g., hypertension, diabetes, heart
diseases), provide a set of rich information that are relevant for the disease preva-
lence. If any of this metadata is available, considering them in the analysis in
addition to the retinal images will facilitate the analysis and result in more accu-
rate conclusions. As an example, the statistical analysis presented in Chapter 3
has been corrected for age and gender factors so that they are not affecting the
final results directly. Similar statistical analysis on other geometrical properties
such as vessel width and curvature, while considering metadata in the analysis,
have been presented in [63, 64]. An interesting and very important extension to
Chapter 8 is to use the available meta data for each subject in addition to the
retinal images and train the network by using all this information. This metadata
might affect the results highly, because the statistical analysis shows that the ves-
sel width, curvature and in general geometrical properties are dependent on other
information such as age and gender. For instance, the vessels in healthy female
subjects might be as curved as diabetic male patients. Therefore, it is important
to consider the metadata in such kind of studies before deriving any conclusions.

Biomarker Discovery

Biomarkers are important in predicting or diagnosis of diseases. The main ef-
fort in designing the CAD systems is to find a good set of representative features
(biomarkers) differentiating healthy and unhealthy subjects. As mentioned earlier
in this dissertation, it is known that various geometrical properties (such as ves-
sel width, curvature and bifurcation angles) are associated with systemic diseases
(such as diabetes and hypertension) extensively. These biomarkers are mostly
simple and intuitive in terms of interpretation. However, the results are not con-
sistent over different studies. They are vulnerable to noise, and dependent on the
image processing pipeline or the analyzed data set (e.g., the fractal dimension in
[228]). Therefore, it is necessary to discover and learn high-level, abstract and
robust biomarkers for accurate diagnosis. Deep learning approaches can play an
important role in realizing this goal.

If we train or fine-tune a network on an already labeled data set (e.g., the
Kaggle dataset), the network will also learn the biomarkers or features used by
human beings during annotations (e.g., microaneurysms, exudates, hemorrhages
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and so on). A new way to discover new biomarkers is to use larger data sets
with other clinical information (such as blood glucose or pressure level, urine
tests and so on) to train networks, and see if the CNNs are able to spot any
differences among the images of different classes (similar to the work presented
in Chapter 8). The robust classifiers and the learned weight layers then can be
used for localizing the biomarkers in the images differentiating different classes.
Such new biomarkers might be discovered, visualized, quantified and validated
using advanced visualization techniques such as [229–233]. As an example, [234]
trained a classifier for predicting the retinopathy of prematurity, and used the
trained network for visualizing the important biomarkers for this disease using the
class activation maps introduced in [229]. In another work, [235], a classifier and
localizer network were trained simultaneously by sharing some of the convolutional
layers between them.

We believe this is one of the main research streams that need to be followed
not only in retinal image analysis, but generally in medical image analysis. The
newly discovered biomarkers not only provide additional insights about the changes
happening due to the diseases, but also help the clinicians to verify the diseases
classification outputs by CADs with a better confidence and justification.

There are many other challenges and areas of research in retinal image analysis.
The presence of good and enough data is the key factor in obtaining reliable and
repeatable CAD systems. In addition to the construction of large data sets and
expensive annotations by medical experts, the privacy of patients and ownership
of data are other factors that need to be carefully considered while transferring
images, and in general medical data, between clinical and research centers. Longi-
tudinal studies are another less investigated research area in retinal image analysis.
They help in understanding the evolution and characterization of diseases quan-
titatively and qualitatively, which enables more precise treatment planning and
early diagnosis.

To conclude, retinal images have shown to be very informative in assessing
and early diagnosis of several systemic diseases such as DR. The motivations for
this dissertation has been discussed in Chapter 1 generally and in each chapter
specifically. The methods presented in this dissertation cover two main types of
approaches for retinal image analysis. The first part (Chapter 2–6) provides a set
of contextual approaches inspired by the geometry of the visual cortex for analysis
of the blood vasculature network in retinal images. These techniques are designed
based on appropriate geometric reasoning and they can be easily extended for
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analysis of other types of tree-like networks in nature. The second part (Chapter 7–
8) is dedicated to the advanced deep learning solutions for localization of lesions
in the retina as the early sign of diseases, and direct prediction of diseases without
intermediate steps. These techniques can also be extended to other types of lesions
and diseases in various types of medical images (2D and 3D).
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Appendix

Published Data Sets
The scanning laser ophthalmoscope (SLO) technology has the advantages of lower
levels of light exposure, and direct digital imaging. The SLO images are normally
different from color fundus images, in the sense that they are high contrast and
finely detailed images. Many color fundus image data sets are publicly available
for different analysis purposes, but no reference data set made of SLO images
was available. In order to develop and validate different image analysis tools
working with SLO images, several anatomical structures in a set of SLO images,
the IOSTAR data set, have been annotated in a collaboration from all the Reti-
naCheck team members. The IOSTAR data set is made of the images taken
with EasyScan camera3. The original images have a resolution of 1024 × 1024
px (≈ 14 µm/px), and a 45◦ field of view. The annotations include blood ves-
sel annotations (used in Chapter 2, [97]), bifurcation/crossing locations (used in
Chapter 3, [110]), and artery/vein labels. A subset of the blood vessel annotations
has been selected, the annotations were corrected several times and used in [176].
The bifurcation/crossing and blood vessel annotations are publicly available4. The
artery/vein labels are not public, but are available upon request.

Moreover, in order to evaluate the performance of our crossing/bifurcation de-
tection algorithm on color (RGB) images as well as SLO images (Chapter 3, [110]),
the bifurcation and crossings of the public DRIVE database [107] have been an-
notated and reviewed by three experts in our group. The public DRIVE database
includes 40 color images with a resolution of 565 × 584 px (≈ 25 µm/px) and a
45◦ field of view. These annotations are also publicly available5.

3provided by i-Optics B.V., the Netherlands
4http://www.retinacheck.org/datasets
5http://www.retinacheck.org/datasets

http://www.retinacheck.org/datasets
http://www.retinacheck.org/datasets
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No regrets in life.
Just lessons learned!
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