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Chapter 1

Introduction

The Internet of Things (IoT) extends internet connectivity beyond tra-
ditional devices to everyday objects that utilize embedded technology to
communicate and interact with each other and the external environment.
Because of the immense size of IoT networks, these networks require com-
munication algorithms that are capable of efficiently propagating and main-
taining data in a distributed fashion. In this chapter we give a brief in-
troduction to the IoT and its challenges concerning communication algo-
rithms. We then introduce the concept of threshold-based communication
algorithms and summarize the contributions of this thesis.

1
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1.1 Introduction

In the novel Internet of Things paradigm, daily objects called smart objects
will form large meshed networks that are able to gather and exchange large
amounts of data. A smart object is an autonomous, physical object which
is enhanced to have sensing, actuating, processing, storing, and networking
capabilities. Such devices can sense, log and interpret what is occurring in
the world around them, act on their own, communicate with each other, and
exchange information with people [49].

Typical applications of the IoT include infrastructure systems such as
smart grids, smart cities, smart homes and intelligent transportation sys-
tems [4, 36]. As a motivating example, think of intelligent street lighting in
which the street lights are equipped with various sensors and wireless com-
munication capabilities. Such street lights are able to adapt to changes in
traffic and daylight, leading to increased safety and energy efficiency, and in
addition could be used for the monitoring of traffic congestion, air pollution
and parking spaces [16,95].

Due to the large size of IoT networks it is difficult to implement a central-
ized control entity. Therefore, these networks generally require distributed
control algorithms for their operation. Additionally, since these kinds of net-
works consist of daily objects, they are often communication-, computation-,
memory- and energy-constrained. Because of these characteristics the deploy-
ment of such networks challenges the current state of the art in network design
and communication algorithms [8].

1.2 Communication algorithms

For many networks in the IoT, periodic messaging is a fundamental operation
used to support many applications, like neighbor discovery, data collection,
data dissemination, routing and more.

For instance, consider a network in which each device every so often needs
to send out a control message containing its current state, in order to check
with its neighboring devices if it is still up to date. A simple example of this
would be a network where the state of a device is defined by the version of the
code that is currently running on that device. Then, when a device receives a
message from a neighboring device containing a version number that is higher
or lower than its own, it will know that it needs to either request a code
update or send out a code update.

The simplest way of scheduling these kinds of messages is to let every node
send out a control message after a fixed period. However, in a network with n
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nodes, this would lead to O(n) messages being sent out per time unit. Hence,
if the network grows and n grows large, this will result in a congested network
where it will become increasingly difficult for nodes to successfully send out
and receive messages, leading to poor performance of the network [69]. To
avoid this problem, appropriate communication protocols are required, which
govern when each device should schedule and send out messages.

Generally, one can distinguish between two types of mechanisms within
communication protocols which decide when certain devices send out mes-
sages. Firstly, there are the mechanisms that deal with the generation of
messages at devices. Typically, when and what kinds of messages are gen-
erated at nodes is determined by the specific application. Secondly, there
are channel access control mechanisms which actually schedule when these
generated messages will be sent out by the device. These two mechanisms
together manage the communication traffic within the network. We refer to
the collection of these kinds of message generation and channel access control
mechanisms as communication algorithms.

In this thesis we identify and focus on four important requirements for com-
munication algorithms designed for the IoT, which we list here. Of course,
depending on the application, some of these requirements might be more im-
portant than others. However, in general, communication algorithms for the
IoT should be able to meet these requirements.

Distributed. Since IoT networks typically do no not have a central con-
troller managing the communication between nodes, we require communica-
tion algorithms to be distributed. That is, we assume that no node has a
global view of the entire network at any time. Instead, every node has a local
view of the system only, and decides when to send a message based only on
local information. This is to avoid that memory-constrained nodes have to
store lots of information about far-away nodes and to avoid excessive infor-
mation exchange. Additionally, changes in input or topology can be dealt
with more easily, for example due to some nodes failing or other nodes joining
the network. Finally, many distributed algorithms turn out to be simple and
transparent, which is also appealing.

Scalability. Communication algorithms should be scalable. Scalability can
be seen as the ability of a system to handle a growing amount of work in an ef-
fective manner or its ability to be expanded to accommodate that growth. For
a communication algorithm this means that communication between nodes
needs to be managed in such a way that the network does not become con-
gested as the size of the network increases.
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Propagation delay. Many IoT applications are delay-sensitive. Think for
example of real-time applications in areas such as health care, industrial mon-
itoring and lighting control. Hence, communication algorithms should be able
to schedule communication traffic in such a way that delay-sensitive messages
can be sent out quickly.

Fairness. The ability to distribute message load fairly among nodes is also
an important requirement for communication algorithms. First, some appli-
cations might rely on each node being able to send out an equal number of
messages in the long run. Think again of the example where each node every
once in a while needs to send out control messages. Secondly, load balancing
can also enhance the lifetime of some networks, for example battery-powered
networks.

To illustrate the above requirements, consider again our motivating exam-
ple of intelligent street lighting. Since the number of street lights in a large
city can easily be in the tens of thousands, clearly these kinds of systems
require distributed and scalable communication algorithms for their control.
Furthermore, when these systems are used for automatically adjusting the
brightness of luminaries based on passing vehicles or pedestrians, sufficiently
fast propagation of command messages throughout the network is crucial to
ensure public safety. Finally, in many cases every light pole also needs to send
out periodic routing and connectivity control messages [60], hence fairness
among nodes contributes to the overall efficiency, reliability and performance
of these kinds of systems.

1.3 Threshold-based communication

In this thesis we focus our analysis on two types of communication algorithms.
First, we consider algorithms which are based on or inspired by the Trickle
algorithm [56], a flooding algorithm designed for wireless networks. Secondly,
we investigate token-passing algorithms which are used as channel access con-
trol mechanisms in, for example, wired bus and ring networks.

An important commonality among the communication algorithms that are
studied in this thesis, is that they all rely on a threshold-based suppression
mechanism for controlling the number of messages being sent out by the nodes
of the network. That is, in all algorithms, each node keeps track of the number
of messages that were recently sent out either by itself or by neighboring
nodes. When this number exceeds a certain predefined threshold the node
will temporarily suppress any outgoing messages.
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The idea behind these kinds of algorithms is twofold. First, by suppressing
messages at a node if it has recently received several messages from neighbor-
ing nodes, we reduce network contention, leading to less congestion and better
performance of the network. Secondly, by restricting the number of messages
a single node is allowed to send out within some time period, we ensure that
its neighboring nodes also get a chance to send out their messages, increasing
the fairness of the network. For these reasons, these kinds of algorithms are
sometimes referred to as “polite” algorithms.

1.3.1 The Trickle algorithm

In the context of the IoT a popular communication algorithm, called Trickle
[56], plays an important role in the design of various wireless communication
protocols. Trickle was originally designed for propagating and maintaining
code updates in wireless sensor networks. Wireless sensor networks (WSN)
consist of spatially distributed autonomous sensors with wireless capabilities
which are able to monitor physical or environmental conditions, such as tem-
perature, sound and pressure [2]. While the IoT does not assume a specific
communication technology, wireless communication will play a major role,
and in particular, wireless sensor networks will become key components of
the IoT, serving as its eyes and ears.

While Trickle was originally designed for propagating and maintaining
code updates, it has proven to be a powerful mechanism that can be applied
to a wide range of protocol design problems and therefore has been docu-
mented by the Internet Engineering Task Force (IETF) in its own RFC [54].
From then, it has been adopted in many other protocols which play a cru-
cial role in the IoT. Notable standardized protocols that use Trickle are the
IPv6 Routing Protocol for Low Power and Lossy Networks (RPL) [92] and
the IPv6 Multicast Protocol for Low Power and Lossy Networks (MPL) [39].
In RPL, Trickle is used to control the transmission of routing control informa-
tion. MPL uses Trickle to forward multicast packets in constrained networks.
Other protocols that have adopted the Trickle algorithm include Deluge [38],
CodeDrip [76], Melete [94], Starburst [5] and DHV [22].

The Trickle algorithm relies on a threshold-based suppression mechanism
for managing network traffic. Nodes divide time into intervals of varying
length. During each interval a node will broadcast its current information, if it
has not heard other nodes transmit the same information during that interval,
in order to check if its information is up to date. If it has recently heard
another node transmit the same information it currently has, it will stay quiet,
assuming there is no new information to be received. Additionally, it will
increase the length of its broadcasting intervals, decreasing its broadcasting
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rate. Whenever a node receives an update or hears old information, it will
reduce its interval size, increasing its broadcasting rate, in order to quickly
resolve the inconsistency. This way inconsistencies are detected and resolved
fast, while keeping the number of transmissions low.

The exact description of the Trickle algorithm is as follows.

Algorithm Description. The algorithm has three parameters:

• A threshold value k, called the redundancy constant.

• The maximum interval size Imin.

• The minimum interval size Imax.

Furthermore, each node in the network has its own timer and keeps track of
three variables:

• The current interval size I.

• A counter c, counting the number of messages heard during an interval.

• A broadcasting time t during the current interval.

The behavior of each node is described by the following set of rules:

1. At the start of a new interval a node resets its timer and counter c
and sets t to a value in [I/2, I] at random.

2. When a node hears a message that is consistent with the information
it has, it increments c by 1.

3. When a node’s timer hits time t, the node broadcasts its message,
if c < k.

4. When a node’s timer hits time I, it doubles its interval size I up to
Imax and starts a new interval.

5. When a node hears a message that is inconsistent with its own
information, then if I > Imin it sets I to Imin and starts a new
interval, otherwise it does nothing.

In Figure 1.1 we depict an example of the broadcasting process of a single-
hop network consisting of three nodes using the Trickle algorithm with k = 1
and I = Imin for all nodes.
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node 1

0 Imin
3Imin

node 2

0 Imin 3Imin

node 3

0 Imin 3Imin

C1=1

C2=1

C1=1

C3=1

Message transmission Message suppresion

Figure 1.1: Three nodes using the Trickle algorithm (k = 1, I = Imin).

During the first interval, node 3 is the first node to schedule and broadcast
a data packet. The broadcasts of nodes 1 and 2 during that interval are then
suppressed. Following rule 4 of the Trickle algorithm, at the end of the first
interval all nodes then double the size of the following interval to 2Imin. During
the second interval the broadcast of node 2 suppresses the other broadcasts.
As is also the case in this example, the intervals of nodes will generally not be
synchronized, since synchronization requires additional communication and
consequently imposes energy overhead. Furthermore, as nodes get updated
and start new intervals, they automatically lose synchronization.

Clearly, the Trickle algorithm is a distributed algorithm. In this thesis,
we will analyze the performance of the Trickle algorithm with regard to the
additional requirements for communication algorithms for the IoT identified
in the previous section: scalability, propagation delay and fairness.

1.3.2 Token-passing algorithms

While wireless networks are considered to be the key components of the IoT,
wired networks are part of the IoT as well. Especially in smart buildings and
building automation, wired networks are commonly used to provide efficient
and economic networking solutions [91].

One can distinguish between two main types of communication protocols
that are used for wired networks. First, there are protocols that rely on
contention-based medium access algorithms. In contention-based schemes,
any node in the network is allowed to send a message at any time if it detects
that no other node is currently sending a message. The best known contention
medium access scheme for wired networks is CSMA/CD used in Ethernet
networks.
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Secondly, there are communication protocols which use token-passing al-
gorithms for medium access control. Token-passing algorithms ensure orderly
access to a communication channel by passing a token in a cyclic fashion
among all nodes in the network. In token-passing networks, the nodes in the
network pass around a token by sending a small message. Only when a node
holds the token it is allowed to send out messages to other nodes in the net-
work, before it has to pass on the token to the next node in the network. The
token-passing algorithm determines when and to which node the token has
to be passed on. Since there is only a single token in the network, only one
device can be transmitting at any given time and no data collisions occur.
Access to the network is guaranteed, and time-sensitive applications can be
supported. The best known communication protocols that use token-passing
medium access control are the Token Ring [82] and BACnet [15].

In this thesis we focus on the performance analysis of token-passing algo-
rithms in the IoT context, focusing on systems with a large number of nodes.
In particular, we will focus on the effect of the token-passing rule on network
performance. Typically, in these token-passing protocols a simple k-limited
rule is used, which dictates that each node can send out a maximum of k
messages before it has to pass on the token. Such token-passing algorithms
are typically analyzed using polling models [12]. A polling model is a system
which consists of a number of queues that are served by a single server in a
fixed order. Using polling models, we will analyze how the token rotation time
and message delay are affected by the token-passing rule for large systems.

1.4 Methodology and modeling assumptions

As mentioned in the previous section, the goal of this thesis is to evaluate
the performance of several threshold-based communication algorithms with
respect to the performance measures listed in Section 1.2. Typically, one can
distinguish between two general approaches for evaluating the performance of
such algorithms: experimental and analytic.

First, for experimental evaluation, one relies on simulations and physical
test bed experiments to gain empirical insight in the performance of commu-
nication algorithms. The advantage of this approach is that experiments can
be made as realistic as desired to evaluate the algorithm’s performance for
specific configurations. However, it is very hard to generalize the results of
experiments to different network topologies or parameter settings, hence it is
difficult to use this approach for performance optimization.

Secondly, for analytic evaluation, one tries to accurately model and analyze
the performance of communication algorithms using mathematical techniques.
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The advantage of this approach is that results are often of an exact nature
and can be generalized to various network topologies or parameter settings.
Such insights can then be used to optimize the design and performance of
these communication algorithms for specific scenarios. However, one usually
has to make simplifying modeling assumptions, making it difficult to use these
results to accurately predict performance in more realistic scenarios.

In this thesis we focus on the analytic performance evaluation of commu-
nication algorithms. In addition, we perform simulation and test bed exper-
iments to investigate the accuracy of our models and to see how well they
extend to realistic scenarios. Our general approach can be summarized as
follows. First, we gain qualitative insight how various parameters affect an
algorithm’s performance by analyzing stylized mathematical models. We then
use these insights to expose possible flaws in the algorithm’s design. Finally,
we use our findings to improve the design and usage of the algorithm and we
verify our results with some experiments.

1.4.1 Modeling assumptions

In order to analyze the performance of the communication algorithms de-
scribed in the previous section, we make several important modeling assump-
tions throughout this thesis, which we list here.

Connectivity graph. We assume that we can describe the network by a
connectivity graph. In such a graph, each vertex represents a node of the
network and an edge between two vertices represents the fact that these two
nodes are able to communicate with each other. Hence, we assume we know
exactly which nodes are able to communicate with each other. Some illustra-
tive examples of connectivity graphs can be found in Figure 1.2.

Broadcast communication. All communication between nodes is assumed
to be of the broadcast type. That is, messages do not have a specific des-
tination node and do not need to be routed through the network. Once a
node sends out a message it is received by all its neighboring nodes in the
connectivity graph, after which the message will leave the network or will be
rebroadcasted to second-degree neighbors.

Instantaneous and lossless communication. Throughout the thesis we
assume that all communication between nodes is instantaneous and that there
is no message loss. This allows us to analyze the performance of commu-
nication algorithms in ideal circumstances, without having to consider the
interplay between different algorithms. For example, we can focus on the per-
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(a) Grid (b) Star (c) Single-hop

Figure 1.2: Three examples of connectivity graphs

formance analysis of Trickle without explicit consideration of the underlying
medium access scheme.

1.4.2 Communication models

Given these assumptions, we now provide a general model which gives an idea
of the kinds of models that are explored in this thesis.

Consider a network which can be described by a connectivity graph G =
(V,E), where V is the set of vertices and E the set of edges of the graph. We
assume each node v schedules messages to be sent out at times T vi according
to some stochastic process {T vi }∞i=0 and let Mv(t) := max{i | T vi < t} be
its corresponding counting process. In addition, associated to each node v
is a sequence of thresholds {Kv

i }∞i=0. Lastly, each node keeps track of some
counter function Cv(t), which we will specify later.

The messaging process then works as follows. At time T vi node v suc-
cessfully sends out its message, if its counter function Cv(t) at that time is
smaller than its current threshold, i.e. if Cv(T vi ) < Kv

i , otherwise the mes-
sage is suppressed. The counter function Cv(t) keeps track of the number of
messages that were sent out by node v and its neighbors. For instance, let
Av(t1, t2) be the counting process which keeps track of the number of times
node v has successfully sent out a message in the interval [t1, t2) and let N(v)
denote the set of vertices that are adjacent to node v in the graph G. Then,
two important examples of the counter function are given by

Cv(t) =
∑

w∈N(v)

Av

(
TwMw(t), t

)
and Cv(t) = Av

(
T vMv(t)−k+1(t), t

)
. (1.1)
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The function in the first example counts the number of successful messages
that were sent out by neighbors of node v since its last scheduled message. The
function in the second example keeps track of how many of the last scheduled
k messages of node v were successfully sent out. Note, that this model is
very general as it allows, for example, the thresholds of nodes to also change
over time or the message scheduling process to depend on a node’s counter
function.

Given such a model, some examples of performance measures we are typ-
ically interested in are the following.

• limt→∞
∑
v∈V E [Av(t, t+ 1)]: the average number of messages success-

fully being sent out per time unit. This provides information on the
scalability of a particular algorithm.

• min{t | Av(0, t) = 1}: the time until some node v sends out a message
for the first time. This will be used as a measure for the speed at which
an algorithm can propagate messages.

• limt→∞Av(0, t)/Mv(t): the long-run fraction of messages successfully
being sent out by node v. Comparing this measure between nodes allows
us to investigate the fairness of a communication algorithm.

Analyzing these models requires the use of various mathematical tech-
niques, depending on the exact model at hand. For example, when analyzing
the scalability or propagation speed of an algorithm, the network structures
we consider are relatively simple and the main focus is analyzing the broad-
casting process. Hence, we mostly rely on techniques for analyzing stochastic
processes, such as Markov chains and renewal processes. In contrast, when we
want to consider the fairness of a communication algorithm, network topol-
ogy plays an essential role, requiring tools from statistical physics and random
graphs. Finally, in the case of token-passing algorithms, message queues at
nodes are important and therefore queueing theory and polling systems play
a prominent role.

Lastly, a common theme for the analyses in this thesis is to consider these
performance measures for a family of graphs {Gn}∞n=1, where the size of the
graph increases with n. This gives rise to so-called mean-field type behavior
and often reduces the complexity of the analysis. Besides providing mathe-
matical tractability, the mean-field scaling is also a quite natural and relevant
view of the large size of IoT networks.
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1.5 Outline of this thesis

The rest of the thesis is structured as follows. In Chapter 2 we analyze the
scalability of the Trickle algorithm. To this end, we study the broadcasting
process of a single-hop network where the number of nodes in the network
grows large. We show that the broadcasting process can be modeled by a
special type of Markov chain that is closely related to residual lifetime dis-
tributions, which admit a stationary distribution of a special form. These
results are used to analyze the scalability and message count of the Trickle
algorithm. Our findings prove conjectures in the literature concerning the ef-
fect of a listen-only period. Besides providing a mathematical analysis of the
algorithm, we also propose a generalized version of Trickle, with an additional
parameter defining the length of a listen-only period. Lastly, we discuss how
Trickle’s scalability can be negatively affected when it is used in combination
with medium access algorithms.

We continue the analysis of the Trickle algorithm in Chapter 3. We inves-
tigate how fast it can propagate new data across a network consisting of nodes
placed on a line. Using results for Markov renewal processes, we analyze the
hop count and end-to-end delay distributions in terms of the Trickle parame-
ters and network density. Additionally, we show that the expected end-to-end
delay can be greatly decreased by a small extension of the Trickle algorithm.

In Chapter 4 we analyze the fairness of the Trickle algorithm. It is shown
that, even though Trickle’s broadcast suppression mechanism has been proven
to be efficient, it is intrinsically unfair in terms of load distribution and that its
performance is strongly affected by the network topology. To overcome these
issues, we propose an extension to the Trickle algorithm, called adaptive-k,
which allows nodes to individually adapt their suppression mechanism to the
local node density. Supported by analysis and a case study with RPL, we
show that this extension allows for an easier configuration of Trickle, making
it more robust to the network topology.

We continue the analysis of the fairness and load distribution of Trickle-
inspired communication algorithms in Chapter 5 using a different model. Here
we assume that all devices are synchronized and we allow the threshold pa-
rameters of nodes to be degree-dependent i.i.d. random variables. We model
the broadcasting process as a special version of random sequential adsorp-
tion with nearest-neighbor interaction. We analyze this random sequential
adsorption process on infinite random trees. We calculate the suppression
probabilities of nodes in the network given the degree-dependent threshold
distributions and the degree distribution of the random tree. We also show
how to calculate the correlation between the activity of nodes as a function
of their distance. Lastly, we propose an algorithm which solves the inverse
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problem of determining how to set the degree-dependent thresholds in order
to reach some desired activation probabilities.

Next, in Chapter 6 we shift our attention from wireless threshold-based
communication algorithms to token-passing algorithms. We analyze the per-
formance of several token-passing rules for large-scale symmetric systems,
where the number of nodes grows large. Note that many-queue asymptotics
of symmetric polling systems have been studied before, however, only when
the switch-over times vanish relative to the service times as the number of
queues grows large. In this regime the mean cycle time remains finite and
queues either have zero or one customer waiting. In contrast, in our scaling
the switch-over times do not vanish relative to the service times, resulting
in queue lengths with non-trivial distributions. Quantities of interest are the
asymptotic queue length, cycle time and waiting-time distributions as the
number of queues grows large.

Finally, in Chapter 7, we summarize our work and provide directions for
future research.





Chapter 2

Scalability and Message Count of
Trickle-Based Algorithms

In this chapter we analyze the scalability and message count of the Trickle
algorithm. We show that the broadcasting process of a network using
Trickle can be modeled by a Markov chain and that this chain falls un-
der a class of Markov chains that are closely related to residual lifetime
distributions. It is then shown that this class of Markov chains admits a
stationary distribution of a special form. These results are used to analyze
the message count of Trickle. Our results prove conjectures concerning the
effect of a listen-only period on Trickle’s scalability. Besides providing a
analysis of the algorithm, we propose a generalized version of Trickle, with
an additional parameter defining the length of a listen-only period.

Based on:
Data Dissemination Performance in Large-Scale Sensor Networks
T.M.M. Meyfroyt, S.C. Borst, O.J. Boxma and D. Denteneer
ACM SIGMETRICS Performance Evaluation Review, 2014, vol. 42,
no. 1, pp. 395–406
On the Scalability and Message Count of Trickle-Based Broadcasting Schemes
T.M.M. Meyfroyt, S.C. Borst, O.J. Boxma and D. Denteneer
Queueing Systems, 2015, vol. 81, no. 2-3, pp. 203–230
Improving the Performance of Trickle-Based Data Dissemination in
Low-Power Networks
M. Stolikj, T. M. M. Meyfroyt, P.J.L. Cuijpers and J.J. Lukkien
In: European Conference on Wireless Sensor Networks, 2015, pp. 186–201

15



16 Chapter 2. Scalability and Message Count

2.1 Introduction

As mentioned in Section 1.2, the scalability of a communication algorithm is
an important requirement for the IoT. Therefore, when designing Trickle, the
authors of [56] put special emphasis on meeting this requirement. It is claimed
that by the way the Trickle algorithm is designed, scalability is ensured, but
a formal proof is not provided.

Some analytical results regarding scalability and message count of Trickle
are obtained in [20,37,47,53]. First, in [53] qualitative results are provided on
the scalability of the Trickle algorithm, stating that, in a dense network, the
number of messages being sent out per time unit remains bounded, irrespective
of the number of nodes in the network. However, a formal analysis is not
given. Secondly, in [20, 47] models are developed for estimating the message
count of the Trickle algorithm in random spatial networks and general network
topologies, respectively. In [37], the results of [47] are extended to include
packet loss. However, since these papers rely on numerical estimation, the
exact influence of specific Trickle parameters on the message count remains
unclear.

The goal of this chapter is to develop and analyze stochastic models de-
scribing the Trickle algorithm in order to establish scalability and to gain
a better insight in how the Trickle parameters influence the message count
and inter-transmission times. These insights could help optimize the energy
efficiency of the algorithm and consequently the lifetime of IoT networks. Fur-
thermore, knowing how the inter-transmission times depend on the various pa-
rameters could help prevent hidden-node problems in a network and optimize
network capacity. Our main focus is the derivation of the inter-transmission
time distribution and the joint distribution of consecutive inter-transmission
times for dense large-scale networks. We then use these results to develop an
approximation for the message count in grid networks.

The remainder of this chapter is organized as follows. In Section 2.2 we
discuss Trickle’s listen-only period and the short-listen problem. Additionally,
we introduce a new parameter defining the length of a listen-only period and
discuss its relevance. Then, in Section 2.3, we first briefly list the main results,
before presenting the details of the model and its analysis. In Section 2.4 we
develop a mathematical model describing the behavior of the Trickle algorithm
in dense large-scale networks. This is followed by an analysis of a special class
of Markov chains in Section 2.5 and we use the results from this analysis to
analyze our original model in Section 2.6. In Section 2.7 we then validate our
findings with simulations. In Section 2.8, we use the results from Section 2.6
to approximate the message count in grid networks and we again compare
our approximations with simulation results. Finally, as an important caveat,



2.2. The listen-only parameter 17

we discuss in Section 2.9 that, in a more realistic setting where transmissions
are scheduled by an underlying medium access protocol, Trickle’s scalability
property can be easily lost due to unexpected cross-layer interactions. In
Section 2.10 we make some concluding remarks.

2.2 The listen-only parameter

The key to Trickle’s scalability lies in rule 1 of the Trickle Algorithm: “At
the start of a new interval a node resets its timer and counter and sets t to a
value in [I/2, I]”, see Section 1.3.1. That is, nodes never schedule broadcasts
in the first half of their interval. For this reason the first half of the interval
is referred to as the listen-only period.

The reason for defining a listen-only period is to prevent the so-called short-
listen problem, which is also discussed in [56]. They argue that, when no listen-
only period is used, sometimes nodes will broadcast soon after the beginning
of their interval, listening for only a short time, before anyone else has a
chance to speak up. In a network where the intervals of all nodes are perfectly
synchronized, this does not give a problem, because the first k transmissions
will simply suppress all the other broadcasts during that interval. However,
in an unsynchronized network, if a node has a short listening period, it might
broadcast just before another node starts its interval and that node possibly
also has a short listening period. This possibly leads to a lot of redundant
messages and is referred to as the short-listen problem.

In [56] it is claimed that not having a listen-only period and k = 1 makes
the number of messages per time interval in a lossless single-cell network scale
as O(

√
n), due to the short-listen problem. Here n is the number of nodes

in the network and, adopting the terminology of [53], a single-cell network
means that all the nodes in the network are within communication range from
each other, i.e. the network’s connectivity graph corresponds to a complete
graph on n vertices. However, when a listen-only period of I/2 is introduced,
the expected number of messages per interval is supposedly bounded by 2,
resolving the short-listen problem and improving scalability.

Hence, a listen-only period is necessary to ensure scalability of the Trickle
algorithm. However, introducing a listen-only period also has its disadvan-
tages [26, 34, 61, 90]. Firstly, when a listen-only period of I/2 is used, newly
updated nodes will always have to wait for a period of at least Imin/2, be-
fore attempting to propagate the received update. Consequently, in an m-hop
network, the end-to-end delay is at least mImin/2. Hence, a listen-only pe-
riod greatly affects the speed at which the Trickle algorithm can propagate
updates.
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Figure 2.1: One node carries the complete transmission load of the network.

Secondly, introducing a listen-only period has a negative effect on the load
distribution. This is illustrated by Figure 2.1, where node 2’s broadcasting
intervals completely overlap with node 1’s listen-only periods and vice versa.
Consequently, one node will always transmit and suppress the other node’s
transmissions, depending on which node first starts broadcasting.

For these reasons one might want to consider using a listen-only period
of other lengths to see how this impacts scalability and load distribution.
Therefore, we propose a small extension of the Trickle algorithm with an
additional listen-only parameter η ∈ [0, 1] and where rule 1 is changed to

1∗. At the start of a new interval a node resets its timer and counter c
and sets t to a value in [ηI, I] uniformly at random.

This extension allows us to investigate the effect of using a listen-only
period of general length on the message count and scalability of Trickle.

2.3 Main results for single-cell networks

In this section we first briefly list the main results concerning the message
count and scalability of the Trickle algorithm in single-cell networks. In the
following sections we will then discuss the analytical model and its analysis
leading to these results.

We consider a steady-state regime, where all nodes are up to date and
their interval lengths have settled to I = Imax, and without loss of generality
we will assume that Imax = 1. In this steady-state regime, as dictated by the
Trickle algorithm, nodes still need to repeat the information they have, in or-
der to be able to detect possible inconsistencies within the network. However,
if no new information enters the network for a long period of time, all com-
munication during this time is essentially redundant, hence message count is
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the critical performance measure. When new information enters the network,
nodes should quickly disseminate it and return to this steady-state regime.

We denote by N (k,n) the number of transmissions during an interval of
length Imax for a given threshold value k in a single-cell network consisting
of n nodes. Additionally, let us denote an inter-transmission time for a given
value of k and cell size n by T (k,n). Whenever we write a(n) ∼ b(n)+c, where
c is a constant, this means a(n)− c is approximately equal to b(n) as n grows
large and more formally

a(n) ∼ b(n) + c denotes lim
n→∞

(a(n)− c)/b(n) = 1.

First we look at the case k = 1. We show that the cumulative distribution
function of T (1,n) for large n behaves as

F (1,n)(t) =

0, t < η,

1− e−
n
2

(t−η)2
1−η , t ≥ η.

(2.1)

This lets us deduce that

E
[
T (1,n)

]
∼ η +

√
π(1− η)

2n
. (2.2)

We conclude that E[N (1,n)] ∼
√

2n
π when η = 0. This proves the claim

from [56], that when no listen-only period is used, E[N (1,n)] = O(
√
n), and

shows that the pre-factor is
√

2
π . Furthermore, when η > 0, Trickle scales

well and E[N (1,n)] ↑ 1
η , with a convergence rate of

√
n, proving another claim

from [56].
For the case k ≥ 2, we first derive the density function for the distribution

of k−1 consecutive inter-broadcasting times. We then use this result to deduce
that the density function of the distribution of T (k,n) for large n behaves as

f (k,n)(t) =
C(k,n)

(k − 2)!

∫ ∞
0

λ(t | ν)νk−2 exp

[
−n(t+ ν − η)2

2(1− η)

]
dν. (2.3)

Here

λ(t | ν) =


0, t+ ν < η,

n
1−η (t+ ν − η), t+ ν ≥ η,

(2.4)

and

C(k,n) =

(
ηk−1

(k − 1)!
+

∫ ∞
η

tk−2

(k − 2)!
exp

[
−n(t− η)2

2(1− η)

]
dt
)−1

. (2.5)
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Additionally we find for the jth moment of T (k,n):

E
[(
T (k,n)

)j]
∼ j!

C(k,n)

C(k+j,n)
. (2.6)

Hence, for η = 0, E[N (k,n)] ∼
√

2nΓ
[
k+1

2

]
/Γ
[
k
2

]
, which is again O(

√
n).

Moreover, when η > 0, E[N (k,n)] ↑ k
η , as n → ∞, with a convergence rate of√

n.
We then use these results to derive the asymptotic distributions of inter-

broadcasting times. When η > 0 and k ≥ 2, we show that

1

η
T (k,n) d−→ Beta(1, k − 1), as n→∞, (2.7)

and
k

η
T (k,n) d−→ Exp(1), as n→∞ and subsequently k →∞. (2.8)

For the case η = 0 we show that the density function f (k)(t) of the limiting
distribution of

√
n
2T

(k,n) as n→∞, satisfies

f (k)(t) =
k − 2

k − 3
f (k−2)(t)−

Γ
[
k
2

]
Γ
[
k−1

2

] 2t

k − 3
f (k−1)(t), (2.9)

where

f (2)(t) =
2√
π
e−t

2

,

f (3)(t) =
√
πerfc(t).

Lastly, we show that
√
nkT (k,n) d−→ Exp(1), as n→∞ and subsequently k →∞. (2.10)

2.4 Modeling the broadcasting process

In this section we develop a mathematical model describing the Trickle broad-
casting process, which allows us to analyze the message count in single-cell
networks. Suppose we have a single-cell network consisting of n nodes which
are all perfect receivers and transmitters. Furthermore, we assume that all
nodes are up to date and I = Imax = 1 for all nodes. Lastly, we assume that
the interval skew of the nodes is uniformly distributed, meaning each node has
one interval starting at some time in the interval [0, 1) uniformly at random.
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In order to analyze the message count, we treat the process of nodes at-
tempting to broadcast as a Poisson process with rate n. This assumption
is motivated by the following lemma, which shows that the properly scaled
process of nodes attempting to broadcast behaves as a Poisson process with
rate 1 as n grows large. The proof of the lemma can be found in Appendix
2.A.

Lemma 2.1. Let Nn be the point process of times that nodes attempt to
broadcast in a single cell consisting of n nodes with η ∈ [0, 1]. Then if we
dilate the timescale by a factor n, the process Nn converges weakly to a Poisson
process with rate 1 as n grows large.

Let us denote the PDF and CDF of an inter-transmission time T (k,n)
P for

this process with Poisson broadcasting attempts by f (k,n)(t) and F (k,n)(t),
respectively. Recall that T (k,n) denotes an inter-transmission time for a given
value of k and cell size n, for the original Trickle broadcasting process, which
is not Poisson. We will use the fact that the distribution function of T (k,n)

P

will tend to provide an accurate approximation for that of T (k,n) for large n
(because of Lemma 2.1), but the derivation of explicit error bounds or limit
theorems is outside the scope of this work. It is important to keep in mind
that we are analyzing the Poisson broadcasting process, and all results for
T (k,n) (and N (k,n)) are only true asymptotically, for n→∞.

2.4.1 k = 1

We first consider the case k = 1. Suppose at time 0 a broadcast occurs. Now
assume at time t a node ends its listening period and attempts to broadcast. In
order for the node’s transmission not to be suppressed, it must have started
its listening period after time 0. If it started listening before this time, it
would have heard the transmission at time 0 and its broadcast would have
been suppressed. This means that the node’s broadcast will be successful if its
corresponding timer was smaller than t. Since broadcasting times are picked
uniformly in [η, 1], this probability is 0 if t < η and t−η

1−η otherwise. Hence,
if we define λ(t) to be the instantaneous rate at which successful broadcasts
occur, we can write

λ(t) =


0, t < η,

n
1−η (t− η), t ≥ η.

(2.11)
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It is well known that the hazard rate λ(t) = f(1,n)(t)
1−F (1,n)(t)

uniquely determines

F (1,n)(t) = P[T
(1,n)
P ≤ t] (see [30], Theorem 2.1):

F (1,n)(t) = 1− e−
∫ t
0
λ(u) du =


0, t < η,

1− e−
n
2

(t−η)2
1−η , t ≥ η.

(2.12)

Hence,
√

n
1−η (T

(1,n)
P −η) is a Rayleigh distributed random variable with scale

parameter σ = 1. Therefore,

E
[
T (1,n)

]
∼ E

[
T

(1,n)
P

]
= η +

√
π(1− η)

2n
. (2.13)

We conclude

E
[
N (1,n)

]
=
(
E
[
T (1,n)

])−1

∼

(√
π(1− η)

2n
+ η

)−1

. (2.14)

Hence, for the case η = 0 we find E[N (1,n)] ∼
√

2n
π . This proves the claim

from [56], that E[N (1,n)] = O(
√
n) when no listen-only period is used. For

η > 0 we get from (2.14) that

E
[
N (1,n)

]
∼ 1

η
− 1

η2

√
π(1− η)

2n
+O(n−1). (2.15)

This implies E[N (1,n)] ↑ 1
η from below, proving the claim that introducing

a listen-only period bounds the number of transmissions per interval by a
constant.

2.4.2 k ≥ 2

We now look at k ≥ 2 starting by examining the case k = 2. We can apply
a similar reasoning as we did for the case k = 1. Suppose again that at time
0 a broadcast occurs and let −T−1 be the time of the last broadcast before
time 0. Now similarly as before, a broadcasting attempt at time t will be
successful, if the corresponding node started its listening interval after time
−T−1. Consequently, the instantaneous rate at which successful broadcasts
occur conditioned on T−1 = ν is given by

λ(t | ν) =


0, t+ ν < η,

n
1−η (t+ ν − η), t+ ν ≥ η.

(2.16)
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It follows that

P
[
T

(2,n)
P ≤ t

∣∣ T−1 = ν
]

= 1− exp

[
−
∫ t

0

λ(u | ν) du
]

=


0, t+ ν < η,

1− exp
[
−n(t+ν−η)2

2(1−η)

]
, ν < η, t+ ν ≥ η,

1− exp
[
−n(t2/2+t(ν−η))

1−η

]
, ν ≥ η.

(2.17)

Hence, for k = 2 the sequence of consecutive inter-transmission times T (2,n)
P =

{T (2,n)
P,i }∞i=0 forms a Markov chain with transition probabilities as in (2.17).
For the general case k ≥ 2, the same reasoning applies. Suppose again

that at time 0 a broadcast occurs and let −T−(k−1) be the time of the (k −
1)th broadcast before time 0. Then a broadcasting attempt at time t will
be successful, if the corresponding node started its listening interval after
time −T−(k−1). Hence, the instantaneous rate at which broadcasts occur
conditioned on T−(k−1) = ν is again given by Equation (2.16). Thus, in

general, the sequence T (k,n)
P =

{(
T

(k,n)
P,i , ..., T (k,n)

P,i+k−2

)}∞
i=0

forms a Markov
chain. Moreover, as we show in the next section, this chain is a specific case
of a class of Markov chains, closely related to residual lifetime distributions.

2.5 Markov chains of residual lifetimes

In order to analyze the Markov chain T (k,n)
P and determine its steady-state

distribution, it will help us to first study a more general class of Markov
chains. The most important result of this section is the following theorem.

Theorem 2.1. Let Y be a continuous random variable with support (a, b)
for some a ≥ 0 and b > 0 and where we allow b = ∞. Denote by F (y) the
cumulative distribution function of Y . Let X = {Xi}∞i=1 be an m-dependent
sequence with probability transition function of the following specific form:

P[Xn+1 ≤ y
∣∣ Xn−m+1 = x1, ..., Xn = xm]

= P

Y ≤ m∑
j=1

xj + y

∣∣∣∣ Y ≥ m∑
j=1

xj

 . (2.18)

Then, if E[Y m] <∞,

ΠX(y) := lim
i→∞

P[Xi ≤ y] = 1− m

E [Y m]

∫ ∞
0

(1− F (s+ y))sm−1 ds. (2.19)
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Remark 2.1. The distribution function in Equation (2.19) can be interpreted
as the stationary distribution of the mth iterated overshoot of a renewal process
with inter-renewal distribution F (·), see [89]. That is, the residual of the
residual of the residual... of Y iterated m times.

In preparation for the proof of Theorem 2.1, we first study the sequence
Xm = {(Xi, ..., Xi+m−1)}∞i=1. Define F̄ (y) := 1 − F (y) and let Λ(y) :=
− log[F̄ (y)] be the cumulative hazard function of Y . Note that we can write
F (y) = 1− e−Λ(y). Clearly, Xm constitutes a Markov chain with state space
X = {x ∈ Rm≥0 :

∑m
j=1 xj ≤ b} and Markov transition function P as in (2.18),

that is

P ((x1, ..., xm), (x2, ..., xm, dy))

= dP

Y ≤ m∑
j=1

xj + y

∣∣∣∣ Y ≥ m∑
j=1

xj


=

dΛ

 m∑
j=1

xj + y

 e−Λ(
∑m
j=1 xj+y)+Λ(

∑m
j=1 xj). (2.20)

We show the following

Theorem 2.2. An invariant measure of the chain Xm is given by

π(x1, ..., xm) = Cme
−Λ(

∑m
j=1 xj) = CmF̄

 m∑
j=1

xj

 , (2.21)

where Cm is a constant.

Proof. Using (2.20) and (2.21) we find∫ ∞
x1=0

π(x1, ..., xm)P ((x1, ..., xm), (x2, ..., xm,dxm+1)) dx1

= Cm

∫ ∞
x1=0

dΛ

m+1∑
j=1

xj

 e−Λ(
∑m+1
j=1 xj) dx1

= Cme
−Λ(

∑m+1
j=2 xj) = CmF̄

m+1∑
j=2

xj

 = π(x2, ..., xm+1).
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If E[Y m] <∞, then (2.21) can be normalized with a constant Cm that satisfies

Cm =

(∫ ∞
0

· · ·
∫ ∞

0

e−Λ(
∑m
j=1 xj) dxm · · · dx1

)−1

=

(∫ ∞
0

ym−1

(m− 1)!
F̄ (y) dy

)−1

=
m!

E [Y m]
, (2.22)

where we have used the following lemma:

Lemma 2.2. Letm ∈ N and G(x) be a positive real-valued integrable function.
Assume that

∫∞
0
xmG(x) dx <∞, then

∫ ∞
0

· · ·
∫ ∞

0

G

(
m+1∑
i=1

xi

)
dx1 · · · dxm+1 =

∫ ∞
0

xm

m!
G(x) dx. (2.23)

Proof. By writing x =
∑m+1
i=1 xi and a change of variables, we can write∫ ∞

0

· · ·
∫ ∞

0

G

(
m+1∑
i=1

xi

)
dx1 · · · dxm+1

=

∫ ∞
0

G(x)

∫
· · ·
∫

x1 + · · ·+ xm ≤ x
xi ≥ 0 for 1 ≤ i ≤ m

dx1 · · · dxmdx.

The inner m-tuple integral is equal to the volume of the m-dimensional sim-
plex given by {(x1, · · · , xm) |

∑m
i=1 xi ≤ x and xi ≥ 0 for 1 ≤ i ≤ m}, which

is known to be xm/m! [80]. Applying this result completes the proof.

Remark 2.2. In general, the steady-state joint cumulative distribution func-
tion of Xm can not be written as neatly as its density (2.21). However, one
can show through induction that its multivariate Laplace transform is given
by

LXm
(s1, ..., sm) = Cm

m∑
i=1

1− LY (si)

si

1∏
j 6=i(sj − si)

, (2.24)

where LY (s) =
∫∞

0
e−sy dF (y) is the Laplace-Stieltjes transform of Y .

In Theorem 2.2 we have established that the chain Xm has an invariant
measure π as given in (2.21). We now proceed to show that the density
function of Xm also converges to π as in (2.21) with normalization constant
as given in (2.22) for any starting vector x ∈ X , if E[Y m] <∞.
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Given the existence of a strictly positive finite invariant measure π, in-
spection of Theorem 4 in [77] shows that, if the chain Xm is aperiodic and
φ-irreducible, then the distribution of Xm will converge to the distribution
associated with the invariant measure given in (2.21).

It follows easily from the fact that Y has support (a, b) for some a ≥ 0
and b > 0 that Xm is aperiodic. Furthermore, φ-irreducibility of the chain
(i.e. having positive probability of reaching every set A with φ(A) > 0 from
every state x ∈ X , for some nonzero measure φ(·)) is also easy to verify. We
can take φ(A) = µL(A ∩ X ), where µL(·) denotes the Lebesgue measure on
Rm. Starting from any x ∈ X the chain is able to move to the set {x ∈ Rm :
min(x1, ..., xm) ≥ a} within m steps, and from there it can reach any other
set in X within m steps. Hence, under the conditions of Theorem 2.1, Xm is
aperiodic and φ-irreducible.

Now, with the stationary density function of Xm, we can also determine
the associated steady-state density of the process Σ =

{∑m−1
j=0 Xi+j

}∞
i=1

,
which we will denote by πΣ. Using (2.21), we find

πΣ(x) =

∫ x

0

∫ x−x1

0

· · ·
∫ x−

m−2∑
j=1

xj

0

π(x1, ..., xm−1, x−
m−1∑
j=1

xj) dxm−1 · · · dx1

= Cm

∫ x

0

∫ x−x1

0

· · ·
∫ x−

m−2∑
j=1

xj

0

F̄ (x) dxm−1 · · · dx1

=
m

E[Y m]
xm−1F̄ (x). (2.25)

We are now in a position to prove Theorem 2.1.

Proof of Theorem 2.1 We already derived that under the conditions of
Theorem 2.1 the density ofXm will converge to the expression given in Equa-
tion (2.21). Consequently, the density of Σ will converge to (2.25). Therefore,
we can write the stationary distribution of X as

ΠX(y) =

∫ ∞
s=0

πΣ(s)P[Y ≤ y + s | Y ≥ s] ds

=

∫ ∞
s=0

πΣ(s)
(

1− e−Λ(s+y)+Λ(s)
)

ds

= 1− m

E [Y m]

∫ ∞
0

(1− F (s+ y))sm−1 ds.

Hence, we have proven Theorem 2.1.
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Lastly, we use (2.19) to derive the moments of the stationary distribution
of X. For all j ∈ N such that E[Y m+j ] <∞,

∫ ∞
0

yj dΠX(y) =
m

E[Y m]

∫ ∞
0

∫ ∞
0

yjsm−1 dF (s+ y) dy

=

[(
m+ j

j

)]−1
1

E [Y m]

∫ ∞
0

ym+j dF (y)

=

[(
m+ j

j

)]−1 E
[
Y m+j

]
E [Y m]

, (2.26)

where we have used the following lemma:

Lemma 2.3. Letm ∈ N and G(x) be a positive real-valued integrable function.
Assume that

∫∞
0
xm+j+1G(x) dx <∞, then

∫ ∞
0

∫ ∞
0

xjymG(x+y) dx dy =
1

m+ 1

[(
m+ j + 1

j

)]−1 ∫ ∞
0

zm+j+1G(z) dz.

Proof. Write z = x+ y, then∫ ∞
0

∫ ∞
0

xjymG(x+ y) dx dy

=

∫ ∞
0

∫ ∞
y

(z − y)jymG(z) dz dy

=

j∑
i=0

(−1)i
(
j

i

)∫ ∞
0

∫ ∞
y

zj−iym+iG(z) dz dy

=

j∑
i=0

(−1)i
(
j

i

)∫ ∞
0

zj−iG(z)

∫ z

0

ym+i dy dz

=

(
j∑
i=0

(−1)i
(
j

i

)
1

1 + i+m

)∫ ∞
0

z1+m+jG(z) dz

=
1

m+ 1

[(
m+ j + 1

j

)]−1 ∫ ∞
0

zm+j+1G(z) dz.

The last equality follows from a known identity involving the reciprocal of
binomial coefficients, see [84], Corollary 2.2.
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We will now use the results from this section to analyze the Markov chain
T

(k,n)
P from Section 2.4.

2.6 Inter-transmission time distributions and message
count

We return to the model from Section 2.4. We already deduced that the se-
quence T (k,n)

P =
{(
T

(k,n)
P,i , ..., T (k,n)

P,i+k−2

)}∞
i=0

forms a Markov chain. More-
over, we showed that for k ≥ 2,

P
[
T

(k,n)
P ≤ t

∣∣ T−(k−1) = ν
]

= 1− exp

[
−
∫ t

0

λ(u | ν) du
]
, (2.27)

with λ(t | ν) as in (2.16). Since T−(k−1) is actually the sum of the previous
k − 1 inter-broadcasting times, we find that (2.27) is of the form as in (2.18)
with m = k − 1. Further examination then gives that for this case Y ∼ T 1,n

P

and F (t) is given by (2.12). Now, since all the moments of T 1,n
P are finite

and T 1,n
P has support (η,∞), Theorem 2.1 applies, and we can apply all the

results from the previous section to T (k,n)
P .

Recall that by f (k,n)(t) and F (k,n)(t) we denote the steady-state PDF and
CDF of a transmission time T (k,n)

P , respectively. Additionally, let us denote
the steady-state joint probability density function of k − 1 consecutive inter-
transmission times by f̃ (k,n)(t1, ..., tk−1) and let f (k,n)

Σ (s) be the steady-state
probability density function of the sequence Σ(k,n) = {

∑k−2
j=0 T

(k,n)
P,i+j}∞i=0.

It then follows directly from (2.21) that

f̃ (k,n)(t1, ..., tk−1) =


C(k,n),

k−1∑
i=1

ti < η,

C(k,n) exp

[
− n

2(1−η)

(
k−1∑
i=1

ti − η
)2
]
,

k−1∑
i=1

ti ≥ η.

(2.28)
Here the normalization constant C(k,n) satisfies

C(k,n) =

(
ηk−1

(k − 1)!
+

∫ ∞
η

tk−2

(k − 2)!
exp

[
−n(t− η)2

2(1− η)

]
dt
)−1

(2.29)

=

(
ηk−1

(k − 1)!
+

1

2(k − 2)!

k−2∑
i=0

(
k − 2

i

)
ηk−i−2

(
2(1− η)

n

) i+1
2

Γ

[
i+ 1

2

])−1

,
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where the last equality comes from a change of variables and splitting the
integral.

There are two important observations we can make regarding the con-
stant C(k,n). First, for η = 0, (2.29) reduces to C(k,n) = (2n)

k−1
2 Γ[k/2]/

√
π.

Secondly, for η > 0, we have that C(k,n) ↓ (k−1)!
ηk−1 as n grows large.

Let us now look at the sequence Σ(k,n), i.e., the sequence of the sum
of k − 1 consecutive inter-transmissions times. Equation (2.25) immediately
gives its steady-state probability density function:

f
(k,n)
Σ (s) =


C(k,n)

(k−2)!s
k−2, s < η,

C(k,n)

(k−2)!s
k−2 exp

[
−n(s−η)2

2(1−η)

]
, s ≥ η.

(2.30)

Finally, Equation (2.19) gives

F (k,n)(t) = 1−
C(k,n)

(k − 2)!

∫ ∞
0

(
1− F (1,n)(s+ t)

)
sk−2 ds, (2.31)

and equivalently,

f (k,n)(t) =
C(k,n)

(k − 2)!

∫ ∞
0

f (1,n)(s+ t)sk−2ds. (2.32)

Substitution of Equation (2.16) reduces the right-hand side of (2.32) for t < η
to

n

1− η
C(k,n)

(k − 2)!

∫ ∞
η−t

(t+ ν − η)νk−2 exp

[
−n(t+ ν − η)2

2(1− η)

]
dν, (2.33)

and for t ≥ η the right-hand side reduces to

n

1− η
C(k,n)

(k − 2)!

∫ ∞
0

(t+ ν − η)νk−2 exp

[
−n(t+ ν − η)2

2(1− η)

]
dν. (2.34)

Lastly, we focus our attention on the moments of an inter-transmission
time T (k,n). Applying (2.26), we find for the first moment of T (k,n)

E
[
T (k,n)

]
∼ E

[
T

(k,n)
P

]
=

C(k,n)

C(k+1,n)
. (2.35)

For the case η = 0 this implies

E
[
N (k,n)

]
=
(
E
[
T (k,n)

])−1

∼
√

2n
Γ
[
k+1

2

]
Γ
[
k
2

] , (2.36)
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which is again O(
√
n), as was conjectured in [56].

When a listen-only period is used, i.e., η > 0,

E
[
N (k,n)

]
=
(
E
[
T (k,n)

])−1

∼ k

η
− k

η2

√
π(1− η)

2n
+O(n−1), (2.37)

implying that E[N (k,n)] ↑ k
η from below as n → ∞. This implies that for

η > 0 the expected number of messages per interval is bounded by a constant
and shows that Trickle scales well.

Again using (2.26), we obtain the following expression for the jth moment
of an inter-transmission time

E
[(
T (k,n)

)j]
∼ E

[(
T

(k,n)
P

)j]
= j!

C(k,n)

C(k+j,n)
. (2.38)

For the special case η = 0 this reduces to

E
[(
T (k,n)

)j]
∼ j!

(2n)
j
2

Γ
[
k
2

]
Γ
[
k+j

2

] . (2.39)

For the case η > 0 we deduce

E
[(
T (k,n)

)j]
→ (k − 1)!j!

(k + j − 1)!
ηj , as n→∞. (2.40)

2.6.1 Limiting distributions

The previous analysis allows us to determine the limiting distributions of
T (k,n) as n and k grow large. We distinguish between two cases.

Case 1: η > 0.
First, Equation (2.40) implies that for η > 0 and k ≥ 2

1

η
T (k,n) d−→ Beta(1, k − 1), as n→∞, (2.41)

since all moments converge to the moments of the Beta distribution. For the
density function of T (k,n)

P (and hence also that of T (k,n)) this implies that as
n→∞,

f (k,n)(t)→


(k−1)
η

(
1− t

η

)k−2

, 0 ≤ t ≤ η,

0, otherwise.
(2.42)
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Furthermore, since kBeta(1, k)
d−→ Exp(1) for k →∞,

k

η
T (k,n) d−→ Exp(1), as n→∞ and subsequently k →∞. (2.43)

We can relate this result to Equation (2.28). We know that the sum of k con-
secutive inter-transmission times converges to η as n → ∞. Equation (2.28)
then tells us that if we look at an interval of length η, k − 1 broadcasting
times are distributed uniformly in this interval, when n → ∞. Therefore, if
we scale time by a factor k we will see a Poisson process with intensity 1, as
k → ∞, and expect to see exponential inter-broadcasting times, which is in
agreement with (2.43).

Case 2: η = 0.
For the case η = 0, we can write the density function f (k)(t) of the limiting
distribution of

√
n
2T

(k,n) for k ≥ 2 after scaling Equation (2.34) as

f (k)(t) =
4

Γ
[
k−1

2

] ∫ ∞
0

(t+ ν)νk−2 exp
[
−(t+ ν)2

]
dν

=
4

Γ
[
k−1

2

] t∫ ∞
0

νk−2 exp
[
−(t+ ν)2

]
dν (2.44)

− 4

Γ
[
k−1

2

] ∫ ∞
0

νk−1 exp
[
−(t+ ν)2

]
dν.

Alternatively, performing integration by parts gives

f (k)(t) =
2(k − 1)

Γ
[
k−1

2

] ∫ ∞
0

νk−3 exp
[
−(t+ ν)2

]
dν. (2.45)

Combining (2.44) and (2.45), we find after some rewriting

f (k)(t) =
k − 2

k − 3
f (k−2)(t)−

Γ
[
k
2

]
Γ
[
k−1

2

] 2t

k − 3
f (k−1)(t). (2.46)

Direct computation gives

f (2)(t) =
2√
π
e−t

2

,

and
f (3)(t) =

√
πerfc(t).
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All other distribution functions then follow from Equation (2.46). Addition-
ally, from Equation (2.39) we have

E
[(√

nT (k,n)
)j]
→ j!

2
j
2

Γ
[
k
2

]
Γ
[
k+j

2

] , as n→∞. (2.47)

Using the fact that

lim
k→∞

Γ
[
k
2

] (
k
2

) j
2

Γ
[
k+j

2

] = 1,

we find

E
[(√

nkT (k,n)
)j]
→ j!, as n→∞ and subsequently k →∞. (2.48)

This finally implies that
√
nkT (k,n) d−→ Exp(1), as n→∞ and subsequently k →∞, (2.49)

since all moments converge to the moments of the exponential distribution.
The last result can be related to Lemma 2.1. If we look at the special

case k = n, we know all broadcasting attempts will be successful. Hence,
the process of nodes broadcasting will be the same as the process of nodes
attempting to broadcast, of which we know it converges to a Poisson process
with rate 1, as n→∞, if we scale time by a factor n, because of Lemma 2.1.
Furthermore, (2.49) also tells us that for this case, if we scale time by a factor
n, we expect to see exponential inter-transmission times with rate 1.

2.7 Simulation results

The model we have developed assumes that the process of nodes attempting
to broadcast is Poisson with rate n. Lemma 2.1 shows that this is true as n
grows large. We now investigate how well this assumption holds in networks
with only a few nodes. In order to do so, we compare our analytic results
for the message count and the distribution of inter-transmissions times with
simulations done in Mathematica. We simulate a lossless single-cell network
using Trickle, where transmissions are sent and received instantaneously.

In Figure 2.2a, we compare simulation results for the case η = 0 with
the analytic results from Equation (2.36). For each combination of k and n,
we simulate a network consisting of n nodes using the Trickle algorithm and
average over 103 runs of 100 virtual time units. Each run, we use a different
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Figure 2.2: Comparison between simulation and analytic results for η = 0.

interval skew chosen uniformly at random for each of the nodes. We see that
the simulation results and the analytic results match well, even for small cell
sizes, and that the analytic results provide a conservative estimate for the
mean number of transmissions per interval.

In Figure 2.2b, we compare simulation results for the case η = 0, k = 1 and
n = 50 with the analytic results from Equation (2.12). We show a histogram
of the observed inter-transmission times obtained from 103 runs of 100 virtual
time units and the probability density function from (2.12). We see a very
good match between the analytic result and simulations, even though we
consider a network consisting of only 50 nodes.

In Figure 2.2c, we compare (2.32) with simulations for the case η = 0,
k = 3 and n = 50. Again, both results are in good agreement with each
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Figure 2.3: Comparison between simulation and analytic results for η = 1
2
.

other, despite the relatively small size of the network. Also note that the
asymptotically exponential behavior of (2.49) can already be observed.

In Figure 2.3a we compare simulation results for the case η = 1
2 with

analytic results from Equation (2.37). Here, also, we find that the analysis
gives an accurate estimate for the mean number of transmissions in small
networks. From our analysis we also know that E[N (k,n)] should converge to
2k as n grows large. From the graph we see that this convergence is quite
slow. In Figures 2.3b and 2.3c we compare simulation results for k = 1 and
k = 3 respectively with the analytic results from Equations (2.12) and (2.32),
where η = 1

2 and n = 50. Like before, we see a very good match between
the analytic results and simulations. Note, that the asymptotic behavior of
(2.41) can already be recognized in the density plot of Figure 2.3c.
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2.8 Multi-cell network

Suppose now that we have a network consisting of n2 nodes placed on a square
grid, where not all nodes are able to directly communicate with each other.
Instead, each node has a fixed transmission range R, which means that when
a node sends a message, only nodes within a distance R of the broadcaster
receive the message. While a full-fledged analysis of multi-cell networks is
beyond the scope of this work, we now briefly examine how the results for
the single-cell scenario obtained in Section 2.6 can be leveraged to derive a
useful approximation. We denote by N

(k,n,R)
MC the number of transmissions

during an interval of length Imax for a given threshold value k in a network
consisting of n×n nodes with broadcasting range R. Hence, we are interested
in determining the behavior of E

[
N

(k,n,R)
MC

]
.

2.8.1 Approximation

We will use the analytic results from Section 2.6 to develop an approximation
for the expected number of transmissions per interval in multi-cell networks.
Let us denote by S(R) the number of nodes a single broadcasting node hav-
ing a broadcasting range of R can reach, i.e., the size of a single broadcasting
cell. Heuristically, we can reason as follows. We have an n×n grid consisting
of approximately n2/S(R) distinct non-overlapping broadcasting cells. As-
suming each cell behaves independently of the others we can approximate the
expected number of transmissions per interval in the multi-cell case as follows:

E
[
N

(k,n,R)
MC

]
≈ n2

S(R)
E
[
N (k,S(R))

]
≈ n2

S(R)

C(k+1,S(R))

C(k,S(R))
. (2.50)

Using the fact that S(R) ∼ πR2 and Equations (2.36) and (2.37), we can
get more insight in the behavior of our approximation. For η = 0 we have
that as R grows large:

n2

S(R)
E
[
N (k,S(R))

]
≈
√

2

π

n2

R

Γ
[
k+1

2

]
Γ
[
k
2

] .

Similarly, when a listen-only period is used, i.e., η > 0, we have that as R
grows large:

n2

S(R)
E
[
N (k,S(R))

]
≈ n2

R2

k

πη
.

Consequently, we see how the short-listen problem potentially plays a role in
multi-cell networks.
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2.8.2 Simulations

We compare the approximation with simulations in order to evaluate its ac-
curacy. We do so by plotting the ratio

θ(k, n,R) = E
[
N

(k,n,R)
MC

]
/

(
n2

S(R)

C(k+1,S(R))

C(k,S(R))

)
. (2.51)

In Mathematica we simulate a network consisting of 50×50 nodes placed on
a grid for several values of k and R. For each combination of k and R,
we simulate a lossless multi-cell network for 100 virtual time units. In each
run, we use a different randomly chosen interval skew for the nodes. We use
toroidal distance in order to avoid edge effects.
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Figure 2.4: Ratio of simulated transmission count and approximation for η = 0.

In Figure 2.4 we show a plot of (2.51) for the case η = 0. We see that the
estimate given in Equation (2.50) tends to slightly underestimate the number
of transmissions per interval. However, the approximation is accurate within
a factor 1.2. Furthermore, as k increases, the approximation becomes more
accurate. We also note that for fixed k the accuracy remains fairly constant
as R grows.

Finally, let us consider the effect of a listen-only period. In Figure 2.5 we
show a plot of (2.51) for the case η = 1

2 . We see again that the estimate given
in Equation (2.50) tends to underestimate the number of transmissions per
interval, more than for the case η = 0. The error slowly increases with the
transmission range R. However, as k increases, the approximation becomes
more accurate.
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Figure 2.5: Ratio of simulated transmission count and approximation for η = 1
2
.

Remark 2.3. In [47] a method is presented for estimating the message count
in synchronized networks. It is shown that this method also gives an accurate
approximation for unsynchronized networks with η = 1

2 . However, the method
is not suitable for smaller values of η and assumes a uniformly random spatial
distribution of the nodes. Hence, if one is interested in listen-only periods of
different length or regular network topologies, our approximation is preferable.

Remark 2.4. Given the way we derived our approximation, one can conclude
that its performance strongly depends on the fact that we are considering a
network which is very homogeneous in terms of node density. For networks
that are more heterogeneous in terms of node density, one can not easily decide
what value to take for S(R), hence approximating the message count becomes
difficult.

2.9 MAC layer interactions

A crucial assumption throughout this chapter is that broadcasts are transmit-
ted and received instantaneously. That is, our results prove that theoretically,
under ideal circumstances, Trickle is a scalable communication algorithm.
However, we do want to stress that Trickle’s scalability is not ensured when
this assumption of instantaneous transmission and reception is violated. This
is because Trickle’s suppression mechanism relies on accurate timing infor-
mation in order to work as designed. However, various factors can influence
this timing and can cause inconsistencies within the algorithm. For example,
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message transmission and reception can be influenced by packet loss, network
congestion and the medium access control (MAC) layer.

In this section we demonstrate this issue by considering the effect of non-
instantaneous transmissions on Trickle’s message count. We analyze how the
MAC layer of low-power radios influences broadcast-based data dissemination
using Trickle. As an example, we consider a MAC layer comprised of unslot-
ted Carrier Sense Multiple Access with Collision Avoidance (CSMA/CA) and
radio duty cycling. The example and analysis discussed in this section are
taken from [81], to which we refer for a complete discussion of these issues,
including a simulation study, test bed experiments and a possible solution.

2.9.1 CSMA/CA and radio duty cycling

In practice, the actual timing of the transmission of packets generated by
Trickle is left to the MAC layer. Protocols at this layer handle the allocation of
the shared medium among nodes and cover retransmissions in case of collisions
or packet loss. The IEEE 802.15.4 MAC defines two flavors of the CSMA/CA
protocol, depending on the operational mode in use: slotted CSMA/CA, used
in beacon-enabled modes, where beacons are sent to synchronize nodes; and
unslotted CSMA/CA, used in non beacon-enabled modes, where no beacons
are sent out and there is no synchronization between nodes. Here, we focus
on unslotted CSMA/CA, but the same concepts apply to slotted CSMA/CA.

In unslotted CSMA/CA, the basic time unit is the back-off period BP ,
which is related to the transmission time of a packet. Every node maintains
two variables for each packet it wants to send: a back-off exponent BE , and
a counter for the number of back-offs for the current transmission NB . These
variables are controlled by three parameters: the minimum back-off exponent
BEmin, the maximum back-off exponent BEmax and the maximum number of
back-offs NBmax.

Initially, NB = 0 and BE = BEmin. Before each transmission, each node
first waits for a random number of back-off periods ranging from 0 to 2BE −1.
After the initial back-off, the node performs a clear-channel assessment (CCA)
to determine whether the channel is free. If the channel is free, the node
proceeds with the transmission. Otherwise, it increases NB by one, and sets
BE to min(BE+1,BEmax). If NB ≤ NBmax, the entire procedure is repeated.
After NBmax + 1 failed attempts, the frame is dropped from the MAC queue.

The MAC layer of low-power radios often includes a second component
next to the CSMA/CA protocol - the radio handling protocol. Since radio
transceivers are among the biggest sources of energy consumption in low-
power wireless devices, these devices must trade-off between keeping the radio
transceiver off, to save energy, and periodically wake up to be able to receive
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data from their neighbors. Over the years, many radio duty cycling (RDC)
protocols have been proposed. Here, we consider ContikiMAC [27], a sender-
initiated RDC. It is similar to the Coordinated Sampled Listening protocol
(CSL), introduced in the IEEE 802.15.4e standard. A brief description of
ContikiMAC follows.

sender

Packet received Scheduled broadcast Scheduled radio wake-up

receiver

D D D D D D D D D D D D D D

D

D Data packet Reception window

w

w

Figure 2.6: In ContikiMAC, broadcast transmissions are sent with repeated frames
for the full wake-up interval. This illustration is reproduced based on [27].

By default, every node has its radio turned off. Periodically, at regular
intervals of w time units, each node turns its radio on to check for incoming
traffic. If a transmission is detected, the radio is kept on until the frame is
received. Transmissions are non-periodic, originating from the upper layer(s).
When they arrive, a CCA is done to see if the medium is free. If it is free,
the node starts transmitting immediately. Broadcast transmissions should be
received by all nodes, irrespective of their wake up intervals. Therefore, a
broadcast transmission will always be repeated for w time units (Figure 2.6),
so that each node will at least once turn on its radio during the transmission.
Hence, assuming an idle channel, the worst-case latency is w.

The main configuration parameter for ContikiMAC is the radio wake-up
frequency 1/w, i.e. how often each node samples the medium. This param-
eter also dictates the maximum duration for each individual transmission w.
Reducing the wake-up frequency reduces the energy usage in the network, at
the expense of a higher delay. Furthermore, under ContikiMAC, the default
parameters for Trickle packets are BEmin = 0, BEmax = 1 and NBmax = 3.
These parameter settings force CSMA/CA to skip the first back-off and cause
the back-off period to always equal the length of the wake-up interval of Con-
tikiMAC (BP = w). Additionally, this ensures that any retransmissions are
attempted after the current transmission has finished.
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2.9.2 Interference scenario

We now show how the operation of Trickle can be disrupted when it is used in
combination with ContikiMAC. Consider a network consisting of two nodes
(Figure 2.7). Packet generation is regulated by the Trickle algorithm with
k = 1 and η = 1/2. Both nodes start a Trickle process at the same time, with
consistent information for dissemination. They choose transmission times t1
and t2, respectively, such that t1 < t2. Both counters are initially set to zero.
At time t1, since c1 < k, node 1 sends a packet to its MAC layer, which does
a successful CCA and the node starts transmitting the packet.

Node 2 has its next wake-up scheduled at time tr > t2. Consequently,
at time t2 node 2 has not yet received node 1’s broadcast and will decide
to transmit itself, sending a Trickle packet to its MAC layer. Since at this
time the channel is busy, CSMA/CA will delay this transmission until t2 +bo,
where bo is the back-off time. At time tr, node 2 receives the transmission
from node 1, setting c2 = 1, making the queued packet in the MAC layer
obsolete. However, since there is no link between the MAC queue and Trickle,
the packet will be sent at t2 +bo. This effect can be cascaded if multiple nodes
exhibit the same behavior. Moreover, it is possible that node 2’s broadcast is
delayed into its next Trickle interval (Figure 2.7), causing node 1 to suppress
its next broadcast, further disrupting the Trickle process.

node 1

0 I

node 2

C1=1

C2=1t2 tr t2+bo

t1

Packet received Scheduled broadcast

Figure 2.7: MAC layer interference on Trickle timing. Due to CSMA/CA, the packet
of node 2 will be transmitted after the back-off, at time t2 + bo.

This example illustrates that indeed, due to poor interaction between
Trickle and the underlying MAC layer, it is possible that Trickle sends out
more messages than it should. The following lemma, which is proven in Ap-
pendix 2.B, indeed shows that in a single-cell network of n nodes, this effect
causes Trickle to not scale well anymore, even in a synchronized network.
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Lemma 2.4. Under ContikiMAC, in a synchronized single-cell network with
k = 1, η = 1/2 and I = m · w, m ≥ 2,

E[N (1,n)] =
n

m
− 1

n+ 1

(
2

m

)n
. (2.52)

Hence, the expected number of obsolete broadcasts per interval due to tim-
ing issues grows linearly with the size of network. Note that this unexpected
result holds for synchronized networks, where theoretically Trickle should be
scalable even without its listen-only period. This result shows that the scal-
ability property of Trickle is easily lost when the algorithm is used together
with an underlying MAC layer protocol which is agnostic with regards to
upper layers, as is almost always the case in practice.

We conclude that when configuring these algorithms it is important to take
these kinds of cross-layer interactions into account. In [81], a called Cleansing
MAC is proposed to resolve the problem discussed in this section. Other
related work aimed at modeling these cross-layer interactions for Trickle can
be found in [73], where a model based on spatial Poisson processes is proposed
as way to predict the message count of Trickle when used together with a MAC
layer protocol, such as ALOHA or CSMA/CA. By successive thinning of a
spatial Poisson process, this model tries to account for channel conditions,
accumulation of interference, the spatial distribution of nodes, background
noise and the MAC layer.

2.10 Conclusion

In this chapter, we presented a generalized version of the Trickle algorithm
with a new parameter η, which allows us to set the length of a listen-only
period. This parameter can greatly increase the speed at which the algorithm
can propagate updates, while still controlling the number of transmissions.
Furthermore, we have shown that this parameter influences how the trans-
mission load is distributed among nodes in a network. We then presented a
mathematical model describing how the message count and inter-transmission
times of the Trickle algorithm depend on its various parameters.

We showed that the broadcasting process in a single-cell network can be
modeled as a Markov chain and that this chain falls under a special class
of Markov chains that are closely related to residual lifetimes. This class of
Markov chains was then analyzed and its stationary distribution derived. For
our model these results lead to the distribution function of inter-transmission
times and the joint distribution of consecutive inter-transmission times. We
showed how they depend on the redundancy constant k, the network size n
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and the length of a listen-only period η. We also investigated their asymptotic
behavior as n and k go to infinity. These distributions give insight in the
energy efficiency of Trickle and the probability that nodes try to broadcast
simultaneously. These insights contribute to optimizing the design and usage
of the Trickle algorithm.

Specifically, we showed that in a network without a listen-only period the
expected number of transmissions grows as O(

√
n), proving a conjecture from

[56], and we identified that the pre-factor is
√

2Γ
[
k+1

2

]
/Γ
[
k
2

]
. Additionally,

we showed that, when a listen-only period is used, the number of transmissions
per interval is bounded from above by k

η , proving a second conjecture from [56]
on the scalability of Trickle.

To validate our results, we have also performed a simulation study in
Mathematica. We compared our analytic results, which hold for very large
networks with instantaneous transmissions, with simulation results of small
and more realistic wireless networks. We found a very good match between
the analytic results and the simulations.

Additionally, we used the results from the single-cell analysis to derive
an approximation for the message count in multi-cell networks. These re-
sults were also compared to simulations. The approximation proved to be
fairly accurate, in particular for small values of η. A more comprehensive
investigation of multi-cell networks and the influence of network topology on
Trickle’s performance would be interesting topics for further research. First
steps towards this goal were taken in [62].

Finally, we discussed the impact of non-instantaneous broadcasts and
MAC layer protocols on the scalability of the Trickle algorithm. We showed
that cross-layer interactions can have unexpected and undesired effects on
the scalability of the Trickle algorithm, despite its design being theoretically
scalable.

2.A Proof of Lemma 2.1

In order to prove Lemma 2.1 we will use the following theorem (see [21],
Proposition 11.2.VI).

Theorem 2.3. Let M be a simple stationary point process on X = R with
finite intensity λ, and let Mn denote the point process obtained by superposing
n independent replicates of M and dilating the scale of X by a factor n. Then
as n→∞, Mn converges weakly to a Poisson process with parameter measure
λµL(·), where µL(·) denotes the Lebesgue measure on R.
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Let N be the process of an arbitrary node’s broadcasting moments. Then
evidently the superposition of n of these processes Nn gives us the process of
broadcasting attempts by all the nodes in our cell. Hence if we show that N
is a simple stationary point process with finite intensity λ = 1, we can apply
Theorem 2.3, resulting in Lemma 2.1.

Let {Bi} with i ∈ Z be the sequence of broadcasting times for an arbitrary
node defining our process N . Then if we denote by S the interval skew and
assume it is uniform, i.e., S ∼ U [0, 1], we can write

Bi ∼ (S + i) + Ti, i ∈ Z.

Here Ti represents the timer of the corresponding node in the ith interval,
thus Ti ∼ U [η, 1]. It is easy to see that N is a simple point process with
intensity λ = 1.

It remains to show stationarity. Let Ns be the point process resulting
from applying a shift operator to the process N . That is, if {Bsi } with i ∈ Z
is the sequence of events for the shifted process Ns we have

Bsi ∼ (S + i) + Ti + s, i ∈ Z.

We show that {Bi} and {Bsi } with i ∈ Z have the same distribution, which
means that the processes N and Ns coincide in distribution, implying sta-
tionarity. We first write

{Bsi }i∈Z = {(S + i) + Ti + s}i∈Z

= {(S + s− bS + sc) + (i+ bS + sc+ Ti)}i∈Z.

Now note that (S + s− bS + sc) ∼ U [0, 1] ∼ S. Furthermore, since the Ti
are i.i.d., we can conclude that (i+ bS + sc+ Ti) ∼

(
i+ bS + sc+ Ti+bS+sc

)
.

Moreover,
{
i+ bS + sc+ Ti+bS+sc

}
i∈Z ∼ {i+ Ti}i∈Z. This allows us to con-

clude
{Bsi }i∈Z ∼ {Bi}i∈Z.

Consequently, Theorem 2.3 applies and Lemma 2.1 follows.

2.B Proof of Lemma 2.4

We assume that packets are received at radio wake-up and we require m ≥ 2,
since otherwise a node will never be able to finish a transmission within the
same Trickle interval as it was scheduled. Let pbo

n,b denote the probability that
b CSMA back-offs occur and b+ 1 transmissions are scheduled during a single
interval in a single-hop network consisting of n nodes.
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First consider the case n = 2. Denote by t1 and t2 the scheduled broad-
casting times of nodes 1 and 2, respectively. Node 1 will start transmitting
at time t1, if t2 > t1. Node 2 will then receive this transmission at some time
tr uniformly in [t1, t1 + w], depending on when it wakes up. Note that it is
possible that tr > I, i.e. reception of the packet occurs outside of the interval
in which it was scheduled. Furthermore, node 2 will schedule a back-off, if it
picked its broadcasting time t2 in the interval [t1, tr]. Similarly, node 2 will
suppress its transmission if it picked its broadcasting time t2 after time tr.
Hence,

pbo
2,1 = P [t2 ∈ [t1, tr]] + P [t1 ∈ [t2, tr]] = 2P [t2 ∈ [t1, tr]] , (2.53)

where the second equality follows from symmetry.
Extending this reasoning to a network consisting of n nodes and taking

into account all possible combinations of b nodes scheduling a back-off and
n− b− 1 that do not, we can write

pbo
n,b = n

(
n− 1

b

)
P [t2 ∈ [t1, tr]]

b P [tr ≤ t2]
n−b−1

. (2.54)

Recall that both t1 and t2 are picked uniformly in [I/2, I]. Hence,

P [t2 ∈ [t1, tr] | t1 = t] =
2

I

∫ t+w

t

1

w

∫ min[tr,I]

t

dt2 dtr, (2.55)

P [tr ≤ t2 | t1 = t] =
2

I

∫ t+w

t

1

w

∫ I

min[tr,I]

dt2 dtr. (2.56)

Distinguishing between t1 ≤ I − w and t1 > I − w and paying careful atten-
tion to the minima in the integral limits, after substitution, Equation (2.54)
becomes:

n

(
n− 1

b

)(
2

I

)n(∫ I−w

I/2

(w
2

)b (
I − t1 −

w

2

)n−b−1

dt1

+

∫ I

I−w

(
I − t1

2w
(2w − I + t1)

)b(
(I − t1)2

2w

)n−b−1

dt1

)
. (2.57)

Calculating the first integral of (2.57), we find(
n

b

)
(m− 1)n−b − 1

mn
. (2.58)
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Substituting z = (I−t1)/(2w) simplifies the second integral to the well-known
incomplete Beta function:

n

(
n− 1

b

)(
4

m

)n ∫ 1
2

0

(1− z)bz2n−b−2 dz. (2.59)

Combining Equations (2.58) and (2.59), we find:

pbo
n,b =

(
n

b

)
(m− 1)n−b − 1

mn
+ n

(
n− 1

b

)(
4

m

)n ∫ 1
2

0

(1− z)bz2n−b−2 dz.

(2.60)
Finally, we can use (2.60) to calculate the expected number of back-offs.
Switching the order of summation and integration, we derive:

E[N (1,n)] :=

n∑
i=0

ipbo
n,i =

n

m
− 1

n+ 1

(
2

m

)n
. (2.61)





Chapter 3

Data Propagation Speed of Trickle-Based
Algorithms

In this chapter we develop a mathematical model describing how Trickle
propagates new data across a linear network of nodes. The model is
analyzed and asymptotic results on the hop count and end-to-end delay
distributions in terms of the Trickle parameters and network density are
given. Additionally, based on ideas from the previous chapter, we propose
a small extension of the Trickle algorithm, which can greatly decrease the
expected end-to-end delay. Lastly, we demonstrate how one can derive
the exact hop count and end-to-end delay distributions for small network
sizes.

Based on:
A Data Propagation Model for Wireless Gossiping
T.M.M. Meyfroyt, S.C. Borst, O.J. Boxma and D. Denteneer
Performance Evaluation, 2015, vol. 85–86, pp. 19–32.

47
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3.1 Introduction

Besides scalability, the speed at which a communication algorithm is able to
propagate new data across a network of nodes is of great importance in the
context of the IoT. The Trickle algorithm relies on rule 5, see Section 1.3.1, for
being able to quickly dissemination new data: “When a node hears a message
that is inconsistent with its own information, then if I > Imin it sets I to
Imin and starts a new interval, otherwise it does nothing”. That is, as soon
as a node becomes aware that either the node itself or a neighbor needs to be
updated, it decreases the length of its broadcasting intervals, which in turn
increases the rate at which it schedules its broadcasts. This way, new data
can be quickly propagated throughout a network.

While this simple mechanism has been shown to work reasonably well,
simulation studies also show that it is hard to predict how Trickle’s parameters
influence propagation delay [18, 46, 56]. Moreover, these papers reveal that
Trickle’s propagation speed can suffer when the network diameter becomes
large.

Furthermore, while several simulation studies have investigated data prop-
agation using Trickle, analytic results on the propagation speed are relatively
scarce. In [9] the authors provide a method for deriving the Laplace trans-
form of the distribution function of the end-to-end delay for a given network
topology assuming perfect communication. However, the method is compu-
tationally involved, limiting its practical use, and does not provide insight
into the exact role of the Trickle parameters. In [45] the authors develop
and analyze a model for how fast Trickle can propagate data in sparse chain
topologies. This work considers propagation of data under realistic assump-
tions, such as the presence of bit-errors. However, they restrict themselves to
sparse networks, where each hop at most one node is updated, limiting the
general applicability of their results.

The goal of this chapter is to develop and analyze an analytical model de-
scribing how Trickle disseminates updates throughout a network. Our results
serve as a first step towards understanding how Trickle’s parameters influence
its propagation speed. As key contributions of this chapter, we thoroughly
analyze a Markov renewal process which models a Trickle propagation event in
networks with a linear topology. We show how the hop count and end-to-end
delay distributions depend on the Trickle parameters and network density,
as the size of the network grows large. These insights help us to better un-
derstand the impact of Trickle’s parameters on its performance and how to
tune these parameters. Furthermore, we propose a simple extension of the
Trickle algorithm, which can significantly decrease the expected end-to-end
delay. Finally, we show how to calculate the generating functions of the hop
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count and end-to-end delay distributions for any network size.
The remainder of this chapter is organized as follows. In Section 3.2 we first

discuss some of Trickle’s limitations and propose a simple extension, which
greatly increases its propagation speed. We then analyze how fast the algo-
rithm can propagate updates across a network consisting of nodes placed in
a linear topology in Section 3.3. Additionally, we derive the limiting distribu-
tions for the hop count and end-to-end delay as the size of the network grows
large. These results are then compared with simulations. This is followed in
Section 3.4 by a derivation of the generating functions of the hop count and
end-to-end delay for any network size. Finally, we present our conclusions in
Section 3.5.

3.2 Modification to the algorithm

Consider again rule 1 of the Trickle algorithm described in Section 1.3.1: “At
the start of a new interval a node resets its timer and counter and sets t to a
value in [I/2, I]”. In the previous chapter we have shown that the listen-only
period defined by this rule is necessary to ensure scalability of the Trickle
algorithm. However, as mentioned in the previous chapter and as observed
in [26, 34, 65, 90], this listen-only period has an undesired effect on the speed
at which Trickle can disseminate new data.

That is, when a listen-only period of I/2 is used, newly updated nodes will
always have to wait for a period of at least Imin/2, before they can schedule
a broadcast for propagating the received update. Consequently, in an m-
hop network, the end-to-end delay is at least mImin/2. Hence, as is also
argued in [26,65], on the one hand long listen-only periods reduce the number
of redundant transmissions, but on the other hand short listen-only periods
increase propagation speed.

For these reasons, based on our ideas from Section 2.2 of introducing a
listen-only parameter η, we propose an additional modification of rule 1 of the
Trickle algorithm aimed at increasing its propagation speed, while preserving
scalabilty:

1∗. At the start of a new interval a node resets its timer and counter c
and, if I = Imin, sets t to a value in [ηI, I] at random, otherwise in
[ 1
2I, I] at random.
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Here one should think of η being smaller than 1/2 and, as our analysis
will show, preferably η = 0. Note that η = 1/2 gives the original Trickle
algorithm.

Rule 1∗ then aims to achieve the best of both worlds. When nodes have
just received an update and reset their interval I to Imin, they are allowed to
be impatient and transmit after listening for only ηI time units. Probably,
they are at the front of the propagation wave and have neighbors that are
not yet up to date. When I > Imin, the wave front probably has passed, and
nodes should first listen to what their neighbors have to say, before deciding
whether to broadcast or not.

Furthermore, note that even for η = 0 this modification does not suffer
from the short-listen problem [25, 61]. When a group of nodes is updated by
a broadcast, they will all start a new interval at the same time and therefore
become synchronized. Therefore, the short-listen problem will not cause ad-
ditional redundant transmissions within this set of nodes. Furthermore, since
at the front of the propagation wave nodes are almost synchronized, having
them pick t in [ηI, I] as opposed to picking t in [I/2, I], gives the newly up-
dated nodes a bigger time window to schedule broadcasts, potentially leading
to fewer channel collisions. After the update has passed, nodes will go back
to having a listen-only period of half an interval.

3.3 Propagation model

In this section we develop and analyze a model describing how fast the modi-
fied Trickle algorithm can propagate updates in a network consisting of nodes
placed on a line. We will first briefly discuss the assumptions of our model,
their relevance and their limitations. This is followed by an analysis of the
model and lastly we validate our results through simulations.

3.3.1 Model assumptions

As mentioned earlier, the goal of this chapter is to analytically gain insight
into the performance of the Trickle algorithm when used to disseminate data
in wireless networks. Therefore, we will focus on networks consisting of nodes
placed in a linear topology. Understanding how Trickle disseminates in linear
networks should already give useful insights in the performance of Trickle in
general. Moreover, simulation experiments in [53, 61] show that in regular
topologies, such as grids, Trickle’s propagation performance is comparable to
its performance in a linear network. This is because in such networks Trickle
tends to disseminate data in each direction at the same speed. Additionally,



3.3. Propagation model 51

a linear network topology is a common network topology in many applica-
tions. Think for example again of our motivating example of intelligent street
lighting.

Secondly, we will concentrate on the setting k = 1, which permits a de-
tailed mathematical analysis. Moreover, this is a commonly used setting when
the Trickle algorithm is used for data dissemination, as in MPL [39]. We do
note that simulations suggest that for other regular network topologies, such
as grids, performance for other k is qualitatively the same as for k = 1 and
increasing k has very little effect on the end-to-end delay [18,61,88]. In these
scenarios, increasing k is generally used in order to deal with lossy trans-
missions. However, recent work shows that in random topologies, when the
Trickle algorithm is used for routing, as in RPL, performance can strongly
depend on the parameter k and the exact network topology [46, 88], but this
is beyond the scope of this work. In Chapters 4 and 5 we will consider the
parameter k in more detail.

Lastly, as before, we assume all the nodes are perfect receivers and trans-
mitters, i.e. transmissions are instantaneous and there is no packet loss. This
allows us to focus on the performance of the Trickle algorithm without explicit
consideration of any MAC-layer protocols.

3.3.2 Model analysis

We first introduce the model and some notation. Assume we have n+1 nodes
placed in a linear topology and each node is separated by a distance of 1 from
its neighbors. We label the nodes 0, 1, ..., n from left to right. Without loss
of generality we assume Imin = 1. Updates will be injected into the network
at node 0. Nodes have a fixed transmission range R, which means that when
a node sends a message, only nodes within a distance R of the broadcaster
will receive the message. Finally, assume initially that all the nodes have
I = Imax, and at time 0 an update is injected at node 0, which it starts
to propagate. Let us denote the time node n gets updated by T (n) and the
number of transmissions, i.e. hops, needed to reach node n by H(n).

Observe that because node 0 gets updated at time 0, this node will broad-
cast the update somewhere in the interval [η, 1], updating nodes 1 to R. The
newly updated nodes will reset their intervals, synchronize and set I = Imin =
1. Node 0 will double its interval length after its interval ends and will have
a listen-only period of length Imin in its next interval. As a result, one of the
newly updated nodes will be the next node to transmit. When node 1 is the
first node to broadcast, it will only update node R+ 1, which will be the next
broadcaster. When node R is the next node to broadcast, it will update nodes
R + 1 to 2R. After this step, nodes 1 to R will double their interval length
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and the next transmission will again be done by one of the newly updated
nodes. Let us formalize this process.

Let Um be the number of nodes that are updated by the mth broadcast
and let U0 = 1. Then we can write

pij = P[Um+1 = j | Um = i] =


1
i , R− i < j ≤ R,

0, otherwise.
(3.1)

Hence, {Ui}∞i=0 forms a Markov chain with states {1, ..., R} and transition
matrix P = [pij ], which allows us to analyze the hop count of a propagation
event. Calculating its steady-state probability vector π we find

π =
2

R(R+ 1)
(1, ..., R). (3.2)

Moreover, the expected number of nodes that get updated by each hop in
steady state is given by

µU := lim
i→∞

E[Ui] =

R∑
j=1

jπj =
1

3
(2R+ 1). (3.3)

The time between consecutive hops depends on the number of newly up-
dated nodes Ui. Let Ti be the time of the ith transmission and θi = Ti−Ti−1

be the inter-transmission time between the (i−1)th and ith transmission and
let T0 = 0. Then we know that the time θi+1 is the minimum of Ui Trickle
timers. Hence, θi+1 ∼ η + (1 − η)β[1, Ui], since the minimum of m uniform
random variables follows a β(1,m) distribution. More precisely,

P[θi+1 ≤ t | Ui = u] =



0, t < η,

1−
(

1−t
1−η

)u
, η ≤ t ≤ 1,

1, otherwise.

(3.4)

Hence, the expected time between transitions in steady state is given by

µθ := lim
i→∞

E[θi] =

R∑
j=1

πj

(
η +

1− η
j + 1

)
= η+2(1−η)

R+ 1−
∑R+1
j=1

1
j

R(R+ 1)
. (3.5)
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The process (Ui, Ti)
∞
i=0 is called a Markov renewal process, see [17]. We will

now analyze this Markov renewal process to gain insight into the propagation
speed of the Trickle algorithm.

First note that the hop count H(n) can be written as

H(n) = min

{
m:

m∑
i=1

Ui ≥ n

}
. (3.6)

Also note that H(n) is a stopping time with respect to the Markov chain
{Ui}∞i=0. Furthermore, we can write the end-to-end delay T (n) as follows:

T (n) = TH(n) =

H(n)∑
i=1

θi. (3.7)

We will analyze the behavior of the Markov renewal process for large
n. For simplicity, we assume stationarity of the underlying Markov chain in
some of the arguments and no longer assume U0 = 1. However, note that the
asymptotic results for large n also hold for the case U0 = 1, since we have
a finite-state Markov chain, which converges geometrically fast to its steady-
state distribution. Assuming stationarity of the Markov chain, we have by
Wald’s equation

E
[
H(n)

]
= E

H(n)∑
i=1

Ui

 /µU .
Furthermore, since n ≤ E

[∑H(n)

i=1 Ui

]
≤ n+R− 1, we find

Proposition 3.1. For k = 1, η ∈ [0, 1] and R ∈ N+,

lim
n→∞

E
[
H(n)

]
n

=
1

µU
=

3

2R+ 1
. (3.8)

Hence, since 1/R can be seen as a measure for the density of the network,
we find that the hop count decreases linearly with the network density and is
independent of the choice for η, as expected.

Now using (3.7) and again applying Wald’s equation, we conclude

Proposition 3.2. For k = 1, η ∈ [0, 1] and R ∈ N+,

lim
n→∞

E
[
T (n)

]
n

=
µθ
µU

=
3

2R+ 1

(
η + 2(1− η)

R+ 1−
∑R+1
j=1

1
j

R(R+ 1)

)
. (3.9)
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Proposition 3.2 reveals the impact of a listen-only period on the end-to-end
delay. First of all, we find that the expected end-to-end delay is decreasing
in η. Furthermore, if η > 0, the end-to-end delay decreases linearly with the
density of the network, due to each hop taking at least η time units. If η = 0
the end-to-end delay decreases quadratically with network density. Hence, in
dense networks the algorithm can benefit greatly from setting η = 0.

In addition to a law of large numbers for the hop count and end-to-end
delay, we now provide results concerning their limiting distribution. First of
all, we provide results on the asymptotics of the variance of H(n) and T (n).

Theorem 3.1. Let H(n) be as defined by (3.6). Then

lim
n→∞

Var
[
H(n)

]
n

= σ2
H =

γ2
U

µ3
U

=
R2 +R− 2

16R3 + 24R2 + 12R+ 2
, (3.10)

where

γ2
U = lim

m→∞

1

m
Var

[
m∑
i=0

Ui

]
= Var[U0] + 2

∞∑
j=1

Cov[U0, Uj ]. (3.11)

Proof. A result for first-passage times of Markov renewal processes implies
(see [32], Theorem 3.4)

Var
[
H(n)

]
∼ nγ2

U/µ
3
U , as n→∞.

Therefore we need to show that γ2
U = 1

54 (R2 +R−2). To simplify the analysis
we will assume stationarity of the Markov chain {Ui}∞i=0, but again note that
the final result will also hold for the non-stationary case U0 = 1. We show by
induction that Cov[U0, Uj ] =

(
− 1

2

)j 1
18 (R2 +R− 2). First note that

Cov[U0, Uj ] = E[U0Uj ]− µ2
U = E[U0Uj ]−

1

9
(2R+ 1)2.

For j = 0 we find

E[U2
0 ] =

R∑
k=1

πkk
2 =

2

R(R+ 1)

R∑
k=1

k3 =
1

2
R(1 +R).

Hence, Cov[U0, U0] = 1
2R(1 + R) − 1

9 (2R + 1)2 = 1
18 (R2 + R − 2), which is

our induction basis. Now, let p(k)
ij be the probability that starting from state
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i the Markov chain is in state j after k steps. Then we can write

E[U0Uj ] =

R∑
k=1

πk

(
R∑
l=1

p
(j)
kl kl

)

=

R∑
k=1

πk

(
R∑

m=1

p
(j−1)
km

(
R∑
l=1

pmlkl

))

=

R∑
k=1

πk

(
R∑

m=1

p
(j−1)
km

(
R∑

l=R−m+1

kl

m

))

=

R∑
k=1

πk

(
R∑

m=1

p
(j−1)
km

1

2
(2R+ 1−m)k

)

=
1

2
(2R+ 1)

R∑
k=1

πkk −
1

2

R∑
k=1

πk

(
R∑

m=1

p
(j−1)
km mk

)

=
1

6
(2R+ 1)2 − 1

2
E[U0Uj−1].

Consequently, we find

Cov[U0, Uj ] = −1

2
E[U0Uj−1] +

1

18
(2R+ 1)2 = −1

2
Cov[U0, Uj−1].

Using this result, it is easy to see that

γ2
U =

1

18
(R2 +R− 2) + 2

∞∑
j=1

(
−1

2

)j
1

18
(R2 +R− 2) =

1

54
(R2 +R− 2),

which completes the proof.

Similarly, we have the following asymptotic result for the variance of T (n).

Theorem 3.2. Let T (n) be as defined by (3.7). Then

lim
n→∞

Var
[
T (n)

]
n

= σ2
T =

γ2
T

µ3
U

=
µ2
θγ

2
U + µ2

Uγ
2
θ − 2µUµθ∆

µ3
U

, (3.12)

where γU is as defined in (3.11),

γ2
T = lim

m→∞

1

m
Var

[(
m∑
i=0

Ui

)
µθ − Tm+1µU

]
, (3.13)



56 Chapter 3. Propagation Speed

∆ = (1− η)
(4R+ 8)

(∑R+1
j=1

1
j

)
− (R2 + 9R+ 8)

9R2 + 9R
,

and
γ2
θ = Var[θ1] + 2πMZM1− 2µ2

θ,

with Z = (I−P +1π)−1 the fundamental matrix and M =
[
pij

(
η + 1−η

i+1

)]
ij
.

Proof. A result for stopped functionals of Markov renewal processes implies
(see [3], Theorem 2)

Var
[
T (n)

]
∼ nγ2

T /µ
3
U , as n→∞.

Now, rewriting (3.13) we have

γ2
T = Var[U0µθ − θ1µU ] + 2

∞∑
i=1

Cov[U0µθ − θ1µU , Uiµθ − θi+1µU ]

= µ2
θγ

2
U + µ2

Uγ
2
θ − 2µUµθ∆.

Here, γθ and ∆ are defined as

γ2
θ = lim

m→∞

1

m
Var [Tm+1] = Var[θ1] + 2

∞∑
j=1

Cov[θ1, θj+1],

∆ = Cov[θ1, U0] +

∞∑
j=1

Cov[U0, θj+1] +

∞∑
j=1

Cov[θ1, Uj ].

For simplicity of the analysis, assume again stationarity of the Markov chain
{Ui}∞i=0. An expression for γ2

θ in terms of the matrix M and the fundamental
matrix Z = (I − P + 1π)−1 is given in [43], that is

γ2
θ = Var[θ1] + 2πMZM1− 2µ2

θ.

Here,

Var[θ1] = 4(1− η)2

 6 +R

8 + 4R
−

(
2 +R

2R
−
∑R+1
j=1

1
j

R(1 +R)

)2
 .

Finally, analogously to the proof of Theorem 3.1, we can show that Cov[θ1, Uj ] =(
− 1

2

)j Cov[θ1, U0] and

Cov[θ1, U0] = (1− η)
(4R+ 8)

(∑R+1
j=1

1
j

)
− (R2 + 9R+ 8)

3R2 + 3R
.
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Now, since πipij = πjpji for all i and j, the Markov chain U is reversible
(see [44], Theorem 1.2). This implies (U0, θj+1) ∼ (θ1, Uj) and hence we have
Cov[U0, θj+1] = Cov[θ1, Uj ]. This then yields

∆ = Cov[θ1, U0] +

∞∑
j=1

Cov[U0, θj+1] +

∞∑
j=1

Cov[θ1, Uj ]

= Cov[θ1, U0] + 2

∞∑
j=1

Cov[θ1, Uj ]

= (1− η)
(4R+ 8)

(∑R+1
j=1

1
j

)
− (R2 + 9R+ 8)

9R2 + 9R
.

Let us consider Equation (3.12) in more detail and investigate how the
variance of the end-to-end delay depends on η and R. To this end, we plot σ2

T

as a function of η for R = 5, R = 10 and R = 30 in Figure 3.1. We find that
for R = 5 the variance is minimized for η ≈ 0.56. For R = 10, the minimum
is attained at η ≈ 0.26 and for R = 30 at η = 0.
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Figure 3.1: σ2
T as a function of η for different R.

This can be explained as follows. For small R, the variance of the hop
count is small compared to that of the inter-transmission times. Consider
for example the extreme case R = 1. In this case, H(n) = n and σ

(n)
H = 0,

while the time between hops is of some length in [η, 1] uniformly at random.
Therefore, if one wants to minimize the variance of the end-to-end delay, it
pays off to increase η at the cost of larger end-to-end delays.

However, for large R, the hop count has high variability, while inter-
transmission times have small variance. To see this, consider the other ex-
treme case, where R→∞. The number of nodes that then get updated each
hop becomes highly variable, while an inter-transmission time will always take
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very close to η time units. Hence, in this case, it pays to decrease η in order
to decrease the impact of the hop count on the end-to-end delay variance.

Therefore, for dense networks, i.e. R large, setting η = 0 is always pre-
ferred to η > 0, since it minimizes both the expected value and variance of
the propagation delay. For sparse networks, i.e. R small, one can reduce the
variance by setting η > 0, however this greatly increases the expected delay.

Finally, using results from [3], we get the following results for the limiting
distributions of H(n) and T (n), see [3], Theorem 1.

Theorem 3.3. Let H(n) and T (n) be as defined in (3.6) and (3.7). Then

H(n) − 1
µU
n

σHn1/2

d−→ N [0, 1] (3.14)

and
T (n) − µθ

µU
n

σTn1/2

d−→ N [0, 1], (3.15)

where σH is as defined in (3.10) and σT as defined in (3.12).

In the next section we will compare the results from Theorem 3.3 with
simulation results for networks with finite n.

3.3.3 Simulation results

We now look at some simulation results on the hop count and end-to-end
delay and compare them with the asymptotic results from Theorem 3.3. We
consider a sparse network with R = 5 and n = 250, and a dense network with
R = 30 and n = 1500 and in both cases vary η. Note, that n/R = 30 for both
scenarios, which allows us to make a meaningful comparison between the two
scenarios. For each scenario we run 105 simulations.
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Figure 3.2: Density of T (n) for R = 5 and n = 250: analysis vs. simulation.
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In Figure 3.2 we compare the obtained histogram for the end-to-end delay
with the asymptotic result of (3.15) for the case R = 5 and n = 250. We find
that the end-to-end delay distribution is approximated well by the normal
distribution. Furthermore, setting η = 0 as opposed to η = 1

2 more than
halves the expected delay. As predicted by Figure 3.1, the variance indeed
increases as η approaches 0. However, the variance does not seem to change
significantly. Hence, setting η = 0 seems preferable to η = 1

2 .
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Figure 3.3: Density of T (n) for R = 30 and n = 1500: analysis vs. simulation.

In Figure 3.3 we consider the case R = 30 and n = 1500. Also here we
find that the end-to-end delay distribution is approximated well by the normal
distribution. Additionally, we see that in this dense case Trickle benefits even
more from setting η small, giving more than a nine-fold decrease in end-to-end
delay when setting η = 0 as opposed to η = 1/2. Finally, as again predicted
by Figure 3.1 the variance indeed decreases as η approaches 0.
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Figure 3.4: Density of H(n) for R = 5 and R = 30: analysis vs. simulation.

Lastly, in Figure 3.4, we compare the obtained histograms of the hop count
distributions with the asymptotic result of (3.14) for both the cases R = 5
and R = 30. Also here we find a good match between the simulation and
analytic results. Also the increase in variance as R grows is visible.
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3.4 Hop count and end-to-end delay distribution

We now focus on deriving the probability generating function of H(n) and the
moment generating function of T (n) for finite n. These allow us to calculate
the exact moments of the hop count and end-to-end delay for small finite n,
which is not covered by the asymptotic results for large n in the previous
section.

Let us denote by MX(s) the moment generating function of a continuous
variable X and by GY [z] the probability generating function of a discrete
random variable Y . Additionally, for a pair (X1, X2) of discrete variables,
write

G(X1,X2)[z1, z2] =

∞∑
n=0

∞∑
m=0

zn1 z
m
2 P[X1 = n,X2 = m],

and for a pair (X,Y ), with X a discrete and Y a continuous random variable,
write

G(X,Y )[z, s] =

∫ ∞
t=0

∞∑
n=0

znestdP[X = n, Y ≤ t].

We first analyze the probability generating function of H(n).

3.4.1 Hop count

Let A(m) =
∑m
i=1 Ui, i.e. A(m) is the total number of updated nodes after

m transmissions, not including node 0. Furthermore, let ηij be the number
of transitions in the Markov chain {Um}∞m=0 between entering state i and
entering state j for the first time. Denote by A(ηij) the number of nodes
updated during that time.

Theorem 3.1.

H[z1, z2] =

∞∑
n=0

( ∞∑
m=0

P
[
H(n) = m

]
zm1

)
zn2 =

∞∑
n=0

GH(n) [z1]zn2

=
(z1 − 1)z2

1− z2

1 +

R∑
j=1

G(A(η1,j),η1,j)[z1, z2]

1−G(A(ηj,j),ηj,j)[z1, z2]

+
1

1− z2
.

Remark. Note that the probability generating function for H(n) can be ob-
tained by differentiating H[z1, z2]:

GH(n) [z] =
1

n!

∂n

∂zn2
H[z, z2]

∣∣∣∣
z2=0

. (3.16)
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Proof. In [79] results are provided which lead to explicit expressions for rele-
vant Laplace transforms of general reward functions for Markov renewal and
semi-Markov processes. The following proof closely follows the steps of their
proof, but is slightly customized for the case at hand, simplifying the analysis.

First, we write

P
[
H(n+1) > m

]
=

R∑
j=1

P [A(m) ≤ n,Um = j | U0 = 1] .

Now, let η(k)
j be the time of the kth entrance into state j of the Markov chain

U , with η(0)
j = 0, that is,

η
(k)
j = inf{i > η

(k−1)
j : Ui = j}.

Then

P[H(n+1) > m] = 1[m = 0] +

R∑
j=1

∞∑
k=1

P
[
A
(
η

(k)
j

)
≤ n, η(k)

j = m | U0 = 1
]
.

Substituting and using that 1
1−z

∑∞
n=0 anz

n =
∑∞
n=0

∑n
m=0 amz

n, we find

∞∑
m=0

∞∑
n=0

P[H(n+1) > m]zm1 z
n
2

=
1

1− z2
+

∞∑
m=1

∞∑
n=0

R∑
j=1

∞∑
k=1

P
[
A
(
η

(k)
j

)
≤ n, η(k)

j = m | U0 = 1
]
zm1 z

n
2

=
1

1− z2
+

1

1− z2

∞∑
m=1

∞∑
n=0

R∑
j=1

∞∑
k=1

P
[
A
(
η

(k)
j

)
= n, η

(k)
j = m | U0 = 1

]
zm1 z

n
2

=
1

1− z2

1 +

R∑
j=1

∞∑
k=1

G(
A
(
η
(k)
j

)
,η

(k)
j

)[z1, z2]

 .

Since the consecutive entrance times to a fixed state form a sequence of re-
generation times, we obtain for k ≥ 1 and j = 1

G(
A
(
η
(k)
1

)
,η

(k)
1

)[z1, z2] =
(
G(A(η1,1),η1,1)[z1, z2]

)k
,

and for j 6= 1 we get

G(
A
(
η
(k)
j

)
,η

(k)
j

)[z1, z2] = G(A(η1,j),η1,j)[z1, z2]
(
G(A(ηj,j),ηj,j)[z1, z2]

)k−1
.
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Therefore,

∞∑
m=0

∞∑
n=0

P[H(n) > m]zm1 z
n
2

=
z2

1− z2

1 +

R∑
j=1

∞∑
k=1

G(A(η1,j),η1,j)[z1, z2]
(
G(A(ηj,j),ηj,j)[z1, z2]

)k−1


=

z2

1− z2

1 +

R∑
j=1

G(A(η1,j),η1,j)[z1, z2]

1−G(A(ηj,j),ηj,j)[z1, z2]

 .

Finally, we obtain

∞∑
m=0

∞∑
n=0

P[H(n) = m]zm1 z
n
2

=
(z1 − 1)z2

1− z2

1 +

R∑
j=1

G(A(η1,j),η1,j)[z1, z2]

1−G(A(ηj,j),ηj,j)[z1, z2]

+
1

1− z2
.

Note that the functions G(A(ηi,j),ηi,j)[z1, z2] can be derived by solving the
following system of linear equations for all i and j:

G(A(ηi,j),ηi,j)[z1, z2] =
∑
k 6=j

pikz
k
1z2G(A(ηk,j),ηk,j)[z1, z2]+pijz

j
1z2, for all i and j.

(3.17)

3.4.2 End-to-end delay

Similarly, we will now consider the moment generating function for the end-
to-end delay T (n). Let B(t) =

∑m
i=1 Ui for t ∈ [Tm, Tm+1). Then B(t) is

the total number of updated nodes at time t, not including node 0. Again,
let ηij be the number of transitions in the Markov chain {Um}∞m=0 between
entering state i and entering state j for the first time and denote by B(Tηij )
the number of nodes updated during that time. Denote by νj the random
time the Markov chain stays in state j before transitioning.
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Theorem 3.2.

T [z, s] =

∞∑
n=0

(∫ ∞
t=0

est dP[T (n) ≤ t]
)
zn =

∞∑
n=0

MT (n) [s]zn

=
z

z − 1

1−Mν1(s) +

R∑
j=1

(
1−Mνj (s)

) G(B(Tη1,j ),Tη1,j )
[z, s]

1−G(B(Tηj,j ),Tηj,j )
[z, s]

+
1

1− z
.

Remark. Note that the moment generating function for T (n) can be ob-
tained by differentiating T [z, s]:

MT (n) [s] =
1

n!

∂n

∂zn
T [z, s]

∣∣∣∣
z=0

. (3.18)

Proof. Again, our proof closely resembles the proof given in [79]. Let U(t) =
Um for t ∈ [Tm, Tm+1). We write

P
[
T (n+1) > t

]
=

R∑
j=1

P [B(t) ≤ n,U(t) = j | U0 = 1] .

Let η(k)
j again be the time of the kth entry into state j of the Markov chain

U , with η(0)
j = 0, that is,

η
(k)
j = inf{i > η

(k−1)
j : Ui = j}.

Then,

P[T (n+1) > t]

=

R∑
j=1

∞∑
k=0

P
[
B
(
T
η
(k)
j

)
≤ n, T

η
(k)
j
≤ t < T

η
(k)
j +1

, U(t) = j | U(0) = 1
]
. (3.19)

For convenience, we write

bkj (n, t) = P
[
B
(
T
η
(k)
j

)
≤ n, T

η
(k)
j
≤ t < T

η
(k)
j +1

, U(t) = j | U(0) = 1
]
.

Note first that for k = 0 we have

b0j (n, t) =

P[ν1 > t], if j = 1,

0, otherwise.
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For k ≥ 1 we can write,

bkj (n, t) =

∫ ∞
u=0

∞∑
l=0

P[νj > t− u]1[n− l ≥ 0]dP
[
B
(
T
η
(k)
j

)
= l, T

η
(k)
j
≤ u

]
,

which can be written as a convolution of a function φ(u, l) and a probability
measure:

bkj (n, t) =

∫ ∞
u=0

∑
l=0

φj(t− u, n− l)dP
[
B
(
T
η
(k)
j

)
= l, T

η
(k)
j
≤ u

]
,

where
φj(u, l) = P[νj > u]1[l ≥ 0].

Consequently,∫ ∞
t=0

∞∑
n=0

bkj (n, t)znestdt =
1−Mνj (s)

s(1− z)
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j
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P[T (n+1) > t]znestdt

=

∫ ∞
t=0

∞∑
n=0

P[ν1 > t]znestdt+

∫ ∞
t=0

∞∑
n=0

R∑
j=1

∞∑
k=1

bkj (n, t)znestdt

=
1

s(1− z)

1−Mν1(s) +

R∑
j=1

∞∑
k=1

(
1−Mνj (s)

)
G(B(T

η
(k)
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 .

Since the consecutive entrance times to a fixed state form a sequence of re-
generation times, we obtain for k ≥ 1 and j = 1

G(B(T
η
(k)
1

),T
η
(k)
1

)[z, s] =
(
G(B(Tη1,1),Tη1,1)[z, s]

)k
,

and for j 6= 1 we get

G(B(T
η
(k)
j

),T
η
(k)
j

)[z, s] = G(B(Tη1,j ),Tη1,j )
[z, s]

(
G(B(Tηj,j ),Tηj,j )

[z, s]
)k−1

.
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Therefore,∫ ∞
t=0

∞∑
n=0

P[T (n) > t]znestdt

=
z

s(1− z)

1−Mν1(s)

+

R∑
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∞∑
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(
1−Mνj (s)
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(
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z
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(
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) G(B(Tη1,j ),Tη1,j )
[z, s]

1−G(B(Tηj,j ),Tηj,j )
[z, s]

 .

Finally, we obtain
∞∑
k=0

(∫ ∞
t=0

est dP[T (k) ≤ t]
)
zk

=
z

z − 1

1−Mν1(s) +

R∑
j=1

(
1−Mνj (s)

) G(B(Tη1,j ),Tη1,j )
[z, s]

1−G(B(Tηj,j ),Tηj,j )
[z, s]

+
1

1− z
.

Using (3.4) one can deduce thatMνj (s) is the moment generating function
of a β(1, j) random variable, which can be expressed in terms of the incomplete
Gamma function Γ[s, x] as follows

Mνj (s) = j!es
(

1

s(1− η)

)j (
1− Γ[j, s(1− η)]

(j − 1)!

)
. (3.20)

Furthermore, analogously to Equation (3.17), one can find the functions
G(B(Tη1,j ),Tη1,j )

[z, s] by solving the following system of equations for all i and
j:

G(B(Tηi,j ),Tηi,j )
[z, s] =

∑
k 6=j

pikz
kMνi [s]G(B(Tηk,j ),Tηk,j )

[z, s] + pijz
jMνi [s].

(3.21)
As illustrating examples, in Figure 3.5 we have plotted the density func-

tions of H(20) and T (20) for R = 4 and both η = 0 and η = 1
2 obtained by

inverting Equations (3.16) and (3.18) using Mathematica. Note that the hop
count distribution is the same for both settings.
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(a) Hop count (b) End-to-end delay, η = 0 (c) End-to-end delay, η = 1
2

Figure 3.5: Hop count and end-to-end delay density for n = 20 and R = 4.

3.5 Conclusion

In this chapter we presented a generalized version of the Trickle algorithm with
an additional parameter η, which allows us to set the length of a listen-only
period for newly updated nodes. We argue that this parameter can greatly
increase the speed at which the Trickle algorithm can disseminate data, while
retaining scalability. These claims are supported by a mathematical analysis
and simulations of a Trickle propagation process in linear networks.

First, we provided an analysis of the hop count and end-to-end delay dis-
tribution for line networks consisting of n nodes. We derived formulas for the
mean and variance of the hop count and end-to-end delay as a function of R,
n and η, giving insight into the performance of the Trickle algorithm. Addi-
tionally, we showed that both distributions converge to a normal distribution
as n grows large.

Secondly, we derived explicit expressions for the probability and moment
generating functions of the hop count and end-to-end delay. As was shown,
these functions can be used to determine the respective density functions for
small network sizes explicitly.

From our analysis we can conclude that the extended version of Trickle as
presented in this chapter with η = 0 allows for better performance in terms
of end-to-end delay, compared to the original Trickle specification. It greatly
decreases end-to-end delay, while having only a small effect on its variability
and the energy consumption of the network.

Finally, we note that our analysis only provides a first step towards a
complete understanding of Trickle’s propagation performance, since the anal-
ysis is restricted to linear networks and the impact of network topology and
MAC-layer interactions are not yet considered.







Chapter 4

Adaptive Broadcast Suppression for
Trickle-Based Algorithms

In this chapter we discuss issues regarding the fairness of Trickle and
how it distributes message load across nodes in a network. It is shown
that Trickle is intrinsically unfair in terms of load distribution and that
its performance relies strongly on the network topology. This can lead
to increased end-to-end delays (MPL), or creation of sub-optimal routes
(RPL). Furthermore, we highlight that there is no clear consensus within
the research community about how to configure the redundancy constant
k. We propose an extension to the Trickle algorithm, called adaptive-k,
which allows nodes to individually adapt their redundancy constant to
local node density. Supported by analysis and a case study with RPL,
we show that this extension allows for an easier configuration of Trickle,
making it more robust to the network topology.

Based on:
Adaptive Broadcast Suppression for Trickle-Based Protocols
T.M.M. Meyfroyt, M. Stolikj, J.J. Lukkien
In: IEEE International Symposium on a World of Wireless, Mobile and
Multimedia Networks, 2015, pp. 1–9

69



70 Chapter 4. Adaptive Broadcast Suppression

4.1 Introduction

So far we have discussed Trickle’s scalability and propagation speed; it now
remains to investigate Trickle’s fairness. Fairness was already identified by
the authors of Trickle’s RFC [54] as one of the algorithm’s weaknesses, stat-
ing: “Trickle suppression typically leads sparser nodes to transmit more than
denser ones”. As we will discuss in more detail in the following section, the
main problem lies in the fact that Trickle uses a fixed global value for its
redundancy constant k. As one can imagine, finding an optimal value of k,
which distributes transmission load across nodes as evenly as possible, while
retaining scalability, is far from trivial. Consequently, the current recommen-
dations on how to configure Trickle’s redundancy constant are either vague or
conservative, making it difficult for users to configure correctly.

The main contribution of this chapter is threefold. Firstly, we shed light on
why Trickle’s suppression mechanism is badly understood and why it is hard to
provide recommendations for its correct configuration. Secondly, we propose
an extension to Trickle, called adaptive-k, which helps overcome these issues.
This extension allows nodes to adapt their suppression mechanism according
to local density information. Thirdly, both analytically and by simulations,
we show that this extension has several advantages compared to the original
Trickle algorithm: i) it leads to a more fair load distribution among nodes; ii) it
ensures good functionality of the Trickle suppression mechanism; iii) it makes
Trickle capable of adapting its suppression mechanism to network topologies
of varying densities. As a case study, we implement adaptive-k Trickle as part
of the RPL protocol. Simulation and physical experiments show that these
improvements lead to easier configuration and better performance, allowing
RPL to easily discover good routes, while suppressing many redundant control
messages.

This chapter is organized as follows. We first give a detailed overview of
related work in Section 4.2 and discuss which parts of the Trickle algorithm are
not well studied. In Section 4.3 we take a closer look at the Trickle suppression
mechanism and discuss why setting it correctly is difficult. Additionally, we
propose adaptive-k, an extension to the Trickle algorithm which allows nodes
to adapt this parameter according to local information on node density. In
Section 4.4 we present analysis and simulations of special network topologies
which highlight the benefits of using adaptive-k. Finally, as a case study, we
compare the performance of RPL while using the original and the extended
Trickle algorithm in Section 4.5. We summarize our results in Section 4.6.
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4.2 Related work

Since Trickle has become such an important algorithm for the IoT, much
research has been devoted to analyzing its performance and optimizing its
usage and design. In this section we list some of the related work investigating
the role of the redundancy constant k of Trickle. First, we look at research that
considers the case that Trickle is used for data dissemination and, secondly,
we look at research that considers the performance of Trickle when it is used
as part of the RPL protocol.

4.2.1 Trickle as a flooding mechanism

As discussed in Chapter 2, is is relatively well understood how Trickle’s mes-
sage overhead and scalability depend on k and the size of a network. Simu-
lation results have shown that Trickle scales well with network density, sup-
pressing many redundant broadcasts [53, 56]. However, little is known about
the influence of k on other performance measures such as hop-count, end-to-
end delay and load distribution. The authors of [18] study the performance of
Trickle as a flooding mechanism compared to classic flooding and multipoint
relaying. They conclude that while Trickle can outperform both protocols, its
performance is highly sensitive to the choice of parameters, stating: “Simula-
tions showed that the same set of parameters can render Trickle Multicast the
best or worst performer in a given scenario”.

In more recent work [52] the authors conclude that flooding using Trickle
can perform poorly due to its suppression mechanism. Since k does not change
with node density, the suppression mechanism favors nodes with few neigh-
bors, letting them broadcast more often than nodes with more neighbors.
This leads to increased traffic along the edges of a network and potentially
increased end-to-end delays. They underline the importance of correctly set-
ting k to avoid such issues. Additionally, they write: “We had not expected
such artifacts - they are rarely mentioned if ever in the literature”. Similar
problems have been identified in [81], where, due to the suppression mecha-
nism, bottleneck topologies have been shown to be prone to extremely large
end-to-end delays.

Finally, after publication of the paper on which this chapter is based,
this topic has received additional attention. Through a simulation study, the
authors of [20] observe that: “The usage of a fixed redundancy constant in the
network causes unbalanced transmission load and may cause early depletion of
energy sources of nodes with less neighbors”. Assuming that each node knows
the number of neighbors it has, the authors propose that each node should
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have their own k, in order to increase fairness. This idea is further built upon
in [90].

4.2.2 Trickle as a part of RPL

Next to work focused at analyzing Trickle for flooding, there has also been
extensive research on the impact of Trickle parameters on the performance of
the RPL routing protocol, which uses Trickle to construct a routing table.

In [48, 87] simulation studies on RPL’s performance are presented. How-
ever, they are based on earlier versions of the RPL draft, in which Trickle’s
suppression mechanism is not yet used (k =∞). Both studies conclude that in
some scenarios the performance of RPL is lacking and that additional studies
are needed for its usage in large-scale networks.

Later, Trickle’s suppression mechanism was deemed necessary to ensure
scalability of the protocol and was included as part of RPL’s current RFC.
Currently, the RFC recommends using k = 10. Based on this recommen-
dation, additional simulation studies have been performed [1, 40]. However,
these studies do not consider the effect of topology characteristics on RPL’s
performance and keep parameter settings fixed.

The authors of [88] were the first to consider the effect of the redundancy
constant k on RPL’s performance. They show that if configured incorrectly,
Trickle’s suppression mechanism can lead to sub-optimal routes, especially in
networks that are heterogeneous in terms of density, such as random spatial
topologies. This is again due to the inherent unfairness of Trickle’s suppression
mechanism. They propose a modification of Trickle, which tries to remove this
unfairness by prioritizing nodes that have not broadcasted for a long period
of time.

Lastly, an extensive simulation study on the effect of the redundancy con-
stant k and Imin on RPL’s performance is given in [46]. In their study they
consider several network densities and vary k between 1 and 15. They ob-
serve that one of the RPL parameters that affects routing table construction
to the greatest extent is the redundancy constant k. Additionally, they con-
clude “There exists a trade-off between network convergence time and other
performance parameters, such as the number of DIO messages transmitted
and number of collisions that depends on k” and that setting k should not be
done independently of network density.

4.3 The redundancy constant

Clearly, the redundancy constant k is one of the most important parameters of
Trickle, but its effect on performance is not well understood. The reason that
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the influence of the redundancy constant is not well studied is twofold. First of
all, as was shown in [46,88], the performance of Trickle for a given parameter
setting greatly depends on the network topology. This makes studying the
effect of the redundancy constant difficult and is why analytical studies mostly
focus on k = 1 and simple network topologies. Secondly, as mentioned in the
previous section, many of the studies related to Trickle consider it in the
context of RPL, where the redundancy constant was only introduced in later
draft versions.

Consequently, the current parameter recommendations for configuring the
redundancy constant k are often vague or conservative. In the Trickle RFC [54]
it is stated that “In general, it is much more desirable to set k to a high value
(e.g., 5 or 10) than infinity. Typical values for k are 1-5: these achieve a good
balance between redundancy and low cost”. Looking at the RPL RFC [92] we
find that the default setting is k = 10, which is rather arbitrary, stating “This
configuration is a conservative value for Trickle’s suppression mechanism”.
However, in the IETF draft “Recommendations for Efficient Implementation of
RPL” [55] we find “A constant of 3-5 has been found adequate in deployments”.
Lastly, MPL [39] recommends using k = 1, focusing heavily on overhead
reduction.

The reason why these recommendations are conservative and divergent is
because optimally setting k is non-trivial and depends greatly on the network
topology and the application for which the Trickle algorithm is used. However,
one might assume that given some network topology, it should be possible to
choose an appropriate setting for the redundancy constant.

Clearly, in sparse networks, where nodes have few neighbors, k should be
set to a low value for the suppression mechanism to work. In very dense
networks, a higher value of k makes more sense, since nodes have to compete
with many other nodes for the medium, and a low value of k can thus lead
to sub-optimal data dissemination. Hence, when setting k, it is important
to take network density into account. However, in many cases, networks are
heterogeneous and consist of both sparse and dense parts, which makes setting
k difficult.

Adaptive-k: a density-aware redundancy constant

With these considerations in mind, it makes sense to set k for each node
individually. Ideally, we would want nodes to set their own k in a distributed
fashion according to their node degree. However, since we want Trickle to
be self-sufficient, we cannot rely on nodes having perfect knowledge on the
number of neighbors they have. What we do know is that nodes keep track of
the number of Trickle messages they receive during an interval with a counter
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c. This c contains implicit information on the number of neighbors of that
node. Therefore, we propose an extension to the Trickle algorithm, called
adaptive-k, which leverages this information and allows nodes to set their
value of k autonomously. This extension is done by a slight modification of
rule 4 of the algorithm:

4∗. When a node’s timer hits time I, it sets k equal to f(c), it increases
its interval length to min(2I, Imax) and starts a new interval.

Here f is some predefined function, which is the same for all the nodes of
the network. We argue that a natural candidate is the following function:

f(c) =


kmin, αc < kmin,

bαcc, kmin ≤ αc ≤ kmax,

kmax, αc > kmax,

(4.1)

with some fixed α ∈ [0, 1] and kmin, kmax ∈ N. The function f should be
bounded by below by some kmin to avoid a deadlock with all nodes having
k = 0. One should think of kmin being small, i.e. 1 or 2. Throughout this
chapter we assume kmin = 1. Furthermore, f should be bounded from above
by kmax to ensure scalability of the algorithm. Lastly, as recommended in the
Trickle RFC, kmax × Imin should at least be two to three times as long as it
takes to transmit kmax packets.

Intuitively, this extension does what we would like it to do. Whenever
a node receives many broadcasts during an interval, it knows it has many
neighbors, and hence it should have a high k value in order to be able to
compete for the medium. When a node receives few transmissions, it either
does not have a lot of neighbors, or its neighbors are having a hard time
broadcasting their own information, and for both cases the node should lower
its redundancy constant k.

Note that our extension is backward compatible with the Trickle RFC: the
RFC itself acknowledges that nodes can be configured with a different redun-
dancy constant, with the possible drawback of an uneven load distribution.
In the next section we show that Trickle with adaptive-k actually leads to a
more even load distribution.
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4.4 Evaluation of Trickle with adaptive-k

In this section we will analyze the Trickle algorithm with adaptive-k for some
special network topologies, highlighting its benefits. For simplicity, we assume
in all these cases that all nodes are perfect receivers and transmitters, meaning
that transmissions never fail and are received instantaneously, so that we
can focus on the performance of Trickle without considering any MAC-layer
protocols. Furthermore, we focus only on the control traffic generated by
Trickle and assume all nodes to have the same data and that I = Imax for all
nodes.

4.4.1 Single-cell network

First, let us consider a simple network consisting of n nodes that are all within
communication distance of each other. Let f(c) be as in Equation (4.1) with
kmin = 1.

Assume all nodes are synchronized, i.e. all nodes start new intervals at
the same time. Then it is easy to see that, if α < 1, regardless of their
initial value of k, each interval nodes will decrease their k, until eventually
they all set k = 1. From that point on nodes will never receive more than
one transmission per interval, and hence k will stay fixed to one. For most
applications this setting can be regarded as optimal, since we only need one
transmission to reach all nodes.

Now assume the intervals of nodes are not necessarily synchronized. If
k̂ is the maximum value for the redundancy constant among nodes during a
single interval, then we know that in each interval there will be less than 2k̂
transmissions [67]. Hence, if α ≤ 1/2, in each interval nodes will decrease
their k and eventually all set k = 1. From that point on, there will be at
most 2 transmissions per interval. If, however, α > 1/2 and n → ∞, nodes
will eventually set k = kmax and there will be at most 2kmax transmissions
per interval. This also highlights the fact that f should be bounded to ensure
scalability. However, note that regardless of α and kmin, Trickle with adaptive-
k will have at most as many transmissions per interval as the original Trickle
with k = kmax.

4.4.2 Star network

Consider now a network consisting of n+ 1 nodes, where one central node is
connected to all other n nodes, which are all not connected to any other nodes.
Note that this is in contrast with the previous scenario, where all nodes had
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the same number of neighbors. Assume all nodes are synchronized, i.e. all
nodes start intervals at the same time.

Suppose the unmodified Trickle algorithm is used with k < n + 1, then
the central node will broadcast if it is among the first k nodes to schedule a
broadcast, which happens with probability k

n+1 . Hence, if k = 1, the central
node will broadcast a fraction 1

n+1 of the intervals and all other nodes will
broadcast a fraction n

n+1 of the intervals. This clearly results in a very unfair
load distribution and n2+1

n+1 broadcasts per interval on average. If k > 1,
the central node will broadcast a fraction k

n+1 of the intervals and the rest
will always broadcast, also leading to an unfair load distribution and a high
message count.

Now suppose the modified Trickle algorithm is used with f(c) as in Equa-
tion (4.1), but this time, for illustrative purposes, let kmax = ∞. It is easy
to see that eventually, only the central node will be adapting its redundancy
constant and the rest of the nodes will set k = 1. Suppose the central node
starts an interval with k = αn (i.e. it heard all of its neighbors transmit the
previous interval), and suppose it is the m’th node to schedule a broadcast
during that interval. If m ≥ αn, then the central node’s message will be
suppressed and k = αn the next interval as well. If m < αn, then the central
node will broadcast, suppressing the transmissions of the last n−m nodes to
schedule a broadcast, and hence k = α(m− 1) the next interval.

Continuing this reasoning one can deduce that the redundancy constant
of the central node evolves according to a Markov chain. In Appendix 4.A,
we study this Markov for n→∞. Let pα be the probability that the central
node’s broadcast is suppressed during an arbitrary interval in steady state for
n→∞. Then, as we show in Appendix 4.A,

pα =

( ∞∑
i=0

αi(i+1)/2

i!

)−1

. (4.2)

Note that the central node successfully broadcasts with probability 1 − pα.
Similarly, let p∗α be the limiting probability that a node other than the central
node successfully broadcasts during an arbitrary interval for n → ∞. Then,
see again Appendix 4.A,

p∗α =
1

α
(1− pα). (4.3)

Plots of the probabilities pα and p∗α are shown in Figure 4.1.
We conclude that for α = 1 the star network with dynamic k is asymptot-

ically fair and

p∗1 = 1− p1 = 1− 1

e
. (4.4)
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Figure 4.1: Asymptotic broadcasting probabilities of adaptive-k in the star network.
1−pα is the probability that the central node broadcasts, while p∗α is the probability
that other nodes broadcast.

Note that this is quite remarkable, since as n → ∞, the central node has to
compete against infinitely many other nodes for the medium. Moreover, on
average Trickle with adaptive-k will have fewer broadcasts per interval than
the original algorithm.

4.4.3 Random spatial network

We now consider random spatial networks consisting of 200 nodes placed
uniformly in a square region. Since analyzing this case analytically is too
difficult, we resort to simulations. We consider the original Trickle algorithm
with k = 1, 5 and 10, as well as the Trickle algorithm with adaptive-k for four
different functions f(c) of the form as in Equation (4.1).

From the single-cell network we learned that for dense homogeneous net-
works setting α to a lower value is smart, since it reduces the amount of traffic.
On the other hand, from the star network we learned that for highly heteroge-
neous networks, a high value of α contributes to more fairness in the network,
which can also lead to a reduction of the amount of traffic. Since realistic
spatial networks should be a mix of the two scenarios, we will consider several
values of α in the range [ 1

2 , 1], and try to determine what value performs well
for such topologies. For this purpose we set kmin = 1 and kmax = 30, to be
able to capture the effect of the number of neighbors of a node on its message
count. Additionally, we consider three network densities, where the average
node degree is either 5, 10 or 15. For each setting and density, we simulate
10 networks with different topologies for 200 time units, where all nodes start
with I = Imax = 1 and uptodate information. For each node degree we cal-
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culate the average broadcasting probability, i.e., the fraction of intervals in
which nodes with that number of neighbors broadcast.
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Figure 4.2: Broadcasting probability per node degree for the original Trickle algo-
rithm. The three plots correspond to the three different network densities.

Results for the original Trickle algorithm can be found in Figure 4.2. We
can immediately see Trickle’s tendency to favor low-degree nodes, letting them
broadcast often. Nodes with degree bigger than k have a hard time transmit-
ting. This effect is clear for each of the three network densities.

The trend in these probabilities is also as one would expect. If a node
has less than k neighbors, it will broadcast almost every interval. If a node
however has N ≥ k neighbors then, ignoring the fact that neighbors can be
suppressed as well, it will broadcast if it is among the first k nodes to schedule
a broadcast during that interval, which roughly happens with probability
k/(N + 1). Hence, the probability of a node with N neighbors broadcasting
can roughly be estimated by min(1, k/(N +1)). In Figure 4.3 we have plotted
this probability for k = 1, 5 and 10 and one can see the same trends in the
plots of Figure 4.2.
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Figure 4.3: Estimate for the broadcasting probabilities for different values of k.
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Figure 4.4: Broadcasting probability per node degree for the adaptive-k Trickle
algorithm. The three plots correspond to the three different network densities.

If we then look at the results for the Trickle algorithm with adaptive-k in
Figure 4.4, we find that the transmission load is being distributed more fairly.
Note, however, that for α = 1, high degree nodes are being favored and all
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nodes broadcast with relatively high probability. For α = 1/2, we see there is
still a tendency to favor low-degree nodes, especially in sparse networks, but
less so than for the original Trickle algorithm. The most appropriate setting
for α for these networks in terms of fairness seems to be in the range of 2/3
and 3/4. For these two settings on average there are less broadcasts than for
k = 5, while the transmission load is distributed fairly.
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Figure 4.5: The average redundancy constant per node degree.

Finally, in Figure 4.5, we show the average value of k per node degree
for the dense network scenario. Clearly, there is a linear dependency on the
number of neighbors a node has and its average redundancy constant, where
the slope depends on α. This is also what one would like to see; the more
neighbors a node has, the higher its redundancy constant should be to be able
to compete for the medium.

4.5 A case study: RPL

Lastly, to confirm that the adaptive-k extension to the Trickle algorithm can
improve the performance of the protocols that it is used in, we perform a case
study using RPL. First, we provide a general description of the RPL routing
protocol. Then, we present simulation results for network of varying density
using RPL. Finally, we confirm the simulation results with experimental data
from a physical test bed.

4.5.1 RPL basics

RPL is a distance vector routing protocol for low-power and lossy networks
(LLNs) that uses the Trickle algorithm to build a Destination Oriented Di-
rected Acyclic Graph (DODAG). The DODAG is a tree-like network-graph,
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rooted in a single node, in which all nodes learn a route towards the root
node. While RPL supports both upwards and downwards routes, in this work
we only focus on upward routes. The DODAG is shaped according to one
or more objective functions (OF), which can specify metrics for the cost of
routes or give rules/constraints when building links.

The DODAG is built starting from the root as follows. The root adver-
tises information about the graph using DODAG Information Object mes-
sages (DIO), which are disseminated based on a Trickle timer. DIO messages
contain information about the DODAG, its configuration parameters and the
‘rank’ of the sender in the DODAG - a monotonically decreasing measurement
indicating the distance of the sender to the root according to the objective
function(s). Non-root nodes process these DIOs and based on the objective
function and/or some local criteria, decide whether to join the network. Af-
ter joining, they establish which directly reachable nodes can forward data
most efficiently towards the root (i.e. have the lowest rank), and select one of
them as the preferred parent. Then, they compute their own rank, and start
transmitting DIO messages.

Once all nodes have selected a parent and have become a part of the
DODAG, we say that the DODAG has been formed. Whenever a node then
needs to send a message to the root, it sends it to its parent, which then
forwards it to its own parent until it reaches the root.

Clearly, in order to be able to forward messages as efficiently as possible,
nodes need to quickly update their rank to the ‘optimal’ rank. However,
as we saw in the previous section, the original Trickle algorithm tends to
favor nodes with low degree. Therefore, low-degree nodes will be able to
broadcast DIO’s more often than high-degree nodes. This introduces the
problem that nodes tend to favor low-degree nodes as their parents, possibly
leading to sub-optimal routes, since routes through high-degree nodes might
be more efficient. One hopes that using Trickle with adaptive-k could solve
this problem, since it distributes the transmission load more evenly.

4.5.2 Simulation results

We implement adaptive-k as part of the Contiki 2.7 operating system [28].
Contiki is an open-source operating system for constrained devices, which in-
cludes a full 6LoWPAN stack, together with an implementation of the RPL
protocol, called ContikiRPL. We simulate different topologies in Cooja, a
cross-level simulator for Contiki. Cooja [70] internally uses the MSPsim de-
vice emulator for cycle accurate Tmote Sky emulation, as well as a symbol
accurate emulation of the CC2420 radio chip. We use the Unit Disk Graph
Radio Medium (UDGM) model for radio propagation, with no loss. UDGM
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Figure 4.6: Example of a simple DODAG using hop count as an Objective Function.
Node 4 has two parents and selects node 2 as the preferred one.

penalizes collisions heavily, while end-to-end delivery fails only due to filled
MAC queues. At the link layer, we use the default CSMA/CA implementa-
tion in Contiki with no radio duty cycling (nullrdc). The RPL DODAG is
formed according to the Objective Function Zero (OF0) [86]. OF0 in Con-
tiki is implemented as a hop-count based selection metric, which uses local
expected transmission count (ETX) measurements to select between parents
with the same rank. Unnecessary parent switches are avoided by adding a
simple hysteresis mechanism [35].

As in the previous section, we again look at topologies with three differ-
ent network densities, where this time one root and 100 non-root nodes are
uniformly placed in a square area of 100×100 meters. For each topology,
the transmission range is such that the average node degree is 5, 10 and 15,
respectively. We simulate a Constant Bit Rate data gathering application -
every non-root node sends one 80-byte packet, including all headers, to the
root node every minute. For each topology, we consider the original Trickle
algorithm with k = 1, 5 and 10 and adaptive-k Trickle with α = 2

3 , kmin = 1
and kmax = 10. We simulate each configuration 100 times for 2 hours with
Imin = 23ms and Imax = 223ms. We measure the average DIO broadcasting
probability per node, the mean time until formation of the first DODAG, the
mean number of DIO transmissions per node and the mean network stretch
after 2 hours. Network stretch is defined as the fraction of nodes with a rank
higher than the minimal rank, i.e. taking more hops than necessary to reach
the root.
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First of all, looking at Figure 4.7, we find that the DIO broadcasting proba-
bility per node is similar as in the random spatial simulations, with adaptive-k
distributing the load most fairly, while still suppressing many transmissions.

If we then look at the other RPL performance measures in Figure 4.8, we
find that the DODAG formation time is not greatly affected by the choice of
k; only in sparse networks does the formation time suffer from low values of k
(Figure 4.8a). Secondly, for the original Trickle algorithm, the average number
of DIO’s increases quickly with k, as expected. However, the DIO count of
Trickle with adaptive-k is comparable to that of the original algorithm with
k = 1 (Figure 4.8b). Lastly, for the original Trickle algorithm with low k the
average network stretch remains high, probably due to Trickle favoring low-
degree nodes. As k increases the network stretch decreases; nodes are able to
broadcast more easily, allowing for discovery of better routes at the cost of
high overhead. However, we find that for adaptive-k, for every scenario the
network stretch after 2 hours is almost zero; only in the sparse case there are
2 or 3 nodes that have not yet discovered the optimal route (Figure 4.8c),
which could potentially be avoided by increasing kmin.

In summary, the network stretch shows that Trickle with adaptive-k allows
for good routes to be discovered, as if k was set to a high value, while only
broadcasting few DIO’s, as if k was set to a low value, while distributing the
message load evenly among nodes.
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Figure 4.8: Influence of the redundancy constant in RPL for different topologies.
All values show the average of 100 runs and the 95% confidence interval.
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4.5.3 Experimental results

To confirm the simulation results, we implement the same code as in the previ-
ous section, on a set of 43 WSN430 nodes in the Rennes IoT-Lab physical test
bed. WSN430 nodes have the same MSP430 micro-controller and TI CC2420
radio chip as the Tmote Sky. We configure the nodes to use the minimum
available transmission power (-25 dBm), which is enough to form a network
with at most 4 hops to the root. To enable more accurate measurement, we
use larger Trickle intervals, Imin = 24ms and Imax = 224ms. The rest of the
parameter settings are identical as in the simulations. For each value of the
redundancy constant, we perform five experiments, where each experiment
runs for one hour. As nodes are booting up randomly, links are fairly un-
stable, and there is no central clock in the system, we only show the results
for the overall number of transmissions as measured at the link-layer, and the
end-to-end packet delivery ratio. All charts show the average measured values
and the 95% confidence interval of the mean.
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Figure 4.9: Total number of DIO transmissions, data transmissions and end-to-end
packet delivery ratio (PDR) during 1h of operation at the IoT-Lab test bed.

The experimental results confirm the simulation results; setting a proper
value of the redundancy constant significantly impacts the overall traffic in
the network (Figure 4.9). In this particular network topology, a high value for
the redundancy constant does not improve routing and, therefore, it should
be set to a low value. The proposed adaptive-k handles the situation well,
balancing between control traffic overhead and packet delivery ratio.
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4.6 Conclusion

In this chapter we studied the effect of the suppression mechanism on the
performance of the Trickle algorithm. The current Trickle standard proposes
a fixed value of the redundancy constant, which is sub-optimal in networks of
varying density. As a result, there is no clear agreement within the research
community about the preferred setting.

By looking at different network topologies, we showed that having a fixed
value for the redundancy constant makes Trickle unfair in terms of load dis-
tribution, favoring nodes with few neighbors. Moreover, it makes Trickle vul-
nerable to changing network topologies. Depending on the application where
Trickle is used, this unfairness can lead to various consequences, such as in-
creased end-to-end delays (MPL) or creation of sub-optimal routes (RPL).

As a solution, we proposed adaptive-k, an extension of Trickle which allows
nodes to set their own redundancy constant according to local information on
network density. Through analysis and simulations we showed that this exten-
sion makes Trickle more fair in terms of load distribution, while still suppress-
ing many redundant transmissions. Finally, by simulations and experiments
on a physical test bed, we showed that the adaptive-k extension improves the
performance of the RPL routing protocol, by keeping the overhead of control
traffic low, while still discovering good routes.

4.A Asymptotic analysis star network

Denote the Markov chain of the redundancy constant of the central node by
K(n,α) = {K(n,α)

i }∞i=0, i.e. the central node’s k = K
(n,α)
i in the ith interval.

First consider the case α = 1. Let S = {0, 1, 2, ..., n} denote the state space
of the chain, where the first two states correspond to the central node having
k = 1 and receiving zero or one transmissions during the previous interval
respectively, and the other states correspond to the current value for k. Then
the Markov chain with state space S has the following transition matrix

P =



1
n+1 0 · · · 0 0 1− 1

n+1
1

n+1 0 · · · 0 0 1− 1
n+1

1
n+1

1
n+1 · · · 0 0 1− 2

n+1
...

. . .
...

1
n+1

1
n+1 · · · 1

n+1 0 1− n−1
n+1

1
n+1

1
n+1 · · · 1

n+1
1

n+1 1− n
n+1


. (4.5)
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With some calculus one can use P to determine the steady-state distribution
{qj}nj=0 of the Markov chain. This allows us to determine the steady-state
probability that a broadcast by the central node is suppressed when n grows
large, that is

lim
n→∞

P[broadcast is suppressed] = lim
n→∞

qn = e−1. (4.6)

However, it is difficult to extend the analysis to general values of α. Therefore,
we will resort to a different method, which leverages the particularly nice
structure of the matrix P .

Instead of considering K(n,α) for general n, we will directly consider the
case n→∞. First, define

P (n,α)(x, y) := P
[
K

(n,α)
i+1 /n ≤ y

∣∣∣∣ K(n,α)
i /n = x

]
.

Then, recalling the structure of the transition matrix P , one can deduce for
x, y ∈ [0, α]:

P (α)(x, y) = lim
n→∞

P (n,α)(x, y) =


y
α , 0 ≤ y < αx,

x, αx ≤ y < α,

1, y = α.

(4.7)

That is, starting from x, the chain moves with probability x to some point
in [0, αx] uniformly and with probability 1− x it moves to the atom α.

We will analyze the Markov chain K(α) = {K(α)
i }∞i=0 with transition

function as in (4.7). For x < α, let πα(x) be the steady-state density of K(α)

and let pα be the steady-state probability of the chain being in the atom α.
From (4.7) it is clear that πα(y) = 0 for α2 ≤ y < α and hence for y < α2 we
can write

πα(y) =

∫ α2

y/α

πα(x)/α dx+ pα/α. (4.8)

Moreover, using (4.7) we can write

pα =

∫ α2

0

(1− x)πα(x) dx+ (1− α)pα. (4.9)

Note that it follows that πα(0) = 1
a . Additionally, for α = 1, Equation (4.8)

is easily solved and we find π1(x) = e−x and, in line with Equation (4.6),
p1 = e−1.
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For α < 1, the solution to (4.8) can be written recursively by defining
πα(x) on distinct intervals as follows

πα(x) = πα,i(x), for αi+1 ≤ x < αi, (4.10)

where

πα,1(x) = 0,

πα,2(x) = pα/α,

πα,i(x) = πα,i−1(αi) +
1

α

∫ αi−1

x/α

πα,i−1(y) dy, for i > 2.

Determining pα requires a different method. Let Tα be the first return
time to the atom α. That is

Tα = min
{
i ≥ 1 : K

(α)
i = α | K(α)

0 = α
}
.

We will calculate E[Tα] and then make use of the fact that pα = 1/E[Tα].
Define

X
(α)
i := K

(α)
i | Tα > i.

Let fi(x) be the density function of X(α)
i . We show that

fi(x) =

 i
αi+1

(
1− x

αi+1

)i−1
, 0 ≤ x ≤ αi+1,

0, otherwise.
(4.11)

For i = 1 we know that X(α)
1 ∼ U [0, α2], which is indeed in agreement with

(4.11). Now suppose (4.11) is true for some j, then

fj+1(y) =

∫ αj+1

x=0

fj(x)
dP (α)(x, y)

dy
dx/P[Tα > j + 1 |Tα > j]

=

∫ αj+1

x=y/α

fj(x)
1

α
dx/P[Tα > j + 1 |Tα > j]. (4.12)

Furthermore, as remarked below (4.7), starting from x the Markov chain
moves with probability x to a point in [0, αx], avoiding the return to α, and
hence

P[Tα > j + 1 | Tα > j] =

∫ αj+1

0

fj(x)x dx =
αj+1

j + 1
. (4.13)



4.A. Asymptotic analysis star network 89

Combining Equations (4.12) and (4.13), we find

fj+1(y) =
j + 1

αj+2

(
1− x

αj+2

)j
,

which proves (4.11). Now note that for i > 0 we can write

P[Tα > i] = P[Tα > i− 1]P[Tα > i | Tα > i− 1]. (4.14)

Then using (4.13) together with the fact that P[Tα > 0] = 1, we deduce

P[Tα > i] =

i∏
j=1

αj

j
=
α(i+1)i/2

i!
. (4.15)

Finally, we conclude

pα =
1

E[Tα]
=

( ∞∑
i=0

P[Tα > i]

)−1

=

( ∞∑
i=0

αi(i+1)/2

i!

)−1

. (4.16)

Our last point of interest is the probability that a node other than the central
node broadcasts during an arbitrary interval. Using (4.9) we can deduce

lim
i→∞

E[K
(α)
i ] =

∫ α2

0

xπα(x) dx+ αpα = 1− pα. (4.17)

Hence, on average the central node receives n
α (1 − pα) transmissions per in-

terval and the asymptotic probability that a node other than the central node
broadcasts is given by p∗α = 1

α (1− pα).





Chapter 5

Degree-Dependent Threshold-Based
Broadcast Suppression on Random Trees

In this chapter we study the fairness of threshold-based broadcasting al-
gorithms with degree-dependent redundancy constants. To this end, we
consider a special version of random sequential adsorption (RSA) with
nearest-neighbor interaction on infinite tree graphs. In classical RSA,
starting with a graph with initially inactive nodes, each of the nodes of
the graph is inspected in a random order and is irreversibly activated if
none of its nearest neighbors are active yet. We generalize this nearest-
neighbor blocking effect to a degree-dependent threshold-based blocking
effect. That is, each node of the graph is assumed to have its own degree-
dependent threshold and if, upon inspection of a node, the number of
active direct neighbors is less than that node’s threshold, the node will
become irreversibly active. We analyze the activation probability of nodes
on an infinite tree graph, given the degree distribution of the tree and the
degree-dependent thresholds. In addition, we propose an algorithm which
solves the inverse problem of determining how to set the degree-dependent
thresholds in infinite tree graphs in order to reach some desired activation
probabilities.

Based on:
Degree-Dependent Threshold-Based Random Sequential Adsorption on
Random Trees
T.M.M. Meyfroyt
Advances in Applied Probability, 2018, vol. 51, no. 1, to appear
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5.1 Introduction

As discussed in the previous chapter, the original specification of Trickle de-
fines a fixed global redundancy constant k which is the same for all nodes in
the network. While this works well in networks with a uniform node density, it
has several disadvantages in networks with a non-uniform node density. First,
it is not clear how to set this threshold, especially since the network topology
might be unknown or could change. Secondly, with a global threshold the
transmission load is not evenly distributed among nodes in networks with a
non-uniform node density, which can lead to less efficient data dissemination.
For example, broadcasts of high-degree nodes might be suppressed often, even
though these nodes are able to reach many other nodes.

In order to improve the fairness of the Trickle algorithm, we have proposed
an extension of Trickle called adaptive-k, see Section 4.3. This extension
introduces a node-specific redundancy threshold kv for each node v. This
threshold is recalculated at the end of each interval according to a function of
the node’s message counter cv. Following the publication of [68], two recent
papers also introduce degree-dependent thresholds for Trickle [59,90]. In [90],
kv is also updated at the end of each interval using the update rule kv →
kv + cv−dv, where dv is the number of neighbors of node v. In [59], assuming
a network consisting of battery-powered devices, kv is dynamically adjusted
depending on the remaining energy of a node. These approaches are shown
to reduce unfairness among nodes, while increasing the efficiency and speed
of data propagation using Trickle.

While the introduction of node-specific redundancy thresholds in [59,68,90]
is natural and has been shown to improve the performance of Trickle, these
papers mostly rely on intuition and experiments for determining how to con-
figure them. Ideally, we would like to have a more analytic approach for
determining the optimal configuration of the thresholds kv given the topology
of a network. The goal of this chapter is to provide a first step towards the
exact analysis and optimization of node-specific threshold-based broadcasting
algorithms. Specifically, we are interested in how the knowledge of the node
degrees dv of all nodes in a network can be utilized for configuring the redun-
dancy thresholds kv. To this end we study a new version of random sequential
adsorption with a threshold blocking effect on infinite tree graphs.

5.1.1 Random sequential adsorption

Processes where particles are deposited successively at random positions in
an initially empty space, subject to a blocking effect whereby deposited par-
ticles can cooperatively prevent new particles from being deposited nearby
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are referred to as random sequential adsorption (RSA). The simplest type of
RSA models are those with hard-core blocking effects, where each deposited
particle will prevent any new particle from being deposited in its immediate
neighborhood. Note that these processes are irreversible, meaning that the
system will eventually get in a jammed state, where no new particles can be
deposited. Typically, the analysis of RSA deals with the calculation of the
time evolution of the fraction of space, in a continuum, or the fraction of
vertices, in a graph, occupied by particles.

One classical example of RSA with hard-core interaction is known as
Rényi’s parking problem, where cars of a certain length arrive at random
positions on the real line and park if they do not overlap with other already
parked cars. The limiting fraction of space occupied by cars when the system
has reached the jammed state, is known as Rényi’s parking constant [74].

Classically, RSA was studied on lattices and in Euclidean space, due to its
many applications in biology, physics and chemistry. For an extensive survey
on the analysis of sequential adsorption processes in these fields, see [29].
However, in recent years, mostly motivated by applications in communication
sciences and in wireless networks, the study of RSA on random graphs has
received much attention. For example, RSA with hard-core blocking can be
used to model wireless networks using CSMA-like broadcasting algorithms,
where a node is only allowed to transmit data if none of its neighbors is
already transmitting [6]. In the context of wireless networks, the deposition
of particles is often referred to as the activation of nodes. Likewise, occupied
and empty nodes are referred to as active and inactive nodes.

In [23, 83] RSA with hard-core interaction on random trees was studied.
In these papers, it is shown how the fraction of vertices occupied by particles
can be expressed in terms of the generating function of the degree distribution
of the tree. In [31], multi-layer parking on random trees was considered.
Similarly, in [10,11] RSA with hard-core interaction on random graphs with a
given degree distribution was studied. The Erdős-Rényi random graph model
was studied in [24, 78], where in [78] hard-core blocking was considered and
in [24] generalizations of RSA were considered, including multi-layer parking
with and without screening.

In this chapter we study a new version of RSA with a threshold blocking
effect, generalizing RSA with hard-core nearest-neighbor blocking effects, on
infinite random trees. In our model, each node of the graph has its own
random threshold, which we allow to depend on the degree of the node. Then,
when a node attempts to activate, it is only able to do so if the number of
active neighbors of the node is less than that node’s threshold.

The key contributions of this chapter are as follows. First, motivated by
our study of node-specific redundancy thresholds, we introduce RSA with a
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threshold blocking effect, generalizing the hard-core blocking effect. For this
model we derive formulae for the time evolution of the probability that a
node is active and for the covariance between the activity states of nodes
as a function of their distance from each other. Additionally, we propose
the Activation Threshold Algorithm which determines how to set the degree-
dependent thresholds in order to achieve some target activation probabilities
on the infinite tree. Lastly, we show that the thresholds generated by this
algorithm also perform remarkably well when applied to finite tree graphs
and random spatial graphs, which are generally not trees.

5.1.2 Organization of the chapter

The remainder of this chapter is organized as follows. In Section 5.2 we define
the mathematical model describing the RSA process with a threshold blocking
effect on tree graphs, which is the main focus of this chapter. In Section 5.3
we analyze the probability that a node in this graph is unable to activate,
due to the number of active neighbors exceeding its threshold value. We then
show how one can also calculate the correlation between the states of nodes
as a function of their distance from each other in Section 5.4 and conclude
that these correlations decrease at a super-exponential rate as this distance
grows larger. Section 5.5 is devoted to the treatment of some interesting
special cases, which admit a detailed analysis. In Section 5.6 we propose an
algorithm which allows us to determine how to set the thresholds of nodes
in order to achieve some target activation probabilities. In Section 5.7 we
show by simulation that the thresholds obtained from this algorithm, which
assumes an infinite tree graph, also give good results in finite and non-tree
graphs. Finally, in Section 5.8 we briefly summarize our results and make
some concluding remarks.

5.2 Model description and dynamics

We stick as much as possible to the notation of [72], in which RSA with a
hard-core blocking effect on a deterministic tree is treated.

We consider an infinite tree graph G = (V,E) where each node v ∈ V
has Dv neighbors. Let the Dv’s be i.i.d. random variables and write an :=
P[Dv = n] for n ∈ N. We require that a0 = a1 = 0, to be sure that the tree
is infinite and does not have any leaf nodes. Additionally, each node v has
an activity threshold Bv, which we allow to depend on the node’s degree. We
write bnk := P[Bv = k | Dv = n]. Lastly, each node v has an activation time
Tv, where the Tv’s are i.i.d. U [0, 1] random variables.
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Consider now a fixed realization of the tree. We will define a blocking
process for all induced sub-graphs of G. Let W ⊆ V . The dynamics of the
blocking process on the sub-graph of G induced by W are described by a
stochastic jump process (XW

t , 0 ≤ t ≤ 1) taking values in {0, 1}W . Here
XW
t (v) is the state of node v at time t for the blocking process on the sub-

graph of G induced by the vertex set W : 0 if node v is inactive at time t
and 1 if it is active. Initially, all nodes are inactive, i.e. XW

0 (v) = 0 for all
v ∈ W . Then, if at time Tv less than Bv nodes in W that are adjacent to
node v are active, node v will become irreversibly active, otherwise the node
remains inactive forever.

More formally, denote by NW (v) the subset of nodes in W that are ad-
jacent to node v on the graph G and define SWt (v) =

∑
w∈NW (v)X

W
t (w) to

be the number of active neighbors of v at time t which are in W . Then, for
t < Tv, XW

t (v) = 0 for all v and, for t ≥ Tv, XW
t (v) = 1 if SWTv (v) < Bv

and XW
t (v) = 0 otherwise. For ease of notation, we will write N(v) ≡ NV (v),

St(v) ≡ SVt (v) and Xt(v) ≡ XV
t (v), whenever we are considering the complete

node set V .
While it is clear that XW

t (v) is well-defined for finite W , the following
proposition shows that, assuming Dv has finite first moment, the process
(Xt, 0 ≤ t ≤ 1) on the infinite tree is also well-defined.

Proposition 5.1. Let v ∈ V and define Vn := {w ∈ V | d(v, w) ≤ n},
where d(v, w) denotes the number of edges in the path connecting v and w.
Assuming E[Dv] <∞, the random variable Xt(v) is well-defined and given by
the following limit

Xt(v) := lim
n→∞

XVn
t (v). (5.1)

Proof. Let n1 < n2. Then it should hold that XVn1
t (v) = X

Vn2
t (v) unless

there exists a path of vertices v0, v1, ..., vm, starting at v0 = v and ending at
some vm ∈ Vn2

\Vn1
, such that Tv0 > Tv1 > · · · > Tvm , since the only way

that a vertex in Vn2\Vn1 can influence v, is if the activation of vm somehow
influences the activity of v1, which in turn influences the activity of v0 = v.

Hence, a sufficient condition for the existence of (5.1), is the existence of a
finite number R(v), such that there is no path v0, v1, ..., vm in V with v0 = v,
m > R(v) and with Tv0 > Tv1 > Tv2 > · · · > Tvm , since then XVm

t will be the
same for all m > R(v).

Let Zm = |Vm\Vm−1| denote the number of vertices at distance m from
v. Noting that the probability that Tv0 > Tv1 > · · · > Tvm equals 1

(m+1)! , we
can write

P
[
X
Vm−1

t (v) 6= Xt(v) | Zm = z
]
≤ P [R(v) ≥ m | Zm = z] ≤ z

(m+ 1)!
.
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Here, for the second inequality, we have assumed the activation timers of all
z paths to be independent. Unconditioning, we find

P
[
X
Vm−1

t (v) 6= Xt(v)
]
≤ P [R(v) ≥ m] ≤ E[Zm]

(m+ 1)!
.

This finally implies that
∞∑
m=0

P
[
XVm
t (v) 6= Xt(v)

]
≤
∞∑
m=1

P[R(v) ≥ m] ≤
∞∑
m=1

E[Zm]

(m+ 1)!
<∞,

since E[Zm] = E[Dv]E[Dv − 1]m−1. Hence, by the Borel-Cantelli lemma, this
implies almost sure convergence of the random variable XVm

t (v).

Finally, it is also important to note that the functions NW (v) and SWt (v)
are also defined for v /∈ W . Moreover, in the rest of the chapter, with
some abuse of notation, we will write XW

t (W ′) = 0 to denote the event that
XW
t (w) = 0 for all w ∈ W ′ ⊆ W and, similarly, we will write XW

t (W ′) = 1
to denote the event that XW

t (w) = 1 for all w ∈W ′ ⊆W .
We are interested in the calculation of the following three quantities. First,

we are interested in determining the time evolution of the activation probabil-
ity pn(t) that a node with a given degree n is active at time t for the blocking
process on G. Secondly, we want to find the correlation between the activity
states of two nodes in V as a function of their distance. Lastly, given the node
degree distribution {an}∞n=0 of the tree, we want to determine how to choose
the threshold distribution bnk , in order to achieve some desired values for the
activation probabilities pn(1).

5.3 Activation probability

Consider an arbitrary vertex v ∈ V . Denote by α(t) the probability of finding
v inactive at time t ∈ [0, 1]. That is

α(t) = P[Xt(v) = 0]. (5.2)

Similarly, denote by β(t) the probability of finding v inactive at time t ∈ [0, 1]
for the blocking process on the graph obtained by randomly removing one of
the branches at node v in G. The probability β(t) can be interpreted as the
probability of finding v inactive at time t given Tw > t for some w ∈ N(v).
So, letting w ∈ N(v), we can write

β(t) = P[X
V \{w}
t (v) = 0] = P[Xt(v) = 0 | Tw > t]. (5.3)

The following proposition will be key in analyzing these functions.
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Proposition 5.2. Let W ⊆ V and let W ′ and W ′′ be disjoint finite subsets
of W . Then for 0 ≤ t < 1,

d

dt
P
[
XW
t (W ′) = 0, XW

t (W ′′) = 1
]

=∑
v∈W ′′

P
[
S
W\{v}
t (v) < Bv, X

W\{v}
t (W ′) = 0, X

W\{v}
t (W ′′\{v}) = 1

]
(5.4)

−
∑
v∈W ′

P
[
S
W\{v}
t (v) < Bv, X

W\{v}
t (W ′\{v}) = 0, X

W\{v}
t (W ′′) = 1

]
.

Proof. See Appendix 5.A.

Note that Proposition 5.2 is a generalization of Proposition 2 of [72], which
only considers hard-core blocking. Proposition 5.2 allows us to write differ-
ential equations for the probabilities of having particular configurations of
active and inactive nodes. The first term in the right-hand side of (5.4) gives
us the rate at which the configuration is created and the second term the rate
at which it is destroyed. Moreover, Proposition 5.2 tells us that in order to
analyze the time evolution of the probabilities of having particular configura-
tions of active and inactive nodes on a certain graph, we have to analyze the
blocking process on the same graph where we have removed certain nodes.
This turns out to be a useful property, since by removing a node from a tree
graph, we always end up with several unconnected trees which can be analyzed
separately. This is nicely illustrated by the following analysis.

We apply Proposition 5.2 to β′(t) = d
dtP[X

V \{w}
t (v) = 0] with w ∈ N(v).

Since this configuration can only be destroyed by the activation of node v, we
only have to consider the second term in the right-hand side of (5.4). Note that
by removing v from our graph we create Dv − 1 identical unconnected copies
of graphs, see Figure 5.1. Moreover, these graphs are identical in distribution
to the original graph where only a branch at v had been removed. Hence, this
allows us to write

β′(t) =− P
[
S
V \{v,w}
t (v) < Bv

]
=−

∞∑
n=1

an

∞∑
k=1

bnkP
[
S
V \{v,w}
t (v) < k | Dv = n,Bv = k

]
=−

∞∑
n=1

an

∞∑
k=1

bnk

k−1∑
m=0

(
n− 1

m

)
β(t)n−m−1(1− β(t))m, (5.5)

where in the second step we condition on the degree and threshold of v and in
the third step we use the fact that the activation probabilities of the remaining
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neighbors of v are independent and identical to β(t). Combined with the initial
condition β(0) = 1, we can conclude that β(t) is implicitly given by∫ 1

β(t)

( ∞∑
n=1

an

∞∑
k=1

bnk

k−1∑
m=0

(
n− 1

m

)
sn−m−1(1− s)m

)−1

ds = t. (5.6)

vDv

2

Dv-1

1

Dv-2

vw

2

Dv-1

1

Dv-2

Figure 5.1: Relevant configuration β′(t)

vDv

2

Dv-1

1

Dv-2

vw

2

Dv-1

1

Dv-2

Figure 5.2: Relevant configuration α′(t)

Similarly, Proposition 5.2 can be applied to the function α′(t) = d
dtP[Xt(v) =

0]. Since also this configuration can only be destroyed by the activation of
node v, we again only have to consider the second term in the right-hand side
of (5.4). Note that by removing v from our graph, we now create Dv identical
unconnected copies of graphs, see Figure 5.3. Hence,

α′(t) =− P
[
S
V \{v}
t (v) < Bv

]
(5.7)

=−
∞∑
n=1

an

∞∑
k=1

bnkP
[
S
V \{v}
t (v) < k | Dv = n,Bv = k

]
=−

∞∑
n=1

an

∞∑
k=1

bnk

k−1∑
m=0

(
n

m

)
β(t)n−m(1− β(t))m,

which gives, combined with the initial condition α(0) = 1,

α(t) = 1−
∫ t

0

∞∑
n=1

an

∞∑
k=1

bnk

k−1∑
m=0

(
n

m

)
β(s)n−m(1− β(s))m ds. (5.8)

Finally, making the change of variables x = β(s), Equation (5.8) becomes

α(t) = 1−
∫ 1

β(t)

∑∞
n=1 an

∑∞
k=1 b

n
k

∑k−1
m=0

(
n
m

)
xn−m(1− x)m∑∞

n=1 an
∑∞
k=1 b

n
k

∑k−1
m=0

(
n−1
m

)
xn−m−1(1− x)m

dx. (5.9)
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Note that, as is obvious from their definition, α(t) and β(t) are non-increasing
functions of t, with α(0) = β(0) = 1.

Finally, in (5.7) we could also have conditioned on the degree of node v.
Doing so, we find that the expected fraction of nodes with degree n that are
active at time t is given by

pn(t) =

∫ 1

β(t)

∑∞
k=1 b

n
k

∑k−1
m=0

(
n
m

)
xn−m(1− x)m∑∞

n=1 an
∑∞
k=1 b

n
k

∑k−1
m=0

(
n−1
m

)
xn−m−1(1− x)m

dx. (5.10)

5.4 Activation covariance

In this section we derive a coupled set of differential equations, whose solu-
tions allow us to determine the covariance between the activity states of two
nodes that are at distance m from each other. First, this will provide some
insight in the spatial distribution of active nodes. Secondly, knowing how fast
correlations between node activities decrease as a function of distance, allows
us to gain insight in the importance of having a treelike graph. If correla-
tions decrease relatively fast, this suggests that the analysis of the previous
section might be successfully used to approximate the activation probabilities
on graphs which are locally treelike, such as the Erdős-Rényi random graph.

Let v1, v2 ∈ V be a pair of nodes with d(v1, v2) = m and let v′1 ∈ N(v1)
and v′2 ∈ N(v2) be two nodes that are not on the path connecting v1 with
v2. In order to get a closed system of equations we define for m = 1, 2..., the
following correlation functions:

αm(t) = P[Xt(v1) = 0, Xt(v2) = 0],

ρm(t) = P[Xt(v1) = 1, Xt(v2) = 0],

ζm(t) = P[Xt(v1) = 1, Xt(v2) = 1].

(5.11)


βm(t) = P[X

V \{v′1}
t (v1) = 0, X

V \{v′1}
t (v2) = 0],

λm(t) = P[X
V \{v′1}
t (v1) = 1, X

V \{v′1}
t (v2) = 0],

µm(t) = P[X
V \{v′1}
t (v1) = 0, X

V \{v′1}
t (v2) = 1],

ηm(t) = P[X
V \{v′1}
t (v1) = 1, X

V \{v′1}
t (v2) = 1].

(5.12)


γm(t) = P[X

V \{v′1,v
′
2}

t (v1) = 0, X
V \{v′1,v

′
2}

t (v2) = 0],

κm(t) = P[X
V \{v′1,v

′
2}

t (v1) = 1, X
V \{v′1,v

′
2}

t (v2) = 0],

θm(t) = P[X
V \{v′1,v

′
2}

t (v1) = 1, X
V \{v′1,v

′
2}

t (v2) = 1].

(5.13)
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Our function of interest is the following

Am(t) := Cov[Xt(v1), Xt(v2)] = αm(t)− α(t)2, (5.14)

which will give us the correlation between the states of two nodes that are at
distance m from each other.

Our approach to analyzing (5.14) is as follows. In Section 5.4.1 we il-
lustrate how one can apply Proposition 5.2 to get a closed set of differential
equations for the quantities in Equations (5.11)-(5.13). This first requires us
to introduce functions whose derivatives are similar in spirit to the derivatives
in Equations (5.5) and (5.7), capturing the probability that a node is unable
to activate, given that one of its neighbors is already active. In Section 5.4.2,
using probabilistic interpretations of Equations (5.11)-(5.13), we derive some
additional useful relations between these functions. Finally, transforming the
differential equations from Section 5.4.1 and exploiting the relations from Sec-
tion 5.4.2, we derive a differential equation for the covariance function Am(t)
in Section 5.4.3. Note that since the analysis of Equation (5.14) is relatively
involved, the reader may decide to skip the remainder of the section at first
reading.

5.4.1 Relating Equations (5.11)-(5.13)

We apply Proposition 5.2 to get differential equations for the quantities in
(5.11)-(5.13), but first we need to define some additional functions. Let v ∈ V .
First, denote by γ(t) the probability of finding node v inactive at time t for
the blocking process on the graph obtained by randomly removing two of
the branches at node v in G. Then, similar to the derivation of (5.5), using
Proposition 5.2,

γ′(t) = −
∞∑
n=1

an

∞∑
k=1

bnk

k−1∑
m=0

(
n− 2

m

)
β(t)n−m−2(1− β(t))m. (5.15)

Additionally, define β∗(t) as the probability of finding node v, assuming its
threshold has been decreased by one, inactive at time t for the blocking process
on the graph obtained by randomly removing one of the branches at node v
in G. Similarly, denote by γ∗(t) the probability of finding node v, assuming
its threshold has been decreased by one, inactive at time t for the blocking
process on the graph obtained by randomly removing two of the branches at
node v in G. Then β′∗(t) and γ′∗(t) are given by the same expressions as in
(5.5) and (5.15), except that the threshold has been decreased by one:

β′∗(t) = −
∞∑
n=1

an

∞∑
k=2

bnk

k−2∑
m=0

(
n− 1

m

)
β(t)n−m−1(1− β(t))m, (5.16)
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γ′∗(t) = −
∞∑
n=1

an

∞∑
k=2

bnk

k−2∑
m=0

(
n− 2

m

)
β(t)n−m−2(1− β(t))m. (5.17)

As an example, we illustrate how to apply Proposition 5.2 to the function
λm(t). Direct application of Proposition 5.2 yields

λ′m(t) =
d

dt
P
[
X
V \{v′1}
t (v1) = 1, X

V \{v′1}
t (v2) = 0

]
= P

[
S
V \{v′1,v1}
t (v1) < Bv, X

V \{v′1,v1}
t (v2) = 0

]
− P

[
S
V \{v′1,v2}
t (v2) < Bv, X

V \{v′1,v2}
t (v1) = 1

]
. (5.18)

In order to simplify these expressions, it might be useful to keep Figure 5.3 in
mind.

  
 

    

 
 

 

 

 
     

   
  

v

v v

Figure 5.3: Local representation of the configuration relevant for λm(t).

For convenience, we will often drop the notation for dependence on t in the
remainder of this section. Conditioning on the state of the neighbor of v1 on
the path between v1 and v2, we find for the first term

P
[
S
V \{v′1,v1}
t (v1) < Bv, X

V \{v′1,v1}
t (v2) = 0

]
= −γ′βm−1 − γ′∗λm−1. (5.19)

For the second term, conditioning on the state of the neighbor of v2 on the
path between v1 and v2, we find

P
[
S
V \{v′1,v2}
t (v2) < Bv, X

V \{v′1,v2}
t (v1) = 1

]
= −β′κm−1 − β′∗θm−1. (5.20)

From (5.18)-(5.20) we conclude λ′m = −γ′βm−1−γ′∗λm−1 +β′κm−1 +β′∗θm−1.
Applying Proposition 5.2 in the same way to (5.11), we get the following
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system of equations
α′m = 2β′βm−1 + 2β′∗λm−1,

ρ′m = −β′βm−1 − β′∗λm−1 + β′µm−1 + β′∗ηm−1,

ζ ′m = −2β′µm−1 − 2β′∗ηm−1,

(5.21)

where α0(t) := α(t), ρ0(t) := 0 and ζ0(t) := 1− α(t).
Applying Proposition 5.2 to (5.12), we get

β′m = γ′βm−1 + γ′∗λm−1 + β′γm−1 + β′∗κm−1,

λ′m = −γ′βm−1 − γ′∗λm−1 + β′κm−1 + β′∗θm−1,

µ′m = −β′γm−1 − β′∗κm−1 + γ′µm−1 + γ′∗ηm−1,

η′m = −β′κm−1 − β′∗θm−1 − γ′µm−1 − γ′∗ηm−1,

(5.22)

where β0(t) := β(t), λ0(t) := µ0(t) = 0 and η0(t) := 1− β(t).
Lastly, applying Proposition 5.2 to (5.13), we get

γ′m = 2γ′γm−1 + 2γ′∗κm−1,

κ′m = −γ′γm−1 − γ′∗κm−1 + γ′∗θm−1 + γ′κm−1,

θ′m = −2γ′∗θm−1 − 2γ′κm−1,

(5.23)

where γ0(t) := γ(t), κ0(t) := 0 and θ0(t) := 1− γ(t).

5.4.2 Some preliminary observations

In this section we derive some additional relations which will help us in de-
riving Am(t) from Equations (5.21)-(5.23). Define u(t) := γ(t) − γ∗(t) and
ν(t) := β(t)− β∗(t). Then, using (5.22) and βm + λm + µm + ηm = 1, we can
write

β′m + µ′m = (βm−1 + µm−1)u′ + γ′∗. (5.24)

Noting that for all m ∈ N we have β = βm + µm and 1 − β = λm + ηm, we
find the following useful relation

β′ = γ′∗ + βu′ = γ′ − (1− β)u′. (5.25)

Similarly, (5.21) gives

α′m + ρ′m = (βm−1 + µm−1)ν′ + β′∗. (5.26)
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Noting that αm + ρm = α for all m ∈ N, this gives

α′ = β′∗ + βν′ = β′ − (1− β)ν′. (5.27)

Now, define fm(t) = γm(t) + κm(t) = P[X
V \{v′1,v

′
2}

t (v′2) = 0]. Then (5.23)
gives

f ′m = γ′m + κ′m = (γm−1 + κm−1)u′ + γ′∗ = fm−1u
′ + γ′∗. (5.28)

Also define gm(t) = βm(t) + λm(t) = P[X
V \{v′1}
t (v′2) = 0]. Then (5.22) gives

g′m = β′m + λ′m = (γm−1 + κm−1)ν′ + β′∗ = fm−1ν
′ + β′∗. (5.29)

5.4.3 The covariance function

Finally, to get a differential equation for Am(t), we define the following func-
tions:

Fm(t) := fm(t)− β(t),

Gm(t) := gm(t)− α(t),

Γm(t) := γm(t)− β(t)2,

Bm(t) := βm(t)− α(t)β(t).

Note that all of these functions converge to 0 as m tends to infinity. We
introduce the following shorthand notation:∫

fdmg :=

∫ t

0

∫ x1

0

· · ·
∫ xm−1

0

f(xm)dg(xm) · · · dg(x2)dg(x1),

and
∫
fdg =

∫
fd1g. Then, combining (5.25) and (5.28), we find

F ′m = u′Fm−1. (5.30)

Moreover, by Equation (5.25), we have F0(t) = γ(t)−β(t) =
∫

(1−β)du with
u(t) := γ(t)− γ∗(t) and therefore

Fm =

∫
(γ − β)dmu =

∫
(1− β)dm+1u. (5.31)

Similarly, combining (5.27) and (5.29) gives

G′m = ν′Fm−1, (5.32)
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which implies

Gm =

∫ ∫
(1− β)dmudν. (5.33)

Now consider Γm(t) = γm(t)− β(t)2. Some manipulation of (5.23) gives

Γ′m = 2u′Γm−1 + 2γ′∗Fm−1, (5.34)

where Γ0(t) = γ(t) − β2(t). Similarly, by manipulating (5.22), we get for
Bm(t) = βm(t)− α(t)β(t):

B′m = u′Bm−1 + ν′Γm−1 + γ′∗Gm−1 + β′∗Fm−1, (5.35)

where B0(t) = β(t)(1− α(t)). Lastly, for Am(t) = αm(t)− α(t)2, we find

A′m = 2ν′Bm−1 + 2β′∗Gm−1, (5.36)

where A0(t) = α(t)(1− α(t)).
Note that while Equations (5.30)-(5.36) form a closed set of recursive dif-

ferential equations, in general they do not admit an explicit solution. However,
as partially demonstrated in Appendix 5.B, the solution to (5.36) can be sim-
plified in such a way that Am(t) can be calculated by numerical integration
for moderate values of m. Moreover, as also discussed in Appendix 5.B, from
(5.36) we can deduce that in general the correlations between nodes decay
at a super-exponential rate as their distance m increases. Finally, note that
for the hard-core blocking case Bv = 1 for all v ∈ V , Equations (5.30)-(5.36)
simplify even more, as we shall see in the following section.

5.5 Special cases

This section is devoted to the treatment of some interesting special cases,
which admit a detailed analysis.

5.5.1 The Bethe lattice

In this subsection we will consider the deterministic case that Dv = z + 1 for
all v ∈ V , i.e. G is a Bethe lattice with coordination number z + 1 [71].

Hard-core blocking

Let Bv = 1 for all v ∈ V , i.e. the activation of a node will block the activation
of all its neighbors. Then, using (5.5), (5.7) can be written as α′(t) = β(t)β′(t).
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It follows then that (5.9) simplifies to the result from [72] (and earlier work):

α(t) =
1

2
(1 + β(t)2), (5.37)

where solving (5.5) gives

β(t) =

e−t, for z = 1,

(1 + (z − 1)t)−1/(z−1), otherwise.
(5.38)

Additionally, note that for this case γ(t) = 1+u(t), since γ∗(t) = 1, and (5.25)
gives β(t) = eu(t). Hence, (5.34) simplifies to

Γ′m = 2u′Γm−1.

Now note that Equation (5.27) gives ν′ = u′eu, so Equation (5.35) becomes

B′m = u′(Bm−1 − euΓm−1).

Finally, (5.36) gives
A′m = 2u′euBm−1.

As shown by the result of Theorem 13 in [72], this coupled set of differential
equations can be solved in terms of u(t) = log[β(t)] and has the solution:

Am(t) = −β
2(t)

2

∞∑
n=0

(2 log[β(t)])2n+m+1

(2n+m+ 1)!
. (5.39)

Note that, as was concluded in the previous section, Equation (5.39) confirms
that correlations between nodes become small very fast as their distance from
each other increases, since the functions Am(t) decay at a super-exponential
rate.

One can also use the function Am(t) to calculate the variance of the scaled
number of active nodes at time t. Let v ∈ V and recall that Vn := {w ∈
V | d(v, w) ≤ n}. For finite W ⊂ V , define Yt(W ) =

∑
w∈W Xt(w). Write

σ2
z(t) := lim

n→∞
(|Vn|)−1Var[Yt(Vn)]. (5.40)

Denoting by Pn,mz the number of directed self-avoiding paths of length m on
the graph induced by Vn, we have by translation invariance,

σ2
z(t) = lim

n→∞
(|Vn|)−1

∑
v,w∈Vn

Ad(v,w)(t) = A0(t) + lim
n→∞

∞∑
m=1

Pn,mz

|Vn|
Am(t).

(5.41)
We can now state the following proposition concerning a central limit theorem
for Yt(Vn).
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Proposition 5.3. Let Dv = z + 1 for all v ∈ V . Then

Yt(Vn)

|Vn|
→

n→∞
N (α(t), σ2

z(t)). (5.42)

Also, if Bv = 1 for all v ∈ V , then σ2
1(t) = te−4t and for z > 1:

σ2
z(t) =

β(t)4

z − 1
+

(1−
√
z)2β(t)2(1−

√
z) − (1 +

√
z)2β(t)2(1+

√
z)

4
√
z(z − 1)

. (5.43)

Proof. See Appendix 5.C.

Deterministic thresholds

Consider again the Bethe lattice, i.e. Dv = z + 1 for all nodes v ∈ V , and let
Bv = k for all nodes v ∈ V . Then (5.9) can be written as

α(t) = 1−
∫ 1

β(t)

∑k−1
m=0

(
z+1
m

)
xz−m+1(1− x)m∑k−1

m=0

(
z
m

)
xz−m(1− x)m

dx, (5.44)

where ∫ 1

β(t)

(
k−1∑
m=0

(
z

m

)
sz−m(1− s)m

)−1

ds = t. (5.45)

Simplifying the solution to Equation (5.36) is difficult for this general case.
However, it can be rewritten such that it can be calculated numerically, see
Appendix 5.B. In combination with Equation (5.41), this allows us to numer-
ically evaluate the normalized variance function for a combination of z and k.
To illustrate this, we plot σ2

z(t) for z = 3 and k = 1, 2, 3, 4 in Figure 5.4.
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Figure 5.4: Plots of σ2
3(t) for k = 1, 2, 3, 4.
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5.5.2 The random tree

In this subsection we will consider the more general case of the random tree.
Note that the cases for which Bv = 1 for all nodes v ∈ V and Dv follows a
Poisson, geometric or binomial distribution are treated in [83].

Hard-core blocking

Consider the case that Bv = 1 for all nodes v ∈ V . Since in this case (5.7)
can again be written as α′(t) = β(t)β′(t), Equation (5.9) simplifies to the
same expression as in (5.37). Moreover, as was also shown in [23], writing
G(s) =

∑
ans

n, β(t) is given by,∫ 1

β(t)

s

G(s)
ds = t. (5.46)

Additionally, Theorem 13 from [72] can also be easily extended to the case of
a random tree, leading to the same expression as in (5.39), that is

Am(t) = −β
2(t)

2

∞∑
n=0

(2 log[β(t)])2n+m+1

(2n+m+ 1)!
. (5.47)

Threshold equal to node degree

Consider the case thatBv ≡ Dv for all nodes v ∈ V . Then, we have β(t) = 1−t
and hence Equation (5.8) simplifies to:

α(t) = 1−
∫ t

0

∞∑
n=1

an(1− sn)ds = 1− t+

∫ t

0

G[s]ds. (5.48)

Note that this implies that α(1) =
∑∞
n=0

an
n+1 , which makes sense, since the

only way that a node remains inactive, is if it tries to activate after all of its
neighbors.

Consider for example the case where Dv− 2 follows a Poisson distribution
with mean λ. In this case we have G(s) = s2eλ(s−1), which allows explicit
calculation of α(t):

α(t) = 1− t+ λ−3(2− λt(2− λt))e−λ(1−t) − 2λ−3e−λ.

Uniformly distributed thresholds

Let

bnk = P[Bv = k | Dv = n] =

 1
n if 1 ≤ k ≤ n

0 otherwise
,
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then (5.10) simplifies for all n to

pn(t) =

∫ 1

β(t)

x

x(1− c) + c
dx =

1− c(1− c)t− e−(1−c)t

(1− c)2
, (5.49)

where

c =

∫ 1

0

G[z]

z
dz and β(t) =

e−(1−c)t − c
1− c

. (5.50)

This implies that a very easy scheme to give all nodes an equal probability of
activating, is for each node to count the number of neighbors it has and to
choose a threshold uniformly between 1 and the number of neighbors it has.

5.6 Configuring the threshold

In Section 5.3 we have focused on how to determine the probability that a node
will be able to activate, given the degree distribution of the graph and degree-
dependent thresholds. In this section we focus on solving the inverse problem:
given some desired degree-dependent activation probabilities pn(1), we want
to choose the thresholds in such a way that we achieve these probabilities.
For example, with scalability in mind, one could be interested in setting the
thresholds such that the probability that a node is able to activate is inversely
proportional to its degree.

The structure of this section is as follows. First, we introduce a continuous
version of a deterministic degree-dependent threshold. Secondly, we prove that
for any vector of desired degree-dependent activation probabilities there exist
such degree-dependent thresholds, which, when applied to the infinite tree,
achieve these desired activation probabilities. Finally, we propose an efficient
iterative algorithm which determines these thresholds.

We introduce a continuous version of a deterministic degree-dependent
activity threshold. Define N := {n : an > 0}, that is the set of node degrees
that appear in G. For practical purposes we will assume |N | to be finite.
Suppose now that given a vector k = (kn)n∈N , we set the bnk for all n ∈ N as
follows

bnk = P[Bv = k | Dv = n] =


kn − bknc if k = dkne,

1− (kn − bknc) if k = bknc,

0 otherwise.

(5.51)

Naturally, in the case that dkne = bknc we set bnkn = 1. Note that this implies
E[Bv | Dv = n] = kn and that a node with degree n will either have dkne or
bknc as its activity threshold.



5.6. Configuring the threshold 109

Let p̂ = (p̂n)n∈N , with pn ∈ [0, 1] for all n ∈ N and
∑
n∈N pn = 1, be

the desired activation probability vector. Our goal is to set the thresholds
kn, such that we achieve pn(1) = p̂n. We first introduce some additional
notation. For convenience, we will sometimes use the representation kn :=
(n+ 1)xn with xn ∈ [0, 1]. Note that this allows us to pick any non-trivial set
of activity thresholds, since for all kn > n + 1 we have pn(1) = 1. Now, for
x = {xn}n∈N ∈ [0, 1]|N | let the function πn(x) equal pn(1) as in (5.10), where
the bnk are set in accordance with (5.51) with kn = (n + 1)xn. Thus, πn(x)
gives us the probability that a node with n neighbors activates, if we would
use kn = (n+ 1)xn as the degree-dependent activity thresholds. Similarly, let
β(t,x) equal β(t) as in (5.6), with again the bnk set in accordance to (5.51)
with kn = (n+ 1)xn.

We are now in a position to formulate the following proposition on the
existence of threshold values for any desired vector of activation probabilities.

Proposition 5.4. For every degree distribution {ai}∞i=0 and activation prob-
ability vector (p̂n)n∈N there exists a vector {xn}n∈N = x ∈ [0, 1]|N |, such that
πn(x) = p̂n for all n ∈ N .

Proof. Let x ∈ [0, 1]|N | and consider the vector-valued function P(x) =
(πn(x) − p̂n)n∈N , which is continuous in x. Notice that for any n ∈ N ,
we have πn(x) = 0 if xn = 0 and πn(x) = 1 if xn = 1. Therefore, by the
Poincaré-Miranda theorem [51], which is a generalization of the intermediate
value theorem, there exists a point x ∈ [0, 1]|N | for which the function P(x)
vanishes. Therefore, there exists a vector x ∈ [0, 1]|N | such that πn(x) = p̂n
for all n ∈ N .

In order to find the vector x we propose an iterative algorithm. First we
introduce the following function

φ(x, k, n) =

1∫
0

( bkc−1∑
m=0

(
n

m

)
β(s,x)n−m(1− β(s,x))m

+ (k − bkc)
(
n

bkc

)
β(s,x)n−bkc(1− β(s,x))bkc

)
ds. (5.52)

It is important to note that φ(x, (n+1)xn, n) = πn(x). Additionally, consider
the situation where we have changed the activity threshold distribution of a
single node with degree n to (5.51) with kn = k, while all other nodes in V use
the thresholds according to (5.51) with kn = (n+1)xn. Then, φ(x, k, n) would
give us the probability that the node with the changed threshold distribution
will be able to activate.
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We now introduce the Activity Threshold Algorithm.

Activity Threshold Algorithm:

Set i = 0 and start with the vector x(0) = (1)n∈N . Iterate between the
following steps until the desired precision is reached:

1. For all n ∈ N , determine k(i+1)
n such that

φ
(
x(i), k(i+1)

n , n
)

= p̂n. (5.53)

2. Set x(i+1) =
(
k

(i+1)
n /(n+ 1)

)
n∈N

and increase i by one.

Essentially what we are doing in Step 2 of the algorithm is the following.
Given the current threshold values, we determine how we should reset the
threshold of a single node with degree n, in order to make it have an activa-
tion probability equal to p̂n, if all other nodes would keep using the current
threshold values. Having calculated this for all n ∈ N , we then give all nodes
the new thresholds and repeat the same calculation.

Theorem 5.1. The sequence {x(i)}∞i=0 generated by the Activity Threshold
Algorithm converges to a vector x∗, such that πn(x∗) = p̂n for all n ∈ N .

Proof. First, note that πn(x(0)) = 1 ≥ p̂n for all n, which implies x(1)
n ≤ x(0)

n

and consequently πn(x(1)) ≤ πn(x(0)) for all n ∈ N . Moreover, since x(1)
n ≤

x
(0)
n for all n ∈ N , this implies by Equation (5.6) that β(t,x(1)) ≥ β(t,x(0))

for all t ∈ [0, 1]. Now note that this also implies that for any n ∈ N , k ≤ n
and t ∈ [0, 1]:

k∑
m=0

(
n

m

)
β(t,x(1))n−m(1− β(t,x(1)))m

≥
k∑

m=0

(
n

m

)
β(t,x(0))n−m(1− β(t,x(0)))m. (5.54)

This is best seen in a probabilistic way. Let Xj , j = 1, ..., n, be i.i.d. random
variables uniformly distributed in [0, 1]. Then the left-hand side of (5.54)
equals the probability that Xj ≤ β(t,x(1)) for at least n − k values of j.
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Clearly, since β(t,x(1)) ≥ β(t,x(0)), this probability is greater than the prob-
ability thatXj ≤ β(t,x(0)) for at least n−k values of j, which is the right-hand
side of (5.54).

Hence, from Equation (5.54), we can conclude that

πn(x(1)) = φ(x(1), k(1)
n , n) ≥ φ(x(0), k(1)

n , n) = p̂n.

Therefore, since πn(x(1)) ≥ p̂n for all n ∈ N , this implies that x(2)
n ≤ x

(1)
n

and consequently πn(x(1)) ≥ πn(x(2)) ≥ p̂n. More generally, we can then
conclude that x(i+1)

n ≤ x
(i)
n and since x(i+1)

n is bounded, it must converge to
some x∗n and hence by (5.53) we have πn(x∗) = φ (x∗, (n+ 1)x∗n, n) = p̂n.

To conclude this section, we show by means of an example that x(n) of
the Activity Threshold Algorithm converges to a vector x∗ exponentially fast.
Assume Dv − 2 follows a binomial distribution with parameters 18 and 1/2,
that is an =

(
18
n−2

) (
1
2

)18, for n = 2, 3, ..., 20. Furthermore, assume the desired
activation probabilities are given by p̂n = 1/2, for n = 2, 3, ..., 20. Define the
maximum absolute error function e(i) := maxn∈N |πn(x(i))− p̂n|.

●
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Figure 5.5: Logarithmic plot of the maximum absolute error function as a function
of the number of iterations of the Activity Threshold Algorithm.

In Figure 5.5 we have plotted the logarithm of the error function e(i) as
a function of the number of iterations of the Activity Threshold Algorithm.
We see that πn(x(i)) converges exponentially fast to the desired activation
probabilities.

5.7 Configuring thresholds in finite networks

Suppose now that we wish to apply the thresholds generated by the Activity
Threshold Algorithm to an actual wireless network using a threshold-based
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broadcasting protocol. In practice such networks are not infinite in size. More-
over, in general, we can not rely on the network having a tree structure. How-
ever, assuming that the network is relatively large and that the connectivity
graph does have some treelike properties, we could treat it as an infinite tree.
That is, we set the an to be the fraction of nodes in our graph with node
degree n and apply the Activity Threshold Algorithm to generate an activity
threshold vector k, as if the network were an infinite tree. We then apply
these thresholds to our original network, which is finite and not a tree, in
the hope that we still achieve our target probabilities p̂n. In this section we
conduct several simulation experiments, showing that this approach achieves
relatively good performance.

5.7.1 A finite tree

We first study a network graph which does have a tree structure, but is finite in
size. Note that such network structures are relatively common in the context
of the Internet of Things. Think for example of sensor networks, where nodes
need to periodically send sensor data, which is to be collected at some central
node. An example of a connectivity graph of a network consisting of 100
nodes and its corresponding degree distribution is given in Figure 5.6.

1 2 3 4 5 6
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0.3

0.4

0.5

0.6

Node Degree

Figure 5.6: A connectivity graph and the corresponding degree distribution.

Let us first assume that for the network in Figure 5.6 our target activation
probabilities are given by p̂n = 1/2, that is we want each node in the network
to have the same probability of activating.

Requiring a precision of 5 digits, running the Activity Threshold Algorithm
with these target probabilities produces the thresholds plotted in Figure 5.7
after only 18 iterations. Recall that the values kn determine the activity
threshold distribution as defined by (5.51). Applying this sequence to our
original network and simulating the blocking process for 105 rounds produces
the graph in Figure 5.8. In this graph each cross represents a node and its
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Figure 5.7: Thresholds generated by the
Activity Threshold Algorithm for p̂n =
1/2.
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Figure 5.8: Scatter plot of average acti-
vation probabilities for p̂n = 1/2.

activation probability averaged over all rounds, hence there are 100 crosses.
The solid line represents our target probabilities.

We can conclude that the average activation probabilities of all nodes are
remarkably close to the desired value of 1/2, even though the network is not
infinite. Furthermore, it is worth noting that the thresholds found by the
Activity Threshold Algorithm appear to depend linearly on the node degree.
This is intuitive, since in this example all nodes aim to have an activation
probability of 1/2 and, therefore, the threshold of a node with n neighbors
should roughly equal n/2. This is in agreement with the trend that we see in
Figure 5.7.
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Figure 5.9: Thresholds generated by the
Activity Threshold Algorithm for p̂n =
2/(n+ 1).
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Figure 5.10: Scatter plot of average ac-
tivation probabilities for p̂n = 2/(n+1).

As a second example, assume now that our target activation probabilities
are given by p̂n = 2/(n+1), that is we want the probability that a node is able
to activate to be inversely proportional to its degree. Requiring a precision
of 5 digits, the Activity Threshold Algorithm produces the thresholds plotted
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in Figure 5.9 after 8 iterations. Applying this sequence to our network and
simulating the blocking process for 105 rounds produces the graph in Figure
5.10. In this graph each cross represents a node and its activation probability
averaged over all rounds and the solid line represents the target probabilities.

Also here we see that the activation probabilities are very close to the
desired values. Notice that in this case we see a little more variation in the
achieved activation probabilities. This is to be expected, since some nodes
want to achieve different activation probabilities than others depending on
their degree, therefore there is more variation in the activity of a node’s
neighbors. In other words, some nodes may have many neighbors with high
activation probabilities and some nodes may have many neighbors with low
activation probabilities. Therefore, since we set thresholds based solely on the
number of neighbors a node has, this results in more variation in the achieved
activation probabilities.

5.7.2 A random geometric graph

We will now consider networks represented by a random geometric graph,
which are neither infinite nor a tree. These types of graphs are of interest, since
they often serve as a basic model for connectivity in wireless networks. An
example of a connectivity graph of such a network consisting of 200 uniformly
placed nodes in a square area and its corresponding degree distribution is
given in Figure 5.11.
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Figure 5.11: A connectivity graph and the corresponding degree distribution.

First, assume that for the network in Figure 5.11 our target activation
probabilities are again given by p̂n = 1/2, that is we want each node in
the network to have the same probability of activating. Requiring again a
precision of 5 digits, the Activity Threshold Algorithm produces the thresholds
plotted in Figure 5.12 after 16 iterations. Applying this sequence to our
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original network and simulating the blocking process for 105 rounds produces
the scatter plot from Figure 5.13.
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Figure 5.12: Thresholds generated by
the Activity Threshold Algorithm for
p̂n = 1/2.
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Figure 5.13: Scatter plot of average ac-
tivation probabilities for p̂n = 1/2.

We find that even though our network is far from tree like and has many
clusters and loops, the average activation probabilities are still very close to
the desired values. A possible explanation for this is that in general correla-
tions between the activity states of nodes decay extremely fast as a function
of their distance, as demonstrated in Appendix 5.B, and hence having loops
in the network has only a small influence. Additionally, note again that the
thresholds in this example seem to depend linearly on the node degree.
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Figure 5.14: Thresholds generated by
the Activity Threshold Algorithm for
p̂n = 3/(n+ 1).
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Figure 5.15: Scatter plot of average ac-
tivation probabilities for p̂n = 3/(n+1).

As a final example, assume that for the same network our target activation
probabilities are now given by p̂n = 3/(n+ 1). Requiring a precision of 5 dig-
its, running the Activity Threshold Algorithm with these target probabilities
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produces the thresholds plotted in Figure 5.14 after 18 iterations. Applying
this sequence to the network of Figure 5.11 and again simulating the blocking
process for 105 rounds produces the graph in Figure 5.15.

Again we can conclude that the average activation probabilities of all nodes
are relatively close to the desired values, even though the network is neither
treelike nor infinite. Additionally, note that in this case we see a little more
variation in the achieved activation probabilities, as was also the case for the
final example on the finite tree of the previous subsection. Here we also see
that this variation appears to be bigger for low-degree nodes than for high-
degree nodes. This seems reasonable, since a low-degree node can easily have
only neighbors with high target activation probabilities or only neighbors with
low target activation probabilities. This issue should play less of a role for
high-degree nodes, where this effect evens out more easily.

5.8 Conclusion

Threshold-based broadcasting, as is used in Trickle, has proven to be a re-
liable and scalable approach for wireless communication. While traditional
threshold-based schemes generally use a fixed global activity threshold for all
nodes in the network, recent work has shown that the use of degree-dependent
redundancy thresholds can greatly improve the performance of these schemes,
especially when used in networks with non-uniform node density. However,
little is known about how one should configure these degree-dependent thresh-
olds. Most of the papers on this topic rely on experimental results and simula-
tions for determining how to configure the thresholds, which has the drawback
that they only consider a few specific network topologies and the results are
hard to generalize.

By modeling counter-based broadcasting schemes as a special case of RSA,
generalizing hard-core blocking RSA, we hope to provide a first step to-
wards a better understanding of threshold-based communication algorithms
like Trickle. For infinite tree graphs, we have shown how to determine the
time evolution of the probability that a node is able to activate, given its
degree. Moreover, we have developed a general method for determining the
correlation between the activities of nodes as a function of their distance.
These correlations are shown to fall off extremely fast, suggesting that the
analysis of the infinite tree network can give good approximations for finite
non-tree networks.

Additionally, we have introduced a continuous version of deterministic
degree-dependent activity thresholds and have proposed the Activity Thresh-
old Algorithm which, given some desired degree-dependent activation prob-
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abilities, determines how to set these thresholds such that we achieve these
probabilities. For the infinite tree, we have shown that (i) for any desired
degree-dependent activation probability vector there exist thresholds achiev-
ing those probabilities and (ii) the Activity Threshold Algorithm is able to
determine those thresholds quickly.

As future work it would be interesting to study the correlation function
Am(t) in more detail. In particular, achieving a better understanding of the
decay of Am(t) asm decreases, could provide additional insight in the applica-
bility of our analysis to non-tree networks. Moreover, it would be interesting
to analyze the effect of introducing loops in a tree network on the activation
probabilities and correlation function, as it could lead to error bounds on the
achieved activation probabilities when applying thresholds generated by the
Activity Threshold Algorithm to non-tree networks. Finally, it also very inter-
esting to investigate the impact of not knowing the exact degree distribution
of a network and how using an approximate distribution influences the per-
formance of the Activation Threshold Algorithm. This is especially relevant
in the case of communication networks, where one can generally not assume
that the exact degree distribution is known.

5.A Proof of Proposition 5.2

The steps of the proof are similar to those in the proof of Proposition 2 in [72].
For v ∈W ′ and 0 ≤ t < t+ h < 1 we have

P
[
XW
t+h(v) = 1, XW

t (W ′) = 0, XW
t (W ′′) = 1

]
= P

[
Tv ∈ (t, t+ h), SWt (v) < Bv, X

W
t (W ′) = 0, XW

t (W ′′) = 1
]

+ o(h)

= hP
[
SWt (v) < Bv, X

W
t (W ′) = 0, XW

t (W ′′) = 1
∣∣ Tv ∈ (t, t+ h)

]
+ o(h)

= hP
[
S
W\{v}
t (v) < Bv, X

W\{v}
t (W ′\{v}) = 0, X

W\{v}
t (W ′′) = 1

]
+ o(h),

where the second equality follows from the fact that Tv follows a uniform
distribution. Summing over v ∈W ′ we obtain∑

v∈W ′
P
[
XW
t+h(v) = 1, XW

t (W ′) = 0, XW
t (W ′′) = 1

]
= h

(∑
v∈W ′

P
[
S
W\{v}
t (v) < Bv, X

W\{v}
t (W ′\{v}) = 0, X

W\{v}
t (W ′′) = 1

])
+ o(h).
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Similarly, for 0 < h < t,∑
v∈W ′

P
[
XW
t (v) = 1, XW

t−h(W ′) = 0, XW
t−h(W ′′) = 1

]
= h

(∑
v∈W ′

P
[
S
W\{v}
t−h (v) < Bv, X

W\{v}
t−h (W ′\{v}) = 0, X

W\{v}
t−h (W ′′) = 1

])
+ o(h)

= h

(∑
v∈W ′

P
[
S
W\{v}
t (v) < Bv, X

W\{v}
t (W ′\{v}) = 0, X

W\{v}
t (W ′′) = 1

])
+ o(h),

where the last equality follows from the left-continuity in t.
In a similar fashion we can deduce∑
v∈W ′′

P
[
XW
t (v) = 0, XW

t+h(W ′) = 0, XW
t+h(W ′′) = 1

]
= h

( ∑
v∈W ′′

P
[
S
W\{v}
t (v) < Bv, X

W\{v}
t (W ′) = 0, X

W\{v}
t (W ′′\{v}) = 1

])
+ o(h),

and ∑
v∈W ′′

P
[
XW
t−h(v) = 0, XW

t (W ′) = 0, XW
t (W ′′) = 1

]
= h

( ∑
v∈W ′′

P
[
S
W\{v}
t (v) < Bv, X

W\{v}
t (W ′) = 0, X

W\{v}
t (W ′′\{v}) = 1

])
+ o(h).

Combining all results finishes the proof.

5.B Simplifying the covariance function

In this Appendix we demonstrate how one can derive expressions for Fm, Gm,
Γm, Bm and Am, which allow for numerical calculation of these functions.
First, by the Cauchy formula for repeated integration, we can write (5.31) as

Fm(t) =

∫ t

0

F0(x)dmu(x)
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=

∫ t

0

(u(t)− u(x))m

m!
dF0(x)

=

∫ t

0

(u(t)− u(x))m

m!
(1− β(x))du(x).

From this, it follows that (5.33) becomes

Gm(t) =

∫ t

0

(∫ x1

0

(u(x1)− u(x2))m

m!
d(1− β(x2))

)
dν(x1).

Consider now Equation (5.34). Using Γ0(t) = γ(t)− β2(t) gives

Γm = 2m
∫

(γ − β2)dmu+

m∑
j=1

2j
∫ ∫

Fm−jdγ∗d
j−1u. (5.55)

The first term in the right-hand side of (5.55) can be treated in a similar
fashion as the treatment of Equations (5.31) and (5.33) above. Rewriting the
second term in the right-hand side of (5.55) gives

m∑
j=1

2j
∫ t

0

∫ x1

0

Fm−j(x2)dγ∗(x2)dj−1u(x1)

=

m∑
j=1

2j
∫ t

0

∫ x1

0

(u(t)− u(x1))j−2

(j − 2)!
Fm−j(x2)dγ∗(x2)du(x1)

=

m∑
j=1

2j
∫ t

0

∫ t

x2

(u(t)− u(x1))j−2

(j − 2)!
Fm−j(x2)du(x1)dγ∗(x2)

=

m∑
j=1

2j
∫ t

0

(u(t)− u(x2))j−1

(j − 1)!
Fm−j(x2)dγ∗(x2)

=

m∑
j=1

2j
∫ t

0

∫ x1

0

(u(t)− u(x1))j−1

(j − 1)!

(u(x1)− u(x2))m−j

(m− j)!
dF0(x2)dγ∗(x1)

= 2

∫ t

0

(∫ x1

0

(2u(t)− u(x1)− u(x2))m−1

(m− 1)!
dF0(x2)

)
dγ∗(x1),

which then allows us to write for m ≥ 1

Γm(t) =

∫ t

0

(2u(t)− 2u(x))m

m!
dΓ0(x)

+ 2

∫ t

0

(∫ x1

0

(2u(t)− u(x1)− u(x2))m−1

(m− 1)!
dF0(x2)

)
dγ∗(x1) (5.56)
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and Γ0(t) = γ(t)−β(t)2. The solutions to Equations (5.35) and (5.36) can be
treated in a similar fashion as the treatment of (5.34) and its solution above.

Finally, note that since all functions Γ0(x), F0(x) and γ∗(t) are bounded
by one in absolute value, we can write

|Γm(t)| ≤
∫ t

0

|(2u(t)− 2u(x))m|
m!

dx

+ 2

∫ t

0

(∫ x1

0

|(2u(t)− u(x1)− u(x2))m−1|
(m− 1)!

dx2

)
dx1. (5.57)

Furthermore, since 0 ≤ u(t) ≤ 1 of all t, we have

|Γm(t)| ≤
∫ t

0

2m

m!
dx+

∫ t

0

(∫ x1

0

2m

(m− 1)!
dx2

)
dx1,

from which one can conclude that Γm(t) goes to zero at a super-exponential
rate as m grows large. A similar treatment of the function Am(t) will show
that it also goes to zero at a super-exponential rate as m grows large. This
then implies that the covariance between the activity states of nodes decays
at a super-exponential rate as m grows large.

5.C Proof of Proposition 5.3

Equation (5.42) is a direct consequence of Theorem 10 of [72]. It remains to
be shown that the expressions for σ2

z(t) hold. We first prove the following

Lemma 5.1. Fix z, then for m ∈ N+,

lim
n→∞

Pn,2m−1
z

|Vn|
= 2zm−1 and lim

n→∞

Pn,2mz

|Vn|
= (z + 1)zm−1.

Proof. For the case z = 1, the statement is easily verified. Assume z > 1. We
prove the statement by induction. First, note that, since there are (z+1)zn−1

leaf nodes in the graph induced by Vn,

Pn,1z = (z + 1)|Vn−1|+ (z + 1)zn−1,

which gives, in combination with |Vn| = 1 + (z + 1) 1−zn
1−z ,

lim
n→∞

Pn,1z

|Vn|
= 2,

which will serve as our induction basis.
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Assume now m > 1. Define Qn,mz to be the number of directed self-
avoiding paths of length m on the graph induced by Vn ending on a leaf node.
Equivalently, we could let Qn,mz be the number of directed self-avoiding paths
of length m on the graph induced by Vn originating on a leaf node. Then, we
can write

Pn,mz = z(Pn,m−1
z −Qn,m−1

z ). (5.58)

Let us count the number of directed self-avoiding paths of length m on the
graph induced by Vn originating on a leaf node, i.e. Qn,mz , assuming n� m.
For a path originating at a leaf node to stay within the graph induced by
Vn, it has to move towards the root the first dm/2e steps after which it can
go in any self-avoiding direction for the last steps. Hence, since there are
(z + 1)zn−1 leaf nodes,

Qn,mz = (z + 1)zn−1+bm/2c. (5.59)

The rest of the proof by induction follows from Equations (5.58) and (5.59).

For the case z = 1 applying Lemma 5.1 in combination with (5.39) to
Equation (5.41) gives σ2

1(t) = te−4t, see Theorem 11 of [72]. For z > 1,
Lemma 5.1 gives in combination with Equations (5.39) and (5.41):

σ2
z(t) = A0(t)− β(t)2

∞∑
m=0

zm
∞∑

n=m+1

(2 log[β(t)])2n

(2n)!

− (z + 1)β2(t)

2

∞∑
m=1

zm−1
∞∑
n=m

(2 log[β(t)])2n+1

(2n+ 1)!

= A0(t)− β(t)2
∞∑
n=1

(2 log[β(t)])2n

(2n)!

n−1∑
m=0

zm

− (z + 1)β2(t)

2

∞∑
n=1

(2 log[β(t)])2n+1

(2n+ 1)!

n∑
m=1

zm−1

= A0(t)− zn − 1

z − 1
β(t)2

∞∑
n=1

(zn − 1)
(2 log[β(t)])2n

(2n)!

− zn − 1

z − 1
β(t)2

∞∑
n=1

(z + 1)

2

(2 log[β(t)])2n+1

(2n+ 1)!
. (5.60)
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Finally, using A0(t) = α(t)(1−α(t)) = 1
4 (1−β(t)4) = − 1

2β(t)2 sinh[2 log[β(t)]],
we find after some manipulation and gathering of terms

σ2
z(t) =

β(t)4

z − 1
− β(t)2

z − 1

(
cosh[2

√
z log[β(t)]] +

(z + 1)

2
√
z

sinh[2
√
z log[β(t)]]

)
=
β(t)4

z − 1
+

(1−
√
z)2β(t)2(1−

√
z) − (1 +

√
z)2β(t)2(1+

√
z)

4
√
z(z − 1)

. (5.61)







Chapter 6

Performance Analysis of Large-Scale
Symmetric Polling Systems

In this chapter we study the performance of token-passing algorithms,
which often serve as the medium access control algorithm of communica-
tion protocols designed for wired networks. We model these token-passing
algorithms as polling systems and analyze the performance of several ser-
vice policies for large-scale symmetric systems where the number of queues
grows large. Many-queue asymptotics of symmetric polling systems have
been studied before, but only when also the mean switch-over times go
to zero as the number of queues grows large, resulting in a continuous
polling system on a circle. In those systems the mean cycle time remains
finite and queues either have zero or one customer waiting. In contrast,
our scaling will lead to cycles of infinite length and queue lengths with
non-trivial distributions. Quantities of interest are the asymptotic queue
length, cycle time and waiting-time distributions as the number of queues
grows large.

Based on:
Performance Analysis of Large-Scale Symmetric Polling Systems
T.M.M. Meyfroyt, M.A.A. Boon, S.C. Borst and O.J. Boxma
In preparation
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6.1 Introduction

While wireless networks are considered to be the key components of the IoT,
wired networks will be part of the IoT as well. Especially in smart build-
ings and building automation, wired networks are commonly used to provide
efficient and economic networking solutions [91]. Therefore, we shift our at-
tention in this chapter from wireless networks to wired networks.

In such building automation and control systems, many kinds of moni-
toring, control, maintenance and management data need to be transmitted
through the network [42]. Typically, the end-to-end delay of the data trans-
mitted has to fall within predetermined limits for these systems to meet their
performance and functional requirements. In this context, BACnet (Building
Automation and Control networks) is a commonly used communication pro-
tocol designed specifically to meet the communication needs of such building
automation and control systems [15].

BACnet relies on token-passing algorithms for its medium access control.
Token-passing algorithms ensure orderly access to a communication channel
by passing a token in a cyclic fashion among all nodes in the network. Only
when a node holds the token, it is allowed to send messages to other nodes
in the network, before it has to pass on the token to the next node in the
network. The token-passing algorithm determines when and to which node
the token has to be passed on. Since there is only a single token in the network,
only one device can be transmitting at any given time and no data collisions
occur. Access to the network is guaranteed, and deadline-critical applications
can be supported. Another well-known communication protocol that uses
token-passing for its medium access control is the Token Ring protocol [82].

Such token-passing algorithms are typically analyzed using polling mod-
els. A polling model is a system which consists of a number of queues that
are served by a single server. Since polling systems arise as a useful model in
many applications, e.g., in computer-communication, production, transporta-
tion and maintenance systems, much work has already been devoted to their
analysis [12]. The goal of this chapter is to provide an analysis of large-scale
polling systems, in order to investigate the suitability of token-passing algo-
rithms in the IoT context. To this end, we will analyze the performance of
these policies for large-scale symmetric polling systems where the number of
queues grows large. Ultimately, our goal is to compare several token-passing
rules in terms of their cycle time and queue length distributions and determine
what kind of service policy is best suited for deadline-critical applications in
large-scale networks.

Many-queue asymptotics of symmetric polling systems have been studied
before, however, only when the mean switch-over times go to zero as the
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number of queues grows large, resulting in a continuous polling system [19,50].
In these systems the mean cycle time remains finite and queues either have
length zero or one with high probability. In contrast, our scaling will lead
to cycles of infinite length and queue lengths with non-trivial distributions.
Quantities of interest are the asymptotic queue length, cycle time and waiting-
time distributions as the number of queues grows large.

We will first focus on so-called branching-type service disciplines, such as
the exhaustive and gated service disciplines. It is well known that among
all cyclic service policies, the exhaustive service policy for which the server
only switches to the next queue if the current queue is empty, minimizes the
total amount of work in the system [58]. However, the disadvantage of the
exhaustive service discipline is that it does not put any restrictions on the cycle
times. For this reason, the exhaustive service discipline could be unsuitable
for deadline-critical applications, where some high-priority customers need to
receive service as quickly as possible, for example, in communication networks
in which some messages contain user commands.

A more suitable service policy for deadline-critical applications is a k-
limited service policy, which will be our second focus. Such a policy ensures
that the number of customers that are served at each queue does not exceed
k, thus to some extent bounding the cycle time. However, a major drawback
of a k-limited service policy is the fact that if the server reaches a very long
queue, it will still serve at most k customers, even though it possibly did
not have to serve any customers at previously visited queues. In order to
overcome this drawback, we introduce a flexible k-limited service discipline,
which exploits the fact that the server sometimes visits a queue which has less
than k customers and essentially has time to spare.

As key contributions of this chapter, we give explicit results for the covari-
ance of queue lengths, the covariance of visit times and the variance of the
cycle time for symmetric polling systems when the server uses a branching-
type service discipline. Additionally, we derive the corresponding many-queue
limits. Furthermore, we show that in the many-queue regime, analyzing the
marginal queue length and waiting-time distributions becomes much easier for
many service disciplines, including the k-limited service-discipline, simplifying
the behavior of the polling system to that of a discrete-time queueing model.
Finally, we introduce the flexible k-limited service discipline and show how to
approximate its performance.

This chapter is organized as follows. We give a description of our polling
model in Section 6.2. In Section 6.3 we consider the many-queue asymp-
totic performance of branching-type service disciplines, such as the exhaus-
tive, gated and binomial disciplines, which admit a detailed analysis. We
then briefly consider general non-idling service policies in Section 6.4, with a
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focus on the 1-limited service discipline. In Section 6.5 we propose the flexi-
ble k-limited service policy and provide a way to approximate its asymptotic
performance. Finally, in Section 6.6, we use simulations to compare the per-
formance of the various service disciplines and we investigate how well our
asymptotic results can approximate networks of finite size. We summarize
our results in Section 6.7.

6.2 Preliminaries

We consider n ≥ 1 queues Q1, ..., Qn being served by a single unit-rate server.
The server visits the queues in a cyclic non-idling manner. We assume that
customers arrive at each queue i according to independent Poisson processes
of rate λi. We assume that customers at queue i have i.i.d. service times with
first moment βi, second moment β(2)

i and LST Bi(·). We define ρi = λiβi and
ρ =

∑n
i=1 ρi. The switch-over times of the server for moving between queue i

and the next queue are i.i.d. random variables with first moment si, second
moment s(2)

i and LST Si(·).
In addition to the Poisson arrivals, we also allow that after a customer

receives service, it remains in the system and joins a new queue or that addi-
tional customers join the system. Specifically, we assume that completing the
service of a customer at queue i leads to Mi,j additional customers joining
queue j, where we assume the Mi,j to be independent for all i and j. This
allows for example that after a customer has received service, with some prob-
ability, it remains in the system and is routed to join another queue. Think for
example of communication networks, where some packets have to be routed.
Additionally, it allows that multiple customers simultaneously join the system,
after a customer has received service. Again, one can think of communication
networks where some packet may require a response from several nodes.

Let a cycle be defined as the time between two consecutive visit beginnings
of the server to the same queue. We define the following random variables:

V
(k)
i : The length of the k’th server visit to Qi.

S
(k)
i : The length of the k’th switch-over time between Qi and Qi+1.

C
(k)
i : The length of the k’th cycle starting at Qi, i.e.

C
(k)
i :=

∑n
j=i V

(k)
j + S

(k)
j +

∑i−1
j=1 V

(k+1)
j + S

(k+1)
j .

I
(k)
i : The length of the k’th intervisit time of Qi, i.e. I

(k)
i := C

(k)
i − V (k)

i .
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Additionally, let Vi, Si, Ci and Ii denote their steady-state limits for k →∞.
For ease of notation, when dealing with a fully symmetric system, we will
write V := V1, S := S1, C := C1 and I := I1.

Lastly, let Xi
j denote the steady-state queue length of Qj at a visit be-

ginning of Qi and write Fi(z), z = (z1, ..., zn), for the probability generating
function of the steady-state joint queue lengths at a visit beginning of Qi.

6.3 Branching-type service disciplines

In this section we will consider polling systems using branching-type service
disciplines. A polling system is said to use a service discipline of the branching-
type when the service discipline is such that the system satisfies the following
property [75]:

Property 6.1. If there are ki customers present at Qi at the start of a server
visit, then during the course of the visit, each of these ki customers will ef-
fectively be replaced in an i.i.d. manner by a random population having PGF
hi(z1, ..., zn).

Note that while a system using the exhaustive service discipline satisfies
Property 6.1, a system using the k-limited service discipline does not.

Consider now a subclass of polling systems, which in addition to Property
6.1 satisfy the following

Property 6.2. Mi,j = 0 for all i 6= j.

Property 6.2 essentially puts certain restrictions on the branching functions
hi(z1, ..., zn), as it implies the following

hi(z1, ..., zi−1, 1, zi+1, ..., zn) = θi

∑
j 6=i

λj(1− zj)

 , (6.1)

where θi(·) is the LST of the time that the server spends at Qi due to the
presence of one customer there, i.e. the time it spends serving that customer
and its descendants during that visit, see [75]. For example, this prohibits
that a customer, after it has received service, is routed to receive service at a
different queue. However, it does permit that a customer immediately returns
to the queue where it has just received service. Note that systems using a
classical service discipline such as the exhaustive, gated and binomial service
disciplines without routing all satisfy Property 6.2.

For systems satisfying Properties 6.1 and 6.2, we now relate the joint LST
of Vi +Si, i = 1, ..., n, to the joint PGF F1(·), extending Corollary 3.1 of [13],
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which deals with the LST of the cycle time C =
∑n
i=1(Vi+Si). In the following

subsections, we will use this result to determine the cycle time variance.

Proposition 6.1. Write ω = (ω1, ..., ωn). The joint LST of Vi + Si, i =
1, ..., n, is given by

E

[
e
−

n∑
i=1

ωi(Vi+Si)

]
= F1(θ1(γ1(ω)), ..., θn(γn(ω)))

n∏
i=1

Si(γi(ω)), (6.2)

where γn(ω) = ωn and, for 1 ≤ i ≤ n− 1,

γi(ω) := ωi +

n∑
j=i+1

λj(1− θj(γj(ω))). (6.3)

Proof. Let X = (X1
1 , ..., X

1
n) and m = (m1, ...,mn). It is sufficient to show

that

E

[
e
−

n∑
i=1

ωi(Vi+Si)
∣∣∣∣ X = m

]
=

n∏
i=1

Si(γi(ω))θmii (γi(ω)).

First, notice that, because of Properties 6.1 and 6.2, the PGF of the number
of customers joining Qj during a visit and switch-over time of Qi of length x,
where i 6= j, is given by

E
[
zX

i+1
j −Xij

∣∣∣∣ Vi + Si = x

]
= e−λjx(1−z), (6.4)

which implies that the LST of the time the server spends at Qj during its
next visit because of these customers is given by e−λjx(1−θj(ωj)). This then
allows us to write

E

[
e
−

n∑
i=1

ωi(Vi+Si)
∣∣∣∣ X = m

]

= Sn(ωn)θmnn (ωn)E

e− n−1∑
i=1

(ωi+λn(1−θn(ωn)))(Vi+Si)
∣∣∣∣ X = m


= Sn(ωn)θmnn (ωn)Sn−1(γn−1(ω))θ

mn−1

n−1 (γn−1(ω))

· E

e− n−2∑
i=1

(ωi+λn−1(1−θn−1(γn−1(ω)))+λn(1−θn(ωn)))(Vi+Si)
∣∣∣∣ X = m

 .
Performing this procedure n times and deconditioning gives the desired result.
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We note that Proposition 6.1 can also be extended to the more general
case where the restrictive Property 6.2 is omitted. In fact, in Appendix 6.A,
we generalize Proposition 6.1 to systems where we do not necessarily have
Mi,j = 0 for all i 6= j. Note that, for simplicity and readability, we will often
restrict ourselves to branching-type service disciplines satisfying Property 6.2.
However, together with Appendix 6.A, extending the results of this section to
this more general case is straightforward.

For the remainder of this chapter, we will focus on a fully symmetric
system, i.e. λi = λ, si = s, s(2)

i = s(2), βi = β and β(2)
i = β(2), hi(z1, ..., zn) =

h1(zi, ..., zn, z1, .., zi−1) and θi(u) = θ(u) for all i = 1, ..., n. Additionally, we
assume that Mi,j

d
= M for some M and for all i and j 6= i, i.e. all queues

that are not being served are treated equally. In Section 6.3.2 we will use
Proposition 6.1 to derive ri := E[Vi+Si] and ri,j := Cov[Vi+Si, Vj+Sj ], which
will allow us to give an explicit expression for Var[C]. However, before we can
do this, we first determine explicit expressions for E[X1

i ] and Cov[X1
i , X

1
j ].

6.3.1 Queue length covariance

In this subsection, we will derive li := E[X1
i ] and li,j := E[X1

iX
1
j ] for polling

systems satisfying Property 6.1, which will give us Var[X1
i ] and Cov[X1

i , X
1
j ].

Recall that Fi(z) is the PGF of the joint queue lengths at a visit beginning
ofQi. In [75] it is shown that the following relation holds for all polling systems
satisfying Property 6.1:

Fi+1(z) = Fi(z1, ..., zi−1, hi(z), zi+1, ..., zn)Si

 n∑
j=1

λj(1− zj)

 . (6.5)

In case of a fully symmetric system, this gives

F1(z) = F1(h1(z), z1..., zn−1)S

 n∑
j=1

λ(1− zj)

 . (6.6)

We define
∂

∂zi
h1(z)|z=1 :=

φ, i = 1,

ψ, i 6= 1.
(6.7)

Differentiating (6.6) with respect to zi, we find

li =

li+1 + ψl1 + λs, i 6= n,

φl1 + λs, i = n.
(6.8)
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Solving gives

li =
nsλ

1− φ− (n− 1)ψ

(
1− i− 1

n
(1− φ+ ψ)

)
. (6.9)

Note that the stability condition for the system is φ+ (n− 1)ψ < 1, see [75].
Now, define

∂2

∂zi∂zj
h1(z)|z=1 :=


φ(2), i = 1, j = 1,

ψ
(2)
1 , i = j, i 6= 1,

ψ
(2)
2 , i 6= 1, j 6= 1, i 6= j,

χ, i = 1, j 6= 1.

(6.10)

Differentiating Equation (6.6) with respect to zi and zj gives for i 6= n, j 6=
n, i 6= j:

li,j = li+1,j+1 + ψ(l1,i+1 + l1,j+1) + ψ2l1,1 + λs(li+1 + lj+1)

+ (ψ
(2)
2 − ψ2 + 2λsψ)l1 + λ2s(2), (6.11)

for i < n and j = n:

li,n = φl1,i+1 + φψl1,1 + λsli+1 + (χ− φψ + λs(φ+ ψ))l1 + λ2s(2), (6.12)

for i = j and i < n:

li,i = li − li+1 + li+1,i+1 + 2ψl1,i+1 + ψ2l1,1 + 2λsli+1

+ (ψ
(2)
1 − ψ2 + 2λsψ)l1 + λ2s(2), (6.13)

and finally for i = j = n:

ln + φ2l1,1 + (φ(2) − φ2 + 2λsφ)l1 + λ2s(2). (6.14)

Consider Equation (6.11). By subtracting li,j+1, we find

li,j − li,j+1 = li+1,j+1 − li+1,j+2 +ψ(l1,j+1 − l1,j+2) + λs(lj+1 − lj+2). (6.15)

Notice that the last term is independent of j, suggesting that li,j depends
linearly on j for fixed i and j > i. Similarly, subtracting li+1,j from both
sides of Equation (6.11) gives

li,j − li+1,j = li+1,j+1 − li+2,j+1 + ψ(l1,i+1 − l1,i+2) + λs(li+1 − li+2), (6.16)
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suggesting that li,j also depends linearly on i for fixed j and j > i. Together
with Equations (6.12) and (6.14), assuming li,j = ai + bj(i − 1) + ci(j − 1)
then allows us to express bi and ci in terms of b1, c1 and l1,1.
Similarly, rewriting Equation (6.13), we have

li,i − li+1,i+1 = li − li+1 + 2ψl1,i+1 + ψ2l1,1 + 2λsli+1, (6.17)

which suggests that li,i is a quadratic function in i. Writing li,i = l1,1 + b(i−
1) + c(i − 1)2 and substituting then allows us to determine the remaining
unknowns.

We find, after a substantial amount of algebraic manipulation and simpli-
fication, that the complete solution is of the form

Var[X1
i ] = li,i−l2i = α1 +α2−α3((i−1)φ−(n−i+1)(1−(i−1)ψ))−(i−1)α4,

(6.18)
and, for i < j,

Cov[X1
i , X

1
j ] = li,j− lilj = α1−α3((i−1)φ−(n−j+1)(1−(i−1)ψ)), (6.19)

where

α1 =
nλ2(φ− ψ)(s(2) − s2)

(1 + φ)(1− φ− (n− 1)ψ)

+
nsλ(φ− ψ)ψ(φ(2) + (n− 1)ψ

(2)
1 )

(1 + φ)(1− φ+ ψ)(1− φ− (n− 1)ψ)2

+
nsλχ(1− φ2 − (n− 1)ψ2 − nψ(1− φ))

(1 + φ)(1− φ+ ψ)(1− φ− (n− 1)ψ)2

− nsλψ
(2)
2 (1− φ2 − (n− 1)ψ2 − nφ(1− φ))

(1 + φ)(1− φ+ ψ)(1− φ− (n− 1)ψ)2
, (6.20)

α2 =
nsλ(1 + ψ)(1 + φ(2) − χ+ (n− 1)

(
ψ

(2)
1 − ψ(2)

2

)
(1 + φ)(1− φ− ψ)(1− φ− (n− 1)ψ)

+
nsλφ(ψ − φ+ ψ

(2)
2 − χ)

(1 + φ)(1− φ− ψ)(1− φ− (n− 1)ψ)
, (6.21)

α3 =
nsλ

(
ψ2φ(2) + 2(1− φ)ψχ+ (1− φ)2ψ

(2)
2 + (n− 1)ψ2

(
ψ

(2)
1 − ψ(2)

2

))
(1 + φ)(1− φ+ ψ)(1− φ− (n− 1)ψ)2

+
λ2(1− φ+ ψ)(s(2) − s2)

(1 + φ)(1− φ− (n− 1)ψ)
, (6.22)



134 Chapter 6. Large-Scale Symmetric Polling Systems

and

α4 =
sλ
(

1− φ+ ψ + n(ψ
(2)
1 − ψ(2)

2 )
)

1− φ− (n− 1)ψ
. (6.23)

6.3.2 Station-time covariance

We will now use Proposition 6.1 to derive ri := E[Vi + Si] and ri,j :=
Cov[Vi + Si, Vj + Sj ], expressing them in terms of Var[X1

i ] and Cov[X1
i , X

1
j ],

cf. Equations (6.18) and (6.19). This will then allow us to give an explicit ex-
pression for Var[C]. Since we will rely on Proposition 6.1, we restrict ourselves
to systems satisfying both Property 6.1 and Property 6.2 for the remainder
of this section.

Define µ := − d
duθ(u)|u=0 and µ(2) := d2

du2 θ(u)|u=0. First, note that by
differentiating (6.3), we have

Γij :=
∂

∂ωj
γi(ω)

∣∣∣∣
ω=(0,...,0)

= 1[i = j] + µλ

j∑
k=i+1

Γkj .

Solving gives

Γij =


1, i = j,

µλ (1 + µλ)
j−i−1

, i < j,

0, otherwise.

(6.24)

Differentiating (6.2) with respect to ωi gives, as expected,

ri =

i∑
j=1

(s+ µlj)Γ
j
i = s+ µl1, (6.25)

where the second equality follows from the fact that for service disciplines
satisfying Property 6.2 we have ψ = µλ, see Equation (6.1). Additionally, it
follows that

E[C] = nri =
ns(1− φ+ ψ)

1− φ− (n− 1)ψ
. (6.26)

Differentiating (6.2) with respect to ω1 and ωi and subtracting r1ri =∑i
j=1 Γji (s+ µl1)(s+ µlj) from both sides gives

r1,i = Γ1
i (s

(2) − s2 + l1(µ(2) − µ2)) + µ2
i∑

j=1

Γji (l1,j − l1lj) . (6.27)



6.3. Branching-type service disciplines 135

Using Equation (6.24), some manipulation gives

r1,i =


s(2) − s2 + l1(µ(2) − µ2) + µ2Var[X1

1 ], i = 1,

µλr1,1 + µ2Cov[X1
1 , X

1
2 ], i = 2,

(1 + µλ) r1,i−1 − µ2Cov[X1
1 , X

1
i−1 −X1

i ], i > 2.

(6.28)

Equation (6.19) then tells us that Cov[X1
1 , X

1
i−1 −X1

i ] = α3 for all i, hence

r1,i =


s(2) − s2 +

nsλ(µ(2) − µ2)

1− φ− (n− 1)ψ
+ µ2(α1 + α2 + nα3), i = 1,

µ

λ
α3 −

µ

λ
(1 + µλ)i−2(λ2r1,1 + α1µλ− (1− (n− 1)µλ)α3), i ≥ 2.

(6.29)
Note, that in general one can not directly say that r1,i > 0, however as we
will see in the next section, r1,i will be positive for traditional branching-type
service polices, such as the binomial-gated and binomial-exhaustive service
disciplines, as n grows large.

Finally, we find an explicit formula for the variance of the cycle time as
follows

Var[C] =

n∑
i=1

n∑
j=1

ri,j = nr1,1 + 2

n−1∑
i=1

(n− i)r1,1+i

= 2(1 + µλ)n
(
r1,1

µλ
+
α1

λ2
− α3

µλ3
(1− (n− 1)µλ)

)
− 2 + nµλ

µλ
r1,1

− 2(1 + nµλ)

λ2
α1 +

2 + µλ(2− n(n− 1)µλ)

λ3µ
α3. (6.30)

6.3.3 Many-queue asymptotics

We will now apply the results of the previous subsections to analyze the
limiting behavior of a fully symmetric polling system satisfying Properties 6.1
and 6.2 as the number of queues grows large. To this end, we will consider a
family of polling systems where the total arrival rate is kept constant, i.e. we
now assume λi = λ/n. The goal is to give an explicit expression for the limit
of the scaled cycle time variance nVar[C/n].

First, define the following limiting values

lim
n→∞

φ = Φ, lim
n→∞

nψ = Ψ, lim
n→∞

µ = m, lim
n→∞

µ(2) = m(2). (6.31)
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Additionally, define

lim
n→∞

φ(2) = Φ(2), lim
n→∞

nψ
(2)
1 = Ψ

(2)
1 , lim

n→∞
n2ψ

(2)
2 = Ψ

(2)
2 , lim

n→∞
nχ = X .

(6.32)
Note that the limits in (6.31) should exist by the stability condition φ+(n−

1)ψ < 1. However, the stability condition does not guarantee the existence
of the limits in (6.32), but their existence is necessary for the existence of a
finite limiting value of nVar[C/n].

Additionally, since we limit ourselves to service disciplines satisfying Prop-
erty 6.2, we know from Equation (6.1) that Ψ = mλ and Ψ

(2)
1 = Ψ(2) = 0.

However, Φ(2) and X need not be zero, as illustrated by the following example.
Consider a system in which the queues get served according to the usual

gated service discipline, but whenever a customer completes its service, Y
new customers join the same queue at which the customer received its service,
where Y is a non-negative integer-valued random variable with PGF GY (z).
The branching function is then given by

h(z) = GY (z1)B

(
λ

n

n∑
i=1

(1− zi)

)
.

Consequently, for such a system, we find Φ(2) = E[Y (Y − 1)] and X = ρE[Y ]
with stability condition E[Y ] + ρ < 1.

We will now derive the limiting value for nVar[C/n] as n grows large. From
Equation (6.9) we find

lim
n→∞

lbxnc =
sλ

1− Φ−Ψ
(1− x(1− Φ)) . (6.33)

Furthermore, write

A1 := lim
n→∞

nα1 =
λ2Φ(s(2) − s2)

(1 + Φ)(1− Φ−Ψ)
+

λs(1 + Φ−Ψ)X
(1 + Φ)(1− Φ−Ψ)2

+
λsΨΦΦ(2)

(1− Φ2)(1− Φ−Ψ)2
, (6.34)

A2 := lim
n→∞

α2 =
sλ

1− Φ−Ψ

(
1 +

Φ(2)

1− Φ2

)
, (6.35)

A3 := lim
n→∞

n2α3 =
λ2(1− Φ)(s(2) − s2)

(1 + Φ)(1− Φ−Ψ)
+

2λsΨX
(1 + Φ)(1− Φ−Ψ)2

+
λsΨ2Φ(2)

(1− Φ2)(1− Φ−Ψ)2
, (6.36)
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and
A4 := lim

n→∞
nα4 =

sλ(1− Φ)

1− Φ−Ψ
. (6.37)

Then taking limits in Equations (6.18) and (6.19) we find

lim
n→∞

Var[X1
bxnc] = A2 − xA4, (6.38)

and, for x 6= y,

lim
n→∞

nCov[X1
bxnc, X

1
bync] = A1 +A3(1− Φx− y)−A3Ψx(1− y). (6.39)

Similarly,

R1,1 := lim
n→∞

r1,1 = s(2) − s2 +
sλ

1− Φ−Ψ
(m(2) −m2) +m2A2, (6.40)

and

lim
n→∞

nr1,bxnc =
m

λ
A3 +

m

λ
(λ2R1,1 +mλA1 − (1−mλ)A3)emλx. (6.41)

Finally, for the scaled variance of the cycle time we find

lim
n→∞

nVar[C/n] =
1

mλ3
(λ2(2 +mλ)R1,1 − 2mλ(1 +mλ)A1 + (2−m2λ2)A3)

+
2

mλ3
(λ2R1,1 +mλA1 − (1−mλ)A3)emλ. (6.42)

6.3.4 Binomial service

As an example we will examine the binomial-gated and binomial-exhaustive
service disciplines. Under the binomial-gated service discipline, when the
server finds m customers present at the start of a visit period of a queue, it
will serveN ∼ Bin(m, p), 0 < p ≤ 1, of these customers before switching to the
next queue. Under the binomial-exhaustive service discipline, the server not
only serves these N customers but also any additional customers that arrive
to the queue during its visit. The branching functions for the binomial-gated
and binomial-exhaustive disciplines are given by

h(z) = (1− p)z1 + pB

(
λ

n

n∑
i=1

(1− zi)

)
(6.43)

and

h(z) = (1− p)z1 + pP

(
λ

n

n∑
i=2

(1− zi)

)
, (6.44)
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respectively. Here B(·) is the LST of the service time distribution as before
and P(·) the LST of a busy-period distribution in an M/G/1 queue with
arrival rate λ/n and the same service time distribution.

We now make the observation that for both policies we have the following
limits: m = pβ, m(2) = pβ(2), Φ = 1− p, Ψ = pλβ, Φ(2) = Ψ

(2)
1 = X = 0 and

Ψ
(2)
2 = pλ2β(2). Hence, for the second moment of the cycle time, Equation

(6.42) tells us that in the limit for n→∞ we see no distinction between the
binomial-gated or binomial-exhaustive service disciplines.

We find
R1,1 = s(2) − s2 +

λs

1− ρ
β(2) (6.45)

and

lim
n→∞

nVar[C/n] =
p

(2− p)(1− ρ)
R1,1 +

2(1− p)
p(2− p)ρ

(epρ − 1)R1,1. (6.46)

Also note that, using Equation (6.28), one can show that, for x > 0,

lim
n→∞

nr1,bxnc =
1 + (1− p)(1− ρ)epρx

(2− p)(1− ρ)

(
pρ(s(2) − s2) +

pρsλβ(2)

1− ρ

)
. (6.47)

This shows us that in the special case p = 1 this limit does not depend
on x and we have limn→∞ nr1,i = limn→∞ nr1,j for all i 6= 1 and j 6= 1. For
other values of p the covariance of the visit times increases as a function of x.

Besides giving an explicit expression for the limiting value of the scaled
cycle time variance, Equation (6.46) has another interesting consequence. It
reveals that, since Var[C/n] is of order 1/n, the scaled cycle time C/n con-
verges to a deterministic value equal to s/(1− ρ). Therefore, if we denote by
Lb(i, j) the length of queue i at the start of the j’th server visit to queue i,
this suggests that as n→∞:

Lb(i, j + 1)
d
= Bin

(
Lb(i, j), 1− p

)
+A(i, j), (6.48)

where, with some abuse of notation, Bin(m, p) denotes a binomial distributed
random variable with parameters m and p, and the A(i, j) are i.i.d. Poisson
distributed random variables with mean λs/(1− ρ).

Using the fact that if Y ∼ Poi(λ) and Z | (Y = y) ∼ Bin(y, p), we have
Z ∼ Poi(pλ), this relation allows us to easily determine that as j → ∞ the
steady-state queue length at the start of a server visit satisfies

Lb(1, j + 1)
d→ Lb ∼ Poi

(
λs

p(1− ρ)

)
, (6.49)
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where, again with some abuse of notation, Poi(λ) denotes a Poisson dis-
tributed random variable with mean λ.

In fact, as we shall also see in the following sections, this convergence
of the scaled cycle time suggests that we can approximate the steady-state
distribution of the queue length at the start of a server visit for many service
disciplines by examining a relation of the form

Lb
d
= f

(
Lb
)

+ Poi
(

λs

1− ρ

)
, (6.50)

where the two terms on the right-hand side are independent and the function
f(·) is determined by the actual service discipline. For example, in the case
of exhaustive service f

(
Lb
)

= 0 and in the case of k-limited service f
(
Lb
)

=(
Lb − k

)+, as we shall see in Section 6.4.2.
This means that, in the limit, for many polling systems the analysis of

the marginal queue length distribution simplifies to the analysis of a simpler
discrete-time queueing model with i.i.d. arrivals. Often, such a model is much
easier to analyze than the prelimit polling system.

Finally, for binomial-gated service the mean waiting time is given by (cf.
[57]):

E[W ] =
l1,1
l1

n(2− p) + pρ

2λ
, (6.51)

which gives the following limit

E[W/n] =

(
1

p
− 1

2

)
s

1− ρ
. (6.52)

Indeed, in the limit for n→∞, the scaled waiting time is given by a resid-
ual cycle time plus an additional geometrically distributed number of cycle
times. Note that the same limit holds for binomial-exhaustive service, since
the probability that a customer joins a queue while the server is serving that
queue, is negligible for large n.

Examining Equations (6.46) and (6.52), we see that when choosing p,
there is actually a trade-off between a small variance of the cycle time and
short waiting times. For example, consider the case in which both the service
times and switch-over times are exponentially distributed with β = s = 1 and
λ = 4/5. Then setting p = 2/3 will give an expected waiting time of a full
cycle compared to half a cycle for p = 1. However, it will also reduce the
scaled variance of the cycle time from 48 to 28.4, reducing it by more than
35%.
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It is important to note, however, that this increase of the waiting times is of
order n and the decrease of the standard deviation of the unscaled cycle time
is of order

√
n. While in very large systems this trade-off might not seem so

attractive, it could be of importance in smaller systems with deadline-critical
applications, where a small fraction of high-priority customers should receive
service as soon as the server arrives to their corresponding queue, making a
predictable return time of the server necessary.

6.4 General non-idling service disciplines

We will now briefly consider general non-idling service disciplines, which are
not necessarily of the branching-type. The goal of this section is to show that
in general we can expect that C/n converges to a deterministic quantity for
many polling systems, even if they do not satisfy Property 6.1.

We continue to concentrate on symmetric systems with λi = λ/n and
throughout this section we assume that we only have Poisson arrivals, i.e.
Mi,j = 0 for all i and j. Let L, Lb and Le denote the steady-state number of
waiting customers in Q1 at an arbitrary epoch, a server arrival epoch to Q1

and a server departure epoch from Q1, respectively. Furthermore, for a ran-
dom variable Y with CDF F (y) and finite mean, let Y R denote the overshoot
of Y with PDF (1− F (y))/E[Y ] and mean E[Y R] = E[Y 2]/(2E[Y ]).

The pseudo-conservation law for cyclic service systems [14] gives:

ρE[W ] =
ρλβ(2)

2(1− ρ)
+
ρ(s(2) − s2) + ρns2

2s
+

ρ2ns

2(1− ρ)
− ρ2s

2(1− ρ)
+ nβE[Le].

(6.53)
Applying Little’s law and simplifying shows

E[L− Le] =
λ

n

(
ρ

1− ρ
β(2)

2β
+
s(2)

2s
− s

2(1− ρ)

)
+

λs

2(1− ρ)
. (6.54)

Consider now a tagged customer arriving at Q1 during an intervisit period.
We define LI to be the queue length at Q1 at an arbitrary epoch during an in-
tervisit time and let L̃b and L̃e be the queue length of Q1 at the start and end
of the server visit contained in the cycle in which the customer arrives. Con-
ditioning on the length of the intervisit period in which the tagged customer
arrived, we find

E[L̃e] =
1

E[I]

∫ ∞
x=0

xE[Le | I = x]dP[I ≤ x] =
E[LeI]

E[I]
=

Cov[Le, I]

E[I]
+ E[Le].

(6.55)
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Also note that a similar relationship holds for E[L̃b]. The PASTA property
implies that the expected number of customers in the queue at Q1 just before
the arrival of the tagged customer equals E[LI ]. Considering the change in
the queue length at Q1 since the last departure epoch of the server from Q1,
we can write

E[LI ] = E[L̃e] +
λ

n
E[IR] =

(
Cov[Le, I]

E[I]
+ E[Le]

)
+
λ

n
E[IR]. (6.56)

Moreover, the Fuhrmann-Cooper decomposition [33] tells us that

E[LI ] = E[L]− λ

n

λβ(2)

2n(1− ρ/n)
. (6.57)

Equating (6.56) and (6.57) and multiplying by n, we find

nE[L− Le]− λ

n

λβ(2)

2(1− ρ/n)
− Cov[Le, I]

E[I/n]
=
λ

2

(
nVar[I/n]

E[I/n]
+ E[I]

)
, (6.58)

which, together with Equation (6.54), gives

lim
n→∞

nVar[C/n] =
λs

(1− ρ)2
β(2) +

s(2) − s2

1− ρ
− 2

λ
lim
n→∞

Cov[Le, I]. (6.59)

Hence, we can express the asymptotic variance of the scaled cycle time in terms
of Cov[Le, I]. Therefore, if one is able to show that the limit of Cov[Le, I]
exists, this implies that C/n will converge to a deterministic value, as was the
case for binomial service disciplines.

6.4.1 Binomial service

Consider again the binomial-gated and binomial-exhaustive service disciplines
of Section 6.3.4. Combining Equations (6.46) and (6.59) we find

lim
n→∞

Cov[Le, I] = λ

(
1− p

(2− p)(1− ρ)
− 1− p
p(2− p)ρ

(epρ − 1)

)
R1,1. (6.60)

6.4.2 Limited service

Consider now the well-known k-limited service discipline. Under this disci-
pline, during a visit, the server keeps serving customers until either k cus-
tomers are served or the queue becomes empty, whichever occurs first.
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A major benefit of the k-limited service discipline is that it in a way bounds
the cycle time, which can be of great importance for deadline-critical applica-
tions. However, the k-limited service discipline does not satisfy Property 6.1,
making it notoriously difficult to analyze.

Indeed, also the evaluation of the limiting value of Cov[Le, I] in Equation
(6.59) is difficult, even for k = 1, see Appendix 6.B. However, while not
giving explicit results, the calculations in Appendix 6.B do suggest that also
for the limited service discipline the limit of nVar[C/n] exists. Consequently,
it is plausible that in a symmetric polling system using the limited service
discipline, the scaled cycle time C/n will again converge to a deterministic
value of s/(1− ρ), as was also the case for the binomial service discipline.

Based on this result, we conjecture that as n grows large, the steady-state
queue length at the start of a server visit satisfies the following relation, similar
to Equations (6.48) and (6.50):

Lb
d
=
(
Lb − k

)+
+ Poi

(
λs

1− ρ

)
. (6.61)

We find that in the limit a single queue will start behaving as an M/D/1
queue with bulk service and fixed capacity. This queueing model has already
been studied in [7].

Let πi be the steady-state probability that the queue length at the start
of a visit equals i and define Π(z) =

∑∞
i=0 πiz

i and ν = λs/(1 − ρ). Then
in [7] it is shown that

Π(z) =
(k − ν)(z − 1)

∏k−1
i=1 (z − zi)/(1− zi)

zkeν(1−z) − 1
, (6.62)

where the zi are the zeros within the unit circle of the denominator. Moreover,
one can deduce that

E[Ls] =
k − (k − ν)2

2(k − ν)
+

k−1∑
i=1

1

1− zi
. (6.63)

We conclude that analyzing the marginal queue length and waiting-time
distributions for the k-limited service discipline becomes much easier by con-
sidering a large polling system. In Section 6.6, through simulations, we will
investigate how well this approach approximates the queue length distribution
for finite n.
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6.5 Flexible k-limited service

We have already discussed that the k-limited service discipline achieves a
more predictable cycle time compared to the exhaustive and gated service
disciplines, making it more suitable for deadline-critical applications. How-
ever, it is also known that the waiting times of a system with the k-limited
service discipline can be large compared to the exhaustive and gated service
disciplines. This is mostly caused by the fact that if the server reaches a very
long queue, it will still serve at most k customers, even though it possibly did
not have to serve any customers at the previously visited queues.

In order to reduce the effect of this drawback, we introduce a flexible k-
limited service discipline. This discipline works the same as the k-limited
service discipline, except that when the server serves less than k customers
at a queue, we allow the server to use this ‘lost’ capacity during the visits to
the next queues. This has the following benefit. If by chance there is a single
abnormally large queue, while the queues before it are almost empty, the
server is allowed to spend more time on the abnormally large queue, reducing
waiting times.

More specifically, the flexible k-limited service discipline works as follows.
Denote by S(i, j) the number of served customers during the j’th visit of the
server to queue (i− 1 mod(n)) + 1. Then upon reaching queue i for the j’th
time, the server will serve at most K(i, j) customers, where

K(i, j) = k +

(
mk −

m∑
l=1

S(i− l, j − 1[i− l < 1])

)+

,

with k ∈ N and m ∈ {1, ..., n−1}. Note that the server will always be allowed
to serve at least k and at most (m + 1)k customers during a visit and that
for m = 0 the flexible k-limited service policy coincides with the traditional
k-limited policy. Furthermore, it is easily seen that during a cycle at most
(n + m)k customers will be served: the server serves (m + 1)k customers at
some queue and k customers at the following n− 1 queues.

In the following subsection we will analyze the flexible k-limited service
policy and focus our attention on large systems with many queues.

6.5.1 Performance for large systems

Again let the arrival rate to each queue λi equal λ/n. From our analysis in
the previous sections, we can argue that C/n → s/(1 − ρ) as n → ∞ and
therefore the number of customers that join a queue between two consecutive
visit beginnings of the server tends to a Poisson distributed random variable
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with mean λs/(1− ρ) as n grows large. Therefore, we can argue that, under
the flexible k-limited service discipline, a single queue will start behaving as an
M/D/1 queue with bulk service and varying capacity. That is, again denoting
by Lb(i, j) the length of queue i at the start of the j’th server visit, we have
as n→∞:

Lb(i, j + 1) = (Lb(i, j)−K(i, j))+ +A(i, j), (6.64)

where the A(i, j) are i.i.d. Poi(λs/(1− ρ)) random variables.
In order to analyze the limiting behavior of Equation (6.64) as j → ∞,

we will make the simplifying assumption that the sequence {K(i, j)}∞j=1 is an
i.i.d. sequence of random variables, i.e. K(i, j) ∼ K. Note that generally this
will not be the case, since a node having a low K during a cycle is more likely
to have a low K in the following cycle as well. However, if we do assume the
sequence {K(i, j)}∞j=1 to be i.i.d. with pm = P[K = m] and Pm = P[K ≥ m],
we can determine the steady-state distribution of the Markov chain given by
(6.64) as shown in [41].

Let πi again denote the steady-state probability that the queue length at
the start of a visit equals i and define Π(z) =

∑∞
i=0 πiz

i. Furthermore, write
φi(z) =

∑k(m+1)
j=k(m+1)−i pjz

−j . Writing again ν = λs/(1 − ρ), we then have,
see [41],

Π(z) =

∑k(m+1)−1
i=0 πi(Pi − ziφk(m+1)−i(z))

eν(1−z) − φk(m+1)(z)
. (6.65)

Multiplying both the numerator and the denominator by zk(m+1), we know
by Rouché’s theorem that, in addition to the zero in z = 1, the denominator
has exactly k(m+1)−1 zeros within the unit disk denoted by z1, ..., zk(m+1)−1.
Moreover, since Π(z) is analytic for |z| < 1, these zeros should also be the
zeros of the numerator. Hence,

Π(z) =
c(z − 1)

∏k(m+1)−1
i=1 (z − zi)

zk(m+1)(eν(1−z) − φk(m+1)(z))
. (6.66)

Using the fact that Π(1) = 1, we find

c = (E[K]− ν)

k(m+1)−1∏
i=1

1

(1− zi)
.

Here the probabilities pi determining the function φk(m+1)(z) and the zeros
zi remain to be found.
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The case m = 1

Consider the simplest case m = 1 in which the server is allowed to serve at
most 2k customers at a queue. Supported by our analysis in Section 6.3, we
assume independence between the queue lengths of two neighboring queues.
Since each time the server visits an empty queue it follows that the next
queue is allowed to serve up to 2k customers, we should have π0 = p2k. More
generally, we require πi = p2k−i, for i = 0, ..., k − 1, and pk = 1 −

∑k−1
i=0 πi.

Hence, this tells us that q(z) = z2kφ2k(z) is the moment generating function
of (2k −K). Substituting, we find

Π(z) =
(E[K]− ν)(z − 1)

∏2k−1
i=1

z−zi
1−zi

z2keν(1−z) − q(z)
. (6.67)

Since here the coefficients of the function q(z) are given in terms of the πi,
we can not directly find the roots zi to determine the probabilities πi, since
they are closely related. However, it is possible to determine them using the
following iterative approach.

We start with initial estimates for πi, i = 0, ..., k − 1, which then also
give estimates for the probabilities pi and hence the generating function q(z).
Using these estimates, one can determine the roots zi of the denominator
of (6.67), giving a new estimate for the generating function Π(z) and the
probabilities πi. Iterating this process will give estimates for the true values
of πi and pi.

Implementing this approach gives good and fast results for reasonable
values of k (k < 20) and ν not too close to k, converging after only a few
iterations. In the next section we will investigate how well the actual queue
length distribution is approximated using this approach.

Finally, note that the simplest case k = 1 allows a more direct treatment.
Using the fact that Π(0) = π0 = p2 allows us to find the relation

p2
2 = −(E[K]− ν)

z1

1− z1
. (6.68)

Using Equation (6.68), we can write z1 as a function of p2 as follows

z1(p2) :=
p2

2

p2
2 − (E[K]− ν)

=
p2

2

p2
2 − (1 + p2 − ν)

.

Therefore, p2 can be determined as the zero of

z1(p2)2eν(1−z1(p2)) − (1− p2)z1(p2)− p2,
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also giving us p1. Additionally, one can deduce that

E[Ls] =
2− (2− ν)2

2(1 + p2 − ν)
+

1

1− z1
. (6.69)

The case m > 1

Consider now the case m > 1. This case can be treated similarly to the case
m = 1, but it does require solving some combinatorial problems. For example,
consider the casem = 2 and k = 1. LetX−3, X−2 andX−1 denote the number
of customers the server found at the last three queues that it visited and let
K−3,K−2 and K−1 denote the K values at those queues during those visits.
If we again assume that queue lengths of neighboring queues are independent
as n → ∞, then the only way the current queue has K = 3 is if its two
predecessors did not have any customers waiting, hence p3 = P[X−2 = X−1 =
0] = π2

0 . Similarly, the probability that a queue has K = 2 is given by

p2 = P[X−2 +X−1 = 1] + P[X3 > 1,K−3 > 1, X−2 = 0, X−1 > 1]

+ P[X−2 > 1,K−2 = 1, X−1 = 0]

= 2π0π1 + (1− π0 − π1)(1− p1)π0(1− π0 − π1) + (1− π0 + π1)p1π0.

One can imagine that as m and k become larger, expressing the probabilities
pi in terms of π becomes more difficult. However, in practice, using moderate
values of m should suffice.

Note that in order to avoid dependencies between queue lengths and K’s
of neighboring queues and to simplify analysis, one could also consider a
randomized flexible k-limited service policy. By randomized we mean that
instead of looking at how many customers were served during the last m
server visits, the service limit K(i, j) is determined by how many customers
were served at m random server visits during the last cycle. Specifically, let
Xi,j = {Xi,j

1 , ..., Xi,j
m } be i.i.d. randomly chosen subsets of {1, ..., n}\{i}, then

K(i, j) = k +

(
mk −

m∑
l=1

S(Xi,j
l , j − 1[Xi,j

l > i])

)+

.

Such a policy admits an easier analysis, since the probabilities pi can be
expressed more easily in terms of the πj . Moreover, there should be less
dependencies between K(i, j) and K(i, j + 1).
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6.6 Simulations

In this section we will evaluate how well the limiting many-queue results of
the previous sections for the marginal queue length distribution can serve as
approximations for polling systems of finite size. We focus on the binomial-
gated, k-limited and flexible k-limited service disciplines. Additionally, we
will compare these disciplines with respect to the mean queue length and the
cycle time variance.

6.6.1 Marginal queue length distribution convergence

We first consider the binomial-gated service discipline by investigating how
well Equation (6.49) approximates the steady-state queue length at the start
of a server visit for finite n. To this end, we simulate a polling system with
n = 10, 20, 50, 100, 200, 500 for 105 cycles. We assume that service and switch-
over times are exponentially distributed with mean 2/3 and 1, respectively.
Additionally, we set λ = 1.

n p = 1/4 p = 1/2 p = 3/4 p = 1

10 1.1 ∗ 10−3 2.2 ∗ 10−3 4.2 ∗ 10−3 7.1 ∗ 10−3

20 2.1 ∗ 10−4 6.6 ∗ 10−4 1.2 ∗ 10−3 2.2 ∗ 10−3

50 1.1 ∗ 10−4 1.0 ∗ 10−4 1.6 ∗ 10−4 4.0 ∗ 10−4

100 1.7 ∗ 10−5 2.8 ∗ 10−5 4.6 ∗ 10−5 8.1 ∗ 10−5

200 8.9 ∗ 10−6 2.0 ∗ 10−5 1.9 ∗ 10−5 3.4 ∗ 10−5

500 3.2 ∗ 10−6 2.6 ∗ 10−6 3.6 ∗ 10−6 5.0 ∗ 10−6

Table 6.1: Binomial-gated service: Squared error between limiting and simulated
queue length distributions.

In Table 6.1 we show the squared error between the PDF of the limiting
queue length distribution given by Equation (6.49) and the corresponding
simulation results. The squared error between two PDFs f(·) and g(·) is
defined as

∑∞
i=0(f(i) − g(i))2. We find that even for small n the limiting

distribution given by Equation (6.49) already approximates the steady-state
queue length distribution well. In fact, as we can expect from the analysis of
Section 6.3, the squared error is of order 1/n2. Additionally, we see that as p
becomes smaller, the approximation tends to become more accurate.

Consider now the traditional k-limited service discipline without flexibil-
ity. In Table 6.2 we show the squared error between the PDF of the limiting
queue length defined by the PGF of Equation (6.62) and the corresponding
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n k = 4 k = 5 k = 6

10 4.1 ∗ 10−3 5.5 ∗ 10−3 6.6 ∗ 10−3

20 1.2 ∗ 10−3 1.6 ∗ 10−3 1.8 ∗ 10−3

50 2.1 ∗ 10−4 2.7 ∗ 10−4 3.1 ∗ 10−4

100 6.3 ∗ 10−5 8.5 ∗ 10−5 5.7 ∗ 10−5

200 2.3 ∗ 10−5 3.5 ∗ 10−5 2.6 ∗ 10−5

500 3.8 ∗ 10−6 6.6 ∗ 10−6 1.6 ∗ 10−6

Table 6.2: k-limited service: Squared error between limiting and simulated queue
length distributions.

simulation results for several values of k, where we have used the same pa-
rameter settings as before. Also here we find fast convergence to the limiting
queue length distribution. For this case, however, the choice of k does not
appear to have a big influence on the convergence rate.

n k = 4 k = 5 k = 6

10 5.2 ∗ 10−3 5.9 ∗ 10−3 6.7 ∗ 10−3

20 2.0 ∗ 10−3 1.7 ∗ 10−3 2.0 ∗ 10−3

50 9.0 ∗ 10−4 2.7 ∗ 10−4 3.1 ∗ 10−4

100 7.8 ∗ 10−4 9.9 ∗ 10−5 8.3 ∗ 10−5

200 7.3 ∗ 10−4 2.1 ∗ 10−5 1.5 ∗ 10−5

500 7.0 ∗ 10−4 1.3 ∗ 10−5 7.4 ∗ 10−6

Table 6.3: Flexible k-limited service: Squared error between limiting and simulated
queue length distributions.

Finally, we consider the flexible k-limited service discipline with m = 1.
We compare simulation results with the PDF of the limiting queue length
defined by the PGF of Equation (6.67), which we determine by the iterative
procedure described in Section 6.5.1. Results can be found in Table 6.3. As
before, we find fast convergence to the limiting queue length distribution.

6.6.2 Comparison of service disciplines

In the previous subsection, we used simulations to examine how well asymp-
totic results can be used to approximate the performance of polling systems
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of finite size. In this subsection, we will compare the performance of the
binomial-gated, k-limited and flexible k-limited service discipline.

We focus our attention on the cycle time variance and the mean queue
length. In practice, one seeks a service discipline which minimizes the mean
queue length, as this will also decrease the mean waiting time of customers.
However, as we shall see, lowering the mean queue length usually comes at the
price of increased cycle time variance. This trade-off is particularly important
for deadline-critical applications, where upon returning to a queue, the server
might find a high-priority customer which needs to be served immediately. In
such a system a predictable return time of the server is necessary in order
to guarantee that these high-priority customers with high probability do not
have to wait longer than some predefined threshold.

n p = 1/4 p = 1/2 p = 3/4 p = 1

10 4.91 6.35 8.11 10.28

20 4.95 6.48 8.31 10.64

50 4.96 6.55 8.40 10.88

100 4.97 6.56 8.43 10.91

200 4.98 6.57 8.47 10.93

500 4.98 6.57 8.50 10.95

∞ 4.99 6.57 8.50 11

Table 6.4: Binomial-gated service: Scaled variance of the simulated cycle time dis-
tribution.

n p = 1/4 p = 1/2 p = 3/4 p = 1

10 11.68 5.71 3.70 2.70

20 11.99 5.86 3.86 2.85

50 11.92 5.95 3.94 2.93

100 11.96 5.97 3.97 2.96

200 11.98 5.98 3.98 2.98

500 12.00 5.99 3.99 3.00

∞ 12 6 4 3

Table 6.5: Binomial-gated service: Simulated mean queue length at the start of a
server visit.
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In Tables 6.4 and 6.5 we show estimates of the variance of the cycle time
and the mean queue length for the binomial-gated service discipline given by
simulations. The last row of both tables corresponds to the exact asymptotic
results from Section 6.3.4. We find that, as predicted by Equation (6.46), we
can actually decrease the cycle time variance by decreasing p. However, as
Table 6.5 shows, by doing so, we also significantly increase the mean queue
length.

m = 0 m = 1

n k = 4 k = 5 k = 6 k = 4 k = 5 k = 6

10 4.91 7.05 8.42 5.85 8.01 9.27

20 5.10 7.52 9.03 6.25 8.76 9.88

50 5.28 7.80 9.40 6.60 9.27 10.3

100 5.31 8.00 9.54 6.80 9.47 10.5

200 5.33 8.02 9.68 6.81 9.60 10.6

500 5.37 8.05 9.71 6.82 9.61 10.6

Table 6.6: k-limited and flexible k-limited service: Scaled variance of the simulated
cycle time distribution.

m = 0 m = 1

n k = 4 k = 5 k = 6 k = 4 k = 5 k = 6

10 4.05 3.09 2.84 3.41 2.88 2.76

20 3.90 3.13 2.95 3.32 2.95 2.87

50 3.86 3.18 3.02 3.28 3.00 2.96

100 3.84 3.19 3.04 3.27 3.02 2.98

200 3.82 3.19 3.05 3.27 3.03 3.00

500 3.81 3.20 3.06 3.27 3.03 3.00

Table 6.7: k-limited and flexible k-limited service: Simulated mean queue length at
the start of a server visit.

Consider now the k-limited and the flexible k-limited service disciplines.
In Tables 6.6 and 6.7 we show estimates of the variance of the cycle time and
the mean queue length for both disciplines. Recall that the setting m = 0
corresponds to the k-limited service discipline without flexibility. Comparing
the results in Tables 6.4 and 6.5, we find that the k-limited service discipline
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is better at reducing the cycle time variance than the binomial-gated service
discipline, without increasing the mean queue length too much when compared
with the gated service discipline, i.e. p = 1.

If we now compare the results for the flexible k-limited service discipline
with k = 4 with the results for the k-limited service discipline without flexibil-
ity and the gated service discipline, we find that the flexible k-limited service
discipline is able to achieve the best of both worlds. Compared to the gated
service discipline, it achieves almost a 40% decrease in cycle time variance,
while only increasing the mean queue length by roughly 10%. Compared to
the k-limited service discipline without flexibility, it reduces the mean queue
length by 15%, while only increasing the cycle time variance by 25%.

k-limited 
Flexible k-limited 
Gated

40 60 80 100 120
C

0.01

0.02

0.03

0.04

20
0.00

Figure 6.1: Cycle time PDFs for the k-limited, flexible k-limited and gated service
disciplines for n = 20 and k = 4.

In Figure 6.1 we visualize this trade-off by plotting the cycle time PDFs
of the simulations for the gated service discipline and the k-limited service
discipline with and without flexibility and k = 4. Indeed, the flexible-k limited
service discipline is able to guarantee a server return time smaller than 85
time units for 99% of the cycles, while the gated service discipline can only
guarantee this for 95% of the cycles. Finally, we see that the distributions for
the k-limited service disciplines with and without flexibility are very similar.

6.7 Conclusion

In this chapter, we studied the performance of large symmetric polling systems
where the number of nodes in the network grows large in order to investigate
the performance of token-passing algorithms, which serve as the medium ac-
cess control algorithms for communication protocols such as the BACnet and
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the Token Ring protocol. Our results give insight into the suitability of sev-
eral token-passing rules for the IoT context, which require predictable token
rotation times and short waiting times.

We have shown that for most traditional token-passing rules the scaled
token rotation times become more and more deterministic in this asymptotic
regime. This in turn implies that the queue lengths of the nodes in the net-
work become asymptotically independent. Using these insights, we found
that analyzing the marginal queue length and waiting-time distributions be-
comes much easier, simplifying the behavior of the polling system to that of
a discrete-time queueing model.

Finally, we proposed a flexible k-limited rule, which lets nodes increase
their threshold k, if fewer than the maximum number of allowed packets were
served during its last few visits. For this rule, we also analyzed the marginal
queue length and waiting-time distributions in the asymptotic regime. We
showed that the flexible k-limited rule strikes a good balance between pre-
dictable token rotation times and short queue lengths, making it suitable for
deadline-critical applications.

6.A Extension of Proposition 6.1

Denote by Ci,j(z) the PGF ofMi,j as introduced in Section 6.2. Additionally,
let θ̃i(z, ω) denote the joint transform of the number of customers that are
served during a visit to Qi and the length of the visit, because of the presence
of a single customer at Qi upon arrival of the server to that queue. Lastly,
we define Li := number of service completions at Qi during a visit.

Proposition 6.2. Write z = (z1, ..., zn) and ω = (ω1, ..., ωn). The joint
transform of Li and Vj + Sj, i = 1, ..., n, j = 1, ..., n, is given by

E

[(
n∏
i=1

zLii

)
e
−

n∑
j=1

ωj(Vj+Sj)
]

= F1(κ̃1(z, ω), ..., κ̃n(z, ω))

n∏
i=1

Si(γ̃i(z, ω)),

(6.70)
where γ̃n(z, ω) = ωn, κ̃n(z, ω) = θ̃n(zn, ωn) and, for 1 ≤ i ≤ n− 1,

γ̃i(z, ω) = ωi +

n∑
j=i+1

λj(1− θ̃j(zj , γ̃j(z, ω))),

and

κ̃i(z, ω) = θ̃i

zi n∏
j=i+1

Ci,j (κ̃j(z, ω)) , γ̃i(z, ω)

 .
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Proof. We define

Zi := extra work introduced at Qi during V1 + S1,
Hi := extra customers introduced at Qi during V1 + S1.

Consider first the 2-queue case. Then

E
[
zL1

1 zL2
2 exp (−ω1(V1 + S1)− ω2(V2 + S2)) | X = (m1,m2)

]
= θ̃2(z2, ω2)m2S2(ω2)E

[
zL1

1 zH2
2 exp (−ω1(V1 + S1)− ω2Z2) | X = (m1,m2)

]
= θ̃1

(
z1C1,2

(
θ̃2(z2, ω2)

)
, ω1 + λ2(1− θ̃2(z2, ω2))

)m1

θ̃2(z2, ω2)m2

· S1(ω1 + λ2(1− θ̃2(z2, ω2)))S2(ω2),

where for the second equality, we have used that

E
[
zH2

2 e−ω2Z2
∣∣ L1 = l

]
= θ̃1

(
C1,2

(
θ̃2(z2, ω2)

)
, λ2(1− θ̃2(z2, ω2)

)l
S1(λ2(1− θ̃2(z2, ω2))).

It follows that

E
[
zL1

1 zL2
2 e−ω1(V1+S1)−ω2(V2+S2)

]
= F1

(
θ̃1

(
z1C1,2

(
θ̃2(z2, ω2)

)
, ω1 + λ2(1− θ̃2(z2, ω2))

)
, θ̃2(z2, ω2)

)
· S1(ω1 + λ2(1− θ̃2(z2, ω2)))S2(ω2).

Consider now n queues. Generalizing the analysis of the 2-queue example,
we deduce

E

[(
n∏
i=1

zLii

)
e
−

n∑
j=1

ωj(Vj+Sj)
∣∣∣∣ X = m

]
= Sn(γ̃n(z, ω)) (κ̃n(zn, ωn))

mn

· E

(n−1∏
i=1

(ziCi,n(κ̃n(z, ω)))
Li

)
e
−
n−1∑
i=1

(ωi+λn(1−θ̃n(zn,ωn)))(Vi+Si)
∣∣∣∣ X = m


= Sn(γ̃n(z, ω)) (κ̃n(z, ω))

mn Sn−1(γ̃n−1(z, ω))(κ̃n−1(z, ω))mn−1

· E

[(
n−2∏
i=1

(ziCi,n−1(κ̃n−1(z, ω))Ci,n(κ̃n(z, ω)))
Li

)

· e
−
n−2∑
i=1

(ωi+λn−1(1−θ̃n−1(zn−1,γ̃n−1(z,ω)))+λn(1−θ̃n(zn,ωn)))(Vi+Si)
∣∣∣∣ X = m

]
.
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Iterating, we find

E

[(
n∏
i=1

zLii

)
e
−

n∑
j=1

ωj(Vj+Sj)
∣∣∣∣ X = m

]
=

n∏
i=1

κ̃i(z, ω)miSi(γ̃i(z, ω)).

Consequently,

E

[(
n∏
i=1

zLii

)
e
−

n∑
j=1

ωj(Vj+Sj)
]

= F1(κ̃1(z, ω), ..., κ̃n(z, ω))

n∏
i=1

Si(γ̃i(z, ω)).

In particular, this implies that the LST of the cycle time is given by

E
[
e−uC

]
= F1(κ1(γ1(u)), ..., κn(γn(u)))

n∏
i=1

Si(γi(u)), (6.71)

where κn(u) = θn(u) and, for 1 ≤ i ≤ n− 1,

κi(u) = θ̃i

 n∏
j=i+1

Ci,j (κj(u)) , γi(u)

 .

6.B 1-limited service

We consider the 1-limited service discipline. The goal of the appendix is to
analyze the limiting value of Cov[Le, I] as n grows large and demonstrate why
this is difficult. Furthermore, we intend to provide arguments that support
the conjecture that the variance of the scaled cycle time is of order 1/n.

Let g := P[Lb > 0] = λs/(1 − ρ). Note that, since switch-over times
during an intervisit time are independent of Le, by additivity of the covariance
function

Cov[Le, I] =

n∑
i=2

Cov[Le, Vi]. (6.72)

Furthermore, we can write

E[LeVi] = E[Le]β − P[Qi is found empty]E[Le | Qi is found empty]β. (6.73)

Notice that P[Qi is found empty] = 1− g. Using E[Vi] = gβ, we conclude

Cov[Le, I] = β(1− g)

n∑
i=2

(E[Le]− E[Le | Qi is found empty]) . (6.74)



6.B. 1-limited service 155

Hence, it remains to find E[Le] and E[Le | Qi is found empty].
Write F(z) for the PGF of the joint queue lengths at the start of a visit

to Q1. For 1-limited service it is well known (see for example [85]) that the
following relation holds

F(z1, ..., zn) =

 1

zn
(F(zn, z1, ..., zn−1)−F(0, z1, ..., zn−1))B

 n∑
j=1

λ

n
(1− zj)


+ F(0, z1, ..., zn−1)

S
 n∑
j=1

λ

n
(1− zj)

 . (6.75)

Differentiating once gives

li =

li+1 + gρ/n+ sλ/n = li+1 − g/n, i 6= n,

l1 − g(1− ρ/n) + sλ/n = l1 − (1− 1/n) g, i = n.
(6.76)

Summing gives
n∑
i=1

li = nl1 − (n− 1)g/2. (6.77)

Setting zi = z for all i in Equation (6.75), we find

F(z, ..., z) =
S(λ(1− z))(z − B(λ(1− z))
z − S(λ(1− z))B(λ(1− z))

F(0, z, ..., z). (6.78)

We define Gi(z) := F(1, ...1, z, 1, ..., 1) and G0
i (z) := F(0, 1, ..., 1, z, 1, ..., 1),

where z is the i’th argument and G0
1 := 1 − g, and let l0i := ∂

∂zi
G0
i (z)|z=1.

Differentiating (6.78) then gives

n∑
i=1

li =
1

1− g

n∑
i=1

l0i +
g

1− g
+

λ2

(1− g)(1− ρ)

(
s(2) − s2 +

1

2
(gβ(2) − s(2))

)
.

(6.79)
For a third equation, summing Equation (6.75) over all i, we find

n∑
i=1

Gi(z) =
S
(
λ
n (1− z)

)
(1− B

(
λ
n (1− z)

)
)

1− S
(
λ
n (1− z)

)
B
(
λ
n (1− z)

) n∑
i=1

G0
i (z)

−
(

1− 1

z

) S
(
λ
n (1− z)

)
B
(
λ
n (1− z)

)
1− S

(
λ
n (1− z)

)
B
(
λ
n (1− z)

) (G1(z)− G0
1(z)).

(6.80)
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Differentiating and simplifying gives
n∑
i=1

li =
1

ρ(1− g) + g

(
nl1 +

n∑
i=1

l0i

)
− λ2(s(2) − 2s2 + gβ(2))− 2gρ+ 2ng

2(ρ(1− g) + g)
.

(6.81)
Finally, solving Equations (6.77), (6.79) and (6.81), we find (see also [85])

n∑
i=1

li =
1

1− g

(
λ2s(2) − 2λ2s2 + (n+ 1)λs

2(1− ρ)
+

λ3sβ(2)

2(1− ρ)2

)
, (6.82)

n∑
i=2

l0i =
(n− 1)λs

2(1− ρ)
= (n− 1)

g

2
, (6.83)

and

li =
g(2− g)

2(1− g)
+

1

n

λ2(s(2) − s2) + λ2g(βs+ β(2))

2(1− ρ)(1− g)
− i− 1

n
g. (6.84)

Additionally, we find

l0i =
g(2− g)

2
− i− 1

n
g(1− g). (6.85)

It is then easily seen that

E[Le] = l1 − (1− ρ/n)g. (6.86)

Consider now a special cycle C0 =
∑n
i=1

(
V 0
i + S0

i

)
in which the server at

the end of the cycle returns to find Q1 empty. Then, by symmetry, we can
write

E[Le | Qn−i+2 is found empty]

=
1

1− g
l0i −

λ

n
E

S0
i +

n∑
j=i+1

(
V 0
j + S0

j

) . (6.87)

Now, write
E[S0

i ] = s− s0(i) and E[V 0
i ] = gβ − v0(i). (6.88)

Then combining all results we find

Cov[Le, I] =
n− 1

2n

(
λ2(s(2) − s2 + gβ(2))

1− ρ
+ ρg2

)

+ (1− g)
λ

n

 n∑
i=2

(i− 1)s0(i) +

n∑
j=3

(j − 2)v0(j)

 (6.89)
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and, taking limits and simplifying even further,

lim
n→∞

nVar[C/n] = s(2) − s2 + gβ(2) − g2β2

− (1− g) lim
n→∞

2

n

 n∑
i=2

(i− 1)s0(i) +

n∑
j=3

(j − 2)v0(j)

 .

(6.90)

Disregarding the last term, this result already has the desired property that,
as g → 1, the scaled variance converges to Var[S] +Var[B] and, as g → 0, the
scaled variance converges to Var[S].

It remains to determine s0(i) and v0(i), which turns out to be non-trivial.
However, since both s0(i) and v0(j) are most likely of order 1/n, we conjecture
that the variance of the scaled cycle time will also be of order 1/n. Hence,
also for 1-limited service, the scaled cycle time will converge to a determin-
istic value, which we can exploit to determine the steady-state queue length
distribution at visit beginnings.





Chapter 7

Conclusion and Discussion

In this final chapter we conclude the thesis. We summarize and discuss
our findings concerning the performance of Trickle-based and token-passing
communication algorithms. Additionally, we reflect on our proposed ex-
tensions of Trickle aimed at improving its performance, discussing when
these extensions can be expected to be beneficial. Moreover, to provide a
complete overview of the research conducted on the optimization of Trickle,
we review other extensions of Trickle proposed in the literature and discuss
their pros and cons. Finally, we briefly comment on the methodological
approaches used in this thesis.
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7.1 Introduction

Networks in the IoT require distributed communication algorithms which are
able to scale well and quickly propagate data, while achieving a fair distri-
bution of transmission load across nodes. In this thesis we have investigated
mathematical models to evaluate the suitability of threshold-based communi-
cation algorithms for the IoT, such as Trickle and token-passing algorithms.
Additionally, we have proposed extensions to these algorithms aimed at im-
proving their performance in the IoT context. The goal of this chapter is to
summarize and discuss our results.

In Section 7.2 we first discuss the Trickle algorithm, which was our main
focus in Chapters 2-5. Section 7.3 contains a short summary of our findings
from Chapter 6 concerning token-passing algorithms. Finally, in Section 7.4,
we conclude the thesis with a brief discussion of the methodological aspects
of this work.

7.2 The Trickle algorithm

Having studied the performance of Trickle with respect to scalability, propa-
gation delay and fairness, we use this section to summarize and discuss our
findings. Additionally, in order to position our work, we give an overview
of recent related work dealing with the optimization of Trickle. Our aim is
to provide a good understanding of Trickle’s strengths and weaknesses, while
also giving an overview of which extensions of Trickle can be useful in certain
scenarios.

7.2.1 Scalability

In Chapter 2 we analyzed the scalability and message count of the Trickle
algorithm. We proved that under ideal circumstances the Trickle algorithm
with a listen-only period scales well, bounding the message count in a dense
single-cell network. However, a listen-only period is also shown to have its
shortcomings, such as increased latency and poor load balancing. Therefore,
we introduced a listen-only parameter η, which defines the length of the listen-
only period and we showed how Trickle’s message count depends on η. Finally,
we discussed how Trickle can lose its scalability property, when it is used in
communication with a medium access protocol such as ContikiMAC.

Having recognized the disadvantages of a listen-only period of half an
interval, the authors of [34] propose E-Trickle. This variant of Trickle aims
to solve the short-listen problem without having to introduce a listen-only
period. It is claimed that the short-listen problem is mostly caused by the
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fact that nodes ignore any messages that are received after a broadcasting
time and before the end of an interval, since nodes reset their counter at the
end of every interval. Therefore, they propose that nodes instead reset their
counter c after each broadcasting time. In addition, to deal with the fact that
this change makes the time between counter resets variable, they come up
with a mechanism that lets each node v stretch its redundancy constant kv at
each broadcasting time, based on the time between counter resets. Through a
simulation study of RPL, they show that E-Trickle is able to disseminate data
faster than the original Trickle algorithm. Unfortunately, this approach does
not completely remove the short-listen problem, since it might still happen
that the time between counter resets is very small, which means that a node
schedules a broadcast quickly after resetting its counter. In fact, using a
similar approach as in Chapter 2, one can show that for E-Trickle the message
count will scale as O(n1/3).

In [93] another variant of Trickle is introduced, called Elastic Trickle. Here,
it is also recognized that Trickle’s listen-only interval can be shortened without
compromising Trickle’s scalability in order to improve Trickle’s propagation
speed. However, in order to not introduce too much additional message over-
head, they suggest that η should be chosen based on the number of neighbors
of a node. If a node has many neighbors, it can have a small listen-only pe-
riod and if a node has few neighbors, it can have a large listen-only period.
This way the algorithm tries to achieve a good trade-off between Trickle’s
message count and the speed at which it can disseminate new data. However,
it remains unclear exactly how η should depend on the number of neighbors,
although one can expect that an inverse relationship probably performs best.

There are also several works aimed at further reducing Trickle’s message
count. Trickle-Plus tries to reduce Trickle’s overhead by having nodes quickly
set their interval length I to the maximum interval length Imax, slowing down
their broadcasting rate. It achieves this by reducing the number of intervals
necessary for I to reach Imax. It is shown that this extension indeed decreases
Trickle’s message overhead, but at the expense of larger propagation delays.
However, this trade-off is not explored in further detail.

Terminable Trickle, introduced in [37], reduces Trickle’s overhead by hav-
ing nodes terminate their Trickle process if they did not receive any inconsis-
tent message during the last L intervals. The reasoning behind this is that, if
a node did not receive anything new during the previous L intervals, probably
the network has converged and any repetition of data is unnecessary. This
extension is useful for battery-powered networks, where energy needs to be
preserved. However, via simulations, it is also shown that L has to be chosen
sufficiently large to ensure that all nodes will get updated.

Finally, in [59], Adaptive Trickle is proposed. Also designed with battery-
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powered networks in mind, this extension slowly decreases k and increases Imin

as a node’s remaining energy depletes in order to save energy. It is shown that
Adaptive Trickle can indeed increase the lifetime of battery-powered networks
at the cost of increased latency. However, how to adapt k and Imin as a
function of a node’s remaining energy is not addressed.

7.2.2 Propagation delay

In Chapter 3 we studied how fast the Trickle algorithm is able to propagate
new messages across a network of nodes. Additionally, based on our ideas
from Chapter 2, we proposed an extension of the Trickle algorithm, which
allows us to shorten the length of a listen-only period for newly updated
nodes. We showed that this change can greatly increase the speed at which
the Trickle algorithm can disseminate data, while retaining scalability. These
claims are supported by a mathematical analysis and simulations of a Trickle
propagation event in networks consisting of evenly spaced nodes placed on a
line.

The same extension of Trickle is explored in [25], where this extension is
called Opt-Trickle. In a related technical report [26], the authors thoroughly
discuss the advantages and disadvantages of Opt-Trickle. First, through an
extensive simulation study, they show that in multi-hop networks this exten-
sion can indeed achieve much shorter propagation delays when compared to
the original Trickle algorithm. Additionally, they find that Opt-Trickle does
not introduce significant additional message overhead. This can be explained
by the fact that nodes are often updated in waves, which causes implicit syn-
chronization of their intervals. Therefore, the short-listen problem does not
have a big effect on Trickle’s message overhead, even though nodes do not
have a listen-only period in the first interval after receiving an update.

Finally, as already discussed in the previous subsection, E-Trickle [34] aims
to speed up data propagation by removing the listen-only period altogether
and having nodes reset their counters at broadcasting times. However, a close
examination of this extension shows that this version of Trickle is not scalable
and makes the algorithm’s message count scale as O(n1/3).

7.2.3 Fairness

The fairness and load distribution of Trickle and related threshold-based com-
munication algorithms were studied in Chapters 4 and 5. In Chapter 4 we
discussed how the original Trickle algorithm inherently leads to an uneven
load distribution, since it defines a fixed global redundancy constant k for
every node in the network. To resolve this issue, we proposed Trickle with
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adaptive-k, which allows nodes to dynamically adjust their own redundancy
threshold. This is achieved by changing k at the end of each interval accord-
ing to a linear function of the node’s message counter c. This extension is
shown to improve fairness among nodes, which in the case of RPL leads to
the discovery of more efficient routes. Additionally, since nodes update their
thresholds every interval and updating requires no other information such as
the number of neighbors of a node, this extension is also able to deal well with
changes in network topology.

In Chapter 5, using a more analytic approach, we studied how one can set
the redundancy thresholds of nodes, when the degree distribution of a net-
work is known. Analyzing a special version of RSA on infinite random trees,
we introduced the Activity Threshold Algorithm, which allows the calculation
of degree-dependent redundancy thresholds, given a target degree-dependent
transmission load distribution. However, since this approach relies on knowl-
edge about the degree distribution of a network and requires a centralized
calculation of the redundancy thresholds, it is less suited for most IoT net-
works.

In [20, 90], the authors present Trickle-D. This extension also introduces
node-specific redundancy thresholds in order to achieve a more even load
distribution. In Trickle-D, the threshold kv of a node v is updated at the end of
each interval using the update rule kv ← kv+cv−dv, where dv is the number of
neighbors of node v and cv its message counter. Since this extension lets nodes
update their threshold every interval, it is also able to deal well with changes in
network topology. However, in contrast to Trickle with adaptive-k, it requires
each node to know how many neighbors it has. Through an experimental
test bed study, the authors of [90] show that Trickle-D is able to outperform
Trickle with adaptive-k in terms of fairness. However, a disadvantage of this
extension is that it aims to achieve a suppression probability of 0.5, which
might be considered too high depending on the application.

Finally, another variant of Trickle aimed at increasing fairness called Trickle-
F is proposed in [88]. Trickle-F tries to achieve a fair load distribution by
having nodes transmit more aggressively if their transmissions are often being
suppressed. To this end, nodes keep track of a parameter s which counts the
number of consecutive intervals in which their transmission was suppressed
and rule 1 of Trickle is changed to: “At the start of a new interval a node re-
sets its timer and counter c and sets t to a value in [I/2s+1, I/2s] at random”.
Through a simulation study it is shown that Trickle-F is able to increase trans-
mission fairness among nodes, which in the case of RPL leads to the discovery
of more efficient routes.
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7.3 Token-passing algorithms

In Chapter 6, we studied the performance of token-passing algorithms, which
serve as the medium access algorithms for communication protocols such as
the BACnet and the Token Ring protocol. We investigated the suitability
of several token-passing rules for the IoT context, which requires predictable
token rotation times and short waiting times. To this end, we studied polling
systems where the number of nodes in the network tends to infinity.

It is shown that for most traditional token-passing rules the scaled token
rotation times become more and more deterministic in this asymptotic regime.
This in turn implies that the queue lengths of the nodes in the network become
asymptotically independent. Using these insights, we found that analyzing the
marginal queue length and waiting-time distributions of individual queues
becomes much easier. Additionally, we showed that a k-limited token-passing
rule leads to a more predictable token rotation time, when compared to an
exhaustive or gated token-passing rule, making it more suitable for deadline-
critical applications.

Finally, we proposed a flexible k-limited rule, which lets nodes increase
their threshold k, if fewer than the maximum number of allowed packets were
served during the last few visits. For this rule, we also analyzed the marginal
queue length and waiting-time distributions in the asymptotic regime. We
showed that the flexible k-limited rule leads to predictable token rotation
times, while also achieving shorter waiting times when compared to the tra-
ditional k-limited rule.

We conclude that for deadline-critical applications in large-scale networks,
a k-limited token-passing rule is more suitable than a gated or exhaustive
token-passing rule. However, since the k-limited rule can lead to long waiting
times, a flexible k-limited rule can be used to strike a good balance between
predictable token cycle times and short waiting times.

7.4 Conclusion

In this thesis we have studied the performance of threshold-based communica-
tion algorithms for IoT networks. Using mathematical modeling and analysis,
we have been able to gain insights in the performance of Trickle-based and
token-passing algorithms. These insights have been shown to be valuable for
improving the design and optimizing the use of these algorithms for IoT net-
works. In addition, we performed simulation and test bed experiments to
investigate the accuracy of our modeling results and to see how well they
extend to more realistic scenarios.
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From a methodological perspective, the strength of this work lies in the
fact that our models, albeit simplified and stylized, are often able to clearly
expose weaknesses in the design of a communication algorithm. In contrast,
if one completely relied on the experimental performance evaluation of a com-
munication algorithm, exposing such weaknesses and resolving them would
become much more difficult. Additionally, we have shown that the exposed
weaknesses can often be mitigated by introducing only minor extensions to
the algorithm. Then, as a final step in the optimization process, it has proven
to be useful to rely on simulations and test bed experiments to find the best
configuration of the extended algorithm. We conclude that this combination
of analytic and experimental performance evaluation is a very strong tool for
the design and performance optimization of communication algorithms for the
IoT.
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Summary

This thesis deals with the performance evaluation and design of communi-
cation algorithms for large-scale mesh networks. Important motivating ex-
amples throughout this thesis are networks arising in the Internet of Things
(IoT) context, such as sensor and lighting networks. Such networks typically
consist of a large number of resource-constrained devices, which require sim-
ple communication algorithms that are able to maintain and disseminate data
quickly, efficiently and reliably in a distributed fashion. The goal of this thesis
is to analyze the performance of existing communication algorithms and to
use the obtained insights for optimizing the design and deployment of these
algorithms in the IoT context.

Chapter 1 provides an overview of the contents of this thesis and illustrates
the types of models and communication algorithms that are studied. An im-
portant commonality among the communication algorithms that are studied
in this thesis, is that they all rely on a threshold-based suppression mecha-
nism for controlling the number of messages being sent out by the nodes of the
network. That is, in all algorithms, each node keeps track of the number of
messages that were recently sent out either by itself or by neighboring nodes,
and when this number exceeds a certain predefined threshold the node will
temporarily suppress any outgoing messages.

The first communication algorithm that we analyze is a wireless com-
munication algorithm called Trickle, which is designed to quickly propagate
updates across a network of nodes. Under Trickle, each node periodically
schedules a transmission, which is only sent out if during that period the
number of received transmissions from neighboring nodes is less than a pre-
defined threshold. While Trickle was originally designed for propagating and
maintaining code updates in wireless sensor networks, it has been shown to be
a powerful mechanism that can be applied to a wide range of protocol design
problems.
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In Chapter 2 we study the message overhead and scalability of Trickle.
We show that in a single-hop network Trickle bounds the number of messages
per time unit, independent of the number of nodes in the network. The speed
at which Trickle can disseminate data in a multi-hop network is analyzed
in Chapter 3. Using Markov renewal processes, we investigate the number
of hops and the time required to update a network as the number of nodes
grows large. Additionally, we propose a simple extension of Trickle aimed at
improving its propagation speed, without affecting scalability.

Chapters 4 and 5 deal with the fairness of the Trickle algorithm and how it
distributes message load across nodes in a network. In particular, in Chapter
4 we show that Trickle’s broadcast suppression mechanism is intrinsically
unfair in terms of load distribution and that this can have adverse effects on
its performance. To overcome these issues we propose an extension of Trickle,
which lets nodes dynamically adapt their redundancy constant based on recent
neighbor activity. In Chapter 5 we study another extension of Trickle which
lets nodes set their redundancy constant based on their node degree. For
this extension, we show how to model the broadcasting process as a special
version of random sequential adsorption, which we analyze in detail. Lastly,
we propose an algorithm which solves the inverse problem of determining how
to configure the degree-dependent thresholds in order to achieve some desired
suppression probabilities.

Changing the focus from wireless to wired networks, the second type of
communication algorithms that we investigate are token-passing algorithms.
In token-passing networks, the nodes in the network cyclically pass around a
virtual token. Only when a node holds the token, it is allowed to send out
messages to other nodes in the network. The number of messages a node is
allowed to send out before it has to pass on the token to the next node in the
network is determined by the underlying service discipline. Our main focus is
determining which service disciplines are best suited for deadline-critical net-
works. To this end, the performance of several service disciplines in large-scale
symmetric polling systems is analyzed in Chapter 6. Quantities of interest are
the asymptotic queue length, cycle time and waiting-time distributions as the
number of queues grows large. Additionally, we introduce a flexible k-limited
service discipline, which extends the traditional k-limited service discipline
and aims to achieve a predictable server cycle time, while also ensuring short
waiting times.

Chapter 7 concludes the thesis. We summarize and discuss our findings
and reflect on our proposed extensions of Trickle and token-passing communi-
cation algorithms. Moreover, to provide a complete overview of the research
conducted on the optimization of Trickle, we review other extensions of Trickle
proposed in the literature and discuss their pros and cons.
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