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Abstract 
 

Serving customers to their individual needs is becoming increasingly important, while customers are 

traditionally handled by a ‘one size fits all’ strategy. Supply chain segmentation is a method that can 

be applied to find similar segments in a supply chain and serve them accordingly. Similar segments 

can be formed for products, customers or any characteristic in a supply chain and to each segment a 

specific strategy is applied. We propose a generic supply chain segmentation approach that can find 

similar segments based on characteristics found in the supply chain’s data. The generic approach does 

therefore not require any advance knowledge of possible segments. Segments are created by applying 

feature selection and clustering methods to the data and the identified segments are aligned with an 

appropriate strategy by testing multiple strategies for each segment. The segments are tested by both 

an internal and external evaluation method and we conclude the external evaluation method is most 

appropriate. However, the external evaluation method is computationally expensive and thus the 

number of instances tested is limited. The proposed approach is applied to a case-study and a 3.6% 

improvement in efficiency is found through supply chain segmentation. This improvement is however 

not significant. Significant improvement is expected by continuing the segmentation approach or by 

increasing the simulation length.  

Keywords: Supply chain segmentation, feature selection, cluster, generic approach, external 

evaluation 

 

 

 

 

 

 

 

 

 

 

 

  

 

 

 

 

  



ii 
 

Management summary 
The goal of this thesis is to find similar segments in a supply chain and serve them accordingly. A 

segment can be characterized by similar products, customers or any characteristic in the supply chain. 

A segment can also be any combination of characteristics and an example of a segment is a specific 

product for a set of customers. By finding similar segments and serve them accordingly we try to 

improve the supply chain. Important supply chain characteristics may not be known in advance and 

this thesis focusses on a generic method to find similar customers and serve them accordingly. 

A generic supply chain segmentation approach is proposed in this thesis and consists of four parts: 

feature selection, clustering, strategy alignment and the segmentation type. The segmentation type 

refers to the way of implementing the segments and their strategy into the case-study. From the data, 

customer segments are found through feature selection and clustering. Feature selection identifies 

relevant features by altering and evaluating different variables. The features identified by feature 

selection are used by the clustering method to find segments. For each of the identified segment, 

multiple strategies are tested to align the segment and the corresponding strategy. Finding and 

aligning customer groups in this method is a combinatorial problem. The problem grows quickly as the 

number of customers increase.  

The way of implementing customer segments into the business problem (segmentation type) can be 

done different ways. Traditionally, the original problem is reduced to sub problems. Each sub problem 

contains a customer group and the supply chain is optimized for the customer group. Breaking up the 

original problem into sub problems creates restrictions in finding an optimal (or good) solution and 

these restrictions reduce the optimal value to the problem. However, supply chain segmentation 

allows multiple strategies that can improve the optimal solution to the problem. Supply chain 

segmentation is beneficial if the gain in performance by specific strategies outweighs the restrictions 

created by supply chain segmentation.  

The generic approach is tested on a case-study and the case study applied in this thesis is an Inventory 

Routing Problem (IRP). The inventory routing problem is characterized by a supplier which delivers 

products to the customer. More importantly, the supplier is responsible for stock outs by the customer 

and must prevent a stock out by delivering products on time. The supplier tries to minimize 

transportation costs and tries to deliver the customers by making efficient routes. There are many 

decision variables, as a customer can be delivered multiple days before a stock out is expected. 

Multiple methods exist to solve the IRP, which solves problems up to fifty customers. The case study 

contains over four thousand customers and a heuristic is used to find good solutions in reasonable 

time and the heuristic is implemented in a simulation for evaluation. The performance of clustering is 

measured in output variables of the simulation, the total distance travelled and the amount of goods 

delivered (in Liters). Testing a single combination tested by the segmentation approach requires over 

an hour of computation time. Therefore, limited segments and strategies can be tested in this thesis. 

The supply chain segmentation approach is applied to the case-study. First the traditional 

segmentation method is used and the efficiency (amount of liters delivered per km) of the route is 

reduced by 40-70% percent. The customers delivered in each sub-problem cannot be combined in a 

single delivery and these restrictions decrease the performance solution of the IRP. The traditional 

segmentation method is replaced by the customized segmentation method and the performance is 

similar to the base-case (no segmentation). A limited number of segments and strategies are tested 

and the efficiency is improved by 3.6% compared to the base-case. The number of segments and 

strategies tested is limited because the evaluation of the heuristic requires an hour of computation 

time.  
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The results are statistically analyzed and the improvement is not significant. Significant improvements 

may be found by continuing the segmentation approach or by increasing the simulation length. By 

continuing the segmentation approach, more appropriate clusters and strategies can be found that 

result in more efficient deliveries. The increase of the simulation length reduces the confidence 

interval which is used to test significance.  

We conclude that the benefit of supply chain segmentation is limited for this case-study. We initially 

had expected greater (more than 3,6%) and significant improvements as customers are served in a 

more appropriate method. We acknowledge the limitation of the result is due to the case-study we 

selected. However, we must not underestimate small improvements: a small improvement (not 

significant) may be worthwhile for a company to implement in their supply chain. We accept supply 

chain segmentation therefore as a valuable tool for supply chain excellence.  

The case-study allowed us to evaluate different segments and clusters, although we tested insufficient 

configurations as the computation time per configuration was an hour. Furthermore, the customers 

were rather homogeneous and the case-study selected may not have been the best case-study. We 

expect the approach to work well for case-studies where many evaluations can be made. Possibly, the 

method needs to be adjusted to include meta-heuristics or other optimization techniques.  
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1 Introduction 
Supply chain segmentation refers to taking a population (e.g. customers or product groups) and 

dividing it into smaller groups (Loveland, 2015). The goal is to reduce complexity in the supply chain 

and supply chain segmentation can be used to target a specific outcome. A specific outcome can be 

tailored to meet characteristics or wishes by smaller groups within the population. For example, for a 

group from the ‘products population’ short lead times are of interest to meet its volatile and 

unexpected demand. Another product group of this population is focused on a cost-effective 

inventory strategy (a strategy is defined as an approach to solve a problem according to some pre-set 

rules) that meets their stable and very predictable demand. This latter group does not require a short 

lead time and is more focused on the inventory cost of the product. Thus, for each product group a 

tailored strategy is used and the product group is treated accordingly. A compromise for both groups 

must be made if a single strategy is used. Such a compromised strategy is never ideal for two groups 

with different interests. Hence, the ultimate objective of supply chain segmentation is to find similar 

groups based on product or customer characteristics and subsequently apply a strategy that suits 

these groups best.  

1.1 Examples of supply chain segmentation 
Next, two examples are illustrated for which an effective product and customer segmentation has 

been applied. Both examples show that applying a single strategy to several products or customers is 

inefficient. 

1.1.1 Supermarket 
The supermarket analyzed sells various products and the supermarket is delivered daily to replenish 

products. Different product groups are identified to keep products fresh. The first group is bread. 

Bread has a shelf life of a single day and the bread is baked each morning in the supermarket. Groceries 

have a longer shelf life and groceries are thus kept in store for a couple of days. In total, there are four 

product types in a supermarket: bread, cooled, frozen and nonperishable products. Each of these 

types has a different inventory policy and is delivered in a different truck. 

The importance of product segmentation becomes clear when no segments are allowed in a thought 

experiment. If no segments are allowed, all products are treated similar. Should the supermarket be 

replenished every day, like bread, or a few times a week, as frozen products? Must the products be 

transported in a truck at a costly freezing temperature or must the products be transported at an 

average temperature? The average temperature can harm the quality of products such as a banana, 

meanwhile the frozen products are thawed. This example shows that a single delivery strategy does 

not work well for the different products in a supermarket. A supermarket has therefore applied 

multiple supply chains for different product categories. 

In this example for the supermarket, traditional segmentation (4.1.14.1.2) is used: each segment is 

separated such that each segment is treated as a product category that is independent of other 

product categories. Each product category has a unique strategy, infrastructure (dedicated trucks) and 

an operating model that optimizes deliveries for each product category.  

1.1.2 Airline  
An airline sells different types of tickets to customers. In this example, three different types are 

discussed. The first type is an economy ticket (economy class), for customers that wish to travel to a 

destination for a low price. The second type is very similar to the economy ticket, yet the customer 

wishes to have a little more room to the customers legs. An example of such a ticket is a seat at the 

emergency exit of an aircraft (extended economy class). The third type of ticket sold by the airline 
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(business class) targets customers that wish to travel more luxurious. These customers are offered 

different seats, high-quality food and the opportunity to board the aircraft early.  

These three types of customers are treated differently from the supply chain perspective. The 

business class customers receive high quality food while the economy and extended economy 

customers receive medium quality food. Here, a customer based segmentation can be made in 

serving the customers from a supply chain perspective. This looks very similar to the traditional 

segmentation, although both customers are transferred from one location to another in the same 

time. Furthermore, customers of the economy and extended economy class receive the same type 

of food. However, they are charged with different prices for their tickets.  

This airline example shows there can be differences in segments that are very small. All customers 

wish to travel from one place to another, although there are some small differences in customers 

wishes. By satisfying the customers wish appropriately, customers are more satisfied and airline 

profits can be increased. A small part of the travelers accounts for a large part of the revenue, as 

estimated by American Airlines (Nicas, 2012), International Air Transport Association (Mayerowitz, 

2011) and Boeing Aircraft Company (Mouawad, 2011). 

The customers are not segmented by the traditional approach (4.1.2), because customers are 

transported in the same aircraft. However, the customers are served differently by applying a 

different strategy and operating model. This example shows the need for customized supply chain 

segmentation (4.1.3). 

1.2 Motivation of study  
The previous examples show that a single supply chain strategy appears inefficient and a supply chain 

can be improved by applying supply chain segmentation. As discussed in the literature study, several 

authors acknowledge the idea of supply chain segmentation. Numerous benefits of segmentation are 

reported, although these benefits are not supported by numerical results. Furthermore, a general 

approach or methodology to apply supply chain segmentation is missing. Finally, supply chain 

segmentation may be a valuable tool that can be used to achieve operational excellence, which is 

explained in next paragraph.  

Operational excellence starts with ‘good performance in terms of internal measures, such as ability to 

keep the production schedules, perfect order fulfillment, quality, and productivity improvement’ 

(Vollman et al, 2000). Focus on the internal operations is insufficient and ‘good performance in 

demand chain partnering assumes joint operations between one or more companies to satisfy the 

customer needs of the whole chain’. Satisfying customer needs is key for operational excellence, 

although customer needs are not uniform in a single supply chain. Identifying individual customer 

needs and satisfying them accordingly is important to achieve operational excellence. 

This study is conducted at ORTEC Consulting. ORTEC is a company which is specialized in optimization 

and analytic solutions through software. ORTEC Consulting is interested in supply chain segmentation 

to achieve operational excellence in a supply chain. By investing in this thesis, ORTEC Consulting gains 

knowledge of how to apply supply chain segmentation. This knowledge can be used to apply supply 

chain segmentation, which helps ORTEC Consulting to achieve operational excellence by satisfying the 

individual customer’s needs of ORTEC’s customers. 

The motivation of this study is to understand what the potential benefits of supply chain segmentation 

are, how it can be applied and how it can be used to achieve operational excellence.  
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1.3 Goal of study 
Considering that the literature on supply chain segmentation is still immature, the goal of this thesis 

is twofold. The first goal is to provide a generic approach for supply chain segmentation, which is 

proposed in chapter four. The generic approach must be applicable for many specific studies, without 

much advance knowledge of that specific study. The knowledge is retrieved from the supply chain’s 

data and a specific case is used to test the supply chain segmentation approach designed in this study. 

Other methods may exist that can improve a specific study, but during the validation of the supply 

chain segmentation approach the goal is not to improve the case-study by using specialized methods. 

The second goal is to show the benefits of the approach. These benefits will first be analyzed by 

performance (efficiency, see 5.6.1) and secondly the benefits will be generalized in the conclusion 

(7.1). Thus, the goal of this thesis is to develop a data driven supply chain segmentation approach 

and subsequently demonstrate its benefits.  

1.4 Research methodology 
The research methodology used in the master thesis follows van Aken (2004). Figure 1 shows the 

reflective and regulative cycle. The cycles are used to iteratively gain knowledge and develop generic 

theory. The cycles are quickly discussed and applied to this thesis in thesis outline. 

The methodology starts at ‘develop design knowledge’ in the reflective cycle. In the first step 

knowledge is gathered and a gap or hypothesis is formulated. To test this, a case-study is selected and 

interventions are implemented. The interventions are part of the regulative cycle. Here, a problem or 

hypothesis is iteratively analyzed and evaluated. The results of the regulative cycle are analyzed and 

the generic theory of knowledge is updated if necessary. The reflective cycle can be used multiple 

times to test different hypothesis. By doing so, the current knowledge on the topic is gained for each 

cycle. 

 

Figure 1: Reflective cycle (left) and regulative cycle (right) (van Aken, 2004) 

1.5 Overview of literature study 
The literature consists of many methods that can be used for supply chain segmentation. A method 

from the literature usually focusses on a few variables that can be used for supply chain segmentation. 

Based on the variables described, groups are created within the supply chain and each group is treated 

differently, based on the group’s characteristics. A full overview of these methods is presented in the 

Appendix A. The list of methods is too long to effectively apply to a specific case and there is a lot of 

overlap between the different methods. Therefore, the methods are reduced to a single method and 
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this reduced method is presented next. This reduced method consists of (generic) variables that can 

be used to divide the supply chain into multiple groups.  

Multiple specific techniques for supply chain segmentation exist in the literature and we identify three 

main approaches: segmentation based on products, customers and markets (Appendix A). For each of 

the three approaches, the methods used seem reasonable in their own way based on their cases. 

Childerhouse, Aitken and Towill (2002) use a classification approach ‘to segment products based on 

market demands’. They give an overview of the methods used, see Table 15 in Appendix A. An in-

depth review is performed, where many different types of segmentation were identified. 

The full literature is split into two types and the main difference is the number of variables used. Some 

methods use two variables, which results in four quadrants. These four quadrants are identified by 

appropriate names and the full list is provided in Table 16 in Appendix A. The remaining methods are 

provided in Table 17 in Appendix A.  

From the literature review, many variables for segmentation are gathered. Some methods are very 

similar and the variables used differ slightly. The different variables are aggregated to create a generic 

method for selecting relevant variables. In total, six key enablers for supply chain segmentation are 

identified (by author): 

• Key product characteristics 

• Key customer characteristics 

• Volume 

• Variability 

• Service window 

• Variety 

These six enablers are an extension of five variables: life cycle duration, window for delivery, volume, 

variety and variability (DWV3) by Childerhouse, Aitken and Towill (2002). In the six enablers two 

enablers allow case specific variables, in contrary to the fixed DWV3 variables. The variable life cycle 

duration is for example a key product characteristic, as only some products have a relevant life cycle 

duration. In the next paragraphs, the key enablers are discussed in detail. 

Two of the six key enablers, key product characteristics and key customer characteristics, are not 

specific. As the name suggest, key product characteristics contain variables that are important 

characteristics of the product. Similarly, the main customer characteristics are captured in key 

customer characteristic. These two enablers are case specific and need careful evaluation while 

applying the framework to a case-study. 

It is impossible to reduce the different variables from the literature into a single generic framework. 

For example, Albistion and Cross (2012) segment based on the amount of unique specifications per 

production step. In their case study, there was a single key product characteristic that was very 

important. Rushton, Croucher and Baker (2010) found that size, temperature regime, bulk, hazard, 

contamination, pilferable goods, value and variety were important for their segmentation. Two 

examples already show that for different cases, different product characteristics are important. There 

is not a generic framework possible, unless all variables are included that have showed effective 

segmentation in a study case. Such a framework, will easily become uninterpretable. Furthermore, 

the framework will change to a long list with variables and the differences between the variables will 

become very small for some variables. If the difference between variables is small, the definition of 

the variables becomes important. To avoid these complications and to keep the framework 
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understandable, the framework has two flexible enablers (key product and key customer 

characteristics) which leave room for interpretation and adjustment of the framework. 

The other four key enablers (volume, variability, service window and variety) can be considered 

product or customer characteristics, but they are not. The reason why is that these four key enablers 

occur in the literature very frequent and the four key enablers are applicable to almost every study 

case. Furthermore, these four enablers are not necessarily product of customer characteristics. This 

becomes clearer in the next few paragraphs while discussing them in more detail. 

Volume is a key enabler that has been used for segmentation very often and can relate to product or 

customer aspects. The variable is very intuitive as buying more products often results in a lower price 

per product (bulk price vs price per product). Products can be bought in different quantities, based on 

their characteristics. Consider a pen and a car. A single purchase can easily involve multiple pens, 

which is rare for a car purchase. Furthermore, different types of customers may order products in a 

different volume. The enabler volume is important to both the product and to the customer and can 

be regarded as two different aspects of the enabler volume. 

Like volume, the enabler variability can be linked to product and customer characteristics. Variability 

can arise in the production process, but also, in demand. Random events occur in the process of 

producing products, such as a breakdown of a machine. Repairing the machine takes some time and 

the produced products differ compared to the planned products. This is an example of variability and 

there exist many more such as variance in available personnel or raw materials. Variance (a measure 

of variability) is likely occur in demand by the customers because a customer is unlikely to have a 

deterministic demand. 

The key enabler service window is defined first, followed by two examples containing product and 

customer characteristics. The service window, expresses “the customers’ responsiveness 

requirements upon the manufacturer in terms of desired delivery lead-time” (Planting, 2012). A 

desired lead time can vary for different products and customers. Suppose two products, the first 

product has a shelf life of a single day and the second product has a shelf life of a couple of weeks. 

Clearly, the two products require a different service window, due to the product’s characteristic. A 

similar example can be used for two types of customers: customer one that has a very high variance 

in demand and customer two which has a deterministic demand.  Customer one benefits much more 

from a low lead-time, as demand variance can lead to stock-outs. Customer two’s demand is 

deterministic, so the optimal re-order schedule can be made in advance and no stock-outs occur 

independent of the lead-time. 

The final key enabler, variety, is a product characteristic. An examples of product variety is a bike that 

is sold in different colors. The bike is similar, except for the color. The difference between different 

colored bikes can be regarded as a product variety. Some variety in products have a different 

implication for the supply chain. This is illustrated in the next example.  

Different types of gas, sold in one gas station, cannot be mixed in a single truck. To keep the different 

types of gas separated, compartments are used within a truck. Although the products are very similar, 

they require different compartments and each compartment has a fixed capacity.  
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2 Research design 
The findings of the literature study on supply chain segmentation were briefly discussed in 1.4 and 

from these findings, the literature gap is defined and the research questions are formulated. 

2.1 Research questions   
The literature on supply chain segmentation looks quite rich at first, but further analysis reveals there 

is limited research conducted in the field of supply chain segmentation or segmentation in general. 

Three literature gaps are found. Firstly, the benefits are described qualitatively. For example, a benefit 

of supply chain segmentation is cost reduction or improved service. These improvements are not 

backed up by a case study or results (Cooil, Aksoy and Keiningham (2008), Raulerson, Malraison and 

Leboyer (2009) and Treacy and Wiersema (1993), see literature review). Secondly, no details of the 

approach for supply chain segmentation are provided. The process for supply chain segmentation is a 

black box. Thirdly, customer segmentation is applied by using knowledge of the corresponding 

problem. This thesis avoids this by making segments based on a machine learning technique, 

clustering, that only uses the data to create segments. The research question is formulated to research 

both literature gaps: 

 

How to apply supply chain segmentation 

and what are the benefits of supply chain segmentation? 

 

To answer this research question effectively, the following sub questions are identified: 

 

How can a strategy be applied to a segment?  

How are important characteristics for segmentation identified?  

How can clustering be used for segmentation?  

How can different segments be compared?  

 

2.2 Thesis outline  
The thesis outline is created by applying the reflective cycle on the research questions: the structure 

is iteratively improved, described by the cycle in Figure 1. In this thesis outline, the structure is 

presented. 

First the case study is presented (chapter three). By discussing the case study early, it can be used to 

clarify supply chain segmentation concepts by giving examples. Chapter four (supply chain 

segmentation methodology) proposes a new and generic approach for supply chain segmentation. 

The approach contains the segmentation type (4.1), the strategy (4.2), feature selection (4.3) and 

clustering (4.4). The generic approach is more detailly explained in Section 4.5 and the redesign of the 

segmentation method is discussed in Section 4.6. Finally, some methods for optimization are 

discussed (4.7).  

The data of the case-study is prepared in chapter five and the simulation is described in chapter six. 

The simulation is validated (5.6) and the results are presented in chapter 6. The final chapter answers 
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the research questions explicitly, reflects on the proposed segmentation method and described cases 

for which supply chain segmentation can be used.  

2.3 Scope 
This report focusses on designing a generic approach for supply chain segmentation and applying the 

designed approach to a specific case. The approach is assessed by testing the case-study and the 

approach is adjusted iteratively. The results of the specific case are used to evaluate the impact of 

supply chain segmentation. These focus points are the fundament for the scope.   

A case is selected in chapter three and transformed in a case-study. Some assumptions are made 

and the case-study does therefore not represent the original case. The assumptions are sometimes 

questionable and may not hold. The scope of this project is to test a case-study, not necessarily the 

original case. Applying questionable assumptions changes the original case to a completely different 

case-study and the case-study is merely used to verify the supply chain segmentation approach. 

Whether case-study A or case-study B is used, is not very important for this research. 

2.4 Contribution 
The contribution of this thesis is threefold. Firstly, the supply chain approach is investigated and 

described in depth. Secondly, the results of applying supply chain segmentation on a case-study are 

presented. These two contributions directly follow from the research questions.  

The third contribution is showing an integrated approach of clustering and evaluation. Usually, a 

problem uses a cluster method and clusters are analyzed by using independence measures 

(explained in Appendix B.3.1). The evaluation of clusters is thus independent of the problem. In this 

thesis, the clusters are evaluated by using a dependence evaluation measure. Furthermore, the 

problem is optimized by altering the clusters and setting the configuration of each cluster 

appropriately. Thus, this thesis integrates clustering and optimization by a twostep approach: first 

clusters are identified by a clustering technique and secondly the parameters for each cluster are 

altered such that the original problem is optimized.  
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3 Case study 
The case study used is an Inventory Routing Problem (IRP), which is shortly explained, followed by the 

reason of picking this case. Next, the different steps of an IRP are discussed and finally the literature 

framework is applied to the case study. 

3.1 IRP 
IRP is characterized by two agents: the supplier and the customer. The supplier delivers the product 

and is accountable for sufficient stock. The customer wishes not to be out of stock and supplier wishes 

to minimize delivery costs. To the customer it does not matter when and how much the supplier 

delivers, as long as it fits in the restricted capacity that the customer has dedicated to the product. 

The supplier roughly knows all the inventory levels at all customer sites, by integrating stock levels or 

demand with their information system. The suppliers goal is to prevent the customer from stock-outs 

at minimal costs. The supplier can reduce costs by combining deliveries to customers. Not all 

customers can be combined into a single route, because of capacity constraints by the truck. This is 

known as a Vehicle Routing Problem. 

IRP is a combination of a Vehicle Routing Problem (VRP) and inventory planning. It is characterized by 

a decision on when to serve and how much to serve to each customer. The amount of possible 

combinations blows up very quickly and IRP is a difficult combinatorial optimization problem (Coelho 

and Laporte, 2013). After deciding the replenishments, the schedule and routes, the total distance can 

be computed. From this, the results and the effect of a different strategy can be measured.  

A strategy is defined as a predetermined approach to solve a problem. Thus, a strategy can be to find 

the orders to be delivered (replenishments), but it can also be used to create a schedule and routes. 

In this thesis, the strategy will be altered by adjusting the generated orders (Section 3.4.2).  

In this study case decisions are made daily and these decisions are evaluated by calculating the best 

routes for each day. By analyzing the results on multiple days, the decisions on when to serve and how 

much to serve are evaluated. Evaluation of the problem is of high importance and therefore a case is 

chosen where we can measure the performance. 

The case contains many different customers, while it is characterized by two main decisions: when to 

serve and how much. These decisions influence the efficiency and overall performance of the problem 

and a good decision is likely to be different for each customer. By applying supply chain segmentation, 

we expect ‘better’ decisions can be made for each customer, which improves the efficiency and overall 

performance of the problem. 

3.2 Formulation IRP 
The customer (𝑖) is delivered the quantity 𝑞𝑖

𝑘𝑡 by vehicle 𝑘 in period 𝑡. The binary variable 𝑦𝑖
𝑘𝑡 equals 

one if and only if customer 𝑖 is delivered in period 𝑡 by truck 𝑘. A customer is delivered by a truck that 

travels on the edge (𝑖, 𝑗) ∈ 𝐴 and the binary variable 𝑥𝑖,𝑗
𝑘,𝑡 equals one if and only if customer a truck is 

used on the edge (𝑖, 𝑗) by vehicle 𝑘 in period 𝑡. 𝐶𝑖,𝑗 is the associated cost for travelling on this edge. 

The inventory costs are determined by the inventory level 𝐼𝑖
𝑡 at period 𝑡 and the associated inventory 

costs are ℎ𝑖. The final variables 𝑟𝑡, 𝐶𝑖
𝑚𝑖𝑛, 𝐶𝑖

𝑚𝑎𝑥, 𝑄𝑘 and 𝐹 are respectively the delivery to the depot, 

minimum and maximum capacity, truck capacity and the size of the fleet. To prevent evaporation, the 

tank must be filled at least ten percent of the tanks volume (𝐶𝑖
𝑣𝑜𝑙) and to avoid rupture the tank 

cannot be filled more than eighty five percent of the tanks volume. The planning horizon p is used to 

determine the period t ∈ 𝑇 = {1, … , 𝑝}  and F is used to determine 𝑘 ∈ 𝐾 =  {1, … , 𝐹}. The depot and 

the customers (V’) make up set V and the edge set 𝐸 is defined as 𝐸 = {(𝑖, 𝑗): 𝑖, 𝑗 ∈ 𝑉, 𝑖 < 𝑗}. 
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 min ∑ ∑ ℎ𝑖𝐼𝑖
𝑡 +

𝑡 ∈ 𝑇𝑖 ∈ 𝑉

∑ ∑ ∑ 𝑐𝑖,𝑗𝑥𝑖,𝑗
𝑘,𝑡

𝑡 ∈ 𝑇𝑘 ∈ 𝐾(𝑖,𝑗) ∈ 𝐸

 (1) 

 𝑠. 𝑡.  𝐼0
𝑡 = 𝐼0

𝑡−1 + 𝑟𝑡 − ∑ ∑ 𝑞𝑖
𝑘𝑡     𝑡 ∈ 𝑇 

𝑖 ∈ 𝑉′𝑘 ∈ 𝐾

 (2) 

 𝐼𝑖
𝑡 = 𝐼𝑖

𝑡−1 + ∑ 𝑞𝑖
𝑘𝑡 − 𝑑𝑖

𝑡      𝑖 ∈ 𝑉′     𝑡 ∈ 𝑇

𝑘 ∈ 𝐾

 (3) 

 𝐶𝑖
𝑚𝑖𝑛 ≤ 𝐼𝑖

𝑡 ≤  𝐶𝑖
𝑚𝑎𝑥     𝑖 ∈ 𝑉     𝑡 ∈ 𝑇 (4) 

 ∑ 𝑞𝑖
𝑘𝑡

𝑘 ∈ 𝐾

≤ 𝐶𝑖
𝑚𝑎𝑥 −  𝐼𝑖

𝑡−1     𝑖 ∈ 𝑉′     𝑡 ∈ 𝑇 (5) 

 ∑ 𝑞𝑖
𝑘𝑡

𝑘 ∈ 𝐾

 ≤  𝐶𝑖
𝑚𝑎𝑥 𝑦𝑖

𝑘𝑡     𝑘 ∈ 𝐾     𝑡 ∈ 𝑇 (6) 

 ∑ 𝑞𝑖
𝑘𝑡 ≤ 

𝑖 ∈ 𝑉′

𝑄𝑘𝑦0
𝑘𝑡     𝑘 ∈ 𝐾     𝑡 ∈ 𝑇 (7) 

 ∑ 𝑥𝑖,𝑗
𝑘,𝑡

𝑗 ∈ 𝑉,𝑖<𝑗

+ ∑ 𝑥𝑗,𝑖
𝑘,𝑡

𝑗 ∈ 𝑉,𝑖>𝑗

= 2𝑦𝑖
𝑘𝑡    𝑖 ∈ 𝑉′     𝑘 ∈ 𝐾     𝑡 ∈ 𝑇 (8) 

 ∑ ∑ 𝑥𝑖,𝑗
𝑘,𝑡

𝑗 ∈ 𝑆,𝑖<𝑗𝑖 ∈ 𝑆

 ≤  ∑ 𝑦𝑖
𝑘𝑡

𝑖 ∈ 𝑆

−  𝑦𝑚
𝑘𝑡     𝑆 ⊆ 𝑉′    𝑚 ∈ 𝑆     𝑘 ∈ 𝐾     𝑡 ∈ 𝑇 (9) 

 𝛥+(𝑆) ≔ {(𝑖, 𝑗) ∈ 𝐴 ∶ 𝑖 ∈ 𝑆 ∌ 𝑗} (10) 

 𝑥(𝛥+(𝑆)) ≥  𝑥(𝛥+(𝑖)) ∀𝑖 ∈ 𝑆 ⊆ (𝑉 \ {𝑖, 𝑗}), |𝑆| ≥ 2 (11) 

 𝑦𝑖
𝑘𝑡 ≥ 0    𝑖 ∈ 𝑉′     𝑘 ∈ 𝐾     𝑡 ∈ 𝑇 (12) 

 𝑥𝑖,𝑗
𝑘,𝑡  ∈ {0,1, … , 𝐹} (13) 

 𝑥𝑖,𝑗
𝑘,𝑡  ∈ {0,1}    𝑖 ∈ 𝑉′     𝑘 ∈ 𝐾     𝑡 ∈ 𝑇 (14) 

 𝑦𝑖
𝑘𝑡  ∈ {0,1}   𝑖, 𝑗 ∈ 𝑉′     𝑘 ∈ 𝐾     𝑡 ∈ 𝑇 (15) 

 
𝐶𝑖

𝑚𝑖𝑛 =
𝐶𝑖

𝑣𝑜𝑙

10
 

(16) 

 
𝐶𝑖

𝑚𝑎𝑥 =
85 𝐶𝑖

𝑣𝑜𝑙

100
 

(17) 

The objective function (1) minimizes the inventory costs and the costs of transporting. Constraint (2) 

and (3) are used to conserve the inventory at the depot and customers. The safety constraints (4) 

restrict the inventory in a tank. The quantity delivered is restricted by (5) to ensure the quantity 

delivered fits in the tank. Restriction (6) links the quantity delivered to the routing variable 𝑦𝑖
𝑘𝑡, which 

is zero if no delivery is made. The delivery in a truck is restricted by the trucks capacity (7). Equation 

(8) ensures each location that is visited has an arrival and departure trip. Restriction (9) is the subtour 

elimination constraint that connects all the deliveries such that an actual route can be driven. The 

subtour elimination constraint is shown in equation (10)-(11). Constraints (12)-(17) limit the variables 

to their domain.  
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3.2.1 Limitation of the IRP formulation 
A major drawback of solving the problem to optimality is that the proposed IRP forulation can handle 

small problems. Hanczar (2014), Coelho and Laporto (2013) and Archetti, Bianchessi, Irnich and 

Speranza (2014) all use a similar problem size: fifty customers for a period of three days and thirty 

costumers for a period of five days. The number of decision variables 𝑥𝑖,𝑗
𝑘,𝑡 and 𝑦𝑖

𝑘𝑡 quickly grows as 

the problems grows. For two vehicles, thirty customers and three days, Coelho and Laporto (2013) 

require more than six hours of computation time and find a solution that is a few percent from the 

optimal solution. Archetti, Bianchessi, Irnich and Speranza (2014) limit their model to two hours of 

computation time. The case study that will be explained later in this chapter, contains of several 

thousand customers, which is too big of a problem to solve using the proposed formulation. In 3.4 a 

heuristic approach is described that splits the original problem into modules to reduce complexity of 

the original problem.  

3.3 Case motivation 
This case is chosen for three main reasons, which are presented next.  

The IRP requires many decisions and these decisions impact the solution to the IRP. At some moment 

in time, it may be efficient to deliver a customer a couple of days early. However, this decision to 

deliver a customer early may not be efficient for other customers. This implies a decision model that 

makes similar decisions for all customers is ineffective. The decision model can be tuned such that the 

decision for most customers is reasonable, although it is unable to make the best decisions for each 

customer. By applying supply segmentation, the decisions for each customer group can be set 

accordingly, which is expected to improve the solution to the IRP. The first reason for selecting this 

case-study is that the solution to the IRP is expected to improve by applying supply chain 

segmentation. 

Secondly, this case allows evaluation of the segments. The segments are the groups defined by the 

methodology, in chapter four. From the examples in Section 1.1, a segment is defined as group of 

products or customers. Segments are found by splitting the products or customers based on some 

variables or segmentation methods. The question which remains is how these are evaluated. In the 

chapter feature selection, some generic methods are discussed for evaluation. In this case study, 

different segments can be created and tested by using the routing solver (explained in detail in 3.4 

and 3.4.4). This allows the case to be evaluated accordingly and proper evaluation is key for showing 

the benefit of supply chain segmentation.   

Evaluation of a problem may not be trivial, which will become clear in the next example. Raulerson, 

Malraison and Leboyer (2009) discuss segmentation at IBM by segmenting customers based on the 

customer relationship. The segmentation is evaluated by the ratio of expenses to revenue. Although 

a double-digit improvement is found, it may not be related to the segmentation of customers. There 

are many other variables that influence the revenue and expenses, such as a market grow. The results 

of Raulerson, Malraison and Leboyer (2009) do not reliably show the added value of supply chain 

segmentation. One of the goals of this thesis is to show the benefit of supply chain segmentation 

which this case study enables: the case can be evaluated with and without segmentation and the 

results can be compared.   

The third reason is that for this case data and an evaluation tool are available. The tool, ORTEC 

Inventory Routing (OIR), could be used to test the segments and evaluate the performance by using 

the modules described in the next section. Unfortunately, during the project OIR was found to be 



11 
 

impractical to use for this research and the decision model is built from scratch. Fortunately, the 

conceptual idea of OIR and the routing solver could be used. 

3.4 Heuristic for IRP 
To solve the IRP, ORTEC uses a self-developed tool, which is OIR. The tool consists of three modules, 

forecasting, order generation and planning of routes. The forecast is used to predict the inventory at 

a customer. Based on the inventory, orders are generated in the order generation module. The orders 

are fixed and a route can be determined to serve the orders. The route can be found by solving a VRP.  

Each of the three modules is discussed below. The forecasting model is omitted in this report and the 

reason why is presented below. 

3.4.1 Forecasting module 
The forecasting is used if the inventory at a customer is unknown and to predict future demand. In 

total four methods are use in the forecasting module and these methods are exponential smoothing, 

moving averages, weighted moving average and holt winters. Exponential smoothing and (weighted) 

moving averages are not explained in detail, as they are not used in this thesis. Holt winters is used to 

find a seasonal pattern in the data. The different methods aim to capture all kinds of patterns, 

including seasonal, weekly and daily patterns. In total four different methods are used and these 

produce four different forecasts. For each customer, the best forecast method is determined and 

evaluated periodically. 

The forecast is a usage or demand per day. The demand per day is corrected for the seasonality of the 

customer. When the inventory level is evaluated, the daily demand is computed. The demand is 

corrected by the weekly and/or seasonal pattern. The new data point is used in updating the forecast 

and the value of the previous forecast is adjusted. The forecast is updated every time the inventory is 

evaluated. The previous forecasts, are not stored in a database and thus they cannot be retrieved and 

used in this project. This means the expected demand over time is not available. We could make a 

forecast in this thesis and recreate the expected inventory levels, although making a forecast is out of 

scope for this project. The forecast allows us to include seasonal patterns and not including seasonal 

patterns gives a different problem. However, we can still analyze this problem as the focus of this 

thesis is supply chain segmentation. Including or excluding the seasonal pattern does not influence 

the methods and approach used, it only affects the results. Therefore, a forecast is not included within 

the scope of this project.  

3.4.2 Order generation 
The order generation module determines when to deliver a customer. How this module operates is 

explained next. 

The order generation module determines who to deliver on a day. Not all orders are considered in the 

routing of a day. Three classes are identified, the ‘must-do’, ‘can-do’ and the ‘no-go’. As the name 

suggests, must-do’s must be delivered. The inventory is critical and we have to deliver this customer 

today. The can-do’s are customers that have low inventory, but which is not critical yet. The can-do’s 

could be delivered, but not necessarily. The no-go’s have a lot of inventory and are not considered for 

delivery. 

The must-do’s are planned in the most efficient route and a can-do is added if this results in a more 

efficient trip (compared to not including the can-do). The must-do’s and the included can-do’s make 

up ‘today’s route’. Orders may be costly to serve and not including can-do’s in today’s route can be 

beneficial for that day: not including a customer that is very costly improves performance on that day. 

In the end, the customer must be delivered and perhaps it was best to deliver the customer before it 
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turned into a must-do. A good decision on whether to include a customer in today’s route is key for 

optimizing the IRP. Making a good decision is not easy and the best decision may be different for 

customers. In this master project, we will analyze different decisions for different customer groups. 

The three classes (must-do, can-do and no-go) are identified by using basic inventory control rules. 

The re-order level is used to define a must-do. A re-order level (𝑅𝑖) consists of the expected demand 

during lead time (𝑑𝑖
𝑡,𝑡+𝐿) and the safety stock (𝑠𝑠𝑖) for customer 𝑖. The safety stock is used to ensure 

that a customer can be delivered from stock with a certain probability. 

𝑅𝑖 = 𝐸[𝑑𝑖
𝑡,𝑡+𝐿]  + 𝑠𝑠𝑖 

The safety stock can be calculated using by using the z-score (z) of the desired service level, the lead 

time (𝐿), standard deviation of the lead time (𝜎𝑖,𝐿), time increment of calculating the standard 

deviation (𝑇𝑖) and standard deviation of customer demand during lead time (𝜎𝑖,𝑑). 

𝑠𝑠𝑖 = 𝑧 ∗ √
𝐿

𝑇𝑖
∗ 𝜎𝑖,𝑑

2 + (𝜎𝑖,𝐿 ∗ 𝐸[𝑑𝑖
𝑡,𝑡+𝐿])2 

The z-score can be determined if the demand is normally distributed and the z-score can be found by 

fixing the probability of occurrence in a normal distribution with mean zero and variance one. The lead 

time is assumed to be deterministic and a single day. The second part of the formula is zero, because 

𝜎𝑖,𝐿 is zero. Furthermore, 
𝐿

𝑇𝑖
 is one, as the lead time is a single day and the time increment of calculating 

the standard deviation is also a single day. The re-order level formula is reduced to: 

𝑅𝑖 = 𝐸[𝑑𝑖
𝑡,𝑡+𝐿] + 𝑧 ∗ 𝜎𝑖,𝑑 

The customers in the case study buy and hold Liquefied Petroleum Gas (LPG). The LPG is stored in a 

pressurized tank. The tank has two safety regulations: the capacity stored in the tank must between 

ten and eighty-five percent of the tank’s capacity (𝐶𝑖). If the volume drops below ten percent, the LPG 

may evaporate. The volume of LPG changes due to temperature and the tank could explode if the tank 

is full and the LPG expands. A maximum volume a tank can hold is there for eighty-five percent of the 

tank’s capacity. The re-order level can simply be updated by adding ten percent of the tanks capacity 

to the previously determined re-order level: 

𝑅𝑖 = 𝐸[𝑑𝑖
𝑡,𝑡+𝐿] + 𝑧 ∗ 𝜎𝑖,𝑑 +

𝐶𝑖

10
 

By adding the ten percent of the capacity to the re-order level, the reference point of out of stock is 

simply shifted. The daily demand (𝑑𝑑𝑖,𝑡) and the amount of delivery to a customer (𝑑𝑐𝑖,𝑡) on day 𝑡 are 

used to determine the inventory level: 

𝐼𝑖,𝑡 = 𝐼𝑖,𝑡−1 − 𝑑𝑑𝑖,𝑡 + 𝑑𝑐𝑖,𝑡 

The delivery to a customer cannot exceed 85% of the tanks maximum capacity. The maximum volume 

of 85% of the tanks capacity is a safety regulation to prevent damage to the tank. Only a delivery is 

made, when the customer is a must-do or the customer is added to the list of deliveries. The variable 

𝑑𝑚𝑖,𝑡 is a binary variable that equals one if a delivery is made to customer 𝑖 in period 𝑡. 

𝑑𝑐𝑖,𝑡 = (𝐶𝑖 ∗ 0,85 −  𝐼𝑖,𝑡  ) ∗  𝑑𝑚𝑖,𝑡 
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The binary variable 𝑑𝑚𝑖,𝑡 is similar to 𝑥𝑖,𝑗
𝑘,𝑡. In variable 𝑥𝑖,𝑗

𝑘,𝑡 the order of delivery (from customer 𝑖 to 

customer 𝑗) and vehicle 𝑘 are known. For 𝑑𝑚𝑖,𝑡 this is not required, as these decisions are made in the 

routing module. The binary variable is set to one if the customer has hit re-order level: 

𝑑𝑚𝑖,𝑡 {
1 𝑖𝑓 𝐼𝑖,𝑡 <  𝑅𝑖

0 𝑒𝑙𝑠𝑒
 

The can-do’s have not reached their re-order level yet, so how to define the can-do’s? This is done by 

using the two parameters obtained from OIR: distance to closest customer delivered (𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒) and 

time to delivery (𝑝𝑑𝑎𝑦𝑠). Suppose two customers are neighbors. If one of the two customers must be 

delivered today, should the second customer be delivered too? Not necessarily. Only if the customer 

is ‘sufficiently’ close and the inventory is ‘sufficiently’ low. For the second customer, a time interval 

can be computed in which the customer is expected to be delivered. If this time interval is ‘low 

enough’, and the second customer is ‘close enough’, the second customer is added to today’s list of 

deliveries. OIR also considers the distance to an existing route. To include this, the final route must be 

used to reconsider customers delivered. This loop is not included in the scope of this project. 

Sufficiently low and sufficiently close are two vague parameter values, thus a range must be identified 

in which the parameters optimize the IRP. Different parameters are tested and the values of these 

parameters are discussed in the chapter simulation. 

The can-do’s are added to today’s route if the can-do’s satisfy the above constraints and these 

constraints use the two parameters 𝑝𝑑𝑎𝑦𝑠 and 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒.  

If the inventory is below the re-order level plus a few days of inventory, the can-do satisfies the first 

constraint. To satisfy the second constraint, the smallest distance to a must-do customer must be less 

than the parameter distance, where 𝑑𝑖𝑠𝑡 (𝑖, 𝑗) is the distance function from customer 𝑖 to customer 

𝑗. Customer 𝑗 belongs to the set customers delivered (CD). The binary variable 𝑑𝑚𝑖,𝑡 is updated 

accordingly: 

𝑑𝑚𝑖,𝑡 {
1 𝑖𝑓 𝐼𝑖,𝑡 <  𝑅𝑖 + 𝐸[𝑑𝑖

𝑡,𝑡+𝐿] ∗ 𝑝𝑑𝑎𝑦𝑠  ⋀ min
𝑗𝜖𝐶𝐷

{𝑑𝑖𝑠𝑡 (𝑖, 𝑗)} < 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 

𝑑𝑚𝑖,𝑡        𝑒𝑙𝑠𝑒
 

The process of evaluating distance to current deliveries is only done once, but could be repeated for 

better decision making. We recognize the decision model is a simplified model. The goal of this thesis 

is not to improve the order generation module and thus the simplified decision model is used. 

3.4.3 Demand generation 
The demand is generated based on the historic data. Each customer has a mean and variance demand 

and for some customers, the coefficient of variation is high. The coefficient of variation is calculated 

by dividing the standard deviation by the mean. If the variance is high (CV>1) and the demand is 

assumed to be normally distributed, the demand is negative with a notable probability. This is a 

problem, as negative demand is impossible. The assumption of normally distributed demand is 

therefore not valid. To include variance in demand, a uniform distribution and poisson distribution are 

tested.   

The simulation uses initialization and both distributions are implemented and can be set on and off, 

which is further explain in Section 5.1. A distribution is used to recreate demand and this can never 

reflect reality. Using a distribution leads to a simplification of reality and a distribution is used because 

it is very practical. Demand can be estimated by using a distribution and a random number from the 

distribution can be picked. No distribution reflects the true demand of a customer, but it can be used 
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in practice. Using a poisson or uniform distribution, transforms the original problem into a slightly 

different problem. In this thesis, the goal is to investigate supply chain segmentation. The goal is not 

to find the most appropriate distribution for the historic demand.  

Similarly, the safety stock is set at a level by assuming a normal distribution for the demand. This 

conflicts with the previous assumption of uniform distribution. The two cannot be used at the same 

time, because this translates the problem into another problem. In this thesis, we are not interested 

in solving the original problem. As discussed in the scope, the goal of this thesis is investigating supply 

chain segmentation and a case is required. In fact, arbitrary re-order levels and demand could be used 

to achieve this goal. Setting demand and the re-order levels by using two conflicting assumptions is 

questionable, but it is not very important for investigating the supply chain segmentation approach.  

 Example of decision making module 

The following example illustrates the steps for determining the must-do’s, the can-do’s and the 

customers delivered. 

A list of five customers is provided in Table 1. Each customer has a current inventory level and an 

average daily demand. The re-order values are set to some number in this example, but is in the case 

calculated by applying the formulas previously presented. For this example, the following decision 

parameters are used: distance to closest customer delivered of six kilometers (𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 = 6) and time 

to delivery of four days (𝑝𝑑𝑎𝑦𝑠 = 4). 

Table 1: Example of decision making model for 5 customers 

Customer Inventory Level Daily demand Re-order level E[days of inventory] 

1 7 2 6 3.5 

2 5 4 10 1.25 

3 9 2 5 4.5 

4 10 5 11 2 

5 20 6 14 3.33 

 

The must-do’s are customer two and customer four: they have an inventory at or below re-order level. 

The can-do’s consist of the remaining customers with an expected amount of inventory of less than 

four days: customer one and customer five. It is more appropriate to look at the inventory position, 

because the inventory position takes shipments into account. When the lead time is one day, the 

inventory position and the inventory are the same at the end of the day. This assumes all decisions 

are made at midnight, after the inventory is updated. For the case-study this is true and therefore the 

inventory is used in this thesis instead of the inventory position.  

To evaluate the distance, Figure 2 is used. Figure 2 is a geographically map, with the location of the 

depot and the customers. Customer two and four are must go’s (green), customer one and five can-

do (orange) and customer three is a no-go (black). 

The circle surrounding customer two and four show the distance of six kilometers. Customer one and 

five are can-do’s and will be delivered if they are close enough. Customer one and three are within 

range of the current deliveries and only customer one is delivered: it satisfies both the distance and 

the time horizon parameter. For this network of five customers, customer one, two and four are 

delivered. 
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Figure 2: Geographical representation of the customers and depot 

If the inventory levels are updated only four times a week, inventory level is unknown at some days in 

week. The expected inventory is computed when the inventory is unknown and a decision must be 

made. In the case-study, the expected inventory level is used. The expected inventory level is 

computed based on the previously known inventory level, 𝑑 days ago:  

𝐸[𝐼𝑖,𝑡] = 𝐼𝑖,𝑡−𝑑 − 𝑑 ∗ 𝑑𝑑𝑖,𝑑 + ∑ 𝑑𝑐𝑖,𝑡

𝑡

𝑡−𝑑

 

3.4.4 Routing module 
The final module is the routing module. Here, all locations that must be delivered and the selected 

can-do’s are combined into the most efficient route. OIR uses a VRP solver to optimize the routes. This 

VRP solver is another ORTEC product and this VRP solver will be used in this thesis. The solver has 

several settings, which are not altered or investigated in this project. Mocking (2016) analyzed a large 

variety of problems and the best settings found by Mocking (2016) are used in this project. 

Three objectives are used in the routing module to optimize the problem. The solver first maximizes 

the customers delivered. Maximizing the number of customers delivered can be replaced by a 

constraint for which all customers must be delivered. Delivering all customers may be an infeasible 

solution and by maximizing the number of customers delivered such an infeasibility is prevented. 

When the first objective is solved, the solver tries to improve the current solution regarding the second 

objective. This second objective is the distance travelled and the goal is to minimize this distance 

travelled. The solutions with a lower distance must satisfy the number of customers delivered by the 

first objective. So, by the first objective the number of customers delivered are set and the second 

objective minimizes the distance travelled for these customers. The third objective minimizes the 

number of trucks used and is applied when the minimum distance travelled is known. If two solutions 

are found with the same number of customers delivered and distance travelled, the solution with the 

least trucks used is selected. The number of trucks available is set such that all customers can be 

delivered every day, so the first objective is easily maximized. The second objective requires a lot of 

computation time and the third objective is unlikely to affect the solution, as the distances travelled 

in another route are unlikely to be the same.  

The distance travelled is important to be a reliable solution, not based on initial settings of the solver. 

To ensure a reliable solution, two methods are used. These methods search for a good solution to the 

problem by two methods: the local search strategy and the destroy and recreate strategy (discussed 

in next paragraphs). The second method prevents a solution from being locally trapped, which results 

in a globally good solution. The distance travelled is there for unrelated to randomness in the set of 

customers delivered, which allows fair evaluation between different routes.  
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The solver finds a solution by using a nearest neighbor local search strategy. This initial solution is 

improved by a local search improvement. The local search improvement is not specified in the code 

that calls the solver, but could be a heuristic such as a n-swap. A 2-swap changes two edges of the 

route and analyzes the distance by performing such a swap. If the distance travelled is improved, the 

new solution is kept.  

A local improvement can still be vulnerable to being trapped in a local optimum if no swap improves 

the solution. To analyze other, non-local, solutions, the destroy and recreate method is applied. A 

percentage of edges within the route are removed and recreated by the nearest neighbor local search 

strategy. After recreating the solution, the local search strategy is used again to improve the recreated 

solution. The destroying and recreating the solution is done by using six methods: random removal, 

related removal, worst removal, random cluster removal, worst cluster removal and trip removal. The 

six removal techniques differ slightly in removing the customers and the exact differences are not 

important for this report. All six are tested in removing and recreating the solution. If the solution 

improved, the process is repeated with different removal percentages. Mocking (2016) repeated this 

up to three times with a five, ten and twenty percent removal and these percentages are reused in 

this project. 

3.5 Applying the literature framework to the case 
The literature overview proposed a framework to identify key enablers for supply chain segmentation, 

which is applied in this section. Six key enablers are found and each of these six enablers is evaluated 

for the case. In the previous section, IRP was explained. An IRP is too general to apply the literature 

framework directly. To apply the literature framework, necessary details of the case study are 

provided. In total, seven variables are found by applying the literature framework: order size (volume), 

order size in percentage of capacity, time between orders, tank size, seasonality pattern of the 

demand, location (𝑥 and 𝑦 coordinates) and average distance to other customers.  

Based on the key enablers found in the literature review, variables for segmentation are selected. The 

key product characteristics and key customer characteristics are discussed last, to add important 

unidentified variables. 

Starting off with volume: volume is a variable that is different to all customers. Each customer has a 

unique demand and volume is the first variable identified for segmentation. Every customer has its 

own tank and they differ in capacity. Demand in percentage of its tank capacity is a slightly different 

variable and becomes the second variable for segmentation. 

Next, variability variables are analyzed. Variability can arise in: different service for customers, 

customers demand, depot’s inventory, date of orders, available personnel or machines. 

From the set of data, there is nothing known on the desired service level for different customers. Thus, 

it is assumed to be similar for all and set at 95%. The probability that all customers orders are delivered 

from stock on hand, or p-1 service level, is defined as ‘the percentage of demand satisfied from stock’. 

Furthermore, the lead-time for all customers is a single day.  

There is variability in customer’s demand. However, the safety stock is set such that the variability in 

demand is captured by having sufficient stock. The depot is assumed to have ample LPG and if the 

depot is nearly out of stock, it can buy additional LPG from a competitor for a small fee. The variable 

‘time between orders’ measures variability in customer’s demand and can be computed from the data. 

Furthermore, the variance of the time between orders can be used for segmentation. The latter 

variable aims to capture a seasonal trend with high variance in demand. This seasonality will be 

another variable for segmentation and is determined straight from the demand, see key customer 
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characteristics in two paragraphs. Variability could also occur in available personnel or machines. The 

data does not include any of these and no variables can be used for segmentation. 

The service window is an important variable for a IRP, nevertheless no segmentation can be identified 

in this case-study. All customers are delivered with a lead-time of a single day. Some customers may 

have desire to be delivered quicker, but this information is unknown. Investigation of this is out of 

scope of this project. The window in which a customer should be delivered depends heavily on the 

current inventory level. The window in which a customer needs to be delivered can be used for 

segmentation, but needs to be updated with the state of the network. Dynamic segmentation (change 

the segments based on the state of the network) is an interesting thought, but is in some sense already 

done by classifying the must-do’s, can-do’s and no-go’s. Improving these categories can be done, but 

all the decision models are fixed within scope of this project (except for the parameter values). The 

decision model is fixed, because of time limitation. 

The fourth key enabler, variety, is not applicable in this case whatsoever. A single product is used and 

no distinction can be made. Similarly, the fifth enabler, key product characteristics, does not provide 

any new variables for segmentation. 

The last enabler, key customer characteristics, can be used to identify a few more variables for 

segmentation. As mentioned before, each customer has a tank with different capacity. The fourth 

variable for segmentation is the inventory capacity of a customer. The fifth variable, seasonality, was 

also shortly mentioned. There exist different types of customers, for example a gas station and a 

farmer that uses LPG to dry harvested onions. Both will have a different seasonality and this can be 

used to find different customer types. The seasonality is based on the customers demand and is more 

explained in the chapter data preparation. 

Another key customer characteristic is cost to serve. Each customer will have a different cost to serve, 

so why not make separate segments and tune the parameters for each segment to reduce total costs? 

Cost to serve sounds like a strong variable for supply chain segmentation, but unfortunately this 

variable is not possible to compute for this case. Detailed explanation is provided in the chapter data 

preparation.  

The last key customer characteristic is the most obvious one: location. Location is very important in a 

routing problem. Two variables for segmentation are created from location: the raw 𝑥 and 𝑦 

coordinates and the average distance to other customers. The latter metric is low for customers in a 

high dense area and vice versa. 
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4 Supply Chain segmentation methodology 
In this chapter, the supply chain segmentation approach designed in this study is introduced. The 

approach proposed is based on the current literature and experiments conducted. The literature 

proposes different supply chain segmentation methods or approaches (Appendix A) that can be used. 

These methods contain some variables that are used to create supply chain segments. For a new case-

study, either an existing can be employed or a new supply chain segmentation method must be 

designed. Ideally, a generic approach is used to find a supply chain segmentation method, which suits 

the new case-study best. However, such a generic approach is not available in literature. Therefore, a 

generic approach is proposed in this chapter that can be used for data driven supply chain 

segmentation.  

The approach consists of aligning the segmentation type (4.1), the strategy (4.2), feature selection 

(4.3) and clustering (4.4). Segments are found by applying feature selection and clustering, which are 

applied to the case-study by the segmentation type and the strategy. The segmentation type and 

strategy will be explained with many examples and the feature selection and clustering will be 

described more generic.  

A generic approach for supply chain segmentation is proposed in Section 4.5. In the approach, the 

segmentation method is redesigned several times. The redesign of the segmentation process and the 

dependencies of the segmentation process are presented in Section 4.6. Section 4.7 briefly describes 

what methods could be used to reach optimality.  

4.1 Segmentation types 
The objective of supply chain segmentation is to find similar groups based on product or customer 

characteristics and subsequently apply a strategy that suits these groups best. This definition must be 

extended a little bit of fully cover supply chain segmentation. 

Segmentation is not limited to separating products or customers. In a supply chain, there are multiple 

goods flow and they follow a specified path through the supply chain. A goods flow can be physical 

objects, but also be services. Each goods flow follows a different path because its characteristics differ 

from other goods flows. These characteristics include product characteristics, production 

characteristics, customer characteristics, product destination (to pre-specified customers or area’s) or 

any other characteristics that influence the goods flow. The supply chain must handle each goods flow 

according to its characteristics and for this supply chain segmentation can be used: supply chain 

segmentation can be used to identify similar goods flows and handle them accordingly. Handling each 

goods flow differently, can lead to different paths through the supply chain or to different usage of 

the supply chain for each goods of flow. Furthermore, each flow of goods can have different settings 

such as re-order levels and priority.  

The physical products and services in the goods flow have multiple characteristics. Combining some 

of these characteristics can also define a segment. For example, a set of products that are dedicated 

to a set of customers can be defined as a segment. The segment does not include all products, only 

the products that belong to a type of customers. By combining multiple characteristics, different 

segments can be identified.  

This definition of segmentation is generic and a smaller definition of segmentation is used within scope 

of this thesis. Two types of segmentation are identified for the case-study and these types of 

segmentation are explained by using the alignment model, introduced by ORTEC (2017). After 

describing the alignment model, the first segmentation type (traditional segmentation, Section 4.1.2) 

is described. The traditional segmentation method is limited to dividing a problem into sub-problems. 



19 
 

The second segmentation type is customized segmentation (Section 4.2.2), which we designed. The 

proposed customized segmentation method fully shares infrastructure, where traditional 

segmentation does not share infrastructure. Traditional and customized segmentation are therefore 

two extreme types of segmentation. Anything in between these two methods is segmentation too, 

which is not considered in this thesis. 

4.1.1 The alignment model 
The alignment model is used to align a business strategy with the business’ supply chain and its 

marketing and sales. The supply chain consists of a more specific strategy (demand fulfillment), the 

infrastructure and the operating model. Supply chain segmentation aims to align these three (supply 

chain strategy, Infrastructure and Operating model) in a better way. In Figure 3 the alignment model 

is visualized. This thesis is confined to the supply chain alignment, thus strategy alignment and 

marketing & sales alignment are out of scope. This means the interaction of the supply chain strategy, 

the operating model and its infrastructure is investigated. The goal is to optimize profits by applying 

supply chain segmentation rather than using one strategy for all customers or products.  

 

Figure 3: The ORTEC alignment model: Link between supply chain and related strategies (adapted from Godsell, 2012) 

4.1.2 Traditional segmentation 
In the traditional segmentation, the initial supply chain is divided in multiple, completely separated, 

supply chains. This traditional segmentation can be regarded as different product or customer 

categories, or a sub supply chain. Each sub supply chain has a unique strategy, infrastructure and 

operating model. This implies customers are completely separated and the resources are split: a 

resource is dedicated to a single sub problem. In Figure 4, 𝑘 new supply chains are visualized with an 

overall strategy: optimally aligning each sub supply chain. How to find the 𝑘 supply chains and its 

corresponding strategy is discussed in the segmentation approach and Section 4.4 data clustering. 
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Figure 4: Visual representation of traditional segmentation (by author) 

4.1.3 Customized segmentation  
The type customized segmentation does not fully separate all three aspects of the supply chain 

alignment. The customized supply chain segmentation only identifies separate strategies and is 

created after finding several problems by applying traditional segmentation. One of these problems is 

related to the split of resources in the infrastructure. 

The customized supply chain segmentation looks like the original alignment model, visualized in Figure 

5. A single infrastructure and operating model are used and the adjustment is that the strategy is 

flexible for each customer segment. There is not a single set of parameters that optimize the operating 

model, so each segment will have their own parameters. In the traditional segmentation, all subgroups 

will have optimized parameters too but the network is strictly divided. The customized supply chain 

segmentation is similar to the original supply chain. The difference is that the operating model must 

use a different parameter values for each customer group. 

In Figure 5, there are also multiple arrows from the strategy to the infrastructure. There is a single 

infrastructure, but the different strategies can influence the current infrastructure: a customer group 

may receive investments. These investments alter the infrastructure and this is out of scope for this 

project. If a change in infrastructure is relevant for the case-study, the customized segmentation type 

must be adjusted accordingly.  

 

Figure 5: Visual representation of customized segmentation 

4.2 Strategy 
Two types of segmentation are presented in (4.1), but how to apply the segmentation to the case 

study? This will be done by using a customized strategy for each segment. How this works, will be 

explained in this section. This explanation is in fact a result of this thesis and these results are obtained 

from applying the case-study. At the end of this section, an example is presented in which the two 

types of segmentation (4.1) are combined with strategy.  
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4.2.1  Applying strategy to segments 
The first step in the types of segmentation is finding similar customers. In what way they are similar, 

is for now undefined (this is described in section 4.4). It may be geographically, by demand or any 

other metric that can be computed for each customer. This is discussed in more detail in the section 

feature selection (4.3). This section will use an example to understand how a strategy can be used for 

a segment. 

In this example, a single parameter is visualized to show why supply chain segmentation is beneficial 

to use. In Figure 6, 7 and 8, 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 is visualized. In each of the three Figures a depot, a handful of 

customers and their radius is shown. The radius is the distance parameter that is considered when 

deciding to include a can-do to a delivery schedule. In Figure 6 and 7 a single strategy is used and the 

radius is similar for all customers. 

A large radius works well in the area on the right side. Each of the three customers can be combined 

with at least one other customer. In Figure 7 the radius is reduced and no combinations are possible. 

In the area with many customers, on the left, the opposite is true: a small radius in Figure 7 appears 

to be better. The small radius allows some customers to be added to the list of today’s deliveries, but 

not too much. If all customers can be added to the list, each customer will be delivered more 

frequently with a smaller amount of fuel. This can be beneficial, up to some point. If a customer is 

added too soon to a delivery, only a few liters of gas is delivered and it is likely this trip was inefficient. 

An efficiency indicator will be used to find the best set of parameters for each segment (5.6). 

 

Figure 6: Visualization of customers with a large distance parameter 

 

Figure 7: Visualization of customers with a small distance parameter 

Clearly, the two types of customers cannot have the exact same parameter value that optimizes the 

network. In Figure 8, the result is shown if supply chain segmentation is applied. Serving the network 
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in Figure 8 is more efficient than the two other networks, because the decisions made reflect 

customer’s characteristics in a better way. This example shows how segmentation in general can be 

beneficial. By serving different segments differently, better solutions for each segment can be made. 

The improved solutions help towards supply chain excellence.  

 

Figure 8: Visualization of customers with an adjusted distance parameter for each customer group 

The two types of segmentation can also be understood from this example. Traditional segmentation 

separates the customer groups. This implies that the customers to the left of the depot, cannot be 

combined into a route with customers on the right. Trucks can only deliver one customer group. In 

this example, this does not seem a problem, as the two customer groups are separated in a nice way. 

Whenever the customer groups have overlap, or are very close, not allowing to combine customers 

puts restrictions on the solution space: two near customers cannot be delivered by a single truck. A 

lower performance is expected and found in this thesis by adding restrictions to the solution space 

and this is confirmed by the results. The customized segmentation type allows combinations between 

customers, regardless of their parameters. Consequently, the proposed customized segmentation 

type does not restrict the solution space, which the traditional segmentation type does. The 

customized segmentation therefore is expected to outperform traditional segmentation.  

The traditional and customized segmentation types are two extreme cases and a combination of the 

two is also possible. When applied to a case-study, some restrictions may be applied. In the example 

of the supermarket (1.1.1), we do not wish to restrict the solution space. However, not restricting the 

solution space means that considering frozen products to be delivered in a truck that is not cooled is 

a possible solution (while in fact it is not). Some degree of restriction can be useful to exclude irrational 

solutions, although too much restrictions can negatively impact the solution. Balancing the restrictions 

is very important in supply chain segmentation. Unfortunately, this case study is limited to 

investigating the two extreme types of segmentation (traditional and customized segmentation).  

4.3 Feature selection 
For feature selection a generation scheme, search strategy and evaluation criteria must be selected. 

Details of feature selection are added in Appendix B and this section discusses how to apply feature 

selection to the case-study.  

4.3.1 Applying feature selection to the case-study 
Finding the best variables depends on the three aspects of feature selection, but also on the clustering 

method and parameters of the model. A complete search strategy finds the best variables for a fixed 

set of parameters and clustering method. After finding the features, the parameters are altered 

and/or the cluster method are changed, because the initial parameters and cluster method are very 
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unlikely to be initialized optimally. Another set of parameters and another clustering method may give 

a different set of variables after redoing the feature selection. More-over, a different set of variables 

lead to different parameters of the model. Optimizing the case-study cannot be done in a single step 

and finding the best set of features in one step is impossible. 

Thus, feature selection must be done several times and this paragraph describes why a complete 

search strategy cannot be used and next paragraph shows a method to effectively search through the 

solution space. Each step is computationally expensive, because each configuration can vary in 

selected variables, parameters and cluster method. The number of unique configurations explodes 

very quickly as the next example will show. Suppose there are three parameter values for the decision 

model and three segments. Each segment has two parameters, so six in total. For every six there are 

three options, which is 729 configurations. This experiment is fairly limited as only a few parameter 

options can be tested. Furthermore, a single set of features is tested. Performing a feature selection 

for all parameter combinations is already impossible as an average size configuration takes about an 

hour in computation time.  Applying a complete search strategy cannot be within scope of this project, 

unless parameters and clustering methods are fixed. This is not the case, so a complete search strategy 

is not feasible.     

A better method is to use a heuristic. Several stopping criteria are proposed and one must be picked 

that limits the computation time. Continue feature selection until no improvement is found is used as 

an initial search heuristic. However, changing the features is not the only variable to consider. Each 

variable is considered step by step, so the feature selection will be paused while the other parameters 

are altered. When good parameter values are found, the feature selection may be continued. 

The search direction used will be the forward selection method. We expect that including a few 

variables is more likely to lead to good results than including many variables. Unfortunately, we could 

only perform the first and second (partially), where ideally more steps for feature selection are 

performed.  

The evaluation criteria will be dependent, as discussed in Appendix B.3. This case study is chosen to 

evaluate different clusters. An independent criterion implies there is no relationship between the 

clusters and the original problem and the clusters are evaluated based on the distribution between 

points. This case is chosen such to find a relationship between supply chain segmentation and the 

performance of the problem, thus not based on such an independent criterion. The IRP allows this to 

be done, at a high computational cost.  

4.4 Clustering 
For supply chain segmentation, the classes of the groups are unknown. In the literature review we 

saw that clustering is most appropriate. The main reason is that clustering does not require labeled 

data. Furthermore, the characteristics of segments are unknown, which can be handled by clustering.  

4.4.1 Severing clustering measures 
Clustering will be used to group customers based on their characteristics, defined in 3.5. In this section, 

the most important clustering methods are shortly introduced and discussed. Finally, some clustering 

settings are shown that visualize how cluster settings influence the segments.  

 Hierarchical clustering 

Jain and Dubes (1988) defines hierarchical clustering as a nested sequence of partitions. Each 

partition, or subgroup, merges with another subgroup into larger and higher level groups. At the 

highest level, no more merges are possible and is conjoint. Contrarily, the lowest level is completely 

disjoint and the different levels can be visualized by using a dendrogram.   
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Hierarchical clustering works well in the field bioinformatics (Augen, 2005), because it identifies 

groups of genes at different levels. For supply chain segmentation, multiple levels of customer 

segmentation can be identified. Augen (2005) identifies several flaws of hierarchical clustering: 

interpretation is confusing and complex, the hierarchical clustering is deterministic and does not allow 

reevaluation of the clusters, the clusters are based on local decisions and the tree like structure can 

‘lock’ into clusters that are only meaningful at some levels of the tree. 

 Partitioning 

Jain, Murty and Flynn (1999) defines partitional clustering as “given n patterns in a d-dimensional 

metric space, determine a partition of the patterns into K groups, or clusters, such that the patterns 

in a cluster are more similar to each other than to patterns in a different cluster”.  

Partitional clustering uses a distance measure for separation. This distance measure is selected, 

additional with the number of clusters considered. The method is easy to understand and is applied 

easily. The method is vulnerable to variables with different orders of magnitude and must there for 

be scaled. Principal Component Analysis (PCA) or normalization can be used to solve this. PCA is shortly 

discussed in Appendix B.3. 

 Co-occurrence  

The clustering methods for co-occurrence do not use a distance measure. Databases frequently 

contain mixed variable types, such as categorical, numeric, ordinal or dichotomous (Han, Kamber, 

and Pei, 2001; Maimon and Rokach, 2010. Intro Santos and Zarate). 

Co-occurrence clustering methods do not use a distance measure and can therefor handle different 

types of data: categorical, numeric, ordinal and dichotomous. In the case-study, only the time stamp 

is a difficult type. Nevertheless, it can easily be handled and for clustering the variable ‘time between 

orders’ is considered which is numerical.  

 Scalable and High-Dimensional 

Scalable clustering focuses on methods that deal with computing time and memory requirements. 

High dimensionality data clustering methods ‘handle hundreds of attributes’. For now, these types of 

clustering are not considered relevant in this literature review. This choice is made, because the data 

is presumably not of a scale where these methods are required.  

Clustering techniques for high dimensional data looks irrelevant for this study case: the dimensionality 

is not high and the computing power and memory requirements are not an issue for clustering. 

 Density-based partitioning 

Density estimation looks, as the name suggests, at the density of the pattern space. Locations with 

high density can be identified as clusters and are surrounded by low areas of pattern density. The 

density is estimated by the number of patterns in a volume and the volume selected is critical. 

Density based clustering can be helpful to identify similar customers. Density based clustering usually 

gives many clusters, thus many combinations of clusters and parameters. Parameterization becomes 

more complex when handling many clusters. Using a density based cluster can be a good alternative, 

if the number of parameter settings is limited. 

 Fuzzy clustering 
Fuzzy clustering allows data points to be part of a cluster. Instead of allocating a data point to a 

single set, it can be assigned to multiple sets with a membership. The membership is zero if outside 

the set and one if fully in the corresponding set. Any value in between is possible in fuzzy clustering.  
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Fuzzy clustering allows a customer to belong partly to a cluster. In the current setup, for each customer 

group a set of parameters is set. The fuzzy clusters must be translated to the set of parameters, which 

are not fuzzy. The translation of the fuzzy clusters to the right parameters requires evaluation and 

fitting and therefore fuzzy clustering is not easily applied for supply chain segmentation. 

4.4.2 Selecting a measure 
From this short overview, partitional clustering and density based clustering seem most appropriate 

for this case study. As density based clustering propose many clusters, a partitioning cluster is used 

first. The clustering method is iterative, so it can be altered to a density based clustering method. K-

means will be initially used as the clustering method. 

K-means is a machine learning method that finds 𝑘 clusters by looking at the distance between data 

points and cluster centroids. The cluster centroid is the ‘weighted’ middle of a set of data points. K-

means is started by randomly selecting cluster centroids and each data point is assigned to the closest 

cluster centroid. After all data points are (re)allocated to a cluster centroid and the cluster centroid is 

updated. The new cluster centroids are used to separate the data points and the new set of data points 

is used to update the cluster centroids. The approach can be repeated indefinite, but is stopped after 

a predetermined number of iterations or when the centroids and assigning of clusters stop changing. 

The method depends on a random initialization and for robustness the full k-means method is 

repeated several times.  

4.4.3 Cluster settings 
There are two main considerations to apply k-means clustering. Firstly, the number of clusters needs 

to be set. The number of customers alike is unknown before applying supply chain segmentation. 

Finding the right number of clusters can be found by iteration. Secondly, the variables used for k-

means must be correctly weighted or scaled. This will be illustrated using an example. 

In the next example, all the different clusters are computed based on location. In Figure 9, the number 

of clusters vary from one to five. The effect of the number of clusters can easily be seen in the figures. 

The final map in Figure 9 looks very interesting, as the fifth cluster contains the customers that are far 

away from the other customers. 

 

Figure 9: Changing the number of clusters from one to five 

Figure 10 shows five different weights of clustering. The variables are multiplied with a factor and the 

ratio of this factor makes a variable more important than another. In the first two maps, the 𝑥- and 𝑦-

coordinates are weighted infinitely large (compared to the other one) and this is clearly visible. The 

variables are scaled and normalized in the third van fourth map respectively. The final map is made 

by applying PCA to the two variables and clustering on the first principal component. Correctly scaling 

the variables becomes more important as the magnitude of the variables is different and is important 

in the feature selection. 
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Figure 10: Clustering by applying different methods for weighting the variables 

4.4.4 Cluster evaluation 
The clusters are externally evaluated by the simulation and can be internally validated. External 

validation validates the clusters according to a dependent criterion (Appendix B.3.2). This criterion 

links the clusters to the business problem and evaluates the performance. Internal validation validates 

the clusters by analyzing the data and only. Two types of interval validation can be used: the cohesion 

and separation of clusters. Different measures can be selected for the cohesion and separation of 

clusters, of which the sum of squares errors is one. The cohesion is then measured by the sum of 

squares within a cluster and the separation is then measured by the sum of squares between clusters.  

The silhouette value is a method that evaluates the similarity of a data point to its own cluster and 

compares it to other clusters. Rousseeuw (1986) calculates the silhouette (𝑠(𝑖)) by using the average 

dissimilarity of a data point (𝑖) compared to other data points within the same cluster (𝑎𝑖) and the 

lowest average dissimilarity for data point (𝑖) to the clusters it does not belong to (𝑏𝑖). The silhouette 

ranges from minus one to one and for high values the data point is considered clustered well. The 

formula for 𝑠(𝑖) (Rousseeuw, 1986) is:  

𝑠(𝑖) =  
(𝑏𝑖) − (𝑎𝑖) 

max{ (𝑎𝑖) , (𝑏𝑖) }
 

The Dunn index (𝐷𝐼) is another interval validation method. The Dunn index compares the size of the 

group to the distance between the groups. Clusters are ‘good’ when the distance between groups is 

high, relative to their size. This ratio is computed by dividing the distance between two clusters by the 

size of the clusters. The distance between two clusters can be computed by taking the maximum 

distance, minimum distance or any other distance measure. Each distance measure results in a unique 

Dunn index. The cluster size of which data point (𝑖) belongs to, can be found through φ. The Dunn 

index is defined as: 

𝐷𝐼 =  
𝑑𝑖𝑠𝑡(𝑖, 𝑗)

φ (i)
 

4.5 Supply chain segmentation approach 
The approach presented in this section was generalized after analyzing the case-study. The supply 

chain segmentation approach consists of multiple steps (Figure 11), which are discussed next. 

The supply chain segmentation approach proposed in this study (visualized in Figure 11) requires a 

case-study, which is selected to improve the solution of a business problem. For the case-study an 

evaluation method (EV) is carefully selected. Without a proper evaluation method, analyzing and 

improving the segments is nearly impossible. Next, the segmentation method (SM) is designed, which 

consists of a segmentation type (analyzed in the beginning of this chapter), a feature selection method 

and segmentation method. SM is a way to find groups of customers or products (segments). These 

groups of customers are treated differently, which is explained in the beginning of this chapter. 
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Figure 11: Supply chain segmentation steps 

To find a strategy that results in a good performance (for each segment), different configurations are 

tested. A configuration is a combination of the four aspects of the supply chain segmentation 

methodology (4.1, 4.2, 4.3 and 4.4). The configuration is tested and evaluated and there are three 

possible next steps: create a new configuration, redesign the SM or end the supply chain segmentation 

approach. The first option, alter configuration parameters, is applied to understand the effect of the 

parameters and methods on the solution space. There are many possible parameter settings and 

evaluating all may be computationally very costly. For the case-study, three types of parameters exist: 

𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒, 𝑝𝑑𝑎𝑦𝑠 and the number of clusters. Furthermore, the features used to create a configuration 

can be altered in this step.  

Each of the four steps can thus be altered in changing the configuration. Testing for different features 

can be done be repeating the inner loop in Figure 11. The feature selection will be performed at the 

beginning and this is continued until the user is satisfied with the result or wishes to test other aspects 

first.  

Altering the configuration parameters becomes ineffective if many configurations are tested and new 

configurations are expected to give poor results. Perhaps, (what appears to be) a local optimum is 

found. This local optimum is very unlikely to be the global optimum and different initializations can be 

analyzed. Even after considering different initializations, the results may be unsatisfactory. The 

segmentation method can be altered, implying a different segmentation type, feature selection 

method or clustering method can be used. For the newly designed SM, again many configurations can 

be tested.  

The generic approach must be parameterized accordingly for the case-study and at some point, the 

user may have parameterized the approach to satisfaction. The effect of the applied segmentation 

approach is discussed by comparing to solutions found to the base-case (where no segmentation is 

applied). The results of this thesis can be used to alter configuration parameters or redesign the 

segmentation method more effectively. 

4.6 Redesigning the segmentation method 
The re-design of the initialized segmentation method is defined in 4.5 by altering the segmentation 

type, feature selection method or clustering method. The parameter tuning is in fact a small 

modification to the original segmentation method and is altered within a segmentation method. This 

section shows the dependency of the four aspects of the supply chain segmentation methodology. 

The dependency must be understood to effectively redesign the segmentation method.  
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The segmentation type (4.1), strategy (4.2), feature selection method (4.3) and clustering method (4.4) 

all effect the performance of the case-study. Furthermore, the performance effects the individual 

decisions, which again affect the performance. This creates a dependency of the four aspects and the 

performance of the model (business performance). The fours aspects are inputs variables for the 

segmentation process. Note, the business performance is affected by the feature selection, through 

clustering and strategy, thus there is not direct relationship between them. 

  

Figure 12: Dependency of the segmentation aspects visualized 

In addition to the dependency of the four aspects and performance, the four aspects influence one 

another. Feature selection and clustering are dependent, because the feature set identified by feature 

selection is used as input for clustering. Furthermore, clusters require different strategies, because of 

cluster related characteristics.  

To effectively redesign the segmentation method, the four aspects must be aligned properly. The 

evaluation step in Figure 11 is key to decide what configuration or redesign is tested next. This may 

not always be very straightforward, implying multiple redesigns can be tested. An iterative approach 

is required for redesigning the segmentation approach. The segmentation method is explicitly 

redesigned in the results (chapter 7) a couple of times and the reasons for the redesigns are provided.  

4.6.1 Applying the redesign to the case-study 
In the process of feature selection, many features are tested and evaluated through clustering. Ideally, 

for each feature the strategy is altered too, to evaluate the full effect of the features, clusters and 

parameters.  

Testing all combinations is computationally too expensive, as the next example will make clear. If all 

the 7 features from 3.5 are to be tested, with 3 parameter settings for five clusters this results in 315 

(7 ∗ 32 ∗ 5) combinations. Note, this would imply only the first step of feature selection, where all the 

variables are tested one by one. Continuing the feature selection results in much more combinations 

and there is simply no time to calculate all these possibilities. Therefore, a limited number of features 

can be tested in this case-study. Testing different clusters and parameters can be tested to some 

extent. First, the number of clusters are changed and tested with different strategies. Next, other 

cluster strategies (and again the number of clusters) can be tested.  
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4.7 Optimization 
Supply chain excellence is achieved by aligning the four aspects (segmentation type, feature selection, 

clustering and strategy) to maximize performance and optimizing the performance is discussed in this 

section. The VRP (solved by the routing module, 3.4.4) is a computationally hard combinatorial 

problem (NP-hard). IRP is an extension of the VRP and therefore a NP-hard problem. The IRP contains 

more possible combinations compared to a VRP with the same number of customers. Solving the IRP 

is therefore a very difficult task and many optimization techniques cannot be used.  

A VRP is usually solved by applying a heuristic. For IRP, an exact formulation can be applied, although 

it can handle up to fifty customers (Section 3.2.1). This exact formulation can only be used to optimize 

an IRP problem. Other cases studies would require different formulation (if possible) for optimization. 

Such an exact method is not generic or easily applied to a case-study. However, there exist generic 

methods that can be used for optimization. These are called meta-heuristics and they are shortly 

introduced in next section. 

4.7.1 Meta-heuristics 
A meta heuristic can be used for optimization. In this section the definition of a meta heuristic is 

provided first and secondly some heuristics are provided. 

‘A metaheuristic is formally defined as an iterative generation process which guides a subordinate 

heuristic by combining intelligently different concepts for exploring and exploiting the search space, 

learning strategies are used to structure information in order to find efficiently near-optimal solutions’ 

(Osman and Laporte, 1996). A metaheuristic is thus as procedure that can be used to generate a model 

and the generated model can solve the problem. The exact bounds or rules of the model are not 

specified, but found through testing and iteration. By repeating and testing the generated model, it is 

improved according to the meta-heuristic. A meta-heuristic develops a heuristic that effectively finds 

near-optimal solutions.  

A meta-heuristic can be very simplistic and search for a local optimum by altering the parameters. 

More advanced meta-heuristics effectively exploit good solutions to create new solutions and test 

them. In addition, advanced meta-heuristics include techniques prevent local solutions by exploiting 

other regions of the search space.  

There are many meta-heuristics which include: Ant Colony Optimization (ACO), Genetic Algorithm 

(GA), (particle) swarm optimization and Tabu search. A hybrid heuristic (a combination of many 

others) can also be used for optimization. Such a hybrid heuristic can include other machine learning 

techniques such as neural network, Support Vector Machine (SVM), decision trees, clustering or 

singular value decomposition  

Finding the right features, clusters and according strategy is a computationally hard and combinatorial 

difficult problem that can be explored effectively by applying a meta-heuristic. However, several 

thousand iterations are required to effectively use a meta-heuristic. The computation time required 

to validate a single iteration is approximately an hour. This implies a meta-heuristic requires several 

thousand hours of training and the optimization step is therefore out of scope of this project. This 

implies the results found in this thesis are not optimized. The approach presented is tested on the 

case-study and the results show how to apply the approach. The research questions can be answered 

and a lower-limit of the benefit of supply chain segmentation is found in this thesis.  
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5 Simulation 
The simulation for the case-study exists of four parts; initialization, clustering, decision making and 

solving the problem. In this chapter, these four parts are described in detail, followed by an evaluation 

and validation of the simulation. The validation is important for reliability of the results and to point 

out possible pitfalls. Before the simulation is initialized, the data is cleaned and the required variables 

are computed. Data cleaning is provided in Appendix C and the variables from Section 3.5 are 

computed.  

The simulation is used first to set the base-case. In this base-case, there are no clusters and in each 

evaluation a single strategy (𝑝𝑑𝑎𝑦𝑠 and 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒) is used. The base-case is used to compare the results 

with segmentation applied with. Furthermore, the base-case is used for validation of the simulation 

model. After the base-case, the simulation is used to test traditional segmentation. By applying 

traditional segmentation, the parameter settings (𝑝𝑑𝑎𝑦𝑠 and 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒) are adjusted per segment. 

After the traditional segmentation, customized segmentation is tested by the simulation. Now, the 

single problem is solved and for each customer a strategy can be defined. The segments are used to 

parameterize the individual strategy. As mentioned before (Section 4.1), there are infinitely many 

combinations of the traditional and customized segmentation type. These are not tested in the scope 

of this thesis.  

These differences must be included in the simulation correctly and this is done in Section 5.1, 

initialization. After the initialization, the feature selection and clustering methods are used to create 

segments (Section 5.2). Next the order generation (Section 5.3) and the routing solver (Section 5.4) 

are shortly described. These two sections were discussed in detail in chapter three (Section 3.4.2 and 

3.4.3) and a few notes are provided that regarding the simulation.  

To ensure robust and trustworthy simulation results, a warm-up period is determined in Section 5.5 

and the results are validated in Section 5.6. This chapter is finalized by the redesign strategy that will 

be used to find the next configuration that will be tested by the simulation model.  

The simulation is built in R. R is a free tool that can effectively be used to analyze and transform data. 

A large variety of packages (user built tools which are ready to be used) is available. R allows 

integration of the Routing Solver and satisfies all requirements. There may be other programs that 

could have been used (such as Python), but R is chosen as a personal learning objective.  

5.1 Initialization 
The first part of the simulation consists of setting the configuration. The simulation is used for several 

purposes: test parameter settings, perform feature selection and test the traditional and customized 

segmentation type. There are notable differences between the different purposes that the simulation 

must be able to handle. 

To tackle these differences, the simulation must be initialized. The simulation is first made to simulate 

the base case: a single strategy is used for the full problem. This full problem handles a single set of 

parameters for all customers. After a configuration is tested, a new configuration is created with new 

parameters. To speed up the approach, a set of configurations are initialized: the base case is repeated 

for multiple parameters and a simple loop is used to redo the simulation for a different set of 

parameters.  

The next extension is to handle traditional segmentation. Similar to the looping different 

configurations, the full simulation can be rerun for each cluster by applying a similar method. Note, 

the computation time required increases quickly by analyzing different clusters and different 
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parameters at the same time. Applying two loops is carefully done for small sets of parameters to 

prevent the required computation time from exploding. 

Including the customized segmentation type is a little more difficult: the base-case is altered such that 

each customer has a set of parameters. To do so, the parameters of each customer are adjusted. 

Within the base-case, there is a module that alters the parameters and only does so if the module is 

set ‘on’. The module is set on for testing supply chain segmentation. At the beginning of the 

simulation, this is set. 

The initialization may sound very intuitive, nevertheless the code is more complicated. The decision-

making module and routing module must be programmed such that it handles different problem 

configurations. The details of the code are omitted, although a high-level overview of the code is 

provided in Appendix D. 

5.2 Feature selection and clustering 
In the second part, segments are created by feature selection and clustering that are fed to the 

simulation. This can either be fed in a sequence (looping for traditional segmentation) or by a single 

configuration with set parameter values for each customer (for customized segmentation). The 

clustering method used is initially set to k-means clustering. 

The feature selection method is used to find features that are used by the clustering method. Finding 

a good set of features is thus important for the clustering method. The feature selection (altering the 

variables used for clustering) is thus performed first. A limited number of features is tested and an 

initial feature set is selected to test other aspects. After finding an appropriate clustering method, 

strategy and segmentation type, the feature selection can be done again to validate the features used. 

If the features differ, the other steps can be updated again. This is an iterative approach to variate the 

different input parameters for the simulation model. In this case-study, a limited amount of 

configurations can be tested, as the computation time required to analyze one configuration is very 

costly.  

R provides many packages and tools to perform the clustering efficiently. Computing the clusters uses 

very little computing power and is done within some seconds. The results from the clustering are 

stored and for each cluster the parameters are set. Next, these clusters and parameters are passed on 

to the order generation in a way that is in line with the goal of the simulation (set by the initialization), 

described in the previous section. 

5.3 Order generation 
The third part of the simulation is where the orders are generated, based on the parameters of the 

model. The logic of the order generation does not work differently for a cluster or the full problem 

and the code is made such it is able to handle a different problem size. The logic of the decision model 

is described in the case study. 

The orders generated are not evaluated in the warm-up period (Section 5.5). The evaluation calls the 

routing solver and finds the best routes for delivering the customers. This part is computationally very 

expensive and by leaving this part out, the warm-up period is computationally not expensive. 

5.4 Routing solver 
Before the configuration is passed to the routing solver, the format must be changed. The solver can 

only be used with a single format. Daniel Mocking (A previous student at ORTEC) wrote a python code 

that transforms a XML-file to the desired format. The customers delivered are formatted to an XML-

file in R and the code by Daniel Mocking is applied. 
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Calling the python code and the solver is done by using the windows command line from R. There is a 

small delay in the calls, which is negligible compared to the computation time required by the routing 

solver. Connecting the decision model in R to the routing solver was not easy to implement. More in-

depth details of the routing solver are provided in the routing module (3.4.4). 

5.5 Warm-up period 
A warm-up period is used to ensure a fair state of the network. After changing the strategy or clusters, 

the inventory levels and state of network is not representative for taking these decisions. Fitting a 

strategy on a network that is representative for another strategy may give biased results. By using a 

warm-up period, the state of the network is representative for the strategy and clusters. Then, the 

results of the strategy and clusters can be analyzed. The length of the warm-up period is determined 

at the end of this chapter. 

The length of the warm-up period is altered and the results are compared to find a suitable warm-up 

period. The Key Performance Indicator’s (average distance to a customer and the volume) appear to 

be rather stable by just changing the warm-up period. This implies the warm-up period does not affect 

the solution. The KPI’s (Key Performance Indicator’s) respond very well to the number of customers 

delivered, which will be showed in more detail in the results. The warm-up period can be determined 

by analyzing the number of daily customers delivered. 

The number of customers delivered changes drastically after altering the strategy. An enormous 

increase in the number customers delivered is expected on the first day. The re-order levels are set 

differently compared to the original case, while the original inventory levels are used. This state of the 

inventory levels may lead to a lot of customers below their re-order level and thus many re-orders.  

Shortly after the spike, less customers are expected to be delivered, because many customers are 

delivered on the first day of the change of strategy. The number of customers delivered every day is 

shown in Figure 13, with 𝑝𝑑𝑎𝑦𝑠 and 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 both set at zero.   

 

Figure 13: Number of deliveries a day and the red dot represents the increased number of deliveries on the first day 

Surprisingly, there is a spike in customers delivered on the first day for the base-case. This can be 

caused by different settings of the customers, such as the re-order levels. The number of customers 

quickly stabilizes and 88% of the customers are delivered at least once within two hundred days. A 

warm-up period of two hundred days is therefore used.  
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5.6 Validation 
The validation consists of two parts: the simulation is tested for different parameter settings first 

and secondly the results are evaluated. Testing the parameter settings will be done using the base-

case, where no supply chain segmentation is applied.  

5.6.1 Parameter testing 
For parameter testing no segmentation methods are applied. The goal of the parameter testing is to 

alter the parameters for the order generation.  

The simulation is run for a month with the warm-up period of 200 days. To acquire different 

simulations, the seed of the random generator is adjusted and the results are shown in Table 2. By 

altering the seed of the random generator, the random events are different and the robustness of the 

simulation is tested. The results in Table 2 are aggregated for a month. The details of simulation one 

are provided in Appendix E. Multiple simulations are run; to validate the results. Across the 

simulations, there are some differences and these are caused by differences in demand. 

The efficiency measure is defined as the number of liters that are delivered per kilometer (liters/km). 

This efficiency measure combines the average distance traveled and the average volume delivered. A 

high efficiency is better, as the same volume is delivered in less kilometers. 

Table 2: Four simulations cross validating the base-case 

   Simulation 1  Simulation 2 Simulation 3 Simulation 4 

                 Parameters 

Warm-up period 200 200 200 200 

Days simulation 30 30 30 30 

𝑝𝑑𝑎𝑦𝑠 0 0 0 0 

𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 0 0 0 0 

Number of clusters 0 0 0 0 

                   Results 

Customers delivered 908 876 868 896 

Average customers per day 30.3 29.2 28.9 29.9 

Total quantity delivered 2479313 2402533 2392743 2506677 

Total distance (km) 24946165 23646444 23836921 24843376 

Average distance per 
customer (km) 

27.4 27.0 27.5 27.7 

Average volume per 
customer 

2731 2743 2757 2798 

Efficiency  
(liters/km) 

99.4 101.6 100.4 100.9 

 

The goal of the four simulations in table 2 is to test the robustness of the simulations across different 

simulations with different random demand. The simulations have different results, which is caused by 

variance in demand. The demand is computed by a random number generator and for each simulation 

it is set differently. The difference in the average customers is only one or two customers a day, 

although this difference is a few percent. The difference in number of customers, leads to different 

orders generated and different routes. The average distance to a customer, the average volume per 

customer and the efficiency are different for each simulation. The difference is only a few percent and 

is expected to decrease as the simulation is increased.  
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In the cross validation of table 3, the number of days is set. By setting the total quantity delivered 

(approximately) equal the results are analyzed slightly different. The results in table 3 show similar 

results compared to the results in table 2. The idea of analyzing the results based on the total quantity 

delivered is to create a similar set of customers delivered in the simulation. This is done by changing 

the number of days for each simulation as the evaluation of the routes is done daily. The randomness 

in the demand creates slightly different states of the problem and by cutting off a day or two does not 

impact the results a lot. The set of customers delivered is very different as 29% of the customers 

delivered are similar (compared to 28% when the days are fixed).  

Table 3: Four simulations cross validating the base-case 

   Simulation 1  Simulation 2 Simulation 3 Simulation 4 

                 Parameters 

Warm-up period 200 200 200 200 

Days simulation 29 30 30 28 

𝑝𝑑𝑎𝑦𝑠 0 0 0 0 

𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 0 0 0 0 

Number of clusters 0 0 0 0 

                   Results 

Customers delivered 861 876 868 877 

Average customers per day 29.7 29.2 28.9 31.3 

Total quantity delivered 2423369 2402533 2392743 2386677 

Total distance (km) 24302712 23646444 23836921 23493376 

Average distance per 
customer (km) 

28.2 27.0 27.5 26.8 

Average volume per 
customer 

2815 2743 2757 2721 

Efficiency  
(liters/km) 

99.7 101.6 100.4 101.6 

 

Next, other configurations are created and tested. First, the parameters 𝑝𝑑𝑎𝑦𝑠 and 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 are 

changed. The number of clusters is kept at one to evaluate the model without supply chain 

segmentation. To evaluate different parameters, many simulations are run. Tables 4,5 and 6 

respectively show the average distance per customer, the average volume per customer and the 

efficiency measure for the different parameter settings (one simulation). A warm-up period of 200 is 

used and the simulations are run for sixty days. The simulation length is doubled, because the four 

simulations in Table 2 showed some variance in the KPI’s. This effect is still present, but smaller 

because the simulation is extended. 

By altering the parameters, the average distance traveled can be reduced, compared to the base-case 

(with both parameters set at zero). The average distance is reduced by increasing the parameters and 

the results are visualized in Table 4. The maximum amount of days is nine in this experiment which 

may need to be increased. Not surprisingly, the 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 of 25 performs worse than a 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 of 20. 

If the average distance to a customer is around twenty, adding a customer with a higher distance 

increases the average. The lowest average distance can be achieved by setting 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 to twenty. 

For low values for pdays, 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 of fifteen seems more appropriate. 
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In the upcoming tables we highlighted some numbers. The best result (by the KPI presented in the 

corresponding table) in every row is printed in italic, in a column in the result is underlined. The best 

combined strategy is stressed by making that result bold.  

Table 4: Average distance to a customer 

𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 

Distance 5 10 15 20 25 

        𝑝𝑑𝑎𝑦𝑠 

1 26.1 25.2 23.3 23.4 23.8 

2 24.7 24.3 22.5 22.8 23.0 

3 23.8 24.2 23.9 22.7 22.9 

5 24.4 22.5 22.9 21.2 21.3 

7 23.3 21.2 20.0 20.1 20.9 

9 22.1 21.1 20.1 19.5 20.7 

 

The average volume delivered to each customer decreases as the parameters are increased. We wish 

to deliver a customer as much as possible, because that results in more delivery while driving the same 

number of kilometers (which implies a more efficient trip). However, delivering a customer a day 

earlier because it can be included efficiently in an existing trip may be worthwhile (further discussed 

in next paragraph). Increasing the parameters enables deliveries to be made earlier. If a delivery is 

made before the re-order level, the inventory level is higher than the re-order level. This implies that 

a smaller delivery quantity is possible and this can be seen in Table 5.  

Table 5: Average volume to a customer 

𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 

Volume 5 10 15 20 25 

        𝑝𝑑𝑎𝑦𝑠 

1 2757 2732 2712 2693 2673 

2 2731 2728 2629 2686 2616 

3 2721 2620 2662 2656 2576 

5 2678 2616 2675 2567 2533 

7 2641 2587 2458 2377 2330 

9 2553 2616 2496 2422 2249 

 

By increasing the parameters, the distance decreases and the volume delivered also decreases, 

implying that a customer can be delivered earlier, although the quantity delivered is smaller. This 

raises the question if the customer should be delivered earlier or not. The answer to this question can 

be found by altering the parameter values and by assessing the efficiency measure, the number of 

liters delivered for every kilometer driven. If the efficiency measure is higher (thus more efficient) the 

parameters lead to a more efficient trade-off. The trade-off of delivering a customer earlier is changed 

by changing the parameters and by evaluating the efficiency the trade-off can be analyzed effectively. 

The efficiency measure for different parameter values is shown in Table 6. 
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Table 6: Average efficiency to a customer 

𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 

Efficiency 5 10 15 20 25 

           𝑝𝑑𝑎𝑦𝑠 

1 105.7 108.4 116.3 114.8 112.1 

2 110.4 112.1 117.1 117.4 113.6 

3 114.4 108.3 111.3 116.8 112.2 

5 109.7 116.5 117.0 121.0 118.8 

7 113.5 121.9 122.9 117.8 111.2 

9 115.3 123.7 123.7 124.1 108.6 

 

The efficiency can be improved by 20% by changing the parameters accordingly. The efficiency 

measure is not as smooth as the average distance to a customer or delivered volume. However, two 

patterns can be identified. 

The first pattern can be found by analyzing the rows. In each row, the results increase and finally 

decrease by increasing 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒. This looks like a parabola and this is interesting because each 

parabola has an optimum. The second pattern can be seen by analyzing the rows. The performance 

increases by increasing the parameter pdays. This implicates the parameter must be increased more 

to fully evaluate the base-case. 

The additional configurations are tested and shown in Table 7. The parameter value pdays appears to 

be good for eleven days and the efficiency diminishes if increased further. A range can be determined 

that lead to efficient routes. For pdays the range varies from nine to eleven days and for  pdistance the 

range varies from ten to twenty. 

Table 7: Average efficiency for additional configurations 

𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 

Efficiency 5 10 15 20 

           𝑝𝑑𝑎𝑦𝑠 

11 119.3 125.1 123.6 121.6 

13 118.7 121.9 122.6 118.5 

15 114.4 118.2 118.6 118.0 

 

Many configurations are evaluated. The supply chain segmentation approach (Figure 11) shows the 

next step is to alter the SM or terminate the approach. The SM used in the previous simulations, is the 

base-case where no segmentations are made. 

No SM is used yet and there are many things to investigate: the two types of segmentation, the 

features, the cluster method and the number of clusters used. First, traditional segmentation is 

investigated. The clusters are made with k-means clustering, to easily interpret the clusters. Different 

features are tested and the parameters (decision parameters and number of clusters) are altered. 

5.6.2 Validation of parameter testing 
In the validation, the KPI’s will be analyzed that were discussed previously. The volume delivered will 

be compared to the historic demand and the average distance travelled is analyzed by using an 
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approximation and adjustments to this approximation. The efficiency is calculated from the volume 

delivered and the average distance travelled. Therefore, the efficiency is validated if the volume 

delivered and the average distance travelled are validated.  

The historic demand goes back to 2011 and the average amount served to a customer is 2235. This is 

notably less than the base-case and compared to Table 5 and the difference can be explained by 

different decision models. The decision model used is a simplification of OIR, so small differences are 

expected. The quantities delivered in Table 5 are therefore valid. 

 Volume delivered 

The volume of a truck is calculated by the length of the truck (20m) multiplied by the surface area (pi 

* 1,22), which is almost a hundred thousand liters. For all the simulations, this capacity is used, 

which does not reflect the true capacity of a truck. The length of the truck is not twenty meters, it is 

less. The corresponding capacity of a large truck is forty-five thousand liters. The capacity used in 

this thesis is twice the size of an actual truck. The wrong capacity is used throughout all experiments 

as we heard of the true capacity after conducting all experiments. Thus, there was no time in this 

thesis to redo all the experiments. 

We recognize this mistake and we will identify the effect of the mistake. The fault transforms the 

original VRP into a travelling salesman problem (TSP) problem on some days. The main difference 

between a TSP and a VRP is that a VRP has capacity constraints, which the TSP doesn’t have. The TSP 

can deliver all customers in a single route. Approximately half of all simulation days, multiple trucks 

are required. In the other half, only a single truck is required, for which the problem is a TSP 

problem.  

The trucks capacity used is incorrect, so it changes the network and results in half of the time a TSP 

instead of a VRP. By assuming a smaller tank capacity, the fraction of TSP becomes less. Roughly 30% 

less trucks are used, than should have been. Again, the results are not comparable to the original 

problem, because the original problem has changed. Nevertheless, the capacity is fixed for the base-

case and the cases where supply chain segmentation is applied.   

 Average distance travelled 

The average distance travelled can be approximated by using an approximation formula introduced 

by Broekmeulen (2003). By comparing the expected distance to the realized distance, the distance 

travelled obtained from the simulation model can be validated.  

Broekmeulen (2003) describes a method that estimates the distance travelled for a VRP, which will be 

used next. The method calculates the distance travelled by assuming the problem is a TSP and adds 

the distance for a truck to return to the depot. The distance travelled to the center of a route is 

determined by the shape (𝐸[𝑈𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒]) and size of the area (𝐴). The truck must return to the depot 

(M times), because the truck is unable to hold sufficient capacity to deliver all customers (N) at once. 

By returning to the depot and continuing the TSP the distance of a VRP is estimated. The truck does 

not have to drive to the middle of the route right away. It could drive to another customer to reduce 

the distance travelled. This is accounted for in the formula, by including two parameters (𝛼 and 𝛽). 

Both 𝛼 and 𝛽 are set to 0.9. Furthermore, Broekmeulen (2003) assumes non-overlapping routes in the 

following formula:  

𝐸[𝐷𝑉𝑅𝑃] =  𝛼 ∗ 2 ∗ 𝑀 ∗ (𝐸[𝑈𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒] ∗  √𝐴) +  𝛽 ∗ 𝑘 ∗ √𝐴 ∗ 𝑁  

The estimation is visualized in Figure 14. First, all customers (marked by 𝑥 on the map) are delivered 

in a single TSP. Because of capacity constraints, the truck must go back to the depot. The distance of 
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the VRP can thus be estimated by estimating the problem as a TSP and adding additional trips to the 

distance. 

 

Figure 14: The Figure shows the truck must return to the depot after delivering some customers 

The shape of Figure 15 is triangular and the depot is set in the middle. Figure 15 shows actual location 

of all customers and it looks like a triangle, which but it is not exact. Furthermore, the customers are 

not uniquely distributed in the triangle. An equilateral triangular shape and uniformly distributed 

customers are both assumed to determine (𝐸[𝑈𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒]).  

 

Figure 15: The shape of the network is approximated by an equilateral triangle 

𝐸[𝑈𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒] is the expected distance travelled from the depot to a random customer where the area 

of the network equals one. The expected distance from two points in a field can be calculated using:  

𝐸[𝑈𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒] = ∫ ∫ ∫ ∫ √(𝑥1 −  𝑥2)2 +  (𝑦1 −  𝑦2)2 𝑑𝑥1𝑑𝑥2𝑑𝑦1𝑑𝑦2 

The location is known and the shape of the field is an equilateral triangle. The location is assumed to 

be in the middle of the vertex of the triangle and the formula is updated to:  

𝐸[𝑈𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒] = ∫ ∫ √(0 − 𝑥)2 +  (0 −  𝑦)2  𝑑𝑦𝑑𝑥

−𝑥
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Details of the bounds of the integral are added in Appendix F. 
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The second part of the equation to estimate 𝐸[𝐷𝑉𝑅𝑃] is the approximation to calculate the expected 

distance of the TSP. The formula can be applied to estimate the Euclidian distance by setting 𝑘 to 0,75. 

Furthermore, the number of customers must be more than twenty for the approximation to be valid.  

Figure 16 shows the relation between the distance by the solver and the expected distance by applying 

the formula. The area used is half of the Netherlands, as the triangle does not cover the north-eastern 

part of the Netherlands.  

   

Figure 16: Validation of the distance retrieved from the simulation 

The graph shows a clear relationship between the distance by the solver and the expected distance 

by the formula. The relationship is not perfect, as the points are not on the orange line 𝑦 = 𝑥. Several 

assumptions are made to calculate 𝐸[𝑈𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒] and these assumptions can explain this difference. A 

perfect relationship is therefore not expected. The distance by the solver matches the expected 

distance substantially, thus validating the distance by the simulation.  

Two KPI’s from the simulation are now validated, indirectly validating the third and final KPI. This final 

KPI, efficiency (liters/km), is a combination of the two KPI’s previously discussed.  

5.7 Redesign strategy 
As discussed in 4.3, a limited number of features can be tested. Performing the full feature selection 

method, for several possible clusters methods and evaluate them by applying multiple strategies is 

not feasible. For feature selection (6.1.1), the parameters pdays and pdistance are set to nine and 

twenty respectively for the feature selection. This set of parameters resulted in the highest 

efficiency in the base-case and the set of parameters is the initial setting that can be altered in the 

segmentation approach. Setting pdays and pdistance may not be appropriate and other options are 

discussed in the next paragraph.  

The goal is to find a set of variables that can be used for clustering and this set of variables is biased, 

as it is fitted on the parameters found in the base case. Another option is to fit the feature selection 

on parameters with a lower performance. For example, the feature selection is fitted on the 

parameters 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 = 5 and 𝑝𝑑𝑎𝑦𝑠 = 1. By finding a good subset of features, clusters can be made 

and for each cluster the parameters altered accordingly. Suppose this method improves performance 

by 5%: from 105,7 to 111,0. The performance of 111,0 is still below a single strategy with 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 = 
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20 and 𝑝𝑑𝑎𝑦𝑠 = 9. Supply chain segmentation has shown improvement in a local setting of the system, 

but this is un-useful. Fitting the feature selection on an already good part may not be perfect, but 

applying other parameters is not be good either. When the features are found, the parameters are 

altered and the features are fixed. 

6 Results 
In this chapter, the supply chain segmentation approach proposed in Section 4.5 is tested on the case-

study by using the simulation method as described in chapter 6. Four inputs are key in the simulation: 

1. The feature selection method, 2. the clustering method (and number of clusters), 3. the strategy 

(two types of parameters) and 4. the segmentation type. These four input parameters interact with 

each other, as visualized in Figure 12. First, in Section 6.1, the traditional segmentation method (as 

described in Section 4.1.2) is tested. For the traditional segmentation method all seven features are 

tested (no combinations of features yet). Testing the different features is just the first step in the 

forward feature selection method. The number of clusters and strategy are subsequently iterated to 

assess the performance of the traditional supply chain segmentation approach. 

Secondly, in Section 6.2, the customized supply chain segmentation method (as introduced in Section 

4.1.3) is tested. The best features identified from the traditional segmentation are used for the 

customized segmentation. First, two clusters are tested for many different strategies, where after the 

number of clusters is increased to three. 

Eventually, to test the two segmentation types properly, hundreds of different configurations are 

tested and the segmentation method is redesigned a couple of times. Section 6.3 describes how the 

proposed approach can be continued and for the best identified configurations, confidence intervals 

are created (6.4). This chapter is concluded in Section 6.5, where the main insights from the case-study 

are highlighted. 

6.1 Testing traditional segmentation 
By applying traditional segmentation, the problem is divided into subproblems by clustering them 

based on a set of variables. First, the set of variables is found through feature selection and a forward 

feature selection method is applied. The subproblems are created by applying the k-means method 

and 𝑘 =  5. The set of features, the clusters and the parameters are altered, as described in the 

redesign of the initial segmentation method (4.6).  

6.1.1 Feature selection 
The first step of the feature selection is performed and the results are shown in Table 8.  In the first 

step, a single variable is tested and the variables tested are derived from 3.5. Two notable 

observations are discussed. The first observation is that the performance for all clusters is a lot lower 

compared to the base-case (no segmentation, 5.6.1) of the parameters, as expected. The second 

observation is that the variable inventory capacity scores best, followed by location. In a full 

experiment, the best feature is selected and the process of feature selection is repeated. However, 

the efficiency is notably lower compared to the base case (which ranges from 105,7 to 125,1) and 

therefore this is investigated first (before continuing the feature selection) in the next section. The 

difference between variables can be explained by the relevance of the variable to the original problem. 

 



41 
 

Table 8: Average efficiency (Liters/km) of different clusters with 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 = 20 and 𝑝𝑑𝑎𝑦𝑠 = 9 

  Inventory 
capacity 

Location Order size Time between 
orders 

Distance to 
depot 

Order size 
in % of 
capacity 

Seasonality 

cluster 1 128.4 69.2 30.1 100.2 48.8 55.2 44 

cluster 2 146.2 69.2 87.8 18.5 69 35.3 28.7 

cluster 3  80.1 33.7 59.1 7.9 7.3 14.6 22 

cluster 4  68.2 125.9 52.4 11.6 27.3 60.3 58.6 

cluster 5  53.7 45 59.2 35.4 84.2 63.9 54 

Average  72.4 66.9 62.5 55 52.7 45.6 42.8 

 

The silhouette value and the Dunn Index are calculated for the different features and presented in 

Table 9. The average inventory capacity has a high silhouette value and a high average external score 

was found previously. The feature location has the second lowest silhouette value, although the 

average score was also high. A similar result is found by analyzing the Dunn Index: the feature 

location scores lowest of all features. The internal and external validation are conflicting, implying 

the quality of a cluster is unrelated to the external performance. The business performance is what 

matters and thus the external performance is used.  

Table 9: Average silhouette value for different features and five clusters 

Feature Average 
silhouette 
value 

Dunn 
Index 

Inventory 
capacity 

0.78 6866 

Location 0.49 3372 
Order size 0.53 3788 

Time 
between 

orders 
0.59 3796 

Distance to 
depot 

0.53 3705 

Order size 
in % of 

capacity 
0.59 3654 

Seasonality 0.54 3691 

 

 Analyzing the feature selection results 

The performance of all variables is much lower compared to base-case and after some analysis by the 

author this can be traced back to cluster size. The number of deliveries and the efficiency of Table 8 

are plotted in Figure 17 to show the relationship between the number of deliveries and the 

performance. Each dot represents a cluster and the point in upper right corner of the figure (green 

data point) is the benchmark, obtained by the base-case. The interpretation of the green data point is 

that in the simulation horizon (sixty days), almost a thousand customers are delivered with an average 

performance of 130 liters per kilometer. All other data points can be similarly interpreted.  

A clear relationship is visualized: the more deliveries in a cluster the higher the performance. There 

are a few exceptions, such as the two data points in the upper left corner (red data points). These 

observations consist of a few deliveries and the customers delivered have very large tanks. 
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Consequently, the efficiency of these observations is very good and the observations can be regarded 

as outliers. There may be segments that are much better than the base-case, which are not found. We 

could have tried to find these, although we expect to find very poor segments along with a very good 

one. The overall performance for the latter scenario will still be worse compared to the base-case. 

There is one more point (orange point) that does not fit the visually clear relationship: there a is cluster 

that serves over 200 customers and has an average performance of more than 120 liters per km. This 

is a very efficient cluster and it contains many deliveries. This observation is the performance of cluster 

four with location as clustering variables, see Table 8. For this observation, many customers are 

delivered and thus the observation is reliable. The efficiency of the observation nearly matches the 

performance of the base-case. 

 

Figure 17: The clusters are plotted to show a relationship between number of deliveries and performance. The green point 
represents the base-case, the red represent outliers and the orange represents a segment with a good performance 

Figure 18 provides an explanation for the relationship between number of deliveries and efficiency: 

the average distance traveled and the customers delivered. More deliveries result in a lower average 

distance. This is not unexpected, as more combinations can be made between deliveries, resulting in 

a lower average distance. This result implies traditional segmentation always have very poor results, 

as it breaks the problem into smaller problems. 
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Figure 18: There is a clear relationship between number of deliveries and the average distance to a customer 

The second notable observation from the feature selection is that the feature tank capacity 

outperforms the feature location. This is not surprising, because the problem is a routing problem. 

The two outliers detected in Figure 17, belong in fact to the feature tank capacity (see Table 8). These 

two clusters contain a dozen of customers and they perform very well because these clusters contain 

customers with a very large tank. The cost to serve these customers is low and therefor the clusters 

perform very well. However, this is not the main reason the feature performs well. The ‘weight’ of 

these clusters is very small and contribute only a little bit tot the weighted performance. 

The two very small clusters imply there are three large clusters. Figure 17 shows that large clusters 

perform much better. The performance of the feature is due to the distribution of the customers 

amongst the clusters. This implies the numbers of clusters is important and this will be the next SM 

change. 

6.1.2 Altering the number of clusters 
The number of clusters is changed and to safe computation time, this is only done for the two best 

performing features: location and tank capacity. We recognize only the first step of feature selection 

is done, but altering the number of clusters appears more important at this moment. Figure 19 shows 

the relation between the number of clusters and performance. The performance decreases as the 

number of clusters increases. The performance for the feature cluster size seems to worsen more 

quickly, except for the performance for five clusters. The performance is even better than for three or 

four clustres. This is caused by the distribution of clusters, discussed before. These results suggest less 

clusters are better for applying traditional segmentation.  
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Figure 19: Analyzing the number of clusters 

The number of clusters is set to two and the parameters are altered. The full table with the results is 

shown in Table 10 for location. The blue cells represent the original performance of the clusters and 

the green cells the best improvement for each cluster. Cluster two contains more customers than 

cluster one and the weighted improvement is 1.8% (94.3 liters/km to 96.1 liters/km). Compared to the 

base-case, the performance is still a lot lower and surprisingly, none of the clusters is better than the 

base case. Some clusters get close, but none of them exceeds the base-case. Thus, parameter tuning 

has improved the solution a little, but not enough. The parameter tuning is not repeated for the 

feature inventory capacity, as it is not expected to show significantly other results. 

Table 10: Performance (liters/km) for different parameters and clusters that are based on location 

𝒑𝒅𝒂𝒚𝒔 𝐩𝐝𝐢𝐬𝐭𝐚𝐧𝐜𝐞 Cluster 1 Cluster 2 

6 10 80.6 106.6 

6 15 79.7 106.5 

6 20 79.3 106.3 

6 25 82.6 104.4 

7 10 79.7 109.6 

7 15 83.1 107.8 

7 20 82.2 106.5 

7 25 84.4 103.7 

8 10 80.6 105.9 

8 15 82.1 107.9 

8 20 80.4 105.1 

8 25 82.0 103.6 

9 10 83.1 106.2 

9 15 84.4 106.6 

9 20 84.3 105.7 

9 25 84.0 101.7 

10 10 80.7 105.5 

10 15 83.9 107.2 

10 20 82.7 105.3 

10 25 84.8 102.4 

11 10 80.0 104.7 

11 15 81.3 107.3 

11 20 79.8 108.2 

11 25 80.0 105.4 
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6.1.3 Conclusion traditional segmentation 
Traditional segmentation does not show any good results by supply chain segmentation to the case-

study by applying the proposed segmentation approach. By separating the problem into subproblems, 

the solutions’ performance is reduced. By reducing the original problem into subproblems, the 

computation time is also reduced. Several small VRPs can be solved more quickly than one large, as 

the complexity is reduced drastically. The improvement in computation time does not outweigh the 

decrease in performance. The decrease in performance is too large for traditional segmentation to be 

used, at any increase in computation time. Parameter tuning for each cluster gives a little 

improvement, but not enough to compensate the loss by breaking up the problem.  

The poor performance of traditional segmentation may be because of the proposed segmentation 

approach. The restrictions are not included in the customized segmentation which is tested next. A 

hybrid method (anywhere between the extreme cases, traditional and customized segmentation) may 

also be appropriate. We expect that the ‘best’ method depends on the segmentation approach and 

the case-study. A general conclusion on traditional segmentation is therefore not justified. 

6.2 Testing customized segmentation 
The customized segmentation type solves the full problem with different parameters for each 

customer group. Without any clusters, customized segmentation gives the same results as the base-

case, because it is the same problem. To initially test customized segmentation, features must be 

selected to form clusters. The two features identified (6.1.1) are used for now, together with k-means 

clustering.  

The search for clusters with high efficiency will be done by using the same approach used for 

traditional segmentation: the range for 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 is from ten to twenty and for 𝑝𝑑𝑎𝑦𝑠 from nine to 

eleven. The clustering method used is k-means and the number of cluster is set to two. The number 

of clusters is set to two, because it easier to alter the parameter values for two clusters, not because 

two clusters is found to perform best for traditional segmentation. 

6.2.1 Parameter testing for two clusters 
The simulation takes a lot of computation time and the full range of 𝑝𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 and 𝑝𝑑𝑎𝑦𝑠 cannot be 

evaluated. A selection of the parameters is evaluated and shown in Table 11. The first parameter value 

is for cluster one and the second value is for cluster two. The blue performance represents the base 

case, where a single strategy is used. The configurations are colored green, as these are the two best 

performing configurations. 
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Table 11: Parameter tuning for two clusters and two types of features. Blue measurements represent the base-case and the 
green measurements represent the highest efficiency 

𝒑𝒅𝒂𝒚𝒔 𝐩𝐝𝐢𝐬𝐭𝐚𝐧𝐜𝐞 Efficiency 
(tank size) 

Efficiency 
(location) 

𝒑𝒅𝒂𝒚𝒔 𝐩𝐝𝐢𝐬𝐭𝐚𝐧𝐜𝐞 Efficiency 
(tank size) 

Efficiency 
(location) 

(9,9) (10,10) 120.7183 120.7183 (9,9) (15,10) 119.045 127.3052 

(9,10) (10,10) 122.6832 117.6549 (9,10) (15,10) 120.7335 124.0626 

(9,11) (10,10) 117.9144 120.7504 (9,11) (15,10) 122.9948 125.5093 

(9,9) (10,15) 117.5385 121.487 (9,9) (15,15) 125.558 125.558 

(9,10) (10,15) 126.0373 121.3973 (9,10) (15,15) 125.4527 126.2272 

(9,11) (10,15) 120.3618 120.1722 (9,11) (15,15) 122.5312 122.4482 

(10,9) (10,10) 119.6793 122.6924 (10,9) (15,10) 118.5779 119.5748 

(10,10) (10,10) 122.1263 122.1263 (10,10) (15,10) 117.0036 121.0816 

(10,11) (10,10) 120.833 123.0689 (10,11) (15,10) 126.3708 123.3608 

(10,9) (10,15) 117.5115 120.6489 (10,9) (15,15) 121.6951 124.0628 
(10,10) (10,15) 115.9134 119.4943 (10,10) (15,15) 121.0634 121.0634 

(10,11) (10,15) 116.7607 119.5667 (10,11) (15,15) 123.7617 119.1588 

(11,9) (10,10) 120.1712 120.2408 (11,9) (15,10) 123.3313 121.9881 

(11,10) (10,10) 121.7391 120.3446 (11,10) (15,10) 122.407 123.5599 

(11,11) (10,10) 122.2808 122.8145 (11,11) (15,10) 125.2923 128.1485 

(11,9) (10,15) 119.095 124.9004 (11,9) (15,15) 121.5989 127.6179 

(11,10) (10,15) 117.981 122.1104 (11,10) (15,15) 121.7591 124.6494 

(11,11) (10,15) 116.9607 124.4209 (11,11) (15,15) 120.5288 120.5288 

 

Many configurations perform similar to the base-cases and there are a few that perform significantly 

better or worse. The best configurations will be compared with the best single strategy, that has a 

performance of 125,6. The performance is improved to 126,4 (0,6% improvement) and 128,1 (2,0% 

improvement) by clustering on the features tank capacity and location. 

The different performance could be explained by some random variation. Selecting a set of 

parameters with high performance can be considered overfitting, because the results could be slightly 

better due to some variance in the simulation. By increasing the simulation length, the parameters 

are tested for a longer time which will distinguish lucky shots from improved parameter settings. 

Furthermore, the results will be statistically analyzed in Section 6.4.  

6.2.2 Altering the number of clusters 
The clusters size is increased from two to three. The best results of the configurations are summarized 

in Table 12 and the all the results are provided in Appendix G. For the configurations with the best 

results, the simulation is rerun for a year to validate the configurations. Finally, the single best strategy 

(without segmentation) is also run for a year. 
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Table 12: Highlight of the results from applying different parameters to three clusters 

Feature 𝒑𝒅𝒂𝒚𝒔 𝐩𝐝𝐢𝐬𝐭𝐚𝐧𝐜𝐞 
Efficiency 
(60 days) 

Efficiency 
(365 days) 

Improvement 
compared to 

best base-
case 

Tank 
capacity 

(11,10,10) (15,10,15) 128.9 129.9 +2.9% 

Tank 
capacity 

(11,10,10 (15,15,10) 128.5 128.0 +1.4% 

Location (10,11,10) (15,10,15) 130.4 130.8 +3.6% 

Location (10,11,11) (15,10,15) 129.8 129.7 +2.8% 

- (9) (15) 123.7 126.2 - 

 

A few observations are made by analyzing these results. First, the results show even more 

improvement compared to the configurations with only two clusters. This can be explained by the 

idea that more clusters allow better alignment between the strategy and the clusters, which results in 

a higher efficiency. The second observation is that the performance of the clusters for both features 

look rather similar. All clusters have for two clusters a pdistance of fifteen and for one cluster a pdistance 

of ten. For pdays a similar observation is made. Thirdly, the results for clustering on tank capacity and 

location perform equally well. This is surprising, as the two didn’t have different results in previous 

experiments. The final observation is that the efficiency performs rather stable for a long simulation 

horizon. This indicates the clusters and their parameter values are not overfitted. 

6.2.3 Conclusion customized segmentation 
The results show that it is beneficial to separate the customers into groups that have different 

parameter values. For both features, similar results are found, while the clusters are completely 

different. This is a very surprising result, not because the two are not expected to have a positive effect 

on the solution. The result is surprising because the impact of both variables seems to be similar.  

A possible explanation for this result can be that both the clusters (based on the features) capture the 

customers that require different strategies in a reasonable way. The clusters separate the customers 

correctly in some extent and for each customer group the parameters can be adjusted such that it 

performs best for that group. Both features do not optimally segment the customers and perhaps a 

ten or twenty percent improvement is possible if the customers are segmented in a better way. This 

implies that the gained benefit is not causally related to the features presented and this can be tested 

and evaluated by evaluating more configurations.  

The customized segmentation approach showed promising results for supply chain segmentation. For 

the case-study the removal of the constraints was very important and lead to better results. As 

discussed before, the customized segmentation method is an extreme case of segmentation. Even 

though the customized segmentation method showed improvement, much more improvement may 

be gained for a hybrid segmentation model. Furthermore, the results of customized segmentation 

heavily depend on the case-study. Again, a general conclusion on customized segmentation is 

therefore not justified.  
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6.3 Continuing the segmentation approach 
Some improvement has been found in the previous sections and this section explains how the 

segmentation approach can be continued to find better improvements. We tested many 

configurations and the results are described briefly in this section. Furthermore, the results are used 

to explained how the segmentation approach can be continued.  

The four inputs for supply chain segmentation are the features selection method, cluster method, 

strategy and segmentation type. So far, several features (first step of forward feed), different number 

of clusters, multiple strategies and two types of segmentation are tested. Many more redesigns can 

be made: increase the number of clusters, try different clustering methods, test more features and try 

other (hybrid) segmentation types.  

We tested several of these redesigns and the results were comparable to the results in Table 11. 

Furthermore, we tested different features (two and three variables at a time) and the variables were 

applied unweighted, normalized and by applying PCA. The number of clusters tested was set at two 

and the results were similar to Table 11. The results were similar, because limited number of strategies 

were applied to the combinations because of time restriction. Remarkable is that similar good results 

were found in fewer configurations tested, thus more improvement (compared to the improvement 

found) is expected by conducting more experiments.  

Next, we tested a density based clustering method: Density-Based Spatial Clustering of Applications 

with Noise (DBSCAN). The DBSCAN method was tested for two clusters and the results were promising 

as the efficiency of the system peaked 127,5 for a cluster setting. Again, these results are comparable 

to the results in Table 11. However, DBSCAN partitioned the data in two groups and the ratio (size of 

one cluster compared to the other cluster) was close to ten. This implies, a small set of customers was 

given a different strategy. Unfortunately, due to computation time restrictions, few strategies were 

tested and the number of clusters set to two.  

The supply chain segmentation approach can be continued by trying different methods, as described 

in the previous two paragraphs. These two examples give an insight in how the segmentation 

approach can be continued. Many other clustering methods, feature selection methods can be tested. 

Furthermore, many different parameter settings (such as number of clusters, feature sets and order 

generation parameters) can be tested. The segmentation approach can thus be continued in many 

ways. 

6.4 Statistical evaluation 
The results presented in Table 12 must be evaluated to conclude if the improvement is significant or 

not. First, the means are estimated and confidence interval for the means are provided. Secondly, the 

confidence intervals for the difference between two configurations are tested. The theory in this 

subchapter is retrieved from Law (2015).  

6.4.1 Estimation of mean and confidence interval of simulation 

The sample mean (�̅�(𝑛)) and sample variance (𝑆2(𝑛)) of 𝑋1, 𝑋2, … , 𝑋𝑛 IID random variables are:  

�̅�(𝑛) =  
∑ 𝑋𝑖

𝑛
𝑖=1

𝑛
,                       𝑆2(𝑛) =

∑ [𝑋𝑖 − �̅�(𝑛)]2𝑛
𝑖=1

𝑛 − 1
  

For normally distributed variables the confidence interval can be calculated by:  

�̅�(𝑛) ± 𝑧1−𝛼/2√
𝑆2(𝑛)

𝑛
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This formula assumes 𝑛 is sufficiently large and 𝑆2(𝑛) converges to 𝜎2 (by central limit theorem). If 

𝑛 is not sufficiently large, an alternative confidence interval can be used:  

�̅�(𝑛) ± 𝑡𝑛−1,1−𝛼/2√
𝑆2(𝑛)

𝑛
 

Normality for the five results from Table 12 is tested by using the Kolmogorov-Smirnov test and the 

Shapiro-Wilk test. The null-hypothesis of Kolmogorov-Smirnov test is that the sample is drawn from 

the reference distribution, so we do not want to reject the null hypothesis. The null-hypothesis of the 

Shapiro-Wilk test is that the population is normally distributed, for which we also do not want to reject 

the null hypothesis.  

Applying both tests to the results of Table 12 shows the results are normally distributed (Table 13), 

except for the second configuration with feature tank capacity. Normality for this feature and 

parameter settings is questionable and when the data is analyzed two outliers are detected. However, 

if these outliers are removed, the data is normally distributed.  

Table 13: Normality tests 

   
Kolmogorov-Smirnov Sharpio-Wilk 

 

   
Statistics df Sig. Statistics df Sig. 

Tank 
capacity 

(11,10,10) (15,10,15) 0.026 365 .200* 0.997 365 0.688 

Tank 
capacity 

(11,10,10 (15,15,10) 0.046 365 0.065 0.989 365 0.009 

Location (10,11,10) (15,10,15) 0.039 365 .200* 0.995 365 0.286 

Location (10,11,11) (15,10,15) 0.024 365 .200* 0.997 365 0.714 

- (9) (15) 0.032 365 .200* 0.996 365 0.346 

   * . This is a lower bound of the significance 

The confidence interval of the simulation is computed in Table 14, where the second configuration 

may not be normally distributed and thus the interval may not be valid. Furthermore, the confidence 

interval is made by the daily performance and the average of the daily performance does not match 

the weighted performance provided in Table 12. The latter is true because the more efficient trips 

tend to be larger compared to less efficient trips. This causes the unweighted mean to be skewed 

slightly. The different numbers may look confusing, but we ensure the data is related to the same 

configuration. 

Table 14: Upper and lower bounds for five configurations 

Feature 𝒑𝒅𝒂𝒚𝒔 𝐩𝐝𝐢𝐬𝐭𝐚𝐧𝐜𝐞 
Lower 
bound 

Unweighted 
average 

Upper 
bound 

Tank 
capacity 

(11,10,10) (15,10,15) 125.6 129.6 133.7 

Tank 
capacity 

(11,10,10) (15,15,10) 123.5* 127.7 131.9* 

Location (10,11,10) (15,10,15) 125.5 130.0 134.4 

Location (10,11,11) (15,10,15) 125.2 129.3 133.4 

- (9) (15) 121.5 125.6 129.7 
* . Assuming the results are normally distributed, which is questionable 
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The confidence intervals of the configurations where supply chain segmentation was applied, have a 

notable overlap with the confidence interval of the configuration without segmentation. Thus, we 

cannot conclude that the configurations with supply chain segmentation applied is significantly better 

than the base-case. 

6.4.2 Confidence interval for the difference between two configurations 
The confidence interval for configuration three of Table 14 is first compared to configuration five, the 

base-case. Even though the data can be paired by the simulation day, the data for each configuration 

is in fact independent. The warm-up period and the random number generator create different states 

of the problems every day in each configuration. The customers delivered on one day for a 

configuration do not match the customers delivered for another configuration on the same day. The 

confidence interval of the unpaired test with unequal variance can be calculated using:  

𝑋1
̅̅ ̅(𝑛1) − 𝑋2

̅̅ ̅(𝑛2) ± 𝑡
�̂�,1−

𝛼
2

√
𝑆1

2(𝑛1)

𝑛1
+

𝑆2
2(𝑛2)

𝑛2
, 

𝑓 =  
[
𝑆1

2(𝑛1)
𝑛1

+
𝑆2

2(𝑛2)
𝑛2

]
2

[
𝑆1

2(𝑛1)
𝑛1

]

2

𝑛1 − 1 +
[
𝑆2

2(𝑛2)
𝑛2

]

2

𝑛2 − 1

, 

𝑋�̅�(𝑛𝑖) =  
∑ 𝑋𝑖𝑗

𝑛
𝑖=1

𝑛𝑖
,                        𝑆𝑖

2(𝑛𝑖) =
∑ [𝑋𝑖𝑗 − 𝑋�̅�(𝑛𝑖)]

2𝑛
𝑖=1

𝑛𝑖 − 1
 

When applied, the interval is [−0,41 ,11,72]. When the test is done by a computer program (SPSS) 

the same interval is found and the two-tailed p-value is 0,0675. The difference is thus not significant 

as zero is included on the interval and the p-value is more than 0,05.  

The previous interval and p-value are true is two configurations are compared. The configuration 

selected is the best performing configuration and many configurations were evaluated for parameter 

tuning. Because we have tested much more configurations and selected the best one, we must 

account for this in computing the interval. The Bonferroni correction (details are omitted in this 

report), corrects the intervals if 𝑐 configurations are established. Each confidence interval must be 

adjusted by replacing the confidence level of 1 − 𝛼 by 1 −
𝛼

𝑐
. This implies the confidence bounds 

become larger, which strengthens the following conclusion: The results found by segmentation are 

not a significant improvement. 

6.5 Conclusion case-study 
In this chapter we analyzed the proposed supply chain segmentation approach. We tested two 

extreme types of segmentation on the case-study, the traditional and customized segmentation 

type. For each segmentation type multiple configurations are tested in which the features, clusters 

and strategies (which are translated to parameters) are altered. The configurations are evaluated by 

several KPI’s which are obtained from the simulation model.  

We found that the traditional segmentation type restricts the solution space by not allowing to 

combine customers in a single delivery. The solution was at least 35% less efficient compared to the 

base-case. To deliver all customers, multiple trucks must be used which are partly filled. 

Furthermore, the truck’s routes cross, which is an indicator that the VRP solution can be improved. 

Decreasing the number of clusters decreases the number of restrictions in the solution space and 
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improves the solution. Here, we concluded that minimizing the number of restrictions must be 

integrated in the segmentation type. Hence, we constructed the customized segmentation type. For 

this customized segmentation type, we do use segments in setting the parameters for the order 

generation, although the problem is solved in a single model to minimize the restrictions that lead to 

poor performance.  

For the customized segmentation type, the results are identical compared to the base-case. By 

altering the strategy for each segment, the solution can be improved (+3,6%). This shows that supply 

chain segmentation can lead to increased benefits. The improvements found are however not 

significant. Significant improvements may be found by continuing the segmentation approach or by 

increasing the simulation length. By continuing the segmentation approach, more appropriate 

clusters and strategies can be found that result in more efficient deliveries. The increase of the 

simulation length reduces the confidence interval which is used to test significance.  

7 Conclusion 
This project has provided a generic methodology for data driven supply chain segmentation and the 

approach was applied to a case-study. We designed the methodology by answering the sub-questions 

and conducting multiple tests on the case-study. The sub questions are answered first and 

subsequently the case-study is used again to answer the main research question (Section 7.1). The 

answers to the sub and main research questions contribute to the literature gap. Next, the 

recommendations on supply chain segmentation are presented (Section 7.2). In the final section the 

limitations of this thesis are discussed and the direction for future research is presented (Section 7.3). 

7.1 Answers to research questions 
How can a strategy be applied to a segment? The strategy of a cluster can be applied to a problem 

through parameters of the decision model. By doing so, the parameters can be set differently for each 

customer segment and decisions can be made for each segment appropriately. The decision model 

must be adjusted accordingly, to handle multiple sets of parameters. Traditionally, this is done by 

splitting the original problem into sub problems and for each sub problem the parameters are adjusted 

accordingly. This research showed this approach puts restrictions on the original solution space and 

these restrictions negatively impacted the results. Traditional segmentation is customized by enabling 

multiple parameter settings in the decision model. Setting all parameters equal for each customer 

segment, results in the solutions obtained if no segmentation is applied. Adjusting the parameters for 

different segments enables the alignment of the customer segments and the strategy.  

How are important characteristics for segmentation identified? Important characteristics are 

identified through feature selection. Feature selection provides a way to analyze different set of 

features and analyze the results. Feature selection evaluates different features and generates a new 

feature set based on the results. By altering the feature set and analyzing the results, important 

characteristics for segmentation are identified. Feature selection is a generic approach that can be 

applied to any case-study and by applying feature selection no expert-knowledge is required to find 

important characteristics. The process of feature selection, however, can be sped up by using expert 

knowledge to select potential variables. The key enablers found by the literature study (1.4) guide the 

reduction of all characteristics to potential characteristics that can be tested by feature selection. 

How can clustering be used for segmentation? In supply chain segmentation, the segments and their 

characteristics are generally unknown. Customers or groups can be split in multiple ways, based on 

different features and thresholds. Clustering is a solution to this problem: ‘Clustering is a data-mining 

technique used to place data elements into related groups without advance knowledge of the group 
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definitions’ (Chapple, 2017). The data elements are the characteristics of a customer or product and 

these are grouped without any case specific knowledge. Clustering can thus be used to find similar 

segments without any advance knowledge. Clustering cannot distinguish important features from 

unimportant features, which is solved by the feature selection. A drawback from this method is that 

many segments can be made 

How can different segments be compared? The literature on feature selection provides two types of 

evaluation: independent and dependent criteria. Many independent criteria exist for unlabeled data, 

such as distance measures, probabilistic measures and ranking methods. Labeled data can be analyzed 

by making a prediction model and compare the predicted class to the actual class. The comparison of 

classes can be done by computing one of the following: confusing matrix, accuracy, hit rate, precision, 

recall or f1 score.  

For supply chain segmentation, the data is not labeled. Independent criteria could be used to evaluate 

clusters, although we found that the relationship to the original problem may not always be captured 

appropriately in an independent criterion.  A dependent measure, however, can link the segments to 

the original problem, although this method can be computationally costly. The dependent measures 

used in this thesis are obtained through simulation.  

The sub questions are used to understand how apply to apply chain segmentation: the segmentation 

approach finds similar customer groups by clustering customers based on their important features. 

For each cluster (segment) different strategies are applied and the effect of applying the strategy to a 

segment is evaluated through a simulation. The strategy is applied to customer segments through 

parameters in the decision model. Furthermore, the segmentation type determines how the segments 

are treated in the decision model (e.g. separated). The clustering method that is used to find similar 

customers, requires a set of features. Features are tested and changed by a feature selection method. 

By testing different features, clustering methods, parameters and segmentation types, the customers 

can be aligned through iteration such that supply chain can is improved.  

The benefit of supply chain segmentation is a marginal improvement in the efficiency of delivering 

customers from the IRP.  The improvement of the results is not significant, which does not imply there 

is no benefit in supply chain segmentation: perhaps, the best improvement that could have been made 

for this case-study is very small and the results found were close to this globally optimal solution.  

The customers in this case-study are very similar, as they all require a similar product, wish to have 

ample stock and the customer’s location is in the Netherlands. The differences between customer 

characteristics for the case-study may be too small to use for supply chain segmentation.  

We conclude that the benefit of supply chain segmentation is limited for this case-study. We initially 

had expected greater (more than 3,6%) and significant improvements as customers are served in a 

more appropriate method. We acknowledge the limitation of the result is due to the case-study we 

selected. For other case-studies the benefit of supply chain segmentation is expected to be larger and 

the characteristics of these case-studies will be discussed in Section 7.2. However, we must 

underestimate small improvements: a small improvement (not significant) may be worthwhile for a 

company to implement in their supply chain. We accept supply chain segmentation therefore as a 

valuable tool for supply chain excellence. 
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7.2 Recommendations supply chain segmentation 
We have tested supply chain segmentation on an IRP and constructed a generic method that can be 

applied to other cases. The case-study was not ideal for the generic supply chain segmentation 

approach, as we were limited in the number of configurations we could test. However, we could 

create a dependent evaluating that we could use to evaluation. We deliberately choose the case 

such that a dependent variable could be constructed and after analyzing independent measures 

(Section 6.1.1) we validate this decision. We conclude the case-study selected was good, but could 

have been better if the computation time required for evaluation was lower.   

If the computation time for evaluating one configuration is decreased, we expect the proposed 

approach to be more suitable. When the computation time available is sufficiently large a meta-

heuristic (Section 4.7) can be applied. In this case, the proposed segmentation approach must be 

adjusted accordingly to include a meta-heuristic.  

We expect the proposed segmentation approach to work well for cases with certain characteristics. 

These characteristics are discussed in the next section, 7.2.1.  

7.2.1 Case studies for supply chain segmentation 
To implement supply chain segmentation, a case study must contain five important characteristics. 

The case study must have a method for evaluation, the evaluation of the case-study must be 

computationally efficient, the customers or products must have notable differences, the 

characteristics of the products or customers must be representable in the operational data and the 

customers or products must have low interdependence. 

The evaluation of a case-study is important, to analyze the effect of different strategies for each 

segment. Furthermore, this must be done quickly, to be able to test many different configurations and 

strategies. In the case-study, the evaluation of a configuration took a very long time, limiting the 

number of configurations tested. For this reason, meta-heuristics could not be applied, which are used 

for optimization.  

The case-study appeared rather heterogeneous at first, but more investigation revealed customers 

are rather similar. The customers buy a single product and all want to have sufficient stock. Differences 

in inventory levels, capacities or location did matter a little, but to some extent. The inventory levels 

and capacity of the tank did influence the operating model, but mostly for the order generation. 

Perhaps there were other characteristics that could have been used, but these other features were 

not present in the data.  

Finally, the dependence of customer or products must low. In the case study, the performance of a 

delivery to a customer, depends on the orders generated on that day. This dependence, makes it hard 

to investigate individual customers. All customers are tested at once and therefor long simulations are 

required to find trustworthy results. If the dependence of customers or products is low, they can be 

analyzed individually, reducing the evaluation complexity.  

Taking these characteristics into account, there are several business cases where supply chain 

segmentation can be effectively applied: customized inventory control for different products, 

customized forecast per product or customer type, optimizing revenue by setting prices for different 

customers or finally targeted online advertisements for customer groups.    

7.3 Limitations and future research 
We conclude this research with the limitations and the directions for future research. The directions 

for future research include the limitations of this research.  
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The proposed supply chain segmentation approach is generic and many configuration evaluations are 

required in the proposed approach. The validation of a configuration for the case-study is 

computational expensive and a limited number of configurations can be tested. The benefit found is 

therefore limited and this is a limitation of this study. Furthermore, only a single case-study is 

analyzed, which is another limitation of this study. These limitations can be addressed in future 

research by evaluate other case-studies and conduct more experiments to each case-study.  

The segmentation types tested in this research is limited to two extreme types. Furthermore, we have 

left the infrastructure of the problem untouched. Thus, there exist many more types of segmentation 

and we consider this as an interesting direction of future research.  

Another limitation is that the strategy is translated into parameters for the case-study, which may 

not be possible for other case-studies. For these case-studies, the strategy must be included 

differently. This may affect the segmentation approach drastically, which may make supply chain 

segmentation an impractical method to improve a supply chain. Future research must creatively 

implement a strategy if the strategy cannot be parameterized in the model used.  

The segmentation approach changes the configurations and tries to find better segments through 

iteration. This process could be sped up by applying the optimization techniques (4.7). Other methods, 

such as pattern recognition or basic statistics, could have been used to find relationships (correlation) 

between input variables and the dependent measures obtained through the simulation. Using the 

knowledge gained from these techniques, the user could have created and tested other clusters. In 

this way, the segmentation approach would be more efficient. Furthermore, this research was unable 

to optimize the problem because of computation time restrictions. Future research can point out the 

efficiency and effectiveness of the proposed segmentation approach when iterated more (and for 

other cases). A final area for future research is to include meta-heuristics for optimization in supply 

chain segmentation.  
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Appendix A – Literature review 
 

Table 15: Classification of demand/supply chains by Childerhouse, Aitken and Towill (2002) 

 

 

Table 16: Overview of all the supply chain segmentation quadrants (by author) 

Author Four quadrants Dimensions used Type of 
segmentation 

Chase (2015) Product line extension, 
High/low priority products 
and low priority (regional 
specialty products) 

Company value and 
Forecast ability 

Product 

Fisher (1997) Agility, leanness and two 
empty cells 

Variability in products 
and production 

Product 

Christopher, Peck 
and Towill (2006) 

Lean (2 types), leagile and 
agile 

Predictability of 
demand and lead time 
of supply 

Product 

Puttick (1995) Super value goods, fashion 
goods, consumer durables 
and commodity products 

Complexity and 
uncertainty 

Product 
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Hofmann, Beck and 
Füger (2012) 

Leverage, strategic, 
noncritical and bottleneck 
products 

Supply risk and profit 
impact 

Product 

Raulerson, Malraison 
and Leboyer  (2009) 

Face-to-face relationship, 
Telesales relationship, 
Prospects marketing 
campaigns and applications 
software providers and 
systems integrators 

Customer relationship Customer 

Chorn(1991) Four dimensions with four 
quadrants each evaluated 
by PADI 

Production, 
Administration, 
Development and 
Integration (PADI) 

Production and 
organizaiton 
aspects 

Gattorna and 
Walters (1996) 

Understand me, surprise 
me, be consistent and 
respond 

Market certainty and 
competitive intensity 

Market 

  

Table 17: Overview of all the supply chain segmentation methods (by author) 

Author Method Variables Type of 
segmentation 

Silver, Pyke and Peterson 
(1998) 

ABC 
classification 

Volume and specifications (cost) Product 

Zhang, Hopp and Supatgiat 
(2001) 

ABC 
classification 

Ranking based on unit or annual 
costs 

Product 

Teunter, Dabai and Syntetos 
(2010) 

ABC 
classification 

Use a ranking method based on 
a ratio 

Product 

Hadi-Vennech and 
Mohamadghasemi (2011) 

ABC 
classification 
 

Use FAHP-DEA to classify and 
variables have linguistic terms 
 

Product 

Marcus (1998) CVM Number and amount of 
purchases 

Customer 

Jain and Singh (2002) CLV Value of the entire life cycle Product 

Albistion and Cross, 2012 Funnel 
approach 

Unique specifications per stage Product 

Dilton-Hill (2015) RRS Group based on occurrence Product 

Dolgui and Proth (2010) K-means 
clustering 

Group purchasing behavior 
based on characteristics 

Product, 
customer and 
market 

Rushton, Croucher and Baker 
(2010) 

Product 
characteristics 

Size, temperature regime, bulk, 
hazard, contamination, 
pilferable goods, value and 
variety 

Product 

Desai, Kekre, Radhakrishnan 
and Srinivasan (2001) 

Price premium Product characteristics Product 
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Lovell, Saw and Stimson 
(2005) 

PVD Value and volume of a product Product 

Christopher and Towill 
(2000) 

DWV3 Life cycle duration, window for 
delivery, volume, variety and 
variability 

Product and 
market 

Payne and Peters (2004) Match clusters 
with supply 
chains 

Volume, volatility, orderlaine 
value, frequency of orderlines, 
orderline weight, sustitutability 
of a product and number of 
customers buying each product 

Product, 
customer and 
market 

Aitken, Childerhouse and 
Towill (2003) 

Product life 
cycle 

Each stage is characterized 
differently and requires a 
strategy 

Product 

Andrén (2014) Balancing two 
dimensions 

The horizontal functional 
synergy dimension and the 
vertical supply chain customer 
differentiation dimension 

Customer and 
collaboration   

Aitken, childerhouse and 
Christopher (2005) 

Aligning market 
requirements 
with supply 
chain focus 

Market winners and order 
winners 

Market 

Collin, Eloranta, and 
Holmström (2009) 

Product 
characteristics 
and customer 
differences for 
supply chain 
(re)design 

Demand Visibility Point (DVP), 
Order Penetration Point (OPP) 
and Customer Value Threshold 
(CVT) 

Product and 
customer 
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Appendix B - Feature selection  
Seven variables are suggested for supply chain segmentation by applying the literature framework. In 

this chapter, feature selection is explained, several methods for feature selection are discussed and a 

feature selection method is selected for the case study. 

Feature selection is a process to determine relevant variables for a model. Picking the wrong variables, 

may result in overfitting or poor performance of supply chain segmentation. Feature selection is for 

supply chain segmentation important, because many variables could be used for segmentation and 

there is no clear relationship between the variables and the performance of segments. Testing 

different features and clusters is therefore key for finding a good segmentation. For supply chain 

segmentation, feature selection and testing different clusters is an iterative process which follows the 

supply chain segmentation approach. 

Kumar and Minz (2014) define feature selection as a four-step process, see Figure 20. The first step 

starts a set of variables, the original set. From this original set, a subset is taken and evaluated. 

Depending on the search strategy, another subset is evaluated or the feature selection process is 

stopped. From the results, a ‘best’ subset is identified. This subset may not be optimal, as explained 

later. Next, several approaches and methods are discussed. 

 

Figure 20: Four key steps for feature selection by Kumar and Minz (2014) 

Liu and Motoda (1998) evaluate feature selection methods for classification problems. Feature 

selection for supply chain segmentation may not necessarily be a classification problem. Nevertheless, 

Liu and Motoda (1998) can be used to identify the steps to be taken in feature selection. The authors 

propose three dimensions that are important for feature selection: the generation scheme, the search 

strategy and the evaluation measure. The three dimensions are analyzed, followed by different 

approaches for feature selection. Finally, the methods are applied to the case-study. 

B.1 Generation scheme 
The generation scheme determines in what way a new subset is selected and is often called the search 

direction. The scheme generates a successor (new subset) that is tested next. A generation scheme is 

used to avoid testing all possible subsets. This allows a generation scheme to be computationally more 

efficient, although it cannot guarantee to find the best subset. 

One way is to start with an empty model and add variables. This method is called forward selection 

(Sequential Forward feature Generation, SFG). In the first step, the addition of single variables is tested 

in parallel. Each time a variable is added to the model, the model is evaluated. Finally, the results are 

compared and the single ‘best’ variable is picked. This variable is permanently added to the set of 

variables for feature selection. The first step is terminated and the second step is initialized. In the 

second step, all variables (except for the best one) are added in parallel to the model. In a similar way, 



62 
 

the second-best variable is picked and added to the model. The process is repeated until the stopping 

criteria is met. 

Backwards feature selection (Sequential Backward feature Generation, SBG) is similar to forward 

selection. Instead of starting with an empty model, it starts with a model with all variables. In each 

step, variables are deleted instead of added. Both the backwards and forward feature selection 

methods can easily ‘miss’ the best subset. The bidirectional feature selection (Bi-direction Generation, 

BG) method is less likely to miss the best subset. As the name suggests, bi-directional feature selection 

performs both forward and backwards feature selection. In each step of the model, it adds and deletes 

variables. More combinations are evaluated and thus the best possible subset of variables is more 

likely to be found. 

Another method is choosing a random subset (Random Generation, RG). There is no heuristic used for 

going from one subset to another. For this method, only a single search strategy can be used which 

becomes clear in the search strategy. 

B.2 Search strategy 
According to Huan Liu and Hiroshi Motoda (1998) there are three search strategies: the complete 

search, the deterministic search and the non-deterministic search. The search strategy determines 

how the search is carried out and the generation scheme the direction in which it is carried out. 

A search strategy can be to test all possible subsets from the original set of variables. This is called a 

complete search and it tests n! subsets for n variables. Testing all combinations can be 

computationally very inefficient, so the number of subsets tested is reduced. A way to limit the 

number of subsets tested, is to use a heuristic. This can be very simple, such as: stop if the model does 

not improve. In a forward selection method the performance can decrease if one more variable is 

added. Why continue to add a variable, pick the best one and continue until all variables are added? 

Perhaps it makes sense to test one more step, which can be included in the stopping criterion. 

The previous example is a heuristic that uses the stopping criteria to define the search strategy. Other 

stopping criteria exist, such as ‘best-first’, ‘beam’, number of variables, total computation time, 

number of iterations and ‘approximate branch and bound search’. A stopping criterion can also be a 

combination of many: stop the feature selection if the feature selection method has taken 24 hours, 

twenty variables are added to the model or the model does not improve by adding variables. Note, a 

deterministic search strategy is a method to find a good subset and cannot guarantee optimality. 

A non-deterministic search strategy involves randomness: every time the feature selection is 

repeated, it is possible that a different subset of features is considered ‘best’. In the deterministic 

approach, testing all variables gives the same results and consequently the same combinations are 

made. For a non-deterministic approach, a random subset is chosen and analyzed. After the stopping 

criteria is met, the best subset can be selected from the tested subsets or by using statistical tests to 

find relevant variables. The statistical test may find correlation between variables and performance, 

which can be used to find a new subset. The latter can also be used in a heuristic approach. All that is 

required are the variables tested and the evaluation criteria. Important is that there are enough 

subsets evaluated to perform these statistical tests. 

The generation scheme and search strategy are connected and not all generation schemes can be 

used for all search strategies. In Table 18, the possible combinations are shown. A non-deterministic 

approach implies no backward or forward selection method is used. Combining a complete search 

randomly is not possible either. Taking a random subset implies that a new subset could be a subset 

tested earlier. By evaluating random subsets until all subsets are analyzed, possibly subsets are tested 
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multiple time, increasing computation time. This combination makes no sense and is therefore not 

possible. 

Table 18: Possible combinations between the search strategies and search directions (by Huan Liu and Hiroshi Motoda, 
1998) 

 

B.3 Evaluation 
The evaluation of each subset can be done by evaluating different criteria. Picking the right criterion 

is important for good evaluation. This section goes over the different types of evaluation and its 

criteria. 

Many evaluation techniques involve labeled data. For labeled data, the observations each belongs to 

a distinct class. The data set is split into a train set and test set. For the train set, the features are linked 

to the classes by making a prediction model. Many prediction models exist such as neural networks, 

SVMs, Bayesian methods, k-means, (random) trees, (random) forests or regression methods.  

The prediction model is optimized using the train set and evaluated by the test set. Evaluation can be 

done by comparing the predicted class and the actual class. For evaluation of labeled data with classes, 

a confusing matrix, accuracy, hit rate, precision, recall and f1 score can be computed. All these 

measures evaluate the true and false positives and true and false negatives. 

Dash and Liu (2000) acknowledge clustering for unlabeled data is largely untouched. A commonly used 

method is principal component analysis (PCA). PCA reduces the data, that may have correlation, to a 

set of orthogonal vectors. The first vector is maximized to explain the most variance in the data. The 

second vector is also maximized to explain most of the remaining variance and this process is 

repeated. The number of principal components is equal or less than the variables of the data. 

Interpretation of these components is very difficult and Dash and Liu (2000) propose a ranking 

approach. Dash and Liu rank their features according to their relevance and then subset the important 

features. Both PCA and ranking are some methods that help to select variables for unlabeled data, but 

cannot be used for evaluation. 

A classical criterion, class separability, uses the normalized distance between classes and then 

eliminates the feature that yield low separability values (Kotsiantis, 2011). This method does not 

necessarily require labeled data for evaluation, because the classes are evaluated based on a distance 

measure.  

Reunanen (2003) argues this method has a major drawback, namely it assumes orthogonal features. 

Features may have some correlation, thus violating this assumption. Guyon and Elisseeff (2003) find 

that researchers more commonly focus on the design of performance measures to determine the 

relevance between features and decision. Some examples are distance, consistency, correlation, 

mutual information and dependent criteria. These are discussed more in depth next. 
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B.3.1 Independent criteria 
The evaluation of a cluster can be done by analyzing the problem and by calculating the performance 

of a cluster to the relevant problem. The performance of the cluster is dependent on the solution of 

the model. An independent criterion is not dependent on the solution of a cluster for the given 

problem. Thus, an independent criterion can be used to assess the clusters, regardless of the 

underlying problem. Some examples of independent criteria are distance, consistency, correlation and 

mutual information by the definition of Guyon and Elisseeff (2003). Kumar and Minz (2014) also divide 

the literature into two parts, the dependent criteria and the independent criteria. Kumar and Minz 

(2014) define an independent criterion as ‘exploits the essential characteristics of the training data to 

evaluate the goodness of the feature subset’. They identify many criteria of which six are most 

important: distance, information or uncertainty measures, probability of error measures, dependency 

measures, interclass distance measures and consistency measures. Novaković and Bulatović (2011) 

add six ranking methods as independent criteria. The most relevant independent criteria will briefly 

be discussed. 

Distance criteria can be inter-class distances and probabilistic distances. An example of a distance 

measure is the Minkowski distance measure: 

(∑ |𝑥𝑖 − 𝑦𝑖|𝑝

𝑛

𝑖=1

)

1
𝑝

 

The Minkowski distance is a generalization for other distance measures, such as the Manhatten 

distance measure (𝑝 = 1), Euclidian distance measure (𝑝 = 2) and the Chevychev distance measure 

(𝑝 → ∞). These measures can be used to calculate the distance between classes. 

Instead of using a distance measure, a probabilistic distance measure can be used. Some probabilistic 

distance measures are the Bhattacharryya measure, the Matusita measure, the divergence measure 

and the Mahalanobis measure. These measures are based on the mean vector (𝑣𝑖) and the covariance 

matrix (∑𝑖). The mean vector for supply chain segmentation, will consist of a lot of indices as it heavily 

depends on the clusters, variables and many other factors. To compute the covariance matrix is hard 

to compute, as a lot of data is required to calculate this covariance matrix. This data needs to be 

gathered by the simulation, which is computationally expensive. Furthermore, Piramuthu (2004) 

concluded that inter-class distance measures usually outperform probabilistic distance measures. 

Novaković and Bulatović (2011) propose six ranking methods for feature selection. Ranking methods 

filter features to reduce dimensionality of the feature space. Based on these ranking methods, the 

features are selected and evaluated. By ranking the features, some variables are ranked more relevant 

and fewer subsets are considered. Ranking methods also do not guarantee to find the optimal subset. 

Many ranking methods exist and Novaković and Bulatović (2011) test: Information gain, Gain ratio, 

symmetrical uncertainty, Relief-F, One-R and Chi-Squared attribute evaluation. The authors find these 

measures work well for classification problems and a best ranking index does not exist. More details 

of these ranking methods are omitted, for a simple reason: the ranking methods require labeled data 

and the case-study does not have labeled data. 

B.3.2 Dependent criteria 
A dependent criterion requires a mining algorithm and the performance of the algorithm is used to 

evaluate the goodness of the feature subset. The performance of each subset is used to determine 

which features are selected (Kumar and Minz, 2014). The performance of the algorithm is usually 

better, but computationally very expensive. 
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An example of a dependent criteria can easily be found in the case-study. The case study was selected, 

because of the ability to evaluate the problem by using OIR. OIR can be seen as a mining algorithm 

that evaluates the performance of different types of supply chain segmentation. A configuration (a 

combination of a segmentation type and parameters) can be tested and evaluated using OIR. In OIR, 

many performance measures are presented, such as distance traveled, liters of fuel delivered or an 

efficiency ratio. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

  

 

 

 

 



66 
 

Appendix C - Data preparation  
Clean and reliable data is important for any research project and this chapter will go into cleaning the 

data for the case study. First, the data is presented and secondly, the data is cleaned. Details of 

cleaning the data are provided in Appendix C. After cleaning the data, the required variables are 

computed for supply chain segmentation, found by applying the key enablers from the literature to 

the case-study. 

The data that ideally is available can be deduced from applying the literature framework to the case-

study. Section 3.5 identified seven variables: order size (volume), order size in percentage of capacity, 

time between orders, tank size, seasonality pattern of the demand, location (𝑥 and 𝑦 coordinates) and 

average distance to other customers. In Section C.1, the raw data is described and this can be matched 

to the variables identified by the literature review. From these seven variables, order size, tank size 

and the 𝑥 and 𝑦 coordinates are provided in the raw date. The other four variables can be computed 

from the raw data, which is done in Section C.4 after cleaning the data in Section C.2 and creating test 

and train data, Section C.3.  

Originally, an eighth variable (cost to serve) was identified in Section 3.5. However, this eighth variable 

cannot be created from the raw data, as described in section C.4.4. We expect that the cost to serve 

is an important variable for supply chain segmentation, as the cost to serve can be used to alter the 

strategy for costly and not so costly groups. Unfortunately, this variable cannot be created from the 

data and this means other variables (that we expect to have less impact) must be used.  

C.1 Data description 
The data is retrieved from a customer of ORTEC and is provided in two data frames. Details of the 

customer will be kept confidential. The data describes the inventory levels at the customers for the 

previous years. Some customers have data from 2011 onwards, where others have data from 2015 

onwards. In total, there are over four thousand unique customers, 1.5 million tank measurements and 

over ninety thousand deliveries. The raw data is cleaned in C.2.   

The first dataset contains the inventory at different points in time, called the measurements. Figure 

21 shows a few observations. The columns are different variables and the header indicates which 

variable it is.  
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Figure 21: Data frame containing 'measurements' 

The variable ‘QuantityMeasured’ indicates the amount of LPG in the tank. In Figure 21, it can be 

observed the first measurements were performed at random moments in time. The final 

measurements are done on a daily basis, a few minutes before 2 AM. The first measurements were 

performed on site by hand and the daily measurements are done by sensors that measure the 

inventory on a regular basis. The other variables do not change for each observation, as they are 

characteristics of the tank. The variables are noted as such to keep the data structured. 

The second dataset contains the deliveries and the quantity delivered, called deliveries. Figure 22 

shows all the deliveries for tank ‘122’. Similar to the previous data set, the columns contain the 

variables and the rows are the observations. The dataset contains a lot of ‘Not Available’ (NA) data. A 

NA is fundamentally different than a zero. A zero means the observation was made and the variable 

corresponds to zero. A NA can be any value, but is not recorded. The true value is unknown.   

The variables ‘PlannedQuantity’ and ‘TripID’ are introduced to the system at a later point in time and 

are therefore missing for early observations.  
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Figure 22: Data frame containing 'deliveries' 

C.2 Data cleaning 
Cleaning the data is an iterative process and throughout the project, data adjustments are made. 

Some observations may not be trustworthy and cannot be used in the analysis. Other observations 

may look remarkable, although they are valid. Note, all adjustments are made such that all the steps 

taken in this master thesis, use the most recently dataset.  

The data set ‘measurements’ contains the volume measured in the tank and the maximum capacity. 

In total, 1256 observations exceed their maximum capacity. The tanks contain Liquefied Petroleum 

Gas (LPG) and the tanks are pressurized. Temperature differences changes the volume of the LPG and 

for safety, the tanks are filled up to 85-90% of their total capacity. A tank that contains 99% of its total 

volume is questionable, but theoretically possible. The measurements over a 100% physically 

impossible and the 1256 observations are omitted from the 1.5million total observations. 

The data set ‘deliveries’ contains the volume of LPG delivered to the customer. Rarely, this amount is 

negative or zero. After in depth investigation (which will be explained in a few paragraphs), a delivery 

of zero is either a cancelled delivery or the realization that no gas was required. These zero deliveries 

contain valuable information and cannot be deleted from the data. Negative deliveries are odd, as the 

tanks are not allowed to redistribute LPG. Perhaps the quantity is correct, only negative. There are 13 

observations negative (out of 90030) and miraculously after a negative delivery there are no further 

measurements. This indicates the tanks are emptied and the customer cease to exist. These thirteen 

customers are not removed from the data, because the customers can still be used in the simulation. 

The negative quantities are removed, so it looks like any other customer except for that there haven’t 

been any activities recently. Each tank has a different timeframe and for these thirteen customers the 

timeframe will be a little bit shorter. 

The next thing to do is combine the two datasets. By analyzing them simultaneously, inconsistencies 

can be identified. The total quantity delivered can never exceed the total capacity of the tank. LPG’s 

volume varies due to changes in temperature. To prevent an explosion or vaporization, the volume of 

the tank is bounded between ten and eighty-five percent of the tank’s capacity.  A delivery that is 

more or equal to the total capacity of the tank is impossible and deliveries close to the total capacity 
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is questionable. For now, the safety regulations are omitted and deliveries exceeding the total tank 

capacity (in total 256 out of 80473) are deleted. 

By combining the two data frames, locations are found that only contain deliveries or measurements 

in their tank. In total 59 tanks are never delivered in five years of data. These 59 tanks have a 

questionable demand and are therefore removed. A single tank contains deliveries and no 

measurement of the inventory whatsoever. This tank may still be active and for this tank is assumed 

that it requests a delivery manually. The single customer is removed for this project. 

The next example shows multiple deliveries within a few days. The time frame used is from the 26th 

to the 28th of October 2016. Figure 23 contains twenty deliveries for ten different tanks. Each tank 

occurs once thus each tank is delivered twice within three days. In this timeframe, each delivery should 

have a ‘TripID’, as it is already introduced. The latter is not the case. The example on a zero delivery 

will become clear after the double deliveries are shortly explained and dealt with. 

 

Figure 23: List of multiple deliveries within three days 

To understand what is going on, the data with measurements are included. Figure 24 shows the 

measurements of tank ‘242’ in the same period. The inventory level (‘QuantityMeasured’) is increased 

on the 28th of October. It jumps up from 660 to 2550. On the 26th no delivery is made, thus the first 

observation of Figure 23 is false. Similarly, the observations for tank ‘856’ and ‘2340’ can be reduced 

to one by eliminating a false measurement. 
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Figure 24: Snapshot of measurements for tank 242 

As explained earlier, there are deliveries of zero liters. This implies there was no delivery, although it 

is observed. In Figure 23, the fourth tank, ‘2424’, contains two deliveries of zero liters. The first 

observation does not have a planned quantity and was planned to be delivered in trip 5056. In the 

execution of this route, the plan was changed and the planned quantity is removed. The truck did 

not visit the location. The next day, the location is visited again and upon arrival, the inventory level 

is evaluated and no delivery is made. Figure 5 shows all measurements (which is just one) of 

customer ‘2424’ and notice how the timestamp matches of the measurement matches the delivery 

time in Figure 23. From the quantity measured (850 liters) and the tank capacity (1000 liters) it can 

be deduced the customer had plenty of inventory. Apparently, the inventory of this tank can only be 

measured upon arrival. A delivery of zero liters may imply a truck visited the location, but not 

necessarily. 

 

Figure 25: A single measurements for tank '2424' 

All other tanks in Figure 23 can be analyzed by using the same approach. The false observations can 

automatically be removed in R. In total, 1005 deliveries are removed. 

C.3 Training and test data  
All data is split before and after 26th of November 2016. The first data originates from begin 2011 and 

the last date is four April 2017. The variable ‘route number’ was introduced at the end of November. 

The 26th of November 2016 was chosen such that all test data has a route number. Furthermore, a 

few months of data is available for the test set, thus there is enough data to be used after the cutoff 

date.  

C.4 Computing variables 
From the raw data variables can be deduced that correspond to the variables found in the literature 

review. Not all the variables computed are variables used for segmentation. Some of the variables 

used only need minor adjustment and the most important variables are discussed in this section. 

The variables demand and seasonality can be computed and cost to serve cannot be computed. The 

distance between locations can be computed, by using an alternative method, described in Section 

C.4.3. 

C.4.1 Demand 
Volume is a variable that is closely related to demand. The two datasets do not provide a demand or 

volume, but it can be computed. The total and average demand can be calculated by looking at the 

consumption of a tank. This is simply adding all deliveries and correcting by the begin and end 

inventory. 
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This arithmetic mean of the demand does not account for seasonality or variance throughout time. 

Instead, the demand between each measurement is computed. This demand is computed by taking 

the difference between two inventory levels. An example of the demand for a tank is shown in Figure 

26. 

 

Figure 26: Daily demand with a seasonal trend 

The measurements are not always periodic. This means the time between two events is different. In 

Figure 27, the demand is corrected for the time: the difference of inventory of two measurements is 

divided by the time between the two measurements. It looks slightly different compared to Figure 26. 

There are a few days for which the demand is much higher than expected, these are considered 

outliers and outliers occur only a few times. The final observation is that the demand is negative a 

couple of times. This is caused by a delay of measuring the tank when a tank is delivered by a truck. 

These measurements are not considered in computing the demand for a customer. 

 

Figure 27: Corrected daily demand 

The average demand is an average through time, unable to capture seasonality or variance. The 

variance is computed by taking all points from Figure 27 and calculate the variance by using: 

σ = √
∑ (𝑥𝑖 −  μ)𝑛

𝑖=1
2

𝑛
  , 
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where σ is the standard deviation, 𝑥𝑖 is the ith observation, μ is the average demand and n is the amount 

of observations. This variance is compared to the mean, where the expected inventory level would be more 

appropriate. The mean does not include seasonality that can be included in an expected inventory level. 

For an appropriate expected mean, a forecast is required. Building a forecast model that accounts for 

seasonality is not the focus or goal of this thesis. The variance computed is not wrong, but it does 

overestimate the variance for the expected demand. 

C.4.2 Seasonality 
Seasonality is thus not captured in the forecast and demand. However, it can be used as a segmentation 

variable. The seasonality can be captured using different techniques and can easily be included within the 

scope of this project as R provides ready-to-use packages to fit seasonality. In this thesis, Holt Winters 

method (Chatfield & Yar, 1991) is used to capture the seasonality across years. Holt Winters method will 

shortly be explained in this paragraph. The goal is to create new variables that we can use for segmentation. 

The Holt Winters method is an extension of single and double exponential smoothing. Single exponential 

smoothing, consists of the original observation y and the smoothed observation S. St is a combination of 

the previous original observation and the smoothed observation. Alpha is called the smoothing constant 

and ranges from zero to one. If alpha equals one, it only depends on the original observation and if alpha 

is zero it ignores the observation completely. By looking at multiple observations in the past, an ‘average’, 

St is more stable than looking at the last observation only. Single exponential smoothing is defined as:  

𝑆𝑡 = 𝛼𝑦𝑡−1 + (1 − 𝛼)𝑆𝑡−1, 0 <  𝛼 ≤ 1, 𝑡 ≥ 3 

Single exponential smoothing does not deal well with a change over time, a trend. To include such a trend, 

the previous formulae is updated and another is added to include the trend: 

𝑆𝑡 = 𝛼𝑦𝑡 + (1 − 𝛼)(𝑆𝑡−1 + 𝑏𝑡−1), 0 <  𝛼 ≤ 1 

𝑏𝑡 = 𝛾(𝑆𝑡 − 𝑆𝑡−1) + (1 − 𝛾)𝑏𝑡−1, 0 <  𝛾 ≤ 1 

Double exponential smoothing is unable to capture a seasonal trend, as in Figure 16. To include a seasonal 

trend, another formula is added an the previous are updated: 

𝑆𝑡 =
𝛼𝑦𝑡

𝑆𝑡−𝐿
+ (1 − 𝛼)(𝑆𝑡−1 + 𝑏𝑡−1), 0 <  𝛼 ≤ 1 

𝑏𝑡 = 𝛾(𝑆𝑡 − 𝑆𝑡−1) + (1 − 𝛾)𝑏𝑡−1, 0 <  𝛾 ≤ 1 

𝐼𝑡 = 𝛽𝑦𝑡𝑆𝑡 + (1 − 𝛽)𝐼𝑡−𝐿 , 0 <  𝛽 ≤ 1 

The parameters 𝛼, 𝛾 and 𝛽 are smoothing parameters. Holt Winters is a forecast technique so it contains 

errors. By minimizing the errors and adjusting the smoothing parameters, a model that fits best can be 

found. 

The timestamp of the inventory levels is accurate, it denotes minutes and seconds. For some tanks, the 

timespan is several years. The Holt Winters method assumes an equal time between two observations. For 

both data sets, the time between observations is not uniform. In order to apply Holt Winters method, the 

data is binned. In Figure 27, it looks like the seasonality is yearly so a smaller time bucket must be used to 

capture this seasonality. For some tanks, there is an observation every day, whilst this is every week for 

other tanks. To capture seasonality for all tanks, time buckets of months are chosen. In each month, for all 

tanks, there is sufficient data and a time bucket of a month is small enough to capture a yearly seasonality. 

Triple exponential smoothing, or Holt Winters method, requires much more data to be fitted correctly 

compared to single or double exponential smoothing. If there is insufficient data, it is impossible to fit a 

yearly seasonality. At least two periods are required to fit the Holt Winters method and more periods 

improve the reliability of the forecast.  
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If the data is insufficient to fit Holt Winters, double exponential smoothing is used. In some cases, with only 

a handful measurements and deliveries, there is insufficient data to apply double exponential smoothing. 

Single exponential smoothing is used for the latter. Arguably, these tanks can be removed as there are a 

few observations and these may not be very reliable. Furthermore, the tank may be inactive or very new. 

For now, these tanks are kept in the data as they may form a unique segment. Removing and thus ignoring 

them can be done if necessary at a later point in time. 

C.4.3 Distance between locations 
The distance between locations is not a variable for segmentation, but necessary for solving the 

routes: it is an input required by the routing solver. For each tank, the longitude and the latitude of 

the postal area are known. This means the location is not exactly known and the locations used will 

not exactly match the customers. This inexact location is unfortunate because that means a slightly 

different problem is solved. 

For each location, the distance to another location can be calculated in different ways. Using a distance 

metric is the first option. Another method is to use a tool that measures the distance on the Dutch 

public roads. The latter can be done by using the google maps API. In a trip of ten locations, 45 intra-

distances exist (assuming symmetrical distances). In total, there are 4062 unique customers. Assuming 

symmetrical distances, there are over eight million unique distances and google allows a maximum of 

2500 requests a day. Google sells more retrievals, at a cost of $0.50 USD for 1000 requests. Retrieving 

all distances by using Google is well out of scope of this project. The distance between two locations 

is there for calculated using a distance metric. The Euclidian (p2 norm) distance measure is used to 

determine the distance between locations for this project. 

C.4.4 Cost to serve 
Cost to serve is defined as the allocated cost to serve a customer through the supply chain and each 

customer has a unique cost to serve. Unfortunately, the cost to serve is impossible to use for the case-

study. This section shows why the cost of serve cannot be used. 

The data does initially not contain information on the costs to serve a customer. It can be computed, 

but it is computationally very expensive. The total costs can be computed for each trip, but how to 

allocate a proportion of the costs to a customer? The total distance can be calculated by re-computing 

the distance and leaving out a single customer. The difference in costs can be allocated to that 

customer. Such a cost to serve can be biased, so this process must be repeated for each customer 

several times. There are two problems with such an approach. Firstly, the computation time explodes 

and is not feasible within this project. Secondly, the actual combining of routes (containing a TripID) 

is limited, implying there is limited information known about which customers are combined. This 

second problem can be solved by using a simulation, which adds to the computation power required. 

Another option is to use a metric to calculate the cost to serve. In a trip, the center cluster can be 

computed. A center cluster is the weighted center of all customers belonging to a cluster. By using a 

center cluster, the distance to other customers can be calculated. Such a cost to serve may be very 

biased, as the next example (Figure 28) will make clear. The red dot is a must-do and the other three 

customers are can-do’s. Customer green, black and yellow are added, as they are close and low on 

inventory. Customer black is on the route to customer yellow and to reach customer green a small 

detour must be made. If the cluster center and the corresponding costs are calculated, the cost to 

serve shared between all customers. Assigning cost to serve is not fair, as customer black does 

contribute only to a very small proportion of the costs. Furthermore, the costs to serve this customer 

are already low, as it is close to the depot. Customer black could easily have waited another day to 



74 
 

avoid high costs shared by the other customers. The high cost to serve for a costly customer, customer 

red, is now shared amongst the others. 

 

Figure 28: Depot and four customers in an ellipsoid 

A true cost to serve is hard to compute from the original data and using simplified metrics may lead 

to a biased cost to serve. In this example, the cost to serve will always be biased, as the cost to serve 

is the allocated cost to a customer. Therefore, a true cost to serve does not exist and any metric to 

estimate the cost of served will dependent on the allocation method. Using cost to serve for 

segmentation is in this project not considered, but may be very important in other study cases. 
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Appendix D – High level overview of code 

D.1 Analyze data 
• Import data and format 

• Clean data, remove infeasibilities and delete incorrect or observations 

• Integrate two data formats (deliveries and measurements) 

• Check inconsistencies and remove infeasibilities gained from combining the two data formats 

• Compute variables that can be calculated from original data 

• Translate x-coordinate and y-coordinate to distance matrix 

D.2 Simulation 
• Set days of simulation length 

• Set settings (for feature selection, parameter tuning or clustering) 

• Select features (can be altered in feature selection mode) 

• Cluster based on variables found in feature selection (if applicable) 

• Set parameters (may be different for each cluster) 

• Start simulation and for each day: 

- Compute daily consumption for each tank (based on variance and deviation) 

- Change inventory accordingly (consumption and yesterday’s delivery) 

- Select set of customers that must be delivered 

- Select set of customers that could be delivered 

- Decide which of the could deliveries is delivered (based on parameters) 

• For each day after the warm-up period: 

- Retrieve list of deliveries (location and quantity) 

- Convert list of deliveries to XML 

- Convert XML to format used by the solver (Python code, through command line) 

- Convert distance matrix to format used by the solver 

- Call solver and solve the configuration (through command line) 

- Wait until solver is finished and import solution 

- Extract distance from solution file 

• Log configuration (parameters, distances, number of customers etc.) 
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Appendix E – Simulation details  
 

Table 19: Simulation details for the base-case 

Day 
Customer's 
delivered 

Total Quantity 
delivered 

Total 
distance 

1 23 37099 691409 

2 37 87872 868195 

3 29 64708 714876 

4 31 120600 1252801 

5 24 86693 658968 

6 32 111325 1058147 

7 27 60572 730455 

8 31 69189 725635 

9 40 151785 1334155 

10 29 50478 649624 

11 18 58549 848109 

12 31 56549 664264 

13 29 84589 759037 

14 24 47010 778690 

15 26 42545 852924 

16 35 142269 1103550 

17 29 115619 1208708 

18 43 106009 958750 

19 33 92890 751009 

20 20 50292 599636 

21 24 71385 734199 

22 35 97869 622878 

23 32 110741 845295 

24 38 84941 832232 

25 23 56396 649795 

26 29 74080 613560 

27 32 86881 806802 

28 29 65796 677149 

29 28 71374 683482 

30 25 78263 628378 

 

 

 

 

 



77 
 

Appendix F – Determining bounds integral 
An equilateral triangle can be split into two isosceles triangles as shown in Figure 29. The depot is 

located at the middle of the base. 

 

Figure 29: Equilateral triangle split in two 

The area of a triangle can be calculated by multiplying the base times the height times a half. The 

surface area is set to a half such that the total area of the equilateral triangle is one. The ratio of the 

lengths is known (√3). The triangle is scaled accordingly: 

𝐴𝑟𝑒𝑎 𝑜𝑓 𝑡𝑟𝑖𝑎𝑛𝑔𝑙𝑒 =  
1

2
∗ 𝑏 ∗ ℎ =

1

2
     →      𝑏 ∗ ℎ = 1 

𝑟𝑎𝑡𝑖𝑜 =  
𝑏

ℎ
= √3    →      𝑏 =  √3 ∗ ℎ 

Using above two: 

 ℎ ∗ √3 ∗ ℎ = 1   →      ℎ2 =  
1

√3
 

ℎ = ± √
1

√3
   →     ℎ = ±

1

√ 3
4   

𝑏 = ± √
1

√3
 * √3    →     𝑏 = √ 3

4
 

This results in three points (
1

√ 3
4 ,0), (-

1

√ 3
4 ,0) and (0,√ 3

4
) and these are used to represent the triangle 

into linear formula’s, shown in Figure 30. The intersection of the two is equal to the base of the 

triangle (√3
4

). The area of Figure 30 is exactly one and the three sides are of equal length. This is 

visually hard to imagine, as the axis are not of the same size.               

 

Figure 30: The equilateral triangle with area one 
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Appendix G – Simulation details II 
 

Table 20: Two clusters based on the feature tank size 

𝒑𝒅𝒂𝒚𝒔 𝐩𝐝𝐢𝐬𝐭𝐚𝐧𝐜𝐞 Efficiency 𝒑𝒅𝒂𝒚𝒔 𝐩𝐝𝐢𝐬𝐭𝐚𝐧𝐜𝐞 Efficiency 

(10,10,10) (10,10,10) 122.1 (10,10,10) (15,10,10) 119.3 

(10,10,11) (10,10,10) 122.1 (10,10,11) (15,10,10) 120.5 

(10,10,10) (10,10,15) 126 (10,10,10) (15,10,15) 124.6 
(10,10,11) (10,10,15) 122.3 (10,10,11) (15,10,15) 122.6 

(10,11,10) (10,10,10) 121.5 (10,11,10) (15,10,10) 120.6 

(10,11,11) (10,10,10) 119.1 (10,11,11) (15,10,10) 122.4 

(10,11,10) (10,10,15) 119.8 (10,11,10) (15,10,15) 130.4 

(10,11,11) (10,10,15) 125.3 (10,11,11) (15,10,15) 129.8 

(10,10,10) (10,15,10) 116.7 (10,10,10) (15,15,10) 122.5 

(10,10,11) (10,15,10) 120.7 (10,10,11) (15,15,10) 126 

(10,10,10) (10,15,15) 117.7 (10,10,10) (15,15,15) 121.1 

(10,10,11) (10,15,15) 118.6 (10,10,11) (15,15,15) 116.1 

(10,11,10) (10,15,10) 117.1 (10,11,10) (15,15,10) 121.9 

(10,11,11) (10,15,10) 120.2 (10,11,11) (15,15,10) 119.7 

(10,11,10) (10,15,15) 120.6 (10,11,10) (15,15,15) 124.6 
(10,11,11) (10,15,15) 123.9 (10,11,11) (15,15,15) 124.3 

(11,10,10) (10,10,10) 119.2 (11,10,10) (15,10,10) 122.7 

(11,10,11) (10,10,10) 116.2 (11,10,11) (15,10,10) 124.8 

(11,10,10) (10,10,15) 122 (11,10,10) (15,10,15) 126.2 

(11,10,11) (10,10,15) 119 (11,10,11) (15,10,15) 125 

(11,11,10) (10,10,10) 119.1 (11,11,10) (15,10,10) 116.8 
(11,11,11) (10,10,10) 122.3 (11,11,11) (15,10,10) 119.9 

(11,11,10) (10,10,15) 121 (11,11,10) (15,10,15) 124.6 

(11,11,11) (10,10,15) 125.5 (11,11,11) (15,10,15) 124.9 

(11,10,10) (10,15,10) 119.5 (11,10,10) (15,15,10) 116.4 

(11,10,11) (10,15,10) 122 (11,10,11) (15,15,10) 121.6 

(11,10,10) (10,15,15) 114.3 (11,10,10) (15,15,15) 117.5 
(11,10,11) (10,15,15) 116.7 (11,10,11) (15,15,15) 126.4 

(11,11,10) (10,15,10) 116 (11,11,10) (15,15,10) 118.5 

(11,11,11) (10,15,10) 115.7 (11,11,11) (15,15,10) 124.4 

(11,11,10) (10,15,15) 113 (11,11,10) (15,15,15) 122.3 

(11,11,11) (10,15,15) 113.2 (11,11,11) (15,15,15) 120.5 
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Table 21: Two clusters based on the feature location 

𝒑𝒅𝒂𝒚𝒔 𝐩𝐝𝐢𝐬𝐭𝐚𝐧𝐜𝐞 Efficiency 𝒑𝒅𝒂𝒚𝒔 𝐩𝐝𝐢𝐬𝐭𝐚𝐧𝐜𝐞 Efficiency 

(10,10,10) (10,10,10) 122.1 (10,10,10) (15,10,10) 119.8 
(10,10,11) (10,10,10) 120.8 (10,10,11) (15,10,10) 115.1 
(10,10,10) (10,10,15) 119.7 (10,10,10) (15,10,15) 118.1 
(10,10,11) (10,10,15) 127.8 (10,10,11) (15,10,15) 122.2 
(10,11,10) (10,10,10) 120.3 (10,11,10) (15,10,10) 121.6 
(10,11,11) (10,10,10) 125.0 (10,11,11) (15,10,10) 118.7 
(10,11,10) (10,10,15) 122.3 (10,11,10) (15,10,15) 118.5 
(10,11,11) (10,10,15) 126.0 (10,11,11) (15,10,15) 125.5 
(10,10,10) (10,15,10) 120.0 (10,10,10) (15,15,10) 122.0 
(10,10,11) (10,15,10) 123.3 (10,10,11) (15,15,10) 118.2 
(10,10,10) (10,15,15) 119.5 (10,10,10) (15,15,15) 121.1 
(10,10,11) (10,15,15) 126.9 (10,10,11) (15,15,15) 124.1 
(10,11,10) (10,15,10) 120.5 (10,11,10) (15,15,10) 121.1 
(10,11,11) (10,15,10) 123.6 (10,11,11) (15,15,10) 117.1 
(10,11,10) (10,15,15) 117.9 (10,11,10) (15,15,15) 115.3 
(10,11,11) (10,15,15) 119.7 (10,11,11) (15,15,15) 124.8 
(11,10,10) (10,10,10) 118.3 (11,10,10) (15,10,10) 125.1 
(11,10,11) (10,10,10) 120.3 (11,10,11) (15,10,10) 124.6 
(11,10,10) (10,10,15) 122.4 (11,10,10) (15,10,15) 128.9 
(11,10,11) (10,10,15) 123.0 (11,10,11) (15,10,15) 120.0 
(11,11,10) (10,10,10) 119.8 (11,11,10) (15,10,10) 124.0 
(11,11,11) (10,10,10) 122.3 (11,11,11) (15,10,10) 122.5 
(11,11,10) (10,10,15) 126.2 (11,11,10) (15,10,15) 122.7 
(11,11,11) (10,10,15) 126.6 (11,11,11) (15,10,15) 122.4 
(11,10,10) (10,15,10) 123.0 (11,10,10) (15,15,10) 128.5 
(11,10,11) (10,15,10) 123.5 (11,10,11) (15,15,10) 123.8 
(11,10,10) (10,15,15) 122.5 (11,10,10) (15,15,15) 120.1 
(11,10,11) (10,15,15) 126.3 (11,10,11) (15,15,15) 120.1 
(11,11,10) (10,15,10) 123.7 (11,11,10) (15,15,10) 125.8 
(11,11,11) (10,15,10) 124.8 (11,11,11) (15,15,10) 119.3 
(11,11,10) (10,15,15) 121.7 (11,11,10) (15,15,15) 119.9 
(11,11,11) (10,15,15) 126.2 (11,11,11) (15,15,15) 120.5 

 

 

 

 

 


