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Abstract

For tokamak plasmas, transport calculations are usually done by solving the 1-D ra-
dial transport equations coupled with the equations governing the 2-D MHD equilib-
rium. In this thesis computationally fast alternatives for this usually time intensive
2-D step are investigated.

The first method that is investigated seeks to eliminate the need for a full 2-D
equilibrium step through the use of numerical fits. The 1-D transport equations are
coupled with the 2-D equilibrium through a number of profiles that depend on the
shape and distribution of the magnetic flux surfaces. The fitting method attempts to
find an analytic relation between these geometric profiles and a number of available
measurements through the use of statistics. The conclusion of this part is that an
accurate reconstruction of the geometric profiles is possible using numerical fits,
provided that the dataset used to obtain the fits is similar to the data which is being
reconstructed.

The second alternative to full 2-D MHD calculations that is investigated, is a
promising inverse equilibrium solver, the contour dynamics method[1]. Unlike the
fitting method, this method does actually solve the 2-D MHD equations. The advan-
tage of this method over usual MHD equilibrium solvers is that the equations are
expressed in flux space coordinates instead of spatial coordinates. Since the trans-
port equations are also set in a flux space coordinate system, this makes the coupling
of the two systems much more straightforward. This significantly reduces the num-
ber of, time consuming, interpolation steps that are required. Implementing this
method, however, proved much more difficult than expected. The main equation
used in the original implementation of the method appeared to be deficient and con-
vergence was only achieved for the simplest test case. It is unsure whether or not the
problems encountered are unavoidable aspects of the method or whether a stable,
robust implementation can be achieved.
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1 INTRODUCTION

1 Introduction

Fusion is the energy of the stars. Light atomic nuclei are fused together, forming
a heavier nucleus and releasing energy. For these nuclei to fuse, they have to col-
lide at a very high velocity. To reach these high velocities thermally, requires such
high temperatures that the fusion fuel is a fully ionised plasma (a “gas” of charged
particles). Since charged particles interact with magnetic fields, an appropriate mag-
netic field configuration can be utilised to confine the fusion plasma. This is known
as magnetic confinement fusion. For a more extensive introduction of the general
concepts of fusion and plasmas, please refer to one of the excellent textbooks (e.g.
Freidberg[2]) written on the subject.

To harness fusion energy here on earth is a great scientific and technological
challenge on which fusion scientists have been working for more than 60 years. In
this time great advances have been made, but commercially viable energy generation
from fusion is still a number of decades away. The next big step towards this ulti-
mate goal is the construction of ITER (International Thermonuclear Experimental
Reactor) in Cadarache in the south of France. ITER is a type of magnetic confine-
ment fusion device called a tokamak. The tokamak design is the dominant type of
fusion device built and researched since it was first invented in the 1950s[3]. In a
tokamak the hot fusion plasma is confined by magnetic fields in a toroidal chamber.
A schematic illustration of the tokamak concept is shown in Figure 1. The magnetic
field in a tokamak has two main components, the toroidal field which is externally
generated using coils around the vacuum vessel and the poloidal field which is gen-
erated by the current that runs through the plasma itself. This plasma current is
predominantly generated using induction, which limits the maximum duration of a
plasma discharge in a tokamak, due to the saturation of transformer flux.

Figure 1: Illustration of the tokamak concept. The main toroidal field is generated
by the toroidal field coils. The poloidal field is a result of the plasma current which
is inductively driven by the inner polodal field coils. The outer poloidal field coils
control the plasma position and shape. Image: EFDA
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One of the currently operational tokamaks is JET, of which a picture is shown in
Figure 2. With a plasma volume of 100 m3 JET is the largest tokamak currently in
operation, ITER will be much larger with a plasma volume of 840 m3.

Figure 2: Picture of the inside of the JET tokamak without (left) and with plasma
(right). Image: EFDA

Because of this large scale, ITER will be the first tokamak that can generate sig-
nificantly more energy through fusion than the external power that is required to
confine and heat the plasma. The goals of ITER include that the generated fusion
power is more than ten times the energy that is put into the tokamak. Also ITER
should be able to maintain this power multiplication factor (usually denoted by Q)
of 10 for about 400 seconds. An additional goal is to be able to get a near-steady
state discharge with Q=5 which can be sustained for a much longer time. As men-
tioned, the maximum duration of a plasma discharge in a tokamak is limited by the
amount of current that can be driven inductively. To create longer discharges a sig-
nificant portion of the plasma current should therefore be driven non-inductively.
Luckily there is a current that naturally occurs in the plasma called the bootstrap cur-
rent. This bootstrap current is largest in the regions where the pressure gradient in
the plasma is highest. The tokamak scenarios that are able to achieve such a high
pressure gradients, are so-called advanced tokamak scenarios. In these advanced
tokamak scenarios the q profile and its derivative, the magnetic shear, play a very
important role, as well as of course the pressure profile.

To be able to operate in the advanced scenarios, a strong degree of control over
these plasma profiles is therefore required. This can be achieved through either
closed-loop (feedback) control or open-loop (feedforward) control, or a combination
of both. These control problems can be tackled through the clever use of available
diagnostics and by using the years of accumulated knowledge and experience gained
from operating the machines. However, to be able to utilise more advanced control
and optimisation techniques, would require a dynamic model of the evolution of
these profiles, capable of solving the underlying transport problem in real time. The
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1 INTRODUCTION

equations governing this transport can, luckily, be written as 1-D PDE’s making fast
simulation possible. The reason why the transport equations reduce to 1-D lies in the
nature of the plasma flux surfaces, which will be introduced in the next paragraph.

In a tokamak, the magnetic field lines lie on isobaric surfaces of constant mag-
netic flux. In general the pressure profile is monotonic and these flux surfaces are
closed, nested surfaces, as illustrated in Figure 3. Since the surfaces of constant
pressure and constant flux coincide, the pressure can be written as a function of
the poloidal flux. This makes it a so-called flux function. Pressure is not the only
flux function, some other important quantities that only depend on the flux are the
toroidal function: F = RBφ and the safety factor q which is defined as the ratio of
the amount of times a magnetic field line travels around toroidally versus poloidally.
The layout of the nested flux surfaces, can be used to separate the transport, of e.g.
electrons, energy or current, in a component parallel and a component perpendicu-
lar to the magnetic field lines (and thus the flux surfaces). The time-scales associated
with the parallel transport are much faster than those associated with the perpen-
dicular transport. Because of this, the parallel transport can be assumed to occur
instantaneously. Therefore, only the perpendicular transport is relevant. Together
with toroidal symmetry this means that the transport problem can be reduced to a
one dimensional problem for the perpendicular (or radial) direction, in Figure 3 this
direction is denoted as the∇ψ direction.

Figure 3: Nested flux surfaces in a tokamak. [4]

In these 1-D perpendicular transport equations, some quantities appear regard-
ing the layout of the flux surfaces. This information can be obtained by solving the
MHD equilibrium equation, which governs the layout of these flux surfaces. This
equilibrium equation is the so called Grad-Shafranov equation and it is a 2-D partial
differential equation. For tokamak transport simulations this means that the coupled
problem of the 1-D transport and 2-D equilibrium needs to be solved. This coupled
system of equations is known as the 1.5-D tokamak transport problem. This prob-
lem is, for example, solved by codes such as DINA[5], ASTRA[6] and the CRONOS
suite[7].

The problem with this method is that solving the 2-D equilibrium is computa-
tionally expensive. Furthermore, the coupling between the 1-D and 2-D equations is
not straightforward[8], meaning that for each time step, several iterations between
the 1-D and 2-D equations may be required for a self-consistent answer, leading to
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even more computation time. This computation time is especially an issue when
high speed is required, like for real-time (control) applications. In this thesis it is
therefore investigated whether there are alternatives to the well known, fast Grad-
Shafranov solvers (like EFIT[9] and EQUINOX[10]) for the equilibrium step in real-
time capable tokamak transport simulations.

There are two options that are proposed in this thesis. The first option is to use
statistics to find an analytic relation between certain indicators and a set of 1-D pro-
files describing the equilibrium. Using this method, it is possible to bypass the need
for a full 2-D equilibrium reconstruction by fitting the information required for re-
solving the 1-D transport equations. Using fitted relations to reconstruct the plasma
equilibrium instead of solving the Grad-Shafranov equations has been done before
using a technique called function parametrisation (FP)[11], this has been done on sev-
eral tokamaks like TEXTOR[12] and ASDEX-UG[13]. There are some differences be-
tween the method proposed in this thesis and previous FP implementations, which
mainly lie in the types of input and output data used. The investigated fitting method
will be discussed in part 1 of this thesis. The research question to be answered in this
part is: Are analytic fits a viable alternative to Grad-Shafranov solvers for use in RT-
capable tokamak transport simulations?

The second option that was investigated is to use a certain method for solving
the inverse equilibrium problem, the contour dynamics method. The advantage of
this method over standard (R,Z) Grad-Shafranov solvers is that the equilibrium
equation is written in terms of flux coordinates similar to the ones used in the 1-
D transport equations. This could make it possible to save a significant amount
of computation time on interpolation steps between the 1-D and 2-D grids while
simultaneously and self-consistently solving the coupled system. Part 2 of this thesis
will discuss the work that was done on this contour dynamics solver. The research
question to be answered in this part is as follows: Is a contour dynamics solver a
viable alternative to (R,Z)-grid Grad-Shafranov solvers for use in RT-capable tokamak
transport simulations?

First, the envisioned applications of the described methods are discussed. Fol-
lowing this, a more in-depth introduction to the theoretical concepts of plasma equi-
librium and transport is given. After which this report is separated into two parts.
The first part will focus on the fitting method and the second part on the contour
dynamics method. After investigating these two methods, the overall conclusions
and recommendations are given.

2 Applications

In this section, the possible applications of the presented work are discussed. First, it
should be noted that the investigated methods for fast 2-D reconstruction are mainly
meant to be used in conjunction with a (fast) 1-D transport solver. This is especially
true for the fitting method. Because of this, the applications discussed in this sec-
tions are applications of the combined codes, together solving the 1.5-D tokamak
transport problem.

A promising code for rapidly solving the 1-D transport is RAPTOR, which was
recently introduced in the Ph.D. thesis (and associated publications) of F. Felici[4]. In
his thesis, Felici mentions and explores a number of the possible uses of RAPTOR.
Some of these uses are discussed in this section, focussing on the added value of the
proposed 2-D equilibrium reconstruction methods.
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2 APPLICATIONS

As mentioned, one of the most important applications for these fast tokamak
transport simulations is in real-time profile control. For real-time control, such a
code could act as the plasma state observer. In control theory, state observers are
often used, providing an estimate x̂ of the internal state x of the plant P , from mea-
surements of the input u and output y of the real system, as depicted in Figure 4.

Figure 4: Schematic representation of the role of a state observer in observer
based control.

In current fusion experiments, the state estimates are only based on the avail-
able measurements, meaning that knowledge about the plasma state is only avail-
able on the same spatial and temporal resolutions as the available real-time diag-
nostics. When using an observer, however, the knowledge of the physics governing
the plasma is used to simulate its dynamic behaviour, providing an estimate of the
plasma state independent of the real-time diagnostics. These diagnostics can still be
used to complement and improve the quality of the estimate, but the real-time sim-
ulation, by itself, can yield a state estimate on an arbitrary spatial and temporal scale
(of course still limited by computational cost).

This ability of such an observer to provide a state estimate on an arbitrary spatial
and temporal scale, means that it could provide a solid framework on which vari-
ous plasma measurements can be collected and interpreted. Since these different
measurements run at different frequencies and only provide partial and/or indirect
measurements of the relevant parameters, such a framework would be a very useful
tool for control engineers and experimentalists alike.

With the availability of a real-time plasma state observer, numerous state feed-
back control techniques become feasible for use in plasma profile control. When
local linearisations are available, LTI control techniques, such as LQR or H-infinity
control, might be good candidates for closing the control loop. The ability of the
transport simulation code to also predict future behaviour of the plasma enables the
use of another promising technique: model-predictive control. This technique and
its possibilities for tokamak profile control have been researched by E. Maljaars[14],
with promising results.

The added value of the proposed real-time 2-D equilibrium reconstructions, for
an observer based plasma profile control method, is that changes in the plasma equi-
librium configuration can be taken into account. As mentioned, this equilibrium
configuration effects the dynamic behaviour of the plasma profiles. Therefore it is
important that the estimated or assumed plasma configuration is relatively close to
the actual configuration. Without a real-time equilibrium reconstruction method,
it is still possible to model the plasma behaviour during the flat-top phase, by as-
suming a fixed equilibrium configuration. For the flat-top phase, this assumption is
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fairly accurate, since the equilibrium configuration should indeed not change much
in this phase. One of the most important aspects of profile control however, is to
control the profile evolution during the start-up phase, during which the equilib-
rium configuration does undergo significant changes. The most significant changes
to the equilibrium configuration in the start-up phase, are the changes of the plasma
boundary and the change in the relative plasma pressure (β) resulting in an increase
of the Shafranov shift. The profile evolution during start-up has to be controlled care-
fully in order to reach the desired steady state configuration while avoiding MHD and
actuator limits.

During the start-up phase, the plasma profiles are currently only controlled in
open-loop, meaning that the actuator trajectories are designed before the experiment.
The work presented in this thesis, combined with a real-time transport simulation
code, could be a powerful tool to attempt closed loop profile control in the start-up
phase. This could significantly improve the reproducibility of the tokamak shots as
well as lower the time and/or actuation effort required to reach a certain steady state
condition. It might even enable experimenters to access new plasma regimes.

The increase in speed for full 1.5-D transport simulations, that the proposed
methods could achieve, is not only relevant for closed-loop control applications. Hav-
ing access to such a fast simulation tool would also be very useful for experiment
design and the optimisation of input trajectories; thus helping to solve the open-
loop profile control problem. The design of these input trajectories is currently done
based on the extensive experience gained during the operation of that particular ma-
chine. Having access to a good quantitative method for experiment design would
be very valuable. For example, it could help significantly reduce the amount of trial
and error attempts required to get familiarised with operating the ITER tokamak.
It was already shown by Felici [4] that the fast transport code, RAPTOR, is a useful
tool in this context, mainly because of its speed. The low computation times of the
method make it possible to use powerful non-linear optimisation techniques to solve
the optimal control problem. Before these optimisation techniques yield a satisfac-
tory result, hundreds or thousands of iterations may be required, which is why the
very accurate but computationally heavy physics codes for solving the 1.5-D transport
problem are unsuited in this case. Again the added value of the work presented in
this thesis is the ability to cope with a changing plasma equilibrium configuration.
Since the design of actuator trajectories is most relevant in the start-up phase, during
which the equilibrium configuration changes quickly, the addition of a 2-D technique
will significantly increase the accuracy of the simulations and provide better, more
reliable results.

Control of the start-up phase (open- or closed loop) is especially relevant for ad-
vanced tokamak scenarios where it might be required to form so called internal trans-
port barriers (ITB) in the plasma. These ITB’s are important bifurcations in the dy-
namic behaviour of the plasma. Which means, that their formation not only depends
on the stationary setting of the plasma actuators but also on the path followed during
the evolution of the plasma towards steady state. The proposed method could be a
powerful tool to research these bifurcations and their formation. In such a study of
transport barrier formation, the envisioned fast 1.5-D transport code could be used to
scan the operational space and get a first estimate as to what conditions are required
for the formation of an ITB. After this first scan another, more accurate but slower,
transport code can be used to validate and refine the results of the fast code. Such an
approach of carefully validating the results for a range of physics models also makes
sure that the results are less sensitive to the used transport model. This approach can
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3 THEORY

in fact be quite useful in general for physics studies of certain operational regimes.
The proposed fast solver is used to get a general overview of how to access certain
operational regimes, after which a study with a more accurate and computationally
heavier code can be done, focussing on the most promising results of the fast solver.

The two methods investigated in this thesis are both fixed-boundary methods,
meaning that a description of the plasma boundary is required as an input to these
methods. It was chosen to do this, because generating and working with fixed bound-
ary equilibria can be done without prescribing a detailed tokamak layout and can thus
be done in general for all tokamaks, instead of for a specific one. In free-boundary
equilibrium reconstruction methods, the flux distribution ψ(R,Z) is reconstructed
from measurements of e.g. the currents in the active and passive elements of the
tokamak, which makes these methods tokamak specific. It should be possible, how-
ever, to reconfigure both the methods presented in this thesis in such a way, that
they become free-boundary equilibrium reconstruction methods. For the numerical
fitting method this can be deduced from the fact that the function parametrisation
methods, as used on ASDEX-UG[13] and TEXTOR[12], are also free-boundary meth-
ods. Which shows the ability to reconstruct the boundary from magnetic measure-
ments, using numerical fits. For the contour dynamics method, it is stated in the
conclusions of the contour dynamics article by Gourdain et al.[1], that the method
can be extended to solve free boundary equilibria.

3 Theory

In this section, a more in-depth look at the theory of plasma equilibrium and trans-
port is given. First, the 2-D equilibrium equation and some of its implications are dis-
cussed. Second, the concept of flux-surface quantities is discussed and a flux-surface
averaging operator is defined. Third, the one-dimensional transport equations are
discussed, highlighting the terms that depend on the equilibrium configuration. Af-
ter that, it is explained how some of these terms can be derived using the flux surface
averaged Grad-Shafranov equation. Following this, a method for characterising the
2-D equilibrium, known as Miller-equilibria[15] is discussed. In this method, the
full 2-D equilibrium is described using the q profile and a set of 1-D profiles which
specify the position and shape of the flux surfaces. Finally, a summary is given to
reiterate the most important theoretical concepts.

3.1 2-D equilibrium: Grad-Shafranov
The following two sections are based on the theory from the thesis of Felici[4], which
is itself based on the articles of Hinton[16] and Pereverez[6]. In this report, the
poloidal flux ψ is defined as the negative flux of the magnetic field through a disk
of radius R, perpendicular to ez (see Figure 3),

ψ(R, z) ≡ −
∫

B · dAz. (3.1)

In literature different choices for the definition of ψ are used, sometimes with oppo-
site sign or multiplied by a factor 1/2π. The conventions used here are the ASTRA
conventions [6]. With this definition, the poloidal magnetic field is related to the
poloidal flux by the relation

Bp = eφ ×
∇ψ
2πR

. (3.2)
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3.2 Flux-surface quantities and averaging

The two dimensional plasma equilibrium is governed by the Grad-Shafranov
equation [17][18][19], which for this definition of the poloidal flux has the form:

4∗ψ = −4π2

(
µ0R

2 dp

dψ
+ F

dF

dψ

)
, where:

4∗ = R2∇ ·
(

1

R2
∇
)
, in (R,Z) coordinates:

4∗ = R
∂

∂R

(
1

R

∂

∂R

)
+

∂2

∂Z2
. (3.3)

This equation is a two-dimensional, elliptic, second order nonlinear partial differ-
ential equation for ψ. It is obtained from the reduction of the ideal MHD equations
to two dimensions, using the toroidal axisymmetry in a tokamak.

The Grad-Shafranov equation describes an equilibrium that is considered static
in time. This equilibrium assumption generally holds since the time-scales on which
evolutions of this equilibrium occur are in the order of ∼ 1µs for fusion plasmas,
which is much faster than the time-scales of the radial transport, which we are inter-
ested in.

Recalling that F (ψ) = RBφ, the magnetic field and current density are written
in terms of F and ψ as

B = eφ
F (ψ)

R
+ eφ ×

∇ψ
2πR

, (3.4)

µ0j =
1

R

dF

dψ
(∇ψ × eφ) + eφ

1

2πR
4∗ψ. (3.5)

Both these functions are not constant on the flux surfaces nor are any of their compo-
nents (toroidal/poloidal). To be able to work with these non-flux functions in the 1-D
environment, in which the transport equations are posed, a flux surface averaging
method is introduced. This is discussed in the following section.

3.2 Flux-surface quantities and averaging
It was already mentioned that some quantities like p and F = RBφ are constant
on a magnetic flux surface. It was also seen that is not necessarily the case for
other quantities of interest such as the magnetic field or current density. Another
straightforward example, of a quantity that is not a flux function, is the coordinateR,
which is clearly not constant on a flux surface. To derive the 1-D transport equations
involving quantities such as R, that are not constant on a flux surface, a flux-surface-
averaging operation is required. For a detailed discussion, see the review of Hinton
and Hazeltine [16].

To derive the flux surface average operator we start by defining the volume and
poloidal area of a flux surface:

V =

∫
dV =

∫
Rdφ

dψ

|∇ψ|d`p =

∫
dψ

∮
d`p
Bp

, (3.6)

Aφ =

∫
dψ

|∇ψ|d`p =

∫
dψ

∮
d`p

2πRBp
, (3.7)

with d`p an infinitesimal length in the poloidal plane along a flux surface. From eq.
(3.6) one can see that:

∂V

∂ψ
=

∮
d`p
Bp

. (3.8)
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3 THEORY

For quantities which are not constant on a flux surface, a flux surface average can
now be defined as:

〈Q〉 ≡ ∂

∂V

∫
QdV =

∂ψ

∂V

∂

∂ψ

∮
Q
Rd`p
|∇ψ| dψdφ =

∮
Q

d`p
Bp

/∮
d`p
Bp

. (3.9)

This flux surface average can be used to define a flux surface averaged representation
for various parameters of interest such as the toroidal current density jφ. Some
useful definitions for a flux surface averaged current density are:

j̃tor ≡
∂Ip(ψ)

∂Aφ
=
〈jφ/R〉
〈1/R〉 = I∗, (3.10)

jtor ≡ R0

〈
jφ
R

〉
, (3.11)

j‖ ≡
〈j ·B〉
B0

. (3.12)

To further investigate the characteristics and implications of the Grad Shafranov
equation and to derive the 1-D transport equations we will first need to introduce
a new type of coordinate system, so called flux coordinates, which is done in the
following section.

3.3 Flux coordinates
The following two section are loosely based on the article entitled “Plasma equilib-
rium in tokamaks” by H.J. de Blank[20]. A flux coordinates system, in the fusion
context, is a set of coordinate functions that matches the shape of the flux surfaces
of the confining magnetic configuration. In equilibrium calculations, as well as the
modelling of plasma transport, various types of flux coordinate systems are used. A
couple of examples of different flux coordinate systems are given in Figure 5.

(a) Poloidal angle (b) Straight fieldline (c) Orthogonal

Figure 5: Flux coordinate systems.[20]

These coordinate systems are usually represented using the coordinates (r, θ, φ) or
(ρ, θ, φ). Here, φ is the same toroidal angle as in the cylindrical coordinate system
(R,Z, φ). The radial coordinate r(ψ) or ρ(ψ), is any general monotonically increas-
ing flux function that labels the flux surfaces. It can be the flux itself or the volume

9



3.4 Large aspect ratio expansion

enclosed by each flux surface or it can be defined as the minor radius (distance to the
magnetic axis) in the equatorial (Z = 0) plane. The second coordinate, the poloidal
angle θ, can also be defined in various ways which is illustrated in Figure 5. The
proper geometric angle from a single origin can be used or an orthogonal coordinate
system where the lines of constant θ are always orthogonal to the flux surfaces of
constant ψ. Another way to define θ which is often used, is to define the coordinates
in such a way that the pitch dφ/dθ of the field lines is constant on the flux surfaces,
this constant is then, of course, equal to q(ψ). This means the field lines will appear
straight in such a coordinate system.

The Grad-Shafranov equation in terms of a set of general, non-orthogonal, curvi-
linear flux coordinates (r, θ, φ) can be derived using the general gradient operator:

∇ = ∇r ∂
∂r

+∇θ ∂
∂θ

+∇φ ∂

∂φ

=
1

J

(
∂

∂r
∇r +

∂

∂θ
∇θ +

∂

∂φ
∇φ
)
J, (3.13)

where J is the Jacobian:

J ≡ |∇r ×∇θ · ∇φ|−1 =
R

∇r
dl

dθ
. (3.14)

Applying this to the general Grad Shafranov operator 4∗ from equation (3.3), leads
to the Grad-Shafranov equation in flux coordinates:

R2

J
ψ′
[
∂

∂r

(
gθθψ

′

J

)
− ∂

∂θ

(
grθψ

′

J

)]
+ 4π2

(
µ0R

2p′ + FF ′
)

= 0, (3.15)

where a prime denotes d/dr. The general line element and the metric tensor for this
coordinate system are given by:

ds2 = grrdr
2 + 2grθdrdθ + gθθdθ

2 + gφφdφ2,

grr =
J2

R2
|∇θ|2 , grθ = − J

2

R2
∇θ · ∇r,

gθθ =
J2

R2
|∇r|2 , gφφ = R2. (3.16)

Using these general definition for flux coordinates a large aspect ratio expansion of
the the Grad Shafronv equation can be made which reveals a number of fundamental
characteristics of the 2-D plasma equilibrium. This expansion is discussed in the
following section. The section after that will introduce the 1-D transport equations
which are also stated in terms of flux coordinates.

3.4 Large aspect ratio expansion
In order to get more qualitative insight in the global properties of tokamak equi-
libria, an expansion of the Grad-Shafranov equation for a small inverse aspect ratio
ε = a/R0 << 1 and a close to circular poloidal cross section can be made. Us-
ing this expansion, it can be derived which terms have the largest influence on the
Shafranov shift and which terms have the largest influence on the propagation of the
plasma boundary shaping toward the magnetic axis. The expansion is done by first
parametrising R and Z as functions of the flux coordinates (r, θ), using the general

10



3 THEORY

flux surface shapes as described in de Blank[20]. The flux coordinates are defined
as follows, θ is the geometric angle with respect to the shifted centre of each flux
surface and r(ψ) is the θ-averaged minor radius of the flux surface. The distance ζ to
the centre of a flux surface will be subject to a number of spectral shaping functions
Sm(r) (m ≥ 2). The parametrisations of R and Z are given by:

R(r, θ) = R0 −∆(r) + ζ cos θ

Z(r, θ) = ζ sin θ

ζ(r, θ) = r −
∑

m≥2
Sm(r) cosmθ. (3.17)

In this notation the elongation of the flux surfaces is κ = 1 + 2S2/r and the trian-
gularity is δ = 4S3/r. The approximation, as mentioned, assumes ε = a/R0 << 1,
which leads to the ordering r = O(εR). Furthermore it is assumed that the shift
and shaping parameters are one order smaller i.e., ∆ = O(ε2R), and Sm = O(ε2R).
When these expressions are entered into the Grad-Shafranov equation and the dif-
ferent spectral components of the resulting expression are separated and gathered,
the following set of equations is obtained[21]:

cos(0θ) :

[
1

2r2
(
r2ψ′2

)′
+ 4π2

(
µ0R

2
0p
′ + FF ′

)] [
1 +O(ε2)

]
= 0, (3.18)

cos(θ) :

[
∆′′ +

(
2
ψ′′

ψ′
+

1

r

)
∆′ − 1

R0
+ 8π2µ0

rR0p
′

(ψ′)2

]
[1 +O(ε)] = 0, (3.19)

cos(mθ) :

[
S′′m +

(
2
ψ′′

ψ′
+

1

r

)
S′m +

1−m2

r2
Sm

]
[1 +O(ε)] = 0. (3.20)

These equations provide some valuable insight in what aspects of the flux surface
position and shape are governed by which physical parameters:

• Equation (3.18) describes the averaged force balance of the plasma pressure∇p
and the magnetic pressure and tension, describing how the magnetic fieldsBp
and Bφ prevent the plasma from expanding in the∇r direction.

• Equation (3.19) is the radial equation for the Shafranov shift, describing how
the poloidal field prevents the plasma pressure from expanding the plasma in
the ∇R direction.

• Equation (3.20) is the radial equation for the shaping. At this order, the shaping
profiles depend only on the shaping at the boundary and on the q-profile (as
will be shown). It does not depend on the pressure at this order.

Equation (3.18) is very similar to the flux surface averaged Grad-Shafranov equa-
tion, which will be discussed in section 3.6. To further investigate equations (3.19)
and (3.20), let us first use the flux-coordinate system to express the safety factor pro-
file q(ψ) in terms of the magnetic field. Recall that the safety factor profile is defined
as the ratio of the times a magnetic field line travels around the tokamak toroidally
versus poloidally. This quantity can be found with an integral of dφ/dθ over one
poloidal revolution:

q(ψ) =
1

2π

∫ 2π

0

dφ

dθ
dθ =

1

2π

∮
1

R

d`t
d`p

d`p =
1

2π

∮
Bt
R

d`p
Bp

(3.21)
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3.4 Large aspect ratio expansion

Here, it is used that the pitch of the field lines is locally given by the ratio between
the toroidal and poloidal magnetic fields. Using Bp = |∇ψ|

2πR and Bt = F (ψ)
R , this

expression can be written as:

q(ψ) = F

∮
dl

R |∇ψ| =
F

ψ′

∫ 2π

0

J

R2
dθ. (3.22)

The expression for the Jacobian found in eq. (3.14) was used for the final step. In the
small aspect ratio approximation described above, the integral term containing the
Jacobian can be approximated by:

∫ 2π

0

J

R2
dθ =

2πr

R0

[
1 +O(ε2)

]
, (3.23)

leading to:

ψ′ =
2πrF

qR0

[
1 +O(ε2)

]
, (3.24)

ψ′′ =
2πF

qR0

[
1 +

rF ′

F
− s+O(ε2)

]
, (3.25)

where s = rq′

q is the magnetic shear. Let us also define the quantity poloidal beta as:

βp ≡
p〈

B2
p

〉
/2µ0

(3.26)

where p = 1
V0

∫
V0
pdV is the volume averaged pressure for an arbitrary flux surface

enclosing volume V0. In the case of a circular cross section this becomes:

βp(r0) = −2µ0
R4

0q
2

F 2r40

∫ r0

0

r2p′dr. (3.27)

Furthermore, the normalized internal inductance is given by:

`i(r0) =
2Li
R0

=
4

I2p(r0)R0

∫ V0

0

1

2
B2
pdV. (3.28)

Here, the plasma internal inductance Li is given by:

1

2
LiI

2
p =

∫

plasma

1

2
B2
pdV. (3.29)

In the case of a circular cross section equation (3.28) gives approximately

`i(r0) = 2
q2

r4o

∫ r0

0

r3

q2
dr. (3.30)

Equation (3.19) can be integrated using ψ′ =
2πrf

qR0
and multiplying by r3/q2. Using

the circular cross section approximations for βp and `i, this yields[20]:

∆′ =
r

R0

(
βp +

1

2
`i

)
. (3.31)
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3 THEORY

This is one of the best known results from this large aspect ratio expansion. This
compact expression describes the force balance in the ∇R direction in the interior
of the plasma. The first term on the right represents the pressure that attempts to
increase the plasma volume by increasing the major radius. This force is know as the
tyre tube force, since the air pressure in a toroidal inner tyre tube similarly expands
the major radius of the tyre. The second term on the right of equation (3.31) is due
to the toroidal current. It is the hoop force due to the self-inductance of a current
carrying circuit. The balancing term on the left, ∆′, is caused by the compression of
the poloidal flux at the low field side of the torus.

Substituting the expressions for ψ′ and ψ′′ from equations (3.24) and (3.25) into
equation (3.20) and assuming rF ′/F << 1 leads to the following expression for the
shaping parameters:

r2S′′m + [3− 2s(r)] rS′m + (1−m2)Sm = 0. (3.32)

From this expression we see that the penetration of the plasma boundary shaping
into the core, depends only on the magnetic shear (to leading order). If the magnetic
shear is vanishingly small, one simply obtains:

Sm(r) = Sm(a)
( r
a

)m−1
, (3.33)

so that for a flat q-profile:

κ(r) = κ(a) and δ(r) = δ(a)
r

a
, (3.34)

i.e. the elongation remains constant from the edge to the magnetic axis, while the
triangularity drops off linearly towards the core, and thus vanishes at the magnetic
axis. The magnetic shear modifies the penetration of the shaping into the core. An
increase in magnetic shear reduces the shaping in the core, while a decrease in shear
increases the shaping. For advanced tokamak scenarios, the large negative shear
actually increases κ and δ inside the region of negative shear.

3.5 1-D transport
In this section the equations governing the 1-D transport are introduced. The coor-
dinate system used in these equations is a flux coordinate system (ρ, θ, φ), where ρ
is defined using the toroidal magnetic flux. This toroidal magnetic flux is defined by

Φ ≡
∫

B · dAφ =
1

2π

∫

V

B · ∇φdV =
1

2π

∫

V

F

R2
dV. (3.35)

A radial coordinate ρtor can now be defined by:

ρtor =
√

Φ/(πB0), (3.36)

which can be seen as a measure of an effective minor radius; for a cylindrical plasma
with uniform B field, ρtor corresponds exactly to the minor radius. When using the
fitting method however, it is much easier to use a definition for ρ that is normalised
so that at the plasma boundary ρ is always equal to one, so we define

ρ = ρtor,N =
√

ΦN =
√

Φ/Φb. (3.37)
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3.5 1-D transport

From equation (3.35), we find that

∂Φ

∂V
=

1

2π

∂

∂V

∫

V

F

R2
dV =

F

2π

〈
1

R2

〉
, (3.38)

together with equation (3.21) this gives:

q =
F

2π

∂V

∂ψ

〈
1

R2

〉
=
∂Φ

∂V

∂V

∂ψ
=
∂Φ

∂ψ
. (3.39)

This last expression for q is one that is often also used to define it. The transport
equations described in the ASTRA documentation[6], are rewritten using the nor-
malised definition for ρ, resulting in

1

V ′

(
∂

∂t
− Φ̇b

2Φb

∂

∂ρ
ρ

)(
nαV

′)+
1

V ′
∂

∂ρ
Γα = Sα, (3.40)

3

2

(
V ′
)−5/3

(
∂

∂t
− Φ̇b

2Φb

∂

∂ρ
ρ

)[(
V ′
)5/3

nαTα
]

+
1

V ′
∂

∂ρ

(
qα +

5

2
TαΓα

)
= Pα, (3.41)

σ‖

(
∂ψ

∂t

∣∣∣∣
ρ

− ρΦ̇b
2Φb

∂ψ

∂ρ

)
=

F 2

16π2µ0Φ2
bρ

∂

∂ρ

[
g2g3
ρ

∂ψ

∂ρ

]
− 1

2Φbρ
V ′ 〈jni ·B〉 . (3.42)

These equations are respectively, the particle transport, energy transport and poloidal
flux diffusion [8] equations. The particle flux and the diffusive heat flux are given,
respectively, in the general form:

Γα = −g1nα
V ′


 ∑

β∈species

(
Dα
nβ

1

nβ

∂nβ
∂ρ

+Dα
Tβ

1

Tβ

∂Tβ
∂ρ

)
+DE

E‖
Bp


 , (3.43)

qα = −g1Tαnα
V ′


 ∑

β∈species

(
χαnβ

1

nβ

∂nβ
∂ρ

+ χαTβ
1

Tβ

∂Tβ
∂ρ

)
+ χE

E‖
Bp


 . (3.44)

The geometric terms, g1−3 that are found in equations (3.40)-(3.44) are given by:

g1 =
〈
|∇V |2

〉
, g2 =

〈 |∇V |2
R2

〉
, g3 =

〈
1

R2

〉
. (3.45)

These geometric terms depend on the position and shape of the flux surfaces and
thus depend on the 2-D equilibrium. Therefore they need to be determined either
through fitting (part 1) or by numerically solving the Grad-Shafranov equation and
calculating the value of these geometric terms from the resulting equilibrium solu-
tion. For the remaining unknown terms in these equations, like the source terms
Pα and Sα as well as the various transport coefficients Dα

Tβ
χαTβ , estimates need to

be computed using available models and assumptions. This can be done without
introducing additional terms that depend on the 2-D equilibrium. For the evalua-
tion of the non-inductive current term, an estimate of the trapped particle fraction
ftrap(ψ) is required, which does depend on equilibrium configuration. Apart from
the geometric terms g1−3, the remaining terms that depend on the 2-D equilibrium
are F, V ′,Φb and ftrap. These terms will also have be derived from the equilibrium.
It is not necessary however, to determine both F and V ′ since either one can be used
to derive the other through the following expression:

∂V

∂ρ
=
∂V

∂Φ

∂Φ

∂ρ
= 4π

Φbρ

g3F
, (3.46)
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For the final step the expression found in (3.38) was used. In addition to this it will be
shown in the next section that a 1-D flux-surface averaged Grad-Shafranov equation
can formulated which can be used to find an expression for F or V ′ and Φb. This
leaves only g1−3 and ftrap as the terms that depend on the flux surface geometry and
that need to be determined.

3.6 Surface averaged Grad-Shafranov
In this section, which is based loosely on the article by Fable[8], the flux surface
averaged Grad-Shafranov equation is discussed. In section 3.4, it was mentioned
that this equation is quite similar in role to equation (3.18), as they both describe
how the poloidal and toroidal fields prevent the plasma from expanding in volume.
The flux surface averaged GSE is a 1-D differential equation that relates the poloidal
flux ψ with the volume enclosed by the flux surface. With

H =
∂ψ

∂V
, (3.47)

the flux surface averaged GSE or 〈GSE〉 reads:

H (g2H)
′

= −4π2µ0p
′ − 4π2g3FF

′. (3.48)

Using:

F =
2π

g3

∂Φ

∂ψ

∂ψ

∂V
=

2π

g3
qH → H =

g3
2πq

F, (3.49)

either F or H can be eliminated from the equation. After substitution of either H
or F into (3.48), the resulting equation is a linear first order ODE for F 2 or H2, for
which the solution is known. The boundary conditions for these solutions depend
on the vacuum magnetic field, which is also known. Furthermore, when using the
(known) total plasma volume as constraint:

Vb =

∫ ψb

ψ0

dψ

H (φb, g2)
, (3.50)

an expression can be found to determine the toroidal flux at the boundary Φb.
The coupling of the 1-D and 2-D equilibria is not straightforward[8], usually a

number of iterations between the transport and equilibrium equations are necessary
for the two sets of equations to be self-consistently satisfied simultaneously. This is
also a reason why a method for 2-D equilibrium reconstruction that is defined using
a similar flux coordinate system as the transport equations would be beneficial. It
would at least save time on interpolation steps but it might even make it possible to
self consistently solve the entire set of equations simultaneously.

3.7 Miller equilibria
As mentioned in the introduction, one of the possible uses of a fast equilibrium
reconstruction technique is to use it, combined with a transport simulator, as a real-
time plasma observer that can be used for feedback control purposes. For such an
observer it would be beneficial to have a reconstruction of the entire flux surface
geometry and not just the geometric profiles g1−3. This geometry could for example
be used to transform the physical location (R,Z) of certain actuators or sensors to
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3.7 Miller equilibria

a flux coordinate location ρ. Using the fitting method, a way to reconstruct the flux
surface geometry is to parametrise the flux surface shapes and then fit the radial
profiles of these shape parameters.

This method is equivalent to the method used for the estimation of flux-surfaces
in a recent article by Hommen et al.[22]. In this article the plasma boundary and
magnetic axis are found from measurements and the intermediate flux-surfaces are
estimated using a shape parametrisation that utilises the known boundary shape.
The evolution of these shape profiles, from the boundary to the axis, is then fitted
to best reconstruct a certain dataset. This was done using fixed shape parameters as
well as using adaptive shape parameters, which were functions of β and `i. The sta-
tistical work for these adaptive shape parameters was my contribution to the article
of Hommen. This statistical work was done previous to the work presented in this
thesis and can be seen as a preliminary version of the fitting work presented here.

If accurate fits for the shape profiles are available, it is possible to derive the
g1−3 profiles from them, instead of fitting g1−3 directly. A method for doing this is
described in the article by Miller et al.[15]. In this article the following parametrisation
for the flux surfaces is used:

R(r, θ) = R0(r) + r cos
{
θ +

[
sin−1 δ(r)

]
sin θ

}
,

Z(r, θ) = κ(r)r sin θ. (3.51)

These equations define a flux coordinate system (r, θ, φ), which is very similar to
the flux coordinate system used to derive the large aspect ration expansion, however
in this case the radial coordinate r is equal to the radius of the flux surface in the
equatorial plane Z = 0. The goal is to find an expression for the poloidal magnetic
field Bp:

Bp =
|∇ψ|
2πR

=
∂ψ

∂r

|∇r|
2πR

(3.52)

Using the equations for the Jacobian found in section 3.4 we find:

|∇r| = R

J

dl

dθ
=

(
∂R

∂θ

∂Z

∂r
− ∂R

∂r

∂Z

∂θ

)−1
√
∂R

∂θ

2

+
∂Z

∂θ

2

. (3.53)

Leading to the following equation for Bp[15]:

Bp =
∂rψ(2πR)−1κ−1

[
sin2(θ + x sin θ)(1 + x cos θ)2 + κ2 cos2 θ

]1/2
cos(x sin θ) + ∂rR0 cos θ + [sκ − sδ cos θ + (1 + sκ)x cos θ] sin(θ + x sin θ) sin θ

,

(3.54)
where:

x = sin−1 δ, sκ =
r∂rκ

κ
, sδ =

r∂rδ√
1− δ2

. (3.55)

The notation ∂x is used to denote a partial derivative with respect to the variable x,
a notation that will also be used, for brevity sake, in some of the following sections.
The term ∂rψ can be determined using:

∂rψ =
∂ψ

∂Φ

∂Φ

∂ρ

∂ρ

∂r
=

2Φbρ

q
∂rρ. (3.56)

Which for the parametrisation defined by equation (3.51) leaves the following profiles
to be fitted: κ(ρ), δ(ρ), R0(ρ), r(ρ) and all their derivatives with respect to ρ. With
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these shape profiles available, the flux surface layout is defined by eq. (3.51) and with
equation (3.54) the poloidal magnetic field is also known together describing the
equilibrium configuration. Using the definition of the flux-surface average eq. (4.3),
the geometric profiles g1−3 can be calculated by integrating over the flux contours.

It should be noted that the flux surface parametrisation of eq. (3.51), which only
contains the shape terms κ and δ, can be extended to include as many shape terms
as is necessary to accurately represent the plasma shape. For such an extended
parametrisation, a new equation for Bp can readily be calculated using equations
(3.52) and (3.53). This new equation for Bp will subsequently depend on the new
shape parameter profiles as well as their derivatives.

3.8 Summary
To reiterate, the most important theoretical concepts from the theory section are:

• The Grad-Shafranov equation describes the 2-D force balance in the plasma.
Solving this equation yields the layout and shape of the flux surfaces.

• Plasma properties that themselves are not flux functions, can be averaged over
a flux-surface, leading to a form of this property that is a flux function.

– This flux surface average is used to determine the radial transport equa-
tions for the plasma.

• The transport of particles, energy and current in the plasma can be described
by the 1-D radial transport equations

– In these equations there are a number of geometric terms, g1−3 and ftrap,
which depend on the 2-D equilibrium configuration.

– These geometric terms need to be determined through fits (part 1) or by
solving the Grad-Shafranov equation.

• The layout and shape of the flux surfaces can also be reconstructed, by fitting
the shape profiles, such as κ(ρ) and δ(ρ). These profiles can then also be used
to find g1−3 using Miller equilibria.
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Part I

Numerical fits
In this part of the thesis, the method of using numerical fits to reconstruct the geo-
metric profiles required for the 1-D transport calculations, is discussed. These pro-
files, g1, g2, g3 and ftrap are the only remaining factors in the 1-D transport equations
that depend on the 2-D equilibrium. Therefore, when accurate fits for these profiles
are available, the 1-D transport can be solved and the need for a full 2-D equilibrium
reconstruction is avoided. These fast transport calculations can be used as basis for
a real-time plasma observer. For such an observer, it is advantageous to also ap-
proximate a flux-map, which can be used to map the (R,Z) locations of diagnostics
and actuators to the appropriate location in 1-D flux space. It is investigated how
well such a flux-map reconstruction can be made using numerical fits of 1-D shape
profiles, such as the elongation and triangularity profiles. Miller equilibria, as intro-
duced in section 3.7, can subsequently be used to calculate the shape profiles g1−3.

In section 4, the behaviour of the geometric profiles g1, g2 and g3, for varying
pressure and current profiles, is investigated. In section 5, the method is presented
that is used to calculate the extensive fits of the geometric profiles as well as the shape
profiles. In section 6 the results of the fitting method are presented. In this section,
it is investigated how well these fits perform for equilibria similar to the data used to
obtain the fits as well as for equilibria that are significantly different from the data
used to obtain the fits. Finally the conclusions are presented as well as an outlook on
future work.

4 Behaviour of the geometric profiles

In this section the behaviour of the geometric profiles g1−3, used in the transport
equations, is investigated. This is done to get a general idea of which parameters have
the biggest influence on these profiles and therefore which parameters are required
in order to get a sufficiently accurate fit. This investigation should also yield useful
information for the detailed fits of these profiles, which will be discussed in the next
section of this report.

The geometric profiles found in the transport equations are:

g1 =
〈
|∇V |2

〉
, g2 =

〈 |∇V |2
R2

〉
, g3 =

〈
1

R2

〉
. (4.1)

For all these profiles the first derivative to ρ also appears in the transport equations
and should therefore also be determined. This can be done by independently fitting
the derivatives, or it can be done such that there is only one fit (and the derivative
consistent with it) that yields good results for both the original profile and the deriva-
tive.

For this investigation a set of ten current density profiles is constructed ranging
from a peaked “inductive” profile to a “reversed shear” profile with low current in
the center of the plasma. These profiles can be seen in Figure 6. In addition to these
ten different current profiles, a standard Gaussian pressure profile is used which
is multiplied by ten different factors. These pressure parameters are chosen such
that βN ranges from 10−6 to 6 for the entire dataset. For each of the ten pressure
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4 BEHAVIOUR OF THE GEOMETRIC PROFILES
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Figure 6: Surface averaged current density (I∗) profiles used to investigate the
geometric profile behaviour for different `i and different scenarios (inductive to
reversed shear).

parameters and current profiles, the equilibrium is evaluated using the CHEASE
equilibrum code[23], leading to a 10×10 set of equilibria. The current density profiles
are provided to CHEASE as the flux surface averaged current density I∗, which is
equal to j̃tor from equation (3.10) and is defined by:

I∗ =
∂Ip(ψ)

∂Aφ
=
〈jφ/R〉
〈1/R〉 . (4.2)

The boundary used for these equilibria is an up down symmetric boundary with elon-
gation and triangularity based on an ITER boundary (from the data used in section
6.3) where ε = 0.33, κ = 1.7, δ = 0.3. Furthermore these equilibria are scaled to
have a fixed plasma current of 0.45 mega amperes.

The safety factor (q) profiles for these equilibria can be seen in Figure 7. These q-
profiles are important because the safety factor (and its derivative which corresponds
to the shear) plays a large role in determining the way the boundary shaping propa-
gates into the plasma centre and impacts the inner flux surface shapes, as was dis-
covered from the large aspect ratio expansion in section 3.4. The safety factor profile
is also used to distinguish between different plasma scenario i.e. inductive, hybrid,
revered shear.

From the safety factor profiles in Figure 7, it can be concluded that the cur-
rent profiles used as input indeed lead to plasma scenarios ranging from inductive
(monotonic q-profiles) to strong reversed shear (q increasing towards the magnetic
axis). Furthermore it can be observed that for higher pressure, q at the edge increases
while q at the axis decreases. This also leads to the reversed shear q-profiles having a
slightly weaker reversed shear for the high pressure cases.

The g1−3 profiles are purely geometric profiles meaning that they only depend
on the geometry and distribution of the flux surfaces. This can be verified by looking
at the definition of the flux surface average:

〈Q〉 ≡ ∂

∂V

∫
QdV =

∮
Q
d`p
Bp

/∮
d`p
Bp

. (4.3)
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(a) Low β (b) High β

Figure 7: Resulting safety factor profiles for the ten different current profiles and
the highest(a) and lowest(b) pressure.

So, even though the flux surface averages are usually evaluated using the second ex-
pression in (4.3), which contains the poloidal magnetic field, it is actually defined in
a purely geometric manner. Since the shape and distribution of flux surfaces deter-
mines the value of the geometric profiles, it is informative to look at some of these
fluxmaps. In Figure 8, four flux contour graphs are shown for the most extreme
cases in our set, the cases with the lowest and highest pressure with both the lowest
and highest `i. Note that the low `i case has the most extreme reversed shear. The
contour lines in Figure 8 are spaced in such a way that each contour represents a line
of constant ψ where the ρ’s are linearly spaced.

(a) low β low `i (b) low β high `i (c) high β low `i (d) high β high `i

Figure 8: Contours of constant ψ, linearly spaced in ρ.

The most notable difference between the four fluxmaps in Figure 8, is the shift
of the magnetic axis, which is much larger for the high β cases. Another clear dif-
ference is that for the low `i cases the flux contours close to the axis are much more
elongated than the ones for high `i. Also, for the high pressure and low `i case the
triangularity of the contours near the axis is also clearly visible, while for all other
cases it is not. This is all consistent with theory which tells us that the Shafranov
shift is primarily governed by the plasma pressure and that the penetration of shap-
ing into the plasma core depends on the magnetic shear.
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4 BEHAVIOUR OF THE GEOMETRIC PROFILES

To relate these observed phenomena to their effect on the geometric profiles, is a
bit more tricky. To do this, a qualitative interpretation of the flux surface average, for
fluxmaps like the ones in Figure 8, is required. The flux surface average is a weighted
contour integral, where the weighting function is R/ |∇ψ|, which can be interpreted
as the expansion of volume between subsequent flux surfaces. The flux surface av-
erage of a quantity Q, can thus be interpreted as a volume integral of this quantity
over the volume between two subsequent flux surfaces divided by this volume. Or in
2-D terms, as a weighted surface integral of Q over the area between two subsequent
flux surfaces divided by this weighted area, with R as weighting function. In the
infinitesimal ∆ψ limit this interpretation is exact.

The effects on the g3 =
〈
1/R2

〉
profile are the easiest to comprehend, since this

is somewhat similar to finding the centre of mass of the described volume between
two subsequent flux surfaces. In Figure 9 the g3 and ∂ρg3 profiles are shown for the
lowest and highest pressure values (direction of increasing β is indicated) and all ten
current profiles (distinguished by the color variation). For this profile the Shafranov
shift is naturally a direct influence, the higher the shift the lower 1/R2. The derivative
of the shift also plays an important a role, since it determines how much the flux
surfaces are pressed together on the low field side (LFS) and concurrently expanded
on the high field side (HFS). This means that, for a high shift, the flux surface average
weighs the HFS much heavier than the LFS. Since 1/R2 is low on the LFS and
high on the HFS, a high derivative of the shift leads to a higher value of

〈
1/R2

〉
.

This is why the g3 profiles for the high pressure case, when compared to the low
pressure case, are lower near the axis (shifted axis: lower 1/R2) and higher around
the boundary (LFS weighted higher due to flux compression and expansion).

The triangularity also plays a role, since a positive triangularity slightly shifts
the "centre of mass" to the LFS, meaning that the higher the triangularity (and the
bigger its derivative) the higher

〈
1/R2

〉
. This effect is of course reversed for negative

triangularities. The elongation does not play a significant role for this profile since
it mainly influences the Z coordinate and not R, so

〈
1/R2

〉
does not change much.

Because of this, the differences in the shape propagation, caused by the different
current profiles, do not have much impact on the g3 profiles.

(a) g3 (b) ∂ρg3

Figure 9: g3 and ∂ρg3 profiles for the lowest and highest pressure cases (direction
of increasing β is indicated) and all ten current profiles (distinguished by the color
variation).
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To get insight in the behaviour of the other two geometric profiles, some insight
in |∇V | is needed. The poloidal behaviour of |∇V | can be seen in Figure 8, and is
the same as |∇ρ|. For the radial behaviour however, the derivative ∂V/∂ρ also needs
to be considered (since the contours in Figure 8 are equally spaced wrt. ρ). Figure 10
shows these profiles for all current profiles and for the highest and lowest pressure
cases. From this figure it is clear that the ∂V/∂ρ profiles depend almost exclusively
on pressure.

This pressure dependency can be partly explained by the effect the Shafranov
shift has on the volume. The volume enclosed by an infinitesimal flux surface at the
axis is directly proportionate to the radial location of the axis. This mean that the
larger the Shafranov shift, the larger the initial derivative of dV/dρ. Near the bound-
ary this effect is gone since the location of the boundary is the same for all equilibria.
Furthermore, due to the shift compressing the flux surfaces toward the LFS, the vol-
ume between two consecutive flux surfaces close to the boundary will be smaller for
a high shift equilibrium. This is because of the fact that, for volume calculations, the
LFS (high R) has a bigger impact than the HFS (low R). The fact that increasing the
pressure (and thus the shift) leads to an increase of dV/dρ in one region (close to
the axis), but a decrease in another region (closer to the boundary), is not surprising
since

∫
dV
dρ dρ = V which must of course be equal for all the considered equilibria.

Figure 10: Profiles of the derivative of the plasma volume V with respect to
ρN , showing the lowest and highest pressure cases (direction of increasing β is
indicated) and all ten current profiles (distinguished by the color variation).

What this means for the g1 and g2 profiles, shown in Figure 11, is first of all, that
at the axis the profile value and the first derivative to ρ are zeros. This is a conse-
quence of the fact that dV/dρ ∝ ρ near the axis, meaning that |∇V |2 ∝ (dV/dρ)2 ∝
ρ2. Furthermore, for higher β the g1 profile will have a higher initial derivative
similar to the dV/dρ profile. The large Shafranov shift for high pressure cases also
increases |∇V | on the low field side of the tokamak and decreases it on the high field
side. This introduces an R dependency in |∇V |. The volume integration and the de-
pendency of the volume on R leads to the increase of the gradients on the low field
side being weighted much stronger than the decrease on the high field side. This
subsequently leads to an increase of the g1 for higher Shafranov shifts (and thus for
higher pressures). For g2 this effect is cancelled out because the squared gradient is
divided by R2. This means that the influence of pressure and Shafranov shift on g2
will be much weaker. Again, any effects from shaping do not have a clear effect on
the averaged profiles.
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4 BEHAVIOUR OF THE GEOMETRIC PROFILES

(a) g1 (b) ∂ρg1

(c) g2 (d) ∂ρg2

Figure 11: g1, g2, ∂ρg1 and ∂ρg2 profiles for the lowest and highest pressure cases
(direction of increasing β is indicated) and all ten current profiles (distinguished
by the color variation).

It is clear from figures 9 and 11 that the differences between the subsequent
profiles are much smaller than for example for the q-profiles, this is especially true
when only varying the current profiles. For g1 and g3 there is a clear dependency
on pressure but for g2 that dependency is also much smaller. That these profiles are
not too sensitive to changes in the current and pressure profiles is of course a good
thing for fitting. In the next subsection, a first rough fit of the geometric profiles is
performed to gain some insight in what kind of accuracy can be achieved and to see
what kind of functions can be used to fit the geometric profiles. This insight will also
be useful for the extensive fitting procedure explained in section 5.

4.1 Rough first fit

For the transport calculations, a model is needed for both the original profiles g1−3
and their first derivatives. From the figures of the derivatives of the geometric profiles
(see fig. 9 and 11), the underlying structure becomes more apparent than from the
original profiles. Because of this, the choice is made to do the fitting based on the
derivative profiles and use integration to find the model for the original profiles from
that.
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4.1 Rough first fit

The structure of the ∂ρg1 and ∂ρg2 profiles, starts with a linear part superimposed
with a high order part, which becomes relevant near the plasma boundary. At higher
pressure (and lower `i) a third order part starts to play a role as well. Therefore
these profiles are modelled using the following equation: a1ρ + a2ρ

3 + a3ρ
n. The

∂ρg3 profile is slightly more complicated and after investigating the first and second
derivatives of g3 it is concluded that the addition of a quadratic term leads to a good
model for ∂ρg3: a1ρ+ a2ρ

2 + a3ρ
3 + a4ρ

n.
Since the starting value for the g3 profile is non-zero, this value also needs to

be reconstructed. This value is determined directly by the Shafranov shift of the
magnetic axis via: 1/(1 + ∆s)

2. The Shafranov shift can be measured directly by
for example a MSE (motional stark effect), ECE (electron cyclotron emission) or TS
(Thompson scattering) diagnostic. However in the case that such a diagnostic is not
available it is still very useful to have a good estimate (through fits) of the shift. There-
fore a fit for the Shafranov shift will also be required, which then directly determines
the starting value of the g3 profile.

As mentioned before, the dependency of these geometric profiles on the different
current distributions (characterised by `i), is much weaker than the dependency on
β. Therefore, a rough fit solely based on β will be used for all profiles after which it
will be analysed how well this rough estimation performs.

For all profiles ∂ρg1−3 a nominal model, using the equations mentioned above,
is fitted to the ten profiles with the same pressure parameter but different current
distributions. This is done for each pressure parameter. For the high order ρn term
it is first checked what value of n leads to the best fit for the lowest and the highest
pressure cases, a good value for n in the middle of these values is then selected. The
variable n is then set to this fixed value and eliminated from the fit to avoid having
too much freedom in the fitting function, which could lead to over-fitting or a badly
conditioned fit. The selected values for n for the three profiles are 15, 17 and 8 for
∂ρg1, ∂ρg2 and ∂ρg3 respectively. The fitting functions for the different profiles are
therefore:

∂ρg1 : p1ρ+ p2ρ
3 + p3ρ

15,

∂ρg2 : p1ρ+ p2ρ
3 + p3ρ

17,

∂ρg3 : p1ρ+ p2ρ
2 + p3ρ

3 + p4ρ
8. (4.4)

As mentioned, these functions were fitted directly onto the ten profiles with the
same pressure parameter. The coefficients found by this fit are then correlated to the
mean value of βp for that set of equilibria. These fits with βp were either linear or
quadratic fits, which accurately described the behaviour. For the Shafranov shift of
the magnetic axis, a linear fit between the shift and βp was used. With all these fits
put together the remaining errors are calculated using the following error definition:

η(ρ) =
|g(ρ)− gfit(ρ)|

g(ρ)
. (4.5)

The error is defined in this way because of how these profiles are factored into the
transport equations. If this error stays below 10% it means that in the transport
equation terms that contain the corresponding geometric profiles, an error of less
than 10% is introduced. If the errors from multiple geometric terms strengthen
each other, the total introduced error can, however, still be more than 10%. From this
relative error profile both the means (η) and maximum (ηmax) values are calculated
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4 BEHAVIOUR OF THE GEOMETRIC PROFILES

for all fitted functions and all the profiles. In Table 1 the mean η, the maximum η
and the maximum ηmax are shown in percentages.

The data in this table first of all shows us that the overall averaged error stays well
below the 10% mark for all profiles. The maximal value for η is also below 10% for
the original profiles and is slightly higher than 10% for the derivative profiles. These
are all reasonably good results since this is a rough fit that entirely ignores the effects
of the different current profiles. The results for the overall maximum errors are all
below 20% except for the maximum error in the ∂ρg3 which is very high. This high
error is located near the axis where the value of ∂ρg3 is close to zero and therefore a
small absolute error can lead to a very large relative error as described by equation
(4.5).

Table 1: Table containing the mean and maximum relative errors of the nominal
fits in percentages.

Profile Mean η [%] Max η [%] Max ηmax [%]
g1 2.3 9.8 19
g2 2.4 9.3 20
g3 0.5 1.3 2.5
∂ρg1 3.2 12 17
∂ρg2 3.0 10 18
∂ρg3 8.3 14 164

This division by a small value near the axis is in fact the cause of all maximal
errors, as they are all located there. This is also the reason why the errors for the g3
profile are so low in comparison to the other profiles, this profile is the only one that
does not start at zero at the axis. It is possible that this error definition is too strict for
errors near the axis and that errors in this region are somehow negligible compared
to other terms in the transport equations. It is however better to be on the safe side
which is why this strict error definition is used.

A way to improve these fits (and especially the fit for ∂ρg3) might be to use a
weighted fit which prioritises a close fit near the axis. Also including some `i depen-
dency would obviously improve these fits. It is however informative to see how well
this fit, which only accounts for pressure differences, performs. The realisation that
these vastly different current profiles only lead to slightly different g1−3 profiles is
very valuable and not at all trivial. The shape profiles and especially the elongation
κ, are heavily dependant on the current profile as can be seen in Figure 12. So if the
shape profiles also need to be fitted to provide an estimated flux map, information
about the current profile will be more important.
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(a) Low β
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Figure 12: Elongation profiles for the ten different current profiles and the high-
est(a) and lowest(b) pressure.

5 Fit method

In the previous section, the influence of different pressure and current profiles (quan-
tified by βp and `i) was investigated and some preliminary fits were made for the ge-
ometric profiles where only changes in βp were taken into account. In the following
two sections the method for and results of making an extensive multi-parametric fit
of the geometric and shape profiles are presented. For these fits, the changes in the
pressure and current profiles as well as changes in the shape of the plasma bound-
ary will be taken into account. Due to the high dimensional nature of this problem
it is virtually impossible to visualise the effects of all the different variables on the
profiles and fits. Which is why the investigation of the simpler but more compre-
hensible problem, where only βp and `i are varied, was presented in the previous
section, providing some valuable insight.

In this section, the method for obtaining the numerical fits of the geometric and
shape profiles, is described. The available inputs and required outputs for fitting are
discussed first. Next, the method for parametrising the output profiles is explained.
This step is required to reduce the information of the 1-D output profiles to a small
number of parameters which can then be fitted by the available inputs. Third, the
statistical method used for fitting the output profile parameters with the input pa-
rameters is explained. Then, the generation of the dataset, on which the fitting is
performed, is discussed. Finally the definition of the error measure, which is used
to determine how well the fits perform, is given and discussed.

5.1 Inputs and outputs

It is assumed for this research that information on the location and shape of the
plasma boundary is available in real-time. This means the boundary parameters
such as κ, δu|l and ε can be used as inputs for the equilibrium reconstruction. This
assumption provides the fits with a solid starting point and it allows us to look
at plasma equilibria independent of a specific tokamak geometry and magnetics.
There are multiple real-time boundary reconstruction methods that could be used
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5 FIT METHOD

in conjunction with the proposed fitting method. These boundary reconstructions
can be done based on different types measurements such as: magnetic measure-
ments[24][25], visible wavelength images[26] or reflectometer arrays[27].

In addition to the boundary parameters, it assumed that real-time estimates for
the poloidal beta βp and for the self induction parameter `i are available. Further-
more, as this routine is meant to complement a 1-D transport simulation code, the
profiles that are evolved in such a code are also available in real-time and can be
used as input for this routine. Therefore information from the current, pressure
and safety factor (q) profiles is available to be used as indicator. The profiles them-
selves cannot be used as indicators, scalar quantities containing information about
the profiles have to be used. To accomplish this, the moments of the profiles are
used. These moments can be calculated by the following formula:

mi [f ] =
1

m0

∫ 1

0

(ρn −m1)
i
f (ρn) dρn, i > 1 (5.1)

Where m0 [f ] =
∫ 1

0
f (ρn) dρn and m1 [f ] = 1

m0

∫ 1

0
ρnf (ρn) dρn.

The output profiles which have to be fitted, consist of the profiles which are di-
rectly used in the transport equations. These are: g1, g2, g3, ftrap and their first
derivatives to ρ. In addition to these direct profiles, the profiles required to recon-
struct a ψ(R,Z) map and to calculate Bp with the Miller equilibrium formula, need
to be fitted. These consist of: κ(ρ), r(ρ), ∆s(ρ), δu|l(ρ) and their derivatives to ρ.
To summarize, the inputs and outputs and their role in the profile reconstruction are
shown in Figure 13.

Moments x

RT-measurement or transport code: βp, li.

Boundary detection: κ, ε, δu|l.

Transport code: p(ρ), j‖(ρ), q(ρ). mi(p, j‖, q) Fit

[
g1−3, κ,∆s, r, δu|l

]
(ρ)

∂ρ
[
g1−3, κ,∆s, r, δu|l

]
(ρ)

Figure 13: Overview of the profile reconstruction: Inputs and outputs.

The following two sections will discuss the method for finding the fit which links
the output profiles to the input parameters. For fitting, the inputs and outputs will
all be generated using an equilibrium code (see section 5.4). This means that inputs
from boundary detection, a transport code or RT-measurements, as depicted in Fig-
ure 13, are not actually used in the fitting procedure. The inputs associated with these
procedures, are replaced by the corresponding inputs from the equilibrium solution.

5.2 Output profile parametrisation

As in section 4, the output profiles need to be parametrised in some way to reduce
their dimensionality. For the geometric profiles, g1−3 and their derivatives, the same
polynomial parametrisation is used as in section 4. Recall that for the derivative
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functions these parametrisations were:

∂ρg1 : p1ρ+ p2ρ
3 + p3ρ

15,

∂ρg2 : p1ρ+ p2ρ
3 + p3ρ

17,

∂ρg3 : p1ρ+ p2ρ
2 + p3ρ

3 + p4ρ
8. (5.2)

Through integrating this leads to:

g1 : p1ρ
2 + p2ρ

4 + p3ρ
16,

g2 : p1ρ
2 + p2ρ

4 + p3ρ
18,

g3 : p1 + p2ρ
2 + p3ρ

3 + p4ρ
4 + p5ρ

9, (5.3)

for the original profiles. Note that only for g3 an integrating constant is added since
this is the only profile of these three that is non-zero at the magnetic axis.

For the shape profiles, another parametrisation is required. A general and effec-
tive way to represent any kind of profile is with a spline fit. So, for the shape profiles,
a parametrisation is used based on cubic B-splines[28]. This fitting method is cho-
sen over other methods, such as a low order polynomial fit, because of the direct
coupling between the parameters of the spline fit and the local value of the profile,
which makes this fit a well-conditioned numerical problem. It is also a very flexible
fitting method. Furthermore, local constraints on the value or derivative of the fit, at
the boundary or the axis, are easily implemented for this spline fit. Imposing such
constraints always results in one less degree of freedom in the fit per constraint,
since each constraint fixes the value of a certain spline or fixes the ratio between two
splines.

These polynomial and spline based parametrisations are all linear parametrisa-
tions in the sense that they can be written as a matrix multiplication of the parameter
vector with the ρ-dependant part, i.e.:

yi(ρ) = pi · S(ρ) (5.4)

In this formulation it is clear that only the fit parameters p change from equilibrium
to equilibrium, while S(ρ) stays the same. To show the role of this output profile
parametrisation step, a new overview of the profile reconstruction is shown in Fig-
ure 14, which includes this step.

βp, li

κ, ε, δu|l

mi(p, j‖, q)
[
g1−3, κ,∆s, r, δu|l

]
(ρ)

∂ρ
[
g1−3, κ,∆s, r, δu|l

]
(ρ)

x p = F (x) y(ρ) = pS(ρ)
p

Figure 14: Overview of the profile reconstruction: Profile parametrisation.

From Figure 14, it is clear that the fitting problem is twofold: first fitting the out-
put profiles using their respective parametrisations and second finding a function
F that accurately links the output parameters p to the input parameters x. The first
problem is solved with a linear least squares fit, so the output profile parameters are
determined using:

p = yS
T

(S S
T

)−1. (5.5)
The method for solving the remaining fitting problem is discussed in the following
section.
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5.3 Statistical method

In this section, the statistical method is described, which is used to find a function
that links the input parameters: x to the output profile parameters: p. The simplest
linking function would be a linear function, where the output profile parameters
can be described by a linear combination of the input parameters. A large number
of simple techniques are readily available to solve this linear regression problem.
However in the preliminary investigations (such as the one described in section 4)
of the output profile behaviour, it is found that the output profiles do not depend
linearly on the input parameters such as βp, `i, ε etc. Including non-linearity into
the fitting routine can be achieved by pre-processing the input parameters: x by
a non-linear map Φ: X → F , transforming the input space X , into some higher
dimensional feature space F . Such a feature space can, for example, be constructed
using a polynomial based mapping for Φ, where the linear, quadratic and possibly
higher order terms of the input parameters x are used as the feature set. These
quadratic and higher order terms of x generally include all the cross products i.e.
xi xj . The feature space approach is used in various machine learning methods such
as Support Vector Regression [29][30]. In the high dimensional feature space, a linear
hyperplane is fitted to the output data using standard linear regression techniques.
This linear hyperplane in the feature space, corresponds to a non-linear hyperplane
in the original input space.

A problem with this method is that the number of dimensions (or features) in
this feature space can be very large. With this large number of features one of the
main problems that needs to be avoided is over-fitting. A number of statistical meth-
ods are available that deal with this problem. Methods like Principal Component
Analysis can be used to transform the original set of features to a new set of param-
eters which are orthogonal linear combination of the original features. These linear
combinations are called the principal components and they are ordered in such a
way that the first principal component points in the direction of biggest variance in
the feature-set, the second principle component (orthogonal to the first) points in the
direction with the second biggest variance and so on. Principal component analysis
can be used to avoid over-fitting by only considering the first couple of principal com-
ponents and disregarding the rest. In this way the dimensionality of the problem is
reduced and therefore the risk of over-fitting is reduced as well.

Although this is a powerful method, the main disadvantage of PCA (and other
methods similar to it) is that if you look at the resulting fit, it still uses all of the
original features. It is preferable from both over-fitting as well as computational cost
of the eventual reconstruction to have a method that actually eliminates the features
which add the least amount of information about the profile. Basically the goal is to
find which features provide the set that best combines a small amount of required
parameters with a small remaining discrepancy between fitted and actual output
profiles. However, to try every combination of features would lead to 2n possible
combinations, where n is the number of considered features. This is impossible to
calculate for any realistic amount of features. The method that is used in this thesis,
therefore attempts to iteratively find the optimal set of features.

The method starts by fitting the output parameters using the entire feature space,
after which the feature that adds the least in terms of fit-accuracy is identified and
eliminated. This process is then repeated until only a couple of features, five in our
case, are remaining in the fit. In addition to this step downward in the amount of
features used, a step upward can be added followed by another downward step. This
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upward step finds the feature, from the set of previously eliminated features, that
increases the accuracy of the fit by the largest amount. This extra step is useful when
a feature that is eliminated in some of the first iterations, because in that set it did
not add much valuable information, does provide valuable information if used in a
more compact set of features. This iterative method requires the evaluation of fits
for O(n2) combinations of features instead of 2n if all possible combinations are
evaluated. This is a large reduction, however it will still lead to a unworkable amount
of required calculations if the amount of features is larger than a couple of hundreds.
So care has to be taken when constructing the feature space to make sure that it is
not unnecessarily large.

As discussed in section 5.1, the available inputs consist of the boundary parame-
ters: κ, δu|l, ε and the internal parameters: βp, `i as well as the first moments mi of
the pressure, current and safety factor profiles. If the first two or three moments for
all three of these profiles are used, the input parameter set would become too large.
Therefore, from these first moments, the ones that provided the most in terms of
accuracy to the fitting process were selected through trial and error. These were the
zeroth moment of pressure: m0(p), the first moment of current: m1(j‖) and the first
and second moments of the safety factor: m1,2(q). This brings the entire set of input
parameters to:

x =
{
κ, δu, δl, ε, βp, li,m0(p),m1(j‖),m1(q),m2(q)

}
(5.6)

From these ten input parameters the feature space is constructed by first of all in-
cluding the squares of κ, ε, βp and `i as well as the square roots of βp and `i in the
dataset. From this extended dataset of sixteen parameters all the cross-products are
then also added i.e.:

f1 = xe1, ..., fn = xen, n features

fn+1 = xe1x
e
2, ..., fN = xen−1x

e
n,

n(n− 1)

2
features, (5.7)

leading to our final feature space containing n(n + 1)/2 features. With the sixteen
parameters in our extended input dataset, this mean the feature space contains 136
features.

To summarize, a new overview of the profile reconstruction procedure is depicted
in Figure 15, showing the different steps in the fitting procedure.

p = fA y(ρ) = pS(ρ)
pF = Φ(x) f ⊆ FFx f

Iterate: nf = nf − 1

y(ρ)

k × n k ×N k × nf k × nS k × nρ

Figure 15: Overview of the profile reconstruction: Statistical method.

In this overview, the size of the different variables is shown. Here:

• k is the amount of equilibria in the fitting (or reconstructing) dataset,

• n is the number of inputs xi,
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5 FIT METHOD

• N is the size of the feature space,

• nf is the number of features used in the fit, reduced from N ,

• nS is the amount of splines (or polynomials) used in the parametrisation and

• nρ is the amount of ρ points in the profiles.

For the fitting step, which determines the A matrix, a linear least-squares fit is again
used. However, in this case the fit parameters in A are also minimized alongside the
fitting residual, which is done using a weighting matrix, i.e.:

find : A→ min
{
||fA− p||2 + ||WA||2

}
. (5.8)

This is accomplished by appending the diagonal weighting matrix W (size nf × nf )
to f and appending zeros (size nf × nS) to p i.e.

[
f
W

]
A =

[
p
0

]
(5.9)

For this extended system, the linear least squares solution is then found using the

left pseudo-inverse,
(
MTM

)−1
MT , of the combined f , W , matrix. This extra min-

imisation of the fit parameters is done to make sure the sensitivity of the fit result,
to small variations in the inputs, is limited. This again helps to reduce over-fitting
and also makes the fits more robust to small variations of the features in regions that
lie outside the learning/fitting dataset (see section 6.3). The weighting matrix W is
constructed from a constant weight w multiplied by a diagonal matrix containing the
standard deviations of the used features from f . The reasoning behind this is as fol-
lows: when considering two features, where one has a high standard deviation, one
has a low standard deviation and both have similar sized fit coefficients, from the A
matrix, associated with them, the impact of the high deviation feature on the fit is
larger than the impact of the low deviation feature; to account for this difference in
impact, while minimising WA, a higher weight is assigned to the coefficient in A
that is associated with this high impact feature.

5.4 Data generation

To test the applicability and accuracy of the fitting method, a dataset is required with
enough variation that fitting is a challenge and where a reasonably large and contin-
uous range for all the indicators is reached. To achieve this using data from actual
tokamaks is not practically feasible. To have a large range of aspect ratios, elonga-
tions and achieved βp, data from multiple tokamaks and plasma regimes is needed.
It is therefore much easier to work with synthetic data. For the generation of this
synthetic data the CHEASE, fixed boundary, MHD- equilibrium code was used [23].

To calculate an equilibrium, the CHEASE code requires a plasma boundary and
profiles determining the pressure and current distributions. The input profile for
pressure is P ′ = dP

dψ . For the input profile of the current distribution, there is a
choice between three profiles: FF ′, j‖, I∗ (see eq. (3.12) for the definition of j‖),
where the choice was made to specify the I∗ profile, which is the surface averaged
current density. This choice was made, because this profile is more instinctive to
work with than FF ′ and it is easier to handle for the CHEASE code than j‖. For the
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5.4 Data generation

boundary specification, four degrees of freedom are used: κ, ε, δu, δl. These parame-
ters specify the boundary according to the following formulas:

Re = 1 + ε cos(θ + δ sin(θ))

Ze = εκ sin(θ). (5.10)

Here δ equals δu for 0 ≤ θ < π and equals δl for π ≤ θ < 2π.
The P ′ and I∗ profiles are specified using one degree of freedom for either pro-

file. The formulas specifying these profiles are:

P ′ = −Pc · ρ · e−4ρ
2

I∗ = 4.3 ·
(
1− ρ2

)ν(α) · [α+ ρ(1− α)] + 0.8 (5.11)

These are the same formulas that were used to generate the pressure and current
profiles in section 4 (see Figure 6 for the I∗ profiles).

Roughly speaking, the parameter Pc, for the P ′ profile, determines the total pres-
sure. For the I∗ profile, the parameters α and ν linearly depend on each other. These
parameters determine the peakedness of the current profiles and the location of this
peak respectively.

A spline-fit (similar to the one used for profile fitting in section 5.2), with a first
derivative of zero at the origin, is used to make sure the I∗ profile has a first derivative
of zero at the magnetic axis. This spline fit also has a value of zero at the plasma
edge making sure that the current density at the edge is zero. This method of first
generating the I∗ profile using a parametrisation that violates certain constraints
and then imposing those constraints using a spline fit, is slightly unorthodox. It
is something that developed organically when trying to create an appropriate set of
current profiles, which met all our requirements. These requirements were: 1. there
is only a single degree of freedom, 2. the profiles vary from a peaked current profile
to one with reversed shear, 3. a derivative of zero at the axis and 4. a value of zero
at the boundary. Finding a set that met all these requirements at the same time, was
not an easy task and thus the idea to force the derivative at the axis to zero using
the spline fit, which was already used in the profile fitting step, emerged. When the
equilibrium code could not converge for the more extreme cases (high β, low li, low
ε) the current profiles were tweaked to have a higher derivative at the boundary (and
thus be able to “contain” more current), by adding a constant to the profile (the 0.8
in the final equation) and forcing the value at the boundary to zero by again using
the spline fit.

The plasma profiles are again scaled so the total plasma current is the same for all
equilibria. This does not impact the generality of the fitting procedure however. This
is because the entire Grad-Shafranov equilibrium can be multiplied with a constant,
leading to a higher plasma current (also multiplied by this constant) but not impact-
ing the flux surface layout in any way. Do note however, that when the GSh. equation
is multiplied by a constant, leading to Ip,new = cIp,old, the profiles for the current,
the derivative of the pressure p′ and the safety factor q, are also multiplied with this
constant. As mentioned, this multiplication does not impact the flux surface layout
and therefore our fits should also remain unaffected. All the fitting inputs should
therefore be independent of this constant. Inputs that are affected by this constant
factor can be scaled with the total plasma current to make them independent the con-
stant i.e.: for an input xi ∝ c1 → xi/Ip ∝ c0. For the inputs used in this thesis this is
only an issue for the zeroth moment of the pressure profile. All the higher moments
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(of q and j‖) are scaled through their respective zeroth moments and are therefore
independent of any constant scaling. The zeroth moment of pressure scales quadrat-
ically with the factor c so it is divided by the square of the total current to eliminate
this dependency. The reason for this quadratic scaling is that the p′ profile and the
ψ vector are both scaled by c meaning that p =

∫
p′dψ is scaled by the square of this

constant.
All the input parameters are randomly generated in a certain range. The ranges

for all the input parameters are shown in Table 2. Keep in mind that the values for α
and ν are linearly dependant.

Table 2: Table containing the ranges of the input parameters used to generate
the dataset for the fitting process.

Parameter Range
κ 1.2 - 2.2
δu 0.05 - 0.55
δl 0.05 - 0.55
ε 0.23 - 0.46
Pc 0 - 45
α 0.12 - 1
ν 1.3 - 1.65

Using this method, two thousand equilibria are generated where the first thou-
sand will be used for fitting and the second thousand for validation and calculation
of all the errors. This also means that the errors calculated in the fitting routine,
to determine which feature to add or eliminate, are calculated using the validation
dataset.

5.5 Error definitions
To determine how well the fits perform (relative to each other as well as in an absolute
sense) an error measure needs to be defined. For the profiles that appear directly in
the transport equations, g1−3 and ftrap, the same relative error measure as in section
4 is used:

η(ρ) =
|g(ρ)− gfit(ρ)|

g(ρ)
. (5.12)

The other profiles that will be fitted are the profiles of the shape parameters: κ(ρ),
δu/l(ρ), ∆s(ρ) and r(ρ). These profiles and their derivatives can be used to derive
Bp(R,Z) and consequently all the geometric profiles, through the use of Miller equi-
libria (see Section 3.7). Additionally, the shape profiles define the shape and position
of all flux-surfaces, or the flux-map (assuming that higher order shape parameters
do not play a significant role). This flux-map can be used to translate the (R,Z)
locations of actuators or sensors to a ρ position, relevant for the 1-D transport calcu-
lations. This is important when using these transport calculations as an integral part
of a real-time control framework.

Error measures based on the effects of the local discrepancies in the shape pro-
files on the Miller equilibrium, would be complicated and impractical. Therefore the
error measures for the shape profiles are defined based on the effects on the location
of the flux surfaces. The flux surfaces are defined by the shape profiles using the
following formulas:
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R = 1 + ∆s(ρ) + r(ρ) cos(θ + δ(ρ) sin(θ))

Z = r(ρ)κ(ρ) sin(θ). (5.13)

The effects of the ∆s(ρ) and r(ρ) profiles are straightforward and independent
of r and θ, an error in one of these profiles will directly lead to an equally large error
in the location of the corresponding flux surface. Therefore, the mean absolute dif-
ference between the fitted profile and the actual profile was chosen as an appropriate
error measure for these profiles. For the δ and κ profiles, the effect of local errors on
the flux surface location is first of all proportional to r(ρ). This means that near the
magnetic axis (small r) an error in the κ or δ profile does not have a large impact on
the reconstructed flux surface location. Because of this the error for these profiles is
weighted by the r(ρ) profile. Furthermore a dependency on θ is present. Because a
weighting with the respective functions of θ is not possible, a single weight is given
to the error measure of each profile which is representative of the average absolute
value of the appropriate θ-function. For the κ profile this function is sin(θ) for which
the average absolute value is 2/π. For the δ profile the θ dependency is more com-
plicated, but it can be approximated for small δ by: − sin2(θ). The average absolute
value for this function is 1/2. For larger values of δ, the average value of the actual
θ dependency will be slightly lower than 1/2 so this value is an upper bound to the
original problem.

The derivatives of the shape profiles are only used for the Miller equilibria. Be-
cause of the impracticality of error measures based on Miller, a standard relative error
measure is used for these profiles. The vector 2-norm of the difference between the
fitted and actual profiles divided by the 2-norm of the actual profile was chosen for
this error measure. Which error measure is used for which profile is summarized in
Table 3.

Table 3: Table showing which error measure is used for which profile.

Profile Error measure

g1−3, ftrap, ∂ρg1−3 η =
∫ |g(ρ)−gfit(ρ)|

g(ρ) dρ

r,∆s e =
∫
|f(ρ)− ffit(ρ)|dρ

κ e = 2
π ·
∫
|f(ρ)− ffit(ρ)| · r(ρ) dρ

δ e = 1
2 ·
∫
|f(ρ)− ffit(ρ)| · r(ρ) dρ

∂ρ {κ, δ,∆s, r} e =
||f(ρ)−ffit(ρ)||2
||f(ρ)||2

5.6 Summary

To reiterate, the entire fitting method can be summarised as follows:

Data is generated using the CHEASE equilbirium code. A set of two thousand
equilibria are generated, where the first thousand are used for fitting and the
second thousand for validation. The relevant inputs x and output profiles are
discussed in section 5.1.
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Output profile parametrisation is done using spline fits or polynomial fits.
The resulting output parameters p are the outputs that need to be fitted us-
ing the inputs x.

Afeature space F is created from the input spaceX by adding adding the squares
and square roots of some inputs and including all the cross terms xixj . This
feature space contains a total of 136 features.

The fit relating the output parameters p to the inputs x, is done using the feature
space F . With a linear least-squares fit, a subset of the feature space f ⊆ F
is related to the inputs x. This is first done for the case where f contains all
136 features, after which it will be determined which feature can be discarded
with the least loss of accuracy. This feature is subsequently removed from f
after which a new fit is made which contains one less feature. This process is
repeated until only 5 features are left. All the fits from this iterative procedure
are saved, so the end result of the fitting procedure, for each of the output
profiles, in a set of fits with one fit for each amount of parameters used (from
5 to 136). For more details about this method see section 5.3.

6 Results and discussion

In this section, the results of the fitting method are shown and discussed. First, the
results of directly fitting the output geometric profiles using the synthetic data are
discussed. Second, the results for the fits of the shape profiles and the results using
Miller equilibria are shown. After that, the fits that were obtained using the self-
generated data are applied to data for a simulated ITER hybrid scenario. This is done
to see how these fits perform on an entirely different dataset from the one used to
obtain them. This should provide valuable information on how generally applicable
the fits are.

6.1 Geometric profiles

After performing all the fits using the method described in the previous section, the
results is a set of fits and fitting errors for each amount features that were used,
ranging from all the features to just five of them. The fitted profiles are all compared
to the actual profiles (in the validation dataset) from CHEASE and all the errors are
calculated using the error measures defined in section 5.5. In addition to the error of
the direct fits of the normal and the derivative profiles, all the indirect errors are also
calculated, these are the errors that are found when the fit of the derivative profile
is integrated or the fit of the normal profile is differentiated and the results are,
respectively, compared to the normal and derivative profiles from CHEASE.

From the large set of fits, a single one has to be chosen as the operating point,
which has the best trade-off between a low error and a small amount of parameters.
The method for choosing this operating point is explained in Appendix A. To illus-
trate what is meant by this operating point and to see the range of errors that are
found for a low- to high number of used features, two examples are shown in Figure
16. For the chosen working points, the resulting number of parameters, errors and
maximum errors are shown in tables 4, 5 and 6.

Table 4 contains the results for the geometric profiles (and their derivatives)
which appear directly in the transport equations. All errors in this table are the
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6.1 Geometric profiles

relative errors defined by (5.12). When available, this table also shows the alterna-
tive errors that are obtained when the fit for the derivative profile is integrated and
compared to the original profile and vice versa differentiating the fit for the original
profile.
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Figure 16: Example of the figures for error versus number of parameters, the
selected working points are shown in the figures.

Table 4: Table containing the number of parameters, errors and maximum errors
for the selected working points for the fits of the geometric profiles and their
derivatives.

Profile Npar Mean η [%] Max η [%] Mean ηalt [%] Max ηalt [%]
g1 30 1.5 5.8 2.2 9.0
g2 31 1.5 4.9 2.7 9.5
g3 28 0.12 0.46 0.16 0.67
ftrap 15 1.4 3.3 - -
∂ρg1 35 2.4 8.3 2.2 11
∂ρg2 28 2.5 7.7 2.1 11
∂ρg3 29 5.0 12 4.8 14

As can be seen in Table 4, all of the mean errors are in the order of a few percent,
indicating excellent agreement between the fitted and actual profiles. As one would
expect, the errors for the derivative profiles are all higher then for the original pro-
files. The error is highest for the ∂ρg3 profile, however it is on average still about 5%
and the maximum measured overall error is about 12%. This does not mean that the
local error never exceeds this 12%. To show what these errors mean visually, some
examples are shown in Figure 17.

The lines in Figure 17(a) are hardly distinguishable while the average error be-
tween these profiles is still two percent. This is even slightly higher than the mean
error for all non-derivative profiles. This strongly reinforces the view that the ob-
tained average errors of a couple of percent indeed indicate excellent agreement be-
tween the fitted and actual profiles. Figure 17(b) shows the profiles for a scenario
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close to worst-case, with an error of about 8.4%. The discrepancy between the two
profiles is still quite small though and it predominately manifests itself close to the
axis and close to the edge. The absolute error is largest near the edge, the relative
error that is considered here is however much larger near the axis where the value of
the profile is close to zero.

(a) η(g1) ≈ 2.0% (b) η(∂ρg3) ≈ 8.4%

Figure 17: Example of the errors for the profiles g1 (a) and ∂ρg3 (b). The relative
errors between the actual (solid blue) and fitted (dashed red) profiles in these
figures are approximately 2.0% and 8.4% respectively.

The alternative errors, shown in the last two columns of Table 4, show some
interesting results. When the fits for the derivatives are integrated and used to fit
the original profiles, the resulting errors are overall slightly higher then for the direct
fits. The other way around, this is not the case. When the fits for the original profiles
are differentiated and used to fit the profiles of the derivatives, the average errors are
slightly lower while the maximum errors are higher than for the directly fitted case.

An important reason for determining these alternative errors is to analyse if-
and by how much, the error would increases, when a single self-consistent fit is
used for both the original and derivative profiles of g1−3. In addition to that these
figures show which method leads to a better self-consistent description: fitting the
original profiles and then using differentiation to find the derivative profile or the
other way around, integrating a fitted derivative profile to find the original profile.
It is clear from the figures in Table 4 that the first option provides the best results
for these profiles. Also there is hardly any loss, or even a small gain of accuracy,
when using this self-consistent description, instead of independently fitting both the
original and derivative profiles. Combined with the fact that the derivative profiles
are of lesser importance for the transport calculations (see section 3.5), it is advisable
to only use the fits for the original profiles and determining the derivative profiles
through differentiation.

6.2 Shape profiles and Miller

In Table 5, the resulting errors for the shape profiles are shown. These profiles are
required to reconstruct an approximate ψ(R,Z) map. These profiles are also be used
to derive the geometric profiles from Table 4 using Miller equilibria (see section 3.7).
The errors in this table are directly proportional to the perturbations, in the flux
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surface location, that are caused by the differences between the fitted and actual
profiles. These error measures are explained and defined in section 5.5. This table
again also shows the alternative errors that are obtained through integration of the
corresponding fitted derivative profiles, for which the results are shown in Table 6.

Table 5: Table containing the number of parameters, mean errors and maximum
errors for the selected working points for the shape profile fits.

Profile Npar Mean e Max e Mean ealt Max ealt
κ 26 4.0e-4 1.3e-3 3.3e-4 1.5e-3
δu 25 2.5e-4 8.1e-4 2.2e-4 9.6e-4
δl 27 2.2e-4 8.2e-4 2.0e-4 8.8e-4
∆s 27 4.8e-4 1.7e-3 4.3e-4 3.4e-3
r 22 2.6e-4 1.4e-3 1.9e-4 7.5e-4

The errors found in Table 5 are very low, the definition for these errors, as defined
in section 5.5, are based on the overall error the profiles would introduce in the flux
surface positions. As with all distances in this thesis, these values are normalised
with the major radiusR0 which is usually in the order of meters. This means that the
average errors in the locations of the flux surfaces, caused by the errors in these fitted
profiles, is in the order of tenths of millimetres or for a large tokamak in the order
of millimetres. This excellent result can, in part, be accredited to the assumption
that the shape and location of the last closed flux surface, are exactly known. This
means that at the boundary there is no error at all and errors only appear in the
smaller flux surfaces closer to the axis. Because these flux surfaces are small and
closer to the axis, errors in the elongation and triangularity only have small effect
in terms of distance. Errors in the r and ∆s profiles are not weighted in this way,
but these profiles are generally much more well-behaved and therefore easier to fit.
The errors for the ∆s and κ profiles are the largest, meaning they lead to the biggest
perturbations in the flux surface location. The r profile is the easiest to fit and thus
has a small error and the δ profiles have the least impact on the flux surface locations
so the errors for these profiles are the lowest.

Again to show what these errors mean visually, an example for κ is shown in
Figure 18. As can be seen in this figure the difference between the actual and fitted
profiles is biggest near the magnetic axis, which is where it has the least impact. The
error for this example is 8.4e-4, which is more than twice as big as the average error
and the error is only larger for about five percent of the κ profiles, or in other words
this error corresponds to the 95th percentile in the distribution of errors.

In any practical implementation, errors in the boundary detection will introduce
errors in the reconstruction in the order of a couple of centimetres. The errors shown
here are negligible to that meaning that the limiting factor in accuracy will probably
be the boundary detection routine. Also, in a practical setting there will be higher
order shape terms that will play a role. However, with a different parametrisation of
the flux surfaces, these can easily be taken into account. It is known from theory that
the higher order shaping terms fall off towards the axis with increasing powers of r.
In addition to this, the highest order term that is presently taken into account, the
triangularity, already has the lowest error. This leads us to expect that when higher
order shaping terms are considered, their impact and associated error will be small
compared to the low order terms such as κ and ∆s.
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Figure 18: Example of the error for the κ profile. The error between the origi-
nal (solid blue) and fitted (dashed red) profiles in these figure is approximately:
e(κ) ≈ 8.4e-4.

In Table 6, the errors for the derivatives of the shape profiles are shown. These
errors are relative errors defined as the vector 2-norm of the absolute discrepancy
divided by the 2-norm of the original profile, see section 5.5.

Table 6: Table containing the number of parameters, errors and maximum errors
for the selected working points for all the output profiles.

Profile Npar Mean e [%] Max e [%] Mean ealt [%] Max ealt [%]
∂ρκ 31 8.5 23 13 35
∂ρδu 33 8.8 33 14 57
∂ρδl 40 8.7 65 13 94
∂ρ∆s 30 7.1 88 9.5 101
∂ρr 24 0.78 1.5 1.0 3.4

The errors for these derivative profiles are significantly higher than the errors
for the geometric profiles g1−3, apart from the error for ∂ρr. As discussed earlier,
these derivative profiles are only used in the Miller equilibria to determine Bp and
indirectly reconstruct the geometric profiles. Therefore a high degree of accuracy
is not as important for these profiles as for the profiles that are directly used in the
transport calculations. In Figure 19, an example is given for the fit of ∂ρδl, the error
for this example is 21% which is approximately the 98th percentile in the distribution
of these errors, meaning that only 2% of the errors are higher. Even though this error
is quite high, the difference between the two profiles is not too large, so the overall
quality of the fits are not as bad as the high error figures might suggest.

In both tables 5 and 6, the alternative errors for the shape profiles are shown
which are obtained through integration or differentiation of the respective counter-
part profiles, just as for the geometric profiles in table 4. For these shape profiles
however, the results are in a sense opposite to those for the geometric profiles. In
this case, when the fits of the original profiles are differentiated and compared to the
derivative profiles, the errors are all higher than for the direct fits. When the fits for
the derivative profiles are integrated and compared to the original profiles, however,
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Figure 19: Example of the error for the ∂ρδl profile. The error between the orig-
inal (solid blue) and fitted (dashed red) profiles in these figure is approximately:
e(∂ρδl) ≈ 21%.

the average errors are all lower than for the direct fits. These lower indirect errors
might, however, just be a result of the fact that the amount of fitting features, for the
chosen working points, are consistently higher for the derivative profiles than for the
original profiles. Even if a self-consistent description for the shape profiles and their
derivatives is not required, it is still profitable to use the fits for the derivatives to find
their original profiles through integration, since this leads to an increase in accuracy.

Using the Miller equations from section 3.7, the fits for the shape profiles and
their derivatives are used to find Bp(r, θ). From Bp(r, θ), R(r, θ) and Z(r, θ), the
geometric profiles g1−3 can all be calculated using the following equations:

|∇V | = |∇ψ|∂V
∂ψ

= RBp

∮
d`p
Bp

,

〈Q〉 =

∮
Q
d`p
Bp

/

∮
d`p
Bp

, (6.1)

g1 =
〈
|∇V |2

〉
, g2 =

〈 |∇V |2
R2

〉
, g3 =

〈
1

R2

〉
.

These calculation are all performed for the thousand validation equilibria from the

fitting dataset and the resulting profiles are compared to the actual profiles from
CHEASE. The resulting mean and maximum errors are show in Table 7, for the
sake of comparison, the errors that were obtained through direct fits are also shown
in this table.

Table 7: Table containing the mean and maximum errors for the output profiles
calculated using Miller equilibria as well as for the corresponding direct fits.

Profile Mean ηMill [%] Max ηMill [%] Mean ηfit [%] Max ηfit [%]
g1 0.80 2.2 1.5 5.8
g2 0.59 1.8 1.5 4.9
g3 0.49 1.5 0.12 0.46
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Using this method, the errors that were obtained for g1 and g2 are about 2-3 times
lower than the errors from the direct fits. For g3, the errors using this method are
about 2-3 times higher. This means that, based purely on accuracy, this method to
obtain the geometric profiles is a good alternative to obtaining them through direct
fits. However, the computational requirement for these Miller equilibria is much
higher than for the direct fits. So, if there is no extra reason for determining the
full Bp(r, θ) field, other than determining g1−3, and the obtained accuracy for the g1
and g2 profiles through the direct fits is sufficient, it is recommended to just use the
direct fits.

This method does however provide a reconstruction for the complete 2-D equilib-
rium instead of just a number of profiles that contain the required information about
this 2-D equilibrium. Therefore, the accurate results obtained using this method are
rather significant since they show that an accurate full equilibrium reconstruction is
possible using analytical fits instead of a solver.

6.3 ITER hybrid scenario

In order to get some insight in how generally applicable these fits are, it is investi-
gated how they perform on an entirely different dataset than the one used to obtain
them. This is done using data for a simulated ITER hybrid scenario. If the fits for
the geometric profiles, that were found in section 6.1, are directly applied to the ITER
data, the resulting errors are on average about ten times larger than the errors for the
validation dataset. These errors for the ITER dataset are shown in Table 8.

Table 8: Table containing the errors and maximum errors resulting when the fits
from section 6.1 are directly applied to the ITER hybrid data.

Profile Mean η [%] Max η [%] Mean ηalt [%] Max ηalt [%]
g1 20 24 21 28
g2 10 13 9.1 15
g3 2.3 3.1 3.1 3.3
ftrap 3.9 4.8 - -
∂ρg1 25 44 22 26
∂ρg2 15 18 12 14
∂ρg3 58 67 48 61

To get some insight as to why these errors are this much larger than those for
the validation dataset, it is analysed how the ITER data differs from the profiles in
the fitting and validation datasets and how these differences influence the accuracy
of the fits. The ITER data consists of a few equilibria for the start-up phase of the
shot and a larger number of equilibria where a flat top in hybrid H-mode has been
reached. Because the data primarily contains equilibria for this flat top phase, the
errors shown in Table 8 are mostly determined by the fitting error of the profiles in
this flat-top phase. Therefore the differences between the ITER data and the fitting
data are investigated for an ITER equilibrium in this flat-top phase.

In Figure 20, the plasma boundary and the pressure, current (in the form of I∗)
and safety factor profiles are shown for an ITER flat top equilibrium (in blue) as well
as for an equilibrium from the fitting/validation dataset that is closely related to it in
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terms of the input parameters x, as described in section 5.3. Since the total current
for these ITER equilibria is not the same as the total current for the equilibria in the
fitting dataset, these profiles are all appropriately scaled with the total plasma current
so they can be compared. As can be seen in these figures, there are quite some
differences between the ITER data and the data in the fitting dataset. The current
profiles for the ITER equilibrium has two local peaks, one around the boundary and
one at ρ ≈ 0.25. These current peaks also have their effect on the q profile leading
to some local differences in the derivative of q, these differences are however not as
pronounced as the differences in the current profile. The differences between the
ITER pressure profile and the comparable pressure profile from the fitting dataset
are even bigger than for the current profiles. First of all, there is a high pressure
gradient close to the boundary for the ITER profile, which is not there in pressure
profiles from the fitting dataset. This high pressure gradient and the peak in current
in the boundary region are characteristics of an H-mode pedestal. Furthermore, for
the ITER profile, the pressure gradient goes to zero and stays zero in the region from
ρ ≈ 0.25 to ρ = 0.
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Figure 20: Current(a), pressure(b) and safety factor(c) profiles and plasma bound-
aries (d) for an ITER hybrid equilibrium during flat top (solid blue lines) and a
comparable equilibrium from the fitting dataset (dashed green lines)

Finally, the differences in the plasma boundaries are shown in Figure 20(d). It
can be seen that the boundary of the ITER equilibrium is a bit more elongated than
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6 RESULTS AND DISCUSSION

the boundary of the comparable equilibrium from the fitting dataset, this is however
just because the equilibria are comparable in the input parameters but not exactly
the same, so to find an equilibrium that is closely related in terms of the moments
of q, P, j‖, some discrepancy in for example the elongation has to be allowed. A dif-
ference in the plasma boundary that is of interest though, is the fact that the lower
triangularity for the ITER boundary is slightly higher than the maximum lower tri-
angularity in the fitting dataset. Also, this lower part of the ITER boundary is much
more sharply peaked because of the diverted plasma configuration, with an x-point,
meaning that even if the triangularities would be the same, the boundaries would
still not overlap in this region. From these boundary shape effects, it is expected that
the difference in the shape due to this diverted geometry has the biggest impact on
geometric profiles g1−3. With the elongation, aspect ratio and both upper and lower
triangularities as inputs, the fits should be able to account for these aspects of the
boundary shape. The diverted geometry however, is not taken into account by the
fits and a normal triangulated shape is “assumed” by them. Compared to such a
normal triangulated shape, the diverted shape is narrower around the x-point, which
compresses the flux surfaces in this area meaning that the gradients such as |∇V |
should be increased by this effect.

The main differences between the ITER data and the data used to find the fits are
clear from the profiles in Figure 20. With these differences in mind, some of the fit-
ted and original profiles for an ITER equilibrium from the flap-top phase are shown
in Figures 21-23, the errors and their possible causes are analysed and explained in
the following paragraphs.

0 0.2 0.4 0.6 0.8 1
0

2

4

6

8

10

12

14

ρ

g 1

(a) g1

0 0.2 0.4 0.6 0.8 1
0

20

40

60

80

ρ

∂ ρ g
1

(b) ∂ρg1

Figure 21: Fitted (dashed red lines) and actual (solid blue lines) g1 and ∂ρg1
profiles for an ITER hybrid equilibrium during flat top.

In Figure 21, the original and fitted g1 and ∂ρg1 profiles, for the ITER flat-top
case, are shown. The biggest discrepancies between the fitted and original profiles
are located near the plasma boundary, this is especially clear for the derivative pro-
file. This is of course expected, because of the presence of the H-mode pedestal in
this region for the ITER-data, which is not taken into account in the fitting process
because the fitting dataset does not contain equilibria with such a pedestal. In the
same region, close to the boundary, the ITER data has the diverted geometry that is
also not taken into account, this diverted geometry might be what causes the upward
spike close to the boundary in the ∂ρg1 profile but this cannot be stated with certainty.
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6.3 ITER hybrid scenario

There is also a discrepancy between the fitted and actual profiles in the internal bulk
of the plasma, this discrepancy is most likely caused by the different pressure pro-
files. The pressure profiles in the fitting dataset all have the same shape and are
only scaled with a constant factor. The pressure profile for the ITER data has a very
different shape, but the fitting process does not account for this and “assumes” that
the pressure profile is the same as in the fitting set. This “assumed” pressure profile
is more peaked than the actual pressure profile and it has no pedestal, therefore it is
higher in the bulk of the plasma. And as seen in section 4, a higher pressure leads
to a higher g1, which explains why the fitted g1 profile is too high.
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Figure 22: Fitted (dashed red lines) and actual (solid blue lines) g3 and ∂ρg3
profiles for an ITER hybrid equilibrium during flat top.

The fitting error for the g3 profile is increased by the biggest factor for the ITER
data when compared to the errors for the validation dataset. The reason for this is
most likely the fact that, from all the geometric profiles, the pressure profile has the
biggest influence on the g3 profile, as can be seen in section 4. Figure 22 shows the
original and fitted g3 and ∂ρg3 profiles for the ITER flat-top phase. As can be seen
in this figure, the fitted profile starts out lower than the actual profile and then has
a higher derivative so the profiles cross at around ρ = 0.3. This behaviour looks
like the behaviour seen in Figure 9, where the profiles for which the pressure is
higher also start out at a lower value and end up higher. Therefore the discrepancies
between the fitted and actual g3 and ∂ρg3 profiles are probably caused by the different
pressure profile of the ITER case which the fitting process does not take into account.

Figure 23 shows the fitted and actual elongation and shafranov shift profiles for
the ITER flat-top case. The discrepancies in these profiles are perhaps the most
obvious examples of how these fits work and how the different pressure and current
profile for the ITER data lead to the observed fitting errors. The propagation of the
flux surface shaping from boundary to magnetic axis is predominantly determined
by the q profile and its derivative. It is therefore not surprising that the elongation
profile for the ITER data looks very similar to the corresponding q profile shown in
Figure 20(c), with a local minimum at ρ ≈ 0.35. The fitted elongation profile does
not show such behaviour because none of the input current profiles for the fitting
dataset had a local current peak in this region and therefore the fitting process does
not take it into account. The course of the fitted elongation profile is therefore as one
would expect when a smooth current profile (and therefore smooth q) with the same
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6 RESULTS AND DISCUSSION

moments was used as an input instead. For the shift profile, which is determined
mostly by the pressure profile, the differences between fitted and actual profile look
almost like smoothed versions of the two pressure profiles in Figure 20(b). The
fitting procedure just “assumes” that the shape of the pressure profile is the same as
in the fitting dataset and therefore the pressure and thus the shift near the boundary
is underestimated and near the magnetic axis it is overestimated.
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Figure 23: Fitted (dashed red lines) and actual (solid blue lines) elongation(a)
and shafranov shift(b) profiles for an ITER hybrid equilibrium during flat top.

From figures 20-23, it can be concluded that although the resulting errors, when
using the fits from section 6.1 on the hybrid ITER data, are large, these errors can be
explained. They occur because the input pressure and current profiles for the ITER
data (in flat-top) are different from the profiles in the fitting dataset, in ways that are
not taken into account in the fits. The fits themselves actually behave as expected
given the lacking information about the pressure, current and safety factor profiles
that is provided to- and taken into account by these fits. To illustrate that these fits
do provide a decent estimate when the input pressure and current profiles are more
similar to the ones in the fitting dataset, the same fitted profiles are shown for an
equilibrium from the ramp-up phase of the ITER hybrid data, these are shown in
Figure 24.

As can be seen in these figures, the fitting error is much smaller than for the
ITER data from the flat-top phase. This is due to the fact that the H-mode pedestal
and local peaks in current have not fully formed yet and are therefore much smaller.
The overall shape of the pressure profile is still different from the shape of the pres-
sure profile used in the fitting dataset, it is a bit less peaked and has a higher deriva-
tive near the boundary. These differences still cause some issues for the fits of the g3
and shift profiles but the errors are still significantly reduced.

The results shown in this section and the reasons for the high errors can be
explained by regarding the fitting method as a three step process: input characteri-
sation, output profile parametrisation and fitting.

Input characterisation is the step where it is determined which inputs need to
be considered to characterise all the relevant variations that are found in the
equilibria for which the fits will be used.
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Figure 24: Fitted (dashed red lines) and actual (solid blue lines) profiles for an
ITER hybrid equilibrium during start-up.
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7 CONCLUSIONS AND OUTLOOK

Output profile parametrisation is the step where the fitting functions for the
output profiles are determined, these should be able to accurately describe all
the variations in these output profiles.

Fitting is the step in which the input- and output parameters are related to one-
another, this fitting step attempts to find a mapping of the inputs to the out-
puts that is as close as possible to the mapping that is prescribed by the Grad-
Shafranov equation.

When considering the fitting method as this three step method, it becomes clear that
the high errors for the H-mode ITER data are mainly the result of the input charac-
terisation being insufficient to describe the ITER data. If the input characterisation
is insufficient, the mapping of inputs to outputs that is found by the fitting step will
also become invalid. This mapping will no longer closely resemble the mapping
prescribed by the Grad-Shafranov equation, since the fits do not take the additional
relevant inputs into account and the Grad-Shafranov equation, naturally does take
them into account. Further evidence that the fitting step itself is not the problem,
comes from the good agreement between the fits and theory (the GSh. mapping)
for the validation dataset. For this validation dataset, the errors introduced by the
input characterisation and the output profile parametrisation steps are minimal, so
the errors found for this dataset are a good indication of the errors introduces by the
fitting step.

The overall conclusion that can be drawn about the general applicability of the
fits, from the results presented in this section, is that these fits are not generally
applicable. When using this or any comparable fitting method, care must always be
taken to ensure the data used to obtain the fits is similar to the data and inputs that
the fits are going to be used for. In other words, the learning dataset should contain
the operating space for which the fits are going to be used. The learning dataset
described in section 5.4 clearly does not contain equilibria like the H-mode ITER
hybrid data investigated in this section. If an accurate fit is required for operating
regimes like this ITER hybrid shot, the learning dataset should be updated to contain
similar H-mode equilibria and equilibria with a diverted geometry. Also extra input
parameters need to be added to account for the extra variation, such as an extra shape
parameter for the diverted geometry, the higher moments of the pressure profile and
a parameter containing information about the pedestal.

7 Conclusions and outlook

It is shown in section 6.1, that the numerical fits for the geometric profiles provide
accurate reconstructions of these profiles, for the equilibria in the validation dataset,
with relative errors in the order of a few of percent. This is also true for the profiles
describing the shape and distribution of flux surfaces, as can be seen in section 6.2,
with errors in the shape profiles that are likely negligible compared to the errors that
would be introduced by a boundary detection scheme. The fits of the shape profiles
can also be used to reconstruct Bp using the equations from Miller et al., when the
geometric profiles are then calculated using this reconstructedBp field, the resulting
profiles are also in very good agreement with the data from the full 2-D equilibrium.
The errors for the g1 and g2 profiles, when using this method, are even two to three
times lower than the errors from direct fits.
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All these results lead to the conclusion that this fitting procedure is a viable al-
ternative to full 2-D equilibrium reconstruction, when it is used to reconstruct data
that is similar to the data used to obtain the fits. However, when these fits are used
to reconstruct data that is significantly different from the data used to obtain the fits,
the resulting errors are much larger as can be seen in section 6.3. These large errors
can, however, be explained, as they are a direct consequence of the differences in the
input profiles in ways which are not taken into account during the fitting procedure.
The conclusion that can be drawn from this is that these fits are not generally applica-
ble and that care must be taken to ensure the data used to obtain the fits is similar to
the data for which the fits are going to be used. In other words, the learning dataset
should contain the operating space in which the fits are going to be used.

If, in a practical application, this operating space is so extensive that a single set of
fits is not sufficient to accurately reconstruct all the variation within it, a distinction
between separate operating regimes can be made and a different set of fits can be
used for these different operating regimes. For a practical application it might be
advisable to implement the fitting method in such a way, that machine learning is
possible, so new data can be added over time to improve the accuracy and generality
of the fits. For the method presented in this thesis the entire fitting procedure has to
be performed again when new data is added to the fitting dataset.

Some other important future work, is to investigate the effects of errors intro-
duced by the fitted profiles on the 1-D transport. It should be investigated how these
errors propagate and if they accumulate somehow and lead to growing discrepancies
when the profiles are evolved in time.
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8 EQUILIBRIUM EQUATION

Part II

Contour dynamics method
In this part of the thesis, a fixed-boundary equilibrium solver called the contour dy-
namics method, as described in the article by Gourdain et al.[1], is investigated. As
mentioned in the introduction, the advantage of this method over standard (R,Z)
Grad Shafranov solvers lies in the coordinate system used to compute and solve the
equilibrium equation. The contour dynamics method uses flux coordinates similar
to the ones used in the 1-D transport equations. Because of this, it could be possible
to reduce or eliminate the computationally expensive interpolation steps between the
1-D and 2-D grids, that are required when using a standard (R,Z) grid solver to solve
the coupled 1.5-D tokamak transport problem.

It was discovered however, that in the article by Gourdain et al.[1], an important
term of the equilibrium equation is neglected, due to the way the equation is dis-
cretised. It will be shown that this term is equal to the magnetic tension fore of the
poloidal field, which plays an important role in the force balance and thus should not
be neglected. This investigation concerning the equilibrium equation is presented
in section 8. Following this, the attempted implementation of an altered contour
dynamics code and the problems that were encountered, are discussed. Finally the
conclusions and an outlook on further work are given.

8 Equilibrium equation

In this section the equilibrium equation, as derived in the Contour dynamics arti-
cle by Gourdain et al.[1] is discussed. First, the coordinate system that is used in
the contour dynamics method to describe and solve the equilibrium, is introduced
and the Grad-Shafranov equation in these coordinates is derived. Following this,
the disputed contour dynamics discretisation step, which leads to a seemingly im-
portant term being neglected, is described and the supposed reasoning behind it is
explained. Then, to show that the omitted term is indeed important and should not
have been neglected, a simple cylindrical (or large aspect ratio) example is worked
out while highlighting this term. After this, it will be shown that the neglected term
is equal to the the magnetic tension force caused by the poloidal magnetic field. It is
noted that this magnetic tension force was also not taken into account in the physical
interpretation of the contour dynamics scheme[1]. Finally, an alternative discretisa-
tion of the Grad-Shafranov equation is given, in which the magnetic tension term is
not omitted. This alternative discretisation method does however lead to a more elab-
orate discrete equilibrium equation causing some issues with the implementation of
the scheme, as will be discussed in section 9.

8.1 Coordinate system and Grad-Shafranov

The contour dynamics uses an orthogonal flux-coordinate system to describe and at-
tempt to solve the plasma equilibrium. This coordinate system is shown in Figure
25. It is a flux coordinate system, like those described in section 3.3, where the radial
coordinate is the poloidal flux ψ itself and where the poloidal (angle) coordinate is
defined orthogonal to∇ψ by: eχ = eφ×eψ (the φ coordinate is as usually the toroidal
angle).
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8.2 Contour dynamics discretisation

Figure 25: Cylindrical coordinate system (R,Z, φ) and flux coordinate system
(ψ, χ, φ).[1]

For orthogonal coordinate systems the Jacobian matrix is diagonal, where the diag-
onal elements are the so-called metrics (hi) of the corresponding coordinates[31]. In
this coordinate system, the general line element (similar to eq. (3.16) in section 3.3)
becomes:

dr2 = (hψdψ)2 + (hχdχ)2 +R2dφ2, where:

hψ =
∂r

∂ψ

∣∣∣∣
χ,φ

, hχ =
∂r

∂χ

∣∣∣∣
ψ,φ

. (8.1)

Referring back to section 3.1, the Grad Shafranov equation in this coordinate
system can be derived as follows:

4∗ψ = R2∇ ·
(

1

R2
∇ψ
)

= R2∇ ·
(

1

R2hψ
eψ

)

=
R

hψhχ
∂

∂ψ

(
hχ

Rhψ

)
= −4π2

(
µ0R

2 dp

dψ
+ F

dF

dψ

)
. (8.2)

This is the Grad-Shafranov equation in the described orthogonal flux space. Using
this coordinate system, the dimension of the derivative operator has effectively been
reduced from two to one. This dimension reduction is an important aspect of con-
tour dynamics methods in general, originating from the field of fluid dynamics[32].

8.2 Contour dynamics discretisation
In the following paragraphs, the disputed discretisation steps from the contour dy-
namics article[1] are described. Starting from equation (8.2), ζ(ψ, χ,R) is defined as
the error between the LHS and RHS of the Grad Shafranov equation:

ζ(ψ, χ,R) =
R

hψhχ
∂

∂ψ

(
hχ

Rhψ

)
+ 4π2

(
µ0R

2 dp

dψ
+

1

2

dF 2

dψ

)
. (8.3)

The equilibrium problem, where ζ(ψ, χ,R) is equal to zero everywhere inside
the plasma, is approximated using a discrete set of coordinates (ψ0, ψ1, . . . , ψn) as
illustrated in Figure 25. In this approximation, the values of p and F 2 are considered
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8 EQUILIBRIUM EQUATION

to be constant between each of the flux contours ψ = ψi. To discretise the derivative
terms, a discrete difference operator δ is introduced. This operator expresses the
difference of any function f on both sides of a flux surface. This operator δ has the
following two properties:

1. if f is continuous across a surface then δf = 0 across this surface

2. δfg = 〈f〉 δg + 〈g〉 δf

With the described approximation and using this δ operator instead of the continu-
ous derivative, equation 8.3 is transformed into:

ζi,j =
R

hψhχδψ
δ

(
hχ

Rhψ

)
+ 4π2

(
µ0R

2 δp

δψ
+

1

2

δ(F 2)

δψ

)
. (8.4)

This substitution of the ∂
∂ψ operators with the discrete δ

δψ operators, is already a
controversial step. It requires δψ to have a non-zero value and thus requires ψ to
be discontinuous across the ψ contours. This discontinuity of the ψ variable and its
implications are not explicitly stated or discussed in the contour dynamics article[1].

For the next step, the property of the δ operator, that it only has a non-zero value
for discontinuous variables, is used to eliminate the hχ metric from the equation.
The idea being, that this hχ metric is continuous across the ψ contours and thus
vanishes under the δ operator, this idea is illustrated in Figure 26.

Figure 26: Illustration of the idea that hχ is continuous across ψ lines and thus
vanishes under the δ operator. [P.A. Gourdain, private communication, 2013]

After this step, equation (8.4) becomes:

ζi,j =
R

hψδψ
δ

(
1

Rhψ

)
+ 4π2

(
µ0R

2 δp

δψ
+

1

2

δ(F 2)

δψ

)
= 0. (8.5)
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8.3 Cylindrical example

This is the most disputed step because, as we will show, the term that is neglected by
taking δhχ = 0 plays an important role in the force balance inside the plasma. The
neglected term is equal to

R

hψhχδψ
δ

(
hχ

Rhψ

)
− R

hψδψ
δ

(
1

Rhψ

)
=

1

(hψ)2hχ
δhχ

δψ
, (8.6)

or, referring back to the continuous equation:
1

(hψ)2hχ
∂hχ

∂ψ
.

8.3 Cylindrical example

A simple example showing the importance of this neglected term, is presented here.
In this example the pressure gradient is equal to zero and FF ′(ψ) is equal to -A/4π2.
With these values, the RHS of the Grad-Shafranov equation becomes equal to the
constant A. Furthermore the plasma boundary is circular. When assuming a large
aspect ratio, a << R0, the solution for this example is:

ψ(r) =
A

4

(
r2 − a2

)
with: a << R0 (8.7)

where r is the distance to the magnetic axis: (R,Z) = (R0, 0). In this example,
all flux surfaces are circular and coaxially aligned. Because of this, the geometric
poloidal angle θ can be used as poloidal coordinate instead of χ since for this con-
figuration ~eθ is orthogonal to ~eψ at every point. Consequently, the metric hθ, can be
used instead of hχ. This metric hθ is, as in all polar or cylindrical coordinate systems,
equal to r, since the length of an infinitesimal part of a circle is dlc = rdθ = hθdθ.

This example is first worked out in (R,Z) coordinates, to show that this answer
is indeed correct and also to show what the exact value of 4∗ψ is (without the as-
sumption a << R0), which should of course be the same in all coordinate systems.

ψ(R,Z) =
A

4

(
(R−R0)2 + Z2 − a2

)

4∗ψ(R,Z) = R
∂

∂R

(
1

R

A

4

∂(R−R0)2

∂R

)
+
A

4

∂2(Z2)

∂Z2

4∗ψ(R,Z) =
A

2

[
R
∂

∂R

(
R−R0

R

)
+ 1

]

4∗ψ(R,Z) =
A

2

[
R0

R
+ 1

]
≈ A a << R0 → R ≈ R0. (8.8)

In the orthogonal coordinate system as described in section 8.1, the same example is
worked out, highlighting the neglected hχ term. This gives

4∗ψ(r) =
R

hψhχ
∂

∂ψ

(
hχ

Rhψ

)

4∗ψ(r) =
R

hψ
∂

∂ψ

(
1

Rhψ

)
+

1

(hψ)2hχ
∂hχ

∂ψ
, (8.9)

where:

hχ = hθ = r,
∂ψ

∂r
=
A

2
r → hψ =

2

Ar
. (8.10)
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Substituted these expressions of the metrics into (8.9) and using,

1

hψ
∂

∂ψ
=
∂ψ

∂r

∂

∂ψ
=

∂

∂r
, (8.11)

leads to:

4∗ψ(r) = R
∂

∂r

(
Ar

2R

)
+
Ar

2r

∂r

∂r

4∗ψ(r) =
RA

2

(
1

R

∂r

∂r
+ r

∂R−1

∂r

)
+
A

2
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A

2

(
1− r

R

∂(R0 + r cos θ)

∂r

)
+
A

2
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A

2

(
1− r cos θ

R

)
+
A

2

4∗ψ(r) =
A

2

(
1 +

R−R0

R

)
+
A

2
=
A

2

[
R0

R
+ 1

]
. (8.12)

As expected (and required), this leads to the same result. It is clear from this deriva-
tion that the neglected term separately equals:

1

(hψ)2hχ
∂hχ

∂ψ
=

1

hψhχ
∂hχ

∂r
=
A

2
. (8.13)

which is approximately 50% of the total 4∗ψ term. So, this is not a small term that
vanishes for large aspect ratios or if the discretisation grid is sufficiently fine. From
this we conclude that this term cannot simply be neglected. In the following section,
it will be shown that this term is in fact equal to the magnetic tension force caused by
the poloidal field, which was not taken into account in the contour dynamics article
for the physical derivation of the equilibrium equation.

8.4 Force balance: magnetic tension

As mentioned previously, a physical derivation of the discrete equilibrium equation
(eq. (8.5)) is also given in the contour dynamics article[1]. This physical derivation
starts by considering the discrete set of nested flux surfaces (ψ0, . . . , ψn), like the
ones shown in Figure 25. It is then said that for a random flux surface i from this
set, the forces that exist on both sides of the surface are given by:

d~Ftotal = −2πRd`p

(
[p+ pmagnetic]i − [p+ pmagnetic]i−1

)
~eψ, (8.14)

where, the index i refers to the pressure on the inside area of the surface and i − 1
refers to the pressure on the outside area of the surface. If the magnetic pressure in
equation (8.14) is replaced by the pressure exerted by the toroidal and poloidal fields
(see section 3.1) and using∇ψ = 1/hψ , the resulting expression is:

d~Ftotal = −
[
p+

1

2µ0

(
1

2πRhψ

)2

+
1

2µ0

(
F

R

)2
]i

i−1
2πRd`p~eψ (8.15)
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8.4 Force balance: magnetic tension

Using the δ operator as defined in section 8.2, it is then claimed (which is disputed)
in the contour dynamics article that some rearrangements lead to :

d~Ftotal = −δψ
µ0

2πRd`p~ζ

~ζ =

(
1

4π2δψ

〈
1

hψ

〉
δ

(
1

Rhψ

)
+ µ0R

δp

δψ
+

1

2R

δ(F 2)

δψ

)
~eψ. (8.16)

The equilibrium condition is of course d~F = 0 and thus ζ = 0, which leads to the
same equilibrium equation as the one found in section 8.2 (eq. (8.5)), where the hχ

term was neglected.
It is immediately clear from this derivation that the only forces taken into account

are the forces from the kinetic and magnetic pressure. However, unless the magnetic
field lines are all straight, the Lorentz force has another term, which is the force
caused by the magnetic tension. The Lorentz force density (times µ0) can be written
as follows[33]:

µ0j×B = (B · ∇)B−∇
(
B2

2

)
. (8.17)

The first term on the RHS of this equation is the magnetic tension term whereas the
second term is the force (density) exerted by the magnetic pressure. The operator
B · ∇ is equal to B times the derivative along the direction of the field line. If we call
this derivative d/ds, the magnetic tension term can be written as:

(B · ∇)B = B
d

ds
(B~et) ,

= B2 d~et
ds

+B
∂B

∂s
~et

= B2 ~en
Rc

+ ~et
∂

∂s

(
B2

2

)
. (8.18)

In these equations the Frenet-Serret frame (or TNB frame)[33] is used where the
vectors ~et, ~en and ~eb are the tangent, normal and binormal unit vectors with respect
to the magnetic field line. For the last step the Frenet-Serret formulas were used
which state that

d~et
ds

= k~en,
d~en
ds

= −k~et + τ~eb,
d~eb
ds

= −τ~en. (8.19)

Here τ is the torsion and k is the curvature of the field line at a given point. This
curvature is equal to the inverse of the radius of the osculating circle at this given
point, which is called the radius of curvature Rc. With equation (8.18), the Lorentz
force density can be written as

µ0j×B = B2 ~en
Rc

+ ~es
∂

∂s

(
B2

2

)
−∇

(
B2

2

)
. (8.20)

Here we see that the second term on the RHS (which was a result of the magnetic
tension) cancels out the part of the magnetic pressure term that is pointed along the
magnetic field. This result is not surprising, it is well known that the Lorentz force
has no component along the direction of the magnetic field lines, since j × B is
orthogonal both j and B. The Lorentz force density from (8.20) can be rewritten as

µ0j×B = B2 ~en
Rc
−∇⊥

(
B2

2

)
. (8.21)
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8 EQUILIBRIUM EQUATION

Where the perpendicular gradient operator is defined by: ∇⊥ = ∇ − ~es ∂∂s . We can
work out the magnetic tension terms further by considering the two magnetic field
components Bp and Bt separately. This gives,

B2 ~en
Rc

=
B2
p

Rc,p
~en,p +

B2
t

Rc,t
~en,t =

B2
p

Rc,p
~eψ −

B2
t

R
~eR. (8.22)

For the last step it was used that the normal direction to the poloidal field lines is the
same as the normal vector to the flux lines in the poloidal plane which is of course ~eψ .
The normal direction for the toroidal field lines is equal to −~eR, the minus comes
from the fact that the normal direction in the Frenet-Serret frame is defined pointing
toward the centre of curvature whereas the vector ~eR points away from the centre.
The radius of curvature associated with the poloidal field lines is of course equal to
major radius R, at that field line.

The force balance in the tokamak is given by:

j×B = ∇p (8.23)

This force balance, in the ~eψ direction, should lead to the Grad Shafranov equation,
if worked out properly. Looking at each term individually we get:

µ0∇p =
µ0

hψ
dp

dψ
(8.24)

∇⊥
(
B2

2

)
· ~eψ =

1

2hψ

[
∂

∂ψ

(
F

R

)2

+
∂

∂ψ

(
1

2πRhψ

)2
]

=
1

hψ

[
1

2R2

dF 2

dψ
− F 2

R3

∂R

∂ψ
+

1

4π2hψR

∂

∂ψ

(
1

Rhψ

)]
(8.25)

B2 ~en
Rc
· ~eψ =

B2
p

Rc,p
− B2

t

R
(~eR · ~eψ) . (8.26)

Equations (8.24)&(8.25), when multiplied by a factorRhψ , contain all the same terms
as found equation (8.16). There is one extra term however, F 2/R3 · ∂R/∂ψ, which
comes from the derivation of squared toroidal field. This term did not appear in
equation (8.16), but it actually should have appeared since the same derivative of
the of squared toroidal field is found in equation (8.15). The step from eq. (8.15)
to eq.(8.16) is only allowed if it is assumed that δR = 0, however, if this assump-
tion was implicitly made, the term δ(1/Rhψ) should also have been simplified to
1/R δ(1/hψ), which has not been done. Because of this, we conclude that this is
likely another omission in the derivation of the contour dynamics equations. This
omission, however, is much less significant than neglecting the magnetic tension
terms of equation (8.26). It will be shown in the following paragraphs that the mag-
netic tension term of the poloidal field yields the neglected hχ term; and that the
magnetic tension term of the toroidal field cancels out the extra F 2/R3 term found
in equation (8.25). The fact that these two terms cancel out, means that the omis-
sion of the pressure related F 2/R3 term, in the contour dynamics article, actually
led to the derived equilibrium equation being closer to the correct Grad-Shafranov
equation. This probably contributed to the oversight remaining unnoticed.

In equation (8.26), the inner product of the vectors ~eR and ~eψ , is given by ~eR ·
~eψ = 1

hψ
∂R
∂ψ . This leaves the local radius of curvature of the poloidal magnetic field
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8.4 Force balance: magnetic tension

lines (Rc,p), as the only term that still needs to be found. To find an expression for
Rc,p, the rate of change of the hχ metric in the radial direction can be used. This rate
of change is proportional to Rc,p as will be shown in Figure 27 and the subsequent
analysis.

Figure 27: Schematic drawing showing the relation between the radial rate of
change of hχ and the local radius of curvature of the poloidal field line.[1]

From the expression found in Figure 27 we can find:

d`p = drd(~eψ) · ~eχ
dhχdχ = hψdψd(~eψ) · ~eχ
dhχ

dψ
= hψ

d~eψ
dχ
· ~eχ (8.27)

Using the Frenet-Serret equations, the term, d~eψdχ , can be transformed to

d~eψ
dχ

= hχ
d~en
ds

= −khχ~et = − hχ

Rc,p
~eχ. (8.28)

So now we have:
1

Rc,p
= − 1

hχhψ
∂hχ

∂ψ
. (8.29)

Which, when filled in to equation (8.26), this gives:

B2 ~en
Rc
· ~eψ = − 1

4π2R2hχ(hψ)3
∂hχ

∂ψ
− F 2

hψR3

∂R

∂ψ
. (8.30)

Combining this result with equations (8.21)-(8.25), and multiplying all terms with
−R2hψ leads to the following expression for the force balance in the plasma

1

4π2hχ(hψ)2
∂hχ

∂ψ
+
F 2

R

∂R

∂ψ
+

1

2

dF 2

dψ
− F 2

R

∂R

∂ψ
+

R

4π2hψ

∂
1

Rhψ

∂ψ
= −µ0R

2 dp

dψ

1

hχ(hψ)2
∂hχ

∂ψ
+

R

hψ
∂

∂ψ

(
1

Rhψ

)
= −4π2

(
µ0R

2 dp

dψ
+

1

2

dF 2

dψ

)
. (8.31)
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8 EQUILIBRIUM EQUATION

This final expression is of course equal to the Grad Shafranov equation (eq. (8.2)).
In this equation, the first term is exactly the term that was neglected in the original
contour dynamics equations. It is now clear from the derivation of eq. (8.31) that this
term is directly proportional to the magnetic tension of the poloidal magnetic field.

Looking back at the derivation in section 8.2, where the hχ terms is dropped from
the equations because this term is supposedly continuous across the ψ contours, i.e.

δhχ = hχ(ψ+)− hχ(ψ−) = 0, (8.32)

it is not entirely clear where the error lies in this approach, but some objections to
the approach are given. One objection to it is, that if we have:

δψ = ψ+ − ψ− = ψi − ψi−1 6= 0, (8.33)

then maybe δhχ should be calculated as:

δhχ = hχ(ψ+)− hχ(ψ−) = hχ(ψi)− hχ(ψi−1) 6= 0. (8.34)

In general, the objection to the approach, can be formulated as follows: when the ψ-
vector is discontinuous and only changes at the discrete surfaces, then every function
dependant on ψ should also do so. Leaving some functions to somehow change
continuously across a discontinuous coordinate should not be possible.

8.5 Alternative discretisation
Because the discrete equilibrium equation of the cited contour dynamics scheme ap-
peared to be incomplete, a new discrete equilibrium equation was derived. This was
done using finite difference formulas, starting from the Grad Shafranov equation in
orthogonal flux coordinates (equation 8.2). The discretisation grid that was used is
defined in (ψ, χ) space, where each point Mψχ

i,j (ψi, χj) in flux space, corresponds to
a unique point MRZ

i,j (Ri,j , Zi,j) in geometric space (see Figure 28). To discretise the
equation, centered finite difference operators with unequal spacing were used[34]:

∂φ

∂x

∣∣∣∣
i

≈ ∆x21φi+1 +
(
∆x22 −∆x21

)
φi −∆x22φi−1

∆x1∆x2 (∆x1 + ∆x2)

∂2φ

∂x2

∣∣∣∣
i

≈ 2 [∆x1φi+1 − (∆x1 + ∆x2)φi + ∆x2φi−1]

∆x1∆x2 (∆x1 + ∆x2)
, (8.35)

where ∆x1 = xi−xi−1 and ∆x2 = xi+1−xi. Using these operators, the discretised
GSh operator becomes:

(4∗ψ)i,j =

(
∂2ψ

∂r2

)

i,j

+
Ri,j
hχi,j

(
∂ψ

∂r

)

i,j

∂

∂r

(
hχ

R

)

i,j

, (8.36)

where:
(
∂2ψ

∂r2

)

i,j

=
2

ri,j + ri+1,j

(
ψi+1 − ψi
ri+1,j

− ψi − ψi−1
ri,j

)

(
∂ψ

∂r

)

i,j

=
ri,jψi+1 +

(
r2i+1,j − r2i,j

)
ψi − r2i+1,jψi−1

ri,jri+1,j (ri,j + ri+1,j)

∂

∂r

(
hχ

R

)

i,j

=
ri,j

hχi+1,j

Ri+1,j
+
(
r2i+1,j − r2i,j

) hχi,j
Ri,j
− r2i+1,j

hχi−1,j

Ri−1,j

ri,jri+1,j (ri,j + ri+1,j)
. (8.37)
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Here ri,j is the perpendicular distance from point Mi,j between flux surfaces i and
i − 1 and ri+1,j the perpendicular distance between flux surfaces i + 1 and i. Fur-
thermore, hχi,j is calculated as half the distance between the two neighbouring points
Mi,j+1 andMi,j−1. The new equilibrium equation is again found by taking the error
between the right and left hand side of the Gsh. equation and requiring this error to
be zero:

0 = ζi,j = (4∗ψ)i,j + 4π2

(
µ0R

2 dp

dψ
+

1

2

dF 2

dψ

)
. (8.38)

In the following section, this alternative discrete equilibrium equation is used to try
and implement a modified version of the contour dynamics method.

Figure 28: a) Detailed view of the discretisation grid and the equilibrium con-
figuration, b) infinitesimal displacement δ~r, moving Mi,j out of its equilibrium
position M eq

i,j . [1]

9 Implementation

In this section, the attempted implementation of the contour dynamics method, us-
ing the alternative discrete equilibrium equation (eq. (8.38)), is discussed. Since
so-far, only the contour dynamics equilibrium equation has been discussed, the con-
vergence algorithm of the contour dynamics method still needs to be explained. This
is done first in the upcoming paragraphs. After this, the issues encountered with the
implementation of the modified contour dynamics scheme will be discussed.
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9 IMPLEMENTATION

9.1 Convergence algorithm

In the contour dynamics scheme, the idea for solving the discrete equilibrium equa-
tion, stems from the physical interpretation of this equation. The equilibrium equa-
tion, in the form of eq. (8.38), is equivalent to the sum of forces in the direction
perpendicular to the flux surfaces. Because of this, the error ζi,j can be interpreted
as a net force applied to each point Mi,j , with the sign of ζ determining whether this
force is pointing inward or outward along the perpendicular (~eψ) direction. Noting
that the pressure gradient has a positive sign in ζ and should yield a force point-
ing outward, i.e. in the -~eψ direction, leads to the deduction that d~F ∝ −ζ~eψ . The
idea for solving the discrete equilibrium equation is that, because of this proportion-
ality to an applied force, iteratively moving all points (i, j) along the perpendicular
direction in accordance with

δ~rmi,j = −ηmi,jζmi,j~eψ, (9.1)

should continually decrease the error, until the equilibrium is reached. In this equa-
tion m denotes each subsequent iteration and η is a small numerical viscosity which
controls the speed of convergence of the iterative scheme. This numerical viscosity
contains multiple factors, which for example prevent the flux lines from overlapping
after a move or decelerate the movement when close to the solution. Some of these
terms are different for each point Mi,j , which is why we write ηmi,j .

To show that these movements should indeed repeatedly reduce the error, it is
shown in the article by Gourdain, that when an infinitesimal perturbation δr is ap-
plied to a single point, where the starting configuration was in equilibrium (as seen
in Figure 28 b)), this perturbation causes an error ~ζi,j that is proportional to the
infinitesimal displacement that caused it. Because of this successive small displace-
ments of the point Mi,j , as dictated by equation (9.1), should minimise |ζi,j | and
lead back to the equilibrium configuration. It is stated in the contour dynamics ar-
ticle that this simple case where a single point is disturbed, can be readily extended
to a whole flux line. It should be noted that the analysis described in this paragraph
is done for the discrete equilibrium equation from the article of Gourdain et al. and
not for the alternative equation (8.38). This will be discussed further in section 9.2.

A last, vital part of the contour dynamics scheme is the boundary condition that
is used to make sure the ψ vector of the iterative scheme coincides with the physical
ψ vector of the equilibrium that is being solved. In most methods, where the flux
distribution is computed from the current distribution, the computational flux ψ
and the magnetic flux represent the same quantity at each iteration. For the contour
dynamics method however, this is not the case and ψ should actually be considered
as a coordinate, used in the computational process rather than the magnetic flux. To
ensure that the computational flux converges to the actual magnetic flux, a boundary
condition based on Ampere’s law is used. This boundary condition can be written
as:

∮

plasma boundary

(
1

2πRhψ

)
d`p

∣∣∣∣∣

m

=

∫∫

plasma
2π

(
µ0R

dp

dψ
+

1

2R

dF 2

dψ

)
dS

∣∣∣∣
m

= Ip

(9.2)
As long as the computational flux does not correspond to the actual magnetic flux,
this equation is not satisfied. The error between the LHS and RHS of this equation
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is defined as

νm =

∮ (
1

2πRhψ

)
d`p

∣∣∣∣
m

−
∫∫

2π

(
µ0R

dp

dψ
+

1

2R

dF 2

dψ

)
dS

∣∣∣∣
m

. (9.3)

This factor νm can now be used to scale the computational flux. The correction on
the flux has to be small to prevent numerical oscillations, the evolution of the flux ψ
at time step m is controlled by

ψmtotal =
(
1− tmνm−1

)
ψm−1total , with tmνm−1 << 1 and

(9.4)
ψtotal = |ψn − ψ0| .

Using this flux correction step, the computational flux should converge to the
actual magnetic flux, completing the contour dynamics scheme. The entire conver-
gence procedure of the contour dynamics method can be summed up as follows[1]:

1. guess an initial computational flux distribution (ψ0, . . . , ψn) and geometry;

2. compute ζi,j for all the points inside the plasma using equation (8.38);

3. compute ηi,j for all the points inside the plasma;

4. correct ψ using equation (9.4) and compute the new flux distribution;

5. move all vertices using equation (9.1).

The steps 2 through 5 are repeated until convergence is reached.

9.2 Implementation issues

For the implementation of the contour dynamics scheme, one of the challenges is
dealing with the orthogonal curvilinear coordinate system. Numerically it is chal-
lenging to construct a fully orthogonal grid[35][36] and every time a point moves, the
grid is no longer be orthogonal and needs to be corrected. Luckily it is not neces-
sary to have global orthogonality, it is sufficient to do the calculations of ζi,j on an
imaginary, locally orthogonal grid, similar to the one shown in Figure 28. What is
meant by this is that for each point (i, j) one just needs to find the perpendicular
direction and then use that to find the perpendicular distances from point Mi,j to
the two adjacent flux surfaces, which will then be ri,j and ri+1,j . With this direction
and these perpendicular distances we have everything that is needed to calculate ζi,j
as defined by equation (8.38).

Another challenge in the implementation of the CD scheme is how to deal with
the magnetic axis. The axis is a singular point in multiple ways, hχ becomes zero
at the axis as well as ∂ψ/∂r, also constructing local orthogonal coordinates from the
ψn−1 surface to the axis is problematic. Because of these problems with the axis, it
was chosen to not resolve the discrete equilibrium at the axis but to instead use a
simple elliptic expansion as the solution for the axis and the ψn−1 surface. In this
elliptic expansion the magnetic axis can still be shifted with respect to the centre of
the ψn−1 surface and the elongation of the ψn−1 can also change. Using this method
the problems around the axis are avoided at a small cost to the accuracy, since the
higher order shaping terms like the triangularity vanish near the axis.
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9 IMPLEMENTATION

Using these techniques, a prototype CD solver was written in Matlab using the
same convergence algorithm as described in section 9.1, but with the new discrete
equilibrium equation, eq. (8.38). With this solver, the simple example of section
8.3 could be resolved correctly. However when we attempted to solve other, more
challenging, theoretical equilibria[37][38], there were issues with the convergence,
the stability and the accuracy of the method.

The problems with the convergence and the stability of the code appear to be a
result of the more elaborate discrete equilibrium equation. As was mention, the ar-
ticle by Gourdain et al. shows that moving the points in the −ζ~eψ direction should
decrease the error. However this result does not necessarily hold for the new equa-
tion (8.38) as well. Furthermore Gourdain et al. only shows how this error reduction
works for a single point and proposes that this can simply be extended to a flux line
and also a set of flux lines. While this might be true when the simpler equilibrium
equation based on (8.5), is used, it is not at all trivial to show that this will work for
the more complicated equation (8.38), since in this equation ζi,j also depends on dis-
tance to the neighbouring points j±1 on the flux line. A possible way to reduce these
issues is to use equation (8.29) to replace the hχ term with some other, more stable,
approximation of the local radius of curvature of the flux line. While this might
simplify the equilibrium equation, this will not eliminate the need for a detailed con-
vergence analysis, to show whether the current solution strategy is capable of solving
the equilibrium and what conditions apply to be able to achieve convergence. Such
a study was not done and is therefore recommended for future work.

Even when an equilibrium state was reached for one of the challenging theo-
retical equilibria, the resulting ψ distribution was significantly lower than it should
have been according to theory. The difference between the theoretical and the re-
solved flux distributions, increased towards the axis, this is expected since at the
plasma boundary the difference is zero due to the fixed plasma boundary condition.
These problems with the accuracy of the code might have been caused by the way
the orthogonal distances were calculated. This was done by taking the inner prod-
uct between the normalised orthogonal direction vector at point Mi,j and the vector
signifying the distance between the points Mi,j and Mi±1,j . For usual convex flux
surface shapes this method might lead to a systematic underestimation of these per-
pendicular distances. Such an underestimation of the perpendicular distances will
subsequently lead to the equilibrium distances between the flux surfaces being too
large, meaning the flux surfaces with a low ψ are moved too far inward to the mag-
netic axis. As a result the flux distribution will be lower than it should have been,
with the error increasing towards the magnetic axis.

A fix for this problem was attempted, by implementing a different method for cal-
culating the perpendicular distances. This method attempted to find the actual point
of intersection between the orthogonal vector and the neighbouring flux surface. A
requirement for this method was, however, that this point of intersection lies some-
where between the points Mi±1,j and Mi±1,j+1 or between Mi±1,j and Mi±1,j−1,
which was somewhat limiting. When this attempted fix was implemented however,
the convergence and stability issues became even more problematic. At this point
it was decided that further work on the code was not recommended until a detailed
convergence analysis of the method had been done.
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10 Conclusions and outlook

The discrete equilibrium equation of the contour dynamics method has been dis-
cussed in section 8. In section 8.2, it is shown that in the discretisation of the equi-
librium equation in the article by Gourdain et al., a term containing the radial deriva-
tive of hχ is neglected (hχ is the metric coefficient of the poloidal coordinate χ). In
section 8.3 a simple cylindrical example is shown from which it becomes clear that
this term should not simply be neglected. In section 8.4 it is shown that the apparent
mistake made in the derivation of the contour dynamics equations, is that the mag-
netic tension is not taken into account. It is shown in this section that the magnetic
tension of the poloidal magnetic field is exactly equal to this neglected term.

Having concluded that the contour dynamics equilibrium equation as presented
in the article by Gourdain et al.[1] is likely deficient, a new discrete equilibrium equa-
tion was derived in section 8.5, using finite difference operators. This new equation
was then used in a prototype contour dynamics code as described in section 9. This
code was however plagued by problems with the stability, convergence and accu-
racy. Some fixes were attempted, but eventually the convergence problems were so
prohibitive that it was decided to halt any further development until a detailed con-
vergence analysis of the method had been done. Such a convergence study has not
been done and is thus recommended for future work.

The outcome of this convergence study could be that the current solving strategy
of the contour dynamics algorithm is inadequate. In that case it might be necessary
to use a more implicit method for updating the flux surface locations. A good start-
ing point could be to look at the solution strategies of other inverse Gsh. equilibrium
solvers, like the Variational Moments Equilibrium Code (VMEC)[39] or the iterative
metric method[40], as used in the J-solver[41]. In this iterative metric method, ap-
proximate flux coordinates (ψ̂, θ̂) are used, where the actual flux can be a function
of both the poloidal and the radial coordinate, i.e. Ψ(ψ̂, θ̂). At each iteration the
Gsh. equation is used to compute the surfaces of constant Ψ after whichR(ψ̂, θ̂) and
Z(ψ̂, θ̂) are adjusted such that the constant ψ̂ contours will align with the computed
constant Ψ contours. Once the iterations converge, the computed Ψ is only a func-
tion of ψ and the correct flux surfaces and Ψ values have been found. The drawback
of using more implicit methods such as this, is that they require much more compu-
tation time per iteration than the contour dynamics method. However, the amount
of iterations required to converge might be small enough that it could still lead to a
viable, real-time capable, equilibrium solver.

The overall conclusion about the contour dynamics method has to be that, at the
moment, it is not a viable alternative to (R,Z)-grid Grad-Shafranov solvers for use in
RT-capable 1.5-D tokamak transport simulations. However, the possible advantages
of the contour dynamics method or other, inverse equilibriums solvers, still warrant
some further investigation into these methods. Further investigation into the con-
tour dynamics method should start by investigating the effects of the changed equi-
librium equation on the convergence of the method. Depending on the outcome of
such an investigation, it might be required to look for different solution strategies. A
good starting point for this could be to look at the solution strategies of other inverse
equilibrium solvers.
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11 General conclusions and recommendations

In this section the overall conclusions and recommendations of this thesis are pre-
sented, followed by an overview of the proposed future work. For the more extensive
conclusions and outlooks of the two separate parts, see sections 7 and 10, for the
numerical fits and the contour dynamics parts respectively.

In the introduction of this report it was stated that the aim of this research was
to investigate whether there are good alternatives to standard Grad-Shafranov solvers
for the equilibrium step in real-time capable tokamak transport simulations. In order
to answer this question two alternatives were researched: the fitting method and the
contour dynamics method. Based on the results of the fitting method, as presented
in section 6, it was concluded that the fitting method does provide a viable alternative
to GSh solvers, if the method is implemented and used correctly.

Based on the mathematical derivations, presented in section 8, it was concluded
that the contour dynamics method, as presented in the article by Gourdain et al.[1],
uses an incomplete equilibrium equation. The implemented algorithm, using a
corrected- but more complicated equilibrium equation, was plagued by numerical
problems to such a degree that it was decided to halt any further work until a detailed
convergence analysis was done. This led us to conclude that the contour dynamics
method is currently not a viable alternative to (R,Z)-grid Grad-Shafranov solvers for
the equilibrium step in real-time capable tokamak transport simulations.

The recommended equilibrium reconstruction method to use in combination
with a fast 1-D transport code, as proposed in the introduction and section 2, would
depend on the goal of the code. If one prioritises the portability of the code, i.e.
making it easy to implement on multiple tokamaks, then one of the mature (R,Z)
grid rt-equilibrium solvers would be the best option. This would also be the best
option when looking to implement a free-boundary solution. If the speed of the code
is the most important, a type of fitting method would probably be the best option,
since such a method could provide very fast equilibrium reconstruction, because no
differential equations need to be solved. The drawback of this is of course that it is
hard to check in real-time whether the reconstructed configuration is actually in- or
close to the physical equilibrium. The results of the fitting method presented here,
were within a couple of percent of the actual equilibrium, which is likely negligible or
of the same order as other errors in the various approximated terms in the transport
equations. At the present time using an inverse equilibrium solver, like the contour
dynamics method, is not recommended. It is however still an interesting topic to
investigate in this context, since it could still potentially lead to a very fast method to
solve the GSh. equation without the need to interpolate between a (R,Z)-grid and a
flux-space geometry.

Which methods are viable also depends on the coupling of the 1-D and 2-D codes
to self-consistently solve both equations[8]. If multiple back and forth iterations be-
tween the two codes are required, a (R,Z)-solver approach might not be viable as it
would take too much computation time. Since for the fitting method no equations
need to be solved, self consistency is not really an issue, so this would then be the
best option.
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11.1 Future work
In this section a summary of the proposed future work, as discussed in sections 7
and 10, is given. Based on the results and considerations in this thesis, the following
list of actions are suggested for future work:

• Expand the presented fitting method, so it is capable of dealing with H-mode
equilibria, like those in the ITER hybrid scenario of section 6.3.

• Develop an adaptation of the fitting method where machine learning is pos-
sible i.e. where the learning dataset can be easily extended without having to
repeat the entire fitting procedure.

• Investigate the effects on the 1-D transport, of the errors introduced by the
fitted profiles. This investigation should show how these errors propagate and
if they can accumulate and lead to growing discrepancies, when the profiles
are evolved in time.

• Investigate the coupling of the 1-D and 2-D equations and the implications
of this coupling for any real-time implementation of a coupled 1.5-D tokamak
transport solver.

• Analyse the ability of the modified contour dynamics method to converge to
the equilibrium solution.

• Investigate other methods for solving the inverse equilibrium problem and
their potential for real-time equilibrium reconstruction.
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A Selection of fit operating point

In this appendix, the procedure is discussed, for selecting the operating points of the
fits of section 6. From the large set of fits, found by the method described in section
5, a single one has to be chosen as the working point, which has the best trade-off
between a low error and a small amount of parameters. The mean error of the fit, for
a certain profile, is not the only quantity that is influenced by the choice of working
point and therefore also not the only quantity taken into account for the selection of
the working point. The maximum error of the fit is also taken into account as well as
the indirect errors for the differentiated or integrated profiles. Keep in mind that for
the choice of the working point of e.g. the κ profile, the alternative error for the ∂ρκ
is relevant, since this alternative fit is derived from the fit of the κ profile. Finally, a
measure for the sensitivity of the fits is also taken into account which is quantified by
the sum of the fit parameters in the A matrix (whose size is also taken into account
in the fitting procedure using equation (5.8)). The working point is chosen as the
point where a weighted sum of all these quantities is minimal i.e.

nwp : minn[c1avg(e) + c2max(e) + c3avg(ealt) . . .

+ c4max(ealt) + c5
∑

ij

(Aij) + c6n]. (A.1)

Since no practical fixed rule for determining these weights was found, they can be
chosen arbitrarily. However this method still ensures that a working point is selected
which has a good trade-off between the various quantities. The weights in equation
(A.1) are chosen such that the size of the parameters that generally increase with
increasing n (the last two terms in (A.1)); and the terms that generally decrease with
increasing n are roughly the same size. Furthermore, the weights are chosen so the
working point ends up in the region where the average error no longer decreases by
much with an increasing number of parameters. This is generally between 20 − 50
parameters as can be seen in the example figures of the average error versus the
number of parameters shown in Figure 29. The alternative errors of the integrated
or differentiated fits are given a weight that is about ten times lower than the direct
errors for that profile.
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Figure 29: Example of the figures for error versus number of parameters, the
selected working points are shown in the figures.
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