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MANAGERIAL SUMMARY  
The document capturing process is emerging, due to the large amount of currently available 
paper document, and the eagerness of digitalizing. This process transforms a paper document 
into meta tags that can be added to the particular digitalized document. These meta tags are 
defined as most important words of a document that can be used to interpret or classify a 
document. A meta tagging process is in the center of this document capturing process, and is 
defines as a process that starts at the input of a digital text document and ends at adding the 
meta tags to a document. This research is about this meta tagging process, and the inclusion 
of the currently trending approach of deep learning. The inclusion of deep learning is satisfied 
by the use of a recurrent neural network, which can be trained by deep learning, in the meta 
tag process. This consequents in the following research question:  “How is a recurrent neural 
network, which uses deep learning, able to add meta tags to a text document?” 
 
This meta tagging consist of two processes, i.e. the input preparation and the sequ ence 
labelling by the recurrent neural network. The input preparation includes the construction of 
a lookup table of word representation, which provide some interpretation for the words. The 

configuration of a meta tagging process is constructed by configuring the two process 
sequentially. The documents that are used for the meta tagging process are CVs, in the meta 
tags are determined as most important words of the work experience section of the CV.  
 
Subsequently the performance of these configurations of the meta tagging process for these 
CVs is evaluated by a confusion matrix, for which the recall, precision and kappa statistic are 
the most important performance measurements. The configured meta tagging process that 

provides a higher precision can be used for other further actions than the process that 
performs better on recall. The overall performance of a process is indicated by kappa statistic.  
 
The results shows that a more complex meta tagging process, e.g. many nodes in the hidden 
layer, generally provides a better performance on precision, which can be caused by 

overfitting. In contrast to this, a simpler model provides a better score on recall. Furthermore, 
it seems that the simpler configuration of the meta tagging process general obtains a higher  

kappa statistic. This can be caused by the relatively small and unbalanced dataset that is 
provided. The latter is therefore experimented by training the meta tagging process on a 
more balanced dataset. This results in improvement in performance for more complex 
configuration of the meta tagging process.  
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1. INTRODUCTION 

The large amount of paperwork that exists in several industries, such as legislation, and the 
eagerness of digitalization, provides great opportunities for the document capturing and 
management process. As can be seen in Figure 1, the document capturing process is in this 
research defined as the process that starts with a paper document as input and proceeds until 
the interpretation or classification of the content of a digitalized document. This document 
capturing process is currently emerging, and several tools are developed that partly capture 
and supports this document capturing process. For instance IBM Datacap, Adobe Acrobat 
Reader, and Kofax Capture use this process, which indicates the applicability of the document 
capturing process.  

 
 
As can be seen in Figure 1, a meta tagging process is centered in the document capturing 
process. This report contains a research that is about the meta tagging process, which is in 
this research defined as obtaining a digitalized text document as input and produce meta tags 
as output. These meta tags are words or groups of words in a document that are the most 

important for a document. These words are defined as important, since these words can be 
used for classification and interpretation of a document. For example, the renter of a 
particular object can be a meta tag for a rental agreement, which is a document. This meta 
tagging process includes deep learning and use the recurrent neural network as architecture. 
Deep learning is emerging and trending and demonstrate its benefits in other applications as 

well. This model is described in more detail in Chapter 2 of the report.  

1.1 CONTEXT 

The company that is involved in this project is Valid, which is an ICT-service organization 

founded in 1999. Valid has more than 300 employees and is located at three different places, 
namely Utrecht, Maastricht and Eindhoven. The head office is located in Eindhoven, which is 
the site of the project as well. Valid broadly consists of two business units, which are Business 
IT services (BIS) and the IT infrastructures. The BIS department is the environment of this 
project of meta tagging. Valid is performing projects for a many clients, such as KPN, OCÉ, 

ASML, Vodafone, DSM, and Rijkswaterstraat.  
 

Valid is a company that would like to be a continuously developing organization. The slogan 
is therefore ‘Stay Ahead’ and represents the vision of the company. This vision is reflected by 
culture that consist of four main elements, namely ‘ahead’, ‘keen’, ‘close’, and ‘genuine’. The 
focus is on customer satisfaction, which is achieved by this intuition. The ‘Stay Ahead’ 
mentality of the organization needs a lot of effort to retain this vision, since the environment 

of ICT is evolving continuously.   
 

Figure 1: Document Capturing Process 
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1.2 MOTIVATION 

The existence of the document capturing process can be a competitive advantage for an 
organization. On top of this, a well-organized document capturing process increases customer 
satisfaction, which is one of the main objectives at Valid. Note that a well performed meta 
tagging process is key for the performance of document capturing, since it is the center of 
this procedure. Therefore, the increase of interests for document capturing increase the need 
for a well performed meta tagging process. 
 
Additionally, the paper text document is not in every case the input of the process, since text 
documents can already be digitalized. In this case the document capturing process is not 
entirely proceeded. Despite that, digital documents can be processed automatically, which 
can save time and man hours. Therefore, a meta tagging process is not only useful for paper 
documents. 
 

The third aspect is the usage of deep learning in this process. The increasing interest for this 
approach is driven by the curiosity and the emergence of deep learning. This eagerness is 
fulfilled by the usage of a recurrent neural network, which is an architecture that can be 
trained by deep learning. Currently, Valid already use deep learning in other applications, such 
as image recognition by convolutional neural networks. Furthermore, this application of deep 

learning to meta tagging is in line with the culture of Valid that is mentioned above, since 
deep learning is an emerging technology. Additionally, deep learning could create competitive 

advantage, since it is an increasingly trending approach including various opportunities. 
 

1.3 PROBLEM DESCRIPTION 

The document capturing procedure, in particular the meta tagging process, is rarely applied 
by Valid, and much progress can be achieved on this process. However, as mentioned above, 
the document capturing procedure, and consequently the meta tagging process, is a 
promising possibility that can achieve several benefits for Valid. Furthermore, a client of Valid 
requested for document interpretation and its corresponding actions. This request 
encourages the interests of Valid to investigate in this topic. These interests, benefits and 
possibility for improvement are the triggers for the investigation on this topic of meta tagging 
on text documents.  
 
On top of this, Valid would like to use deep learning, due to the emerging trend and 

opportunities of this approach. As mentioned above, Valid is already experienced with deep 
learning, however, this technique of artificial intelligence is currently not applied in the field 
of meta tagging by Valid. To summarize, these triggers of investigation for meta tagging and 
the interests for deep learning in this area complements the problem description.  

1.4 RESEARCH QUESTIONS 

This section provides insights in the research question and its related sub questions of the 
research. Firstly, the research goals of this project are described, and subsequently the 
research question, which are based on these goals, are described. 
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1.4.1 RESEARCH GOAL 

The problem description provided an insight in the goal of the research and the including 
research question. The goal of the research can be divided into a goal for the company and 
the goal for the University, which are the practical and scientific goal, respectively.  
 

Practical Goal 
Valid realizes that the document capturing process is a great opportunity, and is beneficial for 

the organization and its customers. This consequently means that meta tagging process is an  
important concept for Valid that needs to be investigated. Furthermore, Valid is curious about 
the effect of adding deep learning to this process. This research should reveal some insights 

in the opportunities of meta tagging process using deep learning, and this leads to the 
following practical goal: 

 
“The research should provide some insights for Valid in the opportunities and challenges of 
the meta tagging process, relating to the document capturing procedure, using deep 
learning.” 
 

Scientific Goal 
On top of the interests and expectations of Valid, the University has expectations as well.  The 
project should provide some scientific contribution, since it is a Master Thesis project. In 

previous research no experiment exists that exactly address meta tagging in a text document. 
Therefore, this project should provide insights in a meta tagging process. Furthermore, the 
inclusion of deep learning in this meta tagging process is an interesting approach. In particular 

the recurrent neural network that is mentioned could be a useful architecture for this process. 
The research should provide insights in the implementation of the recurrent neural network 

in the meta tagging process. This complements the following scientific goal: 
 
“The research should provide scientific insights in the use of a recurrent neural network, which 

uses deep learning, for the meta tagging process to add the meta tags to a document.” 
 

1.4.2 MAIN RESEARCH QUESTION 

Regarding the research goals that are provided above, the main research question and its 

related sub questions can be created in this section. The main research question is stated as 
follows: 
 

“How is a recurrent neural network, which uses deep learning, able to add meta tags 

to a text document?” 

 

1.4.3 RESEARCH SUBQUESTIONS 

In this section the main research question is divided into several sub questions. These sub 

questions includes a brief explanation and are elaborated below.  
 
The meta tags are a result of the meta tagging process, however, at this point in the report 

this process is not exactly defined in detail. Additionally, in former research no meta tagging 
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problem exist, and consequently no literature exist about a recurrent neural network that 
address this problem. Therefore the first sub question is defined in the following way: 
 

1. “How is the meta tagging process defined in this research? 

 
As mentioned above, an exact definition of the meta tagging problem is missing in literature, 
and consequently no research exist about a recurrent neural network addressing this 

problem. Consequently, the meta tagging process must be defined in a way that a recurrent 
neural network can be used to tackle the problem of meta tagging.   
 
Subsequently, the definition described above results in an inclusion of a recurrent neural 
network in the process of meta tagging. However, this network is not explained in detail, 

which is conducted by the stating the following research question: 
 

2. “How is the recurrent neural network in the meta tagging process built?” 

 
The recurrent neural network consist of several aspects that are required to be explained. 

Some of these aspect are the structure of the network, the output the network generates and 
the parameters that can be configured in the network. The answer to this research question 

provides all the insights and abilities of the recurrent neural network. 
 
Subsequent to the development of the the process of meta tagging, the process must be 
evaluated to determine the performance of the meta tagging process. This can be obtained 
by the following sub question: 

 
3. “How could the quality of the meta tagging be evaluated?” 

 
The evaluation is based on different measurements that can result from the output that is 
obtained by the meta tagging process. The different type of measurements are addressed by 
this sub question.  
 
Ultimately, the meta tagging process outputs the meta tags of a documents. These tags can 
be used for further actions. However, these further actions are not defined yet. This 
consequently creates the sub question: 
 

4. “How would the meta tagging process be used in practice?”  

 
The further actions that could be enabled by the meta tagging process are provided for this 
sub question. These actions are elaborated in collaboration with Valid to investigate the 

opportunities of these generated meta tags.  
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1.5 RESEARCH DESIGN 

1.5.1 CRISP-DM MODEL 

The design of this research is derived from the well-known CRISP-DM model that is applied in 
data mining studies (Chapman, 2000). However, the research questions that are defined in 
section 1.4 go beyond data mining. Unless this dissimilarity, the steps that used in the CRISP-
DM model are very useful for this research. Therefore, the research design follows the steps 
of the CRISP-DM model, and these steps, which can be seen in Figure 2, are elaborated below. 
 

 

 

 

 

 

 

 

 

 

 

 

Figure 2: The CRISP-DM methodology 

Business Understanding  
The aim of this part is to determine the requirements from a business perspective, and 
consequently the goals of the meta tagging process are determined. In this case the goal of 
the process is to determine meta tags for a text document that are correct and accurate to 
provide opportunities for further actions, such as interpretation and document classification. 
This step is in line with the sub research question 3, which is related to the evaluation and 

determination of the performance of the model. 
 

Data Understanding 
In this phase the goals for the process are known and the input data for the process is 

collected. Subsequently, some familiarity with the data is gained. The data consists of digital 
documents, which are mostly obtained by the optical character recognition (OCR) or 

intelligent character recognition (ICR) process. The familiarization of the data can provide 
understanding of the structure of all the input documents. This understanding of the structure 

of a document can be useful for the data preparation step.  The data understanding phase is 
one part of the actions at the first research sub question.  
 

Data Preparation 
The digital documents that are obtained in the collection of the previous phase must be 
edited to become appropriate input for the recurrent neural network. This phase is often 
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experienced as the most time-consuming phase of the project Turban(2013). This phase is a 
part of the first sub question as well.  
 

Modeling 
The output of the preparation phase is the input for the modelling phase, which includes the 

recurrent neural network. The model is built in this phase based on the data that is obtained 
from the previous phase. This data effects the type of modifications that must be applied to 

network. The modelling part corresponds to research sub question 2.   
 

Evaluation 
This evaluation phase investigates the performance of the meta tagging process that is partly 

developed in the previous phase and is connected to the first phase. The performance, as 
mentioned in the first phase, is based on several measurement of the network.  

 

Deployment 
In this phase the entire meta tagging process that is developed within this methodology is 
implemented. The deployment of the process can give some insights in the usability of the 
output that is generated. This usability of the output, which are the meta tags, is based on 
the ability to proceed further action that are mentioned in the first phase. This phase involves 

the thoughts that belongs to the fourth sub question.  
 

1.5.2 SCOPE 

On top of the design of the research, the scope needs to be determined. The scope is defined 
by the boundaries of this research. The boundaries of the research is defined by the meta 

tagging process, which start at obtaining a digital document and terminates at adding the 
meta tags to a document. This consequently means that no research is conducted on OCR or 
ICR that can transform a paper document to a digital editable document. Furthermore, no 
further research is conducted for the implementation of this meta tagging process, and 

merely suggestions for further actions are provided.  
 

In the remaining part of the report the research that is conducted is provided. At first, the 

theoretical background is given, next the methodology of the entire project is elaborated in 
more detail. Subsequently, the results of the experiment that is conducted are discussed. 
Lastly, based on this discussion a conclusion is drawn and practical implications and 
limitations of the project are described.  
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2. BACKGROUND 
The background section consists of several elements, namely the explanation of the recurrent 
neural network and the word representations. The recurrent neural network is included in 
the meta tagging process of this research, and consequently addressed in this chapter. The 
second one seems to be less clear to include, however, this concept is used in the input 
preparation phase of the meta tagging process. This word representations are included in the 
process, since several experiment shows that the inclusion of these word representations can 
be beneficial (Li, 2015; Graves, 2012; Collobert, 2011). Firstly the recurrent neural network is 
elaborated in more detail.  

2.1 RECURRENT NEURAL NETWORK 

The Recurrent Neural Network is a model that is a neural network, which can be trained by 
deep learning. Therefore, at first an explanation of a neural network is given, and subsequent 
to this explanation the concept of deep learning is described. Lastly, the recurrent neural 
network is explained.  
 

2.1.1 NEURAL NETWORK ARCHITECTURE 

The neural network in general is a model that is derived from the interconnected neurons of 
a human brain Wang (2003). This network is arranged in multiple layers, consisting of input, 
hidden and output layers that are connected and sequentially (see Figure 3). Furthermore, 

each layer consists of one or more nodes, which can be connected to the nodes corresponding 
to preceding and succeeding layers. An input, consisting of multiple variables, that is faced by 
the network progress forwardly through all the layers and subsequently provides a 
corresponding output. Therefore, the network in Figure 3 can be defined as feedforward 
neural network.  

 
An example of an application of this network is the classification of an animal, which can be 

either a cat or a bird, using the network in Figure 3. The input is an animal that is described 
by three variables, which are the number of legs, type of fur, and the length of the animal. 
These three variables contains a value that corresponds to the particular animal that is 
classified, and these variables are each input for the three nodes in the input layer of the 
network in Figure 3. The values are process forwardly (in Figure 3 from left to right) and 

ultimately produce a value in each of the two nodes in the output layer. These two  nodes 
corresponds to the two classes, which are cat and bird, and the value for both classes are 

probabilities. These probabilities indicates, regarding the network, to what extent the 
particular animal, which is described by the three variables, belongs to each of the classes. 
The neural network is able to face several sorts of problem, which could be for instance 

classification, prediction, or pattern recognition (Kantardzic, 2011). 
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As mentioned above, a neural network is represented by nodes that are interconnected. 

These nodes represents an artificial neuron or a perceptron, which can be seen in Figure 4. 
Therefore, the network that is shown in Figure 3 is defined as a multilayer perceptron as well. 
As can be seen in Figure 4, an artificial neuron consists of several components, namely an 
input (xm), a bias (bk), the weighted sum of the input, and an activation function that maps 
the input into the output of a node. Since each node is connected to one or more nodes in 

the succeeding layer, the input for the summation contains the weighted outputs of the nodes 
in the preceding layer. The bias influences the summation of the weighted input by increasing 
or decreasing this summation (Kantardzic, 2011). This construction of the input for a node is 
illustrated in (1) as well. 
 

 
Figure 4: The input for a node (netk) consist of the sum of the weighted outputs of the preceding layer (x n * wkn). The node 
includes a function F(net) that maps the input to output yk 

 

𝑛𝑒𝑡𝑘 =  ∑ 𝑤𝑖𝑘 ∗ 𝑥𝑖 + 𝑏𝑘
𝐼
𝑖=1   (1)   

 
Where netk is the input for the particular node k, xi is the output of node i in the preceding layer, wik is the weight 
corresponding to the connection between node i and node k, b k is the bias of node k 

 

Figure 3: A multilayer perceptron network, i.e. a feedforward neural network, consisting of one input, one hidden, and one output layer 
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The procedure of mapping the input to an output is, as mentioned above, conducted by an 
activation function that is included in a node. Kantardzic (2011) shows that several types of 
this activation function exist, such as linear, log-sigmoid or a hyperbolic tangent function (see 
Figure 5). These functions aims to represent the input in different levels of abstraction (LeCun, 
2015). Furthermore, these functions contributes to the beneficial non-linearity property of 
the network. For instance, a node that contains the hyperbolic tangent function that is 
provided in Figure 5 faces an input (x-axis) that is equal to 1 maps an output (y-axis) of around 
0.7. This method of mapping is similar for all the different activation functions. Beside this, as 
can be seen in Figure 5, most of the activation functions bounds the range of the output from 
-1.0 to 1.0, as this limit the amplitude of the output (Olgac, 2011). 
 

 
 

 

 

 

 

 

 

 

Figure 5: The different types of activation function: Each graph's x-axis represents the input of the node and the y-axis its 
corresponding output of the node 

The input layer is an exception compared to the artificial neuron, since the input layer 
contains no preceding layer. The input layer faces the input of the network, which is 
consequently the input for the input layer. To illustrate, if the input for the network contains  
three variables, such as the example of the animal classification, the input layer generally 
contains three nodes. Furthermore, the input layer contains no activation function and the 
input of a node is similar to the output of the node, which subsequently is used for the input 

of the nodes in the first hidden layer. 
 
Besides the input layer, the output layer is an exception as well, because this layer includes 
no succeeding layer. Therefore, the output of the nodes in the output layer are the output of 
the network given a particular input and can be used for different purposes. This purpose 
depends on the problem that is addressed by the network. To illustrate, an output layer can 
consist of two nodes that represents two classes. The network can, given a particular input, 
produce a probability at each node in the output layer that represents the probability that 
the input corresponds to a particular class. In (2), the softmax function that is used to 
determine the probabilities for a class, is presented. This softmax function is a different sort 
of activation function and is not present in the hidden layer.  
 

𝑝(𝐶𝑘|𝑥) = 𝑦𝑘 =
𝑒𝑎𝑘

∑ 𝑒𝑎𝑘′𝐾
𝑘′=1

  (2)    

Where x is the input of the network, K is the total number of classes, k’ and k are a particular 
class, ak is the input for node k in the output layer  
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2.1.2 TRAINING THE NETWORK 

Next, the network that is constructed has to be trained to achieve a more accurate model 
according to the input data. Gupta (2013) described training as updating the network based 
on training patterns. The training is based on a training samples that contains couples of 
actual inputs and corresponding outputs and couples of the actual input and outputs 
produced by the network given these inputs. First, a cost function that determines the 
distance or error between the produced output and actual or target output is composed for 
each node in the output layer. This error or distance can be, in case of the animal 
classification, classifying a bird, i.e. actual output, as a cat, i.e. produced output.  
 
To illustrate the cost function, (3) shows a cost function that can be for example a maximum 
likelihood. A natural logarithm is monotonically increasing (Graves, 2012), and therefore the 
negative natural logarithm is minimized to obtain the highest likelihood that the training 
sample, which is a couple of actual input and output, can be produced by the network. Note 
that this training based on maximum likelihood is one of the multiple approaches, such as 
mean squared error, that can be included for training. This example is provided to gain insight 
in the usage of a cost function during training.  
 

𝐿(𝑥, 𝑧) =  − ln(𝑝(𝑧|𝑥))  (3)  

 
Where L is the cost function, (x,z) is a training sample, for which x is the input of the network 
and z is the corresponding actual value, and ln is the natural logarithm 

 
Subsequently, based on the cost function the network weights are adjusted to minimize this 

cost function. The training procedure is iterated over each input data and its corresponding 
target output (Kantardzic, 2011). Note that this training method is only applicable with 
supervised learning, in which both the input data and target output are known. In case of 

unsupervised learning, the target outputs of the corresponding input is not given  and only 
the structure of the input data can be the output (Graves, 2012).   

 
Regarding the training procedure, Goodfellow (2016) states that neural networks are trained 
gradient-based due to the nonlinearity of the model and its non-convex cost functions. In 
general this gradient-based training is conducted by a backpropagation algorithm in 
combination with the gradient descent or stochastic gradient descent. The backpropagation 

determines the gradients of the cost function with respect to all the network weights, starting 
at the output layer and proceeding backwards to preceding layers in the network. To 

illustrate, an example of the calculation to determine the gradient for cost function L with 
respect to a particular network weight is provided below in (4).  
 

𝛿𝐿

𝛿𝑤𝐻1,𝑂1
=

𝛿𝐿

𝛿𝑂1,𝑜𝑢𝑡
∗
𝛿𝑂1,𝑜𝑢𝑡

𝛿𝑂1,𝑖𝑛
∗

𝛿𝑂1,𝑖𝑛

𝛿𝑤𝐻1,𝑂1
  (4)  

 
Where L is the cost function, O1,out is the output for node 1 in the output layer, O1,in is the input 

for the corresponding node, 𝑤𝐻1 ,𝑂1 is the weight of the connection between node 1 in the 

hidden layer H, and node 1 in the output layer 
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Equation (4) shows that the gradient with respect to the weight is based on the chain rule of 
multiple gradients. As mentioned above, this gradient is determined for every weight in each 
layer of the network by conducting this procedure backwards. To illustrate, the gradient with 
respect to the weights is first determined for each weight connecting the nodes in the above 
mentioned output layer O and hidden layer H. Subsequently, the gradients for the cost 
function with respect to the output of the nodes in hidden layer H are determined. Next, 
based on these values the gradients with respect to the weights that corresponds to the 
connection for the nodes between hidden layer H and Input layer I can be computed.  
 
As can be seen in (5), the gradient of the cost function with respect to this weight is based on 
a multiplication on several elements, which seems to be rather intuitive. Firstly, the gradient 
of the output of node 1 in the hidden layer with respect to the weight of the connection with 
the respective node and node 1 in the input layer is determined. Secondly, this gradient is 
multiplied by the weight of the connection between node 1 of the hidden layer and node 1 
of the output layer. Ultimately, this value is multiplied by the gradient of the cost function 
with respect to the input of node 1 in the output layer. This procedure is executed until the 

input layer is reached.  
 

𝛿𝐿

𝛿𝑤𝐼1,𝐻1
  =

𝛿𝐿

𝛿𝑂1,𝑜𝑢𝑡
∗
𝛿𝑂1,𝑜𝑢𝑡

𝛿𝑂1,𝑖𝑛
∗
𝛿𝑂1,𝑖𝑛

𝛿𝐻1,𝑜𝑢𝑡
∗
𝛿𝐻1,𝑜𝑢𝑡

𝛿𝐻1,𝑖𝑛
∗
𝛿𝐻1,𝑖𝑛

𝛿𝑤𝐼1,𝐻1
   (5)   

 

  =
𝛿𝐿

𝛿𝑂1,𝑖𝑛
∗
𝛿𝑂1,𝑖𝑛

𝛿𝐻1,𝑜𝑢𝑡
∗
𝛿𝐻1,𝑜𝑢𝑡

𝛿𝐻1,𝑖𝑛
∗
𝛿𝐻1,𝑖𝑛

𝛿𝑤𝐼1,𝐻1
   

   =
𝛿𝐿

𝛿𝑂1,𝑖𝑛
∗ 𝑤𝐻1,𝑂1 ∗

𝛿𝐻1,𝑜𝑢𝑡

𝛿𝑤𝐼1,𝐻1
   

 
Where H1,out is the output for node 1 in layer H, H1,in is the input for the respective node 1, 
𝑤𝐼1 ,𝐻1  is the weight of the connection between node 1 in input layer I and node 1 in hidden 

layer H  
 
In other words, firstly the influence of weight 𝑤𝐼1,𝐻1on the output of the hidden layer is 

determined. Next, this influence is multiplied by 𝑤𝐻1,𝑂1 to obtain the contribution and its 

corresponding influence on the input of the output layer. Ultimately, this influence on the 
input is multiplied by the influence of the input on the cost function.  
 

This backpropagation algorithm results, as mentioned earlier, in the gradients for each weight 
in the network. These gradients are used by a training algorithm to train or adjust the network 
weights. This training algorithm can be either gradient descent or stochastic gradient descent. 
The gradient descent adjust the network weights in the opposite direction of its determined 
gradients (Goodfellow, 2016). To illustrate, (6) presents the adjustment of a weight based on 
gradient descent and a learning rate that determines the size of the adjustment (Kantardzic, 
2011). The stochastic gradient descent determines the adjustment for several training 
samples, and subsequently average these adjustments and adjust the network weights based 
on this average (LeCun, 2015). 
 
 
 
 



 

17 
 

 

𝑤𝑖𝑗
𝑛+1 = 𝑤𝑖𝑗

𝑛 −  𝛼 ∗
𝛿𝐿

𝛿𝑤𝑖𝑗
  (6) 

 

Where 𝑤𝑖𝑗
𝑛+1 is the updated weight value for connection between node i and node j, 𝑤𝑖𝑗

𝑛 is the 

previous value for the corresponding weight, α is the learning rate, and 
𝛿𝐿

𝛿𝑤𝑖𝑗
  is the gradient of 

the particular weight with respect to the loss function L  
 

2.1.3 DEEP LEARNING 
Deep learning is described by LeCun(2015) as allowing models composing of multiple 
computational processing layers to learn representations of data. As can be seen in Figure 6, 
the neural network, which is described in the Section 2.1.1, including multiple hidden layers 
can be learned by deep learning (Kantardzic, 2011). LeCun(2015) noticed that deep learning 
becomes increasingly popular in several domains, such as speech recognition and object 
detection. Furthermore, Schmidhuber (2014) and Qi (2014) confirms this popularity by 
describing that this deep learning approach won a couple of pattern reocognition contests.  
 
Deep learning is able to represent the data in multiple levels of abstraction due to the multiple 
layers that are included in the network, and additionally learns the representations in the 
model from the data. This representation learning is very useful, since the raw data inputted 
in the model, which must be for instance classified, can be complex. To illustrate the 

representation learning, the raw input data of an image can be a vector of pixels that is 
represented in the first layer by the occurrence of edges at particular locations. Subsequently, 
the second layer can detect, for instance, certain shapes from the input. This can be 
proceeded by several layers in a model to ultimately classify the input image. This property is 
a benefit that LeCun(2015) mentions compared to a normal machine learning technique, in 

which each representation must be designed by humans itself. 
 

 
Figure 6: A Multilayer Neural Network or a Deep Feed-Forwarded Neural Network 

 
Several architectures can be trained by deep learning and the most common are the 
convolutional neural network, the deep feedforward neural network, and the recurrent 
neural network (LeCun, 2015). The first one is commonly used in image recognition, the 
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second one is shown in Figure 6, and the last network is mostly applied in sequencing 
problems, such as sequences of text and speech. This may suggest that recurrent neural 
networks are most applicable for text documents compared to other deep learning 
techniques. Therefore, this network is elaborated in more detail in Section 2.1.4.  
 

2.1.4 RECURRENT NEURAL NETWORK ARCHITECTURE  

Now that the concept of an artificial neural network and deep learning are known, these two 

are combined and a specific network is elaborated below. The network that is described in 
more detail is the recurrent neural network and is an extension of the regular neural network. 
The concept of the recurrent neural network is similar, namely the nodes in the network 
represents the artificial neurons that maps an input into an output by an activation function, 
and the network provides an output for the corresponding input. However, the main 
difference between these two networks is the extension of the cyclical connections.  
 

Goodfellow (2016) describes a recurrent neural network as a modified multilayer neural 
network, in which cyclical connections within a layer are included (see Figure 7, left). This 
connection mostly appears in a hidden layer, and a recurrent neural network generally 
contains one hidden layer. This general network is the network to which is referred in the 
explanation of this type of network. The cyclical connection of the node in the hidden layer 

implies that the output of the nodes of the hidden layer are input for both the nodes of the 
output layer and the nodes of the corresponding hidden layer.  Note that a layer can consist 
of multiple nodes and that the cyclical connection can imply a connection between each of 
the nodes in the same layer (see Figure 8). Each connection in the network, including the 
cyclical connections, contains a corresponding weight.  

 

 
 
 
 
 
 

 
 

Figure 7: Recurrent neural network: Left; x, h, and o corresponds respectively to input, hidden, and output layer and the 
black square indicates a delay in time. Right; xt, ht, and ot, corresponds to the input, hidden, and output layer at time t  
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The output that is produced by a hidden layer with the current input data is partly retained 
for the next input data, since a layer in a recurrent neural network contains a cyclical 
connection. This consequently means that the output for the next input is partly based on all 
previous inputs. To illustrate, Figure 7 (right) shows that the input of a hidden layer at each 
time step t consists of the output of the hidden layer in former time steps and the input data 
at the current time step. This structure shows that a recurrent neural network consist of 
multiple processing layers, hence this network is a deep learning structure. In addition to that, 
below the formula for the input of a node in the hidden layer is depicted (see (7)). Note that 
(7) corresponds to the general network that is mentioned above. 

 

𝑛𝑒𝑡𝑘
𝑡 =  ∑ 𝑤𝑖𝑘 ∗ 𝑥𝑖

𝑡𝐼
𝑖=1 + ∑ 𝑤𝑗𝑘 ∗ 𝑏𝑗

𝑡−1𝐽
𝑗=1 + 𝑏𝑘  (7) 

 

Where 𝑛𝑒𝑡𝑘
𝑡  is the input of node k in the hidden layer, 𝑥𝑖

𝑡 is the input from node i of the input 
layer at time step t, wik is the weight corresponding to the connection between node i and k,  

𝑏𝑗
𝑡−1 is the output of node j in the hidden layer at time step t-1, wjk is the weight corresponding 

to the cyclical connection within the hidden layer between node j and k 

 
This memory property of the network is essentially useful in sequence labelling, in which the 
input at the current position in the sequence can be combined with the output of the hidden 
layer at the previous position. This combination implies that the output of the network is 
based on the current input data and on the context, which is represented by the previous 

inputs, in which the current input appears. This intuition is confirmed by Graves(2012), 
LeCun(2015), and Goodfellow(2016). To illustrate this, Figure 9 shows a recurrent neural 

network that is used at each position in a sequence to provide an output, i.e. a label, for the 
provided input at that particular position.  Furthermore, the network produces an input for 
the hidden layer of the recurrent neural network that is used for the next position in the 

sequence. Note that the similar network is used at the next time step due to parameter 
sharing, which is described in the next paragraph. As can be seen in Figure 8, the input layer 

of the network at a particular position can consist of multiple nodes, which implies that at 
each position in the sequence several input variables can be involved. Besides this, the output 

Figure 8: Recurrent Neural Network shown as an extended Artificial Neural Network 
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layer consist of multiple, which represented the number of classes an input can be classified 
to.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 

 
On top of this memory property, Goodfellow(2016) suggests another beneficial property of 
the recurrent neural network for sequence labelling. As mentioned above, the network shares 
parameters over a sequence, which contains some advantages. Firstly, parameters sharing 
indicates that the same parameters are used over the entire sequence, for instance 
parameter W in Figure 8 is the same for each time step. In other words, the same network 
including the same parameters is iteratively used at each position in the network to produce 
an output. The network scans the sequence and maps the input into an output at every 
position of the sequence.  
 
The first major benefit of this sharing is the ability of the network to be applicable for different 
lengths of sequences. As Goodfellow (2016) mentioned, if every position in the sequence 

corresponds to its own parameters, the network is not able to generalize on different lengths 
of sequence. To illustrate, a multilayer perceptron, containing seven nodes in the input layer, 
is trained on sequences of length seven and each of the nodes corresponds to a position in 
the sequence. This network is not able to generalize to a different sequence length, since no 
parameters is trained for, for instance, an additional position in the sequence. This property 

of the application for different length of input sequences is the major advantage for using a 
recurrent neural network instead of convolutional neural networks. Since these networks, 

which are mostly used for image recognition, only accept fixed sized input (Karpathy, 2015). 
 
The second advantage of parameter sharing is dealing with the problem of pieces of 
information that appear at different position in the sequence. Due to the parameter sharing 
and the scanning of the network over the sequence, the information at each position of the 

sequence is inputted at the same node in the input layer. To illustrate, a multilayer 
perceptron’s input layer contains nodes that corresponds to each of the positions of the input 

sequence. The information can be an input at different places in the input layer, since the 
information can occur at different positions in the sequence. For example, the next two 

Figure 9: Similar recurrent neural network is used at each time step 
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sentences has a similar meaning, however, the position of words is change. ‘I went to Belgium 
last year’, and ‘Last year, I went to Belgium’. The network is required to learn the different 
positions the information can appear in the input layer. In contrast to this, the scanning that 
is performed by the recurrent neural network ensures that the information at each position 
is inputted at the same position in the input layer of the network. This consequently means 
no learning of information that can occur at multiple positions in the input layer is needed for 
the network.  
 

2.1.5 BACKPROPAGATION THROUGH TIME 

As can be seen in Figure 7 (right), the input at each time step provides an output for each time 
step. Subsequent to producing this output for the recurrent neural network, the network can 
be trained to improve the performance and accuracy. This training approach is slightly similar 
as for the artificial neural network mentioned Section 2.1.2. Graves (2012) mentions two 
different types of training, namely the real time recurrent learning and the backpropagation 

through time. Jaeger (2002) states that these two are the most common approaches to train 
the network. Note that both training techniques are based on supervised learning and 
consequently means that inputs and outputs for the training data are known. Comparatively, 
Graves (2012) and Jaeger (2002) mentions that it is the most widely used and more simpler 
than real time recurrent learning and the computational time is significantly lower. Therefore, 

backpropagation through time is elaborated in more detail in this section.  
 
Backpropagation through time is obviously based on the backpropagation that is considered 
in Section 2.1.2. Jaeger (2002) and Guo (2013) describes this method and first initialize the 
training by unfolding the network, which is visualized in Figure 8 (right). Next, a cost function 

for determining the distance between the produced and target output is defined for the 
output at each time step. This backpropagation starts at the last time step of the sequence, 

and is proceeded backwards till the first time step of the sequences. In each time step, the 
gradients of the cost function with respect to the network weights are determined, which is 
similar to the traditional backpropagation. Note that in the recurrent neural network the 
output of the hidden layer is both the input for the output layer in the current time step and 
the input for the hidden layer in the next time step. This means that the weights in preceding 

time step influence the cost function at several time steps ahead.  
 

The backpropagation through time results in the gradients of the cost functions with respect 
to the weights in the unfolded network. Since for each connection the same weight is used at 
each time step, Graves (2012) describes to sum over all the gradients with respect to the same 

weight to determine the gradient with respect to each weight. To illustrate this (8) shows the 
summation over all the same weights in the network. 

𝛿𝐿

𝛿𝑤𝑖𝑗
  = ∑

𝛿𝐿

𝛿𝑎𝑗
𝑡

𝑇
𝑡=1 ∗

𝛿𝑎𝑗
𝑡

𝛿𝑤𝑖𝑗
   (8)  

        = ∑
𝛿𝐿

𝛿𝑎𝑗
𝑡

𝑇
𝑡=1 ∗ 𝑏𝑖

𝑡     

 
Where L is the summation of the cost function at each time step, 𝑎𝑗

𝑡  is the input for node j at 

time step t, wij is the weight corresponding to connection of node i and j that is present at each 

time step, in which i and j can be a node of both hidden or output layer, and 𝑏𝑖
𝑡  is the output 

of node i at time step t 
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2.2 WORD REPRESENTATION 

In this section the process of obtaining the distributed word representation is provided. These 
representations are a significant element in for the input preparation of the meta tagging 
process, since each input word in the process is based on these representations. The 
implementation of these representations in the neural networks is conducted in several 
studies. These studies shows that the inclusion of the distributed word representations 
improves the performance of the network (Graves, 2012; Collobert, 2011; Li, 2015; Qi, 2014). 
Firstly, a more sophisticated neural language model that provides these representations is 
described. Subsequently, the approach of Mikolov (2013) that is based on the neural language 
model of Bengio (2003) is elaborated.  
 

2.2.1 LANGUAGE MODELING 

A problem in language modelling caused the introduction of the distributed word 
representation. The goal of language modeling is defined by Bengio (2003) as learning the 

probability of a particular sequence of words or a context of a word. To illustrate, (9) shows a 
probability of a sequence of n words. As can be seen in (9), the probability of this sequence is 

based on the multiplication of the conditional probabilities of each word given all the previous 
words. The number of previous words can be adjusted, which in other words means that the 
context to determine the probability of a word can be adjusted.  

 
𝑃(𝑤1, 𝑤2, 𝑤3, 𝑤4) =  ∏ 𝑃(𝑤𝑖 |𝑤1 ∗ 𝑤2…𝑤𝑖−1𝑖 )  (9) 

Where wi represents a word 
 
In this case the words are represented as one-hot vectors, which are generally used to 
represent categorical variables. The dimensionality of the vector is equal to the number of 
categories that the vector can represent. The values in almost all the positions of the vector 

are equal to zero, except for exactly one position, which is activated by assigning a one to this 
position. This position corresponds to a particular category and this vector consequently 

represents this category. To illustrate, Figure 10 shows five categories exist, which all can be 
represented by one vector.  
 

 

 𝑎𝑛𝑖𝑚𝑎𝑙𝑠 =  

(

 
 

𝐶𝑎𝑡
𝐷𝑜𝑔

𝑀𝑜𝑛𝑘𝑒𝑦

𝐵𝑖𝑟𝑑
𝑀𝑜𝑢𝑠𝑒 )

 
 

    𝐵𝑖𝑟𝑑 =

(

 
 

0
0
0
1
0)

 
 

  𝐶𝑎𝑡 =

(

 
 

1
0
0
0
0)

 
 

 

  
Figure 10:  An example of a one-hot vector, which represents the category ‘Bird’ and ‘Cat’ by a vector  

In case of language modelling the vector represents words instead of categories and 
consequently the dimensionality of the vector equals the size of the total vocabulary. The 
problem for this type of representation is the curse of dimensionality, which can cause data 

sparsity. To illustrate, in case of a vocabulary size of 100 words, a word is identified by a 100-
dimensional vector, and for a sequence of ten words 10010 different combinations exists. This 
curse of dimensionality consequently means that a sequence of words that is tested is l ikely 
to not be present in the training set. Therefore, Bengio (2003) provides a vector of features 
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representing different aspects of a word, which can corresponds to gender or plurality. The 
number of features is significantly lower than the size of the vocabulary, hence better deals 
with the curse of dimensionality.  
 
This vector can be seen as a point in an n-dimensional space, in which n is the amount of 
different features a word includes. These features aim to describe the word instead of the 
previous mentioned one-hot vector that identifies a word. In other words, identifying a word 
means that if the ith position in the corresponding vector is activated, the particular word is 
equal to the word that corresponds to the ith position, for instance dog or cat. Describing a 
word means that if the ith position in the corresponding vector is activated, the particular 
word contains the feature that corresponds to i th position, for instance plurality. The 
identification of a word is illustrated in Figure 11, and the description of a word is provided in 
Figure 12.  
 

 𝑣𝑜𝑐𝑎𝑐𝑏𝑢𝑙𝑎𝑟𝑦 =

(

 
 

𝐵𝑜𝑦
𝐵𝑜𝑦𝑠
𝐺𝑖𝑟𝑙
𝐺𝑖𝑟𝑙𝑠
𝐷𝑜𝑔)

 
 

   𝐵𝑜𝑦𝑠 =

(

 
 

0
1
0
0
0)

 
 

 ; 𝐺𝑖𝑟𝑙 =

(

 
 

0
0
1
0
0)

 
 

 ; 𝐷𝑜𝑔 =

(

 
 

0
0
0
0
1)

 
 

 

 
Figure 11:  The vector of ‘Boys’ identify the word Boys by activation the position that corresponds to the Word ‘Boys’ in the 
vocabulary vector. This process is similarly conducted for the vector of ‘Girl’  and ‘Dog’ 

 

𝑤𝑜𝑟𝑑 𝑓𝑒𝑎𝑡𝑢𝑟𝑒𝑠 = (
𝑝𝑙𝑢𝑟𝑎𝑙𝑖𝑡𝑦
𝑔𝑒𝑛𝑑𝑒𝑟

𝑎𝑛𝑖𝑚𝑎𝑙

)  𝐵𝑜𝑦𝑠 = (
1
1
0
) ; 𝐺𝑖𝑟𝑙 = (

0
0
0
) ; 𝐷𝑜𝑔 = (

0
0.5
1
) 

 
Figure 12:  The vector of ‘Boys’ is described by the features the word contains. This process is similarly conducted for the 
vector of ‘Girl’ and ‘Dog’. To illustrate, the description of gender is performed by assigning a one or a zero for male and 
female, respectively. Note that 0.5 that is assigned for the gender of the ‘Dog’ indicates that this word is neither male nor 
female.   

Due to this descriptive property of the representation, similarity between words can be 
included. To illustrate, no similarity can be indicated for two words identified by a one-hot 
vector, on the other hand, two words described by vectors that both includes the feature of 
being male and plural can provide an indication of similarity. This similarity indication of 
words aims to generalize to sequences of words that are not faced during the training (Bengio, 
2003).  
 
However, the determination of these features for words can be very hard, especially when 
the number of features are hundreds. Therefore, Bengio (2003) provided a neural network 
that attempts to learn the features of the words. In other words, a word is provided as n-

dimensional vector and the network adjust the values within the vector to improve the 
description of the word. The value for each of the feature are real numbers within the range 
of -1 and 1, and this vector of real numbers is defined as the distributed word representation.  
The adjustment for these values in the representation is based on the network and the 
problem that is addressed by the network. These two concepts are both elaborated in more 

detail in Section 2.2.2.  
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2.2.2 NEURAL LANGUAGE MODELING 

The learning of the distributed word representations that is mentioned above, is conducted 
by a model by Bengio (2003). This model faces a sequence of words as input. In this case, the 
sequence contains the neighboring words, i.e. the context, of a word. In other words, a word 
is the base for an input and its neighboring words are provided as word sequences to the 
model. Note that for every word in, for instance, a sentence, another word sequence exists.  
 
These words and corresponding neighboring words are obtained from a big text corpus, such 
as the Brown corpus that consists of English texts and books, that can be provided for this 
model. The original words of the corpus are the input for the model, and no stemming or Part-
of-Speech tagging is performed to adjust the words. This consequently means that all the 
several form that exist for one word, e.g. ‘walk’, ‘walks’, ‘walking’, are included in the model. 
Furthermore, all the words, including its forms, are separately embedded in the predefined 
vocabulary that is constructed based on all the words that appears in the corpus.   
 
As can be seen in Figure 13, the model consists of two stages. The first stage converts the 
sequence of words in a sequence of distributed word representations. This process is based 
on a large matrix, which is defined as a lookup table that contains a feature vector for every 
word in the predefined vocabulary. The size of the lookup table depends on the size of the 
vocabulary and the size of the feature vector. Each word in the sequence is indexed, in which 
the index corresponds to the feature vector of that particular word in the matrix. 
Subsequently, each word is replaced by its corresponding feature vector in the lookup table. 
This results in the output of the first stage, a sequence of distributed word representations.  
 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 13: Neural Language Model (Feedforward Neural Network): wt are the words in the context and C(wt) are the 
distributed representations of the words. 

The second stage contains the neural network that learns these distributed word 
representations. The sequence consists of all the neighboring words of the base words and 

discards this particular base word from the sequence. Next, the network maps this sequence 
of representations into a probability function of all the words in the vocabulary for the open 
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space in the sequence. In other words, the network determines the probability for each word 
appearing in that specific context, which is the sequences that is faced by the network. More 
specifically, the converted input sequence is the input for the hidden layer of the network. 
This hidden layer includes one of the activation functions (Function A in Figure 13), which is 
the sigmoid function. Subsequently, the hidden layer produces an input for the output layer 
that contains the softmax function (Function B in Figure 13). This function determines the 
conditional probabilities for each word, given the input sequence. This means that the output 
layer consists of a number of nodes that is equal to the size of the vocabulary.   
 
As described above, the input sequence is mapped into a conditional probability for each 
word in the vocabulary. However, the main purpose of this neural net language model is to 
learn the features of the words. This feature learning is conducted by training the model 
based on unsupervised learning. As mentioned in Section 2.1.2, training includes an actual 
output and a produced output. In this case the produced output of the network is the word 
that corresponds to the highest conditional probability. The actual output is the base word 
that is initially discarded from the input sequence. The comparison of these the actual and 

produced output results in a distance that is determined by the cost function. The 
backpropagation computes the gradients for all the parameters, and the feature vectors, 
included in the lookup table, are part of the parameters. This consequently means that the 

feature vectors for the words, which are input of the network, are adjusted to improve the 
determination of the correct word in a given context, and simultaneously improves the quality 
of the distributed word representation of a word. The training is iterated over every word in 
a sentence, which provides a particular input sequence based on the context of that particular 
word. In other words, the parameters of the model are adjusted after a sequence of words, 
i.e. the context of a word, is provided as input.   
 
However, although this network is an improvement in language modeling and seems to 
provide satisfying results, the computational effort during the training is a significant 
deficiency and is provided by Bengio (2003) as an important issue in future research. In 
addition to this, Mikolov (2013) mentions the computational complexity of this neural 
network due to the non-linear hidden layer as well. Therefore, Mikolov (2013) proposes two 

simpler architecture for a model to train the distributed word representations, which are 
described as the Word2Vec models. Despite the simplicity of the model, this lower complexity 
enables the model to produce accurate, distributed word representations from a larger 
dataset. These two models are described in more detailed below, and subsequently some 
extensions of the model are provided.   

 

2.2.3 CONTINUOUS BAG-OF-WORDS MODEL 

The first model is the Continuous Bag-of-Words (CBOW) Model, in which the non-linear 
hidden layer of the neural language model is replaced by a projection layer. As can be seen in 

Figure 14, one word of the word sequence is predicted given the context of that word, which 
is a similar problem as described in neural net language modelling. First, a sequence of words 
is constructed similarly as the model described in section 2.2.2, in which the corresponding 

neighboring words of a base word forms this sequence. Next, all the words in the sequence 
are indexed, and these indices again corresponds to a lookup table of distr ibuted word 

representations for each word. Subsequently, all the vectors of the input sequence are 
averaged in the hidden layer or projection layer, and the average vector is the output of the 



 

26 
 

 

hidden layer (Minnaar, 2015). This consequently means that the order of words is 
unimportant. To illustrate, the averaging of the word vector for two different orders of the 
sequence is shown in Figure 15. In both word orders the word ‘looking’ is the based word and 
the corresponding words of context are similar as well. As can be seen in Figure 15, the output 
of the hidden layer is similar for both orders, and implies the unimportance of the word order 
for the output of the hidden layer. 

 
 
 

 
  
 

 
  
 
 

 
 
 

 
 

 
Figure 15: The averaging that is performed projection layer of the model in Figure 12. The vector under the words are the 
word vector for the corresponding words.  

 
The average vector, which is the output of the hidden layer, is multiplied by a matrix to 
provide an input for each node in the output layer. These nodes corresponds to each of the 
words in the vocabulary, and contains a softmax function that determines a probability based 

Figure 14: Continuous Bag-of-Words Model (left), and an example of a word sequence, i.e. the context, that predicts the 
corresponding word is provided (right). In this example the word ‘looking’ is, based on the highest probability (P(‘looking’) ), the 
predicted word by the model. Note that in case the vocabulary contains only these five words. 
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on the input of the node. This probability is a conditional probability of the appearance of a 
word given the context that is provided.  
 
Lastly, the model is similarly trained as the neural net language model. Again, the produced 
and actual outputs are known, which are the predicted and actual word. Next, the cost 
function is determined, the gradients are computed and the parameters in the model, 
including the distributed word representations are adjusted. The training is iterated over 
every word in the sequence, and provides different sequences of words based on the context 
of the particular word.  

 

2.2.4 SKIP-GRAM MODEL 
The second model of Mikolov (2013) is the Continuous Skip-gram Model and is very similar to 

the CBOW model. In contrast to the CBOW model, the input of the Skip-gram model is a 
particular word in a sequence, and produces the context of a word, which are the previous 

and future words of that particular word. To illustrate, Figure 16 shows that sentence 1 is 
provided as training sample, in which the word ‘looking’ needs to predict the words ‘Jim’, 

‘was’, ‘at’, and ‘Jack’.  
 
As can be seen in Figure 13, the model contains a similar input, projection and output layer 

as the CBOW model. Note that in this projection no vectors are averaged, and the output of 
the projection layer is the word vector of the input word (Minnaar, 2015). The output of this 

layer is the distributed word representation for the particular word. In contrast to the CBOW 
model this model provides a prediction for multiple words. Therefore, the output layer is 
constructed as a matrix, in which each column is the input for a node that corresponds to a 

word in the vocabulary and each row corresponds to the position of a word with respect to 
the input word of the model. Next, these inputs are mapped to an output by a softmax 

function that indicates the probability function of a word. In other words, the output  layer 
consists of vectors that provides the conditional probability for the appearance of each word 

at a particular position in the context of the input word. Similarly to the CBOW, the 
parameters, including the distributed word representations in the table, are trained and 
adjusted to improve the performance of the model.  
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Figure 16: The Skip Gram Model (left), and an example of a word sequence, i.e. one word, that predicts the corresponding 

context is provided (right). In this example the words ‘Jim’ and ‘Jack’ are, based on the highest probability for the words, 
predicted as the first and last word of the sequence, respectively. Note that in case the vocabulary contains only these five 
words. 

Mikolov (2013) conducted a research to analyze the performance of these two Word2Vec 

models. The performance is based on the quality of the vectors that is determined by 
questions about semantic and syntactic properties of the vectors. Mikolov (2013) stated that 
these questions could be answered relatively easily by algebraic vector operations. To 
illustrate, the semantic relationship of city and country can be answered. If the example of 
Berlin and Germany is given, it is possible to answer what the country of Paris is. This is 

answered by constructing a new vector in the following way: 
vector(‘Germany’) –  vector(‘Berlin’) +  vector(‘Paris’), in which vector represents the 
distributed word representation of a word. Next, the distributed word representation with 
the closest cosine distance (see (10)) is determined to provide answer to the question. 
Obviously, this approach is used to provide insights in the syntactic relationship between 

words. The measurement of the performance is the accuracy of the answers on the questions. 
The results of the experiment shows that high quality vectors can be obtained by these two 

simple Word2Vec models. Furthermore, the Skip Gram model performs slightly better than 
the CBOW model. Lastly, Mikolov (2013) stated that it is possible to train the vectors by these 
models on a much large dataset (billions of words).  
 

𝑐𝑜𝑠𝑖𝑛𝑒 𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦 = 
∑ 𝐴𝑖𝐵𝑖
𝑛
𝑖=1

√∑ 𝐴𝑖
2𝑛

𝑖=1 √∑ 𝐵𝑖
2𝑛

𝑖=1

  (10)  

 

Where A and B are the corresponding vectors, A i and Bi are the individual elements of the 

vector 

2.2.5 EXTENSION OF MIKOLOV’S MODELS 

On top of these two models that are described by Mikolov (2013), another study conducted 
by Mikolov (2013) provides insights in extensions for the base Word2Vec models. The Skip-
Gram model is used in this paper to experiment these extensions, however, Mikolov (2013) 
concluded that the extensions are proper for the CBOW model as well. Below four extensions 
for the Skip-Gram model are elaborated.  
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Word Phrases 
Firstly, word phrases are incorporated in the Skip-Gram model, since the current word 
representations are unable to deal with the idiomatic phrases that appears (Mikolov, 2013). 
In other words, in some cases it is beneficial to present word phrases as one word and its 
corresponding distributed word representation. This inclusion of the word phrases provides 
a more expressive model and is beneficial for other techniques that cope with semantics of 
text. For instance, ‘New York’ is a word phrase that can be recognized as two different words 
that are sequential, and these two separate words are less expressive than a combined word 
phrase that is better known. The word phrases are determined by a data-driven approach, 
which is a relatively simple method. The intuition of this approach is the search for word 
phrases that appear frequently together and infrequently in a different context. To illustrate, 
the formula for the determination of a word phrase is depicted below.  
 

𝑠𝑐𝑜𝑟𝑒(𝑤𝑖 , 𝑤𝑗) =
𝑐𝑜𝑢𝑛𝑡(𝑤𝑖𝑤𝑗)− 𝛿

𝑐𝑜𝑢𝑛𝑡(𝑤𝑖)×𝑐𝑜𝑢𝑛𝑡(𝑤𝑗)
  (11) 

 

Where δ is a discount coefficient, count(wiwj) is the frequency of word phrase that contain 
word i and word j, count(wi) is the frequency of word i, and score(wi,wj) is the score of word 
phrase that contains word i and word j 
 
As can be seen in (11), the discount coefficient δ prevents the incorporation of a large amount 
of infrequent word phrases. In addition, the score that is assigned to a word phrase must be 
above a certain threshold for inclusion in the vocabulary. For example, the frequency that the 
words ‘New’ and ‘York’ occur in a corpus is 65 and 50, respectively. The frequency of the co-
occurrence in the corpus, i.e. ‘New York’, is 40, and the discount coefficient is 1, which 

consequently provides a score of 
40−1

65×50
= 0.012. This score indicates that the co-occurrence 

of the two words is included in the vocabulary as a word phrase if the threshold is below 
0.012.   
 

Hierarchical Softmax Function 
Secondly, Mikolov (2013) provides an adjusted function for the output layer as extension. This 
function is the hierarchical softmax function. As can be seen in (2) in section 2.1.1, the 

computation for the probability of each word given the context by the softmax function 
involves a summation of the input of all the nodes in the output layer, in which the number 

of nodes equalize the size of the vocabulary. Furthermore, all these nodes are included during 
the training of the model. This number of nodes in the output layer may become significantly 
huge, due to the large vocabulary. Since the softmax function may involve a high cost of 

computation, Mikolov (2013) suggests this computationally efficient hierarchical softmax 
function as alternative.  

 
This hierarchical softmax function use a binary tree representation for the output layer of the 
model (see Figure 17, left). As can be seen in Figure 17, the leaves of the tree are the words 
in the vocabulary and at each node in the tree a probability is produced. In contrast to the 
nodes in regular softmax function that produce probabilities for a word given a context, these 

nodes produces the probabilities for proceeding to each of the child nodes. These 
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probabilities are based on the input for each node that is determined by the output of the 
hidden layer, and the logistic function (see (13)) that is conducted at each node. In other 
words, the nodes in the traditional output layer are rearranged and positioned in a tree 
structure. This tree structure consequently means that the probability of each word given the 
context is determined by the path of the nodes that directs to the particular word. To 
illustrate, the probability of word w3 given the context is defined by the probabilities at node 
1, 2, and 5. More specifically, the total probability of a word given a context is the 
multiplication of the probabilities choosing to go left at node 1, subsequently choosing to go 
right at node 2, and ultimately choosing to go left at node 5 (see Figure 17, right). The 
equation to determine the probability for a word is showed in Formula 14 below.  
 

𝑆(𝑥) =
1

1+𝑒−𝑥
   (13) 

Where S(x) is the logistic function, and x is the input of the function 
 
 

𝑝(𝑤|𝑥) =  ∏ 𝜎([𝑛(𝑤, 𝑗 + 1) = 𝑐ℎ(𝑛(𝑤, 𝑗))] ∗ 𝑎𝑛(𝑤,𝑗))
𝐿(𝑤)−1
𝑗=1  (14) 

 
Where w is the word for prediction, L(w) is the length of the path, n(w,j) is j-th node on the 
path to word w, an(w,j) is the input corresponding to this node, ch(n) is a child node of node n, 
[x] is 1 if x is true and -1 if x is false, σ(x) is the sigmoid function containing input x  
 

 
Figure 17: Binary Tree representation for the output layer of the model (left), and an example, in which P i,j are the probabilities 
of being in node i and choosing child node j. The determination of the probablity of word 3 is perfromed by the multiplicatio n 
of the probalities corresponding to path (red line) to obtain word 3.  

Equation 14 shows a confirmation that the multiplication of the probabilities at each node 
determines the probability of a word given the context. In addition, as can be seen in (14), 
[n(w,j+1) = ch(n(w,j))] produces a 1 to determine the probability for the child node that is 
included in the path and -1 if the child node is no part of the path. Furthermore, the last node 
of the path, which is the leaf of the tree, is excluded in the multiplication, since this node 
contains the word itself. As can be seen in (14), the number of nodes that are included to 
determine the probability for w, given input x, equalize the binary logarithm (Log2) of the size 
of the vocabulary. To illustrate, Figure 17 shows a vocabulary of eight words, and only three 
nodes are included to determine the probability. In contrast to this, the traditional softmax 
function includes eight nodes to determine the probability of a word given the context. This 
number of nodes in the hierarchical softmax function is significantly lower than the number 
of nodes used in the traditional softmax function, and consequents in a lower computational 
cost. To illustrate, the number of nodes used in the hierarchical softmax function equals the 
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binary logarithm of the size of the vocabulary, and in this case the binary logarithm of eight is 
three.  
 

Negative Sampling 
Subsequently, an alternative to the above mentioned hierarchical softmax function is 

described by Mikolov (2013). This alternative the Negative Sampling approach and Mikolov 
(2013) stated that this method can be used, since the only goal of the Skip-Gram model is to 

produce good quality word representations. The negative sampling approach contains an 
adjusted training method that is elaborated in more detail. 
 
The traditional training method of the model maximize or minimize the log probabilities, such 
as (3), to maximize the likelihood that the actual output is produced by the model. These log 

probabilities are computed by the softmax function and based on the input of all the nodes 
in the output layer. Consequently, all the weights corresponding to these nodes are adjusted 
for maximizing the likelihood of occurrence. The negative sampling approach replaces these 
log probabilities by the expression in (15), which is the negative sampling objective (Goldberg, 
2014). This expression is maximized to maximize the likelihood of the occurrence of the actual 
word. As can be seen in (15), this expression consists of two parts, in which the first part 
defines the probability that the actual word is actually produced as output by the model.  

 
log 𝜎(𝑎𝑤𝑜)+ ∑ 𝐸𝑤𝑖~𝑃𝑛(𝑤)

𝑘
𝑖=1 [log 𝜎(−𝑎𝑤𝑖)]   (15) 

 
Where σ is the logistic function, wi are the words of the noise distribution Pn(w), 𝑎𝑤𝑜  and 𝑎𝑤𝑖  

are the input the nodes in the output layer that determines the probability for w0 and wi, 
respectively, and k are the number of negative samples  
 

The second part contains the summation of the probability of k randomly selected words of 
the vocabulary that are not the actually output of the corresponding input. These k words are 

defined as the negative samples of the models output. In contrast to the traditional approach, 
the negative sampling approach trains the model on merely the weights that corresponds to 

the input of k + 1  nodes in the output layer. The random selection of the negative samples 
depends on the frequency of a word, and more frequent words are more likely to be 
determined as negative sample (McCormick, 2017).  

 
To illustrate the negative sampling approach, an example is shown in Figure 18. As mentioned 

above, the traditional training approach adjust the weights corresponding to the input of all 
the nodes in the output layer, i.e. nodes corresponding to the words ‘at’, ‘Jack’, ‘Jim’, 
‘looking’, and ‘was’. In contrast to this, the negative samp ling approach includes the input for 
the node corresponding to the actual output, i.e.  ‘looking’, and the input for the nodes of the 
k random selected words of the vocabulary that are incorrect outputs, i.e. ‘Jack’ and ‘was’. 

The weights that corresponds to the input for the nodes of these words are adjusted to 
maximize the negative sampling objective.  
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Subsampling 
Ultimately, the subsampling of frequent words is provided as extension by Mikolov (2013). 

The idea of this extension is that frequently appearing words are not beneficial for the Skip-
Gram Model. In other words, these words add little information in terms of meaning and 
context to co-occurring words, since these frequent words can co-occur with these words in 
nearly every context. This intuition applies in the opposite direction as well, since these 
frequent words are not adjusted drastically during training of large amount of samples. 

Therefore, Mikolov (2013) suggests to eliminate this imbalance in occurrences of words by 
removing words by ratio of frequency. This ratio is based on a probability that is determined 
by a formula described below (see (16)). 

 

𝑃(𝑤𝑖) = 1− √(
𝑡

𝑓(𝑤𝑖)
)  (16) 

 

Where wi is word i of the vocabulary, t is a frequency threshold, f(wi) is the frequency of the 
word, P(wi) is the probability of discarding word i 
 
As can be seen in (16), the higher the frequency the higher the probability of removing a word. 
Mikolov (2013) stated that this formula includes a threshold, since the words that are above 

these threshold are removed more drastically. To illustrate this a numerical example is 
provide, in which the word ‘Dog’ appears 100 times in a corpus of 100,000 words, and 
consequently f(‘Dog’) is 0.001. The frequency threshold is 10-5, which is suggested by Mikolov 

(2013). This consequents in a probability of 1 − √
10−5

0.001
= 0.68, i.e. 68 percent, that the word 

‘Dog’  is discarded in the corpus 
 

Figure 18: An example of the negative sampling approach, that randomly select two negative sample, i.e. the incorrect 

words ‘Jack’ and ‘was’. Subsequently, these negative samples and the actual output are included in (15). Note that in this 
case the produced output of the model is dissimilar to the actual output for the given input.  
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On top of this, research on these extensions is conducted by Mikolov (2013). The 
measurement of the performance is again based on the quality of the vector that is tested by 
semantic and syntactic questions. Mikolov (2013) suggests that the use of subsampling is 
recommended, since the quality of vectors of uncommon words was improved. Furthermore, 
this extension increases the training speed of the Word2Vec model. Additionally, the negative 
sampling extension seems to be better than the hierarchical softmax approach. However, the 
hierarchical softmax performs better in case of the inclusion of word phrases. Lastly, Mikolov 
(2013) suggests that the most significant parameters for the Word2Vec model are the 
subsampling rate, the dimension of the distributed word representation and the size of the 
training window, which determines the context of a word.  
 
These results provides insights in the most interesting parameters of the Word2Vec model 
regarding its effect on the quality of the word representations. It is interesting to provide 
insight in the influence of these parameters on the performance, since these word 
representations are included in the meta tagging process. Consequently, in this research 
several configurations, which are based on these parameters, of the Word2Vec model are 

included in the experiment. 
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3. META TAGGING PROCESS 

  
In this section the entire process to address the problem in this research, meta tagging within 
a document, is described. As mentioned in Section 1.5, no previous research has been 
conducted for a problem that is similar to this meta tagging problem. However, a combination 
of several problems that are by literature provides the ability to address the meta tagging 
problem. Beside this, the evaluation of the output, which are the meta tags, is described. 
Ultimately, the tools and programming language that are used is described.  
 

3.1 DEFINITION META TAGS  

Before the meta tagging process is described, the output of the process, which are the meta 
tags, are defined in more detail. As mentioned in Chapter 1, meta tags are the most important 
words of a document, which can be used for interpretation or classification of a document. 
Meta tags are broadly similar as meta data that is tagged within a document. For example, a 
rental contract can contain several meta tags that helps to classify and interpret the 
document.  To illustrate, the object that is rented, such as a house, is a meta tag that can help 
to classify a contract. In this case, this classification helps to separate all the different 
contracts based on the rented object. Besides the classification, meta tags can provide some 
interpretation of the document. In case of the rental contract of a house, the people that are 
involved, the rental price, and the expiring date of the contract can be meta tags to provide 
more interpretation of the classified rental contract. This consequently means that meta tags 
can be different for different types of documents and that determining whether a word is a 
meta tag depends on the purpose of the user. To illustrate the latter, in some cases the rental 
price and the involved people are enough information and are consequently the only meta 
tags for a document. In the other cases, the properties of the house are important as well and 
these corresponding words are included in the meta tags as well.  
 

3.2 PROCESS DESCRIPTION 

These meta tags are the output of a meta tagging process, which is defined in Chapter 1 as 
the process that starts with a digital text document and results in the meta tags for the 
particular text document (see Figure 19). Firstly, the digital document that is the input of the 
meta tagging process is prepared, and this preparation is elaborated in more detail in section 
3.2.1. Next, this document consists of multiple sentences, and for each of these sentences 
the meta tags are determined. To illustrate, this determination of these meta tags is slightly 
similar to highlighting the key words in a study book during studying for an exam. This 
consequently results in sentences containing multiple meta tags and sentences containing no 
meta tags. These meta tags are extracted sentence by sentence and are provided in a list. This 
list represents the meta tags or important words of a document including the corresponding 
sentences the words appears in.   

 
This meta tagging process can consequently be divided into two main parts, namely the input 
preparation and the determination of the meta tags, which is conducted by sequence 
labeling. These two elements are elaborated in more detail in the next two sections of this 
chapter.  
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3.2.1 INPUT PREPARATION 

Initially, the process starts with a digital text document that can be obtained either by an 
Optical Character Recognition (OCR) or Intelligent Character Recognition (ICR) process or an 
already digital available document. This OCR and ICR processes are, in short, techniques to 
produce an editable digital text document from a scanned document. The text documents 
that are used in this research are CVs of employees of Valid. In this case the documents are 
already digital and an OCR/ICR is unnecessary. A broader description of the document 
gathering process is provided in section 4.1. 
 

Figure 19: Meta Tagging Process 

 
Subsequently, each CV is preprocessed, and this preprocessing results in CVs that are each 
represented as sequences of clean tokenized word sequences. A clean tokenized word is a 

word that is similar as a word in the predetermined vocabulary. Each sequence of words 
generally represents a sentence and subsequently a sequence of sentences represents the 
entire CV. This representation of the CVs aims to support the approach that is used in the next 
step of the process. On top of this preprocessing, two additional preprocesses are tested in 
the experiment of the research. These two extensions are stop word elimination and lower 
case transformation. The preprocessing that is conducted to provide the resulting 
representation of the CVs and these two extension are elaborated in more detail in section 

4.2 as well. 
 
Next to the preprocessing and cleaning of the CVs, a lookup table that includes the distributed 
word representations is constructed in the input preparation phase. This construction is 
conducted by the Word2Vec model of Mikolov (2013) that is explained in section 2.2. At first, 
the entire corpus is scanned to determine the total vocabulary based on the minimal word 
count. This vocabulary represents the size of the lookup and each column in this table 
corresponds to a word in the vocabulary and represents this word as a vector. This corpus is 
described in more detail in section 4.1.  
 

Parameter Setting Word2Vec Model 
As mentioned in section 2.2.5, several extensions for the Word2Vec model exist and the 
variety in values for these extensions defines the different configurations of this model. As 

can be seen in Table 1 two values are determined for each of the extensions in the Word2Vec 
model, and these values are derived from the paper of Mikolov (2013). Several combinations 
of these predetermined values result in different configuration of the Word2Vec model that 
are shown in Table 2. As can be seen in Table 2, the different values of the parameters of the 
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Word2Vec model are moderately fair distributed over the four configuration of the Word2Vec 
model. As mentioned in section 2.2.5, these parameters are most interesting regarding the 
results of the research of Mikolov (2013) and most useful to experiment with.  
 

Parameters Value 1 Value 2 

Skip Gram of CBOW Skip Gram CBOW 

Dimension distributed word 
representation 

100 300 

Hierarchical Softmax Excluded1 Included 

Negative Sampling Excluded2 k =5 or k = 203 

Context Window 5 10 

Subsampling rate 0,001 0,00001 
Table1: Configuration Parameters of the Word2Vec Models, in which Value 1 and 2 are the two options to be chosen from 

1 The hierarchica l  softmax is  not included in this  case, the Word2Vec model  use the negative sampl ing.  

2. The negative sampl ing i s  not included in this  case, the Word2Vec model  use the hierarchica l  softmax.  

3. The negative sampl ing i s  included in this  case, and can conta in ei ther the va lue 5 or 20.  

 

Parameters Model 1 Model 2 Model 3 Model 4 

Minimal Word 

Count 

5 5 5 5 

Skip Gram of 
CBOW 

CBOW Skip Gram CBOW Skip Gram 

Dimension 

distributed word 
representation 

100 300 300 100 

Hierarchical 

softmax 

Excluded Included Excluded Included 

Negative 
Sampling 

k = 5 Excluded k = 20 Excluded 

Context Window 5 5 10 10 

Subsampling rate 0,001 0,00001 0,001 0,00001 
Table 2: Configurations of different Word2Vec models 

 

3.2.2 SEQUENCE LABELLING 
The next step in this process is the extraction of the meta tags for each preprocessed CV. 

Since every CV is now represented as a sequence of word sequences this problem is 
addressed as a sequence labelling problem. This sequence labelling problem is broadly known 
in literature and Graves (2012) describes this as problems that sequences of data are 

translated to a sequence of discrete labels. These labels describes the meaning and 
interpretation for the corresponding words. For instance, a name of a person can be labelled 

as employer or as an employee, which means that the meaning of that particular name is 
based on the label that is assigned to that name. The number of labels is in general 
predetermined and in this case only two different labels exist. Since in this research the meta 

tags are defined as the most in important words of a document, the labels simply describe 
whether a word is important or unimportant. Therefore, the first label is assigned to the 

important words and is represented by a 1, and the second label is assigned to unimportant 
words and is represented by a 0. This results in a problem in which for each of the word 
sequences a label is assigned to each word in this particular sequence.  
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Several approaches exist to cope with this type of problem and in this situation an adjusted 
Named Entity Recognition (NER) technique is used. Collobert(2011) described NER technique 
as labelling the words that are a named entity, in which an entity can be anything, such as 
person or location. However, the words that are labelled in the meta tagging process can be 
different from the regular named entities in the NER approach. Therefore, the sequence 
labelling in the meta tagging process can be seen as an adjusted NER, in which the approach 
for labelling is similar and merely the labelled objects or words and the labels itself can be 
different.  
 
This adjusted NER technique is performed by a recurrent neural network that is described in 
section 2.1.4. The preprocessed CVs are provided sequence by sequence to the network. As 
can be seen in Figure 20, each word in the sequence is replaced by its corresponding 
distributed word representation that is embedded in the constructed lookup table, and 
results in a sequence of word representations.  
 
In contrast to the words that are known by the vocabulary, unknown words can be faced by 

the lookup table as well. Firstly, this word can be a name, either a first or a last name that is 
not included in the vocabulary. This name is recognized by a predefined list that contains first 
and last name, which are excluded from the vocabulary. The word vector that is assigned for 

this name is based on the average of 40 different vectors corresponding to a name.  
For the remaining words that are excluded from the name list as well, the lookup table initially 
extended its table by one vector. This vector represents the vector for the unknown words 
and is randomly initialized. The parameters of the vector are adjusted during the training 
phase of the network.  
 

 
 
 
 
 
 

 
 
 
 
 

 
 

 
 
 

This sequence of word representations is the input for the network, and each word is 

individually the basis for the input at one position in the sequence (see Figure 21). The total 
input at a time step depends on the predetermined context window, which defines the 

Figure 20: The model that combines the input w1,…, w6 with the lookup table to construct an input for the model that 
contains a sequence vectors corresponding to the sequence of words (X1,….X6), the network generates an output (y1,…,y6) 
for the given sequence of vectors, which reveals whether a word is important or not.   
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inclusion of the number of words appearing before and after the base word. As can be seen 
in Figure 21, the input layer of the undermost network, which is the network at word 2 of the 
sequence, includes the preceding and succeeding word of word 2 as well. The weighted sum 
of the total input at a time step are the input for the nodes in the hidden layer. Note that for 
the first word of a sequence no preceding word exist, and for the last word no succeeding 
word exist. In this case an additional vector is constructed to represent the edges of a 
sequence.  

 
 
 
 
 
 
 
 
 

 
 
 

 
 
 
 
 

 
 
Subsequently, the nodes in the hidden layer produce the input for the output layers, which 
provides an output for the word that corresponds to that position. The output at a particular 

time step indicates the label that is assigned to base word of that time step. This label identify 
whether a word is important (the assigned label is 1) or unimportant (the assigned label is 0). 
As can be seen in Figure 21, the output layer of the network for word 2 contains two nodes 
in the output, which corresponds to the two labels. The output of these two nodes is the 
probability for each label with respect to the corresponding word. 

 
This labelling is conducted for all the sequences in the entire document. The words 

corresponding to a null label contain no significant information that is important for the meta 
tagging process. Therefore, these words and its corresponding labels are removed from the 
sequences. This consequently results in sequences of the significant words of the document 
regarding the meta tagging process. These meta tags can subsequently be used for further 
actions, such as interpretation or classification. For instance, these meta tags can classify job 

applicants based on the similarity of their former jobs and the vacancy. Beside this, the meta 
tags of the work experience can provide an interpretation on the skills of a job applicant.  

  
 

Figure 21: The network produces a label for each word in the sequence that is faced by this network, w1,.., w3, h1,…,h3, 
and o1,…,o3 are the input, hidden and output layer at time step 1, 2, and 3, respectively, ℎ1

2,…ℎ4
2, are the nodes in the 

hidden layer at time step 2, and 𝑜1
2, 𝑜2

2 are the nodes in the output layer at time step 2 
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To illustrate this process, an example is given and is shown in Figure 22. The sentence that is 
provided is part of the document that is input for the meta tagging process. In this case this 
sentence could be part of a rental contract. Each word in this sentence is recognized as a word 
of the predetermined vocabulary and lookup table. Subsequently, each word, such as ‘Jim’, 
or ‘Jack’, is replaced by the distributed word representation, which is obtained from the 
lookup table. This results in a sequence of six vectors, which each presents the learned 
features of the corresponding word. This sequence is the input for the recurrent neural 
network. As mentioned in section 2.1.4, the network is iteratively used at each position in the 
sequence, and provides an output corresponding to the particular position in the sequence. 
In this case, the network iteratively is used for each distributed word representation in the 
sequence and determines whether the corresponding word is an important of unimportant 
word. This determination is conducted by output a zero (unimportant word) or a one 
(important word) for that particular word. This results in a sequence of zeros and ones that 
corresponds to the input sentence. The input sequence, i.e. the sentence, and the output 
sequence, i.e. the sequence of zeros and ones are combined to extract the important words 
in the sentence. In this case the process determines that  ‘Jim’, ‘car’, and ‘Jack’ are the 

important words of this sentence, since the network assigned a one to these words. This 
procedure can be conducted for each sentence in the document to provide all the meta tags 
of a document.  

 
 
 

 
Figure 22: Example of adding meta tags to an input sentence 
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On top of the sequence of distributed word representations that is input in the network, a 
sequence of labels is provided to train the network. This sequence of labels corresponds to a 
sentence and indicates the label that is preassigned to a word. These labels are the actual 
labels of the document and are combined with the produced labels by the network for 
training purposes. The labels are obtained by a process that described in detail in section 4.3.   
After every sentence a loss function based on the actual and produced labels is constructed, 
and subsequently the gradients of the weights are determined by backpropagation through 
time. Next, the weights are adjusted based on gradient descent and the learning rate. This 
training process is conducted for every sentence in all the documents that are predetermined 
for the training set to improve the network.  
 

Parameter Setting Recurrent Neural Network 
This recurrent neural network consists of several parameters that are configured and tested 
in the experiment. These parameters are described and argued for the inclusion in the 
experiment. Firstly, the context size that defines the number of word preceding and 
succeeding the input words. The more context is provided, the more information is available 
for the input word, however, a larger context can increase the possibility of including bias for 
the input word. This indicates that an adjustment in the context size can be either favorable 
or unfavorable for the performance of the meta tagging process. Therefore two different sizes 

of the context window are included (see Table 3), in which five is based on the paper of 
Li(2015) and 11 is determined to provide insight in a larger context size. Secondly, the number 
of nodes in the hidden layer is varying in the different configurations (see Table 3). The 
increase of the number of nodes may increase the possibility of overfitting, which results in 
bad generalization of the model. However, a decrease in the number of nodes may increase 

the possibility of under-fitting, and the model is unable to train on the train data. Therefore, 
a very low number of nodes and a higher number of nodes is configured in the network of the 
experiment. Lastly, the learning rate is configured in the experiment and determines the size 
of adjustment at each training sentences. A high learning may perform too large adjustment 
steps in the training, which can cause inconveniences with detect a minima of the cost 

function.   
 

Parameters Model 1 Model 2 Model 3 Model 4 Model 5 Model 6 Model 7 

Number of nodes 
in hidden layer 

10 1 40 10 10 20 10 

Context size 5 5 5 11 5 5 5 

Learning rate 0.1 0.1 0.1 0.1 0.01 0.1 0.5 
Table 3: Configuration Parameters and its corresponding values for different recurrent neural network.  

 
On top of these parameters of this base recurrent neural network, two extension are tested 

in the experiment. These extension are added to the network configuration (in Table 3) that 
provides the best performances in the meta tagging process. The first extension is based on 

the paper of Li(2015), in which an additional cyclical connection is incurred. This  cyclical 
connection is included in the output layer of the network (see Figure 23). The results of the 
experiment of Li(2015) shows that this additional cyclical connection can improve the 
performance. Therefore, this extension is tested in the experiment to provide insight in the 
performance of this extension. The second one is retaining information from the previous 
sentence into the next sentence, which seems to be an intuitively extension of the network. 
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At the first position of the sequence no output of the hidden layer from the preceding 
position, ‘the zeroth position’, in the sequence exists, and in this case a randomly initialized 
matrix is used to generate this output. Since each sentence is faced by the network as a 
separated sample, no information is retained for the next sample or sentence. In other words, 
the context that is retained in a hidden layer of the network in the previous sentence of a 
document is not proceeded to the hidden layer of the network in the next sentence of the 
similar document.  Therefore, each sentence is faced as an individual and independent from 
previous sentence. An attempt is made to face this problem by proceeding the output of the 
hidden layer of the last position in the sequence to an input for the first position in the next 
sequence. This attempt is tested in the experiment to provide insight in the performance of 
this extension. 
 
 

 
 
 

 
 
 

 
 
 
 
 

Figure 23: Recurrent Neural Network including an addition cyclical connection in the output layer, in which x, h, o are the  
input, hidden, and output layer, respectively. Wh and Wo are the weights for the cyclical connection in the hidden and output 
layer, respectively. V and U are the remaining weight. 

 

3.3 EVALUATION OF META TAGGING PROCESS  

Initially, the entire dataset is separated in a training and a test set. This training set is used to 
train the recurrent neural network in the meta tagging process, and subsequently the test set 
is used to evaluate the performance of the meta tagging process including this trained 
network. Written(2011) suggests that using 30 percent of the dataset for testing is most 
common for the separation of the data. However, section 4.3 will describe that a small data 
set is available for this research. In this case Written (2011) suggest that 30 percent can be 

problematic, since the amount of data for training the network can be insufficient. 
Furthermore, enlarging the training data can be unfavorable for obtaining a good indication 
of the performance on the test set. Written (2011) provides a solution for this 
unrepresentativeness of the test set by conducting a cross validation.  
 
Cross validation starts with the separation of the data set in k parts, in which each parts 
represent similar proportion of the data. Next, k-1 parts are used for training and 1 part is 
used for testing the model. This combination of training and testing is performed k times, and 
in each iteration another part is used for testing. Subsequently, the performance 
measurement that are obtained from testing are averaged for all k iterations. Besides this, 
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the variation of the performance measurement over all k iterations is computed as well. 
Written (2011) suggests that, based on tests on several datasets, the best number for k is 10. 
 
However, training the network takes a lot of time (about two hours for one training iteration) 
and conducting a cross validation for each different configurations includes too much time. 
Therefore, this cross validation is conducted for only one configuration of the meta tagging 
process, which is ultimately presented as the best performing configuration, to indicate the 
variability of the performance measurements.  
 
As mentioned above, a small dataset can be problematic for determining the proportion of 
the dataset using for testing. Cross validation aims to address this problem, however, in this 
research this approach is too time-consuming. Therefore, the determination for the test set 
proportion is conducted carefully. The increase of the proportion of the training data can 
address the model training problem, however, this can be problematic for testing the model. 
Two different proportion of the dataset using for testing are determined to address this trade-
off between a better training or a better test set. This trade-off is between the common 30 

percent of the data and a proportion of 20 percent that provides a larger training set. Both 
proportion are tested and evaluated to determine the best proportion. This determination is 
based on performance of the trained model for both proportions. The proportion of 30 

percent if preferable, regarding to Written (2011), however, if the model that is trained on 80 
percent of the data performs significantly better, 20 percent of the data set is used for testing.  
 

3.3.1 PERFORMANCE MEASUREMENTS 

Subsequent to the determination of the size of the test set, this test set provide insight in the 

performances of the trained model. The performances are based on the output that is 
generated by the meta tagging process, i.e. the meta tags. This output that is produced by 

the meta tagging process is evaluated by several performance measurements that are 
described in this section. The performance measurements are derived from the confusion 
matrix. As can be seen in Figure 24, the true and false positive indicates the number of words 
the network, respectively, correctly and incorrectly defines as meta tags. The true and false 
negatives are the number of words the network, respectively, correctly and incorrectly 

assigns as unimportant words. These numbers are important for the computation of the 
performance of the meta tagging process. 

 

First, the accuracy of the model defines the overall success rate by summing the correctly 
assigned labels dividing by the total number of labelled words (see (17)). Next the precision 
that indicates the important words that are determined correctly relatively to all the words 

Figure 24: Overview of the True Positives, False Positives, True Negative, False Negative 
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the network defines as important (Written, 2011) (see (18)). Furthermore, the recall that 
provides an insight in the portion of words that are determined as important relatively to the 
total number of appearance of important words (Written, 2011) (see (19)). On top of this an 
F1-score is calculated that combines the precision and the recall (see (20)). Lastly, the kappa 
statistic is calculated and indicate the quality of the model based on the complexity of the 
problem (Viera, 2005). This statistic incorporate the fact that a true positive or negative can 
occur by chance (see (21)).  
 

(17) 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑇𝑃+𝑇𝑁

𝑇𝑃+𝐹𝑁+𝐹𝑃+𝑇𝑁
 

 

 (18) 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃+𝐹𝑃
 

 

(19) 𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃+𝐹𝑁
 

 

(20) 𝐹1 𝑠𝑐𝑜𝑟𝑒 = 2 ∗
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛∗𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑅𝑒𝑐𝑎𝑙𝑙
 

 

(21) 𝐾𝑎𝑝𝑝𝑎 =
𝑎−𝑝

1−𝑝
 

Where:  𝑝 = (
𝑇𝑃+𝐹𝑃

𝑇𝑃+𝐹𝑃+𝐹𝑁+𝑇𝑁
∗

𝑇𝑃+𝐹𝑁

𝑇𝑃+𝐹𝑃+𝐹𝑁+𝑇𝑁
) + (

𝑇𝑁+𝐹𝑃

𝑇𝑃+𝐹𝑃+𝐹𝑁+𝑇𝑁
∗

𝑇𝑁+𝐹𝑁

𝑇𝑃+𝐹𝑃+𝐹𝑁+𝑇𝑁
)   

   

  𝑎 =  
𝑇𝑃+𝑇𝑁

𝑇𝑃+𝐹𝑁+𝐹𝑃+𝑇𝑁
 

 
 

3.3.2 EVALUATION PROCEDURE 

As mentioned in section 3.2, the meta tagging process consists of two main processes, which 
are input preparation and sequence labelling. Both processes contains a model, for which 
several configurations are provided. On top of these configurations, several extensions, which 
are described in the previous section, are included in both processes. These configurations 
and extensions are tested in the experiment and the performances are evaluated. Since no 

separate performance measurements for each of the two different processes exist, the 
evaluation is based on the performance measurements of the entire meta tagging process. In 

other words, the evaluation of the performance of a particular configured model in one of 
the processes in the meta tagging process is based on the output that results from the entire 
meta tagging process. Therefore, the evaluation of the different configured models i s a 

sequential approach that is described below. 
 

Initially, the performance of each configuration of the Word2Vec model in the input 
preparation phase is evaluated. In this case the configuration of the parameters of the 
recurrent neural network is similar for each different configuration of the Word2Vec model. 
The evaluation provide insights in the performance of the different configurations and can 
result in a most appropriate or best performing configuration of the Word2Vec model. This 

configuration is used to test the two extension of the Word2Vec model, which are the stop 
word elimination and the lower case transformation. The evaluation could indicate the 

contribution of these two extensions to the performance of the process, and subsequently 
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the most appropriate Word2Vec model is determined for the evaluation of the recurrent 
neural network.  
 
This recurrent neural network is similarly evaluated as the Word2Vec model, and the 
configuration of the Word2vec is similar for all the different configuration  of the recurrent 
neural network. This experiment results in a recurrent neural network configuration that 
provides the best performance.  The configuration is used to evaluate the two extensions, 
which are described in SECTION, for the recurrent neural network. This consequently results 
in the most appropriate configuration for the entire meta tagging process for this experiment.  
 
Ultimately, an the dataset is adjusted, since SECTION 4. describes that the dataset is 
unbalanced. This adjustment attempts to balance the dataset to equalize the number 
sentences that contains at least one meta tag and the number sentences that contains no 
meta tags. This balancing procedure is elaborated in more detail in SECTION 6.  
 
Besides this, note that the two main processes of the meta tagging process are separately 

configured and the optimal values for both processes are determined sequentially. In general 
this could lead to suboptimal performances of the entire process. However, the high variety 
in configuration for each of the process become even higher when the processes are 

combined. Consequently, the number of experiments for evaluating these configuration 
increases significantly. On top of this, the computational time for each experiment is 
significant (TIJD EXPERIMENT). This high variety and its including computational time is one 
argument for the sequential determination of the optimal configurations.  
 
Besides this argument, the separation of both processes can be intuitive, since the 
parameters in the lookup table that results from each configuration in the input preparation 
are trained in the sequence labeling by the recurrent neural network. Furthermore, the two 
extensions that are included in the research influence only the size of the vocabulary. These 
extensions has no effect on the parameter that input for the recurrent neural network. 
Therefore, the sequential configuration of the experiments provides a satisfactory indication 
of the performance for each configuration.  

 

3.4 IMPLEMENTATION 

The procedure of the entire meta tagging process is implemented in Python, which is a 
powerful programming language and the programming of all the processes is conducted in 
Python 3.6. Firstly, the data preparation is conducted in Python, in which the tool ‘Natural 
Language Toolkit’ and the module ‘Regular Expressions’ are used. This tool trains natural 
language processing tasks based on unsupervised learning Bird (2009). Sentence tokenization 
is conducted by this tool.  On top of this, ‘Regular Expressions’ is a module that provides that 

ability to search for text pattern in text (Goyvaerts, 2007).  This module is performed in Python 
to search for specific expression such as an email address, in the text. 
 
Secondly, the input preparation that is described in section 3.2.1 contains the construction of 
a lookup table. This construction is performed in Python with Word2Vec package, which 
provides the similar Word2Vec model of Mikolov. The input parameters of the model are the 
extensions that are provided by Mikolov. 
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Thirdly, the sequence labelling is conducted by a recurrent neural network, which is 
performed in Python by the library Theano and the package Tensor. Theano is a library that 
is used for defining, optimizing, and evaluating mathematical expressions that involves multi-
dimensional arrays (Bastien, 2012). The Tensor package is part of the Theano library, and is 
used to create Tensor variables. These Tensor variables are created variables for which no 
values is assigned to. This properties is very useful for defining your models, especially for a 
neural network. Beside this, Theano contains a module ‘nnet’ that includes the function, such 
as the sigmoid function, that are used in a neural network. The script for the recurrent neural 
network is extracted from a website1 that contains several tutorials and scripts for different 
neural network architecture. This script presents the entire recurrent neural network that is 
implemented in Python for the meta tagging process. The extensions that are provided for 
the recurrent neural network, i.e. retaining the context and the cyclical connection in the 
output layer, are manually created without the support of the website.   
 
All the scripts that are written in Python are provided in Appendix I. The scripts for ‘Regular 

Expression’ are separately presented as well in Appendix II. 
 

                                                 
1 http://deeplearning.net/tutorial/contents.html  

http://deeplearning.net/tutorial/contents.html
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4. DATA PREPARATION  
In this section a description of the data that is used in the experiment and the corresponding 
preprocess are provided in this section. The data consist of two parts, which are the co rpus 
for training the distributed word representations and the CVs used for the meta tagging itself. 
First a description of both data sets are given, and subsequently the preprocessing of the data 
is provided.   

4.1 DATA DESCRIPTION 

Firstly, the corpus that is obtained from a website that presents a research about the 
distributed word representation by an employee of Google (Rami Al-Rfou, 2014). This website 
provides Wikipedia Text Dumps for more than 30 different languages. The Dutch Wikipedia 
Text Dump is available as well and consists of about one gigabit of Dutch text from Wikipedia. 
The Wikipedia Text Dump was downloaded from this website and used as Corpus. This corpus 
contains more than 183 million words, appearing in more than nine million sentences.  Text 
of the Corpus is in general relatively clean, however, the text contains several inconveniences 
that must be preprocessed. An example of this are the merging of the last word of the 
sentence with the first word of the next sentence by a dot.  
 
Secondly, the documents that are used for the meta tagging itself. These documents needs 
to be text documents, which contains blocks of plain text that can be labelled. Initially, the 
documents were records of clients that are supplied by a client from the healthcare branch 
for a project. Unfortunately, this project was interrupted and another source of text 
documents with plain text was needed for the experiment. The alternative was the curriculum 
vitae of the employees of Valid, which are extracted from the corporate ERP system Synergie. 
The extracted CVs consists of PDF and Word files that, if appropriate, converted to PDF files. 
Subsequently, these PDF files are scanned by an OCR tool of Acrobat Pro DC to improve the 
quality of recognizing all the words in the file. Next, these PDF files are converted into text 
files, since text files can be used more easily in Python.  
 
These converted CVs are analyzed and firstly the CVs in English are discarded from the list of 
CVs, since the lookup table is trained on a Dutch corpus that generally consist of Dutch word 
and the English are unrecognizable for the lookup table. Furthermore, several converted CVs 

contain no text in the text file and these are eliminated as well. This results in 166 CVs that  
totally consist of about 18.500 sentences. The in Python imported CVs are relatively clean, 
however, the variety in lay out of the CVs induce a different interpretation of pieces of text in 
the document. For instance, text in CV’s that is provided in two columns next to each o ther, 
such as ‘Name’ and ‘Dennis’, can be interpreted as two different text blocks. Due to this 

interpretation, the right piece of text is placed below the left text block, instead of locate it 
next to each other. Therefore, the diversity of lay out may cause some inconveniences for 

interpretation.   
 

4.2 DATA PREPROCESSING  

In this section the preprocessing of the data is described in more detail  (see Figure 25). As 
mentioned in section 4.1, two data sets exist in this experiment, the corpus and the CVs. Note 
that the preprocess that is described below for the CV is similar for the corpus that is used for 
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learning the distributed word representation. If the preprocess is different in some stage, this 
is explicitly stated and the different preprocess for the corpus is described as well.  
 

  

 
Sentence          Word 
Tokenization Tokenization 

 
 
      
 

 

As described in Section 4.1, the input is a CV, which can be complex and dirty. In other words, 
the text cannot directly be used as input for the model and must initially be cleaned. Firstly, 
the document is imported and opened in Python, and subsequently the document is 
separated into sentences by the NLTK tool, and each sentences is split into words based on 
whitespace. Although this is a simple method for word tokenization, this approach is effective 
due to the other preprocessing techniques. Beside this, several data preparation processes 
are conducted to provide clean word tokens as a result. Some of these elements needs to be 
proceeded before the sentence tokenization and some before the word tokenization. These 
preparation processes are described in more detail in the next paragraph.  
 
Since the determination of an end of a sentence can be incorrect, several processes are 
conducted before sentence tokenization. The first process deals with the name initials that 
contain dots, such as A.J.M. de Graaf. These dots can incorrectly indicate the end of a 
sentence. The initials are detected by ‘Regular Expressions’, and subsequently the dots are 
removed and the initials are merged. Next, the dirty end of sentences is a problem to be 

solved. Examples of this problem are last words of the previous sentence and the first words 
of the next that are merged wrongly by a dot, or a dot is stuck to the first .word of a sentence. 
In these cases, sentence tokenization is incapable to detect these ends. Again, ‘Regular 
Expressions’ is used to recognize these expressions and to correct them for the sentence 
tokenization to detect the correct sentence ends.  

 
On top of this, different appearances of the same word category are generalized. For example, 

phone numbers are a combination of numbers, for which the combinations are plenty. Each 
variety in combination is recognized as a different word, as the definition of these 
combinations is similar in every appearance. Therefore, the generalization is necessary for 
several of these word categories. This generalization problem is tackled by using ‘Regular 
Expressions’ that is able to detect each identical phone number and adjust this by adding 

#phone in front of it and place the number between brackets. To illustrate, Figure 26 shows 
the transformation of a phone number. This process is conduct for other word categories as 

Preprocessing 
Generalization dates, 
monetary value 
(see Figure 26 and 27) 
Last names 
(van Dijk => van_Dijk) 

Word Phrases 
(New York => New_York) 

Preprocessing 
Initials of Name  
(e.g. A.J.M. => AJM ) 
End of Sentences 
(broken.This => broken. This) 
(broken .This = broken. This) 

Generalization phone number, 
email address and timeslots 
(see Figure 26 and 27) 

Preprocessing 
Punctuation 
elimination 
(broken! => broken) 
Number detection 
(9 => #digit(9)) 

Extensions 

Stop word 

elimination 
Lowercase 
transformation 

Figure 25: Overview of the data preprocessing 
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well, which are in this case email address and timeslots (e.g. 1990-2001). In case of the corpus 
preprocess, these values for these word categories is discarded, since each of these samples 
is recognized as a separate word. To illustrate, the transformation of a phone number is 
shown is Figure 27. This consequently means that, for instance, a phone that is preprocessed 
in a CV corresponds to the learned vector of ‘#phone’. Subsequently, the sentence 
tokenization is conducted for the entire document. 

 
 
 
 
 
 
 

 
Figure 27: Data preparation of a phone number in case of the corpus 

Subsequent to the sentence tokenization, more word categories are generalized due to 
similar purposes that are mentioned above. These word categories are dates and monetary 
values, such as ‘$ 1000’. These sort of words are treated similarly as the word categories in 
the previous paragraph, in which dates and monetary values are indicated by #date and 
#money, respectively. Next to these generalization, two other processes needs to be 
conducted before the word tokenization is proceeded. The first process includes last names 
that consist of more than one element, such as “van Dijk” and “de Jong”. Since word 
tokenization split these last names and each part in a last name is recognized as a separate 
word. This problem is mostly solved by composing a list of names that consist of multiple 

elements, and subsequently detect these last names in the document. Next, each white space 
that is included in the last name is replaced by an underscore to merge the last name into one 
token. Furthermore, this solution can be used for frequent word phrases as well. The 
detection of these word phrases is conducted by the Word2Vec model, and consequently 
means that a list of word phrase is constructed as well to detect the word phrases and replace 
the white space by an underscore to merge the word phrases. 
 
The last step of the preparation process is the word tokenization that results in mostly clean 
word tokens, which can be recognized by the lookup table and is able to use as input. The 
minor part of the word tokens needs a last process to be cleaned. These part of word tokens 

includes one or more punctuation marks that are stuck to words. Due to this, similarly words, 
in which one is clean and one is stuck to punctuation marks, are recognized as different words 
in the vocabulary. ‘Regular Expressions’ solve this inconvenience by detecting the problem 

and removing the punctuation in a token. On top of this, the remaining punctuation marks, 
which are detached, are recognized and discarded from the document. Lastly, all  tokens that 
only contains digits are detected and treated similarly as phone number and are identified by 
#digit.  

Figure 26: Data preparation of a phone number in case of CVs 
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The procedure that is described above is the base for the input preparation. On top of this 
procedure, the possibility exists to conduct two additional processes, which are the stop word 
elimination and the lower case transformation. The first process discards all the stop words, 
which are defined as the most frequent words for a language. These words are detected by 
‘Regular Expressions’ that recognizes the word from predetermined list of circa 100 words. 
This stop word elimination is included in the preprocessing phase, since many papers, such as 
(Vijayarani, 2015), (Gurusamy, 2014), and (Andreas Hotho, 2005), described this 
preprocessing technique.  
 
The second process is the lowercase transformation, which replaces all uppercases by 
lowercases. This process is performed by ‘Regular Expression’ as well for detecting 
uppercases in a text. No paper is found that incorporate this technique, however, this 
technique is tested in this experimented. Both of these two processes are tested in the 
experiment to evaluate the influence on the performance.  
 
In contrast to the inclusion of these preprocessing techniques, another preprocessing 

method, i.e.  stemming, is excluded in this experiment. Hotho (2005) desribes stemming as 
building the basic form of a word, which is the stem of a word. The purpose of this method is 
to reduce the variaty of the vocabulary by transforming different forms of a word into the 

same form, which is the stem. For instance, ‘walking’ and ‘walked’ are transformed to ‘walk’, 
i.e. the stem of the words. The stemming approach is excluded, since the inclusion of 
distributed word representation provides the ability to understand the semantic and syntactic 
relations of words and stemming discards proportions of words that can be used for this 
understanding. Therefore, the original form of the word can provide a better interpretation 
of  the word than the stem of the word. For example, the word ‘irregular’ can be transformed 
to its stem, i.e. ‘regular’, and consequently transforms the meaning of the word that can be 
interpret differently. Another example is the word ‘quickly’, which is an adverb and 
corresponds to a verb. In contrast to this, the stem of the word is ‘quick’, which is an adjective 
and corresponds to a noun.   In other words, the preprocessing technique stemming eliminate 
the opportunity for the interpretation of words by the distributed word representations.  
 

The result of this entire procedure is the sequences of clean words that can be used for further 
actions in the process. On the one hand, these sequences represents the corpus that is used 
to construct the lookup table with the distributed word representation. On the other hand, 
these clean words in the CVs can be identified by the constructed lookup table to represents 
each word by its corresponding vector representation.  

4.3 LABELLING 

On top of the preprocessing of the CVs and the corpus, the CVs needs to be labelled, since 
the combination of the document and the corresponding labels are used for training purposes 

for the recurrent neural network. As mentioned earlier, the important and unimportant 
words corresponds the assigned label 1 and 0, respectively. Since the experiment contains 
the labelling of plain text, it is inappropriate to assign important words in text that is no plain 
text. Therefore, a specific section in the CV is chosen for the meta tagging process. In general, 
the section work experience consists of plain text and is available in the CV. That’s why, the 
assignment of important words is only conducted in this part of each CV. The important words 
of the work experience corresponds to the skills, functions, and projects that are performed. 
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However, although the remaining part of the CV is unimportant for the meta tagging process, 
it is unpractical to provide only the work experience part as input. Therefore, the entire CV is 
used as input for the meta tagging process. The meta tagging of the entire CV starts at 
assigning zeros to all the words that are excluded from work experience, since these words 
are for these purposes unimportant for the CV. Next, within the section work experience the 
important words are extracted. This results in a CV that is entirely labelled, which 
consequently means that the meta tagging process is conducted for an entire CV resulting in 
produced meta tags that are the important words for the work experience section. 
 
This labelling can be conducted with some inconsistency, since the meta tags for all the 166 
CVs are manually determined. This determination is a complex process, since it is difficult to 
manually define all the meta tags in each CV consistently. Beside this, the corporate recruiter 
of Valid mention that no specific procedure for extracting the important words from a CV 
exist. Furthermore, the importance of a word can vary, and depends on, for instance, the type 
of vacancy or the type of function a word corresponds to. This slightly inconsistency of the 
labeling must be included in the evaluation of the results and the conclusion of the 

experiment.  
 
Ultimately, this labelling results in 166 CVs that are labelled, which in total consist of 18,661 

tokenized sentence that are each individually input for the recurrent neural network. 
Although the number of sentences that is provided to model can be a satisfying number for 
the experiment, the number of CVs that can be used for the experiment is reasonably small. 
The CVs consists of different sorts of sections, such as work experience and skills, and each of 
the sentences can occur in all of the different sections. This can imply that the type of 
sentences can be different. These differences in type of sentences indicates that the number 
of sentences that is available is unrepresentative for the total size of the dataset. Therefore, 
the size of the dataset is based on the number of CVs.  
 
The sentences in the CVs are separated in sentences that contain at least one meta tag and 
sentences that contain no meta tags. The number sentence that contain no meta tag and at 
least one meta tag is 15,536 and 3,125, respectively. On top of this the total number of words 

that is determined as meta tag and no meta tags is equal to 8,580 and 120,918, respectively. 
This ratio indicates an unbalanced dataset, and the proportion of the sentences that contains 
meta tags is most important, since the input for the network is provided per sentence. This 
consequents in a provided input for the network that is unbalanced, and this imbalance can 
influence the results of the experiment.   
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6. RESULTS 
In this section, the results and a corresponding discussion of the performance on the meta 
tagging process by the different configurations is provided. At first, the results of the 
determination of the size of the test set is provided. Subsequently, the results corresponding 
to the different configurations are presented and discussed. These results are presented in a 
table, in which the part of the configuration that evaluated is described in more detail and 
the other part of the configuration is denoted by referring to Table 2 for the configurations of 
respectively the Word2Vec model and recurrent neural network. For example, in Table 5 the 
configurations of the Word2Vec model are provided in more detail, since the configuration 
of the recurrent neural network is constant and this evaluation is focused on the 
configurations of the Word2Vec model. Furthermore, the numbers that corresponds to the 
true positives, false positives, true negatives, and false negatives are the summation of all the 
documents in the test set.  
 

6.1 SIZE TEST SET 

As mentioned in SECTION 3.3, initially the performance for two different sizes of training sets 
is evaluated. This evaluation is performed by testing the performance on the meta tagging 
process for a test set that contains 20 percent of the dataset, and a test set that contains 30 
percent of the dataset. Model 1 is used as configuration for both for testing these two 
proportions. As can be seen in Table 4, a test set that equals the size of 20 percent of the total 
dataset performs better than the larger test set of 30 percent of the dataset. All the 
performance measurements of the former model are higher, and the Precision and Kappa 
Statistic are significantly higher. Therefore, in this experiment the size of the test is equal to 
20 percent of the data set. This consequently means that 132 CVs are used for training and 
34 CVs are used for testing.  
 
   

Proportion of test set 30% 20% 

Configuration Word2Vec model Model 1 Model 1 

Configuration Recurrent Neural Network Model 1 Model 1odel 1 

Performance Measurements  

True Positives 530 437 
False Positives 417 170 

True Negatives 31,773 19,818 

False Negatives 2,213 1,384 
Accuracy 0.9247 0.9287 

Precision 0.5597 0.7199 
Recall 0.1932 0.2400 

F1-score 0.2873 0.3600 
Kappa Statistic 0.2573 0.3321 

Table 4: Performance measurement of similar configuration trained on 70% and 80% of the data  
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6.2 EVALUATION CONFIGURATIONS OF INPUT PREPARATION 

Firstly, the first part of the experiment, which contains the input preparation, is analyzed. 
Initially, the four different configurations of the Word2Vec model without the extension are 
analyzed. As can be seen in Table 5, several performance measurement that are described in 
section 3.3.1 are included for analysis. The process performs high on accuracy more easily, 
since the major part of the output consists of unimportant words (15,500 of the 18,500 words. 
Therefore, the measurements of accuracy are unimportant for the analysis.  
 
 Configuration 1 Configuration 2 Configuration 3 Configuration4 
Configuration 

Word2Vec model 

Model 1 Model 2 Model 3 Model 4 

Minimal Word 

Count 

5 5 5 5 

Skip Gram of 
CBOW 

CBOW Skip Gram CBOW Skip Gram 

Dimension 
distributed word 
representation 

100 300 300 100 

Hierarchical 

softmax 

Excluded Included Excluded Included 

Negative 

Sampling 

k = 5 Excluded k = 20 Excluded 

Context Window 5 5 10 10 
Subsampling rate 0,001 0,00001 0,001 0,00001 

Configuration 
Recurrent Neural 
Network 

Model 1 Model 1 Model 1 Model 1 

Performance 

Measurements  

 

True Positives 437 130 87 505 
False Positives 170 40 25 213 

True Negatives 19,818 19,948 19,963 19,775 
False Negatives 1,384 1,691 1,734 1,316 

Accuracy 0.9287 0.9206 0.9193 0.9299 

Precision 0.7199 0.7647 0.7768 0.7033 

Recall 0.2400 0.0714 0.0478 0.2773 
F1-score 0.3600 0.1306 0.0900 0.3978 

Kappa Statistic 0.3321 0.1180 0.0811 0.3679 
Table 5: Performance measurements of different configurations of the Word2Vec model 

 
Table 5 shows that Configuration 2 and 3 perform slightly better on precision than 
Configuration 1 and 4, however, these two models perform significantly better on recall. This 

suggests that Configuration 2 and 3 are more precise in detecting the meta tags in document. 
The higher recall Configuration 1 and 4 shows that these models extract a higher proportion 
of all the meta tags in the document. Since the precision is slightly lower and the recall is 
significantly higher, the performance of Configuration 1 and 4 is better. This is supported by 
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the fact that the F1-score and kappa statistic are higher as well for these two models. This 
value of the Kappa Statistic is satisfying, since Viera(2005) described that a value between 
0.21 and 0.40 is a fair result. 
 
This performance of the models may provide some indication for decisions on the parameter 
configuration. Firstly, a larger vector size seems to be disadvantageous, since Configuration 2 
and 3 contain this larger vector size for the distributed word representation. On the one hand, 
this is counterintuitive, since a larger feature vector is able to describe the words in more 
detail. On the other hand, a larger feature size increase the complexity of the problem, 
because the number of parameters significantly increase. This complexity of the problem can 
provide difficulties, since the dataset is relatively small.  
 
On top of this, Configuration 2 and 3 and Configuration 1 and 4 are compared for more 
insights in the parameters. Configuration 2 and 4 performs slightly better than Configuration 
1 and 3 based on the F1-score and Kappa Statistic. This suggests that the hierarchical softmax, 
included in Configuration 2 and 4, performs better on these measurements than the negative 

sampling, included in Configuration 1 and 3. This results is supported by the paper of Mikolov 
(2013).  
 

The influences of the remaining parameters on the performance measurements is not 
significant, regarding Table 5. As can be seen Table 5, Configuration 4 performs slightly better 
than Configuration 1 based on all the performance measurements. This indicates that Model 
4 is the best of these four models, and that the parameter configuration for this model is most 
appropriate for the meta tagging process. This indication is in line with the paper of Mikolov 
(2013), which suggest that a hierarchical softmax in combination with the inclusion of word 
phrases, a lower subsampling rate and using the Skip Gram results in the best performances.  
Therefore Configuration 4 is obtained as base model, and is used to test the two additional 
processes, stop word elimination and lowercase transformation in the input preparation part. 

6.3 EVALUATION EXTENSIONS FOR INPUT PREPARATION 

As can be seen in Table 6, the stop word elimination scores significantly lower on each of the 
performance measurements compared to the base model (Configuration 4). This can indicate 
that removing the stop word change the context of all the other words drastically and it is 
more complex to understand the context of a word. Another suggestion for this decrease in 
performance is the reduction of the data set, either the corpus as the CV.  As one third of the 
words are discarded by this elimination. This indicates that the reduction in the size of your 
train set, in both the construction of the distributed word representation as the training for 
the network, degrades the performance of the total process. This indication is tested by 
reducing the datasets to the similar size as the datasets that resulted from the stop word 
elimination and use this datasets to train Configuration 4.   

 
This reduction results in a corpus, which is used to train the distributed word representations, 
of roughly the similar size as the corpus for which the stop words are discarded, i.e. a corpus 
of 115 million words. This procedure is conducted for the size of the training set as well, and 
a number of CVs is discarded from the dataset and results in a datasets that contains a similar 
number of words as the dataset of the stop word elimination. This consequents in a training 
and test set of 100 and 25 CVs, respectively. These CVs are used to train the network and 
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evaluate the performance measurements of Configuration 4. As can be seen in Table 7, the 
performance of the meta tagging process that is trained and tested on a smaller dataset is 
significantly lower than the meta tagging process that trained on the regular size of the 
dataset. This confirms the suggestion that the smaller dataset that results from the stop word 
elimination can degrade the performance of the meta tagging process.  
 
 Configuration 4 Configuration 5 Configuration 6 

Configuration 
Word2Vec model 

Model 4 Model 4 Model 4 

Configuration 

Recurrent Neural 
Network 

Model 1 Model 1 Model 1 

Extension None Stop word 
elimination 

Lowercase 
transformation 

Performance 
Measurements 

 

True Positives 505 244 695 

False Positives 213 177 352 
True Negatives 19,775 15,672 19,636 

False Negatives 1,316 1,242 1,126 

Accuracy 0.9299 0.9181 0.9322 

Precision 0.7033 0.5796 0.6638 
Recall 0.2773 0.1642 0.3817 
F1-score 0.3978 0.2559 0.4847 

Kappa Statistic 0.3679 0.2266 0.4512 
Table 6: Performance measurements of different configurations of the Word2Vec model, in which Model 4 corresponds to 
the similarly named configuration is Table 2, which is extended in Model 5 and 6 by stop word elimination and lowercase 
transformation, respectively 

 

 Configuration 4 Configuration 4 

Configuration Word2Vec 

model 

Model 4 Model 4 

Configuration Recurrent 
Neural Network 

Model 1 Model 1 

Training/Test Set 132/34 100/25 
Performance 
Measurements 

 

True Positives 505 43 

False Positives 213 16 
True Negatives 19,775 16,565 

False Negatives 1,316 1284 

Accuracy 0.9299 0.9274 

Precision 0.7033 0.7288 

Recall 0.2773 0.0324 
F1-score 0.3978 0.0620 

Kappa Statistic 0.3679 0.0561 
Table 7: Performance measurement of a similar configuration on a different size of training and test set 
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In contrast to that, the lowercase transformation seems to increase the performance of the 
process. Unless the slightly lower precision, the recall is significantly higher in Configuration 
6, and consequently the F1-score and Kappa Statistic are better than Configuration 4 (see 
Table 6). The lowercase transformation decrease the variety of words, and consequently the 
size of the vocabulary, since no separation appears between the same words with and 
without a capital letter (e.g. ‘name’ and ‘Name’). This degradation in variety seems to be a 
interesting adjustment in the preparation process for the overall performance of the process. 
This result seems to be intuitive, since the same important word with and without capital 
letter was initially seen as two different words, and is both learned once as important word. 
Now this words is faced as the same word and is learned twice as important word. 
Furthermore, the input for the recurrent neural network that is used in the meta tagging 
process faces a less complex input, due to the reduction in variety of words.  
 
This result terminates the first part of the experiment that resulted in Configuration 6, which 
includes the lowercase transformation, as best performing configuration. This configuration 
is the base of the input for the recurrent neural network. To illustrate, this configuration 

constructs the lookup table that contains all the distributed word representations for each 
word in the vocabulary. Next, the second part of the experiment conducts an evaluation on 
the configurations for the recurrent neural network.  

 

6.4 EVALUATION OF CONFIGURATIONS RECURRENT NEURAL NETWORK 

Table 8 shows, the performances for the different configurations of the network. As can be 
seen in Table 8, some models detected no important words in the document of the test set, 
which is in case of Configuration 7 and 10. Comparatively to the base model (Configuration 
6), Configuration 7 contains only one node in the hidden layer, and it seems that the simplicity 
of the model causes under-fitting. Due to the significantly higher frequency of the 
unimportant words against the important words, the simple model is not able to learn 
important words. In Configuration 10 the learning rate is significantly lower, which implies 
that the low learning rate takes longer to convergence to the optimal values in the loss 

function. Since the training set is relatively small and the low learning rate is included, the 
network is unable to converge to the optimal value in the loss function. Furthermore, the high 
frequency of the unimportant words seems to suggest that in the rare cases an important 
word appears the model learns more slowly that this is an important word. Subsequent to 
testing the low learning, Configuration 12 incorporates a high learning and the performance 
indicates that this higher learning rate aims to adapt the important words more easily. 
However, although the learning rate is higher compared to Configuration 6 the performance 
of the model decreases. Unless this decrease in performance, the kappa statistic indicates 
that Configuration 12 performs fairly well.  
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 Configuration 
6 

Configuration 
7 

Configuration 
8 

Configuration 
9 

Configuration 
10 

Configuration 
11 

Configuration 
12 

Configuration 
Word2Vec 
model 

Model 4, 

extended with 
lowercase 
transformation 

Model 4, 

extended with 
lowercase 
transformation 

Model 4, 

extended with 
lowercase 
transformation 

Model 4, 

extended with 
lowercase 
transformation 

Model 4, 

extended with 
lowercase 
transformation 

Model 4, 

extended with 
lowercase 
transformation 

Model 4, 

extended with 
lowercase 
transformation 

Configuration 
Recurrent 
Neural Network 

Model 1 Model 2 Model 3 Model 4 Model 5 Model 6 Model 7 

Number of 
nodes in hidden 
layer 

10 1 40 10 10 20 10 

Context size 5 5 5 11 5 5 5 
Learning rate 0.1 0.1 0.1 0.1 0.01 0.1 0.5 

Performance 
Measurements 

 

True Positives 695 0 527 132 0 585 567 
False Positives 352 0 227 51 0 267 307 
True Negatives 19,636 19,988 19,761 19,937 19,988 19,721 19,681 

False Negatives 1,126 1,821 1,294 1,689 1,821 1,236 1,254 
Accuracy 0.9322 0.9165 0.9303 0.9202 0.9165 0.9311 0.9284 
Precision 0.6638 0 0.6989 0.7213 0 0.6866 0.6487 
Recall 0.3817 0 0.2894 0.0725 0 0.3213 0.3114 
F1-score 0.4847 0 0.4093 0.1317 0 0.4377 0.4208 
Kappa Statistic 0.4512 0 0.3790 0.1183 0 0.4061 0.3876 

Table 8: Performance measurements of different configurations of the recurrent neural network, for which Model 6 of Table 
5 is the base model for the input. Model 1, 2, 3, 4, 5, 6, and 7 corresponds to the configuration of Mod el 1, 2 ,3 ,4 ,5 ,6 ,and 7 
of Table 3, respectively 

 
On top of this, the performance measurements of Configuration 9 are worse than the 
performance measurements of Configuration 6. Although the precision is slightly higher, the 

recall is visibly lower, the kappa statistic of Configuration 9 is significantly lower. In case of 
Configuration 9, the context window that is input for the network is enlarged. On the one 
hand, this increase of context window can imply that more information is available for the 
classification of the word corresponding to that context. On the other hand, this increase can 
provide more bias for the classification of the word. Beside this, it could  construct a more 

complex input layer and consequently a more complicated network. Since Configuration 9 
performs better on precision and significant worse on recall, it seems that the complex 

structure causes overfitting of the model on a small proportion of the important words 
appearing in the documents. Furthermore these performance on the measurements indicates 
a more complex model is unbeneficial. As suggested above, due to a small training set it is 
more difficult to cope with more complex structure of the network, and indicates that this 
complexity causes a difficulty for generalization of the data.  

 
As can be seen in Table 8, Configuration 8, in which the number of nodes in the hidden layer 

is increased significantly, provides a slightly better precision than Configuration 6, however, 
the recall is significantly lower. These performance indicates a similar reasoning as mentioned 
in the previous paragraph, in which the complexity of the input increases the complexity of 

the network. In this case, the increase in the number of nodes in the hidden layer increase 
the complexity of the network and it seems that it is more sensitive to overfitting. On top of 

this increase in the number of nodes in the hidden layer, Configuration 11 contains a number 
of nodes that is between Configuration 6 and Configuration 8. As can be seen, these numbers 
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are quiet intuitive, because the precision decreases and the recall increases. However, the 
performance of Configuration 11 is worse than the performance of Configuration 6. This 
seems to indicate that the small training set is unable to deal with a more complex model. 
Unless this worse performance of Configuration 8 and 11 compared to Configuration 6, the 
value of the kappa statistic implies that these configuration produce satisfying results.  
 
As can be seen in Table 8, the overall performance of Configuration 1 is still better compared 
to all configured networks. Next, the two extensions that are described in Section 3.2.2 are 
implemented. These implementations are conducted on the best performing configuration of 
Table 8, which is Configuration 6. 
 

6.5 EVALUATION EXTENSION RECURRENT NEURAL NETWORK 

As can be seen in Table 9, the performance on the different performance measurements are 
slightly similar, for instance the kappa statistic differs insignificantly amongst the three 
configurations. The extra cyclical connection in the output layer, obviously increases the 
complexity of the network. This more complicated network (Configuration 14) performs 
intuitively similar as other more complex networks, i.e. performing better on precision and 
worse on recall. Furthermore, it seems that retaining the context for the next sentence 
provides no extra benefits. Retaining the context can increase the complexity of the network. 
To illustrate, the input from the zeroth position for the first position in the sequence for th e 
regular network is obtained from the same matrix for each sentence. In case of the extension 
this input depends on the last output of the preceding sentence, which can highly vary. This 
high variation can imply that the complexity of the network increases. Unfortunately, 
Configuration 6, seems to perform slightly better than the two models that includes intuitively 
beneficial extensions.  
 

6.6 CROSS-VALIDATION  

All the performance measurements of the different configurations are based on one test of 
the trained meta tagging process. The dataset is relatively small, and Written (2011) suggest 
that in this case the training or test set can be unrepresentative. Therefore, a cross-validation 
is conducted on the best perfoming configuration to provide insights in the variation in the 
different performance measurements of this configuration. Although Written (2011) stated 
that the a tenfold cross-validation is the best performing cross-validation, this experiment 
conducts a fivefold cross-validation. This fivefold cross-validation is performed, since a similar 
ratio for training and testing is retained. Table 10 shows the results of the fivefold cross -
validation.  
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 Configuration 6 Configuration 13 Configuration 14 

Configuration 
Word2Vec model 

Model 4, extended 
with lowercase 

transformation 

Model 4, extended 
with lowercase 

transformation 

Model 4, extended 
with lowercase 

transformation 
Configuration 

recurrent neural 
network 

Model 1 Model 1 Model 1 

Extensions None Retain Context Cyclical connection 

in output layer 
Performance  
Measurements 

 

True Positives 695 665 586 

False Positives 352 340 248 

True Negatives 19,636 19,648 19,740 

False Negatives 1,126 1,156 1,235 

Accuracy  0.9322 0.9314 0.9320 

Precision 0.6638 0.6617 0.7026 

Recall 0.3817 0.3652 0.3218 

F1-score 0.4847 0.4706 0.4414 

Kappa Statistic 0.4512 0.4372 0.4105 
Table 9: Performance measurements of the extension on the best performing configuration (Configuration 6)   
 

As can be seen in Table 10, the standard deviation for all the performance measurements are 
relatively low, in which the highest standard deviation corresponds to the performance 
measurement recall. Although the standard deviation can provide insights in the stability of 
the value of the performance measurements for different training and test sets, the 
coefficient of variation is a better indication of this stability. Table 10 shows that the 
coefficient of variation is low for each performance measurement. This indicate that the 
values that are obtained for the performance measurements are relatively constant over 
different training and test sets. This suggest that the values for the performance 
measurement that are obtained from all the test for all the configurations, in which the 
network is trained and test once, are representative values.  
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 Configuration 6 

Configuration Word2Vec 
model 

Model 4, extended with 
lowercase transformation 

Configuration recurrent 
neural network 

Model 1 

Performance 
Measurements 

 

Average Accuracy 0.9357 

Average Error 0.0643 

Average Precision 0.5386 

Average Recall 0.3524 

Average F1 0.4162 

Average Kappa Statistic  0.3846 

 

Stand. dev. Accuracy 0.0045 

Stand. dev. Error  0.0045 

Stand. dev. Precision 0.0475 

Stand. dev. Recall 0.0777 

Stand. dev. F1 0.0587 

Stand. dev. Kappa Statistic 0.0547 

 

Coeff. of Var. Accuracy 0.0048 

Coeff. of Var. Error 0.0700 

Coeff. of Var. Precision 0.0881 

Coeff. of Var. Recall 0.2205 

Coeff. of Var. F1 0.1409 

Coeff. of Var. Kappa 
Statistic  0.1423 

Table 10: Average, Standard Deviation and Coefficient of Variation the Performance Measurements for the 5-fold cross-
validation 

6.7 BALANCING DATA SET 

On top of this evaluation on the regular dataset, an additional experiment is conducted that 

includes an adjustment in the dataset. As mentioned in section 4.3, the dataset is imbalanced, 
since the number of important words is significantly lower than the number of unimportant 
words, and consequently the number of sentences that contain important word is 

significantly lower. Furthermore, Rahman (2013) suggest that a balanced dataset is important 
for good trainingset and Kim (2007) propose that an imbalance can decrease the 

generalization ability of networks.  
 

Therefore, an experiment is conduct containing a more balanced training set. The balancing 
of the dataset is performed for each CV, in which the number of sentence that contains 
important words is equalized to sentence that contains only unimportant words. These 

equalizing is conducted by determining the number of sentence that contain important 
words, which are the minority of the sentence in the CV, and subsequently randomly select a 

similar number of sentences in a CV that contains no important words. This results in 166 that 
contains 6,248 sentences and 52,455 words. This is approximately half of the size of the 



 

60 
 

 

regular dataset. Note that the CVs in the test set are not balanced, since in practice the meta 
tags of a document are on beforehand unknown. This consequently means that it is unable 
to balance these documents. 
 
These adjusted CVs are similarly separated as described in section 6.1, and subsequently used 
for training and testing the meta tagging process. The results of including this balanced 
dataset is described below. 
 
As can be seen in Table 11, two similar configurations are used for this experiment. This 
configuration provided the best results for the evaluation that is conducted in the previous 
section. Table 11 shows some interesting results, such as the significant difference in recall 
and precision between both datasets. The meta tagging process that uses the imbalanced 
dataset provides a significantly higher precision than the balanced dataset. Contrary to the 
higher precision of the meta tagging process that uses the former dataset  for training, the 
recall is considerably lower than for the meta tagging process that uses the balanced data set  
for training. This indicates that a meta tagging process that is trained on a dataset that 

contains relatively more important words is able to extract a higher proportion of all the 
important words. However, this meta tagging process results in a rather low precision. This 
consequently means that, in addition to the higher proportion of detected meta tags, the 

number of incorrect detected meta tags is higher as well  (see Table 11).  
 
On top of this, it is remarkable that the value for the Kappa Statistic are almost similar for 
both trained meta tagging processes, since the size of the balanced dataset is considerably 
lower than the size of the imbalanced dataset. This lower size consequently means a smaller 
training set for the meta tagging process that can degrade the performance of the meta 
tagging process for the test set.  
 
Beside this, Table 11 shows that the performance of both trained meta tagging processes are 
slightly similar, except the difference in recall and precision. This difference can indicate an 
opportunity, in which both trained meta tagging process can be used for different purpose. 
To illustrate, the meta tagging process that is trained on the imbalanced  dataset is more 

precise and can be used for purposes, for which the precision of the meta tags is more 
important than the amount of meta tags. For instance, it can be intuitive that the classification 
of a document is better performed by fewer and relatively more correct meta tags, since 
unimportant words that are tagged can bias the classification. Besides this, the meta tagging 
process that is trained on the balanced dataset extracted a higher proportion of the meta tags 

embedded in a document. This property can be valuable for purposes, for which the 
extraction of a high proportion of all the available meta tags is important. For instance, it can 

be intuitive that the inclusion of more meta tags, regardless its correctness, can help for the 
interpretation of document, since more meta tags can provide a better interpretation of the 
document.  
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The results of balancing the datasets suggests the recall increase for this adjustment in the 
dataset. This result can be combined with an insight that is obtained in Section 6.4 and 6.5, 
which suggest that a more complex network can increase the precision of the outputs of the 

meta tagging process. Therefore, a more complex network is combined with a balanced 
training set. The performance measurements are shown in Table 12, and the results of 
Configuration 15 indicates that a more complex network decrease the recall and increase the 
precision of the model. Furthermore, the kappa statistic is a little higher than the kappa 
statistic of the best performing configuration (Configuration 6). This can indicate that this 
configuration provides a better performance on the meta tagging process. On top of the 
evaluation of this configuration, Table 12 shows a second configuration that includes an even 
more complex network that contains of 100 nodes in the hidden layer. The results on the 
performance measurement of this configuration on the meta tagging process are intuitive, 
regarding the results of previous experiments. As can be seen in Table 12, the increase in 
complexity provides a decrease in the recall and an increase in the precision compared to 
Configuration 15 in Table 12. Besides this, the kappa statistic seems to slightly improve for 
more complex configuration of the meta tagging process. 
 

The evaluation of balancing the dataset terminates the discussion section of this research. In 
the next section the report is terminated with a conclusion of the research that is conducted. 
 
 
 
 
 
 

 Imbalanced dataset Balanced dataset  

Configuration 
Word2Vec model 

Model 4, extended 
with lowercase 
transformation 

Model 4, extended 
with lowercase 
transformation 

Configuration 

recurrent neural 
network 

Model 1 Model 1 

Extensions None None 

Performance 
Measurements 

 

True Positives 695 1,151 

False Positives 352 1,713 

True Negatives 19,636 18,275 

False Negatives 1,126 670 

Accuracy  0.9322 0.8907 

Precision 0.6638 0.4018 

Recall 0.3817 0.6321 

F1-score 0.4847 0.4914 

Kappa Statistic 0.4512 0.4335 

Table 11: Performance measurements of two similar configurations (Configuration 6) trained on two different datasets.  
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 Configuration 6 Configuration 15 Configuration 16 

Dataset Imbalanced dataset Balanced dataset  Balanced dataset 
Configuration 

Word2Vec model 

Model 4, extended 

with lowercase 
transformation 

Model 4, extended 

with lowercase 
transformation 

Model 4, extended 

with lowercase 
transformation 

Configuration 
recurrent neural 
network 

Model 1 Model 3 None 

Number of nodes in 

hidden layer 

10 40 100 

Context size 5 5 5 
Learning rate 0.1 0.1 0.1 

Performance 
Measurements 

 

True Positives 695 1,033 952 

False Positives 352 1,136 926 

True Negatives 19,636 18,852 19,062 

False Negatives 1,126 788 869 

Accuracy  0.9322 0.9118 0.9177 

Precision 0.6638 0.4763 0.5069 

Recall 0.3817 0.5673 0.5228 

F1-score 0.4847 0.5178 0.5147 

Kappa Statistic 0.4512 0.4696 0.4698 

Table 12: Performance Measurements of two Configuration that used the combination of balanced dataset and complex 
network  
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7. CONCLUSION 
In this section a conclusion of the research is provided, in which all the research questions are 
addressed. Besides this, a description is given whether the practical and scientific goal has 
been achieved. Firstly, the research sub question are answered, which contains the definition 
of the meta tagging process, the construction of the recurrent neural network, the evaluation 
of the meta tags, and the practical use of the meta tagging process. Consequently, based on 
the answer of these questions, the main research question can be addressed. Ultimately, the 
accomplishment of the goals is elaborated.  

7.1 DEFINITION META TAGGING PROCESS 

Firstly, a description of the meta tagging process is given, and this process is shortly described 
as a process that start with a digital text document and results in meta tags that are added to 
the text document. These meta tags are defined as the most important words of a document 
that can be used for the classification or interpretation of the document.  This process consist 
of two main procedures, which are input preparation and sequence labelling.  
 
The input preparation contains the preprocessing of the document, i.e. a CV, and the 
construction of the lookup table that contains the distributed word representations for each 
word of the vocabulary.  This preprocessing results in CVs that are represented as sequences 
of clean words that can be recognized by the lookup table. The sequences generally 
represents the sentences in a CV. The construction of the lookup table is performed by the 
Word2Vec of Mikolov (2013) that contains the configuration of the parameters of Model 4 in 
Table 2, since this is suggested as most appropriate configuration for the meta tagging 
process. Besides this, it seems that a decrease in complexity of the input, i.e. lowercase 
transformation, results in an increase of the performance of the meta tagging process.  
 
Subsequently, each word in the preprocessed CV is transformed into the corresponding 
distributed word representation in the lookup table. These sequences of word 
representations are input for the sequence labelling problem that is addressed by the 
recurrent neural network. This recurrent neural network determines for each word whether 
it is a meta tag or not by labelling the word with a one or zero, respectively. This results in a 
CV, for which in each sentence the meta tags are determined. These meta tags are added to 

document, including the corresponding sentence it occurs, and can be used for further 
actions.  

7.2 CONSTRUCTION OF THE RECCURENT NEURAL NETWORK 

The performances of the different configurations provide some insights for the construction 
of the recurrent neural network. It seems that a too complex or too simple model degrade 
the performance of the meta tagging process. In case of the former, the number of nodes in 
the input and hidden layer are increased and can provide a too complex model. This 
complexity may cause overfitting on the training data and degrades the performance on the 

test data. In case of the latter, the hidden layer consist of a few nodes and consequently can 
provide a too simple network. The simple network may cause under-fitting of the training 
data and degrade the performance on the test data. Besides this, extension to retain the 
context of a document among the separate input sentences or adding a cyclical connection  
in the output layer can be eliminated, since no improvement in the performance of the meta 
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tagging process is observed. Therefore, Model 1 that is shown in Table 3 seems to be the most 
appropriate configuration for the performance of the meta tagging process.  
 
However, the adjustment in the dataset, i.e. balancing the training set, can change the effect 
of the different configurations of the recurrent neural network. A balanced training set can 
increase the performance of a complex network. 

7.3 EVALUATION OF THE META TAGGING PROCESS 

The evaluation of the meta tagging process is based on the output of the process, i.e. the 
meta tags. These meta tags determines whether the word is an important or unimportant 
word. This output of the process is compared to the actual output, and subsequently the 
confusion matrix can be constructed. Several performance measurements can be determined 
based on this matrix. It seems that the recall, precision and kappa statistic are most useful for 
interpretation of the results. The scores for performance measurements of different 
configurations indicates that a choice can be made between a better precision of recall of the 
meta tagging process. This choice depends on the purposes of the further actions with the 
meta tags, since these two performance measurements can indicate for which further actions 
the meta tagging process can be used. Therefore, the recall and precision are interesting 
performance measurements.  
 
However, although a trade-off between recall and precision seems to be important, the kappa 
is the most significant performance measurement, since this performance measurement 
includes both recall and precision. The kappa statistic is mostly used to determine the overall 
performance of the meta tagging process.  

7.4 PRACTICAL USE OF THE META TAGGING PROCESS 

The output of the meta tagging process are the meta tags, which are the most important 
words of a document. These words can be seen as meta data of a document and could be 
used for classification or interpretation of the document. The practical use depends on the 
performance, as mentioned in section 7.3, a meta tagging process that performs high on 
precision can be better used for other purposes than a meta tagging process performs high 
on recall. The higher precision is better for classification, since a fewer words is able to bias 
this classification. Besides this, a higher recall can be better used for interpretation, since the 
use of more words can be more expressive.  
 
Subsequent to addressing the research sub questions, the main research question is 
addressed by combining the answer to the research sub questions. 

7.5 ABILITY TO ADD META TAGS TO A TEXT DOCUMENT  

The meta tagging process, which is defined in section 7.1 provide the opportunity to include 
the recurrent neural network for addressing the meta tagging for a text document. The kappa 
statistic for the best performing configurations, such as Configuration 6, 13, 14, 15, and 16, 
are moderately satisfying and may indicate that these configuration of the meta ta gging 
problem are fairly able to add meta tags to a document.  
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Besides this, it seems that different the purposes of the further actions that are performed 
with the meta tags can be important for the configuration of the recurrent neural network. 
As mentioned in section 7.4, the meta tags that are produced by a process that performs 
better on precision may be used for other further actions than the meta tags that are 
produced by a process that scores higher on recall. It is suggested that a more complex 
network, i.e. more nodes in the hidden layer, performs better on precision. On top of this, a 
simpler model, i.e. fewer nodes in the hidden layer, score higher on recall.  
 
Ultimately, it seems that in general the performance of a process, including a simpler model, 
is better. This observation can be caused by the relatively small dataset that is provided. This 
smaller dataset faces more difficulty for generalization of more complex models. In contrast 
to this, a more complex seems to perform better on a balanced and consequently a smaller 
dataset than a simple configuration. This can suggest that the meta tagging process benefits 
from a more balanced training set.  

7.6 RESEARCH GOALS 

Next, the accomplishment of both research goals, i.e. the practical and the scientific goal, 
are elaborated in more detail. Firstly the practical goal, which is repeatedly defined below: 
 
“The research should provide some insights for Valid in the opportunities and challenges of 
the meta tagging process, relating to the document capturing procedure, using deep 
learning.” 
 
The practical goal of the research is accomplished, since each element that is stated in the 
goal is addressed. Firstly, the opportunities are revealed based on the score of the kappa 
statistic that indicates that several configuration of the process achieve a fair performance. 
These results indicates that this meta tagging process is interesting for further develop. This 
development is a challenge as well, since the adjustment in several configurations shows that 
it may be difficult to significantly improve the performance of the process. Ultimately, the 
recurrent neural network that is used in the meta tagging process includes the use of deep 

learning. This consequently means that this practical goal is accomplished.  
 
Subsequently, the scientific goal which is described below needs to be accomplished: 
 
“The research should provide scientific insights in the use of a recurrent neural network, which 
uses deep learning, for the meta tagging process to extract the meta tags of a document.” 
 
Several experiments of the meta tagging process includes different configurations of the 
recurrent neural network. This suggests that insights in the performance on the meta tagging 
process for several configurations of the recurrent neural network is provided. This 

consequently means that the scientific goals is accomplished as well.  
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7.8 LIMITATIONS 

In this section the limitation of this research are described in more detail. Firstly, the recurrent 
neural network itself, which can degrade in performance on longer sequences (Graves, 2012; 
Goodfellow, 2016). This degradation can be caused by the output of the at a particular time 
step that is vanished over several steps of time. This vanishing is caused by the weight of the 
cyclical connection that reduce the proportion of an output at a hidden layer at each time 
step. Secondly, the manual labelling of the sequence can provide inconsistency in the 
determination of the labels, which can cause bias during training and testing. Furthermore, 
this labeling was very time-consuming, which can be inefficient. Thirdly, a relatively small 
dataset was available to use for training and testing. This small dataset can bias the results 
that are provided in chapter 6. 
 

7.9 RECOMMANDATIONS 

As can be confirmed from section 7.6, the meta tagging process, using a recurrent neural 
network, can be a very interesting to consider and conduct further research on it. 
Furthermore, the use of deep learning is currently emerging and including this meta tagging 
can be a sensible step to compete against competitors in the market.  
 
On top of this, a larger dataset for training and testing the process is favorable. A recurrent 

neural network that uses deep learning generally needs a larger dataset for a better 
generalization of the trained model. On top of the size of the dataset, it is better to use a 
dataset that can be simply and consistently labelled. This provides more efficiency and 
consistency than the manual labelling. Furthermore, it could be better for train ing purposes 
to contain labels that can be less subjective. 

 
Besides this, the purposes of the further actions can be important for the configuration. 
Therefore, a good insight in the application of the meta tagging process can be very useful 
during training and testing.  

7.10 FUTURE WORK 

As mentioned in section 7.8, a vanishing problem can occur in the recurrent neural network 
for long sequences. Graves (2012) and Goodfellow (2016) stated that this vanishing can be 
addressed by another network that is provided as the Long Short Term Memory. This network 
is a very complex network, however, future research can be used to provide insights in the 
inclusion of this network in the meta tagging process. 
 
Besides this, an interesting research would be to implement an additional recurrent neural 
network that can be used to classify consequently classify the document based on the meta 

tags. The sequence that is input for the network are the meta tags that are added to the text 
document. In contrast to the regular recurrent neural network, this recurrent neural network 
provides an output at the last time step of the sequence, which is the classification of the 
document based on the sequence of meta tags.  
 

Ultimately, in this research the position of words in a document is excluded in the meta 
tagging process. The inclusion of the location of a word in a document can be beneficial, since 
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the location a word appear add interpretation to that particular word. For instance, a 
company name that is provide at the top of document, can indicate the owner of the 
document or for which the document is destined.  
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APPENDIX I 

SCRIPTS PYTHON 

In this Appendix the script that are written in Python are attached. Firstly, the script for the 
Word2Vec model , i.e. preprocessing and the model, is provided, subsequently the script of 
preprocessing the CVs is given. Next, the construction of the lookup table and the 
transformation of word sequences into vector sequences. Besides this, the recurrent neural 
network the evaluation process is given.  
 

WORD2VEC MODEL (PREPROCESSING) 

for k in range(5): 

    # IMPORT TEXT 

    input_text = '' .join(open(text_input[k], encoding="utf8").read().splitlines()) 

     

    # email  

    input_text = re.sub(r"(\S+)([@])(\S+)([.nl.com.net.org])", r"#email", input_text) 

    # bankaccount 

    #input_text = re.sub(r"([a-zA-Z]{2})(\s*|\-*)(\d{2})(\s*|\-*)([a-zA-Z]{4})(\s*|\-*)(\d{2}

)(\s*|\-*)(\d{2})(\s*|\-*)(\d{2})(\s*|\-*)(\d{2})(\s*|\-*)(\d{2})", 

               #r"#Bankaccount", input_text) 

    # mobile phone 

    input_text= re.sub(r"\(?(0|(\+\d{2}|00\d{2}))(6)\)?(\s?\-?)(\d{2})(\s?\-?)(\d{2})(\s?\-?)

(\d{2})(\s?\-?)(\d{2})", r"#phone", input_text) 

    # landline number 

    # input_text = re.sub(r"\(?(0|(\+\d{2}|00\d{2}))\)?(\s?)(\d{2,3})\)?(\s?\-?)(\d{2,3})(\s?

\-?)(\d{2,3})(\s?\-?)(\d{2,3})((\s?\-?)(\d{2,3}))?", r"#phone", input_text) 

     

    # periods in time 

    input_text = re.sub(r"(\d{4})(\s*)([^\w.,?!\/\[\[\s\)\(])(\s*)(\d{4}|heden)", r"#period",  

input_text)   

    # for understanding the initials in name(eg. h.f.m.) 

    input_text = re.sub(r"(?<![a-zA-Z])([a-zA-Z]{1})[.]{1}(\s*[a-zA-Z]{2,})", r"\1 \2", input

_text) 

     

    # for lastword.Firstword for better seperation of sentences at sentence tokenization 

    input_text = re.sub(r"(?<!\.)([a-zA-Z0-9]{1})([.?!:;\(\]\[\)])([A-Z]{1})(?![\.\)\s{1}])", 

r"\1\2 \3", input_text) 

     

    # for word .Word 

    input_text = re.sub(r"(\s+)([.?!:;])([a-zA-Z]{1})(?!\.)", r"\1\2 \3", input_text) 

     

    # Last Name Recognizer 

    for name in Last_Name_Multiple: 

        input_text= re.sub(name + r"(\W|\Z)", name.replace(" ","_") + r"\1", input_text) 
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    # SENTENCE TOKENIZATION 

    input_text_sent_token = tokenizer.tokenize(input_text) 

 

    for i in range(len(input_text_sent_token)): 

        # money 

        input_text_sent_token[i] = re.sub(r"([£$€])[\s*](\d*)", r"\1\2", input_text_sent_toke

n[i] ) 

         

        # date 

        input_text_sent_token[i] = re.sub(r"(\d{,4})([\s]*)[/-]([\s]*)(\d{,4})([\s]*)[/-]([\s

]*)(\d{,4})", r"#date", input_text_sent_token[i]) 

         

        # word/word 

        input_text_sent_token[i] = sub(r"([a-zA-Z]+)[/]([a-zA-Z]+)", r"\1 \2", input_text_sen

t_token[i]) 

     

        # '-' sign 

        #input_text_sent_token[i] = re.sub(r"([a-zA-Z]{1})([\s]*)([-])([\s]*)([a-zA-Z])", r"\

1 \5", input_text_sent_token[i]) 

     

    # WORD TOKENIZATION 

 

    for j in range(len(input_text_sent_token)): 

        input_text_word_token = input_text_sent_token[j].split() 

        for i in range(len(input_text_word_token)): 

             

            # word.,/[) or any other punctuation mark, note that in this case it can be multi

ple characters  

            match4 = re.match(r"([a-zA-Z0-9]+)([^\w\s]+)", input_text_word_token[i]) 

            if match4: 

                input_text_word_token[i]= re.sub(r"([a-zA-Z0-9]+)([^\w\s]+)", r"\1", input_te

xt_word_token[i]) 

             

            # .,/[)word or any other punctuation mark, note that in this case it can be multi

ple characters  

            match5 = re.match(r"([^\w\s<!#€£$]+)([a-zA-Z0-9]+)", input_text_word_token[i]) 

            if match5: 

                input_text_word_token[i]= re.sub(r"([^\w\s]+)([a-zA-Z0-9]+)", r"\2"

, input_text_word_token[i]) 

             

            # money 

            match = re.match(r"[$€£](\d+)", input_text_word_token[i]) 

            if match: 

                input_text_word_token[i] = '#money' 
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            # remaining digits 

            if input_text_word_token[i].isdigit(): 

                input_text_word_token[i]='#digit' 

            match3 = re.match(r"(\d{1,3})([\.,:\d{2}])" , input_text_word_token[i]) #for engl

ish, dutch notation and time values 

            if match3: 

                input_text_word_token[i] = '#digit'          

             

            # stand-alone punctuation elimination 

        for token in input_text_word_token[:]: 

            match6 = re.match(r"[.,\[?!\]\)\(:;/']", token) 

            if match6: 

                input_text_word_token.remove(token) 

             

            # stopword elimination 

        #for token in input_text_word_token[:]: 

            #if token in stopword_List: 

                #input_text_word_token.remove(token) 

            #lower case 

        #for token in range(len(input_text_word_token)): 

            #input_text_word_token[token]=input_text_word_token[token].lower()  
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WORD2VEC MODEL (MODEL) 

class MySentences(object): 

    def __init__(self, dirname): 

        self.dirname = dirname 

    def __iter__(self): 

        file_list = glob.glob(self.dirname + '/*.*') 

        for fname in range(len(input_word2vec)): 

            with open(file_list[fname], 'rb') as file: 

                inputmodel = pickle.load(file) 

            for line in inputmodel: 

                yield line  

 

sentences = MySentences('C:\\Users\\DJanssen1\\Valid\\OneDrive - Valid\\Master Thesis\\Input 

Python\\Input_Model\\Model2') 

model1 = gensim.models.Word2Vec(list(bigram[sentences]),  

                                min_count=5,  

                                sg=1,  

                                size=100,  

                                hs=1,  

                                negative=0,  

                                window=10, 

                                sample= 0.00001) 
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PREPROCESSING CVS 

for k in range(1): 

    input_model = [] 

    email_list = [] 

    email_index = 0 

    #bank_list = [] 

    #bank_index = 0 

    mobile_list = [] 

    mobile_index = 0 

    #landline_list = [] 

    #landline_index = 0 

    # IMPORT TEXT 

    input_text = open(CV_list[k]).read().splitlines() 

     

    for sentence in range(len(input_text)): 

        # find all emailadresses and store them in a list 

        email = re.findall(r"(\S+)([@])(\S+)([.nl.com.net.org])", input_text[sentence]) 

       

        for i in email: 

            email_join = ''  

            for j in range(len(i)): 

                email_join = email_join + i[j] 

            email_list.append(email_join) 

     

        # email  

        input_text[sentence] = re.sub(r"(\S+)([@])(\S+)([.nl.com.net.org])", r"#email", input

_text[sentence]) 

     

        # find all bankaccount numbers and store them in a list 

        #bank = re.findall(r"([a-zA-Z]{2})(\s*|\-*)(\d{2})(\s*|\-*)([a-zA-Z]{4})(\s*|\-*)(\d{

2})(\s*|\-*)(\d{2})(\s*|\-*)(\d{2})(\s*|\-*)(\d{2})(\s*|\-*)(\d{2})", input_text[sentence]) 

     

        #for i in bank: 

            #bank_join = ''  

            #for j in range(len(i)): 

                #bank_join = bank_join + i[j] 

            #bank_list.append(bank_join) 

        # bankaccount 

        #input_text[sentence] = re.sub(r"([a-zA-Z]{2})(\s*|\-*)(\d{2})(\s*|\-*)([a-zA-Z]{4})(

\s*|\-*)(\d{2})(\s*|\-*)(\d{2})(\s*|\-*)(\d{2})(\s*|\-*)(\d{2})(\s*|\-*)(\d{2})", 

               #r"#Bankaccount", input_text[sentence]) 

     

        # find all mobile phone numbers and store them in a list 

        mobile = re.findall(r"\(?(0|(\+\d{2}|00\d{2}))(6)\)?(\s?\-?)(\d{2})(\s?\-?)(\d{2})(\s

?\-?)(\d{2})(\s?\-?)(\d{2})", input_text[sentence]) 
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        for i in mobile: 

            mobile_join = '' 

            for j in range(len(i)): 

                mobile_join = mobile_join + i[j] 

            mobile_list.append(mobile_join)           

     

        # mobile phone 

        input_text[sentence] = re.sub(r"\(?(0|(\+\d{2}|00\d{2}))(6)\)?(\s?\-?)(\d{2})(\s?\-?)

(\d{2})(\s?\-?)(\d{2})(\s?\-?)(\d{2})", r"#mobile", input_text[sentence]) 

     

        # find all landline numbers and store them in a list 

        #landline = re.findall(r"\(?(0|(\+\d{2}|00\d{2}))\)?(\s?)(\d{2,3})\)?(\s?\-?)(\d{2,3}

)(\s?\-?)(\d{2,3})(\s?\-?)(\d{2,3})((\s?\-?)(\d{2,3}))?", input_text[sentence]) 

     

        #for i in landline: 

            #landline_join = '' 

            #for j in range(len(i)): 

                #landline_join = landline_join + i[j] 

            #landline_list.append(landline_join) 

         

        # landline number 

        #input_text[sentence] = re.sub(r"\(?(0|(\+\d{2}|00\d{2}))\)?(\s?)(\d{2,3})\)?(\s?\-?)

(\d{2,3})(\s?\-?)(\d{2,3})(\s?\-?)(\d{2,3})((\s?\-?)(\d{2,3}))?", r"#landline", input_text[se

ntence]) 

  

        # periods in time 

        input_text[sentence] = re.sub(r"(\d{4})(\s*)([^\w.,?!\/\[\[\s\)\(])(\s*)(\d{4}|heden)

", r"#period(\1\3\5)",  input_text[sentence]) 

         

        # for understanding the initials in name(eg. h.f.m.) 

        input_text[sentence] = re.sub(r"(?<![a-zA-Z])([a-zA-Z]{1})[.]{1}(\s*[a-zA-Z]{2,})", r

"\1 \2", input_text[sentence]) 

     

        # for lastword.Firstword for better seperation of sentences at sentence tokenization 

        input_text[sentence] = re.sub(r"(?<!\.)([a-zA-Z0-9]{1})([.?!:;\(\]\[\)])([A-Z]{1})(?!

[\.\)\s{1}])", r"\1\2 \3", input_text[sentence]) 

     

        # for word .Word 

        input_text[sentence] = re.sub(r"(\s+)([.?!:;])([a-zA-Z]{1})(?!\.)", r"\1\2 \3", input

_text[sentence]) 

     

        # '-' sign 

        #input_text[sentence] = re.sub(r"([a-zA-Z]{1})([\s]*)([-])([\s]*)([a-zA-Z])", r"\1\3\

5", input_text[sentence])   

         

        # Last Name Recognizer 
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        for name in Last_Name_Multiple: 

            input_text[sentence]= re.sub(name + r"(\W|\Z)", name.replace(" ","_") + r"\1", in

put_text[sentence]) 

             

        # Word Phrases Recognizer 

        for phrase in Phrases: 

            input_text[sentence]= re.sub(phrase + r"(\W|\Z)", phrase.replace(" ","_") + r"\1"

, input_text[sentence])     

         

        # SENTENCE TOKENIZATION 

         

        input_text_sent_token = tokenizer.tokenize(input_text[sentence]) 

 

        for i in range(len(input_text_sent_token)): 

         

            # money 

            input_text_sent_token[i] = re.sub(r"([£$€])[\s*](\d*)", r"\1\2", input_text_sent_

token[i] ) 

         

            # date 

            input_text_sent_token[i] = re.sub(r"(\d{1,4})([\s]*)[/-]([\s]*)(\d{1,4})([\s]*)[/

-]([\s]*)(\d{1,4})", r"#date(\1-\4-\7)", input_text_sent_token[i]) 

             

            # word/word 

            input_text_sent_token[i] = sub(r"([a-zA-Z]+)[/]([a-zA-Z]+)", r"\1 \2", input_text

_sent_token[i]) 

         

        # WORD TOKENIZATION 

 

        for j in range(len(input_text_sent_token)): 

            input_text_word_token = input_text_sent_token[j].split() 

            for i in range(len(input_text_word_token)): 

             

                # word.,/[) or any other punctuation mark, note that in this case it can be m

ultiple characters  

                match4 = re.match(r"([a-zA-Z0-9]+)([^\w\s]+)", input_text_word_token[i]) 

                if match4: 

                    input_text_word_token[i]= re.sub(r"([a-zA-Z0-9]+)([^\w\s]+)", r"\1", inpu

t_text_word_token[i]) 

             

                # .,/[)word or any other punctuation mark, note that in this case it can be m

ultiple characters  

                match3 = re.match(r"([^\w\s<!#€£$]+)([a-zA-Z0-9]+)", input_text_word_token[i]

) 

                if match3: 

                    input_text_word_token[i]= re.sub(r"([^\w\s]+)([a-zA-Z0-9]+)", r"\2", inpu

t_text_word_token[i])  
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                # money 

                match = re.match(r"[$£€](\d+)", input_text_word_token[i]) 

                if match: 

                    input_text_word_token[i] = '#money('+ input_text_word_token[i] +')' 

             

                # remaining digits 

                if input_text_word_token[i].isdigit(): 

                    input_text_word_token[i]='#digit(' + input_text_word_token[i] +')' 

                match5 = re.match(r"(\d{1,3})(\.|,|:\d{2})" , input_text_word_token[i]) #for 

english, dutch notation and time values 

                if match5: 

                    input_text_word_token[i] = '#digit('+input_text_word_token[i]+')'          

             

                # email 

                if input_text_word_token[i].startswith('#email'):                

                    input_text_word_token[i]= '#email('+ email_list[email_index]+')' 

                    email_index = email_index +1 

             

                # bankaccount 

                #if input_text_word_token[i].startswith('#Bank'):                

                    #input_text_word_token[i]= '#Bankaccount('+ bank_list[bank_index]+')' 

                    #bank_index = bank_index +1 

                 

                # mobile phone 

                if input_text_word_token[i].startswith('#mobile'): 

                    input_text_word_token[i] = '#Phone('+ mobile_list[mobile_index]+')' 

                    mobile_index = mobile_index +1 

             

                # landline phone 

                #if input_text_word_token[i].startswith('#landline'): 

                    #input_text_word_token[i] = '#Phone('+ landline_list[landline_index]+')' 

                    #landline_index = landline_index +1 

                 

                # stand-alone punctuation elimination 

            for token in input_text_word_token[:]: 

                match6 = re.match(r"[.,\[?!\]\)\(:;/']", token) 

                if match6: 

                    input_text_word_token.remove(token) 

             

            # lower case 

                #match4 = re.match(r"([A-Z]([a-z]+))", input_text_word_token[i]) 

                    #if match4: 

                        #   input_text_word_token[i]=input_text_word_token[i].lower() 
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            input_model.append(input_text_word_token) # This ensure that you got the followin

g format [[sentence1], [sentence2]] 

            length_corpus = length_corpus + len(input_text_word_token) 

 

    # save the preprocessed CVs 

    with open(token_CV[k], 'wb') as file: 

        pickle.dump(input_model, file, protocol=4) 

        file.close() 
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CONSTRUCTION LOOKUP TABLE 

# load lookup table  

lookup_table = numpy.zeros(shape= (len(Word2VecModel.wv.vocab)+5, de)) # to initialize the sh

ape of the look up table 

 

for i in range(len(Word2VecModel.wv.vocab)): 

    word = Word2VecModel.wv.index2word[i] 

    lookup_table[i]=(Word2VecModel.wv.word_vec(word)) 

lookup_table[-1]= numpy.random.uniform(-1.0,1.0, (1, de)) # for the beginning of end of sente

nce 

lookup_table[-2]= average_first_name # the avg first name vector 

lookup_table[-3]= average_last_name  # the avg last name vector 

lookup_table[-4]= numpy.random.uniform(-1.0,1.0, (1, de)) # for the unknown word in the vocab 
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TRANSFORM WORD SEQUENCE INTO VECTOR SEQUENCE 
for j in range(100,125): 

    with open(token_CV[j], 'rb') as file: 

        CV = pickle.load(file) 

         

        input_vector=[] 

        for sent in range(len(CV)): 

            sentence = CV[sent] 

 

# construct a vector for the input of the RNN model 

            vector = numpy.empty(shape=(len(sentence)), dtype=int) #vector of indices for the 

contextwin function 

     

# determine for each word whether it is in the vocab of the corpus or not     

     

            for i in range(len(sentence)): 

                if sentence[i] in Word2VecModel.wv.vocab:  # for the words that are already k

nown by the vocab 

                    index = Word2VecModel.wv.vocab[sentence[i]].index 

                    vector[i] = index 

                elif sentence[i] in First_Name_Table: # for names that are not in vocab but i

n first name list 

                    index = -2 # vector in lookup table with avg values of name vectors in vo

cab 

                    vector[i] = index 

                elif sentence[i] in Last_Name_Table: 

                    index = -3 

                    vector[i] = index 

                elif sentence[i].replace('-','') in Word2VecModel.wv.vocab: # if word include

s an '-' sign and by deleting it it would probably give a known word 

                    sentence[i]= sentence[i].replace('-','') 

                    index = Word2VecModel.wv.vocab[sentence[i]].index 

                    vector[i] = index 

                elif sentence[i].lower() in Word2VecModel.wv.vocab: # if the words with the c

apitals is not included in the vocab the word without capitals can be searched for 

                    sentence[i]= sentence[i].lower() 

                    index = Word2VecModel.wv.vocab[sentence[i]].index 

                    vector[i] = index         

                elif sentence[i].startswith("#money"): 

                    index = Word2VecModel.wv.vocab['#money'].index 

                    vector[i] = index 

        #elif sentence[i].startswith("#Bankaccount"): 

            #index = Word2VecModel.wv.vocab['#Bankaccount'].index 

            #vector[i] = index 

                elif sentence[i].startswith("#phone"): 

                    index = Word2VecModel.wv.vocab['#phone'].index 
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                    vector[i] = index 

                elif sentence[i].startswith("#date"): 

                    index = Word2VecModel.wv.vocab['#date'].index 

                    vector[i] = index 

                elif sentence[i].startswith("#email"): 

                    index = -4 

                    vector[i] = index 

                elif sentence[i].startswith("#digit"): 

                    index = Word2VecModel.wv.vocab['#digit'].index 

                    vector[i] = index           

                else: # for unknown words 

                    index = -5  

                    vector[i] = index        
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RECURRENT NEURAL NETWORK 

class RNN_EX(object):  

    ''' elman neural net model ''' 

    def __init__(self, nh, nc, ne, de, cs): 

        ''' 

        nh :: dimension of the hidden layer 

        nc :: number of classes 

        ne :: number of word embeddings in the vocabulary 

        de :: dimension of the word embeddings 

        cs :: word window context size 

         

        # parameters of the model 

        self.emb = theano.shared(name='embeddings', 

                                 value= emb. 

                                 astype(theano.config.floatX)) 

         

        self.wx = theano.shared(name='wx', 

                                value= wx. 

                                astype(theano.config.floatX)) 

         

        self.wh = theano.shared(name='wh', 

                                value= wh. 

                                astype(theano.config.floatX)) 

         

        self.w = theano.shared(name='w', 

                               value= w. 

                                astype(theano.config.floatX)) 

         

        self.bh = theano.shared(name='bh', 

                                value= bh. 

                                astype(theano.config.floatX)) 

         

        self.b = theano.shared(name='b', 

                               value= b. 

                                astype(theano.config.floatX)) 

         

        self.h0 = theano.shared(name='h0', 

                                value= h0. 

                                astype(theano.config.floatX)) 

         

        # bundle  

        self.params = [self.emb, self.wx, self.wh, self.w, 

                           self.bh, self.b, self.h0] 
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        # input network 

         

        idxs = tensor.imatrix() 

         

        x = self.emb[idxs].reshape((idxs.shape[0], de*cs))       #[0]= #rows ; [1]= #columns 

                 

        

        y_sentence = tensor.ivector('y_sentence')   #labels of the sentences 

         

         

        # Recursion 

                 

        def recurrence(x_t, h_tm1): 

            h_t = nnet.sigmoid(tensor.dot(x_t, self.wx) 

                                       + tensor.dot(h_tm1, self.wh) + self.bh) 

            s_t = nnet.softmax(tensor.dot(h_t, self.w) + self.b) 

            return [h_t, s_t] 

         

        [h,s],_ = theano.scan(fn= recurrence, 

                                    sequences= x, 

                                    outputs_info=[self.h0, None], 

                                    n_steps=x.shape[0]) 

 

         

        # classification 

         

        p_y_given_x_sentence = s[:, 0, :] 

        y_pred = tensor.argmax(p_y_given_x_sentence, axis=1) 

         

        # Gradient computation 

         

        lr = tensor.scalar('lr') 

         

        sentence_nll = - tensor.mean(tensor.log(p_y_given_x_sentence)[tensor.arange(x.shape[0

]), y_sentence]) 

        sentence_gradients = tensor.grad(sentence_nll, self.params) 

        sentence_updates = OrderedDict((p,p -lr*g) 

                                        for p, g in 

                                        zip(self.params, sentence_gradients)) 

         

        # Prediction and Training 

        self.classify = theano.function(inputs=[idxs], outputs=y_pred) 

        self.sentence_train = theano.function(inputs=[idxs, y_sentence, lr], 
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                                                outputs=sentence_nll, 

                                                updates=sentence_updates) 

        self.prob = theano.function(inputs=[idxs], outputs=p_y_given_x_sentence) # 

         

        self.scan = theano.function(inputs=[idxs], outputs=[h,s])# 

         

        self.hidden = theano.function(inputs=[idxs], outputs= s )# 

         

        # Normalization Word Embeddings 

        self.normalize = theano.function(inputs=[], 

                                        updates={self.emb: 

                                                self.emb /  

                                                tensor.sqrt((self.emb**2).sum(axis=1)) 

                                                .dimshuffle(0, 'x')}) 
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EVALUATION PROCEDURE 

total_acc = [] 

total_error = [] 

total_prec = [] 

total_recall = [] 

total_F1 = [] 

total_TP =0 

total_FP = 0 

total_FN =0 

total_TN = 0 

total_FP_adj = 0 # total FP that are in the neighbourhood of TPs 

total_FN_adj = 0 # total FN that are in the neighbourhood of TPs 

 

 

for k in range(100,125): 

    with open(input_rnn[k], 'rb') as file:  

        input_doc = pickle.load(file) 

    with open(Labels_rnn[k], 'rb') as file:  

        labels = pickle.load(file) 

    with open(token_CV[k], 'rb') as file:  

        CV = pickle.load(file) 

 

        class_labels = [] 

        act_labels = [] 

        text = [] 

    for i in range(len(input_doc)): 

        input_sentence = contextwin(input_doc[i], cs) 

        pred_labels =  list(m.classify(input_sentence)) 

        class_labels.append(pred_labels) 

        act_labels.append(labels[i]) 

        text.append(CV[i]) 

 

    TP = 0     # the amount that are classified as 1 and are actually 1 

    FP = 0     # the amount that are classified as 1 amd are actually 0 

    FN = 0     # the amount that are classified as 0 and are actually 1  

    TN = 0     # the amount that are classified as 0 and are actually 0 

    FP_adj = 0 

    FN_adj = 0 

     

    for i in range(len(class_labels)): 

        for j in range(len(class_labels[i])): 

            if class_labels[i][j] == 1 and act_labels[i][j] == 1: 

                TP = TP + 1 
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            if class_labels[i][j] == 1 and act_labels[i][j] == 0: 

                FP = FP + 1 

                if len(class_labels[i])>1: 

                    if j == 0: 

                        if act_labels[i][j+1] ==1: 

                            FP_adj = FP_adj +1 

                    if (len(class_labels[i])-1)> j > 0: 

                        if act_labels[i][j+1] ==1:  

                            FP_adj = FP_adj +1 

                        if act_labels[i][j-1]==1: 

                            FP_adj = FP_adj +1 

                    if j == (len(class_labels[i])-1): 

                        if act_labels[i][j-1] == 1: 

                            FP_adj = FP_adj+1 

            if class_labels[i][j] == 0 and act_labels[i][j] == 0: 

                TN = TN + 1                     

            if class_labels[i][j] == 0 and act_labels[i][j] == 1: 

                FN = FN + 1 

                if len(class_labels[i])>1: 

                    if j == 0: 

                        if class_labels[i][j+1] ==1: 

                            FN_adj = FN_adj +1 

                    if (len(class_labels[i])-1)> j > 0: 

                        if class_labels[i][j+1] ==1 or class_labels[i][j-1]==1: 

                            FN_adj = FN_adj +1 

                    if j == (len(class_labels[i])-1): 

                        if class_labels[i][j-1] == 1: 

                            FN_adj = FN_adj+1 

 

    total_TP = total_TP + TP 

    total_FP = total_FP + FP 

    total_TN = total_TN + TN 

    total_FN = total_FN + FN 

    total_FP_adj = total_FP_adj + FP_adj 

    total_FN_adj = total_FN_adj + FN_adj 

     

total = total_TP + total_FP + total_TN + total_FN     

avg_acc = (total_TP + total_TN)/(total_TP + total_FP + total_TN + total_FN) 

avg_error = 1 - avg_acc 

avg_prec = total_TP/(total_TP + total_FP) 

avg_recall = total_TP/(total_TP + total_FN) 

avg_F1 = 2*(avg_prec*avg_recall)/(avg_prec + avg_recall) 

avg_p = (((total_TP + total_FP)/total)*((total_TP + total_FN)/total))+(((total_TN + total_FP)

/total)*((total_TN + total_FN)/total)) 
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avg_Kappa = (avg_acc - avg_p)/(1-avg_p) 
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APPENDIX II 

REGULAR EXPRESSIONS 

The regular expression that are used in the preprocessing are given in this section. 
 
Initials of names: 
 

_text[sentence] = re.sub(r"(?<![a-zA-Z])([a-zA-Z]{1})[.]{1}(\s*[a-zA-Z]{2,})", r"\1 \2", inpu

t_text[sentence]) 

 
End of sentences understanding: 
 

# for lastword.Firstword for better seperation of sentences at sentence tokenization 

        input_text[sentence] = re.sub(r"(?<!\.)([a-zA-Z0-9]{1})([.?!:;\(\]\[\)])([A-Z]{1})(?!

[\.\)\s{1}])", r"\1\2 \3", input_text[sentence]) 

        # for word .Word 

        input_text[sentence] = re.sub(r"(\s+)([.?!:;])([a-zA-Z]{1})(?!\.)", r"\1\2 \3", input

_text[sentence]) 

Phone: 
 

input_text[sentence] = re.sub(r"\(?(0|(\+\d{2}|00\d{2}))(6)\)?(\s?\-?)(\d{2})(\s?\-

?)(\d{2})(\s?\-?)(\d{2})(\s?\-?)(\d{2})", r"#mobile", input_text[sentence]) 

 
Email: 

input_text[sentence] = re.sub(r"(\S+)([@])(\S+)([.nl.com.net.org])", r"#email", inp

ut_text[sentence]) 

 
Timeslot (e.g. 1999-2001) 

 

input_text[sentence] = re.sub(r"(\d{4})(\s*)([^\w.,?!\/\[\[\s\)\(])(\s*)(\d{4}|hede

n)", r"#period(\1\3\5)",  input_text[sentence]) 

 

Dates: 

input_text_sent_token[i] = re.sub(r"(\d{1,4})([\s]*)[/-]([\s]*)(\d{1,4})([\s]*)[/-]

([\s]*)(\d{1,4})", r"#date(\1-\4-\7)", input_text_sent_token[i]) 

 
Monetary Value: 
 

input_text_sent_token[i] = re.sub(r"([£$€])[\s*](\d*)", r"\1\2", input_text_sent_to

ken[i] ) 

match = re.match(r"[$£€](\d+)", input_text_word_token[i]) 

        if match: 
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                    input_text_word_token[i] = '#money('+ input_text_word_token[i] 

+')' 

Last Names: 
 

        for name in Last_Name_Multiple: 

            input_text[sentence]= re.sub(name + r"(\W|\Z)", name.replace(" ","_") + 

r"\1", input_text[sentence]) 

       

Word Phrase: 
 

for phrase in Phrases: 

            input_text[sentence]= re.sub(phrase + r"(\W|\Z)", phrase.replace(" ","_

") + r"\1", input_text[sentence])     

  

Punctuation Elimination: 

   

match4 = re.match(r"([a-zA-Z0-9]+)([^\w\s]+)", input_text_word_token[i]) 

       if match4: 

                    input_text_word_token[i]= re.sub(r"([a-zA-Z0-9]+)([^\w\s]+)", r

"\1", input_text_word_token[i]) 

             

match3 = re.match(r"([^\w\s<!#€£$]+)([a-zA-Z0-9]+)", input_text_word_token[i]) 

        if match3: 

             input_text_word_token[i]= re.sub(r"([^\w\s]+)([a-zA-Z0-9]+)", r"\2", i

nput_text_word_token[i])  

     


