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Notation index

Vectors are denoted by bold lowercase or uppercase letters or numbers.
Matrices are denoted by uppercase letters. Unless mentioned otherwise,
indexing of vectors and matrices starts at 0.

We sometimes abuse notation by using the bold vector notation for a
(change in) state of a Markov process that has more than two dimensions.

Aside from the number sets, all sets are denoted by calligraphic letters
such as A.

The argument of a (probability) generating function is z and the
argument of a Laplace(-Stieltjes) transform is ω.

0 vector of zeros of appropriate dimension
1{A} indicator function of the event A
1 vector of ones of appropriate dimension
α, β parameters of a product-form solution
(A)[i,j] matrix A with row i and column j removed
(A)i,j element (i, j) of matrix A
A−1 or (A)−1 inverse of a matrix A
Ac complement of a set A
C set of complex numbers
C+ set of complex numbers with positive real part
det(A) determinant of a matrix A
Ex[f(X(t))] expectation of a functional of X(t) given X(0) = x
ei vector of zeros of appropriate dimension with a 1 at

position i
G auxiliary matrix of the matrix-analytic method
Im(z) imaginary part of z ∈ C
i complex unit
Λn transition rate submatrices in a QBD process from

level i to level i+ n, independent of i

1



2 Notation index

Λ
(i)
n transition rate submatrices in a QBD process from

level i to level i+ n
N, N0 N = {1, 2, 3, . . .}, N0 = N ∪ {0}
Px(f(X(t))) probability of a functional of X(t) given X(0) = x
Q transition rate matrix of a Markov process
R rate matrix of the matrix-geometric method
R set of real numbers
Re(z) real part of z ∈ C
S state space of a Markov process
U , ∂U closed unit disc and unit circle
vᵀ transpose of a vector v
Z set of integer numbers
:= defined as
d
= equal in distribution
d→ convergence in distribution



1 | Introduction

Markov processes provide essential instruments for modeling and analyzing
a large variety of systems, including manufacturing systems, communi-
cation networks, traffic networks and service systems such as clinics or
hospitals. Markov processes often prove detailed enough to capture the
essential system dynamics, while remaining simple enough in terms of
mathematical structure to be amenable for theoretical analysis.

Markov processes fall under the umbrella of Stochastics, the branch
of mathematics that aims to establish rigorous statements about systems
that are inherently uncertain, and therefore subject to some degree of
randomness. A classical example is a queue, in which jobs need to wait
for service. The queue grows when new jobs arrive and shrinks when jobs
complete service. Queues occur virtually everywhere and can be seen as
stochastic systems subject to variability in arrivals and services. Under
certain assumptions, a queueing system can be modeled as a Markov
process.

In this thesis we are primarily interested in determining the equilibrium
distributions of Markov processes. The equilibrium distribution p charac-
terizes the long-term fractions of time that a Markov process spends in
each of the possible states. Without using any further structural properties,
finding the equilibrium distribution requires solving the balance equations

pQ = 0, (1.1)

where Q is the transition rate matrix. The linear system of balance
equations (1.1) is generally difficult to solve, especially when Q is an infinite
matrix. In this thesis we develop and extend methods for determining the
equilibrium distribution by exploiting structural properties that appear
due to the interaction between states. These methods are no brute-force
solvers of the large system of equations (1.1), but instead exploit recurring
structure in (1.1) to develop elegant solutions.

3



4 Chapter 1. Introduction

0 1 2 i− 1 i i+ 1
· · · · · ·

λ λ λ λ

µ µ µ µ

Figure 1.1: Transition rate diagram of the Markov process associated with
the simple queue.

A famous example where this structure plays a role is the Markov
process associated with the simplest possible queue that serves jobs at
an exponential rate µ and to which new jobs arrive at exponential rate λ.
Because of the exponential rates, at any moment in time only one event
can happen: a new arrival or a service completion. An arrival is sometimes
called a ‘birth’ and a service completion a ‘death’ and for that reason this
Markov process is a special case of a birth–and–death (BD) process. The
Markov process that describes the queue size evolves on the state space
{0, 1, 2, . . .} according to the rates in Figure 1.1. Figure 1.1 is called a
transition rate diagram and displays the states of the Markov process with
the arrows depicting the rates at which the process transitions from one
state to the other. Rate λ should be smaller than µ, otherwise the queue
will grow to infinity, and under this assumption, the balance equations are
given by

λp(0) = µp(1), (1.2a)
(λ+ µ)p(i) = λp(i− 1) + µp(i+ 1), i ≥ 1. (1.2b)

These balance equations together can be written as the system of linear
equations (1.1) with p =

[
p(0) p(1) p(2) · · ·

]
and Q the transition

rate matrix given by

Q =


−λ λ
µ −(λ+ µ) λ

µ −(λ+ µ) λ
. . . . . . . . .

 . (1.3)

We shall exploit additional structures that are hidden in the general matrix
equation (1.1). For the simple queue we know that Q is extremely sparse
and contains only elements on three diagonals. Moreover, the form of (1.2)
may allow an iterative solution. Indeed, using (1.2a) and setting ρ := λ/µ
we find that p(1) = ρp(0) and using (1.2b) that p(2) = ρp(1), and more
generally,

p(i) = ρp(i− 1) = ρ2p(i− 2) = · · · = ρip(0), i ≥ 0. (1.4)
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Since
∑
i≥0 p(i) = 1, we conclude that p(0) = 1− ρ to arrive at an elegant

solution in terms of powers of ρ:

p(i) = (1− ρ)ρi, i ≥ 0. (1.5)

Most of the Markov processes in this thesis are multi-dimensional, in
which case we encounter product forms of powers, for instance of the types
αiβj or matrix powers Ri (instead of scalar powers). While finding these
product forms will typically be less straightforward than in the case of
(1.5), we will often use ways to exploit recursive structures. Alternatively,
when these structures do not allow for an explicit product-form solution, we
develop exact recursive solution methods for determining the equilibrium
distribution.

In the remainder of this chapter we introduce three Markov processes
that are intended to familiarize the reader with the Markov processes
and solution methods that are introduced and developed in later chapters.
These illustrative examples identify the structures that we exploit and
show what types of solutions and techniques to expect. At the symbol
we explain how a later chapter relates to the process currently under
consideration and we summarize the contribution of that chapter. Since the
next chapters each provide a comprehensive literature overview, references
to the literature in this chapter are scarce.

1.1 Machine with setup times

Let us consider a machine processing jobs in order of arrival. Jobs arrive
according to a Poisson process with rate λ and the processing times are
exponential with mean 1/µ. For stability we assume that ρ := λ/µ < 1.
The machine is turned off when the system is empty and it is turned on
again when a new job arrives. The setup time is exponentially distributed
with mean 1/θ. Turning off the machine takes no time.

The state of the system at time t is X(t) := (X1(t), X2(t)) with X1(t)
representing the number of jobs in the system at time t and X2(t) describes
if the machine is turned off (0) or on (1) at time t. The process {X(t)}t≥0

is a Markov process with state space S := {(i, j) ∈ N0 × {0, 1}}. The
transition rate diagram is displayed in Figure 1.2. It looks similar to the
one for the simple queueing process of Figure 1.1, except that each state i
has been replaced by a set of states {(i, 0), (i, 1)}. This set of states is called
level i. A process with a similar transition structure as a BD process, but
with levels instead of single states, is called a quasi-birth–and–death (QBD)
process. In BD processes transitions are restricted to neighbouring states,
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X1(t)

X2(t)

1 2 3 4

1

0 λ λ λ λ

λ λ λ λ

θ θ θ θ
µ µ µµ · · ·

Figure 1.2: Transition rate diagram of the Markov process associated with
the machine with setup times.

while in QBD processes the transitions are restricted to neighbouring levels
(but larger transitions may be possible within levels).

Let p(i, j) denote the equilibrium probability of state (i, j). Clearly,
p(0, 1) = 0 since the process cannot transition to (0, 1). State (0, 1) is
included in the state space for notational convenience: all levels consist of
two states. From the transition rate diagram we obtain by equating the
flow out of a state and the flow into that state the balance equations

λp(0, 0) = µp(1, 1), (1.6a)
(λ+ θ)p(i, 0) = λp(i− 1, 0), i ≥ 1, (1.6b)
(λ+ µ)p(i, 1) = λp(i− 1, 0) + θp(i, 0) + µp(i+ 1, 1), i ≥ 1. (1.6c)

The structure of the equations (1.6) is closely related to the balance
equations (1.2) of the simple queueing system. This becomes more striking
by introducing vectors of equilibrium probabilities pi =

[
p(i, 0) p(i, 1)

]
and writing (1.6) in vector-matrix notation:

p0Λ
(0)
0 + p1Λ

(1)
−1 = 0, (1.7a)

pi−1Λ1 + piΛ0 + pi+1Λ−1 = 0, i ≥ 1, (1.7b)

where

Λ−1 =

[
0 0
0 µ

]
, Λ0 =

[
−(λ+ θ) θ

0 −(λ+ µ)

]
, Λ1 =

[
λ 0
0 λ

]
,

Λ
(0)
0 = −Λ1, Λ

(1)
−1 =

[
0 0
µ 0

]
.

We now present two methods for determining the equilibrium probabil-
ities of this Markov process known as the matrix-geometric method [116]
and the spectral expansion method [112].
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We first simplify the balance equations (1.7b) by eliminating the vector
pi+1. By equating the flow from level i to level i+ 1 to the flow from level
i+ 1 to level i we obtain

λ
(
p(i, 0) + p(i, 1)

)
= µp(i+ 1, 1), (1.8)

or, in vector-matrix notation,

piΛ
∗ = pi+1Λ−1, (1.9)

where
Λ∗ =

[
0 λ
0 λ

]
. (1.10)

Substituting relation (1.9) into (1.7b) produces

pi−1Λ1 + pi
(
Λ0 + Λ∗

)
= 0, i ≥ 1, (1.11)

which allows us to express pi in terms of pi−1:

pi = −pi−1Λ1

(
Λ0 + Λ∗

)−1
= pi−1R, (1.12)

where

R := −Λ1

(
Λ0 + Λ∗

)−1
=

[
λ
λ+θ

λ
µ

0 λ
µ

]
. (1.13)

Iterating (1.12) leads to the matrix-geometric solution

pi = p0R
i, i ≥ 0. (1.14)

Notice that this is very similar to the solution for the simple queueing
model, which is p(i) = p(0)ρi, i ≥ 0. Finally, p0 follows from the equations
(1.7a) and the normalization condition∑

(i,j)∈S
p(i, j) = p0(I −R)−11 = 1. (1.15)

The matrix R is critical in the matrix-geometric approach. It is
called the rate matrix and has an interesting (and useful) probabilistic
interpretation. Element (R)j,k is the expected time spent in state (i+ 1, k)
multiplied by −(Λ0)j,j before the first transition to a state in level i, given
the initial state (i, j). This immediately implies that rows of zeros in Λ1

lead to rows of zeros in R.

In Chapter 2 we study a queueing system with multiple servers and jobs
that require a longer service when they have to wait. To determine the
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equilibrium distribution of the Markov process associated with this queue-
ing system, we use the matrix-geometric approach. The interpretation of
the elements of R and the structure present in the transition rate diagram
simplifies the analysis considerably and allows for an exact determination
of R. We take the analysis a step further by developing a novel method
for determining the equilibrium probabilities for the boundary levels, i.e.,
the levels close to the origin that exhibit different transition behavior.

We now demonstrate the spectral expansion method. This method
first seeks solutions of the equations (1.7b) of the simple form

pi = xiy, i ≥ 0, (1.16)

where y =
[
y(0) y(1)

]
is a non-zero vector and |x| < 1. The latter is

required, since we want to be able to normalize the solution afterwards.
Substitution of this form into (1.7b) and dividing by common powers of x
gives

y
(
Λ1 + xΛ0 + x2Λ−1

)
= 0. (1.17)

So, the desired values of x are the roots inside the unit circle of the
determinant equation

det(Λ1 + xΛ0 + x2Λ−1) = 0. (1.18)

In this case we have

det(Λ1 + xΛ0 + x2Λ−1) = (λ− (λ+ θ)x)(µx− λ)(x− 1) = 0. (1.19)

From this determinant equation we see that the roots with |x| < 1 are

x1 =
λ

λ+ θ
, x2 =

λ

µ
. (1.20)

For k = 1, 2, let yk be the non-zero solution of

yk
(
Λ1 + xkΛ0 + x2

kΛ−1

)
= 0. (1.21)

Solving this linear system of equations gives the solutions

y1 =

[
1

−θx1

λ− (λ+ µ)x1 + µx2
1

]
, y2 =

[
0 1

]
. (1.22)

Note that, since the balance equations are linear, any linear combination of
the two simple solutions satisfies (1.7b). Now the final step of the spectral
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expansion method is to determine a linear combination that also satisfies
the boundary equations (1.7a). So we set

pi = c1x
i
1y1 + c2x

i
2y2, i ≥ 0, (1.23)

where the coefficients c1 and c2 follow from the boundary equations (1.7a)
and the normalization condition∑

(i,j)∈S
p(i, j) =

∞∑
i=0

(
c1x

i
1y1 + c2x

i
2y2

)
1 =

c1y11

1− x1
+
c2y21

1− x2
= 1. (1.24)

Since the balance equations are dependent, we may omit one of the
equations of (1.7a), and, for example, only use

0 = p(0, 1) = c1y1(1) + c2y2(1), (1.25)

together with the normalization condition to uniquely determine the
coefficients c1 and c2.

The matrix-geometric method and the spectral expansion method are
closely related: x1 and x2 are the eigenvalues of the rate matrix R and
y1 and y2 are the corresponding left eigenvectors. The computational
performance of the two methods can be quite different and dependent on
the load on the queueing system; see [82, 112, 136] for some comparative
studies. In this thesis we are not primarily interested in the numerical
aspects of the analysis techniques. Instead, we focus on the development
of existing and novel methods that exploit the structural properties of the
Markov process to derive elegant solutions for the equilibrium probabilities.

We study a class of Markov processes that live on a similar state space as
the QBD process in Chapter 3. This class models the dynamics of queueing
systems with a variety of features, including heterogeneous servers, batch
arrivals or services, and breakdown or setup times. Due to the structural
properties induced by these systems, we can decompose the finite one-
dimensional levels into levels with multiple finite dimensions, each with
fewer states. Then, to determine the equilibrium distribution, we use,
amongst other techniques, the spectral expansion method. We extend this
method by showing that it also applies to this class of processes and that
for each eigenvalue x each finite dimension has its own eigenvector y.

1.2 Single-server priority system

Consider a priority system with a single exponential server that serves
jobs of high and low priority arriving according to Poisson streams. High-
priority jobs are served before low-priority jobs; low-priority jobs are only
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served when there are no high-priority jobs in the system. Whenever a
high-priority job enters the system and a low-priority job is in service, the
low-priority job is removed from service and placed at the head of the line
while the high-priority job is immediately taken into service. This priority
rule is referred to as preemptive priority: the high-priority job preempts
the service of the low-priority job.

We distinguish the two job classes by numbering them: class-2 jobs have
preemptive priority over class-1 jobs. The arrival process of class-n jobs is
a Poisson process with rate λn. Each class-n job requires an exponentially
distributed service time with rate µn. Since the service requirements are
exponentially distributed and thus memoryless, the residual service time
of a class-1 job that was removed from service again has an exponential
distribution with the same rate µ1. Denote by ρn := λn/µn the amount of
work brought into the system per time unit by class-n jobs. For stability
we therefore require that ρ := ρ1 + ρ2 < 1.

Let Xn(t) be the number of class-n jobs in the system at time t and
denote the state of the system by X(t) := (X1(t), X2(t)). Then {X(t)}t≥0

is a Markov process on the state space S := N2
0. The transition rate

diagram is shown in Figure 1.3. We call the states (i, j) with both i, j ≥ 1
the interior states.

In contrast to the machine with setup times of Section 1.1, the current
process has two dimensions that are both countably infinite. This makes
the analysis of the equilibrium distribution arguably more difficult. On
the other hand, the analysis simplifies considerably because the process
can only move leftwards (in Figure 1.3) when there are no high-priority
jobs. Furthermore, this structure ensures that the equilibrium probability
associated with a state that is not on the horizontal axis does not directly
depend on the equilibrium probabilities associated with states positioned
to the right of it. The transition behavior in the vertical direction is
identical to the transition behavior of the simple queue, see Figure 1.1. We
demonstrate the use of these structural properties to obtain the equilibrium
distribution.

Denote the equilibrium probability of being in state (i, j) as p(i, j).
The balance equations for the interior of the state space are given for
i, j ≥ 1 by

(λ+ µ2)p(i, j) = λ1p(i− 1, j) + µ2p(i, j + 1) + λ2p(i, j − 1) (1.26)

with λ := λ1 + λ2. For the horizontal and vertical axis we have, for i ≥ 1,

(λ+ µ1)p(i, 0) = λ1p(i− 1, 0) + µ1p(i+ 1, 0) + µ2p(i, 1), (1.27)
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Figure 1.3: Transition rate diagram of the Markov process associated with
the single-server priority system.

and for j ≥ 1,

(λ+ µ2)p(0, j) = λ2p(0, j − 1) + µ2p(0, j + 1). (1.28)

Finally, the balance equation in the origin is

λp(0, 0) = µ1p(1, 0) + µ2p(0, 1). (1.29)

Since the server always works at unit rate whenever there is work to do,
p(0, 0) = 1− ρ.

We use the matrix-analytic method [102] to determine the equilibrium
probabilities. This method is generally applied to QBD processes with
a finite number of states per level, but it can also be applied to models
where this is not the case. Key to this method is the auxiliary matrix
G. For this model, we will work directly with the elements of the matrix
G. In particular, we use the probabilistic interpretation of these elements
together with the structure of the transition rate diagram to develop a
recursion for the equilibrium probabilities.

In the following we use the definition of phase j, which is the set of all
states with j high-priority jobs, i.e., {(0, j), (1, j), . . .}. Define gk to be the
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X1(t)
(i, 0) (i+ k, 0)

µ1 λ1

λ2gk

Figure 1.4: Transition rate diagram of the Markov process associated with
the single-server priority system censored to phase 0.

probability that, starting at phase j ≥ 1 in state (i, j), the first passage to
phase j − 1 occurs in state (i+ k, j − 1). These first passage probabilities
do not depend on the starting state due to the homogeneous transition
behavior in the interior of the state space. Moreover, since the process
cannot move leftwards in phases j ≥ 1, we know that g−1 = g−2 = · · · = 0.
A recursion for {gk}k≥0 can be developed by using a one-step analysis.
In a one-step analysis we condition on all possible states that can be
reached within one transition, given that the process starts in a particular
state, and invoke the strong Markov property to write the conditional
probabilities in terms of gk. This yields

g0 =
µ2

λ+ µ2
+

λ2

λ+ µ2
g2

0 , (1.30)

gk =
λ1

λ+ µ2
gk−1 +

λ2

λ+ µ1

k∑
l=0

gk−lgl, k ≥ 1. (1.31)

We now use the first passage probabilities to derive an expression
for the equilibrium probabilities in the interior of the state space. Let
an excursion refer to a sample path of the Markov process that starts
in phase j, reaches phases higher than j and ends on first passage to
phase j. The number of excursions per time unit that ends in state (i, j)
is µ2p(i, j + 1). Alternatively, this rate is also given by the number of
excursions starting from phase j per time unit that end in state (i, j).
The number of excursions per time unit that starts in state (i− k, j) is
λ2p(i− k, j), a fraction gk of which ends its excursion in (i, j). Since these
two rates are equal, we obtain the recursion

µ2p(i, j + 1) = λ2

i∑
k=0

p(i− k, j)gk, i, j ≥ 0. (1.32)

It remains to determine the equilibrium probabilities on the horizontal
axis. To that end, we censor the Markov process to phase 0. This leads
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to the transition rate diagram in Figure 1.4. For the censored Markov
process we can simply equate the number of transitions per time unit that
enter and leave the set {(0, 0), (1, 0), . . . , (i, 0)}, which yields

µ1p(i+ 1, 0) = λ1p(0, j) + λ2

i∑
k=0

p(i− k, 0)
(
1−

k∑
l=0

gl
)
. (1.33)

Starting from p(0, 0) = 1− ρ, all equilibrium probabilities can be obtained
through (1.32)–(1.33).

The above analysis of the equilibrium probabilities can be applied
to more general models. In particular, by extending this approach in
Chapter 4, we are able to analyze the same single-server priority system,
but with an arbitrary number of priority classes and class-dependent
service rates. Each priority class has one dimension in the Markov process.
So, N priority classes leads to an N -dimensional Markov process. The
structures that we exploit for the analysis of this model are the same as the
ones we use for the 2-class case: we use similar definitions of excursions and
appropriately define and develop recursions for first passage probabilities.

The queueing system itself can also be extended. In Chapter 5 we
analyze a multi-server priority queue with two priority classes. This
extension changes the transition rate diagram considerably: the horizontal
boundary of the single-server case is replaced by a semi-infinite strip of
states (similar to the state space of the QBD process) in the multi-server
case, which represents the states in which there are less high-priority jobs
than that there are servers. For this model we do not only determine the
equilibrium distribution, but also the Laplace transforms of the transition
functions P(X(t) = x | X(0) = (0, 0)) for each state x. Determining these
transforms for the states within the semi-infinite strip of states requires a
modification of the matrix-analytic method. Outside the semi-infinite strip
of states, the ‘only rightwards’ structure of the transition rate diagram
is used to develop explicit expressions in terms of the transforms for the
states within the semi-infinite strip of states.

1.3 Join-the-shortest-queue routing

Consider a queueing system consisting of two single-server queues in
parallel. Jobs arrive to the system according to a Poisson process with
rate 2ρ and join the shortest of the two queues. If the queue lengths are
equal, then the job joins either queue with equal probability. Each job
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Figure 1.5: Structure of the transition rate diagram of the Markov process
{X(t)}t≥0 associated with the join-the-shortest-queue system.

requires an exponentially distributed service time with rate 1. Once a job
has joined one of the two queues, it stays there until it has completed
service. Due to symmetry, ρ is the average amount of work brought into
each queue per time unit. We therefore require for stability that ρ < 1.

Let X1(t) and X2(t) be the number of jobs at the first and second queue
at time t. Denote the state of the system by X(t) := (X1(t), X2(t)). Then
{X(t)}t≥0 is a Markov process with state space S := N2

0. The transition
rate diagram is shown in Figure 1.5.

Figure 1.5 shows that the states on the diagonal (i, i), i ≥ 0 divide
the state space into regions with different transition structures. In each
state below the diagonal the first queue has more jobs and an arriving job
joins the second queue. For the states above the diagonal the situation
is reversed. So, the Markov process has an inhomogeneous transition
structure, which complicates the analysis of the equilibrium distribution.
We make the analysis easier by moving to a different state description
and using a symmetry argument. Define Y1(t) := min(X1(t), X2(t)) as
the minimum queue length at time t and Y2(t) := X2(t) −X1(t) as the
difference between the two queue lengths at time t. The state of the
system is now Y (t) := (Y1(t), Y2(t)) and the process {Y (t)}t≥0 is a Markov
process on the state space S ′ := N0 × Z. The transition rate diagram of
{Y (t)}t≥0 is shown in Figure 1.6. Under the assumption that the stability
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Figure 1.6: Structure of the transition rate diagram of the Markov process
{Y (t)}t≥0 associated with the join-the-shortest-queue system.

condition ρ < 1 holds, let p(m,n) denote the equilibrium probability of
{Y (t)}t≥0 being in state (m,n) ∈ S ′.

The join-the-shortest-queue policy does not favor any of the two servers,
so that the servers and queue indices are interchangeable. As a result,
the equilibrium probability that there are i jobs in the first queue and
j jobs in the second queue is equal to the equilibrium probability that
there are j jobs in the first queue and i jobs in the second queue. Hence,
p(m,n) = p(m,−n), n > 0 by symmetry. If we can calculate p(m,n) for
m,n ≥ 0, then we know the complete equilibrium distribution. Moreover,
from Figure 1.6 we see that p(0, n) can be written in terms of p(1, n− 1),
p(1, n), p(−1, n− 1) and p(−1, n). This observation leaves us to determine
p(m,n) for m ≥ 0, n ≥ 1.

Instead of presenting the balance equations and the details of the
analysis of the equilibrium distribution, we highlight and explain important
steps. To that end, we introduce the following terminology. We refer to
the states (m,n) with m ≥ 1 and n ≥ 2 as the interior states; to (m, 1)
with m ≥ 1 as the horizontal boundary; and to (0, n) with n ≥ 1 as the
vertical boundary.



16 Chapter 1. Introduction

We use the compensation approach [15] to determine the equilibrium
probabilities. This approach linearly combines product-form solutions
αmβn with 0 < |α|, |β| < 1 to construct the equilibrium probabilities.
Each product-form solution is chosen such that it satisfies the balance
equations of the interior states. If we substitute p(m,n) = αmβn into the
balance equations of the interior states and divide by common powers, we
obtain

0 = α2 + 2ρβ2 + αβ2 − 2(1 + ρ)αβ. (1.34)

The initial product-form solution is given by

p(m,n) = h0α
m
0 β

n
0 , (1.35)

where h0 is some coefficient and α0 and β0 are roots of (1.34) that satisfy
0 < |α0|, |β0| < 1. Moreover, these roots α0 and β0 are selected in such a
way that (1.35) is the unique solution that satisfies the balance equations
of the states in the interior and on the horizontal boundary. However,
it does not satisfy the balance equations on the vertical boundary. To
compensate for the error introduced on this boundary, we perform a
vertical compensation step. That is, we add the product-form solution
v0α

m
1 β

n
0 to the initial solution (1.35), where v0 is a coefficient that is

chosen such that
p(m,n) = h0α

m
0 β

n
0 + v0α

m
1 β

n
0 (1.36)

satisfies the balance equations on the vertical boundary. The parameter α1

is the unique root of (1.34) for a fixed β = β0 that satisfies 0 < |α1| < |β0|.
The solution (1.36) does not satisfy the balance equations on the

horizontal boundary. Since the term h0α
m
0 β

n
0 satisfies these balance

equations, we deduce that the error is introduced by the term v0α
m
1 β

n
0 .

In a horizontal compensation step we compensate for the error on the
horizontal boundary. We add the product-form solution h1α

m
1 β

n
1 to (1.36),

where h1 is a coefficient that is chosen such that

p(m,n) = h0α
m
0 β

n
0 + v0α

m
1 β

n
0 + h1α

m
1 β

n
1 (1.37)

satisfies the balance equations on the horizontal boundary. The parameter
β1 is the unique root of (1.34) for a fixed α = α1 that satisfies 0 < |β1| <
|α1|.

Similarly to the vertical compensation step, the horizontal compensa-
tion step results in a linear combination that does not satisfy the balance
equations on the vertical boundary. The procedure is repeated: each hori-
zontal compensation step is followed by a vertical compensation step and
each vertical compensation step is followed by a horizontal compensation
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step. We ultimately obtain the countably infinite linear combination of
product-form solutions

p(m,n) =

∞∑
i=0

hiα
m
i β

n
i +

∞∑
i=0

viα
m
i+1β

n
i , m ≥ 0, n ≥ 1. (1.38)

The last steps of the compensation approach are to show that the two
series in (1.38) converge absolutely, so that we know that the error terms
on each boundary converge sufficiently fast to zero; and showing that

∞∑
m=0

∞∑
n=1

| p(m,n) | <∞. (1.39)

Proving (1.39) shows that the solution can be normalized to produce the
equilibrium distribution.

We have (sometimes implicitly) used the structure of the transition
rate diagram and the symmetry of the queueing system multiple times
throughout this analysis. Due to symmetry we can restrict our analysis to
the positive quadrant of the transition rate diagram of {Y (t)}t≥0. In the
interior of the state space, transitions are only possible to neighbouring
states and there are no transitions to the North, North-East, and East.
These structural properties ensure that the balance equations associated
with the interior states have a product-form solution that can be normalized
and satisfies αi, βi → 0 as i→∞.

In Chapter 6, we consider a queueing system with two single-server
queues with different exponential service rates and a routing policy that
mimics the join-the-shortest-queue policy by taking into account the
difference in service rates. The Markov process associated with this
queueing system can be transformed to have a state space and transition
rate diagram that are quite similar to the one shown in Figure 1.6, but
with a finite third dimension. We extend the compensation approach
to determine the equilibrium distribution of the Markov process on this
three-dimensional state space.

In a more general setting in Chapter 7, we analyze a queueing system
with two single-server queues with generally distributed service times with
different means and a processor-sharing service discipline. Arriving jobs
are routed according to a routing policy that mimics the join-the-shortest-
queue policy by taking into account the difference in mean service times.
We use the results from Chapter 6 in combination with a single-queue
approximation to approximate key performance measures.
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1.4 Outline of this thesis

The remaining chapters of this thesis are all based on separate journal
or conference publications. The contents of these chapters are identical
to the publications, except for some notational changes. Brief summaries
have already been given in this chapter in the comments starting with the

symbol. The consecutive chapters are, in order of appearance, based on
[125], [122, 126], [134], [127], [124], and [123].



2 | The snowball effect of
customer slowdown

Based on [125]

Customer slowdown describes the phenomenon that a customer’s service
requirement increases with experienced delay. In healthcare settings,
there is substantial empirical evidence for slowdown, particularly when a
patient’s delay exceeds a certain threshold. For such threshold slowdown
situations, we design and analyze a many-server system that leads to a
two-dimensional Markov process. Analysis of this system leads to insights
into the potentially detrimental effects of slowdown, especially in heavy-
traffic conditions. We quantify the consequences of underprovisioning due
to neglecting slowdown, demonstrate the presence of a subtle bistable
system behavior, and discuss in detail the snowball effect: A delayed
customer has an increased service requirement, causing longer delays for
other customers, who in turn due to slowdown might require longer service
times.

19
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2.1 Introduction

The phenomenon of customer slowdown describes the fact that a cus-
tomer’s service requirement increases with the customer’s experienced
delay. While the operations management literature is largely built on the
assumption that service times are independent of delay, a growing num-
ber of empirical studies—predominantly in healthcare settings—provide
evidence for situations where slowdown occurs. This empirical evidence
calls for the development of stochastic models that take into account slow-
down, in order to not only assess its impact on the performance of service
operations, but also to gain understanding of the fundamental changes
that slowdown brings to system behavior. The fundamental changes that
are discovered through the modeling of the customer slowdown effect can
be used to dimension service systems that are designed to handle the
additional source of variability and uncertainty.

A large body within the healthcare operations literature investigates
the impact of workload on service times of patients. A canonical example
in this domain is the admission of patients to the intensive care unit (ICU).
There is substantial empirical evidence for slowdown in such settings:
delays in receiving appropriate care can result in adverse effects such as
an increased length of stay in the ICU [38, 39, 40, 120, 121, 130]. Since
ICUs are typically heavily used and subject to unforeseen circumstances,
delays in admitting patients are the rule rather than the exception, which
makes the slowdown effect potentially threatening. A delayed patient
that requires a longer service time will increase the overall workload of
the system, thereby causing longer delays for other patients, who in turn
due to slowdown might require longer service. This triggers a snowball
effect, with an impact that is hard to assess without having a detailed
understanding of the global system behavior that takes into account the
subtle dependencies among customers due to slowdown. Particularly
when a system like an ICU is designed to operate under heavy-traffic
conditions, the neglect of slowdown might lead to underprovisioning and
severe performance degradation.

Critical care systems such as an ICU are typically modeled as multi-
server systems that operate in heavy-traffic regimes [22, 71]. The patients
are the customers, the beds are the servers, and the performance analysis
of the multi-server systems gives insight into the patient flow. We shall
consider a Markovian multi-server system with the additional feature of
slowdown. A detailed analysis of this system gives insight into the key
features of slowdown, in particular when compared against multi-server
systems without slowdown.
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2.1.1 A threshold slowdown system

Slowdown can be modeled as a non-increasing function µ(·) that describes
the rate of service as a function of the queue length seen upon arrival.
That is, a customer meeting n customers upon arrival will receive service
with rate µ(n), regardless of arrivals and departures after the customer
has joined the system. Note that, since the number of customers seen
on arrival can be translated into an expected delay, the service rate can
also be interpreted as a non-increasing function of the expected delay.
Assuming a service rate that is a function of the state of the system, leads
to a so-called state-dependent queueing system.

The majority of the empirical studies on slowdown has focused on a
threshold slowdown: if a patient’s delay surpasses a certain threshold,
he will receive a longer service time and otherwise he receives a service
of regular length. In terms of the slowdown function, this means that
µ(n) = µH if n ≤ N and µ(n) = µL if n > N with µH > µL. Note that the
expected delay is translated to a number of customers n met on arrival and
compared against the threshold N . The definition of the threshold varies
across different medical conditions and situations. In [38] it is argued that
a critically ill patient awaiting transfer from the emergency department
to the ICU is labeled as delayed if the patient has waited longer than 6
hours. Delayed patients on average have an ICU length of stay that is
1 full day longer than the non-delayed average length of stay. Similar
conclusions are drawn in [121] for the same situation in different hospitals.
However, [121] uses a threshold of 8 hours. Both studies [38, 121] establish
a strong correlation between the delay a patient experiences in receiving
an assigned bed and the ICU length of stay. Depending on the medical
condition, the delay threshold can be in the order of minutes, such as for
cardiac arrest patients [40]; hours, as seen in [38, 121]; or even days, such
as the 2 day delay in receiving surgery [130], or a 3 day threshold of delay
for pneumonia patients [120]. An encompassing study is performed in [39],
where it is empirically verified that the slowdown effect is prevalent across
multiple hospitals and patient conditions.

We shall adopt the model in [39], which is a multi-server model with
a threshold service rate function µ(·). Customers arrive according to a
Poisson process with rate λ, have an exponential service requirement, and
are served by c servers. Due to the threshold, we then distinguish between
two types of customers: those who were taken into service immediately
upon arrival (non-delayed) and those who have experienced delay (delayed).
We set the threshold to N = c so that non-delayed customers are served
with a high service rate µH and delayed customers are served with a
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Figure 2.1: Transition rate diagram of the threshold slowdown system.

low service rate µL with µH > µL. Indeed, in that case, delays cause a
longer service time. Denote by X1(t) ∈ N0 the total number of customers
in the system at time t; by X2(t) ∈ {0, 1, . . . , c} the number of non-
delayed customers in service at time t; and the state of the system as
X(t) := (X1(t), X2(t)). The process {X(t)}t≥0 is a two-dimensional
Markov process. We have the loads ρH = λ/(cµH) and ρL = λ/(cµL). The
system is stable when ρL < 1. When µH = µL the model reduces to the
standardM/M/c system. The load of the slowdown system is described by
ρ = (1− P(W > 0))ρH + P(W > 0)ρL, where W is the equilibrium waiting
time, so that P(W > 0) is the delay probability. Figure 2.1 displays the
state space and the transition rate diagram. In [39], approximations are
derived for key performance indicators that give insight into the slowdown
effect. Based on parameter values calibrated from real ICU dataflows, the
approximations in [39] indicate that the slowdown effect can be substantial,
and should not be ignored in critical care systems that operate in heavy
traffic.

This two-dimensional Markov process can be used to investigate the
impact of slowdown, both qualitatively and quantitatively, in particular
in comparison with the widely applied M/M/c system (which neglects
slowdown). While the focus in [39] lies on approximations for small to
moderate-sized systems (ICUs of 6 and 15 beds), we focus on exact and
asymptotic results, both for finite c and the regime c→∞ and ρ ↑ 1. With
exact results we refer to determining the equilibrium distribution of the
Markov process using a numerically stable algorithm. This algorithm allows
us to compute the exact two-dimensional equilibrium distribution for not
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only small but also large systems. Asymptotic results give rise to accurate
approximations for the dimensioning of large systems in heavy traffic.
Particularly, we are interested in the effect of slowdown in the Quality–and–
Efficiency driven (QED) regime [77]. As it turns out, the way to establish
non-degenerate limiting behavior for a multi-server system with slowdown
in a QED-type regime is by letting ρL approach 1 and µH approach µL as
c→∞. We find that this scaling window is such that the probability of
delay converges to a value that lies strictly in the interval (0, 1), which is
a manifestation of non-degenerate limiting behavior. As pointed out in
[39], deriving exact results becomes mathematically challenging because
determining the equilibrium distribution of the Markov process involves
high-dimensional matrix inversion. To relieve this computational burden
of a large state space (particularly for large c), we exploit the fact that
the Markov process has a block diagonal structure in the interior states
(states with more than c customers in the system), which allows for an
exact solution using matrix-geometric techniques. This technique typically
relies on iterative algorithms that solve a non-linear matrix equation.
For our model, we are able to find an exact solution for this matrix
equation, which then immediately renders the problem of computing the
equilibrium probabilities of the interior states computationally tractable,
also for large c, see Section 2.4.1. What remains is the computation of
the equilibrium probabilities of the boundary states (states with c or less
customers in the system). We introduce a novel approach that computes
the exact equilibrium probabilities of the boundary states by exploiting
the transition structure and by introducing first-passage probabilities. A
detailed description of this approach can be found in Section 2.4.2.

2.1.2 On the relation with operator slowdown

Slowdown can refer to customer slowdown and operator slowdown. Cus-
tomer slowdown refers to an increase of a customer’s service requirement,
caused by the delay experienced by that customer. Operator slowdown
refers to a service rate that decreases with the workload present in the
system. Operator slowdown usually occurs in large service systems, such
as call centers, due to fatigued operators [51]. However, it is also common
in medical applications under high workload, where care providers have
to multitask and share (now crowded) central resources such as computer
terminals [27]. The key difference is that customer slowdown starts with
an individual delayed customer, and affects all customers behind this
customer, while a decreased service rate in operator slowdown affects all
customers that are in service. Customer slowdown therefore typically
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requires a more detailed state description, making it harder to analyze
than operator slowdown. In this chapter we indeed focus on customer
slowdown, but we make comparisons with operator slowdown in several
places.

Operator slowdown under Markovian assumptions leads to a one-
dimensional Markov process, which is more tractable than our two-
dimensional process and is furthermore amenable to fluid analysis. In [51]
anM/M/c-type model with operator slowdown is investigated. Additional
properties in [51] are customer abandonments and state-dependent service
rates. We make a comparison with [51] by extending our base model to also
include customer abandonments in Section 2.2.2. Both slowdown models
exhibit a bistable behavior in which the models alternate between two dom-
inant regions. For the customer slowdown model, however, this behavior
is more subtle than for the operator slowdown model (see Section 2.2.2).

Both customer and operator slowdown fall into the broad category of
queueing systems with state-dependent service rates, like for instance an
M/G/1 system with state-dependent service rates [81]. In [28], the optimal
admission policy is studied for an M/G/1 system with service rates that
increase with the workload below a certain threshold and decrease with
the workload above this threshold. State-dependent queueing systems
also arise when arrival and/or service rates are dynamically controlled
to minimize average cost per time unit, see, e.g., [24, 68, 141]. All these
examples concern operator slowdown.

2.1.3 Structure of the chapter

The chapter is structured as follows. Based on a detailed analysis of
the two-dimensional Markov process in Figure 2.1, we identify three key
features of threshold slowdown systems:

1. Severe performance degradation due to the snowball effect;

2. A subtle bistable system behavior;

3. The existence of non-degenerate limiting behavior in a QED-type
heavy-traffic regime.

We discuss these three features in Section 2.2. The first two features were
identified by using the equilibrium distribution of the two-dimensional
Markov process. Section 2.3 introduces the model in greater detail and
Section 2.4 describes how we solve for its equilibrium distribution using
matrix-geometric methods and some properties of regenerative processes.
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The QED-type heavy-traffic regime is outlined in Section 2.5. We conclude
in Section 2.6 and present some supporting results in the appendix.

2.2 Key features of threshold slowdown systems

Unless stated otherwise, we assume a stable system, i.e., ρL < 1. We refer
with Xn to the equilibrium version of Xn(t).

2.2.1 Performance degradation

We first present a detailed description of the snowball effect caused by
slowdown and then assess the adverse effects for system performance.

For explanation purposes, we refer with busy periods and idle periods
to the excursions of the process {X(t)}t≥0 above and at level c, and below
level c, respectively. Hence, during busy periods, newly arriving customers
will experience delay and are thus subject to slowdown. An example
sample path of idle and busy periods is given in Figure 2.2, where we plot
the total number of customers in the system X1(t) at time t. Compared
with an M/M/c system without slowdown (with a high service rate µH),
the busy period in the time interval (9300, 10000) is relatively long, due to
the slowdown of delayed customers that reinforces, through other delayed
customers, the persistence of the busy period. Such busy periods are
essentially equivalent to busy periods in an M/M/c system with a low
service rate µL. These excursions during which congestion levels are high
occur relatively frequently due to the snowball effect that triggers them,
and this leads to severe performance degradation, particularly in heavy
traffic.

This performance degradation is visible in Figure 2.3, which displays for
the same parameter values as in Figure 2.2 the equilibrium distribution of
the total number of customers in the system X1 of the threshold slowdown
system. This equilibrium distribution is calculated using the numerical
scheme that is discussed in Section 2.4. We also plot the equilibrium
distribution of an M/M/c system with uniform service rate µH (the fast
system) and with uniform service rate µL (the slow system). We append
the subscripts H, or L to variables to indicate that they belong to the
M/M/c system with high service rate, or low service rate, respectively.
We see that the distribution of the slowdown system peaks around the
same point as the fast system, but that the tail behavior of the slowdown
system is more comparable to the slow system (which can be attributed to
the snowball effect and long busy periods). Such a fat tail obviously has
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Figure 2.2: Sample path of the total number of customers in the system
with c = 15, λ = c and loads ρH = 0.7 and ρL = 0.98.

µH µL λ P(W > 0) c∗H c∗ P(W > 0) c∗H c∗

1 0.9 10 0.1 16 16 0.5 12 13
12 18 18 14 15
15 22 22 18 19
20 27 28 23 24

1 0.7 10 0.1 16 17 0.5 12 15
12 18 19 14 18
15 22 23 18 22
20 27 30 23 29

Table 2.1: Minimal number of servers c∗H (fast system) and c∗ (threshold
slowdown system) required to achieve a certain P(W > 0).

severe consequences for performance, and in Figure 2.3 we see for instance
that the mean number of customers in the system increases considerably
due to slowdown.

The neglect of slowdown might lead to underprovisioning. Table 2.1
provides an example in which we search for the number of servers c that
are required to achieve a certain delay probability. Naturally, the threshold
slowdown model requires equally many or more servers as required by
the fast system with uniform service rate µH. In particular, differences
between the required number of servers in the fast model and the threshold
slowdown model seem to increase with the delay probability, with the ratio
µH/µL and with the arrival rate λ.

Another indicator for substantial slowdown effect is the difference
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E[X1,H] E[X1] 3c E[X1,L]

0.05

0.1

fast system
slow system
slowdown system

Figure 2.3: Equilibrium distributions of the total number of customers in
the system for systems with and without slowdown. Parameter values are
c = 15, λ = c, ρH = 0.7 and ρL = 0.98. The expected number of customers
in the systems are E[X1,H ] ≈ 10.8, E[X1] ≈ 34.5 and E[X1,L] ≈ 59.4.

ρ − ρH, as we will show in the next subsection. This difference is the
increase in load caused by the slowdown effect with respect to the load of
the fast system.

2.2.2 A subtle bistable behavior

The threshold slowdown system behaves as the fast system below the
threshold, and as the slow system above the threshold. However, for many
relevant parameter settings, neither the fast nor the slow system provides
a good approximation for the slowdown system. The reason is that the
slowdown system in fact is a rather intricate mixture of both systems as
will be explained in this subsection.

We start by examining the two-dimensional equilibrium distribution,
which typically consists of two dominant regions: region 1 with only non-
delayed customers and no customers waiting, and region 2 with delayed
(slowdown) customers in service only and many waiting customers. Region
1 thus complies with the fast system and region 2 with the slow system.
An important parameter that determines whether region 1 or region 2 is
dominant is ρH. A low to moderate ρH makes region 1 dominant, which
suggests using the fast system as a proxy. A high load ρH makes region 2
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more important, and in fact, when ρH approach 1, the slow system will
be a good approximation. See the two examples in Figure 2.4(a) and
(d). Notice here that for a system with a high delay probability, i.e.,
Figure 2.4(d), the increase in load ρ − ρH due to the slowdown effect is
small, since both loads ρH and ρL are large and comparable. In contrast,
the increase in load in Figure 2.4(a) is much larger.

Arguably the most natural scenario, when ρH is high but not extremely
high, say ρH ∈ (0.7, 0.9), gives a less clean picture. Then the slowdown
system is a mixture of the fast and slow systems, under the right condition
that ρL is decisively larger than ρH. A good example is ρH = 0.8 and
ρL = 0.98, as can be seen in Figure 2.4(c). By increasing the load ρL

busy periods become longer, causing the shift in probability mass towards
region 2 and increasing the severity of the slowdown effect in terms of
ρ− ρH as is witnessed in Figure 2.4(b)–(c).

Our slowdown system thus has a subtle bistable behavior, which rises
to the surface when both ρH and ρL − ρH are substantial but not extreme.
A more extreme bistability effect would occur when ρL could become larger
than 1. We therefore next discuss two extensions of our model that allow
for ρL ≥ 1:

(i) A threshold slowdown system with a finite waiting room;

(ii) A threshold slowdown system with customer abandonments.

System (i) can have at most N customers in the system and is therefore
inherently stable. When ρL ≥ 1 and ρH is sufficiently small the system
will alternate between periods during which the process settles in the
high-occupancy states around N , and periods in low-occupancy states
below c. This gives rise to bistable behavior, and for some parameter
ranges even leads to a bimodal distribution as seen in Figure 2.5(a). This
bimodality can be explained by the fact that for ρL ≥ 1, the process has
two clear points of attraction: the state N and the state ρHc where the
rate of arriving and departing customers is approximately equal. Note that
our original slowdown system has only one point of attraction, because
ρH < ρL < 1.

System (ii) assumes that waiting customers abandon the system after
an exponential time with mean 1/δ. Because the total abandonment rate
scales linearly with the number of waiting customers, also this system is
inherently stable. For ρL ≥ 1 it has two points of attraction: one below
c, and one above c precisely where the total rate of arriving customers
equals the rate of departing (abandoning and served) customers. For
ρL ≥ 1 this process alternates between the two points of attraction as is
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c 2c

c

X1

X2

(a) ρH = 0.6, ρL = 0.98, ρ− ρH = 0.123 and P(W > 0) = 0.32.

c 2c

c

X1

X2

(b) ρH = 0.8, ρL = 0.9, ρ− ρH = 0.047 and P(W > 0) = 0.46.

c 2c

c

X1

X2

(c) ρH = 0.8, ρL = 0.98, ρ− ρH = 0.144 and P(W > 0) = 0.80.

c 2c

c

X1

X2

(d) ρH = 0.95, ρL = 0.98, ρ− ρH = 0.027 and P(W > 0) = 0.90.

Figure 2.4: For c = 15, the contour plot shows where the equilibrium
probability mass is located (darker colour means more mass).
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shown in Figure 2.5(b). This system is closely related to the operator
slowdown system with abandoning customers considered in [51]. In [51],
the bistability effect was also observed, where the two points of attraction
were identified explicitly. Explicitly characterizing the two points of
attraction in the customer slowdown model is more difficult due to the
two-dimensional nature of the system.

2.2.3 Scaling limits

So far we increase either the number of servers or the arrival rate. We
continue by examining a scaling of both parameters at the same time. It is
well known in the literature that for G/M/c queues, one should scale the
arrival rate or the number of servers such that the load ρ(c) ∼ 1− ξ/√c
as c → ∞ to achieve QED performance [77]. In terms of our model
parameters, the scaling is then as follows:

λ(c) = cµL(1− ξ/√c), (2.1)

with constant ξ > 0 and c > ξ2 to guarantee a positive arrival rate λ(c).
By applying (2.1) to our multi-server system with slowdown one finds that
we establish so-called Quality–Driven (QD) performance. QD performance
refers to a very high quality of service, e.g., the probability of delay goes
to 0 and many servers are idle. This might be undesirable in view of
unnecessary operational costs (overdimensioning). The reason for QD
performance is that since µH > µL we have ρH < 1 in the limit for c→∞.
This ensures that the system stabilizes around a state with relatively
low occupancy and with only non-delayed customers in service and no
customers waiting in the system. To obtain QED system behavior we set
the high service rate according to

µ
(c)
H = µL(1 + ζ/

√
c), (2.2)

with constant ζ > 0. Note that now µ
(c)
H /µL ↓ 1 for c → ∞ and thus

ρ
(c)
H also goes to 1. We refer to the combination of (2.1) and (2.2) as a

QED-type regime. The reason for this choice of scaling becomes clear
when we examine the load of the slowdown system with c servers

ρ(c) =
(

1− ξ√
c

)1 + P(W (c) > 0) ζ√
c

1 + ζ√
c

, (2.3)

which shows that ρ(c) ↑ 1 as c→∞. Compared to the standard scaling
of the load in G/M/c queues, the load in the customer slowdown model
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(a) A finite buffer that limits the total number of
customers in the system to N . Here, c = 81, N = 93
and ρH = 0.8.

0 c 2c 3c 4c 5c
0

0.02
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δ = 0.05
δ = 0.2
δ = 0.35
δ = 0.5

(b) Allowing customers to abandon the queue with
rate δ. Here, c = 36, ρH = 0.7 and ρL = 1.2.

Figure 2.5: Two extensions of the multi-server system with slowdown
that exhibit, for a narrow range of parameter values, a bistability effect
that is visible in the bimodal marginal distribution of the total number of
customers in the system.
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Figure 2.6: Probability to wait for the fast, slow, and customer slowdown
system. For all three systems, the scaling (2.1) and (2.2) is used with
(ξ, ζ) = (0.5, 0.5).

approaches 1 slower as it is multiplied by the second term in (2.3). Fig-
ure 2.6 depicts the probability of delay as a function of c, which indeed
shows that the probability of delay converges to a value in (0, 1) as c tends
to infinity and is bounded from above and below by the probabilities of
delay of the fast and the slow system.

Using stochastic coupling techniques, we related the two-dimensional
process to two one-dimensional processes that serve as a stochastic lower
and upper bound (at the process level in terms of stochastic domination).
These two related processes are the fast and the slow system introduced
earlier. The bounding processes provide sharp approximations for the
two-dimensional process. For both bounding processes, we show that in
the QED-type regime, the probability of delay converges to a value strictly
in between 0 and 1, and this then also holds for the two-dimensional
process. Hence, this provides strong evidence for the existence of a non-
trivial stochastic-process limit. Formally establishing the existence and
characterizing this stochastic-process limit is a challenging open problem,
because the limiting process is likely to be two-dimensional as well, and
classical techniques to prove stochastic-process limits [143] do not seem to
carry over easily.
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2.2.4 Insights

Here we summarize the insights obtained in this section.
Customer slowdown of the threshold type leads to severe performance

degradation, particularly in heavy traffic. Compared to a system without
slowdown, the busy periods are relatively long due to the slowdown of
delayed customers that reinforces the persistence of the busy period. We
refer to this effect as the snowball effect, which describes the correlated
service times when customers are delayed. Further, for a relatively high
load ρH, we find that the threshold slowdown system is a mixture of the
fast and slow systems. This mixture effect is visible in the two-dimensional
equilibrium distribution, where it manifests itself as two dominant regions
in terms of probability mass – a subtle bistable effect. Finally, by using
a QED-type scaling for the arrival rate and the fast service rate µH, we
have shown that a non-degenerate limit behavior occurs as the number of
servers increases.

2.3 Model description

Recall that X1(t) ∈ N0 is the total number of customers in the system at
time t; X2(t) ∈ {0, 1, . . . , c} is the number of non-delayed customers in
the system at time t; and the state of the system is X(t) := (X1(t), X2(t)).
Note that X1(t) ≥ X2(t). Then, {X(t)}t≥0 is an irreducible Markov
process with countably infinite state space S := B ∪ I, where

B := {(i, j) ∈ N2
0 : 0 ≤ i < c, 0 ≤ j ≤ i}, (2.4)

I := {(i, j) ∈ N2
0 : i ≥ c, 0 ≤ j ≤ c}. (2.5)

The set B represents the boundary states and the set I the interior states.
For an interior state (i, j) with i > c, we have the following transition

rates:

• From (i, j) to (i+ 1, j) with rate λ, 0 ≤ j ≤ c;

• From (i, j) to (i− 1, j) with rate (c− j)µL, 0 ≤ j ≤ c;

• From (i, j) to (i− 1, j − 1) with rate jµH, 1 ≤ j ≤ c.

The transition rate diagram of {X(t)}t≥0 is shown in Figure 2.1.
Define level i as the set of all states with a total of i customers in the

system. Now we have the following alternative description of the transition
rates. The matrices Λn contain the transition rates from level i to level
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i + n with i > c. Let I be the identity matrix of size c + 1. Then the
matrices Λn are given by Λ1 = λI,

Λ0 = −


λ+ cµL

λ+ (c− 1)µL + µH

. . .
λ+ cµH

 , (2.6)

and

Λ−1 =



cµL

µH (c− 1)µL

2µH

. . .

. . . µL

cµH 0

 . (2.7)

By assumption ρH < ρL, and we have the following condition for the
Markov process to be positive recurrent.

Lemma 2.1. The Markov process is positive recurrent if and only if

ρL < 1. (2.8)

Proof. We require that the mean drift in the negative direction is larger
than the mean drift in the positive direction; see Neuts’ mean drift condi-
tion [116, Theorem 1.7.1]. This gives

πΛ11 < πΛ−11, (2.9)

where 1 is a column vector of ones of size c + 1, π is the solution of
π
∑1
n=−1 Λn = 0 with π1 = 1. We clearly have π =

[
1 0 · · · 0

]
and

thus the result follows.

2.4 Obtaining the equilibrium distribution

Assume that (2.8) holds and denote by p(i, j) the equilibrium probability
of being in state (i, j).

The balance equations for the interior states are obtained by equating
the rate out of and into an interior state (i, j), yielding, for i > c, 0 ≤ j ≤ c,

(λ+ jµH + (c− j)µL)p(i, j) = λp(i− 1, j) + (c− j)µLp(i+ 1, j)

+ (j + 1)µHp(i+ 1, j + 1), (2.10)
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where by convention p(i, c+ 1) = 0. Equations (2.10) are referred to as
the interior equations. The balance equations for states with i ≤ c are
called the boundary equations.

The equilibrium probabilities of the interior states are determined using
matrix-geometric methods that search for the solution to a non-linear
matrix equation. Exploiting structural properties of the Markov process,
we derive explicit solutions for these matrices. For similar explicit results
using matrix-geometric methods, see [104, 105, 85]. Next, we solve the
boundary equations. Since we want to be able to solve the equilibrium
distribution also for large c, solving the (c+1)(c+2)/2 boundary equations
using Gaussian elimination might become computationally cumbersome.
We therefore present a more sophisticated algorithm that exploits the
structure of the state space and the explicit matrix solution.

2.4.1 Interior equations

Let pi =
[
p(i, 0) p(i, 1) · · · p(i, c)

]
, and rewrite the balance equations

(2.10) of the interior as

pi−1Λ1 + piΛ0 + pi+1Λ−1 = 0, i > c. (2.11)

The rate matrix R is defined as the minimal non-negative solution of
the non-linear matrix equation (see [116, Theorem 3.1.1])

Λ1 +RΛ0 +R2Λ−1 = 0. (2.12)

It can be shown that the equilibrium probabilities satisfy

pi = pcR
i−c, i ≥ c. (2.13)

Since the transition matrices are all lower triangular, so is the rate matrix
R. Notice that R2 is again a lower triangular matrix with elements
(R2)i,j =

∑i
k=j(R)i,k(R)k,j for i ≥ j.

Equation (2.12) consists of (c+1)2 separate equations. For the diagonal
elements we have

λ− (λ+ (c− j)µL + jµH)(R)j,j + (c− j)µL(R)2
j,j = 0, j < c, (2.14)

λ− (λ+ cµH)(R)c,c = 0, j = c, (2.15)

where (R)j,j in (2.14) is obtained as the minimal non-negative solution.
The minimal non-negative solution of (2.14) is contained in the interval
(0, 1), because for (R)j,j = 0 the left-hand side of (2.14) is positive, for
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(R)j,j = 1 the left-hand side of (2.14) is negative, and we are dealing with a
continuous function. Interestingly, (R)0,0 = ρL and (R)j,j is monotonically
decreasing in j. For each element on the subdiagonals we have a linear
equation with solution

(R)i,j =
( i−1∑
k=j+1

(R)i,k(R)k,j(c− j)µL +

i∑
k=j+1

(R)i,k(R)k,j+1(j + 1)µH

)
·
(
λ+ (c− j)µL + jµH −

(
(R)i,i + (R)j,j

)
(c− j)µL

)−1

, (2.16)

for j = i−d, d ≤ i ≤ c and d = 1, 2, . . . , c. In (2.16) we use the convention
that

∑i1
i=i0

f(i) = 0 if i1 < i0. Equations (2.14)–(2.16) fully describe the
rate matrix R.

Recall that a lower triangular matrix is non-singular if it has all non-
zero elements on the diagonal. Thus, the matrix R is non-singular and
also I − R is non-singular. The inverse of I − R is required to compute
the equilibrium probabilities, as the normalization of the equilibrium
distribution partially follows from pc(I +R+R2 + · · · )1 = pc(I −R)−11.
The elements of the inverse are given by

((I −R)−1)j,j =
1

(I −R)j,j
, 0 ≤ j ≤ c, (2.17)

((I −R)−1)i,j = −
i−1∑
k=j

(I −R)i,k
(I −R)i,i

((I −R)−1)k,j , 0 ≤ j < i ≤ c. (2.18)

Instead of searching for R, one can also search for the auxiliary matrix
G of the matrix-analytic method, defined as the minimal non-negative
solution of the non-linear matrix equation

Λ−1 + Λ0G+ Λ1G
2 = 0. (2.19)

The matrices R and G are related as Λ1G = RΛ−1 and thus G = Λ−1
1 RΛ−1,

which exists since Λ1 is a diagonal matrix.

2.4.2 Boundary equations

The boundary equations can be represented as a set of (c+ 1)(c+ 2)/2
linear equations, which can be solved using Gaussian elimination with an
arithmetic complexity of O(c6) [62, Chapter 10]. By exploiting the struc-
ture of the boundary equations one can reduce the arithmetic complexity
to O(c4). In short, we wish to embed the Markov process on level c for
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Figure 2.7: A visual clarification of the triangular set of states T(k,l).

which we need the return probabilities when jumping to a higher level
(the matrix G), combined with the return probabilities when jumping
to a level below (yet to be determined). This allows us to compute the
non-normalized equilibrium probabilities of the states in level c. Then, we
recursively compute the remaining boundary probabilities starting from
level c− 1, working our way down to level 0, leading to a non-normalized
equilibrium distribution. Finally, the normalized equilibrium distribution
follows by summing over all states and dividing the non-normalized version
of the equilibrium distribution by the resulting sum.

To this end we introduce two first passage probabilities. To aid the
derivation of these probabilities we introduce subsets of B, indexed by
a state (k, l) ∈ B. We identify the triangular set of states T(k,l) to the
South-West of the state (k, l), more specifically,

T(k,l) := {(i, j) ∈ N2
0 : k − l ≤ i ≤ k − 1, 0 ≤ j ≤ i− (k − l)}, (2.20)

see Figure 2.7 for a graphical explanation. Recall that phase j represents
the set of all states that satisfy X2(t) = j.

We now treat one of the two first passage probabilities that will be
used in the construction of the second first passage probability. Denote by
θk(i, j) the first passage probability to phase j+1 in state (i+ 1−k, j+1),
where the Markov process starts in state (i, j) ∈ T(c,c−k). By a one-step
analysis we obtain for (i, j) ∈ T(c,c),

θ0(i, j) =
λ

λ+ (i− j)µL + jµH(1− θ0(i− 1, j − 1))
, (2.21)
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and for (i, j) ∈ T(c,c−k), k > 0,

θk(i, j) =
(i− j)µLθk−1(i− 1, j) + jµH

∑k
l=1 θl(i− 1, j − 1)θk−l(i− l, j)

λ+ (i− j)µL + jµH(1− θ0(i− 1, j − 1))
.

(2.22)
Note that θ0(i, i) = 1, which means that if the Markov process reaches a
state on the main diagonal, it eventually always reaches state (c, c).

Let ψ(k,l)(i, j) be the first passage probability to level k in state (k, l),
where the Markov process starts from state (i, j) ∈ T(k,l). We express
these first passage probabilities in terms of θk(i, j) as follows

ψ(k,l)(i, j) =

i+1∑
m=j+1

θi+1−m(i, j)ψ(k,l)(m, j + 1), (i, j) ∈ T(k,l). (2.23)

The computation of the first passage probabilities ψ is the most time
consuming step in the derivation of the boundary probabilities. Equa-
tion (2.23) is evaluated for a total of c(c+ 1)(c+ 2)(c+ 3)/24 combinations
of (i, j) and (k, l), leading to an arithmetic complexity of O(c4).

Let Ψ be a matrix with elements (Ψ)j,k := ψ(c,k)(c− 1, j). The balance
equations of the Markov process embedded at level c are

pc
(
Λ−1Ψ + Λ0 + Λ1G

)
= 0. (2.24)

One solves this homogeneous set of equations using the numerically stable
Grassmann version of the Gaussian elimination algorithm [70] to obtain
the equilibrium probabilities at level c. This solution is not normalized.

In order to obtain the remaining boundary probabilities, one embeds
the Markov process on the levels i, i+ 1, . . . , c, . . . with i < c, for which
we derive the following balance equations:

p(i, j)
(
λ+ (i− j)µL + jµH(1− θ0(i− 1, j − 1))

)
= p(i+ 1, j)(i+ 1− j)µL + p(i+ 1, j + 1)(j + 1)µH

+

j−1∑
k=0

p(i, k)(i− k)µLψ(i,j)(i− 1, k)

+

j−1∑
k=1

p(i, k)kµHψ(i,j)(i− 1, k − 1), 0 ≤ j ≤ i. (2.25)

One recursively solves (2.25) by first computing p(i, 0), followed by p(i, 1),
et cetera, until p(i, i) is computed. Then, the remaining boundary prob-
abilities follow by solving (2.25) for i = c − 1, c − 2, . . . , 1. Finally, the
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probability of having an empty system is found by examining the balance
equation in state (0, 0), so that

p(0, 0) = (p(1, 0)µL + p(1, 1)µH)/λ. (2.26)

Recall that the equilibrium probabilities of level c are not normalized.
Thus, the obtained equilibrium distribution of the boundary and interior
states (obtained through (2.13)) is yet to be normalized. The normalized
equilibrium distribution follows by dividing each non-normalized equilib-
rium probability by the sum over all states

∑
(i,j)∈B p(i, j) +pc(I−R)−11.

Using the equilibrium distribution, one can now obtain performance
measures such as the delay probability

P(W > 0) =

∞∑
i=0

pc+i1 = pc(I −R)−11, (2.27)

or the mean queue length

E[Q] =

∞∑
i=0

ipc+i1 = pcR(I −R)−21. (2.28)

2.4.3 Extensions

We next describe how to obtain the equilibrium distribution of the slow-
down model with (i) a finite buffer; or (ii) customer abandonments.

Finite buffer

The transition rate diagram of the slowdown system with a finite buffer is
identical to the one shown in Figure 2.1 but truncated at level N . Recall
that we defined the matrices Λn to contain the transition rates from level
i to level i + n; since we now introduced the finite buffer, we restrict i
as c < i ≤ N . At level N , the matrix containing the transition rates to
level N − 1 remains unchanged and is still Λ−1. The only difference is
that there are no jumps in the positive direction and thus Λ1 does not
exist and therefore the matrix Λ0 changes at level N , now indexed by a
superscript N and given by Λ

(N)
0 = Λ0 + Λ1.

The balance equations in vector-matrix form are given by

pi−1Λ1 + piΛ0 + pi+1Λ−1 = 0, c < i < N, (2.29)

pN−1Λ1 + pNΛ
(N)
0 = 0. (2.30)
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We now have the following relation, see [53, Section 2.2],

pi = pi−1Ri, c < i ≤ N, (2.31)

where Ri is a level-dependent rate matrix with identical interpretation as
the standard rate matrix of the matrix-geometric approach. One can now
solve for the rate matrix RN by manipulating (2.30) as follows

pN = −pN−1Λ1

(
Λ

(N)
0

)−1
= pN−1RN . (2.32)

Note that Λ
(N)
0 is a diagonal matrix with negative elements and is therefore

indeed non-singular. The remaining rate matrices are found from (2.29) as

pi = −pi−1Λ1

(
Λ0 +Ri+1Λ−1

)−1

= pi−1Ri, c < i < N. (2.33)

The matrix Λ0 +Ri+1Λ−1 is lower triangular with negative elements on
the diagonal and is therefore non-singular; for the proof of this statement,
see [33, p. 519].

This leaves us to compute pc and the equilibrium probabilities of the
boundary states. We do so with the approach we have derived earlier for
the slowdown system with an infinite buffer. The missing ingredients are
the first passage probabilities from level c+ 1 to level c, which are found
through the relation

Gi = Λ−1
1 RiΛ−1, i > c. (2.34)

Note that the auxiliary matrices Gi are level-dependent and have the same
interpretation as the standard auxiliary matrix in the matrix-analytic
approach. Thus, we substitute the level-dependent matrix Gc+1 for G in
(2.24) and are able to compute the complete equilibrium distribution.

Customer abandonments

The base model is appended by adding transitions with rate mδ from
state (c + m, j) to state (c + m − 1, j) for m > 0. These transitions
model a waiting customer abandoning the queue. By appending the base
model with these transitions a level-dependent QBD (LDQBD) process is
created. We use solution techniques for LDQBD processes as presented in
[33, 99] to compute the equilibrium distribution of the semi-infinite strip
of states and once again use the earlier derived technique to compute the
equilibrium distribution of the boundary states. We briefly sketch the
solution approach here.
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The aggregated abandonment rate depends on the number of customers
waiting in the queue. This leads to level-dependent transition rate matrices
which we label with a superscriptm, such that Λ

(m)
n describes the transition

rates from level c+m to level c+m− n with m ≥ 0. The transition rate
matrices are given by Λ

(m)
1 = Λ1, Λ

(m)
0 = Λ0−mδI and Λ

(m)
−1 = Λ−1 +mδI.

The solution approach is based on the same premise as for the finite
QBD process case, namely

pi = pi−1Ri, i > c, (2.35)

where Ri is a level-dependent rate matrix with identical interpretation as
the standard rate matrix of the matrix-geometric approach.

The following is explained in greater detail in [33]. Since generally only
numerical solutions can be found for the Ri matrices of LDQBD processes,
one resorts to computing the sequence {Ri}c<i≤N∗ , where N∗ is chosen
“large enough”. By [33, Lemma 1] we have the explicit expression

Ri =

∞∑
j=0

U ji

j−1∏
k=0

Dj−1−k
i+2j−k , i > c, (2.36)

where U ji and Dj
i are matrices defined recursively and are a function of

the level-dependent transition matrices. Truncating the infinite sum in
(2.36), one computes RN∗ . The remaining rate matrices then follow from
the standard relation

Ri = −Λ
(i−c−1)
1

(
Λ

(i−c)
0 +Ri+1Λ

(i−c+1)
−1

)−1
, i > c. (2.37)

Note that the inverse exists.
As in the finite buffer case, this leaves us to compute pc and the

equilibrium probabilities of the boundary states. Once again, the first
passage probabilities Gc+1 are needed and follow from (2.34). Then, we
substitute the level-dependent matrix Gc+1 for G in (2.24) and are able
to compute the complete equilibrium distribution.

2.5 A QED-type regime

We next analyze the behavior of the multi-server queueing system in-
corporating slowdown for large c and ρL ↑ 1 by considering a sequence
of queues, indexed by c. We write (X1(t), X2(t)) = (X

(c)
1 (t), X

(c)
2 (t)),

λ = λ(c), µH = µ
(c)
H , and ρL = ρ

(c)
L . Without loss of generality we keep µL

constant and assume throughout that µ(c)
H > µL.
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Let P(W (c) > 0) denote the probability that a customer has to wait
in a threshold slowdown system with c servers. We will identify a regime
in which P(W (c) > 0) → P(W > 0) ∈ (0, 1) so that the limiting system
displays non-degenerate behavior, as in the classical QED regime. In order
to do so, we introduce a random variable X(c)

1,H(t) that represents the total
number of customers at time t in an M/M/c queue where all customers
are served with the high service rate µ(c)

H . As we have done before, we
refer to this queueing system as the fast system. Let the random variable
X

(c)
1,L(t) represent the total number of customers at time t in an M/M/c

queue where all customers are served with the low service rate µL. We
refer to this queueing system as the slow system.

For two real-valued random variables A and B, we say that A stochas-
tically dominates B if, for all x,

P(A ≤ x) ≤ P(B ≤ x), (2.38)

and for some x,
P(A ≤ x) < P(B ≤ x), (2.39)

and we denote this as A � B. The following result is proved in Ap-
pendix 2.A.

Lemma 2.2. X(c)
1,L(t) � X(c)

1 (t) � X(c)
1,H(t).

We next introduce the scaling

λ(c) = cµL − ξµL

√
c, (2.40)

µ
(c)
H = µL(1 + ζ/

√
c), (2.41)

with constants µL, ξ, ζ > 0 and c > ξ2. Note that µ(c)
H /µL ↓ 1 for c→∞.

We refer to the scaling (2.40) and (2.41) as a QED-type scaling regime.
We introduce the scaled random variables

D(c)(t) :=
X

(c)
1 (t)− c√

c
, D

(c)
H (t) :=

X
(c)
1,H(t)− c√

c
, D

(c)
L (t) :=

X
(c)
1,L(t)− c√

c
.

(2.42)
Note that Lemma 2.2 also holds for the scaled random variables: D(c)

L (t) �
D(c)(t) � D(c)

H (t). The following lemma is proved in Appendix 2.B.

Lemma 2.3. If D(c)
H (0) = d

(c)
H and DH(0) = dH a.s. with d(c)

H → dH, and
D

(c)
L (0) = d

(c)
L and DL(0) = dL a.s. with d

(c)
L → dL, then for c → ∞,

and for every t ≥ 0, the scaled random variables D(c)
H (t)

d→ DH(t) and
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D
(c)
L (t)

d→ DL(t), where the infinitesimal means of the diffusion processes
are given by

mH(x) =

{
µL(−ξ − ζ − x), x ≤ 0,

µL(−ξ − ζ), x > 0,
mL(x) =

{
µL(−ξ − x), x ≤ 0,

−ξµL, x > 0,

(2.43)
and constant infinitesimal variances σ2

H(x) = σ2
L(x) = 2µL.

Remark 2.4. Both processes {DH(t)}t≥0 and {DL(t)}t≥0 behave as an
Ornstein-Uhlenbeck process below zero and a reflected Brownian motion
above zero.

Corollary 2.5. The probability density functions of the equilibrium ver-
sions DH(∞) and DL(∞) are given by

fDH(x) =

{
CH

φ(x+ξ+ζ)
Φ(ξ+ζ) , x ≤ 0,

(1− CH)(ξ + ζ)e−(ξ+ζ)x, x > 0,
, (2.44)

fDL(x) =

{
CL

φ(x+ξ)
Φ(ξ) , x ≤ 0,

(1− CL)ξe−ξx, x > 0,
(2.45)

with

CH =
ξ + ζ

ξ + ζ + φ(ξ+ζ)
Φ(ξ+ζ)

, CL =
ξ

ξ + φ(ξ)
Φ(ξ)

, (2.46)

and φ(x) and Φ(x) the probability density function and cumulative density
function of the standard normal distribution.

Proof. Since we are dealing with piecewise-linear diffusion processes, one
computes the probability density functions using [34, Sections 1 and 4].

Remark 2.6. The equilibrium distribution of the diffusion process related
to the fast system is equal to the distribution of the limiting random
variable of the sequence (X

(c)
1,H(∞)− c)/√c as shown in [77, Corollary 2],

which establishes that an interchange of limits is allowed. Thus, one can
use X(c)

1,H(∞) ≈ c+DH(∞)
√
c. The same applies for the slow system.

Corollary 2.7. The limiting probability of delay in the slowdown system
P(W (c) > 0) → P(W > 0) ∈ (0, 1) for c → ∞ and can be bounded as
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follows(
1 + ξ

Φ(ξ)

φ(ξ)

)−1

= P(WH > 0)

≥ P(W > 0)

≥ P(WL > 0) =
(

1 + (ξ + ζ)
Φ(ξ + ζ)

φ(ξ + ζ)

)−1

. (2.47)

Proof. The limiting probability of delay in the fast system is computed
from the distribution of DH(∞) as

P(WH > 0) =

∫ ∞
0

fDH(x)dx = 1− CH ∈ (0, 1) (2.48)

and identically for the slow system to get P(WL > 0) = 1 − CL ∈ (0, 1).
Using Lemma 2.2 we find that these are lower and upper bounds on the
limiting delay probability P(W > 0), respectively.

2.6 Conclusion

We have studied a threshold slowdown system in a Markovian setting.
The threshold slowdown system incorporates a slowdown effect in which
customers that are delayed require a longer service time. A delayed
customer requiring a longer service time will increase the overall workload
in the system, therefore causing longer delays for other customers, who in
turn due to slowdown also require a longer service time. We refer to this
phenomenon as the snowball effect. The snowball effect has been shown to
be the leading cause of a severe performance degradation and the neglect
of slowdown might lead to underprovisioning. A subtle bistable behavior
is witnessed for slowdown systems with relevant parameter settings: the
slowdown system either has only non-delayed customers and no customers
waiting, or only delayed customers with many customers waiting, switching
between configurations over time. We have introduced a QED-type regime
for the many-server slowdown system and established non-degenerate
limiting behavior. The snowball effect has been shown to persist in this
QED-type regime.

2.A Proof of Lemma 2.2

The proof is based on a coupling argument and follows the same reasoning
as [39, Appendix B]. We distinguish between two cases: (i) X(c)

1,L(t) �
X

(c)
1 (t); and (ii) X(c)

1 (t) � X(c)
1,H(t).
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(i) Assume that both queues see a common arrival process. Let the
service time for the i-th arriving customer in the slow system be BL(i);
the corresponding service time in the slowdown model is then either
B(i) = BL(i) or B(i) = µL/µ

(c)
H BL(i) depending on whether the slowdown

model has high (c or more customers in the system) or low congestion (less
than c customers in the system) upon arrival of the i-th customer. Finally,
we assume that both systems start empty. Let W (i) and WL(i) denote
the waiting time of the i-th arriving customer before beginning service in
the slowdown and slow system, respectively. We have the following result.

Lemma 2.8. WL(i) ≥ W (i) a.s. for all i. Moreover, X(c)
1,L(t) ≥ X

(c)
1 (t)

a.s. for all t.

Proof. Let us prove the first statement using induction and fix an arbitrary
event in the sample space leading to a sample path of the process. Since
we start with an empty system, observe that for the first customer we
have WL(1) = W (1) = 0. Assume that the statement is true for the j-th
arriving customer and consider the (j + 1)-th arriving customer. For the
sake of contradiction assume WL(j + 1) < W (j + 1). When customer j + 1
starts service in the slow system:

• There are at most c−1 customers among the first j arriving customers
present in the slow system.

• At least c customers from among the first j arriving customers are
still present in the slowdown system since customer j + 1 has not
yet started service in the slowdown system.

From these two observations we conclude that there is a customer among
the first j arriving customers that finished service strictly earlier in the
slow system than in the slowdown system. However, due to the coupling
we have B(i) ≤ BL(i), i = 1, 2, . . . , j and thus we have a contradiction.
We have consequently established that WL(i) ≥W (i) for all i. Recall that
we fixed an arbitrary event and thus it holds for all sample paths. The
latter statement of the proposition follows immediately.

Lemma 2.8 indeed shows that X(c)
1,L(t) � X(c)

1 (t).
(ii) This case follows using the exact same reasoning as for case (i) and

we thus omit the proof.
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2.B Proof of Lemma 2.3

The following proof is based on the proof in [93, Proposition 3.2]. We first
describe convergence in distribution for a general sequence of birth–and–
death processes and apply these results to our processes of interest.

Define {A(c)(t)}t≥0 as a continuous-time birth–death process with state
space S(c) = {a(c)(i) : 0 ≤ i < ∞}, where a(c)(i) is increasing in i and
limi→∞ a(c)(i) = a(c)(∞). Then let

e(c)(x) = arg sup
i∈N0

{a(c)(i) : a(c)(i) ≤ x}, x ∈ [a(c)(0), a(c)(∞)). (2.49)

Denote by λ(c)(a(c)(i)) and µ(c)(a(c)(i)) the birth and death parameters
associated with state a(c)(i). The infinitesimal mean and variance of the
process {A(c)(t)}t≥0 are given by

m(c)(x) = λ(c)(e(c)(x))
(
a(s)(e(s)(x) + 1)− a(s)(e(s)(x))

)
− µ(s)(e(s)(x))

(
a(s)(e(s)(x))− a(c)(e(c)(x)− 1)

)
, (2.50)(

σ2
)(c)

(x) = λ(c)(e(c)(x))
(
a(c)(e(c)(x) + 1)− a(c)(e(c)(x))

)2

+ µ(c)(e(c)(x))
(
a(c)(e(c)(x))− a(c)(e(c)(x)− 1)

)2

, (2.51)

whenever x ∈ [a(c)(0), a(c)(∞)).
Stone’s theorem [88, Theorem 5.1] then establishes convergence in

distribution of the sequence of Markov processes to a limiting diffusion
process.

Theorem 2.9. (Stone) Let A(c)(0) = a(c) and A(0) = a a.s., with
a(c) → a. Then the following two conditions are sufficient for A(c) d→ A
as elements of D[0,∞):

(i) S(c) becomes dense in R as c→∞;

(ii) For every compact subinterval E of R

lim
c→∞

m(c)(x) = m(x), lim
c→∞

(
σ2
)(c)

(x) = σ2(x), (2.52)

uniformly for x ∈ E.

We first focus on the fast system with scaled process {D(c)
H (t)}t≥0

and state space S(c)
H = {(i − c)/√c : i ∈ N0}. Naturally, limc→∞ S(c)

H is
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dense in R, by which we mean that ∀x ∈ R,∀ε > 0,∃c > 0 such that
inf

y∈S(c)
H
|x − y| < ε, thus satisfying condition (i) of Theorem 2.9. Note

that for this state space e(c)(x) = bc+ x
√
cc, x ∈ [−√c,∞).

Now, use that for the fast (and slow) system the expression a(c)(e(c)(x)+
1) − a(c)(e(c)(x)) in (2.50) and (2.51) is equal to 1/

√
c to obtain the

infinitesimal mean and variance of the process {D(c)
H (t)}t≥0 as

m
(c)
H (x) =

{
1√
c

(
λ(c) − bc+ x

√
ccµ(c)

H

)
, x ≤ 0,

1√
c

(
λ(c) − cµ(c)

H

)
, x > 0,

(2.53)

(
σ2

H

)(c)
(x) =

{
1
c

(
λ(c) + bc+ x

√
ccµ(c)

H

)
, x ≤ 0,

1
c

(
λ(c) + cµ

(c)
H

)
, x > 0.

(2.54)

We use the scaling (2.40) and (2.41) to obtain

m
(c)
H (x) =

{
µL

(
−ξ − bc+x

√
cc

c ζ + c−bc+x√cc√
c

)
, x ≤ 0,

µL

(
−ξ − ζ

)
, x > 0,

(2.55)

(
σ2

H

)(c)
(x) =

{
µL

(
1 + bc+x√cc

c − ξ√
c

+ bc+x√cc
c

ζ√
c

)
, x ≤ 0,

µL

(
2− ξ−ζ√

c

)
, x > 0.

(2.56)

By requiring that limc→∞m
(c)
H (x) and limc→∞

(
σ2

H

)(c)
(x) are finite, we

indeed find that ξ and ζ can be any value larger than 0. For every compact
subinterval E of R, limc→∞m

(c)
H (x) = mH(x) and limc→∞

(
σ2

H

)(c)
(x) =

σ2
H(x) uniformly for x ∈ E . Thus, condition (ii) of Theorem 2.9 is satisfied

and D(c)
H (t)

d→ DH(t).
Next we turn to the slow system with the associated scaled process

{D(c)
L (t)}t≥0. Its state space is equal to S(c)

H and thus in the limit for
c→∞ also dense in R. Using the scaling as proposed in (2.40) and (2.41),
the infinitesimal mean and variance of the process {D(c)

L (t)}t≥0 are

m
(c)
L (x) =

{
µL

(
−ξ + c−bc+x√cc√

c

)
, x ≤ 0,

−ξµL, x > 0,
(2.57)

(
σ2

L

)(c)
(x) =

{
µL

(
1 + bc+x√cc

c − ξ√
c

)
, x ≤ 0,

µL

(
2− ξ√

c

)
, x > 0.

(2.58)

For every compact subinterval E of R, limc→∞m
(c)
L (x) = mL(x) and

limc→∞
(
σ2

L

)(c)
(x) = σ2

L(x) uniformly for x ∈ E . Again, conditions (i) and
(ii) of Theorem 2.9 are satisfied and D(c)

L (t)
d→ DL(t).





3 | Product-form solutions for
a class of Markov processes

Based on [122, 126]

Motivated by queueing systems with heterogeneous parallel servers, we
consider a class of structured multi-dimensional Markov processes whose
state space can be partitioned into two parts: a finite set of boundary states
and a structured multi-dimensional set of states, exactly one dimension
of which is infinite. Using separation of variables, we show that the
equilibrium distribution, typically of the queue length, can be represented
as a linear combination of product forms. For an important subclass of
queueing systems, we characterize explicitly the waiting time distribution
in terms of mixtures of exponentials.

49
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3.1 Introduction

Motivated by queueing systems with heterogeneous parallel servers, we
introduce a class of structured multi-dimensional Markov processes with
one infinite dimension. While most research on multi-server queueing
systems focuses on identical, or homogeneous servers, our class includes
multi-server queueing systems with non-identical, or heterogeneous servers.

Among the key examples of queueing systems included in this class
are heterogeneous parallel servers with batch arrivals and service times
consisting of two exponential phases (e.g. Erlang-2 [128], Coxian-2 [30],
hyperexponential-2 [48, 49]), multi-server queueing systems with service
interruptions [114], setup times [23, 66] or batch service [11], and a single
exponential server fed by a superposition of independent, interrupted
Poisson processes. Such queueing systems naturally arise in manufacturing,
where jobs may arrive in batches, to be subsequently processed on multiple
parallel batch machines. These machines can be non-identical, differing in
processing speed and processing variability and may require setup time
after having been idle. For an overview of stochastic models, and queueing
models in particular, for manufacturing systems we refer to [36].

The class of structured multi-dimensional Markov processes presented
in this chapter is an extension of the one in [10]. Whereas [10] deals with
identical parallel servers, we allow for non-identical parallel servers and
batch arrivals. For this extended class we will determine the equilibrium
distribution using a separation of variables technique. This technique
allows us to express the equilibrium distribution, typically of the queue
length, as a linear combination of product forms (in terms of eigenval-
ues, and eigenvectors of the finite dimensions). Alternative methods to
determine the equilibrium distribution for structured multi-dimensional
Markov processes are the matrix-geometric method [116] and the spec-
tral expansion method [112]. The matrix-geometric method expresses
the equilibrium distribution in terms of the rate matrix R, which is the
minimal non-negative solution of a non-linear matrix equation. When R
is diagonalizable, the parameters of the product forms of the separation
of variables technique are the eigenvalues and left eigenvectors of R. The
spectral expansion method treats the balance equations as a homogeneous
vector difference equation with constant coefficients, and by substituting
product forms, reduces to a single characteristic matrix polynomial for all
eigenvalues.

By employing separation of variables, however, the single equation
for all eigenvalues can be decomposed into a system of equations for
(much) fewer eigenvalues. Furthermore, we can express the equilibrium
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distribution as a linear combination of product forms, the parameters of
which can be obtained explicitly. Moreover, for an important subclass
of queueing systems, we are able to obtain explicitly the waiting time
distribution in terms of mixtures of exponentials.

3.1.1 Motivating examples

We present three motivating examples that fall within the class of processes
considered in this chapter. The first two examples are extensions of exam-
ples in [10]. The third example serves as a running example throughout
the chapter.

Example 3.1. (Parallel heterogeneous servers with Erlang-2 services)
This example is an extension of the class of Markov processes presented
in [10] by allowing different service behavior for each server. Jobs arrive
according to a Poisson process with rate λ. Jobs are served FCFS by
c heterogeneous servers. The service time of server i consists of two
exponential phases, both with mean 1/µi.

Example 3.2. (The MX/M/c queue with service interruptions) This
example considers the same class as in [10], but now allowing for batch
arrivals. Jobs arrive in batches of sizes that range from 1 to K. Batches of
size k arrive according to a Poisson process with rate λk. Jobs are served
FCFS by c identical parallel servers. Each server, when operative, serves
jobs with rate µ. However, servers are subject to breakdowns. The times
that servers are operative are exponentially distributed with parameter θ.
The repair times are exponentially distributed with parameter ν.

Example 3.3. (Parallel heterogeneous servers with hypoexponential-2
service times and Poisson batch arrivals [48, 49]) This example serves
as a running example throughout the chapter. We consider a queueing
model that incorporates both extensions mentioned above. Jobs arrive
in batches of sizes that range from 1 to K. Batches of size k arrive
according to a Poisson process with rate λk. Jobs are served FCFS by c
parallel heterogeneous servers. The service time of server i consists of two
exponential phases with mean 1/µ1,i and 1/µ2,i, respectively.

3.1.2 Description of the class of processes

We consider a class of irreducible multi-dimensional Markov processes on
the state space S := B ∪ I with B a finite set and I defined by all states
q = (q0, q1, . . . , qc) with q0 ∈ N0 and qi ∈ {0, 1}, i = 1, 2, . . . , c. The set
B serves to describe possibly less structured boundary behavior. For all
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qi

q0

1
c2,i

b−1,i

a−2,i
a1,i

d2,id−2,i

B

Figure 3.1: Transition rate diagram of the process in the (q0, qi)-plane.

three motivating examples of Section 3.1.1, the set B consists of the states
with one or more idle servers. In this chapter we primarily focus on the
analysis of the structured infinite set of states I. The determination of the
probabilities in the finite set B is of minor importance and not discussed
here.

In the q0-dimension, we allow for jumps in the negative direction of
any size, whereas jumps in the positive direction are of maximum size K
with K some finite positive integer. We call the states in B and the states
with q0 < K the boundary states. For the states in B we assume that no
transitions to states with q0 ≥ K are possible, i.e., the only way to enter
the states q0 ≥ K from the set B is via the states with q0 < K.

Transitions in the (q0, qi)-plane with q0 ≥ 0 are assumed to be indepen-
dent of transitions in other (q0, qj)-planes, j 6= i. This allows us to describe
in isolation the transition structure on this two-dimensional (q0, qi)-plane.
More specifically, for the states with q0 ≥ 0, the following transitions in
the (q0, qi)-plane are possible, with k = −q0,−q0 + 1, . . . ,K:

• From (q0, 0) to (q0 + k, 1) with rate ak,i.

• From (q0, 0) to (q0 + k, 0) with rate bk,i.

• From (q0, 1) to (q0 + k, 1) with rate ck,i.

• From (q0, 1) to (q0 + k, 0) with rate dk,i.

• From (q0, qi) to the states in B with total rate
∑−q0−1
k=−∞

(
(1−qi)(ak,i+

bk,i) + qi(ck,i + dk,i)
)
.

Hence, transitions from (q0, ·) are only possible to states (q, ·) with q ≤
q0 + K. The transition rate diagram of the (q0, qi)-plane is shown in
Figure 3.1.

We assume that the Markov process is ergodic and denote by p(q)
the equilibrium probability of being in state q. One of the main results
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obtained in this chapter is the following expression for the equilibrium
distribution in terms of a linear combination of 2cK product forms:

p(q) =

2cK∑
j=1

ξjα
q0
0,jβ

q1
1,j · · ·βqcc,j , q ∈ I, (3.1)

where α0,j , βi,j and ξj are possibly complex-valued constants. We are able
to establish (3.1) for the case K = 1, and also for K ≥ 1 provided the
Markov process is symmetric, by which we mean that the transition rate
diagram of each (q0, qi)-plane is identical. More specifically, by symmetry
we mean that, for given k all ak,i, i = 1, 2, . . . , c, are equal and similarly
for the other rates. For K ≥ 2 and non-symmetric Markov processes (all
Markov processes that are not symmetric), the proposed method might still
work, as is supported by numerical evidence (not shown in this chapter).
However, proving that (3.1) is valid in this case is much more involved.
In order to establish (3.1), we employ a separation of variables technique,
which is well known from the theory of partial differential equations [67]
and has been applied before to an Ek/Er/c queueing model [13]. Using
this technique, a relation between βi,j , i = 1, 2, . . . , c, and α0,j is derived.
Instrumental for this technique is to identify the constants α0,j as the
roots within the unit circle of a certain equation.

For symmetric Markov processes we can use an aggregated state space
described by (q0, r) with r =

∑c
i=1 qi, and which forms a semi-infinite

strip of states for which the equilibrium probabilities can be expressed as

p(q0, r) =

K(c+1)∑
j=1

ζjα
q0
0,jγj(r), q0 ∈ N0, r = 0, 1, . . . , c, (3.2)

where ζj are possibly complex-valued constants and γj is a row vector, the
entries of which are given by γj(r) =

∑
q1+···+qc=r β

q1
1,j · · ·βqcc,j with βi,j as

in (3.1).
In [10] the same class of symmetric Markov processes is studied for

the special case K = 1, and a generating function technique is used to
determine the equilibrium distribution. This generating function technique,
however, does not seem applicable to the non-symmetric processes studied
in this chapter, which is why we use separation of variables instead.

We do use a generating function technique, together with (3.2), to
describe the distribution of the first passage time to the set B, given that
at time t = 0, the process starts in state (q0, r) and there are no transitions
ak,i, . . . , dk,i with k > 0, i = 1, 2, . . . , c for t ≥ 0. For queueing systems,
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this first passage time is typically tantamount to the waiting time (see,
e.g., [8, 29]), which is also the case in this chapter.

3.1.3 Parameters of the motivating examples

We now briefly indicate how the motivating examples of Section 3.1.1 fit
in the class of Markov processes.

Example 3.1. (Continuing from p. 51) Here, q0 represents the number
of jobs waiting in the queue and qi, i = 1, 2, . . . , c is the number of finished
phases at server i. We have a0,i = µi, b1,i = c1,i = λi with

∑
i λi = λ,

d−1,i = µi and all other rates are equal to zero. Note that the rates λi > 0
can be chosen arbitrarily as long as they add up to λ.

Example 3.2. (Continuing from p. 51) In this case, q0 represents the
number of jobs waiting in the queue and qi, i = 1, 2, . . . , c states whether
server i is operative. As the servers are identical we can omit the index
i to obtain the rates a0 = ν, c−1 = µ, bk = ck = λk/c, (k = 1, 2, . . . ,K),
d0 = θ and all other rates are equal to zero.

Example 3.3. (Continuing from p. 51) For this model, q0 represents the
number of jobs waiting in the queue and qi, i = 1, 2, . . . , c is the number
of finished phases at server i. We have a0,i = µ1,i, bk,i = ck,i = λk,i >
0 (k = 1, 2, . . . ,K) with

∑
i λk,i = λk the arrival rate of batches of size k,

d−1,i = µ2,i and all other rates are equal to zero.

3.1.4 Structure of the chapter

The remainder of the chapter is organized as follows. In Section 3.2 we
introduce some further modeling assumptions and derive the ergodicity
condition of the multi-dimensional Markov process. Section 3.3 concerns
the analysis of the balance equations to find the equilibrium distribution
for jumps of maximum size K = 1. Symmetric processes with K ≥ 1
are studied in Section 3.4. The aggregated state concept is introduced
in Section 3.5. In Section 3.6 we study the first passage time to the set
B. Finally, in Section 3.7 we present some conclusions and directions for
further research.

3.2 Modeling assumptions

In this section we impose some conditions on the rates of the Markov
process introduced in Section 3.1 and we determine the ergodicity condition
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of the process. First, let us introduce the generating functions

Ai(z) :=

K∑
k=−∞

ak,iz
K−k, Bi(z) :=

K∑
k=−∞

bk,iz
K−k,

Ci(z) :=

K∑
k=−∞

ck,iz
K−k, Di(z) :=

K∑
k=−∞

dk,iz
K−k.

(3.3)

We impose the following assumptions on the rates of the Markov process:

Assumption 3.4. For i = 1, 2, . . . , c,

(i) Ai(1), Bi(1), Ci(1), Di(1) <∞.

(ii) Ai(1), Di(1) > 0.

(iii) A′i(1), B′i(1), C ′i(1), D′i(1) <∞.

(iv) aK,i = 0 or dK,i = 0.

(v) bK,i = cK,i 6= 0.

The assumptions (i) and (iii) are intuitively clear: both the total
outgoing rate and expected jump size should be finite. Assumption (ii) is
imposed to exclude cases in which vertical transitions in the (q0, qi)-plane
are only possible in one direction. Finally, assumptions (iv) and (v) are
used to exclude exceptional cases. In Section 3.3 we show how these
assumptions are used. Note that assumptions (iv) and (v) are satisfied for
the motivating examples presented in Section 3.1.1.

We next present the ergodicity condition.

Lemma 3.5. The Markov process is ergodic if and only if

0 <

c∑
i=1

1

Ai(1) +Di(1)

(
Di(1)(A′i(1)−KAi(1) +B′i(1)−KBi(1))

+Ai(1)(C ′i(1)−KCi(1) +D′i(1)−KDi(1))
)
. (3.4)

Proof. We require that the mean aggregate drift in the negative q0-direction
is larger than the mean aggregate drift in the positive q0-direction; see
Neuts’ mean drift condition [116]. This gives

c∑
i=1

−1∑
k=−∞

kπi

[
bk,i ak,i
dk,i ck,i

]
1 >

c∑
i=1

K∑
k=1

kπi

[
bk,i ak,i
dk,i ck,i

]
1, (3.5)
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where 1 is a column vector of ones and πi =
[
πi(0) πi(1)

]
is the equi-

librium distribution of the qi-dimension in the (q0, qi)-plane, which is the
solution to

πi

[
−Ai(1) Ai(1)
Di(1) −Di(1)

]
= 0. (3.6)

We can easily derive that πi =
[

Di(1)
Ai(1)+Di(1)

Ai(1)
Ai(1)+Di(1)

]
. If we substitute

this expression for πi into (3.5) and rewrite, we arrive at

c∑
i=1

1

Ai(1) +Di(1)

(
Di(1)

K∑
k=−∞

k(ak,i + bk,i)

+Ai(1)

K∑
k=−∞

k(ck,i + dk,i)
)
< 0. (3.7)

Substituting
∑K
k=−∞ kak,i = KAi(1)−A′i(1) and similarly for the sums

of bk,i, ck,i and dk,i yields (3.4).

We henceforth assume that condition (3.4) holds.

Remark 3.6. (Ergodicity condition for symmetric processes) For Markov
process with identical rates in each (q0, qi)-plane, the stability condition
is simpler. In particular, we can omit the index i in (3.4), so that the
stability condition in (3.4) simplifies to

0 < D(1)(A′(1)−KA(1) +B′(1)−KB(1))

+A(1)(C ′(1)−KC(1) +D′(1)−KD(1)). (3.8)

3.3 Analysis of the balance equations

We now derive the equilibrium distribution p(q) for the class of Markov
processes described in Section 3.1.2. We use a separation of variables
technique and exploit the structure of the balance equations for (non-
boundary) states in the interior of the state space I.

Let ei denote a row vector of zeros of length c+ 1 with a 1 at position
i with 0 ≤ i ≤ c. By equating the rate out of and the rate into state q we
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obtain
c∑
i=1

K∑
k=−∞

(
(1− qi)(ak,i + bk,i) + qi(ck,i + dk,i)

)
p(q)

=

c∑
i=1

K∑
k=−∞

(
(1− qi)

(
bk,ip(q− ke0) + dk,ip(q− ke0 + ei)

)
+ qi

(
ak,ip(q− ke0 − ei) + ck,ip(q− ke0)

))
, (3.9)

which is valid for all states q with q0 ≥ K and qi ∈ {0, 1}, i = 1, 2, . . . , c.
The equations (3.9) form the interior equations, while the balance equations
for states with q0 < K and the set B form the boundary equations. As
it turns out, the precise form of the boundary equations is not relevant
for the first part of the analysis and these equations are therefore not
presented. The boundary equations will be used to determine coefficients
of the linear combination in Theorems 3.12, 3.22 and 3.23. Note that the
number of boundary equations is equal to |B|+ 2cK.

We search for linearly independent candidate solutions p(q) of (3.9)
for which

∑
q p(q) converges absolutely. We have the following lemma.

Lemma 3.7. If there are 2cK linearly independent and absolutely con-
vergent solutions of (3.9), labeled pj(q), j = 1, 2, . . . , 2cK, then the equi-
librium distribution p(q) can be expressed as

p(q) =

2cK∑
j=1

ξjpj(q), q ∈ I, (3.10)

where the (possibly complex-valued) constants ξj are uniquely determined
from the boundary equations and the normalization condition.

Proof. The proof is along similar lines as the proof of [13, Theorem 4.1].
For each choice of ξj , the sequence p(q) given by (3.10) satisfies the
equations (3.9). The remaining equations are the boundary equations.
These equations form a linear, homogeneous system for the unknown
constants ξj and the boundary probabilities in B. The number of equations
is equal to the number of unknowns, namely |B|+ 2cK. By first omitting
the balance equation in state q = 0, say, the reduced homogeneous system
of balance equations obviously has a non-zero solution. The balance
equation in q = 0 is automatically satisfied, since inserting p(q) in the
equations in all the other states and changing summations exactly yields
the desired equation. Change of summations is allowed, since the sum of
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p(q) over all states converges absolutely. It remains to show that p(q) is
a non-zero solution. This readily follows if at least one of the boundary
probabilities is non-zero. If all these probabilities are zero, then at least
one of the constants ξj must be non-zero. In this case, the property that
the solutions pj(q), j = 1, 2, . . . , 2cK are linearly independent implies
that p(q) is a non-zero solution. Linear independence means that a linear
combination of the solutions

∑2cK
j=1 ξjpj(q) is equal to zero if and only if

ξj = 0 for all j. Using [61, Theorem 1], we can conclude that the Markov
process is ergodic and that a normalized version of p(q) produces the
equilibrium distribution. The uniqueness of the constants ξj follows from
the uniqueness of the equilibrium distribution and the independence of
the solutions pj(q), j = 1, 2, . . . , 2cK.

From Lemma 3.7 and the uniqueness of the equilibrium distribution
we obtain the following result.

Corollary 3.8. The dimension of the space of absolutely convergent solu-
tions of (3.9) is at most 2cK.

Proof. Say we find 2cK + 1 linearly independent, absolutely convergent
solutions. Let us label these solutions as pj(q), j = 1, 2, . . . , 2cK + 1.
According to Lemma 3.7 we can express p(q) as a linear combination of
the first 2cK products. We know that at least one of the coefficients ξj
has to be non-zero (since p(q) > 0). Without loss of generality we assume
that ξ1 6= 0. Let us now construct p(q) with the last 2cK solutions and
label the coefficients as Ξj , thus ignoring the first product. As both sets
of 2cK linearly independent, absolutely convergent solutions represent the
same equilibrium probability, taking the difference yields

ξ1p1(q) +

2cK∑
j=2

(ξj − Ξj)pj(q)− Ξ2cK+1 p2cK+1(q) = 0. (3.11)

The solutions pj(q), j = 1, 2, . . . , 2cK + 1 are linearly independent and
therefore the only way to construct the zero solution is by setting all
coefficients equal to 0. As ξ1 6= 0, we get a contradiction, which implies
that the corollary holds.

Lemma 3.7 reduces the problem of determining the equilibrium distri-
bution to that of finding 2cK linearly independent solutions of (3.9). We
next seek solutions satisfying the interior conditions (3.9) of the special
form

p(q) = αq00 β
q1
1 · · ·βqcc . (3.12)
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Clearly, only products that can be normalized, i.e., for which the sum over
all states converges absolutely, are useful. This implies that |α0| < 1.

Substituting (3.12) into the balance equations (3.9), dividing by com-
mon powers αq0−K0 βq11 · · ·βqcc and bringing all terms to one side, gives

0 =

c∑
i=1

(
(1− qi)

(
Bi(α0) +Di(α0)βi

)
+ qi

(
Ai(α0)

1

βi
+ Ci(α0)

))
− αK0

c∑
i=1

(
(1− qi)(Ai(1) +Bi(1)) + qi(Ci(1) +Di(1))

)
. (3.13)

Since the above equation holds for all states q with q0 ≥ K and the right-
hand side of this equation must be zero, we require that the coefficients of
qi vanish, which amounts to

0 = Ai(α0)
1

βi
−Bi(α0) + Ci(α0)−Di(α0)βi

+ αK0 (Ai(1) +Bi(1)− Ci(1)−Di(1)). (3.14)

This is a quadratic equation in βi, with solutions

βi =
Fi(α0)

2Di(α0)
+ xi

√
Fi(α0)2 + 4Ai(α0)Di(α0)

2Di(α0)
, i = 1, 2, . . . , c, (3.15)

where Fi(α0) := αK0 (Ai(1) +Bi(1)−Ci(1)−Di(1))−Bi(α0) +Ci(α0) and
x2
i = 1, so that xi is either −1 or 1. As we cannot divide by zero, we need
Di(α0) > 0, which is always valid if α0 ∈ (0, 1) by Assumption 3.4(ii). If
α0 ∈ (0, 1), then Fi(α0)2 + 4Ai(α0)Di(α0) > 0 and (3.15) depends on xi.
Note that α0 is still to be determined.

We can now substitute (3.15) into (3.13) and multiply both sides by 2
to obtain

0 =

c∑
i=1

(
2Bi(α0) + Fi(α0) + xi

√
Fi(α0)2 + 4Ai(α0)Di(α0)

− αK0 (2Ai(1) + 2Bi(1))
)
. (3.16)

Using the definition of Fi(α0) finally yields

0 =

c∑
i=1

(
xi
√
Fi(α0)2 + 4Ai(α0)Di(α0) +Bi(α0) + Ci(α0)

− αK0 (Ai(1) +Bi(1) + Ci(1) +Di(1))
)
. (3.17)

This leads to 2c equations for α0 due to all possible combinations of xi’s.
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Lemma 3.9. For each combination of xi’s, and K = 1, equation (3.17)
has at least one root α0 ∈ (0, 1).

Proof. Let hi(α0) denote the function inside the summation in (3.17).
Assumption 3.4(iv) and (v) imply that Fi(α0)2 + 4Ai(α0)Di(α0) is equal
to zero for α0 = 0, so that

hi(0) = Bi(0) + Ci(0), hi(1) = (xi − 1)(Ai(1) +Di(1)). (3.18)

Thus,
c∑
i=1

hi(0) > 0,

c∑
i=1

hi(1) ≤ 0. (3.19)

Note that
∑c
i=1 hi(1) = 0 only occurs for xi = 1, i = 1, 2, . . . , c, in which

case the derivative
∑c
i=1 h

′
i(1) is equal to the right-hand side of (3.4) and

is positive. This proves that there is at least one root in (0, 1). For all
other combinations of xi’s, we conclude there is at least one root as well,
since

∑c
i=1 hi(α0) is continuous.

By combining Lemma 3.9 and (3.15) we find a product αq00 β
q1
1 · · ·βqcc

for each feasible combination of xi’s, so we obtain at least 2c products. Let
us select one root α0 obtained from each equation and label these products
as αq00,jβ

q1
1,j · · ·βqcc,j , j = 1, 2, . . . , 2c. In this way we have characterized the

product forms satisfying the balance equations (3.9).

Lemma 3.10. The products αq00,jβ
q1
1,j · · ·βqcc,j , j = 1, 2, . . . , 2c are linearly

independent on q ∈ I.

Proof. The proof is based on a property of the Vandermonde matrix. Let
the numbers y1, y2, . . . , yM satisfy yi 6= yj , i 6= j. Then,

M∑
j=1

φjy
n
j = 0, n = 0, 1, . . . ,M − 1 ⇐⇒ φj = 0, j = 1, 2, . . . ,M. (3.20)

To prove this property, note that the left-hand side of the if and only if
relation in (3.20) can be written as Y Φ = 0 with Φ =

[
φ1 · · · φM

]ᵀ
and

Y =


1 1 · · · 1
y1 y2 · · · yM
y2

1 y2
2 · · · y2

M
...

...
...

yM−1
1 yM−1

2 · · · yM−1
M

 . (3.21)
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Since Y is a Vandermonde matrix, its determinant is given by the product∏
1≤i<j≤M (yi − yj), which is non-zero, since yi 6= yj , if i 6= j. Thus

property (3.20) holds.
We want to show that the following property holds to prove linear

independence:

2c∑
j=1

ξjα
q0
0,jβ

q1
1,j · · ·βqcc,j = 0, q ∈ I ⇐⇒ ξj = 0, j = 1, 2, . . . , 2c. (3.22)

Suppose the number of different α0,j ’s is M . For any (fixed) choice of
qi, i = 1, 2, . . . , c, we then rewrite the left-hand side of (3.22) as∑

i

αq00,i

∑
α0,j=α0,i

ξjβ
q1
1,j · · ·βqcc,j = 0, q0 = 0, 1, . . . ,M − 1. (3.23)

Hence, by (3.20),∑
α0,j=α0,i

ξjβ
q1
1,j · · ·βqcc,j = 0, qi ∈ {0, 1}, i = 1, 2, . . . , c. (3.24)

For q1 ∈ {0, 1} and any choice of qi, i = 2, 3, . . . , c, we rewrite the above
equation as

∑
α0,j=α0,i

x1=−1

ξjβ
q2
2,j · · ·βqcc,j

( F1(α0,i)

2D1(α0,i)
−
√
F1(α0,i)2 + 4A1(α0,i)D1(α0,i)

2D1(α0,i)

)q1

+
∑

α0,j=α0,i

x1=1

ξjβ
q2
2,j · · ·βqcc,j

( F1(α0,i)

2D1(α0,i)
+

√
F1(α0,i)2 + 4A1(α0,i)D1(α0,i)

2D1(α0,i)

)q1
= 0.

(3.25)

Therefore, again by (3.20), for qi ∈ {0, 1}, i = 2, 3, . . . , c,∑
α0,j=α0,i

x1=−1

ξjβ
q2
2,j · · ·βqcc,j = 0, and

∑
α0,j=α0,i

x1=1

ξjβ
q2
2,j · · ·βqcc,j = 0. (3.26)

Repeating the steps in (3.25) and (3.26) for q2, q3, . . . , qc, we finally get
ξj = 0 for all j in accordance with (3.22) and thus we conclude that the
products are linearly independent.

Suppose we could find an additional root α0 in one of the equations in
(3.17), leading to 2c + 1 roots. Then we could use the same strategy as for
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the proof of Lemma 3.10 to prove that these 2c + 1 products are linearly
independent. From Corollary 3.8 we deduce that finding an additional
root is not possible and we formulate the following corollary.

Corollary 3.11. For each combination of xi’s, and K = 1, (3.17) has
exactly one root α0 ∈ (0, 1), leading to a total of 2c roots.

The following theorem states that the equilibrium distribution p(q),
with q ∈ I for the case K = 1 can be expressed as a linear combination of
product forms.

Theorem 3.12. For the multi-dimensional Markov processes with K = 1,
the equilibrium distribution takes the form

p(q) =

2c∑
j=1

ξjα
q0
0,jβ

q1
1,j · · ·βqcc,j , q ∈ I, (3.27)

where α0,j are the roots of (3.17) in the interval (0, 1) for each combination
of xi’s and βi,j , i = 1, 2, . . . , c are the corresponding constants found from
(3.15). The real-valued constants ξj are determined from the boundary
equations and the normalization condition.

Proof. Corollary 3.11 says that we find exactly 2c solutions α0. Using
(3.15) we find 2c products αq00,jβ

q1
1,j · · ·βqcc,j , j = 1, 2, . . . , 2c. These products

are absolutely convergent, as |α0| < 1, and linearly independent, according
to Lemma 3.10. Then, Lemma 3.7 shows that the 2c linearly independent
and absolutely convergent solutions can be used to express the equilibrium
distribution as a linear combination of these solutions.

Corollary 3.13. For the case K = 1, the maximal root α0,j, which
governs the tail behavior of the distribution, is always attained for all
xi = 1.

Proof. This proof uses the notation of the proof of Lemma 3.9. Let
ĥi(α0), i = 1, 2, . . . , c be the functions with all xi = 1. Let α̂0 be the root
of
∑c
i=1 ĥi(α0) = 0. Then, for x1, x2, . . . , xc with at least one xi = −1,

we have that
∑c
i=1 hi(0) > 0 and

∑c
i=1 hi(α̂0) <

∑c
i=1 ĥi(α̂0) = 0. Hence,

together with Corollary 3.11, we conclude that the root of
∑c
i=1 hi(α0) = 0

is in (0, α̂0).

Let us show how to obtain the equilibrium distribution for an example.
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Example 3.14. Consider Example 3.3 with K = 1 and two heterogeneous
servers. There are four different combinations of x1 and x2. For each
combination we can solve (3.17) to obtain one root α0 ∈ (0, 1). This leads
to four roots α0. For each root and corresponding combination of x1 and
x2 we obtain β1 and β2 from (3.15) to finally find four product forms. The
coefficients of the linear combination ξj can be found from the boundary
equations and normalization condition. In doing so, we have uniquely
determined the equilibrium distribution p(q) as shown in Theorem 3.12.

Processes with larger jumps in the positive q0-direction (K ≥ 2) are
harder to study than their counterparts K = 1. The number of roots of
(3.17) may not be the same for each combination of xi’s as is the case
for the Markov processes that are skip-free in the positive q0-direction.
The proposed method might still work for processes with K ≥ 2, which is
supported by numerical experiments (not shown here). However, proving
that there are 2cK roots is much more involved. We will show this in the
next section, where we study symmetric Markov processes with K ≥ 1.

3.4 Symmetric processes

Remember that we refer by symmetric processes to the processes described
in Section 3.1.2 with the additional assumption that the rates in the (q0, qi)-
planes are identical. The queueing systems mentioned in Section 3.1.1 give
rise to symmetric processes when the servers are identical (homogeneous).
We exploit this symmetry to prove that (3.17) has 2cK roots with |α0| < 1.
For symmetric processes we omit the indices i of the rates ak,i, . . . , dk,i.

With ηc := − 1
c

∑c
i=1 xi ∈ [−1, 1], (3.17) simplifies to

ηc
√
F (α0)2 + 4A(α0)D(α0)

= B(α0) + C(α0)− αK0 (A(1) +B(1) + C(1) +D(1)). (3.28)

Note that if there exists a root α0 of (3.28) with |α0| < 1 such that

0 = F (α0)2 + 4A(α0)D(α0), (3.29)

then this root α0 is a solution of (3.28) for all combinations of xi’s. This
is not desired, because if (3.29) holds for some α0, the corresponding
βi, i = 1, 2, . . . , c, found from (3.15) do not depend on xi and thus we
obtain dependent solutions. We therefore make the following assumption.

Assumption 3.15. F (α0)2 + 4A(α0)D(α0) 6= 0 for all roots α0 of (3.28)
with |α0| < 1.
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Note that Assumption 3.15 is satisfied for the case K = 1, because
α0 ∈ (0, 1) and thus the right-hand side of (3.29) is strictly positive, due
to Assumption 3.4(iv) and (v). In the following example we show that for
certain models Assumption 3.15 always holds.

Example 3.16. Consider Example 3.3, but now with µ := µ1,i = µ2,i,
i.e., parallel identical servers with Erlang-2 service times. The right-hand
side of (3.29) then equals 4µ2α2K+1

0 , thus (3.29) does not hold for feasible
values of α0 as α0 = 0 is not a solution of (3.28).

However, we can construct situations for which Assumption 3.15 is
violated. We do so in the following example.

Example 3.17. Consider again Example 3.3, now with two parallel iden-
tical servers, where batches of size two arrive with rate λ and there are
no other arrivals. The ergodicity condition for this system is given by
λ < µ1µ2

µ1+µ2
. Denote a root of (3.29) by α0,a and a root for which the

right-hand side of (3.28) vanishes by α0,b, so that

α0,a = − (µ1 − µ2)2

4µ1µ2
, α0,b = −

√
λ

λ+ µ1 + µ2
. (3.30)

For λ = 1, µ1 = 6 and µ2 = 2, we find that α0,a = α0,b = −1/3 and
the ergodicity condition holds. Consequently, we find α0 = −1/3 as a
root of (3.28) for all combinations of xi’s, and by (3.15) we find that the
products corresponding to this root are identical and thus dependent. It
is interesting to see what type of products we find from (3.28) for these
parameter settings. This is summarized in Table 3.1. We see that there
are only six different products. This is problematic as we require 2cK = 8
solutions. A possible method to obtain the required number of independent
solutions, is to try and find products of the form (aq0 + b)αq00 β

q1
1 β

q2
2 with

α0 = −1/3, and to select a and b values such that the interior conditions
(3.9) are satisfied. We leave this for future research.

Recall that in (3.15) we require D(α0) 6= 0. As the roots are no longer
restricted to the interval (0, 1), but more generally should lie within the
unit circle, it is possible that D(α0) = 0 for some root α0. In the numerical
experiments that we have performed, we have not encountered a situation
in which D(α0) = 0. Nevertheless, we are still required to make the
following assumption.

Assumption 3.18. D(α0) 6= 0 for all roots α0 of (3.28) with |α0| < 1.
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x1 x2 α0 β1 β2

1 1 0.74 3.77 3.77
−0.33 −3 −3

−1 1 0.33 −1.24 7.24
−0.33 −3 −3

1 −1 0.33 7.24 −1.24
−0.33 −3 −3

−1 −1 −0.32 −2.48 −2.48
0.26 −1.28 −1.28
−0.33 −3 −3

Table 3.1: Solutions of (3.28) and corresponding α0, β1 and β2 for Exam-
ple 3.17.

We now take squares of both sides of (3.28), thus eliminating the
square root, and we will prove, under the ergodicity condition (3.8), the
following result.

Lemma 3.19. Let ηc := − 1
c

∑c
i=1 xi. For each combination of xi’s, the

equation

η2
c

(
F (α0)2 + 4A(α0)D(α0)

)
=
(
B(α0) + C(α0)− αK0 (A(1) +B(1) + C(1) +D(1))

)2
, (3.31)

has 2K solutions α0 in the unit circle.

Proof. We bring all terms in (3.31) to one side to obtain(
B(α0) + C(α0)− αK0 (A(1) +B(1) + C(1) +D(1))

)2
− η2

cF (α0)2 − 4η2
cA(α0)D(α0) = 0. (3.32)

To determine the number of roots of (3.32) within the unit circle, we will
use Rouché’s theorem (see, e.g., [83, Theorem 9.2.3], or more recent work
in [9]) twice. For now, let us ignore the −4η2

cA(α0)D(α0) term. This
leaves us with a difference of two squares, which we factor into its two
terms. After some rearranging, these two terms can be written as

B(α0)(1− ηc) + C(α0)(1 + ηc)

− αK0
(
(A(1) +B(1))(1− ηc) + (C(1) +D(1))(1 + ηc)

)
(3.33)
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and

B(α0)(1 + ηc) + C(α0)(1− ηc)
− αK0

(
(A(1) +B(1))(1 + ηc) + (C(1) +D(1))(1− ηc)

)
. (3.34)

Let us first focus on (3.33). We define

f1(z) := −zK
(
(A(1) +B(1))(1− ηc) + (C(1) +D(1))(1 + ηc)

)
, (3.35)

g1(z) := B(z)(1− ηc) + C(z)(1 + ηc). (3.36)

Let U ⊂ C denote the closed unit disk and ∂U the unit circle. Clearly,
f1(z) has only one root z = 0 in U of multiplicity K. We shall now show
that

|f1(z)| > |g1(z)|, z ∈ ∂U , (3.37)

so that it follows from Rouché’s theorem that f1(z) + g1(z) also has K
zeros in U .

Using that (1− ηc) and (1 + ηc) are both non-negative and evaluating
f1(z) and g1(z) along ∂U , gives

|f1(z)| = | − zK
(
(A(1) +B(1))(1− ηc) + (C(1) +D(1))(1 + ηc)

)
|

= (A(1) +B(1))(1− ηc) + (C(1) +D(1))(1 + ηc)

> B(1)(1− ηc) + C(1)(1 + ηc) = B(|z|)(1− ηc) + C(|z|)(1 + ηc)

≥ |B(z)(1− ηc) + C(z)(1 + ηc)| = |g1(z)|. (3.38)

Thus, (3.33) has K roots in U and using a similar argument, (3.34) also
has K roots in U . Therefore, the product of (3.33) and (3.34) yields 2K
solutions within the unit circle.

Now we wish to once again use Rouché’s theorem, this time on the
complete equation (3.32). Let us define

f2(z) :=
(
B(z) + C(z)− zK(A(1) +B(1) + C(1) +D(1))

)2 − η2
cF (z)2,

(3.39)

g2(z) := 4η2
cA(z)D(z), (3.40)

where f2(z) is the product of (3.33) and (3.34) and note that (3.32) can
be expressed as f2(α0) − g2(α0) = 0. We have already determined that
f2(z) has 2K zeros in U . We will now work towards the proof that each
equation of (3.31) has 2K solutions. For readability, we introduce

τ1(ηc) := (A(1) +B(1))(1− ηc) + (C(1) +D(1))(1 + ηc), (3.41)
τ2(ηc) := (A(1) +B(1))(1 + ηc) + (C(1) +D(1))(1− ηc). (3.42)
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Let us first establish a relation between |f2(z)| and f2(|z|):

|f2(z)| =
∣∣(B(z) + C(z)− zK(A(1) +B(1) + C(1) +D(1))

)2 − η2
cF (z)2

∣∣
=
∣∣B(z)(1− ηc) + C(z)(1 + ηc)− zKτ1(ηc)

∣∣
·
∣∣B(z)(1 + ηc) + C(z)(1− ηc)− zKτ2(ηc)

∣∣
=
∣∣−B(z)(1− ηc)− C(z)(1 + ηc) + zKτ1(ηc)

∣∣
·
∣∣−B(z)(1 + ηc)− C(z)(1− ηc) + zKτ2(ηc)

∣∣
≥
(
−B(|z|)(1− ηc)− C(|z|)(1 + ηc) + |z|Kτ1(ηc)

)
·
(
−B(|z|)(1 + ηc)− C(|z|)(1− ηc) + |z|Kτ2(ηc)

)
= f2(|z|). (3.43)

Also, because of the triangle inequality, g2(|z|) ≥ |g2(z)|. It thus suffices
to show that

f2(|z|) > g2(|z|), z ∈ ∂U , (3.44)

to prove that (3.32) has 2K roots for each combination of xi’s.
Let us now evaluate f2(|z|) along ∂U , so |z| = 1, and

f2(1) = (−A(1)−D(1))2 − η2
c (A(1)−D(1))2

= A(1)2 + 2A(1)B(1) +B(1)2 − η2
c (A(1)2 − 2A(1)B(1) +D(1)2)

= (1− η2
c )(A(1)2 +D(1)2) + 2(1 + η2

c )A(1)D(1)

≥ 4η2
cA(1)D(1) = g2(1). (3.45)

Equality between f2(1) and g2(1) occurs only when η2
c = 1. We can apply

Rouché’s theorem for all η2
c < 1.

In order to use the theorem when η2
c = 1, we will essentially evaluate

f2(|z|) and g2(|z|) along the circle |z| = 1 − ε. To accomplish this, we
use the Taylor expansion, f(1 − ε) = f(1) − εf ′(1) + o(ε). We want to
show that f2(1− ε) > g2(1− ε) for ε sufficiently small. As we have already
determined that f2(1) = g2(1), this leaves us to prove that

f ′2(1) < g′2(1). (3.46)

Using η2
c = 1,

f ′2(1) = −4A(1)
(
C ′(1)−K(C(1)+D(1))

)
−4D(1)

(
B′(1)−K(A(1)+B(1))

)
(3.47)

and
g′2(1) = 4(A(1)D′(1) +D(1)A′(1)). (3.48)
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From the ergodicity condition (3.8) we then know that f ′2(1) < g′2(1).
Therefore, Rouché’s theorem is applicable and (3.32) has 2K roots for
each combination of xi’s.

Remark 3.20. (Duplicate roots) We still need to resolve the issue of
having twice as many roots as needed, namely 2c+1K roots, which is a
result of squaring (3.28). For every possible value of ηc, say η∗c , −η∗c is
also one of the values of ηc. Using η∗c or −η∗c will yield the same roots α0,
thus half of our roots are duplicates. If ηc = 0 we find 2K roots of which
half are duplicates as well. This leaves us with 2cK useful roots within
the unit circle.

Remark 3.21. (Number of unique solutions) The sum
∑c
i=1 xi can take

c+ 1 unique values, and using Lemma 3.19 and Remark 3.20 we see that
there are K(c+ 1) unique roots α0. Notice, however, that this still gives
2cK unique solutions in the form of αq00,jβ

q1
1,j · · ·βqcc,j , as different values of

xi lead to different products, even though α0,j is the same. Here we have
used Assumption 3.15 to make sure that the coefficient of xi in (3.15) is
non-zero.

Let us now formulate the following theorem.

Theorem 3.22. For the symmetric multi-dimensional Markov processes
with K ≥ 1, the equilibrium distribution takes the form

p(q) =

2cK∑
j=1

ξjα
q0
0,jβ

q1
1,j · · ·βqcc,j , q ∈ I, (3.49)

where α0,j are the roots of (3.28) within the unit circle and βi,j , i =
1, 2, . . . , c are the corresponding constants found from (3.15). The (possibly
complex-valued) constants ξj are determined from the boundary equations
and the normalization condition.

Proof. The proof is similar to the proof of Theorem 3.12. Lemma 3.19
together with Remark 3.20 describe that we find exactly 2cK solutions
α0. Using (3.15) we find 2cK products αq00,jβ

q1
1,j · · ·βqcc,j , j = 1, 2, . . . , 2cK.

These products are absolutely convergent, as |α0| < 1, and linearly in-
dependent, according to Lemma 3.10. Then, Lemma 3.7 shows that the
2cK linearly independent and absolutely convergent solutions can be used
to express the equilibrium distribution as a linear combination of these
solutions.
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B

Figure 3.2: Transition rate diagram for a symmetric Markov process on
the aggregated state space.

3.5 Aggregated state concept

We now show how the results from the symmetric multi-dimensional
Markov process are related to a Markov process on a semi-infinite strip of
states.

For symmetric Markov processes, we can exploit the symmetry and
transform the Markov process to an aggregated state space characterized by
(q0, r), where r =

∑c
i=1 qi. This state space is a semi-infinite strip of states.

The transition structure induced by the structure of the multi-dimensional
Markov process is as follows. For q0 ≥ K and k = −q0,−q0 + 1, . . . ,K:

• From (q0, r) to (q0 + k, r + 1) with rate ak(c− r).

• From (q0, r) to (q0 + k, r) with rate bk(c− r) + ckr.

• From (q0, r) to (q0 + k, r − 1) with rate dkr.

• From (q0, r) to the states in B with total rate
∑−q0−1
k=−∞

(
(ak + bk)(c−

r) + (ck + dk)r
)
.

Transitions from (q0, r) are only possible to states (q, l) with q ≤ q0 +K
and l ∈ {r − 1, r, r + 1}. Further, the rates ak and bk are scaled by a
factor c− r, and the rates ck and dk are scaled by a factor r. The linear
structure is due to the symmetry in the transitions in the dimensions
qi, i = 1, 2, . . . , c. The transition rate diagram is shown in Figure 3.2.
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Notice that the ergodicity condition of the model on the aggregated
state space is identical to the one derived for the symmetric multi-
dimensional model, i.e., (3.8).

We are interested in the equilibrium distribution of this aggregated
state space. We obtain this distribution by using the basis of solutions
of the multi-dimensional symmetric Markov process. Translation of the
basis solutions pj(q) = αq00,jβ

q1
1,j · · ·βqcc,j to the aggregated state description

yields pj(q0, r) = αq00,jγj(r), where γj(r) is an element of the eigenvector:

γj(r) =
∑

q1+···+qc=r
βq11,j · · ·βqcc,j . (3.50)

Basis solutions that are equal up to a permutation of the last c factors
are translated to exactly the same basis solutions in the new state space
description. Hence, we relabel the basis solutions αq00,jβ

q1
1,j · · ·βqcc,j , j =

1, 2, . . . , 2cK such that the first K(c + 1) solutions cannot be obtained
from one another by permuting the last c factors. Alternatively, one can
only use the c+ 1 unique values of ηc in (3.28) to obtain K(c+ 1) basis
solutions. Hence, we obtain the reduced set of solutions αq00,jγj(r), j =
1, 2, . . . ,K(c+ 1). Using this reduced set of solutions, it is easy to see that
Theorem 3.23 is a translation of Theorem 3.22 to the aggregated state
space.

Theorem 3.23. For symmetric multi-dimensional Markov processes with
the aggregated state space (q0, r), where r =

∑c
i=1 qi, the equilibrium

distribution is of the form

p(q0, r) =

K(c+1)∑
j=1

ζjα
q0
0,jγj(r), q0 ∈ N0, r = 0, 1, . . . , c, (3.51)

where α0,j are the unique roots of (3.28) within the unit circle and γj(r) is
given by (3.50). The (possibly complex-valued) constants ζj are determined
from the boundary equations and normalization condition.

Remark 3.24. (Generating function technique) In [10], a generating
function technique is used to obtain the equilibrium distribution for the
same symmetric class of processes with K = 1, where the generating
function is over the finite index r. This technique can also be used to
obtain the equilibrium distribution for the symmetric case K ≥ 2, and in
fact, leads to equations for α0 that are the same as (3.28).
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3.6 First passage times

In this section we study, for symmetric processes on the aggregated state
space, the time until first passage to the set B, given that at time t = 0,
the process starts in state (q0, r) and for t ≥ 0 transitions in the positive
q0-direction are not possible (so no transitions with rate ak, . . . , dk, k > 0
for t ≥ 0). The motivation for studying the first passage time is that for
many queueing systems, this time is exactly the waiting time of a customer
arriving in state (q0, r). Note that this equality holds due to the fact that
we only consider the FCFS policy for these queueing systems.

Let Fq0,r(t) denote the probability that the first passage time to the
set B exceeds t, given that the process starts in state (q0, r) at time t = 0.

Example 3.25. Consider Example 3.3 with c parallel identical servers
and batch arrivals of maximum size K. Let W denote the waiting time of
a customer. By conditioning on the state seen on arrival and using that
Poisson arrivals see time averages (PASTA, see [145]), we obtain

P(W > t) =

∞∑
q0=0

c∑
r=0

p(q0, r)Fq0,r(t)

=

K(c+1)∑
j=1

ζj

∞∑
q0=0

c∑
r=0

αq00,jγj(r)Fq0,r(t) =: F (t). (3.52)

Hence, once Fq0,r(t) is known, we can determine the waiting time distri-
bution.

Let level q0 denote the set of states {(q0, 0), (q0, 1), . . . , (q0, c)}. We
introduce a matrix notation Λn, n = −q0,−q0+1, . . . ,K for the transitions
from level q0 to level q0 +n, where q0 ≥ 0. To exemplify, the (r, s)-th entry
of Λn describes the rate of going from state (q0, r) to state (q0 + n, s). By
assuming a structure on the matrices Λn, n = 1, 2, . . . ,K we are able to
explicitly derive the first passage time to the set B.
Assumption 3.26. Jumps in the positive q0-direction are of the form

Λn = λnI, n = 1, 2, . . . ,K, (3.53)

for some λn ≥ 0 and I the identity matrix.

Note that for queueing systems, λnI, n = 1, 2, . . . ,K, models the
Poisson arrival rate of a batch of size n. For the examples presented in
Section 3.1.1 the above assumption holds. Note that the assumption of
Poisson arrivals is a natural assumption to make, otherwise (3.52) would
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not hold. By introducing a supplementary variable we are still able to
analyze the waiting time distribution if there are no Poisson arrivals, see
Remark 3.29.

Using the above assumption, we are now able to express F (t) explicitly
in terms of a finite sum.

Theorem 3.27. The function F (t) defined by the right-hand side of (3.52)
is explicitly given by

F (t) =

K(c+1)∑
j=1

ζjγj1

1− α0,j
e
t
∑K
n=1(1− 1

αn
0,j

)λn
, t ≥ 0, (3.54)

with γj =
[
γj(0) γj(1) · · · γj(c)

]
.

Proof. We first derive a set of differential equations for the probabilities
Fq0,r(t). For small ∆t ≥ 0 it holds that

Fq0(t+ ∆t) = Fq0(t) + ∆t

K∑
n=0

ΛnFq0(t) + ∆t

q0∑
k=1

Λ−kFq0−k(t) + o(∆t),

(3.55)
where Fq0(t) =

[
Fq0,0(t) Fq0,1(t) · · · Fq0,c(t)

]ᵀ. Dividing these equa-
tions by ∆t and letting ∆t tend to zero yields the backward Kolmogorov
equations

F′q0(t) =

K∑
n=0

ΛnFq0(t) +

q0∑
k=1

Λ−kFq0−k(t), q0 ∈ N0, (3.56)

with initial condition Fq0(0) = 1, where 1 is a column vector of ones of
size c+ 1. To solve these differential equations we use Laplace transforms.
Let

F∗q0(ω) =

∫ ∞
0

Fq0(t)e−ωt dt, ω ≥ 0. (3.57)

Transforming the differential equations (3.56) for Fq0(t) gives(
ωI −

K∑
n=0

Λn

)
F∗q0(ω) = 1 +

q0∑
k=1

Λ−kF
∗
q0−k(ω). (3.58)

From these equations, the Laplace transforms F∗q0(ω) can be solved recur-
sively. Guided by Example 3.25, we set

F (t) =

K(c+1)∑
j=1

ζjγj

∞∑
q0=0

αq00,jFq0(t), t ≥ 0, (3.59)
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and define the Laplace transforms, for ω ≥ 0,

G∗j (ω) :=

∞∑
q0=0

αq00,jF
∗
q0(ω), j = 1, 2, . . . ,K(c+ 1), (3.60)

F ∗(ω) :=

∫ ∞
0

F (t)e−ωt dt =

K(c+1)∑
j=1

ζjγjG
∗
j (ω). (3.61)

We now start using that the equilibrium probabilities are a linear combi-
nation of product-form solutions, which allows us to explicitly determine
many of the infinite summations that we encounter. Multiplying (3.58)
by αq00,jγj and summing over all q0 leads to

γj

(
ωI −

K∑
n=0

Λn

)
G∗j (ω)

=
γj1

1− α0,j
+

∞∑
q0=0

q0∑
k=1

αq00,jγjΛ−kF
∗
q0−k(ω)

=
γj1

1− α0,j
+

∞∑
k=1

αk0,jγjΛ−k

∞∑
l=0

αl0,jF
∗
l (ω). (3.62)

Since

0 =

∞∑
q0=0

αq00,jγjΛK−q0 = γj

K∑
q0=0

αq00,jΛK−q0 +αK0,jγj

∞∑
q0=1

αq00,jΛ−q0 , (3.63)

we get

γj

(
ωI −

K∑
n=0

Λn

)
G∗j (ω) =

γj1

1− α0,j
− γj

K∑
n=0

1

αn0,j
ΛnG

∗
j (ω), (3.64)

and thus

γj

(
ωI −

K∑
n=1

(
1− 1

αn0,j

)
Λn

)
G∗j (ω) =

γj1

1− α0,j
. (3.65)

We now use Assumption 3.26 to simplify the above expression as

γjG
∗
j (ω) =

γj1

1− α0,j

(
ω −

K∑
n=1

(
1− 1

αn0,j

)
λn

)−1

. (3.66)
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Multiplying by ζj and summing over all j finally yields

F ∗(ω) =

K(c+1)∑
j=1

ζjγj1

1− α0,j

(
ω −

K∑
n=1

(
1− 1

αn0,j

)
λn

)−1

. (3.67)

The inverse of the Laplace transform is readily obtained as (3.54).

Example 3.28. Again consider Example 3.3 with parallel identical servers
with K = 2. Let λ1 be the arrival rate of single jobs and λ2 the arrival
rate of jobs in batches of size two. Since the first passage time to the
set B is equal to the waiting time, we have that F (t) = P(W > t).
From Theorem 3.27 we may immediately conclude that the waiting time
distribution is the mixture of exponentials

P(W > t) =

K(c+1)∑
j=1

ζjγj1

1− α0,j
e
t
(

(1− 1
α0,j

)λ1+(1− 1

α2
0,j

)λ2

)
, t ≥ 0. (3.68)

Remark 3.29. (
∑
IPP/M/1 queuing systems) We consider a single

exponential server fed by a superposition of independent, interrupted
Poisson processes with rate λ, labeled

∑
IPP/M/1. For an

∑
IPP/M/1

queueing system Assumption 3.26 does not hold. However, we can obtain
the waiting time distribution explicitly. This suggests that the class
of models with an explicit first passage time distribution in the form
of mixtures of exponentials can possibly be extended beyond the class
satisfying Assumption 3.26. Let us denote the probability that an arriving
job sees the system in state (q0, r) by a(q0, r), where r now reflects the
number of ‘active’ Poisson processes. For the

∑
IPP/M/1 queuing system

this is equal to
a(q0, r) = Np(q0, r)rλ, (3.69)

whereN is a normalizing constant, given byN−1 =
∑
n,k p(n, k)kλ. Hence,

by Theorem 3.23, we get that

a(q0, r) = N

K(c+1)∑
j=1

ζjα
q0
0,jγj(r)rλ, (3.70)

where

N−1 =

K(c+1)∑
j=1

c∑
k=0

γj(k)kλ

1− α0,j
. (3.71)
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The waiting time distribution can then be expressed as

P(W > t) =

∞∑
q0=1

c∑
r=0

a(q0, r)Fq0,r(t), (3.72)

where Fq0,r(t) is an Erlang-q0 distribution with parameter µ. Note that
for this specific model, Fq0,r(t) does not depend on r and the set B is level
0. Substituting expression (3.70) for a(q0, r) and the expression for the
Erlang-distribution then yields

P(W > t) = N

K(c+1)∑
j=1

ζj

c∑
r=0

γj(r)rλ
α0,je

−(1−α0,j)µt

1− α0,j
, (3.73)

which is a sum of exponentials, similar to (3.54).

Remark 3.30. The proof of Theorem 3.27 is based on the product-form
solution (3.51) and on Assumption 3.26. Assumption 3.4 on the structure
of the transition rates of the Markov process is not necessary for F (t) to be
expressed as a sum of exponentials, as long as the equilibrium probabilities
are still a sum of product-form terms.

We give an example in which Assumption 3.4 is violated, but Theo-
rem 3.27 is still applicable. Consider the Markov process associated with
the M/M/c queue where jobs arrive with rate λ and servers require an
exponential setup time with rate θ (if it was turned off) before serving
jobs at rate µ, analyzed in [23]. More specifically, a server is turned off
whenever it finishes serving a job and there are no waiting jobs in the
queue. When a job arrives and at least one server is turned off, then a
server is turned on. At most one server can be in setup simultaneously.
The transition rate diagram of this Markov process is shown in Figure 3.3.
For this model, the state (q0, r) indicates that q0 + c jobs are in the system
and r servers are active. The set B contains states in which the number of
jobs is less than c. From Figure 3.3 we notice that there are no downward
transitions, which violates Assumption 3.4(ii) and Assumption 3.18, and
the linear structure in the transition rates as shown in Figure 3.2 is not
present.

In [23], the authors show that the equilibrium probabilities have a
product-form solution. In particular, they can be written as

p(q0, r) =

r+1∑
j=1

ζjα
q0
j φj(r), (3.74)
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Figure 3.3: Transition rate diagram of the Markov process associated with
the M/M/c queue with setup times.

or, alternatively,

p(q0, r) =

c+1∑
j=1

ζjα
q0
j γj(r), (3.75)

where some specific elements of the vector γj need to be chosen equal to
zero. Since (3.75) is equivalent to (3.51) and Assumption 3.26 is satisfied,
Theorem 3.27 also holds for the M/M/c queue with setup times and F (t)
is a sum of exponentials, which is also shown in [23, Theorems 2 and 4].

3.7 Conclusion

We have introduced and analyzed a class of structured multi-dimensional
Markov processes with one infinite dimension. By employing a separation
of variables technique we showed that the equilibrium distribution can
be represented as a linear combination of product forms (in terms of
eigenvalues, and eigenvectors of the finite dimensions). We have presented
an efficient approach to compute the product forms. Using the separation
of variables technique, we were able to decompose the single equation for
2cK eigenvalues that arises from the classical spectral expansion method
to 2c equations for fewer eigenvalues per equation, yet still obtaining 2cK
eigenvalues. The eigenvectors are then found from the corresponding
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eigenvalues. The weights of the linear combination were determined by
a system of linear equations originating from the boundary equations
and normalization condition. For symmetric processes we were able to
aggregate the Markov process in terms of a process on a semi-infinite strip
of states. The equilibrium distribution of this aggregated process can be
expressed in terms of the parameters of the equilibrium distribution of
the multi-dimensional Markov process. We have also shown that for these
symmetric processes the first passage time to the set B is a mixture of
exponentials. For relevant queueing systems this gives the waiting time
distribution.

There are at least two extensions of the class presented in this chapter
that seem worthwhile to explore. The first extension concerns the case of
non-symmetric processes with K ≥ 2. It is presently unclear how to prove
that one obtains 2cK roots from 2c equations. The other extension is to
allow larger finite dimensions, i.e., letting qi ∈ {0, 1, . . . , s}, i = 1, 2, . . . , c
with s > 1. Due to tractability of the results it was opted not to do this
in this chapter. We believe that similar results can be obtained for these
processes, however, one might need to move away from the power terms
βqii of the finite dimensions, or impose additional structure, such as, for
example, present in the Ek/Er/c queue [13].





4 | Single-server priority
systems

Based on [134]

In this chapter we analyze an M/M/1 queueing system with an arbitrary
number of customer classes, with class-dependent exponential service rates
and preemptive priorities between classes. The queuing system can be
described by a multi-dimensional Markov process, where the coordinates
keep track of the number of customers of each class in the system. Based
on matrix-analytic techniques and probabilistic arguments we develop
a recursive method for the exact determination of the equilibrium joint
queue length distribution. The method is applied to a spare parts logistics
problem to illustrate the effect of setting repair priorities on the perfor-
mance of the system. We conclude by briefly indicating how the method
can be extended to an M/M/1 queueing system with non-preemptive
priorities between customer classes.

79
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4.1 Introduction

We consider a single-server queueing system shared by N customer classes,
numbered 1, 2, . . . , N . The class index n indicates the priority rank; class
1 has the lowest priority and class N has the highest priority. The arrival
process of class-n customers is a Poisson process with rate λn. The service
time of a class-n customer is exponentially distributed with rate µn. All
arrival and service processes are assumed to be independent of each other.
This system can be described by a multi-dimensional Markov process on
the state space NN0 , where the coordinates keep track of the number of
customers of each class in the system.

In this chapter we present an exact method, based on matrix-analytic
techniques [117, 119] to determine the equilibrium joint queue length
distribution. In particular, it appears to be possible to avoid the use of
infinite series and truncation of the state space. The crucial observation
is that the Markov process, embedded on states in which there are no
customers of priority classes higher than n, is of theM/G/1 type, where the
number of class-n customers represents the class-n level. This is due to the
fact that during excursions of the Markov process in which higher priority
customers are present, any number of lower priority customers may arrive.
Thus, a natural way to find the equilibrium joint queue length distribution
is by recursive application of the theory of M/G/1-type Markov processes.

The joint queue length distribution is required in applications in the
area of spare parts logistics and production. Specifically, our interest in the
M/M/1 priority system with N classes arose from a spare parts logistics
problem, where the joint queue length distribution is necessary for an
exact performance analysis. This problem is discussed in Section 4.3.

Priority queueing systems have a long history (cf. [42, 46, 92]) and
single and multi-server priority queues received much attention. Most
of the earlier studies concentrate on the transforms of marginal system
characteristics such as the queue length and waiting time of a specific
priority class. The focus on marginal system characteristics is also seen in
recent work in [84, 137], where the domain of priority queueing systems
with general arrival and service time distributions is treated.

Joint queue length distributions have first been studied in [111] using
the matrix-geometric method [116] for anM/M/1 priority queueing system
with two classes. This study spurred the observation made in [19, 138, 139]
that the matrix-geometric method is a natural choice for studying priority
queueing systems with a quasi-birth–and–death (QBD) structure. In these
papers, the matrix-geometric method is generalized to systems with two
priority classes, a Markovian arrival process and a phase-type service
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time distribution. In [20] the same matrix-geometric method is applied
to a discrete-time N -class system, leading to an approximation of the
joint equilibrium distribution, as the rate matrix R needs to be truncated
for actual computation. An M/PH/1 non-preemptive priority system
with N classes with different service rates per class is studied in [90],
where an algorithm is derived using matrix-geometric techniques for the
computation of the joint queue length distribution for three aggregated
classes. The observation that is not made in [20, 90] is that lower priority
customers see the queueing system as an M/G/1-type system, i.e., an
M/M/1 system with an unreliable server (or vacations), where down times
correspond to high-priority service interruptions. This observation is made
and implemented in [79, 144], where the distribution of the down times
is approximated by a phase-type distribution, the first three moments of
which are matched to the moments of high-priority service interruptions.
However, only marginal queue length distributions are obtained.

There is also a number of papers studying the joint queue length
distribution using alternative approaches. Generating functions are used
in [64, 65] for the analysis of M/M/c priority queueing systems with two
classes. Generating functions are also used in [113] for an M/M/c preemp-
tive priority system with more than two classes. Here, customers of higher
priority are aggregated, leading to an approximation of the equilibrium
distribution. Later, [131, 132, 133] use a mixture of the matrix-geometric
method and a generating function technique to analyze preemptive and
non-preemptive priority M/M/c queueing systems with two classes, where
each class can have different types of customers. The mixture of the two
methods leads to an approximation of the joint equilibrium distribution as
the number of matrix operations has to be finite for actual computations.

The area of priority queueing systems still is an active field of research.
More recently, priority queueing systems with impatient high-priority cus-
tomers have been analyzed using generating functions [32]; by identifying
simple Markov processes [41]; using a level-crossing method [89] or using
Laplace-Stieltjes transforms [94]. These systems have applications in, for
example, telecommunication systems where voice messages need to be
delivered timely and have priority over data packets. An alternative to
impatient customers are queueing systems where customers can reduce
their sojourn time by transferring to a higher priority class. This allows
impatient customers to be served earlier. For this system, bounds on the
equilibrium distribution are given in [146]. The study of a queueing system
with transferring customers is motivated by the potential application in the
design of emergency departments. Here, patients are categorized in classes
of different priority, where patients can transfer from a lower priority class
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to a higher priority class. Approximations for the first and second moment
of the waiting time in an M/G/c non-preemptive priority queueing system
with an arbitrary number of priority classes are given in [18].

Our main contribution is that we describe a method for the exact
determination of the joint queue length distribution for a preemptive
priority queueing system with an arbitrary number of classes and class-
dependent service rates. We use the property that the embedded Markov
process is of the M/G/1 type. Key to the approach is identifying first
passage probabilities which are computed by one-step analysis. We then
recursively apply matrix-analytic methods related to M/G/1-type Markov
processes and avoid the use of infinite series.

The remainder of the chapter is organized as follows. In Section 4.2
we describe how the matrix-analytic method is applied to an N -class
preemptive priority single-server system. To ease the understanding of
the method in general and highlight the recursive nature, we first treat
the two- and three-class systems in Sections 4.2.1 and 4.2.2, respectively.
Next, in Section 4.3 we present the application in spare parts logistics,
where the joint queue length distribution is needed for an exact analysis.
In the final section we conclude by indicating how to extend the method
to non-preemptive priority rules.

4.2 Matrix-analytic method

We model the M/M/1 preemptive priority system as a Markov process.
Let Xn(t) be the number of class-n customers in the system at time t and
denote the state of the system by X(t) := (X1(t), X2(t), . . . , XN (t)). Then,
{X(t)}t≥0 is an irreducible Markov process with state space S := NN0 .
For a state we use the notation (q1, q2, . . . , qN ), where qn ∈ N0 denotes
the number of class-n customers in the system. State transitions are
triggered by arrival and service completions. Class-n customers enter
at an exponential rate λn, triggering a transition from (q1, q2, . . . , qN )
to state (q1, q2, . . . , qn + 1, qn+1, . . . , qN ). Class-n customers are served
if there are no higher priority customers in the system. More pre-
cisely, if qn+1 = qn+2 = · · · = qN = 0 and qn > 0, then class-n cus-
tomers are served at an exponential rate µn, which leads to a transi-
tion from (q1, q2, . . . , qn, 0, . . . , 0) to (q1, q2, . . . , qn − 1, 0, . . . , 0). Through-
out the chapter we assume that the system is stable, i.e., the traf-
fic intensity ρ :=

∑N
i=1 λn/µn is less than 1 (see, e.g., [72]). We de-

note by p(q1, q2, . . . , qN ) the equilibrium probability of being in state
(q1, q2, . . . , qN ). We propose to use the matrix-analytic method forM/G/1-
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structured systems to exactly and recursively calculate the joint queue
length probabilities p(q1, q2, . . . , qN ), starting from p(0, 0, . . . , 0) = 1− ρ.
Key to this approach are first passage probabilities, that can be deter-
mined through one-step analysis. In fact, the first passage probabilities
are the elements of the auxiliary matrix G of the matrix-analytic method.
However, rather than determining the infinite matrix G using matrix
equations, we recursively determine its elements using scalar equations,
derived by exploiting the skip-free property of this Markov process. To
highlight the recursive nature of the method we first treat the two- and
three-class systems.

In what follows we use the concept of a class-n level i, which refers to
the set of all states that have i class-n customers and no customers of the
higher priority classes n + 1, n + 2, . . . , N . Observe that class-N level i
refers to the set of all states with i class-N customers. To ease notation,
let us introduce λ :=

∑N
n=1 λn.

4.2.1 Two-class system

The transition rate diagram of the two-class system depicted in Fig-
ure 4.1(a) shows that the two-class system is a QBD process with class-2
levels q2 defined as the set of states with q2 high-priority customers. To
calculate the probabilities p(q1, q2), we propose to exploit the M/G/1
structure of this Markov process, instead of its G/M/1 structure as done
by [111]. Instrumental in the calculation of p(q1, q2) are the first passage
probabilities g2;i1 , instead of the elements of the rate matrix as in [111].
The first passage probability g2;i1 is defined as the probability that, start-
ing at class-2 level q2 + 1 with q2 ≥ 0 in state (q1, q2 + 1), the first passage
to class-2 level q2 happens in state (q1 + i1, q2). Notice that g2;i1 does not
depend on the starting state and can be interpreted as the probability
that i1 class-1 customers arrive during a busy period of class-2 customers.
By one-step analysis we get

µ2 − (λ+ µ2)g2;0 + λ2g
2
2;0 = 0, i1 = 0, (4.1)

−(λ+ µ2)g2;i1 + λ1g2;i1−1 + λ2

i1∑
j1=0

g2;j1g2;i1−j1 = 0, i1 > 0. (4.2)

So g2;i1 can be recursively calculated, starting from g2;0, which is the
minimal non-negative solution of (4.1):

g2;0 =
1

2λ2

(
λ+ µ2 −

√
(λ+ µ2)2 − 4λ2µ2

)
. (4.3)
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X1(t)

X2(t)

λ2

λ1

λ2

µ2
λ1

λ2

µ1 λ1

λ2

µ2
λ1

(a) Transition rate diagram of the two-class sys-
tem.

X1(t)
(q1, 0) (q1 + i1, 0)

µ1 λ1

λ2g2;i1

(b) Embedded on class-2 level 0.

Figure 4.1: Transition rate diagrams of the two-class system.

To calculate p(q1, q2), we use the following equation for excursions starting
at class-2 level q2 to levels higher than q2 ending at first return to class-2
level q2. The number of excursions per time unit that end in state (q1, q2)
is equal to p(q1, q2 + 1)µ2, but this number is also equal to the excursions
starting from class-2 level q2 per time unit that end in state (q1, q2). The
number of excursions per time unit that start in state (q1 − i1, q2) is equal
to p(q1 − i1, q2)λ2, a fraction g2;i1 of which ends in (q1, q2). Hence,

p(q1, q2 + 1)µ2 =

q1∑
i1=0

p(q1 − i1, q2)λ2g2;i1 , q1, q2 ≥ 0, (4.4)

from which all probabilities can be recursively calculated, once the bound-
ary probabilities p(q1, 0) are known. The probabilities p(q1, 0) can be
determined by considering the Markov process embedded on class-2 level
0. The transition rate diagram of the embedded Markov process is shown
in Figure 4.1(b). Note that the embedded Markov process has an M/G/1
structure with class-1 levels q1 defined as the set of states with q1 class-1
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(a) q3 > 0.
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(b) q3 = 0.

Figure 4.2: Transition rate diagram of the three-class system.

customers and no class-2 customers. To formulate the analogue of (4.4),
we introduce f2;i1 , which is the probability that, starting in state (q1, 1),
the first passage to class-1 levels less than or equal to q1 + i1 happens in
state (q1 + i1, 0). In this case, this first passage probability is equal to
the probability that during a busy period of class-2 customers, at least i1
class-1 customers arrive. So

f2;i1 = 1−
i1−1∑
j1=0

g2;j1 . (4.5)

Then, by equating the rate at which the embedded process enters and
leaves the set of states {(0, 0), (1, 0), . . . , (q1, 0)}, we obtain an equation
similar to (4.4):

p(q1 + 1, 0)µ1 = p(q1, 0)λ1 +

q1∑
i1=0

p(q1 − i1, 0)λ2f2;i1+1, q1 ≥ 0, (4.6)

which can be used to calculate all boundary probabilities, starting from
the probability of an empty system p(0, 0) = 1− ρ.

4.2.2 Three-class system

The transition rate diagram of the three-class system is shown in Figure 4.2.
This system can be described by a QBD process with class-3 levels q3

defined as the set of states with q3 high-priority customers. Let g3;i1,i2
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be the probability that, starting at class-3 level q3 + 1 with q3 ≥ 0 in
state (q1, q2, q3 + 1), the first passage to class-3 level q3 happens in state
(q1 + i1, q2 + i2, q3). Note that g3;i1,i2 can be interpreted as the probability
that i1 class-1 and i2 class-2 customers arrive during a busy period of
high-priority class-3 customers. By one-step analysis,

µ3 − (λ+ µ3)g3;0,0 + λ3g
2
3;0,0 = 0, i1, i2 = 0, (4.7)

−(λ+ µ3)g3;i1,i2 + λ1g3;i1−1,i2 + λ2g3;i1,i2−1

+λ3

i1∑
j1=0

i2∑
j2=0

g3;j1,j2g3;i1−j1,i2−j2 = 0, i1 + i2 > 0, (4.8)

where by convention, g3;i1,i2 = 0 if i1 < 0 or i2 < 0. From (4.8) the
probabilities g3;i1,i2 can be recursively calculated, starting from g3;0,0,
which is the minimal non-negative solution of (4.7):

g3;0,0 =
1

2λ3

(
λ+ µ3 −

√
(λ+ µ3)2 − 4λ3µ3

)
. (4.9)

Similar to (4.4), we have

p(q1, q2, q3 +1)µ3 =

q1∑
i1=0

q2∑
i2=0

p(q1− i1, q2− i2, q3)λ3g3;i1,i2 , q1, q2, q3 ≥ 0,

(4.10)
which can be utilized to calculate all probabilities, once the boundary
probabilities p(q1, q2, 0) are known.

To determine p(q1, q2, 0) we proceed by considering the Markov process
embedded on class-3 level 0, which is of the M/G/1 type, with class-2
levels q2 defined as the set of states with q2 class-2 customers and no
class-3 customers. Its transition rate diagram is depicted in Figure 4.3(a).
The first passage probabilities g2;i1 for the embedded Markov process are
defined as the probability that, when starting at class-2 level q2 + 1 with
q2 ≥ 0 in state (q1, q2 +1, 0), the first passage to class-2 level q2 happens in
state (q1 +i1, q2, 0). Further, the first passage probabilities g3;i1 are defined
as the probability that, when starting in state (q1, q2, 1), the first passage
to class-2 level q2 happens in state (q1 + i1, q2, 0). Observe that gk;i1 is
the probability that i1 class-1 customers arrive during a busy period of
higher priority (class-2 and class-3) customers, that starts with the arrival
of a class-k customer, for k = 2, 3. Notice the difference between the first
passage probabilities g3;i1 and g3;i1,i2 . The number of indices after the
semicolon in the subscript is related to what class level the Markov process
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X2(t)
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(a) Embedded on class-3 level 0.
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µ1 λ1

λ2g2;i1 + λ3g3;i1

(b) Embedded on class-2 level 0.

Figure 4.3: Transition rate diagram of two embedded Markov processes of
the three-class system.

is embedded on, as is illustrated in Figure 4.3. By one-step analysis we
get for k = 2, 3,

µk − (λ+ µk)gk;0 +

3∑
m=2

λmgm;0gk;0 = 0, i1 = 0, (4.11)

−(λ+ µk)gk;i1 + λ1gk;i1−1

+

3∑
m=2

λm

i1∑
j1=0

gm;j1gk;i1−j1 = 0, i1 > 0. (4.12)

From equations (4.12), both g2;i1 and g3;i1 can be recursively calculated,
with g2;0 and g3;0 being the minimal non-negative solution of (4.11). To
solve (4.11) we introduce Bk(ω) which is the Laplace-Stieltjes transform
(LST) of the service time of a class-k customer and BPk(ω) the LST of
a high-priority (class-2 and class-3) busy period initiated by a class-k
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customer. Then g2;0 and g3;0 can be calculated from, see [101, Section 5.8],

gk;0 = BPk(λ1) = Bk
(
λ1 + (λ2 + λ3)(1−BP+

2 (λ1))
)

=
µk

µk + λ1 + (λ2 + λ3)(1−BP+
2 (λ1))

, k = 2, 3, (4.13)

where BP+
2 (ω) is the LST of a high-priority busy period initiated by a

class-2 or a class-3 customer, which is equal to the LST of the busy period
in an M/H2/1 queue with class-2,3 customers:

BP+
2 (ω) =

3∑
m=2

λm
λ2 + λ3

µm

µm + ω + (λ2 + λ3)(1−BP+
2 (ω))

, ω ≥ 0.

(4.14)
To formulate the analogue of (4.10) for p(q1, q2, 0), we introduce the first
passage probabilities f3;i1,i2 , which are defined as the probability that,
when starting in state (q1, q2, 1), the first passage to class-2 levels less than
or equal to q2 + i2 happens in state (q1 + i1, q2 + i2, 0). The first passage
probability f3;i1,i2 can be interpreted as the probability that at the end
of a busy period of only class-3 customers, there have been at least i2
class-2 arrivals, and then, when the server brings down this number to
i2, the total number of class-1 arrivals (from the start of the busy period
of class-3 customers) has been i1. Hence, we can express f3;i1,i2 as the
infinite sum

f3;i1,i2 =

∞∑
m=0

∑
j0,...,jm≥0
j0+···+jm=i1

g3;j0,i2+mg2;j1 · · · g2;jm . (4.15)

Before elaborating on the computation of f3;i1,i2 , we proceed to derive an
equation for the probabilities p(q1, q2, 0). Consider excursions to class-2
levels higher than q2, that start at class-2 level q2 or lower, and end at
first return to class-2 level q2 in state (q1, q2, 0). The number of excursions
per time unit that end in state (q1, q2, 0) is equal to p(q1, q2 + 1, 0)µ2.
This number is also equal to the number of excursions per time unit that
start from class-2 level q2 or lower and end in state (q1, q2, 0). A fraction
g2;i1 of the excursions starting in (q1 − i1, q2, 0) by a class-2 arrival end
in (q1, q2, 0). Excursions to class-2 levels higher than q2 starting in state
(q1−i1, q2−i2, 0) by a class-3 arrival reach, with probability f3;i1,i2−g3;i1,i2 ,
class-2 level q2 in state (q1, q2, 0) at first return to class-2 level q2. Note
that g3;i1,i2 needs to be subtracted, since with probability g3;i1,i2 class-2
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level q2 is reached, but not yet exceeded. Hence,

p(q1, q2 + 1, 0)µ2 =

q1∑
i1=0

p(q1 − i1, q2, 0)λ2g2;i1

+

q1∑
i1=0

q2∑
i2=0

p(q1 − i1, q2 − i2, 0)λ3(f3;i1,i2 − g3;i1,i2), q1, q2 ≥ 0,

(4.16)

from which p(q1, q2, 0) can be recursively calculated, once the boundary
probabilities p(q1, 0, 0) are known. To determine p(q1, 0, 0) we consider the
Markov process embedded on class-2 level 0, the transition rate diagram
of which is depicted in Figure 4.3(b), with class-1 levels q1 defined as the
set of states with q1 class-1 customers and no class-2 or class-3 customers.
To finally formulate the equations for p(q1, 0, 0), we define fk;i1 as the
probability that, when starting in state (q1, 1, 0) if k = 2 and starting
in state (q1, 0, 1) if k = 3, the first passage to class-1 levels less than
or equal to q1 + i1 happens in state (q1 + i1, 0, 0). Similarly as for the
two-class system, this first passage probability is equal to the probability
that at least i1 class-1 customers arrive during a busy period of class-2,3
customers, initiated by a class-k customer. So, for k = 2, 3,

fk;i1 = 1−
i1−1∑
j1=0

gk;j1 . (4.17)

Then, similar to (4.6), we have

p(q1 + 1, 0, 0)µ1 = p(q1, 0, 0)λ1

+

q1∑
i1=0

p(q1 − i1, 0, 0)(λ2f2;i1+1 + λ3f3;i1+1), q1 ≥ 0. (4.18)

This equation can be used to recursively calculate p(q1, 0, 0), with initially
p(0, 0, 0) = 1− ρ.

We now turn to the calculation of the first passage probabilities f3;i1,i2 .
To avoid evaluation of the infinite sums in (4.15), we again employ one-step
analysis, yielding for i1 ≥ 0 and i2 > 0,

−(λ+ µ3)f3;i1,i2 + λ1f3;i1−1,i2 + λ2f3;i1,i2−1

+λ3

( i1∑
j1=0

i2−1∑
j2=0

g3;j1,j2f3;i1−j1,i2−j2 +

i1∑
j1=0

f3;j1,i2g3;i1−j1
)

= 0, (4.19)
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where by convention, f3;i1,i2 = 0 if i1 < 0. The first passage probabilities
f3;i1,i2 can be recursively calculated using the equations (4.19), starting
with f3;i1,0 = g3;i1 . The last two terms in (4.19) need some explanation:
this is the probability of first passage to class-2 levels less than or equal
to q2 + i2 in state (q1 + i1, q2 + i2, 0) when starting an excursion in state
(q1, q2, 2), so with two instead of one class-3 customer. Now imagine that
the second class-3 customer enters service when the busy period generated
by the first class-3 customer finishes. The first term corresponds to the
event that the number of class-2 arrivals during the busy period generated
by the first class-3 customer is j2 < i2, so that the number of class-2
arrivals during the second busy period should be at least i2 − j2. The
second term corresponds to the event that the number of class-2 arrivals
during the first busy period is j2 ≥ i2. The surplus number j2 − i2 of
class-2 customers should be served after the busy period generated by the
second class-3 customer. The duration of the excursion will not be altered
if these class-2 customers enter service (as well as any higher priority
customer arriving during their service) before the second class-3 customer.
Then f3;j1,i2 is the probability that the number of class-1 arrivals is j1
when the last surplus class-2 customer completes service, and thus the
number of class-1 arrivals during the busy period generated by the second
class-3 customer should be exactly equal to i1 − j1. Note that the busy
period generated by this second class-3 customer includes class-3 and
class-2 customers, since each arriving class-2 customer is surplus. So the
probability of exactly i1 − j1 class-1 arrivals is g3;i1−j1 .

4.2.3 N-class system

We now extend the approach for obtaining the equilibrium distribution
of the three-class system to an N -class system. Since we are dealing
with N classes, we need some accommodating notation. We introduce
i(n) = (i1, i2, . . . , in) and similarly for j(n) and q(n); 0(n) is the zero vector
of length n; and e

(n)
k denotes a vector of zeros of length n with a 1 at

position n. In contrast with other chapters, here the indexing of vectors
starts at 1. Recall that class-n level i denotes the set of states with i
class-n customers and no customers of higher classes n+ 1, n+ 2, . . . , N .

Once again, we have two types of first passage probabilities. The first
type is the first passage probability gk;i(n) , n + 1 ≤ k ≤ N defined as
the probability that, when starting in state (q(n+1),0(N−n+1)) + e

(N)
k ,

the first passage to class-(n + 1) level qn+1 happens in state (q(n) +
i(n), qn+1,0

(N−n+1)). Second, fk;i(n) , n + 1 ≤ k ≤ N is the probability
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that, when starting in state (q(n),0(N−n))+e
(N)
k , the first passage to class-

n levels less than or equal to qn + in happens in state (q(n) + i(n),0(N−n)).
We first describe how to obtain the first passage probabilities gk;i(n) and

fk;i(n) in a recursive manner, followed by the computation of the equilibrium
probabilities. By a one-step analysis we get for n = N − 1, N − 2, . . . , 1
and k ≥ n+ 1,

µk − (λ+ µk)gk;0(n) +

N∑
m=n+1

λmgm;0(n)gk;0(n) = 0, i(n) = 0(n), (4.20)

−(λ+ µk)gk;i(n) +

n∑
m=1

λmgk;i(n)−e(n)
m

+

N∑
m=n+1

λm

i(n)∑
j(n)=0(n)

gm;j(n)gk;i(n)−j(n) = 0, i(n) > 0(n), (4.21)

where i(n) > 0(n) indicates that at least one element of i(n) is positive.
From (4.21) all gk;i(n) with k ≥ n+ 1 and n fixed can be calculated, with
gk;0(n) computed as

gk;0(n) = BPk
( n∑
m=1

λm
)

= Bk
( n∑
m=1

λm +

N∑
m=n+1

λm(1−BP+
n+1(

n∑
m=1

λm))
)

=
µk

µk +

n∑
m=1

λm +

N∑
m=n+1

λm(1−BP+
n+1(

n∑
m=1

λm))

, (4.22)

where BP+
n+1(ω) is the LST of a high-priority (class-(n+ 1) and higher)

busy period, which is equal to the LST of the busy period in anM/HN−n/1
queue with class-(n+ 1), . . . , N customers. For ω ≥ 0,

BP+
n+1(ω) =

N∑
m=n+1

λm
N∑

l=n+1

λl

µm

µm + ω +

N∑
l=n+1

λl(1−BP+
n+1(ω))

. (4.23)

The first passage probabilities fk;i(n) with n = N − 1, N − 2, . . . , 2 and
k ≥ n + 1 follow from one-step analysis similar to (4.19). Let us fix a
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in > 0, so that we can write

− (λ+ µk)fk;i(n) +

n∑
m=1

λmfk;i(n)−e(n)
m

+

N∑
m=n+1

λm

( i(n−1)∑
j(n−1)=0(n−1)

in−1∑
jn=0

gm;j(n−1),jnfk;i(n−1)−j(n−1),in−jn

+

i(n−1)∑
j(n−1)=0(n−1)

fm;j(n−1),ingk;i(n−1)−j(n−1)

)
= 0, i(n−1) ≥ 0(n−1), (4.24)

and fk;0,i(n−1) = gk;i(n−1) . The last two terms in (4.24) describe the proba-
bility of first passage to class-n levels less than or equal to qn + in in state
(q(n) + i(n),0(N−n)) when starting an excursion in state (q(n),0(N−n)) +

e
(N)
k + e

(N)
m , so with one class-k and one class-m customer. Note that we

act as if the class-k customer enters service when the high-priority busy
period generated by the class-m customer finishes. This is feasible, since
the order in which the customers are served does not alter the duration
of a high-priority busy period, cf. (4.19). The remaining first passage
probabilities for the case n = 1 are computed as, for k ≥ 2,

fk;i1 = 1−
i1−1∑
j1=0

gk;j1 , i1 > 0. (4.25)

The equilibrium probabilities of the N -class system follow again by
counting excursions as was done for the two- and three-class systems. We
consider excursions to class-n levels higher than qn, that start at class-
n level qn or lower, and end at first return to class-n level qn in state
(q(n),0(N−n)). The number of excursions per time unit that end in state
(q(n),0(N−n)) is equal to p(q(n−1), qn + 1,0(N−n))µn. This number is also
equal to the number of excursions per time unit that start from class-n
level qn or lower and end in state (q(n),0(N−n)). We distinguish two ways
in which this can happen:

1. A fraction gn;i(n−1) of the excursions starting in state (q(n−1) −
i(n−1), qn,0

(N−n)) by a class-n arrival end in (q(n),0(N−n)).

2. Excursions to class-n levels higher than qn starting in state (q(n) −
i(n),0(N−n)) by a class-m, m = n + 1, . . . , N , arrival reach, with
probability fm;i(n) − gm;i(n) , level qn in state (q(n),0(N−n)) at first
return to class-n level qn.
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Combining these possibilities, we have for n = 1, 2, . . . , N and q(n) ≥ 0(n),

p(q(n−1), qn + 1,0(N−n))µn

=

q(n)∑
i(n)=0(n)

p(q(n) − i(n),0(N−n))

N∑
m=n+1

λm(fm;i(n) − gm;i(n))

+

q(n−1)∑
i(n−1)=0(n−1)

p(q(n−1) − i(n−1), qn,0
(N−n))λngn;i(n−1) , (4.26)

which can be solved recursively, starting from p(0(N)) = 1 − ρ. Note
that for n = 1 the second term on the right-hand side of (4.26) becomes
p(q1,0

(N−1))λ1 and for n = N , the first term on the right-hand side
reduces to 0.

Remark 4.1. The above algorithm to determine the equilibrium prob-
abilities involves subtractions in some equations, see, e.g., (4.25), which
may possibly lead to loss of significant digits and instability. However, in
all experiments we observed numerically stable results.

4.3 Application in spare parts logistics

Our interest in the joint queue length distribution arose from a spare parts
supply problem for repairable parts sharing the same repair shop. For this
problem, we apply our method, based on the matrix-analytic approach, to
demonstrate the influence of assigning repair priorities on the performance
of the system.

There are M identical machines and each machine contains three
different subsystems, numbered 1, 2, 3. Each subsystem n consists of Zn
identical parts in parallel. We refer to the parts of subsystem n as parts
of Stock-Keeping Unit n (SKU n). For each subsystem, kn < Zn parts
have to function. That is, we have redundancy, and the redundant parts
are in “cold standby”. This is called a “kn-out-of-Zn” setup. We have kn
functioning parts per subsystem and only these parts are subject to failure.
When one part fails, another one can immediately take over the necessary
functions. An example of such a subsystem is the onboard computer of an
airplane, where this critical component is duplicated and in an idle mode
to accommodate possible failures, here, kn = 1 and Zn = 2. Other typical
systems with this structure can be found in [129].

A machine is only working when all three subsystems are working.
When one of the functioning parts fails, a redundant part takes over its
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3211

··
·

321M

Machines
Stock

Repair shop

SKU 1 consists of Z1 parts of
which k1 have to function

Figure 4.4: Example of a simple spare parts supply system.

function and a service engineer takes a new part from a stock of parts and
replaces the failed one. The failed part is then sent to a single-server repair
facility. Part and repair requests are served on a first come first serve
basis. The repair time for a part of SKU n is exponentially distributed
with rate µn; the delivery and replacement times are small and can be
neglected. We assume that failures of parts of SKU n occur according to
a Poisson process with rate λn. This approximation, which is the only one
needed, is valid when M , the total number of machines in the system, is
large and when the fraction of working machines is high. After repair the
broken parts are assumed to be as good as new and they are put back to
stock. The stock of SKU n at time instant t = 0 is denoted by Sn. We
call the amount Sn the basestock level for SKU n parts. The system is
shown in Figure 4.4.

Let us define the system availability as the average fraction of working
machines:

A(S1, S2, S3) =
1

M

M∑
m=1

P(Machine m is working). (4.27)

The number of backorders of SKU n parts is given by (qn − Sn)+, where
(x)+ = max(0, x) and qn is the number of SKU n parts in repair. Define
En as the number of ‘empty’ spots in a given subsystem n of any of the
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M machines. Then, by conditioning on the number of parts of SKU n in
repair we obtain, with s ≤ Zn,

P(En = s | qn in repair) =


1, qn − Sn < s, s = 0,

0, qn − Sn < s, s > 0,(
Zn
s

) (Zn(M−1)
qn−Sn−s)
( MZn
qn−Sn)

, qn − Sn ≥ s.
(4.28)

In terms of the joint queue length distribution, the system availability can
be written as

A(S1, S2, S3) =
∑

q1,q2,q3≥0

( 3∏
n=1

Zn−kn∑
s=0

P(En = s | qn in repair)
)
p(q1, q2, q3).

(4.29)

The expression (4.29) determines the system availability much better
than other approximations proposed in the literature; e.g., the system
availability defined in [129] only uses information on the mean number of
backorders. The method proposed in this chapter makes it possible to use
the detailed distribution of the number of parts in repair. To demonstrate
the approach we execute a set of experiments with the following parameters:
M = 100, and Zn = 4, kn = 2, λn = n/300 and µn = (4 − n)/ξ for
n = 1, 2, 3, where ξ is chosen such that

∑3
n=1 λn/µn = ρ.

We wish to compute the joint queue length distribution such that∑
q1,q2,q3

p(q1, q2, q3) > 1− ε with ε a small positive number. We do this
by computing the equilibrium probabilities of the states in a discrete
three-dimensional cuboid

S ′ := {0, 1, . . . , s1} × {0, 1, . . . , s2} × {0, 1, . . . , s3}, (4.30)

where we need to choose si. For the sake of clarity, we briefly introduce the
marginal queue length distribution of class-n customers as pn(·). We specify
the construction of S ′ in more detail. The bound s3 is computed from the
M/M/1 system with only class-3 customers, such that

∑s3
q3=0 p3(q3) > 1−ε,

which leads to s3 = d log ε
log λ3/µ3

− 1e. The bound s2 is obtained through
a priority system with class-2 and 3 customers such that the sum of the
marginal probabilities for class-2 customers is very close to 1. That is,∑s2
q2=0 p2(q2) > 1−ε. Conveniently, the marginal queue length distribution

p2(·) can be derived directly from the joint equilibrium probabilities p(·, 0)
of the priority queueing system with class-2 and 3 customers via the relation
λ2p2(q2 − 1) = µ2p(q2, 0). Thus, this allows us to estimate the bound s2
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Util. Priorities Mean queue length Avail. Comp.
ρ r1 r2 r3 SKU 1 SKU 2 SKU 3 A time (s)

0.90 H M L 0.0744 0.3015 7.3244 0.9999 0.07
H L M 0.0744 10.7998 2.0752 0.9996 0.17
M H L 0.1333 0.2621 7.3244 0.9999 0.02
M L H 1.3408 10.7998 1.6531 0.9996 0.78
L H M 9.6132 0.2621 4.1643 0.9995 0.60
L M H 9.6132 5.2846 1.6531 0.9994 4.28

0.95 H M L 0.0788 0.3261 15.6437 0.9995 0.17
H L M 0.0788 26.5995 2.5070 0.9965 2.03
M H L 0.1467 0.2808 15.6437 0.9995 0.04
M L H 1.8359 26.5995 1.9213 0.9965 7.50
L H M 28.7923 0.2808 6.0938 0.9930 11.02
L M H 28.7923 8.6257 1.9213 0.9928 34.35

Table 4.1: System availability for different combinations of repair shop
utilizations and priority assignments. We use ε = 10−6. The variable rn
indicates the priority of SKU n parts, either high (H), medium (M) or low
(L).

without having to compute all joint equilibrium probabilities p(q2, q3). The
final bound s1 can be found iteratively until

∑
q1,q2,q3

p(q1, q2, q3) > 1− ε
or using the same method as for the bound s2. Naturally, this method of
constructing S ′ extends to an arbitrary number of classes.

In Table 4.1 we list the system availability according to (4.29) for
different utilization rates of the repair shop and different priority assign-
ments. The basestock levels Sn depend on the mean queue lengths, i.e.,
we set Sn = bE[Qn]c, n = 1, 2, 3, where Qn is the equilibrium number of
SKU n parts in the repair shop. The algorithm for the 3-class system was
executed using Java 8.0 on a desktop with an Intel Core i7-3770 CPU and
16 GB RAM. The computation times mentioned in Table 4.1 depend on
the number of states with significant probability mass, i.e., on the load of
the system, the priority assignment and, naturally, the parameter value of
ε. For these experiments, we have selected ε = 10−6.

Table 4.1 shows that we have a fast numerical method to compute
the availability for different priority assignments and particular choices
of basestock levels. This method can easily be exploited in a procedure
to optimize the priority assignment and basestock level; e.g., in order to
maximize system availability under a given budget for spare parts (cf. [12],
which considers a setting with equal repair rates for all SKU’s).
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4.4 Conclusion

We have developed for the M/M/1 preemptive priority system with N
customer classes and class-dependent service rates a method for the exact
determination of the joint equilibrium queue length distribution. This
method is based on the matrix-analytic method as the embedded Markov
processes are of the M/G/1 type. Key to this approach are first passage
probabilities, computed by one-step analysis.

We applied the exact solution method to a spare parts logistics problem
where repairable parts share the same repair shop, and showed that this
method produces accurate results in the order of seconds.

We next sketch how the method can be extended to an M/M/1 non-
preemptive priority system. In the non-preemptive case one identifies
the customer currently in service by adding another variable to the state
description. For the two-class system, the state description becomes
(q1, q2, r) where r ∈ {0, 1, 2} indicates the class of the customer in service
with r = 0 indicating no customer in service. By defining class-2 level q2 as
the set of states with q2 class-2 customers, one can again count the number
of excursions per time unit that start from class-2 level q2 and reach levels
higher than q2 to finally end at state (q1, q2, 2). The states with a class-1
customer in service can only be reached from the states (q1, q2, 1) or (0, 0, 0)
and thus the equilibrium probabilities of these states can be recursively
determined for q2 > 0 immediately from the boundary probabilities of
class-2 level 0, see Figure 4.5. One finds the equilibrium probabilities of
class-2 level 0, starting from p(0, 0, 0) = 1− ρ, by embedding the Markov
process on class-2 level 0 and again counting excursions. Notice that
the approach is very similar to the one for the preemptive case and only
requires the computation of equilibrium probabilities of the states (q1, q2, 1)
as an additional step.
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X1(t)

X2(t)

λ1

λ2

µ1 λ1

λ2

λ2

λ1µ1

Figure 4.5: Transition rate diagram of the non-preemptiveM/M/1 priority
system with 2 customer classes. The states shown are (q1, q2, 1) and state
(0, 0, 0) at the intersection of the axes. The dashed arrows indicate a
transition to a state with r = 2, i.e., a state with a class-2 customer in
service.
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Based on [127]

We analyze the time-dependent behavior of an M/M/c priority queue
having two customer classes, class-dependent service rates, and preemptive
priority between classes. More particularly, we develop a method that
determines the Laplace transforms of the transition functions when the
system is initially empty. The Laplace transforms corresponding to states
with at least c high-priority customers are expressed explicitly in terms
of the Laplace transforms corresponding to states with at most c − 1
high-priority customers. We then show how to compute the remaining
Laplace transforms recursively, by making use of a variant of Ramaswami’s
formula from the theory of M/G/1-type Markov processes. While the
primary focus of our work is on deriving Laplace transforms of transition
functions, analogous results can be derived for the equilibrium distribution:
these results seem to yield the most explicit expressions known to date.

99
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5.1 Introduction

Priority models with multiple servers constitute an important class of
queueing systems, having applications in areas as diverse as manufacturing,
wireless communication and the service industry. Studies of these models
date back to at least the 1950’s (see, e.g., Cobham [42], Davis [46], and
Jaiswal [91, 92]) yet many properties of these systems still do not appear
to be well understood: recent work addressing priority models includes
Sleptchenko et al. [134], and Wang et al. [140]. We refer the reader to [140]
for more specific examples of applications of priority queueing models.

To the best of our knowledge, the joint equilibrium distribution of
the M/M/1 2-class preemptive priority system was first studied in Miller
[111], who makes use of matrix-geometric methods to study the joint
equilibrium distribution of the number of high- and low-priority customers
in the system. More particularly, in [111] this queueing system is modeled
as a quasi-birth–and–death (QBD) process having infinitely many levels,
with each level containing infinitely many phases. Miller then shows
how to recursively compute the elements of the rate matrix of this QBD
process: once enough elements of this rate matrix have been found, the
joint equilibrium can be determined.

This single-server model is featured in many works that have recently
appeared in the literature. In Sleptchenko et al. [134] an exact, recursive
procedure is given for computing the joint equilibrium distribution of an
M/M/1 preemptive priority queue that serves an arbitrary finite number
of customer classes. The M/M/1 2-class priority model is briefly discussed
in Katehakis et al. [98], where they explain how the Successive Lumping
technique can be used to study M/M/1 2-class priority models when both
customer classes experience the same service rate. Interesting asymptotic
properties of the equilibrium distribution of theM/M/1 2-class preemptive
priority model can be found in the work of Li and Zhao [107].

Multi-server preemptive priority systems with two customer classes have
also received some attention in the literature. One of the earlier references
allowing for different service requirements between customer classes is Gail
et al. [65], see also the references therein. In [65], the authors derive the
generating function of the joint equilibrium probabilities by expressing
it in terms of the equilibrium probabilities associated with states where
there are no waiting customers. A combination of a generating function
approach and the matrix-geometric approach is used in Sleptchenko et
al. [133] to compute the joint equilibrium distribution of an M/M/c 2-
class preemptive priority queue. The M/PH/c queue with an arbitrary
number of preemptive priority classes is studied in Harchol-Balter et al. [79]
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using a Recursive Dimensionality Reduction technique that leads to an
accurate approximation of the mean sojourn time per customer class.
Furthermore, in Wang et al. [140] the authors present a procedure for
finding, for an M/M/c 2-class priority model, the generating function of
the distribution of the number of low-priority customers present in the
system in equilibrium.

Our contribution to this stream of literature is an analysis of the
time-dependent behavior of a Markovian multi-server queue with two
customer classes, class-dependent service rates and preemptive priority
between classes. Our work deviates from all of the above approaches, in
that we construct a procedure for computing the Laplace transforms of
the transition functions of the M/M/c 2-class preemptive priority model.
Our method first makes use of a slight tweak of the clearing analysis on
phases (CAP) method featured in Doroudi et al. [52], in that we show how
CAP can be modified to study Laplace transforms of transition functions.
The specific dynamics of our priority model allow us to take the analysis
a few steps further, by showing each Laplace transform can be expressed
explicitly in terms of transforms corresponding to states contained within a
strip of states that is infinite in only one direction. Finally, we show how to
compute these remaining transforms recursively, by making use of a slight
modification of Ramaswami’s formula [119]. While the focus of our work
is on Laplace transforms of transition functions, analogous results can be
derived for the equilibrium distribution of the M/M/c 2-class preemptive
priority model as well. We are not aware of any studies that obtain explicit
expressions for the Laplace transforms of the transition functions, or even
the equilibrium distribution, as we do here: these results seem to yield the
most explicit expressions known to date.

The Laplace transforms we derive can easily be numerically inverted to
retrieve the transition functions with the help of the algorithms of Abate
and Whitt [3, 4] or den Iseger [50]. These transition functions can be
used to study—as a function of time—key performance measures such
as the mean number of customers of each priority class in the system;
the mean total number of customers in the system; or the probability
that an arriving customer has to wait in the queue. The time-dependent
performance measures can, for example, be used to analyze and dimension
priority systems when one is interested in the behavior of such systems
over a finite time horizon. Using the equilibrium distribution as an
approximation of the time-dependent behavior to dimension the system
can result in either over- or underdimensioning, which can lead to poor
performance. So, our method yields a way of understanding the time-
dependent behavior of multi-server priority queues. This type of behavior
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number of servers 10 20 30 50 70 100
equilibrium probabilities 0.35 0.66 1.1 2.9 7.1 21

Laplace transforms 0.52 1.3 2.7 8.7 23 62

Table 5.1: Computation time in seconds required to calculate, for all
states in Sk, the equilibrium probabilities or the Laplace transforms for a
specific ω = 1/2 + 1/2i. We use the numerical implementation outlined in
Section 5.5.5 with accuracies ε = 10−8. Parameter settings are ρ1 = 1/3,
ρ2 = 1/2 and c varies.

cannot be analyzed using any methods found in previous work pertaining
to this system: until now, one would have to resort to simulation in order
to study the time-dependent behavior. Having explicit expressions for
the Laplace transforms of the transition functions greatly simplifies the
computation of some performance measures: for instance, these transforms
yield explicit expressions for the Laplace transforms (with respect to time)
of the distribution of the number of low-priority customers in the system
at time t.

We now present some numerical examples of the time-dependent per-
formance measures, where we will make use of the notation introduced
in Section 5.2. In Figure 5.1, we plot the mean number of low-priority
customers in the system as a function of time. Similarly, in Figure 5.2 we
plot the time-dependent delay probabilities for each priority class. The
Laplace transforms used to obtain Figures 5.1 and 5.2 can be computed
numerically using the approach discussed in Section 5.5.5: here we used
an error tolerance of ε = 10−8. Once these transforms have been found,
numerical inversion can be done via the Euler summation algorithm of
[3] where we again used an error tolerance of 10−8. From Figure 5.1 we
can also informally derive the mixing times of each scenario, i.e., the
time until the Markov process is “close” to its equilibrium distribution.
It seems that the mixing time vastly increases with an increase in the
load. As expected, in Figure 5.2 we see that the delay probability of
a high-priority customer is much lower than the delay probability of a
low-priority customer. Furthermore, as time passes, the delay probability
of the high-priority customer tends to the delay probability in an M/M/c
queue with only high-priority customers. Finally, in Table 5.1 we show the
computation times of the algorithm, which was implemented in Matlab
and run on a 64-bit desktop with an Intel Core i7-3770 processor. The
computation time scales reasonably well with the number of servers and
therefore the algorithm can be used to evaluate any practical instance.
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Figure 5.1: Mean number of low-priority customers in the system as
a function of time for increasing load of the high-priority customers.
Parameter settings are c = 10, ρ1 = 1/3, and ρ2 varies.
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as a function of time for the two priority classes. Parameter settings are
c = 10, ρ1 = 1/3, and ρ2 = 1/2.
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This chapter is organized as follows. Section 5.2 describes both the
M/M/c 2-class preemptive priority queueing system, as well as the two-
dimensional Markov process used to model the dynamics of this system.
In the same section we introduce relevant notation and terminology, and
detail the outline of the approach. In Sections 5.3–5.5 we describe this
approach for calculating the Laplace transforms of the transition functions.
We discuss the simplifications in the single-server case in Section 5.6. In
Section 5.7 we summarize our contributions and comment on the derivation
of the equilibrium distribution. The appendices provide supporting results
on combinatorial identities and single-server queues used in deriving the
expressions for the Laplace transforms.

5.2 Model description and outline of approach

We consider a queueing system consisting of c servers, where each server
processes work at unit rate. This system serves customers from two
different customer classes, referred to here as class-1 and class-2 customers.
The class index indicates the priority rank, meaning that among the
servers, class-2 customers have preemptive priority over class-1 customers
in service. Recall that the term ‘preemptive priority’ means that whenever
a class-2 customer arrives to the system, one of the servers currently
serving a class-1 customer immediately drops that customer and begins
serving the new class-2 arrival, and the dropped class-1 customer waits in
the system until a server is again available to receive further processing,
i.e., the priority rule is preemptive resume. Therefore, if there are currently
i class-1 customers and j class-2 customers in the system, the number
of class-2 customers in service is min(c, j), while the number of class-1
customers in service is max(min(i, c− j), 0).

Class-n customers arrive in a Poisson manner with rate λn, n = 1, 2,
and the Poisson arrival processes of the two populations are assumed to
be independent. Each class-n arrival brings an exponentially distributed
amount of work with rate µn, independently of everything else. We
denote the total arrival rate by λ := λ1 + λ2, the load induced by class-n
customers as ρn := λn/(cµn), and the load induced by both customer
classes as ρ := ρ1 + ρ2.

The dynamics of this queueing system can be described by a continuous-
time Markov chain (CTMC). For each t ≥ 0, let Xn(t) represent the
number of class-n customers in the system at time t, and define X(t) :=
(X1(t), X2(t)). Then, {X(t)}t≥0 is a CTMC on the state space S = N2

0.
Given any two distinct elements x, y ∈ S, the element q(x, y) of the
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Figure 5.3: Transition rate diagram of the Markov process {X(t)}t≥0.

transition rate matrix Q associated with {X(t)}t≥0 denotes the transition
rate from state x to state y. The row sums of Q are 0, meaning for each
x ∈ S, q(x, x) = −∑y 6=x q(x, y) =: −q(x), where q(x) represents the rate
of each exponential sojourn time in state x. For our queueing system, the
non-zero transition rates of Q are given by

q((i, j), (i+ 1, j)) = λ1, i, j ≥ 0,

q((i, j), (i, j + 1)) = λ2, i, j ≥ 0,

q((i, j), (i− 1, j)) = max(min(i, c− j), 0)µ1, i ≥ 1, j ≥ 0,

q((i, j), (i, j − 1)) = min(c, j)µ2, i ≥ 0, j ≥ 1.

Figure 5.3 displays the transition rate diagram.



106 Chapter 5. Multi-server priority systems

We further associate with the Markov process {X(t)}t≥0 the collection
of transition functions {px,y(·)}x,y∈S , where for each x, y ∈ S (with possibly
x = y) the function px,y : [0,∞)→ [0, 1] is defined as

px,y(t) := P(X(t) = y | X(0) = x), t ≥ 0. (5.1)

Each transition function px,y(·) has a Laplace transform πx,y(·) that is
well-defined on the subset of complex numbers C+ := {ω ∈ C : Re(ω) > 0}
as

πx,y(ω) :=

∫ ∞
0

e−ωtpx,y(t) dt, ω ∈ C+. (5.2)

We restrict our interest to transition functions of {X(t)}t≥0 when X(0) =
(0, 0) with probability one (w.p.1), and so we drop the first subscript on
both transition functions and Laplace transforms, i.e., px(t) := p(0,0),x(t)
for each t ≥ 0 and πx(ω) := π(0,0),x(ω) for each ω ∈ C+. Our goal is to
derive efficient numerical methods for calculating each Laplace transform
πx(ω), x ∈ S. We often refer to the Laplace transform πx(ω) associated
with the state x as the Laplace transform for state x.

5.2.1 Notation and terminology

It helps to decompose the state space S into a countable number of levels,
where for each integer i ≥ 0, the i-th level is the set {(i, 0), (i, 1), . . .}. We
further decompose the i-th level into an upper level and a lower level:
upper level i is defined as Ui := {(i, c), (i, c+ 1), . . .}, while lower level i
is simply Li := {(i, 0), (i, 1), . . . , (i, c − 1)} and the union of lower levels
L0,L1, . . . ,Li is denoted by L≤i :=

⋃i
k=0 Lk. The set of all states in phase

j is denoted by Pj := {(0, j), (1, j), . . .}.
We sometimes refer to upper level U0 as the vertical boundary. The

union of upper levels
U1 ∪ U2 ∪ · · · (5.3)

is called the interior of the state space. Finally, the union

L0 ∪ L1 ∪ · · · (5.4)

is called the horizontal boundary or the horizontal strip of boundary states.
Figure 5.4 depicts these sets.

The indicator function 1{A} equals 1 if event A is true and 0 otherwise.
Given an arbitrary CTMC {Z(t)}t≥0, we let Ez[f(Z(t))] represent the
expectation of a functional of Z(t), conditional on Z(0) = z, and Pz(·)
denotes the conditional probability associated with Ez[·]. In our analysis
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Figure 5.4: Terminology of the various sets of states.

it should be clear from the context what is being conditioned on when we
write Pz(·) or Ez[·].

We will also need to make use of hitting-time random variables. We
define for each set A ⊂ S,

τA := inf{t > 0 : lim
s↑t

X(s) 6= X(t) ∈ A} (5.5)

as the first time {X(t)}t≥0 makes a transition into the set A (so note
X(0) ∈ A does not imply τA = 0) and τx should be understood to mean
τ{x}.

5.2.2 Notation for M/M/1 queues

Most of the formulas we derive contain quantities associated with an
ordinary M/M/1 queue. Given an M/M/1 queueing system with arrival
rate λ and service rate µ, let Qλ,µ(t) denote the total number of customers
in the system at time t. Under the measure Pn(·), which, in this case,
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represents conditioning on Qλ,µ(0) = n, let Bλ,µ denote the busy period
duration induced by these customers. Under P1(·), the Laplace-Stieltjes
transform of Bλ,µ is given by

φλ,µ(ω) := E1[e−ωBλ,µ ] =
λ+ µ+ ω −

√
(λ+ µ+ ω)2 − 4λµ

2λ
. (5.6)

Recall that under Pn(·), Bλ,µ is equal in distribution to the sum of n
i.i.d. copies of Bλ,µ under the measure P1(·), see, e.g., [135, p. 32]. Thus,
for each integer n ≥ 1 we have

En[e−ωBλ,µ ] = φλ,µ(ω)n. (5.7)

We will also need to make use of the following quantities in Sections 5.5
and 5.6. Suppose {Aθ(t)}t≥0 is a homogeneous Poisson process with rate
θ that is independent of {Qλ,µ(t)}t≥0. For each integer i ≥ 0, define

w
(λ,µ,θ)
i (ω) := E1[e−ωBλ,µ1{Aθ(Bλ,µ) = i}]. (5.8)

Lemma 5.22 of Appendix 5.C develops a recursion for the w(λ,µ,θ)
i (ω) terms

and in Lemma 5.23 of Appendix 5.C we give explicit expressions for these
terms by solving the recursion.

The following quantities associated with M/M/1 queues will appear at
many places of the analysis. To increase readability, we adopt the notation
used in [52] and define the quantities

φ2 := φλ2,cµ2
(λ1 + ω), r2 := ρ2φλ2,cµ2

(λ1 + ω), (5.9)

and
Ω2 :=

ρ2φλ2,cµ2
(λ1 + ω)

λ2(1− ρ2φλ2,cµ2(λ1 + ω)2)
. (5.10)

Further results for M/M/1 queues are presented in Appendix 5.C.

5.2.3 Outline of our approach

Our approach for computing the Laplace transforms of the transition
functions of {X(t)}t≥0 when X(0) = (0, 0) w.p.1 is divided in three parts.

1. For each integer i ≥ 0, we use a slight modification of the CAP
method [52] to write each Laplace transform for each state in Ui, i.e.,
π(i,c−1+j)(ω), j ≥ 1, in terms of the Laplace transforms π(k,c−1)(ω),
0 ≤ k ≤ i as well as additional coefficients {vk,l}i≥k≥l≥0 that satisfy
a recursion.



5.3. A slight modification of the CAP method 109

2. In Section 5.4 we obtain an explicit expression for the coefficients
{vk,l}k≥l≥0. This in turn shows that for each i ≥ 0, each Laplace
transform for each state in Ui, i.e., π(i,c−1+j)(ω), j ≥ 1, can be
explicitly expressed in terms of π(k,c−1)(ω), 0 ≤ k ≤ i.

3. In Section 5.5 we derive a recursion with which we can determine
the Laplace transforms for the states in the horizontal boundary.
Specifically, we derive a modification of Ramaswami’s formula [119] to
recursively compute the remaining Laplace transforms π(i,j)(ω), i ≥
0, 0 ≤ j ≤ c − 1. The techniques we use to derive this recursion
are exactly the same as the techniques recently used in [95] to
study block-structured Markov processes. Only the Ramaswami-like
recursion is needed to compute all Laplace transforms: once the
values for the Laplace transforms of the states in the horizontal
boundary are known, all other transforms can be stated explicitly
without using additional recursions.

5.3 A slight modification of the CAP method

The following theorem is used in multiple ways throughout our analysis.
It appears in [95, Theorem 2.1] and can be derived by taking the Laplace
transform of both sides of the equation at the top of page 124 of [102],
which relates transition functions to a convolution of a transition function
and a taboo transition function.

Theorem 5.1. Suppose A and B are disjoint subsets of S with x ∈ A.
Then for each y ∈ B,

πx,y(ω) =
∑
z∈A

πx,z(ω)(q(z) + ω)Ez
[∫ τA

0

e−ωt1{X(t) = y}dt
]
, (5.11)

or, equivalently,

πx,y(ω) =
∑
z∈A

πx,z(ω)
∑
z′∈Ac

q(z, z′)Ez′
[∫ τA

0

e−ωt1{X(t) = y}dt
]
. (5.12)

5.3.1 Laplace transforms for states along the vertical
boundary

In this subsection we employ Theorem 5.1 to express each Laplace trans-
form π(0,c−1+j)(ω), j ≥ 1 in terms of π(0,c−1)(ω).
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Using Theorem 5.1 with A = Uc0 we obtain, for j ≥ 1,

π(0,c−1+j)(ω)

=
∑
z∈Uc0

πz(ω)
∑
z′∈U0

q(z, z′)Ez′
[∫ τUc0

0

e−ωt1{X(t) = (0, c− 1 + j)} dt
]

= π(0,c−1)(ω)λ2E(0,c)

[∫ τUc0

0

e−ωt1{X(t) = (0, c− 1 + j)} dt
]
. (5.13)

From the transition rate diagram in Figure 5.3, we find that the expectation
in (5.13) can be interpreted as an expectation associated with an M/M/1
queue having arrival rate λ2 and service rate cµ2. Indeed, τUc0 is equal
in distribution to the minimum of the busy period—initialized by one
customer—of this M/M/1 queue and an exponential random variable
with rate λ1 that is independent of the queue. Alternatively, τUc0 can be
thought of as being equal in distribution to the busy period duration of an
M/M/1 clearing model, with arrival rate λ2, service rate cµ2, and clearings
that occur in a Poisson manner with rate λ1. Applying Lemma 5.21 of
Appendix 5.C shows that

λ2E(0,c)

[∫ τUc0

0

e−ωt1{X(t) = (0, c− 1 + j)}dt
]

= rj2. (5.14)

Substituting (5.14) into (5.13) then yields

π(0,c−1+j)(ω) = π(0,c−1)(ω)rj2, j ≥ 1. (5.15)

5.3.2 Laplace transforms for states within the interior

We next develop a recursion for the Laplace transforms for the states
within the interior. First, we express the transforms in upper level Ui in
terms of the transforms in upper level Ui−1 and in state (i, c− 1). Second,
we use this result to express the transforms in upper level Ui in terms of
the transforms for the states (0, c− 1), (1, c− 1), . . . , (i, c− 1) and some
additional coefficients.

Employing again Theorem 5.1, now with A = Uci , yields for i, j ≥ 1,

π(i,c−1+j)(ω)

=

∞∑
k=1

π(i−1,c−1+k)(ω)λ1E(i,c−1+k)

[∫ τUc
i

0

e−ωt1{X(t) = (i, c− 1 + j)} dt
]

+ π(i,c−1)(ω)λ2E(i,c)

[∫ τUc
i

0

e−ωt1{X(t) = (i, c− 1 + j)} dt
]
. (5.16)
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The expectation

E(i,c−1+k)

[∫ τUc
i

0

e−ωt1{X(t) = (i, c− 1 + j)}dt
]
, j, k ≥ 1 (5.17)

has the same interpretation as the expectation in (5.13), except now the
M/M/1 queue starts with k customers at time 0. Using Lemma 5.21 of
Appendix 5.C, we obtain

λ1E(i,c−1+k)

[∫ τUc
i

0

e−ωt1{X(t) = (i, c− 1 + j)} dt
]

= Υ(j, k), j, k ≥ 1,

(5.18)
where, for j, k ≥ 1,

Υ(j, k) :=

{
λ1Ω2r

j−k
2 (1− (r2φ2)k), 1 ≤ k ≤ j − 1,

λ1Ω2φ
k−j
2 (1− (r2φ2)j), k ≥ j. (5.19)

Substituting (5.18) into (5.16) and simplifying yields a recursion. Specifi-
cally, for i ≥ 0 and j ≥ 1,

π(i+1,c−1+j)(ω) = rj2π(i+1,c−1)(ω) +

∞∑
k=1

Υ(j, k)π(i,c−1+k)(ω), (5.20)

with initial conditions π(0,c−1+j)(ω) = π(0,c−1)(ω)rj2, j ≥ 1.
The recursion (5.20) can be solved, i.e., π(i,c−1+j)(ω) can be expressed

in terms of the transforms π(0,c−1)(ω), π(1,c−1)(ω), . . . , π(i,c−1)(ω).

Theorem 5.2. (Interior) For i ≥ 0, j ≥ 1,

π(i,c−1+j)(ω) =

i∑
k=0

vi,k(1− V2)k
(
j − 1 + k

k

)
rj2, (5.21)

where the quantities {vi,j}i≥j≥0 satisfy the following recursive scheme: for
i ≥ 0,

vi+1,0 = π(i+1,c−1)(ω), (5.22a)

vi+1,j = V1

(
vi,j−1 + V2

i∑
k=j

vi,k

)
, 1 ≤ j ≤ i+ 1, (5.22b)

with initial condition v0,0 = π(0,c−1)(ω). Here V1 = λ1Ω2

1−r2φ2
, and V2 = r2φ2.

Throughout we follow the convention that all empty sums, such as∑0
k=1(·), represent the number zero.
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Proof. Clearly, when i = 0, (5.21) agrees with (5.15). Proceeding by
induction, assume (5.21) holds among upper levels U0,U1, . . . ,Ui for some
i ≥ 0. Substituting (5.21) into (5.20) yields

π(i+1,c−1+j)(ω) = rj2π(i+1,c−1)(ω)

+

∞∑
k=1

Υ(j, k)

i∑
l=0

vi,l(1− V2)l
(
k − 1 + l

l

)
rk2 . (5.23)

Next, interchange the order of the two summations and apply Lemma 5.15
of Appendix 5.A to get

(5.23) = rj2π(i+1,c−1)(ω) +

i∑
l=0

vi,l(1− V2)lλ1Ω2

(
j − 1 + l + 1

l + 1

)
rj2

+

i∑
l=0

vi,l(1− V2)lV1V2

l∑
m=1

1

(1− V2)l−m

(
j − 1 +m

m

)
rj2. (5.24)

To further simplify the right-hand side of (5.24), increase the summation
index of the first summation by one by setting k = l + 1, use V1 = λ1Ω2

1−V2
,

and change the order of the double summation. This yields

(5.24) = rj2π(i+1,c−1)(ω) +

i+1∑
k=1

V1vi,k−1(1− V2)k
(
j − 1 + k

k

)
rj2

+

i∑
k=1

V1V2

i∑
l=k

vi,l(1− V2)k
(
j − 1 + k

k

)
rj2

= rj2π(i+1,c−1)(ω)

+

i+1∑
k=1

V1

(
vi,k−1 + V2

i∑
l=k

vi,l

)
(1− V2)k

(
j − 1 + k

k

)
rj2, (5.25)

which shows π(i+1,c−1+j)(ω) satisfies (5.21), completing the induction
step.

5.4 Deriving an explicit expression for vi,j

Theorem 5.2 suggests that the Laplace transforms for the states within
the interior can be computed recursively.

1. Initialization step: Determine π(0,c−1)(ω), which yields each trans-
form π(0,c−1+j)(ω), j ≥ 1.
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2. Recursive step on i: Given π(k,c−1)(ω) for 0 ≤ k ≤ i and the
coefficients {vk,l}i≥k≥l≥0

a. Compute π(i+1,c−1)(ω).

b. Compute {vi+1,l}i+1≥l≥0.

c. Once steps 2a. and 2b. are completed, all transform values
π(i+1,c−1+j)(ω), j ≥ 1 are known.

Our next result, i.e., Theorem 5.3, shows that for each i ≥ 0, the
{vi,l}i≥l≥0 terms can be expressed explicitly in terms of π(k,c−1)(ω), 0 ≤
k ≤ i. If our goal is to only compute π(i,c−1+j)(ω) for some large i, then
Theorem 5.3 allows us to avoid computing all intermediate {vk,l}i−1≥k≥l≥0

terms, which means we can avoid computing an additional O(i2) terms.
Not only that, knowing exactly how these vi,j coefficients look could aid
in future questions asked by researchers interested in the M/M/c 2-class
priority queue.

Readers should keep in mind that the expressions we have derived for
the vi,j coefficients do contain binomial coefficients, and one should be
careful to avoid roundoff errors while computing these expressions.

Theorem 5.3. (Coefficients) The coefficients {vi,j}i≥j≥0 from Theo-
rem 5.2 are as follows: for i ≥ j ≥ 0,

vi,j = V j1 π(i−j,c−1)(ω)

+

i∑
k=j+1

V k1 π(i−k,c−1)(ω)

k−j∑
l=1

j

k − j

(
k − j
l

)(
k − 1

l − 1

)
V l2 . (5.26)

Proof. From (5.22) we find, for each i ≥ 0, that vi,0 = π(i,c−1)(ω) and
vi,i = V i1π(0,c−1)(ω); these expressions agree with (5.26).

Next, assume for some integer i ≥ 0 that vi,j satisfies (5.26) for
0 ≤ j ≤ i. Our aim is to show vi+1,j also satisfies (5.26) for 0 ≤ j ≤ i+ 1:
we do this by substituting (5.26) into (5.22b) and simplifying. There are
three cases to consider: (i) j = 1; (ii) 2 ≤ j ≤ i− 1; and (iii) j = i. We
focus on case (ii), with cases (i) and (iii) following similarly.

We first examine the V1vi,j−1 term in (5.22b) by substituting (5.26).
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Here,

V1vi,j−1 = V j1 π(i+1−j,c−1)(ω)

+

i∑
k=j

V k+1
1 π(i−k,c−1)(ω)

k+1−j∑
l=1

j − 1

k + 1− j

(
k + 1− j

l

)(
k − 1

l − 1

)
V l2

= V j1 π(i+1−j,c−1)(ω)

+

i+1∑
k=j+1

V k1 π(i+1−k,c−1)(ω)

k−j∑
l=1

j − 1

k − j

(
k − j
l

)(
k − 2

l − 1

)
V l2 .

(5.27)

Next, write (5.27) in a form where the binomial coefficients match the
ones in (5.26):

(5.27) = V j1 π(i+1−j,c−1)(ω)

+

i+1∑
k=j+1

V k1 π(i+1−k,c−1)(ω)

k−j∑
l=1

(j − 1)(k − l)
(k − j)(k − 1)

(
k − j
l

)(
k − 1

l − 1

)
V l2 .

(5.28)

The remaining terms on the right-hand side of (5.22b) can be further
simplified by substituting (5.26). Doing so reveals that

V1V2

i∑
k=j

vi,k =

i∑
k=j

V k+1
1 π(i−k,c−1)(ω)V2

+

i−1∑
k=j

i∑
l=k+1

V l+1
1 π(i−l,c−1)(ω)

l−k∑
m=1

k

l − k

(
l − k
m

)(
l − 1

m− 1

)
V m+1

2 .

(5.29)

Swapping the order of the triple summation in (5.29) gives

(5.29) =

i∑
k=j

V k+1
1 π(i−k,c−1)(ω)V2

+

i∑
l=j+1

V l+1
1 π(i−l,c−1)(ω)

l−j∑
m=1

l−m∑
k=j

k

l − k

(
l − k
m

)(
l − 1

m− 1

)
V m+1

2 .

(5.30)
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The inner-most summation over k of (5.30) can be evaluated using
Lemma 5.17 of Appendix 5.A:

l−m∑
k=j

k

l − k

(
l − k
m

)
=

l −m+ jm

m(l + 1− j)

(
l + 1− j
m+ 1

)
. (5.31)

Next, substitute (5.31) back into (5.30) and focus on the inner-most double
summation of (5.30). This gives

l−j∑
m=1

l−m∑
k=j

k

l − k

(
l − k
m

)(
l − 1

m− 1

)
V m+1

2

=

l−j∑
m=1

l −m+ jm

m(l + 1− j)

(
l + 1− j
m+ 1

)(
l − 1

m− 1

)
V m+1

2

=

l−j∑
m=1

l −m+ jm

(l + 1− j)l

(
l + 1− j
m+ 1

)(
l

m

)
V m+1

2

=

l+1−j∑
m=2

l + 1 + jm− j −m
(l + 1− j)l

(
l + 1− j

m

)(
l

m− 1

)
V m2 . (5.32)

Substituting (5.32) into (5.30) and changing the two outer summation
indices shows

(5.30) =

i+1∑
l=j+1

V l1π(i+1−l,c−1)(ω)V2

+

i+1∑
l=j+2

V l1π(i+1−l,c−1)(ω)

l−j∑
m=2

l + jm− j −m
(l − j)(l − 1)

(
l − j
m

)(
l − 1

m− 1

)
V m2 .

(5.33)

Furthermore, since

V2 =
l + j · 1− j − 1

(l − j)(l − 1)

(
l − j

1

)(
l − 1

1− 1

)
V 1

2 , (5.34)

we can merge the single summation with the double summation in (5.33).
In other words,

(5.33) =

i+1∑
l=j+1

V l1π(i+1−l,c−1)(ω)

l−j∑
m=1

l + jm− j −m
(l − j)(l − 1)

(
l − j
m

)(
l − 1

m− 1

)
V m2 .

(5.35)
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Finally, summing (5.28) and (5.35) produces (5.26), as

V1vi,j−1 + V1V2

i∑
k=j

vi,k = V j1 π(i+1−j,c−1)(ω)

+

i+1∑
k=j+1

V k1 π(i+1−k,c−1)(ω)

k−j∑
l=1

(j − 1)(k − l)
(k − j)(k − 1)

(
k − j
l

)(
k − 1

l − 1

)
V l2

+

i+1∑
k=j+1

V k1 π(i+1−k,c−1)(ω)

k−j∑
l=1

k + jl − j − l
(k − j)(k − 1)

(
k − j
l

)(
k − 1

l − 1

)
V l2 .

(5.36)

Summing the coefficients in front of the binomial coefficient terms proves
case (ii). Cases (i) and (iii) follow similarly.

We now have an explicit expression for the coefficients. Substitute the
expressions for {vi,j}i≥j≥0 into (5.21) to obtain, for j ≥ 1,

π(i,c−1+j)(ω) =

i∑
k=0

π(i−k,c−1)(ω)
(
V1(1− V2)

)k(j − 1 + k

k

)
rj2

+

i−1∑
k=0

i∑
l=k+1

π(i−l,c−1)(ω)V l1

·
l−k∑
m=1

k

l − k

(
l − k
m

)(
l − 1

m− 1

)
V m2 (1− V2)k

(
j − 1 + k

k

)
rj2. (5.37)

Swapping the order of the double summation and grouping coefficients in
front of each Laplace transform reveals the dependence of π(i,c−1+j)(ω)
on π(0,c−1)(ω), π(1,c−1)(ω), . . . , π(i,c−1)(ω):

π(i,c−1+j)(ω) = rj2π(i,c−1)(ω)+

i∑
l=1

V l1π(i−l,c−1)(ω)
[
(1−V2)l

(
j − 1 + l

l

)
rj2

+

l−1∑
k=0

(1− V2)k
(
j − 1 + k

k

)
rj2

l−k∑
m=1

k

l − k

(
l − k
m

)(
l − 1

m− 1

)
V m2

]
.

(5.38)

From this expression, we see that for each fixed i ≥ 0, as j → ∞,
π(i,c−1+j)(ω) behaves in a manner analogous to that found in Theorem
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3.1 of [107], which addresses, when c = 1, the asymptotic behavior of
the equilibrium distribution as the number of high-priority customers
approaches infinity, while the number of low-priority customers is fixed.

The explicit expression (5.38) can be used to obtain an expression for
the Laplace transforms of the number of class-1 customers in the system.
That is, ∫ ∞

0

e−ωtP(X1(t) = i | X(0) = (0, 0))dt

=

∫ ∞
0

e−ωt
∞∑
j=0

P(X(t) = (i, j) | X(0) = (0, 0))dt

=

∞∑
j=0

π(i,j)(ω) =

c−1∑
j=0

π(i,j)(ω) +

∞∑
j=1

π(i,c−1+j)(ω), (5.39)

where we can simplify the final infinite sum as
∞∑
j=1

π(i,c−1+j)(ω) =
r2

1− r2
π(i,c−1)(ω) +

i∑
l=1

V l1π(i−l,c−1)(ω)
[ (1− V2)lr2

(1− r2)l+1

+

l−1∑
k=0

(1− V2)kr2

(1− r2)k+1

l−k∑
m=1

k

l − k

(
l − k
m

)(
l − 1

m− 1

)
V m2

]
, (5.40)

via the identity
∞∑
j=1

(
j − 1 + k

k

)
rj2 =

r2

(1− r2)k+1
. (5.41)

5.5 Laplace transforms for states in the horizontal
boundary

In the previous section we showed how to express each Laplace transform
for the states on the vertical boundary and within the interior explicitly in
terms of transforms for the states in the horizontal boundary. So, it remains
to determine the transforms for the states in the horizontal boundary. In
this section, we show that the latter Laplace transforms satisfy a variant of
Ramaswami’s formula, which will allow us to numerically compute these
transforms recursively.

The approach we use to compute the above-mentioned variant of
Ramaswami’s formula makes, like the CAP method, repeated use of Theo-
rem 5.1. This approach is highly analogous to the approach used in [95]
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to study block-structured Markov processes, yet slightly modified since we
are interested in recursively computing Laplace transforms only associated
with states within the horizonal boundary. This idea of restricting our-
selves to a subset of the state space seems similar in spirit to the censoring
approach featured in the work of Li and Zhao [108], but it is not currently
obvious to the authors if this approach is applicable to our setting.

We first introduce some relevant notation. Define the 1× c row vectors
πi(ω) as

πi(ω) :=
[
π(i,0)(ω) π(i,1)(ω) · · · π(i,c−1)(ω)

]
, i ≥ 0. (5.42)

To properly state the Ramaswami-like formula satisfied by these row
vectors, we need to define additional matrices. First, we define the c× c
transition rate submatrices corresponding to lower levels Li, i ≥ c as
Λ1 := λ1I, Λ−1 := diag(cµ1, (c− 1)µ1, . . . , µ1) and

Λ0 :=


−λ2 λ2

µ2 −(λ2 + µ2) λ2

2µ2 −(λ2 + 2µ2) λ2

. . .
(c− 1)µ2 −(λ2 + (c− 1)µ2)


− Λ1 − Λ−1, (5.43)

where I is the c× c identity matrix and diag(x) is a square matrix with
the vector x along its main diagonal. We further define the c × c level-
dependent transition rate submatrices associated with Li, 1 ≤ i ≤ c− 1

as Λ
(i)
−1 := diag(x(i)) with (x(i))j := min(i, c − j)µ1, 0 ≤ j ≤ c − 1,

Λ
(i)
0 := Λ0 + Λ−1 − Λ

(i)
−1, and for L0 we have Λ

(0)
0 := Λ0 + Λ−1.

Next, we define the collection of c × c matrices {Wm(ω)}m≥0. Each
element of Wm(ω) is equal to 0 except for element

(
Wm(ω)

)
c−1,c−1

, which

is defined as
(
Wm(ω)

)
c−1,c−1

:= λ2w
(λ2,cµ2,λ1)
m (ω).

We also need the collection of c × c matrices {Gi,j(ω)}i>j≥0, where
the (k, l)-th element of Gi,j(ω) is defined as(
Gi,j(ω)

)
k,l

:= E(i,k)[e
−ωτLj1{X(τLj ) = (j, l)}], 0 ≤ k, l ≤ c−1. (5.44)

Finally, we will need the collection of c× c matrices {Ni(ω)}i≥1, whose
elements are defined as follows:(
Ni(ω)

)
k,l

:= E(i,k)

[∫ τLi−1

0

e−ωt1{X(t) = (i, l)}dt
]
, 0 ≤ k, l ≤ c− 1.

(5.45)
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Note that Ni(ω) = Nc(ω) for i ≥ c, and we therefore denote N(ω) :=
Nc(ω).

5.5.1 A Ramaswami-like recursion

The following theorem shows that the vectors of transforms {πi(ω)}i≥0

satisfy a recursion analogous to Ramaswami’s formula [119].

Theorem 5.4. (Horizontal boundary) For each integer i ≥ 0, we have

πi+1(ω) = πi(ω)Λ1Ni+1(ω) +

i∑
k=0

πk(ω)

∞∑
l=i+1

Wl−k(ω)Gl,i+1(ω)Ni+1(ω),

(5.46)
where we use the convention Gi+1,i+1(ω) = I.

Proof. This result can be proven by making use of the approach found
in [95]. Using Theorem 5.1 with A = L≤i, we see that for i ≥ 0 and
0 ≤ j ≤ c− 1,

π(i+1,j)(ω) =
∑
z∈L≤i

πz(ω)
∑

z′∈Lc≤i

q(z, z′)Ez′
[∫ τL≤i

0

e−ωt1{X(t) = (i+1, j)} dt
]
.

(5.47)
Due to the structure of the transition rates, many terms in the summation
of (5.47) are zero. In particular, (5.47) can be stated more explicitly as

π(i+1,j)(ω) =

i∑
k=0

π(k,c−1)(ω)λ2E(k,c)

[∫ τL≤i

0

e−ωt1{X(t) = (i+ 1, j)} dt
]

+

c−1∑
m=0

π(i,m)(ω)λ1E(i+1,m)

[∫ τL≤i

0

e−ωt1{X(t) = (i+ 1, j)} dt
]
. (5.48)

We now simplify each expectation appearing within the first sum on the
right-hand side of (5.48). Observe that the process first needs to transition
to phase c− 1:

E(k,c)

[∫ τL≤i

0

e−ωt1{X(t) = (i+ 1, j)} dt
]

= E(k,c)

[∫ τL≤i

τPc−1

e−ωt1{X(t) = (i+ 1, j)}dt
]

(5.49)
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Now, summing over all ways in which the process reaches phase c − 1
yields

(5.49) =

∞∑
l=i+1

E(k,c)

[
1{X(τPc−1) = (l, c− 1)}e−ωτPc−1

·
∫ τL≤i

τPc−1

e−ω(t−τPc−1
)1{X(t) = (i+ 1, j)} dt

]
. (5.50)

Applying the strong Markov property to each expectation appearing in
(5.50) shows that

(5.50) =

∞∑
l=i+1

E(k,c)

[
1{X(τPc−1

) = (l, c− 1)}e−ωτPc−1

]
· E(l,c−1)

[∫ τL≤i

0

e−ωt1{X(t) = (i+ 1, j)}dt
]

=

∞∑
l=i+1

w
(λ2,cµ2,λ1)
l−k (ω)

(
Gl,i+1(ω)Ni+1(ω)

)
c−1,j

, (5.51)

where the last equality follows from the definitions of Gl,i+1(ω) and
Ni+1(ω), and Lemma 5.23 of Appendix 5.C. The expectations appearing
within the second sum of (5.48) can easily be simplified by recognizing
that they are elements of Ni+1(ω). Hence, we ultimately obtain

π(i+1,j)(ω)=

i∑
k=0

π(k,c−1)(ω)

∞∑
l=i+1

λ2w
(λ2,cµ2,λ1)
l−k (ω)

(
Gl,i+1(ω)Ni+1(ω)

)
c−1,j

+

c−1∑
m=0

π(i,m)(ω)
(
Λ1

)
m,m

(
Ni+1(ω)

)
m,j

, (5.52)

which, in matrix form, is (5.46).

It remains to derive computable representations of {Gi,j(ω)}i>j≥0, as
well as the matrices {Ni(ω)}1≤i≤c.

5.5.2 Computing the Gi,j(ω) matrices

The next proposition shows that each Gi,j(ω) matrix can be expressed
entirely in terms of the subset {Gi+1,i(ω)}0≤i≤c−1.
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Proposition 5.5. For each pair of integers i, j satisfying i > j ≥ 0, we
have

Gi,j(ω) = Gi,i−1(ω)Gi−1,i−2(ω) · · ·Gj+1,j(ω). (5.53)

Furthermore, for each integer k ≥ 0 we also have

Gc+k,c−1+k(ω) = Gc,c−1(ω). (5.54)

Proof. Equation (5.53) can be derived by applying the strong Markov
property in an iterative manner, while (5.54) follows from the homogeneous
structure of {X(t)}t≥0 along all lower levels Li, i ≥ c.

In light of Proposition 5.5, our goal now is to determine matrices
{Gi+1,i(ω)}0≤i≤c−1. We first focus on showing that G(ω) := Gc,c−1(ω) is
the solution to a fixed-point equation.

Proposition 5.6. The matrix G(ω) satisfies

G(ω) =
(
ωI − Λ0 −W0(ω)

)−1(
Λ−1 + Λ1G(ω)2 +

∞∑
l=1

Wl(ω)G(ω)l+1
)
.

(5.55)

Proof. Observe that for 0 ≤ i ≤ c − 2 and 0 ≤ j ≤ c − 1, a one-step
analysis yields(

G(ω)
)
i,j

= E(c,i)[e
−ωτLc−11{X(τLc−1) = (c− 1, j)}]

=
(Λ−1)i,i

−(Λ0)i,i + ω
1{i = j}+

(Λ0)i,i+1

−(Λ0)i,i + ω

(
G(ω)

)
i+1,j

+1{i 6= 0} (Λ0)i,i−1

−(Λ0)i,i + ω

(
G(ω)

)
i−1,j

+
(Λ1)i,i

−(Λ0)i,i + ω

(
G(ω)2

)
i,j
. (5.56)

On the other hand, for 0 ≤ j ≤ c− 1, we also have(
G(ω)

)
c−1,j

= E(c,c−1)[e
−ωτLc−11{X(τLc−1

) = (c− 1, j)}]

=
(Λ−1)c−1,c−1

−(Λ0)c−1,c−1 + ω
1{c− 1 = j}+

(Λ0)c−1,c−2

−(Λ0)c−1,c−1 + ω

(
G(ω)

)
c−2,j

+
(Λ1)c−1,c−1

−(Λ0)c−1,c−1 + ω

(
G(ω)2

)
c−1,j

+
λ2

−(Λ0)c−1,c−1 + ω
E(c,c)

[
e−ωτLc−11{X(τLc−1) = (c− 1, j)}

]
. (5.57)
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To simplify (5.57) further, notice that an application of the strong Markov
property at the time τPc−1 produces

E(c,c)

[
e−ωτLc−11{X(τLc−1) = (c− 1, j)}

]
=

∞∑
l=0

E(c,c)

[
e−ωτPc−11{X(τPc−1

) = (c+ l, c− 1)}

· e−ω(τLc−1
−τPc−1

)1{X(τLc−1
) = (c− 1, j)}

]
=

∞∑
l=0

E(c,c)

[
e−ωτPc−11{X(τPc−1

) = (c+ l, c− 1)}
]

· E(c+l,c−1)

[
e−ωτLc−11{X(τLc−1) = (c− 1, j)}

]
=

∞∑
l=0

w
(λ2,cµ2,λ1)
l (ω)

(
G(ω)l+1

)
c−1,j

, (5.58)

where the last equality follows from Lemma 5.23 of Appendix 5.C and
(5.53).

Using (5.58), we can write (5.56)–(5.57) more elegantly in matrix form
as

0 = Λ−1 +
(
Λ0 − ωI

)
G(ω) + Λ1G(ω)2 +

∞∑
l=0

Wl(ω)G(ω)l+1. (5.59)

For now, assume that (ωI−Λ0−W0(ω)) is invertible. Under that assump-
tion, we have the equivalent formulation

G(ω) =
(
ωI − Λ0 −W0(ω)

)−1(
Λ−1 + Λ1G(ω)2 +

∞∑
l=1

Wl(ω)G(ω)l+1
)
.

(5.60)
It remains to show that the matrix ωI−Λ0−W0(ω) is indeed invertible.

Define a matrix H(ω) of dimension c × c with elements defined as, for
0 ≤ i, j ≤ c− 1,

(
H(ω)

)
i,j

:= E(c,i)

[∫ τ(Lc∪Uc)c

0

e−ωt1{X(t) = (c, j)} dt
]
. (5.61)

Again, using a one-step analysis and the strong Markov property at the
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first transition time T1 yields, for 0 ≤ i, j ≤ c− 1,

(
H(ω)

)
i,j

= E(c,i)

[∫ τ(Lc∪Uc)c

T1

e−ωt1{X(t) = (c, j)} dt
]

+ E(c,i)

[∫ T1

0

e−ωt1{X(t) = (c, j)} dt
]

= 1{i 6= 0} (Λ0)i,i−1

−(Λ0)i,i + ω

(
H(ω)

)
i−1,j

+
1{i = j}
−(Λ0)i,i + ω

+ 1{i 6= c− 1} (Λ0)i,i+1

−(Λ0)i,i + ω

(
H(ω)

)
i+1,j

+ 1{i = c− 1} (W0)c−1,c−1

−(Λ0)c−1,c−1 + ω

(
H(ω)

)
c−1,j

. (5.62)

This can be written in matrix form as(
ωI − Λ0 −W0(ω)

)
H(ω) = I, (5.63)

proving ωI − Λ0 −W0(ω) is invertible, with its inverse being H(ω).

The next proposition shows that through successive substitutions one
can obtain G(ω) from (5.55).

Proposition 5.7. Suppose the sequence of matrices {Z(n, ω)}n≥0 satisfies
the recursion

Z(n+ 1, ω) =
(
ωI − Λ0 −W0(ω)

)−1

·
(
Λ−1 + Λ1Z(n, ω)2 +

∞∑
l=1

Wl(ω)Z(n, ω)l+1
)

(5.64)

with initial condition Z(0, ω) = 0. Then,

lim
n→∞

Z(n, ω) = G(ω). (5.65)

Proof. This proof makes use of Proposition 5.6, and is completely analo-
gous to the proofs of [96, Theorems 3.1 and 4.1] and [95, Theorem 3.4]. It
is therefore omitted.

Now that we have a method for approximating G(ω), it remains to find
a method for computing Gi+1,i(ω), 0 ≤ i ≤ c− 2. The next proposition
shows that these matrices can be computed recursively.



124 Chapter 5. Multi-server priority systems

Proposition 5.8. For each integer i satisfying 0 ≤ i ≤ c− 2, we have

Gi+1,i(ω) =
(
ωI − Λ

(i+1)
0 − Λ1Gi+2,i+1(ω)

−
∞∑

l=i+1

Wl−(i+1)(ω)Gl,i+1(ω)
)−1

Λ
(i+1)
−1 . (5.66)

Proof. This result can be proven using a one-step analysis. Fix an integer
i, 0 ≤ i ≤ c− 2, and observe that for 0 ≤ j ≤ c− 2, 0 ≤ k ≤ c− 1,

(
Gi+1,i(ω)

)
j,k

= 1{j = k} (Λ
(i+1)
−1 )j,j

−(Λ
(i+1)
0 )j,j + ω

+
(Λ

(i+1)
0 )j,j+1

−(Λ
(i+1)
0 )j,j + ω

(
Gi+1,i(ω)

)
j+1,k

+ 1{j 6= 0} (Λ
(i+1)
0 )j,j−1

−(Λ
(i+1)
0 )j,j + ω

(
Gi+1,i(ω)

)
j−1,k

+
(Λ1)j,j

−(Λ
(i+1)
0 )j,j + ω

(
Gi+2,i(ω)

)
j,k
. (5.67)

Similarly, for 0 ≤ k ≤ c− 1,

(
Gi+1,i(ω)

)
c−1,k

= 1{c− 1 = k} (Λ
(i+1)
−1 )c−1,c−1

−(Λ
(i+1)
0 )c−1,c−1 + ω

+

(∑∞
l=i+1Wl−(i+1)(ω)Gl,i+1(ω)

)
c−1,k

−(Λ
(i+1)
0 )c−1,c−1 + ω

+
(Λ

(i+1)
0 )c−1,c−2

−(Λ
(i+1)
0 )c−1,c−1 + ω

(
Gi+1,i(ω)

)
c−2,k

+
(Λ1)c−1,c−1

−(Λ
(i+1)
0 )c−1,c−1 + ω

(
Gi+2,i(ω)

)
c−1,k

. (5.68)

Expressing (5.67) and (5.68) in matrix form yields the equality

0 = Λ
(i+1)
−1 +

(
Λ

(i+1)
0 − ωI

)
Gi+1,i(ω) + Λ1Gi+2,i(ω)

+

∞∑
l=i+1

Wl−(i+1)(ω)Gl,i+1(ω). (5.69)
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Then, from the relation (5.53) we establish (5.66). The matrix Λ
(i+1)
−1 is

a diagonal matrix whose diagonal elements are all positive, so it has an
inverse. This shows the inverse stated in (5.66) exists.

We now have an iterative procedure for computing all the matrices
{Gi+1,i(ω)}0≤i≤c−1 in descending order: first compute G(ω) from Proposi-
tion 5.7, then use Proposition 5.8 and G(ω)—which is equal to Gc,c−1(ω)—
to compute Gc−1,c−2(ω), then use Proposition 5.8 and Gc−1,c−2(ω) to
compute Gc−2,c−3(ω), and so on, stopping at G1,0(ω).

5.5.3 Computing the Ni(ω) matrices

The matrices {Ni(ω)}1≤i≤c can be expressed in terms of {Gi,j(ω)}i≥j≥0.

Proposition 5.9. For each integer i satisfying 1 ≤ i ≤ c, we have

Ni(ω) =
(
ωI − Λ

(i)
0 − Λ1Gi+1,i(ω)−

∞∑
l=i

Wl−i(ω)Gl,i(ω)
)−1

, (5.70)

where we use the convention Λ
(c)
0 = Λ0.

Proof. Observe that for each 0 ≤ j, k ≤ c − 1, we can use a one-step
analysis and the strong Markov property at the first transition time T1 to
show that(

Ni(ω)
)
j,k

= E(i,j)

[∫ τLi−1

T1

e−ωt1{X(t) = (i, k)}dt
]

+ E(i,j)

[∫ T1

0

e−ωt1{X(t) = (i, k)} dt
]

= 1{j 6= 0} (Λ
(i)
0 )j,j−1

−(Λ
(i)
0 )j,j + ω

(
Ni(ω)

)
j−1,k

+ 1{j 6= c− 1} (Λ
(i)
0 )j,j+1

−(Λ
(i)
0 )j,j + ω

(
Ni(ω)

)
j+1,k

+
1{j = c− 1}

−(Λ
(i)
0 )c−1,c−1 + ω

( ∞∑
l=i

Wl−i(ω)Gl,i(ω)Ni(ω)
)
c−1,k

+
(Λ1)j,j

−(Λ
(i)
0 )j,j + ω

(
Gi+1,i(ω)Ni(ω)

)
j,k

+
1{j = k}

−(Λ
(i)
0 )j,j + ω

.

(5.71)
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Expressing these equations in matrix form yields

0 = I +
(

Λ
(i)
0 − ωI + Λ1Gi+1,i(ω) +

∞∑
l=i

Wl−i(ω)Gl,i(ω)
)
Ni(ω), (5.72)

proving (5.70).

5.5.4 Computing π0(ω)

It remains to devise a method for computing the vector π0(ω) so that the
Ramaswami-like recursion from Theorem 5.4 can be properly initialized.
The following is an adaptation of [95, Section 3.3]. We define the c × c
matrix N0(ω) whose elements are given by

(
N0(ω)

)
i,j

:= E(0,i)

[∫ τ(0,0)

0

e−ωt1{X(t) = (0, j)} dt
]
, 0 ≤ i, j ≤ c− 1.

(5.73)
In the derivation to follow, we require the notation (Λ)[i,j] which

represents the matrix Λ with row i and column j removed (meaning it is
a (c− 1)× (c− 1) matrix), whilst keeping the indexing of entries exactly
as in Λ. Similarly, (Λ)[i,·] has row i removed from Λ (meaning it is a
(c− 1)× c matrix) and (Λ)[·,j] has column j removed from Λ (meaning it
is a c× (c− 1) matrix).

Proposition 5.10. We have(
N0(ω)

)[0,0]
=
(
ω
(
I
)[0,0] −

(
Λ

(0)
0

)[0,0] −
(
Λ1

)[0,·](
G1,0(ω)

)[·,0]

−
∞∑
l=0

(
Wl(ω)

)[0,·](
Gl,0(ω)

)[·,0]
)−1

. (5.74)

Proof. We can restrict our attention to elements (i, j) with 1 ≤ i, j ≤ c−1.
Let us first split the integral at the time T1 of the first transition:

(
N0(ω)

)
i,j

= E(0,i)

[∫ τ(0,0)

T1

e−ωt1{X(t) = (0, j)} dt
]

+ E(0,i)

[∫ T1

0

e−ωt1{X(t) = (0, j)}dt
]
. (5.75)

Now, similar to the proof of Proposition 5.9, we use the strong Markov
property at stopping time T1 and condition on the state visited at that
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time to obtain(
N0(ω)

)
i,j

=
1{i = c− 1}λ2

−(Λ
(0)
0 )i,i + ω

E(0,c)

[∫ τ(0,0)

0

e−ωt1{X(t) = (0, j)} dt
]

+

c−1∑
k=0

(Λ1)i,k

−(Λ
(0)
0 )i,i + ω

E(1,k)

[∫ τ(0,0)

0

e−ωt1{X(t) = (0, j)} dt
]

+

c−1∑
k=1
k 6=i

(Λ
(0)
0 )i,k

−(Λ
(0)
0 )i,i + ω

(
N0(ω)

)
k,j

+
1{i = j}

−(Λ
(0)
0 )i,i + ω

. (5.76)

We now simplify the two expectations appearing in (5.76). We first make
a slightly more general statement that will provide the second expectation,
and will be used in the derivation of the first expectation. Summing over
all ways at which the process enters L0 yields

E(k,i)

[∫ τ(0,0)

0

e−ωt1{X(t) = (0, j)} dt
]

=

c−1∑
m=1

E(k,i)

[
e−ωτL01{X(τL0

) = (0,m)}

·
∫ τ(0,0)

τL0

e−ω(t−τL0 )1{X(t) = (0, j)}dt
]

=

c−1∑
m=1

(
Gk,0(ω)

)
i,m

(
N0(ω)

)
m,j

. (5.77)

Now, the first expectation in (5.76) follows by the above and by condi-
tioning on the state at which the process enters phase c− 1 (see also the
proof of Proposition 5.6):

E(0,c)

[∫ τ(0,0)

0

e−ωt1{X(t) = (0, j)} dt
]

=

∞∑
l=0

E(0,c)

[
e−ωτPc−11{X(τPc−1

) = (l, c− 1)}

·
∫ τ(0,0)

τPc−1

e−ω(t−τPc−1
)1{X(t) = (0, j)} dt

]
=

∞∑
l=0

w
(λ2,cµ2,λ1)
l (ω)

c−1∑
m=1

(
Gl,0(ω)

)
c−1,m

(
N0(ω)

)
m,j

. (5.78)
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Combining (5.77)–(5.78) with (5.76) and writing it in matrix form proves
the claim.

We employ (5.12) and Proposition 5.9 to determine the elements of the
row vector π0(ω). Set A = {(0, 0)} in Theorem 5.1: then, for 1 ≤ j ≤ c−1
and c ≥ 2,

π(0,j)(ω) =
∑
z∈A

πz(ω)
∑
z′∈A

q(z, z′)Ez′
[∫ τA

0

e−ωt1{X(t) = (0, j)} dt
]

= π(0,0)(ω)
(
λ1E(1,0)

[∫ τ(0,0)

0

e−ωt1{X(t) = (0, j)} dt
]

+ λ2E(0,1)

[∫ τ(0,0)

0

e−ωt1{X(t) = (0, j)} dt
])

= π(0,0)(ω)
(
λ1

c−1∑
l=1

(
G1,0(ω)

)
0,l

(
N0(ω)

)
l,j

+ λ2

(
N0(ω)

)
1,j

)
.

(5.79)

Hence, the transforms π(0,j)(ω), 1 ≤ j ≤ c−1 can be expressed in terms of
π(0,0)(ω). In Section 5.5.5 we describe a numerical procedure to determine
π(0,0)(ω).

Remark 5.11. (An alternative method for determining π0(ω)) The Kol-
mogorov forward equations can also be used to derive π0(ω). The transition
functions are known to satisfy these equations, since supx∈S q(x) < ∞.
Taking the Laplace transform of the Kolmogorov forward equations for
the states in L0 yields, after using (5.15),

π0(ω)
(
ωI − Λ

(0)
0

)
− π0(ω)W0(ω)− π1(ω)Λ

(1)
−1 = e0, (5.80)

where ei is a row vector with all elements equal to zero except for the i-th
element which is unity. Finally, using Theorem 5.4 to express π1(ω) in
terms of π0(ω) yields

− π0(ω)
(
−ωI + Λ

(0)
0 +W0(ω)

+
(
Λ1 +

∞∑
l=1

Wl(ω)Gl,1(ω)
)
N1(ω)Λ

(1)
−1

)
= e0. (5.81)

If one is instead interested in the equilibrium distribution and in partic-
ular the equilibrium probabilities of the states in L0, i.e., limω↓0 ωπ0(ω),
(5.81) results in a homogeneous system of equations, but it is not clear that
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this system still has a unique solution. On the other hand, the approach
outlined earlier for determining π0(ω) can straightforwardly be employed
to obtain limω↓0 ωπ0(ω).

5.5.5 Numerical implementation

In order to compute the vectors {πi(ω)}i≥0, we first need to compute
{Gi+1,i(ω)}0≤i≤c−1, {Ni(ω)}1≤i≤c, and

(
N0(ω)

)[0,0].
The first step is to compute G(ω) = Gc,c−1(ω). Proposition 5.7 shows

that this matrix can be approximated by using the recursion (5.64). Using
this recursion requires us to truncate the infinite sum appearing within
the recursion. One way of applying this truncation is as follows: given a
fixed tolerance ε, pick an integer κε large enough so that

∞∑
l=κε+1

|w(λ2,cµ2,λ1)
l (ω)| ≤ ε/λ2. (5.82)

Once κε has been found, we can use the approximation
κε∑
l=1

Wl(ω)Z(n, ω)l+1 ≈
∞∑
l=1

Wl(ω)Z(n, ω)l+1, (5.83)

since the modulus of each element of the matrix on the left-hand side of
(5.83) can be shown to be within ε of what is being approximated. Here
we used that the matrices Wl(ω) only have one element and the absolute
value of each element of Z(n, ω) (and G(ω)) is less than or equal to 1.
Hence, we propose using the recursion

Z(n+ 1, ω) =
(
ωI − Λ0 −W0(ω)

)−1(
Λ−1 + Λ1Z(n, ω)2

+

κε∑
l=1

Wl(ω)Z(n, ω)l+1
)

(5.84)

to approximate G(ω). Notice that we can determine κε satisfying (5.82)
by writing the left-hand side of (5.82) as

∞∑
l=κε+1

|w(λ2,cµ2,λ1)
l (ω)| =

∞∑
l=1

|w(λ2,cµ2,λ1)
l (ω)| −

κε∑
l=1

|w(λ2,cµ2,λ1)
l (ω)|.

(5.85)

An explicit expression for the infinite sum on the right-hand side of
(5.85) can be derived with the help of Lemma 5.23 of Appendix 5.C and
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the generating function of the Catalan numbers; the finite sum can be
computed numerically.

Once G(ω) has been found, we can use Proposition 5.8 to compute
each Gi+1,i(ω) matrix, for 0 ≤ i ≤ c− 2. For this computation, we use the
same truncation procedure as outline above.

The next step is to compute the matrices {Ni(ω)}1≤i≤c and
(
N0(ω)

)[0,0]

using Propositions 5.9 and 5.10, respectively. For both computations we
again use the above truncation procedure.

It remains to recursively determine {πi(ω)}i≥0 using Theorem 5.4,
where we again use the truncation procedure for the infinite sum. As we
have seen in Section 5.5.4, this recursion should be properly initialized by
the value of π(0,0)(ω). The random-product representation in Theorem 5.19
of Appendix 5.B shows that all Laplace transforms πx(ω) satisfy, for each
x ∈ S,

πx(ω) = π(0,0)(ω)ψx(ω), (5.86)

where π(0,0)(ω) is an unknown transform and ψ(0,0)(ω) = 1. It is clear
that ψx(ω) can be computed using the exact same procedure as for πx(ω),
and (5.79) shows that the transforms ψ(0,0)(ω), ψ(0,1)(ω), . . . , ψ(0,c−1)(ω)
are computable expressions.

We can calculate π(0,0)(ω) from the normalization condition∑
x∈S

πx(ω) = π(0,0)(ω)
∑
x∈S

ψx(ω) =
1

ω
, (5.87)

which yields

π(0,0)(ω) =
1

ω
∑
x∈S ψx(ω)

. (5.88)

Since we cannot compute this infinite sum, we determine ψ(i,j)(ω) for all
(i, j) in a sufficiently large bounding box Sk := {(i, j) ∈ S : 0 ≤ i ≤ k} for
some k ≥ 0. Notice that (5.40) allows Sk to be an infinitely large rectangle.
The choice of k in Sk clearly influences the quality of the approximation.
A simple procedure to choose k is the following. Define

Ψk :=
∑
x∈Sk

ψx(ω). (5.89)

Pick ε small and positive and continue increasing k until |Ψk+1−Ψk|
|Ψk| < ε.

Then, set π(0,0)(ω) = 1/(ωΨk+1) to normalize the Laplace transforms
πx(ω) = π(0,0)(ω)ψx(ω).

For c = 1 we can normalize the solution as outlined above, or we can
explicitly determine the value of π(0,0)(ω); see the next section.
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5.6 The single-server case

We now turn our attention to the case where c = 1, i.e., the case where the
system consists of a single server. In this case, the analysis of the Laplace
transforms π(i,0)(ω), i ≥ 0 simplifies considerably. The expressions for
the Laplace transforms for the states in the interior and on the vertical
boundary are identical to the multi-server case.

From [63, Corollary 2.1]—see also Theorem 5.19 in Appendix 5.B—we
have

π(0,0)(ω) =
1

(q((0, 0)) + ω)(1− E(0,0)[e
−ωτ(0,0) ])

. (5.90)

In light of (5.90), to evaluate π(0,0)(ω) the only thing that needs to be
determined is the expectation E(0,0)[e

−ωτ(0,0) ]. This quantity is the Laplace-
Stieltjes transform of the sum of two independent random variables: one
is the exponential random variable Eλ having rate λ, the other is the
busy period B of an M/G/1 queue having arrival rate λ and hyperexpo-
nential service times having cumulative distribution function F (·). More
specifically,

F (t) =
λ1

λ
(1− e−µ1t) +

λ2

λ
(1− e−µ2t), t ≥ 0. (5.91)

The Laplace-Stieltjes transform ϕ(ω) of B is known to satisfy the Kendall
functional equation

ϕ(ω) =
λ1

λ

µ1

µ1 + ω + λ(1− ϕ(ω))
+
λ2

λ

µ2

µ2 + ω + λ(1− ϕ(ω))
. (5.92)

Furthermore, ϕ(ω) can be determined numerically through successive
substitutions of (5.92), starting with ϕ(ω) = 0: see [1, Section 1] for
details. Using independence of Eλ and B,

E(0,0)[e
−ωτ(0,0) ] = E[e−ω(Eλ+B)] =

λ

λ+ ω
ϕ(ω), (5.93)

meaning that (see also [2, eq. (36)]) for c = 1,

π(0,0)(ω) =
1

λ(1− ϕ(ω)) + ω
. (5.94)

We now turn our attention to the horizontal boundary. When c = 1,
the matrices G(ω) and N(ω) become scalars. More precisely,

G(ω) := E(i+1,0)[e
−ωτLi ],

N(ω) := E(i,0)

[∫ τLi−1

0

e−ωt1{X(t) = (i, 0)} dt
]
, (5.95)
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which are independent of i ≥ 1.

Proposition 5.12. The scalar G(ω) is a solution to

(λ+ µ1 + ω)G(ω) = µ1 + λ1G(ω)2 + λ2G(ω)φλ2,µ2
(λ1(1−G(ω)) + ω).

(5.96)

Proof. From Proposition 5.6, we easily find that when c = 1,

(λ+µ1 +ω)G(ω) = µ1 +λ1G(ω)2 +λ2

∞∑
l=0

w
(λ2,µ2,λ1)
l (ω)G(ω)l+1. (5.97)

The infinite series appearing in (5.97) can be simplified using Lemma 5.24
of Appendix 5.C; doing so yields (5.96).

Even though we cannot use (5.96) to write down an explicit expression
for the scalar G(ω), we can still use it to devise an iterative scheme for
computing G(ω). The next result shows that the scalar N(ω) can be
expressed in terms of G(ω).

Proposition 5.13. We have

N(ω) =
1

ω + λ+ µ1 − λ1G(ω)− λ2φλ2,µ2(λ1(1−G(ω)) + ω)
. (5.98)

Proof. Using Proposition 5.9, we observe that when c = 1,

N(ω) =
(
ω + λ+ µ1 − λ1G(ω)− λ2

∞∑
l=0

w
(λ2,µ2,λ1)
l (ω)G(ω)l

)−1

. (5.99)

The proof is completed by applying Lemma 5.24 of Appendix 5.C to
(5.99).

We now focus on the recursion for the horizontal boundary. When
c = 1, Theorem 5.4 reduces to

π(i+1,0)(ω) = λ1π(i,0)(ω)N(ω)

+ λ2

i∑
k=0

π(k,0)(ω)

∞∑
l=i+1

w
(λ2,µ2,λ1)
l−k (ω)G(ω)l−(i+1)N(ω). (5.100)

For the inner-most sum over l we have
∞∑

l=i+1

w
(λ2,µ2,λ1)
l−k (ω)G(ω)l−(i+1)

= G(ω)k−(i+1)
∞∑

m=i+1−k
w(λ2,µ2,λ1)
m (ω)G(ω)m. (5.101)
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Clearly, i+ 1− k ≥ 1. So let us try to evaluate the tail of the generating
function of {w(λ2,µ2,λ1)

m (ω)}m≥0 evaluated at the point G(ω), i.e.,

∞∑
m=i+1−k

w(λ2,µ2,λ1)
m (ω)G(ω)m

= φλ2,µ2
(λ1(1−G(ω)) + ω)−

i−k∑
m=0

w(λ2,µ2,λ1)
m (ω)G(ω)m, (5.102)

which follows from an application of Lemma 5.24 of Appendix 5.C. The re-
maining finite summation is easy to compute since each w(λ2,µ2,λ1)

m (ω) term,
by Lemma 5.23 of Appendix 5.C, can be stated in terms of bK(·) functions,
and these satisfy the recursion found in Lemma 5.18 of Appendix 5.A.
These observations allow us to state the following theorem, which yields
a practical method for recursively computing Laplace transforms of the
form π(i,0)(ω).

Theorem 5.14. (Horizontal boundary, single server) When c = 1, the
Laplace transforms of the transition functions on the horizontal boundary
satisfy the following recursion: for i ≥ 0,

π(i+1,0)(ω) = λ1π(i,0)(ω)N(ω)

+ λ2

i∑
k=0

π(k,0)(ω)G(ω)k−(i+1)
(
φλ2,µ2

(λ1(1−G(ω)) + ω)

−
i−k∑
l=0

w
(λ2,µ2,λ1)
l (ω)G(ω)l

)
N(ω). (5.103)

5.7 Conclusion

In this chapter we analyzed an M/M/c priority system with two customer
classes, class-dependent service rates and a preemptive resume priority rule.
This queueing system can be modeled as a two-dimensional Markov process
for which we analyzed the time-dependent behavior. More precisely, we
obtained expressions for the Laplace transforms of the transition functions
under the condition that the system is initially empty.

Using a slight modification of the CAP method, we showed that the
Laplace transforms for the states with at least c high-priority customers
can be expressed in terms of a finite sum of the Laplace transforms for
the states with exactly c − 1 high-priority customers. This expression
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contained coefficients that satisfy a recursion. We solved this recursion to
obtain an explicit expression for each coefficient. In doing so, each Laplace
transform for the states on the vertical boundary and in the interior can
easily be calculated from the values of the Laplace transforms for the
states in the horizontal boundary.

Next, we developed a Ramaswami-like recursion for the Laplace trans-
forms for the states in the horizontal boundary. The recursion required
the collections of matrices {Gi+1,i}0≤i≤c−1 and {Ni(ω)}1≤i≤c for which
we showed that they can be determined iteratively. We demonstrated two
ways in which the initial value of the recursion, i.e., the vector π0(ω), can
be calculated. Finally, we discussed the numerical implementation of our
approach for the horizontal boundary.

In the single-server case the expressions for the Laplace transforms for
the states on the vertical boundary and in the interior were identical to the
multi-server case. The expressions for the horizontal boundary, however,
simplified considerably. Specifically, the initial value π(0,0) of the recursion
could be determined by comparing the queueing system to an M/G/1
queue with hyperexponentially distributed service times. Moreover, the
calculation of G(ω) and N(ω), which are now scalars, simplified greatly.

We now comment on how our expressions for the Laplace transforms
of the transitions functions can be used to determine the equilibrium
distribution. It is clear from the transition rate diagram in Figure 5.3 that
the Markov process {X(t)}t≥0 is irreducible. Moreover, it is well-known
that {X(t)}t≥0 is positive-recurrent if and only if ρ < 1. In that case, it
has a unique equilibrium distribution p := [px]x∈S . To compute each px
term from πx(ω), simply note that

px = lim
ω↓0

ω πx(ω). (5.104)

Using this observation, we see that the procedure for finding p is highly
analogous to the one we presented for finding the Laplace transforms of
the transition functions.

5.A Combinatorial identities

In this appendix we collect some combinatorial identities that are used
throughout the chapter. These lemmas are likely known, but we prove
them here to make the chapter self-contained.
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Lemma 5.15. For j ≥ 1, l ≥ 0 and Υ(j, k) defined in (5.19), we have

∞∑
k=1

Υ(j, k)

(
k − 1 + l

l

)
rk2 = λ1Ω2

(
j − 1 + l + 1

l + 1

)
rj2

+
λ1Ω2

1− r2φ2
r2φ2

l∑
m=1

1

(1− r2φ2)l−m

(
j − 1 +m

m

)
rj2. (5.105)

Proof. The result is nearly identical to [52, Lemma 1], so we omit its
proof.

Lemma 5.16. We have the identity

K∑
k=0

(K − k + 2l)!

(K − k)!

(k + 2m)!

k!
= (2l)!(2m)!

(
K + 2l + 2m+ 1

2l + 2m+ 1

)
. (5.106)

Proof. Rewrite the fractions as two binomial coefficients

(5.106) = (2l)!(2m)!

K∑
k=0

(
K − k + 2l

K − k

)(
k + 2m

k

)
. (5.107)

The rest of the proof follows from a direct application of [56, Chapter 2,
eq. (12.16)].

Lemma 5.17. We have the identity

l−m∑
k=j

k

l − k

(
l − k
m

)
=

l −m+ jm

m(l + 1− j)

(
l + 1− j
m+ 1

)
. (5.108)

Proof. Change the summation variable to n = l − k to get

l−m∑
k=j

k

l − k

(
l − k
m

)
=

l−j∑
n=m

l − n
n

(
n

m

)
. (5.109)

Splitting the summation and using the identity

U∑
n=L

(
n

L

)
=

(
U + 1

L+ 1

)
(5.110)
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produces

(5.109) =

l−j∑
n=m

l

n

(
n

m

)
−

l−j∑
n=m

(
n

m

)
=

l

m

l−j∑
n=m

(
n− 1

m− 1

)
−

l−j∑
n=m

(
n

m

)

=
l

m

l−j−1∑
n=m−1

(
n

m− 1

)
−

l−j∑
n=m

(
n

m

)
=

l

m

(
l − j
m

)
−
(
l + 1− j
m+ 1

)
=

l(m+ 1)

m(l + 1− j)

(
l + 1− j
m+ 1

)
−
(
l + 1− j
m+ 1

)
, (5.111)

proving the claim.

Lemma 5.18. Define

bK(z) :=

K∑
k=0

Ck

(
K + k

K − k

)
zk, (5.112)

where Ck := 1
k+1

(
2k
k

)
are the Catalan numbers. The sequence {bK(z)}K≥0

satisfies two recursions. For K ≥ 2 it satisfies

(K + 1)bK(z) = (2K − 1)(1 + 2z)bK−1(z)− (K − 2)bK−2(z), (5.113)

alternatively, for K ≥ 0, it satisfies

bK+1(z) = bK(z) + z

K∑
l=0

bl(z)bK−l(z) (5.114)

with b0(z) = 1 and b1(z) = 1 + z.

Proof. The terms bK(z) appear in [5, Section 3.3], where the authors
derive (5.113). We believe that a small typographical error appears in
their recursion that we have fixed here. To do so, in [5], substitute (23)
into (24) to obtain the correct form of (16).

We now derive the recursion (5.114). Since we already have the explicit
expression (5.112) for bK(z), we will substitute this into (5.114) and show
that bK+1(z) again is given by (5.112).

Rewrite the first term on the right-hand side of (5.114) as

bK(z) =

K∑
k=0

Ck

(
K + k

K − k

)
zk =

K∑
k=0

K + 1− k
K + 1 + k

Ck

(
K + 1 + k

K + 1− k

)
zk.

(5.115)
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Substituting (5.112) into the finite sum of (5.114) gives

z

K∑
l=0

bl(z)bK−l(z) = z

K∑
l=0

( l∑
k=0

Ck

(
l + k

l − k

)
zk
)(K−l∑

m=0

Cm

(
K − l +m

K − l −m

)
zm
)

=

K∑
l=0

l∑
k=0

K−l∑
m=0

CkCm

(
l + k

l − k

)(
K − l +m

K − l −m

)
zk+m+1.

(5.116)

Switch the order of the triple summation to obtain

(5.116) =

K∑
k=0

K−k∑
m=0

CkCmz
k+m+1

K−m∑
l=k

(
l + k

l − k

)(
K − l +m

K − l −m

)

=

K∑
k=0

K−k∑
m=0

CkCmz
k+m+1

K−k−m∑
n=0

(
n+ 2k

n

)(
K − k +m− n
K − k −m− n

)
,

(5.117)

where we introduced n = l− k. Employing Lemma 5.16 for the inner-most
summation results in

(5.117) =

K∑
k=0

K−k∑
m=0

CkCmz
k+m+1

(
K + 1 + k +m

K − (k +m)

)
. (5.118)

The double summation sums over all k,m ≥ 0 such that 0 ≤ k +m ≤ K.
An equivalent summation is over the diagonals k+m = d with 0 ≤ d ≤ K
and k,m ≥ 0:

(5.118) =

K∑
d=0

∑
k,m≥0 : k+m=d

CkCmz
k+m+1

(
K + 1 + k +m

K − (k +m)

)

=

K∑
d=0

d∑
k=0

CkCd−kz
d+1

(
K + 1 + d

K − d

)
. (5.119)

Using the identity Cd+1 =
∑d
k=0 CkCd−k, setting k = d+ 1 and rewriting

the binomial coefficient produces

(5.119) =

K∑
d=0

Cd+1z
d+1

(
K + 1 + d

K − d

)
=

K+1∑
k=1

Ck

(
K + k

K + 1− k

)
zk

=

K+1∑
k=1

2k

K + 1 + k
Ck

(
K + 1 + k

K + 1− k

)
zk. (5.120)
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Finally, summing (5.115) and (5.120) yields

bK(z) + z

K∑
l=0

bl(z)bK−l(z)

=

K∑
k=0

K + 1− k
K + 1 + k

Ck

(
K + 1 + k

K + 1− k

)
zk +

K+1∑
k=1

2k

K + 1 + k
Ck

(
K + 1 + k

K + 1− k

)
zk

=

K+1∑
k=0

Ck

(
K + 1 + k

K + 1− k

)
zk = bK+1(z), (5.121)

proving the recursion (5.114) is correct.

5.B Random-product representation

The results we present in Appendix 5.C make use of the random-product
representation theory recently developed and discussed in [35, 63]. Using
this theory to study a given Markov process {X(t)}t≥0 requires selecting
an additional Markov process {X̃(t)}t≥0 that shares the same state space S
as {X(t)}t≥0. The elements of the transition rate matrix Q̃ of {X̃(t)}t≥0

must satisfy the following two properties, see [35, Section 1] and [63,
Section 2]:

(i) For each x ∈ S, q̃(x) := −q̃(x, x) =
∑
y 6=x q̃(x, y) = q(x);

(ii) For each x, y ∈ S, x 6= y, q̃(x, y) > 0 if and only if q(y, x) > 0.

Associate with the Markov process {X(t)}t≥0 its transition times
{Tn}n≥0, where T0 := 0 and Tn represents the n-th transition time of
{X(t)}t≥0. From the transition times we create the embedded discrete-
time Markov chain {Xn}n≥0 as Xn := X(Tn), n ≥ 0. The sequences
{T̃n}n≥0 and {X̃n}n≥0 are constructed and defined similarly.

We will also need to make use of discrete-time hitting-time random
variables. We define for each set A ⊂ S,

ηA := inf{n ≥ 1 : Xn ∈ A} (5.122)

as the first time the embedded chain makes a transition into A. ηx should
be understood to mean η{x}. The continuous-time hitting-time random
variable τ̃A is defined analogously to the definition in Section 5.2.1, and
η̃A represents the first time the embedded DTMC of {X̃(t)}t≥0 reaches
the set A.



5.C. Results for M/M/1 queues 139

The random-product representation can be used to determine the
Laplace transforms of the transition functions, when the process is assumed
to start in a fixed state x ∈ S. We will employ the following theorem,
which originally appeared in [63, Corollary 2.1 and Theorem 2.1].

Theorem 5.19. Suppose y ∈ S, where y 6= x. Then the Laplace transform
πx,y(ω) of px,y(·) satisfies

πx,y(ω) = πx,x(ω)Ey
[
e−ωτ̃x

η̃x∏
l=1

q(X̃l, X̃l−1)

q̃(X̃l−1, X̃l)

]
, (5.123)

where

πx,x(ω) =
1

(q(x) + ω)(1− Ex[e−ωτx ])
. (5.124)

5.C Results for M/M/1 queues

Here we derive key quantities associated with M/M/1 queues. The first
lemma is a restatement of [52, Lemma 4], which was inspired by Problems
22 and 23 of [97, Chapter 7].

Lemma 5.20. Suppose {X(t)}t≥0 is an M/M/1 queueing model with
exponential clearings. Arrivals occur according to a Poisson process with
rate λ, each service is exponentially distributed with rate µ and there is an
external Poisson process having rate θ of clearing instants, where, whenever
a clearing occurs, all customers in the system at the clearing time are
removed. Then, for j ≥ 1,

E1

[
1{τj < τ0}e−ωτj

]
=

(
λ
µφλ,µ(θ + ω)

)j−1
(1− λ

µφλ,µ(θ + ω)2)

1−
(
λ
µφλ,µ(θ + ω)2

)j . (5.125)

Proof. The time τ0 is the minimum of the busy period of a regularM/M/1
queue, i.e., Bλ,µ, and an exponential random variable with parameter θ.
Note that the two random variables are independent. So,

E1

[
1{τj < τ0}e−ωτj

]
= E1

[
1{τj < Bλ,µ}1{τj < Eθ}e−ωτj

]
, (5.126)

where Eθ is an exponential random variable with parameter θ. Under this
description, the time τj is equal to the time τ∗j to reach state j in a regular
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M/M/1 queue. Furthermore, conditioning on both τ∗j and Bλ,µ yields

(5.126) = E1

[
1{τ∗j < Bλ,µ}1{τ∗j < Eθ}e−ωτ

∗
j

]
= E1

[
E
[
1{τ∗j < Bλ,µ}1{τ∗j < Eθ}e−ωτ

∗
j | Bλ,µ, τ∗j

]]
= E1

[
1{τ∗j < Bλ,µ}e−ωτ

∗
j E
[
1{τ∗j < Eθ} | Bλ,µ, τ∗j

]]
= E1

[
1{τ∗j < Bλ,µ}e−(θ+ω)τ∗j

]
. (5.127)

The remainder of the proof follows from the proof of [52, Lemma 4].

The following lemma is a minor generalization of [52, Theorem 2], in
that we verify it is still valid for ω ∈ C+.

Lemma 5.21. Suppose {X(t)}t≥0 is the clearing model of Lemma 5.20.
Then for each 1 ≤ k ≤ j − 1,

Ek
[∫ τ0

0

e−ωt1{X(t) = j}dt
]

=

λ
µφλ,µ(θ + ω)

λ(1− λ
µφλ,µ(θ + ω)2)

(λ
µ
φλ,µ(θ + ω)

)j−k(
1−

(λ
µ
φλ,µ(θ + ω)2

)k)
,

(5.128)

and for 1 ≤ j ≤ k,

Ek
[∫ τ0

0

e−ωt1{X(t) = j} dt
]

=

λ
µφλ,µ(θ + ω)

λ(1− λ
µφλ,µ(θ + ω)2)

φλ,µ(θ + ω)k−j
(
1−

(λ
µ
φλ,µ(θ + ω)2

)j)
.

(5.129)

Proof. Define the Laplace transform of the transition functions

π0,j(ω) :=

∫ ∞
0

e−ωtp0,j(t)dt. (5.130)

The state space for this single-server queue is S = N0. Select A = {0} and
B = S \ A and apply Theorem 5.1 to obtain for j ≥ 1,

π0,j(ω) = π0,0(ω)(λ+ ω)E0

[∫ τ0

0

e−ωt1{X(t) = j} dt
]

= π0,0(ω)λE1

[∫ τ0

0

e−ωt1{X(t) = j} dt
]
. (5.131)
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We can use the random-product representation of Appendix 5.B to derive
another expression for π0,j(ω). Construct a Markov process {X̃(t)}t≥0

with transition rates q̃(i, i − 1) = λ + θ and q̃(i, i + 1) = µ for i ≥ 1.
{X̃(t)}t≥0 also has transitions from state 0 to every other state, but these
do not factor into the calculations so there is no need to formally define
them here. From Theorem 5.19,

π0,j(ω) = π0,0(ω)Ej
[
e−ωτ̃0

η̃0∏
l=1

q(X̃l, X̃l−1)

q̃(X̃l−1, X̃l)

]
= π0,0(ω)E1

[
e−ωBµ,λ+θ

( λ

λ+ θ

)Dµ,λ+θ]j
= π0,0(ω)

(λ
µ
φλ,µ(θ + ω)

)j
. (5.132)

Combining (5.131) with (5.132) gives

E1

[∫ τ0

0

e−ωt1{X(t) = j} dt
]

=
1

λ

(λ
µ
φλ,µ(θ + ω)

)j
. (5.133)

For now, abbreviate φ := φλ,µ(θ+ω) and r := λ
µφλ,µ(θ+ω). The remaining

expected values can be computed. First, for 2 ≤ k ≤ j,

E1

[∫ τ0

0

e−ωt1{X(t) = j}dt
]

= E1

[
1{τk < τ0}

∫ τ0

0

e−ωt1{X(t) = j} dt
]

= E1

[
1{τk < τ0}e−ωτk

∫ τ0

τk

e−ω(t−τ0)1{X(t) = j} dt
]

= E1

[
1{τk < τ0}e−ωτk

]
Ek
[∫ τ0

0

e−ωt1{X(t) = j} dt
]
. (5.134)

Furthermore, from Lemma 5.20,

E1

[
1{τk < τ0}e−ωτk

]
=
rk−1(1− rφ)

1− (rφ)k
, (5.135)

meaning

Ek
[∫ τ0

0

e−ωt1{X(t) = j} dt
]

=
r

λ(1− rφ)
rj−k(1− (rφ)k). (5.136)
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Deriving the expected values when k > j is a little more straightforward.
Here,

Ek
[∫ τ0

0

e−ωt1{X(t) = j} dt
]

= Ek
[
1{τj < τ0}e−ωτj

∫ τ0

τj

e−ω(t−τj)1{X(t) = j}dt
]

= Ek
[
1{τj < τ0}e−ωτj

]
Ej
[∫ τ0

0

e−ωt1{X(t) = j} dt
]

=
r

λ(1− rφ)
φk−j(1− (rφ)j), (5.137)

which proves the claim.

Lemma 5.22. The expectation w(λ,µ,θ)
i (ω) defined in (5.8), satisfies for

i ≥ 1 the recursion

w
(λ,µ,θ)
i (ω) =

θ

λ+ µ+ θ + ω
w

(λ,µ,θ)
i−1 (ω)

+
λ

λ+ µ+ θ + ω

i∑
k=0

w
(λ,µ,θ)
i−k (ω)w

(λ,µ,θ)
k (ω) (5.138)

and w(λ,µ,θ)
0 (ω) = φλ,µ(θ + ω).

Proof. Conditioning on the length of the busy period, we have for i = 0,

w
(λ,µ,θ)
0 (ω) = E1[e−ωBλ,µ1{Aθ(Bλ,µ) = 0}] = E1[e−ωBλ,µ1{Bλ,µ < Eθ}]

=

∫ ∞
0

P(t < Eθ)e
−ωtfBλ,µ(t) dt = φλ,µ(θ + ω). (5.139)

The recursion for i ≥ 1 follows from a one-step analysis and the strong
Markov property. Since the birth–and–death process starts with 1 cus-
tomer, the first event occurs after Eλ+µ+θ time and is either an arrival
according to the Poisson process with probability θ/(λ+µ+θ) or an arrival
of an additional customer with probability λ/(λ+ µ+ θ). If the former
occurs, due to the strong Markov property, one less Poisson point needs to
arrive. If the latter occurs, exactly i Poisson points need to arrive in two
busy periods (due to the homogeneous structure of the birth–and–death
process). This reasoning establishes the recursion (5.138).
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Lemma 5.23. The {w(λ,µ,θ)
i (ω)}i≥0 of Lemma 5.22 are w(λ,µ,θ)

0 (ω) =
φλ,µ(θ + ω) and for i ≥ 1,

w
(λ,µ,θ)
i (ω) = W i

1φλ,µ(θ + ω)

i−1∑
k=0

Ck

(
i− 1 + k

i− 1− k

)
W k

2

= W i
1φλ,µ(θ + ω)bi−1(W2), (5.140)

where Ck := 1
k+1

(
2k
k

)
are the Catalan numbers, the function bK(z) is

defined in Lemma 5.18, and

W1 =
θ

λ(1− 2φλ,µ(θ + ω)) + µ+ θ + ω
, (5.141)

W2 =
λφλ,µ(θ + ω)

λ(1− 2φλ,µ(θ + ω)) + µ+ θ + ω
. (5.142)

Proof. For brevity, define wi := w
(λ,µ,θ)
i (ω). Rewrite (5.138) as

(λ+ µ+ θ + ω)wi+1 = θwi + λ
( i∑
k=1

wi+1−kwk + 2w0wi+1

)
. (5.143)

Using w0 = φλ,µ(θ + ω), this reduces to

wi+1 = W1wi +
W2

φλ,µ(θ + ω)

i∑
k=1

wi+1−kwk. (5.144)

Straightforwardly substituting (5.140) into (5.144) and dividing by the
common term W i+1

1 φλ,µ(θ + ω) results in

bi(W2) = bi−1(W2) +W2

i∑
k=1

bi−k(W2) bk−1(W2). (5.145)

Now, change the summation index by setting l = k − 1 to retrieve

bi(W2) = bi−1(W2) +W2

i−1∑
l=0

bi−1−l(W2) bl(W2), (5.146)

so that Lemma 5.18 proves the claim (5.140).

Lemma 5.24. The generating function of the {w(λ,µ,θ)
i (ω)}i≥0 is, for

|z| < 1,
∞∑
i=0

w
(λ,µ,θ)
i (ω) zi = φλ,µ(θ(1− z) + ω). (5.147)
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Proof. We use the definition of w(λ,µ,θ)
i (ω) in Lemma 5.22 and condition

on the length of the busy period:

∞∑
i=0

w
(λ,µ,θ)
i (ω) zi =

∞∑
i=0

E1

[
e−ωBλ,µ1{Aθ(Bλ,µ) = i}

]
zi

=

∞∑
i=0

E1

[
e−ωBλ,µ1{Aθ(Bλ,µ) = i}zi

]
= E1

[
e−ωBλ,µzAθ(Bλ,µ)

]
=

∫ ∞
0

E1

[
e−ωBλ,µzAθ(Bλ,µ) | Bλ,µ = t

]
fBλ,µ(t) dt

=

∫ ∞
0

e−ωtE
[
zAθ(t)

]
fBλ,µ(t)dt

=

∫ ∞
0

e−(θ(1−z)+ω)tfBλ,µ(t) dt

= φλ,µ(θ(1− z) + ω), (5.148)

where we used the probability generating function of a Poisson distribution
with parameter θt.



6 | Shortest-expected-delay
routing

Based on [124]

We consider a queueing system consisting of two non-identical exponential
servers, where each server has its own dedicated queue and serves the
customers in that queue FCFS. Customers arrive according to a Poisson
process and join the queue promising the shortest expected delay, which is
a natural and near-optimal policy for systems with non-identical servers.
This system can be modeled as an inhomogeneous random walk in the
quadrant. By stretching the boundaries of the compensation approach
we prove that the equilibrium distribution of this random walk can be
expressed as a series of product-forms that can be determined recursively.
The resulting series expression is directly amenable for numerical calcu-
lations and it also provides insight into the asymptotic behavior of the
equilibrium probabilities as one of the state coordinates tends to infinity.

145
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6.1 Introduction

In this chapter we analyze the performance of a system with two servers
under the shortest-expected-delay (SED) routing policy. This routing
policy assigns an arriving customer to the queue that has the shortest
expected delay (sojourn time), where delay refers to the waiting time plus
the service time. This policy arises naturally in various application areas,
and poses considerable mathematical challenges.

In particular, we focus on a queueing system with two servers, where
each server has its own queue with unlimited buffer capacity. All service
times are independent and exponentially distributed, but the two servers
have different service rates, i.e., respectively 1 and s. In both queues
customers are served in FCFS-order. Customers arrive according to a
Poisson process with rate λ and upon arrival join one of the two queues
according to the following mechanism. Let q1 and q2 be the number of
customers in queue 1 and 2, respectively, including a possible customer
in service. For an arriving customer, the expected delay in queue 1 is
q1 + 1 and in queue 2 it is (q2 + 1)/s. The SED routing policy assigns
an arriving customer to queue 1 if q1 + 1 < (q2 + 1)/s and to queue 2
if q1 + 1 > (q2 + 1)/s. In case the expected delays in both queues are
equal, i.e., q1 + 1 = (q2 + 1)/s, the arriving customer joins queue 1 with
probability q and queue 2 with probability 1 − q. Once a customer has
joined a queue, no switching or jockeying is allowed. The service times are
assumed independent of the arrival process and the customer decisions.
This system is stable if and only if, see, e.g., [45, Theorem 1],

ρ := λ/(1 + s) < 1. (6.1)

We refer to this specific queueing system as the SED system. The SED
system can be modeled as a two-dimensional Markov process on the
states (q1, q2) with the transition rate diagram as in Figure 6.1. From the
transition rate diagram it is evident that this state description leads to an
inhomogeneous random walk in the quadrant, making an exact analysis
extremely difficult. The inhomogeneous behavior occurs along the line
s(q1 + 1) = q2 + 1 and it can be expected that the solution structure of
the equilibrium probabilities above and below this line will be different.
Moreover, for s 6= 1, this line divides the state space in unequal proportions,
further increasing the complexity of an exact analysis.

Under the assumption of identical service rates, SED routing becomes
join-the-shortest-queue (JSQ) routing which is known to minimize the
mean expected delay [142]. If the service rates of the two servers are
different, then JSQ is not optimal. As Whitt [142] points out, if the
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q1

q2 q1 + 1 = (q2 + 1)/s

λ

λ

λ

λ

λ

λq

λ

λ

λ(1−q)

λ

λ

Figure 6.1: Transition rate diagram of the Markov process on the state
space (q1, q2) with s = 3

2 . Only transitions corresponding to arrivals that
reach or cross the dashed line are shown.

system is fully observable and we are a priori knowledgeable of the service
times of waiting customers, for example, by looking at the shopping
baskets in a supermarket, then the natural choice is to join the queue
promising the smallest sojourn time in the system, instead of the shorter
of the queues. However, this type of information is too detailed and
might not always be available. In particular, there are many situations
in which we have limited knowledge of the service times of the waiting
customers. Such systems include the teller waiting lines, production
facilities, communication networks, etc. If the only available information
is that of the number of waiting customers at each queue, then it is quite
natural, although not necessarily optimal, to choose the shortest queue
routing [15, 16, 31, 43, 57, 58, 73, 76, 100, 106, 147, 148]. However, if on
top of the number of waiting customers we can estimate the expected
service times at the two queues, then the natural choice is to route the
customers according to SED, rather than JSQ.

SED routing seems to be a natural choice, but in practice this choice
is not always optimal, since it does not minimize the mean equilibrium
delay [54, 142]. For the two non-identical server setting, Hajek [75] solves
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a Markov decision problem and proves that the optimal routing policy
is of the threshold-type. However, SED routing exhibits relatively good
performance at both ends of the range of system utilizations, but performs
slightly worse than other policies at medium utilizations, see [25]. Further-
more, Foschini [59] has shown that SED routing is asymptotically optimal
and results in complete resource pooling in the heavy traffic limit.

State-dependent routing policies such as JSQ and SED are typically
difficult to analyze. For the equilibrium behavior of queueing systems
with SED routing very little is known. The difficulty in analyzing this
type of models is evident from the analysis of the JSQ policy for two
identical parallel exponential servers [74]. The first major steps towards
its analysis were made in [57, 100], using a uniformization approach that
established that the generating function of the equilibrium distribution is
meromorphic. Thus, a partial fraction expansion of the generating function
of the joint equilibrium queue length distribution would in principle lead
to a representation of the equilibrium distribution as an infinite linear
combination of product forms. For an extensive treatment of the JSQ
system using a generating function approach, the interested reader is
referred to [44, 55]. An alternative approach that is not based on generating
functions is the compensation approach [15]. This approach directly solves
the balance equations and leads to an explicit solution. The essence
of the approach is to first characterize the product forms satisfying the
balance equations for states in the inner region of the two-dimensional
state space and then to use the product forms in this set to construct
a linear combination of product forms which also satisfies the boundary
conditions. The construction is based on a compensation argument: after
introducing the starting product form, new product forms are added so as
to alternately compensate for the errors on the two boundaries.

The compensation approach has been developed in a series of papers
[6, 15, 16, 17] and aims at a direct solution for a class of two-dimensional
random walks on the lattice of the first quadrant that obey the following
conditions:

(i) Step size: only transitions to neighboring states.

(ii) Forbidden steps: no transitions from interior states to the North,
North-East, and East.

(iii) Homogeneity: the same transitions occur according to the same rates
for all interior points, and similarly for all points on the horizontal
boundary, and for all points on the vertical boundary.
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The approach exploits the fact that the balance equations in the interior
of the quarter plane are satisfied by linear (finite or infinite) combinations
of product forms, that need to be chosen such that the balance equations
on the boundaries are satisfied as well. As it turns out, this can be done
by alternatingly compensating for the errors on the two boundaries, which
eventually leads to an infinite series of product forms. The SED queueing
system in this chapter is more complicated than the JSQ and other classical
queueing systems, see, e.g., [6, 14, 15, 16, 17], since the two-dimensional
random walk that describes the SED system exhibits inhomogeneous
behavior in the interior of the quadrant. In this chapter, we show that the
compensation approach can nevertheless be further developed to overcome
the obstacles caused by the inhomogeneous behavior of the random walk.
This leads to a solution for the equilibrium distribution in the form of a
tree of product forms.

The only other work in this direction is [14], which considers SED
routing for two identical parallel servers with Poisson arrivals and Erlang
distributed service times. The crucial difference with our setting is that
we do not focus on generalizing service times, but instead consider servers
with different service rates.

The remainder of the chapter is organized as follows. In Section 6.2
we introduce the model in detail and describe the balance equations. We
discuss the compensation approach and its methodological extensions
together with our contribution in Section 6.3. Some numerical results are
presented in Section 6.4. Section 6.5 applies the compensation approach
to determine the equilibrium distribution of the SED system as a series of
product-form solutions. Finally, we present some conclusions in Section 6.6.

6.2 Balance equations

The Markov process associated with the SED system has an inhomogeneous
behavior in the interior of the quadrant, specifically, along the line s(q1 +
1) = q2+1, see Figure 6.1. In this section we transform the two-dimensional
state space (q1, q2) to a half-plane with a finite third dimension. For
this state description, we show that the theoretical framework of the
compensation approach can be extended and in this way we determine
the equilibrium distribution of the SED system. In [86], it is shown
that, under some additional conditions on the transition structure, the
compensation approach can be applied to Markov processes with more
than two dimensions, where each dimension is countably infinite. The
approach proposed in [86] is not applicable here, since the third dimension
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is finite.
We will henceforth assume that s is a positive integer number. The

service rate s could also be chosen to be rational and the analysis would
be similar, but notationally more difficult. We further elaborate on this
point in Remark 6.1.

In queue 2 we count the number of groups of size s and denote it as
j, i.e., j = bq2/sc, and we denote the number of remaining customers as
r, i.e., r = mod(q2, s). Clearly, a single group in queue 2 requires the
same expected amount of work as a single customer in queue 1. The
total number of customers in queue 2 is thus js+ r and for an arriving
customer the expected delay in queue 2 is j + (r + 1)/s. In terms of these
variables, SED routing works as follows: if q1 + 1 < j + (r + 1)/s the
arriving customer joins queue 1 and if q1 + 1 > j + (r + 1)/s the arriving
customer joins queue 2. In case the expected delays in both queues are
equal, i.e., q1 + 1 = j + (r+ 1)/s, the arriving customer joins queue 1 with
probability q and queue 2 with probability 1− q.

For convenience we introduce the length of the shortest queue m =
min(q1, j) and the difference between queue 2 and queue 1, i.e., n =
j − q1. Using this notation, the SED system is formulated as a three-
dimensional Markov process with state space S := {(m,n, r) : m ∈ N0, n ∈
Z, r = 0, 1, . . . , s− 1}. Under the stability condition (6.1) the equilibrium
distribution exists. Let p(m,n, r) denote the equilibrium probability of
being in state (m,n, r) and let

p(m,n) =
[
p(m,n, 0) p(m,n, 1) · · · p(m,n, s− 1)

]ᵀ (6.2)

with xᵀ the transpose of a vector x. For convenience, we have listed all
state variables and their interpretation in Table 6.1.

Figure 6.2(a) displays the transition rate diagram of the Markov process
on the three-dimensional state space. The transition rates are described
by the matrices Ax,y in the positive quadrant and Bx,y in the negative
quadrant, where the subscript (x, y) indicates the step size in the (m,n)-
direction. Let I be the s× s identity matrix, M (x,y) be an s× s binary
matrix with element (x, y) equal to one and zeros elsewhere, and L an
s× s subdiagonal matrix with elements (x, x−1), x = 1, 2, . . . , s−1 equal
to one and zeros elsewhere. The transition rate submatrices take the form

A1,−1 = (1 + s)ρI, A0,1 = (1 + s)ρ(1− q)M (0,s−1),

A−1,1 = B0,1 = I, B1,1 = (1 + s)ρM (0,s−1),

A0,−1 = B−1,−1 = sM (s−1,0), B0,−1 = (1 + s)ρqM (s−1,s−1),

A0,0 = −(1 + s)(ρ+ 1)I + sLᵀ, B0,0 = A0,0 + (1 + s)ρL.
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Variable Expression Interpretation
q1 Number of customers (groups of

size 1) in queue 1
q2 Number of customers in queue 2
bq2/sc Number of groups of size s in

queue 2
m m = min(q1, bq2/sc) Minimum number of groups in

queue 1 and 2
n n = bq2/sc − q1 Difference between number of

groups in queue 2 and 1
r r = mod(q2, s) Number of customers in queue 2

that are not in a group

Table 6.1: Interpretation of the state variables of the Markov process.

The balance equations can be written in matrix-vector form. We
partition the state space as illustrated in Figure 6.2(b) and for each
partition we display the associated balance equations using the definitions
of the transition rate submatrices above.

For the interior of the positive and negative quadrant we have the
following inner balance equations

A0,0p(m,n) +A1,−1p(m− 1, n+ 1) +A0,−1p(m,n+ 1)

+A−1,1p(m+ 1, n− 1) = 0, m ≥ 1, n ≥ 2, (6.3)
B0,0p(m,n) +B1,1p(m− 1, n− 1) +B0,1p(m,n− 1)

+B−1,−1p(m+ 1, n+ 1) = 0, m ≥ 1, n ≤ −2. (6.4)

The balance equations corresponding to the states on the horizontal axis
(with m ≥ 1), or states directly adjacent to this horizontal axis are referred
to as the horizontal boundary equations. These balance equations are
given by

A0,0p(m, 1) +A1,−1p(m− 1, 2) +A0,−1p(m, 2)

+A−1,1p(m+ 1, 0) +A0,1p(m, 0) = 0, m ≥ 1, n = 1, (6.5)
B0,0p(m,−1) +B1,1p(m− 1,−2) +B0,1p(m,−2)

+B−1,−1p(m+ 1, 0) +B0,−1p(m, 0) = 0, m ≥ 1, n = −1, (6.6)
B0,0p(m, 0) +A1,−1p(m− 1, 1) +B1,1p(m− 1,−1)

+A0,−1p(m, 1) +B0,1p(m,−1) = 0, m ≥ 1, n = 0. (6.7)
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m

n

A0,−1 A1,−1

A0,0 + I

A0,1

B0,−1

B0,0 + I

+sM(0,0)

B0,1 B1,1

B0,0 + sM(0,0)

A0,−1 A1,−1

A−1,1 A0,0

B0,−1B−1,−1

A−1,1
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(a) Three-dimensional (m,n, r) transition
rate diagram. Note that the third dimen-
sion is perpendicular and gives rise to s-
layers.

m = 0,
n ≥ 2

m = 0,
n ≤ −2

m ≥ 1,
n ≥ 2

m ≥ 1,
n ≤ −2

m ≥ 1,
n = 1

m ≥ 1,
n = 0

m ≥ 1,
n = −1

(b) Partitioning of the state space of
the Markov process: interior (or in-
ner) states ; horizontal states ; and
vertical states .

Figure 6.2: Transition rate diagram and state space partitioning.
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The vertical boundary equations are

(A0,0 + I)p(0, n) +A0,−1p(0, n+ 1)

+A−1,1p(1, n− 1) = 0, m = 0, n ≥ 2, (6.8)

(B0,0 + sM (0,0))p(0, n) +B0,1p(0, n− 1)

+B−1,−1p(1, n+ 1) = 0, m = 0, n ≤ −2. (6.9)

Finally, for the three remaining boundary states near the origin, we have

(A0,0 + I)p(0, 1) +A0,−1p(0, 2) +A−1,1p(1, 0)

+A0,1p(0, 0) = 0, (6.10)

(B0,0 + sM (0,0))p(0,−1) +B0,1p(0,−2) +B−1,−1p(1, 0)

+B0,−1p(0, 0) = 0, (6.11)

(B0,0 + I + sM (0,0))p(0, 0) +A0,−1p(0, 1)

+B0,1p(0,−1) = 0, (6.12)

corresponding to the states (0, 1), (0,−1) and (0, 0), respectively.

Remark 6.1. (Rational s) A system with a rational service rate s = s2
s1

can also be analyzed. In that case, one needs to consider a system with
two servers and service rates s1 and s2. Similar to our analysis at the
start of Section 6.2, one denotes the number of groups of size s1 in queue
1 as i and the number of groups of size s2 in queue 2 as j. Then, let
rn ∈ {0, 1, . . . , sn−1} denote the number of remaining customers in queue
n = 1, 2. Based on the aforementioned construction, a single group in
either queue 1 or 2 requires the same expected amount of work. Lastly, set
m = min(i, j), n = j− i and the third finite dimension is a lexicographical
ordering of the states (r1, r2) ∈ {0, 1, . . . , s1 − 1}× {0, 1, . . . , s2 − 1}. This
state space description leads to a transition rate diagram that has a similar
structure as the one seen in Figure 6.2(a). In this sense, a system with a
rational service rate can be analyzed using the approach described in this
chapter.

6.3 Evolution of the compensation approach and
our contribution

In this section we use the abbreviations: vertical boundary (VB); vertical
compensation step (VCS); horizontal boundary (HB); and horizontal
compensation step (HCS).
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The compensation approach is used for the direct determination of
the equilibrium distribution of Markov processes that satisfy the three
conditions mentioned in Section 6.1. The key idea is a compensation
procedure: the equilibrium distribution can be represented as a series of
product-form solutions, which is generated term by term starting from an
initial solution, such that each term compensates for the error introduced
by its preceding term on one of the boundaries of the state space. In
this section, we motivate why the SED system requires a fundamental
extension of the compensation approach. We do so by first describing the
evolution of the compensation approach through a series of models and
present for each model the corresponding methodological contribution.
Finally, we describe the extension required for the SED system.

The compensation approach was pioneered by Adan et al. [15], for
a queueing system with two identical exponential servers, both with
rate 1, and JSQ routing. Such a queueing system can be modeled as
a Markov process with states (q1, q2) ∈ N2

0, where qi is the number of
customers at queue i, including a customer possibly in service. By defining
m = min(q1, q2) and n = q2 − q1, one transforms the state space from
an inhomogeneous random walk in the quadrant to a random walk in
the half plane that is homogeneous in each quadrant. Since the two
quadrants are mirror images of each other, it is not needed to determine
the equilibrium probabilities in both quadrants; it suffices to do so in the
positive quadrant. The transition rate diagram of the Markov process is
shown in Figure 6.3(a).

For the symmetric JSQ model in [15], the initial solution is of the form
η0α

m
0 β

n
0 , where η0 is a coefficient and α0 and β0 with |α0|, |β0| < 1 are

the compensation parameters that satisfy the kernel equation

αβ2(ρ+ 1) = β22ρ+ αβ2 + α2, (6.13)

which is obtained by substituting αmβn in the balance equations of the
interior of the positive quadrant and dividing by common powers. This
initial solution satisfies the balance equations in the interior and on the
HB (there is only one such solution). In order to compensate for the
error on the VB, one adds the compensation term ν0α

m
1 β

n
0 such that

η0α
m
0 β

n
0 + ν0α

m
1 β

n
0 satisfies the balance equations in the interior and on

the VB. The compensation parameter α1 with α1 < β0 is generated from
(6.13) for a fixed β = β0. The coefficient ν0 satisfies a linear equation and
is a function of η0, α0, β0, and α1. The resulting solution violates the
balance equations on the HB. Hence, one adds another compensation term
η1α

m
1 β

n
1 such that ν0α

m
1 β

n
0 +η1α

m
1 β

n
1 satisfies the balance equations in the
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(a) Identical servers [15].
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n

1

s 2ρ

s
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(b) Non-identical servers
[16].

m

n

I

I 2sρM(0,s−1)

2sρL

(c) Identical servers and Er-
lang arrivals with s phases
(s-layered transition rate di-
agram) [7].

Figure 6.3: Simplified transition rate diagrams on the state space (m,n)
for JSQ systems with two servers.

α0 β0 α1 β1 · · ·

initial
solution

vertical
compensation

horizontal
compensation

Figure 6.4: For a system with two identical servers and JSQ routing,
the compensation approach generates in each compensation step a single
compensation term.

interior and on the HB, where β1 and η1 are determined in a similar way as
for the VCS. Repeating the compensation steps leads to a series expression
for the equilibrium probabilities that satisfies all balance equations:

p(m,n) = C

∞∑
l=0

ηlα
m
l β

n
l + C

∞∑
l=0

νl+1α
m
l+1β

n
l , m ≥ 0, n ≥ 1, (6.14)

where C is the normalization constant. Figure 6.4 displays the way in
which the compensation parameters are generated.

The first extension is presented in [16] for the asymmetric JSQ model,
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α0,1

β0,1

β0,2

α1,1

α1,2

β1,1

β1,2

β1,3

β1,4

· · ·

initial
solution

vertical
compensation

horizontal
compensation

Figure 6.5: For the asymmetric JSQ model, the compensation approach
generates different compensation terms for the positive (straight arrow)
and the negative quadrant (snaked arrow).

i.e., the servers are now assumed to be non-identical with speeds 1 and s.
The symmetry argument used earlier does not hold anymore and one needs
to consider the complete half-plane, see Figure 6.3(b) for the transition rate
diagram. Note that the half-plane consists of two quadrants with different
transition rates that are coupled on the horizontal axis. The approach in
this case is an extension of the approach introduced in [15]. In a VCS,
one compensates solutions that satisfy the positive inner equations on the
positive VB as well as solutions that satisfy the negative inner equations
on the negative VB. Two kernel equations (one for each quadrant) are used
to generate the α’s, and the coefficients satisfy different linear equations.
For a HCS, each product-form solution that satisfies the positive inner
equations, generates a single β for the positive quadrant and a single β for
the negative quadrant. Accordingly, a product-form solution that satisfies
the negative inner equations is compensated on the HB. Thus, in this case
the generation of compensation parameters has a binary tree structure, see
Figure 6.5.

A further extension of the compensation approach is presented in [7]
for a model with two identical servers, Erlang-s arrivals and JSQ routing.
The state description is enhanced by adding a finite third dimension that
keeps track of the number of completed arrival phases. The random walk
in the positive and negative quadrant are mirror images, which permits to
perform the analysis only on the positive quadrant, see Figure 6.3(c) for
the transition rate diagram. In [7] the authors extend the compensation
approach to a three-dimensional setting. Due to the three-dimensional
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β0,s

α1,1
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β1,s2

...
...
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...

· · ·

initial
solution

vertical
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Figure 6.6: For the symmetric JSQ model with Erlang-s arrivals, the
compensation approach generates s compensation terms in a HCS and
just one compensation term in a VCS.

state space, each compensation term takes the form αmβni+(α, β), where
i+(α, β) is a vector of coefficients of dimension s (equal to the number of
arrival phases). In each HCS, s different parameters β are generated instead
of just one. A graphical representation of the generation of compensation
terms, which has an s-fold tree structure, is depicted in Figure 6.6.

Our contribution. The model at hand is defined on an s-layered half-
plane, thus requires that we further extend the compensation approach.
Similarly to [16], we need to account for the two quadrants by considering
two kernel functions (one for each quadrant). Furthermore, in accordance
with [7], in every HCS, a total of s different parameters β are generated
for the positive quadrant and a single β for the negative quadrant. This
leads to a (s + 1)-fold tree structure for the compensation parameters
as depicted in Figure 6.7. Additionally, the product-form solutions take
the form αmβni+(α, β) or αmβ−ni−(α, β) depending on whether they are
defined in the positive or negative quadrant, respectively. The resulting
solution for the equilibrium distribution is, for m ≥ 0, n ≥ 1,

p(m,n) = C
∞∑
l=0

(s+1)l∑
i=1

s∑
j=1

ηl,d(i)+jα
m
l,iβ

n
l,d(i)+ji+(αl,i, βl,d(i)+j) (6.15a)

+ C

∞∑
l=0

(s+1)l∑
i=1

s∑
j=1

νl+1,d(i)+jα
m
l+1,d(i)+jβ

n
l,d(i)+ji+(αl+1,i, βl,d(i)+j).
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For m ≥ 0, n = 0,

p(m,n) = C

∞∑
l=0

(s+1)l∑
i=1

αml,ihl,i. (6.15b)

For m ≥ 0, n ≤ −1,

p(m,n) = C

∞∑
l=0

(s+1)l∑
i=1

ηl,i(s+1)α
m
l,iβ
−n
l,i(s+1)i−(αl,i, βl,i(s+1)) (6.15c)

+ C

∞∑
l=0

(s+1)l∑
i=1

νl+1,i(s+1)α
m
l+1,i(s+1)β

−n
l,i(s+1)i−(αl+1,i(s+1), βl,i(s+1)),

where C is the normalization constant and d(i) := (i− 1)(s+ 1). The first
subscript l is the level at which a parameter resides, starting at level l = 0
(the initial solution). Within a level, the parameters are differentiated
by using an additional index i. A horizontal compensation step and the
initial solution has coefficients η and a vertical compensation step has
coefficients ν. Additionally, a vector h is generated in each horizontal
compensation step. The initial solution is described in Lemma 6.13, the
horizontal compensation step is described in Lemma 6.15, and the vertical
compensation step is described in Lemma 6.14.

6.4 Numerical results

Expression (6.15) is amenable for numerical calculations after applying
truncation at L compensation steps. For m ≥ 0, n ≥ 1,

pL(m,n) = C

bL2 c∑
l=0

(s+1)l∑
i=1

s∑
j=1

ηl,d(i)+jα
m
l,iβ

n
l,d(i)+ji+(αl,i, βl,d(i)+j) (6.16a)

+ C

bL−1
2 c∑
l=0

(s+1)l∑
i=1

s∑
j=1

νl+1,d(i)+jα
m
l+1,d(i)+jβ

n
l,d(i)+ji+(αl+1,i, βl,d(i)+j).

For m ≥ 0, n = 0,

pL(m,n) = C

bL2 c∑
l=0

(s+1)l∑
i=1

αml,ihl,i. (6.16b)
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Figure 6.7: For the SED system, the compensation approach generates
different compensation terms for the positive (straight arrow) or the
negative quadrant (snaked arrow). The number of terms generated in the
positive and negative quadrant are different.
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(a) ρ = 0.6.
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Figure 6.8: Heat plot of the equilibrium distribution mass for the SED
system with s = 3, q = 0.4, and varying ρ, determined according to (6.16)
with L = 16. The heat plot shows where the probability mass is located
(darker colour means more mass). The dashed lines are q1 + 1 = (q2 + 1)/s
and q1 = q2/s.

For m ≥ 0, n ≤ −1,

pL(m,n) = C

bL2 c∑
l=0

(s+1)l∑
i=1

ηl,i(s+1)α
m
l,iβ
−n
l,i(s+1)i−(αl,i, βl,i(s+1)) (6.16c)

+ C

bL−1
2 c∑
l=0

(s+1)l∑
i=1

νl+1,i(s+1)α
m
l+1,i(s+1)β

−n
l,i(s+1)i−(αl+1,i(s+1), βl,i(s+1)),

where the empty sum
∑−1
l=0(·) is 0. Here, L = 0 indicates only the initial

solution and for instance L = 3 indicates an initial solution, a vertical,
horizontal and another vertical compensation. Naturally, as L increases,
the approximation becomes more accurate.

We perform several numerical experiments that verify that under SED
routing the joint queue length process concentrates between the line where
the expected delays in both queues are equal q1 + 1 = (q2 + 1)/s and
the line where the expected waiting time is equal q1 = q2/s using the
equilibrium distribution. To this end, we consider a system with service
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rates 1 and s = 3, q = 0.4 and set L = 16 in (6.16). The equilibrium
distribution for this model and varying ρ is given in Figure 6.8 in the form
of a heat plot, supporting our claim.

Next, to demonstrate the rate of convergence of the series in (6.15),
we derive the number of compensation steps L for which the equilibrium
probabilities p(m,n) are considered sufficiently accurate: As a measure
of accuracy we compute for each state (m,n) the minimum number of
compensation steps L such that

max
r=0,1,...,s−1

|pL(m,n, r)− pL−1(m,n, r)|
pL−1(m,n, r)

< 10−4, (6.17)

where 10−4 is a reasonable choice and can be changed to any value.
Figure 6.9 shows that away from the origin, the convergence of the series is
very fast, but the convergence is also quite fast for states close to the origin.
Note that the distance of a state (m,n) to the origin is directly related
to the rate of convergence of the series expression (6.15). In particular, it
seems to be a function of m+ |n|: faster convergence further away from
the origin. This property is formally proven in Section 6.5.7 and can be
exploited for numerical computations.

Remark 6.2. (No curse of dimensionality) Define a triangular set of
states by

Tx := {(m,n) : m ∈ N0, n ∈ Z, m+ |n| ≤ x}. (6.18)

Choose M as some non-negative integer. Technically, M needs to be
strictly larger than some other non-negative integer N , but we do not go
into the details here; the lower bound N is described in Section 6.5.7 and
has to do with the possible divergence of the series in the states inside
the triangular set of states TN . For states outside the set TM , we can
use (6.16) to compute p(m,n). Since the number of compensation steps
L required to achieve accurate results according to (6.17) decreases with
m+ |n|, the number of compensation steps L for each state (m,n) /∈ TM
is relatively small. For states (m,n) ∈ TM , a linear system of balance
equations needs to be solved to determine the equilibrium probabilities
p(m,n), where one uses that p(m,n), (m,n) /∈ TM are known.

As an example, for s = 4, ρ = 0.8 and q = 0.4 we display the number
of compensation steps L to achieve accurate results in Figure 6.9. It is
clear that the choice M = 3 implies that we only require L = 1, which
gives accurate results for p(m,n), (m,n) /∈ TM . So it is evident that the
compensation approach does not suffer from the curse of dimensionality.
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Figure 6.9: The number of compensation steps L for each state (m,n) such
that the resulting pL(m,n) is accurate according to (6.17). The dashed
line is m+ |n| = 3. Parameters are s = 4, ρ = 0.8, and q = 0.4.

6.5 Applying the compensation approach

6.5.1 Outline

In the following subsections we describe the main steps in constructing
the equilibrium distribution of the SED system. First, we develop some
preliminary results in Section 6.5.2, showing that the inner equations have
a product-form solution and we determine one of the two parameters of the
initial product-form solution explicitly. Using these preliminary results,
we determine the unique initial solution in Section 6.5.3. The vertical
compensation step is outlined in Section 6.5.4. Section 6.5.5 describes the
horizontal compensation procedure. We formalize the resulting solution
in terms of a sequence of product-forms in Section 6.5.6. This sequence
of compensation terms grows as a (s+ 1)-fold tree and the problem is in
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showing that the sequence converges. Section 6.5.7 is devoted to the issue
of convergence.

6.5.2 Preliminary results

We conjecture that the inner equations have a product-form solution.
To this end, we examine a related model that has the same behavior in
the interior as the original model. We then show that the equilibrium
distribution of this related model can be expressed as a product-form
solution. Moreover, modeling this process as a quasi-birth–and–death
(QBD) process, we obtain a closed form expression for one of the parameters
of the product-form solution. This procedure is closely related to the one
in [7, Section 4].

The related model is constructed as follows. We start from the state
space of the original model in Figure 6.2(a) and bend the vertical axis
as shown in Figure 6.10. Note that for this modified model, m ∈ Z. We
add an additional state (−1, 0, s− 1) with a transition rate Â0,1 = se0 to
state (−1, 1) and a transition rate B̂0,−1 = (1+s)ρqes−1 to state (−1,−1),
where ei is a column vector of zeros of length s with a one at position
i. The transitions from the states on the diagonal m+ n = 0, n ≥ 1 are
kept consistent with the transitions from a state in the positive interior
of the SED model, where the downward transitions are redirected to the
state (−1, 0, s − 1), specifically, Â0,−1 = seᵀ0 . Similarly, the transitions
from the states on the diagonal m− n = 0, n ≤ −1 are kept consistent
with the ones in the negative interior of the SED model, where the upward
transitions are redirected to the state (−1, 0, s− 1), specifically, B̂0,1 = 1ᵀ,
where 1 is a column vector of ones of size s.

The characteristic feature of the modified model is that its balance
equations for m + |n| = 0, |n| ≥ 2 are exactly the same as the ones in
the interior and the balance equations for n ∈ {−1, 0, 1} are exactly the
same as the ones on the horizontal boundary of the original model. In this
sense, the modified model has no “vertical boundary” equations.

We next present two lemmas. The first lemma states that a product-
form solution exists for the modified model, while in the second lemma
we identify the geometric term of the product form expression. Let
p̂(m,n) =

[
p̂(m,n, 0) p̂(m,n, 1) · · · p̂(m,n, s− 1)

]ᵀ denote the equi-
librium distribution of the modified model.

Lemma 6.3. For ρ < 1, the equilibrium distribution of the modified model
exists and is of the form

p̂(m,n) = αmq̂(n), m+ |n| ≥ 0, n ∈ Z (6.19)
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m

n

A0,−1 A1,−1

A−1,1 A0,0

B0,−1
B−1,−1

A−1,1 A0,1

B0,0

B0,1 B1,1

B−1,−1 B0,0

B0,−1

B−1,−1

A−1,1
A0,1

B0,0

Â0,1

B̂0,−1
B̂0,1

B1,1

B−1,−1 B0,0

Â0,−1

A1,−1

A−1,1 A0,0

Figure 6.10: s-layered transition rate diagram of the modified model.
Note that the third dimension, i.e., r, is perpendicular to the page. The
non-filled dot, graphed at position (−1, 0), corresponds to the single state
(−1, 0, s− 1).

with α ∈ (0, 1) and q̂(n) =
[
q̂(n, 0) q̂(n, 1) · · · q̂(n, s− 1)

]ᵀ such that

∞∑
n=−∞

α−|n|q̂(n, r) <∞, r = 0, 1, . . . , s− 1. (6.20)

Proof. First notice that the modified model is stable whenever the original
model is stable and that p̂(m,n) satisfies the inner and horizontal boundary
equations (6.3)–(6.7) for all m+ |n| = 0, except for state (0, 0). Observe
that the modified model embedded on the area {(m,n) : m ∈ N0, n ∈
Z, m + |n| ≥ n0} ∪ {(n0 − 1, 0, s − 1)}, n0 = 1, 2, . . . embarked by two
lines parallel to the diagonal axes, yields the exact same process. Hence,
we can conclude that

p̂(m+ 1, n) = αp̂(m,n), m+ |n| ≥ 0, n ∈ Z (6.21)
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and therefore

p̂(m,n, r) = αmq̂(n, r), m+ |n| ≥ 0, n ∈ Z, r = 0, 1, . . . , s− 1. (6.22)

Finally, we observe that
∞∑

n=−∞
α−|n|q̂(n, r) =

∞∑
n=−∞

p̂(−|n|, n, r) < 1, (6.23)

which concludes the proof.

In Lemma 6.3 we have shown that the equilibrium distribution of
the modified model has a product form which is unique up to a positive
multiplicative constant. In the next lemma we determine the unique α in
(6.19). More concretely, the unique α is equal to ρ1+s.

Lemma 6.4. For ρ < 1, the equilibrium distribution of the modified model
is of the form

p̂(m,n) = ρ(1+s)mq̂(n), m+ |n| ≥ 0, n ∈ Z. (6.24)

Proof. Let k denote the total number of customers in the system, i.e.,

k =

{
(1 + s)m+ sn+ r, n ≥ 0,

(1 + s)m− n+ r, n < 0.
(6.25)

Then, the number of customers in the system forms a Markov process and
for all states k > s, the transitions are given by: (i) from state k to state
k + 1 with rate (1 + s)ρ; and (ii) from state k + 1 to state k with rate
1 + s. Let p̂k denote the probability of having k customers in the system.
From the balance principle between states k and k + 1 we obtain

p̂k+1 = ρp̂k, k > s. (6.26)

Furthermore,

p̂k+s+1 =
∑

(m,n,r)
(1+s)m+sn+r=k+s+1

p̂(m,n, r) +
∑

(m,n,r)
(1+s)m−n+r=k+s+1

p̂(m,n, r)

=
∑

(m,n,r)
(1+s)(m−1)+sn+r=k

αmq̂(n, r) +
∑

(m,n,r)
(1+s)(m−1)−n+r=k

αmq̂(n, r)

= α
∑

(l,n,r)
(1+s)l+sn+r=k

αlq̂(n, r) + α
∑

(l,n,r)
(1+s)l−n+r=k

αlq̂(n, r)

= αp̂k. (6.27)
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Combining the last two results immediately yields α = ρ1+s.

Combining Lemmas 6.3 and 6.4 yields the following result for the
original model.

Proposition 6.5. For ρ < 1, the inner and horizontal boundary equations
(6.3)–(6.7) have a unique solution of the form

p(m,n) = ρ(1+s)mq(n), m ≥ 0, n ∈ Z (6.28)

with q(n) =
[
q(n, 0) q(n, 1) · · · q(n, s− 1)

]ᵀ non-zero and

∞∑
n=−∞

ρ−(1+s)|n|q(n, r) <∞, r = 0, 1, . . . , s− 1. (6.29)

The solution obtained in Proposition 6.5 satisfies the inner and horizon-
tal boundary equations. However, we still need to specify the form of the
vector q(n). It will become apparent, from Lemmas 6.6, 6.8 and 6.11, that
the form of the vector q(n) is entirely different in the positive quadrant, on
the horizontal axis, and the negative quadrant. Correctly identifying q(n)
will result in the initial solution that satisfies the balance equations of the
interior and the horizontal axis. In the following lemmas we describe the
form of a solution satisfying the inner equations.

Lemma 6.6.

(i) The product form p(m,n) = αmβni+(α, β), m ≥ 0, n ≥ 1 is a
solution of the inner equations of the positive quadrant (6.3) if

D+(α, β)i+(α, β) = 0 (6.30)

with

D+(α, β) = αβA0,0 + αβ2A0,−1 + α2A−1,1 + β2A1,−1 (6.31)

and the eigenvector

i+(α, β) =
[
i+(α, β, 0) i+(α, β, 1) · · · i+(α, β, s− 1)

]ᵀ (6.32)

satisfies, for r = 0, 1, . . . , s− 1,

i+(α, β, r)

i+(α, β, 0)
=
(αβ(1 + s)(ρ+ 1)− β2(1 + s)ρ− α2

αβs

)r
. (6.33)
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(ii) The product form p(m,n) = αmβ−ni−(α, β), m ≥ 0, n ≤ −1 is a
solution of the inner equations of the negative quadrant (6.4) if

D−(α, β)i−(α, β) = 0 (6.34)

with

D−(α, β) = αβB0,0 + αβ2B0,1 + α2B−1,−1 + β2B1,1 (6.35)

and the eigenvector

i−(α, β) =
[
i−(α, β, 0) i−(α, β, 1) · · · i−(α, β, s− 1)

]ᵀ (6.36)

satisfies, for r = 0, 1, . . . , s− 1,

i−(α, β, r)

i−(α, β, 0)
=

Ψ(α, β, ψ−(β))ψ+(β)r −Ψ(α, β, ψ+(β))ψ−(β)r

Ψ(α, β, ψ−(β))−Ψ(α, β, ψ+(β))
,

(6.37)
with

ψ±(β) =
(1 + s)(ρ+ 1)− β ±

√
(β − (1 + s)(ρ+ 1))2 − 4s(1 + s)ρ

2s
(6.38)

and

Ψ(α, β, ψ) = β − (1 + s)(ρ+ 1) + sψ +
β

α
(1 + s)ρψs−1

= (1 + s)ρψ−1
(β
α
ψs − 1

)
. (6.39)

Proof. (i) Inserting the product form p(m,n) = αmβni+(α, β) into (6.3)
and dividing by αm−1βn−1 results in (6.30). For det(D+(α, β)) = 0,
the rank of D+(α, β) is s− 1 and thus we have one free variable, which
allows us to express i+(α, β, r) in terms of i+(α, β, 0). The eigenvector
i+(α, β) follows from the system of linear equations (6.30), which reads,
for r = 0, 1, . . . , s− 2,(
α2 + β2(1 + s)ρ− αβ(1 + s)(ρ+ 1)

)
i+(α, β, r) + αβsi+(α, β, r + 1) = 0

(6.40)
and gives (6.33).
(ii) Inserting the product form p(m,n) = αmβ−ni−(α, β) into (6.4) and
dividing by αm−1β−n+1 results in (6.34). For det(D−(α, β)) = 0, the rank
of D−(α, β) is s− 1 and thus we have one free variable, which allows us to
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express i−(α, β, r) in terms of i−(α, β, 0). The system of linear equations
(6.34) reads(

αβ2 − αβ(1 + s)(ρ+ 1))i−(α, β, 0) + αβsi−(α, β, 1)

+ β2(1 + s)ρi−(α, β, s− 1) = 0, (6.41)

αβ(1 + s)ρi−(α, β, r − 1) +
(
αβ2 − αβ(1 + s)(ρ+ 1))i−(α, β, r)

+ αβsi−(α, β, r + 1) = 0, r = 1, 2, . . . , s− 2. (6.42)

We construct a solution of the form

i−(α, β, r) = (c+ψ+(β)r + c−ψ−(β)r)i−(α, β, 0) (6.43)

and thus require c+ + c− = 1. The two roots ψ±(β) follow from substitut-
ing i−(α, β, r) = ψri−(α, β, 0) in (6.42) and dividing by ψr−1i−(α, β, 0),
yielding

sψ2 + (β − (1 + s)(ρ+ 1))ψ + (1 + s)ρ = 0. (6.44)

The constants c+ and c− follow from (6.41) and the simplification follows
from the fact that i−(α, β, r) = ψri−(α, β, 0) satisfies (6.44).

Remark 6.7. (Normalized eigenvectors) Without loss of generality we
henceforth set the first elements i+(α, β, 0) = i−(α, β, 0) = 1 for all α and
β. Since normalization of the equilibrium distribution follows afterwards,
one can arbitrarily select the value of the first element of the eigenvectors
i+(α, β) and i−(α, β).

We wish to determine the α’s and β’s with 0 < |α|, |β| < 1, for which
(6.30) and (6.34) have non-zero solutions i+(α, β) and i−(α, β), respectively.
Equivalently, we determine α’s and β’s for which det(D+(α, β)) = 0 or
det(D−(α, β)) = 0. We first investigate the location and the number of
zeros of det(D+(α, β)) = 0.

Lemma 6.8. The equation det(D+(α, β)) = 0 assumes the form(
αβ(1 + s)(ρ+ 1)− β2(1 + s)ρ− α2

)s − β(αβs)s = 0 (6.45)

and can be rewritten to

αβ(1 + s)(ρ+ 1)− β2(1 + s)ρ− α2

αβs
= uiβ

1/s, i = 1, 2, . . . , s, (6.46)

where ui is the i-th root of unity of us = 1 and β1/s is the principal root.
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(i) For every α with |α| ∈ (0, 1), equation (6.46) has exactly one root
βi inside the open circle of radius |α| for each i. Furthermore, all s
roots βi are distinct.

(ii) For every β with |β| ∈ (0, 1), equation (6.46) has exactly one root
αi inside the open circle of radius |β| for each i. Furthermore, all s
roots αi are distinct.

Proof. Dividing (6.45) by (αβs)s and taking the s-th root reduces (6.45)
to (6.46).
(i) The proof consists of three main steps:

(a) For every fixed α with |α| ∈ (0, 1), equation (6.45) has exactly s
roots β inside the open circle of radius |α|.

(b) These s roots β are distinct.

(c) For every fixed α with |α| ∈ (0, 1), equation (6.46) has at least one
root βi inside the open circle of radius |α| for each i.

Combining these three steps proves that for every fixed α with |α| ∈ (0, 1),
equation (6.46) has at exactly one root βi inside the open circle of radius
|α| for each i and the βi’s are distinct.
(i)(a) Equation (6.45) is a polynomial of degree 2s in β and we will show
that exactly s roots are inside the open circle of radius |α|. Other possible
roots inside the open unit circle appear not to be useful, since these will
produce a divergent solution, as follows from (6.29). Divide both sides of
(6.45) by α2s and set z = β/α to obtain

f(z)s − αsszs+1 = 0 (6.47)

with f(z) = (1 + s)(ρ+ 1)z − (1 + s)ρz2 − 1. Then f(z) has the two roots

v± =
ρ+ 1±

√
(ρ+ 1)2 − 4ρ/(1 + s)

2ρ
. (6.48)

Observe that, for 0 < ρ < 1, v+ > 1 and 0 < v− < 1. Furthermore, for
|z| = 1 one establishes

|f(z)|s = |(1 + s)(ρ+ 1)z − (1 + s)ρz2 − 1|s

≥ |(1 + s)(ρ+ 1)|z| − (1 + s)ρ|z|2 − 1|s = ss > |α|ss. (6.49)

Hence, by Rouché’s theorem (see, e.g., [83, Theorem 9.3.2]), equation
(6.47) has exactly s roots inside the open unit circle. Thus, (6.45) has for
each fixed |α| ∈ (0, 1) exactly s roots β inside the open circle of radius |α|.



170 Chapter 6. Shortest-expected-delay routing

(i)(b) Label the left-hand side of (6.47) as g(z). For a root to be of (at
least) multiplicity two, it must hold that g(z) = g′(z) = 0, which gives

(ρ+ 1)z + (s− 1)ρz2 − 1 = 0 (6.50)

with solutions

ξ± =
−(ρ+ 1)±

√
(ρ+ 1)2 + 4(s− 1)ρ

2(s− 1)ρ
. (6.51)

Note that for 0 < ρ < 1, ξ− < 0, 0 < ξ+ < 1 and ξ+ is a monotonically
decreasing function in ρ with ξ+ = 1 for ρ = 0 and ξ+ = (

√
s− 1)/(s− 1)

for ρ = 1. For z = ξ+ equation (6.47) reveals the contradiction

α =
f(ξ+)s

ssξs+1
+

=

(
1 + ρ(1− 2ξ+)

)s
ξ+

≥ 1. (6.52)

Thus, the s roots β inside the open circle of radius |α| are distinct.
(i)(c) This step is presented in Appendix 6.A. The proof was communicated
to us by A.J.E.M. Janssen.
(ii) Set z = α/β, multiply (6.46) by zs and rearrange to obtain

z
(
(1 + s)(ρ+ 1)− uiβ1/ss

)
= z2 + (1 + s)ρ. (6.53)

Label the left-hand side as f(z) and the right-hand side as g(z). Note that
f(z) has a single root within the unit circle. For |z| = 1 one establishes

|f(z)| = |z
(
(1 + s)(ρ+ 1)− uiβ1/ss

)
| = |(1 + s)(ρ+ 1)− uiβ1/ss|

≥ (1 + s)(ρ+ 1)− |ui||β1/s|s = (1 + s)ρ+ 1 + s(1− |β1/s|)
> (1 + s)ρ+ 1 ≥ |z2 + (1 + s)ρ| = |g(z)|. (6.54)

Hence, by Rouché’s theorem we establish that (6.46) has exactly one root
αi inside the open circle of radius |β| for each i. These roots αi are distinct,
since the ui are distinct.

Remark 6.9. (Identical eigenvectors) We note that for fixed β with
|β| ∈ (0, 1) and fixed i, (6.46) is a quadratic equation in α and has two
solutions, say α+ and α−, satisfying |α−| < |β| < |α+|. Then, combining
(6.33) and (6.46) we have the property that i+(α+, β) = i+(α−, β), which
we will use later.

We next provide information on the location and the number of zeros
of det(D−(α, β)) = 0. The polynomial form of det(D−(α, β)) = 0 is too
complicated for application of Rouché’s theorem. Therefore we apply the
following matrix variant of Rouché’s theorem.
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Theorem 6.10. (de Smit [49]) Let A(z) = [ai,j(z)] and B(z) = [bi,j(z)]
be complex-valued n× n matrices, where B(z) is a diagonal matrix. The
elements ai,j(z) and bi,j(z), 0 ≤ i, j ≤ n− 1 are meromorphic functions
in a simply connected region R in which T is the set of all poles of these
functions. C is a rectifiable closed Jordan curve in R \ T . Let xB and
xA+B be the number of zeros inside C of det(B(z)) and det(A(z) +B(z)),
respectively, and yB and yA+B the number of poles inside C of det(B(z))
and det(A(z)+B(z)) (zeros and poles of higher order are counted according
to this order). If |bi,i(z)| >

∑n−1
j=0 |ai,j(z)| on C for all i = 0, 1, . . . , n− 1,

then
xA+B − yA+B = xB − yB . (6.55)

Lemma 6.11.

(i) For every α with |α| ∈ (0, 1), the equation det(D−(α, β)) = 0 can be
rewritten to

α2ss + β2((1 + s)ρ)s − αβss(ψ+(β)s + ψ−(β)s) = 0, (6.56)

where ψ±(β) is given in (6.38), and has exactly one root β in the
open circle of radius |α|.

(ii) For every β with |β| ∈ (0, 1), equation (6.56) has exactly one root α
in the open circle of radius |β|.

Proof. (i) Setting z = β/α, we observe that

D−(α, β) = α2(A(z) +B(z)) (6.57)

with

A(z) = (1 + s)ρzL+ szLᵀ + (1 + s)ρz2M (0,s−1) + sM (s−1,0), (6.58)
B(z) = z(αz − (1 + s)(ρ+ 1))I. (6.59)

Hence, det(D−(α, β)) = α2s det(A(z) + B(z)). Let us take C to be the
unit circle. Furthermore, we can verify that, for |α| ∈ (0, 1), |z| = 1 and
i = 0, 1, . . . , s− 1,

|bi,i(z)| = |(1 + s)(ρ+ 1)− αz| > (1 + s)ρ+ s =

s−1∑
j=0

|ai,j(z)| (6.60)

and the number of zeros and poles inside C of det(B(z)) is xB = s and
yB = 0, respectively. The number of poles of det(A(z) +B(z)) inside C is
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yA+B = 0. By Theorem 6.10 we derive that det(A(z) +B(z)) has exactly
s roots inside C. Moreover,

det(A(z) +B(z)) = (−z)s−1
(
ss + z2((1 + s)ρ)s

− z
bs/2c∑
i=0

(−1)i
s

s− i

(
s− i
i

)
(s(1 + s)ρ)i((1 + s)(ρ+ 1)− αz)s−2i

)
.

(6.61)

So, det(A(z) +B(z)) has the root 0 of multiplicity s− 1 and exactly one
non-zero root inside C. The summation in (6.61) is known as the Waring
formula. By using the following identity:

xs + ys =

bs/2c∑
i=0

(−1)i
s

s− i

(
s− i
i

)
(xy)i(x+ y)s−2i, (6.62)

we can simplify the Waring formula, see, e.g., [69, equation (1)]. So, we
set xy = s(1 + s)ρ and x+ y = (1 + s)(ρ+ 1)−αz. Recall from (6.44) that
ψ+(αz)ψ−(αz) = (1 + s)ρ/s. This allows us to establish that x = sψ+(αz)
and y = sψ−(αz). Thus, (6.61) simplifies to

det(A(z)+B(z)) = (−z)s−1
(
ss+z2((1+s)ρ)s−zss(ψ+(αz)s+ψ−(αz)s)

)
.

(6.63)
Since det(A(z) + B(z)) has exactly s roots in the unit circle and 0 is a
root of multiplicity s − 1 we are led to the conclusion that there exists
exactly one non-zero root in the unit circle. Thus, (6.56) has exactly one
non-zero root β in the open circle of radius |α|.
(ii) The proof is identical to the proof of (i).

Remark 6.12. (Notation) For a fixed α with |α| ∈ (0, 1) the roots of
(6.45) are denoted by β1, β2, . . . , βs with |βi| < |α|, i = 1, 2, . . . , s and
the single root of (6.56) is denoted by βs+1 with |βs+1| < |α|. Similar
indexing exists for the roots α for a fixed β with |β| ∈ (0, 1).

6.5.3 Initial solution

Lemmas 6.6, 6.8 and 6.11 characterize basic solutions satisfying the inner
equations (6.3)–(6.4). In Lemma 6.13 we specify the form of q(n).

Lemma 6.13. (Initial solution) For |α| ∈ (0, 1), let β1, β2, . . . , βs be the
roots of (6.45) with |βi| < |α|, i = 1, 2, . . . , s and i+(α, βi) the correspond-
ing non-zero vectors satisfying (6.33). Symmetrically, let βs+1 be the root
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of (6.56) with |βs+1| < |α| and i−(α, βs+1) the corresponding non-zero
vector satisfying (6.37). Then there exists exactly one α with |α| ∈ (0, 1)
for which there exists a non-zero vector h =

[
h(0) h(1) · · · h(s− 1)

]ᵀ
and coefficients η1, η2, . . . , ηs+1 such that

p(m,n) =


αm
∑s
i=1 ηiβ

n
i i+(α, βi), m ≥ 0, n ≥ 1,

αmh, m ≥ 0, n = 0,

ηs+1α
mβ−ns+1i−(α, βs+1), m ≥ 0, n ≤ −1,

(6.64)

satisfies (6.3)–(6.7). This unique α is equal to ρ1+s.
The vector h is given by

h = α
(
A0,1 + αA−1,1

)−1
s∑
i=1

ηii+(α, βi), (6.65)

the coefficients η1, η2, . . . , ηs satisfy

s∑
i=1

ηi

(
βi
(
A1,−1 + αA0,−1

)
+ α2B0,0

(
A0,1 + αA−1,1

)−1
)
i+(α, βi)

= −ηs+1βs+1

(
B1,1 + αB0,1

)
i−(α, βs+1) (6.66)

and ηs+1 = 1.

Proof. Substituting (6.64) into (6.5) yields

h = − 1

α

(
A0,1+αA−1,1

)−1
s∑
i=1

ηi
(
αβiA0,0+β2

iA1,−1+αβ2
iA0,−1

)
i+(α, βi).

(6.67)
Furthermore, by using (6.34) for the summands one obtains (6.65). Equa-
tion (6.66) follows from substituting (6.64) into (6.7) and using (6.65).
One can arbitrarily choose ηs+1 due to the normalization that follows at
the end.

6.5.4 Compensation on the vertical boundary

The initial solution (6.64) does not satisfy the balance equations on the pos-
itive and negative vertical boundaries. We consider a term ηαmβni+(α, β)
that satisfies the positive inner balance equations and stems from a so-
lution that satisfies both the inner and horizontal boundary equations.
For now, we refer to this term as the original term. In case of the initial
solution (6.64), this would be one of the s product-form solutions of the
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positive quadrant. The idea behind the compensation approach is to add
compensation terms

∑s
i=1 νiα

m
i β

ni+(αi, β) to the original term, such that
the linear combination

ηαmβni+(α, β) +

s∑
i=1

νiα
m
i β

ni+(αi, β), m ≥ 0, n ≥ 1, (6.68)

satisfies both (6.8) and (6.3). Substituting (6.68) in (6.8) gives

ηβn−1V+(α, β)i+(α, β) +

s∑
i=1

νiβ
n−1V+(αi, β)i+(αi, β) = 0, n ≥ 2,

(6.69)
where V+(α, β) = β(A0,0 + I) + β2A0,−1 + αA−1,1. Note that we indeed
require that the original term and the compensation terms share the
same β and therefore we obtain the s roots α1, α2, . . . , αs with |αi| < |β|
from (6.45). Clearly, (6.68) now satisfies the positive inner equations
(6.3). This leaves the s coefficients νi to satisfy the s equations (6.69).
However, from Remark 6.9 we deduce that there exists a specific i for
which i+(α, β) = i+(αi, β) and thus there is only one coefficient that is
required to be non-zero.

Let us now consider a term from the negative quadrant ηαmβ−ni−(α, β)
that satisfies the negative inner balance equations and stems from the same
solution that satisfies both the inner and horizontal boundary equations.
Let us now refer to this term as the original term. In case of the initial
solution (6.64), this would be the solution on the negative quadrant.
As before, the compensation approach dictates to add a compensation
term νs+1α

m
s+1β

−ni−(αs+1, β) to the original term, such that the linear
combination

ηαmβ−ni−(α, β) + νs+1α
m
s+1β

−ni−(αs+1, β), m ≥ 0, n ≤ −1, (6.70)

satisfies both (6.9) and (6.4). Substituting (6.70) in (6.9) gives, for n ≤ −2,

ηβ−n+1V−(α, β)i−(α, β)+νs+1β
−n+1V−(αs+1, β)i−(αs+1, β) = 0, (6.71)

where V−(α, β) = β(B0,0 + sM (0,0)) + β2B0,1 + αB−1,−1. Note that we
indeed require that the original term and the compensation term share
the same β and therefore we obtain the root αs+1 with |αs+1| < |β|
from (6.56). This ensures that the linear combination (6.70) satisfies the
negative inner equations (6.4). Even though there is only one coefficient
νs+1 for s equations, it turns out that this provides enough freedom to
satisfy (6.71).
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Lemma 6.14. (Vertical compensation)

(i) Consider the product form ηαmβni+(α, β) that satisfies the positive
inner equations (6.3) that stems from a solution that satisfies the
inner and horizontal boundary equations. For this α and fixed β,
let α1 be the root that satisfies i+(α, β) = i+(α1, β) with |α1| < |β|.
Then there exists a coefficient ν1 such that, for m ≥ 0, n ≥ 1,

p(m,n) = ηαmβni+(α, β) + ν1α
m
1 β

ni+(α1, β), (6.72)

satisfies (6.3) and (6.8). The coefficient ν1 satisfies

ν1 = −η 1− β
α (1 + s)ρ

1− β
α1

(1 + s)ρ
. (6.73)

(ii) Consider a product form ηαmβni−(α, β) that satisfies the negative
inner equations (6.4) that stems from a solution that satisfies the
inner and horizontal boundary equations. For this β, let αs+1 be
the root of (6.56) with |αs+1| < |β| and let i−(αs+1, β) be the cor-
responding non-zero vector satisfying (6.37). Then there exists a
coefficient νs+1 such that, for m ≥ 0, n ≤ −1,

p(m,n) = ηαmβ−ni−(α, β) + νs+1α
m
s+1β

−ni−(αs+1, β), (6.74)

satisfies (6.4) and (6.9). The coefficient νs+1 is given by

νs+1 = −η s− β
α (1 + s)ρi−(α, β, s− 1)

s− β
αs+1

(1 + s)ρi−(αs+1, β, s− 1)
. (6.75)

Proof. (i) Use (6.30) to establish that

V+(α, β)i+(α, β) =
(
βI − β2

α
A1,−1

)
i+(α, β) = β

(
1− β

α
(1 + s)ρ

)
i+(α, β).

(6.76)
Using Remark 6.9 we can establish that there exists a single νi that is
non-zero. We label the single non-zero coefficient as ν1 and find it from
(6.69) with the help of (6.76).
(ii) Use (6.34) to establish that

V−(α, β)i−(α, β) = β
(
sM (0,0) − β

α
(1 + s)ρM (0,s−1)

)
i−(α, β). (6.77)

Thus, (6.71) reduces to a single equation and νs+1 follows directly.
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6.5.5 Compensation on the horizontal boundary

The solution obtained after compensation on the vertical boundary, as
outlined in Lemma 6.14, does not satisfy the horizontal boundary equa-
tions. So, we need to compensate for the error on the horizontal boundary
by adding new terms. The compensation procedure on the horizontal
boundary has a few differences from the one described in the previous
section. We outline these differences by informally treating the compensa-
tion of a product-form term of the positive quadrant. The difference in
the compensation procedure is due to the fact that adding compensation
terms only for the positive quadrant does not make the solution satisfy the
horizontal boundary equations. Intuitively, this originates from the fact
that the horizontal boundary, i.e., states with n = 0, is connected to both
the positive and negative quadrant. Thus, for the horizontal compensation
step, we need to add product-form terms for the complete positive half-
plane. It turns out, that these product-form terms are nearly identical to
the initial solution, which indeed satisfied both the inner and horizontal
boundary equations. The same procedure holds for a product-form term
of the negative quadrant.

The formal compensation on the horizontal boundary is outlined in
the next lemma.

Lemma 6.15. (Horizontal compensation)

(i) Consider the product form ναmβni+(α, β) that satisfies the positive
inner equations (6.3) that stems from a solution that satisfies the
inner and vertical boundary equations. For this α, let β1, β2, . . . , βs be
the roots of (6.45) with |βi| < |α|, i = 1, 2, . . . , s and let i+(α, βi) be
the corresponding non-zero vectors satisfying (6.33). Symmetrically,
for this α, let βs+1 be the root of (6.56) with |βs+1| < |α| and let
i−(α, βs+1) be the corresponding non-zero vector satisfying (6.37).
Then there exists a non-zero vector h and coefficients η1, η2, . . . , ηs+1

such that

p(m,n) =


ναmβni+(α, β)

+
∑s
i=1 ηiα

mβni i+(α, βi), m ≥ 0, n ≥ 1,

αmh, m ≥ 0, n = 0,

ηs+1α
mβ−ns+1i−(α, βs+1), m ≥ 0, n ≤ −1,

(6.78)

satisfies (6.3)–(6.7).
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The vector h and the coefficients η1, η2, . . . , ηs+1 satisfy

(
A0,1 + αA−1,1

)
h− α

s∑
i=1

ηii+(α, βi) = ναi+(α, β), (6.79)

αB0,0h +

s∑
i=1

ηiβi
(
A1,−1 + αA0,−1

)
i+(α, βi)

+ηs+1βs+1

(
B1,1 + αB0,1

)
i−(α, βs+1)

= −νβ
(
A1,−1 + αA0,−1

)
i+(α, β), (6.80)

−ηs+1αs+ αsh(0) + (1 + s)ρqh(s− 1) = 0. (6.81)

(ii) Consider the product form ναmβ−ni−(α, β) that satisfies the negative
inner equations (6.3) that stems from a solution that satisfies the
inner and vertical boundary equations. For this α, let β1, β2, . . . , βs be
the roots of (6.45) with |βi| < |α|, i = 1, 2, . . . , s and let i+(α, βi) be
the corresponding non-zero vectors satisfying (6.33). Symmetrically,
for this α, let βs+1 be the root of (6.56) with |βs+1| < |α| and let
i−(α, βs+1) be the corresponding non-zero vector satisfying (6.37).
Then there exists a non-zero vector h and coefficients η1, η2, . . . , ηs+1

such that

p(m,n) =


∑s
i=1 ηiα

mβni i+(α, βi), m ≥ 0, n ≥ 1,

αmh, m ≥ 0, n = 0,

ναmβ−ni−(α, β)

+ηs+1α
mβ−ns+1i−(α, βs+1), m ≥ 0, n ≤ −1,

(6.82)
satisfies (6.3)–(6.7).

The vector h and the coefficients η1, η2, . . . , ηs+1 satisfy

(
A0,1 + αA−1,1

)
h− α

s∑
i=1

ηii+(α, βi) = 0, (6.83)

αB0,0h +

s∑
i=1

ηiβi
(
A1,−1 + αA0,−1

)
i+(α, βi)

+ηs+1βs+1

(
B1,1 + αB0,1

)
i−(α, βs+1)

= −νβ
(
B1,1 + αB0,1

)
i−(α, β), (6.84)

−ηs+1αs+ αsh(0) + (1 + s)ρqh(s− 1) = ναs. (6.85)
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Proof. (i) Equations (6.79) and (6.80) follow from the exact same reasoning
as outlined in the proof of Lemma 6.13. Equation (6.81) follows from
substituting (6.78) in the negative horizontal boundary equations (6.6)
and using (6.34). Notice that this indeed reduces to a single equation.
(ii) The proof is identical to the proof of (i).

6.5.6 Constructing the equilibrium distribution

The compensation approach ultimately leads to the following expressions
for the equilibrium distribution of the SED system, where the symbol ∝
indicates proportionality.

(i) For m ≥ 0, n ≥ 1,

p(m,n) ∝
∞∑
l=0

(s+1)l∑
i=1

s∑
j=1

ηl,d(i)+jα
m
l,iβ

n
l,d(i)+ji+(αl,i, βl,d(i)+j)

+

∞∑
l=0

(s+1)l∑
i=1

s∑
j=1

νl+1,d(i)+jα
m
l+1,d(i)+jβ

n
l,d(i)+ji+(αl+1,i, βl,d(i)+j).

(6.86a)

(ii) For m ≥ 0,

p(m, 0) ∝
∞∑
l=0

(s+1)l∑
i=1

αml,ihl,i. (6.86b)

(iii) For m ≥ 0, n ≤ −1,

p(m,n) ∝
∞∑
l=0

(s+1)l∑
i=1

ηl,i(s+1)α
m
l,iβ
−n
l,i(s+1)i−(αl,i, βl,i(s+1))

+

∞∑
l=0

(s+1)l∑
i=1

νl+1,i(s+1)α
m
l+1,i(s+1)β

−n
l,i(s+1)i−(αl+1,i(s+1), βl,i(s+1)).

(6.86c)

We briefly describe the indexing of the compensation terms, which grows as
a tree. We indicate the level at which a parameter resides with l, starting
at level l = 0. Within a level, we differentiate between parameters by using
an additional index i. The procedure for generating terms is as follows:
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(I) The initial solution is determined from Lemma 6.13.

(V) For a vertical compensation step with fixed βl,i:

(i) If the index i is not a multiple of s+ 1, then the compensation
terms are determined according to Lemma 6.14(i).

(ii) Otherwise, the compensation terms are determined according
to Lemma 6.14(ii).

(H) For a horizontal compensation step with fixed αl,i:

(i) If the index i is not a multiple of s+ 1, then the compensation
terms are determined according to Lemma 6.15(i).

(ii) Otherwise, the compensation terms are determined according
to Lemma 6.15(ii).

Recall the definition d(i) := (i−1)(s+1) and note that d(i)+s+1 = i(s+1).
Informally, the indexing of subsequent terms is visualized in Figure 6.11.
Note that the first term in the compensation approach is α0,1 = ρ1+s,
cf. Lemma 6.13.

6.5.7 Absolute convergence

In this subsection we prove that the series for the equilibrium probabilities,
as formulated in (6.86), are absolutely convergent. Before we are able
to do that, we need some preliminary results. Specifically, we establish
that the sequences {αl,i}l∈N0, i=1,2,...,(s+1)l and {βl,i}l∈N0, i=1,2,...,(s+1)l+1

decrease exponentially fast and uniformly in the levels of the parameter
tree. Furthermore, we investigate the asymptotic behavior of (ratios of) the
parameters αl,i, βl,i, the coefficients, and the elements of the eigenvectors.

Corollary 6.16. Set ᾱl := max
i=1,2,...,(s+1)l

|αl,i| and β̄l := max
i=1,2,...,(s+1)l+1

|βl,i|.
Then,

(i) ρ1+s = |α0,1| > β̄0 > ᾱ1 > β̄1 > ᾱ2 > β̄2 > · · ·

(ii) There exists c ∈ (0, 1), such that 0 < ᾱl, β̄l < cl.

Proof. (i) Follows immediately from Lemmas 6.8 and 6.11.
(ii) For a fixed α, let β1, β2, . . . , βs be the roots of (6.45) with |βi| <
|α|, i = 1, 2, . . . , s and let βs+1 be the root of (6.56) with |βs+1| < |α|.
We define

t(α) := max
i=1,2,...,s+1

|βi/α| (6.87)
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αl,i
νl,i
hl,i

βl,d(i)+1

ηl,d(i)+1

βl,d(i)+s

ηl,d(i)+s

βl,i(s+1)

ηl,i(s+1)

...

αl+1,d(i)+1

νl+1,d(i)+1

hl+1,d(i)+1

αl+1,d(i)+s

νl+1,d(i)+s

hl+1,d(i)+s

αl+1,i(s+1)

νl+1,i(s+1)

hl+1,i(s+1)

...

βl+1,d(d(i)+1)+1

ηl+1,d(d(i)+1)+1

βl+1,d(d(i)+1)+s

ηl+1,d(d(i)+1)+s

βl+1,(d(i)+1)(s+1)

ηl+1,(d(i)+1)(s+1)

...

βl+1,d(d(i)+s)+1

ηl+1,d(d(i)+s)+1

βl+1,d(d(i)+s)+s

ηl+1,d(d(i)+s)+s

βl+1,(d(i)+s)(s+1)

ηl+1,(d(i)+s)(s+1)

...

βl+1,d(i(s+1))+1

ηl+1,d(i(s+1))+1

βl+1,d(i(s+1))+s

ηl+1,d(i(s+1))+s

βl+1,i(s+1)2

ηl+1,i(s+1)2

...

horizontal
compensation

vertical
compensation

horizontal
compensation

Lemma 6.15(i)
or 6.15(ii)

Lemma 6.14(i)

Lemma 6.14(ii)

Lemma 6.15(i)

Lemma 6.15(ii)

Figure 6.11: Indexing of the compensation terms for a subtree. A dashed
rectangle indicates according to which lemma the compensation terms are
generated. A straight arrow indicates that the roots α or β are obtained
through (6.45) and a snaked arrow through (6.56).
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and let C = {α ∈ C : |α| ≤ α0,1 = ρ1+s}. Using Lemmas 6.8 and 6.11
we have t(α) < 1 and in particular, since ρ ∈ (0, 1), we have that C is
a closed proper subset of the unit disk and thus c1 := maxα∈C t(α) < 1.
One can reason along the same lines and obtain a bound c2 for a fixed β.
The exponential decrease in terms of the level l follows from the fact that
each β that is generated from an α satisfies |β| < |α|c1 and each α that is
generated from a β satisfies |α| < |β|c2. Thus, we define c := c1c2.

In Corollary 6.16 we established that sequences {αl,i}l∈N0, i=1,2,...,(s+1)l

and {βl,i}l∈N0, i=1,2,...,(s+1)l+1 tend to zero as l→∞. Thus, letting α ↓ 0
or β ↓ 0 is equivalent to letting l → ∞. In what follows, whenever the
specific dependence on the level l is not needed, we opt to use the simpler
notation of Sections 6.5.2–6.5.5. The next lemma presents the limiting
behavior of the compensation parameters and their associated eigenvectors.

Lemma 6.17.

(i) For a fixed α, let β1, β2, . . . , βs be the roots of (6.45) with |βi| <
|α|, i = 1, 2, . . . , s and let βs+1 be the root of (6.56) with |βs+1| < |α|.
Then, as α ↓ 0,

(a) The ratio βi/α→ v−, i = 1, 2, . . . , s with v− < 1, where v− is
the root of

v2(1 + s)ρ− v(1 + s)(ρ+ 1) + 1 = 0. (6.88)

(b) The eigenvector i+(α, βi)→ e0, i = 1, 2, . . . , s.

(c) The ratio βs+1/α→ w− with w− < 1, where w− is the root of

w2((1 + s)ρ)s − wss(ψ+(0)s + ψ−(0)s) + ss = 0, (6.89)

and ψ±(0) is defined in (6.38).

(d) The elements of the eigenvector i−(α, βs+1, r)→ ψ+(0)r, r =
0, 1, . . . , s− 1.

(ii) For a fixed β, let α1, α2, . . . , αs be the roots of (6.45) with |αi| <
|β|, i = 1, 2, . . . , s and let αs+1 be the root of (6.56) with |αs+1| < |β|.
Then, as β ↓ 0,

(a) The ratio αi/β → 1/v+, i = 1, 2 . . . , s with v+ > 1, where v+ is
the root of (6.88).

(b) The eigenvector i+(αi, β)→ e0, i = 1, 2 . . . , s.
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(c) The ratio αs+1/β → 1/w+ with w+ > 1, where w+ is the root
of (6.89).

(d) The elements of the eigenvector i−(αs+1, β, r)→ ψ−(0)r, r =
0, 1, . . . , s− 1.

Proof. (i)(a) Set v = βi/α and let α ↓ 0 in (6.47) to establish (6.88). The
roots of (6.88) are defined in (6.48) and satisfy 0 < v− < 1 and v+ > 1.
(i)(b) We have that i+(α, β, 0) = 1 for all α and for α ↓ 0 the other elements
in (6.33) go to ((1 + s)(ρ+ 1)− v−(1 + s)ρ− 1/v−)/s, which is equal to
zero by (i)(a).
(i)(c) Set w = βs+1/α, divide (6.56) by α2 and let α ↓ 0 to establish
(6.89). We note that ψ±(·) is a continuous function, so that indeed for
α ↓ 0, ψ±(αw)→ ψ±(0). Furthermore, (6.89) is a quadratic equation in
w with roots |w−| < 1 and |w+| > 1, where the inequalities follow from
Lemma 6.11, and also satisfy w−, w+ ∈ R+.
(i)(d) Again, set w = βs+1/α. Recall the definition of the eigenvector in
(6.37). We aim at showing that for α ↓ 0, Ψ(α, βs+1, ψ−(αw)) → 0 and
Ψ(α, βs+1, ψ+(αw)) tends to some non-zero constant. As α ↓ 0, we have
that

Ψ(α, βs+1, ψ)→ (1 + s)ρψ−1
(
w−ψ

s − 1
)
. (6.90)

Note that ψ−(0) ∈ (0, 1) and ψ+(0) > 1. Since w− < 1, the limiting value
in (6.90) can only equal zero in the case that w− = 1/ψ+(0)s. Thus, we
have established that Ψ(α, βs+1, ψ−(αw)) tends to a non-zero constant as
α ↓ 0. We next verify that w− = 1/ψ+(0)s is a solution to (6.89), which
proves that Ψ(α, βs+1, ψ+(αw))→ 0 as α ↓ 0. Substituting w = 1/ψ+(0)s

in the left-hand side of (6.89) yields

1

ψ+(0)2s
((1 + s)ρ)s − 1

ψ+(0)s
ss(ψ+(0)s + ψ−(0)s) + ss,

=
1

ψ+(0)2s

(
((1 + s)ρ)s − ssψ+(0)s(ψ+(0)s + ψ−(0)s) + ssψ+(0)2s

)
,

=
1

ψ+(0)2s

(
((1 + s)ρ)s − ss(ψ+(0)ψ−(0))s

)
= 0, (6.91)

where we used ψ+(0)ψ−(0) = (1 + s)ρ/s, as found in (6.44).
(ii) The proof is identical to the proof of (i).

Finally, we describe the limiting behavior of the coefficients. In the
following lemma we introduce the variable γ associated with a product-
form solution that satisfies the positive inner equations, and the variable
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θ associated with a product-form solution that satisfies the negative inner
equations.

Lemma 6.18.

(i) Consider the setting of Lemma 6.14(i). Then, as β ↓ 0,

ν1

η
→ −1− v−(1 + s)ρ

1− v+(1 + s)ρ
=: γν . (6.92)

(ii) Consider the setting of Lemma 6.14(ii). Then, as β ↓ 0,

νs+1

η
→ −s− w−(1 + s)ρψ+(0)s−1

s− w+(1 + s)ρψ−(0)s−1
=: θνs+1

. (6.93)

(iii) Consider the setting of Lemma 6.15(i). Then, as α ↓ 0,

(a)
h

ν
→ 0. (6.94)

(b)
ηs+1

ν
→ v− − v+

v−s
1−q
q + w−ψ+(0)s−1

=: γηs+1 . (6.95)

(c)
lim
α↓0

∣∣∣ηi
ν

∣∣∣ ≤ max
1≤j,r+1≤s

|aj(r)| =: γη, (6.96)

where aj =
[
aj(0) aj(1) · · · aj(s− 1)

]ᵀ is the solution to
the following linear system of equations for a specific j, with bj
a column vector of size s with unknowns,

v−Waj + Lbj = −v+wj − γηs+1
w−ψ+(0)s−1e0, (6.97)

−Waj + (1 + s)ρ(1− q)M (0,s−1)bj = wj (6.98)

with

W :=


1 1 · · · 1

v
1/s
− u1 v

1/s
− u2 · · · v

1/s
− us

...
...

...
v

(s−1)/s
− us−1

1 v
(s−1)/s
− us−1

2 · · · v
(s−1)/s
− us−1

s

 ,
(6.99)

wj :=
[
1 v

1/s
+ uj · · · v

(s−1)/s
+ us−1

j

]ᵀ
. (6.100)
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(iv) Consider the setting of Lemma 6.15(ii). Then, as α ↓ 0,

(a)
h

ν
→ 0. (6.101)

(b)
ηs+1

ν
→ −

v−s
1−q
q + w+ψ−(0)s−1

v−s
1−q
q + w−ψ+(0)s−1

=: θηs+1 . (6.102)

(c)
lim
α↓0

∣∣∣ηi
ν

∣∣∣ ≤ max
0≤r≤s−1

|c(r)| =: θη, (6.103)

where c =
[
c(0) c(1) · · · c(s− 1)

]ᵀ is the solution to, with
d a column vector of size s with unknowns,

v−Wc + Ld = −
(
w+ψ−(0)s−1 + θηs+1w−ψ+(0)s−1

)
e0,
(6.104)

−Wc + (1 + s)ρ(1− q)M (0,s−1)d = 0. (6.105)

Proof. (i) Divide both sides of (6.73) by η and let α ↓ 0.
(ii) The proof is identical to the proof of (i).
(iii) Due to the length of this proof, the proof has been relegated to
Appendix 6.B.
(iv) The proof is identical to the proof of (iii).

We have established the limiting behavior of ratios of compensation
parameters, coefficients, eigenvectors and the vector on the horizontal axis.
As we have seen in Lemma 6.17, the limiting values of the eigenvectors
i+(α, β) and i−(α, β) are finite. So, we can bound the absolute value of
both of them by a constant not depending on α or β. In doing so, one
does not need to take into account the eigenvectors i+(α, β) and i−(α, β)
to establish absolute convergence. Based on this observation and the
asymptotic results derived above, we now show that the series appearing
in (6.86) are absolutely convergent.

Theorem 6.19. There exists a positive integer N such that

(i) The series
∞∑
l=0

(s+1)l∑
i=1

|αml,i|
s+1∑
j=1

|ηl,d(i)+j ||β|n|l,d(i)+j | (6.106)

converges for all m ≥ 0, |n| ≥ 1 with m+ |n| > N .
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(ii) The series

∞∑
l=0

(s+1)l+1∑
i=1

|νl+1,i||αml+1,i||β|n|l,i | (6.107)

converges for all m ≥ 0, |n| ≥ 1 with m+ |n| > N .

(iii) The series

∞∑
l=0

(s+1)l∑
i=1

|αml,i||hl,i| (6.108)

converges for all m ≥ N .

(iv) The series ∑
m+|n|>N

p(m,n, r), r = 0, 1, . . . , s− 1 (6.109)

converges absolutely, where p(m,n, r) is given in (6.86).

Proof. (i) We can view the series as an infinite tree with s+ 1 roots and
each term has s+ 1 children. We define the ratios of a term with each of
its descendants as

R
(1)
l,i,j→k(m,n) :=

|ηl+1,d(d(i)+j)+k||αml+1,d(i)+j ||β
|n|
l+1,d(d(i)+j)+k|

|ηl,d(i)+j ||αml,i||β
|n|
l,d(i)+j |

. (6.110)

We multiply the ratio R
(1)
l,i,j→k(m,n) by

∣∣∣νl,d(i)+jνl,d(i)+j

α
|n|
l+1,d(i)+j

α
|n|
l+1,d(i)+j

α
|n|
l,i

α
|n|
l,i

β
m+|n|
l,d(i)+j

β
m+|n|
l,d(i)+j

∣∣∣,
yielding

R
(1)
l,i,j→k(m,n) =

∣∣∣ηl+1,d(d(i)+j)+k

νl,d(i)+j

νl,d(i)+j

ηl,d(i)+j

α
m+|n|
l+1,d(i)+j

β
m+|n|
l,d(i)+j

·
β
m+|n|
l,d(i)+j

α
m+|n|
l,i

β
|n|
l+1,d(d(i)+j)+k

α
|n|
l+1,d(i)+j

α
|n|
l,i

β
|n|
l,d(i)+j

∣∣∣. (6.111)
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We obtain by Lemmas 6.17 and 6.18 that lim
l→∞

R
(1)
l,i,j→k(m,n) ≤ R(1)

j→k(m,n),
where the inequality is element-wise, and

R
(1)
j→k(m,n) =


|γη||γν ||v−v+ |

m+|n|, j, k = 1, . . . , s,

|θη||θνs+1 ||v−||n||w−w+
|m| 1

w+
||n|, j = s+ 1, k = 1, . . . , s,

|γηs+1
||γν ||v−v+ |

m| 1
v+
||n||w−||n|, j = 1, . . . , s, k = s+ 1,

|θηs+1
||θνs+1

||w−w+
|m+|n|, j, k = s+ 1.

(6.112)
The convergence of the series is determined by the spectral radius of the
corresponding matrix of ratios R(1)(m,n) := (R

(1)
j→k(m,n))j,k=1,2,...,s+1. If

the spectral radius of the matrix R(1)(m,n) is less than one, the series
converges. For more details, see, e.g., [16, Section 9] or [7, proof of
Theorem 5.2]. Observe that |v−|, |1/v+|, |w−|, |1/w+| < 1, but the values of
the limiting ratios |γν |, |θνs+1

|, |γη|, |θη|, |γηs+1
|, |θηs+1

| can be larger than
one. The spectral radius of the matrix R(1)(m,n) depends on m+ |n| and
thus we can find an integer N with m + n > N for which the spectral
radius is less than one, ensuring the series converges for m+ |n| > N .
(ii) Using a similar analysis as in (i), we define the ratio as

R
(2)
l,i,j→k(m,n) :=

|νl+2,d(d(i)+j)+k||αml+2,d(d(i)+j)+k||β
|n|
l+1,d(d(i)+j)+k|

|νl+1,d(i)+j ||αml+1,d(i)+j ||β
|n|
l,d(i)+j |

.

(6.113)
For l→∞ we have that liml→∞R

(2)
l,i,j→k(m,n) ≤ R(2)

j→k(m,n) and

R
(2)
j→k(m,n) =


|γη||γν || v−v+ |

m+|n|, j, k = 1, . . . , s,

|θη||γν ||v−||n||v−v+ |
m| 1

w+
||n|, j = s+ 1, k = 1, . . . , s,

|γηs+1
||θνs+1

||w−v+ |
|n||w−w+

|m, j = 1, . . . , s, k = s+ 1,

|θηs+1 ||θνs+1 ||w−w+
|m+|n|, j, k = s+ 1.

(6.114)
The spectral radius of the matrix R(2)(m,n) := (R

(2)
j→k(m,n))j,k=1,2,...,s+1

depends on m+ |n| and thus we can find an integer N with m+ n > N
for which the spectral radius is less than one.
(iii) We can rewrite (6.108) as

∞∑
l=0

(s+1)l∑
i=1

|αml,i||hl,i| = |αm0,1||h0,1|+
∞∑
l=1

(s+1)l∑
i=1

|νl,i||αml,i|
|hl,i|
|νl,i|

. (6.115)
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s 2 5
ρ 0.1 0.3 0.5 0.7 0.9 0.1 0.3 0.5 0.7 0.9
N 1 1 1 1 1 1 1 1 1 1

Table 6.2: The index N for fixed q = 0.4 and varying s and ρ.

Lemma 6.18(iii)(a) and (iv)(a) shows that |hl,i|/|νl,i| → 0 and thus we can
bound it from above and need not consider it when proving convergence
of the series. Proving convergence of

∞∑
l=0

(s+1)l+1∑
i=1

|νl+1,i||αml+1,i| (6.116)

establishes convergence of (6.108). Exploiting the similarity with the
series (6.107), we define the ratio R(3)

l,i,j→k(m) := R
(2)
l,i,j→k(m, 0). Hence,

the limiting ratios can be bounded from above: liml→∞R
(3)
l,i,j→k(m) ≤

R
(3)
j→k(m) = R

(2)
j→k(m, 0). The spectral radius of the matrix R(3)(m) :=

(R
(3)
j→k(m))j,k=1,2,...,s+1 depends on m and thus we can find an integer N

with m ≥ N for which the spectral radius is less than one.
(iv) This can be proven straightforwardly along the same lines as in [16,
Section 9].

Remark 6.20. We note that the series in Theorem 6.19(i) (without the
absolute values) corresponds to the sum of the first series in (6.86a) and
the first series in (6.86c). The series in Theorem 6.19(ii) (without the
absolute values) corresponds to the sum of the second series in (6.86a)
and the second series in (6.86c). So, proving convergence of the series in
Theorem 6.19 establishes convergence of the series in (6.86).

Remark 6.21. The index N is the minimal non-negative integer for
which the spectral radii of the matrices R(1)(m,n) and R(2)(m,n) are
both less than one for m+ |n| > N and the spectral radius of R(3)(m) is
less than one for m ≥ N . So, for all states (m,n) with m+ |n| > N and
(N, 0) the series in (6.86) converges. In general, the index N is small. In
Table 6.2 we list the index N for fixed q, while varying the values of s and
ρ. Note that the area of convergence might be bigger than the one based
on N , since N is based on R(1)(m,n), R(2)(m,n) and R(3)(m) which are
upper bounds on the rate of convergence.

We are now in the position to formulate the main result of the chapter.
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Theorem 6.22. For all states (m,n, r), m ∈ N0, n ∈ Z, r = 0, 1, . . . , s−
1 and m + |n| > N including m = N, n = 0, the equilibrium probabil-
ities p(m,n) are proportional, up to a multiplicative constant C, to the
expressions in (6.86), see (6.15), where C is the normalization constant
of the equilibrium distribution. The remaining p(m,n), m+ |n| ≤ N are
determined by the finite system of balance equations for the states (m,n)
with m+ |n| ≤ N , where N is the minimal non-negative integer for which
the spectral radii of the matrices R(1)(m,n) and R(2)(m,n) are both less
than one for m+ |n| > N and the spectral radius of R(3)(m) is less than
one for m ≥ N .

Proof. This proof is similar to the proof in [7, proof of Theorem 5.3]
and [16, Section 11], but we include it here for completeness. Define
LN = {(m,n) : m ∈ N0, n ∈ Z, m+ |n| > N} ∪ {(N, 0, s− 1)} and note
the similarity with the set of states defined in the proof of Lemma 6.3 and
the associated transition rate diagram in Figure 6.10. Then LN is a set of
states for which the series in (6.86) converge absolutely. The restricted
stochastic process on the set LN is an irreducible Markov process, whose
associated balance equations are identical to the equations of the original
unrestricted process on the set LN , except for the balance equation of
state (N, 0, s − 1). Hence, the process restricted to LN is ergodic so
that the series in (6.86) can be normalized to produce the equilibrium
distribution of the restricted process on LN . Since the set S \ LN is finite,
it follows that the original process is ergodic and relating appropriately
the equilibrium probabilities of the unrestricted and restricted process
completes the proof.

The following remark is in line with Remark 6.2.

Remark 6.23. (An efficient numerical scheme) The following scheme
exploits the fact that the rate of convergence of the series in (6.86) increases
as m+ |n| increases. So, further away from the origin, fewer compensation
steps L are needed to achieve the same accuracy according to (6.16)
and (6.17). This property was seen in Section 6.4 and in particular
Figure 6.9. Denote a triangular set of states as Tx := {(m,n) : m ∈
N0, n ∈ Z, m+ |n| ≤ x}. Figure 6.12 serves as a visual aid.

(i) Determine the minimal non-negative integer N for which the spectral
radii of the matrices R(1)(m,n) and R(2)(m,n) are both less than
one for m+ |n| > N and the spectral radius of R(3)(m) is less than
one for m ≥ N .

(ii) Select integers M and K such that N < M < K.
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m

n

m+ |n| = M

determine p(m,n) using
the balance equations

m+ |n| = K

determine p(m,n) using
the compensation approach

Figure 6.12: Regions of the efficient numerical scheme.

(iii) Determine p(m,n), (m,n) ∈ TK \TM according to (6.16) with C = 1
and L the minimal integer such that (6.17) holds.

(iv) Determine p(m,n), (m,n) ∈ TM from the balance equations for the
states (m,n) ∈ TM .

(v) Normalize the equilibrium distribution by dividing each equilibrium
probability by the sum

∑
(m,n)∈TK p(m,n)1.

The integer L in step (iii) depends on M . As M increases, L decreases
or stays constant, but the size of the system of balance equations in step
(iv) increases. This tradeoff is clearly in favor of selecting a larger M :
decreasing L decreases the number of computation steps exponentially,
whereas the size of the system of balance equations increases polynomially
with M . As K increases, the equilibrium probabilities become more
accurate. K can be chosen arbitrarily large; it has little to no impact on
the performance.
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6.6 Conclusion

We have studied a queueing system with two non-identical servers with
service rates 1 and s ∈ N, respectively, Poisson arrivals and the SED
routing policy. This policy assigns an arriving customer to the queue with
the smallest expected delay, i.e., waiting time plus service time. The SED
routing policy is a natural and simple routing policy that balances the
load for the two non-identical servers. Although not always optimal, SED
performs well at both ends of system utilization range. Moreover, SED
routing is asymptotically optimal in the heavy traffic regime.

The SED system can be modeled as an inhomogeneous random walk in
the quadrant. By appropriately transforming the state space, we mapped
the two-dimensional state space into a half-plane with a finite third dimen-
sion. The random walks on each quadrant are different, yet homogeneous
inside each quadrant. Extending the compensation approach to this
three-dimensional setting, we showed in this chapter that the equilibrium
distribution of the joint queue length can be represented as a series of
product-form solutions. These product-form solutions are generated itera-
tively to compensate for the error introduced by its preceding product-form
term.

The insights gained for the SED system with two servers, specifically,
the series expressions for the equilibrium probabilities, can be used to
develop approximations of the performance of heterogeneous multi-server
systems with a SED routing protocol. These approximations can be
derived along the same lines as in [73]. An approximate performance
analysis for a system with two servers can be found in [123].

Another interesting direction for future research is to study rare events
or tail probabilities in the SED system, in a similar way as done for
JSQ systems in [106]. Since the compensation approach determines the
complete expansion of each equilibrium probability, one can approximate
rare events with arbitrary precision.

6.A Proof of step (c) of Lemma 6.8(i)

The following argument was communicated to us by A.J.E.M. Janssen.
Our goal is to show that for every α with |α| ∈ (0, 1) the equation

αβ(1 + s)(ρ+ 1)− β2(1 + s)ρ− α2

αβs
= uiβ

1/s, i = 1, 2, . . . , s, (6.117)
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has at least one root βi with |βi| < |α| for each i. To that end, we consider
the more general formulation

σ = f(z) =
E

zt
(v+ − z)(z − v−) (6.118)

with z = β/α, E = (1+s)ρ
s > 0, t = s+1

s ∈ (1, 2] and v± is defined in (6.48)
with the properties

0 < v− < 1, v+ > 1, v+ + v− =
1 + ρ

ρ
, v+v− =

1

(1 + s)ρ
. (6.119)

One retrieves the original form (6.117) by setting σ = uiα
1/s.

The proof consists of three main steps:

(a) We derive the inverse function of σ = f(z) on a neighborhood of
z = v− using the Lagrange inversion theorem [47, Section 2.2]. We
establish that z = g(σ) where g(σ) is a power series that is analytic on
a neighbourhood of σ = 0 and has positive power series coefficients.

(b) Employing Pringsheim’s theorem [26, Theorem 1], we are able to
extend the radius of convergence for the power series g(σ) to σmax >
1.

(c) Finally, we establish that for σ = uiα
1/s, i = 1, 2, . . . , s satisfying

(6.118), the corresponding z has |z| < 1.

(a) We note that f(z) is analytic near z = v−. So, by the Lagrange
inversion theorem, we have in a neighborhood of σ = f(v−) = 0

z = g(σ) = v− +

∞∑
n=1

σn

n!

dn−1

dzn−1

( z − v−
E
zt (v+ − z)(z − v−)

)n∣∣∣∣
z=v−

= v− +

∞∑
n=1

(σ/E)n

n!

dn−1

dzn−1

znt

(v+ − z)n
∣∣∣∣
z=v−

. (6.120)

Note that g(·) is analytic in a neighborhood of σ = f(v−) = 0. Let
g1(z) = znt and g2(z) = (v+ − z)−n so that we can write

dn−1

dzn−1
g1(z)g2(z) =

n−1∑
k=0

(
n− 1

k

)
dn−k−1

dzn−k−1
g1(z)

dk

dzk
g2(z), (6.121)
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where

dn−k−1

dzn−k−1
g1(z) =

(n−k−2∏
i=0

(nt− i)
)
znt−(n−k−1), (6.122)

dk

dzk
g2(z) =

(n+ k − 1)!

(n− 1)!
(v+ − z)−(n+k). (6.123)

Thus, we can conclude that

dn−1

dzn−1

znt

(v+ − z)n
∣∣∣∣
z=v−

=

n−1∑
k=0

(n+ k − 1)!

k!(n− 1− k)!

(n−k−2∏
i=0

(nt−i)
) vnt−(n−k−1)

−

(v+ − v−)n+k
,

(6.124)
which is strictly positive. Hence, the power series g(σ) has positive power
series coefficients.
(b) We now extend the convergence range of g(σ) from a neighbourhood
of 0 to the entire unit disk. This is achieved by using the Pringsheim
theorem. We are allowed to do so because the coefficients of the power
series of g(σ) are positive. According to the Pringsheim theorem we can
limit attention to the positive real line. With reference to Figure 6.13,
we let σmax = max{f(z) : z ≥ v−}. Note that for z ∈ [v−, g(σmax)) the
function f(z) is strictly increasing and is analytic by (6.118), thus its
inverse, g(σ), is analytic for σ ∈ [f(v−), f(g(σmax))) = [0, σmax). Clearly,
σmax > 1, hence by the Pringsheim theorem g(σ) is analytic for |σ| < σmax
and thus inside the unit disk.
(c) It is important to see where g(σmax) lies. We find z = g(σmax) from

0 =
d
dz

( 1

zt
(v+ − z)(z − v−)

)
=

1

zt+1

(
v+v−t− (t− 1)(v+ + v−)z − (2− t)z2

)
=

1

zt+1

( t

(1 + s)ρ
− (t− 1)

1 + ρ

ρ
z − (2− t)z2

)
. (6.125)

For t ∈ (1, 2) we take the positive solution of the quadratic equation in
(6.125) and obtain after some rewriting

z = g(σmax) =
2

1 + ρ+
√

(1 + ρ)2 + 4ρ(s− 1)
< 1, (6.126)

which also holds for t = 2. So, for a σ with |σ| < σmax, we have from the
positivity of the power series coefficients that

|g(σ)| ≤ g(|σ|) ≤ g(σmax) < 1. (6.127)
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z

f(z)

1

1

σmax

g(σmax)v− v+

Figure 6.13: The function σ = f(z) for z > 0 with ρ = 0.8 and s = 2.

By taking σi = uiα
1/s, i = 1, 2, . . . , s with |σi| < 1 we see that the power

series g(σi) converges and |z| = |g(σi)| < 1. Finally, we can conclude
that for every α with |α| ∈ (0, 1), (6.117) has at least one root βi with
|βi| < |α| for each i.

6.B Proof of Lemma 6.18(iii)

In this appendix we prove the convergence of the ratio of coefficients used
in the horizontal compensation step for a solution that satisfies the positive
inner equations. Specifically, we consider the setting of Lemma 6.14(i). We
wish to establish the limiting values, or an upper bound on the absolute
value of the following ratios, as α ↓ 0: (a) h/ν, (b) ηs+1/ν, and (c)
ηi/ν, i = 1, 2, . . . , s.

Recall (6.79)–(6.81) from the main body of the chapter:

(
A0,1 + αA−1,1

)
h− α

s∑
i=1

ηii+(α, βi) = ναi+(α, β), (6.128)

s∑
i=1

ηiβi
(
A1,−1 + αA0,−1

)
i+(α, βi) + ηs+1βs+1

(
B1,1 + αB0,1

)
i−(α, βs+1)

+αB0,0h = −νβ
(
A1,−1 + αA0,−1

)
i+(α, β), (6.129)

−ηs+1αs+ αsh(0) + (1 + s)ρqh(s− 1) = 0. (6.130)
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As it turns out, when we let α ↓ 0 in the system of linear equations
(6.128)–(6.130), we obtain a degenerate system of equations. By properly
scaling the system, one obtains a non-degenerate system of equations.

In this appendix we adopt the following notation to indicate the limiting
value of a ratio

xlim := lim
α↓0

x

ν
. (6.131)

(a) Divide (6.130) by ν and rearrange to obtain

h(s− 1)

ν
= α

s

q

1

(1 + s)ρ

(ηs+1

ν
− h(0)

ν

)
. (6.132)

By letting α ↓ 0 in (6.132) we get hlim(s− 1) = 0. Next, divide (6.129) by
α and ν, which yields

B0,0
h

ν
+

s∑
i=1

ηi
ν

βi
α

(
A1,−1 + αA0,−1

)
i+(α, βi)

+
ηs+1

ν

βs+1

α

(
B1,1 + αB0,1

)
i−(α, βs+1)

= −β
α

(
A1,−1 + αA0,−1

)
i+(α, β). (6.133)

We let α ↓ 0 and use that A1,−1 = (1 + s)ρI and B1,1 = (1 + s)ρM (0,s−1).
This gives

B0,0h
lim + v−(1 + s)ρ

s∑
i=1

ηlim
i e0 + ηlim

s+1w−(1 + s)ρψ+(0)s−1e0

= −v+(1 + s)ρe0. (6.134)

The matrix B0,0 is a tri-diagonal matrix and together with hlim(s− 1) = 0
we find that hlim = 0.
(b) Together with hlim = 0, equation (6.134) reduces to the single equation

v−

s∑
i=1

ηlim
i + ηlim

s+1w−ψ+(0)s−1 = −v+. (6.135)

Now, divide (6.128) by α and ν, yielding

A0,1
h

αν
+A−1,1

h

ν
−

s∑
i=1

ηii+(α, βi) = i+(α, β). (6.136)
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Note that A0,1h/(αν) = (1 + s)ρ(1− q)h(s− 1)/(αν)e0, so that, together
with (6.132) and A−1,1 = I, (6.136) reduces to

s
1− q
q

(ηs+1

ν
− h(0)

ν

)
e0 +

h

ν
−

s∑
i=1

ηii+(α, βi) = i+(α, β). (6.137)

Moreover, letting α ↓ 0 again gives us a single equation, namely

−
s∑
i=1

ηlim
i + s

1− q
q

ηlim
s+1 = 1. (6.138)

One can solve the linear system of equations (6.135) and (6.138) for the
two unknowns

∑s
i=1 η

lim
i and ηlim

s+1, where the solution of ηlim
s+1 is given in

Lemma 6.18(iii)(b).
(c) We wish to establish a scaling of each equation in (6.128)–(6.130)
so that, in the limit for α ↓ 0, we obtain a non-degenerate system of
equations. From (6.33) and (6.46) we know that i+(α, βi, r) = uiβ

r/s
i , r =

0, 1, . . . , s − 1 and from Remark 6.9 it is clear that there exists a j for
which i+(α, β, r) = ujβ

r/s, r = 0, 1, . . . , s− 1. Thus, the correct scaling
to establish a non-degenerate limit of a term i+(α, β, r) is α−r/s.

We are going to multiply both (6.133) and (6.136) element-wise by the
column vector

α :=
[
1 α−1/s α−2/s · · · α−(s−1)/s

]ᵀ
. (6.139)

To be able to do that, we need some new notation. Let us introduce the
column vectors

η :=
[
η1 η2 · · · ηs

]ᵀ
, and h̃ :=

[
h(0)
α1/s

h(1)
α2/s · · · h(s−1)

α

]ᵀ
,

(6.140)
and the matrices

W (α) :=
[
i+(α, β1) i+(α, β2) · · · i+(α, βs)

]
, (6.141)

W̃ (α) :=
[
β1

α i+(α, β1) β2

α i+(α, β2) · · · βs
α i+(α, βs)

]
. (6.142)

Using the introduced vectors and matrices we can write

s∑
i=1

ηi
ν
i+(α, βi) = W (α)

η

ν
, and

s∑
i=1

ηi
ν

βi
α
i+(α, βi) = W̃ (α)

η

ν
.

(6.143)
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We introduce the symbol ◦ for element-wise (Hadamard) multiplication,
i.e., for column vectors x and y, we have that z = x◦y means that element
z(r) = x(r)y(r). Below we list some useful element-wise multiplications
that we will use

α ◦W (α) =


1 1 · · · 1(

β1

α

)1/s
u1

(
β2

α

)1/s
u2 · · ·

(
βs
α

)1/s
us

...
...

...(
β1

α

) s−1
s us−1

1

(
β2

α

) s−1
s us−1

2 · · ·
(
βs
α

) s−1
s us−1

s

 ,
(6.144)

∃j : α ◦ i+(α, β) =
[
1
(
β
α

)1/s
uj · · ·

(
β
α

)(s−1)/s
us−1
j

]ᵀ
, (6.145)

α ◦ h = α1/sh̃. (6.146)

Moreover, for α ↓ 0, we determine that α◦W (α)→W , α◦W̃ (α)→ v−W ,
and α ◦ i+(α, β)→ wj , where W and wj are given in (6.99)–(6.100).

We are now in a position to multiply both (6.133) and (6.136) element-
wise by α. For the element-wise multiplication of (6.133) we get

α ◦B0,0
h

ν
+ α ◦

s∑
i=1

ηi
ν

βi
α

(
A1,−1 + αA0,−1

)
i+(α, βi)

+
ηs+1

ν

βs+1

α
α ◦

(
B1,1 + αB0,1

)
i−(α, βs+1)

= −β
α
α ◦

(
A1,−1 + αA0,−1

)
i+(α, β). (6.147)

Combining (6.147) with the definition of the transition matrices B0,0 = (1+
s)ρL−(1+s)(ρ+1)I+sLᵀ, A1,−1 = (1+s)ρI and B1,1 = (1+s)ρM (0,s−1),
and the matrix-vector notation described above, we obtain

(
(1 + s)ρL− α1/s(1 + s)(ρ+ 1)I + α2/ssLᵀ

) h̃
ν

+ (1 + s)ρα ◦ W̃ (α)
η

ν

+ α ◦
s∑
i=1

ηi
ν

βi
α
αA0,−1i+(α, βi)

+
ηs+1

ν

βs+1

α

(
(1 + s)ρM (0,s−1) + αα ◦B0,1

)
i−(α, βs+1)

= −β
α
α ◦

(
(1 + s)ρI + αA0,−1

)
i+(α, β). (6.148)
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Multiplying (6.136) element-wise by α gives(
(1 + s)ρ(1− q)M (0,s−1) + α1/sI

) h̃
ν
−α ◦W (α)

η

ν
= α ◦ i+(α, β).

(6.149)

Finally, if we let α ↓ 0 in (6.148) and (6.149) we obtain the limiting system
of linear equations

Lh̃lim + v−Wηlim = −v+wj − γηs+1
w−ψ+(0)s−1e0,

(6.150)

(1 + s)ρ(1− q)M (0,s−1)h̃lim − V ηlim = wj . (6.151)

We have constructed 2s equations, (6.150)–(6.151), for the 2s unknowns
h̃lim and ηlim. The solution to this system of equations depends on j. So,
let h̃lim

j and ηlim
j be the solution to (6.150)–(6.151) for a specific j. Then,

lim
α↓0

∣∣∣ηi
ν

∣∣∣ ≤ max
1≤j,r+1≤s

|ηlim
j (r)|. (6.152)

This concludes the proof of part (c).
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shortest-queue routing

Based on [123]

In this chapter we propose a highly accurate approximate performance
analysis of a heterogeneous server system with a processor sharing (PS)
service discipline and a general job-size distribution under a generalized
join-the-shortest-queue (GJSQ) routing protocol. The GJSQ routing
protocol is a natural extension of the well-known join-the-shortest-queue
(JSQ) routing policy that takes into account the non-identical service rates
in addition to the number of jobs at each server. The performance metrics
that are of interest here are the equilibrium distribution and the mean and
standard deviation of the number of jobs at each server. We show that
the latter metrics are near-insensitive to the job-size distribution using
simulation experiments. By applying a single queue approximation (SQA)
we model each server as a single-server queue with a state-dependent
arrival process, independent of other servers in the system, and derive the
distribution of the number of jobs at the server. These state-dependent
arrival rates are intended to capture the inherent correlation between
servers in the original system and behave in a rather atypical way.
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7.1 Introduction

7.1.1 Motivation

This work is motivated by web server farms. Server farms have gained
popularity for providing scalable and reliable computing and web services.
Most commonly the objective in analyzing such a system lies in the deter-
mination of an optimal or near-optimal load balancing routing protocol
so as to maximize the performance of the system, see, e.g., [21, 78, 87],
where the performance of interest is usually the mean response time for an
arbitrary job. In this chapter the objective is to report some interesting
properties of the arrival flow to each server and suggest an approximation
approach for the GJSQ routing protocol. We consider farms with heteroge-
neous servers, which is motivated by the different hardware and the wide
variety of computing capacities regarding processing power and memory
access performance seen in practice in server farms [118]. We assume that
service requests arrive to the system according to a Poisson process. Upon
arrival, a front-end dispatcher routes the request to one of the servers.
After the request has been routed to the server, we assume that it cannot
balk or jockey. All requests routed to a server are sharing the provided
service (think of bandwidth, CPU, or RAM). We assume a PS service
discipline at each server since it closely approximates the scheduling poli-
cies [80, 109] employed by most commodity operating systems (e.g., Linux
CPU time-sharing) and is a popular policy in computing centers (e.g.,
Cisco Local Director, IBM Network Dispatcher and Microsoft Sharepoint,
see [37] for a survey).

In [73] the authors consider a server farm consisting of homogeneous
servers, where upon arrival jobs are routed according to the JSQ routing
protocol. This protocol in case of homogeneous servers, due to the PS
service discipline, is performing near-optimal in terms of the mean response
time. However, as indicated by Whitt in [142], the JSQ policy is far from
optimal in case of heterogeneous servers. In [25] the authors comment on
the performance of various systems under different routing protocols and
conclude that the shortest-expected-delay (SED) routing protocol is near-
optimal in terms of mean response time. The SED policy is a policy that
routes jobs upon arrival to the queue promising the minimum expected
delay (which also includes the processing time). In case of exponential job-
size distributions, the GJSQ and SED routing protocols are identical and
in case of homogeneous servers GJSQ and JSQ are the same. However, in
case of general job-size distributions and heterogeneous servers we assume
that the only available information are the service rates and the number of
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jobs at each server, i.e., we do not keep track of residual processing times.
Due to the complexity and the various challenges that the model at hand

presents, we restrict our analysis to the case of two heterogeneous servers
with a general job-size distribution under the GJSQ routing protocol. From
here onwards we refer to this model as theM/G(1, s)/2/GJSQ/PS system,
abbreviated as the GJSQ model, where G is the job-size distribution and 1
and s are the service rates at servers 1 and 2, respectively. The approach
described in this chapter can be seen as a first stepping stone towards
the analysis of heterogeneous server farms with PS servers; a very broad
area, full of interesting problems. Moreover, the ideas presented here
extend the work of Gupta et al. [73] on the analysis of the JSQ routing
for homogeneous web server farms.

7.1.2 Related work

To the best of our knowledge there is no previous mathematical analysis
of the GJSQ system. In [124] (and in Chapter 6), Selen et al. derive the
joint equilibrium distribution of the number of jobs at each server in the
M/M(1, s)/2/SED/FCFS model. They prove that this distribution can
be expressed as an infinite series of product forms using the compensation
approach. The benefit of that approach is that it produces, by truncating
the series expression, numerical results with an a priori set accuracy
level. Unfortunately, the compensation approach is not appropriate (in its
current setting) for multiple servers, nor for general job-size distributions.
Before [124], very little was known regarding the mathematical analysis
of the SED policy. In [110], the authors suggest two models that act
as upper and lower bounds to the SED system. However, they do not
provide closed-form expressions for the equilibrium distribution of these
two bounding models, but only an algorithmic approach based on matrix-
analytic methods. Furthermore, in [60, 103], the authors show that the
SED routing policy is asymptotically optimal in terms of the mean response
time and results in complete resource pooling in the heavy traffic limit.
This heavy traffic limit result may be used in a similar manner as in
[115]. However, after a few numerical experiments, we concluded that this
approximation in our case results in poor estimates and for this reason we
did not proceed in this direction. On the contrary, the approach developed
by Gupta et al. [73] on approximating the distribution of the number of
jobs at each server, as we show in this chapter, is appropriate for the GJSQ
setting with heterogeneous servers. More concretely, in [73], the authors
develop the SQA method that accurately determines the distribution of the
number of jobs at each server by modeling each queue as an Mn/M/1/PS
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system with state-dependent arrival rates. These state-dependent arrival
rates are referred to as the conditional arrival rates and are constructed
in such a way that they capture the inherent correlated behavior of the
complete server farm.

7.1.3 Contributions

We believe that we provide the first approximate analysis of the equilibrium
distribution and moments of the number of jobs at each server in the GJSQ
system (and by Little’s law also the mean response time for an arbitrary
job). Moreover, the approximation is highly accurate: we encounter a
maximum relative difference between the approximation and simulation
results of 2.2%. In deriving these approximations, we provide three key
contributions:

1. The mean and standard deviation of the number of jobs at each
server and the conditional arrival rates are near-insensitive to the
job-size distribution. This allows us to study the more tractable
model with an exponential job-size distribution.

2. In case of an exponential job-size distribution, the SQA method
yields the same equilibrium distribution for the number of jobs at
each server as in the original GJSQ model.

3. For the application of the SQA method we present an approach for
the derivation of the conditional arrival rates. In particular, we show
that the conditional arrival rates, say λi(n), i = 1, 2, n ∈ N0, to
server 1 satisfy

λ1(n)→ ρ1+s as n→∞, (7.1)

where ρ is the load on the system, see Section 7.2, and the conditional
arrival rates to server 2 for large n oscillate between s different points.
The former result is similar to the result obtained in [73] for the
case s = 1, but the latter result is very atypical and is discussed in
greater detail in Section 7.2.3.

7.1.4 Outline

The rest of the chapter is organized as follows. In Section 7.2 we give a
detailed model description and formally define and investigate the time-
average and conditional arrival rates. Section 7.3 is devoted to showing
that the performance metrics of interest are near-insensitive to the job-size
distribution. We describe the SQA and determine the conditional arrival



7.2. Model description 203

rates in Section 7.4. The approximations are evaluated in Section 7.5. In
Section 7.6 we present some conclusions.

7.2 Model description

7.2.1 Heterogeneous servers

We consider a system of two heterogeneous servers and a single dispatcher.
The servers employ a PS service discipline and can have different service
rates, i.e., server 1 has service rate 1 and server 2 has service rate s. Jobs
arrive to the dispatcher according to a Poisson process with rate λ and are
routed immediately to one of the servers. Jobs cannot switch servers after
being routed. We detail the routing policy in Section 7.2.2. The size of a
job is drawn from a general distribution G. Without loss of generality we
assume that the mean job size is 1. Observe that the (residual) processing
time of a (residual) size G job is Gq2/s when it is run on server 2 that is
currently serving q2 jobs.

In what follows we assume that s is a positive integer number larger
than 1. In the general case s ∈ R+ we can bound the corresponding system
by two systems with service rates given by the closest two integers to s.

7.2.2 Routing policy

The routing policy employed by the dispatcher is a state-aware policy, i.e.,
the dispatcher is aware of the number of jobs q1 and q2 at each server just
before an arrival instant and of the service rates. The GJSQ routing policy
routes an arriving job to the server with the smallest index (qi + 1)/si,
where si is the service rate at server i. In case of a tie, the job is randomly
routed to one of the servers. These indexes may be interpreted as an
estimate of the expected processing time for the arriving job, made by the
dispatcher who is unaware of the job-size distribution and the remaining
processing times of the jobs currently in service, and furthermore ignores
future arrivals.

Under this routing policy, the load on this system is

ρ := λ/(1 + s). (7.2)

Throughout the rest of this chapter we assume that ρ < 1.
Although not necessarily optimal, GJSQ routing outperforms JSQ

routing when servers are non-identical. GJSQ routing attempts to balance
the load on the servers by taking into account the different service rates in
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Figure 7.1: Simulated long-term fraction of jobs routed to server i as
a function of the load ρ, where s = 4 and the job-size distribution is
exponential. Dashed lines represent expected behavior.

addition to the information on the current number of jobs at each server.
In Figure 7.1 we show that the long-term fraction of jobs routed to the two
servers is a function of the load ρ. In light traffic GJSQ assigns all jobs
to the fast server and in heavy traffic the load is divided proportionally
according to the service rates. This is in contrast with JSQ routing, which
assigns a long-term fraction of the jobs to server 1 that decreases from 1/2
to 1/(1 + s) for increasing load ρ (verified through simulation).

7.2.3 Arrival rates

We briefly introduce two important concepts related to the arrival rates
to each server. These concepts will be used throughout the chapter.

Definition 7.1. In the GJSQ model, the time-average arrival rate to
server i is defined as

λi := lim
t→∞

Ai(t)

t
, (7.3)

where Ai(t) is the number of arrivals at server i during the time interval
[0, t].

Definition 7.2. In the GJSQ model, the conditional arrival rate to server
i, given that server i has n jobs, is defined as

λi(n) := lim
t→∞

Ai,n(t)

Ti,n(t)
, (7.4)
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where Ai,n(t) is the number of arrivals at server i during the time interval
[0, t] that see n jobs at server i on arrival (excluding themselves), and
Ti,n(t) is the total time spent by server i with n jobs during the time
interval [0, t].

The two definitions above are related. Assuming it exists, let pi(n) be
the equilibrium probability that there are n jobs at server i, then

λi =

∞∑
n=0

λi(n)pi(n). (7.5)

Figure 7.2 depicts the conditional arrival rates to server 2 for varying s.
Intuitively it makes sense that if a server has many jobs, the other server
will probably have few jobs and thus it is less likely that the dispatcher
routes the job to that server. However, what we see here is a peculiar
repeating pattern that has s different points and does not align with this
intuition. We see that if server 2 has a multiple of s jobs (or one less),
fewer jobs are routed to server 2. This pattern is difficult to explain, but
it is definitely related to the probability that server 1 has a lower index
than server 2, given that server 2 currently has n jobs. We expect and
indeed verify that this probability also follows such a repeating pattern.
Additionally, states in server 2 are somewhat similar if they differ by a
multiple of s jobs, which can be derived from the equilibrium distribution
computed in Chapter 6.

7.3 Near-insensitivity

In [73] the authors establish a near-sensitivity property for a homogeneous
server farm with JSQ routing. In particular, the first and second moment
of the number of jobs at server i, labeled Qi, and the conditional arrival
rates are near-insensitive to the job-size distribution. The near-insensitivity
of these two metrics seems related to the insensitivity of the equilibrium
distribution to the job-size distribution in PS servers, see, e.g., [73, The-
orem 4.2]; and the fact that the routing policy only uses the number of
jobs at each server when making a decision, as opposed to, e.g., using
residual processing times. The GJSQ routing decisions are based on the
dynamically changing number of jobs at each server as well as the service
rates. Indeed, one expects the near-insensitivity properties to extend also
to the case of heterogeneous servers and GJSQ routing. Establishing this
near-insensitivity property is important, since it allows us to limit our
attention to the more tractable GJSQ system with an exponential job-size
distribution.
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Figure 7.2: The conditional arrival rates to server 2 oscillate between s
points.

Abbreviation Distribution Support Mean Variance
uni Uniform [0, 2] 1 1/3
exp Exponential [0,∞) 1 1
weib Weibull (0,∞) 1 5
logn Log-normal (0,∞) 1 10

Table 7.1: Job-size distributions used in simulations.

7.3.1 Simulation settings

To support our claims, we simulate the GJSQ model. A simulation consists
of 2 ·106 job departures and each simulation is repeated 50 times. Statistics
are only computed for departed jobs, i.e., data of jobs that are still in
service at the end of the simulation are discarded. In Table 7.1 we list the
four job-size distributions considered in this chapter.
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Job-size distribution SQA
s ρ Metric uni exp weib logn Value Diff.
2 0.7 E[Q1] 0.9139 (0.0030) 0.9232 (0.0030) 0.9223 (0.0029) 0.9361 (0.0038) 0.9077 1.7%

σ(Q1) 1.0404 (0.0049) 1.0505 (0.0050) 1.0560 (0.0056) 1.0704 (0.0067) 1.0462 0.4%
E[Q2] 2.0111 (0.0059) 2.0289 (0.0061) 2.0222 (0.0057) 2.0519 (0.0074) 2.0329 −0.2%
σ(Q2) 2.0302 (0.0099) 2.0465 (0.0106) 2.0506 (0.0114) 2.0813 (0.0141) 2.0484 −0.1%

0.9 E[Q1] 3.2244 (0.0336) 3.2797 (0.0336) 3.2316 (0.0298) 3.2396 (0.0266) 3.2188 1.9%
σ(Q1) 3.2208 (0.0590) 3.2716 (0.0723) 3.2186 (0.0575) 3.2002 (0.0505) 3.2161 1.7%
E[Q2] 6.6841 (0.0676) 6.7915 (0.0674) 6.6834 (0.0587) 6.6988 (0.0524) 6.6424 2.2%
σ(Q2) 6.4289 (0.1185) 6.5288 (0.1453) 6.4186 (0.1141) 6.3828 (0.1016) 6.4091 1.9%

4 0.7 E[Q1] 0.4688 (0.0016) 0.4747 (0.0017) 0.4705 (0.0017) 0.4667 (0.0022) 0.4741 0.1%
σ(Q1) 0.6685 (0.0024) 0.6730 (0.0026) 0.6700 (0.0029) 0.6652 (0.0031) 0.6655 1.1%
E[Q2] 2.5386 (0.0063) 2.5507 (0.0069) 2.5177 (0.0070) 2.4997 (0.0067) 2.5866 −1.4%
σ(Q2) 2.5082 (0.0102) 2.5179 (0.0115) 2.4936 (0.0133) 2.4744 (0.0122) 2.5457 −1.1%

0.9 E[Q1] 1.8662 (0.0191) 1.8793 (0.0145) 1.8830 (0.0196) 1.9400 (0.0223) 1.8813 −0.1%
σ(Q1) 1.9404 (0.0338) 1.9539 (0.0314) 1.9801 (0.0444) 2.0394 (0.0408) 1.9566 −0.1%
E[Q2] 8.2405 (0.0769) 8.2773 (0.0597) 8.2631 (0.0783) 8.4863 (0.0861) 8.3642 −1.0%
σ(Q2) 7.6982 (0.1374) 7.7507 (0.1264) 7.8485 (0.1815) 8.0912 (0.1652) 7.7692 −0.2%

Table 7.2: Simulated mean and standard deviation of Qi, for the GJSQ system with various s, ρ and job-size
distributions. Sample standard deviation is shown in parentheses. Last two columns show the value obtained by
the SQA and the relative difference with respect to the exponential case.
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7.3.2 Near-insensitivity results

In Table 7.2 we show simulated statistics on the mean E[Qi] and standard
deviation σ(Qi) for the GJSQ model with various job-size distributions.
For the settings considered in Table 7.2, the mean number of jobs at server
i deviates by no more than 3.6% from the exponential case, while the
standard deviation deviates by at most 4.4%. The largest deviations from
the exponential case occur for the log-normal job-size distribution. This
is as expected, since this job-size distribution has a variance that is 10
times higher than the variance of the exponential job-size distribution.
Although the results are not as strong as those shown in [73, Figure 3],
we conclude that the more volatile environment of heterogeneous servers
and GJSQ routing also has the near-insensitivity property for E[Qi] and
σ(Qi). Moreover, the performance in terms of the mean response time is
also near-insensitive to the job-size distributions by Little’s law.

Concerning the conditional arrival rates, we see in Figure 7.3 that
the simulated values for the job-size distributions of Table 7.1 match the
results of the algorithm for the exponential case of Chapter 6. Simulated
values for states where the sample standard deviation is not too high differ
by at most 5% from the results for the exponential case. So, also the
conditional arrival rates are near-insensitive to the job-size distribution.

7.4 Single queue approximation

We have established near-insensitivity of E[Qi], σ(Qi) and the conditional
arrival rates to the job-size distribution. Thus, we may limit our attention
to systems with an exponential job-size distribution. In this section we
derive an approximation for the distribution of the number of jobs at each
server using the SQA, which models server i as an Mn/Mi/1/PS queue
with state-dependent arrival rates λi(n), see also [73, Section 3]. SQA is
exact when the job-size distribution is exponential and the routing belongs
to a specific class of routing policies; the following theorem is a version of
[73, Theorem 3.1] that is applicable to the GJSQ model.

Definition 7.3. A stationary state-aware routing policy is a routing policy
that is time-stationary and only uses information about the number of
jobs at the servers and the service rates at the instant of an arrival. The
decisions may be made probabilistically, possibly biased in favor of certain
servers.

Theorem 7.4. Consider the M/M(1, s)/2/R/S queueing model, where
R is any stationary state-aware routing policy, e.g., GJSQ, and S is any
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Figure 7.3: Simulated conditional arrival rates in the GJSQ system with
various job-size distributions. The dotted curves represent values de-
termined by the algorithm in Chapter 6 for the exponential job-size
distribution.
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stationary, size-independent, work-conserving service discipline, e.g., PS.
Consider server i in this model. Then SQA with the exact conditional
arrival rates λi(·) yields the same equilibrium distribution for the number
of jobs at each server as in the original model.

It remains to specify the conditional arrival rates λi(n) for both servers.
We combine exact limiting results for n ≥ Ni and approximation results
for n < Ni, where N1 = 3 and N2 = 2s. These choices for Ni result in
accurate approximations.

We note that Theorem 7.4 implies that in order to determine the
conditional arrival rates, we may assume a FCFS service discipline.

In Figure 7.2 we have seen that the conditional arrival rates λi(n)
exhibit a repeating pattern from some n and onwards. We rigorously
characterize this limiting repeating pattern in the next theorem.

Theorem 7.5. For the M/M(1, s)/2/GJSQ/PS queueing model with
s ∈ N,

λlim
1 := lim

n→∞
λ1(n) = ρ1+s, (7.6)

λlim
2 (r) := lim

n→∞
λ2(sn+ r) =

{
sA(r+1)

A(r) , r = 0, 1, . . . , s− 2,

sρ1+s A(0)
A(s−1) , r = s− 1,

(7.7)

where

A(r) :=

s∑
i=1

ηi
βi

ρ1+s − βi
i+(ρ1+s, βi, r) + h(r) +

βs+1

1− βs+1
i−(ρ1+s, βs+1, r),

(7.8)
and the variables β1, β2, . . . , βs+1, η1, η2, . . . , ηs, and the functions h(·),
i+(·), i−(·) are defined in Appendix 7.A.

Proof. See Appendix 7.A.

For the rates λ1(n), n < 3 and λ2(n), n < 2s we provide approxima-
tions that are functions of s and ρ. For server 1 we use a multiple linear
regression model to fit an approximate function for the conditional arrival
rates on data obtained from the algorithm of Chapter 6 for s = 1, 2, 3, 4
and ρ from 0.3 to 0.99. Obviously, one can also use conditional arrival
rates obtained by simulation for these fitting purposes. We carefully select
a set of 5 independent variables for each conditional arrival rate. This
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leads to the following approximate conditional arrival rates for server 1:

λ1(0)

ρ1+s
≈
[
sρ s s

ρ 1 ρ2

s2

]
ξ0, (7.9)

λ1(1)

ρ1+s
≈
[
sρ2 1 1

ρ
1
sρ ρ1/s

]
ξ1, (7.10)

λ1(2)

ρ1+s
≈ 1 +

[
sρ 1

sρ
ρ
s2

1
s2 ρ1/s

]
ξ2, (7.11)

where

ξ0 :=


0.669
−1.90
1.23
1.86
−0.192

 , ξ1 :=


−0.00856

1.37
−0.0578

0.123
−0.254

 , ξ2 :=
1

100


−0.131
−0.820
−6.48
10.4
0.893

 . (7.12)

For s = 1, one should consider λ1(·) = λ2(·) and use the approximations
presented in (7.9)–(7.11).

For server 2, let us note that λ2(n) = λ, n = 0, . . . , s− 2 due to the
GJSQ routing. Using a multiple regression model in this case is more
difficult, since the number of states for which we need to obtain a fit
increases with s. To circumvent a possibly complex fitting procedure, we
establish a relation between the conditional arrival rates for the states
n = s−1, s, . . . , 2s−1 and the limiting conditional arrival rates determined
in Theorem 7.5. Namely,

λ2(n) ≈ min
((

1 +
(1

s
− ρ

2s− 1

) 1

2n−(s−1)

)
λlim

2 (n− s), λ
)
, (7.13)

where for convenience λlim
2 (−1) = λlim

2 (s− 1). The approximations (7.9)–
(7.13) behave in various limiting regimes as expected:

Proposition 7.6.

(i) For s → ∞, we have that λ1(n) ↓ 0 and λ2(n) = λ for all n ∈ N0.
No job will join server 1, since the processing times in server 2 are
instantaneous.

(ii) In the light-traffic regime, i.e., λ ↓ 0, we find that λ1(n) ↓ 0 and
λ2(n) ↓ 0 for all n ∈ N0.

(iii) In the heavy-traffic regime, i.e., ρ ↑ 1, we establish that λ1/λ =
1/(1 + s) and λ2/λ = s/(1 + s) which is consistent with the findings
in Figure 7.1.
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Proof. (i) Follows straightforwardly by taking the limit s→∞ in (7.9)–
(7.11) while taking into account that ρ = λ/(1 + s). Furthermore, observe
that λ2(n) = λ, n = 0, . . . , s − 2 due to the GJSQ routing, so that
lims→∞ λ2(n) = λ, n ∈ N0.
(ii) Follows from the definition of ρ, the approximations (7.9)–(7.11) of
λ1(n), n = 0, 1, 2 and the fact that λ2(n) ≤ λ for all n, which is easily
deduced from (7.13).
(iii) From the approximate conditional arrival rates λ1(·) one can de-
rive equilibrium probabilities p1(·). Then, λ1 =

∑∞
n=0 λ1(n)p1(n) =∑∞

n=0 p1(n+ 1) = 1− p1(0) by exploiting the balance equations. For ρ ↑ 1
it can be verified that p1(0) ↓ 0, so that limρ↑1 λ1/λ = 1/(1 + s). The
result for server 2 follows analogously.

7.5 Evaluating the approximation

We are now in a position to evaluate the proposed approximations. First,
we show that the approximations for the conditional arrival rates follow
the exact values closely, which were determined using the algorithm of
Chapter 6 for the system with exponential services. Second, we establish
that the mean and standard deviation of the number of jobs at each server
are also well approximated.

Figure 7.4 compares the conditional arrival rates obtained from the
algorithm of Chapter 6 and the approximations derived in the previous
section. For the cases considered in the figure, the maximum relative
difference of the approximation with respect to the values determined by
the algorithm is 1.5% for λ1(·) and 4.1% for λ2(·). Since both methods
consider exponential job-size distributions, the difference is due to the
fitting error introduced in the approximations of the conditional arrival
rates in Section 7.4 and the truncation error in the algorithm of Chapter 6.
However, since the truncation error has been chosen to be of the order
10−5, it has little influence.

In the two rightmost columns of Table 7.2 we provide the mean and
standard deviation of the number of jobs at server 1 and 2 determined
using the SQA. We report highly accurate approximations that deviate
less than 2.2% from the case where the job-size distribution is exponential
for the listed values of s and ρ. Although our approximations are not
aimed at the case s = 1, we report accurate approximations also in this
setting with maximum relative differences of the same order as in [73,
Section 6.1].
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Figure 7.4: Comparison of conditional arrival rates determined by the
algorithm in Chapter 6 (lines) and our approximations (marks) for ρ = 0.4
( , ), ρ = 0.7 ( , ), and ρ = 0.9 ( , ).
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7.6 Conclusion

In this chapter, we provide an approximate performance analysis of a
queueing system consisting of two heterogeneous PS servers with service
rates 1 and s ∈ N, a general job-size distribution and GJSQ routing. More
concretely, we derived the approximate equilibrium distribution of the
number of jobs at each server using the SQA method. In order to apply
SQA, we established that the GJSQ system is near-insensitive to the
job-size distribution and thus we approximated the system at hand with
exponentially distributed job-sizes. We then approximated the conditional
arrival rates for the exponential case by combining exact limiting results for
large numbers of jobs and approximation results for small number of jobs,
which were obtained using a multiple linear regression model. Ultimately,
the aforementioned approach resulted in approximations that are highly
accurate: we reported a maximum relative difference with respect to exact
or simulation results of 4.1% for the conditional arrival rates and 2.2% for
the mean and standard deviation of the number of jobs at each server.

We set the groundwork for the analysis of server farms with heteroge-
neous servers under the GJSQ routing policy by analyzing the case of two
servers. Of course, server farms consist of multiple servers so it is in our
future plans to extend the analysis presented in this chapter to more than
two servers. The most difficult aspect of this task would be the derivation
of the conditional arrival rates, which possibly has to rely on simulation
data, since the approach in Chapter 6 is in its current setting restricted
to two servers. In Figure 7.5 we present an example of the simulated
conditional arrival rates in case of three servers with service rates 1, 2 and
5. Note that the structure of the conditional arrival rates is as expected,
i.e., the number of points in the repeating pattern is directly related to
the rate of service, but the exact values of these points differ from the
values obtained by formulas (7.6) and (7.7).

7.A Proof of Theorem 7.5

The definitions of the variables and functions in Theorem 7.5 can be found
in Section 6.5, but we briefly summarize them here.

We fix α = ρ1+s. The vectors i+(·) and i−(·) are given in Lemma 6.6.
The variables β1, β2, . . . , βs are the s roots obtained from Lemma 6.8 and
βs+1 is the single root obtained from Lemma 6.11. The vector h and the
coefficients η1, η2, . . . , ηs are calculated from Lemma 6.13.
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Figure 7.5: Simulated conditional arrival rates for a system with three
servers with service rates 1 ( ), 2 ( ), and 5 ( ), with ρ = 0.7.

The proof is based on the exact results obtained in Chapter 6 for
the M/M(1, s)/2/SED/FCFS system, with s ∈ N. Although we obtain
similar results for the limiting conditional arrival rates for server 1 as in
[73], we use here a completely different approach in deriving the limits.

In Chapter 6, the state space {(q1, q2) ∈ N2
0} of the Markov process is

transformed to the state space

{(m,n, r) : m ∈ N0, n ∈ Z, r = 0, 1, . . . , s− 1}, (7.14)

where we have introduced m = min(q1, b q2s c), n = b q2s c − q1 and r =
mod(q2, s). Let us denote the equilibrium probabilities for the three-
dimensional state space as p(m,n, r). The probability p(m,n, r) has a
series expression, i.e., p(m,n, r) =

∑∞
l=0 x(l,m, n, r), given in (6.15).

In Section 6.5.7 we have established the following properties:

1. There exists a positive integer N such that the series in (6.15a) and
(6.15c) converge absolutely for all m ≥ 0, |n| ≥ 1 with m+ |n| > N
and the series (6.15b) converges absolutely for all m ≥ N .

2. For m+ |n| > N , we have |x(l,m, n, r)| < v(l) and
∑∞
l=0 v(l) <∞.

3. The series
∑
m+|n|>N p(m,n, r), r = 0, 1, . . . , s− 1 converges abso-

lutely.

4. |αl,i| > |βl,d(i)+j | and |βl,i| > |αl+1,i| with α0,1 = ρ1+s < 1 and
d(i) := (i− 1)(s+ 1).

In this proof we make use of the dominated convergence theorem for
complex-valued functions and we adopt the indexing of the variables as
shown in (6.15) and explained in Section 6.5.6.
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7.A.1 Server 1

The limiting conditional arrival rate to server 1 can be determined by
calculating the limiting values of ratios:

lim
n→∞

λ1(n) = lim
n→∞

p1(n+ 1)/αn+1
0,1

p1(n)/αn0,1
α0,1. (7.15)

The marginal distribution for server 1 is given by, where m = b q2s c and
r = mod(q2, s),

p1(n) =

∞∑
m=0

s−1∑
r=0

p(min(n,m),m− n, r)

=

n−1∑
m=0

s−1∑
r=0

p(m,m− n, r) +

s−1∑
r=0

p(n, 0, r) +

∞∑
m=1

s−1∑
r=0

p(n,m, r).

(7.16)

Now, let us investigate the ratios appearing in (7.15). Dividing (7.16) by
αn0,1 and letting n→∞ yields

lim
n→∞

p1(n)

αn0,1
= lim
n→∞

n−1∑
m=0

s−1∑
r=0

p(m,m− n, r)
αn0,1

+

s−1∑
r=0

lim
n→∞

p(n, 0, r)

αn0,1
+

∞∑
m=1

s−1∑
r=0

lim
n→∞

p(n,m, r)

αn0,1
, (7.17)

where the interchange of the limit and the series for the third term on
the right-hand side of (7.17) is allowed by the dominated convergence
theorem, because one can bound p(n,m, r) from above by p(0,m, r) and∑∞
m=0 p(0,m, r) converges absolutely since it is a subseries of the absolutely

convergent series
∑
m+|n|>N p(m,n, r) (see property 3). Furthermore, we

know that

lim
m→∞

p(m,n, r) = lim
m→∞

∞∑
l=0

x(l,m, n, r) =

∞∑
l=0

lim
m→∞

x(l,m, n, r) (7.18)

by the dominated convergence theorem for complex-valued functions in
combination with property 2. This allows us to compute the second and
third term on the right-hand side of (7.17). For the first term on the
right-hand side of (7.17) we substitute the solution for p(m,m− n, r) and
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perform the finite summations to obtain

lim
n→∞

n−1∑
m=0

s−1∑
r=0

p(m,m− n, r)
αn0,1

= C
(

lim
n→∞

∞∑
l=0

(s+1)l∑
i=1

ηl,i(s+1)

(
αl,i
α0,1

)n
−
(
βl,i(s+1)

α0,1

)n
αl,i

βl,i(s+1)
− 1

s−1∑
r=0

i−(αl,i, βl,i(s+1), r)

+ lim
n→∞

∞∑
l=0

(s+1)l∑
i=1

νl+1,i(s+1)

(
βl,i(s+1)

α0,1

)n
−
(
αl+1,i(s+1)

α0,1

)n
1− αl+1,i(s+1)

βl,i(s+1)

·
s−1∑
r=0

i−(αl+1,i(s+1), βl,i(s+1), r)
)
. (7.19)

We can interchange the limit and series again since one can bound the
absolute value of the summands from above by v(l) and

∑∞
l=0 v(l) <∞.

So,

lim
n→∞

n−1∑
m=0

s−1∑
r=0

p(m,m− n, r)
αn0,1

= C
η0,s+1
α0,1

β0,s+1
− 1

s−1∑
r=0

i−(α0,1, β0,s+1, r).

(7.20)
Substituting this back into (7.17), one can finally establish that

lim
n→∞

p1(n)

αn0,1
= C

( η0,s+1
α0,1

β0,s+1
− 1

s−1∑
r=0

i−(α0,1, β0,s+1, r)

+

s−1∑
r=0

h0,1(r) +

s∑
j=1

η0,jβ0,j

1− β0,j

s−1∑
r=0

i+(α0,1, β0,j , r)
)
. (7.21)

Thus, by (7.15) and (7.21), limn→∞ λ1(n) = α0,1 = ρ1+s.

7.A.2 Server 2

The limiting conditional arrival rate to server 2 can be determined from

lim
n→∞

λ2(sn+ r) =

limn→∞ s
p2(sn+r+1)/αn0,1
p2(sn+r)/αn0,1

, r = 0, 1, . . . , s− 2,

limn→∞ s
p2(sn+r+1)/αn+1

0,1

p2(sn+r)/αn0,1
α0,1, r = s− 1.

(7.22)
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The marginal distribution for server 2 is given by, for r = 0, 1, . . . , s− 1,

p2(sn+ r) =

∞∑
q1=0

p(min(q1, b
sn+ r

s
c), bsn+ r

s
c − q1,mod(sn+ r, s))

=

∞∑
q1=0

p(min(q1, n), n− q1, r)

=

n−1∑
q1=0

p(q1, n− q1, r) + p(n, 0, r) +

∞∑
q1=1

p(n,−q1, r). (7.23)

For p2(sn+ r + 1), r = s− 1 we should replace n by n+ 1 and r by 0 in
(7.23). Furthermore, for r = 0, 1, . . . , s− 1,

lim
n→∞

p2(sn+ r)

αn0,1
= lim
n→∞

n−1∑
q1=0

p(q1, n− q1, r)

αn0,1
+ lim
n→∞

p(n, 0, r)

αn0,1

+ lim
n→∞

∞∑
q1=1

p(n,−q1, r)

αn0,1
. (7.24)

Using identical arguments as for the limiting conditional arrival rate for
server 1, we establish

lim
n→∞

p2(sn+ r)

αn0,1
= A(r), r = 0, 1, . . . , s− 1, (7.25)

where A(r) is given in (7.8). Finally, combining (7.22) and (7.25) proves
(7.7).
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Summary

Analysis of structured multi-dimensional Markov processes

Markov processes provide an essential instrument for modeling and ana-
lyzing a large variety of systems and networks, including manufacturing
systems, communication networks, traffic networks and service systems
such as clinics or hospitals. These processes are detailed enough to cap-
ture the essential system dynamics, but are simple enough in terms of
mathematical structure to be amenable for theoretical analysis.

Markov processes fall under the umbrella of stochastics, the branch
of mathematics that aims to establish rigorous statements about systems
that are inherently uncertain, and therefore subject to some degree of
randomness. A classical example is a queue, in which jobs need to wait
for service. The queue grows when new jobs arrive and shrinks when jobs
complete service. Queues occur virtually everywhere and can be seen as
stochastic systems subject to variability. Under certain assumptions, a
queueing system can be modeled as a Markov process.

In this thesis we are primarily interested in determining the equilibrium
distribution of Markov processes that describe the queueing dynamics.
The equilibrium distribution characterizes the long-term fraction of time
that a Markov process spends in each of the possible states. Without
using any further structural properties, finding the equilibrium distribution
requires solving the balance equations. This linear system of equations is
generally difficult to solve, especially when the state space is countably
infinite. Nonetheless, in this thesis we develop and extend methods for
determining the equilibrium distribution by exploiting the structure that
is governed by the interaction between states.

We consider three classes of Markov processes that each share structural
properties. The first class of processes take values in a two-dimensional
state space, where one dimension is infinite and the other finite. This class
is motivated by multi-server queueing systems with customers that require
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special service when delayed; heterogeneous servers; or batch services or
arrivals. To determine the equilibrium distribution of this class of models,
we use the matrix-geometric method in combination with a novel technique
for determining the boundary probabilities in Chapter 2; and extend the
spectral expansion method to analyze the heterogeneous servers case in
Chapter 3.

The second class is inspired by priority queueing systems. The di-
mensions of the associated Markov processes represent the number of
customers of each class in the system, which leads to a multi-dimensional
state description. We present a novel recursive method in Chapter 4, based
on the matrix-analytic method, to determine the equilibrium distribution
of a single-server queueing system with an arbitrary number of priority
classes and class-dependent service rates. For a multi-server priority sys-
tem with two classes, Chapter 5 develops a method that determines the
Laplace transforms of the transition functions of the associated Markov
process. This method extends the clearing analysis on phases method and
the matrix-analytic method to the complex domain and combines these
techniques to develop a recursion.

Finally, the third class extends the classical join-the-shortest-queue
model and the techniques associated with this model. In particular,
Chapter 6 analyzes a queueing system with two single-server queues with
different service rates. Arriving jobs are routed according to the shortest-
expected-delay routing protocol, which aims to balance the sum of the
expected service times of all jobs at each server. The associated Markov
process is three-dimensional and we extend the compensation approach—
which is used for the join-the-shortest-queue model—to determine the
equilibrium distribution. This approach leads to series expressions for the
equilibrium probabilities in terms of a countably infinite number of product-
form solutions. In Chapter 7 we analyze a related model with generally
distributed service times and a processor-sharing service discipline, where
we use the above results in combination with a single-queue approximation
to approximate key performance measures.
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