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Abstract 
Background: Data-driven innovations rapidly take over the world, however, not every industry adapts them 

at the same time, or at the same rate. Where data collection may already be performed on a large scale in 

the automotive industry, the maritime industry lacks behind. Realizing the potential of the emerging data-

driven economy, Damen Shipyards engages in this trend by equipping their vessels with sensors to keep 

track of vital engine functions. Given that they only started recently with the acquisition of data, there is 

great interest in what opportunities the collected data has.  

Objective: This project aims to use the data gathered from the vessel engines themselves, in combination 

with data from another database (AIS), to predict when engine alarms are going to happen, in order to 

improve the uptime of a vessel.  

Methods: Challenges along the road made it impossible to stick with the original objective, however this 

thesis focusses on predicting one specific alarm, in combination with the data pre-processing steps that 

have taken place. As the pre-processing is an important step,  multiple methods to fill in missing values have 

been evaluated, along with different methods to remove outliers from the datasets. Then, three data-

mining methods have been used to create a prediction model: Logistic Regression, Classification Trees, and 

Neural Networks. As input for this, forward feature selection and backward feature selection have been 

used and compared with another.  

Results: While it is hard to come up with a useful prediction model, there has been found a successful way 

to identify outliers. Depending on the gaps in the input data, either filling missing values could best be 

completed by the taking over the mean, or the median. Backward feature selection is the preferred 

selection method.  

Conclusion: Predicting alarms with the currently used methods and input data is a challenge. There is one 

prediction model that scored a kappa of 0.49 on both the validation and test data, however the results of 

other models seem random. A good score on the validation set does not mean a good score on the test set. 

Therefore, this thesis should be seen as a first step towards data-driven alarm predicting, rather than the 

complete answer.  

 

Keywords: data-driven, condition based maintenance, maritime industry, engine data  
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1. Introduction 
As technology rapidly advances, maritime companies try to modernize their operations in order to keep up 

with the technological innovations that come with those advances, as does Damen Shipyards (Damen). This 

thesis will focus on an application of sensor technology in a maritime environment. The technology of 

sensors keeping track of important variables during a ship’s lifetime is not a new technology. However, the 

way how to use these enormous amounts of data in a maritime environment is relatively new. This is the 

problem that Damen Shipyards faces at this moment, and is currently working on.  

More and more real life examples exist about companies that equip their vessels with interconnected 

sensors, as can be read for example in Raptodimos et al. (2015) or Coraddu et al. (2015). These examples 

do not only show that it is a current investment interest for companies (given the recent date of 

publication), however as well that multiple motives exist for implementing a sensor system. Raptodimos et 

al. (2015) are using the gathered ship data for optimizing maintenance schedules of the vessels, whereas 

Coraddu et al. (2015) are more focused about optimizing the fuel consumption of the vessels, and thereby 

lowering the operational cost of the company. Rojon et al. (2014) show in their survey that a lot of ship 

owners already have some kind of on board sensors to keep track of fuel consumption/CO2 emission, 

however that is mostly due to satisfy environmental pressure from governments, and not necessarily to 

improve their own operations.  Nonetheless, a conclusion from their survey was that over half of the 

contacted ship owners already have some sensors onboard of their vessels. This can only be expected to 

increase, and to shift to other usages of the collected data.  

Moreover, the aforementioned examples also show there is a global interest, rather than just a local one 

that comes up with this kind of research. This makes sense, as ships tend to travel quite a lot around the 

globe, rather than just being very location-based (of course depending on the type of ship). However, the 

same kinds of ships are used everywhere on the globe. Large vessels move from continent to continent, 

and are therefore known in every part of the world. Smaller vessels, however, can be used in a port in 

Europe, but chances are that the same type of ship will be used in a port in China or Amerika. These ships 

do not have to physically travel to other sides of the world, but knowledge is available (and wanted) about 

such ship everywhere around the globe. Expectations are that findings about such type of vessel are 

translatable to a same vessel type that a specific company is using in a different part in the world. This is 

not sure though, however expected is that harbor conditions (substance/temperature of water, current, 

harbor lay-out,…) are of less importance than on-board measurements of the vessel for improving 

maintenance planning. This is due to the fact that this project is aimed at finding a relation between the 

measured (on-board) variables, and the alarms raised by the vessel. The outside conditions probably 

influence the measured variables in an indirect way (for example, current has influence on fuel rate), 

however the alarms raised are not directly influenced by such outside factors (no alarm is thrown when the 

current becomes too high, instead the engine has a high rpm value which could raise an alarm). It is 

therefore decided to focus on the direct influences, as of those are probably more relevant and contain the 

(hidden) information about the indirect influences as well.  
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No matter the goal, fact is that more and more ships are equipped with sensors, empowering the 

companies, like Damen, to do an analysis on the ships, without having to send someone to it, or letting the 

crew do regular check-ups (or at least lessening their tasks). This trend has great potential for the maritime 

companies, however there could also be some drawbacks if the whole system is not managed properly.  

Damen realized this trend has great potential, if data analysis is done properly. A very important aspect of 

Damen’s philosophy is the relationship with its customers. The recently made available means (i.e. the 

availability of vessels with on-board sensors) to do analyses provides numerous opportunities for Damen 

to fulfil its philosophy in a better way. By doing such analysis, it can be possible for Damen to predict the 

status of a vessel, and send this information to the customer. This data can then be used for improving the 

maintenance schedules of the vessels resulting in cost-savings for the customer. This will generate extra 

trust between the two companies, as Damen provides a more complete service to the customer rather than 

‘just’ delivering a vessel. This increased service to the customer will benefit Damen’s competitiveness, and 

by being able to provide the same level of availability (same uptime with less maintenance), it can decrease 

the sales price of the service, thereby only increasing its competitiveness. This all complies greatly with 

modern trends which ask companies to be more flexible, and (cost-) efficient. Therefore, this project could 

be of great value for both Damen Maintenance Services and the various Damen Sales departments, hence 

it is worth pursuing.  

 

Figure 1: Sensor-equipped vessel type 

In order to make full use of such benefits, Damen recently started to collect such sensor data by equipping 

a ship with multiple sensors, mostly located in the vessels engines. This data generating project supplies 

the company with a large inflow of data that describes the process that happens within a vessel. In addition 

to this, Damen has information available concerning the location data, and the corresponding 

speed/heading of lots of vessels. These two datasets are the main input for this thesis, as it greatly 

contributes to the research problem formulated in the next section. 



3 
 

1.1 Research problem 
The availability of these datasets, and the possible opportunities provided form the fundament of the 

research question, and the associated research sub-questions: 

How to use the available information about vessels to predict engine alerts before they occur? 

With the corresponding research sub-questions:  

1. What data is available? 

2. How to prepare the datasets in order for them to be used for further analysis? 

3. Which features (variables) contain the most meaningful information?  

4. Which data mining method is the best to predict failures? 

5. What is the quality of the datasets, and the final model?  

6. How to implement the results of this project at Damen? 

These research questions will be answered in a pre-defined scope. Due to the availability of the data, this 

thesis will mainly focus on one type of vessel, being the Shoalbuster (Damen, (2017)). This is because of the 

availability of one vessel of this type with sensors. Other vessels will be equipped with sensors as well, and 

this data could be used for validation purposes, but this is outside the scope of this project. Based on the 

availability and usefulness of the received alarm data, the quality of the dataset will be evaluated, whether 

it could be used for failure prediction at all. It could be the case that there is not enough training data 

available to build a model, as this is a relatively new project at Damen. Serious alarms on the engine do not 

occur that often, so the main focus of this thesis is building a model for estimating the 2 most occurring 

alarms. These alarms are typically ‘common alarms’  for an engine, for example, ‘ common alarm generator 

PS’, or ‘ common alarm main engine PS’.    

1.1.1 Scope  
Regardless, in order to come up with an answer to the research question, the research sub-questions will 

be answered. Some of those sub-questions can be extended by adding smaller use-cases, which will help to 

answer that particular sub-question. For example, a use-case is which sensors generate the most outlying 

values, and whether one sensor is responsible for the majority of the outlying values. This use-case can then 

be used to answer sub-question 2. This thesis aims to include several of those use-cases in order to 

investigate separate interesting questions thereby increasing the practical relevance of this thesis, while 

answering the main question at the same time. Another use-case is to assess the stability/reliability of the 

GPS sensors onboard of the vessel. This use-case is of interest to Damen, and while delivering useful insights 

on this topic, it also contributes to sub-question 2 and 5. If this data is not consistent for example, it can be 

decided to remove it from further analyses (sub-question 2), or more general, a conclusion can be drawn 

on how reliable this particular variable is, without actually removing it from the analysis (provides link to 

sub-question 5, concerning quality of final model). During this project, probably more of those use-cases 

will emerge, and depending on the progress in answering the research question, more use-cases could be 

included in the thesis. Right now, the scope is defined as answering the main research question and its sub-

questions, including the elaboration of 3 of such use-cases, where the two aforementioned ones will be 

included. The last use-case will be assessing the quality of the datasets if different aggregation levels are 

used. A comparison between hourly aggregated data and minutely aggregated data will be made.   

Due to the fact that only a limited number of vessels is equipped with sensors, this study will focus on one 

Damen-owned vessel. This is done because this ship is equipped with sensors, owned by Damen, and is in 
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range of the AIS detection system most of the time, so a lot of data is available. This project will therefore 

focus on combining those two datasets, and see how the overall data gives a representation about the 

alarms generated for a specific vessel. This will be done for the vessel under surveillance, however the 

commercial value for Damen lies in how to translate the insights generated in this data analysis from this 

sensor ship, to ships (of the same type) which are not equipped with sensors. This could be a range of useful 

information, ranging from (expected) fuel consumption, to average break down times of specific parts of 

the engine. This information would provide valuable market insights for Damen about the quality of their 

vessels, as well as an indication of the performance of the vessels currently used in the market. This, 

however, is outside of the scope of this thesis, but this thesis can be the first step into reaching that goal.  
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2. Background information 
In this section, first there will be elaborated upon the company at which this project takes place: Damen 

Shipyards. This short description will give a general idea on what kind of company Damen Shipyards is, and 

why they are interested in this project.  Next, a short summary of the current methods to perform condition 

based maintenance is included, to increase the readers awareness of the context that this project takes 

place in.  

2.1 Damen Shipyards 
Damen Shipyards is a maritime company that operates all around the world. Damen Shipyards has a lot of 

different services to offer, ranging from building new vessels to repair services. The headquarters of Damen 

Shipyards is located in Gorinchem, the Netherlands. This is the place where it all started 90 years ago, as 

the two Damen brothers Jan and Rien founded the company in 1927.  40 years later, Kommer Damen 

bought the company from his father, and started with the implementation of standardized processes. When 

looking back, this was the beginning of the success story of Damen. Due to this (partly) standardization of 

ship designs, Damen Shipyards was able to deliver projects significantly sooner than its competitors, and at 

a lower price. Among others, due to this process, Damen became market leader in several niche markets 

like tug boats/services, for in-port movement, and support/auxiliary equipment for offshore wind farms, 

for example. As more and more orders came in, Damen Shipyards started growing rapidly, resulting in 

opening more branches all across the globe.  

Currently, Damen Shipyards Group has 

more than 9000 employees spread out 

over 32 yards, and delivered, since the 

beginning, more than 6000 vessels. The 

production capacity is up to 200 new 

vessels per year, and the repair services 

complete more than 1500 jobs per year. 

The main focus area is still Europe, 

however there are more and more yards 

acquired or used outside Europe. Just 

recently for example, Damen Shipyards 

acquired a new yard in the Caribbean, in 

order to provide assistance for vessels 

heading for the Panama Channel. 

However while growing, Damen has never forgotten the importance of research and development, and 

innovation. Since the start, this was practiced heavily within the company, and nowadays it is still continuing 

to do so. The main focus areas change over time of course, and today there is a focus on data-driven 

innovations or implementations. This is a relatively new opportunity in the nautical sector, and Damen tries 

to explore the possibilities by implementing several projects, of which the current project is an example.  

  

Figure 2: Global presence of Damen Shipyards in 2017 
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2.2 Data-driven condition based maintenance 
Technology advances rapidly, resulting in more opportunities with data. Not only Damen Shipyards started 

generating and storing data concerning their vessels, however other parties did as well. The technology to 

do this was not new, however it was relatively new in the maritime industry. There exist many examples of 

condition based maintenance (CBM) in different industries, but the maritime industry lacks behind due its 

slow adaptation of changes, in combination with the unique nature of each vessel.  

2.2.1 Case studies  
In this section some case studies that have been performed on data-driven condition based maintenance 

will be elaborated upon. First the INCASS project will be mentioned, after which some other examples from 

different industries will be illustrated.  

2.2.1.1 Maritime industry 

Only a few years ago a consortium of institutes and maritime companies was created especially for 

investigating and implementing a data-driven CBM method (Lazikis et al. (2016)). This project was called 

INCASS, which stands for Inspection Capabilities for Enhanced Ship Safety, and received funding from the 

European Union. However, while having overlapping goals with the project at hand, the results of the 

INCASS project are not entirely publically available, which limits the use of this project for the task at hand.  

The companies which participated in this consortium implemented several sensors onboard of their vessels, 

being vibration sensors for rotating parts, ultrasound sensors for leak detection, temperature monitoring 

for friction detection in unwanted places, and sensors which measure the electrical output of certain 

electric systems. This results in data acquisition in many different parts of the vessel, and is thought to 

provide a general idea of the state of the vessel as a whole. This data is then collected onboard (local), and 

can be used for emergency problem solving. However, this data is also transmitted to the main land (global), 

where it can be used for further analysis. This globally collected data can be particularly valuable for 

improving maintenance decisions, as it provides insights of the long term condition of the vessel. This two-

fold way of doing analysis is useful for the maritime companies and results in accurate estimates of the 

state of the vessel, however can at the same time be used for other analyses as well (Moreno et al. (2016)).  

The main insight gained from the articles that INCASS provides, is that the data-driven CBM is a feasible 

method to improve the maintenance decisions of a maritime company. It also shows that there is interest 

of other companies besides Damen in implementing data-driven processes, which underlines the 

importance for Damen for increased engagement in this domain.  

2.2.1.2 Other industries 

While the INCASS project was performed in the same industry as Damen operates in, there exist other 

examples of different industries. The overlapping part is that all those case studies tried to estimate the 

state of their vehicle based on data that measures the condition of a specific part of the vehicle.  

Some remarks can be made about the differences of the various case studies presented in the literature 

review. In contrast to the visual study on train axes from Lagnebäck (2007), did the experiments from Last 

et al. (2007), Ye et al. (2015) and Grantner et al. (2010) make use of sensors onboard of the vehicle. This is 

more like the problem at hand that is faced, however it does not degrade the value of the study on trains. 

They proved that it is possible to include visual sensors, and do an analysis on them to estimate the 

condition of the vehicle for condition monitoring, and ultimately maintenance planning. Last et al. proved 

that based on a database from sensors onboard, it is possible to create a prediction model for car (battery) 
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failure. They proposed a specific method that makes use of a multi-target info-fuzzy system to do so, and 

showed that it outperformed the current benchmark methods. The case study example of Ye et al. showed 

that also on airplane parts a suitable data-driven method could be found in order to optimize the 

maintenance schedules. However different the vehicles are that were being investigated in those articles, 

the basis is the same. There is a vehicle that is in need of condition monitoring, and sensors were used to 

generate data about that vehicle. This data is then used in order to estimate either the breakdown point, 

or the remaining useful life (which is in essence similar). The two papers based on military ground vehicles 

(Grantner et al. (2010) and Rabeno et al. (2009)) both strengthen the claim that onboard sensors are a 

suitable way to estimate the condition of a vehicle. These two methods focus more on the diagnosis phase 

of Peng et al. (2010), however could also be used for the prognosis and decision support phases. The 

important difference, for example, between the decision support phase and the method used by Rabeno 

et al. is that the decision support is not automated. This is still done manually, and could therefore be 

improved.  

These examples, including the INCASS project, show that there has been given a lot of attention to 

estimating the condition of vehicles not depending on the environment it operates in. Now the challenge 

for answering the research question at hand, lies in how to shift the results of those case studies to a ‘new’ 

environment. Based on the current literature and corresponding knowledge, there is enough information 

available to try to apply these methods to ships, as the underlying principles are still the same. However, as 

indicated by Peng et al. (2010) as well, there is not one best data-mining method available. These case 

studies above, all used different methods to come up with a prediction about the state, or the time to 

failure of the vehicles. In Peng et al.’s article an overview is presented of other case studies, and the 

methods that are used for tackling the problems at hand. These methods include, but are not limited to, 

various types of neural networks, Bayesian networks, Markov models, and fuzzy methods. Given that there 

is no consensus for the best method, this thesis will use different data analysis methods for the problem at 

hand, and then evaluate the results to see which method is favorable for the specific situation at hand.  

 

2.2.2 Data mining approach 
Besides real-life examples of applications of data-mining techniques for condition based maintenance, 

there are guidelines associated with doing a data analysis. The main methodology is the CRISP-DM method, 

as explained by Shearer (2000), and can be seen in Figure 3. CRISP-DM stands for Cross Industry Standard 

Process for Data Mining, and can be seen as a way of conducting data-analyses. 
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Figure 3: CRISP-DM Cycle as introduced by Shearer (2000) 

The CRISP-DM cycle consists of defined phases that should all be conducted in order to do a successful data 

analysis. All the phases are centered around the available data, and form a cycle which indicates that it is 

an iterative process, rather than a stepwise model. The first two phases, Business Understanding and Data 

Understanding, are associated with getting familiar with the environment the problem takes place in. A 

thorough understanding is needed about the business problem at hand, and the available data. The next 

phases concerns the Data Preparation phase, and takes typically a lot of time. Here the dataset will be 

prepared for further analysis by means of cleaning/outlier removing and bringing the data in the right 

format. If this is done successfully, the Modelling phase can start, which will build the actual (prediction) 

model. This (final) model needs to be evaluated, which is done in the Evaluation phase. This can have two 

outcomes: the model is good enough, or improvements need to be made. In this last case, the researcher 

moves back again to the business understanding phase. In the case that the model is good enough, there is 

moved on to the Deployment phase. This phase focuses on implementing the final model into the 

organization, in order to create value for the project.  

The CRISP-DM cycle is not the only methodology to conduct data-analyses, however it is used frequently. 

Peng et al. (2000) came up with three phases in order to build a prediction model (see Figure 4: 

- Diagnosis phase: focuses on identifying patterns in data from the past (link with CRISP-DM) 

- Prognosis phase: focuses on predicting the target variable 

- Decision support phase: focusses on automating the result of the prognosis phase in the 

organization.  

 

Figure 4:Three phases model of Peng et al. (2000) 

Diagnosis phase Prognosis phase
Decision support 

phase
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These two methodologies have strong parallels with another, where the CRISP-DM cycle is more extensive 

about the phases that have to be conducted before starting with the data analysis, i.e. the business 

understanding/preparation phase. Nonetheless, the two methods are complementary and therefore the 

combination of those two will be used for this thesis.  The last step of Peng et al. (2000) is however not 

implemented in this thesis, as it would be the final result, but decided is to focus on the diagnosis and 

prognosis phases.  

2.2.3 Data analysis  
Rokach et al. (2014) presented in their paper a taxonomy of data-mining paradigms. This taxonomy split 

the data-mining process into a prediction, and description part. It is clear that the current project focusses 

more on the prediction part, as it is trying to predict the alarms that are going to be raised by the alarm 

monitoring system. Rokach et al. further present some methods to complete this prediction task: Neural 

Networks, Bayesian Networks, Decision Trees, Support Vector machines, and Instance Based methods. This 

indicates the possible methodologies for the data-mining task at hand, as there is no one best method. This 

was also the conclusion from the case studies presented earlier, and this only strengthens that claim.  

Further, before the actual analysis, the data preparation phase has to be conducted. Various sources in the 

literature propose methods to deal with (parts of) this phase. For example, Peng et al. (2010) describe a 

method that gives a weight to the different sensors, in order to balance the input for the final model. This 

would reduce the impact of faulty sensors. A way to find faulty sensors was presented by Higger et al. (2013) 

and Xiao et al. (2007). They respectively used Neural Networks and Fuzzy sets, and a Markov chain to 

estimate whether a sensor provided wrong measurements such as outliers, or invalid values. A standard 

approach to identify outliers, is by looking at the value of each measurement, and evaluating whether that 

value is reasonable. This can be done by looking at the distribution of the measurements, and identify 

outliers using a standard deviation based cut-off score. Papadimitriou et al. (2003) further developed such 

method to identify outliers, which they define as points that are significantly different from its 

neighborhood. Their method is called the Local Correlation Integral (LOCI) method, and tries to take the 

surrounding points into account, by estimating the local and the global density of the point under 

inspection. If the point is too far off from its surrounding points, it is flagged as an outlier. This main benefit 

from this method is that it is able to handle a large number of variables at the same time, rather than having 

to do the same analysis for each variable.   

And finally, a prediction model will be created. As already stated before is there no best method in the 

current literature for this specific case at hand, therefore a comparison between several methods will be 

made. The data analysis methods of interest are: Classification Trees, Logistic Regression, and Neural 

Networks. These methods will be applied to the problem at hand, and there will be checked which method 

provides the best results, if any.  
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3. Methodology 
In order to start with the analysis, an important step that has to be taken is the data preparation phase as 

explained by the CRISP-DM model of Shearer (2000). The steps that he proposed are going to be followed 

through this document. The Data Understanding phase concerns the description of the datasets,  and the 

Business Understanding phase is briefly mentioned in the introduction. This section continues with 

elaborating on these steps, if needed, and otherwise it will move on the next step; Data Preparation. This 

chapter tries to answer the first two research sub-questions, starting with explaining what data is available 

for this analysis, followed by the steps that need to be taken to prepare the available data for further 

analysis. Next, after the data is prepared for further analyses, the experimental set-up will be discussed.  

3.1 Data preparation 
Raw data is often not immediately suitable for data analysis, therefore some data transformations have to 

take place. In this section, as well as a brief description of the data, the steps that need to be taken are 

discussed, amongst which are: outlier removal, dealing with missing values, and combining of datasets. 

After discussing those, the experiment designs will be presented, indicating which analyses will be carried 

out. It should be noted that during this chapter there will not be made use of all the dates available, 

however subsets are used to illustrate the methods used. Later in section 3.2 (experiment design) and 

onward, there will be made use of a more complete dataset instead of a diverse sample of days.  

3.1.1 Dataset description 
In order to answer this first research sub-question, a 

complete overview of different sources of data will be 

provided in this section. This section does not go into 

detail about the quality of the mentioned datasets, 

but will provide a general description of the type of 

dataset, and will discuss its key characteristics. First, 

the AIS dataset will be described, followed by the 

various vessel databases. After that, the alarm dataset 

will be described. See Figure 5 for a graphic 

representation of the various datasets. The three 

different datasets all contain information about the 

same vessel, and this information will be linked based 

on time with another. The alarm dataset is therefore 

the main dataset of interest, in combination with the 

five vessel datasets, to see whether those alarms can 

be predicted based on the content of the vessel dataset. The link between the AIS dataset and the alarm 

dataset is more generic, as the AIS data contains information about multiple vessels, and the alarm dataset 

is just for one vessel. The next step would be to see whether the insights gathered from the alarm data 

could be transferred to other vessels with same characteristics, which the AIS data could provide.  

3.1.1.1 AIS 

The first dataset that is available for this research is the AIS dataset. AIS is an abbreviation for Automated 

Identification System, and has as goal to document the position of vessels in real time (all about AIS, (2012)). 

According to that source, AIS is a simple concept to fuse “… dynamic and static data together to build up a 

live image of the surrounding marine environment.”. Each vessel can send out such signal, thereby 

Figure 5: Overview of different data sources 
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increasing the safety situation in the direct environment of the vessel. AIS is mandatory for vessels 

exceeding a certain weight (IMO (2017)), however other vessels can install AIS as well, thereby increasing 

the overall safety on water. These AIS signals can then be detected by surveillance technology. This can 

either be done by satellite tracking, or by antennas placed around the world. Satellite tracking provides 

global coverage, whereas the antenna tracking only provides updates when a vessel is within range of such 

antenna. Those antennas are linked together though, so that there can be made use of the data generated 

by all antennas, instead of just doing analyses based on one antenna. See Figure 6 from AIShub (2017) for 

an example of the coverage of AIS antennas in Europe. The red surfaces indicate areas where the AIS signals 

are detected by the antennas, which are depicted by the yellow (active) and red (inactive) dots. Active 

antennas capture the signals of the vessels, whereas inactive ones are (temporarily) out of order.  

There are of course costs associated with these two 

types of tracking, where satellite tracking is the more 

expensive alternative of the two. The antenna-based 

monitoring works via the principle of participating: if 

you place an antenna, thereby extending the 

network or its reliability, you get access to all the 

data, not only the data resulting from your own 

antenna. If a company does not want to place an 

antenna, there are various services available on the 

internet where you can pay to receive a subset of 

this data. Damen however, has chosen to extend the 

network by placing an antenna in Gorinchem. The 

raw AIS data is collected continuously, and stored on 

the AIS network. Finally once every month Damen 

queries, pre-processes, and stores the AIS data on a 

cloud storage server. The AIS dataset contains 

information about lots of vessels, however for the 

remainder of this thesis will be focused on just one ship.  

3.1.1.1.1 Characteristics AIS dataset 

The data that Damen stores on the cloud server contains 21 columns, representing the various 

variables/features. A complete overview on the different variables can be found in Appendix A. However, 

the most important variables are: 

- Unique identification number (mmsi number) 

- Date and time 

- Longitudinal and lateral coordinates 

- Speed- /course over ground 

- Heading 

These and more variables can be found in the AIS dataset. It is important to note that this dataset contains 

mostly static variables. Out of the 21 variables, only some of them change over time (coordinates, speed, 

…). The abovementioned variables are an example of those, with the exception of the mmsi number. These 

variables are of particular interest in this thesis, as those change over time, while the others do not. Lots of 

different values are available for these variables, and could therefore be useful for data analysis. Other 

Figure 6: AIS coverage in Europe 



12 
 

variables could change in theory, however are most of the time static. Draught is an example of this, as in 

theory this number will vary during the ships operational time, however in practice it appears that a ship 

has a same value for draught for a long time. Like draught, some variables have to be specified manually, 

and typically those contain some mistakes. Destination is another example of this.  

3.1.1.2 Vessel dataset 

The second source of data originates from a vessel itself. Damen has equipped one of their tugs of type 

Shoalbuster 3511 with sensors inside vital parts of the engines. For a detailed visualization of the engine 

and its sensors, see Appendix B.  

This results in multiple datasets concerning this specific vessel, as those different engines store data in 

separate databases. Luckily, those databases have a lot of similarities with another. The five types of engines 

are the following: 

 

- Main Engine Port Side 

- Main Engine Starboard   

- Generator Port Side  

- Generator Starboard  

- FiFi auxiliary engine  

 

In Figure 7 the two blue (1) shades correspond to the main engines, the two red (2) shades depict the 

generators, and the green (3) shade denotes the FiFi engine. Each of those engines has its own dataset, 

with different entries for each day (if an engine has not run on a certain day, no dataset is stored). Each 

dataset concerns thus one of those engines, on one given day. In a later phase, those different days will be 

joined together, and eventually the different engine types could also be added together. In the next 

subsections, some general characteristics of these different datasets will be discussed, starting with the 

main engines, then the generators, and lastly the FiFi engine.  

3.1.1.2.1 Characteristics main engine datasets  

First, there are two main engines on board of the Shoalbuster 3511; one on the port side (PS), and one on 

the starboard (SB) side of the vessel. Each main engines’ primary task is to provide power for one propeller 

of the propulsion system of the vessel. Those engines typically operate at the same time, however counter 

examples can be found in the datasets. This inconsistency can have several causes, for example data loss of 

(one of the) datasets, or a critical failure of one of the engines. Although there are in theory two datasets 

for two different engines, the structures of the datasets are similar. Both datasets measure the same 

variables, and assumed is that both datasets have similar values for those variables. Regardless, those 

datasets have 60 variables mostly concerning parts of the engines. Examples are given below, and in also 

visible in Figure 8: 

- Engine Oil Level 

- Engine Oil Temperature 

- Intake Manifold Pressure 

- Engine Exhaust Gas Port 1 Temperature 

Figure 7: Vessel layout 
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Figure 8: Overview of engine and some of its sensors 

For a complete overview of the variables in this dataset, the reader is referred to Appendix C. Descriptions 

of those variables can be found there, as well as an indication of what (range of) values those variables can 

typically take.  

3.1.1.2.2 Characteristics generator datasets 

Similar to the main engines, this tug boat also has two generators. The primary task of the generators is to 

create electrical energy, which is to be used by the rest of the ship. These generators typically operate only 

one at a time. This can be seen in the datasets as well, (almost) no dates occur in which both generators 

have generated data. Due to the structure and the functional aspects, the main engines and generators 

have more or less the same variables in the datasets. However, only a subset of 35 variables of the main 

engines is present in the generator datasets. Nonetheless, an overview of the variables occurring in this set 

and the range of values that occur can be found in Appendix D.  

3.1.1.2.3 Characteristics FiFi dataset 

The last dataset that is associated to a specific engine is the FiFi dataset. FiFi stands for Fire Fighting, but is 

not only focused on this task. The FiFi engine is an auxiliary engine that is used on board for various tasks. 

Firefighting is one of them, but basically this engine provides power for other hydraulic services such as an 

optional onboard crane, which can be used for various purposes. This Shoalbuster has two cranes onboard, 

a small one, and a bigger one for larger operations. In contrast to the main engines and the generators, 

there is only one FiFi engine onboard. Again, there are no new variables, however a subset of the variables 

that the main engines use. Like the other datasets, a variable description and a range of occurring values 

can be found in Appendix E.  
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3.1.1.3 Fault dataset 

This dataset keeps track of the alarms that are generated on board of the vessel. The AMS data (Alarm 

Monitoring System) is used on board as well, as urgent alarms are visible to the operating employees at the 

bridge of the vessel (by warning lights, similar to a car). However, not all alarms are transmitted to the 

bridge, some are deemed not urgent enough, and are just stored in a database.  

3.1.1.3.1 Characteristics fault dataset 

This dataset is not so extensive as the aforementioned ones, it only contains 13 variables. Like the vessel 

datasets, there is a new data file for each day, resulting in an only increasing number of data files. The data 

files itself are very small. Typically with only few ‘failures’ per day, which can be found in the rows of the 

data files (0-10 rows per day). This limited amount of rows is in huge contrast with the other databases, as 

those typically have lots of rows per day (>3000). This is also the main reason for the uncertainty in whether 

this data is useful for further analysis, as those problems occur to less frequently and this data is stored only 

from February 2017 onwards. For an overview of the different variables, see Appendix F. 

3.1.2 Dataset availability 

The datasets mentioned in the previous section are not available every day. In fact, it is rare that there is a 

day where each dataset has an entry. The availability of the datasets is visualized in Figure 9 and Figure 10.  
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Figure 9: Dataset availability 

0 1 2 3 4 5 6 7 8

03/11/2016

10/11/2016

17/11/2016

24/11/2016

01/12/2016

08/12/2016

15/12/2016

22/12/2016

29/12/2016

05/01/2017

12/01/2017

19/01/2017

26/01/2017

02/02/2017

09/02/2017

16/02/2017

23/02/2017

02/03/2017

09/03/2017

16/03/2017

23/03/2017

30/03/2017

06/04/2017

13/04/2017

20/04/2017

27/04/2017

04/05/2017

11/05/2017

18/05/2017

25/05/2017

01/06/2017

08/06/2017

15/06/2017

22/06/2017

29/06/2017

Data Availability 

AIS ME PS ME SB G PS G SB FiFi Fault



16 
 

The legend entries correspond respectively to the AIS dataset (AIS), Main Engine Port Side (ME PS), Main 

Engine Starboard (ME SB), Generator Port Side (G PS), Generator Starboard (G SB), FiFi engine (FiFi), and 

the fault dataset (Fault). The length of the bars does not matter, it is just an indication whether at least one 

data entry is present on that dataset on that date. A tabular representation of the same data is also 

available, however not included in this document due to the size of the table.  

Is it clearly visible that not all datasets are available on all days (in combination with Figure 10), otherwise 

the whole graph would be filled in. It is interesting to see that there is a gap in the data somewhere around 

October 2016, resulting in no data entries at all. Concerning the AIS data, this could be due to being out of 

range of the AIS antennas, however it is at least surprising that there is also no vessel data. 

Moreover, one can see that the AIS data is the most frequently occurring one of the lot. This makes sense, 

since the AIS signal is sent out always, not only when the ship is moving. The vessel datasets start generating 

data when the engines are running, so on days that the particular engine is not running, there is no dataset 

for that day for that engine (indicated by the white gaps). It is also interesting to see that the two main 

engines and the two generators are not always running at the same time. It can be the case that only one 

generator is running, and the other is not. This is often done when not much power is needed, and one 

generator is enough to provide power. Another thing to mention is the scarcity of the fault dataset data. 

This was expected, but it is clearly visible in Figure 9 that this data is only available since around the end of 

February 2017. This data will be the focus area of this thesis, so it will be tried to acquire more of this data 

from the past. However, the current trend seems promising (for the purpose of the analysis), since faults 

are reported on an almost daily basis.  

Furthermore, when possible, the vessel uses both main engines to move. The figure clearly shows that this 

is not always the case, as there are entries which show that only one main engine is turned on. This could 

be due to the fact that letting it run for some time prevents the condition of the engine getting worse. 

Figure 10 below is a summarization of Figure 9, as it shows the sum of the datasets per day. As can be seen, 

only on one day all different data sources had an entry. 6 entries per day happens sporadically, and most 

of the days have at least 2 entries per day (typically AIS and another source). 

 

Figure 10: Number of datasets available 
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3.1.3 Outlier removal process 
Now that it is known which data is available, the next step is to increase the quality of the datasets. The 

importance of this is outlined in section 2.2.3, and therefore it is tried to remove possible outliers in the 

datasets. Outliers are defined by Papadimitriou et al. (2003) as points that are significantly different from 

their neighborhood, and can be detrimental to the performance of the final model. This process was started 

by trying to remove outliers for a combined Main Engine PS dataset of four diverse days. The first step was 

to eliminate negative values for some variables (see Appendix I for the selection of variables). The input for 

this resulted from domain knowledge, as it is known by field engineers that certain negative values could 

not occur (for example, negative temperatures of exhaust ports). For these variables, the rows containing 

a negative value were removed. This step was done before any of the other steps described in this section, 

and is therefore not a variable during the various tests that are carried out in this section. Multiple methods 

exist for identifying outliers, of which 3 will be tested in this section. There is started with removing data 

entries by standard deviation flagging, next the LOCI method, that came up out of the literature study, is 

tested, and finally a combination of both methods is proposed.   

3.1.3.1 Standard deviation flagging 

If the data follows a normal distribution, outliers can be defined as points that lie more than 3 standard 

deviations from the mean, since the probability for that is quite low (p(x)<1%). Naturally, this asks for tests 

to check whether the variables follow a normal distribution, in order to use this. Decided is to check whether 

the variables from the main engine port side dataset follow a normal distribution. For demonstration 

purposes, there has only been made use of a dataset containing four days, however, this should be done 

for all the data available if this is a useful method. The datasets that are currently used are the Main Engine 

Port Side data entries on 10-09-2016, 09-02-2017, 17-02-2017, and 27-02-2017. From September 2016 to 

February 2017 the dataset slightly changed in terms of recorded features, so decided is to include 52 

variables that are included in each dataset. For an overview of the included variables, see Appendix G. It is 

assumed that this diverse data sample is representative for other days as well.  

Since most of the programming for this project is done in the statistical 

programming language R (see the R foundation (2017)), there is made use of 

the fitdistrplus package in R (Delignette-Muller (2009)) to check whether the 

variables follow a normal distribution. This package is an extension to the 

standard R functions in such way that this package includes a function that 

tries to fit a certain distribution to an array of numbers. It returns some 

evaluation criteria, and based on those, the researcher can decide which 

distribution fits best. It is decided to evaluate not only the normal distribution fit, however other 

distributions as well. If a different distribution fits significantly better, then that is a valuable insight as well. 

Therefore, all continuous distributions supported by R are tried to be fitted, as the measured variables 

typically take continuous values. The distributions are:  

- Gamma distribution 

- Exponential distribution 

- Logistic distribution 

- Lognormal distribution 

- Normal distribution 

- Uniform distribution 

- Weibull distribution 

Figure 11: R logo 
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Moreover, some variables contain values that are not suitable for distribution fitting. For example, the 

variable Engine Total Hours’ is an only increasing variable. Another example is a variable for which less than 

50 entries were available. Fitting a probability distribution is not relevant in these cases, and is therefore 

not performed, as can be seen in Appendix G. The different fits are evaluated against two criteria: the AIC 

(Akaike’s Information Criterion) and the BIC (Bayesian Information Criterion) value. Kamo et al. (2013) used 

an improved version of the AIC statistic because the AIC value can be sensible to the size of the dataset, if 

the dataset is small. This is not needed for the sensor data, as it concerns a large dataset, so the original AIC 

is still a good measure to evaluate multiple fits. In combination with the AIC statistic, the BIC is also taken 

into account. This statistic is closely related to the AIC, however takes the likelihood function more into 

account, as it uses Bayes conditional probability. Distribution selection is done by picking the lowest value 

for AIC, and then checking whether this is also the case for the BIC value. Only when both measures resulted 

into the same preferred distribution and its parameters, this distribution was listed. This was the case for 

all variables. For an overview of the best fitted distribution per variable, see Appendix G.  

After evaluating the fitted distributions, it became clear that not all the variables are normally distributed, 

approximately 37% is. Due to this property, it was decided to not use the proposed 3 standard deviations 

as the cut-off (this would have resulted in a removal of approximately 46% of the dataset). The impact of 

changing the cut-off score is visualized in Table 1.  

Table 1: Outlier removal by standard deviation on 4 main engine PS datasets (nrow=5203) 

Number of standard deviations from mean Number of outliers Number of unique rows 

+/- 2 1332 351 

+/- 3 280 68 

+/- 4 201 39 

+/- 5 170 20 

+/- 6 154 14 

+/- 7 114 21 

+/- 8 91 20 

+/- 9 84 14 

 

Data points will only be removed if there is just one row index present indicating that this index is an outlier 

(‘unique row). As can be seen in Table 1, both 5 and 8 standard deviations will result in a final number of 

20 unique outliers, decided is to go with the 8 standard deviation version, as that increases the confidence 

of the point being an outlier more. One would expect a decreasing trend in both columns, however the fact 

that the third column of Table 1 does not is explainable. This is due to that the difference in the number of 

outliers between 6 and 7 sigma is a decrease of 40. These 40 points are excluded, and as a result, 7 more 

rows have been removed, as before they had at least 2 entries for a row (thus not being removed), and now 

with 7 sigma, there is only 1 entry for that row (thus being unique, and being removed).  

The data is not always normally distributed, and this high cut-off of 8 will identify most of the outlying points 

correctly. If the cut-off is at 5 standard deviations, the number of non-unique outliers is significantly (almost 

2 times) higher than with a cut-off of 8. This increases the probability that a particular outlying point will be 

included in the analysis because the occurrence of another ‘outlying’ point in another variable.  
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It is therefore decided to go with the cut-off at 8 standard deviations. This will result into a removal of 

approx. 0.4% of the dataset. Note that the script identified outliers per variable. This resulted in a number 

of row indices corresponding to that outlier value for each variable. The last column of Table 1 only depicts 

the number of unique indices that resulted from this analysis. The thought behind this, is that when an 

index gives an outlier value for multiple variables, probably some event happened with the engine, instead 

of being an incorrect measurement. Therefore, only the unique row indices will be removed. This is done 

since it is not known whether or how the sensors influence each other, or that a value from one sensor can 

be used to create another variable in the dataset.  

The removal of the row is one option to exclude the point from data analysis. Another option could be to 

replace the outlier value with the mean for that specific variable. However, there is no particular good 

reason to do this, other than that the remaining data points could still be used for further analysis. Other 

than that, there is no reason for replacing it by the mean, as that is just another value that the variable 

could take. Therefore, decided is to remove the entire row, to improve the quality of the dataset.  

For more detailed results of this standard deviation flagging method, see appendix H.1 . 

3.1.3.2 LOCI 

In contrast to using a standard deviation based approach for outlier flagging, the original idea was to 

perform a LOCI (Local Correlation Integral) analysis, as proposed by Papadimitriou et al. (2003). However, 

after some experimenting with this on a small subset of a main engine dataset, it was decided not to use 

this method. The testing of the LOCI method was done with an extension of the standard R library. There 

was made use of a package called SMLoutliers created by Jain et al. (2017). This package adopted the 

method as presented in the paper of Papadimitriou et al. (2003), and transformed it into an R function. The 

algorithm is visualized in Figure 12, and makes use of the surrounding points to determine whether the 

point under inspection is an outlier or not. For each points, there will be looked at the surrounding points 

within distance r. The local density will be computed, and checked whether the value of the point is too far 

off from the value of its neighboring points.  

 

Figure 12: Overview of LOCI algorithm 
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There are several reasons for not using the LOCI method after evaluating the results:  

- The LOCI method took more than 40 times the amount of time that the standard deviation method 

took to be completed. The tests were carried out on a subset (i.e. one day), and not all 60 variables 

from the main engine were included. Decided was to focus on the Exhaust Gas Ports 1-16, due to 

the completeness of those variables. For flagging outliers on this small dataset (approx. 2000 rows 

x 16 columns), the LOCI algorithm needed significantly more time than the previous algorithm. In 

addition to this, the difference in computation time was increasing exponentially when more rows 

or variables were included.   

- Another disadvantage of this method, and the reason why the testing was done on these variables, 

is that the LOCI method requires every row to be complete. In other words, no missing (‘NA’) values 

are allowed to occur. This is not a realistic requirement for the datasets that are available for this 

research. Testing with the LOCI method was thus done after removing the rows with at least one 

‘NA’  value in the exhaust variables. This resulted in a not so large removal of rows, as those 

variables have data entries almost everywhere. However, if one looks at other variables, outside 

the testing range, one can easily see that this is not the case for every variable.  

- And finally, after the tests were carried out on the subset, the results from the LOCI method were 

good; it correctly identified outliers. However, checks on standard deviations identified the exact 

same outliers, only in a fraction of the time used by the LOCI method. In other words, the LOCI 

method did not outperform the standard deviation method, which was not in line with 

expectations. This, in combination with the computation time, led to the decision to not use the 

LOCI method.  

3.1.3.3 Relative difference 

After considering the standard deviation flagging as the way to remove outliers, the in-depth case study 

presented in section H.1 , showed that some undesirable effects occurred. The main problem concerned 

the removal of points in-between the warm-up period and the steady state phase of the main engine. As 

stated earlier, the very first data entries were kept in the data set, but some intermediate data entries were 

removed. This resulted in 10 rows of data that were wrongfully removed from further analysis. This is 

acceptable, as those points do not have a large influence on the dataset as a whole, but keeping further 

expansion in mind, there had to be found a way to deal with this issue.  

The proposed methodology is a hybrid approach between the standard deviation method, and the LOCI 

method. The standard deviation method classifies a point as an outlier if it is a certain range (8 standard 

deviations) off from the mean of that variable. This could result in removal of a series of very high data 

points that are quite far off from the mean. These data points do, however, not necessarily have to be 

outliers, but can be correct measurements. Certainly when not just one point is off, but multiple data points 

in a row take a high value, there are doubts whether these are true outliers. The LOCI method solved a 

similar issue by looking at the points surrounding the point under investigation. That is what this proposed 

relative increase method also aims to do. Instead of looking at the data point as a standalone point, the 

algorithm will also check its direct neighbors, to see whether the point is an outlier or not. The data point 

just before, and just after the point of inspection are checked whether there is a surprisingly high increase 

of decrease present (difference of more than the mean of the respective variable). Only if there is such a 

difference for both neighboring points, the point under inspection will be flagged as an outlier. This 

approach is still valid as multiple datasets are combined to one larger dataset. The last data entry of dataset 

A is probably somewhat different than the first entry of dataset B. However, due to the check of both points 
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surrounding the point under inspection, it is always the case that there is at least a single data point from 

its original dataset present. This will benefit the reliability of this validation, as via this condition only data 

points will be removed that are outliers and have a small time between the point before, and after it. For 

an example of this relative difference approach see Table 2. 

Table 2: Example of Relative Difference method 

id dateTime Engine 
Intercooler 
Temperature 
(degC) 

Percent 
Load at 
Current 
Speed 
(rpm) 

Fuel  
Delivery 
Pressure 
(kPa) 

Engine oil 
Filter 
differential 
Pressure 
(kPa) 

Engine 
Oil 
Pressure 
(kPa) 

Crankcase 
Pressure 
(kPa) 

1855 10/09/2016 12:51:30 23 44 356 59.5 380 0 

1856 10/09/2016 12:51:35 23 43 356 60 380 0 

1857 10/09/2016 12:51:40 23 43 356 60 380 0 

1858 10/09/2016 12:51:45 23 43 356 59 380 0 

1859 10/09/2016 12:51:50 23 44 356 59 584 -1695 

1860 10/09/2016 12:51:55 23 44 356 59 380 0 

1861 10/09/2016 12:52:00 23 44 356 59 380 0 

1862 10/09/2016 12:52:05 23 45 356 60 380 0 

 

It is easy to see that data point 1859 has a different value for the last variable in this subset, compared with 

its surrounding points. What is not visible in this subset, is the mean associated with the Crankcase Pressure 

variable, however this is typically very small, and close to zero. Data points 1858 and 1860 have a ‘normal’ 

value for this variable, and therefore data point number 1859 is identified as an outlier, as the difference 

between the point right in front, and behind it is very large. What is also interesting to mention in this 

particular example, is the odd value of the previous variable, the Engine Oil Pressure. As shown, it takes the 

value 584, where 380 seems normal. However, the difference between 584 and 380 is not large enough to 

identify it as an outlier. In other words, this data entry is still deemed correct by this method. Nonetheless, 

the data point will be removed anyway, as it is decided to remove the entire row of a point that is classified 

as an outlier. Since the Crankcase Pressure is identified as such, the entire row with ID 1859 will be removed.  

As this is a different way to identify outliers, it gives different results than the standard deviation method. 

However, this method results in almost the same number of outliers on the same dataset. 21 unique outliers 

are identified by this method, versus 20 by the other method. As stated before, these outlier sets do have 

overlapping entries, but have also indices which are different. A similar study on the identity of those 

outliers is done as is performed in appendix H.1 .  

 

3.1.3.4 Result 

After applying the relative difference method mentioned above, the following results were obtained, 

depicted in Table 3 and Table 4. Concerning Table 3, the first column mentions the specific engine, followed 

by the second column which contains the datasets that were used for this analysis. It is decided not to 

validate these methods with all the data available, due to the scalability of the process. It is therefore tried 

to include at least some recent datasets, and at least one dataset from 2016. Next, it is shown how many 

rows the initial dataset had before the outlying removal procedure was started. Further, the columns ‘rows 

after negativity checks’ and ‘rows after outlier removal’ show how many rows there are left of the original 
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dataset, after applying the two checks. The first validation is the non-negativity validation, and is based on 

expert knowledge. Certain variables can simply not take a negative value, so if there is one, it is a faulty 

measurement. The specific variables can be found in  Appendix I. Next, the outlier removing process is 

followed by the relative difference method, as described in section 3.1.3.3.  

A further investigation into the removals showed that a lot of the negativity check removals were due to 

one sensor. This sensor concerned the Fuel Temperature of the main engines, and transmitted only 

negative values. This is a sign that this sensor is not working properly, and should be checked. The Turbo 

Oil Temperature sensor depicts also odd measurements. In both main engine datasets resulted this in 

removal of approximately 30 data points, which is a significant amount of occurrences, compared to the 

amount of negative values of other variables (typically none). Furthermore, the Engine Oil Temperature 

resulted also in a removal of a significant amount of rows (approx. 1500 in the generator SB dataset). This 

is also an indication that there is something wrong with that sensor, at least at that specific day.  

Finally, the relative difference check resulted in each dataset for removal of variables, except for the (small) 

FiFi dataset. The amount of rows that was deleted due to this validation is insignificant, and as indicated by 

the in-depth studies, mostly correct. The main supplier of outliers is the Percent Load At Current Speed 

(PLACS) variable. This variable is highly fluctuating, and therefore probably flagged as outlier if the jump 

was big enough, which occurred a couple of times. It is advised to take extra care when checking that 

variable with this method, and maybe use a different threshold.  

Table 3: Outlier removal result per step 

 

 

Dates Rows after 
merging 

Rows after 
negativity checks 

Rows after 
outlier removal 

main 
engine SB 

1/12/2016, 09/02/2017, 
23/03/2017,25/03/2017 

7230 6996 6963 

main 
engine PS 

10/09/2016,09/02/2017, 
17/02/2017, 27/02/2017 

5211 4640 4618 

generator 
SB 

21/09/2016,29/01/2017, 
10/02/2017,19/03/2017 

13345 11886 11838 

generator 
PS 

12/11/2016,22/01/2017, 
29/02/2017,29/03/2017 

9439 9439 9429 

FiFi 
engine 

15/11/2016,16/01/2017, 
08/02/2017,21/03/2017 

349 175 175 
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Table 4: Outlier removal absolute numbers 

 

 

Dates Rows after 
merging 

Negativity 
removals  

Outlier 
removals 

main 
engine SB 

1/12/2016, 09/02/2017, 23/03/2017, 
25/03/2017 

7230 234 33 

main 
engine PS 

10/09/2016,09/02/2017, 
17/02/2017, 27/02/2017 

5211 571 22 

generator 
SB 

21/09/2016,29/01/2017, 
10/02/2017,19/03/2017 

13345 1459 48 

generator 
PS 

12/11/2016,22/01/2017, 
29/02/2017,29/03/2017 

9439 0 10 

FiFi engine 15/11/2016,16/01/2017, 
08/02/2017,21/03/2017 

349 174 0 

 

All in all, after this data preparation phase, there has been a removal of rows. The difference between 

column 3 and 5 of Table 3 indicated the removal of rows from the datasets. In most cases it may seem that 

a relatively large amount of rows is removed (for example approx. 300 rows from the Main Engine SB 

dataset), however this representation is a bit flawed. The majority of those removals occur due to the 

negativity checks, based on expert knowledge. After inspection, it was learned that these occurred due to 

faulty sensor measurements. Most of those negative measurements occurred in a sequence, indicating that 

a sensor transmitted wrong values over time, and that it is not a stand-alone error. These removed rows 

were wrong measurements with a high certainty, and it is therefore only benefitting further analyses that 

those were removed. The remaining removed rows were due to the outlier tests on relative increases, and 

those tests did not remove many points. In all cases this amount was lower than 1% of the number of rows 

after the negativity tests. This is acceptable, as it is (mostly) a small amount of rows that is removed, and it 

is expected that it therefore not will result in a negative effect on the quality of the datasets. On the 

contrary, it is expected that these removals will improve the quality of the dataset. 

3.1.4 NA values 
Another important part of the data preparation phase in this case, is how to deal with missing values. As 

stated before, removing all rows with a missing value in it is not possible as that would result in a dataset 

containing no, or very little, records. Most of those missing values (represented by ‘NA’ in R) are created by 

the different sampling rates that the different sensors have. Only on rare occasions it happens that a missing 

value occurs where one would expect a valid data point. Since the dataset without outliers still contains 

lots of NA values (approx. 45%), a good method to complete the dataset has to be found. In general, there 

are two options: either fill in the NA values with some value, or aggregate multiple data rows to a single 

row, by taking the mean (or different operator) of the measured variables for that new data row (e.g. 

aggregating the data on minute level, rather than seconds).  
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3.1.4.1 Replacing NA values 

Four different approaches in replacing the NA values were identified. Those methods all look at variables 

separately, and therefore go through the dataset column by column, replacing the values one at a time. 

The following approaches were identified: 

- Replacing the missing value with the closest known value: the script identifies the non-NA indices, 

and checks for every NA value that it occurs which is the closest index that has a non-NA value and 

replaces the particular NA value with that value.  

- Replacing the missing value with the mean: the script computes the mean of the variable, without 

taking the NA’s into account, and then replacing every NA value it occurs with that mean.  

- Replacing the missing value with the median: this approach is like replacing with the mean, but 

then it replaces it with the median instead.  

- Replacing the missing value with a value generated by a linear model between the two previous 

measurements.  

There is little consensus about which approach is best in this case, therefore it is checked how the 

distribution of the data changes with every approach. In order to visualize the differences, boxplots and 

histograms are plotted, which try to give a rough idea of the dataset. In Figure 13 the boxplots are shown 

for each approach. The leftmost column is the original dataset, without taking the NA values into account. 

The total number of NA values is 781 in this variable, which contributes to approx. 16% of the dataset. In 

blue, the original data points are plotted, only for the ‘normal’  column. The black points in the other 

columns are the result of the boxplots, those were not manually added (‘outliers’). One can clearly see that 

for this variable (Exhaust Gas Port 16 Temperature) the data points are very dispersed. Either the points 

have high values (around 420), or have low values (around 100). 

 

Figure 13: Example boxplot with 3 different ways to deal with NA on full dataset (n = approx. 5000) 

original 
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The differences between three methods can be seen in Figure 13, the fourth (linear model) has the same 

distribution as the closest value method. The first thing to notice, is that none of the approaches closely 

mimics the original boxplot. The most similar in terms of shape, is the replacing with mean method. 

However, this mean is in fact a value that did not occur before. This is also the case when calculating the 

expected number of eyes in a dice throw (3.5), when in fact that number is not possible to be thrown. In 

this current problem the mean could occur as valid measurement, however by chance it did not. It seems 

not right to pick this method, however the alternatives have some flaws as well. The replacing with the 

median method does not have the issue of replacing it with a value that did not occur. However, with the 

median method a lot of the same data points were added (781 times ‘417’ as value). This does not 

necessarily has to be a bad influence, but should be carefully checked. A better way is to replace it with the 

closest value. The data distribution is more or less the same as with the median approach, but does not 

switch every NA value with the same value, however looks at the closest value in time to switch it with. In 

practice, this works well when there are just a few missing values for an array, as trends are preserved.   

Another figure indicating the distribution of the data, is a histogram. The histogram of the same resulting 

datasets are shown in Figure 14. The same trends are visible as in the boxplots. There is a new peak visible 

in the replacing with mean method. This is simply due to the fact that a lot of new data points are added 

with that value. The other methods show a large similarity with another, as the newly added data points lie 

in the same intervals as the majority already was.  

 

Figure 14: Example histogram with 4 different ways to deal with NA on original dataset (n = approx.. 5000)  

These comparisons however are a bit misleading, as a large consecutive part of the dataset contains no 

value for this variable. The first 750 values are not there, resulting in a significant portion of the  dataset 

changed in a row. This is in particular undermining the closest value replacement method, as the first value 
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for all those points is data point 751. This has the effect that most of the NA values are replaced with the 

same value as well, for this method. Due to this, another analysis is done, omitting the first 750 rows of the 

dataset. This results in a total of only 16 values to be changed, which is barely visible in the corresponding 

boxplots and histograms.  

Based on this, these methods show no significant differences, so the conclusion has to be based on the 

analysis when there was a large number of NA values present. Based on the results of that analysis, the best 

approach is to change the NA values with the nearest known value. This approach is better than replacing 

it with the median, as when the dataset grows (and contains more consecutive phases of NA values), it is 

better to not replace them with a single value, as this would result in a skewed dataset.  

3.1.4.2 Aggregating time 

Another alternative for removing, or reducing, NA values, is to create time intervals, rather than every 

second a new entry. This way, one could summarize the data generated in such interval, and represent that 

in only a single row of data instead of 60 for example. This is done by creating one entry per minute, or per 

hour, for the entire dataset. If an interval contains multiple entries, then those entries are summarized by 

taking the mean/max/min of every interval for that value. Those summarized results can be seen in Figure 

15, below. 

 

Figure 15: Boxplots normal versus time interval situation 

The left boxplot shows the original data again, and the right plots are the new datasets. It is easy to see that 

the mean and min plots have a lower maximum than the other plots. This is perfectly explainable by the 

nature of the transformation each plot underwent. It leads to the removal of some (high) values. This is 

dangerous, as such values are typically the ones that are of interest for this analysis, however it is 

noteworthy that the rest of the distribution does not change much, in most cases. Only in cases where such 

different value is present (Engine Exhaust Gas Port 14 for example), is a clear change visible. Due to this 

method, NA values still occur, but in the plots this makes little difference. Both the plots including the NA 

original 
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values and without the NA values show a lot of similarities. This provides confidence for this data 

aggregation task. The various options however do not show a preferred approach. One could argue that 

the max-approach is most like the original distribution, however this approach does not take into account 

the lower boundary of the variable. In other plots of the exhaust gas ports is no clear best approach visible, 

as only this variable (port 14) has remarkably high values. There are by coincidence no plots with extremely 

low variables, so it would be not fair to disregard the min-option as a good one. For certain variables a high 

value is not desirable, but a low value can be as undesirable.   

In general however, it is arguably the best option to go with this approach by taking the mean of the interval. 

This way, every data entry in the interval will have an influence, rather than just the highest/lowest value. 

The mean of an interval will preserve any trend, if present, the best compared to the others. For example, 

if during some interval there is a high temperature, the mean of this specific interval will be higher than a 

regular interval. This is of course also the case with the max- (and the min-) approach, but the mean will 

preserve the trend better. Regardless, all of the described methods are suitable for reducing the dataset. 

In all cases, the original dataset was reduced from approx. 4500 rows to approx. 750 (reduction of 83%), 

while keeping approximately the same distribution. This is an important result, because if decided is to 

decrease the size of the dataset, this is a direction that should be explored. 

3.1.5 Sensor mode 
Like the missing values and outliers, another characteristic of these datasets is the different sampling rate 

of the variables. Some variables measure every 30 seconds, others sample every hour. However, the 

sampling frequency of the same variable tends to change over time as well. Most sensors have an increased 

sampling rate during the first 5 minutes after the engine was started, or when an ‘event’ happened. The 

theoretical sampling rates for each mode are available, so those are used to create an overview of the actual 

operating modes of the sensors. For example, if a sensor’s normal sampling rate is every 30 seconds, during 

warming-up 5 seconds, and during event mode every 1 second, intervals were created to check in which 

mode such sensor was. The exact numbers were not used but rather close intervals. There was looked at 

the current data point and the previous data point, and checked which mode corresponded to that interval. 

For example, If data point k was taken 29 seconds after data point k-1, then it can be assumed that the 

operating mode was normal. This is done this way for most of the variables, typically taking a range around 

an exact number, such as 4-6 seconds when the sampling rate is every 5 seconds. If a data point did not lie 

within such interval, it was not labeled, and thus visible as residual in the figures below. Figure 39 in 

Appendix J depicts all the variables from the Main Engine Port Side dataset of the four days that are already 

used before. That figure did not present a clear overview, as typically there are groups of variables that 

have the same sensor rate, and those are not together in the dataset. Therefore, some figures are shown 

below with a subset of the variables.  
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In Figure 16 above, the behavior of the 16 exhaust gas ports is shown. Those are put together in one figure, 

as those show similar behavior. This is positive as they should behave similar as their sampling rates follow 

the same rules. It is surprising at first to see that the normal sampling time is only a small portion of the 

time, however it makes more sense as one thinks of the time interval that this represents, rather than the 

percentage of measurements. This Figure 16 shows that around 10 percent of the data samples from these 

variables occur during the normal mode. A significant part of the data points originate from the warm-up 

period of the engine. These are the first 5 minutes after the engine is turned on. The 5 minute period may 

be a bit large, as was shown in appendix H.1 . While checking for outliers, only 20 measurements are clearly 

associated with this period by having significantly lower values.  

Furthermore, it is also visible that a large part of the data points were obtained during event mode. Again, 

it is a proportion of the data, so this does not mean that the engine is in event mode for 25% of the day, 

however it gives an indication where the available data comes from. And finally, only a small number of 

observations could not be classified in any mode. In this case, that means that the data points were not 

within 1 second, 4-6 seconds, or 58-62 seconds from its previous observation.  

Figure 16: Percentage of measurements per model first set variables (Exhaust gas ports 1-16, n = approx. 4000) 
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Figure 17: Percentage of measurements per mode for second set of variables (n = approx. 3500) 

Figure 17 is based on a second set of variables (see Appendix J for which exactly). In contrast to Figure 16 

does this figure not have a distinction between the warm-up period and the event mode. Both sampling 

rates of those modes are identical, so it is not possible to retrieve in which mode the sensors were. 

Nonetheless, most of the variables in this category depict the same structure, apart from two variables. The 

Transmission Oil Level has more measurements percentwise during the normal mode than the other 

variables. This could however be explained by the data cleaning step, by removing negative values. This 

variable has a lot of invalid measurements, so that why it deviates from this figure slightly. However, 

compared to the previous figure, this figure does have more unclassifiable measurements in it, percentage-

wise. The same situation also exists for the fuel temperature variable; some measurements were deleted 

during the cleaning phase, which influenced the overall distribution.  

All in all, it varies greatly how accurate/useful the results are of the mode classification, depending on the 

variables. For the first set, it is possible to classify the operating mode quite accurate, however the second 

set already proved some difficulties. If two operating modes have a similar sampling rate, the usefulness 

decreases. This result is not explored any further in this thesis, but could be included in future research. 

Finally, the detailed results, remaining figures, and the exact number of occurrences are shown in Appendix 

J. There the results of each individual sensor can be found, in combination with the number, on which the 

figures are based.  

3.1.6 Combining datasets 
Now after the data is preprocessed according to the previous chapters, the alarms have to be linked with 

the respective datasets. For this preliminary analysis, there is made use of the data gathered between May 

4th and 8th 2017, as section 3.1.2 indicated that data is available from multiple engines during this period. 

The algorithm first matches the engine type to the alarm type. This is done by using keywords in the alarms 

description and the alarm number, for example: if an alarm description has both the keywords ‘generator’ 

and ‘PS’ in it, the alarm corresponds to the generator on the portside of the vessel, and is therefore linked 
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with that dataset. Likewise, a description with ‘main’  and ‘PS’  is linked to the main engine on the portside 

of the vessel. This way is convenient for linking the alarms to the relevant dataset, as it makes no sense to 

match an alarm with description ‘Main Engine SB - DCU-410 common alarm from DCU-410’, to a generator 

dataset. Probably the issue is somewhere to be found in the Main Engine SB dataset. This method of 

matching the alarms with the corresponding dataset is simple, but useful. This reduces the need for one 

huge dataset which contains information of all the engines, and looks thus at it from an engine-perspective, 

rather than an vessel-perspective. Not all alarms can be traced back this way however, therefore for some 

alarms there has been made use of field knowledge to trace it back. For other alarms this is not possible as 

well, so they end up in the category ‘other’, which means they are not directly traceable to a single engine. 

This typically happens when unknown alarms are reported. E.g. when the description or alarm code does 

not include some clues to which engine the alarm is due to. 

Nonetheless, during this time period, a total of 14 alarms occurred, of which 11 can be traced back directly 

to the Generator Portside. These 11 alarms are then linked to the closest measurement of the generator PS 

dataset after the alarm happened. E.g. if an alarm happened at 11:00:01, and there are measurements of 

variables of the Generator PS of 11:00:00 and 11:00:02, then the alarm is linked to the latter one. This is 

done so,  due that, in theory, there is nothing wrong with the engine at the first measurement. Then 

something happens, and so it is known that something went wrong at that time. There is no measurement 

of the exact time, so it is most methodologically sound to link it to the latest measurement, as something 

has happened just before that time.  

The alarm dataset is thus linked by time, depending on the engine type, to an engine dataset. This results 

in an engine dataset with an increased number of columns, as the faults dataset is added to each row, with 

or without containing any values, depending on whether on that particular row an alarm was matched. See 

Table 5 for a visualization of an hourly linked Generator PS datasets (leftmost 5 columns) and the fault 

dataset (rightmost 3 columns), with a generator alarm on the 5th of May.  

Table 5: Example linked dataset 

ID DateTime Percent.Load.At. 
Current.Speed.rpm. 

(…) Engine.Oil. 
Level. 

spn description oc 

17 04/05/2017 
21:00 

1.77 
 

23.6 NA NA NA 

18 04/05/2017 
22:00 

1.57 
 

23.6 NA NA NA 

19 04/05/2017 
23:00 

2.5 
 

23.6 NA NA NA 

20 05/05/2017 
00:00 

2.83 
 

23.6 NA NA NA 

21 05/05/2017 
01:00 

2.28 
 

23.6 NA NA NA 

22 05/05/2017 
02:00 

2.7 
 

23.6 800501 Common alarm 
PS generator 

1 
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3.2 Experiment design 
In the remainder of this thesis some analyses are carried out. They range from variable reliability analyses 

to model building, and will be briefly described in this section. The corresponding detailed results of the 

analyses can be found in section 4. 

3.2.1 Variable reliability 
The reliability of the sensors is an important concept that should be given some attention. However, it is 

not possible to perform tests on the various sensors, except for the GPS sensors. Of this variable, the 

performance can be tested, as multiple GPS records of the same time period exist.  

3.2.2 Feature selection 
Feature selection is an important aspect for creating classification models, and will therefore be thoroughly 

described in the corresponding sub-section. Attention will be given to correlations between variables 

themselves, and the alarms. Also a graphical representation will be provided for checking whether a 

recognizable relation exists between the alarms and the variables.   

3.2.3 Classification models 
In this sub-section the experimental set-up will be discussed to create classification models to answer the 

main research question. There is started with a general description of the methodology that is used while 

conducting the experiments, along with some detailed approaches of data mining methods used.  

3.2.3.1 Model building 

In this section, the various steps that have to be taken to build a prediction model will be discussed. It is 

good to stress that rather than building one universal model, it has been decided that there will be tried to 

make a model for each unique alarm. This is due to the fact that the same alarms do not occur that often, 

so a sufficient amount of training data for the same alarm has to be present, which in fact, there is not. The 

focus of model building will be on engines which have alarms that occur the most often; a significant portion 

of the alarm dataset should be those alarms. ‘Common alarms’ are amongst the most occurring alarms as 

can be seen in Table 6. Due to the more recent availability of alarms in May 2017, decided is to focus on 

the ‘common alarm generator PS’, and the common alarm for the main engine PS.  These alarms happen 

quite often, and also in a relatively short time interval of another. The last reason to investigate those alarms 

is because there is not yet any information at Damen concerning when such alarms occur. So those two 

engines are the ones under closer inspection, and will be used for creating the first models.   
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3.2.3.1.1 Time horizon 

Next, in collaboration with domain experts, it was decided to set the prediction horizon on 3 hours. This 

was an estimation of what seemed to be a good time horizon for this project, however data analysis should 

evaluate whether this is a reasonable time horizon later. This decision effectively means that it is tried to 

estimate if an alarm will happen between the current time and 3 hours later. If the time horizon is too small, 

then the model loses its usability. However, if the time horizon is too large, there will probably not be any 

effect visible in the dataset. In order to create a prediction model with the intended time horizon of 3 hours, 

the column indicating whether an alarm occurred or not, is slightly modified. For example, see Table 7.  If 

at time point 22 an alarm occurred (‘spn’ column), then the ‘1’ is taken away from that column, and replaced 

by a 0 in the alarm column, since there will not be an alarm in the next 3 hours. However, time points 19,20, 

and 21 do receive a 1, since in the next three hours an alarm will occur. The column ‘spn’ indicates whether 

there is an alarm associated with that measurement, whereas the column ‘alarm’ is a newly created column. 

As a side effect, this increases the proportion of 1’s in the dataset, since each 1 from the old situation will 

have approximately three 1’s in the new situation. It is not always three, since if alarms happen on 

consecutive time intervals the amount of ones is slightly less. It can also be that due to this method a ‘2’ 

can be created in the alarm column, indicating that 2 alarms would occur, however it is decided to keep it 

a binary classification problem, so every value greater than 0 is replaced by 1. Included however will be a 

validation test, to see whether a time horizon of 0 hours will provided different results. This is not done for 

every data mining method, but only for the Neural Network approach.  

Table 6: Alarm distribution March 2017 – May 2017 
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Table 7: Example of dataset 

ID DateTime Percent Load at 
Current Speed 
(rpm) 

Engine's Desired 
Operating Speed 
(rpm) 

Engine Oil 
Level 

spn alarm 

17 2017-05-04 21:00:00 1.77 1506.03 23.6 0 0 

18 2017-05-04 22:00:00 1.57 1506.09 23.6 0 0 

19 2017-05-04 23:00:00 2.50 1506.11 23.6 0 1 

20 2017-05-05 00:00:00 2.83 1506.16 23.6 0 1 

21 2017-05-05 01:00:00 2.28 1506.15 23.6 0 1 

22 2017-05-05 02:00:00 2.70 1506.16 23.6 1 0 

 

3.2.3.1.2 Splitting the data set 

Another important concept in data analysis is the training of classification models. The usual way to train a 

model, is to first split the dataset into three parts: training data, validation data, and test data (Figure 18). 

The training data will be used to train the model, which will then be evaluated against the validation data. 

This step will be iterated, until the optimal model parameters are found. If a final model is built, then the 

performance of that model can be evaluated against the test set, which is unseen data for the model so far, 

and therefore gives a reasonable indication of the model’s performance. Normally, this step could be 

performed multiple times, for example with cross validation techniques. However, the problem at hand is 

based on a time series, so it is not possible to perform a shuffle on the order of the data.  

 

Figure 18: Splitting the data (figure from https://am207.github.io/2017/wiki/test.html) 
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Figure 19: Distribution of alarms in the first half of May 2017 

 
Figure 19 shows, among others, the common alarms that happen on the first half of May 2017 for the Main 

Engine PS and the Generator PS. It is clear to see that in the middle of this time period no alarms occurred, 

which increases the difficulty of creating a useful prediction model for that type of alarm based on the 

proposed splits from Figure 18.  

3.2.3.2 Model quality 

A clear way needs to be found to assess the quality of the models, in order to compare them and conclude 

which model is the best. Since the problem at hand is a classification task, each model will produce an 

output of ‘0’ or ’1’ for each data row entered. Since supervised learning is used, it is possible to create a 

confusion matrix to assess the quality of the model, as not only the predicted class is known, but the actual 

class as well. An example of a confusion matrix is shown in Table 8. True negatives (TN) and true positives 

(TP) are the predictions that are correct, whereas false negatives (FN) are predictions that are predicted 0, 

but end up being a 1. False positives (FP) are the opposite,  the predicted value is 1, whereas in reality it is 

a 0.  

Table 8: Confusion matrix 

 Predicted 0 Predicted 1 

Actual 0 True Negative (TN)  False Positive (FP) 

Actual 1 False Negative (FN)  True Positive (TP) 

 

Accuracy ((TN+TP)/sum) is not a suitable way to evaluate the quality those models, as concerning 

unbalanced data this is a flawed metric. If 99% of the data is a 0, and 1% a 1, then a model that always 

predicts only zeros has a high accuracy (99%), while not using the data to come up with an estimation, only 

the distributions of the labels. F1 score is a different metric that can be used. This metric takes into account 
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the recall and precision score of a model (see  Appendix K), and provides therefore a more balanced 

estimation than accuracy. However, the F1 score only takes into account one category, either 0 or 1. When 

using unbalanced data, this could result in a model that favors the majority of occurrences again.  A better 

way to evaluate models with unbalanced data, is the kappa coefficient. The kappa coefficient takes all four 

categories into account in contrast to accuracy and F1, and penalizes models that only favor the majority. 

The kappa coefficient typically takes values between 0 and 1, where 1 indicates a perfect score. On rare 

occasions it is possible for the kappa value to take a negative value, this happens when the two ratios 

(positive predictions vs positive actual) do not agree as much as one would expect by random chance 

(McHugh (2012)). If two models are created, the model with the highest kappa score will be preferred, and 

selected as the best one. To come back to the first example, the kappa coefficient of a model that only 

predicts zeros, would be 0, which is very low. A negative kappa value suggests that there is a random effect 

present, or the that the experiment design has to be altered. The formulas to compute accuracy, the F1 

score, and the kappa coefficient can be found in Appendix K: 

3.2.3.3 Methods 

In this section the multiple data mining methods will be discussed. 

First, there is started with logistic regression, then classification trees 

will be discussed. Neural Networks is the last method that will be 

mentioned. 4 different ways to deal with missing (NA) values will be 

tried, in combination of the 2 different feature selection methods. This 

is visualized in Figure 20 (right).  

 

 

 

 

 

  

Figure 20: Experiment setup 
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3.2.3.3.1 Logistic regression 

The first method to come up with predictions, is Logistic Regression. In contrast to its name, it is not a 

regression method (used for estimating numerical values), but a classification method used to classify 

instances into a group. Logistic Regression is a relatively simple way to make predictions, since it does not 

have that many parameters that can be influenced. Often, a different method will result into a better 

prediction model, however it is still used as an orientation method to see if any analysis is possible at all.  

As this was one of the first models that was tried to be fitted, the original distribution of 50% training data, 

25% validation data, and 25% test data is used. The results of this approach for both the common alarms 

for the Main Engine PS, and the Generator PS, will be thoroughly described in section 4.3.  A visual 

representation of the Logistic Regression approach is presented in Figure 21 below. The model optimizing 

phase is done by R functions, and uses iteratively reweighted least squares as optimization method.  

 

Figure 21: Logistic Regression  

 

3.2.3.3.2 Classification Trees 

The second method that is used to generate predictions is a classification tree. Decision trees in general 

tend to perform well in lots of different environments. A tree model is dependent on some parameters, 

however not that many, so a there will be tested whether this is a suitable method for the problem at hand. 

Since programming is done in R, there will be made use of the rpart package of Therneau et al. (2017). This 

method is customizable by changing the amount of instances that have to arrive in an end note before 

creating that end note. This will reduce the risk of overfitting for the model. The method that is currently 

used for creating splits and end nodes is based on considering a split when there are at least 20 instances 

in a particular node, and the end nodes should have at least 6 instances in it (1/3th of the minimum split). 

These options will reduce the risk of overfitting, while trying to keep the model generic. In case of hourly 

aggregated data, 10 and 3 are the numbers used for the minimum split and minimum number of instances 

in the end node.  As the processing method used for this approach is similar to the Logistic Regression 

approach, Figure 21 also depicts the approach for the Classification Trees, however with a different method 

to come up with predictions, being a tree model.  
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3.2.3.3.3 Neural Networks 

A third method was explored. Based on, among others, the articles of Zhang et al (1997) and Yam et al 

(2001), Neural Networks came out as a suitable method for tackling the problem at hand. This section uses 

the same Generator PS data as the section before, with Logistic Regression. For modelling Neural Networks 

in R, there has been made use of the nnet package from Ripley et al. (2016). The used amount of neurons 

is 10, as this gave in a small test the best results, with 1 hidden layer. The nnet package makes use of a 

backpropagation method to optimize the weights used in the final model. This optimization is done by using 

the gradient method described by Dennis et al. (1996).  The used method was named BFGS optimization, 

after the creators of the method. It is a quasi-Newton backpropagation method, implicating that it is not 

exact, but rather an approximation. This approximation method of the Newton approach is a bit slower 

every iteration, however it generally takes fewer iterations to reach its optimum.  

 

Figure 22: Neural Network 

Two feature selection methods are applied again; backward and forward iteration. The backward iteration 

algorithm starts with evaluating which 2 variables could best be left out by creating a models using all 

variables but 2. Of the resulting models, the best model is selected, and each time one variable is removed 

from the input variables until the performance of the resulting model does not increase anymore. This 

process is done 100 times, as ambiguous results are found concerning which variables to use. After these 

100 iterations, a maximum of 100 different sets of input variables can be found. In order to find a useful set 

of variables for the hourly aggregated data, it is decided to select based on frequency and use a cut-off of 

95. If a variable is in the final selection more than 94 times out of 100, it is used in the resulting final set of 

input variables. Every time this process is run, different results are obtained. An example of a result of the 

backward feature selection can be found in Table 9.  
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Table 9: Variable frequencies backward feature selection 

 

Using the variables selected from Table 9 as input, 10 times a Neural Network was produced. This results in 

the following Table 10 below, as the resulting confusion matrices are shown. It is clear that there is no 

unambiguous result in terms of model performance. A lot of variability still exists, which is due to the 

different input weights for each model. The same situation exists for the forward iteration method. 

Although using a different cut-off (variables with a frequency higher than 30 are used in the final model), 

the overall results are still ambiguous.  

Table 10: 10 times a neural network with the same variables as input 

Conf.matrix\iteration 1 2 3 4 5 6 7 8 9 10 

1 (TN) 16 16 14 16 16 0 16 16 16 14 

2 (FN) 7 9 5 9 9 1 9 7 7 6 

3 (FP) 0 0 2 0 0 16 0 0 0 2 

4 (TP) 2 0 4 0 0 8 0 2 2 3 

 

Table 11: Confusion matrix 

 Predicted 0 Predicted 1 

Actual 0 True Negative (TN)  False Positive (FP) 

Actual 1 False Negative (FN)  True Positive (TP) 
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The forward selection algorithm works in the same way as the backward iteration, but the other way 

around. It is first started by creating models with all combinations of two variables possible. The best model 

is selected again, and then is started by adding one variable at a time, until the performance does not 

increase anymore.  

This Neural Network way of selecting input variables is slightly different from the ones that are used in the 

other two methods, as Neural Networks depend on random probabilities. Therefore this feature selection 

process is run multiple times, where in the case of Classification Trees and Logistic Regression this algorithm 

would result in the same set of variables every time for the same input.  

In order to improve the final model with the selected input variables, it is tried to optimize the weights for 

a same set of variables. First, a feature selection loop is run, with as output result a  set of variables. Then, 

several thousand times a models will created for the data. These iterations each create a new model, but 

are based on the same input variables; only the weights are different. The best model with its weights will 

be selected based on the kappa score on the validation set (visualized in Figure 23.  

Different tests were run , and as Table 12 below shows, the number of iterations (with random 

distributions of the weights) influences the kappa statistic. It is checked after how many iterations the 

kappa value stabilizes, as the weights that are used for model fitting are random. The iterations depict 

how many times a different model is created, and how the kappa value indicates the fit. All the values in 

the table are based on the validation data, so that does not indicate a good fit with the test data 

necessarily. 

Table 12: Performance (kappa) 

Variables\iterations 1,000 10,000 20,000 40,000 

1 16  9 19 10 15 0.21 0.30 0.38 0.33 

1 12 16  2  5 0.10 0.23 0.20 0.24 

1 4 7 11 0.17 0.24 0.22 0.27 

 

From Table 12 can be concluded that if the number of iterations increases, the model fits the data better 

in general. The runtime of 20,000 iterations is significant, and therefore performing more iterations is time 

consuming. In most cases, the 20,000 iterations indicate a reasonably well fit, as in most cases the kappa 

value does not drastically increase. It is however noteworthy to mention that a higher number of iterations 

does not mean a higher value for the kappa per se. It is also dependent on the variables that are taken into 

account. The runtime does increase when more variables are used as input for the neural network model.  

A final note on this approach, the hourly aggregated data set is significantly smaller than the minute based 

data set. The runtime of this method increases significantly (>40 times as long) when the minutely 

aggregated set is used. In order to keep the runtime manageable, it is decided to reduce the number of 

feature selection iterations to 10 (cut-off at 9 at backward iteration and 4 at forward iteration), instead of 

100 and 30. In addition, the 20,000 iterations are reduced to 1,000.  
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To summarize, the approaches that are used with Neural Network modeling are shown in Figure 23 below: 

 

Figure 23: Neural Network process 
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4. Results 
In this section the results of the experiments will be described, as well as some more details about the 

method that is used.   

4.1 GPS reliability 
As both the vessel dataset and the AIS dataset have recordings of the GPS position of the ship, it is 

interesting to do a reliability analysis on these transponders. This is the only variable that is present in both 

of the datasets, and therefore it is possible to do this for this variable only. In an ideal situation, all variable 

reliabilities should be assessed, however that is not possible, so therefore there is only focused on the GPS 

data. 

Not all vessel datasets have the GPS locations attached to it, however at least the four days that will be 

used for this analysis do have this feature. The sampling rate of the vessel GPS and the AIS GPS data differ 

so multiple methods to match two sets of coordinates will be applied in this section. The vessel GPS typically 

takes measurements every few seconds for a relatively short period of time, whereas the AIS dataset 

samples every 2-3 minutes for a long period. For a general overview of the AIS sampling rate for the vessel 

under inspection, see Appendix K.  

An important thing to note is that the transponders of both systems are not at the same location of the 

ship. By rough estimation, there should be around 4 meters distance between then, calculated by using 

Pythagoras’ theory. This is not an exact number, as this positioning of both transponders relative to the ship 

was not exact. However, there should be around 4 meters between them, where 3-5 meters could also be 

credible.  

For this section there was made use of data gathered on 31-12-2016, 25-01-2017, 02-02-2017, and 07-02-

2017. Since it seemed that there were some irregularities at the dataset on 29-12-2016, some thorough 

analysis took place. It became clear that all the vessel GPS measurements on 29-12-2016 only transmitted 

the exact same coordinates. This resulted in a no variance, however these measurements were faulty, as 

the signal corresponded to a location on land. So these vessel GPS measurements cannot be trusted, and 

therefore the remainder of the analysis focuses on the other days.  Therefore, this date is excluded from 

the analysis below. 

Several methods to match the dates from the AIS data with the vessel data are explored: exact matching, 

approximate matching, and random matching.  

- Exact matching: this approach links only measurements from the AIS data and the vessel data when 

they occur at the exact same time. There are only a few measurements that meet this criterion.  

- Approximate matching: this approach links measurements also based on time stamps that differ a 

maximum of 5 seconds from another. This results into more matches than the exact matching 

approach, however still not that many.  

- Random matching: since the vessel is not moving on 2 days, all measurements of those days could 

be randomly matched to another measurement, and the position should be the same. This provides 

numerous matches, and is useful for validating the quality of the GPS sensors.  

Since the random matching approach is the most useful of the three methods, it is included here. The other 

approaches are described in more detail in appendices M.1  and M.2 .  
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4.1.1 Random matching 
In this approach, there is only made use of the data gathered on 25-01-2017 and 02-02-2017. On these 

days, the vessel did not move (speed was lower than or equal to 0.1 knots at all times). The vessel should 

be at the same position, so it does not matter how the coordinates are matched with another, as the 

distance between them should be around 4 at all times. However, as is visible in Figure 24 , this is not the 

case.  

 

Figure 24: Distance between GPS modules (n=940) 
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Figure 25: Histogram of distance (m)  between GPS modules random matching (n=940) 

 

Figure 26: Overview of GPS points of random matches (1: ≈ 10,000 cm) 

Figure 24 and Figure 26 show that there is more consistency in the datasets now than with the other 

approaches. The mean distance between the two GPS modules is around 14 meters, which is reasonably 

close to the expected 4 meters. The AIS dataset has a smaller standard deviation for both longitude and 

latitude, as can be seen in Table 13.  
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Table 13:Variance description GPS modules random matches 

Description Standard deviation 

Variance AIS latitude 2.4 m 

Variance AIS longitude 4.4 m 

Variance Vessel latitude 4.8 m 

Variance Vessel longitude 9.7 m 

 

To make a final remark on the random matching approach: if one takes a closer look at the supplied 

coordinates, in Figure 27 one can see that the AIS coordinates are more centered than the vessel 

coordinates. It is however also visible that the AIS coordinates take more different values than the vessel 

coordinates, indicated by the little amount of filled dots plotted. Both sets have the same amount of values 

plotted (940), so there should be the same amount of data points in this plot. The lack of it suggests that 

there are some combinations of latitude and longitude that occur more often in the vessel dataset.  

 

 
Figure 27: In-depth look at random matches (real distance between y-ticks approx. 50 m, between x-ticks approx. 3m) 

4.1.2 Conclusion  
These figures show that the reliability of the AIS data is slightly higher than that of the vessel GPS. Figure 

28 and Figure 29 show all the GPS coordinates that are transmitted by both modules, where in the latter 

figure also the AIS data from 29-12-2016 is included. As stated before, the vessel GPS was not reliable on 

that day, hence the missing of the vessel coordinates in the lower part of the plot. Besides that, it is clearly 

visible that the vessel moved during the course of those days from one point in the harbor to another, 

where the vessel GPS sent out more data points on that journey than the AIS did. As said before, this is due 

to the sampling rate of both modules.  
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Figure 28:Overview of GPS points on 25-01-2017,02-02-2017,07-02-2017 (1: ≈ 10,000 cm) 

 

Figure 29:Overview of GPS points on same days, but with 29-12-2016 included(1: ≈ 10,000 cm) 

The GPS measurements of the vessel dataset are more dispersed of another, but the general trend is 

promising. It seems that the both GPS modules are fairly accurate, with the exception of the 29th of 

December. The AIS data seems to be more consistent around a certain point than the vessel data, however 

the variances are comparable due to the fact that the vessel GPS does not take as many different values as 

the AIS does, as visible in Figure 27. The AIS data could therefore successfully be used without the 

combination of the vessel GPS, as the AIS data is consistent, and accurate enough to be used on its own.   
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4.2 Which variables contain the most meaningful information?  
This section tries to identify variables that contain relevant information for predicting the alarms, as they 

can be used as input for a prediction model. This is done in multiple ways: first it is tried for the Main Engine 

PS dataset to see whether a visible connection exists between the alarm occurrences, and measurements 

of each variable. This is done by plotting each variable against the time the measurement is recorded, and 

checking whether a clear trend is present when looking at alarm occurrences. This is done for all variables. 

Next, a statistical test is performed on the datasets, to see whether a correlation exists between the 

different variables, and the column specifying whether an alarm occurred in that row, or not. If this section 

provides any information regarding variables that contain information about the alarms, it is useful to start 

exploring the opportunities of prediction models with it.  

4.2.1 Visual plotting  
In order to extract the features that contain relevant information for predicting alarms, the linked dataset 

with the alarms and the measurements of the Generator PS is first plotted by variable to see whether a 

visual trend is present when the alarms happen. This is visualized in Figure 30 below for the variable Boost 

Pressure for aggregating on hourly basis, and minute basis. There has also been checked whether 

aggregating on a second level would result in an information gain, but that turned out to not be the case. 

The plots of the other variables can be found in Appendix N.   

 

Figure 30: Difference between hourly(top) and minutely (bottom) sample rate 
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The measurements with an alarm attached to it are depicted in red, larger dots. There are a few things to 

note about this figure: 

- First, the total number of dots is not the same. This is perfectly explainable by realizing that more 

or less every measurement in the top plot is built up from multiple measurements from the lower 

plot. This is thus due to the difference in aggregation level (hourly vs minutely).  

- Next, the number of red dots is not the same. This is caused by the matching process explained in 

section 3.1.6. The first measurement after an alarm occurred is matched with the alarm 

information. If there is a measurement, but by chance the boost pressure variable has an NA value 

there, there is no alarm visualized in the lower plot, since NA values are not plotted. The red dots 

in the lower figure correspond closely in time to the ones in the upper figure.   

- The y-axes of the two plots are a bit different, since the hourly aggregated data is averaged. The 

high and low values are drawn somewhat more to the middle of the spectrum.  

- The very first measurement has an alarm associated with it. This is surprising, and after 

investigating, the alarm was raised even before the first measurement of the Generator PS was 

taken. In other words, the alarm happened before the engine was running. A possible explanation 

for this is that there are other parts linked with the engine (such as a pump), which could have to 

be turned on before the engine started running. This is detrimental for this analysis, as it effectively 

means that the alarms can be raised based on data that is not in one of the datasets used.   

- There seems to be no trend present in this variable. It is clear to see that the variable measurements 

center around some integers (16,20,...), and that it typically takes these values a lot of times, as 

indicated by the straight lines of dots in the lower plot. The hourly aggregated version shows more 

diverse measurements, also taking numeric values due to that the mean is taken of intervals. The 

global tendency is still present, with more data points around values that occur more often, but the 

horizontal lines have disappeared, as it follows the tendency of the data somewhat better. Some 

figures in Appendix N depict some trends, others not. 

- Finally, for this Figure 30, there is no clear link between the variable values and whether there is an 

error or not. It is not the case that the red dots correspond to deviated points, or points at the top 

or bottom of the plot. This is also the case for all other variables plotted on these days as shown in 

Appendix N. 

Little information is gained due to this visual plotting of the alarms, and therefore this is not a suitable 

method to select the input variables for the classification models. This way of visual plotting is also done 

for the Main Engine PS and its alarms, however there were no useful results due to that analysis either, so 

decided is to not include it in the thesis.  
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4.2.2 Correlation between variables and alarms 
A second approach to gain insight in the relation between the variables and the alarms is to make use of a 

correlation matrix. This is a statistical approach to verify whether variables have influence on other 

variables. If such relation exist with the alarm column, these variables can be used as input for the prediction 

model. Values in a correlation matrix range from -1 to 1, where the absolute number is an indication for 

how strong the relation between variables is: the higher, the stronger. A value of zero indicates that the 

variables are not correlated at all, and that they take values independent of what the other variable’s value 

are. In contrast, if the correlation is 1, this means that if variable 1 has a high value, variable 2 would also 

have a high value. In the case of a negative correlation coefficient, the relationship is opposite. Typically, 

for a correlation to be significant, as a rule of thumb, the absolute correlation coefficient has to be higher 

than 0.7, with a p-value lower than 0.05, to exclude drawing the wrong conclusion due to random 

probabilities.  

Given the Generator PS situation, it greatly depends which pair of variables is taken to calculate the 

correlation, as not all variables have an equal number of measurements, therefore only pairwise complete 

observations are used in this analysis. This means that for computing the correlation between two variables, 

there is only made use of those observations that have non-NA values for both variables. Due to this, the 

correlation coefficient for variable A and B can be based on 200 instances, but the correlation coefficient 

for variable A and C can be based on 50 instances. An important comment to make, is that correlation does 

not imply causation. It can be the case that two variables have a high correlation, but are not causally 

related. A third factor could influence the relation between the two correlated variables, thereby making it 

seem that the variables have a causal relationship, but in truth the third (unmeasured) variable is the cause 

of the relation. A correlation matrix of the Generator PS is available, however decided is to put the 

significant (corr. > 0.70 with p-value <0.05) correlations in a smaller table.  

Table 14 and Table 15 depict all the correlation coefficients of the Generator PS dataset which are 

significant. The first table depicts the correlations based on minutely aggregated data, whereas the former 

depicts aggregations on an hourly interval. A first thing that stands out, is that there are some ‘static’ 

variables involved, meaning Total Engine Hours for example. This is an only increasing variable, and it is 

therefore surprising that there are variables that correlate with that trend. Of course, those variables are 

typically correlated with another, as Total Engine Hours increases, Total Fuel Used will also increase. These 

variables are not used in the following sections, as they are only increasing, and therefore not useful for 

predicting future alarms. 



 

Table 14: Hourly correlations 

Variable 1  Variable 2 Correlation 

Percent Load at 
Current 
Speed(rpm) 

Boost 
Pressure(kPa) 

0.88 

Engine Oil 
Pressure(kPa) 

Engine coolant 
temp(degC) 

-0.86 

Engine Oil 
Pressure(kPa) 

Engine Oil 
Temperature 
(degC) 

0.74 

Percent Load at 
Current 
Speed(rpm) 

Fuel Rate(L/hr) 0.85 

Boost 
Pressure(kPa) 

Fuel Rate(L/hr) 0.87 

Engine Oil 
Pressure(kPa) 

Total Engine 
Hours(hr) 

-0.70 

Fuel Temperature 
(degC) 

Total Engine 
Hours(hr) 

0.75 

Engine Oil 
Temperature 
(degC) 

Total Engine 
Hours(hr) 

-0.79 

Fuel Temperature 
(degC) 

Total Fuel Used(L) 0.76 

Engine Oil 
Temperature 
(degC) 

Total Fuel Used(L) -0.78 

Total Engine 
Hours(hr) 

Total Fuel Used(L) 1.00 

Fuel Temperature 
(degC) 

Engine’s Desired 
Operating 
Speed(rpm) 

-0.83 

Total Engine 
Hours(hr) 

Engine’s Desired 
Operating 
Speed(rpm) 

-0.76 

Total Fuel Used(L) Engine’s Desired 
Operating 
Speed(rpm) 

-0.76 

 

Table 15: Minutely correlations 

Variable 1 Variable 2 Correlation 

Engine Oil 
Pressure(kPa) 

Engine coolant 
temp(degC) 

-0.82 

Engine Oil 
Temperature 
(degC) 

Total Engine 
Hours(hr) 

-0.79 

Engine Oil 
Temperature 
(degC) 

Total Fuel 
Used(L) 

-0.79 

Total Engine 
Hours(hr) 

Total Fuel 
Used(L) 

1.00 
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4.3 Logistic Regression modelling  
In this section the results of the Logistic Regression modelling approach are mentioned, along with a more 

detailed description of the approach.  

4.3.1 Main Engine PS 
In this particular situation concerning the Main Engine PS, it is not useful to create a model based on this 

split of training/validation/test data with ratios 50%,25%, 25%. As this analysis focusses on the first half of 

May 2017, the Main Engine PS during this period has some 20 alarms raised, but the alarms happened close 

to another, with no alarms occurring in the middle section of the timeline (as can be seen in Figure 19). This 

resulted into a split into the various subsets of data where in the validation set no alarms occurred. This 

was not beneficial to the model and resulted into poor models, since they could not be optimized in a 

proper way. The performance on the test set is therefore quite random for both feature selection methods 

(backward and forward).  

4.3.1.1 Hourly aggregated 

Here the results of the various methods will be presented. The results in this section are based on hourly 

aggregated data from the Main Engine PS with the original ratios of training/validation/test data. The 

results of backward feature selection and forward feature selection are shown in the following two 

confusion matrices (only for the test sets):  

Table 16: backward test 

 0 1 

0 39 16 

1 2 1 

Kappa = 0.01 

Table 17: forward test 

 0 1 

0 55 0 

1 3 0 

Kappa = 0 

For the backward iteration method, all variables were used in the final model, due to a lack of removal of 

variables. For the forward feature selection, the same situation occurred, only opposite. No variables came 

up with a good model, so two random variables were used.  

In contrast to the two methods shown above, it was decided to test with random variables as well, so 25 

randomly selected variables were used as input, which resulted in the same result on the test set:  

Table 18: 25 random variables on validation set 

 0 1 

0 57 0 

1 0 0 

Kappa = 0 

Table 19: 25 random variables on test set 

 0 1 

0 55 0 

1 3 0 

Kappa = 0

The models often predict only zeros on the validation dataset, which is in fact 100% accurate (Table 18). 

When asked to provide a prediction for the test data, the results do not vary significantly (see Table 19 for 

example). It is hard to estimate the quality based on the validation data, however assessing it based on the 

test data (which took place later in time) is also not desirable.  Table 20 shows the results of selecting 10 

times randomly 25 variables, and the resulting confusion matrices on the validation set. This illustrates a 

problem, as a model that predicts only zeros is useful for the validation data (as no ones occur), however 

this should not be the case on the test data (when there are some ones present).  The figure also shows 

another problem, in this case, model 1, 3, 7 and 9 have the same score, but are based on totally different 
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variables. There is no way to distinguish between the models based on the score on the validation set. In 

the test set these models show different results, but it is not allowed to use that dataset for defining which 

model is the best. The test set is just for evaluating the quality of the final model.  

Table 20: 10 times a confusion matrix on validation data of 25 random variables 

Conf.matrix\iteration 1 2 3 4 5 6 7 8 9 10 

1 (TN) 57 30 57 56 29 55 57 42 57 56 

2 (FN) 0 0 0 0 0 0 0 0 0 0 

3 (FP) 0 27 0 1 28 2 0 15 0 1 

4 (TP) 0 0 0 0 0 0 0 0 0 0 
 

Table 21: Confusion matrix 

 Predicted 0 Predicted 1 

Actual 0 True Negative (TN)  False Positive (FP) 

Actual 1 False Negative (FN)  True Positive (TP) 

 

The problem originates in the distribution of the alarms, and consequently the lack of positive instances in 

the validation or test sets. Four possible directions to tackle this issue were explored with the data of May 

2017:  

1. Varying the percentages of the training/validation/test data does not work, as the problem is still 

present. Besides, this is irregular, as on beforehand, the distribution of the alarms is not yet known, 

so a more robust approach to deal with this has to be found.  

2. The second approach was to increase the time interval to the entire month of May, and see whether 

the increased number of alarms would result in a more evenly distributed dataset. There are some 

alarms at the end of May 2017, however, there is no Main Engine PS data available in that period, 

again indicating that the availability of the datasets is still a problem. This increased time period is 

therefore not a suitable method to deal with this issue.  

3. The third solution direction was, in contrast to increasing the time period, to decrease it instead. 

There was focused on a rather small dataset, being the first 2 days of May. This unsurprisingly 

inverted the problem at hand: rather than having a dataset with almost no alarms, a dataset with 

almost all alarm entries was created. Instead of the original ratio which has significantly more 

normal rows than alarms, a new set was created where almost half of the rows had a corresponding 

alarm. The logistic regression model that was created then predicted many ‘1’s rather than ‘0’s on 

the test set, which is not a desirable situation either.  

4. The last solution was to divide the data in a three parts with an equal distribution of alarms. This 

means that for this dataset every subset would have at least one alarm in it. This does not work 

either, as the training data would contain only ones, (10/10 rows in total), where as a consequence 

the model will predict only ones either.  
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The results of the fourth solution are mentioned below, and these results are applicable to the third solution 

as well, however with different numbers. The results below are obtained with ‘backward iteration’, 

however the algorithm did not work, as there was no difference in the models based on the predictions. All 

64*64 different combinations resulted in only predictions of only ones on the validation data, so the results 

below are based on a model that is trained on all variables. Forward selection of variables could not come 

up with a prediction, since the algorithm could not select the best set of 2 variables again, as every set was 

only predicting ones, which resulted in only the use of the date column. Using the same approach as before 

(using two random variables), the exact same results as with backward iteration are obtained:  

Table 22: backward/forward validation 

 0 1 

0 0 16 

1 0 4 

Kappa = 0 

Table 23: backward/forward test 

 0 1 

0 0 195 

1 0 5 

Kappa =  0

As shown in this section, hourly aggregated data from the main engine PS is not suitable to perform a data 

analysis on, due to the fact that the alarms are too dispersed.  

4.3.1.2 Minutely aggregated 

By aggregating on a minute level, the same problems as with the hourly aggregated level occur. With the 

original distribution the validation set does not have any positive instances. No matter which feature 

selection method is used, the prediction will always result in a 0, which is not beneficial for the final model 

in terms of both accuracy and kappa score. With the other approach, splitting the data based on a 

percentage of positive instances rather than a fixed percentage of rows. This inverted the results, as now 

only positive predictions were made. This is again due to that the training data contains only positive 

instances, and no rows without an alarm. For further analyses (Classification Tree and Neural Networks) the 

Main Engine PS will not be discussed. 

4.3.2 Generator PS  
The other alarm under inspection is the ‘common alarm generator PS’  This alarm in the same period as the 

main engine’s counterpart is in the first half of May more dispersed, which benefited the analysis. In Figure 

19 it is shown what the dispersion of the alarms for the Generator PS looks like. It is not the exact same 

time interval in which the alarms occur as the main engine, but the alarms of the generator are more evenly 

distributed in a smaller time interval. Again, a modified method of splitting the data into a training, 

validation, and test set is applied. Instead of splitting it according to 50/25/25 percent of the total rows, it 

is done by splitting on 50/25/25 percent of the alarms. This is done so the alarms are more evenly 

distributed, and the validation set and test set also have a minimum of 5 alarms each. The effect of this can 

be seen in Figure 31 below. 
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Figure 31: Difference old(top) situation versus new(bottom) situation 

The same methods are applied as before on the Main Engine Port Side model, being a Logistic Regression 

method with forward and backward feature selection methods, based on hourly, and minutely aggregated 

data. Rather than showing every confusion matrix, the results are aggregated in Table 24, which only shows 

the kappa values of the different methods (the closer to 1, the better) . The confusion matrices are included 

in Appendix P. 
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Table 24: Results logistic regression 

 Backward Forward 

Pre-processing 
method 

Not selected 
variables 

Backward 
Validation 

Backward  
Test 

Selected 
variables 

Forward 
Validation 

Forward 
Test 

Hourly       

Replace 
with 
previous 
value 

10,12,14 0.21 0.23 15,16 0.18 0.16 

Replace 
with mean 

3,12 0.01 0.05 2,4,6 0.11 0.06 

Replace 
with 
median 

3,7 0.01 0.05 2,4,6 0.11 -0.08 

Linear 
model 

3,16 0.01 0.05 2,4 0.11 -0.08 

Minutely        

Replace with 
previous value 

1,2,4,5,9,10,12 0.09 -0.01 2,4,15,16 0.36 -0.08 

Replace with 
mean 

1,5,6,12,14,15 -0.03 0.00 1,4,6 0.03 -0.01 

Replace with 
median 

1,6,11 -0.04 0.00 7,15 0.00 0.00 

Linear model 3,6,7,9,10 0.00 0 10,11 0.17 0.00 
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4.4 Classification Tree 
In this section the results about the Classification Tree approach will be presented.  

4.4.1 Generator PS 
Only the Generator PS will be discussed for this method, as section 4.3.1 indicated the limitations of the 

common alarm for the Main Engine PS.  

4.4.1.1 Hourly aggregated 

Each different way to deal with NA values results in the exact same models being built, these can be found 

in Table 25 below, where the kappa values are shown for the methods tried (the closer to 1, the better): 

Table 25: Results Classification Tree (hourly) 

 

4.4.1.2 Minutely aggregated  

Minutely aggregated for the Generator PS resulted in approximately the same results as the hourly data, 

with some differences. Like the hourly aggregated data, this minutely approach also resulted in one model 

independent of which method for replacing NAs is used. 

 Backward Forward 

Pre-processing 
method 

Not 
selected 
variables 

Backward 
Validation 

Backward  
Test 

Selected variables Forward 
Validation 

Forward 
Test 

Hourly       

All pre-
processing 
methods 

1 0.11 -0.04 2,3 0.25 0 
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Figure 32: Result of a tree model 

The results of the Classification Tree models on hourly aggregated data can be seen in Figure 32, above. In 

each node, the top value is the predicted class, if this were to be the last node of a branch. The middle value 

is the predicted probability of an instance in that node, whereas the last percentage shows which 

proportion of the data arrives in that node. The splits are depicted in the figure by a textual representation 

as for example “Fuel.Rate.L.hr.>=7.2”. This is a test, and if the test is true for the point under inspection, 

the tree is followed to the left, otherwise to the right. The following can be remarked about Figure 32 and 

the classification method in general: 

- The datetime variable and the only increasing variables (total fuel used for example) are again left 

out of the analyses. While they are included, the splits are done based on those variables, and thus 

useless for prediction purposes, as the validation data took place later in time. This illustrates why 

these variables are also removed for the other prediction methods. 

- No matter which pre-processing method is used, the classification tree always results in the same 

model, with the same performance. This effect occurs for both the hourly and minutely aggregated 

data.  

- Finally, the kappa scores are not high for this method, with a score of around 0 on the test set. This 

makes this method not suitable for predicting common alarms for the Generator PS.  
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4.5 Neural Network  
In this section the results of the Artificial Neural Network (ANN) approach described in section 3.2.3.3.3 are 

presented. Table 26 shows the results of the Neural Network with the different kappa scores of each 

method. This test is only done for the generator PS data.  A more detailed overview is available in  Appendix 

R. 

Table 26: Results neural network 

 Backward Forward 

Pre-processing 
method 

Selected 
variables 

Backward 
Validation 

Backward  
Test 

Selected 
variables 

Forward 
Validation 

Forward 
Test 

Hourly       

Replace 
with 

previous 
value 

2,3,4,6,14,15,16 0.53 -0.08 2,6,7,8,9,13,15 0.43 -0.07 

Replace 
with mean 

2,6,8,12,15,16 0.49 0.49 1,2,8,9,11,13, 
14,15 

0.53 0.11 

Replace 
with 

median 

9,10,13,14,16 -0.05 0.23 7,8,15,16 0.46 0.14 

Linear 
model 

6,8,11,14,15 0.53 0.11 1,2,6,7,8,9,14,15 0.28 -0.13 

Minutely        

Replace with 
previous value 

All but variable  
5 

0.07 0.00 1,2,7,8,13,16 0.27 -0.08 

Replace with 
mean 

2,6,7,9,11,15 0.40 -0.03 2,4,6,8,14,15 0.75 0.00 

Replace with 
median 

1,2,3,4,6,7,8,10, 
11,13,14 

0.16 -0.05 3,7,11,13,16 0.18 0.05 

Linear model 2,5,13,16 0.55 0.07 1,7,8,9,11,15,16 0.41 0 

  



 

4.6 Validation 
As a last experiment, there has been checked whether the 3 hour prediction horizon was suitable. The 

methods have not changed, however it is tried to classify whether an alarm happened based on the 

measurements associated with the alarm. I.e. there has not been tried to predict whether an alarm will 

happen in the next three hours of the measurement, but whether an alarm happened associated with this 

measurement (time horizon = 0). It is therefore not predicting, but rather a classification based on past 

results. The results of this test can be found in the table below. This is only done for the Neural Network 

approach, with only the Generator PS data.  

Table 27: Results Neural Network time horizon = 0 

 Backward Forward 

Pre-
processing 
method 

Selected 
variables 

Backward 
Validation 

Backward  
Test 

Selected variables Forward 
Validation 

Forward 
Test 

Hourly       

Replace 
with 

previous 
value 

6,7,8,16 0.27 0 1,3,6,7,8,10,14,15 0.56 -0.36 

Replace 
with 

mean 

1,3,4,8,13,16 0.28 0 1,2,3,4,6,7,9,10, 
11,13,15,16 

0.56 -0.36 

Replace 
with 

median 

10,13,14,15 0.36 0.25 1,4,6,7,8,10,11, 
14,15 

0.36 -0.20 

Linear 
model 

1,4,8,10,13,16 0.28 0 2,6,7,8,10,11,13, 
14,15 

0.56 -0.50 

Minutely        

Replace with 
previous 

value 

1,2,3,6,8,9,10,11, 
13,14,15,16 

0.15 0 2,4,9,12 0.25 0 

Replace with 
mean 

2,3,4,5,9,14, 
15,16 

0.25 -0.03 2,4,5,7,14,15 0.29 0.31 

Replace with 
median 

1,4,7,9,10,11,12, 
13,14, 15 

0.20 0.22 3,5,7,12 0.29 0.26 

Linear model 1,2,4,5,6,7,10,11, 
12,15,16 

0.22 0.25 1,4,7,12 0.25 0.23 

    



 

5. Conclusions 
In this section the insights that have been gained throughout this report will be presented. The research 

question and the corresponding research sub-questions will be answered. The section is split up in 

conclusions about the data preparation steps, and conclusions about the experiments carried out.  

5.1 Pre-processing of data 
The first and second research questions can directly be contributed to the data pre-processing phase.  

Research sub-question 1: What data is available? 
Research sub-question 2: How to prepare the datasets in order for them to be used for further analysis? 
 

The availability of the datasets is quite limited. Since the start of the project around June 2016, there exist 

few days where every engine has at least one entry. The limited availability of these datasets is twofold, 

either due to the lack of operational days of the vessel, or due to the not saving/transmitting of the engine’s 

data. In the past, some problems with the data inflow have occurred, however this analysis showed that it 

is a still current problem, as the second half of May 2017 for the Main Engine PS all data is still missing. This 

is visualized in the figures in section 3.1.2.  

If a dataset is available, it does not necessarily mean that it is useful. The quality of the datasets should be 

assessed first. At least 2 sensors are transmitting incorrect values. The measured Fuel Temperature and 

Transmission Oil Level of the Main Engine PS for example, are not reliable, as they transmit negative fuel 

temperatures and oil levels, which is not realistic according to domain experts. This is an indication that this 

sensor should be checked, as the data is not to be trusted. These negative values furthermore reduce the 

confidence in the quality of the measurements that are positive however, as it is known that the sensor 

transmits poor measurements and there is no way to check whether the measurement was in reality indeed 

positive.  

In combination with the negativity checks as mentioned above, there has to be checked for outliers. There 

should not be too many outliers, but it is also undesirable to remove each measurement that is significantly 

higher than a certain level, as typically those odd measurements are of interest for analyses. The proposed 

way of doing this is via the relative difference method, taking into account its surrounding points while 

doing this in a timely manner. This method for outlier detection works quite well in combination with the 

negativity removals step, as for a small dataset this has been verified.  

In contrast to removing outliers, it is also useful to complete dataset entries to increase the 

quality/usefulness of the dataset. When a specific variable has not that many NA values, it is useful to fill 

those in with the linear model method rather than using the previous value method. This method takes the 

trend slightly more into account, by basing the new value on the last two measurements, rather than the 

last one. Concerning large data gaps, the effect of this approach should not be underestimated as it can 

provide a very strong increase/decrease in the value of the variables. The previous value approach is then 

more suitable, as it reproduces with certainty a realistic value.  
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Like the previous remark, the variable Percent Load At Current Speed is highly fluctuating, as it tends to 

jump up and down every measurement. Special care has to be taken into account while removing outliers 

for this variable. This analysis did not remove any outliers for this variable, other than with the negativity 

checks due to this property.  

Although not being the main interest of this project, the AIS data is generally speaking of good quality. It 

occurred however that there were some duplicated rows in the dataset, but this was not detrimental for 

the analyses, as they could be easily identified and removed. This was also an exception, due to a slightly 

different experiment that was run at Damen. The remaining data was of good quality, and also reliable. The 

GPS measurements for instance, were more accurate than the vessel GPS measurements, and can therefore 

be used on their own, for a variety of purposes.  

5.2 Visual plotting and correlation  
Visual plotting and correlation analyses were performed to answer the third sub-question.  

Research sub-question 3: Which features (variables) contain the most meaningful information?  

The possibility of detecting common alarms based on the value of a single variable can be ruled out. The 

visual analysis in section 4.2.1 showed that alarms tend to happen independent of which value for a variable 

is taken, high or low. Therefore, individual variables contain little information about whether an alarm is 

going to happen or not. Moreover, also the correlation analysis showed no correlations between the 

measured data and the occurrences of alarms, underlining the previous conclusion. There were some 

correlations between variables however, but most of those could be easily explained.   

Another insight gathered by these experiments is that, both graphically and numerically, the hourly 

aggregated data follows the minutely aggregated data quite well. This can also be seen in the distribution 

that the data takes by histograms or boxplots. This is useful for doing future long term analysis, as the 

amount of data can significantly be reduced.  

A last important conclusion from the visual plotting experiment is that some alarms happen before there 

was data gathered for that specific engine. This gives reason to doubt every alarm that occurred, not only 

the very first of each day. The insight that is gained here, is that not every alarm will be traceable in the 

vessel dataset of that engine, as there might be another source of the problem, not directly related to the 

specific engine (such as a pump that has to be turned on first, before the engine starts running). This 

illustrates the problem at hand, there is (a lot of) data available, however it is not be suitable to answer the 

research question.  
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5.3 Classification models 
To answer the fourth and fifth sub-research questions, a variety of classification models have been 

generated.  

Research sub-question 4: Which data mining method is the best to predict failures? 
Research sub-question 5: What is the quality of the datasets, and the final model?  
 

The performance of the various classification models is evaluated on the kappa. It makes no sense to 

evaluate the performance on the validation data, therefore there will be solely looked at the performance 

on the test data. As discussed, due to the distribution of the common alarms for the Main Engine PS it was 

not possible to create a useful prediction model, so this alarm will be left out of discussion, as the 

performance is bad for all methods and parameter combinations tested. The common alarm of the 

Generator PS occurred frequently and dispersed enough to create models and generate results. Although 

4 different methods were tested for dealing with the missing (NA) values, with both hourly and minutely 

aggregated data, for the three data mining methods, there was little insight gained.  

A first thing that can be concluded is that in a significant part of the models created a negative value for 

kappa occurred. This is unusual, as it indicates that the fit of the model is worse than what could be expected 

from a random prediction. Further, in a lot of cases, a kappa value of 0 occurs, which indicates that the 

model provide only one sort of prediction (typically 0). This is not beneficial for the model, and those models 

cannot be used for predicting the alarms.  

When comparing data-mining methods, both Classification Trees and Logistic Regression tend to perform 

bad in all cases. The Neural Network approach has however two cases where it provides a positive kappa 

value that is higher than 0.2 on the test set. These were both obtained by implementing an hourly 

aggregation method. The highest score on the test set of 0.49 was obtained by replacing the NA values with 

a the mean. Replacing it by the median resulted in a kappa score of 0.23. Both these scores are the only 

ones that stand out, other than that, there is no recognizable difference between either method of dealing 

with missing values, or data-mining approach.  

However, in general there is a significant difference of the model’s performance on the validation and test 

set. The highest score on the validation set is 0.75, however this has a kappa value of 0.00 associated with 

it on the test set.  For neural network models with a kappa score of non-zero at the validation set, the 

average difference in kappa score between validation and test set is 0.25. When only taking the Neural 

Network approach into account, the difference is even bigger at 0.39. This indicates that the model’s 

performances are quite random, and that it is due to probabilistic behavior that the model can make right 

predictions. If a difference is small, this could be random either, or the value is in fact a good representation 

of the performance of the model. Apart from the test set, there has not been carried out another analysis 

to verify these results.   

Finally, in terms of favoring backward or forward feature selection, in the two ‘success cases’ both times 

backward feature selection came out as preferred. Furthermore, both methods came up with a lot of 

different variables as a result of the feature selection approach. If one takes a look at either variable 

selection method, there is no pattern to be found there. A lot of different sets of input variables are used, 

together with the poor performances of the models, indicates that there is no clear predictor for the 

common alarm Generator PS.  
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5.4 Validation 
With the time horizon on 0,  trying to predict whether an alarm happened or not, the results are similar. 

Like the Neural Network approach with the time horizon of 3 hours, the results on the validation set are 

reasonable, with kappa scores of around 0.5. The results on the test set however, are again quite 

different, sometimes better, sometimes worse than the validation set. This was also the case when 

predicting 3 hours ahead. However, this validation approach resulted in the highest kappa score of 0.56 

on the validation set. This was however accompanied by a low test score, so based on this results, there is 

no information contained in the variables about the occurrence of alarms.   

Research sub-question 6: How to implement the results of this project at Damen? 

As predicting alarms proved quite hard with the prediction horizon set to 3 hours, there was investigated 

whether a time horizon of 0 would result in some information. This proved to have the same problems as 

the 3 hour ahead prediction: inconsistency between the validation data and the test data, and kappa 

scores that vary significantly between the methods used. This underlines that currently it is impossible to 

predict alarms with reasonable accuracy. This thesis should therefore not be used for that purpose, but 

should be seen as a first experience with data analysis. The problems encountered will occur again, and 

this thesis presented a clear way to deal with outliers, some possibilities to deal with missing values, and 

in general a way to perform data analysis.   

5.5 Main research question 
How to use the available information about vessels to predict engine alerts before they occur? 

Finally, to conclude by answering the main research question, there is a lot of information available about 

the engine and the alarms. However, it is far from sure that all this information is relevant for predicting 

alerts. As shown, alarms tend to happen regardless of which measurement is attached to it. The method of 

filling in missing values, and the aggregation level is of importance, as the respective research sub-questions 

show. A data mining algorithm must be used to come up with predictions, and of the methods explored, 

Neural Networks is the most promising one. In time, if more experience is gained with such data analysis, 

in combination with more data available from the past about the occurrence of alarms, it becomes less 

complicated to build a prediction model. For now, this thesis should be read as a first step in predicting 

engine alarms, used for future reference.  

  



63 
 

6. Limitations and recommendations 
In this section the limitations of this project will be discussed, to be followed by the recommendations for 

Damen Shipyards, concerning the insights gained in, and continuation of, this project.  

6.1 Limitations  
Due to the availability of the data, and the frequency and dispersion of the alarms, only two alarms have 

been under inspection. This limits the usefulness of this thesis in the sense that it is still not known when 

or why an engine is going to throw an alarm. Currently only the Common Alarm for the Portside 

Generator can be predicted up to some extent. All other alarms cannot.  

To further narrow the scope, for the predicting phase there has been made use only of data originating 

from May 2017. This was due to the favorable occurrences of the common alarm generator PS. The 

alarms before March 2017 were not used in this project, as they were not available, and those who were, 

were not suitable to be used for the analysis due to a different logging method.  

This thesis has limited itself to three data-mining algorithms. This was done to explore the possibilities, 

and see whether data analysis was possible at all. Due to difficulties along the road, no additional 

methods have been explored. A direction for future research could be to include more data-mining 

methods. For example, in the literature, Markov processes or Fuzzy Models were named as possibilities.  

These methods have not been explored here due to the resource limitations, and did not seem the most 

logical in respect to the nature of this project. If desirable, Damen could also choose to extend the neural 

network approach to a deep learning approach, rather than the one hidden layer that was used in this 

project.  

As it is hard to estimate the quality of the various pre-processing methods based on the generator PS 

data, it was not possible to conclude which is the best (combination of) pre-processing method(s). This 

was due to the results of the prediction algorithm, as not one method stands out from the others in terms 

of better results by changing the way time is aggregated, or how missing values are filled in.  

An important step that has to be taken into account, is the method how the datasets are linked with the 

alarms. This is done by first aggregating the engine dataset on minute or hour level, and then matching 

the alarm with the data entry closest to it, after the alarm happened. This could influence the results 

significantly, and should therefore be verified.  

Finally, only the prediction horizon of 0 has been validated, with mixed results. Rather than using 3 hours 

ahead as time horizon, other time horizons could be used as well. It has not been checked, but that could 

be a direction to explore, to see whether this would result into useful information or not. 
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6.2 Recommendations 
From the conclusions it can be seen that a slightly different input model can result in a significantly 

different end result. This underlines the importance of having data of good quality. Damen should focus 

on improving the quality of the data, rather than aiming for the answer to everything. I.e. taking small 

steps at a time. Not only in the datasets that have been used in this thesis, but in other documents as 

well, a lot of mistakes occur. This can vary from an innocent spelling mistake, to a more serious error 

when measuring a certain variable. The way to deal with such errors is also important. For example, in this 

thesis, outliers have been removed by removing the entire row, not just the outlying value. In this 

research, it was decided to remove the entire row, as it was not known what the relations between the 

individual sensors were, and whether they influence each other or not. It was therefore most methodical 

sound to remove the entire row. In retrospect, it can be interesting to investigate this removal procedure 

some more, to see what Damen should do in future cases as it seems that the measurements of the 

sensors do not influence another. By not removing the entire row, but only the outlying value, the other 

points could still be used for data analysis.  

Although the answer to the main research question may be disappointing in the sense that the proposed 

goal was not achieved, it can be seen as a starting point for further analyses. The various problems 

encountered in this project have been dealt with, and the results are published in this document. The 

method developed to identify outliers by relative difference proved successful, and, besides, could be 

implemented with little regard to the underlying data, which makes it a flexible option. This method in 

combination with the knowledge gained by domain experts concerning the negativity removals, will 

improve the quality of the datasets. This document could therefore be used for future business cases at 

Damen, and the problems that will undoubtedly occur.  

During this analysis, it was revealed that approximately half of the variables follow a normal distribution. 

The other half of the variables follow a slightly different distribution. Little has been done with these results, 

however these results could be used for filling in the missing (NA) values, supporting a probabilistic 

approach rather than the four methods for dealing with NA values currently used. In that case it does not 

matter which distribution a variable has, only that the distribution is known in order to fill in the missing 

value. Other characteristics could be retrieved from the data as well, as this project indicated which mode 

each sensor had, but nothing has been done with these results. These could be used as an input parameter 

for the prediction model. Another opportunity is to identify the operational mode of the vessel as a whole, 

based on the data.  If the vessel is sailing, performing specific tasks, these could be visible in the engine 

datasets, in combination with the AIS dataset. This could be used to follow the vessel, and see how the 

operational profile matches with the designed operational profile, if at all.   

Each sensor has various sensor modes, indicating the sampling frequency of that sensor. In practice, it 

seems that a variable goes to a steady running state quite faster than the time that the sensor is still in 

warm-up mode. This increased sampling frequency can therefore be reduced, which will result in a 

decrease in the size of the dataset. Related to this topic, a method to classify from which sensor mode a 

measurement originates, has been developed, but this information is not used as input for the 

classification models. Only the measured variables have been used as input for the model, rather than 

some modified or calculated variables. This could contain valuable insights, and could therefore be 

investigated by Damen.  
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 Overview of AIS dataset 

A.1  AIS database description of variables 
Table 28: AIS data description of variables 

Description Meaning 

mmsi Unique identification number of a vessel* 

ais_time The time when the data was collected 

ais_date The date when the data was collected 

lon The longitudinal coordinates of the vessel 

lat The lateral coordinates of the vessel 

cog Course Over Ground: relative to true north 

sog Speed Over Ground: speed of the vessel 

heading True heading of the vessel relative to gyrocompass 

navstat Navigation status 

imo IMO number: unique identification number of a vessel 

name Name of the vessel 

callsign International radio sign assigned to vessel 

ais_type Defines type of vessel 

a_dim_bow Dimension of the ship from antenna to bow:  

b_dim_stern Dimension of the ship from antenna to stern: 

c_dim_port Dimension of the ship from antenna to port: 

d_dim_starboard Dimension of the ship from antenna to starboard: 

draught Draught of the ship 

destination Destination where the vessel is headed to 

eta Expected Time of Arrival in destination port 

imo_validated Check whether imo number is valid 
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A.2  General Statistics AIS data 
This section gives an overview on some key characteristics of the AIS data’s values. However, some columns 

are not filled in for every variable, as finding the mean value is not possible on a character entry such as 

‘Destination’. Moreover, taking the average of a date or time does not make sense either.  

Table 29:General statistics AIS data (nrow= 74328)  

variable name min 1st 
quantile 

median mean 3rd 
quantile 

max number 
of 
missing 
values 

mmsi             0 

Date             0 

Time             0 

lon -26.3295 4.37842 4.37847 4.175823 6.822793 9.836033 0 

lat 27.71354 51.90438 51.9044 51.805 53.44467 59.01241 0 

cog 0 146.2 225.2 216.1797 293.2 360 48 

sog 0 0 0 1.344301 0.1 14.6 57 

heading 0 103 157 169.0215 274 359 2170 

navstat             0 

imo             0 

name             0 

origin             0 

ais_type 0 52 52 52 52 52 0 

a_dim_bow 0 13 13 13 13 13 0 

b_dim_stern 0 22 22 22 22 22 0 

c_dim_port 0 5 5 5 5 5 0 

d_dim_starboard 0 6 6 6 6 6 0 

draught 0 4 4 4 4 4 0 

destination             0 

eta             0 

imo_validated             0 
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 Overview 
The main engine layout and the location of its sensors is presented in Figure 33 - Figure 35 below: 

 

Figure 33: Front and rear view of main engine 
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Figure 34: Right and left side of main engine 
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Figure 35: Top side main engine 
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  Overview of Main Engines 

C.1  Main Engine description of variables 
Table 30: Description of Main Engine Variables 

Variable name Description 

DateTime Date and time 

Engine Intercooler Temperature(degC) Temperature of the Intercooler 

Percent Load at Current Speed(rpm) The current load that is asked from engine relative 
to max 

Fuel Delivery Pressure(kPa) Pressure on which fuel is injected 

Engine Oil Level() Has to lie between two values, if not, alarm is given 

Engine oil Filter differential pressure(kPa) Difference in pressure before oil filter and after oil 
filter  

Engine Oil Pressure(kPa) Engine oil pressure 

Crankcase Pressure(kPa) Crankcase pressure 

Boost Pressure(kPa) Boost pressure  

Intake Manifold 1 Temperature(degC) Temperature of intake manifold 1 

Air Filter 1 Differential Pressure(kPa) Difference in pressure before air filter and after air 
filter 

Engine coolant temp(degC) Temperature of coolant fluid 

Coolant Level(%) Has to lie between two values, if not, alarm is given 

Transmission Oil Level(%) Has to lie between two values, if not, alarm is given 

Transmission Oil Pressure(kPa) Transmission oil pressure 

Engine Rated Power() Max power engine can provide (constant) 

Electrical Potential (Voltage)(V) Battery voltage 

Ambient Air Temperature(degC) Temperature of surrounding air 

Fuel Temperature(degC) Fuel temperature 

Engine Oil Temperature(degC) Engine oil temperature 

Turbo Oil Temperature(degC) Turbo oil temperature  

Transmission Oil Temperature(degC) Transmission oil temperature  

Trip Fuel(L) Calculated fuel that is used for trip. Manual input 
can be done to ‘end trip’  

Fuel Rate(L/hr) Fuel rate at current state, calculated via RPM 

Engine Rated Speed(rpm) Maximum rounds per minute engine can supply 

Engine speed(rpm) Current rpm 

Engine Total Idle Hours(hr) Total hours that engine was running stationary 

Engine Total Idle Fuel(L) Fuel consumption during idle time   

Total Engine Hours(hr) Total running hours of engine  

Total Fuel Used(L) Total fuel used 

Engine's Desired Operating Speed(rpm) RPM that are asked for based on load 

Trip Average Fuel Rate(L/hr) Average fuel used on a trip (calculated) 

Engine Exhaust Gas Port 1 Temperature(degC) Temperature of exhaust gas port 1 

Engine Exhaust Gas Port 2 Temperature(degC) Temperature of exhaust gas port 2 

Engine Exhaust Gas Port 3 Temperature(degC) Temperature of exhaust gas port 3 

Engine Exhaust Gas Port 4 Temperature(degC) Temperature of exhaust gas port 4 

Engine Exhaust Gas Port 5 Temperature(degC) Temperature of exhaust gas port 5 

Engine Exhaust Gas Port 6 Temperature(degC) Temperature of exhaust gas port 6 

Engine Exhaust Gas Port 7 Temperature(degC) Temperature of exhaust gas port 7 

Engine Exhaust Gas Port 8 Temperature(degC) Temperature of exhaust gas port 8 
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Engine Exhaust Gas Port 9 Temperature(degC) Temperature of exhaust gas port 9 

Engine Exhaust Gas Port 10 Temperature(degC) Temperature of exhaust gas port 10 

Engine Exhaust Gas Port 11 Temperature(degC) Temperature of exhaust gas port 11 

Engine Exhaust Gas Port 12 Temperature(degC) Temperature of exhaust gas port 12 

Engine Exhaust Gas Port 13 Temperature(degC) Temperature of exhaust gas port 13 

Engine Exhaust Gas Port 14 Temperature(degC) Temperature of exhaust gas port 14 

Engine Exhaust Gas Port 15 Temperature(degC) Temperature of exhaust gas port 15 

Engine Exhaust Gas Port 16 Temperature(degC) Temperature of exhaust gas port 16 

Engine Turbocharger 1 Compressor Inlet 
Pressure(kPa) 

Pressure on which turbocharger 1 injects air 

Engine Turbocharger 2 Compressor Inlet 
Pressure(kPa) 

Pressure on which turbocharger 2 injects air 

Engine Pre-filter Oil Pressure(kPa) Engine pre-filter oil pressure 

Engine Total Average Fuel Rate(L/hr) Total average fuel rate of engine 

Engine Total Average Fuel Economy() 
 

Engine Exhaust Gas Temperature - Right 
Manifold(degC) 

Exhaust gas temperature manifold Right  

Engine Exhaust Gas Temperature - Left 
Manifold(degC) 

Exhaust gas temperature manifold Left 

Engine Air Filter 2 Differential Pressure(kPa) Differential pressure air filter 2 

Engine Operating State() Operating state of the engine 

Engine Intercooler Coolant Level() Has to lie between two values, if not, alarm is given 

Engine Exhaust Gas Temperature Average() Average exhaust temperature 

 

C.2  General statistics main engine 
Variable name Min 1st 

Quantil
e 

Medi
an 

Mean 3th 
Quantil
e 

Max % missing 
values 

ID 1 47890 9577
0 

95770 143700 1915
00 

0.00 

DateTime - - - - - - 0.00 

Engine.Intercooler.Temperature.d
egC. 

9 21 23 23.41 24 179 0.44 

Percent.Load.at.Current.Speed.rp
m. 

0 0 40 28.98 45 100 0.44 

Fuel.Delivery.Pressure.kPa. 0 3.64 348 235.1 352 824 0.77 

Engine.oil.Filter.differential.pressu
re.kPa. 

0 31 55 42.72 59 64 0.79 

Engine.Oil.Pressure.kPa. 0 4.08 372 264.2 376 584 0.44 

Crankcase.Pressure.kPa. -
169

8 

0 0.31 0.233 0.94 31.56 0.77 

Boost.Pressure.kPa. 0 0 10 18.87 42 432 0.77 

Intake.Manifold.1.Temperature.deg
C. 

-39 30 31 32.47 34 67 0.44 

Air.Filter.1.Differential.Pressure.kP
a. 

0 0.35 0.5 1.714 2.5 22 0.77 

Engine.coolant.temp.degC. 26 82 86 80.99 88 90 0.44 

Coolant.Level... 0 100 100 106.1 100 125 0.98 

Transmission.Oil.Pressure.kPa. 0 2208 2272 2245 2288 2464 0.77 
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Electrical.Potential..Voltage..V. 0 25.4 25.6 25.51 25.7 26 0.47 

Engine.Oil.Temperature.degC. -
272.

9 

85.19 92.1
2 

85.59 94.75 1271 0.44 

Transmission.Oil.Temperature.deg
C. 

7 31 43 40.88 49 54 0.77 

Fuel.Rate.L.hr. 0 43.7 135.
9 

120.8 188.8 3277 0.44 

Engine.speed.rpm. 0 650.5 1233 1026 1255 6412 0.27 

Total.Engine.Hours.hr. 529
6 

5895 7858 21820 8209 6459
0000 

0.98 

Engine.s.Desired.Operating.Speed
.rpm. 

59 650 1053 1010 1253 2435 0.77 

Red.Stop.Lamp.Status.. 0 0 0 0.344
9 

1 1 1.00 

Amber.Warning.Lamp.Status.. 0 0 0 0.356
5 

1 1 1.00 

Protect.Lamp.Status.. 0 0 0 0.366
8 

1 1 1.00 

Engine.Exhaust.Gas.Port.1.Tempe
rature.degC. 

-265 169.5 378 310.9 426.4 1395 0.30 

Engine.Exhaust.Gas.Port.2.Tempe
rature.degC. 

-
272.

8 

178.2 403.
5 

332.3 447.5 1460 0.30 

Engine.Exhaust.Gas.Port.3.Tempe
rature.degC. 

-273 172.7 373.
2 

308.4 425.9 467.6 0.30 

Engine.Exhaust.Gas.Port.4.Tempe
rature.degC. 

-
272.

9 

175.8 367.
6 

305.8 409.7 656.9 0.30 

Engine.Exhaust.Gas.Port.5.Tempe
rature.degC. 

33.8
4 

171.6 383.
6 

314.2 426.8 467 0.30 

Engine.Exhaust.Gas.Port.6.Tempe
rature.degC. 

34.6
2 

187.2 383.
5 

322.6 427.6 1719 0.30 

Engine.Exhaust.Gas.Port.7.Tempe
rature.degC. 

33.0
3 

163.1 385.
1 

315.6 430.6 727.1 0.30 

Engine.Exhaust.Gas.Port.8.Tempe
rature.degC. 

-
265.

1 

179.8 400.
1 

331.3 445.9 1735 0.30 

Engine.Exhaust.Gas.Port.10.Temp
erature.degC. 

-
271.

9 

182 397.
4 

326 448.2 1769 0.30 

Engine.Exhaust.Gas.Port.11.Temp
erature.degC. 

34.7
5 

168.5 377.
4 

311 428.1 1735 0.30 

Engine.Exhaust.Gas.Port.12.Temp
erature.degC. 

-999 177.3 400.
3 

329.9 455.8 1735 0.30 

Engine.Exhaust.Gas.Port.13.Temp
erature.degC. 

35.2
5 

171.9 378.
5 

315.9 428.8 650.8 0.30 

Engine.Exhaust.Gas.Port.14.Temp
erature.degC. 

-
272.

9 

175.3 380.
9 

315.4 426.4 1663 0.30 

Engine.Exhaust.Gas.Port.15.Temp
erature.degC. 

38.3
4 

162.2 370.
8 

303.3 416.7 455.7 0.30 

Engine.Exhaust.Gas.Port.16.Temp
erature.degC. 

38.2
5 

169.5 368.
6 

304.5 413.8 1679 0.30 
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Engine.Turbocharger.1.Compress
or.Inlet.Pressure.kPa. 

0 0 0 0.000
1115 

0 1.99 0.47 

Engine.Turbocharger.2.Compress
or.Inlet.Pressure.kPa. 

0 0 0 0.000
1549 

0 1.99 0.47 

Engine.Pre.filter.Oil.Pressure.kPa. 0 416 432 416.7 436 708 0.77 

Engine.Exhaust.Gas.Temperature.
..Right.Manifold.degC. 

30 172.3 473.
8 

383.2 546.8 593 0.46 

Engine.Exhaust.Gas.Temperature.
..Left.Manifold.degC. 

1 193.5 488.
2 

396.9 555.9 903 0.46 

Engine.Air.Filter.2.Differential.Pres
sure.kPa. 

0 0.25 0.35 0.434
2 

0.5 2.05 0.79 

Ambient.Air.Temperature.degC. 13.6
2 

31.03 31.9
4 

32.11 35.03 1775 0.98 

Fuel.Temperature.degC. -40 -19 83 53.72 100 208 0.86 

Trip.Fuel.L. 816
800 

966800 1206
000 

11140
00 

122400
0 

1245
000 

0.98 

Engine.Total.Idle.Hours.hr. 137
9 

1499 1890 1791 1921 2012 0.98 

Engine.Total.Idle.Fuel.L. 601
50 

65380 8240
0 

78120 83770 8772
0 

0.98 

Total.Fuel.Used.L. 148
80 

966800 1206
000 

11140
00 

122400
0 

1245
000 

0.98 

Trip.Average.Fuel.Rate.L.hr. 146.
6 

149 149.
1 

149.9 151.6 154.1 0.98 

Malfunction.Indicator.Lamp.Status
.. 

0 0 0 0.373
8 

1 1 1.00 

Engine.Total.Average.Fuel.Rate.L.
hr. 

146.
6 

149 149.
1 

149.9 151.6 154.1 0.98 

Engine.Operating.State.. 0 4 4 4.004 4 5 0.98 

Engine.Intercooler.Coolant.Level.. 100 100 100 100 100 100 0.98 

Engine.Exhaust.Gas.Temperature.
Average.. 

35.4
4 

94.97 335.
4 

283.8 407.7 470.3 0.98 

Turbo.Oil.Temperature.degC. -
270.

3 

53 727.
1 

1784 727.5 4758
0 

0.90 

Engine.Rated.Speed.rpm. 0 2400 3204 4239 7808 8032 0.99 

Engine.Oil.Level.. 0 0.8 0.8 4.108 0.8 98.8 0.99 

Transmission.Oil.Level... 0 0 2.8 16.43 17.6 99.2 0.88 

Engine.Rated.Power.. 0 1792 1792 3991 1792 3277
0 

0.99 

Engine.Exhaust.Gas.Port.9.Tempe
rature.degC. 

-48 300.4 380.
2 

317.4 407.4 1611 0.39 

Engine.Total.Average.Fuel.Econo
my.. 

0 0 0 3.094 0 73 1.00 

Fuel.Level.2.. 0 0 0 7.587 0 34 1.00 

Fuel.Level.. 4.4 28 28 30.78 28 85.6 0.99 
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 Overview of Generator 

D.1  Generator description of variables 
Table 31: Description of generator variables  

Variable name Description 

DateTime Date and time 

latitude Latitudinal coordinates 

longitude Longitudinal coordinates  

Percent Load at Current Speed(rpm) The current load that is asked from engine relative 
to max 

Fuel Delivery Pressure(kPa) Pressure with which fuel is injected 

Engine Oil Pressure(kPa) Engine oil pressure 

Boost Pressure(kPa) Boost pressure 

Intake Manifold 1 Temperature(degC) Temperature of Intake Manifold 1 

Engine coolant temp(degC) Temperature of coolant  

Engine Rated Power() Max power engine can provide (constant) 

Electrical Potential (Voltage)(V) Battery voltage 

Fuel Temperature(degC) Fuel temperature 

Fuel Rate(L/hr) Fuel rate at current state 

Engine Rated Speed(rpm) Maximum rounds per minute engine can supply 

Engine speed(rpm) Current rpm 

Total Engine Hours(hr) Total running hours of engine  

Total Fuel Used(L) Total fuel used 

Engine's Desired Operating Speed(rpm) RPM that are asked for based on load 
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D.2  General statistics generator 
Variable Name Min 1st 

Quantile 

Median Mean 3th 

Quantile 

Max % 

missing 

values 

(nrow = 

246134) 

X0.0 1.47E+09 1.48E+09 1.49E+09 1.49E+09 1.49E+09 1.50E+09 0.00 

latitude 17.55 51.9 51.9 51.65 51.9 53.26 0.75 

longitude -45.01 4.38 4.381 3.639 4.381 4.416 0.75 

Percent.Load.at.Current.Speed.rpm. 0 5 9 8.74 12 50 0.49 

Fuel.Delivery.Pressure.kPa. 4 572 576 572.6 596 856 0.88 

Engine.Oil.Pressure.kPa. 0 368 388 380.6 400 716 0.49 

Boost.Pressure.kPa. 0 22 28 26.13 32 60 0.88 

Intake.Manifold.1.Temperature.degC

. 

-40 27 30 28.98 32 43 0.49 

Air.Filter.1.Differential.Pressure.kPa. 0 11 11 11.67 11 110.5 0.91 

Engine.coolant.temp.degC. -34 82 82 82.76 83 174 0.49 

Engine.Rated.Power.. 127 127 127 127 127 127 0.99 

Electrical.Potential..Voltage..V. 6.4 23.8 23.8 24 24.3 26 0.49 

Fuel.Temperature.degC. 7 13 17 18.67 20 40 0.88 

Engine.Oil.Temperature.degC. -272.9 455 511 441.9 535 1551 0.61 

Turbo.Oil.Temperature.degC. 437 437 437 437 437 437 1.00 

Fuel.Rate.L.hr. 0 8.15 9.6 9.558 10.8 2445 0.49 

Engine.Rated.Speed.rpm. 1500 1500 1500 1500 1500 1500 0.99 

Engine.speed.rpm. 0 1500 1505 1506 1510 1527 0.09 

Total.Engine.Hours.hr. 7056 9494 9897 9700 10170 10640 0.99 

Total.Fuel.Used.L. 56570 76270 80440 78640 83110 87220 0.99 

Engine.s.Desired.Operating.Speed.rp

m. 

68.88 1506 1506 1506 1506 1507 0.88 

Engine.Oil.Level.. 4.8 27.2 28.4 27.94 28.8 37.5 0.99 

Crankcase.Pressure.kPa. -2463 -2463 -2463 -2463 -2463 -2462 0.97 

Trip.Fuel.L. 92430 39320000

0 

39320000

0 

4.04E+08 39320000

0 

1.91E+09 1.00 

Ambient.Air.Temperature.degC. 104.5 255 255 273.8 327 327 1.00 
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 Overview of FiFi auxiliary engine 

E.1  FiFi description of variables 
Table 32: Description of FiFi engine variables 

Variable name Description 

DateTime Date and time 

latitude Latitudinal coordinates 

longitude Longitudinal coordinates  

Percent Load at Current Speed(rpm) The current load that is asked from engine 
relative to max 

Fuel Delivery Pressure(kPa) Pressure on which fuel is injected 

Engine Oil Level() Has to lie between two values, if not, alarm 
is given 

Engine oil Filter differential pressure(kPa) Difference in pressure before oil filter and 
after oil filter  

Engine Oil Pressure(kPa) Engine oil pressure 

Crankcase Pressure(kPa) Crankcase pressure 

Boost Pressure(kPa) Boost pressure  

Intake Manifold 1 Temperature(degC) Temperature of Intake Manifold 1 

Engine coolant temp(degC) Temperature of coolant  

Coolant Level(%) Has to lie between two values, if not, alarm 
is given 

Electrical Potential (Voltage)(V) Battery voltage 

Fuel Temperature(degC) Fuel temperature 

Engine Oil Temperature(degC) Engine oil temperature 

Transmission Oil Temperature(degC) Transmission oil temperature 

Trip Fuel(L) Calculated fuel that is used for trip. Manual 
input can be done to ‘end trip’ 

Fuel Rate(L/hr) Fuel rate at current state 

Engine speed(rpm) Current rpm 

Engine Total Idle Hours(hr) Total hours that engine was idle 

Engine Total Idle Fuel(L) Fuel consumption during idle   

Total Engine Hours(hr) Total running hours of engine  

Total Fuel Used(L) Total fuel used 

Engine's Desired Operating Speed(rpm) RPM that are asked for based on load 

Trip Drive Average Load Factor() Average load factor of a trip 

Total Drive Average Load Factor() Average load factor in total 

Trip Average Fuel Rate(L/hr) Average fuel used on a trip (calculated) 

Engine Total Average Fuel Rate(L/hr) Total average fuel rate of engine 

Engine Total Average Fuel Economy() Total average economy fuel rate 

Engine Exhaust Gas Temperature - Right 
Manifold(degC) 

Exhaust gas temperature manifold Right  

Engine Exhaust Gas Temperature - Left 
Manifold(degC) 

Exhaust gas temperature manifold Left 

Engine Operating State() Operating state of engine 
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E.2  General statistics FiFi 

 Overview of Fault dataset 
Variable name Meaning 

dateTime Date and time 

product Indication to which engine the alarm is due 
(not always useful)  

type Binary classification whether the alarm was 
passed on to the bridge or not 

spn Alarm code 

fmi Alarm code 

oc Occurrence counter, indicating how often 
this alarm has taken place 

malfunctionLamp Binary indication whether the warning lamp 
was turned on 

redStopLamp Binary indication whether the warning lamp 
was turned on 

amberWarningLamp Binary indication whether the warning lamp 
was turned on 

protectLamp Binary indication whether the warning lamp 
was turned on 

latitude Latitudinal coordinates 

longitude Longitudinal coordinates 

speed Speed of the vessel 

Description Verbal description of the alarm (automated)  
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 Distribution fitting 
The table below shows the result of the best fitted distribution and its parameters for the main engine PS 

dataset that was used in section 3.1.3. Not for every variable is tried to fit a distribution, for variables with 

less than 50 records, or if the variable is only increasing (e.g. total engine hours), no distribution is tried to 

be fit (indicated by ‘-‘ value for distribution).  

Table 33: Distribution fitting on Main Engine PS on 4 days 

 
distrib
ution 

shape scale loca 
tion 

mean stDev meanL
og 

stDev
Log 

rate 

Engine Intercooler 
Temperature(degC) 

weibull 22.04 22.80             

Percent Load at 
Current Speed(rpm) 

logis    0.54 44.13           

Fuel Delivery 
Pressure(kPa) 

weibull 11.76 347.1
4 

            

Engine oil Filter 
differential 
pressure(kPa) 

weibull 6.14 56.96             

Engine Oil 
Pressure(kPa) 

logis   5.72 381.4
2 

          

Crankcase 
Pressure(kPa) 

lnorm           - 0.53  0.53   

Boost Pressure(kPa) weibull 33.31 59.57             
Intake Manifold 1 
Temperature(degC) 

logis    0.98 30.61           

Air Filter 1 
Differential 
Pressure(kPa) 

norm       1.02  0.52       

Engine coolant 
temp(degC) 

weibull 9.18 83.69             

Coolant level (%) -                  
Transmission Oil 
Pressure(kPa) 

gamma 92.76              0.04 

Electrical Potential 
(Voltage)(V) 

weibull 151.3
5 

25.61             

Ambient Air 
Temperature(degC) 

lnorm           3.37  0.34   

Engine Oil 
Temperature(degC) 

logis   10.37 87.21           

Transmission Oil 
Temperature(degC) 

weibull 4.08 45.82             

Trip Fuel (L) -                  
Fuel Rate(L/hr) logis   43.93 177.7

7 
          

Engine speed(rpm) weibull 4.94 1216.
71 

            

Engine Total Idle 
Hours (hr) 

-                  

Engine Total Idle 
Fuel (L) 

-                  

Total Engine Hours 
(hr)  

-                  

Total Fuel Used (L) -                  
Engine's Desired 
Operating 
Speed(rpm) 

weibull 5.63 1238.
28 
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Trip Average Fuel 
Rate(L/hr) 

weibull 177.6
3 

151.3
6 

            

Engine Exhaust Gas 
Port 1 
Temperature(degC) 

norm       325.00 159.30       

Engine Exhaust Gas 
Port 2 
Temperature(degC) 

norm       341.53 160.94       

Engine Exhaust Gas 
Port 3 
Temperature(degC) 

norm       321.31 160.23       

Engine Exhaust Gas 
Port 4 
Temperature(degC) 

norm       313.21 145.46       

Engine Exhaust Gas 
Port 5 
Temperature(degC) 

norm       323.95 158.03       

Engine Exhaust Gas 
Port 6 
Temperature(degC) 

norm       329.71 145.38       

Engine Exhaust Gas 
Port 7 
Temperature(degC) 

norm       323.11 158.50       

Engine Exhaust Gas 
Port 8 
Temperature(degC) 

norm       344.31 159.18       

Engine Exhaust Gas 
Port 9 
Temperature(degC) 

norm       306.17 152.98       

Engine Exhaust Gas 
Port 10 
Temperature(degC) 

norm       344.92 160.81       

Engine Exhaust Gas 
Port 11 
Temperature(degC) 

norm       322.43 161.33       

Engine Exhaust Gas 
Port 12 
Temperature(degC) 

norm       347.43 165.48       

Engine Exhaust Gas 
Port 13 
Temperature(degC) 

norm       330.78 156.00       

Engine Exhaust Gas 
Port 14 
Temperature(degC) 

norm       326.38 155.23       

Engine Exhaust Gas 
Port 15 
Temperature(degC) 

norm       317.76 156.97       

Engine Exhaust Gas 
Port 16 
Temperature(degC) 

norm       316.75 152.07       

Engine 
Turbocharger 1 
Compressor Inlet 
Pressure (kPa) 

 -                 

Engine 
Turbocharger 2 
Compressor Inlet 
Pressure (kPa) 

 -                 

Engine Pre-filter Oil 
Pressure(kPa) 

logis   4.88 437.8
8 
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Engine Total 
Average Fuel 
Rate(L/hr) 

weibull 177.6
6 

151.3
6 

            

Engine Exhaust Gas 
Temperature - Right 
Manifold(degC) 

norm       425.50 212.96       

Engine Exhaust Gas 
Temperature - Left 
Manifold(degC) 

norm       431.76 207.67       

Engine Air Filter 2 
Differential 
Pressure(kPa) 

logis    0.22 1.04           

Engine Operating 
State 

 -                 

Engine Intercooler 
Coolant Level () 

 -                 

Engine Exhaust Gas 
Temperature 
Average() 

weibull 1.71 316.8
4 

            

 

  



 

 Outlier tests 
This section goes into more detail about the results of the outlier tests performed in section 3.1.3. 

H.1  Standard deviation method 
Concerning the proposed standard deviation cut-off value of 8 sigma, some extra tests were carried out to 

ensure the validity of the cut-off, and/or to find an existing pattern. All 91 outlier indices have been checked, 

and manually judged whether each row is correctly classified as an outlier. All 91 row indices and their 

corresponding variable number can be found in Table 34.

Table 34: Resulting outliers 

Row 

Indices 

Variable 

Number 

3854 7 

3855 7 

3856 7 

3857 7 

3858 7 

3859 7 

3860 7 

3861 7 

3862 7 

3863 7 

3864 7 

3865 7 

3866 7 

3867 7 

3868 7 

3869 7 

3870 7 

4174 7 

4175 7 

4176 7 

4177 7 

1859 8 

2542 8 

3206 8 

3574 8 

2896 10 

3854 14 

3855 14 

3856 14 

3857 14 

3858 14 

3859 14 

3860 14 

3861 14 

3862 14 

3863 14 

3864 14 

3865 14 

3866 14 

3867 14 

3868 14 

3869 14 

3870 14 

3871 14 

3872 14 

3873 14 

3874 14 

3875 14 

3876 14 

3877 14 

3878 14 

4174 14 

4175 14 

4176 14 

4177 14 

4178 14 

4179 14 

4180 14 

4181 14 

4182 14 

4183 14 

2865 16 

2492 17 

2022 20 

2335 20 

1087 43 

3854 46 

3855 46 

3856 46 

3857 46 

3858 46 

3859 46 

3860 46 

3861 46 

3862 46 

3863 46 

3864 46 

3865 46 

3866 46 

3867 46 

3868 46 

3869 46 

3870 46 

3871 46 

3872 46 

3873 46 

4174 46 

4175 46 

4176 46 

4177 46 

4178 46 



 

Corresponding variable names: 
- 7: Engine Oil Pressure 
- 8: Crankcase Pressure 
- 10: Intake Manifold 1 Temperature 
- 14: Transmission Oil Pressure   
- 16: Ambient Air Temperature 
- 17: Engine Oil Temperature 
- 20: Fuel rate 
- 43: Exhaust Gas Port 16 Temperature 
- 46: Engine Pre-Filter Oil Pressure 

 

The first thing that stands out in Table 34, is that there are multiple consecutive outlier row indices (for 

example 3854-3876 or 4174-4177). These indices can be traced back to 3 variables: Engine Oil Pressure, 

Transmission Oil Pressure, and Engine Pre-Filter Oil Pressure. Some further digging showed that these row 

indices were the first data entries of the day. The outlier values those variables took, were ‘0’ or very low 

compared to the other values of that variable. The flagging of those points as outliers is due to the fact that 

the engine just started, and those entries can be seen as a ‘warm-up period’ for the engine. However, due 

to the fact that only unique row indices will be removed from the dataset, these data points will still be 

included in the cleaned dataset. These row indices occur more than once in the outlier subset, due to the 

three variables. It is however possible that two or three rows are removed, as a result of not being flagged 

by multiple variables. Row index 4178 is the next number in the consecutive series, however it is only 

classified as an outlier by its Transmission Oil Value.  

This approach will thus lead to a removal of 4 rows or so for the entire dataset. The very first engine 

movements will be included in the cleaned dataset, as multiple variables will flag the values as outliers. The 

transition period, however, between the very first engine movements and a ‘steady’ running phase, will 

most likely lose some data points. The effect on the cleaned dataset is not big however, as the typical first 

rows are still present. This effect is visualized by Figure 36 below. It is easy to see that at least 1 (4 to be 

exact) value around 600 (exact = 584) is omitted due to the cleaning. These values lie between the warm-

up period, and the steady state situation. The Transmission Oil Pressure variable is the only variable of the 

variables mentioned above which has data points to remove, due to the row indices occurring only once.  
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Figure 36: Boxplot Transmission Oil Pressure 

Next, the variable Crankcase Pressure indicates 4 outliers. After looking up the particular values of those 

indices, it became clear that those are truly outliers. These row indices had the variable value of -1695 

associated with it. Compared with the rest of the column these values were indeed outliers and can 

therefore safely be removed. For a visualization of these removed outliers, see Figure 37. 

 

Figure 37: Boxplot Crankcase Pressure 
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Furthermore, the variables Intake Manifold 1 Temperature, Ambient Air Temperature, and Engine Oil 

Temperature all provided 1 different row index as outlier. These values indeed had odd measurements 

attached to them; temperatures of over 1000 degrees for all of the outlier values. This was high compared 

to the rest of their respective columns, as there the temperatures were in a more realistic range (approx. 

30, 25, and 90 degrees Celsius respectively). A variable that flagged two indices as outliers is the Fuel Rate. 

It provided two values that were over 3000 liters/hour, whereas the next highest fuel rates were 

somewhere around 200 liters/hour. These indices were correctly classified as outliers. Finally, Exhaust Gas 

Port 16 Temperature came up with 1 odd value. A temperature of over 1600 degrees Celsius. After looking 

up the surrounding points it can be concluded that this too is a correct outlier. The surrounding points were 

normal, around 420 degrees Celsius.  

This outlier removal approach will thus result in the removal of the following points, as shown in Table 35 

below:  

Table 35: Final result outlier removal 

Row Indices Variable 

Number 

1859 8 

2542 8 

3206 8 

3574 8 

2896 10 

3874 14 

3875 14 

3876 14 

3877 14 

3878 14 

4179 14 

4180 14 

4181 14 

4182 14 

4183 14 

2865 16 

2492 17 

2022 20 

2335 20 

1087 43 

 

Corresponding variable names: 
- 7: Engine Oil Pressure 
- 8: Crankcase Pressure 
- 10: Intake Manifold 1 Temperature 
- 14: Transmission Oil Pressure 
- 16: Ambient Air Temperature 
- 17: Engine Oil Temperature 
- 20: Fuel rate 
- 43: Exhaust Gas Port 16 Temperature 

 

 

 

 

All in all, from this in-depth look can be concluded that there are no variables which provide the majority 

of the outliers. It could be the case that there was a sensor responsible for almost all of the outliers, which 

would hint to a possible faulty sensor. In that regard, the variable Crankcase Pressure provided the most 

true outliers, with a total of 4. These outliers have a negative value, and are therefore easy to spot. Next to 

this variable, some others provide some outliers, but not that many outliers are flagged by this approach. 

A drawback is that some normal rows during the ‘warm-up’ period will be removed as well. This is not easily 

fixed, as if the standard deviation cut-off will be reduced, there will be a new cut-off between the starting 

of the engine and steady behavior. These 91 outlier indices correspond to 20 unique row indices, of which 
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10 are clearly outliers, and the remaining 10 occur during the warm up period of the engine. 20 outliers on 

a total of 5203 rows corresponds to 0.38% of the dataset. This in-depth analysis of these outliers provides 

confidence for a fully automated outlier removal, now that is shown that there are no unexplainable outlier 

results with this method.  

H.2  In-depth look at relative difference 
This sub-section identifies the differences between two outlier removal methods; standard deviation, and 

relative difference: 

Table 36: Unique outliers by Standard Deviation 

Row 

Indices 

Variable 

numbers 

1087 43 

1859 8 

2022 20 

2335 20 

2492 17 

2542 8 

2865 16 

2896 10 

3206 8 

3574 8 

3874 14 

3875 14 

3876 14 

3877 14 

3878 14 

4179 14 

4180 14 

4181 14 

4182 14 

4183 14 

 

Table 37: Unique outliers by Relative Difference 

Row 

Indices 

Variable 

numbers 

955 37 

1087 43 

1122 11 

1546 29 

1718 29 

1859 8 

1973 26 

2022 20 

2087 26 

2170 33 

2492 17 

2542 8 

2607 26 

2865 16 

3058 41 

3127 37 

3206 8 

3501 33 

3574 8 

3869 4 

4175 4 



 

As can be seen by Table 36 and Table 37, the green shades correspond to the indices that  are classified as 

outliers in both methods. These sum up to 8, and are correctly identified as outliers. The red shades 

correspond to the indices that are included in the standard deviation method, but not anymore in the 

relative difference method. These indices correspond without exception to warm-up period row indices. It 

is good that those points are not removed anymore in the relative difference method, as the warm-up 

period are still valid measurements, just slightly different than the other points in that series.  

Then, of other interest, the row indices 2335 and 2896 also vanished from the outlier list (recognizable by 

the yellow shades). This is only due to the fact that there were multiple relative differences that were too 

high. This indicates that it is not a faulty measurement, but rather that something could be off with the 

engine at that point. These points are therefore still included in the analysis, and thus not removed. 

Furthermore, there are 13 new outliers identified. These originate from a lot of different variables, which 

again indicates that there is not a single sensor responsible for the majority of outliers. After some zooming 

in, it became clear that seven of those new points correspond to one of the exhaust gas ports (variable 

number 28 to 43).  In these cases the temperature typically jumps from around 450, to 1200, and then back 

to 450 again, within 15 seconds. This is not realistic, and therefore those values will be removed for further 

analysis. The impact of such removal is visualized in Figure 38 below. These points are removed via this 

method, but would still be included in the standard deviation method. Most of the other new outliers 

(index: 1973, 2087, 2607) correspond to the variable with number 26 (engine’s desired operating speed). 

These values all decrease from 1300 to 59, and then increase back to 1300. This is odd, and certainly when 

taking the time into account, which is just 5 seconds between each measurement.  Next, there is one data 

entry classified as an outlier by variable 11, which concerns the differential pressure of the air filter. The 

value ranges from 1.3 to 0 to 1.3 again (which is a significant increase/decrease). Again, also this process 

takes just 10 seconds, and is therefore unexplainable. Finally, the last 2 new outliers correspond to row 

indices 3869 and 4175 and are due to variable 4, the percent load at current speed (rpm) of the engine. 

Both these values go from 0 to 100 to 0 percent in the time interval of just 3 seconds. This is at least 

surprising, and provides therefore confidence in the classification as outlier.  
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Figure 38:Boxplot Exhaust Gas Port 2 before and after cleaning
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  Negativity checks 
This section provides a list that is generated in collaboration with domain experts about which variables 

should not take a negative value. If such variable has a negative value as a measurement, it can 

immediately be discarded.  

Table 38: Variables that should not be negative 

Variable name 

Percent Load at Current Speed(rpm) 

Intake Manifold 1 Temperature(degC) 

Fuel Delivery Pressure(kPa) 

Engine Rated Power() 

Electrical Potential (Voltage)(V) 

Fuel Temperature(degC) 

Fuel Rate(L/hr) 

Engine Rated Speed(rpm) 

Engine speed(rpm) 

Total Engine Hours(hr) 

Total Fuel Used(L) 

Engine's Desired Operating Speed(rpm) 

Engine Exhaust Gas Port 1 Temperature(degC) 

Engine Exhaust Gas Port 2 Temperature(degC) 

Engine Exhaust Gas Port 3 Temperature(degC) 

Engine Exhaust Gas Port 4 Temperature(degC) 

Engine Exhaust Gas Port 5 Temperature(degC) 

Engine Exhaust Gas Port 6 Temperature(degC) 

Engine Exhaust Gas Port 7 Temperature(degC) 

Engine Exhaust Gas Port 8 Temperature(degC) 

Engine Exhaust Gas Port 9 Temperature(degC) 

Engine Exhaust Gas Port 10 Temperature(degC) 

Engine Exhaust Gas Port 11 Temperature(degC) 

Engine Exhaust Gas Port 12 Temperature(degC) 

Engine Exhaust Gas Port 13 Temperature(degC) 

Engine Exhaust Gas Port 14 Temperature(degC) 

Engine Exhaust Gas Port 15 Temperature(degC) 

Engine Exhaust Gas Port 16 Temperature(degC) 

Engine Exhaust Gas Temperature - Right 
Manifold(degC) 

Engine Exhaust Gas Temperature - Left Manifold(degC) 

Engine Oil Temperature(degC) 

Turbo Oil Temperature(degC) 
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 Operating mode sensors 
This section goes into more detail about the operation mode of the sensors. Below, in Table 39, the 

number of measurements used for generating the mode plots can be found. Without this information the 

wrong conclusions can be drawn, only because the figure is based on less data points.  

Table 39: Non-NA occurrences for ME PS 4 days 

Variable name Non-NA 

occurren

ces 

id 4618 

0 4618 

Engine Intercooler Temperature(degC) 3692 

Percent Load at Current Speed(rpm) 3692 

Fuel Delivery Pressure(kPa) 3558 

Engine Oil Level() 9 

Engine oil Filter differential pressure(kPa) 3559 

Engine Oil Pressure(kPa) 3692 

Crankcase Pressure(kPa) 3551 

Boost Pressure(kPa) 3555 

Intake Manifold 1 Temperature(degC) 3692 

Air Filter 1 Differential Pressure(kPa) 3555 

Engine coolant temp(degC) 3692 

Coolant Level(%) 318 

Transmission Oil Level(%) 285 

Transmission Oil Pressure(kPa) 3555 

Engine Rated Power() 9 

Electrical Potential (Voltage)(V) 3692 

Ambient Air Temperature(degC) 290 

Fuel Temperature(degC) 1347 

Engine Oil Temperature(degC) 3692 

Turbo Oil Temperature(degC) 115 

Transmission Oil Temperature(degC) 3555 

Trip Fuel(L) 293 

Fuel Rate(L/hr) 3692 

Engine Rated Speed(rpm) 9 

Engine speed(rpm) 3837 

Engine Total Idle Hours(hr) 293 

Engine Total Idle Fuel(L) 293 

Total Engine Hours(hr) 318 

Total Fuel Used(L) 293 

Engine's Desired Operating Speed(rpm) 3555 

Trip Average Fuel Rate(L/hr) 292 

Engine Exhaust Gas Port 1 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 2 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 3 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 4 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 5 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 6 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 7 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 8 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 9 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 10 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 11 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 12 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 13 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 14 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 15 

Temperature(degC) 

3837 

Engine Exhaust Gas Port 16 

Temperature(degC) 

3837 

Engine Turbocharger 1 Compressor Inlet 

Pressure(kPa) 

3691 

Engine Turbocharger 2 Compressor Inlet 

Pressure(kPa) 

3691 

Engine Pre-filter Oil Pressure(kPa) 3555 

Engine Total Average Fuel Rate(L/hr) 292 

Engine Total Average Fuel Economy() 3 

Engine Exhaust Gas Temperature - Right 

Manifold(degC) 

3692 

Engine Exhaust Gas Temperature - Left 

Manifold(degC) 

3692 

Engine Air Filter 2 Differential Pressure(kPa) 3555 

Engine Operating State() 318 

Engine Intercooler Coolant Level() 318 

Engine Exhaust Gas Temperature Average() 318 

Red Stop Lamp Status() 3 

Amber Warning Lamp Status() 3 

Protect Lamp Status() 3 



 

 

Below, in Figure 39 one can see all the sensors with the associated operating modes. This gives only an 

indication, and is mostly meant to show that a lot of differences exist between the various variables.  

 

Figure 39:overall operating mode plot 

Figure 41 below depicts a same trend as Figure 40 in terms of lay-out. The sampling rates are different, but 

the general image is the same. Only these variables have a smaller proportion of being in the normal state, 

compared to the previous figure. Just like the previous figure, only a small proportion of the data points 

were not able to be fitted into one of the categories. Figure 42 and Figure 43 are harder to specify the mode, 

as some modes have the same sampling frequency. Also, a larger portion of the data is unclassifiable.  
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Figure 40: Operating mode first set 

 

Figure 41: Operating mode second set 
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Figure 42: Operating mode third set (Figure 17 is based on this figure) 

 

Figure 43: Operating mode fourth set  
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 Model performance 
This section provides more detail about the formulas that have been used to quantify the model 

performance. This is done based on the output of the models as a confusion matrix, as shown in  Table 40. 

At first, the F1 score was used to evaluate the model performance, however later on, there has been 

switched to the kappa score, as that takes the overall population more into account, rather than only the 

TP,FP and FN.  

Table 40:Confusion matrix 

 Predicted 0 Predicted 1 

Actual 0 True Negative (TN)  False Positive (FP) 

Actual 1 False Negative (FN)  True Positive (TP) 

 

Computing accuracy:  

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑇𝑁 + 𝑇𝑃

𝑇𝑁 + 𝐹𝑁 + 𝐹𝑃 + 𝑇𝑃
 

Computing F1 score: 

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝐹𝑁 + 𝑇𝑃
 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝐹𝑃 + 𝑇𝑃
 

𝐹1 =  2 ∗
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑟𝑒𝑐𝑎𝑙𝑙

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙
 

 

 

Computing kappa: 

𝑃𝑜 =
𝑇𝑁 + 𝑇𝑃

𝑇𝑁 + 𝐹𝑁 + 𝐹𝑃 + 𝑇𝑃
 

𝑃𝑦𝑒𝑠 =  
𝑇𝑃 + 𝐹𝑁

𝑇𝑁 + 𝐹𝑁 + 𝐹𝑃 + 𝑇𝑃
∗

𝑇𝑃 + 𝐹𝑃

𝑇𝑁 + 𝐹𝑁 + 𝐹𝑃 + 𝑇𝑃
 

𝑃𝑛𝑜 =  
𝐹𝑃 + 𝑇𝑁

𝑇𝑁 + 𝐹𝑁 + 𝐹𝑃 + 𝑇𝑃
∗

𝐹𝑁 + 𝑇𝑁

𝑇𝑁 + 𝐹𝑁 + 𝐹𝑃 + 𝑇𝑃
 

𝑃𝑒 = 𝑃𝑦𝑒𝑠 + 𝑃𝑛𝑜 

𝑘𝑎𝑝𝑝𝑎 =
𝑃𝑜 − 𝑃𝑒

1 − 𝑃𝑒
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 Sampling time AIS data 
The sample time of the AIS data is not evenly distributed. The assumption was that this dataset is extended 

every two minutes, but after this analysis it became clear that this was not the case. For this first analysis 

there is made use of AIS data gathered on: 

- 29-12-2016 
- 25-01-2017 
- 02-02-2017 
- 07-02-2017 

- 17-02-2017 
- 27-02-2017 
- 23-03-2017  

 
The total number of AIS measurements during those days adds up to 3513. The distribution of the frequency 

of the time between different samples can be seen in Figure 44 below.

 

Figure 44: Histogram of AIS sampling time (nrow = 3513) 

The mean sampling time is 172 seconds, which is also visible in the figure above. Furthermore, between the 

days there is some deviation visible between the sample times. Most days follow approximately the same 

distribution as shown above, however for example 23-03-2017 is responsible for almost 150 values around 

30 seconds. It is therefore the main contributor for the peak at 30 seconds.  
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Figure 45: Histogram of the sampling rate on 150 dates (n=approx. 75000) 

For Figure 45 the x-axis has been cut-off at 400 s, as there are only a few observations above that threshold. 

This figure indicates that there are peaks around 2 and 3 minutes intervals between the samples. This 

second histogram shows also that there is inconsistency between days, as the large peak around 120 

seconds is not included in Figure 44, indicating that this was non-representative sample. From this figure it 

can therefore be concluded that for the vessel under inspection the sampling time is around 2, or 3 minutes, 

with a small deviation. This is partly due to the fact that Damen only queries every 2 minutes, so probably 

some measurements which are sent out by the vessel in a shorter time span than 2 minutes are missed out.  
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 GPS reliability 
In this section the GPS reliability will be discussed, as was started in section 4.1. The two first approaches 

will be discussed here: exact matching, and approximate matching.  

M.1  Exact matching 
The first analysis that was done, was checking how far the transmitted coordinates of both GPS modules 

were off from another when the position was recorded at the exact same time (second-level). These AIS 

and vessel datasets have 3513 and 1541 unique rows respectively. In the last two days of the AIS dataset 

were some duplicated rows, however they have been removed for this analysis. This resulted in 9 recordings 

that took place at the same time. The distances between those coordinates were then calculated by using 

the haversine distance, which takes the relative position on the earth’s surface into account. The difference 

between the GPS modules is of interest, and should be around 4 meters.  

 

Figure 46: Distance between GPS modules exact matching 

In Figure 46 the 9 measurements that happened on the exact same time are plotted against the difference 

in meters between them. The x-axis is just an index number for those 9 matches, and has no meaning 

related to the data other than that. The horizontal line at 4 indicates the distance that should be between 

them.   
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Figure 47: Overview of GPS points of exact matches (1: ≈ 10,000 cm) 

As can be seen in Figure 46 and Figure 47, the distance is not always around 4 meters between the two 

modules. Table 41 shows the standard deviations (StDev) of both GPS sets with the 9 matches, and in the 

total dataset as well.  

Table 41: Standard deviation GPS modules exact matching 

Description Total dataset 9 matched 

StDev AIS latitude 61.1 m 2.1 m 

StDev AIS longitude 91.2 m 4.4 m 

StDev Vessel latitude 34.3 m 5.9 m 

StDev Vessel longitude 61.1 m 17.8 m 

 

M.2  Approximate matching  
Another way of doing comparing coordinates, is by not taking the exact same time as an indication for 

matching measurements. As the ship is mostly not moving (speed is lower than 0.2 at all but 5 rows), the 

same analysis is done by treating measurements that occur less than 5 seconds after another as being 

measured on the same time. I.e. every AIS measurement that is not further than 4 seconds from a vessel 

measurement is a match. It is assumed that the vessel does not move significantly during such interval, 

given that the speed of the vessel is extremely low, or zero. The matching on a four second level resulted 

into 25 matches, which is still not many.  
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Figure 48: Distance between GPS modules approx. matches 

It is easy to see in Figure 49 that the distance is not always around 4 meters again (indicated by the 

horizontal line). In fact, most of the measurements are around 15-20 meters off from another. However, in 

practice, this result could still be used, as 20 meters off is still reasonably accurate, and useful for most 

cases.  

 

Figure 49: Overview of GPS points of approx. matches (1: ≈ 10000 cm) 

In Figure 49 and Table 42 it is visible that the standard deviation of the approximate matching results in a 

similar value as when using exact matches, and therefore the method is useful. The AIS dataset is still more 

centered around its coordinates than the vessel dataset.  
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Table 42:Standard deviation GPS modules approximate matches 

Description 9 exact matched 25 approx. matched 

StDev AIS latitude 2.1 m 2.5 m 

StDev AIS longitude 4.4 m 4.2 m 

StDev Vessel latitude 5.9 m 5.4 m 

StDev Vessel longitude 17.8 m 15.6 m 
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 Visual plotting of alarms and aggregating rate 
In this section the results of all the variables matched with the alarms will be shown, for the generator PS 

case. The data is based on 5 days in May 2017, and the same remarks as made in section 4.2.1 are still 

valid. In all following cases the alarms do not have anything to do with the value the variable takes. The 

trends of the hourly (top) and minutely (bottom) figures are comparable., so no information is lost. 

 

Figure 50: Difference between hourly(top) or minutely(bottom) aggregation with alarms 

 

 

Figure 51: Difference between hourly(top) or minutely(bottom) aggregation with alarms 
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Figure 52: Difference between hourly(top) or minutely(bottom) aggregation with alarms 

 

 

 

Figure 53: Difference between hourly(top) or minutely(bottom) aggregation with alarms 
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Figure 54: Difference between hourly(top) or minutely(bottom) aggregation with alarms 

 

 

Figure 55: Difference between hourly(top) or minutely(bottom) aggregation with alarms 
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Figure 56: Difference between hourly(top) or minutely(bottom) aggregation with alarms 

 

 

Figure 57: Difference between hourly(top) or minutely(bottom) aggregation with alarms 
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Figure 58: Difference between hourly(top) or minutely(bottom) aggregation with alarms 

 

 

 

Figure 59: Difference between hourly(top) or minutely(bottom) aggregation with alarms 
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 Correlation plots 
This section shows the correlation plots of the variables that are correlated with another, as discussed in 

section 4.2.2. It can be seen in the figures that the relations are not crystal clear, as the correlation value 

suggests.  

Hourly  

 

Figure 60: 4 correlation plots 
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Figure 61: 4 correlation plots 

 

Figure 62: 4 correlation plots 
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Figure 63:2 correlation plots 

Below are the remaining significant correlations based on a minute aggregation level. These are fewer than 

the hourly aggregated data.  

 

Figure 64:4 correlation plots (minutely) 
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 Detailed results Logistic regression 
In this section the detailed results of the logistic regression approach are presented. Table 43 is used to 

find the corresponding variable name with the number.  

 
Table 43:Variable number and name 

Variable number Variable name 

1 Percent Load At Current Speed 

2 Fuel Delivery Pressure 

3 Engine Oil Pressure 

4 Boost Pressure 

5 Intake Manifold 1 Temperature 

6 Air Filter 1 Differential Pressure 

7 Engine Coolant Temperature 

8 Engine Rated Power 

9 Electrical Potential Voltage 

10 Fuel Temperature 

11 Engine Oil Temperature 

12 Fuel Rate 

13 Engine Rated Speed 

14 Engine Speed 

15 Engine’s Desired Operating Speed 

16 Engine Oil Level 

17 Alarm 

 

P.1  Hourly aggregated 
First the results of aggregating the data based on an hourly interval are shown for each of the methods to 

deal with missing values.  

P.1.1   Replace with previous value 
Backward variables not used 10,12,14 

 

Table 44: backward validation 

 0 1 

0 56 3 

1 7 2 

Kappa = 0.21 

Table 45: backward test 

 0 1 

0 14 2 

1 6 3 

Kappa = 0.23 
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Forward variables used: 15,16 

Table 46: forward validation 

 0 1 

0 59 0 

1 8 1 

Kappa = 0.18 

Table 47: forward test 

 0 1 

0 13 3 

1 6 3 

Kappa = 0.16 

 

P.1.2   Replace with mean 
Backward variables not used: 3,12 

Table 48: backward validation 

 0 1 

0 3 56 

1 0 9 

Kappa = 0.01 

Table 49: backward test 

 0 1 

0 1 15 

1 0 9 

Kappa = 0.05 

Forward variables used: 2,4,6 

Table 50: forward validation 

 0 1 

0 24 35 

1 1 8 

Kappa = 0.11 

Table 51: forward test 

 0 1 

0 15 1 

1 8 1 

Kappa = 0.06 

 

 

P.1.3   Replace with median 
Backward variables not used: 3,7 

Table 52: backward validation 

 0 1 

0 2 57 

1 0 9 

Kappa = 0.01 

Table 53: backward test 

 0 1 

0 1 15 

1 0 9 

Kappa = 0.05

Forward variables used: 2,4,6 

Table 54: forward validation 

 0 1 

0 24 35 

1 1 8 

Kappa = 0.11 

Table 55: forward test 

 0 1 

0 15 1 

1 9 0 

Kappa = -0.08 
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P.1.4   Linear model 
Backward variables not used: 3,16 

Table 56: backward validation 

 0 1 

0 3 56 

1 0 9 

Kappa = 0.01 

Table 57: backward test 

 0 1 

0 1 15 

1 0 9 

Kappa = 0.05 

Forward variables used: 2,4 

Table 58: forward validation 

 0 1 

0 23 36 

1 1 8 

Kappa = 0.11 

Table 59: forward test 

 0 1 

0 15 1 

1 9 0 

Kappa = -0.08

 

P.2  Minutely aggregated 
Here the results of logistic regression on the generator PS for minutely aggregated data are shown.  

P.2.1   Replace with previous value 
Backward variables not used: 1,2,4,5,9,10,12 

Table 60: backward validation 

 0 1 

0 579 507 

1 186 251 

Kappa = 0.09 

Table 61: backward test 

 0 1 

0 3420 23 

1 437 0 

Kappa = -0.01 

Forward variables used: 2,4,15,16 

Table 62: forward validation 

 0 1 

0 926 160 

1 221 216 

Kappa = 0.36 

Table 63: forward test 

 0 1 

0 2313 1130 

1 358 79 

Kappa = -0.08 
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P.2.2   Replace with mean 
Backward variables not used: 1,5,6,12,14,15 

Table 64: backward validation 

 0 1 

0 33 1053 

1 35 402 

Kappa = -0.03 

Table 65: backward test 

 0 1 

0 38 3405 

1 0 437 

Kappa = 0.00 

Forward variables used: 1,4,6 

Table 66: forward validation 

 0 1 

0 1037 49 

1 406 31 

Kappa = 0.03 

Table 67: forward test 

 0 1 

0 3275 168 

1 420 17 

Kappa = -0.01 

 

P.2.3   Replace with median 
Backward variables not used: 1,6,11 

Table 68: backward validation 

 0 1 

0 13 1073 

1 32 405 

Kappa = -0.04 

Table 69: backward test 

 0 1 

0 38 3405 

1 0 437 

Kappa = 0.00 

Forward variables used: 7,15 

Table 70: forward validation 

 0 1 

0 1063 23 

1 428 9 

Kappa = 0.00 

Table 71: forward test 

 0 1 

0 3381 62 

1 431 6 

Kappa = 0.00 
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P.2.4   Linear model 
Backward variables not used: 3,6,7,9,10 

Table 72: backward validation 

 0 1 

0 0 1086 

1 1 436 

Kappa = 0.00 

Table 73: backward test 

 0 1 

0 0 3443 

1 0 437 

Kappa = 0 

Forward variables used: 10,11 

Table 74: forward validation 

 0 1 

0 1035 51 

1 356 81 

Kappa = 0.17 

Table 75: forward test 

 0 1 

0 61 3382 

1 0 437 

Kappa = 0.00 
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 Detailed results Classification Tree 
In this section the detailed results of the classification tree approach are presented. Table 43 is used for 

finding the corresponding variable name with the number.  

Only the generator PS will be discussed for this method, as section 4.3.1 indicated the limitations of the 

common alarm main engine PS.  

Q.1  Hourly aggregated 
Every method of the four ways to deal with NA values result in the exact same models being build, these 

can be found in Table 76- Table 79below: 

Backward variables not used: 1 

Table 76: backward validation 

 0 1 

0 43 16 

1 5 4 

Kappa = 0.11 

Table 77: backward test 

 0 1 

0 10 6 

1 6 3 

Kappa = -0.04 

Forward variables used: 2,3 

Table 78: forward validation 

 0 1 

0 57 2 

1 7 2 

Kappa = 0.25 

Table 79: forward test 

 0 1 

0 16 0 

1 9 0 

Kappa = 0 
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 Detailed results neural networks 
In this section the detailed results of the neural network approach are presented.In this section only the 

results of the Generator PS are again depicted, due to the lack of useable Main Engine PS data. Table 43 

is used for finding the corresponding variable name with the number.   

R.1  Hourly aggregated  
In the next sub sections the results of slightly changing the input data will be mentioned. The different 

approaches all concern changing the NA values to a different value. All different approaches will be tested 

with both forward and backward feature selection. In this dataset are 370 missing values, which 

corresponds to 12.67% of the entries in the dataset.  

 

R.1.1   Replace with previous value 
The first approach is to replace NA values with the previous value each variable took. The method is 

performed with the variables which are obtained by backward feature selection 2,3,4,6,14,15,16. The 

creation of 20,000 different models with random weights gave the following results on the validation, and 

test set, shown in Table 80 and Table 81 .    

Table 80: backward validation 

 0 1 

0 58 1 

1 5 4 

 

Kappa = 0.53 

Table 81: backward test 

 0 1 

0 15 1 

1 9 0 

 

Kappa = -0.08

The method is performed with the forward selection variables 2,6,7,8,9,13,15, with 1 hidden layer, with 

10 neurons in it. The creation of 20,000 different models with random weights gave the following results 

on the validation set, with a kappa value of 0.43 associated with it (see Table 82). The results on the test 

set are worse as can be seen in confusion matrix of Table 83. 

Table 82: forward validation 

 0 1 

0 46 13 

1 1 8 

 

Kappa = 0.43 

Table 83: forward test 

 0 1 

0 4 12 

1 3 6 

 

Kappa = -0.07 

 

 

 



 

R.1.2   Replace with mean
The second approach is to replace the missing value with the mean value of that array up till the missing 

value point. The backward feature selection resulted in the use of variables 2,6,8,12,15,16.     

Table 84: backward validation 

 0 1 

0 55 4 

1 4 5 

 

Kappa = 0.49 

Table 85: backward test 

 0 1 

0 12 4 

1 5 4 

 

Kappa = 0.49

The forward feature selection resulted in the use of variables 1,2,8,9,11,13,14,15.  

Table 86: forward validation 

 0 1 

0 54 5 

1 3 6 

 

Kappa = 0.53 

Table 87: forward test 

 0 1 

0 9 7 

1 4 5 

 

Kappa = 0.11 

R.1.3   Replace with median  
The third approach is to replace the missing value with the median value of that array up till the missing 

value point. The backward feature selection resulted in the use of variables 9,10,13,14,16.   

Table 88: backward validation 

 0 1 

0 49 10 

1 8 1 

 

Kappa = -0.05 

Table 89: backward test 

 0 1 

0 14 2 

1 6 3 

 

Kappa = 0.23

The forward feature selection resulted in the use of variables 7,8,15,16.  

Table 90: forward validation 

 0 1 

0 59 0 

1 6 3 

 

Kappa = 0.46 

Table 91: forward test 

 0 1 

0 16 0 

1 8 1 

 

Kappa = 0.14 



 

R.1.4   Linear model 
The second approach is to replace the missing value with a value that is computed by creating a linear 

model between the two previous measurements. This model is then used to create an estimation for the 

missing NA value. The backward feature selection resulted in the use of variables 6,8,11,14,15. 

Table 92: backward validation 

 0 1 

0 58 1 

1 5 4 

 

Kappa = 0.53 

Table 93: backward test 

 0 1 

0 14 2 

1 7 2 

 

Kappa = 0.11

The forward feature selection resulted in the use of variables 1,2,6,7,8,9,14,15.  

Table 94: forward validation 

 0 1 

0 48 11 

1 4 5 

 

Kappa = 0.28 

Table 95: forward test 

 0 1 

0 15 1 

1 9 0 

 

Kappa = -0.13 

R.2  Minutely aggregated  
The same procedure was performed on minutely aggregated data, of which the results are denoted in this 

sub-section. The total amount of missing values in this minutely aggregated data is 82984, which 

corresponds to 47% of the dataset.  

R.2.1   Replace with previous 
Backward feature selection results in the use of all variables, but variable 5.

Table 96: backward validation 

 0 1 

0 408 678 

1 124 313 

 

Kappa = 0.07 

Table 97: backward test 

 0 1 

0 105 3338 

1 19 418 

 

Kappa = 0.00 

Forward feature selection results in the use of variables 1,2,7,8,13,16 

Table 98: forward validation 

 0 1 

0 957 129 

1 280 157 

 

Kappa = 0.27 

Table 99: forward test 

 0 1 

0 1998 1445 

1 320 117 

 

Kappa = -0.07 



 

R.2.2   Replace with mean 
Backward feature selection results in the use of variables 2,6,7,9,11,15  .

Table 100: backward validation 

 0 1 

0 796 290 

1 127 310 

 

Kappa = 0.40 

Table 101: backward test 

 0 1 

0 1395 2048 

1 212 225 

 

Kappa = -0.03 

Forward feature selection results in the use of variable 2,4,6,8,14,15. 

Table 102: forward validation 

 0 1 

0 993 93 

1 66 371 

 

Kappa = 0.75 

Table 103: forward test 

 0 1 

0 458 2985 

1 59 378 

 

Kappa = 0.00 

R.2.3   Replace with median 
The third approach is to replace the missing value with the median value of that array up till the missing 

value point. The backward feature selection resulted in the use of variables 1,2,3,4,6,7,8,10,11,13,14. 

Table 104: backward validation 

 0 1 

0 712 374 

1 211 226 

 

Kappa = 0.16 

Table 105: backward test 

 0 1 

0 2494 949 

1 353 84 

 

Kappa = -0.05

The forward feature selection resulted in the use of variables 3,7,11,13,16.  

Table 106: forward validation 

 0 1 

0 656 430 

1 170 267 

 

Kappa = 0.18 

Table 107: forward test 

 0 1 

0 1732 1711 

1 168 269 

 

Kappa = 0.05 
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R.2.4   Linear model 
Backward feature selection resulted in the use of variables 2,5,13,16 

Table 108: backward validation 

 0 1 

0 1032 54 

1 199 238 

 

Kappa = 0.55 

Table 109: backward test 

 0 1 

0 880 2563 

1 6 431 

 

Kappa = 0.07

The forward feature selection resulted in the use of variables 1,7,8,9,11,15,16.  

Table 110: forward validation 

 0 1 

0 924 162 

1 199 238 

 

Kappa = 0.41 

Table 111: forward test 

 0 1 

0 3443 0 

1 437 0 

 

Kappa = 0 
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 Validation  
In this appendix the results of the validation method as described in section 4.6 will be presented.  

S.1  Hourly aggregated  
In this section the results of the hourly aggregated data will be presented.  

S.1.1   Replace with previous value 
The first approach is to replace NA values with the previous value each variable took. The method is 

performed with the variables which are obtained by backward feature selection 6,7,8,16. The creation of 

20,000 different models with random weights gave the following results on the validation, and test set, 

shown in Table 112 and Table 113. 

Table 112: backward validation 

 0 1 

0 70 10 

1 2 3 

 

Kappa = 0.27 

Table 113: backward test 

 0 1 

0 2 0 

1 4 0 

 

Kappa = 0

The method is performed with the forward selection variables 1,3,6,7,8,10,14,15, with 1 hidden layer, with 

10 neurons in it. The creation of 20,000 different models with random weights gave the following results 

on the validation set, with a kappa value of 0.56 associated with it (see Table 114). The results on the test 

set are worse as can be seen in confusion matrix of Table 115. 

Table 114: forward validation 

 0 1 

0 80 0 

1 3 2 

 

Kappa = 0.56 

Table 115: forward test 

 0 1 

0 1 1 

1 4 0 

 

Kappa = -0.36 

  



122 
 

S.1.2  Replace with mean
The second approach is to replace the missing value with the mean value of that array up till the missing 

value point. The backward feature selection resulted in the use of variables 1,3,4,8,13,16.     

Table 116: backward validation 

 0 1 

0 75 5 

1 3 2 

 

Kappa = 0.28 

Table 117: backward test 

 0 1 

0 2 0 

1 4 0 

 

Kappa = 0

The forward feature selection resulted in the use of variables 1,2,3,4,6,7,9,10,11,13,15,16.  

Table 118: forward validation 

 0 1 

0 80 0 

1 3 2 

 

Kappa = 0.56 

Table 119: forward test 

 0 1 

0 1 1 

1 4 0 

 

Kappa = -0.36 

 

S.1.3   Replace with median  
The third approach is to replace the missing value with the median value of that array up till the missing 

value point. The backward feature selection resulted in the use of variables 10,13,14,15.   

Table 120: backward validation 

 0 1 

0 77 3 

1 3 2 

 

Kappa = 0.36 

Table 121: backward test 

 0 1 

0 1 1 

1 1 3 

 

Kappa = 0.25

The forward feature selection resulted in the use of variables 1,4,6,7,8,10,11,14,15.  

Table 122: forward validation 

 0 1 

0 77 3 

1 3 2 

 

Kappa = 0.36 

Table 123: forward test 

 0 1 

0 1 1 

1 3 1 

 

Kappa = -0.2



 

S.1.4   Linear model 
The fourth approach is to replace the missing value with a value that is computed by creating a linear model 

between the two previous measurements. This model is then used to create an estimation for the missing 

NA value. The backward feature selection resulted in the use of variables 1,4,8,10,13,16.  

Table 124: backward validation 

 0 1 

0 75 5 

1 3 2 

 

Kappa = 0.28 

Table 125: backward test 

 0 1 

0 2 0 

1 4 0 

 

Kappa = 0

The forward feature selection resulted in the use of variables 2,6,7,8,10,11,13,14,15.  

Table 126: forward validation 

 0 1 

0 80 0 

1 3 2 

 

Kappa = 0.56 

Table 127: forward test 

 0 1 

0 0 2 

1 2 2 

 

Kappa = -0.5 

 
 

S.2  Minutely aggregated  
In this section the results of the minutely aggregated data will be presented.  

S.2.1   Replace with previous value 
The first approach is to replace NA values with the previous value each variable took. The method is 

performed with the variables which are obtained by backward feature selection 1,2,3,6,8,9,10,11,13,14, 

15,16. The different models with random weights gave the following results on the validation, and test set, 

shown in Table 128and Table 129 . 

Table 128: backward validation 

 0 1 

0 3825 7 

1 4 1 

 

Kappa = 0.15 

Table 129: backward test 

 0 1 

0 35 0 

1 5 0 

 

Kappa = 0
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The method is performed with the forward selection variables 2,4,9,12, with 1 hidden layer, with 10 

neurons in it. The different models with random weights gave the following results on the validation set, 

with a kappa value of 0.25 associated with it (see Table 130). The results on the test set are worse as can 

be seen in confusion matrix of Table 131. 

Table 130: forward validation 

 0 1 

0 3830 2 

1 4 1 

 

Kappa = 0.25 

Table 131: forward test 

 0 1 

0 35 0 

1 5 0 

 

Kappa = 0 

 

S.2.2   Replace with mean
The second approach is to replace the missing value with the mean value of that array up till the missing 

value point. The backward feature selection resulted in the use of variables 2,3,4,5,9,14,15,16.     

Table 132: backward validation 

 0 1 

0 3830 2 

1 4 1 

 

Kappa = 0.25 

Table 133: backward test 

 0 1 

0 3 32 

1 1 4 

 

Kappa = -0.03

The forward feature selection resulted in the use of variables 2,4,5,7,14,15.  

Table 134: forward validation 

 0 1 

0 3831 1 

1 4 1 

 

Kappa = 0.28 

Table 135: forward test 

 0 1 

0 32 3 

1 3 2 

 

Kappa = 0.01 
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S.2.3   Replace with median  
The third approach is to replace the missing value with the median value of that array up till the missing 

value point. The backward feature selection resulted in the use of variables 1,4,7,9,10,11,12,13,14,15.    

Table 136: backward validation 

 0 1 

0 3828 4 

1 4 1 

 

Kappa = 0.20 

Table 137: backward test 

 0 1 

0 30 5 

1 3 2 

 

Kappa = 0.22 

The forward feature selection resulted in the use of variables 3,5,7,12. 

Table 138: forward validation 

 0 1 

0 3831 1 

1 4 1 

 

Kappa = 0.29 

Table 139: forward test 

 0 1 

0 31 4 

1 3 2 

 

Kappa = 0.26 

S.2.4   Linear model 
The second approach is to replace the missing value with a value that is computed by creating a linear 

model between the two previous measurements. This model is then used to create an estimation for the 

missing NA value. The backward feature selection resulted in the use of variables 

1,2,4,5,6,7,10,11,12,15,16.   

Table 140: backward validation 

 0 1 

0 3829 3 

1 4 1 

 

Kappa = 0.22 

Table 141: backward test 

 0 1 

0 20 15 

1 0 5 

 

Kappa =  0.25

The forward feature selection resulted in the use of variables 1,4,7,12. 

Table 142: forward validation 

 0 1 

0 3830 2 

1 4 1 

 

Kappa = 0.25 

Table 143: forward test 

 0 1 

0 34 1 

1 4 1 

 

Kappa = 0.2
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