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Abstract 

Near Video on Demand 
Broadcasting Strategies 

Video-on-Demand servers have a limited amount of bandwidth to service client requests. Convential 
Video-on-Demand servers dedicate a separate stream to each individual client. This strategy can 
quickly allocate all of the available bandwidth. We review a number of Near Video-on-Demand 
strategies that broadcast videos in a proactive fashion, i.e. regardless of a client request. This way 
an arbitrarily large number of clients can be servliced whereas the required server bandwidth is kept 
relatively low. The price we pay for offering videos in a proative way, is that clients may have to wait 
some time before they can start watching the video of their choice. This initial client waiting time 
can be reduced by using a video buffer at the client side. In this thesis we will focus on reducing 
bandwidth requirements as well as the initial client waiting time for Near Video on Demand. 
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Chapter 1 

Introduction 

Video on demand (VOD) will one day allow users to watch the video of their choice at the time of 
their choice, all from the comfort of their own home or hotel room. The set-top box, which may be 
integrated in future televisions, required for this sort of service may even allow users to employ playout 
controls like pause and rewind when they watch the video. Future VOD services, when accessible to a 
large number of people, will be pushed into a position where it can certainly compete with or replace 
video rental shops. 

One of the most expensive parts of a VOD system is the amount of network bandwidth required 
to provide VOD. The video server will have to handle hundreds if not thousands of requests each 
hour, but it will only have a limited amount of bandwidth, and therefore a limited number of video 
channels, to support these requests. Simply allocating a video connection to each request is not a 
scalable solution since the number of channels available to a VOD service will in general be smaller 
than the number of users. 

Our research involves ways in which the video server can use its bandwidth more efficiently. By 
using less bandwidth, the operational costs of a VOD service will be lower, and VOD might become 
economically viable more quickly. Moreover, the research will focus on solutions for VOD that are 
independent of the number of client requests to the video server, herewith providing a very scalable 
solution. 

1.1 Near Video on Demand 

In Near Video on Demand (NVOD) multiple users share the same broadcast channels, thereby limiting 
the total bandwidth needed to offer a VOD service. This has several consequences. Near Video on 
Demand differs from VOD in a way that it does not offer the complete playout control to individual 
users. To be more specific, 'fast forwarding' cannot be offered by most broadcasting strategies for 
NVOD. Another difference between NVOD and VOD is that a VOD implementation will immediately 
start the requested video, provided that the user is admitted service. In order to let clients share 
the same broadcast channels, NVOD strategies often have some fixed acceptable client waiting time 
(latency). As a consequence, the bandwidth that is required can be reduced. 

In the literature two different strategies are used to provide NVOD services namely client-centered 
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2 CHAPTER 1. INTRODUCTION 

and data-centered broadcasting strategies. Client-centered broadcasting strategies are reactive in the 
sense that they transmit data in response to user requests. However, if too many requests arrive in a 
short time interval, client-centered broadcasting cannot offer all requested videos within a guaranteed 
waiting time. Data-centered strategies solve this problem by dividing up a video into blocks. These 
video blocks are periodically transmitted in a proactive way regardless of any client consuming the 
video blocks or not. A drawback of this is that a service provider must decide in advance on the 
amount of bandwidth to reserve for a particular video. Ideally a combination of the two strategies can 
be used, broadcasting popular videos in a proactive way. Less popular videos can then be broadcast 
in a reactive way depending on the available bandwidth. 

This thesis will aim at a video server that totally abstracts from client requests, but instead uses a static 
data-centered broadcast schedule. For completeness sake, the techniques used in the client-centered 
strategies are briefly discussed in the next section. 

1.2 Client-centered strategies 

Most of the client-centered strategies use broadcast techniques to let users share the same data stream 
as much as possible. The most frequently occurring techniques are described below. 

Batching. When a certain video is requested, the server waits for a certain period, to see if more 
requests for the same video arrive. All requests for that video are then grouped in a batch. After 
that period a channel for that batch of users is reserved on which the video is broadcast. This 
technique is introduced in [2]. 

Patching. Patching [9] can be used as an extension to batching. If a certain user arrives just after a 
broadcast (for a certain batch) has started, the missed part is repeated on a separate channel. 
Meanwhile the rest of the video is recorded from the channel allocated to the batch. This 
strategy requires a certain amount of storage space at the client side as well as the ability to 
receive data from two channels simultaneously. 

Piggy-backing. Piggy-backing [5] is also an extension to batching. Suppose that for two batches the 
same video is broadcast almost at the same time. These batches can then be 'merged' to one 
batch by broadcasting the first started batch a little bit quicker than the later one. Users will not 
notice the speed up or slow down of a video by two or three percent. When at a certain moment 
two batches are synchronized, one of the two streams can be stopped. 

1.3 Data-centered strategies 

In general, data-centered broadcasting strategies allocate multiple channels to a certain video on which 
video blocks are broadcast according to some fixed schedule. A client can tap and buffer data from 
all allocated channels simultaneously. The performance of a data-centered broadcasting strategy is 
characterized by the following performance criteria. 

• The maximum amount of time a client has to wait for a video. The average waiting time must 
also be kept to a minimum, however this may be of less importance. 

• The number of channels that must be allocated to guarantee a particular maximum client waiting 
time. 

• The amount of storage space needed at the client side, which is only an issue when hard disks 
in set-top boxes will be very small or not available. We assume that hard disks will be large 
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enough so the required client side storage space will not be considered extensively. Moreover, 
in a short while, it will even be impossible to buy a hard disk that is not able to store several 
complete videos. However, if in the future storage in set-top boxes is implemented differently 
(for instance on-chip memory) this may be of more impmtance. 

• The number of channels that must be handled. 

- Client side. Storage bandwidth and access time of a hard disk is limited so the number 
of channels that can be read simultaneously as well as their total bandwidth is an issue. 
Also the number of available tuners (and thus the number of channels that can be received 
simultaneously) in a set-top box is an issue here. 

- Server side. Because of hard disk and buffer limitations the servers that have a limited 
amount of hard disks and buffer size are only capable of writing to a certain amount 
of channels concurrently. Strategies that use thousands of (low-bandwidth) streams will 
require very costly servers. Thus, also within a server the number of channels as well as 
the total bandwidth of these channels is an issue. 

1.3.1 Staggered Broadcasting 

The simplest NVOD broadcast schedule that even does not require any storage at the client side is 
often referred to as Staggered Broadcasting. The idea is to repeatedly broadcast a given video on 
multiple broadcast channels. 

Let m be the number of broadcast channels for a given video, and let the channels be numbered from 1 
up tom. Furthermore, let the unit of time be chosen equal to the duration of the video, i.e. its duration 
is normalized to 1. Then, the video can be started exactly once every l/m time units, where the ith 
broadcast is using channel ((i - 1) mod m) + 1. An example form= 3 is given in Figure 1.1, where 
9 broadcasts are shown using three channels. Given this periodic broadcast schedule, the maximum 
waiting time is given by 1 / m. 

Channel 1: 1 4 7 

Channel 2: 2 5 8 

Channel 3: 3 6 9 

Figure 1.1. A Staggered Broadcasting schedule that uses three channels. 

1.4 Overview 

In the following chapters we discuss more sophisticated broadcasting strategies that, by using client 
side storage space, can greatly reduce the client's maximum waiting time. These broadcasting strate
gies all divide up a video into several blocks that are then mapped to broadcast channels. Typically 
first blocks are broadcast more frequently than later ones. All strategies must deliver all blocks in time 
such that a video can be played out in an uninterrupted way. 

The remainder of the thesis is organized as follows. 

In Chapter 2 we will take a closer look at some data-centered broadcasting strategies as they are 
currently available in the literature. An expression for the maximum client waiting time is derived 
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for each of the broadcasting strategies. We decide to focus our research on computing schedules for 
Fragmented Broadcasting since this strategy can potentially offer the smallest client waiting time. 

In Chapter 3 we identify the problems that have to be solved to compute .feasible broadcast sched
ules for Fragmented Broadcasting. Furthermore a graph formulation of the Fragmented Broadcasting 
problem is given from which all broadcasting schedules can be deduced. 

In Chapter 4 some strategies to compute broadcasting schedules for Fragmented Broadcasting as they 
are available in the literature are presented. Furthermore, we propose some heuristics to compute 
broadcasting schedules can be calculated off line. A comparison between the proposed heuristics and 
the available strategies is given. 

In Chapter 5 we briefly present some advanced topics w.r.t. Fragmented Broadcasting. Broadcasting 
schedules can be modified such that the number of channels a set-top box has to tap simultaneously 
can be kept limited, this way the cost of a set-top box is reduced. Furthermore two approaches are 
presented that can offer zero-delay video on demand by additional pre-recording. 

Finally, in Chapter 6, some conclusions and suggestions for further research are presented. 
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1.5 Terminology 

Subsequent chapters will use the following symbols and terminology when discussing several broad
casting strategies. 

n The number of blocks a video is divided into 
S; The ith block of a video 
m The number of channels a particular broadcasting strategy uses for a single video 
b The playout rate of a video 
B The total bandwidth assigned to a broadcasting strategy (in general m · b) 
D The length of a video 
o The offset, the minimum waiting time for a client is equal to o times the 

duration of a block when a video is partitioned into blocks of equal size, 
the maximum waiting time is equal to o + 1 times the duration of a block 

P The period of a fragmented broadcasting schedule 
Wrnax The maximum client waiting time (access latency) 
IS I The number of elements in a set S 
[b Jb Converts a boolean expression to a binary value 

if bis true (bJb = 1, otherwise [bJ6 = 0 
LxJ Floor: max{q E Z I q:::: x} 
fxl Ceiling: min{q E Z I q 2: x} 
round(x) if x - LxJ < o.s round(x) = LxJ, otherwise round(x) = rxl 
Hn The nth harmonic number: I:7=1 l/i 
v -+ v' A directed edge from vertex v to vertex v' 

When dealing with periodic schedules for fragmented broadcasting, the terminology in Figure 1.2 
might be helpful. Note that the bitrate of a channel in schedules for fragmented broadcasting is equal 
to the playout rate of a video. In a schedule, each time slots has m entries available for broadcasting 
one block of the video to be scheduled. 

Schedule: 
Period 

Channel: 

Entry Time Slot 

Figure 1.2. Schedule, channel, period, time slot and entry 



Chapter 2 

Data-centered broadcasting strategies 

In this chapter we present an overview of data-centered broadcasting strategies as they have been 
presented in the literature. Two criteria are used for grouping the data-centered broadcasting strategies. 
In general, all strategies divide up a video into blocks and the first distinction we make is whether the 
blocks are of equal size or not, i.e. whether we have a fixed or a variable block size. Next, blocks are 
broadcast on (logical) channels, and if all these logical channels have the same bandwidth, we speak 
of fixed channel bandwidth, otherwise we say channel bandwidth is variable. Now, three categories 
of broadcasting strategies are considered, namely 

• variable block size & fixed channel bandwidth, 

• fixed block size & variable channel bandwidth, and 

• fixed block size & fixed channel bandwidth. 

So far, no broadcasting strategies haven been presented in the literature that use a variable block size 
in combination with variable bandwidth channels. 

2.1 Variable block size & fixed channel bandwidth 

The first category of broadcasting strategies partition a video into successive blocks of increasing 
size and broadcast them in logical channels of the same bandwidth. For Pyramid Broadcasting, the 
bandwidth of the logical channels is at least the playout bandwidth b; Skyscraper Broadcasting uses 
only channels of the playout bandwidth. In [8] the Fast Broadcasting strategy of Juhn and Tseng [13) 
is considered to be a broadcasting strategy of the variable block size & fixed channel bandwidth 
category. However, we consider it to be a strategy to create Fragmented Broadcasting schedules, 
because it does not really use a variable block size. It will. therefore be described in Chapter 4. 

2.1.1 Pyramid Broadcasting 

Pyramid Broadcasting as introduced in [21] differs from all other broadcasting strategies that are 
considered in this chapter in a way that multiple videos share the same allocated bandwidth. Consider 
a collection of M videos of the same length that are to be broadcast on a physical channel bandwidth 
of size B. The Pyramid Broadcasting scheme will divide the available bandwidth B into K logical 
channels of bandwidth B' = B / K. 

6 
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Now, each video v E {1, 2, ... , M} is divided into K blocks Sf, S2_, ... , SK of increasing size and dura
tion. Let D; denote the ~uration of block i. The duration of block i + 1 is now defined as D;+1 =a· D;. 
Given the duration of block 1, D1 the duration of the ith block is thus defined by 

D i-1v 
i =a t· 

All ith blocks S/, Sf, ... , Sf , all of the same size and duration, are now broadcast together in a 
sequence periodically on logical channel i. An example of the Pyramid Broadcasting scheme is 
depicted in Figure 2.1. 

Channel 1: sj i Sy i s3 : 
1: 

st: 
1 : 

s2: 
1: 

s3 : 
1 : 

st: 
1 : 

s2: 1: s3 : 
1 : 

st: I: s2: I: s3 : 
1 : 

si : I: s2: 
1 : 

Channel 2: s~ s~ s~ s~ s~ s~ 

Channel 3: s1 s~ 

Figure 2.1. Example of Pyramid Broadcasting where M = 3, K_ = 3,a = 2.5 and B 2: 22.5 ·b. 

At the client side, in order to watch a video v, the following steps have to be taken. The client has 
to begin tapping the first data block Sf at the earliest possible time. The client can then immediately 
start consuming this block. Every block Sj must now be tapped from logical channel i at the earliest 
possible time after the consumption of block Sj_ 1 has started. A side effect of this is that only two 
logical channels have to be tapped simultaneously. The parameter a must now be chosen in such a 
way that continuous viewing of the video is ensured. Therefore it must hold that the consumption 
time of block Sj (equal to the playout length of Sf) must be greater than or equal to the access time of 
block Si'+t' where the access time is defined as the worst-case time a client has to wait before tapping 
the block. 

Now, the access time of the (i + l)th block of a video is equal to D;+~,b·M. Using that D;+1 =a· D;, 
we obtain that continuous viewing of a video is ensured if 

a·D;·b·M 
D·>----

' - BjK 

Hence, for parameter a the following must hold 

B 
a<---

-b-M·K 

Note that only if a is equal to b·~·K, all available bandwidth is used. Consequently a is set to b·~·K, 
since this gives the smallest maximum client waiting time. 

To be able to give an expression for the maximum client waiting time, observe that it only depends 
on the time a client has to wait for the first block of a video. The access time of the first block of 
any video is equal to Di :,·M = ~. Furthermore note that the total duration of a video is equal to 

D1 • (1 +a +a2 + ... +aK-I) = D1 • a:_~ 1 . The maximum client waiting time Wmax as a fraction of the 
video length can now be given by 

a-l 
a· (aK -1) · 

Because the other broadcasting strategies always consider only one video to be broadcast, we rewrite 
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the expression for the maximum client waiting time to an expression that only has the number of 
playout channels m which are assigned to the Pyramid Broadcasting scheme as a parameter. Now 
because K = aBM, M = 1 and the bandwidth is chosen equal to m · b, a closed expression for Wmax 

when only one video is broadcast on m channels of the playout bandwidth b is 

min{ a~l la>l/\m/aEZ}. (2.1) 
a· (a 111 °' -1) -

2.1.2 Skyscraper Broadcasting 

Skyscraper Broadcasting as introduced in [10] assigns m channels of bandwidth b to a video. To 
broadcast a video on its m channels a dedicated partitioning scheme is used. The partitioning scheme 
is described by a recursive function f (n), given by 

f(n) = 

1 
2 
2f(n-1)+1 
J (n - 1) 
2f(n-1)+2 
f (n - 1) 

if n = 1 
if n = 2, 3 
if n ::: 4 /\ n mod 4 = 0 
if n ::: 4 /\ n mod 4 = 1 
if n ::: 4 /\ n mod 4 = 2 
if n ::: 4 /\ n mod 4 = 3. 

Here, j(i) represents the size of the ith successive block. The broadcast series that is the result of 
this recursive function is 

[l, 2, 2, 5, 5, 12, 12, 25, 25, 52, ... ]. 

A video is partitioned into m blocks, the nth block being of duration L,£~nJ(i) D. Channel 1 now 
repeatedly broadcasts the first block, channel 2 repeatedly broadcasts the second block, etc. 

An example of the block to channel mapping for Skyscraper Broadcasting is depicted in Figure 2.2. 
Additionally, the Skyscraper Broadcasting strategy defines a parameter W which is used to restrict the 

Channel 1: j;,~:~;;1 S1 j S1 i S1 S1 j S1 j S1 \ S1 i S1 : S1 

Channel 2: j1c~i~Sl. f;,~ Si S2 Sz Si 

Channel 3: 

Channel 4: 

Figure 2.2. Example of Skyscraper Broadcasting strategy form = 4 channels. 

blocks from becoming too large. If some block is larger than W times the size of the first block, it is 
forced to be of size W. This additional parameter gives the block series its 'skyscraper' form. Block 
sizes of the Skyscraper strategy are chosen in such a way that only two channels have to be tapped 
simultaneously, which can be an advantage if the number of channels a set-top box can receive is 
limited. As a consequence, the amount of storage space that is needed at the client side can be limited 
by keeping parameter W small because only two blocks will have to be stored simultaneously. At the 
client side, three service routines are used that ensure correct playout of the data fragments, an odd 
loader, an even loader and a video player. The odd loader is responsible for receiving the data blocks 
of odd size, i.e. [1, 5, 5, 25, 25, ... ] whereas the even loader is responsible for receiving the even-sized 
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blocks. Each loader taps all its blocks in the order they occur in the video, where each block is always 
tapped in its entirety. Note that each loader only has to tap one block at the same time. A typical 
tapping sequence is shown in Figure 2.2. Here block S1 and block S4 are tapped by the odd loader, 
block S2 and block S3 are tapped by the even loader. As the loaders fill the clients hard disk with 
tapped data, the video player consumes the data at the rate of the broadcast channel. 

The maximum client waiting time for a video as a fraction of the broadcast video for the Skyscraper 
Broadcasting strategy is given by 

1 

2:7~1 min(f (i), W) · 
(2.2) 

2.2 Fixed block size & variable channel bandwidth 

The second category of broadcasting strategies divides a video into equal size blocks and transmits 
them in logical channels of decreasing bandwidth. 

2.2.1 Harmonic Broadcasting 

This section describes the Harmonic Broadcasting strategy as introduced in [11). The Harmonic 
Broadcasting strategy divides a video into n blocks of equal size. In addition to this partitioning, 
every ith block of a video is equally divided into i sub-blocks of equal size, leading to sub-blocks 
Si, 1 , ... , Si,i. However, this additional partitioning does not take place in the length of the video but 
in the width instead. For block 2 for instance, subblock 1 contains all bits that occur at even places, 
whereas block 2 contains all bits that occur at odd places. Later on, during playout at the client side, 
these sub-blocks must be 'merged' in order to display the block properly. The partitioning scheme of 
the Harmonic Broadcasting strategy is depicted in Figure 2.3. 

S1 S3,2 

S2,2 

Figure 2.3. Harmonic Broadcasting division scheme for n = 3 blocks. 

Block S; is now mapped onto its own logical channel of bandwidth b /i. For the three-block division 
of Figure 2.3 this leads to the block to channel mapping depicted in Figure 2.4. The total bandwidth 
required for this is ).~=! b / i, which is equal to H3 • b. If a video is divided into in n blocks, n 
logical channels are required in order to broadcast all blocks, and the total bandwidth (expressed 
in the number of channels of bandwidth b) required for the n logical channels is equal to the nth 
harmonic number, Hn. 

To be able to compare Harmonic Broadcasting to the broadcasting strategies that use an integer num
ber of channels of the playout bandwidth, an expression for the maximum client waiting time is given 
that has as input the number of normal channels that may be used by the Harmonic Broadcasting 
strategy. The maximum client waiting time as a function of the number of channels m of the playout 
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b Channel 1: 

b/2 Channel 2: 

b/3 Channel 3: 

Figure 2.4. Harmonic Broadcasting mapping for three virtual channels. 

bandwidth b is then given by 

1 

max{n I Hn ~ m /\n E IN} 
(2.3) 

Note that the maximum client waiting time that is calculated by the given expression will only use 
all of the assigned channels if m = 1, as form > 1 there is always some amount of bandwidth that 
remains unused. 

A major disadvantage of the Harmonic Broadcasting strategy is the number of logical channels that 
must be handled when a large amount of bandwidth is assigned to a video. This amount of channels 
may lead to several complications, because for each stream of video a buffer is needed. At the server 
side, every virtual channel thus needs its own buffer which results in large buffer requirements. The 
large buff er requirements can be avoided by storing multiple virtual channels as if they were to be 
broadcast as one stream. Then only one buffer is required to broadcast a whole bag of streams. 
However, this approach leads to a lot of redundant storage, since the length of a merged bag of logical 
channels that must be stored is equal to the least common multiple of all block numbers in the bag. 
Moreover, this approach can still not get rid of the large amount of client side buffers that are needed. 
Also the merging overhead, which is substantial especially if blocks are divided into a lot of subblocks, 
at the client side cannot be avoided. 

Correctness 

In [17], Paris, Carter and Long claim that Harmonic Broadcasting does not deliver all data in time. 
However, the proof they use for this claim is incorrect. Referring to Figure 2.4, they claim that if a 
client arrives just in time to begin tapping the second instance of block S 1, block S2 will not arrive 
in time. However, after block S1 is consumed, block S2,2 has already been tapped while block S2,1 is 
arriving at a bandwidth of b /2. At the client side, block S2,2 is now fetched from the hard disk (at a 
speed of b /2), merged with incoming stream S2, 1 and sent to the screen. Together, both streams form 
the required stream of the playout bandwidth b. Apparently Paris, Carter and Long did not take into 
account that blocks are partitioned into subblocks in a horizontal way, instead of in a vertical way as 
is the case with blocks. 

Unfortunaltely, a lot of papers quote the claim by Paris, Carter and Long, among which [8, 1]. In [17] 
Paris et. al. propose some (unneccessary) bug fixes for the Harmonic Broadcasting strategy which 
include Cautious Harmonic Broadcasting and Quasi Harmonic Broadcasting. These strategies will 
not be described here. 

I 
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2.2.2 Enhanced Harmonic Broadcasting 

Enhanced Harmonic Broadcasting was introduced in [12] as an enhancement of Harmonic Broadcast
. ing. It uses even more channels each with a smaller bandwidth than the original Harmonic Broadcast
ing strategy and it is as a consequence even less practical than Harmonic Broadcasting. Still a short 
description is given here. 

Instead of broadcasting block S1 on a virtual channel of the playout bandwidth b, block S1 is divided 
into o + 1 subblocks and broadcast on a channel with bandwidth 1/(o + 1). In general, block S; is 
thus divided into o + i subblocks, which are broadcast on a channel with bandwidth 1/(o + i). As a 
result, more virtual channels can be mapped onto the available bandwidth. However, the negative side
effect is that even more logical channels must be managed than in the original Harmonic Broadcasting 
strategy. 

Before starting playout of the blocks at the client side, the client now first has to wait the time of o 
blocks to compensate for the chosen offset o. The maximum client waiting time is now thus equal 
to (a+ 1)/n. At first, this might seem to provide a worse waiting time than was the case in the 
original Harmonic Broadcasting strategy. However this is not true, as now many more blocks can 
be mapped onto the available bandwidth, which pays off with respect to the maximum client waiting 
time. Furthermore, the variation in delay is reduced. A consequence however is that the average client 
waiting time increases. 

Figures 2.5 and 2.6 show an example of a schedule which uses the bandwidth of only one video 
channel and an offset of 2. Four logical channels are mapped on this channel, leaving only 5% of the 
channel unused. The amount of bandwidth that is required is equal to H6 - H2. By using an offset of 
2 the maximum client waiting time is reduced from 1 to 3/4, using only the bandwidth of one video 
channel. The amount of bandwidth that is required in general is equal to Hn+o - H0 , where n denotes 
the number of blocks. 

S1,1 Sz,1 S3,1 

S2,2 S3,2 

S1,2 S3,3 
S2,3 ,4 

S3,4 
S1,3 Sz,4 S3,s 

Figure 2.5. Enhanced Harmonic Broadcasting partitioning scheme for four blocks and an offset of 
two. 

b/3 I Channel 1: S1,1 S1,2 S1,3 S1,1 I S1,2 

b/4 Channel 2: S2,1 S2,2 S2,3 S2,4 1 S2,1 
~~-i-~---;~~-i-~~~~-+--:o----;'---

b / 5 Channel 3: S3,1 S3,2 S3,3 S3,4 ! S3,5 
h/6 ~ Chann_e_! _4_: ---r--.s..-4'--, 1-r-....,S.-4-2---r-...,.S.-4-.'---r-....,S.-4-4-•r-, ...,.S.-4-5--r--

Figure 2.6. Enhanced Harmonic Broadcasting mapping on virtual channels. 

Obviously, an optimal offset to use when implementing this strategy is an offset which leaves only a 
small part of the available rn channels unused. However, one must always consider the average as well 
as the maximum client waiting time. An even more important thing to consider is the number of logical 
channels which rapidly increases when larger offsets are used. This number of logical channels may 
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not exceed a particular value because implementation of the scheme would then become impossible. 
An expression for the maximum client waiting time is therefore also dependent on the largest offset 
Omax that may be used. Now, Wmax as a function of the number of video channels m and the maximum 
off set Omax is given by 

min{ o:l lo=O, ... ,OmaxAnE1NAHn+a-H0 .:;:m}. (2.4) 

2.3 Fixed block size & fixed channel bandwidth 

The third category of broadcasting strategies uses a fixed block size and a fixed channel bandwidth. 
This category is also referred to as Fragmented Broadcasting. The strategies in this category can be 
much more flexible in block to stream mappings because now blocks need not always be broadcast on 
the same channel. The second broadcast of a block need not take place on the channel that handled 
the first broadcast of the block. However, in this section not all aspects of Fragmented Broadcasting 
will be dealt with, since the following chapters deal with Fragmented Broadcasting strategies only. 

2.3.1 Fragmented Broadcasting 

This section describes Fragmented Broadcasting as described in [14). In Fragmented Broadcasting 
a video is partitioned into equally sized blocks. These blocks are broadcast on channels of playout 
bandwidth b. From now on blocks will simply be denoted only by their block number. Now, every 
ith block of a video is broadcast at a frequency of 1 / i, i.e. the block period of block i is equal 
to i. Furthermore, a block may be broadcast by any one of the available broadcast channels. A 
straightforward approach would be that block i is broadcast at time slot s if and only ifs mod i = 0, 
which results in a strictly periodic schedule as proposed by DeBey [3, 4). An example of such a 
broadcast schedule is depicted in Figure 2. 7, where for 18 successive slots it is indicated which of the 
first eight blocks are broadcast. If a video is divided up into n blocks, broadcasting these blocks in a 

block: 

1 * * * * * * * * * * * * * * * * * * 
2 * * * * * * * * * 
3 * * * * * * 
4 * * * * 
5 * * * 
6 * * * 
7 * * 
8 * * 

s 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 

Figure 2.7. Strictly periodic broadcast schedule as proposed by DeBey (1989). 

strictly periodic fashion results in a broadcast schedule with a period lcm{ l, 2, ... , n}. 

This periodic broadcast schedule has the following interesting property. In each window of i succes
sive slots, i = l, ... ,n, we.have exactly one broadcast of block i. This property implies that a client 
has to wait at most one slot to start watching the movie. More precisely, a client only has to wait till 

I 
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the start of the next slot. Let this slot be denoted by s. Since block 1 is broadcast in every slot it is 
also broadcast in slot s. So, block 1 is received by the client in slot s and immediately played out. 
Since block 2 is broadcast exactly once every two successive slots, it is either broadcast in slot s or 
in slot s + 1. In both cases, it can be received in time to be played out in slot s + l. Similarly, for 
i = 3, 4, ... , 11, block i can be received in one of the slots s, s + 1, ... , s + i -1, such that it can be played 
out in slot s + i - l. 

However, a problem of the schedule by DeBey is that the number of broadcasts per slot varies between 
1 (e.g. for s = 1) and 11 (e.g. for s = n !), which results in a rather bursty broadcast behaviour. In 
order to smooth the bandwidth usage, Hollmann & Holzscherer [7, 6] propose an alternative approach 
where instead of broadcasting block i exactly once every i slots, block i is broadcast at least once 
every i slots. In this way, one can avoid that many blocks have to be broadcast at the same slot, at 
the cost of broadcasting some blocks more frequently than strictly necessary. Note that if each block 
i is broadcast at least once every i slots, a client will still receive all data in time. Also, the start-up 
latency for watching a video does not change. 

Hollmann & Holzscherer propose the use of a periodic broadcast schedule with a given period P, 
i.e. the schedule repeats itself after P time slots, for a suitably chosen value of P. The number of 
channels that may be used is m, so the total number of entries in a periodic broadcast schedule is 
given by m p. Note that block i must be broadcast at least r p I il times in such a schedule with period 
P to realize that in each window of i successive slots block i is broadcast at least once. Figure 2.8 
gives an example of a periodic schedule with period P = 12 and m = 3 channels. Since the schedule 
broadcasts blocks 1 up to 9, i.e. n = 9, the maximum waiting time for this schedule is 1/9. 

1 1 1 1 1 1 1 I 1 I 1 1 

4 2 3 2 4 2 6 2 3 2 5 2 

6 5 7 8 9 3 5 7 4 8 9 3 

Figure 2.8. A periodic broadcast schedule with P = 12 and m = 3 to broadcast blocks 1 up to 9. 

The maximum client waiting time for the Fragmented Broadcasting strategy not only depends on the 
number of channels m that can be used, but also depends on the period P and the number of blocks 
that fit in a particular schedule. The maximum number of blocks nmax that can be incorporated in a 
schedule can be bounded from above by the largest value of n for which 

tr~l :::::mP. 
i=I I l 

For fragmented broadcast schedules with a fixed period P, a theoretic lower bound on Wmax when m 
channels may be used is consequently given by l/nmax· Note that only a theoretic lower bound on 
wmax is given, the actual maximum waiting time can only be calculated from a pa..-ticular schedule. 

To be able to give a theoretic lower bound for the maximum client waiting time that abstracts from 
the period that is chosen, we first observe that in order to broadcast block i at least every i time slots 
we need at least a fraction of 1/ i of a channel. Consequently, in order to broadcast n blocks each at 
its own block period, we need at least I:~=I 1/ i = Hn channels. If we have m channels available the 
following must thus hold 
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The theoretic lower bound for Fragmented Broadcasting is thus equal to the maximum client waiting 
time for Harmonic Broadcasting which was given by 

1 

max{n I H,, ::: m /\ n E IN} 
(2.5) 

To get a closed expression for the lower bound on the maximum client waiting time, we use that H,, :;:: 
lnn + y, where y is equal to Euler's constant which is defined as y = lim11 _,. 00 0~:;1= 1 7-lnn) ~ 0.577. 
For the number of blocks n that can be broadcast using m channels we now derive 

m > lnn +y 

m-y > Inn 
em-y > n 

em 
> n. 

eY 

The maximum waiting time Wmax. which is equal to l/n, can now be bounded from below by 

(2.6) 

Note that this lower bound is only accurate when assigning a large number of broadcast channels to 
the Fragmented Broadcasting strategy; only when using six or more broadcast channels this lower 
bound is within 1 % of the lower bound as denoted by the maximum client waiting time of Harmonic 
Broadcasting. When computing the lower bound for a smaller number of channels one can better use 
(2.5). However, the closed expression for the lowerbound (2.6) can be used for easy comparison with 
the theoretic lower bound of fragmented broadcasting with off set as we discuss in the next section. 

2.3.2 Fragmented Broadcasting with offset 

As with Enhanced Harmonic Broadcasting, Fragmented Broadcasting can also be done using an offset 
o. The offset idea was presented by Hollmann & Holzscherer [6]. By using an offset, the number of 
blocks that can be incorporated in a broadcast schedule can be considerably increased, since now 
block i only occupies a fraction 1 / (o + i) of a channel. Since the number of blocks can be increased 
considerably, the duration of a slot (given by the length of a video divided by the number of blocks) 
is decreased considerably. The maximum waiting time Wmax is now equal to (o + l)/n, whereas the 
minimum waiting time to ensure correct playout is o / n where n is the maximum number of blocks n 
for which m :;:: Hn+u - H0 • Note that this gives an upper bound on the number of blocks that can be 
scheduled, however this upper bound is not tight. If an offset is used, then the average client waiting 
time in general increases, an illustration for this is depicted in Figure 2.9. 

In a periodic schedule with period P block i will occupy at least r P /(o + i)l entries, instead of r PI il 
entries in a schedule that does not use an offset. An example of a periodic schedule with offset o = 1 
is given in Figure 2.10. This schedule has a maximum waiting time of 2/8 = 1/4. If no offset is used, 
then with two channels we cannot do better than a maximum waiting time of 1/3. One channel is 
completely occupied with block 1. The other channel has to broadcast block 2 at least once every two 
slots. This implies that block 3 also has to be broadcast once every two slots, leaving no room for 
other blocks; see Figure 2.11. 

For fragmented broadcast schedules with offset, also a period-dependent lower bound on the maxi-
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Figure 2.9. Average vs. maximum waiting times for 2, 3 and 4 channels. 
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mum waiting time can be given. Let P be the period, m the number of channels, and o the off set, 
the total number of entries in the periodic broadcast schedule is then given by m P. Of these slots, 
at leastf P/(o + i)l have to be reserved for block i. Consequently, the maximum number of blocks 
nmax (o) that can be incorporated in the schedule is given by the largest value of n for which 

t' ~1 :::::mP, 
i=l I o+z 

and the maximum client waiting time wmax as a function of the number of channels m and the period 
P is bounded from below by 

o+l 
min 

o=I, ... ,P 
(2.7) 

llmax(O) 

For Fragmented Broadcasting with offset, also a theoretic lower bound that abstracts from the period 
can be derived. In order to broadcast block i at least once every i + o time slots, we need at least 
a fraction of l/(o + i) of a channel. Hence to broadcast n blocks with an offset o, we need at least 

4 1 2 4 3 1 2 I 3 1 

5 6 3 7 8 2 5 6 4 7 8 2 

Figure 2.10. A periodic broadcast schedule with period P = 12 using two channels to broadcast blocks 
1 up to 8 with offset 1. 

Figure 2.11. Best possible schedule for two channels if no offset is used. 
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:L;'=1 l/(o + i) = :L~~~+I 1/ k channels. Hence the following must hold 

11+0 

m:::: L 1/ k. 
k=o+I 

Now observe that, because l/x is decreasing for x > 0, 

1
k+I 1 

- dx < 1/ k. 
k x 

We now derive 

n+o 
m > 2.:= l/k 

k=o+I 

111+0+1 1 
> -dx 

o+I X 

= ln(o+n+l)-ln(o+l) 

= ln(l +n/(o+ 1)). 

Since the maximum client waiting time Wmax for Fragmented Broadcasting with offset is (o + 1)/n, 
we can now derive the lower bound on the maximum waiting time 

m > ln(l + 1/Wmax) 

em -1 > 1/Wmax 
1 

lVmax > (2.8) 
em -1 

This lower bound for the maximum waiting time also holds for the Enhanced Harmonic Broadcasting 
strategy. 

2.4 Comparison of available broadcasting strategies 

In Table 2.1 the expressions for the maximum client waiting times as derived in this chapter are 
summarized. For the definitions of the function f and the parameter W for Skyscraper Broadcasting, 
please refer back to Section 2.1.2. Observe that for the Fragmented Broadcasting strategies only 
a lower bound on the maximum client waiting time can be given. The actual client waiting time 
can only be derived from an actual block to channel mapping. The lower bound for Fragmented 
Broadcasting with offset also holds for Enhanced Harmonic Broadcasting for which the expression 
is also dependent on the maximum offset Omax that may be used. For Fragmented Broadcasting with 
offset, the maximum offset is also an issue, but only for very large offsets (w.r.t. block sizes). In 
Section 2.3.1, we derived that for Harmonic as well as Fragmented Broadcasting also Wmax :'.':: eY /em 
holds. 

Figure 2.12 shows the maximum client waiting times for the broadcasting strategies described in this 
chapter. Note that only the Harmonic Broadcasting strategy and the theoretic lower bound for Frag
mented Broadcasting with offset assume that all channels can be tapped simultaneously. In Staggered 
Broadcasting, only one channel needs to be tapped at the time and no client side storage space is 
required. Pyramid and Skyscraper Broadcasting tap only two channels simultaneously. 
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Broadcasting strategy 

Staggered Broadcasting 

Pyramid Broadcasting 

Skyscraper Broadcasting 

Harmonic Broadcasting 

Enhanced Harmonic 

Fragmented Broadcasting 

Fragmented with offset 

Maximum client waiting time 

Wmax = 1/m 

Wmax = min { a·(;,;;~-l) I a 2: 1 /\ m/a E ~} 
1 

Wmax = L:i'~1 min(.f(i), W) 

W - 1 
max - max{xlHx:O:m/\XEIN} 

Wmax = min { 0~ 1 I o = 0, ... , Omax /\ n E IN/\ Hn+o - Ho:::; m} 

W > 1 
max - max{xlHx:O:m/\XEIN} 

l 
Wmax > em-1 

Table 2.1. Maximum client waiting time for different broadcasting strategies. 
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The Harmonic Broadcasting strategy comes closest to the theoretic lower bound for Fragmented 
Broadcasting with offset as shown in Figure 2.12. However, it still is 78% above the theoretic lower 
bound for 4, 5 and 6 broadcast channels. It will thus certainly pay off to investigate if we can get closer 
to the theoretic lower bound. The Enhanced Harmonic Broadcasting strategy can get arbitrarily close 

0.8 

.~ 

.5 0.6 
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E 
El o.4 

~ 
0.2 

2 3 4 

Number of Channels 

--+- Staggered Broadcasting 

Pyramid Broadcasting 

• Skyscraper Broadcasting 

Harmonic Broadcasting 

Theoretic Lower Bound 

5 6 

Figure 2.12. Maximum waiting times for different broadcasting strategies. 

to the theoretic lower bound. However, this requires a very large offset which increases the number of 
logical channels that are needed to broadcast a video. The large number of logical channels makes it 
very impractical to implement the Enhanced Harmonic Broadcasting strategy at the client side. 

In the subsequent chapters we will investigate models and solutions for the block to channel mapping 
for Fragmented Broadcasting with and without offset. In Fragmented Broadcasting with offset we 
need to consider the block sizes when choosing the offset to work with. These block sizes may not 
become too small, because of hard disk limitations. A hard disk can only transfer data at its optimal 
transfer rate if block sizes do not get too small (a block size of half a megabyte is acceptable for 
current hard disks). Therefore the offset that may be chosen can not get too large. A goal of our 
research is thus to get a minimum client waiting time using only a small offset. 



Chapter 3 

Fragmented Broadcasting 

In this chapter we identify the problems that have to be solved to compute feasible broadcasting sched
ules for Fragmented Broadcasting. Furthermore a graph formulation of the Fragmented Broadcasting 
problem is given from which all broadcasting schedules can be deduced. 

3.1 Problems in Fragmented Broadcasting 

The problem to find a block-to-channel mapping for Fragmented Broadcasting can be formulated 
in a number of different ways. The focus of our research will be on the problem as presented in 
Section 3.1.1, called the periodic scheduling problem. 

3.1.1 Periodic schedules: a feasibility variant 

The first problem is also used in [14) and exploits the fact that blocks do not have to be broadcast 
by one and the same channel. In fact it abstracts from a channel notion but instead every slot has a 
capacity of m entries, where in each entry one block can be broadcast. 

Problem 1. Given a number of channels m, a number of blocks n, an offset o and a period P, find an 
entry assignment for every block i, such that block i is broadcast at least once every o + i slots. D 

In a periodic schedule with period P, every block i has to be broadcast at least r P /(o + i)l times. 
Now the amount of slack of a block i is defined as 

rP/(o+i)l-(o+i)-P, 

which may range between 0 and o + i - l. The amount of slack denotes the freedom in entry assign
ment for a block. If a block i has a zero slack (i.e. o + i is a divisor of P), it must be broadcast exactly 
once every o + i slots. For blocks with some slack available, this slack can be divided arbitrarily 
among the block's inter-broadcast gaps, resulting in a more flexible entry assignment. 

As discussed, 2::7=a+I r P /(o + i)l :;: mP is a necessary condition for a feasible solution to exist for a 
particular (m, n, o, P) instance. The question however is, whether for every (m, n, o, P) instance that 
satisfies this condition a feasible schedule can be found. The following theorem states that infeasibility 
of some instances that satisfy this condition can be shown using number theory. 

18 
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Theorem 1. If for a (m, n, o, P) instance there exists a set of m + 1 blocks that have zero slack and 
for which the block periods are pairwise relatively prime, then no periodic schedule can be found for 
this instance. 

Proof Let S denote a set of m + 1 blocks satisfying the conditions mentioned in the theorem and let 
T denote the set of block periods of the blocks in S. Since the slack for the blocks in S is zero, the 
m + 1 blocks have to be broadcast exactly at their block period. The block periods in T are pairwise 
relatively prime (i.e. 'v'r1,r2ETM1;<or2 gcd(t1,t2) = 1), thus there is a time slotx where blocks s1,s2 ES, 
with block periods t1 and t2 coincide. Blocks s1 and s2 then also coincide at time slots x + k · t1 • tz, 
fork E ~,we call this set X2. Now there is a time slot x E X2 where also block s3 E S, with block 
period t3 must be broadcast since gcd(t3 , t1 · t2) = l. Blocks s1, s2 and s3 now coincide at all time slots 
x + k · t1 · tz · t3, for k E ~, we call this set X 3. We can continue this argument for all m + 1 blocks 
in S, so there is a time slot where all blocks in S coincide. In this time slot the maximum allowed 
bandwidth is exceeded. Thus no feasible schedule can be found. D 

Using this theorem we can show that for an instance that has to broadcast 7 blocks with an offset of 
4 on 1 channel, no periodic schedule can be found with a period P = 30 since blocks 1 and 2, with 
block periods 5 and 6, respectively, have to be broadcast at the same time eventually. 

3.1.2 Periodic schedules: an optimization variant 

A more open problem can be given that abstracts from the period and the number of blocks to put in 
the schedule. The scheduling problem can now be defined as follows. 

Problem 2. Given a number of channels m and an offset o. Find a periodic broadcast assignment for 
as many blocks as possible such that every block i is broadcast at least once every o + i slots. D 

In contrast to Problem 1, which is a feasibility problem, this definition can be considered as an op
timization problem. The number of blocks is the optimization criterion, whereas in Problem 1 a 
feasibie periodic schedule shows the problem is feasible for a particular number of blocks. A draw
back of Problem 2 is that it may be too open to create heuristics for it, therefore some restrictions can 
be added. 

One possibility to make it easier to find a broadcast schedule is to restrict the broadcasts of a block to 
one broadcast channel only. If the set Be denotes the set of blocks that is mapped to channel c, then 
for the set Be, it must hold that 

:L l/(o+i)::::: 1, 
iEBc 

since every block i uses at least a fraction of 1 / ( o + i) of a channel. However if this restriction is used, 
we can not exploit the fact that broadcasts of one and the same block may be scheduled over different 
channels. 

The problem can be restricted even further, if we state that a broadcast channel may only broadcast 
subsequent blocks. The first broadcast channel then broadcasts blocks 1, 2, ... , n 1, and in general 
channel i broadcasts blocks ni-I + l,ni-I +2, ... ,ni· Constructing broadcast schedules using these 
restrictions are further dealt with in Chapter 4. 
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Note that if in a set of channels, every channel broadcasts its own blocks in a periodic fashion, the set 
of channels still has a joint period. The joint period of the set of channels is then equal to the least 
common multiple of the periods of all channels. 

3.1.3 Non-periodic schedules 

Instead of searching for periodic entry assignments to broadcast blocks, one may wonder whether 
the periodic character can be dropped. Dropping this requirement is not as strange as it may sound. 
If in an NVOD system the videos that are offered in the afternoon differ from the videos offered in 
the evening, then periodic schedules of more than 10 hours may become less relevant. Instead of a 
periodic schedule it would then be enough to have a broadcast sequence of the desired length that 
delivers all blocks in time. This leads to the following problem. 

Problem 3. Given a video with offset o and n blocks that must be available for a certain time interval 
and m channels available for broadcasting. Find an entry assignment for the n blocks such that a 
client starting to watch a video in the availability interval is able to tap all blocks in time. 0 

An advantage of this model is that the periodic requirement is dropped. As a consequence a non
periodic schedule may contain more blocks, using the same offset and number of channels, resulting 
in a smaller client waiting time. 

3.2 Formulation as a graph problem 

In this section the problem to find a periodic schedule for a given number of blocks, their accompa
nying block periods and the number of available channels is rewritten as a graph problem. We define 
a broadcast graph G 8 that contains all possible periodic schedules, which correspond to cycles in the 
graph. As a consequence, if no periodic schedule exists the graph is acyclic. The graph problem 
that needs to be solved in order to find a periodic schedule is to identify a cycle in the graph. Also 
non-periodic schedules can be deduced from the graph that is constructed, since every path in the 
graph corresponds to a schedule. If a graph contains a cycle, then schedules of infinite length can be 
constructed. 

Every time slot a set of at maximum m blocks can be broadcast. All sets of blocks that can be broadcast 
concurrently in one time slot are contained in C110 where C,11 is the set of all subsets S' s; {1, 2, ... , n} 
with IS'I ::: m. 

Now we define a broadcast graph G 8 =(VB, EB) as follows. A vertex v E VB is represented by a 
sequence (v1, ••• ,vn) where v; E {1,2, ... o+i} represents the number of time slots that a broadcast 
of block i might be delayed. If v; = 1 block i has to be broadcast in the subsequent time slot. The 
number of vertices IV 8 I is equal to (n+,0 l' . 

o. 

The set of edges E 8 is defined as follows. There is a directed edge from v to v' if and only if a subset 
S' E C111 exists for which 

I - { 0 + i if i E S' 
V; - 1 "f. d S' V; - 1 l l" . 

Going from the state represented by vertex v to the state represented by vertex v' corresponds to 
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broadcasting the blocks in S' in the corresponding time slot. 

If the graph GB contains a cycle, this cycle represents a periodic broadcast schedule for the (m, n, o) 

instance for which the graph was created, and the period P of the schedule is given by the length 
of the cycle, i.e. the number of edges. The schedule with the smallest period is represented by the 
shortest cycle in the graph. Note that by constructing the graph G 8 an optimal solution with respect 
to period size can always be found if one exists. 

':f {l~~i,3)~} 
I\/ {2 } )I ~ 
(2.~ (F/,.2) 

(2,1) 

Figure 3.1. Graph example for the instance (m, n, o) = (1, 2, 1). 

Figure 3.1 shows an example of the graph that is constructed by applying the graph construction 
algorithm to the (m, n, o) instance (1, 2, 1). Along the edges the block numbers of the set of blocks 
that is broadcast to get the transition from one vertex to the next is shown. From the figure one can 
deduce that the smallest periodic schedule that exists has period 2. In addition a schedule exists with 
period 3. All other feasible periodic schedules are combinations of the two cycles in the graph. Note 
that also infinite non-periodic schedules can be constructed. 

Theorem 2. Each feasible periodic schedule is represented by a directed cycle in the broadcast graph 
Gs. 
Proof We only have to prove that for a particular periodic schedule, there exists a cycle in the graph 
G 8 • Note that the broadcasts that are performed in one time slot represent an edge in the broadcast 
graph. In order to proof that a schedule is represented in the graph, the accompanying vertices have 
to be found. We now annotate the schedule with the accompanying vertices. The vertex v that is 
between two successive time slots can be constructed by calculating the sequence of vertex elements 
v; by looking at the maximum delays for every block at that point. If a block i was broadcast the 
timeslot before that vertex, element v; of the vertex equals o + i. If block i was broadcast two time 
slots before, element v; = o + i - 1, etcetera. The broadcast history is thus used to create the vertices 
between the time slots. The sequence of vertices that is constructed for a given schedule corresponds 
to a cycle in the graph G 8 . Note that, if a vertex is traversed more than once, a periodic schedule with 
smaller period is contained in the given schedule. D 

An illustration of this proof is presented in Figure 3.2, where the generated vertices are shown together 
with the schedule. Obviously these vertices correspond to a cycle in the graph of Figure 3 .1 given by 
(1, 3), (2, 2), (2, 1). 

Schedule: 1 1 2 1 2 

Cycle: --- (1,3)(1,2) ~ ,1) (1,3) 

Figure 3 .2. Proof illustration of Theorem 2 for a schedule that is contained in Figure 3 .1. 
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3.2.1 The size of a broadcast graph 

In this section a number of properties of the graph GB w.r.t. the indegree and outdegree of a vertex 
and the number of edges of graph G 8 are derived. We assume that the number of blocks n is greater 
than the number of channels m. 

Lemma 1. For vertex v of graph GB, let I (v) = {i Iv;= o + i}. If II (v)I > m, then the indegree of 
vertex v is zero, otherwise the indegree of a vertex vis niel(vl o +i. The indegree d; 11 of vertex v is 
thus 

d;11(v) = { niel(v)o+i ifl/(v).1 ~ m 
0 otherwise. 

Proof The set I ( v) contains the elements v; of v that have maximum delay o +i. These elements 
have this maximum delay because block i was broadcast the previous time slot. If more than m blocks 
have this maximum delay (i.e. I I ( v) I > m ), this cannot be the caused by a broadcast, so the indegree 
for such a vertex is zero. If I/ ( v) I ~ m, we know that the blocks i E I ( v) have been broadcast the 
previous time slot. The vertices v' that have an edge to vertex v can have for blocks i E I ( v) all 
possible values for this block, i.e. 1, ... , o +i. All other elements i f/. I ( v) must have as maximum 
delay v; = V; + 1. The number of vertices that have an edge to v if I I ( v) I ~ m is thus ni E I (v) 0 +i. 

0 

From this lemma we can easily derive the maximum indegree of a vertex. 

Property 1. If o = 0, then the maximum indegree of a vertex is (11};~1~1~ 1 )!' If o:::: 1, then the maxi

mum indegree of a vertex in the graph G 8 is (II~~.'."'.~,;)!. 
Proof. If m blocks are broadcast that have the largest block period, ni E /(v) 0 + i has the largest 
value. If o = 0, the block with block period 1 must be broadcast every time slot so the largest possible 
Value for ni E /(v) 0 + i OCCUrS When the m - 1 blOCkS With the largest block period are broadcast 
together with block 1. If o > 0, then no block has to be broadcast every time slot. Consequently the 
largest possible Value for ni E /(v) 0 + i OCCUrS When them blocks With the largest block period are 
broadcast. D 

Lemma 2. The number of different values that occur as outdegree is m + 2. These values are given 
by 

{ 
0 ifk>m 

d(k) = (11-k+m-k) ifk < m. 
m-k -

Proof The proof considers the outdegree of a vertex v with respect to the number of ones that 
occur in the sequence (v 1, •• ., vn) of vertex v. In the function d(k), parameter k represents the number 
of ones that occur in the sequence, i.e. k = IU I v1 = l}I. If k > m, then d(k) is zero, therefore only 
m + 2 different values occur as outdegree. The following cases are distinguished 

• Too many 1 's, outdegree 0 which is the case fork= (m + 1). 

• k ~ m ones. These blocks with delay one have to be broadcast. From the other n - k blocks 
we can broadcast riz - k blocks freely. However broadcasting less than m - k is also possible. 
Therefore we add m - k 'dummy' blocks, that do not represent a broadcast but may be chosen 
freely. Now n - k + m - k blocks remain from which m -k blocks must be chosen. This results 
in an outdegree equal to (n-~~~-k) 
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0 

Property 2. The number of vertices that have k blocks with delay equal to and as a consequence n - k 
blocks with delay greater than one is given by the following expression e(k). 

{ 
1 ifk=n 

e(k) = " n11-k( • 1) h . 
~I::;:.i 1 < ... <i,,_k:5J• s=I o+zs- ot erw1se. 

0 

By using this property, we can calculate the number of vertices that have one of the outdegrees as 
stated in Lemma 2. The number of vertices that have outdegree zero is given by 

:L e(i). 
m+l::;:i::;:.11 

The total number of edges of graph GB is given by 

Ill 

:Ld<i). e(i). 
i=O 

3.2.2 Reachability of vertices 

We will derive some lemmas that deal with the reachability of vertices from other vertices in the 
graph GB. We are particularly interested in the location of cycles in the broadcast graph. The lemmas 
as derived in this section will be helpful when using the broadcast graph GB to construct periodic 
schedules. For this refer to Chapter 4. In the following definitions ai.J.d lemmas, v, v' and v" denote 
vertices in the broadcast graph GB, and C and D denote cycles in the graph G 8. 

Definition 1. Vertex v is element-wise smaller than v', which is denoted by v ::::: v' if and only if 
v;::::: v; foralli = 1,2, ... ,n. D 

Definition 2. A directed path in graph GB denotes a schedule, which gives for each edge in the path 
a set S' E Cm of blocks that are broadcast. This path may go through cycles in the e,1aph G 8 . 

,., 
w 

Definition 3. Vertex v' is reachable from v if there exists a directed path in the graph GB from vertex 
v to vertex v'. 0 

Lemma 3. Let v :S: v' and v" is reachable from v. Then not necessarily v" is also reachable from v'. 

Proof Let us consider the following counter example. Let v = (1, 2, 2), v' = (1, 2, 3), v" = (1, 1, 1) 
and let one channel be available for broadcasting. It is obvious that v ::::: v' and that v" is reachable 
from v (by broadcasting block 1). In order to reach v" from vertex v', block 1 must be broadcast every 
time slot. A consequence is that v~ and v~ can never become 1 at the same time. 0 

Lemma 4. Let v :S: v' and v is part of a cycle C. Then v' is not necessarily also part of a cycle. 

Proof Let us consider the following counter example. Consider Figure 3.1, let v = (2, 2) and 
v' = (2, 3), then v ::::: v'. However v is part of a cycle whereas v' is not. D 

Obviously Lemma 4 does also not hold if v' ::::: v. 

Lemma 5. Let v :S: v'. If there exists a path of length l starting at v, then there is a path of length l 
starting at v'. 
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Proof Since v ::::; v', a path of length l that broadcasts the same blocks along its edges as the path 
started at v can also be started at v'. Because all maximum broadcast delays for the blocks are greater 
or equal in vertex v', all blocks will be broadcast in time during the whole length of the path. D 

Lemma 6. Let v ::::; v'. If v is part of a cycle C, then v is reachable from v'. 

Proof A vertex v" implicitly encodes the broadcast history e.g. o + i - v;' + 1 denotes the number of 
slots that have passed since the last broadcast of block i. Since v is part of a cycle C, the broadcasting 
steps (i.e. directed edges in G 8 ) can be broadcast infinitely. Lemma 5 tell us that this can also be done 
starting from ve1tex v', since v ::::; v'. Because a vertex encodes the broadcast history, eventually the 
path starting from v' will end up in the cycle C which contains v. Thus v can be reached from v'. D 

Lemma 7. If a path P of length I is available in graph G 8 and along the path there exist slots that 
do not broadcast at fall capacity (i. e. m blocks), then there also exists a path of length l that uses the 
full capacity at every slot. 

Proof Suppose that path P starts from vertex v. A similar path can be started from vertex v, where 
all slots that do not broadcast at full capacity can be extended with a block that is not broadcast that 
slot. This generates a path of length l that surely broadcasts all blocks in time. D 

Definition 4. The fall capacity graph Gm = ( V 8 , E111 ) is defined as follows. The set of vertices is 
the same as the set V 8 of vertices of graph G 8 . The set Em of edges of G 111 , consists of only edges 
along which the full capacity of m broadcasts is used. Furthermore there is a 'degradation edge' 
from a vertex v' to a vertex v if v ::::; v'. Along such a 'degradation edge' no broadcasting is done. 
The broadcast series belonging to a cycle in graph Gm that contains such a degradation edge is the 
concatenation of broadcasts of all non-empty edges. D 

Lemma 8. Every cycle C in the graph G 8 that contains a slot (edge) that does not broadcast at fall 
capacity can be mapped to a cycle in the modified graph G111 of the same length I. 

Proof. The broadcast series that describes cycle C in graph G 8 is extended on the positions that do 
not broadcast at full capacity; for this extension a random block not contained in the current broadcast 
may be used. Now, consider a vertex v belonging to cycle C contained in graph Gm· From this vertex 
the modified cycle that broadcasts at full capacity at all positions is started. Since only broadcasts 
are added along the original cycle C, every vertex that is visited in the full capacity graph Gm is 
element-wise greater than or equal to its corresponding vertex in the graph G 8 . After all I broadcasts, 
we arrive in the vertex v' for which also v::::; v'. Now, in Gm there is a degradation edge from v' to v. 
Since this degradation edge has a length of zero, the resulting periodic schedule has the same period l 
as the schedule derived from the cycle in G 8 . D 

3.3 Other formulations 

In this section the periodic block to channel mapping problem will be formulated as a zero one linear 
programming problem. Also a permutation constraint satisfaction problem formulation will be given. 

3.3.1 0-1 linear programming 

In this section Problem 1 is reformulated as a zero-one linear programming (ZOLP) problem. We 
consider a periodic schedule of period P (slots 1, ... , P) that must contain n blocks broadcast on m 
channels. 
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The zero-one variables are given by x;,j, i = 1, ... , n, 0, ... , P - 1 where x;,j is defined as 

{ 
1 if block i is broadcast in slot j + 1 

x;,j = 0 if block i is not broadcast in slot j + 1. 

Every block-slot combination has its own x;j variable denoting whether or not the particular block is 
broadcast that time slot. The constraints are then given by 

j+min(o+i, P)-1 

'v\::::i:::;n Vo:s;j<P L Xi,(a mod P) > 1 (3.1) 
a==J 

n 

Vo::::J<P LXiJ ::: m. (3.2) 
i=I 

The constraints in 3.1 take care of the fact that block i is broadcast at least once every o + i slots. The 
constraints in 3.2 limit the number of broadcasts that may happen in one and the same time slot tom. 
The number of inequalities to be satisfied in the zero-one linear programming problem is quite large. 
To ensure that every block i is broadcast at least every o + i slots already n P inequalities are needed. 
To ensure the capacity of the slots is not exceeded another P inequalities have to be added. 

3.3.2 A permutation constraint satisfaction formulation 

We reformulate Problem 1 as a permutation constraint satisfaction problem (PermutCSP) as defined 
below. We will first define a constraint satisfaction problem (CSP). 

Definition 5. A CSP is defined by a triple (X, D, C) such that X = { X 1, X 2, ... , X 1 } is a finite set of 
t variables, D is a function which maps every variable X; E X to its domain D(X;), and C is a set 
of constraints on the variables. A solution of a CSP (X, D, C) is an assignment for all variables in X 
which satisfies all the constraints in C. D 

A PermutCSP is now defined as follows. 

Definition 6. A PermutCSP is a particular CSP, such that all solutions of the CSP are permutations 
of a given tuple. Such a problem will be defined by a quadruple (X, D, C, V) such that (X, D, C) is 
a CSP and V = (v1, v2, ... , v,) is a tuple of IX I = t values. A solution of a PermutCSP is a complete 
assignment 

{X1 :=r1,X2 :=r2 , ... ,X1 :=ri}, 

which is a solution of (X, D, C) and such that (r1, r2 , .•. , r,) is a permutation of V. D 

Now we formulate Problem 1 as a PermutCSP. The minimum number of broadcasts of a block j, 
( 1 ::: j ::: n) that must be encorporated in a schedule with period P is given by 

s(j) = rP/(o+ j)l 

The periodic scheduling problem is now rewritten to a quadruple (X, D, C, V) that can be used in a 
PermutCSP solver ?? . 
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x - { X1,X2, ... ,X111P} 

D(X;) = { 1,2, ... ,P} 
j-1 j 

} c - LJ I X;+1-X1 :'O (o+ j) I:>ct) < i < I>ct) u 
l:o;j::;n t=I t=I 

,blJ P+X,-X, :O (o+ j) 
j-1 j 

} k = Ls(t)+ 1 Al= Ls(t) 
t=I t=I 

v - u u (k) 
l:o;k::;P l:o;i::;m 

In this formulation, the slots in which broadcasts of block j are scheduled are denoted by the X/s 
for which I:,{:;i s(t) < i ::5 I:,/=1 s(t). Obviously the maximum number of variables we need for this 
definition is equal to m P, otherwise the periodic scheduling problem would not be feasible. 

Consider the following (m, n, o, P) instance where (m, n, o, P) = (1, 4, 2, 12). X1, X2, X3 and X4 

then denote the slots in which block 1, with block period 3, is broadcast, whereas X 11 and X 12 denote 
the slots in which block 4, with block period 6, is broadcast. In this example 

x - { X1,X2, ... ,X12 }, 

D(X;) = { 1,2, ... , 12 },and 

v = (1, 2, ... , 12). 

The set of constraints that ensure that the block with block period 3 is broadcast at least once every 3 
slots are 

X2-X1 < 3 

X3-X2 < 3 

X4-X3 < 3 

12+X1-X4 < 3. 

All other blocks have similar constraints. 

If L~=I r p /(o + t)l < mP then some X; variables might not be needed. These variables then denote 
the free slots that still occur in broadcast to slot assignment and as a consequence no constraints are 
imposed on these variables. 

Because in a PermutCSP we can specify explicitly how many broadcasts may be assigned to each slot 
we do not need any constraints forcing that this number does not exceed the capacity of each slot. 
The constraints C thus only have to take into account that every block is broadcast at least at its block 
period. The first part of C are constraints that ensure the inter-broadcast gaps between successive 
broadcasts are small enough. The second part of C is needed because of the cyclic character of the 
schedule. 
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3.4 Computational complexity 

We suspect the scheduling problem as presented in Section 3.1.1 to be NP-complete. However, we 
were not able to give a reduction from a problem in NPC to Problem 1. Note that the number of bits 
required to represent a schedule for a particular (m, n, o, P) instance is not polynomial in the length 
of the input which is equal to log(m) + log(n) + log(a) + log(P). The number of bits required to 
represent a schedule is equal to m · P · log(n). Obviously feasibility of a particular schedule if the 
schedule is used as an input for a verifier can easily be verified in polynomial time. 

To arrive at a complexity result for the ZOLP formulation as given in Section 3.3.l we recall that an 
integer linear program in general is of the form 

min 

subject to 

dT ·X 

A ·X:::: b 

O::::x::=:c 

x integer, 

where A is a given integral matrix, b, c, and dare given integral column vectors and x is a column 
vector representing the solution. We now show that using a linear programming (LP) relaxation for the 
0-1 programming problem as presented in Section 3.3.1 does not guarantee a solution for the ZOLP 
formulation for a particular instance. The integrality requirement of an integer linear programming 
problem may be dropped if A is a totally unimodular matrix. One can then effectively use the LP 
relaxation to solve an integer linear programming problem, because the arcs of the polytope that 
describes the solution space of the LP-relaxation are then integral. 

However by Theorem 1 we know that there exist (m, n, o, P) instances where no integral solution does 
exist whereas the LP-relaxation does come up with a polytope. In general, the integrality requirement 
can thus not be dropped to solve the ZOLP formulation for a particular instance. Note that in the 
polytope that contains the solutions for the LP-relaxation the solution constructed by the Enhanced 
Harmonic Broadcasting strategy is contained. 



Chapter 4 

Creating fragmented broadcasting 
schedules 

The fragmented broadcasting strategy seems to provide the best results of the broadcasting strategies 
that seem realizable in practice. Only the harmonic broadcasting strategies perform better, however 
these seem not realizable in practice because of the large amount of low bandwidth streams that 
need to be managed. In this chapter a number of algorithms that compute feasible block-to-channel 
mappings are presented. For algorithms that create periodic schedules, the deviation of the theoretic 
lower bounds for the fragmented broadcasting strategies as derived in Chapter 2 will be considered. 

In this chapter the following topics will be considered. 

Branch-and-bound algorithms. In Section 4.1 we introduce some branch-and-bound algorithms 
that can be used to construct non-periodic schedules. An evaluation of the depth-first branching 
techniques as introduced in this section will be presented. 

Local Search. In Section 4.2 two neighbourhood structures that are suitable for local search algo
rithms are introduced. The tug-of-war neighbourhood will be used to construct non-periodic 
schedules. A swap neighbourhood is introduced to construct periodic schedules. 

Periodic schedules: related work. In Section 4.3, block-to-channel mappings to construct periodic 
schedules as introduced in the literature are considered. 

Heuristics. In Section 4.4 and Section 4.5, two heuristics are introduced to construct periodic sched
ules. The slack-sequential is particularly suited to create schedules that have a small period, for 
larger periods the block-sequential heuristic can be used. 

In Section 4.6 the scheduling strategies that construct periodic schedules are compared. 

4.1 Branch-and-bound algorithms 

In this section we present branch-and-bound algorithms that can be used to construct periodic as well 
non-periodic schedules. The focus however will be on the construction of non-periodic schedules. 
The algorithm we use, traverses the graph Gm in a tree-like manner and it proceeds as follows. For the 
root vertex v,., the vertex is chosen that has the maximum delay for each block i. The delay for block 
i, represented by the i th element of v,. is equal to the block period of block i, o +i. From Lemmas 5 

28 
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and 6, we observe that by branching from this vertex, all periodic as well as non-periodic schedules 
in the graph G,,, can be constructed. A subsequent vertex is generated by broadcasting m blocks, the 
path to this node is stored in memory. When the algorithm arrives in a vertex v which is element-wise 
greater than or equal to a node that already occurs in the history path to the current vertex, then a cycle 
in the graph G,,, is detected (see Figure 4.1). This cycle identifies a periodic schedule for the (m, n, o) 
instance for which the algorithm was started. 

Note that if a periodic schedule is found this schedule need not have a minimum period, since also 
larger schedules may exist. However, to find a schedule of minimum period it is not necessary to 
search the whole tree, a lower bound on the period can a priori be calculated (see Section 2.3.1). If 
a schedule of this lower bound is found, then the algorithm (i.e. branching) may be stopped. Note 
however, that the lower bound does not have to be tight and therefore a solution does not always exist. 
The following theorem states that to find a periodic schedule for instance (m, n, o) with period P, 
branching can be limited to a depth of n + o + P + 1. 

Theorem 3. Consider an instance that consists of n blocks, offset o and m channels. If a periodic 
schedule with period P exists for this instance, then the a tree search starting at vertex Vr will find 
this schedule by branching till a maximum depth of n + o + P + 1. 

Proof We first observe that a vertex explicitly encodes the broadcast history. If branching is started 
from the root vertex vr, then at a depth of n + o + 1 every block must have been broadcast at least once 
since the maximum block period is equal ton+ o. If till this depth n + o + 1 broadcasting has been 
done according to a sequence being part of a periodic schedule, the algorithm has arrived in a node 
that is part of this periodic schedule. Starting from this vertex the periodic schedule with period P is 
found at a depth of P. Starting from the root vertex Vr (with all delays set to the block period p ), the 
cycle is thus found starting at a maximum depth of n + o + 1. D 

Note that if a branch reaches a vertex v that contains a zero maximum delay for block i, i.e. v; = 0, 
this branch may be bound: the current path did not broadcast block i in time. Branching in the tree 
described above can now be done in a breadth-first as well as in a depth-first fashion. We will now 
describe the drawbacks and advantages of each of these fashions. 

4.1.1 Breadth-first search 

One way of traversing the tree is in a breadth-first fashion. This can be done by storing the set of 
vertices that occur at a certain level of the search tree. From the set of vertices that occur at depth 
l we can calculate the set of vertices that occur at depth l + 1. If we want to prove that no periodic 
schedules exists for a particular (m, n, o) instance then we do not need to store the history path for 
every vertex. The amount of memory we then need is of the order of the maximum number of vertices 
that can occur on two subsequent depths of the search tree. If at a certain depth of the search tree no 
vertices occur, then no periodic sche<lults exist for this instance. However, if a periodic schedule does 
exist the algorithm will continue forever. 

By using a breadth-first tree traversal algorithm, we have shown that no periodic schedules for the 
instance (m, n, o) = (3, 10, 0) exist. Note that this is a result that we could not prove using Theorem 1. 

In order to avoid ending up in an infinite loop, we have to keep track of the history paths that come 
together with every vertex at each depth of the tree. If history paths are stored, breadth-first search 
algorithms can be used to construct periodic as well as non-periodic schedules. Keeping track of the 
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history for every vertex however, would require a great amount of memory and is therefore not an 
option for larger instances. For constructing large broadcast paths (i.e. non-periodic schedules) as 
well as periodic schedules depth-first search is a better option. 

4.1.2 Depth-first search 

Instead of using an algorithm that traverses the broadcast graph Gm in a breadth-first manner, we can 
use an algorithm that uses a depth-first search. A tree search algorithm that traverses the graph in a 
depth-first manner only has to store a number of vertices equal to the maximum depth of the tree. The 
amount of memory needed can thus be kept to a minimum. 

We will now consider the order in which branches in the graph Gm are traversed. The aim is to first 
traverse the branches from which a long path (non-periodic schedule) or a cycle can be created. The 
most naive branching approach is to always consider the branches that broadcast the blocks having 
the smallest block period first. The maximum delay of the blocks in the current vertex is then not 
considered. 

(2,3) 

~ 
(2,2) 

~'',,, 

(2,1) 

jV~ 
(2,0) (1,3) 

{2y--,,, •X 

(2,!} 

Figure 4.1. Naive and EDF branching strategies for branch-and-bound algorithm. 

Another approach is to first consider the branches that broadcast the blocks having the smallest max
imum delay (Earliest Deadline First). This approach requires a bit more overhead per node (sorting 
the blocks w.r.t. maximum delay), however it may result in a more efficient bounding of the search 
tree. Blocks having the same maximum delay can be ordered according to the block period. If this 
approach is used, then the branching degree can be further limited by not considering branches which 
broadcast one of the nodes with a larger maximum delay. However, then not the whole tree is traversed 
and thus interesting schedules may be missed. In Section 4.1.3 other branch-and-bound techniques 
are considered that can speed up the traversal of the search tree substantially. 

4.1.3 Branching techniques 

In this section we present a number of techniques that by smarter branching (and bounding) in the 
search tree of the broadcast graph can speed up the search for periodic broadcasting schedules and 
large broadcast paths significantly. The focus of the branch-and-bound techniques will be on the 
creation of large broadcast paths, which makes it easier to compare different branching techniques. 
The maximum path length that can be reached in a certain amount of time is a good measure that 
allows us to compare the different depth-first branching techniques. 
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Besides earliest deadline first branching as presented in the previous section, several other branching 
techniques can be thought of. The first technique tries to reduce the number of vertices that are to be 
visited twice. Once a certain vertex has been visited, for this vertex the size of the corresponding sub
tree (i.e. number of vertices and maximum depth) is known. According to these figures one can decide 
if it pays off to store this vertex in a kind of 'do not unfold' list U. If later on during the branching 
again the same vertex is visited, then the length of the path that can be reached from that vertex is 
known. If unfolding the vertex does not lead to a path of greater length unfolding the vertex again 
does not pay off and can thus be omitted, which avoids revisiting many vertices. Besides checking if 
a vertex resides in the 'do not unfold' list U, one might consider checking whether there is a vertex 
in U that is element-wise smaller than or equal to the current vertex, which may also lead to earlier 
bounding. 

However, this extension requires a lot of additional overhead, especially when the element-wise 
smaller than or equal to comparison needs to be performed. All vertices in U must be element
wise compared to every vertex visited. If the number of vertices is equal to I U I, then the worst-case 
cost for this comparison is of order I U I · n. A more advanced data structure can seriously reduce this 
cost of comparison. Equality comparison requires much less overhead, if the vertices in U are stored 
sorted, checking if a particular node resides in U takes only order log(IUI) · n. 

A datastructure that must support the element-wise smaller than or equal to comparison can make 
use of an interesting property of the vertex we want to compare to the list U. The m blocks that are 
broadcast in the previous time slot do have the maximum delay. The consequence is that the current 
vertex can only be 'smaller' than other vertices that have the maximum delay for the same m blocks. 
Therefore, comparison only has to be done with those vertices. If the vertices in U are stored such 
that fast access is allowed using the m blocks as a key, then the amount of vertices against which a 
vertex must be compared is seriously reduced. 

To bound the number of vertices even further, one might consider a 'lookahead' of x slots. If the 
number of broadcast entries that are needed in the subsequent x slots is greater than the number 
of entries available, the vertex can already be bounded, provided that unfolding the vertex does not 
generate a longer path than the longest path currently known. The number of entries needed to unfold 
the path for x steps starting of from vertex x is given by 

t (l~J + [x mod (o + i) ::: vdb) 
i=I o+z 

__ ~ lX-ViJ ~ --. +n. 
i=l o+i 

If this number of entries is greater than the number of entries available in the next x slots, i.e. x · m, 
where m is the number of channels, the vertex can be bound, unfolding is of no use. Note that the 
depth of the 'lookahead' depth for vertex v can be bound from above by the difference between the 
maximum depth reached so far and the depth at which vis. 

4.1.4 Evaluation of depth-first branching techniques 

To evaluate the different branching techniques as presented in the previous section, a number of pro
grams have been written. These programs have been run on several instances. The results of these 
executions are presented in Appendix A. Below the branching techniques as used in the programs are 
described briefly. 

Normal. This program uses the naive branching approach. Branches that broadcast the blocks having 
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the smallest block period are unfold first. 

MaxDSort. Branches that broadcast the blocks with the smallest maximum delay are investigated 
first. Blocks that have the same maximum delay are ordered in the order of non-decreasing 
block period. Note that the amount of work that must be done to unfold the tree under a node is 
not reduced. by this. 

MaxDSortHalf. The amount of branches per node that are investigated is considerably reduced, only 
the branches that broadcast any combination of m blocks of the r n /21 most critical blocks w.r. t. 
maximum delay blocks are investigated. 

MaxDSortBHalfPlus. Because the program MaxDSortHalf may enter too less branches and can thus 
not create a large non-periodic schedule, we also consider a program that unfolds all branches 
that broadcast the r n /21 + 1 most critical blocks w.r.t. maximum delay. 

EIOfBlOOO. We use the program MaxDSort, however one additional operation is performed: Nodes 
that have been fully unfold and have more than 1000 nodes underneath are stored. If later on 
again the same node is encountered, then this node is immediately bound, only the maximum 
depth that could be reached is stored. Note that, to actually generate a path of this length 
unfolding is required. 

ElOfBSOOO. This program is exactly the same as the previous one, however a node is only stored if 
the number of nodes underneath is bigger than 5000. This reduces the number of nodes that are 
stored. 

EIWiseSmallerBlOOO. Instead of doing the 'element of' test as is done in the ElOfBJOOO program, 
for each node it is checked whether it is element-wise smaller than a node in the 'do not unfold' 
list. In order to do this test the datastructure is used that allows faster checking. Note that in 
contrast to the ElOfBJOOO program, now a node must be unfold if a branch is potentially able 
to generate a longer path, which creates more overhead. 

EIWiseSmallerBSOOO. This program is exactly the same as the previous one, however a node is only 
stored if the number of nodes underneath is bigger than 5000. This reduces the number of nodes 
that are stored and thus the number of nodes that have to be checked per node. 

LookAheadBlS. The program evaluates the lookahead for 1 up to 15 slots. Branching is bounded if 
the number of slots that still can be done cannot generate a longer path. 

From the results in Appendix A we see that the program LookAheadB15 performs best. An expla
nation for this is that the 'lookahead' test can be performed at a relatively low cost while still a lot 
of nodes can be bounded. Techniques that perform surprisingly bad are the programs MaxDSortHalf 
and MaxDSortHalfPlus, they limit branching considerably but still the large non-periodic schedules 
are created no sooner than is the case with the program Normal. Also the programs that perform the 
'element of' and the 'element-wise smaller' test do perform surprisingly bad, which may be caused 
by the large additional overhead required to do the tests. 

4.2 Local search 

In this section two different local search approaches are presented. The first approach uses as the 
search space only the set of feasible solutions with respect to the block periods. The constraint that 
limits the maximum number of time slots (the block period) in between two broadcasts of the same 
block will never be violated. The objective is bandwidth. The goal is to minimize the maximum 
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amount of bandwidth that is needed for a sequence of slots. To achieve this the tug-of-war neighbour-
. hood is introduced. We will use the tug-of-war neighbourhood to construct non-periodic schedules. 

The second approach uses as a search space only configurations that do not violate the maximum 
available bandwidth. The number of slots in between two subsequent broadcast can thus be arbitrar
ily large. This approach makes use of a swap neigbourhood and will be used to construct periodic 
schedules. 

For both approaches different local search algorithms can be implemented. These local search algo
rithms include simple local search (where only improvements w.r.t. the cost function are accepted), 
simulated annealing and variable depth search (which can be an extension to both previous ap
proaches). 

4.2.1 The tug-of-war neigbourhood 

Before the tug-of-war neighbourhood is introduced, please review the strictly periodic broadcasting 
schedule as proposed by DeBey in Figure 2. 7. The obvious problem of this scheme is that there are 
a lot of broadcasting peeks. However it can very well function as a starting point for a local search 
algorithm using the tug-or-war neighbourhood. The goal of the algorithm is now to flatten out the 
bandwidth peeks that are contained in DeBey's schedule. 

To flatten out the peeks in DeBey's broadcast scheme the tug concept is introduced. A tug can be 
seen as a pull of one slot to a rope to which flags are attached according to the block period (a flag 
represents a broadcast of the block), this tug causes a loop in the rope. Broadcasts/flags that occur after 
the tug also shift forward ensuring the constraint that every block (with block period p) is broadcast 
at least once every p time slots. 

vvvvvv 
v v v v 

q vvvvvv 
~ 

Figure 4.2. Reduction of tv~'o channel peeks to one channel by adding tugs. 

A non-periodic broadcasting schedule that does not contain broadcast peeks that exceed the maxi
mum bandwidth can now be constructed by adding tugs at the right places in DeBey's broadcasting 
schedule. Figure 4.2 shows a path that broadcasts 2 blocks, having block periods 2 and 3 respectively. 
Local search algorithms can be used to add and remove tugs such that a (large) non-periodic schedule 
can be constructed. 

Cost Functions 

In order to achieve convergence to a feasible schedule that does not contain peeks that exceed the 
available bandwidth a suitable cost function must be chosen. A number of cost functions can be 
considered. 

A possible cost function is to only take into account the length of the non-periodic schedule reached 
so far. Another alternative is to account for a penalty for every slot, the number of broadcasts x then 
determines the penalty for a particular slot. The slots that must be taken into account are the slots 
ranging from 1 up to the desired length of the path. A disadvantage of this cost function is that an 
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additional penalty occurs when a tug causes an additional broadcast of a particular block, which is 
also the case in Figure 4.2. In order to avoid this problem another cost function that only takes into 
account the slots that actually exceed the imposed maximum bandwidth can be used. 

Tug addition and removal strategies 

A number of tug addition and removal strategies can be considered. The simplest local search ap
proach is to add tugs at random, the cost function in combination with the local search strategy that is 
chosen then determines whether or not a tug is accepted. 

Another possibility is to consider a combination of additions and removals of a number of random 
tugs. A combination of tugs of which the first might be a serious decline, can still generate a schedule 
of less cost. Another thing that might be considered is only to consider addition/removal of tugs in 
the window of slots from slot 1 up to the slot that contains the first broadcast peek that exceeds the 
maximum bandwidth. Furthermore tug addition and removal could be limited only to the block that 
(relatively) occurs most often in time slots that exceed the maximum bandwidth. 

Results 

The results of this approach do not look very promising. The reason for this is that the cost functions 
are not very well suited for local search. This is mainly caused by the choice for the tug-of-war 
neighbourhood. Addition and removal of tugs can cause a very wild shift in bandwidth peeks. It is 
not trivial that and when a number of consecutive tug additions/removals cause an improvement in 
cost function. A more monotone cost function for this neighbourhood structure is needed. Another 
approach can be to used another neigbourhood structure for which better cost function can be defined. 

4.2.2 The swap neighbourhood 

A more straightforward approach is to define a swap neigbourhood on which 2-swaps can be per
formed. This approach is frequently encountered in the literature and might perform better if more 
monotone cost functions can be defined. The swap neighbourhood can be used to create periodic 
as well as non-periodic schedules. In this section creation of a periodic schedule with period P, m 

channels, that must contain a video consisting of n blocks with offset o is considered. Hence, we try 

to solve Problem l. 

Initially for every block i that must be enclosed in the periodic schedule the number of broadcasts 
r P /(o + i)l that are needed is computed. After that, all available entries are assigned to a broadcast 
of one of the blocks. As an extension blocks or additional broadcasts of blocks might also be added to 

. the schedule dynamically while the swap algorithm is already running. However, enough free entries 
should then be available. Dynamic deletion of blocks is a means to increase the offset o during the 
swapping process. The free entries that are created by deleting a block can be used to incorporate new 
blocks with a higher block period. 

The entries that represent the broadcast series for a particular block i are given by the tuple b;, where 
b;,j is the jth broadcast of block i. It is obvious that faster convergence is achieved if tuple b; is kept 
sorted. This can be done automatically because it does not limit the local search, still every situation 
can be reached. A 2-swap then becomes then a swap of two entry assignments (i.e. broadcasts) of two 
particular blocks. Note that, a 2-swap on one and the same block does not make sense. 
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The schedule might contain some free slots: mP entries are available whereas (only) 2:7=1 IP /(o+i)l 
are strictly needed. To be able to perform swaps also on these entries, these entries are stored in tuple 
bo. This tuple contains the mP - L~'= 1 IP j(o + i)l free entries. A 2-swap is now simply a swap of 
two bi,.i values, 0 ::S i ::::: n, where the range of j depends on i. 

Cost functions 

The simplest cost function that can be thought of in combination with the swap neighbourhood is 
given by 

11 LP /(o+i)J 
c(b) = L L max(O,o+i-bi,(j+l)+b;,j) 

i=I j=I 

I! 

+ L:max(O,o+i-bi,1-P+b;,rP/(o+i)l). 
i=I 

This cost function assigns a penalty to every inter-broadcast gap that is larger than the block period for 
that block. In combination with the swap neighbourhood this cost function provides a more monotone 
increase/decrease of the cost function when a series of swaps are considered than was the case with 
the cost functions of the tug-of-war neighbourhood. 

However, for bigger instances a problem occurs if the penalty for a block is already very low. This 
problem is caused by a large plateau in the cost function. Imagine the following situation, a block with 
block period 4 and no slack available is scheduled perfectly except for two inter-broadcast gaps: one 
has a length of 5 slots, the other one a length of 3 slots. This situation is shown in Figure 4.3. Because 

4 

Figure 4.3. A difficult situation. 

swaps occur randomly, it can take a long time for the two divergent gaps to reach each other. In order 
to achieve a faster convergence to a situation where the two divergent gaps may merge a cost function 
is required that takes into account the distance between too large and too small inter-broadcast gaps. 

Therefore the function g(i, j) is introduced that gives the difference between the block period o + i of 
block i and the inter-broadcast gap between broadcast j and its subsequent broadcast (if any) 

g(i,j) = o+i-[l :::Sj < IP/(o+i)lJb (b;,c1+1)-bi,j) 

- [j = r p /(o + i)lJb (bi,1 + p -b;,j ). 

The over-/undercapacity w.r.t. available slack within a radius r around the jth broadcast of block i is 
then given by 

r 

G(i,j,r) - Lg(i,(j+k-l)modfP/(o+i)l+l)+ 
k=I 
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,. 
_Lg(i, (j-k-1) mod IP/(o+i)l + 1). 
k=I 

Then the smallest radius, R(i, j) that can compensate for a too large broadcast gap between broadcast 
j and its subsequent broadcast is the smallest value r ::: 1 for which G (i, j, r) ::: g (i, j). Within 
this radius there is thus enough slack available to compensate for the too large broadcast gap after 
broadcast j. Note that this formulation takes into account that neighbouring broadcast gaps might 
also be too large, for these gaps g(i, j) will be negative. 

The sum of all smallest radii for all too large broadcast gaps can now be added to the cost function 
(with a certain weight factor). This will speed up convergence to a situation where the two divergent 
gaps can merge. The large plateaus in the cost function do now have a slow descent towards a situation 
where a too large broadcast gap can be eliminated. 

Swap strategies 

A number of different swap strategies can be distinguished: 

• The first swap strategy that can be used is the complete random swap. Two broadcasts, of 
different blocks, are selected randomly and a 2-swap on these broadcasts is then considered. 

• Another strategy is to make the broadcast selection more deterministic w.r.t. the range of the 
entries to be selected. First two blocks, k and l are selected. Of one of the blocks, say block k, 
a broadcasts is selected at random. Now a broadcast t of block l is selected, if one exists, that 
must satisfy the following criteria (to be more clear the periodic character of the schedule is for 
now omitted) 

(bk,(s-1) :S b1,1 :S bk,(s+I)) /\ (bt,(1-I) :'.:: bk,s :S bt,(1+1))· 

A swap of b1, 1 and bk,s can now be considered. 

• One might also consider limiting the selection of entries such that a swap is always performed 
on an entry of a block that is not yet scheduled correctly. We select a block k that contributes to 
the cost of the current schedule. The broadcast series of block k then contains an inter-broadcast 
gap that is larger than the block period. One of these broadcast gaps, say x, is selected randomly. 
The following interval I is computed (again the periodic character is omitted) 

I : bk,(x-R(k,x))• bk,(x-R(k,x)) + 1, ... , bk,(x+R(k,x))-

Now a broadcast s of block k is chosen at random such that bk s E I. Another block l is now 
randomly chosen (this need not to be a block that contributes to the current penalty), of this 
block a broadcasts t is selected (if exists) such that also b 1,1 E I. A swap of b1,1 and bk,s can now 
be considered. 

An extension that can be applied to all swap strategies might be the use of free entries if no solution is 
found, free entries can be used by introducing an operation that increases the number of broadcasts for 
a particular block by assigning one of the free entries to this block. This operation can be performed 
as long as there are free entries available. Note that assigning an additional broadcast to a particular 
block i will increase the available slack for this block with its block period o +i. 



4.3. PERIODIC SCHEDULES: RELATED WORK 37 

Results 

For smaller instances the local search approach in combination with the swap neighbourhood con
verges quite rapidly especially when one of the latter two swap strategies is used. However, a feasible 
solution w.r.t. block periods is hard to reach. Lots of swaps may be needed to go from a low cost 
configuration to a feasible solution that has zero cost. 

4.3 Periodic schedules: related work 

In the literature a number of block-to-channel mappings that construct periodic schedules are intro
duced. In this section we will present Fast Broadcasting, Pagoda and New Pagoda Broadcasting, and 
Fixed-Delay Pagoda Broadcasting. 

4.3.1 Fast Broadcasting 

In [13] the fast data broadcasting and receiving scheme is introduced. Here we will refer to this strat
egy as the Fast Broadcasting strategy. This broadcasting strategy divides up the available bandwidth 
into channels of bandwidth greater or equal to the playout bandwidth. Here we will consider the 
variant that uses only channels of the playout rate of a video. 

We consider the Fast Broadcasting strategy where we have m channels available for broadcasting, 
numbered 1, 2, ... , m. A video is now equally divided into n blocks where 

m-1 

n= Li =2111 -l. 
i=O 

Channel i broadcasts 2H successive video blocks, namely blocks 2i-l, 2i-I + 1, ... , 2i -1. Within 
channel i, the 2i-J blocks are broadcast periodically and in the order in which they occur in the video. 

Figure 4.4 shows the result of applying the Fast Broadcasting strategy when 3 channels are available 
for broadcasting. 

Channel 1: 1 1 1 1 

Channel 2: 3 2 3 2 3 2 3 

Channel 3: 5 6 7 4 5 6 7 

Figure 4.4. Fast Broadcasting block-to-channel mapping for the first three channels. 

Note that the period of rhe resuhing schedule is equai to the ieast cummun multiple uf the pt:riu<l:s of 

the individual broadcast channels, which is equal to 

l {2;-i I · 1 2 } 2111 - 1 cm z = , , ... , m = , 

because all periods are a divisor of the largest period, which is the largest power of 2. An advantage 
of the Fast Broadcasting strategy is, that if no client side storage is available, a client is still able to 
watch the video. In Figure 4.4, a client can start watching the video from the first time slot on, all 
blocks then arrive in time to be sent directly to the screen. 
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The maximum client waiting time as a fraction of the duration of the video is given is equal to 

1 

2111 -1 

If no client side storage is available the maximum client waiting time is given by 

2111-l 

2111 - l 

For large m, the maximum waiting time for a client with no storage available thus converges to~· 

Table 4.1 shows the maximum client waiting times and the number of blocks that are scheduled of 
the Fast Broadcasting strategy assuming storage at the client side. Furthermore the deviation from the 
theoretic lower bound (TLB) for fragmented broadcasting without offset is given. 

#Channels #blocks-FE Wmax TLB gap with TLB 
1 1 1 1 0% 
2 3 0.333 0.333 0% 
3 7 0.143 0.1 42.86% 
4 15 0.067 0.033 100% 
5 31 0.032 0.012 164.52% 
6 63 0.016 0.004 258.73% 

Table 4.1. Maximum client waiting times for Fast Broadcasting. 

4.3.2 Pagoda and New Pagoda Broadcasting 

The Pagoda Broadcasting strategy, as introduced in [18) does construct periodic broadcasting sched
ules, but abstracts from some period to use. Instead it maps blocks to channels according to some 
algorithm. It solves Problem 2 as defined in Section 3.1.2 with the restriction that all broadcasts of a 
block have to be scheduled to one channel only. 

The Pagoda Broadcasting strategy uses a fixed mapping on all available channels. No offset is used, 
thus block 1 is repeatedly broadcast on the first channel. The second channel is allocated in the 
following fashion. The odd slots contain block 2, the even slots alternate between block 4 and block 
5. Broadcasting block 5 once every 4 instead of once every 5 time slots wastes some of the available 
bandwidth, however this cannot be avoided. The third channel is allocated in a quite similar way, 
broadcasting block 3 at a frequency of 1/3 and blocks 6, 7, 8 and 9 at a frequency of 1/6. This results 
in a mapping for the first three channels as shown in Figure 4.5. 

Channel 1: 1 1 1 

Channel 2: 2 4 2 5 2 4 

Channel 3: 3 6 8 3 7 9 

Figure 4.5. Pagoda Broadcasting block-to-channel mapping for the first three channels. 

The mapping of the other channels is a generalization of the mapping for the 2nd and 3rd channel. 
Mapping is done in pairs of two subsequent channels (2k, 2k + 1). Let z be the lowest numbered 



4.3. PERIODIC SCHEDULES: RELATED WORK 39 

block that is transmitted by channel 2k. For channel 4, z will have the value 10; since pair (2k, 2k + 1) 

will contain 4z blocks, for all subsequent pairs (2k, 2k + 1) z will be an even number. The block-to
channel mapping is obtained by using the scheme from Table 4.2, here s represents a slot number. 
The 'virtual' period of channel 2k is equal to z, however the blocks that are broadcast in the even slots 
differ in odd and even cycles. The broadcast frequency of these blocks is thus equal to -fz, therefore 
the actual period of channel 2k is 2z. The mapping for channel 2k + 1 is quite similar, however instead 
of making a difference between odd and even slots, now three different slots are distinguished. 

Channel Slots On cycle Contains blocks At Frequency #blocks 
2k odd all zto

2
z-l - z 

f 2 
2k even odd 2z+2i for i E 0, ... , ~ -1 z 

2z 2 
2k even even 2z + 2i + 1 for i E 0, ... , ~ -1 l z 

¥ 2 
2k+ 1 s mod 3 = 1 all k to 2z-1 z 

2 3Z 2 
2k+ 1 s mod 3 = 2 odd 3z +2i for i E 0, ... , ~ -1 I z 

3Z 2 
2k+l s mod 3 = 2 even 3z + 2i + 1 for i E 0, ... , ~ -1 I z 

¥ 2 
2k+ 1 s mod 3 = 0 odd 4z+2i for i E 0, ... , ~ -1 z 

3Z 2 
2k+ 1 s mod 3 = 0 even 4z + 2i + 1 for i E 0, ... , ~ -1 I z 

~ 2 
Table4.2. Pagoda block-to-channel mapping. 

Applying this scheme leads to the mapping for pair (2k, 2k + 1) shown in Figure 4.6. Note that the 
mapping scheme as described so far only works when the number of channels allocated to the Pagoda 
Broadcasting schedule is odd. 

2z 2z+ 2 3z - 2 
Channel 2k: z or z+l or 3z12 - 1 : or 

2z + 1 2z+ 3 3z - 1 

Slot: 2 3 4 z - 1 z 

3z 4z ' 4z - 2 5z - 2 ' 
Channel 2k + 1 : 3z/2 or or : 3z12 + 1 : or or 

3z + 1 4z+ 1 4z - 1 5z - 1 

Slot: 2 3 4 3z/2 - 1 3z/2 

Figure 4.6. Pagoda block-to-channel mapping for pair of channels (2k, 2k + 1). 

The maximum client waiting time for the Pagoda Broadcasting strategy is dependent on the number 
of blocks n that a video is divided into. The number of blocks when using 2k + 1 channels can be 
calculated easily. Each pair of channels (2k, 2k + 1) contains 4z blocks, the highest-numbered block 
transmitted by the pair will be block 5z - l. The number of blocks that can be contained in 2k + 1 
channels, n1k+I is thus 

n1k+1 = 5z - 1. 

Since block z is the lowest-ranked block broadcast by the pair, the number of blocks that can be 
broadcast by 2k - 1 channels is 

n1k-1 = z-1. 
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From this the following recurrence relation can be derived for n 2k+1, 

n2k+1 = S·n2k-1+4. 

Because n 1 = 1, the following expression for the number of blocks can be obtained 

k-1 

nzk+I = 5k + L 4 · 5j = 2 · 5k ...,. l. 
j=O 

For an even number of channels the Pagoda Broadcasting strategy uses a straightforward modification 
of the strategy as used for an odd number of channels. Only the highest numbered channel will have 
an adapted broadcasting scheme. Only z blocks are now mapped to channel 2k. Considering ihis 
mapping for an odd number of channels, the following expression for the maximum client waiting 
time Wmax can be given 

_ { 2.5L1 for odd m 
Wmax - I 

4
.
5

k_ 1_
1 

for even m. 
(4.1) 

Table 4.3 shows the maximum client waiting times and the number of blocks that are scheduled of 
the Pagoda Broadcasting strategy. Furthermore the deviation from the theoretic lower bound (TLB) 
for fragmented broadcasting without offset is given. In [15) the New Pagoda Broadcasting strategy 

#Channels #blocks-PB Wmax TLB gap with TLB 
1 1 1 1 0% 
2 3 0.333 0.333 0% 
3 9 0.111 0.1 11.11% 
4 19 0.053 0.033 57.89% 
5 49 0.020 0.012 67.34% 
6 99 0.010 0.004 128.28% 

Table 4.3. Maximum client waiting times for Pagoda Broadcasting. 

is introduced, this is an optimized version of the original Pagoda Broadcasting strategy, however still 
no offset is used. The block-to-channel mapping here is less formal and dependent on some kind of 
heuristic. Instead of looking at pairs of channels, the New Pagoda Broadcasting strategy considers 
all channels, but still restricts to broadcasting one block on one and the same channel only. Unfortu
nately, a description of the heuristic used for the block-to-channel mapping is not given. Therefore 
an evaluation of the maximum client waiting time of New Pagoda Broadcasting cannot be given. The 
idea however is quite similar to the Fixed-Delay Pagoda broadcasting strategy as presented in the next 
section. 

4.3.3 Fixed-Delay Pagoda Broadcasting 

The Fixed-Delay Pagoda Broadcasting (FDPB) strategy as described in [16) differs from the other 
Pagoda Broadcasting strategies in two fashions. It uses a fixed-delay policy that results in lower 
bandwidth requirements, we refer to this fixed-delay policy as the use of an offset. In addition, FDPB 
uses a much simpler block-to-channel mapping, in which channels broadcast a set of subsequent 
blocks. 

The FDPB strategy partitions the video into n blocks of equal size, where block i must be broadcast 
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at least once every o + i slots. The initial client waiting time is thus equal to the playout time of o + 1 
blocks, as is in general the case with fragmented broadcasting with an offset. 

Blocks are mapped to channels in the following fashion. Every channel c with c E { 1, ... , m} is divided 
into Sc subchannels, numbered 0, 1, ... , sc - l. A slot t of channel c broadcasts a slot for subchannel j 
if t mod Sc = j. Each subchannel of channel c thus occupies 1 /Sc of the bandwidth of channel c. An 
example of when each of the subchannels is serviced is shown in Figure 4.7. Blocks are now mapped 
into subchannels in a strictly sequential fashion, subchannel 0 of channel 1 thus broadcasts the first 
blocks of a video, the next blocks are mapped into subchannel 1 of channel l. 

The number of subchannels a channel c is divided into depends on the block periods of the blocks that 
are assigned to channel c. Let le be the first block that is assigned to channel c, block le -1 is thus 
the last block that is broadcast by channel c - l. The number of subchannels that the FDPB strategy 
divides channel c into is now equal to 

Sc = round ( J le+ i) . (4.2) 

The number of subsequent blocks that can now be broadcast on a subchannel on its turn depends on 
the first block that has to be broadcast by the subchannel, we refer to this block ask. The number of 
blocks that are broadcast by a subchannel of channel c is now equal to 

l~J 
An example of a schedule that is genererated by the FDPB strategy for 2 channels and an offset of 3 
is depicted in Figure 4. 7. 
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Figure 4.7. Example ofFDPB block to (sub-)channel mapping form= 2 channels and offset o = 3. 

Instead of using the number of subchannels as in formula 4.2, we can also consider a range around 
this number of subchannels. We can then take the number of subchannels that allows for a maximum 
number of blocks to be mapped in the channel. No backtracking is performed on the number of 
subchannels previously scheduled channels are divided into. By using this approach more blocks 
can be mapped to the same amount of channels, this is illustrated in Table 4.4. Here 'Total #blocks' 
represents the number of blocks that can be scheduled using the number of channels under 'Channel'. 
We observe that the number of blocks for the Best in Range strategy is somewhat higher (around 5%), 
especially for the higher numbered channels. When a higher offset is chosen, the number of blocks 
will thus increase. Table 4.5 shows the maximum client waiting times and the number of blocks that 
are scheduled for the FDPB strategy. We also give the deviation from the theoretic lower bound. Note 
that the FDPB strategy is particularly suited for creating schedules that make use of an offset. 
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Original Best in range 
Channel #Subchannels Total #blocks #Subchannels Total #blocks 

I 1 1 I 1 
2 1 3 1 3 
3 2 8 2 8 
4 3 20 3 20 
5 5 50 5 50 
6 7 124 8 127 
7 11 316 16 328 
8 18 822 22 859 
9 29 2176 33 2283 
10 47 5818 52 6112 

Table4.4. The number of blocks that are mapped by the FDPB strategy (o = 0). 

4.4 Slack-sequential heuristic to construct periodiC schedules 

In [ 14] a heuristic algorithm that tries to generate a feasible schedule for given period P, number of 
channels m, offset o, and number of blocks n is given. The algorithm tries to reserve a minimum 
amount of broadcasts per block, i.e. of the total of mP available entries, exactly r P /(o + i)l entries 
are assigned to block i. The algorithm is constructed along the lines of one of the heuristics proposed 
by Hollmann and Holzscherer. 

The algorithm works as follows. It first sorts the blocks 1, 2, ... , n in order of non-decreasing slack, 
where the slack of a block is defined as in Section 3 .1.1. If o + i is a divisor of P, then block i must be 
broadcast exactly once every o + i slots. Then, the slack of block i is zero. If o + i is not a divisor of 
P, then there is some slack to deviate from the strictly periodic broadcast. More formally, the slack of 
block i is given by (o + i) · r P J (o + i)l - P, which may range between o and o + i - 1. For example, 
in Figure 2.8 we have P = 12 and o = 0. Hence, block 5 must be broadcast three times, resulting in a 
slack of 5 . 3 - 12 = 3. This slack can be divided arbitrarily among the three inter-broadcast gaps. In 
the figure, the gaps for block 5 are 5, 4, and 3. 

The algorithm assigns slots to blocks in this given order without backtracking. Note that assigning 
a slot to a block denotes that one entry of that slot is used for a broadcast of that block. Choosing 
the slots for a given block is realized by generating a search tree, where each level corresponds to 
assigning a slot to the j th broadcast, with j = 1, ... , r P J ( o + i) 1. Hence, a path from the root node to 
a leaf node in the search tree correspond to a selection of r P /(o + i)l slots for block i. The root node 
is at level 0 and does not represent a broadcast of block i. On level 1 of the search tree, we have o + i 
nodes, each corresponding to one of the o + i successive slots of a randomly chosen window. Of these 

#Channels #blocks-FDPB Wmax TLB gap with TLB 
1 1 1 1 0% 
2 3 0.333 0.333 0% 
3 8 0.125 0.1 25% 
4 20 0.050 0.033 50% 
5 50 0.020 0.012 64% 
6 127 0.008 0.004 77.95% 

Table 4.5. Maximum client waiting times for Fixed-Delay Pagoda Broadcasting. 
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o + i slots only m slots have to be unfold, one slot for each of the different workload levels at which still 
a broadcast can be scheduled, i.e. 0, 1, ... , m - 1. The slot that is unfold for a workload level is the slot 
that uses as few units of slack as possible. Starting from such a first slot, the remaining r P /(o + i)l -1 
slots are chosen by a recursive search procedure, where a lexicographical cost function is chosen to 
avoid 'congestion as much as possible'. Given that broadcast j is at a slots, then broadcast j + 1 can 
be in any of the slots s + o + i - r, ... , s +o + i, where r denotes the remaining slack. The resulting 
search tree will always be relatively small, since branching is always done at the cost of using the 
available slack. 
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Figure 4.8. Lower bound on the maximum waiting time as a function of the period for two or three 
channels, and a number of schedules that were found with the heuristic algorithm. 

In Section 2.3.2, we have derived a period dependent lower bound for fragmented broadcasting with 
offset. Figure 4.8 gives this lowerbound as a function of P, and a number of schedules found by 
the heuristic algorithm to give an impression of how close the maximum waiting time can get to the 
period-dependent lower bound. 

4.4.1 Using free entries 

A shortcoming of the heuristic is, that in the initialization phase of the heuristic the number of broad
casts for a particular block is made static. It cannot change, even if the heuristic cannot find a solution 
and there are free entries available in the schedule. The number of broadcasts for a particular block i, 
must be exactly r P / (o + i)l, which is the minimum number of broadcasts for block i. 

For the (m, n, o, P) instance (1, 2, 1, 6) the heuristic cannot come up with a solution, whereas the 
obvious solution is shown in Figure 4.9. The reason that the heuristic does not find a solution is that it 
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Figure 4.9. Schedule for (m, n, o, P) = (1, 2, 1, 6). 

only intends to schedule block 1 r ¥ l = 3 times and block 2 r ~ 1 = 2 times, which cannot generate a 
solution. Both blocks have no slack available, block 1 must be scheduled exactly once every two slots 
leaving no room to schedule block 2 exactly once every 3 slots. In this example, the tight scheduling 
of the original heuristic leaves one entry unused. The first improvement of the original heuristic is 
a way to use these unused slots. The goal however still is to broadcast each block as few times as 
possible. 

We use the free entries in the following fashion. In the initialization phase, also the number of free 
entries are computed. As in the original heuristic the blocks are sorted in order of non-decreasing 
slack. Also the recursive search procedure remains unchanged. Free entries are only used if the first 
invocation of the recursive search procedure does not come up with a feasible entry assignment for 
a block i. If there are still free entries available, the recursive search procedure is again invoked. 
However, now it is invoked with increased slack, the slack of the original invocation is increased by 
o +i. The effect of this is that one additional entry may be selected for block i. If the recursive search 
procedure still does not come up with a solution and there are still free slots available, then the slack 
can again be increased by o + i. 

A better approach of using free entries, is to calculate a priori the minimum number of broadcast that 
are required, given the current (partial) schedule, for a feasible entry assignment for block i. This 
minimum number of broadcasts can be calculated quite easily. We consider the set of slots that do 
not broadcast at the full capacity of m broadcasts. For an available slot, we can now easily check the 
amount of broadcasts that are needed when that slot is contained in a broadcast series for the block i 
to be scheduled. We do this by repeatedly jumping as far as possible to the next available slot, till we 
can reach the first slot of the broadcast series with a jump smaller than the block period o + i. 

For every available slot in the window 1, 2, ... , o + i we can now calculate the amount of broadcasts 
that are necessary when that block is contained in a broadcast series. Since at least one of the slots in 
the window 1, 2, ... , o + i must be contained in a broadcast series for block i, the minimum number 
of broadcasts that is needed is equal to the minimum number of broadcasts that is needed when 
investigating all available slots in the window. 

If the minimum number of broadcasts required needs to make use of free entries, these free entries can 
be assigned to the block. If more additional entries are needed than there are free entries available, 
the algorithm can be aborted immediately, then no feasible schedule can be found starting of from the 
current partial schedule. However restarting the heuristic can still generate a feasible schedule. 

A drawback with respect to the computational complexity of assigning an additional broadcast is the 
increase in slack. The heuristic branches at the cost of the available slack, the number of branches 
to be investigated can thus grow very large. If we realize that the amount of slack that may be used 
between two broadcasts for block i is limited to o + i - 1 (otherwise the new broadcast would be 
scheduled even before the current one), then the size of the search tree can be kept somewhat smaller. 
However performance is an issue here. 
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4.4.2 Calculating a minimum cost broadcast series 

In this section we will use a dynamic programming approach to calculate a minimum cost broadcast 
series. By means of step-wise refinement a procedure that calculates a minimum cost broadcast series 
will be derived. At the end of the section the time complexity of the new algorithm will be compared 
to the recursive search procedure as used in [ 14]. 

Recurrence relation 

The recurrence relation cb(n,x, r) denotes the minimum cost of n broadcasts when using (already) r 
units of slack and ending up in slot x. It represents the minimum cost of a broadcast series of length 
n for a block with block period b that has its first broadcast in one of the time slots in the window 
1, 2, ... ,b. cb(n,x, r) is defined as follows 

cb(l,x,O) = C(x) 
cb(l,x,r) = oo 

cb(n+l,x,r) = min{cb(n,x-b+i,r-"-i)+C(x) I 
i = 0, 1, ... , r /\X - b + i > O} 

where C(x) represents the cost using an entry in time slot x. 

forxE{l,2, ... ,b} 
for x E { 1, 2, ... , b} /\ r > 0 

for x E {n ·b-r+ 1, ... , 
(n+l)·b-r}/\n> 1 

The minimum cost of performing N broadcasts, with initial total slack R, is now given by 

min{cb(N,x,r) lr=O,l, ... ,R /\ x=(N-l)·b-r+l, ... ,N·b-r}. 

Note that if no more than R units of slack are used, the periodic character of the schedule is taken care 
off. 

A naive implementation 

Using the recurrence relation cb(n,x, r) it is easy to derive a recursive function that calculates the 
minimum cost for a broadcast series of length n of which the first broadcast takes place in the window 
1, 2, ... , b and the last broadcast is done in slot x, where the broadcast series up till there has used r 
units of slack. 

COST(n,x,r) 
1 if n = 1 
2 then if r = 0 
3 then return C (x) 

4 else return oo 
5 else 
6 {n > l} 
7 k := 00 

8 for i := 0 to r 
9 do if x - b + i > 0 

10 then k := min(COST(n -1, x -b + i, r - i), k) 
11 return k + C(x) 
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The minimum cost for assigning a broadcast series of length N can then be found by 

MINCOST() 

1 k := 00 

2 for r := 0 to R 
3 do for x := (N - 1) · b- r + 1 to N · b- r 
4 dok:=min(COST(N,x,r),k) 
5 return k 

This algorithm is not very efficient, its time complexity is equal to the algorithm as given in [14]. This 
algorithm also branches at the cost of the available slack. However by using dynamic programming 
the time complexity can be greatly reduced. 

A more sophisticated implementation 

In order to achieve a solution without recursion, a three dimensional array h[l..N, l..P + b, O .. R] is 
introduced. To be more clear, we ignore the periodic character of the schedule for now (the reason that 
the range of the second dimension of array h is 1, 2, ... , P + b ). Slot P + t, where t > 0, is now simply 
an alias for slot t. The array h will be used to store elements of function cb, avoiding recalculation of 
the function cb for the same parameters. 

The elements h[l, *• *] can be initialized easily, the other elements can be calculated by using the 
latter part of the recurrence relation for cb. Note that from the recurrence relation we can immediately 
see that in order to compute h[x, *,*],we only need h[x - 1, *, *l Also the range of the second 
dimension can be reduced. These observations will be used later on to reduce the amount of memory 
required by the algorithm. To be clear, first a version is derived that uses all three dimensions of the 
array h. 

Let X (i, r) denote the set of slots in which the i th broadcast of the broadcast series must take place if 
r units of slack are used in the first i - 1 inter-broadcast gaps. Recalling that the first broadcast of the 
broadcast series takes place in one of the slots in the window 1, 2, .. ., b, the set X (i, r) can be defined 
as 

X(l,r) = {1,2, .. .,b} 
X(i,r) = {(i-1)-b-r+l,(i-l)-b-r+2, .. .,i·b-r} ifi'.:::2 

In order to compute h[N, *•*]a repetition will be used that has the following invariants: 

Po 'v'1::;i::;n 'v'o::;r::;R 'v'xeX(i,r) h[i,x,r] = cb(i,x,r) 

P1 1 ::.:n::.: N 

From Po it now follows that if n = N, h [N, *• *] has proper values, so the guard of the repetion will be 
n i= N. For the initialization, we will use n := 1, which satisfies P1• In order to satisfy Po we derive 

Po(n := 1) = 'v'1::;i::;I 'v'o::;r::;R 'v'xeX(i,r) h[l,x, r] = cb(l,x, r), 
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using the fact that x must be greater than 0, this is equivalent to 

Vos_rs_R V1s_xs_b-r h[l, X, r] = cb(l, x, r). 

Now we do a domain split on r, r = Ov 1:::: r:::: R, and we get 

V19s_b h[l,x,O] = C(x) /\ V1s_rs_R V1s_xs_b-r h[l,x,r] = 00. 

This result can be used to initialize the repetition, the first part is a simple loop, the second part can 
be implemented by a nested repetition. 

We now derive the inner part of the repetition 

Po(n := n + 1) = V1s_;s_11 +1 Vo:;r::::R VxeX(i,r) h[i,x, r] = cb(l,x, r). 

By a domain split on i, 1 ::::: i ::::: n v i = n + 1, this is equivalent to 

V1s_i:::;11 Vo:::;rs_R VxeX(i,r) h[i,x,r] = cb(i,x,r) /\ 

Vos_rs_R VxeX(n+l,r) h[n + 1, X, r] = Cb(n + 1, x, r), 

now since P0 (n := n + 1) does not violate P0, the definition of c, n > 0 and thus n · b- r + 1 > 0 

Vos_r:::;R VxeX(n+l,r) h[n + 1, X, r] = 

min { cb (n, x - b + i, r - i) + C (x) I i = 0, 1, ... , r /\ x - b + i > 0}. 

We can now use Po and hence 

Vos_r:::;R VxeX(n+l,r) h[n + l,x, r] = 

min { h [ n, x - b + i, r - i] + C (x) I i = 0, 1, ... , r /\ x - b + i > 0}. 

To compute the latter result a simple nested repetition can be used. In order to compute min{h[n,x -
b + i, r - i] + C(x) Ii = 0, 1, ... , r /\x -b + i > O}, an inner repetition will be used that is very sim
ilar to the repetition used in the naive implementation. However, it can now make use of invariant 
P0 , and thus a recursive call is not necessary. The complete program ComputeCosts which computes 
Po(n := N) now becomes 

COMPUTECOSTS (b, N, R) 
1 { initialization } 
2 n := 1 
3 for x := 1 to b 
4 doh[l,x,O] := C(x) 
5 for r := 1 to R 
6 do for x := 1 to b-r 
7 doh[i,x,r}:=oo 
8 { initialization finished, Po .. 1 } 

9 while n =I N 
10 do for r := 0 to R 
11 do for x := n · b - r + 1 to (n + 1) · b - r 
12 do {computemin{h[n,x-b+i,r-i]+C(x)li=O,l, ... ,r/\x-b+i>O}} 
13 k := 00 

14 for i := 0 tor 
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15 doifx-b+i > 0 
16 then k := min(h[n,x -b + i, r - i], k) 
17 h[n+l,x,r]:=k+C(x) 
18 { Po(n :=n+l)} 
19 n:=n+l 
20 { Po .. 1 !\ n = N } 

Reducing memory requirements and generating a witness 

In order to reduce the amount of memory used by the program, we recall that in order to compute 
h[n, *• *], we only need h[n - 1, *· *]. Hence, it would be enough if we only kept two subsequent 
'plateaus' of array h. In the end, we are only interested in h[N, *· *] so our new invariant should not 
care about all other 'plateaus' in the three dimensional array h. Furthermore we exploit the fact that 
the nth broadcast can only take place in the slots x, where 

x E { (n - 1 )- b - R + 1, (i - 1) · b - r + 2, ... , n · b} !\ x > 0. 

We now arrive at the following new invariant Po 

Po : Vo<5c.r<5c.R VR-r9<5c.R-r+b-1 As=(n-l)·b-R+I Ax+s>oh[x,r] =cb(n,x+s,r) 

To be able to compute P0 (n := n + 1) we need an additional (temporary) array g to put the new values 
for h [n + 1, *• *] in. We now only need two 2-dimensional arrays with dimensions [0 .. b + R - 1, 0 .. R]. 

With respect to Po we now derive using a domain split over r and the observation that r = 0 =?- x + s > 

0 

Po(n := 1) - VR<5c.x<5c.R+b-1/\S=-R+I h[x,r] = C(x+s) !\ 

V1<5c.r<5c.R VR-r<5c.x<5c.R-r+b-1 /\ s=-R+I /\ x+s>O h[x, r] = 00. 

For the new inner part of the repetition, we derive 

Po(n,h :=n+l,g) = Vo<5c.r<5c.R VR-r9<5c.R-r+b-1 /\s=n·b-R+l Ax+s>O 

g[x, r] = cb(n + 1, x +s, r). 

Since the domains of the quantifiers do not change, we derive 

g[x,r] = cb(n+l,x+n·b-R+l,r) 

and by using Po 

min{cb(n,x +n · b- R+ 1-b+i, r -i] + C(x +n ·b- R+ 1) 

Ii= 0, 1,. . ., r !\x -b + i > O}, 

g[x,r] = min{h[x+i,r-i]+C(x+n·b-R+l) I i=0,1, ... ,r!\x-b+i >0}. 

To be able to provide along with the minimum cost a witness for this minimum cost, i.e. a minimum 
cost broadcast series, the three dimensional array w[2 .. N, O .. b + R - 1, O .. R] will be used. Note that 
in order to store all witnesses we cannot get rid of this array. In this array all predecessors which lead 
to a minimum cost assignment will be stored. When the program has finished, the array w can be used 
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to construct a minimum cost broadcast series. With respect to array w, the following invariant will be 
used 

P2 : V2s.is.11 Voys_R V R-rs.xs.R-r+b-1 /\ s=(11-l)·b-R+I /\ x+s>O 

cb(i,x +s, r) = cb(i - I, w[i,x, r], r -b +x +s - w[i,x, r]) + C(x +s) 

This invariant can be easily maintained (only predecessors are stored), so no derivation will be given. 
The ComputeCosts program is now 

COMPUTECOSTS (b, N, R) 
1 { initialization } 
2 n := 1 
3 forx:=RtoR+b-l 
4 doh[x,O]:=C(x-R+l) 
5 for r := 1 to R 
6 do for x := R - r to R - r + b - 1 
7 do if x - R + 1 > 0 
8 then h[x, r] := oo 
9 { initialization finished, Po .. 2 } 

10 while n -:/= N 
11 do for r := 0 to R 
12 do for x := R - r to R - r + b - 1 
13 dok := oo 
14 fori:=Otor 
15 do if x + i ;:: 0 
16 thenifh[x+i,r-i]<k 
17 thenk:=h[x+i,r-i] 
18 w[n+l,x,r]:=x+r-i+(n-l)·b-R+l 
19 g[x,r] :=k+C(x+n·b-R+l) 
20 h := g 

21 {Po .. 2(n:=n+l)} 
22 n := n+ 1 
23 { Po .. 2 /\ n = N } 

We can now reconstruct a witness from w by the following procedure 

PRINTWITNESS () 

i k= 00 

2 for r := 0 to R 
3 do for x := R - r to R - r + b - 1 
4 doifh[x,r]<k 
5 then k := h[x, r] 
6 b:=x 
7 s :=r 
8 b := b + (N - 1) · b - R + 1 
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9 PRINT((b - 1) mod p + 1) 
10 for n := 0 to N - 2 
11 do bo := b 
12 b:=w[N-n,b-(N-n-l)·b+R-l,s] 
13 s := s-b+bo-b 
14 PRINT((b- 1) mod p + 1) 

We have now constructed a program that will always generate the same minimum cost broadcast 
series, even if multiple broadcast series of the minimum cost exist. To avoid this, we have to put 
in some non determinism. In the original heuristic the window from which the construction of a 
broadcast series is started is chosen at random, here we will use a different approach. Here we will 
introduce non-determinism on places where there are multiple minima to decide which witness must 
be stored in array w (i.e. line 18 ComputeCosts). Another place to introduce non determinism are 
lines 5 to 7 of PrintWitness where the minimum total position assignment is computed. One way to 
introduce non determinism in ComputeCosts is by walking through the i-interval O .. r randomly and 
still keeping the first minimum encountered. The same technique can be used in PrintWitness. This 
can be implemented by choosing a random starting point in the window, after that the window will be 
traversed sequentially. 

The algorithm can be easily adapted such that also the free entries of the schedule can be used. By 
using these free entries an additional broadcast can be assigned to a block (which increases N by 
one). The amount of slack then becomes R +b. The only relevant broadcast series in h [ N, r] are now 
the ones for which r is greater than the original R (otherwise the last broadcast is totally unneces
sary). Because it does not make sense to use more than b - 1 units of slack between two subsequent 
broadcasts, the i-range of the algorithm can then be transformed to max(r - b + 1, 0) < i ~ r. 

Complexity analysis 

The derived algorithm has the following time complexity 

while loop line 10 
for loop line 11 
for loop line 12 
for loop line 14 
Total 

N 
R 
b 
b 
N ·R ·b2 

The time complexity of the original heuristic, as presented in ?? , is equal to 

b·mN-1. 

In a worst-case scenario b nodes are investigated as a root node, this root node represents the first 
broadcast in a series of N broadcasts. Now N - I levels of the broadcast tree have to be generated. The 
branching degree of the broadcast tree is equal to m. The original heuristic is thus exponential in the 
number of broadcasts N. The dynamic programming algorithm gives us a polynomial time complexity 
at the cost of using a relatively large datastructure needed for witness construction. In the next section 
we present a polynomial time algorithm that does not use this large datastructure. However, the 
broadcast series this algorithm computes is in general not the broadcast series of minimum cost. 



4.5. BLOCK-SEQUENTIAL HEURISTIC TO CONSTRUCT PERIODIC SCHEDULES 51 

4.5 Block-sequential heuristic to construct periodic schedules 

Instead of using a heuristic algorithm that assigns the blocks in a slack-sequential order, a heuristic 
can be used that assigns the blocks in a block-sequential order. An advantage of this approach is that 
when a partial schedule is achieved, this partial schedule is always a feasible schedule (although it 
does not contain as much blocks as was the intention). A disadvantage of this approach however is 
that blocks that have a very low scheduling flexibility, i.e. a small amount of slack, may have to be 
scheduled when the schedule is already filled with a lot of blocks. Assigning an additional broadcast 
to a block with a low scheduling flexibility can then be a solution. However, if more slack is available, 
then the data structures of the dynamic programming algorithm of the previous section can become 
too large to fit in memory. Therefore a new approach is used that can make use of free entries more 
easily than was the case in the slack-sequential heuristic. 

First, we observe that the number of broadcasts that are necessary for scheduling a particular block 
can easily be calculated by the algorithm described in Section 4.4.1. When a new block must be added 
to the schedule, we start with calculating the minimum number of broadcasts required for this block. 
We define the minimum number of broadcasts as M b. Furthermore we define the list of available slots 
as the set of slots that do not broadcast at the full capacity of m broadcasts. 

Now that we know the minimum number of broadcasts that is needed, we can remove slots from the 
list of available slots till the amount of slots in the list is equal to Mb. Slots are removed from the 
list of available slots in the order of the cost of using slots. The slots that have the highest cost are 
removed first. After removing a slots from the list, we check if still a broadcast series that uses (only) 
Mb broadcasts is possible. If not, we reinsert the slot in the list and proceed to the next slot in order. 
This procedure is repeated till the amount of slots in the list of available slots is equal to Mb. We have 
then reached a broadcast series of M b broadcasts for block i. 

Note that the procedure for removing the slots from the list of available slots can be optimized in 
several different ways. One possibility is to first remove all slots that can never be part of a broadcast 
series of only Mb broadcasts. Another one is to remove all slots that have higher cost than the highest 
cost slot that was part of a broadcast series of lvh broadcasts. 

If we know the minimum amount of broadcasts that is needed for block i, then checking the list of 
available slots to see whether or not a broadcast series of Mb broadcasts is still possible can be im
plemented more efficiently than finding the minimum number of broadcasts needed. We can consider 
the amount of slack that is available for the broadcast series, which is equal to Mb · (o + i) - P. Now 
for every available slots in the window 1, ... , o + i, we try to create a feasible broadcast series that 
uses Mb slots. Slots must be part of that broadcast series. Now if creation of a broadcast series that 
contains block s uses more slack than available, it can be bound. Furthermore the checking algorithm 
can be stopped as soon as a broadcast series can be created that uses Mi! slots. 

Note that the broadcast series that is constructed by applying this algorithm is in general not the min
imum cost broadcasts series. A broadcast series may exist that uses the highest cost slot, but where 
the other slots are of such a low cost that its total cost is still smaller. However the broadcast se
ries generated by the algorithm is a good approximation. Furthermore, the new algorithm calculates 
the broadcast series much faster than the dynamic programming algorithm from the previous section. 
Other advantages of using this algorithm are that the amount of memory that is needed by the algo
rithm is much smaller and that it can handle the use of free entries much better. Its computational 
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complexity and the amount of memory needed is independent of the number of broadcasts of and the 
amount of slack available for a block. This allows us to construct schedules for instances with a higher 
offset, and as a consequence higher block periods. Also the period of a schedule can be much larger. 

Complexity analysis 

The computational complexity for calculating the minimum amount of broadcasts needed for a broad
cast series for block i is equal to ( o + i) · P. All slots in the window 1, 2, ... , o + i have to be considered. 
When the number of broadcasts is calculated for a slot s in the window, in a worst-case scenario all 
slots in the schedule are inspected once, which gives time complexity P. Checking the list of avail
able slots to see whether or not this minimum broadcasts broadcast series is still possible has the same 
worst-case time complexity. However by using the bounding techniques the average time complexity 
will be better. · 

In a worst-case scenario a block only needs 1 broadcast in the schedule, whereas still P slots are in 
the list of available slots. Then, the lowest cost slot can be used for this broadcast, but instead all P 
available slots are removed one by one. The time complexity for calculating a minimum broadcasts 
broadcast series is thus equal to 

(P-1) · (o+i)- P. 

This time complexity however can be improved, if some case analysis is performed. Note that this is 
a worst-case time complexity whereas the time complexity of the dynamic programming algorithm is 
presented in the previous section is exact. 

4.6 Comparison of periodic scheduling strategies 

In this section the scheduling strategies to construct periodic schedules for fragmented broadcasting 
are compared. Special attention goes to the strategies that make use of an off set. 

Two heuristics have been presented in this chapter, the slack-sequential heuristic and the block
sequential heuristic. The slack-sequential heuristic can be used to create schedules for instances that 
have a small offset, and a relatively small number of blocks. It is particularly suited for creating 
schedules that have a small period. 

If periods may grow bigger or the offset is higher, and as a consequence also the number of blocks 
is greater, then one can make use of the block-sequential heuristic. This heuristic can more easily 
make use of free entries in the schedule, because size of data structures and computational complexity 
are independent of using free entries. Free entries typically occur when the period of the schedule is 
chosen much bigger than the minimum period that is required for scheduling all blocks. Moreover, 
the heuristic is much faster than the slack-sequential heuristic. A disadvantage is that often partial 
schedules are given as an output if the number of blocks to be scheduled is very large. These schedules 
however are still feasible and can thus be used. 

Periodic schedules that do not use an offset 

Of the strategies that create schedules that do not have an offset, the slack-sequential heuristic per
forms best as is shown in Table 4.6. We note that the worst performing strategy, the Fast Broadcasting 
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#Channels #Blocks heuristic #Blocks Fast #Blocks Pagoda #Blocks-FDPB 
1 1 1 1 1 
2 3 3 3 3 
3 9 7 9 8 
4 28 15 19 20 
5 78 31 49 50 
6 203 63 99 127 

Table 4.6. Number of blocks that can be scheduled by different broadcasting strategies. 

strategy does have the advantage that also when no client side storage is available a client is able 
to watch a video. Furthermore, we note that although the Pagoda Broadcasting strategy exploits the 
flexibility to schedule subsequent blocks on different channels, it still performs worse than the Fixed
Delay Pagoda Broadcasting strategy. An advantage of using the FDPB strategy instead of the slack
sequential heuristic is that schedules can be calculated in real time, because the scheduling policy is 
very simple. If one of the heuristics is used, schedules must be calculated offline. 

An explanation for the fact that the heuristic performs so well is that the heuristic exploits all freedom 
it is offered. Broadcasts of one and the same block may occur on different channels and are not a priori 
bound to one (sub-)channel only. Note that better schedules than the ones mentioned in Table 4.6 may 
be possible (and can thus be generated by the heuristic), however these are currently the best ones 
found by us. 

Periodic schedules that do use an offset 

Two broadcasting strategies are very well suited to create schedules that use a high offset, the Fixed
Delay Pagoda Broadcasting strategy and the block-sequential heuristic from Section 4.5. 

In order to be able to use the hard disk at the client as well as the server side efficiently, the number 
of blocks a video is divided up into may not become too large. We assume that an acceptable block 
size is the size of approximately 1 second of video. A video of 90 minutes can thus be divided up into 
5400 blocks. Table 4.7 shows the best client waiting tirnes that can be achieved by the Fixed-Delay 
Pagoda Broadcasting strategy such that this maximum number of blocks is not exceeded. Also the 
offset and the number of blocks for which this best maximum client waiting time is found is shown. 

#Channels Offset Number of blocks Wmax Gap with TLB 
1 3072 5178 0.593 1.98 
2 882 5399 0.164 4.49 
3 300 5304 0.057 8.31 
4 111 5216 0.021 15.09 
5 44 5283 0.0085 25.56 

Table 4.7. The best attainable maximum client waiting time for FDPB. 

Table 4.8 shows some schedules that were found by the block-sequential heuristic. Here, we have 
aimed at schedules that have a period of around 15, OOO. We observe that the schedules that are found 
by the heuristic use a much lower offset than the schedules generated by the FDPB strategy. If more 
than one channel is used, then the block-sequential heuristic easily outperforms the FDPB strategy. 
For the one channel case the heuristic cannot benefit from the fact that it can schedule broadcasts of 
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the same block on different channels. 

#Channels Offset Number of blocks Period Wmax Gap with TLB 
1 255 426 16554 0.601 3.26 
2 101 625 16464 0.163 4.27 
3 45 837 15540 0.055 4.89 
4 17 902 14189 0.020 6.96 
5 12 1713 13855 0.0076 11.87 

Table 4.8. Some schedules that were found by the block-sequential heuristic. 

Figures 4.10-4.12 show the maximum client waiting time as it can be achieved by FDPB and the 
offset-dependent theoretic lower bound for 1 up to 3 channels. Also a couple of schedules that were 
found by the block-sequential heuristic are shown. 
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Figure 4.10. Comparison of FDPB and heuristic for 1 channel. 
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Chapter 5 

Advanced topics in fragmented 
broadcasting 

In this chapter we present some advanced topics in fragmented broadcasting as they have been de
scribed in the literature. The first topic that is discussed is how the cost of the set-top box can be 
limited. A good cost reduction method is to limit the client bandwidth. 
Another topic that is encountered in the literature, is how to get rid of the small delay that is used in 
NVOD without giving up the advantages of NVOD. We especially want to retain the benefit of using 
only a limited network bandwidth for a VOD service. 

5.1 Limiting client bandwidth 

In the literature two issues are mentioned that can be used, to reduce the cost of a set-top box. First, the 
amount of client side storage that is needed can be reduced. One of the broadcasting strategies that can 
adapt to the size of the client side storage is Skyscraper Broadcasting. The Fast Broadcasting strategy 
allows for clients that do not have a buffer as well as clients that do have a buffer available, here the 
client waiting time is larger for clients without buffer. However, we will not focus on minimizing the 
amount of client side storage that is needed, because nowadays it is almost impossible to buy a hard 
drive that is not able to store an entire video. If in the future, other memory technology will be used 
to implement the client side buffer, then this might become an issue. 

The second issue that is mentioned in reducing the cost of set-top boxes, is the number of channels a 
set-top box must be capable of receiving simultaneously. In order to receive data from several channels 
at the same multiple tuners are needed in a set-top box. Broadcasting strategies that address this issue 
are again the Skyscraper Broadcasting strategy but also the Pyramid Broadcasting strategy. These 
strategies both need to tap from only two channels at the same time. Obviously, the Fast Broadcasting 
strategy that even allows for clients that do not have a buffer, offers the possibility to watch a video 
tapping from only one channel at the same time as does Staggered Broadcasting. 

In this section we will present a straightforward modification that can be applied to some of the 
fragmented broadcasting strategies as presented in the previous chapter. This modification of existing 
broadcasting strategies was introduced in [20]. 
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Channel 1: 1 

Channel 2: 3 2 3 2 3 2 3 

Channel 3: 5 6 7 4 5 6 7 

Figure 5.1. Fast Broadcasting block-to-channel mapping for the first three channels. 

We review the Fast Broadcasting strategy as described in Section 4.3.1, see Figure 5.1, and apply the 
modification as proposed by Pans. What happens when a user with buffer capabilities starts watching 
a video broadcast according to the Fast Broadcasting strategy, is that the client's set-top box will start 
tapping video blocks from all m channels assigned to that video from the start of the next time slot. 
Client and server bandwidth are then equal. However, as soon as block 1 is tapped, the client will stop 
tapping from the first channel. In general, tapping from channel i is stopped after 2i-I time slots of 
video have been consumed. 

Using this observation, we can easily adapt the Fast Broadcasting strategy such that video blocks only 
have to be tapped from c channels simultaneously. In our example, we limit the client bandwidth to 2 
channels, i.e. c = 2. The set-top box can now start tapping video blocks from the 3rd channel, as soon 
as it is finished with the first channel. As a consequence the block 4, which is the first block to be 
broadcast by the 3rd channel, must be broadcast once every 3 slots instead of once every 4 slots. Now 
also blocks 5 and 6 will be broadcast once every 3 slots and as a consequence block 7 has to move to 
the 4th channel. If 3 channels are available, a video can thus only be partitioned into 6 blocks. The 
new block-to-channel mapping is illustrated in Figure 5.2. 

Channel 1: 1 l 1 l 

Channel 2: 3 2 3 2 3 2 3 

Channel 3: 5 6 4 5 6 4 5 

Figure 5.2. Fast Broadcasting block-to-channel mapping with client bandwidth equal to 2. 

We generalize this idea such that it can be applied to all fragmented broadcasting strategies that map a 
set of subsequent blocks to every channel. Also broadcasting strategies that use an offset o can make 
use of our generalization. We introduce a delay di for every channel i, where di represents the number 
of time slots that we have to wait before channel i can be tapped. Obviously for the first c channels 
this delay is equal to zero. If ti represents the number of time slots channel i has to be tapped, we can 
derive the following recurrence relation for di 

d·-{ 0 ifi=l,2, ... ,c 
1

- di-c+ti-c ifi>c. 

If block j is broadcast on channel i, block j has to be tapped at the client side between slot d; + I and 
slot o + j. Block j must thus be broadcast at least once every o + j - di slots. By limiting the client 
bandwidth blocks have to be broadcast more often, thereby occupying a larger fraction of a broadcast 
channel. As a consequence less blocks fit into a schedule. The maximum waiting time if the same 
amount of channels are available to a fragmented broadcasting strategy thus increases. 

We note that the proposed client bandwidth limitation modification can only be applied to broadcast
ing strategies that map a set subsequent blocks to every channel. As a consequence, the technique 
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presented in this section can not be applied to our heuristic, which benefited substantially from the 
freedom to assign broadcasts from one and the same block to different channels. The Fixed De
lay Pagoda Broadcasting strategy however, is very well suited to use the proposed client bandwidth 
limitation modification. 

5.2 Zero-delay video on demand by additional pre-recording 

Instead of tapping a video only on a user's demand, we can also use the set-top box storage to store the 
first few minutes of the top ten to twenty of the most popular videos. This would allow us to provide 
instantaneous access to these videos and can possibly reduce the bandwidth required to broadcast 
them. In the literature, a number of articles are available that propose additional pre-recording to offer 
zero-delay video on demand among them are [14] and [19]. 

Two approaches can be used to deliver the first part of a video at the client side. The first is, to use the 
same broadcasting schedules as were used before. Then, the part of a video that must be prerecorded 
can be tapped very frequently. However the amount of bandwidth that is needed for broadcasting a 
video does not reduce. 

The second approach is to broadcast the first parts of all videos on a separate channel. The amount 
of bandwidth required to broadcast the remaining part of a video can then be reduced. A drawback 
however, is that if the first part of the video does not yet reside at the client side, a client has to wait 
till the next time the first part of the requested video is broadcast. The client waiting time can then be 
seriously increased. 

The following theorem gives us the fraction of video that must be pre-recorded for the Staggered 
Broadcasting strategy. 

Theorem 4. Let a given video be broadcast in a staggered way using m channels. Then the fraction 
of the video that needs to be pre-recorded to realize instant assess is equal to 

1 
--, 
m+l 

provided that only the remaining fraction m / (m + 1) is periodically broadcast. 
If the complete video is periodically broadcast, then the fraction of video that must be pre-recorded is 

l/m. 
Proof Let a denote the fraction that needs to be pre-recorded, and let b denote the fraction that is 
periodically broadcast. The time between two successive broadcasts of fraction b is given by b/m. 
Instant access is realized if the pre-recorded fraction can mask this time, i.e. if a = b Im. Now, if a is 
not part of the periodic broadcast, i.e. if a + b = 1, then we get a = 1 / (m + 1). Alternatively, if a is 
part of b, i.e. if b = 1, then we get a= 1/m. 0 

Hence, if a video is broadcast using three channels, as given in Figure 1.1, then pre-recording 1/4 of 
the video suffices to realize instant access, if the remaining 3 / 4 is broadcast in a staggered way using 
the three channels. If the complete video is broadcast, then 1 /3 of the video must be pre-recorded. 

For fragmented broadcasting a similar result can be derived. 

Theorem 5. Let a given video be broadcast in a fragmented way, using n blocks and an offset o. Then 
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5.2. ZERO-DELAY VIDEO ON DEMAND BY ADDITIONAL PRE-RECORDING 

the fraction of the video that needs to be pre-recorded to realize instant access is given by 

o+l 

n+o+l' 

provided that only the remaining fraction n / (n + o + 1) is broadcast. 
Otherwise, the fraction that needs to be pre-recorded is given by (o + 1) / n. 
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Proof Let a denote the fraction that is to be pre-recorded, and let b denote the fraction that is peri
odically broadcast. Since the periodic schedule uses n blocks, b must contain n blocks. Furthermore, 
fraction a must mask the playout of o + 1 blocks. Now, if a+ b = 1, then the total video consists of 
n + o + 1 blocks. Hence, in that case, a = (o + 1) / (n + o + 1). Alternatively, if a is included in b, then 
the total video consists ofn blocks and a= (o+ 1)/n. D 

We will now derive the lower bound on the fraction of video that needs to be pre-recorded to guarantee 
instant access as function of the number of channels m available for broadcasting. We recall from 
Section 2.3.2 that in order to be able to create a Fragmented Broadcasting schedule containing n 
blocks with an offset o, the following must hold 

n+o 

m::: I: 11k. 
k=o+l 

We then derived 

n+o 

I: 11k 
k=o+l 1

11+0+1 1 
> -dx 

o+I X 

- ln(o+n+l)-ln(o+l) 

- ln(l+n/(o+l)). 

Using this result, an upper bound on the number of blocks that can be scheduled as a function of the 
offset o can be derived as follows 

ln(l+n/(o+l)) < m 

n / ( o + 1) < em - 1 

n < (em - l)(o + 1). (5.1) 

The lower bound on the fraction of video that must be pre-recorded to realize instant access, if the 
first part is only broadcast infrequently on a separate channel, is given by 

lim o+l > lim o+l =__!_ 
Q-';OCJrt+u+l -v-;..oc(e 111 -l)(ot-1) rc+l e111 

(5.2) 

If the first part of the video is broadcast as part of the periodic broadcasting schedule, and thus con
suming a part of the m available channels, then at least a fraction given by 

1 . o+l . o+l 
hm-->hm =--

o-+oo n - o-+oo (em - l)(o + 1) em - 1 
(5.3) 

needs to be prerecorded. Note that this fraction is equal to the lower bound on the maximum client 
waiting time for Fragmented Broadcasting. 
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From these lower bounds we can conclude that it is only useful to allocate an additional channel to 
broadcast the first part of a video if m is relatively small as is denoted in Table 5. 1. 

#Channels 
1 
2 
3 
4 
5 

First part on additional channel 
36.8% 
13.5% 
5.0% 
1.8% 
0.7% 

First part in periodic schedule 
58.2% 
15.7% 
5.2% 
1.9% 
0.7% 

Table 5.1. Lower bound on fraction that must be pre-recorded to realize instant access. 

I 
I 



Chapter 6 

Conclusions 

We have evaluated the maximum client waiting time of several Near Video-on-Demand strategies 
as they are available in the literature. Of all these strategies Fragmented Broadcasting was the best 
performing strategy. However, actual client waiting times for this strategy can only be calculated for 
a particular schedule. 

In order to compute schedules for Fragmented Broadcasting, we first presented a broadcast graph 
that contains all possible periodic as well as non-periodic schedules. A number of properties for this 
broadcast graph haven been derived. However, using this graph to construct broadcasting schedules 
resulted· in algorithms with a computational complexity that is too large for all but small instances. 
Local search algorithms could also not come up with satisfactory broadcasting schedules. 

In the literature, we have found several strategies that map blocks to channels in a very straightforward 
way. Of these, the Fixed-Delay Pagoda Broadcasting strategy is the best performing one. This strategy 
is perfectly capable of computing schedules for instances with a high offset. A drawback is however, 
that very high offsets are required to get arbitrarily close to the theoretic lower bound on the client 
waiting time. These high offsets lead to a division of the video into lots of small blocks. However, the 
block size cannot get too small, because hard disks cannot handle small blocks efficiently. 

By exploiting the fact that broadcasts of one and the same block may be scheduled over different 
channels, we came up with two. heuristics that can achieve waiting times that are much smaller than 
those of the FDPB strategy at the same offset. Using these heuristics however requires broadcasting 
schedules to be calculated off line, which need not be a problem in practice. 

Finally, we described some advanced topics in Fragmented Broadcasting that are presented in the 
literature. A cost reduction in the manufacturing of set-top boxes could be to limit the number of 
channels that can be tapped simultaneously. The modifications that are proposed are particularly 
suited for the Fixed-Delay Pagoda Broadcasting strategy, because this strategy schedules broadcasts 
of the same block to one channel only. Also a lower bound on the fraction of a video that must be 
pre-recorded in order to offer zero-delay video on demand was derived. 
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6.1 Suggestions for further research 

In order to use Fragmented Broadcasting in practice, a few topics still have to be investigated 

• If Fragmented Broadcasting schedules are used, then we must think of a way to do a changeover 
from one video to another at the same channels. One of the things we then have to consider is 
block size, since blocks of different sizes cannot be broadcast in a mixed way over one and the 
same channel. A way of synchronizing block sizes can be to adapt the offset such that block 
sizes match 

• In this thesis, we have made the assumption that the playout rate of a video is constant. In 
practice, however, compression methods may be used and therefore frame sizes need not be 
constant. A way to handle variable-bit-rate videos is to adapt the initial client waiting time 
such that still all video frames arrive in time. In general, this will not increase the initial client 
waiting time substantially. 
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Appendix A 

Evaluation of Branching techniques -
Figures 

This appendix contains the results that were generated for a number of instances when the branch-and
bound algorithms of Section 4.1 were applied to them. For every instance we first give some statistics 
with respect to the size of the broadcast graph and the number of vertices that have a particular out
degree. In order to compute these statistics, we use the properties of the broadcast graph as derived in 
Section 3.2.1. Then we give three figures for each instance, in these figures the maximum path length 
that was reached as a function of the number of seconds a particular alg9rithm was run is shown. For 
a description of the branch-and-bound algorithms as shown in the figures, refer to Section 4.1.4. 

A.1 Instance (m, n, o) = (3, 10, 0) 

The broadcast graph for this instance consists of 3628800 vertices, between these vertices there are 
27104364 edges. 

#Vertices Percentage Outdegree 

#Vertices v with L,f~ 1 [vi = 116 > 3 1066644 29.3% 0 

#Vertices v with L,f~ 1 [vi = 116 = 0 0 0% 176 

#Vertices v with L,f~i[vi = 116 = 1 362880 10.0% 46 

#Vertices v with L,J~1 [v; = 116 = 2 1026576 28.3% 9 

#Vertices v with L,J~i[vi = 116 = 3 1172700 32.3% 

Table A.1. Properties of the broadcast graph for (m, n, o) = (3, 10, 0). 
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A.2 Instance (m, n, o) == (1, 11, 6) 

The broadcast graph for this instance consists of 494010316800 vertices, between these vertices there 
are 2283617145600 edges. 

#Vertices Percentage Outdegree 

#Vertices v with r.:!1 [vi = l]b > 1 128315577600 26.0% 

#Vertices v with r.:!1 [ vi = l]b = 0 174356582400 35.3% 

#Vertices v with r.:!1 [vi = l]b = 1 191338156800 38.7% 
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Table A.2. Properties of the broadcast graph for (m, n, o) = (1, 11, 6). 
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A.3 Instance (m, n, o) = (1, 9, 5) 

The broadcast graph for this instance consists of 726485760 vertices, between these vertices there are 
2879166960 edges. 

#Vertices Percentage Outdegree 

#Vertices v with L:i=l [vi = 116 > 1 182451600 25.1% 

#Vertices v with L:i=I [vi = 1J6 = 0 259459200 35.7% 

#Vertices v with L:i=I [vi = l]b = 1 284574960 39.2% 

Table A.3. Properties of the broadcast graph for (m, n, o) = (1, 9, 5). 
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A.3. INSTANCE (M, N, 0) = (1, 9, 5) 
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