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Abstract

A Coarse-Grained Reconfigurable Architecture (CGRA) is a highly config-
urable processor architecture, focused on energy efficiency. Most current
compilers rely on a fixed architecture and centralized register file. There-
fore, they can not generate efficient code for a processor like the CGRA,
that can be configured in different topologies and make use of multiple,
distributed register files. In order to find optimal schedules for a CGRA,
the Instruction Scheduling and Register Allocation phases in the compiler
need to be combined.

Literature research shows that although there are several existing projects
that combine the instruction scheduling and register allocation phases
in the compiler, these solutions only model memory locations that are
explicitly addressed. As such, the models described in the reviewed
literature are insufficient to model the buffering hardware in a CGRA.

A method to model the effects of the execution of a program on the state
of the CGRA is presented. By modeling the physical behavior of the
CGRA hardware and the symbolic execution of a sequence of instructions,
a state transition model is defined, which can be used to find the shortest
instruction schedule that produces valid results.

This report also presents an implementation of the constraint model. The
implementation combines a hardware definition combined with a program
description into a model definition in SMT-LIB format. The Z3 SMT-
solver is used to find a valid, minimal length schedule. It is demonstrated
that for short code sequences, the solver produces an optimal result within
reasonable time.
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Problem Definition

A Coarse-Grained Reconfigurable Architecture (CGRA) is a highly configurable
processor architecture, focused on energy efficiency. Most current compilers
rely on a fixed architecture and centralized register file. Therefore, they can not
generate efficient code for a processor like the CGRA that can be configured in
different topologies and make use of multiple, distributed register files.

The goal of this work is to describe the CGRA as a constraint model. Given a
suitable configuration, the model can be used for verifying validity of a certain
instruction schedule. A search algorithm can be employed to find the shortest
possible schedule within these constraints.
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Chapter 1

Introduction

Modern embedded systems require high performance and high energy efficiency,
as well as a short time-to-market for new devices. As there is only limited
energy available per battery life cycle, the amount of computation that can be
performed is constrained. Application Specific Integrated Circuits (ASICs) offer
high performance combined with high energy efficiency, but there are high costs
involved with designing ASICs. Combined with the lack of flexibility and growing
desire to put more functionality on a single chip, programmable alternatives
become more attractive. One such alternative is a Field-Programmable Gate
Array (FPGA). FPGAs are configurable at logic gate level, which lowers the
cost and development time it takes for designers to implement and test a logic
circuit.

A common use case of ASICs or FPGAs is in accelerators for algorithms such
as those found in image processing applications. Since most of these algorithms
are based on arithmetic (vector) operations on a byte or word (32 bit) level,
FPGAs offer excessive configurability. By reducing configurability, the efficiency
and performance of many of these commonly used operations can be improved
by implementing a number of highly optimized processing elements that operate
on the byte or word level instead of on a bit-level such as in an FPGA.

A Coarse-Grained Reconfigurable Architecture (CGRA) consists of an array
of function specific processing elements called Function Units (FUs), that can
be arbitrarily interconnected. This offers the flexibility of an FPGA, combined
with the high efficiency of an ASICs.

Using standardized Function Units in a CGRA makes it possible to use a
compiler to automatically translate high-level code into CGRA-specific code.
Conventional compilers produce machine code based on a fixed model of the
target architecture. This is not possible for a CGRA, as the target configuration
can vary between different applications. This thesis proposes a technique to
model a CGRA configuration and a program such that an optimal instruction
schedule can be generated, and presents an implementation of such a model.

Approach

An approach to finding optimal instruction schedules on an arbitrary CGRA
configuration is presented by first modeling the CGRA and the program to be
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scheduled in a state transition model, comparable to a Finite State Machine.
This model is then refined to reduce the time it takes to find a solution. Finally, a
way to implement this model in a Constraint Satisfaction Program is explained.

Contributions

This thesis proposes a method to model the symbolic execution of a program
on a CGRA configuration, which can be used to find instruction schedules that
satisfy the requirements of the input program.

It also describes the construction of a constraint model that can be expressed
using Constraint Programming techniques or using the SMT-LIB v2 [1] format
for use with a Satisfiability Modulo Theories solver such as Z3 [2].

An initial analysis of the effect of available Instruction Level Parallelism in a
program on the schedule length and scheduling complexity is performed at the
end of the report.

Plan of the report

This thesis first presents the context of the problem, introducing the CGRA,
the compiler pipeline, and what sets a CGRA apart from other processor
architectures. Both features and problems that arise when generating code for
the CGRA, focusing on the problem of combined instruction scheduling and
register allocation, and why this is needed.

Second, a literature review is presented which establishes the state of the art
in optimal instruction scheduling and register allocation. Both studies that
treat these problems separately and studies that cover combined instruction
scheduling and register allocation are considered.

The literature review is followed by an explanation of the CGRA scheduling
model that is used for solving the combined instruction scheduling and register
allocation problem.

Fourth, the representation of this model in a Constraint Satisfaction Model is
explained, together with a number of refinements that can be applied to this
implementation. These refinements can make the results more precise, or bound
the search space in order to aid the solver in finding a solution.
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Chapter 2

Problem Context

This chapter presents the hardware inside a Coarse-Grained Reconfigurable
Architecture, followed by an overview of the compiler pipeline and a number
of key concepts which are used in the description of the scheduling model in
Chapter 4.

2.1 Coarse-Grained Reconfigurable Architecture
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Figure 2.1: An overview of a Coarse-grained Reconfigurable Architecture

The Function Units in a CGRA can be composed into application-specific
programmable processors. From a programmer’s perspective, the CGRA can be
viewed as an extension to Very Long Instruction Word (VLIW)∗ processors such
as Quallcomm’s Hexagon architecture [3], Single Instruction, Multiple Data
(SIMD) processors or Transport Triggered Architectures (TTAs) [4]. Lower
configuration overhead, higher development abstraction, programmer familiarity
with these types of processors and energy benefits from spatial mapping make
the CGRA a good accelerator for various algorithms.

A CGRA consists of a reconfigurable array of Function Units connected to
a global, shared memory and a host processor, as shown in Figure 2.1. The

∗In a VLIW processor, one ‘instruction word’ is composed of several smaller instructions
that are executed on multiple Function Units in parallel.
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host processor is responsible for configuring the CGRA. Data can be shared at
runtime between the host and the array of Function Units via the shared global
memory. The reconfigurable array consists of the following Function Units:

• Load-Store unit (LSU): Communicates with an attached local memory or
with the global shared memory.

• Register File (RF): Fast but small memory, used for storing intermediate
results that do not need to be stored in external (slow) memory.

• Arithmetic Logic Unit (ALU): Performs basic arithmetic and logic opera-
tions.

• Immediate Unit (IMM): Produces constant values that can be used by
the program.

• Accumulate and Branch Unit (ABU): These units can be used for control-
flow or as accumulator.

• Multiplication Unit (MUL): Computes multiplications.

The operations executed by these Function Units are determined by the In-
struction Fetch and Instruction Decode unit (IF/ID). These units read a single
instruction per cycle from a dedicated local instruction memory. By inter-
connecting multiple Function Units and connecting each Function Unit to an
IF/ID unit, a VLIW processor can be formed. An example of this is shown
in Figure 2.2a. In this configuration, every Function Unit can perform an
independent operation in each cycle.

It is also possible to connect multiple Function Units of the same type to a single
IF/ID. This results in a SIMD-like configuration as shown in Figure 2.2b, where
a single instruction can act on multiple input data in parallel. Note that within
the scope of this project, only CGRA configurations in a Single Instruction,
Single Data layout are considered, which means that every Function Unit has a
unique IF/ID.
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(a) A CGRA used as a Very Long In-
struction Word processor
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Figure 2.2: Examples of CGRA configurations
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2.2 Compiler Overview

To aid rapid development for the CGRA it is desirable to write programs in a
high-level language such as C and to be able to run this code on various CGRA
configurations and other processors. This section will explain the steps relevant
to compiling code for CGRAs.

Figure 2.3: An overview of the different stages in a compiler

A compiler generally operates in three stages. First, the high level code is
translated to an Intermediate Representation code (IR) in the compiler frontend.
Then, the generated IR-code is optimized. Finally, the compiler backend
translates the optimized IR into machine instructions and often performs
processor-specific optimizations. A schematic overview of the compiler pipeline
is shown in Figure 2.3.

The first two stages of the compiler pipeline are independent of the target
architecture. The backend transforms the processed intermediate code into
target-specific assembly code. In the Instruction Selection phase, machine
instructions for the target architecture that correspond to the operations per-
formed in the intermediate code are selected. These instructions are then put
in order during the Instruction Scheduling phase. Virtual registers are mapped
to physical storage locations during Register Allocation. The following sections
will introduce Static Single Assignment and Basic Blocks, two code transforma-
tions that allow easier optimization. Then, an overview is given of the basic
operations performed during Instruction Scheduling and Register Allocation.

2.2.1 Static Single Assignment

An significant step in the compiler frontend is transforming a program into Static
Single Assignment (SSA) form. This is a form in which each variable is assigned
exactly once, and every variable is defined before it is used. Translating code
to SSA form simplifies several optimization algorithms used by the compiler.

For example, the C code segment in Figure 2.4a can be translated into SSA
form as shown in Figure 2.4b.

For the example program in Figure 2.4, note that in the SSA form, every
operator has at most two inputs and a single, unique output variable.

It is possible for a variable to be assigned conditionally. In the code in Figure 2.5,
the variable x is assigned different values depending on the value of the variable
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x = a + b * c;

(a) Example C program

t1 = b * c;
t2 = a + t1;

(b) Code converted to SSA form

Figure 2.4: Example program in C and in SSA form, based on an example in
section 6.2 of Compilers: Principles, Techniques, and Tools [5]

flag. In these cases, SSA uses a ϕ-function, which is a notational convention
that combines two definitions of a variable. In Figure 2.5b, the ϕ function
combines the variables x1 and x2. ϕ(x1, x2) has the value x1 when the control
flow went through the true-path of the program, and has the value x2 when the
control flow went through the false-path.

if (flag)
x = -1;

else
x = 1;

y = x * a;
return y;

(a) C program

if (flag)
x1 = -1;

else
x2 = 1;

x3 = ϕ(x1, x2)
y = x3 * a;
return y;

(b) Program in SSA form

Figure 2.5: Example C function with conditional assignment of variables. This
example is based on the SSA example in section 6.2 in [5]

Generally, ϕ-nodes in a SSA program are resolved by mapping the variables at
the input of the ϕ-node onto the same physical storage location in hardware.

2.2.2 Basic Blocks

Instruction scheduling algorithms can operate on different scopes. Most algo-
rithms schedule instructions inside a single Basic Block (BB). A Basic Block is
a code sequence without incoming branches except at the beginning, and no
outgoing branches except at the end of the BB. Compilers decompose programs
into Basic Blocks as one of the first steps in the analysis process. The restricted,
branchless form makes a basic block straightforward to analyze. More advanced
schedulers can schedule multiple Basic Blocks (superblocks) or entire functions
at the same time to find a better overall schedule.

For the program in Figure 2.5b, the Basic Block structure is shown in Figure 2.6.

2.2.3 Instruction Scheduling

Instruction scheduling is an important optimization, used to take advantage
of instruction level parallelism. This improves performance on multi-issue
processors that can perform several independent instruction in the same cycle,
such as the VLIW configurations shown in Figure 2.2. By scheduling multiple
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BB₁:

if (flag)

T F

BBT:

x₁ = -1;

BBF:

x₂ =  1;

BB₄:

x₃ = φ(x₁, x₂);
y = a * x₃;
return y;

Figure 2.6: Basic Block structure of the program shown in Figure 2.5b.

independent instructions in the same cycle, the total length of the schedule
can be reduced. In general, a smaller number of cycles means less energy
consumption and an improved execution time.

Various algorithms are used for instruction scheduling. The most basic algorithm
in use is called list scheduling and operates on a cycle-by-cycle basis. The list
scheduling algorithm uses the Data Dependency Graph (DDG) of the program,
which contains the dependencies between different operations. The algorithm
takes a root node from the DDG and schedules this on the first unoccupied FU
that can execute that node. If the node is scheduled, it is removed from the
graph. If there is no FU available in the current cycle, another root node is
tried. If there are no root nodes left that can be scheduled, the cycle is marked
as ‘finished’ and the process is repeated in the next cycle. Heuristics are used
to assign weights to root nodes in the DDG, in order to prioritize certain nodes,
for example based on number of child nodes.

Although heuristics-based algorithms such as list scheduling are widely used,
finding an optimal schedule in general is an NP complete problem, similar to the
Job-Shop Problem [6,7]. Therefore, it is not guaranteed that heuristics-based
algorithms always find the shortest possible schedule.

2.2.4 Register Allocation

Register allocation is the process of mapping virtual registers onto the limited
number of physical registers in a processor. As not all variables are in use at
the same time, a single physical register can hold multiple virtual registers
over time. However, two different variables that are in use in the same cycle
cannot share the same physical register. The time from the first appearance of
a variable up until its last use is called the lifetime of that variable.

It is possible that more variables are in use at the same time than there are
physical registers in the processor. In that case, a variable can be stored
temporarily into external memory in a process called spilling. This variable can

7



be recovered later. As communication with external memory is expensive in
both time and energy, compilers try to minimize the amount of spilling code.

Generally, when the register allocation phase inserts spilling code, these newly
inserted instructions are passed through the instruction scheduling phase in
order to minimize the impact on the final schedule.

2.3 Instruction Scheduling and Register Allocation for
CGRAs

To demonstrate a number of considerations in Instruction Scheduling and
Register Allocation for a CGRA, the example architecture shown in Figure 2.7
is used. The program that is scheduled on this architecture is c = a + b, where
a and b are constants generated by the Immediate Unit. A nop instruction is a
‘no operation’, which means that the Function Unit in the position in which
the nop is scheduled does not do anything. This elementary example allows to
make a number of observations.

First, in order to properly execute an instruction, it may be necessary to insert
instructions that copy variables between two locations, in order to transport a
value through the CGRA. In the example shown in Figure 2.7, a pass instruction
was inserted in order to get the constant a to the second input of the ALU.
Other possible transport instructions that are not shown in this example are a
write to a Register File followed by a read operation, or a store to external
memory followed by a load operation.

Second, the sequence of operations uniquely determines the state of the processor
in each cycle. Another valid schedule for this program on this architecture
would be to first generate b and then generate a. Executing the instructions in
this order would result in a sequence of different processor states. A program on
a practical CGRA configuration can have many different schedules of different
lengths that all result in correct behavior.

As the sequence of operations uniquely determines the state of a processor in
each cycle, it is nontrivial and in some cases not possible to insert operations into
an existing schedule without interfering with the correctness of the scheduled
program. A consequence is that there is no general solution for inserting spilling
code after a program has been scheduled.

Third, variables can be mapped to registers before the Instruction Scheduling
phase. This makes it possible to minimize spilling code and prevents the need
for inserting spilling code into an existing schedule. Drawbacks of this approach
are that in general more registers are used than strictly necessary, as the CGRA
can temporarily store variables with short lifetimes in the data network, as
shown in Figure 2.7. As it is possible for a CGRA configuration to have
multiple, distributed register files, it is nontrivial to find a register allocation
that minimizes the length of a schedule.

In conclusion, in order to find a schedule with the least number of instructions, a
combined approach to Instruction Scheduling and Register Allocation is needed.
In the scope of this project, a schedule is considered optimal when the execution
time of the schedule is as short as possible.
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Cycle IMM ALU
→ 1 imm a nop

2 imm b pass out, in0
3 nop add out, in0, in1
4 nop nop

Cycle IMM ALU
1 imm a nop

→ 2 imm b pass out, in0
3 nop add out, in0, in1
4 nop nop

Cycle IMM ALU
1 imm a nop
2 imm b pass out, in0

→ 3 nop add out, in0, in1
4 nop nop

Cycle IMM ALU
1 imm a nop
2 imm b pass out, in0
3 nop add out, in0, in1

→ 4 nop nop

Figure 2.7: Minimal example configuration and a schedule for a program that
calculates the sum of two values. The state of the CGRA is shown for each
cycle of the executed program. The Instruction Fetch and Instruction Decode
units connected to the Function Units are not shown. In this figure, time flows
from left to right, top to bottom. First, the CGRA has the state shown in the
top left, then the instruction indicated on the right is executed, etcetera.
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Chapter 3

Prior Research

Instruction scheduling and register allocation are two compiler backend opti-
mizations that have a large impact on the performance of the resulting program.
Traditional heuristics-based approaches range from very basic to very complex
and target-specific, and do not guarantee optimal code. In the past decades,
combinatorial optimization techniques such as Integer Linear Programming
(ILP) and Constraint Satisfaction Programming (CSP) have emerged as an
alternative to these heuristics. Although these approaches are slower in general,
they are more flexible, easier to adapt to different architectures and they can
potentially generate provable optimal machine code.

As the main applications for a CGRA are in high performance, low energy
systems, it is desirable that generated schedules are as efficient as possible. The
potential to find optimal schedules using combinatorial optimization makes this
technique a good candidate for inclusion in the CGRA compiler.

To get an overview of existing approaches in optimal instruction, this section
presents an analysis of existing literature on combinatorial optimization in
compilers. In addition to the papers presented here, a survey by Castañeda
Lozano [8] reviews most available papers on combinatorial approaches to in-
struction scheduling and register allocation. First, methods are presented that
optimally solve either instruction scheduling or register allocation. Next, com-
bined approaches that solve Instruction Scheduling and Register Allocation are
discussed.

3.1 Optimal Instruction Scheduling

A good estimate for energy efficiency and performance is the makespan of a
schedule – the amount of time a schedule takes to execute, most often measured
in clock cycles. It is possible to use more detailed cost functions to calculate the
specific energy usage, but these numbers are difficult to obtain and processor
specific. Therefore, all approaches mentioned in this section try to minimize
the makespan of a given program.
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3.1.1 Integer Linear Programming for Instruction Scheduling

One of the first papers about optimal instruction scheduling using ILP is by
Arya [9] and presents a model for scheduling instructions on a Register-to-
Register Vector Processor. It is noted that although instruction scheduling
and integer programming are NP-complete problems [6,7,10], the number of
free variables is constrained. Therefore, scheduling of up to “a few hundred”
instructions is practically feasible, on an AMDAHL 470V/6 system from 1975.

A more modern ILP approach is described by Wilken [11]. It uses a set of
graph transformations to quickly determine which basic blocks can be scheduled
optimally using list scheduling. For the remaining basic blocks an ILP is used to
find an optimal schedule within on average “a few seconds per block”. Although
the model presented in this paper only supports single-issue processors, it could
be extended to also generate schedules for multi-issue systems.

A CGRA configuration is largely defined by the data network that connects the
different FUs. Another category of processors with a focus on the connectivity
between processing elements are Transport Triggered Architectures (TTAs).
The configurable datapath in these processors require more flexibility from a
compiler. A compiler for TTAs has been presented by Äijö [12]. Äijö proposes
an ILP-based scheduling model for TTAs. The model combines architecture
characteristics, resource constraints and operation dependencies of the scheduled
program. Because of better use of the exposed datapath, the cycle count is
reduced to up to 52% when compared to a heuristic TTA-scheduler. Although
this model does not take register allocation into account, register reads are
reduced up to 33% and register writes are reduced up to 18%.

3.1.2 Constraint Satisfaction Programming for Instruction
Scheduling

Ertl [13] proposes the first CSP solution for scheduling instructions on a single-
issue Motorola 88100 RISC-processor. Due to the higher expressive power of
CSP, this model is more compact than comparable ILP models. Although this
paper was published 6 years after the ILP model by Arya [9], performance of
both models is comparable.

The CSP model by Malik [14] performs better, and is able to optimally schedule
almost the entire SPEC 2000 benchmark [15] within a time limit of 10 minutes
per program, at a superblock scope. All experiments were run on a 2.40 GHz
Intel Pentium 4 processor with 1GB of main memory. This improvement in
performance is due to a more detailed constraint model and the application of
more powerful constraint propagation techniques.

3.2 Optimal Register Allocation

As communication with external memory is expensive in terms of time and
energy, the solutions below focus on minimizing the amount of spilled variables.
Next to Integer Linear Programming (ILP), several other methods have been
described in literature that generate optimal or near optimal results.

12



3.2.1 Integer Linear Programming for Register Allocation

The register allocation method proposed by Goodwin [16] in 1996 uses a 0−1 ILP
formulation to express the location of each variable in a register file. Compared
to the register allocator in the GCC compiler, the model provides a large
reduction in spill code overhead. Experimental results show that in practice,
this optimal register allocator has a runtime complexity of O(n3) where n is
the number of variables to be scheduled. The result is that functions of sizes
up to a few hundred instructions can be optimally allocated within minutes, on
a function-level scope, using an HP 9000 Model 735/99 with 128 megabytes of
memory.

3.2.2 Alternative (near-)optimal methods

The LLVM Compiler Framework (LLVM) contains a register allocator that
uses Partitioned Boolean Quadratic Programming (PBQP), based on a paper
by Hames [17]. PBQP is a type of Quadratic Assignment Problem, which is
a combinatorial optimization problem. PBQP is known to be NP-hard, but
can be solved optimally in reasonable time for special cases. Interestingly, a
performance analysis by Xavier [18] shows that heuristics-based allocators in
LLVM perform the same or better than the PBQP solver in many cases.

The register allocation problem can also be expressed as a Multi-Commodity
Network Flow (MCNF), as shown by Koes [19]. Although Integer-MCNF is
NP-complete, Koes uses Lagrangian relaxation combined with heuristics to
build a progressive solver that converges to an optimal solution. This can
be used to quickly find a valid allocation, and then progressively find better
allocations until a provably optimal solution is found, or a preset time limit is
reached.

3.3 Combined Instruction Scheduling and
Register Allocation

As explained before, Instruction Scheduling and Register Allocation for a CGRA
has to be treated as a combined problem. Several combined solutions have been
presented in literature, using either ILP or CSP.

3.3.1 Integer Linear Programming for the Combined
Problem

The earliest method for combined Scheduling and Allocation is by Chang [20] in
1997. Two different ILP formulations are proposed – with and without register
spilling. The model can be used with a fixed number of free registers in order to
minimize the number of cycles, or a fixed maximum execution time to minimize
the number of used registers.

While the formulation for the model without register spilling is compact and
generates schedules in reasonable time, the model which includes register spilling
is more complex and becomes computationally infeasible for a 13-instruction
input program, on a SPARC-10 workstation.
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3.3.2 Constraint Satisfaction Programming for the
Combined Problem

Castañeda Lozano [21] introduced a constraint model for instruction scheduling
combined with function-level register allocation based on bin packing in 2012.
To increase the scheduling scope, Castañeda Lozano presents an extension to
Static Single Assignment (SSA) called Linear SSA, which transforms entire
functions to SSA. Using this formulation it is possible to perform instruction
scheduling and register allocation at a function level. Experimental results
show that the code generated by this model is competitive with LLVM for
functions of thousands of instructions. The model can be used to schedule both
single-issue MIPS32 processors and Hexagon [3] VLIW processors.

3.4 Discussion

Methods that solve either Instruction Scheduling or Register Allocation are
insufficient for finding an optimal schedule for a CGRA. In order to find an
optimal schedule, the tasks have to be considered simultaneously.

The two methods presented in literature are targeted towards specific processor
models, which do not have an explicit datapath and are therefore also not
suitable for use with a CGRA. The method for Instruction Scheduling for TTAs
presented by Äijö [12] does model this explicit datapath, but as it does not
take Register Allocation into account at all, it is also not suitable for use with
a CGRA.

A common feature in all processors targeted in the literature discussed above
is that all available memory is addressable. The memories at the output of
a Function Unit in the CGRA are not directly addressable, and the values
stored in these memories are determined by the order in which operations are
executed.

In order to find an optimal instruction schedule for a CGRA, a new approach
is needed that takes the non-addressable memories into account, and allows
variables to be stored in multiple, distributed register files.
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Chapter 4

CGRA Scheduling Model

This chapter presents techniques to model CGRA configurations and the de-
pendency graphs of Basic Blocks in a program. The combination of a CGRA
configuration and a Basic Block forms the basis of a state transition model
that models all valid execution paths of the Basic Block on the processor con-
figuration. This model can be used to find a valid sequence of operations that
executes the Basic Block within the context of a specific CGRA configuration.

To illustrate the construction of the state transition model, the example archi-
tecture shown in Figure 4.1 will be used throughout this chapter. This is the
same architecture that was used in Chapter 2 to demonstrate the execution of
a program on a CGRA configuration.

Figure 4.1: Minimal CGRA configuration

The program that is used to illustrate the construction of the model is the
same program as the program used in Chapter 2. This program calculates the
addition of two constants c = a + b. The dependency graph of this program
and a valid schedule on the CGRA configuration shown in Figure 4.1 are shown
in Figure 4.2.

First, an overview of the used notational conventions is given. Next, the
hardware model of a CGRA is presented. Third, the model of the Basic Block is
described. This is then combined into a state transition model that can be used
to find valid schedules. Finally, scheduling of instructions with dependencies
between multiple basic blocks will be explained.
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imm a

a

imm b

b

c

(a) DDG of the program

Cycle IMM ALU
1 imm a nop
2 imm b pass out, in0
3 nop add out, in0, in1
4 nop nop

(b) Valid schedule for the CGRA config-
uration shown in Figure 4.1.

Figure 4.2: Data Dependency Graph (DDG) and schedule for the program
c = a + b.

4.1 Conventions and symbols

In the following definitions and examples, several conventions are used to clarify
the types of different variables:

• Lowercase (Greek) letters are used to symbolize a scalar value, a boolean
value or a single symbol from a set. Examples: i, σ

• Lowercase Greek letters are also used as mapping functions that map an
element of a set to a natural number. Examples: β(b), κ(i)

• Uppercase (Greek) letters denote a set of variables. Examples: Q,Σ,∆

• Boldfaced (Greek) letters are used to symbolize a vector. Examples: q,F.
Elements of a vector are accessed using subscripts, so the i’th element of
vector v is referred to as vi.

• Calligraphic capitalized letters are used to for tuples. Examples: F , C,B.
An element in a tuple can be accessed using a subscript, so the element o
in tuple F can be written as follows: Fo. If a vector of tuples is indexed,
the first index is the element in the vector and the second index is the
element in the tuple; Fi,o is the element o in the i’th tuple in F.

Conventionally, � is used as the blank symbol and → is used as the set of
possible transitions.

In the predicates presented in the following sections, several logical operators
are used. The most common ones are presented in Table 4.1. The meaning
of these operators and symbols can also be found at the end of this report, in
Appendix A.

Next to the normal ∧ and ∨ symbols, the larger symbols
∧

and
∨

can also be
used to denote the conjunction or disjunction over many variables or predicates,
similar to the sum operator

∑
or the product operator

∏
.
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Operator Meaning
¬ Negation The boolean formula ¬a evaluates to true if

the Boolean variable or subformula a eval-
uates to false.

∧ Conjunction For a formula (a ∧ b) to evaluate to true,
the two Boolean variables or subformulas a
and b should both evaluate to true.

∨ Disjunction For a formula (a∨ b) to evaluate to true, at
least one of the two variables or subformulas
a and b should be true.

=⇒ Implication This can be written as (¬a ∨ b). If a eval-
uates to false, a =⇒ b always evaluates
to true, independent of the value of b. If a
evaluates to true, b should also evaluate to
true.

⇐⇒ Double implication This can be written as
(a =⇒ b) ∧ (b =⇒ a). For this
to evaluate to true, a and b should either
both be false or both be true.

Table 4.1: Logical operators used in this report

4.2 Hardware Model

A hardware description of a CGRA can be modeled as a tuple C = (F, B,M, nop)
where:

1. F is a vector of Function Units in the CGRA configuration;

2. B is a set of storage buffers in the CGRA.

3. M is a set of sets of Function Units in F. Each set of FUs forms a
single Function Unit in the CGRA hardware. This is further explained in
Subsection 4.5.1.3.

4. nop is the no-operation instruction. Executing this instruction on a FU
does not change the state of the output of the FU.

The physical behavior of the CGRA configuration is entirely defined by the
available function units in the vector F and their connections to storage locations
in the set B. Buses in a CGRA behave like a single storage location, which is
why buses in this model are modeled as storage buffers similar to registers in a
Register File. A schematic overview of this buffering is shown in Figure 4.3. The
definitions of a function unit F and of a bus B are given in the next subsections.

4.2.1 Function Units

A Function Unit can be defined as a 3-tuple F = (P, If , o) where:

1. P is the instruction set of Function Unit F . P is determined by the type
of the Function Unit. nop /∈ P ;
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Figure 4.3: Schematic overview of buffering in CGRAs. Function Units are
shown in blue, data buffers are shown in white.

2. If ⊆ B is the set of buffers in the CGRA configuration that are connected
to an input of F . If can be the empty set;

3. o ∈ (B ∪ ∅) refers to the single bus in B that is connected to the output
of F . When o = ∅, the output of F is not connected.

For the architecture shown in Figure 4.1, the vector of Function Units is defined
as

F = (F1,F2) ,

where:
F1 =({imm}, {}, B1),

F2 =({add, pass B1},{B1,B2}, B2),

which means that the first Function Unit can execute imm instructions, has no
inputs and its output is connected to buffer B1. The second FU can execute
an add and a pass B1, has both buffers B1 and B2 as inputs and its output is
connected to buffer B2.

4.2.2 Buffers

A buffer can be defined as a tuple B = (i, O) where:

1. i is a Function Unit Fi in the vector F;

2. O is a set of FUs that are connected to an output of B.

For the example architecture, the vector of buffers B is defined as follows:

B = (B1,B2) ,

where:
B1 = (F1, {F2}) ,
B2 = (F2, {F2}) .

The buses in the example CGRA configuration are indicated in Figure 4.4.
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Figure 4.4: The example architecture with the names of the buffers indicated.

4.3 Basic Block Model

A Basic Block can be defined as a 4-tuple P = (Ip, T,∆,�) where:

1. Ip is a set that contains all operations or instructions in Basic Block P.
The definition of an instruction follows below;

2. T is the set of termination predicates. The predicates in T should all
evaluate to true after execution of P;

3. ∆ is the set of symbols that can be used as input or generated by instruc-
tions in P;

4. � is the empty symbol. The empty or blank symbol signifies an unini-
tialized state of a buffer. The empty symbol can not be used as an input
variable of an instruction, and can not be generated as an output variable
of an instruction.

4.3.1 Instructions

A single operation in a Basic Block can be defined as a 4-tuple I = (σ,D,C, d)
where:

1. σ is the machine instruction that needs to be executed in order to process
instruction I. In order to execute I on a Function Unit F = (P, If , o), σ
has to be in the set P ;

2. D is the set of Data Dependencies of instruction I. D is a set of symbols
in the set ∆ of the Basic Block of which I is a member;

3. C is the set of Control Dependencies of I. C is a set of natural numbers
that refer to the indices of other instructions in the vector Ip in the BB
of which I is a member. Control dependencies are explained below;

4. d is the data output of I. d ∈ ∆, where ∆ is the set of symbols in the
BB of which I is a member. If d = �, the instruction does not output a
symbol.
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A control dependency in an instruction enforces a specific order in which the
instructions should be executed. For example, the CGRA hardware supports
a set of instructions that load a value from external memory and implicitly
increment the load address, such that the following instruction loads the next
value in memory. The order in which these instructions are scheduled is
important, although the individual instructions do not have a data dependency
to express this. This can be modeled using a control dependency between two
instructions.

An instruction tuple represents a single operation in Static Single Assignment
code, as described in Chapter 2.

4.3.2 Example Basic Block

To illustrate the definitions of a Basic Block and an Instruction, the set of
instructions in the example model from Figure 4.2 can be used. In the example,
the instructions generated by the compiler can be modeled as follows:

Ia = (imm, {}, {}, a) ,

Ib = (imm, {}, {}, b) ,
Ic = (add, {a, b}, {}, c) .

Note that although the pass instruction is needed in order to properly execute
the Basic Block, it is not explicitly required in the code that is generated by the
compiler. This instruction model mirrors the format of Static Single Assignment
code that is generated by modern compilers.

The Basic Block P for the example program is defined as:

P = (Ip, T,∆,�) ,

where:
Ip = (Ia, Ib, Ic) ,
T = {One of the buffers in the CGRA should hold variable c},
∆ = {a, b, c} .

The set of termination predicates T will be elaborated later in this report.

4.4 Scheduling Model

In order to find a valid execution schedule for a Basic Block on a CGRA
configuration, the combination of a Basic Block P and a CGRA configuration
C can be expressed in a state transition model. This model can then be used
to find a valid order of instructions for P on C. This section describes the
combined state transition model. Methods of finding instruction schedules will
be discussed later in this report.

A CGRA scheduling model can be defined as a 7-tuple S = (Q,Σ,→,q∅, QT , C,P)
where:

1. Q is a finite set of states. A state q ∈ Q is a vector that represents the
distribution of variables across storage locations in the CGRA configura-
tion. These storage locations can be buses, registers or external memory
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locations. q also holds variables that track whether or not an instruction
has been executed, to model control dependencies;

2. Σ is the set of possible combinations of instructions that can be formed
by combining single instructions. An combined instruction Σ ∈ Σ is
a vector that contains instruction tuples I = (σ,D,C, d). This vector
includes nop instructions and possible transport instructions, such as
pass instructions or instructions that access registers or external memory.
These instructions are not stored inside the Basic Block but depend on the
hardware configuration of the CGRA, and are represented using empty
tuples that only contain a σ: I = (σ, {}, {},�). To illustrate this, the
instruction word [imm b | pass out, in0] in Figure 4.2b is formed out of
Σ = ((imm, {}, {}, b) , (pass in0, {}, {},�)). The order of instructions in
a vector Σ ∈ Σ corresponds to the order of Function Units in the vector
F in CGRA configuration C;

3. →∈ Q× Σ×Q is a finite set of transitions;

4. q∅ ∈ Q is the initial state;

5. QT ⊆ Q is the set of terminating states;

6. C = (F, B,R, nop) is the CGRA configuration on which the program is
executed;

7. P = (Ip, T,∆,�) is the Basic Block that is executed by C.

The layout of state vector q ∈ Q will be described in Section 4.5.

For the example CGRA configuration shown in Figure 4.1 combined with the
short program shown in Figure 4.2, the set of states Q is defined as follows:

Q =
{

(�,�) , (a,�) , (b,�) , (c,�)

(�, a) , (a, a) , (b, a) , (c, a)

(�, b) , (a, b) , (b, b) , (c, b)

(�, c) , (a, c) , (b, c) , (c, c)
}
.

The set Q is a set of vectors q ∈ Q that for this example stores the symbols
δ ∈ ∆ that are stored on the two buses (B1,B2).

The set Σ is a set of vectors (Ii, Ij), constructed from all possible combinations
of instructions Ii that can be executed on the IMM unit or F1, and Ij that can
be executed on the ALU or F2:

Σ =
{(
Inop, Inop

)
,
(
Ia, Inop

)
,
(
Ib, Inop

)
,(

Inop, Ic
)
, (Ia, Ic) , (Ib, Ic) ,(

Inop, Ipass
)
,
(
Ia, Ipass

)
,
(
Ib, Ipass

)}
.

21



where the different instructions are defined as:

Inop =(nop, {}, {}, �)

Ia =(imm, {}, {}, a)

Ib =(imm, {}, {}, b)
Ic =(add, {a, b}, {}, c)
Ipass=(pass B1, {}, {}, �)

The initial state q0 is defined as (�,�). The set of terminating states QT is
the set of all states that have the symbol c on B2, as that satisfies the set of
terminating predicates T in P:

QT = {(�, c) , (a, c) , (b, c) , (c, c)} .

The possible state transitions in → are shown in Figure 4.5. Only the states
that are reachable from the initial state are shown in this figure. The two
reachable states that satisfy the termination predicate in T from the Basic
Block P are shown with a double border. Construction of the set → will be
described in the next section.

Several things relevant to this specific problem instance can be observed from
the state transition diagram in Figure 4.5:

1. The transitions are symmetric in the order in which the instructions imm a
and imm b are executed.

2. The shortest path from the initial state to a final state is 3 transitions.
Note that [nop | nop] does not change the state of the processor.

3. In the path to a terminating state, the instructions prescribed by the input
program imm a, imm b and add are always executed. Both imm instructions
are always performed first, and add is always the last instruction before
termination.

4. The pass instruction is essential in order to find a satisfying schedule.

5. Although the minimal number of state changes to satisfy the terminating
predicates is 3, for every schedule length larger than 3 a valid program
can be generated as a result of cycles in the possible transitions.

The symmetry and order in which the instructions are scheduled follow from
the dependency graph of the model. The required pass instruction follows from
the hardware configuration of the example.

4.5 State Transitions

The set of possible state transitions →∈ Q× Σ×Q in a scheduling model is
determined by a set of predicates that arise from the physical behavior of the
CGRA configuration C and from the data and control dependencies in the Basic
Block P. The set → consists of all transitions that satisfy these predicates.
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(a,◻)

(b,◻)

imm b,nop

(a,a)

nop,pass

(b,a)imm b,pass

imm a,nop

(b,b)

nop,pass

(a,b)imm a,pass

imm b,nop

imm a,nop

(b,c)

nop,add

(a,c)

imm a,add

imm b,add

nop,add

(◻,◻)

imm a,nop

imm b,nop

Figure 4.5: State transition diagram for the CGRA configuration from Figure 4.1
with the program shown in Figure 4.2b. States in which the terminating
predicates are satisfied are marked with a double border. For clarity, instructions
that do not change the state such as [nop | nop], transitions from the terminating
states and states that are not reachable from the starting state are omitted.

4.5.1 Hardware Constraints

The connections between FUs and buffers determine which elements of the
state vector q ∈ Q are affected as a result of the execution of an instruction on
a FU. The effects of different instructions on q can be separated in behavior
determined by the hardware, such as which buffer changes its stored value when
a FU produces a result, and behavior determined by the Basic Block, such as
what value is produced when an instruction is executed on a FU.

4.5.1.1 Buffers

The symbol stored in a buffer remains unchanged when the FU connected to
its input executes a nop. Conversely, an instruction that produces a symbol
can be scheduled on a FU in cycle n if and only if the value on the output of
the FU in cycle n is different than the value produced by the instruction. This
behavior can be described by the following predicate:

(q,Σ,q′) ∈→ ⇐⇒

(∧
b∈B

{i | (Fi, O) = b} : Σi,σ = nop ⇐⇒ qβ(b) = q′β(b)

)
,

(4.1)
which states that a state transition from state q to q′ with instruction word Σ
is in the set of valid transitions →, if and only if for every buffer b ∈ B it holds
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that the FU Fi at the input of the bus performs a nop if and only if the state
of buffer b does not change from q to q′.

As i is the index of the Function Unit that is at the input of the buffer in the
vector of Function Units F, and the order of instructions in Σ corresponds
to the order of FUs in F, Σi denotes the instruction executed by the FU Fi
connected to the input of the buffer b. The second subscript in Σi,σ denotes
the element σ of the tuple Σi.

The function β(b) is defined as a mapping:

β : B 7→ N (4.2)

that maps a buffer b of type B to an index in the state vector q such that every
bus corresponds to a unique element in q. For the example architecture used in
this chapter, βB1 = 1 and βB2 = 2.

Note that the set of outputs of a buffer O is not used in the basic model. For
completeness and consistency with the definition of a Function Unit, the output
of buffers is included in the definition. In an extension to this model that allows
bypassing buffers, discussed in Section 4.7, buffers with no connected outputs
are used to model bypassing of buffers.

(a) Minimal example architecture config-
uration

Cycle IMM ALU
1 imm a nop
2 imm b pass out, in0
3 nop add out, in0, in1
4 nop nop

(b) Valid schedule for the CGRA config-
uration shown in Figure 4.6a

Figure 4.6: Minimal architecture and schedule for the program c = a + b. B1

and B2 indicate the locations of the buses corresponding to buffers B1 and B2.

Example For the example program repeated in Figure 4.6b, the predicate
shown in Equation 4.1 is satisfied for all state transitions, as can be shown by
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filling in the transitions into the constraint from Equation 4.1:

Transition 1: (q,Σ,q′)1 =
(

(�,�) , [imm | nop ], (a,�)
)

:(
Σ1,σ 6= nop ⇐⇒ q1 6= q′1

)
∧
(
Σ2,σ = nop ⇐⇒ q2 = q′2

)
,

Transition 2: (q,Σ,q′)2 =
(

(a,�) , [imm | pass], (b, a)
)

:(
Σ1,σ 6= nop ⇐⇒ q1 6= q′1

)
∧
(
Σ2,σ 6= nop ⇐⇒ q2 6= q′2

)
,

Transition 3: (q,Σ,q′)3 =
(

(b, a) , [ nop | add ], (b, c)
)

:(
Σ1,σ = nop ⇐⇒ q1 = q′1

)
∧
(
Σ2,σ 6= nop ⇐⇒ q2 6= q′2

)
,

Transition 4: (q,Σ,q′)4 =
(

(b, c) , [ nop | nop ], (b, c)
)

:(
Σ1,σ = nop ⇐⇒ q1 = q′1

)
∧
(
Σ2,σ = nop ⇐⇒ q2 = q′2

)
.

Note that for the instruction tuples in Σ only the element σ is shown. For all
these transitions it holds that Σi,σ = nop if and only if the state of the output
does not change, or qβ(b) = q′β(b).

4.5.1.2 Function Units

A Function Unit can only perform operations that are within its instruction set
P or nop. This can be expressed in a predicate as follows:

(q,Σ,q′) ∈ → ⇐⇒
∧

1≤f≤|F|

{
P | (P, If , o) = Ff

}
: Σf,σ ∈ (P ∪ {nop}) , (4.3)

which states that a state transition from state q to q′ with instruction word
Σ is valid if and only if for every index f in F the machine instruction Σf,σ is
either in the instruction set of Function Unit Ff , or nop. As in Equation 4.1,
Σi,σ denotes the element σ in instruction-tuple Σi

Example For the example architecture shown in Figure 4.6, the vector of
Function Units is defined as

F =
(
({imm}, {}, B1),

({add, pass B1},{B1,B2}, B2)
)
,

In the example program in Figure 4.6b it trivially holds for both Function Units
F1 and F2 in every state transition in the program that the instruction Σ1,σ is
in P1 and the Σ2,σ is in P2.
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4.5.1.3 Function Units with Multiple Outputs

The CGRA hardware supports Function Units that are connected to multiple
output buffers. The model for a Function Unit presented above defines Function
Units with only a single output. A FU that is connected to multiple output
buffers can be modeled using a set of FUs that share the same inputs but are
connected to different outputs.

To model this, the CGRA tuple C = (F, B,M, nop) contains a set M , which
holds sets of Function Units in F that operate as a single unit with multiple
outputs. When this set is not empty, an extra constraint on the set of valid
transitions → in the scheduling model can then be used to ensure that only a
single FU performs an operation other than nop per state transition:

(q,Σ,q′) ∈ → ⇐⇒
∧
U∈M

∧
Fi,Fj∈U
i 6=j

(Σi,σ = nop ∨Σj,σ = nop) (4.4)

This constraint states that for a transition (q,Σ,q′) to be in the set of valid
transitions →, it has to hold that for every set of combined FUs U in the set
M , for every combination of FUs Fi and Fj , only one of the FUs should have a
value that is different from nop.

This results in a large number of FUs, but for each combined set of FUs in M ,
only the operation that is not equal to nop combined with the output that is
changed is relevant.

4.5.2 Data Transport and Storage

Next to the instructions that are in the Basic Block, it is possible to schedule
instructions that transport data between buffers or to and from external memory
for temporary storage. The availability of these instructions is determined by the
FUs available in the CGRA configuration. The most basic transport operation
is a pass instruction, which copies the value on an input buffer of an ALU to its
output. For storing variables, it is possible to use read and write instructions
to communicate with a Register File, or to use spilling instructions to copy
variables to and from external memory.

4.5.2.1 Pass Instructions

A pass i instruction copies the value from input i to the output of a FU. Pass
instructions can only be executed when it is in the instruction set of the FU
and when the input is not a blank symbol. Executing a pass should change
the output variable of the FU, or the behavior would be similar to that of a
nop instruction. A pass instruction that copies from an input buffer that is
connected to the output of the same FU∗ is therefore not used, as it would
effectively be a nop.

∗Like B2 in the example CGRA configuration in Figure 4.6.
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The behavior of a pass instruction is expressed by the following predicate:

(q,Σ,q′) ∈ → ⇐⇒ (4.5a)∧
1≤f≤|F|

{
(P, If , o) | (P, If , o) = Ff

}
: (4.5b)

∧
i∈I

[
(pass i ∈ P ) ∧ (qβ(i) 6= �) ∧ (Σf,σ = pass i) (4.5c)

⇐⇒ (qβ(i) 6= qβ(o) ∧ qβ(i) = q′β(o))
]
, (4.5d)

which can be broken down into several parts:

Eq. 4.5a: The transition (q,Σ,q′) is in the set of valid transitions if and only if the
following predicates evaluate to true:

Eq. 4.5b: For every Function Unit (P, If , o) in F:
Eq. 4.5c: The instruction pass i must be in the instruction set P , the symbol on the

input should not be equal to � and the instruction symbol σ in tuple Σf

should be equal to pass i;
Eq. 4.5d: If the statements above are true, then and only then will the state element

q′β(o) become equal to qβ(i) after the state transition, if they were not yet
equal in state q.

As in Equation 4.1, β(b) is a mapping that maps a bus b to an index in a state
vector q.

Example The pass instruction in the example program in Figure 4.6b copies
a value from B1 through the ALU to B2. The state of the CGRA transitions
from q = (a,�) to q′ = (b, a) as a result of the instruction word Σ:

Σ = (Ib, Ipass)
where:
Ib = (imm, {}, {}, b) ,

Ipass = (pass B1, {}, {},�).

Filling in the expression in Equation 4.5 results in the following:(
(a,�) ,

(
Ib, Ipass

)
, (b, a)

)
∈ → ⇐⇒ (4.6a)

{(P, If , o) | (P, If , o) = F2 = ({add, pass B1}, {B1,B2}, B2)} : (4.6b)[
(pass B1 ∈ P ) ∧ (a 6= �) ∧ (Σf,σ = pass B1) (4.6c)

⇐⇒ (a 6= � ∧ a = a)
]

(4.6d)

∧
[
(pass B2 ∈ P ) ∧ (� 6= �) ∧ (Σf,σ = pass B2) (4.6e)

⇐⇒ (� 6= � ∧� = a)
]
, (4.6f)

which can be read as:

Eq. 4.6a: The transition ((a,�) ,
(
Ib, Ipass

)
, (b, a)

)
is in the set of valid transitions

if and only if the following predicates evaluate to true:
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Eq. 4.6b: As F1 does not have any inputs, the second half of the formula always
evaluates to true for F1. Using the tuple (P, If , o) = F2,

Eq. 4.6c: Instruction pass B1 is in the instruction set P , the symbol on the input is
not equal to � and Σf = pass B1,

Eq. 4.6d: The state qi = a is unequal to qo = � and equal to q′o = a.
Eq. 4.6e,
Eq. 4.6f: For the second input, B2, the instruction pass B2 /∈ P , and as input B2 is

directly connected to the output of the same FU, qo is always equal to
qi. Therefore, both the left clause (4.6e) and the right clause (4.6f) of the
double implication are false. This means that for B2 the total clause from
Equation 4.6e and 4.6f evaluates to true.

As the predicates in Equations 4.6c and 4.6d both evaluate to true, and predi-
cates 4.6e and 4.6f both evaluate to false, the double implications both evaluate
to true and the transition is in the set of possible transitions →.

4.5.2.2 Register Files

A Register File can be used as a fast, local storage. Similar to a Load Store
Unit, a Register File can perform a read and write operation in the same cycle.
A schematic overview of the RF model used is shown in Figure 4.7. Typically,
an RF in a CGRA has 16 registers. These registers can be modeled as buffers,
with the Read and Write Units performing transport instructions from the
inputs to the registers and from the registers to the outputs.

Figure 4.7: Schematic overview of a Register File.

The model presented here models a buffer on the output of the Register File,
which is consistent with the other FUs in this model. The CGRA hardware
uses Register Files without these buffers at the output. A note on how to model
this is in Section 4.7.

For an n-register RF, the write unit FW can be modeled as n separate FUs
that share the same set of inputs but have n different output buffers. Only one
of these FUs can perform a write-operation per cycle. The Read Unit FR can
then be modeled as a single FU that has the n buffers as inputs and a single
output.
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Writing Writing a value to a register is analogous to a pass instruction. The
predicate shown in Equation 4.7 models this behavior for each FU in the write
unit FW :

(q,Σ,q′) ∈ → ⇐⇒ (4.7a)∧
1≤f≤|F|

{
(P, If , o) | (P, If , o) = Ff

}
: (4.7b)

∧
i∈I

[
(write ri ∈ P ) ∧ (qβ(i) 6= �) ∧ (Σf,σ = write ri) (4.7c)

⇐⇒ (qβ(i) 6= qβ(o) ∧ qβ(i) = q′β(o))
]
, (4.7d)

which expresses the same constraint as Equation 4.5:

Eq. 4.7a: The transition is valid if and only if:
Eq. 4.7b: For every Function Unit (P, If , o) in F:
Eq. 4.7c: The instruction write ri must be in the instruction set P , the symbol on

the input should not be equal to � and the instruction symbol σ in tuple
Σf should be equal to write ri;

Eq. 4.7d: If the statements above are true, then and only then will the state element
q′β(o) become equal to qβ(i) after the state transition, if they were not yet
equal in state q.

A write unit of a RF is a FU with multiple outputs. As such, every set of FUs
that form a write unit is in the set M of the CGRA configuration tuple C, for
each RF that is in the configuration C.

In an instruction word Σ, a write instruction is represented using a tuple
Iw = (write ri, {}, {},�) where i is the register that is written to.

Reading Reading from a RF is similar to a pass-instruction executed by a
ALU, as described in Equation 4.5. The instruction set of a Read Unit in an
RF contains a read-instruction for every register. For completeness, this is
expressed in the predicate shown in Equation 4.8:

(q,Σ,q′) ∈ → ⇐⇒∧
1≤f≤|F|

{
(P, If , o) | (P, If , o) = Ff

}
:

∧
i∈I

[
(read ri ∈ P ) ∧ (qβ(i) 6= �) ∧ (Σf,σ = read ri)

⇐⇒ (qβ(i) 6= qβ(o) ∧ qβ(i) = q′β(o))
]
. (4.8)

Analogous to pass and write instructions, read instructions are represented in
the vector Σ by an instruction tuple (read ri, {}, {},�), where i is the register
that is being read.

4.5.2.3 Spilling to External Memory

External memory can be accessed from a CGRA through a Load Store Unit,
which can perform load and store operations simultaneously. This can be
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modeled using separate load and store Function Units FL and FS , as illustrated
in Figure 4.8. All the inputs to the LSU are connected to FS , while the output
of the LSU is connected to FL. Although it is not depicted in Figure 4.8, an
LSU can also access a smaller local memory. This memory can be modeled
similar to a Register File, for which the model will be presented below. For the
LSU model, it is assumed that the external memory has an infinite capacity.

Figure 4.8: Schematic overview of a LSU with two separate Function Units for
loading and storing from external memory. Although only two input buses are
shown, a LSU can have up to four inputs in the current hardware implementa-
tion.

A variable can be spilled to external memory if it is required later in the
execution of the program, but the amount of buffers in the CGRA configuration
is not sufficient to store all variables that are in use. Although spilling is
expensive in both time and energy, this cost is not explicitly modeled. In
Chapter 5, several methods of implementing a cost model will be presented.

In this model, variables are spilled to a reserved part of the external memory.
This part of the external memory is modeled as a number of state variables
that are accessible by the LSU. The number of elements in state vector q that
represent this reserved memory is equal to the amount of symbols in ∆, such
that every variable can be stored into a unique location in external memory.

A spilling instruction of a variable δ ∈ ∆ can be executed if and only if δ is on
one of the inputs of the LSU, and thus on one of the inputs of FS . If spill δ is
executed by FS , the value stored in the buffer corresponding to δ changes from
the blank symbol � to δ. A variable can be spilled only when it has not been
stored into external memory before, as that would be a nop. This is expressed
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by the following predicate:

(q,Σ,q′) ∈ → ⇐⇒ (4.9a)∧
δ∈∆

[ ∨
1≤f≤|F|

{(P, If , o) | (P, If , o) = Ff} : (4.9b)

(spill δ ∈ P ) ∧ (Σf,σ = spill δ) ∧
∨
b∈If

(qβ(b) = δ)

]
(4.9c)

⇐⇒
(
qµ(δ) 6= δ ∧ q′µ(δ) = δ

)
, (4.9d)

where µ(δ) is a mapping
µ : ∆ 7→ N (4.10)

that maps a symbol δ ∈ ∆ to a corresponding index in the state vector q. The
mapping β(b) maps buffer b to its corresponding element in q. Equation 4.9
can be broken down in the following subequations:

Eq. 4.9b: For all symbols δ ∈ ∆ at least one of the FUs in F has to satisfy the
following predicate:

Eq. 4.9c: The instruction spill δ should be in the instruction set of the FU, the
executed instruction Σf,σ should be spill δ and the symbol δ should be
stored on at least one of the buses b in the set of inputs of the FU I.

Eq. 4.9d: If there is a FU for which the above holds, then and only then the value
δ will be stored in memory location µ(δ), requiring that δ was not yet
spilled to external memory.

Recovery (or unspilling) of a variable from external memory adheres to a similar
constraint. For a symbol δ to be recovered by a Load Store Unit, the instruction
recover δ has to be executed, while δ is available in its corresponding location
in external memory. This can be expressed as shown in Equation 4.11:

(q,Σ,q′) ∈ → ⇐⇒∧
1≤f≤|F|

{(P, If , o) | (P, If , o) = Ff} :

∧
δ∈∆

[
(recover δ ∈ P ) ∧ (Σf,σ = recover δ) ∧ (qµ(δ) = δ)

⇐⇒
(
qβ(o) 6= δ ∧ q′β(o) = δ

)]
(4.11)

4.5.3 Basic Block Constraints

Dependencies between instructions in a Basic Block determine the order in
which instructions can be executed. An instruction I can only be executed
when all the symbols on which I depends are available, and when all control
dependencies are satisfied. Control dependencies are tracked in the state vector
q, where a variable qκ(I) stores whether or not instruction I has been executed.
The mapping

κ : I 7→ N (4.12)
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maps an instruction tuple to an index in state vector q, similar to the mappings
β and µ in Equations 4.2 and 4.10, respectively. These mappings are chosen
such that their ranges do not overlap.

If an instruction tuple I = (σ,D,C, d) is executed and the output symbol of
I 6= �, the output of the FU on which it is executed stores the output symbol
of I in the next state.

An instruction is executed if the instruction symbol σ is in the instruction set
P of a Function Unit Ff = (P, Ir, o). This can be encoded in the following
predicate:

IE := (σ ∈ P ) ∧ (Σf = σ). (4.13)

For the data dependencies to be satisfied, all symbols in the set D on which
an instruction depends should be available on at least one input of the FU. In
order to satisfy the control dependencies in the set C, the future state vector
q′ should contain a symbol not equal to � in the locations κ(c) for every c ∈ C,
which means that the instruction c has been executed before or during the
current state transition. These two constraints can be expressed as follows:

DD :=
∧
δ∈D

∨
i∈If

(
qβ(i) = δ

)
, (4.14)

CD :=
∧
c∈C

q′κ(c) 6= �. (4.15)

Finally, if the instruction has an output symbol d 6= �, this symbol should not
be on the output of the FU in state q before execution of I, but should be on
the output of the FU after executing I, in state q′. The state variable q′κ(I) that
tracks whether I was executed can be any symbol but � in q′. This signifies
that I was executed at least once. These requirements on the transition are
expressed by the following predicates:

DO :=
(
d 6= � ⇐⇒

(
qβ(o) 6= d ∧ q′β(o) = d

))
, (4.16)

CO :=
(
q′κ(I) 6= �

)
. (4.17)

When an instruction I is not executed, the state of the control variable qκ(I)

should not change during the state transition. This is expressed as follows:

NE :=
(
¬IE =⇒ qκ(I) = q′κ(I)

)
. (4.18)

Combining these predicates for every FU and for every instruction I ∈ Ip results
in the expression shown in Equation 4.19:

(q,Σ,q′) ∈ → ⇐⇒∧
I=(σ,D,C,d)∈Ip

∧
1≤f≤|F|

{
(P, If , o) | (P, If , o) = Ff

}
:

[
(IE ∧ DD ∧ CD) ⇐⇒ (DO ∧ CO)

]
∧NE. (4.19)
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4.5.3.1 Addition Example

The dependency graph for the addition example used in the beginning of this
chapter is shown in Figure 4.9b. In contrast with the previous examples, this
example also includes control dependency tracking in state vector q. The
mappings β and κ are defined as follows:

β(B1) = 1, κ(Ia)= 3,

β(B2) = 2, κ(Ib)= 4,

κ(Ic)= 5.

Therefore, the elements in q correspond with the following order of variables:

q =̂ (B1,B2, Ia, Ib, Ic) .

When these instructions have not been executed, the corresponding variable
will be �. When the instruction i has been executed, qκ(i) will be equal to the
output symbol of i.

In the example, the set of instructions in basic block P is defined as shown
below:

Ia = (imm, {}, {}, a) ,

PIp = {Ia, Ib, Ic} where: Ib = (imm, {}, {}, b) ,
Ic = (add, {a, b}, {}, c) .

Filling these instructions into the expression in Equation 4.19, using the schedule
and state transitions shown in Table 4.2, results in the following subexpressions
for the IMM unit:

Transition 1:
IEF1

:= (imm ∈ PIMM ) ∧ (Σ1 = imm)

DDF1
:= true No data dependencies for Ia

CDF1
:= true No control dependencies for Ia

DOF1
:= (a 6= � ⇐⇒ (q1 6= a ∧ q′1 = a)) ,

COF1
:= (q′3 6= �) .

%a = imm a;
%b = imm b;
%c = add %a, %b;

(a) The program in SSA form

+

imm a

a

imm b

b

c

(b) The DDG of c = a + b

Figure 4.9: SSA form and DDG of the addition example.
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Cycle q Σ1 (IMM) Σ2 (ALU) q′

1 (�,�,�,�,�) imm a nop (a,�, a,�,�)
2 (a,�, a,�,�) imm b pass out, in0 (b, a, a, b,�)
3 (b, a, a, b,�) nop add out, in0, in1 (b, c, a, b, c)
4 (b, c, a, b, c) nop nop (b, c, a, b, c)

Table 4.2: The program schedule that is executed on the example CGRA

As the nop that is executed on F2 is not in the set of instructions Ip in the BB,
it is not taken into account in these constraints. For the other instructions in
Ip it holds that the execution predicate IE evaluates to false, and the output
predicates DO and CO evaluate to false. Therefore, the double implication in
Equation 4.19 evaluates to true for every instruction in Ip.

The predicates are similar for the second state transition, as only the output
variable of the imm instruction differs. The add instruction executed in the third
transition has data dependencies, which results in the following predicates:

Transition 3:
IEF2

:= (add ∈ PALU ) ∧ (Σ2 = add)

DDF2
:= (q1 = a ∨ q2 = a) ∧ (q1 = b ∨ q2 = b)

CDF2
:= true No control dependencies for Ia

DOF2
:= (c 6= � ⇐⇒ (q2 6= c ∧ q′2 = b)) ,

COF2
:= (q′5 6= �) .

Again, all predicates evaluate to true. As the other instructions are not executed
and only the state elements q2 and q5 change, Equation 4.19 is true for this
transition, and thus the transition is in the set of valid transitions →.

4.6 Initial and Terminating States

The initial state q∅ and the set of terminating states QT are determined by the
context in which the Basic Block is executed, combined with the termination
predicates in the BB.

As a function can consist of multiple Basic Blocks, data dependencies between
BBs place constraints on the initial state of a BB, and potentially on the set
of valid terminating states. To illustrate this, the example in Figure 4.10 is
used throughout this section. Figure 4.10a shows the original C code, while
Figure 4.10b shows the program in SSA form, as described in Subsection 2.2.1.

The Basic Block Structure of the program, also known as CFG, is shown in
Figure 4.11. To execute this program on a CGRA, an Immediate Unit is needed
to generate the possible values for x1 and x2. An Accumulate and Branch Unit
is needed to branch or jump conditionally from one BB to another. A Multiply
Unit is needed to calculate the value of y. Finally, a Register File is used to
store the input arguments to the function and the resulting value for y. A
CGRA configuration that contains these units is shown in Figure 4.12.

A calling convention determines how subroutines receive input arguments from
other functions, and where output results should be stored when returning. For
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if (flag)
x = -1;

else
x = 1;

y = x * a;
return y;

(a) C program

if (flag)
x1 = -1;

else
x2 = 1;

x3 = ϕ(x1, x2)
y = x3 * a;
return y;

(b) Program in SSA form

Figure 4.10: Example C function that consists of multiple Basic Blocks.

BB₁:

if (flag)

T F

BBT:

x₁ = -1;

BBF:

x₂ =  1;

BB₄:

x₃ = φ(x₁, x₂);
y = a * x₃;
return y;

Figure 4.11: Control Flow Graph (CFG) of the program shown in Figure 4.10.

this example, the input arguments flag and a are stored in registers r1 and
r2, respectively. The result of the multiplication y will be stored in the highest
register, r16. Of course, the calling convention for a CGRA configuration can
differ depending on the availability of Register Files. The calling convention
determines the location of symbols in the initial state q∅ of the first Basic

Figure 4.12: Architecture used to execute the example program in Figure 4.10
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Block in a function. Dependencies between Basic Blocks determine the initial
states of BBs inside the function.

IMM MUL RFR RFW ABU
BB1 1 nop nop read r1 nop nop

2 nop nop nop nop bcri BBT

BBF 3 imm 1 nop nop nop jri BB4

BBT 4 imm -1 nop nop nop nop

BB4 5 nop nop read r2 nop nop
6 nop mul in0, in1 nop nop nop
7 nop nop nop write r16 nop

Table 4.3: A schedule that executes the program from Figure 4.10 on the CGRA
configuration shown in Figure 4.12.

For the program in Figure 4.11, a valid schedule is shown in Table 4.3. The
assembly code is executed from top to bottom. A line-by-line explanation of
the code is given below:

Line 1: The variable flag is read from the register file. By the calling convention,
flag is in register 1. The value of flag will be available on B3 in the
next cycle.

Line 2: The bcri instruction, for Branch Conditional Relative Immediate, is used
to jump to label BBT when flag is nonzero. If flag is zero, the bcri
instruction behaves as a nop and thus instruction word 3 in BBF is
executed.

Line 3: This is the only instruction word in BBF . The value 1 is generated by
the IMM unit and appears on B1 in the next cycle. At the same time, the
ABU unit executes an unconditional jump to the final Basic Block, BB4.

Line 4: This is the only instruction word in BBT . The value −1 is generated by
the IMM and appears on B1 in the next cycle.

Line 5: This is the first instruction of BB4. This instruction word reads the value
of variable a from register 2, as defined by the calling convention. This
value will be available on B3 in the next cycle. As either BBT or BBF are
executed, the correct value for x3 is stored in B1. As the output values of
BBT and BBF , or x1 and x2 respectively, are stored in the same location,
the ϕ node that outputs x3 can be replaced by an instruction that uses
the value in B1.

Line 6: This instruction word multiplies the two values on the inputs of the MUL
unit, B1 and B3. The variable x3 is stored in B1 and the variable a is
stored in B3. The result of this multiplication will be available in the next
cycle in B2.

Line 7: By the calling convention, this instruction word writes the result of the
multiplication, which is stored on B2, to the highest register, register 16.
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In this example, the calling convention determines the initial state of the
combined scheduling model for BB1. For the first Basic Block, there are no
constraints on the terminating state as there are no variables produces in the BB.
The initial states of the scheduling models of BBT and BBF are equal to the
state in which BB1 terminates. As BBT and BBF produce variables x1 and
x2 respectively, there are additional constraints on the set of terminating states
QT for the scheduling models corresponding with these BBs. The variables x1

and x2 have to be stored in the same physical location in order to satisfy the ϕ
function in BB4.

For the scheduling model corresponding with BB4, the initial state is equal
to the terminating states of BBT and BBF , but with the variables x1 or x2

replaced by x3 in order to resolve the ϕ node. The set of terminating states QT
for BB4 is constrained by the calling convention, which states that the output
variable y should be stored in register 16.

Table 4.4 shows the state in which the four Basic Blocks terminate when
executing the schedule in Table 4.3.

Buffers Registers
B1 B2 B3 Br1 Br2 . . . Br16

BB1, q∅ � � � flag a �
BB1, qT � � flag flag a �
BBT , qT x1 � flag flag a �
BBF , qT x2 � flag flag a �
BB4, qT x3 y flag flag a y

Table 4.4: Initial state q∅ of BB1 and the terminating states qT of all Basic
Blocks in Table 4.3. Only the state of the buffers is shown.

Many functions contain loops that execute one or more Basic Blocks multiple
times. To decide in which order the initial and terminating states of BBs in
a program should be determined, a Dominator Tree and Postdominator Tree
analysis [5,22] can be used.

A BB d in a Control Flow Graph dominates another BB n 6= d if every path
from the initial BB in the CFG to n passes through d. This relationship can be
presented as a tree, which is called a Dominator Tree. Each BB n has a unique
immediate dominator m that is the last dominator of n on any path from the
initial BB to n. A BB n postdominates BB d when every path from d to the
final BB in the function passes through n.

The terminating state of the immediate dominator of a BB can be used to
determine the initial state of that BB. Similar, the initial state of the immediate
postdominator of a BB can place constraints on the set of terminating states of
that BB. When a BB in a Control Flow Graph has a self-edge, and thus forms a
loop, either the immediate dominator can be used to determine the initial state,
or the initial state can be chosen such that it minimizes the execution time of
the BB. As many programs spend a significant amount of time inside loops, it
can be beneficial to prioritize the scheduling of the BBs that form these loops.
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4.7 Unbuffered Function Units

The CGRA hardware supports Function Units that are connected to other
Function Units without a buffer in between. This can be used to build trees
of FUs that can perform several operations in a single cycle. For example, the
tree of ALUs in Figure 4.13 can add four variables in a single cycle.

(a) A tree of Function Units

t1 = a + b;
t2 = c + d;
res = t1 + t2;

(b) A set of operations that can be
executed in a single cycle by the FU
tree.

Figure 4.13: An example of multiple Function Units without intermediate
buffers.

To model this, the definition of the Function Unit tuple F in Subsection 4.2.1
can be extended to hold an extra set of unbuffered inputs Iu:

F = (P, If , Iu, o) . (4.20)

This is a set of FUs that are connected to F without an intermediate buffer.
As dependencies for an instruction can become available in the same state
transition, the Basic Block constraint in Equation 4.19, which is repeated below,
has to be extended.

(q,Σ,q′) ∈ → ⇐⇒∧
I=(σ,D,C,d)∈Ip

∧
1≤f≤|F|

{
(P, If , o) | (P, If , o) = Ff

}
:

[
(IE ∧ DD ∧ CD) ⇐⇒ (DO ∧ CO)

]
∧NE. (4.19)

In this predicate, only data dependencies that are available in state q are taken
into account by the subformula DD. In order to model FUs for which the
output buffer is bypassed, the instructions executed by FUs in Iu during the
state transition Σ have to be taken into account as well. This is achieved by
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extending the data dependency predicate as follows:

DD :=
∧
δ∈D

∨
i∈If

(
qβ(i) = δ

)
∨

∨
Fi∈Iu

Fi=(P ′,I′f ,I
′
u,o

′)

(
q′β(o′) = δ ∧Σf,σ 6= nop

) ,

(4.21)
which adds the predicate that data dependencies are also satisfied if the required
symbol δ is on the output buffer o′ of one of the FUs Fi in Iu, while the
instruction that was executed by the FU was not a nop.

Note that due to the constraint posed by Equation 4.1, an instruction can not
be repeatedly executed, as that would not change the state of the output buffer.
This means that, with the full set of constraints, a single value can not be
used in consecutive cycles by a FU that is connected without an intermediate
buffer. Also, the Data Output predicate defined in Equation 4.16 only allows
execution of an instruction when the symbol on the output buffer is changed by
this execution. In order to fully allow the bypassing behavior that is possible
in the hardware, these constraints have to be made less strict. This means
that Equation 4.1 should be redefined as shown below, using only a single
implication:

(q,Σ,q′) ∈→ ⇐⇒

(∧
b∈B

{i | (Fi, O) = b} : Σi,σ = nop =⇒ qβ(b) = q′β(b)

)
,

(4.22)
and Equation 4.16 should be modified as shown below:

DO :=
(
d 6= � ⇐⇒

(
q′β(o) = d

))
. (4.23)

This allows an operation to be executed multiple times in sequence, without
changing the output buffer of the FU.
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Chapter 5

Model Implementation

The model described in Chapter 4 can be used to find valid program schedules
for an arbitrary program on an arbitrary CGRA configuration. Provided that
the CGRA configuration contains all required FUs, sufficient connectivity and
sufficient storage, any path through the transition model that ends in a termi-
nating state forms a valid schedule. This chapter discusses the implementation
of such a model, and ways to find the shortest possible number of transitions
that end in a terminating state.

This chapter will first present two different methods to find (optimal) solutions
to the combined Instruction Scheduling and Register Allocation problem for
CGRAs. These solutions consist of a valid program schedule that describes a
path of state transitions from the initial state q∅ to a terminating state in the
set QT of the scheduling model presented in Chapter 4. Also, two methods will
be presented to find a provably optimal schedule using these solvers. Second,
the software representation and automated generation of a Scheduling Model
is discussed. Next, a number of extra constraints are presented. Although
these constraints are redundant as the model definition in Chapter 4 completely
specifies the problem, the added constraints aid the solver in finding solutions.
The final section presents how this model can be integrated into an existing
compiler pipeline.

5.1 Finding Optimal Schedules

In this report, an instruction schedule that executes a program on a CGRA
configuration is considered optimal when the number of state transitions or
executed instructions is minimal. By minimizing the number of executed
operations, the energy consumption of the CGRA is also minimized in most
cases. As most programs spend a considerable amount of time inside loops, it
is important to find the shortest possible schedules for Basic Blocks that form
loops.

5.1.1 Solving Techniques

Integer Linear Programming and Constraint Satisfaction Programming were
discussed in Chapter 3 as methods to find an optimal schedule. Due to the rela-
tive expressiveness of Constraint Programming methods, a first implementation
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of the model was made using the Gecode Constraint Programming solver [23].
As the predicates presented in Section 4.5 mostly concern boolean relationships
between variables, a second implementation of the model has been made using
Satisfiability Modulo Theories (SMT) in order to compare the two solving
methods in terms of performance and expressiveness. The Z3 solver [2] was
used to find solutions to the SMT model, using the SMT-LIB v2 format [1].
This section gives an overview of Constraint Programming and SMT, and how
to approach the combined Scheduling and Allocation problem for the CGRA
using these techniques.

In both Constraint Programming and SMT, the input to the solver is a number
of variables with corresponding domains and a set of constraints. A solution is
an assignment of the variables such that all the constraints are satisfied.

5.1.1.1 Constraint Satisfaction Programming (Gecode)

The main algorithm in use by Constraint Satisfaction Programming solvers like
Gecode is backtracking search. The search space is defined by the variables
and constraints of a specific problem. In each step of the search, the solver
chooses a variable, and assigns a value to this variable using a heuristic. This
is called branching in the search tree. Using the value that is assigned to
the variable, constraints that contain this variable are (partially) evaluated
and the results from these evaluations are propagated, in order to bound the
search tree. So-called Branch and Bound algorithms are in essence a Depth
First Search through the search tree defined by the variables, constraints and
heuristics used to choose and assign the variables. When a point is reached
where a choice of variables violates the constraints, the algorithm backtracks
and chooses a different value for the last variable. If all variables are assigned
and the constraints are satisfied, the result is returned. If the search space
is exhausted and no satisfying assignment of the variables can be found, the
Constraint Problem is unsatisfiable.

In Gecode, the default heuristic for variable selection is based on the highest
Accumulated Failure Count. This scores a variable based on the number of
times that a propagation that depends on that variable has failed. The default
heuristic for variable assignment selects the minimal value in the domain of the
variable. The branch-and-bound algorithm can be guided by a cost function,
which can be used to minimize or maximize some variable assignment.

A notable feature of Gecode is that it has a graphical interface called Gist,
which visualizes the search through the search tree. This can create insights
in the shape of the search tree and help determining a heuristic that can find
solutions to many instances of a specific problem within a reasonable time.
Gecode was chosen as a CSP solver as it is also used in the Unison Scheduling
and Register Allocation framework [21].

5.1.1.2 Satisfiability Modulo Theories (Z3)

SMT solvers like Z3 use a backtracking search algorithm similar to Constraint
Programming solvers. Since SMT solvers have a basis in Boolean Satisfiability
(SAT), an algorithm based on Davis-Putnam-Logemann-Loveland (DPLL) [24]
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is most commonly used∗, which is a backtracking search algorithm for SAT
problems. First, this SAT solver is used while regarding all predicates in the
problem instance as opaque boolean variables. When a satisfying assignment for
these opaque variables has been found, problem specific Theory Solvers are used
to find a corresponding solution for each predicate. For example, a predicate
that constrains an integer variable is treated by a different Theory Solver than
a predicate that constrains boolean variables. This process is repeated until a
satisfying assignment is found, or the problem instance is proven unsatisfiable.
Z3 supports objective functions, which can be used to minimize or maximize
variables in an optimization problem.

The model description used by Z3 conforms to the SMT-LIB 2 [1] format,
which means that all SAT solvers that accept this format can be used to find
solutions to generated problem instances. Another benefit is that it is relatively
easy to check differences between a satisfying and unsatisfying model during
development, as the SMT-LIB 2 format is human readable.

Z3 was chosen for the implementation of the model due to the fact that it
scores amongst the fastest solvers in the SMT solver competition [26]. In initial
tests, Z3 produced solutions faster than Gecode for equivalent models. Also,
the possibility to compare constraint models and use different solvers for the
same model instance proved invaluable during development.

5.1.2 Optimal Solutions

An optimal schedule for a program on a CGRA configuration in this project
is defined as the schedule with the shortest possible execution time in cycles.
Using the model described in Chapter 4, an optimal schedule has the minimal
number of state transitions before a terminating state is reached. A schedule
with minimal length

Minimizing the Schedule Length The shortest transition path through
the state transition graph can be found by defining a loose upper bound on the
schedule length and defining a cost function that minimizes the length of the
schedule. A benefit of this is that Constraint Programming Solvers like Gecode
can output solutions that satisfy the constraints but are potentially non-optimal
during the search for an optimal solution. This can be used to obtain valid
but possibly non-optimal schedules within a predetermined time limit, even for
problem instances that are not solvable optimally within that time limit.

Growing the Schedule Length Another strategy for finding the shortest
transition sequence is by determining a lower bound on the schedule length.
This bound is then used as a maximum schedule length, and increased until
a sequence of valid transitions has been found. A benefit of this strategy is
that unsatisfiable problem instances can generally be proven to be unsatisfiable
in a relatively short time. Also, a model with a tight upper bound on the
schedule length will be smaller than an instance of the same problem with an
overestimated upper bound, and therefore faster to prove (un)satisfiable.

∗Specifically, Z3 uses Conflict-Driven Clause Learning [2,25], which is a modern variant of
DPLL.

43



Initial testing showed that the second strategy generated results faster for all
tested CGRA scheduling instances. Therefore, the implementation of the model
uses the second strategy, calculating a lower bound for a problem instance and
increasing this bound until a satisfying schedule has been found.

5.2 Model Representation and Generation

This section discusses the representation of the model from Chapter 4 in the
Constraint Programming formulations used by Z3 and Gecode. The data
representation uses basic data types such as booleans and integers, and the
constraints on the set of state transitions are first expressed in a generic format
before they are translated to Z3 or Gecode specific constraints. This way, it is
relatively straightforward to generate models for Z3 (or any other SMT-LIB
compatible solver) or Gecode, as only the final translation step needs to be re-
implemented. This section discusses the representation of data and schedules in
the constraint model, followed by an explanation of the format of the constraints
that are generated.

5.2.1 Model Representation

The model is represented by several matrices that store the state vector q of the
CGRA scheduling model over the course of the execution of a schedule. The
number of state vectors in these matrices is determined by an upper bound on
the schedule length N . The different matrices that are defined in the model
implementation are presented below:

• The Buffer state Matrix (BM) stores the state of all the buffers for each
cycle. For a CGRA configuration that has b buffers, the dimensions of
the BM are b×N :

BM :=

q1,1 q1,2 · · · q1,N

...
...

. . .
...

qb,1 qb,2 · · · qb,N

 (5.1)

Each variable qi,j is an integer variable that is 0 if the symbol stored in
buffer i contains the blank symbol � in cycle j. The symbols δ ∈ ∆ are
mapped to positive integers such that when qi,j > 0, the symbol stored in
buffer i in cycle j is an element in the set of symbols in the Basic Block
∆.

The value of variables q1,1 up to qb,1 are defined by the initial state q∅ of
the scheduling model. The set of terminating predicates T in the Basic
Block can pose constraints on variables q1,N up to qb,N .

• The Control state Matrix (CM) stores whether or not the instructions in
the BB have been executed in or before a certain cycle. This is similar to
the qκ(·) elements in the state vectors of the scheduling model. As the
constraints on these variables only contain statements on whether a vari-
able qκ(·) is equal to � or not, the variables in the CM can be represented
by boolean variables in the model. The size of this matrix is |Ip| × N ,
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where Ip is the set of instructions in the Basic Block that is considered by
the model. The definition of the CM is shown in Equation 5.2.

CM :=

 c1,1 c1,2 · · · c1,N
...

...
. . .

...
c|Ip|,1 c|Ip|,2 · · · c|Ip|,N

 (5.2)

Note that if an instruction i is executed in cycle n, the control variable ci,n
will be true, although the output of the instruction will not be available
until cycle n+ 1†.

• The External Memory Matrix (MM) keeps account of the symbols that
are stored in external memory. This matrix is defined as follows:

MM :=


m1,1 m1,2 · · · m1,N

m2,1 m2,2 · · · m2,N

...
...

. . .
...

m|∆|,1 m|∆|,2 · · · m|∆|,N

 (5.3)

Again, the symbols in the set of all symbols ∆ are mapped to positive
integers, with 0 =̂ �. Similar to the control state matrix, this matrix
contains boolean variables, as these variables track whether a symbol
has been spilled to external memory or not. As the blank symbol � can
not be spilled to external memory, there is no row 0 in MM. The initial
variables m·,1 are determined by the initial state of the scheduling model.

• The Schedule Matrix (SM) contains the instructions that are executed
by all the FUs in the CGRA configuration, such that column n in SM
corresponds with the state transition from column n to column n+ 1 in
the state matrices BM, CM and MM. Each column in SM corresponds
with an instruction word Σ in the model from Chapter 4. Although in
the state model there are N − 1 state transitions in an execution sequence
that visits N states, SM is defined as being |F| ×N for consistency. This
means that in practice, the final instruction vector

(
s1,N , · · · , s|F|,N

)T
will contain only nop instructions. SM is defined as shown below:

SM :=


s1,1 s1,2 · · · s1,N

s2,1 s2,2 · · · s2,N

...
...

. . .
...

s|F|,1 s|F|,2 · · · s|F|,N

 (5.4)

Each variable si,j is an integer variable that corresponds with an instruc-
tion executed by the function unit Fi. If si,j > 0, the FU executes an
instruction. If si,j = 0 then Fi performs a nop. To keep variable ranges
as small as possible, a mapping is defined per Function Unit in Fi that
maps the elements in the instruction set P of Fi, combined with pos-
sible transport instructions for ALUs or spilling instructions for LSUs,
to positive integers. The integer variables si,j are then constrained be
equal to or larger than zero, and less than or equal to the total number of
instructions that can be executed by Fi.

†It is currently assumed that every instruction takes a single cycle to complete
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5.2.1.1 Example

To illustrate the model representation, the addition example from Chapter 4 is
used. The architecture and schedule are repeated in Figure 5.1.

(a) Minimal CGRA configuration

Cycle IMM (F1) ALU (F2)
1 imm a nop
2 imm b pass out, in0
3 nop add out, in0, in1
4 nop nop

(b) Schedule for the CGRA configuration
shown in Figure 5.1a.

Figure 5.1: The example architecture and schedule used in Chapter 4.

The data symbols a, b and c in this example are mapped to 1, 2 and 3, respec-
tively. The three rows in the control matrix symbolize the execution state of
Ia, Ib and Ic, respectively. The following instruction-to-integer mapping is
made by the implementation for this architecture:

Inop =̂ 0

IMM: ALU:
Ia =̂ 1 Ic =̂ 1
Ib =̂ 2 Ipass =̂ 2

The instructions Inop, Ia, Ib, Ic and Ipass are defined as in Section 4.4.
Following from this, the variables in the scheduling matrix are constrained to
be 0 ≤ si,j ≤ 2 for both FUs F1 and F2.

The buffer state matrix, control state matrix and schedule matrix for this prob-
lem instance are shown below. Note that CM only represents the instructions
defined in the BB, not the pass or nop instructions.

BM =

(
0 1 2 2
0 0 1 3

)
,

CM =

t t t t
f t t t
f f t t

 ,

SM =

(
1 2 0 0
0 2 1 0

)
.
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As this instance of the scheduling model does not communicate with external
memory, all variables in the matrix MM are false:

MM =

f f f f
f f f f
f f f f


The rows in this matrix correspond with the symbols a, b and c, respectively.

5.2.2 Constraint Generation

The constraints presented in Section 4.5 determine the set of valid possible
conditions. Each column in the SM matrix forms an instruction word Σ in the
scheduling model, and each column in the state matrices BM, MM and CM
forms a state vector q. Therefore, the constraints on the set of valid transitions
→ in the scheduling model in Chapter 4 can be expressed for every set of
columns n and n + 1 in the state matrices, where 1 ≤ n < N for an upper
bound on the schedule length N .

The constraints that are generated by the model implementation from the
combination of a CGRA hardware description and a BB description can be
divided into three groups. General constraints, Hardware constraints and Basic
Block constraints.

5.2.2.1 General Constraints

The set of general constraints are not described in the model definition, as
this set of constraints is concerned with the mapping of abstract symbols
to instance specific integer variables and the ranges of these variables. The
model implementation uses only integer and boolean variables. The constraints
presented in this section are used to bound the ranges of integer variables.

As noted above, a list of all possible instructions that can be executed is
generated per FU during the model generation. This includes the instructions
that are in the BB and for which the operation symbol σ is in the instruction set
of the FU, data transport instructions such as pass instructions or instructions
that communicate with register files or external memory. These instructions
are then mapped to unique, positive integers. The empty instruction nop is
defined as 0 for all FUs. The integer variables in the Scheduling Matrix are
then constrained per FU to be greater than or equal to zero and less than or
equal to the number of instructions that can be executed by that specific FU.
Since only data transport instructions and instructions explicitly required by
the Basic Block are allowed to be scheduled, the range of the variables in the
scheduling matrix is as small as possible.

A similar technique is used to bound the variables in the buffer state matrix.
Buffers can contain either a blank symbol �, which is mapped to 0 in the model
implementation, or a symbol in the set ∆, defined by the Basic Block. Each
symbol in ∆ is assigned a unique positive integer value. The variables in the
buffer state matrix are then constrained to be 0 ≤ qi,j ≤ |∆| for 1 ≤ i ≤ |B|
and 1 ≤ j ≤ N , for an upper bound on the schedule length N .
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5.2.2.2 Hardware and Basic Block Constraints

The hardware and Basic Block predicates described in Subsection 4.5.1 and
Subsection 4.5.3 are used to constrain every state transition from cycle n to
cycle n + 1, with 1 ≤ n < N , where N is an upper bound on the schedule
length. The instruction word that initiates this state transition is the vector(
s1,n, . . . , s|F|,n

)T , which is the n’th column of the Schedule Matrix.

The constraint posed by Equation 4.3 is implicitly satisfied by the preprocessing
that is done to create the mapping of instructions to integer values for the
general constraints described above. This ensures that instructions are only
scheduled on FUs that can execute them. The other hardware constraints are
generated as presented in Subsection 4.5.1:

• Buffers change only when a FU writes to them (Equation 4.1);

• FUs with multiple outputs can only write to a single output at a time
(Equation 4.4);

• Pass instructions transport data from the input of a FU to its output
(Equation 4.5);

• Register files can read and write to their corresponding internal buffers
(Equation 4.7 and Equation 4.8);

• Variables can be spilled to external memory by a LSU, and spilled variables
can be recovered (Equation 4.9 and Equation 4.11).

These constraints and their applicability for a specific CGRA hardware configu-
ration can be determined from a CGRA hardware description.

The predicate presented in Subsection 4.5.3 (Equation 4.19) models the depen-
dency relationship between different instructions, which can be inferred from
a program in SSA form. The next section presents a method to model these
dependencies more explicitly.

The conjugation of the predicates specify the physical behavior of a CGRA
configuration. As demonstrated by the examples in Chapter 4, all these con-
straints are satisfied when a valid schedule is executed on a CGRA instance.
On the other hand, if these constraints are determined to be satisfiable for a
specific instance of the scheduling model, the variable assignment that satisfies
the constraints can be translated into a valid program schedule.

5.3 Model Refinement

Although the predicates defined in Chapter 4 fully specify a valid schedule for a
program on a specific CGRA configuration, several refinements can be made to
aid the solver in finding a schedule as fast as possible. Also, the model currently
does not take energy and cycle costs for external memory access into account.
This section describes additional constraints and possible refinements that can
improve the solving times or the accuracy of the model.
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5.3.1 Lower Bounds on Schedule Length

The combined Instruction Scheduling and Register Allocation implementation
searches for an optimal schedule by defining a bound on the schedule length,
generating the model variables and constraints using that bound and sending
that model to a constraint solver. This bound is chosen such that it is lower than
or equal to the optimal schedule length. If the model is found to be unsatisfiable,
the bound is increased with one cycle and a new model is generated and presented
to the solver.

A model with a low bound on the schedule length has less free variables.
Therefore, it is generally easier to determine whether or not that model is
satisfiable than when the bound is relatively high. On the other hand, using an
unnecessary low bound results in many unsatisfiable models being tested before
an optimal schedule can be found.

Several lower bounds can be calculated on the basis of the input program and
the CGRA configuration:

• A trivial lower bound on the length of the schedule is the maximum of
the number of instructions that can be executed on a FU type, divided by
the number of FUs of that type. For example, if a Basic Block contains
10 instructions that can be executed on an IMM unit and the CGRA
configuration has 2 IMM units, the minimal number of cycles needed to
execute all IMM instructions is 5. The maximal number of instructions
per function unit forms a lower bound on the schedule length.

• Another lower bound can be calculated using the As Soon As Possible
(ASAP) times of the instructions in the schedule. A Dependency Graph
can be constructed using the set of instructions Ip in a BB. If a node in
the dependency graph has no predecessors, a latency annotation of 1 is
added, as that node can be scheduled in the first cycle. Nodes that have
predecessors in the dependency graph are annotated with the maximal
latency of all their predecessors plus 1:

ls = max
p∈ preds

(ls,p) + 1.

The node with the highest ASAP latency ls in the Dependency Graph
determines the scheduling latency of the entire BB, and thus a lower
bound on the schedule length.

The maximum of these two lower bounds is used in the implementation of the
scheduling model as the initial upper bound on the schedule length. The solver
also uses a bound on the maximum schedule length that is tried, to prevent
instances of the model that are unsolvable from running indefinitely.

5.3.2 Scheduling Windows

The ASAP latency of a node as described in the previous section can be used
to define additional constraints on the Scheduling Matrix. Similar to ASAP
latencies, a node in a dependency graph can be annotated with an As Late As
Possible (ALAP) latency, which determines the latest possible cycle in which a

49



node can be scheduled. For a schedule of length N , nodes that do not have any
successors have an ALAP latency ll of N − 1, as it takes one cycle to execute an
instruction. Latencies of nodes that have successors in the dependency graph
are calculated as

ll = max
s∈ succs

(ll,s)− 1.

The combination of an ASAP and ALAP timing for a node creates a timing
window in which that node can be scheduled. By constraining all variables
outside of that window in the Scheduling Matrix to be unequal to the operation
specified by that node, there is less freedom in the possible ranges of variables
and the solver will generally come to a result faster.

An example of these timing windows is shown in Figure 5.2. The example
CGRA configuration in this figure has three FUs. The colors of the nodes
denote on which FU an instruction can be executed. Using this additional
information, the ranges of variables in the Scheduling Matrix can be reduced.
For example, the red function unit can only execute instructions a, b and c in
the first three cycles. The variables sred,1 and sred,2 in the Schedule Matrix
have the largest range, as all red instructions can be scheduled in those cycles.
sred,3 can only be operation c, a nop or possibly a data transport instruction,
depending on the type of the FU. The ranges of variables sred,4, sred,5 and sred,6
are reduced the most, as operations a, b and c are not allowed to be scheduled
in those cycles.

To further constrain the Schedule Matrix, a predicate can be added that requires
that an instruction should be scheduled at least once during its scheduling
window: ∧

(i,F,ls,ll)∈V

∨
ls≤n≤ll
f∈F

sf,n = i (5.5)

Where V is the set of vertices in a Data Dependency Graph G = (V,E). A
vertex in the DDG consists of an integer i that represents the instruction symbol,
a set F that represents all FUs on which the instruction can be executed and an
ASAP latency ls and an ALAP latency ll. For each cycle within ls and ll, the
instruction i should be scheduled at least once on the FUs that can execute i.

For the example in Figure 5.2, placing additional constraints on the scheduling
windows of operations has a significant effect on the ranges of the scheduling
variables, and therefore on the problem size. For larger problems with higher
Instruction Level Parallelism, the relative impact of these constraints will
diminish.

5.3.3 Changes in Register Files

As the write unit in a RF can only write to a single register per cycle, the
elements of the state vector q corresponding with the register in a RF can differ
in at most one location between successive states. This is expressed using a
predicate similar to Equation 4.4:∧

1≤n<N

∧
r,s∈R
r 6=s

(qr,n = qr,n+1) ∨ (qs,n = qs,n+1), (5.6)
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a b

c d

e

f

(a) Data Dependency Graph of a pro-
gram with six instructions.

Node lASAP lALAP
a 1 N − 4
b 1 N − 4
c 1 N − 3
d 2 N − 3
e 3 N − 2
f 4 N − 1

(b) ASAP and ALAP scheduling laten-
cies for the nodes in the DDG.

1 2 3 4 5 6

a
b
c
d
e
f

(c) Scheduling windows for the nodes in the DDG shown above, for a schedule length
of N = 6.

Figure 5.2: DDG and latencies for an example program of 6 instructions. The
resulting scheduling windows are shown at the bottom.

where N is the upper bound on the schedule length, R is the set of buffers
inside a register file and q is a variable in the buffer state matrix.

5.3.4 Optimizing Spilling Code

The scheduling model proposed in Chapter 4 does not model the energy and
time costs of operations. In the current CGRA hardware, an instruction that
communicates with external memory stalls the reconfigurable array of the
CGRA for several cycles, as the external memory system runs at a lower speed
than the CGRA. This means that although operations on the LSU are modeled
as taking a single cycle, the real time cost of executing these instructions is
higher.

There are several solutions to prevent the solver from scheduling spilling in-
structions when they are not necessary:

• A cost function that models the relative costs of instructions. Both
constraint solvers and modern SMT solvers support optimization goals,
which can be used to minimize the amount of generated spilling code.

• Stalling the modeled processor for a number of cycles. Similar to what
happens in the real hardware, a predicate can be added that requires
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a number of nop instructions to be inserted after each instruction that
accesses external memory. As this increases the schedule length, solutions
which use less spilling instructions are found first.

Of these solutions, the cost function is the most flexible and can be extended
to model the energy costs of all instructions in order to optimize for minimal
energy usage instead of minimal schedule length.

The current model implementation only allows spilling code to be generated
when all Register Files are fully used. Although this does prevent unneeded
spilling code to be generated, it does not result in optimal schedules for every
problem instance. It is possible for a CGRA to have a data path from a FU
that is connected to an LSU but not to an RF. Using this constraint, this could
result in unnecessary long or even impossible schedules as the RF has to be
filled before a spilling instruction can be generated.

52



Chapter 6

Results

This chapter presents the results obtained from the implementation of the model
discussed in Chapter 4 and Chapter 5. First, a comparison of the performance
of Gecode and Z3 is presented. This is followed by a larger DDG scheduled
on two different processor configurations, to demonstrate the flexibility of the
scheduler and to . Finally, an overview is given of the features of the model
implementation.

The model implementation uses the extension to the model presented in Sec-
tion 4.7 to model the RF with an unbuffered output, as that is how the current
hardware of the CGRA is configured.

6.1 Solver Performance

Although the complexity of an instance of the scheduling model mainly deter-
mines the time it takes to find a solution, the heuristics used by the solver can
have a significant impact on the solving time. To compare the performance of
Gecode and Z3, the CGRA configuration shown in Figure 6.1 was used. This is
an extension to the example model used throughout Chapter 4, that requires
scheduling several additional transport instructions to move data through the
RF. To test configurations with different complexity, the number of registers in
the RF is varied.

The DDGs of the Basic Blocks scheduled on this architecture are shown in
Figure 6.2. These Basic Blocks are chosen to vary the amount of instruction
level parallelism. The colors of the nodes in the DDGs correspond with the
FUs in Figure 6.1.

Table 6.1 and Table 6.2 show the time it takes to solve each combination of a
program and a CGRA configuration on an Intel Core i7-7500U processor in a
system with 8GB of RAM. All times are averaged over 30 separate measurements,
but as the run time of the executable is heavily dependent on the context in
which it is executed∗, the execution times are only shown as an indication. The
number of propagations is the number of branch and bound steps as described
in Subsection 5.1.1. As the solving strategies are deterministic, the number of
propagations as a function of model complexity indicates the effectiveness of

∗The process can be interrupted by other processes running in parallel on the same system.
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Figure 6.1: CGRA configuration used to compare solver performance

a b

+

(a) BB with a single
add instruction

a b

c +

+

(b) BB with two add in-
structions

a b c d

+ +

+

(c) BB with three add instruc-
tions

Figure 6.2: DDGs of the programs scheduled on the architecture configuration
shown in Figure 6.1

the heuristics that are used by the solver to select and assign variables. The
number of propagations shown is only for the constraint model that resulted in a
satisfiable solution. The number of propagations required to solve unsatisfiable
models is not taken into account by the model implementation.

Although Gecode propagates faster than Z3 for the Basic Block with a single
addition, the heuristics used for the Gecode model show exponential growth as
a function of both the number of operations in the Basic Block and the number
of storage locations in the processor configuration.

For the Basic Blocks with 2 and 3 add instructions, Z3 needs less propagation
steps to find an equivalent, optimal schedule. For the model with 3 add
instructions, Z3 uses less propagations for the CGRA configurations with 12
and 16 registers than for the CGRA configuration with 8 registers. The reason
for this improvement in performance is unclear, as the exact heuristics used by
Z3 can not be determined. As SMT and SAT are NP-complete problems [7], it
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1 add 2 adds 3 adds
Registers time (ms) props time (ms) props time (ms) props
4 4 1686 8 40046 86 682029
8 4 2798 37 373884 1573 8925325
12 5 3911 135 1207905 7088 46408300
16 5 5022 358 2985528 24052 162616727

Table 6.1: Solving times and number of propagations for the different scheduling
models when solved using Gecode

1 add 2 adds 3 adds
Registers time (ms) props time (ms) props time (ms) props
4 18 2485 26 2275 153 59504
8 25 5861 37 7348 528 87652
12 50 6410 65 6127 183 83899
16 49 15857 88 7878 798 80556

Table 6.2: Solving times and number of propagations for the different scheduling
models when solved using Z3

is not likely that Z3 will show the same characteristics for all problem instances.

All the schedules generated by the two different solvers result in a correct execu-
tion of the Basic Block on the CGRA configuration. From these measurement
results in combination with the benefits discussed in Subsection 5.1.1.2, Z3 was
chosen as the backend for the model implementation.

6.2 Instruction Level Parallelism

To illustrate the flexibility of the constraint model, but also the impact of the
CGRA topology on the number of propagations, the DDG shown in Figure 6.3
is scheduled on the processor configuration from Figure 6.1. Then, an extra
IMM unit is added to the processor configuration, resulting in the CGRA shown
in Figure 6.4.

The resulting schedule length and scheduling times are shown in Table 6.3. As
before, the scheduling time is only an indication as it can be influenced by
external processes. The architecture with a single IMM has to execute all IMM
instructions sequentially, and can only execute the first ALU instruction as soon
as the first variables are stored on the inputs of the ALU. The lower bound
on the schedule length for the configuration with a single IMM is determined
by the sequential 8 imm-instructions, as the depth of the DDG, and thus the
ASAP latency of the DDG, is only 3. The DDG features a lot of instruction
level parallelism, which means that the nodes in the graph have relatively large
scheduling windows.

For the configuration with 2 IMMs, the lower bound on the execution time
is determined by the number of add instructions that have to be executed
sequentially on the ALU. As the imm instructions can be executed in parallel,
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+

Figure 6.3: A DDG with 8 IMM instructions and 7 ALU instructions. As in
Figure 6.2, the color of a node indicates the type of FU it can be scheduled on.

Figure 6.4: A CGRA configuration with 2 IMM units

Configuration Resulting schedule Number of Scheduling
length (cycles) propagations time (s)

1 IMM 16 29243686 4135
2 IMMs 12 102790 0.7

Table 6.3: Scheduling results for the DDG shown in Figure 6.3 on two different
architecture configurations

and the data path from the second IMM to the ALU is shorter, the total schedule
becomes shorter. A model with a lower bound has a significantly smaller search
space, as the constraints on the scheduling windows of the instructions bound a
relatively larger part of the variables in the scheduling matrix.

6.3 Model Implementation

Both schedules used by the example models used in the previous chapters were
generated using the implementation of the model, using the Z3 backend. The
code required to schedule the example problem used in Chapter 4 is reproduced
in Appendices C. The expressions used that describe the instructions in a Basic
Block can be automatically generated from the Intermediate Representation
produced by a compiler frontend. The description of the CGRA configuration
can be automatically generated from the existing description format of the
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CGRA hardware.

For this relatively compact set of statements, the underlying model implemen-
tation generates a lower bound for which a constraint model is constructed.
New models are constructed automatically as long as the upper bound is not
reached or a schedule has not been found. If a solution is found, the output
of the solver is processed and printed into a pseudo-assembly format, which is
shown for the example model in Appendix D.
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Chapter 7

Conclusion

The scheduling model presented in this report expresses the physical behavior
of the CGRA hardware combined with the data dependencies in a Basic Block.
This results in a state transition model that expresses all valid instruction
schedules for the combination of the Basic Block and CGRA configuration. All
operations that read or write to or from memory are modeled as data transport
and poses constraints on the set of possible state transitions. Because of this,
register allocation and spilling code is automatically inserted into a schedule if
it is required to reach a terminating state in the state transition model.

A technique is discussed to express the scheduling model in a set of variables
and a set of constraints, which can be used to find a schedule of minimal length
for a combination of a Basic Block and a CGRA configuration. This model can
be automatically generated from the description of a CGRA configuration and
intermediate code generated by a compiler. Subsequently, several refinements to
the implementation are presented, which bound the search space of the solver.

As Z3 solves the larger instances of the problem faster than Gecode with several
orders of magnitude, it is a good choice as the solver for the combined instruction
scheduling and register allocation model.

The state transition model in combination with SMT solving has shown to be
a feasible method to express and solve combined instruction scheduling and
register allocation for CGRAs. For small BBs the scheduler returns a result in
less than a second, which is good for use in a compiler pipeline. On the other
hand, if the CGRA configuration used does not offer enough parallelism for the
BB that is scheduled, the solving times can become significant.

The current model implementation provides a compact way to describe a CGRA
configuration and a Basic Block, and automatically produces a corresponding
constraint model. The output of this model is then processed into a format
that is close to the assembly format used by the last stages of the compiler.
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Chapter 8

Future Work

Although valid optimal schedules can be generated using the current model
implementation, there are several possible improvements and additions to be
made. This section shortly describes possible future extensions to the existing
scheduler.

Search Strategies and Model Analysis

Z3 models can be annotated with so-called tactics [27], which can perform
rewriting of the constraint model in order to eliminate variables, or to translate
integer formulas into Boolean SAT formulas. By adding a number of problem
specific tactics, the solver heuristics can be guided in order to find a solution
faster.

Further research into the generated constraint models might lead to simplifica-
tions that can be applied to these models. As most arithmetic operations are
commutative, models will often have many symmetrical solutions. By analyzing
and removing these options, the search space can be reduced considerably.

Compiler Integration

Although the model implementation generates valid, optimal outputs, it operates
separately from the compiler. In order to include the scheduling model into an
automated code generation pipeline, processing of the compiler output is needed
to generate constraints that correspond to the Basic Blocks produced by the
compiler. While there is a format that describes CGRA configurations for use in
hardware simulators, this is not used by the model implementation. To be able
to schedule basic blocks on different existing CGRA configurations, processing
of this format is needed as well. Finally, the output of the scheduling model
can not yet be fed back directly into the compiler pipeline. Post-processing of
the scheduler output is needed to fully integrate this into the compiler.

Cost Model

The schedules produced using the constraint model presented in this report
are as short as possible within the constraints posed. This does not take into
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account the energy and time costs of different operations. To produce more
accurate results, a detailed energy cost model of the different components in
the CGRA can be added to the model implementation.

CGRA Configuration Optimization

As demonstrated in Section 6.2, a small change in the CGRA configuration can
have a significant impact on the resulting schedule and the time it takes to find
a schedule. Although this model can be used to find a schedule on a CGRA
configuration, it is useful to be able to design CGRA configurations that are
optimized for a specific input program.
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Appendix A

Symbols

¬ Negation, logical ‘not’

∧ Conjunction, logical ‘and’

∨ Disjunction, logical ‘or’

=⇒ Implication, a =⇒ b ≡ (¬a ∨ b)

⇐⇒ Double implication, ‘if and only if’, a ⇐⇒ b ≡ (a =⇒ b) ∧ (b =⇒ a)

=̂ Correspondance, a =̂ b means that value a is somehow linked to variable b

B A buffer tuple

i A Function Unit connected to a buffer

O The set of Function Units connected to the output of a buffer

C A CGRA hardware configuration tuple

B A set of buses

F A vector of Function Units

M The set of sets of Function Units in a CGRA configuration that is used to
model single Function Units with multiple outputs

nop No-Operation instruction

F A Function Unit tuple

If The set of input buffers of a Function Unit

o The output buffer of a Function Unit

P The instruction set of a Function Unit

I An instruction tuple

C The set of control dependencies of an instruction

d The output symbol of an instruction
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D The set of data dependencies of an instruction

σ A machine instruction

P A Basic Block tuple

� The empty symbol

∆ The set of symbols that can be used as input or output by instructions in a
Basic Block

Ip The set of all instructions in a Basic Block

T The set of termination predicates in a Basic Block

S A CGRA scheduling model

q∅ The initial state of a scheduling model

Q The set of states in a scheduling model

→ The set of state transitions in a scheduling model

QT The set of terminating states in a scheduling model

Σ The set of possible instruction words in a scheduling model
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Appendix B

Acronyms

ABU Accumulate and Branch Unit

ALAP As Late As Possible

ALU Arithmetic Logic Unit

ASAP As Soon As Possible

ASIC Application Specific Integrated Circuit

BB Basic Block

BM Buffer state Matrix

CFG Control Flow Graph

CGRA Coarse-Grained Reconfigurable Architecture

CM Control state Matrix

CSP Constraint Satisfaction Programming

DDG Data Dependency Graph

FPGA Field-Programmable Gate Array

FU Function Unit

GCC GNU Compiler Collection

IF/ID Instruction Fetch and Instruction Decode unit

ILP Integer Linear Programming

IMM Immediate Unit

IR Intermediate Representation code

LLVM The LLVM Compiler Framework

LSU Load-Store unit

MCNF Multi-Commodity Network Flow
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MM External Memory Matrix

MUL Multiplication Unit

nop No-Operation instruction

PBQP Partitioned Boolean Quadratic Programming

RF Register File

RISC Reduced Instruction Set Computer

SAT Boolean Satisfiability

SIMD Single Instruction, Multiple Data

SM Schedule Matrix

SMT Satisfiability Modulo Theories

SSA Static Single Assignment

TTA Transport Triggered Architecture

VLIW Very Long Instruction Word
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Appendix C

Code for Addition Model

#include "cgra/cgra.hpp"

using namespace CGRA;

int main(void) {
BasicBlock B;
CGRAConfiguration C;

C.AddBuses(2);

FunctionUnit *ALU =
// Type Name ....Input buses........ Output Bus
new FunctionUnit(FU_t::ALU, "ALU", {C.Buses[0], C.Buses[1]}, C.Buses[1]);

FunctionUnit *IMM = new FunctionUnit(FU_t::IMM, "IMM", {}, C.Buses[0]);

C.AddFunctionUnit(ALU);
C.AddFunctionUnit(IMM);

// ,-- input vregs
// Name Type / ,---- output vregs
B.AddInstruction("imm a", FU_t::IMM, {}, 1);
B.AddInstruction("imm b", FU_t::IMM, {}, 2);
B.AddInstruction("add", FU_t::ALU, {1, 2}, 3);

CGRAScheduler Scheduler(C, B); // ,---- Upper bound on schedule length
int ScheduleFound = Scheduler.Schedule(20);

// Print resulting schedule
std::cout << Scheduler << std::endl;
// Print state of buses
std::cout << Scheduler.PrintState() << std::endl;

return ScheduleFound;
}
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Appendix D

Output of Addition Model

arno@arno-XPS:~/TUe/cgra-model$ build/imm-alu
Schedule found!
sat
| IMM | ALU |
| imm b | nop |
| imm a | PASS in0 |
| nop | add in0 in1 |
| nop | nop |

Bus State:
| Bus0 | Bus1 |
| 0 | 0 |
| 2 | 0 |
| 1 | 2 |
| 1 | 3 |
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