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Abstract

Creating a production planning for the biopharmaceutical production process is a very complex
and time-consuming task due to the large amount of stochastic influences and constraints.
Only limited studies are available that focus on stochastic optimization problems for the bio-
pharmaceutical industry and characterize structural properties of the obtained solutions. In this
study, we develop a stochastic finite-horizon, discrete-time dynamic programming model which
optimally solves the production planning task on an aggregate level incorporating uncertainties
and constraints relevant to a biopharmaceutical supply chain. We use the model to characterize
structural properties of the optimal policies. A numerical analysis is performed on an applied
case from MSD Animal Health, generating important managerial insights based on the optimal
aggregate production planning. We also conduct a sensitivity analysis to assess the performance
degradation for different settings of the freeze period and planning horizon.
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Executive summary

This project studies the modeling and analysis of the aggregate production planning (APP)
for the biopharmaceutical industry on an applied case made available by MSD Animal Health
(MSD AH).

Problem Statement

MSD is a world leading biopharmaceutical company delivering innovative health solutions. The
project is conducted at MSD AH, the global business unit of MSD responsible for the develop-
ment, manufacturing and marketing of animal health products. The objective of the study is
to generate insights in the structural behavior of the optimal APP for the biopharmaceutical
industry and to provide MSD AH with recommendations on how to plan on the APP level.

Currently, MSD AH experiences difficulty on the mid-term production planning level. Creating a
production planning for the biopharmaceutical production process of MSD AH, is a very complex
and time-consuming task due to the large amount of stochastic influences and constraints. The
issues resulting at MSD AH from the uncertainties and constraints are for instance, the creation
of a infeasible production plan regarding capacity constraints or the lack of coherence between
the production plans of different production units within the supply chain of MSD AH.

Therefore, MSD AH requested insight in how to plan on the mid-term production planning
level. This is scoped to focus on the APP and based on the problem statement the following
research question is defined:

What is the optimal aggregate production planning while coping with
time-dependent stochastic demand, limited capacity, fixed batch size

and random yield?

By answering the research question, we generate insights in the characteristics of the optimal
APP while incorporating stochastic influences and constraints currently experienced by MSD
AH and relevant for the biopharmaceutical industry in general. Therefore, this enables us to
provide MSD AH with recommendations how to address the described issues on the mid-term
planning level and more specifically, the APP level.

Analysis

To optimally solve the APP problem incorporating the uncertainties and constraints from the
research question, a stochastic finite-horizon, discrete-time dynamic programming (DP) problem
is formulated. This modeling technique enabled us to nicely incorporate the uncertainties and
constraints, while still produce an optimal solution. The formulated stochastic DP problem was
solved for the MSD AH case with the objective to minimize the expected holding and penalty
costs. The solved case included two production units from the value chain of MSD AH, namely
the finished product unpacked (FPU) and finished product packed (FPP) production unit and
the required model parameters followed from data made available by the company.

By investigating the structure of the value functions, it is obtained that the value function is
convex in the state of the system. Using the properties of the convex value function, we are
able to show that the optimal solution behaves according to a multi-echelon base-stock policy.
This holds that there is a desired amount of inventory of FPU and FPP that minimizes the
value function given the included constraints and uncertainties.
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CHAPTER 0. Executive summary

Due to the constraints of the action space, optimal policy zones are identified for each production
unit individually. Within a policy zone, the optimal production quantities follow the same
structure. The characteristics of the actions within a policy zone are shown to produce an
optimal solution. This is proven by the demonstrating the existence of the control limits that
indicate the boundaries of the zones. These policy zones are visualized in Figure 1. Note that
the lines at an angle for the FPU production unit indicate that the optimal production quantity
is decreasing in the inventory of FPU and FPP.

Optimal policy zone I: Production volume is equal to the limited capacity
Optimal policy zone II: Production volume decreases in the amount of inventory
Optimal policy zone III: Production volume is equal to zero
Optimal policy zone IV: Production volume is equal to the amount of available FPU

stock (only applicable to FPP station)
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Figure 1: Optimal policy zones

The applied MSD AH case is solved in a numerical analysis to generate important managerial
insights. The results from the numerical analysis provide insight in the desired base-stock levels
given the uncertainties and constraints included in the model. The sensitivity of the solution
is assessed for two planning concepts, i.e. the freeze period and the planning horizon. This
revealed that the expected holding and penalty costs increased linearly in the length of the
freeze period and exponentially in shortening the length of the planning horizon. The analysis
showed for example that given the current practice of MSD AH with a freeze period of two
months, the expected total costs could be reduced with 1.67% by reducing the frozen period to
one month.

Based on the conducted research, it is obtained that the optimal aggregate production planning
while coping with time-dependent stochastic demand, limited capacity, fixed batch size and
random yield follows a multi-echelon base-stock policy. The policies can be divided into
four policy zones, each with a specific structure of the optimal production quantities. The
sensitivity of the performance of the system regarding increasing the length of the freeze period
or decreasing the length of the planning horizon showed that the best performing results are
obtained for no freeze period and an as long as possible planning horizon.

This study contributes to the limited existing literature on stochastic optimization models for
the biopharmaceutical industry in two ways. First, the project solves the APP problem through
an applied case provided by MSD AH. From this, managerial insights are generates on how to
plan on the APP level and on the sensitivity of the optimal solution regarding the freeze period
and the planning horizon. Second, this study is the first to characterize the optimal solutions
obtained for the APP problem for the biopharmaceutical industry while integrating stochastic
influences and constraints relevant to this industry.
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CHAPTER 0. Executive summary

Recommendations

The APP constructed in this project for the biopharmaceutical industry, created a feasible and
optimal production plan for the whole of the supply chain. Given the current issues faced
by MSD AH regarding the infeasibility of the production plan and the time consuming effort
required to create a feasible plan out of this, we recommend to implement the APP as a formal
production planning step on the mid-term production planning level. Furthermore, following
from the optimal solution it is recommended to adopt the multi-echelon inventory approach.
This creates an optimal production plan for the whole of the supply chain, placing the right
amount of stock at the right place in the chain and potentially eliminates any unnecessary
waiting times within the end-to-end (E2E) lead time. The sensitivity analysis showed that the
configuration of the planning concepts had a big influence on the performance of the APP. The
investigated planning concepts only cover a subset of the planning concepts relevant on the
mid-term production planning level. Therefore, we recommend MSD AH to keep investigating
how the planning philosophy following from the planning concepts should be configured given
the faced uncertainties and constraints of the biopharmaceutical industry.

Based on the execution of the project also directions for future research are defined. The
constructed optimal APP included one aggregated product. However, it might be interesting to
incorporate a more disaggregating number of products, because this would require the model
to also incorporate the allocation of the limited available capacity within the supply chain.
Furthermore, the sensitivity analyses of the freeze period and the planning horizon assessed
the performance decrease. In a future study, it could be investigated what the sensitivity
of the performance is when also incorporating possible benefits of the freeze periods and the
planning horizon. Lastly, the APP assumed deterministic lead times and that the products
were always released at the beginning of the future state. In the biopharamceutical industry
this assumptions are easily violated and hence by including the variable lead times and the highly
regulated quality process, the practical applicability of the solutions would greatly increase.
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Chapter 1

Introduction

This report presents the results of a study on the APP for the biopharmaceutical industry.
During the study, the aggregate production planning problem has been solved optimally in-
corporating uncertainties and constraints faced by the industry. The project is carried out at
MSD, a world leading biopharmaceutical company.

The first chapter starts by introducing the project environment and the problem statement.
From the problem statement, the research goal and research questions are derived, respectively
in Section 1.4 and Section 1.5. The chapter continues by describing the methodology adopted
in the project. The methodology is followed by the project scoping, explaining the boundaries
of the project. The introduction is concluded with the outline of the report.

1.1 Project environment

1.1.1 Company background

Founded in 1897 by George Merck, Merck & Co. has become a world leading biopharmaceutical
company delivering innovative health solutions. Merck & Co. currently operates in more than
140 countries and employs approximately 68,000 employees worldwide. Outside the United
States and Canada, Merck is known as MSD. (Merck & Co., 2016a, 2017, 2016c)

The project is conducted at MSD AH, the global business unit of MSD responsible for the
development, manufacturing and marketing of animal health products. In 2016, MSD AH
reported a global sales of $3,478 million (Merck & Co., 2017). The project is supported by
the Center of Excellence (COE) of the Global Supply Chain Management (GSCM) department
of MSD AH. The organizational chart from Appendix A.1 provides insight in how GSCM is
positioned within MSD. The department focuses on supporting the business to achieve being
a best-in-class global supply chain organization, in order to serve the customers with quality
products at optimal costs (Merck & Co., 2016b).

The business of MSD AH is separated into two overarching entities, namely production sites
and commercial operations (ComOps). The ComOps are responsible for supplying the end-
customers of MSD and are located strategically near these customers. These end-customers
include large distributors of the products produced by MSD AH or single veterinarians that
are supplied individually. The ComOps serve as internal customers of the production sites.
They order products that are produced by the production sites. Figure A.2 in Appendix A.2
highlights the locations of the production sites around the world.

MSD AH produces a wide range of vaccines, anti-infective and antiparasitic drugs for animals.
These products are categorized in product families. At MSD AH, a product family contains
products that have the same configuration of active ingredients. The goods sold by MSD AH are
categorized in more than 500 global product families (GPFs). World-wide MSD AH sells more
than 12,000 different end-products. This means that one GPF can contain many end-products.
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1.1.2 Production processes

The production processes within MSD AH can be split up into two major categories: biological
and pharmaceutical. Although some steps within these two categories are identical, the differ-
ence lies with the active ingredient that is used in the produced product. For the pharmaceutical
production, active pharmaceutical ingredients (API) are used, which usually consist of small
molecules. In case of MSD AH, these APIs are mainly procured from external suppliers. For
the biological process, the active ingredients are antigens that consist of larger molecules, which
are produced in-house at the biological sites.

A couple of general production units can be identified to produce a vaccine or medicine for
animals. At MSD AH, the production process is separated into five units: antigen (AG)
production, blending, filling, packaging and shipping. Figure 1.1 shows the production units in
a flowchart. In case the pharmaceutical process is considered, the process starts with blending
instead of the production of an AG. The production units are now discussed separately.

Figure 1.1: General biological production process

AG production: For biological products, the production process starts with the production of
antigens. In general, the process involves growing and harvesting the required antigen from an
initially small amount of cells or bacteria. Depending on the eventual state of the used active
ingredient, living or inactivated, different production methods are used in the AG production
unit.

When living material is used, the antigen is produced by a production method called Tissue
Culture. This method uses small bottles that turn, in which the growing phase takes place.
The bottles contain a culture of cells and medium, a feeding source for the cells. The cells are
parasitized by modified viruses such that the viruses can reproduce. The growing process stops
when a predetermined concentration is reached.

In case the active ingredient in the product is inactivated, the AG production is performed
in several tanks that differ in size. The growing process starts with a small number of cells
or bacteria in a relatively small tank with medium. During the growing process, the culture
gains in size and is transferred to bigger tanks at the appropriate time until the growing process
reaches a predetermined threshold. The bacteria in the tank are then harvested, inactivated
and flow through downstream processing.

Blending: During the blending step, the active ingredients, either APIs or AGs, are blended
with the remaining materials specified on the bill-of-material (BOM). The product that is
created during this production phase is called bulk.

Filling: The produced bulk almost immediately has to be filled into for instance vials or any
other primary packaging, which is done during the filling phase. Generally, this phase includes
the steps of filling the bulk into primary packaging and capping the primary packaging in order
to close the product. However, when the produced product uses living active ingredients, the
products which are now contained in vials, have to be freeze dried. Freeze drying removes all
the liquid from the filled product, such that only a so called ’cookie’ remains in the vial. The
filled product is called FPU.

Packaging and Shipping: Firstly, the FPUs receive a product label containing information
regarding the product. Then the products can be packed into their final package. The packaging
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materials that are used are for instance the boxes in which the vials are presented and the
leaflet containing the medical information related to the product. Once the packaging step is
performed, the products are called FPP. The FPP is the presentation how the end-customers
buy the products from MSD AH. After the FPP is created, the goods are shipped to the ComOps
who supply the end-customers.

The described production process depicted in Figure 1.1 provides a high-level overview of
the production process. Within each production step there are a lot of variations based on
different routes through the process, different production settings such as required temperature
or pressure, or it might be that the end-products are tablets instead of vials requiring a different
way of filling and packaging.

Quality inspection: Besides the above described production phases, Figure 1.1 also shows the
letter ’Q’ three times. This refers to the quality inspection that has to be performed. During
the quality inspection, the created batch of products is inspected whether it complies with very
highly regulated requirements defined for the specific product.

Controlled stock points: Within the production process, four controlled stock points can be
identified: stock of raw materials, AG stock, FPU stock and FPP stock at the ComOps. The
raw material stock also includes the packaging materials. It is important to note that there is no
stock of bulk, as the bulk usually immediately has to be filled creating the FPU. Furthermore,
there is no controlled stock point of FPP between the packaging and shipping step within the
process. This means that once blending or packaging has started, without storing the products,
the products flow to the successive production step.

On average the total E2E lead time is long. This starts at the arrival of the raw materials
until the FPP is sold to the end-customer. In order to meet the required lead times of the
end-customer, the entire process is a Make-to-Stock environment.

1.2 Problem statement

1.2.1 Business case

A production planning is typically created in a hierarchical structure, respectively the long-
term, mid-term and short-term planning (Anthony, 1965). In a hierarchical planning, output
generated and decisions made on the higher levels are transferred into planning activities on
lower levels as constraints. The deeper in the hierarchy, the smaller the planning horizon and
the more detailed the required information becomes (Hax and Meal, 1975).

In Figure 1.2, the APP is positioned against other planning activities on the mid-term produc-
tion planning level. Currently, MSD AH does not have a specific aggregated production planning
step. The decisions usually made on the APP level follow at MSD AH from the created master
production schedule (MPS) and material requirement planning (MRP) run, instead of the other
way around.

By determining the mid-term production planning mostly on the output of the MPS and
MRP steps, MSD faces a couple of challenges. The first challenge arises due to the violation
of the assumptions underlying a MRP calculation. MRP assumes infinite capacity and a
deterministic environment. However, within the biopharmaceutical production process of MSD
these assumptions are not realistic. Violating the assumptions could lead to infeasible plannings
regarding production capacity, lack of coherence between plannings of different production units
and a nervous production planning (Moalla et al., 2007).

The translation of the infeasible production plan into a feasible production planning per produc-
tion unit directly influences the supply of more downstream production units in the process. It
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Figure 1.2: Hierarchy of production planning decisions, modified from (Nahmias, 2009)

might even be the case that the production planning of the downstream unit has to be adjusted,
because the upstream unit simply cannot fulfill the required demand. This leads to sub-optimal
production planning per production unit and thereby within the supply chain as a whole.

To illustrate how many orders are adjusted by the production planners, it is investigated how
many production orders in 2016 are scheduled against the initial planned orders. It is found that
73% of the production orders is not performed according to plan (47,836 orders on a total of
65,483 orders in 2016). Translating the infeasible production planning into a feasible planning is
based on expert knowledge. Besides the reliance on expert knowledge in creating the production
planning, there is not one general planning philosophy within MSD AH. This means that the
planning departments within MSD AH might focus for example on different planning horizons
and acting differently when responding to the same situation.

1.2.2 Opportunities for an aggregate production planning

A good APP is able to balance the available capacity and the demand in a production planning.
Therefore, instead of producing a sub-optimal production planning per production unit, the
APP should create an optimal production planning for the entire production process. This
optimal APP supports MSD AH in reducing the total E2E lead time, because unnecessary
waiting times due to sub-optimal connections between production units are reduced. Currently,
the produced products wait on average 72% of the E2E lead time at the controlled stock points.
Related with this E2E lead time reduction, the inventories can be reduced.

This is also in line with the ambition of senior management to reduce the investment in work-
in-capital. However, in line with a reduction of inventory, a well constructed APP is essential
to achieve a high delivery performance. Furthermore, to address the room for improvement
regarding the planning philosophy, the knowledge gained from this study should provide MSD
AH with a first insight in how to plan at the aggregate production planning level.

Currently, a supply chain wide project is initiated within MSD AH, called Agility. The objective
of Agility is to build a cost competitive, lean and agile compliant supply chain that is aligned
with the commercial strategies of MSD AH. To achieve this objective, MSD AH developed
a work-stream within the Agility project to focus on excellence in planning systems. The
conclusions that follow from this master thesis project can be seen as input for the discussed
work-stream and try to cover a small part of the questions related with planning excellence.
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1.3 Scope

We now introduce the scope of the project that is used as input to model and analyze the
APP for a biopharmaceutical company. We start with describing the in scope production
process, followed by a discussion of the planning concepts of which the influence on the APP
is determined. Then the constraints and uncertainties experienced by the process are described
that cause the violation of the assumptions discussed in previous section. Lastly, the scoping
focuses on how the performance of the created APP is determined.

1.3.1 Process and products families

The in scope production process of MSD AH is a biological production process (see Sec-
tion 1.1.2). More specifically, the production process in scope is the process including two
specific freeze dryers (FDs) at the Boxmeer production site. Currently, these FDs have a very
high utilization. As already argued before in line with (Nahmias, 2009), on the aggregate
planning level the available capacity is balanced with the forecasted demand. Therefore, it
is a good starting point to focus at a highly utilized workstation. Following from the scoping
decision made regarding the production process including the specific FDs, the number of GPFs
is reduced from more than 500 to 26 families.

1.3.2 Planning concepts

MSD AH is particularly interested in the question: how should we plan on the mid-term level?
Therefore, the influence of the following planning concepts on the APP are assessed in this
project.

Planning horizon: In this project, the planning horizon determines how much of the forecasted
demand is used to determine the optimal aggregate production planning.

Freeze period: The freeze period determines how much time upfront the production planning
is fixed and will not respond to fluctuations in demand.

To determine what settings of the planning concepts are to be included in the optimal aggregate
production planning, the performance of the model is evaluated for each decision in line with
the performance indicators explained in Section 1.3.4.

1.3.3 Constraints and uncertainties

As argued before, the biopharmaceutical production process of MSD AH experiences constraints
and uncertainties. The following constraints and uncertainties are included in this project.

Limited capacity: The optimal APP following from the model needs to be feasible. The
feasibility of the production planning relates to creating an APP that respects the limited
available capacity. To investigate what benefits could be achieved by looking at the production
system as a whole, the relations between demand of higher levels and capacity on lower levels
should be taken into account. This leads to an optimal and feasible APP for the whole in scope
production process.

Fixed batch sizes: Besides including the limited capacity as constraint, also the fixed batch
sizes are included as constraint in the model. MSD AH has to declare in which batch sizes
the products can be produced such that the outcome of the production process is validated.
Respecting these constraints and including them in the model following from this project,
increases the practical validity of the model.

Time-dependent stochastic demand: Directly related with the planning horizon is the
uncertainty of time-dependent demand. Although no seasonal pattern is observed, forecasted
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demand is never static. To incorporate this in the solution of the aggregate production planning,
the demand experienced by the model is made time-dependent and stochastic.

Random yield: Yield indicates how much percent of the quantity on a production order is
actually produced. Figure B.1 in Appendix B.1 shows the production yields of all production
units within the biological production process in the period January 2015–October 2016 for the
in scope GPFs. Because the APP balances capacity and demand, the APP should consider the
variability in the yield as it can be observed that the yield is rarely static and equal to 100%.

1.3.4 Performance of the system

The model calculates an optimal APP by solving a DP problem while coping with constraints
and uncertainties. However, to be able to assess whether the constructed model solves the
planning problem optimally, the performance indicators of the system have to be defined. The
performance of the system is calculated based on the total holding and penalty costs derived
from the solution of the model. This assessment enables the model to search for an as low as
possible inventory level against minimal shortage costs.

1.4 Research goal

From the problem statement in Section 1.2, the following research goal was defined:

Construct an optimal aggregate production plan that incorporates all production units
within the production process in one planning activity against minimal holding and penalty
costs while coping with time-dependent stochastic demand, limited capacity, fixed
batch sizes and random yield for the in scope products to assess the value of the planning
horizon and the value of the freeze period.

To achieve the proposed research goal, the created APP should be optimal regarding the
holding and penalty costs. This means that the holding costs and penalty cost for shortage
following from the APP are minimized while respecting the limited capacity and fixed batch
size. Furthermore, to create a feasible APP for the whole of the supply chain, all production
units within the production process are included in one planning activity while taking into
account the random yields per production unit. Lastly, the optimal APP should enable us to
assess the value of the length of the planning horizon and freeze period.

1.5 Research questions

In line with the problem statement and the research goal, the main research question and
related sub-questions are defined. The practical part of the project focuses on providing
MSD AH insight in what the value is of different planning concepts at the aggregate planning
level. The theoretical part of the project focuses on combining existing literature on how to
cope with several (stochastic) influences incorporated in one analytic model in the context of
biopharmaceutical manufacturing. Therefore, the following research question is constructed:

What is the optimal aggregate production planning while coping with time-dependent
stochastic demand, limited capacity, fixed batch size and random yield?

In order to answer the research question, the following sub-questions are defined.

1. What type of modeling is the best fit to analytically model a biopharmaceutical production
process under influence of time-dependent stochastic demand, limited capacity, fixed batch
size and random yield?
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2. How can the analytic model be designed to incorporate the time-dependent stochastic
demand, limited capacity, fixed batch sizes and random yield?

3. What is the optimal aggregate production planning for the in scope production process
and products?

4. What is the sensitivity of the system performance for different planning concepts (i.e.
planning horizon and freeze period)?

5. What recommendations can be presented to MSD AH resulting from the sensitivity
analysis?

6. What structural behavior can be observed of the optimal APP?

1.6 Methodology

The research questions constructed in previous section are structured according to the design
theory in the reflective cycle developed by Van Aken (1994) and Van Strien (1997), shown in
Figure 1.3. This is an applicable approach, because the aimed knowledge derived by answering
the research questions is created by developing a design. The reflective cycle is considered to
be a key element in generating design knowledge (Heusinkveld and Reijers, 2009). The goal of
the reflective cycle is determining generally applicable design knowledge. This general design
knowledge is derived from knowledge gained from solving a specifically selected case by going
through the regulative cycle.

Figure 1.3: Reflective cycle (Van Aken, 1994; Van Strien, 1997)

The selected case is the biopharmaceutical company MSD AH, as described in Section 1.1.
Continuing with the selected case, Section 1.2 summarized the problem diagnosis and the
problem selection from the regulative cycle. The problem selection step is finalized in Section 1.3
by describing the project scope.

The insights gained by answering sub-question 1 and 2 capture the design step of the regulative
cycle. To answer sub-question 1, current literature is investigated to see which state-of-the-art
mathematical models and modeling techniques are used to analyze the behavior of the selected
case. The knowledge gained by the literature review serves as input for the design of the
conceptual model. The APP problem is modeled as a stochastic DP incorporating all described
uncertainties and constraints that influence the in scope and answers sub-question 2.

In the implementation step, the formulated DP model is solved through backward induction
for the selected case of MSD AH creating the optimal APP. After finding the optimal APP,
the sensitivity of the optimal APP is assessed. The output of the sensitivity analysis provides
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us with the results required to answer sub-question 4, finalizing the evaluation step and the
regulative cycle as a whole. Sub-question 5 is also based on the evaluation step and provides
recommendations for MSD AH about the planning concepts deciding how to plan on the
aggregate production planning level.

The reflection step in the reflective cycle assesses if the case specific design knowledge gained by
completing the regulative cycle is generally applicable. To reflect the case specific knowledge,
a structural analysis is performed showing the behavior of the optimal solution under defined
settings. From this we aimed at generating general applicable design knowledge contributing
to existing literature and answering sub-question 6.

1.7 Report outline

The thesis is also structured around the previously described reflective cycle. Chapter 2 provides
a review of current literature regarding research performed on production planning with a
freeze period and research performed on inventory models with supply uncertainty due to
uncertain yield. The review describes a gap in current literature that is addressed in this
project. Chapter 3 formulates the conceptual models that are designed to solve the APP
problem optimally for the MSD AH case. The results obtained by implementing the model
are described in Chapter 4. Chapter 4 also evaluates the sensitivity of the obtained optimal
solution for the defined planning concepts. In order to generalize the results from the numerical
analysis, Chapter 5 shows an analysis of the structural behavior. Lastly, Chapter 6 concludes
the research by answering the research questions and providing recommendations.
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Chapter 2

Literature review

This chapter presents an overview of current literature focusing on the incorporated uncertain-
ties and production planning concepts in the APP model. First, a review of literature focusing
on the influence of the freeze period is given. This is followed by an investigation into current
research that is performed in the field of production planning under influence of random yield.
To conclude the chapter, this master thesis is positioned against the gap observed in current
literature.

2.1 Freeze period

In supply chains, like the biopharmaceutical production process of MSD AH, a phenomenon
called nervousness can be experienced. Nervousness can emerge when a production planning is
updated based on new information that becomes available by a rolling horizon. The changes
caused by the new information will propagate through the supply chain and cause the production
planning to respond to the new information (Blackburn et al., 1986; Galasso et al., 2008).

There are a couple of remedies for nervousness described in existing literature, for instance
differentiating between lot-sizing rules for different levels of the BOM (Vollmann et al., 1992)
or including a frozen interval of the production planning. The frozen interval can be expressed
in two ways, namely the order-based and the period-based method (Yeung et al., 1998). The
order-based method freezes a certain number of orders equal to a fixed level. The period-based
method freezes all orders within the length of the freeze period. We continue our investigation
on the period-based method, because the model created in this project solves the problems
faced on the APP level.

In current literature, the effect of a freeze period is extensively studied for the MPS level
of production planning. According to Blackburn et al. (1986), including a freeze period will
obviously eliminate the nervous behavior of the system within that period, however it is also not
possible to benefit from the new information. In other words, the interesting trade-off arising
from the inclusion of a freeze period concerns the cost of altering the production planning
against the price of flexibility.

In their article, Sridharan et al. (1987) found that in a MPS with a single-product under
deterministic demand, freezing more than 50% of the planning horizon greatly increased the
operating costs. To assess the effect of the freeze period, the authors conducted a simulation
experiment with various lengths of the freeze period. In the simulation experiment, a rolling
horizon was included and for each planning horizon the Wagner-Within algorithm was used to
determine the lot-sizes. In line with their finding, other studies show that the length of the
freeze period has a significant influence on the described trade-off, especially when uncertainty
in demand increases. This means that the holding and penalty costs increase with the length
of the freeze period (Sridharan and Berry, 1990; Zhao and Lee, 1993; Zhao et al., 2001).

A more recent article also studied the influence of the freeze period through a simulation
experiment in a two-station system representing a manufacturer and a vendor. In their article
Sahin et al. (2008) use an ANOVA to gain insight in the results obtained through the simulation
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experiments, the authors conclude that in setting the length of the freeze period again a trade-
off that needs to be assessed. This trade-off includes the flexibility of the manufacturer which
reduces with the length of the freeze period resulting in high operating costs. On the other
hand, a longer freeze period stabilizes the production planning of the vendor, resulting in lower
operating costs.

The effect of a freeze period on the performance in combination with limited capacity is studied
by Xie et al. (2003). The study assessed the effect based on a statistical analysis performed on
the results obtained by a simulation. The performance of the system is evaluated through the
sum of the production, holding and penalty costs, schedule instability and service level. The
service level is measured by the ratio between the total planned production orders to satisfy
demand respecting the limited capacity and the total demand arriving at the system. The
authors found that when the capacity is highly limited, the lowest penalty cost, i.e. the highest
service level, is obtained when a large portion of the planning horizon is fixed. However, the
low penalty costs did not compensate for the high inventory cost resulting from not allowing
the production quantities to be updated according to new demand information. Therefore, the
lowest total cost when capacity is highly limited and demand is uncertain is obtained when
no freeze period is included. This obviously resulted in a poor performance on the stability
measure.

The review by Sahin et al. (2013) focused on current literature of planning activities in supply
chains. The review divides the existing studies based on the incorporation of deterministic or
stochastic demand and also put emphasis on the studied effect of the freeze period. The authors
state that although a large number of studies have focused on the planning of supply chains, the
practical application to real world problems still provides a large gap to gain insight in managing
a stable production planning without incurring high costs due to the reduction of flexibility.
This statement is underlined by Pujawan and Smart (2012). They state that the influence of
stabilizing measures such as the freeze period, are extensively researched analytically or through
simulation, but little empirical research has been done.

To answer the research questions stated in section 1.5, a sensitivity analysis of the optimal
solution from the APP is performed with respect to different settings for the length of the freeze
period. Although the influence of the freeze period is already extensively studied, interesting
managerial insights can be obtained by quantifying the effect of the freeze period on the holding
and penalty cost from the application of the APP problem for a biopharmaceutical production
process.

2.2 Yield uncertainty

Given the setting of the APP problem defined in Chapter 1, namely the inclusion of holding and
penalty cost to determine the performance of the system and existence of stochastic demand, the
model will behave according to a base-stock policy known from inventory problems. In a classical
inventory system of a single product in a single period, demand D is random with probability
density function (pdf) f(x) and cumulative density function (cdf) F (x). The objective is to
determine the amount to be ordered/produced, denoted by Q, such that the expected costs
are minimized. The involved costs are overage cost co and underage cost cu, for overestimating
demand (Q > D) and underestimating demand (Q < D) respectively. In such a system, the
optimal order quantity Q∗ can be determined by solving the newsvendor problem. By solving
the newsvendor problem, one obtains the critical fractile which first appeared in literature in
Arrow et al. (1951). The critical fractile balances the overage and underage cost and at the
optimal solution, the probability of no stockouts (P (D ≤ Q) = F (Q∗)) should be equal to the
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critical fractile. So to determine the optimal quantity the following equation has to be solved:

Q∗ = F−1
(

cu
cu + co

)
(2.1)

This classical inventory system is extensively reported and studied in literature. Graves (1988)
presents an early extensive survey of the literature regarding the inventory problems applied to
manufacturing systems. The classical inventory model is studied in various settings as shown in
the review by Qin et al. (2011), for instance by incorporating marketing effort, adjustable selling
prices and different risk aversion techniques. In Khouja (1999), eleven extensions of the classical
newsvendor problem and their related literature are discussed. One of these extensions is of
particular interest for this master thesis project, namely the incorporation of yield uncertainty.

When random yield is included into the analysis, the fixed order quantity from the classical
inventory models becomes a random variable. In other words, it is uncertain what the re-
plenishment quantity will be. In Yano and Lee (1995), five different approaches of modeling
yield uncertainty are described of which stochastically proportional yield is applicable to our
study. This means that the yield rate (fraction of good units) follows a specified distribution.
The quantity of good products produced is the multiplication of the realized yield rate and
the production quantity. Hence stochastically proportional yield is also referred to in literature
as the multiplicative error case (Rekik et al., 2007). The literature on yield uncertainty can
be divided into two main categories: single-period systems and multi-period systems. Both
categories are explained in the following part.

2.2.1 Single-period systems

In single-period systems, the problems solving for the production volume/order quantity only
take one period into account. After this period, the remaining inventory is for instance salvaged
against a certain value. The computational effort of a single-period is usually lower than in a
multi-period problem, because the sequential influence of decisions do not have to be considered.

The first time the single period model with random yield and stochastic demand was analyzed
in Karlin (1958). The article considered a period review model where the ordering quantity
was fixed. The decision therefore reduced to either order with a random result or do not order
at all. In contrast to Karlin (1958), Noori and Keller (1986) and Ehrhardt and Taube (1987)
found an analytical expression of the optimal order quantity for the uniformly and exponentially
distributed demand. These results are generalized in Henig and Gerchak (1990).

In Henig and Gerchak (1990), the authors prove that for the single period with random yield
and stochastic demand, the critical order point plays the same role as in the certain yield case.
The critical order point is derived from the classical newsvendor model from Equation 2.1. This
holds that if it is optimal to place an order in the certain yield case, it is also optimal to place
an order in the uncertain yield case. However, in the classical inventory problems with certain
yield, the order amount is used to increase the inventory amount to exactly the critical order
point. When yield is uncertain, this is not the case. Through the first order derivative, Henig
and Gerchak (1990) proved that Q(I) ≥ (S − I), i.e. the optimal order quantity is decreasing
in the amount of inventory and is greater or equal to the difference between the critical order
point S and the current inventory amount I when the yield rate is limited between zero and
one.

Solving an inventory model with uncertain yield and random demand for the optimal order
quantity remains a difficult task (Henig and Gerchak, 1990). Therefore research also investigated
solving the problem via more simple heuristics (e.g. (Bollopragada and Morton, 1999) and
(Rekik et al., 2007)). Although these heuristics provide a relative easy to calculate approxi-
mation, they assume that the optimal order quantity under yield uncertainty is linear in the
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inventory amount. Inderfurth (2004) and Käki et al. (2015) show that this assumption is easily
violated and the solutions produced by the heuristics can deviate considerably from the optimal
production quantity.

The goal of this research is to determine an optimal APP for the supply chain as a whole in
one planning activity, see section 1.4. This requires the problem to include multiple stations.
In Lee and Yano (1988), a multi-station serial production system under determistic demand
and stochastically proportional yield is analyzed in a single-period setting through a DP model.
The studied problem was to determine the optimal production quantity at each station in the
serial system, knowing that a deterministic demand arrived at the final station. The authors
proved that for the studied system there exists a critical number Si that represents the optimal
production volume u∗i at station i for all stations within the serial system.

As each station in the serial system could only produce as much as the good output of the
preceding station, denoted by yi−1, it is either optimal to produce Si or when the output of the
preceding station is not sufficient, produce as much as possible. The random variable yi−1 is
a function the uncertain yield rate and the production volume at station i − 11. For different
settings of the single-period, multi-station problem with yield uncertainty, highly similar results
have been found (e.g. (Hwang and Singh, 1998), (Kogan and Lou, 2003) and (Papachristos
and Katsaros, 2008)). The results presented in the literature focusing on single-period models
incorporating yield uncertainty are used to gain insight in the behavior of the modeled case of
MSD AH. Furthermore, we adopt the modeling technique of Lee and Yano (1988) as discussed
in Chapter 3. Section 2.4 describes in more detail the contribution of this project to current
literature on production planning under yield uncertainty.

2.2.2 Multi-period systems

So far, the discussion focused on single period problems. However, this project focuses on
creating an APP for various settings of planning horizons. Therefore it is important to capture
the sequential relation of the order quantity decision. This requires to model the problem as a
multi-period system. The amount of literature including multiple periods with yield uncertainty
is substantially smaller than the single-period literature, especially when focusing on finite
horizon problems. The complexity of the studied problems increases due to taking into account
the sequential relationship of order quantities. Studies focusing on infinte horizon problems are
excluded from this review, because in order to assess the planning concepts defined in section
1.3.2, the solution of the model should be finite.

The multi-period problem with yield uncertainty is studied in Mazzola et al. (1987). The
problem incorporates deterministic demand and a yield rate following a discrete distribution.
The authors solve the problem optimally, through a dynamic programming algorithm, however,
only when the yield rate is assumed to follow a binomial distribution. In Henig and Gerchak
(1990), the multi-period problem is also modeled as a dynamic programming problem. Under
independent and identically distributed (i.i.d.) demand and stochastic proportional yields, they
showed again the existence of a critical order point per period. This order point is denoted by
St for period t. The authors proved that it is only optimal to order when the inventory amout
I is below the critical order point St. Furthermore, the article proves that the optimal order
quantity is decreasing in the inventory amount and that the order quantity is greater than or
equal to the optimal order quantity in the case of no yield uncertainty. From this finding, Yano
and Lee (1995) derived that it could be beneficial to produce further ahead in the random yield
case compared to problems without random yield due to diversification over time.

1Originally in the article, the index indicating a station increased when moving away from the end station.
However, for consistency in line with Chapter 3, we reversed the index of the stations
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The analysis of Henig and Gerchak (1990) is applied only to a multi-period system including
one station. As argued before, to obtain the research goal and answer the research questions,
the model should solve the APP problem for the supply chain as a whole in one planning
activity. This requires to model the problem as a multi-period, multi-station system with
yield uncertainty. According to Hwang and Singh (1998), the analysis of a multi-period, multi-
station uncertain yield problem is enourmously complex and is unlikely to produce a structurally
simple policy. This is underlined by Tang (1990). In his article, Tang investigated the optimal
production quantity problem in a multi-period, multi-station setting by approximating the
quantity with an simple production rule.

A multi-period, multi-product system with stochastic time-dependent demand and random yield
is analyzed by Han et al. (2012). Their model consists of two major step, namely a production
step and an allocation step. In the production step, a production input quantity Q is inserted
in the system and a random amount based on the yield uncertainty is put to stock. In the
allocation step, consisting of T periods with time-varying demand, the produced products are
used to supply demand. Because of the yield uncertainty, the exact amount of available products
is unknown and therefore, the authors allow the model to fulfill demand also through downward
substitution. The formulated dynamic programming model is used to determine the optimal
production input quantity Q to maximize the total profit.

In Zanjani et al. (2010a) a real world multi-period, multi-station problem facing yield uncer-
tainty is solved through a robust optimization model. The authors found that a more robust
production planning regarding the desired service level is obtained through robust optimization
compared with stochastic programming. However, the robust optimization did not consider
uncertain demand. Zanjani et al. (2010b) study the multi-period, multi-station problem facing
demand and yield uncertainty as multi-stage stochastic programming problem. The authors
combine the information on the yield and demand uncertainty into a hybrid decision tree used
in the stochastic programming. The constructed model is applied to the same real world problem
to assess which model generates the lowest expected costs, multi-period or sinlge-period model.
Their results show that although it requires more computational effort, the multi-period model
outperforms the single-period problem. The need for analyzing the multi-station model with
yield uncertainty in a multi-period setting is also stressed by Schmitt and Snyder (2012). The
investigated problem included the selection of multiple suppliers facing supply issues caused
by yield uncertainty and supply disruption. The authors argue that mitigating against the
possible risks of not being able to supply demand, due to the uncertainty in supply, through a
single-period approach, underestimates the risks and produces sub-optimal solutions.

In their article on multi-period, multi-station systems with random yield, Ben-Zvi and Grosfeld-
Nir (2007) state that the current literature on such systems is still limited. Our study differs
in contrast to the limited existing literature in two ways. First, the created model provides
an optimal solution for the production quantity per station when including multiple periods, a
serial system with multiple stations that faces both demand and yield uncertainty. Second, the
model is applied to the biopharmaceutical industry providing practical insights and relevance
to the solutions obtained.

2.3 Production planning in the biopharmaceutical context

Lastly, the literature review focuses on the existing literature regarding Operations Research
(OR) in the context of the pharmaceutical industry. In the survey by Shah (2004), the emerging
challenges faced by the pharmaceutical industry are given. In the past the industry was
characterized by a high R&D productivity protected by a long patent live. This created a
technological barrier for competitors and thereby a relative low price sensitivity. The strategy
following from these characteristics was to exploit the price inelasticity ensuring high margins,
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enabling high investments in R&D (approximately 25% of sales). However, these circumstances
are changing. The R&D productivity measured in new registered drugs is declining, the patent
lives are shortening and the market is becoming more and more critical towards the cost of the
treatments.

These economical challenges give rise to the need for robust and efficient production processes
and the control of those processes (Tan and Shirwaiker, 2012; Rogers and Ierapetritou, 2015). In
their book, Friedli et al. (2013) display numerous examples of pharmaceutical company projects
applying to the field of operational excellence indicating the cultural shift at pharmaceutical
companies towards becoming lean organizations. This cultural shift started to gain momentum
in the first decade of this century (Friedli et al., 2013).

According to the recent review by Narayana et al. (2014) of studies on the pharmaceutical supply
chain, most OR studies in this field cover short-term or long-term production planning problems.
The surveys by Shah (2005) and Papageorgiou (2009) also show that a vast amount of operation
research related studies within the process industry or more specifically the pharmaceutical
industry, focus on the long-term planning level. In these studies a frequently studied problem
is the integrated coordination of introducing a new product under the risk of failing the clinical
trials. The faced trade-off includes the disposal of build-up inventories when the trails fail versus
the production efficiency. These problems are mostly solved through the formulation of a mixed
integer linear programming (MILP) model (Papageorgiou et al., 2001; Levis and Papageorgiou,
2004; Sundaramoorthy and Karimi, 2004; Fleischhacker and Zhao, 2011).

Only limited studies are conducted on the mid-term production planning problems for the
biopharmaceutical industry (Vieira et al., 2015). The limited mid-term planning studies focus
largely on the campaign planning and scheduling problem. In the performed studies, the
problems are formulated as MILP with the objective to minimize costs or maximize profit in a
completely deterministic environment (e.g. (Lakhdar et al., 2005; Kabra et al., 2013; Leachman
et al., 2014)). Although the studied subject differs from the campaign planning problems,
the research performed by Amaro and Barbosa-Póvoa (2008), incorporation of reverse flow
of products, and Liu et al. (2014), incorporated production and maintenance planning, again
investigate the pharmaceutical mid-term production planning problem through the formulation
of a MILP with no stochastic influences.

In Chapter 1 we argued that the biopharmaceutical industry experiences a large amount of
stochastic influences, e.g. demand and yield uncertainty. The previously cited articles on mid-
term planning problems all stated that investigating the problem under stochastic influences
would be a good contribution to future research. This was also recognized in the follow up studies
by Lakhdar et al. (2006) and Lakhdar and Papageorgiou (2008). The studies incorporated
uncertainties in the titter which was modeled respectively through a chance constrained program
and a two-stage stochastic program.

The research performed on the mid-term planning problem by Uthayakumar and Priyan (2013)
and Priyan and Uthayakumar (2014) both model (respectively through the formulation of a
Lagrangian multiplier and a Fuzzy stochastic model) a two-echelon supply chain consisting of
a pharmaceutical company and a hospital. The objective is to determine the optimal lot size,
lead time and total number of deliveries to the hospital in order to minimize the total supply
chain costs and maximize the service level while the modeled system experiences demand, yield
and lead time uncertainties. A highly similar case is studied in Kelle et al. (2012) through a
simulation study.

Although these studies incorporated stochastic influences relevant for the biopharmaceutical
industry, they analyzed the production planning problems assuming an infinite horizon. This
is of course beneficial for the computational effort. However, it is more difficult to generate
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managerial insights from the obtained solutions. In their recent review by Grossmann et al.
(2016) on the recent advances of modeling uncertainty in the process industry, the authors argue
that for non-experts of optimization models, the difficulty to understand the findings proposes
a major challenge.

From the brief review on available (bio-)pharmaceutical research on mid-term production plan-
ning problems, the following gap is observed. There are limited studies in the described field
that incorporate the stochastic influences experienced by the biopharmaceutical industry. In
our project we address this gap by solving the APP problem optimally applied on the MSD
AH case experiencing all uncertainties and constraints described in Section 1.3. The insights
obtained from solving the MSD AH case are generalized through a structural analysis.

2.4 Contribution to current literature

The brief literature review on research performed on production planning problems including
a freeze period, showed that the influence of a freeze period is already extensively studied.
However, we apply the freeze period to the biopharmaceutical production process of MSD AH
and assess how the optimal APP changes for different lengths of the freeze period. Thereby,
the contribution of this research to current literature on freeze periods is the practical insights
gained by the applied problem from the MSD AH business case.

In the second part of this chapter, the review focused on existing literature on inventory models
including yield uncertainty. It is found that literature on the multi-period, mutli-station yield
uncertainty problems is limited. In this project, the multi-period, multi-station APP under
both yield and demand uncertainty is solved optimally. Moreover, the behavior of the optimal
policy is analyzed under various settings of the length of the planning horizon and the freeze
period. The structural analysis of the behavior of the system combines the findings from Henig
and Gerchak (1990) and Lee and Yano (1988) regarding the existence of the critical order point
and extent their findings to a multi-period, multi-station system.

Lastly, the findings from the project contribute to the limited studies available on the mid-term
production planning problems for the biopharmaceutical industry. Our project contributes to
this field by incorporating stochasticity, obtaining an optimal solution for an applied problem
and generalizing the findings through a structural analysis.
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Chapter 3

Conceptual model

This chapter describes the formulation of the conceptual model. First the basic APP model
is formulated. Second, the basic APP model is extended with a freeze period. The chapter
concludes with extending the basic APP model to incorporate various lengths of the planning
horizion. The definition and notations used to describe the DP model are based on Bertsekas
(2005) and Puterman (1994).

3.1 Model formulation

The MSD AH problem in this master thesis project, is formulated as a DP problem. In achieving
the research goal from section 1.4, it is found in current literature that a multi-period, multi-
station problem can be modeled as a DP problem. A DP is able to take into account the
sequential behavior of decisions and provide an optimal solution. Furthermore, when the APP
problem is formulated as a DP, it is possible to solve the problem for different settings of the
planning concepts.

In Bellman (1957), the author presented DP as a new method to solve the sequential decision
problem optimally based on the Bellman principle of optimality. The principle of Bellman
states that when the decision maker knows the future optimal decisions, he is able to determine
the current optimal decision based on the pair of the immediate cost resulting from the current
decision plus the incurred cost of the future optimal decisions. The optimal decisions are then
determined recursively for each period in the problem until the current period is solved.

The section continues by introducing the elements of the DP formulation.

Decision epochs (t): the stage of the system indicates the beginning of a decision epoch,
i.e. the moment at which a decision about the production volume has to be made. The
problem is therefore a discrete time problem divided into T equal periods such that T = {t :
0, 1, ..., T −1, T}. Stage T indicates the end of the planning horizon and T −1 indicates the last
epoch at which a decision is made. In the remainder of the thesis, the terms decision epoch,
period and stage are used interchangeably.

Stations (i): The multi-station model includes n+1 stations representing the different produc-
tion units the products flow through. The stations are indicated by index i which is an element
of set I = {i : 0, 1, 2, ..., n}. Set I is an ordered set such that i is always succeeded by i+ 1. In
the remainder of this thesis, when referring to intermediate stations, all stations i where i 6= n
are addressed. Station n is also addressed as the final station. Between each station, a stock
point exists.

State ((s0t, s1t, ..., snt)): The state space of the system is defined as S ≡ S0 × S1 × ... × Sn
where Si ∈ R for all i ∈ I. The state sit ∈ Si represents the amount of inventory at station i
at decision epoch t ∈ T . The model created to solve the APP problem looks at one aggregated
product per station within the production process. Therefore, it is not required to index the
states for different products, hence only indices t and i are used. If sit ≤ 0, back orders occur
at station i. Furthermore, as the state s0t represents the stock point of raw materials which is
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assumed to be ample, we omit s0t in the remainder of the thesis in the state description. Hence,
the state is described by (s1t, ..., snt) with state space S ≡ S1 × ...× Sn.

Action ((u0t, ..., un−1,t)): The action space is defined as U ≡ U0×...×Un−1. The action uit ∈ Ui

represents the planned number of units to be produced at station i = {0, 1, ..., n− 1} following
from the decision made at the beginning of decision epoch t = {0, 1, ...T − 1}. This planned
production quantity is put at the stock point before station i + 1 just before transitioning to
epoch t+ 1.

Figure 3.1 shows the relation between the production quantities and the stock points for
clarification.

s0t s1t ... snt
u0t u1t un−1,t

Figure 3.1: Representation of production quantities uit and stock points sit

3.1.1 Constraints, uncertainties and assumptions

To represent the biopharmaceutical production process of MSD AH, the constraints and uncer-
tainties introduced in section 1.3 are translated into mathematical representations. Besides the
constraints and uncertainties from section 1.3, some modeling assumptions are made, which are
also described here.

Discount factor (γ): To show the present value of future costs, the future costs need to be
discounted. As the investments in inventory are usually costly, it is important to discount. The
discounting factor is fixed over time and indicated by γ, such that 0 ≤ γ ≤ 1. This means that
future costs are less important than costs at the current time.

Requirement dependencies (θi): The products produced in the production process of MSD
AH cannot always be expressed in the same unit-of-measure (UoM). For instance, when the
production process is started with producing AG, the quantities are expressed in liters, whereas
the FPU is expressed in number of vials (VL). To enable the model to incorporate this transition
of entities, the requirement dependency θi is introduced. This requirement dependency should
be considered as follows: in order to produce one unit at station i, θ units from stock point i
are required. It is assumed that θi is a fixed quantity and θi > 0. This requirement dependency
is defined for all i = {0, 1, ..., n− 1}.

Fixed batch sizes (bi): MSD AH has to register in what batch sizes the products are produced,
because of the high regulations within the biopharmaceutical industry. As the constructed model
looks at an aggregated product, one fixed batch size per station is set. The batch size allowed
at station i is represented by bi for all i = {0, 1, ..., n− 1}, which is expressed in the same UoM
as the product produced at station i. In order to enable the model to produce more than one
batch per station, the action space is obtained by enumerating an integer multiplication of the
fixed batch size bi. This truncates the action space of uit, such that:

Ui = {uit : bi, 2bi, 3bi, ...} (3.1)

Limited capacity (Ki): To construct a feasible APP, the capacity limitations of the stations
within the production system have to be taken into account. Each station has a limited amount
of capacity Ki. The planned production volume at station i is not allowed to exceed the limited
fixed capacity Ki during a period. Ki is expressed in the UoM of the product produced at
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station i. The inclusion of the limited capacity truncates the action space Ui according to
Equation (3.2). The variable mi denotes the maximum number of fixed batch size.

Ui = {uit : bi, 2bi, 3bi, ...,mibi} where mi =
⌈
Ki/bi

⌉
∀i ∈ {0, 1, ..., n− 1} (3.2)

Back orders of intermediate stock points: Besides the inclusion of limited capacity to
illustrate if the solution provides a feasible APP, it should not be possible to produce more units
at station i than the amount of inventory si available at the stock point before the station. If
this constraint was not created, the model could propose a solution that leads to an unfeasible
production planning. Therefore, no negative stock at intermediate stock points is allowed. The
action space Ut of uit has to be limited for this. This leads to:

Ui = {uit :bi, 2bi, 3bi, ...,mibi}
where mi =

⌈
Ki/bi

⌉
,

sit − (uit × θi) ≥ 0 ∀i ∈ {0, 1, ..., n− 1}
(3.3)

Note that uit×θi represents the amount of inventory of intermediate stock point i consumed by
producing uit. As mentioned before, the inventory amount s0t is assumed to be ample meaning
that there is always sufficient inventory available to supply u0tθ0.

Random demand (Dt): The aggregated demand experienced by the model is assumed to be
random and is represented by continuous non-negative random variable Dt with pdf gt(·) and
cdf Gt(·) at decision epoch t. Furthermore, it is assumed that the demand is time-dependent
and therefore demand is a function of t. The realization of demand during a period is indicated
by dt. The random demand can only arrive at the final stock point n.

Random yield rate (Ri): The action (u0t, ..., un−1,t) decides how much is planned to be
produced. However, the biopharmaceutical production process experiences random yield, so
the actual amount put on stock at the beginning of epoch t + 1, is a random variable and
therefore does not have to be equal to the planned production volume. The yield incorporated
in the model is assumed to be a stochastic fraction of the planned production quantity. The
yield is obtained by multiplying the planned production quantity with the yield rate, i.e. the
fraction of good units. The yield rate is indicated by continuous non-negative random variable
Ri with pdf fi(·) and cdf Fi(·) on the interval [0, Rmax

i ] with realization ri. The yield does not
influence the consumption of required dependencies or the allocation of the limited capacity
and is station specific, hence the index i.

Concluding the introduction of the constraints and uncertainties included in the model formu-
lation, Figure 3.1 is updated. The newly obtained figure is depict in Figure 3.2

s0t Station 0 s1t ... snt
u0t × θ0 u0t × r0 u1t × θ1 un−1,t × rn−1 dt

Figure 3.2: Updated representation of production quantities uit and stock points sit

3.1.2 Transitions

In a DP model the system transitions to a future state given the chosen action and the current
state of the system. The formulated DP model is subjected to uncertainties described in the
previous section, influencing the transitions to the future state. First, the transition function is
described, followed by the explanation of the transition probability function.
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The action (u0t, ..., un−1,t) made at decision epoch t when the system is in state (s1t, ..., snt),
influences the transition to the future state of the system (s1,t+1, ..., sn,t+1). This relation
is captured in the transition function. The future state of the system (s1,t+1, ..., sn,t+1) is
determined entirely by the current state (s1t, ..., snt), the action (u0t, ..., un−1,t), the realization of
the yield rates (r0, ..., rn−1) and the dependent requirements to produce the planned production
volumes (θ0, ..., θn−1). For the final stock point, the realization of the demand (dt) during a
period is also influencing the transition to the future state. Equation (3.4) shows this relation.

si,t+1 =

{
snt − dt + (un−1,t × rn−1) for i = n

sit − (uit × θi) + (ui−1,t × ri−1) for i = {1, 2, ..., n− 1}
(3.4)

From the definition of the transition function, it follows that it is assumed that the produced
product becomes available at the end of the period. That is, after the demand or the consump-
tion through the dependent requirements is satisfied and before the beginning of next decision
epoch.

The described relation in Equation (3.4) is subjected to uncertainties, captured in the probability
functions of the random demand Dt and of the random yield rate Ri, respectively pdf gt(·)
and pdf fi(·). The transition probabilities are Markovian, because they only depend on the
current state of the system (s1t, ..., snt) and the action (u0t, ..., un−1,t) (Puterman, 1994). It is
furthermore assumed that when transitioning out of current state (s1t, ..., snt) with a certain
action, the probability of ending up in a future state (s1,t+1, ..., sn,t+1) ∈ S equals one.

3.1.3 Cost and value function

When the decision is made at the beginning of epoch t to produce (u0t, ..., un−1,t), two types
of costs are experienced by the model. The first cost is an immediate cost resulting from the
current inventory, i.e. the current state of the system at time t. The second cost incurred is the
expected discounted future cost depending on the chosen action and the current state of the
system. First, the function to calculate the immediate costs is defined. Then the value function
is introduced including the expected discounted future costs.

Immediate cost function (c(s1t, ..., snt)): The immediate cost incurred depends only on the
current state of the system (s1t, ..., snt) at time t. When inventory is hold, cost hi is incurred
per unit of inventory hold at the stock point before station i. Because back orders are only
allowed at the final stock point n, penalty cost pn have to be paid for each unit back ordered
at the final stock point n. This leads to the following total immediate cost function:

c(s1t, ..., snt) =

n−1∑
i=1

(
hi × sit

)
+
(
hn × [snt]

+ + pn × [−snt]+
)

(3.5)

It is assumed that the penalty cost are larger than the highest holding costs in the system.
Furthermore, the holding cost increase through the system (hi > hi−1), representing the
added value of a finished operation on the product. Therefore, the following is assumed:
pn >> hn > hn−1 > ... > h1.

Value function (Vt(s1t, ..., snt)): A discounted DP problem is formulated with value function
Vt(s1t, ..., snt) at epoch t. The value function shows the optimal value from decision epoch t
until the end of the finite planning horizon T , given that at epoch t the system is in state
(s1t, ..., snt). The value function is defined for all (s1t, ..., snt) ∈ S.

First the value fuction is defined for the time t = T . At the end of the planning horizon T , no
production decision is made. So the terminal value at time T equals:

VT (s1T , ..., snT ) = c(s1T , ..., snT ) (3.6)
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The value function from time t until time T can be obtained via the Bellman equation which
represents the recursive relation through the transition function. The value function is obtained,
by evaluating all possible actions at epoch t and selecting (u0t, ..., un−1,t) ∈ U such that the value
function Vt(s1t, ..., snt) is minimized.

Vt(s1t, ..., snt) = min
(u0t,...,un−1,t)∈U

{
c(s1t, ..., snt)

+ γ · E
[
Vt+1

(
(S1,t+1, ..., Sn,t+1)|(s1t, ..., snt), (u0t, ..., un−1,t)

)]}
where t ∈ {0, 1, ..., T − 1}

(3.7)

Note that the future state (S1,t+1, ..., Sn,t+1) in Vt+1(...) is a random variable due to the random
yield and demand, hence the notation (capital) Si,t+1. The future state can be expressed in the
current state (s1t, ..., snt) through transaction function (3.4). The expectation from Equation
(3.7) is taken with respect to the probability distributions of the uncertain yield rate fi(·) and
the time-dependent demand gt(·), i.e. the transition probabilities. Therefore, the expected
future costs can be expressed through Equation (3.8).

E
[
Vt+1

(
(S1,t+1, ..., Sn,t+1)|(s1t, ..., snt), (u0t, ..., un−1,t)

)]
=∫ Rmax

0

r0=0
...

∫ Rmax
n−1

rn−1=0

∫ ∞
dt=0

[
f0(r0)× ...× fn−1(rn−1)× gt(dt)×

Vt+1

(
(s1t − (u1t × θ1) + (u0t × r0)), ..., (snt − dt + (un−1,t × rn−1))

)]
ddt dr0 · · · drn−1

(3.8)

3.1.4 Optimal policy

The total expected discounted costs have to be minimized by the DP model to obtain the
optimal APP. This means that the optimal sequence of decisions of the production quantity
have to be determined for every t ∈ {0, ..., T − 1}. A sequence of decisions is called a policy.
The set Πt represents all possible policies to be followed from decision epoch t until epoch T −1.
The policy πt contains the chosen actions from decision epoch t up until the actions from epoch
T − 1, so πt ∈ Πt. The optimal policy π∗t minimizes the value function in Equation (3.7) from
decision epoch t until the end of the finite planning horizon T .

The research goal from section 1.4 was to determine the optimal APP. The optimal APP is
represented by the optimal policy π∗0 derived from solving the DP. For the optimal production
quantity (u∗0t, ..., u

∗
n−1,t) Equation (3.9) should hold that.

(u∗0t, ..., u
∗
n−1,t) = arg min

(u0t,...,un−1,t)∈U

{
c(s1t, ..., snt)

+ γ · E
[
Vt+1

(
(S1,t+1, ..., Sn,t+1)|(s1t, ..., snt), (u0t, ..., un−1t)

)]} (3.9)

After solving recursively for all decision epochs t ∈ {0, ..., T − 1}, the optimal policy is obtained
representing the optimal APP while coping with all uncertainties and constraints included in
the model. The optimal policy can be expressed as Equation (3.10).

π∗0 =
(
(u∗00, ..., u

∗
n−1,0), ..., (u

∗
0,T−1, ..., u

∗
n−1,T−1)

)
(3.10)
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3.2 Freeze period

Introduction to freeze period

As previously defined, the length of the freeze period determines how much periods of the
production planning are fixed. Before describing how this is incorporated into the conceptual
model, it is important to clarify how the freeze period exactly works. Therefore, we introduce the
following example regarding the performed planning activities, i.e. solving the APP problem.

Suppose the planning horizon T is equal to 12 months. The planning activity of the current
month is being performed and suppose this month is January, i.e. t = 0 represents January,
t = 1 February up until t = T which represents January of the next year. In the base model
the recursive function from Equation (3.7) is solved starting from epoch T − 1 up until epoch
t = 0 through backward induction. Hence the optimal policies are determined for all t ∈
{0, 1, ..., T − 1}. This holds that when the planning activity is performed for the current month
being January, the optimal policies for January (t = 0), February (t = 1) until December
(t = T − 1) are determined.

On a rolling horizon basis, the current month is now February. Again the planning activity
is performed determining the optimal policy for all t ∈ {0, 1, ..., T − 1} through solving the
APP problem through backward induction, where t = 0 now represents February and t = T
represents February of the next year. Performing the planning activity in a current month
(solving the APP problem) is called a solving iteration and is indicated by ω. In this example,
the planning activity of January is referred to as ω = 1 and the planning activity of February
is referred to as ω = 2.

When solving the APP problem, the transition probabilities are determined based on the yield
and demand uncertainties. The pdf and cdf of the random demand follow from the forecasted
demand. This forecast is updated each month. Therefore, with each solving iteration it is
possible that the demand distribution of the time-dependent random demand is different. To
illustrate that the demand distribution is based on the forecast file that belongs to a certain ω,
we indicate the demand distribution in the freeze period model with pdf gωt (·) and cdf Gω

t (·).
This means that the demand distribution of February used for the planning activity of January
indicated by g11(·) does not need to be equal to the demand distribution of February g20(·) used
in the planning activity of February.

Figure 3.3 visualizes the described example. The blue arrows represent solving the DP through
backward induction from T upto t = 0 where at each arrowhead the optimal policy is deter-
mined. ω = 1 indicates the planning activity of January and with the rolling horizon, ω = 2
indicates the planning activity of February. The demand distributions of the time-dependent
demand are also shown in the graph. Recall that due to the update of the forecast, g11(·) 6= g20(·)
while they both represent the pdf of February’s demand.

We now introduce the freeze period into the same example of the planning activities performed
at the beginning of January and February. The length of the freeze period, indicated by L, in the
following example is three months. This means that after each planning activity is performed
the policies of three periods are frozen. Once a policy is frozen, it is not possible to update it.
To illustrate the mechanism of the freeze period, the time lines are repeated in Figure 3.4.

The difference that arises due to the inclusion of the freeze period, is that the backward induction
is performed from t = T upto t = L − 11. This is again indicated by the blue arrows. The
red arrows represent the frozen policies. For the planning activity of January, the policies for
January and February are already determined in earlier solving iterations, hence the red arrows

1Note that t = L− 1 follows from the fact that the first decision epoch is t = 0 leading to a total of L periods
frozen
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Figure 3.3: Time horizons of planning activities of January and February

arriving at these decision epochs. When the planning activity of February is performed (ω = 2)
the DP is again solved for t = T upto t = L− 1 and the frozen policies from ω = 1 are passed
on, i.e. the policies for February and March.
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Figure 3.4: Time horizons of planning activities of January and February including

Because the frozen policies are determined based on older information of the demand, the
performance of the solution might be poorer in comparison to a model that has no periods frozen.
The section continues by formally defining the freeze period model, translating the example
into a mathematical model. The section concludes by presenting a pseudo-code overview of the
inclusion of the freeze period, to explain how the freeze period is included in solving the APP
problem.

3.2.1 Model formulation - Freeze period

The formulation of the freeze period model only described the changes made to the base model
formulation of Section 3.1. To explain how the freeze period model is solved, Section 3.2.2
presents an algorithm incorporating the followed steps.

Freeze period (L): The length of the freeze period is indicated by L. After the APP problem
is solved, the policies for the first L decisions are fixed. It is assumed that L ≤ T and L is
always equal to an integer representing the number of periods.

Solving iteration (ω): To be able to see the effect of the freeze period L, the DP is solved
multiple times on a rolling horizon basis, i.e. for different starting periods and always with
a horizon equal to T . This can be viewed as solving the APP for the first time creating the
APP for January and the second time the model is solved, this creates the APP for February.
These different solutions of the APP problem are called solving iterations indicated by W =
{ω : 1, ...,Ω}.
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Updating random demand (Dt): As with the basic DP model, the demand is time-
dependent in the DP problem including the freeze period and represented by non-negative
continuous variable Dt with pdf gωt (·) and cdf Gω

t (·). For each solving iteration ω ∈ W the
demand distribution is updated, representing the update of demand information when for
instance a new forecast becomes available.

History (Hω): The red arrows in Figure 3.4 indicate that the policies for the decision epochs
t < L− 1 are fixed in earlier solving iterations. The frozen policies relevant for iteration ω are
captured in history matrix Hω. The history matrix contains for each state (s1t, ..., snt) ∈ S a
fixed action (u0t, ..., un−1,t)

f for all decision epochs t ≤ L − 2. Therefore, the matrix Hω is a
(|S| × L− 1)-matrix. The notation (.)f is used to indicate that the actions are fixed.

After iteration ω is performed, the history matrix Hω+1 is created where ω + 1 indicates that
the policies captured in Hω+1 are passed on to the next solving iteration. Relating the latter
to the given example about the freeze period: the fixed policies after the planning activity of
January (ω = 1) are captured in history matrix H2 which is used in the planning activity of
February (ω = 2).

Figure 3.5 shows the described relation of the history matrices and of solving the DP model.
The DP model with freeze period L is solved from t = T upto t = L− 1, indicated by the blue
arrows. As can be seen from the figure, the policies of t = 0 and t = 1 follow from the history
matrix Hω. After the model is solved for all decision epochs, either by backward induction or
by following the policies frozen in the history matrix, the history matrix for the next solving
iteration ω + 1 has to be created. The history matrix Hω+1 contains again the relevant frozen
policies for iteration ω+1. Note that the policies within the dash line are passed on to the next
and are not allowed to be changed.

Hω

t = 0 L− 1 t = T

Hω+1

ω ∈ W

Figure 3.5: Example of using and creating the history matrices

The DP model with freeze period for ω = 1 is solved as the basic model from Section 3.1,
because no history table H1 is available.

Value function: The value functions are obtained equally as the Equations (3.6)–(3.7) for
t = {L− 1, ..., T}, i.e. the blue arrows in Figure 3.5. For t = {0, ..., L− 2} the value functions
are calculated via Equation (3.11) where the fixed policies follow from the history matrix.
Note that because the production quantities for t ≤ L − 2 follow from the history matrix, the
minimizing operator of Equation (3.7) is removed.

Vt(s1t, ...snt) = c(s1t, ..., snt) + γ · E
[
Vt+1

(
(S1,t+1, ..., Sn,t+1)|(s1t, ..., snt), (u0t, ..., un−1,t)f

)]
(3.11)

3.2.2 Algorithm freeze period

The model formulation of including the freeze period in the DP model is represented as pseudo
code in Algorithm 1. This algorithm provides insight in how the model copes with the stated
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solving iterations and how this relates to solving the model multiple times.

Algorithm 1 DP model with freeze period

Input: Assign values to all model parameters including T , L,W)
Output: Policies and value function for every iteration ω ∈ W

Require: L ≥ 2 . Else problem reduces to basic DP model
1: for ω = 1 to Ω do
2: if ω = 1 then
3: Determine gωt (·) and Gω

t (·)
4: Solve DP model through backward induction for all t ∈ {0, 1, ..., T − 1}
5: Create Hω+1

6: Save V0(s10, ...sn0), H
ω+1 and π0

7: else
8: Determine gωt (·) and Gω

t (·) based on new information available at ω
9: Solve DP model through backward induction for t ∈ {L− 1, ..., T − 1}

10: Assign frozen policies from Hω to epochs t ∈ {0, ..., L− 2}
11: Create Hω+1

12: Save V0(s10, ...sn0), H
ω+1 and π0

13: end if
14: end for
15: return V0(s10, ...sn0) and π0 for all ω ∈ W

3.3 Planning Horizon

3.3.1 Introduction to planning horizon

The planning horizon T determines for how many decision epochs t the APP problem is solved
optimally. Before describing how this is incorporated into the conceptual model of Section 3.1,
we again present a practical example to explain the different concepts used.

Suppose the current month is January and the APP problem is solved through backward
induction for two different lengths of the planning horizon T . This is illustrated in Figure
3.6. The blue arrows indicate again the solving through backward induction.

t = 0
Jan-16

t = T = 12
Jan-17

V0 g 0
(·)

g 1
(·)

g 2
(·) · · ·

t = 0
Jan-16

t = T = 6
Jul-16

V0 g 0
(·)

g 1
(·)

g 2
(·) · · ·

Figure 3.6: Different lengths of planning horizon

Figure 3.6 shows the different lengths of planning horizon, namely T = 12 and T = 6. The goal
of introducing various lengths of T is to evaluate the sensitivity of the performance of the APP.
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As described in Section 1.3, the performance of the system is assessed based on the expected
discounted holding and penalty costs, i.e. the value function. The value function V0 with a
planning horizon of 12 months represents the total expected discounted holding and penalty
cost if the optimal policy is followed from t = 0 until t = T . This holds that the cost of 12
months are taken into account. The value function V0 with a planning horizon of 6 months
takes into account the total expected discounted cost of 6 months. Obviously, the costs over a
period of 6 months is always smaller than the costs over a period of 12 months.

Therefore, comparing the two value functions V0 indicated in Figure 3.6 would not produce
a fair comparison and thereby not a good insight in the sensitivity of the performance of the
system. To overcome this issue, we need to make sure that an equal number of periods is taken
into account in the value functions that are compared. However, while incorporating different
lengths of the planning horizon.

In the given example of T = 12 and T = 6 we need to find an equal number of periods to take
into account when comparing the value function, i.e. twelve months. Therefore, the DP with
T = 6 is solved twice, namely one time starting from January and one time starting from July.
This is depicted in Figure 3.7.

t = 0
Jan-16

T = 12
Jan-17

V0 g 0
(·)

g 1
(·)

g 2
(·) · · ·

t = 0
Jan-16

T = 6
Jul-16

V0 g 0
(·)

g 1
(·)

g 2
(·) · · ·

t = 0
Jul-16

T = 6
Jan-17

V0 g 6
(·)

g 7
(·)

g 8
(·) · · ·

Figure 3.7: Solving the DP for different values of T for an equal number of periods

From the figure can be seen that in total both settings of the planning horizon T now have solved
the DP for twelve months. In other words, the optimal policies of twelve months are determined
for the case T = 12 and T = 6. From these policies we calculate the value function that can
be compared to assess the sensitivity of the performance. This is done by calculating the total
expected discounted holding and penalty costs when the determined policies are followed. This
is shown in Figure 3.8. To avoid confusion between the value function and the evaluated total
costs, we call the latter the total evaluated costs which is indicated by CT

0 . Note that the
blue arrows are omitted in the bottom part of the graph to illustrate that no optimization is
performed anymore but purely an evaluation.

V0 g 0
(·)

g 1
(·)

g 2
(·) · · · V0 g 6

(·)
g 7

(·)
g 8

(·) · · ·

CT
0

Figure 3.8: Different lengths of planning horizon
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The obtained C6
0 also takes into account the cost over twelve periods, while the policies follow

from solving the model with T = 6. By comparing this total evaluated costs with the costs for
the case when T = 12, i.e. C12

0 , it is possible to draw a fair comparison. The section continues
with formally defining the discussed concepts.

3.3.2 Model formulation - Planning horizon

In order to solve the model for various lengths of the planning horizon T , the basic DP model
formulation of Section 3.1 is updated.

Planning horizon (T ): The planning horizon T indicates the number of periods for which the
problem is solved. The planning horizon is the upper bound of the set T = {t : 0, ..., T − 1, T}.
The DP model is solved for all t ∈ {0, ..., T − 1}. Therefore, epoch t = T − 1 is again the last
decision epoch at which a decision is made and T is the terminal stage.

Number of periods (Φ): In the previously given example, we stated that an equal number
of periods has to be taken into account. This number is indicated by Φ. In the example Φ is
always equal to twelve.

Iteration (k): To obtain the number of periods Φ = 12 from the example, the case with
T = 6 had to be solved twice (see Figure 3.7). We refer to these two times as iterations
indicated by k. The first iteration (k = 1) solves the DP problem with T = 6 through backward
induction starting in July-16 upto January-16 and the second iteration (k = 2) solves the DP
problem through backward induction starting in January-17 upto July-16. The integer set
K = {k : 1, ..., κ} represents the number of iterations required where κ = Φ/T . T is only
allowed to vary such that κ is a positive integer value.

Terminal target state ((x1T , ..., xn−1,T )): In the basic DP model it is optimal to dispose the
inventory at the end of the planning horizon T for the intermediate stock points (i < n).
However, this would greatly influence the solution obtained for various settings of T and
make it impossible to compare the obtained results. Therefore, the terminal target state
(x1T , ..., xn−1,T ) ∈ S is defined. The terminal target state is defined κ-times, i.e. the number
of times the model is solved given the length of the planning horizon T . It is possible that the
terminal target states are not equal for different iterations k due to the time-dependent demand.
Note that no terminal target state is defined for the final stock point n, because the issue of
disposing the inventory is not present there.

Terminal cost (c(s1T , ..., snT )): The terminal costs are determined based on the difference
of the terminal state (s1T , ..., snT ) ∈ S and the terminal target state (x1T , ..., xn−1,T ) for the
intermediate stations. This leads to the terminal cost function of Equation (3.12).

c(s1T , ..., snT ) =

n−1∑
i=1

νi +
(
hn × [snt]

+ + pn × [−snt]+
)

(3.12)

Where νi ∀ i 6= n equals

νi =

{
α, for siT < xiT

siT × hi, otherwise
(3.13)

If the terminal state siT where i 6= n is smaller than the defined terminal target state, a fixed
penalty cost α has to be paid with α � hn−1 > ... > h1. The immediate cost function for
t = {0, ..., T − 1} is kept equal to Equation (3.5).
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Value function (Vt(s1t, ..., snt)): The value function at the terminal stage T is again equal to
VT (s1T , ..., snT ) = c(s1T , ..., snT ). The value function for t ∈ {0, ..., T − 1} is calculated in the
same manner as the basic DP model, namely through Equation (3.7).

Total evaluated costs (CT
0 ): The total evaluated costs are obtained by combining the policies

obtained by solving the κ individual DP problems and evaluating the total expected costs.
Combining the optimal policies is performed in line with Figure 3.8. This created combination of
policies contains for each state in state space S an action (u0t, ..., un−1,t) ∈ U for all t ∈ {0, ...,Φ}.
To calculate the total evaluated costs, Equation (3.14) is followed. This is a slight adaption
regarding the recursive relation from Equation (3.7), namely no minimization takes place, but
merely an evaluation of the costs incurred due to the already determined policies.

CT
t (s1t, ..., snt) = c(s1t, ..., snt) + γE

[
CT
t+1((S1,t+1, ..., Sn,t+1)|(s1t, ..., snt), (u0t, ..., un−1,t))

]
(3.14)

The total evaluated costs obtained through Equation (3.14) are compared for various settings
of T to assess the sensitivity of the performance of the optimal APP.
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Chapter 4

Numerical Analysis

To determine the optimal APP, the DP problem formulation of Chapter 3 was introduced.
The model is solved optimally, creating the optimal APP and providing insight in the related
operating cost of the optimal solution. This chapter is divided into three sections. The first
section shows the results of solving the APP problem optimally for the base model defined in
previous chapter. The second and third section present the results of the analysis performed
into the value of the planning concepts, respectively the freeze period and the planning horizon.

4.1 Current situation - MSD case

This section presents the results obtained from solving the formulated DP problem with settings
representing the current situation at MSD AH. The results from this section are used in the
remainder of this chapter to conduct a sensitivity analysis. As the APP is not an integrated
production planning step in the current hierarchy on the mid-term production planning level,
an approximation of the parameters is required.

The section continues with describing how the parameter settings for the MSD AH current
situation are estimated from data made available by the company. Then the model is solved for
the estimated settings and the optimal APP is presented including the total expected operating
cost resulting from the optimal APP. Lastly, the sensitivity of the optimal solution is assessed
towards the estimated parameters.

4.1.1 Parameter estimation

Model general parameters

Table 4.1: Model settings for general parameters

Parameter Notation Value UoM

Planning horizon T 12 months
Discount factor γ 0.99 -
Station I {0,1,2} -
Random demand Dt N(µt, σ) mln VL

Table 4.1 shows the parameters values for the model general parameter. The setting of all model
general parameters is now discussed in detail.

The APP problem is solved optimally for a planning horizon T equal to twelve months. As
discussed by Silver et al. (1998), the validity of a mid-term planning activity as the APP ranges
between 6 and 24 months. The goal of an APP is to balance demand with the available capacity.
Because no seasonal pattern is observed in the demand, the planning horizon equal to one year
is assumed to be sufficient on the APP level. The discount factor γ is set to 0.99. This means
that the future costs are slightly discounted. The factor is included in the model to represent
that future cost are valued less than cost currently incurred. Because the DP model takes into
account a planning horizon of one year, the discount factor is set very close to 1. Discounting
with a more aggressive factor could bias the results while it practically would have little meaning.
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The APP problem is solved for two stations included in the biopharmaceutical supply chain,
namely the production unit FPU and FPP and a stock point that provides ample supply for
the first production unit. This means that the APP problem for the whole of the supply chain
is slightly reduced, because the production unit within the biological production process that
produces the AG is not taken into account. Excluding a third production unit from the analysis
greatly reduces computational effort, while little knowledge is lost since the solution of the APP
problem still needs to produce a feasible plan for the two included production units.

The last model general parameter is the demand distribution. The demand included in the
model is represented by non-negative random variable Dt with pdf gt(·) and cdf Gt(·). Therefore,
the probability distribution of the demand needs to be estimated. There are three things that
need to be estimated for the demand distribution. First, the distribution that the demand
follows is determined, then the mean and the standard deviation of this distribution have to be
set.

To determine the distribution of the demand, actual sales data from the included GPFs of MSD
AH of the years 2014, 2015 and 2016 are analyzed. Figure 4.1 shows the actual sales in VLs
per month of the included product families. As can be seen, the actual sales do not show an
increasing trend over the course of the included years. The choice of the demand distribution is
based on a distribution fit of the actual sales data. Figure 4.2 shows the actual sales quantities
of 2014, 2015 and 2016 represented in a histogram. Based on the shape of the figure, a normal
distribution is assumed. To check if this assumption is supported by the data, an Anderson-
Darling normality test is performed. With the zero hypothesis that the actual sales data follows
a normal distribution, the zero hypothesis is accepted (p-value = 0.5297).

Figure 4.1: Actual sales quantities (in VLs) of 2014, 2015 and 2016 of in scope products

In order to fully define the normally distributed demand, a mean µt and a standard deviation σ
have to be estimated. The mean of the monthly demand is obtained from the forecasts of MSD
AH. In the optimal APP, it is determined how much MSD AH needs to produce per month on an
aggregate level. The demand is therefore aggregated to one product with a demand per month.
The forecasted monthly demand on an aggregate level is derived from the monthly forecasts
of 2016. MSD AH generates monthly a forecast file including the forecasted demand for the
next 24 months on product-market combination level. This is the lowest level of aggregation
regarding product aggregation within MSD AH. From the forecasted demand, all product-
market combinations of the in scope GPFs are selected. For these cases, the forecasted quantity
is, if necessary, converted to the UoM vials. It might for instance be the case that products are
sold in packs, containing multiple vials of the product. All the forecasted quantities in VLs of
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Figure 4.2: Histogram of actual monthly sales quantities (in VLs)

the in scope GPFs are summed per month, to create the aggregated demand per month in VLs
representing µt.

To include the variability in monthly demand, σ is estimated based on the deviation observed
in the actual sales data of MSD AH. From Figure 4.1 it can be seen that the sales quantity of
June 2016 represents an extreme outlier in sales. Therefore, to estimate the standard deviation,
the sales of June 2016 are omitted from the calculation. It is found that the standard deviation
in the actual monthly sales equals 580,000 VLs. Although the demand is time-varying with a µt
defined for each period, the σ is kept fixed. This assumption is supported by actual sales data,
because the standard deviation of the individual years 2014, 2015 and 2016 are highly similar
and are respectively, 541,000 VLs, 515,000 VLs and 517,000 VLs.

A plot of the probability density functions of the time-dependent demand distributions that
follow from the described settings in combination with the aggregated forecast of January 2016,
can be found in Figure 4.3. This figure clearly shows that the demand distribution has different
values of µt per period t.

Figure 4.3: Time-dependent demand distributions based on forecast of January 2016
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Station specific parameters

Table 4.2: Model settings for station specific parameters

FPU FPP

Parameter Notation Value UoM Notation Value UoM

Holding cost h1 0.5 currency unit/VL h2 0.8 currency unit/VL
Penalty cost p1 - currency unit/VL p2 6.2 currency unit/VL
Limited capacity K0 6 mln VL K1 8 mln VL
Fixed batch size b0 0.25 mln VL b1 0.25 mln VL
Action space U0 {0,0.25,...,6} mln VL U1 {0,0.25,...,8} mln VL
Requirement dependency θ0 1 - θ1 1 -
Random yield rate R0 U(0.8; 1.1) - R1 1 -
State space S1 {0,0.25,...,15} mln VL S2 {-4,-3.75,...,8} mln VL

Besides the model general parameters, also parameters have to be estimated with different
settings per included station in the system. Table 4.2 shows the parameter values for the station
specific parameters. The parameters presented in Table 4.2 are now described. Furthermore,
Figure 4.4 shows graphically how the MSD AH case is represented in the model.

s0t
Station 0

FPU
s1t

FPU
Station 1

FPP
s2t

FPP

u0t × θ0 u0t × r0 u1t × θ1 u1t × r1 dt

Figure 4.4: Representation of MSD AH case

The included holding cost for both stations and the penalty cost for the FPP station are set
by MSD AH as input for the project. The limited capacity available at the FPU production
unit, is determined by investigating the limited capacity of the FDs described in section 1.3.
This limited capacity of station 0 (K0) is found by calculating the aggregated monthly output.
The aggregated monthly output is determined based on the data made available by MSD AH
containing information about the batch sizes per GPF and the production time of such a batch
in days on the FD. Divided by each other, the daily output when producing a certain GPF is
obtained. From this a weighted average is calculated to determine the aggregated daily output
of one FD. The weight assigned to a GPF represents the frequency of production orders of that
GPF in comparison to all production orders in 2016 for the in scope GPFs. Table 4.3 shows
the described data and the weighted output obtained per day per GPF. From it follows that
the limited monthly capacity of station 1 is 6,000,000 VLs, given that there are two FDs and a
month has 30 days1.

The capacity for station 1, which represents the FPP production unit, is assumed to be ample.
This is a valid assumption for the MSD case, because the observed bottleneck is never station
1. Therefore, K1 is set to 8,000,000 VLs per month. This is much higher than the average
aggregated forecast plus three times the standard deviation (i.e. the probability that demand
is more than the available capacity K1 is 1 − Gt(K1) << 0.01 for all t ∈ {0, 1, ..., T − 1}) to
resemble that station 1 is not a bottleneck in the system.

The fixed batch sizes, b0 and b1, are set to 250,000 VLs. As the goal of the APP is to balance
demand and available capacity, the batch size b0 and b1 equal to the aggregate output per day
would offer good insight in the utilization of the available capacity. After all, MSD AH is then
able to determine how many days of the month the FDs are used. However, due to the curse of
dimensionality (Bellman, 1961), the problem could be solved for a minimum batch size equal to
250,000 VLs instead of the aggregated output per day, i.e. 200,000 VLs. The fixed batch sizes

1Note that Table 4.3 only lists 22 GPFs instead of 26, because some of the in scope families use the same FPU
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Table 4.3: Calculation of aggregate output per day at station 0 (K0)

GPF
Number of

production orders 2016
Weight Batch size FPU (VL) FD days Output per day (VL) Weighted output per day (VL)

1 5 1% 70.000 3 23.333 298
2 2 1% 47.000 3 15.667 80
3 173 44% 125.000 1,05 119.048 52539
4 3 1% 125.000 1,05 119.048 911
5 23 6% 125.000 1,05 119.048 6985
6 32 8% 125.000 1,05 119.048 9718
7 35 9% 125.000 1,25 100.000 8929
8 51 13% 125.000 1,25 100.000 13010
9 9 2% 125.000 1,25 100.000 2296
10 2 1% 47.000 3 15.667 80
11 2 1% 70.000 3 23.333 119
12 1 0% 47.000 4 11.750 30
13 9 2% 30.000 3 10.000 230
14 3 1% 70.000 6 11.667 89
15 2 1% 70.000 3 23.333 119
16 3 1% 10.000 10 1.000 8
17 6 2% 85.000 1,25 68.000 1041
18 4 1% 70.000 1,5 46.667 476
19 5 1% 125.000 1,67 74.850 955
20 13 3% 70.000 1,33 52.632 1745
21 2 1% 60.000 3 20.000 102
22 7 2% 70.000 3 23.333 417

Total 392 Aggregated output per day (VL) 100176

and the limited capacity determine the action spaces U0 and U1. The action spaces are created
in line with Equation (3.3) of Chapter 3, so they are an enumeration of the fixed batch sizes per
station starting at zero up until the limited capacities. The requirement dependency θi, used
to show how much of the product is required to produce one unit of the succeeding product, is
equal to one. All the measures included in the MSD AH case expressing product quantities are
in VL, so it is not necessary to set θ differently.

The random yield per station is estimated based on empirical data of MSD AH of the past
realized yields at the two stations. Beginning with the FPP station, it is observed that no yield
uncertainty is present. This can be seen in Appendix B.1 in Figure B.1. Therefore, the variable
indicating the yield rate of station 1 is set to 1, meaning a fixed yield rate of 100%. Station 0, the
FPU station, does experience yield rate uncertainty. The observed average yield rate is 96.4%.
To represent the uncertain yield in the DP model, the parameter for the yield distribution is set
to follow a uniformly distribution with a lower limit of 0.8 and an upper limit of 1.1. This shows
that the yield rate can be larger than 1, which is realistic in the biopharmaceutical context.
Furthermore, the mean of the yield rate equals 0.95 and thereby approximates the observed
average yield rate of 0.964.

The last station specific settings is the allowed state space. Recall that the state space represents
the amount of inventory in the system. When determining the state space, it is important to
not make the state space to tight, meaning that the boundaries do not influence the solution.
The FPU inventory does not have a physical boundary that limits storage of the product for
the MSD AH case. Therefore, the state space is set to store more than three times the average
monthly forecasted quantities. This leads to an upper bound of the state space S1 equal to 15
mln VLs. Because of the constraint that the stock of intermediate stations is not allowed to
have back orders, the state space has a lower bound equal to zero. The maximum of state space
S2 is limited equal to the capacity K1 of the FPP station. The lower bound of S2 represents
the maximum allowed back orders.

Discretization

In the conceptual model, the probability distributions are continuous. For the Matlab imple-
mentation of the model, a discretization step is required. This step is set equally to the included
batch sizes b0 and b1 in the model. The demand, action and state space are discretized with
this step size. When determining the future state of the system via the transition function of
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Equation (3.4), the outcome of the transition is rounded to the nearest number that is a multiple
of the discretization step (e.g. with batch size 0.25 mln VLs and an outcome of the transition
equal to 3.63 mln VLs will be rounded to 3.75 mln VLs). The demand is discretized such that
Dt ∈ [2, 7], meaning that demand is considered between a monthly quantity of 2 mln VLs and
7 mln VLs with the discretization step also equal to the included batch size. The support of Dt

follows from Figure 4.3, where it can be observed that extending the lower and upper bound
does not increase the information captured in the model as the probabilities become close to
zero.

4.1.2 Optimal aggregate production plan

Figure 4.5 shows the optimal APP for station 0 (FPU) and Figure 4.6 for station 1 (FPP)
at time t = 0.2 The graphs display the optimal production quantity for all possible states of
the system (s1t, s2t), i.e. the inventory amounts of FPU and FPP, while coping with the faced
time-dependent stochastic demand, limited capacity, fixed batch sizes and random yield. The
optimal production quantities might differ per decision epoch t, because the model takes into
account time-dependent demand.

Figure 4.5: MSD AH current situation - optimal production quantity station 0 (FPU)

To explain how the graphs should be interpreted, we present an example depicted in Figure 4.7.
The figures show a selection of the state space for readability purposes. The current state of
the system (s1t, s2t) is (6, 1), which is highlighted by the red dot. Figure 4.7a shows the optimal
production quantity of the FPU station and Figure 4.7b shows the optimal production quantity
of the FPP station, respectively 3.5 mln VLs and 5 mln VLs when the system is in state (6, 1).

Optimal policy zones

From the optimal policy graphs of station 0 (Figure 4.5) and station 1 (Figure 4.6) it can be seen
that four policy zones can be identified. These zones are schematically represented in Figure
4.8 for station 0 and station 1. To get more insight in the behavior of the optimal solution of
the APP problem, the four zones are explained individually.

1. Optimal Policy Zone I:
In zone I it is optimal to produce at maximum capacity. For both stations the limited

2Note: the details in both figures are slightly reduced for readability purposes. The detailed figures can be
found in Appendix C. There the distance between the line indicating the difference production quantities is set
equal to the batch size instead of 0.5
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Figure 4.6: MSD AH current situation - optimal production quantity station 1 (FPP)

(a) Optimal production quantity FPU (b) Optimal production quantity FPP

Figure 4.7: Example of optimal APP
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Figure 4.8: Optimal policy zones

capacity is not sufficient to produce the amount required to transition to the most de-
sired state given the demand that needs to be supplied. Therefore, the system tries to
approximate this state as close as possible. In practice this situation would emerge when
the current inventory is not sufficient to meet the demand even when producing at full
capacity. In that case MSD AH will try to minimize the stock out by producing as much
as possible.
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2. Optimal Policy Zone II:
In zone II it is observed that the optimal production quantity reduces with the state of
the system. Therefore, it is optimal to transition to an optimal state given the current
amount of inventory in the system. This optimal state represents the base-stock level of
FPU and FPP inventory. At the intermediate station 0 (FPU) the optimal production
quantity decreases with the amount of inventory at station 0 and station 1. This means
that the optimal APP takes into account the state of entire system (echelon stock), instead
of only looking at the state of station 0. The optimal production quantity of station 1 also
follows a base-stock policy, taking into account only the state of station 1. The behavior
of the optimal production quantities for both stations making a serial system, is in line
with the optimal base-stock policy for serial systems (Zipkin, 2000).

3. Optimal Policy Zone III:
In zone III it is optimal to not produce. The amount of inventory, in the echelon for station
0 and locally at station 1, is more than the desired base-stock levels. It is therefore optimal
to satisfy the demand without producing. The transition to the future state occurs due
to the consumption of already available stock.

4. Optimal Policy Zone IV:
The fourth policy zone is only applicable for the FPP station. In Figure 4.6, horizontal
lines in the graph can be observed. These lines indicate that the production quantity at
the FPP station is limited by the available inventory of FPU, respecting the constraint of
creating a feasible production plan. The optimal production quantity at station 1 is then
equal to the available limited stock of FPU.

The first three zones can be identified for both stations and the latter only for the FPP station.
However, the subsets of the state space identifying the zones are not equal for both stations,
meaning that a certain state of the system (s1t, s2t) can for instance belong to zone I for station
0 and to zone II for station 1. Therefore, it is stressed that the optimal policy zones and the
related subsets of the state space S are defined for the stations individually instead of for the
system as a whole. The behavior of the system according to the identified optimal policy zones
is proven in Chapter 5.

Base-stock levels

From the discussion regarding the optimal APP of Figure 4.5 and Figure 4.6 it followed that
the model behaves according to a base-stock policy. We now provide more insight in how this
base-stock policy should be interpreted and present what the base-stock levels are for both
stations. To explain the base-stock policy, the events after the start of decision epoch t and just
before the start of epoch t+ 1 are reviewed. These events can be summarized by:

1. State (s1t, s2t) is observed at the beginning of decision epoch t ∈ {0, 1, ..., T − 1}

2. Optimal actions (u∗0t, u
∗
1t) are chosen

3. Realized demand dt is supplied from the available inventory of FPP (or back ordered) and
the inventory of FPU supplies consumption u∗1t for the production of FPP

4. Yield r0 is realized

5. Quantities u∗0t × r1 and u∗1t are put on stock

6. Transition of the system to state (s1,t+1, s2,t+1) just before start of decision epoch t+ 1

Figure 4.9 and Figure 4.10 graphically represent the described events and their effect on the
amount of inventory of FPU and FPP. Figure 4.9 shows the events for the three policy zones
at station 0. Figure 4.10 shows the events for the first three policy zones at station 1. The
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graphic representation of the fourth policy zone of station 1 is omitted, because this results in
the same graph as Figure 4.10a only with u∗1t = s1t. Note that the y-axis indicates the amount
of inventory and the numbers on the x-axis represent the events listed above. The distance
between the events represent no meaningful information regarding for instance lead times, the
same holds for the distance on the y-axis.
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Figure 4.9: Graphical representation of base-stock policy at FPU production station
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Figure 4.10: Graphical representation of base-stock policy at FPP production station

With a base-stock policy at both stations, both stations have a desired future state respectively
s∗1,t+1 and s∗2,t+1. This can be interpreted as follows: given the included constraints and
uncertainties, the system wants to transition to the state (s∗1,t+1, s

∗
2,t+1). In Figure 4.9 and

Figure 4.10 this is indicated by the dashed blue line. The dashed black lines indicate the
inventory position which is equal to the current inventory sit (inventory amount) plus the
planned production quantities ui−1,t with i = 1, 2. Looking at Equation (3.7) to calculate the
value function, the desired future state is the state that produces the lowest expected future
cost. The red line in Figure 4.10 shows that the inventory amount of FPP can become negative
representing the occurrence of back orders. The solid black line shows the inventory amount
after subsequently the fulfilling of demand and putting the produced quantities to stock. Note
that the inventory amount of station 1 can become negative when following the listed events
and again positive before transitioning to time t+ 1.

In Figure 4.9a and Figure 4.10a it is not possible to achieve the desired future inventory amount
given the current state, the demand or consumption that has to be supplied and the limited
capacity. To approach the desired state as close as possible, the system wants to produce the
maximum capacity at the stations hence u∗0t = K0 and u∗1t = K1. In Figure 4.9b and Figure
4.10b the model is able to achieve the desired future state. In Figure 4.9c and Figure 4.10c the
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desired states can not be achieved by producing, because the current inventory amount minus
supplying the demand or consumption of station 1 is still above the desired inventory amount.

In the modeled production process, a two-stage serial system, demand arrived at the final stock
point. Given the base-stock level s∗2,t+1 after station 1, the current inventory amount s2t and
the expected demand, we can express s∗2,t+1 through the transition function of Equation (3.4).
In order to show what the desired future state is, we assume that the current state s2t belongs
to policy zone II for the FPP station, hence the capacity K1 and the available stock of FPU S1t
is sufficient to reach the desired state. This is shown in Equation (4.1) where the realization of
demand dt is set to the expectation of the demand distribution, E[Dt] ≈ 5. From the numerical
analysis follows that the inventory position s2t + u∗1t (dashed black line) is raised to 6 mln VLs
before satisfying demand and that the base-stock level s∗2,t+1 equals 1.0 mln VLs at time t = 0.

s∗2,t+1 = s2t + u∗1t − dt where s2t ∈ Zone II and u∗1t ∈ U1 (4.1)

In order to transition to the base-stock level s∗2,t+1, the action u∗1t is chosen. This production
quantity has to be supplied from the available inventory of FPU. In response to this consumption
of inventory, the FPU station determines his optimal action u∗0t given the current state s1t, the
base-stock level s∗1,t+1 and the included constraints and uncertainties. By again using the
transition function from Equation (3.4) and setting the realization of the yield uncertainty r0
equal to the expectation of the yield distribution, E[R0] = 0.95 ≈ 1, the base-stock level can be
expressed through Equation (4.2).

s∗1,t+1 = s1t + u∗0t × r0 − u∗1t where s1t ∈ Zone II and u∗0t ∈ U0 (4.2)

Figure 4.11 shows the values of the future states only for the states from policy zone II at station
0. The red lines indicate the boundaries of policy zone II at station 1. The investigation of
the base-stock level at station 0 is narrowed to the states between the indicated boundaries.
From the figure it is observed that s∗1,t+1 ranges between 4.25 – 5.25 mln VLs. A future state
s1,t+1 higher than 4.5 mln VLs (indicated by the arrow) occurs because the current state s1t
is limiting the action at station 1, i.e. u∗1t = s1t. The system reacts by increasing the desired
amount of inventory after station 0. The fluctuation between 4.25 and 4.5 mln VLs occurs due
to the discretization step. In Figure 4.11 it is observed that the largest part of the policy zone
II between the red lines tries to achieve a future state s∗1,t+1 equal to 4.25 mln VLs. Therefore,
this will be used in the remainder of the thesis as the base-stock level of FPU.

Concluding, if the system is able to reach the base-stock levels represented by state (s∗1,t+1, s
∗
2,t+1)

it always wants to transition to this future state. From solving the APP problem for the MSD
case optimally, it is derived that this state is equal to (4.25, 1).

Value function

As defined before, the value function represents the expected present value of the holding and
inventory costs given the current state of the system and assuming that the optimal policy is
followed in each decision epoch until the end of the planning horizon T . Figure 4.12 depicts the
value functions V0 in mln currency unit for all possible starting states of the system (s10, s20).
For example, if the start state equals (10, 0) and the optimal policy is followed until the end
of the planning horizon, then the total expected discounted costs are equal to 40 mln currency
unit.

From Figure 4.12 it can be observed that there is an area containing starting states where the
lowest total discounted costs are expected. This range represents an total expected discounted
costs of around 40 mln currency unit. The starting state producing the lowest total expected
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Figure 4.11: Expected future states s1,t+1 from policy zone II

Figure 4.12: MSD AH current situation - Value function (V0) in mln currency unit

discounted cost is state (5.75, 0). It is interesting to note that when looking at the figure, a
convex-like behavior can be observed. In other words, for a fixed s1t the value function first
decreases in s2t and then increases again in s2t. The same holds for s1t for a fixed s2t. This
observed convex behavior of the value function is proven in Chapter 5. It is found that the
value function is convex in (s1t, s2t).

4.1.3 Sensitivity analysis

In order to assess if the optimal solution of the APP problem, is robust against changes made
to the parameters estimated in section 4.1.1 or that the behavior of the optimal solution can
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be logically explained, a sensitivity analysis is performed. The sensitivity analysis varies the
settings of the following estimated parameters: discretization step, discount factor γ and the
ratios between the holding and penalty costs. The sensitivity is assessed based on the impact
on the optimal policy resulting from solving the DP problem for the various parameter settings
and the impact on the value function.

Discretization step

Table 4.4: Discretization step scenarios for sensitivity analysis

Parameter MSD case Scenario 1 Scenario 2 Scenario 3 Scenario 4
Discretization step (bi) 0.25 0.5 0.75 1 2

To assess whether the solution obtained from solving the APP problem optimally is robust
against changes to the used discretization step, the model is solved for the various scenarios
shown in Table 4.4. The optimal solutions from the scenarios are compared with the optimal
solution from the MSD current situation case. The optimal policies for the FPU and FPP pro-
duction stations plus the corresponding value functions for the different scenarios are presented
in Appendix D.1 in respectively Figure D.1, Figure D.2 and Figure D.3.

The figures show that a step size equal to 0.5 and 1, yield the same optimal APP for station 1
and roughly the same for station 0. Furthermore, the policy zones can again be identified for
these two scenarios. To visualize the difference in the policy at the FPU station of scenario 1
and scenario 2 with respect to the MSD case, Figure 4.13 shows the boundaries of policy zone
II at station 0 for the various setting of the discretization step. From the graph follows that the
bounds of the policy zone II are rounded down to the nearest integer multiplication of the step
size.

Figure 4.13: Policy zone II at station 1 for various settings of discretization step

The value function of the discretization step from scenario 1 and scenario 3 again are highly
similar to the value function of the MSD case. The figures in Appendix D.1 show that the
optimal solution of the model does not show the same behavior when the discretization step is
set to 0.75 mln VLs. The same behavior is observed when the discretization step is set to 2 mln
VLs, but this produces a solution with too little detail.

Based on the insights from solving the optimal APP for various settings of the discretization
step, we conclude that the setting of the discretization step influences the optimal APP solution.
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However, the structure of the policy for a given state of the system remains the same including
the corresponding costs with a discretization step of 0.5 compared with the current MSD case.
Hence in the remainder of this project, the DP problem is solved with a discretization step, and
thereby the fixed batch sizes b0 and b1, equal to 0.5 mln VLs. The base-stock levels (s∗1,t+1, s

∗
2,t+1)

derived from the sensitivity analysis corresponding with a discretization step of 0.5 are (4, 1).
Choosing the discretization step from scenario 1 instead of the initial step size, greatly reduces
computational effort required to solve the problem.

Discount factor

Table 4.5: Discount factor scenarios for sensitivity analysis

Parameter MSD case Scenario 1 Scenario 2 Scenario 3 Scenario 4 Scenario 5 Scenario 6
Discount factor (γ) 0.99 1 0.98 0.75 0.5 0.25 0.01

The impact of the discount factor is assessed on the interval γ ∈ [0; 1]. If the discount factor
is varied such that it moves closer to zero, the future costs become less and less important in
comparison to cost incurred at the current moment. We are only assessing the robustness of
the optimal production quantities of the APP problem. The reason for this is that the discount
factor has an immediate impact on the value function. Therefore, it makes no sense checking if
the value function remains equal for various settings of the discount factor. In Appendix D.2,
the optimal production quantities for station 0 and station 1 are presented.

An interesting solution is obtained for scenario 6. Here the discount factor is very close to
zero, meaning that the future cost are almost irrelevant against the immediate cost incurred.
it can be seen that the policy of the FPP station is unaffected, but for the intermediate FPU
station it becomes optimal to not produce. This can logically be explained, as the system is
only interested in minimizing the immediate cost incurred, hence the APP problem is solved
with a myopic view. Producing at station 1 only increases the immediate cost, because holding
costs have to be paid. Therefore, it is more optimal to not produce at station 0, when only the
immediate costs are taken into account. However, if the FPU station is not producing, the FPP
station will not be able to supply the demand eventually and high penalty costs are incurred
(in the future).

From the graphs can be concluded that the optimal solution is robust with respect to different
settings of the discount factor up until a certain point. Through solving the APP problem
optimally it is found that if γ ≥ 0.17, the future cost play a large enough role to influence the
optimal solution.

Cost ratios

Table 4.6: Cost scenarios for sensitivity analysis

Parameter MSD case Scenario 1 Scenario 2 Scenario 3 Scenario 4 Scenario 5
Holding cost FPU (h1) 0.5 0.194 0.388 0.969 2.906 3.875
Holding cost FPP (h2) 0.8 0.31 0.62 1.55 4.65 6.2
Penalty cost FPP (p2) 6.2 6.2 6.2 6.2 6.2 6.2

Parameter Scenario 6 Scenario 7 Scenario 8 Scenario 9 Scenario 10 Scenario 11
Holding cost FPU (h1) 0.08 0.2 0.4 0.6 0.8 1
Holding cost FPP (h2) 0.8 0.8 0.8 0.8 0.8 0.8
Penalty cost FPP (p2) 6.2 6.2 6.2 6.2 6.2 6.2

To gain more insight in how the optimal solution is constructed, the sensitivity of the optimal
solution towards the cost ratios is assessed. In a classical inventory model problem, the ratio
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between the penalty and the holding cost determines the order-up-to-point, see Chapter 2.
Therefore, the scenarios are setup to vary the ratios between the penalty and the holding cost.
We investigate the behavior of the optimal solution while varying these two ratios:

1. Ratio h1/h2: identifying the difference in costs incurred of holding inventory of FPU or
FPP

2. Ratio h2/p2: identifying the difference in cost incurred of holding one unit of inventory
against having a back-order of one unit of FPP

In scenarios 1 – 5 the ratio between the holding costs of FPU and FPP is kept equal to the
MSD case. The ratio h2/p2 is varied to see if the base-stock levels vary when the holding cost
is becoming more or less costly compared to the penalty costs. In scenarios 6 – 11 the ratio
between the penalty and the holding cost of FPP is kept equal to the MSD case. The ratio
between the two holding costs is changed to see if the optimal solution allocates the optimal
amount of inventory in the system differently with respect to the MSD case. The ratios and the
resulting base-stock levels s∗1,t+1 of FPU inventory and s∗2,t+1 of FPU inventory are displayed
in Table 4.7. The base-stock level of the system is the total desired amount of inventory in the
system. The base-stock levels are calculated in the same manner as described in the section
introducing the base-stock levels.

Table 4.7: Cost ratios per scenario

MSD case Scenario 1 Scenario 2 Scenario 3 Scenario 4 Scenario 5
Ratio h1/h2 0.625 0.625 0.625 0.625 0.625 0.625
Ratio h2/p2 0.129 0.05 0.1 0.25 0.75 1
Base-stock station 1 4 4.5 4 4 3.5 3.5
Base-stock station 2 1 1 1 0.5 0.5 0.5
Base-stock system 5 5.5 5 4.5 4 4

Scenario 6 Scenario 7 Scenario 8 Scenario 9 Scenario 10 Scenario 11
Ratio h1/h2 0.1 0.25 0.5 0.75 1 1.25
Ratio h2/p2 0.129 0.129 0.129 0.129 0.129 0.129
Base-stock station 1 5 5 4.5 4 3 2
Base-stock station 2 0.5 0.5 0.5 1 2 3
Base-stock system 5.5 5.5 5 5 5 5

From Table 4.7 it follows that when the ratio h2/p2 is increased, the base-stock level in the
system is reduced. This is in line with critical value theory of the newsvendor problem described
in Chapter 2. If a back order become less costly compared to holding inventory to hedge against
uncertainties that might cause back-orders, the optimal solution is obtained with less inventory
in the system. When increasing the ratio h1/h2, it can be seen from Table 4.7 that the base-
stock in the system remains roughly equal, but it is allocated differently to the two stations. To
illustrate the effect of the cost ratio even more, the change observed in the boundaries of the
policy zones for station 1 and station 2 are depict in Figure 4.14. Note that the boundary of
policy zone four are omitted for the FPP station.

The results from the performed sensitivity analyses show that the model behaves as expected and
it supports the confidence in the solutions obtained from solving the APP problem optimally.
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Figure 4.14: Sensitivity of boundaries of the policy zones

4.2 Freeze period

To enable us to answer the research questions regarding the sensitivity of the optimal solution
for the planing concept freeze period, the model is again solved while including a freeze period.
The incorporation of the freeze period in the DP formulation is described in section 3.2. This
section discusses the results obtained from solving the optimal APP with freezing a part of the
production planning. The section first highlights the difference in parameters settings used for
the freeze period case relative to the MSD current situation case. Then the section addresses
the average value function of the freeze period and it concludes with an analysis to determine
the rate with which the total expected discounted costs (i.e. the value function) increase when
the freeze period is increased.

4.2.1 Parameter estimation

Table 4.8: Additional parameter settings freeze period

Parameter MSD case Sc. 1 Sc. 2 Sc. 3 Sc. 4 Sc. 5 Sc. 6 Sc. 7 Sc. 8
Freeze period (L) 2 1 3 4 5 6 7 8 9
Iterations (W) 24 24 24 24 24 24 24 24 24

The parameters from Table 4.1 and Table 4.2 are again applied with the fixed batch sizes equal
to 0.5 mln VLs. The APP problem is solved optimally for a planning horizon equal to 12 months
with different lengths of the freeze period L. The values assigned to the length of the freeze
period are shown in Table 4.8. Currently, MSD AH uses a freeze period equal to L = 2. The
first scenario with the length of the freeze period equal to L = 1 reduces the APP problem with
freeze period to the APP problem described in section 4.1.

Table 4.8 also displays the number of solving iterations, indicated by W = {ω : 1, ..., 24}.
Each iteration ω represents the solving of the APP problem, see Section 3.2. The demand that
arrives at the system is again time-dependent and follows from the forecast file updated forecast
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file. This means that the parameters of the demand distribution follow from the forecast file
available at solving iteration ω, therefore this is indicated by pdf gωt (·) and Gω

t (·). In the first
iteration (ω = 1), the forecast file of January 2015 is used upto ω = 24 where the forecast file
of December 2016 is used.

Because we vary L upto a value of nine periods, we require at least nine solving iterations before
no fixed policies still follow from the initialization of the problem. Therefore, it is decided to use
the first twelve iterations as initialization and focus the sensitivity analysis on the last twelve
iterations. This holds that effectively ω = {12, ..., 24} are used in the sensitivity analysis, such
that we evaluate the sensitivity of the value function for the whole of 2016.

4.2.2 Value of freeze period

The APP problem with freeze period is solved for 24 solving iterations for the different lengths
of the freeze period. To gain insight in the value of the freeze period, it is investigated how
the value function Vt(s1t, s2t) changes at time t = 0 between the different solving iterations for
the various lengths of the freeze period compared to the optimal APP from Section 4.1. It is
required to solve the APP problem for multiple solving iterations to see the effect of freezing
the production quantities.

Value difference for policy zones

From Section 4.1 it followed that four policy zones can be identified. Therefore, we focus the
analysis on the sensitivity of the optimal APP separately on the first three policy zones. As each
of the policy zones represents a different optimal type of action to be followed, it is interesting
to investigate how the freeze period affects the expected costs within the policy zones. This
analysis provides us with the insight how the value functions belonging to a policy zones are
affected by introducing various lengths of freeze period.

The analysis requires that the value functions obtained from solving the model are separated
into the three policy zones. The boundaries of the policy zones are determined for each ω based
on the optimal APP for the FPU station with L = 1. This represents the boundaries that are
calculated based on the newest demand information at station 0 because the freeze period is
equal to one. Figure E.1 in Appendix E shows an example of the determined boundaries of the
policy zones, dividing the state space and hence the value functions into the three policy zones.

The first step in finding the value of the freeze period is to determine for each state of a policy
zone how much the value function changes due to the length of the freeze period. Therefore, it
is calculated for each ω = {12, ..., 24} for each state how much the value function has changed
in percentages. This is done according to Equation (4.3). The obtained ∆ω,L represents for
a given solving iteration ω and length of the freeze period L, how much the value function of
state (s10, s20) ∈ S is changed compared to the value function with L = 1. In Equation (4.3),
V L
0ω(s10, s20) indicates the value function V0(s10, s20) for a certain L at solving iteration ω.

∆ω,L =
V L
0ω(s10, s20)− V 1

0ω(s10, s20)

V 1
0ω(s10, s20)

× 100 ∀ (s10, s20) ∈ S and ∀ ω ∈ W (4.3)

Based on the derived boundaries of the policy zones for the FPU station, the calculated ∆ω,L

belonging to each of these policy zones are averaged over the states and solving iterations. This
represents the average change of the value function for each of the policy zones for a given length
of the freeze period L compared to the scenario where L = 1. The obtained values are displayed
in Table 4.9. To illustrate how the values from Table 4.9 should be interpreted, an example is
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given. From the numerical analysis it is obtained, that when introducing a freeze period L = 2
the total expected discounted costs increase on average with 0.82% for policy zone I and 1.24%
for policy zone II.

Table 4.9: Average value function difference per policy zone compared to L = 1 (in %)

Policy Zone L = 1 L = 2 L = 3 L = 4 L = 5 L = 6 L = 7 L = 8 L = 9

Zone I 0 0.82 1.23 3.05 3.76 4.48 6.39 6.51 7.07
Zone II 0 1.24 1.93 5.25 6.1 6.26 11.04 11.76 12.39
Zone III 0 0.33 1.03 2.24 2.85 3.38 7.7 7.67 8.48

Sensitivity of value function - Freeze period

To give an indication of the rate with which the value function increase the values of Table
4.9 are plotted in Figure 4.15. The figures also include a trend line. This line shows the least-
squares regression line, the detailed information regarding the fitting of this line is stated in
Appendix F.1. The most important thing to point out is that both the intercept and the slope
of the fitted lines are significant with a p-value < 0.05. Of course we have to note that the line
is fitted on a limited amount of observations.

(a) Zone I (b) Zone II

(c) Zone III

Figure 4.15: Percentage increase of value function per policy zone

As can clearly be seen from Figure 4.15, the largest increase in the value function is expected
for policy zone II. This also makes intuitively sense. In policy zone I and policy zone III it is
optimal to either produce the maximum capacity or to produce nothing, this is a fairly robust
decision against changes in the demand information. However, when determining the optimal
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action in policy zone II, the demand information plays a larger role. When the decision is made
based on older demand information, the frozen optimal production quantities in policy zone
II might lead to high penalty costs if the demand was underestimated when the actions were
frozen or to high holding costs if the demand was overestimated.

From the presented sensitivity analysis on the optimal APP regarding the introduction of various
lengths of the freeze period, it follows that the optimal solution is affected by freezing a fraction
of the APP. The value functions corresponding to states in policy zone II are affected the most.
Based on the slope of the fitted least-squares regression lines, we derive the rate with which the
value function increases in percentages when the freeze period is increase with one period. For
policy zone I, zone II and zone III this is respectively: 0.952%, 1.672% and 1.174%.

Analysis of specific states

To conclude the sensitivity analysis of the value function for different setting of the freeze period,
we also investigate the sensitivity for a couple of specific states. In the previous analysis, the
value functions belonging to a policy zone were averaged. Although taking the average provided
us with a nice overall insight, it is also possible that it levels out the effect of the freeze period.
Therefore, we investigate the selected states from Table 4.10 individually.

These states are selected such that they represent the specific states within a policy zone. This
means for policy zone I and III that one state is selected close to the boundary of the zones,
one state centered in the zone and one at the boundaries of the state space. For zone II, the
base stock level from the MSD AH base case is selected, a state in the center of zone II and one
state close to the boundary with zone III.

Table 4.10: Sensitivity of value function (in %) for specific states with various settings of L

Zone State (s1t, s2t) L = 1 L = 2 L = 3 L = 4 L = 5 L = 6 L = 7 L = 8 L = 9

I (0,-4) 0 0.03 1.13 0.74 0.87 1.78 2.98 2.87 3.41
I (2,-2) 0 0 0.37 2.33 4.01 3.67 5.61 5.14 5.6
I (3,1) 0 0.18 0.55 4.54 3.38 4.8 5.58 7.43 7.38

II (4,1) 0 1.21 1.98 6.62 7.49 8.36 14.88 15.12 15.28
II (6,1) 0 1.49 2.4 7.64 8.43 9.12 14.88 15.54 16.13
II (6,3) 0 1.65 2.24 5.21 5.67 7.01 12.04 12.46 12.78

III (8,4) 0 0.57 1.79 3.86 4.34 5.45 10.37 10.55 11.05
III (11,6) 0 0 0.28 0.72 1.23 2.24 6.16 5.79 6.64
III (15,8) 0 0 0.21 0.33 0.58 0.96 3.31 3.5 4.32

The values in Table 4.10 show the sensitivity of the value function for the specific states in
percentage change averaged over the included solving iterations ω. To investigate the sensitivity
of the value functions from Table 4.10, again a regression line is plotted for each of the states.3

These plots are displayed in Figure 4.16 where each sub-figure shows the sensitivity of the states
belonging to a specific policy zone. The included grey lines in the plots depict the regression
lines from Figure 4.15.

From Figure 4.16 it can be derived that for policy zone I and zone III, the regression line of the
states close to the boundaries of the zones are much steeper than for the other included states
of that zone. Furthermore, Figure 4.16 underlines that the value functions for zone II are more
influenced by a freeze period. It also shows that for zone II, the value functions of the selected
states do not show such a big difference, i.e. less difference in slope, as observed for zone I and
III.

3The detailed regression data from Matlab are stated in Appendix F.2
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(a) Zone I (b) Zone II

(c) Zone III

Figure 4.16: Percentage increase of value function of specific states per policy zone

Conclusion

Both sensitivity analyses of the value functions when varying the length of the freeze period
yield interesting results. The average percentage change of the value function per policy zone
showed that the value function of policy zone II was affected the most by increasing the freeze
period. The state specific analysis revealed that the sensitivity of the value function within
zone I or zone III greatly differs based on the position within the policy zone. It is found that if
the state of the system is closer to the boundary of the policy zone, the sensitivity of the value
function greatly increases compared to other states of the system within the same policy zone.

4.3 Planning horizon

The sensitivity of the optimal APP obtained from solving the basic model presented in Section
4.1 is also assessed for various lengths of the planning horizon T . In Section 3.3 the model is
introduced that is used to solve the APP problem optimally for different settings of T . This
section describes the results from solving this model. First the additional estimated parameters
are described followed by the presentation and discussion of the obtained results.

4.3.1 Parameter estimation

To implement the model that enables us to solve the APP problem optimally for various lengths
of the planning horizon, the additional parameters of Table 4.11 are estimated. The APP
problem is always solved in the first five scenarios for a total number of period Φ equal to
twelve and in the last six scenarios for a total number of period equal to 24. The planning
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Table 4.11: Additional parameter settings planning horizon

Parameter Sc. 1 Sc. 2 Sc. 3 Sc. 4 Sc. 5 Sc. 6 Sc. 7 Sc. 8 Sc. 9 Sc. 10 Sc. 11
Number of periods (Φ) 12 12 12 12 12 24 24 24 24 24 24
Planning horizon (T ) 12 6 4 3 2 24 12 6 4 3 2
Iterations (κ) 1 2 3 4 6 1 2 4 6 8 12
Limited capacity (K1) 5 5 5 5 5 5 5 5 5 5 5
Terminal target state (x1T ) 4.5 4.5 4.5 4.5 4.5 4.5 4.5 4.5 4.5 4.5 4.5
Terminal penalty α 5 5 5 5 5 5 5 5 5 5 5

horizon varies such that the required iterations are a positive integer number. The number of
iterations is calculated based on the definition discussed in Section 3.3, i.e. κ = Φ/T .

When capacity is limited with respect to the arriving demand, it is more important to look
further ahead (larger T ) to anticipate when the available capacity is not sufficient to supply a
high demand. To incorporate this possible threat of taking into account a too short planning
horizon to anticipate for high demand, the limited capacity available at station 1 is reduced to
5 mln VLs. The terminal target state is based on the base-stock level derived from solving the
basic APP problem with the limited capacity from Table 4.11 and set equal to 4.5 mln VLs
for all terminal stages. The penalty α is set sufficiently high compared to the holding cost at
station 1.

4.3.2 Value of planning horizon

Value difference for policy zones

We are again interested in how sensitive the optimal APP is, but now with respect to the
length of the planning horizon T . To gain insight in how the optimal APP is affected by various
settings of T , the sensitivity is again evaluated based on the policy zones determined in Section
4.1 for the FPU station. The states of the system are clustered based on these policy zones. In
section 3.3 the total evaluated costs CT

0 were introduced where T indicated to which length of
planning horizon the cost belong to. The difference between the total evaluated costs within
a policy zone are determined representing the sensitivity of the APP solution for the different
zones.

To reduce the risk of observing an increase in the total evaluated costs due to the specific
structure of the time-dependent demand (i.e. place of a peak in demand), the scenarios from
table 4.11 are executed twelve times. With each execution, the mean of the demand distribution
µt is derived from a different forecast file. This means that the first time all scenarios are
executed, µt follows from the forecast file of January 2016 for all t, until the twelfth time where
the forecast file of December 2016 is used. The boundaries of the policy zones are updated for
each time the scenarios are executed.

The sensitivity of the value function is expressed as percentage increase of the total evaluated
costs CT

0 with planning horizon T compared with C12
0 for scenarios 1–5 and with C24

0 for
scenarios 6–11. This is calculated for all states in state space S and for each of the twelve
times the scenarios are executed. This percentage change per state is averaged over all states
belonging to a policy zone and over the different times the scenarios are executed.

The average change per policy zone indicates the sensitivity of the total evaluated costs with
respect to the different settings of T for each policy zone and are listed in Table 4.12 and Table
4.13. To illustrate how the tables should be interpreted, the following example is presented:
when decreasing the length of the planning horizon T from 12 periods to 6 the expected total
discounted cost increase on average with 1.29% for states in policy zone I and 1.78% for states
in policy zone II.
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Table 4.12: Average difference total evaluated costs CT
0 per policy zone compared to C12

0 for
Sc. 1–5(in %)

Policy Zone T = 12 T = 6 T = 4 T = 3 T = 2

Zone I 0 1.29 3.01 3.75 8.33
Zone II 0 1.78 3.87 4.03 5.61
Zone III 0 1.67 3.61 3.68 5.07

Table 4.13: Average difference total evaluated costs CT
0 per policy zone compared to C24

0 for
Sc. 6–11(in %)

Policy Zone T = 24 T = 12 T = 6 T = 4 T = 3 T = 2

Zone I 0 0.67 3.31 5.12 6.58 11.17
Zone II 0 0.82 4.23 6.22 7.44 9.98
Zone III 0 0.79 4.15 6.07 7.21 9.61

Sensitivity of value function - Planning horizon

From the table it is observed that the average differences per policy zone do not differ very
much, especially for policy zone II and zone III. To create insight in the rate with which the
total evaluated costs increase, the values from Table 4.12 and Table 4.13 are plotted in Figure
4.17. We found that the best fit is obtained when an exponential growth line is fitted to the
data points. In Figure 4.17 the red and pink line respectively indicate the exponential fit for
scenarios 1–5 and scenarios 6–11.

(a) Zone I (b) Zone II

(c) Zone III

Figure 4.17: Percentage increase of total evaluated costs per policy zone
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As observed in the tables and Figure 4.17 the total evaluated costs are affected by solving
the APP problem optimally for various lengths of planning horizon T . Furthermore, Figure
4.17 underlines that the total evaluated costs are roughly equally sensitive against decreasing
T for the different policy zones. From plotting the fitted lines, we obtain an indication of the
rate with which the total evaluated costs increases in percentages when the planning horizon is
decreased with one period for each policy zone individually. As observed, the total evaluated
costs increase exponentially when decreasing the planning horizon T .

Analysis of specific states

The sensitivity of the total evaluated costs when decreasing T is also assesses for some repre-
sentative states of the state space. Therefore, from each of the policy zones three states are
selected to gain insight in how the sensitivity of the evaluated costs behaves within a zone. The
same states are selected from the sensitivity analysis of the freeze period.

Table 4.14: Sensitivity of total evaluated costs (in %) for specific states for Sc.1–5

Zone State (s1t, s2t) T = 12 T = 6 T = 4 T = 3 T = 2

I (0,-4) 0 0.72 1.64 2.7 21.66
I (2,-2) 0 0.97 3.04 4.57 5.85
I (3,1) 0 1.76 3.76 3.46 5.6

II (4,1) 0 1.92 4.08 3.99 5.95
II (6,1) 0 1.99 4.3 4.38 6.15
II (6,3) 0 1.89 4.18 4.36 6.13

III (8,4) 0 1.81 4.03 4.09 5.7
III (11,6) 0 1.6 3.35 4.07 4.51
III (15,8) 0 1.33 2.54 2.03 3.54

Table 4.15: Sensitivity of total evaluated costs (in %) for specific states for Sc.6–11

Zone State (s1t, s2t) T = 24 T = 12 T = 6 T = 4 T = 3 T = 2

I (0,-4) 0 0.47 2.27 3.77 5.61 20.99
I (2,-2) 0 0.54 2.6 4.53 6.22 8.51
I (3,1) 0 0.82 3.89 5.83 6.79 9.71

II (4,1) 0 0.88 4.38 6.43 7.58 10.41
II (6,1) 0 0.87 4.51 6.62 7.85 10.58
II (6,3) 0 0.86 4.4 6.5 7.83 10.48

III (8,4) 0 0.83 4.34 6.43 7.59 10.3
III (11,6) 0 0.77 4.08 5.81 7.58 9.12
III (15,8) 0 0.68 3.61 4.8 5.53 7.85

The values from Table 4.14 and Table 4.15 show the sensitivity of the total evaluated costs for
specific states in percentage change. From analyzing the values in the tables it follows that the
total evaluated costs for the states in policy zone II experience a slightly higher increase when
T decreases. Furthermore, the states at the bounds of the state space ((0,−4) and (15, 8)) show
to be a little less affected by decreasing T . This does not hold for the extreme observed increase
of state (0,−4) with T = 2. The values from the tables are plotted in Figure 4.18 including
their best fitted exponential growth lines.

The color of the line or the marker indicates to which policy zone the state belongs. From the
figures it is derived that the total evaluated costs of states belonging to policy zone I are slightly
less affected by decreasing T . This is seen in the graph of Scenarios 6–11 by looking at the blue
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(a) Scenarios 1–5 (b) Scenarios 6–11

Figure 4.18: Percentage increase of total evaluated costs for specific states

lines which are below the other colored lines. The figures ales show that the fitted lines largely
overlap. This supports our earlier finding that the sensitivity of the evaluated costs are highly
similar.

The outlier observed for state (0,−4) when T = 2 in both graphs can be explained. The set
terminal target state is equal for all states within the state space and set equal to the base-stock
level. However, in Figure 4.11 it was shown that when the inventory amount s1t limits the action
u1t in transitioning to the desired future state (hence u∗1t = s1t), the system compensated this
by keeping more inventory at stock point 1. This compensation is not captured in the terminal
target state and with T = 2 this results in high penalty cost from back orders when the total
evaluated costs are calculated.

Conclusion

The sensitivity analyses regarding the sensitivity of the total costs when decreasing T showed
that the total evaluated costs are sensitive for changes in T . This holds that the total evaluated
costs increase when T decreases. The sensitivity analysis on the total evaluated costs averaged
over the policy zones of the FPU station indicated that the costs increase exponentially when
the length of the planning horizon is decreased. From the analysis it is also observed that
the increase in costs showed high resemblance for the different policy zones. This observation
is underlined by the sensitivity analysis for specific states. However, the total evaluated costs
belonging to states within policy zone II experience a slightly higher increase when T decreases.
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Chapter 5

Structural Analysis

This chapter addresses the observed structural behavior from Chapter 4 of the optimal APP
without a freeze period and for a fixed planning horizon. The solution from this case is
extensively described in section 4.1.2. To generalize the identified optimal policy zones, the
existence and optimality of the policy is proven. The chapter start with showing the behavior
of the value function and continues with proving the existence and optimality of the proposed
policies in the zones. The conceptual model is again considered for the MSD case, hence the
problem reduces to a system including two stations and θi = 1 for all i ∈ {0, 1}.

5.1 Structural behavior of the value function

Proposition 1. The value function Vt(s1t, s2t) is convex in (s1t, s2t) ∈ S for all t ∈ T .

Proof of Proposition 1. The convexity of the value function is proven by induction. First
the value function VT (s1T , s2T ) at time t = T is analyzed.

VT (s1T , s2T ) = c(s1T , s2T ) (5.1)

= h1s1T +
[
h2[s2T ]+ + p2[−s2T ]+

]
(5.2)

The value function at time t = T is linear, i.e. convex in s1T and convex in s2T . The sum of
these two non-negative convex functions is again convex, hence it follows that the value function
VT (s1T , s2T ) is convex in the states. We now look at t = T − 1. The definition of the value
fucntion is repeated in Equation (5.3).

VT−1(s1,T−1, s2,T−1) = min
(u0,T−1,u1,T−1)∈ U

{
c(s1,T−1, s2,T−1) + γ · E

[
VT (S1T , S2T )

]}
(5.3)

As argued above, the immediate cost function c(s1,T−1, s2,T−1) is convex in (s1,T−1, s2,T−1).
The value function VT (s1T , s2T ) is shown to be convex in (s1T , s2T ). When substituting the
transition function for s1T and s2T from Equation (3.4), Equation (5.4) is obtained.

VT (s1T , s2T ) = VT (s1,T−1 − u1,T−1 + u0,T−1r0, s2,T−1 − dT−1 + u1,T−1) (5.4)

From convexity of the value function VT and the linear transformation performed by the
transition function, VT is convex in (s1,T−1, s2,T−1) ∈ S and (u0,T−1, u1,T−1) ∈ U . Multiplying
the value function with the discount factor does not influence the convexity. Furthermore, when
the expectation is taken over the probabilities of the yield rate and uncertain demand, convexity
of VT is preserved.

From Boyd and Vandenberghe (2004, p. 88) it is obtained that the partial minimum of VT over
(u0,T−1, u1,T−1) ∈ U is convex in (s1,T−1, s2,T−1). The theorem states that for a convex function
f in (x, y), where y is an element of is a nonempty convex set C, then the function g, obtained
through Equation (5.5), is convex in x given that g(x) > −∞.

g(x) = inf
y∈C

f(x, y) (5.5)

Applying this to our model, the conditions of the theorem become:
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1. VT is convex in (s1,T−1, s2,T−1) and (u0,T−1, u1,T−1)

2. (u0,T−1, u1,T−1) is an element of the convex nonempty set U

3. The obtained minimum is larger than −∞ for all (s1,T−1, s2,T−1) ∈ S

The first condition was already shown to hold. The second condition requires to assume that
the action space is continuous within its bounds. Therefore, the constraint regarding the fixed
batch sizes is relaxed. We also know that the value function is always positive for all states in
the state space and bounded below by zero, respecting the third condition.

By respecting the described conditions, we know that the minimum of VT over (u0,T−1, u1,T−1) ∈
U is convex in (s1,T−1, s2,T−1) ∈ S. Then the value function at time t = T − 1 becomes the sum
of two non-negative convex functions, which is again convex. Hence it follows that the value
function Vt−1(s1,T−1, s2,T−1) is convex in (s1,T−1, s2,T−1) at time t = T − 1.

Now assume that the convex property of the value function holds at an arbitrary t+ 1 ∈ T , i.e.
Vt+1 is convex in (s1t, s2t) and (u0t, u1t). For completeness, the definition of the value function
at time t is given in Equation (5.6). By the induction hypothesis, the minimum over (u0t, u1t) is
again a convex function in (s1t, s2t). The immediate cost function is convex in (s1t, s2t). Hence
the value function Vt is convex in (s1t, s2t). This shows that the value function is convex in
(s1t, s2t) ∈ S for all t ∈ T .

Vt(s1t, s2t) = min
(u0t,u1t) ∈ U

{
c(s1t, s2t) + γ · E

[
Vt+1(S1,t+1, S2,t+1)

]}
(5.6)

Proposition 1 shows that the value function is convex in the state of the system. From this we
know that there exists a future state of the system that minimizes the future value function
Vt+1 in Equation (3.7). This minimizer state is represented by (s∗1,t+1, s

∗
2,t+1). The convexity

of the value function will be extensively used in the remainder of this chapter in the proofs of
the propositions regarding the control limits of the policy zones. We especially make use of the
property that the convex value function is monotonically decreasing in the state of the system
up until the minimizing point. After this minimizing point, the value function is monotonically
increasing in the state.

5.2 Optimal policy zones

In the numerical analysis from Chapter 4, optimal policy zones were identified. We first focus
our attention to station 1 with current state s2t and action u1t in showing the existence of the
control limits marking the boundaries of these policy zones.

Proposition 2. For a pair (s1t, s2t) ∈ S, there exists a control limit s+2t such that for any
s2t ≥ s+2t, the optimal action u∗1t = 0 for all decision epochs t ∈ {0, ..., T − 1}.

Proof of Proposition 2. Assuming the control limit s+2t exists, then it should hold for a s2t ≥
s+2t that the action u∗1t = 0 minimizes the value function Vt(s1t, s2t). Therefore, the following
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inequality must hold.

E
[
Vt+1

(
(S1,t+1, S2,t+1)|u1t = 0

)]
< E

[
Vt+1

(
(S1,t+1, S2,t+1)|u1t > 0

)]
(5.7)

E
[
Vt+1

(
S1,t+1, s2t −Dt

)]
< E

[
Vt+1

(
S1,t+1, s2t −Dt + u1t

)]
(5.8)∫

r0

∫
dt

f0(r0)gt(dt)Vt+1(S1,t+1, s2t − dt)ddtdr0

<

∫
r0

∫
dt

f0(r0)gt(dt)Vt+1(S1,t+1, s2t − dt + u1t)ddtdr0

(5.9)

From the convexity of the value function Vt+1, it is known that the minimizer future state s∗2,t+1

exists. Before this state, the value function is monotonically decreasing in s2,t+1 and after the
minimizing point, the value function is monotonically increasing in s2,t+1. As both hands of
Equation (5.9) experience the same randomness, we investigate for which current states it hold
that the value function on the left-hand side is smaller than the value function on the right-hand
side. This requires, due to the convexity of the value functions, that the future state has to be
beyond the minimizing point. Therefore, the current state s2t has to satisfies:

s2t ≥ s∗2,t+1

Then because the two sides of the inequality experience the same randomness caused by the
demand and thereby are multiplied with the same probabilities, we know that there must exist
a threshold s+2t such that the inequality from Equation (5.9) holds. Then for any current state
s2t larger than that threshold, i.e. s2t > s+2t, the optimal action equals u∗1t = 0.

Proposition 2 illustrates that there exists a control limit s+2t such that if s2t is larger than that
limit, the optimal action is to not produce at station 1. This holds that the state of the system
(s1t, s2t) for which the condition s2t ≥ s+2t is satisfied, is an elements of the optimal policy zone
III of station 1. In practice this means that it is optimal to supply arriving demand from the
existing stock without producing.

Proposition 3. For a pair (s1t, s2t) ∈ S, there exists a control limit s−2t such that for any
s2t ≤ s−2t, the optimal action u∗1t = K1 for all decision epochs t ∈ {0, ..., T − 1}.

Proof of Proposition 3. Assuming the control limit s−2t exists, then it should hold for a s2t ≤
s−2t that the action u∗1t = K1 minimizes the value function Vt(s1t, s2t). Therefore, the following
inequality must hold.

E
[
Vt+1

(
(S1,t+1, S2,t+1)|u1t = K1

)]
< E

[
Vt+1

(
(S1,t+1, S2,t+1)|u1t < K1

)]
(5.10)

E
[
Vt+1

(
S1,t+1, s2t −Dt +K1

)]
< E

[
Vt+1

(
S1,t+1, s2t −Dt + (K1 − ε)

)]
(5.11)∫

r0

∫
dt

f0(r0)gt(dt)Vt+1(S1,t+1, s2t − dt +K1)ddtdr0

<

∫
r0

∫
dt

f0(r0)gt(dt)Vt+1(S1,t+1, s2t − dt + (K1 − ε))ddtdr0

(5.12)

From the convexity of the value function and the same randomness on both sides of the equation,
it is again obtained that the inequality of Equation (5.12) only can hold if the future value future
state is smaller than the minimizing state s∗2,t+1 when the maximum capacity is produced. To
achieve this, the current state s2t has to satisfy:

s2t ≤ s∗2,t+1 −K1
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Using the same line of reasoning that both sides are multiplied by the same probabilities, there
must again exist a threshold value s−2t such that for any s2t ≤ s−2t the optimal action equals
u∗1t = K1.

By Proposition 3 it is shown, that for a the state of the system (s1t, s2t) such that the current
state s2t is less or equal then control limit s−2t, the state is an element of the optimal policy zone
I of station 1. This means that producing the maximum capacity is the optimal action in order
to minimize the expected future value function. This implies that the limited capacity given
the current state s2t is not sufficient to supply the random demand and to make sure that the
minimizing future state is achieved. Lemma 1 continues with proving a property of this random
future state S2,t+1.

Lemma 1. Random variable S2,t+1 is stochastically increasing in u1t and s2t

Proof of Lemma 1.

P[S2,t+1 < 0|u1t = u1t] > P[S2,t+1 < 0|u1t = u1t + ε] (5.13)

P[s2t −Dt + u1t < 0] > P[s2t −Dt + (u1t + ε) < 0] (5.14)

P[−Dt < −s2t − u1t] > P[−Dt < −s2t − (u1t + ε)] (5.15)

P[−Dt < −s2t − (u1t + ε)]− P[−Dt < −s2t − u1t] > 0 (5.16)

P[Dt < s2t + (u1t + ε)]− P[Dt < s2t + u1t] > 0 (5.17)

Gt(s2t + (u1t + ε))−Gt(s2t + u1t) > 0 (5.18)∫ s2t+(u1t+ε)

dt=s2t+u1t

gt(dt)ddt > 0 (5.19)

The last inequality always holds for any ε > 0, meaning that when you increase the production
quantity u1t, the random variable S2,t+1 indicating the future state stochastically increases. The
same can be shown to hold for s2t.

The results from Lemma 1 show that the probability of the random future state S2,t+1 being
larger than a certain state increase in the current state s2t and also in the chosen action u1t.
Although it is intuitive, this is a very useful insight used in Proposition 4

Proposition 4. For a pair (s1t, s2t) ∈ S such that s−2t < s2t < s+2t, the optimal action u∗1t is
decreasing in s2t for all decision epochs t ∈ {0, ..., T − 1}.

Proof of Proposition 4. The optimal production quantity u∗1t(s2t)
1 minimizes the expected

future value function given the current state s2t. By the condition on the current state s−2t <
s2t < s+2t, we know that the optimal production quantity lies somewhere between 0 < u∗1t(s2t) <
K1 and is therefore sufficient to reach the minimizing future state s∗2,t+1. In order to be the
optimal production quantity, the action has to minimize the probability of overshooting or
undershooting the minimizing future state and thereby minimizes the expected future value
function.

From Lemma 1 it follows that the random variable S2,t+1, indicating the future state, is
stochastically increasing in the current state and in the action. Hence for any current state

1We make use of the notation u∗
1t(·) for the optimal production quantity to increase the readability when

comparing the optimal production quantities from different states
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s′2t such that s−2t < s2t < s′2t < s+2t, the following holds for the optimal action due to the
stochastically increasing property of the random variable S2,t+1:

u∗1t(s
′
2t) < u∗1t(s2t)

Thereby it is shown that the optimal action u∗1t is decreasing in s2t for any s−2t < s2t < s+2t.

Property 4 addresses the states (s1t, s2t) for which it holds that the current state s2t falls in the
interval between the two control limits discussed earlier. In these states, the optimal action lies
between zero and the maximum capacity of station 1. Knowing this, we can derive that the
production quantity is sufficient to achieve the future minimizing state. Otherwise, a higher of
lower production quantity would produce a lower expected future value function.

Then it follows from the proven stochastically increasing property of the random future state
that if the current state s2t increases, the optimal action should be smaller. This could
be represented by the following example. Assume the current state equals 4 mln VLs and
the resulting optimal action is to produce 2 mln VLs such that the probability of over or
undershooting the minimizing state s∗2,t+1 is minimized. Then for another larger current state,
e.g. 5 mln VLs and the demand distribution is unchanged, we require less than 2 mln VLs to be
produced in order to minimize the probability of over of undershooting the minimizing state.

Proposition 5. For a pair (s1t, s2t) ∈ S with s−2t < s2t < s+2t, the optimal production quantity
u∗1t = s1t when the state s1t limits the action u1t

Proof of Proposition 5. For a current state s2t such that s2t < s+2t, we know that the optimal
production quantity lies between zero and the maximum capacity. This optimal production
quantity minimizes the expected future value function. However, by the constraints on the
production quantity u1t this is not allowed to be larger than the current state s1t. Therefore, if
it is optimal production quantity is larger than s1t, it follows from the stochastically increasing
property of S2,t+1 and the convexity of the value function, that it optimal to produce as much
as possible, i.e. u∗1t = s1t.

By the constraint on the action space U1, it is not possible to produce more than the previous
station can supply, i.e. the following condition should always hold: u1t ≤ s1t. Then if the
required production quantity to achieve the minimizing state of the future value function exceeds
the available stock of station 0, it is optimal to produce as much as possible, because in the
future states before the minimizing state, the value function is monotonically decreasing in the
states. Hence, producing as much as possible results in the lowest possible future value function.
The states for which the state s1t limits the optimal action u∗1t are an element of policy zone
IV of station 1.

The propositions so far showed the existence of the control limits for station 1. We now focus
on the control limits of station 0. As the same logic is used to prove the existence of the various
control limits for station 0, only a short discussion is provided of the implications of the proven
limits at the end of the propositions regarding station 0.

Proposition 6. For a pair (s1t, s2t) ∈ S, there exists a control limit s+1t such that for any
s1t ≥ s+1t, the optimal action is u∗0t = 0 for all s1t ≥ s+1t. The control limit s+1t is monotonically
non-increasing in s2t ∈ S2.

Proof of Proposition 6. Assuming the control limit s+1t exists, then for a s1t ≥ s+2t the action
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u∗0t = 0 minimizes the value function Vt(s1t, s2t). Therefore, the following inequality must hold.

E
[
Vt+1

(
(S1,t+1, S2,t+1)|u0t = 0

)]
< E

[
Vt+1

(
(S1,t+1, S2,t+1)|u0t > 0

)]
(5.20)

E
[
Vt+1(s1t − u1t, S2,t+1)

]
< E

[
Vt+1(s1t − u1t + u0tR0, S2,t+1)

]
(5.21)∫

r0

∫
dt

f0(r0)gt(dt)Vt+1(s1t − u1t, S2,t+1)ddtdr0

<

∫
r0

∫
dt

f0(r0)gt(dt)Vt+1(s1t − u1t + u0tr0, S2,t+1)ddtdr0

(5.22)

We use again the convexity of the future value function to derive a condition for which the
inequality holds. From the convexity it follows that the value function is increasing in the
future state if this state is larger than the minimizing state s∗1,t+1. By investigating the left-
hand side of Equation (5.22), it is observed that the future state s1,t+1 is no longer a random
variable when the production quantity equals zero, because the randomness occurred due to the
yield uncertainty.

Therefore, we can immediately define the control limit s+1t such that for any current state s1t to
satisfy the following condition, it is optimal to not produce:

s1t ≥ s+1t = s∗1,t+1 + u1t

Based on the stated condition, it follows that the control limit s+1t is a function of the chosen
production quantity u1t. From Proposition 4 it is obtained that the optimal production quantity
is decreasing in s2t. Hence, the control limit s+1t is non-increasing in s2t.

Proposition 7. For a pair (s1t, s2t) ∈ S, there exists a control limit s−1t such that for any
s1t ≤ s−1t, the optimal action is u∗0t = K0 for all t ∈ {0, ..., T − 1}. The control limit s−1t is
monotonically non-increasing in s2t ∈ S2.

Proof of Proposition 7. Assuming the control limit s−1t exists, then for a s1t ≤ s−2t the action
u∗0t = K0 minimizes the value function Vt(s1t, s2t). Therefore, the following inequality must
hold.

E
[
Vt+1

(
(S1,t+1, S2,t+1)|u0t = K0

)]
< E

[
Vt+1

(
(S1,t+1, S2,t+1)|u0t < K0

)]
(5.23)

E
[
Vt+1(s1t − u1t +K0R0, S2,t+1)

]
< E

[
Vt+1(s1t − u1t + (K0 − ε)R0, S2,t+1)

]
(5.24)∫

r0

∫
dt

f0(r0)gt(dt)Vt+1(s1t − u1t +K0r0, S2,t+1)ddtdr0

<

∫
r0

∫
dt

f0(r0)gt(dt)Vt+1(s1t − u1t + (K0 − ε)r0, S2,t+1)ddtdr0

(5.25)

From the convexity of the value function Vt+1, it follows that the value function is decreasing in
the production quantity given a current state s1t and the resulting future state is smaller than
the minimizing state s∗1,t+1. This is true if the current state s1t satisfies:

s1t ≤ s∗1,t+1 + u1t −K0

Because the left-hand side and the right-hand side experience the same randomness, we now
that a threshold value s−1t exists for which it holds that the inequality of Equation (5.25) holds.
Hence for any s1t ≤ s−1t the optimal action u∗0t = K0. Showing that the control limit s−1t is
non-increasing in s2t follows the same line of reasoning as the argument given in the Proof of
Proposition 6.
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Lemma 2. Random variable S1,t+1 is stochastically increasing in u0t and s1t

Proof of Lemma 2.

P[S1,t+1 < 0|u0t = u0t] > P[S1,t+1 < 0|u0t = u0t + ε] (5.26)

P[s1t − u1t + u0tR0 < 0] > P[s1t − u1t + (u0t + ε)R0 < 0] (5.27)

P
[
R0 <

u1t − s1t
u0t

]
> P

[
R0 <

u1t − s1t
u0t + ε

]
(5.28)

F0

(
u1t − s1t
u0t

)
− F0

(
u1t − s1t
u0t + ε

)
> 0 (5.29)

This holds for any ε > 0 and thereby it follows that the random variable S1,t+1 is stochastically
increasing in u1t. This can also be shown for s1t in the same manner.

Proposition 8. For a pair (s1t, s2t) ∈ S such that s−1t < s1t < s+1t, the optimal action u∗0t is
decreasing in s1t for all decision epochs t ∈ {0, ..., T − 1}.

Proof of Proposition 8. Following the reasoning of the proof of Proposition 4, we know again
that the optimal production quantity u∗0t(s1t) minimizes the expected future value function
given the current state s1t. By the condition on the curren state s−1t < s1t < s+1t, it follows that
0 < u∗0t(s1t) < K0 and is therefore sufficient to reach the minimizing future state s∗1,t+1. In
order to be the optimal production quantity, the action should minimize the expected future
value function by minimizing the probability of over or undershooting future s∗1,t+1.

Using the shown property of random variable S1,t+1 from Lemma 2, we investigate the optimal
production quantity for a current state s′1t such that s−1t < s1t < s′1t < s+1t. Because the random
variable S1,t+1 is stochastically increasing in s1t, the optimal action for state s′1t should satisfy:

u∗0t(s
′
1t) < u∗0t(s1t)

By decreasing the optimal production quantity, the probability of over or undershooting the
minimizing future state s∗1,t+1 is again minimized. Therefore, we have proven that the optimal
action u∗0t decreases in s1t.

The Propositions 6–8 showed the existence of the control limits for station 0, respectively for
states of the system (s1t, s2t) that are an element of policy zone III, I and II. Furthermore, the
propositions highlighted that the optimal action u∗0t is decreasing in the state of station 1. This
underlines the found multi-echelon base-stock policy approach from the numerical analysis of
Chapter 4.
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Chapter 6

Conclusions and Recommendations

This project modeled and analyzed the aggregate production planning for the biopharmaceutical
industry. This chapter concludes the research by providing an answer to the defined research
question, formulating recommendations for MSD AH and directions for future research. Based
on the problem statement, the following research question was formulated:

What is the optimal aggregate production planning while coping with
time-dependent stochastic demand, limited capacity, fixed batch size

and random yield?

The APP problem, incorporating all the listed uncertainties and constraints from the research
question, was formulated as a stochastic DP problem. This DP problem was solved optimally
producing the optimal APP. Solving the APP problem produced the value functions and the
optimal policies. The value functions represent the expected holding and penalty costs incurred
when the optimal policies are followed along the entire finite planning horizon. The optimal
policy contained the optimal production volumes at the FPU and FPP production units for all
possible states of the system and for each decision epoch within the finite planning horizon.

By investigating the structural properties of the APP problem, it is obtained that the optimal
production quantity of the FPP station was decreasing in the FPP inventory. However, the
optimal production quantity of the FPU station was decreasing in the inventory of FPU and
FPP, hence in the echelon stock. This revealed that the optimal APP behaved according to
a multi-echelon base-stock policy. The optimal value function was shown to be convex in the
state of the system. Using the proven convexity of the value function, we were able to identify
optimal policy zones for the station individually. The zones were derived from the constraints
on the action space. Within a policy zone, the optimal production quantities followed the same
structure, namely:

Optimal policy zone I: Production volume is equal to the limited capacity
Optimal policy zone II: Production volume decreases in the amount of inventory
Optimal policy zone III: Production volume is equal to zero
Optimal policy zone IV: Production volume is equal to the amount of available FPU

stock (only applicable to FPP station)

These policy zones are visualized in Figure 6.1. Note that the lines at an angle for the FPU
production unit indicate that the optimal production quantity is decreasing in the inventory of
FPU and FPP.

Proving the characterized structural results of the optimal policies and the value function,
generalized the findings from the numerical analysis, meaning that the policy zones and their
control limits did not follow based on the specific settings for the MSD AH case, but hold for
any setting of the parameters. In the literature review we found that only limited studies in
the biopharmaceutical context incorporated stochastic influences and characterized structural
properties of the optimal solution. By constructing the structural insights of the optimal policy,
this project contributes to the limited existing literature on optimization models of production
planning and inventory models in the biopharmaceutical context.

To extent our insight on the APP for the biopharmaceutical industry, a sensitivity analysis of
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Figure 6.1: Optimal policy zones

two planning concepts was conducted. In these sensitivity analyses we assessed the influence
of introducing various lengths of the freeze period and of varying the length of the planning
horizon. From the analyses it is derived that the performance of the system, i.e. the value
function, is sensitive to various lengths of the freeze period or to various lengths of the planning
horizon. The analysis showed that when the freeze period is increased, the value function
linearly increases. Furthermore, it was obtained that the rate with which the value function
increased highly differed between the optimal policy zones. The largest increase is observed for
value functions within policy zone II. These increased on average with 1.67% for each additional
frozen period. This means that MSD AH could potentially reduce the holding and penalty costs,
given their current practice of two frozen periods, with more than 1% based on our analysis.
This performance increase shows the value of flexibility by enabling the policy to be determined
on the newest available information.

The sensitivity analysis of varying the length of the planning horizon, showed that the perfor-
mance of the system decreased when the planning horizon is decreased. Although this sounds
intuitive, it was not known with what rate the performance would decrease. The rate with
which this happened showed to be exponential in the number of periods the planning horizon
was shortened, in contrast to the linear rate of the freeze period. In the extreme case that the
planning horizon is decreased from 24 periods to only 2 periods, the performance of the system
is expected to decrease with approximately 10%. By investigating if the rates differed between
the optimal policy zones, it was found that the value functions of the different policy zones
decreased with a highly similar exponential rate.

Based on the conducted research, we are now able to answer the formulated research question.
The optimal aggregate production planning while coping with time-dependent stochastic de-
mand, limited capacity, fixed batch size and random yield follows a multi-echelon base-stock
policy. The optimal policies are characterized into four optimal policy zones, each with a specific
proven structure of the optimal production quantities. The sensitivity of the performance of
the system regarding increasing the length of the freeze period or decreasing the length of the
planning horizon showed that the best performing results are obtained for no freeze period and
an as long as possible planning horizon.

By performing the research described in this report, we contributed to the limited studies
available on the mid-term production planning optimization problems for the biopharmaceutical
industry facing a stochastic environment. In achieving this, we solved an applied industry case
made available by MSD AH and generalized the findings in a structural analysis. The found
structural insights thereby also contribute to the multi-period, multi-station systems literature
with random supply.
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6.1 Practical recommendations

In this section we formulate recommendations for MSD AH based on the conclusions drawn in
previous section, addressing the problems described in the business case from Section 1.2.

Integrate the APP

Currently, the APP activity is not performed at MSD AH. As discussed before, at MSD AH the
hierarchy of production planning decisions from Figure 1.2 are followed in the opposite direction.
This means that the mid-term production planning is initiated from the MRP calculation.
The easily violated assumptions underlying a MRP calculation generate infeasible production
plannings which are corrected by the planning departments of MSD AH. In 2016, 73% of the
production orders were not performed according to the plan (47,836 orders on a total of 65,483
orders). Adapting the proposed production orders is time consuming, because every change
made triggers a chain of changes which have to be carefully evaluated.

The APP is a crucial step in creating a feasible production plan, because it balances the available
capacity with the demand. Incorporating the APP step and thereby initiating the mid-term
production planning from this level, creates constraints for the lower level of the mid-term
production planning, i.e the MPS and MRP. By setting these constraints required for a feasible
production plan, it is possible to greatly reduce the time consuming effort invested in correcting
infeasible production plannings by the planning departments.

Multi-echelon

The optimal APP coped with the faced uncertainties by the biopharmaceutical supply chain
of MSD AH, but also respected the set constraints. In determining the optimal APP for the
FPU and FPP production unit, the APP was optimized for both included stations. Hence
by respecting the constraints, the APP created a feasible production plan for both included
stations and thereby for the supply chain as a whole.

This is an important step in resolving the observed sub-optimality of the production plan for
the supply chain as a whole following from current practice of creating a production planning
per production unit. Moving towards an multi-echelon inventory approach carries two great
potential benefits. First, from the business case of MSD AH it followed that the produced
products wait on average 72% of the total E2E lead time at the controlled stock points within
the supply chain. When the production planning is optimized for the whole of the supply chain,
it is possible to greatly reduce the E2E lead time, because any unnecessary waiting times,
resulting from the sub-optimallity, are eliminated between production units. This E2E lead
time reduction creates the possibility to reduce the required investments in inventory which
aligns with the ambition of senior management to reduce the work-in-capital.

The second benefit of adopting a multi-echelon inventory approach is that the right amount
of stock is placed at the right point within the supply chain. Currently, MSD AH calculates
the safety stock for each production unit individually based on the faced influences at that
production unit. This results in very high safety stocks settings at the FPU station compared
to the safety stock setting at the FPP station, namely twice as high. However from the numerical
analysis, solving the APP for the whole of the supply chain, it followed from the optimal solution
to place only just enough stock at the FPU stock point to supply the consumption of the FPP
station. The optimal solution of the APP for the MSD AH case pushes the stock as much as
possible to the end of the supply chain to minimize the risks on back orders.

60



CHAPTER 6. Conclusions and Recommendations

Planning philosophy

The sensitivity analyses regarding the length of the freeze period and the length of the planning
horizon showed that the performance of the system is affected by the setting of these planning
concepts. We recommend MSD AH to prevent freezing a fraction of the production planning
and use all available information to determine the production quantities, i.e. an as long as
possible planning horizon. The sensitivity analysis showed that each additional frozen period,
the holding and penalty costs increased ranging between 0.95–1.67%. The analysis also revealed
that the costs increase exponentially when the planning horizon is decreased, possibly leading
to an extreme cost increase of 10%.

The investigated influences of the freeze period and the planning horizon are only a limited
subset of the planning concepts relevant on the mid-term production planning. Other planning
concepts might for instance be the frequency of planning or event-based planning (Fleischmann
and Meyr, 2003). The configuration of all planning concepts together composes the planning
philosophy. As we have shown that the performance of the system is sensitive with respect to the
planning concepts, we recommend MSD AH to continue investigating how the planning philoso-
phy should be composed given the faced uncertainties and constraints of the biopharamceutical
industry MSD AH operates in.

6.2 Limitations and related future research

In this section we derive suggestions for future research based on the limitations of this study.

Aggregation level

In our study, the APP problem was solved optimally for one aggregated product for each station
within the supply chain. However in reality, biopharmaceutical companies have many different
products that require processing at the same limited available resource. When incorporating a
more disaggregated level of products, the optimal APP also becomes an allocation problem
of the limited available resource. Although this would greatly increase the computational
effort required to solve the problem (optimally), it is interesting to investigate the effect of
this allocation problem on the optimal APP.

Benefits of freeze period and planning horizon

When conducting the sensitivity analyses regarding the length of the freeze period and the length
of the planning horizon, only the additional costs are included in the analysis. Therefore, it
always resulted in a decrease of the performance of the system when the freeze period was
increased or the planning horizon was decreased. In reality it might also be beneficial to freeze
a portion of the production planning or to plan with a shorter planning horizon. To illustrate
this we provide an example for the planning horizon.

In our analysis we did not challenge the forecasted demand on which the parameters of the
demand distribution were fitted. However, it might be the case that the forecast becomes less
accurate over time (when predicting the demand of a month further ahead). If the APP is
determined using also the less accurate information from the forecast, then it might be the
case that demand is over or underestimated resulting in a poorer performance of the system.
Therefore, for future research it is interesting to incorporate the possible benefits of freezing a
part of the production plan or to plan with a shorter planning horizon. By incorporating this,
a trade-off emerges between the costs and benefits which is interesting to analysis and possibly
optimize.
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Quality inspection

The constructed conceptual model assumed that the lead times where deterministic and that the
products were always released at the beginning of the future state. These assumptions are easily
violated in the biopharmaceutical context, namely due to the highly regulated quality inspection.
The lead time of these quality inspections are highly variable and during an inspection it might
be decided that a produced batch does not meet the required quality standards. The latter
results in the disposal of the batch. Including the quality inspection adds even more uncertainty
to the studied system. The problems incorporating the possibility of completely rejecting a
production batch are referred to as supply interruption models. The integration of the already
modeled uncertainties and constraints with the variability in quality lead time and supply
interruption, would greatly increase practical applicability of the solutions obtained.
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Appendix A

Company background

A.1 Organizational Chart MSD

Figure A.1: Organizational Chart of MSD
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CHAPTER A. Company background

A.2 MSD AH Manufacturing Facilities

Figure A.2: MSD AH Manufacturing Facilities (Merck & Co., 2016d)
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Appendix B

Project scoping

B.1 Production yield per unit

Figure B.1: Production yield for all production units (January 2015–October 2016)
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Appendix C

MSD current situation - Detailed pro-
duction planning
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CHAPTER C. MSD current situation - Detailed production planning

Figure C.1: MSD AH current situation - optimal policy station 0 (Detail)
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CHAPTER C. MSD current situation - Detailed production planning

Figure C.2: MSD AH current situation - optimal policy station 1 (Detail)
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Appendix D

Sensitivity analysis - MSD current sit-
uation

D.1 Discretization step

(a) Discretization step 0.5 (b) Discretization step 0.75

(c) Discretization step 1 (d) Discretization step 2

Figure D.1: Optimal policy FPU station for various settings of discretization step
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CHAPTER D. Sensitivity analysis - MSD current situation

(a) Discretization step 0.5 (b) Discretization step 0.75

(c) Discretization step 1 (d) Discretization step 2

Figure D.2: Optimal policy FPP station for various settings of discretization step
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CHAPTER D. Sensitivity analysis - MSD current situation

(a) Discretization step 0.5 (b) Discretization step 0.75

(c) Discretization step 1 (d) Discretization step 2

Figure D.3: Value function for various settings of discretization step
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CHAPTER D. Sensitivity analysis - MSD current situation

D.2 Discount factor

(a) Discount factor 1 (b) Discount factor 0.98

(c) Discount factor 0.75 (d) Discount factor 0.5

(e) Discount factor 0.25 (f) Discount factor 0.01

Figure D.4: Optimal policy FPU station for various settings of discount factor
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CHAPTER D. Sensitivity analysis - MSD current situation

(a) Discount factor 1 (b) Discount factor 0.98

(c) Discount factor 0.75 (d) Discount factor 0.5

(e) Discount factor 0.25 (f) Discount factor 0.01

Figure D.5: Optimal policy FPP station for various settings of discount factor

D.3 Cost ratios
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CHAPTER D. Sensitivity analysis - MSD current situation

(a) Scenario 1 (b) Scenario 2

(c) Scenario 3 (d) Scenario 4

(e) Scenario 5 (f) Scenario 6

Figure D.6: Optimal policy FPU station for various settings of cost ratios - Part 1

79



CHAPTER D. Sensitivity analysis - MSD current situation

(a) Scenario 7 (b) Scenario 8

(c) Scenario 9 (d) Scenario 10

(e) Scenario 11

Figure D.7: Optimal policy FPU station for various settings of cost ratios - Part 2
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CHAPTER D. Sensitivity analysis - MSD current situation

(a) Scenario 1 (b) Scenario 2

(c) Scenario 3 (d) Scenario 4

(e) Scenario 5 (f) Scenario 6

Figure D.8: Optimal policy FPP station for various settings of cost ratios - Part 1
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CHAPTER D. Sensitivity analysis - MSD current situation

(a) Scenario 7 (b) Scenario 8

(c) Scenario 9 (d) Scenario 10

(e) Scenario 11

Figure D.9: Optimal policy FPP station for various settings of cost ratios - Part 2
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Appendix E

Sensitivity analysis - Freeze period and
Planning horizon

Figure E.1: Value function with policy boundaries from station 0
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Appendix F

Least-squares regression line

F.1 Freeze period

Figure F.1: Matlab output least-squares regression line Freeze Period - Zone I

Figure F.2: Matlab output least-squares regression line Freeze Period - Zone II

Figure F.3: Matlab output least-squares regression line Freeze Period - Zone III

F.2 Freeze period - specific states
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Figure F.4: Matlab output least-squares regression line Freeze Period - State (0,-4)

Figure F.5: Matlab output least-squares regression line Freeze Period - State (2,-2)

Figure F.6: Matlab output least-squares regression line Freeze Period - State (3,1)

Figure F.7: Matlab output least-squares regression line Freeze Period - State (4,1)
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Figure F.8: Matlab output least-squares regression line Freeze Period - State (6,1)

Figure F.9: Matlab output least-squares regression line Freeze Period - State (6,3)

Figure F.10: Matlab output least-squares regression line Freeze Period - State (8,4)

Figure F.11: Matlab output least-squares regression line Freeze Period - State(11,6)
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CHAPTER F. Least-squares regression line

Figure F.12: Matlab output least-squares regression line Freeze Period - State (15,8)
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