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SUMMARY

Current multi-functional embedded systems such as smartphones and tablets
support multiple 2G/3G/4G radio standards including Long Term Evolution (LTE)
and LTE-Advanced running simultaneously. The transceivers of these applications
are real-time streaming applications since they have real-time requirements, and run
continuously, processing virtually infinite input sequences in an iterative manner.
They are typically scheduled on a heterogeneous multiprocessor to satisfy real-
time and low-power requirements. The timing and resource usage analysis of such
applications, when mapped to a hardware platform, is crucial to guarantee their
correct functional behavior. The dataflow model of computation fits well with this
application domain, and several static variants offer design-time timing and resource
usage analysis.

In dataflow, applications are modeled as graphs that consist of nodes called actors
and edges. These actors, when modeled on a hardware platform, communicate
with each other by producing (and consuming) data values called tokens through
finite First-In First-Out (FIFO) buffers which are mapped on a on-chip memory.
Buffer allocation for such applications involve the minimization of total memory
consumption by buffers while reserving sufficient space for each token production
without overwriting any live (i.e. not consumed) tokens and guaranteeing the
satisfaction of real-time constraints. Systems may prevent overwriting of live tokens
by implementing a back-pressure mechanism in which a producer task is suspended
until there is a sufficient space available on its output buffers. In systems without
back-pressure, a producer can execute without checking for the availability of space
on its output buffers, resulting in buffer overflow. Such systems are not uncommon,
since back-pressure incurs extra processing and synchronization overheads. We
propose dataflow-based modeling and buffer allocation techniques for real-time
streaming radio applications scheduled on heterogeneous multiprocessors without
back-pressure. Our contributions are

• Dataflow-based modeling techniques for LTE and LTE-Advanced receivers
using:

– Single-rate Dataflow (SRDF) that captures practically relevant behavior of
such applications conservatively.

– Mode-controlled Dataflow (MCDF) that captures dynamic data-dependent
behavior of such applications more accurately.
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• Buffer allocation techniques for real-time streaming applications modeled as
dataflow graphs running in a self-timed manner (i.e. actors being activated by
data availability) on a hardware platform without back-pressure. We propose
these techniques for applications modeled as:

– SRDF graphs that provides significant reduction in memory consumption
compared to an existing industrial buffer allocation technique.

– MCDF that provides smaller memory consumption compared to our SRDF-
based buffer allocation at the expense of an increased timing complexity.

• Application of our techniques on the industrial case study that includes LTE and
LTE-Advanced receivers. Our techniques provide significantly tighter timing
analysis and buffer allocation.

Static dataflow allows a rich set of analysis techniques, but is too restrictive
to conveniently model the dynamic data-dependent behavior in many realistic
applications. Dynamic dataflow allows more accurate modeling of such applications,
but in general does not support rigorous real-time analysis. Mode-controlled
Dataflow (MCDF) is a restricted form of dynamic dataflow that promises to capture
realistic features in such dynamic applications and allows rigorous timing analysis.
We show that MCDF can conveniently handle the dynamic behavior exhibited
by such complex industrial applications. We investigate the challenges involved
in dataflow-based modeling of LTE and LTE-Advanced receivers. We develop
modeling techniques that address these challenges one by one, and stepwise develop
a complete and fine-grained MCDF models of an LTE and LTE-Advanced receivers.

Real-time streaming applications running on embedded systems have to deal with
severely constrained memory resources. We propose buffer allocation techniques
for real-time streaming applications modeled as SRDF graphs running in a self-
timed manner on a hardware platform without back-pressure. Systems without
back-pressure lack blocking behavior at the side of the producer, therefore, the buffer
allocation for such systems requires both best- and worst-case timing analysis. We
extend the available dataflow techniques with best-case analysis. We introduce the
closest common dominator-based and common predecessor-based lifetime analysis
techniques that significantly reduce the memory consumption required for buffer
allocation. We also introduce techniques to model the initialization behavior and
token reuse. Moreover, we provide a comparison between the systems with and
without back-pressure in terms of buffer allocation.

We then extend our buffer allocation techniques for real-time streaming applications
modeled as MCDF graphs. In combination with a pre-specified set of so-called mode
sequences, rigorous analysis of MCDF models is possible. The dynamic (decision
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making) behavior present in applications makes buffer allocation challenging from
the best- and worst-case timing analysis perspective. A set of mode sequences models
the dynamic behavior of an application. We provide a conversion of an MCDF graph
into an equivalent SRDF graph for a given mode sequence. We propose best- and
worst-case analysis based on merging the SRDF graphs of all mode sequences
associated to the MCDF graph of an application. We also extend the closest common
dominator-based lifetime analysis for MCDF-based buffer allocation.

Our techniques and tools can handle complex practical applications. We apply
our SRDF-based and MCDF-based buffer allocation techniques on LTE and LTE-
Advanced receivers running on an industrial hardware platform. Our SRDF-based
buffer allocation techniques provide up to 54% reduction in the total memory
consumption compared to our absolute lifetime analysis and an industrial buffer
allocation techniques for our benchmark set. For the LTE-Advanced receiver case
study, our buffer allocation techniques allow to explore different scheduling choices
for a given platform; this provides interesting trade-offs among scheduling choices
in terms of buffer allocation. For SRDF-based buffer allocation, our benchmark set
includes two additional applications: 1) an MP3 decoder and 2) a WLAN receiver.
For an LTE and LTE-Advanced receiver use cases, our MCDF-based buffer allocation
achieves up to 15% reduction in total memory consumption compared to the SRDF-
based buffer allocation that uses the closest common dominator-based lifetime
analysis technique.
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Chapter 1. Introduction

CHAPTER 1

INTRODUCTION

One of the defining events in the history of modern age is the advent of computers.
Computers were introduced more than half a century ago. ENIAC was one of
the first general-purpose computers, it was introduced in 1946. It weighed 30
tons and occupied 165m2 area. It performed 5000 additions per second. Later,
in the 1950s, the invention of transistors and integrated circuits made it possible
to dramatically shrink the size of computers while increasing tremendously the
computing performance. This led to the introduction of computers as a convenient
tool for countless applications, making their way onto our desks.

The aggressive development of computer technology has revolutionized our lifestyle
in multiple ways. Computers enable us to perform countless tasks with much more
ease, thus becoming an integral part of our daily lives. Most of the computers that
exist today are embedded systems. An embedded system is a computer that is
designed to perform a dedicated set of tasks. Embedded systems are everywhere;
they perform numerous functions ranging from performing basic arithmetic calcula-
tions to piloting a flying airplane. They play a crucial part in numerous domains
such as telecommunication, avionics, automotive, consumer electronics, industrial
automation and so on. For instance, 1) in-vehicle embedded systems perform
automated self-driving and handle infotainment systems, 2) in-flight embedded
systems perform auto-piloting, maintaining the air-conditioned environment and
more, and 3) embedded systems in smartphones perform telecommunication and
multimedia operations and so on.

Smartphone devices have witnessed a phenomenal growth and advancement in
the past few years. The number of smartphone users worldwide have grown to
3.9 billion and is forecast to almost double in number to 6.8 billion by 2022 [1].
Moreover, the number of smartphone users worldwide has surpassed the number
of basic phone users in the end of 2016. In addition to the basic phone functionality
such as telecommunication, smartphones contain wireless, multimedia, camera and
many more functions. Smartphones have brought a near-desktop-class performance
onto our fingertips [2]. A smartphone can perform numerous tasks such as personal
assistant, multimedia, gaming, Internet browsing, messaging, navigation and many
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Chapter 1. Introduction

more. Most of these functionalities depend on wireless communication to perform
correctly. In fact, the advancements in the wireless communication technology have
largely contributed to the transformation of the smartphone industry.

Today’s smartphones contain embedded systems that support multiple wireless
communication standards such as 2G/3G/4G telecommunication, Bluetooth, GPS
and WLAN standards. To improve performance, standards evolve rapidly. This
results in increased complexity and steeper computational requirements, which
needs to be supported by resource-constrained hand-held smartphone devices. This
necessitates a systematic modeling and analysis of such standards to enable the
development of more robust embedded systems; which can handle such complex
standards while providing a higher quality of service.

This thesis focuses on the modeling and analysis of such embedded systems that are
designed for wireless communication. We focus on the receivers of radio standards.
The receivers are real-time applications whose correctness is governed by their
functional as well as timing behavior. Moreover, these applications are iterative,
and work on large data streams, hence are also streaming applications. Dataflow,
a model of computation, can be used to model and analyze the timing behavior
of such applications. We can verify various timing properties of an application
using dataflow. In this thesis, we develop dataflow-based modeling techniques
that can capture and analyze the dynamic data-dependent behavior present in real-
time streaming applications. Embedded systems, that process these applications,
present in hand-held smartphone devices have scarcely available resources such
as an on-chip memory. We develop dataflow-based techniques that can compute
and optimize the memory usage of real-time streaming applications running on
resource-constrained embedded systems.

The rest of this chapter is organized as follows. Section 1.1 provides introduction to
real-time streaming applications. Section 1.2.1 describes LTE and LTE-Advanced;
these are the latest radio communication standards. We use the receivers of these
standards as our primary use-case applications. Section 1.3 presents an industrial
hardware platform that supports these applications. Section 1.4 presents a brief
introduction to dataflow. Section 1.5 describes the problem statements of this thesis.
The contributions of this thesis are described in Section 1.6. The thesis overview is
presented in Section 1.7.

1.1 Real-time streaming applications

Current smartphones contain embedded systems that support multiple radio
standards such as 2G, 3G and 4G. The transceivers of these standards, referred to
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as radio applications, are streaming applications that continuously receive (and
send) and process a potentially infinite sequence of incoming data. Streaming
applications, as defined in [3], operate on large (potentially infinite) data streams.
The data streams, generally, are fed from some external source, for instance, a
receiver antenna in a smartphone. Each data item is processed for a limited time
before being discarded. Such application produces data streams as output. The
execution flow of such streaming applications involves digital signal processing.
For instance, let us consider the physical layer processing of a receiver of a radio
standard. It continuously processes an incoming stream of wireless symbols from an
antenna. Each symbol is demodulated, filtered and decoded. It produces a decoded
symbol for each input symbol. Such execution is data-driven, meaning that the
execution of each processing stage in an application is activated when sufficient data
are available on its input side. Some additional examples of streaming applications
are audio and video processing, radar tracking, and network processing.

Radio transceivers are real-time streaming applications; in real-time applications,
the correctness of a produced output is not only dependent on the correctness of
the functional algorithm but also on the time at which the output is produced.
Qualitatively, this implies that the usefulness of a correctly produced output of a
real-time application deteriorates over time. For instance, in a video streaming (i.e.
decoding and playback) application, a video frame has to be decoded and displayed
on a screen every 33 milliseconds to maintain the visual illusion of a moving scene
for a user. Violating this timing requirement would result in a reduced quality of
user experience.

In general, real-time applications prescribe two types of timing requirements: 1)
throughput, and 2) latency. If an application must process an input or produce
an output with a certain rate then that application is said to have a throughput
requirement, e.g. a video decoder application. If an application is required to process
an input data item and produce the dependent output data item within a certain
time limit then that application is said to have a latency requirement, e.g. a wireless
radio communication. A mobile base station sends a data packet to a smartphone
and expects an acknowledgment within a certain time limit after the transmission;
failing to do so will result in the retransmission of the data item by the base station
over and over again, potentially, rendering the communication useless.

Real-time applications can be categorized into several types based on the severity
of the consequences of violating timing requirements. One of the simple and
useful categorizations is: soft and hard real-time applications [4]. In soft real-time
applications, the violation of timing requirements for a few, but below a certain
threshold, input (or output) data samples can be afforded. Video streaming is a soft
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real-time application. Video streaming can be useful even if it misses the deadlines
in decoding a few video frames. The user experience of watching the video playback
will be little annoying but acceptable. However, if it misses deadlines more often, the
quality of user experience will degrade significantly. In hard real-time applications,
the timing requirements must strictly be met for every sample. Radio applications fall
under this category. The design of radio applications is driven by 1) the conformance
to the standards and 2) the requirement that extremely demanding tests, that include
guaranteeing the satisfaction of strict timing requirements enforced by the standards,
must be passed. Therefore, these applications are hard real-time applications. In
some hard real-time applications, the violation of the timing requirements may
result in catastrophic events. An airbag controller present in a car is an example of
such hard real-time application. The airbag controller in a car must detect a collision
event correctly and inflate the airbag rapidly in time. Failure to perform this task
within a few milliseconds could turn fatal for the occupants. Such hard real-time
applications are often referred to as critical real-time applications.

1.2 Software-defined radios

Figure 1.1: The stages of the physical layer of a radio application (adapted from [5]).

The execution of all radio applications, independent of their specific protocol
implementation, follow a similar data flow [5]. Let us consider the stages involved in
the physical layer processing of a radio application, these stages are shown in Figure
1.1. The processing of the physical layer of a radio application, for each wireless
symbol, typically involves: 1) (on the receiver side) reception, analogue to digital
conversion, demodulation and decoding, and 2) (on the transmitter side) coding,
modulation, digital to analogue conversion, and transmission. For instance, on a
receiver side, the receiver antenna intercepts analogue radio signal. The signal goes
through conditioning and filtering stages that extract the desired radio frequency
signal from the input signal. The Analogue to Digital (A/D) converter quantizes
and samples the extracted analogue signal into the stream of digital symbols. These
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symbols are then demodulated and decoded. One or more of these processing
stages of various radio applications can be implemented as software processes that
can share an underlying hardware platform. Such systems are called Software-
defined Radios (SDR) [6]. In SDR, a software process associated with some radio
standard involves the processing of the protocol that is specific to that standard.
An SDR uses the same hardware platform to deploy multiple radio applications
by implementing their functions as software processes. This flexibility enables 1)
low-cost and high-volume markets since a single hardware platform can be shared
to process multiple radio standards, and 2) shorter development and update cycles
since the software can be developed in short time by re-using optimized off-the-
shelf software components. Moreover, the software can be updated post-release,
and 3) scalability since new and improved radios can be added to the existing
system by implementing them as software processes. We consider radio applications
implemented as software-defined radios on our hardware platform (recall from
Section 1.3).

We are interested in Long Term Evolution (LTE) and its improved extension, LTE-
Advanced (LTE-A) radio standards. The work described in this thesis was done
in cooperation with former Business unit MODems (BMOD) of ST-Ericsson and
Ericsson, where multi-standard (2G, 3G and 4G) modems for smartphones were
developed, which we use as our primary use-cases. In this thesis, we focus on the
receiver of the physical layer of the LTE and LTE-Advanced radio standards.

1.2.1 4G LTE

Long Term Evolution (LTE, [7]) is one of the latest cellular standards that is leading
the advancements in mobile broadband. LTE provides a downlink speed of up
to 150 megabits per second (Mbps) and an uplink speed of up to 50Mbps. The
LTE technology employs Orthogonal Frequency-Division Multiplexing (OFDM) for
downlink data transmission that opens up the frequency domain as a new dimension
of flexibility in the system to improve link performance [7]. This improvement comes
at the cost of increased complexity. Moreover, the inclusion of OFDM and other
related concepts such as resource scheduling and synchronization puts constraints
on the decoding process of the received symbols on the receiver side.

The LTE standard exhibits a layered structure in data transmission as depicted in
Figure 1.2. The data are transmitted in terms of radio frames. Each frame is divided
into 10 sub-frames. Each sub-frame consists of either 12 or 14 OFDM symbols,
depending on whether the normal or extended cyclic prefix is used. The cyclic
prefix represents a guard period at the start of each OFDM symbol which provides
protection against the interference between consecutive symbols. In this thesis, we
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Figure 1.2: LTE Radio Frame: 10 sub-frames; each sub-frame has 12 to 14 OFDM
symbols.

focus on the receiver side of LTE’s physical layer, or the LTE receiver for short. An
LTE receiver side implies the downlink communication from a base station to a user
equipment e.g. a smartphone.

In an LTE receiver, the symbols in a sub-frame carry control and data information.
This gives rise to different sub-frame formats. In each sub-frame, the control
information is mapped on the first one, two or three symbols. Depending on
this, the data information is mapped on the remaining symbols in the sub-frame.
This makes sub-frame format variable, where for different sub-frames in time can
have different allocations of the control and data information on different symbols.
Chapter 3 presents a more detailed description of an LTE receiver.

1.2.2 LTE-Advanced

LTE-Advanced (LTE-A) marks the next major step towards the evolution of LTE. The
main focus of LTE-Advanced is to provide higher capacity, and higher uplink and
downlink data transfer rates, while retaining backward compatibility with current
LTE user equipments. LTE-Advanced provides peak downlink and uplink data rates
of 1000Mbps and 500Mbps respectively [8]. To accomplish such high data rates,
LTE-advanced includes several advanced features. We consider the receiver side of
the LTE-Advanced’s physical layer, or the LTE-Advanced receiver for short.

In this thesis, we focus on two main features for an LTE-Advanced receiver: 1) carrier
aggregation and 2) EPDCCH channel processing. Carrier aggregation introduces
another dimension in data transmission. In an LTE-Advanced receiver, the carrier
aggregation allows to run up to 5 carriers in parallel, thereby increasing the data
rates. A single carrier is equivalent to a single LTE system carrier. The additional
carriers are treated as additional resource for data transmission [8]. Backward
compatibility is ensured by using the same structure for each component carrier that
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was used for LTE system carrier. Moreover, LTE-Advanced introduced a so-called
Enhanced Physical Downlink Control Channel (EPDCCH) to increase the control
and thereby the data information transmission capacity. We will discuss LTE and
LTE-Advanced receivers in more detail in Chapter 3.

1.3 Hardware platform

In embedded systems, in contrast with general-purpose systems, much more
knowledge about the application domain is available that can be exploited to
optimize the implementation of such applications on their target platforms [9].
Radio application domain fall under this category. Recall Section 1.1, various
stages involved in the processing of these applications are clearly defined. The
implementation of each of these stages can be optimized to improve the overall
performance of the associated radio communication system. This has contributed
towards the development of heterogeneous multiprocessor hardware platforms.
Such a hardware platform contains one or more general- and special-purpose
processors. A special-purpose processor is designed to optimize a specific type of
processing. For instance, Digital Signal Processors (DSP) are specialized processors
that are optimized to perform digital signal processing. Moreover, general- as well as
special-purpose processors can execute tasks running at lower frequencies resulting
in the reduced power consumption [10]. Consequently, radio applications can be
deployed on a heterogeneous multiprocessor hardware platform to meet the strict
real-time requirements, processing workload and improve battery life.

1.3.1 Hardware platform without back-pressure

Radio applications exhibit a data-driven executional behavior. Generally, in a data-
driven application, the execution of a task involves following steps: 1) receive one
or more input data items from one or more tasks, 2) process these items, and 3)
produce and forward one or more output data items to one or more tasks. The
communication between tasks is performed by forwarding data items through finite
First-In First-Out (FIFO) buffers that are implemented on an on-chip shared memory.
The inter-process communication through FIFOs need to be synchronized correctly
to allow the correct data-driven execution. The system must ensure the following
synchronizations: 1) a producer task can produce data only when there is enough
space available on each of its output buffers (referred to as blocking write), and
2) a consumer task can activate only when it has sufficient data present on each
of its input FIFO buffers (referred to as blocking read). Such synchronization can
be implemented in software or hardware, e.g. semaphores [11] provide such a
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mechanism that can be realized in hardware. For a FIFO buffer, a semaphore keeps
the count of total occupied places in the buffer at any given time. The value of the
semaphore is increased (or decreased) by one when a data item is produced (or
consumed) on (or from) the buffer. If the value of the semaphore becomes equal
to the size of the buffer then the execution of the producer of the buffer will be
suspended until a sufficient amount of space becomes available on its output FIFO
buffer. Similarly, if the value of the semaphore becomes zero then the consumer of
the buffer will be blocked from starting its execution until a sufficient amount of
data becomes available on the buffer. Back-pressure is a mechanism that is similar
to the blocking write mechanism on the producer side of a buffer. Back-pressure
mechanism ensures that the producer of a buffer will be activated only when there
is sufficient space available in the buffer.

A back-pressure mechanism ensures that a buffer never overflows. On the other
hand, there are systems that are not equipped with back-pressure; in such systems,
only blocking read on the consumer side is implemented since this synchronization
is crucial for the functional correctness of an application. In this case, a producer
task will execute as soon as it is enabled without checking for the availability of
space on its output buffers. This may result in buffer overflow, where a producer
task overwrites a data value in its output buffer which is not yet consumed by its
consumer task. There are several hardware platforms [11], [12], [13], [14] which do
not support back-pressure for some or all of its processing elements. In general, for
such processing elements, their communication interface allows them to read (or
write) from (or to) buffers in a memory, but do not handle buffer management: they
are simply given a memory address from (or onto) which to read (or write), and
will do so unconditionally. It could be argued that why such platforms are designed
since back-pressured systems offer safer execution from a functional perspective, at
a cost, which in general-purpose platforms may sound negligible. However, and
especially in the context of real-time embedded systems, back-pressure mechanisms
are not without disadvantages: 1) they consume chip area, complicate the design
of the interface between accelerators and interconnect, and cause inter-processor
communication and synchronization overheads [15], [11]. Also, when dealing with
sampled signals (such as external sources), back-pressure cannot be applied since the
producer cannot be stopped. In this thesis, we consider an LTE ( and LTE-Advanced)
receiver scheduled on an industrial heterogeneous multiprocessor modem platform
that does not support back-pressure for some of its processing elements.

Our target hardware platform, Former Ericsson BMOD modem platform, is shown
in Figure 1.3. The platform contains several processing elements such as an Em-
bedded Vector Processor (EVP), a general-purpose processor ARM, and weakly
programmable accelerators. The EVP is a vector DSP [16]. There are several weakly
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Figure 1.3: A heterogeneous multiprocessor modem platform from the former
Ericsson BMOD division.

programmable accelerators such as DMOD, DMAP, etc; they are briefly described
in Section 1.4. Our LTE and LTE-Advanced receivers are composed of multiple
concurrent tasks that are mapped on one or more processing elements on this
platform. All the processing elements, as shown Figure 1.3, are connected through a
ring-bus to facilitate synchronization using control packets. The tasks mapped on
these processing elements communicate with each other using FIFO buffers that
are mapped onto the shared memory. For simplicity, let us assume that a single
task is mapped on a single processing element. When a processing element receives
a control packet addressed to itself, it executes the packet by 1) fetching its input
data from its input buffers at the start of execution, 2) writing output data to output
buffers, and 3) creating one or more control packets which are then passed to the
next processing elements and so on. Dataflow [9] fits well with such data-driven
execution flow, it is briefly described below.

1.4 Model of computation

Radio applications have strict real-time requirements that follow from their stan-
dards. The design of the systems that process these applications must guarantee
that these requirements are satisfied under all conditions to comply with the
standards. However, it is very hard to analyze and verify the real-time requirements
of any arbitrary implementation of a concurrent application [17]. This is due to
the unpredictable behavior resulting from such implementation. As defined in
[5], we consider a system predictable if there is an algorithm that can provide
bounds, within a reasonable time, on the times at which outputs are produced,
when a characterization of the timing of the input events is given. Consequently,
a predictable system can provide a way to verify and guarantee the required
timing behavior of the system. We require a design approach that can enable the
development of predictable systems.
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Radio applications are data-intensive and rich in parallelism. Moreover, the process-
ing workload imposed by continuously evolving feature-rich and compute-intensive
radio standards has increased tremendously since the past decade [18]. This has led
to increase in the complexity and dynamic behavior of the radio applications that
process these standards. On the other hand, the embedded systems in smartphones
that process these applications have severely limited availability of resources to
enable low-cost high-volume markets. Therefore, we require a design approach that
can model and analyze such dynamic behavior accurately potentially leading to an
optimized resource usage.

We require a design approach for embedded systems that can: 1) analyze the timing
behavior of the system, 2) model the dynamic behavior accurately, and 3) enable
aggressive resource usage optimization. There are several Models of Computation
(MoC) that can enable us to model and design an application by enforcing certain
formal construction rules [9]. The implementation of an application that follows
such construction rules allows us to reason about its timing behavior. We desire an
MoC that can sufficiently abstract the application details that are not necessary for
timing analysis. For instance, in the physical layer processing of a radio standard, we
are often interested in the timing and synchronization behavior of its components
without needing their internal functional details. Dataflow is such an MoC that
enables modeling of the timing behavior of an application without requiring such
unnecessary application details. It provides a “separation of concern" through
modeling applications using a component-level abstraction. Moreover, it is well-
suited to our application domain since dataflow, inherently, models the data-driven
execution of applications efficiently [9].

In dataflow, an application running on a hardware platform is specified as a graph
that consists of nodes and edges. Nodes, referred to as actors, when mapped on a
hardware platform, communicate with each other by consuming and producing data
values called tokens through FIFO buffers. Typically, these buffers are mapped on an
on-chip memory. Dataflow enables rigorous timing analysis of real-time embedded
systems including the ones that do not support back-pressure.

1.4.1 Single-rate dataflow

A popular dataflow variant that is used to model real-time streaming applications
is Single-rate Dataflow (SRDF, [9]), also referred to as Homogeneous Synchronous
Dataflow (HSDF, [19]). SRDF enforces strict rules for actor execution. An actor can
start its execution (referred to as firing) when it has one token present on each of its
input edges. Each actor: 1) (consumption rule) starts its execution by consuming
one token from each of its input edges, and 2) (production rule) at the end of its
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execution, it produces a single token on each of its output edges. SRDF enforces
these consumption and production rules on all the executions of all the actors of the
graph. This allows us to perform rigorous timing analysis of applications such as
determining, for an execution of the dataflow graph of an application, 1) minimum
throughput, 2) maximum latency, 3) possibility of a deadlock free execution, and
more. In this thesis, we use SRDF to model radio applications. A detailed description
of SRDF is provided in Chapter 2.

Figure 1.4: A simplified LTE receiver SRDF graph: processing of a single physical
channel for a single LTE symbol.

Figure 1.4 shows a simplified LTE receiver SRDF graph. It shows the processing of a
single OFDM symbol in a sub-frame. Actor SRC stands for source and models the
receiver antenna. It receives a symbol every 71 microseconds which is forwarded
to the demodulator actor DMOD. DMOD demodulates the symbol and forwards
the demodulated symbol to ChEst and DMOD actors. ChEst stands for channel
estimator. When a signal is transmitted from a source to a destination, the channel
(transmission medium i.e. air for radio communication) introduces distortions in
the signal. Hence, the demodulated data requires some refinement process. Channel
estimation is one such process that estimates the channel condition to reverse the
distortions introduced by the channel in the signal. ChEst computes the channel
estimates of its input symbols and forwards these estimates to MIMO actor.
MIMO stands for Multi-input Multi-output, it combines the channel estimates
from multiple antennas and forwards the response to DMAP actor. DMAP stands
for demapper, it demaps the demodulated symbol received from DMOD using the
combined response from MIMO. The demapped symbols are then forwarded to
the channel decoder DEC . Note that the functional behavior of these components
are beyond the scope of this thesis.

1.4.2 Mode-controlled dataflow

Mode-controlled Dataflow (MCDF, [5]) is another variant of dataflow that relaxes
these production and consumption rules for actor executions. MCDF contains special
data-dependent actors. For a data-dependent actor, depending on a value, so called
mode, of the token that is consumed by a special input edge of the actor, the actor
consumes (or produces) one token from only one of its other input (or output) edges.
This flexibility enables MCDF to perform modeling and design-time analysis of
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the dynamic data-dependent decision-making behavior of applications accurately.
With a so called mode sequence, it is possible to perform rigorous analysis of the
applications modeled as MCDF graphs. In this thesis, we also use MCDF to model
radio applications. Dataflow MoCs are described in detail in Chapter 2.

1.5 Problem statement

1.5.1 Modeling and analysis of LTE and LTE-Advanced re-
ceivers

LTE and LTE-Advanced receivers involve data-dependent dynamic behavior. For
instance, in an LTE receiver, recall from Section 1.2.1 that the mapping of data and
control information to symbols in a sub-frame changes over time. This introduces
dynamic data-dependent dependencies in the LTE receiver processing. We can
choose to ignore such dependencies. For instance, SRDF can be used to model
and analyze LTE and LTE-Advanced receivers. SRDF can capture only static data-
independent behavior. Consequently, the dynamic data-dependent behavior present
in LTE and LTE-Advanced receivers cannot be modeled accurately in SRDF. This
can produce pessimistic timing analysis that can result in the overestimation of the
required resource usage. However, the embedded systems in hand-held smartphone
devices often have limited availability of resources, and hence such resource over
estimation cannot be afforded. Therefore, we require advanced modeling and
analysis techniques.

Mode-controlled dataflow, introduced in [5], can model as well as analyze the
dynamic data-dependent behavior of an application more accurately. We investigate
MCDF-based modeling and analysis of real-time streaming applications. We use
LTE and LTE-Advanced receivers as our primary use-cases. These receivers involve
data-dependent behavior that cannot be modeled in SRDF conveniently. In this
thesis, we address the following key questions:

• can MCDF capture the practically relevant dynamic data-dependent behavior
present in LTE and LTE-Advanced receivers accurately?

• can we develop efficient SRDF- and MCDF-based buffer allocation techniques
for real-time streaming applications that are scheduled on hardware platforms
that do not support back-pressure?

• can such SRDF- and MCDF-based buffer allocation techniques be applied on
the SRDF and MCDF models of our LTE and LTE-A receivers? if yes then:
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– can SRDF-based buffer allocation offer significant reduction in memory
consumption compared to an existing buffer allocation technique?

– how effective is such an SRDF-based buffer allocation in reducing memory
consumption estimations?

– how effective is an MCDF-based buffer allocation in reducing the memory
consumption estimations compared to the SRDF-based buffer allocation?

– can a tool, that includes the implementations of these analysis algorithms,
provide buffer allocation results in a reasonable amount of time?

1.5.2 Buffer allocation for systems without back-pressure

A real-time streaming application is scheduled on a heterogeneous multiprocessor
hardware platform. Such a platform may or may not support back-pressure. Back-
pressure influences the buffer sizes required by these applications. Buffer allocation,
also referred to as buffer sizing, for a real-time streaming application modeled as a
dataflow graph involves the minimization of total memory consumption by buffers
while reserving sufficient space for each token production without overwriting
any live (not consumed) tokens and guaranteeing the satisfaction of real-time
constraints. Various approaches have been proposed for buffer allocation for the
dataflow graphs scheduled on a platform with back-pressure [20], [21], [22]. We
propose a dataflow-based buffer allocation solution that can handle platforms
without back-pressure. The work is published in [23]. At the time of publishing
the work, there were no dataflow-based buffer allocation techniques that could
handle platforms without back-pressure. Recently, in [24], authors propose buffer
allocation for systems without back-pressure. The work proposed in [24] (Year 2015)
is published after our work (Year 2014). Moreover, authors in [24] follow a different
approach, the paper discusses the extension of the temporal analysis of static priority
preemptive scheduler and buffer allocation for systems without back-pressure.

a) Motivational example

Existing techniques that compute buffer sizes for systems with back-pressure cannot
be applied to compute buffer sizes for the systems without back-pressure. Let us
consider a motivation example, an SRDF graph, shown in Figure 1.5. Let actors A
and B model some computation on a given platform. Let us assume that the buffer
AB is mapped on a shared memory and it is used to transfer tokens from A to B.
Let us assume conservative token production and consumption: each token must
reside in memory from the start of its producer firing till the end of its consumer
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firing. Note that the self-edges AA (and BB) with one initial token model non-self-
concurrency, meaning that at most only one instance of A (and B) can be active at
any point in time. Let us assume a self-timed execution of the graph.

Figure 1.5: Motivational example: back-pressure vs. no back-pressure.

Let us assume the case where back-pressure is implemented for buffer AB, and
buffer AB is dimensioned to hold at most two tokens. Back-pressure provides
a robust mechanism to prevent buffer overflows. If AB becomes full then A

cannot start its firing until sufficient space becomes available on AB. In practice,
the execution time of an actor varies depending on several factors such as an
execution environment. Generally, this variation is bounded by best- and worst-
case execution times of the actor. Back-pressure mechanism is independent of any
variation occurring in the execution times of actors. This considerably simplifies the
buffer allocation for systems with back-pressure. This is because buffer allocation
needs to consider only worst-case execution times of actors while computing buffer
sizes for a self-timed execution of a graph. These buffer sizes are valid for any
self-timed execution of the graph where actors execute with varying execution
times.

Figure 1.6: Temporal variation in systems without back-pressure resulting in buffer
overflow.

On the contrary, buffer sizes for systems without back-pressure are sensitive to
temporal variation. To illustrate this point, let us assume the case where back-
pressure is not supported by buffer AB. Let us consider the self-timed execution
where actors execute with varying execution times in different firings as shown
in Figure 1.6. Each position in the FIFO buffer is represented by a rectangle. The
token stored in each FIFO position is indicated by its producer’s firing count. For
buffer AB, the number of rectangles along vertical axis depicts its size, which
is dimensioned to be two tokens. Actor firings are also annotated by their firing
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counts. First two firings of A produces two tokens (annotated as 1 and 2) on AB.
When the second firing of A finishes, its third firing starts immediately (without
checking the availability of space on AB), overwriting a previously produced token
prematurely, thus leading to incorrect functional behavior. Therefore, for systems
without back-pressure, we need to consider worst- as well as best-case behavior of
the systems to compute sufficient buffer sizes.

In this thesis, we address the following buffer allocation problems:

• Given an SRDF graph of a real-time streaming application scheduled on a
hardware platform without back-pressure, the problem is to find a buffer
allocation that minimizes the total memory consumption by all the FIFO buffers
while guaranteeing the satisfaction of overlapping constraints: each token
production must not overwrite any live token (which is not yet consumed by
its consumer).

• We then address the buffer allocation problem for an MCDF graph of a real-
time streaming application that is scheduled on a hardware platform without
back-pressure.

1.6 Thesis contributions

The key contributions of this thesis are described as follows:

• We develop both single-rate and mode-controlled dataflow-based modeling
and analysis for LTE and LTE-Advanced receivers. We show that mode-
controlled dataflow can conveniently handle the dynamic behavior exhib-
ited by such complex industrial applications. We investigate the challenges
involved in dataflow-based modeling of LTE and LTE-Advanced receivers.
We develop modeling techniques that address these challenges one by one,
and stepwise develop a complete and fine-grained MCDF models of LTE and
LTE-Advanced receivers. Furthermore, we compare the single-rate and mode-
controlled dataflow-based modeling and analysis of LTE and LTE-Advanced
receivers in terms of maximum end-to-end latency and buffer allocation. We
develop latency analysis techniques for both single-rate and mode-controlled
dataflow models. In this thesis, we assume a self-timed execution of dataflow
graphs where graph nodes are activated by data availability. We demonstrate
that the MCDF-based modeling of LTE and LTE-Advanced receivers provides
tighter latency analysis compared to the SRDF-based modeling.

• We propose buffer allocation techniques for real-time streaming applications
modeled as SRDF graphs running in a self-timed manner on a hardware
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platform without back-pressure. We extend the available dataflow techniques
with best-case timing analysis. In single-rate dataflow-based buffer allocation,
we provide a comparison between the systems with and without back-pressure
in terms of buffer allocation. This contributes to the discussion on the trade-off
between the systems with and without back-pressure.

• We propose buffer allocation techniques for real-time streaming applications
modeled as MCDF graphs running in a self-timed manner on a hardware
platform without back-pressure. We provide a conversion of an MCDF graph
into an equivalent SRDF graph for a given mode-sequence. We propose best-
and worst-case timing analysis based on merging the SRDF graphs of all mode
sequences associated with the MCDF graph of an application.

• Our techniques and tools can handle complex practical applications. We apply
our SRDF-based and MCDF-based buffer allocation techniques on LTE and
LTE-Advanced receivers running on an industrial hardware platform. For
the LTE-Advanced receiver case study, our buffer allocation techniques allow
to explore different scheduling choices for a given hardware platform; this
provides interesting trade-offs among scheduling choices in terms of buffer
allocation. The application of our SRDF-based buffer allocation techniques on
the benchmark applications provide up to 54% reduction in the total memory
consumption compared to our absolute lifetime analysis and an industrial buffer
allocation techniques for our benchmark set. For SRDF-based buffer allocation,
our benchmark set includes two additional applications: 1) an MP3 decoder
and 2) a WLAN receiver. The application of our MCDF-based buffer allocation
on LTE and LTE-Advanced receiver use-cases provides up to 15% reduction in
total memory consumption compared to the SRDF-based buffer allocation that
uses so-called closest-common dominator-based lifetime analysis. The ability
to model and analyze the complex industrial applications demonstrate the
feasibility and practical importance of our analysis tools.

1.7 Thesis overview

The thesis is organized in six chapters including the Introduction chapter. Chapter 2
provides formal descriptions of single-rate and mode-controlled dataflow. All the
relevant properties of these dataflow flavors are described in detail in the chapter.
The main thesis contributions start from Chapter 3. These main contributions are
organized in three chapters as depicted in Table 1.1.

We introduce our main use-cases LTE and LTE-Advanced receivers. We describe the
challenges of modeling the dynamic data-dependent behavior of these receivers.
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Modeling Buffer allocation Use-case evaluation

SRDF Chapter 3 Chapter 4 Chapter 4

MCDF Chapter 3 Chapter 5 Chapter 5

Table 1.1: Thesis overview with contributions.

Moreover, we describe the SRDF- and MCDF-based modeling of LTE and LTE-
Advanced receivers that address these challenges in a step-wise manner. We develop
and use latency analysis techniques for SRDF and MCDF graphs to evaluate
our SRDF and MCDF models of LTE and LTE-Advanced receivers. We present
an automated SRDF-based buffer allocation for real-time streaming applications
running on a system without back-pressure. Moreover, we present an extension of
our SRDF-based buffer allocation for real-time streaming applications running on a
system without back-pressure modeled as MCDF graphs. These SRDF- and MCDF-
based buffer allocation techniques are evaluated using LTE and LTE-Advanced
receivers. We provide conclusions and direction for future work in Chapter 6. We
describe the latency analysis techniques for SRDF and MCDF graphs in Appendix
A.
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CHAPTER 2

MODEL OF COMPUTATION:
DATAFLOW

We use dataflow model of computation to model, program, and analyze real-time
streaming applications [9], [25], [5]. In dataflow, an application is expressed as a
directed graph that consists of nodes and edges. Edges represent dependencies
among nodes that forward values from one node to another.

Static dataflow is a class of dataflow that models data-independent executional be-
havior of applications. In such dataflow graphs, their executional behavior does not
depend on the values communicated over edges. In return, static dataflow performs
rigorous timing analysis of such applications. There exist several techniques to
verify real-time requirements of static dataflow graphs such as throughput analysis,
latency analysis, execution in bounded memory and so on [9].

Dynamic dataflow, in general, can express dynamic, data-dependent decision-
making and also non-deterministic behavior of an application. This makes the
dynamic dataflow-based timing analysis intractable, i.e. dynamic dataflow cannot
be subjected to timing analysis. An example of such dataflow is Boolean Dataflow
(BDF) [26].

There are several other variants of dataflow which retain the analytical properties
of static dataflow while allowing a controlled amount of dynamic data-dependent
behavior. Some examples of such dataflow variants are Mode-controlled Dataflow
(MCDF) [5], Finite State Machine Scenario-aware Dataflow (FSM-SADF) [27] and
Parameterized Synchronous Dataflow (PSDF) [28].

In this thesis, we use a static dataflow variant called Single-rate Dataflow (SRDF,
Section 2.2), and Mode-controlled Dataflow (MCDF, Section 2.3) to model real-
time streaming applications. In this chapter, we describe and formalize SRDF and
MCDF dataflow models. We provide notations and properties of these models
that are relevant to our work. We also compare several dataflow models including
SRDF and MCDF models in terms of their modeling ability (expressivity) and
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analyzability. This chapter contains reference material, most of which, is followed
from the literature provided in [19], [29], [9], [25], [5].

2.1 Directed graphs

Dataflow graphs are directed graphs. Our dataflow-based modeling and analysis
use several relevant concepts from directed graphs, these are described as follows.

A directed graph G is an ordered pair G = (V,E), where V is the set of nodes
and E is the set of edges. Each edge is an ordered pair (i, j) where i, j ∈ V . If
e = (i, j) ∈ E, we say that e is directed from i to j. i is said to be the source node of
e and j the sink node of e. We also denote the source and sink nodes of e as src(e)
and snk(e), respectively.

A path in a directed graph is a finite, nonempty sequence (e1, e2, . . . , en) of
edges such that snk(ei) = src(ei+1), for i = 1, 2, . . . , n − 1. We say that path
(e1, e2, . . . , en) is directed from src(e1) to snk(en); we also say that this path
traverses src(e1), src(e2), . . . , src(en) and snk(en). A path (e1, e2, . . . , en) is a
cycle if snk(en) = src(e1). We consider only those paths where each node is
traversed only once, that is in the (e1, e2, . . . , en) path src(e1), src(e2), . . . , src(en),

snk(en) are all distinct.

A strongly connected pair of a directed graph G = (V,E) is a pair of nodes
u, v ∈ V where there exists 1) a path directed from u to v, and 2) a path directed
from v to u, i.e. nodes u and v are reachable from each other. A strongly connected
component of a directed graph G = (V,E) is a set of nodes C ⊆ V where every
pair of nodes u, v ∈ C is a strongly connected pair. A strongly connected graph is
a graph G = (V,E) where every pair of nodes u, v ∈ V is a strongly connected pair.

We also use a so-called component graph for our buffer allocation which is generated
using a given dataflow graph that is not strongly connected. Let SCCG be the set of
all strongly connected components of a dataflow graph G. The component graph
requires the strongly connected components to be maximal meaning that addition
of more edges and nodes to the given strongly connected component will break
the strongly connectedness property of the component. Then the component graph
GSCC of the graph is (VSCC , ESCC) where the vertex set VSCC contains vi for each
Ci in SCCG. There is an edge (vi, vj) ∈ ESCC if G contains an edge (x, y) for some
x ∈ Ci and y ∈ Cj . Since these strongly connected components are maximal, the
resulting component graph is a directed acyclic graph [30].
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2.2 Single-rate dataflow

A Single-rate Dataflow (SRDF) graph [9], also known as Homogeneous Synchronous
Dataflow [31], is a directed graph that consists of nodes called actors and edges.
Actors represent computational entities. Edges represent First-In-First-Out (FIFO)
dependencies among actors. Actors communicate with each other by sending and
receiving discrete data chunks i.e. tokens over these edges. It is formally defined as
follows.

Definition 2.1: An SRDF graph is a directed graph that is denoted by G = (V,E, d),
where V is the set of actors and E is the set of edges. The initial state of each one of the
edges is part of the specification: valuation d: E → N0 gives the number of initial tokens
(or delays) for an edge.

An execution of an actor is called firing. A firing of an actor is activated by the data
(tokens) availability on its input edges. The condition that must be satisfied for an
actor to fire is called the firing rule. SRDF prescribes strict firing rules: an SRDF
actor starts firing when one token is available on each of its input edges. Once
activated, it consumes exactly one token from each of its input edges and produces
exactly one token on each of its output edges. An iteration of an SRDF graph is a
sequence of actor firings such that each actor in the graph fires exactly once.

Figure 2.1: An example SRDF graph G.

An example SRDF graph G = (V,E, d) is shown in Figure 2.1, where 1) V = {A,B},
2) E = {(A,A), (A,B), (B,A), (B,B)}, and 3) d = {((A,A), 1), ((A,B), 0),

((B,B), 1), ((B,A), 2)}. Initial tokens i.e. delays are shown as solid dots (•) on the
edges in the figure. Initial tokens present on the input edges of an actor provide
an initial firing condition for that actor. At the beginning of execution, only A can
fire since only A has enough input data (i.e. it has one delay present on each of
the input edges). Actor A starts its firing by consuming 1) one token from (A,A),
and 2) one token from (B,A). At the end of the firing of A, it produces 1) a token
on (A,A), and 2) a token on (A,B). This ends the first firing of A, and triggers
1) the second firing of A, and 2) the first firing of B. Actor B starts its firing by
consuming 1) the delay from (B,B), and 2) the token from (A,B). At the end of
the firing of B, it produces 1) a token on (B,B), and 2) a token on (B,A). This
finishes the first iteration of the graph. Often, the execution of multiple iterations of
a graph may overlap in time. For instance, since more than one delay is present on
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the edge (B,A), (after the first firing of A) both A and B can fire simultaneously,
resulting in parallel execution. Note that the self edge (A,A) with one delay models
non-self-concurrency i.e. at most only one firing of A can be active at any point in
time. Similarly, the self edge (B,B) models non-self-concurrency for actor B. This
type of graph execution is called self-timed execution. In a self-timed execution,
each actor fires as soon as its firing rules are satisfied. It is described in Section
2.2.2.a).

An edge e is said to be delay-less if its delay d(e) valuation is zero. A path or a
cycle is said to be delay-less if all the edges that it traverses are delay-less. While
executing an SRDF graph, it is possible that it deadlocks. A graph is deadlocked if it
reaches a configuration in which no actor can be fired. This occurs due to delay-less
cycles [26]. This is because, in a cycle without a delay, 1) the firing of every actor
depends on the firing of its predecessor in the same iteration, and 2) none of the
actors in this cycle has a delay on its input edge (which is part of this cycle) to satisfy
its firing rules. An SRDF graph is deadlock-free if and only if there is at least one
delay present on every cycle in the graph [9]. In our SRDF graph shown in Figure
2.1, every cycle has at least one delay; this guarantees that, at any stage in the graph
execution, at least one actor in the graph will have one token present on each of its
input edges. We call an SRDF graph to be well-constructed if it is deadlock-free. Any
SRDF graph whose execution deadlocks is not useful in practice. Therefore, in this
thesis, we will consider only well-constructed SRDF graphs.

The actor firings in an SRDF graph, defined previously in this section, are atomic.
However, in practice, actor firings in an SRDF graph that is running on a hardware
platform consume time. Therefore, the analysis of such systems require a notion
of time to be associated with actor firings. In a timed SRDF graph, actors are
annotated with their execution times. A functional execution of an actor typically
shows a certain variation of execution times depending on the input data or different
behavior of the environment. The set of all such execution times, generally, have
the shortest and longest execution times. The shortest execution time is called
the Best-case Execution Time (BCET), the longest time is called the Worst-case
Execution Time (WCET). There are several techniques that can compute the best-
and worst-case execution times for systems [32]. In this thesis we assume that the
best- and worst-case execution times for actors are given. We extend SRDF with the
BCET and WCET for actors. Such an SRDF graph is defined as follows.

Definition 2.2: A timed SRDF graph is a directed graph G = (V,E, d, τ̌ , τ̂), where
valuations τ̌ , τ̂ : V → R+

0 give the Best-case Execution Time (BCET) and Worst-case
Execution Time (WCET) of an actor respectively.

We refer timed SRDF graphs as SRDF graphs for readability. During the execution of
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an SRDF graph, every firing of an actor i may consume varying amount of time; this
time is bounded by the τ̌(i) and τ̂(i) respectively. We assume that time is continuous:
τ̌(i), τ̂(i) ∈ R+

0 . We define a valuation τ : V × N0 → R+
0 such that τ(i, k) gives the

execution time of the firing of actor i in the kth iteration. For an SRDF graph, it
holds that: τ̌(i) ≤ τ(i, k) ≤ τ̂(i),∀i ∈ V, k ∈ N0 and we denote it as τ̌ � τ � τ̂ .

2.2.1 Schedules

On a typical heterogeneous multiprocessor, the execution of an SRDF graph is
performed across multiprocessor. Scheduling of such a graph involves 1) assigning
actors to processors (processor assignment), 2) ordering the firing of the actors that
are assigned to a single processor (actor ordering), and 3) determining when each
actor can fire provided that its firing rules are satisfied (actor firing) [9]. There are
several scheduling techniques, whose survey is provided in [9], that range from
fully static to fully dynamic scheduling. If a scheduling technique performs all the
three scheduling activities at compile (or run) time then it is called fully static (or
dynamic) scheduling.

Figure 2.2: A simplified LTE receiver SRDF graph: processing of a single physical
channel for a single LTE symbol.

We consider an LTE receiver (recall from Chapter 1, Section 1.2.1) as our use case
running on our hardware platform (Introduction Chapter 1, Section 1.3). Figure
2.2 shows a simplified LTE receiver SRDF graph. It shows a processing of a single
OFDM symbol in a sub-frame. For our hardware platform and the application
graph, actor to processor assignments are known at compile time. Every actor in the
graph shown in Figure 2.2 is assigned to a separate processor, except ChEst and
MIMO actors which are mapped on the same processor. Therefore, we consider
static allocation where processor assignments are known at compile time.

a) Static-order schedule

All the dependencies among the actors that are mapped on a single processor are
known in advance. For instance, for the processing of a given symbol, ChEst fires
first and then the MIMO actor fires. Static-order scheduling allows us to order
these firings of the ChEst andMIMO statically on a single processor. A static-order
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schedule [33] (follows from [5]) of a set of actors A = {a0, a1, . . . , an} mapped to
the same processor is a sequence of execution so = (ak · al · · · am) that generates
extra dependencies between the actors in A such that from the start of the execution
of the graph, ak must be the first to execute, followed by al and so on, up to am.
After am executes, the execution restarts from ak for the next iteration of the graph.

In an SRDF graph, any static-order schedule so = (ak · al · · · am) among the set of
actor A = {a0, a1, . . . , an} can be represented by adding edges without delays that
connect the actors in A in the sequence that is specified by so. The last actor in the
static-order schedule so i.e. am is then connected to the first actor ak with a single
delay. This construct reflects the iterative nature of the graph execution, when the
static-order finishes execution for a given iteration, it re-starts from the first actor
in the static order for the next iteration. For instance, edges (ChEst,MIMO) and
(MIMO,ChEst) depict the static-order between these two actors.

Note that the static-order edges in an SRDF graph do not model functional
dependencies that exchange any real data. In cases, where a static-order dependency
requires to connect the actors that already have a functional dependency then this
static-order needs to be modeled differently in the graph. Let us assume actors i
and j, which have a functional dependency (i, j). Then to model the static-order
dependency from i to j, we add a dummy actor k that has zero best- and worst-case
execution times. We then add two edges (i, k) and (k, j) that model the static-order
dependency from i to j.

b) Self-timed schedule

In practice, on any (including our) hardware platform, actors have variable execution
times. While executing the graph on a multiprocessor platform, it may be difficult to
guarantee the synchronization between sender and receiver actors that are assigned
to different processors. Therefore, synchronization (i.e. actor firing) in our platform
is self-timed: an actor fires as soon as its firing rules are satisfied.

Let s(i, k) be a schedule function that represents the time at which the actor i starts
its firing in the kth iteration in a valid execution of G. We assume that time starts
at t = 0, therefore, for a valid schedule, we require s(i, k) ≥ 0,∀i ∈ V, k ∈ N0.
Moreover, we assume that time is continuous, i.e. s(i, k) ∈ R+

0 .

An actor can fire when it has one token available on each of its input edges; this
means that the input edges impose precedence constraints on the firing of an actor.
A precedence constraint imposed by an edge (i, j) on the firing of j is defined as
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shown in Equation 2.1.

s(j, k) ≥ s(i, k − d(i, j)) + τ(i, k − d(i, j)),∀k ≥ d(i, j) (2.1)

In a self-timed schedule of an SRDF graph, an actor fires as soon as all its precedence
constraints, as shown in Equation 2.2, are met [5].

s(j, k) = max
(i,j)∈E

s(i, k − d(i, j)) + τ(i, k − d(i, j)), k ≥ d(i, j)

0, k < d(i, j).
(2.2)

The iteration is counted from 0 and the firing is counted from 1, therefore, the kth

iteration corresponds to the (k + 1)th firing. A schedule is admissible if, for every
actor in the graph, and every firing of the actor, start times do not violate the firing
rules i.e. the precedence constraints shown in Equation 2.2. Note that we consider
the self-timed schedules of dataflow graphs in this thesis. The worst-case self-timed
schedule and best-case self-timed schedule of an SRDF, denoted as ŝ(i, k) and
š(i, k) respectively, are the self-timed schedules of an SRDF graph where every
iteration of every actor i takes τ̂(i) and τ̌(i) time respectively to execute.

An SRDF graph is said to be First-In-First-Out (FIFO) ordered if, for any k ≥ 0, the
kth firing of any actor produces tokens on its output edges before the (k+1)th firing
of the same actor. We denote the finish time of the firing of actor i in the kth iteration
by f(i, k), such that f(i, k) = s(i, k) + τ(i, k). The SRDF graph G = (V,E, d, τ̌ , τ̂)

is FIFO ordered if for any execution of G it holds that

f(i, k) < f(i, k + 1), i ∈ V, τ̌ � τ � τ̂ . (2.3)

If an actor either has a constant execution time or belongs to a cycle with a single
delay then it conserves the FIFO property [34], [29]. We will only consider SRDF
graphs that have the FIFO property. Due to FIFO ordering, the tokens produced
by an actor follow the same order as the tokens consumed by that actor. FIFO
ordered SRDF graphs are deterministic. We assume that an SRDF graph execution
is deterministic if every time it is executed for a given input sequence, it produces
the same output sequence [5]. In a FIFO ordered SRDF graph, for each actor, for the
same order of values in the input queues, the same values are produced in the same
order in the output queues.

An SRDF graph is monotonic in time for a self-timed execution. Consider an SRDF
graph G = (V,E, d, τ̌ , τ̂). Monotonicity in time for a self-timed execution of G

25



Chapter 2. Dataflow

means that any valid self-timed schedule s(i, k) for time valuation τ(i, k) is also
admissible for time valuation τ ′(i, k), such that τ ′(i, k) ≤ τ(i, k), i ∈ V [5]. For
readability, we represent a self-timed schedule s(i, k) for the time valuation τ as
s(i, k, τ). The monotonicity for an SRDF graph G implies:

s(i, k, τ ′) ≤ s(i, k, τ), i ∈ V, k ∈ N0, τ̌ � τ ′ ≤ τ � τ̂ . (2.4)

If an actor fires with smaller execution time τ ′ such that τ ′ ≤ τ then this cannot
lead to a situation where any other actor fires later than its start time in s(i, k, τ)

schedule. This is because the dependencies and firing rules in an SRDF graph are
fixed. If an input arrives earlier, it cannot cause the actor to fire later, and therefore
it cannot cause the actor to produce outputs later.

The monotonicity property of the self-timed execution of SRDF graphs allows us to
compute a fundamental limit to the maximum throughput of a graph execution if
worst-case execution times are available for each actor activation [9]. It is given by
the inverse of the Maximum Cycle Ratio (MCR). First, the cycle ratio µc of a cycle
c in an SRDF graph G is given by Equation 2.5.

µc =

∑
i∈N(c)

τ̂(i)∑
e∈E(c)

d(e)
, (2.5)

where N(c) and E(c) denote the sets of actors and edges traversed by cycle c
respectively. The MCR, denoted as µ̂(G), of the graph G with the set of cycles C(G)

is depicted in Equation 2.6.

µ̂(G) = max
c∈C(G)

( ∑
i∈N(c)

τ̂(i)∑
e∈E(c)

d(i, j)

)
. (2.6)

Note that an MCR is defined only for the graphs with fixed execution times.
Consequently, µ̂(G) is defined for an instance of G that is associated with fixed
execution times τ̂ . In a self-timed schedule of such a graph G, every actor i ∈ V fires
with a constant execution time τ̂(i) in every iteration. Similarly, an MCR µ(G, τ)

is defined for an instance of G that is associated with fixed execution times τ ; i.e.
in a self-timed schedule of such a graph G, every actor i ∈ V fires with a constant
execution time τ in every iteration such that ∀k∈N0

τ(i, k) = τ(i, k + 1). µ(G, τ) can
be obtained by replacing τ̂ by τ in Equation 2.6. Note that µ(G, τ̂) is same as µ̂(G).
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A self-timed schedule s(i, k, τ) for a strongly-connected graph G has the property
[29] that after a finite number of iterations K(G, τ) (referred to as transient phase),
it reaches a periodic regime (referred to as periodic phase) provided that all actors
have constant execution time across iterations, characterized as follows:

s(i, k +N(G), τ) = s(i, k, τ) +N(G).µ(G, τ), k > K(G, τ) (2.7)

This periodic regime has a period of N(G).µ(G, τ) units. N(G) is the cyclicity of
the graph [29] and it can be as high as the least common multiple of the sums of
the delays of the critical cycles of G [9]. A critical cycle of G is the cycle whose
cycle ratio is the largest among all the cycles of the graph. The cyclicity provides a
period for an actor that possibly spans across multiple iterations. The transient phase
K(G, τ) can be computed by simulating the execution of the graph and detecting
the second periodic execution. Simulation, in this context, means that we imitate the
self-timed execution of the graph and thus obtain the start times of actors. Another
known method for calculating K(G, τ) is presented in [29].

2.3 Mode-controlled dataflow

Mode-controlled Dataflow (MCDF) [5] is a form of Boolean Dataflow (BDF) [26]
that restricts the dynamism in BDF so as to support static temporal analysis. The
description of MCDF in this section follows from [5]. In an MCDF graph, actors
do not need to fire in every iteration of its execution. Instead, each iteration of the
graph is associated with a mode such that only the pre-defined subgraph associated
with that mode executes in that iteration. After all actors in the chosen subgraph
have fired, the graph returns to the initial token distribution.

2.3.1 Modal execution

A typical MCDF graph consists of one or more regular SRDF actors, one or more
data-dependent (switch and select) actors, and a single Mode Controller (MC). A
switch actor fires in every iteration such that, depending on the mode associated
with the current iteration, produces a token on only one specific outgoing edge.
Likewise, a select actor fires in every iteration such that, depending on the mode
associated with the current iteration, consumes a token from only a specific input
edge. Lastly, the mode controller also fires in every iteration and decides the mode
of the current iteration.

An example MCDF graph is shown in Figure 2.3, it has three modes: 1, 2 and
3. MCDF graph actors can be classified into modal and amodal categories based
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on their firing behavior. A modal actor is associated with a specific mode and it
fires in the iterations whose mode matches with the mode of the actor; whereas an
amodal actor is not associated with any specific mode and it fires in every iteration.
Data-dependent actors and mode controller are amodal actors since they fire in
every iteration. The edges of an MCDF graph can be classified into modal, amodal
and control edges categories. A modal edge connects a modal actor to another
modal actor or to a data-dependent actor. Each modal edge of a data-dependent
actor is annotated with its mode as shown in Figure 2.3. An amodal edge connects
one amodal actor to another amodal actor or to a data-dependent actor. The mode
controller is connected via outgoing control edges to each switch and select in the
graph such that each token, produced on these edges is annotated with the mode
of the current iteration. Note that all these terminologies are formally defined in
Section 2.3.2.

Figure 2.3: An example MCDF graph G with three modes: 1, 2 and 3.

The modal execution of an MCDF graph is achieved using three special types of
actors, namely, Switch, Select, and Mode Controller (MC). An execution behavior of
the graph for an iteration where mode 1 is chosen is described as follows. Actor S
starts its firing by consuming the delay from its self-edge. At the end of the firing,
it produces a single token on each of its output edges. MC fires by consuming a
token from S. At the end of the firing, it produces a single token, referred to as a
control token, on each of its output edges. All these control tokens have the same
value that indicates the mode value for this iteration; in this case it is 1. Now, the
Switch starts its firing by consuming a token from S and a control token from MC .
At the end of its firing, it produces a token on the output edge that is associated
with mode 1 since this mode value is indicated by the control token. This enables
A to fire producing a token on its output edge. Select consumes a control token
from MC . Based on the value of the control token (i.e. 1), Select consumes a token
from the input modal edge that is associated with mode 1. At the end of its firing, it
produces a token on its output edge. Z consumes this token and finishes its firing.
In this iteration, a subgraph comprising S, MC, Switch, A, Select, and Z is fired.
We term such a subgraph as modal subgraph since it is associated with a particular
mode (i.e. mode 1).

28



Chapter 2. Dataflow

2.3.2 MCDF graph constructs

An MCDF graph consists of an arbitrary number of SRDF actors, data-dependent
actors such as switch and select, and a single mode controller. These constructs are
defined in this section.

a) Mode controller

Definition 2.3: The Mode Controller (MC) is a special actor in MCDF; at each firing,
the MC produces a single control token, with a mode value, on all its output edges. This
control token value determines which other output (or input) of a data-dependent actor are
producing (or consuming) data during this firing. All data-dependent actors of the graph
are connected to MC through delay-less edges; these edges are termed as control edges.
Control tokens are produced and consumed as normal tokens.

For any given MCDF graph, there is a fixed number of modes, M . The value of the
token produced by the MC represents the mode selected for the current iteration of
the MCDF graph.

b) Data-dependent actors

For a data-dependent actor, an input (or output) modal edge is said to be associated
with mode m if the consumption of a token with value m on the control input causes
data to be consumed (or produced) from (or on) this edge, while the consumption
of any other value will not cause data to be consumed (or produced) from (or on)
this edge. An MCDF graph allows two types of data-dependent actors: Switch and
Select. They are described as follows.

Definition 2.4: A Switch actor has one control input edge, one data input edge and M
modal output edges. Each modal output edge is associated with a mode. The actor fires by
consuming a control token from the control input edge and a token from the data input edge.
At the end of the firing, it produces a token on the modal output edge associated with the
mode indicated by the control token. The output token has the same size and value as the
token consumed from the data input edge. If a switch actor does not have an output edge
associated to some mode m, then it does not produce any token during the iterations where
mode m is indicated by the control token.

The data input edge of a switch actor is termed as amodal edge since it is not
associated with any mode.

Definition 2.5: A Select actor has one control input edge, M modal input edges and one
data output edge. The actor fires by consuming a control token from the control input edge,
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and the token from the modal input edge that is associated with the mode which is indicated
by the control token. At the end of the firing, it produces a token on the data output edge.
The output token has the same size and value as the token consumed from the modal input
edge. If a select actor does not have an input edge associated to some mode m, then in the
iterations where mode m is indicated by the control token, it produces the token that will
have some predefined default value, which can be mode dependent.

Similar to switch, the output edge of a select actor is termed as amodal edge. If a
switch or select actor does not have a modal edge associated to some mode, then it
is depicted by × on the actor for that mode as shown in Figure 2.3. Note that the
firing rules of data-dependent actors are evaluated in two steps: in each firing, for a
data-dependent actor: 1) a control token from its control input is consumed, and
2) then its firing rules are evaluated by determining the mode value of the control
token.

Apart from switch and select, there is a third type of data-dependent actor called
Tunnel actor (shown in Figure 2.4). Tunnels are a shorthand for a construct involving
both a switch and a select actor. It allows the communication between the iterations
belonging to different modes.

Definition 2.6: A Tunnel actor has, one control input edge, one data input edge and one
data output edge. The data input edge is associated with a mode m of the graph, and the data
output edge is associated with a mode n of the graph, different from m. When the control
token present on the control input edge has the value m, the Tunnel fires and consumes a
token from the control input edge and from the data input edge. It stores the token read
from the data input edge in its internal state. When the control token from the control input
edge has value n, the Tunnel fires, consuming that value and copying the token stored in its
internal state to the data output edge. The initial value of the internal state is graph specific.

A tunnel can be represented using one Switch, one Select and two regular SRDF
actors; an example of the tunnel that models communication from mode 1 to mode
3 is shown in Figure 2.4.

The edges labeled as “data-in" and “data-out" are the data input and data output
edges of the tunnel. The two edges labeled as “control-in" read control tokens from
the mode controller. When mode 1 is indicated by a control token on the “control-in"
edges, the Switch forwards the delay to the modal edge associated with mode 1;
actor In, then reads the value received from the “data-in" edge and copies this value
to its output edge. When mode 3 is indicated by a control token on the “control-in"
edge, the Switch forwards the value (which was read from the “data-in" edge from
the last previous invocation of mode 1) on the modal edge associated with mode
3; actor Out, reads this value and forwards it to its output i.e. “data-out" edge of
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Figure 2.4: A tunnel: from mode 1 to 3.

the tunnel. In this way, the tunnel always delivers to its consumer (connected to the
“data-out" edge) the value produced by the last previous execution of the producer
(connected to the “data-in" edge) orchestrated by the mode controller. A Tunnel is
referred to as an m-to-n Tunnel, if its input edge is associated with mode m and its
output edge is associated with mode n. A Tunnel is represented as a square shaped
actor in an MCDF graph.

c) Modal and amodal single-rate dataflow actors

An MCDF graph, in general, is organized using switch and select actors as can be
seen from Figure 2.3. All the single-rate actors of the graph are present on the paths
that connect switches to selects or vice versa. The concept of a path in a directed
graph is described in Section 2.1. A path that starts from a switch actor or ends at a
select actor is termed as a modal path. A modal path is said to be associated with
some mode m if it starts or ends with a modal edge that is associated with mode m.
For example, paths

(
(Switch,A), (A,Select)

)
and

(
(Switch,B)

)
in Figure 2.3 are

modal paths associated with mode “1" and “2" respectively. Note that any modal
path is strictly associated with a single mode. Similarly, a path that starts from a
select actor or ends at a switch actor is termed as an amodal path. For example,
the path

(
(S, Switch)

)
in Figure 2.3 is an amodal path. Note that the control edges

do not participate in modal and amodal paths. We use the notion of these paths to
define modal and amodal actors.

An actor may or may not fire in every iteration depending on its connection to a
modal or amodal edge of a switch or select actor. Based on this topological property,
we derive two types of static single-rate actors in MCDF: 1) modal and 2) amodal
actors. They are defined as follows.

Definition 2.7: An SRDF actor is said to be a modal actor associated to some mode m if
it is present on one or more modal paths that are associated with mode m.
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A modal actor associated with some mode m can only fire in those iterations where
the mode m is chosen by MC. It will not fire in the iterations where mode other
than m is chosen by the mode controller.

Definition 2.8: An SRDF actor is said to be an amodal actor if it is present on one or
more amodal paths.

Amodal actors fire in every iteration regardless of the mode of the iteration. It can
be inferred from these definitions that the modal property of actors in an MCDF
graph is derived from the topology of the graph. For example, in Figure 2.3, actors
A, B and C are modal actors since they are connected to respective modal edges of
the switch. Actors S and Z are amodal actors since they are connected directly or
indirectly to an amodal edge of a switch and select respectively. Moreover, note that
for an MCDF graph, the mode controller, switch and select are amodal actors which
fire in every iteration.

2.3.3 MCDF definition

We extend MCDF [5] with the BCET and WCET for actors; it is defined as follows.

Definition 2.9: An MCDF graph is denoted by G = (V,E, τ̌ , τ̂ , d,X, atype). V , E, τ̌ ,
τ̂ and d have the same definitions as in SRDF. Additionally, X is a finite set of M unique
mode values associated with the execution of a graph. There are some actors in MCDF
that have special attributes such as mode controller, switch and select actors. The valuation
atype : V → {Mode controller ,Switch,Select ,Normal} gives the type of an actor.

In an MCDF graph, every modal actor is associated with some mode. A valuation
amode : V → X ∪ {⊥} gives the mode associated to an actor. Since amodal actors
are not associated with any mode, amode for these actors is undefined and is
denoted by ⊥.

The mode of an edge is represented by the edge modality emode(i, j), it is defined
as follows.

emode(i, j) =

amode(j), amode(j) 6= ⊥
amode(i), otherwise.

(2.8)

An edge is said to be modal and associated with some mode m if emode(i, j) = m.
The edge is said to be amodal if emode(i, j) = ⊥.
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a) MCDF construction rules

A well-defined construction rules for MCDF guarantee that an MCDF graph can
always return to the initial token distribution for each possible mode value produced
by the mode controller. This implies that for each firing of the MC, independently of
the mode value produced by the MC, all the amodal actors and the modal actors
that are associated to a particular mode fire.

An MCDF graph with M modes is composed of: 1) a mode controller actor, 2) an
arbitrary number of switch and select actors, and 3) an arbitrary number of modal
and amodal SRDF actors. The construction rules that must be respected by an MCDF
graph for it to be considered well-constructed are as follows:

Rule 1. There is only one mode controller.

Rule 2. A modal actor can be present on one or more modal paths that are associated with
the same mode as the modal actor. An amodal actor can be part of one or more
amodal paths. Note that the mode controller, switch and select actors are amodal
actors, i.e. for these actors, the valuation amode is ⊥.

Rule 3. The mode controller is connected via outgoing delay-less control edges to each
data-dependent actor in the graph. This means that for any edge (i, j) ∈ V where
atype(i) = mode controller, it must hold that:
d(i, j) = 0 ∧ (atype(j) = switch ∨ atype(j) = select).

Rule 4. There are no delay-less cycles.

Rule 3 ensures that there is a single condition that drives all data-dependent actors.
Furthermore, it guarantees that for the same firing count the same control token is
read by all data-dependent actors.

An iteration of an MCDF graph is a sequence of actor firings such that all amodal
actors and the modal actors associated to a particular mode fire exactly once. Unlike
SRDF, only a subset of actors fire for each iteration in MCDF. Therefore, in MCDF,
an iteration corresponds to a firing of MC. It is also shown in [5] that the count of
completed iterations of the graph is equal to the number of firings of MC.

Rule 4 depicts the deadlock-freedom condition for graphs. It is shown in [5] that
a well-constructed MCDF graph is deadlock-free, and that its execution exhibits a
behavior where the graph always returns to the initial token distribution after a
well-defined firing sequence.

The FIFO ordering property for MCDF graph is defined differently than SRDF
graphs: for each modal actor, for k < n, its firing in the nth iteration can only start
after the completion of the firing of the same actor in the kth iteration. A FIFO
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ordered MCDF graph is deterministic: for the same input sequence (i.e for a specific
sequence of values produced by the firings of the MC), an MCDF graph always
produces the same sequence of output.

2.3.4 Schedules

An MCDF graph executes in an iterative manner such that each iteration executes
in a specific mode. In MCDF, similar to SRDF, a schedule function is used that
gives a start time for an actor in a specific iteration of the graph. However, the
schedule function is a partial function since modal actors do not fire in every
iteration. Moreover, this schedule function is dependent on a specific sequence of
modes chosen by MC.

a) Mode sequence

A mode sequence is an order of modes, chosen by the MC, that describes the
execution of a graph. Each element in a mode sequence uniquely indicates the mode
of execution for a particular iteration. For a mode sequence c, c(k) denotes the
(k + 1)th element in the sequence, that is the mode of iteration k in the execution of
an MCDF graph. We use regular expression to capture mode sequences. For instance
c = 2 · 1 · 3 is a mode sequence of 3 iterations such that mode of each iteration is
expressed as c(0) = 2, c(1) = 1 and c(2) = 3.

We say that a mode sequence is periodic if it can be expressed as a kleene star over
a smaller mode sequence. For instance, a mode sequence c = 1 · 2 · 1 · 2 can be
expressed as an instance of (1 · 2)∗. Note that the kleene star over a mode sequence
defines a set of periodic mode sequences.

We say that a mode sequence is quasi-periodic if it can be expressed as a kleene star
over a choice of smaller mode sequences. For instance the sequence c = 1 · 2 · 1 · 3
can be expressed as an instance of (1 · 2|1 · 3)∗. Note that the kleene star over a
choice of mode sequences defines a set of Quasi-periodic Mode Sequences (QMS).
Also observe that a kleene star is a super-set of multiple periodic mode sequences.

b) Self-timed schedule

A schedule function s(i, k, c, τ) gives the start time of actor i in the kth iteration in the
mode sequence c for the valuation τ . s(i, k, c, τ) only exists when amode(i) = c(k)

or amode(i) = ⊥. Otherwise we define s(i, k, c, τ) = ⊥. A function τ(i, k, c) gives
the execution time of i in the kth iteration in the mode sequence c. τ(i, k, c) for
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all mode sequences c, ∀i∈V , ∀k∈N0
is bounded from both sides by τ̌(i) and τ̂(i)

respectively: τ̌(i) ≤ τ(i, k, c) ≤ τ̂(i), and written as τ̌ � τ � τ̂ .

The precedence constraints for actor firings in MCDF are different than SRDF since
not all actors fire in every iteration. If an edge is amodal then the precedence
constraints become the same as in SRDF. When an edge (i, j) is modal then actors
i and j fire only in those iterations which are associated with the same mode as
emode(i, j). In this case, we need to find which firing of i triggers the firing of j;
this is dependent on a given mode sequence c. For an edge (i, j), the modal delay δ
gives the precedence constraints in terms of iterations such that the firing of j in the
kth iteration is dependent on the the firing of actor i in the (k − δ)th iteration. It is
defined as follows.

Definition 2.10: Let G = (V,E, d, t,X, atype) be a well-constructed MCDF graph. Let
c be a valid mode sequence for graph G. Let n be the number of times mode c(k) has been
selected from iteration 0 to iteration k of an execution of G, for a mode sequence c. Let
k′ ≥ 0 be an integer such that c(k) = c(k′) and the number of times mode c(k) has been
selected between iterations 0 and k′ is n− y, where y is a positive integer. If k′ exists, then
the modal delay δ(k, c, y) = k − k′. If k′ does not exist, then by definition, we will say
that δ(k, c, y) = k + y + 1.

Now, we can define a self-timed schedule for an MCDF graph. A self-timed schedule
of an MCDF graph for a specific mode sequence c and execution time τ is shown in
Equation2.9.

s(j, k, c, τ) = max
(i,j)∈E



s(i, k − δ(k, c, d(i, j)), c, τ) + τ(i, k − δ(k, c, d(i, j)), c), em(i, j) = c(k)

s(i, k − d(i, j), c, τ) + τ(i, k − d(i, j), c), em(i, j) = ⊥

0, k < d(i, j),

⊥, amode(j) /∈ {(c(k),⊥}
(2.9)

The start times for best-case self-timed schedule and worst-case self-timed schedule
are denoted as š(j, k, c) and ŝ(j, k, c) respectively.

2.4 Comparison of dataflow models

Several different dataflow models exist. These dataflow models differ in their
expressivity and analyzability. Static dataflow is a class of dataflow that can model
the data independent behavior present in applications. Single-rate Dataflow (SRDF,
[35]), Multi-rate Dataflow (MRDF, [19], [9]) and Cyclo-static Dataflow (CSDF, [26])
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are some examples of static dataflow. The expressivity exhibited by these models
is equivalent [25], however, their analyzability differ. Moreover, their succinctness
differs. MRDF allows actors to have multi-rate dependencies: an MRDF actor
consumes (and produces) a predefined fixed amount of tokens from (and to) each of
its input (and output) edges, these numbers are called consumption (and production)
rates. These rates can be different for different edges in an MRDF graph. Therefore,
an application can be modeled in MRDF more succinctly compared to SRDF. In
CSDF, an actor has a finite sequence of phases, where each phase corresponds to
a firing. An actor can have different consumption and production rates per phase.
This sequence of phases must be finite and repeating. Consequently, CSDF can
model applications more succinctly compared to MRDF. Any CSDF graph can be
converted to an equivalent SRDF graph using the techniques provided in [36]. This
indicates that SRDF, MRDF and CSDF are equally expressive. However, due to the
multi-rate nature of the dependencies, the scheduling problem in MRDF and CSDF
can become more complex compared to SRDF [25]. Figure 2.5 depicts comparison
among different dataflow models in terms of their analyzability and expressiveness.

Figure 2.5: Comparison of dataflow models: Analyzability Vs. Expressiveness.

There are several other dataflow models that model the data-dependent behavior
present in applications. This means that in such a dataflow graph, the execution time,
consumption rates and production rates of an actor can change depending on the
value of a token received from some input edge. The Kahn Process Network (KPN,
[37]) is such a model where processes communicate with each other by sending and
receiving values over FIFO edges. A process may write to its output whenever it
wants. The read operation on its input edges is blocking, if an input edge has no
data then the process will be suspended until there is a sufficient amount of data
present on the input edge to perform read operation. The data reading on the input
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edges can be data-dependent. It is not possible to perform temporal analysis of a
KPN without considering all possible inputs. The Boolean Dataflow (BDF, [26]) is
another example that models data-dependent behavior which is introduced using
switch and select constructs. This makes BDF non-analyzable at design-time.

Apart from MCDF, there are some other dataflow models that attempt at finding a
balance between modeling the data-dependent behavior and analyzability. Variable-
phased Dataflow (VPDF, [38]) and Finite State Machine Scenario-aware Dataflow
(FSM-SADF, [27]) are some examples of such dataflow. In VPDF, actors cycle through
a list of execution phases determined at compile-time. The data-dependent behavior
is represented through phases that can execute 0 or more times depending on data
values that can only be known during execution. Unlike MCDF, in VPDF, scheduling
is assumed to be dynamic, and no techniques have been proposed for static or
quasi-static ordering of actors.

In FSM-SADF, an application is modeled using a set of MRDF graphs, and an FSM
that specifies the possible transitions between these MRDF graphs. Each MRDF
graph represents an individual execution scenario of an application. FSM-SADF
and MCDF are equivalent in terms of their expressiveness. A modal subgraph in an
MCDF graph is similar to an MRDF graph in FSM-SADF. In MCDF, the possible
transitions between modes (similar to scenarios) is specified by a set of mode
sequences. The main difference between MCDF and FSM-SADF is that FSM-SADF
was primarily designed as an analysis model, whereas MCDF is designed to be used
as both a programming and analysis model.

2.5 Summary

We use dataflow models of computation since they fit well with real-time streaming
radio applications. Dataflow can model data-driven behavior of concurrent appli-
cations efficiently. We use a static variant of dataflow named single-rate dataflow.
It performs rigorous timing analysis of these applications. However, single-rate
dataflow-based timing analysis can result in the overestimation of the required
resource usage. We use another variant of dataflow called mode-controlled dataflow
that is more expressive than static dataflow variants and retains timing analysis
properties. Mode-controlled dataflow-based timing analysis can potentially provide
improved resource usage estimation.
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CHAPTER 3

MODELING AND ANALYSIS OF

4G LTE AND LTE-ADVANCED

RECEIVERS

Current multi-functional embedded systems such as smartphones and tablets
support multiple radio standards including Long Term Evolution (LTE) [7] and LTE-
Advanced [8] running simultaneously. LTE-Advanced is the latest industry standard
that improves upon LTE by introducing several compute intensive, feature-rich
and complex improvements. These applications are deployed on a single platform
to enable high-volume markets (low costs). They have real-time requirements,
including end-to-end throughput and latency constraints [5]. They are scheduled on
a heterogeneous multi-core processor [16] to satisfy these real-time requirements
and also for competing battery life (low power).

LTE-Advanced provides higher data rates of up to 1 Giga bits per second (Gbps) [8]
than the existing LTE standard. Manual, including simulation-based, real-time
analysis of such complex applications is infeasible. Dataflow graphs provide
a convenient way to model and analyze such applications [9]. Static dataflow
offers a popular programming and analysis model for streaming applications [9].
However, static dataflow is too restrictive to model the dynamic data-dependent
behavior in many realistic applications, including LTE-Advanced receiver [39]. For
an LTE-Advanced receiver, such dependencies follow from the standard. Hiding
these dependencies by choosing a coarser, more abstract granularity is possible,
but it incurs a loss of precision in analysis that cannot be afforded due to the
stringent timing requirements. Moreover, for a coarser model, the resource allocation
combined with the worst-case (hard real-time requirements) behavior often results
into resource overallocation [39]. However, resource availability in embedded
systems is tight. This necessitates a less-restrictive form of modeling for such
systems.

Dynamic dataflow [9] can relatively easily capture dynamic behavior present in an

39



Chapter 3. Modeling LTE and LTE-Advanced Receivers in Dataflow

LTE-Advanced receiver. However, the price for this convenience is high: dynamic
dataflow cannot be subjected to real-time temporal analysis. Mode-controlled
Dataflow (MCDF) [5] is a restricted form of boolean dataflow that supports run-time
mode switching with the goal of enabling design-time temporal analysis.

In this chapter, we address following key questions: can a realistic LTE and LTE-
Advanced receivers be modeled accurately as MCDF graphs? And are the resulting
graphs manageable by the analysis tools? In this chapter, we develop single-rate and
mode-controlled dataflow-based modeling and analysis for LTE and LTE-Advanced
receivers. The modeling of LTE and LTE-Advanced receivers is not only guided
by its functional behavior but also by certain features of the hardware platform
such as mapping, parallelism and heterogeneity. Whereas, other hardware features
such as timing characteristics do not influence modeling but guide the real-time
scheduling analysis stage. We develop latency analysis techniques for single-rate and
mode-controlled dataflow models. We demonstrate that the MCDF-based modeling
of LTE and LTE-Advanced receivers provides tighter latency analysis compared to
the SRDF-based modeling.

We introduce relevant details of an LTE-Advanced receiver in Section 3.1. In Section
3.2, we list a set of dataflow modeling challenges, mostly related to the dynamic
behavior implied by the LTE-Advanced standard. In Section 3.5 and 3.6, we address
these challenges one by one, and construct complete graph(s) for an LTE-Advanced
receiver. In Section 3.7, we benchmark the resulting MCDF models against static
dataflow. The related work is described in Section 3.8 and the summary is provided
in Section 3.9.

3.1 4G LTE

Long Term Evolution (LTE, [7]) is one of the latest cellular standards in mobile
broadband (recall from Chapter 1). LTE provides a downlink speed of up to 150
megabits per second (Mbps) and an uplink speed of up to 50 Mbps. In this section,
we describe the features of LTE that are relevant to our work.

In LTE, data are transmitted in terms of radio frames which are 10 msec in duration
[7]. Radio frames are divided into 10 sub-frames, each sub-frame being 1.0msec long
as shown in Figure 3.1. Note that Figure 3.1 is same as Figure 1.2, it is reproduced
here for reader’s convenience. A sub-frame is further divided into two slots, each
of 0.5 msec duration. A slot consists of either 6 or 7 OFDM symbols, depending
on whether the normal or extended cyclic prefix is used. LTE specifies both normal
and extended cyclic prefix lengths. This imposes 12 to 14 symbols in a sub-frame
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Figure 3.1: LTE Radio Frame (10 sub-frames): each sub-frame consists of either 1) 14
(normal cyclic prefix), or 2) 12 (extended cyclic prefix).

depending on the type of the cyclic prefix used in the sub-frame. In this thesis, we
focus on the receiver side of LTE’s physical layer, or the LTE receiver for short.

3.1.1 LTE receiver

In the LTE standard, the system provides a flexible bandwidth ranging from 1.25
to 20 MHz. The system bandwidth is further divided in multiple sub-carriers as a
result of the OFDM scheme, as shown in the LTE resource grid in Figure 3.2. Each
sub-carrier has a fixed bandwidth of 15kHz for any system bandwidth. The total
number of sub-carriers depends on the system and the sub-carrier bandwidth. Each
location present in the resource grid is called a resource element, which is the basic
unit of physical resources.

Figure 3.2: LTE Resource grid structure (1 sub-frame).

A physical resource block is defined as consisting of 12 consecutive sub-carriers
for one slot (0.5 msec) in duration. It is the smallest element of resource allocation
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assigned by the base station scheduler. LTE employs special reference signals to
facilitate channel estimation and timing synchronization. They are embedded in
each physical resource block. In Figure 3.2, the reference signals shown in black
imply that they exist for both single and multiple antenna schemes, whereas the
other reference signals are present only when multiple antennas are used.

A sub-frame is split into symbols that carry various control and data information.
Different types of information are mapped to separate physical channels. A physical
channel is typically a subset of the resource elements in the resource grid. There are
various physical channels in the resource grid. In this work, three physical channels
are considered and they are shown in Table 3.1.

Physical channels Denoted by

Physical Control Format Indicator Channel (PCFICH) C1

Physical Downlink Control Channel (PDCCH) C2

Physical Downlink Shared Channel (PDSCH) D

Table 3.1: LTE downlink physical channels.

The PCFICH, also referred to as C1, is a control channel that is always mapped
on the resource elements of the first symbol in a sub-frame. This channel carries
a Control Format Indicator (CFI) message which contains information about the
structure and the size of the second control channel i.e. the PDCCH channel.

The PDCCH channel, also referred to as C2, carries a message known as Downlink
Control Information (DCI), which includes resource assignments and other control
information for a single or a group of user equipments. We consider the scenarios
where the first 1, 2 or 3 symbols in a sub-frame are occupied by the PDCCH channel,
which is signaled on the PCFICH channel.

The PDSCH, the main data channel, carries all the user data, and is shared between
all user equipments. A user equipment is signaled on a PDCCH channel what
resource blocks from the PDSCH channel are assigned to it in that particular sub-
frame. For simplicity, we assume that the PDSCH channel is mapped to all the
OFDM symbols that are not occupied by either the PCFICH or PDCCH channels.
The number of resource elements needed by PDSCH channel depends on different
parameters such as channel conditions, number of users in the cell etc. This makes
sub-frame format variable, where for different sub-frames in time can have different
allocations of these channels on different symbols.
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3.1.2 LTE-Advanced receiver

LTE-Advanced (LTE-A) is the next major step towards the evolution of LTE. It
provides peak downlink and uplink data rates of 1000 Mbps and 500 Mbps
respectively [8]. In this thesis, we focus on two main features of an LTE-Advanced
receiver: 1) carrier aggregation and 2) EPDCCH channel processing.

Carrier aggregation is one of the popular features proposed in LTE-Advanced
document release 10. It allows the aggregation of up to 5 carriers up to 20 MHz of
bandwidth each to attain a total transmission bandwidth of up to 100 MHz, thereby
increasing the data rates. A single carrier is equivalent to a single LTE system
carrier. Carrier aggregation contains exactly one primary carrier component and
one or more secondary carrier components. For a user equipment, all the generic
access procedures are performed through the primary carrier component where
as the secondary carrier components are treated as additional resource for data
transmission [8]. Backward compatibility is ensured by using the same structure for
each component carrier that was used for LTE system carrier. We will discuss carrier
aggregation in more detail in Section 3.6.2.

LTE-Advanced introduced an additional control channel named Enhanced Physical
Downlink Control Channel (EPDCCH) in document release 11. It essentially
serves the same purpose as the PDCCH, but allows for transmission of the control
information in a more flexible way. One of the uses of EPDCCH is to increase the
control channel capacity. Unlike PDCCH, the EPDCCH uses PDSCH resources in
a sub-frame for control information transmission. This also maintains backward
compatibility. We will discuss EPDCCH in more detail in Section 3.6.1.

3.2 Dataflow modeling challenges

We describe dataflow modeling challenges for LTE and LTE-Advanced receivers
separately. We first list the challenges and then describe each challenge separately
for both LTE and LTE-Advanced receivers.

Table 3.2 shows the challenges involved in modeling LTE and LTE-Advanced
receivers. The resulting models that capture the mentioned challenges in Table 3.2
must respect the following constraints: 1) each individual actor can be assigned
to an individual, possibly special purpose, processor, and 2) the running times of
the MCDF-based analysis tools for such graphs must be affordable. Each challenge
present in Table 3.2 is explained in one paragraph below.
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Modeling challenges

LTE receiver

Variable sub-frame formats

Channel Estimator (ChEst) Behavior

Channel estimation and decoding stage dependency

Variation in resource block allocation

Sub-frame symbol assembly for decoders

Quasi-static-order scheduling

LTE-Advanced receiver
EPDCCH channel processing

Carrier aggregation

Table 3.2: Dataflow modeling challenges for LTE and LTE-Advanced receivers.

3.3 LTE receiver

LTE defines multiple physical channels (Section 3.1) whose mapping onto symbols
vary per sub-frame. This variable mapping cannot be accurately modeled in static
dataflow. This also gives rise to other challenges that are described in this chapter.

In each sub-frame, a channel estimator consumes the LTE symbols that have
reference signals in it. The locations of reference signals in every sub-frame are
fixed (Figure 3.2). This behavior can be conveniently modeled by static dataflow
such as Cyclo-static Dataflow (CSDF, [40]). The variation in cyclic prefixes (Figure
3.1) changes the number of LTE symbols across sub-frames. This behavior cannot
be modeled by CSDF conveniently. MCDF provides an efficient way to model the
variation in cyclic prefixes.

A channel decoder requires a corresponding channel estimate to decode the current
symbol. The channel estimator’s behavior delays the decoding of a symbol that
creates a distance (referred to as “decoding distance") between the channel estimation
and the decoding stage. The variable sub-frame formats lead to different decoding
distances for different channel symbols. Consequently, static dataflow cannot model
these varying decoding distances conveniently.

Each channel decoder collects (i.e. consumes) its symbols present in a sub-frame
to enable decoding. Since a channel occupies a varying number of symbols per
sub-frame, its decoder will have a varying input consumption rate across sub-frames.
Static dataflow cannot model such behavior accurately.

Static-order scheduling enables a fixed order of execution among the actors that are
mapped on the same processing element. In an LTE receiver, because of the variable
sub-frame formats, some actors cannot be scheduled in static-order as the order and
the number of actors scheduled on a single processing element may vary across
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sub-frames. Consequently, a static-order schedule cannot be applied to the actors
scheduled on the same processing element.

3.4 LTE-Advanced receiver

Similar to the existing physical channels in LTE, the mapping of the EPDCCH
(Section 3.1) onto symbols changes across sub-frames. This cannot be modeled
accurately in static dataflow. Moreover, the EPDCCH channel adds another channel
processing dependency: PCFICH→ PDCCH→ EPDCCH→ PDSCH. This changes
the fundamental channel processing dependencies in LTE-Advanced and postpones
the decoding of the PDSCH data channel.

Carrier aggregation in LTE-Advanced enables multiple single-LTE carriers to run in
parallel. In static dataflow (such as SRDF), the complexity in modeling these carriers
together increases significantly. Moreover, the decoding of every physical channel is
sequential among the carriers on our platform; therefore, the static dataflow-based
modeling further postpones the decoding of the PDSCH data channel. This also
increases the distance in channel estimation and decoding dependency further
which can result in increased carrier processing time.

3.5 LTE receiver modeling

In this section, we describe the dataflow-based modeling of an LTE receiver. We
build SRDF- and MCDF-based models of an LTE receiver for each challenge in a
step-wise incremental manner.

3.5.1 Variable sub-frame formats

On the receiver side of LTE, different types (i.e. control and data) of information are
mapped to different physical channels in a sub-frame. Recall Section 3.1, we consider
three physical channels: 1) PCFICH, 2) PDCCH and 3) PDSCH. The PCFICH (C1

channel) is mapped on the 1st symbol in a sub-frame. The channel mappings on the
sub-frame symbols is shown in Table 3.3.

The PDCCH (C2 channel) occupies up to the 3rd symbol in a sub-frame. The PDSCH
(D channel) is the main data channel. Depending on the C2 channel mapping, the D
channel occupies the remaining symbols in a sub-frame from the 2nd or 3rd or 4th

to the last (14th) symbol in a sub-frame. Consequently, C2 and D channels occupy a
varying number of symbols depending on the current sub-frame format.
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Sub-frame formats C1 C2 D

1 1 1 2 to 14

2 1 1 to 2 3 to 14

3 1 1 to 3 4 to 14

Table 3.3: Sub-frame formats: the channel mappings on the 14 symbols of a sub-
frame.

a) SRDF model

The SRDF model of an LTE receiver is shown in Figure 3.3. The graph shows
the processing for a sub-frame i.e. for 14 symbols. Consequently, each actor that
participates in the processing of each LTE symbol has 14 copies (identified by the
number in its name) in the graph. For simplicity, we use C to denote both C1 and
C2 channels. The actors shown in blue and green color process the C and D channel
symbols respectively.

Figure 3.3: SRDF model: a sub-frame has 14 OFDM symbols. Maximum of 3 control
(blue) and 13 data (green) symbols.

SRC , stands for source, receives an LTE symbol over antennas. Then the symbol is
demodulated by the OFDM (Orthogonal Frequency Division Multiplex) demodula-
tor of the two receiver antennas (DMOD_R1 and DMOD_R2). They are mapped
on a single accelerator DMOD on the hardware platform (recall from Chapter
1, Figure 1.3). Consequently, a static-order schedule is enforced between them.
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In dataflow, a static-order (recall from Chapter 2) is implemented by connecting
DMOD_R1 and DMOD_R2 in a cyclic fashion with an initial token on the input
of the first copy of DMOD_R1 (i.e. DMOD_R1_1); this ensures that at any given
time, only one of the actors can fire. The static-order related edges are shown in
red color in the figure. ChEst computes channel estimates. MIMO computes the
combined response for the two antennas. They are mapped on EV P (recall from
Chapter 1, Figure 1.3) and hence a static-order is enforced between them. OFDM
demapper (DMAP ) demaps the symbols to softbits with the help of MIMO.
DMAP actors belonging to both the channels are mapped on a single accelerator
named DMAP . DCID is mapped on ARM and it extracts D channel information
from C2 channel. MAC is a higher layer interface (a synthetic sink actor). All the
other actors are mapped on separate accelerators. For simplicity, each accelerator
shown in Chapter 1, in Figure 1.3 and the actors mapped on the accelerator have
the same names.

The variable sub-frame format behavior cannot be modeled accurately in static
dataflow. This is because any sub-frame can have at most 3 C or 13 D channel
symbols. Instead, static dataflow models a case where a sub-frame has 3 C and 13 D
channel symbols as depicted in Figure 3.3. Consequently, this SRDF graph models
all the sub-frame formats described in Table 3.3 together. This case does not exist in
practice but in static dataflow it assumes this case for every sub-frame, often leading
to a pessimistic schedule [39]. For instance, as shown in Figure 3.3, SRDF assumes
that the second LTE symbol has both C and D channels mapped on it which is not
the case in practice. This modeling delays the firings of D channel actors for the
second symbol for those sub-frames where the second symbol does not have the C
channel mapped on it.

b) Best-case behavior modeling

The modeling of the variable sub-frame format behavior in SRDF results in an
incorrect best-case behavior. For instance, in Figure 3.3, let us assume that the D
channel mapping starts from the third symbol in a sub-frame. In this case, ChEst_3

should trigger MIMO_3 of the D channel. However, because of the static-order
between MIMO_3 of the C and D channels, the D channel MIMO_3 is triggered
after the firing of the C channel MIMO_3. This gives the incorrect earliest firing (or
start) time of the D channel MIMO_3 for such sub-frame format. For this instance,
one of the ways to model the best-case behavior is by setting the Best-case Execution
Time (BCET) of the C channel MIMO_3 to 0. In this way, in the best-case behavior,
the C channel MIMO_3 firing does not delay the D channel MIMO_3 firing.
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However, in some cases, this technique does not work. For instance, consider the
C2DEC actor. For the same sub-frame format where the D channel mapping starts
from the third symbol, the C2DEC must be triggered by the C channel DMAP_2

instead of DMAP_3. In this case, we cannot set the BCET of SRC_3 to 0 since its a
periodic source. Moreover, setting BCETs of more actors will result into optimistic
best-case behavior where the best-case start time of actors will be earlier than
their actual best-case start times. Therefore, in this case, we have to ignore the
D channel DMAP_3 to C2DEC dependency to compute the best-case start time
of C2DEC for this sub-frame format. This infers that we require two different
graphs to model best- and worst-case timing behavior of an application. The LTE
receiver model shown in Figure 3.3 depicts the worst-case behavior. We create
the best-case behavior modeling graph by removing the (DMAP_2, C2DEC) and
(DMAP_3, C2DEC) edges from the worst-case behavior modeling graph shown in
Figure 3.3. Similarly, edges (DMAP_2, DDEC) and (DMAP_3, DDEC) will not
be present in the graph that models the best-case behavior. The best- and worst-case
behavior modeling is described in Chapter 4. In our LTE and LTE-Advanced receiver
modeling, only the edges going to the channel decoders get affected (i.e. depending
on the sub-frame format, some of the edges are removed) by the best-case behavior
modeling technique. Therefore, for simplicity, hence forth, we will only show the
worst-case behavior graph.

c) MCDF model

The MCDF model of an LTE receiver is shown in Figure 3.4. MCDF can model
the variation in the number of C and D symbols in a sub-frame more accurately
compared to SRDF. To reduce the graph complexity, we do not show the (dotted)
control edges that run from the mode controller MC to all switches, selects and
tunnels. We devise 3 modes i.e. C1, C2 and D to process the respective channels. The
modal actors shown in blue and green color process the C and D channel symbols
respectively.

Figure 3.4: MCDF model: 3 Channels→ 3 modes: C1, C2 and D modes.

An MCDF graph with a set of mode sequences (recall from Chapter 2) not only can
model the dynamic behavior of an application but also allows rigorous analysis
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of its real-time requirements [5]. Every firing of the LTE receiver graph (or MC)
corresponds to processing a single symbol in a sub-frame; hence to process an entire
sub-frame, the graph will fire 14 times i.e. with a mode sequence of length 14. For
instance, a mode sequence (C1.C2

2.D11) represents the sub-frame having 1 C1, 2
C2 and 11 D channel symbols. For any sub-frame, MC is fired with the mode C1 for
the first symbol. After decoding the C1 channel, MC determines the mode sequence
for the next 13 symbols (i.e. iterations) for that sub-frame. Therefore, it does not
need input from the other modes.

The modeling of the different sub-frame formats in MCDF offers several advantages
over the SRDF-based modeling. For instance, in SRDF, we have to assume for every
sub-frame that each channel occupies the maximum number of symbols that are
alloted to that channel. This creates extraneous firings for some actors that can
delay the processing of a sub-frame. This can result in larger maximum latency
in sub-frame processing. Latency is typically the total amount of time from the
start to end of a stimulus [41]. Contrarily, the MCDF-based model does not create
extraneous firings and hence can provide more accurate timing behavior i.e. smaller
maximum latency in sub-frame processing.

3.5.2 Channel estimator behavior

LTE uses special reference signals in each physical resource block as shown in Figure
3.2 to facilitate channel estimation and timing synchronization [7]. The Channel
Estimator (ChEst) consumes only those symbols that have reference signals.

a) SRDF model

The locations of reference signals in a sub-frame are fixed as shown in Figure
3.2, therefore, this behavior can be modeled in static dataflow such as SRDF. For
instance, in the SRDF model shown in Figure 3.3, the edges from DMOD_R1

and DMOD_R2 to ChEst that correspond to the symbols that do not contain the
reference signals can be removed.

LTE supports multiple cyclic prefix lengths that impose 12 to 14 symbols in a
sub-frame. This forces the reference signals to occupy the positions that vary per
sub-frame, and thereby ChEst to have an input consumption pattern that varies
across sub-frames. Static dataflow cannot model this behavior conveniently; in such
a case, a more conservative behavior is modeled where the ChEst will be forced
to consume a symbol from DMOD even if the current symbol does not contain
reference signal. In this work, we do not model the multiple cyclic prefix lengths.
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b) MCDF model

The channel estimator behavior can be modeled in MCDF conveniently by dividing
the consumption and non-consumption of reference signals by ChEst into different
modes. Now, the ChEst is modeled using MCDF constructs as shown in Figure
3.5. We devise two new modes named C2R and DR to handle C2 and D channel
symbols having reference signals respectively. Often a modal actor fires for multiple
modes, for instance, ChEstR fires for C1, C2R and DR modes. We merge the modes
together in such a case to reduce graph complexity, for instance the merging is
denoted as C1/C2R/DR. Now, ChEstR is associated with C1, C2R and DR modes;
and ChEst is associated with C2 and D modes. If the current symbol contains
reference signals then depending on the channel mapping, an appropriate mode
associated to ChEstR is selected. Otherwise, an appropriate mode associated to
ChEst is selected.

Figure 3.5: MCDF model: presence or absence of a reference signal→ 2 modes.

The tunnel (T) shown in Figure 3.5 allows communication between any mode
pair (estimate sharing). We call such a tunnel a multi-modal tunnel. The internal
structure of this tunnel is different compared to the conventional tunnel that is
described in Chapter 2, Figure 2.4. Multi-modal tunnels can also model the behavior
which can be modeled by conventional tunnels. Therefore, henceforth, we will use
multi-modal tunnels to model the inter-modal communication. For simplicity, we
will refer to a multi-modal tunnel as a tunnel.

An example of a multi-modal tunnel is shown in Figure 3.6. The tunnel passes a
token from the kth (for k ≥ 0) iteration where mode 1 is selected to the lth (such
that l > k) iteration where mode 3 is selected the first time after the kth iteration. A
tunnel actor can have more than one initial token present on the edge from select
to switch. For instance, let us assume the tunnel shown in Figure 3.6 with 2 initial
tokens instead of 1. In this case, the tunnel will pass a token from the kth iteration
where mode 1 is selected to the l′th iteration where mode 3 is selected the 2nd time
after the kth iteration. If a tunnel has more than one initial token, we denote such a
tunnel using the number of initial tokens present inside itself; for instance, a tunnel
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having 6 initial tokens is denoted as T6.

Figure 3.6: Tunnel (inter-modal communication): 1→ 3.

In MCDF, the mode selection occurs at switch and select actors, hence we generalize
these actors by allowing assignment of a mode set to each modal edge instead of
assigning strictly a single mode. Each modal edge of a switch and select is annotated
with the mode set it belongs to. The mode sets of any two modal edges of a switch
and select are disjoint. Moreover, union of mode sets of all the modal edges of a
switch and select is the mode set of the input graph. All input and output edges of
a modal actor are associated to the same mode set. We use these abstractions when
a part of the graph have the same behavior for multiple modes; this abstracts the
graph complexity.

(a) (b)

Figure 3.7: Converting (a) multi-modal actor X to (b) modal actors X1 and X2.

A conversion of such a multi-modal MCDF graph into the canonical MCDF graph is
trivial, it is shown with an example in Figure 3.7. An example shown in Figure 3.7a
consists of a multi-modal switch, select and single-rate actors. The switch produces
a token on the modal edge of M1 or M2 when the received control token has mode
M1 or M2 respectively. Conversely, the select consumes a token from the modal
edge of M1 or M2 when the received control token has mode M1 or M2 respectively.
Actor X is a multi-modal actor that fires for mode M1 and M2. A conventional
MCDF graph derived from this multi-modal MCDF graph is shown in Figure 3.7b.
In Figure 3.7b, each modal edge of switch and select is associated to a single mode.
A multi-modal actor X having a self-edge with an initial token from Figure 3.7a is
represented as two separate copies X1 and X2 for mode M1 and M2 respectively in
the conventional MCDF graph. Moreover, the tunnel T is added between X1 and
X2 to model the self-edge using inter-modal communication.
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The ChEst in Figure 3.4 will be replaced by the MCDF constructs shown in Figure
3.5. The channel estimator takes different times to process symbols with and without
reference signals in it. The MCDF-based modeling allows ChEst to have such
behavior where it has different execution times based on its mode. Moreover, we
can also model the multiple cyclic prefix lengths using MCDF which is not possible
using static dataflow such as SRDF and CSDF. Note that in this work, we limit our
modeling and analysis to the normal cyclic prefix length where a sub-frame has 14
symbols.

3.5.3 Channel estimation and decoding stage dependency

The reference signals are only transmitted for a few resource elements in the LTE
resource grid (Figure 3.2). Hence, an interpolation needs to be performed along
frequency and then along time direction to obtain channel estimates for every
resource element. This forces ChEst to run 6 symbols ahead of the control (C) and
data (D) decoding stages to decode the current symbol [39]. Moreover, a fast time
filtering in ChEst allows decoding the C channel symbols (4 symbols ahead) faster
than the D (6 symbols ahead) channel symbols.

a) SRDF model

The SRDF graph shown in Figure 3.8 models the channel estimation and the
decoding stage dependencies for C and D channels. Note that DMOD_R1 and
DMOD_R2 actors are represented as a single actor DMOD in Figure 3.8 for
simplicity. For the C channel symbols, the kth DMOD (i.e. DMOD_R1 and
DMOD_R2) provides the symbol to the (k+ 4)th DMAP actor i.e. the kth symbol
is demapped by the (k + 4)th DMAP actor. This dependency delays the decoding
of the C channel by 4 symbols. For instance, in case of the three C symbols, the
C channel can only be decoded by CDEC when the third symbol is demapped
by the DMAP_7. Similarly, for the D channel symbols, the kth DMOD symbol is
demapped by the (k + 6)th DMAP actor. These dependencies delay the decoding
of the D channel to the next sub-frame. For instance, as shown in Figure 3.8, the
D channel of the previous sub-frame can only be decoded by the DDEC in the
current sub-frame after the DMAP_6 finishes its firing. The initial tokens on the
edges from DMOD to the first 6 DMAP actors infer the last 6 symbols from the
previous sub-frame. As discussed in Section 3.5.1, static dataflow cannot model the
varying number of C and D channel symbols per sub-frame accurately. Moreover,
these decoding dependencies delay the channel processing further, which can result
into overestimation of resources [42].
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Figure 3.8: SRDF model: Control and data dependency→ 4 and 6 symbol distance.

b) MCDF model

The varying number of C and D channel symbols in a sub-frame can be modeled by
MCDF more accurately as shown in Section 3.5.1. We solve the problem of channel
estimation and decoding dependency, as shown in Figure 3.9, by introducing 1) a
new mode, called Drop (φ) and 2) six initial tokens on the (DMOD_R1, SWR1)
and (DMOD_R2, SWR2) edges, and two initial tokens on (BRD,SWC ). BRD is
a special actor that broadcasts or copies a token from its input to its outputs. This
also forces DMAP and MIMO to become modal actors. Note that Drop mode
does not have any associated modal actor in the graph. The newly added initial
tokens i.e. delays are discarded using Drop mode that enables the channel estimation
stage to run 4 and 6 symbols (tokens) ahead of the control and data decoding stage
respectively.

Initially, the first six consecutive firings of MC, fires with Drop mode. This only
happens once at the start of the graph execution and hence this behavior is termed
as initialization behavior. For our model, the (finite and static) mode sequence
consisting six drop modes models the initialization behavior. In the initialization
behavior, SWR1 and SWR2 discard six initial tokens through drop mode. SWD

discards the first 6 channel estimates, and SWC discards the two initial tokens
along with the first 4 channel estimates. This ensures that for the nth symbol from
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Figure 3.9: MCDF model: Control and data dependency→ Drop mode (φ).

DMOD of both the receivers, DMAP for control and data channels will receive the
(n+ 4)th and the (n+ 6)th channel estimates respectively. These decoding distances
are maintained for all possible sub-frame formats. The initialization behavior using
drop modes provides a more convenient way of modeling the channel estimation
and decoding stage dependency.

Actor MIMO does not fire during the initialization behavior, consequently, the
channel estimates produced by ChEF are discarded. This breaks the static-order
present between CHEF and MIMO actors during the initialization behavior.
However, this static-order is kept during the processing of different sub-frame
formats. This implies that MCDF allows flexibility in enforcing static-order compared
to static dataflow. The flexibility in enforcing static-order schedules using MCDF
will be discussed in Section 3.5.6. Moreover, the use of drop mode reduces the
extraneous actor firings which will reduce the delay in the sub-frame processing. It
could also potentially reduce the number of token productions on some edges. This
in turn will reduce the memory consumption since these tokens occupy memory
space on an underlying hardware platform.

3.5.4 Variation in resource block allocation

The number of resource blocks allocated to a user equipment vary (from 6 to
100) across sub-frames depending on the channel conditions. These in turn vary
execution time, token sizes and energy requirements of DDEC. Static dataflow
cannot model this variation accurately. It can be modeled using MCDF. However,
the number of modes (around 94) needed to model this variation make the graph
complex. Moreover, these 94 modes form Cartesian product with the existing modes
which further explodes the graph complexity, making it hard to take advantage of
these fine-grained modeling. Moreover, modeling the variation in resource block
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does not offer any advantage for several aspects e.g. buffer allocation. Therefore, we
do not model the varying resource block allocation.

3.5.5 Sub-frame symbol assembly for decoders

For every channel in a sub-frame, all the demapped symbols are needed to be
assembled together to enable decoding. The C channel consumes 1, 2 or 3 symbols
depending on the current sub-frame format. Similarly, D channel consumes 11, 12

or 13 symbols depending on the current sub-frame format.

a) SRDF model

The sub-frame symbol assembly is already modeled in the LTE receiver SRDF graph
shown in Figure 3.8. Each channel decoder consumes the maximum number of
symbols for that channel across all sub-frame formats i.e. C2DEC and DDEC

receives demapped symbols from 3 C and 13 D DMAP actors respectively. This,
however, results in a pessimistic analysis. Let us consider the modeling of the
best-case behavior as described in Section 3.5.1.b). For instance, if a sub-frame has 2
C symbols then the best- and worst-case firing of C2DEC shall be triggered by the
best- and worst-case finish times of the second C channel DMAP actor. However,
in the SRDF-based model, the best- and worst-case start times of C2DEC will be
triggered by the best-case finish time of the first and the worst-case finish time of
the third C channel DMAP actors respectively; this produces optimistic best-case
and pessimistic worst-case start times for C2DEC .

b) MCDF model

The MCDF model that models the sub-frame format assembly is shown in Figure
3.10. In MCDF, we solve this issue by introducing 1) several new modes that assemble
demapped symbols, and 2) using a special type of tunnel called accumulator[43].

Since C2 and D channels need assembling of one or more demapped symbols
(except C1 channel), they need extra modes, namely C2L, C12LR, C2LR and DL.
These modes are fired for the last symbol occupied by its respective channel in that
sub-frame. The R in the subscripts of C12LR and C2LR modes denote the scenario
where the last symbol occupied by the C2 channel contains reference signals. Mode
C12LR handles a scenario where only the first symbol in a sub-frame is occupied by
C1 and C2 channels. Moreover, we introduce a tunnel that passes the information
about the data channel in a sub-frame from DCID to DDEC. For simplicity, we
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Figure 3.10: MCDF model: Channel symbol assembly→ modes with subscript that
includes L.

do not show C1DEC actor and its connection to MC for C12LR mode. Also, we do
not show unconnected ports of switches and selects to reduce the graph complexity.

Accumulator actor shown in Figure 3.10 collects all the symbols in data part of
a sub-frame to provide them to DDEC decoder actor. Accumulator is shown in
rectangular outline as tunnel actors in Figure 3.10. Each accumulator is annotated
with its capacity in terms of the number of tokens from input modes it can store.
In principle, an accumulator with size n tokens can combine the n previous tokens
received from its n previous input modes into a single token, which then is
forwarded to its output mode when that mode is fired. An accumulator has the
same structure as a tunnel; however, the behavior of the SRDF actors and initial
tokens involved in a tunnel and accumulator are different.

(a) (b)

Figure 3.11: (a) Accumulator actor (b) Token T : accumulation of tokens from D and
DR modes, and destructive read of T by mode DL.

Figure 3.11a shows the internals of the accumulator that accumulates or packs
the tokens produced by DMAP from D and DR modes together and feed it to
the DDec through DL mode. The initial token T stores the tokens from the input
modes together. The capacity of T needs to be large enough to store the maximum
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number of demapped control symbols that needs to be fed to DDec. Since DDec
consumes one demapped control symbol from the DMAP of DL mode, it needs
the maximum of 12 demapped symbols across sub-frames from the other D channel
modes to enable decoding. If D (or DR) mode is selected then actor In_1 (or In_2)
consumes the token and accumulate the token inside the token T . For simplicity
let us assume that modes D, DR and DL are fired sequentially. For this scenario,
Figure 3.11b shows the status of accumulation inside the token T . In this scenario,
T has the size of 2 input tokens. The places occupied by an input tokens in T

are shown in gray. Unoccupied places are shown in white. When mode D is fired
followed by DR, actors In_1 and In_2 respectively accumulate the tokens coming
from DMAP actors into the token T , and when the mode DL is fired the token T is
forwarded to DDec and its contents are cleared. In this way, DDEC decoder actor
having varying consumption rates are converted into single-rate actors. Note that the
example shown in Figure 3.11 considers the size of T as 2 for simplicity. In the actual
model, shown in Figure 3.10, for the last symbol in a sub-frame, DDEC is fired by
selecting mode DL. Except the last symbol, all the demapped data channel symbols
in a sub-frame (at the most 12) are produced on the multi-modal edge D/DR of
SWDec. Therefore, we use an accumulator to assemble all these 12 symbols from
D/DR output of SWDEC and feed it to DDec. The accumulator accumulates the
tokens as many times as its input modes (i.e. in the given example D/DR) appear
in a mode sequence. The maximum number of symbols that can be accumulated
using an accumulator can be computed for a given mode sequence using simulation.
In such a simulation, we imitate the execution of a graph and count the maximum
number of tokens received by an accumulator before its sink actor fires. Therefore,
the behavior of an accumulator is fully deterministic for the given mode sequence.

Static dataflow cannot model the variable consumption rates of actors accurately.
On the other hand, accumulators provide an efficient way to model varying
consumption rates of actors. This, as we will see in Section 3.6.1, provides a different
modeling approach that allows to simplify significantly the modeling process and
the resulting model.

3.5.6 Quasi-static-order scheduling

On our hardware platform (recall from Chapter 1, Figure 1.3), we employ a
scheduling order among the actors that are mapped on the same processing element.
This scheduling order remains static within a sub-frame and changes across sub-
frames.
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a) SRDF model

In SRDF, we employ static-order schedule to realize the fixed scheduling order
among the actors mapped on the same processing element. However, actors
scheduled on the same processing element may have varying order of firing per
sub-frame; for instance, depending on the current sub-frame format, DMAP for
C channel may fire 1, 2 or 3 times, which cannot be modeled using static-order in
both static and mode-controlled dataflow. In static dataflow, since the C channel can
be mapped on at most 3 symbols in a sub-frame, the C channel DMAP is forced
to fire 3 times to enable static-order schedule as shown in the LTE receiver SRDF
model in Figure 3.8.

b) MCDF model

We use quasi-static-order scheduling to enable the static-order in MCDF that varies
across sub-frames [5]. In such a scheduling, a static-order among actors remains
fixed for a given mode sequence (i.e. a sub-frame in the context of LTE and LTE-
Advanced receivers), and it changes across mode sequences. The LTE receiver model
with quasi-static-order is shown in Figure 3.12.

Figure 3.12: MCDF model: quasi-static-order schedule: using a switch and select
pair with one initial token for each processing element.

Quasi-static-order scheduling is enforced by using a pair of switch and select actors
per set of actors that are scheduled on the same processing element. For instance,
for DMAP actors for C and D channel, we add SWDP _SO and SLDP _SO that are
connected together with a single initial token. DMAP actors are also connected
according to their mode to these switch and selects. This quasi-static-order modeling
guarantees that only a single instance of DMAP from either C or D channel will
be running at any given time. Similarly, we add a static-order among ChEst and
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MIMO actors, since they are scheduled on EV P on our hardware platform. Actor
ChEst in Figure 3.12 represents the structure shown in Figure 3.5. For simplicity,
we only show SLCE_SO switch in the figure; similarly SWCE_SO can be added in
Figure 3.5. Note that to enable quasi-static-order using a switch and select, for each
mode, the associated modal ports of both the switch and select must be connected
directly or through one or more actors. Moreover, there must not be any initial
tokens present along the modal paths that run between the switch and select pair.
Likewise, in general, we can use a pair of switch and select connected through
an amodal edge with a single initial token to enable quasi-static-order scheduling
among actors mapped on the same processing element.

The SRDF-based modeling of static-order schedules results in extraneous firings of
actors, which also increases the number of token productions on some edges. This
in turn increases the memory consumption on an underlying hardware platform.
Moreover, as discussed briefly in Section 3.5.1, the extraneous firings can also
increase the maximum latency in sub-frame processing. Contrarily, the quasi-static-
order scheduling reduces the extraneous actor firings which can reduce the memory
consumption and the latency. We will discuss the latency analysis for SRDF and
MCDF models in Section 3.7. The advantages of MCDF-based modeling over SRDF-
based modeling in terms of memory consumption will be discussed in Chapter
5.

3.6 LTE-Advanced receiver modeling

LTE-Advanced is a major enhancement of the LTE standard [8]. In our modeling,
we extend the LTE model with two major features from LTE-Advanced document
release 10 and 11: 1) Enhanced Physical Downlink Control Channel (EPDCCH); an
additional control channel (referred to as E) to accommodate signaling for LTE-
Advanced. 2) Carrier aggregation; it allows aggregation of up to 5 carriers of up
to 20 MHz bandwidth each to support downlink peak rates up to 1 Gbps. The
modeling of both the features is described below.

3.6.1 EPDCCH downlink channel

The EPDCCH (E) channel increases the control signaling capacity of LTE-Advanced
by using the D channel resources for control information transmission i.e. it is also
mapped on the last 11 to 13 symbols of a sub-frame. We consider a case where both
D and E channels share the same number of symbols in a sub-frame. The E channel
needs to be decoded as soon as possible to decode the D channel. This functional
dependency forces the following order for channel decoding: C → E → D. Unlike
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C and D channels (Section 3.5.3), it is assumed that the decoding of the current
symbol for E channel depends on the channel estimates of the same symbol i.e. the
decoding distance for the E channel is 0. This not only changes the fundamental
data dependencies among the channels but also the modeling of the decoding
distances that are described in Section 3.5.3. The number of E channel symbols also
vary per sub-frame. Consequently, the modeling of the E channel in static dataflow
will yield pessimistic schedules.

a) SRDF model

The LTE-Advanced receiver SRDF model that models the EPDCCH channel is shown
in Figure 3.13. For simplicity, we do not show the dependencies from DMOD to
DMAP actors for all the channels to reduce the graph complexity. Note that
these dependencies for C and D channels are exactly same as shown in Figure
3.8. Since the decoding distance for E channel is 0, the DMOD will provide the
kth demapped symbol to the kth DMAP of E channel. The channel decoding
dependencies: C → E → D are shown in blue color in the SRDF model shown in
Figure 3.13. These dependencies change the static-order present among the ChEst,
MIMO and DMAP actors. For instance, in each sub-frame, first the C channel
symbols i.e. DMAP actors of the C channel are processed; then the DMAP actors
of the E channel are processed; finally, the DMAP actors of the D channel are
processed. The decoders of these channels follow the same order. Similar to the
D channel, the number of E channel symbols also vary per sub-frame. Moreover,
E channel processing postpones the processing of D channel. Consequently, the
modeling of E channel in SRDF yields a pessimistic schedule.

b) MCDF model

The MCDF model shown in Figure 3.14 models the EPDCCH channel processing.
Actors shown in the yellow color process the E channel. In our hardware platform,
E DEC is mapped on a separate accelerator. Note that we denote DMOD_R1

and DMOD_R2 using a single actor DMOD for simplicity. We model E channel
processing more accurately, by

1) introducing (similar to D channel) three modes for E channel: E, ER and EL,

2) making SRC and DMOD actors modal that fire only once for each symbol
that is shared by E and D channels,

3) devising modes ENS and DNS for E and D channel symbols respectively that
reuse the outputs from DMOD and ChEst of the other D and E channel
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Figure 3.13: SRDF model: E channel modeling→ additional MIMO, DMAP and
EDEC actors shown in yellow.

modes (Note that the SRC , DMOD and ChEst do not fire for ENS and DNS

modes.),

4) adding more tunnels that enable the reuse of the DMOD and ChEst outputs
by C1, C2, C12L, C2L, ENS and DNS modes.

The SRC, DMOD and ChEst actors do not fire for the C channel related modes,
except C1S mode. Moreover, we devise a skip (ψ) mode that is used, in case of
multiple mode sequences, to make all the associated mode sequences of equal length.
Note that the ψ mode has no associated modal actors.

The execution of the MCDF model that processes a sub-frame having 1 C and 13 E
(and D) channel symbols can be modeled by the mode sequence: (D2

R ·D2 ·DR ·
DL ·C12L ·E5

NS ·E ·E2
R ·E2 ·ER ·E ·EL ·D7

NS). The sub-frame processing by the
MCDF model using the mode sequence is described as follows. The D channel of
the previous sub-frame can be decoded completely when the channel estimate of
the 6th symbol of the current sub-frame becomes available (recall from Section 3.5.3).
After this, the decoding of the C, E and D channels of the current sub-frame can
start. This means that the channel estimates of the first six symbols of the current
sub-frame are used to decode 1) the last 6 D channel symbols of the previous
sub-frame, and 2) the first 6 symbols that are occupied by C and E channels in the
current sub-frame. In MCDF, we enable this reuse using tunnels (recall from Section
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Figure 3.14: E channel modeling→ 1) E, ER and EL modes, 2) modal SRC and
DMOD actors, 3) additional tunnels (T6 and T7) and 4) symbol reuse by C1, C2,
C12L, C2L, ENS and DNS modes.

2.3) having 6 initial tokens, denoted as T6 in Figure 3.6.1. For the first six symbols
(i.e. iterations), the D channel related modes from D, DR, and DL are selected
to decode the last 6 symbols of the previous sub-frame. The SRC, DMOD and
ChEst of the current sub-frame fire for these first six iterations. The symbols from
these six iterations will be reused by the actors of the C and E channel modes of the
current sub-frame. Consequently, C12L is fired for the first symbol, and ENS is fired
for the next five symbols. For the remaining 8 symbols in the current sub-frame,
depending on its type, appropriate E channel related modes (from E, ER, and EL)
are selected as shown in the mode sequence. After processing the symbols of the
current sub-frame for the E channel, these symbols are reused by the D channel. As
shown in the mode sequence, the first 7 D channel symbols of the current sub-frame
are processed using mode DNS which reuses the symbols from E channel related
modes. We enable this reuse using the tunnels having 7 initial tokens, denoted as
T7 in Figure 3.14.

From the mode sequence, it can be inferred that the 1st, 2nd, . . . , 14th demodulated
symbols of the current sub-frame will be produced on the output of SLDP when
the 7th, 8th, . . . , 20th modes in the mode sequence will be fired respectively. The
first D channel symbol (which is produced on the output of SLDP in the 8th mode)
present in the current sub-frame is decoded by the DNS mode (in the 21st mode).
The 13 initial tokens present on the edge (BRD,SWR12_D) allow the DNS mode to
consume this first D symbol. Likewise, the first 7 D channel symbols are decoded
when the last 7 DNS modes from the mode sequence are fired. The remaining 6
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D channel symbols of the current sub-frame will be decoded when the channel
estimates from the first six symbols of the next sub-frame will become available.

Now, any mode sequence that processes a sub-frame having C, E and D channels
has 27 modes. Table 3.4 provides the mode sequences to process three different
sub-frame formats for the LTE-Advanced receiver model shown in Figure 3.14.

Mode-sequences

(D2
R ·D2 ·DR ·DL · C12L · E5

NS · E · E2
R · E2 · ER · E · EL ·D7

NS)

(D2
R ·D2 ·DR ·DL · C1 · C2L · E4

NS · E · E2
R · E2 · ER · E · EL · ψ ·D6

NS)

(D2
R ·D2 ·DR ·DL · C1S · C2 · C2L · E4

NS · E · E2
R · E2 · ER · E ·EL · ψ2 ·D5

NS)

Table 3.4: Mode sequences for the MCDF model of an LTE-Advanced receiver
shown in Figure 3.14.

SRDF cannot model the varying number of C and D channel symbols in a sub-frame
accurately (Section 3.5.1), which can result in pessimistic schedules or sub-frame
processing times. The modeling of the E channel in SRDF will produce more
spurious actor firings and pessimistic sub-frame processing times. Contrarily, MCDF
allows modeling the E channel more accurately.

3.6.2 Carrier aggregation

Carrier aggregation is one of the important features of LTE-Advanced [8]. It allows
to aggregate up to 5 carriers to increase overall transmission bandwidth. Each such
carrier has up to 20 MHz bandwidth and its processing can be modeled by a single
LTE receiver graph using SRDF as shown in Figure 3.13 or using MCDF as shown
in Figure 3.14. In an LTE-Advanced receiver, there is always exactly one primary
carrier and one or more secondary carriers. The maximum and minimum offsets
in the arrival of symbols of the secondary carriers with respect to the arrival of
symbols of the primary carrier are bounded.

Carrier aggregation allows additional degree of freedom in scheduling symbol
processing on our platform. We explore three scheduling policies: symbol, channel
and carrier-based scheduling as shown in Table 3.5. For instance, in carrier-based
policy, within a sub-frame, for each carrier (outer-loop), all 14 symbols are processed
(inner-loop). Note that DMOD actors follow symbol-based policy irrespective of
the chosen scheduling policy.

For instance, in carrier-based scheduling, for each sub-frame, all 14 symbols (i.e.
inner-loop) of the 1st carrier (i.e. outer-loop) are processed then the 14 symbols
of the 2nd carrier are processed, and so on. The modeling of our LTE-Advanced
receiver for these scheduling policies are described as follows.
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Scheduling policy Inner-loop Outer-loop

Symbol Carrier Symbol

Channel Carrier C, E and D channel

Carrier Symbol Carrier

Table 3.5: Three LTE-Advanced scheduling policies: specifying the order of symbol
processing within a sub-frame.

a) Symbol-based scheduling

In symbol-based scheduling, within a sub-frame, the 1st symbol of the 1st carrier is
processed then the 1st symbol of the 2nd carrier is processed and so on till the 5th

carrier, then the 2nd symbol of the 1st carrier is processed, and so on.

SRDF model

The SRDF model of the LTE-Advanced receiver that models this symbol-based
scheduling is shown in Figure 3.15. For simplicity, we only show this scheduling for
SRC , DMOD, ChEst and MIMO actors. Moreover, we only show the D channel
related actors. A similar scheduling will be followed for the other actors. The blue
edges depict the static-order dependencies between the carriers that model the
symbol-based scheduling.

Figure 3.15: SRDF model: carrier aggregation: symbol-based scheduling shown in
blue edges between 2 carriers.

This graph shows only two carriers for simplicity. Each Carrier Component (i.e. CC1
and CC2) is demarcated by a dashed square in Figure 3.15. Actors OFST_CC1 and
OFST_CC2 model the offsets in the arrival of symbols of the carriers. The offset in
the arrival of symbols of the primary carrier is zero. However, the maximum offset in
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the arrival of the symbols of the secondary carrier is up to 30µseconds with respect
to the arrival of the symbols of the primary carrier. Actor OFST_CC1 triggers
the source of both the carriers; the source of the secondary carrier is triggered
through the OFST_CC2 offset actor which provides the offset to the secondary
carrier. On each processing element, for each symbol, first the actors of the primary
carrier are processed and then the actors of the secondary carrier are processed. For
instance, for the 1st symbol, DMOD_1 of the primary carrier is fired and then the
DMOD_1 of the secondary carrier is fired. Similarly, for the 1st symbol, ChEst_1

and MIMO_1 of the primary carrier are fired and then the ChEst_1 and MIMO_1

of the secondary carrier are fired. Note, ChEst_1 and MIMO_1 are mapped on
the EV P processing element on our hardware platform.

MCDF model

MCDF allows more accurate modeling of symbol-based scheduling for carrier
aggregation. Figure 3.16 shows an MCDF model for carrier aggregation with symbol-
based scheduling for two carriers; for simplicity and space reason, we show carrier
aggregation for two carriers. Note that to enable the symbol-based scheduling
among carriers we use the LTE-Advanced receiver MCDF model shown in Figure
3.14 that models the EPDCCH channel. The MCDF subgraphs of primary and
secondary carriers are demarcated by dashed edges in Figure 3.16. The cycle formed
by SWSRC , OFST_CC1, SRC and SLSRC becomes the critical cycle (recall from
Chapter 2) of the graph. The OFST_CC1 actor aligns the arrival of symbols of both
the carriers. The OFST_CC2 provides an offset to the arrival of symbols of the
secondary carrier with respect to the arrival of symbols of the primary carrier. We
consider the case where all the carriers have the same channel mappings, hence MC
actor requires input only from the primary carrier.

The MCDF subgraphs of primary and secondary carriers are demarcated by dashed
edges in Figure 3.16. The actors of both the carriers that are mapped on the same
processing element follow a quasi-static-order schedule. For instance, for DMAP

actors, for each symbol in a sub-frame, the DMAP actors of the primary carrier are
fired first; this is represented by the initial token present on the input of SWDP _SO

of the primary carrier. Once the DMAP of the primary carrier fires, SLDP _SO of
the primary carrier produces a token to enable DMAP of the secondary carrier to
fire and so on. Similarly, a static-order among DMOD actors of both the carriers is
added. For the space reason, we do not show static-order among decoders of the
carriers. Similarly, up to 4 secondary carriers can be added together by adding offset
actors per secondary carrier, and by adding quasi-static-order among actors of the
carriers that are mapped on the same processing element. Note that in each mode
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Figure 3.16: MCDF model: carrier aggregation: symbol-based scheduling shown in
blue edges between 2 carriers.

of the graph, a sub-set of actors from both the carriers fire. The mode sequences
present in Table 3.4 model the execution of the MCDF graph shown in Figure 3.16
for the three different sub-frame formats. Similarly, we can model the execution
of an LTE-Advanced receiver with any number of carriers up to 5 using the mode
sequences of length 27 shown in Table 3.4.
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b) Carrier-based scheduling

In carrier-based scheduling, within a sub-frame, all 14 symbols of the 1st carrier are
processed then the 14 symbols of the 2nd carrier are processed, and so on (Table 3.5).
Unlike in symbol-based scheduling policy, the processing of all 14 symbols of each
secondary carrier is delayed by the primary carrier and the secondary carriers that
come before this secondary carrier.

SRDF model

The SRDF graph of an LTE-Advanced receiver that models the carrier-based
scheduling is shown in Figure 3.17. Similar to the SRDF graph for symbol-based
scheduling, this is also a simplified model. Note that DMOD actors follow the
symbol-based scheduling irrespective of the chosen scheduling policy for the graph.
For instance, in Figure 3.17, DMOD follow symbol-based scheduling whereas all
the other actors follow carrier-based scheduling. The static-order edges between the
two carriers are shown in blue in Figure 3.17.

Figure 3.17: SRDF model: carrier aggregation: carrier-based scheduling shown in
blue edges between 2 carriers.

In carrier-based scheduling, for instance, ChEst and MIMO of the primary
carrier are processed and then the ChEst and MIMO of the secondary carrier are
processed. Similar to the SRDF model (Figure 3.15) for symbol-based scheduling,
the SRDF model for carrier-based scheduling also uses the single LTE receiver SRDF
graph which cannot conveniently model the variation in sub-frame formats; this
results in pessimistic schedules and larger sub-frame processing times.
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MCDF model

Recall from Section 3.5.3 that the dependencies from DMOD to DMAP run across
multiple iterations and thereby across sub-frames. In the context of carrier-based
scheduling, for each carrier, these dependencies should connect a DMOD of the
current sub-frame to the respective DMAP of the current or the next sub-frame
that belongs to the same carrier accurately. This is challenging because the iteration
distance between DMOD and DMAP changes depending on the place of the
carrier in the carrier-based scheduling policy. To model these dependencies correctly,
we use a variant of the single carrier MCDF model that models the EPDCCH
processing which is shown in Figure 3.14. The variant of the MCDF model is shown
in Figure 3.18.

Figure 3.18: A single carrier MCDF model for carrier-based scheduling.

The temporal behavior of the MCDF model shown in Figure 3.14 and Figure 3.18 are
the same. The only difference is that we add two modes DD and DDR which are
duplicates of D and DR respectively. Consequently, the first D letter in these modes
stands for duplicate. The use of these modes to model the DMOD to DMAP

dependencies correctly for each carrier is discussed below.

Figure 3.19 shows the MCDF graph that models carrier-based scheduling for carrier
aggregation. Note that we use the variant of the LTE-Advanced receiver MCDF
model shown in Figure 3.18. Each carrier has its own set of modes; for instance, the
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Figure 3.19: MCDF model: carrier aggregation: carrier-based scheduling shown in
blue edges between 2 carriers.

names of modes that are associated with the primary carrier starts with “1" whereas
the names of modes that are associated with the secondary carrier starts with “2".

In the primary carrier, all the modes related to secondary carriers are unconnected
and vice versa. For simplicity, we do not show the quasi-static-order present
among DMAP actors of both the carriers. Note that irrespective of the chosen
scheduling policy, SRC and DMOD actors always fire in symbol-based scheduling
policy. In such a case, DMOD of the secondary carriers will fire much earlier i.e.
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during the processing of the primary carrier, however, the remaining actors of the
secondary carriers will only fire when the primary carrier is completely processed.
Consequently, SRC and DMOD actors of the secondary carrier belong to the
same modes as the SRC and DMOD actors of the primary carrier. Moreover, to
delay the consumption of the tokens that are produced by DMOD actors of the
secondary carrier, we put 27 initial tokens on the outputs of the DMOD actors that
connects to DMAP and ChEst actors through data-dependent actors. Recall from
Table 3.4 that 27 is the length of the mode sequences that are required to process a
sub-frame for our single LTE-Advanced carrier receiver MCDF model. Therefore,
we put 27 initial tokens on the edge (SLDP , BRD). We also put 27 initial tokens on
the edge (DMOD,ChEst); however, we need to add a pair of select and switch (i.e.
SLDM_SYM1 and SWCE_CAR2) to be able to connect these actors which belongs to
different modes.

Therefore, while the primary carrier is being processed i.e. for the first 27 modes,
the secondary carrier discards these 27 modes through unconnected ports that are
associated with the primary carrier. In this way, when the modes of secondary carrier
starts to fire, the tokens produced by DMOD becomes available to the remaining
part of the secondary carrier. Table 3.6 shows the mode sequences that model the
carrier-based scheduling policy. Note that each mode sequence has 54 modes: 1) the
first 27 modes belong to the primary carrier and 2) the latter 27 modes belong to the
secondary carrier. In each mode sequence, for each carrier, the modes that process
the primary carrier are fired then the modes of the secondary carrier are fired.

Mode-sequences

(1DD2
R · 1DD2 · 1DDR · 1DL · 1C12L · 1E5

NS · 1E · 1E2
R · 1E2 · 1ER · 1E · 1EL · 1D7

NS ·
2DD2

R · 2DD2 · 2DDR · 2DL · 2C12L · 2E5
NS · 2E · 2E2

R · 2E2 · 2ER · 2E · 2EL · 2D7
NS)

(1DD2
R · 1DD2 · 1DDR · 1DL · 1C1 · 1C2L · 1E4

NS · 1E · 1E2
R · 1E2 · 1ER · 1E · 1EL·

1D7
NS ·

2DD2
R · 2DD2 · 2DDR · 2DL · 2C1 · 2C2L · 2E4

NS · 2E · 2E2
R · 2E2 · 2ER · 2E · 2EL·

2D7
NS)

(1DD2
R · 1DD2 · 1DDR · 1DL · 1C1S · 1C2 · 1C2L · 1E4

NS · 1E · 1E2
R · 1E2 · 1ER · 1E·

1EL · 1D7
NS ·

2DD2
R · 2DD2 · 2DDR · 2DL · 2C1S · 2C2 · 2C2L · 2E4

NS · 2E · 2E2
R · 2E2 · 2ER · 2E·

2EL · 2D7
NS)

Table 3.6: Mode sequences for the MCDF model of the carrier-based LTE-Advanced
receiver shown in Figure 3.19.

Let us consider the first mode sequence given in Table 3.6 to understand 1) the use of
DD and DDR modes in both the carriers, and 2) the addition of 27 initial tokens on
the edge (BRD,SWR12_DD) in both the carriers. Recall that the SRC and DMOD
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of both the carriers fire during the arrival of the symbols of the primary carrier.
Moreover, recall from Section 3.6.1, SRC and DMOD do not fire for the modes that
has NS as part of their subscript. In a sub-frame, due to the decoding dependency
distance of 6 iterations described in Section 3.5.3, the 9th symbol will be decoded
when the first symbol of the next sub-frame arrives. This is shown in the SRDF
model of a single LTE receiver shown in Figure 3.8, where DMOD_9 is connected
to DMAP_1 using one initial token. The initial token depicts that this dependency
is inter-sub-frame dependency. In the first mode sequence given in Table 3.6, the
arrival of the 1st and 9th symbols is modeled by the DR and ER modes present
in the 1st and the 15th position in the mode sequence. Therefore, the output of the
DMOD from the 15th position needs to be fed to the input of the DMAP of the
1st position in the mode sequence. Consequently, we need to put 40 initial tokens
(i.e. 13+27) on the edge (BRD,SWR12_DD). This type of dependencies are only
valid for the DMOD that fire for the 9th till 14th symbol in a sub-frame, which are
processed when the first 6 symbols of the next sub-frame are received. Therefore,
the first six modes (for the primary carrier) and the first six modes after the 27th

mode (for the secondary carrier) present in all the mode sequences in Table 3.6 are
associated with DD and DDR modes, including the DL mode.

If there are multiple secondary carriers then we have to connect them together
by adding OFST_CC actor for each secondary carrier, and adding switch and
select actors to enable quasi-static-order among the actors of all carriers that are
scheduled on the same processing element. Moreover, depending on the number
of the secondary carriers, its processing will be delayed by the primary carrier and
the secondary carriers that are scheduled before this carrier. For instance, if there
are two secondary carriers then 1) for the 1st secondary carrier, as shown in Figure
3.19, we add 27 initial tokens on all the outputs of DMOD actors, 2) for the 2nd

secondary carrier, we add 54 (27*2) initial tokens on all the outputs of the DMOD

actors of the 2nd secondary carrier. Consequently, the 2nd secondary carrier discards
54 initial tokens for the first 54 modes which are comprised of the first 27 modes
from the primary carrier and the latter 27 modes from the 1st secondary carrier. In
this way, when the modes related to this carrier starts firing, DMOD outputs of the
this carrier becomes available. Therefore, in general, if there are c secondary carriers
then for each secondary carrier from sc = 1 to sc = c, we add 27 ∗ sc initial tokens
on all the outputs of the DMOD actors that belongs to the scth carrier.

As can be seen from Table 3.6, these mode sequences are longer compared to the ones
used for the symbol-based scheduling policies. We have to extend the given mode
sequence by 27 modes per carrier. This will increase the running time of analysis
algorithms significantly compared to the MCDF models of the LTE-Advanced
receiver for symbol-based scheduling. We will discuss the latency analysis in Section

71



Chapter 3. Modeling LTE and LTE-Advanced Receivers in Dataflow

3.7.1 and buffer allocation techniques in Chapter 5 that will be applied on these
graphs.

c) Channel-based scheduling

In channel-based scheduling, for each sub-frame, the symbols of the C channel are
processed for all the carriers then the symbols of the D channel are processed for
all the carriers, and so on (Table 3.5). The delaying of the processing of channels
and carriers is interleaved: 1) for each channel, the primary carrier is processed first,
then the 1st secondary carrier and so on, and 2) consequently, E (and D) channel
processing of the primary carrier will be delayed by the processing of C (and E)
channel of all the secondary carriers.

SRDF model

Figure 3.20 shows the SRDF model of the LTE-Advanced receiver that models
the channel-based scheduling. Similar to the symbol- and carrier-based scheduling
models, we only consider two carriers and fever actors to provide a simplified model.
For simplicity, we do not show DMOD actors. Note that DMOD actors follow
symbol-based scheduling irrespective of the chosen scheduling policy. The blue
edges in the graph depict the inter-carrier channel-based scheduling dependencies.
Note that the first 6 D channel MIMO, i.e. MIMO_1 to MIMO_6, process the
last 6 D channel symbols of the previous sub-frame. This is because of the decoding
distance described in Section 3.5.3, which delays the D channel decoding by 6
symbols. Consequently, MIMO_6 processes the last symbol of the previous sub-
frame, and MIMO_8 processes the first D channel symbol of the current sub-frame.

In channel-based scheduling, within a sub-frame, D channel MIMO actors of the
previous sub-frame are processed first. This is done for the primary carrier and
then for the secondary carrier. This static-order between the carrier is represented
by the edge between the MIMO_6 of the primary carrier and the ChEst_1 of the
secondary carrier. After this, the C channel MIMOs of the current sub-frame are
processed. This is done for the primary carrier and then for the secondary carrier.
After C channel processing of both the carriers, E channel of both the carriers are
processed sequentially. After the E channel processing of both the carriers, the
D channel processing is performed for the primary and then for the secondary
carrier. Since this SRDF model also uses the single LTE receiver model that cannot
conveniently model the variation in sub-frame format, it results in pessimistic
schedules.
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Figure 3.20: SRDF model: carrier aggregation: channel-based scheduling shown in
blue edges between 2 carriers.

MCDF model

The complexity of modeling the channel-based scheduling policy in MCDF is higher
than both the symbol- and carrier-based scheduling policies. For each carrier, for
each type of channel, the processing of its channel is interleaved with the processing
of the respective channel from all the other carriers. This leads to the mode sequences
that have longer size compared to the mode sequences required for symbol- and
carrier-based scheduling. Therefore, the running times of these algorithms for the
MCDF graphs which model channel-based scheduling will be much larger than
the running times required for symbol- and carrier-based scheduling policies. We
will show in Chapter 5 that the running times of buffer allocation algorithm for our
LTE-Advance receivers that model symbol- and carrier-based scheduling policies
are in order of days. Moreover, due to the lack of time we propose to leave the
modeling of channel-based scheduling for future work.

The modeling of a single carrier in static dataflow can yield a pessimistic schedule
(Section 3.6.1). Consequently, the modeling of carrier aggregation in SRDF can result
in further delay in sub-frame processing. This also increases the decoding distance
between the channel estimation and decoding further (Section 3.5.3); which increases
the estimated difference in some token production and consumption times i.e. token
lifetime, with the consequence that may result in larger memory consumption. In
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MCDF, since we model the variation of C, E and D channels more accurately, this
delay in the secondary carrier processing will be smaller which can result in smaller
memory consumption.

3.7 Experiments & results

We use a tool called Heracles [5], a dataflow-based temporal analysis tool, to perform
temporal analysis on our LTE-Advanced receiver SRDF and MCDF models. These
models are specified in a textual format that is prescribed by Heracles. The tool is
written in OCaml programming language [44] that supports functional, imperative
and object-oriented programming styles. We have developed and implemented
SRDF- and MCDF-based latency analysis techniques in Heracles to compare the
SRDF and MCDF models of our LTE-Advanced receiver. These techniques are
described in Appendix A in detail.

In this section, we present the results of the application of our latency analysis
techniques on LTE-Advanced receiver models. The timing details i.e. BCETs and
WCETs of all the actors present in our LTE receiver models are shown in Table
3.7. Product engineers at Ericsson BMOD division obtained these execution times
by running an LTE receiver on the Ericsson modem platform [16] for all possible
scenarios. These scenarios involved the consideration of all the issues that are
discussed in Section 3.5, different cyclic-prefixes and channel conditions and more.

Actors BCET WCET

in microseconds

SRC 71 71

DMOD_R1, DMOD_R2 17 35

ChEst with reference signals 5 30

ChEst without reference signals 3 15

MIMO 5 30

DMAP 5 24

C1DEC 5 10

C2DEC 9 76

DCID 77 102

D DEC 138 991

MAC 1 1

Table 3.7: The execution times of LTE receiver actors.

The LTE receiver actors form a sub-set of the LTE-Advanced receiver actor set. We
have used the execution times shown in Table 3.7 with minor modifications for such
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a sub-set of actors of our LTE-Advanced receiver. In LTE-Advanced receiver, we
have introduced additional actors to process EPDCCH channel: MIMO, DMAP ,
E_DEC and E_DCID. These actors have the same execution times as their
counterparts present in the PDCCH channel processing from the LTE receiver
graph. For each actor in our LTE-Advanced receiver, except the SRC actor, we take
its execution times from Table 3.7, and scale them down by the factor of 5. This is
because at most 5 carriers can be aggregated in LTE-Advanced.

The mapping of our LTE receiver actors to our target platform is described in
Section 3.5. DMOD_R1 and DMOD_R2 share the single accelerator. ChEst, and
MIMO of both the channels are mapped on the same accelerator. DMAP of both
the channels are mapped on a single accelerator. The decoders of each channel
is mapped on a separate accelerator. For our LTE-Advanced receiver, the actors
belonging to different carriers that have the same functionality are mapped on the
same processing element. For instance, the D_DEC actor of all the carriers share
the same resource.

3.7.1 Latency analysis

We evaluate our SRDF- and MCDF-based models of LTE and LTE-Advanced
receivers using latency analysis. Latency is typically the total amount of time
from the start to end of a stimulus [41]. MCDF-based modeling offers a tighter
latency analysis i.e. more accurate estimation in latency computation compared to
SRDF-based modeling. Let us consider the simplified SRDF and MCDF models of
our considered LTE receiver shown in Figure 3.21a and in Figure 3.21b respectively.
The actors that process the C and D channels are shown in blue and red color
respectively. The start and finish times of actors in a self-timed schedule can be too
optimistic and pessimistic respectively in SRDF-based modeling (recall from Section
b)).

(a) (b)

Figure 3.21: A simplified LTE receiver: (a) SRDF (b) MCDF.

A latency to decode a symbol is the maximum amount of time from the start time
of the SRC till the finish time of Dec. In SRDF-based modeling, for each LTE
symbol, we have to consider the presence of both the C and D channels as shown
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in Figure 3.21a. Moreover, on our platform, DMAP actors of C and D channels
are mapped on the same processing element. In such a case, we have to enforce a
static-order schedule between them (note, it is not shown in Figure 3.21a). This leads
to a scenario where Dec will be forced to fire later than its actual finish time, which
increases the latency. Contrarily, MCDF-based modeling allows to model different
sub-frame formats using different mode sequences; consequently, DMAP of only
the chosen mode will fire which gives more accurate firing time for Dec. Therefore,
MCDF-based modeling provides a tighter latency analysis compared to SRDF-based
modeling.

3.7.2 Latency analysis comparison: SRDF vs. MCDF

LTE incorporates Hybrid Automatic Repeat Request (HARQ) to handle errors in
data transmission [7]. A base station sends a sub-frame to a user equipment and
waits asynchronously for an acknowledgment signal from the user equipment that
indicates whether the sub-frame is received with (i.e NACK signal) or without (i.e.
ACK signal) any errors. If the base station receives a NACK signal or it does not
receive any acknowledgment signal within 5 milliseconds from the transmission of
the sub-frame then it re-transmits the same sub-frame. This enforces a maximum
HARQ latency of 5 milliseconds [8] i.e. the average time between the transmission
of a sub-frame and reception of the ACK/NACK signal for the same sub-frame. We
term this latency as the system latency. Note that the functionality of HARQ is out
of the scope of this thesis.

The reduction in the sub-frame processing latency is crucial to keep the system
latency below the maximum HARQ latency. In this section, we describe the
maximum sub-frame processing latencies for LTE-Advanced receivers. We compute
the maximum latency in processing a sub-frame for each combination of carriers
from 1 to 5. The maximum latency is computed from the start of the first symbol
source of the primary carrier in a sub-frame to the finish of the D DEC of the last
carrier of the same sub-frame.

The maximum latencies computed for the SRDF and MCDF models of our LTE-
Advanced receiver are shown in Figure 3.22. For our LTE-Advanced receiver,
the maximum latencies for the symbol-based scheduling are significantly smaller
compared to the carrier-based scheduling. This results from the scheduling of the
carriers in these scheduling strategies. In symbol-based scheduling, the symbols of
all the carriers are processed as soon as they are received; consequently, the D_DEC
decoder of each carrier is fired as soon as the D_DEC of the previous carrier
finishes its firing. Contrarily, in the carrier-based scheduling, the symbol processing
of each carrier is delayed by the processing of all the carriers that arrive before itself.
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This introduces significant delay in the firings of D_DEC actors of all the secondary
carriers, which results in larger maximum latencies for the carrier-based scheduling
of our LTE-Advanced receivers.

(a) (b)

Figure 3.22: Latency analysis for LTE-Advanced receiver: SRDF Vs. MCDF: a)
Symbol-based scheduling, b) Carrier-based scheduling.

For our LTE-Advanced receiver, the MCDF models offer up to 1.6% and 3.9%
smaller maximum latencies for symbol-based and carrier-based scheduling policies
respectively compared to the respective SRDF models. In a sub-frame, the variation
in the channel mappings occurs for the first three symbols. SRDF models produce
spurious actor firings for these three symbols which explains the larger maximum
latency compared to the MCDF models.

The self-timed executional behavior influences the gain in the maximum latencies for
these scheduling strategies. In symbol-based scheduling, for the second secondary
carrier onwards, all the dependencies from the SRC actors of a secondary carrier
towards the D_DEC actor of the carrier are satisfied before the static-order input
dependency that originates from the D_DEC actor of the previous secondary
carrier. Therefore, the MCDF-based modeling does not offer any reduction in the
latencies beyond the addition of the second secondary carrier. However, the overall
latency increases as we add more carriers. Therefore, the reduction in the maximum
latencies offered by MCDF with respect to SRDF does not increase after the second
secondary carrier.

In carrier-based scheduling, contrarily, all the dependencies from the SRC actors
of a secondary carrier towards the D_DEC actor of the carrier are satisfied much
later that the static-order dependency coming from the D_DEC actor of the
previous secondary carrier. Therefore, any pessimism involved in the modeling of
the dependencies from the SRC actors to the D_DEC actor of a secondary carrier
results in a larger maximum latency. Since the SRDF-based modeling of the variable
sub-frame formats is pessimistic compared to MCDF as shown in Section 3.5.1,
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MCDF offers larger reduction in the maximum latencies compared to SRDF for
carrier-based scheduling of our LTE-Advanced receiver. Moreover, the reduction
in the maximum latency increases with the increase in the number of secondary
carriers.

One of the important insights in this experiment is that the symbol-based scheduling
policy offers smaller maximum latencies compared to the carrier-based scheduling.
Therefore, the symbol-based policy is a better choice from the minimization of
the system latencies view point. However, these scheduling policies also influence
the required buffer sizes. The carrier-based scheduling policy, as we will show in
Chapter 4, offers smaller memory consumption compared to the symbol-based
policy. This provides an interesting trade-off among the maximum latencies and
buffer sizes.

Our LTE-Advanced receiver is scheduled on a hardware platform that is similar
to the platform shown in Figure 1.3. We model several resource allocation and
scheduling choices in our model. For instance, the decoder actor of each physical
(e.g. C , E and D) channel is mapped on a separate hardware accelerator. Moreover,
we enforce quasi-static-order schedule among the actors that are mapped on the
same processing element, such as DMAP actors of all the channels. These choices
can influence the buffer sizes and latencies. For instance, if we map the decoders
of all the channels of all the carriers on the same hardware element then it can
increase the lifetimes of the tokens that are to be consumed by these decoders. This
is because these decoders will now execute in sequential manner instead of parallel.
Consequently, this will also increase the overall sub-frame processing latency. On
the other hand, for instance, if we map DMAP actors of different channels on
separate hardware accelerators then this will allow DMAP actors of these channels
to run in parallel. This can potentially reduce the lifetimes of those tokens that are
to be produced and consumed by these DMAP actors, which, in turn, can reduce
the buffer sizes. Note that our modeling cannot handle the resource allocation case
where an actor needs to be mapped on more than one processing elements.

3.8 Related Work

The modeling of an LTE receiver using dataflow have been studied earlier [45],
[46], [47], [39]. Finite State Machine Scenario-aware Dataflow (FSM-SADF), Mixed-
mode Vector-based Dataflow (MVDF) and Parameterized Synchronous Dataflow
(PSDF) based dataflow approaches are employed in [39], [47] and [46] respectively.
Table 3.8, shows different challenges involved in LTE-Advanced receiver modeling
and compare other models with ours. Note that [47] and [28] perform modeling
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in different granularities of LTE standard. Table 3.8 shows more (fine-grained)
modeling challenges than those provided in Table 3.2. In general, our modeling
considers more practically relevant features of an LTE receiver compared to the
approaches provided in [39], [47] and [46]. Moreover, we model the two main
features of an LTE-Advanced receiver as shown in Table 3.2. Note that we limit
our LTE-Advanced receiver modeling to a single cyclic prefix length in this work;
however, the varying cyclic prefix lengths feature can be modeled using MCDF.

Modeling challenges [39] [47] [28]

MCDF FSM-SADF MVDF PSDF

Separate C and D channels X X X X

Separate C1 and C2 channels X X - -

Data decoding dependency X X - -

Control decoding dependency X - - -

Channel estimator’s variable

token consumption pattern X - - -

Variable cyclic prefix lengths - - - X

Varying resource block allocation - - X -

EPDCCH channel processing X - - -

Carrier aggregation X - - -

Table 3.8: Comparison of LTE-Advanced receiver models (Xindicates that the
corresponding feature has been modeled.)

Several dataflow flavors, such as MVDF [47], PSDF [28] and FSM-SADF [39] improve
over static dataflow in terms of expressiveness. MVDF employs synchronous (static)
and dynamic dataflow together to model dynamic behavior. It uses synchronous
dataflow to model the behavior where production and consumption rates for an edge
are required to be properly matched. Moreover, these rates can change dynamically.
This is realized using variable-sized vectors, where the size of the vector changes
with the rates. MVDF uses dynamic dataflow to perform dynamic rate-conversion i.e.
packing/unpacking variable numbers of data to/from variable-size vectors. In [47],
the modeling of PDSCH channel is described in detail. It models the functionality of
DDEC in more fine grained detail than our model. Consequently, the LTE model
described in [47] also models varying resource block allocation. The modeling of
other channels is described in an abstract way. MVDF is less expressive compared to
MCDF. It cannot model the channel estimator’s behavior accurately. In this case, if
reference signals are present (or absent) in the current symbol then the corresponding
firing of ChEst consumes (or does not consume) the demodulated current symbol.
In MVDF, if the consumption and production rates for an edge are zero then the
sink actor of the edge cannot fire. This means that an actor that models ChEst in
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MVDF cannot fire if the current symbol does not have reference signals. Another
disadvantage of this dataflow is that the scheduling and buffer allocation cannot be
analyzed completely in compile time. The synchronous dataflow subgraphs of an
MVDF graph are clustered together and scheduled statically. This is also described
in [47]: “After clustering, the remaining graph is subject to runtime scheduling (RS)
based on the data-driven property.". Moreover, “The buffer memories in the RS
graph are adjusted at runtime if necessary.".

PSDF provides a meta-modeling technique that is applied on SDF to increase its
expressive power [28]. PSDF specifies three sub-graphs: 1) body graph to model the
dataflow behavior, and 2) init and subinit graphs to orchestrate the behavior of the
body graph through the configuration of the body graph parameters. In general, the
values of the graph parameters can change at the beginning of a graph iteration,
and remain constant through the iteration. PSDF is less expressive compared to
MCDF; the production and consumption rates of an actor in PSDF cannot be 0. This
means that PSDF cannot model the mode specific actor firings. For instance, the
channel decoders in an LTE-Advanced receiver fire for a subset of modes which is
not possible to model with PSDF. Moreover, the variable sub-frame formats that
involve the variable consumption rate for the PDSCH channel decoder (Section 3.5.1
and 3.5.5) cannot be modeled accurately by PSDF. Also, the consumption behavior
of the channel estimator cannot be modeled accurately by PSDF.

In FSM-SADF, the dynamic behavior of an application is split into a group of
static scenarios of operation. Each such scenario is modeled using synchronous
dataflow. An FSM then specifies the possible orders of executions of these scenarios.
FSM-SADF and MCDF are equivalent in terms of their expressiveness. A modal
subgraph in an MCDF graph can be modeled as an SDF graph in FSM-SADF. In
MCDF, the possible transitions between modes (similar to scenarios) is specified by
a set of mode sequences. The main difference between MCDF and FSM-SADF is
that FSM-SADF was primarily designed as an analysis model, whereas MCDF is
designed to be used as both a programming and analysis model.

3.9 Summary

In this chapter, we described the development of an analyzable, accurate and
realistic LTE-Advanced receiver model in a stepwise manner using Single-rate
(SRDF) and Mode-Controlled Dataflow (MCDF). We demonstrated that MCDF
is more expressive and is capable of capturing the dynamic behavior of an LTE-
Advanced receiver compared to Single-rate Dataflow (SRDF). The MCDF-based
modeling offers several advantages over SRDF-based modeling such as a tighter
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latency analysis. We developed SRDF- and MCDF-based latency analysis techniques
to compare the SRDF and MCDF models of our LTE-Advanced receiver. The
resulting MCDF models of an LTE-Advanced receiver are benchmarked against the
SRDF-based models using these latency analysis techniques. This shows that the
models are manageable by the analysis tool.

Carrier aggregation feature in LTE-Advanced allows an additional degree of freedom
in scheduling symbol processing on our hardware platform. In this chapter, we
considered symbol-, carrier-, and channel-based scheduling among carriers of our
LTE-Advanced receiver. The channel-based scheduling is considered only for SRDF-
based modeling. The ability to model (and analyze) these scheduling policies
demonstrate the feasibility and practical importance of our MCDF-based analysis
tool.
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CHAPTER 4

BUFFER ALLOCATION FOR

SINGLE-RATE DATAFLOW

In current embedded systems such as smartphones and tablets, power and on-chip
memory resources are severely limited. Moreover, wireless streaming applications
such as LTE and LTE-Advanced receivers [7] running on these devices have strict real-
time requirements, including minimum throughputs and maximum latencies. These
applications must therefore not only conform to their strict timing requirements, but
also occupy as little on-chip memory as possible.

In this chapter, we describe the techniques to compute and minimize the estimated
amount of memory required by real-time streaming applications running on a
heterogeneous multi-processor platform without back-pressure. As described in
Chapter 2, we use dataflow to model and analyze the temporal behavior of such
applications. The FIFO edges of a dataflow graph are mapped as buffers on the
memory of an underlying hardware platform. The computation of the minimum
amount of memory required by the buffers while reserving sufficient space for
each produced token without overwriting any live tokens and guaranteeing the
satisfaction of real-time constraints is called buffer allocation [48], [20], [21], [49].
In this chapter, we present a buffer allocation solution for real-time streaming
applications modeled as single-rate dataflow graphs running on a heterogeneous
multi-processor platform without back-pressure.

The rest of this chapter is organized as follows. Section 4.1 presents a motivational
example to describe the need of a buffer allocation technique for systems without
back-pressure. Section 4.2 presents a formal description of the buffer allocation
problem for systems without back-pressure. In Section 4.3, we study under which
conditions finite buffer sizes exist for non-back-pressured systems. We present
algorithms to approach the problem by introducing best-case temporal analysis of
dataflow in Section 4.4. Section 4.5 presents a comparison between buffer allocation
for systems with and without back-pressure. We use an LTE receiver and an LTE-
Advanced receiver as our primary use-cases. Our benchmark set also includes an
MP3 decoder and a WLAN receiver. In Section 4.6, we show that our technique
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provides up to 54% reduction in memory consumption compared to an existing
buffer allocation technique for LTE and LTE-Advanced receivers use cases. We
discuss related work in Section 4.7, and the summary is provided in Section 4.8.

4.1 Motivation

There are several hardware platforms [11], [12], [13], [14], including our target
platform (recall from Chapter 1, Figure 1.3), which do not support back-pressure for
some or all of its processing elements. This is because the back-pressure mechanism
incurs several disadvantages, which are already described in Chapter 1. Moreover,
the existing techniques that compute buffer sizes for systems with back-pressure [48],
[20], [21], [49] cannot be applied to compute buffer sizes for the systems without
back-pressure. This is because the most of these techniques are based on 1) altering
the self-timed schedules by delaying the actor start times, and 2) consider only the
worst-case temporal behavior. However, in the systems without back-pressure, actor
firings cannot be delayed, and we also need to consider best-case temporal behavior
to compute correct buffer sizes. This is discussed in more detail as follows.

In SRDF semantics an edge has infinite capacity. However, in a realistic implemen-
tation, a buffer must have a finite size. This is typically imposed by back-pressure.
Let us consider the example from Chapter 1. Figure 4.1a depicts the same graph as
shown in Figure 1.5 that models all FIFO buffers without back-pressure. A back-
pressured implementation of a FIFO buffer can be modeled in SRDF conveniently
by introducing a back-edge. Figure 4.1b shows the same SRDF graph example
with back-pressure modeling. In dataflow, for every finite back-pressured FIFO
buffer, an edge is added from its consumer to its producer with a number of initial
tokens equivalent to the capacity of the buffer. In Figure 4.1b, the buffer (A,B) is
dimensioned to hold at most two tokens which is depicted by the back-edge (B,A)

with two initial tokens. We assume conservative token production and consumption:
each token must reside in memory from the start of its producer firing till the end of
its consumer firing.

(a) (b)

Figure 4.1: SRDF graphs with: (a) no back-pressure (b) back-pressure.

The self-timed schedule of the graph with back-pressure assuming Worst-Case
Execution Time (WCET) is visualized through a Gantt chart as shown in Figure 4.2a.
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Each position in the FIFO is represented by a rectangle. The token stored in each
FIFO position is indicated by its producer’s firing count except the initial tokens. The
buffer size per edge is given by the number of rectangles per FIFO. Actor firings are
also annotated by their firing counts. Note that, in this case, for the same execution
times the execution without back-pressure would yield the same schedule, and the
same buffer occupations.

(a) (b) (c)

Figure 4.2: Gantt charts for the SRDF graphs shown in (a) Figure 4.1a with worst-
case execution times, (b) Figure 4.1b with varying execution times, and (c) Figure
4.1a with varying execution times.

When applying back-pressure, as shown in Figure 4.2b, if the second firing of A
executes faster than its WCET, the third firing must wait for a token on BA which
is produced by the first firing of B later in time. Thus back-edge BA regulates the
firings of A, and guarantees that there can only be at most two tokens in edge AB at
any point in time. The buffer size thus obtained is valid for any self-timed schedule
with varying execution times within known worst-case bounds [49]. Any self-timed
execution will have at least as many firings of each actor per time interval as in the
self-timed schedule with WCETs. This considerably simplifies traditional dataflow
analysis, as local WCETs correspond to worst-case temporal behavior of the graph as
a whole. However, if the same temporal variation occurs without back-pressure, the
result is as shown in Figure 4.2c. A starts its third firing immediately after it finishes
the second firing, requiring either a larger buffer space, or overwriting a previously
produced token prematurely, thus leading to incorrect functional behavior.

Another fundamental limitation is that, even for fixed execution times, a graph
without back-pressure is not guaranteed to execute in bounded buffer space. If the
execution times of A and B are constant, but equal to 1 and 2 respectively, then the
self-timed, non-back-pressured execution of the graph will require a buffer of ever
increasing size. Thus, before designing algorithms to allocate bounded buffers, one
must define under which conditions do such bounded buffers exist.
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4.2 Problem description

During the execution of an SRDF graph, in each iteration, on every edge, a token is
produced by its source and consumed by its sink actor. A token has an associated
lifetime. The lifetime of a token produced on edge (i, j) starts when it is produced
by i and ends when it is consumed by j. It is formally defined in Definition 4.1.

Definition 4.1: The lifetime lt((i, j), k, τ) of a token produced by i and consumed by j
during the kth iteration for an execution time distribution τ is defined as
lt((i, j), k, τ) = [s(i, k, τ), f(j, k + d(i, j), τ)], where s(i, k, τ) and f(i, k + d(i, j), τ)

denote the start time of i in the kth iteration and the finish time of j in the (k + d(i, j))th

iteration respectively.

The definitions of the valuations s, f and τ are provided in Chapter 2. Note that the
lifetime is defined as a time interval. A token remains alive and occupies a space
in the shared memory present on the underlying hardware platform during its
lifetime. The memory occupied by a token is characterized by its starting memory
address, SA : E × N0 → N0, and its size z : E → N0 in bytes. SA(e, k) gives the
start address of the token produced on edge e, at the kth iteration. A valuation
Overlap : (E×N0)2 → Bool indicates if a pair of tokens have overlapping lifetimes
or not; it is shown in Equation 4.1.

Overlap((l,m), n, (u, v), w) =



false, f(v, w + d(u, v), τ) ≤ s(l, n, τ) ∨
f(m,n+ d(l,m), τ) ≤ s(u,w, τ),

∀τ : τ̌ � τ � τ̂ ,
true, otherwise.

(4.1)

For a pair of tokens, the valuation Overlap evaluates to false (i.e. no overlap) if
the lifetimes of the tokens do not overlap for self-timed schedules with all possible
execution times τ such that τ̌ � τ � τ̂ .

Given an SRDF graph G = (V,E, d, τ̌ , τ̂), the problem is to find a buffer alloca-
tion that minimizes the total memory consumption denoted as max (SA(e, k) +

z(e),∀e ∈ E,∀k ∈ N0) while guaranteeing the satisfaction of overlapping con-
straints which are depicted in Equation 4.2.
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Overlap(e, k, f, l) =⇒ ((SA(e, k) + z(e) ≤ SA(f, l)) ∨ (4.2)

(SA(f, l) + z(f) ≤ SA(e, k)))∧
((e 6= f) ∧ (k 6= l)),

∀e, f ∈ E,∀k, l ∈ N0.

4.3 Buffer boundedness

In this section, we first discuss the exact expression of the buffer sizes needed for
streaming applications running on non-back-pressured hardware platforms. We
then study sufficient conditions for bounded buffer sizes.

4.3.1 Buffer computation

We consider the FIFO-ordered execution of dataflow graphs, recall from Chapter
2. Therefore, for an edge (i, j) with d(i, j) initial tokens, when actor j fires in
the (k + d(i, j))th iteration then all the productions of iterations p ≤ k have
been consumed. Therefore, during the kth iteration, the total number of tokens
present on an edge (i, j) is the total number of firings of i occurring in the interval
[s(i, k − d(i, j), τ), f(j, k, τ)]. The buffer size required to store these tokens is given
by Equation 4.3.

b(i, j, k, τ) =
∞∑
k′=0

z(i, j), s(i, k − d(i, j), τ) ≤ s(i, k′, τ) ≤ f(j, k, τ),

0, otherwise.
(4.3)

Here, z(i, j) denotes the token size on edge (i, j). The interval [s(i, k − d(i, j), τ),

f(j, k, τ)] is the lifetime lt((i, j), k − d(i, j), τ) of the token produced by i in the
(k − d(i, j))th iteration. The buffer size bNBP (i, j) needed for an edge (i, j) for
Non-Back-Pressured (NBP) execution is the maximum of b(i, j, k, τ) across all the
iterations among all possible self-timed schedules: τ̌ � τ � τ̂ and is given by:

bNBP (i, j) = max
τ̌�τ�τ̂

(
max
k∈N0

b(i, j, k, τ)

)
. (4.4)
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Thus the total buffer size BNBP needed for an SRDF graph G = (V,E, d, τ̌ , τ̂)

running in a self-timed manner on a hardware platform without back-pressure is
given by Equation 4.5.

BNBP =
∑

(i,j)∈E

bNBP (i, j). (4.5)

Note that the memory for each FIFO buffer is allocated independently. According
to Equation 4.5, the buffer size for each edge is the maximum of the buffer sizes
calculated for that edge for all possible self-timed schedules generated using every
possible valuation τ such that τ̌ � τ � τ̂ . This makes the algorithm based on
exhaustive solution space exploration infinite. We are not aware of any dataflow-
based technique that can optimize the solution space exploration to compute the
exact buffer sizes.

4.3.2 Dominant-periodic source

The exact buffer sizes for systems without back-pressure are given by Equation 4.5.
However, the boundedness of the buffers cannot be inferred from the expression. A
sufficient property for an application graph to have bounded buffers is a Dominant
Periodic Source (DPS), it is defined in Definition 4.2.

Definition 4.2: We say that a graph has a dominant periodic source if:

1) It has one or more actors with constant execution times that are connected together to
form a cycle having exactly one initial token (i.e. delay), and this is the only cycle that
has the maximum cycle ratio among all the graph cycles.

2) There must exist an actor in this cycle with a delay-less path to every other actor in the
graph.

We use the LTE receiver graph shown in Figure 4.3, which is the same as Figure 3.8
of Chapter 3; it is reproduced here for the reader’s convenience.

The source actors SRC_1, SRC_2, . . . , SRC_14 shown in Figure 4.3 that are
connected in a cyclic fashion model the periodic arrival of symbols; they constitute a
dominant periodic source. We call the cycle involving the dominant periodic source
the source cycle. Note that a dominant periodic source is a subgraph that includes
the source actors and the edges that are part of the source cycle. It follows from
the definition that the actors present in the source cycle are strictly periodic; which
means that any consecutive firings of any source actor from the source cycle happen
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Figure 4.3: LTE receiver SRDF graph.

after a fixed period given by the cycle ratio of the source cycle. This is described in
Section 4.3.4.

The first part of the dominant periodic source definition states that the source
cycle is the slowest among all the graph cycles i.e. it represents the bottleneck.
This condition enables the graph to keep up with the rate of the source, which is
required for a realistic application. If the rest of the graph cannot keep up with
the periodic source actor firings then an infinite accumulation of tokens may occur
somewhere in the graph resulting in unbounded buffer sizes. Moreover, if we do not
have back-pressure, we cannot delay the source actor firings to prevent this token
accumulation.

The second part of the definition states that the graph without the edges with delays
is connected. A directed graph is connected if replacing all of its directed edges with
undirected edges produces a graph that has an undirected path between every node
pair. Since every actor is connected to one of the source actors from the dominant
periodic source through delay-less edges, the firing of every actor is eventually
dependent on one of the source firings. This guarantees that the rate of the firing of
every actor depends on the firing of a source from the dominant periodic source
which, in combination with the first part of the definition, will limit the infinite
accumulation of tokens on some edges in the graph.
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A dominant periodic source provides two conditions that are sufficient for the
existence of bounded buffers for streaming applications running on systems without
back-pressure: 1) dominant source and 2) the strict periodicity of the dominant
source. These are common to the streaming applications we encountered in practice.
We discuss these conditions in the following two sections.

4.3.3 Dominant source

A source is dominant if the corresponding source cycle is the slowest (i.e. has the
largest cycle ratio) among all the cycles present in the SRDF graph. This means that
the MCR of such a graph is equal to the cycle ratio of the source cycle. We illustrate
this using the concept of a component graph, recall from Chapter 2. Let SCCG be
the set {C1, C2, ..Cn} of strongly connected subgraphs of G. Then the component
graph GSCC is (CVSCC , CESCC) where the vertex set CVSCC contains cvi for each
Ci in SCCG. There is an edge (cvi, cvj) ∈ CESCC if G contains an edge (x, y) for
some x ∈ Ci and y ∈ Cj [30]. Since each node in GSCC is an SRDF graph, MCR (i.e.
µ̂) of each such node can be computed.

As explained in Section 4.1, back-pressure is modeled by adding a back-edge for
every edge in the original graph. This makes a graph strongly connected, recall from
Section 2.1 of Chapter 2, i.e. there exists a directed path from any actor to any other
actor. However, when the graph executes without back-pressure, these edges are
absent from the model, and hence the strong connectedness is not guaranteed.

(a) (b)

Figure 4.4: Conversion of (a) SRDF graph into (b) component graph.

Consider a non-strongly connected SRDF graph shown in Figure 4.4a; every actor is
annotated with its WCET. The SRDF graph is divided into three strongly connected
components demarcated using three dashed rectangles. The component graph of
this SRDF graph is shown in Fig 4.4b; which contains three vertices corresponding
to the three strongly connected components from its respective SRDF graph. The
strongly connected components and component graphs are described in Chapter 2.
From the example SRDF graph and its component graph shown in Figure 4.4b, we
know that µ̂(CVS) = 8, µ̂(CVX) = µ̂(CVY ) = 6. Consider the edge (CVS , CVX);
if µ̂(CVS) > µ̂(CVX) then eventually CVS will force CVX to run as slow as CVS
i.e. CVS will induce µ̂(CVS) on CVX . If CVS is a dominant source then CVS will
induce µ̂(CVS) on all other nodes of the component graph.
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For a component graph, each cvj ∈ CVSCC will eventually be forced to adapt to the
µ̂ of the slowest of its predecessor nodes including itself. This relation is depicted in
Equation 4.6.

µ̂idc(cvj) = max
(
µ̂(cvj), max

(cvi,cvj)∈CESCC

µ̂idc(cvi)
)
,∀cvj ∈ CVSCC . (4.6)

The strongly connected component subgraph of the dominant periodic source is
CSRC ∈ SCCG. Note that cvSRC ∈ V CSRC and CSRC ∈ SCCG are the same.
The dominant source will induce its own MCR: µ̂idc(CSRC) = µ̂(CSRC). The
application of Equation 4.6 on the component graph of an SRDF graph starting from
its dominant source CSRC in a topological order will yield the following relation:

µ̂idc(cvj) = µ̂(CSRC),∀cvj ∈ CVSCC . (4.7)

The MCR of the SRDF graph G is the maximum MCR among all cvj ∈ CVSCC of
its component graph, and hence:

µ̂(G) = µ̂(CSRC). (4.8)

For any self-timed schedule of an SRDF graph G with actors having constant
execution times, there cannot be an infinite accumulation of tokens on any edge
in G if µ̂(CSRC) ≥ µ̂idc(cvj),∀cvj ∈ CVSCC , where GSCC(CVSCC , CESCC) is the
component graph of G. This is because, on any edge (cvi, cvj) ∈ CESCC , the
average rate of producing tokens on the edge is slower or equal to the average rate
of consumption on that edge.

4.3.4 The strict periodicity of the dominant source

The strict periodicity of the dominant source means the actors that constitute the
dominant source have constant execution times. This enforces the graph to execute
within a periodically-bounded regime. For any SRDF graph G, the start time of
every actor in any self-timed schedule with the time distribution τ̌ � τ � τ̂ of G is
bounded from below and above by its best-case and worst-case self-timed schedules
respectively.

Figure 4.5b shows self-timed schedules with best-case, worst-case and varying
execution times for the example graph shown in Figure 4.5a. Each actor is annotated
with its name, BCET and WCET respectively. As we can see, the start time of an
actor in an iteration is always bounded from below and above by the start time of
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(a) (b)

Figure 4.5: (a) SRDF graph (b) self-timed execution in a periodically-bounded
regime.

the same actor in the same iteration belonging to its best- and worst-case self-timed
schedules respectively. Lower (blue line) and upper (red line) bounds on the start
times of B are shown in Figure 4.5b. This is proven using the following lemma.

Lemma 4.1: Given an SRDF graph G = (V,E, d, τ̌ , τ̂). Then for any τ ∈ [τ̌ , τ̂ ], i ∈ V
and k ≥ 0, it holds that š(i, k) ≤ s(i, k, τ) ≤ ŝ(i, k).

Proof. We use the monotonicity principle described in Chapter 2. Monotonicity in
time for a self-timed execution of G means that any valid self-timed schedule s(i, k)

for time valuation τ(i, k) is also admissible for time valuation τ ′(i, k), such that
τ ′(i, k) ≤ τ(i, k), i ∈ V [5]. The monotonicity for an SRDF graph G is formalized in
Equation 4.9.

s(i, k, τ ′) ≤ s(i, k, τ), i ∈ V, k ∈ N0, τ̌ � τ ′ ≤ τ � τ̂ . (4.9)

From Equation 4.9, š(i, k) ≤ s(i, k, τ) and s(i, k, τ) ≤ ŝ(i, k) hold for any τ : τ̌ �
τ � τ̂ . Hence, š(i, k) ≤ s(i, k, τ) ≤ ŝ(i, k). This means that any self-timed execution
of the graph is bounded from below and above by its best- and worst-case self-timed
execution respectively.

We prove using Theorem 4.2 that the strict periodicity of the dominant source
enforces the graph G to execute within a periodically-bounded regime: µ̌(G) =

µ(G, τ) = µ̂(G). Let us assume that CSRC = (VSRC , ESRC) is the strongly
connected component of a strictly dominant periodic source of an SRDF graph
G.

Theorem 4.2: If an SRDF graph G has a strictly dominant periodic source CSRC then
µ̌(G) = µ(G, τ) = µ̂(G) holds.
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Proof. Let us use the concept of the component graph from the previous section.
Let SCCG be the set {C1, C2, ..Cn} of strongly connected subgraphs of G. Then the
component graph GSCC is (CVSCC , CESCC) where the vertex set CVSCC contains
cvi for each Ci in SCCG. Each such Ci is a subgraph such that Ci = (Vi, Ei).

From Definition 4.2, we know that the execution times of actors belonging to the
dominant source CSRC are constant, it is depicted in Equation 4.10.

τ̌(vi) = τ(vi, k) = τ̂(vi), k ≥ 0, τ̌ � τ � τ̂ , ∀vi ∈ VSRC , (4.10)

From Definition 4.2 and Equation 4.10, we know that the MCR of the CSRC is
constant for any execution time distribution τ̌ � τ � τ̂ , it is depicted in Equation
4.11.

µ̌(CSRC) = µ(CSRC , τ) = µ̂(CSRC), τ̌ � τ � τ̂ . (4.11)

For an SRDF graph G which is not strongly connected, it is shown in [50] that a self-
timed schedule of G, after its transient phase, settles onto a periodic regime provided
that actors have constant execution times across iterations and it is characterized as
follows:

s(i, k +N(G), τ) = s(i, k, τ) +N(G).µidc(cvj , τ), k > K(G, τ), (4.12)

where cvj ∈ CVSCC and i ∈ Vj , Cj = (Vj , Ej). For every cvi, µidc(cvi, τ) is
calculated using Equation 4.6. From Equation 4.7 and 4.8, we can replace µidc(cvj , τ)

by µ̂(CSRC):

s(i, k +N(G), τ) = s(i, k, τ) +N(G) · µ(CSRC , τ), k > K(G, τ). (4.13)

Recall from Chapter 2 that N(G) is the cyclicity of the graph which is determined
by the least common multiple of the sums of the delays of the critical cycles of G [9].
From Definition 4.3.2 we know that an SRDF graph with a dominant source has a
single critical cycle CSRC which has a single delay, consequently, N(G) is 1.

s(i, k + 1, τ) = s(i, k, τ) + µ(CSRC , τ), k > K(G, τ). (4.14)

The periodic regime depicted by Equation 4.14 has the period of µ(CSRC , τ). From
Equation 4.11, it is clear that any self-timed schedule of an SRDF graph having
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a strictly periodic dominant source CSRC has a constant µc period, where µc =

µ̂(CSRC) = µ(CSRC , τ) = µ̌(CSRC), τ̌ � τ � τ̂ . This means that µ̌(G) = µ(G, τ) =

µ̂(G).

Any self-timed schedule depicted by Equation 4.14 with execution time distribution
τ̌ � τ � τ̂ has the same period.

4.3.5 Bounded buffers

Recall from Section 4.1 that we have conservative token production and consumption
rules. The lifetime of a token starts when it is produced by its producer and ends
when it is consumed by its consumer. For a graph having a dominant periodic
source, 1) any self-timed execution with actors having constant execution times
across iterations has the same period (Lemma 4.1), and 2) the start time of any
firing of an actor is always bounded from below and above by the best-case and the
worst-case start time of the same actor (Theorem 4.2). Therefore, for any edge, the
lifetime of a token produced in any iteration is finite and bounded by the best-case
start time of its producer and the worst-case finish time of its consumer. Therefore,
the maximum number of tokens alive at any point in time on any edge is bounded.
The bound on the buffer size needed for a non-back-pressured execution is obtained
by replacing the bounds on lifetimes i.e. the interval [s(i, k − d(i, j), τ), f(j, k, τ)]

in Equation 4.3 is replaced by the interval [š(i, k − d(i, j)), f̂(j, k)]. Equation 4.15
provides the bound on the buffer size for an SRDF graph G running on a non-back-
pressured hardware.

BNBP ≤
∑

(i,j)∈E

max
k∈N0

∞∑
k′=0

z(i, j), š(i, k − d(i, j)) ≤ š(i, k′) ≤ f̂(j, k),

0, otherwise.
. (4.15)

4.4 Buffer allocation technique

In this section, we describe the buffer allocation technique to compute buffer sizes for
a real-time streaming application scheduled on a hardware without back-pressure.

4.4.1 Overview

Recall from Section 4.3.1 that an algorithm that computes exact buffer sizes shown
in Equation 4.5 needs to perform exhaustive solution space search. This can lead to
the infinitely long runtime of the algorithm. Therefore, we compute the sufficient
buffer sizes using the bound on the buffer sizes shown in Equation 4.15. However,
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Equation 4.15 gives pessimistic buffer sizes and hence, several techniques are
employed to improve our buffer allocation. Our baseline buffer allocation technique,
including several improvements, that are proposed in this chapter are based on
lifetime analysis. We approximate the lifetime lt((i, j), k) of a token (i, j) produced
by i during the kth iteration by using the best-case start time of i and worst-case
finish time of j. The sufficient buffer size required by an edge (i, j) is given by the
total number of tokens on edge (i, j) whose approximated lifetimes overlap. Table
4.1 presents the overview of our baseline buffer allocation technique and several
important improvements.

As described in Table 4.1, first, we perform lifetime analysis (Section 4.4.2); we devise
techniques to reduce the approximated token lifetimes and thereby the overlap
between the token lifetimes that can reduce the estimated buffer sizes. Next, (Section
4.4.5), we perform storage allocation using two optimizations: FIFO-ordered buffer
sharing and token reuse. We also introduce a technique to handle the initialization
behavior in Section 4.4.6. Section 4.4.8 presents the time complexity of our algorithms,
and the verification of buffer allocation by simulation is discussed in Section 4.4.9.
Note that, for simplicity, we will refer to an approximated lifetime as a lifetime
unless stated otherwise.

4.4.2 Baseline technique

Our baseline technique to compute buffer sizes is based on lifetime analysis.
Lifetime analysis has been employed previously [22] for buffer sizing but under the
assumption that actors have constant execution times. The lifetime of a token starts
when it is produced by its producer and ends when it is consumed by its consumer.
For a token, its production time is given by the start time of its producer actor, and
its consumption time is given by the finish-time of its consumer actor. Definition
4.1 provides a formal definition of a token lifetime. For any edge, the maximum
number of overlapping token lifetimes give its sufficient buffer size.

Figure 4.6: Lifetime analysis: an SRDF graph example.

We will use the SRDF graph example shown in Figure 4.6. Each actor is annotated
with its name, BCET and WCET respectively. We assume that tokens on all the edges
have the same size. For simplicity, the self-edges of actors (except the source S) are
not shown.
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Technique Overview

(Baseline) We use two SRDF graphs that model the best- and

Absolute worst-case temporal behavior of an application.

lifetime analysis. The approximated lifetimes are computed with

(Section 4.4.2) respect to the source of these graphs.

(Improvement 1) Reduction in lifetimes =⇒ smaller buffer sizes.

Relative The computation of the lifetime of a token with

lifetime analysis. respect to its so-called closest common relative

(Section 4.4.3) source results in a shorter estimated lifetime.

(Improvement 2) The lifetime of a token is further reduced by

Tighter relative computing it with respect to a tighter relative source

lifetime analysis. of the token. A so-called asymmetrically-dominant

(Section 4.4.4) common predecessor provides such a relative source.

(Improvement 3) If there are multiple sink actors that consume

Storage allocation the same token from a source then it can be

(token reuse). reused instead of producing multiple copies

(Section 4.4.5) of the same token.

(Improvement 4) A self-timed execution of a graph, depending on

Initialization behavior the application, involves an initialization behavior

(Section 4.4.6) where only a sub-set of actors fire for the first

few iterations, after which it enters into a

steady-state behavior. These two behaviors are

modeled using two separate subgraphs.

Table 4.1: Overview: baseline and improvements in our buffer allocation technique.

a) Absolute lifetime analysis

When back-pressure is not supported and actors have varying execution time then
we approximate the lifetime of a token using its earliest production time i.e. the
best-case start time of its producer and its latest consumption time i.e. the worst-
case finish time of its consumer. Consequently, we use the best- and worst-case
self-timed schedules to extract the earliest production and latest consumption times
respectively of a token. This provides an approximate lifetime of the token. The
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approximated lifetime is formally defined in Definition 4.3.

Definition 4.3: The approximated lifetime lt((i, j), k) of a token produced by i and
consumed by j during the kth iteration is defined as lt((i, j), k) = [š(i, k), f̂(j, k +

d(i, j))].

For simplicity, let us consider the first iteration of the best- and worst-case self-timed
schedules of the example graph shown in Figure 4.6.

(a) (b)

Figure 4.7: (a) Absolute lifetime analysis using best- and worst-case self-timed
schedules (b) Buffer Interference Graph (BIG).

Figure 4.7a shows the lifetimes of some tokens produced in the first iteration. The
self-timed schedules shown in Figure 4.7a and thereby the lifetimes are built with
respect to S i.e. the graph source. Hence, we term these approximated lifetimes as
absolute lifetimes and the technique as absolute lifetime analysis technique. A Buffer
Interference Graph (BIG) represents lifetime conflicts among the tokens. The BIG
GBIG(V,E) has tokens as nodes in V and E are the interference edges. The overlap
valuation shown in Equation 4.1 is used to analyze if there is overlap between two
token lifetimes. An interference edge is added in E between two tokens if their
lifetimes overlap with each other. We use the BIG to allocate memory to tokens.
If there is no interference edge between a pair of tokens in the BIG then we can
allocate the same memory space to both the tokens to reduce memory consumption.
The BIG is shown in Figure 4.7b, for instance, tokens AB and FG can share the
same memory space. For simplicity, we only allow sharing among the tokens of the
same size.

For absolute lifetime analysis, the best- and worst-case self-timed schedules are
obtained using simulation. Simulation, in this context, means we imitate the graph
execution and thus obtain the start times of actors. A real-time streaming application
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runs continuously processing an infinite sequence of data. Consequently, we need to
compute sufficient buffer sizes for such applications whose running time potentially
spans across infinite iterations. When a token is consumed by its consumer in some
iteration then the buffer space occupied by that token can be reused by another token
produced in this or any subsequent iteration. Each iteration of a well-constructed
SRDF graph (recall from Chapter 2) of an application runs for a finite amount of time.
Moreover, there can be multiple iterations running in parallel. Therefore, we need
to consider the maximum number of iterations that can run in parallel to compute
sufficient buffer sizes. It is known that an execution of an SRDF graph enters into
periodic phase after a transient phase when actor execution times are constant
across iterations which holds for both the best- and worst-case self-timed schedules.
Consequently, we only need to analyze lifetimes for the iterations spanning the
transient phase till the second iteration in the periodic phase. We simulate the
input graph G with the best- and worst-case self-timed schedules, and count all
the iterations ň and n̂ respectively from the start of simulation till the last iteration
that is running in parallel with the second periodic execution. Therefore, the first
n = max(ň, n̂) iterations need to be analyzed to compute the sufficient buffer sizes.

b) Best- and worst-case temporal behavior modeling

Typically, an SRDF graph of an application models the worst-case temporal behavior
of the application. This, in this context, means that the worst-case self-timed schedule
of such a graph will provide the latest start (and finish) time of each actor firing
among all possible self-timed schedules. However, if the best-case temporal behavior
of an application does not involve some of the dependencies from the graph then
the best-case self-timed schedule of such a graph may provide incorrect earliest
start (and finish) time of actor firings. In this case, the start time of an actor firing
obtained using the best-case self-timed schedule of the graph may occur later than
the earliest possible start time of that actor firing. This will result into incorrect
token production times and thereby the token lifetimes. Therefore, we need to use
two different SRDF graphs that model best- and worst-case timing behavior of an
application separately to obtain the conservative but correct earliest and latest start
times of actor firings respectively.

Let us consider the processing of the first three control (C) channel symbols in
a sub-frame of an LTE receiver which are processed when the 5th, 6th and 7th

symbols are received respectively. It is shown in Figure 4.8, which is a subgraph
of our LTE receiver SRDF graph shown in Figure 4.3. The actors shown in blue
color process the C channel. The C2Dec actor, depending on the current sub-frame
format, will consume 1, 2 or 3 symbols. The SRDF graph shown in the figure depicts
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Figure 4.8: The first three C channel symbols in a sub-frame: the best-case temporal
behavior does not involve the dependencies shown in red color.

the worst-case behavior where C2Dec consumes all the three symbols from the
respective DMAP actors (i.e. DMAP_5, DMAP_6 and DMAP_7). This provides
the latest finish time for C2Dec. However, this graph does not model the best-case
temporal behavior in the C channel processing of an LTE receiver correctly. The
earliest start time of C2Dec from this model will be incorrect as it does not account
the case where the current sub-frame has only one C channel symbol. For instance,
when the current sub-frame has a single C channel symbol then the dependencies
from C channel DMAP_6 and DMAP_7 to C2Dec must not exist, i.e. C2Dec

must fire as soon as the C channel DMAP_5 finishes its firing. One of the ways to
model this behavior in the existing SRDF graph is by setting the best-case execution
times of ChEst_6, MIMO_5, DMAP_5, MIMO_6, DMAP_6 of the C and D

channels to zero. This temporally mimics the case where C2Dec fires as soon as the
C channel DMAP_5 finishes its firing. However, this way of modeling may not
always provide the correct best-case temporal behavior. Moreover, it can result in
the pessimistic estimated lifetimes for those tokens which are produced by the actors
whose best-case execution times are set to zero. For instance, let us assume that there
is an edge from DMOD_6 to ChEst_6. In this case, the best-case temporal behavior
cannot be modeled by setting the best-case execution times of SRC_6 to zero. This
is because the SRC5 is the part of the dominant periodic source. Therefore, we
require two different graphs to model the best- and worst-case timing behavior of
our LTE receiver. The SRDF graph shown in Figure 4.3, referred to as the worst-case
SRDF graph, models the worst-case temporal behavior of our LTE receiver. The
SRDF graph that models the best-case behavior, referred to as the best-case SRDF
graph, of our LTE receiver will no longer have the dependencies shown in red color,
e.g. the C channel DMAP_6 and DMAP_7 to C2Dec edges.

In general, an application consists of several executional scenarios. The execution
of these scenarios is controlled by one or more control parameters. In general, the
values of these parameters are received at the input of the application or extracted
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from the input data in the subsequent processing stages of the application. These
values determine the current or subsequent scenario execution. The details regarding
the control parameters and their values can be extracted from the specification of
the given application. For instance, 4G standard specification documents provide
all the details regarding the control parameters and their values. When such an
application is modeled as an SRDF graph, the graph may involve one or more
dependencies that may or may not participate in the execution of all these scenarios.
These dependencies can be determined by analyzing all the possible values of all
the control parameters. The worst-case SRDF graph of such an application models
all the dependencies that include 1) the dependencies that are common to all the
scenarios and 2) the dependencies that may not be part of all the scenarios. Such
a worst-case SRDF graph conservatively models the worst-case temporal behavior
of the given application. This means that any firing of any actor in the worst-
case SRDF graph of an application cannot happen earlier than the corresponding
firing of the same actor in any of the associated execution scenarios. To model the
best-case temporal behavior of the application, we consider the least number of
values of the control parameters that are allowed by the application. This way, we
reduce the dependencies that do not participate in all the executional scenarios.
Consequently, the best-case SRDF graph of an application models the dependencies
that are common to all the scenarios. Additionally, it models the dependencies
that may or may not participate in all the scenarios but the introduction of such
dependencies do not lead to the condition where a firing of an actor in the best-case
graph happens later than the corresponding firing of the same actor in any of the
executional scenario. In this way, the best-case SRDF graph conservatively models
the best-case temporal behavior of the given application. This means that any firing
of any actor in the best-case SRDF graph of an application cannot happen later
than the corresponding firing of the same actor in any of the associated execution
scenarios.

We use best- and worst-case SRDF graphs to obtain the best- and worst-case self-
timed schedules which provide conservative but correct earliest production (start
time) and latest consumption (finish time) for tokens. Since the SRDF graph that
models the worst-case temporal behavior has all the edges, we use the edges from
this graph to perform buffer allocation. Note that the best- and worst-case graphs
contain exactly the same actors. For simplicity, we will consider a single SRDF graph
for a given application unless stated otherwise.

100



Chapter 4. Buffer Allocation for Single-rate Dataflow

4.4.3 Relative lifetime analysis

In absolute lifetime analysis, all the approximated lifetimes are computed with
respect to the absolute graph source. This approximation can result in pessimistic
token lifetimes. Let us consider the topology of the graph shown in Figure 4.6.
Actor B precedes all the actors except S and A directly or indirectly i.e. all the
paths starting from the source S to any actor except S and A goes through B.
This means that any variation in execution occurring before B will shift the start
times of B and other succeeding actors equally since firings of all the succeeding
actors are always constrained by B. Consequently, we can ignore the variation
occurring before B to compute the temporal relation among the lifetimes of tokens
produced by B,C,D,E, F,G and H . In this case, B is a common relative source
of B,C,D,E, F,G and H . We can compute the lifetimes of tokens produced by
these actors with respect to their common relative source. We call these lifetimes as
relative lifetimes. The relative lifetime of a token is defined formally as shown in
Definition 4.4.

Definition 4.4: The relative lifetime ltrlv((i, j), k, r, l, τ) of the token produced by i and
consumed by j during the kth iteration for an execution time distribution τ is defined as
ltrlv((i, j), k, r, l, τ) = [(s(i, k, τ)− s(r, l, τ)), (f(j, k+ d(i, j), τ)− s(r, l, τ))], where
the firing of r in the lth iteration acts as a common relative source for the firings of i and j
in the kth and (k + d(i, j))th iterations respectively.

Note that the lifetime of a token is an interval bounded by the start time of its
producer’s firing and the finish time of its consumer’s firing. Recall from Section
4.4.1 that we use approximated token lifetimes. The approximated relative lifetime
of a token is defined formally as shown in Definition 4.5.

Definition 4.5: The approximated relative lifetime ltrlv((i, j), k, r, l) of the token produced
by i and consumed by j during the kth iteration is defined as
ltrlv((i, j), k, r, l) = [(š(i, k)− š(r, l)), (f̂(j, k + d(i, j))− ŝ(r, l))], where the firing of
r in the lth iteration acts as a common relative source for the firings of i and j in the kth

and (k + d(i, j))th iterations respectively.

For simplicity, we will refer to approximated relative lifetimes as relative lifetimes
unless stated otherwise. Figure 4.9a shows the best- and worst-case self-timed
schedules built with respect to B instead of S. The relative lifetimes of tokens
produced by B and F actors are shown in the figure. We call this lifetime analysis
as relative lifetime analysis.

The BIG using relative lifetime analysis is shown in Figure 4.9b; the edges shown in
green will no longer be considered as interferences since their relative lifetimes do
not overlap. Relative lifetime analysis allows more sharing possibilities compared
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(a) (b)

Figure 4.9: (a) Relative lifetime analysis (b) BIG.

to absolute lifetime analysis: in the BIG shown in Figure 4.9b, token BC does not
conflict with tokens FG,FH and GH . Relative lifetime analysis does not account
extraneous execution times in token lifetimes. Therefore, relative lifetime analysis
provides more accurate lifetimes compared to absolute lifetime analysis which
can lead to reduction in memory consumption. Moreover, it can be inferred that
closer the common relative source to a set of actors in a graph, better the likelihood
of reducing the estimated lifetimes of the tokens produced by these actors. The
reduction in token lifetimes can result in the removal of overlaps present in the
lifetimes of some tokens. Consequently, for any actors in a graph, we use the
closest common relative source of the actors to perform lifetime analysis for tokens
produced by these actors.

We use technique based on dominators [51] to systematically compute the closest
common relative source for any set of actors for a generic graph topology. We say
that node d dominates node i, we write d dom i, if every possible execution path
from source node to i includes d. Recall from Section b) that we use two graphs to
perform lifetime analysis. In general, the best-case SRDF graph of an application, in
contrast with the worst-case graph of the application, have lesser number of edges,
which may yield different dominators for the same actor. Hence, the definition of
dominators is adapted as follows: d dominates i if every path from source to i

always goes through d in both the best- and worst-case SRDF graphs of the given
application. The common dominator cdom is a relation on V × V × V such that
(c, a, b) ∈ cdom if (c dom a) ∧ (c dom b). We say that c is a cdom of a and b if
(c, a, b) ∈ cdom. We use the closest common dominator of a set of actors as the
closest common relative source for the set of actors. The closest common dominator
is defined in Definition 4.6.

Definition 4.6: The closest common dominator ccdom is a relation on V ×V ×V such that
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(c, a, b) ∈ ccdom if ((c, a, b) ∈ cdom)∧(¬∃ d : d 6= c∧((d, a, b) ∈ cdom)∧(c dom d)).
By definition, the ccdom for any actor pair is unique and is equivalent to the closest common
relative source of the pair.

We say that c is a ccdom of a and b if (c, a, b) ∈ ccdom. Dominator computation is
based on a graph topology. Moreover, it can only be applied on directed acyclic
graphs [51]. However, SRDF graphs are cyclic. Consequently, it is challenging to
apply dominator computation on graphs that are cyclic which contain edges with
initial tokens. For instance, let us assume that there is an edge with an initial token
between some actors i and j, and j has only this input edge. In this case, the kth

firing of i becomes the dominator for the (k + 1)th firing of j. For a more generic
case, dominator computation can become more challenging. Therefore, we convert
an SRDF graph into an acyclic graph. In SRDF, edges with initial tokens depict the
cyclic inter-iteration dependencies. Consequently, an SRDF graph without the edges
having initial tokens is an acyclic graph. We can perform dominator computation
on such acyclic graphs. However, an SRDF graph without the edges with initial
tokens depicts the behavior for a single iteration. We studied previously, that we
need to consider maximum number of iterations that can run in parallel. In such
a case, we may need to compute a closest common relative source or ccdom for
the firings of an actor pair that belong to different iterations; then the ccdom for
these firings of the actor pair cannot be computed using the original graph since
it does not show different actor firings or iterations. Therefore, to determine the
closest common dominator for given actor firings belonging to different iterations,
inter-iteration dependencies need to be exposed with the help of graph unrolling.

Figure 4.10: Graph unrolling: 3 times unrolled version of the graph shown in Figure
4.6.

Graph unrolling is a graph transformation that alters a graph such that, for a
positive integer f , f consecutive iterations are represented as a single iteration in
the unrolled graph [9]. When we unroll a graph by u times (u ≥ 1), we create u
copies of each actor, having the same properties as their parent actor, in the unrolled
graph Gu(Vu, Eu). The executional behavior of the original and the unrolled graph
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is similar i.e. the kth (k ∈ N0) firing of the ith (0 ≥ i < u) copy of an actor a in the
unrolled graph is equivalent to the (k.u+ i)th iteration of that actor in the original
graph. Therefore executing a graph G till u iterations and executing the unrolled
graph Gu (u times unrolled graph) for a single iteration are equivalent in terms of
actor start times (example in Figure 4.10). Consequently, Gu has multiple copies of
the single edge from G. In the implementation, these copies share the same buffer
based on lifetime analysis.

Recall from Section 4.4.2.a), the iteration bound n provides the maximum number
of iterations that can run in parallel. Therefore, we unroll the original graph Gi by n
times. Now, the unrolled graph Gu and its acyclic graph version (i.e. Gu without the
edges with initial tokens) contain the maximum number of iterations of the original
graph that can run in parallel. Therefore, it is sufficient to consider a single execution
of Gu or its acyclic graph to compute buffer sizes. Moreover, we can perform the
closest common dominator-based lifetime analysis on the acyclic graph of Gu. We
use the algorithm provided in [51] to compute the list of dominators of each actor
in the given graph. The dominator list of each actor is ordered such that the first
element in the list is the closest dominator of the actor, the second element is the
second closest dominator of the actor and so on. The closest dominator of an actor i
is the actor d that does not dominate any other actor present in the dominator list of
i except i and d.

Recall from Section 4.4.2b) that we use the best- and worst-case graphs to perform
lifetime analysis. We only need to analyze the single iteration of the unrolled graphs
of these best- and worst-case graphs. We simulate the best- and worst-case unrolled
graphs for a single iteration to obtain the token lifetimes. The lifetime of a token is
given by the best-case start time of its producer from the best-case unrolled graph
and the worst-case finish time of its consumer from the worst-case unrolled graph.
We apply dominator analysis on the acyclic version of the best- and worst-case
unrolled graphs. We use this dominator information to compute the relative lifetimes
of tokens belonging to the single iteration of the worst-case unrolled graph. The
BIG using the closest common dominator-based lifetime analysis is generated as
follows. We first construct the absolute BIG, and use it as an input to our relative
lifetime analysis. For every pair of tokens which has an interference edge present
in the absolute BIG, their relative lifetimes are computed using their ccdom. If the
relative lifetimes do not overlap then the interference edge present between these
tokens is removed from the absolute BIG. For example, let us consider the example
shown in Figure 4.6, for (B,C) and (F,G) tokens, we know that there is no conflict
if either C finishes before F starts or G finishes before B starts. For the first case, we
compute the relative best-case start time šrlv(F, 0) and relative worst-case finish time
f̂rlv(C, 0) with respect to their closest common dominator B i.e. (B,C, F ) ∈ ccdom
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as follows: šrlv(F, 0) = š(F, 0)− š(B, 0) and f̂rlv(C, 0) = f̂(C, 0)− ŝ(B, 0). Since,
šrlv(F, 0) ≥ f̂rlv(C, 0), the relative lifetimes do not conflict and hence we remove
the interference edge from the BIG. Note that the acyclic version of the unrolled
graph of its original worst-case graph contains the firings of actors from multiple
iterations of the original graph; consequently, we can use ccdom relation to compute
the closest common relative source of i and j. We do not directly use the lifetimes
of tokens but the production and consumption times of tokens to evaluate if the
lifetimes of given tokens overlap or not.

4.4.4 Tighter relative lifetime analysis

The closest common dominator-based lifetime analysis, unlike the absolute lifetime
analysis, reduces the overlap present between the estimated token lifetimes (Section
4.4.3). This is because the relative source, i.e. the closest common dominator for
an actor pair, is closer to the pair which helps to remove unnecessary variation of
execution times accounted in the estimated lifetimes. In this section, we describe
a tighter relative lifetime analysis where we refine the input graph by removing
the edges that do not participate in the best- and worst-case temporal behavior; we
use this refined graph to compute so-called an asymmetrically-dominant common
predecessor for an actor pair that results in the relative source which is closer to the
pair compared to their closest common dominator.

a) Recursive dominator computation

Recursive dominator computation uses the timing information of the graph i.e.
BCET and WCET of actors to refine the input graph topology; the closest common
dominator analysis on such a topologically refined graph produces relative sources
that are closer to their actor pairs compared to the closest common dominator
analysis on the original graph.

In self-timed schedules, if an actor has multiple input edges then its start time is
determined by the edge whose token production time is later than the other input
edges (recall from Chapter 2, Equation 2.2). An edge is deemed non-critical if its
token production time is never the last among all input edges of an actor. We term
the worst-case finish time of an actor i in the kth iteration as f̂(i, k).

Definition 4.7: An edge (i, j) is non-critical for all valid self-timed schedules if f̂(i, k −
d(i, j)) < š(j, k) holds.

The non-critical edges do not contribute to the temporal behavior of the graph. For
each actor in the graph, we identify non-critical edges using Definition 4.7. For an
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actor, any of its dominators is its relative source. Therefore, using the earliest (and
latest) start (and finish) times of an actor computed with respect to its dominator will
improve the detection of non-critical edges. Consequently, we include dominator
analysis to identify non-critical edges. Definition 4.7 is adapted as follows.

Definition 4.8: An edge (i, j) is non-critical for all valid self-timed schedules if f̂rlv(i, k−
d(i, j)) < šrlv(j, k) holds,

where f̂rlv(i, k − d(i, j)) and šrlv(j, k) are computed with respect to the closest
common dominator of i and j.

Dominator-based non-critical edge identification is performed as follows: 1) we
compute dominators for each actor in the graph, 2) we identify non-critical edges
using dominator-based non-critical edge detection (using Definition 4.8) for each
actor and then 3) we remove non-critical edges to form a refined temporal graph
Gr. The steps 1, 2 and 3 are recursively applied until there is no further detection
of non-critical edges possible. The final Gr is the graph with the bare minimum
of dependencies that has the same temporal behavior as the original input graph.
Recall from Section b) that we use the best- and worst-case graphs of an application
for buffer sizing. We follow all the steps described above for both the graphs except
the step 1), where we compute dominators for each actor present in both the graphs
as shown in Section 4.4.3. For each graph, we compute the best- and worst-case
self-timed schedules. However, for simplicity, we describe these steps for a single
graph.

Figure 4.11: An SRDF graph: non-critical edges (green and blue).

Figure 4.11 shows an SRDF graph where each actor is annotated with its name,
BCET and WCET respectively. Since f̂rlv(A, k) < šrlv(D, k) where k ∈ N0, edge
(A,D) shown in green is non-critical. All the other edges are critical. Let Gr be the
graph without the non-critical edge. In Gr , unlike in the original graph, C dominates
D, E and F . In Gr, f̂rlv(D, k) < šrlv(F, k), therefore, edge (D,F ), shown in blue,
becomes non-critical and hence can be removed. The updated Gr does no longer
have non-critical edges shown in green and blue. Now, E dominates F in Gr. As
a result, the recursive dominator computation, i.e. dominator computation on Gr,
gives dominators which are significantly closer to their actors compared to the
dominator computation on the original graph.

Note that we use recursive dominator computation to identify dominators for each
actor in the unrolled graph Gu of the original graph.
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b) Asymmetrically-dominant common predecessor-based lifetime analysis

The effectiveness of the closest common dominator-based lifetime analysis depends
on the graph topology [52]. In some cases, the closest common dominator-based
lifetime analysis yields the absolute source as the closest common relative source,
which diminishes the advantages of the closest common dominator-based lifetime
analysis. Figure 4.12 shows a subgraph of an LTE receiver; each actor is annotated
with its name. Actors DMOD_R1 and DMOD_R2 refer to demodulation. ChEst,
MIMO and DMAP refer to channel estimation, combining estimates and demap-
ping symbols respectively. Note that the best- and worst-case execution times shown
in Table 4.2 remains the same for the two copies of the same actor shown in Figure
4.12.

Execution times SRC DMOD_R1 & ChEst & DMAP

DMOD_R2 MIMO

Best-case 10 2 2 1

Worst-case 10 8 2 1

Table 4.2: The best- and worst-case execution times of the actors shown in Figure
4.12.

For simplicity, let us consider a single iteration. For a pair of tokens produced
on (MIMO_1, DMAP_1) and (MIMO_2, DMAP_2), absolute lifetime analysis
infers lifetime overlap between them. Also, the closest common dominator (ccdom)

of DMAP_1 and MIMO_2 is SRC_1, hence, the closest common dominator-
based lifetime analysis is equivalent to the absolute lifetime analysis. Moreover,
recursive dominator computation followed by the closest common dominator-based
lifetime analysis infers SRC_1 as the ccdom of DMAP_1 and MIMO_2. Therefore,
instead of using the closest common dominator, we propose to use a more relaxed
asymmetrically-dominant common predecessor- based lifetime analysis which provides
common relative source for a pair of actors that is significantly closer to the pair
compared to the closest common dominator; consequently, resulting in the reduction
of the overlap between the estimated token lifetimes. It is defined in Definition 4.9.

Definition 4.9: The asymmetrically-dominant common predecessor adcpred is a relation
on V × V × V such that (pd, a, b) ∈ adcpred if pd dom a and there is at least one path
exists from pd to b. Note that pd is a predecessor of b but may or may not dominate b.

For simplicity, we call asymmetrically-dominant common predecessor as the com-
mon predecessor. The adcpred relation is asymmetrically-dominant since for (pd, a, b) ∈
adcpred, pd dominates a (and uses the relative worst-case finish time of a) while
precedes b (and uses the best-case start time of b). Recall from Section b) that we use
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the best- and worst-case SRDF graphs of an application for buffer sizing. Therefore,
an actor pd is the common predecessor of an actor pair (a, b) if pd dominates a and
there is at least one path exists from pd to b in both the best- and worst-case graphs.
For simplicity, we will describe the technique considering a single graph.

Figure 4.12: Subgraph of an LTE receiver graph.

In Figure 4.12, we know that there is no overlap between the lifetimes of a given pair
of tokens, if DMAP_1 finishes before MIMO_2 starts. (MIMO_1, DMAP_1,

MIMO_2) ∈ adcpred. Since MIMO_1 dom DMAP_1, the relative worst-case
finish time of DMAP_1 with respect to MIMO_1 is given by f̂rlv(DMAP_1, k) =

f̂(DMAP_1, k)− f̂(MIMO_1, k), where k ∈ N0. This gives the maximum distance
between the firings of MIMO_1 and DMAP_1. However, since MIMO_1 does
not dominate MIMO_2, the relative best-case start time i.e. the minimum distance
between the firings of MIMO_1 and MIMO_2 cannot be given using their start
times. Instead, we use the longest best-case paths between the actors; the relative
best-case start time of MIMO_2 with respect to MIMO_1 is given by the sum of
the BCET of the actors present on the longest path from MIMO_1 to MIMO_2; it
is denoted by p̌(MIMO_1,MIMO_2). Hence šrlv(MIMO_2, k) = p̌(MIMO_1,

MIMO_2). The longest best-case path p̌(MIMO_1,MIMO_2) is always equal or
smaller than the minimum distance between the firings ofMIMO_1 andMIMO_2,
which makes it conservative. Note that we do not consider the WCET and BCET of
the common predecessor MIMO_1 in f̂rlv(DMAP_1, k) and šrlv(MIMO_2, k).
This is because any variation occurring in execution before MIMO_1 and in the
execution time of MIMO_1 will shift the start times of DMAP_1 and MIMO_2

equally. Since, for k = 0, šrlv(MIMO_2, k) ≥ f̂rlv(DMAP_1, k) (i.e. 2 ≥ 1), the
relative lifetimes of (MIMO_1, DMAP_1) and (MIMO_2, DMAP_2) do not
overlap.

For (pd, a, b) ∈ adcpred, the relative best-case start and worst-case finish times of
the actor pair (a, b) with respect to the source pd are conservative but correct. Any
relative start time of b with respect to pd can never be earlier than the relative
best-case start time of b with respect to pd. Also, any relative finish time of a with
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respect to pd can never be later than the relative worst-case finish time a with respect
to pd. Since pd dominates a, the relative worst-case finish time of a with respect to pd
is the largest among all the relative finish times of a with respect to pd. The relative
best-case start time of b with respect to pd is the longest best-case path p̌(pd, b) which
gives the shortest distance between the firings of these two actors. This is because
the longest best-case path is always equal or smaller than the minimum distance
between the firings of the actor pair due to the dataflow precedence constraints
(Recall from Chapter 2, Equation 2.1). Therefore, the best-case start time of b and the
worst-case finish time of a with respect to pd are always conservative. Consequently,
common predecessor-based lifetime analysis provides correct and more accurate
lifetimes for the given actor pair.

Input : Absolute buffer interference graph GBIG(VB , EB). All-pairs
best-case longest paths p̌.

Output : Tighter relative buffer interference graph GTRBIG(V TRB , ETRB ).

begin
ETRB = {φ};
for each (t1, t2) ∈ EB do

if LifetimeOverlap(src(t1), snk(t2), p̌) = TRUE then
if LifetimeOverlap(src(t2), snk(t1), p̌) = TRUE then

ETRB = ETRB ∪ {(t1, t2)};
end

end
end
GTRBIG(VB , E

TR
B );

end
Algorithm 4.1: Refining the BIG using tighter relative lifetime analysis.

A pseudo-code of our asymmetrically-dominant common predecessor-based lifetime
analysis is shown in Algorithm 4.1. Our buffer allocation algorithm is implemented
in Heracles [5]. Note that the recursive dominator computation is already performed
on the input graphs and we have the list of refined dominators for each actor.
We use the absolute buffer interference graph GBIG as an input to our algorithm,
along with the all-pairs best-case longest paths p̌. For instance, p̌(i, j) provides the
sum of the BCETs of the actors present along the longest path from i to j, but not
including the BCET of i. If there does not exist any path between the given actor
pair then it returns a negative value. We use a variant of Floyd-Warshall’s longest
path algorithm [30] to compute the all-pairs best-case longest paths. The Algorithm
4.1 evaluates each of the interference edges from the BIG. For each edge, it checks
if the lifetimes of the tokens overlap or not using the function LifetimeOverlap
which uses tighter relative lifetime analysis. For instance, for an interference edge
(t1, t2), we first check if the consumer of t1 finishes before the producer of t2. If we
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detect an overlap then we check if the consumer of t2 finishes before the producer
of t1. If we detect an overlap in both the cases that means their lifetimes overlap. A
pseudo-code of the LifetimeOverlap function is shown in Algorithm 4.2.

Input : Source of one token: src1, sink of another token: snk2 and all-pairs
best-case longest paths p̌

Output : BOOLEAN value; TRUE indicates a lifetime overlap between the
token pair.

begin
if src1 <> snk2 then

Dominssnk2 = Dominators(snk2);
for each dom ∈ Dominssnk2 do

if p̌(dom, src1) ≥ 0 then
f̂rlv(snk2) = f̂(snk2)− f̂(dom);
šrlv(src1) = p̌(dom, src1);
if šrlv(src1) ≥ f̂rlv(snk2) then

return FALSE;
end

end
end

end
return TRUE;

end
Algorithm 4.2: Pseudo code for LifetimeOverlap function.

The LifetimeOverlap function, for a pair of actors src1 and snk2, evaluates if
src1 starts after the finish of snk2 or not. It uses adcpred for the evaluation. Note
that Dominators(snk2) gives the dominators of snk2 in order; meaning that the
first dominator in Dominators(snk2) is the closest dominator of snk2, the second
dominator is the second closest dominator of snk2 and so on. We start the evaluation
using the closest dominator of snk2 which is an adcpred of src1 and snk2. We know
that an actor (i, snk2, src1) ∈ adcpred if i dom snk2 and p̌(i, src1) is non-negative,
i.e. a path exists from i to src1. We then compute the relative start and finish times
of src1 and snk2 respectively and then evaluate the interference. If this does not
result into the removal of interference then the next closest dominator of snk2

that is also a adcpred of the actor pair is chosen and so on. Since this algorithm
iteratively selects dominant common predecessors for an actor pair, the closest
common dominator (ccdom) forms a sub-case of this approach. For an actor pair i
and j, ccdom dominates both i and j. Consequently, ccdom has paths to both the
actors. Therefore, every ccdom is also a adcpred of the actor pair. The output of our
Algorithm 4.1 produces a tighter relative BIG GTRBIG which has a fewer interference
edges compared to the absolute BIG.
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4.4.5 Storage allocation

The BIG is generated using one of the three lifetime analysis based techniques and
then it is used to allocate storage space for each FIFO buffer. Algorithm 4.3 shows
the storage allocation using the BIG.

Input : Best- and worst-case SRDF graphs Ǧ(V, Ě) and Ĝ(V, Ê), and the best-
and worst-case self-timed schedules š and ŝ of the unrolled graphs
Ǧu and Ĝu respectively, and BIG GBIG(VBIG, EBIG).

Output : Total buffer size B

begin
B = 0;
for each (i, j) ∈ Ê do

b(i, j) = 0;
VBIG_(i,j) = extract_nodes_of_copies_of ((i, j), Ĝu, VBIG);
VBIG_(i,j) = sort_increasing_production_time (VBIG_(i,j), š, ŝ);
for each (i′, j′) ∈ VBIG_(i,j) do

VBIG_(i′,j′) = copies_produced_at_after((i′, j′), VBIG_(i,j));
b(i′, j′) = 0;
for each (i′′, j′′) ∈ VBIG_(i′,j′) do

if ((i′, j′), (i′′, j′′)) ∈ EBIG then
b(i′, j′) = b(i′, j′) + 1;

end
end

end
b(i, j) = max

(i′,j′)∈VBIG_(i,j)

(
b(i′, j′)

)
;

end
B =

∑
(i,j)∈Ê

(
b(i, j)× z(i, j)

)
;

end
Algorithm 4.3: BIG-based storage allocation.

Each FIFO buffer stores the tokens belonging to the same edge of the original graph.
Note that we use the edges of the worst-case graph Ĝ for buffer allocation. For each
FIFO edge (i, j) ∈ Ê, function extract_nodes_of_copies_of extracts all the token
nodes from the BIG that are modeled as edges in Ĝu which are copies of edge (i, j).
These nodes are sorted in the increasing order of their start times. We compute
intermediate buffer sizes in terms of the number of tokens using every token from
the list. For each token (i′, j′) from the list, its intermediate buffer size b(i′, j′) is
given by the number of tokens, including and after the given token, whose lifetimes
conflict with the given token. The buffer size b(i, j) required for the FIFO edge (i, j)

is the maximum of these intermediate buffer sizes. To further reduce the buffer sizes,
we use the following optimizations.
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a) FIFO-ordered buffer sharing

Figure 4.13 shows a simplified SRDF graph of the processing of a typical radio
application such as WLAN [5]. At the start of a radio frame, the source sends a
synchronization signal. After synchronization, a header is sent which is then used to
process payloads in the current frame. For the next k firings of the source, k payloads
are sent. The token sizes for all the edges from Src to their respective processing
actors are the same. Note that the activities of the producers and consumers of
these edges may be different. As we can see, producers of these edges i.e. Src1,
Src2,.. Srcn always fire in the same static-order and consumers i.e. Sync, Header,
..Payloadk also fire in the same static-order. This implies that the productions and
consumptions of tokens, on these edges, are statically ordered i.e. tokens from
these edges are consumed in the same order as they are produced, which mimics
FIFO behavior. Hence, we can implement these edges using a single FIFO by
implementing circular buffers. We call this sharing policy as FIFO-ordered buffer
sharing.

Figure 4.13: Typical radio application processing.

This type of behavior also arises from graph transformations such as graph unrolling.
Transformations of Synchronous Dataflow (SDF) or Cyclo-Static Dataflow (CSDF)
graph to an SRDF graph are special case of graph unrolling transformations. SDF is a
generalization of SRDF which allows actors to consume and produce fixed amounts
of tokens per firing. In CSDF, a generalization of SDF, actors have predefined
cyclically repeating firing rules i.e. for each firing the number of produced and
consumed tokens is known and follow a cyclic pattern. Therefore, our technique
can be applied to an SDF/CSDF graph by converting it into equivalent SRDF graph
[9], and allowing FIFO-ordered buffer sharing. However, the size of the SRDF
graph may increase exponentially with this conversion [9]. In the practical examples
we studied we did not encounter this issue. Moreover, our FIFO-ordered buffer
sharing policy is more generalized than most basic buffer calculation techniques for
SDF/CSDF graphs that assume sharing only between different firings of the same
consumer/producer pairs in the SDF/CSDF input graph; e.g. in SDF or CSDF, edge
(Src1, Sync) and (Src2, Header), in Figure 4.13, cannot be modeled as a single
FIFO since their consumers are different actors.

Let us assume a set of circular buffers CB. Each Ci ∈ CB is shared by a set of FIFO
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edges Ei ⊆ E which have the same token size. For each Ci, we tag all the edges
in Ei with the same identifier. We can incorporate FIFO-ordered buffer sharing in
Algorithm 4.3 as follows. Instead of computing buffer size for each (i, j) ∈ Ê, we
compute buffer size BCi

for each Ci ∈ CB. The edges that share Ci are associated
with a unique tag identifier. In this case, function extract_nodes_of_copies_of will
extract all the edges that are associated with the same identifier for each Ci. The
final buffer size B will be the sum of buffer sizes BCi i.e.

∑
Ci∈CB

BCi .

b) Token reuse

In an LTE receiver (Recall from Chapter 3, Section 3.5.1), symbols can be occupied
by C and/or D channels. Combining estimates (MIMO) and demapping (DMAP )
processes are performed separately for the symbols occupied by both the C and
D channels. Figure 4.14a shows a scenario where MIMO processing for a symbol
is done separately for C and D channels: MIMO_C and MIMO_D. MIMO_C
and MIMO_D have different activity and hence have different execution times.
ChEst provides the same estimate (token) to MIMO_C and MIMO_D, however,
in dataflow, this token will be modeled as two different edges and hence memory
for the same token will be allocated twice.

(a) (b)

Figure 4.14: (a) Token reuse: ChEst provides the same token to MIMO_C and
MIMO_D (b) Modeling the token reuse using “BRD" actor.

Since our buffer sizing approach makes use of lifetime analysis, we can enable
reuse of the token by capturing its maximum lifetime. The modeling of the token
reuse is shown in Figure 4.14b. For each actor such as ChEst that provides
the same token to one or more of its outputs, we add a special actor called
“BRD". The best-case and worst-case execution times of the BRD actor are zero.
It has exactly one input edge annotated with the token size and more than one
output edges. The lifetime of a token produced on the input of a BRD actor is
described as follows using the example shown in Figure 4.14b. In each iteration,
the “BRD" actor receives a token from ChEst that it provides to MIMO_C and
MIMO_D. The lifetime of a token produced by the kth firing of ChEst starts at
š(ChEst, k) and ends when it is consumed by both MIMO_C and MIMO_D
i.e. max(f̂(MIMO_C, k), f̂(MIMO_D, k)). Our token reuse technique captures
lifetimes for reusing tokens accurately which leads to further reduction in memory
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consumption. In our algorithm, the BIG contains the tokens produced on the input
edge of BRD, and does consider the tokens produced on the outputs of BRD. Note
that, by construction, if a BRD actor dominates some actor i then the input actor of
the BRD actor dominates i. Consequently, we do not consider BRD actors during
the dominator computation.

4.4.6 Initialization behavior

Figure 4.15 shows a simplified SRDF model of an LTE receiver. Here, the ith

demodulated symbol is demapped by the (i + 2)th DMAP . At the start of the
graph execution, the symbols produced by DMOD in the 1st and the 2nd iterations
are demapped by DMAP in the 3rd and the 4th iterations. Also, ChEst uses
the previous channel estimates to perform estimation for the current symbol.
Consequently, on a realistic platform, at the start of the graph execution, MIMO

and DMAP do not fire for the first two iterations. Moreover, except in the first
two iterations, there is a static-order between ChEst and MIMO. Therefore, for
the LTE receiver, the first two iterations behave differently. We term this behavior
as initialization behavior. The post-initialization behavior is termed as steady-state
behavior.

Figure 4.15: Simplified LTE receiver graph.

One way of accounting for the initialization behavior in dataflow is by assigning
BCETs of the actors which do not fire during initialization behavior to 0. In this way,
we can capture the best-case production times of the tokens which are produced
during initialization behavior accurately. However, the actors which do not fire
during initialization behavior will have zero BCETs in the dataflow model, which
will lead to pessimistic computation of lifetimes of the tokens produced by these
actors during steady-state behavior. This is because in practice, actors may have non-
zero execution times during steady-state behavior. We propose to model initialization
behavior in dataflow by modeling the first two iterations as a separate subgraph.
However, when the graph is unrolled, the subgraph which models initialization
behavior will be unrolled as well and thus will result in extraneous firings producing
spurious tokens.

We model initialization behavior as a subgraph termed as “Init graph" and denoted
by GI . An input graph GIS has two parts: init graph GI and steady-state graph
GS . Our tool hence, while unrolling a GIS , does not unroll its GI ; it unrolls GS as
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Figure 4.16: LTE receiver: init (blue) and steady (black) graphs.

usual and since GI only executes once at the start, it pre-appends GI to the unrolled
GS graph. We have to impose several rules on the construction of GI in order to
preserve the timing properties of GS . GI cannot contain initial tokens on any edge
and thereby cannot have any cycles. This construction ensures that GI does not
affect the timing properties of GS such as its periodicity µ. We know from [29], [50]
that for an SRDF graph, its self-timed execution enters into a periodic regime after a
finite number of transient iterations provided that actors have constant execution
times across iterations. In our modeling technique, since GI executes only once
at the start, the start times of the actor firings of GS in the first iteration can be
delayed by some dependencies from GI . However, since following iterations of GS
do not depend on GI , the self-timed execution of GS will eventually settle into a
periodic regime after a finite number of transient iterations provided that actors have
constant execution times across iterations. However, because of the dependency of
the first iteration of GS on the execution of GI , the periodic regime, in terms of the
start times of actors, of GS and the number of iterations in the transient phase of GS
can be different than in its equivalent SRDF graph without GI . The period of the
self-timed schedule does not change since MCR and cyclicity N(GIS) of the graph
are not affected by GI .

The SRDF graph GIS shown in Figure 4.16 models init graph GI and steady state
graph GS . The subgraph with blue actors and edges is GI and the subgraph with
black actors and edges is GS . As we can observe, there are no MIMO and DMAP

actors present in GI and thus the static-order between ChEst and MIMO does not
exist in GI . For buffer sizing, as shown in Section 4.4.3, we find the unrolling factor
n and unroll GS by n times. Let us call the unrolled graph Gu. We then pre-append
GI to Gu: for each edge in GI whose sink is in GS , we connect the edge to the
respective sink actor in Gu.

We call the graph resulting from this operation the init-steady graph of the ap-
plications graph, which is then fed to the tighter relative lifetime analysis stage
to compute buffer sizes. There are edges in GI and GS graphs whose source
and sink have the same activities e.g. DMOD (ChEst) have the same activity
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in (iDMOD_1, iChEst_1), (iDMOD_2, iChEst_2), (DMOD_1, ChEst_1) and
(DMOD_2, ChEst_2) and, thus these edges will be implemented as a single FIFO
buffer. Recall from Section b) that we use the best- and worst-case graphs to model
the best- and worst-case temporal behavior of an application. Therefore, we generate
best- and worst-case init-steady graphs using the best- and worst-case graphs of the
application. We use these graphs to perform the tighter relative lifetime analysis.
Note that the initialization behavior depends on the functional specification of a
given application. It may or may not present in a given application. Moreover, it
can behave differently depending on the functional specification of the application.
The modeling of the initialization behavior described in this section is specific to
our LTE models.

4.4.7 Buffer allocation flowchart

The techniques described in this section are applied on SRDF graphs of an application
in certain order. A flowchart shown in Figure 4.17 depicts the algorithmic flow of
our buffer allocation technique. The best-case and worst-case SRDF graphs of an
application are provided as input to our buffer allocation algorithm. Each of these
graphs models the initialization and steady-state behavior. Moreover, these graphs
are also annotated with token reuse and FIFO-ordered buffer sharing information.
Each of the graphs is divided into init and steady-state graphs. The unrolling
factor is determined by simulating the extracted steady-state graphs as described
in Section 4.4.3. Then the best- and worst-case steady-state graphs are unrolled the
unrolling factor times, and then the best- and worst-case init graphs are appended
to the unrolled best- and worst-case steady-state graphs respectively. We term these
combined graphs are termed as best- and worst-case merged graphs respectively.
We simulate the merged best-case and worst-case graphs and record the best-case
start time and worst-case finish times respectively of actors. Recall from Section
4.4.3, we consider the tokens produced in the first iteration of the merged graphs.
For each token, its lifetime is given by the best-case start time of its producer and
the worst-case finish time of its consumer. A BIG is constructed using all these
tokens and their lifetimes as described in Section 4.4.2. We can use relative or tighter
relative lifetime analysis to optimize the token lifetimes and thereby the BIG. The
BIG is then used to allocate the memory for each buffer as described in Section 4.4.5.
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Figure 4.17: SRDF-based buffer allocation flowchart

4.4.8 Time complexity

The buffer computation is performed on the unrolled graphs of the original graphs
that model the best- and worst-case temporal behavior of an application. Each such
graph is unrolled u times where u = max(ǔ, û) (recall from Section 4.4.3). Let us
assume that each of the best- and worst-case SRDF graph has ni number of actors.
Then, each of the unrolled graph will have n = ni × u actors. We perform all-pairs
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longest path, dominator analysis, and recursive dominator computation on the
unrolled graphs. The time complexities of these three techniques are O(n3), O(n3)

and O(n4) respectively. The BIG generation involved in absolute lifetime analysis
has a time complexity of O(n4), whereas the BIG refinement involved in relative
and absolute lifetime analysis has a time complexity of O(n2).

The transient phase involved in the self-timed schedules of input graphs during
simulation impacts the running time of the algorithm, since we simulate the input
graphs till their self-timed execution enters into a periodic phase. In general, there is
no upper bound to the length of the transient phase. Consequently, it is important
to note that the time complexity of the buffer allocation algorithm is unbounded
in general. However, for our benchmark suit that consists of MP3 decoder, WLAN,
LTE, LTE-Advanced receivers, the length of the transient phase does not exceed 5
iterations.

4.4.9 Verification

We verify the computed buffer sizes by means of simulation. Buffer sizes for an
input application SRDF graph are computed using the algorithms explained above.
The simulator accepts the input graph and buffer sizes for each edge. For each
buffer, it uses a counter to keep track of token productions and consumptions.
FIFO-ordered edges tagged with the same value are mapped onto the same buffer.
For each production on the buffer, the counter value is increased by one. For each
consumption on the buffer, the counter value is decreased by one. In case of token
reuse, for each consumption, the counter value is decreased only when all the
consumers of the token have read it. The simulator raises an exception if the value of
the counter becomes larger than the buffer size (buffer overflow) or smaller than zero
(buffer underflow). For each actor, in any iteration, its execution time is randomly
selected from its BCET or WCET. The input graph is simulated extensively for long
time to detect buffer underflow/overflow.

Since we maintain the production and consumption of tokens for each buffer, we
can compute the buffer sizes from the simulation as well. During the simulation,
we log the maximum value of the counter of each buffer. These values provide the
buffer size in terms of tokens; we obtain the total buffer size using these values and
the token sizes. These buffer sizes provide a rough indicative lower bound of the
optimal buffer sizes. We compare the buffer sizes obtained using our algorithm and
verification in Section 4.6.
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4.5 Back-pressure vs. no back-pressure

We compare buffer allocation for systems with and without back-pressure with the
aim of analyzing the costs of supporting or not supporting back-pressure in terms
of buffer allocation. Dataflow graphs modeling back-pressure are equipped with
back edges to regulate token productions and thereby to reduce buffer sizes by
delaying actor firings if required. This implies that when back-pressure is supported,
buffer sizes can be reduced compared to the buffer sizes needed when back-pressure
is not supported. The worst-case self-timed schedule of a graph is always rate-
optimal, i.e. it always realizes the maximal possible throughput [5]. We assume
back-pressured systems that are rate-optimal and have minimum buffer sizes among
such rate-optimal schedules.

Definition 4.10: B(τ̂) is the minimum amount of buffer size needed for non-back-pressured
execution of systems with constant (worst-case) execution times.

We show that the buffer sizes BNBP for non-back-pressured systems with varying
execution times can never be smaller than the buffer sizes B(τ̂) for non-back-
pressured systems with fixed (worst-case) execution times. Recall Equation 4.4, as can
be seen, bNBP (i, j) can be as low as b(i, j, τ̂) or higher. Hence, bNBP (i, j) ≥ b(i, j, τ̂).
Therefore, BNBP ≥ B(τ̂). This means that increase in variation in actor execution
times leads to increased buffer sizes.

Definition 4.11: BBP is the minimum amount of buffer size needed for the rate-optimal
execution of a system with back-pressure.

(a) (b) (c)

Figure 4.18: SRDF graph examples: (a) non-back-pressured (b) capacity constrained
(c) back-pressured.

We show that B(τ̂) ≥ BBP . It is already proven in [49] that the buffer sizes obtained
for the worst-case self-timed schedule are valid for the rate-optimal execution of
a back-pressured system. We rephrase the proof provided in [49]. The capacity-
constrained graph Gccm of an SRDF graph G with the total buffer size B(τ̂) is itself
an SRDF graph that is obtained from G by adding, for every edge (i, j) a reverse
edge (j, i) with b(i, j, τ̂)− d(i, j) initial tokens. Given an edge (i, j), a reverse edge
(j, i) in Gccm captures precisely the remaining buffer space for edge (i, j). Figure
4.18b shows a Gccm derived from the SRDF graph shown in Figure 4.18a, where
every edge (i, j) has buffer size b(i, j, τ̂) = 2 tokens. Note that each actor has a
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self-edge with one initial token which is not shown in the graphs. By construction
of Gccm, any schedule of G that uses buffer space B(τ̂), is also a schedule of Gccm.
The worst-case self-timed schedule of G is always rate-optimal [49]. Hence, Gccm
has a rate-optimal schedule.

With varying execution times in back-pressured systems, firings will be delayed
because of the unavailability of tokens in some back edges. In back-pressured
systems, buffer sizes can be reduced by dimensioning them such that if possible,
actor firings are delayed keeping the schedule rate-optimal. Figure 4.19 describes
the scenario where buffer sizes can be reduced in case of back-pressured systems.

(a) (b)

Figure 4.19: Gantt charts for (a) Figure 4.18a and (b) Figure 4.18c.

Figure 4.18a and 4.18c show SRDF graphs without and with back-pressure. Figure
4.19a shows the Gantt chart of the worst-case self-timed schedule of the non-back-
pressured graph shown in Figure 4.18a. From the Gantt chart, we can see that every
edge needs to store at least 2 tokens since the maximum lifetime of a token produced
by its producer spans over its two firings. Figure 4.18c, models back-pressure. We
can see that the initial token present on edge BC forces all the firings of C to happen
later compared to the worst-case self-timed schedule of the non-back-pressured
graph. This reduces the buffer size needed by edge CB from 2 to 1 tokens and still
back-pressured schedule realizes the maximal throughput. The examples shown in
Figure 4.19 and Section 4.1 demonstrate that the buffer sizes obtained by employing
back-pressure can be smaller than or equal to the buffer sizes obtained for non-
back-pressured system i.e. B(τ̂) ≥ BBP . Since we know that BNBP ≥ B(τ̂) and
B(τ̂) ≥ BBP , then by transitivity BNBP ≥ BBP .

We can infer several observations from the relationship we obtained between the
buffer sizes for back-pressured and non-back-pressured systems. Back-pressure
systems allow smaller buffer sizes compared to non-back-pressured systems. Back-
pressure allows to reduce the lifetimes of tokens by delaying the firings of actors
while retaining the maximal throughput. This cannot be achieved with a self-timed
execution (with no back-pressure) where actors fire as soon as they are enabled.
Note that this comparison aims at contributing towards the discussion of whether a
platform should support or not support the back-pressure mechanism.
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4.6 Experiments & results

In this section, we benchmark our techniques using an MP3 decoder [20], a WLAN
receiver [5], an LTE receiver [7] and an LTE-Advanced receiver [8]. We specify these
applications as CSDF graphs. Our tool then converts them into SRDF graphs to
perform buffer allocation. All presented results are verified according to Section
4.4.9.

4.6.1 LTE receiver

We use the LTE receiver model described in Chapter 3 ( Figure 4.3 ) scheduled
on a platform similar to the platform shown in [16] for this experiment. It models
the worst-case temporal behavior of our LTE receiver, and hence termed as the
worst-case SRDF graph. We extract the best-case SRDF graph from the worst-case
SRDF graph by removing the edges that do not participate in modeling the best-case
temporal behavior of our LTE receiver. Both the graphs have 100 actors and, the
worst-case graph has 212 edges. Recall from Section 4.4.3, these graphs are unrolled
4 times. The execution times for the actors of these graphs are shown in Chapter 3,
Table 3.7. The token sizes for the edges of these graphs are shown in Table 4.3. Note
that the token sizes for the rest of the edges that are not shown in the table are zero.

Edges Token sizes

in KBytes

(SRC, DMOD_R1) and (SRC, DMOD_R2) 6.48

(DMOD_R1, ChEst) and (DMOD_R2, ChEst) 1.6

(ChEst, MIMO) for both C and D channels 12.8

(MIMO, DMAP) for C channel 12.8

(MIMO, DMAP) for D channel 25.6

(DMOD_R1, DMAP) and (DMOD_R2, DMAP) for both C and D channels 3

(DMAP, D DEC) for symbols without reference signals 7.2

(DMAP, D DEC) for symbols with reference signals 4.8

(DMAP, C1Dec) 0.016

(DMAP, C2Dec) 6.4

(C2Dec, DCID) 0.9

(D DEC, MAC) 12.756

Table 4.3: LTE receiver actor execution times.

We compare the buffer sizes using five techniques:

• a manual technique where the buffer sizes are obtained by product engineers
using simulation-based calculation,
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• the baseline buffer sizing technique that is based on absolute lifetime analysis,

• the relative lifetime analysis that is based on the use of the closest common
dominators,

• initialization behavior,

• token reuse,

• the common predecessor-based lifetime analysis that uses recursive dominator
computation.

Note that all the techniques from the baseline buffer sizing employs FIFO-ordered
buffer sharing that is described in Section 4.4.5.a). The application of these techniques
on the input graph is stacked in the order as shown in Table 4.4.

Technique Buffer sizes Savings

(KBytes) (%)

Manual 575 -

Baseline 489 15

Relative lifetime analysis 489 15

Initialization behavior 482 16

Token reuse 450 22

Common predecessor-based lifetime analysis 437 24

Table 4.4: Buffer sizes for our LTE Receiver.

The application of the relative lifetime analysis does not reduce the buffer sizes
compared to our baseline technique. This is because in most of the cases the closest
common relative source for an actor pair is the same as their absolute source which
diminishes the advantages of the relative lifetime analysis, as described in Section
4.4.3. Initialization behavior (Section 4.4.6) saves 1.4% memory consumption with
respect to the closest common dominator -based lifetime analysis by avoiding some
spurious firings of ChEst and MIMO actors. Token reuse reduces the memory
consumption further by 6.6% by reusing the same tokens between MIMO for
control and data channels. In LTE receiver, the decoding of D channel is delayed
by the decoding of C channel (Chapter 3, Section 3.5.3) which introduces some
inter-iteration dependencies. The common predecessor-based analysis employ these
dependencies for the computation of best-case paths to detect the non-overlap
between lifetimes of tokens. This in turn reduces the memory consumption further
by 3%.
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4.6.2 LTE-Advanced receiver

LTE-Advanced is a major enhancement of the LTE standard [8]. In LTE-Advanced,
we consider two major features from document release 10 and 11: 1) carrier
aggregation (Chapter 3, Section 3.6.2) ; it allows aggregation of up to 5 carriers of
up to 20 MHz bandwidth each to support downlink peak rates up to 1 Gbit/sec.
2) Enhanced Physical Downlink Control Channel (EPDCCH) (Chapter 3, Section
3.6.1); an additional control channel (referred to as E) to accommodate signaling for
multiple carriers.

In carrier aggregation, there is always exactly one primary carrier and one or more
secondary carriers. The receiver of each such carrier can be modeled as shown
Figure 3.13 from Chapter 3. The maximum and minimum offsets in the arrival
of symbols of the secondary carriers with respect to the arrival of symbols of the
primary carrier are bounded. Consequently, the source cycle (Src1, Src2,..Src14)
of the primary carrier graph will be shared by all secondary carrier graphs. The
offsets, modeled as actors, will be added for each secondary carrier graph after the
respective source in the source cycle.

Scheduling policies based on Inner-loop Outer-loop

Symbol Carrier Symbol

Channel Carrier C , E and D channel

Carrier Symbol Carrier

Table 4.5: Three LTE-A scheduling policies: specifying the order of symbol
processing within a sub-frame.

Carrier aggregation allows additional degree of freedom in scheduling symbol
processing on our platform. We explore three scheduling policies: symbol, channel
and carrier based scheduling. These are described in Chapter 3. For readability, these
scheduling techniques are depicted in Table 4.5 (this is taken from Table 3.5). For
instance, in carrier-based policy, within a sub-frame, for each carrier (outer-loop),
all 14 symbols are processed (inner-loop). Note that DMOD actors follow symbol
based policy irrespective of the chosen scheduling policy.

The LTE receiver actors and edges are the sub-set of the LTE-Advanced receiver
actor and edge sets respectively. We have used the token sizes shown in Table 4.3 for
such a sub-set of edges of our LTE-Advanced receiver. In LTE-Advanced receiver, we
have introduced additional actors and edges to process EPDCCH channel: MIMO,
DMAP , E_DEC and E_DCID. These additional edges have the same token
sizes as their counterparts present in the PDCCH channel processing from the LTE
receiver graph. We compute buffer sizes for each combination of carriers from 1
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(a) (b)

Figure 4.20: Buffer sizes comparison for three scheduling policies using (a) the
closest common dominator-based and (b) the common predecessor-based lifetime
analysis.

to 5 for the three scheduling policies. In the LTE-Advanced receiver graphs, the
numbers of actors and edges range from 137 to 1420 and 315 to 3275 respectively.
The unrolling factor ranges from 3 to 5. The running time of our algorithm ranges
from few minutes to few hours or days on a standard laptop.

We compare our common predecessor-based lifetime analysis technique with the
closest common dominator-based lifetime analysis technique as shown in Figure 4.20.
The common predecessor-based lifetime analysis is performed after the recursive
dominator computation on the graph that includes initialization behavior and token
reuse modeling. It consumes up to 54% smaller memory compared to the relative
lifetime analysis. Across all scheduling policies, initialization behavior modeling
saves up to 6% memory consumption compared to the closest common dominator-
based lifetime analysis. Token reuse reduces the memory consumption further by
up to 14%. On top of these two techniques, the common predecessor-based lifetime
analysis reduces the memory consumption by up to 46%. Note that LTE-Advanced
is significantly complex compared to LTE, therefore, the current practice of manual
buffer sizing would be impractical for this form of exploration.

We can observe from Table 4.6 that the size of the tokens that are present at the
pileup location for symbol based policy is smaller than for channel/carrier based
policy; consequently, channel/carrier based policy consumes more memory than
symbol based policy as shown in Figure 4.20a.

Symbol based policy process symbols as soon as they arrive. Meanwhile, chan-
nel/carrier based policy process symbols of one channel/carrier after another.
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Scheduling policy Pileup location Token sizes (KBytes)

Symbol DEC 7.2

Channel/Carrier MIMO 12.8

DMAP 25.6

Table 4.6: Different scheduling policies lead to token pile up at different stages of
the LTE-Advanced receiver graphs.

This creates a longer distance between arrival and processing of a symbol for
channel/carrier based policy, which enables the detection of more non-critical edges.
Therefore, recursive dominator computation is more effective on channel/carrier
based policy compared to symbol based policy, which impacts the reduction in
buffer sizes as shown in Figure 4.20b. In channel based policy, the E channel of
all carriers are processed and then the D channel processing starts. Therefore, the
tokens that are reused by E and D channels pile up on some buffers. This makes the
common predecessor-based lifetime analysis less effective on channel based policy
compared to the carrier based policy.

The key insight in this experiment is that the closest common dominator-based
lifetime analysis (Figure 4.20a) infers the symbol-based scheduling policy to be
superior in terms of buffer sizes, while the closest common predecessor-based
lifetime analysis (Figure 4.20b) infers the carrier-based scheduling to be superior
among all scheduling policies. This changes the trade-off among the three scheduling
policies for buffer sizes.

4.6.3 Benchmark suite

In this experiment, we compare the buffer sizes using two lifetime analysis tech-
niques: closest common dominator-based and common predecessor-based. The
common predecessor-based lifetime analysis is performed after the recursive dom-
inator computation on the graph that includes initialization behavior and token
reuse modeling. The results are shown in Table 4.7.

In MP3 decoder [25], taken from [53], most of the actors have one to two input edges.
In this case, recall from Section a), recursive dominator computation does not find
any non-critical edges. Moreover, it can be inferred from Section b) that the inter-
iteration edges present in the graph also influence the common predecessor-based
lifetime analysis. MP3 decoder lacks the inter-iteration edges except the self-edges.
Therefore, the common predecessor-based lifetime analysis does not result into
reduction in memory consumption for MP3 decoder.

125



Chapter 4. Buffer Allocation for Single-rate Dataflow

Application Buffer Sizes (KBytes) Savings

Closest common Common

dominator-based predecessor-based

Lifetime analysis (%)

MP3 Decoder 61 61 0

WLAN Receiver 3.54 3.40 4

LTE Receiver 489 437 11

LTE-Advanced Receiver 6731 3063 54

Table 4.7: Buffer sizes comparison between the closest common dominator- and
common predecessor-based lifetime analysis techniques.

We compute buffer size for WLAN receiver [53] considering the packet size of 100
payloads. In WLAN receiver, packet header decoding is followed by the decoding
of payloads (Section a)); moreover, payloads are decoded sequentially. This lets
recursive dominator computation infer the most of the edges running from header
actors to different payload actors non-critical which results into closer dominators
for payload actors; this indicates the 4% of reduction in the buffer sizes.

In LTE receiver [42], the common predecessor-based lifetime analysis computes
relative sources that are significantly closer to their actor pairs as compared to the
closest common dominator-based lifetime analysis, which leads to further reduction
in the memory consumption by 11%. Please see Section 4.6.1 for more details.

In LTE-Advanced receiver, compared to our LTE receiver, the distance between the
symbol arrival and decoding is significantly larger due to the EPDCCH processing.
This leads to the detection of large number of non-critical edges, and thereby
the detection of the non-overlap between lifetime of some tokens using common
predecessor-based lifetime analysis; this results in 54% reduction in total memory
consumption. For LTE-Advanced, Section 4.6.2 discusses these results in more
details.

Note that only LTE and LTE advanced receivers among the applications considered
in our benchmark suite are modeled using the best- and worst-case graphs. The
application of recursive dominator computation with the closest common dominator-
based lifetime analysis does not yield any reduction in memory consumption
for the above applications. This is because, for most of the actor pairs in these
graphs, the recursive dominator computation does not result in the closest common
dominators that are sufficiently closer to the pair. For the benchmark suite, the
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common predecessor-based lifetime analysis reduces the buffer sizes by up to 54%
compared to the closest common dominator-based lifetime analysis.

Application Buffer Sizes (KBytes) Savings

Common Simulation-based

predecessor-based (from verification)

Lifetime analysis (%)

MP3 Decoder 61 51 16

WLAN Receiver 3.40 3 12

LTE Receiver 437 437 0

LTE-Advanced Receiver 3063 2706 12

Table 4.8: Buffer sizes comparison between the common predecessor-based lifetime
analysis and simulation-based buffer size computation (Section 4.4.9).

We compare the buffer sizes obtained from the simulation used in verification (recall
Section 4.4.9) with the buffer sizes computed using the common predecessor-based
lifetime analysis technique. Note that the buffer sizes obtained using the simulation
indicate a rough lower bound on the optimal buffer sizes. Each of the applications
is simulated approximately for one day. Since the bound on the simulation time
required to obtain the optimal buffer sizes is not known, the buffer sizes obtained
using simulation may not be correct. They only serve to provide a rough estimation
of savings that we can obtain if we can design an optimal buffer sizing solution.
The results are shown in Table 4.8. In LTE receiver’s case, the buffer sizes obtained
using the common predecessor-based lifetime analysis and using the simulation
are the same. Moreover, the simulation-based technique indicates that any optimal
buffer allocation technique for non-back-pressured systems may provide up to 16
%, 12 % and 12 % smaller buffer sizes compared to the common predecessor-based
lifetime analysis technique for the MP3 decoder, WLAN receiver and LTE-Advanced
receiver applications respectively.

4.6.4 Back-pressure Vs. No back-pressure

We already know from Section 4.5 that the buffer sizes B(τ̂) obtained for the
worst-case self-timed schedule are valid for the rate-optimal execution of back-
pressured system. Hence, for this experiment, we use B(τ̂) as the buffer sizes for
back-pressured systems. These buffer sizes are not optimal for the back-pressured
systems since we do not alter self-timed schedules to reduce the buffer sizes like
shown in [20]. We do not compute the optimal buffer sizes for back-pressured
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systems due to technical issues involved in adapting the existing back-pressured
buffer sizing techniques for our benchmark suit. For instance, our models include
token reuse and initialization behavior which cannot be handled by the existing
techniques that compute optimal buffer sizes for back-pressured systems that are
known to us. However, note that an algorithm that computes optimal buffer sizes for
back-pressured systems may produce significantly smaller buffer sizes than B(τ̂).
This experiment aims at contributing to the discussion on the trade-off between the
systems with and without back-pressure.

Application Buffer Sizes (KBytes) Savings

No back- pressure Back-pressure (B(τ̂)) ( % )

MP3 Decoder 61 43.8 28.2

WLAN Receiver 3.40 2.48 27

LTE Receiver 437 343 21.5

Table 4.9: Buffer sizes: Back-pressure (B(τ̂)) Vs. No back-pressure.

Table 4.9 shows the buffer sizes required by each application for back-pressured
(B(τ̂)) and non-back-pressured implementation. As we can see in Table 4.9, the
buffer sizes required by the systems with back-pressure are significantly smaller
compared to the systems without back-pressure for the same throughput. These
results contribute towards a trade-off between systems with and without back-
pressure. For instance, the buffer sizes required by the systems with back-pressure
can be smaller, however, there are several disadvantages to have a back-pressure
mechanism as described in Section 4.1.

4.6.5 Buffer sizes vs. variation in execution times

This experiment studies the effect of variation in actor execution times on the buffer
sizes for non-back-pressured systems. We define execution variance as the relative
difference between WCET and BCET of an actor. Minimum execution variance
(referred to as 0%) and maximum execution variance (referred to as 100%) occur
when BCET = WCET and BCET = 0 respectively. Buffer sizes are computed
for every step, where at each step the execution variance is increased by 10%. Note
that the execution times of the source are left unchanged.

We perform the common predecessor-based lifetime analysis after performing the
recursive dominator computation on the graphs that include initialization behavior
and token reuse. Buffer sizes are shown in %; 100% implies the buffer size for
maximum (100%) execution variance. For other variance levels, buffer sizes are
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Figure 4.21: Increase in the execution variance increases the buffer sizes.

scaled with respect to 100% execution variance. Results shown in Figure 4.21 (recall
Section 4.5) confirm our result: BNBP ≥ B(τ̂), where B(τ̂) is the buffer size for
0% execution variance. Moreover, B(τ̂) ≥ BBP , where BBP is the optimal buffer
size for system with back-pressure. Compared to the closest common dominator-
based lifetime analysis, our common predecessor-based lifetime analysis reduces
the difference between the buffer sizes for systems with and without back-pressure.
However, it largely depends on the topology and the temporal behavior of the input
graph (Section a) and b)).

4.7 Related work

The topic of buffer allocation is thoroughly studied in the context of static dataflow
[48], [20], [49]. Various approaches have been proposed for buffer sizing for the
dataflow graphs scheduled on a platform with back-pressure [20], [21], [22], [54].
In [20], authors have provided optimal buffer sizing algorithms for back-pressured
systems by altering self-timed schedules. In [54], authors discuss temporal analysis
for MRDF graphs that model the systems with non-starvation-free schedulers such
as static priority preemptive scheduler. The buffer allocation algorithm uses the
static periodic schedules that are produced as a result of the mentioned temporal
analysis.

In [55], relative lifetime analysis is performed for reducing the jitter in fixed
priority scheduling analysis, however, the application model is restricted to tree-like
structures. It cannot handle a more general graph topology unlike our technique.
Furthermore, our closest common dominator-based and common predecessor-based
lifetime analysis techniques systematically determine a relative source for arbitrary
graph structures which is not possible with the technique provided in [55]. Our
techniques can also be extended to reduce jitters for the fixed priority scheduling
analysis provided in [55]. We also propose techniques to handle the initialization
behavior in dataflow and implement token reuse which have not been performed in
any dataflow based buffer sizing technique before.
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Buffer sharing technique proposed in [22] is more general than our FIFO-ordered
buffer sharing, where tokens from any consumer-producer pairs can share the same
memory space based on lifetime analysis. However, the technique in [22] is only
applicable to systems with back-pressure, and hence cannot tolerate any variation
in execution time of actors.

Several other temporal analysis tools such as SymTA/S [56] and RTC [57] support
an execution model without back-pressure and can carry out buffer sizing. However,
they cannot perform FIFO-ordered buffer sharing (recall Section 4.4.5) which can
lead to large buffer sizes. Moreover, SymTA/S can only handle specific cases of
cyclic dependencies whereas our technique can handle general cyclic dependencies.

In [58], authors extend the temporal analysis of static priority preemptive scheduler
and buffer allocation for systems without back-pressure. An iterative approach is
followed where buffer allocation is considered to improve the accuracy of temporal
analysis and vice versa. The buffer allocation algorithm uses the static periodic
schedules. Our buffer allocation technique considers self-timed schedules since, as
shown in [5], static periodic schedules provide pessimistic bounds on the actor start
and finish times compared to self-timed schedules. This can result in pessimistic
token lifetimes. The so-called executional intervals in combination with precedence
constraints may provide results that are comparable with our approach. However,
[58] does not provide such evaluation.

4.8 Summary

In this chapter, we presented SRDF-based buffer allocation techniques that can
handle systems without back-pressure. We provided a comprehensive study of
buffer allocation in the absence of back-pressure mechanisms in heterogeneous
multi-processor platforms. In this chapter, a closest common dominator-based
and predecessor-based lifetime analysis techniques are proposed which provide
reduction in overall memory consumption compared to traditional lifetime analysis
techniques. Moreover, these techniques could have applications to other memory
allocation problems, such as register allocation. Also, we presented a comparison
between buffer allocation for systems with and without back-pressure. It shows that
for a given system with and without back-pressure, the system with back-pressure
will always require smaller or equal total memory expenditure on buffer allocation.

Our techniques can handle complex industrial design cases such as LTE-Advanced
including its two key features i.e. carrier aggregation and EPDCCH processing.
These techniques achieve up to 54% reduction in the total memory expenditure
compared to the closest common dominator-based lifetime analysis technique
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for our benchmark set. Our techniques allow us to explore different scheduling
policies for LTE-Advanced application on our hardware platform. The key insight
in this exploration is that the improved buffer allocation techniques show different
scheduling policy to be superior in terms of buffer sizes compared to the relative
lifetime analysis-based buffer allocation. This changes the trade-off among the
scheduling policies for LTE-Advanced.
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CHAPTER 5

BUFFER ALLOCATION FOR

MODE-CONTROLLED

DATAFLOW

We developed and described SRDF-based buffer allocation techniques for real-time
streaming applications running on a hardware platform without back-pressure in
Chapter 4. When back-pressure is not supported by the hardware both the best-
and worst-case timing behavior must be considered. However, we observe that
modeling the best- and worst-case [23] behavior of a real-time streaming application
in static dataflow such as SRDF can be pessimistic, leading to the overestimation of
the necessary buffer sizes.

Dynamic dataflow, e.g. Boolean dataflow [26], can easily capture dynamic behavior.
However, it cannot be subjected to temporal analysis. Mode-controlled Dataflow
(MCDF, [5]) is a restricted form of boolean dataflow, that allows rigorous temporal
analysis for real-time streaming applications. In an MCDF graph, a specific subgraph
is chosen per iteration, depending on a mode of its execution. We observe that MCDF
not only can model dynamic behavior of applications but also their best- and worst-
case timing behavior more accurately. SRDF and MCDF are described in detail in
Chapter 2.

In this chapter, we present a buffer allocation solution for real-time streaming
applications modeled as MCDF graphs running on a heterogeneous multiprocessor
platform without back-pressure. We consider MCDF graphs with mode sequences of
equal length. We formalize 1) the conversion of an MCDF graph into an equivalent
SRDF graph for a mode sequence, 2) the conversion of an MCDF graph into
equivalent SRDF graphs that model all possible dependencies among the associated
mode-sequences, and 3) the algorithmic flow of lifetime analysis-based buffer
computation. We use LTE and LTE-Advanced receivers that includes both 1) carrier
aggregation and 2) EPDCCH processing as our use case. We use the MCDF models of
these receivers described in chapter 3 to evaluate our MCDF-based buffer allocation
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technique against the SRDF-based buffer allocation technique (described in Chapter
4).

The rest of the chapter is organized as follows. We show the advantages of modeling
a real-time streaming application in MCDF over SRDF in terms of buffer allocation
in Section 5.1. Our MCDF-based buffer allocation techniques are described in Section
5.2 and 5.3. In Section 5.4, we show that our technique provides up to 15% reduction
in memory consumption compared to the existing SRDF-based technique for LTE
and LTE-Advanced receivers. Related work is described in Section 5.5. The summary
is provided in Section 5.6.

5.1 Motivation: MCDF Vs. SRDF

In this section, we show the advantages of the MCDF-based buffer allocation
compared to the SRDF-based buffer allocation. Let us consider an example radio
processing SRDF model shown in Figure 5.1a, where we show the control (C)
and data (D) channel processing for a single symbol. Note that DM , CE, DP are
DMOD, ChEst and DMAP actors respectively, they are described in Chapter 3.
In a typical radio application, a symbol may carry the C or D channel. SRDF cannot
model this behavior conveniently. In SRDF, we must assume the worst-case behavior
i.e. a symbol carries both the C and D channels. This leads to the overestimation of
memory resources. For instance, in an iteration, a token produced by DM will be
replicated on the (DM,CEC) and (DM,CED) buffers, resulting into larger buffer
sizes. Similarly, in an iteration, Dec will consume tokens from both DPC and DPD .
Contrarily, for the MCDF model shown in Fig 5.1b, in an iteration, only one of the
modes is active and hence DM produces a token either on the input of CEC or
CED depending on the chosen mode. Moreover, Dec will consume a token from
either DPC or DPD depending on the chosen mode. This results into smaller buffer
sizes.

(a) (b)

Figure 5.1: A typical radio application in: (a) SRDF (b) MCDF: modes C (control)
and D (data).

Moreover, if back-pressure is not supported, the best- and worst-case behaviors also
need to be modeled conservatively in SRDF. For instance, the worst-case start time
of Dec is derived by the DP between C or D channel which finishes later than
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the other. This is modeled by adding dependencies from both DPC and DPD to
Dec. Conversely, in the best-case behavior, the best-case start time of Dec is derived
by the DP between C and D channel that finishes earlier than the other. This is
modeled by setting BCETs of CE and DP of C and D channels to zero (recall from
Chapter 4, Section b)). This conservative modeling guarantees that the actual start
time of Dec will never be earlier and later than its best- and worst-case start times
respectively. However, this modeling is pessimistic since it increases the estimated
token lifetimes, with the consequence that may result into larger buffer sizes.

In MCDF, the best- and worst-case timing behavior is more accurate than the SRDF
model. In a single iteration and in the best- and worst-case behaviors, Dec will be
triggered by the earliest and the latest firing of DP respectively belonging to the
selected mode. Consequently, MCDF can model the data-dependent behavior of
a radio application more accurately and thereby can provide smaller buffer sizes
compared to SRDF.

5.2 Modeling best-case and worst-case timing behav-
ior

The minimum required buffer size for each edge in the given graph is the maximum
of the buffer sizes calculated for that edge for all possible self-timed schedules
generated using every possible combination of τ̌ ≤ τ ≤ τ̂ . Recall from Chapter
4 that this makes the algorithm based on exhaustive solution space exploration
combinatorially exponential. Therefore, we use a heuristic method, where we extract
the bounds on token lifetimes using best- and worst-case self-timed schedules and
use them to compute sufficient buffer sizes. We first construct an SRDF graph termed
as periodic mode sequence graph; it is equivalent to a repeating execution of the
MCDF graph for a given mode sequence. Using such graphs, we then construct the
SRDF equivalent graphs from the MCDF model for a given Quasi-periodic Mode
Sequence (QMS). Periodic and quasi-periodic mode sequences are described in
Chapter 2, Section 2.3. We demonstrate that two separate graphs are required to
capture best- and worst-case execution dependencies among the mode-sequences
associated with the application. Consequently, we construct the best- and worst-case
QMS graphs; we add best- and worst-case dependencies among the periodic mode
sequence graphs to obtain the best- and worst-case QMS graphs respectively. These
graphs conservatively model the timing behavior of the QMS for the application.
We then simulate these two graphs separately to obtain the earliest production and
latest consumption times of tokens using the best-case and the worst-case QMS
graphs respectively. Buffer computation algorithm uses these times to build token
lifetimes, which then are used to compute buffer sizes.
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5.2.1 Periodic mode sequence graph

For each mode in a mode sequence, the mode controller selects a (modal) subgraph
associated to that mode, of an MCDF graph, to fire. For instance, Fig 5.2b shows
a modal subgraph associated to mode 1 of the MCDF graph shown in Figure 5.2a.
Each such modal subgraph is an SRDF graph. We can express the MCDF graph
firing for a mode sequence using an SRDF graph; we extract modal subgraphs for
all modes and connect them in the sequence defined by the mode sequence such
that each inter-iteration dependency, i.e. edges with delays, from the MCDF graph
is replicated across modal graphs. We term such a graph a periodic mode sequence
graph.

Note that an SRDF graph executes in an iterative manner for an (potentially) infinite
number of iterations. Consequently, the periodic mode sequence graph Gc models
the execution of the MCDF graph G for all possible periodic mode sequences
that can be represented by c∗. For instance, Figure 5.2c shows a periodic mode
sequence graph Gc of the MCDF graph G shown in Figure 5.2a for the periodic
mode sequences that can be specified by (1 · 2 · 1)∗.

(a) (b)

(c)

Figure 5.2: (a) MCDF graph G (b) Modal subgraph for mode 1 (c) Periodic mode
sequence graph Gc that models the execution of G for (1 · 2 · 1)∗.

We first extract the modal subgraphs for modes 1 and 2 from its MCDF graph. Then
we connect them in the sequence defined by the mode sequence using the inter-
iteration dependencies from the MCDF graph. For instance, edge (S, S) in G (Figure
5.2a) is replicated as (S1, S2), (S2, S3) and (S3, S1) in its periodic mode sequence
graph Gc (Figure 5.2c). Moreover, the inter-iteration dependencies between the
modal actors of a mode are only replicated across the modal subgraphs associated
to the same mode. For instance, (B1, B3) and (B3, B1) in Gc. Note that periodic
mode sequence graph is an SRDF graph that represents a static behavior of an
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MCDF graph for the corresponding periodic mode sequence. The formal conversion
procedure of an MCDF into a periodic mode sequence graph is defined as follows:

Definition 5.1: Let Gc = (Vc, Ec, τ̌c, τ̂c, dm) be a periodic mode sequence graph of an
MCDF graph G = (V,E, τ̌ , τ̂ , d,X, atype) for a mode sequence c of length Lc. X is a
finite set of M unique mode values associated with the execution of the graph. A valuation
amode : V → X ∪ {⊥} gives the mode associated to an actor. Let L be the set of integers
from 0 to Lc − 1. Then the function F : G× c→ Gc that converts an MCDF graph G to
a periodic mode sequence graph Gc is such that Gc = F (G, c) where,

Vc ={v ∈ V, l ∈ L | amode(v) ∈ {⊥, c(l)} | vl},
Ec ={(u, v) ∈ E, l ∈ L | amode(u) ∈ {⊥, c(l)},m = id((u, v), l, Lc) | (ul, vm)},
dc ={(u, v) ∈ E, l ∈ L | amode(u) ∈ {⊥, c(l)},m = id((u, v), l, Lc) |

((ul, vm), (d(u, v) div Lc + t(l,m)))},
τ̌c ={v ∈ V, l ∈ L | amode(v) ∈ {⊥, c(l)} |(vl, τ̌(v))},
τ̂c ={v ∈ V, l ∈ L | amode(v) ∈ {⊥, c(l)} | (vl, τ̂(v))},

(5.1)

where,

id((u, v), l, Lc) =

(l + d(u, v)) mod Lc, em(u, v) = ⊥
(l + δ(l, c, d(u, v))) mod Lc, em(u, v) = c(l),

(5.2)

t(a, b) =

1, b < a

0, otherwise.
(5.3)

The execution of the MCDF graph G for a mode sequence c for Lc iterations is
equivalent to the execution of Gc for a single iteration. An iteration for Gc means a
single firing of each actor in Gc.

Let s(i, k, c, τ) and s(i, k, τ) give the self-timed schedules for an MCDF graph G and
its periodic mode sequence graph Gc respectively. By construction of Gc from G, if
s(i, k, c, τ) exists then s(il, k′, τ) also exists such that s(i, k, c, τ) = s(il, k

′, τ), where
l = k mod Lc and k′ = b kLc

c. We know that s(i, k, c, τ) exists if amode(i) = c(k

mod Lc) or amode(i) = ⊥. From Definition 5.1, we know that il exists in Vc, if
amode(i) = c(l) or amode(i) = ⊥. From the Definition 5.1, and from the self-timed
schedule valuations of SRDF and MCDF shown in (recall from Chapter 2) Equation
2.9 and Equation 2.2 respectively, we know that the kth firing of i in G is equivalent
to the k′th firing of the lth copy of i in Gc. Hence, s(i, k, c, τ) = s(il, k

′, τ).

The dominant periodic source provides a sufficient condition to have bounded
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buffers for an SRDF graph running on a hardware platform without back-pressure,
recall from Chapter 4. We cannot apply this condition on the MCDF graph directly
since the timing behavior of the graph execution is derived using the associated
mode sequences. Therefore, we have to consider the given MCDF graph and the
associated mode sequences. The periodic mode sequence graph Gc is an SRDF graph
that models the execution of the given MCDF graph G for the given mode sequence
c. Therefore, the existence of the dominant periodic source for such an SRDF graph
provides the sufficient condition to have bounded buffers for the MCDF graph
which has only that mode sequence c associated with it. For instance, in the periodic
mode sequence graph shown in Figure 5.2c, S1, S2 and S3 constitute a dominant
periodic source. This is equivalent to the dominant periodic source for SRDF graphs
as shown in Chapter 4. However, in practice, an MCDF graph has multiple mode
sequences associated with it. Therefore, the dominant periodic source must exist
for the periodic mode sequence graphs of all these mode sequences to guarantee
bounded buffers for any valid self-timed execution of the MCDF graph. Moreover,
the MCR (recall from Chapter 2) of these graphs must be the same since 1) we
consider the mode sequences having equal length, and 2) the actors that participate
in the dominant periodic source of all these periodic mode sequence graphs have
the same execution times.

5.2.2 Quasi-periodic mode sequence graph

Let C = {c1, c2, . . . , cq} be the set of the mode sequences associated to an MCDF
graph G. All the mode sequences in C have equal length Lc. For every mode
sequence cp ∈ C, we can convert G into the periodic mode sequence graph Gcp ;
this graph models the execution of G for c∗p. Let us consider the execution of the
MCDF graph G using its periodic mode sequence graphs. Let us assume that the cp
(i.e. a single iteration of Gcp ) is chosen to fire for the current iteration k. If there is an
edge (i, j) with d(i, j) > 0 in Gcp then actor i in Gcp will impose a data dependency
on actor j of Gcq when cq ∈ C is chosen in the (k + d(i, j))th iteration. These
inter-iteration (edges with delays) dependencies between periodic mode sequence
graphs arise from dynamic behavior and will influence subsequent firings of some
actors in future iterations. Consequently, the inter-iteration dependencies influence
the earliest production and the latest consumption times of tokens across mode
sequences. Therefore, we have to consider the inter-iteration dependencies between
all periodic mode sequence graphs to capture the best- and the worst-case behavior.

Let us assume the graph G shown in Figure 5.3 with c1 = (1 · 2 · 1) and c2 =

(1 · 1 · 2). We capture the execution behavior of the MCDF graph for R = (c1|c2)∗

conservatively, by allowing the selection of both c1 and c2 simultaneously [59],
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as shown in Figure 5.3. Note that R contains all possible quasi-periodic mode
sequences that consists of zero or more occurrences of c1 and c2. Each iteration for a
mode sequence c in Figure 5.3 corresponds to the iteration of its equivalent SRDF
graph Gc.

Figure 5.3: Inter-iteration dependencies among the mode sequences.

a) Worst-case behavior

The solid red edges between Z3 and Z1, shown in Figure 5.3, depict the dependencies
from the last mode to the first mode of the same mode sequence; for instance the
edge (Z3, Z1) in Figure 5.2c. In the worst-case behavior, the firing of Z1 of c1 in the
2nd iteration depends on the firing of Z3 in the 1st iteration of the mode sequence
between c1 and c2 which finishes later than the other. Therefore, to satisfy the
worst-case behavior, we add the dashed red edges, shown in Figure 5.3, from Z3 of
c1/c2 in the 1st iteration to Z1 of c2/c1 in the 2nd iteration.

Figure 5.4: The worst-case QMS graph (Ĝm) of the MCDF graph shown in Figure
5.2a for the mode sequences c1 and c2.
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Consequently, to capture the worst-case behavior of a generic MCDF graph execution,
we have to take into account the dependencies between all possible mode sequences.
As a result, we create a new graph called the worst-case QMS graph denoted by
Ĝm, shown in Fig 5.4. Note that the kleene star over a choice of mode sequences
is also a super-set of multiple periodic mode sequences (recall from Chapter 2,
Section 2.3). Consequently, we use the periodic mode sequence graphs Gc1 and
Gc2 of the mode sequences c1 and c2 to construct the worst-case QMS graph Ĝm.
We merge graphs Gc1 and Gc2 by adding dependencies (dashed edges) between
them to obtain Ĝm. For instance, for each inter-iteration edge in Gc1 (or Gc2 ), an
equivalent edge, i.e. having the same number of delays, is added from the source
of the original edge in Gc1 (or Gc2 ) to the sink of the original edge in Gc2 (or Gc1 ).
Recall Section 2.3, this guarantees that all possible non-deterministic executional
dependencies between the mode sequences are (conservatively) considered. The
formal conversion procedure of an MCDF graph into its worst-case QMS graph is
defined as follows:

Definition 5.2: Let Ĝm = (V̂m, Êm, τ̂m, d̂m) be the worst-case QMS graph of an MCDF
graph G = (V,E, τ̌ , τ̂ , d,X, atype) for a set of q mode sequences C = {c1, c2, . . . , cq},
each of length Lc. Let L be the set of integers from 0 to Lc − 1. Then the function
F : G× C → Ĝm that converts an MCDF graph G to a worst-case QMS graph Ĝm is
such that Ĝm = F (G,C) where,

V̂m = ∪
c∈C,Vc∈Gc

Vc,

Êm =
(

∪
c∈C,Ec∈Gc

Ec
)
∪
(

∪
c∈C,Ec∈Gc

Ei
)
,

τ̂m = ∪
c∈C,Vc∈Gc

τ̂c,

d̂m =
(

∪
c∈C,dc∈Gc

dc
)
∪
(

∪
c∈C,dc∈Gc

di
)
,

(5.4)

where, Ei and di are the inter-iteration dependencies between all periodic mode sequence
graphs respectively. For each edge (ul, vm) ∈ Ec with dc(ul, vm) > 0, Ei and di are
defined as follows:
Ei = {c′ ∈ C \ c |v′m = fd(Gc′ , c

′, vm)|(ul, v′m)},
di = {c′ ∈ C \ c |v′m = fd(Gc′ , c

′, vm)|((ul, v′m), dc(ul, vm))},
where

fd(Gc′ , c
′, vm) =



v′m, amode(vm) = ⊥, v′m ∈ Vc′

v′m′ , amode(vm) 6= ⊥,m′ ∈ L, amode(vm) = c′(m′), v′m′ ∈ Vc′ ,
m′ ≥ 1, 6 ∃m′′ ∈ L : m′ > m′′ ≥ 1, amode(vm) = c′(m′′).

(5.5)
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Definition 5.2 combines the q periodic mode sequence graphs for C = {c1, c2, . . . ,
cq} to produce the worst-case QMS graph Ĝm. For each edge (ul, vm) with
dc(ul, vm) > 0 in a periodic mode sequence graph Gc (c ∈ C), we add (q − 1)

edges that connect ul of Gc to v′m of each Gc′ such that c′ ∈ C \ c. Each such edge is
configured with dc(ul, vm) delays. Function fd(Gc′ , c′, vm) shown in Equation 5.5
provides such v′m for each Gc′ . If vm is an amodal actor then it finds the mth copy
of the same actor in Gc′ . If vm is a modal actor then it finds the first available copy
of the same actor v in Gc′ . The first available copy of v appears at the m′th index in
c′ and hence we choose v′m′ . This is because, in MCDF, for modal edges i.e. (ul, vm)

with dc(ul, vm) > 0, the modal delay δ(k, (c · c′), d(ul, vm)) (recall from Chapter 2,
Equation 2.9) varies across mode sequences; this cannot be captured accurately in
the worst-case QMS graph. Therefore, we connect ul of Gc to the first available copy
of v i.e. v′m′ in Gc′ . In this case, the delay d(ul, v

′
m′) is always smaller or equal to

the actual modal delay δ(k, (c · c′), d(ul, v
′
m)). This guarantees that the firing of v′m′

in Ĝm can never be smaller than the actual firing of v′m.

Consequently, in any self-timed schedule of an MCDF graph G, the start time
of actor i ∈ G in the kth iteration can never be larger than the worst-case start
time of il ∈ Ĝm in the k′

th iteration of the worst-case self timed schedule of
Ĝm: s(i, k, c, τ) ≤ ŝ(il, k

′),∀c∈C , τ̌ � τ � τ̂ where l = k mod Lc, il ∈ Gc and
k′ = b kLc

c. s(i, k, c, τ) is a self-timed schedule of an MCDF graph G and ŝ(il, k′) is
the worst-case self-timed schedule of the worst-case QMS graph Ĝm.

b) Best-case behavior

Figure 5.5: Best-case QMS graph (Ǧm) of the MCDF graph shown in Figure 5.2a for
the mode sequences c1 and c2.
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In the best-case behavior, for the inter-iteration dependencies shown in Figure
5.3, the earliest firing of Z1 of c1 in the 2nd iteration is derived by the earliest
(i.e. having the minimum start times among the) firing of Z3 in the 1st iteration
between c1 and c2. This firing constraint is based on the min expression. Since, actor
precedence constraints in static dataflow are represented using max expression as
shown in Chapter 2, Equation 2.2, the min expression-based dependencies cannot
be represented in dataflow. Therefore, we capture this behavior by ignoring all
dependencies between periodic mode sequence graphs. This guarantees that the
consumers of these, ignored, dependencies will fire earlier than their actual earliest
firing times, which is conservative.

The graph shown in Figure 5.5 depicts the conservative best-case behavior. Recall
from Chapter 4, that every earliest or latest actor firing is constrained by its dominant
periodic source. Therefore, the dominant periodic source related dependencies, i.e.
solid and dashed black edges with delays shown in Figure 5.5, between the periodic
mode sequence graphs are preserved in the best-case behavior. We call this graph
the best-case QMS graph, denoted by Ǧm.

c) Best- and worst-case throughput convergence

Note that the throughputs of the best- and worst-case QMS graphs must be same,
and must be governed by their dominant periodic sources. This must be verified
after the constructions of these graphs. If the throughputs are not same then the
self-timed schedules of both these graphs will have different periods. In this case,
the tokens may have non-converging lifetimes. This implies: 1) the buffer sizes
may not be bounded and 2) the worst-case graph modeling is too conservative. In
this case buffer allocation cannot be performed. We consider buffer allocation for
such MCDF graphs whose best- and worst-case QMS SRDF graphs have the same
throughput.

5.3 MCDF-based buffer allocation

In this section, we describe our buffer computation technique. We use the best-
(Ǧm) and worst-case (Ĝm) QMS graphs of the MCDF graph to perform relative
lifetime analysis. Note that by construction, both the Ǧm and Ĝm graphs have
the same set of dominant periodic sources SRC, as shown in Figure 5.4 and 5.5.
Note that new cycles with one or more delays involving the source actors are
introduced in the best- and worst-case graphs. However, they do not affect the
MCR of these graphs. Moreover, we verify that both the graphs have the same
MCR: µ̂(Ĝm) = µ̌(Ǧm) = µ̂(vSRC). However, the new cycles affect the cyclicity
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of these graphs. Consequently, each periodic execution of these graphs may span
across multiple iterations. Our existing algorithm can handle this situation since we
simulate each of these graphs till the end of the second periodic execution. Since,
both the graphs have the same MCR: µ̂(Ĝm) = µ̌(Ǧm) = µ̂(vSRC), the self-timed
schedules of both the (non-strongly connected) Ǧm and Ĝm graphs, after a finite
number of iterations, will enter into periodic regimes with the same period assuming
constant actor execution times, BCET for Ǧm and WCET for Ĝm, across iterations.
Moreover, the maximum lifetime of a token is finite and bounded by its production
time in the best-case self-timed schedule of Ǧm and its consumption time in the
worst-case self-timed schedule of Ĝm. Therefore, the maximum number of live
tokens i.e the buffer sizes are also bounded.

5.3.1 Periodic mode sequence based lifetime analysis

The best- and worst-case QMS graphs mimic the behavior where all the mode
sequences are running in parallel, the actor firings for all mode sequences are
included in each iteration of these graphs. However, for any iteration, only one of
the mode sequences will be chosen by the MC for the MCDF graph execution in
practice. Therefore, while performing lifetime analysis-based buffer computation,
every mode sequence is considered separately in each iteration.

(a) (b)

Figure 5.6: Lifetime analysis: (a) Case 1: c1 followed by c1 (b) Case 2: c1 followed by
c2.

Let us assume an MCDF graph G with two mode sequences c1 and c2, and consider
the first two iterations. For the two iterations, four different sequences of the mode
sequences are possible, since c1 or c2 can be selected for the first and second iteration.
Let us consider the two cases as shown in Figure 4.7a: case 1) c1 is selected in both
the iterations; case 2) c1 and c2 are selected in the first and the second iteration
respectively. Let us assume the case 1 shown in Figure 5.6a. Each horizontal black
line corresponds to the lifetime of a token on some edge (i, j). We can see that there
are at most 4 tokens alive at any time for this case. However, if we see case 2, shown
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in Figure 5.6b, then the maximum number of live tokens are 6. In order to guarantee
case 1 and 2, we have to choose the buffer size for (i, j) as 6 tokens. As a result,
in general, we have to consider all possible sequence combinations of the mode
sequences for all iterations to compute buffer sizes. Algorithm 5.1 describes our
buffer computation algorithm. It shows the process of computing the buffer sizes
when we have an MCDF graph G with a set C of an arbitrary number of mode
sequences.

Input : MCDF graph G, set C of mode sequences, unrolled QMS graphs Ǧu
and Ĝu, and the best-case self-timed schedule š of Ǧu and worst-case
self-timed schedule ŝ of Ĝu

Output : Total buffer size B for G

begin
for each (i, j) ∈ E do

E(i,j) = extract_copies_of ((i, j), Ên);
E(i,j) = sort_increasing_production_time (E(i,j), š, ŝ);
for each (i′, j′) ∈ E(i,j) do

for each k ∈ {1, 2, . . . , u} do
for each c ∈ C do

bkc(i′, j′) = max_live_tokens((i′, j′), E(i,j), k, c, š, ŝ);
end
bk(i′, j′) = max

c∈C

(
bkc(i′, j′)

)
;

end

b(i′, j′) =
u∑
k=1

bk(i′, j′);

end
b(i, j) = max

(i′,j′)∈E(i,j)

(
b(i′, j′)

)
;

end
B = z(i, j)×

∑
(i,j)∈E

b(i, j);

end
Algorithm 5.1: Buffer size computation algorithm for an MCDF graph G.

We use two graphs i.e. Ǧm and Ĝm to perform lifetime analysis. Note that each
iteration of Ǧm and Ĝm models a case where all the periodic mode sequence graphs
are selected simultaneously. Moreover, these graphs also model the best- and worst-
case dependencies between all possible mode sequences. The Ǧm and Ĝm graphs
(recall from Section 5.3) share the same dominant periodic source and hence have
the same period. Therefore, recall from Chapter 2, Equation 2.7 and Chapter 4, we
only need to consider the iterations till the end of the second periodic execution.
We simulate the Ǧm and Ĝm with the best- and worst-case self-timed schedules
respectively, and count all the iterations ň and n̂ from the start of simulation
till the last iteration that is running in parallel with the second periodic regime.
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Consequently, n = max(ň, n̂) iterations need to be analyzed to compute sufficient
buffer sizes. The Ǧm and Ĝm are unrolled for n iterations, the unrolled graphs
are denoted as Ǧu and Ĝu respectively. These graphs model all possible execution
sequences of mode sequences for n iterations. Now, the buffer size for each edge
can be computed by performing a lifetime analysis.

Our buffer allocation algorithm is implemented in Heracles [5]. For every edge
(i, j) in the MCDF graph G, its copies are extracted from Ĝu, and the copies are
sorted in the increasing order of their production times. The production times of
these edges are extracted from the best-case self-timed schedule of Ǧu. Here, each
copy corresponds to a token. Function max_live _tokens computes the maximum
number of tokens whose lifetimes overlap with edge (i′, j′) for the given mode
sequence c and the iteration k. The maximum number of tokens alive for edge (i, j)

are computed by considering all possible sequences of the mode sequences for n
iterations as shown in Algorithm 5.1.

5.3.2 Relative lifetime analysis

We use dominator analysis (recall from Chapter 4, Section 4.4.3) to perform relative
lifetime analysis [23]. We say that A dominates B (A dom B) if every path from
source S to B always goes through A. We use two graphs to perform lifetime
analysis. Recall Section 5.2.2, Ǧu, in contrast with Ĝu, does not have inter-iteration
edges, which may yield different dominators for the same actor. Hence, the definition
of dominators is adapted as follows: A dominates B if every path from source S to
B always goes through A in both Ǧu and Ĝu graphs. The definition for the closest
common dominator is same as described in Chapter 4, Section 4.4.3.

The maximum number of tokens whose lifetimes overlap with edge (i′, j′) for the
given mode sequence c and the iteration k are computed by function max_live
_tokens; This function is extended with the use of relative lifetime analysis, it is
described in Algorithm 5.2. Functions f̂ and f̂rlv give the worst-case and relative
worst-case finish times of an actor (recall from Chapter 4). For any two edges (tokens)
(i′, j′) and (i

′′
, j

′′
), their lifetimes do not overlap if j′ finishes before i

′′
starts, or

j
′′

finishes before i′ starts. Let us consider the first case and let cd be a ccdom of j′

and i
′′

, we compute the relative best-case start time (earliest production) of i
′′

and
worst-case finish time (latest consumption) of j′ with respect to cd. If the relative
best-case start time of i

′′
occurs after the relative worst-case finish time of j′, then

the lifetimes of tokens produced by i′ and i
′′

do not overlap, and hence they can
share the same memory space.
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Input : (i′, j′), E(i,j), k, c, š, ŝ
Output : Buffer size B for (i′, j′) in the kth iteration for mode sequence c

begin
E(i,j)kc

= extract_copies_of_(i, j) (E(i,j), k, c);
E(i,j)kc

= extract_copies_produced_after_(i′, j′) E(i,j)kc
;

B = 0;
for each (i

′′
, j

′′
) ∈ E(i,j)kc

do
(dom, j′, i

′′
) ∈ ccdom;

šrlv(i
′′
) = š(i

′′
)− š(dom);

f̂rlv(j
′) = f̂(j′)− ŝ(dom);

if šrlv(i
′′
) < f̂rlv(j

′) then
B = B + 1;

end
end
B;

end
Algorithm 5.2: Function max_live_tokens in Algorithm 5.1.

5.3.3 Lifetime analysis for special actors

We perform the lifetime analysis for special actors such as switch, select, tunnels and
accumulators differently than the single-rate actors. It is described in this section.

a) Switch and select

Recall from Chapter 2, in a given iteration, a switch forwards a token from its
amodal input to its modal output that corresponds to the chosen mode in this
iteration. Similarly, a select forwards a token from its modal input to its amodal
output. The modal input is selected depending on the chosen mode in the current
iteration. Consequently, the input and output buffers of switch and select actors
respectively models the same memory space.

Let us consider the switch actor present in the MCDF graph G example shown in
Figure 5.2a. For each mode sequence c of G, the equivalent Gc will contain Lc copies
of this switch, where Lc is the length of c. For each copy l of the switch in Gc, its
output will be connected to its output modal actor whose mode matches with c(l).
Consequently, the lifetime of a token produced by the input actor of the lth copy of
the switch starts when the input actor fires, and its lifetime ends when the modal
actor of the mode c(l) that is connected to the output of the switch finishes its firing.
Similarly, the lifetime of a token that is passed by a select starts when the input actor
of the select fires and ends when the output actor of the select finishes its firing.
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b) Tunnel

A tunnel passes tokens from its input actor of one mode to its output actor of
another mode. Therefore, data input and output buffers for tunnels also model
the same memory space. The lifetime of such a token starts when it is produced
by its producer i.e. input actor of the tunnel and ends when it is consumed by its
consumer i.e. output actor of the tunnel. In this way, we compute lifetimes of tokens
for each tunnel in Ĝu.

c) Accumulator

An accumulator accumulates tokens from its input modes and passes it to the output
mode as a single token. We compute lifetime for each token that is received by the
accumulator separately. The lifetime of such a token starts when it is produced by
its producer i.e. an input actor of the accumulator, and its lifetime ends when it
is consumed by its consumer i.e. the output actor of the accumulator. In this case,
since all the tokens that are stored inside the accumulator (as a single tokens) are
consumed by its consumer, the lifetime of all these tokens ends at the same time,
and hence all these tokens have overlapping lifetimes.

5.3.4 Time complexity

Let us consider an MCDF graph G having V actors and q mode sequences of equal
length Lc. For simplicity, let us assume that there are Vm actors, including the
amodal and modal actors, that are associated with each mode m. Note that the
amodal actors are common among all modes. Then, every periodic mode sequence
graph Gc will have approximately (Vnc =

∑Lc−1
l=0 Vc(l)) actors; Vc(l) gives the total

number of actors that are associated with the mode given by c(l) i.e. the mode
present at the lth index in c. A QMS graph contains all the periodic mode sequence
graphs. Therefore, a QMS graph Gm will have (

∑q−1
c=0 Vnc) actors, nc ∈ C. We

have best- and worst-case QMS graphs. Each such graph is unrolled n times where
n = max(ň, n̂) (recall from Section 5.3.2). Therefore, each unrolled QMS graph Gu
will have (((

∑q−1
c=0 Vnc) · q) · n) actors. We use the best- (Ǧu) and worst-case (Ĝu)

unrolled QMS graphs of an MCDF graph G to perform buffer allocation.

Our algorithms for relative lifetime analysis use all pair longest path and dominator
analysis techniques. In general, they have a time complexity of O(n3) for a graph
having n actors [51]. Therefore, as explained previously, for an MCDF graph G

having V actors and q mode sequences, our buffer allocation algorithm have a time
complexity of O((((Vm · Lc) · q) · n)3). The complexity infers that the running time
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of our algorithm increases significantly with the length and the number of mode
sequences.

Moreover, the lengths (in terms of graph iterations) of the transient phases present
in the self-timed simulations of the QMS graphs influence the running time of
our algorithm. This can easily inferred from the complexity of our algorithm. In
general, there is no upper bound to the length of the transient phase. Therefore, the
time complexity of our buffer allocation algorithm is unbounded in general. For
our benchmark set, however, that includes LTE and LTE-Advanced receivers, the
number of iterations in transient phases range from 3 to 5 iterations.

The time complexity of our MCDF buffer allocation technique is significantly larger
than the SRDF buffer allocation technique for relative lifetime analysis. This is
mainly due to the fact that we consider QMS graphs to perform lifetime analysis for
MCDF buffer allocation. For instance, if an MCDF graph G of an application has
q mode sequences then its best- and worst-case QMS graphs will have at least q
times more actors than the SRDF graph that models the same application. Note that
we assume that the MCDF and SRDF graphs model the application with the same
granularity, this means that the actors present in the SRDF and MCDF graphs of the
application model the same functionality.

5.4 Experiments & results

In this section, we benchmark our technique using LTE and LTE-Advanced receivers
[8]. We compare the buffer sizes obtained using SRDF-based buffer allocation
technique described in Chapter 4 with our MCDF-based technique.

5.4.1 LTE receiver

The SRDF model of an LTE receiver is presented in Chapter 3, in Figure 3.8. The
MCDF model of an LTE receiver is presented in Chapter 3, Fig 3.12. These models
are scheduled on our modem platform [16]. We compare the buffer sizes for the LTE
receiver using four techniques:

• the manual technique where the buffer sizes are obtained by product engineers
using simulation-based calculation,

• the SRDF-based buffer allocation with relative lifetime analysis,

• the SRDF-based buffer allocation with tighter relative lifetime analysis,

• the MCDF-based buffer allocation with relative lifetime analysis.
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Technique Buffer Sizes (KBytes) Savings (%)

Manual 575 -

SRDF with relative 489 15

lifetime analysis

SRDF with tighter relative 437 24

lifetime analysis

MCDF with relative 433 25

lifetime analysis

Table 5.1: Combined buffer sizes for our LTE receiver.

In SRDF-based buffer allocation, the tighter relative lifetime analysis is performed
on the graph that includes initialization behavior and token reuse modeling. As
shown in Table 5.1, the MCDF-based buffer allocation technique offers 11% smaller
memory consumption compared to the SRDF-based technique with relative lifetime
analysis. This is because of the more accurate modeling of the sub-frame processing
of an LTE receiver (as described in Chapter 3). For instance, SRDF models the
varying sub-frame formats conservatively where every sub-frame has 3 control and
13 data channel symbols. Consequently, the SRDF-based buffer allocation technique
allocates buffer sizes for additional and extraneous 2 symbols that resulted from
the conservative modeling. Moreover, in SRDF, the processing of 2 extraneous
symbols also adds spurious firings of MIMO and DMAP actors that delays the
subsequent firings of these actors. Contrarily, in MCDF, the varying sub-frame
formats are modeled more accurately which results into a model that does not have
the processing of 2 extraneous symbols. Therefore, MCDF-based modeling offers
more accurate start and finish times of these actors i.e. more accurate and shorter
lifetimes of tokens produced and consumed by the firings of these actors. Since
the token sizes of the edges that start from or end at MIMO and DMAP actors
are relatively big as shown in Chapter 4, Table 4.3, this results into a significant
reduction in buffer sizes for MCDF models.

The MCDF-based buffer allocation with relative lifetime analysis offers 1% reduction
in the buffer sizes compared to the SRDF-based buffer allocation that considers the
tighter relative lifetime analysis. In SRDF-based buffer allocation, recall from Chapter
4, the application of the tighter relative lifetime analysis with the initialization
behavior and token reuse results in significant reduction in buffer sizes compared to
the relative lifetime analysis. This reduces significantly the difference between the
buffer sizes obtained by the SRDF- and MCDF-based buffer allocation.
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5.4.2 LTE-Advanced receiver

LTE-Advanced marks the next major step towards the evolution of LTE. The
main focus of LTE-Advanced is to provide higher capacity, and higher uplink
and downlink data transfer rates. In LTE-Advanced, we consider two major features
from document release 10 and 11: 1) carrier aggregation and 2) Enhanced Physical
Downlink Control Channel (EPDCCH). We consider the symbol- and carrier-based
scheduling policies, described in Chapter 3, to schedule our LTE-Advanced receiver
on our modem platform. In symbol-based scheduling, within a sub-frame, the 1st

symbol of the 1st carrier is processed then the 1st symbol of the 2nd carrier is
processed and so on till the 5th carrier, then the 2nd symbol of the 1st carrier is
processed, and so on. In carrier-based scheduling, for each sub-frame, all 14 symbols
(i.e. inner-loop) of the 1st carrier (i.e. outer-loop) are processed then the 14 symbols
of the 2nd carrier are processed, and so on.

The SRDF and MCDF models of our LTE-Advanced receiver are described in Chapter
3. The buffer sizes for LTE-Advanced receivers that includes carrier aggregation and
EPDCCH processing are computed using the SRDF- and MCDF-based techniques.
Note that we have implemented only relative lifetime analysis technique for MCDF-
based buffer allocation. Therefore, we compare the MCDF-based buffer allocation
with the SRDF-based buffer allocation that considers 1) relative lifetime analysis and
2) tighter relative lifetime analysis.

a) Buffer allocation with relative lifetime analysis

In SRDF-based buffer allocation, the relative lifetime analysis is performed on the
graph that includes initialization behavior and token reuse modeling. The buffer
sizes obtained by applying the MCDF- and SRDF-based buffer allocation techniques,
that consider relative lifetime analysis, on our LTE-Advanced receiver models are
shown in Figure 5.7. The MCDF-based technique achieves up to 15.3% reduction in
memory consumption compared to the SRDF-based technique. The buffer sizes for
our LTE-Advanced receiver are significantly larger compared to our LTE receiver.
This is because 1) we add more actors and edges to model EPDCCH channel
processing, and 2) we add more carriers to model carrier aggregation. In both
the scheduling policies, the majority of the reduction in buffer sizes occur on the
(DMOD,DMAP ) and (MIMO,DMAP ) edges. This is because, in MCDF, the
reuse of the demodulated tokens by DMAP actors is modeled more accurately,
similar to the example described in Section 5.1.

In symbol-based scheduling policy, a symbol is processed as soon as possible after
its arrival. Consequently, the DDEC of each carrier is fired when the firing of the
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(a) (b)

Figure 5.7: Buffer sizes using relative lifetime analysis for our LTE-Advanced
receiver: SRDF Vs. MCDF, a) symbol-based scheduling, and b) carrier-based
scheduling.

DDEC of the previous carrier is finished since all the dependencies from SRC

actors are satisfied. However, since SRDF cannot model the varying sub-frame
formats accurately, DMAP fires 16 times instead of 14 times for each DDEC actor
to fire. Moreover, the number of DMAP actors increase with the increase in the
number of carriers. Note that DMAP actors follow static-order and quasi-static-
order scheduling in SRDF and MCDF models respectively. This increases lifetimes
of the tokens that are produced by some of the DMAP actors. Note that due to the
more accurate modeling of varying sub-frame formats in MCDF, there are fewer
DMAP actors in the MCDF models compared to the SRDF models. This results in
tighter lifetimes for tokens produced by DMAP in the MCDF models. Therefore, as
we increase the number of carriers, the increase in lifetimes of the tokens produced by
DMAP results in increased buffer sizes in SRDF-based buffer allocation compared
to MCDF-based buffer allocation. For our LTE-Advanced receiver that follows the
symbol-based scheduling, the MCDF-based buffer allocation offers up to 12.6%
reduction in the buffer sizes compared to the SRDF-based buffer allocation.

In carrier-based scheduling policy, a carrier is processed as soon as the previous
carrier is processed. Consequently, DMAP actors of each carrier are fired when
the firings of the DMAP actors of the previous carrier are finished. However, the
firings of DMOD follow the symbol-based scheduling, recall from Chapter 3. This
results in a large token pile up at the output of DMOD in carrier-based scheduling.
Moreover, as we increase the number of carriers the token pileup at the output
of DMOD increases in a non-linear fashion. Since MCDF-based modeling does
not incur extraneous firings of DMAP actors, this reduces the token pileup at
the output of DMOD considerably. Therefore, for the LTE-Advanced receiver that
follows the carrier-based scheduling, the MCDF-based buffer allocation offers up to
15.3% reduction in the buffer sizes compared to the SRDF-based buffer allocation.
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b) Buffer allocation with tighter relative lifetime analysis

In this experiment, in SRDF-based buffer allocation, the tighter relative lifetime
analysis technique is applied on the graph that includes initialization behavior
and token reuse modeling. Recall from Chapter 4, Section 4.4 that the tighter
lifetime analysis includes the recursive dominator computation and the common
predecessor analysis techniques. We compare the MCDF-based buffer allocation
technique that considers the relative lifetime analysis technique with the SRDF-
based buffer allocation technique that considers the tighter relative lifetime analysis
technique in terms of buffer sizes. The buffer size comparison for our LTE-Advanced
receivers is shown in Figure 5.8.

(a) (b)

Figure 5.8: Buffer sizes for our LTE-Advanced receiver: SRDF with tighter relative
lifetime analysis Vs. MCDF with relative lifetime analysis, a) symbol-based
scheduling, and b) carrier-based scheduling.

In symbol-based scheduling policy, symbols are processed as soon as they arrive.
This implies that there are fewer dependencies in the symbol-based policy modeling
graph that are non-critical (recall from Chapter 4, Section 4.4). This makes recursive
dominator computation and thereby the common predecessor-based lifetime analysis
less effective for the symbol-based scheduling policy. Therefore, the MCDF-based
buffer allocation that considers the relative lifetime analysis technique offers up to 11
% smaller buffer sizes compared to the SRDF-based buffer allocation that considers
the tighter relative lifetime analysis technique for our LTE-Advanced receiver that
follows symbol-based scheduling policy.

Contrarily, in carrier-based scheduling policy, the SRDF-based buffer allocation
that considers the tighter relative lifetime analysis technique offers up to 36.4%
smaller buffer sizes compared to the MCDF-based buffer allocation that considers
the relative lifetime analysis technique. This is because, as described in Chapter 4,
Section 4.6, in carrier-based policy, the symbols of one carrier are processed after
another. This creates a longer distance between the arrival and processing of a
symbol, which enables the detection of more non-critical edges. Therefore, the SRDF-
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based buffer allocation with the tighter relative lifetime analysis is more effective on
the carrier-based scheduling policy which results in the significant reduction in the
buffer sizes.

This experiment offers an interesting insight for our LTE-Advanced receiver: the
MCDF-based buffer allocation that uses the relative lifetime analysis technique
offers smaller buffer sizes for the symbol-based scheduling policy, whereas the
SRDF-based buffer allocation that uses the tighter relative lifetime analysis offers
smaller buffer sizes for the carrier-based scheduling policy. This contributes to the
interesting trade-off (recall from Chapter 3) among the maximum latencies and
buffer sizes for different scheduling policies for our LTE-Advanced receiver.

5.5 Related work

We split our discussion of the related work in two main topics: buffer allocation for
static and dynamic dataflow based systems, and for systems with and without back-
pressure. There are several buffer allocation solutions [21], [20], [49] proposed based
on static dataflow. Moreover, approaches presented in [60], [27], [61] describe buffer
allocation based on restricted form of dynamic dataflow. However, these buffer
allocation techniques cannot handle systems that do not support back-pressure.

In contrast to the technique shown in Chapter 4, we perform buffer allocation for
applications modeled as MCDF graphs scheduled on systems without back-pressure.
This results in a significant reduction in buffer sizes compared to the SRDF-based
buffer allocation with relative lifetime analysis. However, the SRDF-based buffer
allocation with tighter relative lifetime analysis offers significantly smaller buffer
sizes, which reduces the difference in the buffer sizes significantly with respect
to the MCDF-based buffer allocation. Moreover, the SRDF-based buffer allocation
technique offers smaller buffer sizes for carrier-based scheduling policy compared
to the MCDF-based buffer allocation technique.

Other temporal analysis tools such as SymTA/S [56] and RTC [57] support an
execution model without back-pressure and also perform buffer sizing. However,
SymTA/S can only handle specific cases of cyclic dependencies; we support all
cyclic dependencies that do not violate our definition of dominant periodic source.

5.6 Summary

In this chapter, we provided a buffer allocation solution for applications modeled
as Mode-controlled Dataflow (MCDF) graphs running on hardware without back-
pressure. We considered MCDF graphs with the mode sequences of equal length. We
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constructed a periodic mode sequence Single-rate Dataflow (SRDF) graph Gc that
is equivalent to the MCDF graph G for the mode sequence c. We then constructed
Quasi-periodic Mode Sequence (QMS) SRDF graphs that conservatively model all
possible transitions of the MCDF graph execution among given mode sequences.
QMS allows conservative modeling of the dynamic behavior present in practically
relevant applications. We capture the best- and worst-case timing behavior of an
MCDF graph using two QMS graphs that provide more accurate estimation of
token lifetimes. We extend the relative lifetime analysis techniques for our MCDF-
based buffer allocation. For our LTE and LTE-Advanced receivers, our MCDF-based
buffer allocation technique offers up to 15.3% reduction in the memory expenditure
compared to the SRDF-based buffer allocation technique that uses the relative
lifetime analysis technique. Moreover, for our LTE-Advanced receiver use-case, the
MCDF-based buffer allocation with the relative lifetime analysis technique offers
smaller buffer sizes for symbol-based scheduling policy and larger buffer sizes for
carrier-based scheduling policy compared to our SRDF-based buffer allocation with
the tighter relative lifetime analysis technique.
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CHAPTER 6

CONCLUSIONS AND

FUTURE WORK

The telecommunications industry has seen a phenomenal growth in the last decade.
The performance of today’s hand-held embedded systems such as smartphones
has grown tremendously. This has led to the development and adoption of new
radio telecommunications standards such as 4G LTE and LTE-Advanced. These
standards support much higher data rates compared to the previous standards.
The processing workload imposed by such standards on underlying modems in
smartphones has increased tremendously since the past decade. These standards
are real-time streaming applications which run continuously processing infinite
streams of input data and have strict timing requirements to follow. Moreover,
smartphones are hand-held devices with a competing battery life. In order to meet
the workload requirements and battery life, such applications are often mapped onto
a heterogeneous multi-processor platform. Meanwhile, resources such as on-chip
memory on such a platform are severely constrained to enable low-cost high-volume
markets. This poses a set of challenges: smartphones should be able to support these
standards i.e. real-time streaming applications such that they 1) can run continuously
processing infinite streams of data, 2) conform to real-time requirements, and 3)
occupy a finite and minimal amount of memory space on an on-chip memory.

There are several models of computation that can be used to capture and ana-
lyze the timing behavior of such applications when running on a heterogeneous
multi-processor platform. Dataflow model of computation fits well with real-time
streaming radio applications. Several static variants of dataflow can model the timing
behavior of an application which can be used to solve the mentioned challenges.
In this thesis, we used Single-rate Dataflow (SRDF) and Mode-controlled Dataflow
(MCDF) to model and analyze real-time streaming radio applications. SRDF is a
static dataflow that can capture the data-independent dependencies in an application
and allows rigorous timing analysis. MCDF can additionally capture data-dependent
and dynamic behavior of applications while allowing timing analysis. We use 4G-
LTE and LTE-Advanced receivers as our main use-case. In this thesis we focused
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on modeling and buffer analysis of such real-time streaming radio applications
scheduled on heterogeneous multi-processor modem platforms.

In Chapter 3, we described SRDF- and MCDF-based modeling and analysis of
4G-LTE and LTE-Advanced receivers. We investigated the challenges involved
in modeling dynamic features of these receivers. We devised SRDF- and MCDF-
modeling techniques to solve these challenges incrementally. Modeling the features
of LTE-Advanced were more challenging. Carrier aggregation feature in LTE-
Advanced allows an additional degree of freedom in scheduling symbol processing
on our hardware platform. We considered symbol-, carrier-, and channel-based
scheduling among carriers of our LTE-Advanced receiver. The modeling overview
is shown in Table 6.1. The symbol Xindicates that the corresponding feature has
been addressed in this thesis. The channel-based scheduling is considered only for
SRDF-based modeling. The complexity of SRDF and MCDF graphs that modeled
these scheduling strategies increased rapidly with the increase in the number of
LTE carriers. We also devised latency analysis techniques for SRDF and MCDF
graphs. We demonstrated that MCDF-based modeling offers tighter latency analysis
compared to SRDF. The ability to model and analyze these scheduling policies
demonstrate the feasibility and practical importance of our analysis tools.

LTE-Advanced receiver modeling:

scheduling policies

Symbol Carrier Channel

SRDF X X X

MCDF X X -

Table 6.1: Overview of the LTE-Advanced receiver modeling.

We described buffer allocation for real-time streaming radio applications modeled as
SRDF graphs running on a hardware platform without back-pressure in Chapter 4.
We devised these techniques for our target modem platform that does not support
back-pressure for some of its processing elements. We demonstrated that when an
underlying platform does not support back-pressure, we have to consider the best-
case timing behavior of applications to compute correct buffer sizes. We deduced
a sufficient condition for applications to have a finite buffer sizes. We developed
lifetime analysis-based techniques to compute buffer sizes. We developed absolute
lifetime analysis where the lifetime of a token and thereby the lifetime overlap
between a token pair is computed with respect to the source of the application
graph. Moreover, we developed dominator-based relative lifetime analysis that
computes the lifetime overlap between a token pair with respect to its relative
source which is given by the closest common dominator of the token pair. This
provided smaller lifetimes and further reduction in the likelihood of the lifetime
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overlap between tokens compared to absolute lifetime analysis. Moreover, we
developed a common predecessor-based relative lifetime analysis which locates
a relative source for a token pair that is much closer to the pair compared to the
relative source detection based on dominator-based relative lifetime analysis. This
further reduced the likelihood of the lifetime overlap between tokens which resulted
in significant reduction in buffer sizes. We computed buffer sizes for the three
scheduling policies of LTE-Advanced receivers using our closest common dominator
and common predecessor-based lifetime analysis techniques. The key insight in this
experiment is that the closest common dominator-based lifetime analysis infers the
symbol-based scheduling policy to be superior in terms of buffer sizes, while the
common predecessor-based lifetime analysis infers the carrier-based scheduling to
be superior among all scheduling policies. This changes the trade-off among the
three scheduling policies for buffer sizes.

We also developed buffer allocation techniques for real-time streaming radio
applications modeled as MCDF graphs running on a hardware without back-
pressure, it is described in chapter 5. We converted the given MCDF graph into an
SRDF graph for each mode sequence (termed as a periodic mode sequence graph)
which captures the timing behavior of the MCDF graph for the mode sequence. This
enabled us to extend the SRDF-based buffer allocation techniques for MCDF. We
developed dominator-based relative lifetime analysis technique. The overview of
our buffer allocation techniques is depicted in Table 6.2. One of the key insights in
the comparison between the SRDF- and MCDF-based buffer allocation techniques
for our LTE-Advanced receiver is that the MCDF-based buffer allocation technique
offers smaller buffer sizes for symbol-based scheduling policy, whereas the SRDF-
based buffer allocation technique offers smaller buffer sizes for the carrier-based
scheduling policy.

Buffer allocation techniques

Absolute Relative Tighter relative

lifetime analysis lifetime analysis lifetime analysis

SRDF X X X

MCDF X X -

Table 6.2: Overview of the buffer allocation techniques.

The run-time complexity of our MCDF buffer allocation is higher than the SRDF
buffer allocation. This is mainly due to the fact that we apply our buffer allocation
on the merged SRDF graph which is generated by combining all the periodic mode
sequence SRDF graphs of an MCDF graph. This increases the graph complexity
significantly which results in the increase of the running time of our MCDF buffer
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allocation algorithm. The overview of running times of our buffer allocation for
different techniques are shown in Table 6.3.

Running times

Absolute Relative Tighter relative

lifetime analysis lifetime analysis lifetime analysis

SRDF minutes hours days

MCDF hours days -

Table 6.3: Running time overview of our techniques for large (approx. ≥ 1000 actors
and 1500 edges) graphs.

Tighter relative lifetime analysis is not implemented for MCDF buffer allocation.
One of the main reasons is the expected running time of our existing MCDF buffer
allocation algorithm. Moreover, it can easily be inferred from Chapter 4 that the
running time of the tighter relative lifetime analysis is significantly larger than
the relative lifetime analysis. Since MCDF buffer allocation takes days to perform
relative lifetime analysis for practically relevant graphs, it can take much longer time
to perform tighter relative lifetime analysis. This diminishes the practical usefulness
of the tighter relative lifetime analysis for MCDF buffer allocation.

We propose several future works to improve our dataflow-based modeling and buffer
allocation techniques further. The complexity of modeling the dynamically changing
dependencies in LTE-Advanced receivers has increased significantly compared to
our LTE receivers. These complexities can be reduced further by devising modeling
constructs that abstract the complexity, making the resulting model simple to
understand. For instance, we can devise an MCDF flavor that consists of a graph
hierarchy. In such an MCDF graph, an actor may model another MCDF graph. In
this case, the mode selection in the parent MCDF graph and the child MCDF graphs
must be synchronized in such a way that the graph execution is deterministic for a
given mode sequence. Such a hierarchical MCDF graph can conveniently abstract
the complexities.

We also would like to model the channel-based scheduling of our LTE-Advanced
receiver using MCDF to provide a more complete comparison between SRDF and
MCDF. One of the modeling approach to simplify the modeling for channel-based
scheduling is that we can model the entire processing of a single physical channel
using a single mode. In this case, we will require a mode sequence of 4 modes
(instead of 27 or more) to model the sub-frame processing of an LTE-Advanced
receiver.

Currently, in SRDF-based buffer allocation, we only allow the tokens of the same size
to share a given buffer. This limits the availability of the opportunities to make use of
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the relative and tighter relative lifetime analysis techniques to improve the memory
consumption. A memory allocation such as best-fit algorithm with minor updates
can be used to enable sharing among tokens. In the best-fit memory allocations, the
tokens that have no lifetime overlap and have the same or similar sizes will share
the same memory space. We expect that allowing such a general form of buffer
sharing will reduce the required buffer sizes.

The run-time complexity of our MCDF buffer allocation is significantly higher for
large MCDF graphs. The run-time can be improved by improving the proposed
technique and its implementation. In principle, the MCDF-based buffer allocation
with the tighter relative lifetime analysis technique should provide the largest
memory savings across all the scheduling policies for our LTE-Advanced receiver
compared to the SRDF-based buffer allocation; However, since the technique is not
developed for MCDF buffer allocation, we do not know the outcome. We would
like to extend the existing MCDF buffer allocation with the tighter relative lifetime
analysis technique. Moreover, its implementation shall be able to process large
MCDF graphs in a reasonable amount of time. A periodic mode sequence graph
of an MCDF graph is an SRDF graph, hence the data-dependent actors have no
meaning in such a graph. Consequently, all the data-dependent actors (switch, select,
tunnel and accumulator) can be removed from the graph. For each such actor, we
can connect the sink of the actor to its source actor, and assign the token sizes
appropriately; this can reduce significantly the complexity of the resulting graph,
which will influence the running time of our algorithm.
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Appendices

APPENDIX

In this appendix, we describe our SRDF- and MCDF-based latency analysis tech-

niques. The formal definition and properties of SRDF and MCDF that are used here

are described in Chapter 2.

A SRDF-based latency analysis

Latency is typically the total amount of time from the start to end of a stimulus [41].

We consider a self-timed schedule for SRDF graph execution. For a source i and

sink j, we measure latency as the difference between the finish and start times of

the specific firings of sink and source actors respectively as shown in Equation A.1.

L(i, k, j, l, τ) = f(j, l, τ)− s(i, k, τ), (A.1)

where L(i, k, j, l, τ) denotes the latency between i in the kth iteration and j in

the lth iteration for execution time τ . f(j, l, τ) denotes the finish time of j in the

lth iteration with execution time τ . Note that this definition is adapted from the

definition provided in [5], where the latency is computed as the difference between

the start times of two specific actor firings.

Typically, real-time streaming applications execute processing potentially infinite

sequence of input data. In such cases, we are often interested in cyclic latency

analysis. We then can define latency between the kth iteration of a source actor and

the (k + n)th iteration of a sink actor as shown in Equation A.2.

L(i, k, j, k + n, τ) = f(j, k + n, τ)− s(i, k, τ), (A.2)

where n is a fixed iteration distance.
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In practice, actors have variable execution times which result in self-timed schedules

with variable execution times which makes latency analysis challenging. The

maximum latency Lmax(i, j, n) between any iteration k of source i and the (k+n)th

iteration of sink j is given by Equation A.3.

Lmax(i, j, n) = max
k≥0

max
τ̌≤τ≤τ̂

L(i, k, j, k + n, τ)

= max
k≥0

max
τ̌≤τ≤τ̂

(f(j, k + n, τ)− s(i, k, τ)). (A.3)

The best- and worst-case self-timed schedules of an SRDF graph G provide an upper

and lower bound to any valid self-timed schedule of G as proved in Chapter 2, and

is shown as in Equation A.4.

š(i, k) ≤ s(i, k, τ) ≤ ŝ(i, k),∀i ∈ V , ∀k ∈ N0, τ̌ � τ � τ̂ . (A.4)

Consequently, by putting the upper and lower bounds from Equation A.4 in Equation

A.3, we get the latency as shown in Equation A.5.

Lmax(i, j, n) = max
k≥0

max
τ̌≤τ≤τ̂

(f(j, k + n, τ)− s(i, k, τ))

≤max
k≥0

(f̂(j, k + n)− š(i, k)). (A.5)

Self-timed scheduling with variable execution times makes latency analysis challeng-

ing. This is because a graph can have non-converging throughputs i.e. µ(G, τ̌) 6=

µ(G, τ̂). In such cases the maximum latency may not be bounded i.e. the distance

between š(i, k) and f̂(j, k + n) can be ever increasing.

We consider the latency analysis for dataflow graphs having dominant periodic

source. Dominant periodic source is defined in Chapter 4, and it is reproduced here

for reader’s convenience:

Definition A.1: We say that a graph has a dominant periodic source if:
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1) It has one or more actors with constant execution times that are connected together to

form a cycle having exactly one initial token (i.e. delay), and this is the only cycle that

has the maximum cycle ratio among all the graph cycles.

2) There must exist an actor in this cycle with a delay-less path to every other actor in the

graph.

A graph G with a dominant periodic source vsrc has µ(G, τ̌) and µ(G, τ̂) equal to

the cycle mean µ(vsrc) of the source cycle. This condition enables the graph to keep

up with the rate of the source, which is required for a realistic application. In such a

case, a graph has converging throughputs that is enforced by the dominant periodic

source (vsrc): µ(G, τ̌) = µ(G, τ̂) = µ(G, τ) = µ(vsrc), τ̌ ≤ τ ≤ τ̂ .

We consider the non-back-pressured execution of real-time streaming applications.

Let us consider a graph G that models the execution without back-pressure and has

a dominant periodic source vsrc. Any valid self-timed execution of such a graph

reaches a periodic regime, after a finite number of iterations (called transient phase)

assuming constant execution time for actors across all iterations. It is shown in

Chapter 3, and is depicted by Equation A.6.

s(i, k + 1, τ) = s(i, k, τ) + µ(G, τ), k > K(G, τ). (A.6)

K(G, τ) is the number of iterations in transient phase and can be computed by

simulation. The period of this periodic regime is µ(G, τ) which denotes the MCR of

the self-timed schedule of G with τ .

The property depicted in Equation A.6 for SRDF graphs having a dominant periodic

source vsrc implies the following

š(i, k + 1) = š(i, k) + µ(vsrc), k > Ǩ(G), (A.7)

f̂(j, k + 1) = f̂(j, k) + µ(vsrc), k > K̂(G). (A.8)
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By subtracting Equation A.7 from A.8, we get:

Lp = f̂(j, k + 1)− š(i, k + 1) = f̂(j, k)− š(i, k), k > max(Ǩ(G), K̂(G)). (A.9)

It can easily be inferred from Equation A.9 that Lp is constant for k > max(Ǩ(G),

K̂(G)). p in the subscript of Lp stands for periodic phase. Now, we can compute the

bound Lp(i, j, n) on the latency in the periodic phase as shown in Equation A.10.

Lp(i, j, n) =f̂(j, k + n)− š(i, k)

=
(
f̂(j, k)− š(i, k)

)
+ n.µ(vsrc)

=Lp + n.µ(src), k > max(Ǩ(G), K̂(G)). (A.10)

It can easily be inferred from Equation A.10 that Lp(i, j, n) is constant for k >

max(Ǩ(G), K̂(G)). This means that the maximum latency between i and j with

iteration distance n during the periodic phase of G is bounded. Moreover, we

can measure the maximum latency during the transient phase by simulating the

self-timed execution of the graph G till the execution enters into a periodic phase.

We simulate G with best- and worst-case self-timed schedule. The bound Lt(i, j, n)

on the maximum latency between i and j during the transient phase is given by

Equation A.11.

Lt(i, j, n) ≤ max
k≤max(Ǩ(G),K̂(G))

(f̂(j, k + n)− š(i, k)). (A.11)

The subscript t in Lt(i, j, n) denotes the transient phase. The bound on the maximum

latency between i and j with the iteration distance n is the maximum latency bound

across the transient and the periodic phase; it is depicted by Equation A.12.

Lmax(i, j, n) ≤ max
(
Lt(i, j, n), Lp(i, j, n)

)
. (A.12)
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From Equation A.12, it is clear that we need to simulate the graph with best- and

worst-case self-timed schedules separately to compute the latencies in transient

phases and the bound during the periodic phase. We need to simulate the graph only

till the end of the nth periodic iteration. We compute the bound on the maximum

latency between i and j with the iteration distance n

B MCDF-based latency analysis

An MCDF graph is associated with multiple mode sequences (recall from Chapter

2, Section 2.3). Similar to the MCDF-based buffer allocation described in Chapter

5, for latency analysis, we extract the best- and worst-case graphs from an MCDF

graph. These graphs capture all possible best- and worst-case dependencies across

all possible mode-sequences. We use these best- (denoted as Ǧ) and worst-case

(denoted as Ĝ) SRDF graphs to perform latency analysis. Note that we verify

dominant periodic source condition only for the best- and worst-case SRDF graphs

that are extracted from the MCDF graph. The best- and worst-case SRDF graphs

must have the same dominant periodic source vsrc such that µ(Ǧ, τ̌) = µ(Ĝ, τ̂) =

µ(vsrc), τ̌ � τ � τ̂ . Moreover, we verify that the throughputs of these graphs are

same. This is a sufficient condition to guarantee the bounded maximum latency.

The latency analysis using the Ǧ and Ĝ SRDF graphs is similar to the SRDF-based

latency analysis. We simulate the best- and worst-case graphs separately to obtain

the best-case start times and worst-case finish times of actors. There is only one

difference compared to the SRDF-based latency analysis: for given source i, sink j

and the iteration distance n, we compute the maximum latency between the copies

of i and j from all possible mode sequences. For instance, we select the earliest

š(i, k) and latest f̂(i, k + n) among all the mode sequences; the latency bound

Lmax(i, k, j, k+n) = f̂(i, k+n)− š(i, k) gives the bound on the maximum latency

between i and j in the kth iteration. The bound on the maximum latency between i

and j for the iteration distance n is given by the maximum of Lmax(i, k, j, k + n)

across transient and periodic phase.
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