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Abstract

The police in the region Brabant-Noord is interested in the number of cars needed for pa-
trolling to meet certain time requirements for high and low priority incidents. This report first
handles theory behind multi-priority multi-server queues, secondly it studies a spatial model
of the problem, then indicates how to apply the theory to the actual problem and finally gives
some practical results.



Where innovation starts

Table of contents

Title
Waiting times in multi-server priority
queues and their application to a police
service

1 Introduction 2

2 Multi-server queue with multiple priorities 4

2.1 M/M/c queue with preemptive priorities . . . . . . . . . . . . 4

2.2 M/G/c queue with preemptive priorities . . . . . . . . . . . . 7

2.3 M/G/c queue with non-preemptive priorities . . . . . . . . . 8

2.4 M/G/c queue with non-preemptive priorities and cut-off . . . 10

3 Spatial model 11

3.1 Average distance between two points on a line . . . . . . . 11

3.2 Average distance between two points on a disc . . . . . . . 12

3.3 Fitting a distribution for the distance between two points on
a disc . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

4 Results 16

4.1 Mean delays in a model with exponential service times. . . 16

4.2 Mean delays in a model with hypo-exponential service times. 17

4.3 Results of queues with cut-off . . . . . . . . . . . . . . . . . 18

4.4 Results of the spatial model . . . . . . . . . . . . . . . . . . 20

4.5 Results on data Brabant-Noord . . . . . . . . . . . . . . . . 22

5 Conclusions 25

A List of notation and abbreviations 27

B Limiting distribution of a M/M/c queue with PRE. 28



Technische Universiteit Eindhoven University of Technology

1 Introduction

The work presented in this report is motivated by a question from the police, who were inter-
ested in the number of police cars needed to cover a certain region. In this region incidents
happen with high or low priority, that require police help within a certain period of time; the
higher the priority, the shorter this period of time. In fact, the time that it takes between the
call to the emergency call center and the time the police arrives at the scene should not ex-
ceed 15 minutes for high priority incidents. The police has to meet this requirement in 95%
of the times. It is a reasonable question to ask how many cars are needed to satisfy this
demand.

There is a large amount of literature that addresses to this or similar problems. Buzen and
Bondi [5] [3], Mitrani and King [8], Tijms [10] and Taylor and Templeton [9] all describe multi-
server priority queueing theory that is related to the problem. Taylor and Templeton pre-
sented their theories in the context of an ambulance service.

The situation described can be seen as a queueing system as follows: the incidents are
the customers and the cars are the servers. By making certain assumptions on the arrival
and service time distribution of the different priority classes we can determine some of the
performance measures of the system, for example the mean waiting time for the incidents in
the different priority classes.

It follows from the literature that there are different strategies for the police to deal with the
priority classes:

1. The standard first come first serve (FCFS) method, where incidents are treated in the
order of arrival. This however is clearly unsatisfying, as this strategy does not take the
different priorities into account.

2. The non-preemptive method (NPRE), where incidents with higher priority are queued
before incidents with lower priority. Incidents with the same priority are dealt with in
order of arrival (FCFS, see 1.).

3. The preemptive method (PRE), the same as 2., however, urgent incidents have pre-
emptive priority over less urgent incidents, i.e. police cars in use can interrupt their
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service to go to a more important incident. Incidents with the same priority are treated
as in 1.

4. The non-preemptive method with cut-off (NPC), the same as 2., however, a certain
number of cars is held back for urgent incidents and these cannot be used for less
urgent incidents. This way emergencies are more likely to be treated quickly in busy
periods.

It turns out to be difficult to find expressions for the 95-percentiles of the waiting time. The
articles listed above all describe methods for the mean waiting time or mean delays and
therefore I will look at the mean delays (the waiting time caused by queueing) instead. The
main goal of this research is therefore to find the mean waiting times for the different strate-
gies and their dependence on various parameters.

Because I have little knowledge of the actual parameters for the problem, it is interesting
to know which factors have a large influence on the waiting time and which have very little
influence. In particular I am interested in the consequences of increasing the occupation rate.

Furthermore, the strategies described above will lead to different waiting times for the priority
classes. PRE will lead to a smaller delay for high priority classes, but a larger delay for low
priority classes, compared to NPRE. However, the exact differences between the methods
need to be examined.

The four priority principles differ from the police car problem in the sense that they do not
take the travel time of the police cars into account. However, it is clear that this travel time
plays an important role in the problem and it is not clear at all what kind of distribution could
be used to accurately simulate this travel time. Therefore, in Chapter 3 I will have a look at
the information I can get out of a spatial model. It is likely that the mean travel time increases
as the number of cars decreases. Since we are interested in the numbers of cars needed in
the region, it is important to know the relation between these two.

Results and conclusions for these questions can be found in Chapter 4 and Chapter 5. In
Section 4.5 results for a real data set are presented.

3 Waiting times in multi-server priority queues and their application to a police service
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2 Multi-server queue with multiple priorities

This chapter discusses the theory of multi-server queueing systems with multiple priorities.
For convenience, let us introduce some notation first: let c be the number of servers and s
the number of priority classes. An incident with priority i has priority over an incident with
priority j if i < j . We assume throughout this paper that the arrival process of priority i
incidents is a Poisson process with rate λi and that the arrival processes of the incidents of
different priorities are all independent. It follows that the total arrival process is a Poisson
process as well with rate λ = λ1 + ... + λs . The service time for an incident of priority i is
exponentially distributed, with mean 1/µi , although this assumption will be relaxed later on
in this paper.

2.1 M/M/c queue with preemptive priorities

Buzen and Bondi [5] have studied extensively the response times of the M/M/c queue with
preemptive priorities. They give an exact expression for the case that µ1 = ... = µs and an
approximation otherwise.

Let λ(p) =
∑p

i=1 λi .1 Little’s law states that in a queueing system with enough capacity

E(L) = λE(R), (2.1)

where L denotes the number of customers in the system en R the response time. When we
have p priority classes, the mean number of customers is given by

E(L) =
p∑

i=1

λi Ri (2.2)

with Ri the response times for the individual classes. Therefore we have for the response
time R( p) of the p highest priorities

R(p) =
p∑

i=1

λi Ri

λ(p)
, (2.3)

1Throughout this paper the subscript (p) will denote the aggregation of the highest p priority classes.
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with Ri the mean response time for priority i incidents.
By writing the last term of the sum separately, multiplying the summand with λ(p−1)

λ(p−1)
and iso-

lating Rp we find

Rp =
λ(p)R(p) − λ(p−1)R(p−1)

λp
. (2.4)

The response times of the p highest priorities cannot be influenced by incidents of lower
priority. Moreover, if the service times are exponentially distributed, all with the same mean 1

µ
,

then aggregating the p highest priorities and treating all incidents with priority ≤ p according
to the FCFS policy does not influence the average response time of the group. The mean
response time for a FCFS M/M/c queue is

R =
1
µ
+

ρPc(ρ)

(λ(1− ρ))
, (2.5)

with ρ = λ
µ

traffic load and Pc(ρ) the probability of having c or more incidents waiting, for a
certain occupation rate ρ. Equation (2.5) can be seen as follows:

R = E(S)+ E(W ) (2.6)

=
1
µ
+ P(W > 0)E(W |W > 0) (2.7)

=
1
µ
+ Pc(ρ)

1
cµ(1− ρ)

(2.8)

=
1
µ
+

ρPc(ρ)

(λ(1− ρ))
. (2.9)

The probability Pc(ρ) in these equations is given by:

Pc(ρ) =
p0(ρ)(cρ)c

c!(1− ρ)
, (2.10)

in which p0(ρ) is the probability of the queue being empty, which is:

p0(ρ) = 1/(
c−1∑
i=0

(cρ)i

i !
+

(cρ)c

c!(1− ρ)
). (2.11)

Equations (2.10) and (2.11) can easily be derived in the following way. Figure 2.1 shows a
flow diagram for an M/M/c queue with arrival rate λ and service rate µ, where the numbers
represent the number of customers in the system.

To find the equilibrium distribution we use that the mean rate of transitions into a set is equal
to the mean rate of transitions out of a set. We can apply this to any number of customers,
to find that

λp0 = µp1

(µ+ λ)p1 = λp0 + 2µp2

...

5 Waiting times in multi-server priority queues and their application to a police service
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Figure 2.1: Flow diagram for an M/M/c queue.

We can express every pk in terms of p0 and we can find p0 by using the fact that all proba-
bilities have to add up to 1. Pc(ρ) is then simply the sum

∑
∞

i=c pi .

We find for Rp, the mean response time of the p highest priorities:

Rp =
1
µ
+
ρ(p)Pc(ρ(p))

λ(1− ρ(p))
−
ρ(p−1)Pc(ρ(p−1))

λ(1− ρ(p−1))
, (2.12)

with ρ(p) =
λ(p)
cµ .

Using the same strategy when the µi are not all equal can lead to errors, because the
average response times in the PRE and FCFS system are not equal when aggregating
different priority classes. Define:

µ(p) =
λ(p)

cρ(p)
, (2.13)

the mean service rate of the p highest classes, weighted by arrival rate.

Then if µi 6= µ(p) for some i ,

η =
R(P RE, µ(p), λ(p), c)− 1/µ(p)

R(FC F S, µ(p), λ(p), c)− 1/µ(p)
6= 1. (2.14)

Buzen and Bondi’s strategy is to estimate this ratio of mean waiting times by looking at a one
server system that works c times as fast:

η ≈ η′ =
W (P RE, cµ(p), λ(p), 1)

W (FC F S, cµ(p), λ(p), 1)
. (2.15)

η and η′ behave in the same way when the µ′i s are not all equal, and η′ is a good approxima-
tion if the µ′i s do not differ much. From Equations (2.14) and (2.15) we have that

W (P RE, µ(p), λ(p), c) ≈ W (P RE, cµ(p), λ(p), 1)
W (FC F S, µ(p), λ(p), c)
W (FC F S, cµ(p), λ(p), 1)

. (2.16)

6 Waiting times in multi-server priority queues and their application to a police service
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The first factor of this equation can be found from the response times of the individual classes
in a M/M/1 system [4]. For the first class, this is given by

r1 =
1

(cµ1 − λ1)
(2.17)

and for the other s − 1 classes:

rk = (
1− ρ(k)

cµk
+

k∑
i=1

λi

(cµi )2
)/((1− ρ(k))(1− ρ(k−1))) (2.18)

Note that if we define ρ0 := 0 then this equation also holds for k = 1.
The quotient on the right hand side of Equation (2.16), say γ can be approximated by using
Equation (2.5):

γ ≈ γ ′ =
ρ(p)Pc(ρ(p))/(λ(p))

ρ(p)P1(ρ(p))/(λ(p))
(2.19)

=
Pc(ρ(p))

P1(ρ(p))
(2.20)

=
Pc(ρ(p))

ρ(p)
, (2.21)

since P1(ρ(p)) is the probability of having one or more customers in a one-server system,
which is exactly the occupation rate.

Using again Equation (2.5) and our approximations (2.15) and (2.19) we obtain an approxi-
mation for R(p):

R(p) ≈
1
µ(p)
+ (

1
λ(p)

p∑
k=1

λkrk −
1

cµ(p)
)γ ′, (2.22)

from which we can easily derive an approximation for Rp.

There is another way of looking at M/M/c queues with preemptive priorities by Mitrani and
King [8], of which a summary can be found in Appendix B. An exact method for this system
is presented by Gail, Hantler and Taylor [6], but only for two priority classes and it is unknown
how to extend their method to more than two priorities.

2.2 M/G/c queue with preemptive priorities

Another article by Buzen and Bondi [3] treats queues with general service times. They give
an approximation for the mean waiting time W (G) in a one priority queueing system:

W (G) ≈
λc E(S2)(E(S))c−1 p0(ρ)

2(c − 1)!(c − λE(S))2
(2.23)

7 Waiting times in multi-server priority queues and their application to a police service
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with
ρ = λ

E(S)
c
, (2.24)

E(S) the mean service time and

p0(ρ) = 1/(
c−1∑
i=0

(cρ)i

i !
+

(cρ)c

c!(1− ρ)
). (2.25)

This approximation is exact if the service time is exponentially distributed.

Equation (2.4) tells us that the response time for an incident with priority p is known when the
response time of the p highest priorities R(p) is known. We can apply the same method as
in Chapter 2.1 to find the aggregated response times in combination with the approximation
(2.23) given above. However, Equations (2.17) and (2.18) need to be adapted due to the fact
that we have general service times instead of exponential service times. Due to the fact that
we now have a residual service time 1

2 E(S)(1+ c2
s ) they become [4]

r1 =
ρ1(1+ c2

s )E(S1)
2

2(1− ρ1)c2
+

E(S1)

c
(2.26)

and

rk = (
2E(Sk)(1− ρ(k))

c
+

k∑
i=1

ρi E(Si )
2(1+ c2

s )

c2
)/(2(1− ρ(k))(1− ρ(k−1))) (2.27)

Here Si denotes the service time of priority i incidents. Note that if we have exponentially dis-
tributed service times, c2

s = 1 and these equations for r1 and rk simply become the equations
given for the M/M/c queue in Chapter 2.1.

2.3 M/G/c queue with non-preemptive priorities

Tijms [10] gives an approximation for the waiting time in a M/G/c queue, without taking the
different priority levels into account. The approximation is based on the following:

E(WM/G/c)

E(WM/M/c)
≈

E(WM/G/1)

E(WM/M/1)
. (2.28)

The Pollaczek-Khinchin formula now tells us that

E(WM/G/1) =
ρE(Sres))

1− ρ
, (2.29)

where Sres is the residual (remaining) service time. For this residual service time, we have
(see [4]):

E(Sres) =
E(S2)

2E(S)
. (2.30)

8 Waiting times in multi-server priority queues and their application to a police service
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Combining both Equations 2.29 and 2.30 we have

E(WM/G/1) =
λE(S2)

2(1− λE(S))
, (2.31)

and since we know that for exponential service times the following holds:

E(S2) = 2(E(S))2, (2.32)

we get that
E(WM/G/1)

E(WM/M/1)
=

E(S2)

2(E(S))2
. (2.33)

If we combine this with approximation (2.28) we find:

E(WM/G/c) ≈
1
2
(1+ c2

s )E(WM/M/c), (2.34)

in which c2
s is the squared coefficient of variation.

Tijms also gives some approximations, for the case that the service times for all priority levels
are equally distributed. If we call Wi the delay in queue of an arbitrary incident with priority i ,
then the conditional waiting time distribution function P(W1 ≤ t |W1 > 0), i.e. the distribution
of the waiting time given that an incident happens while all servers are in use, is equal to the
distribution function when all incidents would have the highest priority. For this conditional
waiting time, we then have:

P(W1 > t |W1 > 0) = e−β1t (2.35)

in which β1 =
2cµ(1−ρ1)

1+c2
s

, ρ1 =
λi E(S)

c . Take Pc the probability of having c or more incidents in
the system, then the unconditional waiting time becomes

P(W1 > t) = Pce−β1t . (2.36)

For the expected value of the first k classes we have

E(W(k)) =
Pc(ρ(r))

Pc(ρ(k))
E(W (λ(k))) (2.37)

We can use this approximation to derive approximations for the waiting times of lower priori-
ties. Similar to Equation (2.12) for the response times we get for the waiting times:

E(Wi ) = (λ(i)E(W(i))− λ(i−1)E(W(i−1)))/λi . (2.38)

For the calculation of E(W (λ(k))) we can either use the approximation (2.34) or the slightly
better approximation [11]

Eapp(Wq) =
1
2

f (1+ c2
S)Eexp(Wq), (2.39)

9 Waiting times in multi-server priority queues and their application to a police service



Technische Universiteit Eindhoven University of Technology

with f as follows:

f =
2

1+ c2
S
((1− c2

S)
1
2
(1+ (1− ρ)(c − 1)

√
4+ 5c − 2

16cρ
)+ c2

S). (2.40)

2.4 M/G/c queue with non-preemptive priorities and cut-off

We have had a look at both preemptive and non-preemptive queueing systems. When
using preemptive priorities, urgent incidents can be served sooner than when using non-
preemptive priorities, but preempting a job can be unwanted. If we take non-preemptive
priorities, we can improve the waiting time for higher priorities if we use a cut-off, i.e. when
c1 of the c servers are in use (by either low or high priority jobs), the remaining c− c1 servers
are only used for high priority jobs.
This system is dealt with in Taylor & Templeton [9] for two priority classes. However, the
theory behind the cut-off system described in this article is too extensive to describe in this
report. For simulation results of this system, see Chapter 4.3.

10 Waiting times in multi-server priority queues and their application to a police service
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3 Spatial model

The models presented in Chapter 2 are purely based on queueing theory and do not pay
attention to the spatial setting this queueing system is in. In this chapter, another way of
looking at the problem is presented, in which we consider some properties of the spatial
model of the system.

Suppose we have a disc with radius r that represents a certain region and suppose we have
one police car serving all incidents in this region. If the incidents happen at random locations
on this disc, i.e. by throwing a dart on the area, the mean travel time for the police car is
given by the mean distance of two random points on the circle, divided by the car’s average
speed. This reduces our problem to finding the average distance between two points in a
certain region.

3.1 Average distance between two points on a line

To get a feeling of how to address this problem, let us first have a look at a much easier
question: finding the average distance of two points on the interval [a, b]. Let X1 and X2 be
the i.i.d. random variables corresponding to these two points, with X i ∼ U N I F(a, b). For
the distance D := |x1 − x2| we then have:

E(D) =
∫ b

a

1
b − a

∫ b

a

|x1 − x2|

b − a
dx1dx2. (3.1)

To get rid of the absolute values, we simply split the integral in two pieces:

E(D) =
1

(b − a)2
(

∫ b

a

∫ x2

a
(x2 − x1)dx1dx2 +

∫ b

a

∫ b

x2

(x1 − x2)dx1dx2). (3.2)

Evaluating these integrals gives E(D) = b−a
3 .

11 Waiting times in multi-server priority queues and their application to a police service
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3.2 Average distance between two points on a disc

We would like to extend this idea to a two-dimensional space, but this leads to several prob-
lems. The first is that the concept of randomness in 2D is not as easy as it is in 1D, where
the uniform distribution seemed the only right distribution to pick a point on the line [a, b].
When we choose our area to be e.g. the unit square we simply pick two coordinates for each
point, both by sampling from a uniform distribution.
However, if our area is for example the unit disc, we cannot plainly copy this method, since
we would then include points outside the disc. If we choose the x-coordinate and choose the
y-coordinate s.t. y ≤

√
1− x2 then we create a dependence between the two coordinates

which seems to intervene with our concept of randomness.
Since our region of interest is indeed a disc, it looks useful to take polar coordinates. We can
pick a point on the unit circle by choosing r and θ , with R ∼ U N I F(0, 1), 2 ∼ U N I F(0, 2π),
but for each angle the probability that r ≤ 1

2 is equal to the probability that r ≥ 1
2 . This cor-

responds to letting θ tend to zero in Figure 3.1, so this way we have an equal probability for
being in the inner circle as for being in the donut, which is inconsistent with our concept of
randomness.

Figure 3.1: Probabilities of being in the inner circle or in the donut are equal

A famous problem that discusses this as well, is Bertrand’s paradox, posed by Joseph
Bertrand. See [1], or [2] for a more informal approach of this problem. The problem is
as follows: if we have an equilateral triangle inscribed in a circle and a chord on the circle
is chosen at random, what is then the probability that this chord is longer than a side of the
triangle?

12 Waiting times in multi-server priority queues and their application to a police service
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Bertrand came up with three different ways (there are even more) of choosing this “random”
chord, all giving different probabilities:

1. by choosing two points on the circle and drawing the chord between them,

2. by choosing a radius and a point on the circle with this radius, and drawing the tangent
of the circle through this point,

3. by choosing a point inside the circle and drawing the chord of which this point is the
midpoint.

The conclusion was that all methods are correct and that the problem gives a unique solution
if choosing something “at random” is defined.

If we try to extend the idea of the 1D case and put the discussion about randomness aside,
we can just integrate the distance function over the area and divide by the squared area:

E(D) =
1
π2

∫ 1

−1

∫ √1−x2
1

−

√
1−x2

1

∫ 1

−1

∫ √1−x2
2

−

√
1−x2

2

√
(x1 − x2)2 + (y1 − y2)2dy2dx2dy1dx1 (3.3)

for the distance D between points P1 = (x1, y1) and P2 = (x2, y2). Transforming this to polar
coordinates with P1 = r1 cos(θ1), P2 = r2 cos(θ2), E(D) becomes:

E(D) =
1
π2

∫ 2π

0

∫ 2π

0

∫ 1

0

∫ 1

0
r1r2

√
r2

1 + r2
2 − 2r1r2 cos(θ1 − θ2)dr1dr2dθ1dθ2. (3.4)

The integral we end up with cannot be solved analytically (also Mathematica gets stuck) so
all we can do is give an approximation for E(D). An upper bound is given by the following:

E(D)2 ≤ E(D2) (3.5)

and we can calculate E(D2) by evaluating the integral

E(D) =
1
π2

∫ 2π

0

∫ 2π

0

∫ 1

0

∫ 1

0
r1r2(r2

1 + r2
2 − 2r1r2 cos(θ1 − θ2))dr1dr2dθ1dθ2. (3.6)

We then find that
E(D) ≤ r. (3.7)

A lower bound for the average distance can be established by remarking that the distance
between two points is the smallest when θ1 = θ2. The average distance is then exactly the
same as the 1D problem described above, so we have the following lower bound:

E(D) ≥
r
3
. (3.8)

We can also compute the average distance for two points when θ1 − θ2 =
π
2 (or = 3π

2 ):

13 Waiting times in multi-server priority queues and their application to a police service
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1
r2

∫ r

0

∫ r

0

√
r2

1 + r2
2 dr1dr2 = 0.765r. (3.9)

By averaging the different scenario’s (θ1 − θ2 = 0, pi
2 , π , 3π

2 ), we get our final approximation:

E(D) ≈
1
4
(r +

r
3
)+

1
2
(0.765r) = 0.716r (3.10)

Simulations give E(D) = 0.905r , so the given approximations are quite far off.

There is another method for computing the average distance that gives us an integral that is
easier than Equation (3.4). Remark that since we have a completely symmetric region, we
can take without loss of generality the angle of one of the points to be zero, i.e. θ1 = 0 or
θ2 = 0. Suppose θ1 = 0, we can choose r1, r2 and θ2 randomly and the average distance
between points 1 and 2 is given by

1
πr3

∫ r

0

∫ r

0

∫ 2π

0
r1r2

√
r2

1 + r2
2 − 2r1r2 cos θ2dθ2dr1dr2. (3.11)

Numerical integration in Mathematica gives:

E(D) = 0.4525r, (3.12)

which differs exactly a factor 2 from the simulated value. This factor probably comes from
the fact that we can either choose θ1 = 0 or θ2 = 0, but this reasoning is hand waving and I
have no rigorous proof for this.

We would like to extend this idea to the case where we have more than one server, but there
is no obvious generalization.

3.3 Fitting a distribution for the distance between two points on
a disc

If we do want to find the average distance between two points on a disc, or even the distri-
bution, we can use data from our simulation to fit a distribution. We can fit an Erlangk−1,k

distribution if the coefficient of variation is less than one, which turns out to be the case. See
also [4]. If we take k such that

1
k
< c2

X <
1

k − 1
, (3.13)

then the approximating distribution is the weighted sum of two Erlang distributions:

X ∼ pErlang(k − 1, µ)+ (1− p)Erlang(k, µ), (3.14)
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with p = kc2
X−
√

k(1+c2
X )−k2c2

X
1+c2

X
and µ = k−p

E(X) . This distribution matches both the first two mo-
ments.

Results of this method for one car are visualized in Figure 3.2.

Figure 3.2: Cumulative density plot of: Red. empirical distribution; Blue. fitted distribution;
Green. Exponential distribution with the same mean.

Since all incidents happen randomly on the region and we only have one server, the driving
time is not dependent of the traffic load. However, if we have more than one server, we might
have longer driving times if the traffic load increases. An intuitive explanation for this is that
if we have light traffic, on average more cars will be available and therefore the distance to
an incident will be smaller. On the other hand, if we have heavy traffic, cars are in use more
often, which can lead to unfavorable matches between a police car and an incident. Results
on the influence of the traffic load on the driving time in a multi-server system can be found
in Chapter 4.
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4 Results

In this chapter various results are derived from the theory described earlier and they are com-
pared to results from a simulation. From the results we get insight in the correctness of the
approximations and we can derive answers to the police car problem set in the introduction.

4.1 Mean delays in a model with exponential service times.

As a first result, we have a look at a two-priority model where we assume that the total service
time (i.e. driving time as well as the time it takes to serve) is exponentially distributed, with
the same mean for both high and low priority. In Table 4.1, 4.2 and 4.3 the mean delays are
given of the preemptive and non-preemptive theory described in Chapter 2 and results of the
simulation with non-preemptive priorities.

ρ = 0.1 ρ = 0.5 ρ = 0.9
H L H L H L

PRE 0.000 0.000 0.000 0.153 0.001 8.073
NPRE 0.000 0.000 0.070 0.141 0.793 7.934

NPRE (simulation) 0.000 0.000 0.070 0.143 0.763 7.709

Table 4.1: Mean delays for high (H) and low (L) priorities. c = 5, λ1 = 0.15, λ2 = 0.85,
µ1 = µ2.

ρ = 0.1 ρ = 0.5 ρ = 0.9
H L H L H L

PRE 0.000 0.000 0.000 0.043 0.000 7.081
NPRE 0.000 0.000 0.020 0.039 0.696 6.958

NPRE (simulation) 0.000 0.000 0.019 0.039 0.660 6.830

Table 4.2: Mean delays for high (H) and low (L) priorities. c = 10, λ1 = 0.15, λ2 = 0.85,
µ1 = µ2.

We can see from these tables that for sufficiently light traffic all the delay is reduced to 0. Fur-
thermore, in heavy traffic preemptive resume is significantly better for high priority incidents
and the theoretical approximation shows a larger error with respect to the simulation when
ρ is large. From the mean delays, the mean waiting times can be derived by simply adding
some mean travel time. Although the occupation rate ρ is kept constant, when c increases
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ρ = 0.1 ρ = 0.5 ρ = 0.9
H L H L H L

PRE 0.000 0.000 0.000 0.013 0.000 6.381
NPRE 0.000 0.000 0.006 0.012 0.627 6.270

NPRE (simulation) 0.000 0.000 0.006 0.013 0.600 6.213

Table 4.3: Mean delays for high (H) and low (L) priorities. c = 15, λ1 = 0.15, λ2 = 0.85,
µ1 = µ2.

the delays decrease (a result that is also known for queues without priorities).

More results for a model with exponential service times can be found in Tables 4.4, 4.5, 4.6.
This time, µ is kept constant and λ is varied.

ρ = 0.2 ρ = 0.5 ρ = 0.8 ρ = 0.9
H L H L H L H L

PRE 0.000 0.001 0.000 0.061 0.000 0.652 0.000 1.794
NPRE 0.001 0.001 0.028 0.056 0.126 0.630 0.176 1.763

NPRE (simulation) 0.000 0.001 0.027 0.056 0.121 0.632 0.168 1.751

Table 4.4: Mean delays for high (H) and low (L) priorities. c = 5, 0.85λ1 = 0.15λ2, µ1 = µ2 =

1.

ρ = 0.2 ρ = 0.5 ρ = 0.8 ρ = 0.9
H L H L H L H L

PRE 0.000 0.000 0.000 0.008 0.000 0.241 0.000 0.787
NPRE 0.000 0.000 0.004 0.008 0.046 0.232 0.077 0.773

NPRE (simulation) 0.000 0.000 0.004 0.008 0.045 0.230 0.073 0.765

Table 4.5: Mean delays for high (H) and low (L) priorities. c = 10, 0.85λ1 = 0.15λ2, µ1 = µ2 =

1.

ρ = 0.2 ρ = 0.5 ρ = 0.8 ρ = 0.9
H L H L H L H L

PRE 0.000 0.000 0.000 0.002 0.000 0.125 0.000 0.473
NPRE 0.000 0.000 0.001 0.002 0.024 0.121 0.046 0.464

NPRE (simulation) 0.000 0.000 0.001 0.002 0.023 0.119 0.044 0.470

Table 4.6: Mean delays for high (H) and low (L) priorities. c = 15, 0.85λ1 = 0.15λ2, µ1 = µ2 =

1.

4.2 Mean delays in a model with hypo-exponential service times.

In the case of hypo-exponential service times, the total service time is the sum of two ex-
ponential distributions, one for the travel time and one for the actual service time. When we

17 Waiting times in multi-server priority queues and their application to a police service



Technische Universiteit Eindhoven University of Technology

ρ = 0.1 ρ = 0.5 ρ = 0.9
H L H L H L

PRE 0.000 0.000 0.000 0.127 0.001 6.581
NPRE 0.000 0.000 0.085 0.115 0.806 6.446

NPRE (simulation) 0.000 0.000 0.062 0.120 0.684 6.557

Table 4.7: Mean delays for high (H) and low (L) priorities. c = 5, λ1 = 0.15, λ2 = 0.85,
µ1 = µ2.

ρ = 0.1 ρ = 0.5 ρ = 0.9
H L H L H L

PRE 0.000 0.000 0.000 0.035 0.000 5.773
NPRE 0.000 0.000 0.029 0.031 0.817 5.653

NPRE (simulation) 0.000 0.000 0.017 0.033 0.619 5.593

Table 4.8: Mean delays for high (H) and low (L) priorities. c = 10, λ1 = 0.15, λ2 = 0.85,
µ1 = µ2.

ρ = 0.1 ρ = 0.5 ρ = 0.9
H L H L H L

PRE 0.000 0.000 0.000 0.011 0.000 5.202
NPRE 0.000 0.000 0.011 0.010 0.812 5.094

NPRE (simulation) 0.000 0.000 0.006 0.011 0.570 5.187

Table 4.9: Mean delays for high (H) and low (L) priorities. c = 15, λ1 = 0.15, λ2 = 0.85,
µ1 = µ2.

compare these results to the results from the model with exponential service times, we see
that hypo-exponential service times result in smaller delays than exponential service times.
More results for a model with hypo-exponential service times can be found in Tables 4.10,
4.11, 4.12. This time, λ is varied and µ is kept constant.

ρ = 0.2 ρ = 0.5 ρ = 0.8 ρ = 0.9
H L H L H L H L

PRE 0.000 0.001 0.000 0.051 0.000 0.533 0.000 1.463
NPRE 0.001 0.001 0.034 0.046 0.132 0.512 0.179 1.432

NPRE (simulation) 0.001 0.001 0.024 0.047 0.108 0.517 0.152 1.437

Table 4.10: Mean delays for high (H) and low (L) priorities. c = 5, 0.85λ1 = 0.15λ2, µ1 = µ2 =
1
4 +

3
4 .

4.3 Results of queues with cut-off

As described in Chapter 2.4 it can be useful to use a non-preemptive priority system with a
cut-off. A simulation is used to investigate the effect of this cut-off on the mean waiting times
of different priority levels. For comparison, the results without cut-off and the results with
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ρ = 0.2 ρ = 0.5 ρ = 0.8 ρ = 0.9
H L H L H L H L

PRE 0.000 0.000 0.000 0.007 0.000 0.197 0.000 0.641
NPRE 0.000 0.000 0.006 0.006 0.057 0.189 0.091 0.628

NPRE (simulation) 0.000 0.000 0.003 0.007 0.041 0.191 0.069 0.624

Table 4.11: Mean delays for high (H) and low (L) priorities. c = 10, 0.85λ1 = 0.15λ2, µ1 =

µ2 =
1
4 +

3
4 .

ρ = 0.2 ρ = 0.5 ρ = 0.8 ρ = 0.9
H L H L H L H L

PRE 0.000 0.000 0.000 0.001 0.000 0.102 0.000 0.385
NPRE 0.000 0.000 0.001 0.001 0.033 0.098 0.065 0.379

NPRE (simulation) 0.000 0.000 0.001 0.001 0.022 0.100 0.042 0.377

Table 4.12: Mean delays for high (H) and low (L) priorities. c = 15, 0.85λ1 = 0.15λ2, µ1 =

µ2 =
1
4 +

3
4 .

preemptive priorities are also presented. We assume again exponential service times with
equal mean µ = 1. Results are presented in Figures 4.1 and 4.2. ρ is respectively 0.6 and
0.8.

Figure 4.1: Mean delays for different cut-off levels, c = 10. Red: with cut-off; Blue: preemptive
priorities; Thick: high priority; Dashed: low priority.

It seems to require considerable effort to bring down the delays for high priority levels just
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Figure 4.2: Mean delays for different cut-off levels, c = 20. Red: with cut-off; Blue: preemptive
priorities; Thick: high priority; Dashed: low priority.

a little bit. We can also see that the preemptive resume strategy performs much better; it
has a smaller delay for both high and low priority. An explanation for this could be that there
is quite some redundancy in keeping some of the cars behind: most of the time low priority
incidents are put on hold, while not all of the spare cars are needed for high priority incidents.

4.4 Results of the spatial model

In the previous simulations we have made certain assumptions on the service time distribu-
tion. To get an idea of the correctness of these simulations we now have a look at another
simulation, that calculates the travel time using locations of incidents. The simulation works
as follows:

1. The region of interest is a circle and all incidents are randomly chosen on the circle.
(This is done as follows: x and y coordinates are random variables with a uniform
distribution and points that fall outside the circle are thrown away.)

2. Incidents are treated conform a non-preemptive priority system.

3. There is a fixed number of police cars. Every incident first in line is treated by the
nearest car that is not in use. (A police car is in use from the moment it is assigned to
an incident and travels off to the scene, until it has treated the incident.) This might not

20 Waiting times in multi-server priority queues and their application to a police service



Technische Universiteit Eindhoven University of Technology

be an optimal strategy, but it makes the implementation a lot easier. By fixing the car’s
speed, the travel time is now defined as the (Euclidean) distance divided by the speed.

To get an impression of what the simulation looks like, see Figure 4.3.

Figure 4.3: Simulation of police car problem. Red square: high priority incident; Green
square: low priority incident; Black dot: police car.

By running the simulation for different numbers of servers and for different occupation rates,
we can investigate the influence of these parameters on the mean travel time.

Figure 4.4 shows a plot of the mean travel times for various arrival rates. It is clear that in
heavy traffic the travel times increase considerably. In Figure 4.5 we see how the travel time
relates to the number of free cars we have in the system.
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Figure 4.4: Mean travel times for different arrival rates. Number of cars c = 10.

Figure 4.5: Mean travel times for different mean numbers of free cars.

4.5 Results on data Brabant-Noord

Thus far I have put the police car problem aside and generally described queueing systems
with priorities. Now we have to relate the knowledge to the described problem. For simplicity,
I will simplify the police car procedure as follows:

1. An accident happens somewhere and someone calls the emergency number.

2. A police car receives a call and drives to the scene.

3. The police arrives, solves the problem and is available again.
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It is stated by law that the time between the first and second item should not exceed 15
minutes. The goal is to find the number of police cars needed to satisfy this demand in 95%
of the cases.

From studies on the data of the region Brabant-Noord in January, February and March 2011,
I have the following information:

1. the average number of high priority incidents per day in January is 18.7, and low priority
is 124.5.

2. the average number of high priority incidents per day in February is 18, and low priority
is 124.3.

3. the average number of high priority incidents per day in March is 20.7, and low priority
is 141.

4. the average travel time for high priority incidents in January is 5 minutes and 34 sec-
onds, when the number of police cars was 24.

5. the average service time is 38.4 minutes.

I assume that the arrival rate and service rate are exponentially distributed and do not depend
on the time of day. I let the high priority arrival rate be 20 (per day) and the low priority arrival
rate be 130 (per day). Results of different kinds of simulations can be found in Tables 4.13,
4.14 and 4.15. All times are in minutes.

c Wait. H Wait. L 95% H 95% L
24 5.66 5.66 11.21 11.21
20 6.5 6.56 13.01 13.32
18 7.026 7.097 14.3 14.54
17 7.364 7.493 15.5 15.68

Table 4.13: Results from the spatial model: mean waiting times and 95th percentile for high
(H) and low (L) priorities and varying c.

c Wait. H Wait. L 95% H 95% L
24 5.66 5.66 16.94 16.95
20 7.08 7.08 19.61 19.63
18 6.55 6.55 21.22 21.23
17 5.66 5.66 22.32 22.37

Table 4.14: Results with hypo-exponential service times and fitted means: mean waiting
times and 95th percentile for high (H) and low (L) priorities and varying c.

It turns out that we have such light traffic that the delays are negligible. Therefore the travel
time is the only important factor for the service time and this depends on the number of cars
in the region. With the simulation of the spatial model we then find that with 18 or more cars
the requirement for the 95th percentile is met. When we have hypo-exponential service times
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c Wait. H Wait. L 95% H 95% L
24 5.58 5.6 11.29 11.33
20 6.54 6.55 13.44 13.48
18 7.16 7.16 14.98 15.02
17 7.54 7.54 15.88 15.88

Table 4.15: Results with (two moment) fitted distribution: mean waiting times and 95th per-
centile for high (H) and low (L) priorities and varying c.

with the means fitted to the spatial model, (in this case the total service time is the sum of
an exponentially distributed travel time and an exponentially distributed actual service time,
with means the same as in the spatial model), the variance is so high that even with 24 cars
this requirement is not met, although the mean lies far below 15 minutes. We find that if we
use a fitted distribution as described in Section 3.3, the approximation for the percentile is
much better and we get the same result: 18 cars should be sufficient. Apparently this fitted
distribution has a lower variation than the hypo-exponential distribution.
Since we have such light traffic, it seems unnecessary to use a cut-off. This would only result
in higher waiting times for low priority incidents, while high priority incidents hardly benefit.
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5 Conclusions

Our main goal was to find mean waiting times for the different priority principles. In the first
part of this report we have had a look at these queueing systems. For the delays in PRE
(Sections 2.1, 2.2) and NPRE systems (Section 2.3) we had some easy-to-use approxima-
tions, from which we can find the mean waiting times. Results from these approximations
for non-preemptive priorities turned out to approximate the simulation results quite well, but
they become less accurate when the occupation rate is high. However, they are still accurate
within 5 percent.

Another goal of this research was to find the relation between different parameters and the
waiting times. To this end, the results in Sections 4.1 and 4.2 were obtained by varying either
the arrival rate or the service rate (and thereby the occupation rate ρ).

We find that when we have very light traffic (ρ = 0.1), the mean delay is close to 0 and there-
fore the waiting time would be fully determined by the travel time. When we look at the NPRE
strategy, ρ = 0.5, it turns out that the waiting time for the low priority class is approximately
two times as high as for the high priority class, and if ρ = 0.9 it is approximately ten times as
high. Furthermore, the delays increase much more when the occupation rate comes closer
to 1 (ρ > 0.8).

The PRE strategy however gives much smaller delays for high priorities than NPRE, espe-
cially when ρ is high, at the cost of a small increase in the delay for the low priority class.
This is because the arrival rate for high priority class is low compared to the low priority class.

Although the occupation rate is kept constant when varying the number of servers, the delays
decrease for higher c. This agrees with known queueing theory (and can intuitively be seen
by remarking that the waiting time is smaller in a queue with two servers than in a system
with one server that works twice as fast).

From simulations with both exponential service times and hypo-exponential service times
we know that the first gives higher delays than the second (in some cases 5 to 10 per-
cent higher). This can be explained by the fact that the hypo-exponential distribution has a
smaller variance than the exponential distribution, which in general leads to smaller means in
queueing systems. Although the hypo-exponential service times could be a better approach
of reality, we could use the exponential service times to find an upper bound for the delays.
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Furthermore, we investigated the influence of the cut-off on the delays of high and low pri-
ority incidents. It turned out that, given the fact that the percentage of high priority incidents
is quite low, the cut-off resulted in a large increase in the delay for low priority incidents and
only a small decrease of the delays of high priority incidents. Apparently, keeping cars be-
hind is in most cases redundant, i.e. low priority incidents are queued while the spare cars
are not needed for high priority incidents.

We also studied a spatial model, for which we tried to achieve some approximations on the
travel time. Although this could be done for one server, the extension to a multi-server sys-
tem was not at hand and therefore this eventually was not very useful to derive results for
the police car problem. However, we were able to fit a distribution on the travel times.

Simulations of the spatial model gave us a nice dependence between the mean travel time
and the arrival rate or the mean number of free cars. An increase in the arrival rate resulted
in a significant increase of the mean travel time. An increase of the mean number of free
cars resulted in a large decrease of the mean travel time. Summarizing: the occupation rate
is of importance for the mean travel time and cannot be neglected.

Finally we derived results with the simulation of the spatial model with parameters from real
data. We see that the outcomes of the spatial model and the model with the fitted travel time
distribution show similar results. Assuming however that the travel times are exponentially
distributed gives results that deviate quite a lot.

Quantitatively, we find that the police could meet all time restrictions when having 18 police
cars in use. However, since the correctness of the spatial model has not really been investi-
gated, this is only an indication.

There are a few suggestions for improving this research. One is to do an analysis of existing
data of the police (part of this has already been done) and use the data to more carefully
choose the parameters for the simulation model. Another investigation could aim at deriving
more intuitive approximations for the NPC system, which do not seem to exist at this point.
Furthermore, it could be interesting to find a theoretical approximation for the travel time in
a multi-server system. A last suggestion is to improve the current simulation for the spatial
model. So far, to make the implementation somewhat easier, the simulation does not contain
a particular strategy for the police cars, but it could be helpful to e.g. implement a shortest
path strategy.
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A List of notation and abbreviations

c = number of servers
S = service time
Sres = residual service time
R = response time
W = waiting time
D = (Euclidean) distance
ρ = occupation rate
(·)(p) = (·) for the p highest classes
FCFS = First Come First Serve
PRE = Preemptive Resume priorities
NPRE = Non-preemptive priorities
NPC = Non-preemptive priorities with cut-off
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B Limiting distribution of a M/M/c queue with PRE.

M/M/c queues with preemptive priorities are also studied by Mitrani and King [8]. First they
discuss the situation where there are two different priority levels and next they give an ap-
proximating method for more than two priorities. They take an exponential service time
distribution with mean 1/µp, i.e. not necessarily the same for all priority levels.

Let nr (t) be the number of incidents of priority r waiting or being served at time t . If λ1
µ1
+
λ2
µ2
< c,

then there exists a steady-state distribution πi, j :

πi, j = lim t→∞P(n1(t) = i, n2(t) = j), i, j = 0, 1, .... (B.1)

The balance equations for this distribution are:

πi, j (λ1+λ2+µ1(i, j)+µ2(i, j)) = λ1πi−1, j+λ2πi, j−1+µ1(i+1, j)πi+1, j+µ2(i, j+1)πi, j+1, i, j = 0, 1, ...,
(B.2)

with πi,−1 = π−1, j = 0. We can split up these equations in 4 disjoint subsets (see also Figure
B.1):

1. 0 ≤ i, j ≤ c − 1,

2. i ≥ c, 0 ≤ j ≤ c − 1,

3. 0 ≤ i ≤ c − 1, j ≥ c,

4. i ≥ c, j ≥ c.

It is more complicated than in the case where we only have priority (Figure 2.1) to add flow in
the diagram, since it is state dependent. For subset 1, we have the following job completion
rates (transition rates from (i,·) to (i-1,·) or (·,j) to (·,j-1)):

µ1(i, j) = iµ1, (B.3)
µ2(i, j) = µ2 min( j, c − i). (B.4)

For subset 2 we have state-independent job completion rates:

µ1(i, j) = cµ1, (B.5)
µ2(i, j) = 0. (B.6)
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Figure B.1: State space for an M/M/c queue, state (i,j) has i high priority and j low priority
customers in the system.

In a similar fashion we can set up these equations for subset 3 and 4. Solving these equa-
tions for each of the subsets separately with generating functions, and by using the normal-
ization condition

∑
i, j πi, j = 1 the πi, j are completely determined. From this limiting distribu-

tion one can derive mean waiting times for both high and low priority. See [8] for more detail
on the steady-state solution.

As stated above, Mitrani and King indicate how to extend this method to a case with more
than two priorities, based on the same idea as given above. By aggregating the two highest
priorities into one group, we have two new priority classes and we can apply exactly the
same method as above to find performance measures for priority class 3. Errors in this
approximation can be caused by aggregating classes that do not have the same service
time distribution, i.e. if the exponential distributions do not have the same mean, the sum of
the service times has a hypo-exponential distribution.
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