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Management summary 
During the last decade the total healthcare expenditures of the Netherlands have increased 

significantly. Because it is estimated that the operating theatre (OT) is one of the most expensive 

resources, this thesis was conducted in order to develop an integrated planning algorithm for 

scheduling surgeries and beds. To do this, the literature was studied closely. The results from this 

literature search were compared to the experiences of OT planners and heads of the OT, which led to 

identifying the missing links between literature and practice. The foremost missing links were: 

1. The timing of issuing an appointment; 

2. The difference between prioritisation of elective, urgent and (sub) acute patients and 

accounting for different patient characteristics such as being a child, diabetic, allergic or 

requiring isolation; 

3. The availability of resources such as (sub) specialised doctors, equipment, OTs and beds; 

4. Designing a robust surgery schedule that is able to withstand the stochasticity of the duration 

of surgeries and the uncertainty of the arrival process of (sub) acute patients; 

5. Temporary demand peaks. 

 

Figure 1: A flow diagram of process steps of the three planning phases. 
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The designed algorithm was made up of three scheduling phases: the elective, urgent and acute 

planning phase as shown in Figure 1. The elective planning stage is used to provide elective and long-

term urgent patients with an appointment 𝑘 weeks in advance (where 𝑘 is an adjustable parameter, 

which indicates if an urgent patient is long-term or short-term urgent), and to modify the standard 

session roster to the current surgery stock per specialty. This step makes sure that as little as possible 

OT time is wasted. This planning phase then assigns a doctor to each session by taking into account 

the timing of the session during the day, the efficiency of admitting patients on a certain day (when 

taking into account their length-of-stay) and the subspecialty of the doctor. Subsequently, it allocates 

elective and long-term urgent patients to each session until their cumulative surgery time crosses a 

certain limit.  

A few days before the day of surgery, the urgent planning phase allocates short-term surgeries to the 

same sessions as the elective/long-term urgent patients and sequences these surgeries into an 

efficient order, whilst ensuring the availability of all required resources. This step makes sure that both 

patient types receive a day and time of surgery a few days before surgery.  

Lastly, the acute planning phase will monitor the realisation of the surgery schedule and – if necessary 

and possible – reschedule surgeries to another OT to prevent overtime. This phase also inserts acute 

and subacute patients into the surgery schedule when these patients arrive during the day.  

When the performance of the algorithm is simulated, it can be shown that stable and controllable 

throughput times can be achieved, as well as a stable number of patients on the waiting list and a 

better OT utilisation (with less overtime and a higher overall utilisation. Five scenarios are used to 

determine how robust the algorithm is. The results show that it is possible to achieve adequate 

performance when closing one OT, when one C-arm is sold, or when only a part of the beds on the 

nursing ward is available. The algorithm is also able to deal with severe peaks in the arrival intensity of 

patients of up to 200% for multiple weeks.  

 

Figure 2: The simulated weekly average number of 
patients on the waiting list in the base scenario.  

 

Figure 3: The average throughput time of all patient types 
in the base scenario. 

The simulations with the algorithm suggest that it is possible to save a lot of costs, whilst being able to 

guarantee and control a desired performance towards patients. The algorithm is able to efficiently 

schedule surgeries and admission in an integrated fashion, whilst accounting for appointment issuing, 

patient prioritisation, surgery duration variance and resource availability.  
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Preface 
Several years ago I started my study in Industrial Engineering. At that point I was completely unaware 

of which path I would follow through my studies and how it would lead me to the domain of healthcare. 

In fact, at the very beginning of my studies I had just turned away from healthcare since I did not pick 

the study Industrial Engineering for Healthcare…  

After a number of years, towards the end of my bachelor, I met my girlfriend Imke that happened to 

study Medicine. She reintroduced me to healthcare and full of her inspiration I soon took my first 

master courses focussed on healthcare subjects. Quickly I became aware of the complex nature of the 

whole sector, and the challenges this sector is faced with. And I like a challenge. A year later, and some 

healthcare subjects later, I approached ChipSoft with my ideas for methods to improve efficiency in 

healthcare.  

At this time you imagine yourself as the creator of radical change and you want to take on all problems 

that you encounter. Well, you cannot… your time is short, every step takes more time than anticipated 

and you are dependent on many other factors that will inevitably slow you down, such as getting data 

for your analysis. I am however grateful that Nico, my university supervisor, and my supervisors from 

ChipSoft gave me all the room and freedom to research the topic I wanted to research in the way that 

I thought it was most likely to succeed, but also that they slowed me down at the right moments where 

I was far too ambitious in setting the scope for my research. In addition, the help of many colleagues 

from the Kliniek department was indispensable; the many moments in which they shared their 

experiences on the hospital processes and helped me to get my data made it possible for me to delve 

deep into the subject matter.  

Due to the welcoming atmosphere at ChipSoft and the support from Nico and my company supervisors 

that I received during my thesis project, it was an absolute joy to work on this graduation project. 

Normally, when you start on your graduation you hear other students complaining about how tiresome 

graduating can be, and how many adversities they have had to face, and on and on... I could totally 

not relate to that feeling… Right until the moment I actually did all my research, when I had created 

my ‘miracle work’ and I thought I was finished. Then you realise that you still need to write it all down. 

To me it felt like repeating all you have done, but just with a far less satisfying feeling because it is not 

as crisp and fresh and innovative anymore. Luckily, Nico and Marie Louise were most helpful in guiding 

me through this part of writing the report and all of their feedback led to the creation of this report.  

For this help, freedom and guidance from Nico, Astrid, Marie Louise, Thierry, all colleagues at the 

Kliniek department, all the hospital personnel I interviewed and gained data from, I am most grateful. 

Last but certainly not least I want to thank Imke and my parents for their support during this graduation 

project and my studies. 
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1 Introduction 
This thesis project is conducted in partial fulfilment of the Master Operations Management and 

Logistics at the Eindhoven University of Technology. In this thesis a part of the Dutch healthcare sector 

is examined closely. The reason for this is that – even though the Dutch healthcare system has been 

praised for its quality – the Dutch healthcare system is also immensely expensive (Björnberg, 2015). 

This claim can be further solidified by the growing trend in the percentage of the Dutch GDP that is 

spent on healthcare. During the last two decades the growth in healthcare expenditures led this GDP 

percentage which is spent on healthcare to exceed the world’s average as can be seen in Figure 4. 

 

Figure 4: Healthcare expenditure, total (% of GDP) (source: (The World Bank, 2016)) 

When examining these costs in more detail it can be concluded that the largest part of costs (32%) is 

generated by hospitals and specialist practices (calculated from data from CBS (2016)). The second 

place is taken up by elderly care at 21%. This may be the result of an aging population, more chronic 

diseases amongst elderly and increased treatment possibilities (Achmea, 2012; Van der Horst, Van Erp, 

& De Jong, 2011). The worrying aspect of these two percentages is that they have shown an increasing 

trend in these last two decades. In order to retain an affordable healthcare sector, it becomes an 

increasingly stronger necessity to find more efficient ways of providing healthcare. 

To increase the chances of finding a solution that will have a significant impact on reducing healthcare 

costs, it has been decided to zoom in on the hospitals and specialist practices. As hospitals are highly 

complex organisations, it is impossible to study the entire hospital in this thesis. Therefore it is decided 

to have a look at the most capital intensive production units of the hospital, namely the operating 

theatres (OT) (Guerriero & Rosita, 2011; Hans & Vanberkel, 2012).  

What makes the OT the most expensive production unit in the hospital? First of all, the versatile range 

of personnel that is required for operating the OT forms a large factor. A regular surgery requires at 

least one surgeon, one anaesthesiologist and several assistants (Vissers, Bertrand, & De Vries, 2001; 

Vissers & Beech, 2005). Furthermore, the post-anaesthesia care unit (PACU) – which receives patients 

directly after surgery to monitor their return to consciousness – requires nurses, beds and monitoring 

equipment. Secondly the equipment and sterile materials required are also costly (Vissers, Bertrand, 

& De Vries, 2001; Vissers & Beech, 2005). Some surgeries require on-the-spot X-rays or other 
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visualisations to be performed. This equipment is costly and requires maintenance by specialised 

companies, which makes efficient utilisation of this equipment desirable. Therefore this thesis will try 

to find a way to make more efficient use of the resources that are related to operating the OT. 

1.1 ChipSoft 
The company at which this thesis is performed is ChipSoft. ChipSoft is a major healthcare IT provider 

for Dutch hospitals. Their main product can be described as an ERP system which is specialised for 

healthcare purposes – or in other words a healthcare information system. During the last years 

ChipSoft has become aware of an increased demand for capacity planning modules in their systems. 

Since ChipSoft’s system registers all process-related data, this system can provide a good basis to assist 

hospitals in capacity planning and decision making.  

This opportunity can be confirmed by the fact that other companies use data that is extracted from 

ChipSoft systems in an attempt to assist hospitals in their capacity planning. Therefore ChipSoft can 

further solidify its market position by including capacity management modules in their IT system to 

facilitate hospitals in optimising their capacity planning and increasing hospital efficiency.  

1.2 Research outline 
The remainder of this thesis will have the following outline: firstly, the next chapter will identify the 

major source(s) of the capacity problems hospitals face. It will be determined whether the literature 

can provide useful insights into creating a solution. The third chapter will elaborate on the design of 

the research process towards a solution. Chapter four shall then continue with a step-by-step 

description of the designed solution. This solution will be evaluated in the case study of chapter five. 

Lastly, the implications of the found results, the conclusions and the discussion will take place in the 

last two chapters. 

2 Problem definition 
Now the urgency of increasing efficiency has been established, it is time to have a closer look at the 

capacity planning processes within hospitals. How do hospitals schedule patients for surgeries in the 

OT? Which aspects are important? Does the literature contain any (partial) solutions for these planning 

issues? This chapter will first take a closer look at the methods used by hospitals and will then study 

the possibilities to adopt solutions from the literature. This will allow the identification of potential 

gaps in the literature and the definition of a problem statement.  

2.1 Scheduling in hospitals 
The process that the patient will follow through the hospital normally starts at the outpatient clinic 

consultation or at the emergency department (ED). In the case of having an outpatient clinic 

consultation, the patient was referred to the hospital by the GP for closer examination. When the 

doctor decides that the patient will need surgery, a surgery order is created. This order will contain 

information about the type of surgery that needs to be performed, what patient characteristics should 

be accounted for, what resources are needed for the surgery, and what urgency the surgery has – 

whether it must be performed within a certain time (urgent patient), or whether it can be performed 

when there is enough vacancy in the surgery schedule (elective patient). For an arrival at the ED, the 

patient is examined and when the patient needs surgery, it is determined whether the patient is an 

acute or subacute patient. The first classification category requires the patient to be operated as soon 

as possible, even when other surgeries are scheduled. The second classification category will allow the 

patient to be operated within 24 hours, although it may also be decided to do this surgery earlier when 

OT capacity is available (Anonymous Head OT, 2016a, 2016b; Anonymous OT planner, 2016). For this 

(sub) acute patient a similar surgery order will be created. 
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This order will then be received by the OT planner. This person will drag-and-drop patients from the 

surgery order list (or waiting list) into virtual buckets which represent OT sessions that are assigned to 

a certain specialism. However not every sessions of each specialism is the same. A different doctor is 

assigned to each session to perform the surgery. Each of these doctors can have (multiple) different 

(and sometimes unique) subspecialties, making this session (to which this doctor is assigned) suitable 

for a particular group of surgeries that require a certain subspecialty. These surgeries cannot be 

performed by all other doctors that are assigned to other sessions during the same day. So during the 

drag-and-drop assignment of patients to a session the planner will need to account for the (sub) 

specialties.  

In addition, the sequence of surgeries also needs to conform to certain requirements. Common 

requirements are that more severely allergic patients should be treated first; this avoids having to 

excessively clean the OT during the middle of the day in preparation of this surgery. Children and 

diabetics should be operated after the allergic patients, as the obligation to stay sober before a surgery 

is harder to comply with for these patients. Furthermore, day treatment patients should be treated as 

early as possible to allow them to recover from the surgery in time to leave the hospital the same day. 

Also patients with an isolation indication (e.g.: MRSA) are ideally treated at the end of a surgery day. 

This will ensure a minimal spread of contagions to other patients as these have already been operated 

earlier during the day. It also allows one to save regular OT time as these patients sometimes may need 

to recover from the anaesthesia on the OT itself, because it is possible that the hospital has no 

(available) PACU rooms suitable for isolation patients. Another factor in the drag-and-drop allocation 

of patients to sessions is the use of ‘scarce’ equipment. This may for instance be a C-arm, which is a 

mobile X-ray that can be used during surgeries and can be moved to another OT for the use during 

another surgery (it also occurs that hospitals made the decision to equip their OT(s) with a fixed C-

arm). Lastly, the planner will need to monitor the percentage the sessions are filled with patients to 

account for the arrival of more urgent patients at a later time. The latter case means that often the 

day of surgery is communicated to elective patients multiple weeks ahead of the surgery itself – as a 

service to the patient, so this person can arrange for example their sick-leave at work. In the remainder 

of the time till surgery, other patients will have an outpatient consult too. Some of these patients will 

turn out to require an urgent surgery, meaning that they may need to be operated on the same day as 

the already scheduled elective patient. Therefore reserving some session time for the inflow of this 

urgent patient type is needed to ensure that these patients can receive their surgery in time (in order 

to prevent a violation of the surgery deadline). Besides these continuously monitored requirements, 

another requirement that needs to be monitored on a more global level is the continuation of 

production. This means that hospitals have made agreements with health insurers about how many 

treatments of a certain type, or how much money they will get for treating their insured clients. This 

means that the OT planner needs to (periodically) monitor the progression on spending the insurer’s 

budget. Neither underproduction nor too much overproduction is desirable (Anonymous Head OT, 

2016a, 2016b; Anonymous OT planner, 2016).  

When the urgent inflow of patients is known, these are also assigned to an OT session and the ultimate 

sequencing is determined. When a satisfactory fit is found, the schedule is finalised and the time of 

admission is provided to elective patients, and the day and the time of admission is provided to urgent 

patients. At this point the OT schedule is handed over to the admission planner. The admission planner 

now has to arrange a bed for each patient. In practice this may be the same person in a different role, 

but these steps are still executed sequentially. Therefore a common phenomenon is a high day-to-day 

fluctuation of admissions (Anonymous Head OT, 2016a, 2016b; Anonymous OT planner, 2016).  
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As one can see from the above description of the OT planning processes, a multitude of factors need 

to be taken into account in order to create a surgery schedule. But what OT-related problems are 

experienced in hospitals? In order to answer this question, an interview was held with a team leader 

from ChipSoft that has studied the planning processes of eight different hospitals. The major problem 

that could be identified in all of the visited hospitals was that it was impossible to get insight into the 

real-time and projected occupation of beds on the nursing ward during the surgery scheduling. 

Therefore it is difficult to determine the consequences of scheduling a surgery on the occupation of 

beds (and whether this required bed would actually be available). Scheduling surgeries becomes even 

harder when all of the other requirements named in previous paragraphs need to be incorporated as 

well (Van Groen, 2016).  

This inability to analyse scheduling consequences directly results in another issue, which is located at 

the nursing ward to which the patient is transferred after surgery. Because the OT schedule does not 

account for the availability of beds or nursing personnel (whichever should form the restricting 

bottleneck during scheduling), the nursing ward makes its own predictions of how much personnel is 

required on a particular day. Since this estimate is not aligned with the OT planner’s decisions, a 

structural mismatch between the planned and required nursing is experienced in most hospitals (Van 

Groen, 2016). A complete overview of all the identified problems, including the less frequently 

encountered problems, can be found in Table 1. 

Problem 
Occurance  

(% of hospitals) 

Lack of (real time) insight in current and expected 
occupation of beds (and LoS) 100,0% 

Inability to dismiss patients based on expected 
dismissal date or dismissal-determinant task 75,0% 

Shortage of personnel (doctors and/or nursing) 
resulting from planning 75,0% 

Lack of insight in the consequences of the OT 
planning on required bed capacity 75,0% 

Lack of insight in the consequences of scheduling 
an outpatient clinic session on required OT time 62,5% 

Unpractical usability of non-integrated systems 
for registration and planning (third parties) 37,5% 

Lack of insight in the efficient division of bed 
capacity amongst specialties 25,0% 

Table 1: Problems indicated by eight hospitals concerning the operational planning as interviewed by Van Groen (2016). 

2.2 Literature Study 
Now that the main issues concerning the OT capacity planning are identified, the literature can be 

scrutinised in order to see if the literature can help out in creating a solution (or whether a solution 

already exists). Three different search engines were used in the search for literature: Google Scholar, 

Scopus and the Eindhoven University of Technology online library.  

When regarding literature on capacity planning, it is important to take into account the hierarchical 

planning level. This means that capacity planning can be done in three consecutive, refining stages 

(Vissers, Bertrand, & De Vries, 2001):  

1. Strategic planning: planning of large capital investments for one to multiple years and how 

much production is to be expected; 
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2. Tactical planning: the allocation of resources to different production units in order to meet the 

production criteria for a certain period;  

3. Operational planning: the exact way in which the production is to be realised, the day-to-

day/minute-to-minute scheduling of activities.  

The problems that were encountered in hospitals are mainly situated in the tactical and operational 

planning levels. It is therefore decided to disregard articles with a strategic planning focus. Besides the 

planning level, also the amount of detail is taken into account. How strong does the modelled situation 

correspond to the real-life situation? Do decision rules show similarities? This aspect is elaborated on 

after the explication of planning techniques. 

2.2.1 Planning techniques 
In the articles that were selected from the different search engines three foremost types of planning 

techniques can be discerned. 

1. Linear programming (LP) optimisation; 

2. Queuing theory; 

3. Heuristics. 

2.2.1.1 LP optimisation 

When trying to increase the efficiency of a process, one can look at minimising the cost associated with 

it. This has been done by Guinet & Chaabane (2003) and Batun, Denton, Huschka, & Schaefer (2011). 

They respectively minimised the average patient intervention costs and maximised the robustness of 

the sequence of surgeries to avoid overtime. In the research of Erdogan, Denton, & Fitts (2011) and 

Persson & Persson (2010) this objective was made more explicit by incurring costs for ill performance 

resulting from for example making overtime and cancelling patients.  

Working with these cost-based optimisation models can however be hard when modelling the Dutch 

healthcare system, because not all hospitals employ all doctors themselves; some doctors may be hired 

from external companies. Also the reimbursement system through which a hospital is paid by insurers 

makes it hard to determine the exact costs of resources. Therefore a large number of studies directly 

optimise the utilisation. The work of Hulshof, Boucherie, Hans, & Hurink (2013) and Marques, Captivo, 

& Vaz Pato (2012) maximise the overall utilisation. Making use of overall utilisation alone may be 

dangerous though. It can easily occur that one has an overall utilisation of 90% whilst still having 

overutilisation (Strum, Vargas, & May, 1999; Wachtel & Dexter, 2008). According to this principle Adan, 

Bekkers, Dellaert, Jeunet, & Vissers (2011) seek to minimise the deviation between the expected and 

realised total duration of surgeries, whilst limiting resource usage. This research study is extended by 

Dellaert, Cayiroglu, & Jeunet (2016) by relaxing constraints to only penalise for overutilisation. 

A different approach is provided by Roland, Di Martinelly, Riane, & Pochet (2010) which define their 

planning problem as a resource constrained project scheduling problem. Their objective is to minimise 

the total duration of the whole project whilst imposing restrictions on the use of OTs, doctors and 

nurses. Riise, Mannino, & Burke (2016) used the same approach but also included the prioritisation of 

children and diabetics.  

In the interviews with the OT planner and heads of the OT, it was derived that the continuation of 

production is an important issue. When strictly optimising the production, one creates a system that 

prefers the shortest and easiest patients (Gomes, Almada-Lobo, Borges, & Soares, 2012). This problem 

can luckily be solved when the waiting times of patients are also included in the objective function 

(Sperandio, Gomes, Borges, Carvalho Brito, & Almada-Lobo, 2014). In addition, the work of Gupta 
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(2007) attempts to balance the workload of production by pushing workload into the future during 

busy periods forwarding workload during less busy periods.  

To expand the range of performance measures that is taken into account, multi-objective LP 

optimisation may provide helpful insights. This more elaborate approach has been used by (Cardoen, 

Demeulenmeester, & Beliën (2009a, 2009b) in order to incorporate priorities, travel distance to the 

hospital (to avoid no-shows/cancellations), OT cleaning requirements, length-of-stay (LoS), infection 

risk minimisation and peak usage reduction of the OT’s outflow to the PACU.  

In some of the studies – even those with relatively few objectives – the optimisation problems became 

NP-hard and took too long to generate a solution. A way in which to avoid this problem is to make use 

of a genetic algorithm (GA) (Turban, Sharda, & Delen, 2011). The research studies performed by 

Roland, Di Martinelly, Riane, & Pochet (2010) and Fei, Meskens, & Chu (2010) achieve optimisation of 

their LP problems through GA where they previously struggled with NP-hardness. 

2.2.1.2 Queuing theory and simulation 

Kao (1973) used queuing theory to simulate the throughput time of patients with different disease 

types. Similarly, Cochran & Roche (2009) studied the influence of fast-tracking certain patient types at 

the ED, on the waiting time for each patient type. It allowed them to resolve the phenomenon called 

‘bed holds’, were patients are admitted to a bed, but cannot proceed to downstream processes 

because these are busy. This idea may be translated to the situation where the PACU receives the 

outflow of patients from the OT. In the work of Vanberkel & Blake (2007) this phenomenon with the 

OT and PACU is studied and it was simulated whether a 15% increase in OT capacity or a 15% increase 

in PACU capacity would be better. It turned out that increasing PACU capacity increased the total. 

Harper (2002) used a different approach. In this study it is proposed that the sequence of surgeries can 

increase or decrease the efficiency of the OT. The Longest-Case-First sequence seems to perform best, 

as it spreads the variability of surgeries evenly across OTs.  

2.2.1.3 Heuristics 

Harper (2002) discussed three sequencing methods for surgeries were mentioned.  

1. First-Come-First-Served (FCFS): all the surgeries are executed in the order in which they arrive 

(Ozcan, 2009); 

2. Shortest-Case-First (SCF): this will order the surgeries from the shortest to the longest case 

and will then assign the surgeries to OTs in this sequence (Ozcan, 2009); 

3. Longest-Case-First (LCF): the exact opposite of SCF; it sorts surgeries from the longest to the 

shortest surgery and will assign them in this order (Ozcan, 2009). 

The FCFS heuristic is applied by Everett (2002) where patients are separated in three different acuity 

categories and within each category a FCFS order is applied. This sequencing order does successfully 

prioritise the patients that will need care most urgently, however it makes an implicit assumption 

about the availability of information. Not all the patient urgency types (elective, urgent and acute) are 

known at the same time in advance (Anonymous Head OT, 2016a, 2016b; Anonymous OT planner, 

2016). Making this assumption causes that 1) appointments cannot be issued multiple weeks in 

advance or 2) that urgent (and acute) patients will always need to wait one or multiple weeks. Clearly, 

this creates in a contradiction. 

In the research of M'Hallah & Al-Roomi (2014) SCF and a random assignment are used to test two 

cancellation. The policy which states that a surgery is cancelled when the expected start time exceeds 

session time is more beneficial as the overall utilisation is better and the policy implicitly aims to treat 

more patients as it initiates the cancellation procedure at a higher session fill percentage.  
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Contrary to optimising the over- and underutilisation, Dexter & Traub (2002) aim to minimise the 

overutilisation. They schedule surgeries by the earliest start time (EST) or latest start time (LST). It turns 

out that the EST policy is better at balancing the underutilised OT time over different OTs. Hans, 

Wullink, Van Houdenhoven, & Kazemier (2008) minimise the risk of making overtime by using the 

portfolio effect of Markowitz (as cited in Hans, et al. (2008)) to combine surgeries with similar variance 

into one OT session. 

The research of Marcon & Dexter (2006) uses other heuristics than previously discussed to solve the 

PACU ‘bed holds’. Of the seven tested heuristics, the HIHD and MIX perform best. Both are able to 

spread long and short surgeries evenly across the day which allows for an even flow to the PACU which 

reduces their peak workload. 

A different type of heuristic is the newsvendor problem or minimal cost analysis. This method is used 

by Strum, Vargas, May, & Bashein (1997), Strum, Vargas, & May (1999) and Lehtonen, Torkki, 

Peltokorpi, & Moilanen (2013) to optimise the costs associated with the OT. They achieved this by 

discretising the duration of surgeries for the underlying distribution of the newsvendor problem. 

Lastly, Wullink, et al. (2007) investigated whether the use of an OT dedicated to acute surgeries is 

better compared to keeping some slack time at the end of each OT session. Their simulated results 

show that using slack time works better, since it creates flexibility that allows for the rescheduling of 

surgeries more easily, whilst still working efficiently.  

2.2.2 Prioritisation and acute patient handling 
As mentioned earlier, the work of Cardoen, Demeulenmeester, & Beliën (2009a, 2009b) incorporated 

the prioritisation of children, patients with a large travel distance, patients that previously had a 

cancellation, and day treatment patients. Additionally, Riise, Mannino, & Burke (2016) propose to take 

diabetics into account in the same way as children.  

Furthermore the research of Guerriero & Rosita (2011) and Wullink, et al. (2007) explicitly analyses the 

impact that an acute inflow of patients has on the performance of the system. Also Wullink, et al. 

(2007) propose to use slack time at the end of each session to deal with acute patients. An extension 

on using this slack time to allow the insertion of acute patients into the surgery schedule, is the work 

of Van der Lans, et al. (2006). This study has produced a break-in-moment (BIM) optimisation. When 

optimising these BIMs it is important not to use the LCF heuristic to avoid a long uninterrupted interval 

between BIMs at the start of the day (Hans & Vanberkel, 2012).  

2.2.3 Literature Gap 
This section aims to determine which real life problems that were encountered in hospitals are not yet 

addressed (sufficiently) in the literature. Identifying this gap between research and practice allows this 

thesis to explore new ways of resolving these real life issues. 

The first aspect which is discussed too superficially in the literature is the diversity in patient types. 

None of the articles discussed above include all four patient types (i.e.: elective, urgent, subacute and 

acute). On top of this, when multiple urgency levels are taken into account, this is only used to 

differentiate in the prioritisation of patients, not in the timing of the availability of information about 

these patients. Therefore many of the decision-making rules/methods developed in literature assume 

that information about for example urgent patients is available at a moment in time which does not 

correspond with the reality.  

As could be seen from the previous section, only a small number of articles took into account multiple 

patient characteristics. None of the found articles discussed the need for equipment during a surgery 
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or the doctor’s subspecialty (which should match with the subspecialty required for the patient’s 

surgery. Not taking this subspecialty into account creates an enormous amount of flexibility in 

assigning patients which is not realistic for the real life situation). Studies suggesting rescheduling 

patients on the day of surgery, using a heuristic in its pure form (e.g. LCF without accounting for patient 

characteristics), inserting acute surgeries and optimising BIMs are therefore likely to contain too 

optimistic results. For these studies to become meaningful to the day-to-day planning processes in 

reality, they need to take into account more patient characteristics and more resources. 

A last aspect which should be studied in more detail is the need for an integrated solution between 

surgery planning and admission planning. A severely limited number of articles took into account the 

availability of beds. Including such resources in a scheduling algorithm can possibly resolve the issue 

from reality. 

So in conclusion it can be said that none of the articles took into account all the relevant and important 

factors for surgery scheduling. Also there is a lack of solutions that provide an integral planning 

approach with the admissions to the nursing ward.  

2.3 Problem statement 
The resulting problem statement which this thesis will aim at to resolve, can be formulated as follows: 

A generic method for the efficient scheduling of surgeries that is robust and involves (the foremost) real 

life constraints on prioritisation and patient properties has not been developed in existing literature. 

3 Research design 
This chapter shall give a more detailed description of the research which is performed for this thesis. 

It will start with elaborating on the research questions, then the aim and objectives will be concisely 

defined. Consequently, the scope shall be given to delineate the boundaries of the thesis. Lastly, the 

methodology will be provided. 

3.1 Aim and objectives 
The aim of this research study is to develop a scheduling algorithm that allows the operating theatre 

planner to account for bed restrictions along with regular surgery scheduling prioritisation and decision 

rules. This algorithm should have an improved performance with regard to the identified KPIs, in 

comparison to the performance of the planning made by the operating theatre planner. 

3.2 Research questions 
From the problem statement it is easy to conclude that a new method needs to be designed. Therefore 

the main research question shall be formulated as a design question: 

How can an efficient and generic algorithm for robustly scheduling surgeries be designed, that accounts 

for patient priorities, resource availability, surgery duration variance and appointment issuing? 

In order to design a successful algorithm that is capable of assisting the OT (and admission) planner, it 

is necessary to get a complete picture of which features should be included in what way in order to 

enable the OT planner to steer the planning process to a more efficient solution. Another important 

aspect to take into account is the genericity of the design, as it should be implementable in multiple 

hospitals. Therefore the following sub questions have been formulated to support the design process: 

1) How can the identified planning rules and KPIs from the interviews and literature be applied 

in a scheduling algorithm that is suitable for implementation in reality?  
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2) Which parameters settings need to be adjustable by the operating theatre planner to make 

a generic scheduling algorithm?  

3) How to account for appointment issuing for different patient types?  

4) How robust is the algorithm to contextual changes? 

3.3 Scope 
The algorithm that will be developed in this thesis is meant to be used from the perspective of an OT 

and admission planner simultaneously. It therefore needs to take into account tactical and operational 

planning issues – or rather the transition from tactical to operational planning, and the operational 

planning itself. The purely tactical planning normally generates the standard session rosters that will 

serve as a guideline for the OT planner to let the correct patient mix be operated. The creation of this 

standard session roster however, is assumed to be done already in the tactical planning stage. 

Therefore creating this standard roster is out of scope for this thesis. Fine-tuning the standard roster 

to the currently available surgery ‘stock’ (i.e.: the time required for surgeries/patients that still need 

to be scheduled and which are on the waiting list) will be within the scope of the thesis, as this step 

will form the transition from tactical to operational planning. 

In addition the algorithm will need to account for all four patient types that are, and each patient type’s 

moment of arrival before the day of surgery. The algorithm has to mimic the real life availability of 

information at every moment in time. These two properties that will be included in the algorithm, shall 

allow the algorithm to allocate adequate amounts of surgery time to each patient type, allowing each 

patient of each patient type to be treated in time (i.e. before their due date). 

Figure 5 displays these scoping requirements in addition to the other scoping requirements that are 

derived from the hospital’s process description: 

 

Figure 5: An overview of aspects that are within and out of the scope, and the assumption that is made before developing the 
algorithm. 

3.4 Methodology 
The creation of the scheduling algorithm can be broken up into four different stages: 

Assumptions

1. The standard session roster is given.

Within scope 

1. Transition from tactical to operational 

planning, and operational planning; 

2. The OT's session time, and doctor, bed 

and equipment availability; 

3. Prioritisation rules based on patient 

and surgery characteristics; 

4. Four patient types: elective, urgent, 

subacute and acute; 

5. Appointment issuing at a desirable 

time prior to the day of surgery per 

patient type. 

 

Out of scope 

1. Strategic planning and tactical 

planning; 

2. Nursing capacity, preoperative 

screening; 

3. Production agreements made with 

insurers. 
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1. Algorithm design 

2. Develop algorithm 

3. Calibrate algorithm 

4. Evaluate performance 

The first stage is the algorithm design, which consists of creating the conceptual ideas for integrating 

all of the different factors into one system. This stage will determine which steps have to be executed 

consecutively in order to create an algorithm that solves the problems in reality. Furthermore this 

stage determines which functionalities, requirements and parameter options should be provided to 

the planner. These options determine which techniques from the literature seem most applicable to 

this planning problem.  

The next stage is made up of the development of the algorithm so that the algorithm can be 

automated. This development of the algorithm is done in MATLAB, which uses a functional 

programming language. This means that the resulting algorithm is not immediately ready for use in 

practice, but it does contain all functionalities that will be required by the planner to create a surgery 

schedule.  

The second to last stage will calibrate the algorithm based on a case study that will be performed. It 

will for example adjust the percentages of OT time that can be assigned to specific patient types. Also 

the specific context for the hospital from the case study can be recreated. This means that the 

availability of doctors (and their subspecialty), the availability of equipment and the availability of beds 

per specialised nursing ward can be inserted. 

Lastly, the performance of the system will be ascertained for the base scenario. The performance 

measures that will be used are defined in the algorithm design. This base scenario is however an 

average situation. How will the algorithm perform when it is challenged by presenting it with a more 

extreme situation? To answer this question, this last stage also contains several scenarios in which 

some parameter settings are changed to determine the performance under more extreme conditions.  

4 Design of algorithm 
This section will present the design of the algorithm. The first step though, is determining which 

measures the algorithm aims to optimise and how efficiency is measured. The next paragraph will 

summarise the restricting factors that have been identified in the interviews with the team leader at 

ChipSoft, the OT planner and the heads of OT. Lastly, a detailed description is given about the way the 

algorithm works. 

4.1 Performance measures 
During the interviews it became clear that all hospitals seem to be in agreement about the most 

important performance measure: the progress of production. Production agreements with the health 

insurers have to be met, otherwise it will negatively affect next year’s budget (Anonymous Head OT, 

2016a, 2016b; Anonymous OT planner, 2016; Van Groen, 2016). This performance measure shall be 

implicitly taken into account through monitoring the stability of the waiting list. If the average number 

of patients on the waiting list will increase overtime when running the algorithm, it is assumed that 

the algorithm cannot meet the production demands and this performance measure will be 

inadequately met.  

Furthermore, the service that is provided to patients is of high importance. When considering planning 

performance, this can be measured by the time till treatment (overall waiting time), or throughput 
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time. This time can however be broken up in several parts to specify service performance in more 

detail:  

1. Time between being put on the waiting list (after getting diagnosed), and receiving the 

appointment for surgery; 

2. Time between getting the appointment and the day of surgery; 

3. Time till admission for (sub) acute patients (i.e.: how long do these patients have to wait before 

they will receive their surgery on the day of their arrival). 

For urgent and (sub) acute patients it is desirable to minimise the throughput time as much as possible. 

For elective patients this can be different. These patients like to plan their surgery at a convenient 

moment. This makes minimising the throughput time not the best solution (Anonymous Head OT, 

2016a, 2016b; Anonymous OT planner, 2016; Van Groen, 2016). It is therefore best to enable the 

planner to set a desirable amount of time till surgery for elective patients. Any large deviations from 

this amount of time can be regarded as ill performance. 

Furthermore, OT planners are stimulated to fill the OT sessions as much as possible. In practice they 

hardly account for variability of surgery duration and any overtime is already accounted for in the OT 

session roster (Anonymous Head OT, 2016a, 2016b; Anonymous OT planner, 2016; Van Groen, 2016). 

One can however conclude from this that the utilisation of the OT is important. Therefore the 

utilisation of the OT is also taken into account as a performance measure.  

Lastly, the utilisation of beds is measured. This is because this algorithm will provide an integrated 

approach for planning surgeries and admissions. It however does not take into account available 

nursing like discussed in the scope of this thesis. 

4.2 Features required 
This paragraph will summarise the aspects that the OT planner will need to take into account when 

scheduling surgeries. All of these aspects will form the set of required features that should be included 

in the algorithm. In the next paragraph, the design of the algorithm will be given, including the ways in 

which all of the features from the list below are included. 

1. Different urgencies for elective, urgent, subacute and acute patients; 

1.1. Different arrival patterns for elective patients, urgent patients, and – as one group – subacute 

and acute patients; 

1.2. Different due dates till surgery should be taken into account;  

1.3. Account for specialty-specific percentages of OT session time that should be given to each 

patient type; 

2. Patient and surgery characteristics which include: age (being a child), diabetes indication, allergies, 

isolation indication, and clinical or day treatment; 

3. Specialty and subspecialty that is required for each surgery; 

3.1. Account for different percentages of surgeries that require a certain (sub)specialty; 

4. Resource availability for doctors (of a certain subspecialty), OTs, beds (belonging to a certain 

suitable ward) and equipment. 

4.3 Planning phases 
This section will discuss the design of the algorithm which is developed in MATLAB. This design has 

been split up in three parts that subsequently refine the planning until a minute-by-minute surgery 

schedule is available.  
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The reason for splitting this algorithm in three parts is, that the timing of the elective, urgent and (sub) 

acute patients needs to be accounted for. This is done by allowing the hospital to assign its elective 

patients to an OT session 𝑘 weeks in advance (𝑘 being an adjustable parameter). This means that these 

elective patients will get an appointment for the day of surgery 𝑘 weeks in advance (but not the time 

of admission). This allows these patients to prepare their private situation at home and at work for the 

admission. In addition to these elective patients, a part of the urgent patient flow may also have an 

urgency indication which exceeds these 𝑘 weeks. In order to facilitate the same courtesy to these long-

term urgent patients (to prepare their private situation for the admission), these patients will be 

assigned to an OT session together with the electives. Of course these long-term urgent patients will 

be prioritised in this assignment to avoid due date violations. This phase of scheduling is called the 

elective planning phase. 

The next phase is called the urgent planning phase. As can be expected, this phase will deal with the 

remainder of the urgent patients, or the short-term urgent patients (patients with a due date shorter 

than 𝑘 weeks). This planning phase will be initiated several days before the day of surgery in order to 

be able to assign the most urgent patients to an OT session within their due date (this would be 

impossible to guarantee when this urgent phase would be done once per week). Also, this phase will 

sequence the surgeries in such a way that the patient characteristics are accounted for. Furthermore, 

all the resources will be scheduled as well, so that they shall be available on the day of surgery and so 

that they shall match the requirements of all surgeries. 

The last phase is the acute planning phase. This phase is designed to simulate the realisation of the OT 

schedule on the day of surgery and, as-if monitoring the progress of realisation in real time, to initiate 

a rescheduling iteration to avoid making overtime. This rescheduling iteration will attempt to assign 

surgeries to another OT session (which is suitable for this surgery) when the realisation is likely to run 

into overtime. The sensitivity of this rescheduling initiation point shall be manually adjustable by the 

planner to reflect the hospital’s preferences. In addition to rescheduling, this phase shall also account 

for the arrival of (sub) acute patients. This means that throughout the day (sub)acute patients may 

arrive. Subacute patients may be treated at the end of the day, but acute patients will have to be 

operated as soon as possible. The algorithm will assign these patients to either the acute OT (when the 

hospital has a dedicated acute OT) or it will find the first break-in-moment (BIM) in a suitable session 

in which to insert this surgery.  

In this way the algorithm can account for the difference in timing of the availability of information 

about each patient type. A graphical illustration of the description above is given in Figure 6. This 

displays the different planning phases. The rectangular blue arrow shows how every Tuesday the 

elective planning phase is executed for the entire week, 𝑘 weeks ahead. The rectangular orange arrows 

depict how the urgent planning phase will sequence the surgeries that should be done the next 2-3 

days. It is decided to make this urgent planning for 2-3 days in advance, because the lowest non-(sub) 

acute urgency indication is 1 to 3 days. This entails that if all of these patients should receive a surgery 

within this due date, the planning algorithm should perform the scheduling phase for this patient type 

every 1 to 3 days. In order to get an easy cyclic pattern for a workweek, it is decided to let the algorithm 

execute this urgent planning phase every Monday, Wednesday and Friday. Lastly, the acute planning 

phase will need to be executed on a daily basis as it monitors real-time the realisation of the surgery 

schedule and the arrival of (sub) acute patients. This acute planning phase is indicated by the curved 

blue arrows. 
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Figure 6: Visualisation of the planning horizon for the three planning phases. 

In addition to this global overview of the execution of planning phases, the next figure demonstrates 

the individual steps that need to be executed to perform each planning phase. The top box illustrates 

the elective planning phase, the centre box displays the urgent planning phase, and lastly the bottom 

box displays the acute planning phase. In this figure it can also be seen that every day new patients are 

randomly drawn. This step is there for simulation purposes, but it mimics the arrival of elective and 

urgent patients which had an outpatient visit and are now on the waiting list, and the arrival of acute 

patients which have to be operated every day. The days at which these patients arrive are limited for 

the elective and urgent patients though; because outpatient consults are generally only held during 

weekdays, their arrival is assumed to also occur only during weekdays. Drawing these patients is done 

by using the probability distribution for the number of arrivals of (both) elective and urgent patients, 

and of acute patients. The first set of arrivals – of elective and urgent patients is then split into two 

different waiting lists; the elective and long-term urgent waiting list, and the short term waiting list. 

These separate waiting lists will be used in the elective and urgent planning phase respectively. The 

next three paragraphs will give a detailed description of all of the steps in each planning phase. 
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Figure 7: A flow diagram of process steps of the three planning phases. 

4.3.1 Elective planning phase 
This planning phase will provide the planner with a roster which allows him or her to give an 

appointment to elective and long-term urgent patients. This means that even though patients may 

already have been assigned to a session, this may be temporary. The only element that is fixed is the 

day of their surgery. During the urgent planning phase their allocation to a certain session may change. 

4.3.1.1 Update waiting list parameters 

As was indicated in the scope of this thesis, the standard session roster is assumed to be given. 

However, this roster may be adjusted to the currently available surgery stock. In order to determine 

how to adjust this session roster, a set of waiting list parameters is calculated. These parameters 

consist of two measures which are calculated for each specialty: 

1. The total duration of all surgeries that are on the waiting list for a specialty, divided by the 

fraction of elective and long-term urgent patients for this specialty. This parameter value will 

be the average total need for surgery time for this specialty for all patient types. It will form 
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an upper bound for the time that is required. This is the maximum amount of expected surgery 

time that this specialty can do; assigning more time to this specialty will likely result in idle 

time for the OT. 

𝑉𝑖,1 =
∑ 𝑑𝑢𝑟𝑎𝑡𝑖𝑜𝑛𝑘𝑘∈𝐾𝑖

𝑓𝑖
  

where: 

𝑉𝑖,1 is the upper bound parameter value for specialty 𝑖; 

𝐾𝑖 is the set of elective and long-term urgent surgeries for specialty 𝑖; 

𝑓𝑖 is the average fraction of elective and long-term surgeries of all surgeries for specialty 𝑖. 

 

2. The maximum of, the total duration of all surgeries which have a long-term urgency divided by 

the fraction of elective and long-term urgent patients for this specialty, and the average 

expected amount of time that is required by short-term urgent patients (using Little’s Law). 

This provides a lower bound for the amount of surgery time that is needed. This method 

accounts for the idea that arrivals of patients are independent, and that the current surgery 

stock (which is the remaining amount of arrivals that have to be scheduled), is independent 

from the arrival of short-term urgent patients on later days. The amount of time that is 

represented by this parameter is the minimum amount of time that this specialty must get, 

because it must be able to perform long-term and short-term urgent surgeries. 

𝑉𝑖,2 = max (
∑ 𝑑𝑢𝑟𝑎𝑡𝑖𝑜𝑛𝑙𝑙∈𝐿𝑖

𝑓𝑖
, 𝜆𝑖 ∗ 𝑥�̅� ∗ 𝑝𝑖

𝑠ℎ𝑜𝑟𝑡−𝑡𝑒𝑟𝑚 𝑢𝑟𝑔𝑒𝑛𝑡
) 

where:  

𝑉𝑖,2 is the lower bound parameter value for specialty 𝑖; 

𝐿𝑖 is the set of short-term urgent surgeries for specialty 𝑖; 

𝑓𝑖 is the average fraction of elective and long-term surgeries of all surgeries for specialty 𝑖; 

𝜆𝑖 is the average number of arrivals for elective and urgent patients; 

𝑥�̅� is the average duration of surgeries of specialty 𝑖; 

𝑝𝑖
𝑠ℎ𝑜𝑟𝑡−𝑡𝑒𝑟𝑚 𝑢𝑟𝑔𝑒𝑛𝑡

 is the average fraction of surgeries for specialty 𝑖 that are short-term 

urgent. 

These parameter values allow the planner to determine how much time each specialty needs at least, 

and how much time each specialty can use at most. When this is compared to the distribution of 

session time in the session roster, it can also be determined which specialties are now likely to receive 

too much session time, which specialties receive too little, and which specialties could make good use 

of more session time. The next three process steps will redistribute the session time in such a way that 

session time surpluses are decreased, session time shortages are reduced and session time left-overs 

will be given to the more needy specialties.  

4.3.1.2 Decrease/remove sessions 

The second step will be to make space in the session roster to allow other sessions to be enlarged 

(Increase sessions section) or to allow completely freed up sessions to be given to another specialty 

(Add sessions section). This is done by determining how many sessions of a specialty should be 

modified. There are two types of session modification: 1) to remove a whole session, or 2) to decrease 

the session’s size, which is done for only one of the sessions of this specialty for the particular week 

that is being planned (if this step is necessary). In order to determine which sessions to remove entirely 

and which sessions to decrease, the requirements for time of the opposite sessions (the session that 

will be held in the same OT but before or after the session of the currently regarded specialty) are 

reviewed. It is most desirable to free up a whole session opposite of a session with a specialty that is 
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most needy for more session time; vice versa, it may be unnecessary to remove a whole session 

opposite another session that only needs part of the freed up session time (indicated by upper bound 

restrictions), which makes decreasing this session more optimal. To supplement this explanation a 

graphical example will be given in Figure 8.  

 

Figure 8: Example of how session time may be decreased of removed. 

The steps that are taken are as follows: 

1. Specialties A and E have a surplus of session time; 

2. Specialty B is most needy for extra session time, followed by specialty C; this means that it will 

be most optimal to remove whole sessions of specialties A and E opposite specialty B first, and 

if possible remove or decrease additional sessions opposite specialty C. 

3. An entire session of specialty E is removed in OT1. An entire session of specialty A is removed 

in OT2. A partial session is removed in OT3 as specialty A can still make use of two hours of 

session time.  

As can be seen in Figure 8 there are no longer sessions that will have a surplus of session time. This is 

the first step in the direction of proactively avoiding any waste of session time. 
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4.3.1.3 Increase sessions 

The third step consists of increasing the sessions that have now gained space opposite of them, 

allowing them to be increased beyond their standard session time. In this step no extra sessions are 

redistributed, only the duration of the existing sessions is modified. Again a graphical example is given 

to illustrate the way in which this step is executed. 

 

Figure 9: Example of how session time may be increased. 

As can be seen from Figure 9 the amount of time that specialties B and C could not operate (indicated 

by the negative ‘Surplus time’), is now decreased drastically. The shortage of session time for specialty 

B to treat all of its patients in the surgery stock can however be decreased further. This is done in the 

next step. Also the session opposite of specialty D is not given to specialty D, as this specialty does not 

have the surgery stock to make good use of it. 

4.3.1.4 Add sessions 

This step will now redistribute the remaining empty sessions. In assigning extra sessions to other 

specialties, the algorithm does have to take into account the total number of doctors of the other 

specialties. A specialty cannot use another session if it has no available doctors to perform surgeries 

during this session. In the examples provided in this chapter, it may be assumed that there are enough 
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doctors to operate during all sessions that are planned. For this step in the elective planning phase, it 

is also assumed that it is not necessary to take into account what the subspecialties of doctors are, 

because they all share a main specialty, meaning that they can always be doing regular (non-

subspecialised) surgeries rather than their subspecialty’s surgeries. It is therefore unnecessary to 

restrict assigning sessions to a specialty at this stage. In the next stage the subspecialty is of 

importance, so the algorithm will take this into account for assigning a particular doctor to a session. 

In the previous example in Figure 9 it could be seen that the morning session in OT1 still needs to be 

assigned to a specialty. From this same figure it can also be concluded that specialty B needs the time 

most. Therefore this session shall be given to specialty B. The result is shown in Figure 10.  

When the bottom right table in Figure 10 is compared to the top right table of Figure 8, it can be 

noticed that an enormous change has been made in the amount of positive and negative surplus time. 

No specialty has a positive surplus, and only one specialty has a small negative surplus (i.e.: small 

shortage). Of course this is an idealised example to display the mechanics of the algorithm, though in 

practice it can still occur that the standard roster will undergo significant shifts in session time. 

 

Figure 10: Example of how session time may redistributed to other specialties. 
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4.3.1.5 Assign specialist 

Now that the distribution of session time is finished, it is time to allocate a doctor to each session. This 

is done by first calculating which subspecialty has the most surgery stock in combination with a certain 

length of stay of the patients, in combination with the preference to treat a patient in the morning or 

afternoon. This is done by making a three-dimensional matrix: 

- X-axis: 5 subspecialties (of which the first may be regarded as the main specialisation for a 

particular specialty, e.g.: every doctor of the specialty neurosurgery should be able to do 

surgeries that require this main subspecialty); 

- Y-axis: 3 categories for the timing of the session (morning, no preference and afternoon); 

- Z-axis: 7 categories for the length of stay, modified by a modulo 7 operator. 

The reason for differentiating between the timing of the sessions is related to the patient 

characteristics. If information is already available at this stage of planning about the necessity to 

operate many patients (e.g.: children) during the morning for a certain subspecialty, then it is wise to 

ensure that a session is available for these patients with the correct doctor during a morning. In 

addition, a hospital may desire to minimise the number of people that need to stay during the weekend 

in order to save costs for personnel (Anonymous Head OT, 2016a, 2016b; Anonymous OT planner, 

2016; Van Groen, 2016). This means that it is important to decide when to operate certain patients in 

such a way that their expected LoS does not overlap with the weekend. When these patients require 

a doctor with a particular subspecialty that is only scheduled during certain days, then this doctor 

should be scheduled on a day that makes this non-overlap possible. That is why the third dimension is 

added. It allows the algorithm to see which subspecialty – session timing – LoS combination requires 

the most session time.  

The algorithm then continues to assign doctors to sessions until all sessions have a doctor. The steps 

that the algorithm takes can be summarised as follows: 

1. Are there any sessions left without a doctor? If yes, then continue. If no, then stop. 

2. Which combination of subspecialty, session timing and LoS requires most surgery time for 

which also a doctor of the suitable subspecialty is available?  

3. Assign this doctor to this session. 

4. Reduce the time needed for this particular combination of subspecialty, session timing and LoS 

in the 3D matrix by the duration of the session, and go to step 1. 

This sequence of steps makes sure that a proper allocation of doctors takes place. This allocation is 

adequately restricted by each doctor’s availability (avoiding there to be sessions that have no doctor). 

In addition, it also allows for the allocation of patients to sessions on the particular days that will create 

a desirable occupation of beds.   

4.3.1.6 Assign patients to session and beds 

In this last step of the elective planning phase elective and long-term urgent patients are assigned to 

a session and bed capacity is reserved for these patients. In order to determine how many patients can 

be assigned to a session, the earlier mentioned specialty-specific fraction 𝑓𝑖 is used. This fraction is 

used to set a lower and upper limit on the time that may be assigned to this patient group by 

multiplying it with 0.80 and 0.95 respectively. These two scaling fractions have been derived by trial 

and error during the simulations which are described in Chapter 5. 

𝑙𝑜𝑤𝑒𝑟 𝑙𝑖𝑚𝑖𝑡 = 𝑓𝑖 ∗ 0.80 

𝑢𝑝𝑝𝑒𝑟 𝑙𝑖𝑚𝑖𝑡 = 𝑓𝑖 ∗ 0.95 
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This modification is done to allow the algorithm to be somewhat more flexible in its assignment of 

patients, whilst demanding a reasonable minimum utilisation and also holding a little margin in reserve 

for the maximum utilisation (since the total urgent and (sub) acute surgery time requirements may 

also fluctuate). The algorithm will then sort the waiting list so that the most urgent patients are at the 

top and the least urgent patients are at the bottom. Also patients with a similar urgency will be sorted 

according to their arrival time, applying a FCFS rule within each urgency categorisation.  

The algorithm then assigns patients to each session by making sure that the cumulative surgery 

duration of these patients falls between this lower and upper limit, whilst making sure that all of these 

patients also have a bed for their entire LoS. When at some point there are no longer any beds available 

on suitable wards for a specific treatment type, a separate iteration is started which will eliminate the 

surgeries for which there is no more bed capacity from the current selection of suitable patients. This 

makes sure that when for example the day treatment ward is expected to be full, more clinical patients 

will be treated as there is still session time and bed capacity available to treat these clinical patients. 

These procedures allow the algorithm to use all of the session time efficiently, whilst proactively 

avoiding any issues in the admission planning. Furthermore, because this phase is executed 𝑘 weeks 

before the day of surgery, these patients will have received an appointment 𝑘 weeks in advance.  

 

4.3.2 Urgent planning phase 
In this second planning phase the actual surgery schedule will be constructed. This is done by using an 

iterative process which will attempt to make a fitting schedule with all of the already assigned elective 

patients and the entire urgent surgery waiting list. When this fit is not achieved, it is determined what 

resource forms the bottleneck. The algorithm will then determine if it can resolve the bottleneck. If it 

cannot, it will select a suitable patient (based on the due date of surgery) to be postponed or delayed 

to a next urgent planning phase iteration. When this patient is postponed or delayed, the algorithm 

will start the whole scheduling procedure from scratch, but now with a waiting list without the already 

postponed or delayed patients. This is done because the bottleneck may be encountered when 

scheduling a patient that should not be postponed or delayed, causing an already scheduled patient 

to be postponed or delayed. Taking this patient from the current pool of patients that needs to be 

scheduled may completely change the most optimal solution. Therefore the algorithm avoids getting 

stuck in a local optimum by repeating this scheduling procedure whenever a patient is postponed of 

delayed. How these steps exactly work is explained in the remainder of this chapter. 

Summary of elective planning phase 
1. Calculate waiting list parameters.  

a. Find upper and lower limit. 

b. Calculate surplus value. 

2. Decrease or remove session time for positive surplus specialties. 

a. Find opposing sessions with high demand for session time. 

b. Select which sessions will be removed and which will be decreased in size. 

c. Remove/decrease session. 

3. Increase negative surplus sessions as much as possible, but not beyond their upper limit. 

4. Redistribute remaining sessions to specialties with a high demand for session time. 

5. Assign specialist 

a. Calculate the cumulative demand for surgery in each subspecialty – session timing – LoS category. 

b. Assign doctor to highest demand category and continue to the next highest demand category. 

6. Assign electives to session. 

a. Determine upper and lower limit for session’s utilisation. 

b. Calculate cumulative demand for beds and surgery time for a particular session. 

c. Assign patients until the cumulative surgery time falls between the upper and lower limit. 
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4.3.2.1 Combine assigned electives with urgent waiting list and sort the list 

The first step to take for the urgent planning phase, is to merge the urgent waiting list with all of the 

patients that have been assigned in the elective planning phase for the particular days for which the 

schedule will now be made. The resulting list will thus consist of new short-term urgent patients that 

have not received an appointment yet, and elective/long-term urgent patients that expect to be 

treated on a certain day (since they already received an appointment for the day of surgery).  

Combining these surgeries from different patient types onto one list allows the algorithm to assign 

each patient to the session in which it fits best; it provides a certain measure of flexibility to the 

algorithm which makes it easier to solve this puzzle. Furthermore it creates the opportunity to account 

for patient and surgery characteristics by applying a sorting method on this merged patient list.  

This sorting method will put extraordinarily long surgeries at the top of the waiting list. This ensures 

that these surgeries will be assured of a spot in the surgery schedule, rather than being left with them 

at the end of the sequencing procedure. The label ‘long surgery’ is attached to a surgery when an 

elective/long-term urgent surgery had an expected duration which exceeded the regular session time 

(during the elective planning phase), or when a short-term urgent surgery exceeded an expected 

duration of two hours. 

The next group of patients on the list consists out of allergic patients. These should preferably be done 

early during the day in order to avoid allergens to be used during previous surgeries. The third group 

will consist of children, followed by diabetics. Both groups prefer early surgeries to minimise the 

discomfort of having to stay sober. The fourth group is made up of day treatments. These patients will 

ideally leave before the end of the day in order to avoid a more expensive clinical admission. This 

means that they should also be treated as early as possible. Second to last, all of the regular patients 

will be treated. These patients simply do not have any of the other characteristics that would make it 

more ideal to treat them during a certain part of the day. The patients with an isolation indication will 

be treated last. This prevents the spread of any contagions to other patients.  

In addition to sorting the list according to this order, within each group an LCF heuristic is applied. The 

result will be a sorting order which is similar to the MIX heuristic of Marcon & Dexter (2006). This MIX 

sorting order tries to spread short and long surgeries across the day to create an even outflow of 

patients to the PACU. Also when taking the idea of BIM optimisation of Van der Lans, et al. (2006) in 

consideration, this approach should equally spread the number of moments at which an acute surgery 

can be inserted (even though this may not always be entirely possible due to (sub)specialty and 

equipment restrictions. The sorting order that is explained above is illustrated in Figure 11. 
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Figure 11: Effect of the sorting method on the order in which surgeries will be scheduled. 

4.3.2.2 Save starting variables & restore starting variables 

When the algorithm fails to schedule all patients on the patient list a patient will be postponed or 

delayed. This means that the patient will be taken from the patient list and will be scheduled during 

the next urgent planning phase. The algorithm will then make a new attempt to schedule the whole 

patient list (including the already scheduled surgeries from last attempt, excluding the postponed or 

delayed patient(s)).  

4.3.2.3 Schedule next patient 

In order to schedule a patient, the algorithm selects the first patient from the remainder of the patient 

list. At this stage it is no longer required to look at the patient characteristics (as these have been dealt 

with in the sorting method of the patient list), and only the resource requirements of the surgery have 

to be regarded. In order to determine which OT is most suitable for scheduling this surgery, five 

separate matrices are constructed that will contain binary values indicating that the first available 

option for a surgery in a certain OT on a particular day is suitable for one of the five resources. The five 

resources that are used are: beds, subspecialty, session, equipment and OT time. These five matrices 

will be multiplied element-wise, in order to determine if there is an OT – day combination that is 

suitable for this patient. Figure 12 shows how these matrices result in the derivation of scheduling 

options. 
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Figure 12: Example of deriving possible OT - day options through constructing five matrices, one for each resource. 

From these options the least full OT is then selected in order to spread the allocation of long and short 

surgeries as best as possible like prescribed by the MIX heuristic (Marcon & Dexter, 2006). The patient 

is then assigned to the suitable OT – day option and resource capacity is reserved for this patient. For 

the bed availability this is somewhat less straight forward. Because hospitals may have many nursing 

wards with hundreds of beds, it may be a computationally heavy procedure to search amongst all of 

the beds on every ward. Therefore it is proposed to use an echelon capacity availability scheme.  

This scheme will register the number of available options to place a patient on a bed on a certain day, 

when the patient has a certain LoS. This method therefore has to account for the occupation of bed 

days of the patient that is being scheduled on this bed (including preoperative days and postoperative 

days; predays and postdays respectively for short), but also for the reduction in options for prior days. 

This is illustrated in the Figure 13.  

 

Figure 13: Example of reducing the available bed options when reserving a bed for a patient. 

As can be seen, a new patient has to be admitted on day 7 and will need to stay day 8 as well to recover 

from the surgery. This means that one bed is occupied on both days, making it impossible to put a 
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patient in this same bed regardless of the LoS of another patient. Hence one bed option is no longer 

available for any LoS on day 7 and 8. This type of occupation is referred to as ‘physical occupation’. 

Furthermore, the admission of this patient on day 7 will also restrict options for prior days. Because 

this bed will be occupied on day 7, it is impossible to put a patient with an LoS of two days in this same 

bed on day 6. This would create an overlap with the patient that has to be admitted on day 7. Similarly, 

it is impossible to put a patient with an LoS of three days in the same bed on days 5 and 6, and so on 

for other lengths of stay until an echelon is created of no longer available options. This type of 

occupation is referred to as ‘virtual occupation’. This overview allows the algorithm to immediately 

see if a certain ward has available beds by reviewing one element in this matrix.  

When the situation arises that another bed should be scheduled some days after or prior to this first 

patient on the same bed, the availability of bed day options should be evaluated properly. First, the 

situation of scheduling a bed some days after another patient is regarded. In this instance the physical 

occupation has to be reserved, this is pretty straight forward. For the virtual occupation however, the 

echelon has to be truncated. In order to explain this situation better Figure 14 has been constructed. 

 

Figure 14: Example of reducing bed options for a patient that will occupy the same bed on later days. 

It can be seen in this figure that there are two days between the departure of the first patient (in 

orange) and the admission of the second patient (in blue). This means that on day 9 and day 10 the 

bed is unoccupied, allowing a one-day bed option on both days and a two-day bed option on day 9. On 

days 7 and 8 however, it is already registered that the bed is occupied. Letting the echelon method 

further decrease the number of bed options for days 7 and 8 would inadequately represent the 

availability of bed day options. Therefore this echelon is truncated from the day of departure of the 

previous bed occupant.  

The second situation considers scheduling a bed for a patient prior to another admission. This means 

that again the physical occupation needs to be reserved. This can however be more difficult as the 

physical occupation columns (for the day(s) on which the patient is expected to stay) partly overlap 

with the virtual occupation echelon of the patient that is scheduled to occupy the bed during later 

days. This is why the physical occupation needs to be truncated as well to avoid doubly reserving bed 

day options. In essence, the virtual occupation of the later bed occupant is converted to physical 

occupation. The same issue can be encountered when reserving this new patient’s virtual occupation. 

This virtual occupation may overlap with the virtual occupation of patients that are scheduled on the 

same bed during later days. Figure 15 illustrates this situation in an extension of the previous two 

figures. 
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Figure 15: Example of reducing bed options for a patient that will occupy the same bed on earlier days. 

The previous two patients have already been scheduled (in orange) and the new patient’s bed 

occupation has to be processed. As can be seen in this figure, exactly one bed option for an LoS of one 

day is available on day 6. All other options for reserving this bed within the timespan of Figure 15 have 

been correctly modified to represent the physical and virtual occupation of the single bed in these 

examples.  

After this patient has been scheduled the algorithm will again check if all patients on the patient list 

have been scheduled, and if necessary restart this process of scheduling another patient. It may also 

occur that a patient does not fit. It is then checked if it is possible to skip this patient until a next surgery 

is scheduled. This allows some surgeries to be scheduled at the appropriate time when for example 

the session starts in which they should be performed. It also allows a patient to be treated a little later 

when for example all equipment is already occupied at that moment. Eventually the patient list will 

grow smaller and it could become impossible to skip a patient, because there are simply no other 

patients to schedule after that patient has been skipped (as well). When this point is reached, it means 

that there are simply too many patients on the patient list that require similar resources. This is then 

resolved by first attempting to postpone short-term urgent surgeries that have a due date that will not 

be violated if these surgeries are scheduled during the next urgent planning phase. It is chosen to 

target these patients for postponement, as they have not yet received an appointment. This means 

that this patient will not have to experience a cancellation. In the next section an elaboration will be 

given about how the postponed patient is selected.  

Additionally, postponing a patient without appointment or suitable due date may not be possible, 

because there simple are none left on the patient list. This is probable to occur when there are few 

short-term urgent patients with a due date that allows postponement, or when a lot of short-term 

urgent patients have already been postponed. To solve this an unpopular decision has to be made, 

because patients will receive disappointing news. Either elective/long-term urgent surgeries will need 

to be cancelled and scheduled during another urgent planning phase, or the due date of short-term 

urgent patients will need to be violated. This is explained in more detail in the Delay patient section.  

4.3.2.4 Postpone patient 

For the postponement of a patient, it is important to select a patient that will reduce the demand for 

the resource which forms the bottleneck. This is determined by using the five separate matrices from 

Figure 12. Instead of multiplying each matrix element-wise with the others, they are now added. It is 

then possible to see which OT – day option comes closest to reaching five available resources (e.g.: the 

option that shows 4 will have one unavailable resource). For this closest option the bottleneck resource 
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is then determined. The algorithm will then postpone a short-term urgent patient from the patient list, 

which has a due date suitable for postponement, and which uses this bottleneck resource.  

It can also happen that no more suitable short-term urgent patients are available to postpone and 

there is a strong desire to not postpone or delay elective/long-term urgent patients. In this case the 

algorithm is capable of finding an additional available doctor who could perform this surgery in the 

acute OT (if the hospital has an acute OT), or the ‘session for later completion’ (Anonymous Head OT, 

2016a) in order to still perform this surgery.  

4.3.2.5 Delay patient 

When all of the above options have been tried and have failed, it can no longer be avoided to delay 

someone’s surgery. An elective/long-term urgent or short-term urgent surgery needs to be cancelled 

or given a delay till beyond the due date of the surgery. This is the only case in which the planner will 

have to break a promise that was made to the patient (about the appointment or the due date of the 

surgery). These patients are then put on the list together with postponed patients to be scheduled the 

next urgent planning iteration. In order to assure that these patients are definitely scheduled the next 

iteration, they will be given a new due date with the highest priority.  

 

4.3.3 Acute planning phase 
In this last planning phase, the realisation of the surgery schedule is monitored, and if need be, 

adjusted. This entails that the algorithm will monitor the already scheduled surgeries, but also the 

arrival of (sub) acute patients. To simulate the realisation of the surgery schedule, the real-time 

availability of information has to be taken into account; a decision can only be made based on 

information about the already realised surgeries and the already arrived (sub) acute patients. 

Subsequently this planning phase has two process cycles: 1) the rescheduling cycle and 2) the 

realisation cycle. 

The rescheduling cycle is initiated when it is discovered that a certain OT session has realised surgeries 

that created a cumulative amount of overtime (compared to their expected duration) that exceeds a 

maximum overtime measure or rescheduling threshold (adjustable by the planner). This total amount 

of overtime or slack is called the net slack and it is the foremost realisation parameter (positive in the 

case of overtime, negative in the case of slack). At the moment this situation is encountered the 

Exchange surgeries process is started which is explained in the next section. The realisation cycle is 

executed in any other case, when no rescheduling is needed. 

Summary of urgent planning phase 
1. Combine and sort waiting list.  

2. Save starting variables. 

3. If the entire patient list is assigned, then stop. Else, continue to step 4. 

4. Determine resource matrices; determine if all five resources are available for the duration of the surgery. 

5. If options are available, schedule the patient and return to step 3. Else continue to step 6. 

6. Can the patient be skipped? If yes, then skip the patient and return to step 3. Else continue to step 7. 

7. Postpone a patient 

a. Retrieve all short-term urgent patients with a due date that is suitable for postponement. 

b. If a patient on this list will decrease the resource use for the bottleneck resource, then postpone this 

patient and go to step 9. Else if no patient can be found, go to step 8. 

8. Delay a patient to the next urgent planning phase. 

9. Restore starting variables and return to step 3. 
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4.3.3.1 Exchange surgeries 

When rescheduling is needed, it is not possible to simply direct a surgery to another OT. The other OT 

should have the same (sub) specialty, available time and available equipment if necessary. Especially 

having enough time can be difficult as redirecting this surgery to the other OT should not cause 

overtime in this OT. Only if this other OT has a planned slack (spare time which was not assigned to 

surgeries in the urgent planning phase) and realisation slack (positive and negative slack created by 

realising surgeries) that allows this surgery to be operated without making overtime. Figure 16 

provides a graphical example by displaying an instance where relocating a surgery to another OT will 

be an efficient choice. 

 

Figure 16: Example of relocating a surgery to another session in another OT. 

4.3.3.2 Update expected performance of the OTs 

As soon as this step is completed, the expected overtime of both OTs will need to be changed. The first 

OT will now have less or no expected overtime, the second OT will have less or no slack time. After 

completing this update, the realisation cycle is started when the net slack of each OT is below the 

rescheduling threshold, or the rescheduling cycle is restarted when the net slack has dropped 

insufficiently and is still above the rescheduling threshold for at least one OT.  

4.3.3.3 Find earliest realised OT 

The first step in the realisation cycle is to identify the OT that has had the earliest finish of the last 

surgery, because at this earliest point in time there is the opportunity to make a decision of whether 

to operate a regularly planned surgery, or to insert an acute surgery that has arrived in the meantime. 

The arrival of such an acute surgery depends on a uniformly distributed random draw of a time during 

working hours. In a sense, this will provide the algorithm with an overestimate of the amount of acute 

patients that will arrive during working hours for the OT, since these patients normally arrive 

throughout the entire day. If at some point the time of the earliest finish becomes larger than the 

arrival time of an acute surgery, then a decision has to be made, because an acute patient has arrived 

in the meantime.  
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4.3.3.4 Determine best OT for acute patient & Insert acute patient 

The algorithm will then be able to decide if this acute patient can be treated in this particular OT, or if 

this OT is not suitable for this particular patient. In this latter case the patient may need to wait for 

another OT to finish. Then the surgery is inserted into the sequence of surgeries of the other OT. 

It may however be the case that the hospital has an acute OT. In this situation the algorithm will always 

check at the moment of arrival of the acute patient, if this acute OT is available. When this is the case, 

this patient is directly forwarded to this acute OT. Unfortunately it may also be the case that such an 

acute patient arrives at a moment when the acute OT is already occupied by another surgery. At this 

moment a decision has to be made about which OT to direct the patient to. Ideally, for the health of 

the patient, this patient’s surgery takes place as soon as possible, even if it can ruin the remainder of 

the planned OT schedule. Luckily the rescheduling cycle is able to redirect surgeries from a now 

possibly overcrowded OT to a less busy OT in order to relieve this OT from some of its workload. The 

figure below tries to illustrate this decision where inserting the acute surgery in the schedule of OT2 is 

the best option.  

 

Figure 17: Example of inserting an acute surgery into the surgery schedule. 

Lastly, during the end of the day, the subacute patients will be assigned to OTs as well. This may be 

done after the regular schedule has been finished. The algorithm will sort these subacute surgeries in 

LCF order and will assign them according to the LCF principle. An example is given in Figure 18 in which 

the subacute surgery is most ideally assigned to OT3. In practice it may also occur that this surgery is 

assigned to the acute OT. 
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Figure 18: Example of adding subacute surgeries to the end of the surgery schedule. 

4.3.3.5 Find next scheduled surgery 

When it is discovered that no acute surgery has arrived in the meantime, the algorithm will look up 

which surgery was planned to be performed next. This surgery is then given the green light to start.  

4.3.3.6 Update realisation parameters 

After the next surgery has been performed in the particular OT, the net slack has to be updated as 1) 

a scheduled surgery may have finished early or late, or 2) an acute surgery was inserted for which no 

OT time was reserved, causing the entire acute surgery to be overtime when compared to the expected 

schedule. By updating this net slack adequately, the rescheduling cycle starts immediately if this next 

surgery has caused an unacceptable amount of overtime. 

 

Summary of acute planning phase 
1. If all (scheduled and (sub) acute) surgeries have been realised, then stop. Else continue to step 2. 

2. Is rescheduling needed? If yes, then go to step 3. Else, go to step 5. 

3. Exchange surgeries. 

a. Find OT with enough slack to harbour the new surgery. 

b. If possible to exchange, go to step 3c. Else, go to step 5. 

c. Exchange surgeries 

4. Update expected performance of OTs: calculate new net slack and new expected surgery schedule. Then go to 

step 1. 

5. Find the OT with the earliest finish of the previous surgery. 

6. If an acute patient has arrived in the meantime, go to step 7. Else go to step 9. 

7. Determine in which OTs the surgery can be performed and how soon the patient can access the OT. 

8. Pick best option and schedule the acute surgery. Go to step 10. 

9. Find the OT that finished earliest with the last surgery and realise the next surgery.  

10. Update expected performance of OTs: calculate new net slack and new expected surgery schedule. Then go to 

step 1. 
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5 Case study results 
In this chapter the algorithm shall be put to the test. This is done by using surgery data provided by a 

Dutch peripheral hospital which has seven OTs. In addition to surgery data, this hospital gave 

information about its current resource capacity regarding doctors, equipment and the number of beds 

for each nursing ward. This information allowed the algorithm to mimic this hospital’s operations. The 

remainder of this chapter will first have a look at data cleaning and data understanding (in the next 

section). This section is followed by the simulation results of the most basic scenario. To make sure 

that the algorithm is robust and can handle contextual changes – as required in the fourth research 

question – a total of five alternative scenarios are tested. These five scenarios will show how sensitive 

the model is to more severe resource restrictions, how it will handle these and whether it may be 

possible for the hospital to save money on the utilisation of these resources. 

5.1 Data cleaning & understanding  
The data that was provided by the earlier mentioned hospital was extracted from ChipSoft systems 

and anonymised. The extracted dataset contained 41537 entries of surgeries. After this step, it was 

possible to analyse the data for any patterns, registration errors, missing values and errors. Many of 

the fields that were extracted were of the following type: 

1. Dates for the arrival date, admission date, departure date, etc. 

2. Time values converted to an integer indicating how many minutes after midnight (e.g.: 480 

equals 8 a.m.). These were primarily used to register the time of executing some process step 

(e.g.: the start of the surgery) 

3. String variables for the performed procedure, the specialty, the type of admission, etc. 

4. Doubles/integers for the age of patients (as part of the anonymisation), the procedure code, 

unique doctor’s ID (also for anonymisation), etc. 

5. Binaries to indicate the presence of equipment during the surgery, to indicate that a patient 

has diabetes, etc. 

For the developed algorithm there are a number of data fields that simply cannot be missing in order 

for the algorithm to work or that contain erroneous values. Filtering out these surgeries is therefore 

necessary to get clean and reliable data.  

As can be seen from Table 2, the majority of cleaning actions have filtered out only several surgeries. 

Only the first cleaning action has reduced the dataset significantly. Luckily these surgeries have been 

performed in an outpatient treatment room. This means that these surgeries are out of this thesis’ 

scope anyway, and that discarding these surgeries results in no validity problems for the simulations.  

Other cleaning actions were performed because the data entries which were discarded by these 

actions were either not reliable enough, or simply not complete enough for the algorithm to use these 

entries. The percentage of surgeries that is removed by cleaning actions 2 till 14 is less than 3.5% of all 

records, which is an acceptable percentage.  

Now that the data is cleaned, a number of useful insights can be gained from it. First of all, the arrival 

distribution can be derived for the acute patients and for the elective and urgent patients together 

(since the split for long and short-term urgent patients depends on the adjustable parameter 𝑘, their 

combined arrival distribution has to be derived). Their probability distributions are displayed in Figure 

19 and Figure 20 respectively. 
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Reason for removing records Number of 
records 

% of 
total 

1. The treatment room was not an OT but of another type (e.g.: an 
outpatient treatment room) 

7988 19.2% 

2. No call date, surgery date, specialist, specialism, doctor type or 
procedure code was registered for this surgery. 

38 0.1% 

3. No admission type was registered 246 0.6% 

4. No priority indication was registered 43 0.1% 

5. The expected surgery duration was zero or smaller which is impossible 416 1.0% 

6. An unrealistically high number of preoperative bed days was registered 
(≥ 𝟑) 

41 0.1% 

7. The specialty of the surgery was not significantly represented in the 
data. This is often caused by the registration of the diagnosing specialty 
(Gastroenterology or Maag-Darm-Lever in Dutch), not the operating 
specialty (e.g.: the specialty general surgery or Chirurgie in Dutch).  

100 0.2% 

8. An unrealistically high number of  postoperative bed days was 
registered (≥ 𝟖) 

63 0.2% 

9. The realised start and end time of the total expected duration or 
realised surgery duration was 0 which is not possible. 

139 0.3% 

10. The realised surgery time was negative even after correcting for 
surgeries that started before midnight and ended after midnight (in which 
case their duration may become negative) 

75 0.2% 

11. The realised surgery duration was smaller than the surgical time. 
Probably caused by mixing up the registration of the total surgery 
duration and the incision duration. 

173 0.4% 

12. The realised surgery duration and the surgical time differed more than 
200 minutes, which implies that the pre- and post-anaesthesia time have 
taken more than 3 hours. This is exceptionally long, which makes the 
reliability of these data points questionable. 

6 <0.1% 

13. The realised surgery duration and the planned surgery duration 
differed more than 300 minutes, which implies a highly unreliable 
estimate of the surgery’s duration. 

2 <0.1% 

14. Removal of records where the registration of all stages (patient on 
holding, patient to OT, finishing time of anaesthesia procedures, incision 
start, closure, arrival on PACU, departure to ward) was not done 
accurately enough. 

109 0.3% 

Table 2: Overview of the count and reasons why records were removed from the dataset 
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Figure 19: Arrival distribution of acute patients. 

 

Figure 20: Arrival distribution of urgent and elective 
patients. 

From these two figures it can be concluded that the acute arrival distribution is somewhat similar to a 

Poisson distribution, and that the urgent and elective arrival distribution has a distribution most similar 

to a normal distribution. It is however not completely accurate to use stylised version of these 

distributions in MATLAB by using the standard random number generators for these distributions. 

Therefore the algorithm will use these exact fractions for drawing newly arrived surgeries. This is done 

by drawing a random uniformly distributed number between 0 and 1, and finding the maximum 

fraction in the cumulative distribution function which is smaller or equal to this random number. The 

number of patients that corresponds to the maximum fraction will determine how many patients 

arrive per patient type. The cumulative distribution functions are given in Figure 21 and Figure 22. 

 

Figure 21: Cumulative distribution of acute patients. 

 

Figure 22: Cumulative distribution of urgent and elective 
patients. 

Furthermore it is interesting to have a look at the distribution of surgeries per specialty. This 

distribution is displayed in Figure 23. Evidently a number of specialties makes little use of the OT, 

whereas others such as general surgery (represented by CHI) perform over 20% of the surgeries. This 

shows how different specialties can be from one another.  
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Figure 23: An overview of the fractions of surgeries that is performed by each specialty. 

This contrast is made even greater when looking at the urgency of patients. Figure 24 shows which 

fraction of a specialty consists of urgent and elective patient, and of (sub)acute patients. Remarkable 

is the high fraction of (sub)acute patients for cardiology, though when looking at Figure 23 the total 

number of surgeries for cardiology is not that large. General surgery and gynaecology also have a quite 

high fraction of (sub)acute arrivals. However, when this knowledge is combined with the distribution 

of surgeries across specialties (from Figure 23), it can be expected that quite a high absolute number 

of (sub)acute surgeries will arrive for these two specialties.  

These examples make it perfectly clear that a specialty-specific maximum utilisation of session time 

for urgent and elective patients should be used for planning purposes. Reserving time for (sub)acute 

eye surgeries (represented by OOG) is pointless, whereas it is most wise for orthopaedic and urological 

surgeries.  

 

Figure 24: An overview of which fraction of each specialty's surgeries is urgent/elective or (sub) acute. 
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Lastly, it is also useful to look at the fraction of surgeries of a specialty that are day treatments. These 

fractions will influence the sequence of surgeries, but more importantly they will influence the 

occupation of beds. The next figure contains these fractions per specialty. As can be seen, there are 

immense differences between specialties as to how many day treatments they perform. For the first 

and second alternative scenario a new session roster was constructed for which these differences had 

to be taken into account in order to prevent the clustering of primarily day treatment specialties (or 

clinical specialties) on one day (1 of 14 sessions per day corresponds to roughly 0.07 of total OT capacity 

per day).  

 

Figure 25: An overview of which fraction of each specialty's surgeries is a day treatment or clinical treatment. 

From the data of this hospital, the utilisation of available hours per OT per session in the current 

situation can be derived. This utilisation is displayed in Figure 26 and shows a strong similarity to a 

normal distribution. The sizeable bar at the utilisation of 0, is peculiar though. This bar may be 

explained by the hospital’s potential choice to have an acute OT for one session per day. 

 

Figure 26: Distribution of the real life fraction of utilisation per OT per session in the hospital that provided the data. 
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Lastly, the subspecialty of doctors needs to be determined. This is done by comparing which doctors 

have performed surgeries with a certain procedure code. If the same doctors have also performed 

surgeries with another procedure code, then these procedure codes are merged into one group. This 

is done until all the options are spent for perfectly matching the same doctors per procedure code. 

Because some specialties now can still have more than five subspecialties, it is decided to merge those 

groups of procedures that show the highest similarity. Eventually the set of procedure codes is reduced 

to five groups, specific for each specialty.  

5.2 Simulation of base scenario 
Now that some feeling with the data has been established, the big question remains: how does the 

algorithm perform? To answer this question a situation is simulated in which the OT planner like to 

perform the elective planning phase 4 weeks in advance. Furthermore, it is assumed from Figure 26 

that the hospital has an acute OT, that it does not mind whether patients stay during the weekend, 

and that it is acceptable to make 30 minutes of overtime (this determines the sensitivity of the 

rescheduling cycle in the acute planning phase).  

The algorithm was then tasked with simulating 52 weeks, which included the first 4 weeks, which can 

be seen as a warm-up period (because in these weeks the urgent and acute planning phase is not yet 

executed). Additionally the algorithm is already being challenged because the arrival intensity is tested 

at three levels: 100% of arrivals (regular intensity), 110% and 120% (calculated by multiplying the 

drawn number of patients by 1.0, 1.1 and 1.2 respectively and rounding off). Also, from historical data 

the following standard session roster has been assumed: 

  OT1 OT2 OT3 OT4 OT5 OT6 OT 7 

MON Morning MHK KNO CHI ORT PLAS OOG PSY 
Afternoon MHK GYN CHI ORT PLAS CBT SEH 

TUE Morning URO CHI  ORT CHI OOG CAR 
Afternoon URO ORT ORT ORT CHI OOG SEH 

WED Morning CHI GYN CHI ORT NCH PSY ANA 
Afternoon CHI GYN CHI ORT KNO CAR SEH 

THU Morning URO KNO CHI ORT NCH OOG CAR 
Afternoon URO GYN CHI ORT CHI SEH  ANA 

FRI Morning KNO GYN CHI ORT CHI URO PSY 
Afternoon URO ORT CHI ORT PLAS CHI SEH 

Table 3: Standard session roster as derived from historical data. 

When examining the first performance measure, the average total throughput time per week (from 

diagnosis till surgery), it can be definitively said that regardless of the three arrival intensities, the 

average total throughput time is relatively constant (as seen in Figure 27). Also the confidence interval 

displayed in Figure 28 shows a steady upper bound. As was explained, the strange curve in the first 4 

weeks reflects the warm-up period, similarly, the last 4 weeks reflect a cool-down period in which the 

scheduled, but not yet performed long-term and elective surgeries have no surgery execution date. 

This last tail of the curve therefore reveals only the performance of short-term urgent patients.  
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Figure 27: The average throughput time of all patient 
types in the base scenario.  

Figure 28: the 95% confidence interval of the average 
throughput time for all patient types (at 100% of regular 
arrival intensity). 

When the data in this figure is split up per patient type, similar constant behaviour can be observed. 

Figure 29 and Figure 30 display the throughput time of elective and long-term urgent patients, and 

short-term urgent patients respectively. Apart from the warm-up and cool-down tails, both figures 

illustrate relatively constant performance. The throughput time for both patient streams does not 

show excessively large peaks or drops, meaning that the time till surgery for patients is quite reliable. 

 

Figure 29: The average throughput time of elective and 
long-term urgent patients in the base scenario. 

 

Figure 30: The average throughput time of short-term 
urgent patients in the base scenario. 

Another time related performance measure is the time till admission for acute patients. The following 

figure displays the fraction of acute patients that has to wait a certain time in the case of having an 

arrival intensity at a 100% level. As can be seen, the greater majority of people will have a short time 

till admission. 95.3% of these acute patients have an admission within 15 minutes. 
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Figure 31: Distribution of the fractions of the minutes till surgery for acute patients in the base scenario.  

Now that the throughput times have been discussed, it is time to have a look at the efficiency of the 

algorithm. The overall utilisation of the three arrival intensities is provided in Figure 32. In comparison 

to the real life utilisation displayed in Figure 26, it is possible to see that the overall utilisation for all 

intensity levels is much less normally distributed. Especially the amount of overtime that is made, is 

far less compared to the real life situation.  

 

Figure 32: Distribution of the fraction of simulated utilisation for the arrival intensities scaled at 100%, 110% and 120% in the 
base scenario. 

The last remaining performance measure that needs to be evaluated is the size of the waiting list. It 

has to be shown that the size remains relatively constant over time. If peaks arise due to the 

stochasticity of the arrival process, the algorithm needs to be able to return the number of patients on 
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the waiting list to equilibrium. Figure 33 shows the weekly average of the simulated number of patients 

on the waiting list. It can be seen that there is a relatively strong fluctuation of the numbers of patients 

on the waiting list due to the stochastic arrival process of patients. When this knowledge is combined 

with the knowledge of the throughput times that were previously analysed, it can be said that the 

system will return to equilibrium in all three arrival intensity cases, without letting the throughput time 

be affected by the stochasticity of the arrival process. 

 

Figure 33: The simulated weekly average number of patients on the waiting list in the base scenario. 

Also a simulation has been made where the elective planning phase was initiated two weeks before 

the day of surgery. This simulation was made in order to see if the throughput times for elective and 

long-term urgent patients would also decrease proportionally. This would mean that the OT planner 

would be able to target a desirable throughput time by adjusting this parameter setting. The results of 

this simulation are displayed in Appendix A and show similar behaviour when compared to the 

simulations where the elective planning phase was initiated after four weeks. The most significant 

difference is that the average throughput time of elective and long-term urgent patients has decreased 

by approximately two weeks, which was the hoped-for change. It can therefore be said that the 

algorithm allows the OT planner to successfully control the throughput time of elective and long-term 

urgent patients by adjusting this parameter. 

5.3 Scenarios 
This part of the thesis contains a sensitivity analysis of the algorithm. A total of five scenarios are tested 

to determine how robust the algorithm is to contextual changes, and how efficient the algorithm in its 

use of scarce and/or expensive resources. The five scenarios are:  

1. Closing one OT;  

2. Closing two OTs; 

3. Creating a peak in the arrival process; 

4. Reducing the availability of equipment; 

5. Reducing the availability of beds. 

The first two scenarios are tested in order to see if there is redundant OT capacity. This could come in 

the shape of unused OT rooms, idle doctors, and potentially even missed revenue (idle OT time could 

be used by other doctors to perform surgeries and create revenue). When the costs that are invested 

in using these resources can be saved on a large scale, this may significantly contribute to the efficiency 

of the OT. To determine if it is possible to save costs whilst not endangering the stability of the system, 

a number of calculations are shown in Table 4 to determine whether the systems that are simulated 
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in these scenarios are stable. Stability is determined by using the following formula (Hopp & Spearman, 

2000): 

𝑎𝑣𝑒𝑟𝑎𝑔𝑒 𝑎𝑟𝑟𝑖𝑣𝑎𝑙 𝑖𝑛𝑡𝑒𝑛𝑠𝑖𝑡𝑦 (𝑚𝑖𝑛𝑢𝑡𝑒𝑠 𝑜𝑓 𝑠𝑢𝑟𝑔𝑒𝑟𝑦 𝑡𝑖𝑚𝑒 𝑝𝑒𝑟 𝑑𝑎𝑦)

𝑎𝑣𝑒𝑟𝑎𝑔𝑒 𝑝𝑟𝑜𝑐𝑒𝑠𝑠𝑖𝑛𝑔 𝑖𝑛𝑡𝑒𝑛𝑠𝑖𝑡𝑦 (𝑚𝑖𝑛𝑢𝑡𝑒𝑠 𝑜𝑓 𝑠𝑢𝑟𝑔𝑒𝑟𝑦 𝑡𝑖𝑚𝑒 𝑝𝑒𝑟 𝑑𝑎𝑦)
=  

𝜆

𝜇
≤ 1 

The average arrival intensity is measured in minutes of surgery time per day, which is empirically 

derived from the data. For the average processing intensity the maximum amount of surgery time for 

a regular working day is used. This means that each day 555 minutes are available for all OTs. 

Respective of the scenario the number of OTs will fluctuate.  

  Percentage of regular arrival intensity 

Scenario Nr. of OTs 100% 110% 120% 

Base scenario 7 OTs 2377 𝑚𝑖𝑛.

7 ∗ 555
=  0.61 

2615 𝑚𝑖𝑛.

7 ∗ 555
= 0.67 

2852 𝑚𝑖𝑛.

7 ∗ 555
= 0.73 

Scenario 1 6 OTs 2377 𝑚𝑖𝑛.

6 ∗ 555
= 0.71 

2615 𝑚𝑖𝑛.

6 ∗ 555
=  0.79 

2852 𝑚𝑖𝑛.

6 ∗ 555
= 0.86 

Scenario 2 5 OTs 2377 𝑚𝑖𝑛.

5 ∗ 555
= 0.86 

2615 𝑚𝑖𝑛.

5 ∗ 555
= 0.94 

2852 𝑚𝑖𝑛.

5 ∗ 555
= 1.03 

Table 4: An overview of calculations about the stability of the base scenario, scenario 1 and scenario 2. 

As can be seen from Table 4 only the instance of scenario 2 at an arrival intensity of 120% of regular 

arrivals will definitely result in an instable system. However, these calculations only provide superficial 

performance indications about these scenarios and the effective stability of the systems may be 

influenced by more factors than the averages of the arrival intensity and processing intensity.  

The third scenario is used to challenge the system, by looking at its performance while it is put under 

pressure by strong surges in arrivals. Will these surges lead to a new steady state for the waiting list, 

but now at a higher level? Or will the algorithm be able to increase the OT’s overall processing rate so 

the waiting list will be reduced back to normal levels? Therefore a number of simulations is done to 

test different sizes of these arrival surges, and to test the effects of the duration of the surges. 

The fourth and fifth scenario are simulated with a similar purpose as the first two scenarios. They aim 

to test the algorithm’s ability to spread the utilisation of equipment across the day, or the utilisation 

of beds across the week. This could lead to a steadier average utilisation, and possibly to a lower peak 

utilisation, meaning that some resources could become entirely redundant. When equipment becomes 

redundant costs can be saved for personnel that can operate the equipment, for maintenance and for 

purchasing the equipment. When less beds are required overall, this can save money for purchasing 

beds, and for hiring personnel (the steadier occupation throughout the week and higher planned 

utilisation can result in a better match between required and planned nursing capacity, as this required 

capacity can be estimated better in advance). 

5.3.1 Close one OT 
In this scenario one OT is permanently closed. This means that the standard session roster was revised. 

This was done manually, whilst roughly taking into account the fractions of surgeries per specialty, the 

fractions of day treatments per specialty and the fractions of acute surgeries per specialty (Figure 23, 

Figure 24 and Figure 25). This resulted in the following standard session roster: 
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  OT1 OT2 OT3 OT4 OT5 OT6 

MON Morning NCH GYN CHI ORT PSY KNO 
Afternoon URO ANA CHI ORT OOG SEH 

TUE Morning URO OOG CHI ORT KNO OOG 
Afternoon CAR GYN CHI ORT CHI SEH 

WED Morning ANA OOG CHI ORT KNO GYN 
Afternoon GYN CHI CHI ORT ANA SEH 

THU Morning MHK OOG CHI ORT KNO OOG 
Afternoon GYN CHI CHI ORT PLA SEH 

FRI Morning CBT GYN CHI ORT KNO OOG 
Afternoon URO OOG CHI ORT ANA SEH 

Table 5: Standard session roster for the scenario with 6 OTs. 

This roster was created by calculating the fraction of total surgery duration per specialty. Each specialty 

was then assigned roughly this fraction of the surgery sessions, where each specialty would get at least 

one session. If this session would not be required due to a specialty’s low surgery stock, the session 

would be modified or redistributed in the elective planning phase. Now the fraction of day treatments 

was used in order to spread the specialties with a high number of day treatments across the days of 

the week. Lastly, some specialties have surgeries with a low probability of deviating from the estimated 

time. These specialties are matched to specialties that have surgeries with a high probability of 

deviating from the planned duration in order to spread this uncertainty across all OTs. The used 

fractions are given in Table 6, the SEH specialty from the standard session roster represents the session 

which is reserved for (sub)acute patients. As this SEH specialty only represents (sub)acute patients 

from all specialties, it is not included in this table. Whenever one of the two specialties is known for 

treating a lot of patients that are preferably treated during the morning, this specialty is assigned to 

the morning session (e.g.: KNO often treats children which means that the morning is preferable to 

this specialty). 

Fraction 
of… 

ANA CAR CBT CHI GYN KNO MHK NCH OOG ORT PLAS PSY URO 

Total 
duration 

0.026 0.006 0.011 0.314 0.110 0.076 0.037 0.031 0.049 0.211 0.037 0.001 0.092 

Day 
treatments 

0.031 0.000 0.018 0.217 0.098 0.203 0.036 <0.001 0.126 0.203 0.038 0 0.032 

Table 6: An overview of the fractions of the total surgery duration and day treatments per specialty. 

The most important question in this scenario is whether the system will still reach an equilibrium – or 

in other words, whether the elective and long-term urgent waiting list will not keep growing in size 

over time. In Table 4 the calculations showed that – with the arrival and processing intensities derived 

from the data – it should be possible to close one OT for all cases. In order to compare this initial 

analytic result, Figure 34 was constructed to see how the waiting list behaves in the simulation. It can 

be seen that the 100% and 110% arrival intensity cases certainly will not result in an unstable waiting 

list, whereas the 120% case is doubtful. It is possible to see that the algorithm can manage quite a 

lengthy period with this above-average arrival intensity without having a waiting list that explodes in 

size. This scenario therefore at least results in a stable system for the 100% and 110% arrival intensity 

cases.  



41 
 

 

Figure 34: The simulated weekly average number of patients on the waiting list in scenario 1. 

In addition to this stability, the throughput time is of high importance in this scenario. Will the system 

make patients wait excessively long in order to make the planning fit? Figure 35 and Figure 36 deliver 

the answer for the elective and long-term urgent patients, and for the short-term urgent patients 

respectively. 

 

Figure 35: The average throughput time of elective and 
long-term urgent patients in scenario 1. 

 

Figure 36: The average throughput time of short-term 
urgent patients in scenario 1. 

The performance for the short-term urgent patients has on average changed little. For the elective and 

long-term urgent patients, the average waiting list size of the 100% and 110% arrival intensity cases 

has shifted up marginally by about one day, the case with 120% of arrivals is a lot more volatile though, 

and has a significantly higher average. Even though the performance of the 120% arrival intensity case 

is worse than that of the others, it does show desirable behaviour of the algorithm. Instead of making 

short-term urgent patients wait, it makes the elective (and long-term urgent) patients wait.  

5.3.2 Close two OTs 
Similarly to the previous scenario, a new standard session roster was manually constructed. This new 

roster can be found in the table below: 

 

 



42 
 

  OT1 OT2 OT3 OT4 OT5 

MON Morning NCH OOG CHI ORT GYN 
Afternoon URO ANA CHI ORT SEH 

TUE Morning MHK KNO CHI ORT GYN 
Afternoon OOG OOG CHI ORT SEH  

WED Morning KNO OOG CHI ORT CAR 
Afternoon OOG ANA CHI ORT SEH 

THU Morning KNO OOG CHI ORT GYN 
Afternoon OOG KNO CHI ORT SEH  

FRI Morning PSY OOG CHI ORT GYN 
Afternoon URO ANA CHI ORT SEH  

Table 7: Standard session roster for the scenario with 5 OTs. 

Just like with the previous scenario, the stability of the system has to be tested first in order for other 

performance measures to have any meaning. Unlike in Scenario 1, the analytical results in Table 4 

indicated that the 120% case of Scenario 2 should not be stable. To test this hypothesis, Figure 37 is 

created to illustrate the development of the elective and long-term urgent waiting list through time. It 

is easy to see that each of the tested cases results in a waiting list with a growing trend. This means 

that the algorithm is able to deal with a system using only five OTs, but the system simply does not 

perform adequately enough due to the severe restrictions on resources. The remainder of the figures 

for other performance measures can be found in Appendix B. 

 

Figure 37: The simulated weekly average number of patients on the waiting list in scenario 2. 

5.3.3 Peak in arrivals 
In this scenario it is simulated that the arrival process will get two peaks throughout the year for four 

cases. The first case – Case A – describes a pattern with a base arrival intensity of 100% and two peaks. 

The first peak is 130% of regular arrivals for two weeks, the second peak 150% of regular arrivals for 

one week. The second case – Case B – is the same as Case A, except for the base arrival intensity, which 

is now 110%. This case simulates a scenario where the system is already under more pressure across 

the entire horizon, rather than only being put under pressure by two peaks. The third case – Case C – 

extends Case B by making the peaks more extreme. The peaks are now respectively 150% and 200% 

of the regular arrival intensity. The last case – Case D – can be seen as an extremely exceptional 

situation. Here the first peak is 200% of the regular arrival intensity, and the second peak is now 4 

weeks instead of 1 week long, at 200% of the regular arrival intensity. This is displayed in Figure 38. 
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Figure 38: The fluctuations in the arrival intensity for 
scenario 3. 

 

Figure 39: The simulated weekly average number of 
patients on the waiting list in scenario 3. 

When looking at the throughput times of the four cases in Figure 40 and Figure 41, it can be seen that 

only the peaks created in Case C and D show sizeable changes in throughput times for elective and 

long-term patients which also occur simultaneously with the peaks. It can also be seen that the system 

recovers from a peak within several weeks after the peak has disappeared (Figure 39). Furthermore 

the increase in average waiting time for elective and long-term urgent patients in Case C and D is still 

within acceptable limits. From the simulations performed for this scenario, it can be concluded that 

the algorithm is more than capable of dealing with extreme peaks for reasonable periods. Appendix C 

contains a figure with more information about the utilisation per case. 

 

Figure 40: The average throughput time of elective and 
long-term urgent patients in scenario 3. 

 

Figure 41: The average throughput time of short-term 
urgent patients in scenario 3. 

5.3.4 Reduced availability of equipment 
This second to last scenario simulates the situation where the hospital would have three C-arms in use, 

rather than the normal four C-arms. The idea behind this scenario is to test if the algorithm will 

automatically find a new surgery sequence when it notices that surgeries require a C-arm which is not 

available at that moment. When the algorithm is able of doing this, it may also imply that one C-arm 

can be discarded. First of all, the elective and long-term urgent waiting list size is to be regarded; Figure 

42 displays this. In addition, Figure 43 shows the mean number of occupied C-arms (blue curve) and 
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the maximum number of occupied C-arms (black curve) on a certain day. The reason why the average 

may differ so much from the maximum occupation, is that whenever there is a minute of overlap 

between two surgeries that require a C-arm, two separate C-arms will be employed during the two 

surgeries. In such a situation, the overall utilisation of both C-arms will suggest that the second C-arm 

is hardly used. It may for example occur that the sessions of the specialty ANA (nearly) continuously 

need to use a C-arm. When other specialties like CHI or an acute surgery simultaneously require a C-

arm they would need to use additional C-arms that are available. In such a situation it is convenient 

for the planner to have multiple C-arms, whilst the overall utilisation of these C-arms may be rather 

low as the ANA session is not held every day. Therefore using the overall utilisation to make capacity 

decisions here is not enough. Therefore Figure 43 also shows this maximum utilisation.

 

Figure 42: The simulated weekly average number of 
patients on the waiting list in scenario 4. 

 

Figure 43: The simulated daily average number of 
occupied C-arms (dark blue line) and the maximum 
number of occupied C-arms each day (black line) in 
scenario 4.

As can be seen from Figure 43, the second C-arm is definitely required on many of the simulated days, 

but the third C-arm is used in only a handful of occasions. This may suggest that the third C-arm is quite 

redundant as well. Furthermore, the size of the waiting list is relatively stable in all three cases. The 

peak in the waiting list for the 120% arrival intensity case around day 250 is likely the result of 

stochasticity in the arrival process, because the occupation of C-arms is not noticeably higher than 

during other days and no other parameter settings have been changed. It can therefore be concluded 

that discarding one C-arm should be possible. Appendix D contains additional figures concerning the 

throughput time and utilisation performance measures. 

5.3.5 Reduced availability of beds 
The last scenario simulates a severe reduction in the number of beds that can be scheduled on several 

of the main clinical and day treatment nursing wards. The following table shows the change in the 

number of beds: 

 A1 A2 A3 B2 B3 KIND SHS Total 

Regular nr. 
of beds 

36 38 35 36 31 38 21 235 

Nr. of beds 
in Scenario 5 

20 20 20 20 20 20 16 136 

Table 8: An overview of the reduction in available beds per nursing ward. 
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From Figure 44 it can be seen that the number of patients on the waiting list is still stable under these 

more severe restrictions on bed availability. Also the throughput time for all patients is still unchanged 

compared to the base scenario (Figure 45). Reducing beds should therefore be a considerable 

possibility without having to affect the admissions of patients. Additional figures on the performance 

of this scenario can be found in Appendix E. 

 

Figure 44: The simulated weekly average number of 
patients on the waiting list in scenario 5. 

 

Figure 45: The average throughput time of all patients in 
scenario 5. 

6 Implications 
The aim of this section is to see whether all research questions have been answered and what the 

implications of this thesis may be for real life surgery scheduling. To start off, the first research 

subquestion was aimed at identifying the performance measures that should be optimised by the 

algorithm. The first type of performance measures concerned the throughput times of patients for 

different stages in the planning process. In the design of the algorithm it was explained how the 

throughput time of patients can be controlled by adjusting the planning parameter which is used to 

initiate the elective planning phase 𝑘 weeks in advance. As could be seen from the results in the case 

study, this led to stable throughput times, which corresponded to the value of this parameter. 

Therefore the algorithm enables the planner to determine the desirable throughput time. Secondly, 

the utilisation could be taken into account rather well by allowing the algorithm to schedule only a 

certain specialty-specific percentage of utilisation of the OT time per patient type. The used upper and 

lower limits and the margins that were put on these limits ensured that the algorithm would not overfill 

the OT sessions. Lastly, it was demonstrated that the algorithm was capable of keeping the number of 

patients on the waiting list under control.  

The second question was meant to ensure that the algorithm could be modified to the context of any 

regular hospital in the Netherlands. This would require it to be possible to modify a number of 

parameter settings. The algorithm therefore is able to account for:  

1. The number of OTs in the hospital and the according standard session roster; 

2. The daily availability of doctors and their subspecialty; 

3. The availability of equipment; 

4. The availability of individual beds per specialised nursing ward for different treatment types; 

5. The allocation preference of patients to certain specialised nursing wards; 

6. The preference to use an acute OT; 
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7. The acceptable amount of overtime; 

8. The number of weeks in advance that the elective planning phase has to be started; 

9. And the desire of the hospital to nurse patients during the weekend or not. 

As one can see, adjusting these parameters allows the algorithm to simulate a versatile range of 

situations, making it relevant to see if this algorithm can be used in other hospitals as well.  

Furthermore the appointment issuing was dealt with by using the three planning phases, in order to 

be able to make planning decisions at three different moments in time. This meant that elective and 

long-term urgent patients would still get an appointment for the day of surgery, whereas short term 

urgent patients could still be helped on shorter notice. Also acute and subacute patients were able to 

access treatment within acceptable time. Each higher level planning phase would account for the 

needs of lower level planning phases, leaving enough flexibility for these lower level planning phases 

to still make good planning decisions. 

Many of the techniques used in the literature could not be directly used in the algorithm. The foremost 

part of the algorithm that made use of techniques from the literature, was the urgent planning phase 

which used sequencing orders similar to those from the literature. The algorithm is therefore not so 

well-grounded in the techniques used in literature, though it uses many sorting mechanisms and 

calculations to find the best available options for decision making. Nonetheless, the algorithm is able 

to schedule surgeries quickly and efficiently, and is able to deal with severe situations like 

demonstrated in the case study.  

The algorithm should therefore be able to at least assist the real life OT planner in making an integrated 

planning for the OT and admissions. It allows this person to take into account many more variables 

than is possible in the current situation. In addition to supporting the OT planner, the algorithm is likely 

to result in some savings. It has been demonstrated that it is possible to close one OT and sell at least 

one C-arm. Moreover it should be possible to decrease the stock of beds that is used for clinical or day 

treatment patients that received a surgery.  

This means that there are possibilities for reducing operating costs because the OT time will be used 

more efficiently. Also the integrated scheduling of surgeries and admissions means that the availability 

of personnel can be accounted for, resulting in a closer match between the required and planned 

amount of staff. In addition, the service that is offered to patients is likely to be of much higher 

standards. Due to adjusting the parameters of the algorithm, it is possible to guarantee a certain 

throughput time for patients. Every elective and long-term urgent patient can be given an appointment 

well in advance, every short-term urgent patient can be provided with a surgery within their due date 

and lastly, most of the (sub) acute surgeries can be executed in an adequate time frame (over 95% 

within 15 minutes).  

6.1 Practical challenges 
Of course this algorithm is likely to face some challenges during implementation. The foremost 

challenge can be described as the disruption of routine. The stability in the working atmosphere which 

is created by the standard session roster is no longer guaranteed when using this algorithm. This means 

that when doctors are used to the idea of always operating at a certain time on a certain day, they  

may now experience changes to this routine as their sessions can be redistributed to other doctors. 

Especially when doctors prefer operating rather than consultation (which would be the main 

alternative activity for the doctor), or when their income is dependent on it (when they are hired 

externally and receive a larger fee for surgery than for consultation), this may cause friction. The idea 

behind this is that it is useless to let a doctor use a session for which there is no surgery stock. In an 
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ideal situation, this would result in the doctors communicating more than 𝑘 weeks in advance with 

their colleagues on the outpatient clinic how their surgery stock is developing, and whether it is 

desirable for continuity to get a higher surgery stock (by doing some more outpatient consultation; 

essentially forwarding patients that need surgery to the surgery waiting list during less busy times, or 

vice versa). Contrary to this challenge is the benefit of having an activity roster for the coming weeks 

that is fixed and has accounted for the capacity requirements of all patients that will arrive. This makes 

it possible for doctors to schedule their holidays, conference meetings and other activities at moments 

that the total workload of the hospital/OTs allows this. 

Also the algorithm will need to gain some measure of trust from users. The algorithm that was 

developed in this thesis works fully automated, and mimics some of the decisions made by OT 

planners. Giving away all control to an automated planning system may be perceived as dangerous for 

patient safety or impossible due to the high complexity by personnel, whereas this may be just a matter 

of getting used to the algorithm and allowing it to prove its strength. Therefore it may also be necessary 

to implement this algorithm incrementally.  

Lastly, of vital importance is the accurate registration of the surgery order. When an algorithm like this 

is implemented, it cannot ‘sense’ when for example equipment is needed. This means that doctors 

should be encouraged to do this bit of registration work carefully. Due to the already high perception 

of registration pressure by doctors, this may simply be a challenge for practical reasons.  

7 Conclusions 
In this thesis an integrated planning algorithm is developed that increases the efficient use of the OT 

and which incorporates patient priorities, resource availability, surgery duration variance and 

appointment issuing. To do this, the literature was studied closely, only to conclude that a number of 

details were missing, which were of significant importance in the real life situation. The primary details 

that were missing were: 

1. The timing of issuing an appointment; 

2. The difference between prioritisation of elective, urgent and (sub) acute patients and 

accounting for different patient characteristics such as being a child, diabetic, allergic or 

requiring isolation; 

3. The availability of resources such as (sub) specialised doctors, equipment, OTs and beds; 

4. Designing a robust surgery schedule that is able to withstand the stochasticity of the duration 

of surgeries and the uncertainty of the arrival process of (sub) acute patients; 

5. Temporary demand peaks. 

The designed algorithm was made up of three scheduling phases: the elective, urgent and acute 

planning phase. The elective planning stage is used to provide elective and long-term urgent patients 

with an appointment 𝑘 weeks in advance (where 𝑘 is an adjustable parameter), and to modify the 

standard session roster to the current surgery stock per specialty. This step makes sure that as little as 

possible OT time is wasted. This planning phase then assigns a doctor to each session and allocates 

patients to each session until their cumulative surgery time crosses a certain limit. A few days before 

the day of surgery, the urgent planning phase will then allocate short-term surgeries to the same 

sessions as the elective/long-term urgent patients and sequence these surgeries into an efficient order. 

This step makes sure that both patient types receive a day and time of surgery a few days before 

surgery. Lastly, the acute planning phase will monitor the realisation of the surgery schedule and – if 

necessary and possible – reschedule surgeries to another OT to prevent overtime. This phase also 
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inserts acute and subacute patients into the surgery schedule when these patients arrive during the 

day.  

When the performance of the algorithm is simulated, it can be shown that stable and controllable 

throughput times can be achieved, as well as a stable number of patients on the waiting list and a 

better OT utilisation (with less overtime and a higher overall utilisation). Furthermore five scenarios 

are used to determine how robust the algorithm is. These results show that it is possible to achieve 

adequate performance when closing one OT, when one C-arm is sold, or when only a part of the beds 

on the nursing ward is available. The algorithm is also able to deal with severe peaks in the arrival 

intensity of patients of up to 200% for multiple weeks.  

The simulations with the algorithm suggest that it is possible to reduce the employment of scarce and 

expensive resources, whilst being able to guarantee and control a desired performance towards 

patients. How much can be saved exactly is hard to determine as the exact costs for each resource and 

for each surgery are not readily available. Furthermore, the algorithm is able to efficiently schedule 

surgeries and admission in an integrated fashion, whilst accounting for appointment issuing, patient 

prioritisation, surgery duration variance and resource availability.  

7.1 Discussion 
In the design of this algorithm a number of aspects have still not been taken into account. For instance, 

the ability for a patient to cancel a surgery on their own accord, was not implemented. This was 

partially due to the fact that the dataset did not contain this information (i.e. it was not registered by 

the hospital). Also the data fields for the call date (date on which a patient receives the surgery 

appointment) and the preference date (date on which a patient preferably is operated) did not contain 

any values. The unavailability of these fields led to the decision not to take these fields into 

consideration, because they would primarily influence the realisation of the surgery schedule 

(cancellations in the period between the execution of the elective and urgent planning phase would 

only give more available time to short-term urgent patients). Assuming the cancellation of some 

surgeries after the urgent planning phase would only relieve pressure from the system as it creates 

slack time. So not assuming any cancellations results in an upper boundary simulation of what the 

system can handle.  

After the development of the algorithm and creating the simulations, the results were presented to 

the hospital that had provided the data. During this visit, it became clear that the hospital already 

managed to close one OT for roughly over 75% of last year. This means that the algorithm has assumed 

~14% too much processing capacity (1 out of 7 OTs) for 25% of the data (since about three years of 

data were provided). This means that the data represents an average processing capacity across three 

years of: 

(0.75 ∗
7

7
𝑂𝑇𝑠 + 0.25 ∗

6

7
𝑂𝑇𝑠) 100% ≈  96,4% 

Luckily, the algorithm was already tested for increased arrival rates, which can correct this percentage 

till above 100%. In addition the algorithm’s results are also partially confirmed as the hospital has been 

able to close one OT, though the algorithm would have suggested doing this two years earlier. 

Also it became clear that the hospital did not make use of an acute OT session. They normally insert 

all acute patients into the planned schedule. This would mean that part of the simulations may not be 

accurate. However, in the simulations all acute arrivals are assumed to arrive during the regular 

working hours of the OT. When this assumption can be dropped and the actual arrival intensity for the 

regular working hours is implemented, it may be possible that inserting acute patients in the planned 



49 
 

surgery schedule performs adequately enough. This could also reduce the impact of wrongly assuming 

that this hospital uses an acute OT. 

Furthermore, it was also suggested to incorporate the orientation of the OT setup (left or right oriented 

due to the procedure performed), the suitability of some OTs to particular specialties and the 

scheduling of instable patients towards the end of the day (i.e.: when the procedure is difficult or likely 

to run into overtime, the surgery is preferably done at the end of the day). 

7.1.1 Limitations 
The first limitation is the assumption that the average of the arrival intensity is not fluctuated entirely. 

This could for example simulate seasonality. Now only Scenario 3 is used to simulate a peak in arrivals, 

which could mimic the occurrence of an epidemic which comes and goes in a matter of weeks. 

Seasonality could pose new challenges, such as that the patient and procedure mix may be completely 

different for each season.  

Also the detail which is used for the bed reservation of day treatment patients is somewhat coarse. 

Now a bed is reserved for such a patient for an entire day. In practice, some treatments require this 

duration to be only a few hours. Similarly to the idea of cancellations, reserving a bed for the entire 

day now creates an upper boundary simulation of the occupation of beds. Furthermore no limits are 

put on the number of available beds by the availability of nurses. Now the situation can occur where 

there are plenty of available beds, when there is only nursing capacity for a small portion of these beds. 

This aspect can be seen as a limitation, though nursing capacity was out of scope for this thesis. 

Lastly, the percentages of surgeries that were day treatments, percentages of surgeries per specialty 

and the percentage of surgeries per specialty that were of a certain patient type have all three been 

derived from the same dataset which has been used for the simulations. Doing this may create 

somewhat of a self-fulfilling prophecy where these percentages would normally fluctuate per year or 

at least would be less constant. 

7.1.2 Extensions 
This last section of this thesis will elaborate on the possibilities to improve and extend this algorithm. 

As was already hinted in the previous section, seasonality effects could potentially drastically change 

the way in which scheduling needs to be done. Also the hourly bed occupation for day treatment 

patients would provide helpful insight into how these beds could be used efficiently. Furthermore, the 

outflow of patients to the PACU is not explicitly taken into account. The sorting sequence used in the 

urgent planning phase is likely to create a stable outflow to the PACU, though it has not been 

monitored during the simulations. The last extension that is suggested, is to base the choice of delaying 

one patient or another on the relative delay the patient will get compared to their due date. When a 

patient needs to receive a surgery within three days, the relative delay of one day is much more severe 

compared to the situation where a patient needs to receive surgery within three weeks and this patient 

gets a delay of one day. Incorporating any of these extensions could bring this algorithm closer to 

reality and make it more useful for OT planners to use. 

  



50 
 

References 
Achmea. (2012, September 19). Waar komen die stijgende zorgkosten vandaan? Opgehaald van 

Volgens Nederland: http://www.volgensnederland.nl/dossiers/betaalbare-zorg/waar-komen-

die-stijgende-zorgkosten-vandaan 

Adan, I., Bekkers, J., Dellaert, N., Jeunet, J., & Vissers, J. (2011). Improving operational effectiveness of 

tactical master plans for emergency and elective patients under stochastic demand and 

capacitated resources. European Journal of Operations Research (213), 290-308. 

Anonymous Head OT. (2016a, November 15). Interview with a Dutch top clinical hospital. (V. 

Teunissen, T. Van Groen, & M.-L. Hagenbeek, Interviewers) 

Anonymous Head OT. (2016b, November 17). Interview with Dutch peripheral hospital - Head OT. (V. 

Teunissen, & T. Van Groen, Interviewers) 

Anonymous OT planner. (2016, November 17). Interview with a Dutch peripheral hospital - OT planner. 

(V. Teunissen, & M.-L. Hagenbeek, Interviewers) 

Batun, S., Denton, B. T., Huschka, T. R., & Schaefer, A. J. (2011). Operating room pooling and parallel 

surgery processing under uncertainty. Journal on Computing (23), 220-237. 

Björnberg, A. (2015). Euro Health Consumer Index 2014. Health Consumer Powerhouse . 

Cardoen, B., Demeulenmeester, E., & Beliën, J. (2009a). Sequencing surgical cases in a day-care 

environment: an exact branch-and-price approach. Computers & Operations Research (36), 

2660-2669. 

Cardoen, B., Demeulenmeester, E., & Beliën, J. (2009b). Optimizing a multiple objective surgical case 

sequencing problem. International Journal of Production Economics (119), 354-366. 

CBS. (2016, September 19). Zorguitgaven; aanbieders van zorg en financieringsbronnen. Retrieved 

from Statline: http://statline.cbs.nl/Statweb/publication/?DM=SLNL&PA=83039ned&D1=2-

9&D2=0&D3=2-17&HDR=G2&STB=T,G1&CHARTTYPE=0&VW=G 

Cochran, J. K., & Roche, K. T. (2009). A multi-class queuing network analysis methodology for improving 

hospital emergency department performance. Computers & Operations Research (36), 1497-

1512. 

Dellaert, N. P., Cayiroglu, E., & Jeunet, J. (2016). Assessing and controlling the impact of hospital 

capacity planning on the waiting time. International Journal of Production Research (54), 2203-

2214. 

Dexter, F., & Traub, R. D. (2002). How to schedule elective surgical cases into specific operating rooms 

to maximize the efficiency of use of operating room time. Anesthesia & Analgesia (94), 933-

942. 

Erdogan, S. A., Denton, B. T., & Fitts, E. P. (2011). Surgery planning and scheduling. In J. J. Cochran, 

Wiley Encyclopedia of Operations Management Science (pp. 1-13). John Wiley & Sons, Inc. 

Everett, J. E. (2002). A decision support simulation model for the management of an elective surgery 

waiting system. Health Care Management Science (5), 89-95. 

Fei, H., Meskens, N., & Chu, C. (2010). A planning and scheduling problem for an operating theatre 

using an open scheduling strategy. Computers & Industrial Engineering (58), 221-230. 



51 
 

Gomes, C., Almada-Lobo, B., Borges, J., & Soares, C. (2012). Integrating data mining and optimization 

techniques on surgery scheduling. In S. Zhou, S. Zhang, & G. Karypis, Advanced Data Mining 

Techniques (pp. 589-602). Springer Berlin Heidelberg. 

Guerriero, F., & Rosita, G. (2011). Operational research in the management of the operating theatre: 

a survey. Health Care Management Science (14), 89-114. 

Guinet, A., & Chaabane, S. (2003). Operating theatre planning. International Journal of Production 

Economics (85), 69-81. 

Gupta, D. (2007). Surgical suites' operations management. Production and Operations Management, 

689-700. 

Hans, E. W., & Vanberkel, P. T. (2012). Operating theatre planning and scheduling. In R. Hall, Handbook 

of Healtcare System Scheduling (pp. 105-126). New York, Heidelberg, Dordrecht, London: 

Springer Science + Business Media. 

Hans, E., Wullink, G., Van Houdenhoven, M., & Kazemier, G. (2008). Robust surgery planning. European 

Journal of Operational Research (185), 1038-1050. 

Harper, P. R. (2002). A framework for operational modelling of hospital resources. Health Care 

Management Science (5), 165-173. 

Hopp, W. J., & Spearman, M. L. (2000). 8. Variability Basics. In W. J. Hopp, & M. L. Spearman, Factory 

physics: Foundations of manufacturing management (2nd ed.) (pp. 248-286). New York: 

McGraw-Hill Companies. 

Hulshof, P. J., Boucherie, R. J., Hans, E. W., & Hurink, J. L. (2013). Tactical resource allocation and 

elective patient admission planning in care processes. Health Care Management Science (16), 

152-166. 

Kao, E. P. (1973). A semi-Markovian population model with application to hospital planning. IEEE 

Transactions on Systems, Man, and Cybernetics (3), 327-336. 

Lehtonen, J.-M., Torkki, P., Peltokorpi, A., & Moilanen, T. (2013). Increasing operating room 

productivity by duration categories and newsvendor problem. International Journal of Health 

Care Quality (26), 80-92. 

Marcon, E., & Dexter, F. (2006). Impact of surgical sequencing on post anesthesia care unit staffing. 

Health Care Management Science (9), 87-98. 

Marques, I., Captivo, M. E., & Vaz Pato, M. (2012). an integer programming approach to elective 

surgery scheduling. OR Spectrum (34), 407-427. 

M'Hallah, R., & Al-Roomi, A. H. (2014). The planning and scheduling of operating rooms: a simulation 

approach. Computers and Industrial Engineering (78), 235-248. 

Ozcan, Y. A. (2009). Scheduling. In Y. A. Ozcan, Quantative methods in health care management (pp. 

187-202). San Francisco: John Wiley & Sons, Inc. 

Persson, M. J., & Persson, J. A. (2010). Analysing management policies for operating room planning 

using simulation. Health Care Management Science (13), 182-191. 

Riise, A., Mannino, C., & Burke, E. K. (2016). Modelling and solving generalised operational surgery 

scheduling problems. Computers and Operations Research (66), 1-11. 



52 
 

Roland, B., Di Martinelly, C., Riane, F., & Pochet, Y. (2010). Scheduling an operating theatre under 

human resource constraints. Computers & Industrial Engineering (58), 212-220. 

Sperandio, F., Gomes, C., Borges, J., Carvalho Brito, A., & Almada-Lobo, B. (2014). An intelligent 

decision support system for the operating theater: a case study. IEEE Transactions on 

Automation Science and Engineering( 11), 265-273. 

Strum, D. P., Vargas, L. G., & May, J. H. (1999). Surgical subspecialty block utilization and capacity 

planning: a minimal cost analysis model. Anesthesiology (90), 1176-1185. 

Strum, D. P., Vargas, L. G., May, J. H., & Bashein, G. (1997). Surgical suite utilization and capacity 

planning: a minimal cost analysis model. Journal of Medicine Systems (21), 309-322. 

The World Bank. (2016, September 21). Health Expenditure, total (% of GDP); countries selected: 

Netherlands, Switzerland, Norway and Finland. 

Turban, E., Sharda, R., & Delen, D. (2011). Advanced Intelligent Systems. In E. Turban, R. Sharda, & D. 

Delen, Decision Support and Business Intelligence Systems 9th edition (p. Chapter 13). Harlow: 

Pearson. 

Van der Horst, A., Van Erp, F., & De Jong, J. (2011). Zorg blijft groeien: financiering onder druk. Den 

Haag: CPB. 

Van der Lans, M., Hans, E. W., Hurink, J. L., Wullink, G., Van Houdenhoven, M., & Kazemier, G. (2006). 

Anticipating urgent surgery in operating room departments. Twente: University of Twente. 

Van Groen, T. (2016, October 31). Interview on features desired by hospitals. (V. Teunissen, 

Interviewer) 

Vanberkel, P. T., & Blake, J. T. (2007). A comprehensive simulation for wait time reduction and capacity 

planning applied in general surgery. Health Care Management Science (10), 373-385. 

Vissers, J. M., Bertrand, J. W., & De Vries, G. (2001). A framework for production control in health care 

organizations. Production Planning & Control (12), 591-604. 

Vissers, J., & Beech, R. (2005). Health operations management; Unit Logistics; How to take variability 

into account when planning the capacity for a new hospital unit; A patient group based 

business planning model for a surgical specialty. In J. Vissers, & R. Beech, Health Operations 

Management: Patient Flow Logistics in Health Care (pp. 39-40; 51-68; 146-151; 202-209). 

Abingdon, New York: Taylor & Francis Group. 

Wachtel, R. E., & Dexter, F. (2008). Tactical increases in operating room block time for capacity planning 

should not be based on utilization. Anesthesia & Analgesia (106), 215-226. 

Wullink, G., Van Houdenhoven, M., Hans, E. W., Van Oostrum, J. M., Van Der Lans, M., & Kazemier, G. 

(2007). Closing Emergency Operating Rooms Improves Efficiency. Journal of Medical Systems 

(31), 543-546. 

 

  



53 
 

  



54 
 

Appendix A: additional figures on the base scenario 
All figures in this appendix come from a simulation of the base scenario in which the elective planning 

phase is executed 2 weeks before the day of surgery. 

 

Figure 46: The simulated weekly average number of 
patients on the waiting list in the base scenario where the 
elective planning phase is initiated 2 weeks before the day 
of surgery. 

 

Figure 47: Distribution of the fraction of simulated 
utilisation for the arrival intensities scaled at 100%, 110% 
and 120% in the base scenario where the elective planning 
phase is initiated 2 weeks before the day of surgery. 

 

Figure 48: The average throughput time of all patient 
types in the base scenario where the elective planning 
phase is initiated 2 weeks before the day of surgery. 

 

Figure 49: The average throughput time of elective and 
long-term urgent patients in the base scenario where the 
elective planning phase is initiated 2 weeks before the day 
of surgery.

 



55 
 

 

Figure 50: The average throughput time of short-term urgent patients in the base scenario where the elective planning phase 
is initiated 2 weeks before the day of surgery. 
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Appendix B: additional figures on scenario 2 
This appendix contains the remainder of the figures on performance measures for scenario 2. 

 

Figure 51: Distribution of the fraction of simulated 
utilisation for the arrival intensities scaled at 100%, 110% 
and 120% in scenario 2. 

 

Figure 52: The average throughput time of all patient 
types in scenario 2. 

 

Figure 53: The average throughput time of elective and 
long-term urgent patients in scenario 2. 

 

Figure 54: The average throughput time of short-term 
urgent patients in scenario 2. 
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Appendix C: additional figures on scenario 3 
This appendix contains a figure displaying the utilisation of the OT in scenario 3. 

 

Figure 55: Distribution of the fraction of simulated utilisation for the arrival intensities scaled at 100%, 110% and 120% in 
scenario 3. 
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Appendix D: additional figures on scenario 4 
This appendix contains figures displaying the performance measures related to the OT utilisation and 

throughput times of scenario 4.  

 

Figure 56: Distribution of the fraction of simulated 
utilisation for the arrival intensities scaled at 100%, 110% 
and 120% in scenario 4. 

 

Figure 57: The average throughput time of all patient 
types in scenario 4. 

 

Figure 58: The average throughput time of elective and 
long-term urgent patients in scenario 4. 

 

Figure 59: The average throughput time of short-term 
urgent patients in scenario 4. 
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Appendix E: additional figures on scenario 5 
This appendix contains figures about the OT utilisation and throughput times of scenario 5. 

 

Figure 60: Distribution of the fraction of simulated 
utilisation for the arrival intensities scaled at 100%, 110% 
and 120% in scenario 5. 

 

Figure 61: The average throughput time of elective and 
long-term urgent patients in scenario 5. 

 

Figure 62: The average throughput time of short-term urgent patients in scenario 5. 
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