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“The world is ready to give up its secrets, if we
only know how to knock, how to give it the nec-
essary blow."

-Swami Vivekananda
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Summary

Light is the primary need for individuals to perform most of their daily activi-
ties comfortably. At times and places where natural lighting, i.e. daylight and
moonlight, is not sufficient or desired (e.g. in a theater), people depend on
artificial lighting in their environments to continue such activities. Obviously,
enjoying the presence of light is a matter of visual perception, which may differ
from person to person. In addition to such functional and aesthetic concerns,
research has shown that light has an influence on circadian rhythms of humans
and human physiology. Furthermore, light also plays an important role in the ef-
fects of an environment on people’s mood and well-being, and possibly on their
social behavior. Therefore, good lighting can improve the quality of our lives,
emphasizing the importance of lighting design and control in living and work-
ing environments. This is not easy to achieve, as the desired lighting conditions
per activity may vary across different users, different types of tasks undertaken
and also based on many other things. The intelligent lighting aims at providing
most suitable light setting to its users based on the observed context such as the
activity performed and the time of the day.

In order to understand and evaluate how well the intelligent lighting system
can support its users with varying interests, needs and preferences, one need to
focus on specific scenarios. In this work, we focus on specific lighting scenarios
that take place at a certain part of an office space, dubbed the breakout area.
This is an area that the office employees may use to have informal meetings
or for personal retreat. Our pilot intelligent lighting implementation contains
numerous connected devices (sensors and luminaries) that communicate with
each other. The challenge here is to design and develop a learning system that
learns users’ preference through contextual data (the values of relevant fea-
tures) gathered from the breakout area either implicitly via sensors or explicitly
from the users. Later, this knowledge is used to predict suitable lighting condi-
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tions for new contexts.
In this direction, we explored supervised machine learning in the context

of intelligent lighting. The experiments were performed using rule based pre-
diction algorithms. To evaluate prediction algorithms, we need performance
metrics that suits the nature of intelligent lighting. In applications such as in-
telligent lighting, more than one output may be acceptable for a given input
scenario, due to the factors such as variability in human perception. This type
of relationship between the input and output makes it difficult to analyze ma-
chine learning algorithms using commonly used performance metrics such as
Classification Accuracy (CA). CA only measures whether a predicted output is
right or not, whereas it is more important to determine whether the predicted
output is relevant for the given context or not. In this direction, we intro-
duce a new metric, the Relevance Score (RS) that is effective for the class of
applications where user perception leads to non-deterministic input-output re-
lationships. RS determines the extent by which a predicted output is relevant
to the user’s context and behaviors, taking into account the variability and bias
that come with human perception factors. The experimental results showed
that there is a one-to-many relationship between the input features (defines the
state of an observed environment) and the output i.e. the lighting condition.
This means that for a given input there is more than one acceptable output. In
such applications, we find that CA is not an appropriate metric to analyze the
performance of the prediction algorithms.

Supervised prediction algorithms are the parametric class of algorithms where
the underlying distribution among the variables is assumed. In intelligent light-
ing, we cannot assume any particular distribution because they may change over
time due to human related factors. Therefore, it is necessary to have a learn-
ing scheme that can learn continuously with every new incoming sample. To
this end, we explore non-parametric class of algorithms such as instance-based
learning (k-nearest neighbor) and online learning algorithms in the context of
intelligent lighting. The experimental results using the RS metric, we find that
even though the prediction algorithms are not tailored for the non-deterministic
problems such as intelligent lighting, they perform continuously better as they
observe more samples. From our study, we observe that instance-based algo-
rithms provide maximum prediction performance compared to online learning
algorithms as they extract the information available from the observed samples
completely. This makes them the most preferred approach to realize intelligent
lighting.
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CHAPTER 1

Introduction

Life without light is difficult to imagine. Light is a source of life for all living
beings on earth either directly or indirectly. Plants need light for photosynthe-
sis i.e. the process of making their own food. Light is also necessary for plant
growth, and for both metabolic processes and interaction with their surround-
ings [111]. Most animals need light to find their food, for navigation purpose
and sometimes even for communication [96]. For humans, the most basic need
of light is to perform their daily activities with ease. However, the use of light is
not limited only to visualize things, but also in medical treatments, communi-
cation and beautification. It is estimated that around 0.8% of the world’s popu-
lation is affected by depression caused by inadequate exposure to daylight [61]
and especially women [21]. Also, an interesting research shows that the suicide
rates across the world are influenced by the duration of sunshine [127].

In this chapter, we discuss the importance of light on human beings and
its influence on human health and physiology. We, then, motivate the need
for intelligent lighting in indoor environments from the viewpoint of human
perception and well-being. Subsequently, we formulate research questions that
arise in the process of realizing intelligent lighting and introduce the thesis
contributions. Finally, we provide an outline of this thesis.

1.1 Importance of Light on Human Health

Research has shown that light, not only has an impact on functional aspects
of human beings but also has various physiological effects. The daylight stim-
ulates the formation of vitamin D and controls biological rhythms [132]. A

1
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biological process known as circadian rhythm that repeats at regular intervals
has been observed in plants, animals and humans [71]. The circadian rhythm
in human beings is responsible for synchronizing the body’s internal clock to
24 hours, and light acts as a prime regulator [85]. If circadian rhythms do not
synchronize with the workday rhythms, which happens due to an insufficient
amount of light, people may suffer from sleep disorders, chronic fatigue and
depression [39].

In early 2000s, neuroscientists discovered a third class of light-sensitive
eye cells called intrinsically photosensitive retinal ganglion cells (ipRGCs) [17].
They make use of light to set the circadian clock. These ipRGCs contain a
light-sensitive protein called melanopsin that is involved in short-term memory.
Melan-opsins are highly sensitive to blue light [62], which is present much more
in daylight than in incandescent bulbs. Appropriate light during the day helps
the circadian cycle to be in sync, enabling us to be active during the day and
sleep better during the night [40]. Moreover, effective light during the day in-
creases the production of the melatonin hormones during the night. Melatonin
is referred to as the chemical expression or hormone of darkness i.e. it is the
body’s own signal for darkness [20]. The increase in melatonin thus promotes
sleep. People who get a good night’s sleep have better capability to perform
better at work during the day.

Light treatments are being used in addressing winter depression [41], a vari-
ant of the Seasonal Affective Disorder (SAD) [1]. Most people in the extreme
northern and southern latitudes, during the winter live in biological darkness
during the day, due to an insufficient amount of daylight. Studies have shown
that exposure to blue-enriched light when symptoms first appear is enough to
reduce SAD scores for the whole winter [62] [41].

Light also plays an important role in affecting our mood, health, well be-
ing [42], and also on our social behavior [126]. It helps in serotonin to be pro-
duced, a neuro-transmitter responsible for maintaining mood balance, a deficit
of serotonin leads to depression [134]. The increase in serotonin results in
happiness and well-being of an individual, thereby protecting from mental and
physical disorders. More exposure to outdoor lighting and improving indoor
lighting may help optimizing everyday social behavior and mood across seasons
in people [1]. Several other applications of light on health aspects are described
in [62] [71].
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1.2 Motivation for Intelligent Lighting

Now that we realize the role of light on human health, let us understand the
need for intelligent lighting. By intelligent, we mean that the lighting setup
in a physical area adapts its behavior to meet the desired objectives such as
satisfying users, power-saving or adapting based on environmental conditions
like room temperature, weather and time. Several hundred millions of people
work in indoor environments, depriving them from their daily doses of natural
daylight (for example, office workers, miners, construction workers and night
drivers). In these cases, people have excessive sleep complaints and disorders
[84], which in turn influence their mental performance resulting in under pro-
ductivity and increased production cost. People depend on artificial lighting
when it is difficult to receive natural lighting (indoor employees) or when natu-
ral lighting is not desired (extreme sunny conditions). Studies have shown that
the quality of light in offices is directly linked to the productivity of employees,
decrease in accidents and increased level of mental performance [41]. Research
has also shown stronger effect on the sleep quality and alertness of the office
workers than on their mood and pleasure, when they are exposed to light daily
of around 1000 lux [66] [120].

Recent studies have shown that dynamic lighting characterized by varying
color temperature and illumination provides better satisfaction among the office
workers than static lighting [33] [76]. Moreover, people find dynamic lighting
(varying intensities over short periods) to be less tiring, interesting and stimu-
lating [22]. This emphasizes the importance of lighting design and control in
living and working environments. Good quality artificial lighting at the work
place that is biologically effective and developed on the basis of scientific find-
ings is essential [16]. This is not easy to achieve, because like in the case of
food and clothing, an individual’s lighting preference is influenced by several
factors. Some of them may include user’s circadian cycles [16], alertness and
mood, time of the day [119], type of task undertaken and influence of weather.
For example, the lighting preferences of two roommates called Tom and Harry
for reading can differ dramatically. Tom may always prefer diffused white light
from the ceiling, as opposed to Harry, who prefers reading using illumination
from a directed desk lamp. Furthermore, their preferences may also depend on
social and cultural aspects. For example, Tom, being a kind roommate, may as
well prefer to use just the desk lamp at night when Harry is asleep.

Environmental color is also found to have significant impact on various as-
pects of human life [44]. For example, lighter colors are believed to be more
pleasant, friendly and also to make life easier [59]. However, the choice of color
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may vary across people, particularly in the way it can stimulate their mood and
well-being. By implementing intelligent lighting, appropriate colored lighting
may be provided based on the observed context. A context here may be referred
to as the set of inputs such as activity performed, time of the day and external
light influence that motivates a user to select a certain light setting over oth-
ers. Advances in lighting technologies such as Light Emitting Diode (LED) have
added benefits such as high efficiency, lower maintenance, intelligent control,
safer technology and fast operation that helps in realizing intelligent lighting
effectively [23]. Therefore, achieving a better and healthier life has motivated
the development of intelligent lighting that aims at providing ambient lighting
based on the observed context.

Intelligent lighting is a very challenging application that is driven by clear
objectives. Intelligence can be interpreted in several ways such as adapting the
lighting conditions continuously for changing environments or distributing the
task of illuminating a certain area among different lighting fixtures. Therefore,
the objectives should be clearly defined to identify what intelligence is. Once in-
telligence has been determined, the next challenge is to identify a suitable tool
to implement intelligent lighting. Machine learning is usually used to realize
intelligent behavior by learning from data or experience and providing relevant
predictions [102]. There are several approaches of machine learning that can
be adopted based on factors such as the objectives to be achieved and the very
nature of data. However, selecting a machine learning model is not straightfor-
ward without experimenting, because there is no direct mapping from a specific
problem to a machine learning model. Furthermore, it is important to select
appropriate performance metrics, depending upon the nature of the applica-
tion; there might otherwise be a good chance of selecting poor models and
algorithms.

1.3 Research Problems

This thesis addresses the problems that arise in the process of implementing
intelligent lighting. It focuses on the following research questions:

1. For a concept of intelligent lighting, how can we achieve it, using compu-
tational intelligence?

2. How can machine learning be used in realizing intelligent lighting?

3. How is the data collected and what does it say about intelligent lighting?
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4. Are the existing performance metrics well suited to analyze whether or
not a given machine learning approach is performing well or not?

5. What is the most suitable approach for implementing intelligent lighting?

1.4 Contributions

In this thesis, we contribute the following, while addressing the problems to-
wards implementing intelligent lighting.

1.4.1 Learning frameworks

Intelligent lighting can be described through various perspectives and can be
achieved using machine learning methods in several ways. In Chapter 2, we
describe our perspective of intelligent lighting that we aim to achieve. Sub-
sequently, we explore some of the existing intelligent lighting plans and im-
plementations. We then discuss different types of learning frameworks such
as supervised learning, online learning and reinforcement learning, illustrating
how these may be used for intelligent lighting.

1.4.2 The unique nature of intelligent lighting

To make a better design choice about selecting an approach for implementing
intelligent lighting, it is necessary to know about the quality of the data collected
and the nature of the dataset. In Chapter 3, we describe the pilot setup used
for collecting intelligent lighting data. Based on the pilot setup, we then discuss
the input features that may have influence on the output light setting selected.
Furthermore, we explain how the data was collected and cleaned to obtain a
dataset that represents intelligent lighting. In Chapter 4, we briefly give an
overview of the supervised prediction (learning) models that we use for exper-
iments on the intelligent lighting dataset. We analyze the nature of the dataset
through the performance of prediction algorithms using two performance met-
rics. We find that intelligent lighting has an interesting non-deterministic one-to-
many relationship between the input and output that is uncommon in machine
learning applications.
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1.4.3 Machine learning for intelligent lighting

Once we know that the intelligent lighting dataset has a non-deterministic one-
to-many relationship between the input and output, it is not straightforward
to select a machine learning method that best suits intelligent lighting. To this
end, in Chapter 4, we apply supervised learning models on the intelligent light-
ing dataset. In Chapter 7, we apply instance-based learning algorithm and in
Chapter 8 we apply online learning algorithms to investigate which machine
learning approach is best suited for applications such as intelligent lighting.
This is done by comparing and analyzing the results from the experiments.

1.4.4 A performance metric for intelligent lighting

An efficient intelligent lighting system can be realized if the analyzed perfor-
mance captures the nature of the dataset well. The most commonly used per-
formance metric, i.e. Classification Accuracy (CA), is not appropriate for intelli-
gent lighting, because a given input may have many possible acceptable outputs.
Therefore, in Chapter 5, we devise a new performance metric, dubbed Relevance
Score (RS), that is more appropriate for applications such as intelligent lighting.
A key difference between CA and RS is that the RS may not reject a predicted
light output entirely when it does not match the actual light output as desired
by a user. The RS is computed using the probability information calculated from
the entire dataset. Furthermore, we demonstrate the significance of RS through
experiments on several public-domain datasets.

1.4.5 The missing-data problem

Missing data in a dataset occurs due to reasons such as malfunctioning or failure
of sensors, improper implementation and insufficient interfaces. In our intelli-
gent lighting application, the missing-data problem occurs when users do not
use smart phone as an interface to communicate with the system. Missing data
in intelligent lighting is an interesting problem because of the non-deterministic
input-output relationships. This means that each input has a unique probabil-
ity distribution of output class labels. Therefore, it is difficult to determine the
input or a part of the input, just by knowing the output or by making use of
the other part of the input. In such cases, deterministic missing-data treatment
methods are not helpful. To this end, in Chapter 6, we explore several probabil-
ity based approaches to address the missing-data problem. It is also important
to know whether the missing-data treatment is effective or not (sometimes, the
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improvement may occur by chance). Hence, we perform significance analysis
to study the impact of missing-data treatment on the performance of prediction
algorithms using a statistical test.

1.5 Thesis Organization

This thesis is organized as follows. Chapter 2 discusses the main objective that
we aim to achieve on implementing intelligent lighting. In this direction, the
chapter also gives an overview of various possible machine learning approaches
such as supervised learning and online learning. Chapter 3 describes the pilot
implementation of intelligent lighting and discusses the data collection mech-
anism that is later used for our machine learning study. Chapter 4 studies the
nature of the data collected from the breakout area, i.e. the relationship be-
tween the input and output through experiments and various metrics. Chap-
ter 5 introduces a performance metric dubbed Relevance Score that is suitable for
applications such as intelligent lighting that have a one-to-many input-output
relationship. Chapter 6 discusses the missing-data problem in intelligent light-
ing and, subsequently, explores various probability based approaches to solve
the problem. Chapter 7 studies an instance based learning algorithm (k nearest
neighbor) with different values of k for intelligent lighting. Chapter 8 explores
some of the state-of-the-art online learning models for implementing intelligent
lighting. Chapter 9 concludes this thesis and proposes the directions towards
enhancing various aspects of the current intelligent lighting implementation.





CHAPTER 2

Learning Frameworks for
Intelligent Lighting

2.1 Introduction

What is Intelligence? Researchers have defined intelligence in several ways,
such as the ability to deal with cognitive complexity [57] and goal-directed
adaptive behavior [101]. Intelligence is also defined in terms of one’s capac-
ity for logic, abstract thought, understanding, self-awareness, communication,
learning, emotional knowledge, memory, planning, creativity and problem solv-
ing [130]. A more detailed description of intelligence has been provided in
[122]. Over the years, researchers have been trying to mimic some of these as-
pects of intelligence using machines to improve the quality of human life. Exam-
ples are many, ranging from heart sound analysis for symptom detection [112],
fraud detection [50], face recognition [15] and autonomous driving [2].

Intelligent lighting is one such application where the objective is to learn
and provide most suitable lighting conditions in an environment. Precisely, we
define an intelligent lighting system as follows.

An intelligent lighting is a lighting infrastructure that autonomously learns and
predicts a suitable lighting condition for every context in a physical environment

to achieve a certain objective.

In intelligent lighting, learning happens through a feedback mechanism ei-
ther explicitly, via dedicated interfaces such as smart phones, or implicitly by

9
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Table 2.1: Evolution of Lighting Control

Type of User Behavior Example
Lighting Intervention

1. Traditional Maximum Users have full On/Off
control over lights Switch

2. Autonomous Nil Users not needed Sensor
for controlling lights controlled

3. Adaptive Minimum User preferences Personalized
can be stored lighting

4. Intelligent Minimum Lighting systems Breakout 404 [103]
learn user preferences

monitoring through sensors or observing manual changes. The context, here, is
defined as a state of the environment on which the suitable lighting depends. It
can be determined by a feature or a set of features that are relevant to achieve
the objective of intelligent lighting.

To have a better understanding of intelligent lighting, let us look into the
history of lighting control. Table 2.1 shows the evolution of lighting control.
Initially, lighting systems could be controlled only using switches and dim-
mers. With the rapid development of sensors and semiconductor technolo-
gies, lighting systems could be controlled using sensors without the need for
switches. This has made it possible to give more emphasis on user satisfaction
and saving energy by controlling the intensity [12] and illumination pattern of
lights [118]. Revolution of memory devices enabled the storing of users’ light
preferences [79] or scenario-specific light settings [86] on the lighting systems,
to provide customized/adaptive lighting. The development of data mining tech-
niques and machine learning algorithms have made learning possible from the
data or through interactions. Intelligent lighting is an improvement of adaptive
lighting where a predefined light setting is not stored for a context but is learned
through the system’s interaction with the environment. This means that a light-
ing condition need not be preset for a given context and it may be adapted over
a period of time based on the responses received from the environment.

In this chapter, we describe the objective of intelligent lighting. Next, we
explain different machine learning approaches that can be used to realize this
objective. Finally, we discuss the approaches that we use for implementing
intelligent lighting in this thesis.
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2.2 Objective

Intelligent lighting applications may have different objectives such as adapting
lighting conditions until the users are satisfied, based on weather conditions or
to optimize energy consumption. Our objective of intelligent lighting is to learn
and predict a suitable lighting condition based on contextual information such
as the user identity, activity and time of the day in an environment. For example,
assume Mary is bored working at her desk for a long duration. She prefers to
refresh herself by working on a creative design in the intelligent lighting room
at 4.00 PM. She enters the intelligent lighting room with her smart phone and
selects the type of activity e.g. working alone. Now, the intelligent lighting
system knows that Mary would like to work alone at 4.00 PM and hence it
predicts a warm bright light. Even though Mary is satisfied with the predicted
lighting condition, she changes it to cool bright through available interfaces. The
intelligent system learns Mary’s preferences for that context. Mary revisits the
intelligent lighting room after a week in a similar context. The system knows
that Mary likes bright light in that context and hence provides either a warm
bright or cool bright light. This scenario provides an idea about the nature of
intelligence we seek to realize, where the system learns and predicts the most
suitable lighting condition for a given context and improves over passage of
time. From this example, we can also observe that the users have a key role in
making the intelligent lighting system to perform well. By this we mean that
the system learns quite well from a user who is consistent in terms of selecting
output lighting conditions for a given context, whereas the learning becomes
difficult when the user frequently prefers a different lighting condition under
the same context.

2.3 Related Work

In this section, we discuss some of the existing works on intelligent lighting.
Most of these lighting systems fall into the adaptive lighting category, although
they are referred to by their authors as intelligent. The lighting conditions ei-
ther adapt to changing contexts in a pre-defined manner or by adjusting their
behavior to satisfy a certain objective function.

Miki et al. [93] proposed a lighting system to provide sufficient illumination
at a desired location. The system is completely distributed and is in the form of a
network that consists of fluorescent lights, controllers for each light and illumi-
nation sensors. The system uses a distributed optimization algorithm based on
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the stochastic hillclimbing method [72] to control the lights. The autonomous
lighting system is given the goal of minimizing the amount of power consumed
using pre-determined value sets at each illuminance sensor. Each illuminance
sensor detects and communicates the current illumination and target illumi-
nation to the network. Each lighting fixture controls luminance based on the
illumination control algorithm using the information on the amount of power,
current and target illumination of each sensor. The cycle repeats until the goal
and constraints are satisfied. Here, each intelligent lighting fixture operates on
its own, without acquiring information from other intelligent lighting fixtures
or illumination sensors. This problem was removed later in the extended work
using visible light technology [92].

Similar work has been proposed by Bhardwaj et al. [18] to provide various
light control strategies based on user preferences. This work focuses on provid-
ing adaptive light emitting diode (LED) lighting rather than using conventional
florescent and incandescent lights. The system is centralized, whereby the illu-
mination sensors provide information about the current illumination levels and
the light actuators provide information about the current light output levels
for each fixture. Here, the adaptiveness is in distributing the task of provid-
ing a certain level of light illumination among the LED fixtures based on the
designed illumination model. Also, for an activity, user preference for light il-
lumination is assumed to be known. For many reasons, LEDs may be added or
removed to/from a particular area. The role of intelligent lighting is to identify
the change and actuate the light fixtures accordingly to provide the required
illumination.

Singhvi et al. [118] proposed lighting systems that aimed at balancing user
satisfaction and operational costs. The system is based on optimizing a utility
function that combines the satisfaction of users and the expended energy. This
function depends on the location of users and the corresponding light fixtures
that are associated in illuminating the space. The implementation approach
is based on a decision theoretic formulation of the control task. This work also
extends to optimally exploit external light sources for additional energy savings,
a process called daylight harvesting. The system implementation is evaluated
through a proof-of-concept test bed using MICA2 sensor nodes and dimmable
lamps.

Magielse et al. [86] presented an adaptive lighting environment in an of-
fice meeting room scenario where multiple luminaries adapt themselves to emit
light based on the user’s activity and context. This work adopts an interdis-
ciplinary approach to achieve adaptive lighting environment in the context of
a room in an office space. This approach integrates the development of user
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interfaces and interaction, the design of a network architecture, as well as the
design of activity recognition models to provide adaptive lighting environment.
The hardware comprises of light tiles on the ceiling of the room, sensors de-
ployed to detect presence, pressure etc. Based on the activity identified using
the sensor data gathered at a central station, one of the pre-defined scenarios is
selected and the light environment is provided accordingly.

Park et al. [106] presented a lighting control system for entertainment and
media production. The system is named Illuminator and uses a multi-modal
and high fidelity light sensor module. The Illuminator is a tool-set to char-
acterize the illumination profile of a deployed set of fixed position lights. It
generate desired lighting effects for moving targets such as actors and scenic el-
ements. The user constraints are expressed in a formal language that represents
the requirements for lighting effects and includes the desired light intensities in
the field and/or a high-level description of lighting conditions. The Illumina-
tor computes optimal light settings at run-time to achieve a user-specified light
profile, using an optimization framework based on a genetic algorithm. The ex-
periments demonstrated that the Illuminator can handle various high-level user
requirements and generate an optimal light actuation profile.

Lighting design is very important in game environments for directing atten-
tion, establishing good action visibility, evoking emotions, setting atmosphere,
and providing depth [43]. Lighting design in game environments has been static
and manual where the designers set up the positions, angles, and colors for each
light in a scene. The static lighting design does not serve desired effects as the
game environments are dynamic and change unpredictably in real time due to
user interaction. El-Nasr [43] presented an intelligent lighting system that au-
tomatically sets and adjusts scene lighting in real time. The system is named
Expressive Lighting Engine (ELE) and allows to achieve effects such as evoking
emotions, directing visual focus, and providing visibility and depth. ELE oper-
ates as a separate system that interacts with game/graphics engines through a
standard interface. ELE uses constraint non-linear optimization that optimizes
several parameters such as visibility, depth and tension to select the best lighting
configuration and achieve the desired visual design goals given their priorities
and the current situation. ELE helps in accelerating the development process by
eliminating the time-consuming process of static lighting design.

In general, we observe that the main objective of these intelligent lighting
implementations is to provide necessary illumination at a desired location based
on some utility function. The primary task here is to distribute the task of pro-
viding necessary illumination among different light sources. Users’ preferences
are either assumed or obtained from users at runtime. However, all these imple-
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mentations use sensor-based technology to sense the level of illumination over
an area and use different methods, objective functions, models and different
kind of light sources to achieve the mentioned objective. Moreover, these works
focused mainly on achieving certain level of illumination while there was no
focus on creating the ambient environment using different colored lightings. In
the last two implementations, intelligent lighting is used for a different kind of
applications, in media production and gaming environments. In this thesis, we
aim at learning the users’ preferences by observing the environment, interacting
with the users or through explicit user’s feedbacks. We focus on using machine
learning models to learn user preferences and provide the suitable colored light-
ing conditions for an observed context.

2.4 Machine Learning

Machine Learning (ML) is the science of developing systems that can learn from
data and act accordingly without programming the behavior of the application
or specifying thresholds explicitly. The most widely accepted definition from
Mitchell [94] is as follows.

A computer program is said to learn from experience E with respect to some class
of tasks T and performance measure P , if its performance at tasks in T , as

measured by P , improves with experience E.

In intelligent lighting, ML is used to determine the relationship between
the context and the output lighting conditions. The input-output relationship
is then used to predict suitable lighting conditions for new inputs. Applying
Mitchell’s definition to intelligent lighting, we have,

• Task T : predicting suitable lighting condition for a given context,

• Performance Measure P : quality of the predicted lighting conditions,

• Experience E: a sequence of observed contexts and the user response.

In this section, we discuss different ML approaches to that may be used in
the context of intelligent lighting.
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Figure 2.1: Supervised learning framework for intelligent lighting

2.4.1 Supervised learning

Supervised learning is the ML task of identifying the relationship between input
and output from labeled training data [31]. In supervised learning, a prediction
algorithm h is trained using a dataset that consist of a set of training exam-
ples. Each sample is a pair consisting of values for input features (context)
and the corresponding class (output). During training, h analyzes the samples
in the dataset and generates hypotheses. A hypothesis represents the relation-
ship between the input and output that can take the form of functions, rules or
trees [131]. The hypothesis that provides best prediction performance is then
used to make predictions for future inputs.

Figure 2.1 shows the framework for supervised learning for intelligent light-
ing. An intelligent lighting dataset consists of samples i.e. input and output
pairs collected from a pilot implementation. The input/context is a vector of
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Figure 2.2: Instance-based learning framework for intelligent lighting

features that may influence users’ preference for particular lighting conditions.
The output is the preferred lighting condition by the user for a given context.
A supervised prediction algorithm h, is trained on the dataset to generate a hy-
pothesis, which is used to predict a suitable lighting condition for new incoming
inputs.

2.4.2 Instance based learning

In this form of learning, the input-output relationship is not deduced when the
training samples are provided whereas it is deduced when a new input arrives
that needs to be predicted. In other words, instance based learning algorithms
do not generate any useful representations from the observed inputs [4]. To
assign a class label for a new instance, its relationship to the samples that were
already encountered is determined. The main advantage of this kind of learning
is that the target function is estimated every time for a new instance to be
predicted rather than estimating once [94]. This makes instance-based learning
useful when the input-output relationship changes over time.

Figure 2.2 gives the framework for instance-based learning for intelligent
lighting. For example, let us consider the popular instance-based algorithm, k-
Nearest Neighbor (kNN). In kNN when a new input arrives, it computes the dis-
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tance of the input to all other observed inputs in the intelligent lighting dataset.
For a selected value of k, k samples that are the closest in distance to the in-
put are selected. A lighting condition that appeared maximum number of times
among the k selected samples is selected for prediction. A user may select a
lighting condition that suits them, if the user is not satisfied with the predicted
lighting condition. The selected lighting condition along with the input is stored
in the dataset so that the predictions can be improved for new inputs.

2.4.3 Online learning

Online learning is a ML approach that learns from one sample at a time. In
online learning, the input arrives as a sequence of samples in contrast to the
supervised learning where the input is fed as a batch [5]. As an input ar-
rives, the online learning model should predict an output. Immediately after
the prediction is made, the actual output is made available to the model. This
information can be used as a feedback to update the prediction hypothesis used
by the model. A key advantage of online learning over supervised learning is
that the model adapts itself with every incoming new sample. Unlike instance-
based learning, online learning models are relevant in applications where huge
amounts of data needs to be stored for training purposes.

Figure 2.3 shows the framework for online learning for intelligent lighting.
The input from a pilot implementation in the form of a feature vector is fed to
the online prediction algorithm. The prediction algorithm predicts a suitable
lighting condition for that input. A user may select a lighting condition that bet-
ter suits them, if the user is not satisfied with the predicted lighting condition.
The lighting condition preferred by the user (actual output) is then revealed
to the prediction algorithm in the form of feedback. The prediction algorithm
will use this feedback to update its hypothesis, in case if the predicted lighting
condition is not the same as the user preferred lighting condition.

2.4.4 Reinforcement learning

In supervised learning, learning happens through examples provided by a knowl-
edgeable external supervisor. However, it is not sufficient for learning from in-
teractions. Reinforcement learning is a ML task concerned with how an agent
should take actions in an environment so as to maximize some notion of cumu-
lative reward [123]. An agent is an autonomous entity that monitors and acts
upon an environment [116]. In reinforcement learning, inputs (observations
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Figure 2.3: Online learning framework for intelligent lighting

from the environment) are in the form of states and the learning entity acts as
a decision making agent [73]. It takes actions based on the state of the en-
vironment and in response receives a feedback in the form of reward/penalty.
In reinforcement learning, there is no training phase to teach the agent about
what actions to take or the most preferred output for an observed state. After a
set of trial and error runs, it should learn the best policy, which is the sequence
of actions that maximize the total reward [73]. Hence, it is also called learning
with a critic.

Figure 2.4 shows the framework for reinforcement learning for intelligent
lighting. The state of environment is provided by means of inputs. The deci-
sion making agent then prompts an action in the form of a lighting condition.
The user in turn gives a feedback (reward) to the agent such as like or dislike.
The agent will use the feedback to improve its state-action mappings and then
predicts a new lighting condition. The cycle continues until a suitable lighting
condition (with maximum reward) is selected. In the long run, the reinforce-
ment agent tries to achieve maximum reward from limited interactions with the
users.

2.5 Discussion

To summarize, a supervised learning algorithm is trained using a number of
training samples that in turn generate a hypothesis to predict future inputs.



2.5. Discussion 19

Agent 
Intelligent Lighting 

Environment 

1. State 

3. Reward 

2. Light Setting 

Figure 2.4: Reinforcement learning framework for intelligent lighting

An instance-based learning algorithm waits until a new input arrives and then
predicts an output based on its relationship with other observed samples. The
instance-based learning algorithms do not generate any hypothesis to have a
meaningful representation of the input and output relationship. Unlike super-
vised learning, an online learning algorithm learns from every incoming sam-
ple by modifying the hypothesis continuously. Unlike instance-based learning,
an online learning algorithm does not store any sample for future reference,
whereas the summary of the observed samples are stored in hypothesis.

In this thesis, we consider applying supervised learning for implementing in-
telligent lighting in Chapter 4, instance-based learning in Chapter 7 and online
learning in Chapter 8. We do not consider reinforcement learning for imple-
menting intelligent lighting. The reasons are as follows. Reinforcement learn-
ing uses explore and exploit policy where the agent explores all possible outputs
until it reaches an optimal solution that maximizes the objective function. How-
ever, our objective of intelligent lighting is that the users must be able to select
their preferred lighting condition when they are not satisfied with the predicted
light condition. In reinforcement learning, the users are required to respond to
every predicted lighting condition until they are satisfied. In the extreme case,
because of the exploring aspect of reinforcement learning, there may be a long
cycle of predicting lighting conditions and user responding. This situation oc-
curs quite often, which is not preferred. In reinforcement learning applications,
an action changes the state of the system and the state determines the action
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that needs to be taken. In our case of intelligent lighting, an action i.e. predict-
ing a lighting condition does not change the state of the system, i.e. the context.
Formally, in reinforcement lighting, action = f(state) and state = f(action),
whereas in intelligent lighting, action = f(state) and state 6= f(action).



CHAPTER 3

Intelligent Lighting Setup and
Dataset

3.1 Introduction

Useful knowledge such as the features influencing the users’ lighting preference
and relationship among these features, helps us to have a better understanding
about intelligent lighting. This would enable to make better design choices
when implementing intelligent lighting and has motivated us to perform a pilot
study to gain insights on the nature of intelligent lighting. Dean et al. [34]
presented a detailed outline on how to perform a study or experiment, that is
briefed in order as follows.

• Define the objective of the study

• Identify the features (variables that influence the study)

• Specify the experimental procedures

• Run the pilot or perform the experiment

• Perform data analysis on the collected data

• Review and revise the design choices

In our case, the objective of intelligent lighting is to provide a suitable light-
ing condition for the users, based on the observed context. Here, the observed

21
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context is a vector of feature values that may influence the users’ preferences
for a particular lighting condition. Essentially, these features enable us to iden-
tify what data should be collected in order to perform the data analysis. The
features to be selected depend primarily on the architecture of the physical area
where the intelligent lighting will be installed.

Once the relevant features have been identified, it is important to design
the data collection mechanism to gather data. The mechanism must be devised
carefully to reduce the error induced during the measurement process. Any
algorithm developed based on data is only as good as the data used. Collecting
and managing data can be done in various ways. Data can be collected through
observations, experiments, interviews and surveys. In intelligent lighting, we
seek to study the input-output relationship, which in turn will be helpful to
select a suitable machine learning approach.

Data collection through observations is most suitable for data analysis. Ac-
cording to Young [133], “Observation may be defined as systematic viewing, cou-
pled with consideration of seen phenomenon. The purpose and aim of observation
is to discover significant mutual relations between spontaneously occurring events”.
It is easier to perform data analysis to discover the input-output relationship, if
the data is organized in the form of samples consisting of input-output pairs.
The input entries are the values of the features that are considered to influ-
ence the users’ choices, given a certain lighting condition. The output entry is
the actual lighting condition desired by the user. The output space may also
be multidimensional that indicate characteristics of lighting conditions such
as RGB (Red-Green-Blue) composition and intensity or HSB (Hue-Saturation-
Brightness) composition. The values for the dataset entries can be gathered
through observations from the physical area implicitly, by means of sensors that
are deployed in the area, and explicitly, by direct input from the users through
well-defined user interfaces.

In this chapter, we describe the layout of our pilot implementation for in-
telligent lighting system i.e. the breakout area. Furthermore, we discuss the
network and physical architecture for intelligent lighting. Based on the layout,
we list the input features selected that help to predict a suitable lighting con-
dition. Next, we provide the description of the dataset such as the user-sample
distribution and output distribution. Finally, the data collection mechanism is
explained.
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Figure 3.1: Layout of the breakout area



24 Chapter 3. Intelligent Lighting Setup and Dataset

  

Wireless Access 

Points 

 

WSAN Infrastructure: 

With rich sensing 

capability & also actuation 

but with limited resources 

 

IP-based Network 

ASN 

GW – Gateway Node 

ASN – Actuator/Sensor Node 

MS – Management System 

UE – User Equipment 

WSAN – Wireless Sensor and Actuator Network 

MS 

UE 

Wired Interface 

GW 

Figure 3.2: Network architecture for intelligent lighting

3.2 Pilot Setup

We need a pilot implementation to understand how well intelligent lighting
can support its users with varying interests, needs and preferences. In this sec-
tion, we discuss the pilot implementation of the intelligent lighting system from
where the data have been collected. We focus on specific lighting conditions
that take place at a certain part of an office space, dubbed the breakout area.
This is an area that the office employees may use either to have informal meet-
ings or for personal retreat. The pilot provides a dynamic lighting platform that
can be used in many forms such as for task lighting, for atmospheric lighting or
for informative lighting. We name the dataset collected from the breakout area
as Breakout dataset.

Figure 3.1 shows the layout of the breakout area. Opposite to the entrance is
a wall with windows and blinds, which allows for controlling the external light
influence. The area is divided into two spaces dedicated to different purposes,
the meeting area for informal meetings and the retreat area for personal retreat
and relaxation. However, the users of the breakout area are not restricted to
use a specific area for a specific activity. For example, a user may choose to use
either the meeting area or the retreat area for relaxation. The lighting system
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(a) (b) 
Figure 3.3: Interfaces to communicate with the intelligent lighting system

a. Smart phone showing 8-preset output lighting conditions,
b. Scene selection dice with preset lighting conditions on each
side
(Image courtesy: Offermans et al. [104] [105])

in the breakout area contains two types of lights, colored wall-wash lights for
creating an atmosphere and white down-lights [104] for illuminating areas of
user tasks. The sensor system for monitoring the breakout area contains Passive
Infra Red (PIR) sensors for monitoring movements, sound pressure sensors for
monitoring sound volume intensity and light sensors for measuring external
light influence.

3.2.1 Network Architecture

Fig. 3.2 shows the network architecture of the intelligent lighting system. The
network architecture gives the hierarchical view of the communication infras-
tructure wherein the hierarchy is based on the resource capabilities of the com-
ponents in the breakout area, such as communication, computation and mem-
ory as well as the standard of communication used. This perspective provides
the underlying communication interactions among the components to accom-
plish the objective of providing suitable lighting conditions. The wireless sensor
and actuator nodes (WSAN) in the breakout area are connected to each other
wirelessly, forming the base of the network infrastructure. The lower layer in
Fig. 3.2 depicts the Wireless Sensor and Actuator Network (WSAN) infrastruc-
ture. One or more sensors (e.g. motion sensors, sound sensors) are attached
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Figure 3.4: Physical architecture for intelligent lighting

to each sensor node to continuously monitor the presence and activity of the
user. The actuator nodes (AN) are connected to the light sources which provide
varied lighting conditions to the users based on their preferences. These nodes
communicate using the IEEE 802.15.4 standard and are limited in communi-
cation, computation and memory capabilities. We used the custom designed
nodes based on the Arduino platform [9]. These nodes contain an Atmel 328
microprocessor [10] for processing and an xBee Series 2.5 Wireless radio [67]
for communication. The nodes allow to connect 6 analog sensors and 6 Pulse
Width Modulation (PWM) controlled lamps [103]. Furthermore, they can func-
tion as a Digital Multiplex (DMX) controller that can be used to control com-
mercially available lighting sources [103]. The users may control the lighting
conditions in the breakout area through user equipments (UE) such as smart
phones as shown in Fig. 3.3a or through a dedicated interface such as the scene
selection cube as shown in Fig. 3.3b. While, the scene selection cube does not
affect privacy for an user, it limits the output space to six lighting conditions.
Also, in such cases, it would be more difficult to predict customized lighting
condition for that user. The UEs use the IEEE 802.11 standard for communica-
tion. Therefore, the Internet Protocol (IP) based network forms the top layer
which contains the UEs using the services of the area via an access point (AP).
The interoperability issue of communication between the UEs and the WSANs is
handled by using gateway (GW) nodes. A GW is a ASN but without any sensor
or actuators attached to it. The GW is connected to management system (MS)
using a wired interface. The MS communicates the desired lighting condition
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#/#  

(a) 

(b) 
Figure 3.5: Pictures of the breakout area where the intelligent system lighting

is installed; a. Meeting area, b. Retreat area
(Image courtesy: Offermans et al. [104])

by the user to the GW node which in turn communicates this information to the
ASN infrastructure.
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Table 3.1: List of input features considered, that influences users’ preference
for lighting conditions

Feature Type of Possible Values
the feature

1. User-Identity (UID) Categorical U1, U2, U3, U4, . . .
2. Type of Activity (ToA) Categorical Active_Group, Active_Alone,

Relax_Group, Relax_Alone
3. Area of Activity (AoA) Categorical Meeting, Retreat
4. Intensity of Activity (IoA) Categorical 0, 1, 2, . . . , 10

in the other subarea

5. Time of the Day Numeric ∈ [0, 24),
(ToD) e.g. 10.5 for 10:30am

6. External Light Categorical VeryHigh, High,
Influence (ExLI) Low, VeryLow

3.2.2 Physical Architecture

Fig. 3.4 shows the physical architecture for intelligent lighting. Fig. 3.5 shows
the photographs from the breakout area, where the intelligent lighting system is
installed. The WSANs, GW, AP, UE and management system (MS) form the ba-
sic infrastructure of the intelligent lighting system. MS is a multipurpose system
whose functionalities are to acquire the contextual data, predict suitable light-
ing conditions, monitoring and management of the system. It is a high capacity
system that can be used for administrative purpose such as providing authen-
ticated access for the users to use intelligent lighting. The users can use the
service of intelligent lighting through UEs. The communication to the WSAN
infrastructure is then established through the AP. The sensor nodes gather con-
textual data and it communicated via GW to the MS. The MS is a device such
as a laptop or personal computer (with 2GHz processor, 2GB RAM, 30GB hard
disk, 32-bit operating system), which is used to make predictions based on the
observed context. It is also used to store the relevant information from the
breakout area such as the sensor data, context and the usersŠ preferences. In
our study, we collected around 4MB of data from the breakout area. The pre-
dicted lighting conditions or the usersŠ preferences are communicated to the
actuator nodes via the GW node. The actuator nodes then actuate the relevant
light sources to provide the predicted lighting condition.
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Figure 3.6: The distribution of samples for the users in the Breakout dataset
with 236 samples

3.3 Breakout Dataset

The Breakout dataset for intelligent lighting consists of 236 samples collected
as discussed in Section 3.4. The dataset does not have any missing data. We
select six input features that may influence a user’s choice in selecting one of the
pre-defined light settings for a given context as summarized in Table 3.1. These
features are selected based on the layout of the breakout area. For example,
the feature AoA is selected because of the two different spaces. Also, selecting
the feature ExLI makes no sense, if the breakout area is located indoor with-
out windows. Figure 3.6 shows the number of users and the numbers of data
samples collected per user. We consider eight output lighting conditions to sup-
port users’ activities as shown in Fig. 3.7. The class distribution of these eight
lighting conditions over the 236 samples is presented in Fig. 3.8. An example
input-output pair in the Breakout dataset is as follows.

U3 MEETING MA 4 10.50 High︸ ︷︷ ︸
Input

CB︸︷︷︸
Output

The sample denotes that a user with id U3 (UID=U3) chooses to use the break-
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Figure 3.7: Possible output lighting conditions
a. 3-dimensional representation of output showing 8 different
possible output lighting conditions,
b. 4 output lighting conditions from the pilot setup (static and dy-
namic lighting conditions can only be experienced in the breakout
area)
(Image courtesy: Offermans et al. [104])

out area for a meeting (ToA=Meeting) at half past ten (ToD=10.5) at the meet-
ing area (AoA=MA) when the external light influence is high (ExLI=High) and
some level of activity happening in the retreat area (IoU=4). With this context,
the user G prefers cool and bright (CB) output lighting condition. The complete
Breakout dataset is presented in the APPENDIX.

3.4 Data Collection

Among the mentioned features in Table 3.1, AoA, ToD, IoA and ExLI are gath-
ered implicitly from the breakout area through sensor monitoring. Both the
sound and PIR sensor values are read every 50 milliseconds and the average of
20 readings is stored in a queue of size 60. This makes the queue to contain the
data for one minute. The average value of the queue is used as a measurement
of motion/loudness. This approach reduces false readings created when people
pause during conversation or when people sit still for a moment. However, the
light sensors in the breakout area do not use queue to store the values, which
means that the change is immediately noticed. The features UID and ToA are
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Figure 3.8: The distribution of output classes in the Breakout dataset

acquired explicitly from the users via the breakout application installed on their
smart phones. If a user does not use a smart phone as the interface to com-
municate with the intelligent lighting system, the missing data problem occurs,
which we discuss in detail in Chapter 6.

The data samples for the breakout dataset are collected using two meth-
ods. In the first method, we created various contexts in the breakout area with
different ExLI, IoU values, in which the participants are asked to select a light-
ing condition that they prefer, considering the activities listed in Table 3.1. In
the second method, the participants are allowed to use the breakout area on-
demand for six weeks. During this six-week period, all interactions of the users
with the system (i.e. activities and selected light settings) as well as the sensor
readings are logged.

In order to learn users’ preferences of light settings in a particular context,
collected data samples should contain the values for features UID and ToA. On
the other hand, when there are no users in the breakout area, then the data
samples collected contain no entries for these features, as they are collected
explicitly from the users. The feature values for AoA and the selected output
lighting condition are also empty. These samples do not form the context as
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most of the feature values in a sample are empty; thereby need to be removed
from the dataset. Moreover, when users are not satisfied with the predicted
lighting conditions, they explore other lighting conditions that suit them. This
data is not necessary to understand users’ preferences for a context. Therefore,
data cleaning is performed on the Breakout dataset in two steps, to remove
unnecessary samples. Firstly, those samples that do not contain feature values
for UID, ToA and AoA are filtered out. Secondly, those samples that belong to
users’ free explorations of different light settings for a particular context are
removed.

3.5 Conclusion

Intelligent lighting can be realized efficiently by having useful insights such as
the relationship among features. This has motivated us to gather data through
a pilot implementation and perform data analysis. In this direction, we have
presented the pilot setup of our intelligent lighting. Subsequently, we discussed
the network and physical architecture of our implementation. Furthermore, we
described the dataset collected dubbed Breakout dataset and explained the data
collection mechanism. We conclude that the layout of the physical area where
the intelligent lighting system should be installed, is very important to identify
the right features for data collection.



CHAPTER 4

Statistical Inference for
Intelligent Lighting

4.1 Introduction

According to Diamond [36], “The purpose of an experiment is to better understand
the real world, not to understand the experimental data”. Mere data collection
does not help in making good design choices for implementing an application.
The design process for implementing intelligent applications benefits from in-
sights about the data collected and a deep understanding of the relations among
its variables. Data analysis refers to the process of acquiring information from
the collected data and deriving conclusions that help making design choices for
implementing an application. Like diagnosing the problem of patients is im-
portant for doctors before providing treatment, data analysis is necessary for
researchers to acquire meaningful information about the nature of the applica-
tion to be implemented.

Many intelligent applications involve collecting data from different sources,
organizing them and then performing data analysis. Data analysis helps to un-
derstand the relationship between variables in the data, evaluate and compare
basic design configurations, determining and selecting design parameters and
algorithms that may impact the application’s performance [95]. Data analy-
sis depends on the type of the data collected, either quantitatively or qualita-
tively [113]. Quantitative data can be analyzed using statistical operations such
as frequency distributions, central tendency (using mean, median and mode),
correlation and regression. Analyzing qualitative data involves examining the

33
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data collected through surveys, interviews and observations. Machine learning
is a data analysis technique that can be used to discover knowledge from the
data for predictive purposes. To design intelligent lighting, it is necessary to
understand the significance of each input feature and how the input features
and output light settings are related. This helps to either add more features or
remove insignificant features to improve the efficiency of intelligent lighting.

In this chapter, we describe the prediction algorithms used to analyze the
Breakout dataset. We briefly introduce the performance metrics used to eval-
uate the prediction algorithms. We apply these prediction algorithms to inves-
tigate the nature of intelligent lighting and present the insights gained, which
enables to make better design choices in implementing intelligent lighting. Fur-
thermore, we analyze the significance of input features in determining the out-
put lighting conditions.

4.2 Prediction Algorithms

Prediction algorithms can be categorized based on how they operate on the la-
beled data (data with correct outputs) to provide predictions. Some categories
are supervised, instance-based and online prediction algorithms. In this chapter,
we apply supervised prediction algorithms for intelligent lighting. Supervised
prediction algorithms can be broadly classified into categories based on how
they represent the relationship between input and output. These relationships
may be expressed in the form of models (Neural Networks [71], Support Vector
Machines [26]), rules (DecisionTable [77]) or trees (C4.5 [110]). In this thesis,
we use rule-based prediction algorithms for experiments on intelligent lighting.
The reasons are as follows. Rules are the clearest, most explored and best un-
derstood form of knowledge representation [49]. Generally, analytic methods
are not guaranteed to provide good results with fewer samples than rule-based
methods [83]. Also, the rule-based algorithms, even with very simple rules,
have achieved high accuracy with many datasets [64]. In contrast to tree-based
models, rule-based models allow overlapping rules i.e. more than one input can
be covered using one rule that results in smaller rule set [49].

4.2.1 Conjunctive Rule

The ConjunctiveRule algorithm employs a single conjunctive rule learner that
can predict, for any type of output class labels, such as numeric or categori-
cal [131]. Conjunctive rules are learned by finding all the common features
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shared by an output class label. This algorithm generates a single rule which
is a combination of antecedents (IF part) and a consequent (class value). The
information gain (categorical class) or variance reduction (numerical class) are
computed for each antecedent [25]. An antecedent is subsequently selected by
pruning the generated rules using Reduced Error Pruning (REP). In the pruning
phase, weighted average of the accuracy rates is used for classification while
the weighted average of the mean-squared errors is used for regression, on the
pruning data. This process may leave uncovered input instances, which are then
assigned default class labels. The uncovered test inputs are predicted using the
default class labels of the uncovered training inputs. The conjunctive rule states
that all the specified features must be present to belong to a particular output
class.

4.2.2 DecisionTable

The DecisionTable algorithm generates a simple decision table majority classi-
fier [77]. This algorithm uses the wrapper method to evaluate different subsets
of features to include in the table. The wrapper method searches for an optimal
feature subset for a given prediction algorithm and the dataset [78]. The quality
of a feature subset is measured by developing and evaluating a prediction algo-
rithm. The feature subsets may be generated using BestFirst search, Exhaustive
search, or other search techniques. Thus, a decision table is generated with the
same number of features as in the original dataset. The algorithm reduces the
problem of over-fitting by eliminating the features that have less significance
and thus generates a condensed decision table. The output class value of a new
data instance is predicted by matching the instance values in the decision table.

4.2.3 JRip

JRip [24] employs a propositional rule learner, Repeated Incremental Pruning to
Produce Error Reduction (RIPPER). It is based on association rules with REP. The
algorithm comprises three phases. Initially, the building phase involves two sub-
phases: the grow phase and the prune phase create a rule-set on the training
data by splitting the data into growing set and pruning set. In the grow phase,
the algorithm processes the growing set to generate new rule set by adding rules
repeatedly to an empty set. In the prune phase, the rule generated from grow
phase is incrementally pruned on the pruning set. Secondly, global optimization
techniques such as post-pass massages are used to process the rule-set to reduce
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the size and improve its performance on the training data. Finally, the problem
of over-fitting is reduced by processing the rule-set with a combination of cross-
validation and minimum-description length techniques.

4.2.4 Nearest Neighbor with generalization

Nearest Neighbor with generalization is commonly known as NNge [87]. NNge
is a variant of the popular instance-based learning algorithm, k-Nearest neigh-
bor (k-NN) [94]. NNge makes use of non-nested generalized exemplars. Exem-
plar refers to an instance that has already been used for classification. Gen-
eralized exemplars are rectangular regions of input space called hyperrectan-
gles [131]. These hyperrectangles can be viewed as if-then rules. Instance-based
learning does not produce any knowledgeable representations, whereas NNge
produces a set of rules that can be compared with other rule-based prediction
models. NNge employs a learning strategy where search for hypothesis proceeds
from specific to general rather than general to specific.

4.2.5 PART

The PART algorithm is a separate-and-conquer rule learner [48]. The algorithm
combines the power of decision trees with the RIPPER rule learning, to generate
rules. Initially the algorithm repeatedly generates partial decision trees using
heuristics such as pruning. A set of rules from these decision trees are extracted.
These rules are ordered and are known as decision lists. The prediction for a
new data instance is done by comparing the data instance with each rule in
order. The class value of the first matching rule is assigned to the instance or
the default class value is applied if no rule is matched.

4.2.6 Ridor

The Ridor algorithm implements RIpple-DOwn Rule learner [51]. Firstly, the
algorithm generates a default rule, and then learns exceptions that do not com-
ply with the default rule. Each exception from the default rule has many more
exceptions (say sub-exceptions) that takes the form of a tree. The exceptions
are learnt using incremental reduced-error pruning that includes iterating to
find the best sub-exceptions for each exception. Thus the exceptions are a set
of rules that finds a class value other than the class value in the default rule.
The prediction for a new instance is done by choosing the best exception with
minimum error rate.
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4.3 Performance Metrics

It is important to identify appropriate performance metrics to evaluate the per-
formance of prediction algorithms, which will in turn help investigating whether
the desired objectives are achieved. In this section, we briefly discuss two met-
rics; Classification Accuracy (CA) and Relevance Score (RS) [55] that are used to
evaluate the performance of prediction algorithms scrutinized herein the con-
text of intelligent lighting. For a given context, CA measures whether the pre-
dicted output is right or not. Formally, if x ∈ X is the observed context where
X is the n-dimensional context space, yP is the predicted output and yA is the
actual output, then CA = f(yP , yA). This means that CA is an objective metric
that does not depend on the context whereas only on the predicted and ac-
tual output. Intelligent lighting is an application that involves factors such as
human perception and cognition. The influence of these factors makes users
to select different output lighting conditions for a same given context, thereby
making the problem non-deterministic. This means that there may be more than
one acceptable lighting condition for a given context. Therefore, it is more ap-
propriate to measure the degree of relevance of a predicted lighting condition
than measuring its accuracy. Moreover, each observed context may have dif-
ferent distribution of output class labels. For example, a context x1 may have
the Warm-Bright-Static (WBS) lighting condition selected 7 times and the Cool-
Bright-Static (CBS) lighting condition selected 3 times in the past, whereas the
context x2 may have WBS selected 1 time and CBS selected 9 times. This means
that to evaluate a predicted output lighting condition, it is necessary to know
about the contexts and also the frequency of outputs that are selected for those
contexts.

In this direction, we have developed a performance metric dubbed RS. Un-
like CA, RS measures the degree of relevance of a predicted output for a given
context with respect to the actual output [55]. When there is a mismatch be-
tween predicted and actual outputs, RS will account for the level of inconsis-
tency of non-deterministic multiple-output cases. The RS metric will determine
the relevance of a predicted output based on the number of times these outputs
have occurred before in a similar context. Therefore, the RS metric does not
deal with the learning aspects of existing prediction algorithms. Instead, RS
allows evaluating predictions from a different perspective where the CA met-
ric fails. For example, if there is a mismatch between the predicted and actual
outputs for a given context, the CA scores 0, whereas RS may score 70% indi-
cating that the predicted output is still very relevant for that context. Formally,
RS = g(yP , yA, x,D) where D is the dataset under investigation. This means
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that RS is a subjective metric that depends on the context and the information
gathered from the dataset to evaluate a predicted output.

We have further developed RS into two variants, Relevance Score - Case-
by-Case (RSCC) and Relevance Score - General (RSGen). RSGen is computed by
discarding abstract features from a dataset. We define abstract feature as the
one that is either difficult or impossible to model the complete behavior. For
example, the user-identity (UID) is an abstract feature in the Breakout dataset.
This is because UID only provides information about who the user is, and not
about some of the important qualities of that user such as user mood or behav-
ior. By ignoring the abstract feature the dataset becomes as if it is collected from
a single user. The details of computing RS and the significance of the RS metric
is described in Chapter 5.

4.4 Analysis of the Breakout Dataset

The experiments are performed on the Breakout dataset using WEKA (Waikato
Environment for Knowledge Analysis) [60]. WEKA is a collection of state-of-the-
art machine learning algorithms and data preprocessing tools for data mining
tasks. WEKA version 3.6.6 implements nine rule-based prediction algorithms.
We do not select ZeroR and OneR algorithms as their prediction performance
measured using Classification Accuracy (CA) was lower compared to other al-
gorithms. Also, the CA performance of the DecisionTable Naïve-Bayes algorithm
is similar to that of DT and hence it is not considered. We perform the exper-
iments to investigate; 1) the prediction performance and 2) the significance of
the input features considered. The performance of the prediction algorithms on
the Breakout dataset is computed using 10-fold cross-validation.

4.4.1 Analysis of the Performance of Prediction Algorithms

With 8-Outputs

Figure 4.1a presents the prediction performance of the six rule-based prediction
algorithms, considering CA and RS as metrics. It can be seen that CA values are
very low for all the considered algorithms, compared to RS values. This is be-
cause the CA metric measures how accurate the prediction is for a given context,
i.e. the predicted output is compared to the actual output. If the predicted and
actual outputs do not match, then the CA metric scores a zero. Since users are
not consistent in selecting a particular lighting condition for a given context,
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Figure 4.1: Performance of the six rule-based prediction algorithms
a. With 8-output lighting conditions,
b. With 4-output lighting conditions.

the average CA for a lighting application is typically low. The inconsistency
comes from the fact that it is very difficult (indeed impossible) to consider the
full set of input features (context) that determine a user’s preference for a light-
ing condition. Furthermore, some contextual information, such as user mood,
cannot be monitored easily. Instead, a learning algorithm takes only a part of
all relevant input features into account. Since, multiple lighting conditions can
satisfy a user in a given context, the nature of the Breakout Dataset, i.e. the
input-output relationship is one-to-many. The RS metric measures how relevant
the predicted output is, for a given context based on the information computed
from the dataset [55]. The RS metric does not often score a zero when there
is a mismatch between the predicted and actual outputs and thus shows higher
performance.

With 4-Outputs

The output lighting conditions are designed in terms of intensity (Bright and
Dim), warmth (Warm and Cool) and dynamics (Static and Dynamic). The study
conducted by Offermans et al. [104] showed that the output lighting conditions
were representative in terms of intensity and warmth, but not in terms of dy-
namics. This means that the users could not differentiate sufficiently between
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Table 4.1: Standard deviation (SD) of the performance for the six rule-based
prediction algorithms for 8-output lighting conditions. The best
values are highlighted in bold and the worst values are highlighted
in italics

Prediction Algorithm SD (CA) SD (RSCC) SD (RSGen)
DecisionTable 13.7 11.49 8.07
JRip 9.83 8.27 6.75
NNge 7.8 4.09 4.72
PART 16.45 13.13 10.24
ConjunctiveRule 12.26 11.32 9.49
Ridor 10.22 8.44 8.25

static and dynamic settings. Therefore, in this experiment, static and dynamic
lighting conditions are combined into 4-output classes. Figure 4.1b presents the
performance values of the six rule-based prediction algorithms considering CA
and RS as metrics. It can be seen that since the output space is reduced, the
CA values improve as compared to the results of the 8-output dataset. How-
ever, the RS values do not improve much. This means that when the outputs
are merged i.e. when the output space is reduced the prediction algorithms can
predict more accurately. However, the predicted lighting conditions are slightly
more relevant than in the case of 8-output lighting conditions.

Dataset Dependency of Prediction Algorithms

Table 4.1 shows the standard deviation of the performance for the six predic-
tion algorithms computed using 10-fold cross-validation. The values show that
there is a high degree of inconsistency in the prediction performance for both
the metrics considered. This means that the performance of the prediction algo-
rithms that use supervised learning approach varies significantly with different
training and test sets.

From this study, we find that intelligent lighting is an application where
more than one output may be acceptable for a given context. The experimen-
tal results showed that evaluating supervised learning algorithms using CA as
the performance metric is inappropriate considering the nature of the intelli-
gent lighting. Also, experiments with 4-output conditions showed that reducing
one-to-many input-output relationships enable prediction algorithms to predict
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Figure 4.2: Improvement in the prediction performance for six rule-based pre-
diction algorithms for the 5-feature dataset with 8-output lighting
conditions
a. With Classification Accuracy as metric,
b. With Relevance Score - Case-by-Case as metric.

more accurately.

4.4.2 Significance of Input Features

In this experiment, we seek to study the influence of the considered input fea-
tures on the performance of the prediction algorithms. We discard the values of
each feature in every trial and then perform the experiment on the dataset with
5-features. Subsequently, we determine the improvement in prediction perfor-
mance measured using CA and RSCC as metrics. The improvement is the differ-
ence measured between the performances of a prediction algorithm using the
6-feature and 5-feature dataset. A decrease in prediction performance means a
negative improvement.

Figure 4.2a shows the influence of the selected input features on the perfor-
mance of prediction algorithms, using CA as the metric. It is evident that the
level of influence depends on the selected prediction algorithm. If the improve-
ment is negative, then we say that the removed feature has an impact on the
algorithm’s performance. For the DT algorithm, the improvement is negative
for every input feature removed. This means that the DT model makes use of
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every feature to predict a lighting condition whereas for the ConjunctiveRule
and Ridor algorithms, the Type of Activity (ToA) is the only feature needed. The
NNge model depends on both ToA and User identity (UID) to predict a lighting
condition. Also, the Ridor model shows better CA performance when features
other than ToA were discarded. From the obtained results, we can say that it is
difficult to ignore any of the features as their influence is not the same across the
prediction algorithms. However, the CA performance reduces drastically when
the ToA feature is removed for all the prediction algorithms. This shows that the
feature ToA is very significant in selecting a lighting condition.

With the RSCC metric, the procedure to study the influence of input features
remains the same as in case of the CA. However, the RSCC values are computed
using the 6-feature dataset. The training and prediction phase is done using
the 5-feature dataset whereas evaluating the predicted output makes use of the
6-feature dataset. This is because since the RSCC is a function of the input,
evaluating with five features will produce result that is relevant only for the 5-
feature input. The impact of a feature can only be noticed if all the six features
are considered as input while evaluating a predicted output. Figure 4.2b shows
the influence of input features on the performance of prediction algorithms. The
DT and ConjunctiveRule algorithms depend only on the ToA feature to predict
a lighting condition. This means that for the considered dataset, other input
features can be ignored to give relevant predictions in case of the DT and the
ConjunctiveRule prediction models. For the JRip model, all the input features
are necessary to provide relevant predictions and the ToA feature has maximum
influence. The NNge algorithm depends mainly on both ToA and User identity
(UID) to provide a relevant lighting condition. Here also, as in the case of CA,
we conclude that the ToA is the most influential feature that helps in predicting
the most relevant and accurate lighting conditions.

4.5 Conclusion

Data analysis of an intelligent lighting application leads to insights into the
input-output relationship as well as suitability of different performance metrics
and performance limitations. In designing intelligent applications, such insights
help in deciding upon the learning models and how to improve feature space.
By means of statistical analysis of the Breakout dataset collected from a pilot
implementation, we were able to infer that the Breakout dataset has a one-to-
many input-output relationship, unlike many available real-world datasets. This
means that more than one output may be suitable for a given context. The ex-
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periments were performed using six rule-based prediction algorithms and two
performance evaluation metrics: CA and RS. We find that the CA is not an ap-
propriate metric for applications such as intelligent lighting having one-to-many
input-output relationships. In the next chapter, we explain the performance
metric, RS, which we developed for evaluating machine learning algorithms in
the context of intelligent lighting that has one-to-many input-output relation-
ship.





CHAPTER 5

Relevance as a Metric for
Machine Learning Algorithms

5.1 Introduction

In Chapter 4, we have seen that the input-output relationship in intelligent light-
ing is non-deterministic and one-to-many. This kind of variable or inconsistent
behavior is rather common in intelligent lighting, whereby human perception
plays an important role. Making predictions in a perceptual context involves
a range of non-linear, non-deterministic factors, including psychophysics (e.g.
the human audio-visual system has limited accuracy) [129]; psychology (e.g.
biases and mood affect perception of reality) [122, 90]; cost and lifestyle (e.g.
expectations grow substantially with economic implications) [52]; and all sorts
of other cognitive elements [8]. The key problem here is to evaluate the perfor-
mance of such a system in an appropriate way, when there may be more than
one output that is satisfactory for a given context. Also, the most satisfactory
output may change non-linearly, unpredictably and over the time [91]. The
commonly used metrics such as classification accuracy (CA) can only measure
whether the predicted light condition is accurate or not, but does not help ap-
preciating whether a light condition is relevant to the overall context. Hence,
a new performance metric that suits perceptual machine learning is required,
which motivates our work.

Conventionally, classification problems are broadly categorized into multi-
class classification and multi-label classification problems. Multi-class classifica-
tion algorithms [6] are for those categories of problems where, for a given input
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instance, there is exactly one correct output class. Examples of multi-class clas-
sification include image recognition and diagnosis [131]. The commonly used
performance evaluation metrics for multi-class classification problems are CA,
precision and recall. Precision and recall are generally used in binary classifica-
tion problems where there are only two output classes (positive and negative).
For a set of samples, CA is the proportion of predicted cases that are accurately
predicted. Precision is the proportion of predicted positive cases that are true
positives. Conversely, recall is the proportion of true positive cases that are cor-
rectly predicted as positive [109]. Multi-label classification algorithms [125]
address the category of problems where more that one output class must be
selected for each input instance. Examples of multi-label classification include
text [88] and music categorization [124]. The commonly used performance
evaluation metrics for multi-label classification problems are hamming-loss, pre-
cision and recall [53]. Hamming-loss is the fraction of the wrong labels and the
total number of labels.

There exists another class of applications such as the intelligent lighting
where the aim is to provide a suitable output based on an observed context.
We call these applications, non-deterministic multiple output problems. In these
applications, the ML algorithm has to select a unique output class for a given
input instance (as in multi-class classification), but the output for a given input
instance may fall into multiple acceptable output classes (as in multi-label clas-
sification). Thus, although multiple output options may be acceptable, we are
forced to select only one, and we want this to be the most consistent with and
relevant to the context. An interesting property of such an application is that
the relationship between input and output is not deterministic and also change-
able over time (due to human perception inconsistency), i.e. there is no single
acceptable output for a given context. These types of problems arise when, 1) it
is not possible to identify all the features that are relevant to determine the out-
put or 2) it is very challenging to model the complete behavior of some features
such as user mood or variability in user perception. In such cases, even though
the ML algorithms that are used to solve multi-class classification problems suit
the need, the evaluation metrics such as accuracy, precision and recall are not
suitable. The use of CA as a metric leads to a score of zero for an inaccurate
prediction. This metric does not consider the non-deterministic nature of the
problem or the changes due to human-perception variability.

It is a challenge to evaluate and compare the performance of different ML
algorithms when the observed context is not entirely representative of the actual
context of an application. In the literature, different evaluation metrics assess
different characteristics of ML algorithms [121]. A bad choice of performance
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Figure 5.1: CIE (International Commission on Illumination) 1931 color space
a. Spatially distinct points A and B on the color space that is
perceived to be same,
b. An example of categories of light conditions where two points
inside a category is assumed to be same

metrics would produce results that are meaningless in evaluating performance
against the design goal of an application [69] [68]. This has motivated the need
for a new evaluation metric that penalizes the prediction algorithms only to the
extent that predicted outputs are inconsistent.

To this end, we detail the performance metric dubbed Relevance Score (RS)
introduced in Chapter 4 to evaluate the performance of ML algorithms for the
class of applications tackling non-deterministic multiple output problems. We
first discuss the drawbacks of the CA metric for multiple output problems using
a practical intelligent lighting example. We then explain our RS performance
metric. Finally, we illustrate the RS metric by means of examples and provide
an experimental evaluation to demonstrate the significance of RS.
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Table 5.1: Representational comparison of two ML performance metrics for
an intelligent lighting application considering a series of five pre-
dictions.

Actual Output Predicted Output CA Metric Alternative Metric

LA LA 100 Absolutely relevant (100)

LB LC 0 Relevant (80)

LC LA 0 Absolutely irrelevant (0)

LA LA 100 Absolutely relevant (100)

LB LA 0 Moderately relevant (60)

Average 200/5 = 40% 340/5 = 68%

5.2 Classification Accuracy as a performance met-
ric

Here, we discuss the drawbacks of CA as a metric for evaluating machine learn-
ing algorithms, using the intelligent lighting scenario as an example. Consider
an intelligent lighting application, where the goal is to predict and provide a
desired light condition to users for every observed context. Fig. 5.1a shows the
CIE 1931 color space from which the intelligent lighting system can create an
ambient lighting condition. Current generation of lighting systems can provide
millions of saturated colors [83]. This means that if a machine learning model
is used to predict a suitable light condition, there will be a choice of millions
output class labels. However, this is not practical because it is very unlikely that
a human eye can differentiate between similar light conditions. For example,
Fig. 5.1a shows two spatially separated points, A and B, on the color space that
appear to be same. A solution can be to group similar colors into separate cat-
egories as shown in Fig. 5.1b, where a million class labels are reduced to eight
categories.

Let us assume that a supervised prediction algorithm, h is trained using
ten data samples collected from a pilot implementation. Let the output light
condition selected for a given fixed context, x be light condition LA five times,
light condition LB three times and light condition LC two times. This means
that for x the user has selected LA, LB , LC and LD with probabilities 0.5, 0.3,
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0.2 and 0.0, respectively, i.e. a sample x can be categorized into multiple output
classes. Assume that, at run-time, h selects LB , whereas the user actually desires
LC . Here, h is not right in selecting the correct output, but it is not entirely
wrong either, as the user has not been consistent in selecting the desired lighting
condition for the observed context. If CA is used as a metric to evaluate the
performance of h, the selection made would be assessed as completely wrong,
which is not desirable. CA would not make a separation between selecting LA or
LD. From the application point-of-view, the CA metric is not very representative
as it is desirable to measure how relevant the lighting condition is for a given
observed context, rather than assessing how accurate it is.

From the example above it is evident that CA is not an appropriate metric for
similar applications as it fails to capture the relevance of predicted output when
there is a mismatch between the predicted and actual outputs. An example of
an Alternative metric that computes the relevance of the predicted output for
an intelligent lighting application is shown in Table 5.1. It can be seen that the
Alternative Metric seems to be more appropriate than CA.

In this direction, we propose a performance metric named Relevance Score,
which is more suitable than the commonly used CA metric for the third class
of applications having non-deterministic multiple outputs as mentioned in Sec-
tion 5.1. In particular, we seek to find a performance function that maps an
input and output pair (x, y) to a real number RS : (x, y) ∈ (X,Y ) → [0, 100]
rather than {0, 100} as in CA. The RS metric provides a score between the range
0 and 100, whereas for CA, it is either 0 or 100.

5.3 The Relevance Score Metric

In this section, we present the RS metric to evaluate prediction algorithms used
for non-deterministic multiple output problems. Furthermore, we describe a
mechanism to compute two variants of RS, dubbed Relevance Score - Case-by-
Case (RSCC) and Relevance Score - General (RSGen). When we use the term RS,
it refers to both RSCC and RSGen. RS is computed using the error score (ErrScore)
for every instance. ErrScore is a real number indicating the degree of mismatch
between actual and predicted outputs.

For l test set samples, the CA metric is computed as an average of individual
accuracies as in equation 5.1. Similarly, the RS on a test set with l samples is an
average of individual relevance scores as in equation 5.2.
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CA =
1

l

l∑
i=1

CAi (5.1)

RS =
1

l

l∑
i=1

RSi (5.2)

5.3.1 Relevance Score - Case-by-Case

We define RSCC for a given predicted output, yP by a generic prediction algo-
rithm. We do this in a number of steps, by first defining concepts of distance
between outputs and ErrScore.

The RSCC is computed in two phases; 1. computing posterior probabilities,
and 2. evaluating the prediction. The process of computing RS is shown in
Fig. 5.2.

Computing Posterior Probabilities

Let X = X1 × X2 × X3 × . . . × Xn denote an n-dimensional input feature
space where the ith sample xi ∈ X is given by xi = (xi1, xi2, . . . , xin). Let y
denote the output class label, where y ∈ Y = {y(1), y(2), . . . , y(K)} and K is the
number of possible outcomes. For a given dataset with m samples, the posterior
probabilities of the output class labels y ∈ Y are computed over all instances x in
the dataset. Formally, conditional probabilities P (y(k)|xi) for i = 1, 2, 3, . . . ,m
and k = 1, 2, . . . ,K are computed. These probabilities are needed to calculate
ErrScore. For a context x, we denote the predicted output by yP , the actual
output by yA, the probability of occurrence of the predicted output by P (yP ),
the probability of occurrence of the actual output by P (yA) and the probability
of the most frequently selected output by P (yH). ErrScore is a function of these
variables. Formally, ErrScore = f(yA, yP , P (yA), P (yP ), P (yH)). For the given
example in Section 5.2, yP = LB , yA = LC , yH = LA. Hence, P (yA) = 0.2,
P (yP ) = 0.3 and P (yH) = 0.5.

Inorder to define RS, the feature values in the dataset need to be categorical.
This is because, features that are continuous can take infinitely many different
values. In an extreme case, every input in the dataset may be different and
hence has a unique output, resulting in deterministic one-to-one input-output
relationship. This is not entirely true as the input points on n-dimensional space
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Figure 5.2: Experimental procedure to compute Relevance Score

may be close to each other, denoting that the inputs are similar but with differ-
ent outputs as shown in Fig 5.1a. This problem can be avoided, if continuous
features are categorized. For the CA metric, the predicted and actual outputs
are compared and hence there is no dependence on input variables.

Evaluating the Prediction

In this phase, the predicted outcomes on the test data are evaluated. For a given
context x, let d denote probabilistic distance between two outputs in general.
We define d as the difference between the probabilities of two different outputs.
The d value for different outputs are given by,

dHP = |P (yH)− P (yP )| (5.3)

dPA = |P (yP )− P (yA)| (5.4)



52 Chapter 5. Relevance as a Metric for Machine Learning Algorithms

Table 5.2: Possibilities based on the predicted output, actual output, relation
between their probabilities and the corresponding decreasing order
of relevance of the predicted output in qualitative terms

Case Outcome Probability Condition Qualitative Relevance

1 yP = yA - Absolutely Relevant

2 yP 6= yA P (yH) = P (yP ) = P (yA) Very Relevant

3 yP 6= yA P (yH) = P (yP );P (yP ) > P (yA) Relevant

4 yP 6= yA P (yH) > P (yP ) > P (yA) Moderately Relevant

5 yP 6= yA P (yH) > P (yA) > P (yP ) Slightly Irrelevant

6 yP 6= yA P (yH) = P (yA);P (yA) > P (yP ) Absolutely Irrelevant

dHA = |P (yH)− P (yA)| (5.5)

For a fixed context x, there are several possibilities based on the predicted
and the actual outcomes and their computed probabilities. The cases may be
evaluated qualitatively in terms of relevance of the predicted outputs. The de-
creasing order of relevance we consider for different cases is summarized in
Table 5.2. The ordering is based on the consequence of individual cases as
explained next. ErrScore is thus a score obtained by quantifying these cases.

Case 1: yP = yA
In this case, the predicted output and the actual output are equal. Thus,

there is no error in the predicted output i.e., ErrScore = 0.
Case 2: yP 6= yA;P (yH) = P (yP ) = P (yA)

In this case, the predicted output and the actual output are not equal, whereas
the probability parameters are equal. This means that the yH , yP and yA have
occurred equally frequently, i.e., any of these three outcomes is equally good
(statistically) for that context. Therefore, the ErrScore in this case is also zero.

Case 3: yP 6= yA;P (yH) = P (yP ) > P (yA)

In this case, as shown in Fig. 5.3a, the probabilities of the predicted output
and the most frequently selected output are equal, i.e., we have dPH = 0. This
means that the prediction algorithm has selected the most frequently selected
output but it has not been able to capture the change in output. The error is
small and is equal to β · dPA where β is a positive real constant, whose value
depends on the application.

Case 4: yP 6= yA;P (yH) > P (yP ) > P (yA)
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Figure 5.3: Possibilities that arise when predicted and actual outcomes are
not same;
a. yP 6= yA and P (yH) = P (yP );P (yP ) > P (yA)
b. yP 6= yA and P (yH) > P (yP ) > P (yA)
c. yP 6= yA and P (yH) > P (yA) > P (yP )
d. yP 6= yA and P (yH) = P (yA);P (yA) > P (yP )

In this case, as shown in Fig. 5.3b, the probabilities of predicted, actual and
most frequently selected outputs are not equal. The probability of the predicted
output lies in between that of the most frequently selected output and the actual
output. This means that the prediction algorithm has predicted an output that
is not most frequently selected, but it is more likely than the actual output.
Hence, the error is equal to (α ·dHP +β ·dPA) where α denotes the positive real
constant.

Case 5: yP 6= yA;P (yH) > P (yA) > P (yP )
In this case, as shown in Fig. 5.3c, the probability of the predicted output is

less than that of the most frequently selected output and of the actual output.
This means that the prediction algorithm has predicted an output that is not
most frequently selected, and is less probable than the actual output. Hence,
dHP is higher than that in Case 4 and the error is equal to (α · dHP + β · dPA)
as in Case 4.

Case 6: yP 6= yA;P (yH) = P (yA) > P (yP )
In this case, as shown in Fig. 5.3d, the probability of the actual output and

that of the most frequently selected output are equal, but the prediction algo-



54 Chapter 5. Relevance as a Metric for Machine Learning Algorithms

rithm predicts a different output. The prediction algorithm was not sufficiently
good to select the same output, the error is much higher than that of the previ-
ous cases. Since dHP = dPA, the error is equal to (α+ β) · dHP .

Combining above equations and normalizing over (α + β), we have the fol-
lowing ErrScore computation,

ErrScore =
α(dHP ) + β(dPA)

α+ β
. (5.6)

The RS value for a context xi is thus computed as a function of ErrScore as

RSi = (1− ErrScorei)× 100, (5.7)

RSi = (1−
α(dHP (i)) + β(dPA(i))

α+ β
)× 100. (5.8)

5.3.2 Relevance Score - General

RSGen is a variant of RS, computed by discarding the values of features that
are identified as abstract. An abstract feature is a feature that is too difficult
to model such as user mood. The presence of an abstract feature is one of the
reasons for having one-to-many relationships between input and output. By re-
moving the values of the abstract feature (c), the input dimension is reduced
by one (X−c). The posterior probabilities P (y(k)|xi) for i = 1, 2, 3, . . . ,m and
k = 1, 2, . . . ,K are then computed. The remaining process to compute RSGen is
same as that of the RSCC. The motivation to compute RSGen is to study the per-
formance of prediction algorithms for a given context without abstract features.

5.4 The Relevance Score by Example

In this section, we illustrate the benefits of the RS metric through two separate
cases, i.e. the Wine dataset from the UCI ML repository [11] and an intelligent
lighting example [56].

5.4.1 Experiments with Wine (White) Dataset

The Wine dataset [27] is used to determine the quality of a wine sample based
on the measurements from objective tests such as pH values, density and sul-
phates. The Wine dataset is of two types; red with 1599 samples and white



5.4. The Relevance Score by Example 55

W10 W5 W3

Wine Dataset

P
er

fo
rm

an
ce

 M
ea

su
re

 (
%

)

30
40

50
60

70
80

90
10

0

AD
CA
RSCC

Figure 5.4: Performance of the PART prediction algorithm on the Wine dataset
with categorized input space. The data is characterized by W10:
determinism, W5: medium uncertainty and W3: high uncertainty

with 4898 samples. The inputs include measurements from objective tests that
are of numerical data type and the output is based on sensory data (median
of at least 3 evaluations made by wine experts). The output class labels are
numeric and ordered with the wine quality ranging between 0 (very bad) and
10 (excellent). Therefore, the problem addressed using the Wine dataset can
be viewed as classification or regression. For our experiments, we consider the
Wine (white) dataset as a classification task.

We consider three metrics; Absolute Difference (AD), CA and RSCC to evalu-
ate the performance of prediction algorithms. AD is a metric that computes the
difference between the predicted and actual output. The key difference between
CA and AD is that CA measures whether the predicted output is right or wrong,
whereas AD depends on the actual error. Therefore, for the Wine dataset, the
performance measured using AD represents the ground truth against which the
performance using CA and RSCC can be compared. The performance values ob-
tained using the AD metric have been normalized to 100 i.e., [0, 100] using the
expression (10 − Error) × 100 whereby Error = |yA − yP |, so that the results
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Table 5.3: Standard deviation of the prediction performance measured using
the Wine dataset for the PART algorithm

Dataset AD CA RSCC

W10 0.36 2.30 2.25

W5 0.29 2.35 1.58

W3 0.22 1.52 0.41

can be directly compared with those of the CA and RSCC metrics, respectively.
In order to apply RSCC, we need the input features to be of categorical data

type whereas the input features in the Wine dataset is of numerical data type.
Thus, for our experiments, we consider three cases. In each case we divide each
input feature into 10, 5 and 3 equal categories. We denote the correspond-
ing datasets by W10, W5 and W3 respectively. At this point, the output class
labels are unaltered. We perform the experiments with the PART prediction al-
gorithm [48] as it provided the maximum CA performance compared to other
rule-based supervised learning algorithms. The results are obtained using 10-
fold cross-validation. Fig. 5.4 shows the performance of the PART algorithm on
the Wine dataset and three performance metrics.

The CA performance of W10 is low (around 55%) as the considered input
features are not sufficient to determine the output more accurately. Some of
the features such as the grape types and wine selling prices are not considered
due to privacy and logistical issues [27]. However, the performance measured
using the AD metric is around 95%, which means that (when yP 6= yA) for the
given contexts, the prediction algorithm is predicting outputs that are not totally
wrong. For example, if yP = 3 and yA = 4 the CA metric scores a zero whereas
the AD metric scores 90%. The performance measured using the RSCC metric
is approximately 60% i.e. similar to CA. This is because not many samples
in W10 have one-to-many input-output relationship and the input space is least
overlapped i.e. it is difficult to find multiple instances of an observed input. This
case shows that when a dataset has deterministic input-output relationships (no
or very little uncertainty), the RSCC metric measures similar to the CA metric.

In case of W5, we increase the overlapping of the input space, i.e. we intro-
duce more uncertainty between the input and output by reducing the number of
categories for each input feature to 5. This means that there is more possibility
of observing the same input being mapped to different output class labels (more
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uncertainty). It is more difficult for a prediction algorithm to predict the exact
output for a given input, when there is more than one acceptable output. It can
be seen that for W5 the performance reduces to around 52% with the CA met-
ric as the algorithm has more difficulty in selecting the accurate output when
there is uncertainty. However, the performance with the AD metric is almost
the same as in case of W10. This reflects that introducing little uncertainty does
not really affect the performance of the PART algorithm as seen through the AD
metric. When OP 6= OA, the PART algorithm predicts a relevant output despite
the increased randomness. The performance measured using the RSCC metric
increases significantly to 85%, closer to the performance measured using the
AD metric. This shows that when there are one-to-many input-output relation-
ships in a dataset, RSCC gets closer to the ground truth. In order to confirm, we
further increase the uncertainty between the input and output by reducing the
number of categories for each input feature to 3. In this case, the performance
measured by the RSCC metric is 95%, i.e. almost the same as measured using
the AD metric, reflecting the ground truth. However, the performance measured
using the CA metric reduces further to 48%.

Table 5.3 shows the standard deviation (SD) of the prediction performance
measured using the three metrics for the PART algorithm. For the AD metric,
the SD is high for W10, which reduces as the uncertainty between the input
and output increases. The SD measurement confirms that when there is less
uncertainty the RSCC metric is similar to CA. The SDs of RSCC and CA metrics
are almost the same. However, as the uncertainty increases, the SD of RSCC

becomes similar to that of AD, while the SD of CA is still high. This shows
that the RSCC metric is an appropriate metric for the non-deterministic multiple
output problem and represents the ground truth better than the CA metric.

5.4.2 Experiments with Intelligent Lighting Data

Consider the example of intelligent lighting in Section 5.2. For simplicity, as-
sume that a data sample has only one feature, the user-identity UID and a sin-
gle user. The dataset contains 10 samples with output light conditions LA, LB
and LC selected 5, 3 and 2 times respectively. With this setting, we have LA
as the most frequently selected outcome. Let us examine several cases, where a
prediction algorithm h selects an output lighting condition, yP for a new input
and the user selects a different lighting condition i.e. the actual output yA.

Table 5.4 shows several cases for different predicted and actual outputs. In
most cases, the CA performance is zero, whereas the RSCC metric provides a
different score based on yP , yA and the context x. In case 1, yH = yP and yA
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Table 5.4: Possibilities that arise (for a context) when predicted and actual
outcomes are not same and their corresponding relevance scores

Case yH yP yA P (yH) P (yP ) P (yA) ErrScore RSCC

1 LA LA LB 0.5 0.5 0.3 0.066 93.33

2 LA LA LC 0.5 0.5 0.2 0.100 90.00

3 LA LB LC 0.5 0.3 0.2 0.433 56.67

4 LA LB LA 0.5 0.3 0.5 0.466 53.33

5 LA LC LB 0.5 0.2 0.3 0.633 36.67

6 LA LC LA 0.5 0.2 0.5 0.700 30.00

7 LA LA LA 0.5 0.5 0.5 0.000 100.00

8 LA LB LA 1.0 0.0 0.5 1.000 0.00

is different. Therefore, the prediction algorithm must not be penalized for pre-
dicting a lighting condition that is not accurate. Thus, the calculated ErrScore
using equation 5.6 is minimum. In case 2, even though yH = yP , yA is the least
frequently selected output LC . Therefore, the ErrScore is a bit higher than in
the previous case i.e. 10%. In case 3, yH 6= yP 6= yA and P (yP ) is in between
P (yH) and P (yA). This means that neither P (yP ) = P (yH) nor yP = yA. Thus,
the ErrScore is much higher than in case 2 i.e. 43%. In case 4, P (yH) = P (yA),
but the prediction algorithm made a mistake by selecting another output LB ,
hence the ErrScore is 47%. In cases 5 and 6, the prediction algorithm selects
the least frequently selected output LC . In case 5, P (yH) 6= P (yA) and in case
6, P (yH) = P (yA). Therefore, the ErrScore is the maximum in case 6. In case
7, P (yP ) = P (yA), thereby making the ErrScore = 0. In case 8, LA is the most
suitable lighting condition and also yA = LA. However, the prediction algo-
rithm predicts LB leading to an ErrScore = 1. Hence the RSCC value is zero.
There is also a special case as case 2 in Table 5.2 when all the light conditions
are selected equally frequently i.e. P (LA) = P (LB) = P (LC) = 0.33. In this
case, the dHP = dPA = 0 and hence the ErrScore is zero. This means that we
should not penalize the prediction algorithm if there is any mismatch between
yP and yA, because any predicted lighting condition is likely to satisfy the user.

To summarize, for the non-deterministic multiple output problems in ma-
chine learning, prediction algorithms should not always be penalized for select-
ing an output that is not accurate. The experiments using the Wine (white)
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Table 5.5: Description of the Datasets

Dataset Breakout Abalone Iris (Modified)

Number of samples 236 4177 150

Number of input features 6 8 4

Type of input features 5-Categorical 1-Categorical 0-Categorical

1-Numeric 7-Numeric 4-Numeric

Output Cardinality 8 29 3

Type of output Categorical Categorical Categorical
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Figure 5.5: Performance of the prediction algorithms on the Breakout dataset

dataset and the intelligent lighting example have shown that the CA metric
fails to capture the uncertainty between the input and output. The results also
showed that the RSCC metric is a more appropriate performance metric than CA.
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5.5 Experiments and Results

The significance of the RS metric is demonstrated through various experiments.
The experiments are performed primarily on the Breakout dataset [56] used
for an intelligent lighting application and two other datasets, Abalone [99] and
Iris [46] from the UCI ML repository. All of these datasets have a one-to-many
relationship between input and output except for the Iris dataset. The main
features of these datasets are given in Table 5.5. Six rule-based prediction algo-
rithms are used to assess the datasets; DecisionTable (DT), JRip, NNge, PART,
ConjunctiveRule and Ridor. We use the implementations available in WEKA for
determining the performance of prediction algorithms (using CA and RS), using
10-fold cross-validation.

5.5.1 Experiments with the Breakout Dataset

The Breakout dataset for intelligent lighting consists of 236 samples with six
input features, which are User-identity (UID), Type of Activity (ToA), Area of
Activity (AoA), Intensity of Activity in other subarea (IoA), Time of the Day
(ToD) and External Light Influence (ExLI). Of these features, the feature ToD
is of numerical data type and the rest are of categorical data type. Since the
categorical data types are needed for computing RS values, the feature ToD
is converted into categorical data type by assigning a category to each feature
value in the dataset. In our experiments, we have assigned the following cate-
gories; Category 1 [8.00, 12.00], Category 2 (12.00, 16.00], Category 3 (16.00,
20.00] and Category 4 (20.00, 8.00). We also reduce the number of categories
for the feature IoA to two; Category 1 [0-2] and Category 2 [3-10].

Classification Accuracy vs. Relevance Score - Case-by-Case vs. Relevance
Score - General

Fig. 5.5 shows the performance in three different metrics; CA, RSCC and RSGen.
The RS values are computed with α = 2 and β = 1. The CA performance is
low (for the reasons discussed in Section 5.2). This means that the prediction
algorithms fail to provide the accurate lighting condition in more than 50% of
the test samples. However, with RSCC and RSGen metrics, a maximum of 55%
and 78% performance is achieved with the DT prediction algorithm, as the RS
metric measures how relevant a predicted light condition is for a given input.

An interesting observation is that the prediction algorithm Ridor has lower
CA than Conjunctive Rule, whereas Ridor gives a better RS performance than
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Conjunctive Rule. This can be justified as follows. For a given input, Conjunc-
tiveRule provides more accurate light conditions than Ridor. However, when it
comes to the relevance of the predicted outcomes, Ridor is more successful than
ConjunctiveRule, i.e. it predicts the most relevant outcomes and avoids irrele-
vant outcomes. Even though ConjunctiveRule finds the best match slightly more
often than Ridor, it comes up with less relevant predictions when it cannot find
the best match. Similarly, the NNge and the PART prediction algorithms provide
similar accuracies, whereas NNge provides more relevant predictions than PART
in case of mismatch between the predicted and actual outcomes.

The RSGen metric is computed discarding the abstract feature which in the
Breakout dataset is UID. This is because UID only denotes the identity of a
user, whereas user features such as mood or behavior are difficult to model.
Also, each user may have their preference of light condition for a context. By
discarding the UID feature, the context space is reduced to five features. Hence,
the data can be viewed as if it were collected from a single user. This means
the RSGen metric measures the relevance of the prediction output for a user that
has the combined behavior from all users. From Fig. 5.5, we can see that the
DT algorithm provides the maximum RSGen performance of 78%, whereas the
ConjunctiveRule and Ridor algorithms provide the least performance of 67%.
This means, for example, that when a user A is using the intelligent lighting
system, the DT algorithm predicts the lighting conditions that are relevant not
only for user A but also to most other users.

Significance of α and β

In this experiment, we investigate the influence that α and β have on the perfor-
mance of the various prediction algorithms, using the RSCC and RSGen metrics.
Fig. 5.6 and Fig. 5.7 gives the results for RSCC and RSGen, respectively for differ-
ent combinations of α and β. We recall that the parameters α and β weigh the
probabilistic distances dHP and dPA, respectively. When α is higher the product
α · (dHP ) is emphasized more, i.e. the probabilistic distance between the most
frequently selected output and the predicted output is given more importance.
When β is higher, the product β · (dPA) is emphasized more, i.e. the probabilis-
tic distance between the actual output and the predicted output is given more
importance.

Generally, the RS values for all the prediction algorithms improve when α in-
creases and β decreases. In both metrics (RSCC and RSGen) the ConjunctiveRule
prediction algorithm provides most consistent performance with changing val-
ues of α and β. On the other hand, the performance of the PART and the DT
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Figure 5.6: Relevance Score - Case-by-Case performance of the prediction al-
gorithms for varying α and β on the Breakout dataset

prediction algorithms vary the most with RSCC and RSGen, respectively. This
means that when there is a mismatch between the predicted and the actual out-
put, ConjunctiveRule selects the output such that its probability lies between
that of the most frequently selected output and the actual output in most cases.
This results in a performance that does not vary much with changing values
of α and β. In contrast, in DT and PART the probability of the predicted out-
put is close to either the most frequently selected output or the actual output.
The low RS values in ConjunctiveRule are due to the reason that the prediction
algorithm is not good at avoiding the less relevant outcomes.

It can be seen that with both RSCC and RSGen, when α is very large compared
to β, the Ridor prediction algorithm has better RS value than ConjunctiveRule,
whereas when β is very large compared to α, ConjuctiveRule has better RS
performance. As β goes to ∞, the probabilistic distance between the predicted
and actual output is emphasized, meaning that ConjunctiveRule predicts closer
to the actual output than Ridor. It can also be observed that in case of RSGen,
as β grows larger than α, the difference in RS performance between NNge and
JRip, and between NNge and PART increases. This shows that the predicted
outcomes by NNge are closer to the actual outcomes than those of JRip and
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Figure 5.7: Relevance Score - General performance of the prediction algo-
rithms for varying α and β on the Breakout dataset

PART.
For a given context x, the maximum value that the RS metric can achieve

is 100%, which is possible in two cases. Case 1: When a prediction algorithm
can accurately predict the output class for every context. Case 2: When out-
put class labels appear equally frequently within a given observed context i.e.
P (y(1)|x) = P (y(2)|x) = . . . = P (y(k)|x) where k ≥ 2. On the other hand,
the minimum value that the RS metric can reach is zero. This occurs when
an observed context xi is completely distinct from the others in the dataset
(xi 6= xj |(i 6= j) ∧ i, j ∈ {1, 2, . . . ,m}) and and the predicted output never
match the actual output. Otherwise, the maximum or the minimum RS values
that a prediction algorithm can achieve are found by taking either α or β very
large. The lower and the upper bounds of RS for the considered prediction
algorithms and the Breakout dataset are summarized in Table 5.5.

When α is very large compared to β, the error is computed as follows,

ErrScore = lim
α→∞

α(dHP ) + β(dPA)

α+ β
= lim
α→∞

α(dHP )

α
= dHP . (5.9)
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Table 5.6: Summary of the lower and upper RS bounds for various prediction
algorithms on the Breakout dataset

Relevance Score (Case-by-Case) Relevance Score (General)

α→∞ β →∞ α→∞ β →∞
DecisionTable 55.40 53.88 79.79 74.73

JRip 44.66 43.35 71.23 68.48

NNge 52.83 51.25 71.71 70.41

PART 49.94 48.18 71.37 68.73

ConjunctiveRule 43.33 67.13 57.13 66.19

Ridor 43.56 42.49 68.71 65.34

When β is very large compared to α, the error is computed as follows,

ErrScore = lim
β→∞

α(dHP ) + β(dPA)

α+ β
= lim
β→∞

β(dPA)

β
= dPA. (5.10)

Breakout Dataset with Random Output

In this experiment, we study the RS results, considering the same dataset but
with randomly generated output. One of the main motivations for this case is
to verify that the performance of the prediction algorithms is not penalized by
inconsistencies in the data pattern, which are often caused by factors outside
of the observed context. For example, a prediction algorithm whose goal is
to determine the most desirable lighting conditions for a user can be expected
to perform at best as good as the user himself. If a user generates inconsis-
tent data, i.e. if an observed context maps to different outcomes at different
times, then the student (the prediction algorithm) will be learning from an in-
consistent teacher (the user), whose reasons for changing mind are completely
hidden from the student, i.e. the reasons either don’t exist or they are beyond
the observed context. Consider the extreme case where there is no relation be-
tween the contexts and its corresponding output lighting conditions, i.e. the
user throws an 8-sided dice to select the desired lighting condition and the dice
is not part of the observed context. In this case, the CA metric would be equal
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Figure 5.8: Performance of the prediction algorithms on the Breakout dataset
with randomly generated outputs

to 1/8 as there are 8 possible lighting conditions. Note that the user makes no
distinction between lighting conditions. For any given observed context, even
though there could be exactly one desired lighting condition, all other possible
lighting conditions are indeed somewhat relevant too. Therefore, we expect to
achieve a higher RS in comparison to the scores on the dataset with real output.
We also expect that RS will be always higher than the CA metric.

Fig. 5.8 shows the performance of the prediction algorithms for the Breakout
dataset with randomly generated outputs. In the random output dataset, since
one of the eight light conditions is chosen at random i.e. with probability 0.125,
the output probability distributions are almost uniform for every context. This
makes it difficult for prediction algorithms to select the right output. Therefore,
the CA performance of all considered prediction algorithms lie in the range
between 10 and 20%. The RSCC and RSGen performance corresponding to the
various prediction algorithms is lower in random output dataset compared to
that of the real output dataset, which is unexpected. This is because of two
reasons; 1) the number of samples are too small to capture the randomness and
2) only output class labels are selected randomly whereas the context (input)
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Figure 5.9: Performance of the prediction algorithms on the Abalone dataset

remains the same in the Breakout dataset. This causes the dataset to have
less random input-output relationships than before. However, in the case of
real output dataset, there are distinctive relationships between the input and
output, causing the output probability distribution to be non-uniform. Thus the
prediction model DecisionTable performs the best, with a RS of 74%.

5.5.2 Experiments with Commonly Available Datasets

Abalone Dataset

The Abalone dataset is used to determine the age of an abalone from physical
measurements such as length of the shell, diameter and height [99]. The input
features are not sufficient to determine the age of an abalone deterministically.
This causes each instance in the dataset to have more than one possible output.
In this dataset, there is no abstract feature that can be identified among all the
features. Hence, RSCC is a more suitable metric to evaluate the performance
of the prediction algorithms on the abalone dataset. The dataset contains one
categorical input and seven numerical input features. For computing RS values,



5.5. Experiments and Results 67

DecisionTable JRip NNge PART

Prediction Algorithms

P
er

fo
rm

an
ce

 M
ea

su
re

 (
%

)

10
20

30
40

50
60

70
80

90
10

0

CA
RSCC

Figure 5.10: Performance of the prediction algorithms on the Iris dataset
(Modified)

each numerical data type is divided into equal size pieces to obtain categori-
cal data types. The range of input features; Length, Diameter, Height, Whole
Weight, Shucked Weight, Viscera Weight and Shell Weight are divided into 10,
10, 4, 6, 6, 5 and 5 categories, respectively. The categories are formed based on
the pattern of features visualized in WEKA [60].

Fig. 5.9 shows the performance of the prediction algorithms on the Abalone
dataset including both CA and RSCC as metrics. The performance with CA as a
metric is very low, indicating that the prediction algorithms are not good in pre-
dicting the exact actual output. This is expected due to the one-to-many nature
of the dataset. However, the performance measured using RSCC shows that the
prediction algorithms are indeed capable of predicting relevant outcomes. Also,
the DT prediction algorithm provides an RS of 93%. This clearly shows that CA
fails to capture the characteristic of the dataset and hence may lead to wrong
conclusions while evaluating prediction algorithms. Meanwhile, RS provides
more relevant results which makes conventional ML more effective.
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Iris Dataset (Modified)

The Iris dataset is used to determine the type of Iris plant using features such
as the petal length and width [46]. This dataset contains 150 samples with
three output classes of 50 samples each. We use this dataset as another exam-
ple to demonstrate the performance of CA and RS metrics when randomness
is introduced artificially. We replace the outcomes of each class (20 samples
each) to make the input-output relationship non-deterministic. This modified
Iris dataset contains four numerical input data types. Each numerical data type
is divided into equal size to obtain categorical data types for computing RS val-
ues. The range of input features; Sepal Length, Sepal Width, Petal Length and
Petal Width are divided into 7, 8, 5 and 5 categories respectively. The categories
are formed based on the pattern of features visualized in WEKA [60]. RSCC is
a suitable metric to evaluate the performance of the prediction algorithms as
there is no feature that can be identified as abstract one.

The original Iris dataset leads to an accuracy of 95.3% with the C4.5 pre-
diction algorithm [77] and 92% with DT. Considering the modified Iris dataset,
Fig. 5.10 shows the performance of four prediction algorithms, using CA and
the RSCC as metrics. It can be seen that the CA performance of the prediction
algorithms for the Iris dataset (modified) reduces to 53%, thereby reflecting the
one-to-many relationship between the input and output. By contrast, RS leads
to an average 25% improvement over CA. From this experiment, it is evident
that when more than one output may satisfy a given context, RS metric is more
appropriate than CA.

5.6 Discussion

From the performed study, we find that CA is not an appropriate metric for the
mentioned class of non-deterministic applications. Metrics such as precision
and recall are successfully used in binary classification problems, whereby the
context should be predicted as either relevant or irrelevant (when calculating
precision and recall). However, in applications such as intelligent lighting, there
are contexts that may also be moderately relevant, slightly irrelevant, very rel-
evant, absolutely irrelevant, and so forth. This problem becomes complicated
when a predicted output that is relevant to one context may not be relevant to
another. Therefore, in such applications, precision and recall are not suitable,
while RS is more appropriate. Furthermore, two RS variants (RSCC and RSGen)
can be used to select prediction algorithms. The RS metric also provides a pro-
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vision to select the α and β parameters to select prediction algorithms based
on the need of the application. For example, a higher value of α is chosen (say
α = 10 and β = 1) for applications where capturing inconsistencies in the out-
put for an observed context is not so critical. A small value of α is chosen (say
α = 1 and β = 100) for applications where it is necessary to select a prediction
algorithm that is highly sensitive to the inconsistencies in the output.

It should be noted that RS is only a metric to evaluate the performance
of a prediction algorithm. It does not influence its decision-making process.
Moreover, it is difficult to develop a prediction algorithm that can give maximum
RS performance. This is because RS is computed based on the information
gained from an entire dataset. This means that the output distributions for all
the observed contexts are known while computing RS. However, the prediction
algorithms are trained on the training set and hence have information of the
output distribution only for the training set but not for the entire dataset.

5.7 Conclusions

In ML applications such as intelligent lighting there is no single output that may
be entirely right for a given context. In such cases, the dataset is said to have
a one-to-many or non-deterministic relationship between input and output. In
such cases, the performance evaluation of ML algorithms using commonly used
metrics such as CA shows poor performance, which may be misleading. This is
because, since more than one output may satisfy a given context, the prediction
algorithm may fail in selecting the exact deterministic output. Yet, it is more ap-
propriate to measure how relevant a given prediction is, rather than measuring
accuracy. Therefore, we need a metric that can make the distinction between
a totally irrelevant prediction and a relevant prediction when the prediction is
not 100% accurate.

In this direction, we have devised a metric dubbed Relevance Score. The RS
metric evaluates the performance of a prediction algorithm by the relevance of
the predicted output rather than considering its accuracy. We further introduced
two variants of RS; Relevance Score - Case-by-Case (RSCC) and Relevance Score
- General (RSGen) that can be used to study various aspects of a dataset. The
RS for a predicted output and a given context is computed based on the poste-
rior probabilities computed from all samples in a dataset. The benefits of the
RS metric is presented through experiments on the Wine dataset and examples
from an intelligent lighting application. The significance of the RS metric is
demonstrated by various experiments on a dataset for intelligent lighting and
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two other datasets obtained from the UCI repository. The parameters (α, β) to
compute RS can be selected carefully to find the best suitable prediction algo-
rithm based on the application requirement. Finally, we conclude that RS is
an appropriate performance metric in the context of intelligent lighting where
factors such as variable human perceptions lead to non-deterministic multiple
output problems.



CHAPTER 6

Handling Missing Data in
Intelligent Lighting

6.1 Introduction

Several practical applications, such as image processing, text classification and
also intelligent lighting involve decision making based on knowledge gathered
from data processing. However, it is common to have missing data in datasets
due to sensor failures, equipment errors and lack of rich interfaces. Missing
data may lead to performance degradation of applications, thereby motivating
the need for an appropriate missing-data treatment.

In intelligent lighting, missing data occurs due to the lack of necessary in-
terfaces that the users can use to interact with the lighting application. As
discussed in Chapter 3, the values for input entries in the dataset are gathered
from the breakout area both implicitly, by means of sensors that are deployed
in the breakout area, and explicitly, by direct input from the users through an
application installed on their smart phones. The users that do not use a smart
phone interface can utilize a tangible user interface, i.e. an interaction cube,
to interact with the system to select one of the available light presets. This
causes missing values in the dataset for the two explicitly gathered features;
User Identity (UID) and Type of Activity (ToA).

A suitable missing-data treatment may help improving the performance of
the prediction algorithms. However, performance depends not only on the
missing-data treatment method, but also on several factors such as the type
of pattern present in the dataset, the very nature of missing data and the kind

71
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of prediction algorithm used. All this makes it difficult to select the right combi-
nation of treatment method and prediction algorithm, which can achieve better
performance over other approaches and for various amounts of missing data,
without proper experimentation.

In this chapter, we describe the missing-data problem in intelligent light-
ing. We, then discuss some of the missing-data treatment approaches in the
literature. We study different probability based treatment methods for handling
the missing data for intelligent lighting. We use probability based methods be-
cause of the non-deterministic input-output relationships in intelligent lighting.
The impact of these approaches on various amounts of missing data is inves-
tigated through in-depth experimentation using various rule-based prediction
algorithms and the results are analyzed thoroughly using relevant statistical
tests.

6.2 Problem Formulation

In this section, we formalize the missing-data problem. The following assump-
tions are made, the data collected implicitly via sensors do not have any missing
data in them and the users with the breakout application installed on their smart
phones do not use the tangible interface to interact with the system.

Let the input and output space be formalized as in Chapter 5. Let P denote
the set of missing-data treatment methods and H denote the set of rule-based
prediction algorithms under consideration. The percentage of samples with
missing feature values is given by m (0 ≤ m ≤ 100). Various amounts of
missing values m ∈ M = {m1,m2, . . . ,mL} are introduced into the Breakout
dataset for the purpose of experimentation. The prediction performance of a
selected (p, h) pair for treating the missing data is measured using (RSCC) and
(RSGen) as metrics.

Within this general setting, the following problems are investigated:

1. To analyze the impact of missing-data treatment methods in combination
with different prediction algorithms for various values of m. Precisely, to
analyze the RS performance of each (p, h) pair before and after the missing-
data treatment.

2. To determine a (p, h) pair that gives maximum RS performance for any
amount of missing data.
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6.3 Related Work

The solution to address the missing-data problem may depend on the nature of
missing data, i.e. whether the type of missing data is numeric, categorical or
mixed; and/or the missing-data pattern, e.g. Missing Completely at Random
(MCAR) or Missing at Random (MAR) [65]. There are also approaches that are
independent of the nature of missing data, e.g. single and multiple imputation
methods. Most of these studies are quite general, i.e. they consider several
datasets of different patterns and collectively analyze the results [45]. There-
fore, selecting a treatment approach for the missing-data problem in intelligent
lighting becomes difficult.

Lakshminarayanan et al. [82] used various approaches to solve the missing-
data problem. These are classified into two categories, data-driven and model-
based. Machine-learning approaches (supervised and unsupervised) were used
to treat the missing-data values. One technique involves modeling the data by
supervised induction of a decision tree-based prediction algorithm. The second
technique involves statistical imputation procedures. The experiments are per-
formed on a specific industrial dataset wherein the input-output relationship is
not known.

Acuna et al. [3] studied the missing-data treatment using four methods:
case deletion (discarding samples with missing values); mean imputation (fill the
missing feature values with the mean of all non-missing values of that feature);
median imputation (fill the missing feature values with the median of all non-
missing values of that feature); and k-nearest-neighbor (kNN) (fill the missing
feature values considering a given number of instances that are most similar
to the instance of interest). These methods were evaluated using two different
classification techniques, linear discriminant analysis (LDA) and kNN classifier
for twelve datasets. The results show that the treatment of missing data does
not provide significant improvement in performance. They focussed mainly on
comparison on different treatment methods. In their work, they considered only
small amounts of missing data, i.e. between 0-21%. Furthermore, the amounts
of missing data considered is not uniform (for example, 1%, 5%, 9%), which
makes it difficult to analyze the influence of their missing-data treatment in the
context of intelligent lighting and for a given amount of missing data.

Alireza et al. [45] investigated the influence of various missing-data treat-
ment methods across different datasets. The methods include five single impu-
tation methods: mean imputation (fill the missing feature values with the mean
of all non-missing values of that feature); the Hot-Deck method (for a given
sample with missing value, the most similar sample is found and the missing
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values are filled from that sample); the Naïve-Bayes method (probability based
technique); two improved methods based on Hot-Deck and Naïve-Bayes and one
multiple imputation method based on polytomous regression. The classification
accuracy of these techniques is then evaluated for six popular classifiers (RIP-
PER, C4.5, k-nearest-neighbor, support vector machine with polynomial and
RBF kernels, and Naïve-Bayes) on 15 datasets from the UCI ML repository. The
results show that, given a prediction algorithm, there is no unique efficient
method to handle missing data for different amounts of missing data. In their
work, the missing data and its subsequent treatment is considered only on train-
ing sets. However, in intelligent lighting, test sets (runtime data) also contain
missing data values that need to be treated before prediction. This makes it is
difficult to select a combination of treatment method and a prediction algorithm
without experimentation.

Maytal-Saar et al. [121] studied the treatment of missing data through re-
duced models and compared the results with other two families of imputation
methods, (predictive) value imputation (fill the missing feature values with a
value using statistical methods such as mean and median) and distribution-based
imputation (fill the missing feature values based on estimating the conditional
distribution of the missing values) of different datasets. They introduced the
concept of reduced-feature models to avoid imputation. The models are con-
structed based on a subset of features from the training data. The results show
that the reduced-feature models give better performance than any imputation
methods. However, these models are used less in practice as they are computa-
tionally expensive.

Xiaofeng et al. [135] have proposed estimation techniques for a mixed-
attribute dataset that is comprised of both continuous and discrete feature val-
ues. They proposed a novel mixture-kernel (linear combination of two single
kernel functions) based iterative estimator to treat the missing data in mixed-
attribute datasets. The experiments are performed on several datasets from the
UCI repository and the results are compared with existing treatment methods
for various percentages of missing data. The performance of the proposed tech-
niques has been measured using accuracy and root mean square error metrics.
However, machine learning algorithms have not been used to investigate the
prediction performance.

In general, the studies were performed using datasets that have a determin-
istic input-output relationship. However, datasets similar to that of intelligent
lighting application have not been studied. Also, in most studies, many datasets
have been used and the results are combined making it difficult to select one of
the missing-data treatment methods with a prediction algorithm. Gopalakrishna
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et al. [54] have investigated the problem using probability based approaches
and rule-based prediction algorithms for the intelligent lighting application.
The results showed that there is no single pair of treatment approach with a
prediction algorithm that is best suitable for different amounts of missing data
considered in the dataset. Typically, the pattern in the dataset (order of sam-
ples) has an influence on the prediction performance. In [54], the missing-data
problem is investigated only for one dataset. This does not necessarily mean
that the selected methods will provide the same performance for a differently
patterned dataset. Moreover, the hold-out method was used to estimate the
performance of the missing-data treatment whereas a cross-validation method
is more suitable for datasets with a small number of samples [12].

6.4 Treatment of Missing Data

In this section, the experimental procedure followed for the missing-data treat-
ment is introduced. Subsequently, probability based approaches to handle the
missing data are discussed. The notations used to describe the datasets are
summarized in Table 6.1.

6.4.1 Experimental Procedure

The experimental procedure followed for the treatment of missing data and its
performance evaluation is shown in Fig. 6.1.

1. D′ is created synthetically by removing values from UID and ToA features
in the dataset D. The process of introducing missing values is discussed in
Section 6.5.

Table 6.1: Notations of the datasets used in the experimental procedure
Notation Description
D Dataset without missing values
Dtrain Training Set
Dtest Test Set
D′ Dataset with missing values
D′train Training set with missing values
D′test Test set with missing values
D′′train Training set with missing values treated
D′′test Test set with missing values treated
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Figure 6.1: Experimental procedure followed for the missing-data treatment
and its performance evaluation
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2. The resulting D′ is then divided into training set D′train and test set D′test.

3. The missing values in the D′train are treated using one of the probabilistic
approaches (p) to obtain D′′train as discussed in Section 6.4.3.

4. A prediction algorithm (h) is then trained using D′′train.

5. The missing values in the D′test are then filled using feature values based on
the relative frequencies of occurrence computed from the D′′train. (The dif-
ferent approach used in treating the missing values in the D′test is because
some of the missing-data treatment approaches for the D′train involve the
output class. This means that the knowledge from the samples without miss-
ing data is used to treat missing data in D′train. However, samples in D′test
represent data at runtime and hence the desired output class is not known.
This is indeed what needs to be predicted by the prediction algorithm after
treating the missing values if any.)

6. Subsequently, predictions are made for the contexts in D′′test.

7. The RS for a selected (p, h) pair is then computed as explained in Sec-
tion 6.4.2.

8. The process is repeated for 10 different D′train and D′test generated using
10-fold cross-validation and also using different amounts of missing data
with different (p, h) combinations.

6.4.2 Computation of Relevance Score

The RS metric provides a quantitative measure of how relevant a prediction
is, for a given context (e.g. UID, ToA and ExLI). In the case of missing data in
intelligent lighting, the predictions are made for the context inD′′test. However,
the feature values in D′′test do not represent the true context whereas those in
Dtest do. This is because the treated values by D′′test may not be the same as
their true values. For a given context, the RS is computed based on the true
context as represented in Dtest and various parameters such as predicted and
actual output and their associated probabilities [55] that are calculated from D.
Therefore, RS is computed using Dtest, the predicted outputs for the contexts
from D′′test and various probabilities computed from D.
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Figure 6.2: Pictorial representation of the EP and CPO method

6.4.3 Probabilistic Approaches

In this section, we discuss different probabilistic approaches for treating the
missing data in D′train. As mentioned earlier, there are two feature values (for
UID and ToA) that may be missing. For every missing value for the feature UID,
an additional category of user, i.e. Unknown is assigned so that the patterns
in the samples without missing values are not disturbed. For the ith sample, if
the feature UID value (xi1) is missing, then xi1 = Unknown is assigned. Sim-
ilarly, for every missing value of the feature ToA (xi2), a feature value needs
to be assigned from the set X2 = {x(1)2 , x

(2)
2 , . . . , x

(j)
2 , . . . , x

(J)
2 }. In the prob-

lem formulated here for the intelligent lighting, the ToA feature can take four
different values (J = 4), i.e. X2={Active_Group (x(1)2 ), Active_Alone (x(2)2 ),
Relax_Group (x(3)2 ), Relax_Alone (x(4)2 )}. The following methods are used to
determine the value of xi2 ∈ X2.

Equal distribution of Probabilities (EP)

In this method, a missing feature value xi2 is randomly assigned a value from
the set X2 assuming uniform probability distribution. Consider that xi2 is miss-
ing and the output is y(k) (1 ≤ k ≤ K). Then the missing entry is filled by x(j)2

with probability 1/J , regardless of y. Figure 6.2a gives the pictorial representa-
tion of this method.
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Conditional Probability based on the Outcome (CPO)

In this method, a missing value xi2 in the training set is assigned based on the
conditional probability P (x

(j)
2 |y(k)). This conditional probability is computed

over those entries (x, y) in the dataset that have no missing data using the
relative frequencies of occurrence.

For example, if xi2 is missing and the output is y(k)i , then the missing entry
is filled by x(j)2 with probability P (x

(j)
2 |y(k)) computed over the samples in the

training set that have no missing data. If this conditional probability is equal to
zero, then the EP method is used instead to fill in the missing value. Figure 6.2b
gives the pictorial representation of this method.

Conditional Probability based on the Outcome and other Features (CPOF)

In this method, a missing value xi2 in the training set is assigned based on the
conditional probability P (x

(j)
2 |xi3, xi4, xi5, xi6, y

(k)
i ). This conditional probabil-

ity is computed over those entries (x, y) in the dataset that have no missing data
using the relative frequencies of occurrence.

For example, if xi2 is missing and the output is y(k)i , then the missing entry is
filled by x(j)2 with probability P (x

(j)
2 |xi3, . . . , xi6, y(k)) computed over the sam-

ples in the training set that have no missing data. If this conditional probability
is equal to zero, then the EP method is used instead to fill in the missing value.

Conditional Probability based only on other Features (CPF)

This method is similar to method CPOF, but the dependence on the outcome
yi is removed during the computation of conditional probability i.e. a missing
value xi2 in the training set is assigned based on the conditional probability
P (x

(j)
2 |xi3, xi4, xi5, xi6).

Conditional Probability based only on other Features - modified (CPFm)

This method is similar to the method CPF, but the missing feature values in the
test set are not filled as described in Section 6.4.3. Once the missing values in
the training data is addressed, as in method CPF, P (x

(j)
2 |xi3, . . . , xi6) is recom-

puted over D′′train using relative frequencies. Then the missing values in the
test set are filled based on this probability. If the conditional probability is equal
to zero, then the EP method is used instead to fill in the missing value.
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6.5 Experiments and Results

The performance of the probability-based missing-data treatment methods is
evaluated using WEKA. The main objectives of the experiments are to analyze
the impact of missing-data treatment and find a (p, h) pair that gives maximum
prediction performance across any amounts of missing data in the Breakout
dataset. We consider the following six rule-based prediction algorithms, De-
cisionTable (DT), JRip, Neareast Neighbor with generalization (NNge), PART,
ConjunctiveRule and Ridor available in WEKA. The experiments are conducted
with m = 10%, 20%, 30%, 40% and 50% of missing data. The prediction per-
formance of a selected (p, h) pair on a given dataset is measured using RSCC and
RSGen as metrics. The RS values are computed using 10-fold cross-validation.
We perform the following step-by-step analysis to achieve the mentioned objec-
tives.

1. The datasets with missing values (D′ instances) used in the experiments are
described.

2. The experimental results of the missing-data treatment are analyzed.

3. The influence of missing-data treatment is studied using a test of statistical
significance.

6.5.1 Datasets with Missing Values

The problem of missing data arises, when the context is known entirely i.e.
when values for some features are missing. This happens explicitly, when a user
does not use a smart-phone interface to interact with the breakout area. This
creates missing values for features UID and ToA. In the Breakout dataset, the
values for features UID and ToA are removed from every sample of the selected
users to produce D′ instances. Five different D′ are considered for each value
of m. Table 6.2 gives the UID of the users selected from which the values for
the features UID and ToA were removed.

6.5.2 Experimental Results with RSCC as a metric

The RSCC value computed for a selected (p, h) pair and a given m is denoted
by (RSCC(avg)). It is determined by averaging the RSCC values computed from
the missing-data treatment over five D′ instances. Subsequently, the standard
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Table 6.2: UID of the users selected from which the values for the features
UID and ToA were removed to produce datasets with missing values

Missing Data Datasets
Amounts (m%) D1 D2 D3 D4 D5

10 U1, U5 U3, U9 U6, U7 U10, U11 U15, U16
20 U1-U2, U3-U6, U8-U10 U13 U14-U16

U4 U9
30 U1-U6 U5-U10 U1, U13-U14 U10-U12,

U5-U6, U14-U16
U9-U11

40 U1-U4, U7-U12, U1-U2, U5-U6, U13-U16
U6-U8 U14 U4, U13 U8-U9,

U14-U16
50 U1-U9 U1-U6, U7-U13 U1, U3, U5, U10-U16

U14-U16 U7, U9,
U11, U13

Table 6.3: Summary of Method (p), Prediction Model (h) with best Relevance
Score - Case-by-Case values

Missing Data Method (p) Prediction RSCC(avg)

Amounts (%) Algorithm (h) (%)
10 CPFm DT 52.24
20 No Treatment NNge 51.47
30 No Treatment DT 50.34
40 CPO NNge 47.11
50 No Treatment NNge 45.03

deviation (RSCC(std)) is computed to determine the deviation of RSCC values
from the RSCC(avg). We analyze the following experimental results.

1. Relevance Score - Case-by-Case (RSCC(avg))

2. Improvement in Relevance Score - Case-by-Case (RSCC(imp)) after the missing-
data treatment

3. Standard deviation of the Relevance Scores (RSCC(std))
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Table 6.4: Summary of Method (p), Prediction Algorithm (h) with best Im-
provement of Relevance Score - Case-by-Case and their Relevance
Scores

Missing Data Method (p) Prediction RSCC(imp) RSCC(avg)

Amounts (m%) Algorithm (h) (%) (%)
10 CPFm DT 1.64 52.24
20 CPO Ridor 0.96 42.14
30 CPO Ridor 1.16 40.45
40 CPO Ridor 3.39 39.37
50 CPO Ridor 6.28 40.48

Relevance Score - Case-by-Case (RSCC(avg))

Table 6.3 summarizes the (p, h) combinations that gives the best RSCC(avg) for
considered m values. The results show that different combinations of (p, h)
provide the maximum RSCC(avg) across different m values. The NNge algorithm
gives the maximum RSCC performance in most cases except for the datasets with
10% and 30% missing data. Its performance for these cases is close to the best
performing algorithm (DT). Even though the NNge algorithm does not give the
best RSCC(avg) values in all the cases, it is still the suitable candidate as it gives
maximum performance in most cases.

Improvement in Relevance Score - Case-by-Case (RSCC(imp))

The Improvement in RSCC (RSCC(imp)) for a given (p, h) pair and m is the
difference of the RSCC values computed over the D′′test and D′test. Table 6.4
summarizes the (p, h) pairs that give the best RSCC(imp) and the corresponding
RSCC(avg). The results show that the CPO treatment method gives the maximum
RSCC(imp) with the Ridor algorithm in most cases except for the datasets with
10% missing data. In the case of 10% missing data, RSCC(imp) is still positive for
(CPO,Ridor) pair, but it is not better than the (CPFm,DT ) pair. The results
show that there is no single (p, h) pair that provides the maximum RSCC(imp)
across all values of m considered. However, the maximum RSCC(imp) does not
necessarily mean that maximum RSCC performance is achieved. This means that
even though the pair (CPO,Ridor) gives the maximum RSCC(imp) in most cases,
its corresponding RSCC(avg) is not superior to other combinations.
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Table 6.5: The minimum and maximum standard deviation values of the Rele-
vance Scores - General from five datasets, six prediction algorithms,
five missing-data treatment methods and five different amounts of
missing data. The worst performing (p, h) pairs are highlighted in
italics for each case

Missing Data Method (p) Prediction RSCC(imp) Standard
Amounts (%) Algorithm (h) Deviation

10 CPF DT 0.34 0.25
CPOF Ridor 0.88 3.50

20 CPO ConjunctiveRule 0.04 0.94
CPO DT -1.88 3.59

30 CPFm JRip -2.77 0.92
CPO Ridor 1.16 4.75

40 CPFm PART -3.23 1.04
CPF DT -0.23 6.00

50 CPO DT 0.45 0.90
CPF PART -2.58 3.83

Standard deviation of the Relevance Scores - Case-by-Case (RSCC(std))

Table 6.5 gives the minimum and maximum standard deviation of the RSCC val-
ues (RSCC(std)) and their corresponding RSCC(imp) for each considered m. The
worst results are highlighted in italics. The RSCC(std) value shows the consis-
tency of RSCC performance for a (p, h) pair over a given dataset. The RSCC(std)
value depends on the (p, h) pair, value ofm and the pattern of missing data. The
results show that there is no single (p, h) pair that has the lowest RSCC(std) value
across all values of m considered. Note that the NNge algorithm, which gives
the maximum RSCC(avg) does not appear among the minimum RSCC(std) values.

From the experiments performed, a (p, h) pair for implementation can be
selected based on RSCC(imp), RSCC(avg) or RSCC(std) depending on the ap-
plication requirement. The results show that these aspects also depend on the
amount of missing data and the pattern of missing data. There is no unique
combination of (p, h) that gives best performance in all the considered studies.

Generally, it is desirable to have a high prediction performance i.e. RSCC(avg)

that makes the NNge algorithm the most suitable prediction algorithm. Fig-
ure 6.3 shows the graph of RSCC(avg) vs. RSCC(std) for the NNge algorithm with
the missing-data treatment methods and the values of m. In general, treatment
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Figure 6.3: Average vs. standard deviation of the Relevance Scores - Case-by-
Case for the NNge prediction algorithm resulting from the missing-
data treatment of five datasets, five missing-data treatment meth-
ods and five different amounts of missing data

methods that have high RSCC(avg) also have high RSCC(std). Therefore, if the
application demands good RSCC performance, the (CPOF,NNge) is the most
suitable combination. If the application demands good RSCC performance but
also low RSCC(std) values, then the (CPO,NNge) is the most suitable pair.

6.5.3 Impact of Missing-Data Treatment for the NNge Predic-
tion Algorithm

It is important to determine whether the missing-data treatment methods have
an impact on the performance of prediction algorithms. For this purpose, we
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Table 6.6: Statistical significance of the Improvement of Relevance Scores -
Case-by-Case for the NNge prediction algorithm and five different
amounts of missing data

Missing Data Treatment t-value p-value
Amounts (%) Method (p)

10 CPO -1.20 0.30
20 CPF -1.73 0.16
30 CPF -1.29 0.27
40 CPF -2.08 0.11
50 CPF -2.15 0.10

use the paired t-test that makes use of the RSCC performance values of the
prediction algorithms before and after the missing-data treatment (before =
RS without missing data treatment). The paired tests are hypothesis tests that
are used when each member of one numerical set can be paired up with a
particular member of the other set [35]. In simple terms, they are used to
investigate whether a new technique or method works better than an existing
method, without worrying about other factors that influence the results. In our
experiment, the null hypothesis Ho is defined as RSCC(imp) = 0 i.e. there is no
increase or decrease in RSCC performance after the missing-data treatment. The
alternative hypothesis Ha is defined as RSCC(imp) 6= 0. The process of paired
t-test for a given (p, h) pair and m yields a t-value and p-value. The t-value
indicates the test statistic where a positive value means that RSCC(avg) improved
after the missing-data treatment, while a negative value means that RSCC(avg)
reduced. The p-value is a number between 0 and 1 that indicates the strength
of evidence against the hypothesis being tested. We perform the paired t-test
at the 95% significance level. The p-value indicates the probability of observing
the t-value and in this case the p-value less than 0.05 means that RSCC(avg) is
statistically significant. In other words, it is unlikely that RSCC(imp) has occurred
by chance, i.e. there is strong evidence against Ho, and hence it can be rejected.
If p-value is greater than 0.05, it is very likely that RSCC(imp) has occurred by
chance, i.e. there is weak evidence against Ho, and hence it cannot be rejected.
Table 6.6 summarizes the t-values and the least p-values of the paired t-test for
the NNge prediction algorithm and for each m.

The results show that for all considered values of m, the t-values are neg-
ative, indicating that there is no improvement in RSCC performance after the
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Table 6.7: Summary of Method (p), Prediction Model (h) with best Relevance
Score - General values

Missing Data Method (p) Prediction RSGen(avg)
Amounts (%) Model (h) (%)

10 CPFm DT 75.86
20 No Treatment DT 74.93
30 No Treatment DT 73.52
40 No Treatment DT 69.91
50 CPF DT 67.53

missing-data treatment. Moreover, the treatment methods with the NNge algo-
rithm do not have impact on the RSCC performance as indicated by the p-values.
Here, the p-values greater than 0.05 indicate that there is weak evidence against
the Ho. From the analysis, we conclude that there is no significant influence of
the missing-data treatment methods on the RSCC performance with the NNge
algorithm and hence NNge is missing-data resistant.

From the results, we see that no (p, h) pair provides the maximum RSCC(imp)
or the maximum RSCC(avg). However, the NNge algorithm provides the best
RSCC(avg) among the considered prediction algorithms in most cases of m con-
sidered. The statistical test performed on RSCC(imp) for NNge shows that none
of the considered treatment methods has a significant impact on the RSCC per-
formance.

6.5.4 Experimental Results with RSGen as a metric

The RSGen value for a selected (p, h) pair and a givenm is denoted by (RSGen(avg)).
It is determined by averaging the RSGen values computed from the missing-
data treatment over five D′ instances. Subsequently, the standard deviation
(RSGen(std)) is computed to determine the deviation of RSGen values from the
RSGen(avg). We analyze the following experimental results.

1. Relevance Score - General (RSGen(avg))

2. Improvement in Relevance Score - General (RSGen(imp)) after the missing-
data treatment

3. Standard deviation of the Relevance Scores (RSGen(std))
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Table 6.8: Summary of Method (p), Prediction Model (h) with best Improve-
ment of Relevance Score - General and their Relevance Scores

Missing Data Method (p) Prediction RSGen(imp) RSGen(avg)
Amounts (%) Model (h) (%) (%)

10 CPFm DT 0.81 75.86
20 CPO Ridor 1.10 67.38
30 CPO ConjunctiveRule 0.50 65.85
40 CPO Ridor 1.90 64.63
50 CPO Ridor 4.72 64.58

Relevance Score - General (RSGen(avg))

Table 6.7 summarizes the (p, h) combinations that give the best RSGen(avg) for
various values of m. The DT algorithm provides the best RSGen(avg) without the
missing-data treatment in most cases except for 10% and 50% of missing data.
However, the RSGen(imp) is not above 1% in these cases. From this study, we con-
clude that even though there is no single (p, h) pair that gives the best RSGen(avg)
across differentm, DT is the most suitable prediction algorithm among the other
considered algorithms as it gives maximum performance in most cases.

Improvement in Relevance Score - General (RSGen(imp))

The Improvement in RSGen (RSGen(imp)) for a given (p, h) pair and m is the
difference of the RSGen values computed over D′′test and D′test. Table 6.8 sum-
marizes the (p, h) pairs that gives the best RSGen(imp) and the corresponding
RSGen(avg). The CPO treatment method gives the maximum RSGen(imp) with the
Ridor algorithm in most cases except for datasets with 10% and 30% missing
data. In the case of 10% and 30% missing data, the RSGen(imp) is still positive
for the (CPO,Ridor) pair in these cases, but not the best. The results show
that there is no single (p, h) pair that provides the maximum RSGen(imp) across
all values of m considered.
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Table 6.9: The minimum and maximum standard deviation values of the Rele-
vance Scores - General from five datasets, six prediction algorithms,
five missing-data treatment methods and five different amounts of
missing data. The worst performing (p, h) pairs are highlighted in
italics for each case.

Missing Data Method (p) Prediction RSGen(imp) Standard
Amounts (%) Algorithm (h) Deviation

10 CPF DecisionTable -0.31 0.53
CPOF JRip -0.43 2.77

20 CPO ConjunctiveRule 0.42 0.34
CPFm Ridor -0.27 3.05

30 CPFm Ridor -1.06 0.59
CPO Ridor 0.20 3.43

40 CPF Ridor -1.02 0.99
EP DecisionTable -2.28 4.10

50 CPFm ConjunctiveRule -1.33 0.33
CPOF DecisionTable -0.18 3.75

Standard deviation of the Relevance Scores - General (RSGen(std))

Table 6.9 gives the minimum and maximum standard deviation of the RSGen val-
ues (RSGen(std)) and their corresponding RSGen(imp) for each considered m. The
worst results are highlighted in italics. The results show that there is no single
(p, h) pair that has the lowest RSGen(std) value across all values of m considered.
The Ridor and ConjunctiveRule algorithms have the best RSGen(std) performance
in two cases each. The DT algorithm that gives the best RSGen(avg) has the lowest
RSGen(std) value in case of 10%, whereas it has the highest values in case of 40%
and 50%. From the experiments performed, there is no unique combination of
(p, h) that has the lowest RSGen(std) values for all considered m.

Based on the RSGen(avg) performance, we select the DT algorithm as the
most suitable choice. Figure 6.4 shows the graph of RSGen(avg) vs. RSGen(std) for
the DT algorithm with the missing-data treatment methods and the values of m.
Unlike the case of RSCC, there is no single treatment method that gives a good
performance of either RSGen(avg) or RSGen(std). It can also be seen that in most
cases, the DT prediction algorithm gives the best RSGen performance without
the missing-data treatment.
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Figure 6.4: Average vs. standard deviation of the Relevance Scores - Gen-
eral for the Decision Table classification model resulting from the
missing-data treatment of five datasets, five probabilistic treat-
ment approaches and five amounts of missing data

6.5.5 Impact of Missing-Data Treatment for the DT Prediction
Algorithm

As in the case of RSCC, we performed the paired t-test to investigate the im-
pact of missing-data treatment on the RSGen performance of the prediction al-
gorithms. Here, the null hypothesis Ho is defined as RSGen(imp) = 0 i.e. there is
no increase or decrease in the RSGen performance after the missing-data treat-
ment. The alternative hypothesis Ha is defined as RSGen(imp) 6= 0. We perform
the paired t-test at the 95% significance level. Table 6.10 summarizes the t-
values and p-values of the paired t-test that have least or statistically significant
p-values, for the DT prediction algorithm and for each m. The statistically sig-
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Table 6.10: Statistical significance of the difference between classification ac-
curacies using dataset with missing data treated and missing data
for each of the five treatment methods (columns), five amounts
of missing data (rows) and the Decision Table classification model

Missing Data Treatment t-value p-value
Amounts (%) Method (p)

10 CPFm 1.23 0.29

20 EP -2.95 0.00
CPF -22.99 0.00

30 EP -7.23 0.00
CPOF -6.21 0.00
CPFm -3.50 0.02

40 CPOF -4.77 0.00

50 EP -1.40 0.12

nificant values p < 0.05 are highlighted in bold i.e. when there is negative
improvement after the missing-data treatment.

The results show that in most cases, the t-values are negative, indicating that
there is no improvement in the RSGen performance after the missing-data treat-
ment except for 10%. However, the p-value for 10% missing data shows that
the RSGen(imp) is not statistically significant. In case of 20% missing data, the
p-values show that the RSGen(imp) values are very significant for the EP and CPF
methods. For 30%, it is the EP, CPOF and CPFm methods and for 40% missing
data, it is the CPOF method. The p-values being much less than 0.05 indicate
that there is strong evidence that the RSGen values will reduce if missing data are
treated. This means that it is very unlikely that the negative RSGen performance
have occurred by chance, and hence the Ho can be rejected. From the anal-
ysis, we conclude that the missing-data treatment has negative impact on the
RSGen performance in the cases of 20%, 30% and 40% missing data for certain
treatment methods. Moreover, the p-values do not indicate significant improve-
ment in the cases of 10% and 50% missing data. Therefore, we conclude that
the RSGen performance of the DT algorithm is better without the missing-data
treatment.

From the experimental results, we have seen that the missing-data treat-
ment does not provide significant improvement in prediction performance of
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Table 6.11: The Relevance Score performance of the NNge and DecisionTable
prediction algorithms without the missing-data treatment for five
amounts of missing data

Missing Data RSCC RSGen

Amounts (%) NNge DT Difference NNge DT Difference
10 51.09 50.60 0.49 70.06 75.05 -4.98
20 51.47 51.21 0.25 69.91 74.93 -5.02
30 47.84 50.34 -2.50 68.60 73.52 -4.92
40 47.05 44.83 2.22 67.14 69.91 -2.77
50 45.03 42.25 2.78 66.26 67.74 -1.48

the prediction algorithms. In case of RSCC as a metric, we have NNge as the
best prediction algorithm and in case of RSGen, we have the DT algorithm. Ta-
ble 6.11 compares the performance of the NNge and DT algorithms, without the
missing-data treatment and with the RSCC and RSGen metrics. It can be observed
that the performance of the DT algorithm is much better using RSCC than the
performance of the NNge algorithm using RSGen. This means that, in general,
the performance of DT is better than NNge. Hence, DT is the most suitable
supervised prediction algorithm for the Breakout dataset, among the prediction
algorithms considered.

6.6 Conclusion

The need to address the missing-data problem in intelligent room lighting im-
plementations is motivated by the occurrence of missing data due to the lack of
rich interfaces in the Breakout dataset. Based on the non-deterministic multiple-
output nature of the dataset, it is not straightforward to select a treatment
method in combination with a prediction algorithm that gives best prediction
performance for different amounts of missing data present.

In this direction, several probability-based missing-data treatment methods
were presented. Subsequently, their impact were investigated using various ex-
isting rule-based prediction algorithms. A comprehensive experimental study
has been performed to evaluate the five probability based treatment methods
in combination with six different rule-based prediction algorithms, for five dif-
ferent amounts of missing data (i.e., 10%, 20%, 30%, 40%, and 50%) in the
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Breakout dataset. The experiments have been conducted using both RSCC and
RSGen as metrics. Various aspects of the results have been analyzed and the im-
pact of missing-data treatment has been studied through statistical hypothesis
test (paired t-test).

The selection of a missing-data treatment method and the prediction al-
gorithm for implementation depends on the requirement of prediction perfor-
mance from applications such as the improvement, stability or the best per-
formance. The experimental results show that there is no single (p, h) pair that
gives the best performance across various aspects and different amounts of miss-
ing data considered. The studies also show that the prediction performance of
missing-data treatment depends on several factors such as the (p, h) pair, value
of m and the dataset considered. In general, maximum prediction performance
is desired. The NNge and DT prediction algorithms provided the best perfor-
mance for most values of missing data with RSCC and RSGen, respectively. The
paired t-test is performed after the missing-data treatment, to study whether
the improvement achieved occurred by chance or not. The significance analysis
with 95% significance level showed that the improvement in prediction perfor-
mance after the missing-data treatment is not significant, for both the prediction
algorithms. Finally, we conclude that even though the missing-data treatment
improves the prediction performance of some (p, h) pairs, the desired objective
of achieving maximum performance is difficult to achieve using a single (p, h)
pair. Therefore, DT is the most suitable prediction algorithm among the con-
sidered prediction algorithms on the Breakout dataset without the missing-data
treatment.



CHAPTER 7

Instance based Learning for
Intelligent Lighting

7.1 Introduction

Implementing intelligent lighting using supervised learning has several draw-
backs. The reasons are as follows. Supervised learning algorithms are imple-
mented in two phases. In the first phase, the prediction algorithm is trained
using the collected data samples. In the second one, the trained algorithm is
used to predict an output class for the new inputs. A prediction algorithm can
be effective in predicting right outputs, if the training samples sufficiently repre-
sent the input space. The input space is best represented if the training samples
are diverse and the training set is sufficiently large. In the intelligent lighting
application considered in this thesis, the input space is of six dimensions and
the feature User Identity can possibly have infinite values. Therefore, a large
number of diverse samples would be needed to at least approximate the input
space. Collecting a large number of data samples is a very difficult task, as the
users would need to use the intelligent lighting system intensively.

Apart from good prediction performance, the selection of a learning ap-
proach to implement intelligent lighting also depends on whether the system
should learn and adapt continuously or not. Supervised learning models are
parametric models, meaning that the data is assumed to be derived from a
known distribution [32], which can be summarized using a finite number of pa-
rameters. The performance of a supervised prediction algorithm also depends
on whether the observed pattern in the dataset remains same or not. For exam-
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Figure 7.1: Demonstration of k-Nearest Neighbor algorithm on a set of × and

∗ samples with context xq to be predicted
a. 1-Nearest Neighbor algorithm predicts xq as ∗,
b. 5-Nearest Neighbor algorithm predicts xq as ×

ple, the feature External Light Influence is influenced differently towards north
and south poles in different seasons, that in turn affects the distribution in the
dataset. Also, human factors such as mood and perception play a key role in
the output selection. This means that a fixed distribution cannot be assumed for
intelligent lighting. Supervised prediction algorithms do not adapt as the input-
output relationships change in time due to dynamic factors such as changing
user preferences and varying lengths of daytime in different seasons. There-
fore, even when the prediction algorithm is trained on a particular dataset, it
is difficult to guarantee a sustained performance over the time, as the variable
distribution changes. This has motivated us to explore non-parametric models
such as instance-based and online learning algorithms. Non-parametric models
are those models that do not assume any fixed distribution [80] and hence can
adapt continuously to unknown or changing distributions.

In this chapter, we study the instance-based learning algorithm, k-Nearest
Neighbor (kNN), in the context of intelligent lighting. We first introduce kNN
and then discuss the variants of kNN algorithms considered in our experiments.
We perform experiments on the Breakout dataset, analyze and compare the
results to those achieved with the supervised learning algorithm, DecisionTable
(DT) (Chapter 5).
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7.2 k-Nearest Neighbor Algorithm

kNN is the most popular instance-based algorithm as it is simple and efficient.
It can be used both as a batch learner (as in supervised learning) and as an
online learner. In batch learning mode, it works as follows; similarly to super-
vised learning, there is a large set of samples that form the training set. The
samples are in the form of input-output pairs. When a new context or input
arrives, for which the output class label needs to be determined, the new con-
text is compared to every context in the training set. The most similar contexts
(nearest neighbors) with their output class labels are taken. The integer value
k, determines the number of nearest neighbors to consider. Finally, from the k
nearest neighbors, the output class label that occurs the most number of times
(majority voting) is assigned as the output class label for the new context.

Formalizing kNN algorithm: Let X = X1 × X2 × X3 × . . . × Xn denote
an n-dimensional input feature space where the ith sample xi ∈ X is given
by xi = (xi1, xi2, . . . , xin). Let yi denote the output class label where yi ∈
Y = {y(1), y(2), . . . , y(P )} and P is the number of possible outcomes. Let m
denote the number of samples in the training set i.e., i = 1, 2, . . . ,m. The
goal is to determine the output class label for a new context xq. The set
of k nearest neighbors from the training set to xq is determined by comput-
ing the distances from each training sample (di and i = 1, 2, . . . ,m). One
of the following distance functions are commonly used to compute the dis-
tance between two contexts; 1) Manhattan (d1(xi, xq) =

∑n
j=1 |xij − xqj |), 2)

Euclidean (d2(xi, xq) =
√∑n

j=1(xij − xqj)2), or 3) Minkowski (dz(xi, xq) =

z

√∑n
j=1(xij − xqj)z) where z > 2 [75]. The output class label yq is assigned as

follows; yq = argmax
yi

(#(yi)) for i = 1, 2, . . . , k.

Consider an example application with two input features x1 and x2 and two
output class labels ∗ and ×. Let the dataset have 10 samples and be distributed
as shown in Fig. 7.1a. Let xq be the new context for which the output class
needs to be determined. In case 1, let the value of k be 1 as shown in Fig. 7.1a.
The distances from all the 10 contexts to xq are computed. The output class
label ∗ is assigned to xq as it is the output class label of the 1-nearest neighbor.
In case 2, let the value of k be 5 as shown in Fig. 7.1b. In this case, the output
class label that will be assigned to xq is ×. This is because × appears the most,
i.e. three times, among the 5 nearest neighbors of xq (× wins majority voting).
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Table 7.1: k-Nearest Neighbor Methods used in our Intelligent Lighting eval-
uation

Method Description
k(1) kNN with k = 1

k(15) kNN with k = 15
Fwk(1) Feature weighted kNN with k = 1
Fwk(15) Feature weighted kNN with k = 15
Dwk(15) Distance weighted kNN with k = 15
DFwk(15) Distance and Feature weighted kNN with k = 15

7.3 k-Nearest Neighbor in Intelligent Lighting

In the case of intelligent lighting, we have six input features where the Time
of the Day (ToD) is of numerical data type and the rest are of categorical data
type. However, the features Intensity of Users in other subarea (IoU) and Ex-
ternal Light Influence (ExLi) can be considered as numerical data types as well,
since their feature values can be ordered. The range of feature IoU is [0, 10]
where 0 represents no activity and 10 represent maximum activity in the area,
and that of ExLI is [0, 3] where 0 represents the feature value VeryLow and 3
represents VeryHigh. Now, we have three features of categorical data type and
three features of numerical data type.

We use Manhattan Distance to compute the distance between two contexts
as it provides better Classification Accuracy (CA) performance than the Eu-
clidean Distance. It is straightforward to compute Manhattan Distance (as in
Section 7.2) for contexts with numerical features. However, for categorical fea-
tures, we assign the distance between two different contexts as 1 if the com-
pared features are not equal, otherwise it is 0. The distance computed between
two contexts cannot be compared fairly, if we have different scales for the fea-
tures of numerical data type. Therefore, we normalize the distance computed
between two numerical features as follows. The normalized distance for a fea-
ture is the ratio of the absolute distance and the range for that feature. The
absolute distance is the actual difference between the numerical features of two
different contexts. The range for features ToD, IoU and ExLI are [0,24], [0,10]
and [0,3], respectively.

For our experiments, we use the following methods and values for k as sum-
marized in Table 7.1. The number of nearest neighbors (value of k) are indi-
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cated inside braces.
k-Nearest Neighbor (k=1): We use the kNN algorithm with k = 1, i.e. one

nearest neighbor (k(1)). In this case, the test context xq will be assigned an
output class label of the closest nearest neighbor.

k-Nearest Neighbor (k=15): In kNN, the value for k is usually selected as
the
√
No.OfTrainingSamples [37]. Since we use 10-fold cross-validation for

our experiments, the No.OfTrainingSamples = 0.9× TotalNo.OfSamples =
0.9× 236 ' 212. Therefore, the value of k =

√
212 ' 15 (k(15)).

Feature weighted kNN (Fwk): In general, for a context, the considered input
features do not contribute equally in determining the output class. Some fea-
tures have more significant influence than the others. The presence of irrelevant
features will cause the performance of kNN to degrade [70]. If these features
are known, higher weights can be assigned to them, while computing the dis-
tance between the contexts. This helps in reducing the influence of irrelevant
features. In Chapter 4, we saw that the feature Type of Activity (ToA) is the most
important feature for intelligent lighting to determine relevant output lighting
conditions. Hence, in this method, we double the computed distance for the
ToA feature between two contexts, i.e. if the ToA features do not match then we
take the distance as 2 instead of 1. We select the weight for the ToA feature as
2 because the prediction performance of the kNN algorithm reduces for weights
greater than 2. The Fwk algorithm uses k = 1 and k = 15.

Distance weighted kNN (Dwk): In kNN, equal weights are given to the dis-
tances computed from a new context xq to the k-nearest neighbors. However,
the output class labels to be assigned to the test context xq may be influenced by
the distances of its nearest neighbors, i.e. the closest neighbors may contribute
more than the farther ones. This has motivated the need for applying weights
to the computed distances between the contexts. For our experiments, we have
considered applying weights for the distances from [38]. The weights on the
distances are assigned as follows. If the distance of the k-nearest neighbors to a
new context are ordered from closest to farthest as dj where j = 1, 2, . . . , k, the
weight wj attributed to the j-th nearest neighbor is defined by

wj =


dk − dj
dk − d1

, dk 6= d1

1 dk = d1

Once the weights wj are computed, the algorithm then assigns the new con-
text an output class label, for which the weights among the k-nearest neighbors
sum to the largest value. The Dwk algorithm is used with k = 15 (does not
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Figure 7.2: Performance of the prediction algorithms on the Breakout dataset
a. With 8-output lighting conditions,
b. With 4-output lighting conditions

make sense to use with k = 1).
Distance and Feature weighted kNN (DFwk): In this case, we combine the

Fwk and the Dwk algorithms. First, we apply weights to the features (feature
ToA for intelligent lighting) to reduce the influence of irrelevant features on
the prediction performance. Next, we apply weights to the distances of the k-
nearest neighbors to select a suitable output lighting condition. Like the Dwk
algorithm, the DFwk algorithm is used with k = 15.

7.4 Experiments and Results

We perform experiments to investigate the prediction performance of kNN al-
gorithms in intelligent lighting and compare against a supervised learning algo-
rithm. From our experiments with the supervised learning algorithms in Chap-
ter 5, we have seen that the DT rule-based prediction algorithm is the most suit-
able algorithm for intelligent lighting. Hence, we compare the performance of
kNN algorithms with that of the DT algorithm. The experiments are performed
on the Breakout Dataset using CA, Relevance Score - Case-by-Case (RSCC) and
Relevance Score - General (RSGen) as metrics. The results are obtained through
10-fold cross validation.
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Table 7.2: Standard deviation (SD) of the performance for the prediction al-
gorithms for 8-output lighting conditions

Prediction Algorithm SD (CA) SD (RSCC) SD (RSGen)
DecisionTable 13.7 11.49 8.07
k(1) 7.97 4.37 4.93
k(15) 15.72 12.13 7.88
Fwk(1) 7.67 4.74 4.96
Fwk(15) 13.49 10.62 6.92
Dwk(15) 12.08 9.28 7.07
DFwk(15) 10.97 8.91 6.64

7.4.1 Analysis of the Performance of kNN algorithms on the
Breakout dataset with 8-outputs

Fig. 7.2 shows the performance of the variants of kNN algorithms and the DT
algorithm for the Breakout dataset with 8 output lighting conditions. On av-
erage, the DT algorithm provides maximum CA performance (43.5%) among
the considered prediction algorithms, meaning that the DT algorithm predicts
more accurately. However, the difference of the CA performance with Dwk(15)
is 1%, which is not significant. For the RSCC metric, the Dwk(15) algorithm pro-
vides the maximum performance compared to other algorithms (3% better than
DFwk(15) and 4% better than DT). In case of the RSGen metric, the Dwk(15)
and DFwk(15) algorithms give maximum performance. The results for the RS
metrics show that the Dwk(15) performs better (around 4%) than that of the
DT algorithm. This means that the Dwk(15) algorithm provides most relevant
predictions as compared to that of the DT algorithm. However, for all the three
considered metrics, we can observe that the error bars overlap indicating that
the difference in the performance between the prediction algorithms is not sig-
nificant.

7.4.2 Analysis of the Performance of kNN algorithms on the
Breakout dataset with 4-outputs

In this experiment, static and dynamic lighting conditions are combined, result-
ing in a total of 4-output classes. This is done because the users were not able
to differentiate between the static and dynamic settings [104]. Fig. 7.2b shows
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the performance of the variants of kNN algorithms and the DT algorithm for the
Breakout dataset with 4 output lighting conditions. It can be seen that since the
output space is reduced, the performance of prediction algorithms improve sig-
nificantly as compared to the results of 8-output dataset. For the CA metric, we
observe that the Fwk(15) and DFwk(15) algorithms provide the similar perfor-
mance as that of the DT algorithms. Also, the CA performance of the Dwk(15)
is close to that of the Fwk(15) and DFwk(15) algorithms. For the RSCC metric,
on average, the DFwk(15) provides the best performance than other algorithms.
However, the difference of RSCC values with that of the DT algorithms is 2% and
with that of the Fwk(15) and Dwk(15) algorithms is 1%. For the RSGen metric,
the DFwk(15) gives the best performance. Again, the RSGen performance of the
Fwk(15) and Dwk(15) algorithms are close to that of the DFwk(15). The dif-
ference of RSGen values between the DFwk(15) and DT algorithms is high (5%).
However, as in the case of 8-output lighting conditions, we can observe that the
error bars overlap indicating that the difference in the performance between the
prediction algorithms is not significant.

7.4.3 Dataset Dependency of the Prediction Algorithms

Table 7.2 shows the standard deviation of the performance of the variants of
kNN algorithms and the DT algorithm computed using 10-fold cross validation.
The values show that there is a high degree of inconsistency in the prediction
performance for the metrics considered. These values indicate that the perfor-
mance of the prediction algorithms varies significantly with different training
and test sets. We observe that the standard deviation values are high for most
prediction algorithms except for kNN algorithms with k = 1. This means that
when k = 1, the prediction performance is less dependent on the dataset and
is more consistent whereas when k = 15, the prediction performance depends
significantly on the dataset.

From this study, we find that under batch learning setting, the kNN algo-
rithms provide similar performance as that of the DT algorithm. Also, we ob-
serve that having more neighbors (k = 15) represent the test context better than
having one neighbor (k = 1). Furthermore, the results show that there is signif-
icant influence of the closest neighbors than the farthest neighbors. This means
that all the considered nearest neighbors do not contribute equally in assigning
a class label to the test context. As the distance between the test context and
neighbors increases, the neighbors tend to become less significant.

Parametric models such as supervised prediction algorithms are often being
faster to use, but the main disadvantage is that they make stronger assumptions
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about the nature of the data distributions [98]. If the parametric assumptions
about the data does not hold, just like in the case of intelligent lighting, only
non-parametric models such as instance-based and online learning algorithms
are suitable [81]. Therefore, in Chapter 8, we study kNN algorithms in online
setting and compare their performance to online learning algorithms.

7.5 Conclusions

In this chapter, we explored how the instance-based algorithm, k-Nearest Neigh-
bor performs in the context of intelligent lighting. We have considered several
variants of kNN algorithms based on the values of k, applying weights on the
features and distances computed. To analyze the performance of the kNN al-
gorithms, we have performed the experiments on the Breakout dataset, using
CA, RSCC and RSGen as metrics. From the obtained results, we observe that the
kNN algorithms perform similar to that of DT supervised learning. Even though
the number of test samples are too few to draw definite conclusions, the kNN
algorithms are preferred for intelligent lighting. This is because, in intelligent
lighting, we know that the training samples do not represent the entire input
space. This means that the assumptions about the data distributions, made by
the supervised predictions algorithms, do not hold. In such cases, statistical
techniques such as instance-based algorithms that can be applied regardless of
the true distribution of the data is preferred [81].

In intelligent lighting, learning needs to proceed online, using only the
samples which are available at any particular time. A major disadvantage of
instance-based learning algorithms is that they store the observed samples to
predict future outputs. Furthermore, the time to predict output increases with
the increasing observed samples. Therefore, we explore online learning algo-
rithms for intelligent lighting in the next chapter and compare their prediction
performance with that of instance-based learning algorithms (under online set-
ting).





CHAPTER 8

Online Learning for
Intelligent Lighting

8.1 Introduction

In online setting, instance-based learning algorithms adapt continuously over
time. Hence, they are preferred over the supervised learning algorithms for
intelligent lighting. However, they are not effective in terms of computational
complexity and memory requirements. For a set ofm samples with n-dimensional
context space, calculating distance takes O(mn)time and O(mn2) including
sorting (to identify k nearest neighbors). This is a disadvantage because the
instance-based algorithms predict at the time when a context arrives, taking a
significant processing time as the context needs to be compared with all the
observed contexts [94]. They also need large memory as they store all the
observed contexts. High-dimensional context spaces are a major drawback to
implement instance-based algorithms due to the curse of dimensionality [94].
As the dimensionality increases the samples tend to become sparse, making the
distance between contexts large. Consequently, the pair-wise distances become
less significant. Hence, the sample size needed to maintain the same sampling
density grows with increase in the number of dimensions. Since intelligent
lighting is a multiple-output problem, adding more features to reduce the one-
to-many input-output relationships, leads to more problems for instance-based
algorithms. Also, these algorithms have other disadvantages such as they do
not produce any useful representation (functions, rules or trees) from the data,
as a result they are intolerant to noise in the features and they are sensitive to

103



104 Chapter 8. Online Learning for Intelligent Lighting

the distance function used to measure similarities between contexts [4]. As a
result, we explore online learning algorithms in this chapter.

Online learning algorithms are another class of machine learning algorithms
where the contexts do not arrive as a batch but as a sequence and the algorithms
must respond and learn from one context at a time [117]. Like instance-based
learning, online learning algorithms also belong to non-parametric models that
do not assume any particular underlying distribution. These algorithms take
into account that at any point in time future contexts are unknown [5]. More-
over, unlike instance-based algorithms they do not store the observed samples,
thereby making it efficient in terms of storage and computation requirements.
Online learning algorithms retain the knowledge of the observed samples in the
form of feature weights.

In this chapter, we discuss various online learning algorithms that we use for
experiments on intelligent lighting. We then describe the process for computing
the Relevance Score for online learning algorithms. Subsequently, we discuss
the experimental results and compare the performance of online learning algo-
rithms to that of k-Nearest Neighbor algorithms.

8.2 Online Learning Algorithms

Online learning algorithms operate on a sequence of data samples in consecu-
tive steps. At each step i, the algorithm is given a context xi ∈ X where X is
an n-dimensional input space and xi = (xi1, xi2, . . . , xin). The algorithm pre-
dicts an output class label yP ∈ Y = {y(1), y(2), . . . , y(K)} as a function of the
context xi and weights wi. Each weight wi is an n-dimensional real-valued vec-
tor (wi1, wi2, . . . , win) that determines the contribution of xi (xi1, xi2, . . . , xin).
These weights depend on the observed samples and their corresponding pre-
dicted outputs. After yP is predicted, the algorithm receives the true output
class label yA ∈ Y . The quality of the yP is then assessed by a loss function
l(yP , yA). Based on the result of l(yP , yA), the algorithm modifies wi based on
an update function ∆ = f(wi, l(yP , yA)) to predict better outputs for future
contexts.

For our experiments, we have selected four online learning algorithms that
are implemented in LIBOL (A Library for Online Algorithms) [63], based on
their classification accuracy (CA) performance on the Breakout dataset. The
algorithms are Adaptive Regularization of Weights (AROW), Online Gradient De-
scent (OGD), Perceptron and Soft-Confidence Weighted (SCW) algorithm. We use
the default parameters implemented in LIBOL. Of the mentioned algorithms,
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Perceptron and OGD are first-order algorithms whereas AROW and SCW are
second-order algorithms. In multi-class prediction, online learning algorithms
maintain classification functions for each output class label. First-order learning
algorithms keep updating these functions using only the information from the
input features. However, second-order online algorithms make use of underly-
ing patterns in the data in addition to relationships among features.

8.2.1 Adaptive Regularization Of Weights

Crammer et al. [29] introduced AROW to address the need for fast convergence
and resistance to training noise. The algorithm has several properties com-
bined; large margin training, confidence weighting and the capacity to handle
non-separable data. AROW performs adaptive regularization of the prediction
function when processing each new context in each learning step. This makes it
more robust to sudden changes in the prediction function due to noisy labels in
the learning tasks. Noisy labels refer to a setting where the output class labels
are corrupted [100]. The main idea is to retain the formalization of parame-
ter confidence introduced by Confidence-Weighted (CW) [28], which is aggres-
sive in learning. AROW removed the aggressiveness by softening the margin
requirement thus achieving robustness to training noise without affecting the
convergence speed.

8.2.2 Online Gradient Descent

Zinkevich [136] formulated the online learning problem as a convex optimiza-
tion problem where a decision-maker (for example, a prediction algorithm)
makes a sequence of decisions (predictions) from a fixed feasible set. After each
decision, it observes a convex cost function. The objective is to make decisions
that minimize the cost functions. OGD exploits the gradient descent updating
approach for optimizing the objective function defined by different types of loss
functions. This algorithm models many natural repeated decision-making prob-
lems and generalizes many existing problems such as Prediction from Expert
Advice. The algorithm has several advantages. Firstly, the gradient descent is a
simple, natural and widely used algorithm. Secondly, it can handle an arbitrary
sequence of convex functions. Finally, in some cases, the algorithm can perform
better than experts algorithm for online linear problems. In LIBOL several dif-
ferent types of losses have been implemented that can be selected by setting the
parameter loss type (0 for 0-1 loss, 1 for hinge loss, 2 for logistic loss, and 3 for
square loss). The default value is 1 that implements hinge loss [114].
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8.2.3 Perceptron

Crammer et al. [30] extended the binary Perceptron algorithm [115] to a fam-
ily of multiclass Perceptron algorithms. The algorithm maintains one prototype
vector for each output class. When a new context arrives, the similarity-score
is computed between the prototypes of each output class and the new context.
The new context is then assigned an output class label that achieves the highest
similarity-score. Once the correct output label is received, a set of prototypes
corresponding to the error-set are updated. The error-set is a set of output class
labels that have similarity-scores greater than the score of the correct label.
This work also introduced the notion of ultraconservativeness. Generally online
algorithms update their prediction rule only on rounds in which they make a
prediction error. Such algorithms are called conservative. Ultraconservative al-
gorithms are the algorithms that update only the prototypes corresponding to
the error-set. In LIBOL, three variants of multiclass Perceptron algorithms are
proposed; max-score multiclass Perceptron; uniform multiclass Perceptron; and
proportion multiclass Perceptron that are based on different allocation strate-
gies. For our experiments, we have used the uniform multiclass Perceptron
(umP) as it provides the maximum CA performance on the Breakout dataset,
than the max-score and the proportion multiclass Perceptrons.

8.2.4 Soft Confidence Weighted

Wang et al., proposed SCW [128] as an improvement over CW and AROW. As
mentioned earlier, the CW learning method employs a very aggressive updat-
ing strategy, by changing the parameters sufficiently to satisfy the constraint
imposed by the current sample. Even though this results in faster learning, it
could wrongly change the parameters of the distribution while dealing with a
noisy context. This can make the CW algorithm perform poorly in many real-
world applications with relatively large noise. The SCW learning algorithm was
proposed to overcome these limitations by relaxing the update strategy. Like
the AROW learning algorithm, SCW has the following three properties; large
margin training, confidence weighting, and capability to handle non-separable
data. Additionally, SCW also employs adaptive margin. There are two variants
of SCW learning that are denoted by SCW-I and SCW-II where SCW-II employs
a squared penalty. We have used SCW-I for our experiments as it provides the
maximum CA performance on the Breakout dataset, than SCW-II.
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8.3 Relevance Score for Online Learning

As mentioned in Chapter 7, supervised learning algorithms can be effective, if
the training samples are good representatives of an input space. This is very
difficult to guarantee in intelligent lighting because of the large input space
and limited dataset. Non-parametric models such as instance-based algorithms
and online learning algorithms are preferred when the distribution from where
the samples are drawn is unknown. Generally, the performance of an online
learning algorithm is evaluated along its run on a sequence of question-answer
pairs [117]. For intelligent lighting, we have seen that the RS metric is appro-
priate to measure the performance of machine learning algorithms for multi-
output problems [55]. The RS metric is devised to evaluate the performance
of the supervised learning algorithms. In this section, we modify the process of
computing RS to evaluate online algorithms.

In supervised learning, RS is computed based on the knowledge acquired
from the entire dataset. This means that the underlying distribution is known
to the RS metric. However, in online learning, the samples arrive in sequence
and there is no prior knowledge about the underlying distribution in the data.
Therefore, to evaluate the predicted output for a new context, the posterior
probabilities need to be recomputed when the actual output for that context
is revealed. RS for online learning is computed in two phases; 1) computing
posterior probabilities, and 2) evaluating the predicted output.

8.3.1 Computing Posterior Probabilities

Assume that for a context xq ∈ X, an online algorithm predicts an output yP ,
while the actual output is yA where yP , yA ∈ Y . The posterior probabilities for
the output class labels are then computed from the set of observed samples. Let
{x1, x2, . . . , xm} denote the set of observed samples where xm = xq, Compute
P (y(k)|xi)|xi = xq where i = 1, 2, 3, . . . ,m and k = 1, 2, . . . ,K. These proba-
bilities are used to compute ErrScore, a real number indicating the amount of
mismatch between actual and predicted outputs. As in the case of supervised
learning, the probability of occurrence of the predicted output is denoted by
P (yP ), the probability of occurrence of the actual output is denoted by P (yA)
and the probability of the most frequently selected output is denoted by P (yH)
are determined using the posterior probabilities.
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8.3.2 Evaluating the Prediction

In this phase, the predicted output yP is evaluated, similar as in supervised
learning. The probabilistic distances between different outputs (dHP , dPA, dHA)
are computed. If yP does not match yA, the ErrScore is computed using equa-
tion 8.1, where α and β are real parameters that depend on the requirements
of the application.

ErrScore =
α(dHP ) + β(dPA)

α+ β
. (8.1)

For a context xi, RS is thus computed as a function of ErrScore as

RSi = (1− ErrScorei)× 100, (8.2)

RSi = (1−
α(dHP (i)) + β(dPA(i))

α+ β
)× 100. (8.3)

8.4 Experiments and Results

The performance of online learning algorithms is analyzed through learning
curves. A learning curve shows a measure of predictive performance (for exam-
ple, classification accuracy) on a given task as a function of some measure of
varying amounts of learning effort such as time and number of samples [108].
Generally, in machine learning and statistics, a learning curve represents the
generalization performance of the algorithm as a function of the number of ob-
served samples (training set) [47], i.e. error measured on the test samples ver-
sus the number of observed samples. Learning curves also help in analyzing the
performance of a learning algorithm over different numbers of observed sam-
ples. The crossing of learning curves indicates that some learning algorithms
may perform better over another for a larger number of observed samples [107].
In our experiments, a learning curve represents the prediction performance of
a learning algorithm as a function of the number of observed samples.

We explain the process of producing learning curves using Classification Ac-
curacy (CA) as a metric. The process is repeated for Relevance Score - Case-by-
Case (RSCC) and Relevance Score - General (RSGen) as metrics in the same way.
The RS metric is used with α = 1 and β = 1. For each sample i in the Breakout
dataset, we compute the CA of the predicted output (CAi). For each sample i
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Figure 8.1: Learning curves of the Online learning and k-Nearest Neighbor
algorithms for the Breakout dataset with Classification Accuracy
as the metric

in the dataset, compute the average CA until the sample i written as CA(i), as
in equation 8.4.

CA(i) =

∑i
k=1 CAk
i

(8.4)

(CA(i)) is then plotted as a function of i. In order to obtain a smooth learn-
ing curve, we repeat the process on 10 randomly shuffled datasets for each
online learning algorithm and average the resulting curves. In Chapter 7, we
have seen that the kNN algorithms, Feature weighted kNN (Fwk), Distance
weighted kNN (Dwk) and Distance and Feature weighted kNN (DFwk) with
k = 15 provide better prediction performance than other considered kNN al-
gorithms. Therefore, we select Fwk, Dwk and DFwk algorithms to compare
their prediction performance with that of the online learning algorithms. In
online setting, we do not have any fixed training samples and a kNN algorithm
is supposed to predict from the first context observed. Therefore, for practical
purpose we do not have a fixed k value and the value of k is updated as the
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Figure 8.2: Learning curves of the Online learning and k-Nearest Neighbor
algorithms for the Breakout dataset with Relevance Score - Case-
by-Case as the metric

number of observed samples increases. For our experiments, we consider the
value of k as the square root of the number of contexts observed [37], i.e. if at
step i, a context xi needs to be predicted then k =

√
i. For the Breakout dataset,

the maximum value that k can reach is sqrt(236) ' 15.

8.4.1 Experiments on the Breakout dataset

Fig. 8.1 shows the learning curves for the online learning algorithms and the
kNN algorithms with CA as the metric. The CA performance of the online learn-
ing algorithms is much lower compared to that of kNN algorithms. The CA
performance of AROW and OGD online learning algorithms vary significantly
as a function of the number of samples. However, the learning curves of the
umP and SCW algorithms are smoother. It can be observed that after 70 sam-
ples, while the CA performance of umP almost converges, the CA performance
of SCW still improves. Even though the initial learning rate is low for SCW,
it consistently improves to provide the maximum performance among the con-
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Figure 8.3: Learning curves of the Online learning and k-Nearest Neighbor
algorithms for the Breakout dataset with Relevance Score - General
as the metric

sidered online learning algorithms. In case of kNN algorithms, the Dwk and
FDwk algorithms provide similar performance. Here also, after 70 samples the
CA performance of Fwk becomes better than FDwk, while the performance of
FDwk converges. The Fwk algorithm provides the maximum CA performance
among all the considered prediction algorithms.

Fig. 8.2 shows the learning curves for the online learning algorithms and
the kNN algorithms with RSCC as the metric. As in the case of the CA metric,
the RSCC performance of online learning algorithms is much lower compared
to that of kNN algorithms. The RSCC performance of the learning algorithms
are similar but higher than that of the CA performance. SCW gives the best
RSCC performance among the online learning algorithms and Fwk provides the
maximum RSCC performance among all the considered prediction algorithms.
However, in case of kNN algorithms, the learning curve of the Fwk crosses that
of FDwk at sample 110 indicating better RSCC over FDwk on larger data. Also,
we see that the sample size is not enough to observe the convergence of the
performance of the considered prediction algorithms.
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Fig. 8.3 shows the learning curves for the online learning algorithms and the
kNN algorithms with RSGen as the metric. The RSGen performance of the online
learning algorithms are lower compared to that of kNN algorithms. The learning
curves of the prediction algorithms are smoother compared to that of the CA
and RSCC. RSGen is computed by ignoring abstract feature i.e. user-identity UID
from the Breakout dataset. This means that to RSGen the dataset looks as if it is
collected from a single user. The RSGen learning curves indicate that when there
are large number of samples for each user, the RSCC performance will also be
smoother and keeps improving. Again, SCW gives the best RSGen performance
among the online learning algorithms and Fwk provides the maximum RSGen

performance among all the considered prediction algorithms. Here, the RSGen of
Fwk becomes better than that of FDwk after 200 samples. As in the case of RSCC,
the sample size is not enough to observe the convergence of the performance of
the considered prediction algorithms.

From this study, we observe that even though the considered prediction al-
gorithms are not designed for the non-deterministic multiple output problems,
the prediction algorithms continue learning as the number of observed samples
increases. The learning curves using RSGen indicate that as more samples are
collected from each user, the prediction gets better and consistent irrespective
of the dataset. However, these algorithms cannot predict more accurately with
increasing samples as seen in the learning curves using the CA metric. Also,
we observe that the standard deviation of the prediction performance, which is
very high initially, reduces as the more number of samples are observed, mean-
ing that the performance becomes more consistent.This is because, in these
types of problems, it is more appropriate to measure how relevant is the pre-
dicted output for the given context, than measuring whether it is accurate or
not. Therefore, the experimental results using the RS metrics indicate that the
prediction algorithms still learn and also provide better relevant outputs.

8.4.2 Experiments on the Wine dataset

As mentioned earlier, the number of samples in the Breakout dataset is not
sufficient to understand the behavior of prediction algorithms in online setting
for non-deterministic multiple output problems. In this direction, we performed
experiments on the Wine (White) dataset available from the UCI machine learn-
ing repository. We have seen in Chapter 5 that the Wine dataset also has one-
to-many input-output relationships. In order to apply RS, we need the input
features to be of categorical data type whereas the input features in the Wine
dataset are of numerical data type. Thus, for our experiments, we consider two
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Figure 8.4: Learning curves of the AROW and Dwk prediction algorithms for
the Wine dataset with each feature having 5 categories

cases. In each case we divide each input feature into 5 and 3 equal categories.
We denote the corresponding datasets by W5 and W3, respectively. The output
class labels are unaltered. We select the Dwk instance-based algorithm for our
experiments. This is because the Fwk and DFwk algorithms can only be used
when important features in the Wine dataset are known. Among the online
learning algorithms, we select AROW based on their CA and RSCC performance.
We do not consider the RSGen metric, as there are no abstract features identified
among the input features in the Wine dataset.

As we have seen in Chapter 5, W3 has more uncertainty between the input
and output than in W5. This is because by reducing the number of categories for
each input feature from 5 to 3, we increase the overlapping of the input space. It
becomes more difficult for a prediction algorithm to predict the exact output for
a given input, when uncertainty increases. Fig. 8.4 shows the learning curves of
the considered prediction algorithms for W5. While the CA performance of the
prediction algorithms converge after 1000 samples, the RSCC performance still
keeps improving even after 4500 samples. This shows that for non-deterministic
problems, prediction algorithms can provide more relevant output with more
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Figure 8.5: Learning curves of the AROW and Dwk prediction algorithms for
the Wine dataset with each feature having 3 categories

number of observed samples, although their accuracy does not improve after
a certain number of samples. As in the case of the Breakout dataset, the Dwk
algorithm predicts significantly better (about 10%) than AROW. An interesting
behavior of the prediction algorithms is observed with the CA metric. Initially,
when there are few samples, the performance of Dwk increases drastically to
60%. The performance gradually decreases to 50%, when more samples are
observed. However, in case of AROW, the learning is steadily increasing. The
reason is that the Dwk algorithm predicts an output using the knowledge from
the stored samples. When more samples are collected, the value of k becomes
higher and also the uncertainty between the input and output among the ob-
served contexts increases. In case of AROW, the weights are modified based
on the observed context and the actual output, when new samples are encoun-
tered. This makes the learning of AROW, slow and steady.

Fig. 8.5 shows the learning curves of the prediction algorithms for W3. As
in the case of W3, Dwk performs better than AROW. However, the prediction
algorithms achieve high RSCC performance more quickly than in the case of W5.
After the high performance is achieved, the learning rate is very slow. Moreover,
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the CA performance of the Dwk algorithm starts to decrease after 1000 samples.
This shows that when the input-output relationship in the dataset becomes more
uncertain, i.e. when the randomness increases, it becomes more difficult for
Dwk to predict accurate outputs. However, since the predicted outputs are still
relevant for the contexts, the high RSCC performance is achieved, even with
few samples. When more samples are observed, the uncertainty between the
input-output still remain high and hence the RSCC performance remains high,
but with reduced learning rate. From this study, we find that when there is less
uncertainty in the dataset, the initial RSCC performance of prediction algorithms
will be low, after that the learning proceeds in a faster rate. When there is more
uncertainty in the dataset, the initial RSCC performance of prediction algorithms
will be high, after that the learning proceeds in a slower rate. For the non-
deterministic multiple output problems, using CA as a metric shows that the
learning converges faster with lower performance, which is not really the case.

In general, for intelligent lighting, the performance of online learning al-
gorithms is lower than that of kNN algorithms for all the considered metrics.
This may be because the online algorithms do not store the observed samples,
significant information is lost. In online learning, the SCW complements the
AROW by using an adaptive margin, resulting in smoother behavior and higher
performance. For the kNN algorithms, even though the learning curve is not
smooth initially, they become smoother with more observed samples. This be-
comes more evident from the learning curves using the RSGen metric, meaning
that sufficient information (underlying distribution for the contexts) is obtained
with more samples. The results also show that the Fwk algorithm gives better
prediction performance among the considered prediction algorithms.

8.5 Conclusion

The instance-based learning algorithms are not effective in terms of space and
time complexity. This has motivated us to investigate online learning algorithms
for intelligent lighting. Like instance-based algorithms, online learning algo-
rithms are also non-parametric models. However, they do not store any ob-
served samples thereby making them more efficient in terms of computation
time and memory requirements.

In this chapter, we applied four online learning algorithms for intelligent
lighting, implemented in LIBOL, an online learning library. The experiments are
performed, first on the Breakout dataset using CA, RSCC and RSGen as metrics.
The performance of the online learning algorithms is analyzed using learning
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curves and is compared with that of several variants of kNN algorithms. From
the obtained results, we find that the kNN algorithms provide better prediction
performance than that of online learning algorithms (about 10%) and Fwk pro-
vides the maximum performance. Among online learning algorithms, the SCW
and umP algorithms provide smooth performance and the SCW algorithm pro-
vides the best performance. The learning curves also show that using the RS
metric, the performance of the prediction algorithms still improves after 200
samples. To better understand the behavior of prediction algorithms for non-
deterministic multiple-output problems with large sample size, we performed
experiments on the Wine dataset. The results show that the RSCC performance
of prediction algorithms still improves with more observed samples and that the
kNN algorithms give best performance. However, the learning rate depends on
the degree of uncertainty in the dataset.



CHAPTER 9

Conclusions and Future Work

Research has shown that good quality lighting in work places can improve the
health and well-being of humans. However, good quality lighting is subjective
i.e. a given lighting condition that is acceptable for a user may not be accept-
able to another. Also, the desired lighting conditions may depend on several
factors such as user identity, type of activity and time of the day that form the
context. Intelligent lighting aims at providing desired lighting conditions to its
users for the observed context. However, realizing intelligent lighting system
involves several issues such as finding a suitable approach for implementation,
identifying relationships between context and desired lighting conditions, and
determining appropriate performance metrics to evaluate intelligent algorithms.

In this chapter, we summarize the main contributions of the thesis and then
open the scope for possible future work.

9.1 Main Contributions

We studied machine learning approaches to realize intelligent lighting applica-
tions. Generally, machine learning algorithms are used to identify patterns in
the data, determine relationship among variables or an input-output relation-
ship in the data and subsequently use this knowledge to predict future outputs.
In Chapter 2, we discussed some of the adaptive lighting implementations de-
scribed in the literature. These implementations do not use machine learning
whereas most of them aim at satisfying a certain objective function to distribute
the task of providing light among different light sources. In our case of intel-
ligent lighting, we aimed at identifying a suitable machine learning approach

117
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to provide maximum performance based on a selected performance metric. We
then discussed several machine learning approaches to implement intelligent
lighting. Based on the objective of intelligent lighting that we aim to achieve,
we selected supervised, instance-based and online learning approaches to im-
plement intelligent lighting. This is because, we expect the machine learning
algorithm to learn from desired lighting condition provided by the user, for a
given context. However, in reinforcement learning, learning occurs through ex-
ploring different possible lighting conditions and continuous interaction until
the user is satisfied, which is not desirable in most cases. Therefore, we con-
cluded that reinforcement learning is not a suitable approach.

In Chapter 3, we focused on a pilot implementation for intelligent lighting.
We selected a room, dubbed the breakout area, which the office employees may
use to have informal meetings or for personal retreat, to implement intelligent
lighting. We explained the physical layout of the breakout area and discussed
the network and physical architecture of the intelligent lighting system. Based
on the physical layout, we listed the input features that may influence a user in
selecting a particular lighting condition. At any time t, the values of these input
features together form a context. Subsequently, we described the features of the
Breakout dataset collected from the breakout area that includes the user-sample
distribution and the output distribution. We then detailed the data collection.
In this chapter, we found that the physical layout where the intelligent lighting
system should be installed plays an important role in determining the features
for collecting the data.

In Chapter 4, we performed experiments using the supervised learning ap-
proach on the Breakout dataset. The objectives were to determine the input-
output relationship in the dataset and to analyze the significance of the selected
input features. Intelligent lighting is an application where we expect that more
than one lighting condition may be acceptable for a given context, which we
call non-deterministic multiple-output problems. For such application, perfor-
mance metrics such as Classification Accuracy (CA) can only measure the accu-
racy of the predicted lighting conditions. Therefore, we introduced Relevance
Score (RS) that we devised to evaluate non-deterministic multiple-output prob-
lems. We then applied various rule based prediction algorithms available in
WEKA, on the Breakout dataset, using both CA and RS as metrics. The ex-
perimental results showed that there is a one-to-many relationship between the
input and output. This means that for a given context there is more than one
acceptable output lighting condition. Furthermore, we identified that the fea-
ture Type of Activity is the most important feature for prediction algorithms in
selecting a desired lighting condition.
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For the non-deterministic multiple output problems, i.e. in the applications
that have one-to-many input-output relationships, the commonly used CA met-
ric is not an appropriate metric to analyze the performance of prediction algo-
rithms. This is because the CA metric aims at measuring whether a predicted
output is accurate or not; whereas it makes more sense to measure its relevance
for a given context. In this direction, in Chapter 5, we further detailed the per-
formance metric Relevance Score introduced in Chapter 4. For a given context,
when there is a mismatch between the predicted and the actual output, the RS
metric measures how relevant the predicted output is. We further explained two
variants of RS: Relevance Score - Case-by-Case (RSCC) and Relevance Score âĂŞ
General (RSGen. The RS for a predicted output and a given context is computed
based on the posterior probabilities computed from all samples in a dataset.
We demonstrated the significance of the RS metric through experiments on the
Breakout dataset and three other datasets from the UCI repository. Interest-
ingly, we found that RS performs similarly to CA, in the case of deterministic
datasets. For the non-deterministic datasets, RS made more sense than CA by
capturing the uncertainty between the input and output effectively. From the
obtained results, we concluded that RS is an appropriate performance metric
for the non-deterministic multiple output problems such as intelligent lighting
where factors such as varying human perceptions lead to one-to-many input-
output relationships.

The missing-data problem arises in intelligent lighting, when the users do
not use a dedicated interface (e.g. smart phone) to communicate with the in-
telligent lighting system. Missing data occurs for the features User Identity and
Type of Activity that are collected through a smart phone. In Chapter 6, we
discussed some of the missing-data treatment methods available in the litera-
ture. It is not straightforward to select a treatment method and a prediction
algorithm for handling missing data in intelligent lighting without experimen-
tation. This is because the prediction performance depends not only on the
treatment method, but also on the prediction algorithm, the pattern of missing
data and the relationship among variables in the considered dataset. Based on
the non-deterministic multiple output nature of intelligent lighting, we applied
several probability based solutions to address the problem of missing data. The
performance of the missing-data treatment methods are evaluated using several
rule based prediction models with RSCC and RSGen as metrics. For our exper-
iments, we considered 10%, 20%, 30%, 40% and 50% of missing data. The
impact of the missing-data treatment on the performance of the prediction al-
gorithms is analyzed through paired t-tests. From the experimental results, in
general, we find that the missing-data treatment does not noticeably improve
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the performance of the prediction algorithms. This can be attributed mainly to
the non-deterministic nature of the data in intelligent lighting. Other factors
include the considered missing-data treatment methods, prediction algorithms
and low number of samples in the dataset. Finally, we concluded that the De-
cisionTable is the most suitable supervised prediction algorithm for intelligent
lighting without missing-data treatment.

The main disadvantage of applying supervised learning to realize intelligent
lighting is that it is a parametric model. Supervised learning assumes that the
distribution from where the samples are drawn is known. However, this rarely
holds true in intelligent lighting because of factors such as varying human per-
ceptions and changing pattern in the data over time. In Chapter 7, we studied
the most popular instance-based learning algorithm, k-Nearest Neighbor (kNN),
in the context of intelligent lighting. The kNN algorithm is a non-parametric
algorithm that does not assume any underlying variable distribution. We per-
formed experiments on the Breakout dataset using variants of the kNN algo-
rithm such as Feature weighted and Distance weighted kNN with k = 1 and
k = 15. We analyzed and compared the results to that of the supervised learn-
ing algorithm, specifically the DecisionTable. The experimental results showed
that the kNN algorithms provide similar to that of the DecisionTable supervised
learning algorithm. We concluded that the kNN algorithms are preferred in
intelligent lighting as they can adapt to the changing pattern in the data over
time, when used in online mode.

The kNN algorithms, when used as online learner may adapt over time.
However, they are not effective computationally and in terms of storage re-
quirements. Moreover, kNN algorithms are sensitive to noise in features and
irrelevant features. In this direction, in Chapter 8, we explore online learning
algorithms for intelligent lighting. Online learning algorithms also belong to
the non-parametric models that assume the future inputs are unknown. Also,
online learning algorithms store the information acquired from the observed
samples in the form of weights. This reduces the computational complexity
of these algorithms. We investigated four online learning algorithms that are
implemented in LIBOL, a library for online learning algorithms. We made mod-
ifications to the process of computing RS to suit online algorithms. We applied
the online learning algorithms on the Breakout dataset and analyzed the per-
formance of the online algorithms using their learning curves. As expected, the
results showed that the kNN algorithms provide better prediction performance
than that of online learning algorithms for all the three metrics (CA, RSCC and
RSGen) considered. This is because online learning algorithms do not store sam-
ples for future reference, which causes them to lose some information about the
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history. An interesting observation is that the learning curves using the CA met-
ric showed that the performance of the prediction algorithms converges faster.
This means that prediction algorithms reach their maximum performance faster
and do not learn when more samples are added. However, the learning curves
using RS showed that performance of prediction algorithms do not converge
faster and still continue learning with more number of samples added.

From the studies performed using different machine learning approaches
for realizing intelligent lighting, we find that supervised learning algorithms
are not suitable for intelligent lighting. In intelligent lighting, the underlying
distribution (input-output relationship) is not consistent over time due to fac-
tors such as varying human perceptions. Supervised learning algorithms do not
continuously learn from new incoming data, as they are trained on a batch of
samples that do not represent the input space entirely. This motivated us to
consider non-parametric algorithms such as instance-based algorithms and on-
line learning algorithms for intelligent lighting. From our experiments, we find
that instance-based algorithms provide the maximum prediction performance,
but demand more storage requirements (O(m)) and the time to predicted an
output increases with increasing number of samples (m). On the other hand,
online learning algorithms provide significantly lower performance, more than
10%, with CA and RSCC metrics. However, they do not store samples and pre-
dict outputs instantaneously. We performed our experiments on the Breakout
dataset having 236 samples. The number of samples is not sufficient enough
to conclude whether instance-based or online learning is the most suitable ap-
proach to implement intelligent lighting. Based on the maximum performance
achieved, we select instance-based algorithms for our intelligent lighting imple-
mentation.

9.2 Future Work

We have seen that the instance-based approach for intelligent lighting makes
use of the history of observed samples that helps in providing better predic-
tions. However, this is also a disadvantage, that as the number of observed
samples grows, the demand for storage increases. Also, since instance-based
algorithms predict only when a new context is encountered, it takes O(m) time
to predict for m observed samples. To address this drawbacks, there are sev-
eral versions of kNN [19] such as the Condensed kNN [58] [7] and Orthogonal
Search Tree NN [89] proposed. Now that we know instance-based algorithms
provide the maximum performance for intelligent lighting, as a future work,
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these algorithms can be studied to mitigate the drawbacks associated with the
kNN algorithm. Furthermore, a window-based approach may also be investi-
gated for intelligent lighting. In this approach, a window that consists of a fixed
number of samples is assumed. When a new sample is observed, the oldest
sample in the window is removed and the new sample is added. Using this ap-
proach, we expect that the kNN algorithms to adapt and run faster, and also to
address the storage problem.

In this thesis, we considered eight preset lighting conditions from which the
users can select a suitable lighting condition for a given context. The use of
Light Emitting Diode (LED) technologies enables the lighting system to pro-
vide millions of colors. Therefore, the studied intelligent lighting system can
be extended by allowing the users to modify the lighting conditions by varying
light parameters such as color temperature and intensities. In this setting, the
users are not limited to a fixed set of lighting condition and have freedom to
manipulate the lighting conditions that best suits them. However, the learn-
ing problem becomes more complicated by introducing more dimensions to the
output space. For example, suppose that for a given context, the output lighting
condition is defined by hue-saturation-brightness (HSB). This means that a ma-
chine learning algorithm has to predict values for HSB separately and also the
HSB values need to be correlated to provide a meaningful lighting condition.
Generally, most problems in machine learning are designed to predict in one di-
mensional output space. Recently, Balasubramanian et al. [14] have developed
a method for predicting in multi-dimensional output space. Also, clustering
techniques such as k-mean [74] can be investigated to address this problem.

Research has showed that light not only supports day-to-day activities but
also helps in reducing psychological disorders such as mental stress and unhap-
piness [1]. Recent works showed that the level of stress experienced by humans
can be measured using wearable devices, smart phones [97] or by using modern
sensor technologies to measure galvanic skin response and heart-rate [13] that
highly correlates with stress. This means that stress experienced by humans can
also be included as an input feature in intelligent lighting. Now that we can
monitor the stress levels of users, the objective of intelligent lighting can now
be redefined as to predict desired lighting conditions that help in reducing the
stress levels of users. Here, intelligent lighting can be formulated as reinforce-
ment learning problem where the predicting suitable lighting conditions are the
actions and the monitored stress levels are the feedback. Also, the performance
of prediction algorithms can be implicitly evaluated by continuously monitoring
the stress levels as feedbacks. By this we mean that if the stress level of a user is
high, we expect the predicted lighting conditions to reduce the stress level. In
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this example, we show a slightly different objective of intelligent lighting and
how reinforcement learning can be investigated to realize it.

The nature of intelligent lighting i.e. the non-deterministic input-output re-
lationship offers new challenges during its development. For example, we have
seen that the missing-data treatment for intelligent lighting was not effective.
Here, we used the missing-data treatment on the Breakout dataset in the su-
pervised learning setting. In the training set, some of the treatment approaches
made use of the knowledge available from the output class labels. We have also
seen that non-parametric models such as instance based and online learning
algorithms are more suitable for intelligent lighting. In online learning setting,
we cannot extract information about the context from output class labels, as
they need to be predicted at runtime. Also, useful knowledge cannot be gained
from the history of observed samples. This is because, when a missing feature
value for a context is treated, the true feature value for that context is never
revealed. This makes the missing-data problem more complex in online setting.
To tackle missing-data problem in online setting, we propose the similar prob-
ability based approaches as in the case of supervised learning because of the
non-deterministic nature of intelligent lighting.

There are also opportunities in the domain of performance metrics. The ob-
jective of our intelligent lighting application was to provide desired lighting
conditions to its users based on the observed context. The performance of the
intelligent lighting application was measured by evaluating the lighting condi-
tions predicted by the prediction algorithms by using the RS metric. Suppose
that the objective of the intelligent lighting is to select a prediction algorithm
that not only provides desired lighting condition but also makes the users phys-
ically active, by making them frequently interact with the system. In this case,
using RS as a metric can only evaluate the relevance of predicted lighting con-
ditions, but it cannot measure a user’s interaction with the system or the users
quality of experience, thereby motivating the need for a new metric. A possible
approach could be to combine RS with some sort of user interaction measure-
ment. A user’s interaction with the intelligent lighting system can be measured
by counting the number of different lighting conditions explored by them dur-
ing a session. From this example, we highlight that the objective of intelligent
lighting defined may drive the need for devising new performance metrics.
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9.3 Final Remarks

To summarize, intelligent lighting not only helps in improving the well-being
of humans but also poses several challenging problems starting from defining
objectives to devising performance metrics. In our study, we have identified
that intelligent lighting has a one-to-many input-output relationship, thereby
classifying it as a non-deterministic multiple output problem. The major contri-
bution of this thesis is that we devised a performance metric dubbed RS. The RS
metric can be used to evaluate the performance of machine learning algorithms
for the class of applications that can be categorized as non-deterministic mul-
tiple output problems. The experiments on the Wine dataset showed that the
performance of prediction algorithms using RS is similar to that of CA, in case
of deterministic input-output relationships. For the non-deterministic multiple
output problems such as intelligent lighting, an important observation is made
from the experiments performed using online learning algorithms. The results
showed that using the CA metric, the prediction algorithms do not perform well
and converge faster. This means that prediction algorithms reach their maxi-
mum performance with fewer samples but do not improve with the addition of
more samples. However, this is contradicted using the RS metric, which showed
that prediction algorithms can still learn and improve their performance with
the increase in number of samples. Finally, to conclude, the objective of the in-
telligent lighting application may lead to identify several challenging problems.
Addressing these problems and realizing intelligent lighting efficiently not only
helps in improving the well-being of humans, but also enable to determine so-
lutions that may be applicable to other real world problems.
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Breakout Dataset

UID ToA ToD IoU AoA ExLI OP

2 RELAX_GROUP 08.50 3 MA High 7

2 ACTIVE_ALONE 08.50 0 MA High 8

2 RELAX_ALONE 08.50 0 RA VeryLow 11

2 ACTIVE_GROUP 09.00 2 RA VeryLow 6

13 ACTIVE_ALONE 09.50 2 MA High 6

13 RELAX_ALONE 09.50 2 RA VeryLow 9

13 RELAX_GROUP 09.50 0 RA High 6

13 ACTIVE_GROUP 09.50 1 MA VeryLow 9

1 RELAX_ALONE 10.00 1 MA High 11

1 RELAX_GROUP 10.00 1 MA VeryLow 7

1 ACTIVE_ALONE 10.00 0 RA High 9

1 ACTIVE_GROUP 10.00 2 RA VeryLow 6

5 ACTIVE_ALONE 10.50 2 RA VeryLow 9

5 ACTIVE_GROUP 10.50 3 MA High 8

5 RELAX_ALONE 10.50 3 MA VeryLow 11

5 RELAX_GROUP 10.50 2 RA High 7

12 ACTIVE_ALONE 12.00 2 MA VeryLow 6

12 ACTIVE_GROUP 12.00 2 RA High 11

12 RELAX_ALONE 12.00 4 RA VeryLow 12

12 RELAX_GROUP 12.00 4 RA High 11

15 ACTIVE_ALONE 13.00 0 RA High 8

15 RELAX_ALONE 13.00 4 RA High 6

15 RELAX_GROUP 13.00 3 MA VeryLow 7

15 ACTIVE_GROUP 13.00 2 MA VeryLow 8

10 RELAX_ALONE 14.00 0 RA VeryLow 6

10 RELAX_GROUP 14.00 2 MA High 13

10 ACTIVE_ALONE 14.00 2 MA High 9

10 ACTIVE_GROUP 14.00 4 RA VeryLow 8

19 RELAX_GROUP 14.50 2 MA VeryLow 8

19 ACTIVE_GROUP 14.50 1 MA High 10

19 RELAX_ALONE 14.50 3 RA VeryLow 13

19 ACTIVE_ALONE 14.50 0 RA High 10

9 RELAX_GROUP 15.00 0 RA High 6

9 ACTIVE_ALONE 15.00 8 RA VeryLow 9

9 ACTIVE_GROUP 15.00 2 RA High 9

9 RELAX_ALONE 15.00 1 MA VeryLow 12

17 ACTIVE_GROUP 09.50 2 MA High 8

17 ACTIVE_ALONE 09.50 4 MA High 11

17 RELAX_ALONE 09.50 0 RA High 10

17 RELAX_GROUP 09.50 1 RA VeryLow 6

8 ACTIVE_ALONE 10.00 2 MA High 9

8 RELAX_GROUP 10.00 2 MA VeryLow 10

8 RELAX_ALONE 10.00 2 RA High 6

8 ACTIVE_GROUP 10.00 2 RA VeryLow 7

6 RELAX_ALONE 10.50 1 RA VeryLow 6

6 ACTIVE_ALONE 10.50 2 RA High 6

6 RELAX_GROUP 10.50 2 MA VeryLow 9

125
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6 ACTIVE_GROUP 10.50 1 MA High 7

18 ACTIVE_GROUP 14.50 3 MA VeryLow 9

18 RELAX_GROUP 14.50 1 MA High 7

18 ACTIVE_ALONE 14.50 7 RA High 7

18 RELAX_ALONE 14.50 6 RA VeryLow 6

20 RELAX_ALONE 09.00 0 MA Low 9

20 RELAX_GROUP 09.00 0 MA VeryLow 7

20 ACTIVE_ALONE 09.00 7 RA Low 11

20 ACTIVE_GROUP 09.00 3 RA VeryLow 7

20 RELAX_GROUP 09.00 2 MA VeryLow 6

20 ACTIVE_ALONE 09.50 0 MA Low 8

20 RELAX_ALONE 09.50 7 RA VeryLow 12

20 ACTIVE_GROUP 09.50 1 RA VeryLow 7

20 RELAX_GROUP 09.50 2 MA VeryLow 6

20 ACTIVE_GROUP 09.50 1 MA VeryHigh 8

20 RELAX_ALONE 09.50 0 RA Low 6

20 ACTIVE_ALONE 10.00 2 RA High 6

13 RELAX_ALONE 10.00 1 MA VeryHigh 12

13 RELAX_GROUP 10.00 0 MA High 6

13 ACTIVE_GROUP 10.00 4 RA Low 9

13 ACTIVE_ALONE 10.00 0 RA Low 7

13 ACTIVE_GROUP 10.00 3 MA VeryHigh 12

13 RELAX_ALONE 10.00 2 MA VeryLow 8

13 ACTIVE_ALONE 10.00 5 RA VeryLow 7

13 RELAX_GROUP 10.50 5 RA High 8

13 RELAX_ALONE 10.50 4 RA Low 12

13 ACTIVE_ALONE 10.50 6 RA High 10

13 RELAX_GROUP 10.50 1 MA Low 8

13 ACTIVE_GROUP 10.00 3 MA VeryHigh 12

1 ACTIVE_GROUP 10.50 1 MA VeryLow 7

1 ACTIVE_ALONE 10.50 1 MA VeryHigh 6

1 RELAX_ALONE 10.50 2 RA VeryHigh 12

1 RELAX_GROUP 10.50 3 RA Low 10

1 RELAX_ALONE 10.50 3 RA VeryHigh 12

1 ACTIVE_GROUP 11.00 3 RA Low 6

1 RELAX_GROUP 11.00 4 MA Low 7

1 ACTIVE_ALONE 10.50 1 MA VeryHigh 6

19 ACTIVE_ALONE 11.00 0 MA VeryLow 8

19 RELAX_ALONE 11.00 0 MA VeryLow 12

19 RELAX_GROUP 11.00 4 RA VeryHigh 13

19 ACTIVE_GROUP 11.00 2 RA VeryHigh 9

19 RELAX_ALONE 11.00 0 RA VeryLow 10

19 ACTIVE_GROUP 11.00 0 RA VeryLow 8

19 RELAX_GROUP 11.00 1 MA VeryHigh 9

19 ACTIVE_ALONE 11.50 2 MA High 11

19 ACTIVE_GROUP 11.50 2 MA VeryLow 8

19 RELAX_GROUP 11.50 1 MA Low 11

19 ACTIVE_ALONE 11.50 3 RA High 13

19 RELAX_ALONE 11.50 2 RA VeryLow 10

21 RELAX_GROUP 12.50 0 MA VeryLow 7

21 ACTIVE_ALONE 12.50 0 MA VeryLow 8

21 RELAX_ALONE 13.00 4 RA Low 11

21 ACTIVE_GROUP 13.00 0 RA Low 9

21 RELAX_GROUP 13.00 2 RA VeryLow 7

21 ACTIVE_GROUP 13.00 0 RA VeryLow 9

21 ACTIVE_ALONE 13.00 2 MA Low 9

21 RELAX_ALONE 13.00 0 MA Low 10

21 RELAX_GROUP 13.00 1 MA VeryLow 7

21 ACTIVE_GROUP 13.00 1 MA Low 9

21 ACTIVE_ALONE 13.00 5 RA Low 9

21 RELAX_ALONE 13.00 3 RA Low 11

2 RELAX_GROUP 13.00 3 RA VeryLow 6

2 ACTIVE_GROUP 13.00 4 RA Low 8

2 RELAX_ALONE 13.00 1 RA Low 10

2 RELAX_GROUP 13.00 3 RA VeryLow 6

2 ACTIVE_ALONE 13.00 4 MA VeryLow 9

2 RELAX_ALONE 13.50 2 MA VeryLow 11

2 ACTIVE_GROUP 13.50 1 MA Low 8

2 ACTIVE_ALONE 13.50 1 MA Low 9

16 ACTIVE_GROUP 13.50 2 MA Low 7

16 RELAX_GROUP 13.50 2 RA Low 13

16 RELAX_ALONE 13.50 1 RA Low 6

16 ACTIVE_ALONE 13.50 0 RA Low 6

16 ACTIVE_GROUP 13.50 0 RA Low 7

16 ACTIVE_GROUP 13.50 2 MA Low 9

16 ACTIVE_ALONE 13.50 2 MA Low 6

16 ACTIVE_ALONE 13.50 1 MA VeryLow 9

16 RELAX_ALONE 13.50 0 MA VeryLow 8
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16 RELAX_ALONE 13.50 0 MA VeryLow 9

16 RELAX_GROUP 13.50 3 RA VeryLow 9

16 RELAX_GROUP 13.50 2 RA VeryLow 10

9 RELAX_GROUP 15.50 3 MA Low 6

9 RELAX_GROUP 15.50 2 MA Low 6

9 RELAX_GROUP 16.00 1 MA Low 7

9 RELAX_GROUP 16.00 0 MA Low 6

10 ACTIVE_GROUP 15.50 1 MA VeryLow 8

10 ACTIVE_ALONE 15.50 2 MA VeryLow 9

1 RELAX_ALONE 16.50 0 RA VeryLow 6

1 ACTIVE_GROUP 17.00 1 MA VeryLow 9

18 ACTIVE_ALONE 10.00 2 RA VeryLow 8

18 RELAX_ALONE 10.50 8 RA VeryLow 6

18 RELAX_GROUP 10.50 10 MA Low 13

18 ACTIVE_ALONE 13.00 0 RA VeryLow 9

18 RELAX_ALONE 15.00 0 RA VeryLow 10

15 RELAX_GROUP 13.50 1 MA VeryLow 7

8 ACTIVE_ALONE 14.00 0 RA VeryLow 9

10 RELAX_GROUP 14.50 1 MA Low 7

10 ACTIVE_GROUP 15.00 0 RA VeryLow 7

19 ACTIVE_ALONE 13.50 2 MA VeryLow 9

19 ACTIVE_ALONE 13.50 6 MA VeryLow 9

1 ACTIVE_ALONE 14.00 0 MA VeryLow 7

18 ACTIVE_ALONE 14.50 0 RA VeryLow 9

18 ACTIVE_ALONE 15.00 0 RA VeryLow 8

18 ACTIVE_ALONE 10.50 0 RA VeryLow 9

19 ACTIVE_GROUP 11.00 10 MA VeryLow 9

19 ACTIVE_GROUP 11.00 5 MA VeryLow 9

19 ACTIVE_GROUP 11.00 0 MA VeryLow 8

12 RELAX_ALONE 15.00 0 RA VeryLow 6

18 ACTIVE_GROUP 09.50 5 MA VeryLow 9

18 RELAX_ALONE 09.50 0 RA VeryLow 7

18 ACTIVE_GROUP 10.50 1 MA VeryLow 8

18 ACTIVE_GROUP 10.50 0 MA VeryLow 8

18 ACTIVE_ALONE 13.50 0 RA VeryLow 9

1 ACTIVE_ALONE 14.00 0 MA VeryLow 9

5 RELAX_ALONE 15.50 0 RA VeryLow 6

18 RELAX_ALONE 13.00 0 RA VeryLow 6

12 RELAX_GROUP 16.00 0 RA VeryLow 7

18 ACTIVE_ALONE 08.50 0 RA VeryLow 9

18 ACTIVE_GROUP 09.00 0 MA Low 8

8 ACTIVE_GROUP 10.00 3 MA VeryLow 8

18 ACTIVE_GROUP 13.50 0 MA VeryLow 8

10 RELAX_ALONE 14.50 2 MA VeryLow 6

10 ACTIVE_GROUP 15.00 2 MA VeryLow 6

10 RELAX_GROUP 16.00 0 MA VeryLow 7

10 ACTIVE_ALONE 16.50 0 RA VeryLow 9

10 ACTIVE_ALONE 16.50 0 RA VeryLow 9

19 ACTIVE_ALONE 10.00 0 MA VeryLow 9

12 ACTIVE_ALONE 10.50 1 MA VeryLow 9

12 ACTIVE_GROUP 10.50 0 MA VeryLow 8

2 ACTIVE_ALONE 09.00 1 MA VeryLow 7

12 ACTIVE_GROUP 10.50 3 MA VeryLow 12

18 RELAX_ALONE 14.00 0 RA VeryLow 6

18 ACTIVE_ALONE 16.50 0 RA Low 12

1 ACTIVE_ALONE 11.00 1 RA Low 9

12 RELAX_ALONE 12.00 0 RA VeryLow 6

12 RELAX_ALONE 12.00 0 RA VeryLow 6

2 RELAX_GROUP 09.50 1 MA Low 6

2 ACTIVE_GROUP 09.50 0 MA Low 8

2 ACTIVE_GROUP 11.00 3 MA Low 7

18 ACTIVE_GROUP 11.50 0 MA Low 8

2 RELAX_GROUP 11.50 1 MA Low 7

18 ACTIVE_GROUP 13.50 10 MA Low 8

18 ACTIVE_GROUP 13.50 0 MA Low 8

18 ACTIVE_GROUP 14.00 0 MA Low 8

18 ACTIVE_GROUP 14.50 10 MA High 8

5 ACTIVE_ALONE 10.50 0 RA VeryLow 9

12 RELAX_ALONE 14.50 1 MA Low 6

12 ACTIVE_ALONE 14.50 1 MA Low 6

12 RELAX_ALONE 15.00 1 MA Low 12

18 ACTIVE_GROUP 09.50 1 MA Low 7

18 ACTIVE_GROUP 10.50 1 MA Low 8

2 RELAX_ALONE 13.50 10 MA Low 6

15 ACTIVE_ALONE 14.50 0 RA Low 9

15 RELAX_GROUP 14.50 0 RA Low 7

15 RELAX_ALONE 15.50 0 RA Low 7

15 RELAX_ALONE 15.50 0 RA Low 6
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15 RELAX_ALONE 16.00 0 RA Low 6

5 ACTIVE_ALONE 16.00 0 RA Low 9

5 ACTIVE_ALONE 16.00 0 RA Low 9

2 RELAX_ALONE 12.50 0 RA Low 6

2 RELAX_GROUP 10.50 0 RA Low 7

2 ACTIVE_GROUP 11.50 1 MA Low 6

2 ACTIVE_GROUP 11.50 7 MA Low 6

2 ACTIVE_GROUP 11.50 9 MA Low 6

2 RELAX_ALONE 13.00 8 RA Low 12

2 RELAX_ALONE 13.50 0 RA Low 6

12 ACTIVE_GROUP 13.50 2 MA Low 8

12 ACTIVE_ALONE 11.50 1 MA Low 8

12 RELAX_GROUP 13.00 2 MA Low 8

18 ACTIVE_ALONE 11.50 0 MA Low 7

2 ACTIVE_GROUP 15.00 0 MA Low 9

9 RELAX_ALONE 14.50 0 MA Low 8

18 ACTIVE_GROUP 09.50 1 MA Low 8

18 ACTIVE_GROUP 09.50 0 MA Low 6

18 ACTIVE_GROUP 09.50 0 MA Low 6

18 RELAX_ALONE 11.50 5 RA Low 8

18 RELAX_ALONE 12.00 7 RA Low 6

18 ACTIVE_GROUP 09.00 0 MA VeryLow 6

18 ACTIVE_GROUP 09.00 8 MA VeryLow 8

18 ACTIVE_ALONE 10.50 4 MA VeryLow 12

18 ACTIVE_ALONE 10.50 0 MA VeryLow 9

18 ACTIVE_ALONE 11.00 10 MA VeryLow 9

18 ACTIVE_ALONE 11.00 3 MA VeryLow 9

18 ACTIVE_ALONE 11.00 0 MA VeryLow 9

18 ACTIVE_ALONE 11.50 10 MA VeryLow 6

18 ACTIVE_ALONE 11.50 2 MA VeryLow 9

18 ACTIVE_ALONE 11.50 2 MA VeryLow 9

18 ACTIVE_GROUP 11.50 10 MA VeryLow 9

18 ACTIVE_GROUP 09.50 0 MA Low 9
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