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Summary

Automated Design Space Exploration for
Component-Based Real-Time Distributed Systems

In recent years, component-based development has become a common prac-
tice, enabling rapid system prototyping and system composition from existing SW
and HW blocks. At the early component-composition phases, an architect needs
accurate assessment methods to evaluate the performance of the system. There-
fore, the component models should be reasonably detailed, while maintaining a
high abstraction level, so that they can be easily incorporated and combined for the
composition of a virtual prototype. Moreover, the performance analysis of such pro-
totype systems may result in pessimistic worst-case response time predictions, or
even worse, cannot guarantee reachability of actual worst-case response times. On
top of this, the incorporation of multi-node architectures requires analysis methods
that consider high-accuracy predictions of the involved networked communication.
The complexity of such multi-node systems makes accurate performance prediction
a challenging task. Additionally, due the large number of different architecture al-
ternatives (numerous factors of freedom in system architecture), the design space
exploration (DSE) of such systems should enable both fast generation and rapid
evaluation, in preferably automated way, of those architecture alternatives.

In this thesis, we propose the ProMARTES DSE framework, which enables rapid
and highly accurate DSE of component-based real-time distributed systems (CB-
RTDS). ProMARTES incorporates four individual phases: (a) profiling and resource
modeling, (b) architecture composition, (c) performance analysis, and (d) system
evaluation and architecture optimization. After presenting this framework, the Pro-
MARTES DSE is evaluated by various experiments.

For profiling, the framework enables cycle-accurate measurements and auto-
mated generation of component resource models by using the ProMo tool devel-
oped for this purpose. The generated resource models are then placed into a repos-
itory alongside with the behavior models of the SW. Also, the HW component
modules are added. For architecture composition, constitution of the system is per-
formed in a semi-automated manner, where an architect specifies in an intuitive way
the functional and non-functional system requirements. The automated part con-
sists of realizing the composition of the HW platform and the SW/HW mapping,
using state-of-the-art optimization heuristics. With respect to performance analy-
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sis, the composed system model is applied to a hybrid performance analysis method,
which provides identification of worst-case response times in a deterministic pro-
cedure, while average-case response times and detailed behavior time-line data are
obtained via simulation. The hybrid method supports both computation and com-
munication resources. Regarding the final system evaluation with ProMARTES
DSE, the architecture composition of a system and its performance analysis are exe-
cuted in a fast, automated and iterative manner, until the optimal or a set of optimal
system architecture(s) is identified. This automated iterative process is guided by
newly modified state-of-the-art optimization heuristics.

The ProMARTES framework is validated on three challenging real-world case
studies, which involve autonomously navigating robot systems with multiple pro-
cessing nodes, various HW and SW components, real-time scheduling policies and
communication protocols. The first case study contributes in the evaluation of the
processing performance analysis framework, by comparing predicted and actual
performance of an autonomous navigating robot-system. The second case study
covers three autonomously navigating robots with high processing resource de-
mands. The communication between the robots and the processing resources is
performed wirelessly, thereby explicitly evaluating robustness and multi-node net-
working aspects in the ProMARTES performance analysis framework. The third
and last case study concentrates on the automated optimization, comparing and se-
lecting the best performing system architecture for the second case study. The first
novel element is the guided optimization process to the optimal architecture by as-
signing weights to fundamental architecture dimensions. The second innovation is
the generation of architecture alternatives by imposing rules derived from patterns
in real-time distributed system design. This innovation is significantly improving
the convergence speed for finding the best architecture in a short time.

The ProMARTES DSE framework offers a number of contributions and further
considerations. The cycle-accurate resource models generated at profiling, act as
a valid and accurate source in the succeeding performance analysis phase, while
being widely applicable to many CPU-based architectures. Moreover, the direct
usage of MARTE-compatible resource models in the system composition and per-
formance analysis phases is ensured without any manual intervention. However,
their generation requires the physical presence of a HW platform for preliminary
profiling in isolated execution. The semi-automated embedding of functional and
non-functional requirements via execution scenarios facilitates automated SW/HW
mapping and rapid system prototyping, while also reducing the manual composi-
tion effort by the architect.

The case studies and the associated experiments have shown that the Pro-
MARTES performance prediction method yields typically only a 6% deviation from
the physically implemented system prototype. The schedulability analysis has
shown larger deviation, because it is more pessimistic with respect to the discrete-
event simulation analysis and the physically implemented system. Moreover, the
proposed combination of schedulability and simulation analysis (ScSi), offers a
complete set of performance metrics for the evaluation of a CB-RTDS supporting
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worst-case, average-case and best-case performance metrics for both computation
and communication resources. However, a number of cycle-accurate profiling at-
tributes obtained from the profiling phase, are not simulated at cycle-accurate exe-
cution level due to the complex and diverse cache and memory structures.

The optimization framework has proven to be effective in providing Pareto-
optimal architecture solutions in limited exploration time (1 hour). These solutions
outperform the architectures provided by experienced system architects. The pro-
posed guided rule-based optimization heuristics guide the generation of CB-RTDS
alternatives to promising design space, thereby reducing the overall DSE time. In
addition, the proposed heuristics exploit random operators to facilitate sampling of
the design space and increase the chance for finding the global optimum system
architecture.
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Samenvatting

Geautomatiseerd architectuurontwerp voor componentgebaseerde real-time
gedistribueerde systemen

In de afgelopen jaren is de ontwikkeling van componentgebaseerde technolo-
gie een veelgebruikte manier geworden waarmee de samenstelling en realisatie van
prototypes van systemen met bestaande software en hardware modules snel kan
worden uitgevoerd. Al in een vroeg stadium bij de samenstelling van componen-
ten, heeft een architect een accuraat beoordelingsmodel nodig om de prestaties van
het systeem te kunnen evalueren. Om deze reden moet een componentgebaseerd
model redelijk gedetailleerd zijn en met een hoog abstractieniveau, zodat het model
eenvoudig kan worden geı̈ntegreerd en gecombineerd voor de opbouw van een
virtueel prototype. Naast deze aspecten zou het kunnen dat de prestatieanalyse
van een dergelijk model resulteert in een pessimistische voorspelling van de slechtst
mogelijke (worst-case) reactietijden van het systeem, of nog erger, dat het model
niet kan garanderen of de werkelijke reactietijden voor de slechtste uitkomst wel
worden bereikt. Daarbij komt ook dat voor de toevoeging van multi-node archi-
tecturen een analysemethode nodig is, die een hoge nauwkeurigheid heeft in de
voorspelling van het gedrag van het betrokken communicatienetwerk. De complex-
iteit van een dergelijk multi-node systeem maakt het nauwkeurig voorspellen van
de prestaties van een dergelijk systeem een uitdaging. Door de grote diversiteit in
verschillende architecturen (vele vrijheidsgraden in ontwerpen van systeemarchi-
tectuur), moet de Design Space Exploration (DSE) het snel genereren en evalueren
van architectuuralternatieven, liefst op geautomatiseerde wijze, mogelijk maken.

Dit proefschrift presenteert het ProMARTES DSE systeem voor geautomatiseerd
architectuurontwerp, dat snel en met hoge nauwkeurigheid de DSE van compo-
nentgebaseerde real-time gedistribueerde systemen kan uitvoeren. ProMARTES
kent vier fases: (a) profielopbouw en modellering van berekeningsmiddelen, (b) ar-
chitectuursamenstelling, (c) prestatieanalyse, (d) systeemevaluatie en architectuur-
optimalisatie. Na de presentatie van het systeem wordt ProMARTES DSE geëval-
ueerd met verscheidene experimenten.

Voor het maken van een gedragsprofiel, maakt het systeem gebruik van prestatie-
metingen op computerklokniveau en de automatische generatie van componentge-
baseerde modellen voor berekeningsmiddelen (resource models) met behulp van de
ProMo tool, een ontwerptoepassing die speciaal ontwikkeld is voor dit doeleinde.

v



De gegenereerde resource models worden vervolgens in een speciale map geplaatst,
gezamenlijk met de gedragsmodellen van de softwaremodules. De modellen voor
de hardwarecomponenten worden hier ook aan toegevoegd.

Voor de vorming van de architectuur wordt het samenstellen van het sys-
teem op semi-automatische wijze uitgevoerd, waarbij een architect op een intuı̈tieve
manier de functionele en niet-functionele eisen specificeert. Het geautomatiseerde
deel bestaat uit het realiseren van de compositie van het hardware platform en het
afbeelden van software op de hardware, door gebruik te maken van moderne al-
goritmen voor optimalisatie. Voor het uitvoeren van een prestatieanalyse wordt
een hybride methode toegepast op het samengestelde architectuurmodel. Deze
methode zorgt ervoor dat de slechtst mogelijke reactietijden met een determinis-
tische procedure worden gevonden, terwijl de reactietijden voor de gemiddelde
gevallen en de data voor tijdslijnen met gedetailleerd gedrag met behulp van simu-
latie worden verkregen. De hybride methode ondersteunt zowel de modellen voor
beschikbare rekenkracht als die voor communicatiemiddelen. Voor de evaluatie
van het uiteindelijke systeem met ProMARTES DSE worden de architectuursamen-
stelling en de prestatieanalyse uitgevoerd op een snelle geautomatiseerde iteratieve
manier, totdat de optimale architectuur of een set van optimale systeemarchitec-
turen is gevonden. Dit geautomatiseerde iteratieve proces wordt bestuurd door
nieuw aangepaste moderne optimalisatie-algoritmen.

Het ProMARTES DSE systeem is gevalideerd met drie uitdagende experimentele
case studies, die gebaseerd zijn op autonoom navigerende robotgestuurde systemen
met meerdere dataverwerkingspunten (processing nodes), verscheidene hardware-
en softwarecomponenten, real-time uitvoeringsschema’s en communicatieprotocol-
len. Het eerste testexperiment draagt bij aan de evaluatie van de bewerkingen
voor het prestatieanalyse ProMARTES raamwerk, door het vergelijken van het voor-
spelde en de werkelijke prestatie van het autonoom navigerende robotsysteem. Het
tweede testexperiment is gebaseerd op drie autonoom navigerende robots met hoge
eisen voor de rekenkracht en de daarvoor beschikbare middelen. De communicatie
tussen de robots en de dataverwerkingsseenheden is draadloos, zodat een expli-
ciete evaluatie plaatsvindt van de robuustheid en de multi-node netwerkaspecten
van het ProMARTES systeem. Het derde en tevens laatste onderzoek concentreert
zich op de automatische architectuuroptimalisatie, door middel van vergelijking en
selectie van de best presterende systeemarchitecturen uit het tweede testonderzoek.

Het eerste nieuwe element in het voorgaande is het aangestuurde optima-
lisatieproces in de richting van de optimale architectuur, door middel van het
toekennen van gewichten aan fundamentele dimensies van de architectuur. De
tweede innovatie is het genereren van architectuuralternatieven door het definiëren
en gebruiken van regels die afgeleid zijn uit ontwerppatronen voor real-time gedis-
tribueerde systemen. Deze innovatie geeft een significante verbetering in de con-
vergentiesnelheid voor het vinden van de best presterende architectuur in een korte
tijd.

Het ProMARTE DSE systeem geeft een aantal bijdragen en leidt tot verdere
overwegingen. De modellen voor berekenings- en geheugenmiddelen met klok-
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nauwkeurigheid die gemaakt zijn in de profileringsfase, fungeren als een valide en
accurate bron voor de daaropvolgende fase voor prestatieanalyse, terwijl deze mo-
dellen breed toepasbaar zijn voor veel CPU processorarchitecturen. Bovendien is het
directe gebruik van berekeningsmodellen met MARTE compatibiliteit in de fases
voor systeemsamenstelling en prestatieanalyse mogelijk zonder enige handmatige
interventie. Echter, deze modelgeneratie vereist de aanwezigheid van een fysiek
hardware platform voor het initieel profileren van taken, gebaseerd op een afgezon-
derde executie van die taken. Het semi-automatisch invoegen van functionele en
niet-functionele eisen middels executiescenario’s faciliteert het maken van automa-
tische software/hardware afbeeldingen en snelle realisatie van systeemprototypes,
terwijl ook de manuele systeemcompositie door de architect wordt gereduceerd.

De validatiestests (case studies) en de daaraan gerelateerde experimenten hebben
aangetoond dat de ProMARTES prestatievoorspellingsmethode een gemiddelde af-
wijking van 6% heeft van het fysiek geı̈mplementeerde prototype. De schedula-
bility analyse vertoont grotere afwijkingen, omdat het pessimistischer is met be-
trekking tot de simulatieanalyse van specifieke systeemgebeurtenissen en het fysiek
geı̈mplementeerde systeem. Bovendien zorgt het voorgestelde hybride model van
schedulability en simulatieanalyse (“ScSi”) voor een complete set van prestatie-
indicatoren voor de evaluatie van een CB-RTDS, waarmee het de slechtsts mo-
gelijke, gemiddelde and meest gunstige prestatie-indicatoren voor berekenings-
en communicatiemiddelen ondersteunt. Helaas zijn een aantal profielattributen
met kloknauwkeurigheid, welke verkregen zijn vanuit de profilerende fase, niet
gesimuleerd op kloknauwkeurig executieniveau vanwege de complexe en diverse
cache- en geheugenstructuren.

Het ProMARTES systeem heeft een bewezen effectiviteit vanwege het aanle-
veren van Pareto-optimale architectuuroplossingen in beperkte exploratietijd (1 uur).
Deze oplossingen zijn beter dan de architectuuroplossingen die eerder zijn ontwor-
pen door ervaren systeemarchitecten. Het voorgestelde mechanisme met regelge-
stuurde optimalisatiealgoritmen leidt het generatieproces van CB-RTDS architectu-
uralternatieven tot een veelbelovende ontwerpruimte, die de totale tijd voor DSE
verkort. Daarbij maken de voorgestelde algoritmen gebruik van zogenaamde ‘ran-
dom’ operators, die willekeurige samples aanbieden uit de ontwerpruimte zodat
de kans wordt verhoogd voor het vinden van een globaal optimale systeemarchi-
tectuur.
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Chapter1
Introduction

1.1 Motivation

In recent years, computer systems have further penetrated into society, broadly
serving people in daily activities and their way of living. People are entertained
and informed about the news around the globe by using computer systems such
as modern televisions, laptops, desktops, smartphones, tablets, etc. In addition,
the Internet-of-Things (IoT) infrastructure starts to connect all the daily-life appli-
ances, like heating thermostats, smart fridges, smart watches, etc., through Internet
networking, thereby building the infrastructure of a connected information society.
During the last decade, car manufacturers invest in networked cars with connectiv-
ity for safe driving, vehicle platooning and their associated control, for optimizing
fuel consumption, increase safety, ease of (joint) car driving operations and taking
away risk of concentration loss. The medium-term trend is to minimize operations
and establish self-driving vehicles. This has evolved to the fact that a modern car
nowadays integrates more than 100 million lines of code, which is twice the amount
of lines of code used in Windows 7. One could say that a car nowadays becomes an
advanced computer system that is driving on wheels.

Each computer system has requirements that are specified depending on the ap-
plication area of the system. The system requirements can be distinguished between
functional requirements defining the system functionality, and non-functional re-
quirements referring to system performance. It can be observed that the computer
systems used for entertainment purposes, e.g. news reading, have different func-
tional and non-functional requirements, when compared to computer systems em-
ployed in the automotive or the avionics industry. But even when two systems
do have similarities in their functional requirements, while the application areas of
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these systems are different, such systems have a different scope, depending on the
non-functional requirements, like system response or robustness.

In this thesis, we are dealing with computer systems that feature specific time-
liness requirements. Such systems are computers employed in avionics and feature
real-time requirements, meaning that the execution of a task in such system is per-
formed between specific time boundaries. For instance, state-of-the-art airplanes
are based on the architecture fly by wire. This means that the plane rudder, throttle
and flaps are controlled by computer systems. It is apparent that such a computer
system has not only to be rather functional and reliable, but should also respond
within specific time boundaries. When a pilot turns the plane’s steering wheel,
then the rudder should react within a specific time boundary, and a delay exceed-
ing this boundary could lead to disastrous consequences. Figure 1.1 depicts the
cockpit of a state-of-the-art airplane, which features numerous control buttons and
levers, screens, led lamps and hydraulic systems. The control of the plane is based
on computer systems that handle the input (control buttons, levers, sensors) and
control the output (screen, instruments, hydraulic movements, actuators) of those
cockpit components within pre-determined time boundaries.

The increased demand of computer systems in different domains requires a
fast system composition. A fast system composition can be performed by using
components (software and hardware), such that their development is outsourced
to specialized component manufacturers. For instance, for the composition of a
computer system, such as a smartphone, parts of the system are outsourced to
companies that are specialized in sensors, computer processors, mainboards, in
image processing software, in graphical user interface software and other system
elements. The combination of existing components, known as component-based
development, speeds up the development of a system with specific requirements,
as soon as the selected components perform as expected in both functional and
non-functional requirements.

The development of a computer system in most cases relies on the System De-
velopment Life Cycle (SDLC) process [1]. This process incorporates six phases for the
design and development of an arbitrary computer system, which are the Planning,
the Definition, the Design, the Construction, the Testing and Deployment of that
system. This arbitrary system can be a HW or SW system, or a joint SW-HW system
that is performing computations such as required for signal and data processing. In
this dissertation, we are focusing on the Design phase, when the system architecture
is defined and on the Construction phase in which the actual system is developed.
The component-based development has become an accepted practice in Design and
Construction of SDLC phases, enabling rapid system prototyping without requiring
internal detailed component-implementation knowledge from the system architect.
Recently, much research is conducted in the virtualization of the system prototype,
targeting rapid evaluation of the functional requirements and fast identification of
system performance bottlenecks, thereby avoiding the development of a system
prototype that does not meet its requirements, as specified in Planning and Def-
inition phases of the SDLC process. However, the composed system, even at the
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Figure 1.1: Cockpit of a state-of-the art commercial aeroplane (Airbus-A380). The cockpit contains
numerous control buttons, levers and screens. The control of the plane is based on the input and
output of these buttons and levers, as well as the input of multiple sensors and the output of multiple
actuators. The control of the plane should react within specified time boundaries, defining the airplane
control system as a hard real-time system, since a missed deadline (e.g. flaps lever) may lead to a plane
crash.

virtual prototype stage, should satisfy not only functional, but also non-functional
requirements, such as end-to-end timeliness, low resource utilization, robustness,
etc. For this reason, accurate system performance prediction is required and should
support various kinds of HW and SW components, communication protocols and
scheduling policies.

This thesis addresses the problem of component modeling (HW, SW resource
models), system composition, accurate performance prediction and automated ar-
chitecture optimization of Component-Based Real-Time Distributed Systems (CB-
RTDS). The following sections are presenting the fundamental properties and char-
acteristics of a CB-RTDS and the challenges that such systems incorporate for the
composition, performance analysis and optimization of virtual and actual system
prototypes.
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1.2 Component-based systems

Rapid system prototyping is enabled by the composition of a system from existing
SW [2] and HW component blocks. The component-based development relies on
SW and HW components that provide SW and HW functionality, respectively. The
components are provided by multiple vendors offering design freedom to the sys-
tem architect. An architect defines the functional system requirements by specifying
the system execution scenarios and the non-functional system requirements, such
as the end-to-end deadlines, maximum or minimum resource utilization, Quality
of Service (QoS) factors, security, robustness range, maximum system cost, etc. The
composition of the HW platform is performed by HW component instantiations
and bindings. As soon as the HW and the SW platforms are defined, the architect
maps the instantiated SW components on the HW platform, thereby specifying the
system model. The resulting system model is then analyzed for its performance on
the predefined system requirements and an iterative design-and-evaluation process
between the system composition and performance analysis is performed until the
composed system meets the requirements.

Software Component: The SW components enable the development of software-
intensive systems from individual component parts in a rapid way. Each individual
component provides well-specified interfaces which integrate a number of func-
tions, parameters and exceptions. In other words, the functionality and the de-
pendencies of the SW components are completely defined by their interfaces. The
functions deliver specific services and may require as input, or provide as output,
specific data. These data are generated or consumed by functions that belong to
other SW components. The architect defines the functionality of the system, by
interconnecting the functions among the different components (required-provided
interfaces). All these aspects are addressed and specified to support the primary
objective of rapid system prototyping by system architects, when using connectable
components of which the interfaces and their specifications are sufficient to apply
those components in larger systems without knowledge of the component imple-
mentation details. This rapid SW assembly reduces implementation time and cost
development, while it increases an easy system reconfiguration and maintainability.

Hardware Component: The combination of the HW components delivers the exe-
cution platform on which the defined scenarios are going to be executed. Different
types of HW components exist, like processor units, memory blocks, communica-
tion bus, network modules. The HW component models may include information
for the HW notion and the supported functionality. A processor component unit
should include the type of the processor (RISC, CISC, etc.), the name of the unit,
the supported type of cache layers, the size of the cache layers, the frequency and
properties, or information that is later used during the performance analysis. Com-
munication bus components integrate attributes as operating frequency, address
width, supported protocols etc. Similarly, the network component modules include
information about the supported transmission rates and network protocols, the op-
eration mode, etc. An execution platform is defined by interconnecting the HW
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modules, specifying the number of execution nodes and the involved scheduling
policies or the network protocols.

1.3 Real-time system

The examples of the computer-based systems mentioned in the previous pages are
in many cases real-time systems with well-defined timing constraints. In the litera-
ture, there are multiple definitions for a real-time system. We adopt the definition
that Ovaska et. al proposed: A real - time system is one whose logical correctness is
based on both the correctness of the outputs and their timeliness. In this thesis, we focus
on designing a system based on existing components and analyzing its timeliness
performance. The functional correctness of this system is assured by using existing
components, of which their interfacing behavior has been thoroughly tested prior
to their usage.

A real-time system is characterized by ensuring the timeliness of the service
provision. In other words, it has to deliver the services, for which it has been
designed, within specified time boundaries. These time boundaries are commonly
referred to as deadlines and defined as real-time requirements during the system
composition.

The profound use of consumer electronics in daily life has matured the attention
that has been paid to the development of the real-time systems domain. Real-time
systems are vastly used in automotive, avionics, production industry, multimedia
systems, in medical operations, in control systems in nuclear power generators, in
communication, in house automation and in many more applications where timeli-
ness of a service is required.

Real-time systems can be distinguished in three main categories, depending on
the criticality of a missed deadline: hard, firm and soft real-time systems.

• Hard real-time system. A missed deadline may lead to disastrous consequences,
such as loss of life and property, potential injury, damage, etc. Therefore, in a
hard real-time system, a missed deadline is not acceptable under any circum-
stances. Such systems are airplanes, control systems in nuclear powerplants,
cars and trains, defense systems, etc. (see Figure 1.1).

• Firm real-time system. A missed deadline leads to unacceptable quality reduc-
tion of the delivered service. However, a missed deadline does not result in
catastrophic consequences, as in hard real-time systems. An example of a firm
real-time system is a set-top box (STB) used for decoding of digital cable TV
channels, which in case of failure, under overload conditions, cannot decode
the digital stream (see Figure 1.2). This failure leads to video picture freezes
and glitches within the image and it could be accepted when it occurs only
rarely.

• Soft real-time system. In this case, a missed deadline leads to an acceptable
quality reduction of the delivered service. An example of such a system is
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Figure 1.2: Architecture of a satellite set-top-box (STB) being a firm-real time system. The figure
outlines the input of the STB and the output that the system needs to provide within specific time
boundaries. Missing a deadline (decoding) reduces customer satisfaction, but does not lead to catas-
trophic consequences.

a media server, which provides video content and dynamically reduces the
quality of the offered video streams, when a too high number of clients are
connected. The failure to support high-quality/fidelity video content to all
connected customers, only reduces the quality of the service. However, the
service quality can be characterized as sufficient, because the customers can
still watch the video stream without image freezes or frame skipping (see
Figure 1.3).

The characterization of systems into hard, firm and soft real-time, mainly de-
pends on the requirements as defined by the architect. The cost vs. the performance
of a system is the trade-off that is usually solved by system architects finding the
optimal solution by balancing this trade-off. When an architect needs to balance
between cost and system performance, he can re-define a system from firm to soft
real-time, or vice versa.

1.4 Distributed systems

The examples given earlier about cars and avionics are typically implemented as
a network of communicating computer systems. Such architectures are called dis-
tributed systems, because the computing tasks and responsibilities are distributed
among multiple computer system nodes. A distributed system consists of several
processing nodes (computers) that communicate through network infrastructure by
passing messages. The main feature of a distributed computer system is that from
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Figure 1.3: Architecture of a scalable video stream server and client system. In case of increased
load on the server or at the client side (multiple client connections leading to reduced bandwidth per
client), the delivered video resolution may be reduced by offering different video resolution formats
(low, medium, standard and high resolution). Missing of a deadline does not lead to terminating the
service delivery, but only to reduction of the delivered quality.

a HW point of view, the processing machines are autonomous, while from a SW
point of view, the users interact with the system as if they were operating a sin-
gle computer. Distributed systems enable a number of advantages compared to
single-node computer systems. First, distributed systems offer increased process-
ing resources, due to the availability of multiple processing nodes. Additionally,
distributed systems increase the redundancy when parts of a system fail and they
provide better scalability compared to centralized systems, since they can be easily
extended in functionality with additional components.

Recently, distributed systems have become steadily more popular and they are
used in supercomputer clusters (scientific computing), in distributed manufacturing
systems (automated assembly line), in the Internet, in multi-player online gaming
and in computer networks.

Distributing tasks over multiple nodes implies the consideration of an impor-
tant system aspect: communication delays. For example, when an application
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Task_1000

Task_601_800

Figure 1.4: Example of parallel distributed system. The Task 1000 represents 1,000 tokens (work units
to process) which are equally distributed to the processing nodes.

is executed on a distributed system, the execution may occur at multiple nodes
which are communicating (sometimes partial) results via the communication net-
work. Each SW component executed in a separate node yields an execution time
(when executed in isolation), which can be used for the overall performance anal-
ysis of the system. Depending on the input data, each task yields three different
execution times: worst-, average- and best-case execution time. However, when
executed together with other tasks, task interleaving due to different scheduling
policies and the communication delays between those tasks affect the total time
needed for accomplishing each task. In this thesis we refer to total task delays (of-
ten called end-to-end delays) as a task response time. Similarly, for the execution of a
scenario, which may involve one or more tasks, we define the scenario response time,
as the end-to-end scenario execution time. This definition is used because we want
to differentiate from the actual task execution times (executed in isolation), which
are used in the overall response time analysis and later performance analysis of the
whole system. When tasks are executed in separate nodes, the delay in response
time will accumulate because of the individual contributions of node-to-node com-
munication delays.

1.5 Design Space Exploration

The design of a computer system is a complex task, requiring plethora of design
choices to be made. Such design choices are the selection of the SW and the HW
components, the definition of functional and non-functional system requirements,
as well as the shape and the outer design, weight, etc. The design decision has to
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rely on a systematic exploration process, where each system implementation is a
combination of design choices (system factors of freedom). However, this process is
rather complex, due to the vast number of design choices to be made and influence
the performance of the system in different objectives.

Finding the best performance of a distributed system with high-computing re-
sources but with little distribution of tasks, versus a system with less computing
resources but intensive task distribution and communication with the involved de-
lays, is a challenging issue. A tradeoff analysis between the system objectives is
required for selecting the system architecture that fulfills the predefined require-
ments. An automated design space exploration (DSE) will enable exhaustive search
in the design space and enables an effortless convergence to an optimal solution-set.

The DSE challenge will be addressed in various chapters of this thesis, involving
system modeling, performance analysis and architecture optimization aspects. In
the following section, we discuss the overall system objectives that need to be taken
into account in Component-Based Real-Time Distributed Systems (CB-RTDS).

1.6 System objectives

For the performance evaluation of a newly composed system, a number of specific
system objectives needs to be defined. In this research, we define system objectives
as the system cost, robustness, timeliness, real-time requirements and utilization of
the processing and network resources. The next paragraphs provide short descrip-
tions of these system objectives.

Platform Cost. The platform cost is one of the most important system objectives
for the composition of a computer system. The higher the cost for the development
of a computer system is, the lower the profit becomes. Additionally, the price of
a product is not only determined by the marketing policy and the development
cost of the product, but also from the competitors that produce similar computer
system(s). Therefore, system architects pursue a reduction of the actual cost of a
computer system, while preserving the system performance as much as possible.

Robustness. The robustness of a real-time system is a factor of high importance,
especially for systems with hard real-time requirements. In general, robustness rep-
resents the performance of a system when the system is executed under overload
conditions, or are subject to false data inputs from broken sensors, etc. Robustness
is a metric of which the definition depends on the application area of the com-
posed system, thus the robustness objective can be formulated in different ways.
For instance, the robustness of an avionic computer system [3] is perceived as the
tolerance for injected fault data in the system. Alternatively, the robustness of a car
radio navigation system [4] examines whether the real-time requirements are still
met under overload conditions (in certain scenarios the input stimuli can be very
high, leading to overload).
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Timeliness. As mentioned in Section 1.3, real-time systems should execute the
system scenarios within pre-determined time boundaries, which are defined as
deadlines of execution scenarios. In many cases, the violation of a deadline in a
real-time system evaluates the system as insufficient. Therefore, for real-time sys-
tems, the system objective timeliness (meeting the real-time deadlines) is the most
important metric for its evaluation.

Resource utilization. In a few cases, the HW resource utilization (CPU, BUS, net-
work) plays a definitive role in the system performance, especially when the system
is executed under overload conditions. System designers prefer to build computer
systems that minimize the HW resource utilization. Especially for systems incor-
porating sporadic input triggers, e.g systems controlled by human interaction via
pressing buttons, the workload of the system cannot be accurately predicted when
sporadic events occur with unpredictable and undefined periodic inputs.

The described system objectives can be found back in this thesis in numerous
ways, as they are guiding the development and finding of optimal architectures.
This approach is also exploited by our tools for the use cases deployed at the end
of this thesis.

1.7 Problem statement and research questions

Our research is devoted to automated Design Space Exploration of Component-
Based Real-Time Distributed Systems (CB-RTDS). For the Design Space Exploration
(DSE) of such systems, specific challenges need to be addressed, due to the diverse
architecture properties that is inherently owned by each different system category
(component-based vs. real-time vs. distributed). The performance prediction of a com-
posed system needs to be accurate, avoiding any system implementation that does
not fulfill the real-time requirements. Moreover, the DSE is required to be broad
and extensive, supporting multiple HW and SW components. The composition of
a system is based on the deployment of SW and HW components in a component-
based modeling approach. This approach needs to support the intrinsic properties
of SW and HW, as well as the system specifications. Regarding the distributed
systems domain, the DSE should support network infrastructure and wireless com-
munication media and protocols, thereby providing design flexibility to the system
architect. The challenges addressed are posed as research questions are listed in the
following subsections and mainly derived from the system characteristics of CB-
RTDS. Each of the following subsections first presents the challenges in a field and
then poses the associated research question(s) related to that field.

1.7.1 SW component profiling and modeling challenges

For accurate and reliable performance analysis, explicit and detailed SW and HW
component models are indispensable. The performance models should support the
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intrinsic data of the HW usage, such as cycle-accurate processor allocation, cache
load, bus usage, network and memory load.

Such cycle-accurate SW component models act as reliable sources for the perfor-
mance analysis of the complete system. However, the exploitation of these highly
accurate metrics throughout the performance analysis phases is not an easy task.
The analysis of the cache usage is difficult to be incorporated for the system wide
analysis, since there are multiple reasons why the cache content changes at high
rate (scheduling, interrupts, etc.). Moreover, the initial HW aspects of the CPU,
such as the cache hierarchy (number of levels, size) and bus frequency (communi-
cation between CPU and RAM) influence the computation delays. All the above
lead to the following research questions.

RQ1a: How to obtain resource models that incorporate cycle-accurate performance metrics
and which performance metrics should be selected?

RQ1b: Due to the large diversification of SW and HW components and because their com-
bination (mapping of SW onto HW) results to different resource models, is it possible to
reduce the manual effort on the composition of those models, thus limiting the human effort
and increasing the availability of resource models for all possible HW components?

RQ1c: How to combine cycle-accurate resource models of components in order to obtain a
high accuracy for system performance predictions?

1.7.2 Performance analysis methods

When establishing a reliable assessment method for CB-RTDS, both computation
and network delays need to be taken into account. The majority of the perfor-
mance analysis tools for CB-RTDS are based on simplistic computation and com-
munications models, thereby focusing more on the scheduling and synchroniza-
tion schemes than on the accuracy of the computation and communication delays.
Both delay types are difficult to analyze and predict simultaneously, due to their
following intrinsic properties. In order to accurately predict computation delays,
low-level performance metrics (execution cycles, cache misses, memory accesses)
need to be considered, mapped on specific HW nodes. Moreover, possible conflicts
of process/operations, competing to access the same processing resources, influ-
ence the computation delay, which makes the prediction even more arduous. The
communication delays are influenced by the network media (wired, wireless), the
incorporated network protocols and the network load.

The computation and communication delays are strongly dependent on the
specification, the requirements and the system architecture of a CB-RTDS. The ex-
act triggering moment of an operation influences the network congestion, indicating
that the computation delays affect the network delays and vice versa, establishing
a mutual dependency. Both computation and communication delays feature joint
intrinsic properties, while having a mutual dependency, which makes their inte-
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gration in one performance analysis method a challenging task. Based on these
observations, we formulate the following research question.

RQ2a: How to integrate both computation and network load and delays in one performance
analysis method, aiming at a high accuracy of the performance prediction?

The performance analysis methods can be classified in two main categories: ana-
lytical (formal) methods and simulation techniques. Analytical methods provide
WCRT (Worst-Case Response Time), but do not output detailed execution time-line
data. On the other hand, simulation techniques are not able to provide a guar-
anteed WCRT, but they feature time-line data and ACRT (Average-Case Response
Time) performance metrics. Moreover, analytical performance analysis methods
can be executed within a few seconds due to their algorithmic approach, while the
simulation techniques may require substantial time span (from minutes to days) to
get statically relevant data. Ideally, a performance analysis method should provide
a guaranteed WCRT, alongside with detailed execution time-line data and ACRT.

A majority of the performance analysis methods focus either on formal or on
simulation-based analysis techniques, while a minority supports both. However,
applying both types of analysis simultaneously in each architecture alternative re-
quires a substantial processing time, leading to the next research question.

RQ2b: How to obtain guaranteed WCRT, ACRT and execution time-line data, while limit-
ing the performance analysis processing time?

1.7.3 Optimization challenges

Multiple quality objectives are relevant for determining a real-time system. More-
over, due to our aim to deal with component-based distributed system architectures,
the design space and the number of architecture alternatives that need to be gener-
ated and analyzed is radically increased. All the architecture alternatives are ana-
lyzed to their performance for specified pre-defined system objectives. The system
objectives are examined for their Pareto-optimality defining the optimal solution-
set. However, a part of the obtained Pareto-optimal solutions are more interesting
for the system architect, due the system specifications. For instance, the robust-
ness of a system may be more significant than the cost (military equipment), thus
a guided generation of interesting alternatives can be provided. Additionally, the
automated generation of different alternatives should search and provide global
optimal solutions, without getting trapped/halted in local optima. Based on these
observations, the following research questions arise.

RQ3a: Which heuristic fits best for generating architecture alternatives for CB-RTDS, fea-
turing fast convergence to the Pareto-optimal solution-set?
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RQ3b: Can this heuristic avoid getting trapped in local extrema and provide global-optimal
solutions?

RQ3c: Can the architect tune the heuristic, such that it generates architecture alternatives
that perform best in the most significant system quality objectives?

The following chapters are addressing and exploring the posed research ques-
tions. The exploration commences with presenting the state-of-the art research
work, dealing with part of the aforementioned research questions. Then, the work
flow is segmented into four different phases, where in each phase a number of the
above-mentioned research questions is answered.

1.8 Outline and scientific background

This section provides an outline of the following chapters and the scientific back-
ground of each chapter. Figure 1.5 visualizes the layout of the thesis, which is briefly
summarized now. After the introduction and presentation of related work, Chap-
ter 3 provides an overview of the complete ProMARTES DSE framework for design
space exploration. This framework contains four design and analysis phases which
are individually addressed in the succeeding Chapters 4-7. These four phases are
found in the principal block Process design and consist of Profiling and Modeling,
Architecture Composition, Performance Analysis and Architecture Optimization.
The second principal block of the thesis is devoted to validation and case studies.
In the block non-automated studies, Chapters 8 and 9 describe cases with navigat-
ing robots which are gradually extended. In the second validation block for an
automated study, Chapter 10 addresses a complicated case study to find the best
architecture by using the automated architecture composition module of the Pro-
MARTES DSE framework. It is indicated in the diagram that this automated result
can also be obtained by directly using the framework of the principal block Process
design without passing through the non-automated case studies.

In the sequel of this section, we briefly summarize each chapter and indicate
the scientific publications used as background.

Chapter 2 discusses the research on profiling, architecture composition, per-
formance analysis and optimization of real-time distributed systems. The chapter
first discusses the system architecture modeling approaches for computer systems
and presents their advantages and limitations. Based on the system modeling ap-
proaches, the chapter presents a number of the most valuable architecture compo-
sition and performance evaluation approaches. The strong and weak points of each
approach are discussed and the final section summarizes the scope of the approach
followed in this thesis.

Chapter 3 introduces the ProMARTES DSE framework and provides its overview.
The ProMARTES framework is composed of four phases that are in detail discussed
during the Chapters 4, 5, 6 and 7. Chapter 3 further presents the interconnections
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Figure 1.5: Thesis overview indicating the structural layout and the connection between the chapters.

between the individual phases of the DSE. The overall framework was published
in the demo session from the FDL 2014 Conference and included in the conference
proceedings [5].

Chapter 4 presents the ProMARTES profiling and the resource modeling method
for SW components which are mapped on specific HW platform(s). This method
is supported by the developed ProMo tool, which generates cycle-accurate resource
models in a semi-automated way. The composed resource models are placed in a
repository for later use during the successive ProMARTES DSE phases. The content
of this chapter was presented in the SEAA 2012 Conference [6] and published by the
IEEE Computer Society.

Chapter 5 details the system architecture composition phase as part of the Pro-
MARTES DSE framework. The architecture composition is based on three different
stages: scenario definition, platform composition and SW/HW mapping, which
are presented in detail. The ProMARTES framework enables semi-automated sce-
nario definition and parallel development of different stages, thereby enabling fast
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prototype composition. The core of this chapter is included in several of our scien-
tific publications (see [7], [8]). The most complete research work that includes the
semi-automated definition of system scenarios and the graphical-aided architecture
composition, is presented in a journal paper from the Elsevier Journal of System and
Software [9].

Chapter 6 elaborates the performance analysis approach incorporated by the
ProMARTES toolkit. This chapter initially presents two types of performance pre-
diction analysis (formal and simulation-based analysis), discussing the advantages
and limitations of each type. The ProMARTES performance analysis framework
considers a hybrid analysis method, which involves computation and communi-
cation performance analysis in a dual-analysis scheme. The initial performance
analysis framework that combines formal and simulation-based techniques was
presented in the proceedings of the SERP 2013 Conference [10]. A more advanced
performance analysis framework including a real-world problem case study, has
been published in IEEE Computer Society [7] of the FDL 2013 Conference. This paper
was selected as one of the best papers in the conference and an extended version
was re-published as a book chapter by Springer [8].

Chapter 7 proposes an automated architecture generation (composition) frame-
work. This framework automates the architecture composition process, easing the
design space exploration for the identification of the optimal system architecture.
Two different optimization heuristics are discussed. Based on the CB-RTDS prop-
erties, this chapter presents a number of amendments to the aforementioned op-
timization heuristics, which enable promising architecture alternatives generation,
while speeding up the convergence to Pareto-optimal solution-set(s). The content
of this chapter has been presented on the SEAA 2014 Int. Conference and published
by the IEEE Computer Society [11].

Chapter 8 introduces a challenging real-world case study of an autonomous
navigating robot system for validation. This case study is used for the evaluation
of the first three phases of the ProMARTES framework. Three different architecture
alternatives are composed and tested for analyzing their performance. The perfor-
mance prediction is validated by conducting a comparison between the predicted
and the actual performance measurements.

Chapter 9 extends the case study of Chapter 8 with a more advanced setup,
where three robots autonomously navigate through the space, while composing
a global map. This setup incorporates additional real-time execution scenarios,
thereby requiring additional processing resources. Four different architecture alter-
natives are composed and applied to performance analysis and the best-performing
alternative is selected manually by the architect for real implementation. This chap-
ter is based on a part of a paper published in Elsevier Journal of System and Soft-
ware [9].

Chapter 10 evaluates the performance of the automated optimization phase
of the ProMARTES DSE framework by re-using the advanced three-robot setup.
Initially, the chapter introduces optimization in terms of factors of freedom, system
quality objectives and configuration of the heuristics, as discussed in Chapter 7. The
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automated DSE has been applied to two different optimization heuristics (NSGA-II
and MOPSO) and their rule-based extensions (see Chapter 7). An overall com-
parison of heuristics is performed, assessing the performance of each heuristic to
identify optimal solution-set(s) within limited exploration time. The content of this
chapter has been presented on the SEAA 2014 Conference and published by the IEEE
Computer Society [11].

Chapter 11 concludes the thesis by presenting the conclusions of each chapter,
evaluating the outcomes of the posed research questions and unveiling an outlook
for the future.
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Chapter2
Related Work

This chapter provides an overview of the research that has been conducted in the past years
on the profiling, composition, performance analysis and optimization of component-based
real-time systems. This research has been resulted in a number of well established frame-
works and tools, which perform the design space exploration of such systems. This chapter
highlights the benefits and the limitations of each framework, thereby defining the roadmap
for our research, aiming at accurate performance prediction and automated architecture op-
timization.

2.1 Introduction

The previous chapter has revealed the significance of the design space exploration
process for Component-Based Real-Time Distributed Systems (CB-RTDS). By de-
tailing the characteristics that are integrated into such systems, we have outlined
the possible challenges to be addressed by potential DSE techniques. The most
important challenges requiring additional attention are the detailed (low-level and
accurate) profiling, automated system modeling and composition, rapid and accu-
rate performance analysis and support for network performance predictions. The
accurate performance analysis challenge includes also the prediction of guaranteed
worst-case response time delays and detailed execution time-line data.

This chapter presents the state-of-the-art DSE frameworks that target CB-RTDS
and their subclasses. A number of the discussed frameworks aims at component-
based systems mapped on a single node, the others support network delays deal-
ing with the analysis of distributed systems. The presented performance analysis
frameworks vary broadly. Some analysis methods are based on formal techniques,
while the others use simulation analysis. Additionally, few approaches consider

17



Chapter 2. Related Work

real-time scheduling policies such as EDF (earliest deadline first), priority-based,
while other approaches support general-purpose schedulers such as Processor Shar-
ing and FIFOs. The presented frameworks form a broad research spectrum, since
they vary in (a) utilizing different performance metrics, (b) the way of modeling SW
and HW components, (c) component composition approaches, and (d) exploration
strategies of design spaces.

The following sections present the related work based on the above-mentioned
categories. The related work in system modeling approaches is discussed. In the
related work resembling our research, we consider both architecture composition
and performance analysis frameworks, as well as frameworks that provide an over-
all DSE. Such frameworks may also support automated architecture optimization
phases.

The chapter is structured as follows. Section 2.2 presents the state-of-the-art sys-
tem modeling approaches for both software and hardware. Section 2.3 deals with
performance analysis approaches. Section 2.4 discusses the automated architecture
optimization approaches as additional modules of the presented performance anal-
ysis frameworks. Finally, Section 2.5 addresses our directions for research in this
thesis.

2.2 System modeling approaches

In the last decade, research work resulted in several innovative methods addressing
the optimal SW/HW component modeling challenge of CB-RTDS. For the compo-
sition of real-time systems, a wide variety of modeling languages have been de-
veloped, such as SysML, SPT for UML, MARTE, AADL, PCM and Robocop. Most
of these modeling languages are based on the XML framework for simplicity rea-
sons, since XML features a hierarchical modeling representation through the XML
format. The existing parsing XML libraries ease the information extraction and the
metamodel transformations. The particular structure of each modeling language is
often based on XML schemes, defining the constraints on the structure and the con-
tent of each modeling language. In the sequel, we will outline the most important
modeling languages that further support the performance analysis of CB-RTDS.

2.2.1 SysML

SysML [12] is a UML profile for specifying, analyzing and verifying complex sys-
tems, which may include hardware, software, information, personnel, procedures
and facilities. SysML is a general-purpose visual modeling language for system
engineering applications, supporting the specification, analysis, design, verification
and validation. However, due to its general-purpose substance, SysML does not
provide sufficient primitives for the real-time systems domain.
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2.2.2 SPT

SPT (Schedulability, performance and time) [13] is a first profile extension for UML,
which supports the design and modeling of real-time embedded systems. SPT
is focusing on quantitative analysis and on enabling interoperability among the
different analysis and design tools. It supports modeling aspects such as timing
requirements, resources, performance attributes, etc. SPT offers a wide range of
primitives for modeling resources (Resource, ResourceUsage, ResourceManager, etc.),
but these primitives are fully abstract without being explicitly specified. The SPT
profile is the basis for further development of the MARTE profile. The SPT profile
lacks support of HW resource attributes, safety analysis, etc.

2.2.3 MARTE

The MARTE profile [14] is the replacement of the SPT profile for UML, providing
extra HW resources types and attributes and enabling detailed HW resource mod-
eling. The MARTE profile provides facilities to annotate models with information
required to perform specific analysis. The main focus of the MARTE profile is per-
formance and schedulability analysis of real-time systems. Moreover, it features a
general framework for quantitative analysis providing the basis for further exten-
sions that may support other kinds of analysis such as safety, reliability, etc. The
main advantages of using MARTE for modeling real-time systems are that it: (a)
provides a common way of modeling HW and SW components, (b) offers interoper-
ability between development tools used for specification, design, verification, code
generation, etc., and (c) enables support for quantitative prediction analysis taking
into account both HW and SW aspects.

Despite the coverage of rich primitives, MARTE lacks detailed resource mod-
eling metrics, such as instructions and cycles retired, as well as cache misses. The
latter can be addressed with extended versions of MARTE, which integrate addi-
tional primitives. Despite the fact that MARTE is a very well established modeling
profile for real-time embedded systems, it is not yet supported by large variety of
third-party tools, due to its young age. In most of the cases, a specific tailoring is
required to apply MARTE models in third-party tools.

2.2.4 AADL

The AADL modeling language [15] was proposed by the SAE International commit-
tee and enables the modeling of SW and HW components for real-time embedded
systems. AADL is widely used for system prototyping by the industry in the au-
tomotive and avionics domain, since it provides rapid system prototyping and is
supported by many composition and analysis tools. AADL graphical editors are
available for system modeling, either as Eclipse plugins or as stand-alone IDE en-
vironments (Osate [16]). A variety of tools for schedulability and simulation, as
well as reliability and safety analysis, have been developed by the research com-
munity. This makes AADL an attractive option for the composition and analysis
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of component-based architecture systems. However, AADL models are operating
at high abstraction levels and, therefore, do not provide cycle-accurate and detailed
modeling primitives.

Based on the aforementioned modeling profiles, numerous composition and
evaluation approaches have been proposed. The following section discusses the
state-of-the-art architecture composition and performance analysis methods.

2.3 Performance analysis approaches

This section presents a number of well-known performance analysis and DSE ap-
proaches for computer systems (superclass of CB-RTDS). These approaches are
categorized, depending on the type of system, the composition and the analysis
method. Regarding the modeling of systems, a few approaches focus on specific
real-time systems, whereas others cover broader system types. The composed sys-
tems are analyzed by either simulations, or by formal analysis, or the combination
of these analysis techniques. Part of the approaches support modeling and analysis
of distributed systems, while other mainly focus on the real-time domain, support-
ing state-of-the-art real-time scheduling policies and non-functional requirements.
In the sequel, we will present a few performance analysis approaches, thereby fo-
cusing on the analysis method and its advantages and limitations. Finally, we will
concentrate on state-of-the-art DSE approaches that integrate both modeling and
performance analysis of computer systems.

This section discusses the performance analysis approaches that are currently
explored by the research community. These approaches focus on the transformation
of the defined system models (UML, MARTE, SPF, PCM) into performance models
enabling system performance analysis.

2.3.1 CB-SPE

The CB-SPE (Component Based Software Performance Engineering) tool has been
presented by Bertolino et al. [17]. CB-SPE supports system modeling by utilizing
the UML-SPT profile, which is the predecessor of the UML-MARTE modeling pro-
file that we have presented in Section 2.2. The CB-SPE consists of two layers: the
component layer and the application layer. In the component layer, the component
developer defines the component specification composing the related interfaces and
their required resource demands (CPU demand, communication delay) with respect
to platform parameters. The components are then stored into the component repos-
itory and they can be later used in the application layer by the system assembler.
In the application layer, the system assembler selects the required components that
fulfill the system requirements (functional and non-functional). Then, the assembler
defines the system scenarios and the execution platform by specifying the resource
types (CPU, network, devices, etc.), as well the scheduling policies.

The CB-SPE analysis tool integrates the Best-Worst case analyzer, which analyti-
cally computes an optimistic and a pessimistic bound on the expected performance
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of each component. After these bounds are computed, the system model is used as
input in the Model Generator module, generating two types of performance models:
a stand-alone performance model (Execution Graph (EG)) and contention-based
performance model (Queuing Network (QN)). The stand-alone performance model
is analyzed by the EG Solver module, using standard graph-analysis techniques
computing the average response time. The contention-based performance model
(QN) includes the software behaviour, modeled by the EG and the deployed com-
ponents on the execution platform. The QN model is analyzed by the RAQS [18]
(Rapid Analysis of Queuing Systems), which is a model solver developed by the
Oklahoma State University. It provides more precise CPU demand/elapse time and
communication delays because it includes the waiting times for the contended re-
sources. This approach is the fundamental basis of future component-based perfor-
mance analysis methods. This is because of its hybrid analysis method, which is the
combination of different analysis approaches, promising complete and precise per-
formance analysis predictions (resource utilization, best-, average-, and worst-case
delay). However, the component models specifications and the specific resource
demands are modeled in time delay, reducing the portability of these components
to different platforms. Moreover, the network delay for the transmission of data
from a component, being modeled as static delay (specifically for wireless infras-
tructure), substantially reduces the performance prediction accuracy, because it is
dynamically dependent on the resource load at the moment of the transmission.

2.3.2 NICTA

Another analysis method for component-based systems has been proposed by Liu
et al. [19]. This approach considers parametric performance models, depending on
the platform on which the components are executed. In order to support the porta-
bility of the EJB software components on different platforms, the author proposes
a benchmark that can be used for fine-tuning the parameters of the performance
models. This type of performance analysis prediction is achieved by the use of a
solver for QNM (Queuing Network Model).

2.3.3 TADL

An event-based language for timing analysis was earlier proposed by Klobedanz
et al., the Timing Augmented Description Language (TADL) [20]. TADL is used for
applying performance analysis on a speed-adaptive steer-by-wire system of which
the model is based on AUTOSAR [21] components. The proposed analysis exploits
performance attributes like load, latency and throughput, using schedulability anal-
ysis by utilizing the SymTA/S timing analysis tool [22]. Finally, by using the op-
timization module and evolutionary algorithms that the SymTA/S provides, the
author manages to improve the initial system architecture, which reduces the re-
sponse time by tuning the number of nodes, the task mapping and the scheduling
policies. However, AUTOSAR components lack high-detail performance attributes
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and as a consequence, the resource demand is expressed as time delay. Moreover,
the formal analysis method may provide rather pessimistic performance predic-
tions, making this approach suited for hard real-time systems only. Last but not
least, the case study that was used, looks too simple, containing only five tasks
and one end-to-end deadline, limiting the design space and the different number of
architecture alternatives.

2.3.4 ArcheOpterix and Osate2

Another approach focusing on performance analysis of real-time embedded sys-
tems (avionics, automotive domain, etc.) was proposed by Aleti et al., called the
ArcheOpterix [23] tool. ArcheOpterix is an extensible tool, which can be used
for the performance analysis and the architecture optimization of CB-RTDS. It is
based on the AADL modeling language that we have discussed in Section 2.2. It
is able to analyze the performance of component-based systems by incorporating
possible communication delays between the components. Additionally, it supplies
an optimization plugin for automated generation of architecture alternatives, us-
ing evolutionary algorithms or simulated annealing techniques and identification
of the optimal system architecture for different objectives. However, the lack of
cycle-accurate modeling primitives (AADL) may decrease the performance predic-
tion accuracy of newly composed systems, when different platform specifications
(CPU, cache, scheduling policies) are chosen. Lasnier et al. presented the AADL
toolset, called Osate2, that supports system models based on the AADL modeling
language. The Osate2 toolset provides scheduling, reliability and safety analysis,
while extra plugins enable power and weight analysis. Based on the AADL and
OSATE toolset, additional tools have been proposed in the last decade. Examples of
these are the ADeS enabling system simulation and the Cheddar toolset, allowing
scheduling analysis and supporting real-time scheduling policies (RM, EDF, etc.).
According to our knowledge, the resource models (CPU, data transmission etc.)
used for the performance analysis are simple (expressed in time delays). On top
of this, the AADL modeling language does not consider HW component modeling,
limiting the capability of an extensive and detailed HW platform specification.

2.3.5 PECT

In order to support both scheduling and simulation analysis, Hissam et al. pro-
posed PECT [24]. PECT delivers guaranteed WCRT due to the formal substance of
the analysis and ACRT due to the support of simulation-based techniques. PECT is
based on component composition language (CCL) and supports synchronous and
asynchronous communication, behavioral models as well as composite components.
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2.3.6 CBML and PUMA

In the distributed systems domain, Woodside et al. [25] have presented a method,
called CBML, that supports the composition and analysis of distributed systems.
CBML comprises an extension of the layered queuing networks and, similar to
PECT, enables synchronous and asynchronous calls among the components. Re-
garding the performance analysis, it features both simulation and scheduling anal-
ysis techniques, providing adequate performance prediction attributes for the per-
formance evaluation of the system (end-to-end delays, WCRT, resource utilization,
etc.).

As already mentioned in Section 2.2, abundant system modeling approaches
(AADL, UML, UML-SPT, UML-RT, MARTE, PCM, etc.) have been adopted and
used by system architects, performance engineers and by the research community.
Each different modeling approach applies a transformation from system model sub-
stance to a performance model. This performance model is then used for the perfor-
mance analysis of the system. Various different performance models have been used
and developed by the research community, such as Queuing Networks, Stochastic
Petri Nets, Simulation models, etc. For the performance analysis of a system, the
suitability of a performance model depends on the application area and the speci-
fication of the system. Therefore, as soon as the system architect concludes to the
best-fitted performance model for the system evaluation, a meta-model transforma-
tion method needs to be applied for the translation of a system model representa-
tion into performance model(s).

In order to support multiple types of performance models from one system
model, Woodside et al. proposed the PUMA method [26], for translation of system
models based on the UML-MARTE profile (Section 2.2) into various performance
models. PUMA enables the application of different analysis approaches on prede-
fined system models, when different performance prediction metrics or prediction
accuracies are required. However, this approach considers simple resource models
(delay annotations) for both the computation and communication resources.

Similar to this, Tribastone et al. [27] convert system models based on UML4SOA
and UML-MARTE to Layered Queuing Network (LQN) performance models.

PUMA in cloud. Based on the CBML and the PUMA approach, while dealing with
the performance prediction of cloud storage systems, Woodside et al. [28] exam-
ined the influence of the network delay on the overall system performance. The
system modeling is based on LQN and each task is associated with a static execu-
tion time/delay. The network model does not take into account the low OSI layers,
possible conflicts and retransmissions (network overload), but assumes a static net-
work delay for specific network connections. Moreover, the network model does
not consider wireless communication links, thereby limiting the applicability of
this approach to wired connections. Alternatively, it has to be kept in mind that the
author focuses on cloud storage systems, where the links among the different hops
are mainly achieved through wired connections.
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2.3.7 Palladio and KLAPER

Instead of developing specific solvers or simulators for the performance analysis of
a system, a few system modeling and performance analysis approaches concentrate
on system model transformations from concrete system models expressed in mod-
eling languages like UML, MARTE, PCM, etc., into mathematical representation
models (graphs), such as Petri Nets, Markov chains, Layered Queuing Networks.
These approaches benefit from the existence of highly accurate performance and
reliability analysis tools for obtaining the performance predictions. Methods that
belong to this group are: the Palladio and KLAPER frameworks and the meta-
model conversions proposed by Tawhid et al. [29] and Tribastone et al. [27].

Palladio. Becker et al. proposed the Palladio framework [30], which incor-
porates its proprietary meta-model, called PCM [31]. The PCM instantiations are
transformed into specific performance and reliability models (EQN, LQN, QPN,
SPA). Palladio provides multiple analysis types (analytic, simulation and hybrid)
as presented in [32], supporting different levels of prediction accuracy and analysis
processing delay. As already mentioned, a specific analysis type can be utilized
depending on the application area of the composed system. Due to the transfor-
mation from PCM into Markov chains, Palladio delivers, besides performance, reli-
ability analysis as presented in [33]. The supported scheduling processing policies
by the Layered Queuing Network Solver (LQNS) [34] are Processor Sharing (PS),
First-In-First-Out (FIFO), Priority Preemptive Resume (PPR) and random schedul-
ing, thereby leading to a restricted analysis of real-time systems, where Fixed Pri-
ority (FP) policies or Earliest Deadline First (EDF) scheduling policies are common
practice.

KLAPER. Grassi et al. [35] developed a simulation-based performance analy-
sis, called KLAPER. Similar to the Palladio framework, this method enables the
transformation from proprietary component structure (UML, OWL-S) into desired
performance models, expressed either as Markov chains or as queuing networks,
enabling both the reliability and the performance analysis of the component-based
system model. The performance analysis is being executed with the utilization
of LQNS, thus enabling both analytic (lqns) and simulation-based (lqsim) analy-
sis. The resource models are based on execution time delays and do not consider
intrinsic properties of the processing units, which reduces the accuracy of the per-
formance analysis prediction.

For the communication among the processing resources (network), both Pal-
ladio and KLAPER consider static fixed delays, while not modeling the low OSI
layers. According to our knowledge, both tools do not provide any automated
method for the profiling and the composition of the resource allocation models and
for the generation of the performance models. This intensive task is performed
manually by the component engineer, first by profiling and then by composing the
resource/performance models of the SW and the HW components.
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2.3.8 WNDP

Distributed systems inherently rely on underlying network connections. All afore-
mentioned performance analysis methods neither support distributed systems, nor
the network scheme, which is based on a simple model. Similar to all above-
mentioned approaches, Gonzalez at al. [36] assume a simple model for the network
analysis delay of Ethernet. Unfortunately, the associated tool does not provide
packet delay for WLANs. Existing models for delay performance in WLANs fo-
cus on saturated networks [37][38][39][40], in which the underlying assumption is
the guarantee of always-available packets. The delay performance in saturated net-
works does not suffice, which has periodic traffic that is generated synchronously
amongst the nodes. Our case studies, explained later in this thesis, require synchro-
nization of transmission epochs amongst the nodes, occasionally giving increased
delays due to collisions in hyperperiods. Due to the aforementioned limitations
of the aforementioned performance analysis toolsets, we will develop later a de-
lay predictor for the best-, average- and worst-case communication delays, called
WNDP.

2.3.9 SPL

In component-based software engineering (CBSE) the SW component models are
shipped, alongside with their relative resource models, to system architects who
use them at the system composition and analysis phases. The diversity of different
execution platforms requires the composition of different resource allocation mod-
els for each platform. Moreover, the performance of the SW components is usually
dependent on the input data in those components. Therefore, Tůma et al. [41]
have proposed SPL (Stochastic Performance Logic), which is a mathematical for-
malism for expressing and evaluating performance requirements avoiding platform
dependency. The performance models are described as a unimodal distribution
of execution times for specified workload. Unfortunately, the profiling method (at
least for the presented case study) is based on high-level performance metrics (de-
lay expressed in time spectrum). Low-level performance metrics such as cycles and
instructions retired, cache misses and bus load are included within the execution
time, thereby reducing the resource model accuracy. However, the SPL method is
a general approach and could be possibly applied as a means to obtain low-level
performance metrics, when the required SPL formulas are updated to incorporate
those new metrics.

2.3.10 ISS performance analysis

Pimentel et al. [42] (SESAME framework) and Silvano et al. [43] (Multicube frame-
work) both proposed methods that increase the performance prediction accuracy
by incorporating low-level performance metrics. SESAME and Multicube frame-
works annotate the source code of the SW components with static model-based
performance costs of the corresponding HW platform and simulate the execution
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for obtaining the performance results. Both approaches require the existence of the
source code at the composition phase and therefore, they cannot be considered as
conventional model-based solutions. Moreover, both approaches are using an In-
struction Set Simulator (ISS) for the analysis, requiring substantial execution time
and thereby decelerating the performance analysis. The lengthy method for anal-
ysis limits the use of the automated integrated DSE framework, where typically
millions of architecture alternatives are assessed.

2.3.11 CARAT

In the domain of pure model-based techniques, Bondarev et al. [4] [44] have pro-
posed a solution for the design and performance analysis of conventional compo-
nent-based embedded real-time systems (ROBOCOP components [45]). The ap-
proach is supported by the CARAT toolkit, which synthesizes SW/HW compo-
nent models and then constructs a system model with corresponding execution
scenario models. Afterwards, the composed system models are simulated for ob-
taining system performance predictions for worst-, best- and average-cases of CPU
load, latency and throughput. CARAT supports EDF, RMA and DMA scheduling
algorithms, but it does not support network modeling and simulation. Moreover,
CARAT does not provide a cycle-accurate profiling tool for SW/HW components,
thereby inherently limiting its accuracy regarding the performance analysis of the
composed system.

2.3.12 MPA

In contrast to the above-described simulation- and scheduling-based techniques,
Wandeler et al. [46] have presented a compositional method, incorporating simula-
tion-based analysis for distributed embedded systems. The Modular Performance
Analysis (MPA) approach is modeling resources at a high abstraction layer, while
the performance components are representing the transformation of the input tim-
ing properties to the output timing properties. The modularity of the MPA ap-
proach enables the analysis and the exploration of different mapping and resource-
sharing strategies. As a result, the technique guarantees rapid identification of the
worst-case resource load and latencies. However, intrinsic cycle-accurate execution
properties cannot be incorporated during the analysis. Moreover, the task execution
time-line and interleaving aspects cannot be obtained with this technique.

2.3.13 MAST RT View

Medina et al. [47] have presented the MAST Real-Time View framework for build-
ing and analyzing a real-time system. This approach enables the composition of
the system by using UML modeling diagrams and specific stereotypes for the spec-
ification of three models: the platform model, the logical component model, and
the real-time situation. The platform model integrates HW and SW resources used
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for the execution of the system operations. Such resources are processors, threads,
HW devices, communication networks, etc. The logical component model is used
for the modeling of the processing resource capacity, required for the execution
of the system operations (methods, synchronization primitives, data transfer over
network). The real-time situation models the system workload and the timing re-
quirements of specific system scenarios, by specifying triggering periods (events)
and the functions to be executed within the execution scenarios.

The performance analysis of the framework is based on MAST [36] [48] schedu-
lability analysis and on JSimMAST [49] discrete-event simulation analysis tools.
The analysis tools support performance analysis of single, multiprocessor and dis-
tributed systems in various scheduling policies (fixed priority, preemptive, non-
preemptive, etc.), while offering worst-, average- and best-case response times, as
well as resource utilization metrics and system slack. The framework is evalu-
ated on a distributed system, which is composed of two processors interconnected
through a CAN bus. The MAST RT View framework features a number of advan-
tages: (a) the modeling part is based on UML and enables independent modeling
of platform models, logical operations and real-time situations, (b) the framework
incorporates a set of well-established performance analysis tools, the MAST and
the JSimMAST. However, the current framework does not support other than fully
predictable packet-based or character-based network infrastructure. Moreover, to
our knowledge the framework does not integrate a profiling method that incorpo-
rates cycle-accurate resource models, which can be used for the computation of the
normalized worst-, average- and best-case execution times of the involved opera-
tions. The MAST RT View framework has been later updated [50] [51] to support
the MARTE modeling profile [14], enabling further detailed modeling of SW and
HW platform specifications, as presented in Section 2.2.3. The MAST RT View
with MARTE modeling is the principal infrastructure used and extended by the
ProMARTES framework (presented later).

2.3.14 Summary and overview

Table 2.1 summarizes the specifications, in terms of modeling and performance
analysis, of the state-of-the-art system composition and performance analysis frame-
works and illustrates a comparison with the ProMARTES framework. The latter one
is added for completeness as it is the main topic of this thesis, but our proposal sep-
arates itself from most of the existing frameworks due to its cycle accuracy, support
to low OSI layers and wireless network connections (the separation is indicated by
the double line in Table 2.1). All the current composition and performance analysis
frameworks consider simple resource models based on execution and communi-
cation delays. Moreover, the generation of these resource component models is
being performed manually by the SW component engineer, requiring substantial
effort and time for covering multiple existing SW and HW component instances.
Regarding the performance analysis, a number of frameworks support simulation,
analytic-based, or both types of performance analysis techniques. However, all
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Modeling Resource Performance Analysis
Schema models Computation Communic.

CB-SPE UML-SPT Delay, Ma QN No OSIb

NICTA UML Delay, M QN No OSI
ArcheOpterix AADL Delay, M DeSi No OSI
Cortelessa et al. UML-RT Delay RRT Sim. No OSI
PECT CCL Delay, M Sched.&Sim. No OSI
CBML/PUMA CBML/XML Delay, M LQNS/LQSim No OSI
Palladio PCM Delay, M. Anal./Sim. No OSI
KLAPER UML Delay, M Anal./Sim. No OSI
CARAT Robocop Delay, M Sim. -
MPA UML/SysML Delay, M Anal. -
MAST Real-Time View UML Delay, M Sched.&Sim. No OSI

ProMARTES MARTE Cycle-Acc.c, Ad Sched.&Sim. OSIe, Wsf

aManual composition of resource model.
bDoes not support OSI layers.
cCycle-accurate resource model.
dAutomated composition of resource model.
eSupports low OSI layers.
fWireless communication link.

Table 2.1: Comparison of the architecture composition and performance analysis frameworks.

frameworks lack cycle accuracy in the performance analysis, because of the absence
of cycle-accurate resource and performance models. Moreover, most of the frame-
works deal with network delays and do not consider the additional communication
delays caused by packet retransmissions (collisions). Additionally, the presented
frameworks do not support wireless communication links between the processing
nodes and various communication protocols, which limits their application only to
wired communication links and to limited communication protocols.

2.4 Architecture optimization modules

As already mentioned, several presented architecture composition and performance
analysis frameworks support automated architecture optimization modules, which
are presented in this section. To enable automated DSE of component-based real-
time systems, a number of the above-mentioned architecture composition and per-
formance analysis frameworks support automated architecture optimization mod-
ules. This section presents optimization approaches as the last DSE phase. The ma-
jority of the optimization methods are based on variations of genetic algorithms [52],
like SPEA2 [53], NSGA-II [54] and simulated annealing techniques [55]. One of
the optimization frameworks supports the Particle Swarm Optimization (PSO) [56]
heuristic, which appears to be effective in identifying optimal architecture alterna-
tive solution-set(s) in limited exploration time.
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2.4.1 SESAME

Pimentel et al. [42] [57] have presented the SESAME framework, which integrates
an automated DSE method based on the SPEA [53] genetic algorithm. The au-
thors propose a method that prunes the design space by checking valid architecture
alternatives prior to performance analysis of those alternatives. The system perfor-
mance objectives are obtained from performance analysis that uses an Instruction
Set Simulator (see Subsection 2.3.10). This analysis method decelerates the DSE pro-
cedure, requiring substantial analysis time. Moreover, the composition of the initial
population is random and the crossover and mutation operators do not guarantee
convergence to the Pareto-optimal solution-set in short exploration time. On top of
this, the optimization approach is not guided to specific system objectives, so that
the generated architecture alternatives cannot be easily tailored to the requirements
of the architect.

2.4.2 ArcheOpterix

ArcheOpterix [23] is an optimization framework developed for DSE of embedded
systems modeled in the AADL modeling language. This optimization approach
works only with two system quality objectives (for the presented case study), lim-
iting itself to system reliability. However, the optimization heuristics are based on
genetic algorithms, which support multi-objective optimization.

2.4.3 PerOpteryx

PerOpteryx [58] [59] is a DSE framework developed for supporting the aforemen-
tioned Palladio Component Models (PCM) [30]. As already mentioned, the perfor-
mance evaluation of the system can be determined either by simulation (SimuCom),
or by formal-based analysis (LQN solver). However, the LQN solvers provide only
mean values compared to the simulation-based analysis. The case study [60] used
for the evaluation of the framework is based on a process control system (PCS),
which is a distributed system used for managing time-dependent industrial pro-
cesses. This system periodically collects sensor data like temperature, flow and
pressure, processes and visualizes them. The performance of the system is eval-
uated by using three system quality objectives: cost, response time and system
reliability. The architecture optimization supports only genetic algorithm heuris-
tics, like NSGA-II and SPEA2, which are supported and included into the OPT4J
meta-heuristic framework. To our knowledge, similar to SESAME, the optimization
is not guided and the initial population is randomly generated, thereby requiring
substantial time to generate alternatives fulfilling the system requirements.

2.4.4 AQOSA

AQOSA (Automated Quality-Driven Optimization of SW Architecture) [61] [62] is
an automated optimization framework, which can be used for optimization of SW
systems. AQOSA supports only genetic algorithm heuristics, since it is based on
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the OPT4J optimization framework [63]. In the case study presented in [62], the
framework is used for architecture optimization of the mapping of SW components
on a multi-node embedded system. This case study defines a five-dimensional opti-
mization problem considering five system quality objectives: BUS utilization, Cost,
CPU Utilization, Response time and Safety. The performance analysis of the system
is conducted with Queuing networks, but the resource models are rather simple,
solely expressed in time delay. Moreover, other promising heuristic approaches,
like Particle Swarm Optimization, are not supported.

2.4.5 Multicube explorer

Multicube explorer [43] is an open-source framework for DSE of multi-processor
systems (see Subsection 2.3.10). Multicube performs DSE by supporting multi-
objective Particle Swarm Optimization, genetic algorithms and simulated anneal-
ing optimizers, thereby enabling selection of the appropriate heuristics, depending
on the problem to be solved. The performance analysis of the designed system is
implemented by simulation techniques. The performance measurements are orga-
nized in XML schemes, and analyzed with respect to Pareto-optimality. Ykman-
Couvreur et al. [64] use the Multicube explorer in a case study for the identification
of the optimal system architecture of an MPEG-4 video encoder. This case study
strives for identifying the optimal system architecture in terms of power consump-
tion and performance trade-offs.

2.4.6 Overview of the optimization methods

The genetic algorithms obtain a solution-set after a single iteration, which forms an
attractive heuristic option for system architecture optimization. As shown in [65]
and [66], NSGA-II converges to an optimal solution-set two times faster than the
SPEA2 heuristic [67], while providing better performing solution-set(s) for the map-
ping of applications on multiprocessor systems. The particle swarm optimization
heuristics [56] are extended to support multiple objectives, e.g. MOPSO variant [68].
An advanced version of the MOPSO, called OMOPSO (Optimal MOPSO) [69], im-
proves the convergence speed to optimal solution-set(s) compared to its predeces-
sor. As shown in [70], OMOPSO is highly competitive compared to the NSGA-II op-
timization heuristic. Chapter 7 describes in detail the aforementioned optimization
heuristics and provides a number of extensions for their performance improvement.

2.5 Conclusions

This chapter has presented the state-of-the-art existing approaches that deal with
(a) resource modeling, architecture composition, (b) performance analysis and (c)
architecture optimization of component-based systems. The architecture composi-
tion part is involved in both resource modeling and performance analysis phases.
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The conclusions of this broad discussion are segmented into the previously
mentioned design phases of CB-RTDS.

(a) Resource modeling
All the presented approaches support real-time attributes and consider both SW
component modeling and HW resource modeling. The majority of the approaches
use the standard XML language to describe hierarchical modeling representation.
A broad comparison of the approaches reveals that few approaches miss real-time
attributes, while the majority supports attributes for real-time deadlines and peri-
odically triggered events. However, all approaches do not support cycle-accurate
resource models, while their resource models are generated manually and are ex-
pressing performance in terms of time delay. Unfortunately, the broadly used
SysML modeling language does not support real-time system aspects and quan-
titative analysis metrics. With respect to the upcoming performance analysis, the
approaches for the composition of the resource models do not consider a profil-
ing method that enables fast and cycle-accurate component profiling and resource
modeling, thereby requiring manual composition of resource models.

Based on the comparison, we have concluded that the MARTE system modeling
profile is the most attractive candidate for the specification of a component-based
real-time system for the following reasons.

1. MARTE supports a more accurate modeling of both SW and HW components,
by incorporating various SW and HW stereotype attributes.

2. MARTE enables quantitative prediction analysis and features interoperability
between development tools (specification, design, verification, code genera-
tion).

However, MARTE does not incorporate cycle-accurate resource models, but instead
it features great extensibility (profile extensions) because of its UML structure. An-
other disadvantage is that MARTE is not used by various existing analysis methods,
due to its immature stadium. This can be partly solved by adding meta-model con-
verters, which are required for the translation of MARTE models to analysis input
models (performance, verification).

(b) Performance analysis
Regarding the system performance analysis, three different approaches are used:
(1) simulation analysis (ArcheOpterix, RRT, CARAT), (2) schedulability analysis
(MPA, CB-SPE, NICTA) and (3) the combination of both analysis types (PECT,
CBML, PUMA, Palladio, KLAPER). The first two types of frameworks lack vital
performance analysis metrics. The frameworks that support both analysis types do
not consider a method to jointly apply the principles of simulation and schedula-
bility, to obtain accurate and fast results in performance analysis. The existing DSE
tools do not use cycle-accurate resource models, except for SESAME and Multicube
that use instruction set simulators and therefore require substantial execution time
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for performance analysis. As already mentioned, the resource models in the ma-
jority of the DSE methods are rather simple (expressing only time delays), thereby
limiting the performance prediction accuracy. Most of the frameworks for perfor-
mance analysis employ externally provided resource models, which often lead to a
mismatch in the desired and required model attributes.

The next important aspect about discussing performance analysis is networked
node communication, which is essential for the analysis of distributed computer
systems. We have found that the majority of the presented DSE frameworks do sup-
port networked node communication, except for CARAT and MPA. However, none
of the existing frameworks supports packet collisions and message re-transmissions,
hence they consider the network delays as static delays. This significantly hampers
an accurate performance analysis of distributed networked systems. Besides this,
the existing methods do not support wireless communication links between the ex-
ecution nodes, which is even more critical with respect to the previous aspects, as
re-transmissions. In conclusion, the presented approaches for performance analysis
are insufficient for our purpose, but we have adopted the joint exploitation of sim-
ulation and schedulability analysis for designing a novel tool.

(c) Architecture optimization
Several architecture optimization frameworks adhere to the aforementioned state-
of-the-art architecture composition and performance analysis frameworks (MPA,
Palladio, Multicube, SESAME). The majority of the optimization frameworks (SESA-
ME, ArcheOpterix, PerOpteryx and AQOSA) use only genetic algorithm heuristics,
which enable fast exploration of the design space. However, alternative promising
optimization heuristics, like Particle Swarm Optimization (PSO), are not supported.
Only Multicube Explorer supports both PSO, GA and simulated annealing opti-
mizers in one framework. Unfortunately, the majority of the frameworks do not
guide to architecture solutions that are more attractive to the system architect. An
even more important disadvantage is that the presented optimization methods do
not take into account generally accepted practical principles of good system archi-
tecting, so that they require substantial exploration time for obtaining architecture
solutions satisfying the system requirements. Summarizing, although Multicube
Explorer is an attractive tool for optimization, it does not provide us a reliable (but
sometimes occasionally), well-designed architecture in a short period of time.

Key aspects of our solution
In the succeeding chapters, we will discuss a DSE approach for CB-RTDS, where the
distributed system aspect will play an important role. The presented DSE frame-
work is based on the following requirements.

• The framework should offer a uniform system modeling that can be easily
extended and supported by existing modeling and analysis tools.

• The DSE should incorporate cycle-accurate resource models, that can be gen-
erated with minimal manual effort.
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• The framework should involve a GUI-based architecture composition, which
eases and automates where possible, the composition process.

• The method should offer accurate performance analysis and be based on a
complete set of profiling measurements (WCET, BCET, ACET) and perfor-
mance metrics (WCRT, ACRT, execution time-line data), considering both
computation and networked communication features, while supporting real-
time scheduling policies.

• The DSE should enable fast automated generation of architecture alternatives,
while further automating the architecture composition phase and enabling
exhaustive DSE that provides global optimal architecture solutions.
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Chapter3
Overview of

ProMARTES DSE framework

This chapter presents the Design Space Exploration (DSE) framework, called ProMARTES.
The ProMARTES framework aims at the DSE of Component-Based Real-Time Distributed
Systems (CB-RTDS) and consists of four individual phases: Profiling and Modeling, Archi-
tecture Composition, Performance Analysis and Architecture Optimization. These phases
will be presented in detail in the following chapters of the thesis. This particular chapter
provides an overview of the complete framework and the workflow through the individual
phases. The individual phases are then detailed in succeeding chapters.

3.1 Introduction

Chapter 1 has presented the intrinsic properties of the Component-Based Real-Time
Distributed Systems (CB-RTDS), as well as the significance of the Design Space
Exploration (DSE) of such systems. During the DSE process, these intrinsic CB-
RTDS properties feature multiple research challenges, which are distinguished in
4 main categories: (a) SW component profiling and modeling, (b) system modeling
and architecture composition, (c) performance analysis methods, (d) architecture
optimization. These research challenges form related research questions which have
been discussed in Section 1.7.

Chapter 2 has presented the existing research methods dealing with the afore-
mentioned research challenges. More specifically, the chapter focuses on state-of-
the-art DSE frameworks. The majority of these frameworks consider simplistic pro-
filing and resource modeling approaches. A SW component engineer manually
profiles the SW components and composes the related resource models based on
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execution-time delays. Moreover, due to the intrinsic HW properties, the execution-
time delay cannot be considered as a reliable resource metric, since that time delay
embodies execution cycles, cache misses, memory and disk accesses, as well as bus
communication load. Therefore, such resource metrics reduce the validity of the
resource models and reduce the performance prediction accuracy of a prototype
based on these resource models. Several approaches for system modeling exist.
The state-of-the-art methods rely on UML-based modeling schemes, which allow
GUI-aided system modeling through UML class, composite, state-chart and activ-
ity diagrams (Section 2.2). However, the existing UML-based profiles and other
modeling approaches do not incorporate low-level resource attributes (cycles, in-
structions retired, cache misses) and detailed modeling of the intrinsic HW proper-
ties. The state-of-the-art DSE frameworks integrate performance analysis methods
that support either simulation or formal-based analysis techniques, or both of them.
Nevertheless, as mentioned above, the performance analysis is based on simplistic
resource models, so that they lack accuracy. Moreover, the performance analysis
methods that support network performance analysis do not consider low OSI lay-
ers and additional communication delays caused by packet retransmissions. Addi-
tionally, they lack support of wireless network links and communication protocols.
Last but not least, the current architecture optimization techniques for real-time
systems are based on existing optimization methods without taking into account
the unique specifications of such systems. This prolongs the heuristic process and
in combination with non-deterministic performance analysis techniques, it leads to
time-consuming system DSE.

In order to deliver rapid and accurate performance prediction, as well as au-
tomated optimization of real-time system architectures, we have developed the
ProMARTES framework (Profiling, Modeling, Analysis of Real-Time Efficient Sys-
tems). As the name denotes, the ProMARTES framework integrates several indi-
vidual phases and enables automated design-space exploration of CB-RTDS. More
specifically, ProMARTES features four phases: (1) Component Profiling and Mod-
eling, (2) Architecture Composition, (3) System Performance Analysis (Evaluation),
(4) Architecture Optimization (see Figure 3.1).

The ProMARTES DSE approach treats each phase as an equal contributor to the
overall DSE framework. Therefore, for each phase we have devoted an individual
chapter, where we discuss the challenges and the adopted techniques. For each
phase, we deliver state-of-the-art solutions contributing to the overall ProMARTES
DSE framework.

In this chapter, we present the architecture of the ProMARTES DSE framework,
discussing the overall functionality of the framework by integrating all the individ-
ual DSE phases. ProMARTES can be partly or fully applied to every design phase
of a newly composed system. ProMARTES is supported by a relative toolkit, which
integrates already existing and self-developed tools that either deliver specific DSE-
phase functionality (service-oriented), or act as meta-model translation tools for the
interconnection of the service-oriented tools and of the individual DSE phases. The
main contributions of this chapter are the framework and the workflow of the pro-
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posed DSE, as well as the combination of individual meta-model transformation
and service-oriented tools under a complete toolkit (tool-chain) that performs each-
and all-of the individual DSE phases. This chapter provides an overview of the DSE
framework, while the details of each specific DSE phase can be found in succeeding
chapters of this thesis.

The remainder of the chapter is as follows. Section 3.2 introduces the four in-
dividual phases of the ProMARTES DSE framework. In Section 3.3 we present the
component profiling and modeling phase. The presentation of each DSE phase is
based on two scopes: the abstract scope of the framework and the specification of
the toolkit. Section 3.4 addresses the second phase of the ProMARTES DSE frame-
work, detailing the functionality of this phase and then specifying the models and
the tools that have been used for its support. Section 3.5 demonstrates the perfor-
mance analysis methods integrated in the ProMARTES framework and the meta-
model transformation and analysis tools, which support these methods. Section 3.6
overviews the significance and the functionality of the architecture optimization
phase and finally presents the ProMARTES optimization toolkit that performs the
desired functionality. Finally, Section 3.7 concludes the chapter.

3.2 ProMARTES framework

Let us provide a brief description of the functionality that each phase contributes to
the DSE framework.

Component Profiling and Modeling. A component developer profiles the SW
components and composes resource models for each individual component. The
generated resource models are placed into a component repository, along with the
developed components and are used in the subsequent design and analysis phase
for the performance analysis of the composed system model.

Architecture Composition. At this phase, a system architect selects the required
SW components from the repository, and instantiates and connects them to define
system execution scenarios based on functional requirements. In parallel, an ar-
chitect composes a HW execution platform and maps the SW component instances
onto the HW platform, thereby defining the system model. At this phase, an archi-
tect can define multiple architecture alternatives, by varying SW/HW components
and their mapping.

System Performance Analysis. The composed system model is analyzed for
its performance properties. The system is evaluated for specific performance met-
rics such as: worst-case and average-case response times of end-to-end execution
scenarios, resource utilization, throughput and system robustness. The proposed
performance evaluation utilizes a dual performance analysis approach: schedula-
bility and simulation-based analysis. The combination of the previous two analyses
types enables a wide range of performance analysis capabilities. Hence, such a
combined approach will offer a more exhaustive and reliable system performance
evaluation for any serious architecture alternative.
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Figure 3.1: Overview of the DSE approach in four interconnected and flow-dependent phases.

Architecture Optimization. This phase aims at identification of the Pareto-
optimal architecture alternatives that fulfill the system requirements. First, the pre-
dicted performance metrics of each alternative are converted to the system objec-
tives (cost, timeliness, robustness). Then, each alternative is evaluated for its system
objectives to identify whether the alternative can be included in the Pareto-optimal
solution-set. The obtained alternatives for a design space are analyzed for certain
optimization criteria. If the Pareto-optimal solution-set is formed (optimization cri-
teria), the optimization iterations can be halted. Otherwise, another optimization
iteration is triggered, starting from the Architecture Composition phase, where our
alternative generation algorithm constructs a new set of alternatives automatically.
These alternatives are applied to performance analysis and the obtained perfor-
mance metrics are used at the Architecture Optimization phase. This iterative process
runs until the optimization criteria are satisfied.

The following sections present the developed tools and the meta-model con-
verters incorporated in the ProMARTES DSE framework, and further detail the
execution pipeline of the proposed framework.
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3.3 Phase 1: Component Profiling and Modeling

Phase 1 in Figure 3.1 depicts the Profiling and Modeling phase overview of the Pro-
MARTES framework. This phase is being performed by an external SW component
engineer from a separate vendor so this task is executed in isolation. Therefore, this
phase is abstracted from the subsequent phases. Typically, the SW and HW compo-
nents and their resource models are shipped to the system architect by individual
vendors. At this first phase, the SW component engineer profiles the developed SW
onto various HW platforms, thereby obtaining performance metrics that are loaded
into the performance model. This phase is vital for performance analysis accuracy
in the subsequent DSE phases. Accurate performance analysis requires detailed
and cycle-accurate performance metrics. Additionally, due to the profound number
of different SW and HW components in combination with manual profiling and re-
source modeling, this phase can be rather time-consuming. Therefore, we propose a
semi-automated profiling and resource-model composition tool-chain that yet sup-
ports multiple HW platforms and enables fast profiling and modeling of various
SW and HW component instances.

The toolchain includes the ProMo tool (see Figure 3.2), which enables profil-
ing of SW components on a specific HW platform and obtaining cycle-accurate
performance metrics. For each implemented function of the SW component, the
ProMo tool automatically generates an XMI resource model. This model integrates
universal performance metrics (instructions and cycles retired, cache misses, etc.),
which are independent from the HW platforms where the component may be ex-
ecuted. Each resource model addresses various HW resource aspects (CPU, BUS,
RAM, Network, etc.) and can be specified for multiple platforms. These XMI-
based resource models feature MARTE-compatibility ([71], see also Section 2.2).
These models are placed alongside with the SW and the HW components (see Fig-
ure 3.1 and 3.2) in the SW/HW repository for the subsequent DSE phases. The
component Profiling and Modeling phase is presented in detail in Chapter 4.

3.4 Phase 2: Architecture Composition

This phase aims at selection of required components (based on functional require-
ments), guided architecture composition and automated generation of a system
model, by using defined workload scenarios. A system architect loads the selected
SW and HW components and the related resource models from the repository (see
Figure 3.1). Then the architect defines critical execution scenarios delivering the
system functional requirements, by instantiating and interconnecting the appropri-
ate SW components. Each execution scenario defines the specification of the system
activities, involving several SW component instances, by interconnecting their re-
quired and provided interfaces, such that they deliver the specified functionality.
A scenario can be triggered either by the user, or even by internal or external sys-
tem events. Therefore, for definition of the system scenarios, an architect may not
use only the functional, but also the non-functional requirements and constraints,
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Figure 3.2: Overview of the ProMARTES toolchain.

like triggering periods, deadlines, etc. In parallel, an architect composes the HW
platform by instantiating selected HW components. As soon as the system scenar-
ios and the HW platform have been defined, an architect maps the SW component
instances on specific HW components. The combination of the critical system sce-
narios with the SW/HW mapping defines the system model. The composition can
be performed for a number of different architecture alternatives.

Phase 2 in Figure 3.2 outlines the Architecture Composition phase and the tools
that are supporting this phase. The overall Architecture Composition phase is hosted
by the Papyrus modeling Eclipse IDE plugin, which supports various diagram-
modeling approaches (activity, class, composite diagrams), as well as UML mod-
eling schemes. Within Papyrus, a system architect loads the MARTE-compatible
SW and HW components from the component repository. First, by instantiating the
HW components (CPU type, network connection) and by specifying them (proces-
sor speed, scheduling policies, communication protocols, etc.), an architect defines
the HW platform of the system. In parallel, by using the Papyrus Activity diagrams,
an architect specifies the system execution scenario by connecting SW component
instances that lead to the scenario functional requirements. Each SW component in-
tegrates a number of provided and required interfaces and each interface integrates
a number of implemented functions. Thus, when an architect instantiates two ore
more SW components within an activity diagram, the ProMARTES toolkit identifies
the provided and required interfaces of each instance and offers semi-automated
scenario composition. The semi-automated scenario composition is achieved by the
binding of the provided and required interfaces, while the architect has yet to define
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the triggered operations (when more than one) of the connected interfaces. Finally,
the architect maps the SW component instances on the HW platform, by connecting
the SW component to the HW component instances, involved with the HW plat-
form definition. As soon as the SW/HW mapping is performed, the system model
has been defined and can be further analyzed during the succeeding phases. Last
but not least, a different SW/HW mapping leads to the composition of architecture
alternatives that show different performances on specific system objectives. The
identification of an optimal system architecture necessitates the composition of sev-
eral architecture alternatives, which are included in the analysis. The ProMARTES
Architecture Composition toolkit offers various meta-model converters (MAST and
MAST-2). These converters translate the MARTE-based system models into input
models used by the performance analysis toolkits. The overall architecture compo-
sition phase is explained in detail in Chapter 5.

3.5 Phase 3: Performance Analysis

This phase targets accurate performance analysis of the composed system model,
supporting computation of both processing and communication delays. Due to the
hard deadlines of real-time systems, the performance analysis method should pro-
vide guaranteed worst-case boundaries. However, since the worst-case boundaries
are usually overly pessimistic, the analysis should provide also average-case execu-
tion metrics. Therefore, we propose a two-fold performance analysis method (see
Figure 3.1), based on both formal and simulation-based techniques. The formal
analysis yields guaranteed worst-case response times in a short analysis period,
while the simulation-based techniques reveal average-case response times and re-
source utilization, as well as detailed execution time-line data. Both types of our
performance analysis techniques support various HW platforms, multiple schedul-
ing policies and different network protocols and enable accurate prediction of per-
formance properties, such as latency, hardware usage and throughput.

The Phase 3 of the Figure 3.2 depicts the ProMARTES toolchain, incorporated
in the performance analysis phase. The MAST and MAST-2 system models are
loaded into the MAST (schedulability) and JsimMast (simulation) analysis tools, re-
spectively. These two processing performance analysis tools can be combined with
two network analysis toolkits, the WNDP (formal-based) and the NSP (simulation-
based). The performance analysis algorithms, provided by these four tools, result
in a collection of various performance prediction metrics, such as the best-, average-
and worst-case response times for each scenario, the best-, average- and worst-case
utilization for each HW resource and offer identification of possible bottlenecks.
The Performance Analysis phase is further discussed in Chapter 6.
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3.6 Phase 4: Architecture Optimization

The composition and analysis phases provide data to the subsequent architecture
optimization phase, together forming an iterative flow and enabling gradual ar-
chitecture improvement, as depicted in Figure 3.1. The optimization module is
responsible for automated generation of architecture alternatives, which are in-
cluded into the performance analysis. The performance analysis results are then
used for the constitution of the system objectives. Each alternative is evaluated for
its performance on the system objectives, to identify whether the alternative can
be considered as member of the Pareto-optimal solution-set. The overall optimiza-
tion process (automated architecture alternative generation, performance analysis,
Pareto-optimality analysis) is iterated until the optimization criteria are satisfied
(size of the Pareto-solutions, quality of the solutions, maximum optimization itera-
tions, etc.).

Phase 4 in Figure 3.2 depicts the system objectives and the optimization algo-
rithms integrated in the ProMARTES optimization toolkit. The ProMARTES opti-
mization module supports three different optimization techniques for the genera-
tion of new architecture alternatives: the multi-objective Genetic Algorithms (GA)
NSGA-II [54] and SPEA2 [53] and the multi-objective Particle Swarm Optimization
(OMOPSO) [69]. The architecture solutions are collated for their performance on
the system quality objectives (end-to-end delays, cost, robustness) against the ex-
isting Pareto-optimal solutions. When the optimization criteria of the optimization
loop are satisfied, the architect obtains a final Pareto-optimal solution-set1.

The architecture optimization normally leads to a sequence of design-analysis
iteration(s). Each iteration searches for an optimal architecture by tuning the al-
lowed factors of freedom (SW component, HW topology, SW/HW mapping and
scheduling policies). Then the optimization process finally converges to an optimal
set of architecture alternatives that meet the system performance requirements and
fulfill other criteria defined by the system architect (robustness, cost etc.). The au-
tomated architecture optimization phase is exhaustively discussed in Chapter 7.

3.7 Summary and Conclusions

In this chapter we have presented an overview of the ProMARTES framework de-
veloped for the design space exploration of component-based real-time distributed
systems. The ProMARTES framework consists of four individual phases, enabling
SW component profiling and modeling, system architecture composition, perfor-
mance analysis and iterative architecture optimization.

• Profiling and modeling: is the phase where a SW component engineer profiles
SW components and generates their related resource models.

1The solution-set is the set of architecture alternatives satisfying the system requirements.
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• Architecture composition: is the DSE phase where a system architect defines
the following steps: the system scenarios, the HW platform and the SW/HW
mapping.

• Performance analysis: is the phase where the composed system architecture
is executed for performance analysis and the identification of crucial system
performance aspects such as timeliness, resource utilization, etc.

• Architecture optimization: is the iterative procedure where different architecture
alternatives are generated and compared against the system quality attributes
for the identification of the optimal system architecture.

The ProMARTES workflow has been presented alongside with the related tool-
chain. ProMARTES provides seamless execution of the individual DSE phases re-
quiring the least human intervention. The communication among the framework
phases is performed through well-defined models. Meta-model converters translate
these models to the input models that are required by the subsequent phases. The
profiling and modeling phase outputs resource models based on the MARTE mod-
eling profile. These resource models are used as input in the architecture compo-
sition phase, where the architect defines the system architecture and the execution
scenarios. The composed architecture defines the system model, which is converted
to MAST and MAST-2 system models. These models are used as input for the per-
formance analysis of the composed system. The performance output involves the
performance on specific system objectives. These specific objectives together with
the MAST and MAST-2 models, are used in the architecture optimization phase for
the identification of the optimal system architecture.

The standardization of the input/ouput interfaces of each phase enhances the
modularity of the ProMARTES framework. ProMARTES phases act as stand-alone
phases, while each of them can be updated/upgraded independently, when the
input and the output structure and data interfaces are standardized. The objec-
tive of the overall ProMARTES DSE framework is that it should (1) deliver rapid
system prototyping, (2) provide accurate performance prediction analysis, (3) offer
automated architecture optimization and (4) yield fast identification of the opti-
mal system architecture. These DSE fundamental characteristics address the essen-
tial aspects of the research questions posed in Section 1.7. The following chapters
elaborate further on the individual phases, by in-depth presenting the adopted ap-
proaches and their enabled features.

The ProMARTES framework and the tools supporting it are available as open
source project in [72] [73].
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Chapter4
Profiling and Modeling

This chapter presents the ProMo method as the first stage of the ProMARTES DSE frame-
work. The overall first phase enables profiling of SW components on specific HW platforms.
The contribution of this chapter is the generation of cycle-accurate resource models. These
resource models improve the accuracy of the predicted system performance and its analysis.
The ProMo supports a wide variety of different HW resources. Additionally, the profil-
ing and modeling method is semi-automated, thereby limiting the required effort from the
component engineer.

4.1 Introduction

In computer systems, component-based development is becoming more accepted,
since it enables rapid system prototyping by composing a system from existing
SW and HW component blocks and by defining the functional and non-functional
system requirements. Then the composed system is supplied to a simulation behav-
ioral analysis, in order to evaluate the functional requirements and their correctness.
For the composition of real-time systems, the satisfaction of the performance (non-
functional) requirements, such as throughput, resource utilization and deadlines is
essential for the system evaluation. An erroneous performance prediction due to
inaccurate performance analysis (e.g. a missed deadline), could lead to system re-
design and re-implementation with severe consequences for the development cost
and the time-to-market delivery of the corresponding system/product. Therefore,
the performance prediction method should rely on detailed and accurate perfor-
mance models, which are able to deliver high accuracy in performance prediction.
In literature, the performance models mainly contain the resource utilization of the
functions included in the SW components. However, in the majority of the litera-
ture, the execution time that indicates the use of a processing resource is addressed
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as time-delay, not taking into account cycle-accurate HW specifications, such as
cycles retired, cache misses, bus load, etc. Currently, the profiling process is time-
consuming (manual) and performed by a SW component engineer. The engineer
profiles the SW components and manually annotates the performance models with
the obtained metrics, resulting to limited support of different HW components. Af-
ter the system composition, these resource models are used for the definition of the
performance models. However, since resource models are expressed in time-delay
format, the performance models are not sufficiently accurate, especially when dif-
ferent scheduling policies are applied, or task interleaving and task migration have
occurred. At present, the problem of individual software component resource mod-
eling at high-level accuracy is not solved, due to complex intrinsic properties and a
large variety of available hardware blocks and software architectures.

Moreover, due to increasing diversification of hardware units (i.e. processors,
memories and buses) and architectures, the definition of uniform component re-
source models has become a challenging task for component engineers. The clock
frequency of a Central Processing Unit (CPU) is not the most important factor in
system performance anymore. Additional system specifications, like CPU-cache ar-
chitecture, size and bus frequency, have also an important influence on the perfor-
mance of a real-time system. Besides this, multi-core architectures should be taken
into account with respect to the mapping and parallel execution of the SW com-
ponents. In addition, the performance of a SW component function is correlated
to the data input, influencing the task execution time. Especially, in multimedia
applications, where the widespread early termination technique is used, different
data inputs lead to completely different execution times.

As a trend, recently reported heterogeneous systems show a clear increase of
complexity. The workload is often executed on a Multiprocessor System on a Chip
(MPSoC), or co-executed both in CPU and Graphical Processor Unit cores (GPU)
(CUDA [74] and OpenCL [75]). The profiling and resource modeling of such sys-
tems is a challenging task, since it is difficult to identify which process is executed
in what core.

Trying to address the above-mentioned challenges, we aim at finding an ad-
vanced profiling and resource modeling approach. The profiling and resource mod-
eling method should be uniform, supporting a wide range of multi-core heteroge-
neous platforms. Secondly, the resource models should incorporate cycle-accurate
performance metrics, thereby increasing the performance prediction accuracy of the
succeeding performance analysis phase and of the overall DSE. Furthermore, the re-
source models should be generated in a semi-automated way, thereby limiting the
required profiling and modeling effort from the SW component engineer. The over-
all obtained profiling and modeling method is supported by the developed ProMo
tool, which will be presented in Section 4.3.4.

The following sections from this chapter detail the profiling and modeling
phase. Section 4.2 presents existing profiling methods used by existing DSE frame-
works. Section 4.3 details the ProMo profiling and resource modeling method. Sec-
tion 4.4 elaborates on the generic nature of the ProMo component resource models.

46



4.2. Related Work

Section 4.5 discusses the behavior model of the ProMo resource models. Finally,
Section 4.7 concludes the chapter and presents the advantages and the limitations
of the proposed profiling and modeling method.

4.2 Related Work

Chapter 2 has discussed the state-of-the art DSE frameworks. This section addresses
the profiling and resource modeling approaches adopted by these frameworks. The
first sub-section presents the profiling methods used for obtaining the resource uti-
lization, while the second discusses the generation of resource utilization mod-
els, which in ProMARTES framework are called as Component Resource Models
(CRM).

4.2.1 State-of-the art Profiling Tools

The resource-allocation metrics used for the composition of the resource and perfor-
mance models are vital for the performance assessment of a system. These metrics
are commonly obtained from SW/HW profiling tools. To this end, we present com-
mon state-of-the-art profiling tools, used by performance engineers for the profiling
of SW instances when mapped on a specific HW platform.

VTune1. The so-called VTune [76] is a well-known profiling tool for resource
utilization. Its main characteristic is that it provides accurate and highly detailed
performance metrics. VTune can collect information in two ways: by sampling
events and by profiling the call stack. During the sampling method, low-level (pro-
cessor) events can be measured, like cycles retired, cache misses, etc. During the
profiling method, VTune determines the time spent on execution of each called
function. The VTune profiler supports a wide diversity of low-level events and en-
ables source code instrumentation (leads to the involved function), which makes
it suitable for profiling and modeling of software components. Unfortunately, it
supports only its own manufacturer CPU types and it is distributed via licensing.
This limits its integration into a tool that should be able to profile and model an
arbitrary set of component types on an arbitrary hardware infrastructure.

APP2. The APP Profiler [77] is the profiler for CPUs of the related manufacturer.
Its main difference from the VTune profiler is that it is an open-source profiler and
thus freely available. However, like VTune, it does not support other CPU types,
with respect to low-level event profiling.

gprof. This is an open-source profiler that is commonly used for GNU appli-
cations [78] in the Linux framework. The gprof provides two types of performance

1This tool is commercially available from Intel Corp.
2This is a profiler tool from the processor manufacturer AMD.
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Call stack Low level VTune CPU APP CPU Mobile CPU License
Vtune profiler yes yes yes no no yes
APP profiler yes yes no yes no no
GNU profiler yes no yes yes yes no
PAPI yes yes yes yes yes yes

Table 4.1: Comparison of the available profiling tools.

analysis: (a) Line-level Flat Profile and (b) Call-Graph Analysis. Its major limitation
is that the provided metrics are not sufficient for detailed component profiling and
modeling, because it does not support low-level metrics extraction.

The aforementioned profiling methods that are used for the generation of com-
ponent resource models feature multiple limitations, reducing their genericness and
proliferation in this domain. In most cases (depending on the combination profil-
ing tool/HW platform), the profiling tools are able to provide only the execution
time-delay metric of a function executing on the related CPU. However, the time-
delay metric does not provide further information about the intrinsic properties of
the mapped HW, such as cache hierarchy, topology, internal architecture, task in-
terleaving, core migration and multi-processing schemes. Additionally, for some
purposes, the profiling execution time-delay metric is included with other param-
eters, like communication delays and disk access time, since this type of profiling
cannot be performed in isolation from function execution. The profiling tools that
enable cycle-accurate performance metrics, e.g. VTune, are distributed through li-
censing and are in most cases platform dependent, thereby limiting the applicability
of the profiling method to specific/tool-compliant CPU types. Currently, resource
modeling is a complicated process, requiring manual composition performed by a
component engineer. On top of this, the profiling process has to be performed for
all provided SW and available HW components. Last but not least, when a new HW
component is available, the above-mentioned time-consuming process requires to
be iterated for all available SW components. An overview of the different profiling
applications and the capabilities that each of them offers is presented in Table 4.1.
In this table, we have assumed processors for Mobile CPU as used in smartphones3.

4.2.2 Existing Component Resource Models

As mentioned in detail in Chapter 2, the real-time research community has devel-
oped several innovative methods addressing the problems of SW/HW component
modeling, predictable assembly and evaluation of real-time systems. At present, a
wide variety of modeling profiles are available for composition of (real-time) com-
puter systems: SysML, UML-RT, MARTE and AADL. A more detailed modeling
profile specification has been presented in Section 2.2. These modeling profiles
include SW component resource modeling specifications that enable performance
analysis (Chapter 6) of the composed system. In the sequel, we present the resource
models that are currently used by state-of-the-art DSE frameworks for the perfor-
mance analysis of component-based systems. Balsamo et al. [79], Grassi et al. [35]

3Processor from the ARM Corp.
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and Bertolino et al. [17] have proposed an analysis method where they incorpo-
rate components with performance annotations. The performance annotations are
based on UML-SPT profile [80], which is enriched with attributes for real-time sys-
tems, but lacks cycle-accurate performance metrics. In [17], there is no information
how the performance metrics are obtained and how the component resource and
performance models are generated (manual or automated generation).

Klobedanz et al. [20] have presented a performance analysis technique based
on AUTOSAR [21] component models. The technique aims at performance at-
tributes such as CPU load, end-to-end latency and throughput. Similar to Bal-
samo et al., AUTOSAR component performance models lack high-detailed perfor-
mance attributes, as they are aiming at simple Engine Control Unit type nodes.

The COMPASS framework was proposed by Mos et al. [81] and is based on
UML modeling. This approach deploys three individual phases: monitoring, mod-
eling and performance analysis. During the monitoring phase, the component en-
gineer can track method invocations and measure their execution times. However,
the execution time metric does not include cycle-accurate metrics, thereby omitting
accuracy aspects.

Becker et al. [30] have presented the Palladio framework based on the Palla-
dio Component Model (PCM). In that framework, system users model the resource
environment. The resource models specify the consumption of resources by the al-
gorithms of each individual service in terms of required CPU units. Unfortunately,
there is no further information how the system user can obtain such information
and how accurate these metrics are for the composition of the performance models.

Bondarev et al. [4] [44] model their system based on ROBOCOP components [45].
The employed performance models are relatively simple and do not consider cycle-
accurate performance metrics. Moreover, a component engineer has to manually
profile component functions and then supply the obtained performance metrics to
the component performance models.

The resource models that are used in the aforementioned frameworks are not
cycle-accurate and they incorporate simple time-delay models. This decreases the
accuracy of the performance prediction developed within the succeeding perfor-
mance analysis phase. Moreover, the profiling process is time-consuming (manual)
and performed by a SW component engineer, involving first profiling the SW com-
ponents and then manually annotating the resource models with the obtained met-
rics. This approach results in limited support of different HW components, thereby
restricting the number of different types of HW platforms.

4.3 Detailed Profiling and Resource Modeling

4.3.1 Introduction

This section details the profiling and resource modeling method developed as part
of the ProMARTES DSE framework. The ProMARTES profiling and resource mod-
eling approach aims at the generation of highly accurate and detailed resource
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Resource measurement Parameter
Used number of instructions instructions retired
CPU cycles cycles retired
L1 cache miss-rate L1 cache miss
L2 cache miss-rate L2 cache miss
L3 cache miss-rate L3 cache miss
Amount of memory claimed/released mem claimed, mem released
Potential bus-load due to R/W instructions L2 cache writes,L3 cache writes
Possible data transmission over network net data

Table 4.2: Resource parameters of the ProMARTES profiling method.

models that act as a reliable information source for the succeeding composition
and performance analysis phases of the overall DSE framework. Additionally,
the generation of a resource model should require minimum human intervention,
thereby easing and accelerating the profiling and resource modeling phase. More-
over, a resource model should be uniform, supporting a wide range of diverse
HW components, thereby enabling a broad DSE. The following sections detail the
ProMARTES profiling and resource modeling framework, by first presenting the
profiling method and then second, addressing the semi-automated generation of
detailed resource models, while in the third stage performing the translation of the
resource models to widely accepted system modeling profiles.

4.3.2 Detailed Profiling

In order to obtain cycle-accurate performance metrics of the SW component mod-
els, we have developed the new ProMARTES profiling method. This method collects
performance metrics directly from performance counters of the CPU. The profiling
and resource modeling is supported by a library that enables source code annota-
tion and collection of low-level performance metrics.

In the ProMARTES method, a SW component engineer first annotates SW
blocks that represent the SW component functions/operations. Then, the annotated
source code is compiled for a specific HW platform, resulting into an executable SW
component instance. As soon as the component is executed on the target platform,
cycle-accurate performance metrics are collected and combined for the generation
of the resource model. The cycle-accurate performance metrics are obtained from
performance counters located at the Performance Monitor Unit (PMU) of the at-
tached CPU. The PMU is integrated in the majority of the modern CPUs available
in the market, thereby enabling SW component profiling for a wide range of differ-
ent HW platforms.

The performance metrics obtained by the ProMARTES profiling approach are
listed in Table 4.2. The above metrics are used for the composition of the component
resource models. In the following paragraphs, we discuss the roles that each metric
plays in the architecture analysis and optimization phases.

The metric instructions retired defines the complexity of a component,
while the cycles retired metric is used for computation of execution times of
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component functions. Additionally, by knowing the number of cycles retired,
it is possible to estimate the execution time of this component, in case it is mapped
on a similar CPU, but with a different clock frequency. Also, the division of
cycles retired by the instructions retired results in the Cycles Per In-
struction (CPI) metric. This is a valuable metric for analysis and optimization
phases, in case the hardware platform is heterogeneous and contains multiple types
of CPU architectures (e.g. RISC-based and CISC-based).

The multi-level cache miss-rate metric is used for (a) computation of the po-
tential bus load, and (b) identification of the most appropriate CPU types during
the optimization phase. The computation of the potential bus load is computed
by utilizing the number of cache misses and cache writes at the upper level of the
cache hierarchy. For instance, in the i5-750 processor type, the upper level is the L3
cache, while the Cortex-A8 CPU has an L2 cache at the upper level. The bus load is
obtained by multiplying the cache misses and cache writes by the size of each cache
line. Besides this, at the optimization phase, our DSE methodology uses the cache
miss-rate to detect and avoid possible bottlenecks during automated generation of
alternative architectures.

The mem claimed metric is computed for each function of the provided inter-
face of a component, and identifies the amount of memory used during the execu-
tion of the function. Similarly, the mem released metric identifies the amount of
memory that has been released upon function completion.

The following section presents the structure of the component resource model
and the integration of the cycle-accurate performance metrics into this structure.

4.3.3 Detailed Resource Modeling

In order to increase the effectiveness of the component resource models in the over-
all ProMARTES DSE framework, their composition and structure should meet a
number of important requirements. First, the component developer should be able
to generate a resource model of the component with relatively low effort. Second,
the resource model structure should enable model composition, so that the models
of the individual components can be composed into a system performance model.
Third, the resource model should be able to incorporate multiple profiling data,
such that the model becomes applicable to a large variety of hardware platforms
and CPU families. Finally, the component resource models need to be uniform, en-
abling their model translation into different resource and system modeling profiles,
and therefore be used by existing DSE frameworks.

In the sequel of this section, we are presenting the structural and mathematical
view of the resource models, highlighting their independence from specific model-
ing implementation and modeling profiling. Figure 4.1 depicts the structural view
of the ProMARTES Component Resource Model (CRM). Each CRM contains a num-
ber of provided interfaces, implemented functions and each implemented function
embeds certain performance attributes.

Hence, a CRM is modeled into a mathematical model MCR with attributes in
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the form of a set I of interfaces Im:

I |= MCR, I = {I1, I2, . . . , In}. (4.1)

Each individual interface Im, with 1 ≤ m ≤ n, provides a number i of imple-
mented functions Fmi, with i ∈ [1..k], giving

Fm = {Fm1, Fm2, . . . , Fmk}, (4.2)

where Fm specifies an interface Im ∈ I.
Each implemented function Fmi, with i ∈ [1..k], defines a set of resource-usage

attributes RU. The resource utilization attributes from RU are grouped as resource-
usage subsets (we have left out subscripts for simplicity) cpuUsage, memoryUsage,
busUsage and networkUsage:

RU = {cpuUsg,memUsg, busUsg, netUsg}. (4.3)

The SW components can be profiled on j different HW platforms, defining j
sets of resource utilization attributes of the set RU, which are associated with the
type of the hardware IP block (Intellectual Property) used in each HW platform.
Furthermore, for each attribute we specify

cpuUsg = {cpuUsg1, cpuUsg2, . . . , cpuUsgj},
∀cpuUsgp, cpuUsgp = {Instr, Cycles, L1, L2, L3},

(4.4)

memUsg = {memUsg1, memUsg2, . . . , memUsgj},
∀memUsgp, memUsgp = {VM, PM, . . . , PgS},

(4.5)

busUsg = {busUsg1, busUsg2, . . . , busUsgj},
∀busUsgp, busUsgp = {L3Writes, L3Miss},

(4.6)

netUsg = {netUsg1, netUsg2, . . . , netUsgj},
∀netUsgp, netUsgp = {SB, SP, . . . RE},

(4.7)

where the subscript index p ∈ [1..j]. In Eq. (4.5), the abbreviations VM, PM and
PgS denote virtual memory, page memory and page size in bytes, respectively.
In Eq. (4.6), the abbreviations L3Writes and L3Miss denote the number of cache
misses and cache writes, which can be converted to bytes. Likewise, in Eq. (4.7), the
abbreviations SB, SP and RE indicate the number of sent bytes, sent packets and
received errors, respectively, as depicted in Figure 4.1.

The Profiling and Resource Modeling phase enables identification and specifica-
tion of the best-, average- and worst-case execution by profiling the SW compo-
nents for an adequate number of iterations until the worst-case metrics converge.
Therefore, each resource utilization attribute from the set RUa being cpuUsage,
memUsage, busUsage or networkUsage, models the three (best, average, worst)
values for each performance attribute PAz, where PAz can be Instructions, Cycles,
L1 Cache misses, etc. In short-hand notation, this leads to:

PAz = {PAzbest , PAzavg , PAzworst}, PAz ∈ RUa, i ∈ {best, avg, worst}. (4.8)
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Figure 4.1: Schematic structure of the component resource model in the ProMARTES profiling and
resource modeling method.

4.3.4 ProMo tool

The ProMo tool has been developed for the support of the ProMARTES profiling
and resource modeling method. ProMo is a library that enables source code annota-
tion, cycle-accurate profiling and automated generation of SW component resource
models.

For the support of cycle-accurate profiling metrics, ProMo integrates part of
the PAPI profiling library [82]. PAPI accesses the hardware performance counters
located at the so-called Performance Monitor Unit (PMU), where events and occur-
rences are counted of specific signals related to corresponding processor functions.
This profiling method adds a minimal resource burden to executed functions, en-
abling a high accuracy in computing the resource utilization. As the PMU is part of
modern CPUs, the SW component profiling can be performed for a large number
of different HW platforms. The main characteristic of the PAPI library is porta-
bility across different HW platforms [83] (in contrast to other profiling tools, like
VTune [76], Profiler [84] and the APP Profiler [77]). Moreover, PAPI is an open
source library and it is delivered through public license, enabling its extension and
integration. The profiling of a SW component on different CPU platforms can be
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achieved by cross-compiling the SW component source code and execute the gener-
ated binary file on the target system. Moreover, the ProMo profiling method enables
the measurement of a comprehensive set of events (cache misses, total instructions
retired, branch instructions, etc.) already at the first execution.

For the SW component profiling and resource model generation, a component
developer defines the blocks of code or functions that need to be profiled and mod-
eled in the SW component source code (source code instrumentation). The anno-
tated source code is compiled resulting in executable binaries. During the execution
of the deployed SW components, the ProMo library is used for profiling the instru-
mented source code and for the automated generation of the related component
resource models.

The structure of the ProMo resource model complies with the XMI standard, so
that the developed resource models can be easily adopted by existing DSE tools, like
CARAT [4], AQOSA [85], ArcheOpterix [23] and Sesame [57]. Moreover, the ProMo
library is able to generate resource models of those individual SW components
that support their dual execution on CPU and GPU cores. The structural view of
the ProMo model is depicted in Figure 4.1 and the ProMo cycle-accurate metrics are
presented in Figure 4.4. The ProMo resource model is uniform and can be converted
to MARTE-compatible [71] or AADL-compatible [15] resource models, as presented
in the following section.

4.4 MARTE Compatibility

In order to adopt commonly-used modeling practices, we have developed a con-
verter that translates the ProMo resource model into a MARTE-compatible model.
Moreover, the ProMo resource model is equivalent to the Resource Budget Analyses
model [86] of the AADL [15] and therefore can be considered as AADL compatible.

The MARTE term stands for Modeling and Analysis of Real-Time and Em-
bedded Systems, giving a profile that is an extension of the UML profile, adding
attributes that improve the system model description with respect to quality and
performance aspects. In general terms, MARTE offers the following fundamen-
tal features: QoS-aware Modeling for performance analysis, Architecture Modeling
and Platform-based Modeling for rapid system prototyping, and Model-based QoS
Analysis for analyzing system dynamics and response time.

By using MARTE-compatible models, a SW component engineer and an ar-
chitect of a composed system are able to beneficially exploit the profile attributes.
These benefits are summarized as:

• Common way of modeling HW and SW aspects;

• Interoperability between development tools used for specification, design, ver-
ification, etc.;

• Quantitative predictions regarding real-time systems for both their HW and
SW characteristics.
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Figure 4.2: Conversion of the ProMo resource model to a MARTE-compatible performance model.

Moreover, a SW component engineer can specify the behavior of the SW com-
ponents by using existing architecture modeling tools like Papyrus [87]. Papyrus
is an open-source Eclipse plugin designed for modeling within UML2. It is based
on Eclipse and brings support for defining and using UML2 profiles, including
MARTE and other modeling profiles like SysML [12], EAST-ADL [88].

Here, we focus on Platform-based Modeling, which is composed from the fol-
lowing three profiles: GRM (Generic Resource Modeling), SRM (Software Resource
Modeling) and HRM (Hardware Resource Modeling). Despite the fact that the
MARTE profile allows specification of a wide diversity of performance attributes,
it does not contain cycle-accurate performance attributes that we have already ob-
tained during the preceding profiling phase.

In order to be able to convert our resource model into a MARTE-compatible
model, we add the missing cycle-accurate attributes to a stereotype of the GRM
profile, defined as ResourceUsage, which yields the following set of new perfor-
mance properties4:

• instructions retired,

• cycles retired,

• L1 cache miss, L2 cache miss, L3 cache miss,

• L2 cache writes, L3 cache writes.

We assign the above attributes to the NFP CommonType, a vector type sup-
ported by the MARTE library, containing several value types, like mean, max, min,
etc., which are also used in the ProMo resource model specification (see Figure 4.3).

The conversion from ProMo (Figure 4.1) to MARTE-compatible resource models
is performed by the ProMo2Marte meta-model converter tool, which complies with
the aforementioned MARTE modeling attributes. The flow from the profiling to the
generation of MARTE-compatible resource models is depicted in Figure 4.2. The
generated MARTE-compatible resource models are then placed into a repository
for seamless reuse in the succeeding DSE phases.

4.5 Behavior Model

Each SW component features a number of interfaces, which enable a number of
implemented functions, depicted in Eq. (4.1) and Figure 4.2. The interfaces of the

4The reader may wonder why we exclude L1 cache write from the list below. This is because for all
instructions occurring in a CPU, the involved data are always stored in the L1 cache and the associated
writing cycles are covered by the cycles retired metric.
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Figure 4.3: MARTE extensions to support cycle-accurate resource measurements.

a SW component are distinguished in two main categories: the provided and the
required SW component interfaces. Equation (4.1) is further updated to

I |= MCR, I = {IP, IR},
IP = {I1, I2, . . . , Im}, IR = {Im+1, Im+2, . . . , In},

(4.9)

where IP and IR are the sets containing the subsets of the provided and required
interfaces, respectively. The relationship between provided and required interfaces
among the SW components and the functions involved in those interfaces, define
the behavior of the SW component models. These behavior models are used during
the architecture composition phase in the succeeding Chapter 5, which ease the
system composition and enable semi-automated scenario definition, as presented
in Section 5.3.

4.6 Discussion

The obtained profiling values are not reproducible when experiments are repeated.
This is because the obtained profiling values may differ for each individual profiling
iteration, depending on the state of the system at the moment of execution (e.g.
cache is full of data, CPU and bus usage from another application, etc.). Therefore,
to achieve model completeness, a component engineer is advised to execute several
profiling iterations in isolation (avoiding interfering execution parts), and obtain
the best- and worst-case metrics by modifying the workload of the SW component.
However, the obtained best- and worst-case measurements cannot be defined as the
definitive best- and worst-case execution of the component functions, because in this
approach we observe the execution duration of a function by executing the relative
component on a specific platform. In order to obtain real-worst and best-execution
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Figure 4.4: Resource model of setTree function in MARTE xml profile.

times of a functions, a static analysis of the source code, in combination with a deep
HW elements analysis, should be performed. However, such method may provide
too pessimistic worst-case execution times. In our approach, the obtained best- and
worst-case execution metrics are derived in order to create a resource model with
more accurate measurements, rather than specifying the ultimate best- and worst-
case execution scenario of a SW component. The aforementioned iterations do
stop at a saturation point, when new profiling values converge within the current
profiling value range.

4.7 Conclusions

In this chapter, we have presented a method for profiling SW components at high-
accuracy level, featuring semi-automated generation of the related resource models,
which include cycle-accurate performance metrics. The ProMARTES profiling and
modeling method has resulted into the development of a new tool called ProMo.
The ProMo tool performs profiling to the cross-compiled SW component source
code and generates a highly accurate resource model in an automated way. The
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ProMo tool is integrated in the profiling phase of the ProMARTES DSE framework.
The resource models are composed into a system performance model, which

can be used for performance analysis of component-based real-time distributed
systems. Moreover, the resource models can play an important role in the archi-
tecture optimization (DSE) phases, since they enable rapid prediction of potential
bottlenecks, latencies and resource loads for the evaluation of multiple architecture
alternatives.

The advantages of the ProMARTES profiling method become manifest in mul-
tiple ways. First, the profiling phase is generic, supporting the majority of the
CPUs available, so that it can execute at multi-core heterogeneous processor plat-
forms. Second, the performance results are characterized by their cycle-accurate
level, since the measurements are directly collected from the PMU (Performance
Monitor Unit) of the attached CPU. Hence, the execution delivers the computation
cost directly. Third, the obtained resource models adhere to the XMI standard and
they are compatible with MARTE or AADL resource models. Therefore, they can
be easily adopted by existing DSE tools. Fourth, the highly detailed metrics ob-
tained by profiling, serve as a valid source for accurate architecture assessment and
succeeding optimization phases. Fifth, the ProMARTES profiling method, along-
side with the computation resource allocation of the SW components, offers met-
rics for network communication that enable performance prediction analysis for
component-based distributed systems. Sixth and finally, it features rapid profiling
and model generation, due to its execution (vs. simulation) nature.

Despite the above advantages, the ProMARTES profiling method imposes a
number of limitations that need further research. First, ProMARTES is supported
only by Unix-based (open source) operating systems, since the ProMARTES pro-
filing method is based on the ProMo tool, which integrates the Unix-based PAPI
library [83]. Second, in order to obtain various component resource models for
different hardware platforms, a component engineer is advised to perform and re-
peat the ProMARTES profiling method for each developed SW component on the
available heterogeneous HW platforms. Third, cycle-accurate resource models of
complex SW components become large and unreasonably detailed, especially when
used by a system architect.

In order to avoid interference of a system architect with detailed SW component
resource models, we distinguish two SW component variants: the SW component
resource model and the SW component behavior model. These two variants are
referring to the same SW component model, featuring two individual abstraction
layers differently used on request. Therefore, the behavior abstraction model is used
for the definition of the considered system functionality, which is implemented in
the succeeding architecture composition phase. The cycle-accurate performance at-
tributes are only used by the performance analysis methods, which offers the option
to hide them from the system architect and automate the performance analysis.

The following chapter presents the subsequent phase of the ProMARTES DSE
framework, the architecture composition phase. As already mentioned, this phase
assumes the availability of SW, HW components and the related resource models.

58



Chapter5
Architecture Composition

This chapter presents the second phase of the ProMARTES DSE framework, which deals
with the system architecture composition. The architecture composition is a challenging
task for several reasons, because of the variation in SW and HW components and execution
scenarios and the broad specification of requirements. The key aspect of the ProMARTES
architecture composition phase is the high abstraction layer, without detailed knowledge
on the internal component implementation. This high abstraction enables an architect to
rapidly compose a new system architecture from existing SW and HW blocks without the
need for a detailed implementation. This feature is enhanced by the automated composition
techniques and intuitive definition of scenarios.

5.1 Introduction

Chapter 4 has presented the profiling and modeling phase of the ProMARTES DSE
framework. This phase results in the generation of cycle-accurate component re-
source models, which are placed into a repository alongside with SW and HW
components. This chapter presents the Architecture Composition phase of the Pro-
MARTES DSE framework, which is the second phase of that framework. As already
mentioned in Chapter 3, at this phase an architect selects SW components that sat-
isfy functional and extra-functional requirements, specifies an execution platform
and, subsequently, composes a system architecture by mapping SW component in-
stances onto HW nodes.

Architecture composition is a challenging task, requiring component instantia-
tions and connections, scenario definitions, HW platform composition and system
specification. To facilitate this complex task, this phase should be supported by a
graphical user interface (GUI) environment. SW and HW components are shipped
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Scenario
definition

HW platform

SW/HW 
mapping

Stage 1

Stage 2

Stage 3

Figure 5.1: Architecture composition phase based on three stages.

to system architects by independent vendors, alongside with their resource usage
and behavior models. Due to the component complexity, their advanced functional-
ity and the abundance of different available components, a system architect should
preferably abstract from SW and/or HW internal component architectures and im-
plementation details.

In Chapter 2, several published architecture composition approaches from the
past decade have been discussed. The majority of these approaches consider ex-
isting UML-based languages as a modeling scheme, to specify and design real-
time systems. For component selection and instantiation, scenario definition and
SW/HW mapping, the majority of the existing approaches uses class, activity, de-
ployment and composite diagrams. However, as already mentioned, none of the ap-
proaches integrate cycle-accurate resource models for generation of highly-accurate
performance models. Moreover, only a few of the approaches require extensive
knowledge of SW component functionality and their incorporated provided and
required interfaces. Taking into account the continuously increasing number of
available SW components, such composition of a system architecture may require a
substantial, or even a large effort.

In this chapter, we have therefore chosen for an approach where the architec-
ture composition is performed at a high abstraction layer, featuring rapid system
composition through intuitive scenario definition. Our presented scenario defini-
tion involves a system modeling method that supports the detailed specification for
real-time systems (UML-MARTE modeling profile). The system modeling approach
considers cycle-accurate resource models (from Chapter 4), thereby increasing the
accuracy of the composed system performance models. Moreover, the overall sys-
tem modeling framework is supported by a GUI-based Eclipse modeling plugin
(Papyrus), thereby facilitating the scenario definition and architecture composition
phase using various components. Additionally, the involved SW and HW com-
ponents should be modeled such that they still provide adequate interoperability
amongst each other, thereby enabling a uniform system modeling technique and
offering rapid system prototyping without requiring component implementation
knowledge from a system architect.

The following sections of this chapter detail the architecture composition stages.
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Section 5.3 presents the definition of system scenarios and describes the related Pro-
MARTES scenario toolkit. Then, Section 5.4 details the HW platform composition
as the second stage of the architecture composition phase. Section 5.5 discusses the
mapping of the SW component instances onto the defined HW platform resulting in
the definition of the system model. Section 5.6 concludes the chapter, summarizing
the ProMARTES architecture composition approach and its benefits.

5.2 Architecture Composition

The ProMARTES architecture composition approach is distinguished in three in-
dividual stages: definition of system scenarios, composition of HW platform and
mapping of execution scenarios on the HW platform. The three individual stages
are depicted in Figure 5.1.

In the scenarios definition stage, an architect defines the functional and non-
functional system requirements. In parallel to this stage, an architect composes the
HW of the system by selecting and interconnecting HW component instances. As
soon as the system scenarios and the HW platform are defined, the architect maps
the SW component instances involved with the scenarios on the HW platform.

The first two stages may be eventually considered independent and can be per-
formed in parallel, while the last mapping stage requires completion of the first
two. Such partitioning accelerates the composition phase, since it enables parallel
development and architects involvement, assigning explicit roles to domain special-
ists. Moreover, it facilitates the application of automated Design Space Exploration
techniques (Chapter 7), so that instead of asking involvement of architects, the plat-
form composition and the SW/HW mapping can be automated, thereby reducing
further the architecture composition effort. The following sections present each in-
dividual stage, detailing their functionality, the interconnection between the stages
and supportive tools.

5.3 Stage 1: Scenarios definition

At system composition phase, based on the system requirements specification, an
architect defines a static system architecture by selecting and instantiating the SW
components that satisfy the system functional requirements. The ProMARTES DSE
framework deals with architecture composition of real-time systems. The archi-
tecture specification of such systems considers both functional and non-functional
system requirements (triggering periods, deadlines, etc.). Therefore, in ProMARTES
the SW architecture composition is performed by the definition of execution scenar-
ios Sn, which model both functional and non-functional system requirements.

The cornerstone of the ProMARTES architecture composition approach is the
scenario definition, where an architect defines system scenarios, by selecting the
SW components that satisfy the functional requirements and by defining the non-
functional properties (execution period, deadlines, etc.). An advanced scenario-
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definition method should be deployed, guiding an architect for selecting and bind-
ing different SW component instances.

In the ProMARTES DSE framework, each scenario Sn, is defined by configuring
internal or external triggers1 of the system and the functions that are invoked by
those triggers:

Sn = (P, Ttype, D, Dtype, f1, f2, . . . fK), (5.1)

where P is the triggering period, Ttype is the triggering type (sporadic, periodic, ...),
D is the scenario deadline, Dtype is the type of the deadline (hard, firm, soft) and
the functions fk, with k ∈ [1..K], are the scenario-involved functions, derived from
the instantiated SW components. The scenario Sn is the equivalent of the MARTE
modeling stereotype “End-to-end flow” and the function fk the equivalent MARTE
modeling stereotype “SaStep”.

In a real-time system, such triggers may be fired once, periodically or even
sporadically. A set of individual scenarios Sn defines the scenario set S , given by:

S = {S1, S2, . . . SN}. (5.2)

The scenarios set S depicts the overall system scope, functional and non-functio-
nal requirements (real-time deadlines). An architect graphically specifies the com-
ponent composition by instantiating and connecting the involved components and
the required functions for each system scenario Sn, defining internal or external
triggers for the system and the functions that are invoked by those triggers. Here,
the scenarios set S is the equivalent modeling stereotype “Real-time situation” of
the MARTE modeling profile.

The aforementioned design activities are supported graphically by the toolkit.
Bondarev et al. [4] [44] have proposed an architecture composition method that
requires minimal user intervention for the scenario definition. For each scenario,
an architect of a system selects SW components that satisfy functional and extra-
functional system requirements. Then, he/she connects the SW component inter-
faces, defines trigger types and periods and possible scenario deadlines. Based on
this approach and on the behavioral models presented in Section 4.3.3, we use the
provided and required interfaces of the SW components for automatizing the sce-
nario composition phase. In the following part of this section, the first stage of
the Architecture Composition ProMARTES framework is further elaborated and an
example of scenario definition is presented.

Scenario definition in the ProMARTES toolkit

The ProMARTES architecture composition framework incorporates an Eclipse plu-
gin, which enables automated tracing of provided and required SW component
interfaces involved with the system scenario Sn. The plugin offers semi-automated

1In the real-time system domain, a trigger can be an event that occurs internally or externally (e.g.
system interruption), a user input (e.g. press of a switch button to invoke an algorithm execution), sensor
data (e.g. check the buffer data from sensor), etc.
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Figure 5.2: Definition of a system scenario in an activity diagram, within Eclipse Papyrus modeling
plugin using MARTE modeling profile.

scenario definition by (a) filtering out interfaces that can be used by specific compo-
nent instances as well as the function list of those interfaces, and (b) automatically
connecting component instances based on the relationships of the required/provi-
ded interfaces. As long as the architect chooses the SW component interfaces (ex-
ecution interface), the architect selects the invoked functions (included in those in-
terfaces) delivering the required component and scenario functionality. In the case
study presented in Chapter 8, each interface defines a specific functionality, thus
invoking functions with a specific sequence. The latter means that by selecting the
interfaces of the instantiated SW components, the ProMARTES composition mod-
ule is able to perform binding of the different SW component instances by even
automatically specifying the functions to be executed, thereby reducing further the
workload of a system architect. Figure 5.3 depicts a pseudo-activity diagram that in-
tegrates instantiated components and their provided/required interfaces with their
executable functions. Depending on the involved instantiated components, the de-
veloped plugin validates the connection among different interfaces, as well as the
selection of the invoked functions. For each scenario (activity diagram), an architect
defines the scenario triggers (internal or external).

The aforementioned design activities are supported graphically by the Pro-
MARTES architecture composition toolkit, which is based on the Papyrus mod-
eling plugin (available in the Eclipse IDE). To support semi-automated (intuitive)
scenario definition, we have developed an extra Eclipse Papyrus plugin. Each in-
dividual scenario definition is performed within an activity diagram, as offered
by the Eclipse Papyrus modeling plugin, depicted in Figure 5.2. Each scenario
may address specific non-functional requirements, targeting the type and the actual
value of a real-time end-to-end deadline. For the definition of the non-functional
scenario requirements (e.g. scenario deadline), an architect applies a specific stereo-
type (”SaEndToEndFlow” MARTE) to the associated activity diagram and specifies
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Figure 5.3: Definition of a scenario and the SW/HW mapping of the involved SW components in a
pseudo-activity/class diagram.
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the corresponding relative attributes (e.g. DeadlineType, DeadlineValue, etc.).
This is the way to get it read by the performance analysis tools, see [50] [51].

The ProMARTES scenario definition and composition framework can be seen as
a sequence of 4 major steps, each of which containing several actions. These steps
are presented in the following paragraphs.

Step 1. An architect should define one or more different scenarios within a
common activity diagram. In order to differentiate the system scenarios that may
be characterized by different triggering periods, an architect specifies each scenario
by using specific UML diagram elements. Thus, each scenario scenario is specified
by the starting Activity UML element Initial node and its execution ends with the
Activity final element, as depicted in the Figure 5.2. The modeling elements are
selected from the palette tools of the Papyrus modeling plugin. As already men-
tioned, a scenario is characterized by extra-functional requirements (e.g. triggering
period). The specification of the non-functional properties of the scenarios is per-
formed through applying the specific MARTE stereotypes to the elements of the
Papyrus activity diagrams. More specifically, the MARTE stereotype ”GaWorkload-
Event” is applied to the starting-scenario element (Initial Node). Then, an architect
specifies the execution type and the related triggering value of each scenario (e.g.
sporadic, periodic, where periodic is further specified as period in mil-
liseconds, etc.) in the corresponding MARTE stereotype attributes (Figure 5.4).

Step 2. The next step is the definition of the component instances that are
involved in the execution scenarios and realizes the desired scenario and system
functional requirements. First, a system architect selects (by drag and drop) the
Papyrus element Opaque Action from the palette tool and applies the MARTE
modeling stereotype (”SaStep”). These stereotype modeling elements represent in-
stantiated SW components. The SW component instance specification is defined by
selecting the reference component through the properties view menu (”concuRes”
attribute2), as depicted in Figure 5.5. After the SW component instance specifica-
tion, an architect double-clicks on the stereotyped and instantiated SW component
instances (UML Opaque Action modeling element) and then selects (via pop-up
window) the SW component’s provided and required interfaces. The selection win-
dow of the provided and required interfaces is illustrated in Figure 5.6.

Step 3. The following step for the system architect is to further specify the cho-
sen interfaces. A first detail is to select the functions that enable the functional re-
quirements of the execution scenario. In order to ease this process, the ProMARTES
toolkit offers an intuitive selection method. This selection method filters out the
functions that cannot be utilized, due to the pre-selected required/provided inter-

2The ”concurRes” refers to a ”Component” type instance element that is stereotyped with the
”SchedulableResource” MARTE stereotype.

3The concurRes, interfaceReal, interfaceUsg and subUsage are the attributes of the SaStep stereotype
that are defined for each Opaque Action element of a scenario.

65



Chapter 5. Architecture Composition

Figure 5.4: Definition of the ”GaWorkloadEvent” stereotype attributes for the specification of the
scenario type: periodic, aperiodic, sporadic, etc., in the Papyrus Modeling plugin.

Figure 5.5: Definition of the attributes of the SaStep stereotype. This involves definition of the SW
component instance (concurRes), the provided (interfaceReal) and required interfaces (interfceUsg)
and the invoked function(s) (subUsage)3.

faces, and relies on a selection dialog (via pop-up window).

Step 4. As soon as the instantiations of all the SW components are defined
(interfaces and invoked functions), the SW component instances require yet to be
connected through specified elements that represent the component execution se-
quence. For this task, arrow connectors can be used between two sequentially ex-
ecuted SW component instances. The arrow connectors depict and define the ex-
ecution flow from provided to required SW component interfaces. As we have
already mentioned, the developed architecture composition ProMARTES plugin
enables semi-automated scenario definition, by automatically connecting the SW
component instances, based on their provided/required interfaces. In the Pro-
MARTES architecture composition framework, the system architect double-clicks
on the activity diagram and may choose automated flow-binding among the differ-
ent component instances. Based on the selected provided and required interfaces,
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5.3. Stage 1: Scenarios definition

Figure 5.6: SW component instantiation in an activity diagram, by defining the concurRes attribute
of the SaStep MARTE stereotype. The component instance is being selected from model elements,
which are both component instances and tagged with the ResourceUsage MARTE stereotype.

the ProMARTES plugin then automatically connects the SW component instances
of the execution scenario. The provided/required interface relationships among the
SW components are depicted in a Composite Diagram in Figure 5.8, where the
components are connected through their interfaces.

Summarizing, it becomes apparent from the description in this section that
the architect specifies the scenario and describes its required actions at a high ab-
straction layer providing the scenario functionality. The required and provided SW
component interfaces facilitate the scenario definition and are, to a large extent, au-
tomatically connected. This means that the definition of the execution scenarios is
performed with minimal human intervention, thereby accelerating the architecture
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(a)

(b)

Figure 5.7: Specification of the SaStep stereotype attributes by double-clicking on the SW component
instances involved with the execution scenario(s), by activating an overlapping window for the selec-
tion of: (a) the provided and required interfaces, and (b) the invoked functions offered by the selected
interfaces.

composition phase and reducing the architect’s workload. This allows the architect
to concentrate on the functionality of the system without being overloaded with
implementation details.

The overall method of the above-mentioned scenario definition does not include
any HW platform or SW/HW mapping. The scenario definition reflects only the
system functionality and the involved SW instances with their interfaces and not
the actual implementation details.
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5.4 Definition of SW/HW platform

As mentioned in Section 5.2, the scenario definition and the hardware architecture
specification are individual tasks and can be performed in parallel. In the definition
of the HW platform, an architect selects hardware components from a repository
and specifies the topology, number of processing nodes, communication protocols
and scheduling policies, all defining the hardware platform HP as a set by:

HP = {CPU,Net,Task}, (5.3)

where CPU is the set of the incorporated processing nodes, Net defines the network
protocol and topology and Task defines the scheduling scheme for the components
and their functions. These core attribute sets are further detailed by the following
definitions:

CPU = {CPU1, CPU2, . . . CPUN},
CPUn = {typen, f requencyn, coresn, cachen, busn},

(5.4)

for n ∈ {1, 2, .., N}, where typen is the processor type, f requencyn the operating
clock frequency, coresn the number of CPU cores, cachen the cache memory size
and its memory hierarchy, and busn the bus clock frequency of the selected CPU
communication bus. Likewise, the network set NET is subdivided by:

Net = {Net1, Net2, . . . NetM},
Netm = {protocolm, topologym},

(5.5)

for m ∈ {1, 2, .., M}, where protocolm and topologym express the network protocol
and network topology, respectively. Similarly, computing tasks are partitioned by:

Task = {Task1, Task2, . . . , TaskK},
Taskk = {cpuHostk, sPolicyk, priorityk},

(5.6)

for k ∈ {1, 2, .., K}, where cpuHostk is the CPU host, sPolicyk the type of the schedul-
ing policy and priorityk the execution priority (if applicable) of the executed task.

Definition of SW/HW platform in ProMARTES toolkit

In the ProMARTES toolkit, the definition of the HW platforms is performed within
the UML-class diagrams infrastructure, as provided by the Papyrus modeling plu-
gin (Figure 5.9). The HW classes are stereotyped with ”saExecHost” (see Fig-
ure 5.9) for processing resources and ”saCommHost” for communication resources.
The ”saExecHost” stereotyped class represents the processing resources (CPU cores).
For each processing resource, a number of attributes are defined, such as the ”ISR-
switchT” representing the interruption switch time-span of the processing resource,
the ”ISRprioRange” defining the range of the interruption thread priorities, the ”cn-
txtSwT” specifying the context switch time-span between two different threads, the
”schedPriRange” defining the scheduling priorities range of the tasks, and the ”sched-
Policy” specifying the scheduling of the processing resource.
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Figure 5.9: Each CPU core is defined as a stereotyped ”SaExecHost” UML class. The attributes of
the ”SaExecHost” MARTE stereotype define the CPU characteristics and the execution specifications,
like priority range, context switch delays, etc.

5.5 SW/HW mapping and system model generation

Once the software and hardware architectures are specified (Section 5.3 and Sec-
tion 5.4), an architect maps the software components onto the hardware nodes. The
mapping defines on which processing node each individual software component
instance has to be executed. This phase can be performed either manually by a sys-
tem architect, or can be fully automated by using optimization heuristics, as will be
described in Chapter 7, where a method is presented that replaces manual SW/HW
mapping with an effective automated process. This section focuses on the represen-
tation of the SW, the SW/HW mapping and the generation of the relative system
model. Moreover, it presents a manual SW/HW mapping process, introducing the
reader to the MARTE modeling stereotypes used for the definition of the system
model.

In the ProMARTES architecture composition framework, for each scenario Sn ∈
S , each function fk ∈ Sn is mapped on a specific task Taskn ∈ Task. When a
SW component instance is mapped on a specific HW resource, the corresponding
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component resource model Rj is loaded, complying with Eq. (4.1). The performance
attributes of these resource models are then translated into execution-time models
(resource-reservation models [89]), which define the related performance model.
Then the system is ready for the succeeding performance analysis phase.

The execution time et of each implemented function fk ∈ Fm is derived by the
division of the cycles cyclesk ∈ cpuUsgk for this function by the mapped CPUk, with
the frequency f reqk ∈ CPUk of the mapped CPU, giving

etk = cyclesk/ f reqk, for k ∈ {1, 2, .., K}. (5.7)

It should be noted that the cyclesk metric embeds the latency introduced by the
potential cache misses in all cache hierarchy levels (L1, L2, L3). This involves three
values (best, average, minimum) as specified in Eq. (4.8), based on which execution
time et is further updated to:

etx
k ≡


x = min, etmin

k =
cyclesk,min

f reqk
,

x = avg, etavg
k =

cyclesk,avg
f reqk

,

x = max, etmax
k =

cyclesk,max
f reqk

,

(5.8)

where cyclesk,min, cyclesk,avg, cyclesk,max are the same type of construct as cyclesk. In
the above, it is assumed that cyclesk ∈ cpuUsgk and f reqk ∈ CPUk. The scenarios Sn
are then translated to S′n, where the resource-utilization metrics of the incorporated
functions fu are replaced by execution-time metrics:

S′n = {P, Ttype, D, Dtype, f ′1, f ′2, . . . f ′n},
where f ′u = {et, nd}, and u ∈ [1..n].

(5.9)

Here, parameter f ′u is a set of the pure execution time et of the function fu on the
mapped HW platform HP and nd is the number of data (bytes) to be transmitted
by the fu via the network.

When the component performance data are combined with the HW mapping
topology, the framework proceeds to a system model generation. The creation of
a system model SM is based on the resource models of the involved components,
the scenario models and the SW/HW mapping architecture:

S ⊕ HP |= SM, (5.10)

where the operator ⊕ denotes the mapping notation and the symbol |= represents
the modeling operation. The oplus mapping action declares the mapping of the
scenarios on a HW platform. The mapping action is performed by defining the
tasks on which the involved in the scenarios functions will be executed. Each task is
assigned to a processing resource with specific execution priority and with network
topology. The scenarios that involve multiple SW components and tasks can be
executed on different resources. This means that multiple scenarios can be executed
in parallel to other scenarios.
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5.5. SW/HW mapping and system model generation

Figure 5.10: SW and HW mapping by defining the scheduling policy and selecting the execution core
of each component instance in the ”SchedulableResource” stereotype.

By mapping the functions of the scenarios on specific HW resource of the hard-
ware platform Hp, the scenario set S is updated to S ′, mapped on the task set Task
and on specific network topology Net. The resulting system model SM with the
enclosed scenarios, represents an executable structure that can be analyzed further
for all sorts of performance metrics:

SM = {S′1, S′2, . . . S′n} ⊕ Task⊕Net. (5.11)

It should be noted that an efficient4 SW/HW mapping is highly desired, since
it distributes the load on the hardware resources in an optimal and balanced way.
However, at the first mapping iteration, is not clear for an architect how to de-
ploy the software components in such a way that the optimal load distribution is
achieved. Various mapping alternatives are possible at this stage, where each alter-
native represents a possible variation of a system architecture.

For this reason, we have developed an automated performance analysis mech-
anism, which will be defined in Chapter 6, in order to facilitate an architect to
carefully evaluate the different alternatives and their consequences.

Definition of SW/HW mapping in ProMARTES toolkit

In the ProMARTES framework, an architect maps the SW component instances on
specific HW nodes (CPU/core instances) and specifies the task scheduling policies
and execution priorities. Each SW component instance is represented by a task
element, which is annotated with the scheduling policies when mapped on HW
nodes. The task instances are represented by Class Diagram UML elements that
are stereotyped with the MARTE ”schedulableResource” stereotype, as shown in the

4As efficient, we define the SW/HW mapping that maximizes the performance of the hardware
platform Hp for the specified system scenarios.
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example of Figure 5.10. This stereotype integrates the ”schedParameters” attribute,
where an architect defines the task scheduling policy (type and priority). The map-
ping of the SW on the HW platform can be performed by selecting the processing
CPU/core on which the instantiated task will be executed. When a task is migrated
to a different CPU/core, it leads to a different system architecture solution. In a
more complicated case, when two data-dependent tasks in the same scenario are
mapped on two different nodes, then the generated system model is automatically
updated with a data transmission link over the network infrastructure. This also
results into a new architecture solution in the ProMARTES framework, which will
be further discussed in Chapter 7.

5.6 Conclusions

In this chapter we have presented the system architecture composition phase, be-
ing the second phase of the ProMARTES DSE framework. This phase consists of
three stages: system scenarios definition, HW platform composition and SW/HW
mapping. The first two stages can be performed in parallel, thereby accelerating
the overall architecture composition phase by assigning explicit roles to domain
specialists. The system composition phase results in the definition of the system
model SM, which is further applied for performance analysis on specific quality
attributes, such as end-to-end execution delays, timeliness, resource utilization, cost
and robustness.

We have proposed a semi-automated system composition and scenario defi-
nition method, which is supported by the ProMARTES toolkit. The ProMARTES
system composition toolkit is based on the Papyrus modeling plugin [87], support-
ing graphical system design through class and activity diagrams within the Eclipse
IDE framework [90]. The specification of the system properties is based on the
MARTE modeling profile [14], which features specialized stereotypes for the mod-
eling and analysis of real-time systems, selecting from it the elements needed by
the schedulability analysis methodology that will be used [50] [51]. An Eclipse-
based plugin guides the architect to select those components from the repository
that (a) have provided and required interfaces, and (b) are matching with the in-
terfaces of the component instances already used in this scenario. Then based on
the selected provided/required interfaces, the architecture composition tool auto-
matically interconnects the involved SW component instances, thereby defining the
system execution scenarios.

The contribution of the ProMARTES architecture composition framework is
multifold.

• First, we incorporate a meta-model transformation of the component resource
models, such that they preserve their cycle-accuracy feature in the final system
model.

• Second, we split the architecture composition phase into three stages, thereby
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accelerating this phase with parallel processing, by assigning explicit design
and composition roles to domain specialists.

• Third, we propose a semi-automated scenario definition and composition con-
cept, which facilitates the overall architecture composition, while enabling fast
system prototyping without requiring prior knowledge on the SW component
interfaces specification.

• Fourth, we define a system model that integrates scenarios, component re-
source models and hardware topology into a detailed specification of a sys-
tem. This system specification acts as a reliable source for the subsequent
performance analysis phase.

• Fifth and final, we provide a software toolkit automating the composition
phases, saving on the architecture design efforts and keeping consistency in
the resulting system models.

Each variation in the HW platform, SW/HW mapping or SW component uti-
lization, results in a different system model SM. In order to identify the optimal
system model SM (architecture) for a real-time distributed system, a profound
number of system model alternatives have to be generated and evaluated for perfor-
mance analysis. Due to this broad multi-dimensional space of architecture alterna-
tives, the performance analysis method has to be not only accurate in performance
prediction, but also fast in terms of analysis time, thereby reducing the overall
design-space exploration time. The performance analysis framework is presented
in the following chapter in detail. This analysis framework receives as an input the
system model SM, which was defined during the system composition phase. In
Chapters 8 and 9, this model will be evaluated according to the measured results
of performance analysis metrics such as throughput, end-to-end delays, resource
utilization and further derived metrics.
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Chapter6
Performance Analysis

This chapter discusses the performance analysis (PA) phase of the ProMARTES DSE frame-
work. In general, performance analysis of real-time distributed systems lacks details on
computation and communication, such as the involved delays in both areas. In this chapter,
the ProMARTES PA framework integrates computation and communication delays by com-
bining both types of performance predictions in a performance model, which can be applied
for both schedulability and simulation analysis. The resulting key benefit of ProMARTES
PA framework is the combination of schedulability and simulation analysis types within
a hybrid performance analysis scheme, which makes the performance analysis framework
more accurate and powerful. This hybrid analysis method is now enhanced, as it provides
guaranteed worst- and average-case response times and detailed behavior time-line data.

6.1 Introduction

Chapter 5 has discussed the ProMARTES architecture composition approach. In
this approach, an architect defines the system scenarios and composes the HW plat-
form by combining existing HW blocks. Then the architect performs the SW/HW
mapping, thereby defining the final system model SM.

As presented in Chapter 3, the system model SM is further applied to conduct
performance analysis for measuring of real-time timeliness (end-to-end deadlines)
and resource utilization. The obtained performance-metric outcomes are considered
together with the system cost to asses the satisfaction of the system objectives of
the composed system. The level of satisfaction of each system objective is then
used for the architecture evaluation and its classification with respect to the optimal
architecture solution-set.
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The challenge of performance prediction comes from the fact that the HW and
SW components implementations are frequently not available or known in advance
at design-time. Instead, models representing abstractions of the components are
used for computation and reasoning. Accuracy of such models is essential for
obtaining reliable performance predictions on the behaviour of the future system.
Inaccurate, conservative or wobbly performance predictions may lead to system re-
design and re-implementation, increasing the time-to-market release of the product
and the development cost.

The challenges to be addressed in the performance analysis phase of a compo-
nent-based real-time distributed system come in multiple types or ways. A per-
formance analysis should take into account the intrinsic properties of the involved
hardware (cache hierarchy, number of CPU cores, processor frequency), the task-
floating effects, the networked communication, protocols and packet collisions.
These system aspects severely complicate the performance analysis of a composed
system.

Another challenge comes from the limitations of analysis mechanisms, which
are normally classified into two categories: analytical (formal) methods and simula-
tion techniques. Formal analysis does not provide detailed execution time-line data
and average-case response times, while simulation techniques cannot guarantee
reachability of worst-case response times. Moreover, simulation analysis requires
substantial execution time-span to reach convergence of the prediction results.

In this chapter, we present a performance analysis method (ProMARTES) for
component-based real-time distributed systems (CB-RTDS). This method receives as
an input the system model SM (Eq. (5.11)), which is generated during the Archi-
tecture Composition phase (Chapter 5) and outputs the values of the performance
prediction metrics, which are further used for the system assessment and the iden-
tification of the optimal system architecture.

As already discussed in Chapter 2, existing DSE frameworks consider simple
resource models (PECT, Palladio, KLAPER) based on execution and communica-
tion delays, thereby offering lower accuracy in performance analysis. Moreover, a
number of frameworks support either simulation (CARAT, ArcheOpterix) or for-
mal techniques (MPA, CB-SPE, NICTA) and only few of them support both types of
performance analysis. Furthermore, the performance analysis frameworks that deal
with network delay, do not consider additional communication delays due to packet
retransmissions (collisions), thereby further reducing the overall performance pre-
diction accuracy. Additionally, most frameworks do not support wireless network
links and different communication protocols, which limits their application to wired
communication links and to a limited number of communication protocols.

To address the above-mentioned challenges, the ProMARTES performance anal-
ysis framework integrates a hybrid performance analysis scheme, where two types
of performance analysis methods are used: schedulability analysis and simulation
analysis. When combined, a hybrid performance analysis scheme emerges, which
enables guaranteed worst-case response times, deterministic performance analysis
time-interval, as well as average-case response times and detailed behavior time-line
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data. In addition, our performance analysis method supports both computation and
communication prediction attributes, thereby trying to identify an optimal solution
for performance analysis of real-time distributed systems.

The following sections detail the performance analysis phase as follows. Sec-
tion 6.2 presents the performance analysis approach adopted in the ProMARTES
framework, discussing analysis approaches and performance metrics and finally
proposing a hybrid analysis scheme. More specifically, Subsections 6.2.1 and 6.2.2
handle the characteristics of the schedulability analysis and of the simulation anal-
ysis methods, respectively. Afterwards, Section 6.3 presents the benefits of a combi-
natorial analysis method, which has structural similarities to the “hiring process”.
Section 6.4 discusses the network analysis method used in ProMARTES perfor-
mance analysis. Section 6.5 presents the computation analysis method and the
toolkit that supports this method. Section 6.6 addresses the overall performance
analysis method and the integration of the network and computation analysis meth-
ods within the same performance model. Section 6.7 presents the meta-model con-
verters and tools that are used and developed to support the ProMARTES perfor-
mance analysis framework. Finally, Section 6.8 concludes the chapter.

6.2 Performance Analysis of the System Model

The system model SM, obtained from the Architecture Composition phase (Chap-
ter 5), is further analyzed for its metrics related to timeliness and resource utiliza-
tion. The performance analysis framework is depicted in Figure 6.1, as the third
phase of the overall ProMARTES DSE framework. Figure 6.1 details the flow of the
system model throughout all the performance analysis stages. This flow involves
the analysis tools that perform computation and network performance analysis, as
well as various meta-model conversions, acting as “glue” interfacing among the
different computation and network analysis tools. The arrow, coming out from
schedulability analysis and flowing to simulation analysis, represents the conver-
sion of the MAST model (input in the schedulability analysis) to MAST-2 model,
which is further used in the succeeding simulation analysis. The ultimate goal of the
performance analysis framework is to provide accurate performance analysis pre-
dictions within a limited time interval. Therefore, ProMARTES incorporates both
schedulability and simulation analysis. In the following subsections, the prons and
cons of each analysis type are presented and their integration into the ProMARTES
performance analysis phase is discussed.

6.2.1 Schedulability Analysis

In general, schedulability analysis enables prediction of best- and worst-case re-
sponse latencies for each task-instance, associated with a real-time deadline. More
specifically, it provides guaranteed worst-case boundary conditions and can be ex-
ecuted within a few seconds, depending on the complexity of the system model.
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Figure 6.1: ProMARTES performance analysis as part of the DSE framework.

The guaranteed worst-case response time metric is vital for the composition of
a hard real-time system, since that in such systems a missed deadline may have
disastrous consequences (see Chapter 1.3). The fast execution of the schedulabil-
ity analysis facilitates and accelerates the overall design space exploration process,
where a profound number of architecture alternatives need to be evaluated with
respect to specific system quality objectives for finally assessing the architecture
performance. However, because of its formal substance, schedulability analysis
does not provide detailed behavior time-line data and (realistic) average-case laten-
cies. Therefore, in order to obtain a more valid and clear insight on the system’s
performance, simulation-based analysis techniques may be applied.

6.2.2 Simulation Analysis

Simulation analysis provides average-case response times and detailed execution
time-line data. The last aspect facilitates the identification of possible bottlenecks at
the early composition/analysis phases. The early identification of possible bottle-
necks enables system redesign (SW/HW mapping, HW platform, etc.) at the early
prototyping phase. Additionally, the simulation-based analysis can be selectively
used for a detailed exploration of execution problems in the system architecture,
such as buffering and task-interleaving problems.

The average-case response time is an essential performance evaluation met-
ric for the composition of firm and/or soft real-time distributed systems. More
specifically, in the composition of firm real-time systems, as presented in Chap-
ter 1, the average-case responsive time is a decisive performance metric. However,
simulation-based analysis cannot guarantee reachability of the worst-case execution
scenario and requires substantial analysis time (from minutes to days) to obtain
converged performance prediction results. Table 6.1 summarizes the performance
prediction metrics of both schedulability and simulation analysis techniques.
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BCRT ACRT WCRT Timeline Analysis time
Schedulability Yes No Yes No Fast

Simulation Yes Yes Yes* Yes Slow
*Not guaranteed

Table 6.1: Performance metrics: Schedulability vs. Simulation analyses, where BCRT, ACRT and
WCRT are the best-, average- and worst-case response time metrics, respectively.

6.3 ScSi Performance Analysis method

The incorporation of two performance analysis types (formal and simulation) in a
performance analysis scheme is expected to eliminate the deficiencies and enhance
the advantages that each of them imposes. Schedulability analysis can be used for
fast identification of the worst-case response times and for guiding the DSE pro-
cess to the next design iterations (SW/HW mapping, HW platform, etc.) and for
elimination of inefficient architecture alternatives. The remaining alternatives that
still satisfy the real-time system requirements (worst-case boundaries), are further
simulated to identify additional performance attributes that cannot be extracted
by formal methods, such as detailed execution time-line data and average-case re-
sponse times.

The combination of schedulability and simulation analysis for identification of
a solution-set with optimal architecture alternatives has similarities with the screen-
ing process for hiring an appropriate candidate for a job vacancy. The hiring process
features two-stage evaluation for filtering and selection, as depicted in Figure 6.2.
Initially, a job-candidate sends his CV, including his personal information, skills
and possible job experience(s). As soon as a consultant has received all the job ap-
plications and the relative CVs, he/she selects the applicants with profiles that fit
best to the vacancy requirements and then invites them for a personal interview.
The personal interview involves technical and personality assignments designed by
an interview committee (project leader, human resources department, etc.). After
the completion of all the personal interviews and the assignments, the interview
committee forms a clear picture of all the candidates and finally concludes to hire
the candidate with the most appropriate profile and the best personality.

The dual-stage scheme is a converging pipeline which speeds up the selection
process. This filter substantially decreases the time-span of the overall “hiring”
process, since only a fraction of the initial candidate population is forwarded to the
expensive personal interview. Similar to a fast inspection of CVs, the schedulability
analysis is carried out for implementing a fast filtering of the architecture alterna-
tives to reject poor performing architecture solutions and select those alternatives
that accomplish the real-time system requirements. Simulation analysis of CB-RTDS
has the same evaluation functionality as the interview in the “hiring” process.

In the ProMARTES performance analysis framework, we have developed the
“ScSi” performance analysis scheme. The “ScSi” analysis method integrates both
formal (schedulability) and simulation analysis in a two-stage filtering scheme, as
depicted in Figure 6.3. First, schedulability analysis is applied for rapid architecture
alternative rejection and selection, as mentioned already. Then, the selected Pareto-
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Figure 6.2: “Hiring” process as a multi-stage filtering mechanism.

optimal architecture alternatives are further investigated with simulation analysis,
for broader and more extensive analysis, as presented in Subsection 6.2.2.

The “ScSi” performance analysis method is supported by the ProMARTES tool-
kit. The following sections present the ProMARTES performance analysis toolkit
and the input models involved in the performance analysis stages. The ProMARTES
performance analysis introduces tools that support both network and computation
resources, enabling performance analysis for CB-RTDS. First, the network analysis
method will be presented, followed by the computation analysis. Finally, commu-
nication and computation delays are integrated into the same analysis model.

6.4 Network analysis in ProMARTES

Ideally, both computation and network activities should be subject to either schedu-
lability and/or simulation analysis in an integrated way. However, since there are
no methods and tools supporting intrinsic network configuration and protocols, in
accordance with computation schedulability or simulation analysis, we propose a
hybrid analysis method, where network configuration and computation are jointly
used for performance analysis. In this method, we combine the worst-case execu-
tion time of each function with separately computed worst-case transmission time
of the data through the network. The disadvantage of this approach is that for
the simulation analysis, the exact starting point of a function (called operation in
MAST) associated with network communication is not taken into account. The op-
timal way to integrate network and computation delay analysis without loosing the
detailed cycle-accurate resource models, is to focus on worst-case transmission de-
lays, where all events compete simultaneously for network transmission. Among
various available technologies to form networks, the flexibility and ease of deploy-
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Figure 6.3: Performance analysis ScSi scheme.

ment of Wireless Local Area Networks (WLANs) [35], render them as an attractive
choice for distributed systems supporting node mobility. WLANs are based on the
principle of Carrier Sense Multiple Access with Collision Avoidance (CSMA/CA).
CSMA/CA does not guarantee avoidance of simultaneous transmission by multi-
ple nodes, hence this access mechanism gives rise to collisions. This phenomenon
affects the performance delay, which is also adversely affected by environmental
factors, such as indoor/outdoor obstacles and interference from other wireless net-
works. Considering that WLANs have limited bandwidth, a detailed analysis for
establishing delay predictions is desired for accuracy.

On the way to extend the support for network infrastructure schemes and pro-
tocols other than MAST and JSimMast analysis tools, we have integrated two addi-
tional network analysis tools: the first one is based on a formal network prediction
method WNDP [9], while the second one called NSP (Network Simulation Predic-
tion), is based on the network simulation tool NS3 [91]. Both analysis tools support
wired and wireless communication schemes, as well as routing protocols which are
widely used in consumer products.

WNDP. The formal network analysis tool is based on the “Wireless Network
Delay Prediction Model” (WNDP), presented in [9] as part of the ProMARTES per-
formance analysis tool. In that paper, the author details the wireless network pre-
diction model that has been adopted for the ProMARTES framework. Since the
network model was not originally implemented by the author and is beyond the
research scope of this dissertation, the implementation of the network model will
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not be discussed in detail in this chapter, but it is disclosed in Appendix A.
From this appendix, we adopt a parameter specification involving timing of the

network model, which we will use later in this chapter for performance analysis.
More specifically, we will employ the network delay parameter λk, which specifies
the network delay for performing function/operation k. These network delays are
specified for best-, average- and worst-case delay cases, which are indicated with
one, two and three superscript prime symbols, respectively. The specifications of
λ′k, λ′′k and λ′′′k are given by:

λ′k
nk

= tmac E(lk), (6.1)

λ′′k
nk

= P({k}) · λ′k +
N

∑
c=2

∑
s∈Sk(c)

P(s)
[
t′k(s) + E

(
t′′k(s)

)]
, (6.2)

λ′′′k
nk

= tmac ↑
i∈K

E(li) + ∑
j∈K

(
tmac E

(
lj
)
+ bk j

)
, (6.3)

where the meaning of the symbols and parameters is explained thoroughly in Ap-
pendix A. Eq. (6.1) defines the best-case transmission time without collisions among
the packets involved with the tasks. Eq. (6.2) indicates the case where a probability-
weighted time is computed as an average. Eq. (6.3) presents the worst-case trans-
mission when all packets have collisions during transmission, competing for the
same transmission slot. The previous network delays are further used for the com-
putation of the overall execution scenario response time analysis.

NSP. In order to integrate a simulation analysis mechanism into the network
analysis framework, we have developed a new tool called the Network Simulator
Prediction (NSP), which is actually an application based on the NS3 network sim-
ulator. Similar to the formal WNDP network prediction approach, NSP provides
worst-, average- and best-case transmission delays for each transmitted message.
The network analysis application is developed using the C++ programming lan-
guage. The communication between the computation analysis tools (MAST and
JSimMast) and the network analysis applications is being performed by configu-
ration files. Additionally, the NSP supports configuration of exact position and
physical movement of processing nodes to another location during the simulation,
thus providing a higher prediction accuracy.

Both network analysis tools receive as input the messages to be transmitted,
their triggering period, as well as their length in bytes. The message transmission
scenarios Mn are modeled as,

Mn = {name, P, S}, for n ∈ [1..N], (6.4)

where name is the name instance of the message, P the period and S the length of
the message in bytes and N is the number of the total messages transmitted through
the network infrastructure. Additional configuration options such as the physical
connection type (wired or wireless), the used protocol (802.11a/b/g, Ethernet, etc.)
and transmission bandwidth can be defined.
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The network analysis in both analysis methods (WNDP and NSP) concludes
the derivation of the best-, average and worst-case delays in the wireless network.
These delays are used in conjunction with the processing delays at the nodes, to
determine the end-to-end delay per scenario (scenario response time).

6.5 Computation analysis in ProMARTES

As already mentioned, the overall performance analysis is being performed by both
schedulability and simulation analysis in conjunction with network prediction de-
lays. The system model SM is initially applied to schedulability analysis, filtering
out the alternatives that do not meet the worst-case boundaries. Subsequently, the
architectural alternatives SM satisfying the system requirements, are analyzed by
simulation analysis, to obtain average-case delays and detailed execution time-line
data, while identifying possible bottlenecks. The following list of parameters form a
source of input for the schedulability analysis of the system: the triggering periods
defined in the scenarios Sn, the response time of the incorporated scenarios and
involved functions, the communication delays computed by the WNDP, and the
platform definition. The schedulability analysis provides the worst-case end-to-end
delays of the scenarios, processing utilization and network load. These obtained
end-to-end delays are compared with the respective deadlines Du defined in each
individual system scenario, see Eq. (5.1).

MAST. In order to analyze the performance of the system, we have developed a
number of novel proprietary tools and exploited a number of existing tools. For the
schedulability analysis of the system, we have deployed the MAST analysis tool [36].
It supports multiple schedulability analysis techniques such as EDF [92], priority-
based, preemptive and non-preemptive holistic [93] scheduling, and a combination
of them for heterogeneous real-time distributed systems [94]. Moreover, in fixed-
priority scheduling policies, different aperiodic servers may be specified (polling,
sporadic, resource reservations), while hierarchical scheduling is supported through
primary and secondary schedulers. As we have already mentioned in Section 5.3,
each defined scenario (Eq. (5.1)) in the system model (Eq. (5.11)) is triggered by
event-arrival patterns. The MAST model supports different event-arrival patterns
such as periodic, singular, unbounded aperiodic, sporadic and bursty, and it also
exploits those patterns in combination with the support of multiple event handlers
for creating multi-path end-to-end flow in the execution scenarios (delay, offset,
fork, branch, join, merge, rate divisor). This combination enables accurate system
behavioral modeling. The MAST analysis tool provides performance results such
as best-, and worst-case latencies, blocking times and resource utilization.

The system model SM, modeled by MARTE profile [14], is transformed to the
MAST format as in Eq. (6.5) by the Marte2Mast tool [47] [50] [51], presented in
Section 6.7. The mapping is expressed by:

MARTEm
marte2mast−−−−−−→ MASTm. (6.5)
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JSimMast. The architecture alternatives with satisfactory worst-case delays, com-
puted by the MAST tool, are further analyzed by simulating the system model
with the JSimMAST analysis tool [49]. JSimMAST is a discrete-event simulator tool
providing average-case response times, detailed task execution time-lines, buffer/
bus/network-load time-lines and task-interleaving/blocking aspects. Moreover, it
provides the resource utilization value (CPU, network) and it facilitates the iden-
tification of possible bottlenecks. However, it requires as input a pre-formatted
MAST2 system model [95], which is the new generation of the MAST model that the
schedulability analysis tool utilizes (transformation from MAST to MAST2 model,
see Eq. (6.6)). Hence it also holds that,

MASTm
mastTomast2−−−−−−−→ MAST2m. (6.6)

In the literature, various promising analysis techniques are provided for fixed-
priority scheduling. Bril et al. [96] [97] have proposed a novel worst-case response
time analysis of real-time tasks considering preemptive fixed-priority scheduling.
However, the scope of this thesis is not to implement a novel response time analysis
method, but re-use existing state-of-the-art methods in a DSE framework. There-
fore, for the schedulability analysis, we have focused on the offset-based technique,
which was initially proposed from Tindell et al. [98] and is offered within MAST
schedulability analysis tool. The offset-based analysis was extended by Palencia
et al. [99] for supporting multi-processor and distributed system schemes, while
supporting both priority and EDF scheduling policies. The offset-based analysis
approximates the interference of each end-to-end flow by utilizing a maximum in-
terference function, which is independent of the current phase of the end-to-end
flow. The advantage of this analysis method is that it provides less pessimistic
performance predictions compared to the other methods for schedulability of dis-
tributed systems, such as e.g. holistic [93]. This is happening because offset-based
analysis performs a global schedulability analysis on the distributed system, in
contrast to the holistic analysis where independent analysis on each processing or
communication resource is taking place. A detailed description of the adopted
offset-based analysis was reported in [99], showing significantly better results than
using holistic analysis for EDF.

The MAST2 [95] model adds new features to the system description model
(switched networks, clock synchronization mechanisms), while it is based on the
XMI framework, thus facilitating the transformation from and to MARTE-compatible
system models.

6.6 ScSi Performance Analysis in ProMARTES

In order to compute the overall CB-RTDS performance analysis of the composed
system, both network and computation delays should be incorporated. This is
implemented by exploiting the independent computation of the network delay and
utilization of this metric in conjunction with computation delay.
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During the SW/HW mapping stage, the cycle-accurate performance metrics of
components are converted to execution time slots for each function/operation (Eqs.
(5.7) and (5.9)). A time slot is the total execution time required by a function to be
executed on a specific HW platform. We define a time slice or a quantum as a period
of time (typically a fragment of a time slot) for which a function or a process is
assigned to be executed in a preemptive multitasking system. The time assigned to
the function or process is defined by the scheduling policy. During the performance
analysis, each time a function/operation is executed on the CPU, the amount of time
equal to the time slice is subtracted from the execution time of the function, i.e. the
time slot (see Fig. 6.4). When the remaining execution time of a function (called
operation in MAST) becomes equal to zero, the execution of this function is over and
the delay from the first call of this function until the end of its execution becomes
the response time of this function. When an operation is followed by a network
transmission, then the execution of the scenario is blocked until the moment that
the transmission of the message through the network is realized. The time elapsed
during the network transmission is added to the end-to-end delay of the underlying
execution scenario.

Figure 6.4 depicts an example of two scenarios executed on a two-node system,
incorporating the network communication between the two nodes. Scenario 1 in-
volves operations of Components C1 and C2, which communicate via the network
and Scenario 2 involves operations of Component C1. Components C1 and C2 are
hosted on Node 1 and Node 2, respectively. In this example, triggering of the two
scenarios occurs simultaneously. Functions f1 and f3 compete with each other to be
executed on Node 1. Assuming that the Function f1 has a higher priority than f3, it
is executed first.

87



Chapter 6. Performance Analysis

In general, it is possible to have more than two scenarios and several SW com-
ponents with various functions. Then finding the end-to-end delay becomes a
more complicated calculation, for which various partial results must be incorpo-
rated. More specifically, the end-to-end delay Λx

n, with x ∈ {bcrt, acrt, wcrt} for
scenario Sn is computed as the sum of (1) the execution times of the individual
functions/operations, (2) the sum of delays initiated by the context switches, and
(3) the sum of the network delays involved with those functions (if applicable). Let
En, Cn and Wn be the sets of the functions, context switches and network links,
respectively, involved in scenario Sn, then end-to-end delay Λx

n becomes

Λx
n = ∑

i∈En

etx
i + ∑

j∈Cn

cs + ∑
k∈Wn


λ′k, x = bcrt,
λ′′k , x = acrt,
λ′′′k , x = wcrt,

(6.7)

where execution time etx
i denotes the execution time of the function i as presented

in Eq. (5.8), cs stands for the delay caused by a context switch, and λ′k, λ′′k and λ′′′k
are the best-, average- and worst-case network delays, computed by Eqs. (6.1), (6.2)
and (6.3), respectively.

Unfortunately, the network simulators integrated into both MAST and JSim-
MAST analysis tools do not consider the details of the lower OSI layers, such as e.g.
the wireless network protocols having specific retransmission schemes. Therefore,
we have integrated the two network performance analysis mechanisms that were
presented earlier in Section 6.4. Both network analysis approaches receive as input
the MAST models (PreMAST), generated by the MARTE2MAST converter. From
the MAST models, the approaches compose the network architecture of the system
and the analysis tools evaluate their performance by computing best-, average-, and
worst-case transmission delays. The MAST and MAST2 models are updated with
the new transmission delays. In other words, for each scenario that incorporates
network transmissions between the executed functions/operations, the third term
in Eq. (6.7) is computed with the corresponding network delay.

The proposed performance analysis method including the detailed timing of
execution and network delays, has a clear number of advantages that will be listed
at the end of this chapter as an overview. Here, the description of the performance
model is now completed by converting the models for performance analysis, such
that they can be executed by existing state-of-the-art performance analysis tools.

6.7 Meta-model converters

As described in Chapter 5, the composed system model is based on the UML-
MARTE system modeling profile. However, the performance analysis tools receive
as an input, the composed system models based on the MAST or MAST2 modeling
schemes. Therefore, a meta-model converter tool is required.

Marte2Mast is a meta-model converter tool, initially developed by Medina
et al. [50] [51]. This tool can be integrated in the Eclipse IDE and facilitates the con-
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version of the MARTE system models to MAST-compatible system models. When
the MARTE-based system model is composed, the system architect converts it to
a MAST-compatible system model. Then, the MAST-compatible system model can
be used by the MAST analysis tool, for the schedulability analysis of the system.

Since, this tool is based on the older Eclipse IDE distributions and on the basic
MARTE profile, we have extended the Marte2Mast tool in order to support: (a) the
Eclipse IDE Juno, (b) the extended MARTE profile with cycle-accurate performance
metrics and (c) the latest MAST 1.5.0 schedulability analysis tool, which enables
extra functionalities compared to the previously supported Version 1.3.8.

MastToMast2 is a meta-model converter tool integrated in the MAST analysis
tool [36]. It enables the conversion from the MAST to the MAST-2 system model,
which is the required input model for the JSimMast simulation analysis tool.

The meta-model converters have been enhanced, in order to support the ex-
tended network models presented in Section 6.4. The meta-model tool-chain con-
version is specified by Eqs. (6.5) and (6.6).

6.8 Conclusions

This chapter has presented a performance analysis framework for RTDS, the Pro-
MARTES PA (Performance Analysis) toolkit, being part of the overall ProMARTES
DSE framework. The toolkit merges two different system performance analysis
approaches: schedulability analysis and simulation-based timing analysis. Both ap-
proaches provide accurate performance metrics, such as predicted latencies, through-
put and resource utilization. The schedulability analysis provides a guaranteed
WCRT metric, while the simulation-based analysis enables the identification of pos-
sible bottlenecks during the analysis phase, though it requires a substantial amount
of time for obtaining converging performance predictions.

Both performance analysis techniques contribute to the same end-to-end per-
formance analysis metric, which incorporates both cycle-accurate (ProMo resource
models) computation and communication delays, while taking into account con-
text switches occurring in preemptive scheduling policy schemes. The proposed
end-to-end delay acts as an accurate and reliable performance evaluation metric
for real-time distributed systems, where computation and communication delays
should be exploited within the same performance model. The computation and
communication delays involved in the aforementioned metric are computed by us-
ing both schedulability and simulation analysis techniques. The developed network
analysis tools (WNDP and NSP) support the low OSI layers, multiple network pro-
tocols, packet collisions, network retransmissions, thereby enabling highly accurate
network performance predictions. The translation of the composed system model
(MARTE) to proprietary system models (MAST, MAST-2) is performed by various
meta-model converters.

The performance analysis tools involved in the ProMARTES PA framework,
are combined under the ”ScSi” analysis scheme, where the schedulability analy-
sis rapidly filters out the architecture alternatives that do not meet the real-time
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requirements. Afterwards, the set of the alternatives that fulfill the requirements
is applied to simulations for a more extensive performance analysis, examining the
detailed time-line data behavior and analyzing for obtaining the ACRT of the execu-
tion scenarios. The different approaches for computation and network analysis are
based either on existing well-established tools, or on tools that we have developed
for the research of this thesis.

The main contribution of this chapter is the incorporation of cycle-accurate com-
putation resource models into the performance analysis method. Besides this, the
performance analysis method incorporates two different types of analysis, thereby
enabling (1) guaranteed worst-case response time delays, (2) performance analysis
within limited time interval, (3) average-case response time delays, and (4) detailed
time-line data. The integration of highly accurate network analysis tools during
the performance analysis phase, leads to accurate CB-RTDS performance predic-
tions, which support various network schemes and protocols. By comparing the
performance prediction to the system performance requirements, the ProMARTES
PA framework enables early identification of architecture deficiencies.

However, as already discussed, the above performance analysis approach has
a limitation: a number of cycle-accurate profiling attributes such as memory, CPU
bus and cache load obtained from the ProMo profiling and modeling phase, are
not simulated at cycle-accurate execution level. Goossens et al. [100] [101] proposed
a promising scheduling analysis method for memory types SDRAM, but this ap-
proach has not been integrated into the analysis framework due to the numerous
memory and cache hierarchy schemes, which require different performance mod-
els depending on the memory or cache system architecture, e.g. cache multi-level
hierarchy, size, etc. In order to address this problem, the involved delay of the ele-
ments in the previous list of memory-related resource attributes is incorporated in
the form of cycles, which are translated to execution-time delay. These cycles are
then obtained from an earlier model (execution time in cycles for caching) that was
defined in Section 5.5. Another limitation is that the network models consider full
signal coverage and do not deal with reduced performance due to sudden drops
in reception quality. This can influence the applicability of the wireless analysis
approach in environments with busy wireless communication networks.

Putting this chapter in a broader perspective, the proposed performance analy-
sis method and its cycle accuracy enables a detailed performance insight to identify
the best performing architectures. The accuracy prevents the adoption of architec-
tures that do not fulfill the system requirements at the late prototype phase. At
the same time, the rapid performance analysis facilitates the design space explo-
ration of a vast number of architecture alternatives (from thousands to millions).
However, at a later point, these architecture alternatives need to be ordered and
selected for further convergence to a final solution. It is attractive to automate a
large part of this architecture composition and evaluation process. The following
chapter presents an automated generation process, aiming at a fast convergence to
the optimal architecture alternative and/or a solution-set.
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Chapter7
Architecture Optimization

Chapter 5 has presented a manual architecture composition approach, which works for small
designs but does not identify the optimal system architecture in a large design space. The
identification of the optimal system architecture is a challenging task due to the vast number
of possible architecture alternatives and various system objectives that together form a multi-
dimensional design space. This chapter discusses the architecture optimization phase, where
system architecture alternatives are generated and analyzed with respect to performance
metrics, aiming at the identification of the optimal system architecture. The optimization
loop should enable automated generation of architecture alternatives that serve as potential
optimal candidates. Moreover, the optimization phase should rapidly converge to an optimal
solution-set, thereby accelerating the overall DSE process.

7.1 Introduction

The architecture optimization phase aims at the identification of the optimal ar-
chitecture solution-set for pre-defined quality objectives. This phase forms the last
phase of the presented ProMARTES DSE framework (Chapter 3). The optimiza-
tion phase is responsible for the automated generation of promising architecture
alternatives that potentially fulfill the system requirements.

For the composition of a system architecture, as already discussed in Chapter 5,
various design aspects, called factors, are combined. The combination of different
design factors results in different architecture alternatives. Such design factors are
the available SW and HW components, the mapping of SW onto specific HW com-
ponent instances, the topology of the processing nodes, the protocols used for the
communication between the nodes, etc. The design factors may depend on the sys-
tem under development, e.g. in real-time systems with one processing node there
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is no communication between different nodes. These design factors are regularly
referred to as factors of freedom or fof of a system. The diversification of the factors of
freedom results in different architecture alternatives. The fof values fluctuate within a
wide multidimensional design space, enabling the composition of a vast number of
different architecture candidates. This large number covers a large design space, so
that the generation of architecture alternatives has to be automated to avoid manual
system composition. Besides this, the generation of architecture alternatives should
be fast and should provide valid architecture alternatives1.

The selection of the best performing architecture alternatives is based on perfor-
mance analysis and other aspects, like cost. The performance metrics are obtained
from the performance analysis, as described in Chapter 6. The combination of per-
formance metrics (resource utilization, end-to-end delays, cost, etc.) forms quality
objectives that should reflect the performance of the system. The performance eval-
uation of an alternative is carried out by computing the scores of the corresponding
quality objectives. However, the importance of each quality objective may be differ-
ent, depending on the scope and the application area of the system. For instance,
Chapter 1 has presented the different relevances of a real-time deadline violation
for a soft, firm or hard real-time system. Regularly, important quality objectives are
contradictory to each other, for instance, like the cost of the system vs. the availabil-
ity of adequate processing resources. Therefore, for each architecture alternative,
the scores of the quality objectives should be projected onto a multidimensional
space depicting the overall performance of the systems.

This projection of the performance scores facilitates the comparison of the ar-
chitecture alternatives. The solutions that are not outperformed by competitive
alternatives define a set of optimal architecture alternatives. The final selection of
the optimal system architecture out of the optimal solution-set is a difficult task
and requires human intervention for assessing and weighting the performance of
quality objectives vs. the scope of the system. For instance, a quality objective like
cost might be more important than the system robustness for consumer electronics
products (mp3-players, remote controls,etc.). In such situations, the quality objec-
tives should be weighted with factors that guide the architect to the selection of the
appropriate architecture from the optimal set.

The size of the design space, when multiple factors of freedom are combined,
may result to millions of different alternatives to be defined and assessed. There-
fore, the generation of architecture alternatives has to be not only automated, but
should also produce attractive alternatives. The automated generation should lead
to alternatives that may seem randomly generated, but still can potentially belong
to the optimal solution-set, thereby reducing the exploration time. This exploration
can be performed such that it guides the automated generation to promising areas
of the design space2. However, the latter may lead and halt the exploration in a lo-

1Valid systems address the desired scope and return the expected output for the provided input.
2Depending on the system scope, the centralized processing power might be more important than

the availability of multiple processing nodes, so that the automated generation may produce alternatives
based on this rule.
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cal optimum, thereby excluding areas that potentially contain solutions with higher
performance (global optima).

The ultimate objective of the automated generation is to provide architecture
alternatives that: (a) fulfill the functional requirements of the system and (b) be-
long to the potential optimal solution-set. Moreover, the generation and evaluation
process should be fast enough (few hours to completion) and should avoid comple-
tion in local optima. Ideally, the automated DSE should identify the global optimal
solutions, depending on the desired system objectives.

For the generation of architecture alternatives, different heuristic approaches
can be utilized. Our automated architecture optimization engine is based on two
different heuristic types: Genetic Algorithms (GA) [53] [54] and Particle Swarm
Optimization approach (PSO) [56] [68]. Based on these two heuristic types, each
iteration of the architecture optimization phase results into a new architecture alter-
native by tuning the allowed factors of freedom (SW component, hardware struc-
ture, SW/HW mapping and scheduling policies). Finally, the optimization phase
converges to an optimal architecture solution-set that contains alternatives satisfy-
ing the level of performance metrics (quality objectives).

The following sections describe our automated generation approach. The ap-
proach deals with the local and global optima problem, provides rapid convergence
to the optimal solution-set and guides the optimization to promising architecture
alternatives, based on the priorities set by the system architect. The approach is
supported by the ProMARTES DSE toolkit, which integrates a meta-heuristic frame-
work supporting various types of heuristics. In conclusion, the challenges of this
chapter are the automated generation approach that addresses the local and global
optima problem, the rapid convergence to the optimal solution-set and the guidance
to promising architecture alternatives.

More specifically, Section 7.2 presents the optimization module of the Pro-
MARTES DSE framework. Section 7.3 discusses a number of quality objectives
that reflect the performance of the system. Section 7.4 details our rule-based heuris-
tic approach, which applies to existing heuristics and aims at rapid convergence
to optimal solution-set(s). Section 7.5 deals with the guided optimization method,
developed as part of the ProMARTES architecture optimization framework. Finally,
Section 7.6 concludes the chapter.

7.2 Architecture Optimization approach

The performance optimization of real-time distributed systems solves the challenge
of the optimal mapping of SW components onto available HW nodes and platforms.
The architecture optimization explores the joint variation of key factors (best task-to-
node mapping, task-execution priority, scheduling policy of the OS platform, as well
as the HW platform), leading to the generation of different architecture alternatives.
These alternatives are analyzed with respect to performance on various aspects. The
related quality objectives are based on the obtained performance measurements.
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Figure 7.1: Illustration of the architecture optimization process using system objectives and guided
optimization.

This section presents the optimization module of the ProMARTES DSE frame-
work. The optimization module integrates the open-source multi-objective opti-
mization framework jMetal [102], which allows the utilization of many state-of-
the-art multi-objective optimization heuristics. The optimization module and its
internal structure are depicted in Figure 7.1. The following subsections present
the input model used for the optimization loop, the optimization heuristics that
have been deployed in this research and the defined quality objectives enabling the
architecture evaluation of real-time distributed systems.

7.2.1 Input model for optimization loop

Prior to the first optimization loop, the original architecture alternatives defined
manually by an architect are analyzed and form an optimization model structure.
During optimization, the optimization model structure defines entities that can be
changed, while others should not be changed. Permanent entities include tasks,
components and scenarios that should be always executed to meet functional re-
quirements. Variable entities define the earlier mentioned key factors of freedom,
which can be changed during optimization loops. The factors of freedom that often
define a real-time distributed system are the HW platform (CPU, number of pro-
cessing nodes), the topology and the mapping of the SW components onto the HW
nodes/CPUs. The HW platform is modeled by defining processing nodes, their
topology, communication protocols, etc. For each task/function of the SW compo-
nents involved in the system, the execution node, the specific core of the CPU, the
execution priority and the scheduling policy of the node are defined. By varying
the previous key factors, a number of individual architecture alternatives can be
generated.

For a real-time distributed system, identification of an optimal solution-set
largely depends on the optimal task mapping. Figure 7.2 depicts the mapping
of a taskk on a specific node nk, CPU cpk, core ck with specific execution priority
pk. Taskk can be any task of a system which was defined by an architect in the
original architecture. Variable nk and CPU cpk define the node and the CPU type,
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Figure 7.2: Task mapping involving various system parameters.

respectively, on which the task is mapped. The lowest value for the cpk is unity (we
should have at least 1 CPU in the repository) and the highest is equal to the number
of CPUs, called numCPUs, included into the HW component repository. Value ck
defines the CPU core on which the task is going to be executed. This value is de-
pendent on the selected CPU cpk, since each CPU may have several cores. Finally,
the execution priority pk of the task taskk, has a value in the range between minPrio
and maxPrio, where minPrio is the minimum and maxPrio is the maximum priority
value that the system can handle. This is specified in Eq. (7.1) below, by:

taskk = {nk, cpk, ck, pk}, where nk ∈ {1, .., numNodes},
cpk ∈ {1, .., numCPUs}, ck ∈ {1, .., numCores},
pk ∈ {minPrio, .., maxPrio}, k ∈ {1, .., numTasks}.

(7.1)

For each task, two boundary vectors are created, the lLimit and the uLimit, as
specified in Eq. (7.2) below, giving

lLimit = [1, 1, 1, minPrio],
uLimit = [numNodes, numCPUs, numCores, maxPrio].

(7.2)

These two vectors are used to generate random task mapping in the value range
of those vectors. In order to create architecture alternatives in an automated way,
heuristics are used to generate the mapping of each task taskk (Eq. (7.1)). The heuris-
tics generate random values with respect to the boundary vectors, thereby defining
different architecture alternatives. The following sections describe the heuristics
pipeline deployed in our analysis.

7.2.2 Optimization heuristics

The automated generation of architecture alternatives in the ProMARTES DSE frame-
work is based on well-established optimization heuristic techniques. However, the
state-of-the-art heuristics have been enhanced in order to achieve faster convergence
to solutions that fulfill the system requirements. As already mentioned in the Sec-
tion 7.1, we integrate two types of heuristics: the Genetic Algorithm (GA) and the
Particle Swarm Optimization (PSO) heuristics.
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Algorithms like GA have been widely used in many areas for solving optimiza-
tion problems with two or more objectives. Their main advantage is that they obtain
a solution-set already after a single iteration. In the literature, many variations of
GA have been proposed. The most commonly used in the research community
are the NSGA-II [54] and the SPEA2 [53] algorithms, since they seem to provide
faster convergence and solutions of higher quality, compared to the rest of the GA
variants. However, as shown in [65], [66] and [67], NSGA-II converges faster to
Pareto-optimal solution-set(s) and leads to better performing solution-set(s), when
compared to SPEA2. The ProMARTES framework supports various optimization
heuristics, including NSGA-II and SPEA2, but in this chapter, we focus on the
better-performing NSGA-II heuristic and present the NSGA-II algorithm in detail,
while skipping the description of the SPEA2 algorithm. The CB-RTDS have several
typical characteristics (multi-node, deadlines, network communication, etc.). Based
on these individual characteristics and on experience gained from manual system
composition and analysis, we will propose several extensions that can be applied to
GA heuristics aiming at faster convergence, while maintaining the high quality of
the solutions. Here, high-quality solutions are defined as system architectures that
feature Pareto-optimality, while meeting all the predefined system requirements, so
that they approach the global optimal solution space.

Regarding the selection scheme, the GAs are classified in two types: based on
different generations (“generational”) and steady-state models. The former uses the
classic genetic operators (selection, crossover and mutation) on an older population
for the composition of the new generation, while the latter creates only one new
member which is examined for insertion into the population at each step of the
algorithm.

NSGA-II heuristic. The Non-dominated Sorting Genetic Algorithm II (NSGA-
II) [54] is a Multi-Objective Evolutionary Algorithm (MOEA), based on a non-
dominated sorting approach. When compared to the sorting-based MOEA algo-
rithms, it features lower computational complexity, as presented in [54] (O(MN2)
vs. O(MN3), where M is the number of objectives and N denotes the population
size). Additionally, the NSGA-II heuristic provides elitism and it does not require
specification of any shared parameter in contrast to the remaining MOEA-based
heuristics.

The NSGA-II starts with a randomly generated initial population. In the next
step, a new offspring population is generated and the fitness functions are com-
puted. Then, the initial and the offspring population are combined, resulting in a
new population, which is classified using a non-dominated sort. If the population
is not classified, the non-dominated individual is identified, and a new population
classification is taking place. As soon as the population is classified, the crowding
distance is assigned and a new population is created using the evolution operators:
selection, crossover and mutation. The whole process (except for the generation of
the initial and the offspring population) is repeated until the number of generations
reaches the maximum iteration count defined by the user. The detailed description
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Figure 7.3: Flowchart of the NSGA-II optimization algorithm.

of the NSGA-II optimization algorithm can be found in [54] and is shown schemat-
ically in Figure 7.3. Due to the random initial population and the random genera-
tions, this optimization algorithm requires a substantial time-span to converge to a
set of optimal solutions.

OMOPSO heuristic. The so-called Multi-Objective Particle Swarm Optimiza-
tion (MOPSO) [68] extends the Particle Swarm Optimization (PSO) heuristic [56].
The Optimal MOPSO (OMOPSO) heuristic presented in [69] is based on Pareto-
optimality and uses a crowding factor to filter the list of available leaders, thus
keeping the best leaders when the maximum list size has been exceeded. More-
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over, it incorporates the concept of an ε-dominance factor for correcting the final
solution-set generated by the heuristic. The OMOPSO heuristic, similar to NSGA-
II, uses a randomly generated initial population, while the solution-set gradually
approaches the Pareto-optimal curve. As shown in [69], OMOPSO is highly com-
petitive compared to the NSGA-II and SPEA2 optimization algorithms, providing
in many cases typically better solutions.

The OMOPSO algorithm starts by initializing the swarm (initial population).
The non-dominated particles of the swarm are used as leaders and they are placed
into the ε-archive and their crowding factor is computed. The particular velocity of
each particle of the swarm is computed and the swarm flight is performed based
on the corresponding particle velocities. Then, the performance of each particle
is evaluated and the particle’s personal best position, called pbest, is updated. As
soon as all the particles are evaluated and updated, the set of leaders is updated
as well, with potential leaders that have outperformed their personal pbest. The
ε-archive is updated with the new leaders and the crowding values of the new
leader-set is updated. This process is being repeated for a pre-determined number
of maximum iterations, delivering the optimal solution-set in the ε-archive. The
OMOPSO algorithm is visualized as a flowchart in Figure 7.4.

The major difference between the OMOPSO and the other particle swarm opti-
mization variations is that in OMOPSO the velocity value integrates factors that are
randomly initialized with values between specified boundaries, thereby avoiding
the trap of a local optimum. More specifically, in OMOPSO the velocity speed is
computed by:

ui = W · ui(t− 1) + C1 · r1 · (xpbesti
− xi(t)) + C2 · r2 · (xgbest − xi(t)), (7.3)

where parameters W = random(0.1, 0.5), C1, C2 = random(1.5, 2.0) and r1, r2 =
random(0.0, 0.1) and the function random selects randomly a number between the
specified values. The parameters W, C1, C2 and r1, r2 have fixed values specified
in the initialization of the existing PSO heuristics, and a fine-tuning process for
identifying the optimal parameter values is required prior to the heuristic execution.

7.3 Quality objectives for RTDS

7.3.1 Concept of quality objective definition

As already mentioned in Section 7.1, the optimization process aims at identification
of a system (or a group of systems) that features an optimal combination of quality
objectives. The quality objectives reflect the performance of the system with respect
to the specified system requirements. However, the formulation of these require-
ments is regularly a challenging process. Such requirements embed non-functional
and behavioral aspects of a system that in some cases cannot be easily quantified,
featuring subjective substance (e.g. pleasant user experience).

Each system quality objective increases the computation cost exponentially, be-
cause each quality objective creates an additional dimension in the design space.

98



7.3. Quality objectives for RTDS

Start

Initialize swarm and 

leaders

 ε-archive

Select leaders and perform flight on 

particlei

Subdivision mutation particlei

Stop

Crowding leaders g = g + 1

Evaluation of particlei

update pbesti

Non-

dominated?

Y

Update leaders

i < swarmsize

g < gmaxi = 0

i = i + 1

Y

N

N

Non-

dominated?

Y

Y

N

Figure 7.4: The OMOPSO optimization algorithm flowchart.

Ideally, a quality objective should incorporate more than one system performance
metric. Various performance metrics are aggregated into a common quality ob-
jective. This aggregation process differs from system to system, depending on the
different system scope and functionality. Additionally, the aggregation process from
performance metrics, system properties and non-functional requirements to qual-
ity objectives is regularly a subjective process that may depend on the priorities
of the system architect. Inefficient aggregation of metrics into quality objectives
may (a) increase the optimization complexity and (b) lead the optimization process
to individuals that comply with the defined objectives, although the actual perfor-
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mance measurements of those individuals do not meet the system requirements.
Therefore, suitable aggregation of metrics into quality objectives is essential for an
efficient and successful architecture optimization.

7.3.2 ProMARTES system quality objectives

Next, we discuss the selection strategies that were adopted by the ProMARTES op-
timization framework. More specifically, the framework defines five quality objec-
tives to address important performance metrics of real-time distributed systems: (a)
meeting all the real-time deadlines, (b) timeliness quality on the end-to-end delays,
(c) robustness, (d) resource utilization and (e) platform cost.

Hard deadline. Real-time systems may feature a number of scenarios with
hard real-time deadlines. Ideally, for each individual scenario an individual objec-
tive should be defined. However, this would substantially increase the complexity
of the optimization process. Therefore, we have defined the hard real-time require-
ment objective dd as the sum of the scenarios that fail meeting the hard real-time
deadlines (see Eq. (7.4)), which is specified by:

dd =
n

∑
i=1

f (i), f (i) =

{
1, delayi >= di

0, delayi < di ;

Sh = {Sh
1 , Sh

2 , ..., Sh
i }, Sh

i = {delayi, di}.
(7.4)

Here, delayi is the response time and di is the deadline of the scenario, respectively,
while f (i) is equal to unity, when the hard deadline of a scenario Sh

i is not met and
zero when the deadline is met. Parameter Sh is the set of the scenarios with hard
deadlines. The aim is to design a system where the dd quality objective becomes
zero.

Timeliness. Even when all the real-time requirements are met (dd = 0), it is
important to have another objective that denotes timeliness quality of an architec-
ture alternative. To this end, we introduce objective qo that represents how close
the actual delays to their required deadlines are. With this objective, we analyze the
end-to-end delays (response time) of all the system scenarios, trying to find an alter-
native that, for all the end-to-end delays, has the maximum time distance from the
deadlines of all involved scenarios. Quality objective qo is computed as the sum of
the distance of the end-to-end delays from the corresponding scenarios deadlines,
divided with the scenarios deadlines, multiplied with specific weights (dependent
on deadline type: soft, firm, hard). This is formally specified by:

qo =
n

∑
i=1

((di − delayi)/di)
td ·W(td), where W(td) =


1, td = so f t
2, td = f irm
3, td = hard

. (7.5)

Here, delayi denotes the end-to-end delay of scenario i and di is the deadline of
scenario i, parameter td represents the deadline type and like as in Eq. (7.4) for
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hard deadlines using superscripts h, we define alternative sets of scenarios Ss
i for

soft deadlines (with superscript s), S f
i for firm deadlines (with superscript f ). The

larger the sum, the better the timeliness quality of the architecture alternative. When
the objective qo has a negative value, the alternative is considered as an outlier.

Robustness. The robustness of a system under overload conditions is also an
important design objective. When a system meets all the real-time requirements,
it can be considered as a promising candidate. However, in case a system fails to
meet one or more hard real-time deadline(s) under overload conditions, the system
might be considered as under-provisioned, depending on the requirements. Taking
this into account, we introduce the robustness objective value ro. In contrast to the
quality objective qo where we analyze all the end-to-end deadlines, in the ro quality
objective we are interested only for the scenario delay that is closest to its hard
deadline, which is specified by

ro = max
i=1,..,n

(delayi/di)
h, (7.6)

where h denotes the superscript label of the scenarios that feature hard end-to-end
deadlines. The smaller the value of ro, the better the overall robustness performance
of a system under overload conditions.

Resource Utilization. Another crucial system objective is utilization of pro-
cessing resources, where lower processing utilization values show the stability of a
system. The resource utilization objective ru is equal to the highest utilization factor
of all the system processing resources, which is defined by

ru = max
j=1,..,m

coreUtilj, (7.7)

where coreUtilj is the core utilization factor of corej, with 1 ≤ j ≤ m .
Platform Cost. The platform cost objective co plays an important role in the se-

lection of the optimal system architecture in most of the cases. Low cost and, at the
same time, high performance, are the two principal and simultaneously conflicting
aspects of an optimal architecture. The platform cost is computed by

co =
K

∑
k=1

costk, with costk ∈ CPUk, (7.8)

where CPUk is a processing node of the system containing the element “cost” and
being member of the existing set of HW components, with index 1 ≤ k ≤ K.

7.3.3 Discussion on implementing the quality objectives

As mentioned in Section 6.8, the ProMARTES performance analysis method inte-
grates potential delay occurred by memory latencies (cache, BUS, RAM), but does
not simulate the memory behavior at execution time. These aforementioned laten-
cies are the direct influences of memory on some of the quality objectives. However,
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there are also indirect influences to some of the quality objectives, e.g. if the memory
is not well organized, the timeliness objective will have a low performance. Conse-
quently, we consider systems with sufficient memory (RAM) that can host the task
executions, thereby avoiding possible paging on the hard disk, which would cause
unpredicted performance behavior. Such behavior is undesirable in a predictable
(real-time) system.

The previously discussed memory aspects do influence the accuracy of at least
the last two quality objectives: resource utilization and platform cost. The previ-
ous discussion is just an example of resources having influence on various quality
objectives, which emphasizes that it is important for the architect to list any impor-
tant hidden assumptions. In this way, possible limitations in the computation of
the quality objectives and the settings of the weights for them are revealed during
architecture optimization and found prior to choosing the architecture.

The following section discusses the extension of existing state-of-the-art heuris-
tic methods in order to enable faster convergence to the optimal solution-set, while
avoiding convergence to local optima.

7.4 Rule-based initial population

As was already mentioned in the chapter introduction in Section 7.1, the DSE of a
component-based real-time distributed system is a time-consuming procedure, due
to the broad range of possible different architecture alternatives (combination of fac-
tors of freedom) and the substantial analysis time-interval required for evaluation
of each alternative. Aiming at faster convergence to the optimal solution-set, while
maintaining high-quality solution-set(s), we have proposed several extensions to ex-
isting state-of-the-art optimization heuristics. These extensions have been inspired
and based on the properties and characteristics of a CB-RTDS.

In our previous work in [8] and based on experiments conducted during man-
ual composition and exploration of the optimal system architecture, we have iden-
tified a set of guidelines for the mapping of the SW components onto the HW
nodes. These guidelines aim at achieving a high performance (high robustness,
low resource utilization, fast computation etc.) of the composed system. As a first
guideline and based on our findings, the most resource-demanding tasks of a sys-
tem should be mapped on individual CPU cores. In practice, this reduces latencies
and increases robustness of each task. Furthermore, a second guideline is that tasks
that are mutually data- and execution-dependent, especially the low-latency tasks,
should be mapped on the same node/CPU to reduce the communication delays.
This guideline is chosen because the communication delays in most cases are dis-
proportionally high, compared to the execution time delay on the CPU core.

As mentioned in Section 7.2.2, the existing heuristics generate a random initial
population and then, by tuning the factors of freedom, they generate new alterna-
tives which are examined for their Pareto-optimality. Based on the above mapping
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guidelines, we have proposed the Rule-Based Optimization (RBO) method. Instead
of a random initial population, RBO generates a population that complies with the
following rules:

• mutually data-dependent real-time tasks are mapped on the same node;

• a task is assigned with priority within a range, depending on the type (hard,
firm, soft) of the end-to-end deadline of the scenario in which the task is
involved;

• computationally expensive tasks are mapped on different cores, if possible.

Nevertheless, the initial population is still generated randomly, but within specific
constraints which are set by the above-given rules. According to these rules, the
generation of the architecture alternatives is developed now.

With respect to the first rule, we create a set D containing the data-dependent
tasks, which are specified by

D = {{taski, taskm}, ..., {taskn, taskl}}. (7.9)

Following this and employing the second rule, we associate the tasks with the
type of the deadlines by checking the scenarios they are involved in. By doing so,
we define three individual sets SD, FD and HD, that contain tasks with soft, firm
and hard deadlines, respectively, given by

SD = {taski, taskm, ..., taskn},
FD = {task j, taskk, ..., taskl},
HD = {tasko, taskp, ..., taskq}.

(7.10)

With respect to the third rule, we distinguish tasks which are more resource
demanding (computationally expensive). The performance models [6] of the in-
volved individual components contain the execution cycles ci that each function fi
in taski requires to be executed. Moreover, we define a factor Ji, which acts as a
kind of performance load, representing the computational processing load of each
function. This factor is defined as a ratio of the cycles cl divided by the amount
of cycles cm, where cl is the number of the cycles of the most resource-demanding
function l and cm is the number of the cycles of the least demanding function m, out
of all functions involved in the system model. As a result, each function fi becomes
associated with this factor Ji representing the function processing load, given by

Ji = cl/cm, with cl = max{cycles1, cycles2, ..., cyclesn},
cm = min{cycles1, cycles2, ..., cyclesn} and cyclesj ∈ cpuUsgj,

(7.11)

where cpuUsgj is the processing utilization resources of an implemented function
f j, as defined in Eq. (4.4).
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7.5 Guided optimization

With the defined quality objectives and the automated generation of architecture
alternatives, the optimization process of selecting the best architectures can take
place now. However, this selection is built upon gradually optimizing towards the
best architecture solution-set. For this purpose, the list of quality objectives should
be addressed in an elegant way. Of this list, not every quality objective is equally
important and as already indicated, performance and cost are considered principal
objectives. Therefore, we propose a mechanism to assign weights to each quality
objective, to support guidance to the gradual architecture optimization process.

The quality attributes and objective optimization functions of a system depend
on the system application domain. With hard (deadline) real-time systems, archi-
tects focus on real-time execution validation, while with soft-real time systems, ar-
chitects are more interested in graceful degradation capabilities. For some systems,
platform cost is more important than its robustness, and vice versa. To support all
of these considerations in one method, we have adopted a weighted approach for
the quality objectives, where a system architect can define weight coefficients for
each objective. The solutions that do not satisfy the system constraints are penal-
ized, guiding the optimization process to solutions that comply with the system’s
application domain and requirements.

In order to facilitate the definition of weight coefficients, we have developed
a GUI (see Figure 7.5), where the architect can drag the vertices of the polygon
and thus visually define the weight coefficient of each objective. The value of each
weight coefficient is computed as the distance of the corresponding vertex to the
central point of the polygon. The final weight values are normalized by dividing
each of them with the minimum weighting value of all the coefficients, and then
loaded prior to the start of the optimization process, guiding the design space ex-
ploration to promising architecture alternatives. The selection and specification of
the weight coefficients is a manual task and depends on the application area of the
system. For example, for one system the cost may be most important, while for
another system meeting the deadlines is crucial.

7.6 Conclusions

This chapter has presented the fourth, final phase of the ProMARTES DSE frame-
work, defined as the optimization phase. The ProMARTES optimization frame-
work enables an automated generation of promising architecture alternatives that
potentially meet functional and non-functional requirements of the system. The
architecture alternatives are generated by varying the system factors of freedom.
The large diversification and combination of different factors of freedom results in
a large number of different architecture alternatives, which need to be evaluated
and assessed with respect to their performance. For the performance evaluation of
the architecture alternatives, a number of quality objectives and their correspond-
ing metrics have been defined. These metrics combine performance measurements,
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Figure 7.5: GUI-based weighted objective definition for visually balancing the quality objectives.

such as end-to-end delays, resource utilization, components cost and quantified sys-
tem performance objectives. More specifically, we have defined the hard deadline
objective, the timeliness objective, the robustness, the resource utilization and the
platform cost. Based on the performance of the system on these objectives, the sys-
tem will be evaluated in the succeeding chapters with case studies.

ProMARTES Optimization framework. The ProMARTES automated architecture
optimization module is supported by an open-source toolkit, which is delivered
within an Eclipse IDE, as part of the ProMARTES DSE toolkit which was presented
in Chapter 3. The optimization module receives as input the system specification
and requirements (functional and non-functional) and based on them, it generates
architecture alternatives that potentially meet those requirements. Each alternative
is sent to the ProMARTES performance analysis toolkit, then performance measure-
ments are obtained and used for forming the quality objectives. The architecture
alternatives that feature Pareto-optimality on their quality objectives are included
in the Pareto-optimal solution-set. The ProMARTES optimization framework offers
multiple optimization heuristics options, supporting seamless optimization of a sys-
tem when using different optimization heuristic (depending on the preference of an
architect) without requiring additional meta-model transformations. More specifi-
cally, the ProMARTES optimization framework supports state-of-the-art optimiza-
tion heuristics such as, the NSGA-II and SPEA2 GA heuristics and the OMOPSO,
which is based on the PSO heuristic. The random mutation that characterizes the
aforementioned heuristics serves as a mechanism for avoiding getting trapped in
locally optimal solution-set(s).

Quality Objectives. The evaluation and the assessment of architecture alterna-
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tives is carried out by computing and comparing their quality objective scores.
Each different quality objective is represented by an additional dimension in the
design space, thereby increasing the optimization computation cost exponentially.
Therefore, ProMARTES combines performance measurements obtained from the
performance analysis phase, while following an aggregation strategy in order to de-
crease the optimization complexity and quantify the system requirements. The Pro-
MARTES optimization framework considers five different quality objectives, men-
tioned earlier in this section, forming a five-dimensional design space.

Rule-Based Initial Population. The heuristics that are integrated in the ProMARTES
optimization framework are based on random generation of initial population. In
order to improve the convergence speed of the existing heuristics to an optimal
solution-set, we have proposed an extension to the existing heuristics, the rule-
based initial population approach. This approach can be adopted by heuristic types
that consider random initial population. The ProMARTES optimization framework
supports, in addition to the existing NSGA-II, and OMOPSO heuristics, their rule-
based initial population versions. The rule-based method generates initial popula-
tion alternatives based on guidelines and rules, but still randomly. These architec-
ture composition guidelines apply to the composition of CB-RTDS and they have
been defined based on experience obtained from manual DSE, where an architect
first composes a new architecture and then analyzes its performance. The proposed
architecture composition guidelines aim at generating architecture alternatives that
fulfill the same five pre-defined quality objectives. Furthermore, in the optimization
process the random mutation operator is also maintained from the heuristic-based
optimization process.

Guided Optimization. The quality attributes and objective functions of a system
depend on the system application domain and an architect may want to weight
quality objectives depending on the system type. Therefore, we have proposed the
guided optimization method, which is a quality-objective weight-based approach.
In the ProMARTES optimization framework, an architect selects specific weight co-
efficients for each system quality objective by using a graphical environment. As a
consequence, the optimization of the system is guided to solutions depending on
the values of weight coefficients.

The following chapters present the case studies and the associated performance
of the ProMARTES framework. More specifically, we first apply manual DSE pro-
filing, composing and analyzing the performance of CB-RTDS systems. At the end,
we apply automated generation of architecture alternatives, as presented in this
chapter. Then the optimality of the manual and automated alternatives is com-
pared for both native (NSGA-II, OMOPSO) and extended heuristics (NSGA-II-RB,
OMOPSO-RB), obtaining very promising results.
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Case study: Autonomously

navigating robot

At this stage, the work on the design of the ProMARTES DSE framework has been com-
pleted, so that the focus shifts to the validation of the framework by implementing a number
of case studies. This chapter presents an autonomously navigating robot system as a case
study, which is a typical component-based real-time system. The ProMARTES DSE frame-
work has been used for the profiling, the architecture composition and the performance anal-
ysis of different architecture alternatives for the autonomously navigating robot. The various
alternatives are compared regarding their performance in different system objectives. The
selected optimal alternative should meet all the real-time requirements, feature low system
cost and be robust compared to other architecture alternatives. This optimal alternative is
also physically implemented, enabling a comparison between the performance prediction and
the actual performance measurements. This comparison involves the quality of the profil-
ing, architecture composition and performance analysis phases of the ProMARTES DSE
framework.

8.1 Introduction

As mentioned in previous chapters, the ProMARTES DSE framework aims at the
identification of optimal system architecture(s) of component-based real-time dis-
tributed systems (CB-RTDS). This chapter presents the first case study, which has
been used for the evaluation of the first three phases of the ProMARTES DSE
framework. We are interested in designing and building a component-based au-
tonomously navigating robot system that meets defined real-time requirements and
provides an optimal balance between the performance and the system cost (see [7]
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and [8]). This design case study forms an ideal candidate for the evaluation of the
ProMARTES DSE framework.

More specifically, this chapter presents a robot system that is based on multiple
SW and HW components, while the system has real-time requirements and a multi-
node architecture. The multiple SW and HW components are specified such that
they can be used to make different compositions in a fast manner. The principal
requirement of the autonomously navigating robot is that it should avoid collisions
with newly appearing obstacles, thereby defining various real-time requirements.
This case study has been developed in order to validate and evaluate the first three,
(the profiling, composition and performance analysis) phases of the ProMARTES
DSE framework. Other phases of the framework will be evaluated in the subsequent
case studies.

In this case study we should address the following challenges.

• Existing components: The software for the robot system is based on the existing
available SW components that perform the map composition, sensor control
and robot navigation. The involved components are selected from the ROS li-
brary [103], supporting various SW components used for composing different
types of systems.

• Component execution interoperability: The communication among the SW in-
stances can be performed either locally (data-dependent SW instances mapped
on the same node), or through a network infrastructure (data-dependent SW
instances mapped on different nodes). The execution of these SW instances
on different HW nodes distributes the processing resource load.

• Real-time requirements: The robot system handles multiple execution scenarios
performing critical real-time functions, such as the control of the robot, the
reading and transmission of the sensor data. The execution of those scenarios
have to be performed within specific time boundaries that guarantee the com-
position of a driving map within a short time and obstacle avoidance. Hence,
the execution scenarios have to meet various end-to-end deadlines.

The final objective of this chapter is to design a case study that can be used for
the evaluation of the profiling accuracy, the architecture composition approach and
the performance analysis predictions of the ProMARTES DSE framework.

The following sections present the definition of the system requirements. As
soon as the system requirements are defined, the selected SW components are
profiled by the ProMo tool, as presented in Chapter 4. Based on the system re-
quirements and the available SW components, we compose three different architec-
ture alternatives deploying the ProMARTES architecture composition framework,
as presented in Chapter 5. The three alternatives are applied to both schedulability
and simulation analysis (see Chapter 6). Finally, we compare the three different
architecture alternatives and propose the Pareto-optimal system architecture that
meets all the real-time deadlines, featuring low system cost and adequate robust-
ness.

108



8.2. Component selection

More specifically, Section 8.2 presents the selected SW components that deliver
the required system functional requirements. Section 8.3 discusses the profiling and
modeling of the selected SW components, using the ProMo tool. Section 8.4 details
the manual composition of system scenarios and different architecture alternatives
using the ProMARTES architecture composition framework. Section 8.5 deals with
the performance analysis of the composed architecture alternatives, by using both
schedulability and simulation analysis. Section 8.6 compares the performance-
analysis predictions obtained from the ProMARTES performance-analysis phase
and the real performance measurements obtained from the actual system imple-
mentation. Section 8.7 discusses the findings for validating the ProMARTES DSE
framework with the case study. Finally, Section 8.8 concludes the chapter.

8.2 Component selection

The specification of the robot system is defined by both the definition of func-
tional and non-functional system requirements. The functional requirements of this
system are defined by the selection of the appropriate SW components and their
provided/required interfaces, such that the system (a) performs autonomous nav-
igation (e.g. map composition) and (b) delivers the defined services quality (e.g.
composition of a high-resolution environmental map, adjustment of the navigation
speed depending on the environment, etc.). The non-functional requirements of the
autonomously navigating robot system are defined by the specification of end-to-
end deadlines and the triggering periods of various periodical events (freshness of
data), in order to avoid collisions with newly appeared objects. From the hardware
point of view, the autonomously navigating robot is composed of multiple hardware
units: a robot with an embedded PC and a set of remote processing workstations
(Figure 8.1). The robot provided for the case study has a set of infrared sensors
for composition of a map with the obstacles surrounding the robot. This map is
transmitted to workstations that should transmit/send timely feedback signals to
the robot for the wheel control.

For the case study, we have selected a set of suitable components from the
ROS [103] repository, to enable the required robot functionality. ROS is an open-
source operating system for robot-based applications. It provides hardware abstrac-
tion, device drivers, message-passing and package management. It is based on the
publish-subscribe architectural style, where each component subscribes for, or pub-
lishes a service wrapped into a topic type. This style enables seamless mapping of
component instances on different nodes.

From the hardware point-of-view, the navigating robot system is fully dis-
tributed. The robot sends the infrared and odometry sensor data to a Process-
ing Unit that facilitates communication with the robot and sends the packets to
remote Workstations that handle the major computations. The computation re-
sults are transmitted back to the Processing Unit to control the robot movements in
real time. The communication between the remote workstations can be performed
through wired or wireless network infrastructure and relies on the UDP layer of the
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Differential axis
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Laser scanner: 3D
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Figure 8.1: Mojo robot using differential axis, laser and infrared sensors, laser scanner with 3D
arrangement, panoramic HD camera.

ROS platform. The end-to-end delay is defined as the time difference between the
moment that the sensor data are read by the embedded PC and the time that they
are transferred to the Processing Unit. This delay is assumed as and typically also
in practice a constant delay. Therefore, we consider that the embedded PC acts as a
black box providing these sensor readings. The Processing Unit serves as an inter-
mediate node converting the odometry and the infrared data from the robot binary
format to ROS-compatible published topics. The ROS-compatible sensor readings
are then transmitted through the network infrastructure to the Workstations, where
major computations are handled. Then computed control commands are transmit-
ted back to the Processing Unit to control the robot movements in real-time (see
Figure 8.2).

From the software component point-of-view, robot localization and mapping of
surroundings is the cornerstone of the navigation process, defining the reference
model of the real world for further robot control. As already mentioned, selection
of software components is driven by the functional system requirements. Therefore,
we have selected a number of ROS components delivering the autonomous robot
navigation service with desired functionality. Afterwards, we present the selected
ROS components, detail their functionality and the data that each component re-
quires as an input (subscribe for specific topic) and provides as an output (publish
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Figure 8.2: HW Infrastructure of the autonomous navigating robot control.

specific topic)1.
To enable the surroundings map generation, the GM (slam gmapping) compo-

nent has been selected. The slam gmapping package provides laser-based SLAM
(Simultaneous Localization and Mapping) functionality. The GM component in-
stantly receives the laser and the odometry data in tf format2 and generates the
actual 2D map of the robot surroundings.

The MB (move base) component has been selected to control the robot wheels
and to navigate the robot through the environment. This component subscribes
for the actual 2D map, as well as for the laser/odometry data, tf representation
data and guides the robot to the correct path by publishing the cmd vel (velocity
command) to the robot wheels. It integrates both a local and a global planner,
therefore providing a global strategy according to the final position target, and a
local strategy which is reconsidered every 50 ms to avoid newly appeared objects.
The local planner is responsible for publishing the final navigation control signals
to the robot wheels.

A dedicated data visualization component presents the 2D map to the control
officer, who sets the destination target for the robot. This component is not visible
in our diagrams, but it is important for the case-study execution. In the remainder
of this chapter this visualization component is referred to as RVIZ component. The
destination target is issued to the MB component for further wheel control.

The MD (mojo driver) component is responsible for the communication between
the robot and ROS. The MD component publishes the infrared sensor data and the
odometry data and subscribes to the wheel-control data (cmd vel).

The MF (mojo frames config) component publishes the 3D geometrical represen-
tation of the robot with the exact position of the infrared sensors and the robot
wheels in the 3D space, performing the sensors and actuator registration.

1The architect does not have to worry whether data-dependent component instances are executed on
different nodes, since the ROS platform will manage through the publish-subscribe mechanism that the
data of the subscribed/provided topics are delivered to the correct component.

2The tf format registers the frames for laser, base and odometry.
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Figure 8.3: ROS topics involved in the autonomously navigating robot system.

Figure 8.3 presents the association among the different topics involved in the
autonomously navigating robot system. The topics mojo laser, the cmd vel and the
mojo frames config after being transformed to the tf representation, are used by the
slam gmapping component for the composition of the map topic. The map topic
is loaded together with the mojo laser and the tf topic for the computation of the
cmd vel, which is published to the robot to drive the wheels. Table 8.1 depicts the
SW components and the relative, published and subscribed topics declaring the
associativity among them.

Topics
Subscribe Publish

slam gmapping tf (laser and odometry) map (occupancy grid)

move base

tf cmd vel
odometry (tf) -

mojo laser -
map -

mojo driver
odometry (tf) cmd vel

mojo laser -
mojo frame - tf (robot)

Table 8.1: Topics that ROS SW components from Figure 8.3 subscribe for and publish to.

8.3 Component profiling and modeling

In this particular case study, we have profiled the selected components for two
different HW platforms: the i5-750 CPU and the i5-2520 Mobile CPU. The speci-
fications of the HW platforms are summarized in Table 8.2. During the profiling
process, the ProMo tool, presented in Chapter 4, automatically generates the re-
source model for each individual SW component. An example of the performance
model of the MB component is depicted in Figure 8.4. For each implemented oper-
ation of the SW component, the corresponding component resource model specifies
the required cycle-accurate resource usage.
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CPU BUS RAM

Model Frequency Cache
cores/ Transfer

Size Frequency
threads rate

CPUa Core i5-750 2.8 GHz 8 MB 4/4 2.5 Gbit/s 4 GB
1.333 GHz/

dual channel

CPU Core i5-2520 2.5 GHz 3 MB 2/4 5.0 Gbit/s 8 GB
1.066 GHz/

dual channel

aCPU core is commercially available from Intel.

Table 8.2: HW platforms used for profiling.

Figure 8.4: Cycle-accurate ProMo resource model of the MB (move base) component.

The component resource models are then placed into the repository and can be
used during the analysis phase, as described in Section 6.5.

8.4 Architecture Composition phase

At the system composition phase, we have generated three different architecture
alternatives varying in hardware component selection, topology and SW/HW map-
ping (Figure 8.5). Based on the architecture composition process presented in Chap-
ter 5, we have first defined the system scenarios that fulfill the functional require-
ments. Then we detail the scenarios by creating activity diagrams with component
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Figure 8.5: Three manually composed architecture alternatives (labeled as A, B and C) of the au-
tonomously navigating robot system.

instances, inter-component messaging, scenario triggering-conditions (events, peri-
ods) and the required end-to-end deadline for each scenario (see Section 5.3).

In parallel with the definition of scenarios, we have generated the HW plat-
form topologies, by loading the HW component instances from the repository and
connecting them with network primitives, as described in Section 5.4.

As soon as the scenarios and the HW platform variation are defined, we map
the SW component instances onto the HW platform nodes, CPUs and cores. The
variations in the HW platform results in the definition of three different architec-
ture alternatives. To each SW component, a specific execution priority is defined.
For the components involved in hard real-time scenarios, it is assigned higher pri-
ority, compared to the components involved in firm and soft real-time scenarios.
More specifically, slam gmapping is executed with priority 70, move base with 70,
mojo driver with 30, mojo frames with 10, respectively.

In the Architecture A (see Figure 8.5), we deploy two processing nodes that
communicate through a wired network connection. The most computationally ex-
pensive component instance, GM, is mapped on the i5-750 CPU node, and the other
involved component instances are mapped on the i5-2520 node. In Architecture B,
all SW components are mapped on the i5-750 processing node. Architecture C bal-
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ances the workload of the system between two nodes: the i5-750 processing node
executes the GM and the MF component instances, while the i5-2520 CPU process-
ing node executes the MD and the MB component instances.

Scenario Definition. The analysis of predicted system behavior has shown that
the workload on the system is reflected by nine execution scenarios (Figure 8.6).
This section describes the functionality, the trigger period and the end-to-end dead-
line(s) for each individual scenario. The triggering periods and the real-time re-
quirements (deadlines) for each scenario are presented in Table 8.3. The deadlines
are not restricted to time periods and are primarily defined to maintain the stabil-
ity of the system. The freshness of the data may not be critical for all execution
scenarios. This depends on the scope and the criticality of the scenario.

Scenario Name Period (ms) Deadline (ms)
GM:Odom Scenario 37 1000
GM:Laser Scenario 79 1000
MB:Odom Scenario 37 1000
MB:Laser Scenario 79 1000
GM:Frame Scenario 1000 1000
MB:NewGoal Scenario 500 500
MB:Frame Scenario 1000 1000
GM:Map Scenario 1000 1000
MB:Nav Scenario 50 150

Table 8.3: Triggering periods and end-to-end deadlines for the real-time scenarios in the case study.

As we have mentioned above, all scenarios have end-to-end deadlines. Depend-
ing on the criticality of the scenario, the end-to-end deadlines are characterized as
hard, firm or soft (see Section 1.3). In the autonomously navigating robot system, the
soft deadlines are defined as the end-to-end delays of the scenarios, where their ex-
ecution does not influence fundamental functionalities of the system. The publish-
subscribe mechanism is implemented with buffers, which store the last published
topic and when a component subscribes for this topic, it loads the last value placed
in the buffer. A missed soft deadline will result into the load of an old time-stamped
topic, reducing the delivered service quality3, but without violating the functional
system requirements. An example of such a soft real-time deadline is included in
the execution scenario that updates the tf robot representation data. The 3D actual
environmental robot representation is unlikely to be changed during the map com-
position phase and as mentioned, an old tf value can be always retrieved from the
ROS buffer. In contrast, a few execution scenarios exist in the system that violate
the system requirements. The delivered service quality is substantially reduced, but
the most important repercussion is the system malfunctioning and the possibility
of robot collisions against newly appeared objects.

The scenario GM:Odom describes the robot odometry-data transmission to the
GM component. In this scenario, odometry data is transmitted every 37 ms, while

3An old topic value (data) may result to pause the navigation of the robot for safety reasons, causing
inconvenience.
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Chapter 8. Case study: Autonomously navigating robot

the GM component stores these data to an internal buffer (memory). As soon as a
SW component instance subscribes for the odometry data, it loads from the buffer
the most recent odometry data.

Similarly to the GM:Odom scenario, the GM:Laser scenario is responsible for
providing the infrared sensor data to the GM component for the map composition.
The infrared data is updated with a period of 79 ms and stored locally by the GM
component. Commonly to the above-mentioned sensor-based scenarios, the sce-
narios MB:Odom and MB:Laser are triggered every 37 ms and 79 ms, respectively,
loading the odometry and the laser data from the robot node to the MB component
for internal storage. The scenarios GM:Frame and MB:Frame describe the transmis-
sion of the infrared sensor positions to the GM and MB components. These two
scenarios are iterating with a 500-ms period and a missed deadline does not lead to
system failure.

The scenario GM:Map describes generation of the 2D map of the robot en-
vironment. The Map operation is the core of the GM component and it is trig-
gered periodically every 1000 ms. During iteration, the GM (slam gmapping) com-
ponent instance loads the laser and odometry data from the internal buffer and
updates/generates the actual 2D map. This map is published and utilized fur-
ther for the autonomous navigation of the robot (used as reference for the global
navigation planner), as well as for the visualization of the environment and robot
position. The latter is being performed through the RVIZ visualization component.
The completion deadline of the map composition is set to 1000 ms.

The scenario MB:Nav is the scenario of primary interest, being computationally
expensive and having a hard real-time deadline at a very small time span (150 ms).
The scenario describes the feedback control loop for the robot wheels. The naviga-
tion part of the MB component is triggered every 150 ms. It loads the odometry,
laser and the actual 2D map data from the internal buffers, creates the global/local
planners and sends the control signal to the engine of the robot wheels. The local
planner is used for avoiding collisions with newly appeared objects and is updated
every 150 ms. The global planner is composed every 1000 ms and is based on the
map generated by the GM:Map component, as mentioned above.

The commander (human or automated event-trigger) sets new destination goals
for the robot, prior to or during the navigation process via the RVIZ visualization
component. This process is realized by the MB:NewGoal scenario, which represents
the workload on the system when a new goal is set. This tends to be a sporadically
triggered event, but to analyze the performance in worst-case situations, we set this
scenario to be periodic with a period of 500 ms.

At this point, we note two important properties concerning the execution sce-
nario definition. The deadlines for the execution scenarios have been defined to
guarantee that the autonomously navigating robot system:
(a) avoids collisions with newly appeared obstacles and
(b) does not introduce a delay of noticeable response when setting a new goal.

In this case study, we have strived for identification of an architecture alternative
that is able to satisfy the two hard real-time requirements at a low system cost.
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8.5 Performance Analysis Phase

The evaluations of the three alternative system architectures have been performed
using both schedulability MAST (Section 6.2.1) and the simulation analysis JSim-
MAST (Section 6.2.2), as presented in Chapter 6. First, we perform schedulability
analysis for all parallel tasks in the identified scenarios and check whether their
real-time requirements are satisfied. Second, the architecture alternatives that meet
all the deadlines are applied to simulation analysis, providing detailed behavior
predictions, as presented in Sections 6.2 and 6.3. Finally, we compare the predicted
performance results of the alternatives and propose the optimal alternative with
respect to the response latency in critical execution scenarios, robustness, resource
load and cost. The following paragraphs present and discuss the analysis results
based on the performance analysis metrics depicted in Table 8.4.

Architecture A Architecture B Architecture C

C
PU

U
ti

l. i5-2520
Core 1 7.62% - 48.74%
Core 2 27.24% - 2.62%

i5-750

Core 1 53.93% 4.80% 1.67%
Core 2 - 21.06% 48.74%
Core 3 - 38.76% -
Core 4 - 93.35% -

Network Util./Slack 10.43% - 10.39%

Ev
en

ts

GM: Odom Scenario 595.213 ms 915.925 ms 575.751 ms
GM: Laser Scenario 604.806 ms 929.603 ms 576.429 ms
MB: Odom Scenario 111.186 ms 19.726 ms 280.717 ms
MB: Laser Scenario 112.963 ms 19.726 ms 280.967 ms
GM: Frame Scenario 602.565 ms 1,085.00 ms 576.023 ms
MB: NewGoal 5.158 ms 176.959 ms 188.964 ms
MB: Frame Scenario 113.653 ms 176.404 ms 280.775 ms
GM: Map Scenario 609.131 ms 947.877 ms 577.534 ms
MB: Nav Scenario 113.903 ms 18.635 ms 270.594 ms

Table 8.4: Performance evaluation of three architecture alternatives using schedulability analysis.
The table includes resource utilization for both processing and communication media as well as the
end-to-end delays for the scenarios that feature real-time deadlines.

The multi-node Architecture A meets all the real-time requirements (see Ta-
ble 8.4). However, its worst-case study response time of the task in the MB:Nav
scenario (113.9 ms) is close to the deadline. For this task, unexpected CPU overload
may lead to a missed deadline and to an undesirable collision, thereby making this
alternative sensitive to overload conditions.

The alternative Architecture B is a single-node system, where all the SW com-
ponents are mapped on the same node, while still satisfying all the hard real-time
system requirements (see Table 8.4). However, due to the mapping of all SW com-
ponents on the same node, the CPU load is high. This influences the end-to-end
response time of the GM:MapScenario (947 ms with a deadline of 1000 ms), thereby
substantially reducing the robustness of the map-generation task under overload
conditions.
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Chapter 8. Case study: Autonomously navigating robot

Architecture C fails to satisfy the hard real-time requirement (150 ms) of the
MB:Nav scenario, accounting to 270 ms. The network delay increases the task la-
tency, resulting in a real-time requirement failure.

In the optimal architecture selection phase, the reasoning is as follows. Both
Architectures A and B satisfy the real-time requirements, but have low robustness
under overload conditions. The task in MB:Nav is not sufficiently robust in Archi-
tecture A, while the task in GM:Map is not robust in Architecture B. The former
task has more severe consequences when missing a deadline (potential collision),
therefore this task has a higher importance for deadline fulfillment. Therefore, Ar-
chitecture B is our first choice to be considered as optimal among the alternatives.
Moreover, Architecture B deploys only one processing node, so that the system
cost is reduced. Based on the aforementioned discussion, Architecture B has been
advised to the robot owners as an optimal architecture solution for the adopted
scenarios.

8.6 Validation of predictions on implemented system

In order to validate our analysis method, we have implemented the optimal Ar-
chitecture B and measured the latencies of the two critical execution scenarios
(GM:MapScenario and MB:NavScenario). We have compared the measured latencies
to the latencies predicted by the performance analysis. For the worst-case response
time analysis, the deviations of the difference between predicted vs. and actual la-
tency have shown to be within a 6% range. For the average case, it is even lower, as
presented in Table 8.5. In order to compute the actual worst-case and average-case
response latency of the two scenarios, we allowed the system to navigate for more
than one hour, while recording the corresponding scenario latencies in log files.
However, for the actual measurements, we are not sure that the system has actually
reached its worst-case response times.

GM:Map Scenario MB:Nav Scenario
WCRT Schedulability Analysis 947.877 ms 19.726 ms
WCRT Simulation Analysis 874.818 ms 11.565 ms
WCRT measured 899.123 ms 18.833 ms
ACRT Simulation Analysis 559.331 ms 3.807 ms
ACRT measured 565.983 ms 3.687 ms

Table 8.5: Performance validation in response times of Schedulability, Simulation and actually mea-
sured response times for the crucial real-time GM:MapScenario and MB:NavScenario of the au-
tonomously navigating robot.

By comparing the delays from Table 8.5, a number of interesting observations
can be made.

• Firstly, the WCRT of the simulation analysis is lower than the WCRT of the
schedulability analysis. This can be explained by the nature of these two per-
formance analysis methods, because the simulation analysis cannot guarantee

120



8.7. Case-study findings and lessons learned

the reachability of the WCRT, in contrast to the schedulability analysis, where
WCRT is predicted in a formal way.

• Secondly, the actual WCRT is lower than the WCRT predicted by the schedu-
lability analysis, indicating that during the actual execution of the system, the
worst-case scenario has not been reached.

• Thirdly and finally, we notice that the prediction delays obtained from simu-
lation analysis are lower than the measured worst-case executions. This high-
lights the fact that during simulation, the system did not reach the worst-case
execution load that both the schedulability analysis and the actual system
execution have reached.

The above observations indicate that if we were designing our navigating robot
system based only on the simulated predictions, our prototype would not meet the
real-time requirements, leading to a malfunctioning system. Thus, the simulation
WCRT cannot act as a reliable source for designing a hard real-time system and
should be combined with the schedulability analysis predictions, in order to lead
to (a) the worst- and average-case execution scenarios and (b) identifications of
possible bottlenecks.

8.7 Case-study findings and lessons learned

Findings. During the schedulability analysis, we have noticed that the mapping
of tasks on CPU cores plays a definitive role for the system performance. Two
computationally expensive tasks mapped on the same core may introduce high
task interleaving, thereby increasing WCRT of both tasks. An advisable strategy
for a system architect is to map the identified heavy (resource-demanding) tasks
on separate CPU cores. This will reduce latencies and increase robustness (low
resource utilization) for each task, even at the expense of under-use of each CPU
core.

We have also observed that the architecture, where the critical tasks are data-
and execution-independent from the performance of all other tasks, is very robust
under overload conditions. All our tasks in the scenarios execute independently of
the success/failure of other tasks, by taking the data from internal buffers. Failure
of a neighboring task to store actual data to the internal buffer does not influence
the critical task delay, but only decreases the operational quality.

Another interesting conclusion is that for low-latency tasks, the mapping of in-
volved components on different nodes leads to a disproportionally high increase in
latency, due to the added communication delay. One example is the low-latency
MB:nav task rendering an 18-ms delay in single-node mapping and 113-ms delay in
the multiple-node mapping case. In contrast, heavy but high-latency tasks improve
on execution speed, when being mapped on several nodes, e.g. the GM:Map task
with 947-ms delay on a single node and 609-ms delay in two-node mapping.
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Design procedure. In this case study, the component engineer profiles the SW
components for generating cycle-accurate resource models. These resource models
are then used by the system architect, who manually defines the execution scenar-
ios and composes three different architecture alternatives. After analyzing those
alternatives, the selected optimal architecture was implemented and used for the
validation of the ProMARTES performance analysis framework.

Discussion on limitations. The case study has revealed a number of limita-
tions of our approach. We were not able to fully analyze the internal memory-CPU
bus usage and cache behavior. For this case study, it was not critical, but for data-
intensive systems it would be of high importance. Besides this, we have noticed an
influence of OS tasks on the latency values during the performance validation on
the implemented system, while these tasks were not taken into account during the
analysis. Such tasks were related to action-logging. In order to solve this, we have
deactivated those tasks at the system prototype and we executed the scenarios in
system isolation. Finally, the migration of the tasks over different cores within one
processing node is extremely difficult to predict, since it is dynamically defined by
an OS scheduler at run-time. We have circumvented this problem in this case study
by statically assigning tasks to be executed on specific CPU cores.

8.8 Conclusions

A. Case-study motivation and scope.
In this chapter, we have applied the profiling, architecture composition and per-
formance analysis phases of the ProMARTES DSE framework to the design and
performance analysis of an autonomously navigating robot system. This system
navigates through the office space by composing a global map within timing re-
quirements and avoiding newly appeared objects. The system features multiple
real-time end-to-end deadlines, while its distributed control architecture requires
mapping of SW instances on different nodes, thereby incorporating the network
infrastructure for node-to-node communication. The latter makes the identifica-
tion of the optimal system architecture a challenging task and an ideal case study
for the evaluation of the ProMARTES DSE framework, since the mapping of data-
dependent tasks can drastically influence the overall system performance due the
involved communication delays.

In this case study, the applied DSE technique is performed manually and there-
fore does not provide the overall optimal architecture, due to the limited number
of generated architecture alternatives. The main scope of this case study was not
to propose a global optimal system architecture, but to validate the accuracy for
the first three ProMARTES DSE phases. Therefore, in this chapter our ProMARTES
DSE framework has been tested on: (a) profiling and resource modelling of com-
ponents, (b) manual composition of architecture alternatives, and (c) evaluation of
the obtained system model by schedulability analysis and simulation techniques.

122



8.8. Conclusions

The cycle accuracy of the resource models has been maintained in the ProMARTES
pipeline, since performance prediction accuracy has shown limited deviation be-
tween the performance predictions and the actual measurements for both worst-
case and average-case latencies (6% error range). Moreover, we observed that sim-
ulation analysis was not able to identify the worst-case execution scenario, which
occurred in the actual system implementation. In contrast, the worst-case execution
scenario identified by the schedulability analysis was more pessimistic in response
time compared to the actual system.

B. ProMARTES design advantages.
This chapter confirms that the method features multiple advantages for profiling,
modeling and evaluating real-time systems. Firstly, the profiling method provides
cycle-accurate performance measurements collected directly by the PMU (Perfor-
mance Monitor Unit) of the attached CPU. Secondly, the resource models are com-
patible with the commonly used UML-MARTE profile. Thirdly, the architecture
composition framework offers a GUI UML-based architecture design environment,
thereby easing and accelerating the architecture composition phase. Moreover, it
features a semi-automated system scenario composition based on the ProMARTES
architecture composition framework, which reduces the manual effort at the archi-
tect side. Fourthly, the method deploys both types of techniques: schedulability
analysis and simulation, enabling predictions of both guaranteed worst-case exe-
cutions and detailed behaviour of tasks. Finally, we integrate the Eclipse Papyrus
IDE into our tooling pipeline, so that an architect can easily graphically guide the
architecture composition and automatically convert the design into models.

C. Overall conclusions.
The ProMARTES framework has shown to be sufficiently accurate in predicting
the system performance and is able to approach realistic values for WCRT and
ACRT. This is due to the cycle-accurate measurements and prediction unit, which
contribute to realistic WCET, BCET, ACET of the incorporated tasks. The devel-
oped resource models satisfy generally accepted uniformized architecture model-
ing methods, so that they can be exchanged and reused with existing frameworks.
As a proof of the generic nature of the framework, the integration with the Eclipse
tooling pipeline enables clear design benefits for the architect. We have designed a
workable procedure for an architect, but he/she has still to manually define the ar-
chitecture alternatives by specifying the execution platform and the SW/HW map-
ping. This point will be further addressed in subsequent case studies in this thesis,
where we pursue minimization of the manual effort.

D. Considerations for a following case study.
The selected, optimal architecture alternative incorporates only one node, yield-
ing the lowest cost, meeting all the real-time deadlines and showing adequate ro-
bustness (low resource utilization). The fact that the single-node architecture has
enough processing resources to perform the autonomous navigation has motivated
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Chapter 8. Case study: Autonomously navigating robot

us to consider a more demanding robot case study, involving intensive networked
functions/operations between processing nodes based on wireless communication.
This advanced setup will further assess the performance of the ProMARTES frame-
work on data synchronization among SW component instances that are executed
on different nodes. The data synchronization is vital for the performance of a CB-
RTDS and strongly depends on the communication media (wired and wireless) and
protocols. Furthermore, a balancing methodology is then required between the pro-
cessing resources of a distributed multi-node system. This advanced setup and the
performance of the ProMARTES DSE framework will be discussed in the following
chapter.
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Chapter9
Case study: Three

Autonomously navigating
robots

This chapter presents an advanced extension of the case study presented in Chapter 8. This
extension incorporates three individual robots that navigate autonomously, while they gen-
erate a common global map. The new system involves scenarios that require excessive data
exchange among the SW component instances, with increased processing resource demands
and real-time deadlines. The advanced system is based on multiple robot nodes and the com-
munication between these nodes is performed through wired and wireless links. Similar to
the previous chapter, this case study still needs manual composition (for the last time) of four
different architecture alternatives, aiming at the identification of the optimal system archi-
tecture (meet the real-time deadlines, low system cost, robust). Finally, the Pareto-optimal
architecture alternative is physically implemented and the performance of the framework is
evaluated on a real-time wireless multi-node distributed architecture.

9.1 Introduction

After the composition and the evaluation of the autonomously navigating robot
system in Chapter 8, we now extend the basic autonomously navigating robot into
a set of three of such robots, with autonomous navigation for each robot, while
working on a common objective. The three individual robots scan the environment
and simultaneously compose three individual indoor maps. The three generated
maps are then combined to create a global reference map.
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The extra robots included in the system (compared to the single-robot system)
initiate additional real-time execution scenarios for the control loop of the robots.
Moreover, merging of three maps into one map requires a large amount of data
synchronization among the SW component instances (sensor and map data) and
additional computation resources for the global map generation. The extra work-
load makes this setup a challenging case study for design and performance analysis
of a system that features multiple real-time deadlines, comprises multiple nodes
and utilizes wired and wireless communication schemes and protocols for the data
synchronization/transfer among the different nodes.

Similar to the case study presented in Chapter 8, the system is based on pre-
existing ROS SW components [103] that perform the navigation and control of the
three robots and the combination of the three individual maps into one global map.
The communication and the execution of the SW component instances are based
on the same publish-subscribe mechanism as presented in Chapter 8. This case
study is part of the work presented in [9], where we perform the profiling, semi-
automated architecture composition and performance analysis phases of the Pro-
MARTES DSE framework. Also, the new system has to control three robots instead
of one, which results into tripling the control-loop scenarios defined for the single-
robot case study. Additional scenario definition is required for the composition of
the three individual maps to one global map.

With this new case study, we are able to evaluate the performance of the Pro-
MARTES analysis framework, on combining processing and wireless communica-
tion delays. More specifically, the following challenges come to the foreground.

• Multi-node processing architecture: We design a case study that combines pro-
cessing and communication delays (wired and wireless), requiring additional
resource demands. These extra demands are typically so high that they can-
not be hosted in a single-node architecture (in the previous chapter one robot
just fits into a single-node processing architecture).

• Higher degrees of design freedom: The performance of the extended multi-node
architecture varies on different SW/HW mapping, HW topology, communica-
tion protocols and media, thereby increasing the design factors of freedom and
making the DSE process a more challenging task compared to the single-node
case study.

• Efficient component mapping: This advanced case study demands efficient map-
ping of the components for system performance improvement, especially for
the mapping of data-dependent components involved in the same real-time
scenario. Later in this chapter, we will present a number of architecture strate-
gies that improve the overall system performance.

The following sections present the new system functionality discussing the real-
time system scenarios (called end-to-end flow in MARTE) and the components that
are incorporated by those scenarios. Firstly, we define the components to be used
for this case study. Then, similar to Chapter 8, the following stages are performed:

126



9.2. Component selection

profiling and resource modeling (ProMo), architecture composition, performance
analysis (ProMARTES) and manual architecture optimization. It should be noted
that there are two distinct differences with Chapter 8. First, in this case study we
support the analysis (schedulability and simulation) of processing resources and
both wired and wireless communication, including their corresponding behavior
and delays. Second, the actual system model is developed based on the proposed
optimal architecture alternative and then a comparison is performed between the
performance prediction values and the actual performance measurements, thereby
evaluating the ProMARTES DSE framework for this more challenging case.

The contents of the chapter is as follows. Section 9.2 presents the selected
SW components that satisfy functional requirements, imposed by the system. Sec-
tion 9.3 discusses briefly the profiling and modeling phase of the selected SW
components, using the ProMo tool. Section 9.4 details the scenarios that satisfy
the system functional and non-functional requirements and presents the manual
composition of four architecture alternatives by using the ProMARTES architec-
ture composition framework. Section 9.5 details the performance analysis for the
four architecture alternatives, combining both schedulability and simulation analy-
sis and incorporating wireless communication delays into the performance models.
Section 9.6 compares the performance analysis predictions obtained from the Pro-
MARTES performance analysis phase and the actual performance measurements.
Section 9.7 discusses a number of findings from the application of this case study
that can be used as guidelines for optimizing the architecture alternatives at the
architecture composition phase. Finally, Section 9.8 concludes the chapter.

9.2 Component selection

For the multi-robot case study, several required SW components have been selected
from the ROS [103] repository. These components perform three tasks: (a) the
autonomous control loop for all three robots individually, (b) the individual map
composition and (c) the global map composition.

From the HW point-of-view, the system with the involved robots establishes a
distributed system. Each robot sends the infrared and odometry data to the Process-
ing Units which convert them to ROS topics for further publication and subscrip-
tion. The HW architecture of each robot has been already presented in Section 8.1.
In this chapter we present three robot instances where each of them is based on the
single-node autonomously navigating robot. Each robot (see Figure 9.1) provides
odometry and laser data to the workstations and subscribes for velocity commands
from those stations. The odometry and the laser data are used by the workstations
for the control of the robot(s).

From the SW component point-of-view, creation of the surrounding map is the
cornerstone of a global indoor map reconstruction, defining the reference model
of the real world. In addition to this, the freshness of the sensor data determines
whether newly appeared objects in the environment can be detected and depicted
into the map, so that they can be avoided while the robot is navigating through the
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Odometry data

Laser data

Velocity command

SLAM #1

Navigation #1

Autonomous Robot #2

Workstations

Odometry data

Laser data

Velocity command

Autonomous Robot #1

Odometry data

Laser data

Velocity command

Autonomous Robot #3

SLAM #2

Navigation #2

SLAM #3

Navigation #3

MapStitch

Wireless Link

Figure 9.1: ROS topics and the system architecture of the three autonomously navigating robots.

space. Moreover, the stitching of the three individually generated maps into one
map is also a crucial task, since it involves possible transfer of each map (16 MB size)
through the network infrastructure from node to node. The synthesis of the three
individual maps into one global map potentially imposes high network utilization
and also requires substantial computation resources.

The majority of the SW components utilized for the multi-robot navigating sys-
tem have already been presented in the single-robot case study in Section 8.2. More
specifically, the GM, MB, RVIZ, MD, MF SW components have been specified there.
The particular case study of this chapter incorporates an additional SW component,
the MS (MapStitch). The MS component merges two individually generated maps
into one global map. It can operate with only two inputs at a time. For integration
of three individual maps, the MS component needs to be executed twice. It obtains
the input data from a file generated by the MapSaver component. Afterwards, these
components are used for the profiling, architecture composition and performance
analysis phases of the ProMARTES DSE framework.
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SW component = MS 

function = MapStitch 

property = cpuUsage 

CPU = Intel(R) Core(TM) i5 CPU 750@2.67GHz 

   instructions_avg, min, max = 7.17068e+09 

   cycles_avg, min, max = 4.56618e+09, 4.54669e+09, 4.5853e+09 

   L2_miss_avg, min, max = 2.72038e+06, 2.6290e+06, 2.8585e+06 

   L3_miss_avg, min, max = 1.27611e+06, 1.24396e+06, 1.30193e+06 
  

property = busUsage 

BUS = bus_Intel(R) Core(TM) i5 CPU 750@2.67GHz 

   L3_miss_avg, min, max = 1.27611e+06, 1.24396e+06, 1.3019e+06 
   L3_cache_wr_avg, min, max =655417, 588166, 740101 
  

property = memoryUsage 

 averageClaim, averageRelease = 77112 

 minClaim, minRelease = 77112 

 maxClaim, maxRelease = 77112 

END ExecuteCycles 

 

Figure 9.2: Specification of the resource model of the MapStitch SW component.

9.3 Component profiling and modeling

The selected SW components have been profiled for two different HW platforms:
i5-750 (1st generation) and i5-2520 Mobile CPU (2nd generation) with specifications
summarized in Table 8.2. Similar to the profiling phase described in Section 8.3, we
profile the SW components using the ProMo tool, thereby generating cycle-accurate
resource models.

This case study utilizes an additional SW component (MS) which still needs to
be profiled with the ProMo tool. The generated resource models from the previous
chapter and of this chapter are loaded from the succeeding architecture composition
and performance analysis phases. The measurements of the MS resource model are
depicted in Figure 9.2. Besides the extra SW component, we also have to account
for three robot instantiations instead of one, but this aspect will be considered in
the architecture composition phase.

9.4 Architecture composition phase

9.4.1 Scenarios definition

As already mentioned in Chapter 5, the system functionality can be specified by the
definition of the system execution scenarios. The multi-node navigating robot has
functional similarities with the single-node navigating system presented in Chap-
ter 8. The multi-node navigating robot system integrates three autonomously nav-
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igating robots, which should still compose a map in real-time and avoid collisions
with newly appeared objects.

Therefore, the defined scenarios are an extended version of the execution sce-
narios presented in Section 8.4 and will be briefly presented below. For navigation
and map composition, 10 individual execution scenarios per robot are required and
they have been already presented in Section 8.2. For the composition of a global
map, an additional scenario is required which merges the three individual maps
to one global map. Therefore, the system functionality is defined by 31 execution
scenarios, from which the 30 execution scenarios perform the autonomous naviga-
tion for the three robots and 1 scenario performs the composition of the global map.

Excecution scenarios specification. Each scenario describes specific system
functionality and it is characterized by a triggering period, a deadline, the involved
components and the invoked functions. The most critical real-time scenarios are
depicted in Figure 9.3. Table 9.1 depicts the periods and the deadlines of the 10
scenarios for each robot and the map-merging scenario.

We now describe the critical real-time scenarios of the system. The scenarios
that specify the functionality of the sensor data reading and buffers updating are
set to have a hard real-time deadline of 100 ms. Thus, the crucial scenarios MB:Nav
and GM:Conversion (with a triggering period of 50 ms) load the fresh sensor data at
least once every two execution iterations. The scenario GM:Odom specifies the robot
odometry data transmission to the GM component. In this scenario, the odometry
data is transmitted every 37 ms and the GM component stores the data to an internal
buffer (memory). Similarly, during the scenario GM:Laser, the infrared sensor data
is transmitted to GM every 79 ms for internal storage. Commonly, the scenarios
MB:Odom and MB:Laser are triggered every 37 ms and 79 ms, respectively, transfer-
ring the odometry and the laser data from the robot node to the MB component for
internal storage. The scenarios GM:Frame and MB:Frame specify transmission of the
internal odometry sensor positions in the 3D space to the GM and MB components,
respectively.

The scenario GM:MapConversions transmits the projection of the odometry data
on the composed map to the MB component for the navigation process. The navi-
gation loop has a period of 50 ms, so the delay for the computation and the trans-
mission of the odometry projection to the map should not exceed this time delay.

The scenario MB:NewGoal represents the workload on the system when a new
target/goal arrives from the RVIZ component during the navigation process. For
worst-case analysis, we set it empirically to a period of 500 ms.

The scenario GM:Map specifies generation of the 2D map of the robot local
environment. The Map operation is the core of the GM component. The operation
is triggered with a period of 1000 ms. During one iteration, the Map loads the laser
and odometry data from the internal buffer and updates/generates the actual 2D
map. The completion deadline of the task instance is set to 1000 ms.

The scenario MB:Nav is the scenario of main interest, since it is computationally
expensive and has a hard real-time deadline at a small time interval (100 ms). The
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scenario describes the feedback control loop for the robot wheels. The Nav opera-
tion of the MB component is triggered every 50 ms. It loads the odometry, laser and
the actual 2D map data from the internal buffers, creates the global/local planners
and sends the control signal to the engine of the robot wheels (see Fig. 9.3).

The scenario MS:MapStitch merges the three individual maps composed by the
three robots to one global map, executing the MapStitch function/operation of the
MS component. The period as well as the deadline are set to a relatively large
value of 60 secs, in order to have sufficient time for covering communication delays
and latencies. Nonetheless, each robot can navigate autonomously through the
space and the global map update does not risk any collisions with newly appeared
objects.

The deadlines for the scenarios are defined to guarantee that the system:
(a) avoids collisions with the newly appeared objects,
(b) generates a global map every minute, and
(c) does not introduce a noticeable response delay when a new goal is set.

Scenario Name Period (ms) Deadline (ms) Message length (bytes)
GM:Odom Scenario 37 100 165
GM:Laser Scenario 79 100 1,209
MB:Odom Scenario 37 100 165
MB:Laser Scenario 79 100 1,209
GM:Frame Scenario 50 100 1,999
GM:Conversion Scenario 50 100 159
MB:NewGoal Scenario 500 500 171
MB:Frame Scenario 50 100 1,999
GM:Map Scenario 1,000 1,000 16,777,216
MB:Nav Scenario 50 100 144
GM:Map Stitch 60,000 60,000 16,777,216

Table 9.1: Periods, deadlines and message lengths for the real-time scenarios.

9.4.2 Composition of architecture alternatives

During the system composition phase, four individual architecture alternatives are
defined, all varying in SW/HW topologies (see Figure 9.4).

Two CPU types are employed for processing nodes at the workstation(s) side:
the i5-750 and the i5-2520 . Both incorporate 4 cores, meaning that they can execute
many tasks simultaneously. The interconnection among the nodes is based on an
ad-hoc wireless network, operating at 54 Mbps in the IEEE-802.11g mode. As a
design choice, the wireless network infrastructure has been chosen instead of wired
connections, since it features flexibility at a competitive data rate transfer. Because
the robots move through the space transmitting the data from sensors, it is not
practical to connect the processing nodes that are positioned on top of the robots
with cables. Moreover, in some cases, when increased processing resources are
required, the installation of additional processing node(s) under a wireless network
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Architecture B
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Figure 9.4: Four manually composed architecture alternatives of the autonomously navigating robot
system.

is an easy task (no cables, switches), thereby increasing the flexibility of the system.
Finally, when an ad-hoc type of wireless network is adopted, the cost is reduced
due to the fact that no additional equipment is required, like routers, switches, etc.

In Figure 9.4, Architecture A is a single-node architecture alternative. All tasks
are assigned on the i5-750 CPU node. As we have already mentioned in the previ-
ous chapter, the GM component instances require significant processing resources.
Therefore, the GM instances are mapped on different cores alongside with other
software component instances, in order to balance the processing demand.

Architecture B deploys two processing nodes. The computationally expensive
GM component, as well as the MS component are mapped on the i5-750 CPU node.
The other SW components are mapped on the i5-2520 node, thus distributing the
resource demands over two different nodes. However, the usage of two nodes for
load balancing should be done carefully, as it introduces network delays for the
synchronization of data-dependent SW component instances.

Architecture C incorporates three processing nodes. Each processing node exe-
cutes the whole navigation and map composition process, while Node 1 and Node 2
execute an instance of the MS software component. However, in this SW/HW map-
ping, the composed maps have to to be transferred through the network, adding
communication delay to the map stitching scenario.

Architecture D is based on four nodes. Node 1, Node 2 and Node 3 execute the
navigation and the map composition process, distributing the processing workload.
The three composed maps are subsequently transmitted to Node 4 which executes
the MS component. This transmission incorporates network delay due to the large
size of the composed maps (16 MB).

The mapping of the SW components onto the HW nodes is depicted in Fig. 9.4.
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9.5 Performance analysis

The evaluation of the architecture alternatives has been performed by applying
both types of analysis: the schedulability analysis (MAST + WNDP tool) and the
simulation analysis (JSimMAST + NS3 tool).

We first perform schedulability analysis to determine whether each alternative
is schedulable for satisfying the requirements for specified deadlines. The candi-
dates that satisfy the real-time requirements are further applied to simulation analy-
sis. The obtained performance predictions (schedulability and simulation analysis)
are depicted in Table 9.4, which contains the processor and the network utilization,
as well as the execution scenario delays.

The performance simulation phase strives for the identification of possible bot-
tlenecks. Moreover, it also provides guaranteed worst-case and realistic average-
case delays. Finally, by applying an additional operational robustness test with
increased workload to the architecture alternatives, we can identify the optimal ar-
chitecture alternative regarding the performance of the real-time tasks, robustness
and the cost of the composed system.

As already discussed in Section 6.6, for the performance analysis, ProMARTES
first computes the network delays, and subsequently, uses those network delays in
the schedulability and simulation analysis of the overall system (computation and
network delays).

9.5.1 WNDP (Wireless Network Delay Prediction) Evaluation

The WNDP model that has been presented in Section 6.4, is evaluated by the
requirements of the experimental three-robot autonomous navigation setup, de-
scribed in Table 9.1. In this setup, the computation resource nodes communicate in
a wireless unmanaged network.

A. Network setup
For the transport layer and its protocol, TCP is selected, whose implementation
in the Robot Operating System (ROS) mandates a TCP ACK (acknowledgement re-
ceipt) for each segment. Consequently, the transport layer length seqtp of a sequence
of segments (see Appendix) is set to unity for indicating that there is one TCP ACK,
thus seqtp = 1. Due to the ACK overhead of TCP, the transport layer connections
may be considered by the MAC layer as two-source information emitters. Other
specifications taken from ROS are the segment payload limit, G = 1, 448 bytes, the
specific TCP ACK size ACKtp = 66 bytes, the MPDU payload limit L = 2, 304 bytes
and OSI headers sizes htp = 32 bytes, hip = 20 bytes and hmac = 34 bytes. Tests are
conducted for WLAN technology, IEEE 802.11g [104] tuned at a contention window
of CW = 32. Other PHY/MAC parameter values are listed in Table 9.2.

B. Operational observations
From the result reported in Table 9.3, the first observation is that the average delay
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Parameter Value
aSlotTime (µs) 9
SIFS (µs) 10
Data rate (bits/µs) 54
ACK (bytes) 14
PHY header (bits) 144

Table 9.2: IEEE 802.11g PHY/MAC parameter values used in the setup.

is more than twice as large as the best delay. This is due to the “collisions” time
overhead that incurs an extra delay of at least the same order as the best delay.

Another observation is the relatively large value obtained for the worst-case
transmission delay. We underpin the effect of our mean-field approach on the
two terms in Eq. (A.5) in the Appendix. The first term strongly depends on the
size of the largest MPDU (MAC Protocol Data Unit) involved in a given “colli-
sion”. Because of the fact that MPDU sizes reflect only the mean payload generated
at the transport layer, the first term of Eq. (A.5) has a low impact. The second
term strongly depends on the number of sources. Our WNDP model reduces the
transmitters of data segments and corresponding control segments to one virtual
source per function. Thus the length of the longest schedule during the first-order
“collision” resolution is effectively reduced by an order of mean MPDU count per
function. Consequently, the second term has a low impact as well. Inspecting the
conditions leading to the worst-case delay, the probabilities of their occurrence are
almost negligible. Each occurrence represents a system hyperperiod, which is esti-
mated to be 4.23 days at the functional level of the WNDP model. Lastly, the low
delays of IEEE 802.11g networking are due to its relatively high transmission rate.

Network Transmission BCRT ACRT WCRT
GM:Conversion Scenario 1 0.768 ms 2.112 ms 6.464 ms
MB:Laser Scenario 0.928 ms 2.432 ms 6.464 ms
GM:Conversion Scenario 2 0.768 ms 2.112 ms 6.464 ms
GM:Conversion Scenario 3 0.768 ms 2.112 ms 6.464 ms

Table 9.3: WNDP best-, average- and worst-case network delays of Architecture B (see Section 9.4).

9.5.2 Architecture Evaluation

The network delays computed by the WNDP model are integrated into the models
of the four architecture alternatives (see Figure 9.4). Performance prediction metrics
are obtained for each architecture alternative, as depicted in Table 9.4. For each ar-
chitecture alternative, Table 9.4 depicts the schedulability and the simulation-based
metrics (if available). More specifically, for each architecture alternative and for each
type of analysis, the CPU and network resource utilizations are depicted. Addition-
ally, end-to-end delays, including the computation and communication delays, are
presented for each individual critical scenario of the system. The obtained perfor-
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mance measurements are compared to the requirements of the systems, leading to
(a set of) optimal architecture alternative(s). In the sequel, the performance evalua-
tions of the composed alternatives of Architectures A, B, C and D are discussed.

Architecture A is based on a single-node approach. Due to the lack of process-
ing resources (1 CPU), the architecture fails to pass the schedulability test due to
resource overload (see Table 9.4). Thus, Architecture A is rejected as insufficient
at the early phase. In addition to the schedulability analysis, simulation-based
analysis is applied in order to identify the ACRT and the WCRT values, since the
schedulability analysis cannot provide the WCRT due to high resource utilization.

Architecture B is a dual-node system and meets all the real-time requirements,
as presented in Table 9.4. The dual-node system has the advantage of the increased
processing resources (vs. Architecture A), while the data transmission over the
network is limited, since the scenarios GM:MapScenario restructuring the maps are
hosted in the same node with the scenario GM:MapStitch that merges them. Thus,
map transmission through the network is not required.

Architecture C is a three-node architecture satisfying the real-time constraints
and defines an alternative solution to Architecture B. The three-node vs. the dual-
node architecture provides an extra processing resource offering dynamic QoS man-
agement when a processing node fails. This can be realized by changing the be-
havior of the system at run-time, as presented in [105], where the Flexible Time-
Triggered (FTT) Paradigm [106] [107] is selected as reference architecture. On the
contrary, it generates more network traffic, due to the increased data synchroniza-
tion among the nodes.

Architecture D fails to meet the real-time requirements, although being a four-
node system. More specifically, the scenario GM:MapStitch fails to meet the end-
to-end deadline (60 secs). By applying simulation analysis, we have found that the
rest of the system deadlines are met, meaning that: (a) the transmission of the maps
through the network infrastructure bounds the performance of this alternative and
(b) this architecture could be a possible candidate for a system where the task of
the 3 maps merging to 1 map is not indispensable.

Comparison. The analysis has shown that from the presented architecture alterna-
tives, only Architectures B and C meet the real-time requirements of the system.
Architecture A fails to meet the requirements due the lack of processing resources,
while Architecture D is not sufficient due to the high network utilization, which
influences the end-to-end response delays in critical real-time scenarios. Architec-
ture B leads to higher response delays in the majority of the scenarios (except the
MS:MapStitch scenario). On the other hand, Architecture C uses an extra processing
resource being more costly than the Architecture B, but offering an additional pro-

137



Chapter 9. Case study: Three Autonomously navigating robots

cessing node that can be used for balancing the processing load when one of the
three nodes fails [9], thereby offering more flexibility.

Architecture A Architecture B Architecture C Architecture D
Sch. Sim. Sched. Sim. Sched. Sim. Sch. Sim.

C
PU

U
ti

li
za

ti
on

Node 1

Core 1 n.a. 100% 57.87% 54.76% 21.57% 14.14% n.a. 10.43%
Core 2 n.a. 59.5% 51.73% 48.96% 2.87% 2.92% n.a. 3.20%
Core 3 n.a. 59.5% 51.73% 48.99% 21.76% 16.91% n.a. 15.62%
Core 4 n.a. 23.4% 5.75% 5.84% 49.19% 46.54% n.a. 65.59%

Node 2

Core 1 n.a. - 23.29% 13.12% 1.90% 1.94% n.a. 3.21%
Core 2 n.a. - 23.29% 13.07% 2.88% 2.75% n.a. 15.63%
Core 3 n.a. - 23.29% 13.11% 22.61% 17.72% n.a. 10.47%
Core 4 n.a. - 50.12% 44.37% 49.19% 46.70% n.a. 67.66%

Node 3

Core 1 n.a. - - - 4.51% 3.33% n.a. 3.21%
Core 2 n.a. - - - 20.69% 16.81% n.a. 15.62%
Core 3 n.a. - - - 17.68% 10.44% n.a. 10.46%
Core 4 n.a. - - - 19.62% 12.23% n.a. 68.39%

Node 4

Core 1 n.a. - - - - - n.a. 1.72%
Core 2 n.a. - - - - - n.a. 1.71%
Core 3 n.a. - - - - - n.a. -
Core 4 n.a. - - - - - n.a. -

Network Util./Slack - - 15.75% 15.75% 91.94% 96.54% n.a. 99.99%

Ev
en

ts

GM:Odom1 Scen. n.a. 3,680 ms 14.1 ms 6.9 ms 12.6 ms 6.3 ms n.a. 4.3 ms
GM:Odom2 Scen. n.a. 3,681 ms 58.9 ms 21.1 ms 11.9 ms 5.7 ms n.a. 5.0 ms
GM:Odom3 Scen. n.a. 3,687 ms 58.9 ms 20.7 ms 12.2 ms 5.8 ms n.a. 4.7 ms
GM:Laser1 Scen. n.a. 3,685 ms 60.2 ms 21.9 ms 12.6 ms 6.0 ms n.a. 5.1 ms
GM:Laser2 Scen. n.a. 3,677 ms 60.2 ms 14.1 ms 12.2 ms 6.0 ms n.a. 5.9 ms
GM:Laser3 Scen. n.a. 3,687 ms 91.1 ms 22.2 ms 12.2 ms 6.0 ms n.a. 5.3 ms
MB:Odom1 Scen. n.a. 3,678 ms 59.1 ms 22.2 ms 12.7 ms 6.1 ms n.a. 4.9 ms
MB:Odom2 Scen. n.a. 3,679 ms 59.1 ms 20.2 ms 11.9 ms 5.6 ms n.a. 5.5 ms
MB:Odom3 Scen. n.a. 3,685 ms 59.1 ms 21.1 ms 12.2 ms 5.9 ms n.a. 5.1 ms
MB:Laser1 Scen. n.a. 3,687 ms 59.9 ms 22.1 ms 12.6 ms 6.2 ms n.a. 5.0 ms
MB:Laser2 Scen. n.a. 3,678 ms 59.9 ms 22.9 ms 11.9 ms 6.0 ms n.a. 5.8 ms
MB:Laser3 Scen. n.a. 3,688 ms 59.9 ms 22.2 ms 12.2 ms 6.9 ms n.a. 5.4 ms

GM:Frames1 Scen. n.a. 3,853 ms 64.1 ms 26.0 ms 23.3 ms 11.0 ms n.a. 8.6 ms
GM:Frames2 Scen. n.a. 3,862 ms 64.1 ms 26.0 ms 21.5 ms 9.8 ms n.a. 9.0 ms
GM:Frames3 Scen. n.a. 3,859 ms 64.1 ms 26.0 ms 12.1 ms 10.0 ms n.a. 8.9 ms
MB:Frames1 Scen. n.a. 3,851 ms 19.1 ms 13.1 ms 23.3 ms 9.8 ms n.a. 8.9 ms
MB:Frames2 Scen. n.a. 3,890 ms 64.1 ms 26.0 ms 21.5 ms 9.4 ms n.a. 9.4 ms
MB:Frames3 Scen. n.a. 3,856 ms 64.1 ms 26.0 ms 22.1 ms 9.8 ms n.a. 9.0 ms
GM:GMcon1 Scen. n.a. 103.5 ms 59.4 ms 52.7 ms 48.2 ms 48.1 ms n.a. 87.4 ms
GM:GMcon2 Scen. n.a. 49.7 ms 53.4 ms 48.6 ms 48.2 ms 48.1 ms n.a. 82.5 ms
GM:GMcon3 Scen. n.a. 49.5 ms 53.4 ms 48.7 ms 48.2 ms 48.0 ms n.a. 85.4 ms

MB:NewGoal1 Scen. n.a. 14,088 ms 9.7 ms 9.7 ms 11.7 ms 10.6 ms n.a. 9.7 ms
MB:NewGoal2 Scen. n.a. 491 ms 9.7 ms 9.7 ms 10.7 ms 10.6 ms n.a. 9.6 ms
MB:NewGoal3 Scen. n.a. 494 ms 9.7 ms 9.7 ms 9.7 ms 9.7 ms n.a. 9.6 ms

MB:Nav1 Scen. n.a. 3,192 ms 61.7 ms 24.0 ms 21.3 ms 12.4 ms n.a. 11.3 ms
MB:Nav2 Scen. n.a. 508 ms 61.7 ms 20.0 ms 20.1 ms 12.9 ms n.a. 11.8 ms
MB:Nav3 Scen. n.a. 506 ms 61.7 ms 23.2 ms 31.1 ms 14.1 ms n.a. 12.0 ms
GM:Map1 Scen. n.a. 2,676 ms 530 ms 513 ms 496 ms 484 ms n.a. 859 ms
GM:Map2 Scen. n.a. 497 ms 493 ms 482 ms 495 ms 483 ms n.a. 850 ms
GM:Map3 Scen. n.a. 495 ms 493 ms 482 ms 496 ms 480 ms n.a. 869 ms

MS:MapStitch Scen. n.a. 3.44 s 6.9 s 3.44 s 58.6 s 59.5 s n.a. 417.8 s

Table 9.4: Performance evaluation of the four architecture alternatives, expressed in terms of their
obtained WCRT. The table numbers indicate the performance in terms of resource utilization and
response delays of the corresponding end-to-end execution scenarios. The bold values indicate that the
response time of this scenario (abbreviated as Scen.) violate the end-to-end deadline.
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Robustness evaluation
For more comprehensive analysis, a robustness test is applied to both remaining ar-
chitecture alternatives (Architectures B and C), in order to choose the optimal one.
In our framework, we define robustness as the ability of the composed system to
fulfill the non-functional requirements under overload conditions. In the current
setup, the composition of one global map is being performed every minute. An
increased frequency of the global map composition provides a fresher global map
to the user/administrator of the system. As a robustness test, the map stitching fre-
quency is set 10% higher, meaning the period of 60,000 ms is reduced to 54,545 ms.
The analysis of the obtained performance predictions has shown that in Architec-
ture B, the CPU utilization is increased, but without any violation of the real-time
deadlines. In Architecture C, due to the increased map data that need to be trans-
ferred through the network, the network utilization is also increased. However,
this architecture then shows a violation of the GM:Map Stitch real-time deadline by
1.7 seconds (61,695 ms). Finally, Architecture B is adopted as the optimal proposal
from the four different candidates, since it complies with the system requirements,
it is sufficiently robust and its cost is the lowest when compared to the rest of the
candidates satisfying the system requirements.

9.6 Validation of predictions on real implementation

Our prediction method has been further validated by actually implementing the
optimal Architecture B and then measuring the actual latencies of the most critical
scenarios MB:Nav, GM:Map and MS:MapStitch. Following this, we have compared
the predicted end-to-end latencies of the critical scenarios to the actually measured
end-to-end delays of the implemented system.

The system implementation requires the availability of 3 individual robots,
navigating through the space and composing 3 individual maps. However, to
save costs, we factually only used one robot, which we applied in three differ-
ent room scanning scenarios starting at different positions. The acquisition of the
robot data was recorded for each of those scenarios along with their development
timelines (timestamps for each topic). We instantiated those three recordings to be
executed simultaneously by creating three instantiations on three different sensor-
data-providing components, which were communicating their data to the server.
More specifically, we captured the transmitted mojo laser, odometry and tf topics,
and saved them into three different transmission and storage data repositories in
ROS (called rosbags). These 3 rosbags are then transmitted providing the topics to
the nodes that subscribe for those topics, thereby maintaining and mimicking the
communication and storage behavior of 3 robots.

For the worst-case execution scenarios, the predicted vs. actual latency devia-
tions have shown to be within a 6% range, while for the average case the deviations
are even lower, as presented in Table 9.5. In order to compute the actual worst-case
and average-case latencies of the two scenarios, we have executed the 3-robot sys-
tem navigation for more than 1 hour, while storing the measured latencies in log
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GM:Map Scenario MB:Nav Scenario MapStitch
WCRT Schedulability Analysis 530.012 ms 61.770 ms 6.900 s
WCRT Simulation Analysis 513.907 ms 24.304 ms 3.440 s
WCRT actually measured 515.765 ms 20.342 ms 3.840 s
ACRT Simulation Analysis 483.274 ms 8.249 ms 3.680 s
ACRT actually measured 450.580 ms 12.137 ms 3.704 s

Table 9.5: Performance validation of Schedulability analysis vs. Simulation analysis vs. Actual re-
sponse time delays for the critical real-time GM:MapScenario, MB:NavScenario and MS:MapStitch
scenarios of the three-robot navigating system.

files. However, for the actual measurements, we cannot guarantee that the system
has reached its worst-case latencies during that operation hour.

By comparing the delays depicted in Table 9.5 and in Figure 9.5, a number of
interesting observations can be made, which adhere to and extend the observations
presented in Section 8.6. These observations are as follows.

• The WCRT predicted by the schedulability analysis is higher than both the
actual execution and the simulation analysis. For the experiment, this means
that both the simulation analysis and the actual execution do not reach the
WCRT during the analysis and the actual measuring of the system, respec-
tively. Hereby, the experiment confirms what was already mentioned in Chap-
ter 6: the simulation analysis cannot guarantee the reachability of the WCRT
prediction. In contrast, the schedulability analysis provides a slightly larger
WCRT due to its upper-bounding approach.

• In the GM:MapScenario, it should be noticed that the WCRT prediction of
the simulation analysis is lower than the WCRT of the actual response time.
This occurs because during the simulation analysis, the system generally does
not reach and thus execute the scenario that imposes the absolute worst-case
delay. This aspect implies the danger of building a system based on WCRT
predictions extracted only from simulation. Simulation cannot act as a reliable
source for building hard real-time systems and should be combined alongside
with schedulability analysis.

Considering the importance of the above aspects, it becomes much more plausi-
ble that we have proposed a combination of schedulability and simulation analysis
for the system evaluation. The conducted experiments thus far already indicate
that the joint analysis method (“ScSi”) provides: (a) reliable prediction of the worst-
and average-case response times of the system scenarios and (b) identification of
attractive architecture alternatives.

9.7 Case-study findings and lessons learned

This section presents important findings and observations for optimizing the map-
ping of the tasks on the executing distributed platform using the ProMARTES
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Figure 9.5: Performance validation: comparison of response times between performance analysis
(schedulability and simulation) and actually measured performance from the real implementation.
(a) Worst-case response time (end-to-end delay), (b) Avg.-case response time (end-to-end delay).

framework. These findings emerged from the experiments during the case study
of the three autonomously navigating robots, as reported in the previous section.
These observations are generalized into conclusions where possible, which are then
converted into design guidelines for safeguarding performance for a CB-RTDS. We
have identified that the mapping of tasks on the CPU cores plays a decisive role for
the resulting performance of the system. Therefore, the following observations are
all referring to mapping aspects.

Observation 1
When two or more computationally expensive tasks are mapped on the same core,
it is evident that a high amount of task interleaving will occur. This in turn leads to
a high WCRT of the scenarios that incorporate those tasks. We have found that it
is beneficial to map the identified heavy tasks on separate CPU cores, so that heavy
task interleaving is avoided. Hence, the resulting guideline from this observation is
that large computing tasks should mapped onto their own CPU core. The optimal
mapping of the remaining smaller computing tasks will be addressed later.

Observation 2
In the actual system implementation, we have found that when tasks are mapped
statically on specific cores, then the WCRT of the scenarios based on these tasks
is lower than in dynamic mapping. This is explained by the fact that when a task
migrates to another core, the L1 cache data need to be transferred to the new core,
thereby causing cache misses. Generalizing the previous observation, when a closed
or well-posed system has to be developed, then a static mapping on specific cores
will lead to a system with high performance.
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Observation 3
Another important performance aspect is that scenarios with low-latency tasks
mapped on different nodes show high response times compared to the architec-
tures where the low-latency tasks are mapped on the same node, due to the dispro-
portional network transmission delay. By comparing the Architectures B and C and
focusing on the GM:Laser scenarios, we have identified that in Architecture B, where
the involved MD and GM components are mapped on different nodes, the WCRT
is 59 ms and the ACRT is 21 ms. In Architecture C, where the MD and the GM
components are mapped on the same node, the WCRT and the ACRT are around
12 ms and 6 ms, respectively. Hence, this shows that mapping of low-latency tasks
to the same node leads to reduced end-to-end delays.

Observation 4
We have also observed that an architecture, in which the performance-critical tasks
are data- and execution-independent from the performance of all other tasks, forms
a very robust system under overload conditions. All computing tasks in the scenar-
ios communicate with each other via internal buffers. As a consequence, all tasks
execute independently from the preceding and following tasks. The quality of the
execution can only degrade when the data in the buffer are not updated. For in-
stance, a possible failure of the task that provides the navigation process with the
odometry data does not influence the critical MB:Nav scenario, but only decreases
the delivered quality of the operation. Summarizing, buffered communication be-
tween tasks provides an inherently robust system and reduces data and execution
dependencies.

Network findings and aspects
The wireless ad-hoc network analysis of the system has revealed a number of inter-
esting issues derived from our tests made on the IEEE 802.11g WLAN technology.
First, the end-to-end delay varies considerably between Network Interface Cards
(NICs) from one vendor to another. This is due to vendor-specific implementation
of the communication drivers of the NICs. We have also tested a mixed vendor
scenario, in which NICs from different vendors are used. In this case, the net-
work drops to even lower rates of transmission, due to incompatibility between
NICs from different vendors. For instance, when NICs with names AR5212 and
N6205 are connected, the transmission rate drops from 54 to 11 Mbps in case of
IEEE 802.11g. This incompatibility phenomenon becomes well visible when a com-
parison is made using all NICs from AR5212. In the comparison, the transmission
rate stays at 54 Mbps, thus causing less communication delays. Another impor-
tant observation is on the shielding of our test bed from the interference with other
wireless networks. In an open environment, there are always interfering signals
disturbing the communications, so that the network resorts to lower transmission
rates. This effect holds even for tests made during night-time.
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9.8 Conclusions

A. Case-study motivation and scope
In this chapter we have presented a case study for evaluating the ProMARTES DSE
framework, forming an advanced multi-robot setup based on the single robot sys-
tem from Chapter 8. The advanced system features extra real-time execution sce-
narios for the composition of a global map, while each robot is acting autonomously
during the navigation process. Each robot navigates through the space based on the
setup presented in Chapter 8 and composes a map. The individual maps are peri-
odically merged to one global map which is visualized to the system administrator.
The utilization of multiple robots mandates the deployment of wireless commu-
nication protocols for the communication among the distributed nodes, making
this case study ideal for assessment of our network performance prediction model
WNDP presented in Section 6.4. Moreover, the addition of extra critical real-time
scenarios (compared to the single-robot setup) requires extra processing resources
and enables challenging SW/HW mapping.

As in Chapter 8, the architect has to manually compose four different (promis-
ing1) architecture alternatives. The metrics analyzed here are timeliness of the real-
time scenarios, the resource utilization, the system robustness under overload con-
ditions and the system cost.

B. Conclusions from the experiment
The overall analysis framework shows high performance-prediction accuracy, de-
spite the increased workload and the wireless network connections of the three-
node setup, when compared to the single-robot setup. The predicted vs. the actual
latency deviations have shown to be within a 6% range, while the average-case
deviations are even lower.

The performance analysis and the measurements from the actual system imple-
mentation have shown the significance of the “ScSi” performance analysis scheme.
The simulation analysis failed to identify the worst-case execution scenario that the
actual implementation reached. On the contrary the worst-case execution scenar-
ios that were reached from the schedulability analysis were pessimistic and in few
cases far from the actual implementation response times. With the “ScSi” analysis
scheme we were able to build a system that meets all the real-time deadlines based
on the predictions provided by the schedulability analysis for both computation
and network resources. In addition, by using simulation analysis we are able to
predict realistic average-case response times for the system scenarios and identify
bottlenecks when system is used under average workload.

Another outcome of the experiments is a list performance-related observations.
These observations have resulted in guidelines for future cases, which are listed as
follows:

1We consider the architecture alternatives as promising, when they are based on logical mapping
design patterns, i.e. the processing-intensive SW components should be mapped on different cores.
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(a) large computing tasks should mapped onto their own CPU core, if possible;
(b) for a closed or well-posed system the use of static mapping on specific cores will
lead to a system with high performance;
(c) mapping of low-latency tasks to the same node leads to reduced e-e delays;
(d) buffered communication between tasks provides an inherently robust system
and reduces data and execution dependencies.

C. ProMARTES advantages
This case study reveals various advantages of the ProMARTES DSE framework that
adhere and enhance the advantages presented in single-node case study. First,
the ProMARTES network analysis framework supports both formal and simulation
analysis techniques for both processing an communication resources. More specifi-
cally, the network analysis tools (WNDP and NSP) that have been evaluated in this
chapter, support various communication protocols, packet collisions and possible
retransmissions for wired and wireless connections. Second, the semi-automated
architecture composition presented in Chapter 5 enables fast composition of the 31
system scenarios. Third, the cycle-accurate metrics integrated in the resource mod-
els enhance their uniform nature, thereby enabling their re-use in different systems.
More specifically, in this case study for the majority of the resource models used
(except for the MS SW component resource model), the architect loaded them di-
rectly from the component repository, because they have been already generated
and used in the single-robot case study.

D. Considerations for a following case study.
In the composition of a component-based real-time distributed system, a large num-
ber of design factors of freedom influences the system performance. Such influenc-
ing factors can be the processing resources, communication protocols, scheduling
policies and execution priorities. Up to this point, the architect manually selects
those influencing design factors and proposes architecture alternatives. This inher-
ently limits the amount of alternatives for evaluation. For this reason, in the follow-
ing chapter, we will automate this process of generating architecture alternatives by
exploiting the optimization module of the ProMARTES DSE framework. This auto-
mated approach enables: (a) exhaustive design space exploration and (b) evaluation
of the optimization module presented in Chapter 7. In this optimization module,
we are going to exploit the design guidelines that have resulted from the three-robot
system setup, which were posed earlier in this section. This exploitation of rules
will lead to faster convergence towards the optimal solution-set.
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Chapter10
Case study on DSE with
Automated Architecture

Optimization

Due to the broad range of design factors of freedom, the resulting vast number of different
possible architecture alternatives implies exhaustive design space exploration (DSE). The
manual generation of these alternatives would require an enormous amount of effort. Chap-
ter 7 has presented the ProMARTES optimization module, which features automated gener-
ation of architecture alternatives for DSE of CB-RTDS. This chapter presents the configura-
tion and performance of the optimization module when applied to the three-robot system case
study, aiming at the automated identification of a complete set of optimal system architec-
ture(s). The performance of the automated optimization module is then assessed by compar-
ing the performance of the system quality objectives of the obtained optimal solution-set(s)
with the optimal architecture alternative(s) composed semi-automatically in Chapter 9.

10.1 Introduction

Chapters 8 and 9 have presented two component-based real-time distributed sys-
tems (CB-RTDS), which were used as case studies for evaluating the performance
of the ProMARTES DSE framework. More specifically, those two chapters have
focused on the first three phases of the ProMARTES DSE framework, namely the
profiling and resource modeling, the architecture composition and the performance
analysis. However, in both case studies the alternative generation process has been
performed manually by the system architect. The manual generation of architec-
tures limits the number of the composed and analyzed alternatives in both case
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studies. The identification of a possibly optimal system architecture depends on the
architect’s skills. The composed alternatives as discussed earlier in those chapters,
were mostly derived from the architect’s experience and the performance guide-
lines, presented in Sections 8.7 and 9.7. Moreover, it appears that the manually
composed alternatives cannot cover the whole design space due to the limited num-
ber of composed architectures.

In order to enable a wide design space exploration and identify the global op-
timal architecture solution-set(s) in the three-robot case study, we applied the Pro-
MARTES optimization module from Chapter 7, featuring automated selection of
architecture alternatives. This also involves the automated generation of those al-
ternatives, thereby significantly reducing the effort of the architect. Moreover, by
comparing the performance-metric values of the system objectives, the best archi-
tectures can be chosen, so that the optimization module returns Pareto-optimal
architecture alternatives to the architect. A variety of optimization heuristics can
be selected from the optimization module and can be easily used in the three-robot
navigation case study. In this case study, the optimization of the system architec-
ture represents finally the optimal mapping of the software component instances
on hardware nodes, as discussed in Section 7.2.

In the three-navigating robot case study, the conducted experiments incorpo-
rate both OMOPSO and NSGA-II heuristic types, as well as their “Rule-Based”
versions that were proposed in Section 7.4. With this case study, we evaluate the
performance of the four different optimization heuristics in both exploration time
and quality of the generated architecture solutions (see Section 7.3). The evaluation
involves a side-by-side performance comparison of the four generated architecture
solution-sets. Moreover, this chapter evaluates whether the automatically gener-
ated architecture alternatives outperform the manually composed architectures that
have been presented in Chapter 9. At the end of this chapter, we test and validate
whether the ProMARTES optimization module can generate, also in limited ex-
ploration time, architecture alternatives that can be potentially Pareto-optimal and
outperform architectures designed by an experienced system architect.

The sequel of this chapter is structured as follows. Section 10.2 presents the
new case study and the adaptation of the optimization heuristics to the three-robot
navigating system. Section 10.3 discusses the conducted experiments and the re-
sults from those experiments, as well as interesting findings and observations. Sec-
tion 10.4 addresses the overall applicability of the ProMARTES DSE framework on
a system with different characteristics. Finally, Section 10.5 concludes the chapter.

10.2 ProMARTES configuration for optimization

The three-robot navigating system from Chapter 9 involves the components used
in the system, the system scenarios regarding the functionality with the triggering
periods (when periodic) and the real-time deadlines incorporated in those scenarios.
All these system aspects are summarized in Table 9.1 and in Figure 9.3.
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In this chapter, we skip the profiling and modeling phase, as well as the def-
inition of the system scenarios, since these phases have been already extensively
described and implemented in Chapters 8 and 9. For the automated architecture
generation, an architect has still to specify the functional and the non-functional sys-
tem requirements, in order to define the system scenarios. Then the architect defines
the optimization parameters of the system, such as the factors of freedom. Chapter 7
has already presented the system elements that can be considered as design fac-
tors of freedom for the composition of a real-time distributed system. Such elements
are the HW component instantiations, the communication resources and protocols,
the scheduling policies and the execution priorities of the tasks. Section 7.5 has
presented the weighting of the optimization parameters, like the system quality ob-
jectives, for guiding the optimization process to the area of the design space that
fulfills the system requirements. In addition, each optimization heuristic has spe-
cific configuration parameters, which tune the optimization process and drastically
influence the nature and speed of that process. Such heuristic parameters define
the cardinality of the generated alternatives. For example, in the NSGA-II heuristic,
these parameters are the mutation and crossover probabilities, etc., as presented in
Chapter 7. As soon as the system architect has defined the optimization parameters
(including the factors of freedom) and the system scenarios, the optimization process
can start.

In the sequel of this section, we discuss the configuration of the optimization
heuristics of the optimization module and detail various aspects about this. The
configuration needs to be pre-determined to the three-robot navigation case study.
First, the tuned allowed factors of freedom for this case study are presented and then
the system quality objectives are defined, including the type of the performance anal-
ysis used for evaluating those system objectives.

Factors of freedom
For this specific case study, we have selected the following factors of freedom: (a)
number of processing nodes, (b) CPU types, (c) target core for each SW component
instance, (d) execution priority of each task, and (e) network protocol and trans-
mission rate. These factors of freedom are specified in the optimization vector that is
visualized in Figure 7.2, where each task is assigned to an execution instance, based
on a combination of the defined factors of freedom. The defined optimization vector
serves as input model in the optimization heuristics NSGA-II and OMOPSO, which
generate the different SW/HW mappings and therefore different architecture alter-
natives.

Quality objectives
For the performance evaluation of the system, its quality objectives have to be de-
fined. The three-robot navigating system features a number of real-time scenar-
ios with hard deadlines. Ideally, for each scenario, an individual system objective
should be defined. However, this would substantially increase the complexity of
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Figure 10.1: Task mapping on the optimization vector for specifying the input to the ProMARTES
optimization heuristics.

the optimization process, requiring a multi-dimensional system that would inte-
grate more than 35 different quality objectives. Therefore, we have used the quality
objective scheme from Section 7.3, aiming at reducing the exploration and process-
ing time, while maintaining solutions that satisfy the system requirements. The
adopted system quality objectives are: (a) meeting all the real-time deadlines (see
Eq. (7.4)), (b) timeliness quality on the end-to-end delay (see Eq. (7.5)), (c) robust-
ness (see Eq. (7.6)), (d) resource utilization (see Eq. (7.7)), (e) platform cost (see
Eq. (7.8)). The optimization heuristics identify the optimal solution-set(s) that po-
tentially satisfy the aforementioned objectives, by either maximizing or minimizing
their values as listed in Table 10.1.

Guided optimization
In order to obtain architecture alternatives that fulfill the system requirements, this
case study incorporates a prioritized objective scheme. Prior to the automated op-
timization of the system, an architect defines the weighting coefficient for each in-
dividual objective, as presented in Section 7.5, thereby guiding the DSE to specific
solution areas. More specifically, for this case study an optimal system architecture
is a three-robot navigating system that: (a) meets all the hard real-time requirements
and (b) features low platform cost. For this reason, we have set the corresponding
weighting coefficients to the double value 2.0. In contrast, for this case study the
robustness and the timeliness balance of the solutions are not of primary impor-
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Objective max / min weight
dd (hard deadline) min 2.0
qo (timeliness objective) max 1.0
ro (robustness objective) min 1.0
ru (resource utilization) min 1.0
co (cost objective) min 2.0

Table 10.1: Maximization or minimization of the objective in the three-robot navigating system.
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Figure 10.2: Configuration of the optimal Architecture M, which is obtained after applying the
OMOPSO-RB heuristic. The details of the functionality of the mapped components are: GMi: Com-
position of local map, GMR1: Read laser & odom data, MBi: Navigation of robot, MBRi: Read the
velocity command, MFi: 3D structure of the robot, MDi: Send velocity to the robot, MSi: Combine
two maps to one, MSRi: Reads two maps, SLi: Send Laser data, SOi: Send Odometry data.

tance and therefore their weighting coefficients are set neutral to unity value. All
the objective weighting factors that have been used for guiding the automated ar-
chitecture optimization are depicted in Table 10.1.

Performance analysis
As soon as the ProMARTES automated optimization framework generates architec-
ture alternatives, those alternatives are applied to performance analysis. For this
case study, we apply both schedulability and simulation analysis in the same way
as presented in Chapter 6. The performance analysis method is performed with the
same configuration as in Chapter 9, where we have performed manual architecture
composition of the three-robot navigating system.

10.3 Experiments and results

For the automated generation of architecture alternatives of the three-robot case,
we have used both NSGA-II and OMOPSO optimization algorithms, as well their
rule-based extensions. The heuristics have been tuned with specific optimization
parameters (see Table 10.2).
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NSGA-II parameters Value OMOPSO parameters Value
Population 50 Swarm/Archive size 50
No. of evaluations 5,000 Max. iterations 100
Crossover 0.9 Mutation probability 1.0/N
Crossover distrib. index 20.0 No. of Tasks N = 33
Mutation probability 1.0/N
No. of Tasks N = 33
Mutation distrib. index 20.0

Table 10.2: Parameter settings of the optimization heuristics NSGA-II and OMOPSO.

Figure 10.3 depicts the overall generated architecture alternatives by the four
heuristics, distributing them in four-dimensional graphs. In the three-dimensional
space of the diagrams, we visualize the cost vs. the robustness vs. the timeliness-
quality objective of the solution. To represent the fourth dimension, we use color
to show the number of hard deadlines violated by each alternative. Since the three-
robot navigating system features various hard real-time deadlines, the optimal ar-
chitecture solutions are colored in dark blue (no missed deadlines). It can be ob-
served by this diagram that the rule-based extensions yield better solutions, which
are close to Pareto-optimal solution-sets.

OMOPSO vs. OMOPSO-RB
By comparing the OMOPSO with its rule-based version, we have identified that
OMOPSO-RB generates more architecture alternatives satisfying all the hard dead-
lines. The basic OMOPSO heuristic has also managed to identify architectures
satisfying all the hard deadlines, but those alternatives are more expensive when
compared to the alternatives generated by OMOPSO-RB. For example, at the top
left of Figure 10.3, the costs of the solution are clearly above 700 Euros, while the
OMOPSO-RB alternatives (top-right) system costs are below 700 Euros. In addition,
architectures generated by OMOPSO perform also lower with respect to the objec-
tive Timeliness-Quality, compared to the alternatives generated by OMOPSO-RB.

NSGA-II vs. NSGA-II-RB
The NSGA-II heuristic does not provide many different alternatives with accept-
able performance. The performance of the systems associated with the Timeliness-
Quality objective is rather low, meaning that despite featuring low cost and meeting
the deadlines, the generated solutions cannot be accepted due to their low perfor-
mance on firm and soft real-time deadlines. On the contrary, NSGA-II-RB managed
to generate various alternatives that meet the hard deadlines and perform well in
soft and firm end-to-end execution deadlines. Those alternatives feature 10% higher
cost compared to the NSGA-II alternatives, but are considered as better candidates
because of their overall performance. Another observation is that NSGA-II-RB gen-
erates alternatives that are more distributed throughout the design space compared
to the alternatives generated by the NSGA-II heuristic.
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Comparison of all heuristics
The original NSGA-II optimization includes only 2-node implementations in the
solution-set. In the solution-set of the rule-based NSGA-II heuristic, both 2-node and
3-node architecture alternatives are present. The 3-node alternatives are optimal,
with respect to the qo (timeliness), ru (resource usage) and ro (robustness) quality
objective functions. On the other hand, the 2-node architectures have low cost for
the co (cost) objective function, while meeting all the hard real-time deadlines. The
OMOPSO heuristic includes only 5 architectures in the resulting Pareto-optimal
solution-set. The proposed solutions are based on 3 nodes, providing better per-
formance in the qo, ru and ro quality objectives, while increasing the cost only by
10%, due to the deployment of inexpensive CPUs. The OMOPSO Pareto-optimal
solutions are a subset of the OMOPSO-RB. The latter heuristic results in 13 differ-
ent Pareto-optimal architecture alternatives. These alternatives are based either on
2 or 3 nodes. The systems that are based on 2 nodes have a better performance re-
garding the cost objective, while the alternatives based on 3 nodes, offer improved
overall performance, except for the increased cost objective co.

By comparing the two different Pareto-optimal solution-sets (OMOPSO-RB vs.
NSGA-II-RB), we conclude that the OMOPSO heuristic tends to concentrate on solu-
tions that are close/local in the design space area (flock of birds), while the NSGA-II
searches in a broader space, providing more but not fundamentally better solutions.
With respect to response time for finding those alternatives, the exploration of 1,000
alternatives being generated by the OMOPSO-RB is executing for 34 minutes, com-
pared to the 27 minutes that the NSGA-II-RB requires for the same amount of
alternatives, although the hypervolume indicators of the solutions are comparable,
being 0.645 and 0.626, respectively. It is evident from Figure 10.3 that NSGA-II with
the rule-based extension has a higher performance in finding promising alternatives
than NSGA-II without that extension. This is because the NSGA-II heuristic yields
a small number of solutions that meet the hard deadlines (dark-blue color).

As derived from the above-mentioned comparison, both rule-based heuristic ver-
sions provide better architecture solutions than the original heuristics. By compar-
ing the Pareto-optimal solutions-sets, we observe that OMOPSO-RB outperforms
the optimal solutions generated by the NSGA-II-RB. From Figure 10.3 it is visible
that for the same dd=0, the solutions provided by the OMOPSO-RB have a lower
cost, are more robust and their timeliness is more consistent. Therefore, we select
the optimal architecture alternative from the OMOPSO-RB Pareto-optimal solution-
set, as optimal system architecture.

Optimal system architecture
From the set provided by the OMOPSO-RB heuristic, we choose the best Architec-
ture M, as described in Figure 10.2, and compare this with another 3-node alter-
native, Architecture C, which was manually composed by the system architect in
Section 9.5.2. The Architecture M that we choose is composed of 3 processing nodes
(see Figure 10.2) with the performance of the system objectives as given here: dd=0,
qo=-12, ro=0.511, ru=59.5, co=757. Compared to Architecture C, and considering
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10.4. Discussion on the applicability of ProMARTES

that they are both based on 3 processing nodes, Architecture M has a better per-
formance in the cost objective (10% lower cost) and timeliness quality objective.
Therefore, we conclude that Architecture M outperforms Architecture C.

Reflection on the Automated Optimization Method
Based on the conducted experiments, it can be observed that the original NSGA-II
and OMOPSO optimization heuristics do not provide solutions that initially can
outperform the manually generated architectures defined by an experienced archi-
tect. However, after 1.5 hours of iterated generations of architectures, the original
heuristics could generate alternatives that potentially belong to the Pareto-optimal
solutions.

Although 1.5 hours of iterated generations is quite fast for obtaining Pareto-
optimal solutions, this iteration time can sometimes be larger and it also grows
with the complexity (more factors of freedom, hence exploring more dimensions)
of the considered use case. In practice, there is a time limit in the suitability of
using automated generations and if this time limit is exceeded, the system architect
will no longer wait for the result and start with manual design of the solution.
Even then, the system architect may use the automated results as a check against
his manual design to verify that he has chosen the correct direction for obtaining
a good solution-set. Moreover, the architect may have looked at speeding up the
iteration process for generating new alternatives. It was found that our rule-based
version of the original NSGA-II and OMOPSO optimization heuristics, as described
in Chapter 7, reduces the exploration time with a factor of 3, to only half an hour.
From this we can conclude that in any case, the use of the rule-based heuristics is
strongly recommended to save time, while providing Pareto-optimal solution-sets.

This is the last case study for which we assess the performance of the Pro-
MARTES DSE framework. Since we have completed the evaluation of the four
individual phases of the ProMARTES, in the following section we discuss the ap-
plicability of the ProMARTES framework to systems with different characteristics
than those from the presented use cases.

10.4 Discussion on the applicability of ProMARTES

This section discusses the applicability of the ProMARTES framework on systems
with various and diverse characteristics, scope and properties different from the
stated case study. First, we project the presented case study to a superset of sys-
tems as often referred to in literature. Then, we examine the applicability of the
ProMARTES to system architectures and platforms that are partly beyond our re-
search scope (no hard deadlines, no predictability).

In Chapters 9 and 10, we have applied the ProMARTES DSE framework to the
real-world problem of 3 autonomously navigating robots. This is a component-
based system, consisting of multiple processing nodes connected through wireless
network links. It integrates 31 end-to-end deadlines and the communication among
the components is being performed through the publish-subscribe mechanism. The
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3-robot navigating system can be considered as a Service Oriented Architecture
(SOA) system and forms a superset of SaaS (Service as a Robot), since the appli-
cation components provide services to other components. However, it cannot be
generally concluded that the ProMARTES framework is tailored for all the avail-
able SOA-based systems. Depending on the system specification, the ProMARTES
framework may need a few adaptations or assumptions, in order to support the
modeling and the analysis. For instance, the cycle-accurate performance attributes
can be utilized only for systems or platforms, based on native programming lan-
guages such as C/C++ and Fortran.

The abundance of SOA systems and communication platforms are based on
Java and Python programming languages. For such systems, the ProMARTES
framework cannot provide cycle-accurate performance metrics and only process-
ing delay can be obtained by the system profilers. Nonetheless, in the last decade,
JNI (Java Native Interface) has become a common practice, enabling the use of rou-
tines developed in native languages (C/C++ libraries) by Java code. In such case,
ProMARTES is able to provide cycle-accurate resource models for those native li-
braries, thereby supporting accurate performance analysis.

It is mentioned here that distributed systems utilizing Java as programming lan-
guage, focus more on the portability of the code and less on the low-level scheduling
policies and performance for meeting hard deadlines. Moreover, the unpredictable
performance of applications developed in Java, due to the task execution on top of
the JVM and the lack of a direct native interface, fuels the conclusion that pure Java
is not recommended as the preferred programming language to develop real-time
systems.

An example of a large-scale distributed system that is based on Java, is the
well-known Hadoop framework, which is used for distributed storage. Incorpo-
rating many different nodes for saving data, while simultaneously providing both
high availability rate and low processing time, makes the Hadoop framework a chal-
lenging case study for performance analysis. Unfortunately, due to the non-native
source code of this framework, its analysis cannot be influenced by cycle-accurate
performance models. As mentioned in Chapter 2, Tůma et al. [41] have proposed
methods for the modeling and analysis of such systems. Similar work has been con-
ducted by Woodside et al. [26] [28] and Koziolek et al. [31] [33], where they utilize
LQNs (layered queueing networks), QPNs (queueing Petri nets) for the modeling
and related solvers for performance analysis. Their case studies discuss Java-based
servers communicating through wired network connections, thereby supporting
the modeling and analysis of the Hadoop framework. ProMARTES is also able to
provide the analysis of such a system, but at this current development phase, an
additional extension would be required for profiling and generating performance
models for Java-based applications. However, the obtained execution time delays
would reduce the performance prediction accuracy.

Regarding the optimization module, we remark that the tuning of both op-
timization heuristics parameters play a crucial role on the performance of those
heuristics. An interesting observation is that the tuning parameters need to be
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optimized for the application area of the optimization problem, leading to the oxy-
moron that: the configuration factors of an optimization heuristic need to be optimized for
a specific optimization problem. This leads to the conclusion that in this case study, we
cannot be explicit on the performance of the presented heuristics when the heuris-
tics are tuned differently or used in other optimization problems. The configuration
of the heuristic parameters is a process that requires a try and verify configuration
method, until we achieve the maximum performance of each optimization heuristic.

10.5 Conclusions

A. Case-study motivation, scope and method
In this chapter, we have presented the application of the ProMARTES automated
DSE on a CB-RTDS, in the form of a three-robot navigating system. This system
was used for the evaluation of the first three ProMARTES phases: the profiling
and resource modeling, the architecture composition and the performance analy-
sis. This chapter evaluated the performance of the fourth ProMARTES DSE phase,
which involves the optimization process that automatically generates architecture
alternatives, thereby further reducing the manual composition effort.

To guide the optimization process and later evaluate the performance of the
system, we have defined five different quality objectives that represent pre-defined
requirements of an RTDS (end-to-end deadlines, robustness, timeliness-quality, re-
source utilization and cost). Two different heuristics were used in the experiments
and their rule-based extensions, being the NSGA-II and the OMOPSO heuristic.
An overall heuristic comparison has been conducted, by comparing the obtained
solution-sets of each heuristic, as well as the exploration time required from each
heuristic to determine Pareto-optimal solution-sets. Finally, from all the Pareto-
optimal solution-sets, we have selected the optimal system architecture and we
have compared it to the optimal system architecture that was selected in Chap-
ter 9, where the generation of alternatives was performed manually.

B. Conclusions from the experiment
The heuristic comparison has shown that the OMOPSO-RB heuristic identifies bet-
ter architecture solutions for a limited number of architecture generation iterations,
when compared to the other heuristics. More specifically, the Pareto-optimal so-
lutions generated by the OMOPSO-RB outperform the solution-sets provided by
NSGA-II, NSGA-II-RB and OMOPSO heuristics. The second best-performing opti-
mization heuristic is the NSGA-II-RB, which validates that the rule-based guidelines
considerably improve the convergence speed. The optimal architecture alternative
that has been selected from the OMOPSO-RB Pareto-optimal solution-set outper-
forms the manually composed architecture alternative from the experienced archi-
tect from Chapter 9. This conclusion imposes that the rule-based heuristics not only
enhance the convergence speed to Pareto-optimal solution-set(s), but also preserve
the quality of the solutions.
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C. Advantages of the ProMARTES optimization
Automated ProMARTES DSE architecture composition further reduces the required
(manual) effort for the CB-RTDS. More specifically, the architect has to define only
the system scenarios, by specifying the functional and the non-functional system
requirements, which involves specification of the interfaces of selected SW compo-
nents and definition of deadlines and triggering periods of the related execution
scenarios. The ProMARTES optimization module automates the HW component
selection, number of system nodes, protocols and HW topology. In addition, the
ProMARTES optimization module automatically maps the SW component instances
onto the HW, thereby generating system architecture alternatives. The automated
generation of architecture alternatives enables exhaustive DSE, which cannot be
applied by manual architecture composition due to the wide range of the design
factors of freedom. A point of concern is that the iteration cycle time for generating
architecture alternatives is not known in advance, so that it is recommended to rely
on and exploit rule-based heuristics for enhancing the exploration time when the
case study is complicated.
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Chapter11
Conclusions

This chapter discusses the conclusions of the thesis, which are related to the DSE frame-
work presenting the advantages but also its limitations. Moreover, the findings from the
application of the ProMARTES framework on real-world case studies are discussed. Finally,
the chapter discusses the research questions posed in Chapter 1 and how this thesis has
contributed to those questions.

11.1 Conclusions of the individual chapters

Chapter 3 provided an overview of the ProMARTES DSE framework and intro-
duced the four individual phases with the interconnections between those phases.
The four individual phases are: profiling and resource modeling, architecture com-
position, performance analysis and architecture optimization.

ProMARTES provides a seamless execution of the individual phases with only
minimal human intervention and manual configuration. The communication among
the different phases is performed through well-defined models, while meta-model
translators are used for the translation of the phases input/output data and models
that need to be communicated. The standardization of the input/output interface
of each phase enhances the modularity of the ProMARTES DSE framework. Pro-
MARTES phases act as a stand-alone module and can be updated/upgraded inde-
pendently, due to the standardized input, output structure and data interfaces.

Chapter 4 presented the ProMARTES profiling and resource modeling method of
the ProMARTES DSE framework. The profiling of the SW components is performed
at an accurate level, providing cycle-accurate performance metrics. For the support
of the ProMARTES profiling and resource modeling method, the ProMo tool has

157



Chapter 11. Conclusions

been developed. The generation of the resource models is a semi-automated pro-
cess, where the performance engineer only annotates the source code with ProMo
macros, compiles it, after which the ProMo tool generates the cycle-accurate re-
source models at run-time.

ProMo tool features a number of advantages. In the profiling phase, it sup-
ports the majority of the available CPUs. The profiling results are obtained directly
from the performance monitor unit (PMU) of the attached CPU being at cycle-
accurate level, constructing them rapidly at component execution run-time with
minimal overhead. The generated resource models are based on the XML standard,
to be compatible with rapid translation to MARTE and AADL resource models,
while they can be adopted by existing composition and analysis tools. Addition-
ally, ProMo resource models support network communication metrics, which can
be used for performance prediction of distributed systems, in which both commu-
nication and computation delays occur.

Chapter 5 presented the ProMARTES architecture composition phase, divided in
three stages: the scenario definition, the execution platform composition, and the
mapping of the SW onto the HW components. Afterwards, the result is an overall
system model. The architecture composition phase is based on a semi-automated
architecture and scenario definition method, which is supported by the ProMARTES
toolkit and based on a graphical design method that utilizes class and activity dia-
grams for the system architecture composition. The graphical environment is dis-
tributed as a plugin that can be installed in Eclipse IDE, thereby offering general
access. The architecture specification is based on specialized stereotype attributes
(MARTE) for the composition and the performance analysis of real-time systems.

This semi-automated approach enables the composition of a system prototype
without requiring prior knowledge on the specification of SW component inter-
faces. The ProMARTES composition phase can be ported to the performance anal-
ysis phase, because it is actually a meta-model transformation of the cycle-accurate
resource models to the time domain with latencies and delays, which paves the
way for schedulability analysis and timing simulations. This latter analysis can
be performed with many existing tools. Moreover, the framework enables parallel
activities for the system design, thereby accelerating the overall architecture com-
position process.

Chapter 6 presented the ProMARTES performance analysis framework for CB-
RTDS discussing schedulability and simulation analysis. Then it proposed an anal-
ysis method that incorporates both schedulability and simulation analysis in a
dual analysis scheme. The schedulability analysis provides pessimistic WCRT with
worst-case resource utilization metrics and limited execution analysis time (upper-
bound analysis) due to its formal nature. The simulation analysis provides ACRT
metrics and identification of bottlenecks, but may require a substantial time for
converging to the performance predictions. Therefore, the two analysis types are
combined into a hybrid analysis approach, called the ScSi analysis scheme, where
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the schedulability analysis rapidly filters out inefficient alternatives after which use-
ful alternatives are applied to simulation analysis for a more extensive performance
evaluation. Beneficially, the ScSi approach provides a more complete set of per-
formance analysis metrics, such as WCRT, ACRT, BCRT and detailed execution
time-line data.

The presented method is quite accurate in the communication modeling and
delays, because both schedulability and simulation analysis methods integrate net-
work analysis tools (WNDP and NSP), which support low OSI layers, multiple
network protocols, packet collisions and network retransmissions. Both network
analysis tools support wired and wireless communication between the execution
nodes. This accuracy has a proven value for the later case studies, where actual
measurements show close resemblance to the network-based analysis tools.

Chapter 7 presented the ProMARTES automated optimization framework, which
further automates the architecture composition. Two existing optimization ap-
proaches, Particle Swarm Optimization and genetic algorithms are discussed and
adopted. The architecture optimization problem is transformed to a multi-dimen-
sional maximization-minimization problem, which is addressed by improved ver-
sions of the previous two algorithms. The overall optimization is addressed by
using a number of metrics simplifying the problem to a five-objective optimization
approach tailored for CB-RTDS. The quality objectives of the desired architecture
are computed by the following metrics: hard deadline, timeliness, robustness, re-
source utilization and platform cost.

The contributions of the optimization approach are as follows. The manual
composition of architecture alternatives is no longer required, because the opti-
mization module provides the automated HW platform definition and the SW/HW
mapping. The method introduces a rule-based generation (initial population) of
system architectures, based on accepted design practices and architecture compo-
sition experiences gained from manual DSE. The overall approach considerably
speeds up the convergence to Pareto-optimal solution-set(s) and avoids staying at
locally optimal solutions. In addition, the ProMARTES optimization method can
be controled by weight coefficients given by the architect. This drives the optimiza-
tion in specific directions of the more weighted objectives. Finally, the optimization
toolkit offers, besides the improved PSO and GA methods, also their rule-based
extensions.

Chapter 8 introduced a challenging real-world case study to validate the ProMARTES
DSE framework. The case study aims at finding the optimal system architecture of
an autonomously navigating robot with advanced sensing. Three different archi-
tecture alternatives were composed, of which one was selected as optimal and then
implemented. Finally, the chapter compared the predicted performance metrics
with the actual performance measurements from the real implementation, resulting
in several interesting observations.

The ProMARTES framework is sufficiently accurate in performance analysis,
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approaching realistic values for WCRT and ACRT. The ProMARTES framework
offers with its cycle-accurate prediction only a limited deviation (6% error range)
between the predicted and the actual measurements. However, this case study ap-
pears not suited for ProMARTES evaluation, as the system fits into single-node
architecture and communication problems are largely absent.

Chapter 9 extended the case study from Chapter 8 to a three-robot navigation sys-
tem composing a global map from individual local maps. Also, the performance of
the WNDP model is evaluated. The best performing architecture was selected from
manually composed alternatives by the architect, then implemented and used for
the evaluation of the ProMARTES DSE.

This case study re-confirms the high performance-prediction accuracy as found
in Chapter 8 (comparable 6% error range for simulation analysis). However, the
schedulability analysis provides pessimistic predictions for WCRTs, due to the com-
bination of worst-case scenarios for both processing and communication resources.
Moreover, the case study validates the importance of our hybrid (ScSi) performance
analysis scheme. The simulation analysis fails to identify the worst-case execution
scenario of the actual system implementation, while the worst-case scenarios pre-
dicted by the schedulability analysis are pessimistic and far from the actual WCRT.
Using the ScSi scheme we are able to design a system meeting all real-time dead-
lines and showing good performance in average-case execution.

Moreover, the toolkit provided equal accuracy for both wired and wireless con-
nections and can deal with packet collisions and retransmissions. In the experiment,
the architecture composition accelerated from hours to minutes, since interfaces are
automatically connected without manual matching and resource models existing in
the repository from earlier analyses can be re-used.

Chapter 10 exploited the three-robot navigating system for evaluation of the au-
tomated optimization phase. The architect defines only the functional and the
non-functional system requirements without any cumbersome mapping and se-
lection tasks, while the HW platform composition and the SW/HW mapping are
performed by the ProMARTES optimization module. For optimization, five sys-
tem quality objectives were defined and two different optimization heuristics, with
and without their rule-based extensions were evaluated. The overall heuristics were
compared.

The OMOPSO-RB heuristic identifies better architectures for a limited number
of generation iterations, when compared to the other heuristics. NSGA-II-RB is
the next best heuristic, which validates that both rule-based guideline extensions
considerably improve the convergence speed. The optimal architecture from the
OMOPSO-RB Pareto-optimal solution-set outperforms the manually composed ar-
chitecture from the experienced architect (Chapter 9). This conclusion implies that
the rule-based heuristics not only enhance the convergence speed to Pareto-optimal
solution-set(s), but also preserve the quality of the solutions. The automated op-
timization module enriches the advantages of the ProMARTES toolkit, by further
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reduction of the manual and computation effort and enabling an exhaustive DSE
search that cannot be applied manually anymore due to the wide range of the de-
sign factors of freedom.

11.2 Discussion on research questions

RQ1
The first group of research questions as posed in Chapter 1 (RQ1) has been ad-
dressed in two chapters. Chapter 4 presented the ProMo profiling tool for profiling
and generating resource models. Chapter 6 discussed the ProMARTES performance
analysis approach, which utilizes the generated resource models.

RQ1a: How to obtain resource models that incorporate cycle-accurate performance metrics
and which performance metrics should be selected?
The ProMo tool deals with the profiling of SW components on specific HW plat-
forms. The profiling method uses the PMU of the attached CPU and provides
cycle-accurate performance metrics, such as cycles and instructions retired, cache
misses, memory accesses, etc., for each function of the profiled SW component.
The ProMo resource models are inherently more accurate than those from litera-
ture because they use metrics for both computation and communication resources.
The applied computation metrics are: used number of instructions, L1, L2 and L3
cache misses, amount of memory claimed and released, and potential bus load due
to R/W instructions. The applied communications metrics are: data (bytes) trans-
mitted over the network and transmitting periods (in time). All above-mentioned
metrics comprise a complete set of possible low-level performance measurements,
which can be used for composing detailed resource models.

RQ1b: Due to the large diversification of SW and HW components and because their com-
bination (mapping of SW onto HW) results to different resource models, is it possible to
reduce the manual effort on the composition of those models, thus limiting the human effort
and increasing the availability of resource models for all possible HW components?
The ProMo profiling and resource modeling tool enables automated generation of
resource models at profiling time without requiring additional manual HW plat-
form configuration. However, the source code of the SW components has to be
annotated with the ProMo tool primitives, compiled and executed. This annotation
is typically performed by component-supplier engineers with knowledge on the
component functions and their implementations. The annotation of primitives is
an investment, which requires learning of the SW component structure. However
when learned, this task requires considerably less effort than the manual profiling,
e.g. 30% of the original effort. The annotation of primitives can even be performed
at SW development time, when the engineers are familiar with the component struc-
ture. This approach can be extended to support a broad set of platforms.
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RQ1c: How to combine cycle-accurate resource models of components in order to obtain a
high accuracy for system performance predictions?
The generated resource models contain actual performance measurements for SW
components profiled on specific platforms and are stored into a repository. These
cycle-accurate resource measurements of the individual components are converted
by the ProMARTES framework into an accurate system performance model. More
specifically, the cycle-accurate metrics are converted to time-delay models at the
SW/HW composition phase. These time-delay models are then used by both schedu-
lability and simulation analysis approaches, which take into account context switches
occurring in preemptive scheduling policy schemes. However, the proposed con-
version to time-delay models has a limitation: a number of cycle-accurate profiling
attributes such as memory, CPU bus and cache load obtained from the ProMo pro-
filing and modeling phase, are not simulated at cycle-accurate execution level.

RQ2
The research questions of RQ2 class are mainly addressed in Chapter 6, where the
ProMARTES performance analysis framework was presented.

RQ2a: How to integrate both computation and network load and delays in one performance
analysis method, aiming at a higher accuracy of the performance prediction?
We propose a hybrid analysis method, where network configuration and compu-
tation load are jointly used for performance analysis. For each execution scenario,
the computation time is determined by aggregating the individual WCET of each
task, which amounts to a total computation delay. For the networking part, the
delay is computed by aggregating individually computed worst-case transmission
times associated with the aforementioned execution scenarios and the functions in-
volved in those scenarios. Finally, these times are accumulated, resulting into an
overall WCRT of each execution scenario. This approach has shown a good pre-
diction accuracy (6% error margin in simulation analysis) in our case studies. The
schedulability analysis has shown to be too pessimistic in few cases for obtaining
the WCRT of critical scenarios.

RQ2b: How to obtain guaranteed WCRT, ACRT and execution time-line data, while limit-
ing the processing time of the performance analysis?
The ProMARTES analysis framework incorporates two performance analysis ap-
proaches: schedulability and simulation analysis. The former provides pessimistic
(guaranteed) worst-case boundary metrics (WCRT and resource utilization) that are
useful when designing hard real-time systems. The proposed schedulability anal-
ysis can be executed within limited time due its upper-bounding characteristics.
Alternatively, simulation analysis provides average-case metrics and identification
of possible bottlenecks, due to the detailed execution time-line data.

With respect to processing time, we have found that the simulation analysis can
be time-consuming. In order to limit the analysis time, we have proposed the ScSi
analysis scheme, where the architecture alternatives are first applied to schedula-
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bility analysis for filtering out the architectures with real-time deadline violations,
while the best-performing alternatives are afterwards applied to simulation analysis
for obtaining realistic performance indications about average-case system execution.

RQ3
The third group of research questions was mainly addressed in Chapter 7, which
discusses the ProMARTES automated DSE approach and in Chapter 10, which ap-
plies the DSE framework to a CB-RTDS.

RQ3a: Which heuristic fits best for generating architecture alternatives for CB-RTDS, fea-
turing fast convergence to the Pareto-optimal solution-set?
In the case study presented in Chapter 10, we have identified that the rule-based
version of the OMOPSO heuristic (OMOPSO-RB) generates architecture sets that
outperform the architectures generated by the NSGA-II, NSGA-II-RB and OMOPSO
heuristics. Moreover, the optimal architecture generated by the OMOPSO-RB heuris-
tic, also outperforms the architecture that was manually composed by an expe-
rienced system architect. For example, in our case study, it was shown that the
OMOPSO-RB generated architecture has 10% lower cost than the manually com-
posed alternative, while yielding better performance.

RQ3b: Can this heuristic avoid getting trapped in local extrema and provide global-optimal
solutions?
The rule-based heuristic approach is only applied for the generation of the initial
population of architectures, thereby accelerating the optimization process. When
the initial population is generated, the original versions of the heuristics (OMOPSO,
NSGA-II) are responsible for the iterative generation/optimization of the architec-
ture alternatives. In this process, it is indeed possible that the system is converging
to a local optimum. Fortunately, the OMOPSO and NSGA-II heuristics incorporate
random operators that lead to the generation of architectures far from the current
design space. Hence, these operators lead the optimization process to different
directions, of which one better performing direction is sufficient to lead the opti-
mization process to the desirable design space with higher performance.

RQ3c: Can the architect tune the heuristic, such that it generates architecture alternatives
that perform best in the most significant system quality objectives?
The optimization process guidance is performed through weighting factors that in-
puts the importance of each system objective. For instance, for systems used in
avionics, the robustness of a system has a higher weight than the system cost. The
specification of the weighting coefficients for guidance is performed through a GUI,
which visually illustrates the balancing of the desired system quality objectives. For
the quality objectives, we have defined specific functions that act as a metric. Us-
ing these functions, the performance of the quality objectives can be numerically
evaluated, so that finding the best performance is clearly defined and can be imple-
mented in an automated process involving the required computations.
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11.3 Discussion and outlook

Computer systems and their architectures are continuously becoming more com-
plex, relying on multiple HW and SW components and platforms. The increased
complexity of the SW and HW components requires specialization with respect to
domain and application areas. This increased complexity of computer systems is
gradually leading to an industry where the product providers will eventually be-
come component assemblers and other parties become system integrators or service
providers.

However, this development change has incurred a number of challenges that
will require much attention in the near future. Currently, each industrial company
uses its own way of specifying the product architecture through interfaces that han-
dle the component interaction. In most cases those interfaces are not standardized,
requiring development of interface interpreters, which often lead to miscommu-
nication between component suppliers and contractors. The components are then
integrated and tested with an actual product prototype for meeting the functional
and non-functional requirements. When possible results of miscommunication be-
tween the two parties are identified at a late development stage, re-design and
re-implementation are required, which increases the overall product development
time. A useful contribution to this process could be a virtual product evaluation
prior to the actual development of the design, in order to detect performance and
behavioral bottlenecks of the composed system at an early design phase.

This thesis has explored therefore automated product architecture optimization,
so that the correct direction for development can be chosen. To this end, we have
discussed the problem of designing component-based real-time distributed systems
from existing components, predicting the overall system performance at the early
design phase. We have proposed the ProMARTES DSE framework, which enables
profiling, architecture composition, performance analysis and automated identifica-
tion of the optimal architecture of a CB-RTDS. The four phases are communicating
through specified models, enabling easy updating and upgrading of the framework
tools.

Despite its potential, the proposed ProMARTES framework is not the com-
plete solution for the generic automated design of CB-RTDS. There are two im-
portant aspects for the industry that should be complemented. First, in order to
use components from different sources, the industry would like to perform au-
tomated interface-conformance checking and automated component testing, when
integrating an external component into the product development framework. This
approach is particularly required in industrial cases, where a large variety of com-
ponents are available from different vendors and suppliers. In such environments,
the optimization of the development process is the primary aspect of concern, aim-
ing at reducing the time between product specification with its design and the
product release in the market. Industry has already started with the use of domain-
specific languages for supporting and handling translation of proprietary interfaces
to their internal SW and HW interfacing structures. This blooming interface speci-
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fication technique will further increase the options for product development of SW
and HW components, requiring more detailed performance analysis tools that in-
tegrate specific analysis of cache and memory behavior.

An emerging trend for the design of more advanced distributed computing
systems is the concept of Internet of Things (IoT), which leads to independent,
network-connected devices. This is a perfect breeding ground for growing clusters
of CB-RTDS, in which their quality of service is often measured in real-timeliness.
ProMARTES enables fast development of such systems due to the GUI-based ar-
chitecture composition toolkit, which eases the component selection and binding
through the provided/required interface relation. The development process is fur-
ther automated by the optimization framework, which automatically generates sys-
tem architectures, thereby only requiring the specification of the functional and non-
functional system requirements as manual work. The optimization process enables
automated DSE, identifying Pareto-optimal solutions. The performance analysis of
the framework offers WCRT, ACRT, detailed execution time-line data and supports
both computation and communication resources. The future connections of the dis-
tributed devices will mainly rely on wireless communication links, where multiple
sensors and actuators compete for accessing the bandwidth. Unfortunately, the Pro-
MARTES network model does not incorporate a signal-reception attribute, which
dramatically influences the performance prediction of the system [108]. We there-
fore recommend that accurate wireless network models are developed, which can
be used in critical communication systems, such as truck platooning [109], where a
missed communication deadline may have severe consequences.

At the time of writing these last paragraphs, a feeling of joy flows into the au-
thor for several reasons. The most pragmatic reason is that the writing of this thesis
has come to an end. However, another reason for this joy is more relevant to the
reader. At the moment of writing, the author himself is already professionally ac-
tive in the industry, where he is involved in virtual prototyping of critical real-time
distributed systems. This virtual prototyping aims at reducing cost and develop-
ment time as indicated above for motivation, including performance evaluation
and interface-conformance testing. Therefore, we do not doubt whether the indus-
try will adopt the proposed techniques for automated architecture composition and
performance evaluation, but it is more a question of how and in which cases such
frameworks will be employed. This actual development in practice firmly supports
the described work of this thesis and when some more standardization of accepted
frameworks becomes a reality, it is expected that a large-scale breakthrough will
occur.
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AppendixA
Appendix: WNDP

This appendix presents the WNDP network model, developed by Aslam W. in the paper that
the overall ProMARTES analysis toolkit is presented [9]. The WNDP model is part of the
ProMARTES toolkit, supporting the analysis of wireless network communication schemes.

A.1 WNDP model

WLANs are random access networks, implying nodes that may transmit messages
at random moments. Randomization is used to decrease the contention level in
the network to avoid unnecessary delays, while it is controlled by a Medium Ac-
cess Control (MAC) parameter, called contention window (CW). Randomization
causes uncertainty and performance fluctuations that we report by predicting best-,
average- and worst-case network delays. To this end, an analytical performance
model for wireless network delay prediction (WNDP) is proposed. This model
leverages overall end-to-end delay performance analysis of the CB-RTDS, as re-
quired in this paper.

A distributed system in operation executes set of tasks composed out of the
functions of individual SW components. The SW components can be mapped on
different HW nodes. These functions communicate with each other by firing mes-
sages. Thus, the network system under consideration is composed of N periodic
functions that are indexed by a set §K, and a single domain wireless network upon
which functions compete for access.

K , {1, 2, 3, · · · , N} . (A.1)

We assume that the radio links have no external interference. Extension of our
distributed system to Wide Area Network can be made by also considering delays
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resulting due to intermediate links involved. To proceed with analysis, we tag an
arbitrary function to be the reference function, indexed by k. The transport process
and the MAC process corresponding to the reference function are termed accord-
ingly. The requirements of the function k are expressed in terms of its period dk
and message length mk. Functions establish a transport connection over a wire-
less unmanaged network of MAC processes, which compete to access the channel
according to their MAC settings. Messages of the functions may be fragmented
according to the specification of the layers from the fundamental layer up to the
MAC layer, where MAC Protocol Data Units (MPDUs) are formed. Details of the
fragmentation process are given in Appendix. As a result of this fragmentation,
MPDUs are formed with payloads of different sizes. For our delay analysis, a
mean payload size suffices — it is denoted by E(lk) and derived in Eq. (A.6). The
derivation is based on Mean Field Analysis. The time taken to transmit E(lk) is
denoted by tmac(E(lk)) and expressed in Eq. (A.9). WNDP performance refers to
the application layer link-delay performance that relies on the MAC layer link-delay
performance. We determine the best-, average- and worst-case delays.

MAC arbitration
During its execution, the MAC reference process may access the channel exclusively
to transmit its MPDU, thus experiencing minimal delay. Contrary to this, if mul-
tiple MAC processes access the channel simultaneously, the situation is termed as
a collision. All MAC processes involved in a given collision, have a failed trans-
mission that incurs a wasted busy state on the channel. The situation is followed
by a collision-resolution process, during which the colliding MAC processes at-
tempt again after waiting a longer, randomly distributed time interval. The refer-
ence process may undergo multiple collisions before it either transmits or discards
the MPDU. The collision-resolution process after the ith collision, is considered an
order-i resolution. In this analysis, we restrict to only order-1 resolutions (first-order
resolutions). The restriction is justified by the fact that in a system with unsaturated
MAC queues, the probability of collision is much lower than in a system with sat-
urated MAC queues. The size of a collision, c, is the number of MAC processes
involved in it: 2 6 c 6 N. Collisions of large sizes are less probable. Based on these
principles of MAC arbitration, the following three types of delays are determined.

1. Best delay is defined as the time taken to transmit in the first attempt, all MPDUs
related to the reference function message mk. Denoted by λ′k, it is determined as

λ′k
nk

= tmac(E(lk)) , (A.2)

where nk is the count of MPDUs that are formed due to function message fragmen-
tation and tmac(l) maps to the time to transmit l bytes of payload at the MAC layer
(refer to Eqns. (A.6) and (A.9) for details).
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2. Average delay is defined as an average time taken to transmit all MPDUs re-
lated to the reference function message, mk. Its derivation is based on the best case
and the cases that arise after the first-order collision resolutions. We assume that
the first-order collision resolution is done sequentially, with each involved MAC
process being equally favored after the collision. Over longer duration, the system
achieves behavior closer to this assumption. This assumption is supported by the
fact that all MAC processes draw equal average backoff waiting times due to similar
uniform distributions.

Formally, the average delay, λ′′k , is computed as the weighted mean of times
for the best delay and the first-order collision resolutions. For the latter events, we
consider collisions of all possible sizes that are resolved equally, in favor of each
MAC process involved with them, giving an average delay of

λ′′k
nk

= P({k}) · λ′k +
N

∑
c=2

∑
s∈Sk(c)

P(s) [t’k(s) + E(t’’k(s))], (A.3)

where P(·) maps a set of MAC processes to probability of their transmission. The
introduced terms are defined as follows.

• P({k}) is the probability of transmission by MAC process, k only, which is the
best-case delay;

• Sk(c) is a collection of collision sets of size c that contain the reference MAC
process, k;

• P(s) is the probability of a collision by MAC processes in s;

• t’k(s) is the duration of the collision state on the channel by MAC processes
in s — it excludes the collision-resolution time;

• E(t’’k(s)) is the expected time of first-order collision resolution — it excludes
the duration of the collision state.

The event space considered for the average delay is composed of a successful trans-
mission and all possible collision cases. Therefore, P({k}) and P(s) are normalized
within this space. These terms are derived as follows.

• P({k}) — this probability term is computed by deriving a mapping, P(z), of
all MAC processes in z, to a probability of their simultaneous transmission.
MAC processes not in z, K\ z, are considered silent. In our system, we assume
that function phasings are not known. In an unsaturated network with peri-
odic functions, the probability of transmission by MAC process k, is given by

1
dk/aSlotTime , where aSlotTime is defined as the worst-case time a device must
wait before it can reliably know about the idleness of the slot. Parameters dk
and aSlotTime are expressed in the same time units,
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P(z) = ∏
i∈z

1
di
/

aSlotTime
· ∏

j∈K\z

(
1− 1

dj
/

aSlotTime

)
,

where P(z) at z = {k} gives P({k}).

• Sk(c) — an arbitrary subset of K with cardinality c, may or may not contain
k. Hence, we make a partition of K into two subsets, K′k = K \ {k} and {k}.
A union of an arbitrary subset of K′k with cardinality c− 1 and {k}, yields a
set which necessarily contains k. Subset Sk(c) is defined by

Sk(c) ,
{

e ∪ {k} | e ⊆ K′k, |e| = c− 1
}

,

where

|Sk(c)| =
(

n− 1
c− 1

)
,

and the corresponding probability term is computed by evaluating P(z) at
z = s.

• t’k(s) — the duration of the collision state on the channel by MAC processes
in s depends on the size of the largest MPDU in s, hence

t’k(s) = tmac
(
↑

i∈s
E(li)

)
,

• E(t’’k(s)) — this time term is computed by considering all possible orders
of collision resolution that allow the MAC process k to transmit. Each order
represents a transmission schedule of MAC processes, while all orders are
assumed to occur equally likely. All processes ahead of the MAC process k
incur delay to it. Given a collision set, s, let Ok(s) be a set of all orders, where
|Ok(s)| = |s|!. This leads to the time term

E(t’’k(s)) =
1
|s|! · ∑

〈o〉∈Ok(s)

pos (〈o〉,k)

∑
i=1

(tmac(E(li)) + bki), (A.4)

where

– pos(〈o〉, k) ∈ {1, 2, · · · , |s|} maps to the position of k within the order
〈o〉;

– bki = aSlotTime · CW1/2 is an average backoff time of MAC process i
with contention window CW1, during the first-order collision resolution.

3. Worst delay is defined as the time taken to transmit a message positioned as last
in the schedule, during the first-order collision resolution involving all functions,
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all MPDUs related to the reference function message mk. This worst delay λ′′′k is
determined by

λ′′′k
nk

= tmac
(
↑

i∈K
E(li)

)
+ ∑

j∈K

(
tmac(E(lj

))
+ bk j

)
. (A.5)

The first term in Eq. (A.5) is the duration of a size N collision.
This concludes the derivation of the best-, average- and worst-case delays of the

wireless network. These delays are used in conjunction with the processing delays
at the nodes to determine the end-to-end delay per scenario.

A.2 Helping functions

In this section we detail the equations used for the modeling in the Section A.1.
Application to transport layer mapping
Payload of the reference application is transmitted in transport layer packets, termed
as data segments, each one with an application payload limit that we denote by Gk
bytes. The delivery of data segments is acknowledged by transport layer ACKs,
termed as control segments. Thus an application payload, mk, is split into

⌈
mk
Gk

⌉
segments, of which

⌊
mk
Gk

⌋
are full while the last one carries mk − Gk ·

⌊
mk
Gk

⌋
applica-

tion payload. If the transport connection is reliable, a transport layer ACK is needed
for each segment separately or together for a sequence of segments. Let transport
layer header, size of a transport layer ACK and length of sequence of segments be
denoted by htp, ACKtp and seqtp, respectively.

Transport layer to MAC layer mapping
Similarly each segment is passed to DLL, which establishes a connection with an
adjacent network node. Its MAC sublayer forms MPDUs, each one with a payload
limit that we denote by Lk. In case of larger segments, they are split into

⌈
gk
Lk

⌉
MPDUs, where gk is the payload reaching DLL — it includes the segment with its
header, htp and IP header, hip. Out of these MPDUs,

⌊
gk
Lk

⌋
are full while the last one

carries gk − Lk ·
⌊

gk
Lk

⌋
segment payload. In this case, segment payload is transmitted

over the MAC sublayer, so that tmac(gk) and tmac(ACKtp) are the times to transmit
the segment and its acknowledgement.

Mean MPDU size
The three delay types are defined for the reference application. In general, the
transport layer interleaves data segments and control segments to ensure an ordered
data delivery service. At a given time, a source will have either of these two types of
segments riding the channel. Time exclusiveness property allows us to assume that
both segment types do not compete against each other for channel, rather segments
from other sources. Thus, our model has a virtual source that can emit both types
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of segments. A model source represents corresponding application source, so that
our system is composed of model sources. Each model source contends for the
channel with a strength that we measure by the corresponding application period
and the mean size of MPDU emitted. The contention strength is needed to quantify
the MAC arbitration, which has a key contribution to delay variations — hence,
required to estimate an average case.

The mean MPDU size, E(lk), is determined as follows. Given application mes-
sage, mk, our model source fragments it into a sequence of MPDUs. Let datak and
nk denote total data sent in this sequence and the length of this sequence, then

E(lk) =
datak

nk
. (A.6)

datak is composed of data segments and control segments, with each one including
htp. As they are passed downwards, hip and hmac are also added to them. A
control segment is a data segment with zero payload: ACKtp = htp. The process of
mk fragmentation into MPDUs must consider the data segment payload limit. Let
f(zk, Lk) and e(zk, Lk) map the data segment payload, zk, and the MPDU payload
limit, Lk, to total data sent in the related MPDUs and their count, respectively.

f(zk, Lk) = zk + htp + hip + e(zk, Lk) · hmac,

e(zk, Lk) =

⌈
zk + htp + hip

Lk

⌉
.

(A.7)

zk represents,

•
⌊

mk
Gk

⌋
full data segments, each holding a payload Gk;

• at most one incomplete data segment, holding a payload mk − Gk ·
⌊

mk
Gk

⌋
;

•
⌈

mk
Gk

⌉
transport layer ACKs.

Thus,

datak =

⌊
mk
Gk

⌋
· f(Gk, Lk) + f

(
mk − Gk ·

⌊
mk
Gk

⌋
, Lk

)
+

⌈
mk
Gk

⌉
· f(0, Lk) ,

nk =

⌊
mk
Gk

⌋
· e(Gk, Lk) + e

(
mk − Gk ·

⌊
mk
Gk

⌋
, Lk

)
+

⌈
mk
Gk

⌉
· e(0, Lk) .

(A.8)

The time to transmit MPDU payload E(lk) is given by tmac(E(lk)), where

tmac(l) =
⌊

l
L

⌋
· tt(L) + tt

(⌈
l
L

⌉
· L− l

)
,

tt(L) =
hphy

Rb +
8 · L
Rd + tp + SIFS +

hphy

Rb +
8 · ACK

Rd + tp .

(A.9)

SIFS, hphy, Rd, Rb and tp are respectively, short interframe space, physical layer
header, data rate of transmission, basic rate of transmission and the propagation
delay.
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component resource model (CRM) is the collection of all resource usage models
of a SW component for all implemented functions and all available HW plat-
forms.

execution scenario is a sequence of invoked functions, involved in one or more SW
components. The execution scenario delivers part of the functional require-
ments of a system.

function is an executable instance. Each interface of a SW component has a number
of functions. In the performance analysis tools (i.e. MAST) the functions are
referred as operations,while in MARTE they are referred as ”SaStep”.

HW component is a HW module that can be used for the HW platform composi-
tion of a system. Such components are: CPU, BUS, RAM, sensors, etc.

HW platform is the combination of different HW components, resulting to a sys-
tem. A HW platform may involve more than one processing nodes and each
processing node may involve more that one HW components.

interface is a shared boundary between two separate components easing their
seamless execution. Each interface enables a specific functionality, by inte-
grating a number of different functions.

performance model is the model that depicts the performance of a specific system
architecture in response time delays and resource utilization aspects.

provided interface is the SW component interface that provides a specific function-
ality and contains a number of functions that enable this functionality.

required interface is a SW component interface, which is required by the SW com-
ponent in order to operate and deliver the functional requirements.

resource model is the resource usage model, which specifies the resources required
for the execution a function/operation on a specific HW platform.
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SW component is SW module that encapsulates a set of interfaces and a set of re-
lated functions. Each SW component integrates a number of interfaces, which
involve a number of functions.

system architecture depicts the overall system specification, functional and non-
functional requirements, HW platform, mapping of the SW component in-
stances onto the HW platform.

system scenario is an execution scenario with additional definition of the non-
functional requirements. Therefore, a system scenario delivers both part of
the functional and non-functional system requirements. In MAST the system
scenario is called transaction, while in MARTE ”End-to-end flow” and a set
of scenarios is called ”Real-time situation”.
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Acronyms
ACET Average-Case Execution Time
ACK Acknowledgement
ACRT Average-Case Response Time
BCET Best-Case Execution Time
BCRT Best-Case Response Time
CBML Component Based Modeling Language
CB-RTDS Component-Based Real-Time Distributed Systems
CBSE Component Based Software Engineering
DSE Design Space Exploration
FIFO First In First Out
IoT Internet of Things
IP (Block) Intellectual Property (Block)
LQN Layered Queuing Network
LQNS Layered Queuing Network Solver
MAC Media Access Control
MARTE Modeling and Analysis of Real-Time Embedded Systems
MAST Modelling and Analysis Suite for Real-Time Applications
MPDU Mean Payload Data Upper (limit)
OSI Open Systems Interconnection
PCM Palladio Component Model
PHY Physical Layer
PPR Priority Preemptive Resume
ProMARTES Profiling Modeling and Analysis of Real-Time Systems
PS Processor Sharing
QN Queuing Network
QPN Queuing Petri Net
RTDS Real-Time Distributed Systems
SDLC System Development Life Cycle
SPA Stochastic Process Algebra
SPT UML Profile for Schedulability Performance and Time
SysML System Modeling Language
TCP Transmission Control Protocol
UML Unified Modeling Language
WCET Worst-Case Execution Time
WCRT Worst-Case Response Time
WNDP Wireless Network Delay Predictor
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