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Abstract
The accurate imaging under electron microscopy is deteriorated by a drift effect. Available drift
compensation algorithms are unable to correct drift at the camera speed, due to the data inten-
sity. We propose to employ a feature tracking algorithm to avoid processing full frames and
estimate drift by fast object tracking. A discriminatively learned correlation filter is chosen as
the baseline algorithm for implementation. To enhance the discrimination of the algorithm on
the potential appearance variations of the target, several feature extraction methods are inspected.
An evaluation framework is established to benchmark the performance of the available settings
of the algorithm and the optimal setting is chosen for the platform implementation. Through
the implementations and the optimizations in software, we have achieved a tracking speed of
22 Frames Per Second for drift estimation. To further accelerate the execution, a hardware ar-
chitecture is defined to map the tracking pipeline from software to hardware. Additionally, the
architecture enables a possibility of instantiating at most 32 trackers in parallel. Finally a proto-
type implementation is accomplished that accelerates part of the tracking pipeline in hardware.
Our prototype is able to deliver stable drift estimations at a speed of 31 Frames Per Second.
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1 Introduction
The Electron Microscope (EM) serves as a key inspection instrument of nanotechnology labora-
tories in industry and academia. Its ability of utilizing a beam of accelerated electrons to obtain
information at the nanoscale enables many applications in a variety of fields such as material,
biology and life science [1][2]. Imaging at nanoscale is heavily sensitive to the occurrence of
drift: the undesired motion of samples. Potential causes are specimen charging, electromagnetic
interference, relaxation of the stage, thermal changes, and many other factors [3]. In order to
perform accurate measurements, it is essential to compensate for the drift effect.

1.1 Problem Statement

During image acquisition, drift can be characterized by the local structure of an image, which
results in an imprecise representations of samples. Figure 1 depicts an example of the drift effect.

Figure 1: Drift Effect

Left: Drifted image and its power spectrum. Right: Drift corrected image and its power spectrum

As can be seen in Figure 1, the particles are blurred in the drifted representation. Conse-
quently, the rings presented in the power spectrum are weaker and discontinuous, compared to
the drift corrected representation. The disconnected regions indicate the direction of the drift.

Many image registration algorithms exist in the literature. An overview can be found in [4].
Global image registration methods that can be used for drift estimation are generally based on a
cross-correlation between a reference frame and a target frame. The drift vector is estimated by
finding the peak location of the response. Although cross-correlation can be efficiently computed
in the frequency domain, these algorithms are unable to perform real-time compensation due
to the data intensity in our system. Our camera produces frames of size 4096 by 4096 pixels
at a speed of approximately 40 Frames per Second (FPS). Transforming a single frame to the
frequency domain using Fast Fourier Transform (FFT) already takes more than 400 milliseconds
on our current platform.

Given this computational intensity and hardware resources, alternatives can be relaxing the
real-time requirement or avoiding processing full frames. In this project, we focus on the latter
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Chapter 1 Introduction

case, namely estimating drift using a part of the frame in real-time, with a feature tracking al-
gorithm. Furthermore, we would like to generalize the usage of the algorithm, for instance in
continuous tilt tomography, where by tracking multiple parts of an image, the tilt angle can be
estimated.

1.2 Objectives
The project described in this thesis has the following objectives:

• Study the state-of-the-art tracking algorithms.

• Select one or multiple available techniques, and adopt them for robust tracking in EM
images.

• Deliver a hardware implementation that is able to estimate drift at 40 FPS, with the possi-
bility of instantiating multiple trackers concurrently.

1.3 Contributions
Our main contributions are as follows:

• A Python implementation of the tracking algorithm that facilitates additional functionali-
ties such as sub-pixel accuracy drift estimation.

• An evaluation framework that benchmarks the performance of a tracker in terms of speed,
accuracy, and robustness.

• A hardware architecture pipeline that potentially achieves a throughput rate to run 32 track-
ers with 40 FPS.

• A prototype implementation on an embedded platform that achieves 31 FPS by hardware
acceleration.

1.4 Outline
The remainder of this document is organized as follows: In Chapter 2, a brief overview of the
state-of-the-art tracking algorithms is presented. A Kernelized Correlation Filter (KCF) is chosen
as the baseline algorithm for a PC implementation. In Chapter 3, the tracking pipeline of KCF is
introduced. Additional functionalities and feature descriptors are explored. Then an evaluation
framework is defined and several design options are evaluated. In Chapter 4, implementations
on an embedded platform are introduced. Software implementations are benchmarked and cor-
responding design decisions are elaborated on. Then a hardware architecture is established with
defined performance. Finally the prototype implementation is presented with functions partly ac-
celerated in hardware. Conclusions are drawn in Chapter 5, and possible future work is proposed
in Chapter 6.

2 Hardware Accelerated Real-time Feature Tracking for Drift Correction



2 State-of-the-Art Trackers
Driven by the increasing demand of modern applications, tracking has emerged as a cutting
edge research topic in computer vision. A number of visual object challenges such as PASCAL
or VOT serve as the standard benchmark for many state-of-the-art trackers [5][6]. Many sub-
problems exist in tracking and can be categorized to different kinds. In this project, we focus
on the single-object, short-term causal tracking problem. It can be interpreted as follows: given
one training example in an initial frame, the tracker is supposed to continuously follow a target
(single object) along an image sequence, without re-detection (short term) or using information
from future frames (causal).

Trackers addressing this type of problem generally have a filter (model) that incorporates
all the knowledge it has about the tracking target and its background. At each new frame, a
response is obtained by employing this filter, and the object’s position information is extracted
from this response. In general, the filter can be obtained in two ways: off-line defined or on-
line updated. In the case of a rigid tracking target, the filter can be trained off-line using complex
algorithms. While for on-line updating, simple training algorithms are preferred due to the timing
and resource constraints. In this project, we aim at tracking objects in EM image sequences.
These image sequences contain deformations and/or illumination changes that prohibit strong
assumptions on the target. Hence learning the representation of a target on-line is the preferred
option. In the following section, we introduce one class of trackers that behaves in this manner,
namely the Tracking-by-Detection class.

2.1 Tracking by Detection
Despite performance heavily relying on massive training data, tracking by detection has been
proved to be a powerful approach in recent years, due to its ability to incorporate powerful dis-
criminative machine learning methods. Compared to the conventional cross-correlation method,
discriminative methods enhance the robustness of the filter. Generally there are three building
blocks in this type of trackers: an appearance model that represents the target and its background,
a motion model that relates the locations of the object over time, and a search strategy that finds
the most likely location in the current frame [7]. Among those the most crucial part is the appear-
ance model. A stable feature representation enhances the discrimination of the filter. Focusing
on this, various feature learning algorithms have been explored to stimulate this discrimination.
Examples of such algorithms are support vector machine [8] and random forests [9]. Utilizing
such expensive learning algorithms can improve the tracking accuracy, but at the cost of tracking
speed. Although heavily optimized, they struggle to keep up with around 20 FPS on modern
processors. More recent efforts are drawn towards the property of training samples such as the
uncertainty in the training labels [10] or the redundancy of the utilized data [11]. In the latter
case, researchers try to exploit this redundancy by selecting similar training samples between
consecutive images, which can speed up the training without sacrificing much accuracy. Since
the training samples are sparsely selected, the training speed remains inversely proportional to
the number of samples. To avoid inhibiting performance by under-sampling data, more efficient
classifiers started to be employed [12].
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Chapter 2 State-of-the-Art Trackers

Rooted on classical signal processing, the Minimum Output Sum of Squared Error (MOSSE)
filter implements an elementary correlation filter as its appearance model [13]. The training
set is constructed using random affine transformations to generate eight small perturbations of
the tracking window. The filter is obtained by feeding these samples and their corresponding
labels to a cost function that minimizes the sum of the squared error. In this way it transforms
the training task to a minimization problem, and it is able to achieve competitive performance
compared to other state-of-the-art trackers with a fraction of their execution time.

2.2 Correlation Filter
Inspired by the MOSSE filter, correlation filters have been adopted by many trackers to achieve
fast training speed. Nevertheless, performance of such trackers is still burdened by the sparse
sampling strategy. Sparse sampling generates a limited number of negative samples (back-
ground), which reduce the discrimination of the correlation filter. Focused on this, a group
of researches have discovered an efficient way of representing the training samples, which is
referred to as dense sampling [14]. Compared to a sparse sampling strategy, dense sampling
enables a more efficient way of training while utilizing all the possible training samples. Fur-
thermore, this techniques has been proved to be able to work in a reproducing kernel Hilbert
space. Attracted by these advanced properties, this algorithm, named the Kernelized Correlation
Filter (KCF) [15], was chosen as our baseline algorithm for implementation. In the next chapter,
we will analyze the KCF in depth.

4 Hardware Accelerated Real-time Feature Tracking for Drift Correction



3 Kernelized Correlation Filter

The KCF consists of two main steps: training and detection. Training generates an appearance
model (filter) that is used in detection. During detection, a new sample is processed by the
filter resulting in a response, which contains object information in the current frame. Training
and detection share a common function named sampling. Sampling collects and pre-processes
samples (patches) from the current frame. In the following section, we illustrate how training
and detection collaborate with each other during tracking.

3.1 Tracking Pipeline

A general overview of the tracking pipeline is depicted in Figure 2. At the initial frame (Frame
1 in Figure 2), given the target position (Position 1), a patch is cropped from the initial frame
during sampling. The center of the patch should be at the position of the target, and the patch
should be larger than the target, to provide some context. This patch is then used to perform
training and a model (Model 1) is generated for this initial frame.

For the second frame, a patch is cropped based on the target position from the previous frame
(Position 1) during sampling. In combination with the model generated in the previous frame
(Model 1), detection is performed and a response is obtained. By analyzing this response, a
relative amount of shift is estimated and the position of the target is updated. Then based on
the new location (Position 2) another sampling is performed, these samples should contain the
latest information of the target and can be used to update the model (Model 2). Then the same
sequence of operations are applied for all the subsequent frames.

One of our assumptions is that the amount of drift between any two consecutive frames
should be less than half of the size of the patch. This ensures that the target stays within our
region of interest. On certain conditions such as occlusion, a newly learned target appearance
is inaccurate. To build some memory into the model, it is updated using a linear interpolation
between the current value and the previous value. The interpolation factor can be adjusted based
on the desired learning rate. In the next section, we discuss in more detail the Training, Detection,
and Sampling steps.

Figure 2: Tracking Pipeline
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Chapter 3 Kernelized Correlation Filter

3.2 Training and Detection with Dense Sampling
The KCF facilitates its fast training and detection by employing a technique named dense sam-
pling. In this section, we first introduce the underling idea of the dense sampling. Then based on
that, the formulas for fast training and detection are derived.

Cyclic Shift by Dense Sampling

Figure 3 shows a group of training samples. The five samples at the top row are cropped at dif-
ferent positions from the original frame, which represent different translations happened in the
subsequent frames. The five samples at the bottom row are generated using the dense sampling
technique, which also represent the previous translations. Dense sampling assumes that the trans-
lations happened on a target can be modelled by cyclic shifting of an image. The five samples in
the bottom row are generated by cyclic shifting a base sample (middle bottom sample in Figure
3). An artifact is introduced by cyclic shifting an image. The wrapped-around edges can be
observed in the modelled samples. Nevertheless, this can be mitigated by applying a windowing
function, which gradually reduces the pixel values near the edge to zero. In the remainder of this
section, we elaborate on how this cyclic shift technique is used to facilitate an efficient training
and detection.

Figure 3: Cyclic shifts of a base sample

Fast Training and Detection

The goal of training is to learn a multi-channel correlation filter w from a set of training samples
{(xi, yi)}ni=1. Each sample xi consists of a multi-dimensional feature map. For the simplicity of
notation, we assume each sample xi is a 1-dimensional image with a 1-dimension feature map.
The filter w is obtained by minimizing the L2-norm between the responses fw(xi) on the training
samples xi and their labels yi,

εt(w) =
n∑
i=1

|fw(xi)− yi|2 + λ||w||2 (1)

6 Hardware Accelerated Real-time Feature Tracking for Drift Correction



Chapter 3 Kernelized Correlation Filter

Where λ denotes the weight of the regularization term.
The response fw(x) is obtained by the direct product between the trained filter w and the

training sample x ∈ {(xi)}ni=1,

fw(x) = wTx (2)

The solution of Equation 1 is given in [15], namely

w = (XTX + λI)
−1
XTy (3)

Where X is a data matrix that has one sample per row, given as follows,

X =


xn
...
x2
x1


and each element of y is a regression target yi. I is an identity matrix.
Now we employ the dense sampling technique to enable a more efficient representation of

the data matrix X . The assumption of the dense sampling allows us to define the data matrix
X as a circulant matrix (since all samples are the translated version of the base sample x1). A
circulant matrix can be made diagonal by the Discrete Fourier transform (DFT), regardless of the
base sample.

X = Fdiag(x̂)FH (4)

Where x is the base sample, x̂ denotes the DFT of x, diag denotes the diagonalization func-
tion, F is the constant DFT matrix, and FH is the Hermitian transpose of F , i.e. FH = (X∗)T

Equation 4 is a powerful representation, because all the possible translations on the target are
modelled and incorporated into this data matrix X . By substituting the X in Equation 3 with
Equation 4, we obtain the following result (detail derivations are referred to the original paper
[15]),

ŵ =
x̂∗ � ŷ

x̂∗ � x̂+ λ
(5)

Where � denotes the direct product.
All the calculations in equation 5 are element-wise, except the DFT. Hence the complexity

for training is O(n log n) with n defined as the number of pixels in a sample. Compared to
the original solution (equation 3), which has a cost of O(n3), the complexity is reduced by
several orders of magnitude. Finally, the updated model at time t (denoted as ŵt+0.5) is linear
interpolated between the estimated result at time t (denoted as ŵt) and the estimated result at
time t− 1 (denoted as ŵt−1),

ŵt+0.5 = βŵt + (1− β)ŵt−1 (6)

Hardware Accelerated Real-time Feature Tracking for Drift Correction 7



Chapter 3 Kernelized Correlation Filter

Although dense sampling enables an effective computation, selected samples are still taken
as the raw intensity data. They are sensitive to noise and other disturbances such as illumination
changes. To achieve a more pronounced and reliable feature representation, KCF implements
two extra steps within the appearance model, namely feature extraction and kernel regression. In
the following section, we present the design options available in these two steps.

3.3 Design Options
As previously mentioned, samples (patches) are cropped from frames and pre-processed during
sampling. This pre-processing is achieved by two steps: feature extraction and kernel regression.
In this section, we introduce the available design options and present quantitative comparisons.

Feature Extraction

Stable feature representations enhance the discrimination of the filter. The original KCF algo-
rithm implements two feature descriptors: the Gray Feature and the Histogram of Oriented Gra-
dients (HoG) [16]. The gray feature directly uses raw intensity values and is cheap to compute,
but it contains noise and is sensitive to illumination changes. While HoG extracts local distri-
butions of intensity gradients and edge directions, which makes it tolerant to small distortions at
the cost of more expensive computations.

In this project, features are extracted on-line and expensive methods should be avoided for
a hardware implementation. Therefore, HoG is not a preference for our work. Since the gray
feature is presumed to be unstable, a decision was made to explore additional feature descriptors
that are stable and inexpensive to compute. Furthermore, considering that the algorithm is for
tracking in EM image sequences, a number of constraints can be imposed to narrow the scope of
our feature exploration. First, EM images are gray scale images with low Signal-to-Noise-Ratio
(SNR). Hence feature descriptors that are noise sensitive or targeting at color images can be omit-
ted. Second, our goal is drift estimation, hence descriptors should be covariant to translations.
Third, due to possible illumination changes, scaling, rotation, or deformation, the descriptor is
desired to tolerate a certain level of distortion. Having the above requirements, we consulted a
survey paper [17] and an available open source library, namely the Skimage. An overview of the
inspected feature descriptors is shown in Table 2:

Considering the source code availability and the complexity for implementation, we chose
three descriptors from Table 2 for the evaluation. First we provide explanations on the discarded
feature descriptors. Intensity Histogram feature observes the distribution of co-occurring inten-
sity values. It is discarded because it loses spatial information and is sensitive to noise. Images
that we are targeting generally have blurred edges, hence traditional corner detectors such as
Harris are considered insufficient here. Scattering Transform is a powerful technique and widely
applied in problems such as Classification. However, to utilize the generated wavelets coeffi-
cients, additional processing is required to regroup them to fit the shape of the defined regression
target.

Three descriptors are selected from Table 2 for possible implementations: Gray descriptor
as the default option, since it preserves all the target information and is cheap to compute. No
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Chapter 3 Kernelized Correlation Filter

Table 2: Feature Descriptors

Descriptors Features Advantages Disadvantages
Gray Plain Intensity Cheap to compute Sensitive to noise or il-

lumination changes
Gray Co-matrix Intensity Histogram Robust to small defor-

mation
Lose spatial informa-
tion

Local Binary Local Intensity Fast to compute Sensitive to rotation
Pattern, FAST Pattern
Median Filter Filter Tolerance to noise Expensive to compute
Corner Harris, Key Point Preserve local order, Threshold dependent,
Corner Moravec translation covariant require salient edges
Laplacian of Key Point (Region) Scaling invariant, Threshold dependent
Gaussian blob detection
HoG , FHoG, SIFT Key Point Histogram Invariant to geometric

transformations
Expensive to compute

Scattering Multi-layers Denoise reconstruction Expensive to compute,
Transform Need post-processing

reduction of target information may benefit the kernel exploration in a later stage. Local Binary
Pattern (LBP) is selected as a key point descriptor. Although the performance of LPB is threshold
dependent, the low computational complexity makes it a promising candidate. Finally, Lapla-
cian of Gaussian (LoG) is chosen as a candidate as it is intrinsically linked to blob detection.
Blobs are likely to appear as our tracking target when tracking images for tomography tilt angle
measurement.

To explore the influence of noise on the descriptor performance, we add a Gaussian filter
before each of the selected descriptors, and define them as three new feature descriptors. Thus in
total six feature descriptors are prepared. In the next sections, a framework is defined to evaluate
the performance of these descriptors.

Kernel Functions

Another way of enhancing the discrimination of a classifier is with the kernel trick. It is generally
believed that by mapping the training sample x to a high-dimensional feature space ϕ(x), the
cost function (Equation 1) can be better minimized, which yields a better discriminative model.
This mapping ϕ is realized by a kernel matrix K that stores the dot-products between all pairs
of samples {(x, x′

)|x, x′ ∈ {(xk)}tk=1}. Computing this kernel matrix K is expensive, since
the complexity grows with the number of samples. However, one can observe that this draw-
back can be avoided by assuming K to be circulant with certain conditions. Derivation of these
conditions are referred to the original paper [15]. The linear kernel, the Polynomial kernel, and
the Gaussian kernel satisfy the requirements. Recall that the circulant assumption enables an
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Chapter 3 Kernelized Correlation Filter

efficient representation of all the samples without iterating over them. Instead of computing all
pairs of samples in the kernel matrix K, only a pair of base samples (x, x′

) need to be computed.
Table 3 summarizes the computations for the three aforementioned kernels.

Table 3: Kernel Functions

Kernel Computation Complexity
Linear (x̂∗ � x̂′

) O(n)

Polynomial F ((F−1(x̂∗ � x̂′
) + a)b) O(n log n)

Gaussian F (exp(− 1
σ2 (||x||2 + ||x

′||2 − 2F−1(x̂∗ � x̂′
)))) O(n log n)

Where F denotes the DFT, and F−1 denotes the Inverse Discrete Fourier Transform (IDFT).
As can be seen in Table 3, by imposing the circulant assumption, the complexity of the

Polynomial and the Gaussian kernel is reduced to O(n log n). However, from the hardware im-
plementation perspective, the Polynomial and the Gaussian kernel are still much more expensive
compared to the linear kernel. This is due to the presence of DFT, IDFT, and exponential oper-
ations. The expensiveness of the complex kernels generally trade for high discrimination of the
model. Next we conduct experiments to evaluate this trade-off.

To this end, we have six feature descriptors and three kernel functions available. Together
they form eighteen trackers. In the remainder of this chapter, we perform evaluations on these
trackers.

3.4 Tracker Evaluation

In this section, an evaluation framework is established to benchmark the performance of the
obtained trackers. We start by defining the metrics for evaluation.

Metrics

Several challenges have been organized in the field of computer vision to benchmark state-of-the-
art algorithms. For tracking problems, PASCAL and VOT have served as standard benchmarks
in recent years. They target different computer vision tasks and gather rich information for
algorithm designers. Table 4 presents an overview of these two challenges.

PASCAL is a well-known challenge organized in computer vision. It is intended not only
to show current state-of-the-art but also serves as a recommendation for later challenges. PAS-
CAL targets at various sub-challenges, for instance classification, detection, and segmentation,
among those detection relates to our case. However, it targets at multi-objects detection, namely
the number of objects is unknown in each frame. For each detection, the estimated targets are
compared with the ground truth targets in terms of bounding box overlap. A bounding box is
a rectangle with its center at the target position. Based on the amount of overlap, the estimated
targets can be categorized into four categories, namely true positive, false positive, true negative,

10 Hardware Accelerated Real-time Feature Tracking for Drift Correction
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Table 4: Challenges Overview

Challenge PASCAL VOT
Status 2005 - 2012 2013-present
Scope Classification, Detection, Tracking

Segmentation
Evaluation (For detection) Bounding Box overlap,

Bounding Box overlap, Number of failures,
Precision-Recall curve Running time

Ranking (For detection) Accuracy, Robustness,
Average Precision Speed

and false negative. Using this information, a precision-recall curve can be plotted. Neverthe-
less, we target at single object tracking in this project, and KCF is implemented as a short-term
single-object tracker. This indicates that only one object exists in each frame and the evaluation
emphasis should be on the position difference between the estimated results and the ground truth.
Therefore, the methods used in PASCAL are unsuitable.

On the other hand, VOT targets at single-object short-term causal tracking, which naturally
fulfill our condition. The ranking in VOT is based on three measures: Accuracy, Robustness,
and Speed. Accuracy is defined as the overlap between the ground truth bounding box and the
estimated bounding box. Whenever the overlap drops below a certain threshold value, a failure
is considered to happen. Robustness is defined by the number of failures. Less failures imply
high robustness. Speed is defined in FPS and it is equal to the used tracking time divided by
the number of the tracked frames. These three measures are weakly-correlated and they offer
a straight-forward interpretation on the tracking performance. Therefore, we use these three
measures as the metrics in our testbench.

In short-term tracking, whenever a failure happens, the tracker is unable to recover and all
future frames are wasted. To fully utilize our data set, a re-initialization mechanism is adopted
from VOT. Re-initialization means the tracker is initialized again after a failure happens in order
to keep tracking the rest of the image sequences. There are two parameters in the re-initialization
mechanism, namely re-initialization interval and re-evaluation interval. Whenever the tracker
fails on one frame, it is likely to fail again in the next frame. To avoid this correlation, a re-
initialization interval is defined to skip a number of frames before initializing the tracker. For the
sake of simplicity, the re-initialization interval is defined as 1 in our case. Moreover, experiments
show that immediately after every initialization, the accuracy is biased towards a higher value,
as depicted in Figure 4. Hence a burn-in period is required to reduce this bias. The re-evaluation
interval is defined to represent this period. As can be seen in Figure 4, if the evaluation is
performed by skipping 1 or more frames, the bias is effectively reduced. Hence 1 is chosen as
this re-evaluation interval in our case. Having the values defined, Figure 5 depicts how these two
parameters are implemented in the testbench.

As shown in Figure 5, the state machine has three states: a normal state, a re-init state,
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Figure 4: Re-evaluation Interval

Figure 5: State Machine for Re-initialization

and a re-eval state. In the normal state, overlap (accuracy) is recorded and is used for the final
average accuracy calculation. Whenever a failure happens, re-init state is activated and a counter
is started. In this state, overlap is not recorded and the counter is incremented at each frame.
When the counter reaches the threshold value A, which equals to the re-initialization interval 1,
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re-eval state is activated and the tracker is re-initialized. When the counter reaches the threshold
value B, which equals the re-initialization interval plus the re-evaluation interval (1+1), normal
state is activated again and the tracking continues. Having all metrics introduced, next we select
the testing data sets.

Data Sets

Five image sequences have been prepared as the testing data sets. They are taken from the life
science applications. Figure 6 shows the initial frames of these five image sequences. Table 5
summaries the properties of these data sets.

Figure 6: Image Sequences for Tracker Evaluation

From left to right: Image Sequence 1, 2, 3, 4, 5

Table 5: Image Sequences Comparison

Image Sequence noise Translation Deformation Illumination changes
1 no yes no no
2 yes yes no no
3 yes yes no yes
4 yes yes no yes
5 yes yes yes no

To perform drift estimation, translations of the objects must be presented in the image se-
quences. For image sequence 3 and 4, translations are modelled by shifting the camera during
image acquisition. For image sequence 1 and 2, translations are modelled by shifting the image,
namely every subsequent frame is generated by translating the previous frame. One advantage
of using image sequence 1 and 2 is that we have an accurate ground truth compared to 3 and 4,
where the position of the target is annotated by hand. Difference between sequence 1 and 2 is that
sequence 2 is added with Gaussian noise (zero mean). In additional to translation, illumination
changes are presented in sequence 3 and 4. In practice, images that are taken at 40 FPS generally
have a small amount or no illumination changes. Nevertheless, to generalize the usage of the
tracker, illumination changes in sequence 3 and 4 are preserved to test the tracking performance
on stabilizing this kind of image sequences. Finally, image sequence 5 is added into our data sets.
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Since the tracker is intended to be used to estimate tile angles in the continuous tilt tomography
application. The samples in image sequence 5 are moving as the stage is continuously tilting.
Considering the relative position of the samples (gold beads), translations and deformations such
as scaling are presented.

Using these five data sets, the experiments are conducted in the following manner: each
tracker is tested over all image sequences. For each sequence, ten runs are performed and the
average value is computed. Multiple runs are performed to reduce the randomness in the execu-
tion time. For each run, accuracy, number of failures, and speed are recorded. To perform a fair
comparison, shared parameters among all trackers such as patch size, are fixed.

Result

The evaluation results in terms of accuracy and robustness are depicted in Figure 7.

Figure 7: Tracker Evaluation

As can be observed from Figure 7: the gray feature outperforms LBP and LoG in terms of
accuracy. Adding a Gaussian filter further blurs the edges and reduces the accuracy of LBP. LoG
expects blobs to be present, whereas only one of our test image sequences uses blobs as tracking
target. In general, pre-filtering by a Gaussian function enhances the robustness of the trackers,
but at the cost of losing a small amount of accuracy. Furthermore, the performance differences
of the gray feature in terms of the three kernel functions are negligible. For LBP and LoG, the
Polynomial and the Gaussian kernel generally achieve better performance than the linear kernel.
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There are several possible reasons that the gray feature outperforms the LBP and LoG feature
in the evaluation. For instance, the gray feature is presumed to be sensitive to illumination
changes, whereas three of our five image sequences present no illumination changes. Hence this
disadvantage of the gray feature is not discovered under all data sets. Nevertheless, only a small
amount of illumination changes are presented under EM images in practical. Our evaluation
results are considered to be representative.

The conclusion can be drawn that the gray feature with linear kernel and pre-processed by
a Gaussian function is the best setting among all the combinations. Recall that our model is
trained by minimizing the error between the input sample and its regression target. Thus applying
a Gaussian function to the sample can be equivalently computed by re-shaping the regression
target. The regression target is pre-computed from a Gaussian function and decreasing the sigma
parameter of this Gaussian function makes it sharper. The optimal tracker therefore is based
on a gray feature and a linear kernel. This combination is also the best option for hardware
implementation as they are the fastest and cheapest among all tested trackers.

In general, we observed that different feature descriptors work well on different data sets.
For instance, the LoG works well in blob detection (image sequence 5). The LBP has a good
performance in image sequence 4 (due to the configured threshold value). Nevertheless, the pur-
pose of our evaluation is to select one feature descriptor and one kernel method that are suitable
for all the data sets. Hence all images sequences are equally weighted during evaluation. One
way to increase the performance is to enable different scenarios depending on the tracking data.
A prediction mechanism can be used to recognize the property of the images, and a switching
mechanism can be used to configure certain settings of the tracker. This is not realized in this
project and is recommended for future work. Given that the gray feature and the linear kernel
are selected for implementation, steps performed for platform implementation are presented in
the next chapter.
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4 Prototype Implementation
The target platform is the Xilinx ZYNQ ZC706 Evaluation Platform. It provides features com-
mon to many embedded Systems-on-Chip. This platform consists of an integrated Processing
System (PS) and Programmable Logic (PL) on a single die. PS integrates two ARMrCortexTM -
A9 MPCoreTM application processors, AMBArinterconnect, 32 KB L1 caches for each CPU
and 512 KB L2 caches shared, 256 KB on-chip RAM, and external memory interfaces that con-
nect to 1GB DDR3 component memory. On the PL side, it integrates 545*36Kb Block RAM
and 1 GB DDR3 memory SODIMM.

To execute applications on the PS, general options are bare-metal implementation or with
an operating system implementation. In this project, we chose implementations under a Linux
operating system. In this way, the algorithm that is already ported to Python can be executed and
verified without many modifications. Moreover, a bare-metal implementation is only necessary
when an application has critical timing requirements. Using Linux allows us to abstract from
implementation details and focus on the functionality. Steps to set up Linux on the evaluation
board are discussed in Appendix A. In this chapter, we present steps for the embedded software
and hardware implementation.

4.1 Embedded Software Implementation
Steps performed during software implementation are summarized as follows: First, the Python-
version of the algorithm was implemented and the execution time is measured. This shows
that certain Python functions such as FFT dominate the execution time. To achieve the desired
speed, the algorithm is ported to C. A naive C version of the algorithm was implemented and
benchmarked. Compared to Python, it achieves a 10 times speedup, but still it is not able to
reach the 40 FPS requirement. Then a number of optimization steps have been performed to
increase the speed to 20 FPS. Further optimizations become increasingly time consuming and
the expected performance is limited. Therefore, hardware is used for further acceleration. In this
section, we present the benchmark result of all aforementioned software implementations and
elaborate on the steps that contribute to major performance boosting.

Python Implementation

To implement the available Python version of the algorithm on the PS, several modifications
are required to adopt the algorithm using only the Numpy library, which is the only available
library under our Linux version. Then the algorithm was benchmarked and all the intermediate
results were logged. Compared with the output from the PC implementation, precision is well
maintained but the speed only reaches 0.6 FPS. To investigate which part of the algorithm dom-
inates the execution, a timing breakdown of the algorithm was performed. Figure 8 depicts the
execution time of all functions for tracking 150 frames with a patch size of 256 by 256 pixels.

As can be seen in Figure 8, the execution time of six functions are measured. First we
present explanations on these functions. Recall the three steps in the tracking pipeline in Figure
2, namely sampling, training, and detection. During sampling, the get subwindow function crops
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Figure 8: Python Implementation v1

a patch from the frame. Then the get feature function extracts the gray feature from the patch.
This gray feature is transformed to a Fourier representation using the fft2 function. Finally the
kernel regression function is used to perform a linear mapping of the feature. The obtained result
can be used in training and detection to train a model and generate a response respectively.

As can be seen in Figure 8, detection and fft2 are the most time consuming functions. In
detection, an Inverse Fast Fourier Transform (IFFT) is computed to convert the response from
the frequency domain back to the spatial domain. This IFFT requires approximately the same
amount of time as fft2. For each new frame, both training and detection need to be performed,
which indicates that fft2 needs to be computed twice and IFFT needs to be computed once. From
the data presented in Figure 8, it can be observed that this takes more than 150 seconds for 150
frames. Moreover, these functions are standard functions in the Numpy library and cannot be
optimized. Therefore, it is impossible to exceed 1 FPS for this Python implementation.

Despite the convenience that Python provides for implementation, the decision was made to
port the algorithm to C. Mainly due to the lack of low level control such as memory management
or function optimization.

C Implementation

The primary goal of porting from Python to C is to guarantee the functionality. All the inter-
mediate results should be consistent and the precision should be well maintained. Based on
this reason, double data type is used for computations of this initial C version. FFT is imple-
mented using the FFTW library, which is considered the optimal option among all non-hand
optimized libraries [18]. Several steps are described in Appendix B on how to instantiate the
FFTW library on our platform. Finally an initial C version of the algorithm is implemented
and benchmarked. Precision is checked by comparing all the intermediate results between this
version and the Python version. Result shows that within the range of twenty digits after the dec-
imal, all values are identical. One possible reason to generate this difference is the computation
of FFT. Nevertheless, the amount of precision loss is considered to be acceptable. Benchmark
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results show that this implementation runs at 6.4 FPS, which is 10 times faster than the Python
implementation. Figure 9 depicts the timing breakdown of this implementation.

Figure 9: C Implementation v1

Compared to the Python implementation, the execution time of the fft2 function is reduced
by more than 10 times, which contributes most to the overall performance boost. Other functions
such as model training achieve more than 5 times speedup. Nevertheless, in this implementation,
all the intermediate results such as the generated features and the trained model are computed in
double precisions and are stored on the external memory DDR. Computations in double precision
are expensive in terms of cycle count, which should be replaced by single precision or fixed point
if possible. Figure 10 depicts the timing benchmark results of several versions that are optimized
based on the initial version.

Figure 10: C Implementation v1-5

For comparison purpose, the initial C implementation (version 1) is added into Figure 10. In
version 1, we observe that the model training function consumes a significant amount of time.
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There are two nested for loops in the function that are used for model computation and model
update respectively. However, there are no read-before-write data dependencies between these
two loops, hence they are merged to reduce the number of accesses to the external memory. As
a result, the speed of version 2 is increased to 7 FPS. In version 2, the usage of double data
type was originally intended to align the precision to the Python version, but this amount of
precision is expensive to compute on the platform. Hence we decided to relax the precision
requirement and replace the double data type with float. The logged intermediate results show
that the number of digits after decimal that remain identical to the Python version is decreased
to 4. The maximum difference appears on the logged result of FFT. Nevertheless, the computed
drift estimations remain consistent hence the current precision is still acceptable. As a tradeoff,
the speed of this version 3 reaches 9.3 FPS. After this step, we assume the memory bandwidth
is the bottleneck of the performance. Due to the presence of caches, it is difficult to accurately
estimate the number of cycles required for memory accesses. For the get feature function, we
benchmarked a single for-loop and measured an average value of 100 cycles for accessing PS
DDR. This indicates that a large proportion of the current execution time is spent on reading and
writing data from PS DDR. To reduce this overhead, an alternative function in the FFTW library
is used that takes real data as input and produces a “half-complex” format output. Because the
FFT response of real data satisfies the “Hermitian” redundancy, namely out[i] is the conjugate
of out[n-i]. Correspondingly, the inverse function expects a half-complex input. Utilizing these
functions yields a huge advantage, because the computations and memory accesses on all the
variables between (and include) FFT and IFFT are reduced by half. As a result, the speed in
version 4 reaches 19 FPS. Finally, by adding a number of optimization flags, version 5 reaches a
final speed of 22 FPS. These flags are summarized in Appendix C.

To this point, the execution speed is significantly improved compared to the Python imple-
mentation, but still half of our requirement (40 FPS). Further optimizations are possible, for
instance utilizing the NEON media-processing engine on ARM. Nevertheless, to effectively per-
form vectorization, most of the loops in the C code must be reformatted to meet the compiler
expectation, and only the kernel regression and the model training function can benefit to some
extent. The possible amount of optimization cannot yield a speed of 40 FPS. Executions of FFT
and IFFT still burden the performance of this implementation. Therefore, a better solution is to
use hardware to accelerate these executions. In the next section, the steps performed in hardware
implementation are presented.

4.2 Embedded Hardware Implementation
We have two objectives for a hardware implementation. First, speedup the execution of the
software implementation to 40 FPS, by accelerating part of its timing dominant functions in
hardware. Second, enable the possibility of running multiple trackers (at least 6) concurrently.

For the first objective, we need to determine which functions should be accelerated first.
Based on the benchmark result in Figure 10, FFT and IFFT dominate the execution time and
should be accelerated on hardware. Since the streaming data comes from the hardware side, the
get subwindow and the get feature functions are better to be accelerated on hardware as well.
Otherwise, transmitting data from PL to PS and vice versa creates unnecessary overhead. This
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communication may consume more time than the amount that is accelerated. Similarly, IFFT is
computed within the detection function. It is better to move the neighbour functions to hardware
together with IFFT. Therefore, accelerating functions based on their execution sequence is a
preferred option. Based on this reason, the get subwindow, the get feature, and the fft2 functions
should be accelerated with high priority. The kernel regression, the model training, and the
detection functions can be accelerated with low priority. Having the requirements specified and
the priority of acceleration assigned, an architecture needs to be defined.

Hardware Architecture

To explore the performance achieved by hardware acceleration to the maximum extent, all the
functions are assumed to be accelerated on hardware. The architecture is depicted in Figure 11.

Figure 11: Hardware Architecture

In Figure 11, the eight blue colored functional blocks represent the whole tracking pipeline.
Compared with the aforementioned functions in the software implementations (Figure 10), Patch
Selection represents the get subwindow function. Feature Extraction represents the get feature
function. FFT represents the fft2 function. Kernel Regression and Model Training represent
the kernel regression and training function respectively. Finally Response Estimation, IFFT, and
Peak Detection together represent the detection function.

Next, we elaborate on a number of design decisions on the architecture definition: first,
a ping-pong buffer is implemented on PL DDR to store frames. This ensures the loading of
the frames (incoming stream) does not halt and can be executed in parallel with the tracking
pipeline. Full frames are stored because multiple trackers require different patches as inputs, and
these patches may have overlap. In this way, positions are set in software and the patch selection
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block can extract patches from the sequence. An alternative is by using multiple patch selection
blocks and extract patches directly from the incoming streaming data. However, this requires
more resources and the complexity for implementation grows with the number of trackers. Each
frame is of size 4096 by 4096 pixels, and a Board-to-Board (B2B) Link will be implemented to
provide 4 pixels per cycle in a streaming fashion. Hence the number of cycles to load 1 frame is
4096 ∗ 4096/4 = 222. During this interval, multiple trackers are processed. Assume each tracker
processes two patches (two sampling for each frame in Figure 2) of size 256 ∗ 256 = 216 pixels,
and the tracking pipeline has a throughput of 1 pixel per cycle, then the number of trackers that
can be instantiated is:

number of trackers =
cycles to load 1 frame

cycles to process 2 patches
=

222

217
= 25 = 32 (7)

The interface part of the architecture is realized by employing the standard Video Direct
Memory Access (VDMA) IP from Xilinx, which is represented by DMA in Figure 11. Due to
the absence of the B2B link at this point, two VDMAs are defined to simulate the data move-
ment. One VDMA transmits the pre-stored memory mapped data from PS DDR to the streaming
output, and the other VDMA receives this streaming data and stores the frame to PL DDR. In this
way, the B2B link can be integrated later by simply replacing the first VDMA. Similarly on the
tracking side, another pair of VDMAs are used to load data from PL DDR, push the data into the
tracking pipeline, receive the data from the pipeline, and store the results back to PS DDR. One
advantage of the defined architecture is its flexibility. The tracking pipeline can be divided into a
software execution part and a hardware acceleration part. The defined interface is applicable to
both cases. Based on this architecture, a prototype has been implemented. In the remainder of
this section, we present this final implementation.

Hardware Prototype

The tracking pipeline of our final implementation consists of a software execution part and
a hardware acceleration part1. The hardware acceleration part crops patches from the stored
frames, extracts the gray feature, and converts the feature to a frequency representation. Then
the results are sent to PS DDR. The software execution part performs the kernel regression func-
tion, the training function, and the detection function. Figure 12 outlines the inter connection of
the prototype implementation.

In Figure 12, the brown blocks on PL (e.g. FFT) are standard IPs from Xilinx and the blue
blocks (e.g. Average) are customized IPs using Vivado High-Level-Synthesis. To achieve the
1 pixel per cycle throughput on hardware, the original functions are divided and integrated into
several subfunctions. For instance, the patch selection function is integrated into DMA0, where
positions can be configured as parameters. The feature extraction function is implemented using
an Average block, a FIFO, a Feature block, and a Hanning block. The FIFO is required to buffer
the whole patch before the average value is computed.

1Due to the timing constraints in this project, only part of the tracking pipeline is accelerated in hardware
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Figure 12: Hardware Prototype

Before performing FFT, the output feature needs to be multiplied by a cosine window to
remove the discontinuity at the edges of the input data. A hanning block is defined for this
purpose. It multiplies the input feature with the pre-computed Hanning coefficients. To be able
to configure the coefficients and to better utilize hardware resources, 1-D Hanning coefficients
are computed in software and are transmitted to hardware using the AXI Lite interface. Then
the 1-D coefficients are converted by the hanning block to a 2-D hanning window, which can
be used for the multiplications. Since accessing 1 word (32 bits) from the AXI Lite interface
costs two cycles, this prohibits our desired 1 pixel per cycle throughput. As a solution, the 1-D
coefficients are represented using 16 bits, and every two coefficients are packed into one 32-bits
packet. Consequently, the hanning block is able to load two coefficients every two cycles.

The FFT function is implemented using two 1-D FFT blocks, two Format blocks, and two
Rotate blocks. To be consistent with the computation of the FFTW library, they are connected
in the following manner: first, the FFT0 block computes FFT for each row of the input. Second,
the Format0 block scales down the generated FFT response. Third, the Rotate0 block transposes
the down-scaled results. Forth, the FFT1 block computes FFT for each row of the transposed
results. Fifth, the Format0 blocks down-scales the generated response. Sixth, the Rotate1 block
transposes the down-scaled results.

The format blocks are used based on the following reasons: During FFT, the bit range of the
processed data are expanded dynamically. The width of the output data equals to input width +
log2(transform length) + 1. For instance, if an array of 16-bits values is transformed with FFT
length 256. The width of the output data is 16+log2(256)+1 = 25. As all AXI channels must be
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aligned to byte boundaries, the 25-bits output is padded to 32-bits. Hence 64 bits are required to
represent the real and imaginary parts of the FFT response for every pixel. For the rotate block,
the FFT response must be stored for the whole patch before it can be transposed. Storing a matrix
of size 256 by 256 with 64-bits data width requires 512 KB memory. Whereas our hardware only
facilitates 2180 KB memory, which indicates the two rotate blocks cost approximately 50% of
the memory. This is unacceptable due to the potential memory usage for other blocks. Therefore,
we decided to scale down the intermediate variables to save some memory. The scaling factor is
exposed as a parameter in software.

Additional to the scaling in the format block, more tradeoffs are presented between the re-
source usage and the tracking accuracy. For instance, in the average block, 4 bits are used to
represent the fractional part of the average value. This fractional part ensures that the input data
of FFT has a close to zero mean, which guarantees all resulting data can be properly represented
by the available number of bits. Experiments showed that less than 4 bits is insufficient for the
mean removal, and more than 4 bits yields insufficient representation for the integer part 2. More-
over, after the mean removal step, gray features are generated and need to be windowed before
FFT. As previously mentioned, the windowing coefficients are represented using 16 bits. This
ensures the hanning block has a throughput of 1 pixel per cycle, but at the cost of extra precision
loss. The data type of all the intermediate variables for this implementation is summarized in
Appendix D. In the next section, we benchmark the performance of this prototype.

4.3 Performance Benchmark

The metrics defined in the previous chapter for tracker evaluation are speed, accuracy, and robust-
ness. To benchmark the prototype implementation, robustness is difficult to measure because the
established testbench is unable to communicate with the running embedded platform. Therefore,
the performance of this implementation is measured without re-initialization.

Speed

The final implementation runs at 31.3 FPS. Figure 13 depicts the timing breakdown of this im-
plementation.

For comparison, the timing result of the final software implementation (C version 5) is added
into Figure 13. The total execution time is divided into three parts, a hardware acceleration
part, a software training part, and a software detection part. The hardware acceleration part
consists of three functions, namely get patch, get feature, and FFT. Additionally, we measured the
communication time between PS and PL. After the hardware part finishes execution, responses
of FFT are transmitted back to PS DDR. The responses are represented using 32 bits per pixel,
bits [15,0] for the real part and bits [31,16] for imaginary part. A load data function is explicitly
defined to unpack this response to two separate arrays (stored in PS DDR) that hold the real
and imaginary part respectively. Moreover, the load data function up-scales the data back to the

2In total 16 bits are used to represent data (integer part and fractional part), larger than 16 bits yields expensive
FFT due to bits expension
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Figure 13: Final Speed

normal range and cast the data to the float data type for further software execution. The execution
time of this load data function is referred to as communication time and the execution time of the
three accelerated functions is referred to as sampling time. The pie chart embedded in Figure 13
depicts the amount of time used for sampling and communication.

As can be observed in Figure 13, the hardware accelerated part contributes the most to the
performance boost. The tracker is tested to compute patches of size 256 by 256 pixels, and the
hardware is configured to run at 200 MHz. Among all the implemented blocks on hardware, the
rotate block currently operates at 0.5 pixel per cycle and the others at 1 pixel per cycle. Hence
theoretically the processing time for 150 patches should be:

t =
256 ∗ 256

0.5 ∗ 200 ∗ 106
∗ 150 ≈ 0.1s (8)

The measured time is 0.3 seconds (0.6s for sampling twice per frame), which is three times
the expected execution time. This is due to the latency and the overhead of the auxiliary function
calls. For instance, before instructing the VDMA to transmit data, the status of the VDMA is
checked and is reset if no error is detected. The interrupt needs to be reset, and the timer function
also consumes cycles to record timing.

The measured communication time between PS and PL is significant compared to the overall
time. There are multiple ways to reduce or eliminate this time consumption. For instance, on
the hardware side, output of the second FFT block is passed to the format block and then to the
rotate block. In this rotate block, the unpacking of the output can be implemented. As a result,
the rotate core produces two output streams, which can be transmitted back to PS DDR using
two VDMAs. Consequently, the number of accesses to PS DDR is reduced. Another solution to
eliminate this communication time is by moving all software execution functions to the hardware.
In this way, no additional communications are required.
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Accuracy

To measure the amount of precision loss for this prototype implementation, accuracy is recorded
as the bounding box overlap between the estimation results and the ground truth. Figure 14
depicts the measured accuracy for three image sequences3. For comparison purpose, the accuracy
of the Python implementation is plotted alongside.

Figure 14: Accuracy Comparison

As can be seen in Figure 14, compared to the Python implementation, this prototype imple-
mentation maintains stable performance on image sequence 1 and 4, but fails tracking on image
sequence 5. Image sequence 5 is the continuous tilting tomography imaging and deformations
are present on the tracking target (i.e. two gold beads). In image sequence 1, the prototype im-
plementation is 1% accuracy loss on average compared to the Python implementation. In image
sequence 4, the prototype implementation performs as good as the Python implementation in
terms of the average accuracy. Except the accuracy loss in image sequence 5, our prototype im-
plementation achieves similar performance in image sequences 1 and 4 compared to the Python
implementation.

In conclusion, by hardware acceleration, we are able to increase the overall execution speed,
but at the cost of precision loss. The presented tradeoff is between the hardware resource usage
and the tracking accuracy. For instance, in our prototype implementation, the response of FFT is
scaled down and is represented in 16 bits to reduce the usage of BRAMs on PL. This introduces
precision loss and consequently the feature representation is less accurate. For image sequence 1

3Due to timing constraints, image sequence 1, 4, and 5 are selected and measured due to their representative
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and 4, only translation happens and the target appearance does not change much in consecutive
frames. Hence the amount of precision loss does not introduce much error in the representa-
tions. Whereas in image sequence 5, not only translation but also deformation happens on the
target. Consequently the target appearance changes significantly, the precision loss yields errors
in consecutive representations. The error is accumulated along the image sequence and eventu-
ally the target is lost. Therefore, our current prototype implementation can achieve stable drift
estimations when the tracking target does not experience heavily deformations such as scaling.

To solve this issue, we can optimize the current hardware resource usage. For instance, the
size of each Block RAM is 36 Kb on the platform. This indicates that storing data in 16 bits
uses the same number of blocks as storing in 18 bits. Representing data in 18 bits improves the
accuracy of the feature representation. Another way to solve the issue is by increasing the usage
of the resources. If on-chip BRAMs are insufficient for the data storage, external memory can be
employed. Nevertheless, additional device such as VDMAs are required for communication.
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5 Summary
We inspected the state-of-the-art feature tracking algorithms for fast tracking on an embedded
platform. Given the low SNR EM images with possible illumination changes and deformations
presented on the tracking target, strong assumptions on the target appearance are prohibited.
Tracking-by-detection as a class of algorithms that incorporates the appearance changes by up-
dating a filter on-line, it is able to performs fast tracking by utilizing a correlation filter. A
discriminatively learned correlation filter was chosen as our baseline algorithm for implementa-
tion. The algorithm performs tracking in the frequency domain with additional feature extraction
methods and kernel tricks. As the most crucial part of the algorithm, the appearance training
methods have been explored in terms of different feature descriptors. To evaluate the perfor-
mance of those design options, three metrics have been defined and a benchmark framework has
been established. Evaluation result indicates that the gray feature and the linear kernel serve as
the optimal setting for a platform implementation.

The tracker was implemented on the Xilinx ZYNQ ZC706 platform. A Linux operating
system was setup for the application execution. The naive Python version and several C versions
of the algorithm are implemented on the software. The benchmark results show that the speed is
increased from 0.6 FPS (Python) to 22 FPS (C Optimized). There are several steps that contribute
to the performance boosting. For instance, the porting of the algorithm from Python to C, the
switching from single precision to double precision, and the usage of the real data fftw function.
For the final software version, further optimizations became more time consuming and can only
achieve limited performance boosting. Hence the decision was made to move to the hardware
for further acceleration.

An architecture was defined to deliver estimations at the camera speed and is able to in-
stantiate 32 trackers in parallel. For the interface part, to simulate the incoming data stream, 2
VDMAs are used to load frames that are pre-stored in PS DDR to PL DDR. A ping-pong buffer
was defined in PL DDR to enable tracking while loading the other frame. For the tracking part,
1 VDMA extracts the memory mapped data and pushed the data into the streaming pipeline. All
the functions in the tracking pipeline should have a throughput of 1 pixel per cycle. At the end
of the pipeline, another VDMA is used to receive data from the streaming side and send it to PS
memory. Functions in the tracking pipeline should be accelerated based on the execution order.
To achieve the maximum performance, all the functions should be accelerated on hardware. Due
to the timing constraints in this project, our final prototype implementation uses a combination
of software execution and hardware acceleration. For the hardware acceleration part, due to the
resource constraints, intermediate results are down-scaled and represented using a limited num-
ber of bits. Consequently, the accuracy of the prototype implementation is marginally reduced
compared to the PC implementation. Final result shows a tracking speed of 31 FPS.

In conclusion, by hardware accelerating a feature tracking algorithm, we are able to esti-
mate drift at real-time. The delivered prototype achieves a tracking speed of 31 FPS. We have
shown that the speed can be easily increased to 40 FPS with additional functions accelerated on
hardware. Moreover, we enabled the possibility of instantiating multiple trackers concurrently
without sacrificing speed.
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6 Future Work
The following aspects can be improved for possible future work.

From the algorithm side, first, additional feature descriptors can be explored. Current gray
feature provides stable representation under translations, but fails under small deformations such
as scaling. A combination of features from multi-modal can be explored, for instance gray fea-
ture in combination with an off-line trained deep learning nets. Second, the circulant matrix
assumption for the dense sampling can be relaxed or compensated. Although a windowing func-
tion is applied, this assumption introduces many inaccurate negative training samples, which can
be penalized during model training. One possibility is by applying a weight function [19], but
attention needs to be paid to maintain the low computational complexity of the algorithm. Third,
after properly adopting the circulant assumption, a confidence indicator can be computed by in-
specting the sharpness of the response. Peak to Sidelobe Ratio (PSR) serves as a good metric
and has been proposed in the original MOSSE paper. Forth, the algorithm currently processes
multi-channel features simply by summing them in the frequency domain, which likely yields
an information loss and is sub-optimal for multiple-channel features. Hence how to efficiently
utilize multi-channel features can be further explored.

From the implementation side, first, current software versions only implement the gray fea-
ture and the linear kernel. More functions are available in Python and they can be ported to C.
For instance, the Gaussian kernel, the Polynomial kernel, and the Sub-pixel registration function
which is possibly useful for stage control. Second, current software implementations can be fur-
ther optimized to use the NEON vectorization functionality on ARM, which means many loops
in the code need to be re-structured and the internal data dependencies should be eliminated if
possible. For the hardware implementation, first, the functions used in the software execution
can be moved to hardware for acceleration. Only when all the functions are accelerated on the
hardware, the defined architecture performance can be maximized. Nevertheless, attention needs
to be paid on the amount of available on-chip memory when instantiating multiple trackers. For
instance, ZC706 is able to hold maximum 8 models using the on-chip memory, with patch size
of 256 by 256 pixels. If more than 8 trackers are instantiated, data should be loaded to PL DDR
using VDMAs, which implies the additional scheduling and pipelining need to be performed.
Second, the current configurations of the prototype implementation are not guaranteed to be the
optimal. Many places can be potentially improved. For instance, the format block down-scales
the input data to 16 bits, which is stored in the rotate block. ZC706 integrates 545 Extensible
Block RAMs with 36 Kb each. This indicates that storing data in 16 bits uses the same number
of blocks as storing in 18 bits. Representing data in 18 bits improves the precision for later cal-
culation. Therefore, the variables in the format and rotate blocks can be reconfigured to compute
on 18 bits data.

To achieve the objectives defined in this project, we recommend the following two steps to be
performed in high priority. First, improve the accuracy of current hardware accelerated functions
by exploring a more efficient usage of Block RAMs. Second, move the kernel regression, the
model training, and the detection function to hardware for acceleration.
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A Linux Setup under ZYNQ ZC706
The standard reference is referred to the following document at the Sharepoint.

FEI→ CAPP→ Development→ ARM software design→ DevEnv→ CAP BSP

1. The following files can be provided from the PS team:

• spi-imag 800Mhz.bin (to flash the bootloader for ZC706)

• uImage (kernel image)

2. The following files are generated from your own application:

• bitfile.bit

• devicetree.dtb

The bitfile is generated under Vivido ’Generate Bitstream’.

The devicetree should be modified based on the following file,

Build server→ Linux→ Arch→ ARM→ boot→ dts→ zynq-zc706.dts

3. The devicetree should be modified as follows,

• set the reg value under memory, <0x0 0x20000000> indicates 512 MB memory is reserved
for the Linux system. This is necessary if a Linux OS is used.

• add the addresses of your own devices, which can be found under ’Address Editor’ in Vivado.

• if interrupts are required for certain devices (e.g. VDMA). The interrupt index should be
added. For instance, <0 29 4> are set under vdma0 means the interrupt signal of vdma0
is connected to index 61 (+offset 32) in the ’InterruptConcat’ IP in Vivado. This IP can be
provided from PL team.

• After modifications, the devicetree.dts should be compiled in the build server, using the fol-
lowing command,
{make dtbs ARCH=arm CROSS COMPILE=/data/petalinux/petalinux-v2014.4-final/tools/linux-
i386/arm-xilinx-linux-gnueabi/bin/arm-xilinx-linux-gnueabi-}

• The generated dtb file can be used for booting.

4. Having the above files obtained, the following steps should be performed,

• flash the bootloader (corresponding to slides 6, 7)

• configure the bootloader (slides 8, 9)

• add the created file to the build infrastructure (slide 12)

5. reboot

An alternative setting to boot Linux locally has been explored, interesting users are referred to the
xCPS project.
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B FFTW Library Setup under ZYNQ ZC706
1. Download and Installation

The FFTW library allows us to install single and double precision version. Detail instruction can
be found on the official FFTW website. In our case, the library is cross-compiled using a script
(protobuf.sh) provided by PS team. The script can be found within the delivered package of this
project.

2. C/C++ Build Settings within Vivado SDK

To use the compiled library, several modifications need to be performed for the project settings.

• In { C/C++ Build→ Settings→ ARM Linux g++ compiler→ Directories }, include the path
of the library.

• In { C/C++ Build → Settings → ARM Linux g++ compiler → Miscellaneous }, add flag
-std=c++14

• In { C/C++ Build→ Settings→ ARM Linux g++ linker→ Linraries }, add the library and
the corresponding search path

3. Call the functions

Include ’fftw3.h’, then the standard fftw functions (check the website) can be called.
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C ARM Optimization Flags
1. For optimization,

{ -mcpu=cortex-a9 -mfpu=neon -mfloat-abi=softfp -ftree-vectorize -funsafe-loop-optimizations -
ftree-loop-if-convert-stores -mtune=cortex-a9 -ffast-math }
some of the mentioned flags may not needed depending on the level of optimizations (e.g. -O3)
specified.

2. For verbose,

{ -ftree-vectorizer-verbose=9 -fopt-info-vec-all }
these flags can be used to monitor the amount of performed vectorization.
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D Prototype Interface Definition

Input Channel Output Channel
Cell Arguments Type Arguments Type
DMA2 DataIn(MM) 64-bits DataIn(S) 64-bits
DMA1 DataIn(S) 64-bits DataIn(MM) 64-bits
DMA0 DataIn(MM) 64-bits Raw Data ap_uint<16>
Average Raw Data ap_uint<16> Raw Data ap_uint<16>

Patch Average ap_ufixed<20,16>
FIFO Raw Data ap_uint<16> Raw Data ap_uint<16>

Patch Average ap_ufixed<20,16> Patch Average ap_ufixed<20,16>
Feature Raw Data ap_uint<16> Feature ap_fixed<21,17>

Patch Average ap_ufixed<20,16>
Hanning Feature ap_fixed<21,17> FeatureSpatial ap_int<32>

Coefficients 128*ap_int<32>
FFT0 FeatureSpatial ap_int<32> FeatureFourier ap_int<64>
Format0 FeatureFourier ap_int<64> FeatureFourier ap_int<32>

ScaleReal ap_fixed<16,12>
ScaleImag ap_fixed<16,12>

Rotate0 FeatureFourier ap_int<32> FeatureFourier ap_int<32>
FFT1 FeatureSpatial ap_int<32> FeatureFourier ap_int<64>
Format1 FeatureFourier ap_int<64> FeatureFourier ap_int<32>

ScaleReal ap_fixed<16,12>
ScaleImag ap_fixed<16,12>

Rotate1 FeatureFourier ap_int<32> FeatureFourier ap_int<32>
DMA3 FeatureFourier ap_int<32> DataIn(MM) 32-bits
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