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Abstract

The control of Unmanned Ground Vehicles (UGV) heav-
ily depends on estimating a vehicle’s surroundings through
sensor perception and fusion. In particular in o�-road en-
vironments such as open-pit mining areas, the diversity of
various terrain types comprises a significantly more com-
plex issue of identifying drivable surface, in comparison
to structured on-road environments. Within the research
project iQMatic, Scania AB is set to realize autonomous
driving functions for heavy-load vehicles operating in open-
pit mines. This thesis carried out in collaboration with
Scania contributes to iQMatic by proposing and evaluating
a vehicle-bound method for the supervised classification of
an open-mine test track’s terrain located in Söderälje, Swe-
den into seven predefined classes: Asphalt, Grass, Rough
gravel, Dirty gravel, Flat gravel, Mud, and Sand. The pro-
cess for achieving optimal classification performance begins
with selecting appropriate statistical descriptors for spec-
tral (color, LiDAR intensity) and spatial (2D texture, 3D
roughness) terrain cues as features, obtained from the fu-
sion of two 360° LiDAR sensors and a high-resolution photo
camera mounted in front of a test vehicle. Performance
evaluation is based on the weighted F-score after using the
terrain cues as features for a selection of nine classifiers:
Five k-NN, one Normal Bayes classifier, one decision tree,
and two Support Vector Machines (one kernel-less and one
using an RBF kernel). In a following step, selected sin-
gle spectral and spatial features are combined and evalu-
ated with the same classifier suite. This thesis concludes
with presenting the best-performing feature set consisting
of both spectral and spatial terrain features and suggesting
appropriate classifiers.



Referat

Terrängklassificering för självstyrande fordon

i gruvområdet

Styrningen av självkörande fordon är starkt beroende av
att undersöka fordonets omgivning med sensorer. I miljöer
med krävande terräng, till exempel dagbrottsgruvor, kom-
plicerar det stora antalet olika terrängtyper identifieringen
av körbar yta, i synnerhet i jämförelse med mer strukture-
rade urbana vägmiljöer Genom forskningsprojektet iQMa-
tic vill Scania AB implementera autonoma körfunktioner
för tunga lastbilar i dagbrottsgruvor. Denna avhandling bi-
drar till iQMatic genom att föreslå och utvärdera en ny
metod för övervakad klassificering av terrängen i en dag-
brottstestbana i Södertälje, Sverige. Terrängen sorteras in
i sju fördefinierade klasser: Asfalt, Gräs, Grovt grus, Smut-
sigt grus, Platt grus, Lera och Sand. Processen för att upp-
nå optimala klassificeringsresultat börjar med att välja pas-
sande statistiska deskriptorer för spektrala (färg, LIDAR-
intensitet) och spatiala (2D-textur, 3D-grovhet) terränge-
genskaper som kännetecken. Data samlades in från två 360°
LIDAR-sensorer och en högupplöst kamera, installerade på
fronten av ett testfordon. Utvärdering av metodens pre-
standa baseras på det viktade F-score efter att ha använt
terrängegenskaperna som kännetecken till olika klassifice-
rare. Nio olika klassificerare används: Fem k-NN, en Normal
Bayes-klassificerare, ett beslutsträd och två stödvektorma-
skiner (enkärnlös och en med en RBF-kärna). I ett senare
steg väljs enskilda spektrala och spatiala egenskaper ut och
kombineras, för att sedan utvärderas med samma klassi-
ficerarset. Avhandlingen avslutas med att presentera kän-
neteckenskombinationen med bäst prestanda – med både
spektrala och spatiala terrängegenskaper – och att föreslå
passande klassificerare.
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Chapter 1

Introduction

1.1 Background and motivation

The rising popularity of fully autonomous vehicles1 has recently been observable
especially in the passenger car industry where road fatalities are estimated to be
reduced drastically, as recently pointed out in a publication by the White House [50,
p. 92]. Next to this highly favorable aspect of taking responsibility from humans,
the commercial automotive sector expects high CO

2

and fuel reductions through
better fleet management by means like platooning [1]. In remote and hazardous
mining areas in particular, where normally humans operate heavy vehicles such as
haulage trucks manually from the cabin, vast opportunities can be identified in the
application of autonomous driving functions [65].

Within the research project iQMatic, the companies Scania, Saab, and Autoliv
are collaborating with KTH Royal Institute of Technology and Linköping University,
following the goal of making heavy-duty vehicles drive autonomously in controllable,
o�-road areas such as open-pit mines. One of the central parts of iQMatic comprises
sensor perception and fusion: Inarguably, the prerequisite for any control function
leading to autonomous driving is knowledge about the vehicle’s environment [77].

In this setting, the substantial di�erence between o�-road environments and
structured areas such as paved streets is settled in the multitude of di�erent surface
types that the vehicle may be confronted with, “street” only being one of them.
Here, in contrast to on-road surfaces, the di�culty lies much more prominently in
determining whether the vehicle can traverse a ground segment safely, i.e. without
losing traction, or not. Scene understanding for traversability analysis, facilitated
by measurements from several di�erent types of sensors, hence forms a crucial part
of iQMatic. This master’s thesis contributes to the research project by proposing a
method for classifying the terrain type of a surface patch (for instance, is it wet mud
or street?), and through evaluating which terrain cues serve best for that purpose.

1Corresponding to “Level 4 – Full Self-Driving Automation” as defined by the National Highway
Tra�c Safety Administration (USA), where “safe operation rests solely on the automated vehicle
system” [51, p. 5].

1



CHAPTER 1. INTRODUCTION

Di�erentiating between o�-road terrain classes is of importance to safe and e�cient
path finding since e.g. very viscous mud, deep sand or loose gravel may appear
traversable when only examining their geometric properties, but bear potential for
less traction and higher fuel consumption in comparison to paved surfaces.

1.2 State of the art

Terrain analysis for unmanned ground vehicles (UGV) is especially of interest to
unstructured outdoor applications such as planetary exploration, search and rescue
next to the operations in mining environments focused in this thesis. Within this
context, the principal problem that an UGV should be capable of adapting to
changing terrain conditions in these applications can be split into three main sub-
problems: a) terrain traversability assessment, b) path planning and c) adapting
the kinematic vehicle configuration accordingly [63].

This thesis sets its focus on the first of these sub-problems, which may be fur-
ther categorized into proprioceptive (sensing the vehicle’s relative position in the
environment, see [100, 52] for instance) or exteroceptive (sensing the vehicle’s envi-
ronment, such as in all the following sources in this paragraph) sensor usage [8, 63].
This thesis combines two widely practiced approaches of using exteroceptive sen-
sors, where both the geometry [5, 46, 26] and the appearance [2, 4, 15, 48, 81] of a
vehicle’s nearby surroundings are analyzed. Such hybrid approach is considered the
state of the art in terrain classification and future research is expected to emphasize
on it [92, 25, 8, 63, 32]. Besides this, there are rather novel methods of analyzing
e.g. non-visible spectrum bands such as infrared [46, 70] and thermal properties
[66] of terrain areas.

Classification into discrete classes (here into terrain types such as “asphalt”,
“grass”) is, next to regression where continuous responses are to be predicted, a
sub-problem of supervised machine learning [36, p. 26-29]. A stream of research
that recently has experienced more interest is making use of proprioceptive [8, 87]
or short-range exteroceptive [13, 104] sensor data in order to train classifiers with
a self-supervised feedback loop. Even though this thesis makes use of supervised
classification where terrain patches are labeled manually beforehand, future clas-
sifiers might be extended to being trained by proprioceptive sensor readings in a
self-supervised fashion.

A recent trend in the perception of autonomous vehicles can be identified in the
application of Deep Neural Networks (DNN) using a multitude of network layers
for solving classification tasks, a development that is mainly catalyzed by large
speedups of the training process thanks to GPU acceleration. In a concept called
end-to-end learning, it is possible to train a vehicle’s neural network by exposing
it to “raw” sensor footage on drivable surfaces only, which skips the cumbersome
labeling step of supervised learning. More importantly, the feature selection process,
which implies manual extraction of object/terrain cues with appropriate feature
generators, is minimized substantially in the special case of Convolutional Neural
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1.2. STATE OF THE ART

Networks (CNN), a neural network specifically optimized for computer vision tasks
[9, 103, 6]. However, this end-to-end approach is not necessarily the solution to
all classification problems of driverless vehicles, as pointed out by [80], due to the
naturally occurring corner cases.

Furthermore, it is to emphasize that terrain classification in this context does
not imply traversability analysis. The former allocates terrain regions into prede-
fined material classes and can be understood as an extension to previously widely
applied binary classification into drivable or non-drivable surface [63]. On the other
hand, the latter additionally takes into account the vehicle model, which allows to
determine under which kinematic constraints it may traverse a terrain area and
is mostly only geometry-based [31, 26, 48]. This can be considered a non-trivial
problem in itself, and will be analyzed based on geometrical terrain cues in Jonas
Roth’s co-produced master’s thesis, where long-range distance measurements are
taken from LiDAR sensors placed on the vehicle [73].

3



CHAPTER 1. INTRODUCTION

1.3 Problem statement
Given this background of the iQMatic research project and the current state of the
art in terrain classification, the main goal within thesis is setting up and evaluating a
framework for o�-line terrain classification in an environment similar to an open-pit
mine. The project-specific sub-goals are defined as follows:

• The terrain should be classified on a frame-by-frame basis, using a personal
computer.

• In contrast to the current trend of deep neural networks being used for solv-
ing classification tasks in the automotive domain, an approach with “shallow”
learners is to be presented (simpler classifiers with less parameters to be op-
timized than neural networks).

• A state-of-the-art sensor suite should be chosen, combining two-dimensional
image data with three-dimensional point clouds.

• Feature selection and combination should be based on an appropriate metric
and procedure.

• The selected features should be rooted in statistical descriptors of spectral
terrain cues (e.g. color distribution and the distribution of remote sensing
intensity) and spectral terrain cues (such as statistical descriptors of two-
dimensional gray-scale texture and three-dimensional point clouds). The mo-
tivation behind that is being independent of sample size and resolution.

• The evaluation should be realized on a known test track in Södertälje, Sweden
whose design is inspired by open-pit mines. It includes seven terrain classes
that are known beforehand: Asphalt, Grass, Rough gravel, Dirty gravel, Flat
gravel, Mud, and Sand. The three gravel classes are considered separately on
purpose, since a) the test track was specifically designed to contain these three
types, b) especially Dirty gravel might di�er substantially from the other two
gravel classes in viscosity, and c) this imposes an example for showing the
maximum granularity that the used classifiers are capable of discriminating.

• The implementation should be realized in C++ with respect to possible real-
time analysis in a later step, using open-source libraries.

This thesis, focusing on deriving and validating a method for terrain classification of
UGV in mining environments, can be classified as an inductive study. This implies
that there is no preliminary hypothesis defined in this problem statement, and that
the conclusions drawn from this work’s quantitative results contribute to existing
research [28] without a prior assumption. The following section will exclusively
point out the contributing aspects contained in this document.

4
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1.4 Contributions
This work contributes to the state of the art in the following aspects:

• A white-box model for features, consisting of statistical descriptors for both
spectral terrain cues and spatial terrain cues, is derived and benchmarked
from a practical point of view.

• Seven common color spaces are evaluated against each other, using them for
features based on color distribution.

• The intensity of remote sensors is used for a (multi-class) terrain classification
task of an unmanned ground vehicle.

• Two state-of-the-art statistical gray-scale texture descriptors are evaluated.

• It is assessed whether 3D roughness from single frames can be used fruitfully
in a terrain classification task, using statistical roughness parameters.

• Through manual selection, the best-performing combination of spectral and
spatial features is presented together with the most appropriate classifier.

1.5 Content overview
This thesis includes four chapters to follow this introduction. In Chapter 2, the the-
ory needed for understanding the proposed method (Chapter 3) is presented. These
two chapters are followed by the experimental evaluation in Chapter 4. Eventually,
the findings within this thesis are discussed in Chapter 5.

5





Chapter 2

Theory

This section covers all the theory needed for understanding the terrain classification
method proposed in Chapter 3. It first gives an overview of possible remote sensor
types that could be used and how their measurements could be fused in Section 2.1,
which is followed by a description of typical surface types in mining environments
with their characteristic spectral and spatial statistical descriptors in Section 2.2.
The last section of this chapter (2.3) comprises a specification on how supervised
learning may be evaluated in this project’s setting and which classifiers can be used
for that.

Regarding the multitude of topics that are being covered within this thesis, this
chapter is intended as a minimal theoretical background to the proposed method.
The reader is invited to interpret references with precise page indications as an
encouragement to read more detailed descriptions.

2.1 Sensor principles and fusion
Generally speaking, remote sensing is harnessing the energy that is emitted from
each material’s surface. For (passive) photo cameras for instance, reflected sunlight
is captured through a lens and translated into images, while active sensors such as
Time-of-Flight cameras and LiDAR sensors actively emit electromagnetic signals
[72, p. 1]. The basics of these three sensor kinds are presented within this section,
which specifically contains historic references about their development over the years
for interested readers.

2.1.1 Digital photo cameras

Inherent to the term photography, which is derived from the Greek words for “light”
(photos) and “drawing” (graphos), the early history of two-dimensional scene cap-
turing is settled in the chemical reaction of light rays on a photon-sensitive material.
Rooted in the pinhole camera model Aristotle first documented on in the fourth cen-
tury BC [19, p. 3-4], the very first photographs (tangible results from such chemical
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CHAPTER 2. THEORY

reaction) can be dated to the eighteenth century, and were followed by a cascade
of inventions mainly focusing on higher image quality, realistic coloring, longer per-
manency, device compactness, and on facilitating the distribution of images [62, p.
27-28]. These e�orts in research and engineering eventually coalesced in the devel-
opment of the first digital photo camera by Kodak in 1975 [69, p. 91], inarguably
one of the fundamental facilitators to research in computer vision.

Pinhole camera model

In contrast to the rapid progress in camera engineering, Aristotle’s pinhole camera
model is still being applied widely nowadays [7, p. 370]. As depicted in Figure
2.1, the pinhole camera model allows to characterize a camera’s intrinsics using the
following main parameters: The focal length f , the lens aperture diameter d, the
distance of the image plane motion �z

i

, and sensor width W [91, p. 61].

Figure 2.1. Pinhole camera model. Image taken from [91, p. 61]

In addition to these geometric values, digital cameras may di�er widely in their
hard- and software and accordingly in their price level: Shutter speed (responsible
for the amount of light-exposure of one image and motion blur), sampling pitch (re-
sponsible for the image resolution and noise), fill factor, chip size and type (typically
CMOS type for digital cameras, responsible for the amount of light absorbed by one
pixel on the image plane), analog gain (responsible for amplifying the exposure and
for the noise level), sensor noise (where the predictable noise can be calibrated out),
ADC resolution (responsible for the bit-compression level of an analog image sig-
nal), digital post-processing (proprietary software by the camera manufacturer to
enhance overall image quality) [91, p. 65-68]. For further illustration, a digital
ultra-high quality camera beyond a resolution of 40 mega-pixels could nowadays be
equipped with a very large CMOS chip, a low sampling pitch, a relatively slow shut-
ter mechanism in order to have enough exposure time for all pixels, and excellent
post-processing algorithms.

Calibration of camera intrinsics and lens distortion

Even if camera manufacturers provide top-level characteristics of a device in cor-
responding data-sheets, a user interested in 3D correspondences to the real-world

8



2.1. SENSOR PRINCIPLES AND FUSION

must typically calibrate the device intrinsics first, with the goal of finding the camera
intrinsics matrix/calibration matrix K [91, p. 45-47].

Furthermore, most digital camera lenses can be substituted application-specifical-
ly and also require individual calibration of the camera’s optical center in pixel
values (x, y) as well as radial distortion parameters. For instance, when a rather
small field of view is needed and the application foresees the observation of distant
objects, a magnifying, very focused lens may be chosen. On the other hand, a
highly convex fish-eye lens with a very narrow focus is beneficial for observing short
distances and covering a maximum field of view [49]. The choice of camera lenses
also has an influence on the choice of the distortion-calibration model: While the
distortion properties in the first scenario can be described accurately by linear or
radial projection models, fish-eye lens calibration requires a model that di�ers from
such traditional polynomial models [91, p. 52-53].

Being one of the basic problems in computer vision, the process of calibrating
camera intrinsics and lens distortion is nowadays achieved through widely standard-
ized methods. For instance, the library Open Source Computer Vision (OpenCV)
[35] provides the option to obtain most relevant calibration parameters with the
help of patterns easily identifiable by edge-detecting algorithms such as printed
chessboards, which are captured using uncalibrated camera settings in a first step.
Combined with user input about the real-world properties of these patterns (e.g.
the amount of rows and columns of corners inside the chessboard, its squares’ size,
and the lens type), OpenCV’s functions are capable of determining the unknown
values [7, p. 381-384]. Once they are found together with the re-projection error,
e�ectively describing the goodness of fit of the found parameter set, “raw” images
received from the digital camera can be undistorted accordingly, which is described
for fish-eye lenses in detail in [38].

It is to point out that typically the camera coordinate frame is used for describing
the correspondence of a discrete location (pixel) on the image plane to the real
world, where the z-axis is directed from the origin along the camera’s principle ray
(extrinsics).

2.1.2 Time-of-Flight (ToF) cameras

Whereas passive photo cameras can be utilized for obtaining scene depth informa-
tion through depth-from-focus, depth-from-motion, depth-from-shape, and depth-
from-disparity (stereo triangulation), Time-of-Flight (ToF) cameras actively emit
signals (often at a near-infrared modulation frequency) and are able to reconstruct
depth from the time it takes until their reflection is registered. This principle
can be achieved by two basic modulation approaches: First, through pulsed sig-
nals, and nowadays more commonly used by ToF camera manufacturers, through
continuous-wave radiation [17, p. 1-2]. Of interest to practical applications is the
relationship between modulating frequency f and the maximum ambiguity-free dis-
tance L, which may be expressed through the speed of light in vacuum c [30, p.

9



CHAPTER 2. THEORY

27]:

L = c

2f

This equation implies that a ToF camera operating at a modulating frequency
f = 15MHz (state-of-the-art minimum among ToF cameras) will experience no
aliasing of measured distances within a range of approximately L ¥ 10m by theory.
Furthermore, even state-of-the-art ToF sensors are susceptible to high illumina-
tion levels experienced from i.e. sunlight, causing unpredictable noise, next to the
implied weakness of misinterpreting other surface reflections of unrelated energy
sources.

Even though such limitations reject ToF cameras for many applications in au-
tonomous systems that could hardly meet their timeliness requirements at high ve-
locities (e.g. passenger cars on open roads), the presented technology bears promis-
ing advantages over trending passive camera solutions especially in underground
mines: ToF technology is functioning independently from the detection of any tex-
ture patterns (in contrast to the principle of stereo vision) and does not require any
external light source nor any calibration (when only one ToF camera is in use) [17,
p. 3]. Additionally, ToF camera technology generates depth-image frames with a
notably higher density when compared to laser scanners, impeding real-time use of
the latter that will be presented hereafter [40, p.1].

2.1.3 LiDAR sensors

LiDAR (the abbreviation of Light Detection And Ranging [102, p. 1]) was inspired
by and developed in parallel with RADAR (an acronym for RAdio Detection And
Ranging [12, p. 1]), which has widely been used in civil and military aircraft since
the 1950’s and had its precursors in the 1930’s [90, p. 42]. The first steps in LiDAR
development are dated to as early as 1938, and it took another 25 years for taking
the first LiDAR measurements in a scientific experiment, conducted by Stanford
Research Institute. It functions based on a similar principle as previously presented
for Time-of-Flight cameras, since it also emits light rays at a (neodymium laser)
wavelength of 1.06 µ, for instance, and estimates an object’s position through the
time of flight [10, p. 1782-1783].

Nowadays, LiDAR is considered the state-of-the-art sensor type for remotely
capturing distance measurements from vehicles, even though it is still inferior to
RADAR in terms weather robustness, velocity measurement accuracy, operational
range, and not at last in terms of the expenses [101, p. 766]. There are two major
groups LiDAR sensors can be allocated to: line-scanners (covering a fixed field of
view) and 360-degrees sensors (constantly rotating around the vertical axis). In
practice, the bottleneck for both types is mostly considered the limited number of
vertical rays, which yields rather sparse measurements if single frames are used [34,
p. 51-54].

10
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2.1.4 Post-processing and sensor data fusion
In the context of our research setting, digital photo cameras are used for obtaining
digital two-dimensional multi-channel matrices (color images), whereas the expected
output of ToF cameras and LiDAR sensors are so-called point clouds: containers
of measured distances from the sensor origin to targeted locations in a preferred
three-dimensional coordinate system (e.g. Cartesian or spherical) [74]. This section
will create the foundations for deriving appropriate methods on how to interpret
sensor signals.

Signal post-processing for sensor noise reduction

Prior to the analysis of the signals’ information, it is vital to reduce naturally-
inflicted sensor noise in order to reflect ground truth better. As described in earlier
sections, the majority of necessary corrections is already applied to data directly
received from the sensors, and their level of quality is typically derived not only from
their hardware but also from their software. For airborne sensors used for observing
planetary surface and atmosphere, whose general scenario resembles remote sensing
for ground vehicles closely, an excellent overview of appropriate corrections is given
in the second chapter of Richard’s Remote sensing digital image analysis [72, p.
27-77].

Distance-measuring sensors often output point clouds of region-dependent den-
sity that also mostly contain single erroneous measurements, potentially causing
unwanted statistical outliers. The latter are mostly not removed from the sensor’s
inbuilt post-processing algorithms, and hence require the user to process resulting
point clouds accordingly. One possible strategy is defining a rejection threshold
based on mean and standard deviation of nearest-neighbor distances [76, p. 929-
930].

Sensor pose alignment to real-world coordinates

An essential step of fusing data streams from several sensors is converting them
to real-world coordinates. In the case of having a sensor suite observe a vehicle’s
surroundings, this naturally implies aligning all measurements to a common vehicle
reference frame. When the corresponding origin is then in accordance with the
placement of an Real Time Kinematics (RTK) unit on the vehicle, absolute locations
of measured data points may be approximated, and may fruitfully be used for
combining several consecutive frames in the analysis [41].

However, especially in underground environments such as mines, GPS being an
essential component of RTK devices experiences a significant drop in availability.
In order to e�ectively go beyond frame-by-frame inspection in such scenarios, local-
ization algorithms such as Interactive-closest Point (ICP) or Normal-distributions
Transform (NDT) can contribute [47].

Even when only single frames are analyzed (as presented in the research question
of this project), the extrinsics of all sensors in use are to be calibrated and their
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coordinate systems are to be unified. For the distance-measuring devices counting
to the sensor suite, the following geometric calculations yield the target relative
coordinates to the real world [72, p. 51-52]. Once the orientations of all coordinate
systems are aligned and all axes have the same units, sensor data can be fused by
displacing the respective sensor origins accordingly.

Fusing 2D images and point clouds through raycasting using octrees

Two-dimensional images taken from photo cameras can be put into context with
point clouds received from distance-measuring sensors through projection; when
assuming perfectly planar environments, a simple homography transform as de-
scribed in [45] can be applied and result in a bird’s eye view on a vehicle which is
compatible for fusing with 3D measurements. In unstructured environments (e.g.
open-pit mines) however, such approach may be oversimplified due to di�ering road
inclinations and camera occlusions from ditches and bumps.

For that reason, projection of 2D images into a 3D coordinate system can be
achieved by making use of the pinhole camera model presented in Section 2.1.1 and
mimicking the path of light rays represented by single pixels on the camera’s image
plane. E�ectively, this method that is also referred to as raycasting is a collision
check within the point cloud. Finding sensor correspondences through raycasting is
a fundamental component in robotics but would require tremendous computational
power for e�ective usage on raw point clouds. In order to reduce collision check
complexity in three dimensions, compressing point clouds to so-called octrees (oct
because all internal nodes have eight children) is a viable approach [33]. On a
visual level, octrees “downsample” point clouds to tree-structured cube containers
of arbitrary face length whose possible locations are adjacent in a predefined box-
shaped bounding box. The smallest-scaled leaf cubes are flagged as occupied
if there is at least one measurement within the cube’s boundary, which implies
obvious benefits in terms of memory usage [79]. From a perspective on runtime,
the casting of rays from a predefined (sensor) origin to an arbitrary location can
then be accelerated substantially: First, all octree leaves that are intersected by a
line/ray between the two locations are registered. In a second step, starting from
the origin, all intersected leaves only need to be checked for their occupied state.
The occupancy checking algorithm continues until it either detected an occupied
leaf (found a collision) or all intersected leaves were checked without detecting any
occupied leaves. Additionally, the octree data structure facilitates e�ective data
accesses since occupancy may also be checked for non-leaf nodes (visually, larger
cubes containing several leaf nodes) [3].

Data segmentation

Segmenting images may be considered one of the very first problems approached by
computer vision: In its simplest form, the image is clustered using a k-means algo-
rithm on color or gray-scale pixels, where k dictates the number of image segments
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or super-pixels. Recent image segmentation methods make use of color histograms
or local features [20]. Especially intended for the representation of nearly-planar
measurements, the equivalent for point clouds is called super-voxels and is based
on similar spatial clustering methods [64]. An excellent image or point cloud seg-
mentation is regarded as one of the key contributors to a high image classification
performance; nevertheless, using less complex ad-hoc segmentation procedures may
still be preferred in a classification task. One of these ad-hoc techniques is tiling,
where a rectangular image is segmented into a matrix of adjacent, favorably squared
image patches (tiles). The benefits of tiling include simpler data fusion thanks
to known proportions and, when real-time computing on conventional CPUs be-
comes an issue, the option to parallelize data processing on GPUs (facilitated by
strict data-independence among the tiles and deterministic memory storage require-
ments).
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2.2 Terrain properties in mining environments
In contrast to strictly paved environments such as urban streets or highways, the
diversity of di�erent drivable material classes is much larger in mining areas. As
presented earlier in Section 1.3, this thesis mainly focuses on the special type of open-
pit mines, where valuable resources are mined in open air, and less on underground
mines. In the former mines, vast amounts of waste and precious material need to be
carried away by ground vehicles. In order to classify the terrain types in open-pit
mines, we will first present which types of material are typically encountered there
and later, in a more detailed fashion, how spatial and spectral cues gathered from
cameras and distance sensors may be used to characterize the materials [72, p. 79].
The goal of selecting appropriate cues is to create a pattern vector representing a
terrain area, which may then be used as an input to machine learning classifiers
(presented subsequently in Section 2.3) [72, p. 87-88].

2.2.1 Frequent terrain types in mining environments

In this thesis, we intend to contribute to the decision making process of finding
drivable paths for mining vehicles. This implies that we not only need to familiarize
ourselves with the properties inside of open pits but also with other areas that the
vehicles in focus traverse on a regular basis. More precisely, mining vehicles leave
the open pit in order to dispose waste material or to transport resources to the next
processing step, which e�ectively means following asphalted roads, too [86].

When it comes to digging the pit itself, finding optimal excavation patterns pat-
terns constitutes a well-known problem in operations research, and the resulting
scraped material becomes the drivable surface for mining vehicles [43, 85]. Ben
Guerir for instance, a Moroccan phosphate open-pit mine, can be characterized
by “phosphate layers separated by siliceous marly and clayey interbeds in a sub-
horizontal tabular geological structure” covered by “a millimetre to centimeter thick
clayey joint” [16, p. 32]. The variety of di�erent terrain properties in the con-
text of open-pit mines can be observed by comparing Ben Guerir to Tamgak, a
uranium mine in Niger, which mainly consists of sandstone of di�ering granular-
ity [16, p. 34]. A more detailed overview is available for Aitik, Europe’s largest
open-pit copper mine situated in Northern Sweden [22]: It is mainly consisting of
fine-grained gray quartz-biotite gneiss, coarse-grained amphibole-epidode-feldspar
gneiss, hornblende-banded gneiss, microcline-rich gneiss, and heavily-sheared mus-
covite schist; material that the naked eye would classify as di�erent-colored and
di�erent-sized sand or gravel [82, p. 121-128]. Implied in the design of an open pit,
all of these sites are only accessible through roads of di�ering inclination, which
must be taken into account for sensor fusion.

Since we follow the goal of discriminating di�erent terrain types within a given
open-pit environment with statistical descriptors, the following sections cover char-
acteristic terrain cues that may serve for that purpose: First, statistical descriptors
for spectral terrain cues are presented in Section 2.2.2 and Section 2.2.3, covering
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the visual spectrum and the spectrum of LiDAR emissions, respectively. Subse-
quently, Section 2.2.4 about two-dimensional image texture and Section 2.2.5 about
three-dimensional roughness profiles focus on statistical descriptors of spatial terrain
cues.

2.2.2 Spectral cues: Statistical color descriptors
The human retina is capable of interpreting electromagnetic waves at the chromatic
wavelengths between approximately 400 and 700 nm (viewer-dependent), and we
perceive combined light reflections from object surfaces within this spectral band
as colors. Conventional photo cameras are built upon this principle and “capture”
visible light reflections [72, p. 12-13].

Figure 2.2. Visual spectrum

From the wavelengths of light rays received through a camera lens, the values of
the three so-called primaries blue, green, and red of an image pixel are derived1, and
discretized with e.g. eight bits/256 bins per color channel. The corresponding RGB
color space is additive, optimized for showing colors to the human eye by combining
sub-pixels on a screen or projector. Our visual system interprets the overlay of the
three primaries, to which three di�erent types of cone photoreceptors respond, as a
pixel’s “true” color that the camera captured [11, p. 505].

Yet, what is beneficiary from a practical, engineering-oriented point of view is
not necessarily the most suitable representation for spectral analysis. For instance,

1A convention by the Commission Internationale d’Eclairage (CIE) from the 1930’s standardizes
the wavelengths to 700.0 nm (red), 546.1 nm (green), and 435.8 nm (blue) [91, p. 82]
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three indicators are commonly used to describe a light source’s characteristics, and
yield better insights than RGB values that are unable to represent all visible col-
ors: Radiance (the energy dissipated by the light source), luminance (the energy
perceived by a light observer), and brightness (a subjective measure for describing
color sensations in terms of intensity) [23, p. 284]. This is why computer vision
researchers working on terrain classification intend to convert all pixels point-wise
(spatially independent) to more practicable color spaces [91, p. 81], such as the fol-
lowing six ones presented hereafter. All of those contain three channels and mostly
overcome singular deficiencies of the RGB representation; there is no “perfect” color
space and selection is always subject to the specific application. The goal of this
section is to describe an image’s visible spectrum statistically, which is commonly
achieved in terrain classification by representing the values occurring in each chan-
nel with a histogram of arbitrary bin size, covering the full value range (e.g. from
0 to 255 for an eight-bit encoding) [72, p. 100, 114-115].

Color space: HSV

When intending to express the distinction between two or more colors, a color repre-
sentation in a polar coordinate system is preferred over rectangular color coordinate
systems such as in the RGB color space. Two of those color spaces with cylindrical
coordinate systems are HSV and HLS. In the HSV color space, the three parameters
hue (H), saturation (S), and brightness (V) are used. While the latter corresponds
to the earlier definition of a light source’s characteristic (a subjective measure for
describing color sensations in terms of intensity), the first and the second can be
described together as a color’s chromaticity [23, p. 286].

After normalizing a pixel’s RGB values to the range of [0, 1], its HSV represen-
tation may be achieved in the following manner [83]:

V Ω max(R, G, B)

S Ω
I

V ≠ min(R,G,B)

V

if V ”= 0
0 otherwise

H Ω

Y
__]

__[

60(G≠B)

V ≠ min(R,G,B)

if V = R
120+60(B≠R)

V ≠ min(R,G,B)

if V = G
240+60(R≠G)

V ≠ min(R,G,B)

if V = B

H Ω
I

H + 360 if H < 0
H otherwise

As seen in OpenCV [35], it is then common to normalize S, V œ [0, 1] to the original
range of the RGB values when encoded by 8 bits per channel, and H œ [0, 360) by
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[59]:

H Ω H

2
S Ω 255S

V Ω 255V

Color space: HLS

An alternative to the HSV color space that shares a cylindrical coordinate system,
is the HLS color space, whose first (H-)channel is the same as in HSV (hue). The
second and third channel representing the brightness (L) and the saturation (S),
respectively, are calculated di�erently [29, p. 3-4]:

V
max

Ω max(R, G, B)
V

min

Ω min(R, G, B)

L Ω V
max

+ V
min

2

S Ω
I

V

max

≠V

min

V

max

+V

min

if L < 0.5
V

max

≠V

min

2≠(V

max

+V

min

)

if L Ø 0.5

In practice, 8-bit encoding can then be achieved for the two last channels S, L œ [0, 1]
by [59]:

L Ω 255L

S Ω 255S

Color space: CIE XYZ

Another reason why researchers tend to abandon RGB color space are so-called
metamers, colors which the standard observer cannot distinguish from each other,
even though they have di�erent spectra. In order to overcome this downside of RGB
representation, mainly caused by a principle of mixing in negative light, the CIE
derived the strictly positive XYZ color space containing all of the pure spectral colors
[91, p. 72]. An approach towards bijection between spectra and color quantization
is suggested by the following transformation formula from RGB to XYZ [91, p. 73]:

S

WU
X
Y
Z

T

XV Ω 1
0.17697

S

WU
0.49 0.31 0.20

0.17697 0.81240 0.01063
0.00 0.010 0.99

T

XV

S

WU
R
G
B

T

XV (2.1)

Color space: CIE L*a*b*

As pointed out in [91, p. 74-75], even though CIE XYZ is a more convenient color
space than RGB in terms of being able to separate luminance from chromaticity, the
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CIE L*a*b* color space models human color perception more accurately. In accor-
dance with the logarithmic response of human vision that can distinguish di�ering
luminance of approximately 1%, CIE L*a*b* is a non-linear re-mapping of CIE
XYZ. This can be achieved through the following conversion formula after already
having converted to CIE XYZ, and makes di�erences in luminance (represented by
the L-channel) as well as chromaticity (expressed by a and b) more perceptually
uniform [18, p. 11]:

f(t) Ω
I

t
1

3 for t > 0.008856
7.787t + 16

116

for t Æ 0.008856

X Ω X

0.950456
Y Ω Y

1.088754

L Ω
I

116Y
1

3 ≠ 16 for Y > 0.008856
903.3Y Õ for Y Æ 0.008856

a Ω 500(f(X) ≠ f(Y )) + 128
b Ω 200(f(X) ≠ f(Y )) + 128

This corresponds to the value ranges of L œ [0, 100] and a, b œ [≠127, 127], which
can be encoded in 8 bits by [59]:

L Ω 255L

100
a Ω a + 128
b Ω b + 128

Color space: CIE L*u*v*

The CIE L*u*v* color space shares the first (L-)channel with CIE L*a*b*, and is
considered very suitable for describing additive color mixture. It encompasses an
associated two-dimensional chromaticity chart, expressed by the u and v channels
[18, p. 5]. These can be calculated after having converted an image to the CIE
XYZ color space as following [18, p. 10]:

u Ω 13L ú ( 4X

X + 15Y + 3Z
≠ 0.19793943)

v Ω 13L ú ( 9X

X + 15Y + 3Z
≠ 0.46831096)
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Again, u œ [≠134, 220] and v œ [≠140, 122] may be encoded in 8 bits as described
in [59]:

u Ω 255u

354(u + 134)

v Ω 255v

262(v + 140)

Color space: YCrCb

Using the YCrCb color space is mostly useful for compressing digital and analog
signals, containing the three channels for luminance (or intensity, expressed by Y )
and chromaticity (expressed by Cr and Cb) information [18, p. 6]. Even though it
is rather rare to use this color space in computer vision applications, it is included
in this color conversion listing. The following formulae apply for converting an 8-bit
encoded RGB pixel into YCrCb color space [91, p. 79]:

Y Ω 0.299R + 0.587G + 0.144B

Cr Ω 0.713(R ≠ Y ) + 128
Cb Ω 0.564(B ≠ Y ) + 128

2.2.3 Spectral cues: Statistical LiDAR intensity descriptors
As previously shown, the visual spectrum only covers a very small segment of a
material’s wavelength-reflectance relationship, and may furthermore not be su�-
cient for distinguishing the materials presented in Section 2.2.1. Sensors being able
to measure bands left or right to the so-called optical window are considered too
expensive for many robotic applications. As an alternative to such a specific de-
vice, e.g. a multi-spectral camera, distance-measuring devices already being part
of a robotic system’s sensor suite may be used for evaluating a material’s specific
reflectance: for instance, a LiDAR sensor operating with laser beams. Commonly,
LiDAR sensors emit electromagnetic signals at a wavelength of 0.9 µm and retrieve
each beam’s reflectivity [84]. Observable in Figure 2.3 is that the class absolute
reflectance discrepancies among the most common materials of the Aitik mine in
Northern Sweden are wider at 0.9 µm than within the visual spectrum, which may
suggest that class distinction could benefit from LiDAR intensity information.

We may interpret the laser wavelength of 0.9 µm as a very narrow frequency
band on the electromagnetic spectrum and, similar to the principle of statistical
color representation shown in the previous section, assume that distinct materials
surfaces can be described statistically by a characteristic distribution of reflections.
Hence, a representation in terms of a probability density function or a histogram
could be favorable for classification (also with respect to expecting noisy returns
from di�ering impact angles, as described in [84]).
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Figure 2.3. LiDAR spectrum

2.2.4 Spatial cues: Statistical texture descriptors

While the two preceding sections focused on statistical descriptors for spectral cues
obtained from remote sensing, this section statistically analyzes spatial patterns,
which we will call textures, retrieved from digital camera exclusively on a gray-scale
level. Texture features commonly used for classification can be segmented into the
statistical features in focus (describing the spatial distribution of gray-scale pixel
values), geometrical features (where texture elements are extracted and quantized),
signal-processing features (analyzing the picture’s frequencies after Fourier trans-
form), and model-based features (creating a model that allows to compare and
recreate textures) [94].

One may allocate the analysis of local features, extracted by nowadays widely
spread algorithms such as SURF and SIFT, to the type of geometrical features,
which has recently been applied to terrain classification (see [39] [15], and [88]).
The creation of local feature descriptors is quite computationally heavy however,
and highly dependent on the training data’s geometric properties.

In the model-based approach, representation by Markov random fields (MRFs)
has been the most dominant method for texture synthesis, image segmentation,
image restoration, image compression, and most importantly, texture classification.
MRFs are based on the notion that a single pixel’s grayscale value is dependent on
intensities of surrounding pixels [94, p. 19-20].

Traditional feature extraction from signal processing is either based upon the
spatial domain, where for instance edges within the spatial filter response are de-
tected, or on the frequency domain of the filter response. The latter approach
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attempts to mimic the principle of human texture recognition, decomposing an im-
age frequency- and orientation-wise through filter banks at di�erent orientations
and scales [94, p. 24-26].

As stated in the introduction, this thesis follows a statistical approach, which is
also the case for texture analysis.

Gray-level co-occurence matrices (GLCMs)

The creation of gray-level co-occurence matrices (GLCMs) is a well known method
for extracting gray-scale image information and has been applied in e.g. aerial ter-
rain classification for a long time [72, p. 148-150]. After pixel-wise conversion of a
an RGB image to gray-scale intensity, GLCMs are based upon the principle of first
registering each pixel’s intensity value and then counting the occurrences of adja-
cent pixels’ intensities within a target pixel range. In order to reduce computational
complexity and improve generalization, the gray-scale image’s original depth (e.g.
eight bits per pixel) is often reduced through quantization to lower depths, theoret-
ically down to binary intensity encoding (monochromaticity). In texture analysis,
rotational invariance plays a major role: Accordingly, co-occurrences are registered
in all possible directions within an image matrix, optionally with or without diag-
onal direction. The distance from the pixel in focus to surrounding pixels may be
chosen arbitrarily. In the simplest GLCM form, only direct neighbors are taken into
account.

GLCMs are typically not directly taken as feature vectors for terrain classifi-
cation; instead statistics such as a GLCM’s energy E, contrast C or homogeneity
H are commonly used, next to a one-dimensional histogram representation. In a
previous step, the symmetrical GLCM of rank n œ N

0

is normalized to a probability
density matrix through division by the sum of all elements, where i and j repre-
sent a single element’s row- and column index, respectively, and p(i, j) the point
probability of an element at indexes i, j [46].

E Ω
nÿ

i=0

nÿ

j=0

p(i, j)2

C Ω
nÿ

i=0

nÿ

j=0

p(i, j)|i ≠ j|2

H Ω
nÿ

i=0

nÿ

j=0

p(i, j)
1 + |i ≠ j|
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Comparison to textons generated with filter banks

Another statistical description method for gray-scale texture classification of high
scientific acclaim is the creation of class-representative texture patches, so called
textons. This method is based upon the process of converting a class dictionary
consisting of equally-sized image patches to gray-scale, convolving them with suit-
able filter banks, comparing each texture patch pixel-wise to all generated textons,
and eventually quantizing the similarity of all tiles to each texton in a texton his-
togram. The method for generating texton histograms, developed by Zisserman
and Varma, comprises two fundamental steps: First, texton library creation, and
second, texton histogram generation [97].

See Figure 2.4 for an overview of the first step: Before the texton library cre-
ation can start, all tiles from the train set need to be separated by their classes,
resulting in one class dictionary per class. Within each class dictionary, each tile
is then converted to gray-scale (typically using the RGB-conversion method for the
brightness channel Y in the color space YCrCb) and intensity-normalized so that
they have zero mean and unit standard deviation [96].

Figure 2.4. First step in generating texton histograms: Texton library creation,
shown with the example class “Snow”.

Subsequently, the method foresees the fundamental step of convolving each gray-
scale tile with a selected filter bank with preferably rotationally- as well as scale
invariant properties. The Schmid filter bank shown in Figure 2.5, for instance,
fulfills the first criterion and the second one partially. Originating from [78], it
consists of 13 isotropic filters inspired by the well known Gabor filter bank from
the 1950’s [21]. Convolution of one tile with the Schmid filter bank hence results in
13 filter responses that can be fed into the next step of finding representative class
textons.
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Figure 2.5. The Schmid filter bank.

The Maximum Response 4 (MR4) and the Maximum Response 8 (MR8) filter
banks on the other hand, first introduced by Varma and Zisserman [98], produce four
and eight filter responses, even though they consist of 14 and 38 filters, respectively.
In Figure 2.4, the MR4 filter bank is presented, comprising 2 rotationally symmetric
filters (a Gaussian and a Laplacian of Gaussian) and an edge and a bar filter, both
at 6 orientations. Thus, we may also call it rotationally invariant. Having only four
filter responses is achieved by taking the maximal response of the anisotropic filters
over all six rotation angles, next to directly taking the isotropic filter responses.
This non-linear operation is shown in Figure 2.4’s color mapping (see “MAX”). The
MR8 filter bank additionally includes the anisotropic filters at three di�erent scales
(in order to also achieve scale invariance), and accordingly produces eight filter
responses.

Figure 2.6. Second step in generating texton histograms: Texton histogram cre-
ation, shown with the example class “Snow”.
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Once all filter responses for each class dictionary are available (for example,
a class dictionary of 100 tiles corresponds to 400 filter responses with the MR4
filter bank), representative class textons can be generated by k-means clustering.
In [96], Varma and Zisserman achieved best classification results by reducing all
class dictionaries to 20 textons with the (k = 20)-means algorithm. In the case of
7 di�erent classes, this yields a total of 140 textons after aggregating them over all
class dictionaries. The result of this aggregation is referred to as the texton library,
which we will need for the second major step in generating texton histograms, shown
in Figure 2.6.

The basis for generating texton histograms from an existing texton library are
again all tiles within each class dictionary after converting them to gray-scale and
normalizing them, as done in the first step. Each tile’s pixels are then compared
to all pixels of the texton dictionary elements (140 in the previous example) at the
same location, using the 1-Nearest Neighbor algorithm: Whenever a tile’s pixel is
closest to a particular texton in the same location, a corresponding histogram bin
is incremented by one. In this way, each tile contained in each class dictionary is
represented by one texton histogram showing the frequencies of similarity to all
textons.

2.2.5 Spatial cues: Statistical roughness descriptors

When attempting to specify the roughness of a terrain patch measured with distance
sensors such as LiDAR sensors, it is important to keep in mind the sparseness of
point cloud data, and that the area as well as the number of points within the target
area can di�er widely from frame to frame. For these reasons, terrain roughness
descriptors that are dependent on the area (such as the arithmetic mean of the
absolute height values within a sampling area) or on counting local features (such
as the number of peaks beyond a threshold) are less appropriate than when dense
terrain information is available (for instance after integrating several frames).

Instead, observing the height distribution represented by the accumulation func-
tion of a height histogram is more suitable. After a terrain patch to be inspected
has been cropped from a point cloud, it must be pose-normalized so that its points’
height values have zero mean and it is aligned with longitudinal and the lateral
axes. All points’ height values can now be used for computing a one-dimensional
height histogram of the terrain patch, which is eventually divided by its sum. For
comparability, the height histograms of all terrain patches to be analyzed should
cover the same, symmetrical value range [≠�h, +�h] (e.g. with �h = 0.1m) at a
fixed number of bins. As described in [42, p. 22], we use the inverse accumulated
function Smc(x) œ [≠�h, +�h] of the height histogram, where x œ [0%, 100%].
Given Smc(p), we can calculate the first two statistical roughness descriptors Peak
Extreme Height Sxp and Surface Section Di�erence Sdc, where p = 2% and q = 98%

24



2.3. TERRAIN CLASSIFIERS FOR SUPERVISED LEARNING

are typical values [42, p. 23-25]:

Sxp = Smc(2.5%) ≠ Smc(50%)
Sdc(p, q) = Smc(p) ≠ Smc(q)

Furthermore, we may specify a terrain patch’s Material Volume V m(mr) and its
Void Volume V v(mr), where mr œ [0%, 100%] is the material ratio and k a factor
for unit conversion [42, p. 26-27]:

V v(mr) = k

⁄
100%

mr

[Smc(mr) ≠ Smc(q)]”q

V m(mr) = k

⁄
mr

0%

[Smc(q) ≠ Smc(mr)]”q

These two are the basis for four volume parameters: Peak Material Volume V mp(mr1),
Core Material Volume V mc(mr1, mr2), Dales Void Volume V vv(mr1) and Core
Void Volume V vc(mr1, mr2), where typically mr1 = 10%, and mr2 = 80% [42, p.
27-28]:

V mp(mr1) = V m(mr1)
V mc(mr1, mr2) = V m(mr2) ≠ V m(mr1)

V vv(mr2) = V v(mr2)
V vc(mr1, mr2) = V v(mr1) ≠ V v(mr2)

2.3 Terrain classifiers for supervised learning
A key content of this thesis is the evaluation and combination of several di�erent
features rooted in spectral and spatial terrain cues, and analyzing their capability
of distinguishing di�erent terrain types. Since even presumably redundant features
may contribute to better class separation when being combined and badly separating
features can improve classification performance when being taken together with
others, ad-hoc analysis of single feature dimensions is often di�cult in practice. As
suggested by Guyon and Elissee�, it is suitable to perform feature evaluation in a
multi-classification problem by benchmarking with a set of classifiers [27]. First,
Section 2.3.1 will define the metrics used for benchmarking the spatial and spectral
features previously presented, followed by an overview of a possible set of classifiers
in Sections 2.3.2 (k-Nearest Neighbor), 2.3.3 (decision trees), 2.3.4 (Normal Bayes
classifier), and 2.3.5 (Support Vector Machines).

2.3.1 Performance evaluation
One of the most expressive and unbiased forms of evaluating classification perfor-
mance after inference is inspecting a classifier’s confusion matrix, sometimes called
contingency matrix or error matrix. Given N classes Ê

i

with i = 1...N , it lists
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the known “true” classes Ê
i

row-wise and the classes predicted by the classifier Ê
j

column-wise, resulting in an NxN matrix X. A matrix element x
i,j

shows the
count of how often a sample of the true class Ê

i

was predicted to belong to class
Ê

j

. Along X’s diagonal with i = j, the number of correct predictions of class Ê
i

is shown [72, p. 397]. Even though this representation bears many insights about
e.g. class-specific true positives and false negatives, it is di�cult to compare clas-
sifier performances quickly. For this reason, Precision and Callback are being used
as class-specific metrics: Precision P

j

describes the percentage correctly classified
samples among all samples classified as Ê

j

, while Callback C
i

expresses the percent-
age of correctly classified samples belonging to the true class Ê

i

. For multi-class
discrimination problems, they may be calculated as follows [68].

P
j

= x
j,jq

N

a=1

x
a,j

C
i

= x
i,iq

N

b=1

x
i,b

Furthermore, the overall Accuracy A of the classifier can be computed as the
fraction of the diagonal’s sum over the total sum of all matrix elements, while the
error rate corresponds to E = 1 ≠ A [72, p. 397]:

A =
q

N

c=1

x
c,cq

N

a=1

q
N

b=1

x
a,b

With the Accuracy, we finally have a single metric quantifying a classifier’s
performance. Nevertheless, it might be highly biased if there are comparably many
or few samples of a given true class Ê

i

. The Accuracy also does not imply any explicit
penalty for a low Precision or Callback value of a single class, which intuitively
should be included in a single performance metric. In contrast to the Accuracy,
those issues are e�ectively encountered with the weighted F -score. With w

i

being
the relative class weights of the true classes Ê

i

for i = 1...N , said weighted F -score,
e�ectively the weighted harmonic mean of each class’s Callback C

i

and Precision
P

j

, can be calculated by [68]:

w
i

=
q

N

b=1

x
i,bq

N

a=1

q
N

b=1

x
a,b

F
weighted

=
Nÿ

a=1

w
a

ú 2 ú P
a

ú C
a

P
a

+ C
a

2.3.2 k-Nearest Neighbor
The k-Nearest Neighbor (k-NN) classifier may be described as the most intuitive
supervised classifier: An unseen sample x’s class is predicted by considering the
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k nearest labeled data points (most commonly determined through the Euclidean
distance in feature space), and assigning one of the k data points’ labels to x through
majority vote.

Formulated mathematically, let there be k
i

neighbors of x belonging to class Ê
i

,
so that

q
N

i=1

k
i

= k, with N being the total number of classes. We further define the
simplest discriminative function g

i

for assigning the label Ê
i

to an unseen sample x
by:

g
i

(x) = k
i

Accordingly, the decision rule for the k-Nearest Neighbor classifier is:

x œ Ê
i

if g
i

> g
j

for all i ”= j

However, in multi-class classification problems this implies that the decision
function is not deterministic in case there are two or more majorities among x’s
k nearest neighbors (for instance, the k = 3 nearest neighbors of x all belong to
di�erent classes). This is why in practice, the sum of Euclidean distances d to the
k

i

nearest neighbors of one class Ê
i

is taken into account in the decision function in
a distance-weighted and normalized manner [72, p. 273]:

g
i

(x) =
q

k

i

j=1

1/d(x, xj

i

)
q

N

i=1

q
k

i

j=1

1/d(x, xj

i

)

Since a k-NN performs at a rather low error rate when classifying the same set it was
trained with (especially for the case of k = 1, which results in an error percentage
of 0%), but produces relatively many classification errors after inference with a test
set, it is called a high-variance, low-bias classifier. Furthermore, we categorize it as
a non-parametric classifier since it attempts to predict an unknown sample’s class
by geometry-based decision rules and there is no parameter to “learn” (considering
k as fixed for an entity of k-NN)[72, p. 272].

2.3.3 Decision trees

Along with k-NN, decision trees are also known as non-parametric high-variance, low
bias classifiers. As the name suggests, training a decision tree is similar to building a
search tree for multi-dimensional data: At the Nth node, it is greedily decided which
dimension of the feature space is being taken for splitting the data “contained” in the
node itself, based on an unambiguous decision metric i(N) without any parameters
to be learned. The most common decision rules are taking Gini impurity the Entropy
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at node N into account, which are both a measure of impurity i:

i
Gini

(N) =
ÿ

i”=j

P (Ê
i

) ú P (Ê
j

)

= 1 ≠
ÿ

j

P (Ê
j

)2

i
Entropy

(N) = ≠
ÿ

j

P (Ê
j

) ú log
2

P (Ê
j

),

P (Ê
j

) being the proportion of training samples at node N that are in class (Ê
j

),
and P (Ê

i

) being the fraction not in class (Ê
j

).
After choosing an impurity metric, the decision for which feature to split at node

N is made based upon maximizing the information gain �i(N), i.e., how much a
potential split would decrease the unpredictability:

�i(N) = i(N) ≠ P (L) ú i(N
L

) ≠ (1 ≠ P (L)) ú i(N
R

),

N
L

and N
R

representing N ’s left and right child, respectively, while P
L

is the ratio
of the training samples from node N that are put in N

L

[72, p. 413-417].

2.3.4 Normal Bayes classifiers
Inspecting its name, it is not surprising that the principle notion of Normal Bayes
classifiers lies in Bayes’ theorem

P (A|B) = P (B|A) P (A)
P (B) ,

A and B being events and P (B) ”= 0, while it is assumed that the underlying
data are distributed in the (Gaussian) normal bell curve with the function

f(x | µ, ‡2) = 1Ô
2‡2fi

e≠ (x≠µ)

2

2‡

2 ,

with µ being the data set X’s mean and ‡ its variance (x œ X). Coherently, let

p(x|Ê
i

), i = 1...M

be the likelihood of a data vector x belonging to class Ê
i

. Normal Bayes classification
is then typically understood as following the Maximum Likelihood (ML) decision
rule for determining an unseen sample x’s class Ê, where the class-conditional den-
sity function p(x|Ê

i

) under the normality assumption for a multivariate variable x
at a dimensionality of N is then defined by:

p(x|Ê
i

) = (2fi)≠N/2 ú |C
i

|1/2 ú exp(≠1
2(x ≠ m

i

)T ú C≠1

i

ú (x ≠ m
i

)),
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with m
i

and C
i

being the mean vector and covariance matrix of the data in class
Ê

i

, respectively. If the priors are assumed to be equal (mostly suitable in terrain
classification), a decision rule can be formulated as follows:

g
i

(x) = ≠ln|C
i

| ≠ (x ≠ m
i

)T ú C≠1

i

ú (x ≠ m
i

)
x œ Ê

i

if g
i

> g
j

’j ”= i

In contrast to the previously described classifiers (k-NN and decision trees),
Normal Bayes classifiers need to be trained by learning the parameters m

i

and C
i

for each class [72, p. 250-252].

2.3.5 Support Vector Machines (SVMs)
Similar to the k–Nearest Neighbor classifiers, Support Vector Machines (SVMs)
have been developed based upon a geometric notion: Instead of storing all training
samples after training (as done in k-NN), the basic SVM version attempts to draw
a separating hyperplane between two classes. This process is realized by maximiz-
ing the distance of both classes’ “outermost” training samples to the hyperplane
(into the direction of the feature space in between) . Originally, SVMs are purely
binary classifiers, but are in practice e�ectively used for multi-class distribution by
a cascade of one-versus-one classifications. Said hyperplane (without margin) can
be described mathematically by a data vector x and a weight vector w in its most
simple form:

wT ú x = 0

This can be extended to a formulation with a margin between both classes Ê
1

and Ê
2

:

t =
I

1 if x œ Ê
1

≠1 if x œ Ê
2

t ú wT ú x Ø 1

Correspondingly, the underlying binary decision function for an unseen sample
x is [72, p. 276-280, p. 286]:

x œ Ê
1

if wT ú x > 0
x œ Ê

2

if wT ú x < 0

Within the linear formulation of the decision boundary implicitly lies a restric-
tion bias problem: This basic SVM version assumes the data to be linearly separable.
In order to overcome this issue and also classify linearly non-separable data confi-
dently, the so-called kernel trick is used, which is rooted in the idea that every data
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set becomes linearly separable when being transformed to a su�ciently high dimen-
sionality. This transformation function is called kernel function K(x, y) expressing
a scalar product between a pair of data vectors x and y. The trick is that such
scalar product does not need to be computed in the target (higher) dimensionality,
but can be calculated in the low-dimensional original format.

In order to apply the kernel trick, we first express the decision boundary in a
new formulation:

min 1
2wT ú w

s.t. t
i

wT „(x
i

) Ø 1 ’i

with „(x)T ú „(y) = K(x, y). A common kernel in remote sensing is the radial basis
function (RBF), which has only one free parameter “ > 0 [72, p. 283-288]:

K
RBF

(x, y) = exp(≠“Îx ≠ yÎ2)

Even though the kernel trick overcomes a major problem of an SVM’s linearity
assumption, it seems overly ambitious to assume that the training data’s classes
are not overlapping at all, which is detrimental to its generalization if not the case.
After the introduction of a penalty term to the minimization problem of the new
formulation, Support Vector Machines allow for slack during model generation:

min 1
2wT ú w + C

ÿ

i

›
i

s.t. t
i

wT „(x
i

) Ø 1 ≠ ›
i

’i,

’
where ›

i

are the slack variables and C is regularization parameter, responsible
for relative importance of the margin towards a misclassification error [72, p. 281-
283].
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Chapter 3

Proposed method

This third chapter is dedicated to presenting the approach to terrain classification
in accordance with the Problem statement. The very first Section 3.1 will introduce
the overall methodology, and show how the following five sections of Sensor setup
and fusion (3.2), Labeling (3.3), Feature extraction (3.4), and Feature evaluation
(3.5) fit into the proposed concept.

3.1 Overview of the methodology
Read the contents of Figure 3.1 in a bottom-up manner: It shows the transformation
process of every major data artifact from raw sensor data to appropriate feature
sets for optimal classifiers.

Two LiDAR sensors and a photo camera that are headed to the front of a test
vehicle are first calibrated, and then capture point clouds and photo images attached
with timestamps, respectively. The calibration settings and timestamps are then
used for fusing the sensor data to synchronized frames that may be segmented to
uniform tiles. This first step is documented in detail in Section 3.2. Subsequently,
Section 3.3 shows the data annotation method used for manually labeling a frame’s
tiles. These two steps are combined in the lowest gray box of Figure 3.1.

As pictured by the box situated in the middle, Section 3.4 shows how class
dictionaries (one for each of the seven terrain classes: Grass, Asphalt, Flat gravel,
Rough gravel, Dirty gravel, Sand, and Mud) are first filled by labeled tiles and then
split into class-specific train and test sets. Following this step, a selection of features
derived from spectral and spatial terrain cues is extracted for both sets.

The top gray box exhibits the method used for identifying an appropriate subset
of the extracted features as well as choosing best-performing classifiers in order to
achieve the best classification results. After all test and train sets from all seven
class dictionaries are aggregated to a global test and train set, respectively, the
performance of selected classifiers is evaluated. The evaluation is based upon the
generation of confusion matrices according to the classifier inference of the test set,
and measured in the weighted F-score metric. These steps are covered in the last
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section of this chapter, Section 3.5, and also how the “best” overall classification
performance is defined and how it is attempted to be achieved.

Figure 3.1. Overview of the proposed method. Sections presenting the parts in gray
boxes in detail are printed vertically.

All applications responsible for realizing these steps are implemented in C++
[89], using Visual Studio 2012 in a Windows 7 (64 bit) environment. The main
libraries are: Point Cloud Library (Version 1.7.2) [75], Open Source Computer
Vision Library (Version 2.4.12) [35], Eigen (Version 3.2.4) [24]. Complementary data
analysis and visualization is performed in Microsoft Excel 2013 and with Python
scripts (Version 2.7.11) [95] , using the library SciPy (Version 0.11.0) [37].
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3.2 Sensor setup and fusion

Figure 3.2. Approach to sensor setup and fusion.

3.2.1 Capturing system and sensor installation
All sensors are fixed by a metallic platform installed below the windshield of the
test vehicle, a modified Scania G480 construction truck similar to the one used in
[44]. Following the intention of capturing data at maximum resolution, the sensor
platform is placed as low as possible on the vehicle and tilted downwards at a steep
angle. See Figure 3.3 for an exemplary position of the platform including the used
coordinate system, and find further notes on the sensor positioning in Section 3.2.2.

Two Velodyne VLP-16 pucks observing 360° horizontally are used as the LiDAR
sensors shown at the bottom of Figure 3.2. At a vertical field of view (FOV) of 30°,
both LiDAR sensors’ 16 laser beams (a beam every 2°) are set to constantly scan
the sensor surroundings at dual return mode. The sensors’ maximum operational
range is specified as 100m and they operate at the wavelength of 903 nm, coherent
with the documentation of intensity descriptors in Section 2.2.3. Find more sensor
details in [99]. The reason for using the same sensor type twice is enhancing the
resolution, i.e. the laser scans per area: In order to achieve this, both LiDAR sensor
are installed at horizontal displacements of 43.5 cm left and right, respectively, to
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Figure 3.3. The used (camera) coordinate system relative to the sensor platform’s
placement. The origin is is situated below the platform’s center of gravity.

the longitudinal axis of the test vehicle. At the same time, one of the sensors is
tilted approximately 1° downwards, relative to the other sensor. This e�ectively
doubles the vertical beams within a close-range target area in front of the sensors.

Centered between the two LiDAR sensors, a CMOS-based Raytrix C42 camera
is placed on the sensor platform. The camera model is able to capture images at an
ultra-high resolution of up to 42 mega-pixels (7716 x 5364 pixels). However, maxi-
mum frame rates at extremely high resolutions are far below 30 fps, for instance at
0.7 fps for the maximum resolution; higher frame rates may be reached by lowering
the resolution. More information on the camera is available at [71].

For data recording, the photo camera and the two LiDAR sensors are interfaced
by separate notebook computers of type Dell Precision M2800 [14]. One computer of
the same type is used for o�-line computations. While the LiDAR sensors’ streams
are captured using the application Wireshark [61], the camera control is realized
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by a program implemented in C++. All three sensors are synchronized o�-line
after the recordings, using timestamps retrieved from commercially available GPS
devices.

3.2.2 Sensor calibration
This section covers all calibration steps performed exclusively on one sensor type:
First, it is shown how the LiDAR extrinsics such as its position and rotation are de-
termined and second, how the camera’s intrinsic and distortion-related parameters
are obtained.

LiDAR extrinsics

Mostly subject to the physical limitations of the platform and the vehicle, the
sensors’ centers are situated at height h and the central ray’s rotation around the
lateral axis (pitch) –. As sketched in Figure 3.4, the vertical FOV of both LiDAR
sensors, expected to be displaced by 1°, is approximately ”

ver

¥ 31°. The goal of
LiDAR calibration is first to verify the angular displacement of both sensors, and
then to find out the sensor extrinsics h and –, the prerequisites to transforming
captured point clouds to the vehicle coordinate system.

Figure 3.4. Sketch for the combined vertical field of view of both LiDAR sensors.
The left and right (which is tilted down) sensor’s outer rays are marked blue and red,
respectively. The longitudinal axis of the vehicle is the first (right-heading) dimension
and its vertical axis the second direction.
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The actual angular sensor displacement can be determined by manual inspection
of the point clouds retrieved from both LiDAR pucks mounted onto the platform:
Observing a planar surface in front of the platform after both point clouds were
merged into the same frame, one of the point clouds can be rotated in fine degree
steps along its sensor origin until both point clouds appear to be aligned. This step
has to be completed only once and not necessarily on the vehicle, if the metallic
platform is su�ciently robust. Even though earlier experiments showed that the
platform cannot completely fixed to the vehicle especially when running over bumpy
surfaces, the deviations are considered neglectible in the test setting.

In contrast, the step of finding both LiDAR sensors’ extrinsics should be re-
peated at every instance of the experiment since the sensor platform’s placement on
the vehicle is not guaranteed to be accurately repeatable. The only “hard” measure-
ment being taken for maximal calibration precision is the sensor platform’s height h.
Given this extrinsic parameter, one frame of either the two merged and aligned point
clouds or only a single point cloud is needed in order to estimate –: Using the pla-
nar RAndom SAmple Consensus (RANSAC) algorithm RandomSampleConsensus()
provided in the Point Cloud Library [67], the biggest detected plane in front of the
platform is detected, described by the plane parameters a, b, c, d :

a ú x + b ú y + c ú z + d = 0,

where x, y, z are a vector’s components in the sensor coordinate system: x̨ =
(x, y, z)T . We intend to translate this into Hessian Normal Form (HNF) n̨ ú x̨ = ≠p
by the following steps:

n̨ Ω

Q

ca
a
b
c

R

db

p Ω dÔ
a2 + b2 + c2

= d

|n̨|
2

n̨ Ω n̨Ô
a2 + b2 + c2

= n̨

|n̨|
2

,

In the sensor pose transformation planned to be performed on the point clouds,
we expect yaw (rotation angle around the vertical axis) and roll (rotation angle
around the longitudinal axis) to be negligible thanks to rigid fixation of the sensor
platform, as well as prior verification with a spirit level. We may find out the pitch
– using n̨’s second component (along the vertical axis y) n

y

by:

– Ω acos(n
y

)

or, when directly using the plane parameters received from RANSAC, by:

– Ω acos( bÔ
a2 + b2 + c2

)
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Now that we have both calibration parameters, we can define the rotation matrix
around the lateral (x) axis R

x

(–) and the translation matrix T (h), and combine
them in the transformation matrix M(–, h) (first, we rotate around the sensor
origin and then we translate along the vertical axis).

R
x

(–) =

Q

ccca

1 0 0 0
0 cos(–) sin(–) 0
0 ≠sin(–) cos(–) 0
0 0 0 1

R

dddb

T (h) =

Q

ccca

1 0 0 0
0 1 0 ≠h
0 0 1 0
0 0 0 1

R

dddb

M(–, h) = T (h) ú R
x

(–)

This allows us to formulate an update rule to all raw points x̨ contained in a
point cloud, after both LiDAR sensors’ data have been fused into it, in order to
align the sensor pose to the vehicle reference frame:

x̨ Ω M(–, h) ú x̨

Simulating both sensors’ footprints through ray-casting (including their displace-
ments by 43.5 cm left and right to the center) for – = 45° and h = 1.5m, the bird’s
eye perspective shown in Figure 3.5 gives an overview of how the resolution “thins
out” along the two axes.

Figure 3.5. Sketched footprint for the combined horizontal field of view of both
LiDAR sensors for – = 45° and h = 1.5m. The left and right (which is tilted down)
sensor’s footprint are marked blue and red, respectively.

37



CHAPTER 3. PROPOSED METHOD

Camera intrinsics and distortion

The photo camera’s constant intrinsics and distortion coe�cients are determined
before the experiment, using OpenCV’s algorithms for fisheye lens calibration based
on chessboard-corner detection implemented in C++. A printed chessboard with 7
by 6 inner corners and a checker face length of 9 cm is used. Documentation on the
used functions can be found at [53].

3.2.3 Sensor fusion
Crucial for data fusion is finding the geometrical correspondences between both
sensor types and the relationship between the data format they generate: Images
from the photo camera and point clouds from the LiDAR sensors. If the test
environment in which the test vehicle will drive is su�ciently planar, we may use a
method based on fixed geometric correspondences. In case not, more sophisticated
fusion methods, such as e.g. ray-casting can serve in order to get more accurate
mappings between images and point clouds. We will highlight both approaches
here, in accordance with the theory described in Section 2.1.4.

Fixed geometric correspondences

The first fusion method mainly makes use of manually marking the corners a com-
mon rectangular area that is fully captured by both sensor types. The di�culty with
manual marking lies in the relatively sparse resolution of the LiDAR sensors. For
that reason, the rectangle’s corners are defined using four cardboard boxes without
lids whose inner corners serve for marking the image. The outer walls can be used
for manually aligning a visual cuboid model around the area and store its corner
coordinates. Using a Time-of-Flight camera instead of the LiDAR sensors for ob-
taining a point cloud, this method has been tested indoors with a squared wooden
board, as shown in Figure 3.6. The outcomes of this step are 2D and 3D corner
coordinates. In the captured image, the real-world rectangle is warped and seen as
a trapezoid. Using homography transformation which preserves parallel relation-
ships, the trapezoid can be unwarped to a rectangle in the ground truth dimensions.
In the case of the introduced test environment, the width-to-height proportions of
the marked area are 1:1 in the real world, which results in the unwarped bird’s eye
image shown in Figure 3.7.
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Figure 3.6. Test of marking a common area in both a point cloud and an image
performed indoors. A relatively thin wooden board could be used since the Time
of Flight camera producing the visualized point cloud could capture even low reliefs
accurately, as it did not experience much noise e.g. from sunlight.

Figure 3.7. Unwarped bird’s eye image corresponding to the test setting sketched
in Figure 3.6.

Based on this representation, the image can be scaled down to an appropriate
resolution and sliced into squared tiles, while the point cloud is cropped into cubes
at the corresponding positions. This enables a direct mapping between image and
point cloud data, which is needed in the following step of labeling data based on
image information only. However, if the environment’s surface is not planar but
rather wavy, the suggested method of ray-casting for finding tile correspondences
may serve.
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Alternative fusion method: Ray-casting

The alternative approach to sensor fusion intends to mimic the photo camera’s image
capturing principle according to the pinhole camera model described in Section
2.1.1. First, the exact displacement of the camera’s center to the sensor platform’s
center is measured and then the camera is superimposed into the point cloud, shown
by the sphere in Figure 3.8. From the camera center, a collision check is performed
by ray-casting in the point cloud that has been stored in an octree, which has
been described earlier in Section 2.1.4. In order to reduce computation, the ray-
casting is not performed exhaustively but only along the expected edges of a tile
in focus. The resulting axis-aligned bounding box (AABB) of one tile’s collision
check is then linked to the corresponding image tile after homography transform.
For further illustration, see Figure 3.8 where the tile marked yellow in the left image
corresponds to the yellow bounding box in the right point cloud.

Figure 3.8. Ray-casting method applied to the test setting sketched in Figure 3.6.
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3.3 Labeling
All tiles are annotated based upon the images captured by the photo camera after
being unwarped through homography transform. For labeling of single frames, a
separate application has been developed which allows to segment an image evenly
into squared tiles of arbitrary size (compare to Section 2.1.4). Using a color and
character coding, a user is able to traverse all frames and label the corresponding
tiles. Special about the labeling application is that a tile can be annotated in two
dimensions, where the first, categorical one of them logically is the class itself (e.g.
Asphalt, Sand, Flat gravel, Rough gravel, Dirty gravel, Grass, and Mud), while the
second, binary dimension defines whether a tile is shadowed or not. See Figure 3.9
for an illustration of all possible labels that can be allocated to a tile. Unlabeled
tiles just stay black.

Figure 3.9. Example of the frame labeling application. The top image shows the
annotated raw frame, whereas the bottom image represents a mirrored, information-
reduced version of the upper one; here, the encodings of all possible, two-dimensional
labels are a/A: Asphalt, s/S: Sand, f/F: Flat gravel, r/R: Rough gravel, d/D: Dirty
gravel, g/G: Grass, and m/M: Mud (capital letter for shadowed tiles).
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3.4 Feature extraction
Once all frames have been labeled, their annotated tiles (containing a squared image
segment and the linked point cloud) can be put into corresponding class dictionaries,
as shown at the bottom of Figure 3.10. Unannotated tiles containing unknown or
several terrain classes are chosen to be sorted out, while a follow-up experiment
could include them for a di�erent perspective on classifier evaluation. As soon as
a class dictionary is considered completely filled, its tiles are shu�ed and split into
a train set and a test set at a 30:70 proportion. Now both the features taken from
spectral as well as spatial terrain cues are extracted tile-wise in each class dictionary,
which is presented in the following of this section and sketched in the top half of
Figure 3.10.

Figure 3.10. Approach to feature extraction.
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3.4.1 Spectral features
Color histograms

In accordance with the point-wise color transformation formulas presented in 2.2.2,
the original BGR image tile encoded with eight bits per channel is converted to six
other 3-channel color spaces: CIE L*a*b*, CIE L*u*v*, CIE XYZ, HLS, HSV and
YCrCb. Now each of the seven tiles is split into its three single channels. Subse-
quently, the single-channel representations of the tiles, whose pixel values lie between
0 and 255 in eight-bit encoding, are used for 1-D histogram calculation quantized
with an arbitrary number of bins. In the last step, histograms are normalized by
being divided by their sum. The implementation of histogram calculation in C++
is based upon the calcHist() algorithm contained in OpenCV [55].

LiDAR intensity histograms

As stated in the data sheet of the used LiDAR sensors, a laser beam’s reflectance
from di�use reflectors (which we can expect most frequently on a test track for
mining environments) is reported by the integer value of its reflectance percentage
(0 to 100%). This is coherent with the theory presented in Section 2.2.3. We can
build histograms of this 101-value range from a tile’s point cloud accordingly, or
limit the histograms’ upper and lower boundary to the minimum and the maximum,
respectively, of the measured intensities from all captured point clouds.

3.4.2 Spatial features
Descriptors for gray-level co-occurrence matrices (GLCM)

The principle of GLCM has been described earlier in Section 2.2.4; a simplistic
approach has been chosen, where the original image tile is first converted into 8-bit
gray-scale, and then all resulting pixels are quantized to a 2-bit representation (from
0 to 3). This is the basis for iterating through all pixels and creating a unified 4-by-4
GLCM, where only a one-pixel distance of co-occurrences in both horizontal and
both vertical directions is considered (not diagonally). The GLCM then serves as
the basis for generating a normalized 4-bin histogram along the diagonal (describing
the co-occurrences of the same gray levels), and four statistical descriptors: Energy,
Contrast, Homogeneity (see Section 2.2.4 for the formulas), and the maximum value
of the GLCM. The histogram is taken as feature vector, separately from a feature
vector consisting of the concatenated statistical descriptors.

43



CHAPTER 3. PROPOSED METHOD

Texton histograms

Texton histogram calculation is realized with the method by Varma and Zisserman
described in Section 2.2.4: First, the training set of each class dictionary is used
for texton library creation, where three di�erent filter banks are evaluated: MR4
filters (14 filter kernels, 4 responses per filtered tile), MR8 filters (38 filter kernels, 8
responses), and Schmid filters (13 filter kernels, 13 responses). The responses of all
tiles within one class dictionary (after gray-scale conversion and convolution with
each of the three filter banks) are accumulated and 20 representative textons are
created using the standard kmeans() algorithm in C++ from OpenCV [58]. The
resulting 20 textons from each of the seven terrain classes are again gathered in the
texton library, correspondingly containing 140 textons. The texton library only has
to be generated once, before the actual feature extraction of each class dictionary’s
train and test sets.

Eventually, the texton histograms can be computed: Each single pixel in each
tile, whether from the test set or the train set, is compared to the 140 textons
in the texton library in the same pixel location. The texton whose pixel value is
closest in the specified location is then registered, and the bin in a histogram of
140 buckets corresponding to the texton is incremented by one. Once this step
has been completed for all pixels within one tile, the texton histogram is again
normalized through division by its total sum. Following this principle, three feature
vectors comprising a texton histogram for the MR4, MR8, and Schmid filter banks,
respectively, are generated per tile.

Roughness parameters

All six terrain roughness parameters specified in Section 2.2.5 are computed from the
point cloud contained in a tile: Peak Extreme Height Sxp, Surface Section Di�erence
Sdc(p, q) with p = 2% and q = 98%, Peak Material Volume V mp(mr1), Core
Material Volume V mc(mr1, mr2), Dales Void Volume V vv(mr1), and Core Void
Volume V vc(mr1, mr2) with mr1 = 10% and mr2 = 80%. They are concatenated
to one feature vector per tile.
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3.5 Feature evaluation, selection and combination

As soon as all training and test sets within all seven class dictionaries are generated,
we aggregate them to the global training and the global test set, where each terrain
feature type can be extracted from selectively. This is displayed at the bottom of
Figure 3.11.

Figure 3.11. Approach to feature evaluation.

Now everything is set to use the global test and train feature sets as an input
to a selection of classifiers in OpenCV implemented in C++, all of those that have
been presented in Section 2.3: Five k-Nearest Neighbor (k-NN) classifiers (at k =
1, 3, 5, 15, 21) [57], a Normal Bayes classifier [54], a decision tree classifier [56], and a
two Support Vector Machines (SVM) [60], one with an RBF kernel and one without
any kernel (discriminating linearly). The three latter classifier types are all trained
automatically and optimized by cross-validation of the training set.

In order to evaluate the spectral and spatial features generated earlier, the clas-
sifiers are first trained with every single feature category. Besides evaluation of the
seven color spaces’ histograms for three separate channels, a feature vector where
all channels’ histograms are concatenated is also taken into consideration for each
color space. This results in 7 ú (3 + 1) = 28 features that will be evaluated for color
spaces, in addition to the other 7, which yields 35 features in total.

Subsequently, each of the trained feature classifiers (we count nine per feature
if we consider the NN classifiers at four di�erent parameters as well as the two
SVMs separately) is used for inference with the corresponding feature test set. The
most informative representation of classification performance are confusion matrices,
which will be generated for the seven terrain classes as a the first evaluation basis.
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However, several confusion matrices are hard to compare among each other: This is
why we choose the weighted F -score described in Section 2.3.1 (F

weighted

œ [0, 1]) as
the major metric for feature evaluation, and can use it for determining the “best”
classification result of each feature. In the last step of the proposed method, a com-
bination of the 35 spectral and spatial features is selected and used for identifying
the optimal classifier.
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Chapter 4

Experimental evaluation

The experimental evaluation encompasses four main sections. At the beginning of
this chapter, the calibration results are detailed in Section 4.1, which are followed
by a further description of the used physical test environment in Section 4.2. The
labeling results are subsequently presented in Section 4.3. The major part of this
chapter, Section 4.4, is then finally dedicated to the evaluation of single spectral
and spatial features as well as their combination.

4.1 Calibration results
4.1.1 Camera intrinsics and fisheye-lens distortion coe�cients
The camera’s coe�cients were estimated beforehand for a raw image resolution of
3840x2160 pixels, using the mentioned technique for chessboard corner detection,
as shown in Figure 4.1.

Figure 4.1. FindChessboardCorners().

The method yielded a a reprojection error of 3.67 pixels, corresponding to the
total sum of squared distances between projected and actual object points. Manual
inspection of an image that is undistorted using the found coe�cients shows that
the result is su�ciently accurate; see Figure 4.2.
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Figure 4.2. Comparison before and after undistortion.

4.1.2 LiDAR extrinsics and fusion with camera data
Following the proposed method, the actual angular displacement of the two LiDAR
sensors turned out to be 1.04°. Furthermore, the sensor platform’s height was
measured at h = 1.7m, and the pitch angle computation derived from RANSAC
yielded – = 36.12°.

Having completed this prior step of aligning the captured point clouds to the
vehicle coordinate system enables further calibration of the sensor extrinsics, the
basis to fusing data from the LiDAR sensors with camera images. Box calibration
was performed with four cardboard boxes having lengths of 60cm and widths of
40cm, as presented in Figure 4.3 (similar to the actual calibration setting). Two of
the boxes were displaced horizontally so that their outer corners were situated at
2m to the left and right of the vehicle’s longitudinal axis, and another adjacent box
was added between each of them and the vehicle (resulting in a rectangle of 4m x
1.2m). The following step involved manual corner selection of the marked rectangle
in both the point cloud and the image.
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Figure 4.3. Exemplary image documenting the box calibration method used for
sensor fusion (the boxes were actually displaced by a wider horizontal distance).

The results can be observed in the following frame: See Figure 4.4 for the marked
real-world rectangle in green, which corresponds to the green box in the point cloud
of Figure 4.5.

Figure 4.4. A raw camera frame after undistortion. The green trapezoid indicates
the area previously marked by the cardboard boxes.

Figure 4.5. A raw point cloud after combining both LiDAR sensors’ data and
transforming them to the vehicle coordinate system. The combination of both the
green and the blue box corresponds to the area marked by the trapezoid from Figure
4.4.
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The blue box contained in the latter figure surrounds an area of 4m x 0.4m that
was added to the focus rectangle afterwards. The correspondences between image
and point cloud are shown with the blue and green boxes in the unwarped image of
Figure 4.6.

Figure 4.6. Result of the homography transform of Figure 4.4, using the actual area
proportions from Figure 4.5.

In total, the focused point cloud of one frame contains a rectangular area of 4m x
1.6m, which corresponds to the unwarped bird’s eye image at a resolution of 2560px
x 1024px (after being scaled down to these convenient dimensions). This results in
a pixel density of 41px/cm2. It was decided to slice both the point cloud and the
image into 10 x 4 squared tiles of 0.4m x 0.4m and 256px x 256px, respectively.

Figure 4.7. Point distribution.

In the same frame shown in Figures 4.5 and 4.6, the point cloud’s data are
spatially distributed among the 10 x 4 tiles as shown in Figure 4.7.
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4.2 Experimental setup on the test track
A test track located in Södertälje, Sweden, particularly designed for simulating o�-
road terrain of open-pit mines similar to the Aitik mine presented in Section 2.2.1,
was selected as the experimental environment. Sensor measurements were taken
on June 1, 2016 from 14:26:50 to 14:37:56 under sunny weather conditions at a
temperature between 23°C and 24°C and 41% to 44% air humidity [93].

Under given conditions, representative image tiles of the seven terrain classes,
which have already been introduced earlier, are shown in Figure 4.8.

Figure 4.8. Representative image tiles of the seven terrain classes.

The described main instance of the experiment encompassed one full tour around
the closed-loop track in the test vehicle, while 667 photo frames were captured by
the camera (at a preset frame rate of 1 fps) and 7135 point clouds by each of the two
LiDAR sensors within the same time period (resulting in an approximate LiDAR
frame rate of 10.7 fps).
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4.3 Labeling results
In total, 21141 out of 26680 (667 frames * 40 tiles/frame) possible tiles were labeled,
resulting in an annotation percentage of 79.2%. The remainder of 20.8% was mostly
left unlabeled due to ambiguous contents (unarguably the weakness of the chosen
segmentation method), where either several terrain classes where contained in a
tile or the annotator was unable to determine a tile’s class with confidence. The
latter case was frequently present when it was to decide between the two terrain
classes Rough gravel and Dirty gravel. See Figure 4.9 for an example of the labeling
method.

Figure 4.9. Example for not labeling tiles due to ambiguous tile contents. Color
coding: Red for Rough gravel, orange for Dirty gravel, yellow for Asphalt.

Table 4.1 shows the distribution of label classes among all labeled tiles. As
described in Section 3.4, 30% of the tiles contained in each label dictionary serve for
training, also yielding a global train percentage of 30%. Shadowed tiles (not included
in the “Total” column) were considered separately from tiles without shadows, and
are shown in the rightmost column.

Terrain class Train samples Test samples Total Weight Shadowed tiles
Asphalt 531 1241 1772 0.09 426
Grass 138 324 462 0.02 186

Rough gravel 1444 3371 4815 0.25 592
Dirty gravel 1319 3079 4398 0.23 287
Flat gravel 1842 4298 6140 0.32 299

Mud 170 399 569 0.03 0
Sand 315 737 1052 0.05 143
Total 5759 (30%) 13449 (70%) 19208 1 1933

Table 4.1. Labeling results.
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4.4 Feature evaluation
This section comprises two major parts: First, the evaluation of single features
based on statistical descriptors for spectral and spatial terrain cues is presented in
Section 4.4.1. In the last segment of Chapter 4, single features are combined and
assessed in Section 4.4.2.

4.4.1 Single features
The time taken for feature extraction di�ers widely among the selected terrain cues:
As shown in Figure 4.10, the pixel-wise comparison between a tile and all textons
within a texton library (generated from MR4, MR8, or Schmid filter banks) takes
more than a hundred times longer than extracting both the GLCM parameters and
the GLCM histogram combined in the worst case.

Figure 4.10. Max. time taken for the extraction of the presented features from one
tile.

It is to note that all single-channel histograms were computed at a bin number
of 16, which had been found to generalize best in earlier experiments and in order
to keep the dimensionality low.

Meanwhile, computing color histograms for one tile is less computationally
heavy: The creation of BGR features may be taken as the baseline of the max-
imum time taken for histogram computation, since there is no color space conver-
sion needed. Even feature extraction in the CIE L*u*v* color space would yield
an average worst-case slack of 905.6ms per second at 1 fps (the frame rate used in
the experiment), in case the camera captures 40 tiles per frame (40 tiles/frame ú
1 frame/s ú 2.36ms/tile = 94.4ms/s), assuming no overhead. Using hardware ac-
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celerators such as GPUs or FPGAs may allow for real-time processing at video-like
frame rates; nevertheless, in this thesis only o�-line calculations are reported since
it is understood as a proof of concept before proceeding to on-line terrain classifi-
cation in a following step. In the following of this subsection, we will first highlight
the results of spectral feature performance in the test setting and proceed to spatial
features in the following.

Spectral features: Overview

Figure 4.11 shows the best weighted F-scores per spectral feature that were com-
puted from the confusion matrices after inference with all nine selected classifiers
(5 k-NNs, 1 decision tree, 1 Normal Bayes classifier, and 2 SVMs). We see that
a tile’s LiDAR intensity histograms, whose range spans from 0 to the maximum
reported value within the experiment (39) while using 40 bins, perform worse than
all color-histogram features except for the second channel in the CIE L*a*b* color
space. After inspecting the spectral features within the visual spectrum, LiDAR
intensity will be set into focus.

Figure 4.11. Overview of the best weighted F-score results for spectral features.

54



4.4. FEATURE EVALUATION

Spectral features: Visual spectrum

Among the color-space features, even the best single-channel F-score (the second
HSV channel, corresponding to an image’s saturation) performs worse than the
worst three-channel feature consisting of all concatenated CIE XYZ histograms.
Furthermore, the a-channel in the CIE L*a*b* color space, the v-channel in CIE
L*u*v*, and the Cr-channel in YCrCb are the least appropriate for classification
based on single-channel features.

In contrast, concatenating all three channel-histograms turns out to discriminate
the seven classes e�ectively: Even staying in the original BGR color space without
color conversion yields acceptable results for all eight classifiers, as shown in Figure
4.12.

Figure 4.12. Weighted F-scores for eight trained classifiers using a feature set of
three concatenated 16-bin channel-histograms in the BGR color space.

We observe in Figure 4.13 that the SVM-RBF classifier with the highest F-score
classifies Grass correctly in the BGR color space; however, it confuses Sand as Flat
gravel in almost 40% of the cases and in particular, Dirty gravel is not distinguished
well from the two other gravel classes.
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Figure 4.13. Confusion matrix produced by the SVM with an RBF kernel after
inference with the test set, including metrics. Feature set: Three concatenated 16-
bin channel histograms in the BGR color space.

Let us compare the BGR results to those of the feature producing the second
highest F-score of 0.789 shown in Figure 2.2, the features derived from concatenating
the three HLS channel histograms, which were classified best by the SVM with a
radial kernel. See Figure 4.14: All classifiers score higher than a weighted F-score of
0.7, in particular the kernel-less SVM, which suggests that the selected HLS features
separate the test data linearly fairly well. The PCA representation of the training
data shown in Figure 4.15 does not suggest such linear separability (yet), except
for Grass (note that being linearly inseparable after PCA does not imply that the
data are linearly inseparable in the full dimensionality).

Figure 4.14. Weighted F-scores for nine trained classifiers using a feature set of
three concatenated 16-bin channel-histograms in the HLS color space.
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Figure 4.15. Principal Component Analysis (PCA) of the training set, based on
the HLS-all features. Ellipses show the covariance (scaled to one standard deviation)
around the mean of the seven classes, and each class’s data were reduced with the
(k=3)-means algorithm.

Figure 4.16 reveals the performance improvements of converting the data from
BGR to the HLS color space: Especially the F-score for classifying Sand experienced
a significantly higher performance with the SVM-RBF classifier using the HLS-all
feature set. The F-scores for all other six classes increased as well.

Figure 4.16. Confusion matrix produced by the SVM with an RBF kernel after
inference with the test set, including metrics. Feature set: Three concatenated 16-
bin channel histograms in the HLS color space.

The green bar in Figure 4.17 indicates the highest weighted F-score that was
achieved among single spectral features in the experiment, using all three concate-
nated 16-bin channel histograms in the HSV color space. Again, the SVM with an
RBF-kernel outperformed all other classifiers. Similar to the results from the HLS-
all feature set shown in Figure 4.14, the linear SVM without any kernel classifies
only slightly worse than the one with an RBF kernel.
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Figure 4.17. Weighted F-scores for nine trained classifiers using a feature set of
three concatenated 16-bin channel histograms in the HSV color space.

This time, the PCA visualization of the training data in Figure 4.18 shows linear
separability more clearly, in particular for Asphalt and Grass. Additionally, we can
observe that the in-class covariances are less than in the HLS color space, and that
the three (k=3)-means clusters appear to be located relatively close to each other.
One might also suggest that data within one standard deviation of a class seem to
“overlap” less with other classes.

Figure 4.18. Principal Component Analysis (PCA) of the training set, based on
the HSV-all features. Ellipses show the covariance (scaled to one standard deviation)
around the mean of the seven classes, and each class’s data were reduced with the
(k=3)-means algorithm.

The actual classification results of the SVM with a radial kernel are displayed
in Figure 4.19, with the class-wise F-score improvements to the HLS-all feature set
in the rightmost corner. To the expense of a lower F-score for Sand, the overall
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performance is increased.

Figure 4.19. Confusion matrix produced by the SVM with an RBF kernel after
inference with the test set, including metrics. Feature set: Three concatenated 16-
bin channel histograms in the HSV color space.

The performance improvements from the HLS to the HSV color space are pre-
sented in Figure 4.20. Using the latter feature set, the SVM becomes significantly
more precise at predicting Flat gravel, but confuses it more often with Dirty gravel:
An observation that is coherent with comparing the Principal Component Analysis
shown in Figure 4.18 to the one in Figure 4.15. Also, it is to mention that the
true positives (TP) of Dirty gravel experience the biggest absolute improvement,
and that the drop in the F-score of Sand can be mostly explained by confusing true
Sand samples more often with the Asphalt class.

Figure 4.20. Comparison of the HLS-all feature set to the HSV-all feature set. TP:
True positives, FP: False positives.
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Spectral features: LiDAR intensity

As presented in Figure 4.11 earlier, the LiDAR intensity histograms being used as
single features in the multi-classification task of this experiment generally perform
worse than color histograms. In particular, Figure 4.21 suggests that the seven
classes are linearly separable only to a limited extent (looking at the linear SVM).

Figure 4.21. Weighted F-scores for nine trained classifiers using a feature set of
40-bin LiDAR intensity histograms ranging from 0 to 39.

The full confusion matrix for the (best-scoring) 15-NN classifier using the LiDAR
intensity feature set is displayed in Figure 4.22: Especially Asphalt appears to be
badly separable from Flat gravel and Mud, while there is a high level of confusion
among the three gravel classes.

Figure 4.22. Full confusion matrix produced by the 15-NN classifier after inference
with the test set, including metrics. Feature set: A 40-bin LiDAR intensity histogram
ranging from 0 to 39.

If the Dirty gravel and Rough gravel classes were collapsed to one “super class”
though (often hardly distinguishable by the human eye), results do appear more
promising, as shown in Figure 4.23: From this perspective, LiDAR intensity his-
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tograms turn out to discriminate Dirty and Rough gravel moderately in a one-
versus-all setting, even though a bias towards Flat gravel (especially from Sand and
Asphalt).

Figure 4.23. Confusion matrix for LiDAR intensity histograms as shown in 4.22,
but the classes Dirty gravel and Rough gravel are collapsed to one single class.
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Spatial features: Overview

Next to spectral features, the six spatial features shown in Figure 4.24 were evalu-
ated separately. Apparently the single spatial features that were considered do not
perform as well as most of the single spectral features in a terrain classification task.
However, we may observe that the prominent concept of gray-level co-occurrence
matrices (GLCM) outperformed the comparably novel approach of creating texton
histograms in the chosen parameter settings. The two latter features’s performance
will be described in the next paragraph, and subsequently the 3D roughness features
will be analyzed more deeply.

Figure 4.24. Overview of the best weighted F-score results for spatial features.

Spatial features: GLCM and texton histograms

Texton histograms were computed based on a texton library of 20 representative
textons per terrain class, resulting in 140 bins per histogram, which was by far
more computationally heavy than every other feature extraction (see Figure 4.10).
In particular, GLCM feature extraction only took less than a percent of creating
texton histograms in the worst case; however, GLCM features did outperform the
latter clearly.

Find the confusion table produced by the best performing classifier among all
spatial features in Figure 4.25. In contrast to the the results from the best LiDAR
intensity classifier (see confusion table in Figure 4.22), it appears to predict the
correct classes better than by chance. Grass however is never predicted correctly,
neither as true positive nor true negative.
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Figure 4.25. Full confusion matrix produced by the 15-NN classifier after inference
with the test set, including metrics. Feature set: Four GLCM parameters, namely
contrast, the maximum histogram bin, energy, and homogeneity.

Analyzing the training set’s GLCM parameters class-wise in Figure 4.26, we
identify di�erences in the classes’ means, but also that most of them reside within
one standard deviation around the mean of other classes. Rough gravel, Flat gravel,
and Sand, having the three highest F-scores, also appear to have the most charac-
teristic GLCM value distributions.

Figure 4.26. Mean GLCM descriptors of the training set per class with error bars
of one standard deviation.
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Spatial features: Roughness

The weighted F-scores reported by roughness features were the lowest in this ex-
periment. The reason for that may be explained with the LiDAR sensor accuracy
of “+/-3 cm” defined by the manufacturer [99, p. 20], which specifically becomes
apparent when inspecting transitions between two terrain classes, as in the frame
presented in Figure 4.27. There we could not draw a clear contour between the
Asphalt road to the right and the Rough gravel to the left, even though this may
be possible within one frame when using more accurate distance sensors. When
mounted onto a moving vehicle, the sensors experience more vibration than usual,
corresponding to another source of noise (which may be reduced with proprioceptive
sensor measurements of the vehicle motion).

Figure 4.27. Example frame showing the transition between Rough gravel (left)
and Asphahlt (right). Colors in the point cloud are showing relative di�erences in
LiDAR intensity.

When a class’s terrain relief is defined by big elevation di�erences, we may expect
a better classification performance: This is the case for most of the Grass terrain
samples, as shown in an exemplary frame in Figure 4.28.

Figure 4.28. Example frame showing the roughness of Grass. Colors in the point
cloud are showing relative di�erences in LiDAR intensity.
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This assumption is also backed by statistically analyzing the distributions of the
selected roughness parameters, presented in Figure 4.29. In particular Peak Extreme
Height (Sxp), Surface Section Di�erence (Sdc), Core Material Volume (Vmc), and
Dales Void Volume (Vvc) characterize Grass almost unambiguously, as it seems.

Figure 4.29. Mean roughness descriptors of the training set per class with error
bars of one standard deviation.

This assumption is underpinned by the PCA visualization in Figure 4.30:

Figure 4.30. Principal Component Analysis (PCA) of the training set, based on the
6 roughness features. Ellipses show the covariance (scaled to one standard deviation)
around the mean of the seven classes, and each class’s data were reduced with the
(k=3)-means algorithm.
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Eventually, looking at the confusion table produced by the best-performing clas-
sifier using roughness features proves the earlier hypothesis right; see Figure 4.31.
While other classes appear to be hardly distinguishable based on 3D roughness,
Grass is classified accurately and precisely.

Figure 4.31. Full confusion matrix produced by the 21-NN classifier after inference
with the test set, including metrics. Feature set: Six roughness parameters, namely
Sxp, Sdc, Vmp, Vmc, Vvv, and Vvc.
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4.4.2 Combined features
Now that we have a deeper understanding of singular spectral and spatial terrain
features, we may attempt to combine several of them in order to achieve an “op-
timal” classification performance. As observed in Figure 4.10, we should also keep
timing constraints in mind and avoid the extraction of unbeneficial features.

Combining spectral features: Several color spaces

Presented in Figure 4.11 and discussed more detailed in the preceding Section,
three concatenated color histograms of either the HSV or the HLS color space were
the best performing single features in this experiment, with the HSV color space
performing slightly better than HLS.

One may also decide to convert each tile into both color spaces and concate-
nate all of the resulting 6 channels’ 16-bin histograms to one feature vector of 96
elements. When using the SVM with the best performing radial kernel for training
and classification of a corresponding data set, an additional gain in performance
can be achieved indeed; this is documented in the confusion matrix in Figure 4.32.

We observe that the (overall) weighted F-score is lifted since the SVM-RBF
classifier is able to separate Asphalt, Flat gravel, and Sand more clearly. As we
remember from Figure 4.20, the HLS color space was superior to the HSV color
space in discriminating Sand from other classes while being worse at classifying Dirty
gravel. A combination of both now adds value to the classification performance,
yielding a classification accuracy of 80.8% and a weighted F-score of 0.804.

Figure 4.32. Confusion matrix produced by the SVM with an RBF kernel after
inference with the test set, including metrics. Feature set: Three concatenated 16-
bin channel histograms in both HSV and HLS color spaces (=96 bins). The di�erences
to all classes’ F-scores with the best single feature set (HSV-all) are presented in the
rightmost column.
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Combining spectral features: Color spaces and LiDAR intensity

LiDAR intensity data alone did not result in acceptable classification performance,
as we saw earlier in Figure 4.22. Nevertheless, the combination with the previous
HSV&HLS feature set results in another classification performance boost, as we
may observe in Figure 4.33:

Figure 4.33. Confusion matrix produced by the SVM with an RBF kernel after
inference with the test set, including metrics. Feature set: Three concatenated 16-
bin channel histograms in both HSV and HLS color spaces (=96 bins), concatenated
with a 40-bin LiDAR intensity histogram. The di�erences to all classes’ F-scores with
the combined HSV&HLS feature set are presented in the rightmost column.

Flat gravel and Asphalt are remarkably less confused using this feature com-
bination, and Sand is considerably less mistaken for Asphalt. Furthermore, Dirty
gravel, being the lowest-scoring terrain class of all, is correctly detected more of-
ten. Additionally, for the very first time among all presented results, Grass has a
precision and a callback of 100.0%.

Combining spectral and spatial features: Color spaces, LiDAR intensity
and GLCM

All spatial features in focus should be considered as weak when taken alone; at least
the feature based on four GLCM descriptors resulted in a classification better than
chance (see the accuracy of 52.2% in Figure 4.25).

Again, after the fruitful combination of color-space histograms and LiDAR data,
using the four GLCM descriptors as complementary features for the last best-
performing feature combination benefits the overall classification results, in par-
ticular for the SVM using an RBF kernel (see Figure 4.34).
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Figure 4.34. Weighted F-scores for nine trained classifiers using a feature set of
three concatenated 16-bin channel histograms in both HSV and HLS color spaces
(=96 bins), concatenated with a 40-bin LiDAR intensity histogram, and 4 GLCM
descriptors.

This may be observed in the confusion matrix in Figure 4.35. We see that the
callback for Sand increased again and that Mud is mistaken for one of the gravel
types in only a handful of cases. This and several minor classification improvements
lift the weighted F-score marginally to 0.828, and we achieve a total classification
accuracy of 83%.

Figure 4.35. Confusion matrix produced by the SVM with an RBF kernel after
inference with the test set, including metrics. Feature set: Three concatenated 16-bin
channel histograms in both HSV and HLS color spaces (=96 bins), concatenated with
a 40-bin LiDAR intensity histogram, and 4 GLCM descriptors. The di�erences to all
classes’ F-scores with the combined HSV&HLS&intensity feature set are presented in
the rightmost column.

69



CHAPTER 4. EXPERIMENTAL EVALUATION

Worse performance after combining features

In the previous three paragraphs, we could constantly increase the classification
performance by concatenating additional single features. In order to show that this
technique does not necessarily only bring benefits, we additionally concatenated
the three BGR channel-histograms to the last best-performing feature set and can
analyze the corresponding results in Figure 4.36.

These suggest that the classifier su�ers from over-fitting with the training data
when the BGR channel-histograms are also taken into account. Even though these
features could be created at comparably low computational costs (since there is no
color conversion required, see Figure 4.10), we would rather abstain from aggregat-
ing them, too.

Figure 4.36. Confusion matrix produced by the SVM with an RBF kernel after in-
ference with the test set, including metrics. Feature set: Three concatenated 16-bin
channel histograms in all three BGR, HSV, and HLS color spaces (=144 bins), con-
catenated with a 40-bin LiDAR intensity histogram, and 4 GLCM descriptors. The
di�erences to all classes’ F-scores with the combined HSV&HLS&intensity&GLCM
feature set are presented in the rightmost column.
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Chapter 5

Discussion

Within the discussion, this work’s conclusion is presented first in Section 5.1, which
is segmented into an emphasis on the used classifiers in Section 5.1.1 and a focus
on the selected features in Section 5.1.2. This thesis finishes with sections on the
threats to validity (Section 5.2), the implications for the industry (Section 5.3),
ethics and sustainability (Section 5.4), and eventually an overview of possible re-
search extensions (Section 5.5).

5.1 Conclusion
Following the proposed method described in Chapter 3, the data from a high-
resolution camera and two LiDAR sensors were fused and used for capturing syn-
chronized frames of a test track inspired by open-pit mines. After coarse-grain tiling
(where both an image and a point cloud tile corresponded to an area of 40cm x 40
cm), 667 frames were annotated manually, assigning 79.2% of all tiles one of the
seven terrain classes: Asphalt, Grass, Rough gravel, Dirty gravel, Flat gravel, Mud
or Sand. In a novel feature evaluation procedure, where 9 trained classifiers’ (5
k-NNs, a Normal Bayes Classifier, a decision tree and two SVMs) inference perfor-
mance on a test set of 70% was compared based on weighted F-scores, the spectral
features in focus outperformed their spatial counterparts clearly. Despite this, com-
bining single spectral features with single spatial features yielded an overall higher
classification performance. Let us now analyze the performance of the trained clas-
sifiers over all features more detailed in the next section.

5.1.1 Classifier performance

One of the most crucial factors for training and evaluating the selected classifiers is
the quality of the underlying data; by that, we may particularly refer to the rate of
erroneous labels assigned to all tiles. As previously shown in Section 4.3, we assume
a relatively high annotation error rate among the tiles labeled as Rough gravel and
Dirty gravel, which are expected to be confused often (similarly, this is assumed for
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Dirty gravel and Flat gravel). The class weights from Table 4.1 reveal that those
latter two labels account for 48% of the training and the test set. Furthermore, the
smaller the training set (30 % is considerably small in our case), the more drastically
erroneous labels a�ect the classification performance.

Depending on the nature of the used classifiers, the problem of erroneous labels
for small training sets can be compensated to di�ering extents. See Figure 5.1: Both
of the high variance, low bias classifiers (the decision tree and 1-NN) expectedly
produce an almost-zero error on the set they were trained with, but are among the
three worst-performing classifiers when it comes to the test error: Both classifiers
apparently su�ered the most from over-fitting the training data containing erroneous
labels.

Figure 5.1. Mean classification error of the nine selected classifiers after inference
with the train and the test set, respectively. Feature set: Three concatenated 16-bin
channel histograms in both HSV and HLS color spaces (=96 bins), concatenated with
a 40-bin LiDAR intensity histogram, 4 GLCM descriptors.

The Normal Bayes classifier to the left of Figure 5.1 classifies neither the training
nor the test set reliably. As we remember from Figures 4.11 and 4.24, this type of
classifier only had the highest weighted F-score (di�erent metric than shown in
Figure 5.1) using the texton histograms derived from the Schmid filter bank, at an
error rate worse than chance, namely 0.534. Normal Bayes classifiers assume that
the underlying data are normally distributed: Hence, we could formulate that such
model assumption is too strict.

Figure 5.1 also expresses that the variance of Nearest Neighbor classifiers with
k > 1 decreases for rising k values, to the expense of a higher bias, which can
be observed in rising training error rates. For k-NN classifiers in particular, it is
assumed that clustering the training data to representative samples (e.g. with the
k-means algorithm) would reduce over-fitting to outliers.

Classifiers with "soft" decision boundary induced by slack, such as the Support
Vector Machines used within this experiment, may be understood as a specifically
e�ective means for erroneously labeled data. However, the performance of the
kernel-less SVM su�ers from its restriction bias of only having linear hyperplanes,
which results in the third highest test error rate (even worse than 1-NN). When an
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SVM with the kernel of a radial basis function is used on the other hand, we obtain
the lowest test error rates among all classifiers; it appears to generalize best for all
feature sets beyond 16 dimensions in this experiment.

5.1.2 Feature performance
The experiment’s results revealed that spectral features, in particular those ex-
tracted from the photo image in the HSV and HLS color spaces, play a major role
in classifying terrain in this research setting. Spatial features such as those obtained
from gray-level co-occurrence matrices served as complementary cues, but did not
characterize the terrain types su�ciently for confident classification. This can be
regarded as an analogy to human vision and texture recognition: See Figure 5.2,
where an exemplary Asphalt tile is shown to the left. From its color and its texture,
it can clearly be perceived as a street segment. Yet, when we color the tile green, the
spatial cues, i.e. the texture, loses importance and we may rather tend to classify
it as lawn or grass.

Figure 5.2. Left: An image tile showing Asphalt. Right: The same tile colored
green.

If our vision system was able to perceive more frequencies of electromagnetic
waves than just within the chromatic band, confusion caused by simply coloring
a terrain patch could be alleviated. This increased robustness was attempted to
be achieved by additionally taking the terrain cue of LiDAR intensity distribu-
tion within one tile into account. Figure 4.33 shows that the latter cue indeed
increased the classification performance of Asphalt substantially, compared to only
using spectral cues in the visual spectrum.

In the experiment, we found that the texton histograms with the selected param-
eters were inferior spatial features in comparison to one of the simplest statistical
texture descriptors, the gray-level co-occurrence matrix (GLCM). Independent of
the three used filter banks (MR4, MR8, and Schmid), texton histogram creation con-
sumed considerably more time than for extracting other features (see Figure 4.10),
and only yielded features with which the used classifiers performed worse than ran-
dom guesses. Yet, altering the parameter of representative textons per terrain class
(set to 20 in the experiment) could have increased the single-feature performance
of texton histograms because in-class variance may have been encountered better.
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Similarly, even though GLCM histograms and descriptors represent the best-
performing spatial features in the experiment, it is to emphasize that the chosen
GLCM implementation could have barely been more simplistic: After quantizing a
gray-scale image to only four intensity buckets, co-occurrences were only counted
with the four adjacent pixels in the north, east, south, and west directions. More so-
phisticated GLCM realizations quantize to more intensity bins, take co-occurrences
of longer pixel distances into account, and/or are also computed diagonally. Never-
theless, the four GLCM descriptors used in this experiment (energy, contrast, the
maximum co-occurrence bin of the same value, and homogeneity) complemented
spectral features fruitfully, as presented in Figure 4.35.

The 3D terrain roughness parameters in focus did turn out useful for classifica-
tion to a certain extent (for classifying Grass in particular), but mostly they failed
at characterizing the tiles due to the LiDAR sensors’ limitations. Additionally, we
need to keep in mind that tiles may belong to the same terrain class but di�er
widely in their roughness (e.g. in the case of mud or dirt). It can be concluded that
3D roughness parameters should rather be taken as complementary information to
the terrain category.

Eventually, the best classification results based on the weighted F-score show
that out of the seven terrain types in focus (see Figure 4.35), Grass could be classified
robustly at full callback and precision, while the performance of classifying Asphalt
and Mud was only marginally lower. At the same time, Sand was relatively often
confused for Flat gravel, which, as expected, was also the case of all three gravel
classes. For the human observer who labeled all frames manually, distinguishing
between Rough gravel and Dirty gravel was often the hardest and at times surely
impossible. If both classes were collapsed to the terrain category Dirty and rough
gravel, the confusion matrix of the RBF-based SVM on the best-performing feature
set would show much better metrics. See Figure 5.3:

Figure 5.3. Confusion matrix produced by the SVM with an RBF kernel after
inference with the test set where the classes Dirty gravel and Rough gravel have
been aggregated, including metrics. Feature set: Three concatenated 16-bin channel
histograms in both HSV and HLS color spaces (=96 bins), concatenated with a 40-
bin LiDAR intensity histogram, 4 GLCM descriptors. The di�erences to all classes’
F-scores with the combined HSV&HLS&intensity feature set are presented in the
rightmost column.
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One may also deliberately choose to collapse all three gravel classes into one
super class, since labeling confusions also did occur between Dirty gravel and Flat
gravel, which is demonstrated in Figure 5.4. Depending on the purpose, this coarse-
grained classification principle may be su�cient in practice.

Figure 5.4. Confusion matrix produced by the SVM with an RBF kernel after
inference with the test set where the classes Dirty gravel, Rough gravel, and Flat
gravel have been aggregated, including metrics. Feature set: Three concatenated 16-
bin channel histograms in both HSV and HLS color spaces (=96 bins), concatenated
with a 40-bin LiDAR intensity histogram, 4 GLCM descriptors. The di�erences to all
classes’ F-scores with the combined HSV&HLS&intensity feature set are presented in
the rightmost column.

5.2 Threats to validity

Even though the preceding results appear very promising, we have to emphasize
that this experiment was set up based on several alleviated constraints, which could
only be barely met in a practical setting. First, both the training and the test
set were captured under the same weather and light conditions. Furthermore, the
experiment only took labeled tiles into account and did not validate the inference
performance on terrain types unknown to the classifier. In addition, the selected
frame segmentation method of fixed coarse-grain tiling assumes a relatively wide
minimum spacing between di�erent terrain types; a more sophisticated contouring
technique such as the super-pixels mentioned in Section 2.1.4 would reflect reality
more closely. At last, the fixed transformation for fusing camera and LiDAR data
assumed planarity without mentionable inclination in the captured area. Especially
in open-pit mines with large height di�erences between several plateaus and many
road bumps, the method for sensor fusion needs to be enhanced, potentially with the
ray-casting approach described in Section 3.2.3. Ultimately, options for comparing
the results from this thesis to classification results from existing literature are rather
limited, since a new data set was recorded and research setups di�er widely (e.g. in
the number of terrain classes and the selected environments).

75



CHAPTER 5. DISCUSSION

5.3 Implications for the industry
A terrain classification algorithm as the one presented within this thesis could espe-
cially contribute to progress in o�-road pathfinding of autonomous ground vehicles.
One of the prerequisites for industrial applications is clearly the step towards on-
line classification, which appears to be achievable regarding the feature-extraction
run times shown in Figure 4.10. It is also apparent that analyzing terrain at a
maximum distance of 2.3m in front of a vehicle on a frame-by-frame basis will not
su�ce the industry’s requirements, and that the installation of a forward-looking
42 mega-pixel camera could potentially be hardly realized from an economic per-
spective: However, exactly this near-field, high-resolution setup might benefit the
development process of commercial terrain classification algorithms.

Namely, the manual labeling process, consuming a substantial amount of man-
power, could be accelerated in a semi- or self-supervised labeling approach, where
sensor readings that are further ahead are matched with regions that have pre-
viously been labeled by the proposed classification algorithm. Motion data from
proprioceptive sensors installed in the vehicle, such as gyrometers and accelerome-
ters, could additionally report information about the actual roughness of a terrain
patch after the vehicle drove over it.

Through the combination of a whole vehicle fleet’s sensor measurements and
their accurate localization, a global map of an open-pit mine could be frequently
updated. In cases of precipitation or changes in air humidity, stationary sensors’
data could serve for heuristic drivability analysis (previously drivable, dry mud
might be updated to being undrivable after a shower of rain, for instance).

5.4 Ethics and sustainability
Regarding the humane aspects of this research project, the following can be stated:
As soon as autonomous vehicles become commercially available in mining areas, the
number of vacancies for drivers is expected to decrease. However, the responsibility
per person could be elevated, since controlling several vehicles from remote terminals
may become a substitute profession. Following that, less humans will need to work
in mines where they would be exposed to hazardous environments invoked from e.g.
emitted gases or planned explosions.

Also apart from the mining industry, deploying relatively immature autonomous-
driving functions in e.g. open-pit mines puts less road participants at risk than in
on-road tra�c, which may contribute to safer roads thanks to less accidents caused
by human errors in the long run. At last, it is to emphasize that this thesis is
strongly settled in a civil setting, but it cannot be preempted that the presented
technology may be used in military areas.
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5.5 Future work
This thesis documents an industry project subject to a short time period of six
months and many more practical limitations. Given more resources, future work
building upon the findings previously presented could fruitfully contribute in the
following ways:

• Data from underground mines could be captured with the same sensor plat-
form, and Time-of-Flight camera performance could be benchmarked.

• The sketched ray-casting algorithm for sensor fusion could be improved and
tested in extremely uneven environments.

• The alternatives to the tile-based segmentation method from this thesis could
be assessed (e.g. superpixels).

• Training and test data for artificial light sources at night could be captured.

• Di�erent wetness levels causing changes in the terrain properties could be used
for training and testing.

• The used “shallow” classifiers could be compared to the performance of Deep
Neural Networks.

• Instead of concatenating feature vectors, classifiers using distinct feature sets
could be combined adaptively: If particular feature subsets result in confi-
dently classifying a given class, the feature extraction runtime could be re-
duced accordingly through an adaptive cascade.

• More parameters could be varied and their resulting performance could be
analyzed, such as histogram bins, representative textons per texton dictionary,
and GLCM parameters.

• Single misclassified samples could be inspected manually, which would have
exceeded the time boundaries in this thesis.

• Instead of using a photo camera limited to a capturing range of the visual
spectrum, multi-spectral cameras might be used for covering a wider frequency
band and measuring more terrain-characteristic cues.
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