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Abstract

Access control is often employed in IT systems for the protection of sen-
sitive information. However, in domains like healthcare, stringent access
restrictions could have undesired consequences (e.g., unavailability of pa-
tient information in emergency situations). Moreover, the unpredictable
nature of the healthcare domain makes it impossible to know in advance
when and where an emergency situation will occur. Therefore, healthcare
systems deploy “break-the-glass” functionality, so that patient information
is always available. Consequently, a posteriori assessment of policy infringe-
ments becomes a necessity. However, current a posteriori solutions for pri-
vacy compliance are often manual, leading to infringements to remain un-
detected. Moreover, existing conformance metrics usually consider every
deviation from specifications equally making them inadequate to measure
the severity of infringements. In this work, we propose a privacy compliance
technique for detecting privacy infringements and measuring their severity.
Firstly, the approach identifies infringements by considering a number of
deviations from specifications (i.e., insertion, suppression, replacement, and
re-ordering). Secondly, we identify a number of privacy factors which can be
used to quantify deviations from process specifications. These factors drive
the definition of metrics that allow for a more accurate measurement of
privacy infringements. We demonstrate how this approach can be adopted
to enhance conformance metrics through a case study on the provisioning
of healthcare treatment. This technique has been implemented as a ProM
plug-in and compared with existing techniques.

iii





Contents

Acknowledgements i

Abstract iii

1 Introduction 1

2 Purpose Control 5

2.1 Definition of Privacy . . . . . . . . . . . . . . . . . . . . . . . 5

2.2 Privacy Model for Purpose Control . . . . . . . . . . . . . . . 6

2.3 Problem Definition . . . . . . . . . . . . . . . . . . . . . . . . 8

3 Related Work 13

3.1 Regulatory Compliance . . . . . . . . . . . . . . . . . . . . . 13

3.2 Privacy Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . 15

3.3 Conformance Metrics . . . . . . . . . . . . . . . . . . . . . . . 16

3.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

4 Preliminaries 23

4.1 Colored Petri Nets . . . . . . . . . . . . . . . . . . . . . . . . 23

4.2 Activities and Event Logs . . . . . . . . . . . . . . . . . . . . 26

5 Privacy Infringement Identification 29

5.1 Design Decisions . . . . . . . . . . . . . . . . . . . . . . . . . 29

5.2 Pre-processing Phase . . . . . . . . . . . . . . . . . . . . . . . 32

5.3 Simulation Phase . . . . . . . . . . . . . . . . . . . . . . . . . 35

5.4 Pairing Phase . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

5.5 Deviation Identification Phase . . . . . . . . . . . . . . . . . . 39

5.5.1 Deviation Identification Patterns . . . . . . . . . . . . 40

5.5.2 Pattern Identification Process . . . . . . . . . . . . . . 42

5.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

6 Privacy Infringement Quantification 51

6.1 Privacy Factors . . . . . . . . . . . . . . . . . . . . . . . . . . 51

6.1.1 Data Factor . . . . . . . . . . . . . . . . . . . . . . . . 51

v



6.1.2 User Factor . . . . . . . . . . . . . . . . . . . . . . . . 52
6.1.3 Action Factor . . . . . . . . . . . . . . . . . . . . . . . 53

6.2 Privacy Metric . . . . . . . . . . . . . . . . . . . . . . . . . . 54
6.3 The Quantification Phase . . . . . . . . . . . . . . . . . . . . 56

7 Experimental Validation 59
7.1 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . 59
7.2 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

7.2.1 Experiments on an artificially generated log . . . . . . 63
7.2.2 Experiments on a real-life log . . . . . . . . . . . . . . 67

8 Conclusions 75
8.1 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

List of Figures 77

List of Tables 79

Bibliography 81

A List of Symbols 89

B Artificial Log Traces 91

C Manual Analysis 99



Chapter 1

Introduction

Privacy protection is becoming a major issue in society nowadays. Advances
in ICT allows the collection and storage of a huge amount of personal data.
Those data are a valuable asset for business corporations. For instance, they
can be used to provide customized services and create effective, personal-
ized marketing strategies [77]. However, such practices might be intrusive
limiting customers’ right to privacy.

Over the last decade the signaled cases of information theft have reached
alarming levels. In 2006 an “information broker” called ChoicePoint ac-
knowledged a data breach that exposed the records of more than 163,000
customers [26]. In 2011 the US Federal Trade Commission (FTC) filed a
complaint against the social networking services Facebook and Google Buzz
due to “unfairness and deceptiveness” in the way that they handled their
users’ personal information. Both companies have reached settlements with
the government agency and have agreed to perform biennial privacy audits
for the next 20 years [27,55].

Several other healthcare facilities, employers, governmental agencies and
other organizations have acknowledged data breaches. The Identity Theft
Resource Center1 (ITRC) keeps track of all these acknowledged data breaches
starting from 2005. Figure 1.1 shows the data breach trend between 2005
and 2011 reported by the ITRC. This includes breaches from several sectors
such as: banking, business, government, educational and healthcare. The
blue line shows the number of data breaches, while the red line shows the
number of records that were exposed in the order of millions. One can see
that over the last years several hundreds of breaches have occurred that led
to the disclosure of millions of personal information records.

Throughout the last decades several regulations and guidelines such
as the EU Privacy Directive, German Tele Media Act, German Federal
Data Protection Act, Health Insurance Portability and Accountability Act
(HIPAA), OECD Guidelines have been instated to address information pri-

1http://www.idtheftcenter.org
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Figure 1.1: Data breach statistics reported between 2005-2011

vacy issues. Nonetheless, the risk of personal data abuse should be mini-
mized through the use of proper security mechanisms [63].

One of the main concerns of organizations is related to compliance with
security and privacy regulations. Generally, organizations are employing
several mechanisms such as access control [62] to protect the sensitive data
of their customers. Such a mechanism is sufficient to regulate data access,
since it only permits access to authorized parties. However, once a set of
data items are accessed by a legitimate party, their further use is no longer
restricted by the access control system. This may lead to the repurposing
of data without the consent of the data subject.

To prohibit personal data repurposing without prior consent of the data
subject, the purpose specification privacy principal has been introduced [28].
This principle mandates that data collectors explicitly specify, to the data
subject, the purpose for which personal data will be used. Privacy-aware
access control systems have been introduced [6,16,40] as a technical measure
to enforce purpose specification. Such privacy-aware systems extend access
control with the concept of purpose to regulate usage of personal data.
Privacy-aware access control is a preventive protection mechanism and only
guarantees policy compliance by blocking infringements. However, in critical
systems (e.g. healthcare systems), data access may be crucial in emergency
situations. Generally, such systems offer a functionality that allows users to
bypass the access control mechanism in emergency situations.

In this context, the problem of certifying adherence to privacy regula-
tions is an increasingly important problem for critical systems. IT security
and privacy audits are currently the only attested way in which adherence
to regulations can be certified. Audits are often manual, costly and long-
winded procedures. Organizations can only afford to check samples from all



data available for auditing purposes. However, manual auditing decisions
do not provide transparency and are error-prone. Therefore, an audit can
only provide reasonable assurance that organizational processes are running
within certain boundaries set by management, governments or other stake
holders [71]. To this end there is a high need for tools that can automate
this auditing process.

One question regarding the auditing process is how can non-compliant
behavior be identified automatically? Another question is how can non-
compliant behavior be assessed automatically? This work addresses these
two questions by proposing an algorithm for automating compliance checks
and a framework for quantifying privacy infringements. The contribution
of this work is twofold. First, we present a novel pattern matching al-
gorithm for detecting deviations of the actual behavior from the intended
behavior [11]. This algorithm improves other process mining techniques for
measuring conformance between a business process and a log [3, 61] in two
ways: (1) it is able to identify four different types of local deviations (i.e.,
insertions, suppressions, and replacements) and non-local deviations (i.e.,
re-ordering) and (2) it adds a transition in isolation for each log event that
has no corresponding transition in the process model. Therefore, the algo-
rithm accepts a larger range of logs as input and provides more accurate
conformance measurements.

The second contribution is a framework for the quantification of privacy
infringements [12]. The framework is founded on a number of factors that
make it possible to measure the magnitude of deviations of the actual be-
havior from process specifications. These factors are based on information
that is usually available in audit trails i.e., the activity that was performed,
user information and the data that was accessed. A privacy metric is also
proposed as part of the framework. This metric takes into consideration all
the afore mentioned factors for the quantification of the severity of privacy
infringements. The metric is integrated with our compliance checking algo-
rithm to quantify the detected deviations from a privacy perspective. The
purpose of combining the detection and quantification techniques is to offer
auditors a more accurate indication of the severity of privacy infringements.
The experimental validation of this work is done by a couple of case studies
on the provisioning of healthcare treatment.

The rest of this thesis is structured as follows. Chapter 2 provides
a definition of privacy and presents a model for purpose control. Chap-
ter 3 discusses related work. Chapter 4 introduces the formal notation used
throughout this work. Chapter 5 presents our proposal for a novel confor-
mance checking algorithm. Chapter 6 presents the framework we propose for
privacy infringement quantification. In Chapter 7 we show experimental re-
sults obtained by applying our approach to a case study on the provisioning
of healthcare treatment. We also compare our results with existing confor-



mance checking solutions and manual analysis outcomes. Finally, Chapter 8
concludes this thesis and provides directions for future work.



Chapter 2

Purpose Control

Recent privacy legislation [25, 56] and scientific literature [57] recognizes
the need of more comprehensive solutions to privacy and has an increased
emphasis on accountability. The demand for technical means to enforce leg-
islation requires the development of novel auditing systems, that can verify
compliance with privacy policies. This chapter discusses the importance
of purpose specification for regulating data usage, and presents a privacy
model for purpose control. Finally, it defines the problem addressed by this
work and presents a motivational example.

2.1 Definition of Privacy

There exist several definitions of privacy [7, 73, 76]. The definition that we
use in this work is the one given by Westin [76]: “Claim of individuals,
groups and institutions to determine for themselves, when, how and to what
extent information about them is communicated to others.” In other words,
this work refers to privacy as the right of individuals endorsed by legislation
to control the disclosure, access and subsequent usage of (personal) data by
data consumers.

There exist several privacy frameworks [9,28], which define guidelines for
processing personal data. The OECD Privacy Principles [28] provides one of
the most commonly used and internationally accepted privacy frameworks.
It is reflected in existing and emerging privacy and data protection laws, and
serve the basis for the creation of privacy enhancing technologies. A number
of privacy principles have been identified [28]: collection limitation, data
quality, purpose specification, use limitation, security safeguards, openness,
individual participation and accountability.

The principle which is the most relevant for this work is purpose speci-
fication, which states that: “The purposes for which personal data are col-
lected should be specified not later than at the time of data collection and
the subsequent use limited to the fulfilment of those purposes or such others
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as are not incompatible with those purposes and as are specified on each oc-
casion of change of purpose.” This principle mandates that data collectors
explicitly specify, to the data subject, the purpose for which personal data
will be used. Generally, the purpose is specified by the data collectors in
statements of the privacy policy or terms of service, which the data subject
has to agree with before submitting her data. In order for an organization
to be compliant with the purpose specification principle, it must be verified
that the purpose of use after data collection is compatible with the purpose
stated in the privacy policy or terms of service.

There exist several privacy problems due to poor compliance measures or
lack thereof. Spiekermann and Cranor [63] present an overview of activities
performed by data collectors that cause concerns for individuals nowadays.
The activities include: collection and storage of large amounts of data, unau-
thorized secondary use (i.e., repurposing), unauthorized access, accidental or
intentional insertion of errors in personal data, decisions involving incorrect
or partial data and aggregation of personal data from multiple sources.

This work addresses two of these threats that stem from the lack of com-
pliance with the purpose specification principle, i.e. unauthorized access to
personal data and unauthorized secondary use. Unauthorized access oc-
curs when a data collector accesses data which may not have been normally
available to him, specifying a purpose which he is not supposed to fulfill.
Unauthorized secondary use occurs when user behavior deviates from the
intended purpose to conflicting purposes. Deviations from the intended
purpose are indicated both by execution of activities that conflict with the
purpose and by omitting the execution of activities that are needed to fulfill
the purpose. For example the delivery of a notification message to the data
subject may be omitted, this is considered a privacy infringement according
to privacy legislation [25,56].

2.2 Privacy Model for Purpose Control

The need to protect personal data has spurred the definition of several pri-
vacy policy languages (e.g., [6, 16, 40]). These languages usually extend
access control with the concept of purpose to provide a more strict control
on access and usage of personal data. The enforcement of these policies
often relies on a reference monitor to prevent possible policy infringements.
Purpose is used to represent the reason for which data can be collected and
processed.

For instance, Byun et al. [16] use a hierarchical model for representing
purposes. Data are usually labeled with the intended purposes and can be
accessed only if the purposes for which data are requested is compliant with
the label attached to the requested data. However, this approach is pre-
ventive and only guarantees policy compliance by preventing infringements



to occur. It does not address the problem of unauthorized secondary use,
because it cannot regulate the use of data after it has been accessed.

Preventive approaches do not permit any deviations from policies and
procedures. However, in domains like healthcare, it may be necessary to do
things differently from the specification in order to react to unpredictable
circumstances (e.g., emergency situations). Preventing such actions may be
critical for the patient’s life. At the same time, it is not possible to enumerate
all possible exceptions at design time. As a result most healthcare systems
include “break-the-glass” mechanisms which allow a user to bypass access
control rules in emergency situations. However, break-the-glass mechanisms
are a weak point in the system and can be misused [8].

One way of regulating the use of data in critical systems is by checking
compliance of the organizational activities against the stated data use pur-
poses. Generally, compliance checks are done through privacy audits, which
are performed by certified third parties. Usually, auditing is done manually
by inspecting organizational records that involve personal data use. How-
ever, manual auditing presents a number of drawbacks. First, it is costly
and time consuming because of the sheer size of organizational records that
need to be inspected [44]. Second, it is error-prone and may lead to poten-
tially severe infringements to remain undetected. Finally, the infringement
detection process is not transparent as the decision whether an infringement
is acceptable or not depends on the auditor’s judgment. Transparency im-
plies that decisions should be replicable, so that the system can eventually
distinguish acceptable infringements from unacceptable infringements.

To this end, we need a model for purpose control that facilitates automa-
tion of the privacy auditing process. A first step to enable purpose control is
to provide semantics to purposes, which defines when and how data can be
used. Organizational goals offer a clear indication of the purposes for which
data is being used. Therefore, one way to provides semantics to purposes
is by formally describing the procedures (i.e., sequence of activities) needed
to be performed in order to fulfill an organizational goal. Nowadays orga-
nizations employ business processes [20], which represent a structured set
of activities that are performed to achieve a particular goal. Semantic pur-
pose models have already been proposed by Jafari et al. [34] and Petković et
al. [58], where purposes are represented as business processes, action graphs,
etc.

Figure 2.1 shows the basic idea underlying the approach in [58]. Data
protection policies govern the system users by regulating data use. Organi-
zational processes, guide users by specifying the sequence of activities that
need to be performed in order to accomplish organizational goals. The ac-
tual user behavior is captured by the system in audit logs. Each activity
performed by a user generates a new entry in the audit logs. This model
can be used to verify user behavior against the intended purpose of data
access by verifying whether the user actions recorded in an audit log cor-
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Figure 2.1: Using organizational processes for compliance checking

respond to a valid execution of the organizational process corresponding to
the intended purpose [58]. This approach to purpose control is more suitable
for critical systems because it does not prohibit access to data in emergency
situations in contrary to the preventive approaches.

However, [58] is only able to determine that a deviation occurred, but
they are not able to identify particular deviations and to assess their pri-
vacy severity. Therefore, to ensure regulatory compliance, it is advisable to
develop automated tools able to analyze the user behavior, detect infringe-
ments, and prioritize them according to their severity.

2.3 Problem Definition

To discriminate infringements on the basis of their severity, we need met-
rics able to analyze audit logs against the policies and procedures defined
by the organization and assess their deviation from the expected behavior.
An important premise of this work is that the business processes accurately
describe the policy and procedures defined by an organization, i.e. any de-
viation from the business process is an infringement.

To illustrate the possible privacy infringements that may occur, let us
consider a simple healthcare treatment process. Figure 2.2 presents the
process in Business Process Model and Notation (BPMN) [1]. The process
involves the following actors: patient, receptionist and general practitioner
(GP). Each actor is represented by a swimlane which contains the tasks to
be performed by the actor. Tasks are denoted by a rounded corner rectangle.
The execution of a task may require access to data objects. Data objects
are represented by a rectangle with a folded top-right corner and connected
to the tasks that use them through a dotted line. The process describes
the sequence flow, i.e. the flow of a token from a start event (denoted by
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Figure 2.2: Healthcare treatment process

a narrow-border circle) to an end event (denoted by wider-border circle)
through tasks and gateways. Gateways (represented by a diamond marked
with a distinctive symbol denoting the type of the gateway) are used to
control how the token(s) flows in the business process model.

When the patient arrives at the hospital, some of her personal data
need to be disclosed for authentication (R01). Each registered patient has
an electronic medical record (MedRec) stored in the information system of
the hospital. Medical records have a folder structure and store all admin-
istrative, financial and clinical regarding a patient. Hospital employees can
access only certain parts of a record depending on their role and for well
defined purposes.



After the patient is successfully identified, the receptionist checks the
availability of the GP. If no GPs are available, an appointment is sched-
uled for a later time (R02). Otherwise, the patient is examined by the GP
who collects the patient’s symptoms (D01). Afterward, the GP checks the
patients’ medical history for other related illnesses (D02) or sends some bi-
ological samples to the medical laboratory for analysis (L01). Subsequently,
the collected information is used by the GP to make a diagnosis (D03) and
prescribe treatment (D04). Then, the GP discharges the patient (D05), and
the patient is sent to the receptionist for billing matters. After computing
the bill for the provided services (R03), the receptionist can either charge
the patient directly (R05) or send the bill directly to the patient’s insurance
company for reimbursement (R04), provided that the patient has a health
insurance.

We now consider some possible audit trails (Figure 2.3) for our scenario
and discuss the severity level of privacy infringements that may occur. Each
log entry in the audit trail records an event referring to the task performed
by a user. In particular, it specifies the user who performed the task together
with the role held by the user at that moment and the data objects which
were accessed to perform the task. In Figure 2.3, R stands for receptionist
and GP for general practitioner; tasks are identified by an identification
number as defined in Figure 2.2. For the sake of simplicity, we assume that
each audit trail corresponds to a single execution of the process.

1. The audit trail in Figure 2.3a is a valid trace of the process in Fig-
ure 2.2. Accordingly, there is not a privacy violation.

2. The audit trail in Figure 2.3b represents a situation in which the GP
(Bob) repeats some tasks (i.e., D02, D03, and D04). For instance, this
situation may occur because new symptoms appeared after the GP
had prescribed a treatment. It is worth noting that the GP accessed
the same information that he had accessed previously. We assume
that this deviation from the expected behavior is in the interest of the
patient and, therefore, is not a violation from a privacy perspective.

3. In the audit trail in Figure 2.3c, the patient was discharged by recep-
tionist (Alice) instead of by the GP. Consequently, Alice accessed the
patient’s full medical history while executing that task. This situation
can be seen as a privacy infringement because, according to the spec-
ification, the receptionist has only limited access to patients’ medical
information.

4. The audit trail in Figure 2.3d presents a situation where Mallory, a GP
with prior convictions for fraud, accesses the patient’s financial infor-
mation, which he was not allowed to access. In addition, this is done
by executing a task which is not related to the provisioning of health-
care treatments (i.e., D06: Assess financial credentials). Accordingly,



this audit trail indicates a situation in which patient information has
likely been misused; therefore, it should be qualified as a severe privacy
infringement.

To discriminate infringements on the basis of their severity, we need met-
rics able to analyze audit trails against the policies and procedures defined
by the organization and assess their deviation from the expected behavior.



# User Role Task Data Items Accessed

1 Alice R R01 {ID, MedRec/ Demographic}
2 Bob GP D01

3 Bob GP D02 {MedRec/ History}
4 Bob GP L01 {MedRec/ History/ TestResults}
5 Bob GP D03 {MedRec/ History}
6 Bob GP D04 {MedRec/ History/ Prescription}
7 Bob GP D05 {MedRec/ History}
8 Alice R R03 {MedRec/ History/ Prescription}
9 Alice R R04 {MedRec/ Health Insurance}

(a) Audit trail 1

# User Role Task Data Items Accessed

1 Alice R R01 {ID, MedRec/ Demographic}
2 Bob GP D01

3 Bob GP D02 {MedRec/ History}
4 Bob GP L01 {MedRec/ History/ TestResults}
5 Bob GP D03 {MedRec/ History}
6 Bob GP D04 {MedRec/ History/ Prescription}
7 Bob GP D02 {MedRec/ History}
8 Bob GP D03 {MedRec/ History}
9 Bob GP D04 {MedRec/ History/ Prescription}
10 Bob GP D05 {MedRec/ History}
11 Alice R R03 {MedRec/ History/ Prescription}
12 Alice R R04 {MedRec/ Health Insurance}

(b) Audit trail 2

# User Role Task Data Items Accessed

1 Alice R R01 {ID, MedRec/ Demographic}
2 Bob GP D01

3 Bob GP D02 {MedRec/ History}
4 Bob GP D03 {MedRec/ History}
5 Bob GP D04 {MedRec/ History/ Prescription}
6 Alice R D05 {MedRec/ History}
7 Alice R R03 {MedRec/ History/ Prescription}
8 Alice R R04 {MedRec/ Health Insurance}

(c) Audit trail 3

# User Role Task Data Items Accessed

1 Alice R R01 {ID, MedRec/ Demographic}
2 Mallory GP D06 {MedRec/ Financial}
3 Mallory GP D02 {MedRec/ History}
4 Mallory GP D03 {MedRec/ History}
5 Mallory GP D04 {MedRec/ History/ Prescription}
6 Mallory GP D05 {MedRec/ History}
7 Alice R R03 {MedRec/ History/ Prescription}
8 Alice R R05 {MedRec/ Financial}

(d) Audit trail 4

Figure 2.3: Sample audit trails



Chapter 3

Related Work

The work related to the contributions of this work spans three topics: regu-
latory compliance, privacy metrics and conformance metrics. This chapter
discusses the related work in these fields or research.

3.1 Regulatory Compliance

Generally, data breaches have high business impacts on organizations. First,
the reputation damage may cause an important loss of income. Second, the
legal framework for data protection [19,25,56,59] offers harmed individuals
the possibility to file lawsuits with high monetary settlements. Therefore
complying with security and privacy regulations is one of the top priorities
of organizations. Regulations mandate certain procedures regarding ad-
ministration, physical safeguards, technical security for data integrity and
confidentiality, and technical security against unauthorized access.

One of the main challenges in the field of regulatory compliance has
been to develop tools and techniques that can automate compliance checks.
Compliance checking is often performed in the form of manual audits by a
specialized part of the organization or by certified third parties. Automation
serves to reduce the cost and effectiveness of performing security and pri-
vacy compliance audits. Business processes play a crucial role in feasibility
of automation since they model guidance on accepted behavior. Compliance
management involves different activities in the life-cycle of a business pro-
cesses: modeling according to regulations, design-time verification, run-time
monitoring and post-execution analysis.

Accorsi et al. [2] address the issue of automating certification for compli-
ant business processes by employing Petri Nets [51] as a formalism to specify
both business processes and compliance rules. Their solution performs the
compliance management at design-time since the Petri Net patterns mod-
eling compliance rules are analyzed in parallel to the process specification,
flagging when the process structure indicates a rule violation. Compliance

13



rules that may be checked by this approach include: (1) detecting the pres-
ence of a required activity, (2) checking for the absence of forbidden ac-
tivities, (3) checking that data elements are processed by a certain activity
after their first occurrence, (4) checking that a data element is deleted before
the business process execution ends and (5) checking the order of activities.
The analysis results do not formally prove that under all circumstances the
business process execution will adhere to all compliance rules at runtime,
rather it identifies design vulnerabilities in case of non-adherence at design
time.

El Kharbili et al. [24] present a policy-based and model-driven regulatory
compliance management framework. Their solution focuses on design-time
verification and run-time monitoring of compliance requirements against a
business process specification. They introduce a compliance requirement
language called CoReL, which is used to model regulations from natural
language form to an abstract syntax. A regulation is targeted towards an
action, subject and entity involved in the business process execution. Each
compliance requirement from a natural language regulation translates into
a policy. Each policy comprises of: (1) context elements that indicate the
state in which the policy is applicable, (2) control elements that constitute a
conjunction of rules that must hold in order for the policy to be satisfied, (3)
violation elements that map the rules from the control elements to a finite
and discrete set of values (i.e., {Red, Yellow, Green}) and (4) handling
elements (sanction or reward) that model how to react based on a violation
value. The aim of CoReL is to provide a modular and flexible compliance
checking mechanism in opposition to binary compliance. However, further
work is needed in order to make rules accessible to business users and not
only formal language experts.

Van der Aalst et al. [70] present a conceptual model for run-time audit-
ing. At architecture level, they propose separating compliance management
from business process management. The key idea behind this separation
is adding a compliance engine that receives run-time data from the infor-
mation system. The compliance engine provides feedback regarding any in-
curred risks based on the de jure (desired) models and the de facto (actual)
models. Each of these conceptual models are divided into four components:
(1) the business data definition stores entity types of business data (e.g.
products, clients) and the relationship between them; (2) the process defi-
nition describes business processes models; (3) the organizational definition
stores the roles associated with each system user; (4) the run time com-
ponent stores all events and associated data from the information system.
Using predicate logic, they show how several kinds of consistency and con-
formance constraints can be imposed on this conceptual model. However,
the authors do not elaborate on several components from their architecture
that detect and measure risks and acknowledge that there are many open
questions related to these components.



This work focuses on post-execution analysis. It is complementary to
[70], in the sense that it focuses on the detection and measurement of devi-
ations from the intended purpose, (i.e., privacy infringements). We assume
that the input process model covers all possibly allowed executions and has
been certified to be compliant with relevant regulations. Given such a pro-
cess model, our approach is able to identify all deviations that have occurred
during its execution. Moreover, our work aims to provide a precise quan-
tification of the severity of violations, while the approach in [2] only gives
a binary decision and the approach in [24] can only indicate one of three
possible severity levels.

3.2 Privacy Metrics

Several approaches have been proposed for measuring privacy. One approach
is to measure the extent to which datasets are able to hide information. k-
anonymity [64] is one such proposal that focuses on measuring the anonymity
of released datasets. Such datasets do not contain data that could directly
identify a person (e.g. name or social security number). However, they
contain other attributes whose values when taken together can potentially
identify an individual. These attributes are called quasi-identifies and may
include age or ZIP code. A dataset is said to satisfy k-anonymity if for all
tuples of quasi-identifies there exist at least k identical values in the dataset.
Some other proposals like `-diversity [46] and t-closeness [43] build on top
of k-diversity to offer other additional insight regarding the anonymity of
sensitive attributes (e.g. disease) of released datasets.

Differential privacy [23] focuses on the level of statistical indistinguisha-
bility of individuals from publicly available datasets. A randomized query
function on a dataset is said to give ε-differential privacy if for any pair
of datasets differing by the data of a single individual, the probability of
obtaining the same result on both data sets does not differ by more than a
factor of eε, where e is Euler’s number. As opposed to the previous three
mentioned approaches which measure what can be learned about an individ-
ual with versus without a dataset, differential privacy measures how query
results on that dataset vary with versus without the data of an individual.

Complementary to all the previously mentioned approaches, quantita-
tive information flow [18] aims to measure “how much” information is being
leaked, instead of “whether” information is leaked (qualitative). In particu-
lar, it measures the information entropy that an adversary can infer about
the output of a computation by looking at other values involved in this
computation. Ngoc et al. [53] propose a related metric for quantifying the
unintentional leaks of information based on probability and entropy theory.
All previously discussed approaches, however, are not appropriate to assess



privacy loss in cases where users have access to information and should be
able to link it to the data subject in order to provide a service.

A complementary approach aims to assess the severity of privacy in-
fringements caused by personal data abuse and misuse. Banerjee et al. [10]
propose a privacy violation model for characterizing and estimating privacy
violations in relational database systems. The model is built on four or-
thogonal dimensions of privacy, namely purpose, visibility, granularity and
retention [13]. These dimensions are used to measure the degree of compli-
ance of privacy policy with user preferences. The model, however, does not
allow the analysis of how data have been actually processed and by whom.

3.3 Conformance Metrics

Conformance checking is a process mining technique that verifies whether
a process model conforms to an event log and vice versa. Conformance
checking requires the computation of an alignment between the event log
and the process model, which shows how the event log can be replayed on
the process model. The main issues of computing alignments are the fact
that the log may deviate from the behavior allowed by the business process
and not all the recorded events may have been modeled [68]. Conformance
comprises of a number of orthogonal dimensions, e.g. fitness, precision, gen-
eralization and structural dimensions [22]. For the purpose of this work, we
are mainly interested in the fitness dimension. Given an event log, fitness
aims to determine whether all traces in the log are valid executions of the
process model.

Here we classify existing conformance metrics into three categories:

• binary metrics: determine whether an audit trail is a valid execution
of a process model or not (e.g., [17, 58]);

• sequence distance metrics: measure the distance between two sequences
of events (e.g., [4, 5, 14]);

• process fitness metrics: measure the extent to which an audit trail can
be associated with an execution path of the process model (e.g., [61]).

Notice that the metrics above operate with different inputs. In particular,
sequence distance metrics compare sequences, whereas process fitness met-
rics compare a sequence of events with a process. Although binary metrics
can operate with both inputs, without lack of generality we consider binary
metrics that take as input two sequences.

To facilitate the comparison between these conformance metrics, we us
introduce the following notation. Let N be the set of business processes
defined by an organization, and A the set of observable activities in N .



A trace is a finite sequence over A; the set of traces is denoted by A∗.
Tr(N) ⊆ A∗ denotes the set of traces generated by a process N ∈ N .

• Process fitness metrics, denoted d : N × A∗ → R ∪ {∞}, indicate
functions that measure the conformance of a trace with respect to a
process model.

• Sequence distance metrics, denoted d : A∗ ×A∗ → R ∪ {∞}, indicate
functions that measure the distance between two traces.

Symbol ∞ denotes that the inputs are incomparable. In addition, we indi-
cate the empty trace as ε; given two traces σ, σ′ ∈ A∗, their concatenation
is represented as σσ′.

Given a process N ∈ N and a trace σ ∈ A∗, binary and sequence distance
metrics measure the conformance of σ with respect to N as follows

d(N, σ) = min{d(τ, σ)|∀τ ∈ Tr(N)}

i.e., the conformance of σ with respect to N is the minimum sequence dis-
tance between σ and any trace τ generated by process N . In the remainder
of this section, we present the categories of metrics introduced above. For
comparison purposes we offer an abstract formalization of the most relevant
metrics.

Binary Metrics Binary metrics (e.g., [17, 58]) are the simplest type of
metric for conformance checking. Chesani et al. [17] represent process mod-
els as business rules and verify whether an event log satisfies such rules.
Petković et al. [58] use process calculi for the representation of process mod-
els and detect deviations from the intended behavior by verifying whether
the event log is a trace of the transition system generated by the process
model. Both proposals, however, are not able to quantify the deviation of a
log from the process model. Intuitively, they return a positive answer if the
audit trail is conform to the specification; otherwise, a negative answer is
returned. Other categories of conformance metrics, return a positive num-
ber or∞ to indicate the fitness of the audit trail with respect to the process
model.

To be able to compare the measures obtained using binary metrics with
the ones obtained with other types of distance metrics, we use 0 to represent
positive answers and ∞ to represent negative answers. Let aσ be a trace
representing the expected behavior and bσ′ the actual execution trace (with



a, b ∈ A and σ, σ′ ∈ A∗). Binary metrics calculate the distance between aσ
and bσ′ as follows:

dB(σ, σ′) = dB(σ′, σ)

dB(σ, ε) =

{
0 if σ = ε

∞ if σ 6= ε

dB(aσ, bσ′) =

{
dB(σ, σ′) if a = b

∞ if a 6= b

(3.1)

Notice that distance dB is ∞ in the case where the two input traces have a
different length.

Sequence Distance Metrics Sequence distance metrics have been pro-
posed for measuring the amount of difference between two sequences, i.e.,
the number of changes needed to transform one sequence into the other.
In this section, we present three sequence distance metrics that were used
in [14] to quantify the deviation of user behavior from a security policy (de-
fined as a set of traces). We also present the abstract formalization of the
cost-based metric presented in [4].

The suppressing distance, dS , counts the number of actions that must be
removed from the trace representing the actual behavior, bσ′, to obtain the
trace representing the expected behavior, aσ. This metric can be formalized
as follows:

dS(σ, ε) =

{
0 if σ = ε

∞ if σ 6= ε

dS(aσ, bσ′) =

{
dS(σ, σ′) if a = b

1 + dS(aσ, σ′) if a 6= b

(3.2)

Notice that the distance from the actual behavior to the expected behavior is
∞ in the case |aσ| > |bσ′| because no number of suppressions can transform
bσ′ into aσ.

The replacing distance, dR, counts the number of replacements necessary
to obtain one trace from the other. The formula for this metric is:

dR(σ, σ′) = dR(σ′, σ)

dR(σ, ε) =

{
0 if σ = ε

∞ if σ 6= ε

dR(aσ, bσ′) =

{
dR(σ, σ′) if a = b

1 + dR(σ, σ′) if a 6= b

(3.3)

Notice that distance dR is ∞ if the two input traces have a different length.



The Levenshtein distance, dL, counts the number insertions, suppressions
and replacements needed to obtain one trace from the other. The analytical
formula can be represented as follows:

dL(σ, σ′) = dL(σ′, σ)

dL(σ, ε) =

{
0 if σ = ε

|σ| if σ 6= ε

dL(aσ, bσ′) =

{
dL(σ, σ′) if a = b

1 + min(dL(σ, σ′), dL(aσ, σ′), dL(σ, bσ′)) if a 6= b

(3.4)
Fitness is assessed by counting the number of changes needed to transform
an event log into a trace of the process model. The drawback of this approach
is that it requires generating all possible traces of a process model, which
are infinite in the presence of loops, limiting its applicability.

Adriansyah et al. [4] present a cost-based conformance technique, which
determines compliance based on the cost of suppressed and inserted activ-
ities. The technique in [4] uses the A∗ search algorithm to determine the
trace of the process that best fits with the event log. This is more efficient
than generating all possible traces of the process model. Similarly to the
previous sequence distance metrics, this approach might not guarantee ter-
mination in presence of loops as the search space is infinite. The analytical
formula for this metric is given by:

dA∗(σ, ε) =

{
0 if σ = ε

|σ|κs if σ 6= ε

dA∗(ε, σ) =

{
0 if σ = ε

|σ|κi if σ 6= ε

dA∗(aσ, bσ
′) =

{
dA∗(σ, σ

′) if a = b

min(κi + dA∗(aσ, σ
′), κs + dA∗(σ, bσ

′)) if a 6= b

(3.5)
where κi and κs represent the cost functions for inserting, respectively sup-
pressing activities. The values of the cost functions are fixed before the
metric is applied.

The technique from [4] has limitations on the type of deviations that can
be handled. In particular, it cannot handle deviations which have non-local
effects because of the monotonicity assumption of the A∗ cost functions. In
this work, we will consider both local (e.g., insertion, suppression, replace-
ment) and non-local (e.g., re-ordering) deviations (see Chapter 5).

Process Fitness Metrics Differently from sequence distance metrics,
process fitness metrics assess the degree of compliance of an audit trail with
a process model using the process structure rather than comparing the au-
dit trail against the traces that can be generated from the process model.



An example of process fitness metric based on Petri Nets [51] is proposed
in [61]. Petri Nets contain places that may hold tokens, and transitions in-
stead of tasks. Here, gateways are not explicitly modeled; intuitively, they
are modeled as multiple sequence flows that converge on or diverge from a
transition or place. Accordingly, a transition can produce or consume more
than one token depending on the semantics of the connected gateway.

The distance from an audit trail to the process specification is measured
by replaying the ordered sequence of events recorded in the audit trail σ
over the process model N . Replay is accounted for using tokens. A token is
initially produced by the start event of the process. Tokens are consumed by
the execution of a transition or by an end event. An event from the audit
trail can be replayed over the process model if the transition corresponding
to that event has a token right before it. If such a token does not exist, a
missing token (i.e., a token created artificially to allow the execution of the
process) is added and the transition is fired. The execution of the transition
produces a new token as output. The replay terminates when the audit trail
is completely analyzed. At the end of the replay, tokens that have not been
consumed are considered remaining tokens.

Fitness is assessed by computing an average between the ratio of missing
and consumed tokens, and the ratio of remaining and produced tokens. The
metric is given by the following formula:

dF (N, σ) =
1

2

(
m

c
+
r

p

)
(3.6)

where:

• m is the number of missing tokens;

• r is the number of remaining tokens;

• c is the number of consumed tokens;

• p is the number of produced tokens.

Note that m ≤ c and r ≤ p, and therefore 0 ≤ dF (N, σ) ≤ 1 (0 indicates
that the trace perfectly fits the process model). However, it has been shown
in [4] that this approach may lead to incorrect results.

Weidlich et al. [74] present an alternative way to do alignment of event
log and process model. Their approach is based on so called “behavioural
profiles” that can be computed more efficiently than alignments. Using a
process model as input, a behavioural profile is constructed. This profile
comprises of a series of relations between activities in the model. The types
of relations presented in [74] cover: strict order (normal sequence of events),
exclusiveness (XOR), interleaving order (AND), co-occurrence (occurrence
of one event implies the occurrence of another event). Compliance checking



Audit Trail dB dS dR dL dA∗ dF

Figure 2.3a 0 0 0 0 0 0

Figure 2.3b ∞ 3 ∞ 3 3κi 1/10

Figure 2.3c 0 0 0 0 0 0

Figure 2.3d ∞ ∞ 1 1 κi + κs 1/7

Table 3.1: Severity of infringement for the audit trails in Figure 2.3

is done by verifying if the event log satisfies the relations from a behavioural
profile. This approach, however, cannot handle loops properly due to the
lack of semantics for the inclusive OR construct [68,74].

3.4 Discussion

In this section, we use the conformance metrics presented in the previous
section to measure the distance between the audit trails in Figure 2.3 and
the process in Figure 2.2. Next we discuss the results and the issues of each
type of metric in order to determine whether or not they are appropriate
for measuring privacy infringements.

A summary of the results obtained after applying the conformance met-
rics presented in the previous section the audit trails in Figure 2.3 and the
process in Figure 2.2 is presented in Table 3.1. It is worth noting that the
audit trail in Figure 2.3c appears to be a valid trace according to all the con-
formance metrics. This is due to the fact that these metrics only consider
the performed tasks when checking compliance; they do not take the role of
the user into consideration. De Leoni et al. [21] have extended [4] to take
data and resource perspectives into account. The goal of this extension is to
reduce the computational time of the A∗ search by providing more accurate
path-cost and heuristic functions. However, as opposed to this work, their
aim is not to analyze deviations from a privacy perspective.

Binary metrics offer the lowest performance with regard to the quan-
tification of privacy infringements. They can merely discriminate between
fully compliant audit trails and non-compliant ones. Accordingly, this type
of metrics does not provide a prioritization of privacy infringements and
therefore is not suitable for privacy compliance verification.

Sequence distance metrics have a better discrimination power then bi-
nary metrics as showed in Table 3.1. However, the measures obtained using
sequence distance metrics are meaningless from a privacy perspective. Such
metrics return a severity of infringements that corresponds to the number
of steps that do not match the specification and therefore give no indication
about the severity of the privacy violation that occurred. For instance, the
severity of infringement of a trace with a large number of deviations, which



are however negligible from a privacy perspective, is much higher than the
severity of infringement of a trace with few, but very serious infringements.
This can be seen in Table 3.1 by comparing the results obtained using the
Levenshtein distance on the audit trails of Figure 2.3b and Figure 2.3d. Nev-
ertheless, one can clearly notice that the Levenshtein distance provides more
accurate values than the other sequence distance metrics. Actually, the Lev-
enshtein distance combines the features of both suppressing and replacing
distances with insertions.

Process fitness metrics seem to offer a slightly better quantification than
sequence distance metrics. However, this type of metrics (e.g., [61]) requires
that every task recorded in the audit log belongs to the process model, which
makes it impossible, for instance, to analyze the audit trail of Figure 2.3d.

Several algorithms for conformance checking relay on Petri Nets for the
specification of business processes (e.g., [3, 4, 61]). Usually, these proposals
as well as sequence distance metrics consider any (type of) deviation from
the specification equally, making the obtained measures meaningless from a
privacy perspective. To this end, we need metrics that are able to quantify
deviations from a privacy perspective. Such metrics may only be enabled
by using a notation for business processes that allows annotating activities
with input and output data types and user roles.

In this work, we use Colored Petri Nets (CPNs) [39, 41] to model busi-
ness processes. CPNs allow for the representation of data and roles which
have been recognized as key aspects for assessing the severity of privacy
infringements [12,40,63]. An overview of CPN is given in Section 4.1.



Chapter 4

Preliminaries

This section introduces some basic notions and notation used in the rest
of this work. First, we present an overview of Colored Petri Nets (CPNs)
[39,41], which are used as a foundation for the privacy compliance algorithm
proposed in this work. Then, we introduce a formalization for the notions
of activity and event log.

4.1 Colored Petri Nets

Colored Petri Nets (CPNs) [39, 41] is a formalism for modeling business
processes which extends Petri Nets for the representation of data flow and
complex systems by associating colors to tokens. The following definitions
are based on [39,41]. Let Σ be the universe of non-empty color sets.

Definition 4.1. A Colored Petri Net is a tuple N = (P, T,A,C,E,M,Y,M)
where:

1. P represents the set of places;

2. T represents the set of transitions, with P ∩ T = ∅;

3. A represents the set of arcs, with A ⊆ (P × T ) ∪ (T × P );

4. C represents the color sets of places and transitions, i.e. C : P ∪ T →
Σ;

5. E represents the arc inscriptions with E : A→ ΘΣ where E(p, t), E(t, p) :
C(t)→ µC(p);

6. M represents the set of markings, i.e. M = µ{(p, c)|p ∈ P, c ∈ C(p)};

7. Y represents the set of steps, i.e. Y = µ{(t, c)|t ∈ T, c ∈ C(t)};

8. M represents the current marking of N , i.e. M ∈M
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where ΘΣ is a function over Σ defined by ΘΣ = {X → Y |X,Y ∈ Σ} and
µX = {X → N} are multi-sets over a set X, where N is the set of natural
numbers.

Definition 4.2. Let N = (P, T,A,C,E,M,Y,M) be a CPN. The incre-
mental effects E+, E− : Y → M of the occurrence of a step Y are given
by:

1. E−(Y ) = Σ(t,c)∈Y Σ(p,t)∈A{p} × E(p, t)(c)

2. E+(Y ) = Σ(t,c)∈Y Σ(t,p)∈A{p} × E(t, p)(c)

E− defines the input arc inscriptions while E+ defines the output arc in-
scriptions.

Definition 4.3. Let N = (P, T,A,C,E,M,Y,M) be a CPN. A step Y ∈ Y
is enabled in marking M ∈M, written M [Y 〉, if E−(Y ) ⊆M . If step Y ∈ Y
of CPN N is enabled in marking M ∈ M, it may fire leading to marking
M ′ ∈M, written M [Y 〉M ′, with M ′ = (M \ E−(Y )) ∪ E+(Y ).

Definition 4.4. Let N = (P, T,A,C,E,M,Y,M) be a CPN and nodes
n, n′ ∈ T ∪ P . There exists a path from n to n′ iff there is a sequence
of arcs (n1, n2), (n2, n3), . . . , (nx−1, nx) with x > 1 where n = n1 ∧ n′ =
nx ∧ ∀1≤i<x(ni, ni+1) ∈ A holds. We denote the existance of a path from n
to n′ as n n′.

Definition 4.5. Let N = (P, T,A,C,E,M,Y,M) be a CPN and a node n ∈
T ∪ P . We define: (1) the input nodes of n, ◦n = {n′ ∈ T ∪ P |(n′, n) ∈ A};
(2) the output nodes of n, n◦ = {n′ ∈ T ∪ P |(n, n′) ∈ A}.

A CPN can be graphically represented as a bipartite multigraph, i.e. a
directed multigraph where the set of nodes is partitioned into two sets (places
and transitions). Figure 4.1 shows an example of CPN. Places represent a
condition in the process and are graphically depicted as ellipses (e.g., P1 );
transitions represent the events that may occur and are graphically depicted
as rectangles (e.g., Auth). A CPN may include two special types of places:
start places (denoted as pS) which are places with no incoming arcs, and
end places (denoted as pE) which are places with no outgoing arcs. In this
work we assume that the process has a single start place and a single end
place. Note that processes with multiple start places can be transformed
in a process having a single start place [49]. Moreover, we assume that the
model is sound [69] and does not contain duplicate transitions i.e., transitions
having the same name. Such petri-nets are also refereed to as unlabeled or
one-to-one labeled nets in existing literature [33, 37]. Indeed, transitions of
a process model are distinguishable by their identity, or unique position in
the model [61].
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Figure 4.1: CPN model containing two modules (Receptionist and GP)

The set of arcs A describes which places are pre- and/or post-conditions
for which transitions. Arcs are annotated with inscriptions used to specify
the behavior of transitions. Places can be marked with tokens. Each token
has a data value called token color. Token colors are indicated in a rectangu-
lar box next to the corresponding place; the number of tokens associated to
a place is indicated in the small circle next to the place. For instance, place
P1 in Figure 4.1 contains two tokens having the same color (i.e., “123”) and
different timestamps (i.e., 0 and 1). The data type of tokens in each place
is defined by the color set of the place. Intuitively, the color set of a place
specifies the type that tokens located in the corresponding place must have.
For instance, the color set of tokens in place P1 is represented by inscription
STRING. Operators ++ and ′ allow for the construction of a multi-set con-
sisting of token colors. The infix operator ′ determines the number of tokens
(left operand) having a given color (right operand). The infix operator ++
represents the union of distinct token colors into a multi-set. A distribution
of tokens over the places in a CPN model represents a marking.

A transition t ∈ T can occur when there exists a possible binding be-
tween the variables occurring in the incoming arc inscriptions and the token
colors in ◦t. If a transition can occur, it is called an enabled transition,
otherwise it is called a disabled transition. The occurrence of a transition
removes tokens (hereafter called consumable tokens) from each place in ◦t
and adds new tokens (hereafter called produced tokens) in each place in t◦.
Note that the occurrence of a transition is atomic and the order in which en-
abled transitions may occur is nondeterministic. The token colors removed
from input places and added to output places are determined by the arc
inscriptions.

CPN models can be constructed using a set of hierarchically related
modules. For instance, consider the Receptionist module delimited by a
dashed gray rectangle in Figure 4.1 and the GP module represented by the
elements outside the gray rectangle. They can be linked together to form
a medical treatment process from a hospital. The former module has a P2
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place which is labeled with a rectangular Out tag. This indicates that it is
an output port. Similarly, the GP module in Figure 4.1 has place P2 which
is labeled with an In tag, denoting that it is an input port. All ports of
one module form the interface of that module, through which it exchanges
tokens with other modules.

Figure 4.2 shows a hierarchical CPN model for the medical treatment
process in a hospital. The double boxes represent substitution transitions
that represent the Receptionist and GP modules from Figure 4.1. The ba-
sic idea of hierarchical models is to associate modules with substitution
transitions. The input places of a substitution transition are called input
sockets, while the output places are called output sockets. In order to asso-
ciate a module with a substitution transition, a port assignment has to be
performed, where the ports of the modules are associated with the corre-
sponding sockets. This can be done if a port and a socket have compatible
types (i.e., input ports to input sockets and output ports to output sockets)
and have the same color set.

4.2 Activities and Event Logs

A CPN model describes the order in which activities should be executed.
We assume that all activities in the process model are observable (i.e., they
are recorded by the system). An activity describes the execution of a task
together with the data items it uses and the role that the user who performs
the task should have. In this work, tasks are represented as CPN transitions
and roles as CPN modules. In particular, we assume a 1-to-1 correspondence
between modules and roles in the organization.

Data items correspond to token colors, while the types of data items (e.g.
ID-cards, medical records) are represented by color sets. For the purposes of
this work, we distinguish between input and output data items. Input data
items are represented by the tokens consumed by a transition. Output data
items are represented by tokens produced by a transition. The following
definition summarizes the above observations.



Definition 4.6. An activity a is a tuple (r, t, ι, o) where r is a role, t is a
transition, ι is the set of input data items and o is the set of output data
items.

In an operational business process, executed activities, called events, are
recorded in an audit log, also called event log [3].

Definition 4.7. An event e is a tuple (u, r, t, ι, o) where u is a user, r is
a role, t is a transition, ι is the set of input data items and o is the set of
output data items.

Intuitively, the execution of an activity results in an event recorded in the
event log, which indicates that user u holding role r has executed transition
t consuming data items ι and producing data items o. In this work we
assume the usage of a log format (e.g. RFC3881 [47]), which includes fields
containing these five information types used to describe an event tuple. The
following definitions are based on [5].

Definition 4.8. Let A be a set of activities. An event log over A is defined
as L = (E , C, α, γ,�), where:

• E is a finite set of events,

• C is a finite set of case identifiers,

• α : E → A is a function relating each event e = (u, r, t, ι, o) to an
activity α(e) = (r, t, ι, o),

• γ : E → C is a surjective function relating each event to a case,

• �⊆ E × E imposes a total ordering on the events in E. The ordering
is typically based on timestamps of events. For the sake of simplicity,
we use subscripts to indicate the ordering, i.e. given two events ei and
ej, ei � ej iff i > j.

Definition 4.9. Let A be a set of activities and L = (E , C, α, γ,�) be an
event log over A. Let c ∈ C be a case identifier. With λ, we denote the
ordered sequence of events of case c, i.e. λ = {e ∈ E|γ(e) = c}, where �
imposes a total ordering on the events in λ.

In this work we assume that a case corresponds to a single log trace,
representing a single execution of a process model. Each log trace is assumed
to be a finite sequence of events. In addition, we assume that conformance
is checked after the process execution has terminated. Accordingly, if an
event log does not include one or more transitions before the end place of
the process model, it represents a deviation from the specification.

For the sake of simplicity, in Chapters 5 and 6 of this work, we only
consider event logs comprising of a single case. It is trivial to generalize our
technique for event logs containing several cases. Therefore, the experimen-
tal validation uses logs containing multiple cases.





Chapter 5

Privacy Infringement
Identification

This chapter presents a novel conformance checking algorithm for detecting
privacy infringements based on [61]. Infringements are grouped into four
types of deviations from the process model i.e., insertions, suppressions,
replacements and re-orderings. The next section introduces our conformance
checking algorithm and design decisions. Sections 5.2 to 5.5 present the
phases of the algorithm. Finally, Section 5.6 concludes with a discussion on
the algorithm.

5.1 Design Decisions

The first step towards privacy infringement identification is to detect de-
viations of the actual behavior (i.e., event log) from the intended purpose
(i.e., process model). As discussed in previous sections, deviations can have
different types. Some works [4,5,68] consider two types of deviations which
is represented by: (1) executing additional activities than those specified in
the process model and (2) skipping activities from the process model. The
work in [14] also considers deviations caused by replacing activities from the
process model with other activities. Other works [2, 74] consider deviations
re-ordering activities, however, they over estimate the deviations caused by
replacements. In this work, we consider four types of deviations:

• insertion occurs when an activity is executed, but its execution is not
allowed by the process model;

• suppression occurs when an activity whose execution is required by
the process model is not executed;

• replacement occurs when an activity is executed instead of another
activity;
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Figure 5.1: Motivational example for pre-processing

• re-ordering occurs when the order in which activities are executed is
different than the order of the same activities specified in the process
model.

Notice that, although replacement and re-ordering can be seen as a com-
bination of insertions and suppressions, their privacy severity cannot be as-
sessed in terms of such a combination. For instance, when assessing the
severity of an infringement due to an insertion, one should consider which
activity (i.e., the combination of task, user, role, and data) has been exe-
cuted. Conversely, in a case of re-ordering, users might access data items
which may have not been normally available to them at a given point of the
process execution, leading to an unauthorized access. Therefore, only data
should be considered when the severity of re-orderings is assessed.

To identify deviations from the specification, we propose a conformance
checking technique based on [61]. In particular, the event log is replayed over
the process model to identify user behavior which is not compliant with the
intended behavior. In this work, non compliant behaviors are represented in
terms of remaining tokens (i.e., tokens that were left in the model after the
execution of the process) and missing tokens (i.e., tokens created artificially
for the successful execution of the process) similar to the approach in [61].

Conformance checking in [61] suffers drawbacks in terms of accuracy of
fitness measures [4]. This is due to a number of reasons. First, the metric
is sensitive to the process structure and does not consider all paths allowed
by the process model. Consider the example process model presented in
Figure 5.1. Suppose an event log for this model consists of three entries
corresponding to the execution of transitions A followed by B and then E.
Using the approach in [61], would result in a remaining token in place P3
and a missing token in place P4. The straightforward cause for both the
missing and remaining tokens is the fact that transition D was not executed,
i.e. suppressed. However, there is another alternative alignment of the log
and the process model, i.e. transition B was executed instead of C. In the
latter case the deviation is replacement which may have a different severity
than the former. In addition, [61] does not identify the type of deviation
that occurred for the measurement of fitness. Finally, [61] assumes that all
events in the log must have a counterpart in the process model, and every
node must be on some path from the start to the end of the process. This
assumption is too restrictive for our purposes. Indeed, we have to consider



# User Role Task Input Data Output Data

1 Alice R Auth {“123”} {“Smith-file”}
2 Bob GP Collect Symptoms {“Smith-file”} {“Head pain”}
3 Alice R Auth {“123”} {“Smith-file”}
4 Bob GP Diagnose {“Head pain”} {“Migraine”}
5 Bob GP Prescribe Treatment {“Migraine”} {“Smith-rec”}
6 Bob GP Prescribe Treatment {“Migraine”} {“Smith-rec”}
7 Bob GP Discharge {“Smith-rec”} {“Smith-inv”}

(a) Event Log 1

# User Role Task Input Data Output Data

1 Alice R Auth {“123”} {“Smith-file”}
2 Alice R Reschedule {“Smith-file”} {“smith@email.com”,

“29 Feb 2012”}
3 Bob GP Check Medical History {“Smith-med-hist”} {“Smith-med-hist”}
4 Alice R Send {“smith@email.com”} {“smith@email.com”}

5 Bob GP Discharge {“Smith-rec”} {“Smith-inv”}
6 Bob GP GP Accepts {“smith@email.com”,

“29 Feb 2012”}
{“Smith-rec”}

(b) Event Log 2

Figure 5.2: Example of event logs

cases, for instance, where a user performed a task which he was not allowed
to perform.

To overcome these drawbacks, we revise the technique in [61] in several
ways. We associate a counter to tokens to represent the time in which an
event occurred. This (together with the distinction between consumable
and produced tokens) allows the definition of patterns for the identification
of the type of deviation (Section 5.5). In addition, we will add activities in
isolation to the process model. Finally, conformance checking is performed
on all alternative paths rather than on the entire process model.

The privacy compliance checking proposed in this work comprises of the
following phases:

1. Pre-processing phase, in which alternative paths in the process model
are identified.

2. Simulation phase, in which the event log is replayed in the process
model;

3. Pairing phase, in which behaviors not compliant with the model are
detected;

4. Deviation identification phase in which non compliant behaviors are
categorized according to the type of deviation;

In the remainder of the section, we present each phase in detail using
the process model in Figure 4.1 and event logs in Figure 5.2. Note that we
disregard the identity and role held by the user in this example for the sake



of simplicity. However, adding these attributes would not change the way
in which deviations are detected.

5.2 Pre-processing Phase

The goal of the pre-processing phase is to identify alternative paths in the
process model. In particular, this phase consists of a non-disjoint “parti-
tioning” of the process model into sub-processes such that each sub-process
contains only paths defined in the original model and no two sub-processes
contain the same path. Alternative paths are created by places p such
as |p ◦ | > 1 (intuitively, such places correspond to exclusive gateways in
BPMN [1]). The partitioning is done by traversing the process model start-
ing from its start place, the only place containing a token in the initial
marking. Intuitively, when the pre-processing phase encounters an exclu-
sive gateway it creates separate sub-processes for each outgoing arc of the
gateway.

The pre-processing phase, however, does not unfold loops. This prevents
generating infinite process models. Loops in a process model correspond to
strongly connected components containing more than one place or transi-
tion. If an exclusive gateway appears inside a strongly connected component,
all output arcs are added to the same sub-process. This is because creat-
ing separate sub-models for each outgoing arc would change the semantic
meaning of the original process model. In other words, any execution trace
generated by the original process must be successfully replayed over one of
the sub-models.

A formal description of the pre-processing phase is described in Algo-
rithm 1. The algorithm receives a process modelN = (P, T,A,C,E,M,Y,M)
as input. The execution of the pre-processing phase starts with the parti-
tioning of the process model in a set of strongly connected components SCC.
This partitioning can be performed using Tarjan’s strongly connected com-
ponents algorithm [65]. Trajan’s algorithm creates a partitioning of the
graph formed by the vertices P ∪ T and arcs A. Note that a strongly con-
nected component can be composed of a single place or transition. Strongly
connected components with multiple places and transitions represent loops
in the process model.

An empty CPN model N1 is initialized and added to the output set of
CPN models N (lines 2-7). The next step is the initialization of the LIFO
stack S, which stores CPN and queue pairs (Ni, Qi), where Ni represents
a process model that has been identified as an alternative sub-process in
N and still needs to be processed. Qi is a FIFO queue of places from N
that are to be visited next and subsequently inserted into Ni. Therefore,
Q1 corresponding to the freshly initialized N1, comprises of place p, which
contains the token from the initial marking M0. Q1 is added together with



Algorithm 1 Pre-processing Phase
Input: CPN N = (P, T,A,C,E,M,Y,M0)
Output: N = {Ni|Ni = (Pi, Ti, Ai, C,E,M,Y,M0) ∧ i > 0} set of CPN models
1: let SCC = the partitioning of N into strongly connected components
2: let M1 = ∅
3: let P1 = ∅
4: let T1 = ∅
5: let A1 = ∅
6: let N1 = (P1, T1, A1, C,E,M,Y,M1)
7: let N = {N1}
8: let S = []
9: let Q1 = [pS ]

10: S.push((N1, Q1))
11: while S 6= [] do
12: let (Ni, Qi) = S.pop()
13: while Qi 6= [] do
14: let Ni = (Pi, Ti, Ai, C,E,M,Y,Mi)
15: let p = Qi.dequeue()
16: if p /∈ Pi then
17: let scc ∈ SCC s.t. p ∈ scc
18: Ni ← Ni ∪ scc
19: for all (t, p′) ∈ A s.t. t ∈ scc ∧ p′ /∈ scc do
20: Ai = Ai ∪ {(t, p′)}
21: Qi.enqueue(p

′)
22: end for
23: for all (p′, t) ∈ A s.t. p′ ∈ scc ∧ t /∈ scc do
24: let Nj = Ni

25: let Nj = (Pj , Tj , Aj , C,E,M,Y,Mj)
26: Tj ← Tj ∪ {t}
27: Aj ← Aj ∪ {(p′, t)}
28: let Qj = Qi

29: for all p′ ∈ t◦ do
30: Aj ← Aj ∪ {(t, p′)}
31: Qj .enqueue(p

′)
32: end for
33: S.push((Nj , Qj))
34: N ← N ∪ {Nj} \ {Ni}
35: end for
36: let (Ni, Qi) = S.pop()
37: end if
38: end while
39: Mi ←M0

40: end while

N1 to S (lines 8-10). A sub-process model Ni is completely extracted from
N when there are no more places in Qi (line 13).

Algorithm 1 continues by iterating over each sub-process model Ni and
its corresponding place queue Qi, from S. Places are dequeued from Qi until
a place p is found, which is not already in Ni (lines 15-16). Subsequently,
the strongly connected component scc that contains p is selected and all its
places and transitions are added to Ni, together with the arcs that connect
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Figure 5.3: Example of process model after the pre-processing phase

them (lines 17-18). The outgoing arcs from strongly connected components
can be of two kinds:

1. Arcs originating from a transition. These arcs are added to the set
of arcs Ai and the target places are enqueued in Qi (lines 19-22).
Intuitively, this construct represents an AND-gateway. Therefore, all
elements are added to the same sub-process model.

2. Arcs originating from a place. Each of these arcs are added to separate
copies of Ni, denoted by Nj . Intuitively, this represents an exclusive
gateway. All output places of t are enqueued in a copy of Qi, denoted
by Qj . Transition t and all its outgoing arcs are also added to Nj .
Afterwards, the new CPN Nj is added to N and the pair (Nj , Qj) is
pushed onto S (lines 23-35). Note that, since for each outgoing arc a
copy of Ni is created, there is no need for Ni in the output set N .

The output of the pre-processing algorithm is a set N , containing sub-
processes of N . The sub-processes obtained after the pre-processing phase
is applied to the model in Figure 4.1 are shown in Figure 5.3. The first
exclusive gateway from place P2 divides the original model into two sub-
processes. One branch of the second exclusive gateway from place P9 forms
a loop in the process model. Therefore, this gateway does not lead to an-
other division of two sub-processes. Instead, the strongly connected compo-
nent formed by places P9, P3, P6 and transitions Inspect, Diagnose and
PrescribeTreatment, is added to both sub-processes. Notice that, although
the loop is replicated in both sub-process models, such models do not have
any common path between the start and end places.



The pre-processing phase involves a purely structural approach which is
motivated by the example from Figure 5.1 discussed in Section 5.1. Algo-
rithm 1 traverses every strongly connected component of the input CPN in
a breadth-first order (FIFO queue), this ensures that every node is visited
only once. Note that the pre-processing phase does not have an impact on
the performance of our privacy compliance checking (besides the fact that
the checking has to be executed on possibly more than one process model).
Indeed, this phase is independent from the event log. Therefore, it needs to
be performed only once in the lifetime of the process specification. More-
over, note that the number of sub-processes resulting from the pre-processing
phase is finite as loops are not unfolded. In particular, the number of such
models is |T | in the worst case, where T is the set of transitions in the
process model received as input.

5.3 Simulation Phase

The goal of the simulation phase is to replay an event log λ over a process
model N . To facilitate the pairing phase (Section 5.4) and the identification
of the type of deviation (Section 5.5), we distinguish the set of consumable
tokens (denoted by Cons) and the set of produced tokens (denoted by Prod).
Tokens have the form of (p, c)@`, where p is the place containing the token
and c is the token color. Each token has a counter ` associated to it, which
is used to represent the sequence in which events occur. The counter defines
a total ordering on tokens: we say (p1, c1)@`1 < (p2, c2)@`2 if `1 < `2.

The replay of λ starts with the initial marking. Then, logged events
are fired one after another in N . Differently from [61], in our simulation
approach, tokens are not consumed by transitions. Instead, every event e
in λ leads to the generation of one consumable token in every place in ◦t
and one produced token in every place in t◦, where t is the transition in
e. If t does not belong to N , it is not performed by the intended role, or
accessed data are not as intended, a new activity representing the executed
event is added to the model in isolation (i.e., unconnected from the rest of
the model). This leads to a new model which extends N by making explicit
logged events that do not correspond to any activity in the process model.
Introducing transitions in isolation relaxes the assumption that the tasks in
the process model must be associated with the logged events [61], allowing
for a more accurate quantification of privacy infringements. Moreover, it
makes it possible to take into consideration factors such as the role held by
the user executing a certain task [12]. The output of the simulation phase is
a new process model obtained by replaying λ over N , the maximum counter
and sets of produced and consumable tokens.

The formal description of the simulation phase is presented in Algo-
rithm 2, where generation of tokens is represented using the new command.



Algorithm 2 Simulation Phase
Input: CPN N = (P, T,A,C,E,M,Y,M0), event log λ
Output: N1 = (P1, T1, A1, C,E,M,Y,M1) CPN after the simulation of λ,

Prod set of produced tokens, Cons set of consumable tokens
1: let T1 = T
2: let P1 = P
3: let A1 = A
4: let Prod = ∅
5: let Cons = ∅
6: let ` = 0
7: for all (p, c) ∈M0 do
8: Prod← Prod ∪ {(p, c)@`}
9: end for

10: while λ 6= null do
11: `← `+ 1
12: let λ = e.λ′

13: let e = (u, r, t, ι, o)
14: if (t 6∈ T ) ∨ (t.getModule() 6= r) ∨

(@Y ∈ Y s.t. ι = E−(Y )∧ (t, ι) ∈ Y )∨ (@Y ∈ Y s.t. o = E+(Y )∧ (t, o) ∈ Y ) then
15: T1 ← T1 ∪ {t}
16: let ◦t = {p|C(p) = ι ∧ p /∈ P1}
17: let t◦ = {p|C(p) = o ∧ p /∈ P1}
18: P1 ← P1 ∪ (◦t ∪ t◦)
19: A1 ← A1 ∪ ({(p, t)|p ∈ ◦t} ∪ {(t, p)|p ∈ t◦})
20: end if
21: for all p ∈ t◦ do
22: new (p, ι)@`
23: Cons← Cons ∪ {(p, ι)@`}
24: end for
25: for all p ∈ ◦t do
26: new (p, o)@`
27: Prod← Prod ∪ {(p, o)@`}
28: end for
29: λ← λ′

30: end while
31: `← `+ 1
32: for all p ∈ P do
33: if @t ∈ T s.t. (p, t) ∈ A then
34: new (p, ∗)@`
35: Cons← Cons ∪ {(p, ∗)@`}
36: end if
37: end for
38: let M1 = Prod ∪ Cons

After initializing CPN N1 and the counter ` (lines 1-6), the algorithm starts
by associating the current counter value to each token in the initial marking
M0. Subsequently, the tokens are added to Prod (lines 7-9). Then, the algo-
rithm extracts an event e from λ and determines the transition t associated
to e (lines 10-13). If such a transition does not correspond to a transition
belonging to N or it is not performed by the intended role or it accesses
more data items than specified in the process model, a new transition rep-
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Figure 5.4: Process model after simulation phases

resenting the executed transition is added to N1 in isolation (lines 14-20).
For each executed transition t, a new consumable token is added to every
place in ◦t (lines 21-24); similarly, a new produced token is added to every
place in t◦ (lines 25-28). These tokens are assigned the current value of the
counter, after which the global counter is incremented. After all the events
in λ have been processed, the algorithm adds consumable tokens in every
end place p ∈ N that does not have any outgoing arcs (lines 32-37). The
color of the tokens are wild-card values (∗) that match any other color value.
Intuitively, this step of the algorithm simulates the successful termination
of the process model execution.

The process models obtained by replaying the event logs in Figure 5.2
over our process models in Figure 5.3 are shown in Figure 5.4. Produced
tokens are indicated with a white background, while consumable tokens
are indicated with a gray background. Notice that transition check medical
history in Figure 5.4b is added in isolation. Here, we only present the replay
of the log in Figure 5.2a over one sub-process (Figure 5.4a), and the replay
of the log in Figure 5.2b over the other sub-process (Figure 5.4b). However,
in practice each log should be replayed over a separate instance of each
sub-process model N ∈ N . This will give |N | CPN models with associated
marking for each replayed log.

5.4 Pairing Phase

The aim of the pairing phase is to detect non conformant behaviors that
occurred in the execution of the process model. The basic idea is to identify
proper information flow by pairing produced and consumed tokens generated
in the simulation phase. Intuitively, a consumable and a produced token



Algorithm 3 Pairing Phase
Input: CPN N1 = (P1, T1, A1, C,E,M,Y,M1),

Prod set of produced tokens, Cons set of consumable tokens
Output: M2 = marking after token pairing
1: let Paired = ∅
2: for ` = 0 to max counter do
3: for all (p, c)@` ∈ Cons do
4: if ∃min(p, c)@`′ ∈ Prod s.t. `′ ≤ ` then
5: Paired← Paired ∪ {(p, c), (p, c)}
6: end if
7: end for
8: M2 ←M1 \ Paired
9: end for

match if (1) they are located in the same place, (2) they have equal token
color, and (3) the counter of the produced token is lower or equal than the
one of the consumable token. Paired tokens are removed from the marking.
The set of tokens that do not have a counterpart (hereafter called unpaired
tokens) correspond to non conformant behaviors. Unpaired tokens are used
in the next phase of the algorithm to identify the type of deviations.

The formal description of the pairing phase is presented in Algorithm 3.
The algorithm takes as input a process model N1, the sets of produced
Prod and consumable Cons tokens and the maximum value of the counter
resulting from the simulation phase. The pairing phase starts by initializing
a multi-set of tokens (Pairs) with the empty set (line 1). The algorithm
incrementally iterates over the token counter (line 2). For every consumable
token, the algorithm checks whether a produced token is located in the
same place p (line 3). If the produced token has the same color value and its
counter is lower than the counter of the consumable token, the two tokens
are paired and added to the Paired set. If the algorithm finds more than one
produced token satisfying these two conditions, it selects the one with the
lowest counter (lines 4-6). This indicates that when the output transition
of p was fired it consumed the oldest token available in p. Note that this
approach does not randomly choose one consumable token if several are
available, instead it adopts a First In First Out (FIFO) strategy for pairing
tokens.

The output of the algorithm is the marking M2, which consists of un-
paired tokens. The outcome of the pairing phase on the sub-process models
of Figure 5.4 is shown in Figure 5.5. Notice that, because of condition (3),
place P9 contains both a produced and a consumable token after the pairing
phase (Figure 5.5b).
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Figure 5.5: Example of process model after the pairing phase

Figure 5.6: Graphical representation of grouping

5.5 Deviation Identification Phase

The aim of the deviation identification phase is to identify the type of de-
viations that occurred. In particular, the deviation type is identified using
patterns based on unpaired tokens. In Section 5.5.1, the patterns are in-
troduced. In Section 5.5.2 we present the pattern identification process.
Before presenting the patterns and the identification process, we introduce
the following notation.

Definition 5.1. Let N = (P, T,A,C,E,M,Y,M0) be a CPN and Γ ⊆ T a
set of transitions. The input boundary of Γ is the set of places InΓ = ◦Γ\Γ◦.

Definition 5.2. Let N = (P, T,A,C,E,M,Y,M0) be a CPN and Γ ⊆ T a
set of transitions. The output boundary of Γ is the set of places OutΓ =
Γ ◦ \ ◦ Γ.

Definition 5.3. Let N = (P, T,A,C,E,M,Y,M0) be a CPN. Given a set
of transitions Γ ⊆ T with input boundary InΓ and output boundary OutΓ,
we say that Γ forms a grouping on N iff for all px ∈ InΓ and py ∈ OutΓ
there exists a path px  py s.t. all the transitions on the path belong to Γ.

Figure 5.6 represents a grouping together with its input and output
boundaries. The grouping is delimited by a dashed rectangle. The places
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on the left and right sides of the dashed rectangle form the input and out-
put boundaries of the grouping, respectively. Note that input and output
boundaries do not have to be disjoint sets.

5.5.1 Deviation Identification Patterns

In this section, we define four patterns based on the configuration of unpaired
tokens for the identification of insertions, suppressions, replacements and re-
orderings.

Definition 5.4 (Insertion Pattern). A set of transitions Γ ⊆ T is an
insertion if Γ is a grouping with input and output boundaries InΓ and OutΓ
respectively, and the following conditions hold:

1. every place pi ∈ InΓ contains a token (pi, ci)@`i ∈ Cons;

2. every place pj ∈ OutΓ contains a token (pj , cj)@`j ∈ Prod;

3. for all i and j, `i ≤ `j;

4. all places p ∈ {◦t∪ t◦ |t ∈ Γ}\ (InΓ∪OutΓ) do not contain any token.

Figure 5.7 focuses on a part of the process model from Figure 5.5a, which
contains a grouping {auth} that satisfies the insertion pattern. Indeed, the
token in the input boundary ({P1}) is a consumable token (1), and the
token in the output boundary ({P2}) is a produced token (2); in addition,
the counter of the former is equal to the counter of the latter (3). Condition
(4) trivially holds because auth is the only transition in the grouping. The
insertion can be easily verified by looking at the log in Figure 5.2a.

Definition 5.5 (Suppression Pattern). A set of transitions Γ ⊆ T is a
suppression if Γ is a grouping with input and output boundaries InΓ and
OutΓ respectively, and the following conditions hold:

1. every place pi ∈ InΓ contains a token (pi, ci)@`i ∈ Prod;

2. every place pj ∈ OutΓ contains a token (pj , cj)@`j ∈ Cons;

3. all places p ∈ {◦t∪ t ◦ |t ∈ Γ} \ (InΓ∪OutΓ) do not contain any token.
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Figure 5.8 focuses on a part of the process model from Figure 5.5a, which
contains the grouping {inspect, diagnose} that satisfies the suppression pat-
tern. Indeed, the grouping contains (1) a produced token in all places in its
input boundary ({P9}), (2) a consumable token in all places in its output
boundary ({P6}), and (3) all other places connected to the transitions in
the grouping ({P3}) do not contain any token. Note that this configuration
of tokens also represents an insertion of transition prescribe treatment. This
double interpretation is due to the loop. In the pattern identification process
(Section 5.5.2), we discuss how to deal with these situations.

Definition 5.6 (Replacement Pattern). A set of transitions ΓS ⊂ T are
replaced by a set of transitions ΓI ⊂ T if the following conditions hold:

1. ΓS satisfies the conditions of the suppression pattern with tokens (pi, ci)@`i ∈
Prod s.t. pi ∈ InΓS

, and tokens (pj , cj)@`j ∈ Cons s.t. pj ∈ OutΓS
;

2. ΓI satisfies the conditions of the insertion pattern with tokens (pk, ck)@`k ∈
Cons s.t. pk ∈ InΓI

and tokens (pl, cl)@`l ∈ Prod s.t. pl ∈ OutΓI
;

3. for all i, j, k and l, `i < `k ≤ `l < `j;

Intuitively, a replacement consists of a suppression and an insertion such
that the insertion occurs within the time interval in which the suppression
occurred. The counter values of the insertion and suppression must sat-
isfy the previously mentioned condition. Figure 5.9 focuses on a part of
Figure 5.5b, where grouping {check date} is a suppression (1). Moreover,
grouping {check medical history} is an insertion (2). Since the counters of
the tokens in places P9, P10, P11, and P12 satisfy condition (3), we can
conclude that check date was replaced by check medical history.

Definition 5.7 (Re-ordering Pattern). A set of transitions Υ ⊆ T are
re-ordered if the order in which transitions are executed is different than
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the order of the same transitions in the process model. A re-ordering is
characterized by the existence of places p ∈ P such that p contains tokens
(p, c)@`i ∈ Prod and (p, c)@`j ∈ Cons s.t. `j < `i.

The re-ordering pattern makes it possible only to identify that a re-
ordering occurred. To determine which transitions have been re-ordered, it
is necessary to analyze the event log and token counters. Let p be a place
that contains two tokens satisfying the re-ordering pattern. The correspond-
ing re-ordered activities are identified by determining the longest path from
p in the model such that it only contains transitions corresponding to events
which occurred in the interval defined by the counters of the tokens used to
identify the deviation. The algorithm used to identify the re-ordered tran-
sitions is given in Section 5.5.2. Intuitively, the algorithm identifies a path
containing one or more transitions that were executed before another transi-
tion that precedes all of them in the specification. For example, if a process
model allows only the execution of the sequence of transitions [A,B,C].
Then the two traces containing the sequences of transitions [B,C,A] and
[C,B,A] involve 1, respectively 2 re-orderings. However, note that the re-
ordering in the former trace also involves two transitions, i.e. B and C.

Figure 5.10 focuses on a part of Figure 5.5b, showing place P9 that
contains a consumable and a produced token such that the counter of the
former is lower than the counter of the latter. By comparing the counter of
these tokens with the log in Figure 5.2b, we can conclude that transitions
discharge and GP accepts occurred in inverted order.

5.5.2 Pattern Identification Process

The formal description of the deviation type identification phase is presented
in Algorithm 4. The input of the algorithm is the process model N1 output
by the simulation phase, having marking M2 output by the pairing phase.

Identified deviations are stored into a deviation list ∆. A deviation
in ∆ is a tuple (δ, χ, ξ, C,R) where δ is the deviation type, and χ, ξ, C
and R are sets of activities, log events, consumable and produced tokens
that satisfy the pattern, respectively. Every deviation list is associated to
a marking M , which contains all tokens to be analyzed. If the selected
token, in combination with (possibly) different sets of tokens, satisfies the
conditions of more than one pattern, a copy of the deviation list for each



Algorithm 4 Deviation Type Identification Phase
Input: CPN N = (P, T,A,C,E,M,Y,M), event log λ
Output: D = {∆i|i > 0} = set of deviation lists
1: let ∆ = ∅
2: let S = []
3: S.push((∆,M))
4: while S 6= [] do
5: (∆i,Mi)← S.pop()
6: for ` = 0 to max counter do
7: let (p, c)@` ∈Mi

8: let G = {Γ| grouping Γ ⊆ T ∧ (p, c)@` ∈ InΓ}
9: if G 6= ∅ then

10: for all Γ ∈ G do
11: if (p, c)@` ∈ Cons then
12: (δ, χ, ξ, C,R,Mj)← findInsertion((P, T,A,C,E,M,Y,Mi), λ, (p, c)@`,Γ)
13: else if (p, c)@` ∈ Prod then
14: (δ, χ, ξ, C,R,Mj)← findSuppression((P, T,A,C,E,M,Y,Mi), λ, (p, c)@`,Γ)
15: end if
16: let ∆j = ∆i ∪ {((δ, χ, ξ, C,R),Mj)}
17: S.push((∆j ,Mj))
18: end for
19: (∆i,Mi)← S.pop()
20: end if
21: if ∃(p, c)@` ∈ Cons, (p, c)@`′ ∈ Prod, ` < `′ then
22: (χ, ξ)← findReordering(N,λ, (p, c)@`, (p, c)@`′)
23: ∆i ← ∆i ∪ {(re-ordering, χ, ξ, {(p, c)@`}, {(p, c)@`′)}}
24: Mi ←Mi \ {(p, c)@`, (p, c)@`′)}
25: end if
26: end for
27: for all (insertion, χ, ξ, C,R), (suppression, χ′, ξ′, C′, R′) ∈ ∆i do
28: if (max(`i)|(pi, ci)@`i ∈ R′ < min(`k)|(pk, ck)@`k ∈ C) ∧

(max(`l)|(pl, cl)@`l ∈ R < max(`j)|(pj , cj)@`j ∈ C′) then
29: ∆i ← ∆i \ {(insertion, χ, ξ, C,R), (suppression, χ′, ξ′, C′, R′)}
30: ∆i ← ∆i ∪ {(replacement, χ′, ξ, C ∪ C′, R ∪R′)}
31: end if
32: end for
33: end while

pattern is created together with the corresponding marking; each identified
pattern is stored in a separate deviation list. The LIFO stack S stores
deviation list and associated marking pairs (∆,M). The first element pushed
onto S is an empty deviation list and the given marking of the input process
model (lines 1-3).

Deviations are identified in two steps: first, insertions, suppressions and
re-orderings, then replacements. Insertions, suppressions and re-orderings
are identified by iterating over all token counter values starting from the to-
ken with the lowest counter in the current marking (lines 5-6). The group-
ings that contain the current token on their input boundaries are identi-
fied (lines 7-8). Auxiliary functions are used for detecting insertions and
suppressions, i.e. findInsertion (Algorithm 5), respectively findSuppression



Algorithm 5 findInsertion function
Input: N = (P, T,A,C,E,M,Y,Mi), event log λ, token (p, c)@`, grouping Γ
Output: deviation (insertion, χ, ξ, C, R), marking Mj

1: let χ = ε
2: let ξ = ε
3: let C = {(p′, c′)@`′|p′ ∈ InΓ ∧ (p′, c′)@`′ ∈ Cons}
4: let R = {(p′, c′)@`′|p′ ∈ OutΓ ∧ (p′, c′)@`′ ∈ Prod}
5: let M ′ = Mi

6: while ∃Y ∈ Y s.t. M ′[Y 〉 ∧ (t, c) ∈ Y ∧ t ∈ Γ do
7: let M ′[Y 〉M ′′
8: for all ei ∈ [e`, . . . , e`′ ] do
9: let (ui, ri, ti, ιi, oi) = ei

10: if (ti = t) ∧ (ri = t.getModule()) ∧ (ιi = E−(Y )) ∧ (oi = E+(Y )) then
11: ξ ← ξ.ei
12: end if
13: end for
14: M ′ ←M ′′

15: end while
16: let removeTokens = true
17: for all p ∈ OutΓ do
18: if ∃(p, c)@`1 ∈ Cons, (p, c)@`2 ∈ Prod s.t. `1 < `2 then
19: removeTokens← false
20: C ← {(p′, c′)@`′|p′ ∈ OutΓ ∧ (p′, c′)@`′ ∈ Cons}
21: end if
22: end for
23: if removeTokens = true then
24: let Mj ←Mi \ {C ∪R}
25: else
26: let Mj ←M ′

27: end if

(Algorithm 6). Both functions take as input a process model having the
current marking Mi, the log, the current token and grouping. Marking up-
dates are performed on Mj , a copy of Mi. After an inserted (suppressed)
grouping Γ has been identified, the consumable (produced) tokens from InΓ

are used to fire the inserted (suppressed) transitions from Γ. Such tokens
flow in the process model until they reach places containing produced (con-
sumable) tokens in OutΓ (lines 6-15 in Algorithm 5, respectively lines 6-13 in
Algorithm 6). If the counters of the consumable tokens are higher or equal
to the counters of the produced tokens, then the tokens are removed from
the marking; otherwise, they are used to identify a re-ordering (lines 16-27
in Algorithm 5 and lines 14-24 in Algorithm 6). The return value of both
functions is a deviation tuple and an updated marking Mj . The extracted
deviation is added to a copy of the current deviation list ∆j . Subsequently,
the pair (∆j ,Mj) is pushed onto stack S (lines 10-18).

Re-orderings are identified when a place contains a pair of consumable-
produced tokens satisfying the re-ordering pattern. Auxiliary function find-
Reordering (Algorithm 7) is used to identify the set of events ξ, that were



Algorithm 6 findSuppression function
Input: N = (P, T,A,C,E,M,Y,Mi) token (p, c)@`, grouping Γ
Output: deviation (suppression, χ, ξ, C, R), marking Mj

1: let χ = ε
2: let ξ = ε
3: let C = {(p′, c′)@`′|p′ ∈ InΓ}
4: let R = {(p′, c′)@`′|p′ ∈ OutΓ}
5: let M ′ ←Mi

6: while ∃Y ∈ Y s.t. M ′[Y 〉 ∧ (t, c) ∈ Y ∧ t ∈ Γ do
7: let M ′[Y 〉M ′′
8: for all (t, c) ∈ Y do
9: let a← (t.getModule(), t, E−(Y ), E+(Y ))

10: χ← χ.a
11: end for
12: M ′ ←M ′′

13: end while
14: let removeTokens = true
15: for all p ∈ OutΓ do
16: if ∃(p, c)@`1 ∈ Cons, (p, c)@`2 ∈ Prod s.t. `1 < `2 then
17: removeTokens← false
18: end if
19: end for
20: if removeTokens = true then
21: let Mj ←Mi \ {C ∪R}
22: else
23: let Mj ←M ′

24: end if

executed out of order and the corresponding set of activities χ. The func-
tion starts with initialization (lines 1-5 in Algorithm 7); the set of re-ordered
events and activities are initialized with sets containing only event e`, re-
spectively activity α(e`). Then every event having index between ` and `′

is analyzed, except events which are part of an insertion deviation recorded
in one of the entries of ∆ (lines 6-8 in Algorithm 7). Intuitively, it would
be incorrect to consider inserted events, because it would mean that they
are counted twice (i.e., both as insertions and re-orderings). If the task as-
sociated to the current event has an input place in common with an output
place of the task associated to the previous event added in ξ, then the cur-
rent event is also added in ξ. Subsequently, the activity to which function
α maps the current event is added to χ (lines 9-14 in Algorithm 7). After-
wards, the type identification phase (Algorithm 4) continues by adding the
re-ordering deviation to ∆. The tokens forming the pattern are removed
from the corresponding marking (lines 21-25).

Replacements are identified by checking deviations lists. In particular, a
replacement is identified if there exist an insertion and a suppression in the
deviation list such that the insertion occurred within the time interval that
the suppression occurred. If such a pattern is detected, the corresponding
insertions and suppressions are removed from the list, and a replacement



Algorithm 7 findReordering function
Input: CPN N = (P, T,A,C,E,M,Y,M), event log λ, consumable token (p, c)@`, pro-

duced token (p, c)@`′, deviation list ∆
Output: ξ set of re-ordered events, χ set of reordered activities
1: let I = {e ∈ λ|e is part of an insertion deviation from ∆}
2: let ξ = {e`}
3: let χ = {α(e`)}
4: let ec ← e`
5: let (uc, rc, tc, ιc, oc) = ec
6: for k = `+ 1 to `′ − 1 do
7: if ek /∈ I then
8: let (uk, rk, tk, ιk, ok) = ek
9: if (tc, p), (p, tk) ∈ A then

10: ec ← ek
11: (uc, rc, tc, ιc, oc)← ec
12: ξ ← ξ ∪ {ec}
13: χ← χ ∪ {α(ec)}
14: end if
15: end if
16: end for

D set of deviation lists

Deviation list ∆1

1 insertion ε {e3} {(P1,
“123”)@3}

{(P2,
”Smith”)@3}

2 insertion ε {e6} {(P6, “Mi-
graine”)@6}

{(P9, “Smith-
rec”)@6}

Deviation list ∆′1
1 insertion ε {e3} {(P1,

“123”)@3}
{(P2,
”Smith”)@3}

2 suppression {a1, a2} ε {(P6, “Mi-
graine”)@6}

{(P9, “Smith-
rec”)@6}

Figure 5.11: Set of deviation lists for the process model in Figure 5.5a

is added to the same list (lines 27-32). The output of the deviation type
identification phase is a set of deviation lists D.

Figure 5.11 shows the set of deviation lists D obtained after running the
identification phase on the output of the pairing phase presented in Fig-
ure 5.5a. The configuration from Figure 5.5a was obtained after running
the simulation and pairing phases with the CPN from Figure 5.3a and the
event log from Figure 5.2a as inputs. The deviation identification phase
starts by identifying the insertion pattern on the grouping formed by tran-
sition auth. This insertion can be easily seen at the third entry e3 of the
event log from Figure 5.2a. The entry (insertion, ε, {e3}, {(P1, ”123”)@3},



D set of deviation lists

Deviation list ∆2

1 suppression {a3} ε {(P7, “29 Feb
2012”)@6}

{(P4, “29 Feb
2012”)@2}

2 insertion ε {e3} {(P11,
“Smith-med-
hist”)@3}

{(P12,
“Smith-med-
hist”)@3}

3 re-ordering {α(e5)} {e5} {(P9, “Smith-
rec”)@5}

{(P9, “Smith-
rec”)@6}

(a) Deviation list ∆2 before detecting replacements

D set of deviation lists

Deviation list ∆2

1 replacement {a3} {e3} {(P11,
“Smith-med-
hist”)@3,
(P7, “29 Feb
2012”)@6}

{(P4, “29 Feb
2012”)@2,
(P12,
“Smith-med-
hist”)@3}

2 re-ordering {α(e5)} {e5} {(P9, “Smith-
rec”)@5}

{(P9, “Smith-
rec”)@6}

(b) Deviation list ∆2 after detecting replacements

Figure 5.12: Deviation list obtained from the process model in Figure 5.5b

{(P2, ”Smith”)@3}) is added to ∆1 and the two tokens from P1 and P2
are removed from the marking. The algorithm continues with the token
from place P6. At this point the grouping {prescribe treatment} satisfies
the insertion pattern and the grouping {inspect, diagnose} satisfies the sup-
pression pattern. These two alignment variants are easily identified by look-
ing at the sixth event e6 in the event log from Figure 5.2a. The former
alignment may be done by removing event e6 from the log. The latter align-
ment would require adding event a1 = (GP, Inspect, {(P9, “Smith-rec”)@6},
{(P3, ”Smith-sno”)@3}) and a2 = (GP, Diagnose, {(P3, ”Smith-sno”)@3},
{(P6, “Migraine”)@6}) before event e6. Therefore, the deviation list is du-
plicated and after adding one pattern to each list we obtain deviations lists
∆1 and ∆′1 from Figure 5.11. Subsequently, tokens from P6 and P9 are
removed from the marking.

Figure 5.12 shows the set of deviation lists D obtained after the identi-
fication phase on the output of the pairing phase presented in Figure 5.5b.
The configuration in Figure 5.5b was obtained after running the simula-
tion and pairing phases with the CPN from Figure 5.3b and the event log
from Figure 5.2b as inputs. The deviation identification algorithm starts by
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Figure 5.13: Limitation of pre-processing

identifying the suppression of activity a3 = (R, Check Date, {(P4, “29 Feb
2012”)@2}, {(P7, “29 Feb 2012”)@6}). The algorithm continues to identify
the insertion of event e3 in the event log from Figure 5.2b. From the same
event log it can be seen that event e5 corresponding to a discharge of the
patient should have been executed after the GP accepted the appointment
date in event e6. This indicates a re-ordering deviation of event e5. After
the deviation identification phase detects all insertions, suppressions and re-
orderings in this example, the set of deviation lists D from Figure 5.12a is
obtained. D contains a single deviation list ∆2. Then the algorithm contin-
ues by checking if the insertion and suppression in ∆2 satisfy the conditions
for replacement. Indeed the constraint on the counter values is satisfied,
therefore it removes the first two entries from ∆2 and adds a single entry
corresponding to replacement. Semantically this replacement indicates that
instead of the receptionist checking the date of the appointment, the GP
accessed the medical history of the patient. After detecting replacements
∆2 becomes as shown in Figure 5.12b.

5.6 Discussion

This section elaborates on the limitations faced by our approach. It also
provides a discussion on the completeness of the conformance checking al-
gorithm presented previously in this chapter.

One limitation of the pre-processing phase is that exclusive gateways
which appear inside loops in the original process model cannot be eliminated
by creating separate sub-models for each outgoing arc of the gateway. This
is because the original model would allow behaviors that are not permitted
by any sub-model. Therefore, not all possible alternative deviations of the
process model and the audit log can be found. In order words, in case of
process models which include exclusive gateways inside loops we consider
only a subset of possible alignments.

Consider the process model in Figure 5.13. This model is derived from
the one in Figure 5.1 except that it also includes a loop. Applying our
algorithm on the example from Figure 5.13 does not identify all possible
alternative deviation types that may have produced a given event log. For



example a log trace composed of three transitions A, B and E can be con-
sidered to have two possible alternative deviation types: (1) a suppression
of D and (2) a replacement of C by B. The latter alignment is not found
on the model from Figure 5.13 using our algorithm. The incompleteness
appears only when process models contain exclusive gateways inside loops.
This is because of the loop, which prevents the pre-processing phase from
“partitioning” the process model into two separate sub-models. The lack of
completeness implies that not all possible infringements are detected by our
algorithm, if the process model contains exclusive gateways inside loops.





Chapter 6

Privacy Infringement
Quantification

This chapter presents a technique for quantifying privacy infringements.
First, it presents the framework for quantification based on several privacy
factors. Then, a privacy metric that combines the different factors is pre-
sented. Finally, it shows how the privacy metric can be used to quantify
deviations identified by the algorithm presented in Chapter 5.

6.1 Privacy Factors

Conformance metrics have been proposed to detect system behaviors that
do not conform to specifications. However, existing metrics (e.g., [14,58,61])
often consider any (type of) deviation from the specification equally, making
the obtained measures meaningless from a privacy perspective.

The application of existing compliance metrics to our case study has
shown that considering only information about the tasks associated to the
performed activities is not sufficient to assess the severity of privacy infringe-
ments; additional information has to be taken into account. However, this
information should be available for analysis. As described in Section 4.2, au-
dit logs offer some important information in this sense. Accordingly, we have
identified three factors for assessing the severity of privacy infringements: (i)
user factor, (ii) action factor, and (iii) data factor. In the remainder of this
section, we discuss these factors.

6.1.1 Data Factor

Personal data play a central role in privacy. Privacy and data protection
regulations impose that personal data are relevant with respect to the pur-
pose for which they are collected and processed [29]. In the scenario from
Section 2.3, doctors should only access data relevant for medical treatment.

51



However, this is not the case in the audit trail of Figure 2.3d in which Mal-
lory accessed the financial information of the patient. Since there is no need
for such information in the provision of healthcare treatment, this quali-
fies Mallory’s behavior as a privacy violation. This simple example shows
the importance of determining which data items have been accessed in the
detection and investigation of privacy infringements.

However, certain data items may be particularly sensitive for the data
subject. Therefore, the disclosure of different data items should not count
equally. There exist a number of qualitative and quantitative approaches
which aim to quantify the sensitivity of personal data in order to regulate
their disclosure. For example, in [66] users can declare their privacy prefer-
ences by specifying if data can be disclosed freely, on a need to know basis,
or if they should not be given. In [48], users can specify privacy penalties
that represent the cost of disclosing information.

To quantify unauthorized access to data and therefore the amount of
privacy loss caused by an infringement, we introduce the notion of privacy
weight. Similarly to [48], privacy weights are data subject preferences and
represent the cost of using a certain personal data item in the execution of
the process according to his judgment. In particular, the higher the privacy
weight of a data item is, the less a user wishes to disclose that item.

6.1.2 User Factor

Another main factor for assessing the severity of privacy infringements is the
user who performed the activity. Indeed, when the break-the-glass mech-
anism is invoked, any user can gain access to patient data. As shown in
Section 3.4, some infringements can be detected only by taking into account
the user who executed the activity, i.e. the activity identifier is not enough
to detect infringements. In particular, the role that the user held at the time
the activity was performed allows for a more accurate detection of privacy
infringements. A role describes job functions and responsibilities within an
organization and is usually associated with the set of access rights neces-
sary to achieve assigned duties. If a activity is performed by a user that
held a role different from what is defined in the specification, there is a risk
of data misuse and therefore this situation should be accounted for as an
infringement.

However, not all the situations in which the activity is executed by a user
holding a role different from the one specified in the process specification
may present the same risk level. For instance, in our scenario, only doctors
and lab technicians can access test results. Suppose now that a nurse and
a receptionist accessed test results. The severity of the infringement should
be higher in the second case. Indeed, a nurse could have accessed test
results because a patient needs immediate attention and no doctors are
available. Therefore, the semantic distance [15] between the role of the user



actually executing the activity and the role associated to the activity in the
specification should be considered to better quantify deviations from the
process specification.

Several existing methods can be used to compute the semantic similarity
between two terms. For instance, depth length similarity [54] uses the infor-
mation content of the least common subsumer. Path length similarity [54]
computes the shortest path between two concepts in an ontology. Syntactic
similarity [52] uses lexical databases such as WordNet [50] together with the
Jaro distance [38]. These similarity measures can be used and combined to
yield more precise values. For instance, context similarity measures the sim-
ilarity of two domain ontologies by considering the similarity of their root
nodes. Neighborhood similarity is computed by taking the average of sim-
ilarity between the parents and children of two concepts. In this work, we
use the Latent Semantic Analysis (LSA) [42], a semantic relatedness metric
which uses a high-dimensional linear associative model to assess the simi-
larity of words. In particular, LSA is used to assess the semantic similarity
between the role held by the user who performed the activity and the role
associated to the activity in the specification (see Section 6.2).

Another important aspect for quantifying privacy infringements is the
trustworthiness of the user who performed the activity. Intuitively, devia-
tions from the specification caused by untrusted users present a higher risk
of privacy loss. Consider, for instance, the audit trail in Figure 2.3d. Here,
Mallory, who had previously been convicted for fraud, accessed the patient’s
financial information. Given Mallory’s past behavior, he is most likely to
use this information for illegitimate purposes. To capture these concerns in
the assessment of the severity of infringements, we employ the concept of
reputation. Reputation is a measure of the trustworthiness of users based on
their past behavior [60]. This measure should be used to boost the severity
of the infringement. In particular, the lower the reputation of the user is,
the higher the risk of privacy loss is.

6.1.3 Action Factor

The action factor refers to the task associated to an activity performed by
users during the execution of a process. A user may not necessarily follow the
process specification, for instance, in emergency situations. As discussed in
Section 3.3, existing conformance metrics consider this factor when checking
compliance. However, these metrics evaluate every deviation equally. A
more accurate measurement of the severity of privacy infringements requires
taking into account which tasks have been executed by the users.

Consider, for example, the process in Figure 2.2 and the correct audit
trail in Figure 2.3a. If the doctor, instead of executing the task of prescribing
a medical treatment (D04), executes a slightly different task (e.g., provid-
ing the medical treatment using the medical supplies available in his own



office), this would certainly not qualify as a serious privacy infringement.
In contrast, if the doctor executes a significantly different task (instead of
D04) like assessing the financial credentials of the patient, this should be
accounted for as a severe privacy infringement.

This simple example shows that the semantic difference between the
task defined in the process specification and the task which has actually been
performed has a considerable impact on the severity of the infringement. The
semantic distance between two tasks can be computed using the measures of
semantic relatedness used to compute semantic distance between two roles.

6.2 Privacy Metric

In this section, we present how sequence distance metrics and, in particular,
the Levenshtein distance can be improved in order to assess the severity of
privacy infringements using the privacy factors presented in the previous
section. We chose the Levenshtein distance because it is a sequence distance
metric that better discriminates infringements (Section 3.3). However, the
other sequence distance metrics can be extended in a similar way.

The Levenshtein distance, as well as other conformance metrics, only
considers the sequence of activities when quantifying the deviation of the
actual user behavior from the expected behavior. As a result, any deviation
from the specification is counted as 1, making the obtained values meaning-
less from a privacy perspective. The basic idea is to replace the constant
factor 1 in the Levenshtein distance with the extent of the deviation obtained
using the privacy factors.

To this end, a conformance metric should take as input all available
information about the actual user behavior and process specification. As
described our privacy model for purpose control (Section 2.2), the user be-
havior is captured in audit logs. From Definition 4.7 we know that each log
event includes information about the activity that was executed, the user
who executed it, the role held by the user at the time the activity was exe-
cuted, the task associated to the activity and the data items accessed during
its execution. The expected behavior is described by the set of valid traces,
that is, the traces that can be generated by the process model.

Now, we provide the notation used in the metric:

• ρ ∈ [0, 1] is the reputation of the user performing the activity where 1
means very good and 0 very bad.

• sR ∈ [0, 1] is the semantic distance between the role of the user exe-
cuting the activity and the role associated to the activity in the spec-
ification (0 means that the two roles are semantically equivalent and
1 that they are completely incompatible);



• sT ∈ [0, 1] is the semantic distance between the task associated to the
activity and the and the task associated to the activity defined in the
specification (0 means that the two tasks are semantically equivalent
and 1 that they are completely incompatible);

• Ω ∈ R+ represents the penalty due to unauthorized access to data.

The computation of Ω requires considering three sets of data items:

• Λ: the set of data items that a user is allowed to access in order to
execute the activity. In particular, Λ is equal to the set of data items
linked to the activity in the process model if the user holds the role
associated to the activity in the model. Otherwise, Λ is the empty
set; indeed, in this case the user should not have executed the activity
and, therefore, should not have accessed the data.

• Π: the set of data items accessed during the actual execution of the
activity.

• Ku: the set of data items previously accessed by user u.

Penalty Ω is the sum of the privacy weights of the data items accessed
during the actual execution of the activity which were not supposed to be
accessed according to the specification and were not already accessed by the
user. The privacy weight represents the sensitivity of data, for instance, as
defined in HL-7 [31]. This intuition can be formally represented as

Ω =
∑

ωi∈Π\(Λ∪Ku)

ωi (6.1)

As done in sequence distance metrics, we analyze an element of a valid
trace and a log entry at a time. Given an activity a ∈ A and a log entry
e ∈ E , the severity of the infringement Φ(a, e) is defined as follows:

Φ(a, e) = (c1 − c2ρ)[(1 + c3sR)(1 + c4sT )(1 + c5Ω)− 1] (6.2)

where ci ∈ R+, i ∈ {1, ..., 5} are constants and c1 > c2. The rationale
of this metric is that the role distance, task distance and sum of privacy
weights determine the severity of the infringement. The relevance of these
factors on the severity is determined by constants c3, c4 and c5, respectively.
The reputation of the user performing the activity scales the effects of all
other inputs. The constraint c1 > c2 is needed to capture the infringement
when a user with high reputation (ρ = 1) deviates from the specification.
Intuitively, the reason for including all combinations between the privacy
factors in equation 6.2, prevents the quantification from being nullified in
case one of the factors is zero. For example, if Φ would consist of the
simple multiplication of the four privacy factors, then the quantification of



a deviation that only involved unauthorized access to data items, would be
zero, provided that the role or task are conformant to the business process
specifications. Note that the metric described in equation 6.2 encompasses
both objective factors (i.e. user role, action and data) and subjective factors
(i.e. user reputation).

The severity of a privacy infringement recorded in a log can be assessed
by combining the Levenshtein distance with metric Φ. The revisited Leven-
shtein distance can be represented as follows:

dΦ
L(aσ, ε) =

{
Φ(a,⊥) if σ = ε

Φ(a,⊥) + dΦ
L(σ, ε) if σ 6= ε

dΦ
L(ε, bσ) =

{
Φ(⊥, b) if σ = ε

Φ(⊥, b) + dΦ
L(ε, σ) if σ 6= ε

dΦ
L(aσ, bσ′) =

{
dΦ
L(σ, σ′) if a = b

1 + min(dΦ
L(σ, σ′), dΦ

L(aσ, σ′), dΦ
L(σ, bσ′)) if a 6= b

(6.3)
where ε denotes an empty sequence, aσ represents a valid execution sequence
of activities and bσ′ the log. The first two rules address the situation in
which the two sequences have a different length. To enable the comparison
between a sequence of activities (events) and the empty sequence, an activity
(event) is associated to “⊥”, which represents the default activity (event).
The default activity (event) is maximally distant from any other activity
(event). Similarly, when an additional activity is expected to be executed
(second rule), we assume that such an activity has not been executed by an
untrusted user.

6.3 The Quantification Phase

The purpose of the quantification phase is to measure the severity of the
privacy infringement recorded in an event log (if the severity is 0, no in-
fringement occurred). The severity assessment is performed by quantifying
the deviation lists associated to the event log using metric dΦ

L. In particular,
this approach to privacy infringement quantification, which is based on fit-
ness metrics does not require generating all possible sequences of activities
from the process specification as was the case for sequence distance metrics.
The inputs to the dΦ

L metric are only sub-sequences of activities and log
events that were extracted by the privacy compliance checking algorithm.
Moreover, this approach to privacy infringement quantification is able to
distinguish re-orderings, while the approach in Section 6.2 cannot.

The formal description of the quantification phase is presented in Algo-
rithm 8. Every deviation list ∆ is traversed separately and dΦ

L is applied to
each deviation in the list:



Algorithm 8 Quantification Phase
Input: Set of deviation lists D
Output: Ψ = {ψi|i > 0} severity of the privacy infringement for each deviation list in D
1: for all ∆i ∈ D do
2: let ψi = 0
3: for all (δ, χ, ξ, C,R) ∈ ∆i do
4: ψi ← ψi + dΦ

L(χ, ξ)
5: end for
6: Ψ← Ψ ∪ {ψi}
7: end for

• The insertion of a sequence of events ξ ⊂ E is quantified against the
empty sequence ε, i.e. dΦ

L(ε, ξ). For instance, the insertion of the third
event e3 in the log from Figure 5.2a, corresponding to transition collect
symptoms, is quantified as dΦ

L(ε, {e3}).

• The suppression of a sequence of activities χ ⊂ A is quantified against
an empty sequence ε, i.e. dΦ

L(χ, ε). For instance, the suppression of
activities a1 and a2, corresponding to transitions inspect and diagnose
in the sub-model from Figure 5.5a, is quantified as dΦ

L({a1, a2}, ε).

• The replacement of a set of (suppressed) activities χ ⊂ A by a sequence
of (inserted) events ξ ⊂ E is quantified as dΦ

L(χ, ξ). For instance, the
replacement of activity a, corresponding to transition check date in the
sub-model from Figure 5.5b, by event e3 in the log from Figure 5.2b,
is quantified as dΦ

L(a, e3).

• The re-ordering of a sequence of events Υ is quantified by considering
the data accessed by events which occurred before they were supposed
to have occurred. Let ξ ⊂ Υ be the sequence of events which occurred
before they were supposed to have occurred. Re-ordering is quantified
as dΦ

L(χ, ξ), where χ = {α(ei)|ei ∈ ξ}. However, the user’s knowledge
includes only those data items which are indicated in the events gen-
erated by that user up to the point when event ei was generated. For
instance, the re-ordering of event e5 in the log from Figure 5.2b, is
quantified as dΦ

L({α(e5)}, {e5}), where the the knowledge of user Bob
(KBob) includes the data accessed by him in the events preceding e5,
i.e. {“Smith-med-hist”} accessed in event e3.

At the end of the quantification phase, each event log may have more
than one severity value; one for each deviation list associated to it. Fig-
ures 6.1 and 6.2 present the results of the quantification phase for the sets
of deviation lists from Figure 5.11, respectively Figure 5.12b. All the rows
from the Quantification column, located to the right of the deviation lists,
indicate how each individual deviation is quantified using our privacy met-
ric, except for the last row which indicates the total severity of the privacy



D set of deviation lists

Deviation list ∆1 Quantification

1 insertion ε {e3} dΦ
L(ε, {e3})

2 insertion ε {e6} dΦ
L(ε, {e6})

Total severity of ∆1 dΦ
L(ε, {e3}) + dΦ

L(ε, {e6})

Deviation list ∆′1 Quantification

1 insertion ε {e3} dΦ
L(ε, {e3})

2 suppression {a1, a2} ε dΦ
L({a1, a2}, ε)

Total severity of ∆′1 dΦ
L(ε, {e3}) + dΦ

L({a1, a2}, ε)

Figure 6.1: Quantification of set of deviation lists in Figure 5.11

D set of deviation lists

Deviation list ∆2 Quantification

1 replacement {a3} {e3} dΦ
L({a3}, {e3})

2 re-ordering {α(e5)} {e5} dΦ
L({α(e5)}, {e5})

Total severity of ∆2 dΦ
L({a3}, {e3}) + dΦ

L({α(e5)}, {e5})

Figure 6.2: Quantification of set of deviation lists in Figure 5.12b

infringement for the corresponding deviation list. It can be observed that
the former figure includes two severity values for deviation lists ∆1 and ∆′1,
while the latter figure includes one severity value for deviation list ∆2.

All deviation lists associated to the log together with their severity should
be presented to the privacy auditor in order to make an informed decision.
The reason behind this stems from the fact that showing only the minimum
or maximum severity of privacy infringements detected by our algorithm
could cause the auditor to take wrong decisions. For instance, showing only
the minimum severity of privacy infringements may cause an auditor to
overlook a more severe infringement that has occurred. By seeing several
possible privacy infringements, the auditor can investigate which is the most
probable to have occurred. That is why the output of the implementation
of this technique, presents all deviation lists associated to the log together
with their severity.



Chapter 7

Experimental Validation

This section presents details about the experimental validation of the privacy
infringement identification and quantification techniques proposed in this
work. First, the implementation is described along with the software tools
used for development. Next, the experimental results obtained by using the
implemented tool are described and discussed.

7.1 Implementation

We implemented the proposed privacy infringement identification and quan-
tification technique as a plug-in in the ProM 6 framework1. ProM is an
extensible framework that supports a broad range of process mining tech-
niques in the form of plug-ins. A screen shot of our plug-in is presented in
Figure 7.1. The plug-in requires two inputs (an event log and a CPN model)
and gives two outputs (an XML file describing all deviations of the event
log from the process model and a scatter plot illustrating the severity of the
privacy infringements).

The input event logs need to follow the extensible event stream (XES)
format2. ProM offers native support for log files that comply with the XES
standard. Our plug-in uses the OpenXES3 library for processing event logs.

The plug-in uses the Access/CPN framework [75] to interact with the
CPN Tools4 simulator. CPN Tools provides a mature environment for con-
structing, simulating, and performing analysis of CPN models. Access/CPN
provides two interfaces: one written in the Standard ML and another writ-
ten in the Java programming language. In the implementation we used the
latter interface since it can be easily integrated with the ProM framework,
which is also written in Java. The Java interface of Access/CPN provides

1http://www.processmining.org/prom
2http://www.xes-standard.org/
3http://code.deckfour.org/xes/
4http://cpntools.org
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Figure 7.1: Screen shot of the ProM plug-in

Figure 7.2: ProM plug-in wizard panel for specifying input files used for
privacy infringement quantification

object-oriented abstractions for all the building blocks of CPN models (i.e.,
transitions, places, arcs, etc). The interface also facilitates loading a CPN
model from a file created using CPN Tools and provides an object-oriented
interface to the CPN model simulator.

The quantification of privacy infringements requires additional informa-
tion about: (1) the sensitivity of the data items, (2) the user reputation
levels, (3) similarity distance of the tasks and (4) the similarity distance of
the roles. Our implementaiton assumes that each of these four categories
of information are stored in separate files. The paths to these files must
be specified in the plug-in wizard panel shown in Figure 7.2. The file con-
taining information about the sensitivity of data items must follow a simple
text format. Every line from this file must contain the identifier of the data



Figure 7.3: Visualization of the XML output of the ProM plug-in

item and a positive integer number indicating its sensitivity, separated by
a blank space. The file containing information about the user reputation
levels follows a similar format to the previous file, except that each line con-
tains a user identifier and a real number between 0 and 1 indicating that
user’s reputation level. The file containing information about the similarity
distance of the tasks also follows a simple text format, however, its structure
is different. The first line consists of a list L of all the task identifiers sep-
arated by blank spaces. The following |L| lines form an |L| × |L| matrix of
real numbers. Each element of the matrix mi,j indicates the similarity be-
tween tasks Li and Lj . The file containing information about the similarity
of roles has the same format as the previous file.

One output of the plug-in consists of several sets of deviation lists for each
trace in the event log. Each log trace is analyzed by the privacy conformance
checking algorithm against each sub-model output by the pre-processing
phase (Section 5.2). Therefore, one set of deviation lists is associated to
each pair of log trace and sub-model. A set of deviation lists consists of
one or more deviation lists. Each deviation list comprises of zero or more
deviations and the quantification of the privacy infringement. A deviation is
described by its type, activities and events it involves. The quantification of
the privacy infringement is a positive real number computed per deviation
list by summing up the quantification of all the individual deviations in
that list. The format of the output follows an XML tree-structure which is
visualized using the JTree GUI widget from the Java Swing toolkit [45]. A
screen shot of the visualization is presented in Figure 7.3.



Figure 7.4: Visualization of the scatter plot output of the ProM plug-in

Another output of the plug-in consists of a scatter plot as illustrated in
Figure 7.4. The horizontal axis of the plot represents the traces from the
event log. The vertical axis represents the severity of the privacy infringe-
ment. Every sub-model output by the pre-processing phase is associated
with a data series represented by a distinctly colored mark. Each data se-
ries consists of k values, where k is the number of traces in the event log.
Every value from a data series is computed by taking the mean of the privacy
infringement quantifications of all deviation lists from the deviation list set
associated with a trace and sub-model pair. For the implementation of the
scatter plot visualization the JFreeChart5 Java library was used.

7.2 Experiments

Two sets of experiments were performed for the purpose of validating the
privacy infringement identification and quantification techniques presented
in this work. In the first set of experiments we use a model extracted from
the description of a real-life healthcare treatment process. The log used in
the first set of experiments was artificially generated and modified manually.
In the second set of experiments we use a real-life log collected from a Dutch

5http://www.jfree.org/jfreechart/



hospital. Using the process mining plug-ins available in ProM we filtered
the log and mined a CPN model, which was used for our experiments.

7.2.1 Experiments on an artificially generated log

The first set of experiments compares our technique with existing confor-
mance metrics [4, 14, 61]. For this set of experiments, we used a healthcare
treatment process built from a use case in the TClouds project6. An excerpt
of the model we use was presented in Figure 2.2. To get a controlled test
environment and better evaluate the impact of deviation type, experiments
were performed with a relatively small number of event classes, i.e. 12 event
classes. The event log used in this set of experiments is presented in Ap-
pendix B. The log traces from this log were generated by CPN Tools and
then modified manually by introducing deviations of different types.

First Experiment In the first experiment, we made a number of assump-
tions to provide a fair comparison with the conformance metrics df [61] and
dA∗ [4] presented in Section 3.3. Every deviation was quantified equally i.e.,
we did not consider user role, reputation or the sensitivity of data items. We
counted deviations on activity/event basis (e.g., the insertion of two consec-
utive events counts as two deviations). Moreover, we selected the deviation
list with the minimum severity value, similar to the approach of conformance
metrics.

To offer a normalized result the ProM plug-in for dA∗, defines the fitness
function fA∗ as one minus the ratio between the number of deviations which
occurred in the event log and the sum of the number of events in the event
log and the number of activities in the trace of the process model which
is used for comparison. Intuitively, this sum corresponds to the worst case
where the intended activities are all suppressed and the log only consists of
insertions. We perform the same normalization for the deviations detected
by our conformance checking algorithm and denote the result by f . The
fitness values for the two metrics df and fA∗ have been obtained using the
corresponding ProM plug-ins. The results of the experiments are presented
in Table 7.1.

The experiment shows that, in case only insertions and suppressions oc-
cur, our technique gives the same fitness values given by [4], whereas our
technique provides higher fitness values when replacements and re-orderings
occur. This is because [4] treats such deviations as combinations of sup-
pressions and insertions as shown in Table 7.2. This may lead to mis-
quantification of fitness because it gives less importance to insertion and
suppression than to the re-ordering of transitions [32]. In some cases, [61]
gives higher fitness values than our technique. This is because such a met-

6http://www.tclouds-project.eu



Logs Fitness
ID INS SUP REP REO df fA∗ f
1 0 0 0 0 1.00 1.00 1.00 Legend
2 3 0 0 0 0.91 0.84 0.84 INS: Number of insertions
3 0 2 0 0 0.73 0.86 0.86 SUP: Number of suppressions
4 1 2 0 0 0.65 0.80 0.80 REP: Number of replacements
5 0 0 2 0 0.55 0.75 0.88 REO: Number of re-orderings
6 0 0 1∗ 0 - - 0.94 ∗ Transitions not in process model
7 1 2 2 0 0.47 0.53 0.67
8 0 0 0 1 0.89 0.88 0.94
9 0 0 0 2 0.89 0.75 0.88
10 0 1 0 1 0.88 0.80 0.87
11 4 1 0 1 0.63 0.63 0.68
12 0 0 1 1 0.68 0.75 0.88
13 0 0 1 2 0.55 0.63 0.81
14 0 2 1 1 0.61 0.57 0.71

Table 7.1: Comparison of normalized results

Logs dA∗ Our approach
ID INS SUP REP REO INS SUP REP REO INS SUP REP REO
1 0 0 0 0 0 0 0 0 0 0 0 0
2 3 0 0 0 3 0 0 0 3 0 0 0
3 0 2 0 0 0 2 0 0 0 2 0 0
4 1 2 0 0 1 2 0 0 1 2 0 0
5 0 0 2 0 2 2 0 0 0 0 2 0
6 0 0 1∗ 0 0 0 0 0 0 0 1 0
7 1 2 2 0 3 4 0 0 1 2 2 0
8 0 0 0 1 1 1 0 0 0 0 0 1
9 0 0 0 2 2 2 0 0 0 0 0 2
10 0 1 0 1 1 2 0 0 0 1 0 1
11 4 1 0 1 5 2 0 0 4 1 0 1
12 0 0 1 1 2 2 0 0 0 0 1 1
13 0 0 1 2 3 3 0 0 0 0 1 2
14 0 2 1 1 2 4 0 0 0 2 1 1

Table 7.2: Comparison of detected deviations

ric is not able to detect and discriminate all deviation(s) which occurred.
For instance, the second log contains three consecutive insertions which are
accounted as only one insertion by [61]. Therefore, the fitness value given
by [61] can be seen an over-estimation of the actual fitness value. Note that
both [4, 61] are not able to deal with insertions and replacements in which
the transition is not specified in the model. Although this result was ex-
pected for [61] because of its assumptions, it is due to a restriction in the
implementation for [4].

Note that the goal of this experiment is not to find the best fitness
value. Rather, it aims to provide a comparison with other fitness metrics.
Adriansyah et al. [4] have investigated the impact of the cost ratio between
inserted and skipped transactions on the fitness value. Although it would be



User Reputation value Comment

Alice 0.5 newly hired receptionist
Bob 0.9 highly appreciated doctor
Mallory 0.1 previous fraud convictions

Table 7.3: Reputation of hospital employees

Roles Receptionist GP ⊥
Receptionist 0.0 0.8 1.0
GP 0.8 0.0 1.0
⊥ 1.0 1.0 1.0

Table 7.4: Semantic distance between roles

R01 R02 R03 R04 R05 D01 D02 D03 D04 D05 D06 L01 ⊥
R01 0.0 0.8 1.0 1.0 0.5 0.6 0.6 0.8 0.3 0.0 0.9 0.9 1.0
R02 0.8 0.0 0.8 0.7 0.6 0.8 0.7 0.7 0.8 0.8 0.7 0.8 1.0
R03 1.0 0.8 0.0 0.6 0.6 0.8 0.8 0.8 0.8 0.9 0.5 1.0 1.0
R04 1.0 0.7 0.6 0.0 0.7 0.8 0.7 0.6 0.8 1.0 0.7 0.9 1.0
R05 0.5 0.6 0.6 0.7 0.0 0.6 0.5 0.6 0.6 0.5 0.6 0.8 1.0
D01 0.6 0.8 0.8 0.8 0.6 0.0 0.6 0.7 0.4 0.6 0.8 0.8 1.0
D02 0.6 0.7 0.8 0.7 0.5 0.6 0.0 0.7 0.4 0.6 0.8 0.8 1.0
D03 0.8 0.7 0.8 0.6 0.6 0.7 0.7 0.0 0.8 0.8 0.8 0.8 1.0
D04 0.3 0.8 0.8 0.8 0.6 0.4 0.4 0.8 0.0 0.3 0.8 0.8 1.0
D05 0.0 0.8 0.9 1.0 0.5 0.6 0.6 0.8 0.3 0.0 0.9 0.9 1.0
D06 0.9 0.7 0.5 0.7 0.6 0.8 0.8 0.8 0.8 0.9 0.0 0.9 1.0
L01 0.9 0.8 1.0 0.9 0.8 0.8 0.8 0.8 0.8 0.9 0.9 0.0 1.0
⊥ 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0

Table 7.5: Semantic distance between actions

interesting to extend their work by also considering the cost of replacements
and re-orderings, such a study is out of the scope of this work.

Second Experiment The second experiment, from the first set of ex-
periments, was conducted on the same process model and log as the first
experiment. The purpose of this experiment is to compare the privacy in-
fringement quantification output by the quantification phase presented in
Section 6.3 and the revised Levenshtein distance dΦ

L presented in Section 6.2.
To provide a fair comparison with dΦ

L, which calculates the minimum sever-
ity value, we defined a function fΦ that selects the deviation list with the
minimum severity value from the set of deviation lists output by the quantifi-
cation phase. As indicated by the superscript of the two metrics, the privacy
metric Φ is used by both to quantify deviations. The constants of Φ used
in metrics dΦ

L and fΦ were set as follows: c1 = 1.1, c2 = c3 = c4 = c5 = 1.

The values of the factors used in this experiment are presented in Ta-
bles 7.3 to 7.6. In particular, Table 7.3 defines the reputation of users,
Table 7.4 the semantic distance between roles, Table 7.5 the semantic dis-



Data Item Abbreviation Privacy weights

ID Card id 3
Symptoms & observations sno 0
Appointment Date date 0
MedRec/ Demographic demogr 2
MedRec/ History med hist 10
MedRec/ History/ TestResults tests 7
MedRec/ History/ Prescription prescr 6
MedRec/ HealthInsurance insurance 2
MedRec/ Financial account 10

Table 7.6: Privacy weights

Logs Privacy In-
fringement
Quantification

ID INS SUP REP REO dΦ
L fΦ

1 0 0 0 0 0.00 0.00 Legend
2 3 0 0 0 0.34 0.34 INS: Number of insertions
3 0 2 0 0 10.02 10.02 SUP: Number of suppressions
4 1 2 0 0 7.94 7.94 REP: Number of replacements
5 0 0 2 0 1.27 1.27 REO: Number of re-orderings
6 0 0 1∗ 0 18.80 18.80 ∗ Transitions not in process model
7 1 2 2 0 23.8 23.8
8 0 0 0 1 2.38 1.20
9 0 0 0 2 4.86 3.20
10 0 1 0 1 2.98 0.20
11 4 1 0 1 6.31 2.20
12 0 0 1 1 11.28 7.14
13 0 0 1 2 4.28 3.80
14 0 2 1 1 3.34 2.48

Table 7.7: Comparison with existing fitness and privacy metrics

tance between tasks, and Table 7.6 the privacy weights of data items. The
values in Tables 7.4 & 7.5 were computed using an implementation of LSA
provided by the University of Colorado Boulder7. In particular, the seman-
tic distance between two words is computed as 1 minus the similarity value
obtained using LSA.

As shown in Table 7.7, the two metrics give the same value in absence
of re-orderings, whereas dΦ

L gives higher values in presence of re-orderings.
The dΦ

L metric quantifies insertions, suppressions and replacements as fΦ.
Conversely, re-orderings are dealt with as combinations of insertions and
suppressions, leading to a severity value which may be higher than the actual
value. From the discussion on the log traces presented in Appendix B, it
can be observed that the quantification of privacy infringements given by
fΦ is more accurate with respect to the expected results, than the results
given by dΦ

L.

7http://lsa.colorado.edu/



7.2.2 Experiments on a real-life log

In the second set of experiments we used a real-life event log taken from a
Dutch academic hospital. The log is anonymized and publicly available on
the official website of the 7th International Workshop on Business Process
Intelligence8. This log contains 150.291 events in 1143 cases as provided
by the hospital. Each case represents the treatment and diagnosis of a
patient of a gynecology department. The log contains information about
the activities that took place during the treatment of a patient. We mapped
the log attributes to the information required by the privacy factors, i.e.:

1. the code and brief description of the activity was used as the task
name;

2. the department which executed the activity was used as the user role;

3. the producer code that generated the activity was used to indicate the
user.

However, there is no information regarding the types of personal data items
involved in the execution of each activity. Therefore, for the purpose of
this experiment, we assumed that each activity involved access to a generic
personal data item (e.g. medical record).

To perform the validation of the privacy infringement identification and
quantification techniques presented in this work, we manually analyzed a
subset of log traces to obtain some expected results, then compared these
results with the output of our implementation. Since no process model in
CPN or Petri Net format was available for this real-life the log, a process
model was mined for the purposes of this experiment. Prior to mining the
process we performed several log filtering steps which we describe next.

Setup Following the example of Jagadeesh Chandra Bose and van der
Aalst [36], we filtered the logs to include only those cases having the diagnosis
code M11, which pertains to cancer of the vulva. The reason behind this
filtering is that different diagnostics lead to different treatment processes,
which causes the unfiltered log to be heterogeneous. It has been argued
that heterogeneous logs may lead to inaccurate process mining results [35].
Therefore, it is recommended to divide a log into homogeneous subsets for
better analysis results. In [36], the authors argue that dividing logs based
on the diagnosis code produces homogeneous subsets of this particular log.

The filtered event log contains 11280 events in 162 cases. A closer look at
the filtered event log revealed that half the number of cases contained under
25 events. Mining the cases having under 25 events with the α-algorithm [72]
(implemented as the Alpha Miner plug-in in ProM) resulted in a model that
mainly encodes the log and does not allow for more general behavior.

8http://www.win.tue.nl/bpi2011/doku.php?id=challenge



Figure 7.5: Mined CPN model

The majority of the remaining cases were relatively longer having up to
several hundred events. We considered that manually analyzing cases con-
taining over 100 events would be challenging and error prone. Therefore, we
decided to focus only on a couple of sub-departments, namely Pathology and
Radiology. By filtering out traces not involving these two sub-departments
we obtained a log containing 493 events in 94 cases. Out of this total num-
ber of cases we used 70% (i.e., 66 cases) to mine the process model from
Figure 7.5. The Alpha Miner and Fuzzy Miner [30] ProM plug-ins were used
to aid us in the construction of the process model. An equivalent model was
also created using CPN Tools. In Figure 7.5 we present the model created
using Yasper9 since it has a more intuitive visualization than the hierarchical
CPN Tools model having two modules.

The model is sound as indicated by the Analyze with Woflan [67] ProM
plug-in. Its unique start place is located on the left side of Figure 7.5, and
the unique end place is located on the right side. It contains: 37 transitions,
23 places, complex patterns such as exclusive OR splits/joins and looping
structures. We have used the values of the Activity Code attribute of log
events to label the transition names, since it offers a more compact value
than the concept:name attribute which was used in [36]. The letters R and P
appended to the transition names from Figure 7.5, represent the Radiology,

9http://www.yasper.org/



XXXXXXXXTrace
Person

1 2 3 4* Average IS&P Average All

1 M M L H M M
2 M H H H H H
3 M L M M M M
4 H H H L H H
5 M L L M L L
6 L M L M L L
7 L L M L L L
8 H M L M M M
9 L L M L L L
10 H H H M H H
11 M H M M M M
12 M L M L M L
13 L M L L L L
14 M H M M M M
15 M M L M M M
16 L L L M L L
17 L L L H L L
18 L M L M L L
19 L M M M M M
20 M M H H M H
21 L L L L L L
22 L L M L L L
23 L L L L L L
24 M M L M M M
25 M L L L L L
26 M M M H M M
27 L M L M L L
28 M H L H M M
* Person with economic and legal studies

Table 7.8: Manual analysis results

respectively Pathology sub-departments in which the activity corresponding
to that transition is performed.

Prior to running our ProM plug-in on the 30% of cases (i.e., 28 cases)
which were not involved in mining the process model, these 28 cases were
manually analyzed. This manual analysis was performed individually by 4
different persons, 3 of which have a background in information security &
privacy, while the fourth person has economic and legal studies. Each person
was given the process model and the event log and was asked to rate the
severity of the privacy infringement from each trace as either low, medium
or high.

Results An overview of the results of the manual analysis are shown in
Table 7.8, where H, M and L stand for high, medium, respectively low pri-
vacy infringement severity. The rows correspond to the 28 cases that were
inspected and each of the first 4 columns correspond to one of the persons
performing the manual analysis. The first 3 columns show the results given
by the persons who have an information security & privacy background,



while the 4th column contains the results given by the person having eco-
nomic and legal studies. The 5th column of Table 7.8 gives the average
value of the results from the first 3 columns, while the 6th column gives the
average value of the results from the first 4 columns. The average is rounded
down if at the middle point between low and medium, and it is rounded up
if at the middle point between medium and high.

The averages on the fifth and sixth columns are generally equal for ev-
ery log trace, except for the 12th and 20th traces. Therefore, we discuss
the analysis of these two traces in more detail. In the 12th trace, a highly
trusted user from the Pathology department repeats a few tests i.e., an
immuno-pathological examination and a histological examination that in-
dicated a neonatal neurological examination instead of a small resection
which was expected. Due to the lack of the medical knowledge necessary
to differentiate between the two types of histological examinations, half of
the participants that did the manual analysis of this trace, considered it to
be a low infringement, while the other half considered it to be a medium
infringement as shown in Table 7.8.

In the 20th trace, the treatment process was initialized twice, however, it
was not finished properly by the Pathology department, who were supposed
to perform a cytological examination of the ectocervix. Instead the Radiol-
ogy department performed a thorax (chest) scan and a magnetic resonance
imaging of the abdomen, which constitute significantly different tests that
those which were expected. Additionally, these tests were executed by lowly
reputable users of the Radiology department. The execution flow of the
treatment process was highly non-conformant, because many activities were
omitted and some were executed in the wrong order. This led half of the
participants that performed the manual analysis to consider it as a medium
severity privacy infringement, while the other half considered it to be a high
severity infringement. Further details regarding the manual analysis are
presented in Appendix C.

After running the implementation of the entire algorithm on the filtered
log and the mined process model we obtained similar results to what we
expected. The pre-processing phase of the algorithm generated 26 sub-
models when it was applied to the model in Figure 7.5. This result was as
expected, since the model includes two paths (top of Figure 7.5) plus a loop
in which 4 paths enter and 6 paths exit. The scatter plot output by our plug-
in is presented in Figure 7.6. From this scatter plot we selected the severity
of privacy infringement values for the trace and sub-model associated in each
row of Table C.2 in the first, respectively third columns.

Figure 7.7 shows the plot created using the selected severity values. On
the horizontal axis we indicated, using different colors, the privacy severity
levels estimated manually for each trace. Green, orange and red are used
to indicate low, medium, respectively high severity of the privacy infringe-
ment for each trace. We partition automatic quantification values from the



Figure 7.6: Scatter plot result

intervals [0.5, 1.5), [1.5, 2.5) and [2.5, 3.5) into low, medium, respectively
high severity of privacy infringements. After partitioning we match the low,
medium or high labels associated to the automatic quantification values from
the chart in Figure 7.7, with the manual analysis estimation, shown on the
horizontal axis from the same figure. The ratio of exact matches between
the manual and automatic analysis and the total number of traces is 71.4%.

For the sake of comparison of our privacy metric with conformance met-
rics, we ran the Replay a Log on Petri Net for Conformance Analysis ProM
plug-in, which is an implementation of the technique from [5], using the
petri-net from Figure 7.5 and the log containing the 28 log traces as inputs.
The result obtained from the plug-in were 28 fitness values in the interval
[0, 1]. Similarly to what we did previously with the results of our ProM
plug-in, we partitioned these values into 3 intervals i.e., [0, 0.33), [0.33, 0.66)
and [0.66, 1], and labeled the intervals as low, medium and high infringe-
ments. The ratio of exact matches between the manual analysis and the
fitness values and the total number of traces is 25%. This clearly indicates
that conformance metrics are not able to identify privacy infringements as
accurately as our technique.

In Figure 7.7, it can be observed that the deviations in some traces
were quantified as more severe privacy infringements than estimated by the
manual analysis, i.e. false positives. The 12th trace, which was discussed
previously, is an example of such a false positive since the manual analy-
sis classified it as a low severity privacy infringement, while the automatic
quantification corresponds to a medium severity infringement. The result of
the automatic quantification is explained by the large semantic distance be-
tween the tests that were actually executed and the tests that should have
been executed. From this example it is clear that the semantic distance
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Figure 7.7: Automatic versus manual analysis of privacy infringements

between tasks representing medical tests should be computed using a spe-
cialized medical ontology in order to obtain the most accurate results. As a
general remark, the most accurate results may require specialized ontologies
tailored for the domain where the metric is applied.

On the other hand, the deviations from a few traces from Figure 7.7 were
quantified as less severe than estimated, i.e. false negatives. The 13th trace
is an example of such a false negative since the manual analysis classified
it as a low infringement, while the automatic quantification corresponds to
a very low quantification; under the low severity infringement threshold of
0.5. The manual analysis quantified this trace as containing a low severity
infringement because it involves a highly trusted user from the Pathology
department who performs a few additional tests i.e., a histological exami-
nation of a large resection and a cito histological examination. The reason
for the very low severity value output by the automatic is due to the fact
that the high reputation of the user who performed these tests decreases the
severity of the infringement below the threshold of 0.5. This example shows
the importance of the weights given to the different privacy factors in the
privacy metric described in equation 6.2. The 5 constants from the privacy
metric need to be finely tuned depending on the system where this metric
would be applied. Fine-tuning the constants can either be done manually or
by means of automatic techniques such as artificial intelligence approaches
(e.g. classifiers or neural networks). We are certain that fine-tuning the
constants may also significantly improve the accuracy of the privacy metric.
However, this problem was not the focus of this work.

Another observation that stems from the quantification of trace 13, is the
subjectiveness of the reputation factor i.e., it should never be excluded that
a highly reputable user would be willing to perform privacy infringements.
Therefore, the weight of the reputation factor (c2 in equation 6.2), in systems



handling highly sensitive information (e.g. healthcare systems), should be
relatively lower than constant c1 of the privacy metric.

A closer look at the XML file output by our ProM plug-in revealed
several deviation lists in the set of deviation lists corresponding to each
trace and sub-model pair. We found deviation lists that were quantified
at appropriate values to match our manual analysis. However, several sets
of deviation lists also included other deviation lists that were quantified at
lower and/or higher values. Since the scatter plot indicates the mean over
the quantifications of all deviation lists, this also explains the false positives
and false negatives from Figure 7.7. Therefore, we conclude that taking the
mean of the quantifications from all deviation lists from a deviation list set
is not a fully accurate indicator. We leave the development of more accurate
indicators as future work.





Chapter 8

Conclusions

There exist several legal regulations that mandate personal data protec-
tion [19, 25, 56, 59]. Generally, organizations employ access control for the
protection of sensitive information. However, in domains like healthcare,
data availability may be critical in emergency situations. Therefore, preven-
tive measures such as access control are not always suitable for the protection
of healthcare systems. In general, healthcare systems deploy “break-the-
glass” functionality to bypass the access control mechanism. Consequently,
a posteriori detection of policy infringements becomes an important part of
personal data protection. However, current a posteriori solutions for privacy
compliance are often manual, error-prone and consider only relatively small
data samples, leading to infringements to remain undetected. Moreover,
existing conformance metrics usually consider every deviation from specifi-
cations equally making them inadequate to measure the severity of privacy
infringements.

This work has proposed a privacy compliance technique for identifying
and assessing the severity of privacy infringements. This technique is able
to identify a number of types of deviations, namely insertions, suppressions,
replacements and re-orderings. For the purpose of assessment of privacy
infringements, we have identified a number of privacy factors (i.e. data, user
and action), which can be used to quantify deviations of the actual user
behavior from process specifications. The work also introduced a privacy
metric that encompasses all these privacy factors. This metric is used to
compute the severity of identified deviations from a privacy perspective.

We have compared the technique presented in this thesis with existing
conformance checking techniques. The experiments from this work have
shown that identifying four types of deviations offers a more accurate indi-
cation of infringement severity than existing works that only consider a sub-
set of these four deviation types. Therefore, by combining the conformance
checking algorithm with the privacy metric it provides a more accurate quan-
tification of privacy infringements. This was confirmed by the application
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of the proposed metric to the healthcare case study, which showed that the
identified privacy factors allow for a more accurate discrimination of privacy
infringements, than other existing metrics.

The work presented in this thesis not only improves existing privacy
compliance techniques, but it is also beneficial for process mining and in
particular for business process extension and conformance. Indeed, the vari-
ety of deviations considered in this work together with transitions in isolation
helps analyzing the discrepancies between the process model and event log
and eventually to enhance the process model.

8.1 Future work

The work presented in this paper provides interesting directions for future
work. One aspect that was not addressed in this work is the existance
of silent transitions in the process model. Silent transitions are used in
process modeling to build constructs such as OR splits. Silent transitions
may also have an important impact on privacy, e.g. a silent transition may
be represented by taking a screen shot of a medical record. However, silent
transitions are not recorded in the event log. This may lead the conformance
checking algorithm to indicate false deviations from the process model. It
would be interesting to extend this work by considering silent transitions.

The variety of deviations considered in this work poses the basis for as-
sisting privacy auditors in the investigation of privacy violations. However,
as indicated in the experimental validation chapter, the current visualization
using the mean of privacy infringement quantifications from a set of devia-
tion lists is not always accurate. On the other hand, analyzing all deviation
lists recorded in the XML output of our tool may be too cumbersome for
privacy auditors. Therefore, future work may also include the development
of a user-friendly auditing tool, which allows the visualization of violations
and offers automated generation of privacy assessments.

In the experiments presented in this paper, we considered weights for
each privacy factor equally. However, different factors may have a different
impact on privacy. We are applying the proposed metric to a number of
case studies in order to empirically determine settings for the weights of the
privacy factors used in metric Φ. Finally, other factors such as user location
and the time when activities were executed may also be considered for the
quantification of privacy infringements.
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Appendix A

List of Symbols

Symbol Description

A The set of arcs of a CPN model
A, a The set of activities, an activity
C Colors of places and transitions from a CPN model

d A function that measures the conformance of a trace w.r.t.
a process model

d A function that measures the distance between two traces
ε An empty sequence of events or activities
E The set of arc inscriptions of a CPN model
E , e The universe of possible events, an event
Ku The set of data items previously accessed by user u
` A sequence number/counter value
M Set of all markings of a CPN model
M0 The initial marking of a CPN model
n A node from the CPN model; can be either a transition or a

place
◦n The set of input nodes of n
n◦ The set of output nodes of n
N The set of business processes (CPNs) defined by an organi-

zation
N A Coloured Petri Net (CPN) model
o Set of output data items
P, p Set of places in a CPN model, a place
Q A First-In-First-Out (FIFO) queue
r A user role
sR The semantic distance between roles
sT The semantic distance between tasks
T, t Set of transitions in a CPN model, a transition
Tr(N) The set of traces generated by a process N
u A user identifier
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Symbol Description

α A function that maps a log event to its associated transition
from a CPN model

Γ A set of transitions representing a grouping
ι Set of input data items
λ = (E , >) An event log; an ordered sequence of events
Λ The set of data items that a user is allowed to access in order

to execute the task
µX Multisets over a set X
Y The set of steps in a CPN model
Ω Data access penalty
Φ The privacy metric
Π The set of data items accessed during the actual execution

of the task
ρ The user reputation level
σ, τ Are used to denote traces of the process model or from the

log
Σ The universe of non-empty color sets



Appendix B

Artificial Log Traces

In this section of the appendix we present the log traces that were used for
the experiments in Section 7.2.1. The log traces from Tables B.1 to B.14
were artificially generated. Here we discuss the severity level of privacy
infringements that occur in each of these log traces.

Each log event specifies the user who performed the task together with
the role held by the user at that moment, the input and output data types
which were accessed to perform the task. In every log trace, R stands
for receptionist and GP for general practitioner; tasks are identified by an
identification number as defined in Fig. 2.2.

1. Table B.1 presents a valid trace of the process in Fig. 2.2. Accordingly,
there is no privacy violation in this trace.

2. The log trace in Table B.2 represents a situation in which the GP
(Bob) repeats some tasks (i.e., D02, D03, and D04). For instance, this
situation may occur because new symptoms appeared after the doctor
had prescribed a treatment. It is worth noting that the doctor accessed
the same information that he had accessed previously. We assume

# User Role Task Input Data Type Output Data Type

1 Alice R R01 id demogr
2 Bob GP D01 sno sno
3 Bob GP L01 tests tests
4 Bob GP D03 med hist med hist
5 Bob GP D04 prescr prescr
6 Bob GP D05 med hist med hist
7 Alice R R03 prescr prescr
8 Alice R R04 insurance insurance

Table B.1: Log trace 1
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that this deviation from the expected behavior is in the interest of the
patient and, therefore, does not represent a severe privacy violation.

3. In the situation presented in the log trace form Table B.3, the GP
(Bob) consults the patient (D01) and after checking his medical his-
tory (D02), realizes that the patient requires no treatment prescrip-
tion (D04) and therefore skips this action. Therefore, it should not
be considered as a severe privacy infringement. Bob then proceeds by
discharging the patient (D05). Since no treatment was prescribed, the
receptionist (Alice) does not compute any expenses (R03), however,
she does perform action (R05) that accesses the patient’s financial in-
formation. This last deviation should be quantified as a severe privacy
infringement.

4. The situation presented in the log trace form Table B.4 is similar to
the situation from Table B.3. However, here doctor (Bob) collects the
symptoms (D01) from the patient twice. This should not be considered
a severe privacy deviation since it is a high probability that a human
error occurred either from the GP or the patient side.

# User Role Task Input Data Type Output Data Type

1 Alice R R01 id demogr
2 Bob GP D01 sno sno
3 Bob GP D02 med hist med hist
4 Bob GP D03 med hist med hist
5 Bob GP D04 prescr prescr
6 Bob GP D02 med hist med hist
7 Bob GP D03 med hist med hist
8 Bob GP D04 prescr prescr
9 Bob GP D05 med hist med hist
10 Alice R R03 prescr prescr
11 Alice R R04 insurance insurance

Table B.2: Log trace 2

# User Role Task Input Data Type Output Data Type

1 Alice R R01 id demogr
2 Bob GP D01 sno sno
3 Bob GP D02 med hist med hist
4 Bob GP D03 med hist med hist
5 Bob GP D05 med hist med hist
6 Alice R R04 insurance insurance

Table B.3: Log trace 3



# User Role Task Input Data Type Output Data Type

1 Alice R R01 id demogr
2 Bob GP D01 sno sno
3 Bob GP D01 sno sno
4 Bob GP D02 med hist med hist
5 Bob GP D03 med hist med hist
6 Bob GP D05 med hist med hist
7 Alice R R04 insurance insurance

Table B.4: Log trace 4

# User Role Task Input Data Type Output Data Type

1 Alice R R01 id demogr
2 Alice R R01 id demogr
3 Bob GP D02 med hist med hist
4 Bob GP D02 med hist med hist
5 Bob GP D04 prescr prescr
6 Bob GP D05 med hist med hist
7 Alice R R03 prescr prescr
8 Alice R R04 insurance insurance

Table B.5: Log trace 5

5. The situation presented in the log trace form Table B.5 indicates devi-
ations from the business process due to human and/or machine errors.
From a conformance point of view, we can detect two deviations. First,
the symptoms collection (D01) action of the GP has been replaced
by a patient authentication done by the receptionist (R01). Second,
the diagnosis action (D03) done by the GP was replaced by a sec-
ond inspection of the medical history (D02). However, from a privacy
perspective these two deviations are not severe privacy infringements
because the two users involved in the deviations had already accessed
the same data items during their previous actions. Furthermore the
tasks that were replaced are in close connection with the tasks that
replaced them.

6. The log trace in Table B.6 presents a situation where Mallory, a GP
with prior convictions for fraud, accesses the patient’s financial infor-
mation, which he was not allowed to access. In addition, this is done
by executing a task which is not related to the provisioning of health-
care treatments (i.e., D06: Assess financial credentials). Accordingly,
this audit log indicates a situation in which patient information has
likely been misused; therefore, it should be qualified as a severe privacy
infringement.



# User Role Task Input Data Type Output Data Type

1 Alice R R01 id demogr
2 Mallory GP D06 account account
3 Mallory GP D02 med hist med hist
4 Mallory GP D03 med hist med hist
5 Mallory GP D04 prescr prescr
6 Mallory GP D05 med hist med hist
7 Alice R R03 prescr prescr
8 Alice R R04 insurance insurance

Table B.6: Log trace 6

# User Role Task Input Data Type Output Data Type

1 Bob GP D01 sno sno
2 Bob GP D01 sno sno
3 Bob GP D03 med hist med hist
4 Bob GP D05 med hist med hist
5 Alice R R05 account account
6 Alice R R05 account account
7 Alice R R01 id demogr

Table B.7: Log trace 7

7. The log trace in Table B.7 presents a situation where the GP starts
collecting symptoms (D01) before the patient is authenticated by the
receptionist. Then the doctor repeats the same action and then makes
a diagnosis (D03) without checking the patients medical history (D02)
or running any lab tests (L01). After which the patient is discharged
(D05) without any treatment prescription (D04). From a privacy per-
spective this indicates unauthorized access and also unauthorized sec-
ondary use. Moreover, the receptionist (Alice) also performs the ac-
tion that changes expenses to the patient account (R05) twice, without
having computed any expenses (R03) for that patient. Finally, the re-
ceptionist authenticates the patient (R01) accessing identification and
demographic data. Taking all deviations into account this audit log
should be quantified as containing severe privacy infringements.

8. The audit log in Table B.8 presents a deviation from the business
process because GP (Bob) has prescribed a treatment (D04) before
having made a diagnosis (D03). From a privacy point of view this
should not be quantified as a severe privacy infringement since the
GP does not gain access to any additional information sources by not
having made the diagnosis. Moreover, he fulfills the medical treatment
purpose to a large extent by prescribing a medical treatment. This



# User Role Task Input Data Type Output Data Type

1 Alice R R01 id demogr
2 Bob GP D01 sno sno
3 Bob GP D02 med hist med hist
4 Bob GP D04 prescr prescr
5 Bob GP D03 med hist med hist
6 Bob GP D05 med hist med hist
7 Alice R R03 prescr prescr
8 Alice R R04 insurance insurance

Table B.8: Log trace 8

# User Role Task Input Data Type Output Data Type

1 Alice R R01 id demogr
2 Bob GP D01 sno sno
3 Bob GP D04 prescr prescr
4 Bob GP D05 med hist med hist
5 Bob GP D02 med hist med hist
6 Bob GP D03 med hist med hist
7 Alice R R03 prescr prescr
8 Alice R R05 account account

Table B.9: Log trace 9

deviation may be considered severe from an administrative point of
view, however, this is not in the scope of this work.

9. The log trace in Table B.9 presents a situation in which the GP (Bob)
performs three activities in reverse order, i.e. he first makes a diagnosis
(D03), then checks the medical history (D02) and only afterwards
collects the symptoms (D01). The doctor then continues to prescribe
the medical treatment and discharge the patient. The receptionist
(Alice) performs her actions in a compliant manner. The deviations of
the actions of the GP should not be considered a very severe privacy
infringement since he is performing all his duties from the treatment
process. However, due to the violated order constraints imposed by
the process model, the quantification of the privacy infringement for
this trace should not go unnoticed by a privacy auditor.

10. The log trace in Table B.10 presents a situation in which the GP (Bob)
discharges the patient (D05) after checking his medical history (D02).
Afterwards he makes a diagnosis (D03), which he may have forgot to
do before discharging the patient. No treatment prescription (D04) is
made, which indicates that the patient did not suffer from any illnesses.



# User Role Task Input Data Type Output Data Type

1 Alice R R01 id demogr
2 Bob GP D01 sno sno
3 Bob GP D02 med hist med hist
4 Bob GP D05 med hist med hist
5 Bob GP D03 med hist med hist
6 Alice R R03 prescr prescr
7 Alice R R04 insurance insurance

Table B.10: Log trace 10

# User Role Task Input Data Type Output Data Type

1 Alice R R01 id demogr
2 Bob GP D01 sno sno
3 Bob GP D01 sno sno
4 Bob GP D02 med hist med hist
5 Bob GP D05 med hist med hist
6 Bob GP D03 med hist med hist
7 Alice R R03 prescr prescr
8 Alice R R05 insurance insurance
9 Alice R R01 id demogr
10 Alice R R03 prescr prescr
11 Alice R R05 insurance insurance

Table B.11: Log trace 11

Therefore the overall privacy violation for this log should be relatively
lower than many others presented so far.

11. The log trace in Table B.11 presents a similar situation to Table B.10.
The additional deviations are done by the GP who collects symp-
toms (D01) twice, and the receptionist who after charging the expenses
to the patient account (R05), re-authenticates the patient (R01), re-
computes the expenses (R03) and re-charges the bill to the patient
account (R05). This might indicate that the system gave an error
after the first execution of R05, which is why the nurse repeated the
three tasks at the end. Moreover, the deviation performed by the GP
is not a severe privacy infringement as we argued previously. There-
fore, the quantification of the privacy infringement is higher than that
of the audit log in Table B.10, but it still should not be a highly severe
privacy infringement as the log trace in Table B.7.

12. The log trace in Table B.12 presents a situation in which the GP
(Bob) makes a diagnosis (D03) without collecting symptoms (D01) or
checking the medical history (D02). Furthermore he continues with



# User Role Task Input Data Type Output Data Type

1 Alice R R01 id demogr
2 Bob GP D03 med hist med hist
3 Bob GP D02 med hist med hist
4 Bob GP D03 med hist med hist
5 Bob GP D04 prescr prescr
6 Alice R R03 prescr prescr
7 Bob GP D05 med hist med hist
8 Alice R R04 insurance insurance

Table B.12: Log trace 12

# User Role Task Input Data Type Output Data Type

1 Alice R R01 id demogr
2 Bob GP D03 med hist med hist
3 Bob GP D02 med hist med hist
4 Bob GP D01 sno sno
5 Bob GP D04 prescr prescr
6 Bob GP D05 med hist med hist
7 Alice R R01 id demogr
8 Alice R R04 insurance insurance

Table B.13: Log trace 13

checking the medical history and then again makes a diagnosis. The
patient is discharged (D05) after the receptionist computes his medical
expenses (R03). The absence of symptoms collection indicates that the
patient may not be present. Therefore this log should be quantified as
a severe privacy infringement.

13. The audit log in Table B.13 presents a similar situation to the audit
log in Table B.9. However, in this situation the receptionist (Alice)
re-authenticates the patient (R01) instead of computing the medical
expenses (R03). This deviation is important from a process compliance
perspective. However, from a privacy perspective it is just a small
privacy infringement since the same action was performed previously
and no data has been accessed in an unauthorized way.

14. The audit log in Table B.14 presents a similar situation to the audit
log in Table B.10 regarding the behavior of the doctor (Bob). How-
ever, the receptionist (Alice) does not compute the patient’s medical
expenses (R03). Instead she re-authenticates the patient (R01) and
stops the process. This indicates that Alice may have had problems
with her workstation and could not finalize the treatment process from



# User Role Task Input Data Type Output Data Type

1 Alice R R01 id demogr
2 Bob GP D01 sno sno
3 Bob GP D02 med hist med hist
4 Bob GP D05 med hist med hist
5 Bob GP D03 med hist med hist
6 Alice R R01 id demogr

Table B.14: Log trace 14

Fig. 2.2. Therefore this log should be quantified as a more severe pri-
vacy infringement than the audit log in Table B.10. However, the
severity of the infringement should not be higher than the average of
the logs presented previously.



Appendix C

Manual Analysis

In this section we present details about the manual analysis results. Each
row of Table C.2 contains the following information:

1. The index number we assigned to the log trace for both the manual
and automatic analysis;

2. The unique identification number of the trace in the original unfiltered
log from the Dutch academic hospital;

3. The index number of the sub-model against which the trace was an-
alyzed manually (note that running the pre-processing phase on the
model from Figure 7.5 generated 26 sub-models);

4. Comments regarding the infringements that were manually observed
in the trace;

5. The severity of the privacy infringement assigned after analysis.

For each trace we indicate the severity of the privacy infringement obtained
by taking the average of the 4 manual results with a relative error of 32%.
Intuitively, this error level indicates that 1 out of 4 answers is different from
the others. This error level is explained by the relatively low number persons
who performed the manual analysis.

The analyzed event logs involve 8 distinct values of the Producer code
attribute, which we considered to be the user identifier. We randomly as-
signed the reputation values indicated in Table C.1. These reputation values
are used both by the manual and automatic analysis.
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Producer code (User ID) Reputation value

LVPT 0.9
SRA1 0.5
SRA6 0.6
SRA4 0.7
DRAD 0.8
VAAT 0.9
SITR 0.4
SRA3 0.3

Table C.1: Reputation of users

Trace
Index

ID in
original
log

Sub-
model

Comments Severity
of Privacy
Infringe-
ment

1 00000008 11 There are a few activities in-
volving medical tests, that
were not executed accord-
ing to the process specifica-
tion. However, all these ac-
tivities were performed by a
highly reputable user from the
Pathology department

Medium

2 00000014 1 The trace includes several
tests that disrupt the spec-
ified procedure. Moreover,
these activities are performed
by less trusted users from the
Radiology department.

High

3 00000041 10 The results of some medi-
cal tests performed by a less
trusted user from the Ra-
diology sub-department are
not followed by tests from
the Pathology department as
specified.

Medium



Trace
Index

ID in
original
log

Sub-
model

Comments Severity
of Privacy
Infringe-
ment

4 00000068 11 The order in which some ac-
tivities are performed is not
compliant to the specification.
Moreover, a couple of less
trusted users from the Radi-
ology department perform 4
tests corresponding to differ-
ent process flows that are not
passed on to the Pathology
department.

High

5 00000073 11 One medical test that should
have been performed by the
Pathology sub-departement
was omitted, a similar test
was performed instead.

Low

6 00000092 4 The order in which a highly
trusted user from the Pathol-
ogy department executed his
duties is not fully compliant to
the specifications.

Low

7 00000110 11 One medical test that should
have been performed by the
Pathology sub-departement
was omitted, a similar test
was performed instead.

Low

8 00000132 11 A less trusted user has per-
formed a different test than
the one that should have been
done in this execution of the
treatment process. Further-
more, the order in which ac-
tivities were performed is not
compliant to the specification.

Meidum

9 00000152 11 One medical test that should
have been performed by the
Pathology sub-departement
was omitted, a similar test
was performed instead.

Low



Trace
Index

ID in
original
log

Sub-
model

Comments Severity
of Privacy
Infringe-
ment

10 00000234 10 A couple of tests from the
Pathology department were
executed instead of a test
from the Radiology depart-
ment that should have been
done in this execution of the
treatment process. Moreover,
a member of the Radiology
department initiates a treat-
ment procedure that is discon-
tinued thereafter.

High

11 00000344 24 A member of the Radiology
department initiates a treat-
ment procedure that is discon-
tinued thereafter. This may
lead to repurposing of test re-
sults.

Medium

12 00000356 15 A highly trusted user from the
Pathology department per-
forms a few additional tests.

Low

13 00000358 11 A highly trusted user from the
Pathology department per-
forms a few additional tests.

Low

14 00000399 19 After the Pathology depart-
ment performed one treat-
ment procedure. A second
treatment procedure was con-
ducted by the Radiology de-
partment, which did not in-
volve members of the Pathol-
ogy department although it
should have.

Medium

15 00000417 11 Less trusted users from the
Radiology department have
initiated a treatment process,
where they performed a dif-
ferent test that the one that
should have been performed.

Medium



Trace
Index

ID in
original
log

Sub-
model

Comments Severity
of Privacy
Infringe-
ment

16 00000520 11 A couple of medical tests were
executed instead of a similar
pair of tests.

Low

17 00000546 11 One test from the Pathology
departement was executed in-
stead of a test from the Radi-
ology departement.

Low

18 00000610 14 The order in which a highly
trusted user from the Pathol-
ogy department executed his
duties is not fully compliant to
the specifications.

Low

19 00000617 11 Several activities were exe-
cuted in the wrong order and
some activities were omitted.

Medium

20 00000783 11 The treatment process was
initialized twice in this trace,
however, it was not finished
properly by the Pathology de-
partment. Instead some tests
were repeated by the Radiol-
ogy department.

High

21 00000784 11 The order in which a highly
trusted user from the Pathol-
ogy department executed his
duties is not fully compliant to
the specifications.

Low

22 00000793 11 The order in which a highly
trusted user from the Pathol-
ogy department executed his
duties is not fully compliant to
the specifications.

Low

23 00000892 11 A highly trusted user from the
Pathology department per-
forms a few additional tests.

Low



Trace
Index

ID in
original
log

Sub-
model

Comments Severity
of Privacy
Infringe-
ment

24 00000936 15 A less trusted user from the
Radiology department per-
forms a test that should not
have been done in this exe-
cution of the treatment pro-
cess. Moreover, a user of the
Pathology department per-
forms a few activities before
obtaining the results from the
Radiology department

Medium

25 00000975 12 A couple of tests were skipped
by the Pathology department.

Low

26 00001048 15 A series of tests that should
have been executed by the
Pathology department were
replaced by other tests per-
formed by less trusted mem-
bers of the Radiology depart-
ment.

Medium

27 00001053 11 The order in which a highly
trusted user from the Pathol-
ogy department executed his
duties is not fully compliant to
the specifications.

Low

28 00001110 11 A series of tests that should
have been executed by the
Pathology department were
replaced by other tests per-
formed by less trusted mem-
bers of the Radiology depart-
ment.

Medium

Table C.2: Analysis of log traces


