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Abstract

We develop algorithms for detecting the moving-along pattern in trajectory data. Given a
trajectory of a moving entity and a subdivision of the space it moves in, we want to find the
sub-trajectories where the moving entity moves along the subdivision boundaries. We use the
Fréchet distance to partially match the trajectory and the subdivision boundary. We present
different scenarios of a moving entity and the subdivision boundary and show how they can
be handled by the free space diagram, the geometric data structure for computing the Fréchet
distance.

We develop an algorithm based on a variant of the Fréchet distance, the weak Fréchet
distance, to discover sub-trajectories along the subdivision boundaries. We use jumps to
merge overlapping sub-trajectories. We give an O(mn logm) algorithm to find all jumps in
the free space diagram with the help of a balanced binary tree.

We apply the model to study the movement pattern of gulls flying along the coastline.
We implement the algorithms and test them on gull data sets.
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Chapter 1

Introduction

As tracking technology advances, especially with the development of high-resolution GPS and
other remote sensing techniques, more and more movement data become available. In partic-
ular, animal movement data are collected for the study of animal ecology. The data record the
fixes of an animal within a period of time, and possibly some physiological parameters (e.g.
heart rate, body temperature, breath rate, etc) or environmental parameters (such as wind
speed/direction, humidity, etc). Researchers then analyze these data to explain the animal’s
movement patterns and behaviors. Such studies are important for evaluating the conservation
status of a species, and for understanding how human activity influences its habits.

Traditionally, the data analysis on this type of data is executed manually. With the in-
creasing amount of movement data, it becomes impractical to process these data entirely by
hand. Therefore researchers today develop algorithms to efficiently perform analysis tasks on
these data. Some typical data analysis tasks are trajectory segmentation, trajectory cluster-
ing, movement pattern mining and trajectory visualization.

In this thesis we study detecting the moving-along pattern in trajectory data. That is,
we are given the trajectory of a moving entity and a subdivision of the space it moves in.
Our task is to find the sub-trajectories where the moving entity was moving along subdivision
boundaries. Such pattern of moving along the boundaries can be frequently found in the real
world, such as pedestrians walking along the street, monkeys moving along the forest edge,
pigeons flying along the roads, etc. In our research the application scenario is gulls flying
along the coastline.

We study the movement of Lesser Black-backed Gulls (Larus fuscus) with breeding colony
on Texel island, the Netherlands. The research on these gulls is a long-term study of gull
behavior carried out by the CGE-Group (Computational Geo-Ecology) at UvA. The study
aims at a better understanding of the foraging movement patterns of the gulls and their
behavior outside the colony.

It is known that these gulls move in an irregular cyclic pattern with their colony as
start and end point of each trip [23]. In most times the travel path over sea is counter-
clockwise: the gull leaves the nest towards west and returns with direction towards east or
northeast. Sometimes the returning paths are exactly along the coast. Ecologists want to
find the relationship between such “moving-along-coastline” pattern and the cyclic movement
pattern. To do this the gull paths that are along the coastline need to be discovered, which
is the main task in this thesis.
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1.1 Problem Description

Given the trajectory of a moving entity and a subdivision of the region it moves in, we want to
develop an algorithm to report all sub-trajectories that are along the subdivision boundaries.
In our research we apply this algorithm to finding the gull sub-trajectories that are along the
coastline. It can also be applied to other real world scenarios as described above.

In Figure 1.1 we give an example to illustrate the problem. The trajectory of the moving
entity is presented as an arrowed line; the subdivision boundaries are presented as thicker
grey curves. The highlighted part between two points is the sub-trajectory where the moving
entity was moving along the subdivision boundary.

Subdivision boundary

Trajectory of moving entity

Figure 1.1: An example of entity moving along the subdivision boundary

1.2 Case Study

The moving entities we study are lesser black-backed gulls. The gull data set contains the
GPS records of 8 lesser black-backed gulls (four adult males and four adult females) from
June 1st to June 30th, 2010. The data were collected using the UvA Bird Tracking System
[22]. Each gull has a unique ID and its nest location is recorded. A circular region centered
at the nest location with 200m radius is regarded as the gull’s colony [22]. Each GPS record
in the data set consists of the date and time, longitude, latitude, x/y coordinates (projected
to RD-new Dutch coordinates 1), altitude, sensor temperature, GPS speed and the distance
to the colony center.

The subdivision boundary in our case study is the coastline. We obtained the coastline
data from National Geophysical Data Center (NGDC). The data set is derived from the
Global Self-consistent, Hierarchical, High-resolution Shoreline Database (GSHHS) [25] with
high resolution. Each sample point of the coastline is represented by latitude and longitude.
We convert the latitude and longitude of each point to x/y coordinates in RD-new Dutch
coordinate system for geometry computations.

1http://www.cachemaps.com/Downloads.php. Accessed on 25 May, 2012
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1.3 Related Work

Recently there has been extensive research in the area of computational movement analysis.
Many different tasks are performed to analyze trajectory data. Gudmundsson et al. [15]
present an overview of movement data and survey theories and applications for movement
data analysis.

Trajectory clustering is a common trajectory analysis task. Often similar trajectories as
a whole are grouped to discover common trajectories. Lee et al. [20] provide a density-based
clustering algorithm to analyze hurricane movement data and animal trajectory data. Fu et
al. [14] analyze vehicle motion trajectories with a two-layer hierarchical clustering algorithm.
Gudmundsson et al. [17] use clustering techniques to analyze football player trajectories in a
match. Buchin et al. [8] use partial clustering to detect commuting pattern.

Another trajectory analysis task is trajectory segmentation. It partitions a trajectory
into semantically meaningful segments. Buchin et al. [9] present an algorithmic framework to
segment a trajectory into segments of similar movement characteristics, such that the number
of segments is minimal. Rasetic et al. [21] , Anagnostopoulos et al. [2] use minimum bounding
boxes to segment a trajectory to support efficient search operations and range queries.

Movement pattern mining studies patterns in the movement behavior of moving entities.
Dodge et al. [11] propose a conceptional framework to define movement behavior and es-
tablish a categorization of movement patterns. Some typical movement patterns of moving
entities are: leadership pattern (Andersson et al. [3]), single file (Buchin et al. [7]), flock
(Gudmundsson et al. [16]) and commuting pattern (Buchin et al. [8]).

Movement analysis is also combined with visualization. Dykes et al. [13] survey a number
of graphical techniques and representation methods for movement data. Andrienko et al. [4]
use visual analytics to analyze massive collections of movement data.

In particular, our research is related to measuring the similarity between two trajectories.
Various works have been done on this topic. Several approaches are based on techniques in
sequence analysis. For example, Chen et al. [10] introduce Edit Distance on real sequences
(EDR) to measure the similarity between two trajectories. Dynamic Time Warping (DTW)
has been also applied to measure the similarity in time-series data [18, 19]. The Longest
Common Subsequence (LCSS) is another similarity measure for sequences. Vlachos et al. [24]
present efficient techniques to compute trajectory similarity based on the LCSS model.

Several approaches compute the similarity between trajectories based on their geometry.
The most relevant similarity measures of this type for our research are avg/max equal time
distance, the Hausdorff distance and the Fréchet distance. Yanagisawa et al. [26] present an
efficient indexing method to perform similarity queries for trajectory data based on average-
equal-time distance. Biliotti et al. [5] propose a clustering algorithm to count the number of
pedestrians given a trajectory data set based on the Hausdorff distance. Brakatsoulas et al. [6]
present map-matching algorithms to analyze vehicle movement data based on the Fréchet dis-
tance. Buchin et al. use the Fréchet distance to detect the single file movement pattern [7] and
commuting pattern [8]. In Section 3.3 we will discuss these three similarity measures in detail.

The Fréchet distance has several variants. Alt and Godau introduce the weak Fréchet
distance in [1]. In our work we will use the weak Fréchet distance. Driemel et al. [12] study
the Fréchet distance with shortcuts and give a near linear time approximation algorithm for
c-packed input curves. We develop an algorithm for the Fréchet distance with jumps which
is closely related to the algorithm of Driemel et al.. We will introduce the Fréchet distance
in Chapter 2.
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1.4 Overview

The thesis is organized as follows. In Chapter 2 we introduce the Fréchet distance which
will be the basis of our work. In Chapter 3 we give a model for the problem and show how
we handle different possible scenarios. In Chapter 4 we present algorithms to find the sub-
trajectories that are along the subdivision boundary. In Chapter 5 we show the structure
of the implementation. In Chapter 6 we introduce the experiments conducted and show the
results. In Chapter 7 we give conclusions and propose directions for further research.
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Chapter 2

Fréchet Distance

In this chapter we introduce an important similarity measure which will be the basis of our
research.

2.1 Definition for Fréchet Distance

The Fréchet distance measures the similarity of two parameterized curves. The study of
the Fréchet distance from the view of computational geometry was initialized by Alt and
Godau [1]. Formally, let τ1 and τ2 be two parameterized curves τ1(α(t)) and τ2(β(t)), where
α(t) and β(t) are non-decreasing continuous functions of parameter t ∈ [0, 1], such that
α(0) = β(0) = 0 and α(1) = β(1) = 1. Then the Fréchet distance between τ1 and τ2 is
defined as:

δF (τ1, τ2) = inf
α : [0, 1] → [0, 1]
β : [0, 1] → [0, 1]

max
t∈[0,1]

d

(
τ1

(
α(t)

)
, τ2

(
β(t)

))
Here d(·) denotes the distance between two points. The Fréchet distance is a common simi-
larity measure for computing trajectory similarity [6, 7].

The weak Fréchet distance is a variant of the Fréchet distance. It is defined in the same
way with the Fréchet distance except that the parameterizations α(t) and β(t) can be non-
monotonic functions [1], so it is also called non-monotone Fréchet distance.

2.2 Free Space Diagram

To compute the Fréchet distance one commonly uses the free space diagram. Assume we
are given two line segments P and Q parameterized over [0, 1], i.e. P and Q are continuous
functions P : [0, 1]→ R2 and Q : [0, 1]→ R2. We are also given a distance parameter ε > 0.
The free space of P and Q is defined as

Fε(P,Q) =

{
(x, y) ∈ [0, 1]2 | d

(
P (x), Q(y)

)
≤ ε
}

where d(·) denotes the distance between two points. Fε describes all the point pairs (P (x), Q(y))
whose distance is at most ε. Now we extend P and Q to polygonal curves with arbitrary
number of line segments, say P consists of n segments and Q consists of m segments:

Fε(P,Q) =

{
(x, y) ∈ [0, n]× [0,m] | d

(
P (x), Q(y)

)
≤ ε
}
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Such an n ×m diagram together with Fε is known as the free space diagram Dε(P,Q). In
Dε(P,Q) every vertical line corresponds to a vertex of P and every horizontal line corresponds
to a vertex of Q. Every pair of line segments, one from P and one from Q, defines a free space
cell Cij , which corresponds to the ith segment of P and the jth segment of Q.

Ivij

Ihij

Ivi+1j

Ihij+1

Fε

Cij

Fε

LF
ij

RF
ij

Cij

(a) (b)

Figure 2.1: Free Space Cell

We define the interval Ivij as the intersection segment of Fε and the left boundary of

Cij . The interval Ihij is the intersection segment of Fε and the bottom boundary of Cij , see
Figure 2.1(a). If Fε ∩ Cij 6= ∅, we define:

• RFij - the maximum x-coordinate of all points on Fε ∩ Cij . RFij ∈ [i, i+ 1].

• LFij - the minimum x-coordinate of all points on Fε ∩ Cij . LFij ∈ [i, i+ 1).

In Figure 2.1(b) we show RFij and LFij in a free space cell. Given the definition we know that

if Ivij 6= ∅, then LFij = i; if Ivi+1j 6= ∅, then RFij = i + 1. From the view of geometry, for any

point p ∈ P (i, LFij) ∪ P (RFij , i+ 1) and any point q ∈ Q(j, j + 1), d(p, q) > ε. Here P (·), Q(·)
denote the sub-curve of P and Q. We further define the interval IFij = [LFij , R

F
ij ]. If a free

space cell Cij has non-empty right boundary Ivi+1j 6= ∅, we say Cij is a live cell. We will use
this concept in the analysis in Section 4.2.

2.3 Deciding the Fréchet Distance

The decision problem of the Fréchet distance is defined as: given two polygonal curves P and
Q, and a parameter ε, decide whether δF (P,Q) ≤ ε. Alt and Godau [1] showed that given P
with n segments and Q with m segments, the decision problem can be solved in O(mn) time
by finding if there exists a monotone curve in Fε from (0, 0) to (n,m). The decision problem
can be extended to computing δF (P,Q) by searching over a set of critical values. But in our
work, we will only need to handle the decision problem of the Fréchet distance between two
polygonal curves.

Alt and Godau also gave an algorithm to decide whether the weak Fréchet distance be-
tween two polygonal curves is at most ε in [1]. This algorithm searches for a non-monotone
path in the free space diagram. It is the basis of our work and we will give detailed analysis
in Section 4.1.

12



Chapter 3

Problem Definition

In this chapter we give a model for the problem described in Section 1.1. In Section 3.1 we give
definitions for trajectory, sub-trajectory and describe the subdivision boundary. In Section 3.2
we present our model for the problem. In Section 3.3 we compare several similarity measures
and discuss their suitability for our model. In Section 3.4 we consider possible scenarios of
the moving entity with the subdivision boundary and show how they can be handled by our
model.

3.1 Preliminary

A trajectory τ is defined as a sequence of tuples and each tuple consists of the time stamp and
the location. Formally it is denoted as: τ = (〈t1, p1〉, ..., 〈tn, pn〉). Here ti represents the time
stamp and ∀i ∈ [1, n − 1] we have ti < ti+1. pi is a d-dimensional point that represents the
location of the moving entity at ti. In our research d = 2. A trajectory τ ′ = (〈ti, pi〉, ..., 〈tj , pj〉)
with 1 ≤ i ≤ j ≤ n is a sub-trajectory of τ . We denote the sub-trajectory of τ from ti to tj
as τ [i, j].

Besides a trajectory, we are also given a subdivision of the space the moving entity moves
in. The subdivision is given as a set of polygonal curves. These curves represent the bound-
aries of the subdivision. Each boundary component is either open or closed.

A closed subdivision boundary c is given as a simple polygon: c = (p1, ..., pn, p1), where pi
is a 2-dimensional point. In our case study, the coastlines of the islands are closed boundary
components. An open subdivision boundary c is given as a simple polyline: c = (p1, p2, ..., pn),
pn 6= p1. In our case study, the coastline of the Netherlands mainland is open boundary
component. A subdivision boundary c′ = (pi, ..., pj) with 1 ≤ i ≤ j ≤ n is a sub-boundary of
c, and we denote it as c′ = c[i, j].

3.2 Definition of Moving-along Pattern

To find the sub-trajectories where the moving entity was moving along the subdivision bound-
ary, we partially match the moving entity trajectory τ with the subdivision boundary c by
their shapes. We use a similarity measure to compute their similarity value. We then report
sub-trajectories that have similar shape with a part of the boundary.

Definition 3.2.1. A moving entity was moving along the subdivision boundary c[i′, j′] from
time ti to tj iff

13
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1. D(τ [i, j], c[i′, j′]) ≤ ε and,

2. L(c[i′, j′]) ≥ δc.

In the definition above, D(·) is a similarity measure which takes two polygonal curves as
input and returns their similarity value. In this case we compute the similarity between a sub-
trajectory τ [i, j] and a part of the subdivision boundary c. The parameter ε is a similarity
value threshold to identify similar shapes. L(·) computes the length of the sub-boundary
c[i′, j′]. The threshold δc is the minimal length of subdivision boundary that τ [i, j] needs to
span over. We will discuss these parameters with examples in Section 3.4.

In our case study, one possible extra requirement is to find the sub-trajectories where
the gull was flying along the coastline. Then we need to model the flying behavior of gulls.
Intuitively we can decide whether a gull was flying according to its altitude and its speed.
However, in the real data set, both these variables contain much noise. Therefore these values
are not reliable enough. We also notice that gulls seldom walk long distance along the coast,
nor do they float very close to the coast. Thus based on Definition 3.2.1, each sub-trajectory
of gull discovered most likely implies that the gull was flying during that time. Therefore we
do not model the flying behavior and do not implement it for our experiments.

3.3 Similarity Measures

In Definition 3.2.1 we use a similarity measure to compare the sub-trajectory and the sub-
division boundary by their shapes. In this subsection we introduce three known similarity
measures and discuss their suitability for our research. These similarity measures compare
the geometric shape of the polygonal curves. Two of them also take into account the temporal
component of the curves.

Avg/Max Equal Time Distance

This similarity measure is defined as the average (or maximum) distance over all pairs of
points at the same time of two trajectories. It requires that pairs of points in comparison
need to be sampled at the same time. In our research, however, the coastline data only
record the locations of points. They do not contain sample time information. It is therefore
impossible to match coastline points with trajectory points based on equal sample time. Hence
the avg/max equal time distance is not appropriate for our research.

Hausdorff Distance

The directed Hausdorff distance between two trajectories
−→
δH(τ1, τ2) is defined as the lowest

upper bound over all points in τ1 of the distances to τ2. Formally it is defined as:

−→
δH(τ1, τ2) = max

a∈τ1

{
min
b∈τ2

d(a, b)
}

where d(a, b) is the Euclidean distance between two points. The Hausdorff distance between
τ1 and τ2 is then defined as:

δH(τ1, τ2) = max
{−→
δH(τ1, τ2),

−→
δH(τ2, τ1)

}
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The Hausdorff distance is a commonly used similarity measure for trajectory analysis [5].
It allows different lengths of trajectories. Moreover, it does not require any sampling time
information of data. However, the main drawback of the Hausdorff distance is that it measures
only similarity of points but does not consider the course of trajectories, which is essential
in our research. For example, a moving entity circling over a small piece of subdivision
boundary is not moving along the boundary (see Scenario 7 in Figure 3.1), but each point in
the sub-trajectory of the moving entity is close to the boundary. The sub-trajectory and the
boundary have small Hausdorff distance and this case would be erroneously reported in the
results. Therefore the Hausdorff distance is not appropriate for our research problem.

Fréchet Distance

We have introduced the Fréchet distance in Section 2.1. This similarity measure overcomes
the drawback of the Hausdorff distance as it considers the course of trajectories. Thus we
choose the Fréchet distance for our research. More specifically, we use the weak Fréchet
distance as the similarity measure for Definition 3.2.1. In Section 3.4 we present scenarios to
illustrate how the weak Fréchet distance is more suited than the normal Fréchet distance for
our research.

3.4 Scenario Analysis

In this subsection we introduce possible scenarios of a moving entity and the subdivision
boundary. For each scenario we decide whether the sub-trajectory of the moving entity is
along the boundary. We also show how to handle these scenarios by the Fréchet distance.
Specifically, we show how this can be handled by the free space diagram, which was introduced
in Section 2.2. For convenience we name the moving entity M in the following analysis.

In Table 3.1 we briefly describe each scenario shown in Figure 3.1 and make a judgement
whether the sub-trajectory of M is along the subdivision boundary.

Scenario Number Description Along the boundary?

1 M moves far away from the subdivision bound-
ary

NO

2 M moves along the subdivision boundary YES

3 M moves over a gulf YES

4 M moves away from the boundary for a while NO

5 M moves back-and-forth along the boundary YES

6 M moves across the boundary NO

7 M circles over a small piece of the boundary NO

8 M moves between two parts of a subdivision
boundary

YES

9 M repeatedly moves along the same boundary
part at different time intervals

YES

10 M moves through a channel between two
boundaries

YES

Table 3.1 Scenario Descriptions
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Trajectory

Boundary

Island2

Island1

1©

2© 3©

4©

5©

6©

7©

8©

9©

10©

Figure 3.1: Possible Scenarios

• Scenario 1
In this scenario, M moves far away from the boundary. This sub-trajectory should not
be included in the results as it is not along the boundary. With the Fréchet distance, we
do not find a monotone curve in the corresponding free space diagram (with given pa-
rameter ε) for such faraway part. Therefore it is regarded as dissimilar to the boundary
and is filtered out.

• Scenario 2
M moves along the subdivision boundary in this scenario. A monotone curve in the
corresponding free space diagram can be discovered and reported.

• Scenario 3
M moves over a gulf-shaped boundary. We want to regard this part as one instance of
the moving-along pattern. It depends on how wide the gulf is for the sub-trajectory to
be considered as one instance. Figure 3.2 gives two detailed cases for this scenario. If the
size of the gulf is small enough, we find there is a sub-trajectory τ [i, j] so that any point
p ∈ τ [i, j] is close to both sides of the gulf (see Figure 3.2(a)). From the view of geometry,
if we draw a vertical line through a point p ∈ [pi, pj ] in the free space diagram, then the
line intersects with more than one disconnected free region. Conversely, if the size of the
gulf is large, we find there is a sub-trajectory τ [i, j] so that any point p ∈ τ [i, j] is not
close to any part of the boundary (see Figure 3.2(b)). With the normal Fréchet distance,
for both cases in Figure 3.2, we find two sub-trajectories: one ends at pj and the other
starts at pi. In Figure 3.2(a) the two sub-trajectories discovered are overlapping. In
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Section 4.2 we will give an algorithm to merge the overlapping sub-trajectories.

Trajectory

Boundary

pjpi

pi pj

qi qj

qi

qj

(a) Case A

Trajectory

Coastline

pi pj

pi pj

qi qj

qi

qj

(b) Case B

Figure 3.2: Scenario 3 with Free Space Diagrams

• Scenario 4
M initially moves along the boundary. Then it moves far away for a while and finally
moves along the boundary again. The faraway part should be filtered out and we only
keep the sub-trajectories before and after it.

• Scenario 5
In this scenario M moves back-and-forth along the boundary. The corresponding free
space diagram is shown in Figure 3.3.

Trajectory

Boundary

Figure 3.3: Free Space Diagram for Scenario 5

This sub-trajectory is indeed along the subdivision boundary. However, we do not find a
monotone curve in the diagram as shown in Figure 3.3 with the normal Fréchet distance.
To correctly discover this sub-trajectory, we use the weak Fréchet distance rather than
the normal Fréchet distance to find curves in the free space diagram. We loosen the
constraint and allow backtracking in the free space diagram. A non-monotone path is
drawn as a dashed line in the free space in Figure 3.3.
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• Scenario 6 and 7
In the previous scenario, we showed that the weak Fréchet distance is more suited than
the normal Fréchet distance in our research. However, with the weak Fréchet distance,
scenario 6 and 7 will be erroneously recognized as along the boundary. See Figure 3.4.

τ2
τ1

(a) Scenarios not along Boundary

Trajectory

Boundary

(b) Free Space Diagram for τ1

Figure 3.4: False Scenarios with Free Space Diagram

We first focus on τ1 (Figure 3.4(a), Scenario 7) where the moving entity circles over
a small part of the subdivision boundary. Intuitively τ1 is not along the boundary.
However, as we use the weak Fréchet distance, we can find a curve in the corresponding
free space diagram as shown in Figure 3.4(b) and report the sub-trajectory in the
results. Similarly, τ2 in Figure 3.4(a) (Scenario 6) represents the moving entity moves
across the boundary. It is not along the boundary either, but a curve is still found in
the free space diagram, although it is very short. We notice that in these cases, the
sub-trajectories are close to a small part of the boundaries, while in previous positive
scenarios, the sub-trajectories are close to a long part of the boundaries. Therefore
we make Definition 3.4.1 for eliminating these cases. Definition 3.4.1 is illustrated in
Figure 3.5.

Definition 3.4.1. Given a curve u in Fε of the free space diagram; For each point
p ∈ u, we define πc(p) as the projection of point p on the Boundary axis in the free space
diagram. Let πc(u) be the highest projection point on the Boundary axis and πc(u) be
the lowest projection point on the Boundary axis, we can find the corresponding points
on the boundary. Then we define πc(u) = |πc(u)πc(u)|, the actual length between the
points on the boundary.

Now regard the subdivision boundary as the coastline in the real world. Note that
the sub-coastline c[πc(u), πc(u)] is the part of the coastline that is matched with the
sub-trajectory τ [i, j] (Definition 3.2.1). According to Definition 3.2.1, one of the re-
quirements to report τ [i, j] as moving along the coastline is length(c[i′, j′]) ≥ δc. We
find that πc(u) and πc(u) correspond to i′ and j′ respectively. Hence we can verify this
condition by computing πc(u) and testing if πc(u) > δc. With proper setting of δc, we
can eliminate these scenarios since the sub-trajectories in these scenarios do not span
over long enough sub-coastlines.
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Trajectory

Boundary

u

πc(u)

πc(u)

πc(u)

πc(u)

πc(u)

Figure 3.5: Projection on the Boundary Axis

• Scenario 8
In this scenario the moving entity moves between two parts of a subdivision boundary.
These two parts belong to the same subdivision boundary so that they are matched
to the trajectory in the same free space diagram. Figure 3.6 describes this scenario in
detail.

Trajectory

Boundary

Boundary

Trajectory

Trajectory

Boundary

Boundary

Trajectory

(a) (b)

Figure 3.6: Scenario 8 with Free Space Diagrams

Figure 3.6(a) shows the moving entity was moving into the region between subdivision
boundaries and Figure 3.6(b) shows the moving entity was moving outside the region
between subdivision boundaries. If the sub-trajectory is close enough to both parts of
the boundary, we find there is a branch in the free space diagram. By the weak Fréchet
distance we find two curves in the diagrams as shown in Figure 3.6. In the results we
report that the sub-trajectory is along both parts of the boundary.

• Scenario 9
In this scenario the moving entity repeatedly moves along the same part of the boundary
at different time intervals with the same direction. The corresponding free space diagram
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is shown in Figure 3.7. We find some repeated free regions with similar shapes. Every
time the moving entity moves along the boundary, we find a separate curve in the free
space diagram. Therefore the sub-trajectories are reported separately.

Trajectory

Boundary

Figure 3.7: Free Space Diagram for Scenario 9

• Scenario 10
In this scenario the moving entity moves through a narrow channel between two subdivi-
sion boundaries. This scenario resembles scenario 8 where the moving entity was moving
between two parts of a subdivision boundary. But in this scenario, the two boundary
parts do not belong to the same subdivision boundary. Since each free space diagram
matches a trajectory to only one subdivision boundary, we cannot match the trajectory
to two subdivision boundaries in one free space diagram for this scenario. Instead, we
match the trajectory to each subdivision boundary separately with an independent free
space diagram. In the results for this scenario, we get overlapping sub-trajectories, each
is along one of the subdivision boundaries.
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Chapter 4

Algorithm

In this chapter we present algorithms to find sub-trajectories of the moving entity that are
along the subdivision boundaries using the Fréchet distance. Our approach is based on the
free space diagram, see Section 2.2. We first introduce the main algorithm based on the weak
Fréchet distance in Section 4.1, then we give an algorithm to find jumps in Section 4.2. In
Section 4.3 we show how to efficiently find a jump with the help of a balanced binary tree.

4.1 Main Algorithm

Our main algorithm is based on the weak Fréchet distance. Alt and Godau gave an O(nm)
algorithm to decide whether the weak Fréchet distance between two polygonal curves is at
most ε in [1]. However, their algorithm completely matches the two curves and decides their
similarity value. In our research the trajectory and the subdivision boundary are partially
matched by the weak Fréchet distance. Therefore we modify the weak Fréchet distance
algorithm in [1] and give our partial matching algorithm.

Given a trajectory τ with n segments and a subdivision boundary c with m segments, as
well as a parameter ε > 0, we build a free space diagram of n×m cells. The diagram is built
column by column from left to right. In each column, we build the cells from bottom to top.
For each cell Cij we compute Ivij , I

h
ij and IFij . After the free space diagram is completed, we

create an undirected graph G = (V,E) where V = {Cij | 1 ≤ i ≤ n, 1 ≤ j ≤ m}. For each
cell Cij , if Ivij 6= ∅, we add an edge connecting Cij and Ci−1j in G; If Ihij 6= ∅, we add an edge
connecting Cij and Cij−1 in G. If Cij ∩Fε = ∅, we remove the corresponding vertex from G.

We then get a graph containing a number of disconnected components, as shown in Fig-
ure 4.1. Each component represents a free space region in the free space diagram. Next we
traverse the graph with a traversal algorithm, such as breadth first search, to find all these
components. During the traversal process of each component, we keep updating πc(u) and
πc(u) to maintain the maximum πc(u) discovered. We then test if πc(u) ≥ δc according to
Definition 3.2.1. If so, we report the corresponding sub-trajectory.

4.2 Algorithm to Find Jumps

Recall that in Scenario 3 the moving entity moves over a gulf. Depending on the size of the
gulf and the value of parameter ε we choose, we have two possible cases (See Figure 3.2).
We now focus on Figure 3.2(a). By our main algorithm in Section 4.1 we will report two
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Figure 4.1: Free Space Diagram with Corresponding Graph

overlapping sub-trajectories τ [x, j] and τ [i, y] (i < j). However, such segmentation is not
meaningful. A more natural solution is to merge these two sub-trajectories and report τ [x, y]
instead. We need a “tunnel” across the forbidden region in free space diagram to connect the
two curves in the free space. Hence we define a jump in Definition 4.2.1.

Definition 4.2.1. Given two non-empty free space cells Cij and Cij′ with j′ < j. A jump
connects the free space regions from Cij′ to Cij.

Trajectory

Boundary

pjpi

pi pj

qi qj

qi

qj

(a) Scenario 3 without a Jump

Trajectory

Boundary

pj

pj

qi qj

qi

qj

(b) Scenario 3 with a Jump

Figure 4.2: Example of a Jump

In Figure 4.2 we give an example jump at pj . Without the jump, the lower curve in
Figure 4.2(a) is stopped at pj . The jump connects the lower curve to higher live cells so
that the curve is extended. Recall from Section 2.2 that a live cell Cij has non-empty right
boundary Ivi+1j 6= ∅. In this way we merge the two originally disconnected curves and get a
longer curve in Fε.

A jump has a direction. It starts from the lower cell and ends at the upper cell. We call
the upper cell the target cell. We observe that the right boundary of target cells contains
free space, so that target cells can extend the curve discovered to the right neighbor column.
By this observation we know that live cells are potential target cells to which a jump can be
made.
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The process to find jumps can be embedded in the process to build the free space diagram.
We build up the free space diagram column by column from left to right, and in each column
from bottom to top. Each time we encounter a live cell Cij , we search in all cells below it
(from Ci0 to Cij−1) to find a cell to make a jump. Intuitively, a cell Cij′ with IFij′ ∩ IFij 6= ∅
is a sufficient condition, and a jump can be made from Cij′ to Cij (j′ < j). However, we will
give examples to illustrate that this is not sufficient in the following analysis. Instead, we give
the definition of feasible jumps in Definition 4.2.2.

Definition 4.2.2. Given two non-empty cells Cij and Cij′ with j′ < j. We can make a
feasible jump from Cij′ to Cij iff LFij′ ≤ LFij ≤ RFij′. We say Cij′ is a feasible cell of Cij.

5

2

10

3

Ci0 (0, 4)

Ci1 (0, 5)

Ci2 (0, 3)

Ci3 (3.5, 6)

Ci4 (0, 1)

Ci5 (2, 6)

0 6

Figure 4.3: Strategies of Jumps

According to Definition 4.2.2, for each live cell Cij , it is possible that we find more than
one feasible cell. Figure 4.3 gives an example. For each cell with non-empty left boundary
Ivij 6= ∅ (Ci0, Ci1, Ci2 and Ci4), we show the length of curve in Fε discovered to its left. In the

brackets we also show parameterized LFij and RFij , by which we can compute length(IFij ). For

example, length(IFi3) = 6 − 3.5 = 2.5. We define Wij for each cell as the sum of length(IFij )
and the length of curve to its left. Then we have Wi0 = 4 + 5 = 9, Wi1 = 5 + 2 = 7,
Wi2 = 3 + 10 = 13, Wi3 = 2.5 + 0 = 2.5, Wi4 = 1 + 3 = 4 and Wi5 = 4 + 0 = 4. In this figure,
we have two live cells: Ci5 and Ci3. For Ci3 we can make a jump from Ci0 or Ci1; for Ci5 we
can make a jump from Ci0, Ci1 or Ci2. Now the question is, which one should we choose?

Intuitively we choose the cell with maximum W value so that we can maintain the longest
curve discovered in Fε, and then report the longest sub-trajectory. With this strategy we
choose Ci2 for Ci5 and Ci0 for Ci3. However, to find the cell with maximum W , we may do a
linear search downwards from the target cell. In the worst case it costs O(m) time for each
live cell to make such a jump, where m is the number of cells in each column.

Another choice is to select the cell that is nearest to the target cell. Formally, among all
the feasible cells of Cij , we choose the cell Cij′ with minimum |j − j′|. By this strategy we
minimize the length of each jump. In the example we choose Ci2 for Ci5 and Ci1 for Ci3. In

23



T. Li

Section 4.3 we show that with this strategy it costs O(logm) time to make a jump for each
live cell. This is more efficient than the previous strategy.

Since we process the cells from bottom to top in each column of the free space diagram,
we can combine these two strategies so that each live cell get the longest curve with time cost
O(logm). We choose the nearest feasible cell Cij′ to make the jump. However, we not only
make jumps for live cells, but also for other cells with empty right boundary. When making
jumps we update the W value for each cell so that the optimal length of curve is propagated
upward. Thus live cells obtain the optimal W value from all feasible cells below it by making
a jump from the nearest feasible cell.

Algorithm 1 FindJumps(D, i)

1: D is the free space diagram, size n×m. i is the column index.
2: for j = 0 to m− 1 do
3: Find nearest feasible cell Cij′ for Cij
4: UpdateLength(Cij , Cij′)
5: return

Algorithm 2 UpdateLength(Cij , Cij′)

1: if Ivij = ∅ and Cij′ doesn’t exist then

2: Wij ← length(IFij )
3: return
4: if Ivij 6= ∅ then

5: s1 ←Wi−1j + length(IFij )
6: if Cij′ exists then
7: s2 ←Wij′ − length(〈LFij , RFij′〉) + length(IFij )
8: Wij ← max(s1, s2)
9: return

In Algorithm 2, we update Wij by taking the maximum value among Wi−1j and Wij′ .
If neither of them is available, Wij is set to length(IFij ). The complexity of the algorithm is
O(1).

Lemma 4.2.1. Using Algorithm 1 and 2, each live cell Cij obtains maximum Wij.

Proof. Assume we are processing a live cell Cij0 . We may have the following cases:

1. Ivij0 = ∅ and Cij0 has no feasible cells. In this case Wij0 = length(IFij0). For the cells

Cij′ below it, we have either LFij′ > LFij0 or RFij′ < LFij0 . The former type of cells have

smaller length(IFij′). For the latter type of cells, even if they may have large W values,
they are not feasible for Cij0 according to Definition 4.2.2. Therefore Wij0 is optimal.
See Figure 4.4(a) as an example.

2. Ivij0 = ∅ and Cij0 has feasible cells. In this case Wij0 can only be determined by its
nearest feasible cell. Assume Cij1 is the nearest feasible cell, then we have Wij0 =
Wij1 − length([LFij0 , R

F
ij1

]) + length(IFij0). Now if Cij1 has no feasible cells, we know

Wij0 ≥ length([LFij1 , R
F
ij0

]). We also know that for all cells Cij′ below Cij1 , we have
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LFij′ > LFij1 . So Wij0 is larger than any W value below Cij1 . If Cij1 has feasible cells,
we iteratively compute W value of its nearest feasible cells until no feasible cells are
available. See Figure 4.4(b) as an example.

3. Ivij0 6= ∅. In this case, the feasible cell for Cij0 can only be cells with Ivij′ 6= ∅.

If Cij0 has no feasible cells, then we know all cells below it have Ivij′ = ∅, therefore Wij′ <

length([i, j0]) for all of them. We also know that Wij0 ≤ length(IFij0) = length([i, j0]),
the entire width of the column. Hence it is optimal. See Figure 4.4(c) as an example.

4. If Ivij0 6= ∅ and Cij0 has feasible cells, then Wij0 is at least length(IFij0) plus the length
of longest curve to the left of cells below it. Assume Cij′′ has the longest curve to the
left and j′′ < j0. This implies Ivij′′ 6= ∅. Then Cij′′ can pass the length of curve upward
to all cells with Ivij′ 6= ∅ until it reaches Cij0 . Hence Wij0 is optimal. See Figure 4.4(d)
as an example.

Cij0

Cij0 Cij0

Cij0

Cij′′

Cij1

Cij2

(a)

(c) (d)

(b)

Figure 4.4: Optimal Length for Live Cells

We demonstrate Algorithms 1 and 2 at the example of Figure 4.3. We start with Ci0. It
is the first cell in this column, hence Wi0 = 5 + 4 = 9. Next we process Ci1. It is possible to
make a jump from Ci0 to Ci1 and since Wi0 = 9 > 2 + 5, we make Wi1 = Wi0 − 4 + 5 = 10.
Next we process Ci2. We can make a jump from Ci1 to Ci2, but the existing curve length of
Ci2 is larger than Wi1, so Wi2 = 10 + 3 = 13. For Ci3, the nearest feasible cell is Ci1. Hence
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we make a jump from Ci1 to Ci3 and make Wi3 = 10−1.5+2.5 = 11. For Ci4 we have a jump
Ci2 to Ci4 and Wi4 = 11. For Ci5, the nearest feasible cell is Ci2 according to Definition 4.2.2.
We make the jump from Ci2 and set Wi5 = Wi2 = 1 + 4 = 16.

Figure 4.3 also gives an example to illustrate why IFij ∩IFij′ 6= ∅ is not a sufficient condition

to make a feasible jump. Suppose we are processing Ci5. If a cell Cij′ is feasible as long as IFij ∩
IFij′ 6= ∅, then Ci3 becomes the nearest feasible cell for Ci5.Thus we update Wi5 = Wi3 = 11.
However, this is not the optimal length of curve for Ci5.

Now the remaining question is how to find the nearest feasible cell efficiently (Line 3
of Algorithm 1). The naive approach is to search downward from Cij until a feasible cell
is discovered. This approach has complexity O(m), which results in O(m2) complexity for
Algorithm 1. Instead of the naive approach, we give an O(logm) approach with the help of
a balanced binary tree T . The approach will be introduced in Section 4.3. In short, we store
the column subdivision in a balanced binary tree and perform a query in this tree with key
LFij to find the nearest feasible cell for Cij . We then insert Cij into the tree and continue.

With the balanced binary tree T , we can change Algorithm 1 to Algorithm 3. For each
free space cell Cij , the algorithm costs O(logm) time to find the nearest feasible cell to make
the jump, update the length and insert Cij into the balanced binary tree. Since the free space
diagram contains m×n cells, it takes O(mn logm) to find jumps for all cells in the free space
diagram.

Algorithm 3 FindJumps(D,T, i)

1: D is the free space diagram, size n ×m. T is the balance binary tree. i is the column
index.

2: for j = 0 to m− 1 do
3: sij′ ← Query(T, LFij)
4: Find the corresponding cell Cij′ of line segment sij′

5: UpdateLength(Cij , Cij′)
6: InsertSegment(T, sij)
7: return

4.3 Find Nearest Jump with a Balanced Binary Tree

We abstract the free space interval IFij of each cell as a horizontal line segment sij in the cell.

The leftmost endpoint is at LFij and the rightmost endpoint is at RFij . We take the upper
envelope of these segments, as shown in Figure 4.5(a). For simplicity we omit the column id
for each segment and only keep the row id in the figure.

The upper envelope is shown as a dotted polyline in Figure 4.5(a). Each horizontal
component of the upper envelope either covers (part of) a line segment, or drops to the
bottom boundary of the column. Each (part of) line segment covered is the highest in that
range of the column confined by the corresponding horizontal component. For the horizontal
component that drops to the column bottom, it means that no line segment appears in that
range.

By definition of the upper envelope, the horizontal components form a subdivision of the
column. We show this subdivision in Figure 4.5(a) below the free space diagram. Each part
of the subdivision corresponds to a horizontal component of the upper envelope. At each
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(a) Upper Envelope and column subdivision
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(b) Binary search tree of subdivision

Figure 4.5: Column Subdivision

part of the subdivision we store the information of the (part of) line segment covered. If a
horizontal component is at the column bottom, we mark the corresponding subdivision part
as “null”. Sometimes a line segment can be stored multiple times. For example the segment
s2 in Figure 4.5(a) is stored twice in the column subdivision. This results in that the number
of horizontal components can be larger than the number of line segments. In the following
analysis we will see that the number of horizontal components is O(m), for a column with m
rows.

Now for a new incoming cell Cij , we can do a query with value LFij in the subdivision
to find out which part contains the query value. If the result returned is “null”, we know
that there is no feasible cell for Cij below it. If the result returned is a line segment sij′ , we
know that sij′ is the highest line segment in that range, and we return the cell Cij′ which was
represented by sij′ as the nearest feasible cell for Cij .

To perform such queries efficiently, we build a balanced binary tree according to the order
of the subdivision parts. In Figure 4.5(b) we give an example of the tree, which depicts the
column subdivision in Figure 4.5(a). With the balanced binary tree structure, our query
complexity is O(h), where h is the height of the tree. As the tree is balanced, we have
h = logm. Therefore each cell finds the nearest feasible cell to make a jump in O(logm)
time.

After we find the nearest feasible cell for Cij and make the jump, we have to insert sij
into the balanced binary tree. The newly inserted line segment sij is the highest among all
existing line segments, therefore the upper envelope is changed and the column subdivision
is affected. In Figure 4.6 we show the insertion of a line segment into the subdivision in
Figure 4.5. In Figure 4.7 we show how the insertion of a new line segment affects the column
subdivision in detail.

From Figure 4.7 we can summarize the process of inserting a new line segment sij as
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(a) Insertion of a new line segment
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(b) Insertion of a new line seg-
ment in the balance binary tree

Figure 4.6: Column subdivision after insertion

follows: We first find the subdivision parts that contain LFij and RFij (LFij and RFij are the

endpoints of sij). For convenience we name the subdivision part that contains LFij as LN and

name the subdivision part that contains RFij as RN . In Figure 4.7 LN is labeled s1 and RN
is labeled s4. Then we delete all the subdivision parts between LN and RN . After that we
insert sij between LN and RN and update the endpoints of LN and RN according to LFij
and RFij .

The deletion of the subdivision parts between LN and RN costs O(m) time in the worst
case. However, as we organize the subdivision parts in a balanced binary tree, we can spend
O(logm) time to perform the insertion process above, plus the time cost to maintain the tree
balanced. We present the algorithms to insert a line segment into the tree in Algorithm 5.

Before introducing the insertion algorithm, we first introduce an algorithm DeleteN-
odes performing efficient deletion operations, as shown in Algorithm 4. This algorithm is
used in the insertion algorithm. Given a node SPLIT and a node V (V is in the subtree
rooted at SPLIT ), the algorithm DeleteNodes deletes all the nodes in between them
in the tree order. If V > SPLIT , then after deletion V becomes the in-order successor of
SPLIT in the tree; if V < SPLIT , then after deletion V becomes the in-order predecessor
of SPLIT in the tree. Assuming V > SPLIT , the algorithm starts to search V from the

s1 nulls2s5 s4

s1 s0 s2 s4 nulls2

s5

Figure 4.7: Insertion changes the column subdivision
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Algorithm 4 DeleteNodes(SPLIT, V )

1: SPLIT and V are both nodes in the balanced binary tree, V is in the subtree rooted at
SPLIT .

2: if V < SPLIT then
3: Node i← SPLIT.left-child
4: while i 6= V do
5: if V > i then
6: i← i.right-child
7: else
8: Node t← i
9: i← i.left-child

10: Delete t and all nodes in right sub-tree of t.
11: else
12: Node i← SPLIT.right-child
13: while i 6= V do
14: if V > i then
15: Node t← i
16: i← i.right-child
17: Delete t and all nodes in left sub-tree of t.
18: else
19: i← i.left-child
20: return

right child of SPLIT . Before reaching V , if the searching path turns to the right child of
a node i, then node i and its left subtree are deleted, because all these nodes are smaller
than V and larger than SPLIT ; if the searching path turns to the left child of node i, then
no deletion is performed and the searching continues. For the case that V < SPLIT , the
algorithm performs in a similar way with all criteria reversed. The time complexity of the
algorithm is O(logm).

We then introduce Algorithm 5, which inserts a line segment sij to the balanced binary
tree. It starts with finding LN and RN . If LN equals RN (Line 4 of Algorithm 5), then
we know that the two endpoints of sij fall into the same subdivision part. Then the part is
divided into two smaller pieces and the new line segment is inserted in between. Figure 4.8
gives an example to illustrate this scenario. In the example s0 is divided into two parts after
the insertion of s3. Figure 4.8 also shows how the balanced binary tree is changed. After the
insertion, the balanced binary tree may be re-balanced since it grows taller at the inserted
node. From the inserted node we search upward to find the node that needs re-balancing
until we reach the root. This process takes O(logm) time.

If LN is not equal to RN , Algorithm 5 continues to find the lowest common ancestor
node of LN and RN . The lowest common ancestor node is the node where the searching
paths from root to LN and RN begin to split. Therefore we name it the SPLIT node. For
example, in Figure 4.5(b) the SPLIT node for s1 and s4 is the node labeled s2 at the root
of the tree. This node can be discovered in O(logm) time. Then we perform node deletion
operations with Algorithm 4. If the SPLIT node equals to LN or RN , we can perform
only one-side deletion so that LN and RN become in-order neighboring in the tree after
the deletion operations. In Figure 4.9 we show all the scenarios after deletion if LN equals
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Algorithm 5 InsertSegment(T, sij)

1: T is the balanced binary tree. sij is the line segment to be inserted.
2: LN ← Query(T, LFij)

3: RN ← Query(T,RFij)
4: if LN == RN then
5: Divide LN into two nodes; Update their boundaries; Make the two nodes as left and

right child of sij .
6: Insert sij to the place of LN in T .
7: Re-balance the tree if necessary.
8: return
9: SPLIT ← FindLowestAncestor(LN,RN)

10: if SPLIT == LN then
11: DeleteNodes(SPLIT,RN)
12: Insert sij as right-child of LN ; Update the boundaries of LN and RN .
13: Re-balance the tree if necessary.
14: else if SPLIT == RN then
15: DeleteNodes(SPLIT, LN)
16: Insert sij as left-child of RN ; Update the boundaries of LN and RN .
17: Re-balance the tree if necessary.
18: else
19: DeleteNodes(SPLIT, LN)
20: DeleteNodes(SPLIT,RN)
21: Replace SPLIT with sij ; Update the boundaries of LN and RN .
22: Re-balance the tree if necessary.
23: return

SPLIT ; in Figure 4.10 we show all the scenarios after deletion if RN equals SPLIT .

If LN equals SPLIT as shown in Figure 4.9, we insert sij as the right child of LN after
deletions; if RN equals SPLIT , we insert sij as the left child of RN after deletions. After the
insertion of sij , we update the boundaries of both LN and RN according to the endpoints of
sij . Then we may need to re-balance the tree. Consider the scenario in Figure 4.9(a). The

s0 s1 s2

s3

s0 s1 s2s0s3

s1

s0 s2

s1

s3 s2

s0 s0

Figure 4.8: Insertion when LN == RN
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Figure 4.9: Scenarios after deletion, LN equals SPLIT

RN RN

(a)

LN

(b)

LN

Figure 4.10: Scenarios after deletion, RN equals SPLIT

worst case is that node RN has no subtrees but the left subtree of LN is full-grown. For such
worst case, the number of nodes that need re-balancing is O(logm). As each re-balancing
operation costs O(1) time, we need O(logm) time for re-balancing for the worst case. Hence
it does not increase the time complexity of the entire insertion process.

If SPLIT 6= RN and SPLIT 6= LN (Line 18 of Algorithm 5), we need to perform
DeleteNodes on two sides of SPLIT . Then we find LN becomes the in-order predecessor
of SPLIT and RN becomes the in-order successor of SPLIT . All possible scenarios are
presented in Figure 4.11. After deletions we replace SPLIT by sij to complete the insertion.
Again, the boundaries of LN and RN are updated and the tree is re-balanced. The worst
case for re-balancing is the same as the scenario in Figure 4.9(a), thus the complexity for this
scenario is also O(logm).

According to the analysis above, each time we insert a new line segment to the column,
at most 2 new nodes are inserted to the tree. Therefore the number of nodes in the tree is
O(m). This is also the upper bound for the number of horizontal components of the upper
envelope in the column.
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Figure 4.11: Scenarios after deletion, SPLIT 6= LN and SPLIT 6= RN

In summary, we use a balanced binary tree to record a subdivision of the column. Each
part of the subdivision represents the highest free space interval of that range. Hence for each
free space cell Cij , it takes O(logm) time to find the nearest feasible cell to make a jump.
We also allow insertion into the tree in O(logm) time.

4.4 Non-monotone Jumps

The analysis above is based on the monotone Fréchet distance. In Algorithm 1, we process
each column of the free space diagram from bottom to top. However, we have declared that
our research is based on the weak Fréchet distance. We allow non-monotone curves in the
free space diagram. Therefore we should also allow jumps from upper cells to lower cells. We
name these jumps non-monotone jumps. In Figure 4.12 an example is presented. To find these
jumps, we need to process the free space diagram twice. In the first pass, we start from the first
column (i = 0) to the last column (i = n), and at each column we call FindJumps(D,T, i)
to find monotone jumps. In the second pass, we start from the last column (i = n) to the
first column (i = 0). At each column, we still call FindJumps(D,T, i) function. However, in
this pass the Definition 4.2.2 should be slightly modified: the requirement of feasible jump is
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changed to LFij′ ≤ RFij ≤ RFij′ , and Algorithm 2 should be modified accordingly. The second
pass can be interpreted as that we make the gull fly backwards along the trajectory and find
the jumps in free space diagram. The complexity of the two passes in total is O(mn logm).

pj

pj

qi qj

qi

qj

Trajectory

Boundary

Figure 4.12: Example of a non-monotone Jump

Once we find a jump from Cij′ to Cij , we add an edge in G connecting vertices Cij′ and
Cij . Thus during graph traversal, they will be regarded in the same component. Then the
two originally disconnected components are connected. Finally, we report one sub-trajectory
from the component, so that the two originally overlapping sub-trajectories are merged.
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Chapter 5

Implementation

We implemented the algorithms in Java using Eclipse. We built a GUI application to visualize
the results. We also allow exporting results to KML format files, so that they can be visualized
in Google Earth.

The entire application includes 4 types of classes, they are

• Geometry classes - including basic geometric shapes, like points, line segments, etc.

• Entity classes - including the entities, which are fixes, trajectories and subdivision
boundaries.

• Algorithm classes - including the algorithms introduced in Chapter 4.

• GUI classes - including the visualization component, the main application panel and
the KML exporting component.

The structure of the application is presented as an UML class diagram in Figure 5.2.
In our initial version of the algorithm, we used an interval tree to find nearest jumps

instead of a balanced binary tree. We use this interval tree in the implementation.
The capsule class in geometry classes is for determining LFij and RFij of a free space cell

Cij . For example, consider two line segments P and Q, and a parameter ε, as shown in
Figure 5.1. We create a capsule-shape boundary around Q so that any point on the boundary
has minimum distance ε to Q. The boundary encloses the Minkowski sum of the segment Q
and a disk of radius ε. We then find the intersection points of P and the boundary, say pi
and pj . According to their positions in P we compute LFij and RFij .

ε

ε Q

P

pi

pj

Figure 5.1: Capsule Shape
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Figure 5.2: Structure of the Application
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Chapter 6

Experiments

In this chapter we evaluate the correctness of our algorithm and test it on real data. We
first describe experiments on synthetic data in Section 6.1 and present the results of these
experiments in Section 6.2. Then we describe experiments with real data in Section 6.3 and
show results of these experiments in Section 6.4. All experiments were conducted on an Intel
Core-2 1.73GHz PC with 2GBytes of main memory, running on Windows XP.

6.1 Experimental Setting for Synthetic Data

We first conducted experiments on synthetic data. The purpose of these experiments is to
evaluate the correctness of the algorithms. We create synthetic data to simulate the scenarios
described in Section 3.4. We manually draw the coastline and trajectory in a java applet,
and export them to comma-separated files. We test the synthetic data with the algorithm
implemented and compare the results with our expected results in Table 3.1. For the scenario
that the moving entity moves over a gulf, we test how the jumps described in Section 4.2
improve the results.

Since the data sets are synthetic, the thresholds are also synthetic, and we do not attempt
to obtain a uniform setting of thresholds which is suitable for all the scenarios. The purpose
of these experiments is to check if the algorithms implemented can handle all the scenarios
correctly. Therefore we adjust the setting of thresholds for each scenario to test the algorithms.

6.2 Results for Synthetic Data Experiments

For all the figures in this section, the dark grey polylines represent the subdivision boundary
and the light grey polylines represent the trajectory. The sub-trajectories along the subdivi-
sion boundary are highlighted in color green; The sub-trajectories that are close to but not
along the subdivision boundary are highlighted in color red. Each sub-trajectory has a start
point (a filled circle) and an end point (a filled square).

Figure 6.1 shows the scenario that the moving entity moves along the subdivision bound-
ary in the beginning, and then moves away from the subdivision boundary. The algorithm
correctly finds the sub-trajectory.

Figure 6.2 shows that the moving entity moves back and forth along the subdivision
boundary. The algorithm correctly finds the sub-trajectory, which indicates that the weak
Fréchet distance is effective in the algorithm.
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Figure 6.3 shows the scenario that the moving entity moves along the subdivision boundary
initially, then moves away for a while and finally moves along the subdivision boundary again.
The algorithm correctly finds the two sub-trajectories that are along the subdivision boundary,
and rules out the sub-trajectory that is far away.

Figure 6.4 shows two scenarios that the moving entity moves close to the subdivision
boundary but not along it. The algorithm correctly labels the sub-trajectories as close to the
subdivision boundary.

Figure 6.5 shows that the moving entity moves between two subdivision boundary parts.
The algorithm finds the sub-trajectory and labels it as along both parts.

Figure 6.6 shows that the moving entity repeatedly moves along a part of subdivision
boundary. The algorithm correctly discovers the two sub-trajectories that are along the
subdivision boundary.

Figure 6.7 shows that the moving entity passes a gulf-shaped subdivision boundary. In
Figure 6.7(a) the algorithm does not use jumps and it reports two overlapping sub-trajectories.
In Figure 6.7(b) the algorithm uses jumps and only one sub-trajectory is discovered.

Figure 6.8 shows a similar scenario as the previous figure, but the moving direction of the
moving entity is opposite. The algorithm correctly finds one sub-trajectory in Figure 6.8(b)
with non-monotone jumps.

Figure 6.9 shows a scenario that the moving entity passes multiple gulfs. In Figure 6.9(a),
four sub-trajectories are discovered without jumps and they are overlapping each other. In
Figure 6.9(b), with jumps the sub-trajectories are merged.
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Figure 6.1: Normal scenario, ε = 40, δc = 100
Figure 6.2: Moving back-and-forth scenario,
ε = 40, δc = 100

Figure 6.3: Moving far and back scenario, ε = 40,
δc = 100

Figure 6.4: Moving close but not along scenario,
ε = 40, δc = 130

Figure 6.5: Moving in-between two parts of a
boundary, ε = 65, δc = 100

Figure 6.6: Repeatedly moving along the same
part of a boundary, ε = 40, δc = 100
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(a) without jumps (b) with jumps

Figure 6.7: Moving over a gulf, ε = 60, δc = 100

(a) without jumps (b) with jumps

Figure 6.8: Moving over a reverse gulf, ε = 40, δc = 100

(a) without jumps (b) with jumps

Figure 6.9: Moving over multiple gulfs, ε = 40, δc = 40
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6.3 Experimental Setting for Real Data

After evaluating the correctness of the algorithms implemented in the previous section, we
now test the algorithms on real data. We first introduce the real data sets in detail, then we
explain the experiments of the real data.

Data Description

The gull data set consists of the trajectory data of 8 lesser black-backed gulls from June 1st
to June 30th, 2010. Four of them are adult males and the other four are adult females. The
size of the data ranges from around 4,000 sample points to more than 17,000 sample points.
Each gull has a unique ID. In the trajectory data, each GPS record consists of the date and
time, longitude, latitude, x/y coordinates, altitude, sensor temperature, GPS speed and the
distance to the colony center. Among these variables, the altitude and GPS speed values are
not accurate; the sensor temperature and the distance to the colony center are not relevant
to our research.

The sample rate of the data is not consistent. The rate depends on the energy level of the
logger attached to the gulls. It ranges from 3 seconds to 20 minutes. In Table 6.1 we give the
data information for each gull.

ID Gender Size of Data Average sample rate (minutes)

298 Male 4161 fixes 10.4

311 Male 4096 fixes 10.5

317 Male 4948 fixes 8.7

320 Male 14818 fixes 2.9

327 Female 8046 fixes 5.4

329 Female 3840 fixes 11.2

344 Female 9101 fixes 4.7

355 Female 17139 fixes 2.4

Table 6.1 Gull Data Introduction

From Table 6.1 we find that for gulls with id 298, 311, 317 and 329, the average sample
rate is about 10 minutes; for gulls with id 327 and 344, the average sample rate is about 5
minutes; for gulls with id 320 and 355, the average sample rate is about 2.5 minutes.

The coastline data set is obtained from National Geophysical Data Center (NGDC). It
depicts the coastline of the northwestern part of the Netherlands mainland, as well as the
coastlines of the northwestern islands. Each sample point of the coastline is represented by
latitude and longitude. We convert them to x/y coordinates for each point.

The sample rate of the coastline data is also not consistent. For the long and straight
parts of coastline, the sample rate is low. The distance between two consecutive sample points
in these parts is about several kilometers; for the zigzag parts of coastline, such as a harbor,
the sample rate increases. Here, two consecutive sample points are hundreds of meters apart.

Experiments Schedule

We perform four experiments on the real data set. In our algorithms, we have two input
parameters ε and δc. In applications, these parameters should ideally be set based on the
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knowledge of domain experts. However, we do not have this knowledge at hand. Therefore
we first conduct experiments to determine these parameters.

Next, we run the algorithms on all data sets to find the sub-trajectories where the gull
was moving along the coastline. We measure the following four variables:

• avgLength - the average length of the sub-trajectories in the results.

• avgSpeed - the average speed of the gull when it was moving along the coastline.

• avgDuration - the average time the gull spent to move along the coastline.

• avgCoastLength - the average length of coastline that the sub-trajectories in the results
span over.

First, we adjust the parameters to see how the changes of parameters influence these variables.
We try to draw some ecological conclusions based on common sense. Second, we compute
summary statistics for these variables and raise questions from the statistics and propose
possible explanations. It is beyond the scope of this thesis to analyze the gull behavior from
the perspective of ecology. We leave these work to ecologists.

Our last experiment on the real data set is to find whether jumps are used and how they
improve the results.

6.4 Results for Real Data Experiments

We start by “guessing” a range of parameter values based on common sense. We then conduct
experiments and visualize the results. From the results we learn how to adjust the parameters
for more meaningful segments. We continue this process until we find a suitable parameter
setting for all data sets.

The figures in this section have the same color settings as the figures in Section 6.2. Coast-
lines are represented as dark grey polylines; trajectories are presented as light grey polylines.
The sub-trajectories along the coastline are highlighted in green; the sub-trajectories that are
close to but not along the coastline are highlighted in red. The start point of a sub-trajectory
is represented as a filled circle and the end point is represented as a filled square. The black
polylines represent the part of coastline that is matched to the sub-trajectory.

Determining reasonable parameter settings

We first decide a reasonable setting of the distance parameter ε. We keep δc = 3000m in the
following experiments. We start with ε = 200m and find that many unnecessary segments
are generated. Figure 6.10 provides an example. The sub-trajectory between the green part
and the red part has larger distance than 200m to the coastline, therefore it is regarded as
the far-away part. However, these three parts as a whole should be regarded as along the
coastline. If we increase ε to 300m, we still find similar cases as shown in Figure 6.12.

As we increase ε to 400m, allowing a larger buffer at both sides of the coastline, we find
that many unnecessary segments are merged. Figure 6.16 and Figure 6.13 show the improved
results for the cases mentioned above.

We continue increasing ε to 500m. Then we find that some sub-trajectories that are close
to the coastline are erroneously regarded as along the coastline. Figure 6.14 gives an example.
Since we allow a 500-meter buffer at both sides of the coastline, longer sub-trajectories are
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Figure 6.10: Gull 327, ε = 200m, δc = 3000m Figure 6.11: Gull 327, ε = 400m, δc = 3000m

Figure 6.12: Gull 320, ε = 300m, δc = 3000m Figure 6.13: Gull 320, ε = 400m, δc = 3000m

regarded as close and longer part of coastline is covered. When the sub-trajectory spans over
long enough part of coastline (at least δc), it is regarded as along the coastline. Therefore,
500m is a larger value for a reasonable ε, and we determine that ε = 400m.

We then need to determine a reasonable value for δc. With δc set to 1000m or 2000m,
we find similar cases as in Figure 6.14. These values are not large enough to filter out the
moving-across pattern. If δc = 3000m, most of such cases can be filtered out. However, if we
continue increasing δc to 4000m, some positive cases are also eliminated. Figure 6.15 gives
an example. Such sub-trajectories are along the coastline, but the length of coastline they
cover is smaller than 4000m, thus they are regarded as close parts. Therefore, δc=3000m is a
reasonable setting. In Figure 6.16 we present the improved results with δc = 3000m.

Influence of parameters on variables statistics

Now we have determined reasonable settings of the parameters: ε = 400m and δc = 3000m.
We study how the changes of parameters influence the four variables: avgLength, avgSpeed,
avgDuration and avgCoastLength.

Figure 6.17 shows how the average length of sub-trajectories is influenced by δc. As δc
increases, the average sub-trajectory length also increases for each gull. This is expected,
since with larger δc, only longer sub-trajectories are reported.
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Figure 6.14: Gull 298, ε = 500m, δc = 3000m

Figure 6.15: Gull 327, ε = 400m, δc = 4000m Figure 6.16: Gull 327, ε = 400m, δc = 3000m

Figure 6.18 shows how the average length of sub-trajectories is influenced by ε. In general
the average length increases with larger ε. However, for some gulls the average length drops
with larger ε. The reason for this is that new shorter sub-trajectories are included. It may
be that these gulls frequently move across the coastline. With larger ε, some sub-trajectories
that were close to the coastline are regarded as along the coastline. Figure 6.14 gives an
example for such case. These sub-trajectories are short and they lower the average length of
all sub-trajectories reported.

Figure 6.19 shows how the average speed is influenced by δc. With larger δc, short sub-
trajectories where gulls may have been walking or floating are eliminated. Therefore we
expect that the average speed increases with larger δc. However, there is not much variance
in the values. The reason may be that the values of δc we choose are quite close. No variance
can be reflected from the change of the parameter.

Figure 6.20 shows how the average speed is influenced by ε. In general the average speed
drops with increasing ε. This may be because some sub-trajectories where the gull was
walking or floating along the coastline are included.

Figure 6.21 shows how the average duration is influenced by δc. In general the aver-
age duration time increases with larger δc because the average length of sub-trajectories is
increased. There is one exception with gull 329. The average duration time drops as δc
increases to 3000m. The reason may be that when δc = 2000m, a sub-trajectory where the
gull was walking or floating is included. With δc = 3000m that part is eliminated, thus the
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average duration is lowered.
Figure 6.22 shows how the average duration is influenced by ε. In general the average

duration time is increased with larger ε since the average length of sub-trajectories is increased.
Another explanation is that with larger ε, more walking or floating parts are included, and
they increase the average duration time.

Figure 6.23 shows how the average length of coastlines is influenced by δc. As δc increases,
average length of coastline covered is also increased as expected.

Figure 6.24 shows how the average length of coastlines is influenced by ε. There is not
much variance in the results. For some gulls the increase of average length of coastlines
is sharp, for example gull 289. The reason may be that with larger ε, two originally split
sub-trajectories are merged, so that the average length of coastline covered is increased.

Figure 6.17: Average length of sub-trajectories along the coastline, ε = 400m

Figure 6.18: Average length of sub-trajectories along the coastline, δc = 3000m
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Figure 6.19: Average speed of sub-trajectories along the coastline, ε = 400m

Figure 6.20: Average speed of sub-trajectories along the coastline, δc = 3000m

Figure 6.21: Average duration of sub-trajectories along the coastline, ε = 400m

46



Detecting the Moving-Along Pattern in Trajectory Data

Figure 6.22: Average duration of sub-trajectories along the coastline, δc = 3000m

Figure 6.23: Average length of coastline covered by sub-trajectories, ε = 400m

Figure 6.24: Average length of coastline covered by sub-trajectories, δc = 3000m
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Summary of movement statistics

Now we give a summary of movement statistics for the fixed parameters ε = 400m and
δc = 3000m. The statistics are presented in Table 6.2. The average is taken over all gulls
without weighting. There is little variance in the average speed between male gulls and female
gulls. However, male gulls have larger average length of sub-trajectories. On average, they
also spend more time than the female gulls flying along the coastline. This may be because
male gulls more frequently make longer trips.

Variable Average for males Average for females Average for all

avgLength (m) 7648.4 5336.4 6492.4

avgSpeed (m/s) 8.0 8.3 8.1

avgDuration (min) 27.3 17.1 22.2

avgCoastLength (m) 7911.6 5543.9 6727.8

Table 6.2 Summary of statistics, ε = 400m, δc = 3000m

In Appendix A we present visualized results for each gull in Google earth. The sub-
trajectories along the coastline are highlighted in green. Most gulls frequently fly along the
northwestern coastline of the Netherlands mainland. Sometimes they fly along the coastline of
Texel island, or the coastline to the southeast of Den Helder. Gull 320 made one long journey
over the Wadden sea, and it flew along the coastlines of several islands in the northern
Netherlands. Gull 317 and gull 329 had least sub-trajectories along the coastline among all
the gulls. The number of sub-trajectories along the coastline discovered for each gull is shown
in Table 6.3.

Gull ID 298 311 317 320 327 329 344 355

Nr. of detected sub-trajectories 15 22 12 23 40 12 31 21

Table 6.3 Nr. of detected sub-trajectories for each gull, ε = 400m, δc = 3000m

Jumps in Real Data

We find two scenarios in which jumps are used in the real data set. We show these two
scenarios in Appendix B. In the first scenario, gull 327 frequently flew over a harbor in
Den Helder. Without jumps, many overlapping sub-trajectories are regarded as close to the
coastline, because they do not span over long enough coastline parts (see Figure B.1). With
jumps, some of these overlapping sub-trajectories are merged so that they span long enough
coastline parts as a whole. Thus they are regarded as long the coastline (see Figure B.2).

In the second scenario, gull 320 flew over the mouth of the North Sea Canal at IJmuiden.
Without jumps, two overlapping sub-trajectories are detected (see Figure B.3). With jumps
these two overlapping sub-trajectories are merged and only one sub-trajectory is reported
(see Figure B.4). Note that we choose ε = 600m and δc = 2000m to illustrate this scenario.
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Conclusion

In this thesis, we have proposed a model for an entity moving along a subdivision boundary.
The model uses the weak Fréchet distance to compare the similarity between sub-trajectories
of the moving entity and parts of the subdivision boundary. Based on the model we have
developed an algorithm to find such sub-trajectories along the boundaries. In particular, we
give an efficient algorithm to find jumps in the free space diagram, so that the sub-trajectories
discovered are more meaningful.

To verify the effectiveness of our algorithm, we test them on synthetic data and real
gull data. The experiments of synthetic data show the correctness of the algorithm; the
experiments of the gull data show how the results are influenced by the changes of parameters.
We also interpret the results of gull data from ecological views based on common sense.

Further research on this topic includes four aspects. First, the results of experiments on
the gull data can be studied by domain experts to draw ecological conclusions. Second, the
model can be extended to include the flying behavior of gulls. Third, the model and algorithms
we presented can be applied to other scenarios like pigeons flying along roads, pedestrians
walking along streets, etc. Fourth, the algorithms can be extended to allow shortcuts in the
free space diagram to merge two close but not overlapping sub-trajectories. It may be a more
meaningful model for moving-along pattern in some applications.
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Visualized Results in Google Earth

Figure A.1: Results for gull 298 on Google earth, ε = 400m, δc = 3000m
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Figure A.2: Results for gull 311 on Google earth, ε = 400m, δc = 3000m

Figure A.3: Results for gull 317 on Google earth, ε = 400m, δc = 3000m
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Figure A.4: Results for gull 320 on Google earth, ε = 400m, δc = 3000m

Figure A.5: Results for gull 327 on Google earth, ε = 400m, δc = 3000m
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Figure A.6: Results for gull 329 on Google earth, ε = 400m, δc = 3000m

Figure A.7: Results for gull 344 on Google earth, ε = 400m, δc = 3000m
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Figure A.8: Results for gull 355 on Google earth, ε = 400m, δc = 3000m
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Appendix B

Jumps in Real Data

Figure B.1: Gull 327, without jumps Figure B.2: Gull 327, with jumps

Figure B.3: Gull 320, without jumps Figure B.4: Gull 320, with jumps
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curves. International Journal of Computational Geometry and Applications, 5:75–91,
1995.

[2] Aris Anagnostopoulos, Michail Vlachos, Marios Hadjieleftheriou, Eamonn Keogh, and
Philip Yu. Global distance-based segmentation of trajectories. In Proceedings of the 12th
ACM SIGKDD international conference on Knowledge discovery and data mining, pages
34 – 43, 2006.

[3] Mattias Andersson, Joachim Gudmundsson, Patrick Laube, and Thomas Wolle. Report-
ing leaders and followers among trajectories of moving point objects. GeoInformatica,
12(4):497 – 528, 2008.

[4] Gennady Andrienko, Natalia Andrienko, Urska Demsar, Doris Dransch, Jason Dykes,
Sara Irina Fabrikant, Mikael Jern, Menno-Jan Kraak, Heidrun Schumann, and Chris-
tian Tominski. Space, time and visual analytics. International Journal of Geographical
Information Science, 24(10):1577 – 1600, 2010.

[5] David Biliotti, Gianluca Antonini, and Jean Philippe Thiran. Multi-layer hierarchical
clustering of pedestrian trajectories for automatic counting of people in video sequences.
In Proceedings of the 7th IEEE Workshop on Application of Computer Vision, volume 2,
pages 50 – 57, 2005.

[6] Sotiris Brakatsoulas, Dieter Pfoser, Randall Salas, and Carola Wenk. On map-matching
vehicle tracking data. In Proceedings of the 31st international conference on Very large
data bases, pages 853–864, 2005.

[7] Kevin Buchin, Maike Buchin, and Joachim Gudmundsson. Detecting single file move-
ment. In Proceedings of the 16th ACM SIGSPATIAL International Conference on Ad-
vances in Geographic Information Systems (ACM GIS), pages 288–297, 2008.

[8] Kevin Buchin, Maike Buchin, Joachim Gudmundsson, Maarten Löffler, and Jun Luo.
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