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ABSTRACT 

In this thesis we present an improved solution for providing stakeholders with information they need. This 

information is based on data generated by business processes and the systems that support them. Traditionally 

transforming system execution data, like logs and databases, is done by experts that must be both familiar with the 

structure of the data and with the business processes. This makes providing information an expensive task that is 

highly dependent on availability of a, usually, small group of people. Another disadvantage of experts defining 

complete transformations is the lack of reusability. If two stakeholder requests are similar but, by accident, are not 

fulfilled by the same expert they will both invest more time than necessary when defining a transformation. 

We have created a structured approach that improves upon the current situation by allowing for more specialisation 

and reusability. Specialisation allows organizations to use less educated people for more specific tasks.  

By introducing the concepts information need and interest we have created a structure that allows us to define the 

relation between information the stakeholders need and system execution data. For this we use the ontology data 

model. We have created ontologies for concepts in our system and in the target domain. 

Information needs define what information a stakeholder needs about an interest; interests are an abstraction from 

raw data to concepts understandable from a stakeholder point of view. This abstraction layer allows a person with 

knowledge of the business side only to specify what information a stakeholder requires and thus provide this 

stakeholder with information without being an expert on the data structure. Another advantage is that experts on the 

structure of the data can define such abstractions without being familiar with the business processes in which they are 

used.  

Besides allowing for specialisation, the structure also enables reusability. When defining new interests it is possible to 

reuse existing interests, this allows us to reuse previously defined abstractions and allows us to reason on a more 

conceptual level.  

We constructed a query generator to derive queries for stakeholders’ information needs. The query generator creates 

queries that provide stakeholders with the information they need based on the data in the ontology. 

We tested our system in a case study of a baggage handling system for an airport. We formalised the domain of 

baggage handling systems in an ontology and created instances based on data obtained in the case study. Results of 

the tests showed the viability of our approach for the baggage handling domain.  

The end result of the research is a working, structured approach for transforming data to information in any target 

domain. The developed approach is both easy to use and efficient with respect to human resource requirements.   
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1 INTRODUCTION 

Every organization has stakeholders; these stakeholders make decisions to control the processes being executed 

within the organization. Making decisions requires information. A desire to make decisions thus creates a need for 

information.  

Over the last decades, many, if not most, companies have evolved into IT-dependent organizations. While these 

organizations require and use IT systems to execute their business processes correctly, many do not use the wealth of 

data created or creatable by these systems. In some cases, the systems in use simply do not create or save the data 

that is needed to provide the level of information needed by stakeholders; in other cases, the systems create so much 

data that it becomes difficult for people to see the bigger picture and draw conclusions based on the data.  

The transformation of data to information is a common challenge in any organization. In practice the transformations 

are defined by experts that know the data and its structure very well. This approach works, but has some drawbacks. 

Firstly it takes time to train an expert; new people must obtain knowledge about the data and its structure, this 

process has to start all over when a new expert arrives. Secondly, since the work requires mainly manual effort from 

the expert, response times are higher and vary greatly, depending on the workload of the expert. 

This thesis addresses the challenge of transforming data to information by providing a structured approach. 

1.1 CONTEXT & SCOPE 

This project is conducted at Vanderlande Industries (VI), which started as a small family company in the machine 

manufacturing industry in 1949. Production was focused on cranes and transport systems for oil containers. 

Nowadays VI is a multinational with more than 2.100 employees worldwide. Its focus has shifted towards three 

distinct segments; providing solutions for baggage handling, parcel & posting and distribution, remaining close to its 

origin of producing transport systems.  

Systems developed at VI include both hardware and software, they are developed completely in-house. While 

deployment of new systems is important, VI also puts great emphasis on its service side, supporting their own and 

third party systems by offering maintenance and service contracts. This approach allows VI to forge intimate 

relationships with its customers, thereby increasing opportunities when new systems are needed. 

In the case study presented in Chapter 5 we will focus on the baggage handling branch in which VI is world-leader; 

specifically we will use the London Heathrow Western Campus (WeCa) project for the case study. In 2007 over 400 

airports worldwide used BHSs supplied by VI. The WeCa project is a large project and VI intends to use its design as a 

reference design for future systems. Baggage handling systems (BHS) at an airport, as the name implies, handle your 

baggage. A BHS is in charge of getting your baggage from check-in to the correct loading area from where it can be 

loaded onto an airplane.  

1.2 PROBLEM DESCRIPTION 

VI has created a business process intelligence suite (BPI) to allow for analysis of many aspects of their systems. 

Historically, information shown in the BPI is gathered and aggregated in a very bottom-up fashion; it is therefore 

based on information availability instead of information need. Such a bottom-up approach has some negative side-

effects. A bottom-up approach starts at the data and abstracts this data to information for a stakeholder. Inherent to 

this approach is the need to always dive into the structure of the data when new information needs need to be 
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fulfilled. Combined with a lack of structure, it also has no reusability since similar information needs (at the top) might 

result in totally different queries (at the bottom). 

Many terms are used in practice to describe information needs. Often people use the term key performance indicator 

(KPI) when they are referring to any piece of information regarding the performance or analysis of a system or 

process; whether it is key or even a performance indicator does not seem to matter. To avoid any confusion we will 

use the term information need. In essence an information need is a user requirement that focuses on what a system 

should report instead of what a system does. 

System designers try to capture user requirements as early in the project as possible, these requirements usually focus 

on what the system should do (functional) and how the system should do it (non-functional). Most stakeholders will 

not realize what information they need until they are actually using the system. This, combined with the fact that 

these needs evolve over time, makes information needs inherently unfit to be defined during the initial phases of 

system development. Since information needs are often subject to change if the system environment changes, 

information needs are even more volatile than the environment itself. The dynamic nature of information needs poses 

a big problem since transformation from needs to information is often difficult and expensive in terms of time and 

resources. 

Because of the bottom-up approach it currently takes a lot of effort to translate information needs to actual 

information. It is inherently difficult to translate natural language, the language most commonly used by stakeholders, 

into formal specifications; interpreting requirements is therefore usually done by technical experts. Formal 

specifications are required to allow for efficient and unambiguous translation of data to information.  

Providing a system with information concerning the semantics of the specifications we can use it to automatically 

derive solution from specifications. In our case these solutions are the efficient and unambiguous translations 

mentioned in the previous paragraph. 

The quantity of data available from modern systems makes it difficult to extract information without automated 

tooling support; this further increases the added value of an automated, structured approach. 

The problem of fulfilling stakeholders' information needs is expensive to solve in terms of time and human resources. 

1.3 GOAL 

As mentioned in section 1.2 large amounts of system execution data are available and a structured approach is 

needed to efficiently transform this data into information.  

Fulfilling stakeholders’ information needs is a process that has several similarities to the traditional waterfall model 

used in software development; it starts with requirements elicitation and delivers a product. The traditional waterfall 

model consists of manual steps that cannot be automated. Because information needs always refer to systems already 

designed and implemented, it is possible to automate most of these steps when fulfilling stakeholders’ information 

needs. Figure 1 shows a simple overview of the process of fulfilling a stakeholders' information need. 
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Elicit 

requirements

Formalise 

information need

Create query

 

Figure 1: Simplified process for transforming an information need to information. 

The ideal solution to the problem defined in 1.2 would of course contain no manual steps at all; however, eliciting 

requirements from users is still something best done manually. We will thus focus on automating the design and 

implementation phases, depicted in Figure 1 as formalisation and query creation.  

Maintenance of the implemented, or fulfilled, information needs will not be part of the research. Since the purpose of 

this project is to make it easy to define new information needs, one could argue that maintenance is not required; if 

the requirements change one can just create a new information need instead of updating the existing one. If the 

underlying system changes the existing information needs could become invalid.  

1.4 RELATED WORK 

Multiple methods for formal specification of user requirements already exist (Z (Sidek, 2009), VDM (McParland & 

Kilpatrick, 2002)), these however, are not yet widely used. Since creating formal specifications usually requires a lot of 

expertise it is thought to be more expensive, its use is therefore limited to mission critical components (Siddiqi, 

Morrey, Hibberd, & Buckberry, 1994). Other sources claim that while generally more expensive during development, 

formal methods can also decrease development costs (Hall, Anthony; Praxis Systems, 1990). This claim is mostly based 

on the notion that formal specifications do not require formal proofs. The assertion that formal specifications have 

added value even when not using formal proofs is old but still valid. Requirement prioritisation is an example of 

requirements formalisation that is widely spread nowadays (Hatten, 2008); note that this formalisation is limited to 

the priority of requirements only. Even though it only formalises a small part of a requirement it clearly has added 

value; since all stakeholders know how to interpret the priorities there is no room for multiple interpretations. 

1.5 METHOD AND OUTLINE 

To solve the problem specified in section 1.2 we will formalise concepts related to stakeholders, information needs 

and the target system. Since our system focuses on the concept of information needs, we have named it the  

Information Need System (INS). Chapter 2 will introduce basic notions used in the rest of this thesis. The target system 

is the system for which we want to transform execution data to information; a stakeholders' information needs are 

related to the target system. 

The problem of fulfilling a stakeholders’ need for information can be divided into two sub problems: 

 How do we formalise a stakeholders’ information need? 

 How do we relate information needs to system execution data? 
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In Chapter 3 we will show a solution for the first sub problem. Chapter 4 will consider a solution for the second sub 

problem. We have tested our approach via a case study, which is described in detail in Chapter 5. 

While our approach works there is still room for improvement, Chapter 7 will discuss these areas for optimization. 

System 

execution

data

INS

Information 

Needs
Domain

Stakeholders

 

Figure 2: INS transforms system execution data to information based on stakeholder needs and the target system. 

Figure 2 illustrates how the information need and the target system are used by INS to create a relation between 

information needs and data.  
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2 PRELIMINARIES 

This Chapter explains subjects of which basic knowledge is required for understanding the rest of this thesis. When 

already familiar with the concepts discussed the next sections can be skipped. Section 2.1 explains our use of the term 

system execution data. Section 2.2 will introduce ontologies and a graphical notation to depict them. Section 2.3 will 

discuss the basics of the Structured Query Language (SQL). 

2.1 SYSTEM EXECUTION DATA 

Most, if not all, computer systems store data. Two types of data can generally be identified: operational and historical. 

Operational data is part of the state of a system, the system uses this data to decide what to do and will not function 

without it. Historical data is data about past state(s) and is generally not used by the system itself, but by analysis 

tools. 

In practice there exists a grey area between these different kinds of data. Consider a system that sends packets over a 

network. The result of each send operation is saved (logged) to the data store containing historical data. To increase 

efficiency, the system searches for another route if ten percent of the packets sent in the last minute did not reach its 

destination. A simple approach to trigger the search for an alternative route is to periodically check the historical data 

and calculate the percentage of fails; if it is above a threshold the procedure is triggered. An alternative approach is to 

update counters each time a packet is sent. Every minute the current value of the counters is compared with the 

previous value, the procedure is then triggered when the threshold is reached. Note that both approaches might not 

give exact results (the last minute is not the same as calculating something periodically), this is not important for the 

purpose of the example. The first solution uses historical data and thus makes the historical data a subset of the 

operational data. The second solution separates historical and operational data by duplicating information that is 

required by the operational processes. 

Today data warehouse architecture typically consists of several components which consolidate data from several 

operational and historical databases to support a variety of front-end query reporting and analytical tools 

(Daneshpour & Abdollahzadeh Barfourosh, 2011). In this thesis we will refer to the collection of all data generated by 

the system as system execution data. 

In practice historical data often consists of records of events; we will refer to both the records and the events 

themselves as events. In deterministic systems, operational data is the combination of some initial state and a 

sequence of events. In data mining system execution data are often referred to as logs, these logs are then said to 

contain events. In this thesis we will refer to system execution data as events, this creates more intuitive reading 

material in the setting of our research. Note however, that none of our research is strictly limited to events; the 

developed method works for any set of system execution data. 

Storage formats for system execution data widely vary; data warehouses often extract such data from a variety of 

sources and store it in a single format. For this thesis we assume all data is available in a relational database. If in 

practice this is not the case, extracting the data from other sources and storing it in a relational database is trivial. 

2.2 ONTOLOGIES 

We use ontologies as a way of formalising the concepts we define; an ontology is a data model describing a domain. 

An ontology is a formal explicit description of concepts in a domain of discourse (classes), properties of each concept 

describing various features and attributes of the concept (properties), and restrictions on properties (role 

restrictions) (Noy & McGuinness). 
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If we consider an ontology for describing an office we could, for example, identify the classes Room, Desk, Computer. 

Since there is a hierarchy between these objects we can define a property "contains". While a Room may contain a 

Desk, a Desk will never contain a Room; this limitation is defined using role restrictions. An ontology allows us to 

reason about different classes of object, we also need to reason about specific instances of these classes. An ontology 

together with a set of individual instances of classes constitutes a knowledge base (KB). In reality, there is a fine line 

where the ontology ends and the knowledge base begins (Noy & McGuinness). 

If we want to describe an actual office we would create an individual of class Room for each room in the office, an 

individual of class Desk for each desk and so forth. Defining relations between classes allows us to specify what 

relations instances of these classes can have. We would want to relate each desk individual to the room individual 

identifying the room in which it is located. Defining these relations allows us, for example, to find all desks within 

certain rooms. 

The definitions above only define one property; we will separate the concept property into two different types of 

properties: data properties and object properties. A data property relates an instance to data, for instance a number. 

An object property relates an instance to another instance in the KB. Since an object property always relates 

individuals of certain classes, we will also refer to them as relations. For the class Desk we can create the data 

properties width, depth and height. These data properties are often referred to as attributes. 

Class

Instance

subclass

Knowledge base

Ontology Data type

Data value

Cardinalities

(Crow’s Foot Notation)

0..1

1..1

0..*

1..*

relation instance

 

Figure 3: Graphical ontology representation. 

There is no general notation for ontologies, therefore we have created a notation that allows us to create readable 

diagrams of ontologies, Figure 3 illustrates the notation. The notation is based on and extends the notation used in 

Protégé, the ontology toolset in development at Stanford University. 

The Crow's Foot notation is used for indicating cardinalities (Hitchman, 2002); while this notation does not support 

cardinalities other than 0, 1 or * we found it powerful enough for our project. Limitations introduced by this limited 

cardinality support are for example the incapability to express that a room has at least two desks or at most ten. Note 

that there is a system for the cardinalities; the inner markings indicate the lower bound, the outer markings indicate 

the upper bound. Note that the location of the cardinalities for Crow's foot notation are the same as used in UML, the 

cardinalities are read from the "end" of the relation. Consider Figure 4 where there is a relation between Office and 

Room; Office contains Room.  

Figure 4 depicts the office example we introduced in the previous paragraphs. Note that relations between classes are 

role restrictions whereas relations between instances are instantiations of object properties. Note that we chose to 
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model the relations between office and room different than the relation between room and desk; while a room is 

always contained in exactly one a desk might not be contained in a room at all. 

Room DeskOffice

Room 1

Room 2

Office A

Bobs’ desk

Joe’s desk

containscontains

contains

contains

contains

contains

 

Figure 4: Example ontology using our notation. 

2.3 SQL 

The output of INS consists of queries in some query language. In this thesis we will use Structured Query Language 

(SQL) (ISO/IEC, 2003) as the language of choice. SQL is one of the most well known query languages, It is used in 

Relational Database Management Systems (RDBMS) and a lot of research has been done on the subject of SQL.  

SQL has several subsets, also called languages: data manipulation language (DML), data definition language (DDL), 

data control language (DCL) and transaction control language (TCL). These subsets each contain a number of query 

commands that are related to their specific area.  

DML is the only set of commands used in this thesis, it has different SQL query types: SELECT, INSERT, UPDATE and 

DELETE. The SELECT query is used for retrieving information from the database; since this is the only thing of interest 

to us we will focus on SELECT queries. 

A SELECT query consists of several different parts, these parts are usually called clauses. In a typical SQL query we can 

identify five clauses: SELECT, FROM, WHERE, GROUP BY and ORDER BY. Each of these clauses serve a specific function: 

 The SELECT clause specifies which fields to retrieve. 

 The FROM clause specifies which source(s) (tables) to use. 

 The WHERE clause specifies conditions that must be met in order for a record to be part of the result set. 

 The GROUP BY clause specifies which fields to group by when using aggregate functions, more on this later. 

 The ORDER BY clause specifies an ordering or sorting of the result set. 

The SELECT clause contains a list of expressions; these expressions can be field names, functions or mathematical 

expressions. Table 1 contains four columns or fields. Field names are expressions that can be used in a SELECT clause.  
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id first_name last_name year_of_birth 

1 Bob Johnson 1990 

2 Joe Smith 1989 

3 James Brown 1986 

4 Gary Williams 1988 

5 John Smith 1985 

Table 1: Example database table. 

Below some simple examples are shown. 

SELECT id, first_name FROM table1 WHERE id <= 2 ORDER BY id DESC 

This query will return the first two columns, the first two rows and order them by id in descending order. As 

mentioned before it is possible to use expressions in the SELECT clause, these expressions can use functions or 

mathematical operators; for example we could use these functions to retrieve the age and first name of everyone in 

the table. 

SELECT first_name, 2012 - year_of_birth AS age FROM table1 ORDER BY age ASC 

The above query deducts the year of birth from 2012, which is the current year at the time of writing, and thus 

calculates the age. The expressions can also use more complex functions depending on the DBMS; below we will 

provide an example of a so called aggregate function. Basic functions operate on fields within one row, aggregate 

functions operate on multiple rows. The GROUP BY clause is used to specify groups of rows on which to operate. 

SELECT last_name, SUM(2012 - year_of_birth) AS total_age FROM table1 GROUP BY last_name 

The above query will calculate the total age for each last name in the table. Since Smith is the only last name 

appearing twice, the result will contain 4 rows. When aggregate functions all fields in the SELECT clause must be 

(derived from) fields in the GROUP BY clause; this is required because there might be multiple values for the other 

fields. 

The first example also shows that the WHERE clause can also contain expressions. The expressions in a WHERE clause 

are the same as those in a SELECT clause, with one difference: their type. Expressions in a WHERE clause must be of 

type Boolean, they must be either true or false. 

Last but not least we will look at the FROM clause. Since our previous examples only used one table the FROM clause 

was always the same and not very interesting; in practice most queries use multiple tables. 

id title author_id year 

1 My first book 3 2010 

2 The birds and the bees 5 2009 

3 Computers for dummies NULL 2011 

Table 2: Example database table. 

Table 2 shows all books written by people from Table 1. Since both tables are pretty small it is easy to see James 

Brown wrote the book titled "My first book". The third row contains the value "NULL", this value indicates an 

unknown or absent value; in this case it could mean we do not know who the author is or the author does not appear 

in Table 1. Using multiple tables in the FROM clause allows us to combine information from different tables; we could 

use this, for example, to create a list containing all books and for each book its writer. 

SELECT title, first_name, last_name FROM table1, table2 WHERE table1.id = table2.author_id 
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Specifying multiple tables in the FROM clause will first generate the Cartesian product, basically all combinations of 

rows are created; in the case of our tables this would generate a result set containing eight columns and fifteen rows. 

Of course combining rows in this way will not only generate correct pairs, but instead it will pair each person with 

each book; this is not what we want.  

The above query specifies a condition in its WHERE clause specifying a condition and thereby specifies almost what we 

want: book titles combined with the first and last name of the author. There is one problem with this approach, since 

book three has no known author the condition in the WHERE clause will prevent this book from being returned. 

Specifying multiple tables in the FROM clause is called an implicit join, implicit because there is no join keyword. There 

are different types of joins available in most DBMS. 

 INNER JOIN 

 OUTER JOIN 

 LEFT OUTER JOIN 

 RIGHT OUTER JOIN 

The implicit form uses INNER JOIN, the query could thus also be written as shown below. 

SELECT title, first_name, last_name  

FROM table1 INNER JOIN table2 ON table1.id = table2.author_id 

Note that the WHERE clause has been replace by a clause with the keyword ON. This clause is used to specify join 

conditions. The different types of join all have to do with the special NULL value we observed in Table 2. Sometimes it 

is desirable to show records containing incomplete information. If we reconsider the previous example where a list of 

all books and their author was requested we would still want to show books with unknown authors. Using an OUTER 

JOIN allows us to join tables while still keeping records that do not meet the conditions because of NULL values. The 

LEFT OUTER JOIN and RIGHT OUTER JOIN only differ in the tables for which records containing NULL values are kept. In 

the example we want to include books without authors but not people without books, since Table 2 is on the right 

side of the join statement we want to use a RIGHT OUTER JOIN. Note that omitting the direction will keep NULL values 

from both tables. 

SELECT title, first_name, last_name  

FROM table1 RIGHT OUTER JOIN table2 ON table1.id = table2.author_id 

 

The result of the query above is shown below in Table 3. 

title first_name last_name 

My first book James Brown 

The birds and the bees John Smith 

Table 3: Example query result. 

 

We have shortly introduced expressions and the fact that they can be typed. An SQL SELECT query is itself also an 

expression, the type for such a query is table. Up until know we specified tables only in the FROM clause; just as with 

the SELECT clause however, it is also possible to specify table expressions. Examples of table expressions include table 

joined tables or other queries. If a query is used in the FROM clause of another query it is called a subquery. Using 

subqueries allows for easy reuse of existing queries. Consider the query result shown in Table 3. If we want to find the 

author of the book titled "My first book" we could reuse this query result as follows: 
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SELECT first_name, last_name 

FROM ( 

SELECT title, first_name, last_name  

FROM table1 RIGHT OUTER JOIN table2 ON table1.id = table2.author_id 

) AS authors 

WHERE title = "My first book" 

Note that just like field expressions, table expressions can be aliased using the AS keyword. The result of the query 

above would be one row containing the first and last name James Brown. 
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3 FORMALISING STAKEHOLDERS' NEEDS AND THE SYSTEM 

As shortly mentioned in the introduction, our research focuses on stakeholders. When we talk about stakeholders in 

this thesis we always refer to stakeholders of the target system. The goal of this research is to create a structured 

approach for translating each stakeholder's information needs to information.  

The number of stakeholders of a system is potentially unlimited and it can be a daunting task to provide everyone 

with exactly the information they need, this is problem is often "solved" by supplying many people with the same 

(large set of) information; of course this is more of a workaround than a solution. INS allows each individual to get the 

exact information he or she needs.  

Stakeholders are often modelled as roles in an organization; in such cases two people are the same stakeholder if they 

have the same role in the organization. Often a distinction between roles and groups is made; the manager role might 

be the same stakeholder across different departments (groups). Our research is about supplying stakeholders with 

information, since these information needs differ between groups we will define the relation between people and 

stakeholders explicitly. When using the term stakeholder in this thesis we mean: 

A group of people who need exactly the same information. 

This relation between people and stakeholders is important for the basic understanding of INS. Consider two people 

who have the same function but in different departments. Since they have the same function they will need the same 

information but each for their own department; this means that while their information needs are alike they are not 

exactly the same; we do not consider them to be the same stakeholder.  

3.1 THE KNOWLEDGE BASE 

We have formalised the domain of INS and the target system using ontologies as the data model. The two most 

important INS concepts have already been mentioned in previous sections: stakeholder and information need. These 

concepts are modelled as ontology classes. Each information need belongs to one stakeholder, one stakeholder may 

have multiple information needs. Intuitively it is hard to decide what exactly is an information need. Consider the 

following information needs specified in natural language: 

 Show me a list of employees, with their names, addresses and salary. 

 Show me a list of employees, with their names and addresses. 

Clearly the second information need is a subset of the first, the question arises if the second request should even be 

identified as a separate information need. For the purpose of this thesis we define an information need as follows: 

An information need precisely describes the data needed by a stakeholder for a specific purpose. 

Eliciting information needs from a stakeholder is an interactive process; if a stakeholder would state the 

aforementioned requests we could ask if the second one is really needed. In this case the stakeholder might explain 

that the information from the second request will be used to (for example) generate an internal contact list; since this 

list must not contain private information it serves a different purpose and therefore can be modelled as a separate 

information need. Defining boundaries for information needs is not an absolute science, it is up to the stakeholder and 

requirements elicitor to come up with reasonable definitions for each information need. 

Information needs, while different for each stakeholder, have similarities. Typically stakeholders with the same 

function but in different departments of a company have very similar information needs; we have found a way to 
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exploit these similarities. Section 3.3 introduces the concept "interest" which lies at the base of our way of exploiting 

similarities in information needs. 

3.2 EXPLOITING SIMILARITIES USING INTERESTS 

During our research we recognized that many information needs are alike. In an effort to exploit these similarities we 

made a distinction between a stakeholders' question and the actual subject of the question. While our final goal is to 

relate information needs to system execution data, instead of doing this directly we introduce an intermediate 

concept: interest. 

An interest is an abstraction of system execution data. 

To illustrate the usefulness of interests we have provided an example from the BHS domain below.  

When checking in your luggage, a label is attached to your bag(s). This label usually contains a barcode for use by 

automated systems and textual information for human use. While in the BHS your bag will be automatically scanned, 

the system needs to know which bag it is to decide where to send it. At times automated scanning might not work; for 

example the label might be damaged or folded making a barcode scan impossible. When this happens the system 

sends the bag to a manual coding station where a human operator tries to identify the bag manually; this can be done 

by using a barcode scanner or, if the label is too damaged to scan, by entering the textual information into the system. 

This process is referred to as manual scan. Consider Bob, Bob is the manager of a group of employees that perform 

manual scan at several manual coding stations, for simplicity let’s assume these stations are all located in some area 

A. To make sure his operators are as productive as possible, Bob wishes to know how many manual scans each of his 

operators are performing per hour. Since Bob is the manager of area A only, but there are many more areas with 

manual coding stations at the airport, Bob needs only a subset of the all available data about manual scans. Bob voices 

his request as follows: 

“I want to see the average number of manual scans my operators are performing per 
hour.” 

Bob has a colleague, Joe, who is also in charge of operators that perform manual scans. Joe is the manager of area B 

and is thus interested in the scans performed by his own operators, not Joe’s operators. Joe voices his request as 

follows: 

“I want to see the average number of manual scans my operators are performing per 
hour.” 

Clearly while both Bob and Joe are voicing the request exactly the same way, they are different. More interesting 

though, is that they also have a lot in common; if one were to have a solution for Bob’s request (a solution being a way 

to answer this question from the system execution data) it would not be very difficult to adapt this solution to answer 

Joe’s request. 

Looking closer at the requests we can clearly identify different parts, as shown in Table 4. 

Part Meaning  Part Meaning 

I Joe  I Bob 

my operators operators in area A  my operators operators in area B 

average aggregation function  average aggregation function 

per hour grouping window  per hour grouping window 

manual scans manual scans  manual scans manual scans 
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Table 4: Information needs dissected, Joe's information need on the left, Bob's on the right. 

What is interesting about this listing are the manual scans; they are interesting because their meaning is the same. 

Manual scan is an interest; it is something a stakeholder can be interested in and it is related to system execution 

data. All the other parts of the requests specify what should happen to information about the interest before it is 

presented to the stakeholder, in this case information must be filtered, grouped and aggregated. In the previous 

paragraph we noted that because the information requested by Bob and Joe is very similar, having a solution for one 

makes finding a solution for the other a lot easier; imagine having a solution not for one specific request, but instead 

for all requests that are similar to these. 

Figure 5 shows the relations between the concepts introduced thus far. Note that while interests abstract from system 

execution data, this relation is defined in more detail in section 3.5. 

Stakeholder Information Need Interest
System execution 

data
hasNeed hasInterest

 

Figure 5: Relations between stakeholders, information needs, interests and data. 

Information needs are not the only concepts in INS that show similarities; interests themselves also show the same 

kind of similarities. Although the definition of an interest specifies that it is related to data, it does not have to be 

directly related to system execution data. When defining a new interest a piece of data is given an interpretation and 

is thus transformed into information. One can, and in practice often will, combine information to create yet another 

new piece of information. The next section discusses how we have enabled the reuse of interests in INS. 

3.3 THE STRUCTURE OF INTERESTS 

Section 3.2 introduced interests as a single concept, suggesting there is just one kind. During our research however, 

we recognized that while interests are reusable for different information needs, they are also a useful source for 

defining other interests. In essence an interest relates a concept to data; this allows any interest to be defined for 

concepts about which data is logged. Using other interests as the basis for new interests does not theoretically 

increase the expressiveness of interests, it does, however, increase usability. Consider the case where an interest is 

defined for the concept of scanning a bag, we call this interest Scan; this interest is related to two events. The first 

message is a request from some controller that a bag be (re)scanned, the second message is a scan result sent by 

either an automated scanner or an operator at the manual coding station. The interest Scan contains (is related to) 

information about scans. In the previous section we introduced the interest Manual Scan, an interest related to 

information about manual scans. Now consider the scenario where Bob, our manager from the previous section, is not 

interested in the performance of his operators but the quality of the labels. Bob thinks a good indicator for the quality 

is the percentage of labels that need manual scans. Bob voices his request as follows: 

“I want to see the percentage of manually scanned bags that with respect to all scanned 
bags.” 

In this scenario we need more data than the interest Manual Scan provides, also the interest Scan does not provide 

the data we need. The solution in this case is to divide the number of manual scans by the total number of scans; this 

ratio, is a new interest based on the existing interests. 

Figure 6 shows the types of interests we have defined, it introduces two different types of interests. The simple 

interest is the interest we mentioned in the previous section; this interest is what makes INS work. A simple interest 
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can be related to any number of events and acts as an abstraction layer between data and information. The complex 

interest was created so we can easily reuse existing abstractions from other interests. A complex interest can be 

related to any number of interests. 

As you may have noticed, in Figure 6 we refer to the data as event. The data consists of instances of events; relating 

an interest to an event thus relates it to data. The events are defined in the target system ontology. The domain 

element class is a parent class of all target system ontology classes; all classes in the target system ontology must be a 

subclass of this class. We require the domain ontology classes to all have one common ancestor; this is not a practical 

issue since it is always possible to add a super class to all existing classes in any domain ontology. 

Besides showing the basic INS concepts Figure 6 also shows extra concepts needed to add expressivity of information 

needs to INS. Main concept for expressivity is the expression class; this class can represent a field expression or a 

condition. Information needs can be related to expressions via three relations, each relation is used differently in the 

query generation process. The filter relation indicates an information need should only show rows for which the 

expression evaluates to true. The hasField relation indicates which fields should be shown; this is the only expression 

that is mandatory, an information need has at least one field. The group relation indicates which fields should be used 

for grouping the aggregation results.  

We modelled two types of expressions in our system; domain elements and field expressions. Where field expressions 

can be thought of as the field expressions used in SQL and similar languages, domain elements are members from the 

target system domain. By allowing these elements to be used we significantly increase usability. The meaning of a 

domain element depends on the type of relation (filter, group or hasField) and the type of element; specifically if the 

element is a logical concept or not. The logical concept classes are automatically generated as explained in section 3.5. 

For domain elements we defined a contains relation that relates different classes in the domain to each other. By 

defining a relation in the domain ontology to be a subclass of this relation we are able to add meaning to relations in 

the domain. 

In the case of a complex interest it might be desirable to have an expression target a specific interest that is used by 

the complex interest; for example consider a complex interest for calculating the ratio between manual scans and 

manual scans. We could use this interest to calculate the ratio of manual scans in area A with respect to all manual 

scans; however, this would require us to apply a condition to one of the attached simple interests. This is where the 

targets relation comes into play; this relation specifies the interest to which the filter should be applied. 

An information need is related to exactly one interest via the hasInterest relation. The interest may be simple or 

complex, analogous with an information need it can have filters and fields. A simple interest has at least one event via 

the hasEvent relation. A complex interest has at least one interest, however, this relation is not direct. Since we need 

to be a able to distinguish between two relations from one complex interest to one simple interest we have added an 

alias class. This alias allow us to change the name of an interest for use in a complex interest. 

Chapter 4 discusses how organizing interests this way still allows us to propagate any criteria from the information 

need, such as grouping or filtering, to the query on the data. 
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Figure 6: The system classes ontology describing the concepts Stakeholder, Information need Interest and Event. 

3.4 COMBINING GENERIC AND SYSTEM-SPECIFIC CONCEPTS 

The previous sections defined the concepts stakeholder, information need, interest and event. Their relations were 

explained and in section 1.5 we said we would formalise these concepts using ontologies. Besides the aforementioned 

concepts the target domain and target system also need to be formalised. We segmented the ontologies into separate 

parts, which are again ontologies. This division allows us to easily replace parts of the system with alternatives. In case 

of switching systems within the same domain, one only needs to replace one ontology; when also switching domains 

the domain ontology and the target system ontology must be replaced. 
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Figure 7 shows an overview of the ontologies and how they are imported into the knowledge base. The system classes 

are Stakeholder, Information Need, Interest and Event; the system ontology is depicted in Figure 6. Analogous to the 

INS classes and instances ontologies we have an ontology for the domain classes and one for the target system 

instances. The knowledge base contains the information contained in all ontologies combined; note that this 

information is also available in the system instances ontology since it (indirectly) imports all other ontologies. Chapter 

5 discusses the domain classes and target system instances ontologies in detail. 

 

uses

INS

classes

Domain 

classes

Domain

instances

INS

instances

uses uses

INS Knowledge Base

 

Figure 7: This figure illustrates the dependencies of the ontologies. 

To ensure compatibility between the domain and INS ontology we define some requirements for the domain 

ontology. The domain ontology must contain a single root class that is a super class to all other classes in the ontology; 

by adding this constraint we enable easy configuration of the system in the INS instances ontology. The INS instances 

ontology defines the domain shown in Figure 6 to be a super class of the root class of the domain ontology; this 

enables the use of domain classes in INS. The second requirement we have for the domain ontology is that there is 

some class that contains all classes related to events; analogous to the domain class the event class is defined to be a 

super class of this event class.  

The previous paragraphs introduces some requirements for our domain ontology, additionally we have defined two 

object properties in the INS ontology, belongsTo and hasMany; these properties are each other's inverse. The INS 

instances ontology can optionally define object properties from the domain to be a sub property of the belongsTo 

property. Adding this information allows the system to derive structural properties from the domain, we illustrate this 

by revisiting the example from section 2.2. 

The classes Office, Desk and Room were defined in the domain; an Room is related to a Desk by a relation that is 

named "contains". Since we know the meaning of the words room, desk and contains we can conclude the 

implications of such a relationship; computers have no such understanding. Suppose we want to know if some desk is 

located in a specific office, clearly we can traverse the relationships to find out if this is the case. By defining the 

relations in the INS  ontology we embed it into our system; this adds a lot of power to INS in terms of being able to 

reason about domain instances. 
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For the purpose of being able to relate INS instances to concepts in the domain we will automatically generate a 

number of instances. The INS ontology defines a class called Logical, for each class in the domain we will generate an 

instance of this type to the INS instances ontology. 

The structure used by INS decreases the need for revalidating information needs when the target system changes. 

This benefit is realized since interests abstract from actual system execution data, this abstraction allows us to only 

revalidate the interest when the target system changes. If the target domain changes but the target system does not 

information needs will still be valid, since removing classes from the domain will also result in changes in the target 

system (if any instances of the removed classes existed) we only need to revalidate interests when the target system 

changes.  

3.5 RELATING INFORMATION NEEDS TO THE TARGET SYSTEM 

Stakeholders specifying information needs use existing concepts, which are defined by interests. Often additional 

parameters like grouping or filtering are based on concepts defined in the target domain. At an airport for example 

one could think of grouping information by airline or flight. A good example for this could be the number of bags 

loaded on an airplane. For a pilot it is not very useful to know that 80% of the bags for all flights have been loaded, 

however, it is  useful to know that, for his flight, all bags have been loaded. 

Our method to refer to these concepts in the target domain utilizes the power of ontologies. An information need 

instance can, for example, have a filter relation to an area in the BHS domain. This relation indicates that the data 

from the interest must be grouped by flight for the information need. At times it is desirable to relate an interest to a 

class instead of an instance; consider the case where we want to group an interest by area. Area is a class in the 

domain ontology, relations are defined between instances only. To solve this problem we automatically generate a list 

of classes in the domain ontology; the items in this list are then added as instances of the Logical concept class in the 

INS ontology. Figure 8 shows a domain containing the root class and one sub class, an instance of the logical class is 

generated for each class in the domain ontology. 

 

Domain element

BHS

Area

Logical

Area

BHS

 

Figure 8: Sample domain ontology combined with logical instances. 
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While creating an ontology for a domain formalises the relations between instances, we need some information with 

regards to the meaning of relations if we want to draw conclusions (or generate queries) from them. One important 

type of relation indicates that one instances contains another, creating a hierarchy. By making INS aware of these 

hierarchical relations, they can potentially be used in query generation. In ontologies relations, or object properties, 

can also have subclasses.  

Interests can be related to concepts in the hierarchical tree from the target domain. This relation indicates the 

“lowest” or most specific level for which the interest has a meaning. If we consider the interest In-System-Time which 

indicates how long a bag, in the case of a BHS, has been in the system we find that it is defined at the level of a single 

machine. By defining this relation to the hierarchical tree we can derive information for groups of machines; for an 

area containing machines we can sum the values for the machines and thereby obtain the In-System-Time for the 

whole area. This extra information, provided by organizing the instances in the target system, is used when generating 

a query as described in detail in Chapter 4. 

Not only query generation benefits from adding these extra relations between instances in the knowledge base (KB). A 

user interface can utilize the relations to filter irrelevant options when a user needs to select something. When 

defining new information needs, stakeholders can be related to an instance from the hierarchical concept tree to 

indicate their “most abstract” object. Bob, the manager for area A, might for example not be allowed to view any 

information for other areas or hierarchical concepts at a higher level than an area; this restriction can be formalised by 

creating a relation between the instance for Bob and area A. The user interface in turn would use this information to 

not show irrelevant areas or higher level hierarchical concepts. Whether the stakeholder is a user of the system or 

uses a proxy does not matter; in an ideal setting the stakeholder will directly use INS. From a more practical viewpoint, 

we expect it is easier to use an intermediary familiar with the system during early phases. The intermediary is, in this 

case, just a proxy facilitating communication with the system. 

3.6 EXAMPLE: CONSTRUCTING AN INFORMATION NEED. 

The previous sections explained the ontology we developed for formalizing an information need. This section 

illustrates the process of designing an information need with an example. The stakeholder question we consider is:  

“I want to see the number of manual scans in area A, per operator.” 

The first step is to create an instance representing the information need. The stakeholder, in this case Bob, is already 

known to the system and therefore there is a stakeholder instance representing Bob. Figure 9 shows the relation 

between Bob and his new information need; relations to (possible other information needs) have been omitted for 

clarity. The first step always consists of defining a new information need instance and giving it a name. 

Stakeholder

Bob

Information need

Operator 

performance 

A

hasNeed

 

Figure 9: Empty information need instance. 

Since each information need is related to exactly one interest we can start by identifying the interest. Searching for an 

interest to can be done by searching the ontology for relevant instances of the interest type based on words in the 
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question. A GUI could also implement other user empowering technologies like instant search or even recommender 

systems. Bobs' question is about manual scans, the next step is to relate the information need to the interest. Figure 

10 shows this relation. The interest in this figure already exists in the ontology; the only new thing is the relation 

between the information need and the interest. 

Stakeholder

Bob

Information need

Operator 

performance 

A

Simple interest

ManualScan

hasNeed

hasInterest

 

Figure 10: An information need is related to exactly one interest. 

Now we know what interest we will use for the information need, the next step is to define what fields we should 

show in the information need. Since Bob wants to see the number of scans grouped per operator we need to define 

two fields: count and operator. Counting query rows is a common task and if a GUI was available it would know the 

definition for a count; for now we define it manually. Figure 11 shows how we have defined our fields for the 

information need. The operator instance already exists since it is part of the target domain (more specifically it is part 

of the automatically generated list of logical concepts), the count instance is defined specifically for this information 

need. 
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Stakeholder
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Domain

Information need

Operator 

performance 

A

Simple interest

ManualScan

hasNeed

hasInterest

FieldExpression

count

operator

hasField

hasField

“count(*)”

definition

 

Figure 11: An information need defines some fields via the hasField relation. 
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A
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Figure 12: Grouping results is done by adding a group relation. 
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Grouping the results is easy since we have already used the operator instance before, the only thing we need to do is 

create an additional relation between the information need and operator instances. Figure 12 is thus almost the same 

as Figure 11; only a new relation has been added. 

 

 

Stakeholder

Bob

Domain

Area A

Information need

Operator 

performance 

A

Simple interest

ManualScan

hasNeed

hasInterestfilter

FieldExpression
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hasField
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definition

group

 

Figure 13: A filter relation allows us to limit the results of an information need. 

Last step in defining the information need is defining the filter. Figure 13 shows the filter relation; note that just like 

operator, Area A is an instance of the Area class in the target domain. By adding a filter relation between the 

information need and this instance we define the condition. Operator is a class in the target domain, we use the 

generated instance corresponding to the operator class to define a hasField relation. The count field  is defined as a 

FieldExpression. 
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=
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Figure 14: An information need and the instances it depends on. 

Figure 14 shows the information need and its related instances. The interest has already been defined and is related 

to system execution data via the events StartManualScan and EndManualScan. The process if defining interest must 

be executed by people familiar with the structure of the data; it is their job to translate these events into concepts 

about which a stakeholders can reason. This process is very similar to defining views in relational databases. The 

interest itself is the only connection between the information need and the data, this loose coupling illustrates that no 

knowledge of the data structure is required to define information needs.  

 

Note that each instance has a name which does not have to be unique. In Figure 14 there are multiple instances 

named bag_id, these are not the same since they are related to different events. Construction of the interest itself is 

done by defining the events it is based on, the same bag filter shows how a fieldExpression can be used to filter 

results. 
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4 FROM INFORMATION NEED TO INFORMATION 

This Chapter discusses our approach to fulfilling stakeholders’ information needs from the knowledge base 

constructed as described in Chapter 3. The knowledge base contains all information we need, it does not contain a 

recipe for generating queries from the information. 

While many different languages for defining queries on data exist, SQL is the most widely used. This Chapter describes 

a method for generating queries in the SQL language; it is, however, possible to adapt the approach to generate 

queries in another language. 

We will generate queries for each instance of information need, interest and event. The generated queries will 

translate the dependencies between these instances to sub queries; this allows us to easily derive complex queries 

from simple ones. Note that a query generated for an interest depends on the information need it is used in; this 

means there might be multiple queries for one interest. These queries will overlap, this is something we can exploit 

when optimizing the system as discussed in Chapter 7. 

4.1 EVENTS 

Events are basic building blocks containing system execution data. For INS we made very few assumptions with 

respect to the format of an event; an event has a name and at least a timestamp field. The system design as proposed 

in Chapter 3 does not need these assumptions, they are only needed for query generation. 

For the purpose of query generation we assume events are available in a relational database. Specifically each event 

has its own table, each event instance is a row in the table. If the target system stores multiple events in a single table 

views can be used to separate this table into multiple views usable by INS. 

Based on these assumptions, all system execution data is available in database tables (or views). A query containing 

only these tables as sources can thus be executed by the DBMS. The query generation algorithm creates such a query. 

Raw system execution data as found in the event tables is often not complete; it only contains data relevant to the 

event at the moment of execution. Consider a machine that is responsible for routing packages, it has one entrance 

and two exits; based on the destination of a package it chooses an exit. A typical message from this machine will not 

contain the name of the sender package; it is not relevant for deciding the which exit to take. Data in events is 

generally limited to information that is used in decision making at the event's origin, or data that is updated.  

When data is transformed into information such irrelevant properties can suddenly become relevant. Consider the 

previous example combined with a stakeholder that needs information on which exit was taken grouped by sender; 

even if the sender is totally irrelevant for the operational process it might still be relevant for the after-the-fact 

analysis!  

The problem of obtaining other relevant data from events is not solved by INS, our query generator creates queries 

that possibly use non-existent fields in the event tables. By generating such queries and examining the referenced 

fields INS can aid in enriching the event data with other information.  

Sometimes fields inherently related and only the most specific field is available in an event; for example the fields city 

and country. A city is always located in exactly one country (we are considering two cities with the same name to be 

different cities); when there is a city field in an event there is thus an implicit relation to a country. Chapter 7 will 

introduce a method for query rewriting to  remove the need for enriching data where such a hierarchical relation 

exists. 
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4.2 THE QUERY GENERATION PROCESS 

Just as our approach to defining information needs, query generation will be done in a top down fashion. The process 

is recursive, starting at the information need it generates part of the query and gathers the parameters for the next 

level, which is either a simple or a complex interest; this process is then repeated for the interest and finally for the 

events. The process steps are listed below: 

1. Generate select clause 

2. Generate from clause 

3. Generate where clause 

4. Generate group by clause 

Recursion occurs at step 2. The code in Appendix A, illustrates the process in detail. The code in the appendix shows a 

basic structure that may be used when implementing the query generator.  

As shown in Figure 6 an expression can explicitly target an interest via the targets relation. If this is the case, the 

relationship is considered to be part of the relations from that interest instead of the current subject. Consider the 

case where an complex interest calculates the ratio between two instances  of the same simple interest; such a 

complex interest could be used to compare two different areas. When defining the information needs we want to able 

to define the filters for these underlying simple interests directly, since at the complex interest we have already 

abstracted from these simple interests. One option would be to define the filters via the filter relation of the interest 

itself; this would significantly reduce reusability. The other option is to relate these filters to the information need, 

they are after all a stakeholder preference and not part of the generic concept; this approach requires that we have 

some way to specify which interest the expression is targeting. 

When creating the query for an information need we connect the expressions to the correct instance as a 

preprocessing step. This preprocessing roughly goes as follows: 

- Loop over all related expressions via hasField, group and filter. 

- If the expression has a targets relation, remove its relation with the information need and relate it to the 

target via the same relation (hasField, group or filter). 

Note that these changes are temporary and only in the context of the query being generated, also note that the 

preprocessing is not recursive. Thanks to this preprocessing step we now no longer have to worry about a targets 

relation. 

The next subsections will explain how we construct the different clauses of the query for an information need. 

4.2.1 GENERATING THE SELECT CLAUSE 

The select clause is generated based on the hasField relation, which specifies the required fields. Additionally a list of 

fields may be passed to the this function. If a list of fields is passed it each instance in the hasField relation is checked 

and if its name is not in the field list it is ignored; this way we do not add unused field to the select clause. When the 

list of fields passed is empty we include all fields from the hasField relation. 

Each target of the hasField relation is either a domain element, a logical element or a field expression. When the 

target is a domain element the instances' class name is used. For a logical element the instances' name is used. If the 

element is a field expression the definition is used as-is, an alias is added by using the instances' name. 
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4.2.2 GENERATING THE FROM CLAUSE 

The from clause specifies the information sources used by a query. In our case the from clause is again a query. The 

from clause is generated by inspecting the hasInterest and hasAlias relations. Note that the only purpose of the Alias 

class is to change the name of an Interest; each alias refers to exactly 1 interest and has a name property. A relation to 

an alias is thus equal to a relation to the corresponding interest after renaming the interest. 

First step in creating the from clause is constructing a list of all fields that we need from the source(s). This list is 

constructed by checking the hasField, filter and group relations. For each related instance the field name(s) are 

extracted. For each type of element the approach differs. For a domain element we use the class name, for a logical 

element we use the instance name and for a field expression we extract the field names from the definition data 

property. 

After constructing the list of fields we need to "divide" them over the sources. For each field we iterate over the list of 

possible sources and check if the source can provide it. This check is also implemented recursively and succeeds if any 

definition defines the field or if the field is part of (one of the) underlying events. When field names are qualified, for 

example in field expressions, the check only succeeds for the source for which it is qualified. By performing these 

checks we obtain a list of fields for each source; the union of these list should be the same as the list of required fields. 

f this is not the case an undefined field has been specified or a field is missing in the event. 

For each source we execute the query generation process again, passing the source-specific list of fields as an 

argument. The resulting queries of these recursive executions are aliased and used for constructing the from clause. 

4.2.3 GENERATING THE WHERE CLAUSE 

The filter relation is the basis for the where clause. When the expression is of the Domain type, a condition is 

constructed as follows: [instance.class] = "[instance.name]". In case of a FieldExpression the definition is used and an 

alias using the instance name is added. Logical expressions are not valid for the filter relation. All conditions are joined 

using the logical AND operator. 

4.2.4 GENERATING THE GROUP BY CLAUSE 

The group by clause is described by the group relation. In case of a Domain type expression the name of the class is 

used for the grouping, Logical expressions use the instance name and for FieldExpressions the definition is used. Note 

that for a group by clause no field names are used and thus no aliases are added. 

4.3 QUERY GENERATION FOR AN INFORMATION NEED BASED ON A SIMPLE INTEREST 

To illustrate the query generation process explained in the previous section we will show the query generation 

process for a specific information need. The title of this section implies the target of the generation process is a simple 

interest, this is not strictly true; the target is an information need that is directly related to a simple interest.  

Bob, the manager for area A has an information need which looks as shown in Figure 15. This is the textual version of 

the request: 

“I want to see the number of manual scans per operator.” 
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Figure 15: One of Bobs' information needs shown as ontology instances. 

Figure 15 depicts Bob's information need as a set of related instances from the KB. For each recursive execution of the 

process we will list east step in detail. The initial execution of the generation process has the information need and 

the empty list of fields as its input.  

The next paragraphs will illustrate the recursive query generation process; indenting is used to indicate the level of 

recursion. 

The first step is to construct the select clause; this clause is based solely on the hasField relation because the fields 

argument is not given (or empty) on initial execution. After creating a list of the fields we obtain: 

SELECT count(*) as count, operator 

Step two constructs the from clause. The first step in creating the from clause is to generate a list of fields. The 

information need has two hasField relations; the count field does not reference any field, the other relation points to 

the logical instance named operator. The group relation refers to the same instance. The filter relation refers to the 

domain instance named Area A, the class of this instance is area. The field list thus contains the fields operator and 
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area. Next we check the list of possible sources and decide how to divide the fields over the different sources. Since 

there is only one source we recursively generate the query for the ManualScan interest and pass it the field list. 

FROM [ManualScan] AS ManualScan 

The query generation process for the interest ManualScan is initialized with a field list containing operator and area. 

Step one is to construct the select clause, since the interest has no hasField relations this clause is limited to the fields 

passed at initialization. 

SELECT operator, area 

The second step is again to generate the from clause; first we construct a list of fields. Based on the same bag filter 

and the fields argument we find the following fields: StartManualScan.bag_id, EndManualScan.bag_id, operator and 

area. The query generation process is executed once for each source. Since ManualScan uses multiple events we need 

to find out how to divide the elements in the field list over these events. We do this by inspecting which fields are 

available in which source; field names can also be qualified in which case it is straightforward to decide to which event 

a field name should be assigned. Qualifying a field name is done by preceding the field name with a table name; in this 

case both bag_id fields are qualified. The operator and area fields are not qualified and the query generator must 

inspect both events to find out which one contains each field. Finding out which fields are available in an event is done 

by traversing the hasField relations of the sources. In this case the StartManualScan event is related to the fields 

operator and area. Traversing the relations allows us to construct a list of valid fields for the event: area, operator, 

bag_id. The EndManualScan only has the bag_id field. If both events contain a the same fields, the references in the 

simple interest must all be qualified; otherwise the system would be ambiguous. Based on the checks we decide the 

field list to pass to the query generator for the StartManualScan event contains operator, bag_id and area. The field 

list for the EndManualScan only contains bag_id. Note that in both cases the qualification for the field names have 

been removed, they are no longer required in the context of the source. 

FROM  

[StartManualScan] AS StartManualScan,  

[EndManualScan] AS EndManualScan 

Generating the SELECT clause is done by using the list of fields passed as argument, if applicable the definitions given 

by instances from the hasField relation are used. In this case the hasField relation only points to Field instances. 

SELECT operator, bag_id, area 

The event contains no filters or grouping relations. The FROM clause is the name of the event itself, in the case of an 

event this is different. 

FROM StartManualScan 

Since there is no filter or grouping for events we can construct the subqueries and return them. 

FROM  

( SELECT operator, bag_id, area FROM StartManualScan ) AS StartManualScan, 

( SELECT bag_id FROM EndManualScan ) AS EndManualScan 

The where clause is constructed next, the instance same bag is the only filter; its type is FieldExpression. Note that we 

are now back at the "level" of recursion that is in the context of the ManualScan interest. The where clause is created 

by using the definition from the FieldExpression instance. The filter yields the following clause: 

WHERE StartManualScan.bag_id = EndManualScan.bag_id 

No grouping relation(s) are defined, so there is no group by clause is empty. Since all steps for constructing the query 

have been completed we (again) have a complete query which we can return one level up the chain. 
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SELECT operator, area 

FROM  

( SELECT operator, bag_id, area FROM StartManualScan ) AS StartManualScan, 

( SELECT bag_id FROM EndManualScan ) AS EndManualScan 

WHERE StartManualScan.bag_id = EndManualScan.bag_id 

Step three constructs the where clause; the basis for this clause is the filter relation. Since we have one instance of the 

domain as a filter we use its name and class name to construct the where clause. 

WHERE area = "Area A" 

Step four creates the group by clause; there is just one relation and its target is of the Logical type, we use its name to 

construct the clause.  

GROUP BY operator 

All clauses have been generated, next we combine them into a query. 

SELECT count(*) AS count, operator 

FROM  

( 

SELECT operator, area 

FROM  

( SELECT operator, bag_id, area FROM StartManualScan ) AS StartManualScan, 

( SELECT bag_id FROM EndManualScan ) AS EndManualScan 

WHERE StartManualScan.bag_id = EndManualScan.bag_id 

) AS ManualScan 

WHERE area = "Area A" 

GROUP BY operator 

This query is the final result and is returned by the query generation process that was executed with the information 

need and an empty field list as its arguments. 

4.4 QUERY GENERATION FOR AN INFORMATION NEED BASED ON A COMPLEX INTEREST 

This section illustrates the query generation process for an information need that refers to a complex interest. While 

different at some key points the generation process for complex interests is largely the same as for simple interests. 

We consider Dave, Dave is Bob's manager. After receiving complaints from Joe about an increased workload Dave 

wants to find out the percentage of manual scans with respect to all scans. Figure 16 shows a graphical version of the 

information need, it is clear that using complex interests also leads to complex diagrams. To retain some of its 

readability the hasField relations for the simple interests have been omitted, both simple interests have a field named 

"count" with as definition "count(*)"; these fields are used by the ratio field related to the complex interest. The 

instances that are found by following the hasField relation from an Event instance are all of the Field class, this class 

and the arrows have also been omitted to increase readability. 
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Figure 16: Information need with complex interest. 

Just as in the previous example, the red border shows which elements are specific to the information need; all other 

elements are reusable. The query generation process is initially started with the information need DaveScanratio and 

an empty list of fields as its arguments. The select clause is generated using the hasField relation. 

SELECT ratio 

The from clause is constructed by inspecting the hasInterest relation, in this case we have one source; we start the 

generation process recursively with the ScanRatio interest and the ratio field as its arguments. 

FROM [ScanRatio] AS ScanRatio 

The select clause is generated by combining the hasField relation with the list of fields passed as an argument. Since 

there is only one field in the field list and this field has a definition we use the definition and alias is with the instances' 

name. 

SELECT (ManScan1.count / Scan1.count) AS ratio 

For the from clause we first generate the list of fields. In this case it contains ManScan1.count and Scan1.count; since 

both of these are qualified we can directly decide which fields to pass to which recursive call. Note that these 

qualifications use names of the aliases; aliases are used transparently and we treat them the same as any interest. 

The select clause for the ManualScan and Scan interests are both the same; the field list passed contains only the field 

count, which is defined for both interests via the hasField relation. 

SELECT count(*) as count 
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Since the filters defined reference the bag_id field for each event we use this when generating the query for each 

event. For the ManualScan interest we obtain the following from clause. 

FROM 

(SELECT bag_id FROM StartManualScan ) AS StartManualScan, 

(SELECT bag_id FROM EndManualScan ) AS EndManualScan 

 

The Scan interest is very similar to the Manual Scan interest, the from clause also shows this similarity. 

FROM 

(SELECT bag_id FROM StartScan ) AS StartScan, 

(SELECT bag_id FROM EndScan ) AS EndScan 

Note that in both cases we omitted the query generation for the underlying events; these are straightforward and 

have already been explained in the previous example. 

Combining these from clauses we obtain the from clause for our ScanRatio interest. The from clause contains the 

queries generated for the simple interests. 

FROM  

(SELECT count(*) as count 

FROM 

(SELECT bag_id FROM StartManualScan ) AS StartManualScan, 

(SELECT bag_id FROM EndManualScan ) AS EndManualScan 

WHERE StartManualScan.bag_id = EndManualScan.bag_id 

) AS ManScan1, 

(SELECT count(*) as count 

FROM 

(SELECT bag_id FROM StartScan ) AS StartScan, 

(SELECT bag_id FROM EndScan ) AS EndScan 

WHERE StartScan.bag_id = EndScan.bag_id 

) AS Scan1 

We have no grouping or filtering for the ScanRatio interest, based on the generated clauses we now construct the 

subquery for the interest. 

SELECT (ManScan1.count / Scan1.count) AS ratio 

FROM  

(SELECT count(*) as count 

FROM 

(SELECT bag_id FROM StartManualScan ) AS StartManualScan, 

(SELECT bag_id FROM EndManualScan ) AS EndManualScan 

WHERE StartManualScan.bag_id = EndManualScan.bag_id 

) AS ManScan1, 

(SELECT count(*) as count 

FROM 

(SELECT bag_id FROM StartScan ) AS StartScan, 

(SELECT bag_id FROM EndScan ) AS EndScan 

WHERE StartScan.bag_id = EndScan.bag_id 

) AS Scan1 

Note that in the query for the complex interest the interests it uses are named using their aliases' names not their 

own names. Since our information need defines no grouping or filtering we use the query above and combine it with 

our hasField relation instances from the information need. 

SELECT ratio  

FROM  

(SELECT (ManScan1.count / Scan1.count) AS ratio 

FROM  

(SELECT count(*) as count 

FROM 

(SELECT bag_id FROM StartManualScan ) AS StartManualScan, 

(SELECT bag_id FROM EndManualScan ) AS EndManualScan 

WHERE StartManualScan.bag_id = EndManualScan.bag_id 
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) AS ManScan1, 

(SELECT count(*) as count 

FROM 

(SELECT bag_id FROM StartScan ) AS StartScan, 

(SELECT bag_id FROM EndScan ) AS EndScan 

WHERE StartScan.bag_id = EndScan.bag_id 

) AS Scan1 

) AS ScanRatio  

 

The final query returns the desired result. It contains some nesting that is not specifically necessary for this case, 

however this extra nesting does not bother modern DBMS since they create the same query plan for these nested 

queries as they would have done for a flatter version. 
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5 SYSTEM PROTOTYPE 

While we have not actually implemented a fully working INS, we have created an architecture. This architecture could 

serve as the basis when implementing INS. Figure 17 shows the proposed architecture for an INS system. Chapter 3 

explained the structure of the knowledge base, it did not explain how users can interact with the system. In our 

architecture three components interact with the knowledge base (KB): Query Generator, Search & Filter engine, XML 

Import. Of these components the XML Import is the only one that changes the KB. As the name suggests the XML 

Import component reads an XML document and writes its content to the KB. The Query Generator component is in 

charge of the query generation process explained in 4.2; it creates a query for each information need. The Search & 

Filter engine are used by the GUIs to query the KB; things like creating a list of interests to choose from are done by 

this component. Improving this component improves usability of INS, the component is required for basic operation 

though.  

Each role except the researcher uses a different GUI, these GUIs should be designed with the specific tasks of the role 

in mind. A description for each role is shown in Table 5, note that the stakeholder role while the ideal situation has the 

stakeholder directly interacting with INS, the function will likely be executed by a representative during initial 

deployments of INS.  

Role Description 

Frontend Expert Uses the generated queries to create reports in some frontend / presentation tool. 

Developer Defines new simple or complex interests. 

Stakeholder (representative) Defines information needs based on existing interests. 

Architect This person is responsible for importing the domain instance into the KB. 

Table 5: A description of user roles in INS. 

The GUIs themselves are outside the scope of our research; they are shown here for completeness' sake. The primary 

added value of such GUIs is the assistance in creating Interests and Information Needs by suggesting usable Interests 

and Events to the developer or stakeholder.  
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Figure 17: System architecture. 

Further research can help in removing the frontend expert role, replacing it with an automated system instead; this 

would further reduce resources required for fulfilling stakeholders' information needs. Note that while we have tried 

to identify as many roles as possible, it is not required that these roles are fulfilled by different individuals. The 

advantage of identifying different roles is, amongst others, the possibility to use specialized people (and thus cheaper) 

people for specific tasks. 
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6 CASE STUDY OF A BAGGAGE HANDLING SYSTEM 

The methods described in Chapter 3 and 4 are very generic; they work for any domain. We have done a case study to 

verify that it works for baggage handling systems specifically. The project we studied is the London Heathrow Airport 

Western Campus, WeCa for short. As mentioned before, WeCa is a large project and VI wants to use the design as a 

reference for future projects; they have defined the BHS domain based on the elements used in WeCa. We formalised 

the BHS domain in an ontology, shown in Figure 18 below; it is the domain classes ontology from Figure 7. 
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Figure 18: The BHS domain ontology. 

Since VI keeps a very thorough documentation of their project we could obtain most of the domain specifications 

directly from the documentation. The design of WeCa itself is saved in an XML file which contains the instances and 

their relation. The next section will go into more detail about the interests we chose to implement for the case study; 

this set is not complete, the goal is to show it works. Some example information needs that use the interests defined 

are also shown. 

Section 6.4 will discuss the proposed architecture for implementation of INS at VI; this architecture takes into account 

the specific situation for WeCa. The proposed architecture offers easy integration with the systems currently in use by 

VI. 
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6.1 INFORMATION NEEDS FOR WECA 

In the previous sections we already introduced several information needs and interest. Most, if not all, of these 

examples came from our case study. This section describes several information needs proposed by stakeholders 

during the interviews. 

Information needs for WeCa can be divided into several categories: productivity, costs and quality. Interests and 

information needs used as examples came primarily from the productivity category. This category, as the name 

implies, deals with the tasks executed by operators and machinery. Information needs in this category often use 

grouping to identify anomalies and outliers. Questions used as a basis for these information need include 

- How many bags did each operator handle the last hour? 

- How many bags did each operator handle today? 

- What percentage of bags did each operator handle today? 

Note that "handling" in the questions above constantly refers to a specific task, manual scan is an example of such a 

task. The last question in the list can be modelled as an information need related to a complex interest that calculates 

percentages based on the interest used in the second question. 

The costing category is about costs; it is good to know the processes are all up and running, but stakeholders often 

want to know what they are paying for it. Operational costs at an airport include electricity, employees and missed 

bags. A missed bag is a bag that is not on the flight on which it is supposed to be; this is expensive because the bag 

must be sent with another flight and the passenger will often receive (financial) compensation. Questions about costs 

often included trending, something for which INS has no support yet. 

Where productivity is about the work done, quality is about the results. Individual operators can have a very high 

productivity, but if there are too available, service quality will suffer. Questions about quality are listed below. 

- What is the utilization of flight seats? 

- How many bags does each passenger carry? (average, maximum) 

- How many empty baggage containers were sent to each destination today? 

- What percentage of bags that reached the arrival belt in time?  

- What percentage of bags missed their flight transfer? 

- What percentage of bags was loaded into the airplane in time? 

- For the bags that missed their flight, in how many cases was the BHS to blame? 

To improve quality data mining could be used on the information need results; stakeholders indicated an interest in 

de types of bags and their dimensions for example. This information can be used to decide on specifications for other 

systems; in theory each bag can be handled by the system, but this comes at a cost. In practice limitations apply and 

some bags are handled manually, this allows for cheaper BHSs. The decision on what types or dimensions of bags to 

support in a BHS can be made based on data extracted using information needs. 

Most of the information needs presented in this section are the result of an interview with an operations manager at 

VI. Besides operations managers, VI also identifies the roles service engineer and commissioning engineer. As a result 

of our definition of stakeholders, these roles are not mapped one to one to stakeholders. It is however a good starting 

point when identifying stakeholders.  

6.2 INTERESTS FOR WECA 
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This section describes several interests we have discovered and formalised, based on interviews with stakeholders.. 

The previous section already introduced a number of information needs that VI can create when implementing INS. 

Since our research focused on a relatively small part of the data due to time constraints, we only show a few interests 

here. The technical experts at VI, who have an in-depth knowledge of the data structure, will be able to efficiently 

construct interests based on the questions posed in the previous section. 

Some of the examples may be familiar since they have been used in the previous chapters to explain the INS concepts. 
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definition

area

hasField

FieldExpression

Field

 

Figure 19: Manual scan interest. 

Figure 19 shows the manual scan interest, this is the interest we used as an example in the previous Chapters. Figure 

20 shows the scan interest which is a more generic version of the manual scan interest. It is important to note that 

there are multiple ways of defining the same interests. If we had to define the manual scan interest when we already 

defined the scan interest it might have been easier to create a complex interest that uses the scan interest and adds a 

filter. There are no clear rules for deciding how an interest should be modelled; in general reusing interest is better 

since it requires less knowledge of the data and is more future proof. A change in the underlying event tables in the 

current scenarios will require us to update both interest, if we used 1 simple interest and 1 complex interest instead 

we would only have to update one interest. 
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Figure 20: Scan interest. 
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Figure 21: ScanRatio interest. 

Figure 21 shows an interest that represents the ratio between manual scans and (all) scans. The interest defines a 

single field, ratio. This interest is a complex interest. When it is used by an information need the ratios it calculates can 

be influenced by defining filters and grouping relations targeting the simple interests used by the ScanRatio interest. 

Note that in the figure some instances do not have a related class; some classes have been omitted to increase 

readability, the class should be derivable from the context.  

 

6.3 THE BPI DATABASE 

The BPI suite is currently the main tool used by VI to allow after-the-fact insight into system performance. Figure 22 

shows the data for the BPI, it starts with the raw XML data that is logged by the communication middleware (CM). 

These raw XML messages are parsed and stored into a relational database. The information in the database is 

enriched using scheduled jobs that aggregate raw (relational) data. The specifics of these jobs will be discussed in the 

next section. The enriched database is available to the reporting layer for querying and visualizing the data. 
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Due to the amount of raw XML data generated by the system, VI has chosen to only import a subset into the relational 

database. The method we have developed assumes all XML messages are available in a relation database. While these 

assumptions are not true in reality they allow us to generate queries using all available data while at the same time 

providing developers with a clear overview of messages that are needed but not yet available. 

6.4 SYSTEM INTEGRATION 

The system architecture we proposed in Chapter 5, when implemented, still needs to be integrated with existing 

systems. Figure 23 shows the existing system at VI on the left, our additions are shown to the right. The BPI is the suite 

of tools VI has developed and currently uses to provide its stakeholders with their information need. As can visible in 

the picture, INS can be loosely integrated with the BPI; this loose integration opens the door for parallel adoption. 

Furthermore since INS is not used for the actual reporting (which is the purpose of BPI from a stakeholders' point of 

view) there is little risk in using INS. 

 

Figure 22: BPI data flow. 
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Figure 23: Relation of the new system to the existing system. 

6.5 DATABASE ENRICHMENT 

Section 4.1 explains the problems faced when using system execution data. VI has partly solved these problems by 

enriching events in their database with information obtained from other events. We identify two types of enrichment: 

vertical and horizontal. Horizontal enrichment increases the number of fields of an event by adding data from related 

events or other sources; the number of rows remains the same. Vertical enrichment, or aggregation, increases the 

number of fields by summarizing multiple rows in one row; the result of aggregation is no longer an event but instead 

a collection of events. 

6.5.1 AGGREGATION 

The main goal of aggregation is to increase query performance. Essentially the aggregation functions in the BPI 

execute queries and store their results before they are needed; when they are needed there is no need for 

computations and the amount of data that needs to be read is smaller. There are a number of downsides to this kind 

of enrichment. First of all the data is no longer available "real time"; since the aggregation functions are executed on 

an interval newly added source records will not update the aggregated results until the next time the aggregation 

functions execute. VI runs their aggregation functions every five minutes, this means data is available with a delay of 

at most five minute, which is acceptable for their purposes. Second the requirements with respect to storage go up; 

storing more data requires more space. Since storage in modern computing systems is not very expensive the extra 

storage resources required are cheaper than the extra computation power need when not periodically aggregating 
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the data. Table 6 and Table 7 below show a simple example of aggregation. When the average duration is the 

information being queried frequently, aggregating it and saving the result can save required computing power. Note 

that it would of course also be possible to efficiently update the aggregated table by also storing the sum of the 

duration and the number of entries; this is however the task of the DBMS.  

 

 

 

 

6.5.2 HORIZONTAL ENRICHMENT 

Horizontal enrichment pertains to adding fields to events that are not originally part of it. The number of fields one 

could add to an event is potentially very large, the difficulty for this kind of enrichment is deciding which information 

is required or most valuable to add. The queries generated by INS may reference fields not available in an event; 

horizontal enrichment can be used to make these fields available. 

As an example of horizontal enrichment we will use Table 6. It contains data about tasks, however users will not know 

what the task identifiers mean. Horizontal enrichment can be used to add a description as shown in Table 8. 

Enrichment and aggregation are not limited to raw data; they can be applied to any table, Table 9 shows the 

horizontal enrichment of aggregated data.  

 

Task id Duration 

1 15 

1 40 

2 25 

2 31 

Task id Average duration 

1 27.5 

2 28 

Table 6: Raw data. Table 7: Aggregated data. 

Task id Duration Name 

1 15 Task A 

1 40 Task A 

2 25 Task B 

2 31 Task B 

Table 8: Horizontal enrichment on raw data. 

Task id Average duration Name 

1 27.5 Task A 

2 28 Task B 

Table 9: Horizontal enrichment on aggregated data. 
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7 OPTIMIZATION 

As explained in Chapters 3 and 4, INS successfully solves the problem as stated in section 1.2. While solving the 

problem in itself is a great start, it does not mean our solution is ideal. Different aspects of our solution have room for 

improvement, these aspects and possible improvements are explained in this Chapter. 

When interests in INS are used by multiple information needs, queries generated by INS will show more similarities. 

Section 7.1 discusses a method to exploit these similarities by using a concept known as materialized views.  

One of the challenges for optimizing queries is always selecting which queries to optimize. To assist with query 

selection or nomination section 7.2 will introduce some heuristics for scoring queries. 

7.1 OPTIMIZING SUBQUERIES BY MATERIALIZING VIEWS 

A view is a predefined SELECT statement that is managed by the DBMS; it is basically a table with values depending on 

other tables (as defined by the query). Consider  Table 1 which contains a list of names and years of birth; now 

suppose we use the age of a person very frequently in a lot of queries. Calculating the age of a person from his year of 

birth can be done by executing the query below: 

SELECT first_name, last_name, year_of_birth, 2012 - year_of_birth AS age FROM table1 

When using the age field often one might consider adding it as a separate table field, however, this goes against best 

practices concerning data duplication and increases chances for inconsistencies. This is where views can be used, we 

can define a view based on the query above, the view adds the age field to the table by calculating it when needed. 

Views are not restricted to single tables or simple queries; they can be used for joins or aggregate queries as well. 

While views directly make using data easier, they do not necessarily increase efficiency; the age of a person still needs 

to be calculated each time it is needed. This is where materialized views come enter the picture; instead of just saving 

the definition of the view (the query) the DBMS can also save the actual data related to the view. This materialization 

of the view stores the results of any computations, aggregations or joins defined in the view and thus speeds up 

queries at the cost of using extra disk space.  

As noted before, copying data is against best practices as it increases chances for inconsistencies; when using 

materialized views however, the DBMS takes care of the duplication and therefore this risk does not apply. Some 

DMBSs offer functionality to automatically update the materialized views whenever one of the source tables are 

changed, others periodically update the view instead. Periodically updating already implies there might be 

inconsistencies between the base tables and the materialized views; for analytical processing it is often acceptable to 

have a recent snapshot and not the most recent one. 

Subqueries in a FROM clause are often called inline views. Such subqueries can be easily replaced by materialized 

views when the DBMS supports materialized views. 

If we revisit the query result from the generation process in section 4.2, we find a candidate for a materialized view: 

SELECT count(*) as count, operator 

FROM  

    ( 

        SELECT area, operator 

        FROM  

            ( 

                SELECT operator_id AS operator, area, bag_id  

                FROM StartManualScan 

            ) AS StartManualScan,  
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            ( 

                SELECT bag_id  

                FROM EndManualScan 

            ) AS EndManualScan 

        WHERE StartManualScan.bag_id, EndManualScan.bag_id 

    ) AS ManualScan 

WHERE area = "Area A" 

GROUP BY operator 

The subquery for the ManualScan interest joins two tables and selects some fields; another information need might 

refer to this same interest and select some other fields: 

SELECT count(*) as count, bagtype 

FROM  

    ( 

        SELECT bagtype 

        FROM  

            ( 

                SELECT bag_id, operator_id AS operator, area,  

                FROM StartManualScan 

            ) AS StartManualScan,  

            ( 

                SELECT bag_id, bag_type  

                FROM EndManualScan 

            ) AS EndManualScan 

        WHERE StartManualScan.bag_id, EndManualScan.bag_id 

    ) AS ManualScan 

GROUP BY bagtype 

Both subqueries show a lot of similarity, they only differ with respect to the fields they are selecting. Considering the 

union of the fields used by the queries we can define the follow view: 

SELECT bagtype, operator, area 

FROM  

    ( 

        SELECT bag_id, operator_id AS operator, area,  

        FROM StartManualScan 

    ) AS StartManualScan,  

    ( 

        SELECT bag_id, bag_type  

        FROM EndManualScan 

    ) AS EndManualScan 

WHERE StartManualScan.bag_id, EndManualScan.bag_id 

Instead of having to join the two tables, StartManualScan and EndManualScan, each time the query is executed, the 

intermediate result is saved by the DBMS. Since materialized views behave just like tables, it is even possible to define 

materialized views based on other materialized views; this allows us to improve performance by simplifying queries. 

Note that while creating materialized views increases performance there are also drawbacks, one of which is the 

increased storage requirements. A balance needs to be found between query complexity and view materialization. 

The next section discusses a scoring method that can help by nominating certain queries for materialization in a view. 

7.2 QUERY NOMINATION 

To achieve maximum performance all queries created by INS should be stored as materialized views. In practice 

however, constraints on resources and the age of the information limit the number of queries for which such 

optimization is possible. When facing such a situation choices need to be made; which queries should we formalize to 

create the biggest impact on performance? 

To answer this question several factors need to be considered. It is important to find out how often a query executed, 

this pertains to both the number of executions per time unit as well as the spread over each time unit. A query might 



  

 

47 

 

be executed by each many people but only during the morning. In such a case where the number of executions is 

centred around a specific time using a materialized view will result in little overhead. In cases where then number of 

executions is evenly spread out a materialized view will need to be updated more frequently and thus create 

additional load on the system. 

The second factor that needs to be considered is the benefit of materializing the query. Queries using a lot of 

aggregations will generally benefit more from caching and are thus prime candidates for use in materialized views. 

Combining this benefit with the number of executions and the spread of execution allows us to compute a score for 

each query; the query that should be optimized first is the one with the highest score.  

Assuming we can measure how many times an information need query is executed, the number of times other queries 

are executed can be derived; each time the query for an information need is executed the query for its corresponding 

interest is executed. Each time a query for a complex interest is executed the queries for its related interests are 

executed. Each time a query for a simple interest is executed the queries for its related events are executed. 

The benefit from materialization is dependent on the data and the functions used in the subqueries. We will lists some 

criteria that can be used for prioritizing. 

1. Queries using (aggregation) functions 

2. Queries using joins 

3. Queries using conditions 

Combining this list with the number of executions of a query will allows us to order the queries by performance 

improvement after introducing materialized views. The exact weights given to the three criteria depend on the usage  

of indices on the tables and the size of the data set. 
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8 CONCLUSIONS 

In this thesis we have identified the difficulty in providing stakeholders with information about a system. A 

stakeholder has information needs which can be fulfilled by transforming system execution data to information. 

Defining this transformation is difficult and requires a lot of expertise. Current solutions for this problem lack 

reusability and limit resource specialisation.  

We examined these limitations and created the Information Need System (INS). INS provides an easy to use solution 

that decreases the size of the gap between abstract information needs and system execution data. By introducing a 

layer of abstraction we allow for resource specialisation and reusability at the same time. These advantages can 

significantly reduce investments required for providing information to stakeholders. 

We created the abstraction layer by introducing the interest concept. An interest abstracts from raw data to a concept 

about which stakeholders can reason. This allows business experts to communicate with database experts while 

requiring a much smaller overlap in knowledge than with traditional solutions; this allows for specialisation of 

resources. When defining an interest it is possible to base it on other interest instead of raw data, this introduces 

reusability to our system. The structure of INS thus removes two of the disadvantages of traditional approaches. 

INS consists of several concepts with an underlying structure defined using the ontology data model. Besides these 

concepts we also constructed a prototype system architecture which can be used as a reference when implementing 

INS. The architecture introduces the roles we have identified and shows how these roles can use GUIs specifically 

created for them. Communication with INS ideally is via an standards based message interface, we propose XML, 

therefore allowing tooling to be created separately from (other) INS improvements. 

 We did a case study to show INS works for real life domains, specifically we test it on a baggage handling system 

(BHS).  Besides testing if it works we also examined the systems currently in use at the BHS, this research resulted in a 

simple integration plan for integrating the INS architecture into the existing systems. The integration uses loose 

coupling, thereby enabling parallel adoption of INS with the existing infrastructure. 

While solving a lot of problems related to fulfilling information needs, INS has some limitations. These limitations are 

not limits of the approach itself, but instead are a consequence of the limited research resources available. Future 

research into can help remove these limitations.  

One limitation of INS that should be addressed first is the incapability of automatically enriching system execution 

data. This enrichment  currently consists of manual and resource intensive work which hinders the automated 

operation of INS. Future research could focus on this enrichment  by finding a way to search for related information 

based on the domain ontology and the structure of the data. 

We have identified several other avenues for future research. The output of INS consists of generated queries that can 

be used by a frontend to visualize or use the information. In the architecture proposed in Chapter 5 the front-end 

expert role is tasked with supplying the queries and defining these reports. Assuming a specific implementation of INS 

is used primarily to generate reports, the front end experts' tasks can be automated. Based on the types of fields 

returned by the queries it should be possible to automatically define parameters for any report generation tools; 

further research can provide insight into the possibilities for automating this step. 

With respect to expressiveness INS can also be extended, stakeholders' interests are often not only limited to showing 

a statistic, they want to know the evolution of its value over time. Such evolution over time is called a trend. To add 

support for trending to INS we need to be able to access previous results from generated queries, further research can 
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help in finding a method for arranging efficient access to these previous results. Besides adding functionality for 

storing the required data INS would also need to be extended to allow expressing trends in information needs.  

Currently information needs in INS are very data centric, usability could be increased if we could define information 

needs based on process models, or even derive them automatically, instead of using system execution data as a 

starting point. By exploiting the coupling between the process model and the artefacts of its execution, queries could 

be generated for such information needs in an analogous manner as is currently done for information needs in INS. 

Another improvement mentioned in several sections is the creation of a GUI. A GUI significantly increases usability 

which in turn significantly eases new technology adoption. As mentioned such a GUI could assist in several ways by 

providing instant-search, context awareness and possibly even a recommender system. 
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APPENDIX A. (PSEUDO)CODE FOR QUERY GENERATION 

The code below is valid PHP, however the objects used are not defined and as such it is pseudocode. Any INS 

implementation can use the functional structure presented below as a basis. 

function generateQuery($target, $fields = null) 

{ 

    $select = generateSelect($target, $fields); 

    $from = generateFrom($target, $fields); 

    $where = generateWhere($target); 

    $group = generateGroup($target); 

 

    $sql = "SELECT $select FROM $from WHERE $where GROUP BY $group"; 

    return $sql; 

} 

 

function generateSelect($target, $fields) 

{ 

    $select = array(); 

    foreach ($target->hasField as $instance)  

    { 

        switch type_of($instance) 

        { 

            case 'logical': 

                $select[$instance->name] = $instance->name; 

            break; 

            case 'fieldExpression': 

                $select[$instance->name] = $instance->definition . " AS " . $instance->name; 

            break; 

            case 'domain': 

                $select[$instance->className] = $instance->className; 

            break 

        } 

    } 

 

    foreach ($fields as $field) 

    { 

        if (!isset($select[$field])) 

        { 

            $select[$field] = $field; 

        } 

    } 

     

    return implode(", ", $select); 

} 

 

function generateFrom($target, $fields) 

{ 

    $instances = merge($target->hasField, $target->group, $target->filter); 

    foreach ($instances as $instance)  

    { 

        switch type_of($instance)  

        { 

            case 'logical': 

                $fields[] = $instance->name; 

            break; 

            case 'fieldExpression': 

                $fields = merge($fields, $instance->definition->getFields()); 

            break; 

            case 'domain': 

                $field[] = $instance->className; 

            break; 

        } 

    } 

    $fields = unique($fields); 

    // The fields in the array must be present in one of the sources. 

    // A field can be qualified in which case only the correct source will use  

    // put it in the subquery; otherwis 

    $sources = merge($target->hasInterest, $target->hasEvent, $target->uses); 

    $from = array(); 
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    foreach ($sources as $source) 

    { 

        $currentFields = array(); 

        foreach ($fields as $field) 

        { 

            if ($source->knowsField($field)) 

            { 

                $currentFields[] = $field; 

            }        

        } 

        if (is_alias($target)) 

        { 

            $from[] = "(" . generateQuery($source->names, $currentFields) . ") AS " . $source->name  

        } 

    } 

    return implode (", ", $from); 

} 

 

/** 

 * Recursively checks if an interest or event has a field. 

 */ 

function knowsField($target, $field) 

{ 

    if (is_qualified($field) && source($field) != $target) 

    { 

        // This field is qualified and the current $target is not the target. 

        return false; 

    } 

    else 

    { 

        // This field is not qualified, or the current $target is the target. 

        $field = unqualify($field); 

    } 

     

    if (is_alias($target)) 

    { 

        return knowsField($target->names); 

    } 

     

    if (in_array($field, $target->hasField->name)) 

    { 

        return true; 

    } 

    elseif (any(knowsField($target->hasEvent, $field))) 

    { 

        return true; 

    } 

    elseif (any(knowsField($target->uses, $field))) 

    { 

        return true; 

    } 

    return false; 

} 

 

function generateWhere($target) 

{ 

    $where = array(); 

    foreach ($target->filter as $instance)  

    { 

        // Since each filter can have a target, 

        // we check if the target of the filter is the same as our $target. 

        // If not, we add the filter to the its target. 

        if (isset($instance->targets) && $instance->targets != $target ) 

        { 

            $instance->targets->filter[] = $instance; 

        } 

        else 

        { 

            switch type_of($instance) 

            { 

                case 'fieldExpression': 

                    $where[] = $instance->definition; 

                break; 
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                case 'domain': 

                    $where[] = $instance->className . " = " . $instance->name; 

                break 

            } 

        } 

    } 

     

    return implode(' AND ', $where); 

} 

 

function generateGroup($target) 

{ 

    $group = array(); 

    foreach ($target->group as $instance)  

    { 

        switch type_of($instance) 

        { 

            case 'logical': 

                $group[] = $instance->name; 

            case 'fieldExpression': 

                $group[] = $instance->definition; 

            break; 

            case 'domain': 

                $group[] = $instance->className . " = " . $instance->name; 

            break 

        } 

    } 

     

    return implode(', ', $group); 

} 
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