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Introduction 

1.1 An introduction to Fluid Simulation 
 
Fluid simulation and visualisation is becoming an area of increasing interest for 
interactive applications, especially since the arrival of consumer-level programmable 
hardware for graphics acceleration. This stems from the desire to model virtual 
environments with rigid as well as deformable fluid-like bodies with increasing levels of 
realism, while maintaining the interactivity of the application. Games and virtual 
environments are typical examples of situations in which a realistic-but-efficient fluid 
simulation is useful. 
 
In general, there are two different methods for simulation of a fluid: Eulerian and 
Lagrangian. Eulerian simulations discretise a given space into a fixed number of cells. 
Typically, the discretisation is uniform, involving a regular lattice of cells of equal size. 
For every cell, several quantities are computed, such as velocity, density, and pressure, 
which describe the fluid flow in that spatial extent. While these quantities change over 
time, the spatial discretisation does not. Using the Navier-Stokes equations discretised on 
a fixed grid which describe the flow of fluids, changes in quantities from a single cell can 
be determined by examining the state of neighbouring cells. Lagrangian methods take a 
different approach. Instead of creating a fixed discretisation of space, these methods keep 
track of fluid attributes only at the positions of moving particles; the fluid ‘atoms’. The 
particles ‘carry’ attributes like size, mass, position, velocity, and pressure. Changes in 
these parameters are therefore considered following the trajectory of a fluid particle. An 
example of such a parameter is the fluid density: by keeping track of the density at every 
particle’s position, this value can be interpolated at every other position in the fluid. The 
resulting field of values can then be used to derive forces on every particle, from which 
the movement of the fluid is calculated. This in turn changes the density at particle 
positions again. The difference between the fixed-position Eulerian approach and the 
dynamic Lagrangian approach is highlighted once again in [Figure 1]. 
 
Eulerian and Lagrangian simulation methods have their own advantages and limitations. 
Eulerian methods are relatively simpler to implement, since they assume a fixed spatial 
discretisation. Also, they allow one to control explicitly where one has information about 
the flow, by controlling the placement of the spatial cells. The fixed property of these 
cells can also be a disadvantage, for it implicitly fixes the location of the fluid itself; 
fluids cannot be simulated at positions outside of the discretised volume. On top of this, 
the explicit volumetric discretisation has to be stored somewhere, which can be very 
expensive for complex and accurate simulations. Lagrangian methods are relatively 
cheaper. Since one explicitly controls the positions of the flow particles, one can easily 
achieve highly non-uniform sampling of a flow phenomenon. In simple terms, one can 
control the spatial particle distribution, thus specify where one wants to have more flow 
detail. However, this advantage comes together with a disadvantage: the density of the 
particles must be explicitly controlled in order to avoid extreme sub-sampling of certain 
areas on one hand, as this yields inexact solutions, and on the other hand to avoid extreme 
super-sampling of other areas, as this increases computational times unnecessarily. 
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The left figure shows the grid-based Eulerian approach to fluid simulation: every grid cell 
contains a flow vector denoting the flow of the fluid through the static cell. The right figure 
shows the Lagrangian approach: black dots depict fluid particles moving freely through 
space, with a dashed line as their trajectory and an arrow as the velocity vector which is 
considered along the corresponding trajectory. 

Figure 1 
 
Both methods have applications ranging from very crude approximations used as visual 
effects in software music players to highly accurate scientific simulations for research 
purposes. The algorithms described in this document are developed for interactive 
simulations in games and virtual environments. A particle-based method called Smoothed 
Particle Hydrodynamics (SPH) has recently been proposed by [I], aimed specifically at 
interactive applications. This method will be used to provide the basis for the fluid 
simulation used for visualisation, and it is treated in Section 2 of this work.  
 
While [XII] and [IV] discuss implementations on the graphics hardware of both grid-
based and particle-based fluids respectively, this is not a requirement for the SPH method 
in this work; the simulation will run on commodity consumer processors. Section [1.3] 
provides more detail on the mapping of the simulation and visualisation to the available 
hardware. 
 

1.2 An introduction to Fluid Visualisation 
 
After the fluid flow has been simulated, it can be visualised. Visualisation of a fluid 
simulation is the main topic of this work. Just as for the simulation phase, several options 
are available here. We could visualise the fluid flow using one of the various flow 
visualization techniques well-known in scientific visualisation, e.g. vector plots, glyphs, 
stream surfaces, streamlines, or texture-based visualization. An overview of these 
techniques is given in [XIII]. In this work, we are interested in visualizing the surface of a 
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3D fluid. One of the possible ways to accomplish this has been mentioned in [XIII]: 
isosurface extraction with Marching Cubes, introduced in [XIV]. Another way to 
visualise the surface is to employ Surface Particles, as in [II]. While both visualisation 
methods can be applied to any type of fluid simulation, they differ in their methodology: 
Marching Cubes is a fixed grid-based approach, while the surface particles method is – as 
the name suggests – particle-based. A third approach for surface visualisation is ray-
tracing, but this is not a feasible solution due to hardware and performance requirements 
discussed later in this section. 
 
The Marching Cubes algorithm discretises a 3D volume into cubical cells. At every 
corner of a cell, the value of the field quantity – e.g. the fluid density – is determined 
from which an isosurface needs to be extracted. Based on this value, a corner is marked 
to be inside or outside the fluid. The Marching Cubes algorithm then searches for cells 
which the fluid surface intersects, i.e. the cells with corners located both inside and 
outside the fluid. Based on the configuration of the corners inside and outside the fluid, a 
fluid surface can be interpolated. For the 2D case, this is demonstrated in [Figure 2]. The 
3D case is similar, but instead of lines intersecting squares, one constructs triangles 
intersecting cubical cells. 

 

Multiple variants of a single cell after discretisation by the Marching Cubes 
algorithm. The corners are determined to be inside or outside the fluid volume, 
depicted by black and white dots respectively. For every possible combination, 
the fluid surface can be interpolated within the cell, which is visible by the 
thick black line. All combinations are listed here, except for their rotated 
variants.  

 
Figure 2 

 
The Surface Particles technique simulates a set of particles in 3D space in order to move 
them to the surface of the fluid. Based on a particle position, the gradient of the quantity 
field can be established, along which the particle moves into the direction of the fluid 
surface. This is how particles independently ‘find’ a place on the surface of the fluid. 
Particles located close to each other produce repulsion forces, to distribute themselves 
evenly across this surface. The idea is illustrated once again for the 2D case in [Figure 3]. 
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Surface particles on a fluid surface. The black curve represents the fluid surface, while the 
surface particles are white ellipses. The arrows denote movement of a particle in a particular 
direction. Particles can move in the direction of the gradient of the fluid – denoted by black 
arrows – to find the fluid surface. Particles on the fluid surface can repel each other when they 
are too close. This is illustrated by dashed arrows.  

Figure 3 
 
The advantages and limitations of Marching Cubes and Surface Particles are very similar 
to those of Eulerian and Lagrangian fluid simulation methods. Marching Cubes is easier 
to implement but has as a disadvantage the cost of scanning through a cubic volume to 
obtain a surface. This cost can however be reduced to quadratic complexity, putting it 
much closer to a Langrangian method in terms of performance. On the other hand, the 
method of Surface Particles is in essence cheaper, but the effort to maintain an even 
distribution of particles on the fluid surface complicates the algorithm. In practice, it is 
therefore possible that the performance difference between Marching Cubes and Surface 
Particles is much smaller than between Eulerian and Lagrangian fluid simulation 
methods. 
 
Our goal will to strike an optimal balance between quality of visualisation and 
computational complexity. The visualisation does not have to be accurate, but the effect 
should be convincing in displaying the complete fluid surface. On top of this requirement 
comes a second one: instead of visualising the fluid surface with the general 
computational model of consumer computers, the visualisation algorithm is required to 
run solely on commodity graphics hardware.  Section [1.3] provides more information on 
the mapping to this hardware. 
 
While fluid visualisation on 2D surfaces has already established itself on graphics 
hardware by [XII], the development of fluid surface visualisation in 3D has not 
progressed that much. An implementation of the Marching Cubes algorithm on graphics 
hardware is given in [XV], but has as disadvantage that the algorithm evaluates the 
complete cubic fluid volume. An implementation of Surface Particles on graphics 
hardware has been absent so far; particle-based visualisation of fluids commonly consists 
of placing particles at atom positions instead of locations on the fluid surface. 
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1.3 Problem Statement 
 
As mentioned in sections [1.1] and [1.2], the aim of this work is to construct a convincing 
fluid visualisation performing at interactive speeds on common graphics hardware. The 
graphics hardware consists of a Graphics Processing Unit (GPU), with Video Memory. 
As the graphics hardware will be stressed by the visualisation algorithm, the fluid 
simulation itself will be executed on the Central Processing Unit (CPU) with available 
Random Access Memory (RAM). An example of what is meant by commodity hardware, 
is a 2 Ghz AMD or Intel CPU with nVidia GeForce 6800 video card better, supporting 
Shader Model 3.0. The sketch of [Figure 4] clarifies the mapping of the different software 
components on the hardware: 
  

Fluid Simulation 
Algorithm 

Fluid Visualisation 
Algorithm 

CPU GPU 

RAM Video 
Memory Fluid atom attributes Surface particle attributes 

The mapping of the software components on the hardware. Arrows denote read/write dependencies. 
A more detailed view is given in [3.6.1]. 

 
Figure 4 

 
The information transported between the fluid simulation and visualisation consists of the 
fluid atom data required for reconstructing the fluid surface at any position. Examples of 
this data are fluid atom positions, velocities and densities. The rationale behind the choice 
of transported data, coupled with a detailed schematic can be found in section [3.5] and 
[3.6.1]. 
 
While the described visualisation techniques are applicable to both a Eulerian as well as a 
Lagrangian fluid simulation, the focus will be entirely on a particle-based Lagrangian 
fluid simulation method called Smoothed Particle Hydrodynamics. While the choice of 
simulation method is not part of this work, two supporting arguments can be found. First, 
it is largely due to the n3-size nature of the grid in Eulerian methods, resulting in large 
performance and memory requirements for real-time applications. The consequence of 
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this will be a high amount of data being transported between the simulation and 
visualisation. This is a limiting factor – especially in our case where the simulation and 
visualisation are performed on different hardware. The second reason to choose a 
particle-based fluid simulation is ease of animation. Particles lend themselves to 
animation of highly deformable bodies much easier than a grid-based solution. This is 
desirable for applications in games and movies, where fluid-like objects have to be 
created that do not necessarily behave according to the laws of fluid dynamics.  
 
For visualisation, we choose to use a particle-based approach as well. The main reason 
for this is the absence of an implementation of this algorithm on the GPU. Finding a way 
to do this, evaluating the performance and the distribution of particles on the fluid surface 
is interesting research material. Another good reason is speed of execution: particles can 
exploit the temporal coherence of the fluid surface. The position of a particle can be 
determined by its previous position and the motion of the fluid atoms. Calculating an 
updated position for every particle this way is much cheaper than scanning the complete 
3D space every frame in order to determine where the surface of the fluid resides. 
Updating the attributes of particles will ideally be less expensive than scanning the 
complete fluid volume to identify the fluid surface. The latter is akin to “starting from 
scratch” each and every frame, while the former can be described as “tweaking the 
existing solution”. The last factor contributing to the choice for a particle-based 
visualisation, is the adaptability of a particle-based solution: particles can easily be 
changed in size, number and look. This makes the solution very suitable to variations in 
level-of-detail. 
 
Note that the simulation of surface particles performed by the visualisation algorithm is 
different from the simulation of fluid atoms; the latter are often called particles as well in 
existing particle-based fluid simulation techniques. In the following text, the fluid atoms 
comprising the fluid itself are always referred to as “atoms” instead of “particles”. The 
term “particles” refers to the particles moving around on the surface of the fluid.   
 
As noted before, a particle-based visualisation running on graphics hardware is not 
readily available. Therefore, a concise description of the problem treated in this work, is 
to find a method to visualise the fluid surface of a particle-based fluid simulation, by 
using particles for the visualisation and simulating their movement on the GPU. 
 

1.4 Contributions 
 
Contributions are presented for the simulation of the surface particles during 
visualisation, and this can be separated into three parts.  
 
The first part consists of a solution to efficiently constrain the particles to the surface of 
the fluid, such that every particle represents a section of the surface. Specifically, a data 
structure is chosen in order to maximise the efficiency of simulating the surface particles 
on the GPU, based on the required data provided by the fluid simulation. The choice is 
outlined in [3.6.2]. 
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In itself this will not be sufficient to visualise the fluid surface, because there is nothing 
to prevent parts of the fluid surface to not be represented at all, or to be represented more 
than once due to overlapping particles. Therefore, the second part of the simulation 
entails a solution to the particle distribution problem; an algorithm is developed to 
uniformly distribute the particles on the fluid surface over the area of this surface. The 
second and third contributions are both a component of the particle distribution 
algorithm; the second contribution locally distributes particles based on repulsion forces, 
while the third contribution accelerates the distribution by globally distributing particles 
over the full fluid surface based on surface density differences. The concept of the local 
distribution algorithm is presented in [3.3.2], with its crucial component being the actual 
method of implementation, described in [3.6.4]. The concept of the global distribution 
algorithm is presented in [3.3.3], with its implementation based on the method of [3.6.4] 
as well. 
 
Our main focus is designing an effective and efficient method for visualizing fluids. 
Thereby we aim to improve in the areas of fluid and fluid surface representation methods 
and computation algorithms. We do not aim to improve in the areas of actual fluid 
surface rendering. For this task, we shall use standard particle rendering methods, and not 
treat the more extensive topics of high-quality particle blending methods, transparency, 
volumetric effects, and surface detail rendering. 
 

1.5 Structure of the Essay 
 
This essay is structured as follows: in section 2, a particle-based fluid simulation 
technique called Smoothed Particle Hydrodynamics (SPH) will be described. After an 
introduction in [2.1], the abstract model of fluid dynamics equations is presented by [2.2]. 
This introduces a set of fluid field quantities, which are interpolated by SPH. The 
interpolation is described in [2.3]. Finally, section [2.4] presents a computational way to 
solve the system of equations relating to the field quantities. This will help in determining 
the quantities required for visualisation. 
 
Section 3 presents the method of visualisation. An introduction by [3.1] precedes the 
problem statement in [3.2]. An abstract solution to the problem is posed by [3.3]. Again, 
quantities are introduced which are only known at discrete particle locations; the 
interpolation of these quantities is treated in [3.4]. Section [3.5] constructs a system of 
equations for the fluid visualisation algorithm. In this section, the system of equations is 
also related to the fluid simulation system presented in section [2.4]. After the theoretical 
model has been established, section [3.6] provides implementation details. That includes 
the mapping of the fluid simulation and visualisation to the hardware, and 
implementation details for both data transport between the two components and particle 
distribution during visualisation. The characteristics of the implementation are tested in 
section [3.7], providing results for both performance and visual appearance. Finally, [3.8] 
concludes the fluid visualisation section by suggesting improvements upon the 
established algorithms.  
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2 Fluid Simulation with Smoothed Particle 
Hydrodynamics 

 

2.1 Introduction 
 
An overview of the fluid simulation before explaining the technique for visualising the 
fluid surface will be helpful in two ways. First, the relation of input-output between the 
two systems can be established, giving insight into data transport requirements when 
mapping them to different hardware. This is described in detail by section [3.5.1]. 
Secondly, the technique of interpolation for fluid simulation – SPH – is used for 
distribution of particles in the fluid visualisation as well. This will become evident in 
section [3.4.2].    
 
The description of the fluid simulation will mainly cover the attributes of the fluid atoms 
and the formulas with the parameters used for deriving these attributes. For a more 
detailed description of the technique, see [I].  
 
First, an abstract overview of particle-based fluid simulation will be given in [2.2]. 
Following the abstract model will be the interpolation with Smoothed Particle 
Hydrodynamics in [2.3], such that the theoretical particle-based model can be simulated 
on a computer. Finally, the steps of the simulation model are put in order together with 
their corresponding inputs and outputs by [2.4], to provide a full overview of the 
simulation algorithm and to define the input/output relation with the visualisation 
algorithm. 
 
 

2.2 Abstract Model 

2.2.1 Particle-Based Fluid Simulation 
 
Particle-based fluid simulation is based on representing a fluid with a possibly infinite 
amount of infinitely small fluid atoms of constant mass moving through space. The 
consequence of the ability to move is that each fluid atom is governed by the classical 
equations of motion: 

 
2

000 2
1 ttt ⋅⋅+⋅+= avxx  

Equation 1 
and 

tt ⋅+= 00 avv  
Equation 2 
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for a time range [0..t], with position x, velocity v and acceleration a with subscripts 
denoting time. Bold symbols signify a vector, while non-bold symbols are scalars. So the 
velocity and position of a fluid atom at time t can be calculated by integrating the 
acceleration over time. 
 
The determining factor for fluid-like behaviour of the atoms stems from the way in which 
the atoms’ accelerations are calculated. In the case of fluids, acceleration is part of the 
Navier-Stokes equation for conservation of momentum. As explained in [I], this equation 
can be simplified considerably for particle-based fluids, yielding the following equation 
governing the acceleration of a fluid atom:  
 

( ) ( )
( )t

t
t x

xf
xa

ρ
=  

Equation 3 
 
where f(xt) is the force density field acting on the atom’s position xt and ρ the density 
field value of the fluid at that position. The density ρ of a fluid is expressed in mass per 
unit volume, while force density f(xt) consists of three components, taken from [I]: 
fpressure, fviscosity and fexternal.  
 
The first component, fpressure, is the gradient of the pressure field. The pressure p is 
linearly dependent on the density, with an equation similar to the ideal gas law, proposed 
by [IX]: 
 

( ) ( )( )0ρρ −= tt kp xx  
Equation 4 

 
where ρ0 is the rest density constant, in most cases chosen to be close to 0. The rest 
density has no mathematical influence on the gradient of the pressure field. However, it 
does have an influence on the gradient of the pressure field after discretisation with SPH, 
and it can also be used to improve numerical stability. In effect, the rest density will be 
used as a “guideline” for fpressure, such that this force will always be directed towards the 
rest density. For now however, fpressure is defined as: 
 

( ) ( )ttpressure p xxf −∇=  
Equation 5 

which is the negative gradient of the pressure at position xt.  
 
The second component, fviscosity, is defined by the following term, according to [I]: 
 

( ) ( )ttityvis xvxf 2
cos ∇⋅= μ  

Equation 6 
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where μ is the viscosity constant and v the velocity of the fluid. Intuitively, fviscosity points 
into the direction of the velocity gradient, counteracting changes in velocity with respect 
to the environment of position xt. 
 
Apart from the previous two internal force components, one could choose to define others 
as well. One of the possible options is to model the surface tension of the fluid. This is 
explained in detail in [XI], while some of the ideas presented there return in [I]. 
 
The last component of the force density, fexternal, consists of external forces and is 
therefore specific for each different fluid simulation. One could model fluid in a glass 
subjected to collision forces with the glass just as well as experimenting with 
gravitational fields, requiring different models for the external forces. 
 
In conclusion, the dynamic system of a particle-based fluid can be modelled with the 
parameters f and ρ at every position in space, yielding an “acceleration field” that can be 
evaluated at the position of every fluid atom. The result can be used to integrate the 
velocity v and position x of the fluid atoms forward in time. 
 
 

2.3 Interpolation of Field Quantities 

2.3.1 Smoothing Kernels 
 
While the section [2.2] established a model for simulating the movement of a particle-
based fluid, this model does not translate directly onto a computer with only finite 
memory and calculation time. Only a small amount of fluid atoms are simulated, but 
[Equation 3], [Equation 5] and [Equation 6] dictate that field quantities ρ, fpressure and 
fviscosity are known at every location within the fluid. Although every fluid atom keeps the 
attributes velocity, position and mass, this is in itself insufficient to determine the 
aforementioned quantities around its central position. The only available information is 
the contribution of the atom to the quantity at its central position, and not its surrounding 
environment. Since this environment is discretised by only a few fluid atoms, a quantity 
like density can therefore not directly be extracted for any position. After all, not every 
particle has the same position, so at every position there are particles from which the 
contribution to the density field is unknown. As a result, the value of a quantity like fluid 
density is unknown for positions around a fluid atom.   To solve this problem, the 
contribution of a fluid atom towards a quantity at locations around its position is 
interpolated. Through establishing a method of interpolation, quantities ρ, fpressure and 
fviscosity can be calculated at every position, including the fluid atom positions.  
 
The specific method of choice for interpolating the particle-based fluid simulation model 
is Smoothed Particle Hydrodynamics, which was introduced in [X] and has also been 
discussed in [

X

I] and [IX]. This is a method for interpolating field quantities at arbitrary 
discrete locations while only having knowledge of the values of these quantities at the 
positions of a finite number of fluid atoms. Examples of quantities in the case of fluid 
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simulation are the density from [Equation 3] or the forces from [Equation 5] and 
[Equation 6]. The method of interpolation of these field quantities is based on a single 
principle, which can be applied to every parameter of the fluid. Therefore, the SPH 
technique provides a simple method of calculation. Furthermore, the possibility of 
limiting the number of fluid atoms to a small amount will make the simulation tractable 
for real-time applications. 
 
To see how the SPH method is applicable to the abstract fluid simulation model, consider 
the acceleration for every fluid atom used to integrate positions and velocities of fluid 
atoms over time. According to [Equation 3], the acceleration is dependent on the 
evaluation of a force density field and a density field, to obtain an f and ρ at any position. 
As noted, the calculation of these field quantities is performed by interpolation according 
to the SPH principle, after which the acceleration of the fluid atom can be determined. 
 
Smoothed Particle Hydrodynamics is distinctive in its approach towards interpolating 
aforementioned field quantities by making use of a concept called Smoothing Kernels. A 
Smoothing Kernel is a function 
 

( ) ℜ→ℜℜ xhW 3:,r  
Equation 7 

 
for a location r and core radius h.  
 
Intuitively, a field quantity will be interpolated at position r by placing a Smoothing 
Kernel at the origin of every fluid atom representing the contribution of the atom to the 
field quantity at r. For the interpolation of different field quantities, different Smoothing 
Kernels can be chosen, but in general it is desired to have a function that is strongest 
around the origin and diminishes when moving to the outside, because the influence of an 
atom will diminish when moving away from its centre.  
 
The following example shows one of the possible Smoothing Kernel functions: 
 

( )
otherwise

hh
h

hWspiky
≤≤

⎩
⎨
⎧ −

⋅
=

rr
r

0
0

)(15,
3

6π
 

Example 1 
 
 
with a plot of the function values along |r| in [Figure 5]. 
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),( hWspiky r  

r   
Figure 5 

 
 
An example of a quantity that can be distributed by a smoothing kernel is the density of 
an atom. The distribution yields a density field, and is described according to the 
following formula: 
 

( ) ( )hWm j
j

j ,rrr −⋅= ∑ρ  

Example 2 
 
where for every atom j, its mass mj is distributed around its position rj via the Smoothing 
Kernel W. The sum of these individual density distributions evaluated at a position r 
yields the final resulting density of the interpolation. 
 
This distribution is visualised in [Figure 6]. 
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A) Atom masses are distributed around their positions to form a density field. B) 
Defining field values above a certain threshold to be in the surface and the rest 
outside, one obtains a blobby surface 

A) B) 

 
Figure 6 

 
 
A Smoothing Kernel function has some special properties, namely that it is even 
 

( ) ( )hWhW ,, rr −=  
Equation 8 

 
is 0 outside its radius h 
 

( ) 0, =⇒> hWh rr  
Equation 9 

 
and normalized: 
 

( ) 1, =∫
r

drhW r  

Equation 10 
 
Finally, the function has to be derivable over |r| twice, for an approximation of second 
order accuracy is desired. Note that while [Example 1] is derivable over |r|, it is not 
derivable over r, because the derivative of W(r) over r is not continuous at r = 0. In 
practice such a situation almost never occurs; to still be able to calculate the derivative of 
W(r) over r, one could define it to be 0 at r = 0.  
 
The general formula for interpolating scalar quantity A at location r by using W(r,h) – as 
established in [I], [IX] and [X] – is very similar to [X Example 2]. It consists of the 
following weighted sum of particle contributions, in [Equation 11] 
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mhWAVA j
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j
jj
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jj ,, rrrrr −⋅⋅=−⋅⋅= ∑∑ ρ

 

Equation 11 
 
where j iterates over all fluid atoms, mj is the mass of atom j, Vj is the volume and ρj is the 
density at the atom position rj. The equation shows two factors for the contribution of a 
fluid atom to the final value, namely the Smoothing Kernel and the atom volume. 
Logically, an atom with a larger volume also has a larger contribution to the end result. 
The mass mj is a fixed value for every fluid atom, but to establish the volume ρj is 
required as well. As already shown in [Example 2], this quantity is in itself a result of 
SPH interpolation, and its calculation will be explained fully in section [2.4]. 
 
Sometimes, not only the values of field quantities are required, but also their derivatives. 
Because the volume Vj and quantity value Aj belonging to fixed atom positions do not 
change for different values of r, calculating the derivative of a quantity only involves 
taking the derivative of the Smoothing Kernel. Therefore, the gradient of quantity A is 
defined by: 
 

( ) ( )hW
A

mA j
j j

j
j ,rrr −∇⋅⋅=∇ ∑ ρ

 

Equation 12 
 
and the same holds for the Laplacian or the second derivative of some interpolated 
quantity: 
 

( ) ( )hW
A

mA j
j j

j
j ,22 rrr −∇⋅⋅=∇ ∑ ρ

 

Equation 13 
 
 

2.3.2 Interpolated Field Quantities 
 
As mentioned, the fluid simulation technique in [I] is based on SPH, and therefore 
interpolates various field quantities using [Equation 11]. The first required field quantity 
to be interpolated is density ρj, which itself is a parameter of the interpolation equation. 
However, when substituting ρj into the equation [I] obtains: 
 

( ) ( ) ( )hWmhWm j
j

jj
j j

j
j ,, rrrrr −⋅=−⋅⋅= ∑∑ ρ
ρ

ρ  

Equation 14 
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which is the equation from [Example 2]. This means that the density of the fluid at every 
atom position can be calculated now, in order to be used in [Equation 11] and [Equation 
3]. 
 
The other quantity field of [Equation 3] that has to be interpolated in order to find the 
acceleration of a fluid atom is f. As noted, f consists of three components: fpressure, fviscosity 
and fexternal. The last component is determined by the environment of the fluid, while the 
first two components are (derivatives of) field quantities interpolated by SPH.  
 
The first component, fpressure, is the gradient of the pressure field. According to the rule of 
interpolating gradients from [Equation 12], the following equation is derived: 
 

( ) ( ) ( )hW
p

mp j
j j

j
jpressure ,rrrrf −∇⋅⋅−=−∇= ∑ ρ

 

Equation 15 
  
where the pressure pj can be derived from the density ρj by using [Equation 4].  
 
However, two interacting atoms i and j may not have the same position, so there might 
exist a difference in density and pressure for both atoms. In that case, calculation of the 
pressure force of atom i on atom j does not yield a symmetric result when compared to 
the force of atom j on atom i. Therefore, [I] proposes a fix to the above equation by 
taking the arithmetic mean of the pressures: 
 

( ) ( )hW
pp

m j
j j

j
jpressure ,

2
rrrf −∇⋅

+
⋅−= ∑ ρ

 

Equation 16 
 
where p is the pressure at r. 
 
The second component, fviscosity, can be determined in the same manner as fpressure. 
However, in this case [Equation 13] has to be used, because the viscosity is calculated by 
taking the Laplacian of the velocity field. Applying the SPH rule from [Equation 11] to 
the viscosity term again yields asymmetric forces between an atom i and j, as was the 
case with [Equation 15]. A fix is applied by [I] replacing the absolute velocity term vj for 
every atom j with the relative velocity (vj-v), yielding the following equation: 
 

( ) ( )hWm j
j j

j
jityvis ,22

cos rr
vv

vrf −∇⋅
−

⋅=∇= ∑ ρ
μμ  

Equation 17 
 
where v is the velocity at r. 
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The density and force density field can be calculated with the [Equation 14], [Equation 
16] and [Equation 17], which means the acceleration of every fluid atom is derivable 
from this point forward as well.  
 
Using the density values, another important concept of the fluid simulation can be 
determined: the fluid surface. While this has no influence on the calculations of the 
simulation itself, it will be used during visualisation. In order to be certain that the fluid 
surface can be recreated later on, the derivation of it is treated at this point already. This 
will make explicit which parameters will be required for the simulation output. 
 
To calculate the surface of the fluid, [I] constructs a “color field”, which assigns a value 
of 1 to the exact locations of a fluid atom and 0 to all other positions. The SPH method 
then distributes these values in space, creating a smoothed scalar field from which an 
isosurface can be taken for any arbitrary positive value. The isosurface is the surface of 
the fluid itself. The color field function c is as follows: 
 

( ) ( )hWmc j
j j

j ,1 rrr −⋅⋅= ∑ ρ
 

Equation 18 
 
Note that in fluid dynamics, Vm =ρ , essentially indicating that [Equation 18] is an 
interpolation of the fluid volume, thereby a suitable choice for defining the volume 
boundary.  
 

2.3.3 Matching Smoothing Kernels to Field Quantities 
 
Now that the concept of Smoothing Kernels is clear, and the basic equations of a fluid 
simulation have been established by using SPH, the task that remains is to find a suitable 
Smoothing Kernel for every field quantity. More specifically, the choice has to be such 
that the distribution of values of the quantity around the origin of the Smoothing Kernel 
is as realistic as possible. 
 
[I] already covers options for the various field quantities, but since one is free to choose 
their own kernels, it is good to briefly outline the decisions again. For the density field, 
[I] uses the Wpoly6 kernel with vanishing gradient near the origin: 
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Equation 19 
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Plot of the Wpoly6 kernel. The thick black line is the original function, the thin red line the first derivative 
and the blue dotted line the second derivative. 

Figure 7 
 
 
Unlike the density field, the fpressure field is based on the gradient of a Smoothing Kernel. 
It is desired to have a gradient that is non-vanishing near the origin, because the pressure 
has to become stronger when the distance between atoms decreases. The kernel Wpotential 
is a good choice for the fpressure field, since it meets these requirements: 
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Equation 20 
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Plot of the Wpotential kernel. The thick black line is the original function, the thin red line the first derivative 
and the blue dotted line the second derivative. 

Figure 8 
 
 
 
For the computation of fviscosity, the Wviscosity kernel of [I] is a good choice, since the 
viscosity calculations involve the Laplacian of the kernel, which has the undesired 
property of being negative for a large part of the interval of Wpotential and Wpoly6. 
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Equation 21 
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Plot of the Wviscosity kernel. The thick black line is the original function, the thin red line the first derivative 
and the blue dotted line the second derivative. 

 
Figure 9 

 
Other quantity fields, like the (gradient field of a) color field used for fluid surface and 
surface tension computations in [I], can use the Wpoly6 kernel. 
 
 

2.4 Solving the Model 

2.4.1 System of Equations 
 
The goal of the following section is to present a computational way to solve the system of 
equations that relate our field quantities. Furthermore, it is necessary to determine the 
simulation quantities we want to visualise, as well as determine how the simulation feeds 
back on itself. 
 
At the start of the simulation, every particle has an initial position and velocity. The job 
of the simulation is now to calculate the new accelerations and integrate these to obtain 
the velocities and positions of the next point in time.  
 
According to [Equation 3], calculating the accelerations depends on fpressure, fviscosity, 
fexternal and a density at the position of each fluid atom. These attributes are in turn defined 
by [Equation 14], [Equation 16] and [Equation 17]. Upon closer inspection, the latter two 
equations require the density at atom positions as well, together with the atom velocities. 
 
This implies an order of calculation for every atom j displayed by [Figure 10]. 
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xt, vt

ρt+1 vt+1, 
xt+1

Output (to visualization) Feedback to simulation input 

1. Calculate fpressure, fviscosity, fexternal

3. Integrate at to obtain vt+1, xt+1

2. Determine at

0. Calculate density ρ 

The fluid atom simulation, with square boxes denoting the input and output attributes of the simulation steps, 
ellipses denoting the simulation steps themselves and dashed boxes denoting what happens after a simulation 
iteration has finished. Explicit mention of the in- and output parameters between consecutive simulation steps 
has been omitted for readability; they are the result of the calculation of the previous simulation step. 

Figure 10 
 
First, the density is calculated (0). Hereafter, the forces on particles can be established via 
the densities, particle positions and particle velocities (1). Then, the acceleration per 
particle is calculated (2), after which the new particle velocities and positions are 
integrated (3) and sent to the output along with the previously calculated density at each 
position. 
 
In [Figure 10] one can see that the simulation keeps updating the position and velocity of 
every fluid atom. As output to the visualisation, the density parameter is required as well. 
To see why, one should look at the color field function defining the fluid surface, from 
[Equation 18]. The equation dictates that not only the position of the fluid atoms has to be 
known, but also the fluid density at that position. The mass is assumed to be the same for 
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every particle. With this information the surface of the fluid can be determined for 
visualisation algorithms. 
 
One is free to choose the method of integration for the last step of the simulation; simple 
Euler integration suffices: 
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Equation 22 
 
where the subscripts denote successive moments in time and Δt the difference in time 
between these successive moments. 
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3 Fluid Visualisation with Surface Particles 

3.1 Introduction 
 
While section [1.2] shows that the visualisation of a fluid surface gives rise to many 
possible solutions, this work focuses on a specific technique: visualisation with surface 
particles. That is, the isosurface of the volume quantity – computed by interpolation in 
[Equation 18] – is described by a number of surface particles. In contrast to the fluid 
atoms which are used to compute the field quantities describing the flow, surface 
particles are constrained to stay on the isosurface. This constitutes the first part of the 
visualisation algorithm. However, constraining particles to the surface of the fluid is not 
sufficient. Some particles could overlap, essentially rendering the same part of the surface 
twice, while some parts of the surface may not be rendered at all. In the first case, the 
performance of the rendering is negatively affected, while the second case is detrimental 
to the visual quality; holes may form in the fluid surface. Therefore, particles need to 
distribute themselves evenly across the fluid surface. This is the second part of the 
visualisation algorithm. The distribution of particles can in itself be divided into two parts 
as well: the first part deals with local distribution of particles within the small areas 
around them, and the second part deals with global distribution of particles on different – 
maybe even disconnected – parts of the fluid surface. 
 
First, the problem statements for both parts are formalised in [3.2]. Then, [3.3] chooses a 
model formulating a solution to the problem statements. Succeeding the explanation of 
the models are the methods in section [3.4], which interpolate the newly introduced field 
quantities. The whole overview of the system of equations is given in [3.5]. Section [3.6] 
then presents the implementation details required to construct the algorithms mapped 
onto the corresponding hardware. Consequently, a test environment is set up in [3.7].  
Using a test program, multiple parameters of the models will be varied in order to 
investigate where the bottlenecks in terms of performance of the algorithms are located, 
and to find out when the quality of rendering is at its best. Section [3.8] considers 
possibilities to expand upon the theories discussed up to that point. 
 
For every one of the aforementioned sections, the first part of the visualisation is 
discussed first, and the second part of the visualisation is discussed last. This causes the 
explanation of the first part to be distributed among sections [3.2.1], [3.3.1] and [3.4.1]. 
For the second part, the explanation is given in sections [3.2.2], [3.3.2], [3.3.3] and 
[3.4.2]. Implementation details follow in sections [3.6.2] and [3.6.3] for the first part, 
with section [3.6.4] aimed at the second part. Finally, the test program will test the 
performance of the first part in [3.7.2], with the visual appearance of the second part in 
[3.7.3] and [3.7.4]. 
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3.2 Problem Statement 

3.2.1 Constraining the Particles 
 
Given the function F: 
 

ℜ→ℜ3:)(xF  
Equation 23 

 
visualise the implicit function generated by taking the isosurface of F at a certain 
threshold T: 
 

TF =)(x  
Equation 24 

 
in an efficient and as accurate as possible manner.  
 
The need for efficiency is already reflected in the choice for a particle-based simulation. 
The order of accuracy will depend on the choice of particle parameters, namely their 
amount, size and look. 
 
The notion of having to visualise an implicit function immediately raises the question as 
to what kind of function this will be. As explained section [2] describing the fluid 
simulation, the objective is to visualise the color field of [Equation 18] generated by fluid 
atoms moving in space. This color field requires as input the position of the atom and the 
density at the position of the atom. Therefore function F is changed to become a function 
of the evaluation position and the required input-vector q of atom positions and densities: 
 

( )( ) ℜ→ℜℜ mxtF 3:,qx  
Equation 25 

 
where m is the number of atoms. Time-varying vector q should be the concatenation of 
all fluid atom positions with the atom densities, because these properties define the fluid 
surface of [Equation 18]. Formally:  
 

( )mm ρρaaq ,...,,,..., 11=  
Equation 26 

 
where aj is the position of atom 0<j≤m, and ρj its density.  
 
As we’re dealing with particles, the first part of the problem statement can finally be 
summarised by a constraint placed on the motion of all particles 1..n, such that for 
implicit function F the following holds at every point in time: 
 

( ) ( )( ) TttF i =qp ,  
Equation 27 
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where pi is the position of every particle 0<i≤n, F is the color field of [Equation 18] and 
with time-varying vector q defining the fluid surface. Simply put, all the particles should 
be on the surface of the fluid defined by the fluid atoms. 
 

3.2.2 Distributing the Particles 
 
The second problem involves the distribution of particles over the fluid surface. Say the 
density of particles on the fluid surface is denoted by the following function 
 

( ) ℜ→ℜ3:rσ  
Equation 28 

 
for a position r. This density can be expressed as the number of particles per unit surface 
of the fluid surface for positions on this surface, which is a function in world-space 
coordinates.  
 
However, one could also model σ as a function in screen-space coordinates, relating a 
screen-space two-dimensional point to which the fluid surface maps, to a screen-space 
fluid density: 
 

( ) ℜ→ℜ2:rσ  
Equation 29 

 
in other words, this function outputs the number of particles per unit surface of screen 
space. 
 
In any case, the definition of surface particle density is: 
 

( )
A

m
Api

i
i

∑
∈= |rσ  

Equation 30 
 
where mi is the mass of particle i, pi is the position of particle i, and A the surface area 
over which the density is calculated. 
 
An even distribution is defined as the situation in which all densities at the position of 
every particle on the fluid surface are equal. Formally, the goal is to minimize the 
following function: 
 

( ) ( )( ) ( ) ( )( )21 ,..., ∑∑ −=
i j

jinE pppp σσσσ  

Equation 31 
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where i and j range over all particles [1..n] on the fluid surface, and pi is the position of 
particle i. 
 
In a purely mathematical sense [Equation 31] could have many solutions; as long as all 
particle positions yield the same density it does not matter what the actual value is. In the 
case of a fluid surface however, there is only one solution to [Equation 31], for the 
surface is finite in size and the number of particles is fixed. The solution to the equation 
will always be the number of particles divided by the area of the surface. 
 
 

3.3 Abstract Model 

3.3.1 Equations of Motion for Constrained Surface Particles 
 
Constraining particles to an implicit surface is a solved problem. The solution to this 
problem is outlined in [II]. Just like the fluid simulation, the visualisation algorithm will 
essentially be a simulation of the movement of particles. However, while the fluid 
simulation calculates an acceleration based on realistic fluid forces, the visualisation does 
not require natural movement of the surface particles. Instead, it calculates velocities to 
constrain particles onto the surface of the fluid and integrates the new particle positions 
based on these constrained velocities. 
 
The article presents two constraint equations, one to move the particles towards the 
surface, and one to move the surface towards the particles. In the case of SPH fluid 
simulation, the fluid atoms with their surface move independent of the location of the 
surface particles, so the second equation can be omitted. 
 
An overview of the derivation performed in [II] is given below, with the final equation 
for constraining the particle velocities being presented by [Equation 36]. 
 
To satisfy [Equation 27], it is enough to satisfy it at t = 0 and make sure that 
 

0=•+•= qp &&& q
ii

x
ii FFF  

Equation 32 
 
For every iteration, where  now denotes the velocity of particle i, and the 

derivatives of F
ip& x

iF i
qF

i over x and q at position pi, and the derivative of FiF& i over time at 
position pi. The symbol  is the vector dot product.  •
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[Equation 32] in itself is not enough, since drift may occur over time. [II] proposes a 
simple feedback term to correct the drift: 
 

FF φ−=&  
Equation 33 

 
where φ is the feedback constant. The complete constraint equation now becomes: 
 

( ) 0,,, =+•+•= i
q

ii
x

iiii FFFC φqpqqpp &&&&  
Equation 34 

 
To change a desired velocity Pi of particle i to satisfy the constraint Ci with a minimum 
impulse size, [II] shows that this constraining impulse – also called the objective function 
– should be a linear combination of the gradients of the constraint functions: 
 

x
iiii Fλ=− pP &  

Equation 35 
 
[II] shows that the unknown λi can be replaced by substitution of [Equation 35] for  in 
[

ip&
Equation 34], and solving for λi. This will result in the final equation for : ip&
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Equation 36 
 
No matter what the choice is for desired velocity Pi, it is always possible to constrain the 
velocity according to [Equation 36], yielding a final particle velocity and integrate this to 
obtain the particle position.  
 
The question remains as to what the right choice for Pi should be. A possible observation 
could be that as long as particles are on the fluid surface, they should not move. A naive 
solution is to assign a zero velocity to Pi. However, this introduces the problem illustrated 
by [Figure 11], in which fluid atom moves in a direction orthogonal to Fq. 
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p a

A situation consisting of one surface particle p, and one fluid atom a. The fluid 
surface is visualised by the circle around a. The surface particle is located on the fluid 
surface. The black arrow denotes the direction in which the fluid atom moves, while 
the grey arrow visualises Fq at p. 

 
Figure 11 

 
The result of this situation, when combined with the choice for a zero desired velocity Pi, 
is that the surface particle will not move. The solution to [Equation 36] yields a zero-
length constrained velocity. This result is quickly established by noting that the dot 
product with Pi is zero, the particle is located on the fluid surface already and the fluid 
atom velocity is orthogonal to Fq with no change in density over time at the fluid atom 
position, which equates to zero for the terms , i

x
iF P• iFφ  and  respectively. q&•q

iF
 
The effect of the particle in [Figure 11] having a zero constrained velocity is that it will 
not move along with the fluid atom. It will lag behind and eventually end up at a point on 
the line going through the position of the fluid atom in the direction of its velocity, as 
demonstrated in [Figure 12]. 
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p 

The same particle and fluid atom as in [Figure 11], now visualised over time. The 
black dot is the particle at t0, while the dashed dots represent the particle at t1, t2 and 
t3. The black arrow denotes the fluid atom velocity, while the grey arrows denote the 
(negative) unconstrained and constrained component of the atom velocity one after 
another, for every new particle position. The unconstrained component causes a gap 
to originate between the surface and the particle, while the constrained component 
tries to accommodate for this along the gradient of the surface. During the particle’s 
movement downward, the unconstrained component of the velocity becomes smaller, 
moving the particle closer to the surface. When the particle is finally on the fluid 
surface, it will have ended up below the fluid atom.  

a

 
Figure 12 

 
The conclusion which can be drawn from this example is that the desired velocity of the 
particle should be zero with respect to the velocity of the fluid atom, and not with respect 
to the absolute coordinate frame. In more general terms, the desired velocity of a surface 
particle is equal to the average velocity of its environment consisting of fluid atoms 
influencing the particle. Therefore, the desired velocity of a surface particle is taken to be 
a weighted average of the velocities of all fluid atoms defining the surface at its position: 
 

∑

∑

=

== m

j

i
j

m

j
j

i
j

env
i

w

w

0

0
a

P
&

 

Equation 37 
 
 
with atom positions aj and weighting parameters  of atom j at the position of particle i.  i

jw
 
Instead of the regular atom velocities, it is also possible to choose the atom velocities 
after they are constrained to the fluid surface at the position of particle i, thereby 
effectively calculating the “constrained environment velocity”.  
 
The only question left then, is the choice for the weighting parameters in [Equation 39]. 
The observation is made that for a fluid atom j, the change in the density field over time 
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caused by j at position pi of a certain particle i is not only proportional to j’s velocity, but 
also to the length of the derivative of F over aj, evaluated at pi. This holds because the 
derivative equals the change in the fluid density with respect to every unit of movement 
along the principal axes. Therefore, the weight an atom j at position pi is chosen to be 
proportional to the length of Faj(pi), since Faj defines the rate of change in density caused 
by moving the fluid atom according to its velocity. 
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Equation 38 
 
with h the Smoothing Kernel radius from the color field [Equation 18]. 
 
This concludes the analysis of the equations of motion for the surface particles, in order 
to constrain them to the fluid surface. 
 

3.3.2 Local Particle Distribution by Repulsion 
 
As can be seen from [Equation 31], the second goal of the visualisation is to minimize 
differences between densities at the positions of the surface particles. To this end, a local 
distribution algorithm is constructed in this section, while a global distribution algorithm 
can be found in [3.3.3].  
 
In the local distribution algorithm, a repulsion force is introduced which moves particles 
in the direction of the gradient of their density field, repelling neighbouring particles as 
much as possible.  
 

( ) ( )iirepulsion ppf σ−∇=  
Equation 39 

 
The repulsion force will always move a particle towards an area of lower density. To 
understand this, one should again realise that density differences need to be minimised. 
Moving a particle towards the area A of lower density increases the density of that area, 
while moving it away from area B of higher density decreases the density of area B. This 
minimises the density differences between area A and B. 
 
To be able to use this repulsion force while still obeying to the constrained velocity of 
[Equation 36], the force is regarded as acceleration of the surface particles. This 
acceleration is integrated over time to form a desired repulsion velocity, defined by the 
following equation: 
 

( )( )∫=
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irepulsion
repulsion

i dtpfP  

Equation 40 
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If so desired, this desired velocity can be dampened over time in order to slow particles 
down which aren’t repelled anymore. 
 
This desired velocity can then be plugged into [Equation 36] via the term Pi, yielding the 
following expression: 
 

repulsion
i

env
ii PPP +=  

Equation 41 
 

3.3.3 Global Particle Distribution by Dispersion 
 
The local particle repulsion algorithm from section [3.3.2] focused on obtaining equal 
distributions within the immediate environment of a particle. The global repulsion 
algorithm however, focuses on density differences at positions with arbitrary distances. 
These positions could be near each other on the same surface, but they could just as well 
be located on different disconnected surfaces. The goal of the global method is to obtain 
an even global distribution; every (disconnected) part of fluid surface should have the 
same particle density as quickly as possible. This will be accomplished by removing 
particles from locations where the density is high, and redistributing them at locations 
where the density is low. 
 
The global distribution system has to overcome one obstacle: find out which particles 
reside in “dense” areas and which particles reside in “sparse” areas. Half of the problem 
is easily solved; the density at arbitrary positions already has to be calculated to find the 
repulsion force in [Equation 39].   
 
The problematic part of the aforementioned obstacle is to determine how dense or sparse 
a single calculated density is with respect to every area of all fluid surfaces. 
Theoretically, this would require an evaluation of all densities of every other particle, 
which is not an efficient solution. Therefore, the choice has been made for a stochastic 
model. In this model every surface particle chooses a random comparison particle once 
every t seconds. At the occasion of choosing the comparison particle, the densities of the 
two particles are compared and the original particle can determine if it wants to stay at its 
position or adopt the position of its comparison particle. A lower density at the position 
of the comparison particle might cause the original particle to change its position, to 
increase density at the comparison position and decrease it at the original position. 
Otherwise, the original particle will not move. This method is illustrated by [Figure 13]. 
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The original surface particle at position x is moved to the comparison particle at position 
y, because its density is higher than the density at the position of the comparison particle. 
This is indicated by the (dashed) spheres representing the influence radii of (neighbouring) 
particles. 

x
y 

 
Figure 13 

 
So every t seconds, the number of comparison pairs is equal to the number of particles, 
which implies that every particle is featured in an expected number of two comparisons. 
Such a particle fulfils the role of “original particle” exactly once, and therefore it will be 
the “comparison particle” in the other comparison pair. In any of these two comparisons, 
the particle can either have the lower or the higher density. This generates four 
possibilities of equal probability for the outcome of the two comparisons featuring one 
common particle – this particle can have a lower or higher density in any of the two 
comparisons. This implies an expected number of one position-change per two 
comparisons, which can be checked by writing down the four different cases and 
determining the number of position-changes per case. In conclusion, the expected number 
of position-changes every t seconds equals the number of particles. 
 
Changing the position of a particle on the basis of having a lower or higher density will 
create a very restless surface, as one might suggest from the evaluation above. A surface 
will never be of exactly equal density, and worse yet, the position change might increase 
the density difference function of [Equation 31]. This error function is desired to be as 
small as possible, but it is not possible to enforce such a constraint without evaluating the 
density at every particle-pair. Therefore, a different heuristic is constructed to determine 
whether to assign a new position to a particle. Now say the densities before a position 
change at position x and y are σx0 and σy0, and after the position change σx1 and σy1. The 
heuristic is as follows: only allow a change of a particle at x to position y if the difference 
Δσ1(x,y) = (σx1 – σy1)2 in densities after the change is smaller than the difference Δσ0(x,y) 
= (σx0 – σy0)2 in densities before the change. It is obvious that these are the error terms 
constituting [Equation 31].  
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So in short, to be able to change the position of a particle i from position pi to position pj 
from particle j, the following requirement should hold: 
 

),(),( 01 yxyx σσ Δ<Δ  
Equation 42 

 
where x = pi and y = pj before changing particle positions, Δσ0(x,y) = (σ(x)- σ(y))2 before 
changing particle positions and Δσ1(x,y) = (σ(x)- σ(y))2 after the changing particle 
positions. 
 

3.4 Interpolation of Field Quantities 
 

3.4.1 Particle Constraints 
 
In essence, the discrete model of the implicit function F required for constraining the 
particles to the fluid surface has already been established by the fluid simulation. As 
noted in the problem statement, the color field from [Equation 18] is used as a function to 
generate the implicit surface with. The input to this equation consists of the particle 
positions and the densities at these points. This is reflected in the time-varying vector q 
from [Equation 26]. 
 
However, when looking at [Equation 36] that constrains the surface particles, one might 
notice that not only the function F with derivatives is a component of the velocity 
constraint equation, the derivative of vector q is part of it as well. This implies that the 
visualisation should also have knowledge about the derivative of its inputs – atom 
velocities and the fluid density derived over time at particle positions – which the fluid 
simulation has to supply. 
 
Instead of complicating the already established interaction between surface simulation 
and visualisation, the implicit function used for visualising the fluid surface will be 
simplified. More precisely, the representation of the color field [Equation 18] in the fluid 
visualisation algorithm will be simplified to only be dependent on the fluid atom 
positions. To this end, the density term will be omitted from the color field in the 
visualisation algorithm from now on.  
 
The implicit function for visualisation becomes: 
 

( )( ) ( ) ThWctF j
j

=−= ∑ ,, axqx  

Equation 43 
 
ranging over all atoms 0<j≤m, with m the number of atoms and aj the position of atom j, 
c a constant factor including the atom mass mj, W a Smoothing Kernel, T a threshold 
value and with time-varying vector q. 
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This also causes vector q to be simplified; densities are not required anymore, so it 
becomes the concatenation of fluid atom positions: 
 

( )maaq ,...,1=  
Equation 44 

 

3.4.2 Particle Distribution 
 
For particle distribution, both a local and global distribution algorithm has been 
constructed. While the local distribution algorithm evaluates the gradient of a density 
field to obtain a repulsion force by [Equation 39], the global algorithm evaluates the 
density field itself to determine differences at particle positions. It is not yet entirely clear 
how the density field and its gradient can be calculated in a discrete environment. This 
section will provide a solution to this problem. 
 
Again, one can employ the concept of Smoothing Kernels in order to interpolate the 
density field, which is equal to calculating the density of the fluid itself with [Equation 
14]: 
 

( ) ( ) ( )∑∑ −=−⋅⋅=
j

jiji
j j

j
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σ
σ

σ  

Equation 45 
 
with pi the position of particle i, h’ the radius of influence and c the constant mass or 
repulsion scaling factor for all particles. The gradient then becomes: 
 
 

( ) ( ) ( )',hWc ji
j

iirepulsion ppppf −∇−=−∇= ∑σ  

Equation 46 
 
The Smoothing Kernel of [Equation 46] has only one requirement: its derivative should 
be non-vanishing.  
 
Once the gradient of the density is known, the local distribution algorithm can calculate a 
repulsion force with [Equation 39]. The desired repulsion velocity is calculated according 
to [Equation 40]. The discrete version of this equation is defines as follows: 
 

( ) ( ) ( ) ttt irepulsionold
repulsion

inew
repulsion

i Δ⋅+= pfPP  
Equation 47 

 
where Δt is (tnew – told). 
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In the case of the global distribution algorithm, the condition of [Equation 42] should be 
satisfied. Using [Equation 45], the densities at particle positions can be calculated; it 
requires only the world positions of neighbouring particles. However, this only solves 
half the problem: [Equation 42] requires that the density difference Δσ1(x,y) between 
positions x and y after a particle position change is smaller than the difference Δσ0(x,y) 
before the position change. The density difference after the position change cannot 
directly be evaluated, and should therefore be derived. A certain bound will be 
constructed on Δσ0(x,y), determining when the position change will take place. 
 
The contribution of a particle to the density field at its own position – the center of its 
Smoothing Kernel – equals a positive constant k = cW(0,h’), defined by [Equation 45]. 
The densities after the position change in terms of those before are: σx1 = σx0 - k and σy1 = 
σy0 + k. So at a position change, (σx1 - σy1 ) = (σx0 - σy0 ) – 2k. To decrease Δσ(x,y), one has 
to make sure that Δσ1(x,y) < Δσ0(x,y), according to [Equation 42].  In other words: (σx1 – 
σy1)2 < (σx0 – σy0)2. The solution to this equation is |σx1 – σy1| < (σx0 - σy0 ). To put it in 
terms of Δσ0(x,y): |(σx0 - σy0 ) -2k| < (σx0 - σy0 ) should hold. This solves to σx0 - σy0  > k. 
As a result, two particles i and j should only change positions when the density difference 
at their positions pi and pj exceeds a certain threshold: 
 

( ) ( ) ( )',0 hcWji >− pp σσ  
Equation 48 

 

3.5 Solving the Model 

3.5.1 Required Data for Transfer  
 
To be able to calculate the solution to [Equation 36] for every particle i, a number of 
components need to be evaluated at particle position pi: 
 

- Fi is the actual value of the implicit function at pi, which according to [Equation 
14] requires the positions of all fluid atoms having an influence on the scalar field 
at position pi 

- PP

i, the desired velocity, consists of Penv
P  and PP

repulsion. Penv
P  can be calculated 

according to [Equation 37] and [Equation 38] with particle velocities and 
positions, while PP

repulsion can be calculated with [ ] using particle 
positions only. 

Equation 40

- is the concatenation of fluid atom velocities q&
-  and  x

iF q
iF

 
x

iF  defines the change of F over x at position pi, and can for a fixed q simply be regarded 
as the gradient of the implicit function F at pi. The evaluation of this function at pi only 
requires the positions of all fluid atoms having an influence on the scalar field.  
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The calculation of  is almost identical to that of . To this end, we divide vector  
into its separate components:  

q
iF x

iF q
iF

 
( )Tan

i
a

i
q

i FFF ,...,1=  
Equation 49 

 
where  is the derivative of Faj

iF i over the position aj of atom j. Because only the 
contribution of atom j is considered for a single component , one could just as well 
take [

aj
iF

Equation 43], remove the contribution of all other fluid atoms, yielding the 
following function:  
 

( )hcW j ,ax −  
Example 3 

 
and derive this term over aj. 
 
Now, say is the component of  contributed by atom j. Looking back at [ajx

iF − x
iF Equation 

43], this contribution amounts to 
 

( )hcW j ,ax −  
Example 4 

derived over x. Comparing [Example 3] with [Example 4], one will notice that they are 
the same. However, both expressions are derived over different arguments. The chain 
rule relates the two derivations: 
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Equation 50 
 
The result of this derivation is that: 
 

ajx
i

aj
i FF −−=  

 
meaning that deriving F over q can be expressed in terms of its derivation over x.  
 

 39



The reason for [Equation 50] to hold can also be explained intuitively: an evaluation of F 
after changing the evaluation position x in the implicit function defined by a single atom 
is equivalent to an evaluation after moving the atom in the opposite direction while 
keeping the evaluation position fixed. 
 
Using [Equation 50],  can be expressed as follows: q

iF
 

( ) ( )Tanx
i

ax
i

Tan
i

a
i

q
i FFFFF −− −−== ,...,,..., 11  

Equation 51 
 
Because the calculation of only requires components of , the evaluation of the 
former function at p

q
iF x

iF
i only requires knowledge about the positions of the fluid atoms.  

 
In conclusion, it is correct to state that updating the velocity of a surface particle requires 
only the fluid atom positions and velocities.  
 

3.5.2 System of Equations 
 
Again, an overview of the visualisation model will be provided to aid in solving the 
different parts of the model and establish the order of calculation of the equations treated 
so far. 
 
The overview is given by [Figure 14]. Based on the positions of the surface particles, the 
repulsion forces are calculated first, from which PP

repulsion can be derived as well. On top 
of that, the particle velocities make it possible to determine Penv

P  in step (0). The 
combination of PP

env and Prepulsion
P  enables the visualisation to determine the desired 

velocity Pi. With Pi and the positions with velocities of the fluid atoms as input, 
[Equation 36] can be solved to obtain the constrained velocity for all particles in step (1). 
These velocities will be used as input to the position integration, which could be solved 
by any method, like Euler integration in step (2). Finally, the new positions of the 
particles are known and can be used for both rendering and the next visualisation 
iteration. 
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Input (from simulation) 

Feedback to visualisation input 

1. Calculate constrained velocity p&  

2. Integrate p& to obtain position p  

0. Calculate repulsionf , env
iP , repulsion

iP  

The fluid surface visualisation, with square boxes denoting the input and output attributes of the simulation 
and visualisation, ellipses denoting the visualisation steps themselves and dashed boxes denoting what 
happens after a visualisation iteration has finished. Explicit mention of the in- and output parameters between 
consecutive simulation steps has been omitted for readability; they are the result of the calculation of the 
previous visualisation step. 

( )maaq ,...,1= , 
( )maaq &&& ,...,1=  

Rendering 

 
Figure 14 

 
 
One element of the fluid simulation has not yet been incorporated into [Figure 14]. The 
figure lacks a global distribution algorithm, which removes particles from locations 
where the density is high, and redistributes them at locations where the density is low. 
This goal can be fulfilled at step (2), which is responsible for determining the positions of 
particles on the surface.  
 
The full global distribution algorithm is summarised in [Figure 15], which is a 
replacement for step (2) in [Figure 14]. 
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Check if the particle could 
switch position 

Choose p to become 'p  

Choose comparison 
position 'p with ( )'pσ   

Compare ( )pσ  to ( )'pσ  
according to [Equation 48]  

Integrate p& to obtain new 
position p  

 

Continue to next step 

The replacement for the integration of surface particle positions in step (2) of [Figure 14]. 
This replacement adds the global distribution algorithm. 

Yes No 

Evaluate True 

Evaluate False 

 
Figure 15 

 

3.6 Implementation  

3.6.1 Mapping of models onto hardware 
 
The visualisation algorithm will be implemented on top of the fluid simulation. 
Therefore, [Figure 16] shows a scheme with both the fluid atom simulation and fluid 
surface visualisation, with the transfer of data between them. Also, this scheme clarifies 
the mapping of the methods and their required data on the available processing units and 
memory. 
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To implement the previously discussed visualisation algorithm, [Figure 16] shows a 
surface particle simulation running on the GPU. Since it is already common for many 
simulations to be implemented on graphics hardware, the way in which forces, 
accelerations and velocities can be integrated to finally update particle positions is 
already known. The implementation of simulations like these is covered in [XVI], which 
explains how a general method of integration works on graphics hardware.  
 
Still, the integration method consists of multiple steps, using constraint and repulsion 
forces to distribute particles on the fluid surface, relating to [Equation 43] and [Equation 
46] respectively. To be able to calculate these forces, two problems need to be solved. To 
calculate the implicit function from [Equation 43], one could naively read all atom 
positions and construct the required sum of function values accordingly. However, this 
would be very inefficient on both the CPU and the GPU. Therefore all atoms have a 
radius – the same radius as the one used for the Smoothing Kernels – inside which they 
contribute to the scalar field. Outside of this radius, the atoms do not contribute to the 
scalar field. This means that with the right choice for the radius, only a small amount of 
atoms contribute to the value of a scalar field at a certain position. This can be exploited 
in a data structure, such that the GPU only needs a small number of atom positions to 
construct the value of a function for any location. So, the first problem to be solved is the 
manner in which to organize the data sent from the simulation on the CPU to the 
simulation on the GPU, such that the GPU simulation can construct the implicit function 
values as quickly as possible. This problem is treated in section [3.6.2], with 
implementation details in [3.6.3].  
 
The same problem is applicable to the density field generated by the surface particles, 
required by [Equation 46] and [Equation 48] for particle distribution. It is very inefficient 
to have to reconstruct the density field value at a certain position by iterating over all 
particles, adding their contribution to the final value. Some kind of nearest-neighbour 
algorithm or data structure has to be constructed in this case as well, because the surface 
particles only influence a small portion of space. So the second problem concentrates on 
finding a method to calculate the density at every surface particle’s position by evaluating 
only the particles in its neighbourhood. This problem is treated in section [3.6.4]. 
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1. SPH atom velocity update 
1.Surface-particle velocity update 

2.Surface-particle position update 

3. Surface-particle rendering 

2. SPH atom position update 

GPU: CPU:  

RAM:  Video Memory: 

SPH atom position, velocity, 
density 

Surface particle position, velocity, 
gradient and curvature 

The fluid atom simulation running on the CPU/RAM, and the visualization running on the GPU/Video Memory. 
Black arrows indicate a read/write data dependency, while dotted lines indicate the order in which the simulations are 
being executed. 

SPH 
atom 

position, 
velocity, 
density 

0. SPH atom accelertion calc. 
0. Surface-particle repulsion calc. 

Figure 16 

3.6.2 Choice of Data Structure for Simulation 
 
First, the decision on the organisation of the fluid atom data sent from the simulation to 
the visualisation will be discussed. 
 
As noted before, every fluid atom has a radius in which it influences the scalar field 
around its position. Outside this radius, the fluid atom does not interact with other fluid 
atoms or surface particles anymore. Therefore a particle is only influenced by a subset of 
all atoms and only needs to know the positions of the fluid atoms within the 
aforementioned radius of the particle’s position. A good spatial data structure can help 
achieve this goal, minimising the amount of atom position lookups a surface particle has 
to perform. However, the construction of the structure has to be inexpensive, for it is 
handled on the CPU. Furthermore, the cost of a query in the data structure consists of 
navigating through the structure and reading the number of returned elements. Ideally 
they are both low, but for most data structures there is a trade-off between the two 
components.  
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The data structure of choice is a spatial hash, which has been studied in [III]. This 
particular structure maps 3D positions to a 1D hash index. This is accomplished by 
discretising 3D space into fixed axis-aligned bounding boxes, essentially creating a 3D 
grid with each box having the same size. The discretisation divides each component of 
the 3D position by the grid cell size, adds a constant and then rounds it down to the 
nearest integer.  The following function illustrates this: 
 

( ) ⎣ ⎦ ⎣ ⎦ ⎣ ⎦( )sczscyscxzyx /)(,/)(,/)(,, +++=B  
Equation 52 

 
where B(x,y,z) is a 3-vector of integers identifying the box by a unique value, (x,y,z) the 
3D point in space and s the cell size given to the boxes formed by the grid. The addition 
of the constant term c is used to eliminate symmetry around the origin.  
 
Because we do not have unlimited space by which to identify every box in the grid along 
with its content, a number of buckets – the hash size – is chosen to hash our 3D grid cells 
into a 1D array of buckets. Later, the terms hash size and cell size will be used a lot more, 
so be aware that these terms are used for different concepts. While the hash size denotes 
the number of buckets in the hash, the cell size denotes the size of a 3D grid cell that is 
mapped to a bucket. The mapping should be as random as possible, because a certain 
spatial configuration should not cause a worse distribution of atoms than others. Ideally 
we want an arbitrary position to map uniformly at random to any of the buckets in the 
hash. We chose the following distribution function: 
 

( ) hpzzyxpyzyxpxx,y,zx,y,zH mod3).,,(2).,,(1).()( ⋅+⋅+⋅= BBB  
Equation 53 

  
where H(x,y,z) maps 3-component vectors to an integer representing the index into the 
hash array of buckets, h is the hash size and p1, p2 and p3 are large primes. In our case, 
we chose 11113, 12979 and 13513, to make sure that the world size could still be 
reasonably large without exceeding the 23 bits available while calculating the hash 
function. Realise that a GPU has no integer arithmetic, so integers are replaced by 
floating point numbers with a 23-bit mantissa. This is a different hash function from the 
one described in [III], for the GPU does not have bitwise operators to replicate the hash 
function described in that paper.   
 
Having established the hash function, there are two options when it comes to constructing 
the hash table and reading the data per particle in the surface visualisation. The first 
option, hash method A, adds every fluid atom to the hash table multiple times at 
construction, once for every grid cell it intersects or encapsulates. Consequently, the 
surface visualisation only has to query the hash table with the position of every surface 
particle once, for all the atoms intersecting or encapsulating the same grid cell have been 
added to the same bucket as well. The second option, hash method B, adds every fluid 
atom to the hash table only once, namely to the hash bucket that its position maps to. The 
fluid surface visualisation then reads the atom positions from every hash bucket 
corresponding to grid cells encapsulated or intersected by a sphere around the surface 
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particle with the radius of the fluid atoms. This way, every atom which possibly has an 
influence at the position of the surface particle will be evaluated. The difference is 
visualised in [Figure 17]. 
 

Hash method A is depicted on the left, and hash method B on the right. The white dot is a 
fluid atom, and the black dot a surface particle. Hash method A adds the fluid atom to every 
cell it influences, with the influence radius drawn by the surrounding circle and the filled 
grid cells with the thick black square. The particle now only has to query its own hash cell. 
Hash method B adds the fluid atom to just one grid cell, requiring the particle to query all 
cells in the radius of influence around it.  

 
Figure 17 

 
First, the query time per particle of the visualisation algorithm will be considered. For 
hash method A, the surface particle only has to query its position. Hash method B has to 
query hash buckets for every grid cell it encapsulates, but this is a constant q, for the 
radius never changes. Worst case, the querying therefore consists only of calculating the 
constant number of grid cells, O(1), and reading the number of returned atom positions 
for the velocity equation O(k), for k returned atom positions.  
 

exity O(k)s of compl the GPU ihe hash onQuerying t  
Theorem 1 

 
Constructing the hash table is most expensive for hash method A: for every atom, all grid 
cells (partially) within its volume are scanned, after which the atom is added to the hash 
buckets corresponding to these grid cells. The cost for doing this is q*O(na)= O(na), with 
q the number of grid cells within the radius of an atom, and na the number of atoms. 
Because every bucket of the structure with its contents requires copying to the GPU, 
there is an added cost factor of O(nb + na) for constructing the GPU-friendly data-
structure before sending it to the GPU, where nb is the number of hash buckets. A 
detailed description of the construction of this hash structure is given in section [3.6.3]. 
 

.)n lexity O(nis of comp contents e with its hash tablnding) theng (and seConstructi ab +  
Theorem 2 
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For hash method A holds that the smaller the grid cell, the fewer atoms intersect or 
encapsulate it, making k smaller. However, a smaller grid cell size also means that more 
entries are added to the hash table. This holds because an atom should be mapped to 
every grid cell it occupies, a number that grows with decreasing cell size. So the 
construction time of the data structure on the CPU resulting from the grid cell size can be 
balanced against the data lookups of the particle query on the GPU resulting from the 
specific number of atoms in the grid cell. 
 
For hash method B a similar argument can be constructed, however in this case a 
decrease in grid cell size now implies an increase in the number of surface particle 
queries that have to be done. The construction of the hash data structure does not change. 
This holds because the influence sphere around a surface particle intersects more grid 
cells when the grid cell size is smaller. This implies in any case, the work is shifted 
around on the GPU, and there will be no CPU-GPU load balancing anymore. 
 
The reason for choosing this data structure is the assumption that with a reasonable cell 
size the construction on the CPU does not take too much time, because in general it is 
linear in time complexity and can be scaled by choosing the right cell size and hash size.  
Furthermore, the access time of O(k) is very attractive, as long as the majority of atoms 
encapsulate the grid cell instead of intersecting it. An intersecting atom implies that a 
number of surface particles querying the grid cell have to evaluate an atom while actually 
residing outside the atom’s radius. 
 

3.6.3 Simulation Data Structure Implementation on the GPU 
 
A data structure like the hash table above would be easy to implement in a classical CPU-
memory model with libraries such as the STL. A fixed-size array of vectors would be an 
excellent choice for representing the fixed-size hash table with the corresponding 
buckets. 
 
However, the GPU does not have any knowledge about these kinds of structures; the only 
available construct is a two-dimensional array of four-component floating point vectors 
accessed by texture coordinates. This requires the programmer to split the hash structure 
into two parts: a hash cell table, and a fluid atom attribute pool. The hash cell table 
replaces the fixed size array of buckets. The buckets are located in the attribute pool, 
forming a contiguous block of memory per bucket. The hash cell table is merely a 
reference to its corresponding bucket; a block of data in the attribute pool with a location 
and a size. For an example, see [Figure 18]. 
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8 0 14 8 

Hash Cell Table 

Atom Attribute Pool 

A Hash Cell Table indexing the Atom Attribute Pool, where the references are 
denoted by arrows, and the block sizes by the values in the Hash Cell Table  

 
Figure 18 

 
Querying the table involves a data lookup in the hash cell table, referred to as a “hash cell 
lookup” from now on. Only after this data lookup has been performed, the atoms can be 
accessed one-by-one by data lookups in the attribute pool. These data lookups will be 
referred to as “atom attribute lookups”. Because the whole query still has O(1) 
complexity for the hash cell lookup and O(k) complexity for the atom attribute lookups, 
the overall query complexity does not change. As noted before, the visualisation method 
requires atom positions and velocities, so in this case two atom attribute pools indexed by 
the same hash cell table are desired. 
 
Constructing the table can be done as follows: iterate over all cells in the hash to build the 
hash cell table of references into the data pool. At every cell, first append the 
corresponding bucket with atom attributes to the attribute pool. Now, the position and 
size of the bucket in the attribute pool is known and can be stored in the hash cell table. It 
is now clear why the complexity of [Theorem 2] involves an extra term of O(nb), because 
every cell needs to be visited in order to fill the hash cell table.   
 

3.6.4 Choice of Nearest-Neighbour Algorithm for Visualisation   
 
The second implementation problem is finding a method to establish densities and 
gradients thereof for surface particles, required for calculating the repulsion forces and 
density differences in [Equation 46] and [Equation 48] respectively. Both equations rely 
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on SPH to interpolate field quantities in the neighbourhood of surface particles. 
Therefore, this section will construct a nearest-neighbour method for determining the 
surface particles that influence other particles nearby, in order to evaluate the value of 
field quantities at particle positions.  
 
An obvious choice for such a method would be a spatial data structure, like the spatial 
hash in which the fluid atoms are distributed. However, building such a structure for the 
positions of the surface particles is very cumbersome on the GPU. The way a GPU 
works, is to treat pixels of a render target as independent units of calculation, where every 
calculation can write to only a very small (<10) fixed number of data locations. Because a 
spatial hash consists of buckets that grow dynamically while elements are added to it, a 
pixel cannot be equated with a bucket, since the pixel only has a finite amount of 
writeable memory attached to it. When an unknown amount of pixels are required for a 
single bucket, a dependency is created between the outcomes of mappings from different 
particle positions to the data locations they map to. This dependency implies that creating 
a hash structure on a GPU cannot be done in parallel (one pass), and that it probably has 
to utilise some kind of sorting mechanism in order to get the desired result. This has 
proven to be an expensive operation, which is outlined by [VIII]. The reliance on a 
sorting algorithm will also be an obstacle for the implementation of other spatial data 
structures. 
 
Instead, the solution to this problem will be based on image-based rendering of the 
particle data. This imposes a constraint on the view frustum chosen for the nearest-
neighbour algorithm: the participating elements – in this case the surface particles – 
should all be contained within the view frustum of the image-space projection. Otherwise 
their data will not be mapped onto the viewport, which means that no calculations can be 
applied to these elements. 
 
The algorithm works in two steps. The first step makes sure the relevant information for 
every particle is present in the viewport. In the case of a nearest-neighbour search, this 
information is the position from every particle. To this end, the first step consists of 
rendering all surface particles to the pixel their position maps to in image-space. At this 
pixel location, the world-space position of the surface particle is stored. When two 
particles overlap, the front-most particle is stored and the other one discarded.  
 
The second step performs the nearest-neighbour search on the data stored in image-space. 
Because each particle only influences other particles within a bounded sphere around its 
position, a sphere is used to identify the search area with. Envision that this sphere is 
rendered to image space. Every surface particle inside this sphere in world space would 
map to the same area as the sphere itself in image space. Simply put, all surface particles 
inside the sphere are also inside the disc formed by rendering the sphere into image 
space. The neighbours of a base particle can therefore be identified simply by rendering a 
disc around the particle, thereby evaluating at every pixel on the disc if there is a particle 
position stored at that location in image space. This can be done by reading from the 
image rendered in the first pass of the algorithm. If the same pixel in that image contains 
a particle position, a potential neighbour has been found. This is illustrated in [Figure 19]. 
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An image-space projection of particle positions onto pixels in image-space, represented by 
the dots and dashed grid respectively. The black dot represents the base particle, around 
which a disc or square is drawn containing all pixels to which neighbouring particles might 
be mapped. All other dots represent the other particles, with white solid dots as neighbouring 
particles and dashed dots as particles outside the world-space sphere corresponding to the 
rendered disc. 

 
Figure 19 

 
The image of the first pass stores world-space positions, so reading from it will yield the 
position of the particle that is a potential neighbour of the base particle around which the 
disc is being rendered. While the potential neighbour maps to the area of the disc around 
the base particle, it is still possible that its world-space position does not intersect the 
sphere around the base particle. It might be in front or behind the sphere in eye-space, 
occluding or being occluded by the sphere, without actually intersecting it. So before 
considering the particle a neighbour, the world space position of the particle read from 
the first-pass image has to be compared to the world-space position of the base particle, 
which can be provided as extra information while rendering the disc. When the two 
particles are close enough in world-space, they can be considered neighbours.  
 
While the input and the method of the second pass have been explained, the output has 
not yet been discussed. The goal of the second pass is to calculate the repulsion forces 
and densities contributed by neighbouring particles. By rendering discs around surface 
particles, neighbouring particles can be identified in image-space and a repulsion force or 
density can be calculated, based on their distance in world-space and [Equation 46] or 
[Equation 48] respectively. So by rendering a disc around a base particle, the repulsion 
forces can be established that are contributed by the base particle to all its neighbouring 
particles, as in [Figure 20]. This repulsion force can again be stored at the location of the 
corresponding neighbour particle’s location in image-space. Of course, one location in 
image space corresponding to a certain particle might be contained in many discs, 
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yielding many different values for repulsion forces and densities at a single position. 
These values can be accumulated by enabling additive blending while rendering the 
discs. 
 
To recapitulate:  

- Step 2 renders a disc around each particle’s position in image space. For every 
particle position with disc, every pixel (fragment) of the image covered by the 
disc is considered separately and independently.  

- At a single pixel x visited while rendering a disc, the image of the first pass is 
queried at x to find a neighbour particle’s position.  

- If a neighbour particle is found, a repulsion force or density is calculated based on 
the position of neighbour and base particle. The result is stored at pixel position x 
with additive blending enabled, to accumulate it with results from other particles 
acting on x.  

 
 

The repulsion forces contributed to the base particle in black, by the neighbouring particles in 
white, through rendering a disc centered at every particle’s position. 

 
Figure 20 

 
To summarise the above algorithm, an overview of the steps with the corresponding 
inputs and outputs is given in [Figure 21]. 
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Step 1: Render to image-space 

Step 2: Render as discs to determine repulsion forces 

World-space surface particle positions in random order 

Repulsion forces and densities at image-space particle locations 

World-space particle positions at image-space locations 

The two rendering steps are contained in solid boxes, while their input and output is 
specified in the dashed boxes.  

 
Figure 21 

 
In practice, the rendered discs of step 2 can be replaced by oriented quads or point sprites, 
as long as these primitives fully contain the disc that was originally intended to be 
rendered.  
 
The repulsion forces and densities can be accessed again per particle, by storing the 
projection matrix at the time of rendering step 1 and 2 along with the image containing 
both quantities. Then, the repulsion force or density of a particle can be obtained by 
transforming the world-space position of the particle by using the stored projection 
matrix, yielding the corresponding image-based coordinate. The coordinate can then be 
used to extract the desired quantity from the image. 
 
A final remark pertains to the choice of projection for rendering the information of step 
(1) and (2) in [Figure 21] to image-space. While both a perspective projection and an 
orthogonal projection will work, an orthogonal projection is preferred. A perspective 
projection maps a cone-shaped volume to image-space, while an orthogonal projection 
maps a cylinder-shaped volume. Both volumes have the same area of intersection at the 
near clip plane – namely of pixel size – which means that the cylinder-shaped volume is 
much smaller than the cone-shaped one. This implies much more culling for the cylinder-
shaped volume, causing much less surface particle position overlap while mapping them 
to single pixels. Therefore, the orthogonal projection has an advantage over the 
perspective projection. 
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3.7 Test Results 

3.7.1 Test Program 
 
For the following tests, a fluid simulation has been constructed to be used as test 
program. The application simulates a fluid according to the SPH principles and equations 
treated in the first part of the essay. On top of the simulation, the particle-based 
visualisation simulates is integrated into the application to simulate the movement of the 
surface particles. For different tests, different parameters are altered; these alterations will 
be indicated before all test results.  
 
The tests themselves are divided into two parts, just like the visualisation method: the 
performance of the data structure of the fluid atoms for constraining the surface particles 
in section [3.7.2], and the visual effect of applying both local and global distribution to 
these particles in [3.7.3] and [3.7.4] respectively.   
 
Because the tests will be based upon changing parameters of the visualisation, the fluid 
simulation is fixed, unless noted otherwise. Per default, the fluid simulation creates 100 
fluid atoms and moves them around in space, without any external forces applied. The 
atoms have an influence (kernel) radius of 7 units, and they move towards a rest density 
of 0.05. Under these circumstances, the average distance between two fluid atoms has 
been measured to be 4.8 units.  
 
A fact of note is that for visualisation purposes the radius of the atom kernels is different 
from the radius used in the fluid simulation. This is done to be able to improve the 
performance of the algorithm; the smaller the atom radius used for visualisation, the 
fewer atoms influence the implicit function at a single location. This holds, because the 
atom radius for simulation remains unchanged, and therefore atoms will not move closer 
to each other. Of course, one should take care to make the radius big enough to still 
obtain a plausible looking fluid surface. In [Figure 22], the effect of three possible 
choices of atom radii for visualisation is visible, without changing the atom radius used 
during simulation. On the basis of these images, the default radius for visualisation is 
chosen to be 3 units wide. 
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The first out of three choices for the radius used at visualisation of the atoms, with a radius of 0.7 units.  

 

 
The second out of three choices for the radius used at visualisation of the atoms, with a radius of 1.5 units.  

 

 
The third out of three choices for the radius used at visualisation of the atoms, with a radius of 3.0 units.   

Figure 22 
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3.7.2 Hash Parameters 
 
The following test evaluates the choice of different parameters for the spatial hash 
structure. First, the performance of the hash itself will be investigated by changing its 
size. Then, different grid cell sizes are evaluated to see what the impact on the 
performance is dividing space into smaller or larger cells. 
 
Both surface distribution mechanisms for particles are turned off, to prevent them 
algorithm from having an influence on the performance measured in the upcoming tests. 
Furthermore, the surface is approximated by 65536 particles. This number has been 
chosen to be as high as possible while allowing the application to run at a decent 
framerate, to be able to observe the impact on the performance of the particle simulation 
that uses the structure as well. 
 
The hardware used for the following tests is a GeForce 6800GT with 256MB of video 
memory and driver version 81.98, an Intel Pentium 4 3.2 Ghz with HyperThreading, and 
2GB RAM. 
 
Hash method A is the first method to be tested for performance. To recapitulate, this 
method adds a fluid atom to the hash multiple times at construction by scanning the entire 
volume, and then queries the table just once for every particle position in the surface 
visualisation. See [Figure 17]. 
 
The problem statement is as follows: find the best choice for both the hash size and the 
size of the grid cells, such that the number of elements per bucket is minimal. Without 
further constraints the answer would be trivial: take an as big as possible hash with as 
small as possible cells, as long as the amount of memory allows it. Therefore another 
constraint has to be posed on the work the CPU has to do; it should not become the 
bottleneck of the simulation. In fact, a configuration is desired where the performance 
gain on the GPU by a further increase in hash size/decrease in grid cell size is offset by 
the decrease in performance on the CPU and memory caused by constructing and 
transporting the extra hash data associated with the increased size. 

 
First off, the goal is to find a range of suitable hash sizes that do not impose a bottleneck 
at construction of the data structure on the CPU. So the hash size is altered, while keeping 
the cell size fixed. In terms of [Theorem 2], this implies that nb is altered, while na is kept 
constant. The cell size is chosen to be 1.5 units wide, so that for every atom the following 
number of grid cells need to be filled:  
 

Grid cells encapsulated or intersected by the bounding box of an atom’s influence 
volume = (radius * 2 / cell size + 1)3 = (3.0 * 2 / 1.5 + 1)3 = 53 = 125 

 
For 100 atoms, this implies the insertion of 12500 elements in the hash. In our simulation, 
all these elements covered a total amount of around 1800 grid cells when in a rest state. 
Since these unique grid cells are mapped to hash buckets, a good starting point for the 
hash size of this simulation would be somewhere close to 2000 buckets.  
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The trade-off in the following test is the extra construction time induced by an increase in 
hash size, against the reduced cost of the surface simulation because of the reduced 
number of hash collisions. As can be derived from the above example, the number of 
filled buckets in the hash is much smaller than the total number of data elements inserted 
into the hash. Expressed in terms of our hash construction complexity [Theorem 2], the 
above implies that nb < q* na, with q the number of grid cells in a single atom’s bounding 
box. Therefore it is not expected that increasing the hash size will have a negative 
influence on the performance of the algorithm. Also, it is expected that an increase in 
hash size will not decrease the number of collisions anymore at a certain number of 
buckets when the distribution of the added atoms is ideal. To see if these expectations are 
correct, both the number of hash collisions and the time of constructing and transferring 
the data will be measured in the following tests. 
 

Hash Size 689 1019 1523 2029 4049 6067 8089 16061 32003 99817
Avg. FPS 25,89 32,38 36,78 38,32 37,98 39,76 40,24 40,65 39,71 28,59 
# of Unique Grid Cells 1770 1770 1757 1741 1787 1704 1715 1766 1741 1807 
# of Nonempty Buckets 654 964 1286 1259 1479 1593 1698 1766 1741 1807 
Collision % 63,05 45,54 26,81 27,69 17,24 6,51 0,99 0,00 0,00 0,00 

 
Table 1 
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size. 
Figure 23 
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As expected, [Table 1] shows that increasing the hash size does not limit the performance 
of the simulation, as long as the size is not chosen to be much larger than na. All hash 
sizes above a bucket number of 2029 perform more or less the same in the case of 1700 
unique grid cells, since the distribution causes few collisions anymore. The hash size can 
be increased to 32003 elements before the construction of the hash table becomes a 
bottleneck of the total simulation performance, which is far above q*na in this case. 
However, hash sizes which are too small are much more of a threat to the overall 
performance. The collision percentage increases for hash sizes below 2029 buckets, 
meaning a higher workload for the surface visualisation on the GPU. This is reflected in 
the framerate at the left end of [Figure 23], which compares the framerate to collision 
percentages. 
 
The next step in the performance evaluation is to change the grid cell size. Changing the 
grid cell size alters the number of elements added to the hash per atom, and inserting 
atoms is part of the hash construction. Furthermore, changing the grid cell size also 
changes the number of atoms that intersect one cell. The smaller the cell size, the better it 
approximates the positions inside it, and the fewer atoms will be added to the cell. So the 
visualisation will have to perform less atom attribute lookups and will be quicker as a 
result. Of course, counteracting this performance gain will be the increased number of 
added elements increasing the insertion time. The goal of the next test is to see how such 
a trade-off turns out for different grid cell sizes.  
 
Because an increased number of element insertions per atom also implies that an 
increased number of unique grid cells will be added to the hash table, the hash table size 
is increased to roughly correspond with the number of unique grid cells, and keep the 
number of collisions low. As long as nb < q* na, [Theorem 2] dictates that increasing the 
hash size will not impose a bottleneck during construction of the hash table, while [Table 
1] shows that the extra construction time is offset by the performance gain caused by 
reducing collisions.  
 
Apart from the changes in hash size and grid cell size, the conditions of the next test are 
the same as for the previous one. 
 
Cell Size 6 3 2 1,5 1 0,75 
# of Added Elements 800 2700 6400 12500 34300 72900 
# of Unique Grid Cells 56 299 815 1704 5269 11626 
Hash Size 631 1523 4049 6067 16061 39019 
# of Nonempty Buckets 56 297 745 1593 5169 11533 
Collision % 0,00 0,67 8,59 6,51 1,90 0,80 
Avg # of Elts over Nonempty Grid Cells 14,29 9,03 7,85 7,34 6,51 6,27 
Avg # of Elts over Nonempty Hash Cells 14,29 9,09 8,59 7,85 6,64 6,32 
Avg FPS 35,09 39,38 40,73 39,76 27,71 10,37 
 

Table 2 
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Figure 24 
 
[Table 2] shows situations in between two extremes. At the left end of the spectrum, the 
bottleneck is purely the surface particle simulation on the GPU, dependent on the average 
number of elements over nonempty hash cells. This can be illustrated by turning off the 
surface visualisation itself or eliminating the atom position lookups in the simulation. 
Doing the latter improves the framerate towards 93.55 fps. At the right end of the 
spectrum, the framerate is limited by the insertion of elements into the hash, performed 
by the CPU. Eliminating atom position lookups yields a framerate of 11.13 fps, a 
negligible difference.  
 
The results show that for big cell sizes, the average number of elements per grid cell 
increases. Because initially the surface simulation is the bottleneck of performance, a 
speedup is gained by decreasing the size of the grid cells, offloading the work the surface 
simulation has to do. However, at the same time the number of added elements increases 
drastically with O(n3). This is reflected in a bottleneck shift: instead of the simulation of 
surface particles, the insertion of the elements for every atom at the construction of the 
hash becomes a bottleneck. So the bottleneck shifts from the GPU to the CPU. This shift 
can be detected by looking at the point where the framerate starts to decrease; at this 
point the performance gained by offloading the surface visualisation does not offset the 
performance penalty by the extra work of the hash construction anymore. [Table 2] 
shows that this bottleneck shift is located around a grid cell size of 1.5. 
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While [Table 2] shows an average number of atoms per grid and hash cell, this does not 
have to be equal to the average or median number of atoms accessed by a surface particle 
on the GPU. This is caused by the uneven distribution of particles in space; indeed, they 
tend to move to the fluid surface. Further investigation showed that in the case of grid 
cell size 1.5, the median number of elements accessed per surface particle was 12 atoms, 
while the median number of atoms actually influencing the particle was 5. The cause of 
this difference is the bounding volume of the atom influence sphere; the sphere is 
approximated by an axis aligned bounding box, which means that some grid cells to 
which the atom is added are not intersected by the influence sphere at all. If one wants to 
minimize the amount of work done by the surface visualisation, it is possible to perform a 
sphere-box intersection test every time a fluid atom is added to the hash at construction of 
the hash table, to be certain the fluid atom has influence inside the grid cell. The 
construction of the hash table is performed on the CPU, so this change would shift some 
work from the GPU to the CPU. This implies the bottleneck shift from the results of 
[Table 2] will change as well. So it is interesting to know if this change has any influence 
on the bottleneck, and the overall framerate. 
 
Cell Size 6 3 2 1,5 1 0,75 
Added elements reduction 12% 22% 29% 33% 37% 39% 
# of Added Elements 664 2052 4544 8375 21609 44469 
# of Unique Grid Cells 51 246 649 1361 3976 8754 
Hash Size 631 1523 4049 6067 16061 39019 
# of Nonempty Buckets 51 246 614 1322 3956 8742 
Collision % 0,00 0,00 0,05 0,03 0,01 0,00 
Avg # of Elts over Nonempty Grid Cells 13,02 8,34 7,00 6,15 5,43 5,08 
Avg # of Elts over Nonempty Hash Cells 13,02 8,34 7,40 6,34 5,46 5,09 
Avg FPS 36,37 42,76 44,93 46,38 30,62 12,27 
 

Table 3 
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The chart is showing the same parameters as [Figure 24], but now with culling enabled. The number of 
added elements (thin red line), average number of elements per cell (thick blue line) and new frames per 
second (dashed black line) are plotted against the cell size. The old number of frames per second (dashed 
grey line) is added as reference. The left vertical axis shows the scale of the first attribute, while the latter 
three are scaled by the right vertical axis. 

Figure 25 
 
As visible in [Table 3], the framerate has improved across the whole table, even in CPU-
limited situations. Apparently, the performance gain by building a hash structure with 
around 30% less elements has more effect on CPU performance than the extra work done 
by the sphere-box intersection test. The bottleneck shift has moved as well, to a cell size 
of 1; a cell size of 1.5 is not CPU-limited anymore. 
 
Next, hash method B is tested for performance. Combining the results of the previous test 
– namely that the simulation is GPU-limited because of atom position lookups – with the 
nature of the hash method compared to method A – offsetting the tasks the processor has 
to perform at construction of the hash table by demanding more work of the GPU in the 
form of texture lookups – suggests that the performance will not improve. To test this 
hypothesis, the same approach can be taken towards method B as towards method A. The 
grid cell size could be decreased or increased, resulting in a larger respectively a smaller 
number of grid cells to be queried by the surface visualisation.  
 
However, in this case the test can only be performed with a single grid cell size, namely 
2*radius. This means the influencing atoms can be found by visiting 8 grid cells, namely 
all cells containing one of the corners of the bounding box with size 2*radius around a 
surface particle.  
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To understand why the grid cell size cannot vary, it is necessary to explain how the 
volume around a surface particle is scanned and queried. Consider the axis aligned 
bounding box around the particle volume with a size of 2*radius. It is impossible to query 
every point within the volume to see what grid cells are intersected, for that would mean 
an infinite number of queries. Therefore the query starts at a corner of the bounding box. 
In every direction steps are taken equal to the grid cell size. This ensures that at every 
step in a certain direction, the starting position relative to the current grid cell is exactly 
the same as the new position relative to the neighbouring grid cell in the direction of the 
position change. Therefore, no grid cells encapsulated or intersected by the bounding box 
are skipped over by the collection of queries, and none are visited twice. Of course, when 
the size of the bounding box in any direction is not divisible by the grid cell size (i.e. it 
does not yield an integer), the number of queries need to be rounded off to the next 
integer. For reference, the atoms in hash method A are added to the hash table by 
scanning their volume in the same way.  
 
Say, the grid cell size fits more than one time into the size of the surface particle 
bounding box. We start in the corner of the bounding box and perform a minimum of two 
extra queries in every direction. This means that at least 3*3*3=27 positions need to be 
queried, yielding a minimum of 27 hash cell lookups. This implies a minimum of 27 data 
lookups before the atom attribute lookups have even started. The tests of hash method A 
already taught us that such a large number of lookups per particle is too much. As a result 
the grid cell size has to be at least the size of the bounding box, namely 2*radius. Only 
the corners of the bounding box are used for hash table queries now, yielding only 8 hash 
cell lookups.  
 

Cell Size 6 
# of Added Elements 100 
# of Unique Grid Cells 18 
Hash Size 2029 
# of Nonempty Buckets 16 
Collision % 0,11 
Avg # of Elts over Nonempty Grid Cells 5,56 
Avg # of Elts over Nonempty Hash Cells 6,25 
Avg FPS 6,22 

Table 4 
 
As visible in [Table 4], the average number of elements for a single query of a particle 
bounding box’s corner yields around 6 data lookups. Therefore, the average number of 
data lookups for all queries for a single surface particle is maximally 6*8 = 48. This is 
still larger than hash method A, and the suspicion that the larger number of data lookups 
would have an adverse effect on the framerate is correct; an average framerate of 6.22 is 
merely a sixth of what has been observed for the same cell size in hash method A. 
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3.7.3 Particle Repulsion 
 
In this section, the local particle distribution algorithm is studied in isolation. It will 
concentrate on the repulsion of particles on the fluid surface with global distribution 
turned off. In section [3.7.4] the global particle distribution algorithm is added.  
 
According to [Equation 46], the parameters of repulsion are the scaling factor of the 
repulsion force and the radius of the Smoothing Kernel. Increasing the radius of the 
Smoothing Kernel directly implies an increase in rendering time, so it is advisable not to 
make it much larger than the actual surface particle drawn. The reasoning behind this is 
that two surface particles do not have to repel each other as long as they do not overlap 
when they are actually rendered. Likewise, the Smoothing Kernel should not be smaller 
than the drawn surface particle either. So the size of the Smoothing Kernel is fixed, as 
long as the size of the particle is fixed. An evaluation of particle sizes is given at the end 
of this section.  
 
Unlike the Smoothing Kernel size, the repulsion scaling factor can be chosen 
independently. The higher the scaling factor, the more two particles repel each other. 
However, this repulsion is accompanied by an increase in particle velocity. Therefore, a 
high repulsion factor makes particles restless and the surface of the fluid instable. A low 
repulsion factor slows down the distribution of particles over the surface. The effect of 
this coupled with dampening of the surface particle velocity, is that surface particles may 
never reach an even distribution and gaps may remain. These cases are illustrated by 
[Figure 26], [Figure 27] and [Figure 28]. The key is to find the ‘correct’ repulsion force: 
not too strong and not too weak. Unfortunately, finding this correct force remains an 
unknown so far; human interference is necessary to tweak the force to get the effect that 
behaves correctly. 

 

 
One out of three different situations with different repulsion forces for non-moving fluid atoms. The first situation shows a high 

repulsion force causing a restless fluid surface, with particles moving quickly. 
Figure 26 
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One out of three different situations with different repulsion forces for non-moving fluid atoms. This is the 
second situation, showing a lower repulsion force than the first. The first image is taken after five seconds, 
while the second one is taken after fifteen seconds. 

Figure 27 
 

    
One out of three different situations with different repulsion forces for non-moving fluid atoms. This is the 
third situation, showing the lowest repulsion force from all three. The first image is taken after five 
seconds, while the second one is taken after fifteen seconds. 

Figure 28 
 
So far, only the parameters of the particle repulsion method themselves have been 
treated. In [Figure 29], the effect as a whole is demonstrated and compared to moving the 
particles at a fixed speed in random directions across the fluid surface. The images show 
a situation that has stabilised after some time, where the fluid atoms have come to rest 
and the particles had some time to distribute themselves across the surface. 
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The left image shows the fluid simulation in which the particles move with random speed across the 
surface. The right image shows the fluid simulation in which the surface particles have had time to 
distribute themselves evenly across the surface. The fluid atoms do not move in these cases. 

Figure 29 
 
It is visible that the distribution works; the particles distribute themselves evenly across 
the surface. This does not change when moving the camera, as can be seen in [Figure 30], 
where the camera has immediately moved to the back without allowing the particles to 
distribute themselves even further: 
 

 
The same fluid as in [Figure 29], but now the camera is switched to the back shortly before making the 
snapshot. 

Figure 30 
 
However, the above describes a situation in which the fluid atoms do not move. Should 
one choose to apply an external force to the fluid – like a bullet hitting the surface – the 
fluid atoms will move apart, requiring the surface particles to keep the surface covered as 
much as possible. This is illustrated by [Figure 31], which shows that gaps will form in 
the fluid surface immediately after the collision. 
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The fluid surface after a bullet has hit the fluid 

Figure 31 
 
These gaps are the result of the surface particles not having converged to an even 
distribution yet, which they will have to do as quickly as possible. In this case the whole 
fluid blob starts to move, which introduces another problem: the surface particles have to 
move along with the fluid atoms, while distributing themselves evenly across the surface 
at the same time. This is where [Equation 37] does its job, establishing the average 
velocity of the environment of a fluid particle and moving this particle accordingly. 
[Figure 32] shows that the method works out; after a while, the surface particles are 
evenly distributed again. 
 

 
The fluid surface moving away from the viewer 

Figure 32 
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Surface particle sizes can be varied as well to improve coverage of the fluid surface, but 
this comes at the cost of a loss of approximation precision. However, the improved 
coverage implies one could do with simulating fewer particles as well, so the 
performance might improve. To test this, three situations are chosen with varying 
amounts of particles and particle sizes, where choosing more particles implies a smaller 
particle size. The sizes are chosen such that a good coverage of the fluid surface is 
achieved when the particles are distributed evenly across the surface. The results are 
shown in [Figure 35]. 
 

 
One out of three images showing the fluid surface rendered at various levels of detail. This first picture has 
the highest resolution, with low performance due to the high number of simulated particles. The framerate 
is 12 fps in this case.  

Figure 33 
 

 
One out of three images showing the fluid surface rendered at various levels of detail. This second picture 
has a resolution four times as low as the first, with an equivalent increase in particle size. This increases the 
performance of the visualisation compared to [Figure 33]. The framerate is 22 fps.  

Figure 34 
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One out of three images showing the fluid surface rendered at various levels of detail. This third picture has 
a resolution four times as low as the second, with an equivalent increase in particle size. This increases the 
performance of the visualisation compared to [Figure 34]. The framerate is 30 fps.  

 
Figure 35 

 

3.7.4 Particle Dispersion 
 
Section [3.7.3] treated the particle repulsion, and it was clear that the surface particles 
still required a considerable amount of time – about ten seconds – to distribute evenly 
across the surface of the fluid. The local particle repulsion technique which has been used 
up until now does not seem to be sufficient for quick particle distribution. Therefore, this 
section investigates the effect of global particle distribution used on top of the existing 
local distribution technique, for quicker distribution of particles across the fluid surface.  
 
The effect of the global distribution algorithm can be depicted by images showing the 
density distribution of the particles after a few seconds. The density distribution is 
observed on the basis of [Equation 48]. This equation provides a threshold for changing 
particle positions by comparing their densities. While it appears that this threshold is not 
to be changed, the images of [Figure 36] show that it does have a large influence on 
global particle distribution. The global distribution algorithm should eliminate large 
clusters of particles, and [Figure 36] shows how well the algorithm performs with varying 
choices for the threshold.  
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Density of the fluid with the global distribution algorithm turned off, after two seconds of distribution.  

  

 
The global distribution algorithm on with a threshold of cW(0,h’), after two seconds of distribution. 

 

 
The global distribution algorithm on with a threshold of 0.5*cW(0,h’). The image was taken after two 

seconds of distribution. 
Figure 36 
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Remarkably, [Figure 36] to [Figure 36] shows that choosing cW(0,h’) for the original 
threshold of repositioning the particle is too high; the density is not distributed much 
better than without the global distribution algorithm. Choosing half the threshold 
eliminates that problem, the particles distribute much better in this case. However, the 
surface is more restless now, and the density difference Δσ(x,y) between position x and y 
before a particle position change can be smaller than afterwards. This can be overcome 
though, by placing the particle not exactly at the position of its comparison particle, but 
somewhere on the influence boundary. This is illustrated in [Figure 37]. 
 

The same situation as in [Figure 13], with the neighbour particles’ influence spheres 
omitted. This time, the particle is moved to a position on the boundary of the comparison 
particle. It causes less of a change in density difference between position x and y than the 
original method of moving the particle at x to position y.  

x 
y 

 
Figure 37 

 
Now, the difference in Δσ(x,y) before and after the position change is reduced, compared 
to positioning the particle exactly at y. 
 
Finally, the effect of global distribution is ready to be visualised for a restless surface. To 
this end, the situation of a bullet hitting the surface is revisited, with [Figure 39] and 
[Figure 39] showing the difference with global distribution on and of at different 
moments in time. 
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The situation of a bullet hitting the surface, depicted one second after the moment of impact (left images) 
and 2.5 seconds after the moment of impact (right images). These images show what happens when global 
distribution is turned off. 

Figure 38 
 

    
The situation of a bullet hitting the surface, depicted one second after the moment of impact (left images) 
and 2.5 seconds after the moment of impact (right images). These images show what happens when global 
distribution is turned on. 

Figure 39 
 
The images of [Figure 39] and [Figure 39] show that while the global distribution still 
creates a more restless surface, the distribution of particles is far better than in a situation 
without. The advantage of the global distribution is that the restlessness can be tuned to 
the desired level, or hidden by choosing a more sophisticated rendering method.  
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3.8 Additions to the Surface Visualisation 

3.8.1 Approximating the Surface’s Implicit Function 
 
A possible solution towards reducing the atom data required for calculating the terms of 
[Equation 36] is to employ approximation for calculating the contribution of multiple 
fluid atoms to the implicit function F.  This can be illustrated by describing a variation on 
hash method B. Recall that in hash method B, a fluid atom is added to the hash table just 
once by its position, requiring the surface simulation to query a volume around each 
surface particle to find all atoms influencing that particle. When choosing a hash cell size 
of 2*radius, sampling the corners of the bounding box around the particle with size equal 
to the hash cell size would be sufficient; it ensures that the hash cell containing the 
surface particle is queried, along with all neighbouring hash cells (partially) within the 
bounding sphere of the surface particle.  
 
The most important factor limiting performance in the previous test was the sheer amount 
of fluid atoms such a query could yield. Therefore, the goal of the following section is to 
reduce the data lookups induced by the query. To accomplish this, a method is developed 
to approximate the contribution of a certain subset of all fluid atoms to the implicit 
function. The approximation is based on a certain property of fluid atoms occupying the 
same hash cell, namely that these atoms are always positioned close to each other. Now 
take the grid cell c1 of the evaluation position belonging to a surface particle, and an 
arbitrary neighbour cell c2. One can always choose a point p in space such that all the 
fluid atom positions in c2 are closer to p than any surface particle in c1. This situation is 
highlighted in [Figure 40], and it is exactly the property required for the applicability of 
the approximation technique described in section [3.8.2]: Multipole Expansion. 
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The surface particle (black) with fluid atoms (white) in the main grid cell and the neighbour 
grid cell respectively. The arbitrarily chosen position is denoted by a cross, and is not 
necessarily located in the neighbour grid cell. All fluid atoms are closer to the cross than the 
surface particle. If required, the arbitrary position can be placed infinitely far away from the 
division between the grid cells, so that the circle around it approximates the plane dividing 
the grid cells. 

 
Figure 40 

 
The property described above applies to the collection of atoms in neighbour cells of the 
grid cell encapsulating a surface particle, but not for atoms within the surface particle’s 
grid cell itself. Therefore, Multipole Expansion can be employed for the atoms in every 
separate neighbour cell, while the fluid atom positions in the surface particle’s own cell 
still have to be evaluated one at a time. The consequence is that not every fluid atom from 
every neighbour cell needs to be evaluated anymore. This will hopefully reduce the 
number of data lookups performed.  
 

3.8.2 The Fast Multipole Method 
 
As explained in section [3.8.1], an approximation method is required for evaluating the 
implicit function formed by atoms in a grid cell from a position in one of the neighbour 
cells. Such a method is already used in atom simulations to reduce the quadratic 
complexity of the calculation of forces between atoms. The technique is based on the Fast 
Multipole Method, of which an overview is given in [V]. A similar kind of overview is 
given in this section and [Appendix A], to provide a mathematical insight into the 
applicability of the method towards the problems faced by our current surface 
visualisation.  
 
A simple summary of the FMM technique boils down to the approximation of the 
implicit function defined by all atoms of a single grid cell by calculating an “atom 
expansion”. This expansion technique will try to approximate the implicit function with 
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increasing accuracy according to the number of terms (orders of approximation) one 
chooses. The first term of the approximation is equivalent to replacing the collection of 
atoms with a single atom, the second term approximates the error that remains after the 
first-term approximation by adding a function defined by two atoms, the third term 
employs four atoms to make the approximation even more precise, the fourth term uses 
eight atoms, and so on. The terms are referred to as the Monopole Moment, Dipole 
Moment and Quadrupole Moment respectively, to intuitively capture the order of 
approximation that has been applied in the chosen algorithm. These approximations can 
be captured in a constant number of terms that will be calculated per grid cell during 
construction of the hash structure. The surface visualisation then only has to read the 
terms of this function per neighbouring grid cell instead of all neighbouring atoms to 
approximate the value of the implicit function at its position. 
 

The Mono- Di- and Quadrupole Moments visualized: the black dots are the 
approximating atoms inside the grid cell, the dashed dots the approximated original 
atoms of the grid cell and the white dot the surface particle in a neighbouring grid cell. 
Every term approximates the error left by the previous term, after which they are added 
together.  

 
Figure 41 

 
A detailed explanation is provided in [Appendix A]. The conclusion of this appendix is 
expressed in terms of [Equation 74] and [Equation 75]. While the first equation defines 
the calculation of the value of the implicit function at an arbitrary position by means of 
approximation, the second function establishes the number of terms that have to be (pre-) 
calculated per grid cell, in order to be able to evaluate the first equation. The amount of 
terms is a constant depending on the predetermined order of accuracy of the calculation. 
 
In conclusion, the main reason to choose for Multipole Approximation is to reconstruct 
an implicit function at a position x by approximating implicit functions formed by the 
neighbouring cells while only having to retrieve a constant number of terms. With an 
order 2 approximation, one will need around 1 to 10 terms according to [Equation 75], 
while with our initial hash method B this amounts to ma terms, where ma is the average 
number of atoms per grid cell. The average number of atoms is 10 to 100 in most 
situations, but it is still possible that this number varies a lot for different grid cells. 
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3.8.3 Applicability of FMM to the Particle Simulation 
 
In section [3.8.2], a basic analysis of the data lookup requirements has already been 
made. The performance of the Fast Multipole Method for our hash structure described 
above while simulating the movement of the surface particles is for a large part 
dependent on the precision of the approximation. However, the applicability of FMM 
also depends on its usefulness for calculating our particle velocities in [Equation 36]. A 
closer look reveals that not only the value of F is required, but also its derivatives Fx for 
and Fq. Especially the latter derivative is expensive, for it requires derivatives of F over 
every atom aj. This means we get at least as much derivative terms as atoms, so it voids 
all performance advantages introduced by choosing FMM. To solve this, the term 

should be approximated as well. Furthermore, calculating the derivative FqF q • x and Fq 
requires derivation of a spherical coordinate over a Cartesian coordinate. When more 
derivatives are required to calculate aspects like curvature of the implicit function, even 
more terms should be precalculated, making the whole procedure very cumbersome and 
impractical. Also, it is debatable what the actual impact of the calculation of the 
approximation function of [Equation 74] is on the performance at a whole. The 
approximation function is quite large, so the extra instructions involved may offset the 
performance gained by the reduced latency from retrieving less data. 
 
Another problem revolves around the choice of the Smoothing Kernel. The function of 
[Equation 59] approximated by FMM does not exhibit the properties required by a 
Smoothing Kernel. It has influence outside the radius, and the integral does not add up to 
1. However, one might argue that the approximation only holds for particles inside or 
very close to an atoms influence radius, for only neighbouring grid cells use the 
approximation. Furthermore, the function might be a good approximation of a certain 
Smoothing Kernel, especially at medium to far distances. 
 
The last problem caused by the choice for FMM is centered on the hash datastructure. So 
far, the discussion handily avoided this topic and talked about approximating the atoms 
inside a single grid cell. However, the hash data structure can map multiple grid cells to a 
single hash cell. Atoms from different grid cells cannot be approximated by a single 
function, because they may be located on different sides of an evaluation position. This 
can make it impossible to choose an origin for the approximation to which all atoms are 
closer than the evaluation position. 
 
A solution to the last problem is to create a binary tree structure for each hash cell by 
which the grid cells are separated again. At every level of the tree, the current set of hash 
cells is intersected by a plane on the axis on which the diversity of grid cell positions is 
the largest. So when we have a collection of five grid cells with the coordinate set 
{(1,3,9),(1,5,-9),(2,7,9),(8,2,-9),(0,4,1)}, evaluation of the x-axis yields four different 
values, the y-axis yields five and the z-axis three, so the median of the y-axis is chosen 
for the next division. When one grid cell remains in a leaf, an index into the data table is 
created and the atoms are added to it. This is vaguely similar to building an OBB-tree or a 
KD-tree, see [VI] and [VII]. 
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Figure 42 

 

3.8.4 Adaptive Monopole Approximation 
 
To overcome most of the problems faced by the FMM method, an approximation method 
is chosen based on the Monopole Moment of the Multipole Expansion theorem. If 
somehow a surface particle’s neighbouring grid cell could be approximated by only a 
single atom with a position and a velocity, the implicit function and its derivatives 
defined by this single atom are easily calculated.  
 
A trivial solution would be to take the centre of the neighbouring grid cell as the 
approximating atom’s position, because it is a good approximation of the average of all 
atom positions in the grid as long as the grid is reasonably full. The mass of the atom 
should be equal to the sum of all atom masses in the grid cell and distributed around the 
atom by a Smoothing Kernel of choice with the standard atom radius.    
 
This choice of approximation is easily discarded, because the standard atom radius would 
never cross the boundary of the grid cell, which has a size of two times the atom radius. 
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Therefore, a surface particle would never be influenced by any neighbouring particles. 
One could try to solve this problem by choosing a larger atom radius, but such a choice 
would lack a reasonable explanation, and become very subjective or even implementation 
dependent as a result. 
 

The atom radius for an approximating atom is required to be larger 
than the grid cell, but establishing the right size is not trivial 

 
Figure 43 

 
A good observation in [Figure 43] would be to state that the position of the atom 
approximating the positions of atoms having influence on a surface particle should vary 
with the surface particle’s position; the approximating atom position is adaptive. To see 
this, look at the atoms of the neighbour grid cell having an influence on the particle 
position; they are all located within the sphere of atom radius around the surface particle. 
This means that only the particles within the volume of the grid cell intersected by the 
sphere around the surface particle can have an influence on the surface particle, and 
therefore the average position of the atoms is different for each evaluation position.   
 
Calculating a box-sphere intersection volume is expensive, so again an approximation 
routine has to be performed. Instead of a box-sphere intersection, a sphere-sphere 
intersection is calculated between the sphere around the centre of the neighbouring grid 
cell – the “grid cell sphere” – and the sphere around the surface particle. The intersection 
volume is always a lens with the following properties: the centre of the lens is located 
exactly in the middle of the line between the surface particle and the grid cell centre, and 
the volume can be calculated as follows:  
 

( ) ( 224
12

1 drdr −⋅+⋅
π

)  

Equation 54 
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where r is the atom radius and d the distance between the neighbouring grid cell’s centre 
and the surface particle. 
 
The centre of the lens is a good approximation of the position of all atoms within the 
approximated intersection volume. The approximated mass is equal to the number of 
atoms within this volume. The calculation of that value is done according to the 
following equation: 
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Equation 55 
 
where Nia is the amount of atoms in the intersection volume, Nga is the amount of atoms 
in the grid cell, Vgc is the volume of the grid cell, Vgs is the volume of the grid cell sphere 
and Vsi is the volume of the sphere-sphere intersection.  
 
The only problem that remains is the approximation of the atom velocities. Only the 
(approximated) amount of atoms within the intersection volume is known, but it is 
unknown which atoms of the neighbouring grid cell are within this volume. Therefore, 
the velocity of the approximating atom can only be approximated by the average of all 
atom velocities in the grid cell, calculated at construction of the hash structure and passed 
on to the surface particle visualization. 
 
The result of this rather crude approximation is demonstrated in [Figure 45] and [Figure 
45]; the method seems to work in dense areas and fall apart in areas of lower density. 
However, when looking at the effect in motion it becomes clear that the approximation is 
not good enough; the fluid surface does not stay intact for long at most positions as the 
fluid atoms move, causing the particles to fly around in space quite vehemently for most 
of the time. 
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Image produced by the fluid surface visualisation with the Adaptive Monopole Approximation. Repulsion 
forces are disabled, and the surface particles are rendered as point sprites. 

Figure 44 
 
 

.  
Image produced by the fluid surface visualisation without Adaptive Monopole Approximation. Repulsion 
forces are disabled, and the surface particles are rendered as point sprites. 

Figure 45 
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4 Conclusions 

4.1 Summary of results 
 
In this work, an algorithm has been described for visualising a particle-based fluid with 
surface particles, under the constraint that it can be employed on commodity graphics 
hardware.  
 
The first challenge encountered during the design of the algorithm, was to transport data 
from the fluid simulation to the visualisation in such a way, that the visualisation can 
reconstruct the fluid surface as efficiently as possible; i.e. with a minimum amount of 
data requested from the simulation and a minimum amount of computation performed on 
this data. This problem was solved in section [3.6.2] with the choice for a spatial hashing 
method. However, a spatial hash can be employed in more than one way, and every 
option has its own set of parameter choices. The optimal choice was investigated by 
section [3.7.2], and resulted in a surface reconstruction performance suitable for 
interactive applications.  
 
After reconstruction of the fluid surface had been made possible, the simulated particles 
had to be constrained to the fluid surface. To this end, velocity constraints introduced by 
[II] were applied and augmented in section [3.3.1] with the choice for a specific “desired 
particle velocity”, enabling particles to follow the fluid surface as it moves and changes.  
 
Having accomplished the aforementioned, a method had to be found for distributing 
particles across the fluid surface. The first part of this method employs repulsion forces 
similar to those in [II], for local repulsion of surface particles. However, this method had 
to be adapted in order to be suitable for graphics hardware. A novel way to do this has 
been presented in section [3.6.4]. The second part of the distribution algorithm was 
constructed in order to improve the global distribution of particles, possibly between 
disconnected parts of the fluid surface. This method is based on the evaluation of density 
differences, making use of the same principle as the local distribution algorithm, in 
section [3.6.4].  
 
The description of the visualisation ended with an investigation into methods for 
approximating the fluid surface by section [3.8], in order to improve the performance of 
reconstructing the fluid surface on the graphics hardware.  
 
The result obtained by solving the problems mentioned in this section, is that a set of 
particles is optimally positioned each frame in order to represent the fluid surface as a 
whole. Furthermore, the simulation of the movement of these surface particles takes place 
entirely on the graphics hardware. This result can be used for rendering the fluid surface 
at every step of the simulation. 
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4.2 Future Work 
 
The visualisation proposed in this work still leaves certain problems unsolved. Some are 
closely related to the discussed material, while other topics have not been touched on yet. 
The section will give an overview of the remaining problems, and tries to point into the 
direction of the solution where possible. 
 
A problem closely related to those treated in this work, expands upon the distribution 
algorithm. As remarked before, the fluid surface that has to be visualised can consist of 
many disconnected components. These components can be quite small. An example 
could be the tiny holes forming in a big fluid “blob” as its fluid atoms move around. 
These holes can appear at any place inside the “blob”, and they can be formed for very 
short amounts of time. However, it might be the case that no surface particles will ever be 
positioned on this new surface. In these cases no surface particle might be in the 
neighbourhood to identify the disconnected region of surface, for every surface particle 
might be on a local minimum of the implicit fluid surface function already – meaning that 
they already have a place on another part of fluid surface. So the mechanism constraining 
surface particles will not move any towards the newly created surface component. 
Because this surface component is disconnected from the rest and has no surface 
particles, the local and global repulsion algorithms will have no effect either; the local 
repulsion algorithm does not push surface particles onto disconnected surfaces, and the 
global repulsion algorithm has no comparison particle on the newly created surface to 
move another particle to. The result is that newly created disconnected surface 
components might never be visualised by surface particles. A solution to this problem 
might be to warp surface particles to random positions inside the influence areas of fluid 
atoms at specific time intervals. This way, newly created surfaces might be found after a 
small amount of time by randomly positioned fluid surface particles. 
 
Another distribution-related problem is that of adaptive particle repulsion, as presented in 
[II]. This problem focuses on changing the number of particles on the fluid surface with 
their sizes under different conditions. One might consider a situation in which the fluid 
surface grows over time. To visualise this with the same level of detail at any point in 
time, surface particles have to be added or removed from the simulation. Otherwise, the 
size of the existing surface particles should increase or decrease. These situations can all 
be detected based on surface particle densities. One could also think of a level-of-detail-
based algorithm, in which fluids further from the eye receive less surface particles that 
are enlarged, with closer surfaces receiving more and smaller particles. These changes in 
size and amount complicate the particle system and the distribution algorithm. 
 
As made clear in section [3.6.4], the core algorithm for determining densities for surface 
particles is dependent on rendering the particles to a 2D viewport. This is the cause of a 
third problem. The viewport will usually be of limited size, which might create 
difficulties in local distribution when disconnected fluid components start to drift away 
from each other; many particles may map to a single screen pixel. In order to accurately 
distribute the particles over the surfaces of these fluids, it might be necessary to introduce 
multiple viewports for disconnected parts of the surface. Then, the different viewports 
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can be moved closer towards their respective parts of the fluid surface, resulting in better 
local distributions.  
 
The last problem which remains for future research in particle-based fluid visualisation is 
the biggest one: the actual rendering of the fluid surface particles itself. This includes 
blending the surface particles correctly, texturing the fluid surface with regular textures, 
cube-maps or procedural textures, implementing reflection and refraction and 
determining the depth of the fluid at every pixel for volumetric effects. While many of 
these problems might be easily solved – the normal of the fluid surface can already be 
used for texturing, blending can be accomplished by using the depth buffer in one pass, 
and rendering front-most particles in the second – this work has not made any attempt to 
investigate what is possible and what is not. On top of that, focusing on rendering the 
surface particles will yield more spectacular results faster than slight optimisations of 
particle distribution algorithms. 
  
A final remark has to be made about the choice for the fluid simulation model. The 
visualisation method described in this work is constructed on top of a particle-based fluid 
simulation using SPH, which has its own deficiencies when it comes to realistic 
simulation of fluids. A lot of fluid properties like vortices, wakes and circulation regions 
cannot directly be modelled by the current simulation model. However, even if the 
particle-based simulation method could somehow be extended to support these 
characteristics, the visualisation method would not have to change to be able to visualise 
it. As long as the position of the fluid atoms is the only quantity required to define the 
fluid surface and the simulation can send these with their corresponding velocities to the 
visualisation, any fluid simulation model suffices. This also holds when looking in the 
opposite direction; the described fluid visualisation can be used in less complex scenarios 
as well. All kinds of objects consisting of metaballs – even those with very simple 
behaviour – can be visualised with the described algorithm. Think of animated characters 
in games consisting of fluid atoms, with custom animations representing the movement 
of a human or animal. The choice for visualising a fluid simulation is merely interesting 
because of its upcoming application in computer games. There, rigid body simulation is 
performed frequently nowadays, but dynamically simulated blobby objects are still 
uncommon.
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5 Appendix A 

5.1 Multipole Expansion 
 
Naively, evaluating the implicit function defined by a set of atoms at position x can be 
generalised to the following function, according to [Equation 43]: 
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Equation 56 
 
for K a particular kernel function, c the constant atom mass, q = ( a1,..,am ) and atom 
positions a1..am. One should realise that in this case, q represents the atoms in a single 
neighbour grid cell, and x is the position of a surface particle under influence of these 
atoms. For every such surface particle, a part of its total implicit function at position x is 
defined by [Equation 56]; requiring every particle to provide exactly the same parameter 
q but varying x.  
 
The Fast Multipole Method aims to eliminate the dependency between every x and aj 
from [Equation 56], such that a part of the equation can be calculated ahead of time. In 
fact, if we could write [Equation 56] more or less as follows: 
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Equation 57 
 
then, because all K1(aj) would yield the same value for every surface particle under 
influence of q, this part can be can be calculated before evaluating the implicit function at 
every surface particle position. So, for every grid cell G with the atom positions a1..am 
encapsulated by it, the value of the expression 
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Equation 58 
 
should be calculated and stored per grid cell, after which the surface visualisation can 
query this value for every neighbour cell of a particle. This would reduce the amount of 
data lookups and computations to evaluate the implicit function at neighbour cells to O(1) 
complexity.  
 
Of course, the question that arises is to find a good choice for K1 and K2. 
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When looking at [Equation 56] again and combining it with the implicit function from 
[Equation 43], we could state that K(x-aj) = W(x-aj)-B/m. However, for simplicity and the 
applicability of the Fast Multipole Method, the following is assumed: 
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Equation 59 
 
Of course this discrepancy has to be resolved in a later stage, especially because this 
function exhibits few of the properties of a Smoothing Kernel. 
 
The advantage of defining K(x-aj) according to [Equation 59], is that the function can 
now be approximated by a method called Multipole Expansion. Say, the fluid atom aj and 
evaluation position x are located around an origin in spherical coordinates, with aj closer 
to the origin than x:  
 

A single fluid atom (white) with surface particle (black) around the 
origin denoted by a cross, with angle θ 

θ

aj
x

 
Figure 46 

 
As outlined in [V], it is possible to rewrite [Equation 59] with a rule from trigonometry: 
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such that  
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Rewriting [Equation 59] by this equation does not appear useful, but the last term  
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Equation 62 
 
is a generating function for Legendre polynomials Ps: 
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Equation 63 

 
a series approximation convergent for |v| < 1, which is in line with our requirement that 
|aj| < |x|. So finally, [Equation 59] can be rewritten: 
 

( ) ( ) ( )( )∑∑
∞

=
+

∞

= ⎟
⎟

⎠

⎞

⎜
⎜

⎝

⎛
=⎟

⎟

⎠

⎞

⎜
⎜

⎝

⎛
⋅=

−
=−

0
1

0

1coscos11
s

ss

s

j
s

s

j
s

j
j PPK

x
a

x

a

xax
ax θθ  

Equation 64 
 
This equation is already much more in line with the idea presented in the form of 
[Equation 57]; our independent functions K1 and K2 can be identified within the first pair 
of parenthesis and the second pair respectively. Still, while K2 is dependent on |x| alone, 
K1 is dependent on |aj| as well as θ. The angle θ depends on both |aj| and |x|, which means 
the goal of an independent K1 and K2 has not been reached yet.  
 
On a sidenote, the Legendre polynomials introduced in [Equation 63] can be defined in 
multiple ways. Two of these are the recurrence relation: 
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and Rodrigues’ formula: 
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as listed in [V].   
 
For the purpose of this discussion only P0(u) = 1 and P1(u) = u are required. 
 

 84 



Continuing the analysis of [Equation 64], it is obvious that it is impractical to calculate 
the infinite sum of terms containing the Legendre polynomials. Therefore, it is useful to 
gain some understanding into the meaning of each of the individual terms. 
 
If K(x-aj) is approximated only by the term in which s = 0, an expression is obtained 
containing P0, so the whole equation is reduced to just |x|-1. Looking at the implicit 
function from [Equation 56], the approximation yields the following expression: 
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Equation 67 
 
which is equivalent to positioning a single point mass at the origin of the spherical 
coordinate frame with a mass equal to the total mass of all atoms 1 to m. This 
approximation of the implicit function at a single location is called the “Monopole 
Moment”. Notice that the Monopole Moment is only dependent on |x|, unlike [Equation 
64]. If so desired, one could use this equation to approximate the implicit function 
defined by these atoms at any position, as long as the position is further from the origin 
than any of the atoms. 
 
The second term in [Equation 64] would be the one containing P1, and when the equation 
is then substituted into [Equation 56], the implicit function becomes: 
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Equation 68 
 
which is called the “Dipole Moment”. In electrodynamics, the constant mass c is replaced 
by an atom charge qj for every atom, so in the case of two atoms with q1 = -q2 the 
Monopole Moment becomes zero and the Dipole Moment defines the approximated 
electrostatic field of the two point charges. 
 
At every step, the number of atoms approximated by the moment is multiplied by two, so 
the third moment is called “Quadrupole Moment”, the fourth the “Octupole Moment”, 
and so on.  
 
The maximum moment determines the amount of precision in the final approximation. 
Since there are only a limited number of atoms per grid cell – 11.7 in the case of hash 
method B – it would not be of significant benefit to choose approximations based on 
more than 16 atoms. 
 
The problem that still has to be solved is the dependency of the two components in the 
sum from [Equation 64]. It is especially desirable to replace the term ( )θcossP  with 
components that are not dependent on both x and aj. By using spherical harmonics, it is 
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possible to do exactly that. According to [V], the Legendre polynomial can be written in 
terms of spherical harmonics in the following way:  
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where Y is the spherical harmonics term: 
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Equation 70 
 
with θy and φy the polar and azimuthal angles of y respectively, and i the imaginary 
number for which i2=-1. An extension of our standard definition of the Legendre 
polynomial is required as well to be able to evaluate the previous equation: 
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For t = 0, [Equation 71] yields Ps(u). According to [V], a recursive definition can also be 
obtained; because of the lack of importance in this discussion I have chosen to omit it. 
 
According to [Equation 69], it is finally possible to break down the equation into 
independent terms. However, this comes at a cost: [Equation 70] introduces an imaginary 
component, denoting that ( )θcossP  is not independent in real space, only in complex 
space.  
 
Continuing our derivation of K(x-aj) from [Equation 64], the independent terms are 
clearly distinguishable: 
 

( ) ( )

( ) ( )( )

( )( ) ( )∑∑

∑ ∑

∑

∞

= −=
+

−

∞

=
+

−=

−

∞

=
+

⎟
⎟

⎠

⎞

⎜
⎜

⎝

⎛

⎟
⎟

⎠

⎞

⎜
⎜

⎝

⎛
⋅⋅

=
⎟
⎟

⎠

⎞

⎜
⎜

⎝

⎛
⋅⎟
⎠

⎞
⎜
⎝

⎛
⋅⋅

=
⎟
⎟

⎠

⎞

⎜
⎜

⎝

⎛
⋅⋅=−

0
1

0
1

0
1

1

1cos

s

s

st
s

t
s

j
t

s

s

j

s
s

s

st

t
sj

t
s

s

j

s
ss

s

jj

Y
Y

YY

PK

x
x

aa

x
xaa

x
aax θ

 

Equation 72 
 
 

 86 



Plugging this into the implicit function, the independent parts can be separated: 
 

( )

( )( ) ( )

( ) ( )∑∑ ∑

∑∑∑

∑

∞

= −=
+

−

=

∞

= −=
+

−

=

=

⎟
⎟

⎠

⎞

⎜
⎜

⎝

⎛

⎟
⎟

⎠

⎞

⎜
⎜

⎝

⎛
⋅⎟⎟
⎠

⎞
⎜⎜
⎝

⎛
⋅⋅

=
⎟⎟
⎟

⎠

⎞

⎜⎜
⎜

⎝

⎛

⎟
⎟

⎠

⎞

⎜
⎜

⎝

⎛

⎟
⎟

⎠

⎞

⎜
⎜

⎝

⎛
⋅⋅⋅

=−⋅=

0
1

1

0
1

1

1
),(

s

s

st
s

t
s

j
t

s

s

j

m

j

s

s

st
s

t
s

j
t

s

s

j

m

j

j

m

j

Y
Yc

Y
Yc

Kcf

x
x

aa

x
x

aa

axqx

 

Equation 73 
 
where j iterates over all atoms, s iterates over all degrees of approximation and t iterates 
over all spherical harmonics components. 
 
This expression is usually simplified to the following notation: 
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Equation 74 
 
The terms of M are dependent on q only, and the remaining part is only dependent on x. 
Therefore, the terms of M can be calculated per grid cell and read back at the evaluation 
of the implicit function at particle locations.  
 
It is clear now that for the approximation level s of order n = s+1, s*2+1 terms of M will 
have to be calculated. So for the Monopole Moment one term  is required, the Dipole 
Moment requires three terms , the Quadrupole Moment five, and so on. 
The full approximation of the implicit function then requires the following amount of 
terms M: 
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Equation 75 
 
with n the number of approximation levels. 
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As noted before, these terms consist of a real and an imaginary component. So at first 
glance, to approximate the function up until the dipole moment, one would need 4*2 = 8 
scalar values. However, [V] shows that can be derived from , and [t

sM − t
sM Equation 70] 

combined with [Equation 74] prove that only has a real component. Therefore, the 
number of required scalar values for approximation up to the Dipole Moment only 
requires 8-2-2 = 4 scalar values, which can be retrieved by a single texture lookup. 
Calculating the Quadrupole Moment requires 5 scalar values, bringing the total up to 9 
scalar values. This results in three texture lookups already. So the level of approximation 
will have to be carefully considered, even if the only action performed is the evaluation 
of the basic approximation function. 

0
sM
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