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Chapter 1

Introduction

The simulation of fluid dynamics is an impor-
tant tool in the study of particle-fluid flow. Com-
plex flow patterns are encountered in many differ-
ent processes. An important challenge in these sim-
ulations is the wide range of length and time scales
involved. In a fluidized bed for example the particle
size might be in the order of 0.1 - 1 mm, while the
reactor size might be in the order of meters. And in
colloidal suspensions the particles can be in the or-
der of 0.1 µm, while the hydrodynamic interaction
range is orders of magnitude longer. Usually, the
large length scale phenomena in such systems are
dependent on the small scale particle-fluid interac-
tions, which requires the simulation of an enormous
range of length scales.

For the fully resolved simulation of such flows,
Direct Numerical Simulation is often used. This is
a method to solve the Navier-Stokes equations with
immersed solid particles. The underlying princi-
ple is the Immersed Boundary method: the surface
of the immersed particles is represented by a forc-
ing term to impose the no-slip boundary condition
[1][2].

Particle based simulations are promising meth-
ods for some of the hydrodynamics simulation prob-
lems. While Direct Numerical Simulation uses a
top-down approach by solving the Navier-Stokes
equations, particle based simulations use a bottom-
up approach by representing the fluid by particles.
The particles follow a set of rules and as a result the
behaviour that is described by the Navier-Stokes
equations emerges.

In this project, Multi-Particle Collision Dynam-
ics (MPCD) is investigated. The target is to show
a proof of principle that the MPCD method intro-
duced by Ihle [3], which has been extended to 3D
by Luuk Seelen (manuscript), can be used to de-

scribe hydrodynamics. An important result is an
overview of the advantages and the limitations of
the method. This indicates what systems the model
is well suited for.

After this introduction, the MPCD fluid model
will be explained. In Chapter 2, the forcing of
flow and thermostatting of the fluid is discussed
and suitable methods are selected. As the viscos-
ity of the fluid is not known a priori, in Chapter
3 a method to measure the viscosity is discussed
and applied. After this, the method is tested by
modeling flow between parallel plates, which is de-
scribed in Chapter 4. A more complex test case is
used in Chapter 5, where solid spheres are imple-
mented and the drag force is measured and ana-
lyzed. The implementation of the model on a GPU
using CUDA is explained in Chapter 6. Finally,
after the Conclusion and Discussion chapter, one
Appendix is included that discusses the calculation
of the standard error of a time series.

1.1 MPCD

Multi-Particle Collision Dynamics (MPCD) is a
particle based method to simulate a temporally and
spatially coarse grained fluid. Coarse graining al-
lows hydrodynamics simulations with longer length
and time scales. MPCD differs from molecular dy-
namics, because only the essential dynamics of the
fluid are modeled and not the detailed properties
down to the molecular effects [4]. The first MPCD
method was introduced by Malevanets and Kapral
[4] and is also called Stochastic Rotation Dynamics
(SRD), as will be explained below. SRD was used
successfully for mesoscopic simulations, for exam-
ple of colloids [5][6][7] and polymers [8]. But it was
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illustrated that it can also be used for the simula-
tion of forced flow problems, for example of plane
Poiseuille flow [9] and of flow around objects [4][10].

1.1.1 The particle based fluid

The fluid is modeled as particles with continuous
positions and velocities. The dynamics are sim-
ulated by alternately streaming the particles and
performing a collision step. The streaming step,
or integration of the particle positions, allows the
particles to move around. The particle streaming
is described by Euler integration:

ri(t+ ∆t) = ri(t) + ui(t)∆t. (1.1)

The collision step takes care of momentum mix-
ing. The collision rule that was introduced by Mal-
evanets and Kapral [4] rotates the relative parti-
cle velocities within collision cells around a random
axis, hence its name: Stochastic Rotation Dynam-
ics (SRD). This method does not account for the
excluded volume of the fluid particles and hence the
fluid has the equation of state of an ideal gas. It
is very compressible and has a low speed of sound.
This limits hydrodynamics simulations to relatively
low velocities, to avoid density fluctuations that are
nonexistent in an incompressible fluid [10]. As the
system size is also limited, the Reynolds number is
clearly limited.

1.1.2 Collision rules

A different collision rule was introduced in the work
of Ihle [3]. This method is a specific implementa-
tion of Multi-Particle Collision Dynamics with bi-
ased collisions and therefore in this report it will
be referred to as Multi-Particle Collision Dynam-
ics with Biased Collisions (MPCD-BC). Briefly, the
collision is not implemented as a rotation of the rel-
ative velocities within one cell, but as a reflection
of the relative velocities of the particles of two cells.
In 2D, the system is divided into square supercells,
each consisting of four cells. Each time step one
of the possible collision types is selected for each
supercell with a certain probability. The collisions
can be in the horizontal (σ1), vertical (σ2) and di-
agonal (σ3 and σ4) direction. Finally the selected
collision is applied to the two pairs of cells within
the supercell.

The collisions are biased by introducing a colli-
sion acceptance probability.

pA = Θ(∆u)tanh(A∆uM1M2). (1.2)

Only when the mean velocities of the particles
in the cells are towards each other, a collision is
allowed, which is expressed by the Heaviside step
function Θ(∆u). Next, the acceptance probability
of collision pA depends on the number density of
particles in both cells, M1 and M2, the difference
in mean velocity ∆u and the collision acceptance
parameter A. It was shown that using the tanh
function results in a thermodynamically consistent
model, when A is small enough [11].

This collision acceptance probability formula al-
lows tuning of the equation of state and hence of
the speed of sound [12]. With a higher speed of
sound, the maximum Reynolds number of the fluid
flow increases.

1.1.3 Grid shifting

When the mean free path of fluid particles is longer
than the collision cell size, the collisions are not cor-
related. However, when the time step between col-
lisions is decreased, the same particles can undergo
a collision multiple times, which breaks Galilean
invariance. This is true for both SRD and MPCD-
BC. To restore Galilean invariance for short mean
free path in MPCD-BC, the grid (or the particles)
must be shifted before each collision step [11]. In
the case of SRD, a random grid shift between 0
and 1 cell lengths is required, as the collisions oc-
cur within single cells. In the case of MPCD-BC,
however, the collisions occur within super cells and
therefore a grid shift between −1 and +1 cell length
units must be used Tüzel et al. [11]. This is equiva-
lent to a grid shift between 0 and 2 cell length units.
The latter method will be used in the present re-
search.

1.1.4 Extension to three dimensions

A 3D implementation of the biased collision rules,
as presented in the manuscript of Luuk, will be used
in this project. In three dimensions, the supercells
contain 23 = 8 cells and there are 7 types of colli-
sions. The first three are x, y and z, of which x and
y are the same as the horizontal and vertical colli-
sions in 2D. The second three are the diagonal xy,
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xz and yz collisions, of which xy is the same as the
two diagonal collisions in 2D. Finally there is the
body or space diagonal xyz type, which involves
the 4 body diagonal collisions.

An analytical expression for the pressure of a
MPCD fluid with biased collisions has been derived,
as described in the manuscript of Luuk.

P = Pideal + Pnon−ideal

= MkBT +

(
wp +

√
2wfd +

wbd√
3

)
A

2

kBT

a2τc
M2

(1.3)

In this expression, M is the number density, kBT
the energy, or ‘temperature’, a the cell side length,
τc the collision time constant and wp, wfd and wbd
the probabilities for the planar, face diagonal and
body diagonal collisions respectively.

1.2 Units

The basic units that are used in the simulations are
shown in the following table.

a0 length
kBT energy
m0 mass

In the simulations and in this work, all units are
based on these basic units. All lengths are in units
of collision cell side length and masses are in units
of fluid particle mass. In MPCD simulations it is
usual to set kBT = 1 and this convention will be ad-
hered to in the present project. With these choices,

time is a derived unit, t0 = a0

√
kBT
m .

To map the simulation units to real units in the
case of fluid flow past a sphere, a0 is determined
by setting the embedded particle diameter equal to
the real embedded particle diameter.

The approach for mapping the mass m and tem-
perature kBT to real units depends on the simu-
lated system. For example, if one wants to describe
colloidal diffusion, the diffusion time of the simula-
tion could be equated to the diffusion time of the
real system. Once the three basic units are mapped
to real units, all other units can be mapped as well.
The topic of the mapping of units was extensively
treated by Padding and Louis [5].

In the present work, the mapping of units is not
used, as the characterization will be based on di-
mensionless numbers.

1.3 Characterization

A system with moving particles that represent a
moving fluid can be described by several dimension-
less numbers. The temporally averaged velocities
of the fluid particles are equivalent to the velocity
field of a continuous fluid and the same dimension-
less numbers apply.

Reynolds The Reynolds number Re is the ratio
of inertial forces to viscous forces in the fluid
flow. At very low Reynolds numbers, up to 0.1,
the viscous forces dominate and drag is linear
in the velocity; flow past a sphere can in this
case be described with Stokes’ law. At high
Reynolds numbers, the inertial forces become
more important, turbulence develops and drag
is quadratic in the velocity.

Mach The Mach number Ma is the ratio of the
flow velocity to the speed of sound. At low
Mach numbers, for example up to 0.1, the com-
pressibility effects are negligible and the fluid
flow may be said to be incompressible. Com-
pressibility effects scale with Ma2.

Knudsen The Knudsen number Kn is related to
the motion of the fluid particles. It is the ra-
tio of the mean free path to a physical length
scale, for example the solid particle size. If the
Knudsen number is small, up to about 0.1, the
fluid particles behave like a continuous fluid.
If the Knudsen number is close to 1 or larger,
the motion of the fluid particles becomes of the
same scale as the embedded particles, in which
case the fluid can no longer be considered con-
tinuous.

In MPCD methods, the streaming time be-
tween collisions determines the mean free path
of the fluid particles. Increasing the collision
rate decreases the Knudsen number.

1.4 Configuration

The most important parameters that describe the
simulated systems are as follows.
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Li [a0] box size, dimension i
M [a−30 ] fluid particle num. density
τc [t0] time step between collisions
A [t0a

5
0] collision acceptance param.

R [a0] solid particle radius
F [m0a0t

−2
0 ] body force

1.5 Optimization

MPCD methods in general have the potential to
be implemented efficiently on a massively parallel
platform, for example NVIDIA GPUs using CUDA.
The fact that the streaming step calculations are
independent at the particle level and the collision
step calculations are independent on the collision
(super)cell level can be exploited by executing these
calculations in parallel.

In the work of Westphal et al. [13] it is demon-
strated that a careful implementation of SRD with
CUDA can result in a speed gain of 1 - 2 orders
of magnitude compared to a CPU. Though the
collision step in MPCD-BC is more complex, the
method is quite comparable. Therefore it is ex-
pected that this order of magnitude of speed gain
can also be reached for MPCD-BC. Such speed
gains enable the simulation of more complex sys-
tems and systems with longer time and length
scales.
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Chapter 2

Forced flow and thermostatting

2.1 Introduction

The 2D MPCD-BC method is quite established,
but the 3D implementation of forced flow in this
specific MPCD algorithm has not yet been investi-
gated to the best of our knowledge. The aim of this
chapter is to explain the selection and implementa-
tion of methods to impose flow and to thermostat
the fluid. Since an SRD fluid is comparable to an
MPCD-BC fluid, it is expected that methods that
are commonly used in SRD are suited for MPCD-
BC as well.

2.2 Forced flow

In order to force flow, the particle velocities must
be modified. Malevanets and Kapral [4] modelled
Poiseuille flow in a channel with 2D SRD and used
a dedicated part of the box to assign velocities to
the fluid particles. The same method was used by
Lamura et al. [10]. As a drawback of this method,
Allahyarov and Gompper [14] observed a distorted
velocity and density profile around the forcing re-
gion and a density drop along the channel length.

These problems might be alleviated by introduc-
ing a rescaling probability that is highest in the
center of the forcing zone and 0 at the beginning
and the end. But this will not solve the density
drop along the channel length. Therefore, a uni-
form body force, or ‘gravitational acceleration’ is
preferred, such as used by Whitmer and Luijten [9].
A uniform force corresponds with a constant pres-
sure gradient over the box length in the direction
of the force. This method entails a modification of
the streaming step (Equation 1.1) to

ri(t+ ∆t) = ri(t) + ui(t)∆t

vi(t+ ∆t) = vi(t) +
F

mi
∆t.

(2.1)

In this equation, F is the body force, which is
directly related to the imposed pressure drop. Note
that the streaming of the fluid particles is done in
one step, so that τc is also the integration time step.

A disadvantage of the uniform body force is that
it needs either a feedback system to control the ve-
locity or a priori knowledge of the pressure-velocity
relationship. Another disadvantage is that a con-
stant pressure gradient is imposed, which is only
valid in certain cases.

2.3 Thermostat

The forcing of particles adds energy to the system,
which must be removed somehow. Though ther-
mal walls can be used to extract energy, heat is
produced in the fluid body and not only close to
the walls. Especially in the case of flow past a
sphere with periodic boundary conditions, only a
small fraction of the fluid is exposed to the par-
ticle. Thus, the temperature will vary throughout
the system when only the solid boundaries are used
for thermostatting and it is clear that a thermo-
stat must be implemented that maintains a con-
stant temperature throughout the whole system.

A thermostat in MPCD involves the rescaling of
the velocities. The motion of the particles consists
of two parts. One is the motion according to the av-
erage velocity field, the other is the thermal motion,
which is a Maxwell-Boltzmann distributed velocity
component on top of the average velocity field. The
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thermostats should act only on this thermal part
of the motion of the particles. As an approxima-
tion for the (otherwise unknown) velocity field, the
mean velocity in the collision cell ~u is used. Hence,
the thermostat will rescale the relative velocities
~vi − ~u of the particles.

2.3.1 Direct velocity scaling

The simplest thermostat is scaling the velocities
such that the temperature becomes exactly equal
to the set temperature. The temperature in a sys-
tem without flow is measured by

kBTmeas =
1

3N

∑
i

mi(~vi)
2. (2.2)

When a flow profile exists, this velocity field must
always be subtracted to obtain the thermal velocity
component. This is accounted for in the following
expression,

kBTmeas =
1

3(N − p)
∑
c∈C

∑
i∈c

mi(~vi − ~uc)2, (2.3)

where uc is the mean velocity of the cell, which is
a reasonable approximation of the local flow veloc-
ity. p is the number of cells that contain particles
and it is used to correct for the degrees of freedom
that are lost by subtracting the cell mean veloci-
ties. C is the set of all cells, c indicates one cell,
and i is the particle index.

The instantaneous temperature, based on the rel-
ative velocities, is expressed as in Equation 2.3.
When the relative velocities of the particles are
multiplied by a factor λ, the change in kinetic en-
ergy is

∆Ek =
∑
i

mi (λ (~vi,rel))
2−
∑
i

mi (~vi,rel)
2
, (2.4)

where the relative velocity is ~vi,rel = ~vi− ~uc, and
the temperature change is

∆(kBT ) =
1

3(N − p)
(∆Ek)

= (λ2 − 1)kBTmeas.

(2.5)

To make the temperature equal to the set tem-
perature kBT = 1.0, the scaling factor λ can be
calculated with

λ =

√
1.0

kBTmeas
. (2.6)

This thermostat needs many particles to produce
the right velocity distribution. Therefore it must be
applied with a global scaling factor. When it is ap-
plied with a cell based scaling factor, with number
density M = 5, the thermal velocity distribution of
the particles is significantly distorted (Figure 2.1).
The thermal velocity average and standard devia-
tion were 0 and 1 as expected for kBT = 1, but
the distribution is flattened; their form resembled
something between a uniform and normal distri-
bution. Only when this thermostat is applied to
clusters of cells, the distributions converge to the
expected distribution. For this reason, direct ve-
locity scaling is not suitable as a local thermostat.

A thermostat with a global scaling factor is suit-
able only if the momentum mixing is fast enough
to distribute the heat over the system. In MPCD
methods this is usually no problem. For example,
direct velocity scaling has been used by others for
flow simulations in SRD [5] [9].

2.3.2 Berendsen thermostat

The Berendsen thermostat is a weaker formulation
of the direct velocity scaling thermostat: it gives an
exponential decay towards the set temperature. In
this case the velocity scaling factor λ is calculated
with

λ2 = 1 +
τc
τB

{
1.0

kBTmeas
− 1

}
. (2.7)

It should be noted that if τB is chosen equal to τc,
the thermostat is equal to the direct velocity scaling
thermostat. In all cases, the Berendsen thermostat
suffers from the same problems as the direct ve-
locity scaling thermostat, though the severity may
vary with varying τB .

Like the direct velocity scaling thermostat, the
Berendsen thermostat needs many particles. When
it is applied with a local scaling factor, the velocity
distribution of the particles is distorted in the same
way as for the direct velocity scaling thermostat
and no measurable influence of increasing τB on
the velocity distribution was found.

7



Figure 2.1: Distributions of one velocity component
in one time step after equilibration. N = 1.2 · 105
particles, M = 5. The direct scaling thermostat
was applied per cell (top), per 23 cells (middle)
and per 33 cells (bottom). The red lines are the
Gaussian expected probability distributions.

2.3.3 Hecht thermostat

This thermostat was developed by Heyes [15] and
improved by Hecht et al. [16]. It will from this
point be called ‘Hecht thermostat’. It is claimed
not to change the viscosity [17]. This thermostat
was designed for thermostatting small groups of
particles and therefore it can be applied with local
scaling factors. Briefly, the velocity scaling factor
is calculated by the following procedure.

1. Randomly select a real number Ψ ∈ [1, 1 + c].
The parameter c determines the strength of
the thermostat and c ∈ [0.05, 0.3] is stated to
be a suitable range.

2. With probability 1/2, accept this number as a

scaling factor S = Ψ; otherwise, S = 1/Ψ.

3. Create another random number ξ ∈ [0, 1].
Rescale the velocities if ξ < min(1, A), where

A = Sd(N−1) exp
(−B {

S2 − 1
})

(2.8)

where B depends on the measured tempera-
ture and the set temperature as

B =
m

2kBTset

N∑
i=1

(�vi − �uc)
2

(2.9)

4. If accepted, scale relative velocities with S.

2.4 Results

2.4.1 Temperature control

To test the temperature control of the thermostats,
a shear flow was imposed by a body force ax(z) =
F cos( 2πLz

z). The details of this force field are ex-
plained in Chapter 3.1.1, they are not relevant at
this moment.

The Berendsen thermostat was applied with
τB = 20τc = 20 · 10−2 and the Hecht thermostat
with c = 0.3.
All thermostats were able to control the tem-

perature and produced particle velocities accord-
ing to the Maxwell-Boltzmann distribution. For
the Hecht thermostat, the standard deviation of the
temperature was measured for several cubic simula-
tion boxes with length 10 up to 32 (density M = 5)
and it was found to be proportional to 1/

√
N , as

expected (Figure 2.2).

2.4.2 Fluid properties

The modification of particle velocities by the ther-
mostat can interfere with the development of the
correct flow profile. In order to measure the influ-
ence of the thermostats on the flow profile, viscosity
measurements were done using a shear flow profile;
the details of measuring the viscosity using a shear
flow profile are explained in Section 3.1.1. The mea-
surements where done in a 2D system, because an
analytical expression for the viscosity in 3D MPCD
with biased collisions has not (yet) been derived.

The influence of the thermostat on the measured
viscosity was found to be different for the collisional
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Figure 2.2: Standard deviation of the temperature
over time versus 1/

√
N . The line is a slope fit.

and kinetic viscosity regime. Therefore measure-
ments were done both with long τc (kinetic regime)
and short τc (collisional regime).

Kinetic regime

Measurements were performed in a 2D system with
the configuration shown in Table 2.1.

Table 2.1: Kinetic regime measurement

Lx 60 A 0.02
Ly 80 τc 0.2
M 5 F 7.2 · 10−4

The simulation was run for 5 ·105 steps, of which
the first 2 · 105 allowed for the development of the
hydrodynamic profile. With this configuration, the
kinetic viscosity is much more important than the
collisional viscosity.
In Figure 2.3 the results for different τB are

shown. It should be noted that the Berendsen
thermostat with τB = τc = 0.2 is equal to the
direct scaling thermostat. The analytical viscos-
ity for these parameters is νan = νkin + νcoll =
1.49 + 0.21 = 1.70. The viscosity measured us-
ing the Hecht thermostat was ν = 1.70; this will
be used as the reference viscosity. The viscosities
measured using the Berendsen thermostat are sig-
nificantly higher than the reference.
It appears that the Berendsen thermostat in-

creases the viscosity strongly. This is consistent
with the findings of Bolintineanu et al. [18] who

Figure 2.3: Viscosity for different τB in the kinetic
regime. Note that τB = 0.2 is equal to direct ve-
locity scaling. The solid line represents the refer-
ence viscosity, with the Hecht thermostat and the
dashed lines indicate its blocked standard error.

measured the maximum velocity deviation for the
simple rescaling and Hecht thermostats (among
others) for long mean free path. They found that
the simple rescaling thermostat, when applied in
three dimensions, reduced the maximum velocity,
which corresponds to an increased observed viscos-
ity, while the Hecht thermostat was more robust
for producing the expected velocity profile.

Collisional regime

Measurements were performed in a 2D system with
the same configuration as for the kinetic regime
(Table 2.1), except that τc = 0.02 and the simu-
lation was run for 2 · 106 steps, with 7.5 · 105 steps
allowing for development of the hydronamic profile.
With this configuration, the collisional viscosity is
much more important than the kinetic viscosity.

In Figure 2.4 the results for different τB are
shown. It should again be noted that the Berend-
sen thermostat with τB = τc = 0.02 is equal to
the direct scaling thermostat. The analytical vis-
cosity for these parameters is νan = νkin + νcoll =
0.15 + 2.10 = 2.25. The reference viscosity mea-
sured using the Hecht thermostat was ν = 2.55.
Here it is assumed that the measured reference vis-
cosity is correct and that the analytical viscosity
is not. This anomaly will be discussed in Section
3.2.4.

It is clear that in the collisional regime the choice
of thermostat has much less influence on the ob-
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Figure 2.4: Viscosity for different τB in the colli-
sional regime. The solid line represents the refer-
ence viscosity, with the Hecht thermostat and the
dashed lines indicate its blocked standard error.

served viscosity, as compared to the kinetic regime.
This can be explained by noting that the thermo-
stat modifies the velocities of the particles. In the
kinetic regime, momentum is transferred mainly by
the displacement of the fluid particles, which de-
pends directly on the velocities. Modifying the ve-
locities does not only change the velocities them-
selves, but also the rate of momentum transfer,
which is closely related to the viscosity. In the col-
lisional regime however, the momentum transfer is
mainly by the collisions. In this regime, the rate of
momentum transfer is not directly related with the
velocities.

Though the viscosity is not changed much by the
Berendsen thermostat in this regime, which is the
regime of interest for fluid flow simulations, this
thermostat will not be used. The Hecht thermostat
can be applied on the cell level, which is expected to
perform better in simulations with high local shear
rates.

2.5 Conclusions

Two methods to impose flow were discussed, the
body force and the velocity modification method.
The velocity modification method may produce
pressure gradients in the system and is known to
create distortions in the velocity field. A body force
does not cause these problems and is the preferred
way to impose flow. Therefore the body force will
be used in all simulations.

Three thermostats were discussed, the direct
scaling, Berendsen and Hecht thermostats. All
thermostats are able to control the temperature. In
the kinetic regime with long mean free paths, the
Hecht thermostat is the most robust one for pro-
ducing the correct viscosity. In both the kinetic and
the collisional regime, the advantage of the Hecht
thermostat is that it can be applied with a local
scaling factor without distorting the velocity dis-
tribution of the particles and without reducing the
thermal fluctuations of the temperature. Though
a direct velocity scaling thermostat is less complex
and hence faster, the advantages of the Hecht ther-
mostat make it the preferred thermostat. Therefore
the Hecht thermostat will be used in all simula-
tions.
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Chapter 3

Viscosity

3.1 Introduction

For 2D Multi-Particle Collision Dynamics with bi-
ased collisions, an analytical expression for the vis-
cosity was derived by Ihle [12]. The momentum re-
distribution is caused by two mechanisms: stream-
ing and collision. The kinetic viscosity νkin domi-
nates at large mean free path, while the collisional
viscosity νcoll dominates at small mean free path.
The expression for the kinetic viscosity in 2D is

νkin = τckBT

(
1

A

√
π

kBT
M−3/2 − 1

2

)
(3.1)

and the expression for the collisional viscosity
(for infinitesimally small shear rate), is

νcoll =
a2

3τc
A

√
kBT

π
M3/2. (3.2)

3.1.1 Shear flow

In the field of Molecular Dynamics, a cosine force
field has been used to measure the shear viscosity of
liquids [19]. It was expected that this method will
work for MPCD as well. The force field is described
by

ax(z) = F cos(
2π

Lz
z). (3.3)

Under this force, a cosine velocity profile will
develop, according to the solution of the Navier-
Stokes equation.

ax(z) +
η

ρ

∂2ux(z)

∂z2
= 0 (3.4)

The equilibrium amplitude of the velocity profile
is related to the viscosity.

V = F
ρ

ηk2
(3.5)

And the instantaneous velocity amplitude can be
calculated by a Fourier cosine transform.

V (t) = 2

∑N
i=1mivi,x(t)cos(kri,z(t))∑N

i=1mi

(3.6)

3.1.2 Random walk of center of mass

Since there is a finite number of particles, the sum
of the forces on all particles will deviate slightly
from 0. This results in a non-zero center of mass
velocity. It is possible to fix the center of mass by
subtracting

∑
F/N from all forces, but this merely

shifts the problem from the velocity to the force, be-
cause then the force will perform the random walk.
Besides, in microscopic systems these random mo-
tions are realistic and expected and therefore we al-
low them while measuring the viscosity. The cosine
transform is immune for constant velocity offsets,
because it only considers the wavenumber k = 2π

L
and not k = 0.

3.1.3 Velocity limits

There is currently no measurement or reliable
derivation of the speed of sound in a 3D MPCD-BC
fluid. A crude approximation for the 3D MPCD-
BC speed of sound is the isothermal speed of sound

c2s =

(
∂P

∂ρ

)
kT

=

(
1

2
√

2
+

1

4

)
AM

kBT

a0τc
. (3.7)
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This approximation is relatively inaccurate, as
the density wave transfer timescale is not much
longer than the heat transfer time scale. There-
fore the adiabatic speed of sound is expected to
be somewhat higher than the isothermal. But it
serves as an indication until a better expression or
measurement is available. To get some feeling, for
M = 5 and A = 0.02, cs > 1 for τc < 0.05. For
M = 5 and A = 0.01, cs > 1 for τc < 0.03.
In SRD simulations Ma ≤ 0.1 does not cause

appreciable compressibility effects and even higher
Mach numbers might be acceptable [5]. As MPCD-
BC is in similar to SRD as regards compressibility
effects, it is expected that Ma < 0.1 is safe.

3.2 2D validation

The aim of this section is to validate the viscosity
measurement method that is described above for
MPCD-BC. The results of the shear flow method
will be compared with the analytical expression.
Besides, simulation configuration constraints for
accurate viscosity measurements will be investi-
gated.

3.2.1 2D code

A 2D version of the code was produced. All refer-
ences to the z dimension were removed, the num-
ber of degrees of freedom must be reduced to 2 per
particle and only the horizontal, vertical and xy
diagonal collisions must be included. The cosine
force was made a function of y, namely ax(y) =
F cos( 2πLy

y).

3.2.2 Velocity profile

The first important test is whether the cosine force
field produces the correct velocity profile. An ex-
periment was done with a very small box width,
Ly = 10, as a high shear rate is most likely to re-
veal any problems, such as nonlinear contributions
to the viscosity. The force was chosen such that
the velocity amplitude was about 0.08. The ve-
locity profile was measured with 10 bins per cell
length.
A cosine with the right wavenumber could be fit-

ted very well to the data, with only random residu-
als. A typical example of such a cosine velocity pro-

file is shown in Figure 3.1. Besides, a discrete cosine
transform of the measured profile showed a peak at
the wavenumber corresponding to one box width,
and only noise after that peak. For small systems,
there often was a significant peak at wavenumber
0, which is caused by the random walk of the cen-
ter of mass velocity, as expected. It is concluded
from these measurements that the produced veloc-
ity field is correct. It is not distorted by nonlinear
effects and therefore Equation 3.6 can be used to
measure its amplitude.

Figure 3.1: Typical cosine velocity profile (L = 64).
The dots are the measurements and the line is the
result of a fit.

The average velocity amplitude V is determined
by averaging the measured amplitude. The averag-
ing is started at the moment when the amplitude
has been level for at least 5 times the length of the
transient effects at the beginning. For low veloc-
ities and for low particle numbers (such as in 2D
measurements) the thermal noise can have a large
amplitude; for Ly = 10 for example the noise ampli-
tude was more than 60 % of the velocity amplitude.
For that reason many simulation steps are needed
in 2D experiments.

3.2.3 Apparent viscosity

The next check is whether the method measures the
right viscosity. Preliminary viscosity measurements
were performed to compare the measured viscosity
to the analytical solution. The viscosity was mea-
sured using the configuration shown in Table 3.1

The force amplitude F was chosen such that the
velocity amplitude V was smaller than 0.1 in all
experiments. The Hecht thermostat was used with
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Table 3.1: Apparent viscosity measurement

Lx 40 A 0.02
Ly 40 τc varies
M 5 F varies

c = 0.3.

Figure 3.2: Viscosity ν (2D), analytical (line) and
measured (dots) versus collision time step τc, for
Lx = 40, Ly = 40, M = 5, A = 0.02.

The results of these measurements are shown
in Figure 3.2. For τc ≤ 0.1 there is a similar-
ity between the measured viscosity and the ana-
lytical expression, though all measured viscosities
are higher than the analytical expression predicts.
For longer τc however, there is a significant devi-
ation and eventually the measured viscosity stops
increasing, while a linear growth is predicted. The
momentum transport mechanism at longer τc can
be reduced to the kinetic contribution, as the colli-
sional part drops quickly. For example, at τc = 0.5
the contribution of the collisional term has already
dropped to a few percent of the total viscosity.

Kinetic regime

As a test case, τc = 0.75 was chosen to try to ex-
plain the difference between the measurements and
the analytical expression. As a first explanation the
integration error was proposed. When integrating
the cosine force with such a long time step τc, the
Euler integration scheme is very inaccurate. This
explanation was rejected though, because a mea-

Figure 3.3: Measured viscosity (2D) in kinetic
regime versus wavenumber (2π/Ly), for τc = 0.75,
Lx = 40, M = 5, A = 0.02.

surement using a 20-step integration did not give a
different viscosity.

As a second explanation, the low speed of sound
at such long mean free paths was proposed. Equa-
tion 3.7 estimates the speed of sound for τc = 0.75
at only cs = 0.28. But the measured velocity am-
plitude was only V = 0.029, which gives Ma ≈ 0.1,
which is a safe Mach number.

A third explanation was that finite size effects
play a role. Petersen et al. [20] report that in
SRD the shear viscosity is lower in a too small box
and that the viscosity converges to the analytical
viscosity with increasing box size. Besides, they
report that when the kinetic contribution to the
viscosity dominates, relatively large box sizes are
necessary to come close to the analytical viscos-
ity. This explanation is supported by the measure-
ments. As simulations were done with longer box
width Ly, which corresponds to a smaller wavenum-
ber k = 2π

Ly
, a higher viscosity was measured.

The viscosity converged towards a constant value
ν = 5.2, as can be seen in Figure 3.3, though the fi-
nal value was lower than the analytical νan = 5.63.

The kinetic regime that is discussed in this sec-
tion is not of much interest for hydrodynamics sim-
ulations, because the mean free path is long, re-
sulting in a high Knudsen number. Therefore the
viscosity in this regime was not investigated more
extensively.
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Collisional regime

The collisional regime is much more interesting for
the simulation of continuous fluids, because the
Knudsen number is low, as it should be in continu-
ous fluids. In this regime, the measured viscosities
are different from the analytical values as well. Pre-
liminary measurements showed a lower sensitivity
for Ly, but like in the kinetic regime, the viscosity
increases slightly with decreasing wavenumber.

More extensive measurements were performed
with A = 0.01. The previously used A = 0.02 is
on the high side, because for that collision accep-
tance, the second term of the non-ideal pressure,
which is non-linear in temperature, is about 20 %
of the term linear in temperature. A = 0.01 gives
only about 5 % non-linearity. For a more detailed
treatment of this concern and for detailed deriva-
tions, the reader is referred to the work of Ihle [21].

As time step, τc = 0.005 was used, which is am-
ply in the collisional viscosity regime. The results
are shown in Figure 3.4. The error bars are cal-
culated using the block-averaging analysis (see Ap-
pendix A). Like in the kinetic regime, the viscos-
ity is dependent on the box width, but already at
k < 0.1 (Ly > 60) something like a plateau is ob-
served. This means that the deviation from the
analytical viscosity (νan = 4.28) increases when
the reliability of the measured value is arguably
increased.

At low wavenumbers, the number of simulation
steps was not scaled proportional to L2, which
would be needed to allow equal diffusion of mo-
mentum in all simulations. This is reflected in the
size of the error bars.

A few measurements were performed with vary-
ing box length Lx between 20 and 60, but no signif-
icant dependence of the viscosity on Lx was mea-
sured. Therefore, Lx ≥ 20 should be safe, but for
better averaging a greater value might be prefer-
able.

3.2.4 Measurements (2D)

Keeping in mind the constraints found in the ex-
ploratory simulations, the viscosity in a 2D system
was measured. The Heyes thermostat was used,
with c = 0.3. The force amplitude F was cho-
sen such that the velocity amplitude V was always
smaller than 0.1. The simulation configuration was

Figure 3.4: Measured viscosity (2D) in collisional
regime versus wavenumber, for τc = 0.005, Lx =
60, M = 5, A = 0.01.

as shown in Table 3.2.

Table 3.2: Viscosity (2D) measurement

Lx 60 A 0.01 and 0.02
Ly 480 τc varies
M 5 F varies

The results are plotted in Figure 3.5. It is clear
that the measurements follow the analytical expres-
sion well, though the viscosity at low τc is higher
than the analytical expression and at high τc lower.
It should be noted that for τc greater than 0.75 it is
unknown if (but very likely that) the box width is
sufficient. But, as illustrated before, the measured
viscosity converges to a lower value than the an-
alytical value when increasing the box width and
hence the box width cannot be the cause of the
deviation.

The measurements were repeated for A = 0.01
with a smaller time step range, since the collisional
viscosity regime is the most interesting regime for
flow experiments. Therefore the box width could
be reduced to Ly = 120. The results are shown in
Figure 3.6. Again, the measured viscosity in the
collisional regime is higher than the analytical vis-
cosity. For example, at the smallest time step, the
measured viscosity is about 20 % higher. Since the
Green-Kubo viscosity measurements presented in
Luuk’s manuscript show a similar deviation from
the analytical expression, the explanation must be
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Figure 3.5: Viscosity ν (2D), analytical (line) and
measured (dots) as a function of collision time step
τc, for Lx = 60, Ly = 480, A = 0.02.

Figure 3.6: Viscosity ν (2D), analytical (line) and
measured (dots) as a function of collision time step
τc, for Lx = 40, Ly = 120, A = 0.01.

sought in the fact that in the derivation of the vis-
cosity in the work of Ihle [12], the kinetic and col-
lisional contributions are considered strictly sepa-
rate, while cross terms between the two contribu-
tions are neglected.

3.2.5 Conclusion of 2D viscosity

The results show that the fluid does not show shear
thinning or any other effects non-linear in the shear
rate.

The shear flow method is suitable to measure the
viscosity, provided that the box size perpendicular
to the flow direction is large enough to avoid that
finite size effects become important. The viscosity

in 2D was measured as a function of τc for A =
0.02 and A = 0.01. The measured viscosities differ
significantly from the analytical expression by Ihle.

In 2D, for low τc, a box width of 60 and a box
length of 20 are sufficient for a reasonably accurate
viscosity.

3.3 3D measurements

In the 3D simulations, the cosine force is in the x
direction and is a function of z (Equation 3.3).

3.3.1 Box width

The dependence of the viscosity on the wavenumber
was measured in 3D using the configuration shown
in Table 3.3.

Table 3.3: Viscosity (3D) wavenumber dependence

Lx 60 A 0.01
Ly 20 τc 0.005
Lz varies F varies
M 5.0

The simulations were run for 1.2 · 106 steps. The
velocity amplitude V was kept below 0.1. The re-
sults are shown in Figure 3.7. An increasing trend
is observed for decreasing k, but left of k = 0.15
the points are close to each other, which suggests
that at these box sizes the finite size effects become
negligible compared to other sources of error. To
be on the safe side, Lz = 80 was selected for 3D
viscosity measurements.

3.3.2 Results

The viscosity in 3D was measured using the config-
uration shown in Table 3.4.

The force was chosen such that the velocity am-
plitude was below V = 0.1. The number of steps
was selected to obtain a small standard error. The
results are shown in Figure 3.8. All points are based
on a single time series and, referring to the discus-
sion about Figure 3.7, this means that the accuracy
of these measurements might be somewhat more
limited than the blocked standard error indicates.
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Figure 3.7: Viscosity (3D) versus wavenumber
(2π/Lz), for τc = 0.005, Lx = 60, Ly = 20,
A = 0.01.

Table 3.4: Viscosity (3D)

Lx 60 A 0.01 or 0.02
Ly 40 τc varies
Lz 80 F varies
M 5.0

However, on the vertical scale of Figure 3.8 this
error is still relatively small.

3.3.3 Conclusion and discussion

The viscosity was measured for A = 0.01 and A =
0.02. The accuracy of the obtained values is limited
by the box dimensions and simulation time, but
sufficient to be used in in flow simulations.

Viscosity and maximum Reynolds

When the maximum velocity (Section 3.1.3) is com-
bined with the measured viscosities, the maximum
Reynolds number can be calculated using

Remax =
(0.1cs)L

ν
. (3.8)

Remax is in the first place limited by the speed of
sound. But for small τc, the viscosity becomes lim-
iting. This becomes obvious when Remax is plot-
ted for a range of τc (Figure 3.9). L was set to
160, which corresponds to, for example, flow be-
tween plates with distance 80 (acceptable) or past

Figure 3.8: Viscosity ν (3D) as a function of col-
lision time step τc, for different A. The blocked
standard errors are smaller than or in the order of
magnitude of the dot sizes. Lx = 60, Ly = 40,
Lz = 80, M = 5.

a sphere of diameter 160 (a prohibitively large box
size of L = O(103) required).
While the speed of sound increases when τc is de-

creased, the viscosity increases even steeper, which
leads to an optimum. The optimum τc allowing the
widest Reynolds number range can be read from
the graph, it is about τc = 0.02. This value will be
used in most of the following experiments.

As noted in the introduction, the speed of sound
can be increased by modifying the Equation of
State of the fluid. The manuscript of Luuk de-
scribes a method that is expected to do this. The
idea behind this method is to make the non-ideal
contribution to the pressure proportional to M3 in-
stead of M2. This decreases the compressibility
and increases the speed of sound. However, only if
the viscosity increases less steeply than the speed
of sound, the maximum Reynolds number will be
increased.
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Figure 3.9: Maximum Reynolds number vs τc for
Mamax = 0.1, A = 0.01, M = 5, L = 160. The
isothermal speed of sound approximation is used.
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Chapter 4

Flow between parallel plates

The measurement of flow between parallel plates
will demonstrate whether the MPCD-BC algorithm
produces the correct flow field that is predicted by
the Navier-Stokes equations and whether no-slip
boundary conditions can be implemented succes-
fully.

4.1 Analytical profile

The Navier-Stokes equations can be solved analyt-
ically in the case of flow between parallel plates.
The equations simplify to

0 = −dP
dz

+ µ
∂2vz
∂y2

. (4.1)

With no-slip walls and constant pressure gradi-
ent, the solution is

vz(y) =

(
∆P

∆z

)
1

2µ
y (y − Ly) (4.2)

and as the pressure gradient in the simulation
box can be related to the force F and number den-
sity M by

∆P

∆z
= −FM, (4.3)

the solution becomes

vz(y) =
−F
2νm

y (y − Ly) . (4.4)

For flow between infinite parallel plates, the hy-
draulic diameter is twice the distance between the
plates. Therefore the Reynolds number is

Re =
2Lyvmean

ν
. (4.5)

4.2 Boundary conditions

If possible, periodic boundary conditions are used
for MPCD simulations, because they are simpler
and computationally cheaper than inflow/outflow
boundaries and (no-)slip boundaries. However, for
the case of flow between parallel plates, no-slip
walls are required.

4.2.1 Periodic boundary conditions

With periodic boundary conditions, the walls do
not influence the fluid. For example, whenever a
particle crosses a wall, its position is folded back
into the box by subtracting or adding the box
length in that direction to its position. Or, more
general, for the x direction: x→ x mod Lx.

4.2.2 No-slip boundary conditions

No-slip boundary conditions impose that the ve-
locity component parallel to the wall is 0 at the
wall. In particle based simulations, bounce-back
rules are suited to impose no-slip [4] [18]. Bounc-
ing back means inverting the velocity at impact,
which results in a net zero velocity at the wall.

No-slip wall

Because the simulation time step is not infinites-
imally short, a particle might penetrate into the
wall. Suppose a particle streams from initial posi-
tion ~r0 to ~r1, which is ‘inside’ the wall. Assuming
that the collision was with a wall normal to the
unit vector in the y-direction, the collision can be
detected by a comparison of the y-coordinate of the
particle with the wall position. The fraction of the
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time step when the collision occurred can then be
calculated

f =
ywall − y0
y1 − y0

. (4.6)

Now the real position �r can be calculated by
streaming the particle from its old position for frac-
tion f of the time step, until it collides with the
wall, negating the velocity, and finishing the time
step by streaming the particle for fraction (1−f) of
the time step. Because the particle streams with a
linear path and it can be reasonably assumed that a
particle will not reach the opposite wall in one time
step, this can be expressed without using velocities
as

�r = �r0 + (1− 2f)(�r0 − �r1). (4.7)

The negation of the velocity vector is simply

�v → −�v. (4.8)

4.2.3 Virtual particles

From literature, it is known that bounce-back rules
are not sufficient to impose no-slip in MPCD when
grid shifting is applied. The grid shifting creates
cells that intersect with the wall and hence their
fluid particle number density is lower, which leads
to a locally lower viscosity. Lamura et al. [10]
proposed to add virtual (or ‘ghost’) particles with
zero average velocity to the partially filled cells un-
til the average density M was reached (the cell den-
sity method). Bolintineanu et al. [18] proposed not
to add up to M , but up to a Poisson distributed
number with mean M (the Poisson method). A
method involving positioning particles randomly in
the wall was proposed as well, but this method does
not perform better [18].

Both methods were implemented and a velocity
profile measurement with 10 bins per unit a0 was
performed with the configuration shown in Table
4.1.

In Figure 4.1 the resulting velocity profiles are
plotted. Without virtual particles, the effect of the
decreasing fluid particle density and hence viscos-
ity at the wall is obvious. Adding virtual particles
clearly decreases the slip velocity. Because of the
thermal noise, it is not clear from this measurement

Table 4.1: Flow between plates

Lx 20 A 0.01
Ly 80 τc 0.01
Lz 40 F 0.0001
M 5.0

that some small slip still persists. The other mea-
surements show this. The cause is that the virtual
particles have an average velocity of 0 and are not
coupled to the flow field, so that the average ve-
locity at the wall is not reduced to 0. Apart from
the thermal noise, these results are in good agree-
ment with the findings of Bolintineanu et al. for
SRD [18]. The small slip can be removed if the vir-
tual particles are coupled to the flow field, which
requires a priori knowledge of the flow field.

Figure 4.1: Velocity profile of flow between plates
for different virtual particle methods. The analyti-
cal solution is based on ν = 1.845.

As there is no appreciable difference between the
cell density and Poisson method, the cell density
method will be used. It is computationally cheaper
than the Poisson method.

Since the positions and velocities of the individ-
ual virtual particles are not needed, a single heavy
particle can be used. The number of virtual parti-
cles is M−ni, in which ni is the number of particles
in cell i. Before the collision step, the mean veloc-
ity of all cells is calculated. Subsequently, a random
vector �q with components with mean 0 and variance
1 is generated and the mean velocities of the cells
that intersect with a wall and have ni < M are
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updated according to

�ui =
ni�ui + (M − ni)�q

M
. (4.9)

4.3 Method

The flow was imposed by a constant body force
(gravitational force) in the z-direction. No-slip
walls were implemented normal to the y-direction,
as explained above.
The velocity profile was measured by calculat-

ing the cumulative moving average of the z veloc-
ities. The moving average bins were based on the
y-coordinates of the particles.

4.4 Results

The configuration in Table 4.1 was used for measur-
ing the flow profile of flow between parallel plates,
except that the force was chosen differently and the
τc was varied.
The simulation was run for 5 · 106 steps. The ve-

locity field was measured with 4 bins per cell. The
no-slip boundary condition at the wall was imposed
by the bounce-back rule and ghost particles were
added according to the cell density method. The
results of the first two measurements are shown in
Figure 4.2 and 4.3. In these graphs, the small slip
at the wall is visible; it is in the order of 1 % of
the mean velocity. Apart of the slip, the curve de-
viates slightly from the analytical solution in both
cases, but this is within the standard error of the
viscosity.

4.5 Conclusion

The MPCD-BC method reproduces the correct ve-
locity profile for flow between parallel plates. The
difference between the measurement and the ex-
pected profile can be explained by the standard er-
ror of the viscosity measurement.
A small slip is observed at the wall. The imple-

mentation of virtual particles reduces the slip, but
it is not removed completely.

Figure 4.2: Flow between plates. Measurements
(small triangles) and analytical solution (line).
τc = 0.01, F = 1.5 · 10−4, ν = 1.845, vmean =
0.0436, Re = 3.8.

Figure 4.3: Flow between plates. Measurements
(small triangles) and analytical solution (line).
τc = 0.005, F = 2.5 · 10−4, ν = 3.317, vmean =
0.0406, Re = 2.0.
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Chapter 5

Flow past a sphere

5.1 Introduction

Flow past a sphere is an important problem. It is
encountered in systems involving fixed or moving
solid particles, from colloidal sedimentation to fixed
and fluidized bed reactors.

For very low Reynolds numbers (Re� 1), where
the viscous forces dominate the inertial forces (the
Stokes regime), the drag force on a sphere can be
derived analytically. The result is Stokes’ law, Fd =
6πµRv, which is linear in the velocity. Systems
involving hydrodynamic interactions usually need a
numerical approach. For example, Zick and Homsy
[22] numerically calculated the Stokes drag for flow
past an array of fixed spheres.

For higher Reynolds numbers, an analytical so-
lution usually is not available or even impossible.
Schiller and Naumann (1933) empirically deter-
mined a drag coefficient (Cd) correlation for a single
sphere in fluid flow for higher Reynolds numbers.
This correlation can be used with the quadratic
drag equation Fd = 1

2ρv
2CdA, where the force

scales with v2.

With more powerful computers and new tech-
niques becoming available and accessible, more
complex systems can be solved. For example, Deen
et al. [23] used the immersed boundary method
to solve several systems, one of which was the flow
through a cubic array of spheres, as illustrated by
Figure 5.1.

In this chapter, the implementation of a station-
ary solid sphere with no-slip boundaries in MPCD-
BC will be explained. After that, drag force mea-
surement results will be presented and compared
with literature results.

Figure 5.1: Flow field through simple cubic array
of spherical particles using Direct Numerical Simu-
lation, by Deen et al. [23].

5.2 Characterization

The main dimensionless number of interest is the
Reynolds number. For flow past a sphere, the
Reynolds number is defined as

Re =
2Rv∞
ν

, (5.1)

in which v∞ is the velocity away from the sphere,
where the field is not influenced, 2R is the diameter
of the sphere and ν is the kinematic viscosity.

For an array of spheres, the Reynolds number is
defined as

Re =
2RU

ν
=

2R(1− φ)u0
ν

(5.2)
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in which U is the superficial velocity, u0 is the ve-
locity averaged over the box and φ the solid volume
fraction.

5.3 Boundary conditions

Periodic boundary conditions are used for the simu-
lation box. Because the particle has hydrodynamic
interaction with its periodic images, the simulated
system actually is an infinite cubic array of spheres
(Figure 5.2). The particle surface is implemented
using bounce back boundary conditions.

Figure 5.2: A 2D projection of a cubic simulation
box for flow past a sphere with periodic boundaries,
including one layer of periodic images of the single
sphere in the center of the simulation box. In real-
ity, the periodic images continue infinitely.

5.3.1 Bounce back

P2

P1

Figure 5.3: The intersection between a fluid parti-
cle displacement vector and a solid sphere.

The principle of the bounce back boundary con-
dition is to negate the fluid velocity at the moment
of impact. As the streaming is done in one step, the

fraction of the time step when the collision occurred
must be determined in order to calculate where the
particle should be after the streaming step. The
problem is shown in Figure 5.3. The intersection
between the displacement vector �P2 − �P1 and the
sphere surface must be calculated.

A relatively straightforward method to distin-
guish fluid particles that have collided with a solid
particle is to integrate the equation of motion and
check whether their final position is inside the
sphere. The advantage of this method is that it
involves only a simple calculation. The important
disadvantage is that particles can pass through the
sphere undetected when the final position is again
outside the sphere. The consequence is that the
effective diameter of the sphere would be slightly
lower than the physical diameter, depending on the
velocity of the fluid particles and on the integration
time step.

A more accurate method is to use analytic ge-
ometry to calculate the intersection of the displace-
ment vector with the sphere. The positions of the
particle during the streaming step are described
with the line

�P = �P1 + f(�P2 − �P1), (5.3)

where �P1 is the position before integration and
�P2 is the position after integration (without bounce
back applied) and f indicates a position on the line
through the two points, with 0 ≤ f ≤ 1 indicat-
ing the line segment where the fluid particle has
been in this time step. The sphere is centered at
�P3 and has radius R, so that the positions of the
points of intersection can be calculated by substi-
tuting the equation for the line in the equation for
the sphere. This can be written in the form of a
quadratic equation

af2 + bf + c = 0, (5.4)

where

a =(x2 − x1)
2 + (y2 − y1)

2 + (z2 − z1)
2

b =2[(x2 − x1)(x1 − x3)

+ (y2 − y1)(y1 − y3)

+ (z2 − z1)(z1 − z3)]

c =x2
3 + y23 + z23 + x2

1 + y21 + z21

− 2[x3x1 + y3y1 + z3z1]−R2.

(5.5)
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The solutions for f are

f1 =
−b−

√
b2 − 4ac

2a

f2 =
−b+

√
b2 − 4ac

2a

(5.6)

The discriminant D = b2 − 4ac shows whether
the line intersects with the sphere. If and only if
D > 0, the line intersects with the sphere at two
points. Then it is possible that the particle has
collided.

To distinguish collisions from non-collisions, the
position of the line where the collision occurred
must be determined. Since the line was defined
based on ~P1, ~P2 and fraction f , the distinction is
easy. If 0 < f1 < 1, the particle really collided and
f1 is the fraction of the distance where the colli-
sion occurred. The fraction f1 means exactly the
same as the f for the no-slip wall boundary condi-
tion. Hence, the bounce back rule can be applied
using Equation 4.7 and the velocity is negated us-
ing Equation 4.8.

This analytical equation can be applied to all
particles, but if most integration steps will not re-
sult in a collision, it might be more efficient to apply
it only if ~r2 is within a bounding box of the sphere
that extends vmax ∗ τc from the sphere surface. A
difficulty is that the fluid particle velocity has no
fixed upper bound. This optimization is currently
not implemented.

5.3.2 Virtual particles

Virtual particles should be added to the particle to
ensure that the slip is as small as possible, for the
same reason as in the case of flow between parallel
plates.

Cell density approach

A possible approach is to add virtual particles to
the cells that overlap with the sphere. This is sim-
ilar to the method used in the case of flow between
plates. In order to optimize this calculation, the
cell-aligned bounding box of the sphere can be used.
Within this box, the algorithm in Listing 5.1 (from
Graphics Gems [24]) is applied, to check whether
a cell is (partially) inside the sphere. The algo-
rithm works for axis-aligned boxes. The principle

is to find the point of the cell that is closest to the
sphere, in all 3 dimensions. Then, it is checked
whether this point is inside the sphere. C is the po-
sition of the sphere, B are the two opposite corners
of the box and r is the radius of the sphere.

Listing 5.1: Box-sphere intersection

dmin = 0;

for (i = 0; i < 3; i++) {

if (C[i] < Bmin[i])

dmin += SQR(C[i] - Bmin[i]);

else if (C[i] > Bmax[i])

dmin += SQR(C[i] - Bmax[i]);

}

if (dmin <= r*r) add_virtual_particles ();

The cell density method as described in Chap-
ter 4 is applied on these cells. To optimize the
method, only the cells that are part of the cell-
aligned bounding box of the sphere are checked.

Sphere filling approach

Another approach is to add virtual particles to the
sphere with uniform density and add these to the
cell-linked list, based on their positions. Random
points in the volume a sphere can be generated
starting from uniform randomly distributed points
on the surface of a sphere centered in the origin
(0, 0, 0). These can be obtained by generating a
random point on the surface of a cylinder and pro-
jecting these on a sphere, as the lateral surface
area of a spherical segment is the same as that of
an equal height cylindrical segment of the circum-
scribed cylinder of the sphere.

θ = U [0, 2π]

z0 = U [−1, 1]

x0 =
√

1− z20 cos θ

y0 =
√

1− z20 sin θ

(5.7)

Next, a scaling factor q within [R − 2
√

3, R] is
generated with density proportional to r2. If the
sphere radius is greater than 2

√
3, virtual particles

are only necessary in a spherical shell of width 2
√

3,
which is the body diagonal of a supercell. If the
sphere radius is smaller, the lower boundary must
be 0.
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p = U [(R− 2
√
3)3, R3]

q = 3
√
p

(5.8)

The point (x0, y0, z0) is scaled with factor q so
that it is within [R−2√3, R] and the virtual particle
is translated with the position of the sphere.

x = x0 · q + �P .x

y = y0 · q + �P .y

z = z0 · q + �P .z

(5.9)

The particles must have a velocity according
to the Maxwell-Boltzmann distribution. This is
achieved by assigning normally distributed velocity
components with mean 0 and standard deviation 1.
This procedure is applied to all Nvirtualpp virtual
fluid particles per solid particle.

Discussion

An advantage of the first method is that it suffices
to calculate only three normally distributed num-
bers per cell, compared to the 3M random num-
bers per cell needed in the worst case of the sec-
ond method. A disadvantage of the first method is
however that it will add virtual particles to all cells
that overlap with the sphere, even if the overlap-
ping part is very small. This might lead to a larger
effective hydrodynamic diameter, as compared to a
method that adds particles to the sphere and then
adds these to the cell momentum sum. This was
confirmed by simulations: both methods were im-
plemented and the effective hydrodynamic diam-
eter measured while using the cell density method
was a few percent higher than that using the sphere
filling method. For smaller spheres the difference
was more.
For this reason, the sphere filling method will be

used for the measurements. The correct placement
of the virtual particles was checked by measuring
the radial distribution function (RDF) of the vir-
tual particles. The RDF was measured for a sphere
of R = 2 (Figure 5.4). The RDF g(r) is approx-
imately 1. Close to the center of the sphere, the
sample volume is very small, which leads to noise.
At the surface of the sphere, the line connects more
or less seamlessly. A very slight increase of (real)

Figure 5.4: Radial distribution function of the fluid
particles from the center of the sphere. The vir-
tual particles, generated using the sphere filling
approach, are included in the measurement. The
sphere radius was R = 2.

fluid particles at the surface of the sphere is ob-
served, which may be related with the non-ideal
collision rules.

5.4 Drag force

The force that is exerted by the fluid on the solid
particle consists of two parts, a kinetic and a colli-
sional contribution.

Kinetic

When the velocity of a single fluid particle is in-
verted in the streaming step, the associated force
on the solid particle can be calculated from the mo-
mentum change (note that the fluid particle mass
is 1) with

�Fkin = −Δ�pi
Δt

= −�v1 − �v0
τc

. (5.10)

As the velocity is simply negated at the instant of
collision, without momentum loss, the momentum
difference can be expressed in the final velocity �v1−
�v0 = 2�v1. The force of the colliding fluid particles
on the solid particle, can be calculated with

�Fkin =
∑
i∈C

−2�v1
τc

, (5.11)

in which C is the set of particles that collided
with the solid particle.
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Collisional

In the collision step, momentum exchange takes
place between the virtual particles and the fluid
particles around the solid sphere. This is the colli-
sional contribution to the force exerted by the fluid
on the particle.

Cell density method The associated force on
the solid sphere can be calculated by summing the
momentum around the sphere before and after the
collision step, without taking the virtual particles
into account.

~Fcol =
∑
i∈S
−∆~ui

τc
, (5.12)

in which S is the set of (real) particles that are
in supercells that (partially) overlap with the solid
particle. Summing over all supercells is also possi-
ble when there is only one sphere, but especially at
low solid particle fraction, limiting the sum to the
supercells in the bounding box is computationally
cheaper.

From this force measurement, another disadvan-
tage of the cell density method becomes clear.
When two spheres are close enough together to
share overlapping supercells, the contributions of
both spheres cannot be distinguished.

Sphere filling method The sphere filling
method allows measuring of the collisional force
contribution by summing the momentum of the vir-
tual particles inside the sphere after the collision
step and subtracting the momentum before the col-
lision step.

~Fcol =
∑
i∈S

∆~ui
τc

, (5.13)

where S is the set of virtual particles inside the
solid sphere.

5.5 Velocity profile

The velocity profile close to the surface of the
sphere provides useful information. The profiles
with and without virtual particles can be com-
pared, to visualize the decrease of slip at the sur-
face.

5.5.1 Method

B

RS

A

RC

P

m

k

z

x

Figure 5.5: Cylindrical test volume (2D projection)
in which the velocity of the fluid particles (P) tan-
gential to the sphere surface is measured.

The velocity profile tangential to the sphere was
measured using a cylindrical test volume (Fig-
ure 5.5) with radiusRC sufficiently smaller than the
sphere radius RS . The cylinder radius RC was set
to 0.1RS , which means that the surface has curved
away about 0.005RS length units at the intersec-
tion with the cylinder outline, which is a sufficiently
small error. ~A is the cylinder origin and ~B the end.
The length of the cylinder is LC . ~P is the position
of particle i. The distance from ~A of the projection
of ~P on ~AB can be calculated with

k =
~AP · ~AB
LC

. (5.14)

If k is between 0 and LC , the particle can be
inside the cylinder. Then the shortest distance
squared between the particle and the cylinder axis
can be calculated with

m2 = ( ~AP − k · ~AB
LC

) · ( ~AP − k · ~AB
LC

). (5.15)

If m is less than RC , the particle is inside the
cylinder and the measurement bin can be calculated
with

b = bαkc, (5.16)

in which α is the resolution in a−10 . Finally
the parallel component of the velocity vector ~vi is
added to cumulative moving average bin b

5.5.2 Results

Simulation of flow past a sphere were done with
the configuration shown in Table 5.1. One was
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Figure 5.6: Streamline plot of the velocity vec-
tors of the simulation with virtual particles en-
abled. The streamlines are based on the velocity
vectors in the plane y = 40, which were projected
on that plane. This plane intersects the center of
the sphere.

configured without virtual particles and the other
with virtual particles. Both simulations consisted
of 16 · 106 steps, of which 1 · 106 steps for the de-
velopment of the flow profile.

Table 5.1: Flow past array of spheres

Lx 80 A 0.01
Ly 80 τc 0.02
Lz 80 F 0.0002
M 5.0 Rsphere 20

A streamline plot of the simulation with virtual
particles enabled is shown in Figure 5.6. Close to
the surface of the sphere, the fluid particle veloci-
ties are very low and therefore the thermal contri-
butions to the velocities are significant. This means
that it is very computationally expensive to resolve
the velocity field close to the surface accurately.
This is reflected in the streamline plot, where the
streamlines close to the sphere are not smooth.

The velocity profile parallel to the sphere surface
was measured in a cylinder parallel to the x-axis
and in a cylinder across the body diagonal. The

measured velocity profiles are shown in Figure 5.7.
The number of observed fluid particles is shown in
Figure 5.8.

Adding virtual particles decreases the flow ve-
locity, as can be concluded from Figure 5.7. Be-
sides, the density distribution is flattened (Fig-
ure 5.8. In the case without virtual particles, the
density distribution shows effects associated with
a hard-sphere gas. This is an undesired effect,
as the fluid that is modeled is supposed to be
of homogeneous density and viscosity. The hard-
sphere behaviour can be explained by the collision
rules that make the fluid behave somewhat like a
hard-sphere fluid. Enabling virtual particles allows
the sphere to ‘push’ the surrounding fluid particles
back, which makes the density distribution flat.

It was expected that in the velocity profile of
the case without virtual particles, there would be
a visible ‘kink’ because of the effect of a decreasing
effective density close to the surface, similar to Sec-
tion 4.2.3. However, this kink is not observed. Two
contributions can explain this observation. On the
one hand, the results are somewhat noisy, which
limits the amount of visible detail. On the other
hand, the hard-sphere like density peak close to the
surface could cancel the decreasing density effect to
some extent.

An interesting observation is that the magnitude
of the average velocity increases slightly when vir-
tual particles are enabled. This can also be ex-
plained by the hard-sphere density peak close to
the surface. The high-density shell has a high vis-
cosity and by this mechanism, the effective hydro-
dynamic radius of the sphere is increased. How-
ever, using this effect to simulate larger particles
at a lower computational cost must be discouraged
when flow according to the Navier-Stokes equations
is the desired behaviour, because the effect is as-
sociated with nonuniform densities and viscosities.
This might have an adverse effect on the velocity
profile.

It must be noted that the implemented version
of the bounce back boundary conditions fails ev-
ery now and then because of the inaccuracy of the
floating point operations. Sometimes, a fluid parti-
cle travels through the sphere. For example, of the
total 4 · 108 measured fluid particles in the experi-
ment with virtual particles, 7 · 102 were inside the
sphere. As can be seen in Figure 5.8, the relative
amount is negligible and the contribution to the
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measured quantities may be expected to be neg-
ligible as well. Therefore no attemt was made to
increase the reliability, which also would probably
increase the computational complexity.

Figure 5.7: Velocity component parallel to the
sphere surface, measured in a cylinder of radius
0.1Rsphere, parallel to the x-axis, through the cen-
ter of the sphere, with resolution 10 a−1

0 . Black
circles: virtual particles disabled, red squares: vir-
tual particles enabled. The cylinder axis intersects
with the walls of the sphere at x = 20 and x = 60.

5.6 Hydrodynamic radius

5.6.1 Theory

Padding and Louis [5] measured the effective hy-
drodynamic radius a in SRD for colloidal particles.
They used a repulsive potential between the col-
loidal particles and the fluid particles. The drag
force consists of two contributions. The first contri-
bution is the hydrodynamic (Stokes) contribution
that is a result of the developed flow profile and its
interaction with the sphere. The second contribu-
tion is an instantaneous contribution which comes
from local Brownian collisions, or, in other words,
the force that is exerted on the solid particle when it
is instantaneously dragged through the fluid with-
out a developed flow profile.
The effective hydrodynamic radius is obtained by

applying the Stokes drag equation

�Fd = −ξ�v∞ ≡ −6πηaeff�v∞ (5.17)

where ξ is the effective friction coefficient, aeff

Figure 5.8: The average number of fluid particles
sampled per cylindrical segment. This plot accom-
panies Figure 5.7. Black circles: virtual particles
disabled, red squares: virtual particles enabled.
The cylinder axis intersects with the walls of the
sphere at x = 20 and x = 60. The points around 4
are in the cylindrical segments that are intersected
by the sphere.

is the hydrodynamic radius and �v∞ the velocity of
the fluid far away from the sphere.

When using SRD, the force from the Brownian
collisions (ξI) can be estimated using Enskog dense-
gas kinetic theory [25] (the equation was multiplied
with the colloidal mass to obtain the friction coeffi-
cient and then the limit ‘colloidal mass to infinity’
was taken to describe a fixed particle)

ξI = ξE =
8

3
(2πkBTm)

1/2
MR2 1 + 2χ

1 + χ
, (5.18)

where M is the number density of the fluid par-
ticles, R is the radius of the solid particle (the ra-
dius used when applying the no-slip boundary con-
dition) and χ is the gyration ratio, which is 2/5.

The Stokes contribution, which should be the
same for SRD and MPCD-BC, is

ξS = 6πηRf−1(R/L) (5.19)

where f is a correction factor to take the peri-
odic images of the sphere into account [22]. Using
only the lowest order in R/L, this correction factor
scales as [5]

f(R/L) = 1− 2.837
R

L
. (5.20)
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Note the minus sign before 2.837, which was, by
mistake, a plus sign in the cited reference. The two
contributions must be added in parallel to obtain
the total friction [5]

1

ξ
=

1

ξS
+

1

ξI
. (5.21)

In systems that are not coarse grained, the num-
ber of fluid particles colliding with a solid parti-
cle of micrometer size is very high. This means
that ξI is very high and therefore its contribution
unimportant. However, when there are relatively
few particles that represent the fluid, such as in
MPCD methods, the ξI is low. Then its contribu-
tion becomes significant. This illustrates that it is
likely important to consider the instantaneous fric-
tion when modeling solid spheres with MPCD-BC.

5.6.2 Measurement methods

Three methods to measure the instantaneous or the
effective friction coefficient will be discussed.

Force autocorrelation function

The instantaneous friction can be obtained from
the drag force autocorrelation function (ACF) [26].
The integral of the force ACF gives the effective
friction coefficient

ξ =
1

3kBT

∫ ∞
0

dτ 〈F (0)F (τ)〉 . (5.22)

The cumulative integral for τ = 0 only (the upper
limit of the integral is set to τc) gives the ‘instanta-
neous’ friction coefficient ξI (which for the case of
SRD can be described by the Enskog friction coef-
ficient).

Bocquet et al. [26] argue that first the thermo-
dynamic limit (N → ∞, V → ∞, n = N/V ) must
be taken before taking the limit t→∞. Otherwise
the integral of the autocorrelation function decays
to 0. This was confirmed by simulations: when a
163 system was used, the autocorrelation function
decayed immediately to 0. When a larger system
was simulated, the integral did not decay to 0, but
the value of the plateau was not consistent with
the ξeff from the other measurements. Therefore
the force autocorrelation function can only be used
to measure the instantaneous and not the effective
friction coefficient.

Fluid momentum autocorrelation function

Bocquet et al. [26] propose another method based

on the relaxation of the total fluid momentum ~P (t).
They credit the method to Español and Zúñiga. A
logarithmic plot of the normalized total momen-
tum autocorrelation function is expected to de-
cay logarithmically, for a sufficiently large particle;
therefore a logarithmic plot of this normalized ACF
should give a straight line from which the effective
friction coefficient ξ can be extracted.

− ln


〈
~P (t) · ~P (0)

〉
N

3NmkBT

 =
ξ

Nm
t ≡ − ln ~F (t)

(5.23)

Flow simulations

Finally, a pragmatic way to measure the hydrody-
namic diameter is to simulate flow past a sphere,
measuring the force on the sphere and the superfi-
cial velocity. The force is measured using Equation
5.10 and 5.13. The superficial velocity is obtained
by measuring the box-averaged velocity in the flow
direction ū and calculating the superficial velocity
u0 = (1−φ)ū, where φ is the solid volume fraction.

From these measurements, the effective friction
coefficient can be calculated with

ξeff =
F

u0
. (5.24)

5.6.3 Results

Force autocorrelation function

The force ACF was measured with the configura-
tions shown in Table 5.2. The ACF results for
R = 2 are shown in Figure 5.9 and the cumula-
tive integrals in Figure 5.10.

Table 5.2: Force ACF configurations (k = 1, 2, 4)

Lx 16k A 0.01
Ly 16k τc 0.02
Lz 16k F 0.0
M 5.0 Rsphere k
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Figure5.10: RunningintegralsoftheforceACFs
plottedinFigure5.9.Thethreecomponentswere
consideredseparatelytoillustrateconsistency.

FromFigure5.10,theinstantaneousfrictionco-
efficientξIcanbeestimated;itis9.0·10

2. This
isveryfarfromthefrictioncoefficientpredictedby
Equation5.18,whichpredicts1.7·102.TheEnskog
theoryisonlyvalidforfluidparticleswithoutspa-
tialcorrelations,butthiscannotexplainthedevi-
ationfromtheory,astheradialdistributionfunc-
tiondoesnothaveapeakatthesurfaceofthe
solidsphere.However,withtheconfigurationthat
wasused(Table5.2),thefluidisnotclosetoan
idealgas,whichisalsorequiredifEnskogtheoryis
applied. TheratioPnon−ideal/Ptotisabout37%
(Equation1.3).

Thenon-idealityasaviableexplanationissup-
portedbythefactthattherunningintegralofthe
ACFofonlythecollisionalcontributiontothedrag
forcehasapeakatτ=0ofabout360.Thekinetic

contribution,whichwasexpectedtobethesingle
(oratleastthedominant)contribution,gaveabout
530.

Thisexplanationisfurthersupportedbyamea-
surementoftheforceACFwithamoreidealsys-
tem. TheconfigurationshowninTable5.2was
used,butA=0.005andτc=0.05,inordertohave
amoreidealsystem. TheratioPnon−ideal/Ptotis
about10%inthiscase. Theresultinginstanta-
neousfrictioncoefficientwas2.5·102,whichismuch
closertotheEnskogtheoryprediction.Theinstan-
taneousfrictioncoefficientforthekineticcontribu-
tionwasreducedto2.1·102andthecollisionalcon-
tributiondecreasedto32.Thisillustratesthatthe
collisionalcontributionindeedalmostvanishesfor
amoreidealsystem.

Notheoryisknownthatdescribesthisparticu-
lardependenceoftheinstantaneousfrictiononthe
non-idealityofthefluid.Ontheonehand,thehigh
instantaneousfrictionisadvantageous,becausethe
hydrodynamicradiusislessdecreasedbythein-
stantaneousfrictioneffectthanitisinSRD.This
allowsusingslightlysmallerparticles(andhence
smallersystems)inMPCD-BC.Ontheotherhand,
thedisadvantageisthatthisinstantaneousfriction
mustbemeasuredbeforehand,asthereisnotheo-
reticalexpressiontopredictit.

Fluid momentumautocorrelationfunction

Thetotalfluidmomentumautocorrelationfunction
wasmeasuredforsystemswithR=1,2,4,with
L/R=16. Plotsof−lnF(t)versusτ

-l
n[
F(
t)
]

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

τ

0 50 100 150 200

R=1
R=2
R=4

(Equation
5.23)areshowninFigure5.11.

Figure5.11:Plotofnormalizedtotalfluidmomen-
tumACFs.Forallcases,L=16R.
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From the slopes of the lines, the effective fric-
tion coefficients can be obtained by multiplying the
slope with mN . The results are shown in Table 5.4.

Flow simulations

The effective hydrodynamic radius was measured
with simulations of flow past a sphere. Different
Reynolds numbers and system sizes were used, with
for each system L/R = 16. The configurations are
summarized in Table 5.3. The expected effective
hydrodynamic radii were calculated with

aeff =
ξ

6πνMm
, (5.25)

using Equation 5.21 to calculate ξ, substituting
ξS from Equation 5.19 for the Stokes drag and the
measured ξI for the instantaneous drag.

Table 5.3: Hydrodynamic radius (k = 1, 2, 4)

Lx 16k A 0.01
Ly 16k τc 0.02
Lz 16k F varies
M 5.0 Rsphere k

Figure 5.12: The effective hydrodynamic radius
from flow experiments versus radius and Reynolds
number. The lines are the expected values based
on the measured ξI and the predicted ξS . The dots
are the measured values.

Figure 5.12 shows the results of these measure-
ments. The results are in reasonable agreement

with Equation 5.25. Compared to the hydrody-
namic radii for SRD reported by Padding et al. [5],
the measured hydrodynamic radii aeff are slightly
higher for MPCD-BC. This is in agreement with
the much higher instantaneous friction that is mea-
sured in MPCD-BC with these settings. The hy-
drodynamic radius, especially for smaller particles,
is therefore larger than in SRD.

The effective friction coefficients measured in the
flow simulations ξeff,flow = F/u0 are in some
agreement with the ξeff calculated from the total
fluid momentum ACF, as can be concluded from
Table 5.4.

Unlike SRD, the predictions of the hydrodynamic
radius do not become better for larger R. For
R = 1, the prediction overestimates the hydrody-
namic radius, while for R = 4, it underestimates
the hydrodynamic radius.

Table 5.4: Effective friction coefficients, from mo-
mentum ACF simulations (m. ACF), from flow
simulations (flow) and from the measured ξI and
calculated ξS (I+S)

R ξ (m. ACF) ξ (flow) ξ (I+S)

1.0 7.7 · 101 7.6 · 101 8.3 · 101
2.0 2.1 · 102 2.0 · 102 2.1 · 102
4.0 4.4 · 102 4.5 · 102 4.2 · 102

5.7 Conclusion and discussion

The solid sphere with no-slip boundary conditions
was implemented successfully in MPCD-BC. The
sphere filling approach of adding virtual particles
was implemented and tested.

The Enskog friction theory appears not to ap-
ply for the model parameters that were used for
MPCD-BC, because the measured instantaneous
friction was much higher than the instantaneous
friction coefficient that is predicted by the En-
skog theory. The proposed explanation is the non-
ideality of the fluid; this is supported by measure-
ments.

The effective friction coefficient was measured us-
ing the total fluid momentum autocorrelation func-
tion and also using flow simulations. Both results
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were consistent with each other and with the paral-
lel sum of the calculated Stokes friction coefficient
and the measured instantaneous friction coefficient.
These results illustrate that in principle MPCD-BC
can be used to describe hydrodynamic flow past a
sphere.
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Chapter 6

CUDA implementation

6.1 Introduction

CUDA stands for Compute Unified Device Architecture. It is a platform invented by NVIDIA in order
to exploit the computing power of GPUs (Graphics Processing Units) in a relatively straightforward way
compared to assembly language programming.

Briefly, the CPU side is called the host and the GPU side is called the device. The program is started
on the host, which can launch kernels on the device. Kernels are comparable to regular C functions, but
they are executed massively parallel on the GPU, which means that many instances of the function are
running at the same time. A kernel acts on device memory and data transfer from host to device or vice
versa is done using memory copy operations.

A GPU is specialized in performing the same operation many times on a large dataset, and therefore
divergent code should be avoided as much as possible. Besides, the device can perform calculations very
quickly, but device memory access can form a major bottleneck if it is done inefficiently.

6.1.1 CUDA kernels

If a piece of code were to be executed on all N fluid particles, with 1 thread per particle, the kernel must
be launched N times. An example code is shown in Listing 6.1. In CUDA, threads are organized in a
multidimensional grid. The dimensions of this grid are specified at the kernel launch. Only a 1D grid
will be used in the code and therefore the 1D case will be explained briefly.

In Figure 6.1 a 2D grid of 2D blocks is shown as an example. A 1D grid can contain up to 2.1 · 109

blocks, and each block can contain up to 1024 threads. In the kernel code, the variable blockIdx.x

gives the block index and blockDim.x the number of threads in a block. The index of the thread within
the block is given by threadIdx.x. From these, the absolute thread index, which is the particle index,
is calculated.

Since each block is always filled with blockDim.x threads, it is often necessary to launch a few more
threads than necessary. This condition is catched by the if statement.

Listing 6.1: Basic CUDA kernel

__global__ void do_something(float3 *r, ...) {

/* Calculate thread index */

int idx = blockIdx.x*blockDim.x + threadIdx.x;

if (idx >= N) return;

/* Do something on r[idx] (the position of particle "idx ") */

}
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Figure 6.1: CUDA grid of blocks, from CUDA online documentation [27]

In order to launch sufficient threads, the number of blocks to launch must be calculated. For this the
block size is needed, which is usually 128 or 256, but the optimum value is obtained by optimization.
The block size should be a multiple of 32, as each streaming multiprocessor executes exactly 32 threads
at a time, a so-called ‘warp’.

The required number of blocks can be calculated by dividing the desired number of threads by the
block size and rounding upwards. Then the kernel can be launched, as illustrated in Listing 6.2.

Listing 6.2: Thread launch example

blocksize = 128;

nblocks = (N - 1) / blocksize + 1; // Integer ceil (), valid for N > 0.

do_something <<<nblocks , blocksize >>>(r, ...);

6.2 Approach

The basic idea behind optimizing the application using the GPU is to outsource the computationally
expensive steps to the device. For MPCD this means that most steps of the main loop must be ported
to the GPU. The only exceptions are the measurements, because they often have a wide interval and
in that case parallelizing the measurements is only a complicating factor. Therefore the approach for
measurements will be to copy the data to the host whenever it is needed for measurements.

The main MPCD-BC loop consists of the following steps.

1. Streaming step

2. Cell-linked list

3. Sums of cell momentum and mass
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4. Thermostat

5. Virtual particles

6. Collision step

7. Measurements (on host)

Porting the code to the device requires the arrays summarized in Table 6.1 to be allocated in device
memory.

Table 6.1: Device variables in the CUDA-implementation, explained in the text.

Name Type Size Description
r float3 (N +NV P ) ∗ 3 ∗ 4 Fluid particle positions
v double3 (N +NV P ) ∗ 3 ∗ 8 Fluid particle velocities
list int (N +NV P ) ∗ 4 Cell-linked list
list head int Ncell ∗ 4 Cell-linked list head
cell momentum double3 Ncell ∗ 3 ∗ 8 Momentum sum in cells
cell mass int Ncell ∗ 4 Mass sum in cells

cell random states (see text) dNcell

256 e ∗ 4120 Cell-based random states
solid force kin float3 Nsolid ∗ 3 ∗ 4 Kinetic part of force
solid force col float3 Nsolid ∗ 3 ∗ 4 Collisional part of force
solid force count int Nsolid ∗ 4 Count of fluid-solid collisions

All arrays are 1-dimensional. Polynomial conversions of the following form are used between 3D and
1D for the cell-related variables. Equation 6.1 is used to convert a 1D cell index to a 3D cell index and
Equation 6.2 is used to go from 3D to 1D.

x = bic · 2 mod LX

y = b i ∗ 2

LX
c · 2 mod LY

z = b i ∗ 4

LX ∗ LY
c · 2 mod LZ

(6.1)

i = x+ y · LX + z · LX · LY (6.2)

More sophisticated space-filling methods add complexity and appeared not improve speed in the
research of Westphal et al. [13].

The velocity and momentum vectors are stored in double precision format. This was suggested by
Westphal et al. [13] in order to enhance energy conservation and to prevent momentum drift. To check
the importance of double precision velocity storage, a (32a0)3 system was simulated with M = 5 with
all variables stored with single precision. The total momentum sum showed a random walk beyond the
fourth digit. For double precision velocities and momentum, the total momentum sum was zero until
the twelfth digit. The single precision code was about 10 % faster.

The position vector does not need such precision. It is mainly used to assign particles to collision cells.
Besides, it was demonstrated above that the accuracy of the integration of the position equation is not
important at all, as might be expected for such a stochastic method.
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6.3 Implementation

6.3.1 Initialization

On the host, an array of particle positions and velocities is generated. The positions are randomly chosen
inside the box and when solid particles are embedded, a new position is chosen until it is not inside a
particle. The velocities are drawn from a normal distribution with mean 0 and standard deviation 1.
The center of mass velocity is removed and the velocity variance restored to the correct value. These
arrays are copied to the device. Finally, the main loop is started.

6.3.2 Streaming

The streaming step is particularly simple. As all fluid particles are independent, the kernel configuration
is one thread per particle. The position of each particle is updated and the boundary conditions are
applied. The code is shown in Listing 6.3.

Listing 6.3: Streaming

__global__ void stream(float3 *r, double3 *v, int *list_head , int *list , float3 shift)

{

/* Calculate particle index */

int i = blockIdx.x*blockDim.x + threadIdx.x;

if (i >= N) return;

/* Fetch particle positions and calculate new positions */

float3 r_i;

r_i.x = r[i].x + v[i].x * DT;

r_i.y = r[i].y + v[i].y * DT;

r_i.z = r[i].z + v[i].z * DT;

/* Periodic boundary conditions */

if (r_i.x < 0) r_i.x += LX;

if (r_i.x >= LX) r_i.x -= LX;

if (r_i.y < 0) r_i.y += LY;

if (r_i.y >= LY) r_i.y -= LY;

if (r_i.z < 0) r_i.z += LZ;

if (r_i.z >= LZ) r_i.z -= LZ;

/* Store new particle positions */

r[i].x = r_i.x;

r[i].y = r_i.y;

r[i].z = r_i.z;

}

The boundary conditions for any object or wall must be applied before the periodic boundary con-
ditions are applied. This is most efficient when the boundary condition can be described by a single
geometrical expression.

If there are many objects, the boundary condition implementation involves a loop or similar structure.
In such cases it might be more efficient first to create the cell-linked list and use bounding boxes to apply
the boundary conditions. Finally, the periodic boundary conditions must be applied and the cell-linked
list updated.

6.3.3 List

In simple cases, the list building step can be appended to the streaming code. This reduces the number
of global memory load operations. This step builds a cell-linked list, which is commonly used in MPCD
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simulations. Westphal et al.[13] compared a list building method using atomic operations on global
memory with building local lists in shared memory and joining these in global memory afterwards. They
found that building local lists is only advantageous when this was combined with a method of spatially
reordering the fluid particles in memory; this reordering method is not explained by the authors.

The idea behind spatially reordering is that particles that are streamed by adjacent threads are also
close together in memory (data locality). This increases the cache efficiency. Besides, spatial ordering is
potentially very beneficial for the list building step, because blocks of list building threads will usually
work on particles that end up in the same few cells; this results in long partial lists in fast shared memory,
whereby the number of atomic global memory operations is significantly reduced. Reordering is only
allowed if none of the measurements requires a fixed relationship between particle index and array index
in memory, for example autocorrelation functions. If reordering is not used, the method with atomic
global memory operations performs comparably.

The simple list building method, using atomic operations on global memory, is shown in Listing 6.4.

Listing 6.4: Building the list

/* Add particle to list: apply grid shift */

r_i.x += shift.x;

r_i.y += shift.y;

r_i.z += shift.z;

/* Calculate cell index , fold within periodic domain */

int idx = 0;

if (r_i.x >= LX) idx += (int)(r_i.x - LX);

else idx += (int)r_i.x;

if (r_i.y >= LY) idx += LX * (int)(r_i.y - LY);

else idx += LX * (int)r_i.y;

if (r_i.z >= LY) idx += LX * LY * (int)(r_i.z - LZ);

else idx += LX * LY * (int)r_i.z;

/* Add particle to cell -linked list */

list[i] = atomicExch(list_head + idx , i);

The particles are shifted with a random grid shift vector shift with components in the range [0, 2).
The grid shift is only applied locally, the vectors r[i] in global memory are not changed. The shift

vector is determined on the host before the list building step. The calculation of the cell index in-
volves a few if statements, but replacing these by mod operations appeared to be slower. The function
int atomicExch(int* address, int val) returns the value on address and stores val on address

in one atomic transaction. Thus, the threads are forced to wait for each other, which ensures that the
memory transactions are done sequentially.

6.3.4 Momentum and mass

When the list is available, the momentum and mass for each cell can be calculated. These are necessary
for the thermostat, the collision step and some measurements. The implementation is shown in Listing
6.5. The configuration is 1 thread per cell.

Listing 6.5: Summing mass and momentum

__global__ void calc_cell_momentum(int *list_head , int *list , double3 *v, double3 *

cell_momentum , int *cell_mass) {

/* Calculate cell index */

int idx = blockIdx.x*blockDim.x + threadIdx.x;
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if (idx >= NCELL) return;

double3 local_cell_momentum = {0,0,0};

int local_cell_mass = 0;

int i = list_head[idx];

while (i != -1)

{

local_cell_momentum.x += v[i].x;

local_cell_momentum.y += v[i].y;

local_cell_momentum.z += v[i].z;

local_cell_mass += 1;

i = list[i];

}

/* Store result */

cell_mass[idx] = local_cell_mass;

cell_momentum[idx].x = local_cell_momentum.x;

cell_momentum[idx].y = local_cell_momentum.y;

cell_momentum[idx].z = local_cell_momentum.z;

}

This implementation is straightforward. The threads each walk through the list of fluid particles for
their cell. The cell density follows a Poisson distribution of mean M and standard deviation

√
M . The

result is that the threads need a variable number of iterations, which is not beneficial for the utilization
of the GPU, as all threads in a warp will consume as much time as the thread for the cell with the most
particles. Besides, the memory access pattern is completely random. However, momentum summing
using one thread per particle and atomic additions on global memory is not possible, because atomic
double precision floating point additions are not available in CUDA.

6.3.5 Thermostat

The code of the thermostat is shown in Listing 6.6. The kernel configuration is one thread per cell. The
calculation of the scaling factor requires that the sum of squared relative velocities is calculated. This
is an expensive calculation step, because the loops within one warp will be of different length. Besides,
the thermostat is immediately applied, which introduces another loop of unknown length. This is an
optimalization opportunity: the scaling factor can be stored and applied in the collision step.

Listing 6.6: Thermostat

__global__ void thermostat(int *list_head , int *list , double3 *v, double3 *

cell_momentum , int *cell_mass , curandStateMtgp32 *random_states)

{

float rnds_unif [3] =

{

curand_uniform (& random_states[blockIdx.x]),

curand_uniform (& random_states[blockIdx.x]),

curand_uniform (& random_states[blockIdx.x])

};

/* Calculate cell index */

int idx = blockIdx.x*blockDim.x + threadIdx.x;

if (idx >= NCELL) return;

/* Calculate sum of squared relative velocities */

int Nc = cell_mass[idx];

double3 v_mean = {0.0, 0.0, 0.0};

if (Nc > 0)

{
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v_mean.x = cell_momentum[idx].x / Nc;

v_mean.y = cell_momentum[idx].y / Nc;

v_mean.z = cell_momentum[idx].z / Nc;

}

float v_sum_sq = 0.0f;

long i;

i = list_head[idx];

while (i >= 0)

{

v_sum_sq += (v[i].x - v_mean.x)*(v[i].x - v_mean.x)

+ (v[i].y - v_mean.y)*(v[i].y - v_mean.y)

+ (v[i].z - v_mean.z)*(v[i].z - v_mean.z);

i = list[i];

}

float scale = therm_hecht_scaling_factor(v_sum_sq , Nc, rnds_unif);

/* Apply thermostat ( conserves cell momentum) */

i = list_head[idx];

while (i >= 0)

{

v[i].x = v_mean.x + scale * (v[i].x - v_mean.x);

v[i].y = v_mean.y + scale * (v[i].y - v_mean.y);

v[i].z = v_mean.z + scale * (v[i].z - v_mean.z);

i = list[i];

}

}

6.3.6 Virtual particles

Listing 6.7 shows the kernel function that creates virtual particles. The first step is to generate a
position and velocity, because the random generator must be called outside the conditional code block
after if (thi >= Nvirtualpp) return;. Then the generated positions are assigned to the particles,
periodic boundary conditions are applied, the particles are added to the cell-linked list, the velocity is
assigned to the virtual particles, and the sum of the drag force updated.

The positions and velocities of the virtual particles are stored together with those of the real fluid
particles. The first N array elements are for the real particles and after that follows a block of length
Nvirtualpp for each solid particle.

Listing 6.7: Creating virtual particles

__global__ void virtual_particles_create(int *list_head , int *list , float3 *r, double3

*v, int si , float3 P, float3 shift , float3 *p_force_col , curandStateMtgp32 *

random_states) {

// Generate random point on unit sphere (centered in origin (0 ,0,0))

float3 r_vp; // Position of the virtual particle

float theta = 2.0f * M_PI * curand_uniform (& random_states[blockIdx.x]);

float z0 = -1.0f + 2.0f * curand_uniform (& random_states[blockIdx.x]);

float x0 = sqrt (1.0f - z0*z0) * cos(theta);

float y0 = sqrt (1.0f - z0*z0) * sin(theta);

// Generate random radius in [SPHERE_R_IN , SPHERE_R], density proportional to r^3

float rad_scale = (SPHERE_R_IN ^3) + (SPHERE_R ^3 - SPHERE_R_IN ^3) * curand_uniform (&

random_states[blockIdx.x]);

rad_scale = pow(rad_scale , 1.0f/3.0f);

// Scale point to lie within spherical shell (still centered in origin (0 ,0 ,0))

r_vp.x = x0 * rad_scale;

r_vp.y = y0 * rad_scale;

r_vp.z = z0 * rad_scale;
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/* Generate velocity , mean 0 (static particle) and stdev 1 */

float3 v_vp;

v_vp.x = curand_normal (& random_states[blockIdx.x]);

v_vp.y = curand_normal (& random_states[blockIdx.x]);

v_vp.z = curand_normal (& random_states[blockIdx.x]);

/* Calculate thread index */

int thi = blockIdx.x*blockDim.x + threadIdx.x;

if (thi >= Nvirtualpp) return;

/* Calculate virtual particle index: per particle , Nvirtualpp elements are appended

to r and v arrays */

int i = N + si * Nvirtualpp + thi;

// Translate the point to the position of the sphere (shifted with grid shift ,

// the positions are not the real positions)

r_vp.x += P.x;

r_vp.y += P.y;

r_vp.z += P.z;

// If it is necessary to write the positions to memory (for measuring the radial

// distribution function (RDF)), then it is necessary to *undo* the grid shift.

r[i].x = r_vp.x - shift.x;

r[i].y = r_vp.y - shift.y;

r[i].z = r_vp.z - shift.z;

/* Add to list (fluid particles are already shifted , because P has been shifted) */

int idx = 0;

if (r_vp.x >= LX) idx += (int)(r_vp.x - LX);

else idx += (int)r_vp.x;

if (r_vp.y >= LY) idx += LX * (int)(r_vp.y - LY);

else idx += LX * (int)r_vp.y;

if (r_vp.z >= LZ) idx += LX * LY * (int)(r_vp.z - LZ);

else idx += LX * LY * (int)r_vp.z;

list[i] = atomicExch(list_head + idx , i); // See stream kernel for explanation

v[i].x = v_vp.x;

v[i].y = v_vp.y;

v[i].z = v_vp.z;

/* Add velocity to force (mass = 1) */

atomicAdd (& p_force_col[si].x, -v_vp.x);

atomicAdd (& p_force_col[si].y, -v_vp.y);

atomicAdd (& p_force_col[si].z, -v_vp.z);

}

Virtual particles are added to the list after the thermostat has been called, because it is not desired
that they are thermostatted. This means that the sum of the cell momentum must be updated after the
virtual particles are added. It is not possible to add the virtual particles directly to the sum of momentum
and mass, because this involves atomic additions to double precision floating point numbers and this
feature is not available in CUDA. Therefore the cell momentum is recalculated, using the updated list,
within the cell-aligned bounding box of the sphere. Then, all preparations for the collision step are
complete.

6.3.7 Collision

The collision step is split up in two steps for performance reasons. When all collision code is combined
into a single thread per supercell (‘monolithic’ collision), there is a large amount of branching and the
different branches are long. It was measured that the threads would be idle 80 % of the time.
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A comparison of the two implementations is shown in Figure 6.2. The overall speed gain because of
the splitting is about 1.6 times. The GPU time for the collision step decreased 3.8 times by using the
implementation using stacks. Clearly, the implementation that is split in two steps performs better.
Therefore this method will be explained.

Figure 6.2: GPU time per particle per step compared for monolithic collision and two-step stacks based
collision, without thermostat, measured on an NVIDIA Quadro K5000. A 1283 box was used with
M = 5.

Determining type

The first step is determining the collision type for each supercell and storing this in the device memory.
Therefore the configuration is 1 thread per supercell. The main advantage of the split is not that the
number of branches become less, but that the branch size decreases significantly. After this step there is
a list of super cells available for each collision type. This effectively splits the problem into sub-problems.

To store which cells undergo which collision, a kind of stack is used. For each of the 7 collision types
an array is created. Only two operations are implemented, namely ‘add’ (push stack operation) and
‘lookup’ (a normal array operation). The implementation of push is shown in Listing 6.8).

Listing 6.8: Stack push function

__device__ void stack_push(int *stack , int *stack_top , int val)

{

int top = atomicAdd(stack_top , 1);

stack[top] = val;

}

The stack is implemented using an array and a stack top pointer. The length of the stack is chosen
equal to the number of supercells, to accomodate for the (highly unlikely) case that all cells will undergo
the same collision. The stack_top variable indicates the first empty position on the stack. As multiple
threads can call the function for the same stack, the function is made thread-safe by using atomicAdd.
This loads the current stack_top from memory and adds 1 to it for the next stack push operation, all
in one atomic operation.

Before the collision type is determined, the stack is cleared by setting all stack elements to −1 and the
stack top to 0. The collision_type thread determines a collision type and pushes its supercell onto
the stack for that type (Listing 6.9).
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Listing 6.9: Collision type

__global__ void collision_type(int *coll_stack_1 , int *coll_stack_2 , int *coll_stack_3

, int *coll_stack_4 , int *coll_stack_5 , int *coll_stack_6 , int *coll_stack_7 , int

*coll_stack_1_top , int *coll_stack_2_top , int *coll_stack_3_top , int *

coll_stack_4_top , int *coll_stack_5_top , int *coll_stack_6_top , int *

coll_stack_7_top , curandStateMtgp32 *random_states)

{

/* Calculate thread index */

int idx = blockIdx.x*blockDim.x + threadIdx.x;

if (idx >= NSUPERCELL) return;

/* Choose collision type and push this supercell on the stack for this collision

type */

float rnum = curand_uniform (& random_states[blockIdx.x]);

if (rnum <= B1) // sigma_1 (x)

stack_push(coll_stack_1 , coll_stack_1_top , idx);

else if (rnum > B1 && rnum <= B2)// sigma_2 (y)

stack_push(coll_stack_2 , coll_stack_2_top , idx);

else if (rnum > B2 && rnum <= B3)// sigma_3 (z)

stack_push(coll_stack_3 , coll_stack_3_top , idx);

else if (rnum > B3 && rnum <= B4)// sigma_4/sigma_5 (xy)

stack_push(coll_stack_4 , coll_stack_4_top , idx);

else if (rnum > B4 && rnum <= B5)// sigma_6/sigma_7 (xz)

stack_push(coll_stack_5 , coll_stack_5_top , idx);

else if (rnum > B5 && rnum <= B6)// sigma_8/sigma_9 (yz)

stack_push(coll_stack_6 , coll_stack_6_top , idx);

else // sigma_10/sigma_11/sigma_12/sigma_13 (xyz)

stack_push(coll_stack_7 , coll_stack_7_top , idx);

}

An advantage of a stack is that the idle collision threads will be grouped together, so that the least
computing power is wasted in idle threads. While a randomly organized ordering, such as in a hash
table, could increase the performance of the ‘push’ operation by reducing the number of push collisions,
this would probably have a significant performance penalty in the execution of the collisions in the form
of idle threads being combined with non-idle threads in one warp.

Performing collision

The seconds step is performing the collision. One grid of threads is created for each collision type. The
configuration is 1 thread per supercell. One example, the type 1 collision, is shown in Listing 6.10. This
collision consists of 4 collisions in the x-direction.

Listing 6.10: One collision

__global__ void collide_1(int *stack , int *list_head , int *list , double3 *v, double3*

cell_momentum , int *cell_mass , curandStateMtgp32 *random_states) {

/* Calculate thread index */

int i = blockIdx.x*blockDim.x + threadIdx.x;

if (i >= NSUPERCELL) return;

if (stack[i] < 0) return; // Thread assigned to empty array element

/* Calculate (super cell) cell index for this thread */

int3 idx;

idx.x = (stack[i] * 1) * 2 % LX;

idx.y = (stack[i] * 2 / LX) * 2 % LY;

idx.z = (stack[i] * 4 / (LX*LY)) * 2 % LZ;

/* Perform the collision */
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sigma_1(list_head , list , v, cell_momentum , cell_mass , random_states , (int3){idx.x,

idx.y, idx.z });

sigma_1(list_head , list , v, cell_momentum , cell_mass , random_states , (int3){idx.x,

idx.y+1, idx.z });

sigma_1(list_head , list , v, cell_momentum , cell_mass , random_states , (int3){idx.x,

idx.y, idx.z+1});

sigma_1(list_head , list , v, cell_momentum , cell_mass , random_states , (int3){idx.x,

idx.y+1, idx.z+1});

}

Each thread looks up the supercell index at i in the stack and tests whether it is empty. If it is
non-empty, the origin cell index (left, bottom, front) for this super cell is calculated and the four sigma
collision functions are called.

6.3.8 Measurements

The measurements are done on the host side. Only for the measurement of the force, the data are
collected on the device. Before the measurements, the required data are copied to the host. The
overhead associated with the measurements can be limited by choosing the measurement interval long
enough. This optimization is important, because for a single measurement involving a loop over all
particles, the host needs a time comparable to more than one MPCD-BC step on the device.

Drag force

The drag force on a sphere consists of a kinetic and a collisional part. The kinetic contribution is
calculated in the streaming step. When the velocity of a particle is inverted, the final velocity is passed
to the function particle_force_add (Listing 6.11.

Listing 6.11: Kinetic force

__device__ void particle_force_add(float3 *particle_force_kin , int *

particle_force_count , int si, double3 v) {

atomicAdd (& particle_force_kin[si].x, (-2.0f * (float)v.x)/DT);

atomicAdd (& particle_force_kin[si].y, (-2.0f * (float)v.y)/DT);

atomicAdd (& particle_force_kin[si].z, (-2.0f * (float)v.z)/DT);

atomicAdd (& particle_force_count[si], 1);

}

This function atomically adds the force associated with this collision to the device variable
particle_force[si], in which si is the index of the sphere of interest. A counter is also increased to
measure the number of kinetic collisions.

The collisional contribution is calculated by subtracting the momentum of the virtual particles inside
the sphere before the collision and adding the momentum after collision. The first step is included in
the kernel that creates the virtual particles, the second step is done separately.

After a configurable number of steps, the force variables are copied to the host to be processed and
the device variables are cleared. Then this process is repeated.
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6.4 Pseudorandom numbers

The biased collision algorithm requires random
numbers for each super cell and the Hecht thermo-
stat requires random numbers for each individual
cell. Hence, in order to parallelize those algorithms,
one random number generator per cell is required.
The cuRAND library, which supplies parallel ran-
dom number generators, is perfectly suited for this
task.

The random number generator that is best
suited for this application is the MTGP32 gener-
ator, which is an implementation of the Mersenne
twister. The other generator (XORWOW) has
defects [28] and Linear Congruential Generators
(the XORWOW generator is one) in general have
doubtable performance in Monte Carlo like simu-
lations [29]. Therefore the MTGP32 generator is
preferred. An additional advantage of this genera-
tor is that it needs 1 state structure (4120 bytes)
in memory for up to 256 concurrent threads. The
XORWOW generator needs 1 state structure (48
bytes) per thread, which requires about 3 times as
much memory. More in depth details of the differ-
ent random number generators will not be investi-
gated, as it is beyond the scope of this project.

It must be noted that calls to the MTGP32
generator must be outside conditional blocks of
code. The cuRAND documentation is not par-
ticularly clear about this. NVIDIA will improve
the cuRAND documentation for future versions on
this topic [personal communication]. Because calls
must be outside conditional blocks, all calls must be
done before the check whether the current thread
has work to do. If some calls are not made, the
random state is not updated correctly, which will
lead to repetitions in the pseudorandom number
sequence and thereby to unexpected behaviour.

6.5 Optimization

In this section some additional optimizations of the
CUDA code will be presented. Besides, the overall
speed gain compared to a CPU will be discussed.

6.5.1 Asynchronous operation

Calculations

Calculations can be performed in parallel. The
GPU can handle multiple streams at the same time.
A new task can be assigned to the processors while
another calculation has not yet finished, but does
not need all processors any more. For example,
the order of clearing the device variables, determin-
ing the collision type and performing the stream-
ing step is unimportant, as long as the cell-linked
list has been cleared before the streaming kernel
is launched. This can be achieved by synchroniz-
ing only that specific stream before launching the
stream kernel.

Another example is the collision step. The col-
lision types are independent at the supercell level.
Therefore they can all be assigned to an individual
stream, which allows overlapped execution of the
collision kernels.

Overlapped kernel execution can save a few per-
cent of the execution time and is particularly no-
ticeable for small systems. As the amount of work
per step can be too small to occupy all processors,
synchronous calculations increase the utilization of
the GPU significantly.

Data transfer

Data transfers can be optimized by using asyn-
chronous transfers, which means that the data is
transfered while calculations are being performed,
instead of blocking the execution until the data
transfer is finished. There is usually a long interval
between data transfers, which means that not much
speed can be gained in this way. But still careful
implementation of the data transfers can result in
some percents speedup.

The transfer of the positions, velocities and the
cell-linked list can be hidden behind the calculation
of the cell momentum. The transfer of the momen-
tum sum and mass arrays can be hidden behind the
thermostat.

6.5.2 Code profile

In Figure 6.3 the time per particle per time step
is plotted, with a breakdown of the contributions
of the substeps. From this figure it is clear that
the GPU implementation becomes very inefficient
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Figure6.3:Profileofsphereinboxsimulation:the
timeperparticlepertimestepinnanosecondsver-
sustheboxsize. Acubicboxwasused,witha
sphereofR=L/16.NumberdensityM =5.

atsmallboxsizes,whichcanbetracedbacktoan
inefficientcollisionstep.Becauseofthelownumber
ofsupercells,theworkloadforeachcollisiontype
becomesverylow,whichmeansthatthebenefitsof
massiveparallellismdonotapply.

Anotherobservationisthatthethermostatis
verycomputationallyintensive.Itusesabouthalf
oftheGPUtime,themostexpensivestepbeingthe
loopthatcalculatesthecelltemperature.Inorder
todecreasethecomputationalcost,theideaofin-
creasingthethermostatintervalwastried. How-
ever,theviscosityappearstobeslightlydependent
onthethermostattinginterval(Figure6.4).There-
foreonlytheinterval1wasusedintheexperiments.

Thisslightdependenceoftheviscosityonthe
thermostatindicatesthattheclaimbyGompperet
al.[17]thattheHechtthermostatdoesnotchange
theviscosityisanoverstatement.

6.5.3 ComparisonofCPUvsGPU
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Figure6.5showsthetimeperparticlefortheCPU
implementation(singlecore)andtheGPUimple-
mentation. Thecurrentimplementationofthe
thermostatontheGPUisrelativelyinefficientand
takesapproximately50%oftheGPUtime. But
comparingthehighperformanceXeonCPUand
thehighperformanceTeslaGPU,aspeedgainof
17timesisfound.
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Figure6.4: Viscosityversusthermostatinterval.
Boxsizeperpendiculartoflowwas64.

Figure6.5: Processingtimeperparticleperstep
fordifferentimplementationsandprocessingunits.
A643boxsizewasused,withM =5.TheHecht
thermostatwasappliedeachtimestep.

6.6 Conclusionanddiscussion

The MPCD-BCcodewassuccessfullyportedto
CUDAandisfullyfunctional. TheCUDAimple-
mentationisconsiderablyfasterthanasingle-core
CPUimplementation.Severaloptimizationoppor-
tunitieswereexploited,butthereisstillroomfor
improvement.

ThetimeperparticleontheTeslaK40mwas
about1.3timesthetimeperparticlereportedby
Westphal etal.[13]whentheydidnotimplement
particlereordering. Westphaletal.howeverused
aGTX580GPU.Itisnotfeasibletocomparethe
GTX580withtheTeslaK40m,asthearchitecture
isdifferentandtheclockfrequency,memoryband-
widthandnumberofCUDAcoresaredifferent.
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The most important optimization opportunity is
the thermostat. As the calculation of the cell tem-
peratures and applying the thermostat are the most
costly steps, changing to a different thermostat will
probably not result in an important improvement.
Possibly it is beneficial to save the scaling factor to
an array and apply the cell-based scaling factor in
the collision step.
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Chapter 7

Discussion and conclusion

7.1 Conclusion

The 3D MPCD-BC code provided by Luuk was ex-
tended to model flow cases. In order to do this,
different thermostats were implemented and finally
the Hecht et al. thermostat was selected. To mea-
sure the viscosity, a method from the field of molec-
ular dynamics was implemented and its suitability
was demonstrated. The 2D viscosity was measured
and some deviation was observed from the analyt-
ical expression by Ihle. The 3D viscosity was also
measured; the accuracy is more limited than ex-
pected, but sufficient to be used in calculations.

Two cases of flow between parallel plates, Re =
3.8 and Re = 2.0 were simulated. The resulting
velocity profile was acceptably close to the profile
predicted by the Navier-Stokes equations.

The drag force on a sphere in MPCD-BC was
studied. Enskog theory seems not to apply because
of the non-ideality introduced by the collision rule.
The measurements with flow past a sphere are in
acceptable agreement with the expected friction co-
efficient when the Stokes drag and the measured
instantaneous friction are combined.

These results illustrate that in principle MPCD-
BC can be used to describe hydrodynamics. The
limitations will be discussed below.

The implementation of 3D MPCD-BC was suc-
cessfully ported to CUDA and the solid walls
and solid sphere boundary conditions were imple-
mented. The results from viscosity measurements
are in very good agreement. The GPU code is in
the order of 2 · 101 times faster than the single-core
CPU code.

7.2 Application range
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Figure 7.1: Application range of MPCD-BC.

In Figure 7.1 the limits for modeling flow us-
ing MPCD-BC are summarized in a generic way.
The maximum velocity limit is derived from the
maximum speed of sound. The rule of thumb of
vmax = 0.1cs is used.

The most important maximum length scale limit
of the system is caused by the limited simulation
box size that will fit in the memory of the GPU. For
example, if the GPU has 4 GB of memory, the sim-
ulation box size is limited to about 2003 for M = 5.

The minimum velocity limit of the flow is a prac-
tical limit, because of the increased significance of
thermal noise at low velocities. The limit is soft
however, because sufficient accuracy can be ob-
tained by longer averaging when using low veloc-
ities. In general however, it is advantageous to
choose the velocity as high as possible, as this de-
creases the simulation time.

The minimum length scale derives from the finite
size effects, as measured in Chapter 3. In the case
of flow past objects, discretization and Knudsen ef-
fects must also be considered.
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7.3 The place of MPCD-BC

7.3.1 Comparison to DNS

When modeling small particles, a significant ad-
vantage of MPCD-BC compared to DNS is that
thermal effects simply emerge from the method. In
general, an advantage is that the implementation
of MPCD-BC is simple and straightforward. This
is related to another advantage that it is very well
possible to create a parallel implementation. A fi-
nal advantage is that boundary conditions are very
easy, which means that objects are simple to im-
plement, as long as they can be described by an
analytical geometric equation, so that intersections
of fluid particles with the object wall can be calcu-
lated easily.

MPCD-BC is however limited to low Reynolds
numbers, chiefly because of the low speed of sound.
This matches well with the thermal effects, which
are usually only important at low Reynolds num-
bers. Very low Reynolds numbers pose also prob-
lems in MPCD-BC, because of the importance of
thermal motion. Another disadvantage is that the
slip at walls cannot really be eliminated. Finally,
for small particles the configured radius in MPCD-
BC is significantly different from the hydrodynamic
radius, because of the contribution of the instanta-
neous friction.

7.3.2 Comparison to SRD

An advantage of MPCD-BC is that the equation
of state can be changed by changing the collision
acceptance equation. Moreover, the instantaneous
friction is higher in MPCD-BC and thereby the
hydrodynamic radius of small particles is slightly
higher for the same configured radius.

A disadvantage of MPCD-BC is that there is
no accurate analytical expression for the viscosity,
which means that it is only known to the extent
of accuracy of the computer measurements. The
same holds for the speed of sound and in general
for many aspects SRD has been studied better than
MPCD-BC, because the latter is new.

7.3.3 Suitability

Like SRD, MPCD-BC is designed to coarse-grain a
fluid, not to model its details. For example, it is

difficult to obtain an accurate high-resolution veloc-
ity field, because very long averaging is necessary to
average out the thermal motion of the small num-
ber of local fluid particles. On the other hand, it
performs well when one is not so much interested
in measuring velocity fields, but rather in the way
the fluid interacts with particles, creates hydrody-
namic interactions between particles and induces
Brownian motion.

MPCD-BC is suited for the simulation of fluid-
solid systems where Reynolds numbers are low, for
example microfluidics or creeping flow with small
embedded particles. It is expected that MPCD-BC,
like SRD, can be used to model moving particles, as
long as the time scale of the motion is sufficiently
separated from the diffusion of momentum. This
makes the method in addition suitable for the same
applications that SRD can be used for, for example
colloidal systems and other systems with very small
moving particles.

However, because SRD is better documented, it
is currently advisable to use that method.

7.4 Recommendations

There are many options for further research on
MPCD-BC. Firstly, the method has aspects that
can be characterized more fully. For example
by measuring and possibly deriving the adiabatic
speed of sound, by deriving a more accurate ex-
pression of the viscosity in 2D, if that is possible,
by deriving the viscosity in 3D and by studying the
effects of non-ideality on the instantaneous contri-
bution to the friction on solid particles.

Besides, by changing the collision acceptance
equation in such a way that the equation of state
becomes a third (or higher) power function of the
density, the speed of sound can be increased. This
might make the application range wider, provided
that the viscosity does not increase at the same rate
as the speed of sound, which would cancel the effect
of the increased speed of sound on the maximum
Reynolds number.

Finally, the method can be applied to different
geometries, for example flow in channels or through
other structured arrays of spheres. Moving parti-
cles can be implemented as well.
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Appendix A

Standard error of a time series

When measuring a time series, e.g. in order to
measure the velocity amplitude, it is possible that
several subsequent points are correlated and not in-
dependent. Hence the usual formula for the stan-
dard error of the mean (σsample/

√
n) cannot be

used, as the number of independent points is over-
estimated and therefore the error will be underes-
timated.
To find the true standard error, the block-

averaging analysis can be used. This method was
explained by Grossfield and Zuckermann [30], who
report that it was first reported by Flyvbjerg and
Petersen (who credit it to others).
Briefly, the time series of N = M · n snapshots

is divided into M segments, also called ‘blocks’, of
block length n. The block length n is gradually
increased, starting with a small value, e.g. 1. For
each n, the average of the measured quantity is
calculated for each block. A running estimate of
the overall standard error is calculated from the
standard deviation σn among the block averages
with

BSE(n) =
σn√
M

. (A.1)

For small n, when the consecutive points are
correlated, the standard error is underestimated.
However, when n is increased, Equation A.1 will
eventually yield the true standard error, because
the blocks become statistically independent. For
even higher n, the blocked standard error will reach
a plateau and this is a reliable estimate of the true
standard error. A typical example is shown in Fig-
ure A.1.

Figure A.1: Blocked Standard Error vs n
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