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1 Introduction

1.1 Master's project introduction

The Internet is rapidly evolving and with increasing bandwidth, new applications come within reach.
One very promising possibility (with an estimated marketplace of several billions of Euros in upcoming
years) is to watch television over the Internet. Appealing as this seems, several technical hurdles have
to be taken before consumers can actually enjoy a high-quality Internet Protocol Television (IPTV)
experience. The huge amount of data (bandwidth) involved in streaming live television to thousands
of users simultaneously, combined with the very stringent deadlines on the delivery of this data, make
IPTV an interesting technical challenge.

Most current implementations of streaming video over the Internet make use of separate (IP unicast)
sessions to each and every connected user. This requires an enormous amount of resources on the
broadcast server(s). One way to alleviate this is to use IP multicast, but unfortunately, this is not
practical because this protocol is not supported by most Internet routers, and because of the so-called
`feedback implosion' on the server. As client computers have an increasing amount of uplink bandwidth,
it makes sense to use this bandwidth to help distribute the data. This approach, called Peer-to-Peer
(P2P) networking, has become very popular for �lesharing nowadays.

Using P2P technology for live IPTV is a non-trivial matter because of the rather dynamic nature of
the network: nodes join and leave all the time, sometimes leaving even without notice (e.g. in case of
a computer crash or network outage). Additionally, the highly asymmetric up- and downlinks of the
clients make �nding an optimal distribution of bandwidth complex. Moreover, consumers have very
high expectations of and demands on visual quality, continuous delivery and zapping speed. These
aspects call for specialised algorithms to make IPTV a reality.

The startup company Iphion aims at bringing easy-to-use IPTV to the homes, ultimately delivering
IPTV as users expect it to be: just as easy to use as `conventional' television currently is, but with
an increased visual quality and the added bene�ts of Internet technology, such as interactive program
guides. The most important advantages of IPTV are the potential low costs for the user, �exible channel
access schemes coupled to an excellent visual quality, and e�cient bandwidth usage for broadcasters
and ISPs.

1.2 Structure of this report

This �rst chapter introduces the project, its requirements, objectives and problem statement, and brie�y
describes the state of the Iphion application when this project was started, and at its �rst (small-scale)
release.

The next chapter starts with the results of research into existing P2P algorithms, to continue with a
�rst analysis of Iphion's application Version 1.0. Then, the potentially large queue size of cable/xDSL
links is examined, leading to an additional analysis of the application performance on typical network
links of Iphion customers. These results were obtained using a custom-made simulator, which is also
described in the chapter.

Chapter 3 then describes improvements made to the application itself and/or implemented in the
simulator, based on the analyses of Chapter 2.

Because of the impact of large queue sizes on congestion control, and the importance of congestion
control for the Iphion application, a separate chapter (Chapter 4) is dedicated to further investigations
and experiments on the initial choice for TCP-Friendly Rate Control (TFRC). The chapter shows that
although TFRC is generally considered a good congestion-control algorithm for multimedia streaming,
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CHAPTER 1. INTRODUCTION
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Figure 1.1: General overview of the Iphion network. Note that the streaming server will likely be located at
the broadcasting company itself (without the need to pick the signal from a satellite).

this no longer holds for typical cable/xDSL networks. The last section therefore proposes the rather
surprising use of (a speci�c version of) TCP's congestion control.
The last chapter concludes this project, and contains recommendations resulting from previous

chapters.
The appendix contains a summary of existing P2P algorithms, ranging from the very �rst to very

recent designs, and provides a better understanding of typical pitfalls and considerations for P2P
protocol design.

1.3 System requirements

The following requirements on the application are de�ned:

• Reliable transmission: when nodes fail, other nodes must still maintain a steady playback rate.

• E�ciency: make optimal use of the limited upstream bandwidth of users, and minimise inter-ISP
(so-called �egress�) bandwidth.

• Scalability: the algorithm must be scalable to thousands of users.

• Short latency: the time between broadcasting a program (e.g. a soccer match) and the time
of reception should be as short as possible.

• Fast network joins: zapping must be as fast as possible (ideally sub-second).

• Security: nodes should be veri�ed and message integrity should be guaranteed.

• Connectivity: measures must be taken to ensure good connectivity between all hosts, even
behind NATs or �rewalls.

The Iphion application is targeted at streaming SD-quality television (for the �rst version(s) at least) and
will be using the H.264 codec. This level of quality can be achieved with a bitrate of around 1 Mbit/s
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(approximately 100 kB/s). Additionally, the application is targeted at low-end set-top boxes, which
means CPU and memory requirements of the application must be kept at a minimum. Most research
e�orts do optimise for these requirements in terms of scalability to large P2P networks, but assume
an implementation of their protocol on a `normal' desktop computer, which sometimes (especially in
case it utilises network coding or video recoding) renders these approaches unusable for the Iphion
application.

Because the aggregate upload bandwidth of peers will not su�ce to support the network by itself, too
much inter-ISP bandwidth is not desirable, and because of commercial considerations, dedicated relay
servers will be placed at strategic points in the network. These relay servers can (and should) be used to
quickly bootstrap new peers, top-o� the `missing' bandwidth, and aid in building and maintaining the
network topology. Additionally, there will be servers to provide additional services like authentication,
peer veri�cation, etc.

1.4 Why Peer-to-Peer for IPTV?

The previous sections touched on some of the di�culties of using P2P (peer-to-peer) technology. Why
then go through all the trouble to use this technology, when live streaming over the Internet is already
possible?

This section quickly introduces the general methods of streaming (TV) data over the Internet, and
explains that P2P is the practical answer to the unavailability of e�cient lower-level infrastucture.

1.4.1 IPTV vs. Internet TV

First of all, there seems to be some confusion caused by the di�erent de�nitions of the term IPTV
(which, in its broadest sense just means �TV over IP�), so it is useful to create clarity �rst.

The abbreviation IPTV is mostly used to denote the distribution of TV data in a controlled network
environment, meaning a network that is owned by the telecommunication company (TelCo) that also
owns the �last mile�. One can think of the Video-on-Demand (VoD) services of a cable company.
`Normal' IP unicast is used for VoD, as there is no signi�cant overlap between users' VoD sessions. For
live streaming, IP multicast is mostly used in this case, which is possible because all involved routers
are owned by the TelCo, and as such can be upgraded/con�gured to support multicast.

By using a controlled network, tight guarantees on quality-of-service (QoS) can be made, e.g. by
prioritising IPTV and VoIP packets using the Di�erentiated Services (DS) �eld of IP headers [57] (this
�eld obsoletes the Type of Service (TOS) �eld). Because of the possibility of using multicast on this
type of network, P2P technology does not have to be used.

Internet TV on the other hand is used to denote streaming of TV-like material over the Open
Internet. This means that IP multicast cannot be used, as most Internet routers do not implement
this technology. This is due to both technical, but also political matters [26]. As unicast connections
are used instead, the available bandwidth is limited. The use of uncontrollable networks makes tight
guarantees on QoS hard, and videos will usually have QCIF to CIF resolution (176× 144 to 352× 288)
with low bitrates. Examples in this area are YouTube, but also uitzendinggemist.nl.

P2P technology can be used to make this approach scalable again, even with high-quality content.
However, as both the terms P2P and Internet TV are often associated with inferior quality, illegality
(due to �lesharing), etc., Iphion will use the commercially more attractive terms Collaborative or Peer-
assisted IPTV for its more �exible and reliable technology.

1.4.2 Internet video streaming approaches

The Internet was designed to support di�erent means of transporting data. One of the most well-known
protocols is the unicast TCP/IP protocol, but provisions for e�ciently sending data from one source
to many destination have been made. Unfortunately, the latter su�ers from several issues, to which
several solutions are possible.
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(a) IP unicast (b) IP multicast (c) Early application layer
multicast

(d) Modern application
layer multicast (P2P)

Figure 1.2: Schematic representation of the 3 di�erent ways of distributing data to end nodes. The dashed
arrows indicate disjoint subsets of the full stream.

1.4.2.1 IP unicast

IP unicast is used for sending data from one source to one receiver (one-to-one communication).
Probably the most well-known usage of this type of communication is that between a webbrowser and
-server. Note that in this case one server can communicate to many clients, but the data to each client
is sent independently (Figure 1.2(a)).
This immediately shows the main reason why this technology does not scale well for streaming TV:

bandwidth usage (especially at the server) increases linearly with the number of connected users.

1.4.2.2 IP multicast

IP multicast [24] [25] was devised to alleviate this problem, and can be used for one-to-many and
many-to-many communication. Every user interested in the data stream can connect to the multicast
group of a stream using the IGMP protocol [25] and supporting routers along the network path will
automatically take care of `splitting' data to di�erent parts of the network. As data for every stream
is sent just once over a link, irrespective of the number of connected users, this approach seems the
ultimate solution for video streaming (Figure 1.2(b)).
However, on the Open Internet, many (technical and political) problems prevent the widespread

implementation of multicast on backbone routers. To name a few: �feedback implosion� due to nodes
re-requesting lost packets, per-group state in routers, scalability issues with address allocation, cost
sharing between ISPs, etc. For an overview of these problems, see [26].
Some of the problems can partly be solved. For instance, to solve occasional packet loss without

requiring a feedback channel one can use Forward Error Correction (see Section 2.1.13). In the case of
a controlled network environment (such as within the network of one ISP), some problems are not an
issue anymore, so despite the mentioned potential technical problems, IP multicast is widely used for
streaming TV in such networks. Additionally, because of the direct control over routers in the network,
strict policies can be made to guarantee high QoS for multicast data (e.g. in combination with QoS
�ags in packets [57], bandwidth reservation, etc.), thereby making the technology both highly e�cient
and robust.

1.4.2.3 Application layer multicast

To overcome the lack of IP multicast on the Open Internet, a di�erent strategy has to be taken: it is
possible to implement multicast on a higher network layer (e.g. TCP or UDP), by forming an overlay
network on top of a unicast network. This technique is called Application Layer Multicast (ALM) and
can be implemented using two main principles: dedicated proxy servers and peer-to-peer technology,
the latter of which is discussed in the next subsection.
The best known example of dedicated proxies is the MBone [28], devised by the Internet Engineering

Task Force (IETF) in 1992. It creates an overlay network on top of standard unicast connections, using
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1.5. IPHION COLLABORATIVE IPTV

dedicated servers in the network to tunnel `regular' multicast tra�c on the local network to an MBone
server on another multicast-capable network. Standard IGMP is still used to connect to multicast
groups on the MBone, which makes it transparent to IP multicast applications.
Note that ALM will always be less e�cient than IP multicast, for example in terms of bandwidth

usage: many (physical) links will carry data at least more than once. This of course also adds to the
delay. However, it can (and should) be more e�cient than IP unicast, as data is (hopefully) copied
closer to the endpoints, o�oading the link of the central server (Figure 1.2(c)).

1.4.3 P2P multicast overlays

As the MBone still requires dedicated proxy servers and multicast enabled networks, the logical next
move is to take the overlay network one step further: to the end hosts themselves. This is called
Peer-to-Peer (P2P) communication, and the (multicast) overlay is now formed directly by IP-unicast
connections between the applications at the end hosts, called peers (Figure 1.2(d)). Although this
concept is not hard to grasp, creating a reliable multicast transmission using P2P technology is far
from trivial, considering the unreliable nature and strong heterogenity of the end systems (joining and
leaving at will, sometimes even failing without notice, having upload and download bandwidths di�ering
by multiple orders of magnitude, etc.).
One of the �rst and most widely known Peer-to-Peer multicast systems is Narada, which was pub-

lished �rst in 2000 [20]. This early system directly resembled IP multicast, using a single tree to
distribute the data. Although such a technology works well with dedicated servers, more robust ap-
proaches should be used in the P2P case. Since Narada, a vast amount of research has been (and still
is) invested in improving many aspects of P2P networks.
Section 2.1 and Appendix A discuss the main considerations and proposals resulting from a literature

study in this �eld, and provide the necessary knowledge to further discuss the Iphion application.

1.5 Iphion collaborative IPTV

For this project, the most relevant part of Iphion's IPTV solution is of course its P2P network. This
network will be formed by several servers, and the client nodes called Iphion players. Figure 1.3 shows
how the Iphion players communicate with each other and relay servers. The solid lines in the �gure
indicate the main �ows of communication (being stream data, partnership negotiations, etc.). It can
be seen that the content provider delivers its data to the streaming server (which could be located
at or near that provider, or elsewhere), which in turn distributes the stream to the relay servers. The
relay servers each manage a (possible overlapping) part of the network, and will likely be located inside
the networks of ISPs. Additionally, there will be servers o�ering additional services like cryptographic
key management, a rendez-vous point to assign new peers to their `local' relay servers, providing EPG
data, etc.
However, as the �gure's caption suggests, this �gure does not represent Iphion's current network.

Although much work has already been done, major concepts such as using relay servers have not been
implemented yet, and on a smaller scale important issues in the P2P algorithm (such as problems
with the current packet scheduling under moderately high round-trip times) would prevent large-scale
deployment of the application (discussed in Sections 2.4 and 2.7).
The following subsections brie�y describe the state of the initial and 1.0-version of the application

and the already substantial improvements so far.

1.5.1 Original application

The following points shortly illustrate the status of the Iphion application as it was at the dawn of this
Master's Project, before a release of the software was made (internally called Version 0.1):

• The gossip approach of CoolStreaming/DONet (see Appendix A.4) was used to build the P2P
overlay structure: this method is relatively easy to implement, and is robust to node churn,
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Figure 1.3: Schematic representation of future Iphion network

without depending on central servers for maintaining the structure of the network (apart from
the streaming server itself of course). The main disadvantage appeared to be large end-to-
end delays between the streaming server and peers, as nodes did not attempt to �nd peers
with `better' services (e.g. shorter end-to-end delay, higher bandwidth and/or smaller network
distance). Additionally, the bandwidth overhead of sending gossip messages was found to be too
big.

• Because of having multiple parents, data is pulled (as opposed to pushed) from neighbours: peers
therefore communicate bu�ermaps and requestmaps with each other.

• There was initial support for NAT detection and traversal, including the concept of �supernodes�
to communicate with peers behind a NAT box. The streaming server was always used as the
supernode.

• No protection against intrusion of the network (the so-called �crypto code�) had been created at
the time.

• No congestion control was implemented and in fact, all data requested by another peer was sent
in one large (UDP) burst. Although this did work over a local 100 Mbit LAN, it failed when a
10 Mbit hub was connected between testing computers (even with a stream bandwidth of less
than 1 Mbit).

• The bu�er had a �xed size of 300 packets, and was advanced (moved forward) by looking at
the head pointers of other peers. Data `falling o�' the tail of the bu�er was then transferred to
the media player. Therefore, advancements had to be rather smooth, which does not match the
not-completely-constant bitrate of the videostreams, so that an additional bu�er in the media
player of at least 2 seconds was needed. Additionally, 300 packets appeared to be too few for
proper delivery of high bitrate (≥1 Mbit) streams.

• The stream was produced from a �le, instead of from a live input.

1.5.2 Current application

Many improvements have already been made during this project by the developers of Iphion itself. The
changes most relevant in the context of this project are summarised in the following list, which re�ects
the state of the software at its initial (1.0) release.

• Although the pull-based data exchange remains, the gossiping algorithm was removed in favour
of a server-based rank assignment: every new peer is placed in the highest possible rank, based
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Figure 1.4: Iphion network structure at release 1.0.

on the amount of available bandwidth in every rank, which is estimated by the uplink speeds
advertised by peers, and the current amount of peers in the rank. Every peer then tries to receive
data from higher-rank peers (the streaming server has the highest rank, and relay servers do not
exist yet).

• Requested data is no longer sent in one burst, but sent in an interval of 100 ms. Because
requestmaps are sent every 150 ms, there is about 50 ms of `silence' between the data sends. To
overcome the problem of excessive packet loss when using the application over slower links, some
means to limit the requested amount of data was implemented. However, when a peer experiences
data shortage (most notably during its initial pre-bu�ering), it e�ectively ignores this rate control
and sends out large requestmaps. This behaviour is called the �mean-to-network mode� and
combined with the implemented packet scheduling renders P2P communication inoperable on
cable modem links (see Section 2.7).

• A cryptographic-signature system was added to prevent non-authorised clients to intrude the
network. Note that this system does not encrypt the contents of the packets, but protects the
network by only accepting messages originating from nodes that obtained a valid `login key' from
the server. The media stream itself is not yet protected.

• The size of the bu�er can now be assigned upon joining a media channel, and is chosen to match
stream characteristics.

• Sending data to the media player is now done by a separate pointer, instead of the tail pointer of
the bu�er. This new playback pointer allows to follow the instantaneous rate of the videostream,
thereby considerably reducing the bu�ering needed in the media player (currently 400 ms, in-
stead of more than 2 seconds). This principle (and its additional improvements) is described in
Section 3.1.

• Initial experiments with live streaming were performed (video-encoder settings were a major
concern here).

The 1.0-version software was deployed to a small group of beta testers, including some with cable/ADSL
links. It already works quite well, but due to the small amount of peers there is not much peer-to-peer
tra�c yet. Although the concept of relay servers has been planned since the earliest versions, the
current network is still directly supported by the streaming server itself and partnerships are, apart
from the rank assignment, still fully random (i.e. there is no locality awareness).
As will be shown in Section 2.3, the concepts of the application and protocol are good, but do

need improvements. Development after Version 1.0 then started to include recommendations from this
project such as the new architecture (Section 3.2), improved packet scheduling (Section 3.4), etc.
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CHAPTER 1. INTRODUCTION

1.6 Problem statement

The objective of this Master's Project is to analyse and improve upon the P2P protocol and algorithms
of the existing initial Iphion application. The following sub-problems are de�ned:

• Literature review of state-of-the-art (streaming) P2P algorithms is needed to obtain a thorough
understanding of fundamental choices for creating a fast, reliable and e�cient network.

• Analysis of Iphion's existing application

� based on design considerations resulting from the literature review allows to judge on
general concepts,

� and analysis of its speci�c implementation will highlight major ine�ciencies.

• Simulation is needed to investigate original and future network behaviour, with a strong focus
on realistic simulation of typical residential access networks (most notably the occurrence of
extremely large queuing delays).

• Improvements must be designed, implemented and veri�ed, most notably removal of the large
media decoder bu�er, a redesign of the internal application architecture, a fast and e�cient
method of improving on network locality and `large-latency-resistant' packet scheduling.

• Congestion control must be improved as well,

� however the popular choice for TFRC will appear to cause excessive delays on typical
residential networks

� to which an improved version must be proposed,

� leading to a fundamental re-evaluation of the control principle in favour of FreeBSD's
TCP algorithm.

8



2 Analysis

In order to design an improved peer-to-peer (P2P) algorithm, many aspects have to be taken into
account. This chapter (and Appendix A) �rst introduces the most important issues to consider when
creating a P2P protocol, resulting from literature study of (streaming) P2P protocols.
Then, an analysis of the current Iphion application is made, based on these considerations. It will be

clear that a complete redesign of the existing protocol is not necessary, but signi�cant improvements
are needed.
Because the application will often be used on cable/ADSL links and the queues on those links are

rumoured to be large, this has been investigated in Section 2.5. The consequences of this simple
investigation later appeared larger than expected: the packet-requesting algorithm, and the lack of
congestion control in the current Iphion application render the application highly ine�cient on such
links. This e�ciency is described in Section 2.7, based on results from a custom-made simulator which
is introduced in Section 2.6.

2.1 Design considerations

P2P technology can be used for a wide variety of tasks, e.g. �lesharing, video conferencing, redundant
and distributed archiving, messaging, etc. This section describes the subset of P2P problems that will
be encountered when streaming live TV over the Internet (although other P2P areas have many of
these in common). This includes important choices for overlay topology structure, and system aspects
like packet scheduling and bu�ering.

2.1.1 Central vs. Distributed

As P2P networks can become very large (100k+ nodes), global knowledge of the network should not
be maintained by every peer. Three main approaches to overcome this can be discerned:

• Central server(s): Some implementations use one or more central servers to store the global
state. A centralised solution provides for e�cient algorithms to place new peers in the network
and makes maintaining tree structures trivial in most cases. A disadvantage is that it has limited
scalability, usually up to a few hundreds or thousands of nodes.

• Super nodes: Other implementations use �super nodes� to control a part of the network. These
nodes can be normal peers that happen to have good connectivity, stability, etc. but can also be
dedicated nodes inserted in the network by the application network maintainers if needed. They
generally maintain a medium-sized list (e.g. 1000 peers) of peers. Normal peers are assigned
one super node, and super nodes can communicate with each other.

• Distributed: Then there are fully distributed algorithms, which are usually created to have good
scalability, but are harder to design, have more control overhead (messages) and are slower (for
joining, repairing and optimising) than a centralised solution.

Generally, all peers maintain a list (�peer list�) with a subset of all nodes in the system (typically
20-100). This list is usually a uniform partial view of the network (i.e. random-ish). Many algorithms
then create partnerships for the actual exchange of data with even a subset of the peer list, called the
�partner list�.
The Iphion application will be a hybrid between centralised and distributed: a node will �rst contact

a central server to obtain a list of relay servers. The relay servers are dedicated nodes placed at
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strategic locations (e.g. inside ISP networks) and maintain a localised view of the network, aiding in
more e�cient bandwidth usage inside ISPs and faster channel-switching in clients, see also Section 3.3.

2.1.2 Trees vs. Meshes

The partners can be chosen in many ways, for example at random, or to form a tree. In fact, this
choice has a great impact on the rest of the application: in case the system creates a tree-like topology
(i.e. each peer has one `parent') data can be pushed down the tree without the need for explicit
determination of disjoint data sets. If nodes can have multiple parents (as in the case of a random
mesh, or even structured graphs) some means to prevent duplicate packets from being sent must be
implemented.
The �rst application-layer multicast algorithms use a single tree to distribute the data (see Ap-

pendix A.1). This tree is then used for delivering both control messages and data. A single tree has
the advantages that it is fairly simple to construct (especially in the case of centralised assignment)
and data can simply be forwarded to all children of a node without the need for set-reconciliation
algorithms (see Section 2.1.4). However, it has a number of distinct disadvantages:

• Failure of one single node immediately leads to the starvation of the complete subtree below that
node, so quick repair is necessary.

• Every node in the tree has to be able to supply the full videostream to each of its children. This
is impossible in the realistic scenario of highly asymmetric links, like most cable and xDSL users
have.

• In contrast to the internal nodes, leafs of the tree cannot contribute any data back to other
nodes. Even with binary trees, already half of the nodes is a leaf node.

The next generation of protocols therefore started to use multiple trees. The original videostream is
then split into disjoint sets, which are sent down their own tree. Some protocols simply splice the data,
other proposals use Multiple Description Coding (MDC) (SplitStream [12], CoopNet [59]) or e.g. the
Information Dispersal Algorithm (IDA) (Trickle [34]) to split it. (See Appendix A.2.)
When data is simply spliced and a tree breaks, the tree still has to be repaired very quickly, but less

missing data has to be recovered. IDA allows to fully recover the stream, even when a (con�gurable)
number of slices is missing. In case of MDC, when not all slices are received, the quality of the video
gracefully degrades (e.g. appearing a bit more blurry) without su�ering from playback discontinuities.
MDC requires special video encoders and decoders, which are not readily available in (cheap) hardware
decoding chips. It is also possible to create a tree for distribution of control messages, sometimes even
a part of the videostream, and distribute the bulk of the data through `cross links' between nodes in
the tree (e.g. Bullet [44]).
To overcome the problem of unreliable nodes in trees, it is possible to replace one single node by a

cluster of nodes (BulkTree [32]), or to only `promote' nodes to interior nodes after they have `proven'
to be reliable enough (mTreebone [77]), see Appendix A.3.
A di�erent approach is to not enforce any structure on the nodes, and create random meshes using

e.g. gossipping algorithms to distribute the data. Although this is very simple to implement, it has the
huge disadvantage of wasting large amounts of bandwidth on duplicate packets. A direct improvement
to this approach is therefore to use gossipping for just maintaining the network overview, and building
partnerships with a subset of this view (CoolStreaming/DONet [85], Appendix A.4).
Random meshes allow every node to supply as much bandwidth as they can and are highly robust

to node failures, but they have the disadvantage of introducing larger delays, and are very ine�cient
in terms of localising data exchanges. Some algorithms therefore create some structure in the mesh
to improve on delays and locality, while still guaranteeing su�cient connectivity in the mesh (Dagster
[58], DagStream [48], Cyclon/Vicinity [75], PULSE [61], Appendix A.5). Others use combinations of
trees or even normal multicast and meshes (HON [86], HyMoNet [14]).
No real consensus has yet been reached as to which approach (trees or mesh) is better with respect

to streaming video, as both have fundamental trade-o�s between delay and robustness (in case of data
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push, because of the bu�er needed to cope with tree failures) or delay and control overhead (in case
of data push, because of e.g. bu�ermaps). However, it seems that (structured) meshes are receiving
more research attention lately, often using advanced network coding techniques, e�ectively enabling
data push even on multi-parent structures.
The Iphion protocol currently uses a random mesh, with many concepts (such as bu�ermaps) based

on CoolStreaming/DONet (see Appendix A.4), but will use a more localised mesh in the future (Sec-
tion 3.3).

2.1.3 Bu�ering

Most (also non-P2P) video players use quite substantial bu�ering when playing content over the open
Internet. Bu�ers are mainly used to keep a continuous �ow of videodata to the decoder, to cope
with temporary network slowness and variances in the bitrate. Additionally, they can be used to allow
packets to arrive out-of-order, most notably for the data pull strategies, and/or because of packet
re-ordering (when e.g. UDP is used as the transport mechanism).
Especially determining a suitable initial bu�er size is a delicate matter: a large (initial) bu�er causes a

longer startup delay, and potential loss of resources when a user zaps to a di�erent channel. Additionally,
a larger load will be put on existing peers and relay servers while a new peer tries to �ll its bu�er as
quickly as possible. A too small bu�er on the other hand can cause an immediate bu�er underrun
when starting playback, as videostreams are usually not of constant bitrate (see also Figure 3.1 in
Section 3.1), and the bu�er must be able to sustain these `surges'.
Additionally, the choice of the initial playback position is crucial, as it can not be changed during

playback, but greatly determines the amount of packet trading opportunities with other peers.

2.1.4 Packet scheduling

When a data pull strategy is used, nodes need to determine which packets to send to each other. The
usual approach is that a node advertises which packets it already obtained to other nodes, which can
then decide which packet to request from which node. This advertising and requesting is performed
using bu�ermaps or sometimes Bloom �lters (see Bullet in Appendix A.3).
Bu�ermaps typically contain some sequence numbers (e.g. the current position of the head and tail

of the bu�er, and sometimes the playback position of the media player) and a set of bits. If a bit is
set, this means the corresponding data packet is available in the bu�er (or requested).
Given a set of bu�ermaps of other peers, a node must determine what packets to ask from each peer.

One strategy is the random one. This potentially leads to problems as some packets might become
very scarce, and thus risk missing their playback deadline (see Chainsaw in Appendix A.4). According
to CoolStreaming [85] and BitTorrent [22], a �rarest-�rst� scheduling is important to guarantee an even
packet distribution in the network to prevent this scarcity. However, this does not take the playback
deadline into account, so some packets might still be scheduled too late.
A simple solution seems to be to just prioritise the packets near the playback pointer, but this makes

it hard for nodes to obtain `innovative' packets that can be used to send to other peers (e.g. to improve
their `cooperation score'). This innovation is needed for incentives (see Section 2.1.9) and is supposed
to be responsible for the success of BitTorrent (however, also consider [41], that shows some �aws in
the reasoning of the original BitTorrent protocol).
The BiToS algorithm [74] contains a nice approach to this problem by modifying the BitTorrent

scheduling to balance between prioritising near-deadline packets and innovation packets. An improve-
ment to the CoolStreaming scheduling is given in [84].
Implementation speci�c problems appear to cause even greater problems in the Iphion application,

see Section 2.7.

2.1.5 Clustering

The expected usage of the application will be that many users will be watching the same (small) set
of channels, and that they will most likely also be close together in terms of network distance. This
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Figure 2.1: Example of weakly connected cluster (left), and clustering with at least one backup path from
every node (right).

means there could be a large gain by taking this locality into account. The bene�ts are obvious: by
using nearby neighbours, (local) bandwidth can be higher, latencies shorter, packet losses and delay
jitter smaller, inter-ISP (�egress�) bandwidth demands will be lower, etc.
However, the disadvantage is not so obvious: great care must be taken to keep the mesh su�ciently

connected, i.e. there must be enough distinct paths from any client to the source to prevent clusters in
the network from becoming isolated if one node fails. This problem worsens as the number of partners
is decreased, which would be bene�cial in case the number of close neighbours is small.
This means that measures must be taken to guarantee good connectivity, for example by ensuring

that multiple disjoint paths are available to the source. Good algorithms are available to achieve this,
see for example DagStream (Appendix A.5), which generates a structure as illustrated in Figure 2.1.

2.1.6 Locality

Given the desire to connect to nearby peers, it should still be decided how to �nd nearby peers and
many di�erent approaches can be taken. Obvious means include using the round-trip times (RTTs)
or measuring [78] (or inferring [16]) bandwidth between nodes. Additionally, nodes could look at the
quality-of-service another node could provide [8].
More advanced approaches are measuring latencies to known landmark hosts to determine a position

vector (e.g. GNP [55]) or using RTTs between peers to distributedly compute an x-dimensional (usually,
x = 2, 3 or 4) position vector (e.g. Vivaldi [23]). Vivaldi also introduces the idea of a height value,
additional to e.g. a 2D position, which allows easier modelling of the last mile latency that xDSL users
experience, and which would be hard to include in e.g. a `normal' 3D position.
A disadvantage of using latencies to estimate network distance, is that it involves actively probing

other nodes, which increases overhead and takes time.
Another disadvantage of using RTTs is that many of the clients of Iphion will be behind cable and

xDSL modems. These modems tend to have long queues, which can signi�cantly increase RTTs,
especially when links get saturated (see Section 2.5). This means that e.g. a cable modem user could
easily mistake a distant university campus node for being closer than another cable modem user in the
same area. Although having shorter RTTs might be advantageous from the user's point of view, it
may lead to a large increase of egress bandwidth.
It is therefore desirable to use `passive', non-RTT-based techniques to estimate distance.
One of these techniques is to use an IP-to-location database, but this usually requires the database

to be stored on the nodes, and the coverage of these databases is often not su�cient (missing IP
ranges) and subject to changes. Another solution is to make use of the fact that nearby hosts often
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share routers along paths to the source. In [81] an algorithm is proposed that traces the route from
a client to some landmark node(s), and saving that information in a central database. The central
server can then determine nearby nodes by comparing the list of routers of a newly connecting node
with those in the database.
It is evident from the previous observations, that knowledge about the local network would greatly

help to take more accurate decisions. Proactive Provider Participation for P2P (P4P) [79] proposes
that ISPs should set up servers in their networks that allow peers to learn about the network topology
and status. For the Iphion application, another approach will be used, which is based on a combination
of information about the provider networks, and a distance metric based on comparing IP addresses
using the XOR metric. As P4P will likely not be available soon, Iphion's relay servers will be responsible
for supplying the network information. See Section 3.3 for a simple alternative solution.

2.1.7 Node churn

Due to the nature of P2P systems peers can join and leave the network at will (as opposed to routers,
which can be regarded as much more stable in this respect). This continuous process is called �node
dynamics� or �node churn�, and is one of the most prominent reasons why tree/push-based approaches
are challenging to get right.
Nodes may leave the network in a controlled way, by having the user nicely shut down their set-top

box, but they may also leave the network by a (temporary) failure of the (wireless) network connection,
or simply crash. In the case of set-top boxes the most important cause of unannounced leaves will
probably be network outages.
See also Section 2.1.16.

2.1.8 NAT / Firewalls

Because of the limited address space of IPv4, a concept called Network Address Translation (NAT)
was introduced. This allows many computers to share the same public IP address, each of them having
their own private IP address. The �NAT box� (router) will automatically translate the addresses of
packets going from the client to the server, and back again. This approach works good for `normal'
tasks like web browsing, but proves to be a real challenge in P2P networks: it is no longer possible to
directly reach a node behind a NAT box from any other node on the Internet. Several tricks exist to
try to `punch holes' through the NAT box, of which STUN [66] is a very well-known example. The
approach is to exploit properties of certain types of NATs (full cone, restricted cone, port restricted
cone, symmetric), but unfortunately, it is still impossible to build direct connections between some
types of NATs (most notably between two symmetric NATs). Some other combinations do allow
communication by �rst sending a special connection message via another (publicly reachable) node,
usually called a �super node�. It must be noted that �NAT punching� works best with UDP, and that
NAT boxes usually prevent other IP protocols than a few well-known ones (e.g. UDP and TCP) from
being usable. This may be unfortunate, as e.g. DCCP [43] might be a very good alternative to UDP
because it provides congestion control and still allows unreliable transport (see also Sections 2.1.10 and
2.1.11).
It is important to take the (in)connectivity between nodes into account when selecting peers to

communicate with, next to the already discussed locality and isolation prevention criteria. Note that
NAT support is present in the Iphion application since Version 0.1.

2.1.9 Incentives

Studies on the Gnutella protocol [1] revealed that a signi�cant amount of users do not contribute to
the network by uploading �les, and just download: 70% does not upload anything, and nearly 50% of
all responses are returned by the top 1% of sharing hosts.
This is called �free-riding� or �free-loading� and has a great impact on the available bandwidth and

QoS. It may seem harder to `cheat' the network this way when using a set-top box, especially since it is
not easy for an end user to change its internal algorithms or install additional software, but in practice
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it is very well possible to constrain the bandwidth used by the set-top box on a smart home router, or
simply by using the systems on a low-end Internet connection, or e.g. running a �lesharing program
on a PC in the same house.

If enough high-bandwidth nodes are connected to the system (including repeaters in the ISP net-
works), this will usually not be a problem, but when resources get scarce, it will be fair to prioritise
the well-contributing nodes. As with any ecosystem, a good way to achieve this is by providing an
incentive to cooperate in the network. One possibility is to allow `good' nodes to `climb up' to the
source, and/or to give those nodes more bandwidth in times of shortages.

It is shown in [8] that considering priority can greatly improve both the QoS of a single host and
that of the complete system. The paper includes log traces of several �ash crowds, and shows how
several di�erent prioritisation strategies would have performed, if they were implemented at the time
of the �ash crowd.

Probably the most popular incentive system is that of �tit-for-tat�, as used in e.g. BitTorrent [22].
The advantage of such a system is that it just requires state to be kept about the (usually low) number
of data-exchange partners, it does not need any central authority to verify the other party is not
cheating (as the node can directly verify the performance) and is very easy to implement (although
care must be taken to implement it correctly! See e.g. [41] for some �aws in the BitTorrent reasoning).
In literature, the problem is often also known as the �Prisoners dilemma�.

In SWIFT [70] the authors propose an algorithm that uses the notion of Risk Takers and Paranoid
Traders to allow for fair trading, while providing a way for new peers to start using the network, but
preventing free riders to use �white washing�: constantly adopting a new identity, trying to make use
of the bandwidth provided to allow bootstrapping new peers. Although the system is targeted at
VoD in this paper, the authors suggest in another paper ([60]) that it can be applied to a streaming
environment as well.

Another paper [35] describes a way to let each peer calculate a score that can be used by other peers
to prioritise packets. The score will be higher if a peer contributes more, but too much contribution
will hurt its own performance (because the uplink saturates) and this fact is incorporated in this score
as well. The paper also shows that taking incentives into account can greatly decrease the variation in
QoS of all peers and increases the mean QoS.

The EigenTrust algorithm [42] can be used if a completely decentralised solution is needed to allow
peers to judge upon each other in terms of e.g. trustworthiness. The authors show that it is highly
resilient to all kinds of attacks to the system. Note that such a distributed algorithm might not be
needed for the Iphion protocol, as relay servers in the network can o�er a much more lightweight
alternative and even enable administrative control over this information.

Note that due to the nature of live streams there will be an inherent `downwards �ow' (from nodes
near the data source to `leafs' in the network) of data, and thus any reward will �ow upwards. Some
means must therefore be provided to return this �ow back to the leafs: lower nodes should be able to
reward higher nodes, most likely by an `external' incentives system (i.e. additional to an immediate
tit-for-tat mechanism between similarly ranked nodes). One can think of an extra score to obtain higher
priority at relay servers, or even points to download extra themes/skins for the user interface, etc.

2.1.10 Transfer protocol

Most applications on the Internet exchange data using the Transport Control Protocol (TCP) [3].
It was created to allow reliable connections even in the case of packet losses, by measuring and
communicating these losses between nodes, and retransmitting packets if needed. As TCP ensures
reliable and in-order delivery, lost packets will have to be retransmitted before other packets can be
delivered to the application. TCP bu�ers up all consecutive packets that arrive out-of-order, until the
lost packet is received. In a live streaming environment, this means it can hold up the stream, waiting
for a packet that may arrive too late to decode in time, and thereby also thrashing the usefulness of
the held up packets.

To prevent this, most streaming applications use the User Datagram Protocol (UDP) [62]. It is an
unreliable protocol, which means there is no guarantee a packet will arrive at the destination, and no
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promises are made for in-order delivery. Usually, some extra (application layer) protocol is used on top
of UDP (like RTP) to provide sequence numbering, timestamping, etc.
The Iphion application uses UDP to transfer its data, and implements a custom protocol on top of

that to e.g. re-order packets in its bu�er and re-request missing packets.

2.1.11 Congestion control

Although UDP is clearly a better choice for live videostreaming than TCP, it lacks a built-in congestion
control mechanism. To be able to maximally use the available bandwidth in the network, without
causing excessive packet loss and queuing delays, some means to determine the best send rate must
be implemented on top of UDP.
Routers and switches on the Internet drop packets if their link cannot sustain the current rate (i.e.,

when the link becomes congested), so it is logical to implement congestion control by measuring the
amount of packets that are lost at the receiver, sending summaries about this back to the sender, and
having the sender adapt the send rate accordingly.
Designing such a congestion-control algorithm is a highly non-trivial task, as many factors have to

be taken into account. For example, although missing packets may seem easy to detect using sequence
numbers, out-of-order delivery of a packet could cause this packet to be reported missing, whereas
it will be delivered shortly thereafter. Additionally, tra�c has to compete with other tra�c on the
network, preferably in a fair way. In general this is called TCP-friendliness, as it usually involves using
similar back-o� techniques as those used in TCP, enabling TCP �ows on the same network to obtain
their fair share of bandwidth. A good description of why congestion control is crucial for any Internet
application is given in [29].
Note that just limiting the amount of requests at the receiver side based on a custom heuristic on

data actually arriving is not su�cient! First, this does not take fairness to other data �ows into account,
and second there is a great risk of so-called `congestion collapse' causing the network to e�ectively
grind to a halt. Version 1.0 of Iphion's application in fact exhibits this behaviour (see Section 2.7).
A well-known congestion-control algorithm that is speci�cally designed for multimedia streaming

that is used in practice is TCP-Friendly Rate Control (TFRC) [36]. Besides being fair to competing
TCP �ows, the algorithm tries to maintain a more stable rate than TCP does, which unfortunately
also implies a slower response to a sudden increase in bandwidth availability. This algorithm is used in
many streaming applications, because of the usually (near) constant bitrate of the streams. It seemed
a good idea to use this algorithm for Iphion as well, but as will be shown in Section 4.4.3, the algorithm
does not quite behave as expected when used on typical cable modem links.

2.1.12 Load balancing

The subject of load balancing is closely related to both incentives and congestion control, and inter-
acts with them. There are subtle di�erences though: incentives are about inspiring people to share,
congestion control is about preventing unnecessary packet loss and being fair to other network users,
and load balancing is about �nding a way to optimally share the bandwidth between nodes, thereby
satisfying the constraints of, and using information and principles of incentives and congestion control.
Many algorithms are devised to create optimal and e�cient bandwidth allocation. Indeed, it is a

fundamental problem in graph theory, often referred to as �minimum cost�, �minimum cut� or �maximum
�ow� problems. For general graphs, this problem is NP-complete, which means approximating heuristics
will have to be used. Often these algorithms require full knowledge of the network, which is unfeasible
in a P2P setting.
Some algorithms are available that try to solve the problem in a distributed fashion. This usually

includes transforming the problem to a Linear Programming (LP) problem [17]. Although a hefty bit
of math seems to be involved here, the software implementations appear to turn out a lot less complex,
and achieve fast convergence to near-optimal solutions.
Examples of such systems using (micro-)payment schemes or (micro-)auctions can be found in [47],

[37] and [46]. These approaches all focus on the P2P scenario. Other, more lightweight approaches
(in terms of implementational headaches) include [56].
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2.1.13 Packet retransmissions vs. Error correction

Several types of errors can occur when sending data over the Internet, such as bit errors or complete
packet losses. Bit errors do not have to be considered in the Iphion application, because UDP (and
TCP) packets generally contain checksums and the operating system will discard packets that fail this
check. In e�ect, bit errors are `converted' to packet loss. Note that there exists an alternative to
UDP, called UDP Lite [45], that allows the checksum to cover just a part of a packet (e.g. just the
header), thereby passing the payload unmodi�ed to the application even in the case of bit errors. A
disadvantage of UDP Lite is that it uses a di�erent IP (Version 4) protocol number than UDP, which
prevents the protocol from traversing UDP Lite-unaware NAT boxes.

The main type of error to consider therefore, is packet loss. This can be random, or of bursty nature
(in case of failing wireless links for example), but can also happen as a normal part of congestion
control (see Section 2.1.11). To combat packet loss, two main approaches can be taken: packet
retransmissions and Forward Error Correction (FEC).

Packet retransmissions can be handled by the IP protocol itself (such as TCP) or be inherent
behaviour of another part of the application (such as the packet scheduling in data pull approaches).
This requires that a feedback channel exists from receiver to sender (which is problematic for one-to-
many communication because of feedback implosion).

In the case of FEC, no feedback about missing packets is needed, because the encoded packets
contain extra information to decode the original data even when some packets are not received. Of
course, this introduces overhead, and there is a limit on the amount of packets that can be lost.
Examples of standard FEC algorithms are the Information Dispersal Algorithm (IDA) [63], Tornado
Codes [10] and the recently invented Raptor Codes [69]. Implementing FEC in an application can
always be done by `encapsulating' the original datastream with FEC protection (but beware of special
assumptions about TS packets having speci�c headers/timestamps etc.), or it can be integrated into
the protocol/algorithm. A good example of the latter is SplitStream [12], which uses multiple trees
to transmit di�erent `slices' of the protected stream, and subscribes to more trees when more packet
loss occurs in the network. When enough slices arrive (i.e. enough trees deliver the data) the original
stream can be decoded.

Note that FEC is probably less useful for data pull, because it can often be solved by sending a
requestmap earlier. FEC provides a delay/data overhead trade-o� in case of data pull, and a continu-
ity/data overhead trade-o� for data push.

2.1.14 Performance measures

To comment on the performance of P2P algorithms, several measures are used. For example, Narada
introduced physical link stress and relative delay penalty (or link stretch) [20, 19]. Application layer
multicast implies that peers not only receive data, but also send data. The number of times the same
data is sent over one link determines the link stress. So, with IP multicast this number is simply 1, but
in the case of a binary tree overlay this number will be 1 or 3 (per link), depending on whether a peer
is a leaf or internal node. Link stretch is de�ned as the increase in path length (in hops) divided by
the shortest (IP multicast) path that would be possible. Another measure is the amount of overhead
for maintaining the overlay, usually expressed relative to the amount of video data.

Some papers (e.g. [50, 83]) mention the so-called playback continuity, which is de�ned as the ratio
of packets that were not available at decode time to the total amount of packets needed by the player.

Additionally, simulations and real world implementations express values in (milli-)seconds, like startup
delay, end-to-end latency, tree repair delay, etc. Papers containing good comparisons between several
existing protocols include [72, 77].

2.1.15 Simulation

Few proposals are actually implemented and deployed in public, the most famous examples probably
being BitTorrent and CoolStreaming. Although a real world implementation provides valuable data,
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it is not feasible in most cases, and special scenarios like massive node failure, very high or very low
churn rates are hard to (re)create.
Thus, some researches chose to simulate or emulate their proposals. It is possible to use standard

P2P simulator frameworks like PeerSim [40] , use a topology generator (e.g. BRITE [53] or GT-ITM
[11]) and/or network simulator (like NS-2 [51]) or emulator (like Dummynet). However, most papers
seem to implement a custom simulator (or nothing at all), because the existing simulators are found to
be too detailed or too generic to illustrate the problem a speci�c algorithm tries to solve. For a recent
overview of used simulators including their properties, see [54].
It is also possible to implement the application on PlanetLab [21], which is a global network of

nodes (mostly at universities). It provides a good environment to perform real world testing, with the
ability to (remotely) control the clients. Its scale is however limited to a few hundred nodes, which
usually is not enough to hit the limits in terms of scalability of an algorithm. Also, the nodes tend to
be highly loaded by other (simultaneous) experiments, and their network links are probably not very
representative for those of the Iphion clients (which will mainly be ADSL and cable users).
See Section 2.6 for this projects custom-made event-based simulator.

2.1.16 User behaviour

Although some papers use a uniform distribution for joins and arrivals of clients, it has been shown that
a heavy-tailed (Pareto) distribution is more appropriate. This fact can be used to create more stable
overlays, see mTreebone in Appendix A.3. According to [68], a realistic number for the node churn
in P2P systems is between 0.1% and 1%, and catastrophic churn could be up to 30%. Other papers
about measurements of public implementations include [38] and [2], both covering the proprietary
PPLive system. Note that in the Iphion scenario, many users could be watching the same channel
(e.g. a popular soccer match) and massively zap away when commercials start. This quali�es as highly
catastrophic behaviour, but should still be handled gracefully by the network!
Tolerable zapping delays seem to di�er per application: users watching analog television experience

sub-second zapping delays, satellite users have delays of a few seconds, and in the CoolStreaming [85]
case users experienced delays of around 30 seconds. These numbers di�er by two orders of magnitude!
According to [50] there seemed to be no correspondence between the popularity of a program and the
zapping time, which makes it hard to state de�nitive numbers for tolerable delays, although Iphion
ultimately desires sub-second delays.

2.1.17 Network coding

When downloading data (be it a �le or a stream), every peer has to obtain the same set of packets
that the source produced. This is the problem of set reconciliation. One way to solve it is to con-
stantly exchange so-called bu�ermaps between peers, so a peer can determine which neighbour has
a desired packet. This creates a direct coupling between the bandwidth allocation problem, and the
set-reconciliation problem: nodes can only request packets from the nodes that actually have those
packets, instead of being `free' to select nodes that can provide more bandwidth (or more reliable
delivery, etc.).
One approach to combat this coupling is to use network coding. Network coding is a type of

information coding, where nodes in the network actively re-encode the passing packets, in contrast to
`just' encoding the packets at the source. A very promising technique called Random Network Coding
[39] works by creating random linear combinations of incoming packets (usually in GF(8) or GF(16))
and just passing these combinations on to the `child' nodes. To decode the data, the received packets
are gathered in a bu�er, and after enough packets (slightly more than the number of source packets)
have been received, a Gaussian Elimination process can be used to solve the linear equations these
packets in fact describe. Optionally, a standard Forward Error Correction (FEC) code can be used
to protect the inner data against the remaining missing packets (which can occur because of linear
dependencies between the coded packets).
Note that it is not necessary to decode the source data in order to create new outgoing packets,

linear combinations are directly created from the incoming packets. This is very useful to achieve
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a short end-to-end latency. However, in practical implementations [18] the packets are grouped in
�generations�, �segments� or �slices� (of about 100 packets).
Random network coding provides some signi�cant bene�ts: two peers can simply agree upon a

certain amount of packets per second, and no further communication about what packets to actually
send is needed. By eliminating the set-reconciliation problem, a few round-trip times (RTTs) can be
saved because a peer no longer has to wait for a bu�ermap to appear, and there is no need to send a
requestmap back to speci�cally ask for certain packets. Additionally, there is no need for �rarest-�rst�
scheduling anymore, as the data is completely randomly distributed over the linear combinations. The
risk of creating very rare packets is therefore greatly reduced.
The big disadvantage is that Random Network Coding is very computationally expensive, as many

multiplications between full packets have to be performed especially during decoding (Gaussian Elimi-
nation). Although there are very e�cient implementations of this (especially in GF(8)), this still means
many rotation and XOR operations are necessary. It is therefore probably not feasible to use this on a
low-end set-top box (which Iphion will use).
It is also possible to use �Raptor Codes� [69] (an advanced version of �Digital Fountain Codes�)

which are much simpler in terms of CPU usage. They can be used in a network coding setting, but
have the disadvantage that source packets have to be decoded before new packets can be encoded.
Additionally, the technique is highly patented (by well over 100 patents) and thus requires a license.
Although much research e�ort is dedicated to (random) network coding approaches, it will probably

just stay a nice dream for some time, particularly for the Iphion application.

2.2 Existing proposals

A summary of existing streaming P2P algorithms can be found in Appendix A, providing better insight
in typical P2P pitfalls and their solutions. For example, it contains references to algorithms for achieving
good locality while still maintaining some randomness for stability (Cyclon/Vicinity), some numbers on
real �ash crowds (CoopNet), the reality of the danger of random packet scheduling (Chainsaw), the
appearance of `stable nodes' (mTreebone), and a hybrid data push/pull strategy (GridMedia, HyMoNet)
which might be useful to consider for Iphion, etc.

2.3 Research summary and conceptual application analysis

Relevant design considerations and technical terms are now de�ned, allowing a �rst analysis of Version
1.0 of Iphion's application.

• The mesh-based structure of Iphion's network enables optimal usage of available bandwidth in the
network and is robust to node churn. Although having multiple parents requires set reconciliation,
this is quite e�ciently solved with bu�ermaps and o�ers more �ne-grained control of data �ows,
which is relevant to locality and incentive considerations.

• The bu�er size remains �xed during both initial bu�ering and when playing. It is better to use a
small bu�er after zapping, and gradually expand that bu�er if the network allows or requires it.

• Packet scheduling occurs fully random, but a rarest-�rst and/or incentives-based approach is
preferable. Additionally, the playback deadline of packets and estimated time to retrieve a packet
from a certain parent could be included in the scheduler.

• Although clustering according to network locality is one of the goals of Iphion, no support for
this (nor for relay servers) has been implemented yet. See Section 3.3 for a possible solution.

• NAT / Firewall support is implemented, but did not yet allow nodes behind the same NAT (with
likely very good connectivity) to directly communicate. See also Section 3.3.

• The transfer protocol is UDP, which is a good choice for live streaming because of its `non-
blocking' (i.e. non-in-order and non-reliable) delivery and good NAT-punching possibilities.
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• Some congestion control is implemented, but as shown in Section 2.7 needs to be improved sig-
ni�cantly. This task appeared to be trivial at �rst by `simply' implementing the TFRC algorithm,
but as explained in Chapter 4 is rather complex instead.

• No Forward Error Correction (FEC) is implemented, but given the pull-based approach of Iphion,
this should not be necessary either.

• Incentives can encourage users to contribute more resources and increase the overall quality-of-
service of the network, but because of the `downwards �ow' of a streaming system, this requires
some external score to be de�ned next to the more simple `tit-for-tat' incentives. No provisions
have been made for this yet (and some of the other issues have a higher priority!).

In general, the central ideas of Iphion are very good: the mesh-based approach, the (future) avail-
ability of relay servers for e�cient (local) bandwidth distribution, improving zapping and helping out
in `emergency situations'. The application already works in real life, even through NAT, and provides
initial security protection.
However, according to this �rst analysis, congestion control and locality are important issues to be

solved.

2.4 Iphion implementation-speci�c analysis

Additional points of consideration, speci�c to Iphion's Version 1.0 implementation are:

• Streaming packets from the bu�er to the media player was directly coupled to the tail of the
bu�er, which complicates the bu�er-advancement code but most importantly requires a large
(additional) bu�er in the media decoder (see Section 3.1).

• New requestmaps are generated every 150 ms and packets are expected to arrive within this time.
Section 2.7 shows that this approach will not work well on the typical Internet links that Iphion
will encounter.

• A cryptographic-signature system is implemented which enables peers to verify that received
packets indeed originate from the indicated sender. However, it does not protect against pro-
tecting the network in case an Iphion set-top box is hacked: the stream data itself is not checked
for authenticity. Once an Iphion box is hacked, it is fairly easy to completely `crash' the network,
and even insert a malicious stream.

• Although the Iphion application can be turned into a `relay mode', in practice this just disables
the output to the media decoder. All administrative tasks, such as maintaining the network
overlay, but also distributing the stream to the network is still handled by one central server.

• Nodes with increasingly lower ranks will have increasingly higher absolute playback delay, because
they need to wait for the data to be downloaded and advertised by their parents �rst. In the
current implementation, this delay (the �rank di�erence�) is �xed (48 packets by default). It may
be wise to make this di�erence adaptive to the actual state of the network (e.g. based on the
RTTs between partnering peers).

• Because of a limitation in the current bandwidth administration of partnerships, it is not possible
to create partnerships between equally ranked nodes. The streaming server (and later, relay
servers) will be able to support a substantial amount of peers in the �rst rank, which will thus
not be able to contribute any bandwidth to each other. It is a good idea to remove this limitation
from the implementation, as it will allow the bandwidth of leaf nodes in the network to be used.

• Partnerships between nodes are currently bi-directional. Ironically, bi-directional links are mostly
useful for `cross links' between equally ranked nodes, which are currently not possible. Because
being a lower rank node implies having a higher absolute delay, the average �ow of data will
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always be from higher to lower ranks. Thus, it is logical to make partnerships uni-directional,
also saving some bandwidth (as bu�ermaps no longer need to be sent from lower rank nodes to
higher rank ones) and simplifying the internal architecture. When cross links become possible,
nodes can simply set up two uni-directional links.

• The rank-select algorithm assigns ranks to new nodes based on the amount of upload bandwidth
a newly joining peer advertises, and a peer is assigned a rank for the full duration of its stay
in the channel. No reassignments of existing nodes are performed when nodes join or leave the
network, possibly resulting in suboptimal rank assignment of both existing and new nodes.

• The rank-select algorithm is currently performed by the central streaming server, but should
ultimately be distributed over decentralised relay servers in the network.

• There is an unnecessarily tight coupling between the scheduling of packets, and the rate-control
algorithm. This means requestmaps have to be computed and sent fairly often, which is a
relatively expensive operation (a.o. involving comparing bu�ermaps of all partners). Decoupling
also opens up possibilities for easier integration of incentive-based data exchange and simpli�es
the internal architecture.

This second analysis shows that (additional to congestion control and locality) the system architecture,
packet scheduling and packet streaming need substantial improvements as well. These issues will
therefore be the topics of the remainder of this report.

2.5 Typical cable modem behaviour

Some experiments have been performed to investigate the behaviour of typical cable or ADSL modem
links. The reason is the rumoured large queues in these modems, which could cause delays of several
seconds and can thereby seriously a�ect the performance of the Iphion network. Although the remainder
of this report will generally refer to this type of links as cable links, the results equally apply to xDSL
links as well.

As will be clear from the measurements, queue sizes can indeed cause RTTs to a e.g. a relay server
of 9 seconds, which means a maximum RTT of 18 seconds (!) can arise between two of these nodes.
Considering the desired sub-second zapping delays and a bu�er size of just a few seconds of the Iphion
application, this will make data exchange (even with the relay server) impossible.

Note that these extremely large latencies usually do not manifest themselves when using TCP con-
nections (e.g. when uploading a large �le through FTP), which is explained in Section 4.6.

2.5.1 Test setup

A simple experiment was designed to determine the size of the (uplink) queue in a typical cable
modem. As there is no direct access to the internals of the cable modem, the size must be inferred
from measuring the increase in RTT caused by packets waiting in the queue.

To be sure that just the uplink is saturated, the experiments have been performed from a machine
in the home network, such that the uplink (bottleneck) is traversed before the downlink is traversed,
see Figure 2.2. To gradually �ll the queue, the �ping�-command of Linux (Ubuntu 7.10) was used, with
the following commandline:

ping -n -s 1440 -i 0.001 -c 3000 ping_host

where ping_host is a node with very good Internet connectivity (100 Mbit). This command sends
(large) packets at a speed faster than the uplink can handle. On a `standard' queue (a so-called �drop-
tail queue�), the measured RTT will gradually increase until the queue is full, after which the RTT
remains nearly constant and packet loss occurs.
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Figure 2.2: Schematic representation of setup to determine queue size in cable/ADSL modem. Note that
because the ping source is located at the residential side of the modem, the replies of the ping destination can
not saturate the downlink, if the uplink is the bottleneck.

2.5.2 Queue sizes and round-trip times (RTTs)

The results of these experiments on three di�erent links are shown in Figure 2.3, which indeed shows
the initial increase in latency, and the �attened curve when the queue is saturated, indicating a drop-tail
queue. From these results, the queue size can be computed as:

nqueue = (tmax − tlink) · blink/spacket,

with nqueue the size of the queue in number of packets, tmax the maximum RTT in seconds, tlink the
RTT of the idle link in seconds, blink the speed of the bottleneck link in Bytes/s, and spacket the size
of the packets in Bytes.
To determine whether the size of the queue is limited by a number of Bytes or a number of packets,

the same experiment was repeated using 720 Byte ping packets, which yielded similar results, but with
a maximum RTT of half that of the 1440 Bytes packets. This indicates a limit based on number of
packets.
From Figure 2.3, it can be found that the maximum RTT of around 8.9 s on the 256 kbps link and

the 2.2 s RTT on the 1 Mbps link both correspond to a bu�er size of approximately 200 packets. The
queue of the 768 kbps line (maximum RTT of 0.9 s) is considerably smaller: 50 packets. Note that
even this fairly fast link, with a moderate queue size still causes an RTT of almost one second, which
is much larger than what Version 1.0 of the Iphion application can handle (see Section 2.7).
Although this experiment has been performed on just a very small number of links, a comprehensive

investigation was found later in [27], indicating typical maximum (mostly drop-tail) queuing delays of
several seconds, in accordance with the results of this section.

2.5.3 Relevance

The sizes of queues in typical cable and ADSL modems can be very large compared to the rule of
thumb for queue sizes. This rule states it should be one or a few times �the bandwidth-delay product�
of the link or �ow, which is hard to de�ne (even with typical RTTs varying from e.g. 10 ms to 100 ms
and �ow speeds from 1 kB/s to 100 kB/s, already covering a range of 103).
Many Internet protocol simulations use this rule of thumb, often with Random Early Detection

(RED) as the queue model instead of a drop-tail queue (RED will generally lead to lower long-term
RTTs). From the simple experiments in this section this is proven unrealistic for cable links: it is not
just the speed and asymmetry of these links that makes them special!
Because the Iphion application will mainly be used on these types of links and has tight constraints

on latency, it is important to include these facts in the design of the application, for both locality
considerations (which are often RTT-based) and congestion-control algorithms.

2.6 Simulator

At �rst, it was assumed that the `popular' choice for TFRC would adequately solve the lack of a proper
congestion control, so focus shifted to another major missing issue: adding the concepts of relay servers
and locality awareness into the protocol, while indeed taking the possibly large RTTs of the links into
account.
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Figure 2.3: RTT measurements when gradually saturating modem queues using large ping packets. Note that
when the curve �attens, packets get lost. Steepness of the �rst part of the plot depends on link speed and the
speed at which packets are generated by �ping� (which is less than 1000 packets/s in practice due to operating
system scheduling granularity). The �nal RTT is determined by link speed and queue size.

To test whether new ideas would actually work, it must be possible to instantiate many Iphion
players, connected through di�erent types and speeds of networks.
One way to do this would be to emulate those networks, and run `real' instances of the Iphion appli-

cation on it. Setting up this many instances with e.g. FreeBSD's network emulator Dummynet is very
complex, and likely requires a multi-server setup. Additionally, some means to gather information about
all nodes and network links must be developed. Even if all this is done, it is still practically impossible
to obtain repeatable experiments, or to conveniently pause the system, change some parameters or
e.g. inspect the contents of a network packet. Combined with the fact that the 1.0-version of the
application did not allow for easy modi�cation of its protocol and internal structure, this led to the
conclusion that emulation was not the right tool for this job.
Most P2P projects do not have a real implementation at all, and instead simulate their proposal.

Although a number of simulation frameworks exist, most of these simulators are still targeted at
simulating certain aspects of algorithms. Some researchers focus on the low-level network aspects
of peer-to-peer applications, for which NS-2 [51] is a suitable tool. Others want to investigate the
scalability of their proposal, and therefore mainly model the complex underlying behaviour on a very
high-level, so that thousands of nodes can be simulated e�ciently.
A review of the state of current simulators [54] reveals that, despite the availability of existing

simulators, most researchers still build their own simulation tools which can then be better suited to
the speci�c problem at hand. Because of the limited scope of the initial problem (mainly improving
locality, respecting the properties of cable links) and the obvious unavailability of the Iphion protocol
in any existing simulator, a custom event-based simulator was developed.
It must be said that the project turned into quite some more than what was initially conceived

(largely because of the later desire to also investigate TFRC's behaviour and more accurately study the
e�ects of di�erent bu�ering stategies) and has been an instructive experience in many ways...

2.6.1 Structure

Figure 2.5 depicts the most relevant simulator classes, ordered by three layers:

1. The simulator framework itself, providing for runtime inspectable objects, an event queue, a
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Figure 2.4: Screenshot of simulator, when running the default Iphion network for some seconds.

command system, etc.

2. The network simulation objects, which are derived from the base SimObjects and simulate the
network links, routers, queues, sockets, etc.

3. The implementation of the Iphion application and protocol, consisting of streaming server, relay
server and Player objects.

2.6.2 Framework

The simulator is event-based (as opposed to model-based) which allows to e.g. compute the behaviour
of individual packets. An example execution �ow of a network packet travelling from one node to
another is depicted in Figure 2.6, which represents the execution of four events.
The framework of the simulator is built on SimObjects (see the �rst layer of Figure 2.5). These objects

have methods and properties that allow them to be `interrogated' while the simulator is running, and
make it possible to view and change their behaviour even during simulations. Almost every other object
in the application is derived from TSimObject or TSimCollection (which can hold other SimObjects).
The driving force of the simulator is the Simulator object, which maintains the simulator time and

a list of SimEvents. SimEvents are used to create timers, simulate the latency of a link, etc. and
are implemented with a microsecond precision timestamp at which its callback function should be
executed. The event-based structure makes it possible to start and pause the simulation at any time,
or run faster or slower than real-time if processing power is su�cient (the network of Figure 3.5 runs
nearly real-time on a 2-GHz Intel Core2 Duo E4400).
The simulator is controlled by the CommandExecuter object, which provides a set of built-in com-

mands to control the behaviour of the simulator, browse around from one simulator object to the other,
view and set their properties. It is also possible to export the state of all objects to a �le for visualisation
using Graphviz tools (e.g. Figure 3.5). To create plots of e.g. bandwidth, queue sizes and number
of playing nodes, one can de�ne `jobs' that log those characteristics to trace �les for processing with
gnuplot (e.g. Figure 4.3). The CommandExecuter also allows to de�ne custom functions that combine
existing commands.
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Figure 2.5: Class inheritance diagram of the most relevant simulator classes, grouped by functional layer.
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Figure 2.6: Example �ow of execution of a network packet, travelling from one node to another.
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Figure 2.4 shows a screenshot of the simulator, after running for a few seconds and examining the
status of the bu�er of one of the Iphion players (�p4�).

2.6.3 Network simulation

The second layer in Figure 2.5 consists of objects that form the basis for network simulation, such as
network links with their queues, and a basic packet class from which all other packet types are derived.
Figure 3.5(a) shows a typical simulated network topology, containing 135 Iphion players connected in a
hierarchical structure, divided over three di�erent ISP networks, where each network can have di�erent
link speeds, latencies and queue sizes.

Implementation details The simulated network consists of the root node (called �Amsix�, after the
Amsterdam Internet Exchange), and zero or more other nodes connected in a tree structure. Thus,
every node (except the root) has exactly one parent, and zero or more sub-nodes. There can be several
types of nodes: the basic NetRouters and NetNodes, and the Iphion speci�c IphionStreamingServer,
IphionRelayServer and IphionPlayers. Usually, one de�nes a network with NetRouters as the internal
nodes of the tree, and any of the other types as the leafs.

The NetRouters implement hierarchical routing, which means that as long as the address of the
current router is not a pre�x of the destination address of a packet, the packet is sent to the parent
router, until it reaches a common ancestor. From there, the packet is routed down the tree again to
the �nal destination. Example addresses are �/Surfnet/R0/R1/p4� and �/Surfnet/R0/R3/p18�. Note
that although `IP addresses' can be assigned to nodes, they are not (yet) used for routing packets, but
are useful for testing IP-address-based locality algorithms (Section 3.3).

A pair of nodes is connected by two NetLinks: the �uplink� to the parent, and the �downlink� to the
child. Every link has a number of con�gurable properties like latency, bandwidth, queue size, etc.

Cable and ADSL links can also be con�gured, by setting the bandwidth limit (usually called �speed
cap�) of such a link. Based on measurements and literature, this is implemented as a �leaky bucket�,
allowing (very) short bursts of data to pass at the physical (higher) link speed, limiting remaining data
to the con�gured limit. This means that RTT measurements of short bursts of small packets on an
otherwise idle link will indicate a high link speed, but as the speed cap kicks in, the increase in RTT
due to packet queuing starts to show the expected di�erences based on the speed cap.

A few di�erent con�gurations of link types and speeds are pre-de�ned in the simulator, allowing to
simulate backbone links (which are dimensioned such that they support practically unlimited �ows, but
do introduce some latency because of their length), campus links (typical 100 Mbit short distance) and
`slow' and `fast' cable/xDSL links, i.e. high speed physical links (e.g. 20 Mbit), with speed caps (e.g.
2 Mbit) and relatively large queues (200 packets by default).

Nodes can exchange packets, which are sent as UDP-like datagrams. Di�erent types of packets
can be created by simply extending the NetPacket base class, and adding custom properties (or even
methods) to them. As packets are not serialised to a Byte stream for sending, one must also set
the Size property in the constructor of the derived packet class, to allow the NetLinks to accurately
simulate queuing delays etc. Note that it is usually not necessary to set up sockets on both ends of a
`connection': a node simply constructs a new instance of a packet class, sets the destination address
on the packet, and calls the Send() method of itself. This means that these packets are sent without
any rate limits: if the queue on a bottleneck link is saturated, the new packet is simply dropped (with
drop-tail queues currently being the only implemented queuing policy).

In order to simulate di�erent types of congestion control, there is a pair of base classes NetSendSocket
and NetRecvSocket from which currently 3 di�erent algorithms are descended: one to send all packets
in one burst at once (Iphion's application Version 0.1), one to send all packets in a �xed interval
(Version 1.0), and TFRC (see Chapter 4). These sockets should not be confused with `conventional'
network sockets, as they work quite di�erent. For example, the sockets use `callbacks' to request
new packets from a node when needed, which enables nodes to quickly respond to newly arriving
requestmaps, instead of enqueuing a batch of packets on reception of a requestmap. This principle
may prove useful for implementation in the real Iphion application as well.
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2.6.4 Iphion network implementation

The third layer in Figure 2.5 shows main objects involved in simulation of Iphion's network. In general,
the implementation in the simulator accurately re�ects the implementation of the `real' Iphion appli-
cation, with much of the original protocol being similar (e.g. the video packets, requestmaps, etc.).
Important concepts such as the packet-scheduling algorithm have been `translated' to the simulator as
well to allow fair comparisons. Its behaviour was empirically con�rmed to be consistent with that of
its real counterpart.

There are also some di�erences: Iphion's application has had quite a lot of improvements since
its original creation, some of which did not �t well to its original architecture, gradually leading to
sometimes unnecessarily complex and interwoven code. Analysis of the (sub-)tasks of the application
has led to a new, simpler and more natural architecture, which has been implemented in the simulator.
These architectural improvements are explained in Section 3.2, and do not change the behaviour of
the protocol itself.

Because the simulator has been designed to incorporate relay servers and locality into the protocol,
some changes have been made to the protocol as well. These changes are described in Section 3.3.
The original rank-assignment algorithm has not been implemented, but to still be able to emulate its
behaviour (see the next section), it is possible to manually assign partnership relations.

Other notable di�erences are the absence of crypto and NAT detection and traversal algorithms, but
this does not in�uence the locality and congestion-control experiments.

The `video stream' generated by the streaming server can either generate a perfectly constant bitrate
stream of any number of packets per second (each containing 7 MPEG TS packets), or a variable-rate
stream which tries to mimmick variations in instantaneous bitrates. The default speed of the video
stream is set to 100 packets per second, corresponding to approximately 1 Mbit, which is the targeted
bitrate for Iphion.

2.7 Iphion application on cable modem links

Although the simulator was originally intended for locality experiments, its ability to accurately simulate
cable modem links and detailed protocol behaviour allows for investigating congestion control as well.

Given the problematic queues of typical cable/xDSL connections and the potential issues mentioned
in Section 2.4, the original Iphion application is expected to perform badly on this type of links.

2.7.1 Test setup

To test this behaviour, the setup of Figure 2.7 was loaded in the simulator. It shows a relay server
providing data to four rank-1 nodes, which in turn deliver data to four rank-2 nodes, as would be
assigned by the rank-select algorithm mentioned in Section 1.5.2. Note that in general, the relay server
will support many more rank-1 nodes before nodes will be assigned to rank 2, but as the behaviour of
just one node of every rank will be examined it does not matter much how many other nodes will be
in the same rank.

All network links except those of the player nodes are modeled as 10 Gbit links, to exclude any
bottleneck e�ects inside the ISP network itself. The up- and downlinks of the players are 2 Mbit and
20 Mbit respectively, with an uplink queue size of 100 packets. Note that this con�guration simulates
a very fast link already, with a relatively moderate queue size. Given the video bitrate of 1 Mbit
(completely CBR, for easy visualisation), this network should easily be able to support the players.
Idle-link RTTs of players to the relay server are 13 ms, and approximately 20 ms between players.

First, the rank-1 nodes are enabled at t = 6 seconds (the �rst few seconds are used to let the relay
server bu�er from the streaming server). The players are allowed to settle for 10 seconds. Then, at t
= 16 seconds, the nodes in rank 2 are enabled as well, and the simulation is executed for another 10
seconds.
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(a) Logical representation of the test setup (b) Physical representation of the test setup, see also Fig-
ure 3.5(a)

Figure 2.7: Setup to investigate behaviour of original Iphion application on typical cable connections. The
images provide two conceptual views on the same topology.

2.7.2 Results

Figure 2.8 shows the results of this simulation. Note how initially the bandwidth usage is higher than
the stream rate because of pre-bu�ering, but then remains steady for a while. When the rank-2 nodes
join the network, the amount of packets they request quickly saturates the uplink queue of the rank-1
nodes, yielding large RTTs (450 ms, although reality has shown that much larger RTTs could occur as
well!). This in turn leads to two e�ects:

1. The rank-1 nodes start to re-request packets over and over again, because they expect packets to
arrive within 150 ms, which now takes approximately 470 ms. The nodes thus request all packets
four times (which in fact all arrive due to the high speed of the downlink). Note that in the
desired case, the line of the downlink usage should remain nearly constant after the pre-bu�ering
stage, even when the rank-2 nodes join.

2. Because there is no limit on the amount of packets sent to the rank-2 nodes, the uplink becomes
fully saturated. The huge amount of packet loss, combined with the high RTT is responsible
for keeping the rank-2 node requesting packets repeatedly as well, thereby �ooding the uplink
because of the lack of congestion control, etc.

This presents a typical example of congestion collapse: a relatively stable situation in which much
data is transmitted, but a small part actually arrives.
The problem would be less severe if even one of the issues would be solved: implementing congestion

control could prevent the RTT from becoming too high, whereas smarter packet requests could prevent
the continuous link overloading, so that �nally the queue would reach the empty level again.
However, both approaches would need to be implemented to cope with both the scenario of large

RTTs (e.g. due to other data �ows), and prevention of (even temporarily) �ooding the uplink queue
(e.g. when new nodes join and as will be seen later also during steady state).
Section 3.4 describes a smarter packet scheduling solution for the �rst problem, and Chapter 4 is

dedicated to �nding a suitable congestion-control algorithm, solving the second problem.
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(b) Bandwidth on both sides of the uplink. The di�erence between the two lines causes excessive
packet losses.

Figure 2.8: Bandwidth usage of one of the rank-1 nodes. Note the unnecessary increase in download bandwidth,
and signi�cant overload of the uplink after the rank-2 nodes join the network at t = 16 s.
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3 Generic improvements

The previous chapter introduced fundamental concepts of P2P applications and analysed some of the
remaining issues of Version 1.0 of the Iphion application. Then, using the custom-made simulator and
tests on some typical cable/ADSL links, showed possible problems of very large queuing delays for the
existing Iphion application.
This chapter �rst describes an improvement (the �Streamer�) to the Iphion application, which has

been integrated into the 1.0-version. Then, a new view on the system architecture of the application is
presented, which was �rst implemented in the simulator, and is now being implemented by Iphion for
the upcoming 1.1-version. Next, the initial work on locality improvement is described, which is largely
implemented in the simulator and positively received by Iphion developers. Finally, a solution for the
ine�cient packet requesting mentioned in Section 2.7 is presented.

3.1 Streamer

The �rst improvement to the Iphion application was the so-called �streamer�. This not only was a
good way to get acquainted with the application, but also solved two issues at once: the 2 to 4
seconds of additional bu�ering in the media player could now be reduced to just 400 ms, and the
bu�er-advancement algorithm was now decoupled from media playback, paving the way for simpler
code and better response to network changes.
The streamer became part of the 1.0-release of the Iphion application.

3.1.1 Coupled pointers

To keep all nodes in the network synchronised to the stream of the server, peers compare their bu�er's
head pointer with those of their parents. As the bu�er has a certain maximum size (con�gured when
joining a channel), the tail of the bu�er then maintains a �xed o�set to the head and packets `fall' out
of the bu�er at the tail.
In earlier implementations of the Iphion application, these packets were sent to the media player. In

case of a completely constant bitrate, this would not seem a problem, but streams can have quite a
substantial amount of variation in bitrate (due to di�ering encoding complexity of scenes, but also due
to di�erent bitrates for I, P and B frames), which means that the speed at which the media player is
processing the data (at the tail) will be di�erent from the speed at which packets are sent out at the
server (which is tracked by the head).
Figure 3.1 shows an illustrative example of the possible divergence between the pointers. From this

�gure it is clear that the media player then needs a substantial amount of additional bu�ering to absorb
the di�erences in (instantaneous) speed of the tail (which is directly coupled to the speed of the head
because of the �xed bu�er size) and the speed at which the media player needs the packets.
The tight coupling between bu�er advancement and media playback has two disadvantages:

1. Large additional bu�ering in the media decoder

2. Too tight constraints on bu�er advancement (which must be smooth enough for the decoder to
follow)

3.1.2 Decoupling pointers

Therefore, an extra pointer called the �streaming pointer� or �playback pointer� was created. This
pointer uses timestamps in video packets to determine the right moment to stream packets to the
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Figure 3.1: Instantaneous speeds of playback and tail pointer for one of the test streams, after implementing
the Streamer. Note that the divergence between the pointers is up to approximately 150 packets for this stream.
This would have required an additional bu�er of at least 3 seconds in the media decoder, if just the tail pointer
would be used to stream packets to the decoder.

media decoder, and can `freely' wander inside the bu�er (Figure 3.2). The bu�er-advancement code
is now relieved of the smoothness constraints, but care must be taken to not advance the tail beyond
the playback pointer.
The bu�er needed in the decoder could now be reduced from 2�4 seconds down to 400 ms. Note

that this bu�er can not be removed completely yet, mainly because of the current implementation of
stamping packets at the server end (which was already implemented but unused in the 0.1-version).
This introduces some jitter: in case of `streaming' from a �le, packets are grouped based on the
presence of a PCR stamp, not their decoding timestamps. In case of live streaming, packets arrive
in small batches due to caching behaviour in the transcoder and operating system, which causes all
packets in one batch to be stamped with the same time. These issues were improved by using UDP
for live stream input (instead of HTTP), but still partly remain.

3.1.3 Synchronisation

In a (unicast) streaming scenario, packets are sent over the Internet by the server, and received with a
certain absolute delay by the media player. This absolute delay has jitter and the instantaneous stream
bitrate varies, which is both handled by the bu�er in the player. The `mean' speed of arrival of the
video packets determines the mean speed at which the player should consume its stream, and it will
adapt its internal clock (a PLL) to this speed, possibly e.g. resampling audio as needed.
Before the streamer was implemented, the speed at which packets were sent to the media player

was determined by the speed of the tail of the bu�er, which was directly coupled to the speed of the
head, which in turn was coupled to the speed at which new packets became available at the server.
Therefore, the media player would correctly follow the `mean' speed of the server.
With the streamer, this is no longer the case as the streamer has its own clock, and compares the

timestamps in the UDP packets to this clock. If this clock is not somehow synchronised to the clock
of the streaming server, the media player will slowly diverge from other players in the network. To
prevent this, the streamer clock can be adjusted to run slightly (e.g. 100 PPM) faster or slower than
the operating system clock. This adjustment will also cause the media player to sense the new arrival
speed and adapt to this.
To determine whether the clock should run faster or slower, the initial implementation (having
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Figure 3.2: Packetising and stream synchronisation.

Algorithm 3.1 Streamer position averaging, to compensate for the BufferTail not being advancable
beyond the PlaybackPointer

InstantPos := (PlaybackPointer - BufferTail) / buffer size;

if InstantPos < AveragePos then

Alpha := 0.01

else

Alpha := 0.001;

AveragePos := Alpha*Pos + (1-Alpha)*AveragePos;

minimal impact on existing other code) was to try to keep the playback pointer at a long-term average
position of approximately 10% of the bu�er's tail. This 10% o�ers su�cient decoupling between bu�er
tail and playback pointer, while still keeping most part of the bu�er available for coping with temporary
network problems etc. Note that the instantaneous position of the playback pointer can actually vary
from 0% (i.e. at the tail) to several seconds ahead of the tail.

This approach works well in practice, but requires the position averaging operation to be asymmetric:
the tail is never allowed to be advanced beyond the playback pointer, which means the instantaneous
position of the playback pointer in the bu�er can never be smaller than 0%. This would lead to the
averaged position to be too high, causing the streamer clock to be slowed down, thereby further limiting
the tail from advancing at the correct speed, etc. The averaging operation is therefore performed as
shown in Algorithm 3.1.

As long as AveragePos remains within certain limits, the clock is set to run at its default speed,
otherwise it is set to run faster or slower by 100 PPM. The values of Alpha and the speed change
were empirically chosen to achieve proper following of server speed, and unnoticeable adjustment of
the media player (i.e. not introducing visible or audible e�ects, e.g. because of audio resampling).

Note that the clock synchronisation could also be solved by using a mechanism like NTP, but the
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`independent' tuning of the streamer clock is more �exible, in that it also allows to deliberately move to
a di�erent o�set relative to the server's playback pointer. This may be useful for adapting to changing
network dynamics: if more high-speed nodes join the network, it might be possible to (slowly) decrease
the absolute playback delay.
Whereas a system like NTP is not required for keeping the video playback up-to-speed with the video

source, it is still desirable to also synchronise the operating system's clocks with such a mechanism, as
`absolute' time references are used to validate expiration of cryptographic certi�cates, correct display
of the Electronic Program Guide (EPG), etc.
For the next version (Version 1.1) of the Iphion application, it is recommended (and accepted) to

further improve the synchronisation by directly comparing the average position of the playback pointer
to those of its parents. This breaks the mentioned circular dependency between the playback pointer
and the tail, and removes the need for the asymmetric Alpha parameter (see also Section 3.2.4).

3.1.4 Additional enhancements

Next to improving zapping delay by 2�4 seconds, the streamer implementation improves on the original
application as follows:

• providing a better means to decide on when to start sending packets to the media decoder (i.e.
not just when the bu�er starts `sliding', but when enough packets near the desired playback
position have been downloaded)

• providing better detection and handling of discontinuities in the video stream (i.e. missing
packets): when too many packets are missing (not necessarily contiguously), the streamer is
stopped, and a suitable new playback position is determined to restart playback

• the bu�er can be advanced more aggressively, allowing to quickly respond to availability of new
data (e.g. after temporary network problems)

• in the original application, when the di�erence between the head of one peer and that of others
(possibly including that of the video source) became too large, the head was simply reset to a new,
`better' position. This immediately caused a discontinuity at the media decoder (because the
tail was used to stream packets to it). Additionally, the implementation of the pointer relocation
code was such that it cleared the current bu�er completely, whereas usually, the amount of
relocation was much smaller than the bu�er size. The new code keeps this valuable data, but
because the bu�er is allowed to advance more aggressively, pointer relocations are rarely needed
anymore (except in case of longer network failures etc.).

3.2 Architecture

As stated in Section 2.6, the simulator uses a di�erent internal architecture than Version 1.0 of Iphion's
application. Although this does not change protocol behaviour, it can greatly simplify existing code
and new algorithm development, and paves the way for solving remaining implementational issues
mentioned in Section 2.4.

3.2.1 Layers vs. blocks

The internal structure of Version 1.0 is shown in Figure 3.3 showing its layered approach.
Although layers work well for specifying network protocols, it does not �t well to (sub-)tasks the

application has to ful�ll. For example, the network, peer, and scheduling layers all need to maintain
state about other peers, and sometimes a layer needs information about a peer that in fact belongs to
another layer. To still keep a clean seperation between layers, this was originally solved by giving each
layer its own list of peers, which had to be kept in sync with the list of peers of other layers. The NAT
and crypto code also need information about other peers, and were therefore implemented in the peer
layer, but conceptually belong to the network layer.
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Figure 3.3: Visualisation of internal structure of the Iphion application at released Version 1.0. Note the layered
approach, with `virtual' communication channels.

Additionally, the scheduling layer performs tasks that have few dependencies on each other: code
for downloading data, for sharing data, and for streaming to the media player is very distinct, with the
bu�er being their main connecting component.
Figure 3.4 depicts the new block-based architecture that resulted from these insights, clearly showing

3 main and seperate tasks (blocks) of an Iphion player: downloading, sharing and streaming, all
connected through the central bu�er. The downloading and sharing tasks both share the same lists of
peers, which are also used by network code (for NAT traversal and cryptography).
The new architecture formed the basis of implementing the Iphion application in the simulator

(Section 2.6), and is being adopted for the current Iphion application. Figure 3.4 was deliberately drawn
`layer-like', to demonstrate the relatively easy transition from the original architecture in Figure 3.3:
essentially, the scheduling layer has been split up in download, share and streamer blocks, the peer
layer was removed and its main functionality split between peer database, and seed discovery. The
crypto code, which was scattered throughout the peer layer (and therefore very bug prone), is now a
consistent `sub layer' in the network block, as is NAT code (although these have not been drawn in
the �gure as the simulator does not have NAT and crypto functionality).

3.2.2 Partnerships

As noted in Section 2.4, partnerships in Version 1.0 are bi-directional, but as they can not be used for
connections between nodes of the same rank, this connection is mostly used in one direction in practice.
To solve this, and to allow algorithms of downloading and sharing to be decoupled, the simulator uses
uni-directional partnerships. The terms for endpoints of such a connection are seeder and leecher : a
seeder sends bu�ermaps and video data (if requested) to a leecher, a leecher sends requestmaps to a
seeder.

3.2.3 Peer lists

The new architecture puts bu�er and peer database (called PeerDB) in a central position, see Figure 3.4.
Instead of keeping several copies of information about the same peer throughout the application,
the PeerDB maintains one central record per peer (a PeerItem), containing information useful for
all blocks in the application. This includes its (hierarchical simulator-)address, (virtual) IP address,
estimated RTT, send/receive rates to that peer, list memberships, sent and received bu�er-, request-
and sentmaps, timestamps of the latest transmission and reception of every packet type, and timestamps
of latest joins and leaves of lists.
To further simplify development of the P2P algorithm, the concept of PeerLists was introduced.
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Figure 3.4: New architecture, as implemented in the simulator. Note the peer database and bu�er as central
connecting components, and the now separate functionality of downloading, sharing (uploading) and streaming.
Compare this �gure with the `old' layered architecture in (Figure 3.3). Also note the concept of lists in / views
on the peer database.
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PeerLists contain a (reference counted) subset of PeerItems in the PeerDB (which is in fact imple-
mented as a special type of PeerList), and provide properties and methods to automatically add or
remove items from PeerLists based on incoming and outgoing packet types, timeouts of reception of
certain packets and membership of other lists. For example, this is used to automatically add items to
the SeedRequested list when a SeedRequest packet is sent and remove items from the SeedRequested
list after reception of a reply, or a time-out of the request. Membership of this list is then used in
the SeedCandidates view to prevent sending a request to a peer that is a member of Seeder, See-
dRequested, SeedRefused, Streamer and/or Unreachable lists, thus keeping code to select the best
candidate among remaining items clean and readable (for example, the sort function to �nd the best
SeedCandidate is repeatedly given just two already valid candidates, and could simply return which
candidate has better locality). Events can be de�ned to respond to membership changes, which is used
to e.g. instantiate and destroy the socket endpoints for congestion-controlled �ows upon entering and
leaving the Seeders and Leechers lists.
Thus, this structure provides easy and automatic handling of elementary peer management, reducing

the amount of complex if-statements scattered throughout all subalgorithms.

3.2.4 Bu�er advancement

The bu�er of Version 1.0 is smoothly advanced by comparing its head to that of other peers, and the
playback pointer is synchronised to the tail (which has a �xed o�set to the head). As stated when
discussing the Streamer (Section 3.1), this leads to an awkward synchronisation algorithm.
In fact, the playback pointers of peers should be synchronised with eachother and with that of the

relay server(s). Thus, the algorithm that now determines the position of the head (incorporating rank
di�erences, and in the future probably RTTs etc. as well) should be moved to the Streamer.
Additionally, the simulator uses two `heads': one is the original head of the bu�er, which is now

simply advanced when new packets arrive: there is no use in advancing the bu�er prematurely, as this
only discards packets at the tail that might still be useful for other peers. The new head is called
�request head�, and is set to the sequence number of the newest video packet advertised by any of the
peers (but limited to stay within bu�er size of the playback pointer).
The result is that the bu�er is now only advanced when it is needed, thereby keeping older packets

available longer, and even allowing to quickly advance the bu�er after it has been held back by the
playback pointer (remember that the tail is never allowed to be advanced beyond the playback pointer).

3.3 Locality

One of the desires of Iphion is to place relay servers (also called �repeaters�) at strategic locations in
the network, preferably inside ISP networks. In combination with a locality-aware protocol, this can
greatly reduce the amount of inter-ISP tra�c, but above all quality-of-service (QoS) of the players.
Figure 3.5(a) shows an example of a network consisting of three ISP networks, each with one

relay server and 45 players (clients). In addition (not included in the picture), there is a streaming
server attached to the root of the network, which provides video data to the relay servers, and is the
central rendez-vous point (RVP) for all players. (In the simulator, the RVP and streaming server are
implemented as one node, but this is not necessary in a real implementation.)
The depicted network can be instantiated in the simulator, with each ISP network having di�erent

bandwidth settings (e.g. 100 Mbit, 20480/2048 kbit, 1024/256 kbit end-host links). The links inside
ISP networks are modeled as 10-Gbit links, with latencies of several milliseconds in order to simulate
di�erent locations across the country.
As explained in Section 2.1.6, some means to infer proximity of nodes without actively probing for

e.g. latency is desirable. The proposed solution, as implemented in the simulator, is to direct nodes to
their `local' relay server inside the ISP network, based on their IP address, and supply them with a list
of IP subnets in order to detect which nodes are a member of the same ISP.
The protocol works as follows:

1. When a node wants to join a channel network, it contacts the central RVP for that channel.
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2. The RVP uses the (external) IP address of the node to �nd one or more suitable relay server(s),
and returns a list of IP ranges that belong to the ISP the user is connecting from, if this
information is known. Otherwise, it just returns an empty IP-range list.

3. The node contacts its relay server(s) to obtain a list of suitable peers to partner with, and
additionally immediately starts requesting the video stream from its relay(s).

4. The relay server returns a list of possible peers, which may partly contain random results (for
robustness) and results sorted by `network distance' to the requesting node.

5. The node can now use IP addresses in the peer list combined with the subnet list to decide on
the best local candidates to connect to.

Calculation of network distance is performed in two steps:

1. A rough classi�cation is made into �Same NAT�, �Same Subnet�, �Same ISP� and �World�, in
order of increasing distance. The �Same NAT� class is not used in the simulator (because it lacks
any NAT simulation), but could be implemented by comparing the external IP addresses of two
nodes if the NAT type of that node indicates it is indeed behind a NAT. The �Same Subnet�
and �Same ISP� classes are detected by comparing IP addresses with each of the entries in the
subnet list. I� two IP addresses appear to be a subset of the same subnet, the �Same Subnet�
class is assigned, and if both IP addresses match any item in the subnet list the �Same ISP� class
is assigned. The �World� class is used for nodes that appear to be outside of the current ISP's
network, or in case no subnet list was returned by the RVP.

2. Within each class, a further re�nement is made by an Exclusive-OR operation on the pair of
IP addresses. The result of this operation is limited to a (con�gurable) maximum `distance',
based on the observation that although small di�erences in IP addresses usually correspond to
small network distance, a large di�erence in IP addresses not necessarily means a large network
distance. Therefore, if the IP distance is larger than e.g. 210 (thus using the 10 last bits, out of
32), the distance will be clipped to this value.

Note that this scheme does not provide one simple `distance value' per peer (because the IP distance
of di�ering classes can not be directly compared), but instead allows comparisons: is node A closer to
node B, than node C is to B?
The advantages of this approach are:

• Nodes can directly estimate network distance to candidate seeders, without �rst having to probe
for e.g. latency (which is not necessarily a good indicator in any case). Note that probing takes
time, but also does not scale well (many candidates will have to be examined).

• It is possible to compare distances between any two nodes, especially if those nodes reside within
the same ISP network. This property is very useful for computing peer lists to send to other
nodes.

• It is very simple to implement.

• It does not require any extra packets to be sent, and only increases the size of the reply to the
channel join request by a small amount to transfer a list of ISP subnets.

• It scales well, because the RVP does not have to maintain any state about joining nodes, and can
therefore simply be implemented as multiple physical machines, and the amount of information to
store about ISP networks is small and proportional to the amount of relay servers in the network.

• It has the possibility for Iphion to direct groups of nodes to certain relay servers, which can, but
do not have to, be located inside ISP networks.
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Algorithm 3.2 Pseudocode of packet scheduling at receiver that prevents resending in-�ight packets

BM := GetAllMissingPackets(); // returns a bitmap

BM := BM and (not PrevBM); // clear all previously requested bits

PrevBM := BM;

DivideOverSeedersAndSend(BM);

Algorithm 3.3 Corresponding sender side of Algorithm 3.2

// add new requests to existing requestmap

// (this can also happen during the

// execution of the for-loop)

RM := RM or NewlyReceivedRequestmap;

// the sending loop

foreach b in 0..length(RM)-1 do

if RM[b] = true then

begin

SendPacket(b);

ClearBit(RM,b);

end;

Work on a SeederCandidate-selection algorithm had just been started, when it was decided that the
congestion control needs of the application were going to be of greater importance. Therefore, detailed
simulation results and a more robust implementation that would e.g. also prevent isolated clusters, are
not available.
However, the graphs in Figure 3.5 already show some promising preliminary results on the simulated

topology (a): �rst typical partnering of most P2P applications (b), and the clustering e�ect of applying
ISP selection (c), which is further optimised by incorporating the IP distance metric (d) as well. (Note:
the clustering shown here may still su�er from forming isolated clusters, as mentioned in Section 2.1.5).

3.4 Packet scheduling

To prevent resending in-�ight packets as described in Section 2.7, two general solutions are possible:
let senders remember what packets have been sent already and `subtract' these from incoming re-
questmaps, or let receivers remember what packets they have requested in previous rounds and only
request new ones (which are then OR'ed with already received requests in the sender).
The �rst approach is implemented in the simulator, whereas the second is implemented in the real

application (after Version 1.0), because it more easily �ts the existing code. The functionality of both
approaches is almost the same, with the �rst being more robust to lost requestmaps and the second
yielding smaller requestmaps (after compressing). The latter approach will be discussed here, and is
shown in pseudocode in algorithms 3.2 and 3.3.
Although in-�ight packets will now be sent once, this means that lost packets cannot be requested

again. To prevent this, the currently implemented algorithm in the Iphion application does not re-
member requestmaps inde�nately (as it should), but only the last three sent requestmaps. Note that
this only prevents resending up to a limited RTT, but simply increasing the amount of remembered
requestmaps makes re-requesting lost packets proportionally more slow.
Thus, a better way of detecting lost packets must be implemented, allowing to use the very simple

`in�nite' requestmap memory (which still slides, as the bu�er does, so is of �xed size) and simply
resetting bits in it whenever a lost packet is detected.
Detection of lost packets is not trivial, and requires quite some administration/communication, or

some receiver assumptions about expected send order. The latter approach is proposed (but not yet
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(a) Simulated Iphion network with 135 players. Note the
three ISP networks, each with a relay server. The streaming
server has not been depicted, but is connected to the root
node.

(b) Locality algorithm disabled

(c) Relay assignment based on ISP, network distance still
disabled

(d) Relay assignment and IP distance enabled

Figure 3.5: The e�ect of applying the proposed locality algorithm on seeding relations between peers. Part-
nerships are shown as arrow-headed lines overlayed on the underlying physical network (a). The opacity of the
line denotes the amount of video data �owing over that connection, with fully opaque meaning one or more
times the bandwidth of the video stream. Note that (b) corresponds to most P2P networks. (d) might be
susceptible to forming isolated clusters, so the ultimate solution will likely be between (c) and (d).
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implemented in simulator nor real application):

• The receiver assigns each requestmap (computed using the previous algorithm) a unique number,
and remembers the last few requestmaps.

• The sender echoes this number back with each sent video packet.

• Assuming that the sender sends requested packets in stream order, the receiver can now (using
its requestmap memory) determine the expected packet-arrival order.

Note that packets can be re-ordered in the network, so the receiver should not immediately react to a
seemingly missing packet. Also, although the sender will send packets chronologically while processing
one requestmap, the receiver could request packets in non-chronological order (e.g. to recover from
packet loss).
This algorithm prevents unnecessary resending of packets due to (arbitrarily) high RTTs (from 300%

to 0% packet duplication in case of Section 2.7), and still allows to re-request missing packets (and to
detect them quickly). The quick detection of missing packets also handles lost requestmaps. Note that
the complexity of the algorithm is mainly at the receiver side, which is bene�cial for implementation
in relay servers.

39



4 Congestion control improvements

Section 2.7 showed that packet scheduling and congestion control should be improved before the
application is capable of (e�cient) P2P communication on typical cable/xDSL networks. Packet
scheduling is discussed in Section 3.4, and this chapter describes the results of �nding a suitable
congestion-control algorithm.

First, the requirements of Iphion's congestion control are de�ned, leading to the selection of an algo-
rithm (TFRC) in Section 4.2. This algorithm is introduced in Section 4.3, after which its performance
is investigated in Section 4.4. It will become clear that TFRC does not satisfy Iphion's requirements,
and in fact exhibits similar queuing delays as Iphion's existing rate control.

Section 4.5 then describes attempts to improve upon TFRC, by limiting its maximum RTT. Although
the modi�cations do improve on this aspect, they are probably only useful for the Iphion application,
and require three parameters to be con�gured.

However, the modi�cations expose an underlying, more fundamental problem in TFRC, which leads
to the recommendation of not using TFRC at all, but the congestion-control part of FreeBSD's TCP
implementation as the algorithm of choice for Iphion (and possibly other UDP-based applications as
well). Although extensive testing of this algorithm was not possible due to time constraints, a proof-
of-concept simulation is included in the last section, Section 4.6.

4.1 Requirements

Before incorporating congestion control in Iphion's application, it is useful to �rst de�ne when to use
and when not to use congestion control. Next, two types of data �ows are discovered, which lead to
di�erent sets of requirements on congestion control.

4.1.1 When to use congestion control

Congestion control is only needed for �ows that carry a signi�cant amount of data, which means that
most packet types do not need to be congestion controlled. In general, it safe to assume that only
the video packets need to be congestion controlled, and all other packets can be sent directly as they
occupy a negligible amount of bandwidth compared to the video �ows.

Even when only video packets will be congestion controlled, two distinct types of �ows can be recog-
nised: Relay-to-Peer �ows and Peer-to-Peer �ows, each with di�erent characteristics and requirements.

In the case of Relay-to-Peer �ows, the bottleneck will likely be the receiving peer's downlink, but
sending data down this link as fast as possible is bene�cial for that peer as it allows e.g. faster zapping.

With Peer-to-Peer �ows, the bottleneck is likely going to be the uplink of the sending peer, which
does not have any direct gain by sending more data (apart from e.g. earning a higher incentive score,
Section 2.1.9).

4.1.2 Generic requirements

Generic requirements for a congestion-control algorithm are the ability to saturate the bottleneck link
if possible, while still remaining responsive both in terms of latency (i.e. without unneccessarily �lling
queues) and reaction to congestion. It should also achieve link saturation as fast as possible, without
causing excessive packet losses or delays.

Note that especially the latency requirements will later appear to be less obvious than one might
think.
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4.1.3 Iphion speci�c requirements

Example In order to derive the general principles for Iphion's congestion control, consider the follow-
ing use-case:
User Adam is watching television via the Iphion player. Bob is also watching the same channel, but

in a di�erent home. Suppose Adam's Player is the P2P parent of Bob's Player. Now, as long as no-one
else in Adam's home is trying to use the Internet, it is no problem to use all of Adam's uplink to send
data to Bob. However, when Alice, also in Adam's home, wants to upload her photo album, it should
be possible for her to do so, maybe even suppressing the �ow from Adam to Bob, as Adam nor Alice
really care about Bob's TV. On the other hand, suppose that Alice starts to download large amounts of
data. This time, Alice's �ow could cause Adam's stream to be disrupted if it were to compete fair with
the other �ows on the downlink. Although zapping may become slower on a busy downlink, watching
TV should always remain possible to prevent people from complaining to Iphion.

Peer-to-Peer �ows From this example, it is clear that sending data to other peers has di�erent
requirements than receiving data, but Peer-to-Peer �ows are used for both.
Because it is practically impossible to detect whether this tra�c competes at the sending or receiving

side, and the sending side is likely to be the bottleneck, it is recommended to make this type of �ow
`as friendly as possible' to competing tra�c, allowing users to use their uplinks if desired.
Especially these uplinks can cause the large queuing delays of Section 2.5, which makes them the

most challenging type of congestion-controlled �ow.

Relay-to-Peer �ows In order to guarantee continuous stream playback, at least one time the stream
bitrate must be received, and likely somewhat more to compensate for packet loss and to keep the
bu�er su�ciently �lled at all times.
It is therefore recommended to allow peers to download this amount of bandwidth from the relay

server without any form of congestion control, as it is assumed that the downlink of the user has
already been veri�ed to be able to support at least this speed. This way, watching TV should always be
possible: competing �ows (like webbrowsing, �lesharing, etc.) will be forced to only use the remaining
bandwidth.
To speed up pre-bu�ering after zapping, peers can request additional bandwidth from their relay

server (and other peers), which then will use congestion control.
The advantages of this approach are:

1. Users are always capable of watching TV, even if other users are using the same downlink.

2. Because (friendly) congestion control is used for receiving additional bandwidth, users are en-
couraged to o�oad their links as much as possible in order to achieve shorter zapping delays.

3. Sending data without congestion control has lower computational complexity, which is a useful
feature for relay servers: it would be feasible to only use `idle' CPU power for congestion-controlled
�ows, thereby allowing as many peers as possible to at least watch TV, albeit with longer zapping
delays during peak times.

Note that it may be possible to use the same congestion-control algorithm for both the Peer-to-Peer
and (congestion-controlled part of the) Relay-to-Peer �ows, although especially the latter could bene�t
from modi�cations to further speed up zapping by e.g. having the slowstart phase already start at a
`known possible' high rate. In fact, this was one of the ideas that were planned to be investigated, but
due to di�culties with the TFRC congestion-control algorithm (see the following sections), this has
not yet been done.

4.2 Algorithm choice

Now that Iphion's congestion control needs are de�ned, an algorithm can be selected. As stated, the
most challenging case is that of Peer-to-Peer �ows on slow uplinks with large queues, so focus on
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performance evaluation will be to adequately support such links.
Research on congestion-control algorithms consistently shows that design of such algorithms and

modi�cations thereof is very complex, because of the wide variety of circumstances under which the
algorithm should perform. Therefore, it is wise to chose an existing, well-known algorithm.
Many di�erent congestion-control algorithms exist today, of which the congestion control of TCP is

probably the most well-known. Note that TCP's reliable and in-order delivery is not suited for live video
streaming, but its congestion-control principles might still be relevant. Also note that nowadays there
is no such thing as �the TCP congestion control� anymore: many di�erent variants have been proposed
since its inception in the 1980's, some still following original principles, others with completely di�erent
approaches (e.g. TCP Tahoe vs. TCP Vegas). It is argued however, that the congestion control of
TCP is not suitable for multimedia streaming because of its aggresive behaviour, which means that it
indeed reacts faster to newly available bandwidth, but also quickly responds to congestion. The latter
means that e.g. a video stream could suddenly be faced with a substantial reduction in amount of
incoming data, which may lead to a bu�er under�ow.
To help remedy this, TCP-Friendly Rate Control (TFRC) was devised: an equation-based congestion-

control algorithm, aimed at providing more smooth response to congestion. It enables the application
to quickly take appropriate counter measures to the apparent reduction in available bandwidth, such as
switching to a lower bitrate video/audio encoding (e.g. for teleconferencing applications), or connecting
to more/di�erent peers. An additional advantage of TFRC is its asymmetric structure: most of the
computational complexity is at the receiver, which is bene�cial when one relay server sends data to
many players. The fact that TFRC requires feedback to be sent just once per RTT instead of for every
packet (like with TCP) also helps to improve on scalability.
Because TFRC is speci�cally designed for multimedia, this algorithm is incorporated in a wide variety

of multimedia applications, including some of the existing P2P streaming proposals (see Appendix A).
A substantial amount of research has been performed on fairness towards competing TCP �ows,
performance on high bandwidth links, etc. Most of this work is done by simulation (e.g. with NS-2),
or emulation (e.g. with Dummynet), and usually indicates promising results.
The `famousness' of TFRC, recommendation by the Internet Engineering Taskforce (IETF), and

its apparent applicability to multimedia streaming led to choosing TFRC as a candidate for Iphion's
application.

4.3 Introduction to TFRC

This section brie�y introduces TFRC's algorithm, as explained in RFC 3448 [36].
TFRC (TCP-Friendly Rate Control) is a so-called equation-based algorithm (as opposed to AIMD:

Additive Increase Multiplicative Decrease). At its core is the �TCP rate equation�, given by:

X =
s

R ·
√

2 · b · p/3 + tRTO · 3 ·
√

3 · b · p/8 · p · (1 + 32 · p2)
.

This equation computes the throughput (X) that a TCP �ow would have, given the (constant)
segment size (s) of the packets, the current RTT (R) and loss event rate (p), TCP's retransmission
timeout (tRTO) and the number of packets acknowledged by a single TCP acknowledgement (b). It
can be simpli�ed by taking tRTO = 4 ·R and b = 1, leading to:

X =
s

R ·
(√

2 · p/3 + 12 ·
√

3 · p/8 · p · (1 + 32 · p2)
) .

During TFRC's congestion avoidance phase (the `steady state'), this equation is used to limit the
send rate of the TFRC �ow, based on what a TCP �ow would have under the same conditions. Clearly,
the loss rate p is the dominant control parameter in this equation.
The TFRC sender adds a sequence number, the sender's timestamp of transmission of the packet

and the sender's estimate of the RTT to the data packets. The latest received timestamp is echoed
by the receiver upon sending feedback, which allows the sender to estimate the RTT R.
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The receiver also includes the current receive rate and the computed loss event rate in its feedback.
To compute the loss event rate, the receiver �rst detects missing packets (allowing slight reordering of
packets). The lost packets are then grouped, such that all losses that occur within one RTT of the
�rst loss will all form one loss event (as they are likely caused by one queue over�ow). The `distance'
(in sequence numbers) between such loss events determines the so-called �lossless intervals�.

A default of 8 of such intervals is remembered, and a weighted average (with weights 1, 1, 1, 1, 0.8,
0.6, 0.4, 0.2) is applied to these intervals. This yields a �mean interval�, of which the reciprocal is the
loss rate p. Note that after registering a new loss interval, there will be a number of packets that are
not lost. This constitutes the �current interval�. The mean interval then includes the current interval
and 7 of the previous intervals (or just the 8 older intervals, if including the current interval would
yield a higher loss rate). See Figure 4.3(c) for an illustrative example of the interaction between the
current and mean intervals (note that the mean interval sometimes stays constant, when not including
the current interval).

Slowstart (for faster, usually exponential startup) is implemented by doubling the transmit rate every
RTT, until the receiver detects the �rst loss. At that point, the loss event history is still empty, so the
receiver needs to `invent' a suitable value for the length of that �rst interval. The receiver tries to �nd a
loss rate p, given R and using the current receive rate as X, by `inverting' the TCP rate equation. The
loss history is then initialised with one interval, with length 1/p. Upon receiving feedback containing
this non-zero loss rate, the slowstart phase is ended and the sender's rate equation should now return
a value close to the apparent maximum receive rate so far.

An optional, but very useful addition to TFRC (also de�ned in the original RFC) is an RTT-based
oscillation prevention. Based on the assumption that an increase in RTT is likely caused by queuing,
the instantaneous send rate can be modi�ed:

Xinst = X · Rsqmean√
R

where Rsqmean is a moving average of the square root of the RTT R. For example, if the current
RTT is twice as large as the `nominal' RTT of the link, the send rate is reduced by a factor of 0.7.

4.4 TFRC performance

In view of the results of Section 2.5, it is useful to �rst test the behaviour of TFRC in an isolated
case (i.e. not integrated in the Iphion application). TFRC was implemented in the simulator of this
project, but because the results seemed worse than what was expected, the implementation has also
been veri�ed against the NS-2 simulator [51], which was used during the development of TFRC and
many other Internet algorithms.

4.4.1 Test setup

To test the implementation of TFRC, the typical �dumbbell� setup of Figure 4.1 is used. The same
type of topology is used in many protocol tests, including TFRC tests in NS-2. To be able to compare
the results of both simulators, the same con�guration for all links and queues has been used in both
simulators, based on NS-2 test scripts that were used to produce the graphs in TFRC's announcement
paper [30].

Each half of the bottleneck link has a speed of 15 Mbit and 20 ms latency, with drop-tail queues
of 250 packets. The 100 Mbit links to the source nodes have latencies of 2 ms, the destination nodes
have no latencies. The simulation script in NS-2 used an ariti�cial loss generator by default, to visualise
the impact of several amounts of loss percentages on the loss intervals. This loss generator has been
disabled to allow the queues to generate loss instead.

Both implementations use the oscillation-prevention algorithm as speci�ed in the RFC [36], as this
signi�cantly improves TFRC's performance (compare �gures 4.3 and 4.4).
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Figure 4.1: A typical �dumbbell topology� to test implementation of TFRC. The link between the routers is
con�gured to be the bottleneck. One �ow is created from Node 1 to Node 3, and optionally one from Node 2
to Node 4.
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(b) Iphion-application simulator

Figure 4.2: Send rate as simulated by the two simulators, on the topology of Figure 4.1. Note the large initial
slowstart burst, and subsequent `restart' of the TFRC algorithm.

Other optional enhancements and experimental `tweaks' have not been implemented in this project's
simulator (and disabled in NS-2) because they were undocumented, did not visually impact NS-2 simu-
lation results and/or are not implemented in DCCP's TFRC implementation (and are thus apparently ir-
relevant to a practical implementation). There was one (undocumented) parameter (�slow_increase_�)
in NS-2 which did result in di�erent simulation results, but this has also been disabled as it should
apparently improve on slowstart behaviour but in contrast just caused a strange extra throughput `dip'
in the initial slowstart burst.

4.4.2 Comparison between NS-2 and custom simulator

First, the behaviour of the send rate of both simulators is shown in Figure 4.2.
It is evident that both implementations exhibit the aggressive slowstart behaviour, but �nally achieve

link speed without signi�cant oscillations in send rate. The small deviations between the simulations
are caused by subtle di�erences in the de�nition of link speeds, which mainly leads to a di�erent
initialisation of the �rst few loss intervals.
It is interesting to run the simulation for a longer time, to see the e�ect of loss on the TFRC loss

intervals, queue utilisation and RTTs. From Figure 4.3, it can be seen that although the send rate
already stabilises after a few seconds, the queue is far from saturated at that point, so no packet loss
occurs. The already excellent control of the send rate in this stage is caused by the (optional) enhance-
ment of TFRC which takes variations in RTT into account based on the observation that increasing
RTTs are usually caused by queuing delays. This enhancement is recommended for situations with a
low level of statistical multiplexing, which is the case with e.g. one �ow on a the bottleneck. Because
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Figure 4.3: Results of extending the simulation of Figure 4.2. Note the already excellent control of the send
rate even in the absence of losses, and the �nal saturation of the queue causing the loss-based rate adaptation.

of the signi�cant improvement in smoothness and e�ciency and the simplicity of the implementation,
it might be wise to `mandate' the enhancement for every TFRC implementation, instead of making it
optional.

Note that the queue utilisation slowly increases until it is saturated, after which loss occurs. This
marks the beginning of the documented behaviour of TFRC: rate control based on packet loss.

For completeness, Figure 4.4 illustrates the e�ect of disabling the oscillation prevention, clearly
showing the highly oscillatory of both the send rate and queue utilisation. Note that in some cases
the queue is actually fully empty, causing a slight drop in receive rate. The same highly oscillatory
behaviour has been observed when testing an (old) `real world' TFRC implementation (which did not
yet include the oscillation prevention) on a real cable modem connection.

4.4.3 TFRC on cable modem links

To test the performance of `standard' TFRC on cable modem links (or more speci�cally: slow links with
relatively large drop-tail queues), the same topology was used, but the bottleneck link was con�gured
to have a speed of 32 kB/s from source to destination, and 100 kB/s on the return path (which is
only used for the (small) feedback packets in this case). Queue sizes of both links were 200 packets,
latencies were still set to 20 ms.

Note that especially the choice of the relatively large queue size is `special': all examined research
material uses `conventional' choices for the bu�er sizes, based on the rule-of-thumb of taking the
bandwidth-delay product of the expected �ow to set the queue size. This leads to skewed results,
which do not correspond to reality in case of cable modem links.

The results of this simulation are given in Figure 4.5, from which it can be seen that the slowstart
phase lasts for 25 seconds, reaches an RTT of 4.5 seconds, never drops below 1 second and �nally
(after one hour, when the algorithm experiences its next loss event) even reaches more than 7 seconds.
Note that this maximum delay depends on the packet size (1000 Bytes in this case), and will be larger
when using larger packets, because the bu�er is limited by a number of packets instead of a number
of Bytes.
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Figure 4.4: Behaviour of TFRC when the RTT-based oscillation prevention has been disabled.
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(a) Send/receive rates during �rst 40 seconds
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(b) Send/receive rates of extended (>1.5 hour) simulation
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Figure 4.5: Standard TFRC behaviour on typical slow cable modem link. Note the slowstart phase lasts for 30
seconds, and the queue �nally becomes fully saturated (after one hour), causing very large RTTs.
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Fast link Slow link

Slowstart duration [s] 0.95 23.47
Slowstart loss [#packets] 132 (9.9%) 79 (8.3%)
Idle-link RTT [ms] 44 44
Minimum RTT [ms] 45 1361
Maximum RTT [ms] 183 6462

Table 4.1: Summary of important characteristics of standard TFRC on fast and slow links

4.4.4 Results

Two important results can be noted from these experiments:

1. Slowstart behaviour saturates the queue completely, causing much packet loss. This loss covers
multiple RTTs (as measured by the receiver), yielding multiple small intervals. On the fast link,
this causes the algorithm to restart bandwidth exploration almost from scratch, and it might
have been better to just skip the slowstart phase in this case. In fact, this behaviour is not much
di�erent from the mean-to-network mode of Iphion's application (which also �lls the queue
completely).

2. Although the congestion avoidance phase of TFRC performs as speci�ed, it is shown that the bot-
tleneck queue eventually saturates completely again. For the cable link, this yields unnecessarily
large RTTs.

Especially the large RTTs are problematic considering Iphion's desire for sub-second zapping delays.
Apparently, `just' using congestion control does not necessarily improve on RTTs and because of the
long slowstart phase on the slow link, a considerable amount of packet loss occurs as well.

This leads to the intermediate conclusion that, contrary to popular belief, TFRC as-is might not
be the obvious candidate for Iphion's congestion-control algorithm. In the following sections, some
modi�cations to TFRC are proposed and simulated to improve TFRC's behaviour on these `challenging'
links.

Note that Iphion's usage of TFRC can be very di�erent from that of other's: if TFRC is used for
e.g. Internet telephony applications, it is likely that a �ow will be limited by the amount of available
data (also during slowstart, as voice data is just starting to become available when a connection is
established), instead of the speed of a user's link. Although one could argue the same for the Iphion
case (the stream bitrate should be lower than the user's downlink allows), this does not hold: during
initial pre-bu�ering there will already be enough data to (temporarily) saturate a user's downlink, but
especially a user's uplink is easily saturated when it uploads data to other peers.

4.5 Improving TFRC

One of the requirements of Iphion's congestion control is that it should try to keep responsive, both
during slowstart and congestion avoidance (the `steady state'). As has been shown in the previous
section, TFRC does not live up to this requirement if the connection is not data-limited (i.e. has
more data to send than the bottleneck link can handle). To keep relay servers available for newly
joining peers, handling sudden network problems and save on bandwidth costs, it is wise to maximally
utilise the available Peer-to-Peer bandwidth, and only resort to Relay-to-Peer bandwidth if Peer-to-Peer
bandwidth is not su�cient. This means that uplinks of peers are likely to be fully saturated at all times,
making queue saturation of TFRC a serious issue.

Because of the apparent advantages of using TFRC as the congestion control for Iphion, means to
improve its default behaviour have been investigated. The results of these e�orts are presented in the
following subsections.
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4.5.1 Constraints on algorithm modi�cations

Designing, but also modifying congestion-control algorithms is a highly complex task. The reason is
the wide variety of circumstances that these algorithms generally meet: link speeds varying from tens of
kilobytes to tens of megabytes per second, idle-link RTTs ranging from 0.1 ms to tens of milliseconds,
queuing delays from zero to several seconds, zero or more cross �ows, which may be TCP-like, or even
unresponsive UDP. Additionally, link conditions might change, not only due to changing cross tra�c,
but also e.g. wireless links changing speeds.

Given these challenges, it is hard to guarantee that a modi�cation to TFRC that improves one situa-
tion, will not have detrimental e�ects in other situations. An important constraint on the modi�cation
is therefore that the algorithm should only become `more friendly' to its environment. Note that this
choice means that the modi�ed TFRC might not be an all-round solution anymore: in case the algo-
rithm becomes too friendly in a certain scenario, its throughput might be fully suppressed. For Iphion
however, the (non-congestion-controlled part of the) relay servers still guarantee proper operation in
this case, and Iphion �ows suppressing each other would not decrease the global bandwidth e�ciency
of the network.

4.5.2 Modifying TFRC's loss history

Basically two main strategies then remain for implementing such modi�cations: one is to create an
extra limitation on the send rate, the other is to in�uence the loss event history.

For the �rst approach, one could think of inserting an extra equation into the system, and taking the
minimum of the send rates given by the two already existing equations (which are based on equivalent
TCP rate and on twice the receive rate) and the new equation, which could be based on e.g. latency.
This approach means that the `normal' mechanism of TFRC is e�ectively disabled while the modi�ed
system is in e�ect. This in turn leads to a receiver not experiencing losses anymore, which could lead
to overly aggressive behaviour when e.g. the link suddenly becomes congested. (Remember that the
algorithm is mainly used to protect a user's uplink, and `too much' friendliness can be considered a
feature.)

For the second approach, it is possible to introduce arti�cial losses into the loss history, which leads
to a higher loss rate fed back to the sender, decreasing the send rate. This approach has the advantage
that it will create a loss history that is representative for the current state of the link, making the
algorithm more responsive to sudden congestion.

Because of the desire to make Peer-to-Peer �ows more friendly (maybe even only using idle band-
width), the second method was chosen for the TFRC modi�cations.

4.5.3 RTT limiting TFRC

Although TFRC's large throughput dip after slowstart is not ideal, the main problem is its tendency to
completely �ll queues, causing large queuing delays (during both slowstart and congestion avoidance).
Therefore, focus will be on limiting these delays.

As determined in the previous subsection, modi�cation of TFRC will be done by introducing arti�cial
loss events into TFRC's loss history. Note that this is a receiver-based approach, which does not require
modi�cations to the protocol itself. Also, the arti�cial loss still allows the received packet to be used
and can be compared to marking packets with ECN (Early Congestion Noti�cation): the packet is not
actually discarded, but should just be considered that way by the congestion-control algorithm.

Although in fact the queuing delay itself should be minimised, it is hard to determine this delay: one
would think it is possible to simply subtract the idle-link RTT (often called the �base RTT�) from the
current RTT, but computing the base RTT cannot be done reliably as e.g. new competing �ows will
not `see' the link in its idle state, and the idle-link RTT can change due to route changes, wireless links
changing speeds, etc. For example, simulation showed that a new �ow will initialise its base RTT with
the current RTT of the link (which was the `real' idle-link RTT plus the con�gured maximum queuing
delay of the �rst �ow), and simply assumes that no queuing delay is yet present, thus sending more

48



4.5. IMPROVING TFRC

Algorithm 4.1 Simply limiting the maximum RTT that TFRC is allowed to use, by introducing arti�cial
packet loss in the loss history before real losses would occur (when the queue over�ows).

if CurrentRTT > MaxRTT then

MarkThisPacketAsLost();
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Figure 4.6: Simple RTT limiting of TFRC on a fast link by introducing arti�cial losses in the history when the
RTT exceeds 70 ms.

data up to its BaseRTT+MaxqueuingDelay and never discovering the `real' idle-link RTT. Note that
concerns on this principle of limiting queuing delays is also preventing wide acceptance of TCP Vegas.
Therefore, the choice was made to simply mark a packet as lost as soon as the RTT rises above a

certain con�gurable limit (Algorithm 4.1). This method already works surprisingly well, as can be seen
from the plots in �gures 4.6 and 4.7, where the RTT limit has been set to 70 ms on the fast link (the
link from the NS-2 simulations, 1800 kB/s, 20 ms, 250 packets queue), and 160 ms on the slow link
(32 kB/s, 20 ms, 200 packets queue). Note that this simple condition will actually mark many packets
in a row as long as the RTT stays above the limit, but usually only the �rst event actually causes a
new entry in the loss history, with the following marks still being within one RTT of the �rst.
Note the queue usage, which clearly does not reach its limit anymore. The `glitch wave' of the

send rate when a loss event is generated can be explained by the response of the oscillation-prevention
algorithm: �rst, the loss rate increases so the send rate decreases. Then, the RTT decreases because
the queue drains, which causes the multiplication factor in the oscillation prevention to increase, causing
the `overshoot'.

4.5.4 Improving slowstart

From these plots, it is clear that the slowstart behaviour is still not optimal (note the large throughput
decrease), which can partly be explained from a closer inspection of the loss intervals during the �rst
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Figure 4.7: Simple RTT limiting of TFRC on a slow link by introducing arti�cial losses in the history when the
RTT exceeds 160ms (compare these results to Figure 4.5).

few seconds: in Figure 4.6, the mean interval decreases multiple times after the �rst loss, because all
data bu�ered in the queue by the slowstart burst takes multiple RTTs to drain, which causes the RTT
marking to extend to multiple loss intervals. The same problem can occur when e.g. a constant bitrate
UDP �ow is started, which can cause a sudden step in the RTT lasting for multiple RTTs. Additionally,
the previous algorithm causes irregular loss intervals: a very long interval followed by a number of very
short intervals, etc (see the loss intervals of Figure 4.7).
To prevent these repeated penalties, an extra condition was added to the RTT limit. This condition

is based on the length of the mean interval, such that the RTT limiting is disabled for a longer number
of packets if the mean interval is large, and vice-versa (Algorithm 4.2).
In this algorithm, alpha determines the response of the algorithm to sudden changes in RTT.

Obviously, if alpha is zero, just the RTT limit remains. If alpha≥1, the induced losses can never
cause the mean interval length to decrease, so the RTT can neither decrease. The value of alpha
is not very critical: experiments showed that any value between around 0.2 and 0.9 gives fairly good
results. The value should be chosen as small as possible to have su�ciently fast response to increasing

Algorithm 4.2 Improved RTT limiting by inhibiting losses to prevent repeated loss events after large
RTT changes (most notably during slowstart)

if (CurrentRTT > MaxRTT) and

(CurrentSequenceNumber > MinNextSequenceNumber) then

begin

MarkThisPacketAsLost();

MinNextSequenceNumber := CurrentSequenceNumber + alpha*MeanInterval;

end;
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RTTs, without generating too much repetitive losses, especially during slowstart. The value alpha=0.5
was chosen as the default for its stabilising e�ect on slowstart, with still fairly good response to RTT
increases.

Note that RTT limiting plays an important role in improving slowstart behaviour: not only does it
prevent packet losses when the queue �nally over�ows, it also prevents the RTT from deviating too
much from its �nal value, which is used to initialise the loss history:

A closer inspection of the �rst few seconds of the send rate reveals that in the original TFRC, the
main cause of the dropped send rate is indeed the very large loss rate caused by repeated loss events
spanning multiple RTTs. However, with an experimental algorithm that just prevented these extra
losses, the send rate still showed a similar drop after slowstart. This was caused by the TCP rate
equation limiting the send rate, but as loss rate should now correspond to link speed at the time of
marking the �rst packet (by the initialisation of the loss history), this rate should have been close to
the maximum receive rate. It appeared that the problem was caused by a relatively large di�erence in
RTT as used by receiver and sender during slowstart. This RTT is measured by the sender based on
receiver feedback, and then sent to the receiver again, which introduces lag in these measurements.
At the time of marking the �rst packet in the receiver, the receiver uses its (relatively low) estimate of
the RTT when inverting the rate equation initialising the loss history. When the sender then receives
this loss rate and ends slowstart, the RTT measurements will still indicate increasing RTTs, causing
the computed rate to be lower than what the receiver had intended.

With some combinations of link speeds, queue sizes, link RTTs, RTT limits etc. (most notably
on cable-like links) the RTT limiter `activates' before the queue is actually saturated. In that case,
slowstart behaviour is fairly optimal. Sometimes, even small changes in the link con�gurations cause
the queue to become saturated before the limiter activates, causing the `after slowstartdip' again. This
partly illustrates that great care must be taken when interpreting congestion-control results, sometimes
apparently small changes to parameters can have great consequences for algorithm behaviour. There-
fore, during development of the algorithms, several di�erent con�guration settings have been simulated
as well (but are not discussed when irrelevant).

4.5.5 Multiple �ows

TFRC's behaviour was now su�ciently improved (considering Iphion's delay requirements). However,
these improvements only work correctly if �ows sharing a bottleneck link have (nearly) the same idle-link
RTT.

Clearly, the �ow with the shortest idle-link RTT will take up all available bandwidth, leaving all other
�ows at an almost zero rate. But even �ows having exactly the same idle-link RTT su�er from very
slow startup, as slowstart is e�ectively disabled right from the start, and the RTT limiter limits the new
�ow not only because of its own increase in send rate, but also because of the `exploring' competing
�ows.

To solve these problems, a simple addition to the RTT limiter was made: by giving relatively slow
�ows some extra `RTT room' (the RTTMargin), the new (slower) �ows will be limited more than
existing (faster) �ows, until both reach approximately the same speed (in case of equal idle-link RTTs).
This already solves the slow startup problems. With a careful choice of the RTTMargin, the problem of
di�ering idle-link RTTs can also (partly) be alleviated, as it is assumed that in the Iphion scenario hosts
will likely be relatively close, with idle-link RTTs di�ering by at most a few tens of milliseconds. As
long as di�erences stay within the RTTMargin, all �ows will receive a part of the available bandwidth,
relative to their RTT di�erence ratio's.

This leads to the code as given in Algorithm 4.3, which simply assigns every �ow with a receive
rate below ExpectedRate a proportionate fraction of the RTTMargin. On links (much) faster than
ExpectedRate, the �ow with the smallest idle RTT will receive the bulk of available bandwidth, but
other �ows will at least receive a fraction of ExpectedRate, and as ExpectedRate should be set to
the video bitrate (see the next subsection), a single �ow will become data-limited to below this rate
after pre-bu�ering anyway. Additionally, the exact distribution of bandwidth between peers does not
in�uence the amount of data that the relay servers have to provide.
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CHAPTER 4. CONGESTION CONTROL IMPROVEMENTS

Algorithm 4.3 Adding the RTTMargin to the RTT limiter to allow �ows with di�ering RTTs to
co-exists, and improve the startup behaviour of competing �ows.

ExtraRTT := RTTMargin * Max(0, 1 - CurrentReceiveRate/ExpectedRate );

CurrentMaxRTT := MaxRTT + ExtraRTT;

if (CurrentRTT > CurrentMaxRTT) and

(CurrentSequenceNumber > MinNextSequenceNumber) then

begin

MarkThisPacketAsLost();

MinNextSequenceNumber := CurrentSequenceNumber + alpha*MeanInterval;

end;

Default value

alpha 0.5
MaxRTT [ms] 150
RTTMargin [ms] 70
ExpectedRate [kB/s] 100

Table 4.2: Suggested default values for improved TFRC parameters

4.5.6 Choosing the parameters

The modi�cations to TFRC as presented in this section require three main parameters to be cho-
sen: MaxRTT, RTTMargin and ExpectedRate (leaving alpha at its default of 0.5), as summarised in
table 4.2.

It is important that all peers use the same settings to allow �ows to compete fairly. This means that
the settings must be de�ned such that they apply to a broad range of link characteristics. Note that
MaxRTT and RTTMargin depend mainly on characteristics of the links, whereas ExpectedRate depends
on both link characteristics and stream bitrate: it is evident that a higher stream bitrate suggest a
higher ExpectedRate, but if the `minimum' supported uplink is just a small fraction of that speed, it
may be better to set ExpectedRate to just a few times the speed of such slow links.

MaxRTT should be chosen small enough to have low RTTs in general and to try to improve slowstart
on fast links, but should not be chosen too low, as slow cable links easily `generate' RTTs of more than
100 ms even with just a few packets in their queue. Simulations suggest that a value of at least 150
ms should be used.

RTTMargin must be chosen small enough to limit the maximum RTT (CurrentMaxRTT), but large
enough to allow new �ows to quickly reach their share of bandwidth, and to partly compensate for
di�erences in idle-link RTTs. A value of 80 ms was used in simulations, which should be large enough
to cover typical RTT di�erences between peers, given the desire to communicate with nearby peers.

ExpectedRate was set to 100 kB/s to match the targeted 1 Mbit/s (VBR) H.264 stream bitrate.

Simulation results using these settings are shown in Figure 4.8, where a second TFRC �ow was
turned on at t = 400 s, and the �rst �ow having a 20 ms higher RTT. As can be seen, the �ow still
gets a portion of ExpectedRate on both fast and slow links. The fast link scenario may not seem
realistic in this case, because the �ow will become data-limited quite soon after pre-bu�ering, in which
case both �ows can simply transmit at the stream bitrate without saturating the link. However, when
the connection is shared by many of these �ows, the right part of the �gure (still receiving a part of
ExpectedRate) does apply.
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Figure 4.8: Results of RTT limiting TFRC. Note that when the second �ow (with a 20 ms lower RTT) is
added, the �rst �ow is limited to less than its fair share, but still receives a �ow relative to its RTT di�erence
and the ExpectedRate. Also note that the queue of the fast link is loaded much more than what would be
necessary to keep the link saturated. Compare these results to Figure 4.9.
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Original Improved

Slowstart duration [s] 23.47 1.56
Slowstart loss [#packets] 79 (8.3%) 0 (0.0%)
Idle-link RTT [ms] 44 44
Minimum RTT [ms] 1361 200
Maximum RTT [ms] 6462 450

Table 4.3: Summary of important characteristics of original and improved TFRC on slow links (practically no
change on fast links)

4.5.7 Remarks on RTT limiting

When choosing TFRC, it was assumed to be a drop-in solution for Iphion's congestion-control needs.
Even after witnessing the �rst results, hope remained of `�xing' observed de�ciencies.
The given modi�cations do in fact improve on TFRC's behaviour in terms of �tness for Iphion: RTTs

are limited, and the possible starvation of �ows relative to competing non-Iphion tra�c can actually
be considered a feature.
However, during development of these improvements it became clear that the equation-based design

of TFRC does not match well to what proved to be an important principle: minimising queuing delay
(while still achieving link saturation).
The RTT of links will only be limited by queues sizes on such links or the con�gured maximum RTT,

and this RTT is likely to be (much) higher than what is necessary. Combining this with having to tune
three parameters, the improvements seem to be of use mainly if no better alternative is available. The
next section discusses such an alternative.

4.6 The bandwidth-delay product

As stated in the previous subsection, it became clear that the fundamental concept of TFRC does not
match well to the desire for short RTTs (next to e�cient bandwidth usage).
In essence, the number of `in-�ight' packets in a network should be controlled such that further

increase of that number would not increase the receive rate, but decreasing it would decrease the
receive rate. In network parlance this optimal number of in-�ight packets is called the bandwidth-
delay product (BDP). Although this might seem to be a trivial multiplication of `the RTT' and `the
bandwidth', especially `the RTT' is rather unde�ned here. Should the idle-link RTT be taken (and if
so, how to derive it?), should the current estimated RTT of the link be used, or the di�erence between
the two (which could be a measure for the queuing delay)?
The number of in-�ight packets is a natural concept in window-based congestion-control algorithms,

such as that of TCP, where the window directly indicates the number of unacknowledged packets in a
network. This leads to a re-evaluation of the initial choice for TFRC: is TCP's congestion control (not
its reliable and in-order delivery) the right choice afterall?
A short study of a TCP �ow on a real cable-modem link quickly revealed that that �ow did not exhibit

the typical sawtooth behaviour of TCP, nor did it saturate the queue (but did saturate the link). This
behaviour stands in surprising contrast to what `the usual textbooks' explain about TCP's algorithm.
Additional research showed that modern (after around 2000) TCP implementations use quite di�erent
approaches to compute their window size, and now also incorporate queuing delays (albeit it indirectly
sometimes) in their reasoning.
Having the desired concept clear (limiting in-�ight packets to the BDP), two algorithms were quickly

discovered: TCP Vegas , and FreeBSD's TCP . The �rst is a direct proposal to determine the BDP as
described in 4.5.3, but although it has been implemented (but disabled by default) in the Linux kernel
for a few years, it did not become popular.
FreeBSD's TCP implementation also tries to estimate the optimal BDP to limit the amount of in-

�ight packets and as the code has been enabled and in use for many years (since approximately 2002)
with much attention from a large user community, its quality and performance can be considered
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Algorithm 4.4 Window calculation at the sender, for the proof-of-concept BDP limiter

WindowSample := EchoedSequenceNumber - SequenceNumberToBeSent;

Window := 0.9*WindowSample + 0.1*Window;

Algorithm 4.5 Proof-of-concept BDP limiting in TFRC based on FreeBSD's TCP implementation

PacketsPerSecond := CurrentReceiveRate/SegmentSize;

Delay := (BaseRTT+CurrentRTT)/2;

MaxWindow := PacketsPerSecond * Delay + 2;

if (CurrentWindow > MaxWindow) and

(CurrentSequenceNumber > MinNextSequenceNumber) then

begin

MarkThisPacketAsLost();

MinNextSequenceNumber := CurrentSequenceNumber + alpha*MeanInterval;

end;

proven. Additionally, by coincidence, the quick TCP experiments mentioned earlier were performed on
FreeBSD, and indeed showed a remarkable performance: smoothly achieving link speed without large
RTTs.
Although additional investigation will be necessary (e.g. comparing Linux's new TCP CUBIC to

FreeBSD's TCP), it is expected that both will yield the desired performance for Iphion. The direct
application of the BDP concept in FreeBSD's implementation and its deceivingly simple computation,
lead to recommending this algorithm for Iphion's application.
Due to time constraints however, an implementation of (the congestion-control part of) FreeBSD's

TCP was not feasible. To still be able to comment on its potential, the BDP principle was implemented
in the simulator's TFRC implementation using the existing arti�cial-loss technique, but as stated, the
BDP principle is rather incompatible with TFRC's rate-equation principle: the BDP code will limit the
send rate much earlier than TFRC would normally do, because queues are no longer saturated, and
no losses will occur. This e�ectively renders TFRC inoperable. Additionally, BDP uses the number of
in-�ight packets, which is not available in TFRC. The following subsection should therefore only be
considered as a proof-of-concept.

4.6.1 Proof of concept BDP in TFRC

The BDP algorithm needs to know the number of in-�ight packets. This was implemented by adding
an extra �eld to the receiver feedback, such that the receiver not only echoes the latest timestamp, but
also the sequence number of the latest received packet. Upon reception of such feedback, the sender
then computes the window according to Algorithm 4.4, which is sent to the receiver by means of an
additional �eld in the data packets.
The receiver now compares the received window with its computed BDP (from which the formula

is directly taken from FreeBSD's implementation), and induces a virtual loss if necessary, see Algo-
rithm 4.5.
In this algorithm, the BaseRTT is measured by the receiver as the minimum RTT value ever observed

on the �ow, SegmentSize is the average size of the data packets (1000 Bytes in all experiments) and
alpha is again set to 0.5. Note that the Delay is computed as the average of the BaseRTT and the
CurrentRTT: using just the BaseRTT (or even CurrentRTT minus BaseRTT) is problematic due to the
unreliability of determining the BaseRTT, using just the CurrentRTT would mean a positive gain of
the control loop (i.e. instability), while the averag yields a negative gain in the control loop and is at
the same time fairly robust to changes in the BaseRTT. The addition of 2 packets to the MaxWindow

is needed to keep at least one packet in the queue, and to allow the window to grow in case more
bandwidth becomes available.
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(f) Queue utilisation of �rst �ow on fast link

Figure 4.9: Proof-of-concept results of bandwidth-delay product limiting of TFRC. Compare these results to
Figure 4.8.
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Original slow RTT limited BDP limited Original fast RTT BDP

Slowstart duration [s] 23.47 1.56 n.a. 0.95 0.95 n.a.

Slowstart loss [#packets] 79 (8.3%) 0 (0.0%) n.a. 132 (9.9%) 132 (9.9%) n.a.

Idle-link RTT [ms] 44 44 44 44 44 44

Minimum RTT [ms] 1361 200 134 45 45 44

Maximum RTT [ms] 6462 450 215 183 183 46

Fairness to second �ow 50% 30% 50% 50% 5% 50%

Table 4.4: Comparison between relevant properties of original, RTT limited and (proof-of-concept) BDP limited
TFRC on slow and fast links, as de�ned in Section 4.5.3. Note that slowstart is disfunctional in this proof-
of-concept BDP limiter, but should yield results at least comparable to the RTT limited scenario in a `real'
implementation.

The simulation results using this principle are shown in Figure 4.9, from which it is clear that the
BDP principle is capable of achieving link saturation without queue saturation. Note that the arti�cial
losses generated by the limiter cause a sawtooth-like behaviour, which will not be present in a `normal'
implementation. The same holds for the slowstart behaviour, which is now completely disabled mainly
because of the (too) simple computation of the window and the receiver-based implementation.
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5 Conclusions and recommendations

The project delivered results in various directions, including general design considerations, analyses
of the existing application and typical networks, actual improvements to the application, implemented
proposals in a custom-made simulator, and not yet tested but likely useful ideas for further improvements
and investigation.

The �rst section presents the project's conclusions, followed by further recommendations in the next
section.

5.1 Conclusions

When this project commenced, Iphion was already working on an initial version of a streaming P2P
application. This version did not live up to Iphion's desires: e�ciency and absolute latencies proved
problematic.

The objective of this project was therefore to evaluate the existing application based on literature
review and implementation-speci�c analysis. Improvements to various parts of the application were
to be designed and veri�ed, for which a simulator was needed. Special attention was paid to solving
congestion-control issues, given potentially excessive queing delays in cable/xDSL networks.

Literature review and conceptual analysis Research into state-of-the-art (streaming) P2P algo-
rithms enabled a thorough evaluation of fundamental concepts in Iphion's application. Important
conclusions from this work are that mesh-based data delivery is indeed the best solution to optimally
make use of available resources in the network, that congestion control should be implemented to pre-
vent congestion collapse, that locality should be taken into account, while preventing weakly connected
clusters from forming, that incentives should be implemented to provide a better overall quality-of-
service, that FEC (Forward Error Correction) will not be necessary, and that packet scheduling should
be a hybrid between rarest-�rst and near-deadline prioritised scheduling. Additionally, the summary of
design considerations enables new Iphion employees to quickly become familiarised with typical P2P
pitfalls and concepts.

Iphion application-speci�c analysis A further analysis of the speci�c implementation of Iphion's
existing application revealed other major issues: `stateless' packet scheduling prevents P2P commu-
nication when deployed on typical cable/xDSL networks, the original streaming of packets from the
bu�er to the media decoder needs several seconds of (redundant) additional bu�ering, upload band-
width of all leaf nodes is unusable because cross links between nodes of the same rank are currently
impossible, �xed rank assignment may result in sub-optimal division of resources due to node churn
(and depends on a user con�gurable upload bandwidth), the existing cryptographic signatures do not
protect the network against pollution attacks, the original architecture is prone to bugs due to e.g.
crypto code being scattered over di�erent functional blocks and has practical disadvantages such that
e.g. information about other peers is forgotten too soon (which should not happen on small and/or
localised networks).

Most of these issues must be solved before large-scale deployment of the application on typical
residential networks is considered: P2P communication on such networks is currently impossible or
very ine�cient at best. The concept of using relay servers in the network �to reduce zapping delay and
reduce inter-ISP tra�c� is very good, although this concept is not yet present in the actual application.
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Realistic network simulation To verify original and evaluate improved application behaviour, a cus-
tom event-based simulator is created with a strong focus on accurately simulating important properties
of cable/xDSL networks (see below). The functionality of the original Iphion application has been recre-
ated in this simulator, while already using the newly designed architecture for ease of programming.
The simulator allows to instantiate networks of tens to hundreds of nodes with di�erent types of links,
latencies, bandwidths, queue sizes, etc. Simulation can be paused at any time, properties of all nodes,
links, queues, bu�ers, packets, etc. can be inspected and modi�ed from the built-in commandline, and
graphs can be exported to visualise partnerships, bandwidth usage, etc. Most improvements in this
project have been implemented and tested in the simulator.
It is widely known that most residential Internet connections have asymmetric up- and download

bandwidths, and this fact is indeed often taken into account when designing modern streaming P2P
algorithms. However, most network simulations do not take queuing delays in typical cable modems
into account, whereas experiments in this report (and other literature) have shown that these delays
can be up to 9 seconds! Although typical idle-link RTTs between nearby peers are around 10�50
ms, a queuing delay of 500 ms can easily occur even on fast cable links, yielding a communication
delay of 1 second between two peers. This stands in sharp contrast to the rule-of-thumb queue sizes
generally used in simulations (roughly taking the bandwidth-delay product of the �ow), and has severe
consequences for achieving the desired sub-second zapping delays.

Application and protocol improvements Many important issues have been addressed by this
project: the Streamer allows to reduce the media decoder bu�er from more than 2 seconds down
to 400 ms or less (and improves on some smaller issues such as better detection and handling of
playback discontinuities).
System-architecture redesign from layers to functional blocks enables cross links, solves peer-record

duplication between layers, allows smarter decisions on such records (such as keeping information about
some peers if no better peers are available), and delivers cleaner and more �exible code, paving the
way for solving other recommended issues.
A simple but very e�cient algorithm is designed and implemented in the simulator to allow Iphion's

network to be split in several (overlapping, if desired) clouds, with one or more relay servers serving
that cloud. The algorithm is based on (easy to obtain) information about ISP networks in which the
relay server will be placed, and allows immediate estimation of network distance between peers, without
(slow) probing and irrespective of RTTs (which may not reliably indicate distance in practice).
Experiments in the simulator have shown that Iphion's existing application causes excessive packet

loss (congestion collapse) and packet duplication on such links (e.g. 300% duplication if the RTT
is `just' over 450 ms) due to the lack of proper congestion control and ine�cient packet scheduling.
A smarter packet scheduler was therefore designed, that prevents unnecessary resending of in-�ight
packets (from e.g. 300% to 0%), while still allowing to quickly detect lost packets (e.g. after receiving
2 additional packets, i.e. 20 ms instead of 450 ms) and re-request them. This already solves one part
of the problem, but does not yet prevent high queuing delays.

Congestion control for Iphion application To solve the latter, proper congestion control is needed.
First, an exploration of Iphion's requirements on congestion control was made, leading to the de�nition
of two types of �ows (Peer-to-Peer and Relay-to-Peer), and two directions of �ows (to and from peers),
each with di�erent requirements: Relay-to-Peer �ows are only encountered in the to-peer direction,
and are always bene�cial for that peer. Peer-to-Peer �ows occur both on to-peer and from-peer
directions, but because the bottleneck link is likely at the from-peer side, these �ows should behave
friendly to competing tra�c. To still guarantee reliable stream delivery even when Peer-to-Peer �ows
are supressed, the Relay-to-Peer �ows should be divided in a part (a bit more than the stream bitrate)
without, and the remainder with congestion control, additionally yielding more e�cient resource usage
at relay servers especially during peak hours.

TFRC evaluation and improvements As the Internet Engineering Taskforce (IETF) and literature
recommend and/or use TCP-Friendly Rate Control (TFRC) for UDP congestion control (especially in
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multimedia applications), this algorithm was implemented in the simulated Iphion application. However,
simulations using realistic (cable/xDSL) queue sizes show that TFRC exhibits extremely large queuing
delays (well over one second, up to 9 seconds) just as the original Iphion application.
Thus, in contrast to popular belief, TFRC should not be used for low-latency multimedia applications

on typical cable/xDSL networks!
An improved version of TFRC was then designed, which allows to put a limit on RTT. The modi-

�cations to TFRC have deliberately been very small, and only make it behave more `friendly' towards
competing tra�c (which is a feature, given Iphion's congestion-control requirements). Although the
algorithm greatly improves upon TFRC's original behaviour on slow links (completely preventing con-
gestion losses, reducing the slowstart phase from 30 to 2 seconds, limiting the RTT from 1.5�6.5 s
to 200�500 ms), it requires three parameters to be chosen (MaxRTT, RTTMargin and ExpectedRate),
and still causes queues of faster links to be �lled more than necessary (up to the con�gured maximum
RTT, queuing up e.g. 150 packets instead of 5).

TCP's congestion control for low-latency multimedia It is then shown that control of the amount
of in-�ight packets based on the bandwidth-delay product (BDP) should be used, instead of control
of send rate based on packet loss, to simultaneously satisfy all requirements: 100% link saturation,
(almost) no packet loss, and short queuing delays (e.g. 4 ms instead of 150 ms for improved TFRC,
or even 9 seconds for `standard' TFRC). Such an approach does not �t well to TFRC's equation-based
send-rate control, but �ts remarkably well to window-based algorithms such as TCP. TCP Vegas and
FreeBSD's implementation of TCP actively include the BDP into their reasoning, which leads to the
remarkable recommendation to use the congestion-control part of FreeBSD's TCP implementation for
further investigation. The latter was chosen because of its beautifully simple algorithm, and many years
of proven performance. It is expected to perfectly suit the needs of Iphion, and likely other low-latency
multimedia applications as well.

5.2 Recommendations

The most important recommendations resulting from this project are:

• Investigate the performance of FreeBSD TCP's congestion control, most notably its queue-�ll
behaviour. Given the results of Section 4.6, it is expected that that algorithm satis�es all
requirements de�ned in Section 4.1 for Peer-to-Peer �ows.

• For Relay-to-Peer �ows, a mechanism similar to TCP-parameter caching in operating systems may
further improve performance during slowstart, by not starting from zero, but a `known-possible'
rate.

• Assuming that the congestion-control algorithm then indeed satis�es the requirements, implement
this in both players, and relay servers.

• Although TCP-like congestion control is less prone to being fully suppressed than the RTT-
limited TFRC and is thus more likely to maintain at least the stream bitrate, it is recommended
to also consider the `congestion control-less' transmission from relay servers, as this reduces the
computational complexity at the servers and allows `guaranteed' stream delivery. (Note: faster
slowstart might also be possible by temporarily increasing the congestion control-less �ow.)

• Packet scheduling must be changed to prevent re-sending in-�ight packets, but also to quickly
recover from lost packets as explained in Section 3.4.

• The current single-server model should be split to include relay servers, with a separate server
(possibly on the same physical machine as the streaming server for small networks) as the rendez-
vous point (`channel-join server'). A protocol to achieve this is described in Section 3.3.

• Although computationally expensive, the media stream itself should be protected with a crypto-
graphic signature.
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The previous items can be considered `deal breaking' for large-scale deployment. Less critical, but
useful improvements would be:

• Part of the architectural changes of Section 3.2 have already been implemented in the real
application, but cross links and uni-directional partnerships should still be implemented.

• Locality awareness is a challenging (e.g. to maintain a DAG structure to prevent isolated clusters)
but important improvement, and should ideally be added in an early stage of development.

• The playback pointer / bu�er synchronisation scheme should be modi�ed as explained in Sec-
tion 3.1. Additionally, a better way of determining the initial playback point selection should be
designed, to cope with di�ering zapping delays due to link speeds and network health.

• When a user switches to a di�erent channel, the application should inform its leechers on the
previous channel of its departure, but could still keep sending data to them for a few seconds
while the uplink is not yet used for the new channel. This can greatly improve robustness of
the network on `catastrophic' events such as when almost all users simultaneously switch to a
di�erent channel when commercials start on a popular channel.

• Incentives (Section 2.1.9) require an administrative system to be created and complicate the
division and prioritisation of bandwidth, but should still be considered as they can provide a
better overall QoS of the network.

• Bu�ermaps and requestmaps (especially the `di�erential' versions of Section 3.4) can be com-
pressed by truncating them to just include regions with bits actually set. Optionally, some
processing power could be saved by aligning all maps to 8- or 32-bit boundaries.

• When implementing congestion control it is wise to keep bu�ers in the operating system as
small as possible, to allow newly arriving requestmaps asking for near-deadline packets to be sent
promptly. This can be done by implementing a callback structure or prioritised queue, instead of
FIFO enqueuing all packets at once upon receiving a requestmap.
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A Existing P2P algorithms

This appendix contains short reviews of existing P2P algorithms, ranging from the �rst to very recent
designs, with a focus on relevance to Iphion. Especially the later proposals include some interesting
views and ideas, which may be useful for later consideration.
The following sections are ordered by their main structure (tree, mesh) as this structure already

decides on some major algorithm choices (e.g. packet scheduling). Additionally, this yields a nearly
chronological ordering.

A.1 Single tree

The single tree protocols were the �rst designs, and are generally simple to implement, but ine�cient
and unreliable (when not using dedicated hardware/servers).

Narada One of the �rst overlay networks not requiring native IP multicast, truly working at the
application layer appeared in 2000 with a protocol called Narada [20] by Carnegie Mellon University. It
builds its network in two stages: �rst, a mesh is built between nodes, on which then spanning trees (in
case of multiple sources) are created to transport the data. It was designed to cope with the dynamicity
of nodes, and constantly tries to optimise the trees it creates. It does so in a distributed way, only
using a known rendez-vous server for bootstrapping. Since every node in the systems keeps track of
and communicates with every other node, the system does not scale to large networks (every node
maintains O(N) state and the system has O(N2) control overhead). The authors themselves state
that their network can be used for tens to hundreds of nodes [19].

NICE To improve the scalability of Narada, researchers at the University of Maryland proposed NICE
[6]. The main di�erence with Narada is that it uses a hierarchical structure instead of a mesh to
construct the data delivery trees. The hierarchy is built from clusters of nodes, where every cluster is
of size between k and 3k − 1. Every cluster has a leader, and the leaders of the clusters in hierarchy
level L0 form clusters in level L1, etc. There will be at most logk N levels. Every node is in level
L0 and the highest level will have just one node. NICE maintains O(logN) state, and has control
overhead between O(k) (for non-cluster leaders) and O(k · logN) (for the node in the highest layer).
The data tree is implicitly de�ned by the control structure: a node sends its data through its cluster

leader, which will forward it to the nodes in the cluster, etc.
The cluster leader is chosen to be the graph theoretic centre of the cluster. In the paper, this means

it has the minimum maximum distance to all other nodes in its cluster, where the distance is de�ned
as its latency. This will lead to quicker join operations, as a joining node contacts the highest level
cluster leader �rst, and is then directed to the leaders of increasingly lower layers. As the leaders also
directly determine data paths, this is not necessarily the best path in terms of bandwidth for example.

ZIGZAG An even more e�cient technique was proposed by University of Central Florida, called
ZIGZAG [71]. Like NICE, it builds a hierarchical structure, but does not use the leaders of the cluster,
but a �foreign leader�: the leader of a di�erent cluster. Hence the name ZIGZAG. In case the data
parent (foreign leader) of a cluster fails, the head (as it is called in ZIGZAG) of a cluster �nds a new
parent, allowing for a faster repair, using just the local neighbourhood. ZIGZAG also decreases the
worst-case degree of the nodes to O(k2) (instead of O(k · logN)). It still does not consider bandwidth
heterogeneity, and as it uses a O(k) star topology to distribute data from a leader to a foreign cluster,
this imposes a limit on the total stream rate that can be sustained.
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SRMS When a node in a tree breaks, this has consequences for the whole subtree. Scalable Resilient
Media Streaming (SRMS) [7] tries to lessen this e�ect by using a technique they call Probabilistic
Resilient Multicast (PRM). The idea is to have nodes in the tree forward blocks to a few (e.g. β = 3)
random other nodes in the tree with a certain low probability (e.g. r = 0.01 or r = 0.03). Although
this will yield a small percentage of duplicate packets, it can greatly enhance the reliability of the
tree: if a node now fails, it is possible to get some missing pieces from the children instead, while
quickly repairing the tree simultaneously. The paper shows that even for small values of r and β, the
overhead to guarantee successful data delivery with a high probability asymptotically decreases to zero
for asymptotic increase of group size.

In the experiment in the paper, with an overhead due to PRM of around 3%, delivery ratios of
100% were obtained for 20% of the group, and 90% experienced a loss of less than 5%, compared
to the NICE method where 50% of the nodes experienced more than 20% losses. Quite a remarkable
improvement for such an apparently simple solution.

A.2 Multiple tree

Multi-tree algorithms already improve on the single tree approach by reducing the amount of repairing
needed after one tree fails, and provide somewhat more e�cient usage of available bandwidth. Data
is still pushed down the trees, so there is no need for requestmaps etc. (which will add to the delay).

SplitStream A di�erent approach was taken by the people from Microsoft Research and Rice Uni-
versity [12]. To overcome some problems of a single tree structure (such as NICE), multiple trees are
used. The video stream is encoded using Multiple Description Coding (MDC) [33], such that every
description can be decoded separately. Every description is then sent over its own tree, hence the name
SplitStream. A failure in one tree will now lead to `just' a graceful degradation of the video quality.

The paper states an important point about the bandwidth unfairness issue of trees: the fraction of
leaf nodes increases with the arity (node degree) k. For example, for a binary tree (k = 2) more than
half of the nodes is a leaf node. For k = 16 (often used for MDC) this is already more than 90%. This
means that the full load of the trees has to be carried by less than 10% of the nodes. This is the reason
why SplitStream requires �interior node disjointness�: every node in SplitStream is an interior node in
one tree, and a leaf in the remaining ones. This way the forwarding load is spread across all nodes.
Bandwidth heterogeneity is considered in part, by allowing a node to join less than the maximum (in
this case 16) number of trees.

SplitStream builds its trees using Scribe [13], which in turn is built on Pastry [67].

Pastry is a so-called Distributed Hash Table (DHT): a completely decentralised database of key-
value pairs using hashes as the keys. In Pastry, nodes and objects have random identi�ers (nodeIDs
and keys, respectively) from a large but sparse ID space. Identi�ers are 128 bits wide. Every node
routes a message consisting of key and value to the node with nodeID numerically closest to the key.
Each node maintains a routing table of size O(logN), which is constructed such that a node can
forward a message to another node with a nodeID that has a larger pre�x in common with the message
key. This allows for message routing paths of length O(logN). The nodes in the routing table are
further chosen to prefer nodes with shorter network delays. Scribe uses Pastry to join a multicast group,
which is identi�ed by a groupID. The group consists of all Pastry routes from all members of the group
to the source. Note that these routes can include nodes that are not members of the multicast group
(in case of multiple sources). The source then transmits its data through the reverse paths back to
all members. Joining the multicast group therefore just consists of routing a message towards the
multicast groupID until an existing member is reached, and adding this route to the multicast tree.

Interior node disjointness is performed by using nodeIDs which di�er in the �rst part of the pre�x,
thereby creating a completely di�erent path with high probability of disjointness. To limit the maximum
load on a node, an additional limit on the out-degree (on top of the in-degree limit in Pastry) is used.
In case a node wants to connect to a parent which is already `full', the node is �pushed down� the tree
until it �nds a child that has su�cient capacity available. If this fails, the node uses a feature of Scribe
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called �anycast� to locate a member of the special �spare capacity group�. This will potentially create
long branches, which are not desirable in terms of delay.

CoopNet Again Microsoft Research, this time in cooperation with Carnegie Mellon University, pro-
pose CoopNet [59]. It is very similar to SplitStream in a number of respects, but di�ers by its use of a
central server to organise the nodes in an e�cient tree. It too tries to create interior node disjoint trees,
but with a di�erent philosophy: to make the trees as short as possible. In SplitStream, the maximum
out-degree of a parent can hurt the node disjointness, and possibly leads to high trees. In CoopNet,
the central server can easily guarantee an even load distribution and interior node disjointness. They
argue that using a central server is allowable in this case, as it is also the source of the data. If this
server should fail, the source is also gone, so there would be no use to still have a functioning tree
anyway.
In CoopNet, a node joins the tree by asking the source, which in turn searches its (internal) tree

for a few nodes close to the root with spare bandwidth. A random node is picked from this list and
returned to the client. The purpose is to create short, wide trees.
An improvement of the system was made by having each node measure its position relative to certain

landmark nodes. The server will now bias the node-picking algorithm with this information, trying to
return nodes close to the client. In e�ect, this achieves the same type of locality that Pastry does for
SplitStream.
The paper also mentions the potential node churn in case of a large �ash crowd: traces from the

MSNBC site at September 11, 2001 show an average node arrival and departure of 180 nodes per
second, with a peak rate of 1000 per second. Group sizes being approximately 10000 on average,
peaking at 18000.

Chunkyspread Chunkyspread [72] by Cornell University and University of Tokyo also creates multiple
trees, and uses MDC (see Section 2.1.2) to split the video. In contrast to SplitStream, it does not use
a DHT (e.g. Scribe+Pastry) as the underlying structure, but instead uses an unstructured mesh to
�nd new peers. The mesh is constructed using an algorithm called Swaplinks, described in a separate
paper [73]. Another major di�erence with SplitStream is that Chunkyspread does not strive for node
disjoint trees.
Chunkyspread expects a user to con�gure the nominal and maximum amount of bandwidth to

supply, relative to the downstream. It expresses this amount in number of (MDC) slices. The goal of
the algorithm is �rst try to �nd enough peers to ful�l the bandwidth need, and when this is satis�ed, to
try to �nd peers which could improve the delay. The node degree is adapted to the nominal upstream,
so that peers that can/will supply more, will have correspondingly more neighbours.
Although potential peers are discovered at random by the Swaplinks algorithm, not every peer

quali�es as a parent: the algorithm tries to build trees, which may by de�nition have no cycles. To
prevent cycles, Bloom �lters are used: every node has an ID, which will leave a `�ngerprint' in the
Bloom �lter that is sent on every outgoing packet. Upon reception of a packet, the node inspects
the Bloom �lter to detect its �ngerprint, and if it matches, a loop is declared and that parent is
disconnected. An excellent overview of other applications of Bloom �lters in network problems (e.g.
set reconciliation) is given in [9].
The paper contains some detailed apples-to-apples comparisons between Chunkyspread and Split-

Stream, also showing some typical numbers of startup times, load balancing, latencies, control overhead,
recovery times, etc.
The authors state that the algorithm combines the e�ciency of a tree-based approach with much of

the simplicity of a swarming style approach, and allowing di�erent optimisation strategies depending
on the need of an application. They also feel that there currently is no de�nitive answer to the question
of whether to use tree (like Chunkyspread) or swarming (like CoolStreaming) technology.

Trickle Researchers at National Chiao Tung University invented Trickle [34], a system that also uses
multiple trees, but this time not using MDC to split data. Instead, they use the Information Dispersal
Algorithm (IDA) [63], which is an erasure code that splits data in n fragments, of which at least m
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fragments (m ≤ n) have to be received correctly to decode the original data. The n fragments are
distributed via disjoint trees, and a node subscribes to at least m trees. In case of packet loss, a node
can subscribe to more trees to compensate for the losses, as it does not matter which packets are
received, just the number of packets. The number of trees to join is determined dynamically: if the
number of successful frame recoveries drops below a certain threshold, a node will join more trees, and
vice versa. Trees are not dropped and joined at random, but using a circular queue. Additionally, the
minimal number of trees a client must join is restricted by a variable r, m ≤ r ≤ n. In the experiments
n = 20, r = 17 and m = 16.
The trees are created using Pastry and the source is, just like in SplitStream, assigned n di�erent

identities to create interior node disjoint trees. However, in case a potential parent does not have
enough bandwidth available to support a new child, the parent will try to recruit a helper node, that
will become the actual parent of the child.

One problem with Trickle is that packet overhead is quite large: 25%. The authors suggest this
is caused by the packetisation scheme, as H.264 can produce very small packets, which are further
divided by IDA. Another problem is that of incentives: it is not clear why a (non-member) node would
want to become a helper node.

AnySee AnySee [50], by Huazhong University of Science and Technology and Hong Kong Univer-
sity of Science and Technology, is based on CoolStreaming (described later), but uses optimisation
techniques on the (random) mesh to improve locality. It looks at timestamps in received packets,
and discards parents with higher delays. It builds trees on top of the locality aware mesh by �reverse
tracing�: messages are forwarded between peers, that record the full list of nodes the message has
passed so far, which allows to `replay' those paths. To improve robustness, every node maintains two
trees: the `live' tree, and a backup tree.

AnySee claims to improve the startup time from CoolStreaming (around 60 s) to approximately 20
s, using a 40 s bu�er (instead of 120 s), and at the same time increasing the playback continuity and
resource utilisation.

A.3 Hybrid

The hybrid systems mainly use trees to distribute data, but start to use data pulling for sub-structures.

Bullet Researchers at Duke University invented Bullet [44], a system that uses a single-tree to trans-
port control messages and an initital set of disjoint data, and then uses `orthogonal' links between
random nodes in the tree to distribute the remaining bulk of the data (i.e., to join the data sets again).
Advantages of this are that it is no longer needed to maintain a bandwidth optimised tree (as the
bulk is transferred through the random mesh), and that the tree is a very e�cient way to distribute
non-time-critical data. It allows peers to fully utilise their uplink, irrespective of their position in the
tree. Bullet uses TFRC (see Section 4.3) as the congestion-control mechanism, and uses Bloom �lters
to solve the set reconciliation (instead of requestmaps).

A disadvantage is that once a node is assigned a position in the tree, it has no way to change this
position. This has direct consequences for the playback position, amount of `safety margin' (pre-bu�er)
a node can acquire, and still largely determines the amount of bandwidth the node should supply. Thus,
uncooperative nodes near the source can therefore degrade system performance as being a member of
the tree still means having to transmit the basic disjoint data set.

BulkTree BulkTree [32] by Tsinghua University creates a single tree to distribute control messages
and data, but to overcome the problem of unstable interior nodes, they propose to use clusters of nodes
instead, which form a virtual �super node�. Every cluster has a leader and vice leader, and the leader
ensures the cluster size will remain between k and 3k nodes. If it becomes too big, the virtual node is
split, and it is merged if the cluster should become too small.
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GridMedia GridMedia [83], also by Tsinghua University, uses a combination of two approaches: data
pulling and data pushing. The system creates a mesh like that of CoolStreaming, but divides its bu�er
in two parts: the node �rst tries to �ll the `front' part of the bu�er using a data push strategy, and
pulls the remaining missing packets from its neighbours. This is done by using a sliding window over
the bu�er: as soon as missing packets slide from the push window into the pull window, the pulling
phase is started using requestmaps. To prevent duplicates in the push window, so-called �pushmaps�
are sent to neighbours to inform them about packets the node is interested in receiving when they
become available at that neighbour.
The push-pull system has a slightly lower overhead than the pull-only scenario, and improves mainly

on the average end-to-end delay of nodes and the playback continuity. No locality or incentives (just
like CoolStreaming) are taken into account.
The algorithm might prove useful for the Iphion application as well: Iphion's relay servers will always

have the newest packets, so they can send these packets to any other node (as long as their bu�er is
not too far behind) without the risk of packet duplication. Nodes can then exchange the remaining
missing packets with each other. Additionally, this bu�er technique could be used to �ll a large part
of the bu�er using normal IP multicast if it would be available (see also HyMoNet, below).

HON The Hybrid Overlay Network (HON) [86] proposed by Simon Fraser University turns the usual
assumptions upside-down: they take a gossip style overlay to distribute the bulk of the data, and create
a tree structure on top of the (random) mesh to be able to quickly retrieve missing packets from parents
in the tree as the tree is optimised for low delay to the source. (Usually, the mesh is used to retrieve
missing packets, e.g. GridMedia [83], Bullet [44] and PULSE [61].)
The system is designed to be used for Video on Demand.

HyMoNet The Hybrid Multicast Overlay Network (HyMoNet) [14] by Tsinghua University tries to
use IP multicast if it is available, and uses an overlay network for the remaining interconnectivity. It
uses a central service for parent discovery. Node heterogeneity is not considered: a parent must simply
forward the full stream to every child.
The idea of using network layer multicast (if available) is nice, and could also be used for other

protocols, e.g. GridMedia [83], mTreebone [77] and the Iphion protocol as well.

CDN-P2P This system in [80] by Purdue University combines a Content Distribution Network (CDN)
like Akamai with a P2P network for Video on Demand services. The general idea is to use the CDN
to bootstrap the network, and if enough peers have bu�ered (part of) the video, the data distribution
is gradually shifted to the P2P network. The CDN servers will still be used to maintain the structure
of the network (much like trackers in the BitTorrent scenario) and to maintain credits/debts of peers
in the system.
There is a nice analysis in the paper about calculating the �hand-o�� moment: when to stop serving

the content through the CDN. This tactic might be useful for Iphion to determine the amount of relay
servers that will be needed in the network.

mTreebone People from Simon Fraser University and Microsoft Research Asia invented mTreebone
[77]. The authors discovered (using log traces of real broadcasts) that usually a P2P overlay system
converges to a set of fairly stable nodes with high bandwidths forming the internal nodes of a tree-like
structure near the source, and a dynamic set of outskirt nodes and leafs. They also note (like the
authors of SplitStream) that it is possible to support such a tree using a small set of strong interior
nodes.
This insight led to a system where nodes can promote themselves to be stable enough, depending

on the amount of time they are in the session, and the total duration of the session. It is allowed to
use this metric, because the durations of nodes in the overlay is not a uniform probability, but follows a
heavy-tailed distribution (in particular: a Pareto distribution). These stable nodes will form a tree, so
data can be pushed down, decreasing the end-to-end delay. Unstable (i.e. newer) nodes then connect
to the leafs of this tree and use pulling techniques to retrieve the data. The stable nodes in the tree use
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(like CoolStreaming) the SCAMP protocol [31] to inform each other of potential neighbours in case a
stable parent should leave the network. If this happens, the node will use `standard' requestmaps to
reconcile the missing pieces, and quickly tries to re-attach to another parent in the tree.
mTreebone nodes use the same `two-stage' bu�ering that GridMedia nodes use, with a sliding window

that determines packets to fetch through the data pull approach, in case the tree push part did not
deliver all packets.
The paper thoroughly compares mTreebone with Chunkyspread and CoolStreaming, and shows some

signi�cant improvements are made. However, the system does not consider asymmetric bandwidths,
and purely uses the duration criterion to promote a node to the stable tree structure.

A.4 Unstructured

This category contains the random, gossipping type of networks. Note that the initial version of Iphion's
application was based on CoolStreaming/DONet (and still contains its requestmap principle).

CoolStreaming/DONet One of the �rst and one of the most famous P2P overlays is CoolStream-
ing/DONet [85], invented by The Chinese University of Hong Kong, Simon Fraser University and Hong
Kong University of Science and Technology. DONet is the scienti�c name for the project, CoolStream-
ing (which stands for COoperative OverLay Streaming) is the public Internet implementation.
In CoolStreaming, a random mesh is constructed, from which each node selects a limited number

(e.g. 4) of partners. The random mesh is constructed using SCAMP [31], a scalable and lightweight
gossipping algorithm. It maintains a partial view of the network, and exchanges messages with other
nodes informing them about the membership of itself and other nodes. The messages exchanged this
way are periodically sent, and have very low overhead. Additionally, the SCAMP algorithm creates a
mesh with path lengths of O(logN), which helps to constrain the maximum end-to-end delay.
In contrast to the tree-based approaches, data is now supplied by more than one `parent'. This

means that a receiver must coordinate what to fetch from each parent. This is done by requestmaps
(RMs): a list of bits, where every bit corresponds to a speci�c packet. If a bit is set, it means the
receiver requests the packet from the parent. A receiver knows what to ask by means of bu�ermaps
(BMs): again a list of bits, but this time denoting the availability of a packet in the bu�er of a parent.
Parents periodically exchange bu�ermaps with their partners. A receiver schedules its packets on a
rarest-�rst basis: it �rst schedules packets which are available at just one partner, then those that
two partners have, etc. In case there is a choice, the algorithm chooses the parent that can deliver
the packet as fast as possible. The source always has all packets available, so would usually supply a
bu�ermap with all bits set. However, to spread the load, the source can supply bu�ermaps with bits
set in a round-robin fashion.
CoolStreaming employs TFRC (see Section 4.3) for its congestion control, and uses piggybacking of

BMs and RMs on the feedback and data packets to decrease the amount of overhead.
The control overhead is mainly caused by the bu�ermap and requestmap exchanges between partners;

the gossipping protocol is very lightweight. Experiments show it can achieve very low overhead: less
than 2% for 6 partners and a playback continuity of more than 98% for a network size of 500 nodes
and a playback rate of 500 kbps. The bu�er used in this case was a hefty 60 seconds though.
DONet is very robust to node churn, and is easy to implement (the authors mention 2000 lines of

Python code for the CoolStreaming v0.9 implementation) and scalable (4000 simultaneous users for
450-755 Kbps streams are reported). The biggest disadvantages of the system are that it uses very
large bu�ers (usually 120 seconds) and has very long zapping times (around 30 seconds), and that it
does not take locality into account.

Chainsaw Chainsaw [60], by Stony Brook University, is an improvement of Bullet: its goal is to
eliminate the tree (hence the name) from Bullet (Section A.3). The authors implemented the system
in Macedon [65] (by the authors of Bullet), which allows for a one-to-one comparison with Bullet and
SplitStream.
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Although the system uses no incentives, the authors state that this can be included if needed, for
example using SWIFT [70]. A downside of the algorithm is that the mesh is fully random, which again
does not take locality into account.
An important point to consider is the packet scheduling strategy: the algorithm picks packets at

random, and it was found that indeed some packets will never appear in the network, and by the time
nodes start to request it, it is too late to distribute it to all nodes. This was solved using a heuristic
in the source (called �Request Overriding�) where the source will force not-yet-requested packets into
the network.

A.5 Structured

As noted in the design considerations (Section 2.1), care must be taken when trying to incorporate
some kind of structure in a random mesh (such as CoolStreaming). In the general case of structuring a
random mesh, weakly connected clusters can appear. To prevent this problem, well-known techniques
can be used, e.g. Distributed Hash Tables (DHTs, like Chord, CAN or Pastry[67]), Directed Acyclic
Graphs (DAGs [48, 58]) and SkipLists (e.g. [76]).
This section contains proposals that actively promote such a (non-tree) structure.

Dagster Dagster [58], invented by the National University of Singapore, creates a Directed Acyclic
Graph (DAG, see Figure 2.1) structure to guarantee a minimal number of distinct paths to the source.
This prevents the problem of a single point of failure, as could occur when blindly clustering random
meshes. A major goal of the system is to provide incentives to nodes to encourage sharing more
bandwidth, allowing `better' nodes to preempt other nodes, thereby getting closer to the source (in
terms of path length).
In Dagster, nodes are capable of re-encoding video streams to a lower bitrate, to allow more chal-

lenged nodes down the DAG to still receive a stream, but in a lower quality. MDC is used to solve
the problem of set reconciliation: a client assigns every parent a number, and expects that parent to
encode and send that frame, modulo the number of parents.
The DAG structure is maintained by a central server, for two reasons: easy and guaranteed organi-

sation of the DAG, and to prevent cheating. As the system allows nodes to preempt each other, some
authority must validate and control the preemption commands. This also allows to prioritise certain
nodes.
Disadvantages of the system are the arbitrary end-to-end delay and the lack of locality awareness.

Additionally, the use of stream recoding makes it unsuitable for use in the Iphion setup.

DagStream Although also using a DAG, researchers from the University of Illinois propose quite a
di�erent strategy. DagStream [48], in contrast to Dagster, uses a distributed algorithm to maintain
a DAG structure. The structure is built (like in many other approaches) in two steps: �rst a random
mesh is created, in this case using an algorithm called RandPeer [49]. Then, a subset of the random
peers is chosen to form the DAG. Every peer sets is level to one more than the level of its parents.
It then (periodically) broadcasts its level to its children. To prevent a loop, a clever trick is used: if
a loop has formed, this would mean the level update will re-appear as a level update of one of the
`parents'. If this happens too often, a loop is declared, and the connection with the parent is broken.
Note that the temporary existence of a loop does not directly hurt the performance of the system, as
the DAG is mainly used to prevent weakly connected clusters.
It should be noted that DagStream takes a locality �rst, bandwidth second approach. The philosophy

is to select parents with a low latency/level �rst, and if this does not satisfy the bandwidth need, select
more parents.
DagStream allows peers to `walk' up and down the DAG, and every node tries to improve its QoS by

achieving a lower level, and lower latency. The paper experiments with three di�erent parent selection
criteria: delay only, level only and �rst delay, then level. It appears that the delay+level approach is
better than the delay-only approach, which is in turn much better than the level-only approach. By
incorporating delay, a node can improve the locality of the DAG.
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To speed up �nding good parents, DagStream tries to use its �two-hop neighbours� �rst. This
information is obtained by periodically sending (piggybacked on other packets) the list of parents to
each parent, which then allows a parent to inform its children about possible good candidates for
them. Only if the two-hop neighbours cannot be used (because they are full, or don not satisfy level
constraints for example), the RandPeer service is invoked.

Although the name RandPeer suggests fully random nodes will be returned, this is not the case:
every node determines a 3-bit position vector which encodes the delay to 3 landmark hosts. This
information is then used to return a biased random set of nodes in the neighbourhood.

A disadvantage of DagStream is that, just as with trees, leaf nodes do not contribute back to the
network. The general idea of using a simple algorithm to build a DAG structure to prevent isolated
clusters is very useful though, see Section 2.1.5.

Cyclon/Vicinity The dissertation of S. Voulgaris of the Vrije Universiteit Amsterdam contains good
descriptions of prior work, but also describes a few fairly simple but highly e�ective algorithms for
constructing meshes. The �rst contribution of the work is the Cyclon algorithm, that is used to
build fully random overlays, using gossips. Some strategies for exchanging neighbour information are
discussed, focusing on good randomness of the resulting overlay, low bandwidth overhead, short path
lengths (in terms of hops) and limited degree.

As Cyclon does not consider locality/clustering, a di�erent protocol is built on top of Cyclon called
Vicinity. Although the algorithms have many similarities, it is stated that it is very important to have
both algorithms working simultaneously to prevent the optimisation of the clusters to get stuck in local
maxima. Additionally, having random links helps newly joining nodes to quickly `�y' to the best cluster.
Note that the de�nition of �vicinity� is left open: it could be used for network latency optimisation,
clustering according to IP addresses, but also clustering by nodeID etc.

The Vicinity algorithm could be a very nice option to implement in case a fully distributed protocol
is needed to optimise the topology of the streaming process, namely to provide a parent-selection
algorithm with a list of potentially good neighbours.

PULSE The inventors of PULSE (France Telecom Division R&D) [61] liked some ideas of Bullet,
but see the dependence on a tree as a problem, because of the direct relation between a node's static
position in the tree and e.g. the amount of bandwidth it should supply. Therefore, in the PULSE system,
nodes are (somewhat similar to the DagStream case) allowed to walk up and down the structure. It
is important to note that in this case the node's position in the structure is determined by its bu�er
position, not the other way around. Note that PULSE does not prevent cycles from forming, which
could lead to weakly connected graphs.

PULSE introduces the notion of a Relative Media Clock: variables corresponding to bu�er positions
are expressed in terms of a delay relative to the clock of the source, instead of a constantly increasing
value. This means it is now easier to communicate this information with other nodes as it will remain
practically constant, and it is easier to derive the speed of e.g. bu�er head progression in relation to
the stream rate.

Also, in contrast to the constant bu�er size that is used in most systems, PULSE uses a dynamically
growing or shrinking bu�er around its playback position. It starts with a small bu�er, which is gradually
expanded if the network allows to proceed with a speed larger than the stream rate, thereby improving
the startup time, and still maintaining robustness in case of node failure.

PULSE has two di�erent modes to �ll its bu�er: Missing and Forward. The Missing recovery is much
like the bu�ermap approaches (data pulling) used in other systems, and is used to reconcile di�erences
between the bu�ers of nearby (in terms of graph position) nodes. The Forward recovery is used to
speed up the distribution of data in way that resembles the data push methodology. Forward recovery
can be used on links from nodes near the source, to nodes farther away (or in the case of Iphion: from
relay servers to players).

To provide incentives, PULSE incorporates a tit-for-tat policy much like that of BitTorrent [22] in
what is called the �Friend� mode, and uses a micro-payment scheme for other modes. This means
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a PULSE node will maintain state about other nodes it has communicated with, to remember the
debts/credits of these nodes.
The paper makes some interesting points about how to determine the play position of a node, by

looking at the state of the nodes around it, which might be useful for the Iphion application.
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