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Abstract

Functional MRI (fMRI) uses Magnetic Resonance Imaging (MRI) to produce

detailed pictures of metabolic changes taking place in an active brain. fMRI is

used to perform brain activations studies, indirectly measuring neural activity

in the human brain. Researchers have employed different methods for predict-

ing the mental state of a subject from distributed brain activations. In this

thesis, the focus lies on comparing different classification methods, namely an

Area Discovery method, Principal Component Analysis (PCA), Linear Discrim-

inant Analysis (LDA) and a combination of the latter two (two-step LDA, or

PCA+LDA). We explore these classifiers in order to evaluate their performances

on different types of fMRI data. Therefore, multiple datasets are used in this

research. We look at this research as a step toward the development of tools

that will enable advanced understanding of the human brain.

For each classification method, computational aspects are addressed in order

to create efficient implementations. Principal Component Analysis has been

applied in order to allow other classification techniques perform well on the

high dimensional fMRI data. For LDA we show how discriminant functions can

be computed efficiently.

In this research, we present the entire data mining process involved with the

classification of real-life fMRI data, from pre-processing to the classification

algorithms ultimately. We evaluate the four different classification methods by

means of their accuracy and show that two-step LDA provides promising results

for different kinds of datasets. We look at this classification method as the most

promising direction for classification experiments in future fMRI studies.
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Chapter 1

Introduction

Magnetic Resonance Imaging (MRI) uses a magnetic field to produce detailed

pictures of organs, soft tissue, bone and other parts of the internal body struc-

ture. Functional MRI (fMRI) uses the MRI technique to measure metabolic

changes taking place in an active brain [2]. It plays a major role in mapping

human brain functions and is primarily used to perform brain activation stud-

ies by measuring neural activity in the brain. Since the first papers on fRMI

in 1992 [26, 45], the number of peer reviewed articles on fMRI has increased

exponentially, making it an active field of research.

More recently, neuroscientists have been focusing on the problem of whether

patterns of activity can be extracted from the human brain, based on tasks

performed by subjects. A lot of research has been performed on per voxel

searches for correlation with tasks, for example using the General Linear Model

[18]. This model enables the discovery of spatial locations in the brain which

are responsible for performing certain tasks [43]. It is an interesting question if

it is possible to predict the task a subject performs, from the complete set of

voxels given by an fMRI scan. In this research, we will apply several of such

classification methods on multiple datasets. The goal is find a classifier which

achieves high accuracy for different datasets.

Classifying fMRI scans taken from subjects may be a useful step towards a better

understanding of the human brain. To be able to predict the cognitive state

or performed task of a subject solely on an fMRI scan means that a model is

found that describes the human brain activations from a higher level. Although

currently the human brain is still too complex for our full understanding, such

models may provide useful information on the internal workings of the brain.
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CHAPTER 1. INTRODUCTION

Classification of a performed task may not see many practical applications, but

such classification methods can be used in other applications. For example, for

brain tumors it is know that certain areas in the human brain may shift or

separate due to the growth and metabolic changes of the tumor [41]. Other

diseases like Alzheimer’s disease can also influence the internal workings of a

brain [15]. If a high accuracy can be found for such datasets, it may be possible

to detect such deficiencies for patients at an early stage. Other studies related to

classification on fMRI includes resting state analysis, which may form a baseline

or control state of the human brain [40]. Classification of such fMRI data can

serve as a basis for automatic extraction of interesting components in the human

brain.

Our contributions in this research are the evaluation of different classification

methods, namely an Area Discovery method, Principal Component Analysis

(PCA), Linear Discriminant Analysis (LDA) and two-step LDA (PCA+LDA).

Also, we address computational aspects for each method involved with the high

dimensionality of fMRI data. Furthermore, different types of datasets are used

in this research in order to verify each classifier’s performance on fMRI data in

general.

The classification results show that the accuracy depends significantly on the

selected classification method. However, significant results are achieved us-

ing different kinds of datasets, with up to 99% accuracy for some of the used

datasets. Furthermore, we show that ICA components can automatically be de-

tected across different datasets with a 76% accuracy. This provides a means for

automatic labeling of independent components generated by ICA studies. Also,

with a 87% accuracy the independent component corresponding to 4 different

brain areas can be predicted, for both healthy subjects and subjects under the

influence of THC. Also, we show how some classification methods can discrimi-

nate between nearly similar memorization tasks performed by subjects, with up

to a 86% accuracy.

The thesis is organized as follows. In the next chapter we provide background

information on fMRI and related work. In Chapter 3, we show which datasets

are provided and how they can be used for applying different classification tech-

niques. We present the experiment setup, as well as the four different classifica-

tion methods in Chapter 4. For each method, we explain how it works, which

steps are being taken in order to classify fMRI data and the corresponding re-

sults. This thesis is concluded with a discussion of the classification results in

Chapter 5.
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Chapter 2

Background

2.1 Functional Magnetic Resonance Imaging

Functional MRI (fMRI) measures metabolic changes taking place in an active

brain [43]. It can contribute to mapping human brain functions and it is pri-

marily used to perform brain activation studies by measuring neural activity

in the brain. As opposed to other brain imaging techniques like Electroen-

cephalography (EEG) [11], fMRI has several advantageous characteristics such

as non-invasiveness, relatively high spatial resolution (up to 2-4 millimeters)

and temporal resolution (up to 70-100 milliseconds) and the ease of imaging

the underlying anatomy. The non-invasiveness character means that subjects

can be studied repeatedly without harm, allowing for longitudinal studies. The

high spatial resolution is only relative to other scanning techniques, like EEG.

In this research, the scans from the provided data contains voxels in a lattice

typically in the order of size 43 × 51 × 33, where each voxel represents a cubic

part of the brain of volume size 3.75 × 3.75 × 5 mm (the resolution). In such

an volume typically thousands of neurons are contained, which means that a

voxel represents only the average activation in a spatial neighborhood, rather

than individual neurons. In Figure 2.1 an example of an fMRI scan is shown in

a multi slice view using MRIcron [30].

The basic principal behind fMRI is the acquisition of the Blood Oxygen Level

Dependent (BOLD) contrast. The brain accounts for only 2% of the human

body weight, but consumes nearly 20% of the oxygen extracted from breath-

ing. Activation of a brain area produces an increase in neuronal metabolism,

accompanied by an increase in blood flow and blood volume: for varying levels
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CHAPTER 2. BACKGROUND

Figure 2.1: A sample multi slice view on a human brain.

of neuronal metabolism in a local area, the brain has to maintain an adequate

supply of oxygen and glucose. However, the amount of supplied oxygen does not

seem to follow the actual consumption. The oxygen level of the blood initially

drops in the first 3 seconds of the brain activation (‘early response’), which is fol-

lowed by a huge increase in the oxygen concentration (‘late response’, maximum

at 3 to 9 seconds) as the increase in blood flow overcompensates the metabolic

demand for oxygen [43]. By carefully chosen MRI parameters, the blood oxy-

genation dependency of the fMRI signal can be maximized, which serves as an

indicator of neural activity in the brain.

For task related fMRI scanning, experiments typically have a setup where sub-

jects perform a task (or multiple tasks) several times in a row. Between tasks

the subject can be idle while the fMRI scanner still produces output. A bi-

nary reference signal (performing task/idle) can be maintained for each subject,

making it possible to test the individual voxels against the reference signal using

T-statistics (see Figure 2.2). This way reliable brain activations associated with

that task can be obtained.

Figure 2.2: Voxel values over time, compared to the reference signal.

For non-task related fMRI studies, resting state experiments have been carried

out [21, 22, 43]. This means that subjects are placed under an fMRI scanner,

without performing a task. Therefore, no correlation can be made with a task

in order to obtain voxels closely related to a task. In these studies, Indepen-

6



CHAPTER 2. BACKGROUND

dent Component Analysis has been applied in order to extract different active

components present in the human brain [41]. In Section 3.1.2 we show how this

method can be applied.

The obtained brain images using fMRI can be used to analyze brain activation.

A number of post-processing steps have to be performed in order to obtain a

useful image. These steps include correction for intra- and inter image head

movement, spatial normalization to a standard brain, spatial smoothing, sta-

tistical techniques for reliable separation of relevant fMRI signal change from

noise, and visualization [44].

2.2 Related Work

Classification of fMRI data can be a challenging task, mostly due to the fact

that the data has high dimensionality and that there is a notion of noise for each

voxel. In general, fMRI data may be grouped into signals of interest and sig-

nals not of interest. Signals of interest include task-related and function-related

signals [21]. Signals not of interest include physiology-related (heartbeat and

breathing), motion-related (e.g., subject is mouthing letters in an experiment)

and scanner-related signals (scanner drift, system noise, radio frequency arti-

facts). Typically, a reference signal is obtained from the performed tasks, which

can be used to separate actual brain activations from noise.

As described in the previous section, the amount of supplied oxygen does not

follow the actual consumption. On top of that, fMRI scanners are not accurate

enough to detect the activity of individual neurons, but rather thousands of

neurons depending on the resolution of the fMRI scanner. Another problem

related to fMRI studies is the fact that most researches usually suffer from

a small number of (training) samples, which is usually caused by the lack of

available subjects. The small sample size poses the risk of overfitting, see Section

3.5. It also makes classifiers less accurate and causes the problem that samples

may be correlated due to personal characteristics like age or sex.

A lot of analytical methods have been developed and applied since the fMRI

technique became widely used [26, 45]. Most methods are univariate methods

aimed at finding those voxels related to a cognitive variable of interest. Sta-

tistical Parametric Mapping (SPM) [42] is a widely used method for assessing

statistical significance of neural correlates in the brain. It is a voxel-based uni-

variate approach based on the Generalized Linear Model [18]. SPM produces

voxel values. These are, under the null hypothesis, distributed according to a
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CHAPTER 2. BACKGROUND

known probability density function. The distribution is usually assumed to be

Student’s T distribution. SPM then produces T-maps, which can be seen as a

map of per voxel based statistics of the estimate of the signal of interest divided

by the estimate of noise. SPM belongs to the more conventional approaches

of determining how particular perceptual or cognitive states are encoded in the

brain, by determining which brain regions are related to a task. This is done by

measuring activity from thousands of locations in the brain and then analyzing

each location separately.

More recently, researchers have adopted a multivariate discriminative approach

to fMRI data analysis with the goal of decoding the information represented

in patterns of activity [6, 7]. This means that instead of per-voxel searches for

matching a specified pattern, methods are developed for predicting the cognitive

state of the brain from distributed activation patterns. Classifiers can be trained

to predict the cognitive state of a subject from the brain activation pattern,

which has been successfully done on visual, motor and cognitive tasks. The

advantage of multivariate approaches is that weak information at each location

can be accumulated among many spatial locations.

Most classification studies on fMRI data use Support Vector Machines (SVM)

or other discriminative linear models [36, 37]. In this research, the focus will

lie on generative linear models. This means that the model describes how the

observed data is generated by a process of linear mixtures. The main idea

behind the generative classification approach to classification is to learn the

distribution P (data|class), which allows for predictions. One approach is to use

the distribution to define probabilistic discriminant functions, e.g., fi(data) =

P (class = i|data) = P (class=i,data)
P (data) . The data can then be classified as class

i when fi is maximal. This is called generative learning, because the model

can be used to generate data. Linear Discriminant Analysis (LDA) [1] is such

a generative classification approach and will be applied in this research. Also,

Principal Component Analysis (PCA) [34] will be used, which is closely related

to LDA in the fact that they both look for linear combinations of variables which

explain the data best. Both methods also factor the set of features into a smaller

set of features, which is closely related to factor analysis. The main difference is

that PCA is a unsupervised learning method, while LDA is a supervised learning

method. More details on these techniques and how they are applied to the fMRI

data can be found in Section 4.3 respectively Section 4.4.
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Chapter 3

fMRI Data

In this chapter, we will describe the provided fMRI datasets that are used in

this research. Also, the first steps of the classification paradigm are given, such

as data extraction, transformation, loading and visualization. In the last section

of this chapter we address some of the potential risks involved with using these

datasets.

3.1 Datasets

The three datasets provided by the UMC Neurology and Neurosurgery depart-

ment are sets of fMRI scans taken multiple subjects. In the following sections

each dataset will be described and a short outline is presented on how this data

will be used for classification.

3.1.1 Memorization dataset

The first dataset consists of a set of fMRI scans taken from 49 subjects. This

data was acquired as part of a study on how shifts from controlled to automatic

processing changes brain activity [23]. In this study, three scans are made of each

subject, performing different tasks involving the working memory of a subject.

Here is a brief summary on how each task is performed by a subject:

• CT (Control Task): The subject is shown an arrow on a screen, pointing

either left or right. The subject then has to indicate as fast as possible to

which side the arrow is pointing. This task is performed to test the reaction
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CHAPTER 3. FMRI DATA

time of subjects. The reaction time is used to get a better correlation

between the task and the produced activation signals of the other two

tasks.

• PT (Practiced Task): A set S of 5 consonants is presented for a period

of 5340 milliseconds. Ten consonants are displayed in a sequence, each

preceded with a 1000 milliseconds asterisk, comprising a run. The subject

is instructed to perform the following task: when a consonant c is shown,

the subject has to indicate whether or not c is contained in S. Multiple

runs are preformed for each subject, where the set of 5 consonants does

not change in PT.

• NT (Novel Task): Here the same procedure is followed as in PT: multiple

runs are performed for each subject, where in each run a set S of 5 con-

sonants is shown for 5 seconds, after which the subject has to indicate for

10 consonants if it is part of S. However, in NT after every run the set S

will be changed and thus consist of different consonants.

Each individual task per subject results in 4-dimensional data: a series of 3D

scans evolving over time, containing voxels with their BOLD contrast (Blood

Oxygen Level Dependent contrast). Each scan preceded a series of fMRI pre-

processing steps, namely intra- and inter image head movement correction and

spatial normalization to a standard brain. A series of these preprocessed scans

can be combined into a single image, where relevant fMRI signal changes are

reliably separated from noise using T-statistics (see Figure 2.2). The resulting

3D image is also called a T-map. These T-maps are stored in a Nifti-1 file,

which is a binary file format for storing medical image data, e.g., magnetic res-

onance image (MRI) and functional MRI brain images [32]. Each voxel thus

contains the t-value. Visual inspection of the data shows that scans from PT

and NT are very similar, as in both tests the working memory is active. This is

naturally due to the similarity between the experiment setup and it is expected

to be challenging to train a good classifier for these classes. The Control Task

differs most from PT and NT and it is expected to obtain a higher classification

accuracy for CT.

From the entire dataset, three additional datasets are created containing two

tasks each, namely DCT ·PT , DCT ·NT , DPT ·NT . This results in binary classi-

fications. The reason for the split on the task is to create more data to apply

the classification methods on. On top of that, it is interesting to see how the

accuracy of classification methods is influenced by the number of tasks involved.

Also, a mixed model can be learned from the 3 subsets in order to achieve better
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CHAPTER 3. FMRI DATA

classification results than when all task in one dataset are used. The complete

dataset, labeled as DCT ·PT ·NT , will contain all data and the goal will be to

achieve the highest classification accuracy on this dataset.

3.1.2 Resting state dataset 1

The second dataset was provided as part of a study related to resting state on

healthy subjects. Resting state means that subjects will be placed in an fMRI

scanner and put their mind ‘at rest’, i.e., by closing the eyes and thinking of

nothing. In this study, two sessions of scans are produced for each subject. Note

that for this dataset, no correlation with a task can be made. This means that

the voxels in the fMRI scans in this dataset contain the BOLD contrast, rather

than the t-values as in the memorization dataset.

This dataset has been preprocessed using Independent Component Analysis

(ICA) [20, 21, 22]. ICA is an analysis method that is being increasingly applied

to fMRI data. This method is also known as blind source separation, making it

possible to extract unknown source signals. ICA attempts to separate indepen-

dent sources that have been mixed together, for example separating the voices

from different speakers recorded on a set of microphones (which is also known

as the ‘cocktail party problem’). ICA can be used to discover either spatially or

temporally independent components. In this dataset, spatial ICA is applied [20]

by the use of the GIFT application for MATLAB, using the InfoMax algorithm

[16, 17]. GIFT provides various implementations of ICA and blind source sep-

aration of group fMRI data. The choice for ICA originates from the fact that

fMRI uses an indirect measure of neural activity. Thus, mathematical models

are needed to analyze the data. Many model based techniques such as SPM [42]

use a reference function to separate he signals of interest and the signals not of

interest. ICA is a more general method which does not rely on any prior infor-

mation (e.g., the task) and could therefore reveal signals or characteristics of

the brain function that cannot be modeled due to the lack of prior information.

A typical ICA model assumes that the source signals are not observable, sta-

tistically independent and non-Gaussian, with an unknown (but linear) mixing

process. Let x be an M -dimensional vector, which is generated by the ICA

model: x = As, where s is an N -dimensional vector whose elements refer to

the independent sources and AM×N is an unknown mixing matrix. This means

that if x consists of M measured fMRI scans, each fMRI scan can be expressed
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CHAPTER 3. FMRI DATA

as a linear combination of the original source signals s.

xi = a1s1 + a2s2 + ...+ amsn =

N∑
k=1

aksk (3.1)

The goal of ICA is to find both A and s, through the estimation of an unmixing

matrix WN×M such that y is a good approximation of s: y = Wx. This approx-

imation should be such that each yi (1 ≤ i ≤ N) is statistically independent.

Note that the original source signals can be recovered by the multiplication of

x with A−1 = W . Figure 3.1 shows the basic ICA model for estimating the

mixing matrix.

Figure 3.1: The basic ICA model for blind source separation (adopted from [21]).

For example, Figure 3.2a contains the a set X of M observed variables, namely

points in the two-dimensional plane (x, y). So each point in xi ∈ X has coor-

dinate (xi.x, xi.y). Set X is created by plotting random points alongside two

axes.

Figure 3.2: (a) The set of points from two signals, (b) eigenvectors found by
PCA, (c) independent components found by ICA.

In terms of the ICA model for N = 2 sources, these points are generated by the

mixing matrix AM×2 and source signals s = [s1, s2]T , which both are estimated

12



CHAPTER 3. FMRI DATA

by the ICA algorithm. So in this example each source vector is two-dimensional,

i.e., s1 = (−1, 2) and s2 = (−1, 0.4) (see Figure 3.2c). Note that these vectors

correspond to the way the points in X are randomly generated. Now each xi

can be expressed as a linear combination of the two sources using the values in

mixing matrix A, for example the following three points in X:

x1 = (4, 0) = (1) · s1 + (−5) · s2
x2 = (1,−2) = (−1) · s1 + (0) · s2
x3 = (0,−4) = (−2.5) · s1 + (2.5) · s2

...

(3.2)

This means that for this example the mixing matrix A comprises:

A =


1 −5

−1 0

−2.5 2.5
...

 (3.3)

PCA on the other hand finds two orthogonal vectors, see Figure 3.2b. The

greatest variance of the data is reflected by the first eigenvector u1 = (−1, 1).

The second greatest variance on eigenvector u2 = (−1,−1), where u2 is orthog-

onal to u1. More details on PCA and how these vectors are computed are given

in Section 4.3.

When ICA is applied to the fMRI data, each independent component yi (1 ≤
i ≤ N) found by ICA has the same dimensionality as a measured fMRI scan.

This means that these independent components can be seen as fMRI scans as

well. In fact, a number of the independent components are related to signals of

interest, as they have a strong correspondence with several brain areas known

in neurology (e.g., Brodmann’s areas [4]). Other independent components are

related to various kinds of signals not of interest. These include physiology-

related, motion-related and scanner-related signals.

The independent components generated by ICA are interesting for the classi-

fication methods used in this research. It is expected that high accuracy can

be achieved, due to their property of statistical independence. This property is

convenient from a validation point of view, as classification of such fMRI scans

can provide feedback on the performance and correctness of the classification

methods.

In total, 13 independent components are identified with the Infomax algorithm
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CHAPTER 3. FMRI DATA

in GIFT for this entire dataset [16, 17]. Each independent component is labeled

with a number. By means of manual inspection, four interesting independent

components are also labeled with their corresponding brain area, namely Mem-

ory right, Memory left, Visual one central and Sensorimotor. Due to compat-

ibility with the next dataset, these four independent components are used for

classification. The resulting dataset will be denoted as DRS1.

3.1.3 Resting state dataset 2

The third dataset is part of another ICA study, related to the influence of THC

(Tetrahydrocannabinol). In this study, the resting state experiment is applied

on 18 healthy subjects over two different sessions. In one session the subject

takes a placebo and in the other session the subject is under influence of THC,

which is a psychoactive substance found in cannabis plants. The subject is

unaware of whether placebo or THC is taken. The results of these two sessions

can be compared in order to get a better understanding of the effects of THC

on the human brain.

In this dataset, the resting state of subjects in both scans have been analyzed and

group ICA has been applied. This results into 44 components, each labeled with

a number by the GIFT toolbox. For compatibility with Resting state dataset 1,

components Memory right, Memory left, Visual one central and Sensorimotor

are used. These independent components are verified to correspond to these

brain area by manual inspection. This allows for comparison between these

datasets. The resulting dataset will be denoted as DRS2.

3.1.4 Combining two resting state datasets

From a neurological point of view, it is interesting to see if the first resting state

dataset can be used to compare the second resting state dataset. For exam-

ple, DRS1 can be used as training data in order to see if similar independent

components in DRS2 can be found and vice versa. This allows for automated

detection of those independent components that correspond to brain areas (ne-

glecting noise components), thus omitting the need for manual inspection.

Another interesting question is if the 4 independent components (Memory right,

Memory left, Visual one central and Sensorimotor) from subjects under influ-

ence of THC in DRS2, can still be classified correctly. Such an achievement

could provide promising results for discovering other types of influences on the

human brain. For example, as mentioned in Section 2.2, for brain tumors it is
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known that certain areas in the human brain may shift or separate due to the

growth and metabolic changes of the tumor [41].

Both questions will be answered by applying all classification methods in the

following way: DRS1 is used as training data and the placebo components in

DRS2 are classified. Analogously, DRS1 is used as training data and the THC

components in DRS2 are classified.

Discrimination between healthy subjects and subjects under the influence of

THC based on all components could also be part of this research. However, each

set of subjects has been pre-processed with group ICA separately. This means

that classifiers may use the properties of the two ICA processes to differentiate

between the two groups, rather than the differences between fMRI scans in the

original data. The original data has not been provided, meaning classification

between these groups will not be part of this research.

3.1.5 Datasets summary

To summarize, three main datasets are used in this research. Two different

approaches can be distinguished: (a) an approach of computing the correlation

with the reference signal in order to achieve a reliable activation signal and

(b) the ICA approach aiming at discovering different signals of interest. The

memorization dataset has been partitioned into 4 datasets, in order to be able to

verify the performance of different classification algorithms. The resting state

datasets are rather similar in experiment and therefore several classifications

within- and between these two datasets will be made. By means of manual

inspection, four independent components for both resting state datasets have

been labeled with the corresponding brain area. Table 3.1 shows the properties

of each of the datasets.

Dataset Subjects #Scans per subject Scan dimensions
DCT ·PT 49 2 tasks 43× 51× 33
DCT ·NT 49 2 tasks 43× 51× 33
DPT ·NT 49 2 tasks 43× 51× 33
DCT ·PT ·NT 49 3 tasks 43× 51× 33
DRS1 15 13 components × 2 sessions 41× 48× 40
DRS2 18 44 components × 2 (Placebo,THC) 41× 48× 40

Table 3.1: Datasets used in this research, with their corresponding properties.
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3.2 I/O of fMRI data

A first step towards performing datamining techniques on fMRI data is to read

out the provided data. In order to achieve this input/ouput, a program is written

in Python (http://www.python.org/). A library is used to be able to load fMRI

data into memory. This library is called NiftiLib [33] and provides methods for

input and output for files in Nifti-1 data format [32]. Each Nifti-1 file is either

a timeseries (4D data) or an individual scan (3D data). To this end, code is

written to store the fMRI data into objects, using the NiftiLib library. First an

object is needed to store the data of an individual voxel in a 3D scan.

Voxel

b: float

A Voxel has a b value, which represents the BOLD (Blood Oxygen Level Depen-

dent contrast) contrast. This object can be extended by means of inheritance

when needed for datamining algorithms, e.g., cluster analysis. Also, in the case

of the memorization dataset, this voxel value can hold the t-value. The second

object is Scan, which can be used for internal representation of a 3-dimensional

scan:

Scan

identifier: string

dataArray: array of Voxel

dataMatrix: array of xdim of ydim of zdim of Voxel

xDim: integer

yDim: integer

zDim: integer

minValue: float

maxValue: float

function fileToArray(file)

function fileToMatrix(file)

function save(directory, name)

Each Scan has 3 dimensions x,y,z. The dataArray contains all voxels of an

fMRI scan contiguously. The dataMatrix contains the 3D data, with for each

point the corresponding Voxel (containing the BOLD contrast or t-value). The

reason that data can be loaded in two ways is that some algorithms do not

need the spatial information (allowing more efficient computations), while oth-

ers do. The dataMatrix will be converted to dataArray upon external calls,
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abstracting over the internals of the Scan object. MinV alue maintains the

minimum voxel value present in the data, analogously maxV alue the maximum

voxel value, which both can be used for scaling and centering of the data effi-

ciently. Functions fileToArray and fileToMatrix can be parameterized with

a file location, which will read out the dimensions of the scan and load all data

in a Nifti-1 file into the Scan object. Function save() can be used to create a

new Nifti-1 file containing the data of the Scan object, e.g., for visualization

purposes.

In order to represent a timeseries, a third object is used:

TimeSeries

identifier: string

timeSeries: array of tDim of Scan

tDim: integer

xDim: integer

yDim: integer

zDim: integer

function loadFromFiles(directory)

function split(size)

A timeseries is a array of scans over time. Variable tDim can be used to specify

how many scans are present in the TimeSeries object. A timeseries can be

loaded directly from a directory, using function loadFromFiles. This directory

may contain either a 4-dimensional Nifti timeseries file, or a set of 3-dimensional

Nifti files belonging to the same timeseries. Functions split(size) can be used

to partition a TimeSeries T into two TimeSeries t1, t2, where |t1| = size, |t2| =
|T | − size. This function is useful when applying multiple rounds of cross-

validation.

3.3 Preprocessing

The voxels of the 3-dimensional scans in the datasets are contained in a volume

of the size of their scan dimensions. Due to the ellipsoid shape of the human

brain and the cubic volume of a scan, a lot of these voxels in a scan do not

provide useful information. No bitmask is provided with the data to indicate

which of these voxels correspond to brain tissue. Therefore a preprocessing step

is needed to manually remove these voxels. The BOLD contrast value or t-value

equals 0.0 for each of the voxels outside of the brain volume. Therefore, an
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iteration is made over all voxels v ∈ V . If ∀s ∈ Scans : sv = 0.0, then v can be

removed. For example, each fMRI scan in DCT ·PT has volume size 43×51×33,

thus containing |V | = 72369 voxels. A total of 40439 voxels can be removed

using this preprocessing step. The remaining 31930 voxels can then be used in

this research. Note that with this approach it is possible that certain voxels

within the brain volume might be removed, when the BOLD contrast value or

t-value equals 0.0 in all scans. However, if this is the case, such a voxel does

not provide any discriminate information with regards to other fMRI scans and

thus can safely be removed.

3.4 Visualization of fMRI data

A next step is to visualize the data in 3D. This can be useful for getting a

better understanding of the provided data and to verify that the classification

and cluster analysis is indeed correct. A number of visualization tools already

exist (for example, [3, 30]), although some of these tools have disadvantages: a

first disadvantage is that most visualization tools for fMRI data only allow view

a 2D plane in the 3D data. This restriction makes it harder to find active areas,

as well as getting an understanding of the size of active areas. Others do not

support timeseries, which can also be useful when getting an understanding of

the provided data. Also, using other programs makes viewing the data more

laborious, as results have to be stored in an intermediate Nifti-1 file and have

to be opened in another program. It is convenient to include found clusters or

intermediate classification steps directly into the 3D view. Therefore, a custom

visualization tool is written to support these requirements.

The data is visualized using PyOpenGL [35], which provides bindings from

Python to the OpenGL graphics library. Scans can be visualized directly from

loaded objects (Scan and TimeSeries). Each voxel is represented as a globe

on a 3D coordinate, with orientation directly to the viewing camera. The size

of globes can be adapted interactively. The value of a voxel is used to scale

the color linearly, making it possible to see which voxels (and areas) are more

active than others. By adding transparency to each voxel it is possible to ‘see

through’ the brain, such that other parts of the brain do not get occluded.

Some interaction is provided. Free camera movement is implemented, allowing

orbiting/hovering around the brain and zooming in/out. A bounding box and

labeled axes are shown as well. A threshold can be adapted to show only voxels

with at least a given value. It is also possible to display a timeseries over time.

This means that the program steps through all timepoints within a timeseries,
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displaying the scans successively. Figure 3.3 shows an example of how data can

be visualized.

Figure 3.3: Two perspective views on a principal component, after applying PCA
(see section 4.3).

Due to the fact that there are a lot of voxels in each scan (≈ 72.000), an

optimization step is needed in order to maintain good performance. This is

done by storing all voxels directly on the graphics hardware memory, allowing a

high frames per second ratio. This is especially needed when viewing timeseries,

which have a factor t more voxels.

3.5 Potential risks

The datasets used in this research have several risks. One of the risks in this

research is overfitting. For example for dataset DCT ·PT ·NT : the dataset consists

of fMRI scans taken from 49 subjects. Each subject performs 3 tasks resulting in

49×3 = 147 fMRI scans. Each fMRI scan consists of tens of thousands of voxels.

Here the risk of overfitting is present. The classification algorithms used in this

research need a subset of the data to train the classifier on. Then this classifier

can be used to validate its performance on the rest of the data. However,

when training examples are rare or if training is performed too extensively,

the classifier may adjust to random or uninformative features of the training

data. These features may have no relation to the actual prediction made by

the classifier on new data. If this phenomenon occurs, the performance of the

classifier drops on new or unseen data. This effect is also known as overfitting.

To prevent classifiers from overfitting, classifiers are applied to different datasets.

Also, cross-validation is used for each classification method to estimate how

accurate the classifier performs on new data. This means that each individual
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scan will at some point be used as either training data or as validation data.

k-fold cross-validation is used, which partitions the data into k subsamples.

Then for k times, one subsample is selected as validation set and the other k-1

subsamples are used as training. Another cross-validation technique is Leave-

one-out cross validation, which takes 1 sample as validation set and uses the

rest of the samples (n−1) as training. This is repeated n times, in order to give

an estimate on the true predication accuracy. Note that Leave-one-out cross

validation is equal to k-fold cross-validation when k equals the total number of

samples. This technique can be used when the dataset is small.

Another technique, which is part of some of the used classification techniques,

is dimensionality reduction as a preprocessing step. This reduces the effect of

having a small sample size with respect to the number of attributes in each

sample. For example, PCA will be used as a preprocessing step to reduce the

number of dimensions (see Section 4.3).

The number of examples in each class is usually of influence on the classifiers

performance. When each class contains a different number of examples, the

classifier learning step will focus on the most dominant class, thus neglecting

less numerous classes. For example, in the situation where the training set

contains |task1| = 8, |task2| = 1, |task3| = 1, a classifier performance of 80%

accuracy can be misleading if it only predicts the largest class. In this research,

with the use of cross-validation, it is made sure that subsamples selected as

part of training data should have equal classes up to a 10% dispersion. Also,

for each classification method the baseline will be shown, which indicates the

performance of the classifier ‘predict the largest class present in the training

data’. Due to the fact that subsamples contain approximately equal sized classes,

the baseline will have accuracy = 1
maxi(|Classi|) , for i in classes.

Most of the classifiers in this research depend on a set of assumptions. Usu-

ally the assumption is made that examples or individual scans can be drawn

from a source distribution independently, e.g., drawing a first example does not

influence the next example to be drawn. Also, it is usually assumed that the

training and validation sets are independently drawn from the source distribu-

tion. If this assumption is violated, it will lead to particularly optimistic results,

as the validation example will have similarities to the training set. Note that this

assumption can be violated in some cases, e.g., when estimating the accuracy of

a distance measure. For example, in dataset DRS1 we have two sessions for each

subject. We can select a first scan of each subject to be part of the training set

and a second scan of the same subject to be part of the validation set in order

to validate that the distance measure minimizes the distance between these two
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scans, assuming these scans have similarities. The assumptions corresponding

to each of the classification methods are stated in their respective sections.
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Classification methods

The final goal of this research is to be able to classify fMRI scans with high

accuracy. Several classification techniques will be applied to the datasets, these

techniques can be found in this chapter. The fact that one technique outper-

forms another does not necessarily mean that this technique is more suitable

for fMRI data classification in general. Many experiments have been performed

using fMRI scanners, which means that the nature of the fMRI data can vary.

For example, a patient classification study on Alzheimer’s disease, schizophre-

nia and MTBI [15] contains fMRI data from patients and controls, which is

shown to be very similar. Other datasets contain subjects performing different

tasks, e.g., motor skill, language and memorization. These datasets contain very

distinct fMRI scans. It would be interesting to see how the different classifica-

tion techniques perform on more different types of fMRI data, but due to the

unavailability of such data, the classification methods in this research are not

applied to other datasets than the ones described in Section 3.1.1.

4.1 Experiment setup

In this research, different datasets are used. On top of that, multiple classifi-

cation methods will be evaluated using these datasets. This results in having

similarities and differences between each classification and dataset pair. The

followings steps will be taken for each dataset.
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4.1.1 General classification steps

For each of the classification methods, the necessary preprocessing and trans-

formation steps are taken (Section 3.3). Then the data will be split into a

trainingset T and a validationset V . A trainingset T is needed to be able to

train the classifier using this type of data. Once this is achieved, V can be used

to test how accurate the classifier performs on the datasets.

Due to the small amount of samples (fMRI scans from subjects) with respect

to the number of attributes (voxels), cross-validation will be applied to get a

better estimate of the true accuracy of the classifier (as mentioned in Section

3.5). The method of k-fold cross validation is used. This means that the original

data is partitioned into k subsamples. From these k subsamples, k-1 are used as

training data for the classifier and one subsample is used as validation data. This

procedure can be repeated k times, such that each subsample is used exactly

once as validation set and k-1 times in a training set. The results from these

k classification steps will be averaged in order to produce an estimate of the

classifier’s performance. The k repetitions will also reduce the variance of the

estimate of the true prediction accuracy.

For each classifier, the results will be shown in terms of the accuracy. The

accuracy will be a real number (0 ≤ accuracy ≤ 1.0), which shows the average

fraction of correctly classified fMRI scans over the k folds.

4.1.2 Dataset specific

Since different types of datasets are present, different kinds of classification goals

are set.

For the memorization dataset, the goal is to predict the task being performed

by a subject. This task can be CT, PT or NT , from which we know that PT

and NT are very similar. Consequently, the goal is to find a classifier achieving

the highest accuracy on this data.

For resting state dataset DRS1, the goal is to predict the independent component

number. Four components corresponding to brain areas are labeled. The goal

is to able to classify the component number: for a new independent component

belonging to a subject, the prediction is made to which independent component

it belongs. Ultimately, the goal is to achieve high accuracy here as well, as this

allows automatic labeling of independent component number. This might not

be useful in an operational setting, as the component numbers are generated
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by the same group ICA algorithm. However, if high accuracy can be achieved

on this classification goal, it provides an indication on the correctness of each

classification method. Analogously, for DRS2 the same classification goal is set

as for DRS1.

The third goal for each of the classification methods, is to be able to identify

the independent component across the two resting state datasets. This means

that one dataset is used for training on all independent components and the

other dataset is used to identify the four components corresponding to a brain

area (Memory right, Memory left, Visual one central and Sensorimotor). More

precisely, the following classifications are made:

• Train on all 13 components of DRS1, validate on DRS2’s four labeled

components of placebo subjects.

• Train on all 13 components of DRS1, validate on DRS2’s four labeled

components of THC subjects.

• Train on all 44 components of DRS2 placebo, validate on DRS1’s four

labeled components of healthy subjects.

4.2 Area discovery

Provided that data can be read out from files, it is possible to use clustering

algorithms for discovering which areas are more active than others in the brain

of a subject [44]. These areas can then be selected as features of scans in order

to classify scans. Two different algorithms are used to discover these active

areas, which will be explained in the following sections.

The idea behind clustering as a data mining task in general is to assign objects

to a set of clusters, such that similar objects are in the same cluster. Here

similar can be interpreted in many ways depending on the problem statement

and setting, but in the case of an fMRI scan the goal is to assign voxels that

originate from the same brain area to the same cluster. This means that we

can use cluster analysis to automatically find those sets of voxels that have

a high absolute BOLD contrast or t-value together. The result will yield a

clustering (a set of clusters) for one fMRI scan of a subject. Since each of the

fMRI scans are mapped to a standard brain, it is likely that different subjects

performing the same tasks will have the same active areas. This similarity

among different subjects performing the same tasks, and dissimilarity among

subjects performing different tasks, can then serve as a basis for classification.
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4.2.1 Clustering techniques

Two different clustering algorithms are examined, with the goal of discovering

active areas in the human brain. In this section each algorithm is explained and

evaluated.

K-means

The first algorithm used is K-means, which is a clustering algorithm [24]. Given

a dataset D and a positive integer k, K-means aims to partition D into k

clusters, by assigning data in D to the nearest cluster (in distance). Several

distance measures can be used for assigning data to a cluster, but due to the

fact that all voxels in an fMRI scan are in 3D space, it is natural to use the

Euclidean distance between points as a distance measure. Therefore, in this

method voxels will be considered as points.

The current implementation of K-means has 4 parameters: k which specifies in

how many clusters the data will be partitioned, distanceMeasure which is used

to assign points to the nearest cluster, scan which is an instance of an fMRI

scan, and minThreshold which specifies the minimum BOLD value or t-value

a point should have in order to be assigned to a cluster.

K-means works by initially assigning k random points as cluster centers. Then

iteratively the following steps are taken:

1. For each point p in scan with p > minThreshold, assign p to the nearest

cluster center using distanceMeasure.

2. For each cluster c, calculate the new cluster center by taking the mean of

all points in c.

These steps will be repeated until the assignment converges, that is the centers

of the clusters do not change anymore. K-means will then return the k clusters

with their corresponding points. A disadvantage of this algorithm is that the

number of clusters k has to be specified in advance, while the actual number

of clusters could be different for each scan. Also, the algorithm is sensitive to

the minThreshold parameter. Figure 4.1 shows an example of the output of K-

means. It is performed on an fMRI scan of a subject performing a memorization

task, with parameters k=3 and minThreshold = 0.5, thus finding 3 clusters.
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Figure 4.1: Cluster centers discovered by K-means (k = 3), with centerpoints
indicated by red dots.

Neighbors

Due to K-means’ disadvantages, a second clustering algorithm is applied. It is

based on the DBScan algorithm, which is a density based data clustering algo-

rithm [9]. DBScan can be useful in its ability to find points that are transitively

connected within a cluster. Also, the number of clusters does not have to be

specified in advance. DBScan works by computing for each point whether it is

a corepoint, borderpoint or noisepoint. A corepoint is a point that has suffi-

ciently many points in its density neighborhood, thus such a point will be part

of a cluster. A borderpoint is a point that does not have sufficiently many points

in its density neighborhood, but is close enough to a corepoint and will be part

of that corepoints cluster. Remaining points will be noisepoint, which are not

part of a cluster. Corepoints that are transitively connected form a cluster.

Note that this means that several clusters may be discovered by DBScan.

The DBScan algorithm has been adapted, because there is no notion of density

in fMRI scans: points in a scan lie on a lattice, meaning the density of a point

would always be a fixed value. There are at most 6 direct neighbors for each

point (2 for each dimension), when disregarding diagonal neighbors. Therefore,

the voxel value is used to extract neighbors rather than the density of points. By

specifying a minThreshold value, points with a voxel value below this threshold

are neglected. This means that points now do have a density between 0 and

6. A second parameter (minPoints) is then used to specify how many neigh-

bors a point should have in order to become a corepoint and start a cluster.

The implementation of the adapted DBScan algorithm can be described by the

following pseudocode:
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0. Clusters = ∅

1. For each point p:

2. If p.b > minThreshold:

3. Let N = neighbors(p), which is the set of all direct neighbors of
p with n.b ≥ minThreshold.

4. If |N | < minPoints:

5. p is marked as Noise.

6. If |N | ≥ minPoints:
7. Create a new cluster c containing p.

8. For each n ∈ neighbors(p), add n to cluster c.

9. Transitively add n′ ∈ neighbors(n) as long as the n′ has at
leastminPoints neighbors and a value at leastminThreshold.

10. Clusters = Cluster ∪ c

11. Return Clusters.

The algorithm will return a set of clusters. Note that in each cluster, any two

points p, q are transitively reachable without visiting points with a value smaller

than minThreshold. The advantages of the algorithm are that clusters can have

an arbitrary shape and that there is no need to specify the number of clusters

in advance. Also any two clusters found by the algorithm cannot have points

in common. Another advantage is the fact that it is easy to prune on small

clusters, which could be related to noise. A disadvantage is that the algorithm is

sensitive to the minThreshold parameter, as in the K-means algorithm. Setting

minThreshold too low will result in only one big cluster containing a lot of

points. Setting it too high will yield no clusters, as there will be no points with

a sufficient amount of neighbors with at least minThreshold.

An example of the output of this algorithm is shown in Figure 4.2. It is per-

formed on an fMRI scan of a subject performing a memorization task, the

same scan instance as used in the previous Section 4.2.1. Parameters used are

minpoints = 4 and minThreshold = 0.5, which results in a total of 8 clusters.

4.2.2 Classification

The first classification method is based on discovering the most active areas and

use these features for classification using the k-Nearest Neighbor algorithm. k-

Nearest Neighbor (or k-NN) is a method for classifying objects based on closest

training examples in the feature space [25]. An object is assigned to the class

most common amongst its k nearest neighbors, where nearest is defined in terms

of a distance measure given as parameter.
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Figure 4.2: Cluster centers discovered by the adapted DBscan algorithm, center
points indicated by red dots.

The idea is that an fMRI scan of a subject performing one task has several

active areas of which one is most active, reflecting a correspondence with the

performed task. The clustering algorithms are used to discover such an area.

This area will be represented by computing the center of the area. This center is

then used as a feature of the scan, which can be used for the actual classification

step. Figure 4.3 shows how the classification is done. It is expected that this

classification method works best when the active areas have distinct locations

in the human brain among tasks. However, from dataset DCT ·PT ·NT we know

that the two memorization tasks have very similar active areas. Therefore a

generalization step is taken, by looking at the l largest active areas for a scan.

Figure 4.3: Classification steps taken in the active areas approach.

For a scan with a known class in the training set, the l largest active areas are

extracted using the adapted DBScan algorithm. Then for each of these l areas,

the center is computed. This will also be done for a set of scans where the class

is not known, which will be the validation set. Then for each center, a minimum

distance is computed to the other scans’ centers using a distanceMeasure. Note

that the initial method is obtained when l=1.
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This method turns out to be a computationally hard problem in theory. Suppose

we extract l largest active areas from two scans. Then there are l · (l− 1) · (l−
2) · .. · 1 = l! possible assignments, of which the assignment with the least sum

of Euclidean distances will be selected. This problem is closely related to Hall’s

theorem (also known as the marriage theorem) [19], where a bijection is found

between two sets. However, in the current setting the number of active brain

areas is very limited. Brodmann defined 51 different areas [4], of which only a

few are active at the same time. So all possible l! combinations can be checked

manually, where l ≤ 7. By selecting the assignment with the least sum of

Euclidean distances, a distance measure is found. With k-Nearest Neighbors,

this distance measure will result into a combined majority vote to k known scans.

By taking the most common class among the k neighbors, it can be decided to

which class a new scan belongs. This means the algorithms performance will

depend on the choice of parameters, as well as the unambiguity of the data.

4.2.3 Results

Results memorization dataset

This classification technique has been applied to the datasets. Parameters l = 3

and k = 3 showed to give the best results for DCT ·PT ·NT , which are shown in

Table 4.1. The performance for varying k in k-Nearest Neighbors are shown in

Dataset Baseline Accuracy
DCT ·PT 0.50 0.68
DCT ·NT 0.50 0.69
DPT ·NT 0.50 0.60
DCT ·PT ·NT 0.33 0.58

Table 4.1: Accuracy for classification using active areas as features, using k = 3
Nearest Neighbors.

Table 4.2. When two classes are tied for the most common class among the k

neighbors, the one is selected which is highest in rank (occurs first when sorting

to ascending distance). Note that this table cannot be used to select parameter

k for the k-Nearest Neighbors algorithm, as then the method would be adapted

to the dataset and imposes the risk of overfitting.

It turns out that it is not possible to achieve a high accuracy for dataset

DCT ·PT ·NT using the active areas approach, resulting in a 58% accuracy. This

is due to the fact that scans from the two memory tasks are very similar. This

means that in this method the same active areas per scan are found, with roughly

the same center points. The control task however would classify slightly better.
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Dataset baseline k= 1 k= 2 k= 3 k= 4 k= 5 k= 6 k= 7
DCT ·PT 0.50 0.62 0.62 0.68 0.68 0.64 0.64 0.64
DCT ·NT 0.50 0.66 0.66 0.69 0.69 0.68 0.68 0.67
DPT ·NT 0.50 0.59 0.59 0.60 0.60 0.57 0.57 0.58
DCT ·PT ·NT 0.33 0.53 0.53 0.58 0.55 0.57 0.56 0.55

Table 4.2: Accuracy using active areas as features for varying k, using k-Nearest
Neighbors.

Results resting state datasets

For the resting state datasets the results are shown in Table 4.3, where param-

eters k = 3 and l = 1 showed to give the best results.

Dataset Baseline Accuracy
DRS1 0.25 0.97
DRS2 0.25 0.88

Table 4.3: Accuracy for classification using active areas as features, using k = 3
Nearest Neighbors.

For the resting state datasets DRS1 and DRS2, this method seems to be very

well applicable. The high accuracy is mainly due to the fact that Independent

Components found by ICA are non-overlapping and thus have a very distinct

spatial location in the brain. Therefore, the representing centerpoint of each of

these active areas have a distinct location as well. This also means that l = 1

most suitable for these datasets; the performance even drops for l > 1, as less

useful areas are discovered. In Table 4.4 we can see that k = 3 indeed gives the

best classification results.

Dataset baseline k= 1 k= 2 k= 3 k= 4 k= 5 k= 6 k= 7
DRS1 0.25 0.97 0.97 0.97 0.94 0.88 0.88 0.79
DRS2 0.25 0.85 0.85 0.88 0.81 0.74 0.77 0.51

Table 4.4: Accuracy using active areas as features for varying k, using k-Nearest
Neighbors.

Results cross resting state datasets

The identification of independent components across datasets DRS1 and DRS2

gives the following results (Table 4.5).

No high accuracies are achieved for these classification goals. It is interesting to

see how classification DRS1 → DRS2−placebo achieves slightly higher accuracy

than DRS1 → DRS2−THC . This means that THC has had some influence on

subjects and consequently the produced independent components. When com-

paring DRS1 → DRS2−placebo and DRS2−placebo → DRS1, we see only a small
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Dataset Baseline Accuracy
DRS1 → DRS2−placebo 0.25 0.71
DRS1 → DRS2−THC 0.25 0.68
DRS2−placebo → DRS1 0.25 0.67

Table 4.5: Accuracy for independent component classification across two
datasets, using active areas as features (k = 3).

difference in accuracy, despite the fact that dataset DRS2 has 44 components

and DRS1 has 13 components. This does not mean that the active areas ap-

proach is resilient to the number of classes, but rather on the diversity of the

fMRI data, as confirmed by the results of the memorization dataset.

4.2.4 Conclusion

Concluding, this (naive) classification method works rather good on fMRI scans

containing distinct and scattered activated areas, as in DRS1 and DRS2. On the

other hand, this method is not suitable for the other fMRI datasets. Clustering

may not be the best way when two tasks are reflected in an almost similar way in

the brain area activations, as almost the same clusters are discovered. A possible

improvement of this approach is to represent active areas in a different manner.

The problem that occurs in the current method is that different shapes of active

areas can possibly be represented by the same center. This is illustrated by

the following example (see Figure 4.4): a set of 2D points from three different

classes are shown. Each class can have the same centerpoint, despite of the

natural shape and size of each class.

Figure 4.4: Example of three different classes containing multiple points in vary-
ing shapes (Red, Green, Blue), which can still share the same centerpoint.

In an fMRI scan, an active area typically contains hundreds of voxels, but the

centerpoint can still reside at roughly the same location. An active brain area

should therefore be represented in a different manner, but another representa-

tion will also require different distance measures. Therefore, we will have to

apply other classification methods, for example, methods that take into account
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correlations between different voxels. These methods and their results will be

described in the following sections.

4.3 Principal Component Analysis

Principal Component Analysis (PCA) [34] is a statistical method used in data

analysis and classification. It is also known as the Karhunen-Loeve expansions,

which is a classical technique for signal representation. The purpose of PCA is

to reduce the large dimensionality of the data space (features) to a smaller in-

trinsic dimensionality of the feature space (uncorrelated variables). This feature

space is then used to describe the data more efficiently. The reduction can be

made when there is a strong correlation between observed variables. Principal

Component Analysis uncorrelates the data. In a more mathematical definition,

PCA is defined as ‘an orthogonal linear transformation that transforms the data

to a new coordinate system such that the greatest variance by any projection

of the data comes to lay on the first coordinate, the second greatest variance

on the second coordinate, and so on’ [34]. PCA has several applications, such

as image processing, redundancy removal, feature extraction, data compression,

etc [38]. It has several success stories in face recognition, which is closely related

to this research [12].

A disadvantage is the fact that PCA cannot distinguish the variations between

within and between class scatters. This is because PCA treats all the training

samples equally. This will lead to bad performance when the within class scatter

is big due to other influences.

4.3.1 Technique

A 3D fMRI scan can be represented as a 1D vector by concatenating all BOLD

contrast values or t-values: let X be the set of preprocessed fMRI scans with

scanning volume (m,n, o) (e.g., 43 × 51 × 33 for dataset DCT ·PT ·NT ), let Xi

be the set of voxels of scan i (i = 1, .., |X|) and let v(a,b,c) ∈ Xi be the voxel

value at location (a, b, c) in the fMRI scan volume. The resulting vector is then

created xi = [v1,1,1, .., vm,n,o]
T .

These vectors are then centered by subtracting the mean vector m from each

vector xi, where m = 1
|X|

∑|X|
i=1 xi.

Let yi be the mean centered vector of xi: yi = xi−m. Let Y denote the matrix

containing all yi as columns.
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The goal of PCA is to find a set of principal components ei’s which have the

largest possible projection onto each of the yi, that is to find a set of |X| or-

thonormal vectors. It has been shown that these are given by the eigenvectors

of the covariance matrix C = Y Y T .

A problem that arises here is that the covariance matrix C will be very large

(e.g., approximately 30000 × 30000 for DRS1), which is hard to compute even

with sufficient memory. A result from linear algebra states that eigenvectors ei

and eigenvalues λi can also be obtained by solving the eigenvectors and eigen-

values of Y TY , which is a (|X|× |X|) matrix. Let fi and µi be the eigenvectors

and eigenvalues of Y TY , satisfying Y TY fi = µifi. When multiplying left to

both sides by Y , this results in Y Y T (Y fi) = µi(Y fi). This means the first

eigenvectors ei and eigenvalues λi of Y Y T are given by Y fi and µi respectively.

This gives a total of |X|−1 eigenvectors and eigenvalues, since the rank of Y TY

cannot exceed |X| − 1 (the -1 comes from the mean subtraction).

The resulting eigenvectors span an orthonormal basis for the subspace within

which the fMRI data can be represented with little error. To make a projection,

eigenvectors ei are first sorted by their eigenvalue λi in decreasing order. This

is done because the eigenvector with the largest eigenvalue reflects the greatest

variance in the fMRI scan.

The next step is to choose a number p < |X|, which indicates how many principal

components to use to project new fMRI scans onto. Let z be a new scan and let z′

be the 1D mean centered vector of z. z′ is projected onto p principal components,

resulting in a vector σ = [eT1 z
′
1, e

T
2 z
′
2, ..., e

T
p z
′
p]. When this projection is made for

all scans, a distance measure can be defined on the resulting vector, see Section

4.3.2.

The principal components can be seen as fMRI scans as well. In figures 3.3

and 4.5 the first principal component is shown from different angles. That is,

the principal component with the highest eigenvalue, which means it explains

the largest proportion of variance. From these figures we can see that this

component covers mostly the upper-part and the backside of the brain. When

referring to the Brodman areas [4], we can see the backside corresponds to the

secondary and the associative visual cortexes. The upperpart contains several

areas, including the primary somatosensory cortex, primary motor cortex and

premotor cortex. The second principal component (eigenvector with second

largest eigenvalue) covers multiple areas as well, but mostly areas associated

involving memory. These ‘eigenscans’ each have their contribution when pro-

jecting a new scan onto them.
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Figure 4.5: Three views (leftside, top, frontal respectively) on the first principal
component.

One of the motivations for using PCA is to reduce the number of distinct ex-

planatory variables. Several criteria exist for choosing p, the number of principal

components p to keep [8]:

• Scree plot criterion: A scree plot is a graphical plot of the eigenvalues

against the principal component number (sorted by eigenvalue). These

plots can be useful for finding an upper bound for the number of compo-

nents that should be retained. Most scree plots are similar in shape, as the

eigenvalues decrease exponentially before flattening out. The scree plot

criterion is defined as: ‘The maximum number of components that should

be extracted is just prior to where the plot first begins to straighten out

into a horizontal line’ [8]. In other words, choose p such that for all j > p,
λj+1

λj
> f , where f ≈ 0.9. In Figure 4.6 this criterion is indicated with

the green dot. This criterion can however be subjective as the eigenvalues

may not decrease in a exponential manner. Also, the choice for f has to

be specified.

• Eigenvalue criterion: The eigenvalue of an eigenvector corresponds to a

fraction of the variance explained. If we multiply this fraction with the

total number of variables, it gives a value on ‘how many variables worth of

variability’ is explained. According to the eigenvalue criterion, an eigen-

vector should be retained if this value is higher than 1.0. So suppose for

an eigenvector ei the eigenvalue is λi = 2.0, the sum of all eigenvalues∑p
i=0 λi = 400.0 and the number of variables is 100. Then λi would ex-

plain 100 · λi∑|X|
j=0 λj

= 0.5 of the variable’s worth of variability and this

eigenvector should not be used. The rationale for using this criterion is

that eigenvectors should only be retained if they explain at least one vari-

able’s worth of variability. The eigenvalue criterion is shown as a red line

in Figure 4.6.
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Figure 4.6: Scree plot of PCA on 112 fMRI scans, showing 3 criteria.

• Proportion of variance explained criterion: In this criterion it should be

specified how much of the total variability the principal components should

account for, by specifying a fraction f . In other words, sort the eigenvec-

tors by their eigenvalues in decreasing order. Then find a p such that∑p
i=0 λi∑|X|
i=0 λi

> f . This criterion is shown in Figure 4.6 as a purple line, when

90% of the variability should be maintained (f = 0.9).

When using these criteria on the dataset DCT ·PT ·NT , it can be seen from Figure

4.6 that a good choice for p would be in the range of 29 ≤ p ≤ 51. In practice,

however, the choice for p cannot always be made in terms of the eigenvalues

of eigenvectors. As stated before, PCA is a method used as a step towards a

final goal. If PCA is applied to reduce the number of variables in order to let

a distance measure such as Euclidean Distance perform better, p should not be

large as it is known that Euclidean distance becomes less meaningful when the

number of dimensions increases [10].

On the other hand, if a data set contains very similar samples, an eigenvector

created using PCA with a low eigenvalue may still provide crucial information

on the variability of the data and should not be discarded in that case. In

fact, if PCA is used for dimensionality reduction where no information should
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be lost, all principal components should be maintained. Note that in these

datasets, maintaining all principal components is already a reduction from the

scan dimensions to the number of samples.

4.3.2 Classification

Using Principal Component Analysis, the number of variables can be reduced.

So given a dataset D, a choice for p principal components, a distance measure

dM(a, b) between two points a and b, and k for the k-Nearest Neighbor algo-

rithm, the fMRI scans can be classified. Here the following approach is taken:

1. Split D into a training set T and a validation set V .

2. Apply PCA on T and obtain the first p principal components.

3. For all scans t ∈ T , project t on the p principal components, creating a

vector denoted as P (t).

4. For all scans v ∈ V , project v on the p principal components, creating a

vector denoted as P (v).

5. For each scan v ∈ V , compute the k nearest scans in T , by computing

dM(P (v), P (t)) for t ∈ T .

6. Classify v into the most common class among its k nearest neighbors of v.

This approach will be applied to all datasets. Figure 4.7 shows an overview of

the classification approach.

Figure 4.7: Classification workflow for PCA, using k-Nearest Neighbors.

Two distance measures are used in the k-Nearest Neighbor algorithm, namely

the Euclidean Distance and the Mahalanobis Distance. Euclidean distance is

chosen because of the dimensional nature of the eigenspace in which the pro-

jected vectors lie in. This distance between two vectors x and y of length n can
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be computed as follows:

EuclideanDistance(x, y) =

√√√√ n∑
i=1

(xi − yi)2 (4.1)

The Mahalanobis distance is a distance measure that takes into account the

correlations of the data set. It is calculated as follows:

MahalanobisDistance(x, y) =
√

(x− y)TS−1(x− y)

, where S is the covariance matrix.
(4.2)

Cross-validation is used in order to estimate how accurate the predictions are.

A total of 10 iterations are made for each dataset, where the dataset is split

using repeated random sub-sampling. For each dataset Di a training set T is

randomly generated of size |T | = 0.9 · |Di|, with the constraint that each class is

equally present up to a 10% dispersion. This choice had to be made in order to

make sure the spanned eigenspace is based on all classes present in de dataset.

Consequently, validation set V has length |V | = 0.1 · |Di|.

4.3.3 Results

Results memorization dataset

In Table 4.6 the accuracies are shown. The number of principal components p

is set to 54, which showed to be almost optimal. In fact, the best classification

accuracy is achieved with p = 56 principal components, which is shown in Figure

4.8. The choice also corresponds to the scree plot criterion. However, the choice

for p can not be made in terms of accuracy (due to the risk of overfitting).

In our discussion on the k-Nearest Neighbor algorithm in Section 4.2.1, it is

shown that k = 3 gave the best results for classification. So for each scan

v ∈ V , the 3 nearest scans in the training set are computed and v is classified

as the most common class amongst them.

Dataset Baseline Euclidean Distance Mahalanobis Distance
DCT ·PT 0.50 0.74 0.76
DCT ·NT 0.50 0.78 0.80
DPT ·NT 0.50 0.59 0.65
DCT ·PT ·NT 0.33 0.51 0.53

Table 4.6: Accuracy for the memorization dataset using 54 principal compo-
nents, for two distance measures and k = 3 Nearest Neighbors.
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Figure 4.8: Accuracy for dataset DCT ·PT ·NT , versus used principal components.

The results shown in Table 4.6 are disappointing. Especially when looking at

classification on dataset DCT ·PT ·NT , where only about 50% of the scans are

classified correctly.

Results resting state datasets

For the resting state datasets, classification results are shown in Table 4.7.

For DRS1, the number of principal components is set to p = 37. This is set

as an average of the three selection criteria: 18 for the scree plot criterion,

54 for the eigenvalue criterion and 39 for the proportion of variance explained

criterion (%90). For DRS2, the number of principal components is set to p = 34,

averaging: 18 for the scree plot criterion, 44 for the eigenvalue criterion and 40

for the proportion of variance explained criterion (%90).

Dataset Baseline Euclidean Distance Mahalanobis Distance
DRS1 0.25 0.91 0.93
DRS2 0.25 0.86 0.86

Table 4.7: Accuracy for two resting state datasets using respectively 37 and 34
principal components, for two distance measures and k = 3 Nearest Neighbors.

The resting state datasets DRS1 and DRS2 do have a high accuracy. The pro-

jection of two different scans s1, s2 on the same principal components create a

higher differentiation when s1 and s2 are very different as well. This is reflected

in the distance measure (Euclidean or Mahalanobis). To make a comparison,

the average distance between scans of different classes for DRS1 is a factor 223

higher than in dataset DCT ·PT ·NT . The average distance between scans of same
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class are almost equal for both datasets. Since k-Nearest Neighbor uses these

distances, it explains the higher accuracy for the resting state datasets.

The results can be improved for dataset DRS2 using this PCA approach, when

the number of used principal components is increased. The optimal number

for DRS2 is 36, boosting accuracy +0.03 on average. For DRS1, the optimal

number is p = 37, which corresponds to the average of the three criteria.

Results cross resting state datasets

The identification of independent components across datasets DRS1 and DRS2

gives the following results.

Dataset Baseline Accuracy
DRS1 → DRS2−placebo 0.25 0.67
DRS1 → DRS2−THC 0.25 0.56
DRS2−placebo → DRS1 0.25 0.60

Table 4.8: Accuracy for independent component classification across two
datasets, using PCA.

The results are also not impressive. This could either be due to the fact that

identification across different datasets is a difficult task, or that the PCA clas-

sification approach is not suitable for fMRI data. Since the accuracies for the

other classifications are also not very high, we conclude that the latter is the

case.

4.3.4 Conclusion

It can be seen that the Mahalanobis distance is preferred over the Euclidean

distance. This was already expected when selecting the number of principal

components. Here a trade-off occurs: selecting less principal components means

that the Euclidean distance measure performs better, but the data is represented

less accurate. An optimal number of principal components can be found by

measuring the best accuracy, but then the approach would be adapted to the

dataset, leading to the risk of over-fitting. The different datasets show that

there is no best criteria for selecting the number of principle components.

The main problem with the PCA approach is the fact that PCA cannot dis-

tinguish the variations between within and between class scatters, since PCA

treats all the training samples equally. It is very well possible that there is a

high within class scatter due to the high dimensionality of the original data and

small influences of noise in voxels.
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Another conclusion that can be drawn from the PCA approach is that it is

indeed easier (as expected) to make a distinction between the Control Task

(CT) and the other two tasks (PT and NT). The fact that the accuracy of

DPT ·NT is significantly lower can be explained by the fact that both tasks are

very similar in experiment setup and the fact that the same brain areas are

active. PCA should project their differences however on an eigenvector. But

it cannot be said which eigenvector represents this difference, so it cannot be

given extra weight to influence the distance measures.

4.4 Linear Discriminant Analysis

A third method that is applied for classification is Linear Discriminant Analysis

(LDA) [14, 5]. The purpose of LDA is to classify objects into one of the two

or more groups based on a set of features that describe the objects [1]. It tries

to find a linear combination of the features, which can separate the classes of

objects. This is involves maximizing the ratio of between class variance to within

class variance. The main objective is to maximize this ratio, such that adequate

class separability is obtained [28]. Classes are predetermined and objects (in

this case fMRI scans) have a set of features, namely their voxel values. The

classification rule is to assign a scan to a class with the highest conditional

probability. Fisher’s linear discriminant analysis is often used method in LDA

[13].

4.4.1 Technique

The main idea behind LDA is to calculate the highest conditional probability

when assigning to a class. We need P (i|x) for this, the probability that a

scan belongs to class i, given the features x of the scan. Bayes’ Rule can then

be applied: for multiple classes, Bayes’ rule is to minimize the total error of

classification by assigning the object to class i which has the highest condignly

probability, that is P (i|x) > P (j|x),∀j 6=i. However, P (i|x) cannot be obtained,

so Bayes Theorem is applied: P (i|x) = P (x|i)P (i)∑
j P (x|j)P (j) . If we replace this into

Bayes’ Rule, the classification rule becomes:

Assign x to class i if:

P (x|i)P (i)∑
k P (x|k)P (k)

>
P (x|j)P (j)∑
k P (x|k)P (k)

,∀j 6=i (4.3)

40



CHAPTER 4. CLASSIFICATION METHODS

Since the denominators are the same for both sides, they can be canceled out.

Assign x to class i if:

P (x|i)P (i) > P (x|j)P (j),∀j 6=i (4.4)

In practice, using equation (4.4) directly is unpractical because to obtain P (x|i),
a lot of data is needed to get the relative frequencies of each of the classes for each

scan instance. Therefore, for LDA the assumption is made that each class has

multivariate Normal distribution. Then P (x|i) = 1

(2π)|x||Ci|
1
2
e−

1
2 (x−µj)

TC−1
i (x−µj),

which can be substituted into equation (4.4). After several simplification steps,

the following Linear Discriminant Analysis formula can be obtained:

fi = µiC
−1xTk −

1

2
µiC

−1µTi + Ln(pi) (4.5)

Scan s is assigned to class i that has maximum fi.

The full (lengthy) derivation of this formula can be found in [27]. The way the

formula is calculated is explained here.

1. Let X be a matrix of the vectors of all scans, so each row s represents one

scan. This is done by creating a 1D vector from the scan, containing the

voxel values. This is the same process as described in PCA (see Section

4.3.1).

2. Let Y correspond to the class of the scans, so scan Xs has class Ys.

3. Let xi denote the matrix containing all scans of class i (xi = {Xs|Ys = i},
one scan per row).

4. Let µi be the mean of features of class i, that is the average of xi. Let µ

be the global mean of all data in X.

5. Let x0i denote the mean corrected data for class i, so x0i = xi − µ.

6. Let ci = cov(xi) =
(x0

i )
T x0

i

|x0
i |

, that is the covariance matrix of class i.

7. Let C = 1
|X|

∑#i
i=1 |x0i | · ci, that is pooled class covariance matrix.

8. Let P be the prior probability vector, where each row represents prior

probability of class i. Here the assumption is made that it is equal to the

total sample of each class divided by the total samples (pi = |xi|
|X| ).

9. Then the discriminant function can be calculated:

fi = µiC
−1xTs − 1

2µiC
−1µTi + Ln(pi)
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10. A scan s is assigned to class i that has maximum fi.

Note that the first term µiC
−1xTs computes the distance from scan s to the

mean of class i using the covariance matrix. The second term µiC
−1µTi is in

fact the Mahalanobis distance (see Section 4.3.2).

The difficulty in computing this formula lies in finding the inverse of covari-

ance matrix C, which is of considerable size. This is solved by not explicitly

calculating the inverse of the covariance matrix, but using a fast linear solver

from the Numpy linalg module [31], which efficiently computes the solution to

a linear equation Ax = b with A and b are known. As can be seen from the

discriminant function, the term µiC
−1 occurs twice for each fi. It is convenient

to pre-compute the value of this vector, as fi is calculated multiple times (the

number of classes times the size of validation set). We give a derivation that

shows how the term can put in the correct form for the linear solver:

m = µiC
−1

{Multiply both sides with C.}
mC = µiC

−1C = µiI = µi

{Transpose both sides.}
(mC)T = µTi

{Apply transpose (reverses factors).}
CTmT = µTi .

(4.6)

Equation (4.7) then shows how m can be obtained by applying the linear solver.

Apply linear solver Ax = b to CTmT = µTi :

x = mT

{Transpose to obtain m.}
xT = mTT = m = µiC

−1.

(4.7)

This allows us to compute µiC
−1 by only using a linear solver and transposition,

which is computationally more efficient than calculating the inverse of a large

matrix.
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4.4.2 Classification

Figure 4.9 shows the steps that are taken in the classification process. The data

is split into a training set and a validation set. From the training set, the terms

needed for the discriminant functions are computed (C, µi, pi). Then for each

fMRI scan in the validation set, the discriminant functions are applied, from

which the maximum value determines the class of the fMRI scan.

Figure 4.9: Classification workflow for LDA.

Cross-validation is used in order to estimate how accurate the predictions are.

A total of 10 iterations are made for each dataset, where the dataset is split

using repeated random sub-sampling. For each dataset Di a training set T is

randomly generated of size |T | = 0.9 · |Di|, with the constraint that each class is

equally present up to a 10% dispersion. This choice had to be made in order to

make sure the spanned eigenspace is based on all classes present in de dataset.

Consequently, validation set V has length |V | = 0.1 · |Di|.

4.4.3 Results

The standard LDA algorithm suffers from the the problem of high dimensional

data, with the same problem occurs as in calculating the covariance matrix

in PCA (see Section 4.3.1): the number of features exceeds 30.000, creating a

matrix of size about 108 for each ci (the covariance matrix of class i). Since

each of the values in this matrix are of type Float, these matrices use up to

1.2 Gb of memory each. Together with loading all the scan data into memory

and intermediate matrix calculations, the entire algorithm would use up to 7 Gb

of memory, which is not possible for most standard computers. This is solved

by reducing the number of features. A straightforward approach is to remove

the features which do not have a significant variance (≤ 1.0), which results in

using only ≈ 24% of all features of scans. The intuition behind maintaining

features with high variance is that these features vary most across all classes

and thus should be informative with respect to the class. The results of this
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approach are shown in this section. Another approach would be to apply the

dimensionality reduction technique Principal Component Analysis first, with no

loss of information. This approach is taken in Section 4.5.

LDA with removal of some attributes does not seem to work properly on the

provided data, see Table 4.9. This can be seen from the discriminant functions,

which only seem to vary a fraction (in the order of 10−7). These small differences

may already be influenced by the many arithmetic operations (multiplications,

etc.) that are applied during calculation on the floating point values of the

BOLD contrast or t-value. Another problem is the number of dimensions. Re-

call from the PCA method, that the performance of the Mahalanobis distance

degenerates as the size of the vectors increases. When assigning the scans to

a class, fi is computed, which contains the term µiC
−1µTi . As mentioned in

the previous section, it measures the dissimilarity between classes, but since µi

has length over 30.000, this measure tends to lose its value. The weak results

can also be seen in Figure 4.10, which shows that there is no clear distinction

between classes.

Results memorization dataset

Dataset Baseline Accuracy
DCT ·PT 0.50 0.55
DCT ·NT 0.50 0.56
DPT ·NT 0.50 0.61
DCT ·PT ·NT 0.33 0.50

Table 4.9: Accuracy for LDA.

Figure 4.10 shows the resulting projection of dataset DCT ·PT ·NT on each of

the discriminant functions fi, with 1 ≤ i ≤ 3. This is shown from the vector

perpendicular to the plane which contains the most variation among points in

the 3-dimensional space. From this figure we can immediately see that there is

no clear separation between classes in this projection. That means that clas-

sification is indeed hard when this projection is made, as scans from the same

class do not tend to be projected towards one general direction.

Results resting state datasets

In Table 4.10 the results are shown for the resting state datasets.

For both datasets no high accuracy is achieved, despite of the fact that other

techniques classify this dataset more accurate due to its diversity. These results

confirm that the way several features are removed has a bad influence on the

classification accuracy.
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Figure 4.10: Projecting the trainingset of DCT ·PT ·NT on fi with 1 ≤ i ≤ 3,
using LDA. Shown on plane containing most variation.

Dataset Baseline Accuracy
DRS1 0.25 0.41
DRS2 0.25 0.39

Table 4.10: Accuracy for LDA.

Results cross resting state datasets

For these classifications, the number of features for each fMRI scan are reduced

even more. This reduction is made due to the fact that the training sets consists

of all components (13 components for DRS1, 44 components for DRS2−placebo).

Consequently, in the LDA algorithm 13 covariance matrices respectively 44 co-

variance matrices are calculated, using up a lot of memory. The feature with

the greatest variance are maintained, resulting in 11% of the features for DRS1

and 6% of the features for DRS2−placebo. The identification of independent

components across these datasets gives the following results.

Again, the accuracies are very close to the baseline. This means that the clas-

sification using this approach is not suitable for fMRI data due to the compu-

tational limitation.
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Dataset Baseline Accuracy
DRS1 → DRS2−placebo 0.25 0.33
DRS1 → DRS2−THC 0.25 0.36
DRS2−placebo → DRS1 0.25 0.32

Table 4.11: Accuracy for independent component classification across two
datasets, using LDA.

4.4.4 Conclusion

LDA is applied to all datasets, with the removal of features with low variance.

This was done in order to deal with the dimensionality. Several other feature

selection techniques exist, such as subset selection and feature ranking. These

methods were not evaluated here, as subset selection is impractical for a large

number of features and feature ranking needs a ranking metric. Both approaches

are also not lossless. Instead, the problem with the dimensionality is solved by

applying a dimensionality reduction technique, before applying LDA. PCA is

such a technique and this approach is taken in Section 4.5. This means that

the number of features for each scan will be a lot less. With such a reduced

feature space, each scan is represented much more economically and allows LDA

to operate on all features.

4.5 Two-step LDA

As stated stated in the conclusion of the previous section, LDA suffers from the

high dimensionality of the data. This approach tries to overcome that problem

and is called Two-step LDA, or PCA+LDA.

4.5.1 Technique

The idea is that we can use PCA to project the data onto a new space, thus re-

ducing the number of features significantly, while losing only a marginal amount

of information. Another advantage of PCA is that it reduces the computational

requirements for subsequent operations (e.g., computing the covariance matrix)

and it reduces the number of dimensions needed to model the available data, as

the number of samples is low relatively to the number of variables. The vectors

created with PCA can then serve as input for the LDA algorithm.
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4.5.2 Classification

The first step is to partition the data into training and validation sets. So for

each dataset Di, a training set Tpca and a validation set Vpca is created.

As concluded from the discussion on PCA (section 4.3), Tpca should contain

approximately equal amount of scans from each class and consequently for Vpca

will hold the same. The next step is to perform PCA on the training data

Tpca. The same steps are taken as described in Section 4.3.1: the data Tpca

is transformed into 1D vectors, mean vectors are subtracted and the principal

components (eigenvectors) are found. A number p is chosen to select the best

amount of principal components. Then all scans in Tpca are projected on these

principal components, which then serves as the training set for LDA, denoted

as Tlda. The vectors from the validation set Vpca are also projected onto the

principal components and become the validation set for LDA: Vlda. This ends

the PCA part, giving an equivalent dataset of lower dimensionality.

Next step is to apply LDA on the resulting data. This step is the same as

described in Section 4.4.1, but with input training set Tlda and validation set

Vlda. Figure 4.11 shows an overview of the classification steps taken in this

two-step LDA approach.

Figure 4.11: Classification workflow for two-step LDA.

Cross-validation is used in order to estimate how accurate the predictions are.

A total of 10 iterations are made for each dataset, where the dataset is split

using repeated random sub-sampling. For each dataset Di a training set T is

randomly generated of size |T | = 0.9 · |Di|, with the constraint that each class

is equally present up to a 10% dispersion. Consequently, validation set V has

length |V | = 0.1 · |Di|.

4.5.3 Results

Results memorization dataset

The results of two-step LDA improve significantly over applying just LDA only.
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The results are shown in Table 4.12.

Dataset Baseline Accuracy +/- Variance
DCT ·PT 0.50 0.791 0.003
DCT ·NT 0.50 0.843 0.002
DPT ·NT 0.50 0.861 0.004
DCT ·PT ·NT 0.33 0.783 0.021

Table 4.12: Accuracy for two-step LDA, using 99.5% of variance explained
criterion.

Figure 4.12: Classification accuracy of two-step LDA on dataset DCT ·PT ·NT ,
for 1 ≤ p ≤ 113 principal components.

The parameter that influenced the result most is the selection of p principal

components. In Figure 4.12 shows this effect. As can be seen, the more principal

components are used, the better the accuracy. In fact, it is not necessary to

select a p smaller than the number of scans in training set T . LDA operates

properly with≈ 100 features and any p < |T |−1 will result in loss of information.

A problem here is the amount of data provided. The number of eigenvectors

(principal components) found cannot exceed the amount of scans in the input

data, as the PCA method will produce only |T | − 1 eigenvectors. Based on the

fact that dataset (DCT ·PT ·NT ) contains only 49 · 3 scans, we cannot conclude

that it is indeed needed to select p principal components. LDA can still perform

well on ≈ 100 features, so in this case selecting all principal components to

project the data on does not pose a problem. It would be interesting to see how

many principal components should be selected if the amount of data is higher,
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but based on the provided datasets no conclusion can be drawn regarding this

effect.

Figure 4.13: Projecting the trainingset of DCT ·PT ·NT on fi, with an instance of
two-step LDA. View perpendicular to the plane containing most variation.

Figure 4.13 shows the projection of the training data of DCT ·PT ·NT on each

discriminant function fi, with 1 ≤ i ≤ 3. Note that this project can be shown

for DCT ·PT ·NT , as only 3 dimensions will occur. For DRS1 and DRS2 this

projection cannot be made, due to the fact that 4 discriminant functions will

be found.

Figure 4.13 shows that the projection indeed creates a separation between classes

on the training data. Note that such projection does not necessarily hold for

new scans that have to be classified; in fact this is the main reason why not

100% accuracy is achieved. The two-step LDA algorithm creates a strict sepa-

ration between classes in the training data, but new data may not be projected

likewise. Only since the assumption is made that fMRI data shows similar-

ity among different subjects, a high classification rate is expected. Figure 4.14

shows two-step LDA with a training set of size 122 (circles) and a validation set

of 25 (triangles). From this figure it can be seen that projected scans from the

validation set are more scattered than scans from the training set.
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Figure 4.14: Projecting dataset DCT ·PT ·NT on three discriminant functions fi,
generated from a two-step LDA classification run. Colors show classes, circles
show scans from training data (122 scans), triangles show validation data (25
scans), accuracy = 0.76.

Results resting state datasets

Also for the resting state datasets, two-step LDA gives promising results, shown

in Table 4.13.

Dataset Baseline Accuracy +/- Variance
DRS1 0.25 0.997 0.001
DRS2 0.25 0.963 0.002

Table 4.13: Accuracy for two-step LDA, using 99.5% of variance explained
criterion.

In fact, the two-step LDA approach gives the best classification results when

compared to the other classification methods used in this research. For dataset

DRS1, 100% accuracy is achieved with the exception for a few folds of the k-

fold cross validation (having one erroneous classification). The fact that the

accuracy is a bit lower for DRS2 can be explained by the fact that this dataset

is decomposed into 44 independent components, reflected in smaller brain areas

when looking at these independent components as fMRI scans.

50



CHAPTER 4. CLASSIFICATION METHODS

Results cross resting state datasets

The identification of independent components across datasets DRS1 and DRS2

gives the following results.

Dataset Baseline Accuracy
DRS1 → DRS2−placebo 0.25 0.764
DRS1 → DRS2−THC 0.25 0.751
DRS2−placebo → DRS1 0.25 0.729

Table 4.14: Accuracy for independent component classification across two
datasets, using two-step LDA.

On average, only 3 out of 4 components are identified correctly. This is too low

for automated labeling of independent components with their corresponding

brain area. However, this classifier could still be used for this task, as a neurol-

ogist can indicate which fMRI scans are classified incorrectly. This can provide

feedback on the misclassifications and improve the classifier. The results may

improve or deteriorate when other resting state datasets are used. However,

due to the fact that only 2 resting state datasets are used, no conclusion can be

drawn on the importance of these results.

4.5.4 Conclusion

The computational issues in normal LDA have been addressed in this two-step

LDA approach, by the use of PCA as a dimensionality reduction technique. This

leads to good results, in fact it outperforms all other classification methods used

in this research for each classification goal. Note that after applying PCA using

all principal components essentially the same data is described. This means

that normal LDA in fact does achieve high classification accuracy, despite of

the poor results in the previous section when applying only LDA.
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Conclusion

In this thesis, we evaluated several classifiers on multiple fMRI datasets to

predict the task or independent component of an fMRI scan.

We show that a naive approach using the active areas of an fMRI scan as fea-

tures achieves high accuracy on data sets where the diversity between classes is

high (the active areas have distinct spatial locations in the human brain). In

this method, we provide an algorithm which can extract the activation of deac-

tivation of areas automatically using cluster analysis. Furthermore, a distance

measure is provided to give a distance between scans based on multiple active

areas. It is shown that this method is not suitable for fMRI data where the

activated areas have similar spatial locations between classes.

Based on these results, more advanced classification methods are used from the

field of generative linear classifiers. Although Principal Component Analysis

in combination with Euclidean distance has been shown to be successful in

face recognition, this approach did not achieve high classification factors for all

datasets. From a computational point of view, we show that a dimensionality

reduction technique is needed before applying the LDA classifier. This two-step

LDA classifier has shown to achieve high accuracy for all datasets, with over

80% prediction accuracy for the memorization datasets and over 96% prediction

accuracy for the resting state datasets. This is high considering the fact that

fMRI scans of the subjects performing nearly the same experiment only differ

slightly (Practiced memorization task versus Novel memorization task).

For each resting state datasets, we provide a means to automatically detect

similar independent components in the same dataset. For the detection of

independent components across different resting state datasets we show that
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two-step LDA achieves up to 76% accuracy, providing a means to automatically

label independent components. Validation of this method on more resting state

datasets shall have to point out if this method is indeed applicable.

In conclusion, in this thesis we applied several classification methods in order

to be able to predict the class of new fMRI scans. The results show that the

accuracy depends significantly on the used classification method. We conclude

that two-step LDA is a promising direction for classification experiments in

future fMRI studies.

Future Work

Even though we have shown that two-step LDA gives promising results for

classifying the fMRI datasets, it would be interesting to see how this classifier

performs on other task related or resting state fMRI data. This research was

limited by the amount of available fMRI data, which seems to be a problem in

the field of neurology in general. If more data is used to verify the performance

of the classification methods, the risk of overfitting would be addressed more

properly.

The normal LDA algorithm has shown to struggle with the amount of memory

used, which is a computational issue. From a validation point of view it would

be good to run this algorithm on hardware which is suitable for dealing with

large amounts of memory, in order to verify that the LDA algorithm can in-

deed achieve high accuracy. Another way of improving the LDA method is to

apply feature selection techniques, which is a means for reducing the number of

features and allows efficient computations.

If the classification methods are to be used in an operational setting, it would be

useful to provide feedback to a neurologist on which (combination of) features

are responsible for the discrimination between classes. For the active areas ap-

proach, the found clusters can be returned in order to make a comparison across

different fMRI scans. For the PCA method, the data can be reconstructed by

applying the inverse transformation on the eigenvectors. For the LDA approach,

however, the question on how to find those set of features that are responsible

for the between class scatter has not been addressed, which would be useful in

an operational setting.
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