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Cover: Visualization of the results of our template matcher as presented for the dataset in 
chapter 6. The yellow spherical objects are the ribosomes as found by our implementation 
whereas the green areas are simply the result of a threshold on the intensity level of the 
ribosomes occurring in the original dataset.
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C. Summary 
 
We have constructed a 3D template matcher on the GPU. Template matching is a generic 
searching technique in which a template must be found in a target volume. The difficulty lies in 
the complexity of the problem which is O(n6). The algorithm itself uses the local correlation 
function (LCF) to compare the template against the target volume. This is eventually computed 
using convolution in Fourier space. Since our algorithm is highly parallelizable, we perform 
most of the template matching on the GPU. To program the GPU we use CUDA™ (Compute 
Unified Device Architecture) from NVIDIA®. Results indicate that our implementation achieves 
a speedup of roughly a factor 80 compared to a similar CPU implementation. 
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1  Introduction 
 
FEI is a company that provides solutions in the area of electron microscopy and focused ion 
and dual beam technologies. Their products include image processing software for the 
analysis and modification of samples on nanometer levels. Some of these image processing 
techniques are heavily computationally intensive. A recent trend in computer science and 
image processing in particular is to use the GPU (Graphical Processing Unit) on the video card 
for general purpose programming. Previous research at FEI in this area has proven that these 
kinds of techniques are very suitable for the type of problems encountered in image 
processing [9]. A software package developed at FEI for tomographic reconstruction using the 
GPU called Inspect3D™ Xpress has been made commercially available in 2005 [23]. 
 
Our research is focused on the problem of 3D template matching. This is a technique in which 
three dimensional objects (templates) have to be found in a large volume. The highly 
parallelizable and computationally intensive nature of this problem makes it well suited for 
implementation on the GPU. 
 

1.1  Problem 
 
Template matching is an existing technique with applications ranging from digital image 
processing in biological and chemical research to object and facial recognition software in 
computer science. Since the orientation of the templates is unknown in advance, a complete 
search must be performed for every possible orientation of the template. While the step size of 
such rotations is usually limited to a few degrees, the problem is still cubic when performed in 
three dimensional space, requiring tens of thousands of rotated template searches in the 
target volume. One way to reduce this is by using the inherent symmetry of a template but this 
is not applicable in a generic sense for templates that do not possess such properties. 
Combined with a three dimensional spatial shift of the template in the volume our resulting 
problem is essentially six dimensional. A schematic diagram depicting the process of template 
matching in 2D is seen below. Here we have only 3 degrees of freedom: two positional and 
one rotational. 
 
 
 
 
 
 
 
 
 

 
 

 
 
The difficulty of our problem in 3D lies in the large amount of degrees of freedom; three 
positional and three rotational which results in a complexity of our problem of O(n6). Existing 
implementations of template matchers are only feasible in a certain timeframe when run on 
supercomputers or clusters with high parallel capacities or when one or more properties that 
have a severe impact on performance, like the dimensions of the volume or the number of 
template orientations, is reduced. Because of the complexity of our problem, our objective is to 
use the outstanding parallel capabilities of modern day video cards for our template matcher to 
increase performance. For this we use CUDA (Compute Unified Device Architecture) from 

Figure 1. (a) Template of the letter ‘A’ (b) Target volume containing three instances of the 
template, some of which are rotated (c) Resulting list of matches and orientations. 
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NVIDIA which has proven to be an excellent platform for projects of this kind at FEI [9]. CUDA 
is a development environment with a C-style programming language. Although it originated 
from a programmable vertex and pixel shader model, it can now also be used for general 
purpose programming on the GPU. We are expecting a speedup of about 50-100 times 
compared to a similar CPU (Central Processing Unit) implementation run on a high-end PC. 
Speedups in this order of magnitude have been achieved before in similar projects [9]. 

1.2  Approach 
 
Our algorithm is based on an existing algorithm [2] and a corresponding implementation in 
MATLAB that we obtained from the Department of Molecular Structural Biology, Max Planck 
Institute of Biochemistry, Martinsried, Germany. Several changes and improvements were 
made to construct a corresponding GPU implementation. This includes the work that was done 
in the planning phase and scheduling of the work across multiple GPU’s. 
 
Unfortunately it was unfeasible for our project to use formal proving methods. We therefore 
verify the correctness of our implementation experimentally. We first compare the results of an 
existing implementation with the results of our own implementation for a specific dataset and 
template. After that, we inspect the results manually to check if the resulting positions and 
rotations correspond to objects similar to the template in the target volume. Although when 
performed exhaustively this is a precarious task, we can usually get a quick feeling for 
correctness of the results when inspecting them in a rough manner. We have therefore run 
several test cases and compared the results against the original target volume. 
 
To prove that our implementation is more efficient than existing implementations we compare 
it with the results of some publications that have used similar algorithms in CPU 
implementations. 
 

1.3  Research questions 
 
Below are the research questions that we have tried to answer during this project: 
 
What kind of techniques can we use for the automatic detection of templates in a target 
volume? 
 
We research a number of different existing techniques for template matching. Given our own 
set of restrictions on performance and parallelizability we investigate the most appropriate 
techniques for our problem. These include cross correlation, but also normalized and fast local 
correlation functions, Fast Fourier Transforms and peak extraction algorithms. 
 
Can we construct an implementation of a 3D template matcher for the GPU that generates a 
result roughly 50-100 times as fast as a comparable CPU implementation? 
 
We seek to construct a 3D template matcher that has input templates of 32*32*32 voxels and 
a source volume of 1024*1024*512 voxels. Using angular increments of 10° for all three 
rotational angles, a resulting table of positions and corresponding orientations of the rotated 
templates should be delivered roughly 50-100 times as fast as a comparable implementation 
on the CPU. 
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1.4  Contributions 
 
As far as we are aware, we are the first to publish a GPU implementation of a 3D template 
matching algorithm applicable to cryo-electron tomography (CET) datasets. In chapter 6 we 
show that our GPU implementation is roughly 80 times as fast as a single CPU 
implementation. The algorithm and some specific extensions that make it suitable for CET 
datasets can be found in chapter 5. 
 
Several improvements were made to the original algorithm for constructing the implementation 
on the GPU. The most important changes include the subvolume planning algorithm that can 
be found in section 5.3.1 and the implementation of a workload scheduler for execution on 
multiple GPU’s discussed in section 5.3.2 and 5.3.3. The subvolume planning algorithm 
increases performance for a single GPU and, combined with the scheduler, assures a linear 
speedup on the number of used GPU’s. 
 

1.5 Format of thesis 
 

Our project is a study in three different areas of research, namely biology, mathematics and 
computer science. From a biological standpoint we are interested in the results of template 
matching so that it can for instance be used for identifying positions of particular molecules. 
Our research does not focus on the biological aspect of template matching, i.e. how to obtain 
the template and target volumes and what type of filtering and other techniques are used to 
refine them. We assume that a set of templates and target volumes are already available and 
we look at the construction of the template matcher from a mathematical and computer 
science perspective with a focus on the last. However, applying our template matcher on 
biological datasets causes several restrictions and some assumptions must be made on the 
dataset and the template. These are all discussed in chapter 3. 
 
From a mathematical viewpoint we seek to solve the problem by using well known techniques 
in template matching like Fast Fourier Transforms (FFT’s), cross correlation functions and 
convolution. Also some form of peak extraction is needed to identify places in the target 
volume where the likelihood of the occurrence of our template is maximal. Efficiency in terms 
of algorithmics already plays a role here. The mathematical foundations of our template 
matching algorithm are discussed in chapter 4. 
 
Finally, from a computer science perspective and also the main area of research of this 
project, we seek to construct a working implementation of a template matching algorithm. 
Correctness and efficiency are some of the most important qualities that our solution must 
satisfy here. The algorithms and corresponding implementations are discussed in chapter 5. 
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2  Related work 
 
A lot of research has been performed in the area of template matching, some of which use the 
GPU for computations. A basic difference can be seen in the different purposes for which 
template matching is used. Most research features a biological background similar to our 
project. Other research is performed purely for computer technical or algorithmic reasons like 
in the case of limb or defect detection, face recognition or the detection of certain other 
features in an object. Some of these deal with the full scale problem of template matching in 
which no information about the translation and rotation of the templates is known beforehand. 
Others simply assume that some of the axes of the search template are known or 
perpendicular to the target volume. Little research is done using scaling or distortions of the 
search template, most likely because the dimensionality of the problem is already large 
enough and rescaling or removing distortions of the templates can be done in advance.  
 
A 2D template matching algorithm was constructed by Geisler et al. [5] in which the old 
programmable shader model was used. Simple matching of different sized templates to a 
target map using a binary mask is done using a pixel shader. The best speed up that is 
achieved using this method over the CPU is below a factor two. One advantage of the old 
shader model is that it was supported on both ATI and NVIDIA cards but it is now outdated 
and we did therefore not use it. Another form of GPU accelerated template matching was 
performed by Cabido et al. [6] in 2005. They constructed a number of different models that 
loads 2D templates and target objects into texture memory. Multiple subwindows (shifts of a 
part of the original target object) are loaded at once in greyscale in different channels of 
texture memory after which the cross correlation is computed for all different subwindows. In 
the most advanced model the (smaller) template is tiled in a texture with the same size as the 
texture containing the target object. Combining this with loading several grayscale shifts of the 
target template over the RGBA channels of the texture, a large amount of computations is 
performed at once without much overhead of copying data to and from texture memory. This 
results in significant speed ups on the GPU in comparison to the CPU. This technique is 
unfortunately only applicable for correlation using a 2D image in greyscale and not effectively 
scalable to three dimensions due to the restriction of four shifts for every RGBA channel. 
 
Frédéric Jurie and Michel Dhome [7] use a form of template matching for tracking an image in 
3d rotated space assuming that the image remains visible. Using predictions of the movement 
of the region of interest the difference is calculated between the template and the predicted 
position of the template. This difference template is then used to compute the shift of the 
original template in the target object in three dimensional space. The proposed method is not a 
brute force search but instead relies on a reasonable accurate prediction of the translation of 
the template. Many interesting methods are used in creating this prediction, overcoming 
several problems like the dependency on the viewpoint which changes the projection of the 
search template. Unfortunately we cannot use their solution since our problem involves the 
search for multiple instances of the template in a single target object that is not translated and 
of which no reference object exists. 
 
An interesting example of the use of the GPU for image processing is done by Cynthia Bruyns 
and Bryand Feldman [8]. In their research they perform a search for limbs in a 2D image. 
These limbs can be rotated and are modeled by arbitrary scaled and rotated rectangles. A 
convolution filter is made for detecting the long edges of such rectangles and implemented by 
using FFT’s for every possible rotation. Detecting parallel edges is done by comparing values 
of previous computations of the convolution in opposite directions of a particular point in the 
image. The values of the convoluted image are then replaced by their local maximum. These 
local maxima then represent the most likely positions of limbs in the original image. The 
language for programming the GPU used here is CG (C for Graphics), which is a predecessor 
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of CUDA that can only be used for general purpose programming through vertex and pixel 
shaders. A comparison between computations of FFT’s on the GPU and CPU is made further 
on in the paper but this is unfortunately not representative for modern day video cards. 
 
A different approach to template matching was taken by Hae Yong Kim and Sidnei Alves de 
Araújo [21]. In order to avoid the brute force search done by most template matchers, they 
constructed a three step method for finding objects on a target surface. The first step is called 
the circular sampling filter and it avoids the exhaustive rotational search by creating a circular 
projection of the template. This is done by averaging all voxels with the same distance to the 
center of the template. The resulting list is basically a rotationally independent representation 
of the template. This same step is then done for the target surface where every pixel is being 
taken as a possible center. This results in a similar list per pixel on the target surface. We can 
now correlate these lists against the resulting template list to obtain a number of possible 
matches. The result of this step is a set of possible template positions. The second step is 
called the radial sampling filter in which the template is being averaged over a number of radial 
lines stretching from the middle of the template to the outer edges. The same step is done for 
every target surface pixel and we correlate again similar to the previous step. With this step we 
reduce the number of possible template positions and obtain the most likely rotation angle for 
the remaining positions. Since the number of remaining possible positions is generally a lot 
smaller than the total number of pixels in the target surface, we can now apply a regular 
template matching algorithm to only these remaining possible positions. Although this method 
is very fast, its accuracy is uncertain for noisy volumes of lower resolution. The application of 
this method to biological datasets is therefore questionable. Their approach can also be easily 
extended to work for 3D volumes instead of just 2D surfaces and to be independent of a fixed 
set of scaling factors between the template and the target surface. 
 



 10 

3  Biological background 
 
While the biological interest is not the main focus of our project, it is the primary motivation for 
our work. From a biological viewpoint we are interested in the structure of cells and its 
subparts on a macromolecular level, like for example viruses or ribosomes. Such knowledge 
can be used to get a better understanding of the structure and processes that go on within 
cells which can ultimately lead us to practical applications like the development of drugs. 
Traditionally, optical microscopy was used for enlarging samples but the resolution of obtained 
pictures is limited to around 0.2 micrometers due to the restriction of the wavelength of the 
light that is used. Electron microscopy improved this resolution to less than a nanometer. The 
drawback of electron microscopy is the use of extreme vacuums and the preparation of 
samples with chemicals or metal staining making it challenging for the study of cellular 
material.  
 
A technique called cryo-electron tomography solves these problems by instantaneously 
freezing the sample containing the cells or tissue. Freezing the sample is performed so rapidly 
that the water in the sample is frozen into amorphous ice which means that it does not 
crystallize and can therefore not expand and destroy the cellular material. A disadvantage of 
this technique is that the sample must be permanently kept frozen at liquid nitrogen or even 
liquid helium temperature for the duration of the imaging by the electron microscope. An 
interesting application of CET is that samples can be frozen at specific points in time. This 
means that we can freeze a sample in the middle of a quickly progressing biological or 
chemical process, essentially stopping time. 
 
Cryo-electron tomography is used to create three 
dimensional data of the biological material that we 
wish to use as input for our target volumes. It can 
provide us with volumes of a resolution down to a few 
nm. Although the images are taken at higher 
resolution, details get lost in the 3D reconstruction 
phase. A drawback of using this technology for the 
imaging of cellular material is that biological samples 
cannot withstand large doses of electrons that are 
needed to get a sharp and high resolution image. This 
means that our samples are scanned using lower 
doses of electrons ultimately resulting in a lower 
contrast and a lower signal-to-noise ratio (meaning 
that the level of our signal is low compared to the 
amount of noise). This effect is even more intensified 
because we have to make several images of a sample 
in which the cumulative electron dose is limited. 
Multiple consecutive images are taken with CET that 
are slightly tilted in between (see Figure 2). Usually 
around 100 to 200 of these images are created. From 
such a series of two dimensional images that are tilted 
within a certain interval, a three dimensional sample is 
reconstructed. The orientation information of these tilted 
images is recovered by spraying the original sample 
with markers made of small gold particles that can 
serve as a point of reference over all the different images [1] [4].  
 
Template data is usually obtained in a different way than our target volume. The Electron 
Microscopy Data Bank (EMDB [15]) is an online database that can be used for the deposition 

Figure 2. Example of CET in which 
a sample is tilted over several 
angles to create a series of images 
for volume reconstruction. 
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and retrieval of macro-molecular EM (Electron Microscopy) maps. Another similar resource is 
the Research Collaboratory for Structural Bioinformatics (RCSB) Protein Data Bank (PDB) 
[16]. Both databanks also provide tools and information for processing the data. 

3.1 Problem definition 
 
Template matching is a technique that is used to find specific templates in an arbitrary 
dimensional target object. Although it is in principle a generic searching technique, its main 
applications are within the areas of image processing and biology. It is also used in software 
for 3D face recognition and object tracking. The basic setup of a template matcher exists of a 
library of templates combined with some target volume. The objective of the template matcher 
is to locate one or more of these specific templates inside the target volume and optionally 
obtain their orientations. The template volume can contain any kind of object but in our case it 
contains some macromolecular complex which is expected to occur several times within the 
target volume. Identifying the placement of a particular template in a target volume can help us 
understand the structure of cells and processes that occur within them. Manual identification of 
such templates in a volume is a precarious and error prone task for several reasons. Firstly the 
target volumes are of a large size and have a low signal-to-noise ratio. Secondly, the 
templates of the molecules that we are looking for in the tomogram can be rotated over 
arbitrary angles over all of the three axes that constitute the volume and are therefore difficult 
to identify manually. For these reasons we seek to construct an algorithm and its 
implementation to automate this procedure. 
 
One of the major problems that occur within the tomography part of CET comes from the fact 
that the rotation angle by which the original sample is tilted is limited between roughly -70 and 
70 degrees. This is the case because the sample is fixed within a holder that blocks parts of 
the sample from the electron beam when it is rotated too much. This is called the “missing 
wedge” problem and it is the cause of loss of information which ultimately causes artifacts 
perpendicular to the sample plane in the resulting volume. The missing wedge problem and 
our solution for it are presented in section 5.2.1.2. 
 
The problem of template matching for biological data sets is in essence not different from 
applications in other areas. Some research has been performed in which assumptions were 
made about the orientation of the templates in the target volume, essentially reducing the 
search problem in dimensions. While our focus is on the full scale search, such simplifications 
can easily be implemented. In tracking and object finding applications, sometimes 
assumptions are made on the position of the object, or predictions are made based on 
previous or reference images. Our project does not consider such reductions since no 
information is available about the target volume and we do not have a series of different 
volumes over time. Other simplifications have been made by modeling the template as a 
collection of rectangles and thereby easily achieving a specific mean pixel or voxel value 
speeding up calculations for the normalization. This is not applicable in our case, since our 
templates generally consist of complex irregular objects.  
 
It is important to note the specific biological aspects because of which our algorithm differs 
from generic template matching. At first we multiply our template with a missing wedge. The 
reasons for this are discussed in detail in section 5.2.1.2. Another assumption we make is that 
the depth (the Z-dimension) of our target volume is the smallest of all its dimensions. This is 
specifically important for our subvolume planning phase. The volume dimensions of the 
template and the target volume and the amount of template orientations for which we perform 
the matching have typical values for the field of biology. The template dimensions are usually 
around 32 x 32 x 32 voxels whereas the target volume dimensions range from 512 x 512 x 256 
to as large as 2048 x 2048 x 1024. Given the enormous dimensions of the datasets used we 
are forced to split the target volume into several smaller subvolumes because of limitations on 
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GPU memory. Because of the constraints we have implemented a subvolume planning 
algorithm to create an optimal subvolume division. This algorithm is discussed in section 5.3.1. 
Angular increments normally range from 5° to 10°. Although the user is allowed to change 
these parameters, for most applications and datasets they will be similar to these numbers. 
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4  Mathematical foundation 
 
In this section we look at the construction of a template matcher from a mathematical 
viewpoint. We therefore examine a number of existing mathematical techniques that can serve 
as the basis for our template matching algorithm. 
 

4.1  Problem definition 
 
From a mathematical viewpoint we are interested in how to compare the templates to the 
target volume and to find a quantitative method of comparison. Most of the research that is 
performed in the area of template matching uses a form of cross correlation to compare the 
template and the target volume. Other solutions exist which use comparison based on least 
squared difference and mutual information. Least squared difference comparison basically 
sums all squares of the differences in grayscale values between voxels. If this difference is 
relatively small, a close match may have been found. The disadvantage of this technique is 
that it is very sensitive to changes in brightness and contrast.  
 
Our algorithm uses a specific form of cross correlation, namely the local correlation function. It 
is similar to standard cross correlation but it has an additional normalization step in which the 
correlation values are normalized using local mean and standard deviation values. Computing 
the cross correlation of large volumes has the disadvantage that it is a computationally 
intensive process. To make things worse we must perform this calculation for every possible 
rotation of the template. Fortunately there is a way of speeding up the calculation of the cross 
correlation by using Fast Fourier Transforms (FFT’s). We use FFT’s to quickly compute the 
cross correlation for given template and target volumes. The cross correlation has the largest 
value at points where the rotated template and parts of the target volume match the most. 
Given these cross correlation functions for every rotated template we wish to obtain those 
positions in the target volume where the occurrence of a rotated template is maximal. This is 
achieved using some form of peak extraction. 
 
We assume that the scale of the template volume is equal to the scale of the instances of the 
template that are to be found in the target volume. A difference in scale could extend our 
problem by another dimension and even by three dimensions for scalings that do not preserve 
proportions. 
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4.2  Cross correlation 
 

4.2.1  Standard cross correlation 

 
Cross correlation is a generic technique to measure similarity between signals and has long 
been used in both image and signal processing. A schematic example for the 1D case is 
depicted in Figure 3. 
 
 
 
 
 
 
 

 
 
In our specific case cross correlation can be defined as follows: 
 
Consider two discrete functions Tx and Vy where Tx represents the template volume defined for 
all Tx ∈ and Vy represents the target volume defined for all Vy ∈ . We consider volumes as 
three dimensional functions defined for valid indices. We can now define our cross correlation 
function on two discrete volumes represented as VT ⊕ as follows: 
 

xi

i

i VTxVT +∑=⊕ ))((          (1) 

for all spatial shifts x and for all defined values of i. When either T or V is not defined for a 
given index, we define its value to be zero, leading to the result that the multiplication will also 
be zero. Note that our definition deviates from the standard definition of cross correlation 
where the complex conjugate of T is taken in the multiplication. This is not needed in our case 
since our volumes do not contain complex values. The equation essentially shifts the template 
volume T by an amount x and then multiplies all values of the shifted template volume by the 
corresponding values in the target volume. This multiplication has a high value when T and V 
either both have a positive value or when they both have a negative value. Negative values 
also contribute positively to the cross correlation since the multiplication of two negative values 
is again positive. A high value for the cross correlation for a shift x therefore means that both 
template and target volume correspond highly for that particular shift. This makes the cross 
correlation function an excellent measure for similarity for our application. Unfortunately it 
requires a high number of computations and is therefore not very efficient to compute. If we 
want the maximum value for the cross correlation of a template and a target volume we have 
to calculate the cross correlation for every possible shift and take the maximum of all 
computed values. This means that for every possible shift we have to sum multiplications of all 
the values of both volumes. This must then be repeated for every possible rotation of the 
template.  
 
The six degrees of freedom of this problem lead to a computational complexity of O(n6). To get 
an insight into the amount of computations required for a real-space approach to this problem, 
we provide an example. Given are a target volume with dimensions of 1024*1024*512 and a 
template with dimensions of 32*32*32. This means we have roughly 536 million voxels in our 

 (a)     (b)      (c) 
 
Figure 3. Example depicting the use of cross correlation for template matching. (a) Template 
signal. (b) Target signal. (c) Resulting cross correlation signal. 
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target volume and equal as many possible positions of our template. Therefore, for one 
template orientation, we have to compute 536 million times 323 multiplications equaling roughly 
1.8*1013 multiplications.  
 
Fortunately we can use the convolution theorem to speed up this process. Comparisons 
between real-space methods and Fourier based methods report a speed-up of about 1200 
[19]. Intuitively this speedup is achieved because a convolution has to be performed only once 
whereas in real-space every possible template position requires an additional computation. 
The convolution theorem states that convolution in the time domain is equal to point-wise 
multiplication in the frequency domain: 
 

}{}{){ VFTFVTF ⋅=⊕ ∗          (2) 
 
Note that ∗

}{TF  means the complex conjugate of the Fourier Transform of T and not 
multiplication. We can use this equation to replace the computation of the cross correlation in 
real-space and by a point-wise multiplication of the Fourier transforms of our template and 
target volume. This is done in the following way: 
 

)}}({}{{)}}({{))((
11 xVFTFFxVTFFxVT ⋅=⊕=⊕ ∗−−      (3) 

 
Since we have to compute this equation for several rotated templates we can keep the value 
of }{VF in memory so that we only need to compute }{TF and the final inverse Fourier 
Transform for one particular rotation. Fourier transforms can generally be computed rapidly by 
using FFT’s (Fast Fourier Transforms) which provides us with a very quick way of computing 
the cross correlation function. 
 

4.2.1  Local correlation function 

 
There are several drawbacks in using the standard cross correlation function for our 
application. The main issue is that it computes values on a relative scale which means that we 
can’t compare correlation values between different volumes. This is a problem from a practical 
viewpoint; our target volume is too large to fit entirely into the memory of our video card. We 
therefore have to split up the volume into several different subvolumes for which we compute 
the cross correlation independently. To find the highest overall correlation value we have to 
compare resulting correlation values across different subvolumes. This comparison does not 
necessarily result in finding the best match since a high correlation value could also be the 
result of certain features with a higher average brightness in one of the subvolumes. Such 
features yield a higher correlation value on average since the correlation value is a 
multiplication of voxel values in the template and the subvolume thereby directly affecting the 
height of the resulting correlation value. This means that a template occurring within a brighter 
area of a target volume can give a higher correlation peak than one occurring within a darker 
area. We can prevent this effect by normalizing the cross correlation by taking the mean and 
standard deviation of the target volume into account.  
 
Unfortunately, only taking the mean and standard deviation of the entire target volume into 
account does not help us much since different areas in the volume may contain more noise or 
have a higher brightness or contrast than other areas. This means that different areas of the 
volume can have distinct mean and standard deviations and we therefore want to incorporate 
a form of locality in our cross correlation that normalizes by using the local mean and standard 
deviation of the target volume. By doing so we are also able to compare correlation values 
across different areas of a volume since these values are now on an absolute scale due to the 
normalization. This type of cross correlation is called a local correlation function and it has 



 16 

been extensively studied and used for similar aims as in our project by Alan Roseman [2]. We 
first introduce the notion of a standard normalized cross correlation function: 
 

∑
−−

=⊕ +

i VT

xii VVTT
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xVT

σσ

))((1
))((        (1) 

 
Here we see that we subtract the mean of the template and the target volume respectively and 
divide by the product of the standard deviations to normalize the cross correlation values. N is 
the number of points over which both T and V are defined. 
 
Before we define the local correlation function (LCF), we first introduce a mask function Mi 

which is used to define the size of the local area of interest around a particular point in the 
target volume. The product MiVi+x defines the region of the target volume that is being used for 
the computation of the LCF for a particular shift x. The definition of the LCF is as follows: 
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Here P is the number of elements in the mask. If we expand the numerator of the division we 
get: 
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We can remove the terms xiiVMT +  and VMT i from this calculation if we normalize our 

template in such a way that T  is 0 and Tσ  is 1 inside the masked region. This reduces our 
equation to: 
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If we now evaluate the second term in the summation of equation (4) we get that 

∑ ==
i

ii TPMT 0 . This equation essentially sums all template values inside the masked 

region, which, due to our previous normalization step, sums to zero. We can therefore remove 
the second term of (4) since it reduces to zero: 
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Note that we can obviously not do this with our most important term ∑ +

i

xiii VMT since xiV +  

can’t be taken outside the summation. We now obtain our final equation: 
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Since we multiply the mask with our template function iT in advance, we can still compute the 

term xiii VMT +  by using FFT’s. Note that we have to pad the template volume iT  with zeros 
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to the size of iV  so that both the FFT of the masked template and the target volume have the 

same size and that we can compute the point-wise multiplication in Fourier space.  
 
The only unknown term left is )( xMVσ which represents the local standard deviation of the 

target volume under the mask for each possible shift x: 
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Note that this is equal to computing the standard deviation by using the equation 

22
)()( XEXEx −=σ . The first term in (7) is equivalent to )(

2XE and can be computed by 

summing all values 2

xiV +  in the masked region and dividing by the number of mask elements. 

There is a fast way to compute it by again using the convolution theorem: 
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Note that the first step in the reduction of (8) is possible since our mask function M is binary, 
i.e. Mi always equals 0 or 1. 
 
The second term of equation (7) can be computed in a similar way: 
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This means that we can now compute a local correlation function using roughly three times as 
many FFT’s as for the computation of a standard cross correlation. By observing the fact that 
the computation of )( xMVσ  does not depend on the template, we can keep it constant over all 

rotations of the template, as long as we keep the same mask function. This is also requires 
that our mask function is rotationally invariant. Therefore we hardly lose any performance over 
all since we have to recompute it only a fraction of the times that we compute the entire local 
correlation function. In other words, in a situation like ours, where multiple different (rotations 
of) templates are to be matched against a single target volume, we hardly have any 
performance difference between the local correlation function and standard cross correlation. 
 

4.3  Verification and correctness 
 
Due to the scale and complexity of our algorithm, it was infeasible to use a formal method to 
verify the correctness of our software. Because of an arrangement between FEI and the 
Department of Molecular Structural Biology, Max Planck Institute of Biochemistry, 
Martinsried, Germany, we kindly obtained some MATLAB source code. Previous 
implementations of this code have been used to produce results for several highly regarded 
publications involving template matching and this code therefore has a high reliability [17] [22]. 
By using the same dataset and template as input for both their code and our code we were 
able to compare the results and thereby verify the correctness of the most important part of 
our code, the template matching code itself and the computation of the local correlation 
function. The main differences between the two programs are of an implementation nature and 
the effect of the use of the GPU on our algorithm. It was therefore also impractical to verify the 
correctness of our program by comparing both programs through manual inspection of the 
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source code. Since we designed and implemented the subvolume planning, multiGPU 
implementation and rotation scheduler ourselves, we could not compare it with existing code. 
 
Initially we observed some differences between the final results of both implementations. 
These were caused by several small discrepancies in the construction of the mask and 
missing wedge volumes and the rotation of the template volume. After removal of these 
differences we discovered a more significant issue responsible for differences between the 
results of both implementations. In our code we choose to normalize the template before 
performing the cross correlation, this has several advantages which we discuss further on. In 
the MATLAB code the normalization is delayed until after the computation of the cross 
correlation. We first prove that there is no mathematical difference between the two methods 
and then attempt to explain the cause of the observed difference in results. 
 
We start with the equation for the local correlation function as described in equation (2) in 
section 4.2.1: 
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Here we compute the term ∑ +

i

xiii VMT
P

1
in equation (4) as a standard cross correlation in 

Fourier space. The second term ∑ +
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1
 reduces to the local mean V and the third term 
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 reduces to the template mean under the mask T . We now have: 
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From this equation we see that we can compute our local correlation function by first 
computing the cross correlation coefficient, subtracting the product of the template and local 
target volume means, and then finally dividing by the template and local target volume 
standard deviations. Had we normalized our template in advance, T  would be 0 and Tσ  
would be 1. Our equation would then reduce to: 
 

)( xMV

ccc

σ
           (7) 

 
Note that there is no performance difference between the two methods in terms of the number 
of factors we need to compute. We still need to compute T  and Tσ  to normalize the template 

and V  for computing the local standard deviation of the target volume, )( xMVσ . 

Mathematically there should be no difference between using equation (6), and using equation 
(7) where we normalize the template in advance. The observed difference between the 
resulting local correlation function values is relatively small and the order and positions of the 
highest correlation peaks was largely similar. After initially observing the difference, we 
changed our code so that the method was the same as in the MATLAB code where 
normalization is done afterwards and noticed that the results were identical. Similarly, we 
changed the MATLAB code so that the normalization was done in advance and again 
observed that the results were identical to our original code. This largely reduces the likelihood 
of the difference being caused by a software error. We therefore conclude that the observed 
difference between both methods is the result of an implementation specific detail. Although 
we do not know for certain and have not verified it, we are inclined to believe that the 
difference is the result of a numerical issue in computing FFT’s of template volumes with large 
absolute values. Since our template volume also contains masked voxels with a value of 0, the 
abrupt transition between these masked voxels and the high template voxel values could 
cause small deviations in the resulting FFT’s. If we normalize our template in advance the 
template values all lie in the range [-1, 1] and a masked voxel with value 0 does not stand out 
as much. When performing the normalization in advance this effect is greatly reduced. 
Because it therefore appears to be numerically better to perform the normalization in advance, 
we have chosen to do this in our algorithm. 
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5  Computer science 
 

5.1  Problem definition 
 
Our basic problem definition is as follows:  
 
Given a target volume V and a search template T, find the most likely positions and 
orientations of T in V. 
 
We can extend this definition by stating that we are interested in finding the result under a set 
of parameters P, which for instance includes the angles of the missing wedge in Fourier space 
and the specific rotation angles over which the template is rotated. The result of our algorithm 
is a list of peaks sorted by the value of the local correlation function. Every peak contains its 
corresponding position (x,y,z) in V and the most probable rotation angles (φ, θ, ψ). 
 
In further sections we sometimes refer to the GPU as “the device” and to the CPU and the rest 
of the system as “the host”. 
 

5.2  Algorithmics: Single volume 
 
In this section we describe our algorithm. We start with a very basic algorithm independent of 
implementation and hardware constraints that is applicable to a single target volume. In 
section 5.3 we take into account the necessity to split the volume into several subvolumes and 
fit a solution for this into the algorithm. Our basic algorithm below computes the local 
correlation function in ComputeLCF between V and every rotation of T. It stores the maximum 
values and corresponding angles in MaxLCF and MaxAngles. ExtractPeaks is a function that 
sorts out the highest correlation values and the corresponding angles. The algorithm takes as 
input parameters the target volume V containing n voxels, the template containing m voxels 
and the number of peaks to be found. 
 

Function TemplateMatcher1(V[0..n], T[0..m], NumPeaks) 
for i = 0 to n 
 MaxLCF[i] = ∞−  
for all rotation angles (φ, θ, ψ) 
 T’ = PrepareTemplate(T, φ, θ, ψ) 
 ComputeLCF(V, T’, LCF) 

for i = 0 to n 
 if (LCF[i] > MaxLCF[i]) 

 MaxLCF[i] = LCF[i] 
   MaxAngles[i] = [φ, θ, ψ] 
NormalizeLCF(V, MaxLCF, MaxAngles) 
P = ExtractPeaks(MaxLCF, NumPeaks) 
return P 
 

We take a closer look at the most important functions PrepareTemplate, ComputeLCF, and 
NormalizeLCF in the following two sections. 
 



 21 

5.2.1  Template preparation 

 
Before we apply the local correlation function on the template and the target volume we have 
to perform a number of processing steps on the template to optimize the final result. These 
steps can be seen in the following algorithm and are explained in more detail below. We 
assume that our template is cubic, meaning that its width, height, and depth are equal. This 
simplifies a number of steps including the construction of the mask volume and the missing 
wedge volume in Fourier space. Given the relative small sizes of the templates, we can 
guarantee this even for non-cubic objects by placing them into a cubic volume. This does not 
decrease performance since the final template volume is padded to the size of the target 
volume and is therefore always of similar size. 
 
 Function PrepareTemplate(T, φ, θ, ψ) 
 RotateTemplate(T, φ, θ, ψ) 
 MultiplyTemplateWithWedge(T) 
 MultiplyTemplateWithMask(T) 
 NormalizeTemplate(T) 
 PadFinalTemplate(T) 
 return T 
 

5.2.1.1 Rotation 

 
To obtain the orientation of our templates in the target volume, we rotate our template over all 
three Euler angles, perform the matching and filter out the best matches. The size of the 
volume in which the rotated template is placed is equal to the size of the volume containing the 
original template. As a result, corners of the rotated template can get cut off at the boundaries 
of the new volume. We compensate for this effect in the subsequent masking step where a 
spherical mask is used to select the most important center of the template and to keep its 
shape invariant under rotation. We assume that the diameter of this mask is less than or equal 
to the width of the template, meaning that corners falling outside the rotated volume would 
otherwise have been located outside the masked region. Figure 4 further elaborates this. 
 
 
 
 
 
 
 
 
 
  
 
To improve performance we constructed an algorithm for rapidly rotating the template volume 
without using sine and cosine functions for every voxel. Suppose we want to rotate a template 
volume T over angles φ, θ, ψ. In image processing it is common practice to look at 
transformations from a resulting image or volume perspective and then reason backwards. 
This means that we iterate over the voxels in the resulting template volume T’, rotate them 
reversely and end up with a coordinate in the original template volume. We then interpolate 
between the values of the 8 voxels surrounding this coordinate to obtain our resulting value. 
Coordinates that fall outside the boundaries of the original template volume are set to a value 
of zero in the rotated volume. To obtain the rotated coordinates, we start with calculating the 
coordinates of the origin. We then compute the coordinates of all units steps from the origin in 

 
Figure 4. (a) Cubic masked template in 2D. 
(b) Rotated masked template, we can see that 
no information inside the mask is lost when 
the template is rotated (grey volume) as long 
as the spherical mask fits within the size of 
the original volume. 

 (a)  (b) 
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(0, 0, 0) 

(r_x, r _y, r_z) 

(x’, y’, z’) (x, y, z) 

all dimensions (1,0,0), (0,1,0), and (0,0,1). This gives us the following corresponding 
coordinates respectively (dx_x, dx_y, dx_z), (dy_x, dy_y, dy_z), and (dz_x, dz_y, dz_z). 
Intuitively this means that taking a step of one in the x-direction in V’ is equal to adding dx_x, 
dx_y, and dx_z respectively to the corresponding x, y, and z coordinates in rotated space.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
This means that starting from the rotated origin (r_x, r_y, r_z) we can compute the value of an 
arbitrary voxel located at (x’, y’, z’) directly in the following way: 
 
x = r_x + (x’ * dx_x) + (y’ * dy_x) + (z’ * dz_x) 
y = r_y + (x’ * dx_y) + (y’ * dy_y) + (z’ * dz_y) 
z = r_z + (x’ * dx_z) + (y’ * dy_z) + (z’ * dz_z) 
rotated_volume[x’][y’][z’] = Interpolate3D(V, x, y, z) 
 
We use trilinear interpolation within the target volume V for obtaining voxel values in rotated 
space. The interpolation was originally implemented by ourselves but later replaced by CUDA 
functions when 3D textures became available in a new CUDA version. The volume V is now 
simply stored in a 3D texture which we can address with floating point coordinates to directly 
obtain interpolated values. Storing the volume in a texture has the additional advantage that 
texture fetches are cached, which speeds up the 
entire rotation process. 
 
Our rotation is a ZY’Z’’ rotation, a standard type 
of rotation in this area of research [10]. An 
example of this can be seen in Figure 6 where 
we first rotate φ degrees over the Z-axis, then θ 
degrees over the Y’-axis, and then ψ degrees 
over the Z’’-axis. The Y’-axis is obtained by 
taking the original Y-axis and performing the first 
rotation of φ degrees over the Z-axis. The Z’’-
axis is obtained similarly by taking the original Z-
axis and performing the second rotation of θ 
degrees over the Y’-axis (the first rotation of φ 
degrees over the Z-axis should be performed 
first but in this case it has no effect since it is a 
Z-rotation). 

 
The angles over which we rotate the template 
volume are supplied by the user. Begin, end 
and stepsize (angular increment) values are 

Figure 5. (a) Original 
template volume 
(reversely rotated) (b) 
resulting rotated template 
volume 

 (a)  (b) 

V V’ 

Figure 6. ZY’Z’’ rotation within the unit 
sphere, φ degrees over Z, θ degrees over 
Y’, and ψ degrees over Z’’. 
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given for all three of the angles. For instance, for the first rotation of φ degrees over the Z-axis 
we step through the interval (φbegin, φend) with steps of φstepsize to obtain the rotation angles for 
the Z-axis. It is important to note that the choice of the rotation intervals and the stepsizes 
determine the number of possible template orientations and thus the number of matches that 
need to be performed. Choosing smaller intervals and larger stepsizes results in fewer 
matches needing to be computed and this has a positive effect on performance.  
 
If we want to do a full search for a template in a target volume where the template can have all 
possible orientations we must set φbegin = θbegin = ψbegin = 0, φend = θend = 360, and ψend = 180. 
Note that ψend does not need to be set to 360 since a rotation (φ, θ, ψ) with ψ > 180 is equal to 
a rotation (φ+180, -θ, ψ-180). This is important since most of the time we want to perform a full 
rotational search of the template and this effectively reduces the amount of matches 
necessary by a factor 2.  
 

An interesting implementation detail that we considered was performing the rotation in Fourier 
space. The advantage of this would be that we could keep our template solely in Fourier space 
so that we wouldn’t have to recompute the FFT of the template all the time. The sequence of 
preparation steps would change to masking and normalizing the template in advance, 
computing the FFT of it, storing this in memory and then only do an actual rotation of the 
template in Fourier space within the rotation loop. The other processing steps, masking and 
normalization, would then only have to be done once as well. Unfortunately we could not 
combine this optimization with the missing wedge multiplication. Since the missing wedge has 
a fixed orientation, it does not rotate along with the template and it would have to be multiplied 
with the template after the rotation. However, this undoes the previous masking and 
normalization steps which is the reason why these steps are done after the missing wedge 
multiplication in our current algorithm. Since these steps need to be done in real space, doing 
them after the missing wedge multiplication would therefore require the template to be 
converted back to real space, which is exactly what we tried to avoid since this again requires 
the computation of at least two more FFT’s of the template. So combining the rotation in 
Fourier space with a missing wedge multiplication and thereby speeding up the entire process 
cannot be done properly. If the missing wedge multiplication were to be omitted this 
optimization could have a positive impact on performance. 
 
Another problem that we encountered was making sure that the orientations obtained by 
rotating the template were evenly distributed. Although it would seem intuitive that obtaining 
the orientations as we do by linearly stepping through the rotation intervals would result in an 
even distribution of orientations, this is actually not the case. Imagine the case where the 
stepsizes for all rotation intervals would be 45, most orientations would be aligned closely to 
the original XY-plane whereas the orientations aligned to the original Z-axis would be minimal. 
This problem is similar to the problem of sphere point picking, in which we want to acquire a 
point on a sphere with a truly random position [11]. One way to achieve an even distribution of 
orientations is by first obtaining an even distribution of points on a sphere. We can then 
imagine for each point that our template is in the sphere and that we rotate it in such a way 
that the new X-axis goes through that point. Finally, we then rotate the template around this 
new X-axis linearly over the interval [0, 360). The problem of creating an even distribution for a 
random number of points over a sphere is a specific instance of the sphere coverage problem 
and such a distribution is called a spherical code [12]. In a spherical code the minimum 
distance between any two points located on the sphere is maximized. Intuitively this means 
that the points are spread out as far as possible. However, the generic problem for an arbitrary 
number of points is unsolved. This means that there is no direct way to evenly distribute our 
orientations. This is not directly a serious problem but it means that to get the same coverage 
of orientations everywhere, we have to take a more fine-grained sampling (smaller stepsizes) 
for certain orientations which has a negative impact on performance. 
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5.2.1.2 Missing wedge multiplication 

 
As we discussed before, our target volume suffers 
from loss of information due to the missing wedge in 
Fourier space. This wedge is the result of the physical 
sample holder blocking the electron beam when the 
sample is tilted too much (see Figure 7). Since our 
template is usually taken from a library of templates 
without missing wedges, we apply an artificial wedge 
on it to improve matches with objects in the target 
volume that do contain a missing wedge. An example 
of a template and a missing wedge applied to it is 
shown in Figure 8 below. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 

Figure 8. (a) Z-slice of a template volume containing a 26S proteasome complex (b) same 
slice as in (a) but now with a missing wedge applied to it, we can see the most characteristic 
distortions: the template is elongated in the vertical direction, it is heavily distorted in the 
upper and bottom part and it shows artifacts perpendicular to the edges of the missing 

wedge (c) missing wedge volume in Fourier space as applied to the volume in (b) with 1θ = 

30 and 2θ  = 60. 

(a) (b) (c) 

Figure 7. Sample holder containing a specimen under an 
electron beam. The circled area contains the area of 
interest in the specimen which is to be imaged. Under the 
current tilt, the holder clamp blocks the electron beam and 
therefore the circled area cannot be imaged. 
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Figure 10. Example of a missing wedge 
in 3D Fourier space. The origin is in the 
center of the volume. 

An example of a Z-slice of a reconstructed volume containing a missing wedge can be seen in 
Figure 9. In this picture we can clearly see the white space around the feature in the middle 
where no information is present. 
 

 
 
 
 
 
We construct the missing wedge volume W in Fourier space given two angles 1θ and 2θ as in 
Figure 10. Note that these two angles can have different values although most of the time they 
do not differ. The white space in the picture is filled with ones and the black space is filled with 
zeros which removes information from the 
resulting volume in the multiplication. The 
multiplication with the template volume is done in 
Fourier space: 
 

}}{{
1

WTFFTnew

−=  

 
The largest problem encountered in the creation 
of this artificial wedge volume comes from an 
implementation specific property of storing FFT’s 
in CUDA. Due to the Hermitian symmetry in 
Fourier space it suffices to store only half the 
information to effectively reduce memory usage. 
We must take this into account since we 
construct our volume directly in Fourier space. 
Another implementation detail is the fact that 
FFT’s in CUDA are shifted, meaning that the 
origin representing the zero-frequency 
component is located in the upper left corner as 
opposed to the center of the volume as in the 
picture of the missing wedge volume.  

Figure 9. Z-slice of a reconstructed volume containing a missing wedge. 
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A stepwise derivation of the construction of the missing wedge volume is given below: 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
We start with the complete original wedge volume in Fourier space in the upper left corner. An 
FFT-shift is applied to move the center of the volume to the upper left corner. This is done by 
splitting up the volume in eight similar sized cubes that are swapped with their counterparts (A 
with H, B with G, C with F, and D with E). The first dimension of the resulting volume is then 
reduced by half its original size. The resulting reduced wedge volume is shown in the upper 
right corner. 
 

H G 

F E 

D C 

B A 

A B 

C D 

E F 

G H 

H 

F 

D 

B 

FFT-shift 

Divide width 
by 2 

Original wedge volume Reduced wedge volume 

(0, 0, 0) 

Figure 11. Construction of the missing wedge volume 
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5.2.1.3 Masking 

 
The template resulting from the previous steps is 
multiplied with a simple spherical binary mask (Figure 
12). The disadvantage of a binary mask is that sharp 
edges are created at the boundaries resulting in a 
distorted Fourier spectrum since all frequencies exist 
in such an edge. Our initial plan was to solve this by 
using a Gaussian fade (Figure 14) near the edge of the 
mask as in Figure 13. The idea is to fade the template 
signal to zero under the mask as it approaches the 
edges. One disadvantage of this approach is that we 
can no longer apply the simplification step in equation 
(8) in section 4.2.1. However, a more important 
problem arises when Gaussian masking is combined 
with the subsequent normalization step. Normalization 
under the mask and Gaussian masking conflict in the 
sense that both operations undo the effect of the 
previous operation. To explain this we look at both 
orders in which the operations can be performed. 
 
1. Normalization followed by Gaussian masking 
 
If we first normalize our template we obtain a volume 
whose mean and standard deviation are equal to 0 
and 1 respectively. Now imagine we have a large 
positive peak in our template near one of the edges as 
in the original template in Figure 15 below. Applying 
the Gaussian mask after normalization reduces this 
peak and thereby also reduces the mean. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
We see that the Gaussian mask effectively reduces the sharp edges that are still present in 
the normalized template but thereby also removes most of the large peak in the right of the 
template signal reducing the mean and undoing the normalization. 
 

Figure 12. Simple binary 2D mask. 

Figure 13. Mask function with a 
Gaussian fade near the edges. 
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the edge of the mask. 
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Figure 15. Normalization followed by Gaussian masking 
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2. Gaussian masking followed by normalization 
 
Suppose we have a template that is mostly positive when unnormalized. When we multiply it 
with a Gaussian mask the edges correctly fade towards zero. But when we normalize it, the 
values of the template along with the fading are reduced below zero. This causes large areas 
without any meaningful information near the edges that might match well with some areas of 
the target volume as well as reintroducing the previously removed edges. 
 
 
 
 
 
 
 
 
 
 
 
This means that we cannot effectively use a Gaussian mask and normalize our template in the 
same process. We therefore have to choose between the two operations. We can choose to 
remove normalization of the template but this means that we can no longer remove certain 
terms from the equation of the local correlation function which reduces performance and 
increases complexity in the computation of the local correlation function. We therefore chose 
to remove the Gaussian fade in the mask. Our decision was also motivated by the fact that the 
research by Alan Roseman [2] on which our algorithm is based, uses only a binary mask as 
well. This also holds for similar work by researchers from the Max Planck Institute of 
Biochemistry in Germany [17][22]. 
 
Note that we can also use our mask function to reduce the area of interest of our template 
volume. This is useful in the case that the template is smaller than the volume in which it is 
contained. 
 

5.2.1.4 Normalization 

 
We can simplify the computation of the local correlation as explained before by normalizing the 
template under the mask. We first compute the mean and standard deviation of the rotated, 
wedged and masked template. The normalization is then performed by subtracting the mean 
from every voxel and dividing by the standard deviation as follows:  
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5.2.1.5 Padding 

 

To cross correlate two volumes by using FFT’s they must be exactly of the same size. Since 
our template is obviously smaller than the target volume we extend the template to the size of 
the target volume. This is done by placing it in the center of a volume filled with zeros. For 
performance reasons, we keep this padded volume constant and only replace the template in 
the center every time we perform a new rotation. If the dimensions of the target volume are not 
even, the width of the padding on both sides of the template differs. If this is the case we must 
take it into account when determining the final template positions. 
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Figure 16. Gaussian masking followed by normalization 
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5.2.2  Computation of the LCF 

 
The computation of the local correlation function is split into two functions in our algorithm: 
ComputeLCF and NormalizeLCF. This division was made for performance reasons. 
ComputeLCF computes the standard cross correlation between the normalized template and 
the volume, and is executed within the loop that iterates over all rotation angles. 
NormalizeLCF normalizes the cross correlation values computed by ComputeLCF. 
 
The function ComputeLCF is executed once for every rotation. This makes it a performance 
critical function and certain calculations that have to be performed only once are moved to 
NormalizeLCF, which is executed afterwards. Another motivation for the division comes from a 
memory usage perspective. The normalization of the correlation function requires local mean 
and standard deviation values for all positions in the target volume. If we postpone this 
normalization and apply it in NormalizeLCF we don’t need to store additional volumes 
containing these local values meaning that our performance critical code in the rotation loop 
can use more memory. We are allowed to delay this normalization and store unnormalized 
correlation values since the local standard deviation values are obviously independent of the 
rotation angles. This gives us the following simplified code: 
 

Function ComputeLCF(V[0..n], T’[0..m], LCF[0..n]) 
LCF = IFFT(conj(FFT(T’)) * FFT(V)) 

 
Function NormalizeLCF(V[0..n], MaxLCF[0..n], MaxAngles[0..n]) 
M = CreateMask() 
Mean = CreateMeanTargetVolume(V, M) 
STD = CreateSTDVolume(V, M, Mean) 
for i = 0 to n 
 MaxLCF[i] = (MaxLCF[i] * IFFTScale) / STD[i] 
FFTShift(MaxLCF) 
FFTShift(MaxAngles) 
 

The function conj computes the complex conjugate of its argument. NormalizeLCF also 
contains some delayed implementation specific operations like scaling the correlation values 
because of the last inverse FFT in ComputeLCF and FFT shifts for MaxLCF and MaxAngles. 
We create the functions CreateMeanTargetVolume and CreateSTDTargetVolume as follows: 

 
 Function CreateMeanTargetVolume(V[0..n], M[0..m]) 
 Mean = IFFT(FFT(Pad(M)) * FFT(V)) 

for i = 0 to n 
 Mean[i] = Mean[i] / P 

 return Mean 
 

Function CreateSTDTargetVolume(V[0..n], M[0..m], Mean) 
for i = 0 to n 
 STD[i] = V[i] * V[i] 

 STD = IFFT(FFT(Pad(M)) * FFT(STD)) 
for i = 0 to n 
 STD[i] = sqrt(max((STD[i] / P) – (Mean[i] * Mean[i]), 0)) 

 return STD 
 
Note that P is equal here to the number of voxels under the mask, similar as in the equation 
for the local correlation function. The function Pad(M) creates a padding of zeros around the 
mask M so that the size of the result is equal to the size of the target volume. The function sqrt 
computes the square root of its argument. 
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5.3   Algorithmics: Multiple volumes 
 
Using the GPU for the implementation of our algorithm poses several practical problems. One 
of these problems is the limited amount of available memory on the video card. Copying 
subvolumes from the video card to the physical memory and vice versa is relatively slow so we 
prefer to do without in the performance critical sections of our code. Typical dimensions for a 
target volume are 1024*1024*256 pixels of 4 byte float values leading to a memory size of 
around 1 GB. Since we have to store several volumes of this size on our video card, for 
instance our padded template, resulting FFT volumes and the angles and maximum LCF 
volumes, we have to reduce this size somehow to make our implementation feasible. This 
means that we have to split the original target volume in several subvolumes that are small 
enough to fit into the memory of the video card. 
 
In this section we discuss some of the extensions and new algorithms that we constructed to 
deal with a target volume that has to be split into several subvolumes. 

5.3.1  Subvolume planning 

 
While we originally designed the subvolume planning algorithm because of the limitations on 
GPU memory, this algorithm has the additional benefit of increasing performance. This can be 
the case when the sum of the FFT computation times of all the subvolumes is smaller than the 
FFT computation time of the entire target volume. For larger target volumes such a subvolume 
division almost always exists. We extend our algorithm as follows: 
 

Function TemplateMatcher2(V[0..n], T[0..m], NumPeaks) 
Plan = ComputeSubVolumePlan(V) 
for all subv in Plan 
 Peaks = Peaks ∪ TemplateMatcher(subv,T) 
sort(Peaks) 
return Peaks[0..NumPeaks-1] 
 

This leaves us with implementing the function ComputeSubVolumePlan. There are several 
issues to consider: 
 

- FFT computation times are the primary constraint on performance. Algorithms that 
compute 3D FFT’s perform better for volumes with dimensions equal to a combination 
of small (prime) factors. Choosing the dimensions of the subvolumes in such a way 
that FFT computation times are low, speeds up the entire algorithm. This is one of the 
most important areas where a substantial increase of performance can be achieved. In 
Appendix B we analyze the performance of computing 3D FFT’s of various sizes. 

- Every additional subvolume causes a certain overhead on the algorithm since we have 
to prepare and rotate the template over all angles for every subvolume. We cannot 
simply store all these rotated templates due to memory constraints so we have to 
compute them again for every subvolume. 

- Adjacent subvolumes must have a certain overlap. This is due to the fact that the 
borders of the resulting correlation volumes contain incomplete and incorrect data. 

 
We clarify the overlap issue in the following section and present our final algorithm afterwards. 
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5.3.1.1 Overlap between subvolumes 

 
Remember our original equation for cross correlation ij

j

j VTiVT +

∗∑=⊕ )( . We can choose 

ourselves how the value of ijV + should be defined when j+i exceeds the boundary of our 

volume. Common practice is to either define the regions outside our volume to have a value of 
zero or to wrap the volume around as follows: 
 

]mod)][(mod)[(]][[ heightywidthxyx ViyVixViyixV ++=++  

 
Since the cross correlation is computed as a multiplication in Fourier space, we cannot define 
ourselves what the values outside the volume are. Fortunately we know that the FFT algorithm 
assumes its input function to be periodical and thus assumes that it wraps around the borders 
similar to the previous equation. Note that this also holds for subvolumes, since the FFT 
algorithm does not know that our subvolume is only a smaller section of a larger volume. In 
our case, assuming the volume wraps around doesn’t make much sense which means that we 
have to ignore correlation values in a certain border of the resulting correlation volume where 
a matching template volume would partially fall off the border. We try to clarify this for the two-
dimensional case in Figure 17 where we have a surface that measures w by h pixels. The 
rectangles in the four corners of the surface represent the maximum correctly detectable 
positions of a template measuring 6 by 6 pixels. The small crosses indicate the location where 
the correlation values for these positions of the template are stored. All values that fall onto the 
light grey surface, of which these crosses are the corners, represent correct correlation values. 
Values that fall outside this surface, onto the dark grey border, represent partial matches of 
templates with the surface and these values are discarded.  
 
 
 
 
 
 
 
 

0 w-1 
0 

h-1 

TemplateWidth/2 

TemplateWidth/2 -1 

TemplateWidth/2 -1 TemplateWidth/2 

 

Figure 17. Two dimensional surface used in cross correlation. The light grey area in the 
middle represents correct correlation values whereas the dark grey border represents only 
partial matches. The four rectangles in the corners depict the maximal positions of the 
template for which a complete match can be found. Their correlation values are stored at the 
corresponding crosses. 
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This means that two adjacent subvolumes have a total border of size TemplateWidth / 2 + 
TemplateWidth / 2 - 1 = TemplateWidth - 1. This border contains unusable correlation values 
so this is exactly the amount of overlap that we choose for two subvolumes. Even with this 
overlap in between subvolumes there is still a similar border around the total target volume but 
there is no way to prevent this or to correct the correlation values in this border. These values 
are therefore discarded and not taken into account in the peak extraction. In practice this is not 
a problem since the borders of the volume hardly ever contain useful information except near 
the borders in the Z-direction. In this case the solution is to increase the thickness (Z-
dimension) of our volume at the expense of an increase in computation time. 
 
A consequence of this overlap is that it increases overhead for every additional subvolume 
since the overlap is of a fixed size and choosing a smaller amount of larger subvolumes as 
opposed to many small subvolumes reduces the size of the total overlap and thus the amount 
of overhead. 
 

5.3.1.2 Algorithm 

 
Given a target volume of w by h by d pixels, we seek to find a division in subvolumes that 
achieves a maximum speed up in the final template matching algorithm. Since FFT’s 
constitute around 90% of the computation time of this algorithm we can measure the 
effectiveness of a subvolume division by the sum of FFT computation times of all subvolumes. 
Given a certain maximum amount of voxels that a subvolume may contain so that it still fits 
into memory, this problem is deterministic and there is an optimal division. However, to find 
this optimal division we must know the computation times of FFT’s of all possible sizes. Since 
the computation time per voxel for an FFT depends on the dimensions of the volume, we have 
to compute FFT’s for all possible dimensions and measure the total computation times. This is 
because some volume dimensions are faster for computing FFT’s (see Appendix B). 
Unfortunately this would require the computation of several hundreds of thousand of FFT’s 
which would take much longer than the potential speed up which could be achieved. This 
means that we have to construct some sort of suboptimal solution.  
 
We first assume that the depth of our target volume is equal to or smaller than the width and 
height of the volume. This is a reasonable assumption since our algorithm is designed for 
analyzing tomograms where the depth represents the thickness of the sample which is 
generally smaller than the width and height. This essentially removes one dimension of our 
problem since all subvolumes now have the same depth. Since it is however still unfeasible to 
compute all the computation times for FFT’s where the depth is fixed we choose to set the 
width and height equal for our subvolumes. It is now feasible to compute FFT’s for sizes X * Y 
* d where X and Y are equal and d is the depth of the target volume (note that the minimum X 
and Y are equal to the width of the template, since an overlapping border of size 
TemplateWidth-1 needs to be discarded from every subvolume. This is the case where we 
only have exactly one correct correlation value)  
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The algorithm performs a number of steps to find an optimal subvolume plan. Several plans 
are computed and the fastest is selected in the last step to be the final subvolume division 
plan. 
 
Step 1: We first compute all FFT’s of volumes whose width and height range from the 

width of the template volume to a certain maximum dimension that still fits into 
GPU memory. The computation times of these FFT’s are measured and two 
different timings are then created. We first obtain a list of the absolute FFT 
computation times by simply sorting the time measurements and storing the 
corresponding volume dimensions. Secondly the relative FFT computation 
times are computed by dividing the total computation time of the FFT by the 
total number of voxels (and subtracting the amount of voxels in the overlapping 
border). Volumes with a fast relative FFT computation time cover the largest 
amount of voxels and are therefore the fastest on a computation time per voxel 
basis. In both cases we use only the ten fastest dimensions. Beyond this 
amount no significant increase in performance was observed. More details on 
CUDA FFT specifics can be found in Appendix B. 

Step 2: We now construct a basic plan for each of the fast relative dimensions that we 
obtained in the previous step. In this basic plan most of the target volume is 
filled with subvolume blocks of these sizes. Since these subvolumes won’t 
completely fill up the target volume, two borders of different sizes remain at the 
right and bottom of the target volume. Also, a small volume remains in the 
bottom right corner (which we will call the RemainderVolume). See Figure 18. 

 

 

 
Step 3: Next, the algorithm tries to fill the borders and the RemainderVolume. For 

instance, for each of the remaining volumes in the right border in Figure 18, first 
the FFT of the exact volume is calculated and its computation time is measured. 

Figure 18. Example of a subvolumeplan. The largest area is filled up by blocks of volumes of 
certain fast relative sizes as computed in Step 1 of the algorithm. Secondly the borders and the 
RemainderVolume are filled up. 

NumBlocksX 

NumBlocksY 

BorderX 

BorderY 

RemainderVolume 
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Since calculating the FFT of volumes that exactly cover the border may be slow 
(because their dimensions may happen to be unfortunate for the CUDA FFT 
algorithm), we allow a certain overlap and compute FFT’s for a series of 
volumes and select the fastest to cover the borders in the final plan. For the 
volumes in the right border an overlap is allowed in the width and for the 
volumes in the bottom border an overlap is allowed in the height of the volumes. 
In the case of the volumes in the right border, the height of these volumes is 
fixed, whereas for the volumes in the bottom border, the width is fixed. As 
follows from Figure 18, both of these dimensions are equal to the dimensions of 
the blocks. For example, for the volumes in the right border we now compute 
the FFT of the volumes with a fixed height and depth. The widths are selected 
from the ten fastest absolute FFT computation times as computed in step 1. 
Obviously, only widths are used that are at least equal to the actual width of the 
border so that we are certain that the entire border is covered. The 
RemainderVolume is also filled up in a similar way. 

Step 4: We now end up with a plan for each of the fastest relative FFT dimensions that 
we calculated in step 1. Each plan consists of a number of subvolumes whose 
FFT computation time is available. Finally, we sum the computation times of all 
subvolumes within each plan and select the plan whose total computation time 
is minimal.  

 
One important observation to make is that FFT’s of smaller volumes are not per definition 
faster to compute than FFT’s of larger volumes. Therefore, subvolumes are allowed to overlap 
and sometimes this greatly improves performance. Imagine for example after filling up a 
volume with blocks of 243*243*56 a border remains on the right with BorderX = 241. Filling 
this border up exactly with volumes of size 241*243*56 would not generate any overlap but 
computing the FFT of such a volume takes roughly 145 ms. If we make an overlap of 2 pixels 
in the X dimension, we fill the border with volumes of size 243*243*56 of which the FFT can be 
computed in less than 23 ms! From this example we see how important it is to divide the target 
volume in subvolumes in a clever way and by allowing a certain overhead in the form of an 
overlap we actually improve the result. 
 
Initially we thought this problem was a Knapsack problem, a well known class of NP 
optimization problems [13]. Given a number of objects which all have some value and a cost, 
the goal in the Knapsack problem is to maximize the total value while minimizing the total cost 
by choosing a subset of the total set of objects. In our case the objects would correspond to 
subvolumes and their value would equal the number of voxels while the cost is simply their 
FFT computation time. The total minimum value to obtain would be the total number of voxels 
in the target volume. The main issue and difference to our problem lies in the fact that our 
problem does not only simply require coverage of all voxels, it also requires a specific 2D (not 
3D since the depth does not have to be taken into account) arrangement of the subvolumes 
inside the target volume. This added constraint requires the selection of a subset of 
subvolumes that covers every voxel of the target volume. This is different from simply 
selecting a subset of subvolumes such that the total amount of voxels of these subvolumes is 
greater or equal to the amount of voxels of our target volume. Further complicating is the 
requirement that subvolumes need to have a certain minimum overlap and the overlap is 
allowed to be larger if this benefits the total computation time. Because of these complications 
we opted for the construction of our more empirical solution. 
 
It is important to note that the computation times of FFT’s are independent of the content of 
the volume. This also means that the performance of our entire algorithm is data independent. 
This is an important consideration because it allows us to create a subvolume planning based 
on FFT computation times of volumes that do not contain the actual data that we wish to use. 
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The algorithm is essentially independent of the implementation of CUDA. Since CUDA is still 
heavily under development it would not have been sensible to create an algorithm that 
depends on hardcoded precalculated FFT computation times. Our algorithm avoids this pitfall 
by measuring FFT computation times on the fly and thereby selecting subvolumes with the 
fastest dimensions. It is however possible to store and load subvolume plans to increase 
performance when using target volumes of dimensions that have been used previously. The 
efficiency of these stored plans can only be guaranteed when the same hardware and version 
of CUDA is used. 
 
The final subvolume planning algorithm is as follows: 
 

Function ComputeSubVolumePlan(V[0..nx][0..ny][0..nz]) 
FFTTimes[0..n] = MeasureFFTTimes(0..n, nz) 
var Plan[0..n] 
for i = 0 to n 
 Plan[i].BorderX, Plan[i].BorderY = ComputeBorderSizes(i) 
 Plan[i].CompTime = Plan[i].NumBlocksX*Plan[i].NumBlocksY* 

FFTTimes[i] 
 FillBorder(Plan[i].BorderX, Plan[i].BorderY, Plan[i].CompTime) 
 FillRemainderVolume(BorderX, BorderY, Plan[i].CompTime) 
sort(Plan)  
return Plan[0] 

 
Here FFTTimes[x] represents the computation time for an FFT with dimensions x by x by nz. 
The sort at the end simply sorts the subvolume plans ascending by computation time and then 
selects the fastest. 
 
It is hard to give an accurate estimate of the performance increase gained by using our 
subvolume planning algorithm. We can however construct a worst- and best-case scenario. In 
the worst-case scenario the dimensions of our target volume are simply equal to the fastest 
possible volume dimensions for which an FFT can be computed. By dividing the target volume 
into several subvolumes we can only decrease performance since the sum of the FFT 
computation times of these subvolumes will always be larger than the FFT computation time of 
the original target volume. In this case our subvolume planning algorithm does not increase 
performance; fortunately it also does not decrease performance since our algorithm only uses 
the subvolume planning if it increases performance. The only performance decrease comes 
from the computation of the subvolume planning itself, but this is only a very small fraction of 
the total computation time of the template matching process for large test runs. We use graph 
1 from Appendix B to construct an example for one of the best-case scenarios. From this 
graph we see that the fastest volume of which we can compute the FFT measures 216 x 216 x 
216 voxels. The FFT of this volume can be computed in only 78 ms. The slowest volume 
measures 397 x 397 x 397 voxels and the computation of its FFT takes almost 6000 ms. We 
can cover this entire volume using eight of the 216 cubic volumes, with the total sum of FFT 
computation times being 8 * 78 = 624 ms. This means that we can improve the performance of 
our algorithm by almost a factor 10 by using our subvolume planning algorithm. Note that this 
subvolume planning even has enough overlap between subvolumes to use it for template 
matching with a template of 32 cubic voxels. 
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5.3.2  MultiGPU 

 
In our effort to increase the performance of our algorithm we have also investigated 
implementations that run on multiple GPU’s within the same system. The general idea in these 
multiGPU versions of our algorithm is that we parallelize over the set of template rotations. 
This set contains all the rotations that we have to perform to get those orientations of the 
template which we want to match with the target volume. 
 
We have researched two alternatives that differ only in one simple aspect; the assumption that 
all GPU’s in the system are of similar types. This is an important assumption with far stretching 
consequences. If we assume that it does not always hold, we need to take into account 
different performances of our GPU’s which requires the introduction of some form of workload 
scheduling. It can also be the case that different GPU’s have a different memory capacity. We 
can therefore not simply load a subvolume and give each GPU a number of template 
orientations to match in correspondence to its relative performance compared to the other 
GPU’s. This is because some subvolumes sizes may not fit into the memory of some GPU’s 
and we don’t want to reduce the subvolumes sizes so that they are guaranteed to fit in all of 
the GPU’s memory because this may slow down faster GPU’s with more memory capacity. 
This means that we have to compute a different subvolume plan for each type of GPU. 
Because of these implementation aspects our algorithm undergoes some significant changes.  
 
By tackling the most generic case in which different GPU’s are allowed, we automatically 
obtain a solution for the case where two or more identical GPU’s are used. 

5.3.2.1 Similar GPU types 

 
Let us first take a look at the simplest case in which identical GPU’s are used. In this case our 
algorithm does not need to be changed a lot. Only just before the loop over all the rotation 
angles of the template, as described in our algorithm in section 5.2, we need to make sure that 
every GPU gets some part of the work. We have done this by means of a very basic work 
dispatcher. Initially, or when a GPU is done with its work, every GPU invokes the dispatcher to 
obtain a certain set of rotations. Since all the GPU’s are always working on the same 
subvolume we can combine the data from all GPU’s after the rotation loop. After that, the rest 
of the work is mostly done on the CPU using only one GPU since the normalization of the 
maximum-LCF volume and the peak extraction is hard to parallelize and it takes relatively little 
time. 

5.3.2.2 Different GPU types 

 
One advantage of allowing our implementation to use all GPU’s in the system regardless of 
their types and memory capacity is that we can easily upgrade our system with the newest 
video card and not having to make any changes to the software. In this case we don’t even 
need to remove the older video card but we can just use both cards to perform the template 
matching independent of their difference in performance. This also increases the scalability of 
our implementation. 
 
If we allow our algorithm to make use of all the GPU’s independent of their types, there are 
many issues that we have to deal with. While most of these issues are of an implementation 
nature, this still requires the adaptation of our algorithm. From an implementation viewpoint we 
were forced to create a multithreaded environment since CUDA requires a different host 
(CPU) thread for every GPU. In our TemplateMatcher function we now need to compute a 
separate subvolume plan for each GPU. This is necessary because of the possible differences 
in memory capacity of the GPU’s. Afterwards, a CPU thread is assigned to each GPU. Inside 
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this thread a dispatcher provides the GPU with a rotation set through the function 
ObtainRotations. This dispatcher has control over all the GPU’s and obtains its resulting 
rotation set from a scheduling algorithm which we describe in the following section. Given 
these rotations, we load the subvolume and perform the template matching just as before. The 
only new function is StoreMaxLCFAngles, which, after going through all rotations for a 
particular subvolume, stores the MaxLCF and MaxAngles volumes into the global volume 
MaxLCFTotal stored on the host which is available to all GPU’s.  
 

Function TemplateMatcher3(V[0..n], T[0..m], NumPeaks) 
for i = 0 to n 
 MaxLCFTotal[i] = ∞−  
for i = 0 to #GPU’s 
 Plan = ComputeSubVolumePlan(V) 
 start WorkerThread(Plan, i) 
WaitForAllThreads() 
P = ExtractPeaks(MaxLCFTotal, NumPeaks) 
return P 

 
 Function WorkerThread(SubVolumePlan, GPUId) 
 while R = ObtainRotations(GPUId) 
  for all subv in SubVolumePlan 

  for i = 0 to size(subv) 
   MaxLCF[i] = ∞−  

   for all (φ, θ, ψ) in Rotations(R) 
 T’ = PrepareTemplate(T, φ, θ, ψ) 
 ComputeLCF(V, T’, LCF) 

for i = 0 to size(subv) 
 if (LCF[i] > MaxLCF[i]) 

 MaxLCF[i] = LCF[i] 
   MaxAngles[i] = [φ, θ, ψ] 

NormalizeLCF(V, MaxLCF, MaxAngles) 
   StoreMaxLCFAngles(MaxLCF, MaxAngles) 

return 
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5.3.3  Scheduling 

 
Since it is possible that our system contains multiple GPU’s of different types, we want to 
make sure that the total work is divided in such a way that all GPU’s finish around the same 
time, since this guarantees an optimal workload division. We do this by means of a scheduling 
algorithm that we have designed ourselves. The main difficulty is that we only roughly know 
how long a certain GPU is going to take given a certain batch of rotations. We therefore assign 
each GPU an initial workload based on the total plan FFT computation times, but excluding 
overhead. In practice this appears to be a reasonable initial estimate. Initially we divide one 
third of the total rotations over all the GPU’s using these workload factors. We then measure 
the time that each GPU takes to finish his initial workload. When the first GPU finishes its initial 
workload, we do not yet know when the other GPU’s will finish theirs. We therefore assign the 
first GPU the exact same amount of work as it was assigned initially and by doing so we can 
now compute a reasonably accurate estimate of when it will finish. When the other GPU’s 
finish their initial workload we assign them a new workload in such a way that they finish 
around the estimated finishing time of the second workload of the first GPU. This means that 
all GPU’s finish their second workload around the same time. We can now calculate more 
accurate workload factors based on the results of the time measurements. We therefore 
assign the remaining work, roughly the last one-third of all rotations, over all GPU’s using 
these new workload factors so that all GPU’s finish their third workload around the same time. 
 
We show an example of the results of this scheduler for one of the test runs that we have 
done. It involved a target volume of 512 x 512 x 116 voxels with angle stepsizes of 10°, 
resulting in the matching of (360 / 10)3 = 46,656 possible orientations of the template. Since 
the difference in performance of both GPU’s (one 8800 GTX and one 8500 GT) was very 
large, the initial workload was divided into 91.5% for the 8800 GTX and only 8.5% for the 8500 
GT. A scheme depicting the final schedule can be seen below in Figure 19. 
 

 
 

 
 
The grey rectangles represent the amount of time that each GPU needed to finish its 
workload. They are divided in three parts, one for each workload assigned. Although the 8500 
GT is clearly the slower of the two GPU’s, it is the first to finish its initial workload. Most likely 
this is caused by CPU overhead and some small template preparations steps performed on 
the GPU. This overhead is not taken into calculation for the initial workloads since it is hard to 
estimate in advance. Since the 8800 GTX performs about 10 times as much rotations, the total 
overhead for this GPU is therefore also a lot larger. After 7151 sec, the 8500 GT is given 
another batch of rotations, equal to the first workload, and it’s therefore estimated to finish 
exactly 7151 sec later, at 14302 sec. After 7643 sec the 8800 GTX finishes its first workload, 
it’s then given another batch of rotations such that it is estimated to finish around 14302 sec as 

time 

8800 GTX 

8500 GT 

7151 sec 

7643 sec 14328 sec 

14302 sec        14355 sec 

22793 sec 

22842 sec 

Figure 19. Schedule for a test run on a 8800 GTX and 8500 GT 
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well. The accuracy of this estimate is proven later when the 8800 GTX finishes its second 
workload, after 14328 sec, only 26 sec after it was predicted to finish. The new workload 
factors can now be calculated from the time measured for both GPU’s to finish their initial 
workload. The 8800 GTX is then assigned its third rotation batch. After 27 more seconds the 
8500 GT also finishes its second workload, at 14355 sec. It is now also assigned its third 
rotation batch. Finally, both GPU’s finish their final work differing only 49 seconds, within 0.3% 
of each other, at 22793 sec for the 8800 GTX and at 22842 for the 8500 GT.  
 
Considering the complexity of the program, the fact that there is only 49 seconds when only 
one GPU is doing work is a great result. Had we divided the entire workload similarly as the 
initial workload (based on the subvolume plan containing the FFT computation times), the 
difference would probably have been about 1500 sec (three times the 500 sec difference that 
we now see between both GPU’s finishing their initial workload). 
 

There is one highly unlikely exception to this basic scheduling algorithm. Sometimes we do not 
want to assign a new workload to one of the GPU’s as in the example in Figure 20. Here, GPU 
#2 is still working on its initial workload after the estimated time for GPU #1 to finish its second 
workload (t2). We then disable GPU #2, because it is apparently a lot slower than our initial 
estimate and because at t2 we want to compute new workload factors for all GPU’s but we still 
don’t have the time measurement for GPU #2. 
 

 

 
 
We now formalize our algorithms. We start with the computation of the initial workload factors. 
As previously mentioned, these are solely based on FFT computation times as computed in 
the subvolume planning phase. 
 
 Function ComputeInitialWorkload 
 MaxFFTTime = ∞−  

TotalFFTTime = 0 
for i = 0 to #GPU’s 
 MaxFFTTime = max(MaxFFTTime, Plan[i].CompTime) 
 TotalFFTTime = TotalFFTTime + Plan[i].CompTime 
for i = 0 to #GPU’s 
 Fraction[i] = MaxFFTTime / Plan[i].CompTime 
for i = 0 to #GPU’s 
 WorkloadFactor[i] = Fraction[i] / sum(Fraction) 
return WorkloadFactor 
 

Figure 20. Example of a scheduling of three GPU’s where the 2nd GPU gets disabled after 
completing its initial workload after t2. 

time 

GPU #1 

GPU #2 

GPU #3 

t1 t2 

t3 
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Secondly is our rotation dispatcher function. Its main division is based on what current batch of 
rotations is to be assigned to the GPU. 

 
Function ObtainRotations(GPUId) 
if (Disabled[GPUId]) 
 return 0 
if (FirstBatch[GPUId]) 
 R = TotalRotations * WorkloadFactor[GPUId] 
if (SecondBatch[GPUId]) 
 FirstBatchCompTime[GPUId] = time() 
 if (FirstGPUToStartSecondBatch) 
  EstimatedEndSecondBatch = time()*2 
 if (time() > EstimatedEndSecondBatch) 
  Disabled[GPUId] = true 
  return 0 
 R = ObtainSecondBatch(GPUId) 
if (ThirdBatch[GPUId]) 
 if (FirstGPUToStartThirdBatch) 
  NumRotationsThirdBatch = TotalRotations - RotationsDone 

for i = 0 to #GPU’s 
if (FirstBatch[i]) 

     Disabled[i] = true 
  ComputeNewWorkloadFactors() 
 R = WorkloadFactor[i] * NumRotationsThirdBatch 
return R 

 
Note that there is a subtle difference between the two locations in the code where we disable 
GPU’s. In the first case, a GPU disables itself when its first batch computation time exceeds 
EstimatedEndSecondBatch. In the second case, all GPU’s that are still working on their first 
batch are disabled by the first GPU when it finishes its second batch. 
 
We obtain the second rotation batch as follows. Note that its goal is to obtain a batch of 
rotations in such a way that the GPU is expected to finish around EstimatedEndSecondBatch. 
 
 Function ObtainSecondBatch(GPUId)  

Num = (TotalRotations * WorkloadFactor[GPUId] * ⅓) /  
 (time() / (EstimatedEndSecondBatch / 2)) 
TimeFraction = (EstimatedEndSecondBatch – time()) /  

(EstimatedEndSecondBatch / 2) 
R = Num*TimeFraction 
return R 
 

At first we compute the number of rotations this GPU has performed in the same time the first 
GPU finished its first batch. We then compute the amount of time left until 
EstimatedEndSecondBatch. We then multiply both values to obtain the amount of rotations for 
the second batch for this GPU. 
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Given the first batch time measurements for all GPU’s we can now compute the new workload 
factors that are used for dividing the final third of all rotations over the GPU’s. 
 
 Function ComputeNewWorkloadFactors() 
 MaxCompTime = ∞−  

for i = 0 to #GPU’s 
 if (!Disabled[i]) 

   MaxCompTime = max(MaxCompTime, FirstBatchCompTime[i]) 
for i = 0 to #GPU’s 
 if (!Disabled[i]) 

   RelativeSpeed[i] = (MaxCompTime / FirstBatchCompTime[i])* 
      WorkloadFactor[i] 

for i = 0 to #GPU’s 
 WorkloadFactor[i] = RelativeSpeed[i] / sum(RelativeSpeed) 
return 

 
First we find the maximal computation time and store it in MaxCompTime. This is just the 
maximal computation for the initial batch for all GPU’s and not necessarily the slowest GPU. 
We then compute the relative speed of all GPU’s compared to this maximal computation time. 
Then we divide these relative speeds by the total speed to obtain the new workload factors. 
 

5.3.4  Peak extraction 

 
Given our final local correlation function volume containing at each position the maximum 
correlation value and its corresponding orientation, we wish to obtain the k largest correlation 
peaks that do not lie within a certain radius of each other. We do this in a simple way such that 
every iteration we obtain the new maximum peak that does not conflict with (meaning that it is 
not located in the radius of) previously found peaks, without turning the entire problem into an 
optimization problem. It is sufficient for us to find pixel-accurate locations of peaks. We do not 
use sub-pixel interpolation to find a more accurate location of a correlation peak.  
 
To find the k largest peaks in a correlation volume with n elements we could simply insert and 
store the k currently found largest peaks in a data structure while iterating only once over the 
entire volume. If we would take a binary search tree as our data structure, insertion and 
removal of elements only takes O(log k) time, meaning that our entire algorithm would take 
O(n log k) time. But when taking the constraint of the minimum radius between peaks into 
account this does not always provide us with the correct set of peaks and there are some 
worst-case scenarios in which the largest peak is found as the last element and conflicts with 
all the previously found peaks in our list. However, even in realistic scenarios we cannot 
guarantee that this algorithm provides us with a list of exactly the k largest elements. This 
would leave us with no other option then a basic repeating maximum-find algorithm that goes 
through the entire volume k times to find the maximum and to erase out the entire conflicting 
area around every newly found maximum, taking a total of O(k n) time. 
 
We have therefore taken a different approach by first sorting the entire volume and then 
stepping through the volume from the beginning to find the first k non-conflicting elements. The 
worst-case scenario for this final step still takes O(k n) time in the case where the first k-1 
elements are non-conflicting peaks, but all subsequent peaks conflict with the smallest peak in 
our list (taking roughly k*n comparisons) except for the final element of the volume which is 
then assigned to be the kth peak. This is however an extremely unrealistic scenario and in 
practice this final step proves to be insignificant compared to the sorting of the volume, which 
takes O(n log n) time. Note that this is an improvement to our basic algorithm if log n is smaller 
than k. For a realistic dataset of 1024x1024x256 voxels containing around 268 million 
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elements we are usually interested in at most 1000 peaks. Since 2log(268.000.000) ≈ 28 < 
1000, our sorting algorithm is a large improvement over the basic maximum-find algorithm. 
 
 Function ExtractPeaks(LCFVol[0..n], NumPeaks) 
 sort(LCFVol) 
 for i = 0 to n 
  if (NotInRange(LCFVol[i], Peaks) 
   Peaks.Add(LCFVol[i])    
 return Peaks[0..NumPeaks-1] 
 
In our implementation we let the user decide the amount of peaks to return from our algorithm. 
This requires some manual interaction and fine-tuning. When the amount is too low, some 
templates are not found in the volume and this produces false-negatives. When the amount is 
too large, some templates are matched against other objects or background noise with a 
relatively smaller correlation value, causing false-positives. In some existing implementations 
this is solved by putting a threshold on the correlation values of the peaks and returning only 
peaks above this threshold [22]. However in most implementations this threshold is still 
determined manually which therefore requires human interaction, although some also use a 
statistical method for determining this threshold. A good threshold obviously depends on the 
height of the correlation values of correct matches. We see from the difference in correlation 
values of correct matches in the results in section 6.1.1 and 6.1.2 that it is not easy to 
determine a global threshold that works well across different volumes. The difference of 
correct correlation values between both test run #1 and #2 is very large and mostly the result 
of the difference in reconstruction method between both volumes. We therefore chose to let 
the user decide the amount of peaks to be found by our algorithm. 
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5.4  CUDA Implementation 
 
In this section we discuss some of the implementation issues we had to deal with. We give 
specific attention to CUFFT, a CUDA library used for computing FFT’s. 
 
We have implemented our algorithm in C++ using the Microsoft Visual Studio 2005 Integrated 
Development Environment. As mentioned, we used CUDA 2.0 Beta to program the GPU and 
to compute most of the FFT’s of volumes that were stored on the video card. A radically 
different approach must be taken as opposed to CPU programming to get the maximum out of 
the parallel capabilities of the GPU. To obtain the best results in terms of performance with 
CUDA a solid understanding of the GPU model and architecture is required. Parallel 
programming for the GPU can achieve enormous speed ups when compared to standard CPU 
programming for highly parallelizable problems, but this could be cancelled out by basic 
mistakes like incorrect memory usage or overhead from memory copies. It was therefore 
important in this project to have a solid understanding of the underlying implementation 
techniques involved for the construction of the final implementation. 
 
All of our computations are performed using single precision floating point data (32-bits). The 
advantage of this is that using single precision data uses only half the memory compared to 
double precision data (64-bits). Also, at the start of our project, CUDA did not support double 
precision computations and no video cards were commonly available that could perform such 
computations. More importantly, the electron tomography volumes that we use consist mostly 
of 16-bit data, we convert them manually to 32-bits floating point data because the GPU is 
optimized to work with single precision floating point data. Therefore we don’t lose information 
because our original data has a lower bit depth per voxel than what we convert it to. Another 
reason why single precision data suffices is because for every new match in our algorithm we 
use the same source data. For instance, when rotating our template, we rotate the original 
template and not the rotated template that we used in a previous matching. We therefore avoid 
the danger of slowly corrupting the data by adding up small rounding errors.  
 
While using the GPU and CUDA for our computations we ran into several practical problems. 
Some of our tests ran for several days and during these we encountered some hardware 
specific issues. Since CUDA is a relatively new technology, some infrequently occurring issues 
remain a possibility and we encountered several of them. At first there was the problem of 
CUDA timers not working properly and returning negative time measurements when used in a 
lengthy test run. Even after interrupting a test run and restarting it, timers were still corrupted 
and a system reboot was necessary to get the timers working properly again. Since timers are 
critical for correct and optimal workload division in our scheduling algorithm, we must be able 
to fully rely on them. Fortunately, this issue only troubled us when running specific FFT timing 
algorithms that we used to get insight into CUFFT. Since our template matching 
implementation only uses timing the first third of the execution, the effect of this problem in our 
final implementation was negligible. A possible solution to this problem would be to use normal 
CPU timers instead of using CUDA timers. Although we did not currently implement this in our 
algorithm, changing it does not require much effort.  
A more serious problem occurred in long executions of CUDA programs using many 
allocations and deallocations of GPU memory. After many memory allocations and 
deallocations, free memory blocks get scattered and while the total amount of available 
memory may be larger than the amount requested for an allocation, a continuous block of the 
required size may not be available. While there have been many reports of this issue, there 
are still no official reports confirming the source of this problem, although the generally 
accepted cause is memory fragmentation. The solution to this problem requires simply to 
perform as little memory allocations and deallocations as possible, even when this sometimes 
requires to allocate a worst-case amount of memory. Fortunately, we were able to solve this 
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problem by placing all memory allocations and deallocations outside our rotation loop, 
reducing their amount greatly, without using up additional memory.  
 
A possible cause of some of the CUDA problems we encountered may be due to the use of 
the 8800 GTX as our video card. This card has long been one of the high-end consumer cards 
of NVIDIA, but is not specifically suited for general purpose computing. NVIDIA has another 
product line that is specifically targeted at the general purpose GPU programming market, the 
Tesla video cards. The specifications of the Tesla cards do not differ much from the high-end 
consumer video cards, but the main difference is that the Tesla cards are meant for 
computations and not for games. The Tesla cards have an increased memory capacity and 
are constructed from more thoroughly tested components and are therefore more stable. 
Some of the (stability) problems that we have seen may have been solved by using Tesla 
cards. Unfortunately, since they are comparatively very expensive, we were not able to test 
our implementation using these video cards. 
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6 Results 
 
In this chapter we present the results of our implementation and some of the test runs that we 
have performed. We first discuss some of the tests that we have done using our 
implementation. Afterwards we compare the performance from these tests to an existing CPU 
implementation of a template matcher. Finally, we discuss the results. 
 

6.1 Test runs 
 

All tests were done on an AMD Athlon™ 64 X2 Dual Core Processor 4200+ (2.2 Ghz) system 
with 2 GB RAM and an NVIDIA GeForce 8800 GTX videocard combined with a NVIDIA 
GeForce 8500 GT running Microsoft® Windows® XP Professional. The difference in 
performance between the GeForce 8800 GTX and the GeForce 8500 GT is so large that this 
system is not a realistic setup. The reason we chose for two video cards with such a large 
performance difference is because this provided an interesting test case for our scheduling 
algorithm. Unfortunately we encountered some stability problems when using the 8500 GT for 
longer runs and we therefore had to disable it for test runs with larger volumes. 
 
For each test run we discuss several different aspects: 
 
Dataset and template 
 
The dataset that we have used for all test runs consists of a layer of ice containing ribosomes. 
This dataset was kindly provided by the Department of Molecular Structural Biology, Max 
Planck Institute of Biochemistry, Martinsried, Germany. The template contains an example of 
such a ribosome, so the goal of our template matcher was to find all positions and orientations 
of the ribosomes in the dataset. We have used the same dataset for all the test runs but a 
different reconstruction method was used to create the target volume for test run #1. Test run 
#1 was done on a weighted backprojection (WBP) reconstructed volume whereas test run #2 
and #3 were done on a SIRT (Simultaneous Iterative Reconstruction Technique) 
reconstruction of the same dataset. Test run #1 and #2 were done on different parts of the 
resulting volumes and test run #3 was done on the entire volume. Note, however, that 
differences between the results of these test runs are caused by the differences between both 
reconstruction methods which is not the focus of our project. 
 
In this section we also list some additional properties of the test run like the template and 
target volume dimensions and the number of GPU’s used. All test runs have been done with a 
full rotational search and an angular increment for all rotational angles of 10°. So for φ, θ = [0, 
360), and ψ = [0,180) this leads to 36*36*18 = 23,328 possible orientations. 
 
Subvolume planning 
 
Here we will discuss the results of the subvolume planning algorithm for each test run. For the 
first two test runs we also provide a speed up factor. This factor is the speed up that is 
achieved by computing the FFT’s of the subvolumes in the planning as opposed to simply 
computing the FFT of the entire volume. In some cases we do not provide a speed up factor 
because the volume did not fit entirely into the memory of the GPU. We also provide the entire 
subvolume planning for each test run. 
 



 46 

Scheduling 
 
The scheduling algorithm was unfortunately only used extensively for the first test run, the only 
test run in which both GPU’s were used successfully. This was due to the lack of stability of 
the 8500 GT for larger test runs, as previously mentioned.  
 
Results 
 
In the section we provide several results of our implementation. First we provide the 
performance by mentioning the total time that was needed for executing the test run. A 
comparison of performance between these results and those of an existing template matcher 
are provided in section 6.2. Note that not all of the test runs have been done using the same 
version of our implementation. This explains why the performance of test runs using similar 
sized datasets differs. 
 
To get a better insight into the results of our template matcher we provide some slices through 
the volumes we used and produced. Since almost all of the ribosomes in the original target 
volume are positioned at only two Z-slices of the entire volume, we can easily visualize some 
of the results by taking Z-slices of the corresponding volumes. We first provide Z-slices 
through the target volume. Secondly we show Z-slices through the maximum local correlation 
function volume corresponding to the slices through the target volume. The maximum LCF 
volume contains for every position the maximum of the local correlation function for every 
template orientation. We can see that the peaks in this volume correspond to the locations of 
the ribosomes in the target volume. We also provide the range of the correlation values of the 
best matches. Due to the normalization of our correlation function, the resulting correlation 
values all lie in the range [-1, 1]. 
 
Given the maximum LCF volume and for each position the accompanying template orientation, 
we construct an output volume by filling an empty volume with templates according to the 
highest correlation peaks and corresponding template orientations. Slices through this volume 
are also shown for each test run.  
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6.1.1  Test run #1 

 
Dataset  
 
Template volume dimensions 28 x 28 x 28 
Target volume dimensions 512 x 512 x 116 
#GPU’s 2 (8800 GTX, 8500 GT) 
 
Subvolume planning 
 
There is some difference between the results of the subvolume planning algorithm for both 
video cards. Since the 8500 GT has less onboard video memory, it can contain smaller 
subvolumes than the 8800 GTX. Therefore, the entire volume has to be split up in 9 volumes 
for the 8500 GT, instead of only 4 for the 8800 GTX. This also results in a larger total overlap 
between all the subvolumes, increasing the amount of overhead. We see that the sum of the 
FFT computation times of all subvolumes is about ten times as much for the 8500 GT as it is 
for the 8800 GTX. The initial workload factors in the scheduling algorithm are based on these 
computation times. 
 
 Number of 

subvolumes 
Sum of subvolume FFT 
computation time (ms) 

Target volume FFT 
computation time (ms) 

Speed up 
factor 

8800 GTX 4 182 231 1.27 
8500 GT 9 1948 Volume does not fit - 
 
This table lists the complete subvolume division of both video cards: 
 
 Position Width Height Depth 

(0,0,0) 343 343 116 
(296,0,0) 216 343 116 
(0,296,0) 343 216 116 

8800 GTX 

(296,296,0) 216 216 116 
(0,0,0) 243 243 116 
(216,0,0) 243 243 116 
(0,216,0) 243 243 116 
(216,216,0) 243 243 116 
(431,0,0) 81 243 116 
(431,216,0) 81 243 116 
(0,431,0) 243 81 116 
(216,431,0) 243 81 116 

8500 GT 

(431,431,0) 81 81 116 
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Scheduling 
 
Initial workload factors based on plan FFT computation times: 
 
GPU Initial 1st batch workload factors Adjusted 3rd batch workload factors 
8800 GTX 91.5% 91% 
8500 GT 8.5% 9% 
 
This table shows how long both GPU’s took to finish all rotation batches. The example in 
Figure 19 in section 5.2.5 was based on these results. 
 
GPU 1st batch 

end time 
(seconds) 

Planned 2nd 
batch end 
time 
(seconds) 

2nd batch 
end time 
(seconds) 

3rd batch 
end time 
(seconds) 

8800 GTX 7643 14302 14328 22793 
8500 GT 7151 14302 14354 22842 
 
Results 
 
Total time taken 6.5 hours (23256 seconds) 
 
In Figure 21 we see two Z-slices of the dataset that we discussed in section 6.1. Although the 
volume has a very low signal-to-noise ratio, we can clearly see the ribosomes that we are 
looking for as the darker circular objects in the volume. Some gold markers are also visible 
and some of them are circled in the second slice. 
 

    
 

 
Figure 21. Two Z-slices through the target volume used for this test run 
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In Figure 22 we see two slices through the local correlation function volume that correspond to 
the slices in Figure 21. Note that this volume contains the maximum values for the LCF for all 
possible matched template orientations. Higher correlation values are in white whereas lower 
correlation values are in black. We see that most of the ribosomes in the slices in Figure 21 
correspond to a correlation peak and have therefore been successfully matched. Correlation 
function values of matches for this test run were between 0.11 and 0.44. 
 

    
 

 
Our implementation returns a user-defined number of matches in the form of locations of 
correlation peaks and corresponding orientations. We can use these locations and orientations 
to construct an output volume similar to the target volume but only containing the objects that 
we searched for. An example of such a volume can be seen in Figure 23.  
 

    
 

 
Figure 23. Two Z-slices through the resulting output volume. 

Figure 22. Two Z-slices through the local correlation function volume. 
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6.1.2  Test run #2 

 
Dataset  
 
Template volume dimensions 32 x 32 x 32 
Target volume dimensions 512 x 512 x 164 
#GPU’s 1 (8800 GTX) 
 
Subvolume planning 
 
Note that the total FFT computation time for all the subvolumes in this plan is almost twice as 
larger as it was in the previous test run. However, due to some implementation optimizations 
we were able to increase overall performance, hence the lower amount of total time taken. 
 
 Number of 

subvolumes 
Sum of subvolume FFT 
computation time (ms) 

Target volume FFT 
computation time (ms) 

Speed up 
factor 

8800 GTX 4 317 355 1.12 
 
This table lists the complete subvolume division: 
 
 Position Width Height Depth 

(0,0,0) 343 343 164 
(296,0,0) 216 343 164 
(0,296,0) 343 216 164 

8800 GTX  

(296,296,0) 216 216 164 
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Results 
 
Total time taken 5.33 hours (19196 seconds) 
 
In Figure 24 we see two Z-slices of the SIRT-reconstruction of the dataset that we discussed 
in section 6.1. Compared to the Z-slices of test run #1 in Figure 21 the quality of this volume 
appears better, i.e. we can more easily identify the ribosomes. This is due to the use of a 
different reconstruction method. This also results in higher correlation values for the best 
matches ranging from 0.58 to 0.71. The corresponding slices of the local correlation function 
volume can be seen in Figure 25. 
 

    
 

 
 

    
 

 
Figure 25. Two Z-slices through the local correlation function volume. 

Figure 24. Two Z-slices through the target volume. 



 52 

In Figure 26 we see Z-slices of the resulting output volume corresponding to the Z-slices in 
Figure 24 and Figure 25. 
 

    
 

 
 

Figure 26. Two Z-slices through the resulting output volume. 
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6.1.3  Test run #3 

 
Dataset  
 
Template volume dimensions 32 x 32 x 32 
Target volume dimensions 1024 x 1024 x 164 
#GPU’s 1 (8800 GTX) 
 
Subvolume planning 
 
 Number of 

subvolumes 
Sum of subvolume FFT 
computation time (ms) 

Target volume FFT 
computation time (ms) 

Speed up 
factor 

8800 GTX 16 1351 Volume does not fit - 
 
 
 Position Width Height Depth 

(0,0,0) 343 343 164 
(312,0,0) 343 343 164 
(624,0,0) 343 343 164 
(0,312,0) 343 343 164 
(312,312,0) 343 343 164 
(624,312,0) 343 343 164 
(0,624,0) 343 343 164 
(312,624,0) 343 343 164 
(624,624,0) 343 343 164 
(899,0,0) 125 343 164 
(899,312,0) 125 343 164 
(899,624,0) 125 343 164 
(0,934,0) 343 90 164 
(312,934,0) 343 90 164 
(624,934,0) 343 90 164 

8800 GTX 

(899,899,0) 125 125 164 
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Results 
 
Total time taken 24.77 hours (89178 seconds) 
 
In Figure 27 we see a slice through the input volume for this test run. The top right quarter of 
this volume is similar to the volume we used for test run #2. In the second slice in Figure 24 
we that these parts correspond. Figure 28 on the next page shows a slice through the local 
correlation volume and Figure 29 shows the resulting output volume in which the templates 
are positioned using the orientations that we obtained from the template matcher. 
 
 

 
 

 
 

 
 
 

Figure 27. Z-slice through the target volume. 
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Figure 29. Z-slice through the resulting output volume 

Figure 28. Z-slice through the local correlation function volume 
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6.2 Comparison of performance 
 
To get a correct insight into the performance of our implementation we look at the time needed 
to perform a match for a single template orientation, while taking the dimensions of the target 
volume into account. For this comparison we use the results of the test runs performed with 
our latest implementation, test run #2 and #3. To compute the time needed for a single match, 
we take the total computation time in seconds and divide by the total number of template 
orientations.  
 
We define our own metric to compare the results of our template matcher with another 
implementation, the computation time needed for every voxel for a single match. This metric 
removes both the dependency on the volume dimensions, and thus the amount of voxels, as 
well as the total number of matches (one for each template orientation) performed. 
 
 Test run #2 Test run #3 
Volume dimensions 512 x 512 x 164 1024 x 1024 x 164 
Total number of voxels 42,991,616 171,966,464 
Total computation time 
(seconds) 

19,196 89,178 

Total number of 
template orientations 

23,328 (36*36*18) 23,328 (36*36*18) 

Time per match 
(seconds) 

0.82 3.82 

Time per voxel per 
match (seconds) 

1.91 * 10-8 

 
2.22 * 10-8 

 
 
We compare these results to a publication from 2007 [17] in which a CPU implementation of a 
template matcher is used for segmentation. In section 9 we briefly discuss this application of 
template matching. This implementation was run on 54 parallel CPU’s. The size of the 
template that was used is 32 x 32 x 32 voxels, similar to the size of our templates. In this 
publication three datasets with different dimensions have been used and the total computation 
time and number of orientations is also available: 
 
 Dataset #1 Dataset #2 Dataset #3 
Volume dimensions 264 x 128 x 272 1024 x 1024 x 88 1024 x 1024 x 128 
Total number of voxels 9,191,424 92,274,688 134,217,728 
Total computation time 
(seconds) 

1,200 4,200 5,400 

Total number of template 
orientations 

1,296 (36*36) 1,296 (36*36) 1,296 (36*36) 

Time per match (seconds) 0.93 3.24 4.17 
Time per voxel per match 
(seconds) 

1.01 * 10-7 

 
3.51 * 10-8 

 
3.10 * 10-8 

 
Speed up factor (54 CPU’s) 5.29 1.58 1.40 
Speed up factor (1 CPU) 286 85 76 
 
The template was rotated only 180° over ψ and θ with angular increments of 5° and not over φ 
due to symmetry of the used templates. This results in a total of 1,296 template orientations. 
The total computation times were given in the publication. 
 
The speed up factor for the first dataset is computed by dividing the time per voxel by the time 
per voxel of our second test run. For the second and third dataset we divided by the time per 
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voxel of our third test run. We did it in this manner so the dimensions of the volumes resemble 
each other more closely. 
 
An interesting result from this comparison is that in our case the time per voxel per match gets 
somewhat larger as the dimensions of the target volume increase. This is most likely caused 
by the subvolume division because the third test run has a larger amount of subvolumes. 
Since all subvolumes need a certain overlap the total amount of overhead is relatively larger. 
We also see a similar effect in graph 2 of Appendix B where the FFT computation time per 
voxel slightly increases when the dimensions of the volume increases. This probably also 
accounts for the slight increase in computation time per voxel for both our test runs. 
Nonetheless, both time per voxel measurements are more similar in our case, but differ almost 
a factor three in the results of the publication. This is most likely the result of power-of-2 
volume dimensions for the second and third datasets which are usually fast for FFT 
algorithms. Since there is probably also a fixed overhead for scheduling the processes and 
corresponding data over the cluster, this overhead is relatively larger for the smaller dataset. 
This can also account for the relatively larger computation time of the first dataset. This finally 
results in a higher speed up for the smaller dataset. 
 
For the first datasets, our implementation runs relatively about five times as fast. For the two 
larger datasets, our implementation is almost twice as fast. However, the template matcher 
from this publication was run on 54 parallel CPU’s. Our GPU implementation can therefore be 
said to perform similar to their implementation when run on roughly 80 CPU’s, assuming 
performance scales linearly over added CPU’s.  
 
Note that we can increase the performance even further by using additional video cards. Since 
our implementation is already capable of using multiple video cards, this can greatly improve 
performance. For systems that are capable of having two of the GeForce 8800 GTX video 
cards that we used, performance goes up by almost a factor two. 
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6.3 Discussion 
 
A verification of the correctness of our algorithm by comparing it to a reliable existing 
implementation was provided in section 5.4. We have also inspected the results manually and 
provide some results of this below. 
 
When we compare the Z-slices of the original volumes to the local correlation function volume 
and the output volumes in section 6.1.1 and 6.1.2, we notice a similar structure. At the 
locations of the ribosomes in the original volume, a white correlation peak is present in the 
correlation volume and consequently we see the template back in these locations in the output 
volume. This is a reasonable manual verification of the correctness of the locations provided 
by our implementation. We also see that some ribosomes near the edges of the volume do not 
get matched because they fall into the boundary of the volume. This is a direct result from the 
overlap issue discussed in section 5.2.3.1. In the top part of the slices through the target 
volume in test run #1 in Figure 21 we see a distortion that is the result of the reconstruction 
method used in the creation of this volume. Our algorithm finds some false positives in this 
area although the correlation peaks are among the smallest that are found. 
 
Regarding the orientations of the template in our output volume we must take a more critical 
stance. In our test runs we used a template of a ribosome with volume dimensions of only 32 
voxels cubic and a target volume with a very low signal to noise ratio. Unfortunately the 
template also lacked distinct features that could have been used to correctly identify the 
orientation of the template. The template appears to have a small gap-like feature that is more 
clearly visible in the slices through the original volume in section 6.1.2, but it is still not very 
helpful in successfully manually verifying the correct orientations of the template. Some 
additional testing might be necessary using a template with more distinctive features. 
 
One weakness of the algorithm became apparent in the test results. Gold particles, that are 
used as a point of reference between different tilted projections of the sample, happen to 
resemble the ribosome template used in our test runs. The gold particles therefore matched 
very well and some of the highest correlation peaks actually belong to matched gold particles 
instead of the template that we searched for. In the first test run we removed the correlation 
peaks belonging to gold particles manually, and in the second test run there weren’t any 
visible in the part of the volume that we used. A better approach is to remove the gold particles 
from the volume directly after the reconstruction and before starting the template matching, a 
procedure already implemented in FEI’s Inspect3D software called “bead cloaking”. 
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7 Conclusion 
 
These are our research questions from section 1.3: 
 
What kind of techniques can we use for the automatic detection of templates in a target 
volume? 
 
In chapter 4 we discussed our mathematical approach to solving the template matching 
problem. We have focused on using the local correlation function in our algorithm as a 
comparison between the target volume and the template. 
 
Can we construct an implementation of a 3D template matcher for the GPU that generates a 
result roughly 50-100 times as fast as a comparable CPU implementation? 
 
In chapter 5 we have presented our final algorithm and its implementation. In chapter 6 we 
saw that our implementation was able to match a typical target volume with dimensions of 
1024x1024x164 against a template within 25 hours. As presented in the results we achieved a 
speed-up of roughly a factor 80. 
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8  Recommendations 
 
Since the start of our project, several new software and hardware technologies have improved 
the capabilities and performance of CUDA. With the introduction of the GeForce 200 series in 
June 2008 the number of multiprocessors on high-end video card almost doubled. Although 
we were not able to test this ourselves, reports indicate that the resulting speed-up is almost a 
factor two. Obviously this speed-up is also dependent on the scaling factor of our algorithm but 
since most computation time is spent on computing FFT’s, it is a safe assumption that these 
internal FFT algorithms indeed scale and therefore benefit from the improved hardware. Also, 
since the newer video cards have a greater amount of onboard memory, our subvolume 
planning algorithm can increase the dimensions of subvolumes and thereby improving 
performance. These newer video cards will only further improve the performance of our 
algorithm and even the speedup factor as opposed to CPU implementations, since GPU 
technology appears to develop faster at the moment than CPU technology. 
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9 Future work 
 
There are several interesting extensions that could be made to this project and some 
implementation specific limitations that could be addressed. At first there is the problem that 
our implementation is currently 32-bits which causes several constraints on the sizes of the 
volumes that we can handle. Although most parts of the software only processes subvolumes, 
some parts, like the peak extraction and the creation of our output volume, require the full 
maximum local correlation volume and the volume containing the angles to be present in 
physical memory. A conversion to a 64-bits implementation is advised to handle larger 
volumes. 
 
The possibility to match several templates against the chosen target volume could be an 
interesting extension to our current project. Since volumes can contain more than one object 
of interest, a multi-template search should be possible. Incorporating this in our current 
implementation could provide some speed-up opposed to simply running the software multiple 
times with different templates. This is mostly because in this case several computations need 
to be performed only once. Since templates are relatively small compared to the target volume 
this will not pose a problem in terms of GPU memory capacity. We expect that the extension 
can be made in such a way that a fixed amount of computation time will be added to the total 
running time for each additionally added template. 
 
An interesting application of our project would be the use of our implementation for 
segmentation. Segmentation is a technique in which a complex 3D structure is created from a 
reconstructed volume. Using template matching for segmentation is not new [17], but the 
improvements that we have made for template matching in our project can also be used for 
segmentation. For instance, segmentation can be used to create a 3D structure of a cell wall 
from a sample. We can use template matching to recreate this cell wall if we construct a 
template that resembles a small part of this cell wall. Usually, these templates are basic 
geometric objects, like in the case of our cell wall, a simple cuboid-shaped object. When we 
put a threshold on the resulting correlation volume we obtain a rough approximation of the 
entire object in our volume. 
 
A somewhat different approach to template matching could prove a useful addition to our 
project. We can create an averaged template by rotating the template over all possible angles 
and taking the average. The result is a rotationally independent averaged template that we can 
we match with the target volume to obtain a set of rough positions of matches in the target 
volume. We then cut out parts with the size of the template volume around these positions and 
copy these to a new volume. This new volume will be several times smaller than the original 
target volume and we can now perform a full rotational template match on this new volume. 
Due to the reduced size this process will be several times faster than matching the entire 
target volume. One downside to this approach is that the averaged template may generate 
both false positives and false negatives and thereby reducing the reliability of the template 
matching process. Another requirement is that the template must be suited to create an 
accurate resembling averaged template. The basic shape of the original template should be 
largely spherical with no distinct irregular shaped features. 
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Appendix A. Pseudo code listing 
 

Function TemplateMatcher3(V[0..n], T[0..m], NumPeaks) 
for i = 0 to n 
 MaxLCFTotal[i] = ∞−  
for i = 0 to #GPU’s 
 Plan = ComputeSubVolumePlan(V) 
 start WorkerThread(Plan, i) 
WaitForAllThreads() 
P = ExtractPeaks(MaxLCFTotal, NumPeaks) 
return P 
 
 
Function ComputeSubVolumePlan(V[0..nx][0..ny][0..nz]) 
FFTTimes[0..n] = MeasureFFTTimes(0..n, nz) 
var Plan[0..n] 
for i = 0 to n 
 Plan[i].BorderX, Plan[i].BorderY = ComputeBorderSizes(i) 
 Plan[i].CompTime = Plan[i].NumBlocksX*Plan[i].NumBlocksY*FFTTimes[i] 
 FillBorder(Plan[i].BorderX, Plan[i].BorderY, Plan[i].CompTime) 
 FillRestVolume(BorderX, BorderY, Plan[i].CompTime) 
sort(Plan)  
return Plan[0] 
 
Function ExtractPeaks(LCFVol[0..n], NumPeaks) 
sort(LCFVol) 
for i = 0 to n 
 if (NotInRange(LCFVol[i], Peaks) 
  Peaks.Add(LCFVol[i])    
return Peaks[0..NumPeaks-1] 
 
Function WorkerThread(SubVolumePlan, GPUId) 
while R = ObtainRotations(GPUId) 
 for all subv in SubVolumePlan 

 for i = 0 to size(subv) 
  MaxLCF[i] = ∞−  

  for all (φ, θ, ψ) in Rotations(R) 
T’ = PrepareTemplate(T, φ, θ, ψ) 
ComputeLCF(V, T’, LCF) 
for i = 0 to size(subv) 

if (LCF[i] > MaxLCF[i]) 
MaxLCF[i] = LCF[i] 

  MaxAngles[i] = [φ, θ, ψ] 
NormalizeLCF(V, MaxLCF, MaxAngles) 

  StoreMaxLCFAngles(MaxLCF, MaxAngles) 
return 
 
 
 
Function PrepareTemplate(T, φ, θ, ψ) 
RotateTemplate(T, φ, θ, ψ) 
MultiplyTemplateWithWedge(T) 
MultiplyTemplateWithMask(T) 
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NormalizeTemplate(T) 
PadFinalTemplate(T) 
return T 
 
 
Function ComputeLCF(V[0..n], T’[0..m], LCF[0..n]) 
LCF = IFFT(conj(FFT(T’)) * FFT(V)) 
 
 
Function NormalizeLCF(V[0..n], MaxLCF[0..n], MaxAngles[0..n]) 
M = CreateMask() 
Mean = CreateMeanTargetVolume(V, M) 
STD = CreateSTDVolume(V, M, Mean) 
for i = 0 to n 
 MaxLCF[i] = (MaxLCF[i] * IFFTScale) / STD[i] 
FFTShift(MaxLCF) 
FFTShift(MaxAngles) 
 
 
Function CreateMeanTargetVolume(V[0..n], M[0..m]) 
Mean = IFFT(FFT(Pad(M)) * FFT(V)) 

for i = 0 to n 
Mean[i] = Mean[i] / P 
return Mean 
 
 
Function CreateSTDTargetVolume(V[0..n], M[0..m], Mean) 
for i = 0 to n 
 STD[i] = V[i] * V[i] 
STD = IFFT(FFT(Pad(M)) * FFT(STD)) 
for i = 0 to n 

STD[i] = sqrt(max((STD[i] / P) – (Mean[i] * Mean[i]), 0)) 
return STD 
 
 
Function ComputeInitialWorkload 
MaxFFTTime = ∞−  
TotalFFTTime = 0 
for i = 0 to #GPU’s 
 MaxFFTTime = max(MaxFFTTime, Plan[i].CompTime) 
 TotalFFTTime = TotalFFTTime + Plan[i].CompTime 
for i = 0 to #GPU’s 
 Fraction[i] = MaxFFTTime / Plan[i].CompTime 
for i = 0 to #GPU’s 
 WorkloadFactor[i] = Fraction[i] / sum(Fraction) 
return WorkloadFactor 
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Function ObtainRotations(GPUId) 
if (Disabled[GPUId]) 
 return 0 
if (FirstBatch[GPUId]) 
 R = TotalRotations * WorkloadFactor[GPUId] 
if (SecondBatch[GPUId]) 
 FirstBatchCompTime[GPUId] = time() 
 if (FirstGPUToStartSecondBatch) 
  EstimatedEndSecondBatch = time()*2 
 if (time() > EstimatedEndSecondBatch) 
  Disabled[GPUId] = true 
  return 0 
 R = ObtainSecondBatch(GPUId) 
if (ThirdBatch[GPUId]) 
 if (FirstGPUToStartThirdBatch) 
  NumRotationsThirdBatch = TotalRotations - RotationsDone 

for i = 0 to #GPU’s 
if (FirstBatch[i]) 

    Disabled[i] = true 
  ComputeNewWorkloadFactors() 
 R = WorkloadFactor[i] * NumRotationsThirdBatch 
return R 

 
 
Function ObtainSecondBatch(GPUId)  
Num = (TotalRotations * WorkloadFactor[GPUId] * ⅓) /  
 (time() / (EstimatedEndSecondBatch / 2)) 
TimeFraction = (EstimatedEndSecondBatch – time()) /  

(EstimatedEndSecondBatch / 2) 
R = Num*TimeFraction 
return R 

 
 
Function ComputeNewWorkloadFactors() 
MaxCompTime = ∞−  
for i = 0 to #GPU’s 

if (!Disabled[i]) 
  MaxCompTime = max(MaxCompTime, FirstBatchCompTime[i]) 
for i = 0 to #GPU’s 

if (!Disabled[i]) 
  RelativeSpeed[i] = (MaxCompTime / FirstBatchCompTime[i])* 
     WorkloadFactor[i] 
for i = 0 to #GPU’s 

WorkloadFactor[i] = RelativeSpeed[i] / sum(RelativeSpeed) 
return 
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Appendix B. CUFFT 
 
CUFFT is the CUDA library for computing FFT’s. The programming interface is similar to that 
of FFTW (Fastest Fourier Transform in the West), an FFT library for the CPU [24]. We first 
pass the dimensions of the volume to CUFFT after which it computes a plan. This plan can 
then be used to compute FFT’s of several volumes with the same dimensions. Since we have 
to compute several tens of thousands of large 3D FFT’s for a full rotational search, making 
optimal use of the CUFFT library is of great importance. Roughly 90% of our total computation 
time is spent computing FFT’s, but there is no way to speed up the FFT algorithm except for 
choosing optimal volume dimensions. We have seen in our subvolume planning algorithm that 
this can greatly improve performance. To get some insight into the workings of the FFT 
algorithm on the video card, we have done some tests that compute FFT’s of different sized 
volumes. Some of these tests are also done automatically in our subvolume planning 
algorithm and the fastest dimensions are then used to obtain an optimal subvolume division. 
 
One of the first tests that we have done was computing the 3D FFT of volumes with equal X, 
Y, and Z-dimensions and measuring the total computation time. In graph 1 we see the result of 
this test for volume dimensions ranging from 200 x 200 x 200 to 400 x 400 x 400. Although we 
did not expect the graph to be fully ascending, we naively expected a more regular result.  
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Subtracting or adding as little as a few voxels per dimension can result in a huge difference in 
computation times. For example, computing the FFT of a cubic volume measuring 293 voxels 
in all dimensions takes around 1900 ms while the FFT of volume measuring 294 voxels in all 
dimensions takes only 550 ms, almost a factor 4 difference! As we also saw previously in a 
similar example in the discussion of our subvolume planning algorithm, it is therefore definitely 
worth the effort to allow larger volumes with a certain overlap. 
 

Graph 1. FFT computation times in miliseconds for cubic volumes with equal X, Y, and Z-
dimension. 
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For our second test we divided the computation times by the total number of voxels in the 
volume, to obtain a per-voxel computation time. The result of this test can be seen in graph 2. 
This is roughly similar to finding the fastest relative dimensions in our subvolume planning 
algorithm, where we try to find the fastest effective computation times per voxel. This is done 
by taking the total computation time and dividing by the number of voxels minus the voxels in 
the overlap. Here we find the fastest volume dimensions for our subvolume division. By 
covering our target volume with subvolumes with a fast per-voxel computation time, we make 
sure that we obtain an optimal subvolume division. We see that the fastest dimensions are 
usually a combination of a number of small (prime) factors like 216 (63), 243 (35), 343 (73), and 
375 (3*53). Oddly enough, sizes of a power of 2 are not the fastest, as we would have 
expected from similar FFT implementations on the CPU (e.g. FFTW). 

0

2

4

6

8

10

12

20
0

21
0

22
0

23
0

24
0

25
0

26
0

27
0

28
0

29
0

30
0

31
0

32
0

33
0

34
0

35
0

36
0

37
0

38
0

39
0

40
0

X, Y, and Z-dimension

N
a
n

o
s
e
c
o

n
d

s

 

 
 
The results that we have seen in the previous two graphs are roughly similar when using 
volumes with a fixed Z-dimension, as this is mostly the case for typical target volumes used in 
our template matching implementation. 
 
 

Graph 2. FFT computation times per voxel in nanoseconds for cubic volumes with equal 
X, Y, and Z-dimension. 
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Since CUDA is still a relatively new technology, it is constantly being changed and improved. 
To illustrate the differences between different versions of CUDA we performed a similar test as 
done in [14] on the same hardware and compared the results. The test involves a series of 
computations of 2D FFT’s. Our reference test as in [14] was done using CUDA 1.0 and the 
results are shown below in graph 3. Our result using CUDA 2.0 Beta is shown in graph 4. 
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Graph 4. Series of 2D FFT’s using our tests with CUDA 2.0 Beta 

CUFFT (1 FFT)

0

200

400

600

800

1000

1200

1400

128 256 384 512 640 768 896 1024

Image dimensions (px)

M
il
li
s

e
c

o
n

d
s

Graph 3. Series of 2D FFT’s using different image dimensions [14] 
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As we can see, there are a number of differences. At first we see that in graph 3 every FFT 
takes a minimum of around 80 ms, this is reportedly due to a fixed FFT planning time in CUDA 
1.0. In newer versions this planning time is greatly reduced to at most a few milliseconds for 
very large 3D volumes. We see that both graphs have roughly the same shape, meaning that 
dimensions that were fast in CUDA 1.0 are still fast in CUDA 2.0 Beta. Strangely, for 2D FFT’s, 
dimensions of a power of 2, like 512 and 1024 appear to be among the fastest. There is also a 
notable difference in average speeds between the two graphs. Subtracting the previously 
mentioned planning time, there appears to be almost a factor 2 speedup for most dimensions. 
Apparently this is the effect of the new and improved CUDA version although newer drivers 
may also account for some of the improvement.  
 
Another thing to consider when using CUDA to compute FFT’s is the amount of overhead. 
Most overhead is due to memory copies between the host and the device, but when using 
small data sizes some overhead is also present due to the inherent architecture of the GPU. 
The SIMD (Single Instruction Multiple Data) architecture works most efficient using large 
amounts of data because of the parallelization of the data over all the multiprocessors on the 
GPU. Therefore, this overhead is relatively larger when computing small FFT’s, and because 
of that we sometimes use FFTW to compute these FFT’s, depending on whether our newest 
data is currently on the host or on the device. An example of this is when we multiply the 
template volume with the missing wedge, since the template volume is usually very small. It 
also happens to be the case that the current template data resides on the host at the moment 
we start our missing wedge multiplication. 
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