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Abstract

Given a geometric graph G with n vertices and m edges, we look at the problem of augmenting
G with an edge such that the dilation of the resulting graph is minimized. This means that
the ratio between the graph-distance and the straight-line distance between any two points
in G should be as small as possible in the resulting graph. The new edge can have two added
vertices in the interior of an edge in G as its endpoints. First an O(mn log n + n2 log n) time
algorithm to find the optimal edge for connecting an isolated vertex to the interior of an edge
of a connected graph is discussed. After that we discuss an O(mn3 log n) time algorithm to
find the optimal edge between the interior of an edge and a vertex in G. Finally the problem
of finding an optimal edge between the interior of two edges in G is solved in O(m2n4+ε) time,
for any ε > 0. All the algorithms use O(n2) space.

The algorithms mentioned above check every possible placements of the new edge in the
graph. However we show a procedure to filter some of these placements out in order to speed
up the algorithm. We also give an example of a graph for which this procedure does not
have any impact on the asymptotical running time. Next we prove that placing the best edge
between a pair of (existing) vertices in G is a factor-3 approximation for the three problems
mentioned above. We also prove that placing the best edge between a vertex and the interior
of an edge in G is a factor-2 approximation of placing the optimal edge between two edges in
G. Finally we discuss how to extend our three algorithms such that the new edge does not
introduce any crossings.
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Chapter 1

Introduction

A network is used in many areas to model connections between objects. An obvious example
is a road network, here the objects are the cities and the connections are the roads connecting
them. Another example is a computer network, which is a group of computers that are
connected to each other for the purpose of communication. In these computer networks the
computers can be connected with a physical wire or wireless (communication happens via
radio waves or infrared signals) or a combination of both. The examples mentioned are all
physical networks, but the connection in a network does not necessarily need to be physical.
Take for example a social network, which is a network of people and two of those people are
connected if there is a specific social relationship (for example friendship) between them.

In mathematics a graph is used to represent a network. A graph is defined as a pair (V,E),
where V is the set of vertices and E ⊆ V × V the set of edges representing the connections
between the vertices. In the rest of this thesis we will use the terms graph and network
interchangeably.

In this thesis we consider a special kind of graphs, so-called geometric graphs. In a
geometric graph every vertex is a point in d-dimensional space and every edge is a straight
line segment. We denote the Euclidean distance between two vertices u and v in a geometric
graph G by d(u, v). The length of an edge in G is naturally defined as the Euclidean distance
between its endpoints. The length of a path in a geometric network is defined as the sum of
the lengths of its edges. Finally the graph-distance between two vertices u, v ∈ V , denoted
dG(u, v) is defined as the length of a shortest path between u and v in G. This shortest path is
defined to be the path between u and v for which the sum of the lengths of the edges in G of
the path is minimal. If such a path does not exist the length is defined to be +∞. Geometric
networks are often used to model physical networks like road networks, metro networks and
so on. In those cases the geometric network is an approximation most of the time, since most
of the connections (roads) between two cities can not exactly be covered by only one straight
line edge. In the rest of the paper we will assume that each graph G = (V,E) we consider is
a geometric graph, with n = |V | vertices and m = |E| edges 1.

The quality of a geometric network can be evaluated based on how well the nodes of
the graph are connected and the cost of the network. The first evaluation criterium can be
numerically expressed as the dilation of the graph, which is a measure for the largest detour
in the graph. We use the following definitions for the dilation:

1With |V | we mean the number of vertices in V and with |E| the number of edges in E.
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Dilation of two vertices: Given two vertices u, v ∈ V , denote δG(u, v) to be the dilation
between u and v in G. The dilation is defined to be the ratio between the length of
shortest path and the Euclidean distance between those two vertices: δG(u, v) = dG(u,v)

d(u,v) .

Dilation of a graph: The dilation of a graph G is defined as the maximum dilation of all
pairs of vertices: δ(G) = max

a,b∈V
δG(a, b).

Dilation of a vertex subset: The dilation of a vertex subset V ′ in a graph G = (V,E)
with V ′ ⊆ V is defined to be: δG(V ′) = max

a,b∈V ′
δG(a, b).

The cost of a graph can be evaluated based on measures like its number of edges, maximum
degree and weight. The weight of the network is then defined to be the sum of its edge
weights.

Creating geometric networks with low dilation and cost has been addressed in a number
of papers, see for example [6], [13] and [5]. Here we consider a different problem. Namely,
given a geometric network we would like to augment it with an edge such that its dilation is
minimized. This problem was addressed before by [7, 15, 12]. In Section 1.2 more details of
this previous work can be found.

1.1 Problem description

In this thesis we will look at improving the quality of a geometric network G = (V,E). This
improvement is made by adding one edge to G, which we call a shortcut, in such a way that
the dilation δG′(V ) of the vertex subset V in the resulting graph G′ is minimized. That is
we want to add at most two vertices s, t to G, such that s lies on an edge (u, v) ∈ E and
t on an edge (g, h) ∈ E, such that the edge between s and t minimizes the dilation between
vertices of the original graph G in the new graph G′. We distinguish the 3 following types of
shortcuts:

Vertex-vertex shortcut: the shortcut between two existing vertices s, t ∈ V such that
G′ = (V,E

⋃
{(s, t)}).

Edge-vertex shortcut: the shortcut between a vertex s on the interior of the edge (u, v)
and an existing vertex t ∈ V such that G′ = (V

⋃
{s}, E

⋃
{(s, t), (s, v), (s, u)}).

Edge-edge shortcut: the shortcut between a vertex s on (u, v) and a vertex t on (g, h) such
that G′ = (V

⋃
{s, t}, E

⋃
{(s, t), (s, v), (s, u), (t, g), (t, h)}).

In Figure 1.1 an example of those 3 shortcuts is shown.
Since we did not require the graph to be connected we start at looking at the simplest

case of the problem: connecting an isolated vertex p to a graph G = (V,E) by adding one
edge between p and G resulting in a graph G′, such that δG′(V

⋃
{p}) is minimized. Next we

look at the problem of adding a shortcut to a graph when at most one vertex is allowed to
be added to G, so this means that the new shortcut is always adjacent to one of the vertices
in G. After that we look at the problem of adding a shortcut between at most two added
vertices, thus the new edge does not necessarily have vertices of G as its endpoints.
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Figure 1.1: (a) Adding a shortcut between two existing vertices s and t. (b) Adding a shortcut
between an added vertex s on the edge (u, v) and an existing vertex t. (c) Adding a shortcut
between two added vertices s on (u, v) and t on (g, h).

1.2 Related work

There is some related work that studies a quite similar problem. Namely given a geometric
network G with n vertices and m edges, consider the problem of adding a shortcut s between
two vertices of G such that the dilation of the resulting graph (V

⋃
{s}, E) is minimized.

This problem was discussed first by M. Farshi et al in [7]. In that paper the problem is
first solved exactly by checking each candidate edge. For each of those edges the dilation
is computed using Dijkstra’s algorithm implemented with Fibonacci heaps, this results in a
O(n3m + n4 log n) time algorithm using O(n) space. An improvement is then made by the
observation that when considering the candidate edge (u, v), it suffices to check for each pair
of vertices x and y if there is a shorter path using (u, v) between x and y. Since these checks
can be done in constant time provided that the all-pair shortest paths are stored, this results
in an O(n4) running time algorithm that uses O(n2) space. Furthermore some approximation
algorithms are given. The first approximation only considers the bottleneck edge in G, which
is the edge between the two vertices that have the largest dilation in G. Adding this bottleneck
edge results in a factor-3 approximation algorithm, with O(nm + n2 log n) time and linear
space complexity. Next there is a (2 + ε)-approximation algorithm discussed, that runs in
O(nm + n2(log n + 1

ε3d )) time and uses quadratic space 2.
C. Wulff-Nillsen gives in [15] an O(n3 log n) time and O(n2) space algorithm for the above

problem. This algorithm returns a table T with a row and a column for every vertex in the
connected graph G such that for any pair of distinct vertices u and v, T (u, v) is the dilation
of G

⋃
{(u, v)}. The paper also presents an algorithm to add the optimal edge if G contains

two connected components in the same time and space complexity.
J. Luo and C. Wulff-Nillsen show in [12] that a best shortcut in G can be found using

O((mn4 + n5 log n)/(M
√

M) + ((n4 log n)/
√

M) time and O(M + n) space, with M defined
to be a positive function of n and m with M = O(n2). So setting M = m + n results in an
O((n4 log n/

√
m) time and linear space algorithm and setting M = n2 results in the same

algorithm as in [15]. This algorithm fills a n × n table (just like in [15]), with one entry for
each vertex pair, such that at termination each entry represents the dilation after an edge
between the vertex pair of the considered entry is added. But to obtain O(M + n) space the
table is divided in n2/M sub-tables, of which only 2 are kept in memory. Next there is a proof
that if G is a simple path or the union of two simple vertex-disjoint paths, a best shortcut
in G can be found in O(n2 log n) time. Finally, the authors provide two algorithms to find a
worst shortcut in a graph G. The first algorithm runs in O(n3) time and O(n2) space and

2In this thesis we will often use the constant ε. This constant can be arbitrarily chosen such that ε > 0.
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the second algorithm runs in O(n3 log n) time and requires linear space.
There is also related work that studies the problem of connecting one point (isolated

vertex) to a graph. B. Aronov et al in [4] and [3] study the connection of a point p inside
a polygon (face of the graph) to the boundary of that polygon. They solve the following
problem: given a simple polygon P with n vertices and a point p inside, determine a point
q on P such that adding a feed-link from p to q minimizes the maximum dilation of p and
any point on P 3. In [4] the authors give an O(λ7(n) log n) time algorithm for that problem,
where λ7(n) is the maximum length of a Davenport-Schinzel sequence of order 7, which is
slightly superlinear. They also give an algorithm to find a point q on P such that after adding
the feed-link from p to q the maximum dilation from q to only k points on P is minimized.
Their algorithm runs in O(n + k log k) time.

Aronov et al in [4] also show that there are at most two feed-links required to obtain a
graph with constant dilation connecting a point inside a convex polygon P to P , and that
k feed-links are sufficient to achieve dilation of 1+O(1/k). For (α, β)-covered polygons at most
a constant number of feed-links is needed to obtain a constant dilation. In [3] Aronov et al
show that the dilation of a simple polygon with k feed-links can be computed in O(n+k log k)
time. They also show that the dilation of a simple polygon with obstacles with b vertices and
a set of k feed-links with ke edges can be computed in O(nb+ke +k log k+ b log b) time. Next
they introduce three heuristics to place one or more feed-links to achieve small dilation for
polygons with or without obstacles. They also test experimentally how well their heuristics
perform. After that they study the problem of minimizing the number of feed-links given
a target dilation c > 1. As a solution they present a simple algorithm that finds a set of
feed-links that contains at most one feed-link more than an optimal set. This algorithm runs
in O(n + k) time for polygons without obstacles and in O(nb + k + b log b) time for polygons
with obstacles, where n is the number of vertices of the polygon, the set of obstacles has
b vertices, and k is the minimum number of feed-links required. Finally they discuss the
possibility of extending the solution to a more general case when the input is a planar graph
instead of a simple polygon. They discuss that each face of the planar graph can be treated
separately as a polygon. Furthermore a possible extension is discussed to deal with multiple
isolated vertices inside those polygons.

1.3 Thesis overview

In Chapter 2 we discuss the problem of connecting an isolated vertex p in a geometric network
G to the rest of the network. We give an algorithm for connecting p to a point s on an edge
of G such that the dilation of the resulting graph is minimized. This algorithm considers all
possible placements of s on all the edges in G, runs in O(mn log n + n2 log n) time and uses
O(n2) space.

In Chapters 3 and 4 we study a more general version of the problem discussed in Chapter 2.
Namely in Chapter 3 we give an O(mn3 log n) time algorithm to find the optimal edge between
the interior of an edge and a vertex in G. And in Chapter 4 we discuss the problem of adding
an edge between the interior of two edges in G, such that the dilation of the vertex subset
V in the resulting graph is minimized. That problem is solved with an algorithm that runs
in O(m2n4+ε) time, for any ε > 0. The algorithms in both chapters use O(n2) space and use

3Note that in [3] and [4] the dilation is measured differently than in this thesis, because in that paper the
dilation of p and all possible points on the boundary of P is considered.
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roughly the same approach as the algorithm in Chapter 2.
The algorithms mentioned above check every possible placement of the new edge in the

graph. However in Chapter 5 we show a procedure to filter some of these placements out in
order to speed up the algorithm. There we also give an example of a graph for which this
procedure does not have any impact on the asymptotical running time.

In Chapter 6 we prove that placing the best edge between a pair of (existing) vertices
in G is a factor-3 approximation for the three problems mentioned above. We also prove
that placing the best edge between a vertex and the interior of one edge in G is a factor-2
approximation of placing the optimal edge between two edges in G.

Finally we discuss in Chapter 7 how to extend our three algorithms such that the new
edge does not introduce any crossings. And in the last chapter of this thesis, Chapter 8, the
conclusions will be presented. This includes some suggestions for further research.
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Chapter 2

Connecting an isolated vertex

In this chapter we consider the case when G consists of an isolated vertex p and a connected
graph G′ = (V \{p}, E). Note that we can assume that G′ is connected, because otherwise
adding one shortcut will not improve its dilation.

We want to connect p to a point on an edge of G to minimize the dilation of the resulting
graph. In this case when computing the dilation of the augmented graph we only need to
consider the dilations between p and the other vertices in G, because when p is adjacent to
only one edge it is not possible for a shortest path between any two vertices both different
from p to contain p. We will find an optimal shortcut as follows. First, for every edge e in E
we will find a point s on e, such that s gives an optimal way to connect p to e over all other
positions on e. Namely, we chose the point s with the minimal dilation of the vertex-subset V
in the resulting graph for all possible placements of s on e. Out of the m = |E| shortcuts
obtained this way we chose the one that results in a graph with the least dilation of the
vertex-subset V .

Next we will describe how the optimal position of s on a given edge can be computed.

2.1 The best shortcut between an isolated vertex and a given
edge

Assume that we are computing the optimal shortcut between an isolated vertex p and a given
edge e = (u, v) ∈ E, so we want to connect p to a point s on e (see Figure 2.1 for an example),
such that the maximal dilation between p and all other vertices in V is minimized.

Before we compute this optimal shortcut we will give the following definition:

Definition 1. Define fe
a(s) to be the dilation-function for each vertex a ∈ V that maps a

position s on e = (u, v) to the dilation between the vertices a and p when p is connected to s
with the edge es = (p, s). Thus fe

a(s) = δGs(p, a), where Gs = (V ∪{s}, E∪{es, (s, u), (s, v)}).

This way each fe
a(s) expresses the dilation between p and a based on the position of the

vertex s on the edge e = (u, v). Thus to find the optimal position of s on e = (u, v), we
need to find the position that minimizes the dilation between p and all vertices a ∈ V . This
position is given by the minimum of the upper envelope of {fe

a(s)}a∈V . In Figure 2.2 a small
example is shown. Thus we need to find an efficient way to compute this envelope.

Hershberger in [9] gives an algorithm that computes the upper envelope of n (curve)
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Figure 2.1: (a) G consists of an isolated vertex p and a connected graph G′ = (V \{p}, E).
(b) A possible connection of p to a point s on an edge (u, v) ∈ G′. (c) A possible connection
between p an G′ that crosses other edges in G′.
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Figure 2.2: (a) A geometric network G, an isolated vertex p ∈ G and an edge (u, v) ∈ G′ =
(V \{p}, E) to which p has to be connected such that the maximal dilation between p and all
vertices in G′ is minimized. (b) The graphs of the dilation-functions of all vertices in G′ and
the corresponding upper envelope with its minimum. The position of the minimum of this
upper envelope is thus the best connection between p and (u, v).

segments that intersect pairwise at most k times in O(λk+1(n) log n) 1 time if there is an
oracle that can answer some queries in constant time. Later we will explicitly describe
these queries, but for now we will focus on explaining how to transform the graphs of the
functions {fe

a(s)}a∈V into O(n) curve segments that intersect pairwise at most one time.

2.1.1 Dividing the graphs of the dilation-functions into segments

Here we will describe how to transform the problem of finding the upper envelope of {fe
a(s)}a∈V

into a problem of finding the upper envelope of O(n) curved segments that intersect pairwise
at most one time.

As a result of the obvious observation that for all vertices a ∈ V any shortest path from
1Note that λi(n) is the maximal length of a (n, i)-Davenport-Schinzel sequence, where n and i are positive

integers. P. K. Argarwal and M. Sharir in [2] defined such a sequence to be composed using n symbols such
that no two adjacent symbols in that sequence are equal and such that it does not contain a (not necessarily
continuous) subsequence of two distinct alternating symbols of length i + 2.
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Figure 2.3: (a) ta1 is the swap point of a1 on the edge (u, v). (b) ta2 is the swap point of a2

on (u, v). (c) a3 has no swap point on (u, v), because dG(v, a3) + d(u, v) = dG(u, a3).

s to a contains either v or u (but not both), we get the following definition:

Definition 2. For each vertex a ∈ V and each edge e = (u, v) ∈ E, t is the swap point of
a on e = (u, v) if dG(t, a) = dG(v, a) + d(t, v) = dG(u, a) + d(t, u). In other words there exist
two shortest paths between a and t in G∪ {t} = (V ∪ {t}, E ∪ {(t, u), (t, v)}): one including v
and one including u.

Observation 1. Assume that vertex a ∈ V has a swap point t. For all points x on e =
(u, v) such that d(x, u) < d(x, t) all shortest paths from x to a in G ∪ {x} = (V ∪ {x}, E ∪
{(x, u), (x, v)}) contain u. For all points y on e = (u, v) with d(y, v) < d(y, t) all shortest
paths from y to a in G ∪ {y} = (V ∪ {y}, E ∪ {(y, u), (y, v)}) contain v.

Corollary 1. If a swap point exists then it is unique.

Observation 2. If a has no swap point, then for all points s on e = (u, v) we have that:

• dG(v, a) < dG(u, a) and all shortest paths from a to s contain v.

• or dG(v, a) > dG(u, a) and all shortest paths from a to s contain u.

Note that if dG(v, a) = dG(u, a) then a has the mid-point of (u, v) as its swap point. In
Figure 2.3 an example of some swap points in a graph is given.

Lemma 2. For any edge e = (u, v) and any point p if we slide a point s over (u, v) in any
direction we have that:

• if d(u, s) increases during the slide, then d(p, s) + d(u, s) also increases.

• if d(v, s) increases during the slide, then d(p, s) + d(v, s) also increases.

Proof. Assume that we slide s from h to k over e = (u, v). If during this slide d(u, s)
increases, so if d(u, h) < d(u, k), then it follows by the triangle inequality that d(p, h) <
d(p, k) + d(h, k). Thus d(p, h) + d(u, h) < d(p, k) + d(u, k), so if d(u, s) increases during the
slide, then d(p, s) + d(u, s) also increases. We can use the same proof for the case if d(v, s)
increases during the slide, by substituting u by v.

Lemma 3. For all a ∈ V if a has a swap point t, then we can split the domain of fe
a(s) in

such a way that fe
a(s) is strictly decreasing for s ∈ [u, t] and strictly decreasing for s ∈ [t, v].
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Figure 2.4: (a) A geometric network G, an isolated vertex p ∈ G and an edge (u, v) ∈ G′ =
(V \{p}, E) to which p has to be connected. The vertex a1 has a swap point ta1 on (u, v), a2

a swap point ta2 and a3 has no swap point on (u, v). (b) The graphs of the dilation-functions
fe

a1
(s), fe

a2
(s) and fe

a3
(s). The swap points ta1 and ta2 divide the corresponding graphs into a

strictly increasing and a strictly decreasing segment.

Proof. If a has a swap point t on e = (u, v), then by Observation 1 and Lemma 2 the graph
of fe

a consists of the following:

• The strictly increasing segment formed by the graph of the function fe
a(s) with s ∈ [u, t].

• The strictly decreasing segment formed by the graph of the function fe
a(s) with s ∈ [t, v].

See Figure 2.4 for an example.

Lemma 4. For all a ∈ V if a has no swap point then the graph of the function fe
a consists

of one strictly monotone segment.

Proof. If a has no swap point and dG(v, a) < dG(u, a), then by Observation 2 and Lemma 2
the graph of fe

a(s) is formed by one strictly decreasing segment. If a has no swap point and
dG(v, a) > dG(u, a), then by Observation 2 and Lemma 2 fe

a(s) is formed by one strictly
increasing segment.

By Lemma 4 and Lemma 3 we can split for all a ∈ V the graph of the function fe
a(s)

in at most two segments such that the graph representing each of these segments is strictly
increasing or decreasing. As a result we get at most 2n segments.

Denote S to be the set of O(n) strictly increasing or decreasing curve segments obtained
by:

• Splitting the graph of fe
a(s) into two segments at the swap point of a for all a ∈ V with

a swap point.
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• Taking the entire segment fe
a(s) for all a ∈ V with no swap point.

Lemma 5. For each segment-pair (i, j), i ∈ S, j ∈ S and i 6= j exactly one of the following
is true:

1. i ∩ j = ∅

2. i ⊆ j or i ⊇ j

3. i and j intersect in a single point

Proof. There are 3 cases of segment-pairs (i, j):

• i is a strictly decreasing segment and j is a strictly increasing segment (or the other
way around), so in this case i and j intersect at most once. Thus either i ∩ j = ∅ or i
and j intersect in a single point.

• i and j are both strictly increasing when we move s from u to v over edge e = (u, v).
Let Gs = (V ∪ {s}, E ∪ {(p, s), (s, u), (s, v)}). By Definition 1 the segments i and j are
defined as the following functions of s:

– assume that i is the segment that describes the dilation of vertex ai to p, so
δi(s) = δGs(ai, p) = dG(ai,u)

d(ai,p) + d(s,p)+d(u,s)
d(ai,p) .

– assume that j is the segment that describes the dilation of vertex aj to p, so
δj(s) = δGs(aj , p) = dG(aj ,u)

d(aj ,p) + d(s,p)+d(u,s)
d(aj ,p) .

So both functions can be rewritten to δx(s) = cx + c′x × g(s), with x ∈ {i, j}, the
constants cx ≥ 0 and c′x ≥ 0 and g(s) = d(s, p)+d(u, s). Since g(s) is strictly increasing
by Lemma 2 and since each strictly increasing segment starts at u we can conclude that
only the cases given in Lemma 5 can happen.

• i and j are both strictly decreasing when we move s from u to v over edge e = (u, v).
Let Gs = (V ∪ {s}, E ∪ {(p, s), (s, u), (s, v)}). By Definition 1 the segments i and j are
defined as the following functions of s:

– assume that i is the segment that describes the dilation of vertex ai to p, so
δi(s) = δGs(ai, p) = dG(ai,v)

d(ai,p) + d(s,p)+d(v,s)
d(ai,p) .

– assume that j is the segment that describes the dilation of vertex aj to p, so
δj(s) = δGs(aj , p) = dG(aj ,v)

d(aj ,p) + d(s,p)+d(v,s)
d(aj ,p) .

So both functions can be rewritten to δx(s) = cx + c′x × g(s), with x ∈ {i, j}, the
constants cx ≥ 0 and c′x ≥ 0 and g(s) = d(s, p)+d(v, s). Since g(s) is strictly decreasing
by Lemma 2 and since each strictly decreasing segment ends at v we can conclude that
only the cases given in Lemma 5 can happen.
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2.1.2 Computing the minimum of the upper envelope of the segments

We have reduced the problem of finding the minimum of the upper envelope of {fe
a(s)}a∈V to

finding the minimum of the upper envelope of the set of O(n) segments S. According to [9]
the upper envelope of n segments that intersect pairwise at most k times can be computed in
O(λk+1(n) log n) if there is an oracle that can answer the following queries in constant time:

1. ”Given a segment q, return the x-coordinates of its left and right endpoints, left(q) and
right(q)” ([9])

2. ”Given an x-coordinate x′ and two segments q1 and q2 whose intervals of definition
include x′, tell which of q1 and q2 is uppermost at x = x′, or return equal if the
segments intersect at x = x′.” ([9])

3. ”Given an x-coordinate x′ and two segments q1 and q2, return the x-coordinate of the
next intersection of q1 and q2 that lies strictly to the right of x′ if any such intersection
exists.” ([9])

To be able to answer those queries in constant time the all-pair shortest paths need to
be pre-computed. Query 1 can be answered in constant time since we know the interval of
e = (u, v) for which segment s is defined and can compute the dilation for the endpoints in
constant time, because the all-pair shortest paths are pre-computed. Query 2 can be answered
in constant time by checking the functions that describe the segments for intersections. Finally
Query 3 can also be computed in constant time, since we can compute the intersection point
in constant time.

Note that in [9] it is assumed that the segments do not overlap in a curve. Since the
segments can overlap in a curve in our case, we have to deal with them in such a way that the
running time of the computation of the envelope is not effected by it. One way of dealing with
segments that overlap in a curve is to filter them out before the envelopes are computed by
combining two overlapping segments into one segment equal to the union of the two segments.
Combining these overlapping segments needs to be done iteratively, because it is possible that
more than two segments overlap with each other. These overlapping segments need to be dealt
with in the same time as the computation of the envelope (O(n log n) time). Next we describe
how this can be done.

Recall that each segment x ∈ S is a set of points {(s, cx + c′x × g(s))}s∈[ax,bx], where g(s)
is the same for all segments in S, cx and c′x are constants and [ax, bx] ⊆ [u, v]. Thus segments
i and j overlap if and only if

• they are both strictly increasing or strictly decreasing.

• ci = cj and c′i = c′j

• [ai, bi] ∩ [aj , bj ] 6= ∅ 2

We first split the set of segments S into the following two sets:

• Sdec, containing all strictly increasing segments.
2Note that [ai, bi] ∩ [aj , bj ] 6= ∅ is always true if i and j are both strictly increasing or strictly decreasing,

because the leftmost endpoint of all the increasing segments is u and the rightmost endpoint of all the decreasing
segments is v.
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• Sinc, containing all strictly decreasing segments.

Since the leftmost endpoint of all the increasing segments is u and the rightmost endpoint
of all the decreasing segments is v, it follows that segments in the same set are overlapping
if and only if they have the same cx and c′x-values. Thus we merge in each set all segments
that have the same cx and c′x-values into one big segment. This merging can be done in
O(n log n) time. To do this we first separately sort each of the two sets Sdec and Sinc on cx

and if segments of the same set have the same cx-value then we sort those on c′x. Then we
traverse each set once and merge all the overlapping segments into on big segment. Finally
the two sets are combined again into one big set S of at most O(n) segments (the union of
the two sets does not have to be sorted).

Splitting the O(n) segments into Sdec and Sinc takes O(n) time. The sorting of both sets
takes O(n log n) and the two walks both take O(n) time. Thus the filtering of overlapping
segments takes O(n log n) time and O(n) space.

According to Lemma 5 the segments in S intersect pairwise at most one time. Hence the
upper envelope of S (and thus of {fe

a(s)}a∈V can be computed in O(λ2(n) log n) = O(n log n)
time. And since the upper envelope of O(n) of such segments has at most O(n) local minima
or maxima, we can walk over the upper envelope and find the global minimum in O(n) time.
So in the end the part of computing the best shortcut from a given edge e = (u, v) to p takes
O(n log n) time if we have the all-pair shortest paths pre-computed.

2.2 Computing the optimal shortcut to an isolated vertex

The first step is to compute the all-pair shortest paths between vertices in G and store
their lengths in a table, such that the lengths of the shortest path between any vertex-pair
(a, b) ∈ V × V can be obtained in constant time. As discussed in [8] computing these all-pair
shortest paths can be done by using Dijkstra’s algorithm implemented using Fibonacci heaps.
This results in an O(nm + n2 log n) time algorithm using O(m) space 3. The next step is to
decide which vertex p ∈ V is the isolated vertex. Computing p can be done in O(n) time by
taking the vertex with an empty adjacency list. Note that if there is more than one isolated
vertex, then we can immediately terminate since one shortcut will not improve the dilation
of the graph.

In the previous section we described an approach to compute the optimal connection of
an isolated vertex p to a given edge e = (u, v) ∈ E in O(n log n) time. We compute such
a connection for every edge e of the graph G and then pick the one that results in a graph
with the minimal dilation of the set V . Since there are m edges we can compute the optimal
shortcut in O(nm log n) time. Combined with the time needed to compute the all-pair shortest
paths, this results in an O(nm log n + n2 log n) time algorithm.

The space requirement is bounded by that of computing the all-pair shortest paths and
the space for storing the set of segments S and the all-pair shortest path lengths. Since
m = O(n2) computing and storing the all-pair shortest paths takes O(n2) space. Obviously
storing the O(n) segments in each iteration of the algorithm takes O(n) space. Note that
storing the optimal shortcut for each of edges requires only O(1) space if we keep track of the

3There exist slightly faster algorithms for the computation of shortest paths when m = O(n2) (see for
example the work of R. Yuster in [16]), but the total running time of our algorithm will not improve by using
them.
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best shortcut so far after each iteration of the algorithm. So this results in a space requirement
of O(n2).

Thus this results in the following theorem:

Theorem 6. The optimal shortcut to connect an isolated vertex to the rest of the given graph
G can be computed in O(nm log n + n2 log n) time and O(n2) space.
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Chapter 3

The best edge-vertex shortcut

The next problem we consider is finding a shortcut in a graph G, such that the dilation of
V in the resulting graph G′ is minimized. As described in Section 1.2 this problem has been
studied before, but only for shortcuts that connect two existing vertices. We will also allow
the shortcuts to be between edges, thus we allow the shortcuts to be between vertices that
are added in the interiors of edges of G.

In this chapter we look at how to find the best shortcut in a graph G = (V,E), between
a vertex p ∈ V and an edge e = (u, v) ∈ E (see Figure 3.1 for an example). We can assume
that G consists of at most two connected components. Because if there are more connected
components adding one edge would still result in a graph with a dilation of ∞. Note that if
G contains an isolated vertex, then the algorithm discussed in Section 2 can be used. Finding
the optimal edge-vertex shortcut is a little harder than the connection of an isolated point p
to G, because adding an edge in this case can affect the dilation between any pair of vertices.
Since this problem is still quite similar to the isolated vertex problem, we can use roughly the
same approach as discussed earlier.

We will find an optimal shortcut as follows. First, for every edge-vertex pair (e, p) ∈ E×V
we will find a point s on e, such that s gives an optimal way to connect p to e over all other
positions on e. Namely, we chose the point s which results in the minimal dilation of the
vertex subset V in the resulting graph G′ = (V

⋃
{s}, E

⋃
{(s, p), (s, v), (s, u)}) for all possible

placements of s on e. Out of the m× n = |E| × |V | shortcuts obtained this way we chose the
one that results the graph with the minimal dilation of the vertex subset V . Next we will
describe how the optimal position of s on a given edge can be computed given a vertex p.

3.1 The best shortcut between a given edge and a given vertex

Assume that we want to add an edge (shortcut) between the edge e = (u, v) and the vertex p.
So we want to find a point s on (u, v) such that the dilation of the vertex subset V in the
resulting graph G′ = (V

⋃
{s}, E

⋃
{(s, p), (s, v), (s, u)}) is minimized.

In the remainder of this thesis we need the following definition for a special kind of paths
in a graph:

Definition 3. Denote spG(a1, a2, . . . , ak) to be a shortest path between a1 and ak containing
all vertices a1,a2, . . . , ak in the order they are mentioned. This path can contain other vertices
not in a1, a2, . . . , ak.
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Figure 3.1: We want to connect a vertex p ∈ V to a point s on an edge e = (u, v) in the graph.
(a) An example of such a connection in a connected graph. (b) A possible augmentation in a
graph consisting of two connected components.

Now we are going to apply roughly the same approach as in Section 2.1.1 for adding the
shortcut (s, p).

Definition 4. Define for each pair of vertices (a, b) ∈ V ×V the dilation-function f(a,b)(s)
to be a function that maps a position s on e = (u, v) to the dilation between the vertices a
and b when p is connected to s with the edge es = (p, s). Thus f(a,b)(s) = δGs(a, b), with
Gs = (V ∪ {s}, E ∪ {es, (s, u), (s, v)}). Note that f(a,b)(s) = f(b,a)(s).

This way each f(a,b) expresses the dilation between a and b based on the position s of the
vertex s on the edge e = (u, v). Thus to find the optimal position of s on e = (u, v), we need
to find the position that minimizes the dilation between all pair of vertices (a, b) ∈ V × V .
This position is given by the minimum of the upper envelope of {f(a,b)(s)}(a,b)∈V ×V . Just
like in Section 2.1.1 we can find this envelope by using the algorithm given in [9] on a set of
segments. So the next step is to give a transformation of a set of graphs of f(a,b)(s) for all
(a, b) ∈ V × V into a set of segments that satisfy the conditions the input of the algorithm in
[9] has to satisfy.

3.1.1 Computing the dilation-functions

If we look at f(a,b)(s) for any pair (a, b) ∈ V × V , then we can distinguish the following
5 possibilities for a shortest path between a and b in the graph Gs (see Figure 3.2 for an
example):

1. a shortest path that does not contain es, with path length dG(a, b), denoted as sp
(0)
(a,b)(s).

2. a path spGs(a, p, s, u, b), denoted as sp
(1)
(a,b)(s)

3. a path spGs(a, p, s, v, b), denoted as sp
(2)
(a,b)(s)

4. a path spGs(b, p, s, u, a), denoted as sp
(3)
(a,b)(s)

5. a path spGs(b, p, s, v, a), denoted as sp
(4)
(a,b)(s)

For each value of s the graph distance between a and b is thus equal to the minimum
length of one of the 5 paths mentioned above (we use dGssp

(i)
(a,b)(s) to denote the length of

sp
(i)
(a,b)(s) in Gs). Thus

d(a, b)f(a,b)(s) = min{dG(a, b), dGssp
(1)
(a,b)(s), dGssp

(2)
(a,b)(s), dGssp

(3)
(a,b)(s), dGssp

(4)
(a,b)(s)}
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Figure 3.2: We can distinguish the following 5 possibilities for shortest paths between a and
b in Gs. Note that in this example sp

(4)
(a,b)(s) visits p and h twice and thus contains a loop

and therefore can never be the shortest path between a and b for any position of s on (u, v).

So

f(a,b)(s) = min{dG(a, b)
d(a, b)

,
dGssp

(1)
(a,b)(s)

d(a, b)
,
dGssp

(2)
(a,b)(s)

d(a, b)
,
dGssp

(3)
(a,b)(s)

d(a, b)
,
dGssp

(4)
(a,b)(s)

d(a, b)
}

This means that f(a,b)(s) is represented by the lower envelope of the dilations of those 5

paths 1 as a function of s. Each of the graphs of the functions sp
(i)
(a,b)(s) for 0 ≤ i ≤ 4 can be

represented by either a strictly increasing, strictly decreasing or horizontal segment and those
segments either intersect pair-wise at most one time or overlap pairwise at most one time
(see Lemma 7 and replace in that lemma S by the set containing the functions describing the
dilations of the 5 paths mentioned above). Thus for each vertex-pair the lower envelope can
be computed in constant time and has a constant complexity. In Figure 3.3 an example of
the computation of such a lower envelope is shown.

3.1.2 Dividing the graphs of the dilation-functions into segments

Thus if we calculate the dilation-functions for all vertex-pairs (a, b) ∈ V × V as described
above, we get O(n2) dilation-functions, all of a constant complexity. Denote S to be the set
of O(n2) segments obtained by the division of each of those lower envelopes in a constant
number of strictly increasing, strictly decreasing or horizontal segments, then:

Lemma 7. For each segment-pair (i, j), i ∈ S, j ∈ S and i 6= i exactly one of the following
is true:

1. i ∩ j = ∅

2. i and j intersect in a single point.

3. i and j intersect in one curve.

Proof. There are 5 cases of segment-pairs (i, j):

• i is a strictly decreasing segment and j is a strictly increasing segment (or the other
way around), so in this case i and j intersect in at most one point. Thus either i∩ j = ∅
or i and j intersect in a single point.

1The dilation of a path sp
(i)

(x,y)(s) between two vertices x and y in a graph H is defined to be
dHsp

(i)
(x,y)(s)

d(x,y)
.
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Figure 3.3: (a) A geometric network G, a vertex p ∈ G and an edge (u, v) ∈ G to which p
has to be connected in such a way that the maximal dilation between all vertex-pairs in G is
minimized. (b) The graphs of the dilations of the 5 possible shortest paths between a2 and
a5. The lower envelope of those graphs is equal to the graph of f(a2,a5)(s).

• i is a horizontal segment and j is a strictly increasing or strictly decreasing segment (or
the other way around), so in this case i and j can intersect in at most one point. Thus
either i ∩ j = ∅ or i and j intersect in a single point.

• i and j are both horizontal segments, we can distinguish the following cases:

– if they both have a different y-coordinate then i ∩ j = ∅
– if they both have the same y-coordinate and their projections to the x-axis do not

overlap then i ∩ j = ∅.
– if they both have the same y-coordinate and their projections to the x-axis do

overlap then i and j intersect in a single point or i and j intersect in one segment.

• i and j are both strictly increasing when we move s from u to v over edge e = (u, v).
Let Gs = (V ∪ {s}, E ∪ {(p, s), (s, u), (s, v)}). By Definition 4 the segments i and j are
defined as the following functions of s:

– assume that i is the segment that describes the dilation of a vertex-pair (ai, bi) ∈
V × V and that dG(ai, u) ≤ dG(bi, p) (otherwise they can be swapped). Thus
δi(s) = δGs(ai, bi) = dG(ai,u)+dG(bi,p)

d(ai,bi)
+ d(s,p)+d(u,s)

d(ai,bi)
.

– assume that j is the segment that describes the dilation of a vertex-pair (ai, bi) ∈
V × V and that dG(aj , u) ≤ dG(bj , p). Thus δj(s) = δGs(aj , bj) =
dG(aj ,u)+dG(bj ,p)

d(aj ,bj)
+d(s,p)+d(u,s)

d(aj ,bj)
.

So both functions can be rewritten to δx(s) = cx + c′x × g(s), with x ∈ {i, j} the
constants cx ≥ 0 and c′x ≥ 0 and g(s) = d(s, p)+d(u, s). Since g(s) is strictly increasing
by Lemma 2, it follows that only the cases given in Lemma 7 can happen.
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• i and j are both strictly decreasing when we move s from u to v over edge e = (u, v).
This case is symmetric to the previous one by swapping u and v.

3.1.3 Computing the minimum of the upper envelope of the segments

As described above we compute for each vertex-pair (a, b) ∈ V×V the dilation-function f(a,b)(s).
The best dilation that can be obtained by adding a vertex-edge shortcut between p and
e = (u, v) is given by the minimum of the upper envelope of the functions f(a,b)(s) for all
vertex-pairs (a, b) ∈ V ×V . We find this envelope by first splitting the graph of each function
f(a,b)(s) into a constant number of segments.

Since there are at most O(n2) vertex-pairs, we get at most O(n2) segments. All those
segments can be computed in constant time after the all-pair shortest paths are pre-computed.
According to [9] the upper envelope of O(n2) segments that intersect pairwise at most k
times can be computed in O(λk+1(n2) log n) time if there is an oracle that can answer the
queries given in Section 2.1.2 in constant time and the segments do not overlap in a curve.
The way those queries can be answered in constant time is explained in Section 2.1.2. We
can deal with segments that overlap in a curve the same way as described in Section 2.1.2,
with the addition that we now split the set of segments S into three sets. A set containing
strictly decreasing segments, a set containing strictly increasing segments and a set containing
horizontal segments. The strictly increasing and strictly decreasing sets are then handled
exactly the same way as in Section 2.1.2. The horizontal segments are first sorted on the
y-coordinate of their leftmost endpoint and if the leftmost endpoints of the segments have the
same y-coordinate we sort them again on the x-coordinate of their leftmost endpoint. Next
the sorted set is traversed once while iteratively combining two segments positioned next to
each other in into on big segment if they overlap. With iteratively we mean that if we combine
two segments xi and xi+1 into one big segment x, then the segment xi+2 that follows xi+1 in
the original sorted set is checked for overlap and possibly combined with x. When all 3 sets
are handled we merge them again into one big set S. Obviously this complete procedure to
deal with overlapping segments takes O(n2 log n) time and uses O(n2) space.

Thus according to Lemma 7 the upper envelope can be computed in O(λ2(n2) log n2) =
O(n2 log n) time. And since the upper envelope of O(n2) of such segments has at most O(n2)
local minima or maxima, we can walk over the upper envelope and decide the global minimum
in O(n2) time. So in the end computing the best shortcut from a given edge e = (u, v) to a
given vertex p takes O(n2 log n) time and O(n2) space if we have the all-pair shortest paths
pre-computed.

3.2 Computing the optimal edge-vertex shortcut

Computing the all-pair shortest paths takes O(mn log n + n2 log n) time. In the previous
sections we describe an approach to compute the optimal connection of a given vertex p to a
given edge e = (u, v) in O(n2 log n) time. We can compute such a connection for every pair
(p, e) ∈ V ×E and then pick the one that results in a graph with the minimal dilation of the
vertex subset V . Since there are m edges and n vertices, this results in a total running time
of O(mn3 log n). Because this running time dominates that of the computation of the all-pair
shortest paths, we get O(mn3 log n) as the total running time.
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The space requirement is bounded by that of computing the all-pair shortest paths and the
space for storing the set of segments and the all-pair shortest path lengths. Computing and
storing the all-pair shortest paths takes O(n2) space. Obviously storing the O(n2) segments
in each iteration of the algorithm takes O(n2) space. Storing the optimal shortcut so far
requires only O(1) space. So this results in a space requirement of O(n2).

Thus this results in the following theorem:

Theorem 8. The optimal shortcut between a vertex and an edge in a graph G can be computed
in O(mn3 log n) time and O(n2) space.
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Chapter 4

The best shortcut between two
edges

In this chapter we look at how to find the best shortcut in a graph G = (V,E), between
an edge e1 = (u, v) ∈ E and an edge e2 = (g, h) ∈ E (see Figure 4.1 for an example). We
can assume (as in the previous case) that G consists of at most two connected components.
We will find an optimal shortcut as follows. First, for every pair of edges (e1, e2) ∈ E × E
we will find a point s on e1 and a position t on e2, such that the positions s and t give an
optimal way to connect e1 to e2 over all other positions on e1 and e2. Namely we chose
the points s and t such that the dilation of the vertex subset V in the resulting graph
G′ = (V ∪ {s, t}, E ∪ {es, (s, u), (s, v), (t, h), (t, g)}) is minimal for all possible placements
of s on e1 and t on e2. Out of the m ×m = |E| × |E| shortcuts obtained this way we chose
the one that results in the graph that has minimal dilation for the set V .

Next we will describe how the optimal positions of s and t on two given edges can be
computed.

4.1 The best shortcut between two given edges

Assume that we want to add an edge (shortcut) between the edges e1 = (u, v) and e2 = (g, h).
So we want to find a point s on (u, v) and a point t on (g, h) such that if we add the edge
e = (s, t) to E that the dilation of the vertex subset V in the resulting graph is minimized.

Now we are going to apply a similar approach as in the earlier sections for computing the
shortcut between e1 and e2. To make this computation we use the following definition:

Definition 5. Define for each pair of vertices (a, b) ∈ V × V f(a,b)(s, t) to be the dilation-
function that maps a pair (s, t), where s is a point on e1 = (u, v) and t is a point on e2 = (g, h),
to the dilation between the vertices a and b when t is connected to s with the edge es = (s, t).
Thus f(a,b)(s, t) = δG(s,t)

(a, b), with G(s,t) = (V ∪ {s, t}, E ∪ {es, (s, u), (s, v), (t, h), (t, g)}).
Note that f(a,b)(s, t) = f(b,a)(s, t).

So just like in the earlier sections we will find the optimal position of s and t by computing
the minimum of the upper envelope of f(a,b)(s, t) for all vertex-pairs (a, b) ∈ V × V . So we
need an algorithm to compute the minimum of the upper envelope of bivariate functions in
3 dimensions. M. Sharir in [14] show that the complexity of the upper envelope of a set of
bivariate functions Q is O(n2+ε) for any ε > 0 if the following condition is satisfied:
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Figure 4.1: We want to add an edge between a point s on edge (u, v) and a point t on edge
(g, h). In the left picture an example is shown where h = v and in the right picture a more
general example is shown.

(∗) ”Each q ∈ Q is a continuous, totally or partially defined bivariate algebraic function of
constant maximum degree b: if q is only partially defined, the domain of definition of
q is bounded by a constant number of polynomial equalities or inequalities of constant
maximum degree b.” ([1])

P. Agarwal et al. in [1] give an algorithm that constructs the upper envelope of functions
satisfying condition (∗) in O(n2 +ε) time under the assumption that computing the pointwise
maximum 1 of two given functions, and some other required primitive operations can be done
in constant time. In the rest of these thesis we will ignore this last assumption, because
the required operations can for example be performed in constant time by using standard
techniques from computational real algebraic geometry as stated in [1].

4.1.1 Computing the dilation-functions

If we look at f(a,b)(s, t) for any pair (a, b) ∈ V × V , then we can distinguish the following 9
possibilities for a shortest path between a and b for any position of s on e1 = (u, v) and any
position of t on e2 = (g, h) in the graph G(s,t) = (V ∪{s, t}, E∪{(s, t), (s, u), (s, v), (t, h), (t, g)})
(see Figure 4.2 for an illustration):

1. a shortest path that does not contain both s and t, with path length dG(a, b), denoted
as sp

(0)
(a,b)(s, t).

2. a path spG(s,t)
(a, u, s, t, g, b), denoted as sp

(1)
(a,b)(s, t)

3. a path spG(s,t)
(a, u, s, t, h, b), denoted as sp

(2)
(a,b)(s, t)

4. a path spG(s,t)
(a, v, s, t, g, b), denoted as sp

(3)
(a,b)(s, t)

5. a path spG(s,t)
(a, v, s, t, h, b), denoted as sp

(4)
(a,b)(s, t)

6. a path spG(s,t)
(b, u, s, t, g, a), denoted as sp

(5)
(a,b)(s, t)

7. a path spG(s,t)
(b, u, s, t, h, a), denoted as sp

(6)
(a,b)(s, t)

8. a path spG(s,t)
(b, v, s, t, g, a), denoted as sp

(7)
(a,b)(s, t)

1The pointwise maximum M(x,y) of two bivariate functions q1 and q2 is defined to be the maximum of
q1(x, y) and q2(x, y).
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Figure 4.2: We can distinguish the following 9 possibilities for a shortest path between a
and b.

9. a path spG(s,t)
(b, v, s, t, h, a), denoted as sp

(8)
(a,b)(s, t)

For each pair of values of s and t the graph distance between a and b in Gst is thus equal
to the minimum length of one of the 9 paths mentioned above. Thus

d(a, b)× f(a,b)(s, t) = min{dG(a, b), dG(s,t)
sp

(1)
(a,b)(s, t), dG(s,t)

sp
(2)
(a,b)(s, t), . . . , dG(s,t)

sp
(8)
(a,b)(s, t)}

So

f(a,b)(s, t) = min{dG(a, b)
d(a, b)

,
dG(s,t)

sp
(1)
(a,b)(s, t)

d(a, b)
,
dG(s,t)

sp
(2)
(a,b)(s, t)

d(a, b)
, . . . ,

dG(s,t)
sp

(8)
(a,b)(s, t)

d(a, b)
}

This means that f(a,b)(s, t) can be represented by the lower envelope of the dilations of
those 9 paths as a function of s and t. However this time the dilation-functions of those paths
and their lower envelope can no longer be represented in 2 dimensions, because they depend
on two variables. So now we will use the algorithm of Agarwal et all in [1] to compute this
envelope in 3 dimensional space. Each of those 9 dilation-functions is a continuous bivariate
function of the form g(s, t) + c

√
f(s, t) defined on [u, v]× [g, h], where g(s, t) and f(s, t) are

polynomials of constant degree at most 2 and c is some constant 2. Thus for each vertex-pair
the lower envelope of these 9 functions can be computed in constant time and has a constant
complexity.

4.1.2 Dividing the graphs of the dilation-functions into patches

Let i = 0, 1, . . . 8 and (a, b) ∈ V × V , then the obtained lower envelope can be divided into
a constant number of surface-patches, where each of those patches is described by one the

dilation-functions
sp

(i)
(a,b)

(s,t)

d(a,b) of one of the paths, whose domain is bounded by the following
polynomial equalities:

2Although these functions slightly violate the requirement in (∗) that the functions need to be constant
degree polynomials, we assume that this violation does not have any impact on the complexity of the envelope
and its computation. We avoid investigating this issue further since it is outside the scope of this project.
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• The 4 equalities bounding the domain of definition of s and t.

• The (at most) 8 equalities of the form
sp

(i)
(a,b)

(s,t)

d(a,b) =
sp

(j)
(a,b)

(s,t)

d(a,b) , where i 6= j. Thus such

an equality is of the form g(s, t) + c
√

f(s, t) = h(s, t) + c
√

f(s, t), where g(s, t), f(s, t)
and h(s, t) are polynomials of constant degree at most 2 and c is some constant. We
can rewrite such an equation to the form g(s, t) = h(s, t).

Hence the surface-patches in which the lower envelope of each vertex-pair can be divided can
be described as continuous bivariate functions of the form g(s, t) + c

√
f(s, t), where g(s, t)

and f(s, t) are polynomials of constant degree at most 2 and c is some constant 3, whose
domains of definition are bounded by a constant number of polynomial equalities of constant
maximum degree 2.

4.1.3 Computing the minimum of the upper envelope of the patches

As described above we compute for each vertex-pair (a, b) ∈ V ×V the function f(a,b)(s, t) by
computing the lower envelope of all the 9 relevant shortest paths between a and b. We can
get the optimal shortcut from s on e1 = (u, v) to t on e2 = (n, m) by taking the minimum
of the upper envelope of the function f(a,b)(s, t) of all vertex-pairs. So the best shortcut is
between the position of s on (u, v) and the position of t on (g, h) for which the dilation of the
vertex subset V in the resulting graph after adding the shortcut is minimal.

Since there are at most O(n2) vertex-pairs, it follows that we have to compute O(n2)
lower envelopes and each can be computed in constant time. Each of those lower envelopes
(belonging to one vertex-pair (a, b) ∈ V ×V ) can be divided into a constant number of surface-
patches, such that each of those patches is described by a continuous bivariate functions of
the form g(s, t) + c

√
f(s, t), where g(s, t) and f(s, t) are polynomials of at most degree 2

and c is some constant 3, whose domains of definition are bounded by a constant number
of polynomial equalities of constant maximum degree 2. So this means that we get at most
O(n2) patches in total of which the upper envelope has to be computed. Hence this upper
envelope will have a complexity of O((n2)2+ε) = O(n4+ε) and can be computed envelope in
O(n4+ε) time, for any ε > 0, where the constant of proportionality depends on ε and on the
maximum algebraic degree of the given functions (and of their domain boundaries).

Since the complexity of the upper envelope is O(n4+ε) we can traverse this envelope and
find the global minimum in O(n4+ε) time. Since the computation time of the all-pair shortest
paths is dominated by the computation time of the upper envelope, the best shortcut between
two given edges (e1 = (u, v), e2 = (g, h)) ∈ E × E can be computed in O(n4+ε) time.

4.2 Computing the optimal edge-edge shortcut

In the previous sections we described an approach to compute the optimal connection between
two given edges in O(n4+ε) time. We can compute such a connection for every pair (e1, e2) ∈
E × E and then pick the one that results in a graph with the minimal dilation of the vertex
subset V . Since there are m edges, this results in a total running time of O(m2n4+ε).

3 Note again that we slightly violate the requirement in (∗) that the functions describing the patches need
to be constant degree polynomials. But we again assume that this violation does not have any impact on the
complexity and the calculation time of the envelopes.
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The space requirement is bounded by that of computing the all-pair shortest paths and
the space for storing the set of patches and the all-pair shortest path lengths. Computing and
storing the all-pair shortest paths takes O(n2) space. Storing the O(n2) surface-patches in
each iteration of the algorithm takes O(n2) space. Storing the optimal shortcut for each edge
pair requires only O(1) space if we keep track of the best shortcut so far after each iteration
of the algorithm. So this results in a space requirement of O(n2). Thus this results in the
following theorem:

Theorem 9. The optimal shortcut between two edges in a graph G can be computed in
O(m2n4+ε) time and O(n2) space, for any ε > 0.
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Chapter 5

Speeding up the computation

The algorithms in the previous sections consider every possible placement of the new edge in
the graph. However, certain placements can be excluded from consideration without calcu-
lating the dilation of the vertex subset V in the resulting graph after adding the new edge.
Filtering these placements out speeds up the algorithm in practice. Next we describe which
cases can be filtered out and how. We also give an example of a graph for which this procedure
will not have any effect on the asymptotical running time.

5.1 Filtering of special cases

Before we discuss the special cases we first give the following two lemma’s:

Lemma 10. Let G = (V,E) be a geometric network and let Gsp be the graph obtained from
G by connecting an arbitrary vertex p ∈ V to an arbitrary point s in the interior of some edge
(u, v) ∈ E. Let Gpuv be the graph obtained from G by connecting the vertices p, u and v into
a cycle. Then δGsp(V ) ≥ δ(Gpuv).

Proof. Consider any pair of vertices (a, b) ∈ V × V . Any path connecting a, b in Gsp that
contains at most one vertex of {p, u, v} does also exist in Gpuv. Consider a path π connecting
a and b in Gsp that contains two vertices x, y ∈ {p, u, v}, x 6= y. We can construct a path π′

in Gpuv by replacing the subpath from x to y in π with an edge (x, y). Then π′ is at least as
short as π. In Figure 5.1 an illustration of the considered graphs is given.

Lemma 11. Consider a pair of edges (u, v) and (g, h) in a geometric network G. Denote Gst

the graph obtained by from G by adding an edge between a point s in the interior of (u, v) and
a point t in the interior of (g, h). Denote Guvgh the graph obtained from G by connecting the
vertices u, v, g and h into a 4-clique 1. Then δGst(V ) ≥ δ(Guvgh).

Proof. Consider any pair of vertices (a, b) ∈ V × V . Any path connecting a, b in Gst that
contains at most one vertex of {u, v, g, h} does also exist in Guvgh. Consider a path π con-
necting a and b in Gst that contains two vertices x, y ∈ {u, v, g, h}, x 6= y. We can construct
a path π′ in Guvgh by replacing the subpath from x to y in π with an edge (x, y). Then π′ is
at least as short as π. In Figure 5.2 an illustration of the considered graphs is given.

1A clique is a subset Σ of vertices in a graph such that any two vertices in Σ are adjacent.
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Figure 5.1: (a) original graph G, (b) augmenting G with an arbitrary vertex-edge shortcut
(s, p), (c) augmenting G by connecting the vertices p, u and v in a cycle.
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Figure 5.2: (a) original graph G, (b) augmenting G with an arbitrary edge-edge shortcut
(s, t), (c) augmenting G by connecting the vertices u, v, g and h into a 4-clique.

Thus as a consequence of Lemma 10 we do not have to check the connection between a
given vertex p and each point s on a given edge es = (u, v) if p is already connected to es

with (p, u), (p, v) or with both. In case when p is connected to exactly one of the endpoints
of (u, v) ∈ E it is always better to add an edge to the other endpoint of (u, v) than to any
interior point of (u, v). If p is already connected to both u and v in G then we can not make
any improvement to the dilation between vertices in V by adding an edge between p and es

and therefore we do not need to find the best way to connect p to es. As a result of Lemma 11
we for similar reasons do not have to check the connection between each point s on a given
edge es = (u, v) and each point t on a given edge et = (g, h) if es is already connected to et

with at least 3 of the following edges: (u, g), (u, h), (v, g) or (v, g).
For the isolated vertex problem the above is not relevant, because p is not connected to

any other vertex. For the two other problems we considered this is relevant, because we can
then just add the missing edge between vertices or add nothing (depending on the case). In
the case we add the missing edge between vertices the dilation of the resulting graph can
be computed using the algorithm of C. Wulff-Nilsen as discussed in [15]. The algorithm
described there requires O(n log n) time to compute the dilation between any pair of vertices
in G augmented with an edge between any two vertices in G. Thus if such a case happens in
the subproblem of connecting a given edge to a given vertex the running time would improve
from O(n2 log n) to (n log n) and in the subproblem of connecting two given edges the running
would improve from O(n4+ε) to O(n log n).

We can make another improvement to the running time of the algorithm by keeping track
of all of the vertex-pairs (a, b) ∈ V × V with the worst dilation in G when G is connected
or the set of vertices in G that have the worst dilation to the isolated vertex p otherwise.
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Call W the set of those vertex-pairs with the worst dilation in G. The improvement is then
made by doing the following each time we are going to compute the best way to connect a
vertex p ∈ V (or p is the isolated vertex in the isolated vertex case) to an edge (u, v) ∈ E.
First compute for the first vertex-pair (x1, y1) ∈ W the dilation in Gpuv (see Lemma 10), if
δGpuv(x1, y1) = δG(x1, y1) we by Lemma 10 can discard the edge between p and (u, v) and thus
stop this computation. Else we continue by doing the same step as above for all other pairs in
W until we can discard the edge. If we have traversed the entire set W without discarding the
edge, then we still have to consider all possible placements of the edge between p and (u, v)
and thus compute the optimal placement of the edge (s, p) between p and a point s on (u, v).
Call Gsp the graph after adding (s, p) to G, thus Gsp = V

⋃
{s}, E

⋃
{(s, p), (s, v), (s, u)}). In

the case we did not discard the computation we have to replace W by a new set containing
all the vertex-pairs with the worst dilation in Gsp before we continue with the computation
of the best edge to add between the next edge-vertex pair.

Each check of the form δGpuv(xi, yi) = δG(xi, yi) can be done in constant time for i =
1, . . . , |W | (with |W | the size of W ), because we have the all-pair shortest paths pre-computed.
So the total checking procedure for the connection between an edge and a vertex takes at
most O(k) time with k the number of vertex-pairs in W . Each time we replace W this takes
at most O(n2) time (or O(n) in the isolated vertex case), because we have to recompute the
dilations of O(n2) (O(n) in the isolated vertex case) pairs and then traverse the resulting list
of all these dilation once keeping track of all the vertex-pairs with the worst dilations so far.
Thus the time of computing the optimal placement of an edge between p and (u, v) dominates
the replacing time of W and the time required for the checks. Hence including this procedure
will in most cases have a positive effect on the running time.

A similar approach as described above can be used as a consequence of Lemma 11 for
finding the best edge to add between two edges.

5.2 Asymptotical running time

Thus in practice we can improve the running time of the algorithms by dealing with the special
cases as discussed in the previous section. To show that dealing with those special cases does
not affect the asymptotical running time of our algorithms we are going to construct a ”worst
case” graph Gworst. Such a graph should have O(n2) edges and O(n4) edge-pairs (or O(n3)
vertex-edge pairs for the edge-vertex case) that are not covered by the special cases described
above.

For the construction of Gworst we first create a set of n vertices. After that we divide the
vertices into 2 equally sized graphs G1 and G2. Both graphs will then each be fully connected,
resulting into two complete graphs both with n/2 vertices, thus G1 = Kn/2 and G2 = Kn/2

where a complete graph with x vertices is denoted by Kx. Note that if n is odd G1 contains
(n − 1)/2 vertices and G2 contains (n − 1)/2 + 1 vertices. Next we add from each vertex in
G1 an edge to one vertex in G2, such that each vertex in G2 is connect with an edge to at
most one vertex in G1. An example of Gworst is depicted in Figure 5.3, note that G1 and G2

do not necessarily have to be embedded in disjoint regions.

Lemma 12. Gworst contains:

• O(n2) edges
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G1 = Kn/2

G2 = Kn/2

Figure 5.3: Gworst consisting of two equally sized fully connected subgraphs G1 and G2. Each
vertex in G1 is connected to one different vertex in G2.

• O(n3) edge-vertex pairs that can not be covered by the special cases as described in
Section 5.1.

• O(n4) edge pairs that can be covered by the special cases as described in Section 5.1.

Proof. G1 and G2 both contain n(n− 1)/2 edges and we have n/2 edges for the interconnec-
tions between G1 and G2. Thus we have O(n2) edges. In the edge-vertex case, the edge-vertex
pairs formed by one vertex or edge in G1 and one vertex or edge in G2 such that the vertex
of the pair is not connected with an edge to the (endpoint of the) edge of the pair do not
contain special cases as described in Section 5.1. Thus we have O(n3) vertex-edge pairs that
are not covered by special cases. In the edge-edge case, the edge pairs formed by one edge
in G1 and one edge in G2 do not contain special cases as described in Section 5.1. Thus we
have O(n4) edge pairs that are not covered by special cases.

By Lemma 12 we can conclude that filtering out the special cases as described in Section 5.1
does not improve the asymptotical running time of our algorithms.
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Chapter 6

Approximation

In the previous sections we gave some exact algorithms for the problem of augmenting G with
one edge. Since these algorithms appear to be rather slow, it makes sense to see whether we
can trade the quality for speed, that is whether we can augment the graph with one edge
to obtain a reasonable quality network much faster. Thus in this chapter we will look at
approximation algorithms for our problem. We will first show that algorithm to compute the
best shortcut between two vertices in a graph G of C. Wulff-Nilsen in [15], which runs in
O(n3 log n), is a factor-3 approximation algorithm for our problem. Note that we will first
discuss the algorithm of the shortcut between two edges and later we discuss the best shortcut
between a vertex and an edge. Next we show that our algorithm described in Chapter 3 of
finding the best vertex-edge shortcut is a factor-2 approximation for the problem finding the
best shortcut between two edges.

6.1 Factor-3 approximation algorithms

6.1.1 Isolated vertex

Consider a graph G = (V,E), with the dilation denoted as δ(G) and an isolated vertex p ∈ V .
Recall that we want to add an edge (shortcut) between an edge in G and p. So we want to
find a point s on an edge (u, v) of G, such that if we add the edge esp = (s, p) to E that the
dilation of V in the resulting graph is minimized. Let Gsp = (V ∪{s}, E∪{(s, p), (s, u), (s, v)})
be the graph obtained from G by adding the optimal edge between p and a point s in the
interior of the edge (u, v). Denote δGsp(V ) the dilation of V in Gsp.

Now augment G with the edge ew between p and a vertex w ∈ V , such that the dilation
of the resulting graph Gw is minimized.

Lemma 13. For any geometric graph G δ(Gw) ≤ 3δGsp(V ).

Proof. Given a graph G and a isolated vertex p ∈ V let (s, p) be the optimal edge-vertex
shortcut with s ∈ (u, v) for some edges (u, v) ∈ E. Consider the distance between an arbitrary
vertex a ∈ V and p in Gsp.

Since p is an isolated vertex in G any shortest path connecting a and p in Gsp contains
the edge (s, p). Assume without loss of generality that:

d(u, s) ≤ d(v, s) (6.1)
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Figure 6.1: (a) original graph G, (b) augmenting G with an optimal vertex-edge shortcut
(s, p), (c) augmenting G with a (not necessarily optimal) vertex-vertex shortcut (u, p)

Note that otherwise we can rename vertices correspondingly.
Let Gup be the graph obtained by augmenting G with the edge (u, p), see Figure 6.1 for

an illustration. Consider the distances between the vertices x ∈ {u, v} and p in Gsp and in
Gup. We have:

dGup(u, p) ≤ dGsp(u, p) (6.2)

We also have:
d(u, p) ≤ d(u, s) + d(s, p), (6.3)

dGup(v, p) ≤ d(v, s) + d(u, s) + d(u, p) (6.4)

Thus by combining (6.1), (6.3) and (6.4) we get:

dGup(v, p) ≤ d(s, p) + 3d(v, s) (6.5)

We have:
dGsp(v, p) ≤ d(s, p) + d(v, s) (6.6)

Thus by (6.5) and (6.6) we get:

dGup(v, p) ≤ 3dGsp(v, p) (6.7)

Thus for all x ∈ {u, v} we have by (6.2) and (6.7):

dGup(x, p) ≤ 3dGsp(x, p) (6.8)

Now consider an arbitrary vertex a ∈ V . Recall that any path connecting a and p in Gsp

contains edge (s, p), hence for some x ∈ {u, v}:

dGsp(a, p) = dG(a, x) + dGsp(x, p) (6.9)

Combining (6.8) and (6.9) we get:

dGup(a, p) ≤ dG(a, x) + dGup(x, p)

≤ dG(a, x) + 3dGsp(x, p)

≤ 3dGsp(a, p)
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Thus for any vertex a ∈ V we have:

δGup(a, p) ≤ 3δGsp(a, p)

Thus we can conclude that:
δ(Gup) ≤ 3δGsp(V )

Since δ(Gw) ≤ δ(Gup) we can also conclude that:

δ(Gw) ≤ 3δGsp(V )

Thus the graph augmented with the optimal vertex-vertex shortcut has a dilation which
is a factor-3 approximation of the dilation of V in Gsp. To obtain this shortcut we can use
the algorithm of C. Wulf-Nilsen as discussed in [15]. If we augment G with one edge between
two vertices in G, then the dilation of the resulting graph can be computed in O(n log n)
provided that the all-pair shortest paths are pre-computed. Since in the case of connecting
an isolated vertex p we only have O(n) possible connections, it follows that we can compute
the optimal vertex-vertex shortcut to p in O(n2 log n) if the all-pair shortest paths are pre-
computed. Computing the all-pair shortest paths can be done in O(mn + n2 log n) time as
explained before or using the most recent algorithm that runs in O(n2.842) time, see the work
of R. Yuster in [16] for more details.

The space requirement is bounded by that of computing the all-pair shortest paths and
storing the all-pair shortest path lengths, which both take at most O(n2) space. Thus this
results in a space requirement of O(n2).

Thus this results in:

Corollary 14. A factor-3 approximation of the best shortcut between an isolated vertex p ∈ G
and a graph G′ = (V \{p}, E) can be computed in O(n2) space and in O(n2.842) time or in
O(mn + n2 log n) time.

6.1.2 Shortcut between two edges

Consider a graph G, with the dilation denoted as δ(G). Recall that we want to add an edge
(shortcut) between any two edges in G. So we want to find a point s on an edge (u, v) ∈ E
and a point t on another edge (g, h) ∈ E, such that if we add the edge est = (s, t) to E the
dilation of the vertex subset V in the resulting graph is minimized. Denote δGst(V ), with
Gst = (V ∪ {s, t}, E ∪ {(s, t), (s, u), (s, v), (t, u), (t, v)}), the dilation of the vertex subset V in
the graph after adding the optimal shortcut between s and t.

Now augment G with the edge ew between a pair of vertices in G, such that the dilation
of the resulting graph Gw is minimized.

Lemma 15. For any geometric network δ(Gw) ≤ 3δGst(V ).

Proof. Given a graph G let (s, t) be the optimal edge-edge shortcut with s ∈ (u, v) and
t ∈ (g, h) for some edges (u, v), (g, h) ∈ E. Consider the distance between two arbitrary
vertices a and b ∈ V in Gst.

If there exists a shortest path between a and b not containing the edge (s, t), then exactly
the same path connecting a and b exists in Gw and hence δGst(a, b) ≥ δGw(a, b).
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Figure 6.2: (a) original graph G, (b) augmenting G with an optimal edge-edge shortcut (s, t),
(c) augmenting G with a (not necessarily optimal) vertex-vertex shortcut (v, h)

Now assume any shortest path connecting a and b in Gst contains the edge (s, t). Consider
the subgraph H induced by the vertices {u, v, g, h}. Note that by Lemma 11 H is not complete.

If H misses exactly one edge euvgh to be complete then by Lemma 11 δGst(a, b) ≥
δGuvgh

(a, b), where Guvgh = (V,E
⋃
{euvgh}). Since δGuvgh

(a, b) ≥ δGw(a, b), we obtain
δGst(a, b) ≥ δGw(a, b).

Finally consider the case when H misses more than one edge to be complete. Assume
without loss of generality that:

d(u, s) ≥ d(s, v) (6.10)

d(g, t) ≥ d(t, h) (6.11)

Note that otherwise we can rename vertices correspondingly.
Let Gvh be the graph obtained by augmenting G with the edge (v, h) if (v, h) /∈ E and

let Gvh = G otherwise. See Figure 6.2 for an illustration. Consider the distances between
vertices x ∈ {u, v} and y ∈ {g, h} in Gst and in Gvh. We can distinguish the following cases
for (x, y):

(v, h): v and h are adjacent in Gvh and hence:

dGvh
(v, h) = d(v, h) ≤ dGst(v, h)

(v, g): if there is a shortest path connecting v and g not containing (s, t) we have dGst(v, g) ≥
dGvh

(v, g). Otherwise we have:

dGvh
(v, g) ≤ d(v, h) + d(h, t) + d(t, g), (6.12)

d(v, h) ≤ d(v, s) + d(s, t) + d(t, h) (6.13)

We combine (6.11), (6.12) and (6.13) to get:

dGvh
(v, g) ≤ d(v, s) + d(s, t) + 3d(t, g) (6.14)

We also have:
dGst(v, g) = d(v, s) + d(s, t) + d(t, g), (6.15)

Thus by (6.14) and (6.15) this results in:

dGvh
(v, g) ≤ 3dGst(v, g)

34



(u, h): if there is a shortest path connecting u and h not containing (s, t) we have dGst(u, h) ≥
dGvh

(u, h). Otherwise we have:

dGvh
(u, h) ≤ d(u, s) + d(v, s) + d(v, h), (6.16)

We combine (6.10), (6.13) and (6.16) to get:

dGvh
(u, h) ≤ 3d(u, s) + d(s, t) + d(t, h) (6.17)

We also have:
dGst(u, h) = d(u, s) + d(s, t) + d(t, h), (6.18)

Thus by (6.17) and (6.18) this results in:

dGvh
(u, h) ≤ 3dGst(u, h)

(u, g): if there is a shortest path connecting u and g not containing (s, t) we have dGst(u, g) ≥
dGvh

(u, g). Otherwise we have:

dGvh
(u, g) ≤ d(u, s) + d(v, s) + d(v, h) + d(h, t) + d(t, g), (6.19)

We combine (6.10), (6.11), (6.13) and (6.19) to get:

dGvh
(u, g) ≤ 3d(u, s) + d(s, t) + 3d(t, g) (6.20)

We also have:
dGst(u, g) = d(u, s) + d(s, t) + d(t, g), (6.21)

Thus by (6.20) and (6.21) this results in:

dGvh
(u, g) ≤ 3dGst(u, g)

Thus for all x ∈ {u, v} and y ∈ {g, h} we have:

dGvh
(x, y) ≤ 3dGst(x, y) (6.22)

Now consider an arbitrary pair of vertices (a, b) ∈ V ×V . Recall that any path connecting
a and b in Gst contains (s, t). Without loss of generality assume that x ∈ {u, v} and y ∈ {g, h}
such that:

dGst = dG(a, x) + dGst(x, y) + dG(y, b) (6.23)

Combining (6.22) and (6.23) we get:

dGvh
(a, b) ≤ dG(a, x) + dGvh

(x, y) + dG(y, b)

≤ dG(a, x) + 3dGst(x, y) + dG(y, b)

≤ 3dGst(a, b)

Thus for any pair of vertices (a, b) ∈ V × V we have:

δGvh
(a, b) ≤ 3δGst(a, b)

Thus we can conclude that:
δ(Gvh) ≤ 3δGst(V )

Since δ(Gw) ≤ δ(Gvh) we can also conclude that:

δ(Gw) ≤ 3δGst(V )
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Thus by computing the best shortcut between vertices we get a factor-3 approximation for
the best vertex-edge shortcut. To get this dilation-optimal shortcut between vertices we can
use the algorithm of C. Wulf-Nilsen as discussed in [15], which runs in O(n3 log n) time and
O(n2) space. Since this running time dominates the time of computing the all-pair shortest
paths, we get an O(n3 log n) time and a O(n2) space algorithm for the computation of the
best vertex-edge shortcut in G.

This results in:

Corollary 16. A factor-3 approximation of the best shortcut between two edges in G can be
computed in O(n2) space and in O(n3 log n) time.

6.1.3 Vertex-edge shortcut

Consider a graph G, with the dilation denoted as δG. Recall that we want to add an edge
(shortcut) between a vertex p in G and an edge (u, v) in G. So we want to find a point s on
an edge (u, v) ∈ E, such that if we add the edge esp = (s, p) to E the dilation of V in the
resulting graph is minimized. Call δGsp(V ), with Gsp = (V ∪ {s}, E ∪ {(s, p), (s, u), (s, v)}),
the dilation of the graph after adding the optimal shortcut between s and p.

Now augment G with the edge ew between a pair of vertices in G, such that the dilation
of the resulting graph Gw is minimized.

Lemma 17. For any geometric network G: δ(Gw) ≤ 3δGsp(V ).

Proof. By Lemma 15 we have δ(Gw) ≤ 3δGe(V ), with Ge the best shortcut between any two
edges in G. Since the possibilities of a shortcut between any two edges in G also include all
possible connections between any vertex and any edge in G, we have that δGe(V ) ≤ δGsp(V ).
Thus δGw ≤ 3δGsp(V ).

Thus by computing the best shortcut between vertices we get a factor-3 approximation for
the best vertex-edge shortcut. To get this dilation-optimal shortcut between vertices we can
use the algorithm of C. Wulf-Nilsen as discussed in [15], which runs in O(n3 log n) time and
O(n2) space. Since this running time dominates the time of computing the all-pair shortest
paths, we get an O(n3 log n) time and a O(n2) space algorithm for the computation of the
best vertex-edge shortcut in G.

This results in:

Corollary 18. A factor-3 approximation of the best shortcut between a vertex and an edge
in G can be computed in O(n2) space and in O(n3 log n) time.

6.2 Factor-2 approximation for the shortcut between two edges

Consider a graph G, with the dilation denoted as δ(G). Recall that we want to add an edge
(shortcut) between any two edges in G. So we want to find a point s on an edge (u, v) ∈ E
and a point t on another edge (g, h) ∈ E, such that if we add the edge est = (s, t) to E that
the dilation of the vertex subset V in the resulting graph is minimized. Denote δGst(V ), with
Gst = (V ∪ {s, t}, E ∪ {(s, t), (s, u), (s, v), (t, u), (t, v)}), the dilation of the vertex subset V in
the graph after adding the optimal shortcut between s and p.

Now augment G with the edge ekp between a point k on an edge of G and a vertex p in
G, such that the dilation of vertex subset V in the resulting graph Gkp is minimized. Thus
let ekp be the optimal vertex-edge shortcut.
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Figure 6.3: (a) original graph G, (b) augmenting G with an optimal edge-edge shortcut (s, t),
(c) augmenting G with a (not necessarily optimal) vertex-edge shortcut (v, t)

Lemma 19. For any geometric network: δ(Gkp) ≤ 3δGst(V ).

Proof. Given a graph G let (s, t) be the optimal edge-edge shortcut with s ∈ (u, v) and
t ∈ (g, h) for some edges (u, v), (g, h) ∈ E. Consider the distance between two arbitrary
vertices a and b ∈ V in Gst.

If there exists a shortest path between a and b not containing the edge (s, t), then exactly
the same path connecting a and b exists in Gkp and hence δGst(a, b) ≥ δGkp

(a, b).
Now assume any shortest path connecting a and b in Gst contains the edge (s, t). Consider

the subgraph H induced by the vertices {u, v, g, h}. Note that by Lemma 11 H is not complete.
If H misses exactly one edge euvgh to be complete then by Lemma 11 δGst(a, b) ≥

δGuvgh
(a, b), where Guvgh = (V,E

⋃
{euvgh}). Since δGuvgh

(a, b) ≥ δGkp
(a, b), we obtain

δGst(a, b) ≥ δGkp
(a, b).

Finally consider the case when H misses more than one edge to be complete. Assume
without loss of generality that:

d(t, h) ≥ d(v, s) (6.24)

d(u, s) ≥ d(s, v) (6.25)

d(g, t) ≥ d(t, h) (6.26)

Note that otherwise we can rename vertices correspondingly.
Let Gvt be the graph obtained by augmenting G with the edge (v, t) if (v, t) /∈ E and let

Gvt = G otherwise. See Figure 6.3 for an illustration. Consider the distances between vertices
x ∈ {u, v} and y ∈ {g, h} in Gst and in Gvt. We can distinguish the following cases for (x, y):

(v, h): if there is a shortest path connecting v and h not containing (s, t) we have dGst(v, h) ≥
dGvt(v, h). Otherwise using:

d(v, t) ≤ d(v, s) + d(s, t) (6.27)

We have:
d(v, t) + d(h, t) ≤ d(v, s) + d(s, t) + d(h, t) (6.28)

We also have:
dGvt(v, h) ≤ d(v, t) + d(h, t), (6.29)

dGst(v, h) = d(v, s) + d(s, t) + d(h, t) (6.30)

Thus by combining (6.28), (6.29) and (6.30) we get:

dGvt(v, h) ≤ dGst(v, h)
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(v, g): if there is a shortest path connecting v and g not containing (s, t) we have dGst(v, g) ≥
dGvt(v, g). Otherwise we have by (6.27):

d(v, t) + d(g, t) ≤ d(v, s) + d(s, t) + d(g, t) (6.31)

We also have:
dGvt(v, g) ≤ d(v, t) + d(g, t), (6.32)

dGst(v, g) = d(v, s) + d(s, t) + d(g, t) (6.33)

Thus by combining (6.31), (6.32) and (6.33) we get:

dGvt(v, g) ≤ dGst(v, g)

(u, h): if there is a shortest path connecting u and h not containing (s, t) we have dGst(u, h) ≥
dGvt(u, h). Otherwise we have by (6.27):

d(v, t) + d(u, s) + d(v, s) + d(h, t) ≤ 2d(v, s) + d(s, t) + d(u, s) + d(h, t) (6.34)

By combining (6.24), (6.25) and (6.34) we get:

d(v, t) + d(u, s) + d(v, s) + d(h, t) ≤ 2d(u, s) + d(s, t) + 2d(h, t) (6.35)

We also have:
dGvt(u, h) ≤ d(u, s) + d(v, s) + d(v, t) + d(h, t), (6.36)

dGst(u, h) = d(u, s) + d(s, t) + d(h, t) (6.37)

And thus by combining (6.35), (6.36) and (6.37) we get:

dGvt(u, h) ≤ 2dGst(u, h)

(u, g): if there is a shortest path connecting u and g not containing (s, t) we have dGst(u, g) ≥
dGvt(u, g). Otherwise we have by (6.27):

d(v, t) + d(u, s) + d(v, s) + d(g, t) ≤ 2d(v, s) + d(s, t) + d(u, s) + d(g, t) (6.38)

By combining (6.24), (6.25), (6.26) and (6.38) we get:

d(v, t) + d(u, s) + d(v, s) + d(g, t) ≤ 2d(u, s) + d(s, t) + 2d(g, t) (6.39)

We also have:
dGvt(u, g) ≤ d(u, s) + d(v, s) + d(v, t) + d(g, t), (6.40)

dGst(u, g) = d(u, s) + d(s, t) + d(g, t) (6.41)

And thus by combining (6.39), (6.40) and (6.41) we get:

dGvt(u, h) ≤ 2dGst(u, h)
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Thus for all x ∈ {u, v} and y ∈ {g, h} we have:

dGvt(x, y) ≤ 2dGst(x, y) (6.42)

Now consider an arbitrary pair of vertices (a, b) ∈ V ×V . Recall that any path connecting
a and b in Gst contains (s, t). Without loss of generality assume that x ∈ {u, v} and y ∈ {g, h}
such that:

dGst = dG(a, x) + dGst(x, y) + dG(y, b) (6.43)

Combining (6.42) and (6.43) we get:

dGvt(a, b) ≤ dG(a, x) + dGvt(x, y) + dG(y, b)

≤ dG(a, x) + 2dGst(x, y) + dG(y, b)

≤ 2dGst(a, b)

Thus for any pair of vertices (a, b) ∈ V × V we have:

δGvt(a, b) ≤ 2δGst(a, b)

Thus we can conclude that:
δ(Gvt) ≤ 2δGst(V )

Since δ(Gkp) ≤ δ(Gvt) we can also conclude that:

δ(Gkp) ≤ 2δGst(V )

Thus by computing the best shortcut between an edge and a vertex we get a factor-2
approximation of the best shortcut between edges. So by Theorem 8:

Corollary 20. A factor-2 approximation of the best shortcut between two edges in G can be
computed in O(n2) space and in O(mn3 log n) time.
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Chapter 7

Adding an edge without
introducing new crossings

In the previous sections we gave algorithms for the computation of the optimal edge to add
to the graph. However this added edge might cross multiple edges, where two edges e1 and
e2 cross each other if and only if e1

⋂
e2 6= ∅. In some cases we do not want the new edge to

cross other edges. For example in a road network such a crossing would result in the necessity
to dig a tunnel or build a bridge. Such a tunnel or bridge would result in high construction
costs and thus this might be a scenario to avoid.

Thus in some cases it might be desirable to add the edge e without introducing new
crossings. We will discuss how to extend the three algorithms discussed earlier such that the
new edge does not introduce crossings.

7.1 Isolated vertex

Recall that our algorithm computed for each edge e ∈ E the optimal connection of a vertex
s on e to an isolated vertex p. When computing the best connection of a given edge e to p,
we represented the dilation of each vertex a ∈ V to p as a function of the position of s on e.
The minimum of the upper envelope of all those functions (for all vertices) is then equal to
the best connection of p to the given edge e.

To make sure the new connection does not cross other edges, we want to decide which
part of the given edge e is visible from the isolated vertex p. Visibility is defined as follows:

Definition 6. The visible part of an edge e from a point p is defined to be the set of all points
q on e, such that the line from p to q does not intersect any edge in G 1.

To compute the part of e visible from p we check for every edge ei ∈ E, the set of points
on e of which the visibility is blocked by ei. Denote by Bi ⊆ e the interval [ai, bi] on e for
which the visibility to p is blocked by an edge ei. Note that if G is embedded in more than 2
dimensions then Bi is a interval on e if ei, p and e lie in the same plane. However if they do
not lie in the same plane then Bi can be at most one point on e. Thus when computing the
optimal position of s on e, we can no longer take s on any of those intervals Bi. For every

1Note that in this thesis the endpoints of the edge ei are included when considering the intersection of ei

and a line.
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interval Bi we add a horizontal segment ki with as endpoints the points (a1,∞) and (b1,∞)
to the set of segments S we constructed in Section 2.1.1.

The next step is to calculate the upper envelope of all segments in S. Before computing
this envelope we filtered all overlapping segments out by merging them. As described in Sec-
tion 3.1.3 overlapping horizontal segments can also be merged without affecting the running
time of the resulting algorithm. Thus adding horizontal segments to S preserves the property
that segments in S intersect pairwise only once, because if two horizontal segments intersect
they are always merged and a strictly monotone segment can only intersect once with a hori-
zontal segment (and all other cases are already covered in Lemma 5). When computing the
upper envelope each segment ki will always be completely on the upper envelope. Therefore
taking the minimum of this upper envelope will never result in a position of s on e that is
covered by one of the other edges in G 2, unless the entire edge e is invisible from p. In the
case that the entire edge e is invisible the minimum of the upper envelope is ∞ and thus
we know that we can not add a shortcut between p and e = (u, v) without introducing new
crossings. Note that with this method all edges that cross vertices of G are also filtered from
consideration and that is exactly what we want, because a new edge is not allowed to be
connected to vertices that are not its endpoints.

For each edge ei the segment ki can be computed in O(1) time, because we can compute
the corresponding interval [a1, b1] as follows. First consider the case when ei = (q, r), p and
e = (u, v) all lie in the same plane. Denote l(a,b) to be the line trough two points a and b.
Call x ∈ e the intersection point of e with the line l(p,q) and y ∈ e the intersection point of e
and the line l(p,r), if there is not such a point x then x = u and if there is not such a point y
then y = u. Let z be the intersection point of ei and e, if there exists not such intersection
then z = u. Now we either have [ai, bi] = ∅ 3 or we have a1, b1 ∈ {u, v, x, y, z} and thus the
interval [ai, bi] can be computed in constant time. In Figure 7.1 an illustration is given. If ei,
p and e do not all lie in the same plane then we need to check if there is a point s′ on ei in
the interior of the triangle formed by e and p. If there is such a point s′ then the intersection
point of e and l(p,s′) is the only point on e of which the visibility to p is blocked by ei and
thus ki consists of that intersection point only. If there is not such a point s′ then ei does not
block the visibility to p for any point on e. In Figure 7.2 a computation in an example graph
is shown.

Since we get at most O(m) ≤ O(n2) of those segments, the total running time becomes
O(m2 log n + n2 log n). We summarize our result in the following Theorem:

Theorem 21. In a graph G the optimal shortcut to an isolated vertex in G that does not
cross other edges can be computed in O(m2 log n + n2 log n) time and O(n2) space.

7.2 Vertex-edge shortcut

Recall that this algorithm computed for each vertex p ∈ V and each edge e ∈ E the optimal
connection of a vertex s on e to p. When computing the best connection of a given edge e
to a given vertex p, we represented the dilation of all pairs of vertices (a, b) ∈ V × V as a

2In this thesis we ignore the degeneracy when all the optimal connections correspond to a boundary point
of Bi. In that case if a finite minimum exists it corresponds to an optimal connection that does not introduce
new crossings. And when such a minimum does not exist, the optimal connection we are looking for does not
exist. We leave handling the degenerate case for future research

3The interval [ai, bi] is empty if and only if x = u, y = u and l(p,u) does not intersect ei.
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Figure 7.1: (a) An edge e1 = (q, r) and its corresponding interval [u, y] ∈ (u, v) that defines
the segment k1. (b) Another edge e2 = (q, r) and the interval [x, z] ∈ (u, v) that defines the
segment k2

function of the position of s on e. The minimum of the upper envelope of all those functions
(for all pairs of vertices) is then equal to dilation of the vertex subset V in the graph we can
achieve by augmenting G in such a manner.

To enforce the new edge to not cross existing edges we can use exactly the same approach
as in the isolated vertex case. Thus we add for each edge ei in G one horizontal segment at
a height of ∞ to the set S (containing the segments of which the upper envelope has to be
computed), such that the horizontal segment has exactly the part of e of which the visibility
from p is blocked by ei as its domain. Then we can compute the best edge that does not
introduce new crossings by taking the minimum of the upper envelope of all segments in S.
Each new horizontal segment can be computed in O(1) time and we have O(m) of those.
Since we already had O(n2) segments in the original problem and O(m) ≤ O(n2), we can
conclude that the running time of the original problem is not effected by using this approach.
Therefore:

Theorem 22. In a graph G the optimal vertex-edge shortcut that does not cross any edge in
G can be computed in O(mn3 log n) time and O(n2) space.

7.3 Shortcut between two edges

Recall that in this algorithm we computed for each pair of edges (es, et) ∈ E×E the optimal
connection of a vertex s on es to a vertex t on et. When computing the best connection between
two given edges es and et, we represented the dilation of all pairs of vertices (a, b) ∈ V × V
as a bivariate function of the positions of s on es and t on et. The minimum of the upper
envelope of all those functions (for all pairs of vertices) is then equal to the best connection
between the two given edges.

To restrict the new connection in such a way that it does not cross other edges, we want
to decide for each possible connection (between the given edges) if this connection is possible.
Thus we want to find the set of pairs of points (a, b), a ∈ es and b ∈ et, such that a is visible
from b (and vice versa). Visibility between two points is defined as follows:
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Figure 7.2: (a) A geometric network G, an isolated vertex p ∈ G and an edge (u, v) ∈ G′ =
(V \{p}, E) to which p has to be connected such that the maximal dilation between p and
all vertices in G′ is minimized. The new edge is not allowed to cross the edge e7 = (a3, a4).
(b) The graphs of the dilation-functions of all vertices in G′, the segment k7 of e7 and the
corresponding upper envelope with its minimum. The position of the minimum of this upper
envelope thus corresponds to the best connection between p and (u, v) that does not introduce
new crossings.

Definition 7. Point a is visible from point b (and the other way around) if the line segment
(a, b) does not intersect any edge in G.

To compute the complete set of pairs of points (a, b) visible from each other, a ∈ es and
b ∈ et, we decide for every edge ei ∈ E, the set of pairs of points (a, b) of which the visibility
is blocked by ei. Call Bi the set of pairs of points (a, b) for which the visibility of a to b is
blocked by the edge ei. Define gi(s, t) a function that returns ∞ if the visibility of s to t
is blocked by the edge ei. Thus gi(s, t) = ∞ for (s, t) ∈ Bi and is undefined for all values
(s, t) /∈ Bi. There are 2 possible cases:

• If es and et and ei do not all lie in the same plane we can distinguish the following cases:

– If es and et lie in the same plane, then for every s ∈ es there exist at most one
point t on et of which the visibility to s is blocked by a point pi ∈ ei, where pi is
defined to be the point on ei that lies in the same plane as et and es

4. Those points
on et can be described by the function hi(s), which is defined on a closed interval
[a1, a2] ∈ es

5 and returns a point t on et such that t is the intersection-point of
et and the line through s on es and pi. Thus Bi can be described by the curve

4Note that there is at most one point on ei that lies in the same plane as es and et and that such a point
can be computed in constant time by computing the intersection of ei and the plane.

5This interval can be computed in constant time analogously to the computation of the interval in Sec-
tion 7.1.
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(s, hi(s)), where s ∈ [a1, a2] ∈ es. Hence (k, l) ∈ Bi if and only if k ∈ [a1, a2] and
l = hi(k).

– If es and ei lie in the same plane, then there is at most one point t′ (which lies in
the same plane as es and ei) on et of which the visibility to each point on a closed
interval [a1, a2] 5 on es is blocked by ei. Thus (k, l) ∈ Bi if and only if k ∈ [a1, a2]
and l = t′.

– If et and ei lie on the same plane, then there is at most one point s′ (which lies in
the same plane as et and ei) on es of which the visibility to each point on a closed
interval [b1, b2] 5 on et is blocked by ei. Thus (k, l) ∈ Bi if and only if l = s′ and
l ∈ [b1, b2].

– In all other cases for every point pi on ei there exist at most one pair of points
(a, b) ∈ es× et for which the visibility is blocked by pi. Thus for every s ∈ es there
exist at most one point t on et of which the visibility to s is blocked by ei. Those
points on et can be described by the function hi(s), which is defined on a closed
interval [a1, a2] 6 on es and returns a point t on et such that t is the intersection-
point of et and the plane s and ei lie in. Hence (k, l) ∈ Bi if and only if k ∈ [a1, a2]
and l = hi(k).

• If es, et and ei lie in the same plane (this is always the case if G is embedded in only
two dimensions), then the domain of Bi is bounded by a constant number of curves.
Four of these curves represent the domain of definition of s on es and t on et the other
curves bound the visibility from es to et blocked by ei. More precisely there are 2 of
those visibility bounding curves and they can be described as follows with ei = (vi, ui):

– the curve hvi(s) defined by the intersection of the edge et with the line through vi

and the point s (on es). Thus hvi(s) can be described by a polynomial equality.

– the curve hui(s) defined by the intersection of the edge et with the line through ui

and the point s (on es). Thus hui(s) can be described by a polynomial equality.

Thus for both cases we can describe the patches gi by a bivariate function satisfying
condition (∗) in Chapter 4.

The next step is to add for each edge ei one horizontal plane patch gi at height ∞ to the
set of surface patches (described by the functions f(a,b)(s, t) for all vertex-pairs (a, b) ∈ V ×V
as described in Chapter 4) of which the upper envelope has to be computed. Thus when
computing the upper envelope, each gi will always be completely on the upper envelope.
Therefore taking the minimum of this upper envelope will never result in an edge between s
and t that crosses one of the other edges in G, unless the entire edge es is invisible from the
edge et. In the case that the visibility of the entire edges es and et is blocked by ei we cannot
add an edge between es and et without introducing new crossings and we can thus ignore the
possibility of adding a shortcut between those edges.

6The interval [a1, a2] can be computed as follows. Let es = (us, vs), et = (ut, vt) and ei = (ui, vi). Denote
x the intersection point of es and the plane ut and ei lie in and y the intersection point of es and the plane
vt and ei lie in. Denote x′ the intersection point of es and the plane ui and et lie in and y′ the intersection
point of es and the plane ui and et lie in. Let Z = {us, vs, x, y, x′, y′}, next we remove each intersection point
in {x, y, x′, y′} that does not exist from Z. Now we either have [ai, bi] = ∅ or we have a1, b2 ∈ Z. Thus the
interval [a1, a2] can be computed in constant time, because all possibilities can be checked in constant time.
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For each of the O(n2) edges ei the blocking patch Bi can be described by a function
satisfying condition (∗) made in Chapter 4. Hence we can still compute the upper envelope of
the set of patches (including the surfaces Bi) in O(n4+ε) time resulting in an upper envelope
with a complexity of O(n4+ε). Hence we can find the best connection between a on es and b
on et that does not introduce any crossings in O(n4+ε) time.

Theorem 23. In a graph G the optimal shortcut between two edges that does not cross other
edges in G can be computed in O(m2n4+ε) time and O(n2) space, for any ε > 0.
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Chapter 8

Conclusion

In this thesis we considered the problem of augmenting a geometric network G with an edge
such that the dilation of the resulting graph is minimized. Below we will give the results of
each chapter and discuss the most interesting further work that remains.

8.1 Our results

In Chapter 2 we discussed the problem of connecting an isolated vertex p in a geometric
network G to the rest of the network. We gave an algorithm for connecting p to a point s
on an edge of G such that the dilation of the resulting graph is minimized. This algorithm
considered all possible placements of s on all the edges in G, runs in O(mn log n = n2 log n)
time and uses O(n2) space.

In Chapters 3 and 4 we studied a more general version of the problem discussed in Chap-
ter 2. Namely in Chapter 3 we gave an O(mn3 log n) time algorithm to find the optimal edge
between the interior of an edge and a vertex in G. And in Chapter 4 we discussed the problem
of adding an edge between two points in the interiors of two edges in G, such that the dilation
of the vertex subset V in the resulting graph is minimized. That problem is solved with an
algorithm that runs in O(m2n4+ε) time, for any ε > 0. The algorithms in both chapters use
O(n2) space and use roughly the same approach as the algorithm in Chapter 2.

The algorithms mentioned above check every possible placements of the new edge in the
graph. However in Chapter 5 we showed a procedure to filter some of these placements out
in order to speed up the algorithm. There we also gave an example of a graph for which this
procedure does not have any impact on the asymptotical running time.

In Chapter 6 we proved that placing the best edge between a pair of (existing) vertices in
G is a factor-3 approximation for the three problems mentioned above. We used the algorithm
of C. Wulff-Nilsen in [15] to compute the factor-3 approximations and obtained the following
bounds. A factor-3 approximation of the best shortcut between an isolated point p and a
graph G can be computed in O(n2) space and in O(n2.842) time or in O(mn + n2 log n) time.
A factor-3 approximation of the best edge-vertex and the best edge-edge shortcut in a graph
G can be computed in O(n2) space and in O(n3 log n) time. We also proved that placing
the new edge between a vertex and the interior of one edge in G is a factor-2 approximation
of placing the edge between any two edges in G. Thus using our algorithm discussed in
Chapter 3 we obtained that a factor-2 approximation of the best edge-edge shortcut can be
computed in O(mn3 log n) time using O(n2) space.

46



Finally we discussed in Chapter 7 how to extend our three algorithms such that the new
edge does not introduce any crossings. We showed that the optimal shortcut to an isolated
vertex in G that does not cross other edges can be computed in O(m2 log n + n2 log n) time
and O(n2) space. And that the optimal edge-edge or optimal vertex-edge shortcut that does
not introduce any new crossings can be computed in the same time and using the same space
as the original algorithms, where crossing were allowed.

8.2 Future work

In this thesis we only considered geometric networks without making additional assumptions
on those networks. It might be interesting to see if we can improve the running time and
space complexity of our algorithms for special kinds of geometric networks 1. That is one
can try to prove better bounds for certain geometric networks using our algorithms with or
without the speed ups suggested in Chapter 5. Or entire new algorithms can be developed
that make use of the properties of those special graphs.

Furthermore we only considered the dilation between vertices of the graph. However we
can for example take the dilation between edges as measure for the dilation of a graph, where
the dilation between two edges e1 and e2 is defined to be the maximum dilation over all pairs
of points (x, y), where x ∈ e1 and y ∈ e2. In a road network the edge-dilation can be a useful
measure if we are interested in minimizing the maximal dilation for each possible location on
the sides of the roads. So another open problem is constructing algorithms for augmenting
graphs such that the edge-dilation of the resulting graph is minimized.

Another challenging open problem might be to try to improve the space and/or time
complexity of our solutions. So it might for example be interesting to see if a linear space
algorithm can be constructed for the problem we considered. Furthermore the construction of
better approximation algorithms might be something to look into. So for example improving
the approximation factor of the approximation algorithms to 1 + ε, for any ε > 0 while
maintaining a decent time and space complexity might be interesting.

In Chapter 4 we violated the assumption made in [1] that the functions of which the upper
and lower envelopes had to be computed are polynomials. It might be interesting to prove
that this assumption involves no loss of generality. We already looked briefly into this problem
and decided that it was outside the scope of this project. However we can give some directions
to start. We basically need to prove the following two things. First we need to prove that the
complexity of the envelope of a set of x of bivariate functions as defined in our case is O(x2+ε).
To bound this complexity Agarwal et al in [1] relied on the proof of M. Sharir in [14], the
assumptions made for that proof to work were summarized by V. Koltun and C. Wenk in [11].
Secondly we need to prove that the envelope can be computed in O(x2+ε) time. This basically
comes down to arguing that the algorithm discussed in [1] also works for our surface-patches
and proving the desired running time. A part of proving this running time involves showing
that the overlay of two envelopes of two sets each containing x of our surface-patches still has
a complexity of O(n2+ε). Since the proof given in [1] is quite involved, it might be useful to
look to the simplified proof given by V. Koltun and M. Sharir in [10].

It might also be interesting to assume more realistic kind of input graphs, containing
1With special kind of geometric networks we mean a subset of geometric networks where the networks

in that subset have a special kind of structure or other desirable properties we can take advantage of when
designing algorithms that augment those networks.
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obstacles that are not allowed to be crossed by a new edge or obstacles that are only allowed
to be crossed at a certain cost. For example when considering a road network, crossing an
obstacle like a building with a new road should not be allowed, while crossing a river can be
allowed for the cost of for example building and maintaining a bridge over that river. Avoiding
the crossing of obstacles can be done similarly to our approach of avoiding edge crossings in
Chapter 7. If the boundary of the obstacles can be described by edges we can even use
exactly the same approach as discussed there. However introducing the cost of crossings to
our problem requires some more research.
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