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Abstract

Non-photorealistic techniques are usually applied to produce stylistic
renderings, but can also successfully be applied to the visualisation of sci-
entific datasets. These techniques are often able to simplify data, showing
only important features and leaving out visual “clutter”.

We propose a framework for visualising medical volume datasets using
non-photorealistic techniques. Our framework is based on particle systems,
and user-selectable behaviours that affect the position and appearance of
these particles. By allowing these behaviours to act only based on the local
data at the particle’s position in the dataset, our system gains the advantage
of being scalable and independent of the resolution and structure of the
underlying dataset.
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Chapter 1

Introduction

In computer graphics, the area of non-photorealistic rendering (NPR) is in-
creasingly featured as a topic of research. Non-photorealistic rendering —
a field of research somewhat awkwardly named after what it is not, which
is why some prefer the term illustrative rendering — focuses on increas-
ing the expressiveness of computer graphics by incorporating techniques
adapted from traditional art and illustration. Research in this area ranges
from systems that simulate the effects of watercolour and other paints on
paper to systems that are able to produce sketch-like renderings of geomet-
ric scenes.

One of the advantages of NPR is that by removing unimportant details
and visual clutter, the viewer’s attention can be directed towards the most
important aspects of the image. This way, NPR images can often provide
more insight than photorealistic images of the same subject. Another ad-
vantage of NPR is that it can help emphasise that a picture is merely a
simplified version of reality, e.g., by using a sketch-like style.

In medical illustration, hand-drawn images are often used in literature
to illustrate various medical subjects. The most common technique used in
these images is pen-and-ink style. These images have the advantage of being
easier (and therefore cheaper) to print, but are also capable of conveying
more information than, for instance, glossy photorealistic images.

Note that real photorealism is often impractical (if not impossible) for
many medical subjects, as well as for other types of scientific data. Obvi-
ously, many scientific visualisations are non-photorealistic by definition, as
the information being visualised does not have a natural visual representa-
tion. By photorealism in these cases we typically mean illustration styles
that use a realistic application of lighting, texture, etc. These are often
based on physical models which try to approach reality.

A different area of medical visualisation focuses on volume visualisa-
tion; creating images from three-dimensional arrays of values. Various tech-
niques exist to accomplish this, the most common of these being direct
volume rendering. Here, rays are cast through the volume from points in
the image. Data values along the ray are mapped to colours using a trans-
fer function, and these colours are combined to form a final colour for the
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1.1. RESEARCH QUESTION CHAPTER 1. INTRODUCTION

point. The resulting images are often “photorealistic” in appearance due to
the underlying models used for lighting and the optical properties of the ma-
terials. These methods usually use a wide range of colours and translucency
to illustrate different features in the datasets.

For this project, it has been decided to focus on medical data visuali-
sation, in particular 3D datasets obtained from, e.g., a CT scan. While the
subjects in these datasets do have a photorealistic representation, it may
still be useful to apply NPR techniques because of the clarity they can bring
to an image.

1.1 Research question

The goal of this project was to apply a number of non-photorealistic render-
ing techniques to illustrate medical volume datasets. If possible, these tech-
niques should be implemented on a common framework and should work
directly on the volume data. Many existing techniques instead first extract
features (e.g. iso-surfaces) from the volume and then work on those rather
than the original dataset. Working directly on the dataset has the advantage
that no information is lost, and that no explicit intermediate representations
of the data are needed.

Non-photorealistic rendering encompasses a wide range of styles and
techniques. It has been decided to focus on techniques that resemble pen-
and-ink illustration styles, as these are the most commonly used styles in
traditional medical illustration. Common elements in these styles include
stippling, hatching and contours.

1.2 Thesis outline

We propose a framework called VolumeFlies, based on particle systems
which operate in the dataset that is to be visualised. Different non-
photorealistic visualisation techniques can be implemented within this
framework by using different behaviours that affect the movement and ap-
pearance of the particles. The behaviours of a particle act only on a small
subset of data local to its position, which makes the system very scalable
and independent of the structure and resolution of the underlying dataset.

Additionally, we introduce a new method for removing hidden surfaces in
particle-based visualisations. This method does not require explicit surfaces
to be constructed, and is fast enough for interactive applications.

First, we present a short overview of related work in the areas of vol-
ume visualisation and non-photorealistic rendering. Analysing strengths
and weaknesses of these methods, a framework is defined for the visuali-
sation system.

Next, the different steps in the framework are discussed in detail. Move-
ment behaviours, which take care of feature location and particle redistri-
bution, are presented in chapter 4. An overview of the various visualisa-
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1.2. THESIS OUTLINE CHAPTER 1. INTRODUCTION

tion methods is given in chapter 5. This chapter also describes our hidden-
surface-removal method.

In chapter 6, we present the results achieved with the framework, and
compare these to similar results in previous literature. We conclude with a
chapter on possible directions for future research.

Appendix A contains details of the prototype implementation of the sys-
tem, which was used to obtain the results presented in this paper. Ap-
pendix B contains a short overview of the prototype’s user interface and
describes its functionality using a number of example visualisation scenar-
ios.
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Chapter 2

Background

2.1 Non-photorealistic rendering

In the area of non-photorealistic rendering (NPR), most research focuses
on imitating artistic styles and techniques. Lately, however, more and more
researchers are exploring possibilities for using NPR for scientific visualisa-
tion. This is because NPR techniques are suitable for emphasising certain
features or properties while greatly simplifying other, less important details.

Recall from chapter 1 that the focus of this project is on visualising med-
ical volume datasets using pen-and-ink style non-photorealistic techniques.
Existing research in this area often takes existing surface-based NPR tech-
niques and applies them to polygonal (or otherwise explicitly geometrically
defined) surfaces (such as iso-surfaces) extracted from a volume dataset us-
ing marching cubes or a similar method. There are, however, exceptions to
this approach.

Lu et al. presented a method for previewing medical volume data us-
ing a stippling method, shown in figure 2.1 [Lu et al., 2003]. The number of
stipples drawn in each voxel was carefully adjusted to control density and
shading, and to enhance features such as boundaries and silhouettes. The
resulting system requires very little user interaction and is very suitable for
quickly previewing volume datasets. Unfortunately, the resulting images of-
ten look very noisy, partly due to the lack of hidden-surface removal. Details
are hardly visible, and often require parts of the dataset to be visualised
using different methods in order to examine them.

While stippling can be useful, a more commonly used pen-and-ink style
in medical illustration is hatching. Nagy et al. combined Direct Volume Ren-
dering (DVR) with hatches traced from seed points placed on iso-surfaces,
in order to enhance these features in the volume [Nagy et al., 2002]. Due to
the low density of seed points and the use of long hatches, the resulting im-
ages resemble quick sketches. While the hatches serve to better illustrate
surface shapes, the resulting images can still look cluttered due to the DVR
and the fact that hidden surfaces are not removed. In images without DVR,
hatches on hidden surfaces are removed by drawing the hatches over polyg-
onal iso-surfaces (see figure 2.2). Obviously, this requires these surfaces to
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2.1. NON-PHOTOREALISTIC RENDERING CHAPTER 2. BACKGROUND

Figure 2.1: The volume stipple renderer by Lu et al. [Lu et al., 2003]

Figure 2.2: Hatching over iso-surfaces by Nagy et al. [Nagy et al., 2002]

be extracted from the volume first.
Dong et al. created images using only hatches and contours by generat-

ing collections of volumetric hatches (see figure 2.3). Hatch directions were
used to illustrate characteristics such as the orientation of muscle fibers
[Dong et al., 2003]. Selection of these stroke directions is not fully auto-
matic, however, and relies on segmentation of the data. Both sketch-like and
densely hatched images can be created. However, due to the complexity of
the algorithms involved, the process runs at speeds far from interactive,
with images taking multiple minutes to generate and render. For instance,
rays are cast from points along each stroke towards the camera in order
to determine visibility. Dong et al. argue that the volumetric nature of the
hatches enables showing some structures directly beneath the surfaces that
are visualised. However, no convincing examples showing the effectiveness
of this aspect of their method are given.

Some other NPR research relevant to this project (although not directly
related to scientific visualisation) has been done by Cornish et al. They pro-
posed visualising surfaces using a hierarchy of particles, optionally com-
bined with the polygonal surface. This hierarchy was expanded and / or col-
lapsed based on the view direction and other parameters such as lighting
conditions. By visualising the particles not only as stipples but also using
oriented textured splats, the surfaces could be shown in a number of NPR
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Figure 2.3: The method by Dong et al. is capable of creating both sparse
and dense hatching patterns [Dong et al., 2003].

Figure 2.4: Several non-photorealistic visualisations of surfaces using view-
dependent particles [Cornish et al., 2001].

techniques at interactive speeds (see figure 2.4). Again, removal of hidden
surfaces was accomplished by drawing the polygonal representation of the
surface to the depth buffer.

2.2 Particle systems

While most research in the area of volume visualisation focuses on direct
volume rendering (DVR) and related techniques, some research has instead
focused on using particle systems. Particle systems were initially introduced
by Reeves as a method for modelling objects like clouds or effects like fire
[Reeves, 1983]. Recently, they have also been applied to scientific visualisa-
tion with increasing success, most notably in the area of flow visualisation.

Pang and Smith combined particle systems with behavioural animation1

[Pang and Smith, 1993]. Their Smart Particles are programmed with cer-
tain behaviours which, when the particles are injected into a dataset, cause
them to actively seek out and visualise specific features. Although the be-
haviours mentioned in their work include only static visualisations such as
iso-surfaces, the method can also be applied to create dynamic visualisa-
tions, for example for illustrating flow data. Injection of the particles into
the dataset is accomplished using a “spray can” mechanism, interactively
controlled by the user. While this presents an intuitive method for inter-
acting with the system and the possibility for selective refinement of the

1see [Reynolds, 1999] for an overview of behavioural animation, including various examples.

7



2.2. PARTICLE SYSTEMS CHAPTER 2. BACKGROUND

visualisations, much user input is required to generate effective visualisa-
tions.

A different application of particles has been introduced by Witkin and
Heckbert [Witkin and Heckbert, 1994]. They used collections of particles to
sample and control an implicit surface. One collection formed the control
points for the implicit surface’s function. The other set, which they called
floater particles, moved under a specific set of constraints causing the par-
ticles to evenly distribute themselves over the surface. Crossno and Angel
later adapted the behaviour of the floater particles to extract iso-surfaces
from volume datasets [Crossno and Angel, 1997], triangulating the set of
particles after equilibrium is reached. Finally, Meyer et al. improved the
Witkin/Heckbert method, removing most of the parameter tweaking that
was required [Meyer et al., 2005].

8



Chapter 3

The VolumeFlies
framework

Clearly, particles are a suitable starting point for a number of non-
photorealistic techniques as well as for scientific visualisation. They are
capable of providing a flexible system which is adaptable to a wide range
of visualisation problems, while their simplicity suggests that they can be
used to achieve interactive speeds. We propose a framework that uses the
smart particle ideas of Pang et al. in a non-photorealistic volume rendering
context. First, we provide a more detailed description of the smart particle
concepts. We then adapt these concepts to our volume rendering context
and define the structure of our VolumeFlies framework.

3.1 Smart particles in detail

As mentioned in the previous chapter, Pang et al. introduced the smart
particle concepts as a general method for visualising arbitrary datasets
[Pang and Smith, 1993]. Smart particles are particles that can be pro-
grammed in some way to move through a dataset, seeking out features of
interest. They then visualise these features by leaving behind objects. Pang
et al. subsequently adapted and implemented these concepts in their Mix &
Match data visualisation system [Pang and Alper, 1994].

The Mix & Match system is based on a data flow paradigm, where data
flows through networks of connected modules. Novice users can simply use
pre-created networks, while more advanced users can modify connections
between modules and even create new modules altogether. Smart particles
in the Mix & Match system are subdivided into the following types of mod-
ules:

Targets The target function is a boolean function that indicates whether or
not the particle is currently located in a feature.

Behaviours In the Mix & Match framework, behaviour functions produce
abstract visualisation objects whenever they are activated (usually by

9
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Birth
Target 

function
Death 
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Behaviour 
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truetrue

false

false

Figure 3.1: Flow chart illustrating the life-cycle of a typical smart particle.
Adapted from [Pang and Alper, 1994].

a target function). As particles can also have an appearance them-
selves, these objects are essentially static particles.

Position update Position update functions can change a particle’s position
in the volume. Because target functions are only dependent on a parti-
cle’s local environment, particles may need to move in order to locate
the features that activate their target functions.

Birth/death Modules in this category are used to determine whether a par-
ticle dies (causing it to be removed from the dataset) or creates new
particles.

Users can select and combine functions from each of these categories in
order to create a smart particle with the desired behaviour. The flow chart
in figure 3.1 illustrates the life-cycle of a typical smart particle.

A key feature of these smart particles is that the only direct interaction
with the dataset concerns only a subset of data around the particle’s cur-
rent position. In the Mix & Match framework this happens through target
functions, which simply indicate whether or not a certain condition is satis-
fied by the particle’s local neighbourhood. Additionally, smart particles can
communicate with each other. Although details of such interaction are not
specified in the papers, it is assumed that such interaction is again confined
to a limited neighbourhood around each particle.

While the Mix & Match framework gives a user a lot of flexibility in
defining all types of behaviours by combining these functions, we feel that
the fine-grained nature of the system introduces needless complexity in our
problem context. Usually, the tasks of feature location and of visualisation
of those features are separable, while in Mix & Match they may require a
complex combination of target, behaviour and/or position update functions.

In their original smart particle concepts, Pang et al. also place an em-
phasis on user interaction. They use a spray paint metaphor called spray
rendering, where particles act as paint and are sprayed into the volume by
the user creating the visualisation. They argue that this type of interaction
enables interactive exploration of a dataset, as well as selective refinement
of the resulting visualisations. While this may be a useful approach in some
cases, for instance in complex flow datasets, in other cases lots of user inter-
action is required to create a visualisation. For example, showing an iso sur-
face representing the skull in a CT dataset of the human head may require
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Feature 
location

Particle 
redistribution

Visualiser 
(e.g. contours)

particles volume

Figure 3.2: The simplified framework, applicable to most visualisations.

an extensive process of trial and error. Particles are repeatedly programmed
to seek a certain iso-value, then sprayed into the volume in multiple loca-
tions in order to check if the value results in the desired surface. In cases
like this, a more automated process of particle creation and placement may
be useful.

3.2 Structure of the framework

The main idea behind the VolumeFlies framework is to use the concepts by
Pang et al. to create “intelligent” particles. These particles actively seek out
features in a dataset, after which methods such as discussed in section 2.1
can be used to visualise the results. As noted previously, the fine grained
structure of the Mix & Match framework is not necessary in our context,
therefore we propose a somewhat more simplified framework. Note that we
ignore the option to create “abstract visualisation objects” from Pang et al.,
as these can simply be seen as particles with fixed appearance and position.
We also choose to omit the spray paint interaction concept, instead opting
for a more automated process of particle placement.

For most static particle-based visualisations, we can distinguish three
steps that need to be completed in order to create an image from particles
and volume data. First, the features that we want to visualise need to be lo-
cated and particles need to be created at locations on those features. Once
the features (often some type of surfaces) have been located, the particles
will often need to be redistributed in order to cover the entire feature. Fi-
nally, some geometry will need to be created for each of the particles, which
can then be sent down a rendering pipeline to be projected onto the final
image.

We can choose to create a simple pipeline consisting of these steps. This
would lead to the framework shown in figure 3.2, which is sufficient for
many visualisations. However, it is conceivable that a user of the framework
would like to add additional behaviours to the pipeline, therefore some flex-
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3.2. STRUCTURE CHAPTER 3. THE VOLUMEFLIES FRAMEWORK

ibility is desirable.
We generalise the VolumeFlies framework to form a modular structure

like the Mix & Match framework. However, the modules in our framework
are complete behaviours aimed at specific tasks.

We distinguish between two types of behaviours for particles. Behaviours
(not to be confused with the Mix & Match behaviour functions) can either
change a particle’s position, or change a particle’s appearance. Note that
the first two of the tasks in the simple pipeline concern only the position
of particles and are independent of their appearance, i.e., they fall into the
class of position-changing behaviours. We further generalise this class to
include all behaviours that change the state of particles. This could be their
position, but could also include additional data maintained in the particles.
Behaviour modules have been defined for the feature location and particle
redistribution steps, these are described in chapter 4.

Creation of geometry clearly only affects the appearance of particles,
and is therefore the responsibility of the second class of behaviour modules.
In order to prevent confusion, we will refer to these appearance-changing
behaviours as visualiser modules or visualisers. These are described in
chapter 5.

Finally, we note that it may be useful in some situations for additional be-
haviours to be added to the pipeline. For example, the hatching techniques
discussed in section 5.3 use a direction field which is smoothed using a be-
haviour. One could also imagine an animation behaviour being added as the
final step in the pipeline. Note that a sequence of behaviours only makes
sense for state-changing behaviours. For visualisers it is sufficient to en-
able the user to control which module is used. This leads to the generalised
framework shown in figure 3.3.

The generalised framework consists of a series of (state-changing) be-
haviours called a script, including behaviours for the feature location and
particle redistribution tasks. After completion of the script the resulting set
of particles is visualised. For dynamic visualisations, as well as for examin-
ing the effect of other behaviours (e.g., when designing them), it may also be
useful to invoke the visualisation modules after each step of the behaviours
as opposed to only at the end of the behaviour script.

Finally, note that the entire VolumeFlies framework can be applied mul-
tiple times, using the same volume. By combining the geometry generated
by the visualisers in the same image, it is possible to combine visualisa-
tions showing multiple features of a dataset. Some examples are shown in
chapter 6.

12
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particles volume

Behaviour 
(feature location)

Behaviour 
(particle redistribution)

Behaviour 
(other...)
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Visualiser 
(e.g., stippling)

Image

Geometric objects

Figure 3.3: The generalised VolumeFlies framework.
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Chapter 4

Behaviours

Recall from section 3.2 that the simple framework applicable to most
particle-based visualisations has at least the feature location and distribu-
tion behaviours. This chapter describes possible ways to implement these
behaviours, their advantages and disadvantages. Behaviours that affect the
appearance of particles, otherwise known as visualiser modules, are dis-
cussed in detail in chapter 5.

4.1 Feature location

The first step in the framework is to place a set of particles at some initial
position on the features we want to visualise. Features in a volume could
be many different things. The most commonly visualised features are iso-
surfaces; implicit surfaces in the volume along which the values are con-
stant. Given a volume D, which can be seen as a function D : R3 → R map-
ping positions to values, an iso-surface for value v consists of those points x
for which D(x) = v.

Other possibilities include boundaries between materials, detected ei-
ther by specific value transitions or simply by high-magnitude gradients, or
entire sub-volumes with certain characteristics that differentiate them from
the rest of the dataset.

For the purposes of this project, it has been decided to focus on iso-
surfaces. Doing so has several advantages: first, iso-surfaces are guaranteed
to be closed surfaces (except possibly at the volume’s edges). A normal vec-
tor for these implicit surfaces can easily be derived from the local gradient
vector; assuming a CT-like dataset where values get higher when moving
into objects of interest, ~n = −~g/|~g|. Here ~g = ∇D is the gradient of the
volume D.

4.1.1 A local-search approach

In the spirit of the smart particle concept, it seems logical to simply release
particles into the volume and program them to locate the surfaces on their
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Figure 4.1: Using the gradient and local value to find an iso-surface.

own. This problem falls into the category of local search problems. An ad-
vantage of such an approach is that it is independent of the resolution of
the underlying data. Because for each particle only data local to the posi-
tion of that particle is used, the complexity of the algorithms will depend
only on the number of particles. Therefore this method will theoretically
perform just as well with huge high-resolution datasets as it would with
smaller (lower resolution) volumes. However, in the case of large datasets
one might wish to add more particles in order to visualise the extra details.

This approach is also adaptive (to a certain degree) as iso-surfaces for
similar values often have similar shapes and are close together. Therefore,
using a local search technique may in many cases allow the surface formed
by the particles to morph from one iso-surface to another. This adaptivity
could also be useful in time-varying datasets, although this is beyond the
scope of this project.

A simple iso-surface location behaviour utilises a hill-climber approach.
Based on the value at the particle’s current position, it can decide either
to follow the direction of the local gradient if the value is lower than the
desired iso-value, or to move in the opposite direction if it is higher (see
figure 4.1).

Unfortunately, this method is highly sensitive to noise (which is always
more noticeable when taking derivatives). Particles may also get stuck in
local maxima for which the value is not equal to the desired iso-value, or
in areas with constant density, where the gradient has no defined direction
(or is random due to noise). Lastly, there is no guarantee that all features
present in the volume are located this way.

4.1.2 The brute-force alternative

The obvious alternative to a local-search based approach to finding an iso-
surface is a global-search (or brute-force) approach. In this approach, one
would simply traverse the entire volume to find locations on the iso-surface
where particles can then be placed.
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Figure 4.2: Brute-force feature location: particles (dashes) are placed be-
tween pairs of neighbouring data points (circles) where one point is inside
the surface and the other is outside.

One such approach is to consider each volume data point and its di-
rect neighbours (see figure 4.2). If for a point and its neighbour one has
a value higher and the other a value lower than the iso-surface value, the
surface must intersect the line between the two points. Linear interpolation
between the point and its neighbour can be used to approximate the loca-
tion of this intersection and a particle can then be created in this location.
Obviously, as the process is repeated for each point, only the three direct
neighbours in positive direction along each axis need to be considered.

While such an approach is guaranteed to find every feature in the
dataset, the disadvantage of this (and of any other truly global-search ap-
proach) is that it is dependent on the size of the dataset. This affects both
the running time of the algorithm and the number of particles created for
any particular volume and iso-surface, as each data point needs to be exam-
ined and a particle can potentially be created for each of the neighbours of
the point.

The resolution dependence can be removed at the cost of making the
method less thorough. If we consider the dataset a sampling of an implicit
surface function, we can obtain a continuous function by using interpolation
between data points. This means the function can now be sampled at regu-
lar intervals that need not be equal to the distance between data points in
the original dataset. While small features can be missed this way, the ap-
proach still yields better results than the local-search approach as it is far
less sensitive to noise. Another advantage is that this method can guaran-
tee uniform scaling along all axes, even if the original dataset consisted of
voxels with non-uniform dimensions.

One disadvantage remains though; the method does not neatly fit into
our framework, which is based on smart-particle principles. A separate ini-
tialisation step is used. Particle creation in the Mix & Match framework was
accomplished either through methods independent of the data (such as the
spray paint mechanism or the random initialisation in section 4.1.1), or as a
direct result of a behaviour where an existing particle creates new particles
near its own position in the volume. This method, however, is neither inde-
pendent of the data, nor is it a behaviour, as global data is used to rather
than a subset local to the position of some particle.

16



4.2. PARTICLE REDISTRIBUTION CHAPTER 4. BEHAVIOURS

(a) The CT head dataset after applying
brute-force feature location. Note the
ring artifacts.

(b) The same particle set after particle
redistribution.

Figure 4.3: Evenly distributing particles removes visual artifacts and clari-
fies the real structure of the surfaces.

4.2 Particle redistribution

Both methods presented for feature location usually result in a non-even
distribution of particles over the feature surfaces. Such a distribution may
lead to visual artifacts, causing a user to perceive details on the surface
that are not in fact there. Other details may be missed simply because there
are no or only few particles in the respective areas of the surface. Common
artifacts resulting from the brute-force method are rings and a square grid
pattern (see figure 4.3(a)). The rings occur as the surface intersects one of
the cubes formed by the sampling points near one of its corners. In these
cases three particles are created in close proximity to each other.

In the local-search approach, this could be solved by adding distribution
rules to the feature location behaviour. However, combining behaviours in
this way leads to needless complexity as extra parameters have to be added
(and tweaked) representing the relative weights of each of the behaviours.
Therefore we propose to add a distribution behaviour as a second step after
feature location.

We use the particle distribution method originally developed by Witkin
and Heckbert [Witkin and Heckbert, 1994], and later improved by Meyer et
al. [Meyer et al., 2005] to redistribute the particles over the surface. Similar
to the work of Crossno and Angel [Crossno and Angel, 1997], who adapted
the original Witkin-Heckbert method to extract iso-surfaces from volume
datasets, we adapt Meyer’s improved algorithm from the context of render-
ing implicit surfaces to that of volume datasets and iso-surfaces. The next
section gives an overview of the algorithm by Meyer et al. and the way it is
applied to our framework.

Note that in some situations creating an even distribution of particles is
not as important, and the goal is merely to remove the regular grid pattern
created by the brute force feature location step. In these situations simply
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moving the particles in random directions over the surface for a number of
steps will often produce acceptable results, and the more computationally
intensive distribution method may be avoided.

4.2.1 The improved Witkin-Heckbert method

The method described by Witkin and Heckbert [Witkin and Heckbert, 1994]
uses two sets of particles: a set P is constrained to a surface defined as
the zero-points of a function F (~q), which is controlled by a second set of
particles (control points) Q. Recall that a volume dataset can be seen as a
sampling of an implicit-surface function. More specifically, the iso-surface
for value v is the set of zero-points of the function F (x) = D(x) − v, where
x ranges over the entire volume and D(x) is the data value at position x.
We can use interpolation (e.g., linear) to approximate values at locations
between data points. In the following, we use this version of F and ignore
the control points Q used in the original method. Note that we use small
arrows to denote vectors and bold face for points. For example, a particle pi

has position pi and normal vector ~ni.
Particles distribute themselves by exerting repulsion forces on each

other. An energy function is defined for each particle pi, dependent on the
number of neighbouring particles and their distances to pi. Summing the en-
ergy of all particles leads to a global energy function for the entire system.
The repulsion forces cause a particle to move in the direction that minimises
this global energy function.

In the original Witkin-Heckbert method, each particle maintains its own
repulsion radius which grows or shrinks based on the local energy values. If
this radius becomes too large or too small compared to a user-defined target
radius the particle is split or removed from the system. The energy function
used is Gaussian, which has the unfortunate property that it is not scale-
invariant. That is, given a particle pi, the ratio of energies E(rij)/E(rik)
between two neighbours of pi (pj and pk) depends on the unit of measure-
ment used for their distances to pi (rij and rik). Together, these things result
in a large number of parameters that need to be tweaked in order to achieve
an even distribution of particles over the surface.

Meyer et al. defined a new energy function based on a cotangent, which
they claim to be approximately scale invariant (i.e., better than the Gaussian
energy function) [Meyer et al., 2005]. The energy Eij of a particle pi due to
a neighbouring particle pj is defined as

Eij(r) =
{

cot
(

r
σ · π

2

)
+ r

σ · π
2 − π

2 if r ≤ σ

0 if r > σ
, (4.1)

with r = |~rij | the distance between particles pi and pj . The parameter σ

is the radius of influence, the maximum distance at which particles influ-
ence each other. They note that while the energy function Eij(r) = 1/r is
completely scale invariant, it is not suitable as energy function because it
does not provide local behaviour; many particles contribute to the energy
calculation of each particle, slowing down the system.
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Meyer et al. also removed the locally adaptive repulsion radii, instead
only adding or removing particles after the system has stabilised in order
to achieve a desired density. These changes remove much of the parameter-
tweaking complexity from the Witkin-Heckbert method, as only parameter
σ remains. The new energy function ensures it is much easier to reach an
even distribution of particles.

This function leads to the following formula for the global energy of the
system, given that there are m particles,

E =
m∑

j=1

m∑

i=j+1

Eij (|~rij |). (4.2)

Particles should move in the direction that minimises this energy func-
tion, therefore the desired velocity direction ~vi is defined by

~vi = − ∂E

∂pi
= −

m,j 6=i∑

j=1

~rij

|~rij |
∂Eij(|~rij |)

∂r
, (4.3)

where ∂Eij

∂r is the derivative of equation 4.1 and is given by

∂Eij

∂r
=

{
π
2σ

[
1− sin−2

(
r
σ

π
2

)]
r ≤ σ

0 r > σ
. (4.4)

The resulting velocities cannot be applied to the particles directly, as
they are constrained to the surface. Meyer et al. use a two-step update
scheme where they first update the particles based on the repulsion velocity
in the surface’s local tangent plane,

pi ← pi +

(
I − ~gi ⊗ ~gi

|~gi|2
)

~vi, (4.5)

where I is the identity matrix, ~gi is the volume gradient at pi, and ⊗ is
the vector direct product (the matrix obtained by multiplying ~gi as column
matrix with ~gi as row matrix). This is followed by a reprojection step,

pi ← pi − F (pi)
~gi

|~gi|2
. (4.6)

They apply these rules to each particle in turn. The resulting algorithm is
a gradient descent. These algorithms have the disadvantage that their step
size needs to be tweaked carefully. A step size which is too small may cause
the system to only converge very slowly, while a step size that is too large
may cause particles to jump around their equilibrium without ever reaching
it. A large step size can also cause problems in areas of high curvature, as
particles will end up further from the surface after updating their positions
in the tangent plane.

Although Meyer et al. also describe methods for guaranteeing faster
convergence (at the expense of longer computation) and for creating lo-
cally adaptive distributions of particles, the method has been implemented
without these additions. In practice, convergence using normal gradient
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Figure 4.4: Determining the maximal radius of influence for particle redis-
tribution.

descent was fast enough and similar step size settings were applicable to
most datasets. By keeping step size under user control the user can find an
acceptable compromise between accuracy and convergence speed. We did
find, however, that it was necessary to scale down the effect of the reprojec-
tion step (equation 4.6), as this step would often cause particles to oscillate
around the surface.

Unlike in the original Witkin-Heckbert algorithm, the choice of radius
(parameter σ in the improved energy function, equation 4.1) is not critical
for achieving an even distribution of particles. The only restriction is that it
needs to be chosen large enough to allow a particle to sense its neighbours.
Ideally, it should not be too large either, since the computational complex-
ity would increase. In our implementation, the radius is automatically de-
termined based on the sampling interval ∆x selected for the brute-force
feature location step (section 4.1.2). It is assumed the particles are placed
on a square grid with points spaced at least ∆x and at most

√
2∆x along

each axis. If we want all eight particles around a particle to influence that
particle (at least initially), the radius needs to be at least

√
3∆x (figure 4.4).

In order to speed up computations, we use a spatial binning structure.
The volume is segmented into cubes of size σ×σ×σ and for each of these a
list is maintained of particles in that cube. This means that in order to find
all the particles influencing a given particle, only particles in the 3 × 3 × 3
cubes around the particle need to be considered rather than all particles in
the volume.

Finally, note that even the homogeneous distribution of particles left af-
ter applying this distribution algorithm may cause some visual artifacts.
This is due to the fact that the optimal distribution of particles resembles
a hexagonal grid, as this is the only distribution in which all particles have
equal distances to their neighbours. Unfortunately, this means that there
are three directions in which particles seem aligned. If these patterns are
undesirable, one could always apply the random movement behaviour men-
tioned in section 4.2, although this may introduce new clustering artifacts.
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Chapter 5

Visualising the particles

As mentioned before, traditional medical illustration often uses pen-and-ink
styles. Common elements in these styles include stippling, hatching and con-
tours. We have tried to emulate these techniques using the smart-particle
framework.

This section discusses a number of different visualisation techniques.
All these techniques have been implemented as visualisation modules (and
in some cases also behaviour modules) on the framework. For each of the
techniques, advantages and disadvantages are discussed, as well as some
guidelines on in which visualisation scenarios they could be useful.

5.1 Hidden-surface removal

The most obvious issue when dealing with surfaces illustrated by separate
particles rather than a complete surface (e.g., a polygonal representation)
is that particles rarely occlude each other. This means that surfaces which
would normally be hidden are visible. While in some cases this may provide
additional insight into the structure of these surfaces, it could in other cases
clutter the image.

As seen in figure 5.1, two types of hidden surfaces can be distinguished.
One type is surfaces pointing away from the viewer. For each particle pi a
normal vector ~ni and ’to-eye’ vector ~ei can be easily determined. It is there-
fore easy to detect these particles as those for which ~ni · ~ei < 0. The second
type consists of front-facing surfaces that are occluded by other (parts of)
front-facing surfaces. Removing these from an image is a more challenging
problem.

Most surface-based methods solve this problem by first rendering the
polygonal representation of the surface to a depth buffer, and subsequently
testing each of the particles against this buffer to determine their visibil-
ity. Alternatively, the polygonal surface is simply rendered using the back-
ground colour in order to erase any particles that should not be visible.
Because we want to avoid the explicit construction of polygonal representa-
tions of surfaces, an alternate method has to be found.
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Figure 5.1: Types of hidden surfaces: black: front-facing and visible, dashed:
back-facing, dotted: front-facing but occluded.

A direct approach would be to simply approximate the surface by draw-
ing oriented disks, commonly called splats at the positions of each of the
particles (see figure 5.2(a)). A problem with this approach is that due to
the approximate nature of the resulting “surface” and possible overlaps be-
tween the splats, some particles that would normally be visible might be
filtered out.

Rather than drawing an approximation of the surface directly to the
depth or image buffers, we propose using this approximation in an iden-
tification step. By assigning unique colours to each of the splats, rendering
these to a separate buffer and subsequently scanning this buffer the set of
visible particles can be determined before they are rendered in the final
visualisation.

Using a scanning approach has a number of advantages over, e.g., a
depth-buffer based approach (either using splatting or with a polygonal
representation of the surface). First, we do not have to deal with preci-
sion issues, where the depth values of particles and the approximation of
the surface rendered to the depth buffer do not match exactly. The scan-
ning approach also makes it easier to combine different visualisations (sets
of particles) into a single image, as the visibility of each particle can be de-
termined before rather than during the rendering of the final image. One
could also apply the detection step multiple times, each time removing vis-
ible particles from the rendered set, in order to separate particles by how
many surfaces occlude the surface they are on.

Since the focus has now shifted to include not only surface coverage but
also the degree to which particles can be identified in the resulting image, it
is necessary to revise the shape of the splats. Note in figure 5.2(a) that the
middle grey disk (marked with the arrow) is nearly completely occluded,
resulting in a very small projection. Occlusions like this may cause parti-
cles not to be marked as visible, even though the part of the surface they
represent should be.
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(a) The surface can be approximated
using oriented disks. Note the near-
occluded particle indicated by the ar-
row.

�
��

(b) Using oriented cones rather than
splats prevents the occlusion problem
seen in figure 5.2(a).

Figure 5.2: Surface approximation for determining particle visibility. Note
that the figures use an orthographic projection for simplicity.

In order to increase the projection for each particle’s splat, we propose
to use cones oriented towards the viewer rather than circular splats (see
figure 5.2(b)). We call the resulting method cone-splatting.

This approach does create another overlap problem near the edges of
overlapping surfaces. Because the cones are always oriented towards the
viewer, they will stick out from the surface in these areas, occluding parts of
the surfaces behind them. In order to reduce this effect, we scale the cones
such that their projections on screen approximate those of the original disc-
shaped splats (see figure 5.3), which is accomplished as follows.

In the following, we ignore perspective and assume an orthographic pro-
jection. Note that in this case the projection of a disc remains constant in
one direction, while it scales in a direction perpendicular to that, i.e., the
projection is an ellipse. Using this, we will construct a basis of vectors in-
cluding the axes of this ellipse, using which the vertices making up the
(scaled) cones can be described (figure 5.4). Note that our cones are not
true cones, but rather approximations using fans of triangles. Increasing
the number of triangles improves the approximation at the cost of additional
computational complexity.

�
��

(a) Unscaled cones

��
�

��
�

��
�

(b) Cone scaled to match disc

Figure 5.3: Scaling the cones to the projection of an oriented splat disc helps
reduce extra overlap from an overhanging surface.
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Figure 5.4: Construction of a cone from a basis of vectors. Left: side view of
cone and oriented disk. Right: front view of cone showing one of the points
on the cone’s base.

The first direction is the direction perpendicular to both the viewing di-
rection ~ei and the surface normal ~ni. For a disc with radius r this results in
our first ellipse-axis,

~ri = r · ~ni × ~ei

|~ni × ~ei| . (5.1)

The projection is scaled in the direction that is both perpendicular to
that direction and in the image plane, resulting in the second axis,

~r′i = r′ · ~ei × ~r

|~ei × ~ri| . (5.2)

where r′ is the radius in the scaled direction, r′ = r sin α with α the angle
between the disc and ~ei. Given that ~ei and ~ni are normalised,

r′ = r · sin α = r · (~ni · ~ei) . (5.3)

As mentioned previously, discs and cones are approximated by a fan of
triangles around the position pi of each particle pi. The top of the cone is
located at pi, while the points on the cone’s base are moved into the image
(along ei) with respect to the top. We can now describe the points on the
base of the cone cpi as linear combinations of the vectors ~ri, ~r′i and ~e added
to point pi. More specifically,

cpi (θ) = pi + sin θ · ~ri + cos θ · ~r′i − l · ~ei, (5.4)

where θ ranges from 0 to 2π in a set number of steps in order to approximate
the cone with triangles, and l is a parameter representing the length of the
cone.

The length of the cones, l, also needs to be selected carefully; if it is too
large this can cause surfaces behind the first surface to bleed through. In
practice, however, this problem is not as serious as it may seem. Surfaces in
medical datasets are not usually very close together, and due to the nature
of iso-surfaces, the closest surface behind a visible surface is always back-
facing, which means no cones are drawn for the particles on those surfaces.
Even if surfaces do bleed through, it is rarely obvious in the resulting image
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as the surfaces often share similar characteristics locally, causing particles
on both to have similar appearances.

Finally, it is important to ensure the radius of the cones is both sufficient
to create a closed surface, but not larger than the distance between neigh-
bouring particles. This would cause the second overlap problem to appear
despite cone scaling: consider the lower (white) cone in figure 5.3(b), which
is not scaled as its disc lies (nearly) perpendicular to the viewing direction.
Increasing the cone’s radius beyond the distance to the neighbouring cone
would cause this cone to stick out from the surface beyond its grey neigh-
bour.

5.2 Stippling

The simplest way to visualise the set of particles is by using point primitives.
The set of particles provides us with a set of positions in 3D space, which
can be projected onto the image plane using any desired projection method.
The resulting visualisations however, are usually not very informative; basic
lighting is often required to illustrate the interior shape of structures.

Fortunately, as mentioned before, we can derive the surface normal at
each particle’s position using the volume gradient at that point. This can
then be used in lighting calculations such as basic diffuse lighting,

Ld(i) = max (~ni · ~ei, 0) , (5.5)

where ~ni is the surface normal for particle pi and ~ei is a unit vector point-
ing towards the viewpoint or camera. Note that this assumes a single light
source in the position of the camera. An advantage of such a light source
is that contours of the object will automatically be dark, which will often
accentuate them in the image. Placing the light source in a more realistic
location (e.g., at the top of the image) would cause some contours to be
lighter, making them less obvious unless contour lines were added to the
image (see section 5.3.4).

While this method of lighting works fine on complete surfaces (indeed, if
the point size is large enough and a sufficient number of particles is used,
this method resembles point-based surface rendering methods — see fig-
ure 5.5(a)), it does not work as well on sparse point sets (figure 5.5(b)).
Here, the shading becomes less obvious, and the resulting image has a
washed out appearance due to the white space between points.

5.2.1 Scale-based shading

In traditional illustration, two techniques are typically used to create shad-
ing effects in stipple drawings. One is to vary the scale of the points, using
larger points in darker areas. This method is easily implemented using the
framework, as the lighting equation (equation 5.5) can simply be used as a
scaling factor for the size Si of a particle pi,
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(a) Using a dense point set resembles
point-based surface rendering.

(b) This type of shading is less effective
if the point set is sparse.

Figure 5.5: The lobster dataset visualised using shaded points.
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Figure 5.6: Scaling stipples to achieve the desired tone

Si = Smax ∗ f (Ld(i)) , (5.6)

where Smax is the maximum size, to be used in areas that are completely
not illuminated.

Remains to find a suitable function f . Recall from section 4.2 that af-
ter redistribution, we are likely left with a hexagonal pattern of particles.
Figure 5.6 shows a single triangle from this grid. The surface area of this
equilateral triangle is 1

4

√
3σ′2, where σ′ is the (average) distance between

particles. For simplicity, we assume that all three particles experience the
same level of illumination and therefore Si = Sj = Sk. As long as particles
do not overlap, the area of the triangle covered by the particles is 1

2πS2
i .

Ld is a number between 0 (black) and 1 (white). If we want this to be
equal to the fraction of white left in the triangle, we get the following equa-
tion,

Ld(i) = 1−
1
2πS2

i

1
4

√
3σ′2

. (5.7)
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Solving for Si, we obtain

Si = σ′

√√
3

2π
(1− Ld(i)). (5.8)

So we can use Smax = σ′ and f(x) =
√√

3
2π (1− x) in equation 5.6. In

our implementation, however, we found it useful to use the more general

function f(x) =
(√

3
2π (1− x)

)c

, and allow a user to manipulate the maximum

point size Smax and power c (set to 1
2 by default for the square root) used in

this point size equation. Increasing the power increases contrast between
light and dark areas, while increasing or decreasing the maximum point size
increases or decreases the brightness of the resulting image (figure 5.7).

The results can be improved further by observing that in traditional il-
lustration very bright areas often contain no points at all. We can achieve
this effect by removing points altogether, if their brightness (Ld(i)) is above
a certain threshold t. This threshold is also user-configurable (figure 5.8).

5.2.2 Density-based shading

The other method of shading in stipple drawings is to increase or decrease
the density of stipples in certain areas in order to achieve darker or lighter
tones respectively. This method has been implemented by first assigning
each particle pi a value vi from a uniformly random distribution ranging
between 0 and 1. During rendering, a particle is drawn only if the value of
its lighting equation is less than this value,

vi > f (Ld(i)) . (5.9)

In this case we assume that the full set of particles is sufficient to gen-
erate a black tone, i.e., Ld = 0. As all particles are of equal size and evenly
distributed, the fraction of particles shown is linearly related to the tone.
This means that the function f in equation 5.9 is simply the identity func-
tion. Again, note that a function f different from this model can be used
to increase contrast between dark and light areas. In general, functions
f(x) = xc work well, with values for c ranging between 1

4 and 16. Using
higher values for the power creates more dark areas, which can in some
cases improve the resulting image (figure 5.9). As with scale-based shading,
our implementation places the power parameter under user control. Note
that the threshold parameter t (defined previously for scale-based shading)
can be used for this stippling method as well.

A disadvantage of this method is that it requires a very dense initial col-
lection of particles, as particles are only removed and never added (hence
our earlier assumption). Such a large collection means that the performance
of for instance the distribution algorithm (see section 4.2) becomes an issue.
A high density of particles can also cause problems with detecting hidden
surfaces, as the projection of each particle becomes smaller to the point
where it may not show up when scanning the buffer. Note that this prob-
lem can be partially overcome by shrinking the image after rendering; this
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Smax ≈ σ′ Smax ≈ σ′
2

c ≈ 1
8

c = 1
2

c ≈ 11
2

Figure 5.7: The effects of changing the point size (Smax) and power (c) pa-
rameters in stippling with scale-based shading. The particle set used is the
same as in figure 5.5(b).
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(a) t = 1.0 (b) t = 0.8

(c) t = 0.6

Figure 5.8: The effect of changing the threshold parameter t, shown here
for stippling with scale-based shading.
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(a) c = 1
4

(b) c = 1

(c) c = 16

Figure 5.9: The effect of the power parameter c for stippling with density-
based shading.

will increase the density of particles, which will generally produce a better
image. Alternatively, the size of the stipples can be increased in order to
create a darker image.

On the other hand, the method is suitable for illustrating surfaces that
provide context to a visualisation, even with lower particle densities. Fig-
ure 5.10 shows an example. Note that the amount of particles required
to produce figure 5.10(a) prevented the system from reaching interactive
speeds.

It turns out that the density-based shading method is also quite effective
for illustrating transparent surfaces, when the hidden surface removal al-
gorithm is disabled. This is mainly due to the placement of the light in the
same position as the camera. In interior areas of objects, the low density
of particles in light areas removes much of the clutter that would other-
wise be present in these images. In darker areas, which often coincide with
object contours, the higher density of particles serves to accentuate these
contours (figure 5.11). Note that (particles on) back-facing surfaces need to
be removed in order for this to work, as the lighting equation (equation 5.5)
would cause these areas to be black. Alternatively, the lighting equation can
be changed to Ld(i) = |~ni · ~ei|, which would cause these surfaces to behave
as front-facing surfaces.
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(a) Density-based shading is not always useful for showing impor-
tant surfaces; not enough detail is visible unless a large amount of
particles is used (as is the case here).

(b) Using the method to provide context for another visualisation is
more effective.

Figure 5.10: Head dataset, the skin is shown using stippling with density-
based shading, first as the focus of the image, then as context for the skull
iso-surface.
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(a) Disabling the hidden surface re-
moval algorithm often results in a clut-
tered and unclear image.

(b) The density-based shading method
removes particles from interior areas,
while silhouettes are enhanced.

Figure 5.11: Using stippling with density-based shading to illustrate trans-
parent surfaces in the CT chest dataset.

5.3 Hatching

The most common pen-and-ink techniques in traditional illustration fall into
the category of hatching. Hatching techniques are those techniques that
use only lines and curves to create an image. Lines can be used to trace the
contours of objects in the scene. Additionally, sets of parallel or crossing
lines are used to achieve certain tones in order to illustrate the interior
shape, structure and material of surfaces.

In traditional illustrations that use hatching, shading is often accom-
plished by varying line width and/or spacing, while the direction of the
strokes is used to illustrate the shape or material properties of the 3D
surface that is being represented. It is therefore obvious that the stroke
direction has to be selected carefully. Section 5.3.1 examines this issue,
presents several alternatives and discusses the advantages and disadvan-
tages of each.

For the purposes of shading, we use the density-based method presented
in section 5.2. In short, a subset of hatches is drawn based on the lighting in-
tensities at the positions of their particles, which are compared to randomly
assigned values for those particles. This method appears to work better for
hatches than it did for points, as the set of hatches created from a set of
particles appears denser than the same particle set rendered as stipples.
Compare image figure 5.10(a) to figure 5.16 for an example, noting that the
images in figure 5.16 use a far lower density of particles. Alternatively, for
cross-hatching a very simple shading method can be used; depending on
two user-selectable thresholds and the desired lighting intensity for each
particle, no, one, or both hatches are drawn for the particle.

We are aiming for an interactive system, where a user can change the
viewpoint without requiring a lengthy computation to generate the new im-
age. While a number of hatching algorithms exist that operate in image
space, using such an algorithm has some disadvantages. First, using such
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an algorithm would mean that new hatches have to be generated for each
change in viewpoint. Often these methods also create problems with frame-
to-frame coherence. This means that patterns appear to swim over surfaces
if the viewpoint is rotated around the model. In the worst case, it may even
cause surfaces to be perceived to change shape as the viewpoint is changed.

To avoid these problems, we propose to use the set of particles as a
basis to generate volumetric hatches as curves in 3D space. There are two
possible approaches to do this. One could use the positions of the particles
as seed points for hatches traced through the volume (much like the concept
of streamlines), or one could link existing particles together using lines in
order to create hatches.

Our system uses tracing to generate hatching images. Creating hatches
by linking has been examined as well and is discussed in detail in sec-
tion 5.3.3. However, in our experiments this method failed to yield good
results. Tracing works by first choosing a direction, then projecting that di-
rection onto the local surface tangent plane (the plane perpendicular to the
local gradient), moving along that direction for some user-selectable dis-
tance and repeating the process until a desired number of hatch-segments
has been created. The resulting set of points is then rendered as a set of
line segments.

Disadvantages of the tracing approach are that, as with the particle re-
distribution algorithm, step size has to be selected carefully. Because the
hatch directions are projected on the tangent plane rather than the true
surface, errors are made in tracing each segment of a hatch. While it would
have been possible to apply the reprojection step from the redistribution
algorithm (equation 4.6), this was deemed unnecessary as this would add
dependence on the fact that the surface is an iso-surface, and the errors
were not large enough to cause noticeable visual artifacts.

Additionally, as hatches are only linked to a single particle they should
not be much longer than the diameter of the cone used for this particle in
the hidden-surface removal step (section 5.1), otherwise parts of a hatch
may be drawn that should not be visible in the final image. A solution to
this problem might be to generate additional particles along a hatch and
perform visibility detection on these as well, to determine which parts of
a hatch should be drawn. However, this method potentially creates a large
number of particles in close proximity to each other, which is likely to cause
problems with the hidden surface detection algorithm. An alternative is to
use the existing set of particles and to link each segment of a hatch to the
nearest particle in the volume. This way, a segment is drawn only if its linked
particle is marked visible.

5.3.1 Direction of the hatches

There are many ways to illustrate the shape of a surface using hatches. The
simplest method would be to simply draw all lines in the image in the same
direction, only relying on shading through stroke density and/or width to
show the shape of surfaces. However, this does not work well and results
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Figure 5.12: Hatching using a single preferred direction. Detail: (back of the
head) problems occur when the preferred direction is near-perpendicular to
the surface.

in images that appear flat. Additionally, this can only be accomplished in
image space, as the image space direction of a hatch line defined in object
space depends on the selected viewpoint.

A simple object-space alternative is to take a single preferred direction
for all hatches and project this direction onto the local surface tangent plane
in order to obtain a hatch direction for each individual particle. Due to the
straightness and uniformity of hatches, the resulting images look similar to
images created using wood engraving. One disadvantage of a single pre-
ferred direction is that in areas where the preferred direction is perpendic-
ular to the surface the hatch field looks messy, as the hatch direction is not
well defined (see figure 5.12).

It is also possible to generate cross-hatching this way. By taking the cross
product of the projected direction and the surface normal, a direction vector
perpendicular to the first can be generated for each particle. However, the
resulting hatching pattern does not provide more insight into the structure
of the surface than single hatches. In fact, the resulting images often look
messier than the single direction images (figure 5.13).

Interrante used strokes to illustrate the shape of transparent surfaces
[Interrante and Fuchs, 1997]. She recommended using the directions of
principal curvature to orient these strokes, as they are a good indication
for the local shape of a surface. Subsequently, various other researchers
have successfully applied principal curvature directions to generate hatch-
ing patterns on surfaces. While this works well for illustrating smooth sur-
faces, the iso-surfaces in typical medical volume datasets are not always as
smooth and often a little noisy.

We use the curvature estimation method presented by Kindlmann et al.
to compute curvature [Kindlmann et al., 2003]. While this method can be
used to calculate the curvature values without performing eigenanalysis,
we also require the directions of principal curvature. This means that once
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Figure 5.13: Drawing cross-hatches in the single-direction method is not
useful and clutters the image. Detail: the same problem area as in fig-
ure 5.12.

the geometry tensor matrix is calculated in the method by Kindlmann et
al. we continue by performing eigenanalysis on this matrix to obtain the
directions.

Unfortunately the calculations needed to obtain the geometry tensor ma-
trix depend on calculating first and second order derivatives, which are typi-
cally highly sensitive to noise in the dataset. In order to reduce the influence
of the noise, we blur the dataset using a Gaussian kernel before calculating
curvature properties. Note that while an isotropic kernel has been used suc-
cessfully in our experiments, an adaptive kernel that blurs in the direction of
the surfaces may yield better results. Because even the directions obtained
from the blurred dataset occasionally contain noise, a smoothing algorithm
is subsequently applied to the direction field. This algorithm is described in
section 5.3.2.

5.3.2 Smoothing the direction field

In their paper on illustrating smooth surfaces using hatching, Hertzmann
and Zorin also note a need to smooth the direction field obtained from the
principal curvature directions of a surface [Hertzmann and Zorin, 2000].
They propose that, rather than one or more single-direction fields, a cross-
field consisting of unordered pairs of directions should be used. This is be-
cause there are certain cross-hatching patterns that can not be decomposed
into two separate single-direction fields, for example, the rounded corner
shown in figure 5.14.

We adopt the idea of using a cross-field to guide the hatches, but we use
a simpler smoothing algorithm as we are only interested in removing noisy
parts of the field. Because of the smart particle nature of our framework, we
store the field as a pair of direction vectors in each particle. While tracing,
the field from neighbouring particles is averaged using a weighted average
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Figure 5.14: A cross-hatching pattern that can not be separated into two
single-direction hatch fields [Hertzmann and Zorin, 2000].
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Figure 5.15: The shape index and its relation to the various shapes it indi-
cates.

based on the distance of the current point to those neighbours. In the re-
sulting pair of directions, we select the direction most like the current hatch
direction as the direction in which to continue the hatch line.

Hertzmann and Zorin also note (by analysing hatching patterns in tra-
ditional illustration) that hatching using principal curvature directions is
most effective in areas that are parabolic. That is, areas where one of the
principal curvatures (κ1 and κ2) is large while the other is near zero. If one
of the curvatures is exactly zero the surface is locally cylindrical. Based on
this observation, we define a measure of field reliability ρ, which essentially
states how suitable for hatching the principal directions are at a given point.
We base this measure on the shape index s, defined by Koenderink and Van
Doorn [Koenderink and van Doorn, 1992],

s =
2
π

arctan
κ2 + κ1

κ2 − κ1
(κ1 ≥ κ2) . (5.10)

The shape index is a number between -1 and 1 indicating the shape of
the surface (see figure 5.15). Note that when the shape index has absolute
value near 1

2 , the surface is nearly cylindrical and therefore the principal
curvature directions are most suitable for hatching. Also note that the shape
index does not indicate whether a surface is flat, that is, if both κ1 and κ2

are (nearly) 0. It is, however, important to detect flat areas as the directions
of principal curvature are not well defined in those areas. Taking this into
account, we define the field reliability as
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ρ (κ1, κ2) =
{

0 if |κ1| < ε and |κ2| < ε

1− ∣∣2 (|s| − 1
2

)∣∣ otherwise
, (5.11)

where κ1 and κ2 are the principal curvatures at the point, and ε is some
small constant which is used to check if the surface is not (nearly) flat.

Next, these reliability values are used as weights as each particle itera-
tively computes the average direction field of its neighbourhood. We assume
particles are evenly distributed over the surface and the neighbourhood cov-
ers only immediate neighbours, therefore distance to particles need not be
taken into account.

Directly comparing directions in neighbouring particles can cause prob-
lems however, as the surface orientation in the particles may differ. Ignor-
ing this means direction fields may be created that do not lie in the surface
plane. To compensate for these differences, we rotate the direction vectors
dj1 and dj2 in neighbouring particles pj to match the local surface orien-
tation in the current particle pi before averaging. The rotation used is one
that rotates ~nj , the surface normal in pj , to ~ni. This means we rotate around
the axis

~a =
~ni × ~nj

|~ni × ~nj | . (5.12)

The amount to rotate is the angle α between nj and ni. This rotation can
be expressed as

~d′jk = ~a
(

~djk · ~a
)

+
(

~djk − ~a
(

~djk · ~a
))

cos α +
(

~djk × ~a
)

sin α (5.13)

with k = 1, 2. Note that |~ni × ~nj | = sin α and ~ni · ~nj = cos α, which means
these operations can be easily avoided. The field is then updated as follows

~dik ← ρi
~dik +

∑

pj∈N(pi)

ρj
~d′jl, (5.14)

where k = 1, 2, ρi is the field certainty of pi, N (pi) contains all particles in

the direct neighbourhood of pi and ~d′jl is the field direction in pj most like
~dik, which is one of {−~d′j1,−~d′j2, ~d′j1, ~d′j2}.

Note that these operations do not necessarily preserve the orthogonality
of the field. In our experiments, however, we found that generally the field
vectors stay approximately orthogonal to each other. Furthermore, cross-
hatching patterns used in traditional illustration are not always orthogonal
either. Therefore we feel that it is not necessary to the enforce orthogonality
of the field vectors in the smoothing algorithm.

Because we are using a cross-field, images that use single hatches are
not as effective as images that use cross-hatching. This is because it is often
not possible to reliably select one of the two directions to create a smooth
field. For instance, one could attempt to select the direction that was ini-
tialised to the direction of maximal curvature, but such a direction is not
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defined in spherical or flat areas. Even disregarding the problem of select-
ing directions, there may still be patterns such as the one shown in fig-
ure 5.14 for which no single smooth field exists. The result is that hatches
in the resulting image tend to cross in some areas (figure 5.16(a)). Such
problems do not appear when cross-hatching is applied and both directions
are used (figure 5.16(b)).

5.3.3 Hatching by linking

While the tracing method can be used to generate some nice images, it
does have some disadvantages. Because hatches are traced from a set of
particles distributed over the surface, there is not much control over the
distance between hatches, aside from modifying the distance between the
particles. As an alternative we investigated creating hatching patterns by
linking existing particles on the surface. As the particles are already evenly
distributed over the surface, linking them together would create hatches
that are also evenly spaced.

Linking particles is performed by starting in a particle pi, and then ex-
amining each of the neighbours pj ∈ N (pi) to see which is most suitable
for continuing the current hatch. Suitability is determined by how close the
segment between pi and pj is to the preferred direction. As with the trac-
ing method, the preferred direction can either be a fixed vector projected
on pi’s tangent plane, or one of the field directions {−~di1,−~di2, ~di1, ~di2}, se-
lected based on its similarity to the current direction of the hatch.

To prevent a particle being part of more than one hatch (which would
cause hatches to cross), particles that are selected as part of a hatch are
flagged “used”. Flagged particles are ignored in the neighbour selection
process. The process is repeated until a hatch of sufficient length is cre-
ated, or no suitable neighbours are available. In the latter case the length
of the hatch is compared to a set minimum. If the length is less than this
minimum, the hatch is removed. The process continues until a hatch has
been created (or an attempt has been made to create one) from each parti-
cle. Note that a spatial binning structure can be used to speed up finding a
particle’s neighbourhood.

Unfortunately, due to the fact that the distribution of particles over the
surface is likely to form a hexagonal pattern, only three directions per par-
ticle can be accurately followed by the resulting hatches. This means errors
are made in the linking algorithm, where hatch segments follow a direction
different from the field direction in their originating particle. This error can
be decreased by including an error correction factor in the calculations for
the preferred direction. If ~di is the (normalised) preferred direction for pi

and pj is the neighbour selected to continue the hatch, we can define the
error ~ei,

~ei = ~di − pj − pi

|pj − pi| . (5.15)

Next, when selecting a neighbour for pj , we subtract this error from the
preferred direction,
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(a) Single hatches

(b) Crosshatching

Figure 5.16: Hatching using the smoothed direction field.
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Figure 5.17: Linking particles to create hatches results in unnatural hatch-
ing patterns.

~dj ← ~dj − ~ei. (5.16)

Although this causes hatches to more closely approximate the pre-
ferred directions, this approach still does not completely solve the problem.
Hatches produced by this algorithm will often zigzag, producing an unnatu-
ral hatching pattern not found in traditional illustration (figure 5.17). These
patterns fail to properly illustrate the shape of the surface.

Following our smart particle approach, a distribution algorithm was de-
fined to attempt to repair these errors. This algorithm applied a number
of rules to each particle. Each of these rules results in a force, the sum of
which determines the final direction in which the particle should move. The
rules are listed below and are shown in figure 5.18.

Separation Obviously, the redistribution algorithm should try to preserve
the distances between hatches. This rule is identical to the velocity
equations used for the particle redistribution behaviour. Refer to sec-
tion 4.2.1 for more details.

Line straightening In order to approximate directions that do not coin-
cide with the three directions of the hexagonal grid, hatches result-
ing from the linking algorithm tend to zigzag. By moving each parti-
cle towards the average position of its previous and next neighbours,
hatches are straightened. This means that, if a particle pi has previ-
ous and next neighbours pj = prev(pi) and pk = next(pi), the particle
experiences a force 1

2 (pj + pk)− pi.
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Figure 5.18: The redistribution rules for link-hatches. The vectors ~di indi-
cate the field in particles pi.

Field alignment In order to match the hatch directions to the directions of
the local direction field, a particle is moved towards the line through
its previous neighbour in that particle’s field direction. In other words,
consider particle pi with previous neighbour pj = prev(pi). If the

selected direction field vector for pj is ~dj , pi experiences a force
~dj |~rji| − ~rji, where ~rji = pi − pj.

Prevent folding In some cases, the field alignment rule can cause a hatch
to fold. This rule tries to prevent that by pushing one side of the fold
into the opposite direction. More specifically, if we consider particles
pi, pj = prev(pi) and pk = prev(pj), particle pi experiences a force
~rij − ~rjk, where ~rij = pj − pi and ~rjk = pk − pj.

Segment length preservation The other behaviours may have the effect
that segments shrink or grow. This rule attempts to keep the lengths
of segments constant. It does so by generating forces (|~rij | − σ′) ~rij

|~rij |
for particle pi, where σ′ is the desired segment length, ~rij = pj − pi

and particle pj is either prev(pi) or next(pi).

Combining all these rules gives rise to a number of weight parameters
(one for each rule), which in turn results in a complex system that is hard
to tweak. Additionally, we found that the hatches often lack the freedom
of movement to change from the initial pattern created by the linking al-
gorithm into a more optimal pattern, as this could require rotations of up
to 30◦. We experimented with using a variable neighbourhood radius in the
separation rule in order to give hatches more freedom to rotate during the
first steps of the behaviour. However, this often caused hatches to cross.
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We have experimented with different combinations of the rules listed
previously, and were unable to produce an acceptable visualisation. We feel
that the errors with respect to the direction field, introduced by the link-
ing algorithm, are too large to be solved while still keeping the desired
hatch separation property. We feel that a tracing approach is more likely to
succeed in this area, for instance by carefully selecting seed points (from
particles or otherwise) at fixed distance from existing hatches.

5.3.4 Contours

Note that contours are listed under the hatching section. This is because the
way contours can be drawn is very similar to hatching. The main difference
is that contours are only drawn for those particles that are not only marked
as visible, but are also on or near the object’s silhouette.

The silhouette is defined as the set of points on the surface where the
viewing direction (or the to-eye vector ~e) is perpendicular to the surface
normal ~n, i.e., ~n ·~e = 0. As we do not have a continuous surface but rather a
set of separate particles, we need to consider particles in some area around
the silhouette. This can be accomplished by selecting a threshold value and
only drawing contours when ~n · ~e is below that value.

To use our hatching approach for contours, the direction ~d of the lines
drawn also needs to follow the silhouette. Obviously, contours lie on the
surface, giving rise to the restriction ~d · ~n = 0. The direction of contours
should also keep the surface normal perpendicular to the viewing direc-
tion, ~n · ~e = 0. In order to achieve this, we need to know how the surface
normal changes when moving over the surface. The local surface curvature
describes exactly this.

Suppose the local principal curvatures at point p are given by κ1 and κ2,
with directions ~k1 and ~k2 respectively. These vectors combined with the local
surface normal ~n form a local coordinate frame in p. Rodrigues’ formula (see
for example [Struik, 1988]) tells us that in this frame

d~n′(u, v, w) = (−κ1u,−κ2v, 0) , (5.17)

where u, v, w are coordinates along the ~k1, ~k2 and ~n axes respectively. This
means we can linearly approximate the normal ~n′ in the u, v plane,

~n′(u, v) = (−κ1u,−κ2v, 1) . (5.18)

Recall that for contour lines the surface normal ~n should stay perpendic-
ular to the to-eye vector ~e. In the local coordinate frame, the to-eye vector
can be described as

~e′ =
(
~k1 · ~e,~k2 · ~e, ~n · ~e

)
, (5.19)

while the surface normal is described by our approximation equation for ~n′.
In other words,
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~e · ~n = 0,

~e′ · ~n′(u, v) = 0,

−κ1(~k1 · ~e)u− κ2(~k2 · ~e)v + ~n · ~e = 0. (5.20)

Equation 5.20 is the implicit definition of a line. The vector ~d′,

~d′ =
(
−κ2

(
~k2 · ~e

)
, κ1

(
~k1 · ~e

)
, 0

)
, (5.21)

is parallel to this line. Note that the third element of this vector is 0, indi-
cating that the vector is perpendicular to the surface normal. Remains to
transform this direction to normal coordinates,

~d = −κ2

(
~k2 · ~e

)
~k1 + κ1

(
~k1 · ~e

)
~k2. (5.22)

Using this direction results in accurate contours. Unfortunately, the
method requires curvature information to be computed for points along the
contour. This is not only computationally expensive, but also sensitive to
noise in the dataset. Blurring of the dataset can be used to be more robust
to noise.

Another issue is the selection of the threshold parameter. Recall that for
each particle the value of ~n · ~e is compared to this threshold to determine
if a contour fragment should be drawn. Unfortunately, this results in wide
contours in areas of low curvature, while contours in areas of high curvature
are smaller or may be missed altogether if no particles are in the contour
area.

For most datasets, however, we have found that good visualisations could
be created by simply placing the threshold parameter under control of the
user. This way the user can balance the width of contours in low-curvature
areas to the amount of missed contours in other areas. The bonsai tree
dataset shown in figure 5.19 is a particularly difficult case, as it contains
both areas with very high curvature (the branches) and areas with very low
curvature (the bowl). Increasing the number of particles on the surface can
also help to avoid missing contours.

Kindlmann et al. observed a similar problem when drawing contours us-
ing DVR transfer functions [Kindlmann et al., 2003]. They proposed using a
2d transfer function dependent on not only the ~n · ~e value, but also on the
local surface curvature. Their method requires the surface curvature in the
viewing direction, which needs to be derived from the geometry tensor ma-
trix for each (visible) particle whenever the viewpoint changes. However, we
can avoid these expensive computations by observing that for each particle
we already have an approximation for the true contour in the form of the
implicit line function in equation 5.20. This means that an approximation of
the distance of a particle to the contour can be derived from the distance of
this line to the origin in the (u, v)-plane. This distance is given by

τ =
~n · ~e√(

−κ1

(
~k1 · ~e

))2

+
(
−κ2

(
~k2 · ~e

))2
. (5.23)
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(a) t = 0.2 (b) t = 0.4

(c) t = 0.6

Figure 5.19: The threshold parameter t can be used to optimise contours in
an image.
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Figure 5.20: Constant-width contours by thresholding on τ rather than ~n ·~e.

We can therefore place a threshold on the value of τ rather than ~n · ~e in
order to obtain contours of approximately constant width (see figure 5.20).
The only disadvantage is that principal curvature information has to be com-
puted for all visible particles. However, as this information is independent
of the viewpoint this can be performed in a pre-processing step.

Iso-distance contours

A nice alternative is to draw iso-distance lines. That is, lines for which each
point is at the same distance to the camera. To obtain these lines, we keep
the restriction ~d · ~n = 0 and add the restriction ~d · ~e = 0. In other words, we
choose the direction that is both on the surface and perpendicular to the
viewing direction,

~d =
~n× ~e

|~n× ~e| . (5.24)

This method results in a decent approximation to contours for objects for
which the silhouettes lie in or close to planes perpendicular to the viewing
direction. In areas where this is not the case, the result is often a sketch-
like effect (figure 5.21(a)). The method fails, however, on small cylindrical
structures, such as the blood vessel in figure 5.21(b). When the threshold
is removed (and hatches are drawn for all visible particles), the iso-depth
lines can also work as an effective hatching pattern (figure 5.22).

As with hatching, we have also experimented with basing contours on
links rather than tracing lines through the volume. In this case, neighbour-
ing particles were linked if both were on the silhouette (indicated by the
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(a) Iso-depth contours (b) Problem area detail

Figure 5.21: Iso-depth lines present a nice alternative for drawing contours,
but cause problems in some areas.

Figure 5.22: Iso-depth lines are also suitable for hatching.
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(a) Front-lighting (b) Top-lighting

(c) Top-lighting & contours

Figure 5.23: Combining contours with other methods can result in more
freedom in selecting lighting parameters.

~n · ~e threshold). However, it turned out that in many cases the number of
particles satisfying this condition was too low in certain areas of the surface
— mostly areas of high curvature — and the resulting contours either suf-
fered from large gaps, or were too dense in other areas. While tracing also
leaves some gaps, the effect seems less severe as hatches from a particle
may enter the problematic areas even if there are no other particles in those
areas.

With contours we can revise the decision to use only lighting from the
front, as contours will be visible regardless of lighting direction. Figure 5.23
shows the problem with lighting from positions other than the camera, and
how contours can be used to solve this.
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Chapter 6

Results

The behaviours and visualisation methods presented have been imple-
mented in C++ using the OpenGL 3D graphics API and a Qt-based user
interface. The resulting system allows a user to easily and interactively con-
figure a number of sets of particles within a volume dataset, each of which
can have its own behaviour and visualiser module. The simulation and visu-
alisation code is independent of the user interface, and may also be easily
integrated into an existing volume visualisation system.

As can be seen in chapter 5, the framework offers a wide range of visu-
alisation options. While in the current implementation these are limited to
visualising iso-surfaces, the methods can also be extended to other types of
surfaces if the required derivative properties (surface normal and in some
cases curvature) are available. Furthermore, our hidden surface removal
algorithm allows for easy composition of multiple iso-surfaces within the
same visualisation. Because only simple geometric primitives were used to
render the results (points and lines), these visualisations may also be easily
combined with other existing volume visualisation methods.

6.1 Comparison

We feel that this method of composition is a more effective method for
non-photorealistic visualisation of volume data than the DVR-like stippling
method presented by Lu et al. [Lu et al., 2003]. Because only desired sur-
faces are shown, noise is removed from the images. Figure 6.1 shows the
CT head dataset visualised using both methods. Note that while in this vi-
sualisation only stippling is used in order to imitate the look of the Lu et al.
method, many more options are available. Additionally, colour can be used
to easily distinguish between iso-surfaces.

While our method requires more interaction than the Lu et al. method,
we have found it is relatively easy to find desired surfaces by simply attempt-
ing a number of values with small numbers of particles. When the desired
iso-value has been located, more particles can be added and re-distribution
can be applied in order to create a high-quality visualisation. The visualisa-
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(a) Stippling by Lu et al. (b) Stippling using our framework.

Figure 6.1: Comparing our method to the stipple renderer by Lu et al.
[Lu et al., 2003] by visualising the same dataset.

tion in figure 6.1(b) only uses two iso-surfaces: skin and bone.
In the area of hatching, our framework can easily be used to create

hatching images similar to the work by Nagy et al. [Nagy et al., 2002] (fig-
ure 6.2). While combining visualisations from our framework with direct
volume rendering was beyond the scope of this project, the hatches can be
combined with other visualisations within the framework such as the point-
based iso-surface shown in figure 6.2(d). In many cases visualisations such
as this are clearer than their DVR equivalents.

The techniques by Dong et al produced very nice non-photorealistic re-
sults [Dong et al., 2003] (see figure 2.3). However, they relied upon manual
segmentation of the data and required extensive computations both to gen-
erate the hatches and to compute stroke illumination. Our method generally
uses a smaller number of hatches, and is less accurate. However, due to this
and to the simplicity of our lighting algorithm, the result can be rotated in-
teractively.

The simplicity of the lighting algorithm used in our method does mean
that we are limited in the range of densities that can be shaded properly.
In our experiments, we encountered some problems in producing hatching
patterns as dense as those generated by Dong et al. The reason for this is
that at high densities hatches will overlap to the point where the tone of
the image will not change sufficiently even if many hatches are removed.
This means the image will generally be too dark, except for areas left due
to the threshold parameter (for example, see the last image in figure 6.3).
The power parameter c can be used to tune the lighting, but perhaps a more
complex lighting function could be used to improve the results.

Performance of the Dong et al. method is directly dependent on data
resolution, as hatch generation and lighting calculations are performed for
each volume cube that is intersected by the surface to be visualised. Per-
formance of our method, on the other hand, is often linear in the number
of particles used or, in the case of the brute-force feature location step,
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(a) Volumetric hatching by Nagy et al. (b) Hatching using our framework.

(c) Hatching combined with DVR, by
Nagy et al.

(d) figure 6.2(b) combined with an iso-
surface showing higher density compo-
nents.

Figure 6.2: Comparing our framework to the hatching results by Nagy et al.
[Nagy et al., 2002].
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∆x # particles FL PR FS
0.02 13506 1

3 s 6 s 5 s
0.01 58367 2 s 27 s 21 s
0.005 240831 16 s 104 s 80 s
0.0025 973472 131 s 480 s 380 s

Table 6.1: Performance of the framework while visualising the CT head
dataset — behaviour modules.

dependent on a user-configurable step size.

6.2 Performance

Table 6.1 and table 6.2 give an overview of the performance of our prototype
implementation of the framework. All measurements were taken using the
CT head dataset (256 × 256 × 225 voxels at 8 bits per voxel) and a single
iso-surface at iso value 102. The experiments were performed on a 2 GHz
AMD Athlon64 3200+ PC, with 1GB of RAM and an NVIDIA GeForce 7800
graphics card, running 32 bit Windows.

Table 6.1 lists ∆x, the step size used for brute-force feature location
(see section 4.1.2) measured as a fraction of the size of the dataset. Next
are the number of particles generated and the time taken for the feature
location step (FL). It also lists the approximate times taken for 25 steps of
the particle redistribution (PR) and field smoothing (FS) behaviours, which
is generally enough to reach an acceptable state. Note that precalculated
blurred values were used for the field smoothing algorithm. The times in the
table therefore do not include blurring the volume.

Table 6.2 lists the performance of the different visualiser modules avail-
able in the system. These results were obtained by applying the modules
to the sets of particles resulting from the behaviour performance experi-
ments. Included in the table are all three forms of stippling, hatching using
a single preferred direction (1), cross-hatching using the smoothed direction
field (2) and both methods for drawing contours. Both contours and hatch-
ing were set to use hatches consisting of 10 segments with length 0.005.
For contours, the threshold parameter was set to 0.4. All of these measure-
ments include the time taken by the hidden surface removal algorithm. The
last two rows give an indication for the performance of this algorithm; cone
splatting shows the frame rate obtained for drawing the oriented and scaled
cones used by the algorithm, while the last row shows the performance of
the first stippling module (stipples shaded with normal diffuse lighting) if
hidden surface removal is disabled.

It should be noted that, although the results for the last column may
seem slow, such a high density of particles is rarely required to create an
effective visualisation. For most of the images in this thesis, we used val-
ues for ∆x between 0.007 and 0.01. An exception is the surface-like visu-
alisations, but these were obtained using shaded stippling without hidden
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# particles 13506 58367 240831 973472
stippling (shaded) 55 fps 16 fps 4.2 fps 1.1 fps
stippling (scaled) 47 fps 15 fps 3.9 fps 1.0 fps
stippling (density) 52 fps 15 fps 4.0 fps 1.0 fps
hatching: tracing 1 2 s 8 s 29 s 125 s
. . . rendering 46 fps 15 fps 3.8 fps 1.0 fps
hatching: tracing 2 4 s 15 s 60 s 250 s
. . . rendering 41 fps 12 fps 3.4 fps < 0.1 fps
contours (curvature) 3 fps 1 fps 0.4 fps 0.3 fps
contours (iso-depth) 25 fps 8 fps 2.5 fps 0.9 fps
cone splatting 62 fps 18 fps 4.5 fps 1.1 fps
stippling, no HSR 70 fps 63 fps 40 fps 10 fps

Table 6.2: Performance of the framework while visualising the CT head
dataset — visualiser modules.

surface removal, which is computationally inexpensive. Figure 6.3 shows a
comparison of the visual results using the particle sets used for these ex-
periments.

Table 6.2 also shows that the curvature-based contours method is com-
putationally expensive compared to the other methods. However, for inter-
active purposes the faster (but less accurate) iso-depth method is often an
acceptable alternative. Visualisation software implementing the framework
could switch to this method when the user is interacting with the visualisa-
tion and apply the curvature-based method when the visualisation is static
and time to perform these calculations is available.

6.3 Flexibility

In addition to the advantages mentioned previously, we note the advantage
of all methods sharing a common framework. This means it is easy to com-
bine different techniques in the same visualisation. One can also easily ex-
periment with different styles to see which is most effective for a given
visualisation scenario. In many cases results from previous computations
(e.g., the positions of particles) can be re-used.

It is important to note that the techniques presented in this thesis are not
meant to replace conventional techniques for visualising medical datasets.
Rather, they present an alternative which may be more useful in certain
situations, or which may be used in combination with other techniques.
Figure 6.4(a) shows a hand dataset visualised with direct volume render-
ing (DVR), using the Volumeshop software1. Figure 6.4(b) shows a similar
dataset visualised using our framework. This image consists of just three
iso-surfaces: the bone is visualised using crosshatching, a surface contain-
ing bone and some arteries is shown in red contours and the skin is shown
using blue contours and pink stipples.

1See http://www.volumeshop.org/ or http://www.cg.tuwien.ac.at/volumeshop/
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∆x stippling hatching

0.02

0.01

0.005

0.0025

Figure 6.3: Comparison of the particle densities used in tables 6.1 and 6.2.
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(a) DVR using Volumeshop

(b) NPR using VolumeFlies

Figure 6.4: Hand datasets visualised with DVR and using our framework.
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In the DVR image, there is a lot of clutter due to the partially transpar-
ent red tissue. Furthermore, a wide range of colours are used, potentially
making the image expensive to print. The image generated using our frame-
work, on the other hand, uses exactly four colours to produce an effective
visualisation. Our framework does have the disadvantage that the arteries
are not as clear as in the DVR image. This is partially because it is not pos-
sible, due to the nature of iso-surfaces, to create a surface consisting of
just the arteries (without the bone). This means we can not use different
colours or styles for the arteries and the bone. Another problem is that, due
to the uniform density of particles, our framework can have trouble with
small structures. Recall from section 5.3.4 that contours in areas with high
curvature are likely to show gaps, a problem which is visible in the arteries
in figure 6.4(b).

We conclude this chapter with figure 6.5, showing a number of different
visualisations of the CT head dataset. All of these were created using our
VolumeFlies framework, and many more variations are possible.
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Figure 6.5: Some example visualisations of the CT head dataset, showing
the wide range of options provided by the VolumeFlies framework.
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Chapter 7

Conclusions and future
work

The goal of this project was to apply non-photorealistic rendering tech-
niques to the problem of illustrating medical volume datasets. This should
be accomplished under a common framework which should work directly
on the volume data. These research goals have been accomplished with the
VolumeFlies framework.

Non-photorealistic methods for data visualisation, such as the ones de-
scribed in this thesis may be used to simplify visualisations in cases where
realistic methods would clutter the image. They are by no means a replace-
ment for photorealistic methods. Rather, they should be considered a useful
alternative, as each has its own advantages and disadvantages. We expect
that non-photorealistic methods are particularly suitable to provide context
for more realistic visualisations, as their inherent simplicity will serve not
to distract the viewer from the focus of such an image.

We also conclude that the use of particles presents a useful alternative
to traditional surface-based methods. The flexibility presented by particles
combined with the advantages of working directly on the data may present
new possibilities for data visualisation.

We identify the following four main contributions:

• Definition of a single framework for non-photorealistic rendering of
volume data, based on smart particle concepts and operating directly
on the data. The framework is flexible, scalable and largely indepen-
dent of data resolution. It supports various styles, including stippling,
hatching and contours.

• Various methods for visualising particles in non-photorealistic styles,
including a simple density-based shading algorithm and tracing of con-
tours either based on curvature or as iso-depth lines.

• A new hidden surface detection algorithm for surfaces illustrated us-
ing particles. This method does not require the construction of an ex-
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plicit geometric representation of the surface and can be run at inter-
active speeds.

• A direction field smoothing algorithm, which generates effective di-
rection fields for hatching. Fields are based on principle curvature
directions. The shape index is used as a measure for the field’s lo-
cal suitability for hatching, causing the field to be smoothed in areas
where these directions are not well-defined or not useful for hatching.

7.1 Future work

During the course of the research a number of areas have been encountered
that may present interesting topics for further research.

• Possibly the main shortcoming of the VolumeFlies system is the weak
control over the density of particles. Changing this density requires
particles to be recreated and redistributed. In particular, when the
view is zoomed in and/or out the perceived density of particles in the
image changes, and therefore the tone changes as well. One possible
way of solving this is to extend the framework to maintain a hierarchy
of particles, as opposed to a flat set. Parts of this hierarchy can then
be folded or unfolded in order to achieve the desired density at any
given point on the surface.

• While the brute-force initialisation approach was sufficient for the pur-
poses of this project, a local-search based feature location step also
has its merits, including its adaptive properties and the direct control
over the amount of particles. It may therefore be useful to revisit and
improve this method. One advantage is that location of desired fea-
tures may be easier using an adaptive system, as a user will not have
to recreate the particles in order to visualise a different surface.

• In the current framework, the particle redistribution step results in a
globally uniform distribution of particles over the surface. It may be
useful to adapt more of the work by Meyer et al [Meyer et al., 2005]
to make the density adaptive to local surface properties. For instance,
creating higher densities in areas of high curvature may help when
visualising small structures in a dataset.

• Another useful extension is to restrict the movement of sets of parti-
cles to certain focus regions. For instance, segmentation data could be
used to better distinguish between parts of a volume. Alternatively, fo-
cus regions could be used to manually adjust visualisation parameters
for separate parts of the same iso-surface.

• The use of animation in visualisation has been left unexplored in this
project. Particle systems, however, are quite suitable for the pur-
poses of creating dynamic visualisations. In the VolumeFlies frame-
work, such visualisations could be accomplished by defining additional
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behaviours. For instance, in flow visualisation particles could be pro-
grammed to follow a flow vector field defined on the surface.

• While our experiments with hatching based on linking particles failed,
there are certainly advantages to hatching patterns with more even
spacing between hatches. Given that a set of particles evenly dis-
tributed over the surface is available, there may still be ways to use
these particles to create such a hatching pattern. For instance, the set
of particles could be used to store information on nearby hatches. This
information could then be used while tracing other hatches.

• This project focused on visualising single field datasets. That is,
datasets where each point is associated with a single scalar value.
Recently however, an increasing number of medical data acquisition
and processing techniques generate multi-field data. An example is
diffusion tensor imaging (DTI), where at each data point a 3×3 matrix
describes the diffusion of water at that point. There may be ways to
extend the framework to support visualisation of these types of data.

• The current implementation of the framework does not take advantage
of programmable graphics hardware. Recent developments in graph-
ics hardware, however, may allow for various tasks to be performed
by the graphics processor rather than the system’s central processor.
Due to the parallel nature of many computations in the framework
(many calculations have to be performed for every particle in the sys-
tem) a performance benefit can be expected from using this type of
hardware to implement parts of the system. Of particular interest in
this regard is the concept of geometry shaders, such as supported in
DirectX 10. These add a programmable stage in the graphics pipeline
for the generation of geometry on the graphics hardware. This stage
could be used, for example, to accelerate hatch generation by imple-
menting the tracing algorithm as such a shader.
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Appendix A

Implementation

The prototype implementation of the system can be divided into two parts.
First is a class library containing classes to manage volume data, calculate
derivative properties and manage sets of particles inside such a dataset,
as well as a collection of different behaviours and visualiser modules which
can be applied to such a set. Second is a user interface based on Qt in which
a user can experiment with different combinations of these behaviours and
visualisers.

Because of the experimental nature of the system, it was decided to allow
a user to interactively switch behaviours, rather than using a series or script
of behaviours as suggested in section 3.2. It was also decided to apply the
selected visualiser after each step of the current behaviour, as this would
allow a user to see the effect of the behaviour as it progresses. This design
of the interaction between user and system gives a user complete freedom
in experimenting with different combinations and parameters. However, it
may not be very user friendly, as some combinations might be selected that
do not make sense. This was deemed acceptable, however, as the intention
is to later integrate the class library into an existing visualisation toolkit.
A short overview of the different options available in the user interface is
given in appendix B.

The following sections describe the architecture of the system, focusing
on the most important classes in the class library. We conclude this chapter
with some short instructions on how to use the library, which will also touch
on the subject of integrating the library into an existing visualisation toolkit
such as VTK1.

A.1 System architecture

As mentioned previously, the main components of the prototype system are
the framework and user interface. Recall from section 3.2 that the basic
structure of the framework consists of a set of particles, which are manipu-
lated by a behaviour module and visualised using a visualiser module.

1See http://www.vtk.org/
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Figure A.1: Class diagram of the most important classes in the class library,
and their most important operations and attributes.

In the VolumeFlies framework, particles are called flies and are repre-
sented by instances of the Fly class. Rather than maintaining a single set
of flies, we group them into swarms, each of which can be assigned sepa-
rate behaviour and visualiser modules. An instance of the VolumeManager
class provides access to the dataset and its derivatives, which can either be
precalculated or computed as needed.

The class diagram in figure A.1 shows the most important classes of
the framework implementation and their relations to each other. Figure A.2
shows the main classes that implement the prototype user interface, and
their relation to the classes in the framework. In the following part of this
chapter short overviews are given for each of the classes, indicating their
function in the system and their relations to the concepts and algorithms
presented in this thesis.
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Figure A.2: Class diagram of the main user interface classes and their rela-
tion to the class library.

A.1.1 Framework

The classes described in this section implement the general structure of the
framework as described in section 3.2.

Fly

A fly is simply the VolumeFlies equivalent of a particle. Note that while we
use the concept of smart particles, the Fly class contains no functionality
at all. The “smartness” of a fly is contained in the behaviour and visualiser
modules.

The Fly class is a data container. It contains the fly’s current position
within the volume, a number of data vectors including the fly’s normal and
field directions, and optionally links to the previous and next flies in the
hatch this fly is part of (see section 5.3.3).

Swarm

A swarm is a set of flies. Each swarm can be assigned a behaviour module
and can apply that behaviour to the set of flies. A swarm can also be as-
signed a visualiser module, which can be used to turn the set of flies into an
image by generating an appearance for each of the flies.

Finally, the swarm class is responsible for filtering the set of flies based
on visibility (section 5.1). It typically does so by visualising the flies using

64



A.1. SYSTEM ARCHITECTURE APPENDIX A. IMPLEMENTATION

the VSplatCones visualiser module, scanning the resulting image and set-
ting each fly’s “visible” flag to the correct value. It has been decided to
implement generation of the cones as a visualiser, both because this can
be seen as one, and because this enables the possibility of using different
visualisers to determine visibility. Such a visualiser should render each fly
in a single unique colour corresponding to its index in the set.

Behaviour

The Behaviour class is the superclass of all behaviour modules that can be
applied to a swarm. It contains the minimal interface all behaviours should
implement. This interface consists of an initialisation function, called when
the behaviour is started, a step function that performs one step of the be-
haviour and is called iteratively, and a function that indicates whether the
behaviour is completed or still requires more calls to the step function.

Visualizer

The Visualizer class is the superclass of all visualiser modules. Like Be-
haviour, it contains the minimal interface such a module should implement.
This interface consists of an initialisation function, called when the mod-
ule is created, and a draw function that should use OpenGL functions to
perform the actual drawing.

In addition to this interface, Visualizer provides a base colour parameter
for the visualisation (e.g., the colour of lines used for hatching). It also pro-
vides a boolean parameter indicating whether primitives drawn should be
tested against the depth-buffer. Setting this to false can help when different
visualisations are overlayed, e.g., when combining contours with another
visualisation of the same surface one often does not want the other visuali-
sation to interrupt the contour lines.

VolumeDataSet

VolumeDataSet is a template class that represents a volumetric dataset us-
ing a given datatype for per-voxel data. The dataset is implemented using a
linear array, and a function is provided to convert coordinates in the volume
to an index into the array. Datasets can be loaded from and stored to file
using a datatype that can be different from (but should be compatible with)
the type used to store the data. Finally, a linear interpolation function is pro-
vided to calculate an estimate of the data value at a position not coinciding
with the data points.

VolumeManager

The VolumeManager contains one or more VolumeDataSets describing a
single volume. The original volume data is stored as floating-point data, with
values scaled between 0 and 1. Additionally, the manager can pre-compute
derivative datasets such as blurred, gradient and/or curvature data. These
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derivative properties can also be calculated in any given position without
pre-computation.

Data is queried using positions in a unit-cube window, specified by an ori-
gin and size in world-space. Non-isometric voxel dimensions are supported,
and the window is initialised to reflect these dimensions, creating uniform
scaling on all axes.

For blurring and calculation of derivative properties, the user can specify
a scale parameter. If the scale is positive, it is used as the size of a Gaussian
kernel. If it is zero, no blurring occurs, and gradients are computed using
central differences.

Artist

A superclass for OpenGL-drawable visualisations. This defines a simple in-
terface consisting of methods which are called to initialize, resize, draw and
update the scene based on user input. It handles some basic functionality
such as initialising common OpenGL settings and updating the projection
matrix whenever the window is resized.

VolumeFliesArtist

This class, which inherits from the Artist class, is the container of the entire
framework. It contains an instance of VolumeManager for a single dataset,
as well as a collection of swarms, which can be added and removed by
the user. The VolumeFliesArtist is also responsible for maintaining the view
parameters (camera position and orientation), which it uses to render the
scene containing the swarms.

A.1.2 Behaviours

The classes in this section all inherit from the Behaviour superclass, and
implement the different behaviours described in chapter 4, as well as the
field smoothing algorithm from section 5.3.2 and the hatch-linking and dis-
tribution algorithms from section 5.3.3.

BFreeze

The Freeze behaviour is the simplest of all behaviours, as it does not do any-
thing. This behaviour is assigned to swarms in order to stop their previous
behaviour.

BInitRandomPositions and BFindIsoHillClimber

Together, these two behaviours implement the initial version of the local-
search feature location algorithm (section 4.1.1). BInitRandomPositions
simply creates a number of flies randomly placed throughout the window.
BFindIsoHillclimber attempts to use the local gradient to move flies in the
direction of the desired iso-surface.
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After experiments with these showed the disadvantages of this method,
the code was left for later improvement and is no longer used in visualising
the data.

BInitIsoBruteforce

This class implements the brute-force feature location alternative, discussed
in section 4.1.2. Data is sampled (using linear interpolation) at regular, user
selectable intervals through the window.

BDistributeFloaters

Implements the particle redistribution algorithm described in section 4.2.1,
which redistributes the particles to form an even distribution over the iso-
surface. Users should remember to set the correct iso-value (the same as in
the feature location step), as well as to set an appropriate radius of influ-
ence. The behaviour can be applied for a user-selectable number of steps.
Setting this parameter to a negative number will cause the behaviour to run
until stopped manually.

BDistributeRandom

Implements a simpler particle redistribution algorithm, where each parti-
cle is moved in a random direction over the surface, for a user-selectable
maximum distance. This is repeated for a user-selectable number of steps.
While this does not guarantee an even distribution of particles, it may be
enough to remove artifacts caused by regular grid patterns. The computa-
tions performed by this method are not as expensive as those performed
by the previous behaviour, making the method more suitable when dealing
with extremely large numbers of particles.

BSmoothField

Implements the field smoothing algorithm described in section 5.3.2. This
behaviour is also required to initialise the direction field. The behaviour can
be applied for a user-selectable number of steps. Setting this parameter to
a negative number will cause the behaviour to run until stopped manually.

BLinkHatches and BDistributeLinks

These behaviours implement the experimental linking algorithm for link-
based hatching, and the link distribution algorithm that was designed to
turn the resulting links into an acceptable hatching pattern. Refer to sec-
tion 5.3.3 for details on why this does not produce useful results. Also note
that for the links to be visible, the VLinks visualiser module has to be used.
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A.1.3 Visualiser modules

The classes in this section inherit from the Visualizer superclass. They im-
plement the different methods described in chapter 5, that can be applied
to turn the collection of particles into a non-photorealistic visualisation.

VHide

Like BFreeze, this is the “do-nothing” visualiser module. No flies are drawn.
This module can be used to temporarily hide a swarm without actually re-
moving it.

VSplatCones

The VSplatCones visualiser module is not intended to be used directly. It
implements the cone-based visibility splatting algorithm discussed in sec-
tion 5.1 and is used by the Swarm class to filter the set of flies. Care should
be taken to select appropriate values for the radius and depth of the cones.

VStipple

Implements stippling using normal (diffuse) lighting. Setting point size large
enough results in an image that resembles a complete surface.

VStippleScaled

Implements stippling using scale-based shading. Maximum point size,
threshold and power (contrast) parameters can be set by the user. Refer
to section 5.2.1 for more details on these parameters.

VStippleDensity

Another stippling visualiser module. This one performs shading by varying
the density of stipples, as described in section 5.2.2. As with the previous
visualiser, parameters are point size, threshold and power.

VHatch

Implements hatching by tracing from the particles. Normal (diffuse) light-
ing is used to colour the hatches. This class forms the base class for the
next visualiser. Additional shading algorithms for hatching can be easily im-
plemented by deriving from this class. Parameters control the length and
number of segments per hatch, as well as the width of lines drawn.

VHatchDensity

A subclass of VHatch. This class uses the hatches generated by VHatch, but
uses the density-varying algorithm also used by VStippleDensity to create
shading effects. Additional parameters are the threshold and power param-
eters also used by that visualiser module.
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VSilhouetteFollow

Implements contour tracing, as discussed in section 5.3.4. Because this
class uses curvature to approximate true silhouette directions, the resulting
curvatures may be slightly noisy. Also, due to the complexity of the calcu-
lations, the result may not run at interactive speeds on slower systems or
when used with large numbers of particles. Parameters control length and
number of segments per contour hatch, the threshold at which contours are
drawn and the width of the lines. A boolean parameter can be used to toggle
between constant width contours and the ~n · ~e thresholding method.

VSilhouetteIsodepth

Implements the alternative contour tracing method, which traces iso-depth
lines rather than true contours. This method is much faster than the method
implemented in VSilhouetteFollow, but it is also less accurate. Parameters
for this visualiser module are the same as for VSilhouetteFollow.

VLinks

Visualises links between particles by drawing them as lines between the
particles’ positions. Shading is limited to normal diffuse lighting, as the link-
based hatching algorithms (section 5.3.3) were never successful enough to
warrant examining alternate methods of shading.

VDebugVis

This module can be used to observe the effect of the field smoothing be-
haviour (BSmoothField). It visualises the direction field in each particle us-
ing a pair of lines. Additionally, the colour of the particles themselves is used
to indicate the field reliability measure for those particles.

Optionally, the pairs of directions can be turned into a hatching visualisa-
tion. This is done by only drawing each of the lines up to two user-selectable
thresholds on the lighting intensity.

A.1.4 Graphical User Interface

These classes implement a simple user interface for experimenting with the
system (see figure B.1). The user interface is based on Qt, which uses the
concept of widgets. A widget is a user interface element, it can be either
a single control (e.g., a button), or it can contain a group of widgets which
together perform a specific function.

ArtistWidget

The ArtistWidget is a specialised version of the Qt GLWidget, which uses
an Artist to render its scene. Mouse dragging events are passed on to the
Artist, which can then use these, for example, to rotate the camera.
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ColorPicker

A simple coloured rectangle which, when clicked, presents the user with
a colour selection dialog. The selected colour is displayed in the rectangle
and can be retrieved by the application. This widget is used to allow a user
to choose a base colour for a swarm’s visualiser modules.

MainWindow

The application’s main window. Contains an ArtistWidget and a dockable
tool-window containing a VFToolsWidget. The main window also contains
a menu with commands to load a dataset, render to an image and exit the
application.

SwarmWidget

A SwarmWidget controls a single swarm. It contains lists of the available be-
haviours and visualiser modules, as well as instances of the control widgets
for the currently selected behaviour and visualiser module. There is also a
ColorPicker widget to set the swarm’s base colour, and widgets to enable /
disable visibility filtering and depth testing.

VFToolsWidget

The VFToolsWidget is simply a scrollable list of SwarmWidgets with a but-
ton to add another swarm to the volume. As a convenience, there is also a
button to set the behaviour for each swarm to BFreeze. Note that removing
a swarm can be done using a button on the SwarmWidget, which sends a
signal to the VFToolsWidget to remove the swarm. Buttons to change the or-
der of swarms and to duplicate the set of flies for a swarm are implemented
in the same way.

BehaviourControlWidget

The BehaviourControlWidget is the superclass for all widgets that create
and control behaviours. Each of these should at least implement a getBe-
haviour function that returns an instance of the behaviour controlled by that
widget. The widget can emit a created signal to indicate a new behaviour
should be requested using this function.

The requestAnimation signal can be emitted if the behaviour requires
multiple steps to complete. This will cause the application to periodically
update the swarms until all behaviours are finished. Optionally, a flyRa-
diusChanged signal can be used to update the fly radius used by other
modules. The fly radius is an estimate of the average distance between a
fly and its neighbours. It is used to determine the radius of the cones used
for visibility splatting and the radius of influence in BFloaterDistribute, as
well as in other modules.

The BehaviourControlWidget class also acts as a widget factory, creat-
ing widgets for all its subclasses. If additional behaviours are added to the
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application, one should update this class to make them available in the ap-
plication.

VisualizerControlWidget

Similar to the BehaviourControlWidget, this widget is the superclass of all
widgets that create and control visualiser modules, and acts as a widget
factory for those widgets. Again, only an implementation of the getVisual-
izer method is required in subclasses. Emitting the recreated signal notifies
the application it should request a new instance of the module using the
getVisualizer method, while emitting the updated signal means that sim-
ply redrawing the scene using the current visualiser module is sufficient to
show the changes.

A.1.5 Miscellaneous supporting classes

These classes do not really fit in any of the previous categories. They provide
frequently-used functionality, and are used to prevent code duplication. This
also makes the code for the other classes more readable.

Vector3f

Represents a vector with three floating-point elements. Operator overload-
ing is used to support addition, subtraction and scalar multiplication of vec-
tors. Methods are provided to calculate inner (dot) and outer (cross) prod-
ucts between two vectors, as well as to compute a vector’s length and nor-
malised version.

Matrix3x3f

Represents a 3× 3 matrix of floating-point values. Again, addition, subtrac-
tion and scalar multiplication are supported through operator overloading,
as are vector-matrix, matrix-vector and matrix-matrix multiplication. Meth-
ods are provided to extract the columns and rows as vectors, calculate the
trace and transpose of a matrix and to perform eigenanalysis, extracting
eigenvalues and eigenvectors.

CurvatureData

This class stores the result of the calculations that determine the cur-
vature at a certain point. It contains the two values of principal curva-
ture, κ1 and κ2, as well as their directions represented by the vectors p1

and p2. Additionally, the shape index for these values can be calculated
[Koenderink and van Doorn, 1992].

Utility

The Utility class contains various bits of functionality which could not be
placed elsewhere, or which are placed here to avoid code duplication:
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randf Returns a random floating point value between 0 and 1.

PI An approximation of the constant π ≈ 3.14159265358979.

clipPos Clips a given position vector so it stays within the unit cube.

getToEyeWorld A common calculation for the visualiser modules. Given
a position and the current OpenGL model-view matrix, this method
calculates a unit vector indicating the direction from that position to
the camera in world-space.

warning Shows a warning message informing the user of a problem. The
current implementation uses a Qt message box to show the warning.

loadVolumeDesc Loads a volume description file and parses it for meta-
data, which is then used to load an actual dataset. As the description
file format is specific to this application, it was decided to include this
method here rather than in the VolumeManager class.

A.2 Using the library

An advantage of the class library being separate from the user interface is
that the classes can also be used in different applications with minimal mod-
ification. Depending on the architecture of that application, one may be able
to use the VolumeFliesArtist class directly to include the complete frame-
work. If more control over the rendering process is desired, the Swarm
classes can be used directly.

Integrating the VolumeFlies framework into an existing visualisation ap-
plication or framework may take a little more work. Most important is the
fact that all behaviours and visualiser modules rely on the interface pro-
vided by the VolumeManager class. In the prototype implementation, this
class encapsulates the volume dataset and handles calculating derivatives
of that data. If the existing application already provides this functionality, it
is advisable to replace this class by a wrapper class using the same inter-
face, which uses the existing functionality to produce the desired results.

It may also be useful to replace the Vector3f and Matrix3x3f classes by
their equivalents in the framework. These classes mostly take advantage
of simple operator overloading to perform mathematical operations. How-
ever, other aspects of their interfaces are also used, and will require code
changes throughout the framework if changed.

Finally, note that the source code has been extensively documented us-
ing specially formatted comments. This means that the doxygen tool can
be used to generate full documentation on the various classes and methods
available. The doxygen tool can be found at http://www.doxygen.org/ or
http://www.stack.nl/~dimitri/doxygen/.
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Appendix B

Using the prototype

This appendix describes how to use the prototype interface to create visu-
alisations of volume datasets. First, a quick overview of the various options
is presented. We conclude this appendix with a number of example visuali-
sations, including step-by-step instructions on how to create them using the
prototype.

B.1 The user interface

Figure B.1 shows the prototype’s user interface being used to create a non-
photorealistic visualisation of the hand dataset. The largest part of the inter-
face is occupied by the 3D view, showing the result of the currently selected
visualiser modules and their parameters when applied to the current sets
of particles. This view can be rotated and zoomed by dragging with the left
and right mouse buttons respectively.

To the right of the 3D view is the Swarms toolbox. Using the controls in
this part of the window, swarms (groups of particles, which are called flies)
can be added to and removed from the volume and their parameters can
be set. Each swarm has a corresponding pane in the list that makes up the
largest part of the toolbox. This pane always contains two drop-down lists
containing all available behaviour modules and visualiser modules respec-
tively. The names in this list directly correspond to the names of the classes,
as described in the appendix A. Depending on the items selected in these
lists, additional controls may become available to set the parameters for the
selected behaviour or visualiser module.

The buttons in the top row of the Swarm pane can be used (left to right)
to remove the flies in the swarm, to change the order of swarms (which is
also the order at which they are drawn), to duplicate the flies in the swarm
or to remove the swarm from the volume. Other controls always present in
the Swarm pane are the colour selection button, and check-boxes to toggle
hidden surface removal (“Filter”) and use of the depth buffer for drawing
the swarm (“Depth test”). The latter option was added to enable a user to
overlay multiple visualisations of the same surface without causing them
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Figure B.1: The VolumeFlies prototype interface.

to interfere due to their depth buffer images, or to make a deeper surface
show up through surfaces closer to the viewer.

B.1.1 Behaviours

InitRandomPositions

The value in the spin-box determines the number of particles to add. Parti-
cles are created when the “Create flies” button is clicked.

InitIsoBruteforce

The first spin-box sets the iso-value to use. This value is specified as a per-
centage of the data range for the selected file format. For example, for an
(unsigned) 8-bit file, 0% corresponds to 0 and 100% to 255. The second spin-
box controls the sampling distance (step size) for the particle placement
algorithm (see section 4.1.2). Step size 1 corresponds to the width of the 3D
window on the dataset, which is indicated in the 3D view by the red dots.
Particles are created when the button is pressed. Note that this may take
some time for small step sizes.
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Freeze

Clicking the button stops the current behaviour for this swarm. Note that
alternatively the “Stop all behaviours” button (or the “S” on the keyboard)
can be pressed to apply the Freeze behaviour to all flies.

FindIsoHillclimber

The spin-box determines the iso-value to seek, as a percentage of the data
range. The button starts the behaviour with this iso-value.

DistributeFloaters

The first spin-box should be used to select the same iso-value used for fea-
ture location (i.e., InitIsoBruteforce). The second spin-box controls the max-
imum distance particles are allowed to move during each step of the be-
haviour (relative to the 3D window size). The button starts the behaviour
with the selected parameters. The behaviour can be applied for a user-
selectable number of steps. Setting this parameter to a negative number
will cause the behaviour to run until stopped manually (once the desired
result has been achieved).

DistributeRandom

The first spin-box determines the amount of steps to perform. The second
spin-box can be used to adjust the maximum distance particles can move
during each step. The button starts the behaviour.

SmoothField

The large spin-box can be used to set the scale of the Gaussian function
used to blur the data. Note that blurring the data may take some time, and
that the amount of time taken increases for larger scale values. Blurred
values are cached, however, and are only computed once per dataset / scale
combination. The button performs the blurring, initialises the direction field
and then starts the field smoothing behaviour. The behaviour can be applied
for a user-selectable number of steps. Setting this parameter to a negative
number will cause the behaviour to run until stopped manually.

LinkHatches

The spin-boxes can be used to set the desired minimal and maximal length
of hatches. The button invokes the linking algorithm, after which the results
can be visualised by selecting the Links visualiser.

DistributeLinks

As this behaviour is based on the DistributeFloaters behaviour, the param-
eters are the same as for that behaviour. The first spin-box should be set to
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the iso-value used for feature location, while the second controls the maxi-
mum distance particles are allowed to move in each step of the behaviour.

B.1.2 Visualisers

Hide

This visualiser simply hides the swarm. In order to minimise the perfor-
mance impact of hidden flies, it is best to disable hidden surface removal as
well. There are no options to set for this visualiser module.

Stipple

The slider controls the size of points. Note that size is measured in image
space pixels. If the point size is set large enough the result may resemble
a complete surface. If this is the desired result, it is often best to disable
hidden surface removal.

StippleScaled

The sliders control the maximum point size, threshold and power (contrast)
parameters. The contrast slider uses an exponential scale, ranging from
2−3.5 to 21.

StippleDensity

Again, sliders control the point size, threshold and power (contrast) param-
eters. The contrast slider uses an exponential scale, ranging from 2−3.5 to
24.5. Note that due to the nature of the shading algorithm, the effects of this
slider are inverted compared to the StippleScaled contrast slider.

Hatch

The spin-boxes control the length and number of segments per hatch. The
check boxes can be used to select whether to use cross-hatching and/or the
direction field (as opposed to the single direction method). Note that for
this to work the direction field has to be initialised first, e.g., by using the
SmoothField behaviour. Clicking the button will generate the hatches using
the tracing method. The slider can be used to control the width of the lines.

HatchDensity

As this visualiser is based on Hatch, it shares the controls for that visualiser.
Two additional sliders control the threshold and power (contrast) parame-
ters for the lighting algorithm. These are identical in function to the sliders
used for StippleDensity.
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SilhouetteFollow and SilhouetteIsodepth

The sliders control the threshold at which silhouettes are drawn and the
width of the lines. The spin-boxes control the number and length of the
segments that make up the silhouette lines.

Links

For this visualiser to work, flies need to have been linked by the LinkFlies
behaviour. The slider controls the width of the lines.

SplatCones

Shows the otherwise hidden result of drawing the cones that are used for
the hidden surface detection algorithm. Complexity controls the number of
triangles used to draw a cone, while radius and depth control the size of the
cones. Clicking the “Match filter” button will reset these controls to reflect
the parameters currently used for hidden surface removal. Note that, unlike
the other visualisers, the “Apply” button needs to be clicked in order to apply
changes in the parameters.

DebugVis

This visualiser was intended to observe the results of the field smoothing
algorithm. The direction cross-field at each particle is shown using a pair of
lines. The “Draw v1” and “Draw v2” checkboxes can be used to determine
which lines to draw. Alternatively, a simple version of non-photorealistic
shading can be applied by disabling these and checking the “Shading” check
box. In this mode, the sliders determine the thresholds at which to draw the
“v1” and “v2” vectors respectively.

B.2 Step-by-step instructions

B.2.1 Single iso-surface with stippling

The image in figure B.2 was created by performing the following steps. We
assume the system is in its initial configuration to begin with.

1. Load the CT head dataset by selecting “Load dataset” from the Volume
menu and selecting the appropriate .desc file (e.g., head256.desc).

2. Click the “Add a Swarm” button to add an empty swarm.

3. Make sure the InitIsoBruteforce behaviour is selected in the be-
haviours drop-down list. Next make sure the iso value is set to 40%
and the step size is set to 0.01. Click the button underneath these val-
ues to add a set of flies (particles) to the swarm.
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Figure B.2: Simple visualisation of the CT head dataset

4. Next, we redistribute the particles over the surface. In the behaviours
drop-down list, select DistributeFloaters. Make sure the iso-value is
set to 40%, the step size is set to 0.001 and the number of steps to
perform is set to 25. Click the “Start behaviour” button. Note how the
particles in the 3D view start moving to form a more even distribution
over the surface. After applying 25 steps of the particle redistribution
behaviour the animation will stop and the status bar will read “Done”.

5. Select the StippleScaled visualiser to apply stippling with scale-based
shading. Use the sliders to adjust the various lighting parameters if
desired. It is also possible to experiment with different visualiser mod-
ules by simply selecting them in the list.

B.2.2 Combining multiple visualisation methods

Figure 6.4(b) shows the CT hand dataset, visualised with a combination of
three iso-surfaces and various non-photorealistic methods. A similar image
can be created by performing the following steps.

1. Load the CT hand dataset (e.g., hand3.desc). Add three empty swarms
by clicking the “Add a swarm” button three times.

2. Initialise the first swarm using the InitIsoBruteforce behaviour (see
section B.2.1). Set the iso-value to 33% and use step size 0.007.
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3. Redistribute the particles in the first swarm using the Distribute-
Floaters behaviour, as in the previous example. Make sure the iso-
value is set to 33% before starting the behaviour.

4. Repeat these steps to create an evenly distributed set of particles on
the iso-surface for iso-value 30%. The other parameters can be set to
the same values as before.

5. Select the SmoothField behaviour to initialise and smooth a direction
field for the first swarm. Make sure the blurring scale is set to 8 and
set the number of steps to 20, then start the behaviour.

6. When the smoothing behaviour finishes, set the visualiser for the first
swarm to HatchDensity, check the “Cross-hatching” and “Use curva-
ture” boxes and click the button to generate the hatches.

7. Next, create particles for the third swarm at iso-value 23%, using step
size 0.005.

8. Due to the high density of particles in this swarm, we will use the faster
DistributeRandom behaviour to re-distribute the particles. Select the
behaviour, set the number of steps to 10 and the step size to 0.0005,
then start the behaviour.

9. Now click the “×2” button on the panel for the third swarm to create
a duplicate of the swarm. Set its visualiser to StippleDensity. Set the
visualisers for second and third swarms to SilhouetteFollow (or Silhou-
etteIsodepth if the SilhouetteFollow computations are too slow).

10. Select appropriate colours. In figure 6.4(b) the first swarm (bone) was
set to dark yellow, the second (contours of the bone and arteries) to
dark red, the third (skin contours) to violet and the fourth (skin sur-
face) to pink.

11. Finally, use the “∧” button to move the fourth swarm to the top of
the list. Uncheck the “depth test” boxes for the other swarms. This
prevents the skin stippling from occluding the other surfaces in the vi-
sualisation and solves some depth-buffer related artifacts on the bone
contours.

12. Adjust the various parameters for the visualisation modules if desired.
For example, the constant width method can be used to improve the
visibility of the arteries for the now third swarm. Note that the image
can be copied to the system clipboard by pressing Ctrl-C.
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