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Chapter 1

Introduction

CHAPTER 1. INTRODUCTION

In modern televisions, there is often a mismatch between input picture rate and the display
rate. The most common reasons for this mismatch are:

1. Many video sources acquire video at different picture rates.

2. Display rates are increased to reduce image flicker in CRTs, or more recently to reduce
motion blur in LCDs.

If the display rate is too low this may produce image flicker on CRTs, which can be uncom
fortable to watch. Furthermore, the apparentness of the flicker has increased over the years
because of larger and brighter television screens. Besides increasing the picture rate to reduce
image flicker, also the picture rate can differ depending on the origin ofthe input signal and the
region of the world. For example, broadcasters use 50 or 60 images per second depending on
the region, and film content is usually recorded at 24 or 25 images per second. In order to dis
play these different formats correctly on television screens the picture rate has to be adapted.
To solve the picture rate mismatch techniques are needed that can convert the picture rate,
i.e. so-called Picture Rate Conversion (PRe) or temporal up-conversion/interpolation [1].

The first solution to reduce the flicker on CRTs came in 1988 from Philips with the
introduction of 100Hz television. Displaying each of the 50 fields twice resulted in 100 fields
per second being displayed at the screen, making the television screen flicker less apparent.
However, the repetition of fields only reduced large area flicker and did not reduce line flicker.
The solution for that problem is to use frame repetition instead, which means a de-interlacing
step is needed to obtain the frames from the fields. This technique was introduced to the
market in 1992 by Philips under the commercial name Digital ScanTM.

Unfortunately, the picture quality was still not perfect, because the repetition of frames
causes that the motion trajectory of moving objects does not correspond to their true motion
trajectory (see Figure 1.1), which results in so-called motion judder. To solve motion judder
so-called motion compensated temporal interpolation is used. By determining the motion
of the moving objects, pictures can be interpolated according to the object directions of
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Figure 1.1: Indicated is the position of a moving ball for consecutive frames using frame
repetition on the left and motion compensated interpolation on the right. The dotted line

indicates the 'true' motion of the ball.
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Figure 1.2: Indicated is the position of a moving ball for consecutive frames using frame 2:2
pull-down on the left and 3:2 pull-down on the right.

motion, which reduces the motion judder significantly, Philips introduced this technique to
the television market in 1995 under the commercial name Natural Motion™.

Besides flicker reduction, PRC is also used for format conversion. An important example is
the conversion from film to video picture rates, which is needed for television broadcasters in
Europe that transmit at 50Hz and broadcasters in the U.S. that transmit at 60Hz. In order for
these broadcasters to transmit a film, which is typically recorded at 24Hz, they have to apply
some form of PRC. The most simple form is the repetition of frames or pull-down technique.
For European broadcasters this means they have to convert using a factor of 2 after for
simplicity reasons the film is speeded up from 24Hz to 25Hz, e.g. using a 2:2 pull-down where
each picture is transmitted twice. On the other hand, the U.S. broadcasters have to convert
using a factor of 2.5, e.g, using a 3:2 pull-down where pictures are repeated consecutively 3 and
2 times (see Figure 1.2). Similarly as in the case of flicker reduction, these picture repetitions
cause motion judder, which degrades the quality. Again using motion compensated temporal
interpolation this motion judder can be reduced significantly.
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Products incorporating some form of PRC are available on the market for many years
now, mainly for Standard Definition (SD). The wide spread appearance of High Definition
(HD) and increasing television sizes proves challenging for existing algorithms. First the
computational complexity increases dramatically, as the HD frames contain up to 6 times
as many pixels. Secondly, artefacts become more apparent on high quality displays putting
higher demands on the picture quality of the interpolated content. Furthermore, current
PRC algorithms are based on heuristics, which means the interpolated frames are probably
non-optimal and there is room for improvement.

In this report we will explore the use of classification-based adaptive filters for motion
compensated temporal interpolation, i.e. PRC. Replacing the difficult to design and non
optimal heuristics with classification-based adaptive filters will enable us to find a Mean
Square Error (MSE) optimal solution, which hopefully will lead to an improvement of the
objective and subjective picture quality, e.g. less visible artefacts, and ,a possible reduction of
the implementation costs.

In the next section first a short introduction to the 3DRS motion estimator will be given.
Next, in Chapter 2 current methods for PRC conversion will be discussed. After that we
will introduce classification-based adaptive filters in Chapter 3. Chapter 4 describes the
experiments and analysis of the results of classification-based adaptive filters PRC. Finally,
in Chapter 5 the conclusions and recommendations are presented.

1.1 3DRS motion estimation

In order to interpolate moving objects in the direction of their movement, an estimation of
the objects motion is required, i.e. motion estimation [lJ(pp. 111-112). The motion estima
tion produces a motion vector field, which locally describes the motion, and enables us to
compensate for this motion, i.e. motion compensation. Many methods for motion estimation
are known in the literature, such as a full search, logarithmic search, 3 step search, etc. [1] (pp.
229-232). The downside of these methods is that they are expensive in terms of computational
complexity and that they do not find the true motion of objects, but the motion vectors that
correspond to the direction of the highest correlation. Both these problems are significantly
improved by using the 3DRS motion estimator. The 3DRS motion estimator plays an im
portant role in our PRC experiments, therefore a short introduction to this algorithm will be
given. For a more elaborate description of the 3DRS motion estimator algorithm see [2].

3DRS stands for 3-Dimensional Recursive Search and it is a so-called block-based true
motion estimator. The term block-based refers to the fact that the algorithm works by
comparing blocks of pixels, e.g. 8x8 pixels. It is a true motion estimator, because it does not
strive to find the motion vectors that correspond to the direction of highest correlation, e.g.
a full block search, but instead attempts to find the motion vectors that best describe the
'true' movement of the objects. It does this by making the following two assumptions:

1. objects are larger than blocks.

2. objects have inertia.
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Figure 1.3: The red line denotes the order in which blocks are processed when zig-zag scanning
the motion vector field.

Figure 1.4: Depicted are the blocks that are used to select the candidate vectors from. The
'cross' denotes the current block, 81 and 82 are spatial candidates and T a temporal candidate.
This figure is specific for the case that the zig-zag scan is from left to right. In case of the other

scan direction the figure gets mirrored for causality reasons.

If the first assumption is true, the chances are high that a spatial neighbourhood block already
has the correct motion vector. If the second assumption is true, chances are high that a
temporal neighbourhood block already has the correct motion vector.

The motion vectors are determined half-way between the two original frames by zig-zag
scanning through the motion vector field from top to bottom (Figure 1.3). Now instead
of block matching all possible motion vectors in order to find the best motion vector, only
several so-called candidate motion vectors are evaluated, thereby reducing the number of
block matches significantly. The set of candidate motion vectors typically consists of only
five vectors: two vectors of spatial neighbours, one temporal neighbour and the two spatial
candidates with a random update applied (Figure 1.4).

Spatial candidates are motion vectors that are selected from the current estimate and
have a high probability of being a good block match, because of the assumption that objects
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Figure 1.5: A two frame motion estimator calculates the motion in between the two frames at
temporal position n + 1/2 by comparing blocks of pixels, e.g. 8x8 pixels. Above a

one-dimensional representation is shown, where the grey area denotes a moving object in front
of a stationary white background.

are larger than blocks. Temporal candidates are motion vectors that are from a previous
estimate and are used because not all blocks in the current vector field have been processed
due to causality. The chance that the temporal candidate is a motion vector with a good
block match is quite high, because of the assumption that objects have inertia.

In order to let the vector field adapt to changes in the motion of objects noise is added
to the two spatial candidate motion vectors by means of random update vectors. To get an
accurate motion vector field the random updates are quarter pixel accurate, which results in a
vector field with a quarter pixel accuracy. To let the vector field converge faster in situations
with a large amount of motion a second motion estimate is done. The difference is that this
second estimate uses a zig-zag scan in the opposite direction, Le. from bottom to top, to
improve convergence of the vector field.

Using the motion vectors of neighbouring blocks recursively has besides the complexity
reduction also the advantage that the vector field becomes more consistent/smooth and re
sembles the true motion. In order to keep the vector field from being to sensitive to noise and
other small irregularities, penalties are applied to the temporal and random update candidate
motion vectors. This results in spatial candidates being preferred and, consequently, keeping
the vector field even more consistent/smooth.

The match error criteria that is most often used for determining the best block match is
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Figure 1.6: The dotted motion vectors denote the areas where no good block match can be
found and consequently occlusion occurs. Figure (a) depicts the correct motion vectors and (b)

depicts the motion vectors that a typical 3DRS-based two-frame motion estimator returns.

the Sum of Absolute Differences (SAD), which is defined as:

~ I ... 1 ... ... 1... IE = L F(x - - . c, n) - F(x + - .c, n + 1)_ _ 2 2
XEB(x)

(1.1)

,where x denotes an pixel in frame F at temporal position n, Cis a motion vector from the
candidate set and B ex) denotes a block of 8x8 pixels at position x.

Occlusion

The 3DRS motion estimator that is used in motion compensated PRe is traditionally based-on
two frames, meaning the motion vectors are calculated half-way between the frames (see Figure
1.5). However, using this approach problems occur at the border of objects when one object
moves behind another object (covering), or when one object appears from behind another
object (uncovering). In these situations, occlusion areas will appear, which are characterised
by the fact that the information is only available in one of the two frames. As the motion
estimator is based on matching blocks in both frames, this prevents the motion estimator
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(a) Ryan (b) Porsche

Figure 1.7: Examples of the motion vector field of the foreground object extending into the
background around objects.

from finding a good match and, consequently, it produces unreliable motion vectors in the
occlusion areas (see Figure 1.6).

In occlusion areas usually the foreground motion vector is chosen, because it matches
background with background, whereas the correct motion vector matches foreground with
background. Although the foreground motion vector matches wrong parts of the background,
the match error is typically smaller than matching foreground with background. For this
reason it can often be seen that the motion vector field extends around objects as illustrated
in Figure 1.7. We will learn in Chapter 2 that these occlusion areas not only present problems
for motion estimation, but also for PRC.
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Chapter 2

Current methods for picture rate
•converSIon

In this chapter several methods for picture rate conversion will be described. The meth
ods described are all based on motion compensation, for non motion compensated methods
see [1] (pp. 105-110). In order to use motion compensated methods a motion estimator is re
quired that produces a motion vector field. In the examples given the vector field was obtained
using the 3DRS motion estimator [2], but it is also possible to use other motion estimators.
The picture rate converters will be described in order of increasing overall complexity.

2.1 Motion compensated average

The most straight-forward motion compensated method is the Motion Compensated Average
(MCA) [l](pp. 113-114). The MCA calculates the interpolated frames by motion compensat
ing both frames and averaging them. This can be formulated as follows:

~ 1 1 ~ 1 ~ 1 ~ 1 ~ 1
Fmca(x, n + -) = -F(x - -mv(x), n) + -F(x + -mv(x), n + )

2 2 2 2 2
(2.1)

, where x denotes a pixel within the specified frame F at temporal position nand mv(.x)
denotes the motion vector at position x. Using motion compensated average interpolation
the judder of moving objects is significantly reduced compared to the repetition of frames,
because objects are interpolated at the correct temporal position. However, in case of incorrect
motion vectors, the interpolation may produce artefacts. The two most predominant artefacts
are so-called 'halo' artefacts and foreground repetition (see Figure 2.1), which both appear in
and around occlusion areas.

The 'halo' artefacts are caused by the motion estimator finding the foreground motion
vector in occlusion areas, instead of the background motion vector (see Figure 1.7). This
causes the background around foreground objects to move with the speed of the foreground
object, which is especially visible if the background has a significant amount of detail, and is
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(a) (b)

Figure 2.1: Two artefacts of the MeA are shown, where in (a) the 'halo' artefact can be seen
around the head and in (b) the red rectangle indicates a so-called foreground repetition artefact.

visualised as a so-called 'halo' artefact. However, if the background motion vector was found
in the occlusion areas, the motion compensated average would still produce artefacts, since it
would average between foreground and background. Therefore, besides knowing the correct
motion vector it must also be known from which frame to fetch the pixel, i.e. uni-directional
fetching.

The averaging between foreground and background is what causes the second artefact,
i.e. foreground repetition, and can often be seen at the outer edge of the 'halo', thereby also
increasing the perceptibility of the 'halo' (see Figure 2.2).

2.2 Dynamic median

To solve the foreground repetition artefact of the MCA, the Dynamic Median (DM) [1] (pp.
116) non-linearly interpolates using the motion compensated pixels and the average of the
non motion compensated pixels, which are combined using the following median operation:

I
-+ I -+))

-+ 1 F(: - ~mv(: ,n ,
Fdm(x, n + -) = MED F(x + zmv(x), n + 1),

2 ~(F(x, n) + F(x, n + 1))

(2.2)

The advantage of the dynamic median over the motion compensated average is the increased
robustness in case of incorrect motion vectors. When the motion vector is correct, the two
motion compensated pixels will be very similar and the dynamic median will produce a motion
compensated pixel at the output. Otherwise, the dynamic median will select the least extreme
value as the output. This results in a blurring effect in regions with incorrect motion vectors,
because the more extreme artefacts, e.g. foreground repetition produced by the MCA using
wrong motion vectors, are avoided. However, the dynamic median will still produce the 'halo'
artefacts in occlusion areas. The dynamic median, as well as the MeA, also suffer from the
sometimes incorrect interpolation of static regions (Figure 2.3a), because the static regions
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Figure 2.2: The dotted motion vectors are located at the edge of the 'halo' artefact and match
foreground with background. This causes the foreground repetition at the edge of the 'halo'.

are often small compared to the block size that is used by the motion estimator. Furthermore,
the high contrast and the human sensitivity for text significantly increases the perceptibility
of artefacts in static regions.

2.3 Static median

Where the dynamic median in the previous section is having trouble at correctly interpolating
static regions, e.g. subtitles, the Static Median (SM) [1] (pp. 115) interpolates them correctly
(see Figure 2.3). The static median is defined as the median of the motion compensated
average and the non motion compensated pixels:

1 { Fex, n),
Fsm ex, n + -) = MED Fex, n + 1),

2 iCFCx - ~mvCx), n) + FCx + ~mvCx), n + 1))

(2.3)

The clear advantage of the static median is that in case of no motion, e.g. in areas with
subtitles or overlays, the pixels are interpolated correctly regardless if the correct motion
vector has been found. In this case the two non motion compensated pixels will be very
similar, making the motion compensated average the outlier. Consequently, one of the two
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(a) Dynamic median (b) Static median

Figure 2.3: Comparison of a part of the overlay in the 'Porsche' sequence, where the
highlighted part clearly shows the incorrect interpolation of the dynamic median. The static

median, however, interpolates correctly and preserves the overlay.

non motion compensated pixels is chosen as the output of the static median. However,
compared to the dynamic median the static median performs significantly worse in case of
moving objects with correct motion vectors, because detailed areas can cause the non motion
compensated pixels to be very similar and, consequently, to appear as the output of the
median.

2.4 Cascaded median

The idea of the Cascaded Median (CM) [lJ(pp. 118-119) is that it combines the positive
qualities of the dynamic median and the static median by combining both through a median.
As the third component of the median, an interpolation depending on the smoothness of
the motion vector field is added. The smoothness represents the amount of variation in the
motion vector field locally, which is thought to indicate the local reliability of motion vectors,
i.e. local smoothness indicates more reliable motion vectors. The smoothness value ]I can be
calculated by taking the Absolute Vector Difference (AVD) (see Equation 2.5) between motion
vector components for the current motion m v vector and e.g. the N motion vectors in the
neighbourhood (see Figure 2.4 and 2.5):

width the AVD being defined as:

1" ~ ~
]I = N Lot AVD(x,Xi)

i=l...N

(2.4)

(2.5)

The last step is to quantise the smoothness value ]I non-linearly and normalise it [3J. Accord
ing to this smoothness value the third component of the cascaded median is faded between
motion compensated average and non motion compensated average to make artefacts caused
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Figure 2.4: The figure specifies the pixel locations that are used to get the motion vectors from
for the calculation of the smoothness value. The grey rectangle indicates the current pixel, the·
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the maximum of both values is used in the calculation.

by incorrect motion vectors less visible:

~ 1 ~ 1 ~ 1 ()
Fsmooth(X, n + 2) = (1 - Ynormalised) Fmea (x, n + 2) + Ynormalised Fnon-mea (x, n + 2) 2.6

As such, the cascaded median is defined as:

~ 1 {Fem (x, n + 2) = ME D
Fdm(~, n + ~),
Fsm(x, n + 2)'

Fsmooth(X, n + ~)

(2.7)

The cascaded median achieves a good compromise between interpolating using motion com
pensated and using non motion compensated pixels, therefore achieving good performance for
both moving objects and static regions. However, it still suffers from 'halo' artefacts being
visible when an object moves in front of a detailed background.

2.5 Halo redueed median

The halo reduced median [4] (internally referred to as RoGer+) is an attempt at reducing the
'halo' artefacts from which all previous methods suffer. It is based upon the following four
steps: First an occlusion mask is constructed, which indicates the areas containing occlusion
and the type of the occlusion, i.e. covering or un-covering. The second step is to determine the
correct vector in the occlusion areas. The third step is to use the correct vector to extrapolate
the pixel from the non-occluded side, since only one of the two frames contains the correct
pixel. The last step is to apply a blurring filter to the occlusion areas to reduce the visibility
of possible artefacts.
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Figure 2.5: Example of an inconsistency mask in the 'Ryan' sequence. The brighter the purple,
the less smooth the motion vector field.

More specifically, the occlusion mask is constructed by comparing the current motion
vector to the motion vector that is on the left of the current pixel:

Oed. mask(x) = { ~ A V D (x, x- (~)) < Threshold,

AVD (x, x- (~)) ::: Threshold
(2.8)

If the difference between the motion vectors is larger than a certain threshold, it is decided
there is an inconsistency in the vector field. Since motion vector fields have large inconsisten
cies at the boundaries of the moving objects, the inconsistency in the vector field are thought
to indicate the location of the occlusion area. Next, the width of the occlusion area is deter
mined from the difference between the motion vectors. The larger the vector difference, the
larger the occlusion area, because a larger vector difference indicates a larger speed difference
between the objects and thus a larger occlusion area.

The occlusion area does not have to be centred around the vector inconsistency, therefore
it is determined which of the two motion vectors is from the foreground object. This is done
by comparing both motion vectors with a global motion model, which is determined using
a parametric model [5]. It is decided that the vector with the smallest difference compared
to the global motion vector is the background. The occlusion area is then positioned at the
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foreground side of the vector inconsistency, because overall the foreground motion vectors
extend around an object (see Figure 1.7). The type of occlusion, i.e. covering/uncovering,
can be determined from the two motion vectors by examining the differences between their
components, e.g. two motion vectors pointing towards each other denote covering.

The second step is to determine the correct vector in the occlusion areas. The correct
vector is found by searching for a motion vector in the neighbourhood that differs the most
from the current motion vector. Once this vector is found it is determined which motion
vector is background and which motion vector is foreground using the global motion model.

The third step is to determine the interpolated pixels. If not in an occlusion area, according
to the occlusion mask, a pixel is interpolated using the dynamic median. On the other hand,
if a pixel is in an occlusion area the pixel is extrapolated from the non occluded side using
the correct motion vector that was determined in the second step. To prevent foreground
objects of being incorrectly interpolated the median of the extrapolated pixel and the motion
compensated pixels is used. Finally, the last step is to apply a 3x3 blurring filter in the
areas where occlusion was detected. This to reduce the visibility of possible artefacts in the
occlusion areas.

The halo reduced median is able to reduce the 'halo' artefacts compared to the cascaded
median, but it is unable to significantly reduce their visibility. This is caused by assump
tions that are often flawed, for example the motion vector in occlusion areas is not always
the foreground motion vector and the global motion vector is not always the background
motion vector. Furthermore, the occlusion areas are not accurately defined by the vector
inconsistencies, which can also be seen in Figure 2.5.

2.6 Conclusions

This chapter introduced several motion compensated methods for PRe, but all suffer from
artefacts, where 'halo' artefacts are the most predominant. The dynamic median offers a
solution for the foreground repetition artefacts, but shows sub-optimal performance on static
regions. The cascaded median offers a robust solution that achieves a good compromise
between moving objects and static regions, but it still suffers from 'halo' artefacts. Also,
the heuristics involved with the cascade of medians and the smoothness is difficult to fully
understand. The halo reduced median aims at reducing the 'halo' artefacts, but only partially
succeeds. Furthermore, the implementation is complex and probably sub-optimal.
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Chapter 3

CHAPTER 3. CLASSIFICATION-BASED ADAPTIVE FILTERS

Classification-based adaptive filters

Classification-based adaptive filters are non-linear filters that were proposed by Kondo et
ai. [6J for resolution up-scaling of images. They are based on Least Mean Square (LMS)
filtering, which is derived from the Wiener filtering [7J approach to image restoration. Next
to resolution up-scaling, classification-based adaptive filters have also been successfully applied
in various other video processing areas such as de-interlacing [8J. In this thesis, the method of
classification-based adaptive filters is applied to PRC. Like many de-interlacing algorithms,
PRC requires elaborate decision rules (heuristics) to obtain a good result. Therefore, the
application of classification-based adaptive filters may also provide us with a better solution
for PRC.

The basic idea of the classification-based adaptive filters proposed by Kondo is an interpo
lation filter that is data dependent. The filter coefficients that are needed during interpolation
depend 011 the local block content, which in turn is classified based on its structure. The clas
sification's class of the block content can then be used to read the filter coefficients from a
Look-Up Table (LUT).

The filter coefficients in the LUT are obtained in a so-called 'training' process that is done
in advance. The training process for the process of up-scaling is shown in Figure 3.1 and as
depicted it requires both the original HD image and the down-scaled image. The optimal filter
coefficients are determined using the LMS algorithm, which is computationally expensive due
to the large number of classes. Fortunately, it has only to be performed onc;e.

To fully encode a block of e.g. 8x8 pixels, 2569 classes would be needed. This would result
in extremely large LUTs, making implementation impossible. To reduce the number of classes
Adaptive Dynamic Range Coding (ADRC) [9] is used. ADRC encodes each pixel of the local
block content into I-bit, by contrast independently encoding the structure according to:

Q = {O Fpixel < Faverage

1 Fpixel::: Faverage
(3.1)

, where Fpixel is the luminance of the specific pixel and Faverage is the average luminance of
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Figure 3.1: The training process according to Kondo.

all pixels in the blockl . For a 3x3 aperture ADRC reduces the number of classes from 2569

to 29
, which saves a significant amount of memory. By exploiting symmetry, even further

reductions can be achieved.

As previously mentioned, the optimal filter coefficients are determined in a 'training'
process. Here, the term 'optimal' refers to the Mean-Square Error (MSE) optimal filter
coefficients, but other error criterion are possible. The MSE is defined as:

1 ~ ( ~ ~ )2M SE = M f....J F (x) - Foriginal (x)
M

, where M is the number of pixels used in the calculation of the MSE. The MSE is an objective
quality metric and as such does not necessarily correspond to subjective quality impressions.
According to [l](pp. 141-142) the errors the human visual system (HVS) observes are not
modelled perfectly by the MSE, but it is still shown that the MSE is related to the HVS.

To determine the MSE optimal filter coefficients the LMS method is used for each class c,
where class c contains N samples. To improve the readability of the equations, the ranges of
over which to sum were left away. For all summations there has to be summed over n, which
ranges from 1 to N. Let Y be the original high resolution pixel and Yinp the interpolated pixel.
The error for class c then is:

ec = LYn - Yinp,n (3.3)

The interpolated pixel is the result of the linear combination of the filter coefficients wand
the pixels in the aperture f. By substituting this into the previous equation, we obtain:

ec = LYn - (WI,c fl,n + W2,c 12,n + ... + W9,c 19,n)

The sum squared error then becomes:

e~ = L [Yn - (WI,efl,n + W2,ch.n + ... + w9,cAn)J2

(3.4)

(3.5)

lOriginally ADRC used the midpoint (maXimumtminimum) instead of the average, but nowadays the average
is more common.
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To obtain the minimal value of e~, let the first derivative of e~ to WI,e, W2,e, ... , W9,e equal
zero:

(3.6)

This set of partial derivatives can be transformed into the matrix equation:

(3.7)

L AnAn
LhnAn

L Anf2,n
Lhnhn

auto-correlation

(

L AnAn
Lhnfl,n

L AnAn 1[
Wl,e 1 [LAnYn 1W2,e L f2,nYn

=

W9,e LAnYn'----------v--------- ',-
cross-correlation

The filter coefficients WI,e, W2,e, ... , W9,e for each class c can be obtained by solving the matrix
equation using Gauss-Jordan elimination. Looking at the matrix equation, it can be seen that
the first matrix represents the auto-correlation of the aperture pixels and the third matrix
represents the cross-correlation of the aperture and the original pixel.

As mentioned, this training process only has to be done once in advance to obtain the
optimal filter coefficients, which are afterwards stored in a LUT. When the classification-based
adaptive filters are applied, the class is calculated and corresponding filter coefficients can be
read from the LUT. In our implementation we stored the filter coefficients in the LUT using
the single-precision (32-bit) floating point format.

To obtain a robust filter, it is important that the training material is representative for
the typical content it is going to be applied on. Furthermore, it is also important that the
training material contains enough samples to fill the auto- and cross-correlation matrices for
all classes. This ensures that the filters coefficients have converged and that the LUT is not
optimised for specific material.

To apply the method of classification-based adaptive filters to PRC, some modifications
were made to the training process (Figure 3.2). However, the essence of the classification
based adaptive filters was kept intact. Instead of calculating the class code using ADRC on
a down-scaled image, now the class code will be calculated using information from the two
frames that lie temporally adjacent to the frame that is to be interpolated. Specifically how
this class code should be calculated using the two frames is an important question, which we
will attempt to answer in the next chapter. As with the up-scaling an original is needed in
the training process, therefore the frame rate is reduced by a factor of 2, which gives us to
ability to compare an interpolated frame to an original frame.
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Figure 3.2: The training process for classification-based adaptive filters when applied to PRe.

3.1 Description of the training set

As mentioned in the previous section it is important to have a training set of sequences that is
representative for typical video content used in PRC. For that purpose, the training set that
was used consisted of the 15 sequences that are depicted in Figure 3.3. There were two reasons
for choosing these sequences: first of all, the 3DRS motion estimator has no convergence
problems in these sequences, which reduces the influence of the motion estimator on the
PRC. Secondly, all the sequences contain regions with occlusions, which are the important
regions in which improvements are expected by the use of classification-based adaptive filters.

Since experiments were done both using SD and HD content, two training sets were
required. To simplify the training set the SD set consisted of the original SD sequences,
whereas the HD set consisted of the SD sequences that were up-scaled with a factor of 2 to
HD resolutions using the PixelPlus Eco algorithm [10].

As mentioned in the previous section the original is needed in the training process in order
to calculate the error. This is accomplished by using video sequences that contain 50 fields
per second. The fields have to be converted to frames, which is done using a de-interlacer. By
dropping half the number of frames, the framerate is reduced to 25 frames per second (fps).
PRC can now be used to interpolate these dropped frames, which can then be compared
against the dropped original in the training process.

The training set sequences: 'Renata', 'Cars', 'Shields', 'Telegraph' and 'Skyline' have
objects with small speed differences and therefore small occlusion areas, because the size of
the occlusion areas varies with the difference in speed between objects. To increase these
occlusion areas the number of fps is reduced, i.e. the speed of the objects is increased if
played at the old fps and, consequently, the size of the occlusion areas is increased. This is
done before the frame rate is reduced by a factor of 2 to be able to compare an interpolated
frame against an original frame in the training process.
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(a) Basketball (b) Car (c) Fey-PSV (d) Flower

(e) Mobcal (f) People (g) Renata (h) Shields

(i) Cars (j) Cycling (k) Ladytobar (1) Pool

(m) Skyline (n) Telegraph (0) Terras

Figure 3.3: Snapshots of the 15 sequences that were in the training set.

3.2 Description of the evaluation set

In addition to a set of sequences for training of the filter coefficients, sequences for evaluation
purposes are required. Since the training set was reasonably large, no significant optimisation
for specific sequences of the filter coefficients in the LUT is expected. Therefore, the sequences
of the training set were also used for objective quality evaluations using the MSE criterion.
These MSE calculations were done using the process depicted in Figure 3.4. As with the
training process, original frames were dropped, which were then interpolated using PRC.
Finally, the MSE is calculated between the interpolated frames and the original dropped
frames.

For preliminary subjective evaluations, which were conducted on a 46" 1920x1080 LCD
panel with a small number of observers, a second set of sequences was used, which is depicted
in Figure 3.5. The sequences in this second set are film sequences, meaning they were shot at
24 fps and no de-interlacing is needed. The 24 fps prevents MSE calculations being done using
these sequences, because dropping frames would result in the temporal distances becoming
unrealistically large. As with the training set, a SD and HD set of sequences was used.
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Figure 3.4: Depicted is the video chain used to calculate the MSE between original frames and
interpolated frames.

(a) Body (b) Bond (c) Chopland (d) Girlsquare

(e) Porsche (f) Ryan (g) Wheelchair (h) Walking man

Figure 3.5: Snapshots of the 8 sequences that were in the evaluation set for the purpose of
preliminary subjective evaluations.
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Chapter 4

PRe using classification-based
adaptive filters

In Chapter 2, several motion compensated PRC algorithms were introduced and it was shown
that these still suffer from 'halo' artefacts in and around occlusion areas and incorrectly inter
polated static regions. Furthermore, the switching behaviour of the median filters can often
be seen, as it generates sharp transitions within the interpolated image. In this chapter we
investigate and evaluate the usage of classification-based adaptive filters that were introduced
in Chapter 3 to obtain a Mean-Square Error (MSE) optimal PRC. These classification-based
adaptive filters replace the heuristics, in order to verify if the MSE optimal results of vari
ous classification-based algorithms indeed achieve significant objective as well as subjective
improvements in picture quality.

In this chapter we will first discuss a cascaded median, which was modified to use classifica
tion-based adaptive filters. Next, the structure adaptive motion compensated weighted aver
age is discussed in Section 4.2, where a spatial aperture in both frames is used to train a filter
for PRC. Finally, in Section 4.3 structure adaptive post-processing will be discussed, where a
filter is trained to reduce possible artefacts from an existing interpolation process.

4.1 Classification-based cascaded median

The cascaded median is based on heuristics and hence not guaranteed to be MSE optimal.
Also, the picture quality is not perfect, as 'halo' and switching artefacts can frequently be
observed. Therefore, a modified cascaded median is constructed with the use of classification
based adaptive filters. This classification-based cascaded median will be MSE optimal and
hopefully achieve an improvement in picture quality.

Starting-point was the cascaded median as described in Section 2.4. The block diagram in
Figure 4.1 represents a schematic overview of how the pixel values are combined in a cascaded
median. Two distinctive levels can be recognised in the cascaded median. The first level is
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F(x,n) F(x,n+1)
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Level 1
---------
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Figure 4.1: Block diagram of the cascaded median, where the lines denote pixel values. The
two interrupted lines indicate the levels at which the classification-based cascaded medians were

trained.

located directly behind the primary inputs to the cascaded median, i.e. the non motion
compensated pixels and the motion compensated pixels from the two frames, whereas the
second level is located at the output of the static median, dynamic median and the vector
smoothness dependent value. We have chosen to implement two versions of a classification
based cascaded median, which use the pixels of the respective level as candidate pixels. It
is expected that classification-based cascaded medians at both levels (referred to as level 1
and 2) will differ in performance and visual quality due to the non-linear behaviour of the
medians, which is available at level 2, but not at level 1.

The classifiers of both are very similar, as they consist of the rankings of the luminance
of the candidate pixels. In addition to that, the vector inconsistency value is quantised to
3 bits and added to the classifier to give the training process a measure of the reliability of
the motion vector. The rank of each of the candidate pixels can have four/three different
possibilities for level l/level 2, respectively. This means 2 bits are needed for both to encode
the rank of one candidate pixel. However, to encode the rank of n candidate pixels only n - 1
ranks have to be encoded, because the rank of the nth candidate pixel has only one possibility.
Consequently, to encode the ranking, 6 bits/4 bits are needed for levell/level 2, respectively.
Together with the inconsistency value, this brings the total number of bits in the classifier to
9 bits for level land 7 bits for level 2.

For SD content the inconsistency mask depicted in Figure 2.4 was used. For HD content
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Renata
Pool
Telegraph

31.2350
21.6060
13.3220

29.7554
21.6818
13.7533

29.7661
20.7083
12.9816

Table 4.1: Average MSE values over all frames of the three cascaded median variants shown in
Figure 4.2, 4.3 and 4.4.

the same inconsistency mask was used, but all the distances were doubled, e.g. instead of 4
and 8 pixels to the left/right the motion vectors are fetched 8 and 16 pixels to the left/right.
This is required because the size of the motion (in pixels/frame) in similar kind of content
will increase accordingly to the resolution. As such, a scaling of a factor of ±2 is required
when going from SD to HD resolutions.

The following three sections will discuss the evaluation of the performance of the classifica
tion-based cascaded median, where the three sections investigate differences between the use of
different training sets. Section 4.1.1 will discuss the experiments where the classification-bal,ed
cascaded medians were trained using the complete training set from Section 3.1. Section 4.1.2
discusses experiments where only a single sequence was used for training the classification
based· cascaded medians in order to investigate the influence of the training set size. The
last section discusses experiments that used a training set where the high frequencies were
removed to understand the influence of high-frequency artefacts on the training process.

4.1.1 Complete training set

We first compare the performance of the cascaded median against the two versions of the
classification-based cascaded median. For that purpose, the complete HD training set was
used to train the classification-based cascaded medians. The HD training set was chosen
because it is the most relevant scenario for future products. The complete set should allow
the training process to converge the filter coefficients in the LUT to a stable solution, which
is not optimised for a specific sequence. Their performance will be discussed for the following
sequences: 'Renata', 'Pool' and 'Telegraph'.

The MSE comparisons in Table 4.1 show that the performance difference is relatively
minor. For all three sequences, the level 1 classification-based cascaded median performs
slightly worse compared to the cascaded median, while the level 2 classification-based cascaded
median performs slightly better overall compared to the cascaded median. When comparing
the two classification-based cascaded medians the overall difference is negligible, the level 2
classification-based cascaded median seeming to have the upper hand. This difference between
the two classification-based cascaded medians is the result of the behaviour of the dynamic
and static median, which is available at level 2 but not at level 1.

Preliminary subjective evaluation ofthe sequences confirms that level 2 has a better quality
than level 1. Levell tends to produce so-called 'foreground repetition' artefacts (see Figure
4.5), i.e. the visibility of the foreground at the edge of the 'halo' artefact. This is caused by the
fact that level 1 tends to filter similar to a MeA (see Figure 2.2). The foreground repetition
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Figure 4.2: MSE comparison of three cascaded median variants when applied on the 'Renata'
sequence.
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Figure 4.3: MSE comparison of three cascaded median variants when applied on the 'Pool'
sequence.
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Figure 4.4: MSE comparison of three cascaded median variants when applied on the
'Telegraph'sequence.

Figure 4.5: Snapshots of part of the 'Walking man' sequence created with level 1 on the left
and with level 2 on the right.
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artefacts make the 'halo' artefacts even better visible and, consequently, should be prevented.
The differences between preliminary subjective evaluations of the cascaded median and level 2
are not significant. In some instances the level 2 classification-based cascaded median seems
to generate a little more detail, but overall it is very close.

Examining the filter coefficients stored in the LUT shows that a significant number of
classes for level 1 tend to a motion compensated average and for level 2 to the dynamic
median. When the value of the vector inconsistency increases, the filter coefficients tend
more to the non motion compensated pixels and static median for levelland 2, respectively.
However, in all classes, the filters never completely filter using the non motion compensated
pixels or static median.

This would seem to indicate that the classifier is unable to differentiate sufficiently between
the relevant situations. This is partly caused by the vector inconsistency being too unreliable,
which results in the occlusion/non-occlusion areas being unable to be differentiated. Since the
majority of samples in the training set is interpolated correctly using the motion compensated
pixels/dynamic median, the training process will bias towards these, resulting in less optimal
interpolation in areas with occlusions and static regions. This also explains the foreground
repetition that could be observed with the level 1 classification-based cascaded median, which
is the result of using a MCA.

4.1.2 Single sequence training set

To better understand the influence of the training set and the classifier, the same experiments
as in the previous section were carried out, but now by training the classification-based cas
caded medians on only one sequence and applying them on the same sequence afterwards to
calculate the MSE. In case the classification can differentiate sufficiently between relevant sit
uations, the results of training on a single sequence should be similar to those in the previous
section. It should be noted that the used sequences individually contained enough samples in
order to let the filter coefficients in the LUT converge to a stable solution.

The first experiment was done using the 'Telegraph' sequence (Figure 4.6). The results
show an overall difference between the cascaded median and the two classification-based
cascaded medians of about 1.0 in MSE. When comparing these results for the 'Telegraph'
sequence with those of the previous section, it can be seen that the differences between
training on one sequence compared to multiple sequences is small and the training on one
sequence improved the MSE of the classification-based cascaded median by not more than a
value of 2.0.

The second experiment was done using the 'Pool' sequence (Figure 4.8). The graphs
in Figure 4.7 show MSE differences up to 29.6 between the cascaded median and the two
classification-based cascaded medians. These very large MSE differences are primarily caused
by the stationary 'Philips' logo that is in the sequence. At several instances the cascaded
median interpolates these letters incorrectly causing a significant difference in MSE. Since the
trained classification-based cascaded medians are only trained on this single sequence, the
'Philips' logo weights relatively heavy and, consequently, the filter coefficients are adapted to
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Figure 4.6: MSE comparison of three cascaded median variants when levell/level 2 are
trained and subsequently applied on the 'Telegraph' sequence.
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Figure 4.7: MSE comparison of three cascaded median variants when levell/level 2 are
trained and subsequently applied on the 'Pool' sequence.
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Figure 4.8: Snapshot of the 'Pool' sequence. Note the stationary 'Philips' logo in the upper
left corner. .

29

Figure 4.9: On the left is the cascaded median and on the right the level 1 classification-based
cascaded median trained using the single 'Pool' sequence.

reduce the possible interpolation error from this logo. This results in a significant decrease
of the MSE. When trained on the complete training set this significant decrease in MSE
disappears..

Preliminary subjective evaluations show that the interpolation of the 'Philips' logo has
significantly improved (Figure 4.9) compared to the cascaded median. More important even is
the improvement compared to training using the complete training set. It also shows that the
foreground repetition artefacts have significantly decreased for the level 1 classification-based
cascaded median when training using a single sequence compared to training using a complete
training set. Furthermore, a significant improvement of the occlusion areas could be seen,
especially for the level 1 classification-based cascaded median, making the 'halo' artefacts less
visible.

Comparing these results of the 'Pool' sequence to the previous section shows significant
differences between the classification-based cascaded medians when trained using a single
sequence or the training complete set, indicating that the current classifier does not contain
sufficient information and is unable to sufficiently differenti.ate between relevant situations.

4.1.3 Low-pass filtered training set

One possible explanation for the unsatisfactory results using c1assification-based adaptive
filters in previous sections might be the high frequency details. Currently, the MSE based
training equally optimises for high frequency and low frequency details. However, it has
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(a) Original (b) LPF (c) Median

Figure 4.10: Example of the training set 'Flower' sequence using a 3x3 LPF and 3x3' median
filter.

LPF 'levell'
Median 'levell'
LPF 'level 2'
Median 'level 2'

12.3595
12.3595
12.6293
12.6293

12.3716
12.3744
12.6351
12.6293

12.4039
12.3862
12.6494
12.6318

12.4548
12.4201
12.6720
12.6419

12.5112
12.4581
12.6894
12.6579

12.8122
12.6779
12.8735
12.7394

Table 4.2: MSE results averaged over all frames when training on the 'Telegraph' sequence
that was filtered using LPF/median filters with different kernel sizes.

been shown [l](pp. 16-19) that the low frequency errors are visually more annoying, since the
Human Visual System (HVS) is more sensitive to low frequency errors. Hence, we will be
aiming at optimising the training process only for the low frequency details.

In order to test this assumption, the influence of the high frequency details were reduced
by low-pass filtering the sequences in the training process using different kernel sizes. These
kernels consisted of equally weighted filter coefficients, e.g. 1/9 for a 3x3 kernel. However,
for the purpose of motion estimation, sequences were used without the low-pass filtering to
exclude the 3DRS motion estimator as a possible influence on the results.

Furthermore, it was assumed that strong edges are important in the classification process,
because they indicate object edges and as such places where occlusion may occur. Therefore,
the same experiments were also done using median filters with different kernel sizes that tend
to low-pass filter the fine details while preserving strong edges (see Figure 4.10).

To increase the visibility of the possible improvements, the training was done on the single
'Telegraph' sequence, after which the LUT was applied on that same sequence in order to cal
culate the MSE. It must be noted that when applying the created LUT to convert a sequence,
no LPF/median filtering was applied to calculate the candidates and classifier, because the
filtering did not result in noticeable changes during preliminary subjective evaluations. Fur
thermore, the tests were done for both 'levell' and 'level 2' in order to see possible differences
between the two levels.
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Table 4.2 shows the MSE values that were obtained using different kernel sizes. In Ap
pendix A the graphs containing the MSE values for the individual frames can be found. The
table shows that increasing the filter kernel actually results in a small increase of the MSE.
This increase in MSE could have been expected since the low-pass/median filtering reduces
the amount of information, which results in less optimal filter coefficients in terms of MSE.
However, the expectation was that the observed visual quality would improve due to the fil
tering and low frequency artefacts would be less visible due to the training on LPF/median
filtered sequences.

Preliminary subjective evaluations show that the difference in quality is not very significant
and that 'halo' artefacts do not become significantly less visible compared to sequences from
the previous section. This is probably caused by the filter coefficients in the LUT, which did
not change sufficiently enough to result in a visible difference in quality.

The examination of the filter coefficients in the LUT showed that the larger the filter
kernels became, the larger the difference between filter coefficients became compared to when
no filtering was used. On average when using a 9x9 LPF kernel the filter, coefficients chtmged
with 0.15"'0.25 compared to no filtering. For the 9x9 median filter the filter coefficients
seemed to change with an average of around 0.1"'0.2 compared to no filtering. There was
a gradual trend in the filter coefficients changing when using larger kernels, but they never
became structurally different. This indicates that the effect of LPF/median filtering is not
very significant on the filter coefficients, which therefore also explains the small differences
that were observed during subjective evaluations.

4.2 Structure adaptive motion compensated weighted average

So far, the classification-based cascaded median achieved MSE improvements varying between
0% and 4%, with an overall quality improvement that was not very significant. Most likely
this is caused by the trained filters being unable to distinguish sufficiently between all relevant
situations, which in turn is due to a lack of information that is encoded in the classifier. Also
the inclusion of the vector inconsistency did not help sufficiently to differentiate between
relevant situations. This resulted in the classification-based cascaded median being strongly
biased to a MeA or DM for level 1 or 2, respectively.

A possible solution for this might be offered by extending the spatial information that
is available (Figure 4.11) enabling the trained filters to adapt the interpolation to the local
image structure, i.e. including structure adaptiveness. This structure adaptiveness would
also enable the trained filter to possibly detect occlusion situations and to compensate for
minor vector inaccuracies. The classification-based cascaded median that was discussed earlier
basically is the extreme case in which a spatial aperture of lxl was used (Figure 4.11a).

Figure 4.11b suggests that a single motion vector was used to fetch the pixels in the
spatial aperture. In fact, the motion vector field that was used was block eroded to a level
that a motion vector is available for 2x2 blocks instead of 8x8 blocks of pixels. This means
the motion vector field becomes smoother and outliers are removed. It was decided to use a
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Figure 4.11: The diagrams show the fetching of the motion compensated and non motion
compensated pixels of both frames where (a) denotes the use of a spatial aperture of lxl pixels
and (b) denotes the use of a spatial aperture that is extended to encompass more pixels for the

motion compensated fetches.

block eroded motion vector field because preliminary experiments showed that it resulted in
a better picture quality. As a consequence it can occur that different motion vectors are used
for fetching pixels in the same spatial aperture, e.g. an occlusion area, thereby modifying the
shape of the aperture used. In Section 4.2.3 the use of a single motion vector for the whole
spatial aperture will be discussed.

An important part of spatial apertures is their size, because the more pixels the aperture
contains, the more information is available, although the correlation of pixels does reduce
with increasing the size of filter apertures. Because of the higher resolution of HD content,
the same size spatial aperture in pixels will contain a smaller part of the object than the same
size aperture on SD content. In order to get the same part of the object for HD content, a
spatial aperture containing roughly four times as many pixels would be needed. Therefore, we
have initially chosen to use SD for our experiments. However, a similar approach may also be
possible for HD by e.g. subsampling the aperture (Figure 4.12) or explicitly downsampling.

The next section will discuss methods of classifying extended spatial apertures for the
motion compensated pixels. Methods that consider non motion compensated pixels, e.g. for
the correct handling of static regions, will be discussed in Section 4.2.2. Finally, Section 4.2.3
will discuss opportunities for cost reduction.

4.2.1 Motion compensated double apertures

A possible solution to increase the information in the classification, is to use an aperture of
motion compensated pixels in both frames (Figure 4.11), instead of a single motion compen
sated pixel in both frames that was used in the classification-based cascaded median. This
would enable the trained filters to adapt the interpolation of pixels to the local image structure
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Figure 4.13: The 'plus' shaped kernel is used to select the 7 candidates, which are denoted by
the grey pixels on the pixel grid.

and to compensate for a possible motion vector inaccuracy.

In the following four proposed classifiers, different methods of classifying the information
of the two spatial apertures will be explored. As the larger spatial apertures contain more
pixels, a more efficient method of classifying the information is needed than the ranking that
was used in the classification-based cascaded median. Otherwise, the memory requirements
of the LUT would make an implementation unfeasible.

1. The most straightforward classifier would be to use pixels from both motion compen
sated frames for the candidates and for the calculation of the classifier. In this classifier,
the candidate pixels are selected from both motion compensated frames using a 'plus'
shaped filter kernel (see Figure 4.13), which results in a total number of fourteen candi
dates. The 'plus' shape was chosen because it keeps the number of pixels in the aperture
limited, but still includes the pixels that lie closest, Le. have the highest correlation, to
the centre pixel.

To efficiently encode these fourteen pixels, ADRC [9] is used. For simplicity it was
chosen to use a joint average for the pixels from both apertures. As mentioned in
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Figure 4.14: The diamond shaped kernel is used to select the 13 candidates, which are denoted
by the grey pixels on the pixel grid.

Chapter 3, the advantage of ADRC is that it contrast independently encodes the edges,
Le. the local image structure. This results in a total of fourteen I-bit ADRC values for
the 14 pixels from both frames. The resulting classifier is the concatenation of these
bits and, consequently, consists of 14 bits, Le. 8192 classes. The same fourteen pixels
that are used in the ADRC, are also used as the candidates for the trained filters.

2. As a possible improvement to the first classifier, the second classifier applies ADRC
separately on the seven pixels from both frames, instead of applying ADRC on the
combined fourteen pixels. The possible advantage of this is that the classifier has more
robustness against a possible difference in contrast between frames. The result are two
sets of seven I-bit ADRC values. The classifier is again the concatenation of these two
sets and therefore consists of 14 bits, Le. 8192 classes. The same fourteen pixels that
are used in the ADRC, are also used as the candidates for the trained filters.

3. To investigate the influence of the aperture size, classifier 3 uses an enlarged spatial
aperture as depicted in Figure 4.14. This diamond shaped kernel is used to select 26
candidate pixels in both motion compensated frames. This may allow the filter to adapt
to larger structures and larger vector inaccuracies.

Straightforward applying ADRC to the candidates would result in a classifier of 26 bits,
Le. 226 classes, which is not a feasible solution because of the LUT memory require
ments. Therefore, it was decided to calculate the differences between corresponding
pixels in both motion compensated frames, halving the number of pixels and resulting
in thirteen difference values. This means that not the local image structure is encoded,
but the difference between the local image structures. To efficiently encode these thir
teen differences, ADRC is applied that results a classifier consisting of 13 bits, Le. 4096
classes.

4. The fourth classifier uses the same 26 candidate pixels as that were obtained in the third
classifier using the diamond shaped apertures. Now, the averaged differences are not
determined between corresponding pixels in both apertures, Instead the differences are
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Figure 4.15: Indicated are which differences of both directions are averaged to obtain the 13
final differences in classifier 4.

Cascaded median 37.4798 11.8337 24.2371
Classifier 1 31.9685 11.0274 17.4305
Classifier 2 32.2429 11.1113 17.5000
Classifier 3 32.9769 11.3519 17.8577
Cla,''>sifier 4 32.0178 10.8366 17.3206

Table 4.3: MSE values averaged over all frames of the evaluated classifiers using motion
compensated double apertures.

determined between the centre pixel of the diamond shape in one frame and the pixels
of the diamond shape aperture in the other frame. The idea behind this classifier is that
the differences indicate how accurate the motion vector is, enabling the trained filter
to compensate for it. These differences can be calculated for two directions. Averaging
them according to Figure 4.15 will make the indication more reliable and results in 13
averaged differences. After applying ADRC on the 13 averaged differences, the result is
a classifier consisting of 13 bits, i.e. 4096 classes.

Results

In order to evaluate the proposed classifiers, the complete SD resolution training set was
used. The classifiers were compared for the 'Renata', 'Telegraph' and 'Flower' sequences by
calculating the MSE for the interpolated frames compared to the original frames. Next, the
MSE values for all the frames in the sequence were averaged to obtain a single value.

In Table 4.3 the MSE results are shown that were obtained by applying the classification
based PRC using the indicated classifiers on the indicated sequences. It can be seen that the
classifiers 1 and 4 obtain the largest reduction in MSE compared to the cascaded median, e.g.
a MSE reduction of 15%, 8% and 29% for the three sequences respectively when applying
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Figure 4.16: Shown are cropped snapshots of the 'Ryan' sequence. The left is processed using
the cascaded median, the middle using classifier 1 and the right using classifier 4.

classifier 4. When comparing classifiers 1 and 2, it can be seen that classifier 2 performs
slightly worse compared to classifier 1 in terms of MSE. This contradicts with our initial
estimate and would indicate that a combined ADRC average isslightly better than a separate
ADRC average. The precise reason for this is still unclear. The results of classifier 3 and 4
indicate that ADRC coding of the differences is best done using the technique used in classifier
4, which encodes the differences of pixels in one aperture compared to the centre pixel in the
other aperture.

Preliminary subjective evaluations of the classifiers show that the reduction in MSE can
indeed be perceived as an increase in image quality, where the biggest improvement can be
seen in the sharpness (Figure 4.16). This is supported by the fact that the MSE reductions
are proportional to the amount of detail contained in the sequences. Also, the visibility of
the 'halo' artefacts is reduced compared to the cascaded median, but this is more evident for
some sequences in the evaluation set than for others. The four classifiers reduce the 'halo'
by almost a similar amount, where classifiers 1 and 4 seem to be slightly better than the
rest (Figure 4.17). Overall, the largest part of the MSE reduction can be accounted to the
improved sharpness and only a small part to reduced 'halo' visibility.

Although classifier 4 performed very well with regard to the MSE, it sometimes also pro
duced noise in areas where the vector field was very inconsistent, such as occlusion areas.
The possible explanation for this is that the pixel differences are calculated between all the
aperture pixels in one aperture and only the centre pixel in the other aperture. The inconsis
tent motion vectors can cause the centre pixel to change very rapidly, thereby causing other
filter classes to be selected and consequently a possible other interpolation direction, which
can result in some noise.

Another observation was the sub-optimal performance of the classifiers in static regions,
e.g. subtitles (Figure 4.18). It could be seen that static regions 'disappeared', because the
static regions are often small compared to the block size that is used by the motion estimator.
The incorrect motion vector in these areas then results in incorrect interpolation, because non
motion compensated pixels are not available for interpolation.
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Figure 4.17: Shown are cropped snapshots of the 'Walking man' sequence. The left is
processed using the cascaded median, the middle using classifier 1 and the right using classifier 4.

4.2.2 Static region extension

In order to overcome the problems in static regions, this section discusses a classifier that has
information about these static regions and has the non motion compensated pixels available
as candidates. As such, similar boundary conditions exist as in the static median, which
hopefully will allow a correct handling of static regions.

The proposed classifier attempts to improve the performance in static regions by including
the non motion compensated pixels as candidates to the first classifier that was presented in
previous section. Here, two 'plus' shaped motion compensated apertures were used, which
resulted in the best overall performance of this category of classifiers. In addition, the classifier
also needs information about if it is a static region and, consequently, can filter using the non
motion compensated pixels. This is accomplished by adding one bit Q to the classifier, which
is defined as;

Q={~ Fx,y < T 1\ Fx,y-l < T 1\ Fx-1,y < T 1\ Fx+1,y < T 1\ Fx,y+l < T
otherwise

(4.1)

,where Fx,y is the difference between the two non motion compensated pixels at coordinates
x ,y and T is a threshold value. As threshold, a value of 8 was determined to be optimal in
initial experiments. In essence, this static region detector is a simple motion detector. The
total number of bits used by the classifier is 15, where 14 bits are used for the ADRC values
of both apertures and 1 bit for indicating a static region. The number of candidates pixels is
increased from the original 14 aperture pixels to 16 pixels, where the two extra pixels are the
non motion compensated pixels.
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Figure 4.18: Shown are cropped snapshots of the 'Porsche' sequence. The top is processed
using the cascaded median, the middle using classifier 1 and the bottom using classifier 4.
Clearly, the proposed classifiers are unable to correctly interpolate static regions in case of

incorrect motion vectors.
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Cascaded median 37.4798 11.8337 24.2371 ·22.2186
Structure adaptive classifier 31.9685 11.0214 17.4305 25.8263
without static region extension
Structure adaptive classifier with 31.2454 11.1036 11.2022 23.3161
static region extension

Table 4.4: MSE values averaged over all frames of the first structure adaptive classifier from
Section 4.2.1 and its extension with static region extension applied on four sequences.

Results

The proposed classifier was applied on the three sequences that were previously used to verify
the performance. However, the three sequences used for verification contain no static regions
and, consequently, no significant improvements could be expected. Therefore, the 'Pool'
sequence, which contains a static logo, was also used to calculate theMSE values of this
classifier.

The results of applying the proposed classifier, after training on the complete training
set, are shown in Table 4.4. When comparing the MSE results of the classifier to the first
classifier of Section 4.2.1, it can be seen that a 2.3%, -0.7%, 1.3% and 9.7% difference in
MSE is achieved for the four sequences, respectively. For the 'Telegraph' sequence the MSE
even marginally increased. Furthermore, it shows that the cascaded median outperforms the
two classifiers in terms of MSE. The explanation for this is the better performance of the
cascaded median in static regions compared to the classifiers. The cascaded median tends to
filter stronger using the non motion compensated pixels in static regions than the classifiers,
which is probably caused by the static region classification in the classifier being non ideal.

The results of the preliminary subjective evaluation of the proposed classifier correspond
with the MSE results, Le. the cascaded median indeed performs better. The proposed classi
fier does improve the quality compared to classifier 1 from Section 4.2.1 in static regions, but
sometimes the quality in non static regions is reduced. This can especially be seen in areas
that have a so-called 'critical' speed. This critical speed causes that the difference between
non motion compensated pixels to be very small, which makes it impossible to detect the
motion. The resulting ambiguity between no motion and motion prevents optimisation of fil
ter coefficients for either case, hence resulting in static regions being partly filtered using the
motion compensated pixels. For example, the letters in the overlay in the 'Porsche' sequence
improve somewhat compared to the original classifier, but are still significantly worse than
the results of the cascaded median (see Figure 4.19).

From these results we can conclude that the current static region detection that is used
in the proposed classifier is still not good enough in accurately detecting static regions. This
seems to be caused by a too small aperture to differentiate between static regions and motion
at a critical speed.
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Figure 4.19: The two images 'show a part of the 'Porsche' sequence, where the top image has
been produced using classifier 1 of Section 4.2.1 and the bottom image using the classifier of this

section. It can be seen that the letters in the static region are only partly retrieved using the
classifier.

4.2.3 Cost reduction opportunities

The spatial apertures that were discussed in the previous sections all have the disadvantage
that they require a significantly sized LUT. This would mean a practical implementation
would get far too expensive because of the LUT's memory requirements. Therefore, we will
discuss various means to reduce the implementation cost in this section:

1. The first idea is to reduce the size of the LUT by reducing the size of the filter kernel. If
the least important pixels are removed from the filter kernel this might result in about
the same performance given a significant lower cost for the LUT. We used the first
classifier of Section 4.2.1, but with the kernel size reduced to 5 pixels (see Figure 4.20).
This results in a total cost reduction of 4 bits in the classifier, i.e. a factor 16 smaller
LUT.

The reason for removing these two pixels from the aperture is that they provide the least
amount of information to the classifier. It is expected that the more unique information
a bit adds to the classifier, the further apart the opposite classes will lie in the 14
dimensional space. The average euclidean distance therefore is a measure of the a~ount
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Figure 4.20: The plus shaped kernel is used to select the 5 candidates in each frame, which are
denoted by the grey pixels on the pixel grid. The two pixels denoted with the cross are the ones

which were removed from the original 'plus' shaped kernel.
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Figure 4.21: Mean euclidean distances of filter coefficients for each pixel in classifier 1 from
Section 4.2.1. These values are determined solely from the LUT, by calculating the average

euclidean distance between opposite classes for each bit of the classifier in the 14-dimensional
space spanned by the filter: Di = *.L~:d IICn - Cli", where Di denotes the average euclidean
distance for the i-th bit of the classifier, N is the total number of classes, Cn denotes class nand

ii denotes the opposite class where the i-th bit in ii has been inverted compared to n.

of information the bit adds to the classifier. Figure 4.21 shows the average euclidean
distances for the bits of the LUT of classifier 1 from Section 4.2.1. It can be seen that
the outer pixels of the 'plus' shaped kernel have the smallest values, except for the right
most pixel in the previous frame. Although the differences are very small, it reinforces
our believes to drop the outer pixels from the kernel to reduce the classifier's size. The
resulting 10 bit classifier, i.e. 1024 classes, forms the first classifier.

2. The second opportunity for reducing the cost, is to eliminate the bilinear interpolation
for quarter pixel accuracy by fetching the motion compensated pixels on integer pixel
positions. The bilinear interpolation has to be done for each pixel fetch and is therefore
quite expensive in CPU cycles, because the bilinear interpolation requires 6 multiplica
tion and 3 additions per pixel, therefore making it an interesting cost reduction. It is
expected that this will cause so-called jagged edges, which are a kind of high frequency
artefacts, because the rounding to integer positions will cause the edges to suddenly
displace one pixel. The motion estimation is still done using bilinear interpolation for
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Cascaded median 37.4798 11.8337 24.2371
Cla."Jsifier 1 31.9510 11.2495 17.3302
Classifier 2 43.5855 14.0979 27.4187
Classifier 3 35.1384 11.9831 23.8154
Classifier 4 31.6239 11.0274 17.2647

Table 4.5: MSE values averaged over all frames of classifiers for possible cost reduction.

quarter pixel accuracy to prevent convergence problems in the motion estimation.

Based on this, the second classifier is also derived from the first classifier in Section 4.2.1,
where two 'plus' shaped motion compensated apertures were used. The candidates are
still selected using the same kernel, comprising the 14 pixels from the two apertures,
and the classifier still consists of the concatenation of the 14 ADRC bits. It is expected
that the MSE will increase, due to the offset errors in motion vectors. It must be noted
that this classifier ha.'3 no clear mechanism to compensate for the offset errors.

3. To enable the trained filter to compensate for the quarter pixel error that is caused by
the rounding of the motion -vector to the closest pixel, the quarter pixel error is encoded
to the above classifier forming the third classifier. Since the motion vector field is two
dimensional, the quarter pixel accuracy results in 4 x 4 = 16 possible vector errors,
which are encoded in the classifier using 4 bits. The motion vector error is the same for
fetches from both frames in case of a conversion factor of 2.0, therefore it is sufficient
to encode it only once in the classifier. This results in a classifier having 14 candidate
pixels and a total classifier size of 18 bits, where 14 bits are ADRC values and 4 bits
encode the quarter pixel accuracy error.

4. A third cost reduction could be made by using only one motion vector for the whole
aperture instead of using the motion vector that belongs to each pixel in the aperture.
This would save CPU cycles and memory bandwidth, because fewer different memory
locations have to be accessed and the bilinear interpolation calculation can be done
more efficient.

Based on this, the fourth classifier is again derived from the first classifier in Section
4.2.1. This time the motion vector from the centre pixel is used for fetching of all the
pixels in the aperture, instead of using the motion vector corresponding to each indi
vidual pixel. The classifier has the 14 pixels from the two 'plus' apertures as candidates
and the classifier itself consists of 14 bits.

Results

The results of applying the proposed classifiers on the 'Renata', 'Telegraph' and 'Flower'
sequences, after training on the complete training set, are shown in Table 4.5.

When comparing the results of classifier 1 of this section to classifier 1 in Table 4.3, which
achieved MSE values of 31.9685,11.0274 and 17.4305 for the three sequences, respectively, it
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. (a) (b) (c)

Figure 4.22: Snapshot comparison of the 'bicycle' sequence where a) is processed using
classifier 1 from the Section 4.2.1, b) using classifier 2 and c) using classifier 3.

can be seen that the MSE results are very similar. Based on the MSE values it could thus
be concluded that these 2 pixels can be dropped from the filter kernel without negatively
affecting the MSE. Apparently, the added value of these 2 pixels is small and the aperture is
large enough to encode the local image structure and a possible motion vector inaccuracy.

Preliminary subjective evaluations of classifier 1 show that it achieves about the same
sharpness as classifier 1 from Section 4.2.1. The difference is that the occlusion areas are a
little bit better visible when using the cost reduction, but this is not significant. As expected,
the smaller filter kernel of classifier 1 makes it somewhat less capable of classifying occlusion.
Still this classifier achieves almost equal performance, while having a significant smaller LUT.

Looking at the results of the classifiers where no bilinear filtering was used (classifier 2
and 3), it can be seen that for classifier 2 the MSE has increased significantly as expected
compared to the cascaded median and also compared to the first classifier from Section 4.2.1.
This is caused by the offset that is introduced due to the rounding of motion vectors to
pixel positions instead of using bilinear filtering when fetching the pixels. However, when
this quarter pixel error is encoded in the classifier, i.e. classifier 3, using four extra bits it
can be seen that the MSE is reduced significantly compared to classifier 2. Also, the MSE
is still higher than when using classifier 1 from Section 4.2.1, which is the same but then
with bilinear filtering. Probably the aperture is too small to differentiate all situations with
quarter pixel errors.

For subjective evaluation of classifiers 2 and 3 the well-known 'Bicycle' sequence was
used, as jagged edges artefacts can be seen very easily on the black and white spinning wheel.
When applying classifier 2 jagged edges are clearly visible (see Figure 4.22b), but the image
has become sharper compared to Figure 4.22a due to the rounding instead of bilinear filtering.
Looking at Figure 4.22c where the quarter pixel error was encoded in the classifier, the jagged
edges have become significantly less visible, but they have not completely disappeared. This
is probably for the same reason as why the MSE was still higher. Also, the white area of
the wheel shows several pixels that are incorrectly interpolated, which is probably caused by
insufficient samples in the training set due to the large 18 bit classifier. It is expected that
this could easily be solved by using a larger training set, but due to time constraints this
could not be verified.
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(a) (b)

Figure 4.23: Snapshot comparison of the 'telegraph' sequence where a) is processed using
classifier 3 from the Section 4.2.1 and b) using classifier 4. It can be seen that edges become

visible near vector field discontinuities when using classifier 4.

The fourth classifier uses only one motion vector for fetching the pixels of the whole
aperture. When comparing the MSE from this classifier to the first classifier from Section
4.2.1, a small decrease in the MSE can be seen for the 'Renata' and 'Flower' sequences.
However, the observed MSE decrease is not very significant.

The preliminary evaluation of the subjective quality contradicts with the MSE results, in
that that classifier 4 with one motion vector has a significantly poorer quality. In Figure 4.23b
it can be seen that, when one motion vector is used for the entire aperture, edges become
visible near vector field discontinuities. The reason for this is that the classifier has less
information of where vector field discontinuities are located. When multiple motion vectors
are used to fetch the pixels of the aperture, these pixels will come from positions that are not
spatially adjacent. In this case vector field discontinuities would be visible as a strong edge in
the ADRC values of the aperture and, consequently, the position and angle would be encoded
in the classifier. The aperture in an occlusion area would basically not be a 'plus' shape any
longer. because the motion veetors of the aperture pixels point in different directions.

4.3 Structure adaptive post-processing

A completely different approach than the double apertures is to use a trained filter on an
already interpolated frame. The trained filter that uses pixel candidates from this frame
would in essence be a sort of post-processing filter that reduces artefacts that are the results
of the PRC interpolation process (Figure 4.24). As such, it does not require access to a PRC
system and could also be used to reduce other processing related artefacts.

The following classifiers are proposed:

1. For the first classifier, a diamond shaped kernel as previously depicted in Figure 4.14
is used on an already interpolated frame to obtain thirteen candidates. The diamond
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Figure 4.24: The trained filters are applied as a post-processing filter to reduce possible
artefacts from the PRe stage.

shaped kernel was chosen because it spatially uses pixels that are close to the centre
pixel, which therefore are expected to have a high correlation with respect to the centre
pixel. The cascaded median was chosen because it provides robust interpolation of
frames, but still suffers from artefacts, e.g. 'halos'. The thirteen candidate pixels are
efficiently encoded using ADRC. The resulting thirteen I-bit values are concatenated to
form the first classifier.

2. The second classifier is the same as the first classifier, except that the cascaded median
is replaced with a MCA PRC. The MCA incorporates less heuristics than the cascaded
median, which possibly give the trained filters larger room for improvements in reducing
possible artefacts. Since the MCA produces more artefacts than the cascaded median,
the trained filters have to perform better for the MCA in order to outperform classifier
1.

3. The third classifier attempts to improve the performance in static regions, e.g. subtitles,
by including the non motion compensated pixels as candidates to the second classifier.
In addition, the classifier also needs some information about the presence of motion.
This is accomplished by adding one bit Q, i.e. simple motion detection, to the classifier,
which is defined as:

Q = {O Fx,y < 8/\ Fx,y-l < 8/\ Fx-l,y < 8/\ Fx+I,y < 8/\ Fx,y+! < 8 (4.2)
1 otherwise

,where Fx,y is the difference between the two non motion compensated pixels at coordi
nates x,y. The total number of bits used by the classifier is 14, where 13 bits are used for
the ADRC values of the aperture and 1 bit for indicating a static region. The number
of candidates pixels is increased from the original 13 aperture pixels to 15 pixels, where
the two extra pixels are the non motion compensated pixels.

Results

Based on the MSE results in Table 4.6, classifier 3, which uses the MCA interpolation, seemed
to perform the best. However, the improvements classifier 1 obtained compared to the cas
caded median are 10%, 6% and 20% and the improvements classifier 2 obtained compared to
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MC average 36.3529 11.9635 21.9479
Cascaded median 37.4798 11.8337 24.2371
Classifier 1 33.7838 11.1264 19.3879
Classifier 2 33.4996 11.4552 18.4332
Classifier 3 32.5490 11.7477 18.1361

Table 4.6: MSE values averaged over all frames of the evaluated structure adaptive
post-processing classifiers.

the motion compensated average are 8%, 4% and 16% for the three sequences, respectively.
This shows that classifier 1 achieves a larger relative improvement of the MSE compared
to classifier 2. From this we could conclude that a post-processing aperture gives better
performance on an image interpolated with the cascaded median.

Compared to the motion-compensated double apertures of the previous section, these
post-processing cl?Ssifiers show smaller relative MSE improvements. A potential explanation
is that these classifiers use an already interpolated image, which already contains artefacts,
e.g. 'halos', to select the candidates from. It also contains less information then the other
classifiers which have candidates from both original images instead of interpolated images.

Preliminary subjective evaluations of the classifiers show that the 'halo' artefacts are not
reduced significantly and that most of the MSE improvements are due to small sharpness
enhancements. These sharpness improvements were only visible after careful inspection of
detailed areas. The probable explanation is that the post-processing aperture is still too
small to accurately and reliably detect artefacts due to PRC. However, a larger aperture is
not feasible, because of the memory constraints of the LUT. This would lead us to conclude
that a trained post-processing filter is not the best solution for reducing artefacts caused by
PRC.
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Chapter 5

Conclusions & recommendations

In this thesis we investigated the use of classification-based adaptive filters for Picture Rate
Conversion (PRC). These algorithms are typically based on elaborate design rules, Le. heuris
tics, which are difficult to optimise and do not necessarily achieve optimal results. At the same
time, current PRC algorithms frequently suffer from artefacts, of which the 'halo' artefacts
are the most predominant. We aimed at reducing these artefacts by replacing the heuristics
with classification-based adaptive filters. Using these methods, a Mean-Square Error (MSE)
optimal filter is calculated in a training process, which is expected to achieve improvements
in MSE and a better subjective quality of the interpolated images.

We started by modifying a cascaded median to use the classification-based adaptive filters,
which did not result in significant quality improvements. More specifically, the MSE only
decreased by at most 4%. Also, the subjective evaluation resulted in rather small differences.
From that, we conclude that the classification using the proposed classifiers is currently not
capable of sufficiently distinguishing between all relevant situations.

To improve the performance we investigated a classifier that extends the spatial informa
tion that was available by using a larger spatial aperture, enabling the trained filters to adapt
to the local image structure and to compensate for possible motion vector inaccuracies. The
increased amount of information has to be efficiently encoded in the classifier due to the LUT
memory restrictions. Therefore, several pixel apertures and encoding methods were explored.

The best overall performance was obtained using a 'plus' shaped aperture, with the pixels
being encoded using Adaptive Dynamic Range Coding (ADRC). Depending on the content,
it achieved MSE reductions of 7% up to 28%. Preliminary subjective evaluations showed that
the largest part of the MSE reductions could be accounted to an improved sharpness and a
small part to reduced 'halo' visibility. Compared to the cascaded median, the visibility of the
'halo' artefacts was reduced, but this was more evident for some sequences than for others.

Another observation of using extended spatial information was the bad performance in
static regions, e.g. subtitles. The attempts to improve the performance in static regions by
including the non motion compensated pixels and a simple motion detection did not result in
significant improvements. Although MSE improvements in the order of 10% could be achieved
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compared to no static region extension, the performance remained approximately 5% below
that of the cascaded median. The subjective evaluations correspond to the MSE results,
as indeed the cascaded median showed a significantly better quality. From these results
we conclude that the current static region detection is still not good enough in accurately
detecting static regions.

Lastly, several attempts were made to reduce the cost of a classification-based approach.
The most significant cost reduction could be achieved by reducing the size of the spatial
aperture. Our evaluation showed that the size could be reduced by 4 pixels, Le. reducing
the classifier by 4 bits or the LUT with a factor of 16, with no significant decrease in quality.
Another cost reduction was the elimination of bilinear interpolation when fetching motion
compensated pixels and instead use the closest pixels. The results showed it is possible after
encoding the quarter pixel error in the classifier, but at the cost of a quality penalty.

Finally, we also discussed the use of classification-based adaptive filters as a post-processing
filter to reduce the artefacts caused by 'traditional' PRe. As expected, the results showed
smaller MSE improvements compared to using two spatial apertures on original frames. Pre
liminary subjective evaluations indicate that the main improvement is limited to an overall
increase of the sharpness, and a reduction in 'halo' visibility could not be achieved. It is
therefore concluded that using classification-based adaptive filters as a sort of processing fil
ter is not an attractive option in itself, but perhaps combined with other artefact reduction
methods it becomes more attractive.

Recommendations

We assume that the main reason for the insignificant quality improvements of the classification
based cascaded medians was the fact that the vector inconsistency masks are not accu
rate/reliable enough to determine the occurrence of occlusion. A possible solution is to use
a three-frame motion estimator instead of the two-frame motion estimator, which produces
more reliable motion vectors and obtains the correct motion vectors in occlusion areas. How
ever, the downside of a three-frame motion estimator are the increased implementation costs
and processing requirements. Furthermore, reliable motion vectors would also enable a better
occlusion detection, which should allow better differentiation by the trained filters.

Another possible improvement would be the use of a better static region detector. The
experiments that were done showed static regions were only partially interpolated correctly
and that the cascaded median gave a better performance. A better static region detection
would probably reduce the ambiguity and therefore enable the training filters to give better
results.

A third possibility for improvement would be the use of another metric for optimizing
the filter coefficients in the LUT. Currently, the objective MSE metric is used, but a better
solution would be to use a subjective quality metric that better matches subjective quality
impressions. However, a suitable subjective quality metric still needs to be found and therefore
requires more research.
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Figure A.I: Difference of MSE values obtained by applying different levels of low-pass filtering
during the training process compared to applying no filtering.
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Figure A.2: Difference of MSE values obtained by applying different levels of low-pass filtering
during the training process compared to applying no filtering.
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Telegraph (median filtered level 1)
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Figure A.3: Difference of MSE values obtained by applying different levels of median filtering
during the training process compared to applying no filtering.
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Figure A.4: Difference of MSE values obtained by applying different levels of median filtering
during the training process compared to applying no filtering.
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