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Summary

In this thesis research about how two different techniques for increasing perform
ance of a DSP processor architecture can be combined in a single DSP architecture
is described. These two techniques are:

• Processing multiple instructions in a single clockcycle.

• Pipelining

In order to do this a processor architecture model is defined with multiple similar
'execution units'. Hereafter, this architecture model is pipelined.

When this is done problems appear when reusing results of previously issued
instructions. These problems can be solved, by switching instruction results to the
input of execution units, while they are still in the pipeline registers. This means that
additional hardware has to be incorporated in order to be able to do this.

However, switching results that are not yet in the accumulators, but in the pipeline
registers is not always possible, which in practice means that the processor architec
ture has to 'stall' for one or more clockcycles. In order to minimize the number of
generated stalls, the technique of instruction scheduling is used.

In effect, a piece of hardware called the scheduler is added to the architecture,
which determines which instructions can be best executed on which execution units
in order to minimize stalls. Next, the scheduler takes care of proper execution of
these instructions.

It is discussed how the scheduler can be simplified by smartly choosing which pipe
line registers can be switched to which execution units.

Last a simulator is built in order to verify if an architecture using a scheduler in
order to solve pipeline conflicts can be built.
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1 Introduction

As the cost of digital equipment decreases, and applications demand an ever
increasing performance level from hardware, DSPs are used in more and more
applications each year. Typical applications where DSP are used are: sound synthe
sis, audio encoding and decoding, modem algorithms, noise cancellation, image
compression and decompressing to name just a few.

DSP stands for Digital Signal Processor. As this name already indicates, a DSP is a
processor that is optimized for handling signal streams. This is done by adding cer
tain features to the processor, which usually include:

• the ability to execute a Multiply and ACcumulate (or MAC for short) instruc
tion. This instruction is used very much in signal processing algorithms, like fil
tering, Fourier-transform algorithms, etc. As opposed to a general processor
(like for instance the Intel Pentium), which usually does not have such an
instruction in its instruction set, it can therefore execute the aforementioned
algorithms at very high speeds.

• optimized memory access. As opposed to general processors which usually per
form its operations on data that is 'resident' in a memory, a DSP has to be able
to handle signal streams. This means it has to be able to access its memory very
fast in order to get its data and computations ready in time for the next signal
value to appear on the inputs.

• hardware loop control. As discussed, a DSP has to perform its calculations in a
time given by the speed of the data stream. In order to optimise the number of
calculations that can be performed in a given time, as much instructions as pos
sible need to be spent performing these calculations, and as little as possible in
order to control the program flow.

In stead of using software instructions to control loops, they could be controlled
by hardware. This means that the instructions that would normally be used to
control these loops could now be used to perform extra calculations. Since loops
are a very common feature of signal processing software (usually the same com
putation has to be done on every input value), this leads to more efficient soft
ware.

With DSP applications getting more advanced, there is also a greater need for DSP
performance. In order to increase performance two trends are appearing among
DSP manufacturers:

1. DSPs are designed to be able to execute mUltiple instructions in a single clock
cycle.

2. DSPs are pipelined.

Although the effect on performance of executing multiple instructions in a single
clockcycle are obvious, the technique of pipelining is somewhat more difficult to
grasp.

Consider a piece oflogic that has one input and one output (figure 1). Connected to
both input and output is a register. If a clock pulse is generated, the data in the input
register flows through the logic and the result is loaded in the output register. It takes
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ues is put into the input register, it takes 20 ns for the results of the first instruction
to 'reach' the output, and after that IOns for the results of each subsequent instruc
tion to 'reach' the output.

This technique of partially processing is called pipelining. If the pipeline registers
are incorporated into the logic so that the throughput times for all pieces oflogic (as
shown in figure 2) are the same, the pipeline is called balanced.

In the next chapters, it will be discussed how both techniques can be combined in a
single architecture, what problems these techniques generate, and how they can be
solved.

Instruction scheduling in parallel DSP architectures
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A DSP architecture with a certain degree of parallelism

2 A generic DSP architecture

In this chapter an architecture model will be defined in order to investigate how both
design techniques to increase performance as discussed in chapter I, can be used to
increase performance of a single architecture.

This is done by defining an architecture model which can process parallel instruc
tions. Next this architecture model will be pipelined, so that both techniques are
incorporated into the same architecture model.

2.1 A DSP
architecture
with a certain
degree of
parallelism

Suppose, the DSP can perform a number of operations. This operation set is then
divided into a number of non-overlapping subgroups. This means that an operation
that is part of a specific subgroup can -by definition- not be part of any other sub
group. These subgroups are referred to as classes during the remainder of this the
SIS.

Next we define hardware execution units for each operation class. These execution
units have the following properties:

• An execution unit can execute only one instruction at a time.

• An execution unit can execute any instruction from its designated class, but none
from another class.

For example:

A (very elementary) DSP can perform the following operations:

• Add

• Subtract

• Multiply

• Memory Load

• Memory Save

These can be divided into three classes:

1. The 'Arithmetic group', containing

• Add

• Subtract

2. The 'Multiplication group', containing

• Multiply

3. The 'Memory' group, containing

• Memory Load

• Memory Save

This means that there are three operation classes and therefore also three execution
unit classes, which might be labelled something like 'Arithmetic Execution Unit',
'Multiplier', and 'Memory'.

Instruction scheduling in parallel DSP architectures
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Pipelining the architecture

Mux-Iayer 1

Execution Units

Mux-Iayer 2

Register-file

Figure 3.

2.2 Pipelining the
architecture

DSP architecture model

The architecture can be controlled by instructions. Instructions specify three things:

• The operand(s) needed to perform an operation. Because an 'accumulator load
store' architecture is used, only registers from the register file can be used.

• The operation itself. Only one operation can be specified by an instruction. This
means that an instruction can only 'drive' one single execution unit. From this
follows that if multiple operations have to be executed simultaneously, also mul
tiple instructions have to be issued.

• The destination(s), where the results are written to. Again, only registers from
the register file can be used.

From this definition it can be seen that instructions also can be divided into classes,
because each instruction can only drive a single execution unit!

Besides processing multiple operations in one clockcycle, processor performance
can be increased by pipelining its architecture, as discussed in the introduction. It is
clear that performance is increased even further when the two 'techniques' are
incorporated into the architecture simultaneously. So, in order to improve perform
ance of the architecture model used in this thesis, it will be pipelined.

A very logical place to put pipeline registers is in the connection between the execu
tion units and the mux-Iayers. This is logical because no 'actual' execution or
switching hardware is 'disturbed'. There is only a disturbance in the connections
between hardware. All this is shown in figure 4.

Instruction scheduling in parallel DSP architectures
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2.4 Hardware
solution for
pipeline
conflicts:
feedback paths

Hardware solution for pipeline conflicts: feedback paths

1. Rl =opl RO

2. R2=op2Rl

Op denotes a random operation from a random class. The operand numbers denote
that the operation specified in instruction 2 is different from the one specified in
instruction 1.

What is important in this instruction sequence is that the second instruction reuses
the result from the first instruction (Rl).

To show the pipeline effects of this instruction sequence, it is represented in a dia
gram, where the vertical 'axis' represents time (in) clockcycle, and the horizontal
'axis' represents pipeline stage. This means that an instruction flows through the
diagram from top left to right bottom:

Cycle OpF Ex WB

1 HIP (RO) := RO -- --
2 HIP (Rl) := Rl (Not Valid!) HOP (Rl) := opl HIP (RO) --
3 -- HOP (R2) := op2 HIP (Rl) Rl := HOP (Rl)

(Not Valid!)

4 -- -- R2 := HOP (R2)

(Not Valid!)

In this pipeline diagram, behind all pipeline registers the contents of those registers
are denoted in brackets. For instance HIP(RO), means that this HIP contains the
same value as RO.

As can be seen from this pipeline diagram, instruction 1 is executed without flaws.
When executing the second instruction, however, problems arise. In cycle 2 a HIP is
loaded with the value from Rl. This is not the correct value, because the result from
the previous instruction is not yet written back into Rl. This doesn't happen until
cycle three. This means that the results from instruction 2 are totally wrong!

If no changes were made, the correct procedure would be to 'wait' 2 cycles (in prac
tice: issue two nops) after issuing instruction 1, and then issue instruction 2. This
would mean that the DSP would do nothing for two entire clockcycles!

To provide solutions for the pipeline conflicts mentioned in paragraph 1.3, the con
flicts are divided into three categories, which have different solutions:

1. The results of an instruction are reused immediately in the next instruction, as
described in paragraph 1.3.

2. The results of an instruction are reused in the second instruction after the first
instruction is issued. Instruction sequences that reuse results like this would look
like

Rl ;= opl RO

nop

R2:= op2 Rl

Instruction schedUling in parallel DSP architectures
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Hardware solution for pipeline conflicts: feedback paths

As can be seen from this pipeline diagram, the conflict that would normally occur,
can be solved by loading the contents of HOP(RI), which contains the correct value
for RI, into the HIPs. In hardware terms this means that mux layer one and mux
layer two should be connected, so that any HOP can be loaded into any HIP.

For situation I, however, things get more complicated since the results are not yet in
the HOPs at the time the HIPs should be loaded. This problem can be solved by sub
stituting the operand HIP in the Ex stage by the HOP which contains the result from
the previous instruction. A pipeline diagram using the same instruction sequence as
in paragraph 1.3 looks like:

RI=opIRO

R2 = op2 RI

Cycle OpF Ex WB

1 HIP (RO) := RO --
2 HIP (Rl) := Rl (Not Valid!) HOP (Rl) := opl HIP (RO)

3 HOP (R2) := op2 HOP (Rl) Rl := HOP (Rl)

4 R2 := HOP (R2)

Note that anything can be loaded in the HIP for the second instruction, since the
HIP isn't used.

This way of solving category 1 pipeline conflicts means that the HOP in question
should be able to be switched to the inputs of the specified execution unit. In hard
ware terms this means that two modifications are made:

• There should be 'buses' from the output of the HOPs to the inputs of the execu
tion units. These buses will be referred to as bypasses from now on.

• There should be multiplexers at the inputs of the execution units to be able to
'choose' between switching a HIP or a HOP to the input of the execution unit in
question.

Instruction scheduling in parallel DSP architectures
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2.6 Instruction
scheduling to
minimize
pipeline stalls

Instruction scheduling to minimize pipeline stalls

As a final remark about bypass restrictions it is important to note that the DSP speed
is set by the slowest execution units and its input multiplexer(s). This could mean
that if another execution is faster, more bypasses to the HOPs could be incorporated
for this execution unit, and the total throughput time of execution unit and input
multiplexer would still be the same as that of the slowest execution unit.

In order to minimize stalls an optimal bypass configuration (read: which HOPs can
be connected to which execution unit) has to be chosen. The actual choice of
bypasses will not be discussed here, since it depends on what software the DSP
should be able to run.

The reason for this is that by choosing the correct bypasses the architecture can be
optimized for certain pieces of software. This means that if these pieces of software
are executed frequently, the DSP will generate less stalls than if any other software
is executed. In this way a DSP can be optimized for a specific 'market region' (tele
com, audio processing, etc.). The study of what bypasses should be chosen to opti
mise a given piece of software is very interesting, but will not be discussed here.

Whatever bypasses are chosen, still a problem exists when the number of bypasses
is smaller than the total number of HOPs. These problems are best illustrated by an
example.

Consider an architecture having only two execution units (EUI and EU2) of the
same class. Both execution units have one input and one output. Therefore there are
also two HOPs (HOP I and HOP2). The maximum number of bypasses per input is
one. The bypass for execution unit I is connected to HOPI, and the bypass for exe
cution unit 2 is connected to HOP2. This architecture is schematically shown in
figure 6.

Mux-Iayer 1

Hidden Input Registers

EUmuxes

Execution Units

Hidden Output Registers

Mux-Iayer 2

Register-file

Figure 6. An architecture having two execution units of the same class.

On this architecture the following instruction sequence is executed:

Instruction scheduling in parallel DSP architectures
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Added definitions

of these execution units have two bypasses hcx = 2. Now execution unit 1 of
class ex can access HOPs 1 and 2. Execution unit 2 in class ex can access
HOPs 2 and 3. In other words:

n Cx " hcx = 4

but hcx =3, because only HOPs 1,2 and 3 can be accessed!

• With each execution unit having qcx outputs, the total number of outputs, and
therefore the total number of HOPs is:

N

h = L nCi " qCi

i= I

Instruction scheduling in parallel DSP architectures
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Category 1 pipeline conflict solution requirements

3 Solving Pipeline conflicts

In the previous chapter, it was discussed how pipeline conflicts generated in the
developed architecture model can be solved. In this chapter these solutions will be
examined closer, in order to see if and how these can be 'implemented' in the archi
tecture model, so that the number of stalls is minimized.

This is done by defining all the 'information' that is needed in order to solve pipe
line conflicts, and seeing if, how and when all this information can be generated.

A note has to be made that since a category 3 pipeline conflict is actually no conflict
at all, it will not be discussed in this chapter.

3.1 Category 1
pipeline
conflict
solution
requirements

3.2 Instruction
scheduling
overview

In the previous chapter it was discussed that category 1 pipeline conflicts can be
solved by switching HOPs to the input of an execution unit in the execute stage of
the issued instruction. Hereafter these HOPs will be referred to as HOP (Ex) to indi
cate that their contents are used in the Ex stage of an instruction.

However, in order to be able to do this for every possible instruction, the following
things need to be known:

• An instruction or set of instructions, so it is known what operands are needed.

• Information about which operands are in the HOPs (Ex).

• The bypass configuration for all execution units. So that it is known to where
and how the HOPs (Ex) can be switched.

• Which instruction is assigned to which execution unit, in order to see to which
execution units the found HOPs (Ex) (if any) have to be switched.

• The order of inputs on the execution unit. Since all execution units have PCx
'interchangeable' inputs, an operation can be assigned to an execution unit in
PCx! ways. In order to successfully switch bypasses, obviously, it needs to be
known which operand is assigned to which output.

From these requirements all information about how to switch the HOPs can be
ascertained.

The first item on this list is trivial, and needs no further discussing. However, the
information of which instruction is assigned to which execution unit is not trivial to
obtain, and therefore needs further discussion.

In chapter 2.6 it was discussed how instruction scheduling is needed in order to
minimize stalls. This scheduling procedure generates the information about which
instruction is assigned to which execution unit. Therefore, if it is known how
instructions are scheduled, it is known what instructions are assigned to which exe
cution units.

Instruction scheduling in parallel DSP architectures
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Instruction scheduling in detail

Suppose that after the division of the scheduling problem in classes only mcx issued
instructions from class Cx 'remain', with

mcx$ ncx

The next step of the elimination process is to eliminate all execution units, having
the same class as the issued instruction, on which the instruction cannot be exe
cuted. This is done by checking for each execution units if the desired operands can
be switched to the execution unit in question. This check is done as follows:

• First all HOPs (Ex) are examined for operands. Note that per operand a maxi
mum of one HOP (Ex) will be found. This is because of the fact that a result is
only calculated once in a single clockcycle. For instance the (parallel) instruc
tions

RI := opl RO, Rl := op2 R2

would generate two different results and then try to put both at the same time in
one single register. This is of course impossible.

• If an operand is actually found in the HOP, it is checked whether it can be
switched to the execution unit in question or not. If an operand is not found in
the HOPs (Ex), it can automatically be switched to the execution unit in question
using a HIP (for details read chapter 2.4)

• It is checked if all operands can be switched to the execution unit in question
simultaneously. Obviously, if this is the case the instruction under examination
can be assigned to the execution unit in question.

When this 'inquiry' is done for all instructions and execution units, now the last
elimination step can be taken: choosing the right execution unit for the issued
instruction. This is a bit tricky, since this last step needs to be taken for all instruc
tions in class Cx simultaneously! This cannot be done any other way, since for all
instructions in class Cx it needs to be known which execution units they can be
assigned to in order to 'pick' the correct one for each instruction.

Keeping track of the information of which instruction can be scheduled on which
execution unit can be done by putting the results of the second elimination step in
an ncx x ncx matrix S.

The elements of this matrix are defined as:
Si,jE {O, I}

where i is the number of execution unit, and j is the instruction number, so
0< i < ncx

and
O<j<n cx

Sj,j is zero when instructionj cannot be executed on execution unit i, and one when it
can.

Note that this matrix is defined to represent the maximum number of instructions
from class Cx that can be executed. This means that if less instructions are issued
the remaining instructions are considered nops. Consequently all 'nop columns' in
S are made zero, denoting that a nop instruction cannot be executed on any execu-
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Instruction scheduling in detail

Having defined these variables the problem can be solved using a procedure as
shown in flow-diagram representation in figure 7.

Start

count =I

no

yes

i = I

no

.< ?l_ncx'

yes

j =1

no
~:::;:, ~ count = count + I

Figure 7.

dj,j = 1

a E {I, 2, , ncx}

bE {I, 2, , nCx}

si,a =0

Sb,j =0

End

Scheduling procedure flow diagram

This procedure is based on 'row priorities'. This means that the rows having the
lowest number of ones, have 'priority' over rows containing a higher number of
ones. In effect, the execution units that want to be used by the least number of
instructions get scheduled first.

Instruction scheduling in parallel DSP architectures
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Instruction scheduling in detail

S 11 12 13 14 nRO D 11 12 .,i~i '14';, iM~o':
EUl 0 0 0 0 0 0 0 1 0 1

EU2 1 1 0 0 2 0 0 0 0 0

EU3 0 0 0 1 1 0 0 0 0 0

EU4 1 1 0 1 3 0 0 0 0 0

nco 2 2 0 2
......... ', ..... l' '~; ..

.·".,i"" ,.....

Next, again all rows are checked for nRO = 1. As can be seen, row three now has nRO

=1, so this row is copied to D, and made zero in S. Also, column 4, in which the
one was detected is made zero:

S 11 12 13 14 nRO D 11 12 13 14 nRO

EUl 0 0 0 0 0 0 0 1 0 1

EU2 1 1 0 0 2 0 0 0 0 0

EU3 0 0 0 0 0 0 0 0 1 1

EU4 1 1 0 0 2 0 0 0 0 0

nCO 2 2 0 0 0 0 1 1

As a result of this, no more rows with nRO = 1 are present in S, so now rows with
nRO = 2 are checked.

Two rows are left having nRO = 2. Of these rows, the first I of the first row is 'cho
sen', which means that the source and destination matrices look like:

S 11 12 13 14 nRO D 11 12 13 14 nRO

EUl 0 0 0 0 0 0 0 1 0 1

EU2 0 0 0 0 0 1 0 0 0 1

EU3 0 0 0 0 0 0 0 0 1 1

EU4 0 1 0 0 1 0 0 0 0 0

nco 0 1 0 0 1 0 1 1

And again, the assignment! rewriting procedure is restarted and the rows of checked
for nRO = 1. As can be seen, only one row with nRO > 0 remains, which coinciden
tally has nRO = 1. This row is copied to D and the row and column in S in which the
1 was detected is made zero, leaving

....,.
14S 11 12 13 14 nRO D 11 12 13 nRO

EUl 0 0 0 0 0 0 0 1 0 1

EU2 0 0 0 0 0 1 0 0 0 1

EU3 0 0 0 0 0 0 0 0 1 1

EU4 0 0 0 0 0 0 1 0 0 1

nco 0 0 0 0 1 1 1 1

Instruction scheduling in parallel DSP architectures
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category 2 pipeline conflict solution requirements

From the matrices D, C and Bo all necessary information can be obtained. This is
done by 'converting' these matrices into the vectors d, C and bo' all having a length
of nex' using the formulae

d. = ~ j. d ..
1 £.J I,j

j = I

Ci =
ncx

~ cij··d..£.J, l,j

j = I

3.5 category 2
pipeline
con'fIict
solution
requirements

b . = ~ b .. ' d ..
n. j £.J n, I, j I, j

j = I

where di , ci, bo, i are elements from respectively vectors d, C and bo' and again, i
stands for the number of the execution unit, and j is the instruction number.

What is actually done, is: For each row in S, the column number in which a one is
'set' is calculated, For C and Bo' for each row, the element corresponding to the ele
ments in S which is a 1 is 'picked',

After conversion with the shown formulae, d represents the instruction number for
every execution unit, C represents the input configuration for each, and bo represents
the used bypass for input n on each execution unit.

Now all information is present and the HOPs can be switched.

As discussed in chapter 2.4, category 2 pipeline conflicts can be solved by loading
the contents of HOPs in the Operand Fetch stage of the issued instruction. From
now on these HOPs will be referred to as HOP (OpF), so that it is immediately clear
in which pipeline stage their contents are 'looked at' .

What needs to be 'known' in order to load operands from the HOPs (OpF) into the
HIPs is:

• A number of issued instructions, so the scheduler knows what operands are
used.

• Which operands are in the HOPs (OpF)

• Which instruction is assigned to which execution unit.

• The input configuration of the execution units, so that the scheduler knows
which operand to switch to which execution unit input.

• The bypass configuration of the execution units, so that the scheduler knows
which operands are switched to which inputs using bypasses.

The first three requirements are very straightforward. The last two requirements are
somewhat more difficult to grasp.

Suppose an execution unit has two inputs: input a and input b. An instruction is
assigned to this execution unit, of which one of the operands, namely operand b, is
in one of the HOPs (Ex). This HOP(Ex) can only be switched to input a of the exe
cution unit. The other operand needs to be loaded from the register file. Now if the
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3.8 The scheduler

3.9 Scheduler
timing

The scheduler

Cycle OpF Ex
"i· ......

W~·········

" ....
1 HIP (RO) := RO -- --
2 Stall ! HOP (Rl) := opl HIP (RO) --
3 HIP (Rl) := HOP (Rl) -- RI := HOP (Rl)

4 HOP (R2) := op2 HIP (RI) --

5 R2 := HOP (R2)

The hardware that performs the 'tasks' described in chapter 3 so far, is called the
scheduler. Summarizing, this scheduler has the following tasks:

• Scheduling the issued instructions onto the execution units.

• Detecting! generating stalls, if not all instructions can be scheduled.

• Loading! switching the operands to the assigned inputs.

• Controlling the execution units.

• Writing back the results.

The name scheduler is therefore a bit misleading, since the scheduler performs more
tasks than simply instruction scheduling. However, all other tasks are very depend
ent on how instructions are scheduled, and therefore it is very logical to have the
scheduler also perform these tasks.

In the previous paragraphs it was shown that before the operands can actually be
loaded into the HIPs, instruction scheduling has to be complete. Also, the scheduler
will have to know what instructions are issued. Therefore the correct place in the
pipeline is after the instruction decoding and before the Operand Fetch stage. This
means that there are some problems in keeping track of things.

As discussed, In order to schedule the instructions correctly, the scheduler has to
keep track of the following:

• What is in the HOPs (Ex).

• What is in the HOPs (OpF).

• What HOPs can be switched to what execution units using bypasses.

The latter is of course very easy, since the bypasses are built into the DSP. This
means that they are static and cannot change during the operation of the DSP.

Keeping track of what is in the HOPs, however is more difficult, because of the fact
that if the HOP contents are kept track of in the correct clockcycles, the scheduler
wouldn't know how to schedule instructions until the OpF stage was completed!
This means that the scheduler has to keep two 'files' on the HOPs (one for the OpF
and one for the Ex stage), which tells which registers they will contain in one (WB)
or two (Ex) clockcycles. In practice, the scheduler has to look ahead!

However, actually looking ahead is not that difficult, because as soon as issued
instructions are scheduled at the end of the Scheduling stage, it is known which exe-
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Scheduler efficiency

4 Scheduling restrictions and simplifications

In this chapter it will be discussed how certain 'restrictions' lead to simplification of
the scheduler and how this effects performance of the scheduler.

4.1 Scheduler
efficiency

In order to discuss scheduler 'performance', first a definition has to be given for
scheduler performance. The performance of the scheduler can be measured by the
number of stalls it generates. The less stalls there are the 'better' the scheduler func
tions.

In order to quantize this phenomenon, first the class scheduling efficiency is defined.
This class scheduling efficiency is defined as follows:

The class scheduling efficiency of class Cx (ecx) is defined as follows:

From a random instruction sequence, the total number of instructions that can be
executed without a stall having to be generated is divided by the total number of
issued instructions. In this random sequence, all instructions:

• have the same class.

• reuse the results from the previous instruction (except of course the first instruc
tion, for which there is no previous instruction).

In this definition, 'instruction' also includes multiple parallel instructions at the
same time, as long as at least one of these reuses a result from the previous instruc
tion.

The definition of scheduler efficiency is divided into classes, for the obvious reason
that the scheduler is also divided into classes, and therefore instruction sequences
having different classes might lead to different numbers of generated stalls.

In formula-form:

( nlns)1ec = -
x nltat Cx

Where nlns denotes the number of instructions having class Cx that can be executed
without a stall, and n/tot is the total number of issued instructions having class Cx.

In general nlns depends on hcx' because the more HOPs are accessible, the less
stalls will have to be generated.

Second, the total scheduling efficiency is defined by
N N

~ nlnsl L (nltatl . eCn)
£.., Cn Cn

n = I n = Ietot = N = ::...::....:......;N.,....-----

L nltatlcn L nltatlcn
n=1 n=1
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4.3 Partial equality
of bypasses

Partial equality of bypasses

The effect of choosing all bypasses the same for all execution units having the same
class, is that the matrix S can be 'shrunk' to a 1 by ncx matrix, since if an instruction
cannot be assigned to one execution unit, it can not be assigned to another execution
unit in that class. In other words S now denotes whether an execution unit can be
executed or not. If no stall is generated, parallel issued instructions can be simply
assigned in the order the where issued.

As well as S, C and Bn also shrink down to a 1 by ncx matrix, because all execution
units have the same input and bypass configuration. Therefore, if an instruction can
be assigned to an execution unit in a given configuration, this configuration will also
'work' on all other execution units having the same class.

This leads to a reduction in hardware cost and an increase of hardware speed, since
less hardware is needed to keep track of 'results' (see the previous chapter), and
fewer 'results' can be processed in a smaller amount of time.

However, there is also a downside to this: if all bypasses are chosen the same, only a
maximum of

hex = Pex' bex

in stead of a theoretical maximum of

hex = nex·Pex·bex

HOPs (Ex) can used be to solve category 1 pipeline conflicts, since all execution
units are connected to the same HOPs (Ex). This leads to a decrease in scheduling
efficiency.

Suppose that g subgroups of all execution units in a class were made, where all exe
cution units in such a subgroup have the same bypass configuration. This means that
if an instruction can be assigned to an execution unit in a certain subgroup, it can be
assigned to any other execution unit in the same subgroup, but only in the same sub
group! For another subgroup assignment possibilities would have to be checked
again, as discussed in the previous chapter.

Now matrices S, C and Bn would shrink to g by ncx matrices. Instructions can be
scheduled to subgroups by rewriting the matrix S, using the procedure described in
paragraph 3.4.

Again this would lead to a reduction of hardware size and an increase of hardware
speed as opposed to choosing all bypass configurations differently for execution
units in a class. However, it has to be noted, that rewriting S only 'assigns' instruc
tions to subgroups. Some additional hardware has to be incorporated to divide
instructions in a specific subgroup over the execution units in that subgroup.

Having g subgroups means that a maximum of

hex = g·Pex·bex

HOPs can be used to solve pipeline conflicts.
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IDaSS

5 A simulator for the architecture model

Now the theory for using hardware bypasses to solve pipeline conflicts has been
developed, it needs to be verified if this theory can actually be implemented. In
order to do this a simulator has been developed using IDaSS.

5.1 IDaSS

5.2 Simulated
architecture
definition

IDaSS is a graphical oriented hardware synthesis tool based on Smalltalk, and is
constructed in such a way that if a digital system can be designed in IDaSS, it can
also be synthesized into actual real-life circuitry. If necessary, it will even generate
the VHDL to synthesize from! Therefore, if a scheduler can be implemented using
IDaSS, it can automatically be implemented in real life as well. An other advantage
of using IDaSS is that it has a built in 'clock environment', which saves valuable
time when designing hardware.

IDaSS is used as follows: The user can define a number of blocks, chosen from a
certain list, that can then be 'linked' using buses, so it actually resembles the actual
process of designing hardware very well. The list of blocks that can be chosen from
looks as follows.

• Registers. These blocks are similar to registers in real life, and perform the same
operations (load/ store)

• Memories. These blocks also have the same function as their real life counter
parts.

• Operators. These blocks can be programmed by the user to perform any (mathe
matical or logic) operation on any number of inputs and outputs in a single
clockcycle.

• Algorithm blocks. These blocks are used to define an operation using a more
high level description language. While these blocks do not have any inputs or
outputs of their own, they can be programmed to perform any operation, or
sequence of operations (including loops, subroutines, etc.) on any number of
already defined registers in the system. In fact these blocks can also control
other blocks, telling which operation to perform.

An important (and logical) feature of algorithm blocks is, that when they are
used to control blocks or write values into registers, the given command or the
written value will not be valid until the next clock occurs.

Another difference with operator blocks is that an operation defined in an algo
rithm block can be 'spread' over multiple clockcycles.

The architecture which is simulated is defined as follows:

The architecture model is the same as the one developed in chapter 2. Added to it is
a scheduler as described in chapter 3. The total number of execution units is divided
into four classes as is shown in the table below:
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5.3 Architecture
simulator
configuration

Figure 8.

Architecture simulator configuration

• Two extra classes (C2 and C3) have been implemented in order to be able to
experiment with different scheduling restrictions at once (notably, the restric
tions described in chapter 4.4 and chapter 4.5), since restrictions should be the
same for all execution units in a class.

• The bypasses in classes CO, C2 and C3 are chosen freely configurable (with a
maximum of three bypasses) because it facilitates experimenting with schedul
ing restrictions (hex can be varied, and therefore the scheduler class efficiency).
But most important, it also facilitates experimenting with optimizing the
bypasses for a given piece of software.

In order to experiment with scheduling, not the whole architecture needs to be sim
ulated. The only thing that needs to be made visible is the datapath of the execution
unit operands. Therefore the simulator only contains the following elements:

• The HIPinfo registers. These registers store the source of the value in the actual
(not simulated) HIP, which is written there directly by the scheduler. In this
model this can only be a HOP or a register from the register file. Although the
HIPinfo registers are not actually necessary for scheduler operation, they are
used to make the datapath visible to the person that operates the simulator.

• The HOPinfo registers. These HOPinfo registers actually consist of two regis
ters, as shown in figure 8.

r .,

I
I
I
I
~

>~ .J

Simulator HOP

As discussed the scheduler needs to keep track of what is in the HOPs (Ex) and
what is in the HOPs (OpF). Therefore as soon as the scheduler has assigned all
instructions to their execution units, it writes the HOPinfol register with the des
tination of the information in that HOP(Ex). In this model, this can only be the
register file. As discussed this information will go valid after the next clockcy
cleo When the clockcycle after this one occurs the information in HOPinfol will
be transferred to HOPinfo2.

• The scheduler. The scheduler is defined as an algorithm block, so it has direct
access to all registers and memories. It is divided in a number of subroutines that
have the following functions, and are executed every clockcycle.:

• Read the instruction memory.

• Read the HOPinfo registers (both HOPinfol and HOPinfo2!).

• Schedule Class CO execution units.

• Schedule Class Cl execution units.

• Schedule Class C2 execution unit.

• Schedule Class C3 execution unit.
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5.5 Simulator
results

Simulator results

than reacts different each time, because each time the bypass configuration is differ
ent. In this way all scheduling blocks can be separately debugged so they operate
smoothly in all possible situations.

Example:

For class CO, three instructions are generated (so actually four and a nop are gener
ated).

1. An instruction having two operands in the HOPs.

2. An instruction having two operands of which one is in the HOPs, and the other
one is in the register file.

3. An instruction having one operand which is in a HOP.

First the bypasses are configured in a way that no stall is generated, and the instruc
tion is executed. Next the simulator is reset and the bypasses are configured so that
the DSP will stall because one operand cannot be switched to an execution unit. The
instruction is executed again. This reconfiguring of bypasses and executing the
instruction goes on until every possible situation has been examined.

When this testing procedure has been done for every scheduling block separately,
all subroutines are put together, and an instruction sequence is executed in which
the instructions use the results of previous instructions. Also, all instructions control
all execution units simultaneously. Therefore this instruction sequence can be used
to debug the complete scheduler.

When all debugging is complete, the instruction sequence will run, generating a
stall after every instruction in the worst case, which is the case if absolutely no
bypasses are incorporated into the DSP. Since the original parallel architecture
model was pipelined to three stages a speed increase of one and a half will be the
worst case result, if the pipeline is balanced.

Of course this figure assumes that dividing a datapath into three parts, increases
speed also by a factor three. In practice this will not entirely be the case, because
also extra hardware (pipeline registers, bypasses and multiplexers!) is added in
order to make the division. This extra hardware naturally also takes some through
put time, and therefore the speed increase will not be an entire factor three. There
fore, also the worst case speed increase will not be an entire factor 1.5, but
somewhat lower.

The worst case speed in case bypasses are incorporated cannot be accurately deter
mined, since, as discussed, the number of stalls depends on the chosen bypass con
figuration, and the executed software.

By far the most important result, however, is that a scheduler can actually be imple
mented in IDaSS, which means that it is also possible to build a scheduler on sili
con.
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Conclusions

6 Conclusions and recommendations

6.1 Conclusions

6.2 Recommendations
on scheduler
efficiency

If both design techniques of multiple instruction processing and pipelining are used.
it is possible to generate an architecture in which no stalls occur. This is the case if
all execution units have as many bypasses as there are HOPs, and the multiplex lay
ers are combined, so that in addition to the register file, all HOPs can be accessed.

If the pipeline of the architecture was ideally balanced, this would mean a speed
increase of about a factor three in respect to a non-pipelined architecture. The actual
figure would be somewhat lower, because of the extra hardware incorporated into
the architecture in order to control the dataflow through the pipeline (pipeline regis
ters, bypasses and multiplexers).

On the other hand if absolutely no bypasses were incorporated into the architecture,
the worst case speed increase would be with a factor of about 1.5, if the same condi
tions as mentioned above apply. In this case, there will always be an increase of
speed.

If a limited number of bypasses per execution unit are used, the technique of sched
uling can be used in order to minimize the number of generated stalls. However, no
exact figures for speed increase can be given, since the actual number of generated
stalls very much depends on which bypasses are chosen and which software has to
be executed.

What can be said about the number of generated stalls, is that scheduler efficiency
depends on hardware complexity. Scheduling hardware can be made simpler, by
choosing very specific bypass configurations. However, these bypass configurations
also lead to a decrease of scheduling efficiency.

In turn, hardware size and speed depend on scheduler complexity. The more com
plex the scheduler, the more hardware is needed, and the slower this hardware will
operate. It might even be possible that the scheduler becomes a speed bottleneck!
Therefore, in most cases a compromise will have to be made between scheduling
efficiency and scheduling speed.

Research could be done on how to improve the efficiency of the limited amount of
bypasses using more advanced 'scheduling' techniques. A technique that comes to
mind is as follows:

As discussed in chapter 3.3, a result is calculated only once in a single clockcycle.
However, if the same instruction was executed on multiple execution units at the
same time, the same result would be in multiple HOPs (Ex). This would increase
the accessibility of the results and therefore minimize the number of generated
stalls.

This also means that the scheduler hardware gets more complex, because it has to
take into account that a result might be in more than one HOP (Ex). Another con
straint is, that duplicating an instruction can only be done if an execution unit is not
used by any other instruction.
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