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Wavelet 

JPEG 

Bottleneck 

Abstract 

This research investigates if and how 
datacompression-techniques can be used to improve the 
feasibility of implementing the image-processing of a digital 
copier on a standard high-end PC. 

The image-processing as performed in digital (color) copiers 
is traditionally thought of as very complex and computational 
intensive. However, scanned images have a lot of 
redundancy, such as white areas, where the 
image-processing effort can be reduced significantly. 

This is where datacompression and image-processing meet. 
Datacompression uses a set of techniques to reduce the 
number of bits required for the storage of certain information 
by using the "redundancy" in the original data. These 
techniques are made to find redundancies and the idea is to 
use them to reduce the computational complexity of the 
image-processing. 

Traditional loss less compression-algorithms such as 
run-length encoding, LZ77 and LZW perform, in general, 
poorly on scanned, noise images and are of little use for the 
improvement of image-processing speed. The more modern 
Wavelet-analysis and JPEG/DCT compression are better 
capable of dealing with these circumstances and are 
therefore investigated further. 

Wavelet compression uses the notion that information is 
present at multiple levels, resolutions. This paper shows that 
this notion can be used to improve the speed of the more 
complex image-processing operations by more than a factor 
two. 
JPEG/DCT compression uses a Discrete Cosine Transform 
and subsequent quantisation of selected 
frequency-components to achieve compression. While the 
steps of compressing and decompressing from/to JPEG are 
rather expensive, investigated is how the DCT-data can be 
used for image-processing in a system that already uses 
JPEG for storage. The results show that only a (small) subset 
of the image-processing operations can be performed in the 
DCT-domain. 

In the light of digital copiers on PCs, the possible bottlenecks 
for image-processing on PC-architectures are investigated, 
along with some future trends in this area. The results of this 
investigation are that the most inhibiting factor is the 
microprocessor-core. Both the efficiency as the raw speed of 
the processor-core are improved in microprocessors such as 
Intels Merced. 
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1 

1.1 

1.2 

Introduction 

This report describes my research about the application of 
datacom pression-techniques for the image processing of a 
digital copier on a PC. 

First, an introduction to the context and the assignment is 
given, followed by an introduction to image-processing. 

In chapter 3, an evaluation of the different image-compression 
methods is made and based on the results of this evaluation, 
wavelet-compression and JPEG-compression are further 
investigated. 

In the last chapter, the performance-bottleneck for 
image processing on a PC is investigated and, based on 
trends and announced products and technologies, a 
prediction of processing-times for the future is made. 

Introduction to image processing for digital copiers 

A digital copier consists essentially of a high-speed scanner, a 
computing-core for image-processing and a fast print-engine 
(see figure 1). Although desktop scanners and printers might 
seem to have ideal characteristics from the users point of 
view, real world (bare bones) scanners and printers are far 
from ideal and a lot of image-processing is performed to 
enhance the image quality, transparent from the user. 

[Jeanner Image o ¢ ¢ Processing ¢ 
Print 

Engine 

Figure 1: Basic copying process 

For a digital copier, image-processing is absolutely essential 
in order to obtain an acceptable copy-quality. Not only should 
the non-ideal characteristics of both the scanner and the 
print-engine be compensated, but also should the system as 
a total be calibrated to achieve the perception of a "perfect 
copy". In this report, some notion of color and color-spaces is 
assumed, an introduction to this subject can be found in 
appendix E. 

Assignment and targets 

Image-processing is very computational intensive. Currently, 
very expensive custom-hardware is used to achieve a 
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copy-speed of over 20 pages per minute. However, scanned 
images contain a lot of redundancy 1 where the 
image-processing effort can be reduced significantly. 

This is where datacompression and image-processing meet. 
Datacompression uses a set of techniques to reduce the 
number of bits required for the storage of certain information 
by using the "redundancy" in the original data. These 
techniques are designed to find reduncancies and the idea is 
to use them to reduce the computational complexity of the 
image-processing. 

The target of this research is to investigate if and how 
datacompression-techniques can be used to reduce the 
computational-complexity (based on a standard PC 
implementation) of this image-processing. 

The ideal situation is that the image-processing of a 
color-copier can be performed on standard PC hardware 
without additional specialized hardware, although this is 
probably not currently possible. A standard PC is used for 
several reasons, such as scalability, cost and 
platform/vendor-independence. Platform-independence also 
demands that the image-processing software should be 
written in portable, ANSI C. 

1 For example, white areas require little to no processing 
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2 

2.1 

Overview of the used image-processing 
and algorithms 

Image-processing for a digital copier usually contains several 
steps. This chapter describes a processing-path (and the 
steps in this path) typical for Oce copiers. 

There are many variations in processing-paths, mostly 
caused by restrictions on the computational resources and 
architecture. Likewise, many variations exist for the individual 
algorithms. In order to be able to compare different 
implementations, I composed a reference processing-path 
that is typical for Oce, for both the sequence of algorithms as 
for the specific choices for the algorithms. This path is shown 
in figure 2. The algorithms in this path will be described in the 
next paragraphs. 

Figure 2: Schematic overview of the datapath 

The format of the bitmap as received from the scanner (or as 
read from the harddisc) is composed of a linear sequence of 
24 bit pixels, stored in reading order. Each pixel has 3 8-bit 
groups, indicating the Red, Green and Blue values ranging 
from 0 to 255. 

Smooth and Sharpen 

The scanning of images with a regular pattern such as 
newspapers, color-prints and photos, can result in Moire-like 
artifacts due to the interference of the scanner sampling with 
the original. A smoothing operation is performed on the 
separate Red, Green and Blue planes of the image to reduce 
these artifacts. The smoothing also reduces noise introduced 
by the scanner. 

The smoothing-operation is a low-pass filter, it is calculated by 
replacing every pixel by a weighted mean of the pixels in the 
surrounding. All calculations are performed on the original 
pixels, a separate destination-bitmap is used to store the 
results. I selected a smooth-filter with a 3x3 area, using the 
weights of table 1. Larger areas (such as 5x5 and 7x7) can be 
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2.2 

used, but for the available test-images (scanned at 200 and 
400 DPI) a 3x3 area is sufficient. 

Table 1: Weights for 3x3 Smooth 
1/16 2/16 1/16 
2/16 4/16 2/16 
1/16 2/16 1/16 

This kind of operation, where every pixel is replaced by a 
linear combination of pixels in the neighborhood is called a 
kernel-operation. 

During the smoothing-operation, sharp edges are blurred. 
This is unwanted for text and other line-like objects. This 
effect is compensated by enhancing the edges in the image 
using a sharpen filter. 

The sharpen filter is again implemented as a kernel-operation, 
the coefficients for the kernel are shown in table 2. 

Table 2: Kernel coefficients for sharpening 
-1/4 -1/4 

8/4 
-1/4 -1/4 
~ ....... 

The result of the successive smooth and sharpen operation is 
that scanner-interference is suppressed, but edges are still 
sharp. 

Histogram stretch 

A scanner is an optical device, and depends thus heavily on 
the amount of light reflected by the original. The result of this 
is that the output range of the scanner depends on the type of 
paper and ink of the original (for example, glossy paper 
reflects much more light than a newspaper), while the human 
vision system perceives most2 color relative to a background. 
This dependency on the material is unwanted and should be 
corrected. 

The histogram-stretch step is targeted at this correction. It 
first measures the brightest area in the scan ("white") and the 
darkest area ("black') by building a histogram of the 

2The so-called "Memory-colors" are perceived independent of the back
ground. The details about the interpretation of colors by the human mind is 
beyond the scope of this text. 
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2.3 

brightness. It then extends the range of the colors so that the 
full available range is used and thus compensating the paper 
and the ink. A positive side-effect of this approach is that an 
original with semi-white background has an absolutely white 
background after this step. 

For most types of paper, the print on the other side of the 
original shines through the paper when it is illuminated. If the 
stretch is performed in a way that a slight "overstretch" is 
performed, this background-image is removed too. 

RGB to elE-Lab conversion 

The unsharp-masking and edge-color removal work on the 
luminance and the "color" independently. To facilitate these 
algorithms and to achieve device-independence, the 
RGB-data is converted to the GIE-Lab domain. 

The RGB to GIE-Lab conversion is a two-step process. In the 
first step, the device-dependent RGB-information is converted 
to the XYZ-domain. The device-independent XYZ-information 
is then converted to the linear GIE-Lab domain. 

A pixel is converted from the RGB-domain to the XYZ-domain 
by performing the matrix multiplication: 

( X), (105 91 46) (R) Y == 54 182 19 . G 
Z 5 30 242 B 

The coefficients in the matrix are obtained by calibration in the 
factory, the shown values are for one specific scanner. 

Then, the pixel is converted from the XYZ-domain to the 
Lab-domain using the formula3: 

1 

L { 3.15 116Yn3 if Yn > 0.008856 
6.15 903Yn otherwise 

A 900 (Xn ~ - Yn ~) + 128 

B 380 (Yn~ - Zn~) + 128 

(1 ) 

(2) 

(3) 

By using these coefficients, all colors in the RGB-domain are 
mapped to L,A and B values between zero and 255. 

To calculate the power of one third, a lookup-table is used. 

3Xn , Yn and Zn are normalized values of X,Y,Z. The normalization
coefficients are specific for the RG8XYZ-matrix and are obtained during 
calibration. 
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2.4 

2.5 

2.6 

Unsharp masking 

The unsharp-masking is used for crispening the edges of the 
image. The result is that colors in photos look more natural. 

The operation is performed on the luminance-plane only. The 
effect is achieved by blending the image with a heavily 
smoothed version, resulting in a enhancement for the lower 
frequencies. 

Direct calculation of the smoothed version is computational 
intensive since a very large kernel (more than 100 pixels) has 
to be used in order to achieve the heavy smoothing. 
Comparable results[6] are obtained by performing a 3x3 
smooth-kernel on a 8x downscaled image, and using bilinear 
interpolation to obtain a normal-sized image. 

The result is "blended" using the formula 

Lorg ' (256 + factor) - factor· Lbilinear 
L= 256 

Where the factor is selectable by the user. 

Edgecolor removal 

During the scanning-process, the Red, Green and Blue 
information is obtained sequentially, resulting in a slight 
misalignment between these three planes due to vibrations 
and other effects seen in high-speed scanners. This 
misalignment results in color-information on edges in the 
image (see figure 3), these colors are disastrous for the 
perceived copy quality. The black-to-white edges are the most 
important ones, colors around text are perceived as a "glow". 

The Edge-color-removal algorithm first performs an 
edge-detection on the luminance-plane. For pixels where an 
edge is present, the A and B values are replaced by the 
average of the A and B values of 3 pixels at either side of the 
edge (the average of the pixels 1,3,4,6,7 and 9 in figure 3), 
thus averaging the error out. If the resulting color is almost 
gray (Le. A and B are near 128), the color is forced to be gray 
(A and B to 0) to reduce all colors from the edges of text. 

Separation to CMYK 

In the separation phase, all pixels are transformed from the 
CIE-lab-domain to the CMYK-domain. This transformation is 
performed because most color print-engines use ink of the 
colors Cyan, Magenta, Yellow and blacK. 
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White Red Black 

Figure 3: Example of color on the edges 

This transformation is also used to compensate for the 
non-ideal behavior of the print-engine, such as the specific 
properties of the toner, which has the tendency to "melt 
together", thus forming a darker tint than expected. In addition 
to these effects, the copier-system should be calibrated for 
optimal results. 

These compensations are very complex and optimal results 
are only obtainable after production, therefore a lookup-table 
is used to convert the CIE-Lab information to 
CMYK-information. This lookup-table should be filled during 
the factory calibration-process. 

For a realistic implementation, only a reduced lookup-table 
can be used, since the size of a non-reduced table would be 
224 . 4bytes = 64 megabyte. Experiments previously 
performed at Dce have shown that linear interpolation of a 
32x32x32 table4 still produces acceptable results. 

Halftonlng 

All print-engines are digital, binary apparatus, for any given 
location they can either fixate the toner or remove the toner 
for one color-plane. Since color-planes can overlap, the actual 
color-range is limited to 8 colors. Advanced techniques such 
as dithering or error-diffusion, which is similar to 
delta-modulation, are required to achieve the perception of 
more and natural colors. The process of transforming 32 bits 

4For interpolation-purposes, the table is actually 33x33x33 
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color~information to 4 bits CMYK information is called 
halftoning. The common halftoning~algorithms operate on the 
four color~planes separately. 

Halftoning is one of the most computational intensive 
algorithms. In a plain software-implementation of the 
processing-path, halftoning takes over 30% of the total 
required time. 

Thresholding 

The simplest technique for halftoning is thresholding, where 
every colorplane of every pixel is compared to a fixed value 
(usually 50% of the full range) and the pixel is turned on if the 
value is above this threshold. 

Thresholding results in a very poor copy-quality (details are 
lost, color-gradients are removed) and is therefore almost 
never used. 

2.7.2 Dithering 

Dithering is based on thresholding, but instead of a fixed 
threshold for every pixel, the threshold is modulated by a 
position-dependent function. When, for example, a 
2-dimensional cosine-function is used, the result of the 
dithering are groups of pixels (dots), where the size of a dot 
depends on the local luminance in that particular color-plane. 
This technique is used in newspapers for photos. 

For photos, the results are acceptable, but for text and 
line-art, the results are not acceptable since the clustered-dot 
output is disastrous for straight edges (see figure 4). 

2.7.3 Error-diffusion 

Error-diffusion is based on the principle that the average error 
for every part of the image should be as close to zero as 
possible. 

The principle is that when a pixel is quantized to one or zero 
(using a fixed threshold), the error is calculated and diffused 
(Le. added) to some of its neighbors, thus influencing the 
quantization of these pixels. This can be regarded as a 
2D-version of delta-modulation. 

Due to the semi-noise characteristic of the algorithm, larger 
areas of (approximately) the same color give a non-smooth 
impression, but edges will give a sharp impression. For areas 
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Figure 4: Example of dithered text 

with a very low or very high intensity, regular artifacts occur 
(the so-called "worms"). A more detailed explanation of 
error-diffusion is given in appendix C. 

Halftoning at Oce 

I 

Oce has developed an algorithm that is a mixture of dithering 
and error-diffusion. For parts of the image where no edges 
are present, dithering is used but if edges are present, 
error-diffusion is used. Oce uses a technique that allows for a 
smooth transition between error-diffusion and dithering, 
where the ratio between the algorithms depends on the 
steepness of the edge. This is achieved by modulating the 
threshold for error-diffusion by a position-dependent and 
"steepness" -dependent value. 

2.8 Subpixels 

Scans are usually made at 300 or 400 DPI, while the 
Oce-print-engines are capable of printing at 600 or 800 DPI, 
with some limitations. Due to phYSical limitations, it is not 
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possible to print single, isolated pixels at 600 DPI. 
Error-diffusion creates a lot of isolated pixels (see figure 48 on 
page 81) and is therefore not a good idea at 600 DPI. 

The solution for this problem is a technique called 
sub pixel-positioning: 

• All pixels are halftoned to 5 levels at 300 DPI instead of 
2 levels at 600 DPI 

• These five-level (300 DPI) pixels are translated to a 2x2 
square of 600 DPI pixels where either no, one, two, 
three or four pixels are colored. 

• The pixels within this 2x2 square are placed towards the 
darkest side in the surrounding, thus increasing the 
probability of grouping pixels. A positive side-effect of 
positioning the pixels to the darkest side is that edges 
appear solid because the pixels are positioned towards 
the dark side of the edge. 

Figure 5: Example of the subpixels for a value of 3/4 

Figure 5 shows a pixel that has been quantized to 3/4. 
Depending on where the darkest side in the surrounding is, 
either of the four possible subpixel-situations can be chosen. 
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3 Overview of compression-algorithms 

In this chapter, an overview of existing compression-algorithm 
will be given. The algorithms will be evaluated for the 
following properties: 

• Computational complexity 

• Applicability for scanned images 

In this chapter, the more traditional (Iossless) 
compression-algorithms will be described and evaluated for 
their use in image-processing. Since the performance is the 
most important goal in this design, algorithms that are known 
to be of a high computational complexity will be ignored. 

3.1 Run Length Encoding 

3.1.1 General description 

Run Length Encoding (RLE) is based on the assumption that 
the source-data contains sequences (runs) of 
information-elements (in this case pixels) that are identical. 

Two encoding schemes are common: 

1. The entire source is assumed to consist of runs 
(possibly of length one) and each run is coded by its 
value and length. 

2. Run of length two or above are considered rare and a 
speCial escape-symbol is used to identify the start of a 
run, after which the run-value and length are stored. 

I A I A I c I B I D~I!?lil~W~cJil~] 

Figure 6: Example of Run Length Encoding 
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3.1.2 Potential use 

For image-processing algorithms that operate on single pixels 
only (such as the color-conversions), RLE can be used to 
achieve a speedup since entire runs are processed while 
having the computational complexity of the processing of only 
one pixel. 

Algorithms that work on a 3x3 area can be sped-up when long 
runs occur frequently such that the 3x3 area is the same of a 
run of pixels (Le. the output is itself a run). If such a groups of 
runs does not occur, extra overhead is required to gather the 
correct pixels and the output should be re-RLEd. 

3.1.3 Computational overhead 

3.2 

Converting to the RLE-domain can be performed in a 
separate pass or can be incorporated in a processing-step. 
From the computational point of view, the latter is preferred 
since this comes at almost no extra cost (a compare-operation 
to the previous pixel and counter-management). 

For the single-pixel operations, caching the last calculation 
has the same speed advantage as Run Length Encoding but 
does not require the overhead of counter-management. 

Lempel Ziv 

A lot of compression-algorithms are based on the LZ77 
algorithm proposed by J. Ziv and A. Lempel ([8]). 

Most LZ-class algorithms use a fixed-length history buffer 
(sliding window) containing the last N encountered 
information-elements. This buffer is used to reference 
symbols or groups of symbols from the past. Since not all 
possible source symbols can be present in the history buffer, 
means for transmission a "raw" symbol is required. 

Most LZ variants differ in the way the history-buffer is 
searched and how the "hits" are encoded. This encoding is 
required to decrease the size (in bits) of the compressed 
information but has no influence on image-processing other 
than extra computational overhead. For the purposes of this 
paper, the entropy-coding is therefore neglected. 

3.2.1 LZ77 

For the original LZ77 algorithm, both the encoder and the 
decoder have a history-buffer. The encoder looks ahead at 
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the yet unencoded symbols and tries to find the longest 
matching string of symbols in the history-buffer. It then 
encodes the position of the first symbol and the length of the 
string (see figure 7). 

A' 'wal'r'us' 'in 's'pain 'i's' 'i. 'walr'cis 'in 'vain 
TL.-_I_t_(6_,3) T_I_-,-(2--C.-l'1~1) ---II -~- T 

-r (20,3) _ 

Figure 7: Example of LZ77 compression on text 

When this matching works well, multiple symbols are 
transmitted in one codeword, providing good compression. 
This "grouping" of symbols can be advantageous in an 
image-processing system. For pixelwise translations, a 
"match" means that a group of pixels is already encountered 
before, and therefore the results of the translation of this group 
are also present in the history-buffer of the "decoding side". 

The search for the longest match is of a relatively high 
computational complexity. But, since the algorithm is still 
correct, even if not the absolute longest sequence is found, it 
can suffice to use a faster but sub-optimal search algorithm. 

3.2.2 Repetition time 

For the repetition-time algorithm ([7]). both the encoder and 
the decoder hold two tables: One for the history and one table 
with one entry for every source symbol. 

The history buffer is used as a rotating buffer, meaning that 
the source symbol at time T is stored at position TmodN, 
where N is the size of the buffer. In the codeword-buffer, the 
last occurrence (as position in the buffer mod N) of all source 
symbols is stored. 

The encoding consists of five steps for every source element: 

1. Look in the codeword-table at what position the current 
codeword is stored the last time in the history-buffer 

2. Look in the history at the position indicated by the 
previous step to see if the codeword is still there 

3. Transmit the position in the history-table if the codeword 
is present, encode the codeword itself otherwise 

4. Update the history-table with the current codeword 

5. Update the codeword-table with the current Time-index 
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Repetition-time is very fast, as for every codeword, only two 
memory-read actions and two memory-write actions are 
required. But unlike LZ77, the length of the symbol-matches is 
fixed from the start, so only fixed-length grouping takes place. 

For large code-alphabets, the codeword-table becomes very 
large, resulting in long memory-access times due to 
processor-cache misses. 

This can be circumvented by using a reduced table, where 
multiple codewords share a position in the table. 

3.2.3 L2W 

3.3 

LZW ([9]) is different from other LZ-class algorithms in that it 
doesn't use a fixed-size history buffer but builds a table of 
already encoded strings. 

For every new string of symbols, encoded is the position of 
the longest matching string in the table. Added to the table is 
the matching string, concatenated by the first non-matching 
symbol. 

Since the tablesize increases rapidly, it has to be pruned 
regularly. 

Advantages 

Long string-matches are achieved quickly for fairly regular 
sources (such as text). 

Disadvantages 

The table becomes very large, and pruning it often reduces 
the probability long matches and reduces speed. 

JPEG compression 

Unlike the previously mentioned algorithms, 
JPEG-compression ([2]) is lossy, a perfect reconstruction of 
the original is not possible. JPEG also differs in the 
applicability for "natural" images, since JPEG is designed for 
photographic, noisy images. 

JPEG is based on a DCT-transform which translates the 
image into the frequency-domain. The lossy nature manifests 
itself in that frequency-components that are very small will be 
set to zero, and most of the compression is achieved due to 
the fact that whole series of coefficients are zero. 
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Although the DCT-transformis rather complex (in the 
computational sense), it might be possible that 
performance-improvements are achieved since 
zero-coefficients can save computational operations. 

3.4 Wavelet compression 

3.5 

Wavelet-compression is usually used in a lossy compression 
system, although it is possible to apply wavelets in a lossless 
environment. The strength of wavelet-compression lies in the 
fact that it is based on the observation that the information in 
an image is available at different "resolutions" in the image 
and that higher resolutions only add "detail" to the image. 
Compression is achieved in two ways: 

• The multi-resolution representation is efficient for 
image-parts that have (almost) the same properties (Le. 
little detail is required). 

• Unnecessary (Le. not visible) details can be discarded 
and not to be stored. 

Evaluation 

Due to the noisy character of scans, the mentioned traditional 
algorithms (RLE,LZ-like) generally achieve a very low 
compression-rate, and more specifically, short runs and 
matches5 . Short runs/matches mean that a lot of decisions 
("branches" in microprocessor terms) and searches have to 
be made for every pixel and that these decisions will have a 
very irregular characteristic. For the more simple operations, 
the cost of an irregular decision on a mainstream 
microprocessor is of the same order of magnitude as the 
operation itself. 

For wavelet and JPEG-compression, the verdict is different: 
Wavelet-compression is noise-tolerant and is capable of 
conSidering hole groups of pixels in one decision, JPEG 
compression is also noise-tolerant and is designed to have 
long runs of zeros in the frequency-representation. 

For these reasons, the application of both 
wavelet-compression and JPEG-compression will be further 
investigated in the next chapters. 

saver 90% of the runs is no longer than 2 (non-white) pixels for a typical 
image 
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4 

4.1 

4.2 

Wavelet compression 

Wavelet-theory 

Although wavelet-theory has been around for quite some 
time, the discovery of the "Lifting-scheme" ([1]) by W. 
Sweldens has lead to a revolution in the practical application 
of wavelets in the last decade. 

A wavelet-transform is similar to a Fourier-transform in that it 
decomposes a signal using a set of basis-functions. Unlike 
Fourier-theory, however, the basis-functions of a 
wavelet-transform generally are non-zero in a limited 
time-span only6. As a Fourier-transform gives information 
about the (cosine) frequencies contained in the entire Signal, 
wavelet-transforms give some information about frequencies 
contained in localized areas in a signal. Heisenbergs 
uncertainty principle states that the total accuracy in 
frequency and location is limited. 

Before the discovery of the lifting scheme by W. Sweldens, 
(computational) complex Fourier-transforms were required to 
reconstruct a wavelet-transformed signal for most transforms. 
The main feature of the lifting-scheme is that all constructions 
are derived in the spatial domain. Staying in the spatial 
domain results in less complex computations and transforms 
are easier to understand, although the relation with the 
basis-functions is less obvious. 

Although general wavelet-theory is applicable to both 
time-continuous and time-discrete signals, only time-discrete 
signals are relevant to the subject at hand: digital images. 

The lifting scheme 

Wavelet-transforms are based on the observation that most 
real-world signals have some natural smoothness and that if 
the number of samples is reduced by a factor two, the global 
character of these signals can be preserved, although some 
details are lost. The lifting scheme describes a subset of all 
wavelet-transforms for which a direct mapping exists between 
the forward and inverse transforms. 

For example, for the signal in figure 8 it is obvious that the 
samples at odd locations (grayed in figure 9) only add detail to 
the general trend, approximated by the signal in figure 10, 
where only the samples at even locations are shown. 

6Hence the name wavelet; instead of a continuing (cosine) wave only one 
single little wave is used 
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o 2 3 4 5 6 7 8 9 10 11 12 

Figure 8: Example of a time-discrete signal 

.. t-. 

'T" I T I j r 
023 4 5 6 7 8 9 10 11 12 

Figure 9: The odd samples are less important, given the even 
samples 

The lifting scheme is based on this observation. The signal is 
converted into two separate signals, each containing half the 
samples of the original. The first signal contains the 
downsampled original signal (for example all even samples) 
and the second signal contains the details needed to 
regenerate the more detailed original. In the example where 
the even samples are used as subsampled Signal, the 
samples in the second signal would contain the difference 
between the respective odd and even sample (figure 11). 
Given these two signals, the original Signal can be 
reconstructed by first duplicating all even samples to the 
neighboring odd samples, and then adding the detail-samples 
to all newly created odd-samples. 

In the example, one sample is selected to become part of the 
higher-level signal. A better approximation of the trend of a 
signal would be to use the average of the odd and even 
sample, thus actually smoothing the original. This is related to 

U I I J 
0 2 3 4 5 6 7 8 9 10 11 12 

Figure 10: Reduced signal with only even samples 
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o 2 3 4 5 6 7 8 9 10 11 12 

Figure 11: Detail sample 

the Haar-wavelet. Mathematically, this is described as 

S2n + S2n+1 

2 
Sn 

S2n - S2n+1 

(4) 

(5) 

where Sn is the high-level signal, dn is the detail-signal and Sn 

is the original signal. 

It is obvious that perfect reconstruction is possible (assuming 
infinite calculation-precision): 

S2n 
dn 

Sn + 2 

dn 
Sn - 2 

The lifting-scheme provides a more mathematical solid 
environment for operations such as the Haar-wavelet. A 
template is provided for both the forward and backward 
transform. 

4.2.1 Forward transform 

(6) 

(7) 

Figure 12: Lifting-scheme template for the forward wavelet
transform 

The forward-transform consists of three steps (see figure 12): 

1. In the split-block the odd and even samples are 
separated 
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2. Based on the even samples, a prediction for the odd 
samples is made in the P block. These predictions are 
subtracted from the odd samples. 

3. The update function "compensates" the even samples 
for the information that is already stored (and encoded) 
in the odd samples. For the Haar-wavelet, this means 
that the subsampled signal has the same average as 
the input-signal. 

The Haar-wavelet can also be desgribed in this form: 
P(evenj) = evenj and U(oddj) = o~ i. 

4.2.2 Inverse transform 

sample even 

Merge 

detail 

odd 

Figure 13: Lifting-scheme template for the inverse wavelet
transform 

The template for the inverse transform (figure 13) is easy to 
understand: the operations from figure 12 are performed 
backwards but with different signs. 

4.2.3 The next step 

In order to fully utilize the properties of the images, the 
forward transform should be recursively performed on the 
newly created (previously even) samples. The recursion stops 
when only one pixel is left. The result is that the data consists 
of one "superpixel" and a number of series of 
"detail-information", each series contains the 
detail-information to perform one inverse-transform. 
Effectively, the detail-signals represent the original image at 
different resolutions. 
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4.2.4 Other wavelets 

Given the templates of figures 12 and 13, it is obvious that 
any set of functions Predict and Update yields a reversible 
system. For the Haar-wavelet, the Predict and 
Update-functions are simple. Different wavelets can be 
obtained using different Predict and Update-functions. These 
functions can become very complex, but cascading more (and 
different) Predict and/or Update functions doesn't affect the 
correctness of the scheme, so sometimes wavelet-transforms 
can be subdivided into simpler blocks. 

4.2.5 Why using more complex wavelets? 

While the Haar-wavelet removes zeroth-order correlation 
(functions with polynomial order zero, thus constant signals, 
result in a detail-sample containing only zero-coefficients) and 
is therefore defined as being order one. Other 
wavelet-transforms (using more samples as a context for the 
predict step) can be of a higher order, resulting in a better 
approximation of the coarser-resolution version and smaller 
coefficients in the detail-sample. 

4.2.6 Datacompression using wavelets 

The wavelet-transform is advantageous for the compression 
of signals that have some sort of natural smoothness such as 
audio or pictures. In the lossless sense, the wavelet-transform 
increases compression performance for these sources since 
the detail-signal will contain mostly near-zero coefficients, 
thus having a small entropy. 

For lossy-compression, small detail-coefficients can be 
quantized to zero while making only a small error. 

For data-compression purposes, higher-order predict/update 
functions improve compression-rate since 

• More detail-coefficients are (near) zero 

• If a detail-coefficient is quantized to zero, the error will 
be less visible since linear and possibly quadratic (or 
even higher-order) trends will be immune to this error 

4.2.7 Extension to 2 dimensions 

So far, only one-dimensional signals are discussed. The 
principles and algorithms can easily be extended signals of 
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higher dimensions, although only 2 dimensional signals 
(images) will be discussed here. 

Extension to 2 dimensions can be done in several ways: 

1. The 20 samples can be serialized into a 10 signal. 

2. The 20 signal is considered as a group of single 10 
signals on which the transform is performed separately. 

3. The transform is first performed in one direction, then a 
(possibly different) transform is performed in the 
orthogonal direction 

4. A 2 by 2 square is evaluated and 1 coarser resolution 
sample is created, along with three detail-samples (see 
figure 14). 

Method 4 is usually preferred since it is a true 20 approach 
and the interpretation of the detail-samples (horizontal, 
vertical and diagonal details) can be useful for extracting 
features of the image (for example, edges). 

Wavelet Transform 

Vertical detail detail 

Figure 14: Wavelet Transform on a 20 image 
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5 

5.1 

Multiresolution approach 

Wavelet-based compression-techniques, as described in the 
previous section, use the observation that images consist of 
information at different "resolutions". When traversing from 
the coarsest to the finest resolution, more and more detail is 
added. This technique is called, for obvious reasons, 
Multi-Resolution Analysis (MRA). 

When MRA is used for compression, the analysis indicates 
where in the image bits are "spent" for the encoding of 
important information. When MRA is used for increasing the 
speed of image-processing, the analysis should indicate 
where processor-time should be spent. 

MRA can be used to speedup image-processing. Unlike 
traditional compression algorithms, the wavelet-approach and 
especially MRA give information at a higher level about a 
localized group of pixels, allowing the programmer to take 
decisions about a lot of pixels at the same time. 

Example 5.1 White areas require no processing (white 
remains white). When a scanned original contains a large 
white area, instead of deciding for every pixel that it is white, 
the decision that an area is white is taken at a higher level (a 
lower resolution), thus for a larger area in the full-resolution 
image (let's say 16x16 pixels) at once. 

It can also be used to search for specific properties of pixels 
throughout the image. 

Example 5.2 Pixels on an edge within the image (as found by 
an edge-detector) require special processing. For most 
images, only a small portion of the pixels (for typical images 
less than 15%) is edge. When the lower-resolution 
information is build such that if at least one of the four pixels 
making up a new pixel is labeled "edge", the lower-resolution 
pixel is also labeled "edge", searching for edge-pixels can be 
sped-up. The multi-resolution information can be considered 
as a quad-tree and edge-pixels can be found by traversing 
this tree (see figure 15). 

Application of Multi-Resolution to image-processing 

The application of MRA to image-processing is a three-stage 
process: 
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Figure 15: Example of the MultiResolution approach. 

1. Determine what type of information is important for 
algorithms. 

2. Determine where and how this information is to be 
gathered. 

3. Determine how to use the information in the algorithms. 

Example 5.3 Let's assume a datapath that consists of a 
smooth-kernel and the Oce error-dither algorithm. 

Stage 1: What information is important 

The smooth-kernel only uses the pixel-data, and its 
complexity doesn't depend on their value. By analyzing the 
details of the error-dither algorithm (introduced in section 2), 
the conclusion that edge-information is essential can be 
made7 and that the complexity of the operation for edge-pixels 
is much more complex compared to non-edge-pixels. Other 
information can be used, but for this example only 
edge-information is used. 

Stage 2: Gathering the information 

Now the second stage: Where and How. There are two 
possibilities: Add an extra detection pass (Method 1) or 
incorporate the detection in an (unoptimized) regular pass 
(Method 2). Since a smooth-operation uses a 3x3 kernel and 
edge-detection can be done using two different 3x3 kernels, a 
logical choice is that the smooth also performs the 
edge-detection. Both possibilities are examined at the end of 
this example. 

Stage 3: Speedup the algorithms 

To conclude the planning process, the usage of the gathered 
information must be incorporated in the algorithms. The 

section 5.2.3 the algorithm will be discussed in more detail 
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conclusion was that edges require complex processing during 
error-dither, while at the absence of edges a Simple dither is 
performed. A possible choice is to perform a dither (which can 
be calculated very efficiently) on the entire image and then 
use the complex error-dither only on the pixels with the "edge" 
label. 

All versions are implemented in C. The required 
execution-times for a typical image (1980x1980 pixels, see 
appendix B) on a SUN SPARCstation 5 are shown in table 3. 

The table indicates that both approaches (extra pass or 
incorporated) are advantageous, but the extra pass is faster. 
The extra overhead for the edge-detection leads to an 
increase in processing-time for the incorporated case 
(compared to the extra pass). A different effect is that the 
smooth-operation reduces "false edges'.a, which results in a 
shorter error-dither time for the "extra-pass". This indicates 
that the image-processing itself interacts with the detectors 
and careful placement of the detectors is required. 

Although the overhead is rather huge (3.5 seconds), the 
relative overhead required for a more complete datapath will 
be less since information can be re-used. 

Table 3: Results for example 5.3 

Plain Compressed(1 ) Compressed (2) 
~ 

Smooth 4.15s 4.15s 
Edge-detection n/a 3.15s 
Building tree n/a 0.40s 
Dither n/a 4.16s 
Errordither 18.84s 4.01s 

-= ........ 
Total 22.99s 15.72s 

5.2 Application of the hierarchical approach to the 
Oce-datapath 

5.2.1 Introduction 

8.18s 
n/a 

0.40s 
4.16s 
6.29s 

19.54s 

The datapath as described in section 2 has been 
implemented, in standard C9 for this research. The relative 

6False edges occur when the scanned original was rasterized (for exam
ple newspaper-photos). This results in a moire-pattern with is detected as 
edge-information. 

9Although only standard C is used, the implementation of the algorithms 
is optimized for caching-strategies 
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timing-costs of the algorithms are measured and shown in 
figure 16. 

As shown in figure 16, the color-conversions and the 
halftoning are very computational intensive and take over 70 
% of the time. Optimizations will therefore focus on these two 
categories of algorithms. 

Figure 16: Relative timing-costs of the algorithms 

5.2.2 Halftoning 

Traditionally, halftoning is performed separately for the CMYK 
color-planes. This section first discusses the halftoning of one 
color-plane, at the end the implications of the presence of 
multiple planes are discussed. 

The halftoning consists of two major steps: First the X and Y 
gradients for the current pixel are determined. Then, based 
on the magnitude of the gradient, the pixel is either quantized 
using error-diffusion as proposed by Floyd-Steinberg or 
halftoned using a, slightly more complex, mixture of dithering 
and errordiffusion. 

Experiments have shown that, depending on the contents of 
the images, for no more than 15% of the pixels in a real-life 
image Floyd-Steinberg error-diffusion is performed. 

As stated in example 5.3, a Multi-Resolution Approach for the 
halftoning can gain significant results using edge-information. 
This section describes the implementational consequences in 
a more detailed way. 
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5.2.3 Original algorithm 

The original (uncompressed) error-dither algorithm is 
described by pseudocode 5.1. 

Pseudocode 5.1 (Error-dither) 
For every pixel (X,Y): 

// Part 1 
dX = XGradient(X,Y) 
dY = YGradient(X,Y) 

/ / Part 2 
If (Abs(dX)<EdgeThreshold) And (Abs(dY)<EdgeThreshold) 

/ / No edge, using modulated threshold (i.e. Dithering) 
Threshold = DM[X,Y] / /DM=Dither Matrix 

Else 
/ / Use a table to determine the fraction for the dithering 
/ / 128 = fixed threshold as in Floyd Steinberg 
/ / Fraction determines the relative input from both thresholds 
Fraction = LookUpTable[Abs(dX)+Abs(dY)] 
Threshold 128 * (Fraction) + DM[X,y] * (I-Fraction) 

Endlf 

/ / Part 3 
Value = CurrentPixel(X,Y) + PropagErr(X,Y) 
If (Value>Threshold) 

Quantized 255 
Else 

Quantized 0 
EndIf 

/ / Part 4 
/ / Now, propagate the error using Floyd-Steinberg-propagation 
Error = Value - Quantized; 
PropagErr(X+l,Y ) = PropagErr(X+l,Y ) + Error * 7/16 
PropagErr(X+l,Y+l) = PropagErr(X+l,Y+l) + Error * 3/16 
PropagErr(X ,Y+l) = PropagErr(X ,Y+l) + Error * 5/16 
PropagErr(X-l,Y+l) = PropagErr(X-l,Y+l) + Error * 1/16 

It should be noted that this code is for the quantization to a 
bilevel image, the quantization to a multi-level is only Slightly 
more complex. 

For the analysis of the computational complexity, the 
algorithm is divided into four parts: 

1. Calculate the gradients: 4 neighborhood-pixels are 
required (4 memory transfers, 2 additions). 
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2. Select the quantization method and optionally calculate 
the weighted threshold (2 multiplies, 3 additions, 
2 memory transfers and a conditional execution). 

3. Calculate the quantized value (1 conditional execution 
and 1 memory transfer). 

4. Calculate and propagate the error ( 8 memory-transfers, 
5 additions and 4 multiplies). 

Table 4: Overview of the computational complexity of Error
Dither 

Operation 
Memory transfer 
Addition 
Multiply 
Condition 

5.2.4 Proposed optimization 

Total 
15 
10 

4 6 
1 2 

The proposed optimization is almost identical as example 5.3. 
First the plain dithering is performed on all pixels. The 
pseudocode for this plain dithering is shown in 
Pseudocode 5.2. 

Pseudocode 5.2 (Plain Dither) 
For every pixel (X,Y): 

Threshold = DM[X,Y] j jDM=Dither Matrix 
Value = CurrentPixel(X,Y) 
If (Value>Threshold) 

Quantized = 255 
Else 

Quantized = 0 
EndIf 

In a second pass, the "error-dither" algorithm 
(Pseudocode 5.1) is applied on non-white pixels where an 
edge is present (Le. the gradient is above the threshold). 

Because pixels marked "edge" are processed with both 
algorithms and only the error-dither result is used in the final 
image, one could suggest that this is extra work and these 
pixels should be processed only once. For images where the 
edge-pixels are a minority, this is not true, however. By 
keeping the dither-process simple, it can be implemented 
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ge 

without (additional) branches and can also be implemented 
using SIMD10-technology (such as MMX). 

e \1 
Figure 17: Image after dither- Figure 18: Pixel information Figure 19: Resulting image 
ing that is "overlaid" 

The result of the dither-operation on a test-image is shown in 
figure 17. Figure 18 shows the pixels that are processed with 
the expensive algorithm, the final result is shown in figure 19. 

The plain-dither algorithm (Pseudocode 5.2) is of a very low 
complexity 11. Only three memory-transfers and one condition 
are required per pixel (see table 5). 

Table 5: Computational complexity for dithering 

Opera.tlon Total 
Memory transfer 3 
Addition 
Multiply 
Condition 1 

Although this two-pass approach does not strictly require the 
use of M RA, but it is advantageous since only a small portion 
(less than ±15%) of natural images requires processing with 
the error-dither algorithm. Using a traditional approach, the 
entire image is parsed to find the edges (linear search), while 
MRA allows for logarithmic searching. 

lOSingle Instruction Multiple Data 
11 The plain-dither is simple enough for a high-speed implementation on 

SIMD architectures such as MMX where eight pixels can be processed in 
parallel 
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5.2.5 Problems 

There are two things that prevent a perfect conversion to a 
MRA approach: 

• Even when plain dithering is used, an error is 
propagated in the original error-dither algorithm . 

• An error is propagated to the pixel left-below the current 
pixel (X-1 ,Y-1). When "depth-first search" is used for the 
traversing the MRA tree, this pixel is possibly already 
processed, so the propagated error isn't used for this 
pixel. 

These two problems are discussed in more detail in the next 
sections. 

5.2.6 Error-propagation and dithering 

The error-dither algorithm uses error-propagation, even when 
dithering is selected, while the plain-dither algorithm doesn't. 
This means that the resulting image is different. This section 
will investigate how serious this difference is. 

For areas with a constant color, it is often possible to 
construct a dither-matrix that yields the same results without 
error-propagation as the original dithermatrix with 
error-propagation 12. If the color in the area is not constant, 
the result is an approximation of the result achieved with 
error-propagation. In practice, dither-matrices are constructed 
very carefully in order to prevent moire-interference. Although 
a dithermatrix could be converted as described, better 
print-quality is achieved by using dedicated13 matrices. 

Another issue is the transition from dithering to-and-from 
error-diffusion. In the full error-dither algorithm, the error 
caused by dithering of one pixel is used during the 
error-diffusion of its neighbor. When plain dithering is used, 
no error-information is generated. In order to have this 
propagation of the error-information to the pixel where 
error-diffusion is used, pixels "close to" the actual edge should 
also be processed with the error-dither algorithm, thus 
creating "startup" error-information. 

The maximum error made while quantizing to 5 levels is 26 
(256/10), and at most 7/16 of this error is propagated in one 

120ne way of construction is to use error-dither on all 256 possible solid
colors. The "true" dither-matrix can be constructed by determining at what 
graylevel each pixel is set to black 

130edicated to the engine and dither-algorithm 
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direction (see appendix C). 

Error < (~)n . 26 
- 16 

(8) 

Equation 8 gives the maximum propagated error at a distance 
of n pixels. 

Table 6: Maximum propagated error at a distance of n pixels 

~ .. ......... -

n max error 
1 12 
2 5 
3 2 
4 1 
;:::5 0 

As seen in table 6, no more than 4 neighboring pixels require 
error-dithering. Experiments combined with visual evaluation 
will determine the optimal n. 

This n is resolution dependent, but for 400 OPI images, n = 1 
seems sufficient to achieve acceptable quality14. If n 
increases, the number of pixels that require processing 
increases linearly with n, due to the fact that edges have a 
1-0imensional characteristic. 

It is possible to obtain this extra n by modifying the 
edge-detector. Edge-detection is performed with a 
neighborhood-operation (3x3 or higher). If the sensitivity of 
the edge-detector is set to flag edges in its direct 
neighborhood, the extra pixels are flagged automatically. 

---;---£ 
c 

· · 
• I 

Figure 20: Edge-detection and extra pixels 

Figure 20 shows this effect in a 20 example of an edge. 
Although the center-pixel C would normally considered not to 
be on the edge, it is marked "edge" because its (right-hand) 

14The final evaluation can only be made on a datapath fully tuned for a 
specific scanner/engine combination 
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neighborhood is part of the edge and causes a large enough 
difference for the discriminator (MinMax or Sobel). 

If a specific engine requires more neighbor-pixels to be 
marked, a 5x5 or even a 7x7 neighborhood can be used to 
include these extra pixels. Larger kernels lead to an 
enormous increase in processing-time, but the extra pixels 
can (when required) also be added using a different approach: 
Use a mechanism such as a cellular automata (''the game of 
life" is the most famous automata) to add the extra pixel 
based on some simple rules. Investigating and implementing 
such automata is beyond the scope of this research. 

5.2.7 The already processed pixels due to "depth-first" 
searching 

Due to the MRA depth-first searching, the parsing of the 
image is not top-bottom and a portion of the error is 
sometimes passed to pixels that are already processed. This 
happens only to pixels "left-below" of the current pixel (with 
weight 1/16, as seen in figure 21 and appendix C). 

Figure 21: Floyd-Steinberg coefficients 

The maximum error that is discarded is 

3 128 
. MaxError = - = 24 

16 16 

for bilevel quantization and 

3 26 
16' Maxerror= 16 ~ 4.8 

for the 5-level quantization used at Oce. This "error-leak" is of 
a magnitude comparable to the scanner-noise and occurs for 
about 31 % of the pixels in a non-cumulative way. Experiments 
have shown that the effect of this leakage can be neglected. 

5.2.8 Multiple color-planes 

Until now, halftoning is only considered for one single 
cOlor-plane. This section discusses the effects of the 
halftoning of multiple planes. 
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5.3 

The basic idea of the MRA-halftoning remains intact when 
multiple color planes are used. The only issue that has to be 
resolved is whether the edge-detector should detect edges on 
the four planes separately or that when a pixel is marked 
"edge", all four planes should be processed. This is a pure 
performance issue, both options have advantages and 
disadvantages. 

Treating the four planes completely separate has the 
advantage that less error-dither operations have to be 
performed since most edges (text) occur in the black-plane 
only. But it has the disadvantage that a new edge-detection 
has to be formed, a new hierarchy has to be build and the 
MRA-tree has to be traversed four separate times, while the 
combined approach uses edge-detection information that is 
collected earlier. The extra overhead required for the 
separate-processing is to high for the gain achieved by the 
reduction of error-dither-operations to be worthwhile. For the 
measurements, no extra edge-detection is performed. 

Colorspace conversions 

The datapath has two colorspace conversions, both these 
conversions are optimized in the same way. Both conversions 
have one (time-consuming) C function that translates three 
source-color components to the target domain, and don't 
depend on other pixels in the image. The optimization is made 
by reducing the number calls to this conversion-function. 

Two optimizations are made: 

• For white pixels, the result is precomputed. 

• Areas with an almost constant color use conversions for 
some pixels and interpolation for the other pixels. 

5.3.1 While 

Text originals and business-graphics generally contain a large 
amount of white pixels (in the margins, between and in 
letters). The converted value of the color "white" is known 
beforehand, so with proper initialization of memory-structures, 
no individual processing of the white pixels is required. 

A MRA-tree will be used to search and "overlay" all non-white 
pixels on the white data. This process is somewhat analogue 
to the way print-engines work: They start out with a white 
piece of paper and they put all non-white information on top of 
the paper. 
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5.3.2 Constant color 

Before optimizations can be made, a method for determining 
a "constant-color" is proposed (MinMax). Although other 
methods exist and can provide better performance (in 
processing-speed or detection-accuracy), MinMax (see 
appendix D) allows a simple analysis of approximation-errors. 

MinMax is a neighborhood-operation where the minimum and 
maximum pixel-value in a nxn (n=3 for most cases) area 
around the center-pixel is determined. At an edge in the 
picture, some pixels are light and others are dark. This means 
that the difference between the maximum and minimum is 
large. If the difference is small, no two pixels in the 
neighborhood differ much and can thus be considered to be 
of the same color. 

For an implementation on a digital computer, the intuitive 
terms large and small need a quantitative classification. The 
simplest approach is to use two different but fixed thresholds: 
If the difference between the minimum and maximum is above 
the first threshold, the pixel is labeled edge (which can be 
used for the halftoning) and when is difference is below the 
second threshold, the pixel is labeled "constant color". A more 
complex approach would be to let the thresholds depend on 
the value of the minimum and maximum. This later approach 
allows to have different thresholds for dark areas and white 
areas in images. 

For the initial analysis, fixed thresholds are assumed. The 
Min Max-operation is assumed to be performed per 
color-plane, and a pixel is labeled "constant-color" when all 
planes are below their respective thresholds. 

5.3.3 Approximation for "constant-color" pixels 

The idea is to do a true transform for one pixel in a 2x2 area, 
and to approximate the other three pixels by means of spatial 
interpolation. This is done only when all four pixels are 
labeled "constant-color", in order to avoid extreme 
approximation-errors. 

Either one of the four pixels, or some combination of the four 
pixels could be used for the transform. Selecting only one 
pixel has the disadvantage that scanner-noise for this 
particular pixel is used for the interpolation of the other three 
pixels. A different choice would be to transform the average 15 

of the four pixels. The average-approach reduces the 

15 Averaging is a simple form of low-pass filtering 
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influence of scanner-noise, but introduces an error when the 
original is not of a constant color. Because of the 
noise-tolerant behavior, the average-approach is used in the 
analysis and the implemented datapath. 

One of the four pixels must be assigned the transformed 
value, the other three should be interpolated. The 
right-bottom of the 2x2 area is the logical choice. Due to the 
depth-first search-order, the other three pixels are adjacent to 
the already converted pixels and to the right-bottom pixel, 
while the right-bottom pixel does not have any known 
neighbors. 

A (less complex) approximation would be to set all four pixels 
to the transformed average, but this would introduce 
block-artifacts and the spatial average-approach is capable of 
transforming (small) gradients. 

The spatial average results in the following scheme (see 
figure 22 for the naming-convention): 

Figure 22: Pixel-names 

• Pixel D is calculated (Le. a true transform) from the 
average of the pixels (A,B,C,D) 

• Pixel C gets the average value of D and E 

• Pixel B gets the average value of D and G 

• Pixel A gets the average value of D,E,F and G 

Effectively, for the pixels A,B,C the average of all previously 
transformed neighborhood pixels is taken. Note that the pixels 
D,E,F and G are truly transformed values, so no approximated 
values are used in successive approximations. 
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5.3.4 Analysis of the effect of the interpolation 

This section performs an analysis on the effects of the 
interpolation on the RGB to CIE-Lab domain by calculating a 
bound on the maximum error. The interpolation works in both 
the source- and destination colorspace. In order to be able to 
set the bound, all estimations are performed in the source 
colors pace and the bound is set for this colorspace. This 
assumes two things: 

• The transform is piecewise linear 

• The error is small 

The first assumption is valid due to the nature of color-spaces 
(a small deviation should never have a huge deviation in the 
perception of color). The second assumption is valid when 
interpolation is only performed on pixels of an almost constant 
color. 

The situation and numbering of the analysis is according to 
figure 23. The analysis focuses on the conversion of the pixels 
in quadrant D. If all four quadrants are labeled "constant 

11 12 13 14 

21 22 23 24 

31 32 33 34 

41 42 43 44 

Figure 23: Numbering scheme 

color", the pixels 33, 34, 43 and 44 are effectively processed 
by a kernel-operation. Pixel 44 is set to the conversion of the 
average of the pixels in quadrant D, the result of a 2x2 kernel. 
Pixel 43 is set to the average of the (converted) pixels 42 and 
44, which are themselves the average of quadrants C and D 
respectively, thus the result of a 4x2 kernel. Similarly, the 
pixels 33 and 34 are set to the result of a kernel-operation. 
These kernels have a low-pass (smoothing) characteristic. 
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In areas with an almost constant color, this extra smoothing is 
often perceived as an improvement in copy-quality due to 
reduced moire-artifacts. 

Assuming the detection of the constant-color is performed by 
a MinMax-operation with threshold T, the maximum error 
made with the interpolation can easily be calculated. 

For pixel 44, the worst-case situation is where the pixels 33,34 
and 43 all differ T from 44. The maximum error for pixel 44 is 
therefore ~T (in the source colorspace). 

For pixel 43, the worst-case situation is where all direct 
neighbors (32,33.34,42,44) differ T from 43 and the pixels 31 
and 41 differ 2T (figure 24).16 The maximum error is therefore 
5'1~2.2T = ~T. The maximum error for pixel 34 is also ~T, due 
to symmetry considerations. 

a+/- T 

a +/- 2T 

Figure 24: Maximum error for pixels 43 and 34 

For pixel 33, the worst case situation is where the 8 direct 
neighbors differ T and the other 7 pixels in the 4x4 area differ 
2T (figure 25). The maximum error for pixel 33 is ~~T. The 
maximum possible error is caused by pixel 33 and is ~ T 
(with respect to the source colorspace). 

a +1- T 

a +1- 2T 

Figure 25: Maximum error for pixel 33 

l61f either pixel 31 or 41 differs more than 2T, the MinMax detector marks 
quadrant C as non-constant and pixel 42 is transformed regular 
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Figure 26: Image before the approximation 

Figure 27: Image after approximation 

5.3.5 Behavior of the RGB to Cie-LAB conversion 

The human eye is most sensitive to differences in Luminance 
but is rather tolerant to the color-components. Therefore, only 
the L component of the Cie-LAB domain (see section 2) is 
regarded. 

The L-component is given by the formula 

Y 1 L=255 (Yn) a 

where Y is given by 

Y = 54· R + 182· G + 19· B 
255 

and Yn is the sum of the coefficients of R,G and B: 
54 + 182 + 19 = 25517• 

Under the assumption that the discriminator for the separate 
R,G and B planes uses a fixed, identical threshold T, the 
maximum error for Y is 

~ 

AY = 255' Y = Y ± AY 

17This normalization results in an Y between 0 and 1 
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For L, this results in 

The error in L (M.) is 

1 1 

M. = L - f. = 255 ( ~) 3 - 255 (Y ~nL\ Y) 3 

and is largest when Y = 0: 

AI. L - L --255 (~)! -255 (~~) I 
The maximum error for different Y-values is shown in table 7. 
The results indicate that a threshold that produces an 

Table 7: Maximum error 
---= ..... 

T M.max , Y =0 M.max , Y = 16 M.max , Y = 128 
.... -

0 0 0 0 
10 87 28 5 
20 109 101 11 
30 125 101 17 
40 137 101 24 
50 148 101 31 

acceptable error for Y ~ 128 can generate a very large error 
for Y ~ O. This indicates that the choice of a fixed threshold 
isn't optimal. 

A better approach would be to adapt the threshold to the local 
luminance, such that the maximum error in the Cie-LAB 
domain is more or less constant. 

Simple arithmetic shows that when the threshold is set to 

the maximum error is limited to C, and that this maximum 
error is almost constant for different values of Y. This can be 
used for fine-tuning the output-quality, the quality-evaluation 
and implementation of the variable threshold are beyond the 
scope of this research. 
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5.4 

5.5 

Subplxel positioning 

For sub-pixel-positioning, a MRA-optimization similar to the 
halftoning is used. First, the entire image is processed with a 
simple algorithm, and in a second pass a more expensive 
algorithm is performed on edges. The subpixels should be 
placed towards the darkest area, and for dithered parts, this 
darkest area is known beforehand (Le. the dither-dot). For 
edges, a more complex pOSitioning-algorithm (consisting of a 
large number of conditional operations) is required for two 
reasons: 

1. Due to error-diffusion, the darkest area should be 
determined at run-time. 

2. On edges, some exceptions (such as the positioning of 
pixels in thin lines) to the standard "darkest-side"-rule 
are required to improve the quality of copied text . 

It is difficult to compare the difference in output-quality of the 
normal and MRA-version without extensive visual inspection 
by experts. The algorithm used for the "expensive" pixels is 
almost the same as used in other digital Oce copiers; while 
for dithered-parts the "darkest side" rule is allowed (and used 
in other copiers). 

Results and discussion 

The resulting processing-path is shown in figure 28. 

Figure 28: Datapath including the hierarchical optimizations 

In the datapath, the following parameters determine the 
behavior of the optimization and need fine-tuning for a 
specific system: 

• The threshold for the edge-detector 

• The threshold for the constant-color-detector 

• The neighborhood-size for both detectors 
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The choice of the thresholds directly affects the performance 
of the several algorithms. In order to be able to evaluate the 
performance-gain, conservative but reasonable thresholds 
are set. For performance-reasons, a Sobel-edgedetector is 
used instead of a MinMax edge-detector (a 
Sobel-edgedetector achieves a comparable detectionrate at 
four times the speed of a MinMax-detector). 

This path is implemented in ANSI C, for the timing Microsoft 
Visual C++ 5.0 is used as compiler. The timing-results for the 
TNO original18 (mostly text, some graphic-elements), 
bench marked on a Pentium II 333Mhz with sufficient 
memory,19 are shown in figure 2920• The exact numbers are 
printed in appendix F. 
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Figure 29: Performance of the resulting data-path for the TNO 
image 

Smooth, Sharpen and Unsharp Mask 

The implementation of the Smooth, Sharpen and Unsharp 
Mask algorithms is identical for the compressed and 
uncompressed datapath. The slight difference in timing is 
consistent for multiple measurements and are probably 
caused by a coincidental alignment in the system-memory. 

1BAII originals are scanned at 400DPI, A4-landscape and in 24 bit colors. 
19256 Megabyte RAM ;s sufficient for the processing of 400DPI scans. 

The datapath is not optimized for memory-usage, on systems with less 
memory modifications in the (simple) memory-architecture are required to 
achieve a good performance. 

20The uncompressed-datapath is the path where all pixels are always pro
cessed with the "complex" algorithms, the compressed-datapath is the path 
with the MRA-optimization 
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Table 8: Overall results for different originals 
Image I Uncompressed time [s1 I Compressed time [s1 I 

Helenaveen 56.83 60.88 
Kerstpakket ·55.62 37.29 

.. - .. 

Japr 55.97 43.33 
-Siemens30 56.14 42.54 

TNO 58.69 42.22 

Stretch 

During the histogram-stretch, all white pixels are labeled 
white, this causes a slight overhead in the compressed 
version of the datapath. 

Color Conversions 

As seen in figure 29, the performance gain for the 
color-conversions is quite large and definitely worth the 
additional overhead of the MRA. 

Edgecolor-removal 

The edgecolor-removal profits from the efficient logarithmic 
search-method for edges. The gain doesn't justify the 
overhead required for the information, but since the 
information is already present for other algorithms, a 
performance-gain is nevertheless obtained. 

Error-dither and Subpixel-positioning 

The error-dither and subpixel-positioning algorithms obtain 
the decrease in time from the reduced number of complex 
operations, while a simple operation is performed on all 
pixels. For the measured image, both error-dither phases 
require approximately the same processing-time (as seen in 
figure 29, the bottom-half is dithering, the top-half is 
error -d ither) . 

Table 8 shows that different kind of originals lead to different 
processing-times. The Helenaveen original is a picture of a 
roadmap with lots of lines and other edges, this leads to an 
increase in processing-time. The Kerstpakket image is a 
photo and has very few edges, and thus processes very fast. 
The Siemens30 and TNO originals are "business-graphics" 
originals, mostly text with a few pictures. The Japr image is a 
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Table 9: Gain-analysis for the Kerspakket original 
1 Kerstp~~~f!~ 1 rgb21ab 1 lab2crriykmTmg~aic-'n~(r~21~) '-1 -ga-:-in-(=12O-;c):-l1 

Linear 6.25s 1 
MRA-no optimization 8.20s s 
MRA-white detection 8.05s 0.15s 1.72s 
MRA-constant color 3.91s 7.09s 4.29s 7.69s 
MRA-full 3.31s 5.86s 4.89s 8.92s 

Table 10: Gain-analysis for the TNO original 
1 TNO 1 rgb21ab I lab2cmyk I gain (r21) 1 gain (12c) I 

Linear 6.52 12.84 
MRA-no optimization 8.64 15.50 -2.39 
MRA-white-detection 4.98 7.84 3.22 

-
MRA-constant color 5.05 8.94 3.15 
MRA-full 3.00 4.95 5.20 

black and white original (but scanned in color) with several 
line-patterns. 

Constant color and white-detection 

-3.22 
6.94 
5.84 
9.83 

For the color-conversions, two different optimizations are 
made for one pixel at the same time; one for areas with a 
constant color and one for white pixels (which usually are also 
marked constant-color). 

This section investigates how much both optimizations 
contribute to the total gain. 

In table 9 and 10, the execution-times of the different 
optimizations are shown for a photographic image 
(Kerstpakket) and a business-graphic (TNO) original. The 
gain for the two MRA-optimizations is calculated relative to 
the unoptimized MRA option. In general, the sum of the gain 
of the two algorithms is expected to be greater than the gain 
when the optimizations are simultaneously applied, due to the 
overlap between the two optimizations (white pixels are 
usually grouped and are thus often of a constant color). 
Table 10 shows that this expectation is met and that both 
optimizations result in a performance-benefit, for the Lab to 
CMYK conversion in table 9, the expectation is also met, but 
for the RGB to Lab-conversion, the expectation is not met. 
The deviation is in the 10% range and is most likely caused by 
the influence of microprocessor branch-prediction penalties 
and the code-optimization of the C-compiler. This indicates 
that the results are biased by an "accidental" fit to the 

I 
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hardware and compiler, but the conclusion still holds that for 
business graphics both optimizations are useful, and that for 
photographic-images the white-detection is hardly useful. In 
general, both optimizations are useful and although they 
(partially) overlap, the overall gain is enough to keep both 
optimizations in the datapath. 

Residual complexity 

The algorithms Smooth, Sharpen, Stretch, the edge-detector 
and the Dither-part of the new error-dither can easily be 
implemented on SIMD21-architectures such as MMX ([5]). 
Depending on the architecture of the SIMD system, the first 
pass of the subpixel-positioning can also be implemented. 

Although the original error-dither algorithm can be 
implemented on most SIMD-architectures, the performance is 
usually comparable to or worse than the traditional 
SISD-implementation, due to the dependencies between the 
pixels and the overall complexity. The MRA-halftoning has a 
reduced complexity and allows for an efficient, partial SIMD 
implementation. 

The color-conversion optimization is not suitable for 
implementation on SIMD-architectures, while the 
uncompressed conversion can be implemented on some 
architectures. SIMD architectures can be used to improve the 
speed of the conversion of one pixel, both implementations 
benefit from this improvement. 

5.5.1 Conclusion and evaluation 

As shown in the previous section, the Multi-Resolution 
Approach can be used to decrease the required 
processing-time of a typical datapath for digital copying on a 
General Purpose Processor. 

The speed of color-conversions is greatly improved by using 
an interpolation between pixels for areas with a constant color 
and by skipping white areas. Further research is required for 
the fine-tuning of the decision-thresholds, and for systems 
with a very high resolution (more than 400DPI), the 
interpolation of areas larger than 2x2 should be investigated. 

The speed of the halftoning (Errordither) is improved also, but 
the greater achievement is that the complexity is reduced and 
thus allowing for a partial implementation on 

21 SIMD = Single Instruction Multiple Data, an architecture where multiple 
data-elements can be processed in parallel 
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SIMD-architectures such as Intels MMX. As with the 
color-conversions, fine-tuning of decision-thresholds is 
required for specific resolutions and engines for 
implementation in a production-system. 

Recommendations 

• Business-graphics originals usually contain large areas 
with only grayscale "colors". If these can be detected 
with a sufficiently high accuracy, better copy-quality and 
shorter processing-times when a dedicated 
sub-processing-path is used for these black-and-white 
pixels. 

• The microprocessors memory-cache can be used better 
when the image is divided into small stripes (or squares) 
that are processed square-by-square. Special care has 
to be taken for neighborhood operations on the bounds 
of these areas. 

• When the amount of edges is to high, the actual 
performance degrades. By using a test on the number 
of edge-pixels, and using the uncompressed path when 
applicable, the "damage" can be limited to the normal 
MRA overhead. 



51 October 16, 1998 
©1998, Oce Technologies B.V. 

6 

6.1 

DCT-based compression and 
image-processing 

Introduction 

Currently, most full-color images are compressed using the 
JPEG-compression format. Virtually all computer-applications 
using graphics support JPEG-images and the JPEG-format is 
even supported by numerous hardware-devices such as 
webcams, digital cameras and scanners. 

JPEG-compression is based on a Discrete Cosine Transform, 
followed by quantization and Huffman-based22 entropy-coding 
([2]). 

JPEG-compression is lossy, this means that a perfect 
reconstruction of images is not possible. There are two 
causes for the fact that JPEG-compression is lossy: 

1. The computation of the DCT can't practically be done 
with infinite precision on a computer 

2. During quantization, high frequency and other less 
visible information is deliberately removed in order to 
increase the compression-ratio 

6.2 The OCT-transform 

The Discrete Cosine Transform is very similar to the Discrete 
Fourier Transform (DFT), but has some properties that make 
it more suitable for images. An eight-point (1 D) DCT is 
calculated by the formula: 

(k) 7 (2n + 1 ) 
Xc (k) = 2 L:x(n) cos ~. krt 

n-O 
(9) 

where y(O) = ~ and y(k) = 1 for k > O. The inverse-transform 
is given by 

x(n)=tY~)XC(k)COS(~;1'krt) (10) 
k-O 

Notice that all calculations take place in the real-domain, 
while the DFT is calculated in the complex domain. 

The DC-component of the 8 data-points is stored in Xc (0), the 
highest frequency-component is stored in Xc (7). 

22Although the JPEG-standard allows the use of an arithmetic coder for 
entropy-coding, only very few applications support this due to patent-issues 
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The 2-dimensional OCT-transform of a 8x8 block is calculated 
by first performing the OCT on the 8 rows (of 8 pixels each) 
and then (in a second pass) performing the OCT on the 8 
columns of the transformed data of the first step. 

6.3 JPEG architecture 

JPEG-compression is a six-step procedure (see [2]): 

1. The image is divided into blocks of 8x8 pixels (figure 30). 

2. On each 8x8 block, the OCT-transform is performed 
(figure 31). 

3. Each of the 64 coefficients is divided by a corresponding 
value in the Quantization Matrix and then rounded 
towards the nearest integer (figure 32). 

4. The quantized coefficients are put into "zigzag"-order. 

5. Runs of zeros are detected, the magnitude (log2) of the 
non-zero coefficients is determined (figure 33). 

6. The (Runlength,Magnitude)-pairs are 
Huffman-encoded. The magnitude is used to determine 
the number of "active" bits of a non-zero coefficient; 
these bits are stored without special entropy coding. 

,..-. 
"- k 
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Figure 30: Each image is divided in 8x8 blocks 
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Figure 31: The Oiscrete Cosine Transform is performed 
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Quantisation 
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Figure 32: The DCT-coefficients are quantized 
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Figure 33: The coefficients are serialized in zigzag-order and 
runs are detected 

For color-images, the image should be in the 
YCbCr-colorspace \f is luminance), compression is then 
performed on a per-plane basis. 

6.4 JPEG in copiers 

Advanced digital copiers have the feature of storing scanned 
pages in a "set-memory" in order to allow the reuse of the 
scan (for example, when more than one copy must be made 
or when a "booklet" must be made). For the sake of 
memory-efficiency, datacom pression is used. The 
compression-algorithms used in copiers vary from 
customized, proprietary, algorithms designed to fit certain 
performance-aspects to highly standardized methods such as 
JPEG or one of the TI FF compression types. 

Figure 34 shows a possible architecture of a digital copier 
with a JPEG-based "set-memory". The concept is based on 
the assumption that the set-memory should contain bitmaps 
that are as device-independent as possible, in order to allow 
network-scanning and network-printing from and to the 
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6.5 

set-buffer. This results in two separate image-processing 
blocks, one for the scanner-correction and one for the print 
preprocessing. 

Scanner 

Figure 34: Basic schematic for a JPEG-based copier 

Figure 34 assumes that some image-processing can take 
place in the OCT-domain. From the performance point of view, 
it makes sense that only images that are stored (on a SlOW23 

harddisc) are actually entropy-coded into a true JPEG-image. 

Image-processing 

As seen in appendix A, most of the linear mathematical 
operators in the time-domain have a frequency-domain 
equivalent. 

Since OCT-transformed data is strictly frequency-domain, 
image-processing operations that require information about 
the location of pixels are not trivial to perform. 

If the value of the processed pixel depends on a linear 
combination of it's neighboring pixels (i.e. a kernel-operation), 
it is possible (but not very efficient when compared to the 
time-domain only operation) to perform translations in the 
OCT-domain {[3D. 

A more optimal approach would be to use frequency-domain 
filtering for the normal kernel-operations, which are intended 
to have a frequency-effect anyway. However, great care must 
be taken not to introduce blocking-artifacts at the borders of 
the 8x8 blocks. 

23Slow when compared to storage in memory-chips 
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On the other hand, operations that are independent of the 
location, such as the offset/gain operation of stretch, can be 
performed very efficiently in the DCT-domain, especially when 
a lot of coefficients are known to be quantized to zero. 

Image-processing can benefit from the knowledge of zero 
OCT-coefficients. This section first explores ways of 
generating such zeros in the OCT-blocks. After that, actual 
image-processing algorithms are examined for their use in the 
DCT-space. 

6.5.1 Content-dependent quantizing 

In order to decrease the size of the compressed image, 
non-essential coefficients should be quantized, preferably to 
zero. In regular JPEG, this is done by means of a 
quantization-matrix where every coefficient of a 8x8 square 
has its own quantizer, but these quantizers are constant 
throughout the image. This means that parts of the image 
containing text are quantized the same way as a photograph 
is. The selected quantization-matrix is therefore a tradeoff 
between the quality of text (high frequencies) and the 
compression-ratio. Since the quality of text is very important 
for copiers, hardly any coefficients are quantized, thus the 
compression-ratio achieved is (relatively) low. 

The JPEG-standard doesn't allow for multiple-quantization 
matrices within a color-plane, but there are several ways to 
circumvent this problem: 

• Apply further quantization on areas with a 
"photographiC" nature by, for example, setting more 
coefficients to zero (as opposed to dividing them by a 
quantization factor) 

• Use the "progressive" mode of JPEG, where a first pass 
encodes the image with a high compression-factor (lOW 
quality) and use a second (or even third) pass to add the 
appropriate detail only where required. 

Further quantization 

The most obvious way of selectively quantizing the 
coefficients is to set all coefficients below a certain threshold 
to zero, for selected 8x8 squares. 

A more advanced method is that most coefficients, except for 
the ~C-coefficient and some low-frequency coefficients, are 
set to zero for photographic areas in the image (figure 35 
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shows an example for this). This method has the advantage 
that in further steps, algorithms can take advantage of the 
knowledge that a fixed set of coefficients is zero. 

Figure 35: Example of the result after extra quantization 

The concept behind the last method is that further 
image-processing steps such as dithering, which is applied for 
photographic areas, have a low-pass characteristic where 
high-frequency information is destroyed anyway (or at least 
no longer visible). 

Progressive transmission 

The JPEG-standard ([2]) allows for the multi-pass 
(progressive) transmission of image-information, where every 
pass adds information (detail) to the image. Since this feature 
is labeled "optional" in the JPEG-standard, not all 
JPEG-implementations support this feature, but webbrowsers 
such as Netscape Communicator and more advanced 
graphics-programs support it. The progressive JPEG-feature 
makes JPEG-files larger than the one-pass version, due to 
the overhead caused by the means of encoding. 

The progressive-transmission is not further investigated since, 
for the use in copiers, it is expected to increase the 
processing-overhead significantly, since the data has to be 
processed at least twice. 
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6.5.2 Image-processing steps 

This section discusses the implementation of some of the 
image-processing algorithms of the color-copier (see 
section 2). 

Histogram-stretch 

The histogram-stretch-algorithm basically consists of three 
operations (in the spatial-domain): 

1. A global offset is subtracted from all pixels 

2. All pixel-values are multiplied by a value that is constant 
throughout the image (although the value depends on 
the image) 

3. All pixel-values are clipped such that their values are in 
the range from 0 to 255. 

The first two operations can be done efficiently in the 
OCT-domain (see appendix A) but the third is virtually 
impossible. Fortunately, this is not an issue since the inverse 
OCT-transform should perform such clipping anyway because 
rounding-errors and quantization can lead values outside this 
range, even without image-processing. 

Bandpass filtering 

The smooth and sharpen steps together perform a bandpass 
filter-operation. Since the OCT-information is in the 
frequency-domain, the effect of this filter-operation can 
(except for the borders of the 8x8 blocks) be mimicked by 
performing scaling on the OCT-coefficients. Figure 36 shows 
a possible (1-dimensional) transfer-function, together with the 
corresponding OCT-scaling factors. 

The result of OCT-domain scaling isn't identical to the true 
bandpass-filtering, and great care has to be taken that no 
blocking-effects occur. Also, in order to avoid strange 
color-shifts, only the Y (luminance) factor can be filtered. 

Although further research has to be done to find suitable 
scaling-factors, the performance of this system can be 
measured since it will be rather independent of the 
scaling-factors. 
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o 2 3 4 6 7 

Frequency [OCT -coefficient] 

Figure 36: Example transfer-function of a bandpass-filter 

Dithering 

Although dithering is a form of modulation (followed by simple 
threshold modulation), it is not feasible to perform dithering in 
the OCT-domain for the following reasons: 

• For a good image-quality, each of the four (CMYK) 
color-planes needs its own specific modulation-matrix, 
while the OCT-data is in the YCbCr-domain. 

• Oithering is hardly more expensive than simple 
thresholding, the two-step approach (first modulation, 
then dithering) is unlikely to gain any performance. 

RGB to YCbCr conversion 

The RGS to YCbCr conversion is a matrix multiplication by a 
3x3 matrix. Since the operations required for such a 
multiplication can be performed in the OCT-domain 
(appendix A), the conversion itself can be performed in the 
OCT-domain. This is not further investigated since the 
expected gains are small (no quantization has occurred yet, 
this should be done in the YCbCr-domain) and sufficient 
accuracy isn't guaranteed24. 

Unsharp-masking 

Unsharp-masking requires a large neighborhood (±24 pixels), 
this is much larger than a 8x8 JPEG-block. Although this does 
not prohibit unsharp-masking in the frequency-domain, it is 
very unlikely that unsharp-masking (not a very expensive 

24Some of the matrix-coefficients can be very small. this can be a problem 
if some DCT-coefficients are small too 
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Table 11: Timing-results of the OCT-able algorithms on a 200 OPI image 
~ .... -~--."'---~--.... 

Algorithm Time-domain OCT-domain Quantized OCT 
Histogram stretch 173ms 156ms 94ms 
Bandpass filter 

6.6 

563ms 218ms 172ms 

operation) will gain any time by performing it in the 
OCT-domain. 

Edgecolor removal, Error-diffusion and 
sub pixel-positioning 

Edgecolor removal, error-diffusion and subpixel-positioning 
are strictly spatial-domain operations (both in the purpose as 
in the implementation) and it is therefore not feasible to 
perform these operations in the OCT-domain, since all 
spatial-information is lost. 

Results and discussion 

Only a few image-processing algorithms found in copiers is 
suitable for implementing in the OCT-domain. An other 
problem is that the algorithms that are improved, are not that 
expensive anyway. The timing-results for the algorithms that 
can be implemented are shown in table 11 . 

The results indicate that the selective quantization (as 
proposed in section 6.5.1) improves the processing speed 
significantly, and can also be used to improve the 
compression-ratio. 

Overall, JPEG/DCT compression is of little use for 
image-processing in digital copiers, but image-processing for 
compression is more powerful. 
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7.1 

7.2 
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Performance Analysis 

Introduction 

In the previous chapters, the complexity of some of the more 
complex image-processing algorithms is reduced by using 
Multi-Resolution Analysis. In this chapter, the 
performance-bottleneck of a PC-based copier will be 
investigated, where a system build around a Intel Pentium II 
processor will be used as reference-machine. In the second 
part of this chapter, future trends for some of the aspects that 
influence performance will be estimated, based on historical 
figures and announcements of new technologies. 

Description of the Intel Pentium II architecture 

The Intel Pentium II is used as "reference GPP" for two 
reasons 

• Currently, it is the microprocessor that has the largest 
market-share . 

• Other mainstream microprocessors generally differ in no 
more than a few extra architectural features (the 
instruction-set can differ though). 

In figure 37, a basic overview of a Pentium II system is shown. 

Level 2 
Execution Core 

Unified A "- Levell Deschutes 
-..r- -V 

Cache Code-cache - ,---

five 
parallel 

5l2Kb Levell .g paths 
<l.) 

~ "-
0 .~ u 

~ 
r/ Data-cache <l.) ry- Q ~ 

l6Kb - '---

Figure 37: Schematic overview of a Pentium II system 

The heart of the system consists of the Deschutes instruction 
execution core, and is supported by two on-die 16 Kilobyte 
Level 1 caches (one for code and one for data). The execution 
core is a mixed CISC/RISC core, where in the decoding stage 
the somewhat arcane x86-instructions are translated into 
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RiSe-instructions called micro-instructions (!-tops). 
Elementary x86 instructions translate into 1 !-top, while more 
complex instructions or instructions with a complex 
addressing-mode translate into multiple !-tops. The decoder is 
capable of decoding 3 x86-instructions per clockcycle, with 
the restriction that only one instruction can be complex (Le. 
result in more than one !-top). 

The !-tops are then distributed to five separate, parallel 
execution streams. Note that these streams are asymmetric 
in functionality (see figure 38). 

Reorder Buffer (ROB) 

-

Figure 38: Schematic overview of the 5 execution ports 

The !-tops can be executed "out of order", which means that 
!-tops that originated from a later x86-instruction can be 
executed before a !-top that originated from an earlier 
x86-instruction. If (data)dependencies between the !-tops 
might exist, the !-top is executed speculatively (Le. executed 
with possibly incorrect data). The retirement-unit keeps track 
of dependencies by finishing the !-tops in chronological order, 
with a maximum of three at a time. Due to out-of-order and 
speculative execution, it is possible that one instruction stalls 
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retired 

now 

the retirement unit, while future instructions are already done 
(but not retired), see figure 39. 

Blocking 
instruction 

Instruction retirement buffer 

Previously retired instruction 

Finished executing, ready for retirement 

D Unfinished micro-operation 

Figure 39: Example situation of the retirement buffer 

While the eISe-to-Rlse translation creates the 
circumstances required for the out-of-order execution and 
speculative execution (thus for achieving a high throughput), it 
is a major disadvantage in that it leads to a long pipeline (as 
long as 12 machine-stages). The result of this is that 
branches are expensive as they break up the 
execution-stream and therefore cause a cleared pipeline. In 
order to prevent frequent pipeline-flushes, the Pentium II 
contains a Branch-predictor that makes sure that, when the 
destination of the branch is predicted correctly, no stalls or 
pipeline-flushes occur. The Branch-predictor uses a 
Branch-Target-Buffer (BTB) for every branch-instruction in the 
code-cache to store the last 5 decisions, which are used in 
the prediction algorithm. The BTB allows for the correct 
prediction of loops and regular repeating constructions, but 
does not gather long-term statistical behavior, to 
accommodate semi-random but statistically biased branches. 

This configuration achieves high performance for programs 
that use brute-force algorithms (such as benchmarks), but the 
long pipeline and the limited BTB have a strong negative 
performance impact for applications where a lot of 
"non-repetitive" branches occur, such as search-algorithms 
(MRA!!). 
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7.3 Investigation of bottlenecks 

The following possible issues are the obvious candidates for 
being the overall bottleneck for image-processing purposes 
(see figure 37): 

• The System RAM to Level 2 cache bandwidth 

• The Level 2 to Level 1 cache bandwidth 

• The size of the Level 1 cache 

• The size of the Level 2 cache 

• The number of instructions executed per time-unit 

• The system-architecture: the number of instructions 
required for a basic operation 

• The efficiency of the code generated by a C-compiler 

For the investigation, two algorithms are selected: A simple 
one (Sharpen) and slightly more complex algorithm 
(Error-diffusion). Since an inefficient C-compiler will 
masquerade all other possible bottlenecks, hand-coded 
assembly-language versions of both algorithms are created 
for investigation of the other possible bottlenecks. 

7.3.1 Sharpen 

The sharpen-operation is described in section 2.1. In the 
implementation, it is advantageous to use the symmetry of 
the kernel, so that the column-results are re-used. Figure 40 
shows this algorithm dissected into basic operations. 

This sequence of basic operations shows that the minimum 
latency for one pixel is 7 machine-cycles. A throughput higher 
than 1/7 pixel per cycle can theoretically only be obtained by 
using either SIMD techniques (such as MMX, [5]) to process 
multiple pixels in parallel or by interleaving the instructions for 
consecutive pixels (loop unrolling). 

Memory/Cache-bottleneck 

In order to determine if the memory/cache system is the 
performance-bottleneck, three different situations are 
measured on a 333 Mhz Pentium II, using the hand-optimized 
version. The full sharpen-algorithm (performed on a 200 DPI 
image) is compared to a version where all manipulations take 
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Figure 40: Basic operations for the sharpen-algorithm 

Table 12: Timing results for the three sharpen-versions 
...... ~ 

Execution time (ms) 
Full 160 

Fixed-Mem 140 
Mem-only 60 

...... -

place but where the memory-references are set to a fixed 
location (thus all memory-operations result in a Level-1 
Cache-hit) and to a version where the calculation is made 
transparent and only the memory-performance is measured 
(see table 12). 

The small difference between the "Fixed-Mem" and "Full" 
version indicates that the overhead caused by doing actual 
memory-accesses (outside the L 1-cache) is less than 20%. 
The sum of the execution-times of the "Fixed-Mem" and 
"Mem-only" is more than the execution time of the 
"Full"-version because of three reasons: 

1. All versions have a some (fixed-length) loop-overhead 

2. The Pentium II CPU allows (partially) for the execution 
of instructions in parallel of the cache-miss. 

3. Under certain circumstances, the caches of the Pentium 
II CPU detect the so called "sequential-access" as used 



65 October 16, 1998 
©1998, Oce Technologies B.V. 

by the sharpen-algorithm and will prefetch the next 
pixels into the Level 2 cache. 

This is shown in figure 41. 

Figure 41: Overlapping timings for the three sharpen-versions 

These results indicate that although the memory-efficiency 
isn't that much of a problem now, it can be a problem when 
the processing is more efficient. If, for example by using MMX, 
more pixels are processed in parallel, the manipulation-time 
will decrease to the point that the "Mem-only" time will be 
longer than the "Fixed-Mem" time, and the speed of the 
algorithm will be determined by the memory-speed. 

Implementation bottleneck 

During the implementation of the assembly version, it became 
clear that the Pentium II has exactly enough general-purpose 
registers (six) available to store all intermediate results. The 
expectation is that for Slightly more complex algorithms, some 
intermediate results have to be stored in memory, resulting in 
extra overhead. 

7.3.2 Error-diffusion 

Floyd-Steinberg errordiffusion (not Error-Dither!) is slightly 
more complex than the sharpen-operation, although 
inter-pixel dependencies prevent efficient pixel-parallel 
processing with SIMD-architectures such as MMX. The 
basic-operations for the inner-loop are shown in figure 42. 
Dependencies between the operations dictate a minimum 
latency of 8 cycles (1 more than for sharpen), but the total 
number of operations (14 versus 10) is larger and some 
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operations (such as the quantization) are much more 
complex. 

Figure 42: Basic operations for Error-diffusion 

Compared to the sharpen-algorithm, the Error-diffusion 
algorithm uses a larger memory bandwidth. Where the 
sharpen-algorithm only reads three pixels (of which only one 
is new) and writes only one, the Error-diffusion-algorithm 
reads one new pixel and two buffered error-values (which 
uses more bits than a pixel) and stores three values, two wide 
error-values and one small pixel-value. 

The effects of this larger memory-footprint are investigated by 
timing images with different widths. 
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Figure 43: Timing results for Error-diffusion for different widths 

Small images are able to hold all important intermediate data 
in the Level 1 cache, while for large (wide) images (more than 
about 3200 pixels25 in width), the effect of the Level 1 

25The cache-usage is 4 or 5 bytes per pixel (4 bytes are reused, the fifth is 
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7.4 

7.5 

cache-misses is visible. 

Register-usage 

For the error-diffusion algorithm, the Pentium II processor has 
more than enough general purpose registers to store all 
intermediate results, except of course for the error-information 
for the next line. 

Architecture versus performance 

The performance of both algorithms is measured on a 333 
Mhz Pentium II machine with 256 Megabyte RAM, with 
Microsoft Windows NT as operating system26 . 

The sharpen-algorithm has 23 instructions for the processing 
of one pixel, these instructions translate into 26 !-tops. The 
measurements show that the Pentium II requires 14.6 
clockcycles per pixel, this means that an average of 1 .8 !-tops 
per cycle are executed. 

The error-diffusion algorithm has 23 instructions for the 
processing of one pixel, these instructions translate into 30 
!-tops. The measurements show that the Pentium II requires 
18.1 cycles for every pixel, this means 1.7 !-tops per cycle. 

The Pentium II is capable of executing 3 !-tops per cycle, while 
the measurements show that only 1.7 or 1 .8 !-tops per cycle is 
achieved in image-processing algorithms, which is about 60% 
efficiency. 

This is an indication that adding more pipelines to the 
microprocessor probably does not improve the performance 
significantly. Reducing the overhead27, and the dependencies 
caused by these overhead-instructions, of the x86 
instruction-set would be a great benefit, since this results in 
reduced dependencies and thus a higher throughput. 

Compiler efficiency 

Two state of the art C++ compilers are compared to the 
hand-coded assembly verSion, the Microsoft Visual C++ 5.0 

used once). For a cache-size of 16Kb, this means that 3276 to 4096 pixels 
can be stored in the Level 1 cache, depending on the efficiency. . 

26Although an operating-system will have impact on the performance of 
user programs, for this research, the operating-system is thought of as un
avoidable part of the system 

27For example, under certain circumstances "dummy" instructions are re
quired to avoid huge penalties 
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Table 13: Comparison of the Compilers 
I Microsoft Visual C++ 5.0 I Intel C++ I Asm I 

I Sharpen I 535ms 547ms 234 ms 
I Error-diffusion I 109 ms 110 ms 110 ms 

7.6 

7.7 

compiler and the Intel C++ compiler (available as a plug-in for 
Visual C++). 

For the sharpen-algorithm, the hand-made version is twice as 
fast as the C-version, while the C-version for error-diffusion is 
slightly faster than the hand-made version. The 
sharpen-algorithm indicates that compilers perform poorly 
when the number of registers the algorithm uses is close to 
the available number of registers. The code generated by the 
C-compiler far the Error-diffusion-algorithm is near optimal 
and indicates that this algorithm fits the optimizer very well. 

Future developments 

Now that the bottlenecks are investigated, estimates of future 
performance-figures will be made by looking at historical 
trends and announced technologies and products. 

Historical trends in CPU-performance 

The infamous Moores law states that the number of 
transistors on a square inch of silicon doubles every 18 
months. Derived from this law is the claim (sometimes 
referred to as Moores second law) that the clockspeed also 
doubles every 18 months. 

The trend in clockspeed far Intel-processors is shown in 
figure 44. In this figure, all recent microprocessors from Intel 
are plotted, as well as the already announced but not yet 
released models. 

Figure 44 clearly shows that the raw performance (Le. 
clockcycles per second) has increased exponentially in the 
last decade, and given the developments in 
chip-manufacturing facilities, this trend will not stop far the 
next few years. 

This means that with the same execution-core, the processing 
speed on new machines will increase by a factor two about 
every 2 years. 

The increase in the number of transistors is also used to 
improve the architecture of the execution-core. This 
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improvement is independent of the processor-speed, thus 
having an additional improvement of the processing-speed. 

Historical trends in Memory-performance 

Although Moores Law was intended for Intel CPUs only, a 
similar trends in memory performance has occured in the last 
8 years28 . Figure 45 shows measurement-results of the 
memory-bandwidth of Intel-bases systems. The numbers are 
obtained using the benchmark-utility 'WinTune", written and 
used by the magazine WinMag. 

The memory-bandwidth (and the corresponding 
transfer-speed) has doubled even faster than the CPU-speed. 
Memory-transfers aren't the most important factor now, and 
judging by extrapolating this trend, this will remain so for the 
next few years. 

Announced enhancements 

The architecture of the Pentium II is too complex for optimal 
optimization by compilers or humans. The 12-stage pipeline is 
an indication of this complexity. Intel has recognized this and 
has started the development of a totally new architecture (with 
a new instruction-set) codenamed Merced. This architecture 
is based on the VLlW-principle, where one fixed-length 
"Mega-instruction" contains multiple SUb-instructions and 
control-information. Most of the power of VLlW is based on 

28Reliable measurements from before this time were not available 
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Figure 45: Moores law for memory bandwidth 

the fact that the chip contains only a Simple decoder and that 
all intelligence (about dependencies, branches etc) is 
provided by the compiler. 

This has three major advantages 

1. The complexity has to be dealt with only once (during 
compilation) and not in the chip; this results in a much 
shorter pipeline and less complex architecture. 

2. The compiler has information about dependencies at a 
much higher level (the programming language). 

3. The chip itself behaves very predictable and in a way 
the compiler can anticipate easily, 

4. The compiler can use profile-information29 to control the 
branch-prediction as well as information from the 
higher-level language (loop-constructs etc). 

Although no official information about Merced is given at the 
moment (at least, not without signing a heavy NDA), some 
well-informed web-pages claim that the Merced is capable of 
the prepare-for-branch principle. 

This prepare-tor-branch principle means that the compiler 
informs the processor that a branch is coming soon. 

29profile-information is information gathered during a test-run of the soft
ware, extensive statistics can be gathered during such a run and succe
quently by used by the compiler. 
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Table 14: Estimated processing times for 400DPI color image
processing 

... ~-... ~-... 

Year Processing time Enhanced processing time 
--~·c- --""" 

42s 1998 21s 
1999 26.4s 13.2s 
2000 16.7s 8.3s 
2001 10.5s 5.3s 
2002 6.6s 3.3s 
2003 4.2s 2.1s 

Subsequent sub-instructions have a label indicating to which 
branch-direction they belong. These instructions are executed 
speculatively, until the real destination of the branch is known 
and only the results of the correct instructions is actually 
stored. This allows for an optimal usage of the internal 
execution-units and, by using the statistics gathered during 
profiling, the balance between the two choices can be optimal. 

The Merced is said to have 128 general purpose registers of 
64 bit each, but it is likely that only a subset of these 128 is 
available at one time. 

7.10 Prognosis for image-processing speed 

As seen in appendix F, color image-processing takes 42 
seconds3o on a 333 Mhz Pentium II. This processor is 
available since January 1998. Table 14 shows future 
processing times, assuming that the processing speed (thus 
including clock-speed and architectural enhancements) 
doubles every 1.5 years. The table also shows an "Enhanced 
processing time", this is the (estimated) time that is required 
when several possible architectural features (such as MMX, 
multi-processing and hand-coded assembly-versions) are 
used. 

7.11 Conclusion and evaluation 

Computers get faster in several ways. The most visible 
speed-improvement is that the raw clockspeed increases 
rapidly. Other factors, such as cache-size or the internal 
architecture, are less visible but enhance the processing 
power nevertheless. 

300epending on what original is used 
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8 

8.1 

8.2 

8.3 

Conclusion and recommendations 

Traditional algorithms 

Traditional compression-algorithms such as LZ77 and 
Run-Length Encoding are of little to no use for the 
improvement of the image-processing speed, due to the fact 
that scanned images are noisy. This noise leads to short runs 
and causes a lot of extra overhead. 

Wavelets 

The idea behind Wavelet-compression is that information is 
present at multiple resolutions of an image. Using this notion 
of multi-resolution, the more expensive image-processing 
algorithms can be made more than twice as fast. For 
example. The error-dither algorithm is separated into two 
passes: one simple pass (dithering) and a more complex 
pass (error-dither), but the second pass is only applied to 
pixels in the scan that are on an edge in the image. 
Color-conversions are simplified by skipping white areas and 
using spatial interpolation in areas with a constant color. All 
this requires an extra processing-pass where the information 
is build. Oepending of the complexity of the datapath, this 
extra pass can take more or less time than is gained in the 
algorithms. For the researched datapath, the gain is much 
larger than the cost of this extra pass. 

JPEG 

Some image-processing operations can be performed in the 
OCT-domain (as used by regular JPEG), while only few 
operations actually benefit from the fact that the data is in the 
OCT-domain. Great care must be taken to avoid 
blocking-artifacts, which can easily occur. More interesting is 
the interaction between image-compression and 
image-processing. The image-processing can be used to 
improve the image-compression, and the compression can be 
used to influence the image-processing. For the research 
presented in this paper, the use of OCT-image-processing is 
only selectively useful, but for digital copiers in general, the 
interaction can be advantageous. 
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8.4 

8.5 

Performance 

The performance of image-processing algorithms on a 
"standard" CPU has been investigated. The investigation 
shows that the memory-bandwidth is not the most important 
bottleneck, for implementations that do not use MMX. This is 
no longer true if the time required per pixel is reduced by a 
factor two, as can easily by done by using MMX. 

The most inhibiting factor for typical algorithms is the rate at 
which the instructions are executed. The execution efficiency 
of the Pentium II is below 60% of the potential capacity. Both 
the complexity as the small number of registers on Intel 
x86-architectures are the main causes for this. Intel has 
recognized this and has announced the Merced-processor, 
which is supposed to solve all this. 

Despite the relative low efficiency (in terms of instructions per 
cycle), the performance of the mainstream general purpose 
processors has increased exponentially the last decade, in 
conformance with Moores Law. Moores Law states that the 
transistor-density on a chip doubles every two years, and 
side-effect of this is that clock-speeds increase also by about 
this rate. 

Using Moores Law, an estimate of the overall 
performance-increase of general-purpose processors is 
made. This estimate shows that by using MRA (and some 
other things such as MMX) the image-processing of a 
25 pages per minute color-copier is feasible on a PC in 2003. 

Evaluation and recommendations 

The combination of data-compression and image-processing 
is very powerful for digital color-copiers. Not only is it possible 
to use compression-techniques to improve the 
image-processing speed, it is also possible to use the 
image-processing-information to improve the 
compression-ratio by using selective quantization. 
Image-processing also influences the compression-ratio 
directly, the smooth-operator, for example, is a low-pass filter 
can set many high-frequencies to zero. 

Data-compression-techniques reduce the computational 
complexity of image-processing, resulting in cheaper 
hardware and a shorter time to market, for PC-based 
systems. 

Although it is not investigated in this research (other than a 
quick inspection), the use of image-processing for 
data-compression allows for better compression-ratios, thus 
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cheaper storage (less memory is required as a set-buffer) and 
faster transmission of images over networks. 

Also not investigated is the possible use of data-compression 
for the segmentation of images into areas of text, photographs 
or other categories using compression-statistics ([4]). 
Although this adds extra processing-time, it can improve the 
copy-quality and can also benefit OCR and other processing. 

In order to use the datapath, as presented in this research, in 
a real copier, extensive tuning of several parameters has to be 
performed. A different approach would be to design a totally 
new datapath, designed for PC-bases processing. It is 
possible that, by using MRA or other techniques, some very 
expensive (for traditional ASIC-based copiers) but 
quality-improving algorithm can be implemented with an 
acceptable performance on a PC. For example, reliable 
detection of a black-and-white original allows for the use of 
specialized image-processing. 
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A OCT and arithmetic 

This appendix gives some basics about performing arithmetic 
on 8x8 blocks of OCT-data. Unless otherwise stated, only 
unquantized, floating-point inputs are assumed. When using 
integer-arithmetic, some small rounding-errors will be made. 

A.1 Addition by a constant 

In some applications, such as correcting an offset in a 
scanned image, adding a constant value (constant with 
respect to its location) to all pixels is required. It is sufficient to 
add a scaled version of this constant C to the ~C-coefficient 
only, which isn't that surprising since the OCT is very similar 
to the OFT. 

Proof: 
Assume a vector X [0 to 7] contains the OCT-transformed data 
of x [Ot07]. The vector X, is the vector X except that 
X'[O] = X [0] +C. 

Performing the reverse-transform of equation 10 on the signal 
X, yields: 

[II/]x(n) t y(k) X'(k) cos (2n + 1 . k1t) (11) 
k=O 2 16 

yeO) C + t y(k) X(k) cos (2n + 1 . k1t) (12) 
2 k=O 2 16 

Since the inverse OCT-transform is performed twice (once in 
each direction), the constant C is scaled down by a factor: 

A.2 Multiply by a constant 

As with the adding of a constant, the multiplication by a 
constant can be useful in some applications. Multiplying is not 
as simple as the addition, but it is doable without extra 
overhead, just by multiplying all coefficients. The proof of this 
is trivial, the multiplication-factor can be on either side of the 
sum sign in the reverse-transform (equation 10). 

If it is known that OCT-coefficients are (set to) zero, time can 
be saved since multiplication is not needed for these 
coefficients. 
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A.3 Pixelwise addition 

Pixelwise addition (addition of two images on a pixel by pixel 
basis) is also possible, but this requires that both images are 
in the DCT-domain. 
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B Image used for example 5.3 
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c Error-diffusion 

This section gives an introduction to the halftoning-algorithm 
Error-diffusion in general and focuses further on the 
Floyd-Steinberg algorithm. Halftoning is the process of 
transforming a continuous-tone image (such as grayscale) 
into a bilevel image, for the purpose of digital printing. 

C.1 Error-diffusion 

Original 

The main concept behind error-diffusion is that the (spatial) 
average of a halftoned signal should resemble the average of 
the original signal. Error-diffusion tries to achieve this by 
compensating the error made by quantizing one pixel, using 
error-propagation to the neighboring (unquantized) pixels. 

128 128 128 128 128 128 128 128 128 

Propagated Error ~ 

Half toned 

255 0 255 0 255 0 255 0 255 

Figure 46: Example of 1 D error-diffusion 

Figure 46 shows this prinCiple on a 1 D data-stream for a 
quantization-threshold T of 128. The first element is 
evaluated, and since 128 ~ T, it is set to white (255). The 
error made by this quantization is 128 - 255 -127 and this 
error is used in the quantization of the second pixel: For the 
second pixel, 128 + (-127) l T, and this pixel is thus 
quantized to black (O). The error made for this pixel is 
128 + (-127) - 0 = 1, this error is propagated to the next pixel. 

The result of this simple form of 1 D error-diffusion is similar to 
results achieved by delta-modulation or pulscode-modulation. 

C.2 Floyd Steinberg 

The error-diffusion algorithm as demonstrated in section C is 
nearly optimal for 1-dimensional data. But for 2-dimensional 
data such as images, this is, unfortunately not true. Using 
1-dimensional error-diffusion can lead to artifacts due to 
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regularities in the original and does not generate a good 
average in the 2-dimensional sense. 

The obvious solution to this flaw is that fractions of the error 
are propagated to neighboring pixels, in all directions. The 
fractions should be carefully chosen such that an optimal 
visual result is obtained. 

Floyd and Steinberg introduced such a scheme in [10], and 
although it is rumored that they invented it by accident in the 
local pub, no other scheme of comparable complexity is found 
that yields better image-quality. 

Figure 47: Coefficients as proposed by Floyd and Steinberg 

The Floyd Steinberg fractions (multiplied by 16) are shown in 
figure 47. The coefficients take into account the fact that a 
one-pass, linear scandirection (from left to right, top to 
bottom) is used, meaning that only pixels below and right from 
the "center-pixel" are not processed yet. 

Artifacts 

The most important downside of the Floyd-Steinberg 
algorithm is that, for areas with a constant color, regular 
"worm-like" artifacts can occur (see figure 48). The human 
eye is automatically attracted to such regular patterns and 
these are therefore very disturbing. 

Figure 48: Example of worm-artifacts 

The occurrence of these worms can be reduced by using a 
bi-directional version of the algorithm, but the artifacts cannot 
be eliminated. A different negative side-effect is that areas 
with a constant color are perceived as noisy. 
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o 

0.1 

Edge-detection 

The detection of edges in an image can serve many 
purposes, from feature-extracting for identification-systems to 
object-segmentation for OCR-like applications. For digital 
copiers, edge-detection is used to enhance the reproduction 
of edges, such as text. 

Although very complex algorithms for the detection of edges 
exist, only very elementary methods are used in copiers. This 
appendix describes briefly - two simple edge-detectors as 
used in this report. 

MinMax 

The MinMax edge-detector is easy to understand: Both the 
minimum-value and maximum-value of the pixels around the 
center-pixel is taken. If the difference between this minimum 
and maximum exceeds a certain threshold T, the center-pixel 
is considered to be part of an edge. 

Usually, a 3x3 neighborhood is taken for the determination of 
the minimum and maximum. If a 5x5 neighborhood is used, 
two things happen: 

1. The detector becomes more sensitive to gradual edges 

2. Pixels directly next to a sharp edge are also marked 
edge 

The implementation of a MinMax detector on a General 
Purpose Processor is usually very slow, due to the large 
number of branches required for the Min and Max operators. 

0.2 Sobel 

The Sobel edge-detection is based on linear 
kernel-operations. This allows for an efficient implementation 
of the detector in software. The Sobel edge-detectors work 
(globally) as follows: 

1. The average pixel-value of two "sides" of the 
center-pixel is calculated 

2. The difference between these two averages is 
calculated 

3. If the difference is larger than a certain threshold T, the 
center-pixel is part of an edge. 
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The first two steps can be performed with one 
kernel-operation. Figure 49 shows a kernel that can be used 
for the detection of vertical edges. 

1 -1 

2 -2 

1 -1 

Figure 49: Example of a Sobel-kernel for the detection of ver
tical edges 

For the detection of horizontal edges, the kernel-coefficients 
should be rotated 90 degrees. 

It is also possible to use a set of 5x5 Sobel-kernels, but here 
extra kernels are required to detect diagonal edges. 
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E 

Perception 

RGB 

Introduction to color 

This appendix tries to explain some of the basics of 
color-representation and perception. Color-theory is a very 
complex subject and most of it is beyond the scope of this 
text, only the parts relevant for digital copiers are introduced. 

The perception of color is based on the perception of light. 
Light can, similar to sound, be described in the frequency 
domain, where the spectrum of light of a particular color might 
look like the spectrum shown in figure 50. 

400 nm Wavelength (A) 700 nm 

Figure 50: Example frequency-spectrum of light 

Color can be represented using several methods, each of 
these methods has its own advantages and is often specific 
for a certain presentation-medium or application. 

The well known RGB (Red,Green,Blue) representation is, for 
example, targeted for television and scanning applications. 
This representation is based on the way the human eye 
perceives color. The human eye has a lot of small sensors 
(called "cones"). There are four types of cones, one type is 
sensitive to all light, while the other three types are sensitive 
to certain parts of the spectrum. Figure 51 shows how the 
different cones are sensitive to different frequencies. The 
perception of color by the human brain is based on the 
amplitude of the neural-electric output of the three 
color-cones. To represent a specific color, it is therefore 
sufficient to have a basis of three colors (Red,Green,Blue) 
with which (almost) any response from the cones can be 
obtained. 

The problem with the RGB-representation is that a degree of 
freedom exists for the selection of the tree base-colors. Every 
physical device has its own Red, Green and Blue. For 
example, the Green of a television-tube is the green that can 
be obtained by a specific phosphorus. A color-scanner has a 
different green, the green that can be measured by a 
semiconductor CCD-element. It is very likely that a 
color-print-engine has a different color green for which it is 
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Figure 51: Frequency response of the human eye 

easy to create inJ<31 . 

The problem that a RGB-representation is device-specific has 
lead to several device-independent color-representations. If a 
device-independent representation is required, Oce often 
uses the well known CIE-Lab representation (L represents the 
Luminance, A and B represent the color), which has the 
advantage that it is not just device-independent, but also 
somewhat linear32. 

The conversion from the RGB-scanner output to the CIE-Lab 
domain is also used to correct the scanner for production 
tolerances. 

A color print-engine, in general, uses the CMY (Cyan. 
Magenta, Yellow) domain, which is the complement of the 
RGB-domain. The complement is used since most 
RGB-devices perceive black as "no light/ink/electrons", while 
paper is white, thus black is represented as "all 
light/ink/electrons". Because of the non-ideal characteristic of 
the ink33, Black is added as the fourth color (thus forming the 
CMYK-color domain). 

The conversion from the CIE-Lab domain to the 
CMYK-domain of the printer is (computational) very complex 
and non-linear. This step is often combined with the 
compensation of the non-ideal characteristics of the ink and 
print-engine. Then, a large lookup-table is the only way to 
achieve reasonable results. 

311n the real world, printers don't use RGB but the complementary CMY
representation 

32Unear in the sense that the numerical average of two colors is also 
perceived as the average of those colors 

331n CMY, black means three layers of ink. This results in a somewhat 
brownish color, which is unacceptable for text 
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F 

... I 
Smooth 
Sharpen 
Stretch 
Edgedetector 
ConstColor 
MRA-build 
RGB2Lab 
UnsharpMask 
Edgecolor 
Lab2CMYK 
Dithering 
Errordither 
Subpixelpos 

Total 

Timing results 

Timing-results of the two datapaths for different images. Unc 
represents the un optimized datapath where every pixel is 
processed by all algorithms, Camp represents the optimized 
datapath. 

Helenaveen I Kerstpakket I Japr SiemensSQT------rNO 
... 

Unc Comp Unc···· Comp Unc Comp ... Unc 

~G~~~· ~~~ 3.81 3.73-
c------:::-~-... ---_ ... 

3.77 3.67 3.83 3.86 3.80 
4.11 4.00 4.08 4.03 4.06 

-_.-

4.08 4.0 4.33 4.26 4.03 
1.64 2.20 1.63 1.97 I 1.63 2.39 1.63 2.30 1.73 2.44 

4.38 3.67 3.94 3.91 4.08 
.~ .. 

1.50 1.91 1.67 1.72 1.95 
1.64 1.64 1.58 1.59 1.46 

6.28 5.99 6.25 3.47 6.25 3.44 6.27 4.31 6.52 3.28 
2.02 2.02 2.02 2.02 2.02 2.02 2.02 2.02 2.03 2.03 
2.64 2.17 1.78 .63 2.05 1.25 2.05 1.13 2.08 0.97 

.. _ .... ... _ .... 

12.33 9.36 12.25 6.16 12.27 5.5 12.42 6.70 12.84 5.44 
3.39 3.39 3.39 3.38 3.56 

11.8 rf1134 11.8 
-~ .... 

3.56 10.13 1.23 4.75 11.78 4.30 12.33 
12.20 10.45 12.11 3.45 12.08 5.70 1 12.06 5.43 12.55 5.02 

56.83 
.. ,~ 

60.88 
f--=-.:: .. 

55.62 37.29 55.97 43.33 56.14 42.54 58.69 42.22 
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Figure 55: Japr 
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Figure 56: Siemens30 
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