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abstract

In this thesis an approach will be explained for the fixed-weight minimum-dilation problem.
The goal is to find a network that connects all points in the plane of a given set in such a way
that the total edge length, or weight, does not exceed a given value. Furthermore, the ratio of
the path length between two points to the straight-line distance between these points, which
is called the dilation, must be as small as possible for each pair of points. To achieve this,
the network can have extra vertices, called Steiner points.

The approach works as follows. First all possible topologies of a minimum-dilation network
are created, which contain the edges and shortest paths of a possible network. After that,
convex programming is used to calculate the dilation of each topology for the given point set
and maximal weight, or budget. Finally, the network with the best dilation will be selected.

Several results for small point sets will be given and it will be made clear that creating fixed-
weight minimum-dilation networks for a large point set will be very time-consuming.
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Chapter 1

Introduction

This document has the title ”Fixed-Weight Minimum-Dilation Networks”. It might not be
completely clear, however, what this document is about. Therefore this introduction starts
with a very simple story which gives an impression of the general problem.

Imagine that sailers find a new uninhabited island. Despite the fact that there is actually
nothing on the island, several people want to live there at one of the beautiful beaches. So,
a few years later, people have built small villages near the beach. There is only one problem.
If someone wants to meet a friend in another village, that person has to travel around the
island by boat. So, at one day, all habitants of the island gather in a council to discuss a road
network for the island. They agree to connect each pair of villages as well as possible. After
a collection there is money for which they can build a certain length of road. However, this
is not enough to build a straight road from each village to each other village. What should
the road network look like so that they never have to travel much longer than necessary?

Figure 1.1 gives an example of a possible network for an island with five villages. Instead
of building a straight road from each village to each other village, there is a road from each
village to a roundabout. In this case a certain road can be used as a part of a path to several
villages.

1.1 Problem description

We are given a set of points in the plane, which will be called the terminals (the villages
in the example) and a budget, a positive real number. We are asked to construct a network
G(V,E) where the total edge length does not exceed the budget. The network can contain
extra vertices (roundabouts), the so-called Steiner points, which do not influence the budget.
So, one may add as many Steiner points as needed to construct the network.

Definition 1.1. Let dG(ti, tj) be the length of the shortest path in G between two terminals
ti and tj and let d(ti, tj) be the straight-line distance in the plane between ti and tj. The ratio
between these values is called the dilation of the path between ti and tj:

∆G(ti, tj) =
dG(ti, tj)
d(ti, tj)
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Figure 1.1: A possible network between the five villages on the island.

We assume that no two terminals are positioned on top of each other, so for any pair of
terminals the dilation can be calculated.

Definition 1.2. The dilation of a network is defined as the maximum dilation for all
shortest paths connecting two terminals:

∆(G) = maxti,tj∈T ∆G(ti, tj)

Using this definition we describe the main problem of this thesis, which is similar to the
formal problem description of Kooijmans [Koo08, Section 1.1]:

Fixed-weight minimum-dilation problem: Given a finite set T ⊂ R2 and a
budget B ∈ R+. Find a network G(V,E), such that:

• T ⊆ V ;

• the total edge length (or weight) W does not exceed the budget:∑
vi,vj∈V,{vi,vj}∈E d(vi, vj) ≤ B;

• the dilation ∆(G) = maxti,tj∈T,ti 6=tj
dG(ti,tj)
d(ti,tj)

is minimal for all possible net-
works with weight W ;

• and no other network G′ exists with weight W ′ ≤ B and ∆(G′) < ∆(G).

A resulting network for the problem is called a minimum-dilation network. The dilation of
such a network and a certain budget can be trivial. For example, if the budget is equal or
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larger than the total length of all straight-line connections between any two terminals. The
dilation is in that case equal to one and the network has all the straight-line connections as
paths. There is therefore and upper bound on the budget for which calculating the dilation
is interesting. In the same way there is a lower bound for the budget. For certain budget
values the dilation will be infinite, because the budget is not large enough to connect each
pair of terminals.

Definition 1.3. Throughout this document a minimum-dilation path between two terminals
will be called a route for convenience. Also a minimum-dilation path that starts in a terminal
but is not yet completely finished will be called a route.

The approach used in this thesis will only be usable for terminal sets that are in convex
position. This is because we will make representations of routes without knowing the exact
location of its Steiner points and edges. When having terminals inside the convex hull of the
set we would also need to know the location of the edges with respect to each of these internal
terminals. This would make the problem even harder to solve than it is with only a set of
terminals in convex position.

1.2 Related work

The fixed-weight minimum-dilation problem is somehow related to Fermat’s problem, in which
a point in the plane must be found such that the sum of the distances from a finite number
of given points is minimal. However, it is possible to have more than one extra point in the
network.

Therefore, the problem discussed in this document is more related to a problem first addressed
in a letter correspondence between Gauß and Schumacher in 1836 [Kao08]. Since Courant
and Robbins published their book What is Mathematics in 1941 [CR41], this problem is better
known as The Steiner Problem or Steiner’s Problem, named after the Swiss mathematician
Jacob Steiner [Cie98]:

Steiner’s Problem. Given a finite set points in the plane, find a network which connects
all points of the set with a minimal length.

All networks that solve the Steiner Problem are trees, which are called Steiner Minimal Trees
(SMT). There are many variants of the problem. Many variants consider a set of points in the
plane V and T ⊆ V for which a network must be found which connects all points in T using
only edges between points in V [WC04], or only even edges of a given graph [PS02, Section
1.1]. Richard M. Karp showed in 1972 [Kar72] that a particular version of the Steiner Problem
(the decision problem for weighted graphs) is NP-complete. Due to his paper the problem is
also known as one of Karp’s original 21 NP-complete problems. However, more interesting are
variants where auxiliary points can be added, the so called Steiner points [DO98]. Garey et
al. [GGJ77] proved that these variants are at least NP-hard. One of the problems is that it is
unknown whether these problems are actually in NP, because computers cannot manipulate
infinite-precision numbers. These might be necessary for the coordinates of the Steiner points
and the lengths of the edges. Therefore they first showed that there is a variant, that uses
integer coordinates and lengths, which is NP-hard and then showed that the actual problem
is at least as difficult.
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Theorem 1.4. The fixed-weight minimum-dilation problem is at least as difficult as an NP-
hard problem.

Proof. To prove NP-hardness it is sufficient to show that there is an NP-complete or NP-
hard problem that is polynomial-time Turing-reducible to the fixed-weight minimum-dilation
problem.

So let’s take a set of points and a positive integer L for the Steiner tree problem described
in [GGJ77]. We can map it easily to the fixed-weight minimum-dilation problem. If for the
same set of points and a budget L there is a network with a finite minimum-dilation, then
we know that there exists a network between the points with a length smaller than or equal
to L. A Steiner tree is the smallest possible network that connects all points, so if there is
a network with length smaller than or equal to L, there must also be a Steiner minimal tree
with length smaller or equal to L.
If the fixed-weight minimum-dilation problem does return a network with an infinite dilation,
then we know that there is no network possible for budget L with routes between all pair of
points, so there is also no Steiner minimal tree.

Therefore, given that the used Steiner tree problem is at least as difficult as an NP-hard
problem, we know that the fixed-weight minimum-dilation problem must be at least as difficult
as well.

The approach to the fixed-weight minimum-dilation problem that will be described in this
document only works for a set in convex position. Therefore, it would be nice to prove that
the problem is also at least NP-hard for sets in convex position. However, no concrete proof
was found during this project, showing that the Steiner tree with convex point set is at least
NP-hard like the general case of the Steiner tree problem. Nevertheless, considering the
results of several calculations, see the results in Chapter 5, it is very presumable that this
problem is also at least NP-hard.

A problem that is also related to the fixed-weight minimum-dilation problem, but in a different
way, is the minimum-dilation spanning tree problem. This sort of spanning tree connects all
points and also takes the dilation into account. However, it is not allowed to add Steiner
points. Also cycles in the graph are not allowed, because it must be a spanning tree, which
is not a requirement for the networks in this document. Cheong et al. [CHL08] proved that
computing a minimum-dilation spanning tree is NP-hard.

1.3 Previous work

A way of finding a fixed-weight minimum-dilation network is already discussed in another
master’s thesis, by Kooijmans [Koo08]. However, this document only describes a method of
creating a minimum-dilation network for a terminal set of four points, which is partly done by
hand. For the optimization of the dilation only the case with four terminals in regular convex
position are considered. 1 Furthermore, there is a suggestion for a complete algorithm, but

1With convex position we mean that all terminals are positioned on the convex hull and regular means that
all the terminals are equally spread over the convex hull.
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several parts are vague and proofs of correctness are missing.

This thesis is, more or less, the successor of the thesis of Kooijmans. The goal is to give
a precise description of a complete algorithm that can calculate the range of budget values
that are interesting and the dilation for a certain number of budgets within this range. By
visualizing the networks for a fixed terminal set and variable budget an animation of the
formation and movements of Steiner points can be created. This could give some new insight
in the behavior of the minimum-dilation networks.

The algorithm that will be described in this document is implemented in two programs to
analyze the results. One of the programs generates all possible topologies of networks, which
was done by Kooijmans by hand for four terminals. The other program can calculate an
optimal position of the Steiner points and the dilation given a terminal set, the possible
topologies and a budget. Furthermore, it can also calculate all budgets with a certain interval
between two bounds and give a simulation of the behavior.

1.4 Thesis overview

In Chapter 2 the approach for solving the problem will be shown. This is basically done in
two steps: the creation of topologies and the optimization for dilation. However, to be able
to explain these steps in more detail, first some properties of topologies need to be discussed.

Chapter 3 will give a more detailed description of the first step. This includes an algorithm
that finds all possible topologies, which are representations of possible networks, given a
terminal set.

In the second step the created topologies are used to calculate the optimal dilation for a given
terminal set and budget. The way this can be done will be discussed in Chapter 4.

After the detailed descriptions of the two steps, results will be shown of the actual software
programs that are created for this research. This can be read in Chapter 5.

In the last chapter of this document, Chapter 6, the conclusion of the research will be pre-
sented. Furthermore, some suggestions for further research will be given.

In the appendix of this thesis some theorems will be presented that were proven during the
research, but most of them are not really used for the final approach. However, they might
be useful to people who want to know more about topologies. Also the complete pseudocode
of an algorithm and some results, with several pictures, can be found in the appendix.
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Chapter 2

Approach

Given a set of terminals and a budget, it is not immediately clear what the minimum-dilation
network looks like. The approach that will be discussed to get the location of the Steiner
points and edges of the network and its best dilation, can be divided in two steps. In the first
step a set of topologies will be created which represents any possible network that might be
a minimum-dilation network. In the second step an optimal embedding for a certain budget
is determined for each topology of the set, such that the network it represents has a minimal
dilation. After that a network with the minimum-dilation for the fixed-weight, or budget, can
be found easily.

The two steps, the creation of the topologies and the calculation of the dilations and the best
network, will be discussed in more detail in Chapter 3 and Chapter 4, respectively. However,
before anything can be explained about creating topologies, it is necessary to first tell what
a topology exactly is and what its properties are. This will be done in this chapter.

2.1 The topologies of a network

Let’s first introduce a formal definition of a topology.

Definition 2.1. A topology of a network G(V,E) defines for every vertex v ∈ V , where v
could be a terminal or Steiner point, to which other vertices in V it is connected by an edge
e ∈ E. Furthermore, it defines which edges Er ⊂ E are used for route r(ti, tj) between any
two terminals ti and tj.

Note that Definition 2.1 does not contain anything about the location of the terminals or
Steiner points. Also the length of edges and therefore the budget of the network and the
dilation of the routes are not of any importance here. A topology purely defines how a
minimum-dilation network is connected. Therefore, drawing a topology can be done by
choosing any position for each vertex v ∈ V as long as the network is planar. If edges in
the network cross then there will be a Steiner point at the intersection, so in a topology there
must be a Steiner point at each intersection as well. In this document topologies will always
be drawn with terminals in convex position and with Steiner points that are positioned in
such a way that the edges between vertices can be seen clearly.
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Figure 2.1(a) shows an example of a representation of a topology for four terminals. The
dashed lines show the convex hull of the terminals and the fat colored lines show the routes be-
tween the terminals. The vertices are drawn in this kind of representation as oval polygons,
but they are actually just points. There might be several routes between two vertices that
are connected by an edge, but these routes all use the same connection between the vertices.
Given a certain budget and the coordinates of the terminals, the coordinates of the Steiner
points can be calculated. How this is done is explained in Chapter 4. Two examples of
minimum-dilation networks that have the same properties as the topology of the figure are
drawn in Figure 2.1(b) and Figure 2.1(c). Note that it is possible to have edges with length
zero, which results in a network where Steiner points are positioned on top of each other (see
Figure 2.1(c)). An extreme case is where all Steiner points have the same position, such that
the network will be a cross, or a star if the number of terminals is larger.

(a) Representation of a topology for four
terminals

(b) Minimum-dilation network for a cer-
tain budget and a set of four terminals in
regular convex position.

(c) Minimum-dilation network with the
same terminal set, but a different budget.

Figure 2.1: Two minimum-dilation network with different budgets using the same topology.

A minimum-dilation network can have many topologies and because we will have to do a
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complex computation for each topology in the second step, it would be nice to keep the
number of topologies small, but in such way that it is still possible to create all possible
minimum-dilation networks. The first restriction on a topology to realize this is that the
degree of the vertices will be fixed.

Lemma 2.2. For any minimum-dilation network there is at least one topology that is a
representation of the network and that has only Steiner points of degree three and terminals
of degree one.

Proof. If a minimum-dilation network has a Steiner point which is connected to more than
three vertices, for example four, then there is a topology, with a representation of that vertex,
with two Steiner points of degree three that are connected by an edge e. Because edge e can
have length zero, the resulting embedding could have a point with four adjacent edges. Any
Steiner point in a minimum-dilation network with degree δ, with δ ≥ 3, can be represented
by δ − 3 edges of zero length in a topology (see Figure 2.2).

In the same way it is possible to have a terminal in a minimum-dilation network with degree
δ, with δ ≥ 1. The terminal can be represented by δ − 1 edges of zero length in a topology.

e1

e2

(a) Steiner point with degree five and a
possible topology.

e1

e2

(b) Terminal with degree three and a pos-
sible topology.

Figure 2.2: Vertices with high degree in the minimum-dilation network above and Steiner
points of degree three below. Edges e1 and e2 will have zero length in the final embedding.

There are a lot of possible networks with vertices with a high degree. Allowing topologies
with Steiner points with more than three edges and terminals with more than one edge
will result in a lot of topologies that can also be represented by topologies with the fixed
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degree. Topologies with degrees larger than three and one, for Steiner points and terminals
respectively, will therefore be left out for consideration to keep the topology set small. Other
ways of minimizing the topology set will be given in the following sections.

2.2 The location of routes in a topology

Although the location of Steiner points, and even the number of these extra vertices, may be
unknown for a network with a certain terminal set, there are some properties known about a
possible location of the routes between terminals.

The first observation is that we may assume that dG(ti, tj) = dG(tj , ti), because the dilation
of both paths will be minimal and both paths connect the same two terminals.

Lemma 2.3. For any minimum-dilation network there is a topology that represents the net-
work and for each pair {ti, tj} of terminals of that topology it holds that r(ti, tj) uses the same
edges as r(tj , ti).

Proof. Given a minimum-dilation network with a certain set of routes, the route r(tj , ti), for
any i and j, can be replaced in such a way that it uses the same edges as r(ti, tj) without
changing the network. This is due to the fact that both routes have the same dilation.
Furthermore, the budget of the network will stay the same after rerouting, because no Steiner
points are moved and it is not possible that edges are removed. If there would be an edge
that disappears because it is only used by the replaced route, then replacing will result in
some spare budget, so the initial network was not a minimum-dilation network.

Because, thanks to Lemma 2.3, it is sufficient to only create the topologies for which all
routes r(ti, tj) and r(tj , ti) use the same edges, only one of the routes needs to be located.
Therefore, in the rest of the document, only routes from ti towards tj will be considered, with
i < j.

The location of a route with respect to other routes can be determined in some sense. To be
able to explain this easier, let’s first give the following definition.

Definition 2.4. Given a minimum-dilation network G(V,E) and two routes, say rx and ry,
in G, we say that routes rx and ry meet if they share at least one edge of E. A maximal path
between two vertices, where all edges are used for both rx and ry, is called a meeting between
rx and ry.

Figure 2.3 shows two meetings between r(ta, tb) and r(tc, td), one between the Steiner points
sp1 and sp2 and one between sp3 and sp4. In a minimum-dilation network it is, however,
always possible to place the routes in such a way that there is at most one meeting between
any two routes. This is one of the most important properties of a minimum-dilation network,
which will be used for the creation of topologies.

Lemma 2.5. (similar to Lemma 2.2 of [Koo08]) Given a minimum-dilation network G(V,E),
all routes between two terminals can be placed in such a way that each route r in G meets
each other route in G at most once.
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Proof. If there are more than one paths between two terminals with the same minimum-
dilation, we could always pick the path that goes the furthest to the south in the plane as
the route between the two terminals. If there are still more than one possible paths, we take
the path of this set that is the furthest to the west.

Now, suppose that a route r(ta, tb) still meets a certain route r(tc, td) more than once, like
the situation visualized in Figure 2.3, where the routes meet twice. Because r(ta, tb) is the
shortest path between terminals ta and tb, the shortest path from Steiner point sp1 to tb is
using path x from route r(ta, tb). Also the shortest path from sp1 to sp4 is therefore via this
route. However, path y from route r(tc, td) can also be used as shortest path from sp1 to sp4.
Therefore, x and y must have the same length. So, there is a shortest path between ta and tb
that is more to the south, i.e. using path y. The path via x could not have been chosen and
therefore there is only one meeting instead of two.

ta

tctd

tb

sp4

sp3 sp2

sp1

x

y

Figure 2.3: Route r(ta, tb) and path r(tc, td) share edges between sp1 and sp2 and between
sp3 and sp4

Because for any minimum-dilation network all routes can be replaced such that they meet each
other route at most once, we forbid topologies to have more than one meeting to minimize
the topology set.

2.2.1 Crossing and touching routes

Kooijmans proved that all Steiner points and edges of a minimum-dilation network are po-
sitioned inside or on the convex hull of the terminal set (Lemma 2.3 of [Koo08]). Placing
a Steiner point on the convex hull is always better than placing it outside the hull. This is
because the sum of the distances from a Steiner point to the adjacent vertices will be shorter,
which is better for both the dilation and the budget. Edges cannot go outside of the convex
hull, because they will always be straight lines between vertices.

Using this property, it is possible to distinguish two different ways in which routes can meet.
The first way is crossing a route. An example can be seen in Figure 2.4(a). The route r(ta, tb)
splits the area bounded by the convex hull in two parts. Terminals tc and td are each positioned
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in a different part. Because r(tc, td) cannot go outside the convex hull, it must cross r(ta, tb)
at some place.

Figure 2.4(b) gives an example of the second possibility of a meeting. Both tc and td are
on the same side of route r(ta, tb). It is therefore not necessary to cross r(ta, tb). We even
forbid crossing, because the route starting in tc would need to cross r(ta, tb) twice to reach
td, resulting in two meetings. It is, however, allowed to share edges with r(ta, tb) without
crossing the route. We say that r(tc, td) is touching r(ta, tb).

ta

tc

td

tb

(a) The routes must cross.

ta

tctd

tb

tatb

(b) The routes cannot cross, but can
touch.

Figure 2.4: The two different ways of meeting.

If the terminals are numbered in clockwise order then we can determine whether route r(ta, tb)
and route r(tc, td) must cross, or might touch each other. If a < c < b < d then we know that
there must be a crossing, because ta and tb are on different different parts of the convex hull
with respect to route r(tc, td). 1 If a < c < b and a < d < b hold or c < a < d and c < b < d
hold, we know that both terminals of a route are on the same side with respect to the other
route. Therefore it might be possible that the routes touch each other. The exact meaning
of crossing and touching is summarized in the following definition:

Definition 2.6. We say that two routes r(ta, tb) and r(tc, td) are crossing if there is a
meeting between the routes and it holds that a < c < b < d. We say that two routes r(ta, tb) and
r(tc, td) are touching if there is a meeting between the routes and it holds that a < c < d < b
or c < a < b < d.

1The notation x < y < z means in this case that y is between x and z if the convex hull is traversed in a
clockwise order. This notation will be used at more places in this document.
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Chapter 3

Topology Creation

In the previous chapter it is explained what a topology is and what its properties are. In this
chapter pseudocode will be presented that creates all possible topologies for a given number
of terminals. The algorithm will build topologies by adding routes one by one. Therefore, an
incomplete representation of a network will also be called a topology. So, if we only know, for
example, that there are four terminals, we could start with a topology containing only those
four terminals. Edges, Steiner points and routes can be added later on.

Theorem 3.1. A topology can be created by adding routes in any order. All possible orders
will result in the same topology.

Proof. A minimum-dilation network is a union of minimum-dilation paths. So, there is no
order of minimum-dilation paths in the network. Therefore, a topology representing a network
has routes that can be added in any order.

For calculating the position of the Steiner points of a minimum-dilation network, we are only
interested in topologies that contain all routes, because an incomplete topology does not
represent a minimum-dilation network.

For creating the topologies the following approach is used. In the first phase of the creation all
topologies are created that contain routes from the first terminal, say t1, to all other terminals.
The goal is to create a small network containing all terminals. Because all terminals are part
of the network, there exists at least one path from each terminal to each other terminal.
However, it is not known for all routes which path is an appropriate minimum-dilation path
and whether this path is optimal with respect to the available budget. So, in the second phase
of the creation of topologies, for each topology of the first phase the edges of each remaining
route will be determined. Algorithm 3.1 shows the separation in the two phases.

Algorithm 3.1: CreateTopologies

Input: Number of terminals: n
Output: Set of topologies S
S ← Phase1(n)1

S ← Phase2(n, S)2

return S3
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Because we do not care about the budget yet, due to the fact that the topology set represents
any convex terminal set of a certain size, we must assume that there might be enough budget
to create extra edges. We will call these extra edges shortcuts for a route. A shortcut will
minimize the dilation for a certain route. A shortcuts will be made by splitting two existing
edges, by adding new Steiner points, and then add a new edge between the two new Steiner
points. If a route is determined and we start with adding a new route, we will consider the
old network, including all new shortcuts of the previously added routes, as the new network
for the new route.

How it is determined where shortcuts can be added, is discussed in Section 3.2. However,
before that, the first phase will be discussed.

3.1 The First Phase

In the first phase all terminals are connected to the network. This is done by creating
routes from one terminal to all others (in clockwise order). Figure 3.2 illustrates this for five
terminals. There is one possible route between terminal t1 and terminal t2 (1A). The same
holds for terminal t1 and terminal t3 (2A). Theorem 2.2 allows us to only create topologies
with terminals with degree one and Steiner points with degree three. Therefore route r(t1, t3)
needs to begin with using the same edge as the first route. However, at some point the
routes will split at a newly created Steiner point.

The same holds for the route between t1 and t4. First it follows the previous path and then
it splits at a new Steiner point. There are, however, two possible places to create the Steiner
point, which are shown in (3A) and (3B) in the figure. The last route of the first phase has
even five possibilities, (4A)-(4E).

Algorithm 3.2 gives the pseudocode of creating these first routes to each terminal for any given
number of terminals n. In line 5 of this algorithm the face of a topology is used. Therefore,
we introduce the following definition:

Definition 3.2. With a face of a topology the area is meant that is bounded by edges, or by
the convex hull of the terminals. The area outside of the convex hull is not interesting and
therefore not considered to be a face. Figure 3.1 shows an example of a topology with 31 faces.
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Figure 3.1: Topology with 6 terminals, 84 edges, 31 faces and 54 Steiner points.

Algorithm 3.2: Phase1

Input: Number of terminals n
Output: Set of topologies S
S ← set with one topology containing n terminals and the route r(t1, t2)1

for i← 3 to n do2

//Create the route r(t1, ti)
S′ ← ∅3

foreach s ∈ S do4

while the adjacent face of terminal ti of s has an uninspected edge e do5

s′ ← copy of s6

Add an edge from ti to a new Steiner point on edge e7

S′ ← S′ ∪ s′8

S ← S′9

return S10
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Figure 3.2: The construction of the first phase for five terminals.
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3.2 The Second Phase

After the first phase is done, for every created topology it holds that each of its terminals is
connected to the network. This means that there exists a path between any two terminals.
However, these paths are not always the minimum-length paths. Therefore, during deter-
mining the path of the remaining routes, we check for each of the current topologies whether
shortcuts can be added to the network.

Adding the remaining routes is done in clockwise order. So, first the route between t2 and t3
is added, then between t2 and t4, and so until tn. After that the same principle is followed
for the routes starting in t3 . . . tn−1. A schematic drawing of this route adding is shown in
Figure 3.3. Lines 1-2 of Algorithm 3.3 realize this clockwise traversal.

t1

t2

t3t4

t5

(a)

t1

t2

t3t4

t5

(b)

t1

t2

t3t4

t5

(c)

t1

t2

t3t4

t5

(d)

Figure 3.3: The order of adding routes for five terminals. The solid lines are the new routes.
Note that the routes from Figure 3.3(a) are added in the first phase.

A certain route between two terminals has to be added to every topology that is created so
far individually, because the set of Steiner points, edges and therefore routes, is different for
every topology. Line 4 of Algorithm 3.3 realizes that a route is added to all topologies.

Before starting to follow edges and creating shortcuts, it is necessary that it is checked that
routes r(ti−1, tj) and r(ti, tj−1) do not meet each other (see Line 5 of Algorithm 3.3). If there
is a meeting between these routes, we have a special situation. What we have to do in this
special case and why we only have to check the existence of a meeting between these routes,
is explained in Section 3.2.2. However, to do this, first some additional terminology has to be
introduced, which is done in the following section.
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Algorithm 3.3: Phase2

Input: Number of terminals n, Set of topologies S
Output: Set of topologies S
for i← 2 to n− 1 do1

for j ← i+ 1 to n do2

S ′ ← ∅3

//Create the route r(ti, tj) for each of the current topologies
foreach s ∈ S do4

if r(ti−1, tj) and r(ti, tj−1) meet each other then5

S ′ ← S ′∪ s (with r(ti, tj) determined);6

else7

e← edge adjacent to terminal ti8

S ′ ← S ′∪ ExtendNewRoute(s, e, i, j)9

return S ′10

3.2.1 Adjacent Edges, Candidate Edges and Allowed Faces

A new route will be added to a topology by using existing edges of the network and by creating
shortcuts that split edges and faces. To be able to explain which edges and faces are being
considered we first introduce the definitions of adjacent edges, candidate edges and allowed
faces.

Definition 3.3. For an unfinished new route r(ti, tj), starting in ti and heading to tj, which
has currently been created until vertex v, an adjacent edge of r(ti, tj) is an edge adjacent
to v, which is not (yet) part of r(ti, tj). If it is clear that at least a part of the adjacent edge
could be used for the route r(ti, tj), this edge will be called a candidate edge.

Figure 3.4 shows a route r(ti, tj) and a candidate edge e. If for a topology edge e is added to
the route completely, then edge e1 and e2 will be the new adjacent edges. However, only edge
e1 can be the new candidate edge, because e2 and tj are on different sides of the route r(ta, tb).
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ti
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tj

ta

v

ee1

e2

Figure 3.4: The unfinished route r(ti, tj) (in red), with candidate edge e and edges e1 and
e2

Note that there are always two adjacent edges, because each Steiner point has degree three.
Furthermore, an adjacent edge e′ can only be an candidate edge if for each route that uses
the other adjacent edge holds that it either also uses e′ or it has e′ on the same side as the
target terminal tj .

Definition 3.4. For an unfinished new route r(ti, tj), starting in ti and heading to tj, with
a candidate edge e, an allowed face of edge e is a face, adjacent to e, which can be crossed
by r(ti, tj) by adding a new shortcut edge.

Theorem 3.5. A candidate edge e of an unfinished route r(ti, tj), has at most one allowed
face.

Proof. For each route that uses edge e, r(ti, tj) can only leave that route on the side where
tj is positioned. So if any shortcut for r(ti, tj) will be created starting at e, this shortcut can
only cross the face that is positioned on the same side as tj , for each of the routes using e.
So, there is at most one allowed face. For example in Figure 3.4 the only face adjacent to
edge e that can be the allowed face is the face below e, because tj is below route r(ta, tb).

It is however possible to have no allowed face at all. This occurs when e has a route that also
has tj as endpoint (see Figure 3.5(a)). In the figure, there cannot be an allowed face, because
there already exists a minimum-length route towards tj , so this route must be followed.
Another situation where e has no allowed face is when there are two routes, using e, that
have tj positioned on different sides with respect to e. An example is shown in Figure 3.5(b).
Both route r(ta, tb) and route r(tc, td) must be crossed in this example and because already a
part of candidate edge e is used, the only way for r(ti, tj) to reach tj is to follow e completely.

3.2.2 Special case

There is one special case in which always specific routes of the existing network must be used
for the new route (see Figure 3.6(a)), despite the fact that there could be an allowed face with
edges only used for routes that are not visited yet. This special case occurs when creating a
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ta

ti

e
tj

(a) Route r(ti, tj) must follow route r(ta, tj)
to tj

ta

tc

td

tb

ti

e
tj

(b) Route r(ti, tj) must follow e

Figure 3.5: Route r(ti, tj) is currently created until halfway candidate edge e

shortcut, or using different parts of the network, will always result in meeting a route for the
second time later on (Figure 3.6(b)).

ti−1

titj−1

tj

(a) The only correct route between ti and tj .

ti−1

titj−1

tj

(b) Making a shortcut results in revisiting
r(ti, tj−1)

Figure 3.6: The route r(ti, tj) can only follow the existing network.

There are a few ways to deal with this problem. The first solution is just allow all possible
routes and shortcuts and remove the found topologies for which a deadlock situation occur.
A deadlock is in this case the fact that the route can only continue meeting a route for the
second time (r(ti, tj−1)), or cross a route which cannot be crossed (r(ti−1, tj)).

A second solution is much simpeler. It uses the fact that the special case can only occur for
a certain route from ti to tj if the routes r(ti, tj−1) and r(ti−1, tj) share one or more edges.
Therefore it is sufficient to check whether this situation occurs before adding a new route to
a topology. If it occurs, we just add the route first using edges from r(ti, tj−1) until we meet
an edge that is used by r(ti−1, tj) and then we follow that route until tj . If the special case
does not occur we will use the network and add possible shortcuts. This will be discussed in
the next section.
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Lemma 3.6. It is sufficient to check whether routes r(ti, tj−1) and r(ti−1, tj) meet to prevent
a deadlock situation.

Proof. While creating r(ti, tj) we can determine at each moment for each route whether it
can still meet that route and on which side of the route it should continue, which depends
on whether the routes must cross or can touch. Using this information, the only way to get
deadlock is if the following steps occur. (This situation is shown in figure 3.7.)

• The new route r(ti, tj) leaves a certain route rx.

• Further on it meets with a route ry, which cannot be cross.

• It follows ry towards a Steiner point where rx and ry start meeting each other.

Before the last step, there might be an allowed face A, but there is no possibility to make a
shortcut, because it will result in revisiting a route. Following the current route is also not
an option. So, there is a deadlock.

ti

ry

rx

tj A

Figure 3.7: Deadlock can only oc-
cur when rx and ry meet and the
new route r(ti, tj) leaves rx and can-
not cross ry.

ti−1

titj−1

tj

tb
ta

tctd

Figure 3.8: Route r(ti, tj) can meet
r(ta, tb) only together with r(ti−1, tj)
and it can meet r(tc, td) only together
with r(ti, tj−1).

Because we cannot cross route ry, but we can touch it, we know that this route must be
between two terminals ta and tb, with j ≤ b < a ≤ i − 1. Furthermore, we know that both
r(ti, tj) and ry cannot cross route r(ti−1, tj) and that both routes are on different sides of
r(ti−1, tj) (see Figure 3.8). Therefore it must be the case that whether r(ti, tj) meets ry, it is
also meeting r(ti−1, tj). This means that it is sufficient to check route r(ti−1, tj).

Of route rx we know that the index of the starting terminal tc is larger than i−1, otherwise it
would start using the same edge as r(ti−1, tj) and further on it would meet this route again.
Furthermore, we know that c ≤ i, because of the order in which routes are added, so c = i.
For the same reason it holds for the end terminal that d ≤ j − 1. The conclusion is that
somewhat similar to ry, r(ti, tj) and rx only share edges together with r(ti, tj−1). The same
holds for r(ti−1, tj) and rx. So if a deadlock could occur it can be prevented by inspecting
routes r(ti, tj−1) and r(ti−1, tj).
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3.2.3 Find the new route in a topology

If the special case does not occur in the current state of a topology, the edges of the new
route must be determined, and the shortcuts created, one by one. This is done by the
function ExtendNewRoute (Algorithm 3.4). Given a certain topology, the terminals of the
route which will be created and a candidate edge, which represents the current end of the
route, a set of topologies will be created with a new topology for every possible way of finishing
the route in the target terminal tj .

The first thing that needs to be checked is whether the candidate edge is used for a route that
has tj as one of its endpoints (Line 2-4). If so, we know that from this edge there is already a
shortest path towards tj and therefore we will need to follow this path. Adding shortcuts to
the path will be not useful because this will only result in an extra meeting with the existing
route toward tj .

If the candidate does not have a route toward tj , we will have to find one ourselves. First
all possible shortcuts will be examined. A shortcut is only possible if there is an allowed
face for the candidate edge (Line 6). For each of the edges of the allowed face we will check
whether there is a route for which there is already a meeting with the new route. If for each
route using the edge there is no meeting with r(ti, tj) yet, then we can create a new topology
that has a shortcut to this edge. This is done by first making a copy of the current topology
and then split the candidate edge and the found edge by adding Steiner points. Finally the
shortcut can be added and the edges can be added to the new route. For this new topology
we can use the function ExtendNewRoute again to complete r(ti, tj).

After all shortcut possibilities are checked and processed, it is necessary to look whether it
is possible to just use the original netwerk. So, we need to check whether the adjacent edges
of the candidate edge are allowed. And if so, new topologies need to be created that follow
these edges for r(ti, tj). This is done in Lines 19-23.

An adjacent edge e′ is only allowed if all routes that use e′ do not yet have a meeting with
r(ti, tj) and if for each route that uses the candidate edge e it holds that e′ and the target
terminal tj are not on different sides of the route. An example of an adjacent edge that is on
the different side of a route can be seen in Figure 3.4, i.e. edge e2.

Furthermore, it is required in Line 20 of Algorithm 3.4 that it is not possible to create a short-
cut to e′. This is because we want as few topologies as possible. If there is a shortcut possible
then a topology with this shortcut will be created. In the embedding this shortcut can have
length zero and this will give the same result as using the existing candidate and adjacent
edges e and e′. Therefore, we do not want a new topology for this case if a shortcut is possible.
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Algorithm 3.4: ExtendNewRoute

Input: Topology s, Candidate edge e, Source terminal index i, Target terminal index j
Output: Set of topologies S
S ← ∅1

if e is part of a route toward tj then2

Follow this route towards tj and add each visited edge as a part of the route r(ti, tj) (for3

topology s)
S ← [s]4

else5

if e has an allowed face then6

foreach edge e′ of the allowed face do7

if e′ is not part of a route already met by r(ti, tj) then8

s′ ← copy of s9

Add, for s′, a shortcut esc between two new Steiner points, by splitting up e and e′10

Add the correct part of former edge e and esc as part of route r(ti, tj)11

if former e′ was part of a route towards tj then12

e′1 ← the part of the split edge of e′ closer to tj13

S ← S∪ ExtendNewRoute(s′, e′1, i, j)14

else15

e′1 and e′2 are the parts of the old edge e′16

S ← S∪ ExtendNewRoute(s′, e′1, i, j)17

S ← S∪ ExtendNewRoute(s′, e′2, i, j)18

for both adjacent edges e′ of edge e do19

if e′ is allowed to visit (and no shortcut to e′ is possible) then20

s′ ← copy of s21

Add e as part of route r(ti, tj) (for s′)22

S ← S∪ ExtendNewRoute(s′, e′, i, j)23

return S24

3.3 Minimizing the set

The algorithm described so far creates all possible topologies for any set in convex position
with a certain number of terminals. However, if it is known that this set is not only convex,
but also regular, then the set of topologies can be made smaller.

If a topology s and a budget B result in a certain dilation for a regular convex terminal set,
then mirroring and/or rotating s will not have any effect on the dilation, because the distance
of each route will stay the same. Each rotated and mirrored version of topology s is also an
existing topology in the set that will be created by the algorithm. Because we are actually
only interested in the best dilation for a certain budget and one of the possible networks, we
could remove all these topologies that are identical to the mirrored and rotated versions of s,
because their dilation is the same as that of s and not better. Figure 3.9 shows an example.

Kooijmans formulated the following definition for describing the relation between two topolo-
gies that result in the same dilation for a regular convex terminal set.
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Figure 3.9: All four networks have the same budget and dilation, so it is enough to store
only the topologies of one of these networks.

Definition 3.7. (Definition 2.4 of [Koo08]) A path-preserving isomorphism between two
graphs G(VG, EG) and H(VH , EH) with terminal set T ⊆ VG∩VH is a bijection f : VG → VH ,
such that if {u, v} ∈ EG then {f(u), f(v)} ∈ EH . Furthermore, for each minimum-length
path in G, between two terminals u, v ∈ T consisting of vertices (p1, . . . , pn), pi ∈ VG, it holds
that (f(p1), . . . , f(pn)), f(pi) ∈ VH , is a minimum-length path in H between f(u), f(v) ∈ T .

Kooijmans used path-preserving isomorphism for removing similar topologies with four ter-
minals and he tried to prove that this property is enough. For the case with four terminals
path-preserving isomorphism seemed to work. However, in the more general case, where the
number of terminals could be larger than four, the properties of path-preserving isomorphism
are not enough. An example can be seen in Figure 3.10. The topologies (4B) and (4D),
copied from Figure 3.2, are path-preserving isomorphic, because the bijection of the routes of
one topology corresponds with the routes of the other network. Nevertheless, if for example
route r(t2, t3) is added to (4B) as is done in Figure 3.10(b) the corresponding route in (4D)
must be between f(t2) = t5 and f(t3) = t2 and it is not possible to create a route with
corresponding Steiner points. The problem is that in (4D) two paths must be crossed, while
no paths can be crossed by the route in (4B). This is due to the fact that the bijection allows
any reordering of the terminals. To keep the property that if a path must cross another
path in one topology, the corresponding path must also cross the corresponding other path
in the other topology, a new definition is introduced that is an extension to path-preserving
isomorphism:

Definition 3.8. Two graphs G(VG, EG) and H(VH , EH) are called duplicates if there is
a path-preserving isomorphism between the two graphs and the terminals of both graphs are
ordered. This means that for the terminals t1, . . . tn in G, labeled with an increasing number
traversing the convex hull in clockwise order, the bijection f(t1) . . . f(tn) in H is also labeled
with an increasing number in either clockwise or counterclockwise order.

An example of duplicate topologies can be found in Figure 3.2, where topology (4A) and
(4B) are duplicates and (4C) and (4D). Figure 3.11 shows the bijection between topology
(4A) and (4B). The bijection of the terminals of (4A) is {f(t1), f(t2), f(t3), f(t4), f(t5)} =
{t5, t4, t3, t2, t1}, which is decreasing and therefore cyclic ordered.

Theorem 3.9. Given a terminal set T and two duplicate networks G(VG, EG) and H(VH , EH)
which are duplicates and constructed by adding subset of the routes between pairs of terminals
in VG and VH respectively. Adding all remaining routes in all possible ways to both G and H
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(a) Topologies (4B) and (4D) are path-preserving isomorphic, because
of the indicated bijection and the corresponding paths.
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(b) Adding route r(t2, t3) to (4B) cannot be done in the same way to
(4D).

Figure 3.10: Path-preserving isomorphism is not enough.

results in two sets SG and SH . For each G′ ∈ SG there exists a H ′ ∈ SH such that G′ and H ′

are duplicates. 1

Proof. For two duplicate topologies G and H, suppose that a route between ti and tj is not
yet added to G. Then the route r(f(ti), f(tj)) is also not yet added to H. Because the order
of terminals is similar, the number of paths that have to be crossed to go from ti to tj and
from f(ti) to f(tj) is the same. This means that both routes have the same options. So, after
adding the routes to G and H in all possible ways, there are two sets of topologies SG and
SH such that for each G′ ∈ SG there is a duplicate topology H ′ ∈ SH . This can be done for
all routes, because of Theorem 3.1.

Now we know, if G and H are duplicates, that adding the remaining routes to both topologies
will result in two sets that contain the same topologies. It is therefore not necessary to add all
remaining routes to both G and H. So, one of the two graphs will be left out of consideration.

1This theorem and proof are almost the same as that of [Koo08, Lemma 2.5]. However, that proof is not
correct, because the assumption that if a path must or cannot cross another path in one topology, this also
has to be in the other topology, is false without the assumption of keeping the terminals ordered.
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Figure 3.11: If topology (4A) is mirrored, it is exactly the same as topology (4B) and
therefore they are duplicates.

3.3.1 Finding duplicates

To check whether a new topology is a duplicate of an existing topology, we could compare the
complete structure of that topology with the structure of all previously created topologies.
As will be discussed in Chapter 5 in more detail, the number of possible topologies can be
very large. Comparing each topology with all previous ones, would therefore take quite some
time. The order of the number of comparisons will be quadratic in the number of topologies.
Besides, using a straightforward algorithm, each comparison could have O(n4) running time,
with n the number of terminals, because we have to compare each Steiner point for each route.
There are Θ(n2) routes and each route has O(n2) number of Steiner points (see Theorem A.1
and Theorem A.5 in the appendix).

A better way to check for duplicates is obtained if we label each topology in such a way that
all topologies with the same label are duplicates of each other and that all duplicates have
the same label. Furthermore, it is nice to be able to order the labels. In that way we could
store each unique label with one of the corresponding topologies in a binary tree and if we
finish a new topology we could label it and search in the tree whether it is a duplicate of a
previous topology. Searching in a binary tree, and adding a new label if there is no duplicate,
can be done in O(logS), with S the number of topologies [CLRS01], times the order of time
that is needed to compare two labels. The pseudocode of storing these labels in a tree can be
found in Algorithm 3.5.

Algorithm 3.5: RemoveDuplicates

Input: Set of topologies S
Output: Set of topologies S
S ′ ← ∅1

T ← ∅2

foreach s ∈ S do3

l← GetUniqueLabel(s)4

if l is not an element of the tree T then5

Add l to T6

S ′ ← s ∪ S ′7

return S ′8
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The labeling that is used for the algorithm uses a numbering of the Steiner points. Let’s
first consider the way of numbering for topologies that have all routes completed. We do the
following for each terminal of the topology. We start at the terminal and follow the routes in an
increasing way, similar to the order in which the routes are added (see Figure 3.3). However,
we can do this in clockwise or in counter-clockwise order. Traversing a route r(ti, tj) starting
at ti towards tj , each time we visit a Steiner point, we assign it with a new number, if it
does not already has a number. Figure 3.12 shows all possible ways of numbering the Steiner
points for a topology that was already presented in Figure 2.1(a). There are four different
starting terminals and for each starting position there are two directions clockwise (CW) and
counter-clockwise (CCW).
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Figure 3.12: All possible ways of labeling the Steiner points of a certain topology. Each
numbering has a certain start terminal and a direction (clockwise/counter-clockwise).

If we now store the numbers of the points in the order that we visited them, we end up with
arrays like presented in the table of Figure 3.13. A comma in the array represents the end
of one route and the beginning of another, but it does not influence the labeling in any way.
Note that each duplicate topology will have the same set of arrays, because the set contains
each rotation, both mirrored and not mirrored. As an unique label for all these duplicates
we could take for example the array with the smallest elements if we compare the arrays
element-wise from left to right. In the table, the fifth and eighth array are the same and
we could take one of these arrays as label. This is because these arrays start with [1 2 1]
instead of [1 2 3]. Now this label can be stored in a binary tree and if the label is already
in the tree, we know that the created topology is a duplicate of a previous topology, because
of the following lemma. We will call this label ”the labeling” of the topology. All other
possible ways of labeling are not relevant for determining whether a topology is a duplicate.
Algorithm 3.6 gives the pseudocode of finding the labeling of a topology.
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start terminal direction label
t1 CW 1 2 3 4,1 2 3 5 6,1 7 8,4 5 6,4 3 2 7 8,6 8
t1 CCW 1 2 3,1 4 5 6 7,1 4 5 8,3 7,3 2 4 5 8,7 6 8
t2 CW 1 2 3,1 4 5 6 7,1 4 5 8,3 7,3 2 4 5 8,7 6 8
t2 CCW 1 2 3 4,1 2 3 5 6,1 7 8,4 5 6,4 3 2 7 8,6 8
t3 CW 1 2,1 3 4 5 6,1 3 7,2 8 6,2 8 5 4 7,6 5 4 7
t3 CCW 1 2 3,1 2 4 5 6,1 7,3 4 5 6,3 4 5 8 7,6 8 7
t4 CW 1 2 3,1 2 4 5 6,1 7,3 4 5 6,3 4 5 8 7,6 8 7
t4 CCW 1 2,1 3 4 5 6,1 3 7,2 8 6,2 8 5 4 7,6 5 4 7

Figure 3.13: The possible labels corresponding to the example topology of Figure 3.12.

Algorithm 3.6: GetUniqueLabel

Input: Topology s
Output: Unique label l
foreach terminal ti in s do1

li,CW ← ∅2

h← 13

Make sure that no Steiner point has a label yet4

for a← i to i− 2 (with a+ + for clockwise order) do5

for b← a+ 1 to i− 1 (with b+ + for clockwise order) do6

foreach Steiner point v along route r(ta, tb) do7

if v has no number yet then8

Assign the number h to v9

h← h+ 110

Concatenate the number of v to the end of li,CW11

Repeat the previous steps, but now for counter-clockwise12

l← min(mini(li,CW ),mini(li,CCW ))13

return l14

Lemma 3.10. If and only if two topologies have the same labeling, they are duplicates.

Proof. (⇒) If topologies s1 and s2 have the same labeling, then they are duplicates.
The labeling of the vertices of a topology is always done by traversing the routes in a specific
cyclic order. Because of this order the terminals will stay in the same order (there is only
rotation and/or mirroring). If the labels of each route of s1 correspond with the labels of each
route of s2, then there is a bijection between the vertices with the same label. Therefore it is
only necessary to prove that if a subsequence of a labeling of s1 corresponds with the vertices
of exactly one route, this subsequence also corresponds with the vertices of a route of s2.

The first route has as label [1 2 . . . x−1 x], because initially all Steiner points do not have
a label yet. The following routes start again with 1, because of the order of traversing. After
all routes starting in the first terminal the routes begin with x, because that is the label of
the Steiner point next to the second terminal. This principle can be repeated for all routes of
the topology. So, given a label of a topology it is known how long the routes are. Therefore,
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if s1 and s2 have the same labeling they also have routes with the same labeling. So they are
duplicates.

(⇐) If s1 and s2 are duplicates, then they have the same labeling.
Duplicates have the same embedding, only the connection to the terminals is rotated and
possibly mirrored. Because the set of possible labels of a topology contains all possible
combinations of rotations, both clockwise and counter-clockwise, the set of labels of duplicate
topologies will be the same. Therefore, the labeling with the smallest elements from left to
right, will also be be the same for s1 and s2.

The same principle can be used for topologies that do not have all routes yet. However, for
such topologies we cannot start at any terminal, because some paths are missing.

Lemma 3.11. As long as not all routes have been added to a set of topologies, the only
duplicates in the set are mirrored topologies.

Proof. Because of the order in which the routes are added, the possibility of the bijection f
of the vertices for a possible duplicate is limited. For example after the first phase it holds
for each topology that all its routes start in terminal t1 and end in one of other terminals.
Therefore it must hold that f(t1) = t1. Because the order of the terminals can only change
from clockwise to counterclockwise and because the bijection of t1 is fixed, the only duplicates
are topologies that are mirrored in t1. So after the first step we only have to check for a
mirrored version of the topology.

The same principle can be used in the second phase. The first terminal can only be mapped
onto the last terminal that has all its routes finished, so f(t1) = tc, with c the index of
the newest completed terminal. Figure 3.14 shows an example of the way of mirroring for
topologies with five terminals.

t1

(a)

t1

t2

(b)

t1

t2

t3

(c)

t1

t2

t3t4

(d)

t1

t2

t3t4

t5

(e)

Figure 3.14: The way of mirroring the topologies after certain of routes are finished. No
rotations are needed, while routes still need to be added.

Looking back to the topologies of Figure 3.11, we can label these topologies in two ways,
clockwise and counter-clockwise, with the following result:

1 2,1 2 3,1 2 3,1 clockwise for (4A), counter-clockwise for (4B)
1,1 2 3,1 2 3,1 2 counter-clockwise for (4A), clockwise for (4B)
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The second array will be the label for one of the topologies and the other topology can be left
out of consideration. In Algorithm 3.7 the pseudocode can be seen for incomplete topologies.

Note that it is not necessary to check the topologies for duplicates that are neither mirrored
or rotated, because those duplicates would be exactly the same. Because the routes of both
topologies are added in the same order the exact same steps must be done to create the
duplicates and the algorithm only does each step once for a certain setting. However, for
simplicity the given algorithm does check all rotations for mirrored and non-mirrored versions.

Algorithm 3.7: GetUniqueLabel

Input: Topology s
Output: Unique label l
if topology s has all routes complete then1

foreach terminal ti in s do2

li,CW ← ∅3

h← 14

Make sure that no Steiner point has a label yet5

for a← i to i− 2 (with a+ + for clockwise order) do6

for b← a+ 1 to i− 1 (with b+ + for clockwise order) do7

foreach Steiner point v along route r(ta, tb) do8

if v has no number yet then9

Assign the number h to v10

h← h+ 111

Concatenate the number of v to the end of li,CW12

Repeat the previous steps, but now for counter-clockwise13

l← min(mini(li,CW ),mini(li,CCW ))14

else15

c← index of the last terminal that has all its routes completed16

Do the same as described in Lines 2-11, but now only for t1 in clockwise order and for tc in17

counter-clockwise order
l← min(l1,CW , lc,CCW )18

return l19
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Chapter 4

Calculation

The result of the algorithm described in the previous chapter is a set of topologies valid for
any set of n terminals in convex position. In this chapter all these topologies will be used to
determine which network has the best dilation given a certain budget and terminal set.

We start by calculating the optimal dilation of every topology for the budget and the termi-
nals. This will be explained in the next section. After that we search a topology that has
minimal dilation.

The research of this project is more or less focused on two things. Above all we want to
have a nice algorithm that can calculate the minimum-dilation network for a certain budget.
However, we also want to analyse the behavior of the networks if we change the budget value.
If more is known about this behavior, it might be possible to create a better algorithm,
possibly with a different approach. To study the behavior it is nice to have an animation
of the change of the network. Therefore, we would also like to have an algorithm that can
calculate the range for which the budgets have an interesting network. The bounds of this
range will be discussed in Section 4.2. If the bounds of the budget are calculated, we can
divide the range in small intervals and determine the minimum-dilation network for each of
the intervals. With the information found an animation can be made starting with a network
with a low budget, i.e. the Steiner minimal tree, and slowly morphing to the complete graph.

4.1 Calculation of the dilation of a topology

We calculate the dilation for a given terminal set, budget and topology by using convex
optimization [BV04]. The convex optimization problem, which asks for the minimum-dilation,
given the budget for a set of edges between vertices and the edges of each route, can be solved
using the CVX software package [GB08]. The proof that the fixed-weight minimum-dilation
problem is indeed a convex optimization problem can be found in the thesis of Kooijmans
[Koo08, Section 2.2.2], In that document also more details can be found on convex functions
and the convex optimization of a set with four terminals in regular convex position.
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4.2 The minimal and maximal budget

So, it is possible to find the best topologies, the position of the Steiner points and the dilation,
given a terminal set and a budget. However, it is not always necessary to check the dilation
of every topology for a certain budget. Every topology has a budget range for which it is
useful to calculate the dilation.

Definition 4.1. Each topology has a minimal budget. This is the smallest budget for
which there exists a network with the same properties as the topology for which all routes can
be drawn.

The minimal budget is obviously never smaller than the budget of the Steiner minimal tree,
but it can be bigger. An example is the topology presented in Figure 2.1. The network with
the smallest budget possible using this topology is a cross. All Steiner points will be at one
location. The budget needed for this cross is larger than the budget needed of the Steiner
minimal tree. This will be made more clear by the results in Section 5.2 of the following
chapter.

The maximal budget can be calculated with a convex program similar to the program for the
dilation calculation, but now searching the minimum budget, instead of a minimum-dilation
given a budget. Kooijmans proved that the budget function is a convex function [Koo08,
Lemma 2.8].

Definition 4.2. The maximal budget of a topology is the smallest budget for which it holds
that every larger budget has the same dilation.

Kooijmans wrote in his thesis [Koo08, Section 2.2.1] that the cost of the complete graph is an
appropriate upper bound for each topology. This is true, because the dilation will be optimal
(∆(G) = 1). However, there are topologies that have a constant dilation if the budget is
increased at a much lower value than that of the complete graph. An example is the topology
that represents the Steiner minimal tree. If we have a budget enough to make a cross for
this topology, increasing the budget will not have any influence on the dilation, because the
routes with the worst dilation are not able to move anymore.

This maximal budget can be found by calculating the dilationD for the budget of the complete
graph and then use a convex program to minimize the budget for which the dilation is D.

4.3 Optimizing the number of dilation calculations

In this section some ways of improving the running time will be presented. The idea is to
limit the number of dilation calculations, using the fact that we already have some information
about the dilations of other budget values. This could improve the running time a lot if many
budgets need to be calculated. However, the suggestions are based on claims for which a
proof is unknown.

Axiom 4.3. The topology of each possible minimum-dilation network for a certain budget B
has always at least as many Steiner points as the topology with the minimum number of Steiner
points used for a network with a budget lower than B.
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It is very useful to have this property. It is easy to sort the topologies by the number of Steiner
points of the topology. And, as proven in the appendix, there is a certain upper bound and a
lower bound on the number of Steiner points (see Theorem A.4 and Theorem A.7 respectively).
So there are a few sets of topologies with a certain number of Steiner points.

Lemma 4.4. The number of Steiner points is always odd if there is an odd number of termi-
nals and even if there is an even number of terminals.

Proof. A tree that is created by the first phase of the topology creation algorithm has always
n − 2 Steiner points, because the tree is a binary tree. Each time a shortcut is made in
the second phase, two new Steiner points need to be created, for both ends of the shortcut.
Therefore the number of Steiner points is even if the number of Steiner points of the binary
tree is even, which on its turn is even if the number of terminals is even. The same holds for
an odd number of Steiner points.

If the dilation for many budgets need to be calculated, then we can do a sort of binary search.
For the lowest possible budget, with a Steiner minimal tree as result, the number of Steiner
points will be minimal, and for the complete graph, the number of Steiner points will be
maximal. If we calculate the dilation of a budget that is between these values and we count
how many Steiner points a corresponding topology has, we might have to check less sets of
topologies for other budgets.

Axiom 4.5. If for two budgets the exact same set of topologies are found to represent a
network with the minimum dilation, then for all budgets in between these two budgets, the
same set will also provide networks with a minimum dilation. There is one restriction. The
budgets must be smaller than the cost of the complete graph.

During all the tests with terminal sets of four points this axiom was never violated. This
is, however, not a proof that it is correct. Nonetheless, if the axiom does always hold and
we find two budgets quite far from each other that have a networks that can be represented
by the same topology, then we have to calculate only the dilations for that topology for the
intermediate budgets.
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Chapter 5

Results

The experiments for testing the described approach are divided just as in this document.
There is one software program for the creation of topologies, as described in Chapter 3, and
one program for the calculation of the dilations and the selection and visualization of the best
topology, as described in Chapter 4.

Both the topology creation and the dilation calculations are done on a computer with a
2.4 GHz AMD Athlon 64 X2 dual core processor, with 8GB RAM and a 64-bit Windows 7
operating system. However, the created programs only used at most one complete core of the
dual core processor.

The software program for the topology creation is made in C++. It takes as input the number
of terminals and it generates for each created topology a text file with information about the
Steiner points of each edge and a text file that tells which edges are used for each of the
routes of the topology.

The software program for the calculation of the dilation and the position of the Steiner points
is made in Matlab using the CVX software package [GB08]. It uses as input the output of
the C++ program and a text file containing the coordinates of the terminals. Furthermore,
there are several input variables, like the number of budgets that will be calculated and the
speed of the animation.

As will be discussed in Section 5.4, the running time of the programs is hard to calculate,
because it mostly depends on the size of the topology set and bounds for this set size are
not known. Therefore, in the following sections, the results, together with the time it took
to compute them, will be presented for several terminal sets to give a good impression of the
process.

5.1 Three terminals

First a simple case will be discussed. For three terminals only one topology can be made (see
Figure 5.1(a)). So, only the dilation of this topology needs to be calculated for any set of
three terminals in convex position. This took about 0.7 seconds, given a terminal set and a
budget. Within a minute the network and the corresponding dilation of a lot of budgets can be
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calculated and a nice animation can be shown. In Figure 5.1(b) some resulting networks can
be seen for a regular terminal set of three points that are positioned one unit distance from the
center. The first network has the minimal budget B = 3 and a dilation ∆(G) = 2/

√
3 ≈ 1.15,

and the last network has the minimum dilation ∆(G) = 1, but a budget of B = 3 ·
√

3 ≈ 5.20.

(a) The only topology for three
terminals.

(b) Some networks for a terminal set of three points in regular position.

Figure 5.1: Results for three terminals.

5.2 Four terminals

The master thesis of Kooijmans [Koo08] focusses mostly on four terminals and especially on
the set in regular position. The eleven topologies that are created by hand in that document
can be calculated within one second by the C++ program. 1 Also if it is allowed to have
duplicates, for irregular terminal sets, the topologiesare created within one second. In that
case there are 50 different topologies.

Kooijmans claims in his thesis [Koo08, Section 2.2.2] that there are four topologies that
contribute to the lower enveloppe of the dilation graph for a set of four terminals in regular
position. After a new test, calculating 400 budgets in the calculated range, an extra topology
was found that contributes to the lower enveloppe. Figure 5.3 shows the graph of the relation
between the budget and the dilation for the regular set together with topologies that result
in an optimal network for a budget from the indicated range. Some resulting networks can
be found in Figure 5.2. Especially the network before the last is interesting, because it uses
a topology which was not known to be the best by Kooijmans [Koo08].

1Figure C.4 of Appendix C shows all these eleven unique topologies with the number of duplicates.
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The average time to calculate the dilation for a topology with four terminals and a certain
budget is just a little bit more than one second. Calculating, for example, the dilation of
50 different budgets given a certain irregular terminal set takes about 54 minutes. This is
because for every budget 50 different topologies must be considered, because it is not known
in advance which one will be the best.

We calculated the dilations and optimal networks of more than 15 different sets of terminal in
irregular position for 100 different budgets. Pictures of several resulting networks can be found
in Appendix C. Some of the 50 topologies are never used for the minimum-dilation networks
of these tested terminal sets. This suggests that there might be topologies that will not be
used for the minimum-dilation network of any terminal set. It would be nice to remove these
topologies from the set, before the time-consuming dilation calculations. However, during
the research no special properties were found that determine in advance that these topologies
will not be used. We searched, for example, for pairs of topologies u, v, such that u is always
better than v, so that v never needs to be considered. However, for four terminals for every
pair of topologies u, v, a case was found in which u was better than v, for a certain budget
and terminal set, and v was better than u for a different budget or terminal set. Therefore,
we know that there is no ordering of the topologies considering the dilation.
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Figure 5.2: The behavior of the minimum-dilation network for a regular set of four terminals.
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Figure 5.3: The minimum-dilation for a regular set of four terminals and a variable budget.
It is indicated which topologies are optimal for which budgets. Note that the complete graph,
with a budget B ≥ 4 + 4

√
2, can be represented by seven out of the eleven unique topologies,

but these are not drawn in the figure.
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5.3 Five terminals

A first guess was that there would be a couple of hundred topologies for the set with five
terminals. Unfortunately this number was highly underestimated, because after several opti-
mizations of the algorithm and hours of calculations, finally 62433 different topologies where
found and stored. Note that this is the set of topologies without rotations and mirrored
versions. For a set of terminals in irregular position the number of topologies could increase
by at most a factor 10. We have this factor because for each topology there are T rotations
possible, with T the number of terminals, and for each rotation there is a also a mirrored
version. So, 2T = 2 · 5 = 10. The resulting number is however an upper bound, because
some topologies will be symmetric and mirroring and/or rotating could result in an identical
topology.

Optimization of the algorithm was especially needed because of the memory usage. To create
all these topologies a lot of memory was needed. Despite the available 8GB of the computer
the C++ program could only use 2GB and crashed if more memory was needed. To prevent a
crash the algorithm was changed in such a way that duplicates are deleted as soon as possible
and if a topology is completed, it is stored in a file and deleted from the memory. After
the changes the program needed about 1 hour and 20 minutes and about 700 MB RAM of
memory to create and store all 62433 topologies. However, creating the topology set of five
terminals including all mirrored and rotated topologies, or the set of more than five terminals,
is not possible in this way, because it will still exceed the 2GB of RAM memory.

The described approach uses a breadth-first method, because first all possible topologies are
created containing a certain route. To keep the set of topologies small, it is better to use a
depth-first method in which first all routes are added in one certain way. The found topology
can be stored to file immediately and removed from memory. Therefore only a few topologies
are stored at each point in time, i.e. one topology for every time there are multiple options to
continue. In Appendix B this depth-first approach is described in pseudocode for the second
phase. Especially if the duplicates are not removed, so no labels need to be stored in a tree,
the memory use will be very limited. If the duplicates are not removed the running time
will actually be the same. However, if we do remove duplicates, the breadth-first method is
better, because if an incomplete topology is found that is a duplicate, all possible complete
topologies that could be created from this topology will not be considered. The depth-first
method will always create all topologies completely and only afterwards decide which ones
are duplicates.

Running an implementation of the depth-first method, allowing duplicates, resulted in the
creation of 503530 topologies, which is indeed less than 2T · 62433 = 624330 topologies.

Tests using this method showed that checking the special case, described in Section 3.2.2, is
quite time-consuming, because we have to compare every edge of one route, with the edges
of another route, for each new route that we create. It is, therefore, better to postpone the
check for this special case. A first good option is to monitor whether a deadlock situation
occurs and then just remove this topology. Another option is to store, during the creation
of a route, whether it will result in a special case for the route that will be created later.
However, both options are not used in the presented pseudocodes.
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5.3.1 Dilation of topologies with five terminals

It takes quite some time to calculate all topologies, but unfortunately this is only the first
step of of solving the problem. The second step, described in the previous chapter, calculates
the dilation of each of the topologies for the given terminal coordinates and a budget.

Using the described method dilations for several budgets were calculated. Unfortunately,
because of the large number of topologies, the calculation for only one budget took almost
three days on average. Some results can be found in Figure 5.4. The five terminals are
positioned one unit distance from the center.

Note that the network for a budget B = 5 is a little bit different to one should suspect. A
star network, like drawn in Figure 1.1, is more intuitive. However, because the dilation of the
terminals that are adjacent on the convex hull are the worst, it is better to have a small face
in the center.

The way the network changes while the budget is increased is still not completely deter-
mined. The networks and dilations for several budgets between the Steiner minimal tree
(B ≈ 4.57435) and the complete graph (B ≈ 15.3884) are calculated, but the intermediate
budgets are unknown. This is easy to approximate, because it is known which topologies
are the best for the calculated budgets. However, it is not certain whether there is a better
topology for an intermediate budget.
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budget: 4.57435
dilation: 2.6855
topology:
62433
# Steiner points: 9

budget: 4.9
dilation: 1.7222356
topology:
62433
# Steiner points: 9

budget: 5
dilation: 1.6993743
topologies:
46234, 62417
# Steiner points: 11

budget: 5.25
dilation: 1.5015808
topologies:
57398, 57205, 57206
# Steiner points: resp.
11, 13 and 15

budget: 6
dilation: 1.1732924
topology:
57206
# Steiner points: 15

budget: 7.5
dilation: 1.1160693
topology:
57206
# Steiner points: 15

budget: 8.25
dilation: 1.0874577
topology:
57206
# Steiner points: 15

budget: 9.5
dilation: 1.0477549
topology:
57206
# Steiner points: 15

budget: 10
dilation: 1.0385847
topologies:
53252, 53255, 53258,
53355, 53357, 53360,
53554, 54758
# Steiner points: 25

budget: 15.3884
dilation: 1
topologies:
54758 and many others
# Steiner points: 25

Figure 5.4: The minimum-dilation network for regular set of five terminals and several
budgets.
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Figure 5.5: The budget values with the corresponding minimum dilation. For each budget
range a topology is visualized that result in the minimum dilation.
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5.4 Bounds

The running time of the programs, for both the first and the second step, highly depends on
the number of topologies that will be created in the first step. However, it is not completely
clear how many topologies will be created for a certain terminal set.

Let’s first look at the number of topologies after the first phase, in which a route is created
between the first terminal and each other terminal. A created network is a binary tree, with
the terminals as leafs. Because the first phase creates all possible networks, the number
of topologies is equal to the number of ways a binary tree can be created (see Figure 5.6).
The number of binary trees is often used as an example of a counting problem that can be
described by the Catalan numbers, i.e. 1, 1, 2, 5, 14, 42, 132, 429, . . . [Dav06]. Some formulas
that describe this sequence of numbers are [SW09]:

Cn =
n−1∑
k=0

Ck · Cn−k−1 (with C0 = 1)

=
1

n+ 1

(
2n
n

)
=

(2n)!
(n+ 1)!n!

However, a better view on the growth of this number can be seen using an approximation of
Cn that can be found using Stirling’s approximation for factorials [Kos09]:

Cn ≈
22n

n ·
√
nπ

So, after the first phase the number of topologies will already be exponential. In the second
phase this number will even increase, because for each topology the remaining routes will be
added in every possible way. Even if we remove all duplicate topologies, the number would
still be exponential, because the set of topologies without duplicates will be only a factor 2T
smaller.

Figure 5.6: The possible binary trees for 2, 3, 4 and 5 terminals, with 1, 1, 2 and 5
possibilities respectively.
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Chapter 6

Conclusion

The results showed that calculating the dilation for a set of terminals with a size up to five
is doable given enough time and processor power. However, the number of topologies is so
high for a larger terminal set that calculation the dilation of all of these topologies will take
a very long time. The calculation needed for three terminals is in the order of seconds. For
four terminals it is in the order of minutes and for five terminals this is already in the order
of days. Given the used equipment and the presented approach it is therefore impossible to
calculate the exact minimum-dilation networks of large terminal sets.

6.1 Further research

This document shows a solution for a specific problem in the minimum-dilation network do-
main. However, many similar problems might need some attention. Here are some suggestions
for further research.

• In this document there are quite a lot of pictures of topologies visualized in a way
similar to metro maps, with Steiner points as stations. These pictures are made by
hand. However, it would be nice if it was possible to generate pictures of topologies
automatically in such a way that the shortest edge of the topology is maximized. The
result is then that all Steiner points will be clearly visible.
During the project a software program was created that maximizes the edges of a
network, but it is harder to do this for thick routes that are shown next to each other
as in the pictures.

• It is known that two different topologies can result in the same network. However, it
is still unknown whether it is possible to have two differently shaped networks that
have the same terminal set and dilation for a certain budget interval, but are created
by topologies that are no duplicates. For four terminals and five terminals in regular
position no such networks were found during the tests.

• In Section 4.3 there are two axioms that are just claims, but are not proven. If it is
possible to prove these claims, the running time of the second step of the approach could
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become smaller, because the dilation of a subset of the topologies might not have to be
calculated.

• The running times of the presented algorithms depend on the size of the topology set.
However, the exact order of this growth is still undetermined. What might help is to
look at the dual graph of the topology, because this graph is always a triangulation.
However, an attempt to give a bound by using found bounds on the number of possible
triangulations[Aic99][AHN01][SS03] failed. This is due to the fact that not every trian-
gulation is also a dual graph of a possible topology, so a lower bound is not useful, and
two topologies can have the same dual graph, so the upper bound is not useful either.

• Minimum-dilation networks for terminal sets of points in a plane are already very time-
consuming to calculate. However, it should be quite easy to change the software pro-
grams to be able to work with small terminal sets with three-dimensional coordinates.
Probably some more processing power and time is needed, because the number of topolo-
gies will be larger.

• The terminal set for the given solution has to be in convex position. The question arises
what changes are necessary to solve the problem for any terminal set in general position.

• The presented approach give the exact dilation. However, it might be possible to create
a good approximation algorithm that is much faster. This was only not the goal of this
research, so this way of calculating an answer for the problem is not examined during
this project.
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Appendix A

Additional Theorems

In this appendix several properties of topologies will be presented in the form of theorems.
Most of the properties are not used in the approach described in this thesis. However, they
might be interesting to the reader, or useful for possible further research.

Theorem A.1. The number of routes R for a set with T terminals is equal to:

R =
T · (T − 1)

2

Proof. Each of the T terminals is connected to all T − 1 other terminals. So, T · (T − 1), but
each route is connected to two terminals. Therefore this must be divided by two.

Theorem A.2. The number of Steiner points S of a topology with T terminals and E edges,
for which all terminals are connected to the network, is:

S =
2E − T

3

Proof. All edges are connected to two Steiner points, except for T edges that are connected to
one Steiner point and one terminal. Edges connected to two terminals cannot exist, because
this would mean that there is no route to any other terminal. So there are 2E−T connections
to Steiner points. Every Steiner point has, by construction, degree three. Therefore it holds
that S = 2E−T

3 .

Note that only after the first phase all terminals are connected to the network. Before the
first phase is finished the number of Steiner points of a topology is equal to S = 2E−T ′

3 , with
T ′ the number of terminals that is connected to the network.

Theorem A.3. The number of faces F of a topology with T terminals and E edges is:

F =
E + T

3
+ 1
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Proof. Euler’s formula says: #Faces−#Edges+ #V ertices = 2. This formula also counts
the outer face. Furthermore, the T line segments of the convex hull must be counted as edges
here and the vertices are all the Steiner points and the terminals. So, using Theorem A.2:

#Faces−#Edges+ #V ertices = 2
(F + 1)− (E + T ) + (S + T ) = 2

F − E + S = 1

F − E +
2E − T

3
= 1

F =
E + T

3
+ 1

Theorem A.4. The upper bound on the number of Steiner points for a set of T terminals is:

(T − 2) + 2 ·
T−1∑
i=2

T∑
j=i+1

1 + (i− 1)(j − i− 1)

Proof. Suppose the terminals t1 . . . tT are in clockwise order. Because the order of drawing
the routes of the graph is not important it is possible to draw a topology in the following way:

• First draw the routes from one terminal, say t1, to all T−1 other terminals. This results
in T − 2 Steiner points, because the first route is between two terminals and the other
T − 2 routes all start on an existing route and end in a terminal, therefore creating one
Steiner point each. Figure A.1(a) shows which terminals are connected with a route.
For simplicity the embedding is not displayed.

• Next we can repeat for the points t2 . . . tT the same principle: Draw a route to all ter-
minals with a higher number. In this way all routes will be drawn once. Figure A.1(b)-
A.1(d) show these steps for T = 5. The black nodes in the figures show a crossing with
an existing route. Figure A.2 shows an example of an embedding of some routes. Old
edges with a crossing are divided in three smaller ones, of which the new route uses
one them and adds a new edge on both sides. A new edge has one new Steiner point
for each crossing. (A ”new edge” is not an edge that is created by splitting an existing
edge.)
The figure also shows what happens with the embedding near a terminal. An old edge
is split in two and the new route uses one of them and creates one additional edge and
Steiner point.
So, for every new edge there will be two new Steiner points.

For each route it can be calculated how many new edges there can will be. This is equal
to the number of crossings plus 1. This number is fixed for each route. It is possible
to draw routes with less crossings, but then the route will go outside the convex hull,
which is not allowed [Koo08, Lemma 2.3]. More crossings are also possible, but then the
route crosses an existing route at least twice, which is also forbidden (see Lemma 2.5).
The number of crossing between terminals ti and tj , with i < j, depends on the number
of routes between terminals ti+1 . . . tj−1 and the terminals t1 . . . ti−1. The number of
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crossings is therefore (j−i−1)·(i−1) and the number of new edges is 1+(j−i−1)·(i−1).
Because this is done for all routes except those of t1 this will lead to

∑T−1
i=2

∑T
j=i+1 1 +

(i− 1)(j − i− 1) edges in total, resulting in 2 ·
∑T−1

i=2

∑T
j=i+1 1 + (i− 1)(j − i− 1) new

Steiner points.

The sum of the first item and the second item is the upper bound.

(a) The first T − 2
routes

(b) Routes with 1, 2
and 3 new edges

(c) Routes with 1 and 3
new edges

(d) Routes with 1 new
edge

Figure A.1: The solid lines are the new route connections. The black nodes are crossings
with other routes.

Figure A.2: Left: Three new routes. Right: A possible embedding of these routes with two
new Steiner points for each new edge.

The formula of Theorem A.4 can also be written without summation signs:

T 4 − 6T 3 + 23T 2 − 30T
12

This formula clearly shows that the number of Steiner points is O(T 4).

There is always a topology with a number of Steiner points equal to the upper bound. This
is because the maximum of possible edges is used and there is always a topology that reaches
this maximum. So the upper bound is tight.
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Theorem A.5. The maximum number of Steiner points on a certain route r(ti, tj) is:

2 · (bT − 2
2
c · dT − 2

2
e+ T − 2)

Proof. Besides the route towards tj , there are T−2 other routes starting (or leaving) in ti and
each of these routes will choose a different direction at some point. In the worst case these
routes all leave at a different point, resulting in T − 2 Steiner points. This is visualized in
Figure A.3(a). The same principle happens with routes starting (or leaving) in tj . Therefore
there are at least 2 · (T − 2) Steiner points on r(ti, tj).

ti

tj

tx

ty

tz

(a) Routes from ti to tx, ty and tz have one
Steiner points on r(ti, tj) each.

ti

tj

tx

ty

spb

spa

(b) Touching route r(tx, ty) does not pro-
vide extra Steiner points on r(ti, tj).

ti

tj

tx
ty

(c) Crossing route r(tx, ty) has two Steiner
points on r(ti, tj) (dark gray).

Figure A.3: Cases of routes influencing the number of Steiner points on r(ti, tj).

A route r(tx, ty) that cannot cross r(ti, tj), can touch the route, but it will not result in extra
Steiner points on r(ti, tj) (see Figure A.3(b)). This is because there will be a route from ti
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to ty, which has as only possibility sharing partly edges of r(ti, tj) and partly of r(tx, ty) and
therefore sharing the Steiner point spa, which already is covered by the previous case. There
is a similar situation for r(tj , tx) and spb.

The third possible option is that a route r(tx, ty) crosses r(ti, tj). Figure A.3(c) shows that in
this case there are two extra Steiner points on r(ti, tj). The number of crossings is maximal
if the number of terminals on each side r(ti, tj) is equal. In such situation the number of
crossings is b(T − 2)/2c · d(T − 2)/2e and so, the number of Steiner points will be twice as
many.

The total number of Steiner points on route r(ti, tj) is:

2 · (T − 2) + 2 · (bT − 2
2
c · dT − 2

2
e) = 2 · (bT − 2

2
c · dT − 2

2
e+ T − 2)

Theorem A.6. A face cannot have more than 2 · T edges and 2 · T Steiner points.

Proof. To have a large number of Steiner points adjacent to a face, there must be many
routes that contribute points, because each route can have at most two Steiner points adjacent
to the face that would not be there if the route was not there, i.e. one point where the
route joins the edges of the face and one where the routeleaves the edges of the face. This is
because a route cannot have more than one set of adjacent edges (see Figure A.4(a)). Having
more than one adjacent set of edges always results in a second meeting. In the figure every
route that uses a part of path y must cross path x twice.

Looking at routes that all start (or finish) in a certain terminal, say ti, then there are only two
points adjacent to the face possible that allow routes to use edges adjacent to the face (see
Figure A.4(b)). If there would be any other point where a route from ti could start meeting
the face, it would violate the rule that routes cannot meet more than once (Lemma 2.5).

Theorem A.7. The minimum number of Steiner points in a complete topology is: 3 · (T − 2)
given the fact that each Steiner point has degree three and each terminal degree one.

Proof. A Steiner tree is the smallest network connecting all terminals and it has T −2 Steiner
points [HRW92, Section 1.3]. Each Steiner point has at least three routes, that uses a different
pair of edges adjacent to the Steiner point (see Figure A.5). This is because it is a tree and
there is a route from each terminal to each other terminal. Instead of having one Steiner
point for this junction of routes, it is better for the dilation if there is a shortcut, so each
of the Steiner points will be split up in three points. Assuming that Axiom 4.3 holds, this
proves that there is no topology that we are interested in that has less than 3 · (T −2) Steiner
points.
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A

ti

spa spby

x

(a) The blue route from spa to spb

must follow the same edges as the red
route. Therefore spa and spb are not
necessary.

A

ti

(b) The blue and green route (solid)
are the only two routes from ti that
can have an exclusive Steiner point ad-
jacent to face A. All other routes will
meet a certain route twice if we try to
add a exclusive Steiner point.

Figure A.4: Routes influencing the number of Steiner points on face A.

Figure A.5: Splitting up a point of the Steiner tree
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Appendix B

Pseudocode

In this appendix the pseudocode of a complete algorithm of the topology creation will be pre-
sented. In Chapter 3 a large part of a similar pseudocode is already given. However, here all
code is printed together, without further explanation. The biggest difference with the other
pseudocode is that here a depth-first method is described, instead of the breadth-first method
of Chapter 3. Another difference to the previous code is that here the option is included to
create all topologies, but without duplicates. This is useful for regular convex terminal sets.
Furthermore, the resulting topologies will be stored to file instead of being saved in memory
and then returned as output.

Algorithm B.1: CreateTopologies

Input: Number of terminals n, Remove duplicates b : Boolean
S ← Phase1(n)1

if b then2

S ← RemoveDuplicatesSet(S)3

S ← Phase2(n, S, b)4

Algorithm B.2: RemoveDuplicatesSet

Input: Set of topologies S
Output: Set of topologies S
S ′ ← ∅1

T ← ∅2

foreach s ∈ S do3

l← GetUniqueLabel(s)4

if l is not an element of the tree T then5

Add l to T6

S ′ ← s ∪ S ′7

return S ′8
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Algorithm B.3: Phase1

Input: Number of terminals n
Output: Set of topologies S
S ← set with one topology containing n terminals and the route r(t1, t2)1

for i← 3 to n do2

//Create the route r(t1, ti)
S ′ ← ∅3

foreach s ∈ S do4

foreach edge e ∈ the adjacent face of terminal ti of s do5

if e is not an edge of the convex hull then6

s′ ← copy of s7

Split edge e by inserting a new Steiner point (for s′)8

Add an edge from ti to the new Steiner point (for s′)9

S ′ ← S ′ ∪ s′10

S ← S ′11

return S12

Algorithm B.4: Phase2

Input: Number of terminals n, Set of topologies S, Remove duplicates b : Boolean
T ← ∅1

foreach s ∈ S do2

AddRoute(n, 2, 3, T )3

Algorithm B.5: AddRoute

Input: Number of terminals n, Source terminal index i, Target terminal index j, Tree T , Remove
duplicates b : Boolean

if r(ti−1, tj) and r(ti, tj−1) meet each other then1

Determine route r(ti, tj)2

SaveOrContinue(n, s, i, j, T )3

else4

e← edge adjacent to terminal ti5

ExtendNewRoute(n, s, e, i, j)6
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Algorithm B.6: SaveOrContinue

Input: Number of terminals n, Topology s, Source terminal index i, Target terminal index j, Tree T ,
Remove duplicates b : Boolean

if j = n and i = n− 1 then1

//Topology has all routes complete
if b then2

RemoveDuplicates(s, T )3

else4

Store s to file5

else6

//Calculate next route
if j = n then7

i← i+ 18

j ← i+ 19

else10

j ← j + 111

AddRoute(n, i, j, T , b)12

Algorithm B.7: ExtendNewRoute

Input: Number of terminals n, Topology s, Candidate edge e, Source terminal index i, Target
terminal index j, Tree T , Remove duplicates b : Boolean

if e is part of a route toward tj then1

Follow this route towards tj and add each visited edge as a part of the route r(ti, tj) (for2

topology s)
SaveOrContinue(n, s, i, j, T )3

else4

if e has an allowed face then5

foreach edge e′ of the allowed face do6

if e′ is not part of a route already met by r(ti, tj) then7

s′ ← copy of s8

Add, for s′, a shortcut esc between two new Steiner points, by splitting up e and e′9

Add the correct part of former edge e and esc as part of route r(ti, tj)10

if former e′ was part of a route towards tj then11

e′1 ← the part of the split edge of e′ closer to tj12

ExtendNewRoute(s′, e′1, i, j)13

else14

e′1 and e′2 are the parts of the old edge e′15

ExtendNewRoute(n, s′, e′1, i, j)16

ExtendNewRoute(n, s′, e′2, i, j)17

Delete s′18

for both adjacent edges e′ of edge e do19

if e′ is allowed to visit (and no shortcut to e′ is possible) then20

s′ ← copy of s21

Add e as part of route r(ti, tj) (for s′)22

ExtendNewRoute(n, s′, e′, i, j)23

Delete s′24
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Algorithm B.8: RemoveDuplicates

Input: Topology s, Tree T
l← GetUniqueLabel(s)1

if l is not an element of the tree T then2

Add l to T3

Store s to file4

Algorithm B.9: GetUniqueLabel

Input: Topology s
Output: Unique label l
if topology s has all routes complete then1

foreach terminal ti in s do2

li,CW ← ∅3

h← 14

Make sure that no Steiner point has a label yet5

for a← i to i− 2 (with a+ + for clockwise order) do6

for b← a+ 1 to i− 1 (with b+ + for clockwise order) do7

foreach Steiner point v along route r(ta, tb) do8

if v has no number yet then9

Assign the number h to v10

h← h+ 111

Concatenate the number of v to the end of li,CW12

Repeat the previous steps, but now for counter-clockwise13

l← min(mini(li,CW ),mini(li,CCW ))14

else15

c← index of the last terminal that has all its routes completed16

Do the same as described in Lines 2-11, but now only for t1 in clockwise order and for tc in17

counter-clockwise order
l← min(l1,CW , lc,CCW )18

return l19
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Appendix C

More results

In this part of the appendix more pictures of topologies and network for several terminal sets
and budgets will be presented. In Chapter 5 networks of some terminal sets were already
presented, i.e. Figure 5.1, Figure 5.2 and Figure 5.4, for three, four and five terminals in
regular convex position respectively. Here, the figures of networks all have sets with four
terminals in irregular convex position.

The networks shown in Figure C.1 have a specific set of four terminals in an irregular convex
position, because several networks for the same terminal set were presented in the appendix
of [Koo08]. However, the behavior of the networks are different, which is possible, because
there might be more than one network that results in a minimum dilation. Nevertheless, after
precisely measuring the budgets and corresponding dilations, the dilation for some budgets
turned out to be smaller than for the same budgets visualized by Kooijmans.

The last picture of this document is Figure C.4. In this figure the eleven unique topologies
for four terminals in convex position are drawn. If we want to use the topologies for irregular
terminal sets, then we also need to look at the duplicates of these topologies. Below each
topology in the figure the number of duplicates is indicated.
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Figure C.1: The behavior of the minimum-dilation network for an irregular set of four
terminals.
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Figure C.2: The behavior of the minimum-dilation network for an irregular set of four
terminals.

Figure C.3: The behavior of the minimum-dilation network for another irregular set of four
terminals.
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2 4 4 2

2 8 4 8

4 4 8

Figure C.4: The eleven possible topologies for four terminals. The number indicates the
possible duplicates. Note that the total of these numbers sums up to 50.
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