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Abstract

The increased capabilities of attribute-based access control (ABAC) over previous access con-
trol models also allow for a higher degree of complexity in access control policies, which
may hide vulnerabilities. One such vulnerability is the attribute hiding attack, in which a
favourable decision is reached by hiding information from the request. Probabilistic ABAC
attempts to solve the problem of attribute hiding by computing the probability that a request
may hide information leading to the access control system reaching a different decision. Pre-
vious research has shown it does promise an approach to mitigate the attribute hiding attack
but suffers from state space explosion and hence long running times. This thesis presents
a reduced-state probabilistic evaluation (RSPE), a framework for optimizing probabilistic
ABAC by reducing the state space by applying constraints and finding and removing re-
quests with symmetric behaviour. An attempt has also been made at improving the PRISM
implementation. RSPE has been tested on both random policies and existing datasets. Ex-
perimental results show that while it often succeeds in reducing the state space, this does not
always translate into a better running time.
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Chapter 1

Introduction

Attribute-based access control (ABAC) is gaining in popularity as the paradigm for access
control systems because of its extensive fine-grained capabilities for defining access control
policies. ABAC differs from previous models such as discretionary access control and manda-
tory access control in the fact that ABAC is not defined by specific subjects and objects but
as attribute-value pairs. This possibility results in an access control system in which it is
possible to handle fine-grained access control; it is possible to make access control decisions
aimed specifically at attributes and combinations of attributes.

With these potential capabilities also follow potential weaknesses, as its fine-grained ca-
pabilities may lead to accidentally introducing errors in a system, may open up avenues for
possible attacks, and may make it difficult for humans to understand the behaviour of the
system [22]. One such attack resulting from ABAC’s fine-grained capabilities that has been
identified relatively recently is the attribute-hiding attack [9]. The attribute-hiding attack
is a weakness in ABAC stemming from the fact that it is not monotonic; a requester might
gain a favourable decision by hiding some of its attribute-value pairs from the access control
system.

To detect errors in access control policies and in particular ABAC policies, it is convenient
to have software that aids in the analysis and verification of these policies; policies may be
defined by different authorities [22] complicating the resolution of the combined policy, and
its capabilities may lead to difficulty in comprehension of the policies [24]. To fulfill that goal
several policy analysis tools have been proposed for common policy languages and standards
in ABAC such as XACML. These tools aim at automated analysis of ABAC policies and the
automated detection of properties and weaknesses of policies. Some examples of these tools
include Margrave [15], XAnalyzer [22] and X2S [38].

Not all current tools for policy analysis currently consider the possibility of the attribute-
hiding attack. A recent work introduces probabilistic evaluation of ABAC policies [11], which
is capable of checking the minimal and maximal probability that a given request reaches a
certain access control decision. These minimal and maximal probabilities show a measure
of the chance that an attribute-hiding attack is contained in a request; for instance if the
base decision is to permit an access request but there is a nonzero maximal probability of it
reaching a deny decision instead, the request may be containing an attribute-hiding attack.
This approach would in theory allow requests on an ABAC system to be checked in real-time
for the possibility of attribute-hiding attacks.

Probabilistic ABAC however still has some issues, mainly related to its running time.
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Because probabilistic ABAC has to evaluate all the possible combinations of attribute-value
pairs to either be present or not be present if not outright defined in the request, this leads
to a state space explosion, and therefore large running times for probabilistic queries on
requests. Hence it cannot yet be used to check requests for possible weaknesses in real time;
the state space is too large to model check effectively in real time. The research question is
whether the current model can be effectively reduced to a model in which it is possible to
apply probabilistic ABAC in real time.

Within this thesis, we attempt to improve the running time, decrease the state space,
and improve the quality of the evaluation of probabilistic ABAC. We represent policies in
a language called PTaCL [9], a language used for the specification and analysis of ABAC
policies. The model checking procedure is executed in PRISM [28], a model checker that
supports the reasoning about probabilistic and nondeterministic behaviour.

For improving the running time and state space, a combination of strategies will be tested:
First, we identify and remove requests from the state space that will never occur due to
constraints on the system outside the policy definition. Secondly, we attempt to identify
subsets of attribute-value pairs that are indistinguishable from each other by their behaviour
in requests, and model these in such a way that the states related to these attribute-value
pairs only need to be checked once. Finally, an effort is made to ensure that the model checker
implementation in PRISM is as efficient as possible. The combination of these can be expected
to handle a variety of different properties in policies, some of which can be used to reduce
the state space and running time. This combination of strategies is then tested on a series
of access control policies, both randomly generated and based on real-world policies. These
strategies should both improve running time and accuracy of the evaluation. Smaller state
spaces can in theory be evaluated more quickly. By removing requests that are not possible
and identifying some of the interactions between probabilities, the probabilistic evaluation
will give better results.

The remainder of the thesis is organized as follows: Chapter 2 introduces the preliminar-
ies, including an overview of ABAC and the access control language PTaCL as applied to
probabilistic ABAC. Within Chapter 3, the motivation for this thesis is provided. Chapter
4 presents the theoretical groundwork of the techniques used to improve probabilistic ABAC
and provides proof of correctness. Their implementation and the optimization of the model
checker is discussed in Chapter 5. Chapter 6 presents a series of experiments that have been
performed to verify the performance of these improvements on sets of specially constructed
policies, on random policies and some real-world policies; it also presents the results of these
experiments. Chapter 7 reviews other techniques for policy analysis in ABAC. Finally, Chap-
ter 8 provides concluding remarks on this work and directions for future work.
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Chapter 2

Preliminaries

Within this chapter, an overview will be given of the basics of attribute-based access control,
previous work done in PTaCL [9] and probabilistic attribute-based access control [11]. Section
2.1 gives a brief overview of the basic concepts and terminology of attribute-based access
control. Section 2.2 deals with the basics of the access control language PTaCL and its
application in probabilistic access control. This section first explains three-valued logic and
its applications in access control, then explains the workings of PTaCL. Finally, Section 2.3
is used to give an overview and explanation of the previous work done in the implementation
of probabilistic ABAC in PTaCL.

2.1 Attribute-based access control

Access control is widely used to determine whether a certain subject has access to a given
object. In particular, access control seeks to prevent activity that could compromise the
confidentiality and integrity of data [35].

Traditional access control specifies authorizations as a triple (s, o, a): within this triple, s
is the subject, o is an object, and a specifies the actions that s is allowed to take on o. This
triple indicates the authorizations s has with regard to o; for instance, the authorization to
read o, or to change o. The earliest forms of access control involved an access control matrix
[35] which explicitly contained each triple representing an user permission on an object.
Nowadays, access control systems are often too large to effectively accommodate for such a
heavy-handed system.

Attribute-Based Access Control (ABAC) addresses this problem. It follows the idea that
access control policies can be specified with respect to characteristics of the subject, object,
action and the environment. Within the context of ABAC, these characteristics are referred
to as attributes. Rather than having to explicitly specify every possible subject or object,
ABAC functions on shared characteristics between these subjects and objects [39]. Whether
an ABAC system grants access is then determined by a set of policies; these policies return
an access control decision based on the attributes present in the access control request.

In general, ABAC functions on a set of attribute-value pairs. An attribute-value pair is
represented as (n, v), where n represents the name of the attribute and v specifies the value
of the attribute. From all the attribute-value pairs that exist in a given context the set A is
defined, which is the set of all possible attribute-value pairs.

A request q to an ABAC system consists of zero or more attribute-value pairs, character-

3



izing the entity making the request, the entity that the request is aimed at, the action in the
request, and the environment the request is made in.

Following the notion that different attribute-value pairs in the request require different
handling of decisions, policies in an attribute-based system will often have a target t, which
specifies the attribute-value pairs which need to be present in a request for a certain policy
to apply.

An ABAC system returns a decision d dependent on the evaluation of a request q against
a set of policies p. This set of policies often takes the form of a tree. The policy set, or policy
tree, is constructed from a single root policy by recursively adding policies to it. Policies
combining policies then get a policy combining algorithm, which dictates the mechanism by
which the policy decision is reached.

A decision d indicates whether the access request is permitted or denied. It is also possible
to return an indeterminate result, signifying that a policy set cannot evaluate to a conclusive
decision from the information in the request, or a not-applicable result, which signifies that
a policy does not apply to the request in question.

This thesis uses functionality contained in two attribute-based access control languages,
namely PTaCL [9] and XACML [1]. PTaCL is used mostly as a proving language for access
control, whereas XACML is more an implementation framework. For the analysis and mathe-
matical work done in this thesis, PTaCL is the more convenient of the two of the languages to
use. Its formalized structure makes it highly suitable for mathematical analysis and proving
properties, something that XACML lacks. As such, all the language work is done in PTaCL,
borrowing a few elements of XACML where those are convenient to use.

2.2 PTaCL

PTaCL [9] is a language for the specification of access policies and policy targets in an ABAC
context. It aims at providing a precise syntax and semantics for policies and targets, and as
such is well-suited for performing analysis on an ABAC system.

To understand the functionality contained in PTaCL, it is first necessary to explain some
concepts and functionality of three-valued logic; this is done in the first subsection of this
section.

2.2.1 Three-valued logic

Three-valued logic is a logic based on three different values. Often, three-valued logic can
be seen as an extension of Boolean logic with a third value. The third value represents a
value that is incomparable with true and false, such as an indeterminate value [27]. Such
an indeterminate value ⊥ has its use in access control; instinctively, it can represent the idea
that a given policy is not applicable to a request. Within the remainder of this thesis, the
symbol used for this third value will be ⊥; leading to this thesis using the three-valued set
{1, 0,⊥}.

First, we introduce two unary operators on the three-valued logic. The negation operator
changes 0 into 1 and vice versa while leaving ⊥ unchanged, and the deny-by-default operator
∼ leaves 1 and 0 unchanged while changing ⊥ into 0. The truth table of these operators is
shown in Figure 2.1.
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a ¬a ∼ a
1 0 1
⊥ ⊥ 0
0 1 0

Figure 2.1: A truth table of the operators ¬ and ∼ on three-value logic.

a b (a u b) (a ũ b) (a t b) (a t̃ b)
1 1 1 1 1 1
1 ⊥ ⊥ ⊥ ⊥ 1
1 0 0 0 1 1
⊥ 1 ⊥ ⊥ ⊥ 1
⊥ ⊥ ⊥ ⊥ ⊥ ⊥
⊥ 0 ⊥ 0 ⊥ ⊥
0 1 0 0 1 1
0 ⊥ ⊥ 0 ⊥ ⊥
0 0 0 0 0 0

Figure 2.2: The truth table of the binary operators (u, ũ,t, t̃) functioning on three-valued
logic.

When considering extending the standard binary operators AND (∧) and OR (∨) to a
three-valued system, the distinction can be made between strong and weak OR and AND op-
erators as described by Kleene [27]. The strong operators (ũ, t̃) try to resolve indeterminacy
as much as possible by stating that (a ũ 0) will always resolve to 0, and (a t̃ 1) will always
resolve to 1. By contrast, if one of the weak operators (u,t) finds an indeterminate result,
then it will return an indeterminate value. The truth table of these operators is shown in
Figure 2.2.

To be able to make a functionally complete system (a system in which all possible operators
can be defined as a sequence of basic operators) three operators are sufficient; the advantage
of having a complete system is that it can be extended with any possible operator that is a
sequence of the basic operators.

The three operators (¬,∼, t̃) together form a complete system; any binary operator on
three-valued logic can be written as a combination of these three operators. This system of
operators have been proven to be complete in [9], which in turn was derived from an older
work [25].

2.2.2 PTaCL fundamentals

First, we define the syntax and semantics of PTaCL for the evaluation of targets [[·]]T . PTaCL
was first defined in [9]; in this thesis, we use the syntax and semantics of PTaCL as used in
[11]. This functions on the three-valued decision set {1, 0,⊥T } and on a request q containing
zero or more attribute-value pairs (n, v). Multiple attribute-value pairs (n, v) may share an
attribute n.

• [[null]]T : always returns 1
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• [[n]]T : an attribute target: {
1 if ∃(n′, v) ∈ q|(n = n′)

⊥T otherwise

• [[(n, v)]]T , an attribute-value pair target:
1 if (n, v′) ∈ q and v = v′

⊥T if (n, v′) /∈ q for any v′

0 otherwise (if (n, v′) ∈ q and v 6= v′)

• [[(t1 op t2)]]T : two targets and a binary operator on three-valued logic, combining the
two targets. A target is any of null, n, (n, v), or a complex target as described in this
sentence.

The decision d of an evaluation [[·]]T on a target can be understood as 1 corresponding to
a matching target, 0 corresponding to a non-matching target, and ⊥T signifying that there is
insufficient information present to assert whether the target is matching or non-matching.

Before defining the syntax and semantics of policies in PTaCL, it is first necessary to
define the multiple decision set that can result from the evaluation of policies. One of the
major ideas behind PTaCL is the idea to return every decision that could have been made in
the case there is not enough information to determine whether a target is matching or not.
The policy evaluation [[·]]P reflects this by utilizing a multiple decision set; the evaluation
function [[·]]P can also take a value comprised of multiple decisions from the three-valued
decision set D3 = {0, 1,⊥P } (where the intuition behind ⊥P is that a policy is inapplicable
because its target did not match). The multiple decision set D7 contains the possible values
1, 0,⊥, {1,⊥}, {0,⊥}, {1, 0}, {1, 0,⊥}, and is obtained by taking the powerset of the three-
valued decision set and removing the empty set: D7 = (P(D3) \ {∅}).

Then, we define as well the syntax and semantics for the policy evaluation [[·]]P as defined
in [9], functioning on

• atomic policy decisions ([[1]]P , [[0]]P ): returns the given policy decision, with 1 = permit
and 0 = deny

• [[(p, op)]]P : a single policy under an unary operator on three-valued logic

• [[(p1 op p2)]]P : two policies combined by a binary operator on three-valued logic.

• [[(t, p)]]P : a restriction of the policy p to target t. It is evaluated in the following way:

[[(t, p)]]P =


[[p]]P if t = 1

⊥P if t = 0

{[[p]]P ∪ ⊥P } if t = ⊥T

This multiple decision set is used whenever a target fails to evaluate to either 1 or 0, and
instead returns ⊥T . Since there is not enough information to determine whether the target
matches or not, the policy evaluation function [[·]]P should return both possible decisions for
both a matching and a non-matching target. Any operators getting a multiple decision set
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(a t̃ b) {1} {0} {⊥} {1, 0} {1,⊥} {0,⊥} {1, 0,⊥}
{1} {1} {1} {1} {1} {1} {1} {1}
{0} {1} {0} {⊥} {1, 0} {1,⊥} {0,⊥} {1, 0,⊥}
{⊥} {1} {⊥} {⊥} {1,⊥} {1,⊥} {⊥} {1,⊥}
{1, 0} {1} {1, 0} {1,⊥} {1, 0} {1,⊥} {1, 0,⊥} {1, 0,⊥}
{1,⊥} {1} {1,⊥} {1,⊥} {1,⊥} {1,⊥} {1,⊥} {1,⊥}
{0,⊥} {1} {⊥} {0,⊥} {1, 0,⊥} {1,⊥} {0,⊥} {1, 0,⊥}
{1, 0,⊥} {1} {1, 0,⊥} {1,⊥} {1, 0,⊥} {1,⊥} {1, 0,⊥} {1, 0,⊥}

Figure 2.3: The evaluation of the multiple decision set for the operator (a t̃ b). The intuition
is that the set contains every possible decision that could have been reached from the inputs
given.

as input will evaluate to all possible decisions that could be reached. The evaluation of such
a multiple policy decision is shown in Figure 2.3.

As noted in Section 2.2.1, the operator set (¬,∼, t̃) is complete and can be used to
construct any operator. This property can be used to add some of the policy combining
operators (sometimes also referred to as policy combining algorithms) in the style of XACML
[1] to PTaCL. These policy combining operators by which policies are combined function as
normal three-valued logic operators in this context. These policy combining operators exhibit
the following behaviour:

• deny-overrides (dov): if one child policy returns deny, then deny: otherwise if one child
policy returns permit, then permit: otherwise indeterminate

• permit-overrides (pov): if one child policy returns permit, then permit: otherwise if one
child policy returns deny, then deny: otherwise indeterminate

• deny-unless-permit (dup): if one child policy returns permit, then permit: otherwise
deny

• permit-unless-deny (pud): if one child policy returns deny, then deny: otherwise permit

• first-applicable (fa): return decision of first child policy if not indeterminate; else return
decision of second child policy

To elaborate on these policy combining operators, the resolution of the multivalued de-
cision set is shown in Figure 2.4 for permit-overrides to give an idea how the multivalued
decision set is handled; to save space, only one of the policy combining operators is analyzed
this way.

Later on, this thesis will also use targets and policy combining operators over an arbitrary
number of policies. This is written as op(p1, p2, ..., pn). With the exception of the only-one
applicable policy combining operator (which is not used in this thesis), joining multiple of
the same policy combining operator into a single instance does not change the outcome of the
evaluation.

A version of PTaCL has been coded in Java to facilitate analysis on the policy and target
tree, based heavily on the syntax as used in the policy prover ATRAP [18]. A more detailed
description of the syntax and keywords of this language are given in Appendix A.
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pov {1} {0} {⊥} {1, 0} {1,⊥} {0,⊥} {1, 0,⊥}
{1} {1} {1} {1} {1} {1} {1} {1}
{0} {1} {0} {0} {1, 0} {1, 0} {0} {1, 0}
{⊥} {1} {0} {⊥} {1, 0} {1,⊥} {0,⊥} {1, 0,⊥}
{1, 0} {1} {1, 0} {1, 0} {1, 0} {1, 0} {1, 0} {1, 0}
{1,⊥} {1} {1, 0} {1,⊥} {1, 0} {1,⊥} {1, 0,⊥} {1, 0,⊥}
{0,⊥} {1} {0} {0,⊥} {1, 0} {1, 0,⊥} {0,⊥} {1, 0,⊥}
{1, 0,⊥} {1} {1, 0} {1, 0,⊥} {1, 0} {1,⊥} {1, 0,⊥} {1, 0,⊥}

Figure 2.4: The evaluation of the decision set D7 for the policy combining algorithm permit-
overrides(a, b). Once again, the intuition is that the set contains every possible decision that
could have been reached from the inputs given.

2.3 Probabilistic evaluation in PTaCL

Probabilistic access control (introduced in [11]) takes the idea that the standard evaluation
function of PTaCL [[·]]P returns a decision that may be misleading. Rather, it makes the
statement that because of the existence of the attribute hiding attack [9], it may be more
accurate to check all the possible extensions of the request q. The intuition behind the
attribute hiding attack is that leaving out certain attribute-value pairs from the request may
yield a favourable decision.

When considering an attribute-hiding attack, this starts dealing with the idea that further
information in the request may be missing or may not exist. To better represent missing or
nonexistent information, the negative attribute value (n, v) is introduced. A negative attribute
value means that attribute n can under no circumstances have value v in request q′.

Further properties of requests making use of the negative attribute can now be stated:

Definition 1. [11] A request q is well-formed if, for any attribute-value pair (n, v), it does
not contain both (n, v) and (n, v).

Definition 2. [11] A request q is complete if it contains all possible attribute-value pairs
either as (n, v) or (n, v).

Definition 3. A request q is said to be contained in q′ iff it holds that q′ ⊇ q.

Probabilistic evaluation introduces the idea that the presence in a request of certain
attribute-value pairs may to a certain degree be approximated by a probability. If such
an attribute-value pair does not occur in the request that is evaluated, a probability Pr(n, v)
is used to approximate whether it might be missing from the request or not; these proba-
bilities may be inferred from data existing of previous requests made to the access control
system. This can be considered to be an improvement over a nondeterministic evaluation,
dependent on the available information. It contains at least some degree of knowledge about
the presence of the attribute-value pair, rather than no information as in the nondeterministic
case.

To elaborate on the difference between probabilistic and nondeterministic evaluation of
requests; in the case of a nondeterministic evaluation, there is no probability that a certain
path is taken within the request space, and as such, it is necessary to evaluate all the possible
paths without any knowledge of which one of the paths is likely to be taken. By contrast,
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Figure 2.5: The request space for a policy set containing the attribute-value pairs (nat,NL),
(nat,BE); both attribute-value pairs are evaluated as nondeterministic steps. To save on
space, the attribute-value pairs have been shortened to just their value. With each step, an
attribute-value pair is resolved to either v or (v).

if a probabilistic choice is made, each of the possible paths from that point of choice has a
probability associated with it.

With regard to interaction between probabilities: in the case that they refer to different
attributes, they are always assumed to be independent of each other. This independence of
probabilities cannot be assumed in the case that these probabilities refer to the same attribute.
While one attribute n may contain multiple values v1, v2, the presence of one of the values
may change the probability of the other value appearing in the same request.

The set ND(q) is defined in [11] as the set containing all well-formed (as per Definition
1) requests q′ ⊇ q such that:

• if an attribute-value pair (n, v) in q does not have a probability Pr(n, v) associated
with it, then q′ must contain either (n, v) or (n, v) (but not both, since the request q′ is
well-formed by definition and cannot contain both)

• if an attribute-value pair (n, v) in q does have a probability Pr(n, v) associated with it,
then (n, v) ∈ q′ iff (n, v) ∈ q.

Intuitively, the set ND(q) represents all the possible nondeterministic resolutions of the re-
quest q. Figure 2.5 gives an idea of how this request space ND(q) is constructed.

ND(q) on its own is not sufficient yet to have a measure of the entire state space as it
by definition does not consider probabilistic attributes. To that end, in [11] a further set
NDP (q′) is introduced which contains all well-formed and complete requests for which it
holds that ∀q′′ ∈ NDP (q′) : q′′ ⊇ q′; a set that in addition to all the nondeterministic choices
also holds all the possible probabilistic choices.

The probabilistic evaluation of a policy set p is distinct from the classical PTaCL evalu-
ation [[·]]P ; to introduce this probabilistic evaluation, two other forms of evaluating a policy
tree are introduced.

The evaluation function [[·]]C represents an evaluation that assumes the request is complete
as it is: for the purpose of this evaluation, if an attribute-value pair is not present in a request
q, then it is assumed to be not present rather than leaving ambiguity as to whether it might
have been present or not. As such, it resolves the ⊥T value to 0 instead, ensuring that
multiple decisions do not occur. The main difference with [[·]]P is a different resolution of
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attribute-value targets:

[[(n, v)]]C(q) =

{
1 if (n, v′) ∈ q and v = v′

0 otherwise

As a result, when evaluating the restriction of a policy to a target (from here forwards referred
to as a targeted policy), the ⊥T result is no longer possible, making the targeted policy
evaluation equal to:

[[(t, p)]]C(q) =

{
[[p]]C(q) if [[t]]C(q) = 1

⊥ otherwise

Finally, [[·]]N takes into account all possible instances of [[·]]C for a given request q as per
the idea that the system should consider all possible requests q′ ⊇ q. [[·]]N evaluates all all
requests q′ ⊇ q with the previously outlined evaluation function [[·]]C . [[·]]N is defined as:

[[p]]N (q) = {[[p]]C(q′) : q′ ∈ Ext(q)}

The set Ext(q) contains all possible well-formed extensions q′ of q for which it holds that
q′ ⊇ q.

The evaluation function [[·]]N is computed using the following mechanism. Once a request
q is entered into the system, a set ND(q) is generated which contains all the possible requests
that could nondeterministically exist. The set ND(q) contains all possible requests that
contain q without taking probabilistic attributes into account: so it holds that ∀q′ ∈ ND(q) :
q′ ⊇ q.

Any attribute-value pair (n, v) that is not either contained in the request q or has a
probability Pr(n, v) associated needs to be resolved nondeterministically, because there is no
information present about whether it is in the request or not. Therefore, both the possibility
of it being present as (n, v) or as (n, v) need to be taken into account; and both (n, v) and
(n, v) are used in the generation of ND(q).

Then define two probabilistic queries which define resp. the minimum and maximum
probability of reaching a given decision d from a request q. The probability of reaching a given
decision d given a request q′ ∈ ND(q) can be considered a form of conditional probability (the
probability of d given q′), as such this probability is written as Pr(q′|d). The query results in
the minimum/maximum probability that is found from all requests q′ that can be contained
in q.

• [[p]]min(q, d) = minq′∈ND(q) Pr(q
′|d) : the minimum probability that a given policy p

and request q result in decision d

• [[p]]max(q, d) = maxq′∈ND(q) Pr(q
′|d) : the maximum probability that a given policy p

and request q result in decision d

The minimum and maximum probabilities can be used to give the best estimate of chances
that a policy does not always return the correct decision. It can be considered an improvement
over [[·]]P , as it provides now not only the decisions it could possibly have been reached, but
also a measure of how likely it is that any of those decisions are reached. An example of this
evaluation is shown in Example 1.
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Example 1. Consider a policy in which access is permitted if the requester is Dutch, and
also permits access to requesters of other countries if they are not nongrata: in the case that
the requester is nongrata, the request is denied. Furthermore, the chance of getting a request
containing the (nongrata, true) attribute-value pair is 0.01.

p1 : ((nat,NL), permit)
p2 : ((nongrata, true), deny)
p3 : fa(p1, p2, permit)

In the case of the empty request q = {∅}, there are four possible well-formed requests where
all variables are resolved.

• q1 = {(nat,NL), (nongrata, true)}. (nat,NL) is present, so p1’s target is present and
p1 returns permit. p3 takes the decision of the first applicable subpolicy, which is p1; so
p3 also returns a permit decision.

• q2 = {(nat,NL), (nongrata, true)}. Once again (nat,NL) is present; so p1 results in
permit, and p3 also results in permit.

• q3 = {(nat,NL), (nongrata, true)}. (nat,NL) is not present so p1 is not applicable.
(nongrata, true) is present in q3; therefore p2’s target is present and p2 returns deny.
p3 takes the first applicable decision, which is deny; therefore, q3 results in a deny
decision.

• q4 = {(nat,NL), (nongrata, true)}. (nat,NL) is not present so p1 is not applicable,
and (nongrata, true) is not present so p2 is not applicable. Since neither p1 nor p2 are
applicable, p3 finds permit as the first applicable policy; therefore, q4 results in a permit
decision.

The minimal and maximal probability of finding deny as decision is 0 and 0.01. If the
nondeterministic step to a request containing (nat,NL) is made (so to either q1 or q2), it will
never reach deny, therefore the minimal probability of reaching deny is equal to 0. However,
if the request does not contain (nat,NL) then the decision depends on whether the request is
q3. The probability of reaching q3 is equal to Pr(nongrata, true) = 0.01, and then reaches
deny; this is the only way to reach a deny, so the maximum is 0.01.

When looking for the minimal and maximal probability of finding permit as decision, it
returns a minimum of 0.99 and a maximum of 1. If the nondeterministic step to a request
containing (nat,NL) is made to either q1 or q2, it is guaranteed to reach permit, and so gets
a probability of 1. If not, then only q4 returns a permit decision. The chance of reaching q4
is 1− Pr(nongrata, true): a chance of 1− 0.01 = 0.99.

None of the requests reach an indeterminate decision. Therefore, both the minimal and
maximal probability of finding ⊥ as decision is 0, reflecting that it is impossible to reach a ⊥
decision no matter what the request.
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Chapter 3

Motivation

Attribute-based access control is by now often considered the way forward in access control.
When compared to previous models for access control such as discretionary access control,
mandatory access control, and role-based access control, ABAC has all their benefits while
transcending their limitations [24]. In particular, ABAC is noted for allowing fine-grained
access control, a capability already discussed before ABAC proliferated [39]. With these
highly fine-grained capabilities of ABAC, there are however also new issues to solve; within an
ABAC context, it becomes more difficult to correctly define and understand the policies [24].
The difficulty of humans understanding ABAC policies is further underlined by the presence
of tools aiding in policy analysis; examples of these include tools such as Margrave [15],
XAnalyzer [22] and X2S [38], which allow for automatic verification of properties of XACML
policies. Probabilistic evaluation of attribute-based access control can also be placed in this
context as a tool to help humans understand ABAC policies and possible vulnerabilities in
these policies.

The main vulnerability that probabilistic ABAC is aimed at identifying and preventing
is the attribute hiding attack [9]. Attribute hiding attacks exploit the non-monotonicity of
ABAC policies, which occur in the case that leaving out attributes of a request q ⊇ q′ results
in a favourable access control decision compared to the complete (unaltered) request q. A
good way to view the problem of the attribute hiding attack is to view it in the context
of policy safety as described in [37]: policy safety can best be described as “the incomplete
request should only give access if the complete request does”. It is a problem that has existed
under various names, and not conclusively solved within the context of attribute-based access
control. Think of it as a human lie by omission, which contains things that are technically
true, but withhold information that is necessary within the given context. This is shown
within Example 2; this example will be used throughout the remainder of the thesis as a
running example.

Example 2. Consider a policy set containing two subpolicies: the first permits any request
containing either a nationality of Dutch or Belgian is permitted; the second denies any re-
quest containing either a nationality of German or French. The two rules are combined by
the deny-overrides combining algorithm.

p1 : (or((nat,BE), (nat,NL)), permit)
p2 : (or((nat,DE), (nat, FR)), deny)
p3 : dov(p1, p2)

13



Assume that a citizen with a dual nationality of Dutch and German makes a request to
this access control system. He can gain an advantage by hiding his German nationality, and
presenting a request as only a Dutch citizen. In the case that he makes a request containing
both his nationalities, then both p1 and p2 will apply. The conflict is resolved by p3 to a deny
decision. On the other hand, making a request containing only an attribute-value pair with
Dutch nationality will mean that only p1 is applicable, and p3 does not need to resolve any
conflicts, so it results in a permit decision.

Probabilistic extensions to existing access control systems are a relatively new idea, which
can best be placed together with other forms of computer-aided policy analysis. As there is
never complete certainty that a request has not been subverted by malicious means, proba-
bilistic access control might form an interesting extra method for verifying whether a request
might end up leaking access control privileges. Further complicating matters when solving
problems with missing attributes is the notion of attribute privacy. Actually, requesters might
have perfectly valid reasons for not providing every single attribute that they can; certain
attributes of an user might provide sensitive information which users of the system might be
reluctant to share for privacy reasons [16].

Probabilistic evaluation of access control policies has been implemented for smaller policies
[11], however still needs a significant time to evaluate larger policies because the state space
scales exponentially with the size of the set of attribute-value pairs relevant to the policy.
Model checking is necessary to correctly calculate the minimal and maximal probabilities;
the state space quickly becomes too large to explicitly evaluate. When the set A of attribute-
value pairs present in a policy set p grows too large, this state space becomes too large to
effectively evaluate even by model checking.

To show the possible size of the state space, take a policy set p containing every single possi-
ble nationality as a distinct nondeterministic attribute-value pair. This leads to the set A con-
taining over 100 possible attribute-value pairs in the policy tree, on which the empty request
q = {∅} is evaluated by getting all the evaluation functions [[·]]N , [[p]]max(d, q), [[p]]min(d, q).
The evaluation over all of the state space on this policy set might in the worst case have
to evaluate over the entire powerset P(A): this powerset will have a size greater than 2100

possible configurations of attribute-value pairs.

With regard to the implementation of probabilistic access control, one of the major issues
that still needs to be solved is to reduce the time needed to do an extensive probabilistic
evaluation of the request space. This probabilistic evaluation cannot be easily shortened
because all the possible missing attribute-value pairs in the state space have to be taken into
account; after all, it takes only one missing attribute-value pair to change the evaluation from
a deny to a permit, as shown in Example 2.

However, as will be shown within this thesis, it is likely not necessary to evaluate the com-
plete state space. Properties of the policy tree will allow to prove that certain paths through
the state space are redundant to evaluate, and can be pruned from the state space evalua-
tion because the information contained in them is redundant to the probabilistic evaluations
[[p]]min(d, q) and [[p]]max(d, q).

This aims at attribute-value pairs that show similar behaviour, and constraints on the
amount and type of attribute-value pairs in the request that have not yet been taken into
account by the probabilistic evaluation. For instance, in Example 2, (nat,BE) and (nat,NL)
will share the same behaviour; the state space can be reduced by not having to evaluate both
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of the attribute-value pairs.
Finally, an attempt is made to improve the implementation of the model checking pro-

cedure. To do the actual model checking, the model checker PRISM [32] is used; more
information on PRISM is given in Chapter 5, which will deal with the actual implementation
and issues resulting from this implementation.

The research challenges within this thesis can be summarized as:

• finding a way to reduce the state space of this probabilistic evaluation of access control
policies;

• effectively identifying redundant behaviour in the state space by characterizing groups
of requests showing similar behaviour, and translating this redundant behaviour to a
reduced state space in which no information is lost;

• implementing a framework of constraints which allows to further reduce the state space
by removing paths that do not satisfy these constraints;

• finding the best way to merge these together in an efficient implementation in PRISM.
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Chapter 4

Reducing the state space

To be able to apply probabilistic evaluation in any system and evaluate its effectiveness in
identifying the risk of attribute hiding attacks, the state space needs to be reduced. Requests
need to be checked in a matter of seconds, and as is shown in [11], the [[·]]max and [[·]]min

evaluation functions in particular need far more time than that to evaluate a policy set with
a high amount of attribute-value pairs.

Two ways of reducing this state space have been identified:

• Identifying domain specific conditions which make certain states unreachable, and there-
fore unnecessary to check in the state space.

• Identifying requests with symmetric behaviour from the policy set, which allows to
reduce the state space by removing the need to check requests that can be proven to be
symmetric to another request in the state space.

A combination of these two methods will be used in the framework; from here on called
Reduced State-space Probabilistic Evaluation, RSPE.

The theory behind finding and identifying these conditions and behaviours will be detailed
in the next sections. Their implementation in PRISM is described in Chapter 5.

It is also possible to make an effort to reduce the running time by optimizing the imple-
mentation of PRISM. The intuition behind this is, for instance, to identify attribute-value
pairs that allow for quick resolution of the request without needing to make many nondeter-
ministic choices in the state space. That is, the information may be available to infer what a
request will resolve to once a given number of attribute-value pairs have been resolved non-
deterministically. Since this is technically an implementation issue, this will also be covered
in Chapter 5.

We note that the state space as applied in this thesis uses both nondeterministic and
probabilistic behaviour, which is all evaluated in a single state space by the model checking
software. The state space NDP (q) is a state space containing all possible requests q′ contained
in q, both through nondeterministic and probabilistic steps; this state space is used throughout
the remainder of the thesis.

4.1 Constraints

Certain requests within the full state space of NDP (q) may be invalid due to restrictions
on the application domain. For a request q′ to be included in the state space NDP (q), it is
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only necessary for it to be well-formed as stated in Definition 1. Domain specific conditions
may however exist; this is acknowledged, for instance, in [15]. Other research has been done
on how to add role-based constraints to ABAC such as separation-of-duty constraints. This
would lead to requests q′ being included in NDP (q) even though constraints outside the
system ensure that such a request cannot be made.

Such requests could for instance contain attribute-value pairs that are contradictory with
each other, or subject to limitations outside the policy definition. It is not necessary to
evaluate requests q′ ∈ NDP (q) that will never occur; as such the state space can be reduced
by identifying conditions on the request and removing those from the state space that do
not meet these conditions. Furthermore, there may exist inaccuracies in the probabilistic
modeling of attribute-value pairs, as the base system for probabilistic evaluation introduced
in [11] assumes all probabilities to be independent from each other. Therefore, the constraint
is introduced upon attribute-value pairs to be able to detect requests that cannot exist under
these conditions, and identify some of the probabilistic interactions between attribute-value
pairs. For now it will be assumed that all attribute-value pairs are nondeterministic; the
probabilistic case will be explained further in Section 4.3.

We further distinguish between a simple constraint and a hierarchical constraint : in the
simple constraint all attribute-value pairs (n, v) subject to the constraint are treated in the
same way by the constraint, whereas in a hierarchical constraint the attribute-value pairs are
also subject to an ordering and are therefore not treated equally.

We then define the symmetrical constraint:

Definition 4. A simple constraint has the form c : |Sc| ◦m, where c is the identifier of the
constraint and Sc is the set of attribute-value pairs subject to the constraint. Together with
a binary operator ◦ and an integer m, the constraint forms an expression that must hold for
any state in NDP (q).

The set Sc often contains all the possible values v of a single attribute n, as a symmetrical
constraint is convenient to make on the amount of attribute-value pairs in a request from a
single attribute. In that case, the set Sc will be written as n, showing it functions on all values
with attribute name n. In other cases, it is necessary to explicitly state all attribute-value
pairs contained within the symmetrical constraint. This would for instance be used in the case
of roles that are mutually exclusive with each other due to separation-of-duty constraints, in
the case that the access control system enforces these constraints by means not stated in the
policy tree.

Example 3. Consider the policy in Example 2. A request which would contain the nationality
of the requester as an attribute-value pair would have to account for the possibility of the
requester either being stateless or having a dual nationality - but an individual cannot have
more than two nationalities. This requirement can be modeled as a constraint c : |{(n, v) ∈
q : (n = nat)}| ≤ 2. This constraint guarantees that any request q′ ∈ NDP (q) that contains
more than two nationalities is not checked.

The hierarchical constraint enforces a hierarchy on attribute-value pairs; that if a given
attribute-value pair is present in request q′ ∈ NDP (q), then other attribute-value pairs are
also enforced to be present in q′. This is for instance the case if the value of an attribute-value
pair (n, a) represents a value greater than a; if now another attribute-value pair (n, b) exists
with a value greater than b and b > a, then (n, a) will always be present if (n, b) is also
present.
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Definition 5. A hierarchical constraint has the form c : (n, v1) < (n, v2) < ... < (n, vm),
where c is the identifier of the hierarchical constraint and (n, v1)...(n, vm) are attribute-value
pairs; for these attribute-value pairs in the hierarchy it holds that for any two attribute-value
pairs (n, vi), (n, vj): (vi 6= vj). This constraint enforces that if a given attribute-value pair
(n, vi) in the hierarchy is present in a request q′ ∈ NDP (q), then all attribute-value pairs to
the left of it in the hierarchy are also present in q′.

In addition, it is convenient to aggregate all these constraints in a set of constraints:

Definition 6. The set of constraints Cp contains all the constraints c to which a policy set p
is subject.

The purpose of constraints is to reduce the state space of NDP (q) by identifying before-
hand which constraints a request q should obey, and by removing those requests that do not
obey the constraints to reduce the amount of states that the system has to check.

To show that the constraint can function to reduce the state space, the requests within
Example 3 are explicitly calculated. In the case of an empty request q = {∅} on this example
without taking the constraint into consideration, this requires checking of the entire powerset
of the set of attribute-value pairs: there are 16 possible requests q′ ∈ NDP (q) that need
to be checked. With the constraint in place, several of these requests are now unnecessary
to evaluate because they do not meet the constraint. Any requests q′ containing either 3
or 4 attribute-value pairs present in the request (so in q as (n, v), and not as (n, v)) do not
meet the constraint and are unnecessary to check. There are four possible requests with
three attribute-value pairs, and one possible request containing all of them; therefore with
the constraint in place, only 11 different requests need to be checked. In the case the domain
of all attribute-value pairs (nat,X) is larger, this would result in a larger decrease in the state
space.

While constraints can be imagined in several different forms, by far the most common
constraint to be used is the less-or-equal constraint; a constraint that functions on a set Sc of
attribute-value pairs and prevents a request q containing more than n attribute-value pairs
in Sc. This constraint is also convenient to show the implementation of constraints in PRISM
(shown in Section 5.3); as such, any examples and implementations will show a less-or-equal
constraint.

It is worth noting that the implementation of constraints may actually change the value
of the evaluation, since it will then work with a different set of evaluations of [[·]]C within
NDP (q). However, this change in evaluation will improve its accuracy, as it only removes
requests that are unreachable in the first place.

4.2 Symmetry

4.2.1 The symmetry problem for policies

For many policies, the state space of NDP (q) can be expected to carry a certain degree of
redundancy. Examples of these would for instance be attribute-value pairs that only appear
together in conjunctions or disjunctions; if they share the same behaviour, it is unnecessary
to model check every one of their combinations.

Within the context of the evaluation function [[·]]C - and therefore by extension also in the
context of [[·]]N - the individual attribute-value pairs show similarity with Boolean variables or
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literals. Like Boolean literals, attribute-value pairs (n, v) present in requests can be defined
as having two possible values (either “present in request q′” or “not present in request q′”).
Likewise, targets also keep to a binary format within the context of these evaluation functions.
Intuitively, the three-valued logic can be translated into a pair of boolean values. It can then
be treated as a purely boolean problem, which shows better how it is related to Boolean
symmetry problems.

A great deal of similarities can be observed between this problem of request symmetry and
the family of Boolean symmetry problems. To show these similarities, and the link between
request symmetry and Boolean symmetry, these are defined from the ground up and proven
to be equivalent. The definitions of the Boolean variables and functions are based on [36]
[31].

Definition 7. A Boolean function is defined as f(x1, x2, ..., xn), with Boolean variables
x1...xn.

Definition 8. A cofactor of a function f with respect to one or more variables xi, xj is defined
as the function resulting from the substitution of the specific values of xi, xj into f .

Example 4. The cofactor of f(...xi...xj ...), xi = 0, xj = 1 is f(...0...1...).

Following on the cofactor, symmetry on a Boolean function and its relation to the cofactor
are defined as:

Definition 9. Symmetry in a Boolean function is defined as f(...xi...xj ...) = f(...xj ...xi...).

Note that this symmetry is defined as a symmetry on Boolean values rather than vari-
ables. For the property of symmetry to hold for any possible value of xi and xj , the definition
must hold for any of the four possible cofactors xi = xj = 0, xi = xj = 1, xi = 1, xj = 0,
xi = 0, xj = 1. This is trivially true in the case that xi = xj . For the two other cases,
it must hold that f(...0...1...) = f(...1...0...); this makes it a sufficient condition for proving
symmetry. If this equality holds, symmetry in a Boolean function is true for any value of xi, xj .

Now that a definition of the symmetry problem in terms of Boolean functions has been
given and elaborated on, recall that the evaluation function [[·]]C should be defined in a similar
system. [[·]]C is the evaluation function used while calculating the decision in the state space,
which was defined in Section 2.3.

First, define a mapping of an attribute-value pair to a Boolean variable:

Definition 10. An attribute-value pair in a request q′ = NDP (q) can be written as a Boolean
variable, with (n, v) = 1 and (n, v) = 0. Such a Boolean variable is written as nv.

This mapping is possible in the context of a request evaluated by [[·]]C : an attribute-
value pair (n, v) can only hold either one of two values (n, v), (n, v) by the property of well-
formedness (Definition 1), and should contain all of the possible attribute-value pairs by
completeness (Definition 2).

Now we rewrite the policy set evaluation as a function similar to a Boolean function.
Under the evaluation function [[·]]C , it is possible to see the evaluation of a policy set p as a
function with Boolean inputs.

Definition 11. The policy evaluation function pf(nv1, nv2...nvn) is equivalent in behaviour
with [[·]]C . It takes all possible attribute-value pairs as input, in the form of Boolean variables.
The function returns a decision d.
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Analogous to this, the request (under the evaluation function [[·]]C , so any attribute-value
not present as (n, vi) is added as (n, vi)) is defined as an assignment of these Boolean variables:

Definition 12. A request q can be seen as an assignment of Boolean variables nvi = xi. Any
attribute-value pair (n, vi) present in the request is mapped to nvi = 1, and any attribute-value
pair (n, vi) present in the request is mapped to nvi = 0.

The full translation to Boolean variables is shown by a short example:

Example 5. Within the context of Example 2, there are four Boolean variables; these corre-
spond to nv1 = (nat,NL), nv2 = (nat,BE), nv3 = (nat,DE), nv4 = (nat, FR).

With these four Boolean variables, the policy evaluation function becomes pf(nv1, nv2, nv3, nv4).

A request q = (nat, dutch) would hold the values nv1 = 1, nv2 = 0, nv3 = 0, nv4 = 0.

Now we define symmetry over attribute-value pairs in the context of requests:

Definition 13. Two attribute-value pairs (n, vi), (n, vj) of a symmetry class SCp with respect
to a policy set p are symmetric over this policy set p in the case that, for all requests q
on p that contain neither of (n, vi), (n, vj), it holds that [[p, qi]]C = [[p, qj ]]C for the requests
qi = q ∪ {(n, vi)} and qj = q ∪ {(n, vj)}.

Proposition 1. Symmetry in requests is equivalent to symmetry in the policy evaluation
function.

Proof : Let nvi and nvj be the Boolean functions modeling (n, vi) and (n, vj), and let
pf(...nvi...nvj ...) be the policy evaluation function defining p. Writing out the cofactors of
qi, qj as given in Definition 13 in the policy evaluation function, this yields: qi : pf(...1...0...), qj :
pf(...0...1...). For symmetry, it must now hold that pf(...1...0...) = pf(...0...1...), which is a
sufficient condition for Boolean symmetry. This reasoning also holds in the other direction. �

Therefore, by finding instances of symmetry within the policy evaluation function, and by
extension [[·]]C , it is possible to find symmetric behaviour within requests. If such symmetric
pairs can be found where interchanging their values does not change the decision of the
function for any other values, the state space can be reduced by ensuring that only one of
these two possible paths is evaluated explicitly.

4.2.2 Constructing the policy graph

We now turn to defining and creating a structure to solve the symmetry problem on. The
symmetry problem can be decomposed into two subproblems: to find symmetric behaviour,
and to apply instances of symmetric behaviour to reduce the state space [12]. As it turns
out, applying symmetric behaviour to reduce state space is relatively easy; the difficulty
is in finding instances of symmetry. It can be shown that the Boolean symmetry problem
reduces to an instance of the graph isomorphism problem [13]. Within mathematics, this is
a well-known problem [34].

Now we define the type of graph that is being used and how graph isomorphism applies to
this type of graph. Since we wish to be able to distinguish types of vertices from each other,
it is also necessary to use colouring of vertices in this graph. This leads to the following
definition of a graph:
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Definition 14. A graph G = (VG, EG) consists of a set of vertices and a set of edges. Each
vertex v ∈ VG has a colouring associated with it, represented as an integer-value function with
respect to graph G: πG(v). Each edge (vi, vj) ∈ EG is directed.

Definition 15. Two graphs G = (VG, EG), H = (VH , EH) are isomorphic iff there exists a
bijective mapping f : VG ↔ VH between the vertex sets for which it holds that (vi, vj) ∈ EG ⇔
(f(vi), f(vj)) ∈ EH and ∀v ∈ VG : πG(v) = πH(f(v)).

A special case of graph isomorphism is graph automorphism: a graph isomorphism with
itself, leaving out the trivial case of the identity transformation.

Definition 16. A graph G = (VG, EG) has an automorphism iff there exists a nontrivial
bijective mapping f : VG ↔ VG′ between the vertex sets for which it holds that (vi, vj) ∈ EG ⇔
(f(vi), f(vj)) ∈ EG′ and ∀v ∈ VG : πG(v) = πG′(f(v)).

While graph isomorphism is contained in the complexity class NP, there exist many in-
stances of graph isomorphism that can be found with polynomial-time solutions. While many
of those might seem promising with regard to the structure of the policy set, neither tree-
based [21] nor degree-bounded solutions [30] will always work for the structures generated by
a policy set.

While the structure of the policy set is often tree-like, this property is lost as soon as
one attribute-value pair appears multiple times in a policy set. This attribute then needs to
have either a single vertex (with multiple incoming edges signifying that multiple policies are
dependent on it) or a connection between the two; this leads to loss of the tree structure and
its advantages.

Degree-bounded solutions have more potential, though this depends entirely on how small
the degree of outgoing and incoming edges can stay. The degree of a node is bounded by either
the policy with the most children or the attribute value appearing the most in a policy tree and
therefore needing to be connected to the most targets [13]. Within certain types of policy, a
degree-bounded solution might be usable (one with a small number of attribute values for each
attribute and a reasonable bound on the number of children of policy combining algorithms)
but for the general case, it seems that a general solution will be necessary; a polynomial
solution can most likely not be used.

To construct a coloured graph according to Definition 14 which is checked for automorphic
behaviour, a process similar to the one described in [13] is used. To generate the policy graph
G corresponding to the policy set p, the algorithm GenerateGraph is used, which generates
individual vertices by repeated application of its subroutine GenerateVertex.

After generating a policy graph G based on the policy set p according to Definition 14,
any symmetric constraints c in set Cp to which p is subject are added to the symmetry graph
as a vertex and connected to all vertices contained in their left-hand side; the colouring of
each constraint is unique, to prevent any automorphisms from occurring that swap around
constraints. Furthermore, any hierarchical constraints c in set Cp to which p is subject are
added to the symmetry graph as a vertex and connected to all vertices contained in their
left-hand side; however, in this case, symmetry-breaking vertices are placed in between the
constraint vertex and the attribute-value vertex.

Vertices are coloured depending on what they represent; the colouring is an integer, of
which each integer is mapped to a certain type of node. All attribute-value pairs share the
same colouring; decisions deny and permit have a different colouring.
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These algorithms are described in Algorithm 1 and Algorithm 2. Algorithm 2 recursively
makes an inorder tree walk through the policy set, and generates vertices and edges for each
policy or target node dependent on its content and its children. When all individual nodes
are handled, Algorithm 1 handles the remaining graph creation steps by adding vertices and
edges for constraints on the graph and the root of the policy set.

Algorithm 1: GenerateGraph

Input: A policy set p subject to constraint set Cp

Output: A graph G(V,E) with coloured vertices.
Add vertex with colouring Root to G
n← root of policy tree p
v ← GenerateV ertex(n,G)
Add edge(root, v) to graph G
for all symmetric constraints c ∈ Cp do

Add vertex c with colouring Constraint to G
for all attribute-value pairs (n, v) subject to c do

Fetch vertex v with content (n, v) from G
Add edge(c, v) to G

for all hierarchical constraints c ∈ Cp do
Add vertex c with colouring Constraint to G
i← 0
for all attribute-value pairs (n, v) subject to c do

Fetch vertex v with content (n, v) from G
for j ← 0; j < i; + + j do

Add vertex asym with colouring Asym to G

Connect c and v by edges through any symmetry-breaking vertices generated
for this c, and add these edges to G
i+ +

return G

To give an example of the policy graph and the process behind its generation, the policy
graph resulting from Example 6 is shown in Figure 4.1 with an explanation of steps taken.
This example has a few features which show some of the behaviour of the policy graph
algorithms. For ease of understanding the algorithm, the precise colourings of each vertex are
also shown; in further examples these colourings will be omitted.

Example 6. Consider a policy set in which a request containing one of the nationalities
(nat,NL), (nat,BE) is allowed, but a request with both the attributes (nat,BE) and (nongrata, true)
is denied. The rules are combined by a deny-overrides policy combining algorithm.

p1 : (or((nat,NL), (nat,BE)), permit)
p2 : (and((nat,BE), (nongrata, true)), deny)
p3 : dov(p1, p2)
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Algorithm 2: GenerateVertex

Input: A policy or target n, current state of graph G
Output: A vertex v, current state of graph G
if n is a combining policy or target then

Add vertex v with colouring operator to G
if the operator of n is symmetric then

for all children c of n do
child← GenerateV ertex(c)
Add edge (v, child) to G

else
for all children c of n do

i← 0
for j ← 0; j < i; + + j do

Add vertex asym with colouring Asym to G

child← GenerateV ertex(c)
Connect v and child by edges through any symmetry-breaking vertices
generated for this c, add them to G
i+ +

return identifier of v, G

if n is an atomic policy with decision d then
if no vertex with decision d exists in G then

Add vertex v with colouring d to G
return v,G

else
Fetch vertex v with colouring d from G
return v,G

if n is an attribute-value pair (n, v) then
if no vertex with attribute-value pair (n, v) exists in G then

Add vertex v with colouring AV to G
return v,G

else
Fetch vertex v with content (n, v) from G
return v,G

4.2.3 Symmetry detection within the policy set

Recall the definitions of requests q and the policy set p from Chapter 2. The evaluation
operation used for symmetry detection is [[·]]C .

Now we define the symmetry class on an attribute domain with respect to a policy set p.
This symmetry class represents a form of symmetry in behaviour: any attribute-value pair
contained in a single symmetry class shares the same behaviour. For any set of attribute-value
pairs contained in the same symmetry class, it holds that different attribute-value pairs are
equivalent in behaviour for any request q on p, and are therefore interchangeable in requests
q′ ∈ NDP (q).
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Figure 4.1: The policy graph resulting from Example 6. The first value in each vertex is
what the vertex represents from the policy; the second value is the integer representing the
colouring of each vertex. The graph is generated by starting at the root of the policy set (in
this case, this is policy p3) and then making an inorder tree walk through all subpolicies and
targets, generating a vertex for each PTaCL policy and target that is encountered. In the
case that leaves have exactly the same content (for this example, there are two attribute-value
targets referring to the attribute-value pair (nat,BE)), no new vertex is created; instead, the
parent is linked by an edge to the vertex with the same content. A colouring is shared by all
attribute-value pairs, no matter which attribute they refer to or whether the attribute-value
pair can be resolved probabilistically. Colouring is also shared by policies sharing a type; for
instance, both targeted policies get the same colouring. Colouring is generated by reserving
1 for attribute-value pairs, generating a new colouring in case it is the first vertex of its kind,
and reapplying an old colouring in the case it is not the first vertex of its kind.

To define a shorthand to characterize the behaviour of a symmetry class in a certain state
corresponding to a request q′ ∈ NDP (q), the request behaviour is defined:

Definition 17. The request behaviour of a symmetry class rq(m)SC (with m an integer
0 ≤ m ≤ #(av ∈ SC)) corresponds to the number of attribute-value pairs (n, v) present in
any request q′ ∈ NDP (q) which are contained in symmetry class SC. Mathematically, this is
defined as:

rq(m)SC ⇔ (|{(n, v) ∈ (SC ∩ q′)}| = m)

The intuition behind the request behaviour rq(m)SC is that requests q′ ∈ NDP (q) do
not need to explicitly state the attribute-value pairs that exist in a symmetry class; rather,
different request behaviours can be defined by the number of attribute-value pairs from a given
symmetry class. For example, in the case that there are two attribute-value pairs (nat,NL)
and (nat,BE) in a given symmetry class SC, rq(1)SC represents any request containing either
(nat,NL) or (nat,BE). If both are in a request, that is represented by rq(2)SC .

Looking for symmetries within a graph is aimed at finding so-called automorphism gener-
ators; a set of transformations that, when applied, generates an automorphism of the graph.
The exact implementation of finding these generators is described in Chapter 5; this section
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will focus only on proving properties related to these automorphism generators. First, we
define the automorphism generator as:

Definition 18. An automorphism generator AG with respect to a coloured graph G consists of
pairs of vertices (v1, v

′
1)...(vn, v

′
n) that, when mapped to each other, generate an automorphism

of graph G. This mapping AG(G) is referred to as an automorphism transformation.

First, it is convenient to prove the transitivity of automorphisms, so that it is easier to
reason about automorphism generators:

Proposition 2. Let AG1...AGn be automorphism generators of a graph G. Then any se-
quence of transformations of these automorphism generators results in another automorphism
transformation.

Proof: To show this property, it suffices to prove the transitivity of automorphism. Take
two automorphism generators AGi, AGj on a graph G and apply them in sequence on G.
Then G′ = AGi(G), and G′′ = AGj(AGi(G)). For the edges, it holds that any edge
(vi, vj) ∈ EG ⇔ (AGi(vi), AGi(vj)) ∈ EG′ ⇔ (AGj(AGi(vi)), AGj(AGi(vj))) ∈ EG′′ - there-
fore the combined transformation preserves the edge. For the vertices, it holds that that any
vertex πG(v) = πG′(AGi(v)) = πG′′(AGj(AGi(v))), and therefore preserves the colouring.
Therefore G′′ is an automorphism of G, and repeated application of automorphism transfor-
mations preserve automorphism. �

We distinguish three different cases within automorphism generators, so that it is possible
to elaborate upon each one of them in turn:

• Automorphism generators consisting of a single pair of vertices; the pair corresponds to
a pair of attribute-value pair vertices.

• Automorphism generators consisting of multiple pairs of vertices; one pair corresponds
to attribute-value pair vertices, the others correspond to policy nodes.

• Automorphism generators consisting of multiple pairs of vertices; multiple pairs corre-
sponding with attribute-value pairs and others corresponding to policy nodes.

Using the first type of automorphism generator is self-explanatory. In that case, the
attribute-value pairs are interchangeable in the policy structure without needing to apply any
other changes, and they can be used together in a symmetry class.

The second case is more difficult to interpret, because it also involves swaps of internal
vertices. To interpret these results, it is necessary to consider what exactly it means that
certain vertices related to the combination of targets and policies are interchangeable, and
use this interpretation to validate that these results are usable for inclusion in a symmetry
class. Example 7 shows a policy where using only the first type of automorphism generator
is insufficient.

Example 7. An access control policy is in place which permits all requests containing either
dual nationality (nat,NL), (nat,BE) or dual nationality (nat,NL), (nat, FR).

p1 : (or(and((nat,NL), (nat,BE)), and((nat,NL)(nat, FR))), permit)

The policy graph of this example is shown in Figure 4.2.
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Figure 4.2: In this policy graph, a single automorphism is found connecting (nat,BE) and
(nat, FR). Both share the same behaviour, however it is not a trivial case; the automorphism
swaps around both the and vertices as well.

Proposition 3. If the edge relations are preserved between a graph automorphism transfor-
mation AG : G→ G′, the policy structure remains unchanged.

Proof : By Definition 16, (vi, vj) ∈ EG ⇔ (AG(vi), AG(vj)) ∈ EG′ . Now consider any vertex
vk. To preserve the parent relation, vk must have the same incoming edge to the same vertex,
and since (vk, vi) ∈ EG ⇔ (AG(vk), AG(vi)) ∈ EG′ , vk will have the same parent. To preserve
the child relations, vk must have the same outgoing edges to the same vertices, which will
also hold for any child vj , since (vj , vk) ∈ EG ⇔ (AG(vj), AG(vk)) ∈ EG′ . �

Proposition 4. An automorphism generator AG with respect to a graph G containing mul-
tiple pairs of vertices can be used to identify a symmetry class if it contains one, and only
one, pair of vertices (vi, v

′
i) with attribute-value pair colouring.

Proof : Define G′ as the graph resulting from applying the automorphism generator AG on
G: By definition of automorphism, for each edge E = (vi, vj) it holds that (vi, vj) ∈ G ⇔
(AG(vi), AG(vj)) ∈ G′, and for each vertex V it holds that π(vi) = π(AG(vi)). Any vertex
v will have a parent and children preserving the colouring relation. Therefore, the policy
structure and the policy semantics are preserved apart from mapping the attribute-value pair
vertices (vi and AG(vi)) to each other. As such, it ends up being a value swap in the policy
evaluation function pf , which is equivalent to request symmetry. �

Finally, the third case can be interpreted as a form of symmetry; rather than showing
symmetry between single attribute-value pairs, these automorphisms show symmetric be-
haviour between multiple cases of attribute-value pairs. In a way, this can be seen as showing
symmetry between symmetry classes. This behaviour is shown in Example 8.

Example 8. An access control policy is in place which denies both requests with dual na-
tionalities (nat,NL), (nat,BE), and (nat,DE), (nat, FR). They are combined together by a
deny-overrides policy combining algorithm.
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Figure 4.3: The policy graph generated from Example 8.

p1 : (and((nat,NL), (nat,BE)), deny)
p2 : (and((nat,DE), (nat, FR)), deny)
p3 : (dov(p1, p2))

The resulting policy graph is shown in Figure 4.3. Searching for automorphisms in this
graph will result in three automorphism generators:

• an automorphism generator combining (nat,NL) and (nat,BE) in a symmetry class

• an automorphism generator combining (nat,DE) and (nat, FR)

• an automorphism generator which would contain the vertices related to p1, p2 as a pair,
a pair related to (nat,NL), (nat,DE) and a pair related to (nat,BE), (nat, FR).

The third automorphism generator shows that there is similarity in behaviour in p1 and
p2, and therefore between the two symmetry classes. However, there is no easy way to use this
insight to further reduce the state space; symmetry classes that show symmetry between each
other cannot be merged together. To clarify this point, compare two requests made on Ex-
ample 8 that are evaluated by [[·]]C : q1 = (nat,NL), (nat,BE) and q2 = (nat,NL), (nat,DE)
and assume for a moment that the symmetry between classes could be used to combine the
symmetry classes: therefore creating a single symmetry class SC. Both q1 and q2 would
contain two attribute-value pairs from this symmetry class SC. However, when evaluated,
q1 would result in a deny decision whereas q2 would result in a ⊥P decision, as it has no
matching targets and therefore p1 and p2 both evaluate to ⊥P .

This shows that there would be differences between the attribute-value pairs within such
a combined symmetry class. As such, it is not trivial to combine symmetry classes together,
and the third case of automorphism generators cannot be trivially used to combine together
symmetry classes.

A case which can be used to create larger symmetry classes is in the case two symmetry
classes overlap. Overlap within symmetry classes can be used to generate a larger symmetry
class, by the transitivity of symmetry.
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Proposition 5. Two symmetry classes SCi, SCj can be merged together into a single sym-
metry class if there exists an attribute-value pair in the overlap between the two symmetry
classes; SCi ∩ SCj = av∩.

Proof : Within any symmetry class SCi, the behaviour of attribute-value pairs is transitive.
If there exists an attribute-value pair for which it holds that SCi ∩ SCj = av∩, then by tran-
sitivity, the symmetry relation between any avi ∈ SCi and avj ∈ SCj can be proven. �

The properties of the symmetry classes and policy graph can also be used to prove that
any attribute-value pair in a symmetry class shares the same simple constraints, if any:

Proposition 6. If two attribute-value pairs (n, v1) and (n, v2) are in the same symmetry
class, they are subject to the same simple constraints (if any).

Proof : Assume (n, v1) ∈ SC is subject to a simple constraint c, and there exists a (n, v2) ∈
SC. Since (n, v1), (n, v2) are in the same symmetry class SC, an automorphism generator
must exist in the graph G mapping (n, v1) to (n, v2). Each constraint has an unique colouring,
so they cannot be swapped in AG because that would violate the preservation of colouring.
Since (n, v1) is subject to c, an edge (c, (n, v1)) exists between these two vertices. Since c is
a vertex with unique colouring, AG can only exist if there exists an edge (c, (n, v2)) as well,
because AG by definition preserves the edge relation. The edge (c, (n, v2)) can only exist if
(n, v2) is subject to c. Therefore, (n, v2) is also subject to c. �

In the case of a hierarchical constraint, it should prevent any vertex from being in a
symmetry class. A similar line of reasoning can be applied to prove that all members of a
symmetry class should be subject to the same hierarchical constraint; furthermore, it can be
proven that two attribute-value pairs in a hierarchy cannot be in the same symmetry class.

Proposition 7. Any (n, vi), (n, vj) subject to a hierarchical constraint cannot be in a sym-
metry class SC.

Proof : By contradiction. Assume a hierarchical constraint c : (n, v1) < (n, v2) < ... < (n, vm),
and assume (n, vi), (n, vj) ∈ SC and subject to c. By Definition 13, it must hold that
qi = ((n, vi), (n, vj) is equal to qj = ((n, vi), (n, vj)). However, by Definition 5, both those
requests cannot exist: one of them would violate the hierarchy. Therefore, it is not possible
for both of the attribute-value pairs to be subject to a hierarchical constraint. �

4.2.4 Policy optimization for symmetry

Certain structures in policies are convenient to improve the chance of finding symmetric
behaviour. As it gets more difficult to find symmetries at the policy level rather than the
target level due to the higher complexity of policies compared to targets, it is convenient for
finding symmetries to make an effort to move some of the structure from the policy level to
the target level. Example 9 shows this behaviour.

Example 9. Consider a policy set which contains two policies, one permitting any request
containing (nat,NL), and another one permitting any request containing either (nat,BE) or
(nat,DE); both are combined by a permit-overrides algorithm.
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p1 : ((nat,NL), permit)
p2 : (or((nat,BE), (nat,DE)), permit)
p3 : pov(p1, p2)

For all three of the attribute-value pairs present in the policy, presence in a request q
would imply a permit decision. They share symmetric behaviour; this symmetric behaviour is
however not found between (nat,NL) and the other two attribute-value pairs because the policy
structure is not symmetric. The policy returns an automorphism generator for (nat,BE) and
(nat,DE), but no automorphism generator to link (nat,NL) to the other two attribute-value
pairs.

Nevertheless, this example suggests that there may be certain transformation rules for
policies that would increase the chance of symmetric behaviour being found between attribute-
value pairs.

When the evaluation function [[·]]C is used, the first insight to be used here is that if
targeted policies p1, p2 combined by a policy combining algorithm pca(p1, p2) share the same
child policy (such as permit in Example 9), this means there are ”multiple ways to the same
end”. This suggests that there is a way to combine the targets such that a single targeted
policy can be used. It could either apply policy (p1 = (t1, p3)) or (p2 = (t2, p3)) to reach p3;
this suggests that there may be a transformation rule that combines the targets as an OR.
Intuitively, a policy p1 : (or((nat,NL), (nat,BE), (nat,DE)), permit) would behave exactly
the same as the policy set shown in Example 9; and unlike the policy set from Example 9,
this policy would allow to find symmetric behaviour between all three attribute-value pairs.

This transformation rule would depend on the policy combining algorithm pca that is
being used. Firstly, it would require the policy combining algorithm to be commutative
(ruling out first-applicable), as all child policies need to be handled the same way.

Secondly, no decisions deny or permit can be overridden by a ⊥P decision; since under
the evaluation function [[·]]C , a targeted policy can either evaluate to its child policy or to ⊥P .
No matter what the outcome of this child policy is, it should never be overridden by ⊥P .

Proposition 8. Let pt = pca(p1, p2, ..., pn) be a policy such that it holds for its policy combin-
ing algorithm pca that it is associative, commutative and that ⊥ does not override any other
decision. Let PC = {p1, p2, ..., pn} be the set containing all the child policies of pt.

From set PC, define a set TC = {p ∈ PC|p = (t, pc)} of all targeted policies sharing a
child policy pc. Also we define the subset N = {p ∈ PC|p /∈ TC} containing all children of pt
not in TC. Finally, we define T = {(t, pc) ∈ TC|t} to be the set of all targets of the targeted
policies in TC.

Then it holds that

pt = pca(N, (or(T ), pc))

Proof : Associativity of the policy combining algorithm pca allows to rewrite a policy combin-
ing algorithm by application of the following equalities: pca(p1, p2, p3) = pca(p1, pca(p2, p3)) =
pca(pca(p1, p2), p3). By repeated application of associativity on both sides, the equation can
be rewritten to:

pca(pca(N), pca(TC)) = pca(pca(N), pca(or(T ), pc))
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It is sufficient to prove that pca(TC) = pca(or(T ), pc)) to prove Proposition 8, as this would
imply that a substitution could be made which would make both sides of the equation the
same.

Both (pca(TC)) and (pca(or(T ), pc) can only evaluate to either pc or ⊥, since all policies
p ∈ TC have pc as their child. pca(TC) can only evaluate to ⊥P if all of the individual targets
in T are false, since any ⊥ does not override a pc no matter what it is: ¬t1 ∧ ¬t2 ∧ ... ∧ ¬tm.
pca(or(T ), pc) can only evaluate to ⊥P if or(T ) is false: so ¬(t1∨t2∨ ...∨tm). By De Morgan’s
law, both target expressions are equivalent, and therefore also both the targeted policies. �

For the case of the first-applicable policy combining algorithm, this reasoning does not
work because first-applicable evaluates policies in the order they appear. First-applicable
does share the desirable property of overriding every ⊥P decision in its child policies, which
might imply that with minor changes and attention to the ordering, there may still exist a
way to transform it.

For first-applicable, policies can be combined in the case they have the same subpolicy
and there are no policies in between which could result in an overriding outcome.

Proposition 9. Let pt = fa(p1, p2, ..., pn) be a policy combining multiple policies by a first-
applicable policy combining algorithm. Let PC = {p1, p2, ..., pn} be the set containing all the
child policies of pt.

From set PC, define a set TC = {p ∈ PC|p = (t, pc)} of all targeted policies sharing
a child policy pc and which are located next to each other. We define NI as the set of all
policies to the left of TC in pt in the order they appear in and NJ as the set of all policies to
the right of TC in pt in the order they appear in. We define T = {(t, pc) ∈ TC|t} to be the
set of all targets in TC.

Then it holds that

pt = fa(NI, (or(T ), pc), NJ)

Proof : Since the first-applicable policy combining algorithm is still associative, it can still be
rewritten according to the same rule as given in the previous proof; it is only necessary to
keep the ordering intact as well.

fa(fa(NI), fa(TC), fa(NJ)) = fa(fa(NI), fa(or(T ), pc), fa(NJ))

Once again, finishing the proof comes down to finding a substitution fa(TC) = fa(or(T ), pc).
As every ⊥ gets overridden in a first-applicable as well, the latter part of the reasoning in the
general case applies to first-applicable as well. �

Secondly, in the case that multiple targeted policies appear in sequence, these can be
combined together in a single targeted policy:

Proposition 10. For the policy evaluation function [[·]]C , it holds that in the case that a
targeted policy p1 = (t1, p2) has as its policy child another targeted policy p2 = (t2, p3), then
the single targeted policy pc = ((t1 and t2), p3) is equivalent to p1.

Proof : Writing out p1 directly, this results in p1 = (t1, (t2, p3)). Now under the policy evalu-
ation function [[·]]C , p1 can take two values (⊥T is impossible under [[·]]C): in the case either
t1 or t2 is equal to 0, it will evaluate to ⊥P ; if both t1, t2 = 1, then it evaluates to p3. So
since both t1 and t2 must be true to evaluate to p3, they can be combined into a single target
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t1 ∧ t2. �

By applying these transformation rules, policies can be transformed into a form that should
prove to be more accommodating for finding symmetric behaviour in them, as can be observed
from being able to find extra symmetries in Example 9. The reworked policy structure and
policy graph are shown in Example 10, which then shows that these transformation rules can
possibly aid in finding symmetry classes.

Example 10. Consider a policy set which contains two policies, one permitting any request
containing (nat,NL), and another one permitting any request containing either (nat,BE) or
(nat,DE); both are combined by a permit-overrides algorithm.

By using the transformation rule in Proposition 8, policies p1 and p2 can be merged to-
gether into a single targeted policy, with as its target the targets of p1 and p2 combined by an
OR. Then also note that p3’s policy combining algorithm is no longer necessary, as it holds
that pov(p3) = p3; it can be removed. Therefore only a single policy remains to evaluate this
access control policy:

p1 : (or((nat,NL), (nat,BE), (nat,DE)), permit)

This results in two automorphism generators, one containing (nat,NL), (nat,BE) and
one containing (nat,BE), (nat,DE). As per Proposition 5, these classes can be merged to-
gether in a single symmetry class.

4.3 Probabilistic evaluation over the reduced state space

Within the previous sections, the strategies of using constraints and symmetry classes have
been discussed for reducing the state space of NDP (q). None of these strategies have yet
however taken into account that the presence of certain attribute-value pairs in a request may
be approximated by a probability, and how they can be applied to improve the probabilistic
modeling.

A major part of [11] concerned the introduction of probabilistic resolution of attribute-
value pairs. This entailed giving some of the attribute-value pairs (n, v) a probability Pr(n, v)
of the likelihood that they appeared in a request q′ ∈ NDP (q) if not present in the base request
q. As noted before, this adds a degree of knowledge about whether the attribute-value pair
may be present or not, rather than the nondeterministic case, where nothing is known about
its presence.

Some of the state-space reducing strategies can also be applied to improve the proba-
bilistic modeling of the attribute-value pairs in question. The modeling of [11] treated all
probabilities as independent: each probabilistic attribute-value pair was resolved individu-
ally, and had an individual probability Pr(n, v) of being present in a request as (n, v); and
also a chance of being present as (n, v) equal to 1 − Pr(n, v). Some of the optimizations
used reveal interactions between probabilities; by taking these interactions into account (such
as probabilities of attribute-value pairs being mutually independent, or conditional probabil-
ities existing between attribute-value pairs) the probabilistic evaluation will return a more
accurate approximation by taking this behaviour into account.
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As noted before in Section 4.1, constraints can be inferred on requests due to restrictions
on the application domain. Under a symmetrical constraint c which allows for only one
attribute-value pair (n, v) of a set of attribute-value pairs Sc to be present in the request,
knowledge of this constraint also allows for improvement of the accuracy of the individual
probabilities of these attribute-value pairs.

This constraint enforces that any request contains no more than one attribute-value pair
from Sc. Therefore, any probability Pr(n, vi) associated with an attribute-value pair (n, vi) ∈
Sc is mutually exclusive with any other probability Pr(n, vj) for another attribute-value pair
(n, vj) ∈ Sc, vi 6= vj . Therefore, for such probabilities it must hold that Pr((n, vi)∩ (n, vj)) =
0, as the constraint disallows any request q′ for which it holds that (n, vi) ∈ q′, (n, vj) ∈ q′.

As such, the accuracy of probabilistic evaluation can be improved by handling all these
probabilities together in a single choice. It also follows from this that the probability that
none of these attribute-value pairs is present is equal to 1−

∑
(n,v)∈Sc

Pr(n, v).
Similarly, it is also possible to improve probabilistic handling in the case of a hierarchical

constraint by making it a single choice. For a hierarchical constraint c : (n, v1) < (n, v2), it
logically holds that Pr(n, v2) = Pr((n, v1) ∩ (n, v2)), since if (n, v2) is present in the request,
then (n, v1) must also be present in the request. It then follows that when handling all
attribute-value pairs subject to a hierarchical constraint, the probability of a given attribute-
value pair Pr(n, v) has subtracted from it the probabilities of all attribute-value pairs above
it in the hierarchical constraint when being translated to a single probabilistic choice.

In the case that the constraint allows for more than one attribute-value pair from an at-
tribute to be present, no easy optimizations of the probabilities can be done. Consider as well
that often probabilities are not exactly independent either - in the many examples concerning
nationalities, the probability that somebody has a dual nationality (nat,NL), (nat,BE) can-
not be accurately approximated by making this the probability Pr((nat,NL)∩ (nat,BE)) =
Pr(nat,NL) · Pr(nat,BE).

Probabilistic symmetry classes run into similar issues as with constraints that allow for
more than one probabilistic step. For calculating the probabilities of request behaviours
rq(n)SC , it often cannot be assumed that the probabilities of the attribute-value pairs making
up the symmetry class are independent; it is then necessary to recalculate the values for each
specific request behaviour.

In the case of a symmetry class SC that contains probabilistic attribute-value pairs and
has a constraint that enforces the presence of only a single attribute-value pair, the proba-
bility of one of those attribute-value pairs being present can be calculated. The request be-
haviour rq(1)SC has a probability equal to the summation of the probabilities of the individual
attribute-value pairs

∑
(n,v)∈SC Pr(n, v); the summation is valid since all the attribute-value

pairs in a symmetry class are by definition subject to the same constraint (Definition 6), and
therefore they can be considered mutually exclusive. The request behaviour rq(0)SC is equal
to 1−

∑
(n,v)∈SC Pr(n, v) by the same reasoning.
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Chapter 5

Implementation and optimization in
PRISM

Now that several methods have been shown as viable ideas to reduce the state space, it
remains to implement them in such a way that the model checker does not check states that
it does not need to consider. Each of these methods and their interactions will be described
in detail within this chapter.

Within this thesis, the probabilistic model checker PRISM is used because it allows for
modeling and model checking of both probabilistic and nondeterministic behaviour in the
state space of the model. This combination of probabilistic and nondeterministic behaviour
is known as a Markov Decision Process [33] within model checking.

Section 5.1 gives a short background on PRISM and how it is utilized in this thesis. Section
5.2 is an overview of how the resolution of attribute-value pairs was previously implemented
in [11], upon which the remaining sections make their improvements. Section 5.3 deals with
the implementation of constraints and Section 5.4 deals with the implementation of symmetry
classes. Section 5.5 considers issues of redundancy within symmetry classes. Finally, Section
5.6 takes a look at optimizing the model checking process by improving the ordering in which
modules of attribute-value pairs are resolved.

5.1 Introduction to PRISM

PRISM is a probabilistic model checker, a tool for formal modelling and analysis of systems
that supports the reasoning about random or probabilistic behaviour [28]. PRISM is able to
handle different types of model checking and temporal logic; it can also be used for modeling
continuous rather than discrete models. It is written in a combination of Java and C++. The
tool can be downloaded at [3].

As a model checker, PRISM tests formulas in forms of temporal logic against a given state
space, which is constructed from a mathematical description of the variables determining
the behaviour of this state space. This state space is constructed by finding every possible
q′ ∈ NDP (q), and associating each q′ with a state. The formulas being tested here are the
formulas for finding [[p]]min(q, d) and [[p]]max(q, d).

For this thesis, properties are written in Probabilistic Computation Tree Logic (PCTL)
[19], a form of temporal logic. The exact formulas that will be model-checked in this thesis
are further explained in Section 5.2. The model is a Markov Decision Process (MDP) [33],
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characterized by having both probabilistic and nondeterministic decisions within the model.
The process by which PRISM optimizes the process of finding the accepting states for the
temporal-logic formula is by using an approach based on multi-terminal binary decision dia-
grams (MTBDD’s for short) [17]. PRISM handles the encoding of a MDP by encoding the
state space as a set of Boolean variables, then mapping these Boolean variables to numbers
by a function representing the possible steps that can be taken in the state space. This func-
tion of possible steps is an MTBDD; MTBDD’s are a form of binary decision diagram with
multiple terminals, which implies that the decision can evaluate to other values as well as
binary outputs. The precise details of the implementation and optimization are outlined in
[32].

The exact optimization of PRISM for usage in probabilistic evaluations is difficult; MTBDD’s
are noted to be very sensitive to the encoding and the ordering of the variables; PRISM’s
running time ends up dependent on choices made up to the ordering of variables and modules
in PRISM. More on how to optimize this process will be discussed in Chapter 5.6.

5.2 Basics of translating a PTaCL policy tree to PRISM

Translating probabilistic PTaCL to PRISM without improvements of the model checking was
researched and explained in [11]. This code is restated and explained here, so that it is
possible to better elaborate on the improvements made later in this thesis.

One state in a PRISM model corresponds to a single request q′ ∈ NDP (q). This model is
constructed by iterating over each possible resolution of q from the individual attribute-value
pairs.

The resolution of each attribute-value pair (n, v) is handled within its own module, a
subsection of PRISM code detailing both the state variables used and the steps that these
state variables can make. These steps allow for both nondeterministic and probabilistic steps;
both types of modules will be described. The nondeterministic module of a single attribute-
value pair will serve as the base case for other cases.

Each module att n v contains two state variables: the first state variable is a Boolean
variable n v, which corresponds to whether a given attribute-value pair (n, v) is present in the
request q′ ∈ NDP (q); within the Boolean mapping of (n, v), true corresponds to (n, v) ∈ q′
and false corresponds to (n, v) ∈ q′.

The second state variable r n v (which, to not confuse the two state variables, will from
here on be referred to as the resolution state variable) corresponds to whether an attribute-
value pair (n, v) is present in q′ ∈ NDP (q) as either (n, v) or (n, v). Therefore, at the start of
the PRISM evaluation, it is set to false. Each nondeterministic step taken within a module
sets its respective r n v to true, which corresponds to (n, v) or (n, v) being present in the
request q′.

The code of the base case module is written as:

module att_n_v

n_v: bool init false;

r_n_v: bool init false;

[] (!r_n_v) -> (n_v’ = true) & (r_n_v’ = true);

[] (!r_n_v) -> (n_v’ = false) & (r_n_v’ = true);

endmodule
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In the case of a probabilistic attribute-value pair, changes are made to the module; in the
case that it is not present in the request q, then it is not resolved nondeterministically.
Instead, the steps gain probability values, signifying that these steps are now no longer taken
nondeterministically, but instead have a given probability to be taken. The constant p n v
signifies the probability that the given attribute-value pair is present in the request; therefore
the probability that it is not present is equal to (1 − p n v). A probabilistic attribute-value
pair module is defined as:

const double p_n_v = 0.1;

module att_n_v

n_v: bool init false;

r_n_v: bool init false;

[] (!r_n_v) -> p_n_v: (n_v’ = true) & (r_n_v’ = true)

+ (1 - p_n_v): (n_v’ = false) & (r_n_v’ = true);

endmodule

The evaluation function [[·]]C is modeled as a set of PRISM formulas; constructs that are
a function of the values of a set of state variables. The decision for each policy has been
mapped to PRISM as deny = 0, permit = 1, ⊥P = 2.

The exact structure of the formula depends on the PRISM encoding. The process by
which policies are translated to PRISM formulas is described in Appendix B. To give an
example, the encoding of a deny-overrides policy pd functioning on two policies p1, p2 is given:

formula p_d : min(p_1, p_2);

In addition to the policy formulas, a formula complete is added to the list of formulas to
signify that every attribute-value pair has been resolved in the state space: it is a simple
conjunction of all the values r n v present in the modules of the PRISM model.

The evaluation functions [[p]]min(q, d) and [[p]]max(q, d) are modeled as a temporal logic for-
mula within PCTL. While it is not necessary to explain precisely all the possibilities contained
in PCTL, the intuition behind the formula is given.

Take a set of accepting states φ: in this case the set of accepting states is the set of
all states in which all variables have been resolved, which corresponds with every resolution
state variable r n v being true. Therefore, the set of accepting states can be written as a
conjunction of all the resolution state variables.

The intuition of the operator F (·) is that it describes a path rather than a set of states:
this path operator describes any path in which a given property eventually holds (ie. it does
not have to hold on the entire path, but it must hold at the end of it). Thus, F (φ) results in
any path that resolves all state variables successfully.

In addition to this, the purpose of the queries [[p]]min(q, d) and [[p]]max(q, d) is to look for
the probability of reaching a given decision d from a base request q, so we wish to filter for each
query only those paths that correspond to the decision d in the query. This is accomplished
by adding a conjunction to the path operator F (φ) which enforces that the formula related
to the root policy p is equal to decision d.

The query is completed by the path operators Pmin and Pmax. These operators check
for the minimum resp. maximum probability of reaching a set of states that fulfill these
requirements.
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Finally, this needs to be filtered to start only from states that fulfill the request q. The
filter is of the form (operator,property, states); within this problem, the filter is used by
filtering by the first satisfying state (stated by the operator first), the property used is the
statement as given before, and uses only the states satisfying the request q. For instance, a
request q = {(nat,NL)} is modeled in PRISM as

(nat_NL = true & r_nat_NL = true)

This results in a series of queries done on the model. For a model with root policy p1 and
evaluating on the empty request q = {∅}, these queries are:

filter(first, Pmin =? [F(complete) & p_1 = 0], true)

filter(first, Pmax =? [F(complete) & p_1 = 0], true)

filter(first, Pmin =? [F(complete) & p_1 = 1], true)

filter(first, Pmax =? [F(complete) & p_1 = 1], true)

filter(first, Pmin =? [F(complete) & p_1 = 2], true)

filter(first, Pmax =? [F(complete) & p_1 = 2], true)

The first of these queries can be described in natural language as ”find the minimum proba-
bility that a path can be found to a state in which all state variables have been resolved, and
the access control decision at the top-level policy is equal to deny”. Analogous to this first
query, the other queries lead to maximal probabilities and different top-level decisions.

5.3 Constraint implementation in PRISM

To implement a constraint on a PTaCL model in PRISM we have to first ensure that the
constraint is defined correctly in the PTaCL file; this is described in Appendix A.

Simple constraints are added to a PRISM model as a formula representing the number of
attribute-value pairs which are both contained in the request q′ ∈ NDP (q) and subject to
the constraint c1. This formula counts the number of attribute-value pairs in q′ which are
subject to c1.

To accomplish this, the formula has to contain all the state variables n v of the attribute-
value pairs (n, v) subject to it. In the case any attribute-value pairs (n, v) are contained in
a symmetry class SC, the state variable sc of the symmetry class is used instead of all the
attribute-value pairs contained in SC. All attribute-value pairs contained in a symmetry
class must be subject to the same constraints (Proposition 6); therefore this transformation
is valid.

In the case of single attribute-value pairs, the state variable is Boolean whereas the formula
requires it to be an integer. This transformation needs to be done by using the Boolean
variable as a condition in a conditional expression. The conditional expression evaluates
to (integer) 1 in the case it is true, and (integer) 0 in the case it is false; after using this
construction for all boolean state variables, they can be summed together for the constraint.
Example 11 shows the encoding for the constraint formula.

Example 11. A simple constraint is added to any policy set, which contains that any request
is not allowed to contain more than 2 nationalities.

formula c_1 = (nat_NL ? 1 : 0) + (nat_BE ? 1 : 0) + ...;
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The constraint formula is a summation of all the attribute-value pairs that are subject to it.

Three methods are possible to ensure that the state variables of the attribute-value pairs
only take values allowed by a simple constraint. These three methods are:

• Employing the constraint formula in the guards of each step that could possibly result
in a violation of the constraint.

• Enforcing the constraint at the end of the model checking procedure by putting the
constraint formula in the expression that determines the accepting states of the model.

• Resolving all state variables subject to the constraint at once and ensuring that only
steps resulting in a correct resolution are allowed.

If the simple constraint formula is used in a PRISM guard, it enforces that steps subject
to the constraint can only be taken in the case that the constraint is not yet at its limit. This
makes any states not meeting the simple constraint unreachable, and leads to them getting
removed from the model and reducing the state space NDP (q). This method does however
conflict with the MTBDD-based optimization of the model checking procedure in PRISM,
causing a more complex model to be checked by affecting the regularity of the model [32]. This
observation can be experimentally observed by checking the size of the transformation matrix
generated by running PRISM, where this size can be seen as a measure for the complexity
of the model. It must be noted that the MDP solver does not use a transformation matrix
as stated in [32], but rather a set of steps representing all the possible nondeterministic steps
that can be taken.

This method is applied by adding a guard of the form (c < n) in a conjunction with the
guard representing that a variable has not yet been resolved. It is only added to steps that
add an attribute-value pair (n, v) to q′: the transition adding (n, v) should always be allowed
no matter what the simple constraint’s value.

Another option is to enforce a simple constraint in all the accepting states of the model
checking formula; this ensures that only states satisfying the simple constraint are counted as
reachable. The intuition as to why this lowers the running time is that rather than simplifying
the state space, it simplifies the model checking procedure; by making the model checking
property φ stricter to meet, it implies making smaller the set of accepting states Sat(φ) which
is used in the model checking procedure and would simplify it [32]. This however technically
does not represent any reduction in the state space NDP (q) as it only enforces the formula
after the state space has already been constructed.

This method is applied by taking the formula in order completion of the model checking
procedure, and adding the expression (c <= n) to it to enforce the constraint in the accepting
states. Note as well that this implies that through the entire path the constraint is met.

The third option is to resolve all the variables at once, and explicitly only allow choices
that are allowed by the constraint. This is practical in the case of a simple constraint which
allows for only one attribute-value pair (n, v) of an attribute n in a request. It is less so in
the case of a simple constraint which allows for multiple attribute-value pairs of an attribute
in a request; every choice possible has to be explicitly stated. In the case of multiple pos-
sible combinations of attribute-value pairs, the number of possible choices quickly becomes
inconvenient to handle.

To give an example of a module containing two attribute-value pairs, simplified by a
constraint enforcing only a single attribute-value pair present:
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module att_c_1

n_1: bool init false;

n_2: bool init false;

r_c_1: bool init false;

[] (!r_c_1) -> (r_c_1’ = true) & (n_1 = false) & (n_2 = false);

[] (!r_c_1) -> (r_c_1’ = true) & (n_1 = true) & (n_2 = false);

[] (!r_c_1) -> (r_c_1’ = true) & (n_1 = false) & (n_2 = true);

endmodule

Within Chapter 6, all three of these methods for simple constraints will be tested on their
performance.

Hierarchical constraints can be constructed in a similar way to constructing a symmetrical
constraint by resolving all variables at once. Any attribute-value pair (n, v) ∈ q′ subject to
a hierarchical constraint requires all attribute-value pairs below it to be present as well.
Therefore, only those choices that follow the hierarchical constraint need to be allowed; an
example of such a module subject to a hierarchical constraint c1 : (n, 1) < (n, 2) is shown
analogous to the previous example. Note that the final choice is different from the previous
example.

module att_c_1

n_1: bool init false;

n_2: bool init false;

r_c_1: bool init false;

[] (!r_c_1) -> (r_c_1’ = true) & (n_1 = false) & (n_2 = false);

[] (!r_c_1) -> (r_c_1’ = true) & (n_1 = true) & (n_2 = false);

[] (!r_c_1) -> (r_c_1’ = true) & (n_1 = true) & (n_2 = true);

endmodule

5.4 Symmetry implementation in PRISM

In the case that certain attribute-value pairs are in the same symmetry class, the symmetric
requests need to be evaluated only once; this idea now needs to be applied within the PRISM
model. Any attribute-value pair PRISM modules that are in the same symmetry class can
be merged into a single module. The new symmetry class module should then have nonde-
terministic choices leading to every single behaviour of the symmetry class that is not shared
with another member of the same symmetry class.

The value of a symmetry-reducing strategy within the context of PRISM has already been
proven by several studies, each with their own tool to reduce symmetry in a PRISM model
[29], [14]. The translation of symmetric attribute-value modules to a symmetry class module
in this case has been done by an own implementation. Furthermore, PRISM has no way to
detect symmetry by itself, instead focusing mostly on being able to deal with symmetry which
has already been proven.

To find automorphism generators within the policy graph, the tool Bliss [26] is used. Bliss
is an open source tool for computing automorphisms within a coloured graph. The main
reason for picking Bliss was for reasons of convenience; it was easy to both define the graph
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Algorithm 3: FormulaSubstitution

Input: A symmetry class SC, a set of formulas F
Output: A set of formulas F
n← 0
for each attribute-value pair (n, v) ∈ SC do

n← n+ 1
In F , substitute every instance of variable n v with the expression (sc >= n)

return F

and get the results of the automorphism tests back, and link it all together with the Java code
of RSPE. After Bliss has finished checking for automorphisms, the automorphism generators
are collected from Bliss and used to construct the symmetry classes.

Much like the attribute-value pair modules as previously described in Section 5.2, the
state of a symmetry class module sym sc can be characterized by two state variables. One
integer-valued variable sc represents the steps the class takes within the context of request
generation; and a second boolean variable r sc representing whether the symmetry class has
been resolved. Before this module is generated, it is first necessary to check for redundancies
within the symmetry class itself - this process will be described in Section 5.5.

A change needs to be made as well to be able to correctly resolve the policy formulas. This
can be done by replacing the state variables of the attribute-value pairs with an expression
containing the corresponding symmetry class state variable sc representing attribute-value
pairs contained in the symmetry class. These should be replaced in such a way that rq(0)SC
corresponds to no attribute-value pairs from SC in the request, rq(1)SC corresponds to one
attribute-value pair from SC, and so on.

This is accomplished by substituting logical expressions using the state variable sc for the
Boolean attribute-value pair variables, and noting that this state variable corresponds to the
request behaviour rq(n)SC .

The first attribute-value variable in a symmetry class should be replaced by a logical
expression (sc >= 1), which ensures that if sc = 1, there is one attribute-value pair from the
symmetry class present in the formulas. The next one gets (sc >= 2), ensuring that there are
two attribute-value pairs from the symmetry class present in the formulas. This onwards until
all attribute values are assigned. In the case the symmetry class contains only one attribute-
value pair, it stays a Boolean variable; Booleans are easier to handle than integers in terms
of model checking, so it is simply convenient to do so. Since there is no difference between
the attribute-value pairs in a symmetry class, it does not matter which attribute-value pair
is mapped to which expression, as long as they are each mapped to a different expression.

The formulas can first be generated by the process described in Appendix B. To reflect
the usage of symmetry classes, these formulas are then changed by the following substitution
process, described in Algorithm 3.

These formulas are analyzed to find redundancies within the formulas, removing unnec-
essary operators and expressions. As will be shown in Section 5.5, the formulas can be used
to find redundancy within the policies; once redundancy has been removed, the module can
be generated.

For the final step, generate the module. Generate a transition for rq(0)SC , then generate
a step for each rq(n)SC which appears somewhere in a policy formula as (sc >= n). As will
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be proven in Section 5.5, if a given behaviour rq(n)SC does not appear explicitly in a policy
formula, then it has no unique behaviour and does not need its own transition.

Now that the mechanisms by which the code is generated have been introduced and
explained, a few examples will be shown to illustrate the function of these improvements. To
give a simple example of how the code in PRISM is generated, consider Example 12:

Example 12. Consider a policy that permits any request containing either the attribute-value
pairs (nat,NL) or (nat,BE).

p1 : (or((nat,NL), (nat,BE)), permit)

It is trivial to see that the attribute-value pairs (nat,NL) and (nat,BE) show equivalent
behaviour - both are used in the same disjunctive target and show up nowhere else in the
policy. So rather than use two distinct PRISM modules for both the attribute-value pairs,
instead they can be replaced with a single PRISM module representing the symmetry class.
This module is generated as:

module sym_1

sc1: [0..2] init 0;

r_sc1: bool init false;

[] (!r_sc_1) -> (sc_1’ = 0) & (r_sc_1’ = true);

[] (!r_sc_1) -> (sc_1’ = 1) & (r_sc_1’ = true);

[] (!r_sc_1) -> (sc_1’ = 2) & (r_sc_1’ = true);

endmodule

and the formula corresponding to the policy tree is generated as:

formula p_1 = ((sc1 >= 1) | (sc1 >= 2)) ? 1 : 2;

It should not matter which one of the attribute-value pairs is getting replaced by the comparison
(sc1 >= 1) and which one is replaced by the comparison (sc1 >= 2) - both share symmetric
behaviour, and by Definition 13, it also results in the same decision.

Probabilistic symmetry classes are generated analogous to the case of separate attribute-
value pairs. The probabilities of each individual request behaviour are generated dependent
on what is known about the attributes in the symmetry class; Section 4.3 contains a discussion
on how to generate these probabilities.

5.5 Identifying redundancies within symmetry classes

Once symmetry between attribute-value pairs has been proven and the state space redun-
dancy due to symmetry between the pairs has been solved, there may still exist redundancy
within the symmetry class SC. Some of the request behaviours rq(n)SC may share behaviour
with each other; if these request behaviours can be identified, it is possible to remove the
need to check those request behaviours that are identical to another request behaviour in
the symmetry class. To illustrate this, consider Example 12. Within Example 12, the re-
quests q = {(nat,NL)}, q = {(nat,BE)}, q = {(nat,NL), (nat,BE)} all share the same
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behaviour. q = {(nat,NL)}, q = {(nat,BE)} correspond to request behaviour rq(1)SC , and
q = {(nat,NL), (nat,BE)} corresponds to request behaviour rq(2)SC .

Also recall the formula as:

formula p_1 = ((sc >= 1) | (sc >= 2)) ? 1 : 2;

Within this formula, sc >= 2 is unnecessary; it will always be true in the case that sc >= 1 is
true, and since they are joined by an OR, sc >= 2 is redundant. Once the symmetry classes
have replaced attribute-value pairs in the PRISM formulas, finding and resolving redundant
behaviour within these formulas will also identify redundancy within the symmetry class. As
such, the code for Example 12 can be shortened to:

module sym_1

sc1: [0..2] init 0;

r_sc1: bool init false;

[] (!r_sc_1) -> (sc_1’ = 0) & (r_sc_1’ = true);

[] (!r_sc_1) -> (sc_1’ = 1) & (r_sc_1’ = true);

endmodule

For simple cases like a symmetry class made by only a single disjunction, this simplification
is easy to find. Consider however that the symmetry class might be formed from multiple
different policies, making the case considerably less clear.

Example 13. Consider a policy that permits any request containing either one of the attribute-
value pairs (nat,NL), (nat,BE), (nat,DE). However, in the case that all these three
attribute-value pairs are present in the request, the request is denied instead.

p1 : (or((nat,NL), (nat,BE), (nat,DE)), permit)
p2 : (and((nat,NL), (nat,BE), (nat,DE)), deny)
p3 : dov(p1, p2)

Note that all three attribute-value pairs present within this policy set are in the same
symmetry class. Within the policy graph, they are all connected to the same OR-vertex and
the same AND-vertex, therefore symmetry will be found between all three of them.

Recall the proposed mapping to formulas: for now match (nat,NL) to (sc >= 1),
(nat,BE) to (sc >= 2) and (nat,DE) to (sc >= 3). Targeted policies p1 : (t1, permit)
and p2 : (t2, deny) then get the following PRISM formulas for the targets: t1 = (sc >=
1) ∨ (sc >= 2) ∨ (sc >= 3), t2 = (sc >= 1) ∧ (sc >= 2) ∧ (sc >= 3)

It can then be noticed that part of redundant behaviour within a symmetry class can be
identified from the formula which is used to describe the PRISM behaviour of both policies
and targets. Both the formulas of t1 and t2 can be simplified:

• Since (sc >= 1) implies both (sc >= 2) and (sc >= 3) and the three expressions are
joined together by a disjunction, both (sc >= 2) and (sc >= 3) are unnecessary because
(sc >= 1) will also be true; therefore the formula of t1 can be simplified to (sc >= 1)

• For the conjunction, the opposite holds; all must be true, and if (sc >= 3), the other
two will also hold; therefore the formula of t2 can be simplified to (sc >= 3).
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There are now no more mentions of (sc >= 2) in the formulas. This shows that sc = 2 is no
longer a necessary step to evaluate; its behaviour is functionally identical to that of sc = 1
and can be removed to further reduce the state space. However, sc = 0 is a special case, since
its behaviour is present as the negation of all the expressions.

Proposition 11. A symmetry class SC without constraints on it only needs to generate
nondeterministic steps for those request behaviours rq(n)SC with n > 0 that occur explicitly
as an expression in a formula.

Proof : the expressions within the formulas are strictly monotonic. Assume a request be-
haviour rq(n)SC which has no corresponding formula expression sc >= n after reduction of
the policy formulas. Then any expression of a different request behaviour rq(m)SC for which
it holds that m > n will be false, and any expression for which it holds that n > m will be
true. Therefore, the request will always evaluate to the request for sc(m) with n > m such
that all expressions have an equal outcome. �

Proposition 12. Any symmetry class SC must always have a nondeterministic step for
rq(0)SC .

Proof : rq(0)SC is always implicitly present in a formula, as it is the negation of all the
symmetry class expressions. �

In the case that SC is subject to one or more constraints, the previous rules do not
necessary apply. This is illustrated by Example 14.

Example 14. Consider a policy set in which requests containing (nat,NL) or (nat,BE) are
permitted, but requests containing (nat,DE) are denied. These policies are combined by a
deny-overrides policy combining algorithm. Furthermore, the requests are subject to the con-
straint that it is not allowed to have more than two attribute-value pairs with the attribute
name nat.

p1 : (or((nat,NL), (nat,BE)), permit)
p2 : ((nat,DE), deny)
p3 : dov(p1, p2)
c1 : nat <= 2

The attribute-value pairs (nat,NL) and (nat,BE) form a symmetry class, and by the pre-
vious part, it shows that without the constraint, it would only be necessary to check rq(0)SC and
rq(1)SC . However, in this case there is a difference between rq(1)SC and rq(2)SC , namely that
rq(2)SC prevents policy p2 from being applicable while rq(1)SC does not. Therefore, request
behaviours of symmetry classes subject to constraints cannot be removed without changing the
behaviour of the policy set.

Therefore, it is not possible to apply the previous rule for removal of request behaviour in
the case that a symmetry class is subject to constraints. By directly applying insights about
both constraints and symmetry classes, another rule can be inferred that restricts the amount
of steps a symmetry class is allowed to take and further simplifies the model:

Proposition 13. If a symmetry class SC on a policy set p is subject to one or more con-
straints c = |S| <= i, any request behaviour rq(j)SC with j > i can be removed safely without
changing the behaviour of the system.
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Proof : Any request described by a request behaviour rq(j)SC contains a set of at least j
attribute-value pairs which are subject to constraint c by Proposition 6. Since this then
violates the constraint because j > i, the states are unreachable, and can safely be removed
from the model. �

The removal of request behaviour steps needs an addendum in the case the symmetry class
is probabilistic. In the case a step with probability p1 is removed because it is redundant and
covered by a step with probability p2, the non-redundant step now covers both the steps;
and should therefore get a new probability equal to p1 + p2. The intuition is that the non-
redundant step now represent both the possibilities, and should therefore have a probability
that represents both these possible steps.

5.6 PRISM decision diagram optimization

Within the construction and optimization of a decision diagram, the ordering of the variables
is often regarded as a critical part of optimizing a decision diagram [8]. Evaluating the
variables in a decision diagram in an optimal ordering can reduce the size and complexity
of the decision diagram, which in turn reduces the running time of such a decision diagram.
Unfortunately, the problem of improving the variable ordering in binary decision diagrams is
NP-complete [7] and therefore, for all but the simplest models, it is not feasible to find an
optimal solution within reasonable time.

Nevertheless, the parallel to the MTBDD evaluation in PRISM is easily made, and suggests
that the running time of the evaluation can be optimized by evaluating the state variables
of attribute-value pairs and symmetry classes in the correct order. If these state variables
are resolved one by one, there will often be a point where a definitive decision has already
been reached and the resolution of the remainder of the state variables will not change this
decision anymore.

Parallel in the state space evaluation of NDP (q) the decision is not going to change either.
This suggests that if points like these can be efficiently detected, then the state space can
be reduced by ensuring that the model checker makes a simple resolution after a conclusive
decision has been reached from the attribute-value pairs that have been resolved. To illustrate
this behaviour, the following example is given:

Example 15. Assume an access control policy where a request made by a Dutch national is
permitted, and an intricate set of subpolicies has to be evaluated in order to evaluate a request
made by a non-Dutch national.

p1 : a complex set of policies determining access control for foreign nationals
p2 : ((nat,NL), permit)
p3 : pov(p1, p2)

Where the attribute-value pair (nat,NL) is evaluated in PRISM has a significant impact
on how quickly a decision can be reached. In the case that this attribute-value pair is present,
the policy will always return a permit decision no matter what other attribute-value pairs are
present in the request or state space.

A quick resolution of (nat,NL) would suggest, at least to human intuition, that a decision
can be found in less time. Within the context of PRISM, the ordering of the variables is
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influenced by the order of appearence in the PRISM files. While PRISM’s precise mechanism
for deciding the ordering in the MTBDD is not clear, several heuristics for improving the
ordering are detailed in [32] and [20] which should in turn improve the ordering used in the
MTBDD and therefore the running time:

• if state variables are related to each other, place them close together

• if state variables interact with many other variables, then place them near the top of
the list

Without any improvements or heuristics used, the modules are ordered by the order that
the corresponding attribute-value pair first appears in the policy definition in the file; this is
because as soon as a new attribute-value pair is found in the file, this new attribute-value pair
is added to the list containing all the data on previous attribute-value pairs. This ordering
could be considered to group attribute-value pairs by appearance; however it does so by their
first appearance, and does not consider how often attribute-value pairs appear, and where
those appearances are after the first.

Within this thesis, two simple systems of heuristics are tested to make an effort at im-
proving the ordering of the modules generated for PRISM. Both of these systems form groups
of modules with respect to the targeted policy they appear in. A module appears in a policy
if one (or more) of the attribute-value pairs in the module appears in the target of the policy.

The first of these systems gathers all modules that appear in multiple policies in a ”multiple
policies” group. This group contains all modules that appear in multiple policies, and is
placed at the top of the list of modules; this follows the second heuristic, which states that
variables interacting with many other variables (as can be expected from variables related to
attribute-value pairs appearing in multiple branches of the policy tree) should be at the top
of the list. This group is then further ordered by the individual number of appearances of the
attribute-value pairs. All those that appear only in one targeted policy are grouped together
and ordered by appearance. For ordering the groups rather than the individual modules, the
summed number of appearances of each module in the group is used; the groups are then
ordered in descending order of this number.

The second of these systems does not use a group of multiple policies; rather, it puts each
module in the group where it appears most often, and in the first group encountered in the
case of a tie. It then sorts by number of appearances of the module within groups, and orders
the groups by the same method the first system uses.
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Chapter 6

Validation

To determine whether RSPE’s improvements to probabilistic model checking of access con-
trol policies actually improve the running time of the probabilistic evaluations [[p]]min(d, q),
[[p]]max(d, q) and to what degree, they are tested on sets of policies with varying properties to
better determine in which situations the improvements to probabilistic access control function
and where they do not.

To ascertain whether these improvements function as expected in reducing the state space
and the running time of the probabilistic evaluations, the following series of experiments are
carried out within this chapter:

• a series of experiments testing the three different methods of handling constraints;

• a series of experiments on randomly generated policies, testing different methods of
reducing the state space;

• a series of experiments on real-world policies, testing different methods of reducing the
state space.

A considerable amount of these tests are done on PTaCL policies that are randomly
generated; while some real-world policies are available to test on, most access control policies
are not publicly available due to security concerns. The process by which policies are randomly
generated is described in more detail in Appendix C. The policies are generated with the
following settings for the random policy generator; these settings end up generating policies
with a reasonable range of complexity and variety of policy/target combining operators.

• Maximal tree depth from the root policy: 6.

• Maximal target depth from a targeted policy: 2.

• Chance for the step to count double towards reaching the maximal depth: 50 %.

• Atomic policies: 50 % chance of having the decision permit and 50 % chance of having
the decision deny.

• Policy children; where applicable, equal chances of being any number between 2 and 5.

• Target children; where applicable, equal chances of being any number between 2 and 5.
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• Policy type has 50 % chance of being a targeted policy, and 10 % chance for each one of
the policy-combining algorithms deny-overrides, permit-overrides, deny-unless-permit,
permit-unless-deny, first-applicable.

• Target type has 40 % chance of being an AND, 40 % chance of being an OR, and 20
% chance of being a NEG. If maximal target depth is reached, it is automatically an
attribute-value target.

These settings result in
When a random policy is generated, the ratio of the total number of attribute-value

targets compared to the total number of distinct attribute-value pairs in the policy set is
measured; this ratio will be referred to as the target-to-AV ratio. This ratio represents how
often attribute-value pairs are used in the evaluation on average, and can therefore be seen as
a measure of the complexity of a policy. The experiments using random policies are executed
on a set of policies with its target-to-AV ratio within a certain range; if a policy’s target-to-AV
ratio does not meet this range, it is discarded, and new policies are generated until one is
found meeting the range specifications.

All experiments were done on a laptop running Ubuntu, with a Celeron(R) Dual-Core
CPU T3100 @ 1.90GHz x 2. The version of PRISM used is version 4.3. The model checking
procedure is executed with the MTBDD engine.

In all cases, the running time recorded only contains the running time of the actual
PRISM evaluation; the time taken for the symmetry checking procedure and code generation
is negligible even for large policies.

6.1 Tests on constraints

The purpose of these experiments is to test all three the methods of generating code im-
plementing simple constraints against each other, as well as against the base case where no
constraints are applied. Note that this is not possible for hierarchical constraints; there is
only a single method implementing hierarchical constraints. The efficiency of each of these
three methods will be evaluated by measuring both the size of the state space and the time
necessary to evaluate all six of the probabilistic queries.

Two types of policies are used for testing the implementation of constraints; a set of
specially constructed policies with a high degree of symmetry, and a set of randomly generated
policies.

6.1.1 Highly symmetric policies

The first batch of tests on constraints deal with a set of policies that was constructed specifi-
cally to test symmetric policies, and have a very regular structure. These symmetries in pol-
icy behaviour are to an extent optimized by PRISM’s MTBDD implementation; constraints
might interfere with this optimization. We wish to see which implementation performs best
in reducing the running time.

The policies in this test set are all of the same form:

Example 16. Consider the following set of policies:

p1 : (or(a1, a2, ..., a15), permit)
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Figure 6.1: The running time of the three different methods of constraints, as tested on highly
symmetric policies containing a constraint of the form c : a ≤ 1. The graph shows the average
of all six queries [[p]](d, q). The different datasets used are no optimizations, constraints
in transition guards, constraints in the complete formula, and single-method handling of
constraints.

p2 : (and(b1, b2, ..., bm), deny)
p3 : dov(p1, p2)
c1 : b <= n

where m is the number of attribute-value pairs subject to the constraint, and n is the
number of attribute-value pairs that are allowed to be present in the requests that are subject
to c1.

Tests have been run on the range 5 ≤ m ≤ 20, corresponding to a total number of
attribute-value pairs in the policies of 20 ≤ A ≤ 35. These tests have been done on both
n = 1 and n = 2, as there can be expected to be a large difference between these two values;
n = 1 would be expected to reduce the state space, and by extension the running time, by a
much larger amoun than n = 2, as n = 1 rules out significantly more possibilities in the state
space. Furthermore, note that for n = 2 the single-method implementation of constraints
is not possible as that method only works for constraints with n = 1; this was explained in
Section 5.3. Therefore, the tests with n = 2 do not contain results for the single-method
implementation, as they would be equal to the implementation without constraints. The
results of these tests are shown in Figures 6.1, 6.2, 6.3 and 6.4.

From these tests, it can be derived that in the case of highly symmetric policies, constraints
seem to work almost counterproductive in the case of n = 2, no matter which one of the two
methods is used. While the running time does not seem to be much slower, it cannot be
denied that constraints might end up working counterproductively in the case of a highly
favourable environment for constructing the MTBDD.

On the other hand, when applying constraints of the form n = 1, then all three methods
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Figure 6.2: The number of states of the three different methods of constraints, as tested on
highly symmetric policies containing a constraint of the form c : a ≤ 1. The graph shows the
number of states. The different datasets used are no optimizations, constraints in transition
guards, and single-method handling of constraints. Putting the constraints in the complete
formula does not reduce the number of states, so it is contained in the base case.

Figure 6.3: The running time of two of the three different methods of constraints, as tested
on highly symmetric policies containing a constraint of the form c : a ≤ 2. The graph shows
the average of all six queries [[p]](d, q). The different datasets used are no optimizations,
constraints in transition guards, and constraints in the complete formula. Single-method
handling does not work for constraints of the form c : a ≤ 2.

manage to get a much faster running time. The single-method implementation outperforms
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Figure 6.4: The number of states of the base case and constraints in transition guards, as
tested on highly symmetric policies containing a constraint of the form c : a ≤ 2. The
graph shows the number of states. The different datasets used are no optimizations and
constraints in transition guards. Neither single-method constraints nor constraints in the
complete formula produce unique results, so these have been omitted from the graph.

the other two methods in both running time and number of states.

6.1.2 Randomly generated policies

The second experiment aims to evaluate the different implementations of simple constraints
on randomly generated policies, each of which contained a single simple constraint c : a ≤ n,
with a significant number of the attribute-value pairs being subject to the constraint. With
this test, the performance of the three different implementations of simple constraints is tested
when applied to randomly generated policies; policies which are less likely to be well-optimized
in the MTBDD, and which might benefit more from constraint implementations.

Performance is measured by measuring the average time it takes to complete each one of
the six queries. The states are recorded from the output of PRISM as the number of states
in the MTBDD.

This set was generated to have a target-to-AV ratio between 3 and 4: this ratio was
forced to a range of values because the random policy generator could generate very different
characteristics in each policy; to better be able to compare the effect of constraints, this
characteristic was kept consistent.

Tests have been run on the range 15 ≤ m ≤ 35, for both n = 1 and n = 2. Once again,
for n = 2 the single-method implementation of constraints is not possible and therefore not
included in the graphs. For each number of total attribute-value pairs, 10 random policies
meeting the specifications were generated. The results of these tests are shown in Figures 6.5,
6.6, 6.7 and 6.8.

In the case of n = 1 constraints work very well at reducing the running times (and where
applicable, number of states) for all three methods; the single-module method clearly stands
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Figure 6.5: The average running time of the three different methods of constraints, as tested on
random policies containing a constraint of the form c : a ≤ 1. The graph shows the average
of all six queries [[p]](d, q). The different datasets used are no optimizations, constraints
in transition guards, constraints in the complete formula, and single-method handling of
constraints.

Figure 6.6: The average number of states of the three different methods of constraints, as
tested on random policies containing a constraint of the form c : a ≤ 1. The graph shows the
average of the number of states. The different datasets used are no optimizations, constraints
in transition guards, and single-method handling of constraints. Putting the constraints in
the complete formula does not reduce the number of states, so it is contained in the base case.
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Figure 6.7: The average running time of two of the three different methods of constraints, as
tested on random policies containing a constraint of the form c : a ≤ 2. The graph shows
the average of all six queries [[p]](d, q). The different datasets used are no optimizations,
constraints in transition guards, and constraints in the complete formula. Single-method
handling does not work for constraints of the form c : a ≤ 2.

Figure 6.8: The average number of states of two of the three different methods of constraints,
as tested on random policies containing a constraint of the form c : a ≤ 2. The graph shows
the average of the number of states. The different datasets used are no optimizations and
constraints in transition guards. Putting the constraints in the complete formula does not
reduce the number of states, so it is contained in the base case. Single-method handling does
not work for constraints of the form c : a ≤ 2.
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out as the best option, so this option will be used in the case of a constraint limited to a
single value. As can be noted from the examples previously given in the thesis, constraints
will not always be able to limit the amount to n.

The improvement by constraints in the case n = 2 is much less pronounced in this set; and
once again, in certain cases it ends up working less efficiently than the base case. Once again,
this is likely to result from interfering with PRISM’s optimization of the decision diagram,
making the value of constraints not limited to a single attribute-value pair questionable. For
the remainder of the validation, the method applying guards to constraints is used; this
method makes the reduction of the state space explicit, which puts it in a better position to
use when comparing the number of states in the state space.

6.2 Tests on ordering

The purpose of these experiments is to investigate the influence the ordering of variables has
on the running time of policies, and to investigate the performance of several types of ordering
heuristics.

The first ordering experiment is based on a previous example with regard to ordering,
namely Example 15. In this experiment, we investigate how much the placement of a single
variable with known behaviour changes the running time of the queries. For this experiment,
the policies used are shown in Example 17.

Example 17. Consider the following set of policies:

p1 : a randomly generated policy set containing m distinct attribute-value pairs
p2 : ((extra, a), permit)
p3 : pov(p1, p2)

p1 is a randomly generated policy containing m distinct attribute-value pairs, with a target-
to-AV ratio between 3 and 4. Policies p2 and p3 are automatically added after generating p1.
The attribute-value pair (extra, a) does not appear anywhere in p1.

Tests have been run on the range 15 ≤ m ≤ 20. For each number of total attribute-value
pairs, 10 random policies meeting the specifications were generated. When generating the
PRISM code, no improvements are used to generate the code of p1 and its attribute-value
pairs. The module of the attribute-value pair (extra, a) is placed by hand; one set places the
module at the front, on set places the module in the middle, and one set places the module
at the end. The results are shown in Figure 6.9.

While placing the extra attribute-value pair at the start of the modules seems to perform
best in most of the cases for a random p1, it should also be noted that even though this seems
to be a trivial change to the policy set, it causes a significant increase in the running time no
matter where it is placed in the order of resolution in comparison to the case without adding
p1 and its associated attribute-value pair to the evaluation.

The second ordering experiment is to compare the performance of two slightly different
strategies for ordering the modules with the base case. The systems are outlined in specifics
in Section 5.6; the first system gathers all modules appearing in multiple groups in a single
group, whereas the second system puts each module in the group where it appears the most.
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Figure 6.9: The running time of three different placements of the method of (extra, a), as
tested on random policies as described in Example 17. The graph shows the average of all
six queries [[p]](d, q). The different datasets used are the base case (where p2 and p3 are not
present), placing (extra, a) in front, placing (extra, a) in the middle of the other modules,
and placing (extra, a) at the end.

Tests have been run on the range 15 ≤ m ≤ 30. For each number of total attribute-value
pairs, 10 random policies meeting the specifications were generated. The results are shown
in Figure 6.10.

The difference between the base case and both heuristics is very small on average. This
suggests that there is no significant difference between the performance of the heuristics, and
that performance may vary according to the type of policy. For future tests, the first ordering
system is used in the case that an ordering system is applied.

When looking at all three sets of random policies, we can note that:

• the effect of symmetry optimizations diminishes as the target-to-AV ratio becomes
larger;

• constraints perform well in reducing the number of states under all ratios, but do not
always reduce the running time;

• the effect of ordering heuristics is small, but does sometimes cause a few high outliers
in denser policies.

6.3 Reduced state space evaluation on random policies

The purpose of these experiments is to investigate how the different forms of improvements
perform against different ranges of complexity in policies. As noted before, the target-to-AV
ratio can be seen as a measure of the complexity of the policy set under consideration; it is
therefore interesting to see how RSPE handles different ranges of this ratio, to see how well it
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Figure 6.10: The running time of two different forms of ordering as tested on random policies.
The graph shows the average of all six queries [[p]](d, q). The different datasets used are the
base case (ordering by appearance in the policy), ordering with a group on top containing
variables that are in multiple group, and ordering which tries to break ties based on how often
a variable appears in each group.

deals with complexity in policies. The tests are done on the base case without improvements,
a case handling only constraints, a case handling only symmetry, a case handling only an
attempted ordering improvement, and a case combining all of them.

The efficiency of each of these methods will be evaluated by measuring both the size of the
state space and the time necessary to evaluate all six of the probabilistic queries. These results
are achieved by evaluating 10 different randomly generated policies with a fixed number of
attribute-value pairs, and averaging the results.

To test different ranges of policy complexity, three random sets of policies with a number
of attribute-value pairs between 15 and 30 are generated:

• a sparse set, consisting of a set of policies with the target-to-AV ratio between 1 <
ratio#AV Target/#AV < 2.

• a average set, consisting of a set of policies with the target-to-AV ratio between 2 <
ratio#AV Target/#AV < 3.

• a dense set, consisting of a set of policies with the target-to-AV ratio between 3 <
ratio#AV Target/#AV < 4.

Each policy also contains a constraint of the form c1 : n <= 2; as the single-method con-
straint’s performance has been shown to be consistently strong in the previous section, testing
it again on random policies is not necessary.

6.3.1 Sparse set

The results of the experiments performed on sparse policies are shown in Figures 6.11 and
6.12. These results show that symmetry performs best in the case of policies with a sparse
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Figure 6.11: The average running time of the various optimizations, as tested on a sparse set
of randomly generated policies. The graph shows the average of all six queries [[p]](d, q). The
data sets used are datasets with no optimizations, with constraints, symmetry classes, and
MTBDD ordering; and one version using them all together.

distribution of attribute-value pairs, as it leads to both a decrease in running time and states
in all of the cases. The gains of constraints are less pronounced, and the ordering heuristic’s
performance is mixed at best. The biggest reduction in the number of states is as expected in
combining the approaches, but this does not always translate to a lower running time. In fact,
sticking with solely symmetry as an optimization seems to be a better option for reducing the
running time.

6.3.2 Average set

The results of the experiments performed on average policies are shown in Figures 6.13 and
6.14. Once again, symmetry performs best in reducing the running time, though it is less
pronounced than in the sparse set; in several cases it is outperformed by the application of
constraints. Ordering again performs mixed at best; as does combining all of the optimiza-
tions.

Where the reduction of states achieved by constraints and symmetry was roughly equal
for the sparse set, constraints are better at reducing the state space in the case of the average
set; as expected combining them both still reduces more.
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Figure 6.12: The graph shows the average number of states of the various optimizations, as
tested on a sparse set of randomly generated policies. The data sets used are datasets with no
optimizations, with constraints, symmetry classes; and one version using them all together.
Ordering changes do not change the number of states so are contained in the base case.

6.3.3 Dense set

The results of the experiments performed on dense policies are shown in Figures 6.15 and
6.16. When looking at denser policies, the effect of symmetry optimizations on the number of
states and running time is diminished as no or little symmetry can be found in policies; this
is reflected in it being nearly equal to the base case in both running time and average states.
By contrast, constraints seem to have a reasonable performance, though its improvement is
not as pronounced; it still reduces the number of states present.

The ordering heuristic used leads to a few high outliers in time, though as noted before
in Section 6.2 this may be due to a few random policies for which this particular heuristic is
poorly suited. Simple heuristics do not necessary help the performance when the resolution
of attribute-value pairs get more complex.

6.4 Reduced state space evaluation on real-world policies

In addition to using randomly generated policies with a variety of behaviour and redundancies
that would never show up in actual policies, it is also necessary to test RSPE against policies
from real XACML access control systems. It is valuable to test whether RSPE performs with
real-world access control; real-world policies are better constructed than random policies, and
one could expect them to at least follow a sense of human logic. In addition to this, RSPE
(or another way of improving probabilistic access control) would be necessary to run it; real-
world applications can potentially have many more attribute-value pairs than the policies of
the tests that are shown in [11] and it would be impossible to handle it in the previous state
of probabilistic evaluation of access control. We considered two datasets, namely Continue
and KMarket.
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Figure 6.13: The average running time of the various optimizations, as tested on an average
set of randomly generated policies. The graph shows the average of all six queries [[p]](d, q).
The data sets used are datasets with no optimizations, with constraints, symmetry classes,
and MTBDD ordering; and one version using them all together.

Figure 6.14: The graph shows the average number of states of the various optimizations, as
tested on an average set of randomly generated policies. The data sets used are datasets
with no optimizations, with constraints, symmetry classes; and one version using them all
together. Ordering changes do not change the number of states so are contained in the base
case.
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Figure 6.15: The average running time of the various optimizations, as tested on a dense set
of randomly generated policies. The graph shows the average of all six queries [[p]](d, q). The
data sets used are datasets with no optimizations, with constraints, symmetry classes, and
MTBDD ordering; and one version using them all together.

Figure 6.16: The graph shows the average number of states of the various optimizations, as
tested on a dense set of randomly generated policies. The data sets used are datasets with no
optimizations, with constraints, symmetry classes; and one version using them all together.
Ordering changes do not change the number of states so are contained in the base case.
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File Continue KMarket

# of distinct attributes 15 4

# of distinct AV-pairs 39 11

# of symmetry classes 37 11

Target-to-AV ratio 3.51 1.54

Table 6.1: Characteristics of the files used in the tests on real-world policies.

A XACML policy set that is commonly used for benchmarking tests related to formal
verification of XACML is the Continue policy set from the Margrave dataset [15]. Continue
is an old conference managing software system written by one of the Margrave authors. This
set of XACML policies has been translated to PTaCL for the purposes of verification and
testing in this thesis.

The Continue data set can be found at [2]. This set uses only one combining algorithm for
combining policies, the first-applicable algorithm; furthermore, it does not use XACML’s more
complicated syntax and sticks to using solely string equality predicates in its targets, so the
mapping of targets to PTaCL is self-explanatory. The policy set consists of different resource
files; these different files are all combined together in a single overlapping first-applicable
policy. Whether these resource files are supposed to be mutually exclusive is uncertain; for
constraint testing, it is assumed that they are mutually exclusive, and therefore a constraint
allowing only a single resource is used.

Further examples of policies often used in XACML model checking research could also be
found in [15] and [38], for example KMarket, which is also used in this thesis; unfortunately
these examples are a lot smaller and would not necessary have the ”benchmark” quality
that Continue has. Nevertheless, it might be interesting to check whether RSPE correctly
handles these smaller examples, and whether some of the improvements work correctly.

The KMarket data set can be found at [4]. KMarket consists of three different levels
depending on the subscription of its user. Each of these three levels is then contained in
its own file, which all consist of a single policy set combined by a deny-overrides. Each of
these deny-overrides also contains an atomic permit policy, so in practice it functions as a
permit-unless-deny combining algorithm.

KMarket also uses conditions and greater-than predicates, which require some extra
attention in the translation to PTaCL. Within PTaCL, conditions are mapped to targets;
these are then combined with the target of the rules by an AND-operator. This is conform
the specifications of XACML [1]; to apply a rule, the target needs to match and the condition
needs to be true.

For greater-than predicates, each predicate was mapped to its own attribute-value pair.
These greater-than attribute-value pairs can then be combined in a hierarchical constraint. In
the case of multiple greater-than predicates on the same value (for instance amount >= 5 and
amount >= 10), not all configurations are possible; if amount >= 10 is false, amount >= 5
cannot be true.

It is interesting to also check a few characteristics of both policies, to check how these
compare in complexity to the random policy sets evaluated in Section 6.3. For both policy
sets, these have been recorded in Table 6.1. From these characteristics, we can note that
in the target-to-AV ratio, Continue falls within the range used within the dense set, while
KMarket falls within the range used within the sparse set; yet symmetry can be found in
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File C (avg time (s)) C (# states) K (avg time (s)) K (# states)

No optimizations 90.07 4.1× 1018 0.0523 1.7× 105

Constraints 4.42 2.1× 1011 0.0178 6× 103

Symmetry classes 73.26 4.5× 1017 0.0538 1.7× 105

Ordering improvement 208.06 4.1× 1018 0.0568 1.7× 105

All optimizations 4.22 2.1× 1011 0.0133 6× 103

Table 6.2: Test results of the various improvements as used on real-world policies. C refers
to Continue, and K refers to Kmarket. The average time is the average of all six queries,
and the number of states is the number of states in the state space as reported by PRISM.

Continue but not in KMarket. Continue may show some form of symmetry due to it
being better structured than a random policy with a dense target-to-AV ratio. The lack of
symmetry within KMarket compared to other sparse policies is likely due to KMarket
using hierarchical constraints, which by definition rule out symmetry between the attribute-
value pairs subject to it.

Then, they are tested by each individual reducing strategy, and a combination of all three
of them. The results are shown in Table 6.2

First of all, ordering improvement in the case of Continue seems to be outright coun-
terproductive. Because of the high degree of interconnectedness of the attribute-value pairs
in Continue, it is likely that the simple heuristics cause more problems than they solve.
These issues are less in the dense set of random policies (compare to Figure 6.15), though
still present. Note as well that Continue’s target-to-AV ratio falls within the range of the
dense policy set; it shares the same issues with ordering.

Even finding symmetrical behaviour in a dense policy as Continue was a surprise; as
it turns out, this was the result of two of its policies having exactly the same rules, and as
such being able to combine the two in a symmetry class; the improvement is visible though
not as pronounced as applying a constraint. KMarket had no symmetry in it between the
attribute-value pairs.

Finally, in both real-world examples the state space can be greatly reduced by applying
constraints, as can be noted from the test results:

• In the case of Continue, it may well be possible to reduce the state space further by
constraints of the form c1 : n <= 1 on attributes such as actions; it is however uncertain
to which attributes this type of constraint can be applied.

• In the case of KMarket, the state space is reduced by applying hierarchical constraints.
It can be argued that translating each possible outcome of a predicate to an attribute-
value pair was an inefficient translation to begin with, and all the ranges of values should
have been in a single module which is handled in a single step. Note however that [11]
did not yet support multiple values in a single module.

Nevertheless, these tests show that some of the attempted improvements do show improved
behaviour for real-world policies. It also shows that some of XACML’s more advanced features
such as integer-valued attribute-value pairs can also be analyzed and applied in probabilistic
ABAC, without incurring a large growth in the state space.
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6.5 Discussion of the results

The experiments show that the state space reduction induced by constraints is significant
wherever constraints are present, no matter what form of constraint. In the case of a simple
constraint of the form c : n <= 2 this does not always result in a reduction in the running time
of probabilistic queries, as for instance can be shown from Figure 6.7. The likely explanation
for this behaviour is that these implementations interfere with the optimization of the decision
diagram in PRISM; neither one of the methods of handling simple constraints of the form
c : n <= 2 consistently reduces the running time. Figure 6.8 shows a significant reduction in
the number of states, yet it does not lead to a corresponding decrease in the running time.
This is further underlined by Figure 6.3, in which no reduction in running time is achieved in
highly symmetric policies which are optimized to a great extent by PRISM.

Hierarchical constraints and simple constraints of the form c : n <= 1 reduce both state
space and running time, as shown in both the constraint-specific experiments and the ex-
periments done on real-world policies. Note that hierarchical constraints were not explicitly
tested in this experiment; they however share their implementation details to a large extent
with the single-method implementation. As such they can be assumed to behave in a similar
way.

These methods are consistent in this improvement as can be shown from Figures 6.5
and 6.6. While all three methods for handling constraints result in improvement in both
metrics, the single-method approach outperforms both the other methods. As such, wherever
applicable, this method should be used as much as possible.

To what extent do these constraints appear in real-world policies? One of these cases
involves restricting an attribute to admit only a single attribute-value pair; this type of
constraint is also present as an option in other policy analysis tools such as Margrave [15],
and it is contained in advanced functions of XACML [1]. By itself, this suggests that this type
of constraint may actually be more common than expected. As such, if these constraints can
often be used, this would lead to a vast improvement in both the running time of probabilistic
ABAC, and in its accuracy: it would improve the accuracy of its probabilistic evaluation as
outlined in Section 4.3 by eliminating unreachable probabilities.

Symmetry is a consistent improvement on both state space and running time - if a policy
set exhibits symmetric behaviour, that is. When the performance of symmetry is compared
between Figures 6.11, 6.13 and 6.15, this shows that the number of attribute-value pairs with
symmetric behaviour decreases as the target-to-AV-pair ratio goes up; this is a consequence of
attribute-value pairs appearing more often in policies and therefore showing less similarities
with each other. Merely containing more attribute-value targets should not cause issues with
symmetry, as these policies were randomly generated it also implies that attribute-value pairs
show up in random combinations.

Finally, attempted improvements on the ordering of the modules does not seem to improve
performance of RSPE. Its performance is mixed: this can best be observed from the statistical
outliers in the experiments done on the different ordering heuristics as shown in Figure 6.10.
Making some small changes to the ordering by changing the way attribute-value pairs are
divided over groups does not solve the ordering problem. Different simple ordering strategies
have different peaks, but behave similar on average.

This shows both the importance of the ordering problem and the lack of an easy solution to
the problem; as the problem involved is NP-complete, this was to be expected. The unchanged
ordering, which orders attribute-value pairs by the order they first appear in the policy set,
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does to an extent follow one of the two heuristics as outlined in [32]. It tends to group together
attribute-value pairs that appear together. Order-of-appearance therefore seems to perform
at the same level as an effort to group and order by the number of appearances.

From Figure 6.9 it shows that in some cases, it is not possible to adequately optimize the
model checking procedure of PRISM, no matter where certain important modules are placed.
The problem as posed in Section 5.6 cannot be adequately solved by trying to optimize the
ordering of the modules, despite the fact that the problem seems to be trivially solvable
outside the context of PRISM.

An interesting finding is that applying all improvement strategies of RSPE does not, in
general, perform better than individual improvements in running time. There can be several
reasons for this. Previously it has been noted that both constraints and ordering do not
consistently improve the running time; either one of these strategies could possibly interfere
with the performance of all strategies applied together. One of the strategies performing
very poorly on a specific policy may cause a degradation of performance when applying all
strategies together.

Alternatively, there exists the possibility that some of the strategies may end up interfering
with each other. Ordering does take into account that some modules may contain multiple
state variables (or as in the case of symmetry, have a single state variable responsible for the
resolution of multiple attribute-value pairs). This however may not be sufficient to get a good
heuristic of which set of state variables would need to be evaluated first.

64



Chapter 7

Related work

Since it was identified as a potentially dangerous attack in [9], the attribute hiding attack
has received attention to develop strategies to mitigate it. The approach of probabilistic
evaluation of ABAC outlined in both [11] and this thesis is new compared to other, more
developed methods for finding possible attribute-hiding attacks. The approach of [11] outlined
the basic ideas of probabilistic evaluation of ABAC, which this thesis has improved upon; the
process of checking for attribute-hiding attacks has been sped up and made more accurate.
The quality of the probabilistic evaluation has been improved by identifying and disregarding
states that are not reachable due to constraints.

A different approach to preventing attribute-hiding attacks is to ensure that policy struc-
tures are defined in such a way that they do not allow for attribute-hiding attacks, for in-
stance by ensuring that its behaviour is monotonic; implying the behaviour of requests does
not change by adding attribute-value pairs to a request. Preventing this kind of behaviour is
discussed before in terms of policy safety [37]. Likewise, Crampton and Morrisset [10] aim to
define a formal framework in which policy handling would be monotonic (which is similar to
policy safety as a property) or complete, thus preventing attribute hiding attacks.

Closely related to the frameworks of constructing policies without the possibility of attribute-
hiding attacks is the notion of policy resistance to attribute hiding attacks [18]. This paper
introduces ATRAP; a tool which uses an automated search for a counterexample and proofs
to prove a PTaCL policy is resistant to attribute-hiding attacks and that no attribute-hiding
attack can occur. While it proves that no attribute-hiding attack can possibly exist, which
is a higher goal than probabilistic ABAC can attain, the process by which this is achieved
takes far longer in running time. In searching for counterexamples, it already can take over
103 seconds to look for counterexamples in sets of 7 distinct attribute-value pair targets; as
it is noted by the authors to grow exponentially, this makes it impossible to use for policies
such as Continue containing over 30 distinct attribute-value pairs.

Other forms of analysis on access control policies using approaches from model checking
and automated reasoning have also garnered much interest in the past years, as correctness of
policies is difficult to verify by a human, and policies are sometimes counterintuitive. Most of
these tools however do not check for attribute-hiding attacks, which probabilistic evaluation
of ABAC is aimed at finding. The most well-known and researched of the policy analysis tools
is Margrave [15]. Margrave uses an MTBDD-based form of analysis on the policy set and is
used to both verify properties of access control systems and track the impact of changes to
policy sets between versions.
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Another tool which has been developed for the purposes of analyzing and improving
XACML policies is XAnalyzer [22], which translates a policy set to atomic expressions then
solves these expressions as a BDD. XAnalyzer would be interesting to use in conjunction
with RSPE, as it also can be used to remove redundant behaviour in policies, something that
could possibly improve RSPE’s performance by cleaning up the behaviour of all attribute-
value pairs so that symmetry can be found in it more easily. This tool focuses on detecting
and resolving conflicts.

A reasoning program about XACML policies has also been constructed from Answer Set
Programming [5], an approach which seeks to encode a set of XACML policies as a logic
program and verifies properties of this policy set by testing whether the properties hold for
the logic program. This approach focuses mainly on the verification of role-based constraints
on XACML, such as separation-of-duty constraints.

Approaches have also been made from analysis from a boolean satisfiability perspective:
[23] uses a SAT solver to verify properties of XACML policies. This approach is noted to
be limited to only analyzing Boolean variables; as such it is unable to interpret several of
XACML’s more complex functions.

Efforts have also been made to analyze access control policies in terms of satisfiability
modulo theories (SMT), as SMT solvers are well-developed and make another powerful addi-
tion to methods to analyze policies. The work of [6] applied a SMT solver to analyze RBAC
models for the existence of redundancies and conflict in its definition of rules for applying
roles on the base of attributes. Turkmen et al. [38] takes the approach of encoding XACML
policies as SMT formulas, and then check these formulas for existing properties. Of special
note is that this approach has also included a property query against attribute hiding at-
tacks. Probabilistic ABAC however provides more information about the decisions that can
be reached, rather than a binary answer whether an attribute-hiding attack exists or not.
Another advantage of probabilistic ABAC is that it is potentially usable at run-time rather
than at design time.

In theory, probabilistic ABAC can gain more information about possible attribute-hiding
attacks than other policy analysis tools, giving not only a result showing whether the possi-
bility of an attribute-hiding attack exists, but also an approximate probability of a request
hiding one or more attributes to gain a favourable decision; most other tools do not consider
this as a property to analyze. This more specific nature of probabilistic ABAC does however
lead it to take more time than some of the other options.

In addition to this, the current framework of RSPE can likely be extended to included
advanced functionality of XACML; it has at least been proven to function on integer-valued
rather than boolean-valued attribute values in Section 6.4.
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Chapter 8

Discussion, future work and
conclusion

This thesis has presented RSPE, a combination of several strategies to improve the proba-
bilistic evaluation of PTaCL. RSPE aims to reduce the state space and improve the running
time of probabilistic queries, while also using some of these strategies to improve the accuracy
of the probabilistic evaluation as discussed in Section 4.3.

From the summary of the results in Section 6.5, RSPE has mostly succeeded in reducing
both state spaces and running times, dependent on how well the policy sets in question
allow for improvements. The decreased running times are however still not low enough to
allow probabilistic evaluations to be run in a real-time context. The exponential increase of
running time in the probabilistic queries on random policies as shown in [11] is not sufficiently
mitigated by RSPE, as such it is not yet possible to consistently evaluate policies with large
sets of attribute-value pairs in short running times.

We do however find that certain types of policies allow for a swift probabilistic evaluation
under the new optimizations even in the presence of a large set of attribute-value pairs.
Especially when hierarchical or simple constraints of the form c : n <= 2 are applied; for
these, all attribute-value pairs involved can be handled at once, which greatly decreases
both state space and running time. In the case that attribute-value pairs show symmetric
behaviour, they can also be handled in a single step, allowing to reduce the state space. Both
real-world policies that RSPE has been tested on can be evaluated with a shorter running
time. Furthermore, the correct handling of the KMarket policy set also shows that it is
possible to use the extended capabilities of XACML in the context of probabilistic ABAC,
and handle these within reasonable running times.

To an extent, symmetry’s impact on performance may have been overestimated through-
out the project due to the framing of the problems being solved in the thesis. Throughout
the whole development, the most commonly used attribute-value pairs are those related to
nationality; an attribute noted to have 193 possible values [18] and which can be expected to
have a lot of nationalities share similar behaviour. Not all sets of attribute-value pairs will
have such an amount of redundancy, diminishing the utility of optimization by symmetry.

Nevertheless, the experiments on Continue still show that even in realistic policies there
may still exist symmetric behaviour which can be detected and simplified for probabilistic
ABAC in real-world policies. The impact of symmetry may have been overestimated, but
it is still a valid approach to use to reduce state spaces and running times. The impact of
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these symmetry optimizations on real-world policies cannot yet be determined, as the policies
tested in this thesis are too small a sample and it cannot be said for certain whether they
are representative of real-world policies. The more structured nature of real-world policies
(as opposed to randomly generated policies) might be an indicator of real-world policies also
being well suited for optimization by symmetry. This can be observed from the symmetry
found in the Continue policy set. Despite being a policy set with a high target-to-AV ratio
generally unsuited for optimization by symmetry, several instances of symmetric behaviour
in attribute-value pairs were found.

An important limitation to RSPE is that it does not improve the handling of policies con-
taining redundant behaviour within its subpolicies and rules; such redundant behaviour may
exist as a result of aggregating policy rules from multiple parties [22]. For instance, certain
attribute-value pairs in a target may never influence the outcome of the decision because they
would always get overridden by another subpolicy decision. Checks for symmetric behaviour
only consider the structure of the policy and whether a given attribute-value pair occurs at
similar places to another attribute-value pair. It does not consider the semantics of the policy;
as such, it will miss symmetry of attribute-value pairs that show symmetry in a request but
not in the structure due to one of them appearing in a redundant target.

To give an example of this behaviour, consider the policy in Example 18:

Example 18. An access control policy is in place which contains two rules: the first rule
permits any request containing (nat,BE) or (nat,NL), the second rules denies any request
containing (nat,DE) or (nat,NL). The two rules are combined by a permit-overrides com-
bining algorithm.

p1 : (or((nat,BE), (nat,NL)), permit)
p2 : (or((nat,DE), (nat,NL)), deny)
p3 : (pov(p1, p2))

Policy p2 contains a redundancy in its target: in the case a request contains the attribute-
value pair (nat,NL), p1 will evaluate to permit, p2 will evaluate to deny, and p3 will resolve
the conflict between p1 and p2 to permit. Therefore, the presence of (nat,NL) in the target
of p2 is redundant, as it will never result in a deny decision.

The presence of (nat,NL) in the target of p2 prevents it from detecting its symmetric
behaviour with (nat,BE). In the policy graph, (nat,NL) will contain an edge to both targets,
whereas in the case of (nat,BE) it will find only one edge to a target. Even though (nat,NL)
and (nat,BE) meet Definition 13 in a request, their symmetry cannot be found from the policy
graph.

Efforts have been made to solve redundancies in XACML in the XAnalyzer tool [22],
which checks XACML policies for redundancies and removes them. By finding more of these
redundancies as shown in Example 18, it may be possible to find more instances of symmetry
between attribute-value pairs, which allows to reduce the state space further. While this
thesis already makes an effort to modify policies for better use in probabilistic ABAC with
the policy transformation rules in Section 4.2.4, these however do not yet go into semantical
checks to change the policy.

Some of the shortcomings of PRISM’s generalist approach to probabilistic model check-
ing with regard to probabilistic ABAC can be observed from the limitations encountered in
this thesis. The general optimizations of PRISM do often function effectively to reduce the
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running time of probabilistic queries on access control policies, as can be observed from Fig-
ure 6.3, which takes less than a second to evaluate a state space potentially containing 230

requests. However, as can be observed from results regarding the improvement of variable
ordering and the handling of simple constraints of the form c : n <= 2, the performance
of these optimizations is sensitive. Simple heuristics attempting to follow the guidelines for
optimizing PRISM’s behaviour as outlined in [32] do not adequately aid these optimizations,
and sometimes lead to worse running times.

This is further underlined by the results observed in Figure 6.9. No matter where exactly
the module related to the extra attribute is placed in the PRISM code, it often leads to an
increase in the running time of 1.2 to 1.5 times the base case. A simple semantic analysis
will catch that the contribution to the decision of this attribute-value pair can be trivially
calculated, but there is no way to represent this in the PRISM evaluation.

Future work in further developing probabilistic ABAC should consider developing a system
of model checking and evaluating these queries specifically for probabilistic ABAC. This thesis
provides several starting points for developing such a system; it shows both approaches that
can greatly improve performance and current issues that need attention in development.
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Appendix A

The policy language

The language used within PTaCL is mostly similar to the policy language as used in ATRAP
[18]: it has been slightly modified to both accommodate new features in this thesis and to be
more easily used for analysis on the entire policy tree.

The main differences are not necessarily contained within the language itself. In fact, the
main difference is in how the languages are processed; whereas the ATRAP implementation
focuses on definitions about which it wants to prove properties such as policy resistance, this
thesis focuses on analyzing the structures resulting from the policy tree. This tree structure
is also more explicit in the underlying code.

Within this language, a PTaCL file is a series of sentences defining attributes with proba-
bilistic behaviour, individual policies, constraints and requests. Standard structures are given
below:

ptaclfile = {sentence}

sentence = prob-def | policy-def | cons-def | req-def

av-pair = quoted-string, ",", quoted-string

quoted-string = """ string """

probability = "0."(0-9) | 0 | 1

int = 0 | (1-9) (0-9)

A.1 Probabilistic attributes

Attributes which can be resolved probabilistically are defined the same way they are in the
base ATRAP tool: first a keyword ”attribute”, then the name and value of the attribute,
and finally a value between 0 and 1 to give the probability that this attribute-value pair is
present.
In EBNF:

prob-def = "attribute" ":" quoted-string quoted-string probability

Example:

attribute : "probabilistic" "value" 0.5
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A.2 Policies

The following policy combining algorithms can be used in this language:

• deny-by-default: keyword Pdbd

• deny-overrides: keyword Pdov

• permit-overrides: keyword Ppov

• deny-unless-permit: keyword Pdup

• permit-unless-deny: keyword Ppud

• first-applicable: keyword Pfirst

For clarity, policies are always written in parentheses, so that it is clear which policy combining
algorithm works on the child policies or targets. After that follows the keyword, and any child
policies. If a child policy has been defined at a previous stage, it can also be used by calling
its identifier.

Do note however that a policy cannot be abbreviated by its policy identifier before the
policy is actually defined. The current parser does not support adding policies that are
undefined. As such, the last policy in the list should always be the top-level policy from
which evaluation starts.
In EBNF:

policy-def = "policy" string ":" policy

policy = "("

( n-ary-operator-policy

| binary-operator-policy

| unary-operator-policy

| targeted-policy

| atom-policy) ")" | string

n-ary-operator-policy = n-ary-operator {policy}

n-ary-operator = ("Pdov" | "Ppov" | "Pdup" | "Ppud"

| "Pfirst")

binary-operator-policy =

binary-operator policy policy

binary-operator = ("Pdov" | "Ppov" | "Pdup" | "Ppud"

| "Pfirst")

unary-operator-policy =

unary-operator policy

unary-operator = "Pdbd"

targeted-policy = "Ptar" target policy

atom-policy = "Patom" ("one" | "zero")

A.2.1 Targets

Targets are written in a similar way to policies. The main difference is that no target has its
own target definition; it always needs to be defined explicitly in the policy definition.
In EBNF:
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target = "("

( n-ary-operator-target

| binary-operator-target

| unary-operator-target

| attr-target

| atom-target) ")"

n-ary-operator-target =

n-ary-operator {target}

n-ary-operator = ("Tand" | "Tstrongand" | "Tor" | "Tweakor")

binary-operator-target =

binary-operator target target

binary-operator = ("Tand" | "Tstrongand" | "Tor" | "Tweakor")

unary-operator-target =

unary-operator target

unary-operator = ("Tneg" | "Topt")

attr-target = "Tattr" string

atom-target = "Tatom" string string

Example:

policy p_1 : (Patom one)

policy p_2 : (Ptar p_1 (Tatom "test" "variable"))

policy p_3 : (Ptar (Patom zero) (Tattr "test"))

policy p_4 : (Ppov p_2 p_3)

A.3 Constraints

Constraints are a new feature in the language in this thesis; they did not exist in ATRAP
yet. There are two types of constraints: the first is the simple constraints, in which all
attribute-value pairs subject to the constraint are treated equally: the second is the hi-
erarchical constraint, in which the attribute-value pairs are subject to an ordering on the
constraint.

cons-def = simple-cons-def | hier-cons-def

A simple constraint is defined by the keyword ”constraint” and the constraint identifier,
then either an attribute name (signifying a constraint that functions on all possible attribute-
value pairs sharing this) or a series of attribute-value pairs on which the constraint works.
Together with the operator and the right-hand side it forms an expression over the cardinality
of the present pairs.
In EBNF:

simple-cons-def = "constraint" string ":"

((attribute-name, operator, integer)

| ({attribute-name, attribute-value}, operator, integer))

Example:

constraint c_1 : "nationality" <= 2
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A hierarchy is defined by the keyword ”hierarchy” and the hierarchy identifier, then a
series of attribute-value pairs separated by the less-than sign ”¡”. This signifies that if the
attribute-value pair to the right of the ”¡” is present in a request, then the attribute-value
pair to the left of the ”¡” should also be present.

In EBNF:

hier-cons-def = "hierarchy" string ":"

attribute-name, attribute-value,

{"<", attribute-name, attribute-value}

Example:

hierarchy h_1 : ("A" "a") < ("A" "b")

A.4 Requests

Requests are written as either an empty request (signified by the keyword ”empty”) or written
as a series of attribute-value pairs. These attribute-value pairs do not necessarily need to
appear anywhere in earlier definitions.
In EBNF:

req-def = "request", ":", req-body

req-body = "empty" | {av-pair}

Examples:

request : empty

request : ("test" "variable")

request : ("test" "variable") ("attribute" "value")
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Appendix B

PRISM translations

Within PRISM, targets and policy combining algorithms are translated to formulas. Most
of these translations to PRISM were applied in the PRISM modeling of [11]; the attribute
target has been added for completeness’ sake.

A formula is always started by the sentence

formula policy_id =

Then follows the evaluation of the policy. If the policy has an unique identifier and has been
identified beforehand in a formula, the policy’s identifier is used to combine it with another.

First define targets. Targets can be treated as booleans under [[·]]C as the ⊥T value is not
present in the [[·]]C evaluation, as shown in Section 2.3. This also leads to the Topt operator
not having any effect (since its only specific act is turning a ⊥T into a 0), which can therefore
by replaced by the identity operator.

attribute-value target: (name_value)

attribute target: (name_1) | ... | (name_n)

Tnull: 1

Tand, Tstrongand: t_1 & t_2

Tor, Tweakor: t_1 | t_2

Topt: t_1

Tneg: !(t_1)

Policies are defined the same way, only now the value of the formula can also reach the
value 2 (or ⊥P ). Apart from Pfirst, all policy combining operators can also be extended to
combined more than two policies.

Patom one: 1

Patom zero: 0

Pdbd: mod(p, 2)

Ptar: t ? p : 2

Pdov: min(p_1, p_2)

Ppov: (p_1 = 1 | p_2 = 1) ? 1 : min(p_1, p_2)

Pdup: (p_1 = 1 | p_2 = 1) ? 1 : 0

Ppud: (p_1 = 0 | p_2 = 0) ? 0 : 1

Pfirst: (p_1 = 2) ? p_2 : p_1
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Appendix C

The random policy generator

To be able to extensively test how much of an improvement in calculations was made by all
improvement mechanisms, tests are run on a series of random policies. These policies are all
generated by a random policy generator.

This generator functions as following; first, a set of attributes and attribute-value pairs
within those attributes are generated (with a random chance on an attribute that it can be
approximated with probabilistic behaviour, which is then stated in the generated file).

Then, in the PTaCL-style generator, policies and targets are generated in a tree with a
given random depth; the maximal depth is different for policies and targets (since targets
should not go to a high depth; this is not possible in XACML).

When generating a policy, the type of policy is picked at random from the set of possible
policies if the maximum depth is not reached yet. It then generates such a policy accordingly;
it generates a random set of child policies in the case of a policy combining algorithm, and a
child and a target in the case it is a targeted policy. The size of the set of children is randomly
determined in the case of a policy combining algorithm. Once the maximal depth for policies
is reached, atomic policies are generated.

When generating a target, the type of target is picked at random from the set of possible
targets if the maximum depth is not reached yet. It then generates such a target accordingly;
it generates a random set of child targets in the case of a combined target, and a single child
in the case of a negative target. Like in the case of policies, the size of the set of children is
randomly determined in the case of a policy combining algorithm. Once the maximal depth
for targets is reached, atomic attribute-value targets are reached.

For each step taken downwards, there is also a chance for the step to count double towards
reaching the maximal depth; this is to generate policy trees that may be unbalanced.

The random policy is simplified after generation. Due to the way random policies are
generated, it sometimes generates policies that are trivial to evaluate. These policies are
removed and replaced by a single atomic policy. An example of a policy that would be
removed is given below:

Pdov ((Patom one) (Patom zero) (Patom zero) (Patom one)

Since this policy is trivial to evaluate - and more importantly, would never occur in real-
world policies - it should be removed. This policy is then replaced by the first of its trivial
children, regardless of whether this is the correct evaluation of the policy (since this is still in
the generation stage, the correct evaluation does not matter yet)
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Finally, at the end of generation, a check is made whether the random policy meets
the specifications, in particular whether it has the right target-to-AV ratio, and whether it
contains the right amount of attribute-value pairs in the tree. If all these conditions are met,
the random policy can then be used for testing.

If necessary by the settings, a single constraint on a set of attribute-value pairs is added.
This constraint is a simple constraint on a single attribute: the number of attribute-value
pairs allowed is set by hand.
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