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Part One Research 
  

Abstract 

Part One Research was made for a Capita Selecta: Web 

Engineering as preparation for the graduation project. In 

this part the research and design for gamification on 

OpenML is discussed. Through literature on gamification 

and scientific values as well as a survey we come to a 

system of three scores. Activity is a score awarded to active 

users. Reach is a score awarded to users that contribute 

interesting knowledge. Impact is a score awarded to users 

that contribute useful knowledge. The gamification is 

rounded out by concepts such as badges and rankings. This 

part concludes with a description of the next steps to take 

toward implementation of the system. 
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1) Introduction 
Part One expresses the identification and tackling of the core research questions involved in 

providing gamification for OpenML. First we explain what OpenML is and briefly outline what 

gamification is in general. These two things will be done in chapter 1). In chapter 2) we will provide 

some more context for our problem by looking at the literature regarding gamification websites. In 

chapter 3) we will present the raised research questions. Chapter 4) discusses the approach we have 

used. Chapters 5) to 10) constitute the details of each step in our approach as specified in the 

approach chapter itself. In chapter 11) our evaluation method for the success and/or improvement 

points of the gamification is given. We end with the limitations and planned next steps in chapter 

12). 

1.1) OpenML 
OpenML is an open platform for sharing machine learning knowledge and research. It has three main 

goals, as formulated on the front page of the website; it is for the curious, for science and for 

scientists. OpenML is for the curious in the sense that it wants to provide an easy to use application 

for searching and sharing any machine learning knowledge. It is for science in the sense that it wants 

to provide a view of the current state-of-the-art in machine learning and make collaboration with a 

large number of scientists easy. And finally, OpenML is for scientists in the sense that it wants to 

provide them visibility of their work and saving of time by taking care of the routinizable work. 

OpenML’s knowledge database is organized in four interrelated categories. First there are dataset 

entries. These entries contain not just the dataset itself, but also information like the number 

instances, the number of features and their type and the dataset’s description. Second there are task 

entries. These entries define instances of input in the form of dataset(s), a selection of their features 

and the evaluation metric(s). Third there are flows. These entries are implementations of machine 

learning techniques that can solve certain tasks. Fourth and final, there are runs. These entries 

represent the concrete parameter settings and results of running a flow on a task. 

1.2) Gamification 
Gamification is the incorporation of game-like mechanics in non-gaming environments in order to 

motivate certain behavior. It is often used in social media and other community websites in order to 

make the website more engaging. Gamification in this sense is used to motivate participation in 

whatever activities are integrally part of the websites.  

The simplest form of gamification is a system that simply keeps track of score in some way, implicitly 

motivating users to improve their score. This form of gamification rarely appears on its own but is 

usually supplemented by other gamification techniques. For example Stack Exchange websites use 

badges that users can earn for a variety of activities. One example is the nice question badge gained 

for asking a question with a score of 10 or more. This motivates users to ask good questions. Another 

example is the Refiner badge awarded to users who have answered 50 questions with a positive 

score. This motivates users to answer questions. Perhaps less obvious are badges for activities like 

remaining active for a whole year or for editing previously made comments. 

Badges are only one way to reward community members in an achievement based system. What is 

meant by an achievement based system is a system where users are rewarded for pre-defined 

desired behavior by the system giving them virtual rewards.  
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However, besides achievements there are many other techniques that can be used to reward users 

for good behavior or even discourage bad behavior. Some other gamification techniques are voting 

systems, allowing other users to moderate the quality of whatever is submitted to the website, and 

bounty systems, allowing users to set goals for, and give away rewards to other users. 

There is one thing in OpenML that already constitutes a gamification element. This is the leader 

boards on tasks. They show how well a run performed on that task and who submitted the runs. This 

encourages users to create and submit new runs to try and be the best. Although our design process 

largely ignores this gamification already present, interactions are certainly possible. We will return to 

this topic in chapter 8). 

2) Context in literature 
Here we discuss four literature pieces relating to gamification. The first is a part of Bogdan Vasilescu’s 

thesis called Social Aspects of Collaboration in Online Software Communities (Bogdan Vasilescu, 

2013). The three chapters studied (4, 5 and 6) discuss the effects on working rhythms of a gamified 

environment, StackOverflow, linked with a software collaboration community, GitHub, the transition 

from mailing lists to gamified environments in the R community and the gender issues related to 

gamification. 

The second is an article by Sebastian Deterding et al. called Gamification: designing for motivation 

(Deterding, 2012). It discusses why gamification is a positive trend, how gamification should be used 

as an alternate lens for design and why gamification cannot replace good content, only amplify its 

popularity. 

The third piece of literature a paper by Rila Khaled called It’s not just whether you win or lose: 

Thoughts on gamification and culture (Khaled, 2011). In this article Khaled describes why and how 

gamification should take cultural values into account and therefore should not be all about 

achievement.  

The fourth and final piece is another paper by Judd Antin and Elizabeth F. Churchill called Badges in 

Social Media: A Social Psychological Perspective (Churchill, 2011). Here Antin and Churchill introduce 

five effects of badges in social media and motivate more in depth research. 

2.1) Social Aspects of Collaboration in Online Software Communities 
In this thesis by Bogdan Vasilescu a number of social aspects of online software communities are 
investigated. The dissertation has five research questions of which two are relevant to gamification. 
These two research questions are:  
1) How does participating in social Q&A impact the working rhythms of open-source software 
developers? 
2) How are social Q&A sites changing knowledge sharing in open-source software communities? 
 
Here the studied social Q&A sites are part of the Stack Exchange network and are therefore all 
gamified in the same manner: “questions and answers are voted upon by members of the 
community; the number of votes is reflected in a person’s reputation and badges; in turn, these can 
be seen as a measure of one’s expertise by potential recruiters … and are known to motivate users to 
contribute more” (Bogdan Vasilescu, 2013) 
 
The first question is addressed in chapter 4; Working rhythms across communities. The second 
question is addressed in chapters 5 and 6; Transition to gamified environments and Gender issues 
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2.1.1 Gamification and working rhythms 

The question answered in this chapter of Vasilescu’s thesis is; how are activity on GitHub and Stack 
Overflow related? This is done by looking at the macro, micro and intermediate level and these are 
defined as follows. On the macro level, a look is taken at the number of commits on GitHub and the 
number of questions asked and answered on Stack Overflow per user. On the micro level the 
potentially functional interaction between questions on Stack Overflow and commits on GitHub is 
looked at, that is do answered questions lead to commits and/or do commits lead to asking 
questions? The intermediate level consists of the patterns of activity over both platforms that is, in 
what pattern are questions asked and answered and commits done? 
 

On the macro level it is observed that individuals that tend to answer many questions tend to have a 
high number of commits, and individuals that have a high number of commits tend to answer many 
questions.  
 
On the intermediate level it is observed that individuals that tend to ask many questions distribute 
their work in a less uniform way than developers that do not ask questions at all. No differences were 
observed between the work distributions for individuals grouped based on the number of answers 
given.  
 
On the micro level it is observed that despite interruptions incurred, for active GitHub developers 
Stack Overflow activities are positively associated with the social coding in GitHub. Similar 
observations hold for active askers as well as individuals who have been involved in GitHub for 
sufficiently long time. Finally, Stack Overflow activities accelerate GitHub committing also for the 
most active answerers as well as for developers that do not answer any questions at all. 
 
This all suggests gamification of part of the activities of software developers does not distract from 
their other activities and can even increase their productivity. This gives hope for gamification having 
a positive effect for OpenML users as well. 
 

2.1.2 Transition to gamified environments 

In this chapter of Vasilescu’s thesis the transition of users from a mailing list called R-help to Stack 

Overflow and Cross Validated is explored. In particular the activity levels of users and patterns in 

them on the different platforms is studied. 

The relevant conclusions of this chapter can be summarized with this quote: “Implications of our 
work for Q&A site designers are twofold. First of all, we have observed that the movement to social, 
gamified Q&A is correlated with an increase in the engagement of knowledge providers, and the 
rapidity of response. This finding suggests that Q&A site designers should consider gamification 
elements to increase engagement of the participants, and, indirectly, popularity of their sites. 
Second, we have seen that users and developers exhibit different behaviour (e.g., developers are 
more likely to be active on Stack Exchange). This means that the Q&A site designers should cater for 
different groups of community members (e.g., developers and users) having different needs and 
expectations, by providing different knowledge sharing channels involving different participation and 
reward mechanisms” 
 
This means gamification in OpenML is likely to increase engagement of participants, but might need 
to cater to multiple different groups of community members. This means multiple reward 
mechanisms need to be considered, possibly even keeping the site non-gamified for some users. 
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2.1.3 Gender issues related to gamification 

The thing to take away from this chapter of Vasilescu’s thesis is that the competitive nature of an 
online community participating in gamification not only creates higher entry barriers for women, but 
is also detrimental to their effectiveness. This conjecture is reached by observing the levels of 
participation on two mailing lists (Drupal and Wordpress) on the one hand and one gamified 
environment (Stack Overflow) on the other hand. 

2.2) Gamification: designing for motivation 
In this article helmed by Sebastian Deterding et al. a number of experts give their view on the current 
state of gamification. One of the things to take away is that gamification should not only be about 
the goal but also works through “powerful social psychological processes such as self-efficacy, group 
identification, and social approval provide rewards. These rewards drive most of the long-term 
participation we see in today’s social Web, essentially through the power of good feelings.” A lot of 
current gamification implementations are overlooking these aspects. 
Another thing to take away is that introducing gamification to something without intrinsic value will 
not work. So gamification can only aid in keeping community members engaged, it is not a 
replacement for good content. 
The third and last thing of note in the article is the claim that gamification should be thought of as a 
game design lens to look through when designing a community system, not just as the 
implementation of game components. 

2.3) It’s not just whether you win or lose: Thoughts on gamification and 

culture 
The main argument in this paper by Rila Khaled is that cultural and social context of users in a 

gamified environment influence their response to this gamification. For example the Scandinavian 

cultural value of Janteloven, never try to stick out from the crowd because it makes you seem elitist, 

is in conflict with the popular focus on competitive differentiation in gamification. Even though for 

games the argument could be made that the special, separate, setting of a game exempts them from 

taking such cultural values into account, the same cannot be said for gamification. The separation 

between values in a scientific community and cultural values in the world might not be as strict, thus 

introducing gamification in such a community without taking cultural values into account is a bad 

idea. In order to understand the cultural context of members of a community, frameworks like 

Schwartz’s theory of cultural orientation (Schwartz, 1996) can be used. These frameworks will 

provide suggestions for design possibilities of gamification catered to a specific community. 

2.4) Badges in Social Media: A Social Psychological Perspective 
In this paper Judd Antin and Elizabeth F. Churchill deconstruct badges, in social media contexts, into 

five social psychological functions. Badges are one of the most popular ingredients in gamification of 

social media and it therefore makes sense to evaluate their functionality beyond motivating the 

achievement of goals. The other four functions badges serve according to Antin and Churchill are 1) 

they provide instruction about what types of activity are possible and/or should be strived for, 2) 

they provide information to make reputation assessments on, 3) they function as status symbols and 

4) they communicate a set of shared activities that bind users in a sense of community. 
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3) Research Questions 
Based on these literature pieces we have come up with three research questions that should cover 

the whole problem. 

RQ1: How exactly can gamification be used for a scientific community? 

The literature we have seen so far deals with gamification in software development communities and 

social media. Although the important points from the literature that we pointed out in the previous 

chapter are likely valid in general, they do not provide us a specific enough direction for gamification 

of a scientific community. So answering this research question will involve defining and/or finding the 

cultural values in a scientific community and discovering the gamification techniques that suit these. 

RQ2: Should we, and can we avoid creating a too competitive environment while designing such 

gamification? 

Although competition has been observed to work demotivating for women in software development 

communities, this does not mean necessarily mean we will alienate or female user base if we 

implement gamification in a scientific community. To answer this question we will look at how 

integral competition is to science. If it is an integral part of it, we should be able to gamify exactly this 

competition instead of introducing more/different competition. 

RQ3: What types of gamification and rewards work best specifically for OpenML? 

Our conclusions on gamification for a scientific community from RQ1 will not necessarily directly 

translate into a gamification system for OpenML. Some of the conclusions will quite general and 

implementation choices will have to be made. These choices will have to be motivated by the results 

of a survey sent out to community of OpenML. In addition evaluation of the success of the 

implementation will have to be done after which it can likely be refined. 

4) Approach 
As mentioned in the previous chapter, to answer our research questions we will need to do literature 

research, community polling and testing. 

To find cultural values in a scientific community and discover which gamification techniques suit 

them we look at the literature on the sociology of science and gamification itself. By limiting 

ourselves to the values typically held by scientists and not just people (with a lot of extra values) we 

make one assumption: gamification of a scientific platform should treat people like scientists first 

and foremost and everything else second. We think this assumption is reasonable. The results are 

discussed in chapter 5). To find out whether competition is an avoidable threat to the gamification of 

OpenML, we look again to the sociology of science in chapter 6). 

In parallel to this literature research we distribute a survey (Part Three1)Appendices)  to the 

community of OpenML in order to gather their view on where OpenML should be headed and what 

inhibits them from sharing more of their work. Hopefully the answers can be used to validate the 

results of our literature study. The answers to applicable questions will be discussed in the chapters 

they are applicable to after the literature discussion. A total of 40 people participated in the 

voluntary survey. 
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From the identified cultural values of a scientific community we distil a gamification design by 

converting the values into metrics in chapter 7).  In chapter 8) we turn to literature on gamification to 

make our design complete and not just a score system based on the metrics. In chapter 9 we will 

discuss our first attempt at creating formulas for these metrics as well as more details of the other 

gamification elements. The visualization of the gamification as presented to the user is discussed in 

chapter 10). For the first version of this design we will rely on conventional wisdom of gamification 

and visualization.  

5) Driving values of science 

5.1) Literature 
In order for the gamification to reward ‘good’ science and consequently ‘good’ scientists for their 

actions, we need some notion of this ‘good’. To this end we look at the values held by scientists. Of 

course not all values are shared by all scientists, but we can identify those that commonly found and 

can be considered prescriptive. In order to determine what qualities scientists’ value, we can start by 

looking at the qualities that ensure the progressiveness of science. Most certainly among them is 

curiosity. That is the longing for (more) knowledge and understanding of the world. Indeed scientists 

in literature have been described as truth-seeking (de Laet, 2013) and science as having truth 

(McMullin, 2012) or in other cases understanding (Potochnik, 2015)as a goal. In either case it is clear 

scientists are/should be focussed on the acquisition of knowledge. Whether that knowledge is truth, 

merely understanding or something completely different is an epistemological question and far 

beyond the scope of this research.  Another quality of great importance to the progressiveness of 

science is what (Merton, 1979) called ‘communalism’. Communalism as defined by Merton is the 

idea that scientists give up their intellectual property (papers, developed methods, discovered 

knowledge etc..) in exchange for reputation and/or esteem. Clearly this is not legally the case. 

Intellectual property still usually, legally belongs to the scientist. This does not really matter though 

as long as in practice once a scientific claim or discovery is made, it becomes available to the (whole) 

scientific community to test and/or build upon. 

There are undoubtedly many more identifiable values held by scientists, but we will directly use only 

the two mentioned above for three reasons. First they are of the few, if not all of the few values 

critical to science. It is impossible to imagine our scientific progress so far would have been possible 

without curiosity or the sharing of knowledge.  

Second, other values are often either too normative, or not normative enough. An example of a 

value that is too normative is Merton’s disinterestedness, which states scientists should act to the 

common welfare of science and not for personal gain. This might be true, but it is highly impractical 

in most societies where scientists also have to make a living and actually are looking to make a 

career. An example of a value that is too descriptive is simplicity of concepts used in scientific 

theories. Scientists often value the simpler theory over the more complex one if their explanatory 

power is the same, but should this really be the case? Especially when research is still in early stages 

we should keep exploring as many alternatives as we can in order to better guarantee finding the 

answer. Where purely normative values are questionable in the sense of their morality, purely 

descriptive values are questionable in their necessity and practicality. We do not want our 

demographic of scientists to feel pushed into a certain set of values so we are not interested in 
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purely normative values. In addition we do not want to make the mistake of encouraging the values 

held by scientists that actually do not produce ‘good science’.  

Third, both the acquisition of knowledge and the sharing thereof are (relatively) easy to track and 

therefore useable in gamification. 

5.2) Survey 
The interest in ‘good’ science is also reflected quite well in the survey. The answers to question 3, 

“What is your primary field of interest, when it comes to OpenML?”, demonstrate this, see Figure 1. 

 

Figure 1: Answer distribution to the question: What is your primary field of interest, when it comes to OpenML? Note 
that ‘Keeping track of my work’ is at 0%. 

6) The threat of competition 

6.1) Literature 
The intellectual values of science are threatened by competition (Goldreich, 2012). This suggests, at 

first glance, that competition should not be promoted among scientists and therefore most forms of 

gamification should be avoided as they are naturally competitive. However there is hope. The 

intellectual values of science are threatened by competition in its current form. That is the 

competition on the metrics of outsiders, who determine for example job offers and grant money 

allocation. Because these outsiders lack understanding of the (specific) scientific fields, the metrics 

are not based on intellectual values like curiosity, but instead on things like citation scores. So the 

hope is, to base these metrics on the intellectual values in order for competition to become an asset 

instead of a threat. 

We have to be careful however to not set this new competition at odds with our other crucial value, 

that is communalism. Competition and communalism might seem in conflict with each other a priori, 

but they are not. We can keep track of how much knowledge a scientist shares with the community 

and consequently improve their metric(s). Scientists can still be competitive in the amount of 

knowledge they share, even if sharing means enabling others to share as well. 
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6.2) Survey 
The answers to the survey also suggest the threat of competition in its current form is very real. 

Although not many participants (7.5%) indicated (co-)authorship of papers as their primary 

encouragement for sharing their work (Figure 2), 14 out of 40 (37.8%) indicated it as a secondary 

encouragement (Figure 3). In the end papers are only a derivative product of acquired scientific 

knowledge and not ideal to measure curiosity or communalism. 

 

Figure 2: Answer distribution to the question: What would encourage you to share (more of) your work with other users 
on OpenML? 

 

Figure 3: Answer distribution to the follow-up question: Are any of the other encouragements important as well? 

  

7%

17%

13%

18%

15%

30%

Primary encouragement
Being included as an author of
papers following their
continuation of your work
Being able to benefit from
what other users share

OpenML providing a clear and
accurate overview of all my
work and its impact
Finding like-minded users to
work with

Getting more visibility as a
machine learning expert (e.g.
for job offers)
OpenML connecting
seamlessly with my working
environment

0 5 10 15 20 25 30 35 40

Being included as an author of papers following their
continuation of your work

Being able to benefit from what other users share

OpenML providing a clear and accurate overview of all my
work and its impact

Finding like-minded users to work with

Getting more visibility as a machine learning expert (e.g.
for job offers)

OpenML or the API connecting seamlessly with my
working environment

Other

Secondary encouragements



13 
 

7) What metrics do we want 
The acquisition of new knowledge and the sharing of that knowledge are intrinsically linked in the 

moment we want to measure them. We cannot measure the acquisition of knowledge without a 

scientist sharing (with us) that he has done so. Also we cannot measure the novelty of shared 

knowledge directly. We can only make an estimate by looking at its usefulness and the interest it 

generates, i.e. measure how much the knowledge is used and/or looked at. So intuitively we want to 

measure three things. How much knowledge does a scientist share? How many other scientists take 

a look at it; is it new/interesting? And how much is the knowledge used? The first two we can 

measure directly and the third indirectly by measuring what knowledge is built upon what 

knowledge.  

In order for the metrics to be considered important to non-outsiders though we need more than to 

just base them on values. For outsiders it is important the metric is objective, easy to understand and 

universal. Objectivity, in the sense of the same from everyone’s perspective, is easy to guarantee. As 

long as the metric is a formula based on facts rather than opinions, it is objective. If this formula is 

clearly explained and the metric is also given an intuitive name the metric should be easy to 

understand. Making the metric universal, that is applicable to all scientists, is trickier. Scientists in 

different fields typically have different methodologies and even different types of knowledge as 

goals. Therefore the formula for a metric might be different between scientific fields. Luckily, in our 

case, we only need universalism for scientists on OpenML. Even though individual scientists on 

OpenML might be quite different, we consider them scientists first and foremost. The metrics 

suggested below are still, theoretically, universal for all scientists but their formulas presented later 

on are not.  

As discussed, we have three metrics in total. For now it remains to name them and give them a clear 

and crisp description. The metrics are:  

- Activity: How much is shared. 

- Reach: How many other scientists are interested in what is shared. 

- Impact: How good of a building block is the shared knowledge. 

8) Other gamification concerns 
Before we can move on to the formulas of our metrics we need to take a look at gamification as a 

whole and whether or not something is still missing. Sadly there is no recipe for guaranteed success 

when it comes to gamification because as an object of study gamification is quite new. We can 

however, from literature, identify certain “do’s and don’ts”.  We have identified some of them in the 

initial literature study and designed our approach and research questions accordingly. Most of the 

concerns are tackled by the introduction of the survey and the promise of incremental design and 

evaluation. One thing not mentioned yet is we intend to have a wiki page that briefly explains our 

gamification techniques which is advertised on the homepage. This will help with the awareness of 

users the how and why of the gamification as well as explaining their role in it.  

We are left with two concerns: what game design elements should we use (besides just scoring) and 

how we make the game itself fun but not (too) distracting. We will tackle the fun and distraction 

issue first because it helps define the scope of our desired gamification and therefore what game 

design elements we should use. 
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8.1) Designing for fun 
Based on a literature review, (Knaving & Staffan, 2013) argue for guidelines concerning two aspects 

of gamifying an activity: ensuring that a continued focus on the main activities can be preserved and 

considering designing for playfulness. Where play has been defined as an activity people engage in, 

in order to have fun. 

To ensure the main activities can be preserved gamification has to be a separate layer that a user can 

choose to engage in. Users who do not engage in the gamification should not feel like they are 

missing out on anything, particularly website content, and they should always remain in control of 

the information flow regarding his or her activity. Finally the gamification should not obscure the 

main activity. 

Because we have designed our metrics to be deeply linked with the values of our target 

demographic, keeping the gamification as a separate, and optional, layer might be challenging in the 

long run. However, because OpenML already currently operates ungamified, any gamification 

introduced now can be introduced as a separate, and optional, layer. 

The design suggestions from (Knaving & Staffan, 2013) for supporting playfulness are useful to us as 

well. Three guidelines are given:  

1) The gamification has to be motivating in itself. 

2) Make the user feel competent and autonomous.  

3) Support affordances for play like exploration, challenge and humor. 

It is rather unclear what exactly is meant by the first guideline and especially how it can be done. 

However, it should be possible to design a system that tries to be motivating to the user by 

rewarding them for small accomplishments while keeping the larger goals in sight. The user should 

always have something to do that feels meaningful. 

8.2) Game design elements 
In (Blohm & Leimeister, 2013) a table of the most important game-design elements and possible 

corresponding motives is provided. The table is repeated here (Table 1) where the motive for 

acquisition of status has been added (guessed) as it was blank in the article. If we combine this article 

with the acquired wisdom from the previous chapter about designing gamification for fun we can 

identify the most important elements for our gamification. 

Table 1: from (Blohm & Leimeister, 2013) 

Some interpretation of this table is necessary but sadly not provided by (Blohm & Leimeister, 2013), 

so we will provide our own. Typically one would start with identifying the motives required/present 

for their platform. From these game dynamics can be identified that should provide for these 

motives. The leftmost column provides examples on how these game dynamics can be implemented. 

Game-design elements Motives 

Game mechanics Game dynamics  

Documentation of behavior Exploration Intellectual curiosity 
Scoring systems, badges, trophies Collection Achievement 
Rankings Competition Social Recognition 
Ranks, levels, reputation points Acquisition of status Social Recognition 
Group tasks Collaboration Social Exchange 
Time pressure, tasks, quests Challenge Cognitive stimulation 
Avatars, virtual worlds, virtual trade Development/organization Self-determination 
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First we identify what game mechanic we already have, namely a scoring system. Considering one of 

our key values on which this scoring system is based is curiosity it makes sense to include the 

documentation of behavior as well.  

So we want to motivate users and make them feel competent and autonomous. In order to make 

users feel competent it helps to always have relatively small tasks available and make sure that there 

is always something they can do to improve their score. This does not seem to be solvable by a game 

mechanic or game dynamic directly, but is related to achievement and therefore scoring systems, 

badges and trophies. Considering we already have a scoring system it is probably still a good idea to 

add badges or trophies to give the users discrete tasks that can be completed. To motivate users in 

this way we could include badges or trophies, rankings, levels or a combination. Considering we want 

to harness competition as our own tool rather than institutions imposing it on the scientists from 

outside, rankings are a good idea. We will also include badges because they help with motivation as 

well.  

As mentioned in the introduction, OpenML currently already has a gamification element: the 

leaderboards on tasks. This drives the competition game dynamic and the social recognition motive. 

We think that is a good game mechanic to have, but its focus is very narrow. It motivates users to 

submit runs that perform better on a task than previously submitted runs. Our focus is broader; to 

motivate users to upload anything that might be interesting or useful. That includes runs that 

perform worse on a certain task (this is still useful information) but also tasks themselves for 

example. As such this existing game mechanic will be left for what it is during this project, although 

we would like to point out that it might be a good idea to introduce one or more badges for 

participating/doing well on these leaderboards. 

Finally, to make users feel autonomous the table suggests that we include a game mechanic that 

handles development/organization and points to avatars, virtual worlds and virtual trade. Virtual 

worlds and virtual trade are contrived and ill-suited for a website like OpenML. Avatars, in the form 

of user profiles, on the other hand make a lot of sense. Even without the gamification, user profiles 

were a planned feature anyway and combining it with the documentation of behavior would lead to 

true avatar. The users’ current scores, earned badges or trophies and the user’s score progression 

can all be displayed on the user profile. This would make their profile not just identification of who 

they are but also of their achievement within OpenML and thus a true avatar. Of course, how much 

of this information is visible to other users should remain at discretion of the profile’s owner. 

8.3) Survey 
Because there are no explicit questions about gamification in the survey, there is little we can deduce 

from the answers to help us here. However one clear sentiment from our chosen game mechanics is 

echoed in the responses to the survey. If we combine the results in Figure 2 and Figure 3, 48,3% of 

the users would be encouraged by OpenML providing them a clear and accurate overview of their 

work; they want their behavior documented (12,5% primarily and 35,8% secondarily). 

9) Scoring system and badge ideas 
We now enter the realm of OpenML itself and can no longer rely on literature. Instead we use our 

own reasoning to provide the application of the principles from the previous chapters onto OpenML. 
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Every decision in this chapter, while deliberate is subject to change if testing the gamification on (a 

subset of) the user base provides new insights. 

9.1) How do we measure the metrics 
First we need to decide what constitutes a piece of knowledge. A straightforward answer is each of 

the four categories in OpenML. They are: datasets, tasks, flows and runs. 

For piece of knowledge there are a number of statistics we can keep track of, which include: 

- The number of distinct views: how many other (besides the uploader) people took a look at 

the meta-information (abstract/description/name etc..) of the knowledge piece. 

- The number of downloads: how many other people looked at the knowledge piece itself. 

- The number of comments: how many comments did other people leave on the knowledge 

piece. Note that in the case of one person leaving two comments, both are counted. 

In addition we define the reuse statistic as follows: 

- Reuse: The number of times the piece of knowledge is used by someone other than the 

uploader. This can happen in a few ways: Flows and Tasks can be used for a run and a 

dataset can either be used in a task together with a flow. Runs are never reused. 

Similarly we have a few statistics of users: 

- The number of uploads: how many distinct knowledge pieces they have shared. 

- The number of views: how many distinct knowledge pieces have they taken a look at 

(metadata). Constitutes a basic action. 

- The number of downloads: how many distinct knowledge pieces have they downloaded. 

Constitutes a basic action. 

- The number of comments: how many comments have they made on knowledge pieces. 

Constitutes a basic action. Note that in the case of a user leaving two comments on the same 

knowledge piece, both are counted. 

The fact that most actions count only once for each knowledge piece and user combination is 

motivated as follows. A user should not be attributed score for the ‘forgetfulness’ of themselves or 

others. If, for example, a dataset is downloaded twice by the same user it is highly unlikely this 

indicates an increased level of interest of that user for the dataset when compared to a user that 

downloads it once. It is far more likely, the user forgot he downloaded it the first time or deleted his 

first download for whatever reason. 

This of course does not apply to reuse because the same dataset can be used in vastly different 

research. Even if it is by the same scientist, this does reflect an increased usefulness of the dataset.  

The reason we chose not to apply this principle to commenting is that multiple comments are 

indicative of a discussion and discussions reflect interestingness of the knowledge piece.  

Although the three metrics derived from these statistics are the main focus of the score system, the 

statistics themselves will be obtainable for the users. In addition users can see who exactly reused, 

downloaded, viewed and commented on their knowledge pieces. 
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Remember activity is a metric of how much is shared, reach represents the interestingness of 

knowledge pieces and impact the usefulness of knowledge pieces. A knowledge piece can be said to 

be useful if its reuse proved interesting or useful itself. This leaves us to define our metrics as 

derivatives of the statistics as follows: 

- 𝐴𝑐𝑡𝑖𝑣𝑖𝑡𝑦 𝑜𝑓 𝑠𝑐𝑖𝑒𝑛𝑡𝑖𝑠𝑡: 𝑥𝑎 ∗ 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑢𝑝𝑙𝑜𝑎𝑑𝑠 +  𝑦𝑎 ∗ 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑏𝑎𝑠𝑖𝑐 𝑎𝑐𝑡𝑖𝑜𝑛𝑠  

- 𝑅𝑒𝑎𝑐ℎ 𝑜𝑓 𝑎 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒 𝑝𝑖𝑒𝑐𝑒: 𝑥𝑟 ∗  𝑑𝑜𝑤𝑛𝑙𝑜𝑎𝑑𝑠 +  𝑦𝑟 ∗ 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑑𝑖𝑠𝑡𝑖𝑛𝑐𝑡 𝑣𝑖𝑒𝑤𝑠 +

 𝑧𝑟 ∗ 𝑐𝑜𝑚𝑚𝑒𝑛𝑡𝑠 

- 𝐼𝑚𝑝𝑎𝑐𝑡 𝑜𝑓 𝑎 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒 𝑝𝑖𝑒𝑐𝑒: 𝑥𝑖 ∗ ∑ 𝑟𝑒𝑎𝑐ℎ 𝑜𝑓 𝑟𝑒𝑢𝑠𝑒𝑠  + 𝑦𝑖 ∗ ∑ 𝑖𝑚𝑝𝑎𝑐𝑡 𝑜𝑓 𝑟𝑒𝑢𝑠𝑒𝑠  

Where the 𝑥’s, 𝑦’s and 𝑧’s remain to be separately defined for each metric, but intuition suggests 

𝑥 ≥ 𝑦 ≥ 𝑧. In the case of activity this is because doing an upload is far more involved and (usually) 

labour intensive than basic actions. In the case of reach downloads reflect a higher level of interest 

than views and comments should be slightly less valuable because of their potential volume. In the 

case of impact we can even say 𝑥𝑖 < 1 and 𝑦𝑖 < 1. Although the reach and impact of reuse are 

important, it seems unfair to count the success of a derivative work fully towards the original work. 

We also note that impact is a recursive definition, but it does end. Datasets can only be reused in 

tasks and tasks can only be reused in runs and runs have no impact, so the impact calculations for 

tasks and datasets can be performed. Flows can only be reused in runs as well, so the calculation for 

any flow’s impact is finite as well. 

We also have the reach of a scientist as the sum of the reaches of all their knowledge pieces and the 

impact of a scientist as the sum of the impacts of all their knowledge pieces. In the rest of this 

document we will refer to these three metrics as scores instead because that is a more apt-name for 

these concrete gamification concepts. 

9.2) Example 
Consider three users, A, B, C with their uploads and actions defined as follows: 

User A: 
 - Dataset D1: 
  - 2 views 
  - 1 download 
  - 2 comments 
 - Task T1: 
  - 2 views 
  - on D1 
 - Flow F1: 
  - 1 view 
  - 1 comment 
 - Run R1: 
  - 2 views 
  - on F1,T2 
 - View on R2 
 - View on R3 
 - Comment on R3 

User B: 
 - Dataset D2: 
  - 1 view 
  - 1 download 
 - View on D1 
 - View on T1 
              - View on T2 
 - View on R1 
 - Comment on D1 
 

User C: 
 - Run R2: 
  - 1 view 
  - on F1, T1 
 - Run R3: 
  - 1 view 
  - 1 comment 
  - on F1, T2 

- Task T2: 
- 1 view 
- on D2 

 - View on D2 
 - View on D1 
 - View on T1 
 - View on R1 
 - Comment on D1 
 - Download of D1 
 - Download of D2 
 - View on F1 
 - Comment on F1 
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With some arbitrary values for the 𝑥’s, 𝑦’s and 𝑧’s we get the following score values: 
Activity: (𝑥𝑎 = 2, 𝑦𝑎 = 1) 
 - 𝑎𝐴: 𝑥𝑎 ∗ 4 + 𝑦𝑎 ∗ 3 =  11 
 - 𝑎𝐵: 𝑥𝑎 ∗ 1 +  𝑦𝑎 ∗ 5 =  7 
 - 𝑎𝐶 : 𝑥𝑎 ∗ 2 + 𝑦𝑎 ∗ 9 =  13 
Reach: (𝑥𝑟 = 3, 𝑦𝑟 = 2, 𝑧𝑟 = 1) 
 - 𝑟𝐷1: (𝑥𝑟 ∗ 1 +  𝑦𝑟 ∗ 2 +  𝑧𝑟 ∗ 2)  =  8 
 - 𝑟𝑇1: (𝑦𝑟 ∗ 2)  =  4 
 - 𝑟𝐹1: (𝑦𝑟 ∗ 1 + 𝑧𝑟 ∗ 1)  =  3 
 - 𝑟𝑅1: (𝑦𝑟 ∗ 2)  =  4 
 - 𝑟𝐴: (𝑥𝑟 ∗ 1 +  𝑦𝑟 ∗ 2 +  𝑧𝑟 ∗ 2)  + (𝑦𝑟 ∗ 2)  + (𝑦𝑟 ∗ 1 +  𝑧𝑟 ∗ 1)  +  (𝑦𝑟 ∗ 2)  =  19 
 - 𝑟𝐷2: (𝑥 ∗ 1 + 𝑦𝑟 ∗ 1)  =  4 
 - 𝑟𝐵: (𝑥𝑟 ∗ 1 + 𝑦𝑟 ∗ 1)  =  4 
 - 𝑟𝑅2: (𝑦𝑟 ∗ 1)  =  2 
 - 𝑟𝑅3: (𝑦𝑟 ∗ 1 + 𝑧𝑟 ∗ 1)  =  3 
 - 𝑟𝑇2: (𝑦𝑟 ∗ 1)  =  2 
 - 𝑟𝐶: (𝑦𝑟 ∗ 1) +  (𝑦𝑟 ∗ 1 +  𝑧𝑟 ∗ 1) +  (𝑦𝑟 ∗ 1)  =  7 
Impact: (𝑥𝑖 = 1, 𝑦𝑖 = 0.5) 
 - 𝑖𝑇1: (𝑥𝑖 ∗ 𝑟𝑅2)  =  2  
 - 𝑖𝑇2: (𝑥𝑖 ∗ 𝑟𝑅1) = 4 (R3’s reach does not count because R3 is by the same user as T2) 
 - 𝑖𝐷1: 0 (T1’s reach or impact does not count because T1 is by the same user as D1) 
 - 𝑖𝐷2: (𝑥𝑖 ∗ 𝑟𝑇2 + 𝑦𝑖 ∗ 𝑖𝑇2)  =  4  
 - 𝑖𝐹1: (𝑥𝑖 ∗ 𝑟𝑅2  +  𝑥𝑖 ∗ 𝑟𝑅3)  =  5 (again R1 does not count) 
 - 𝑖𝐴: 𝑖𝑇1 + 𝑖𝐷1 + 𝑖𝐹1 = 7 
 - 𝑖𝐵: 𝑖𝐷2 = 4 
 - 𝑖𝐶 : 𝑖𝑇2 = 4 

9.3) Badges 
Just continuously working on improving a number (score) can be quite boring so we want badges to 

be complementary to the score system. They should provide users with discrete tasks both large and 

small that are not simply get X amount of score, but by completing them do increase their scores.  

Badges also provide us with an opportunity to motivate user behavior that is good for the website or 

even the gamification system itself instead of just good for science.  

We have some initial ideas on what badges we can introduce, presented below, and we will likely 

introduce more in the future. Every badge, besides a visual element discussed later, has a title (in 

bold), short description (in italics) and task details. The titles are intentionally humorous and slightly 

over the top to provide an element of fun. The task details are again subject to change and any 

numerical values are not final. 

a) Not a noob: Know the rules of the game. Read the wiki page on the gamification of OpenML 

and submit your answers to the three questions at the bottom. Also awards 2 activity. 

b) Chosen one: Balance the three scores. Once your lowest score exceeds 10, achieve a state of 

balance by having all three scores within 4 of each other. 

c) Clockwork scientist: Be active every day a week/a month/a year in a row. Every day for a 

week/month/year straight do at least one upload or view/download at least one new 

dataset, task, flow or run. 
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d) Team player: Collaborate with 1/3/10 scientist(s). Reuse a dataset/task/run from a user that 

also reused a dataset/task/run of yours. 

e) Good news everyone: Upload a dataset/task/flow/run that reaches a lot of people. Upload a 

dataset/task/flow/run that achieves a Reach score of 10 or more. 

f) Meteor: Upload a dataset/task/flow that is a good building block. Upload a 

dataset/task/flow/run that achieves an Impact score of 10 or more. 

g) Be the best: Obtain and maintain the highest score on a task for a month. Submit a run 

linked to a task where your run performs best on that task among all runs and remains the 

best for at least a month. 

This last badge makes use of the already existing leader boards per task on OpenML. These leader 

boards show how well runs on a task performed and who submitted them. 

 

10) Visualizations 
As discussed in section 8.1 it is important to keep the gamification optional for users. Therefore all 

visual elements discussed below can be made invisible individually and categorically. This includes a 

global option to not see any gamification elements at all. This does not mean the user’s statistics, 

scores and badge progress is not recorded. So if the user changes his or her mind at any point he or 

she has not missed out on anything. 

Two parts of a user profile will be referred to below so we will explain them here.  

The profile card is a relatively small card-like visual element that contains the user’s name, profile 

picture, possibly some other information (like registration date) as well as some of the visual 

elements described below. The profile card is accompanied with every comment a user makes as 

well as popping up when mousing over a user’s name anywhere on the website. 

The profile page contains all information relative to the user, this includes everything that is on the 

profile card, but also things like their own personal description and links to all their uploads. 

10.1) Scores 
Each of the three scores has a different color used to quickly identify what score is represented in 

every visual element. Remember, OpenML is for the curious, for science and scientists. These three 

categories already have their own color and roughly coincide with activity, impact and reach 

respectively. Thus we make activity as green, impact as blue and reach as red. All three scores 

themselves are displayed to all users who enabled the visualization elements in three ways. 

1) As a doughnut chart combining all three scores as part of their profile card. This the division of the 

three scores as well as their absolute values in textual form.  

2) As a stacked bar chart on their full profile page. Every bar has four parts. The bottom part is the 

current day’s contribution to the score. The second part presents the current month contribution to 

the score (excluding the current day). The third part presents the current year’s contribution to the 

score (excluding the current month). The fourth part presents the rest of the score accumulated in 

the past. 

3) As elements of tables that are the rankings. There is a separate leaderboard webpage where the 
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top 100 users for each of the three scores are presented. A user can choose over which period these 

rankings should be displayed: today, this month, this year or all time. 

On their own profile any user can view a few other visualizations if they want as well. Gauges will 

present daily activity/reach/impact while heat maps present the monthly activity/reach/impact to 

the user where every day of the month is a cell and the color intensity reflects the score. The user 

can see these of any day or month since their account creation. Their individual statistics (number of 

uploads, downloads, views and comments) are also visible to the user on their profile page. 

Finally on the pages of individual datasets, tasks, flows and runs their metrics and breakdown into 

statistics is visible to all users who have this gamification element set to visible. 

Unfinished examples of the visualizations discussed here are found in Part Three2). 

10.2) Badges 
Badges will require quite a significant amount of design work that can not necessarily be put into 

words. However a few guidelines and ideas can be put into writing. 

- Although badges might suggest something (slightly) militaristic in design, this is not our 

intention. Instead it should be clear these badges celebrate knowledge and science. 

- All badges have a laurel type of border because it is clearly associated with achievement. 

- All badges have a picture of a clearly identifiable object, which is associated with the badge 

title or task, on a background of a single colour. 

- Background colours should categorize the badges. For example badges associated with 

activity have a green background. 

- For badges that have multiple degrees of difficulty like the team player badge, traditional 

colouring of bronze, silver, and gold can be used as colours for the laurel. If additional ranks 

are needed we might consider green (natural laurel colour) as below bronze and an animated 

sheen on the gold as above normal gold. 

Badges will be visible on user profiles to users who have enabled the visibility of them. Additionally 

users can choose to show off up to two badges on their profile card. This is both due to the limited 

space for profile cards and to give users some more autonomy; they can decide themselves ‘this is 

what I’m about’. 

11) Evaluation 
There are two main things we want to evaluate: 

1) How successful is the gamification in motivating users to use OpenML? 

2) Is each of the gamification elements correctly designed, or what are the tweaks they require? 

The first one relatively easy, we can use A/B testing to see the difference in behaviour of users that 

have access to the gamification and those that do not. Implementing this is also easy when we 

consider that we already have the gamification as an optional layer and keep track of a lot of usage 

statistics in order to construct our scores. Simply not giving a certain group of users the option of 

making the gamification visible divides the user base in A and B. Having the statistics available 

regardless allows us to inspect user’s behaviour in terms of uploads, downloads, views and 
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comments. One additional thing we can keep track of to improve the test is the number of times the 

user logs into OpenML and how long he or she stays logged in. 

The second one is harder to judge from any statistics we could gather. We cannot do A/B testing for 

individual elements because the elements are often linked together. For example having just a few 

badges instead of all of them will almost certainly make the gamification feel badly designed by the 

user. If too few possible activities a user is expected to do on OpenML result in a badge, the user will 

feel like those other activities are not taken seriously. A similar argument can be made for the 

different scores.  That said we can split the A/B testing of the previous part into two phases. First we 

provide the users with just the scoring system (and rankings) and later introduce badges. 

What we can also do though is ask users what their experiences were with the gamified version of 

OpenML and where they would like to see changes. Ultimately the system should motivate them, just 

without compromising the vision of OpenML. This type of evaluation will be made possible by 

including a ‘give feedback’ button somewhere easy to find on the website. In addition we will 

conduct some interviews with the people who indicated they were up for it on the survey. In these 

interviews we will present our current design and ask for their feedback as well. 

12) Limitations and next steps 

12.1) Limitations 
The first and most important thing, although not strictly a limitation, to keep in mind with the current 

gamification design is that some of it is only motivated from personal reasoning and not by research. 

For example, why not to take any values beyond curiosity and communalism into account for the 

design is not based on literature. The logical steps taken in this personal reasoning are not giant 

leaps, but might be incorrect none the less. Part of the reason for this is that literature on 

gamification related to scientific platforms is quite sparse. This forces us to make our design 

experimental to some extent. 

A true limitation of the design is the lack of a system to prevent ‘gaming the system’. This means 

users are able to find the easiest way to improve their scores and gain badges. This is not necessarily 

a problem, but as soon as these ways go against the principles of the design or OpenML it becomes 

one. For example users should not be getting additional activity score for leaving bogus comments. 

This limitation can be remedied by introducing moderation of comments and uploads, but the exact 

form of this moderation is not self-evident. 

Another limitation is that the system is completely based on how OpenML is constructed right now. 

If, for example, a new category of knowledge pieces is introduced to the site, the dynamics of the 

score system and badges might need to be changed. 

 

12.2) Next steps 
The next step in gamifying OpenML is starting the implementation and conducting the previously 

mentioned interviews in parallel. This will allow us to make adjustments and amendments to the 

design at the request of (part of) the community. After finishing the first implementation an iterative 

procedure of evaluation and redesign/tweaking will begin. 

A long term goal is to automate part of this iterative procedure as the website evolves over the 

years. Discussion on how the gamification of OpenML should look like should never stop, because as 
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the user base and knowledge base grow different needs will likely arise. This can be done by 

continuously having a feedback platform open to all users of OpenML where they can make and vote 

on suggestions for new badges or changes to the score system. Perhaps participation in this feedback 

loop can also be motivated by some gamification elements. 

Another thing for the future is introducing the previously mentioned moderation system. 
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Part Two  Implementation 
  

Abstract 

Part Two Implementation was made as the report for 

the graduation project. In this part the implementation 

of gamification on OpenML is described. It concerns the 

implementation of the scores activity, reach and impact 

as well as badges. The visual elements like use of color 

and icons that accompany these concepts are also 

discussed. It concludes with the evaluation of the 

system and recommendations for future work. 
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1) Introduction 
In this part we will delve into the implementation and evaluation of our design. We start with a 

description of the architecture of OpenML within which we have to fit our design in chapter 2). In 

chapter 3) we present changes to the design of Part One based on practical concerns, like the 

architecture and time available. After these considerations, the implementation strategy is discussed. 

The implementation discussion is split between chapters 4) and 6) for the backend and frontend 

respectively. Chapter 5)  provides an intermezzo on the visualization aspects that need to be defined 

for the frontend implementation. In chapter 7) we discuss the feedback received from the 

developers of OpenML and its surrounding tools on the design and prototype implementation.  The 

new design that results from this feedback is presented in 8), followed by the implementation 

strategy for the changes in 9). In the final two chapters, 10) and 0, the feedback on the entire system 

in action and suggestions for future work are discussed. 

A brief note on interviews 

In Part One we noted doing interviews as one of the next steps. These interviews did happen, but 

with a very limited amount of people and no new insights were gained from them with regards to the 

gamification. This is because we only managed to interview 6 people and most did not have much 

feedback to offer on the gamification. The users did provide general feedback on the platform and 

features the would like to see implemented, but they are not relevant to this project. We can say 

however that 4 of the 6 people interviewed  were enthusiastic about the gamification design and the 

other two did were agnostic about it.  
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2) OpenML’s architecture 
In this section we present the architecture of OpenML. This description is not complete but does 

cover most of the system. It focusses on the parts that are relevant to our implementation as 

discussed in later chapters. As such it provides context for the implementation descriptions in these 

chapters. 

2.1) Overview 
The OpenML platform consists of a PHP/Java backend, a HTML/JavaScript frontend and two mysql 

databases. The part of the backend that is relevant for this thesis is completely written in PHP and 

contains the controllers and models described in the next section. The frontend, seen in this way, is 

part of the views described in the next section. However in our discussion of frontend 

implementation later on, we will consider entire views and not just the HTML/JavaScript part. There 

are two databases in order to keep the privacy sensitive community information and the public 

information, like dataset and flow metadata, separate. A number of libraries are used as well. The 

most important one, Elasticsearch, is discussed in 2.4). 

2.2) Pages: Model-View-Controller 
Like most well-designed web applications, OpenML follows the Model-View-Controller architectural 

pattern. OpenML uses the Code Igniter framework, which is already designed in this MVC fashion. 

Code Igniter provides a PHP toolkit that contains libraries for common tasks and interfaces to access 

these libraries. Every page on OpenML is comprised of any number of models, exactly one view and 

exactly one controller.  

A model is a PHP class with some fields and functions that typically represent some data and 

commonly used interactions with this data. We distinguish three different types of models. The most 

common type is the database-model. Such a model extends a general database-model, which 

handles the database connection and has some basic query functionality. A database-model usually 

specifies a specific table on which it does its queries. For example the model for a task is a database-

model that provides some commonly used queries on the ‘task’ table as PHP functions. The second 

type of model is an API-model. This type of model extends a general API-model, which provides 

functionality for encapsulating PHP variables in XML and JSON as well as providing error handling. 

The API is further explained in section 2.5). The third ‘type’ of model extends nothing and can be any 

bundle of functionality. We will call these regular-models. 

A controller is a PHP class with functions that govern the loading of the page and possible server side 

actions on the page. For example the ‘data’ controller loads the required models, retrieves the login 

information of the current user and has functions for viewing and downloading datasets. 

A view is a set of PHP files which may also contain HTML or JavaScript. Usually the files are pre.php, 

body.php, post.php and javascript.php a long with a separate file per subpage. We will deal with two 

types of views that are used frequently. First ,the view for a specific user or knowledge piece. For 

example user with id 382 can be found at http://www.openml.org/u/382. All pages like this have a 

pre.php file containing code that checks whether the current user is authorized to view or edit the 

requested user page and sets some fields that are used in the edit profile subpage. The user page’s 

body.php file creates the correct html structure common to all subpages of the user page. The 

post.php file handles post requests coming from the user page, for example submitting a new profile 

http://www.openml.org/u/382
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picture. The javascript.php file of the user page contains all JavaScript. Certain parts of the JavaScript 

are only loaded when the user is logged in for example, which is determined by PHP code. The 

subpages of the user page are the true user page, the edit profile page, the edit API settings page, 

the user’s datasets page, the user’s flows page and the user’s run page. Although the last three are 

essentially links to the other ‘type’ of view discussed below, each of the subpages has its own PHP in 

which the correct HTML to present is determined and consequently presented. 

The second type of view is a list of users or knowledge pieces that can be filtered and sorted, also 

known as the ‘search view’. For example http://www.openml.org/d links to a page to search through 

all datasets where, by default, a list of all datasets is shown. It uses roughly the same code structure 

as described for the first type of view, but the content structure is very different. Also there are no 

subpages.  

This section has described the code structure of the pages and how they determine the content 

structure. The actual content itself however is based on data stored in the databases, which are 

described in the next section. 

2.3) Databases 
Here we describe some core concepts of the database that are relevant for the implementation of 

the gamification system. 

There is a private community database and a public database containing metadata of all uploads. In 

the private community database there is a table named ‘users’. This table contains all profile 

information of a user as well as things like their encrypted password and API key. The public key of 

this table is the ‘id’ column. The values of this column are the identifiers for users, so the page 

http://www.openml.org/u/382 (indirectly) retrieves data from the row with ‘id’ equal to 382 from 

the ‘users’ table. 

In the public database there are separate tables for datasets, flows, tasks and runs among others. 

Each of these tables has a public key of one id column as well. So similar to the ‘users’ table in the 

private database, the page http://www.openml.org/d/61 (indirectly) retrieves data from the row 

with ‘id’ equal to 61 from the ‘data’ table. 

It was mentioned that pages indirectly retrieve data from the database. What is meant by this is that 

they pull their data from elasticsearch, explained in the next section. 

2.4) Elasticsearch 
All data from the two databases that is not (very) privacy sensitive is cached on a server, 

es.openml.org, running elasticsearch. This makes it possible to use this data without querying the 

database. In practice this is used when searching for data (as opposed to knowing exactly what to 

retrieve) and also to retrieve singular data objects to use when loading a page. For example, when 

loading the page for dataset 61 (the Iris dataset), the database is not queried for the metadata of 

dataset 61. Instead all metadata is retrieved via elasticsearch on the url: 

es.openml.org/openml/data/61. 

In elasticsearch lingo this is a request on the elasticsearch cluster running on es.openml.org, for index 

openml, type data, document 61. A cluster is simply a (set of) servers that contain all the data. 

Typically an index is a set of documents that share characteristics, in this case they are all for/from 

http://www.openml.org/d
http://www.openml.org/u/382
http://www.openml.org/d/61
es.openml.org
file:///C:/Users/s092766/Dropbox/vakken/Afstuderen/es.openml.org/openml/data/61
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OpenML. A type distinguishes the type of document. Different types have different internal 

structure, called a mapping. A document is a singular piece of data typically presented as a JSON 

object. 

OpenML’s elasticsearch server has the following types: data, run, task, flow, user, measure, study 

and task_type. On OpenML, whenever the databases are changed by insertions, deletions or updates 

the appropriate elasticsearch documents are indexed again as well. Indexing a document means 

retrieving the appropriate data from the databases and storing it as a JSON document according to 

its mapping on the elasticsearch server. To accomplish this for OpenML there is a file called 

ElasticSearch.php where the type mappings and indexing functions reside. An index function does 

the following: 

- Retrieve the to-be indexed document(s) from the database 

- From the result data build a JSON document according to the type-mapping, using additional 

queries where needed 

The ElasticSearch.php file makes use of the models described earlier for some of the work it needs to 

do. 

2.5) API 
OpenML has an API that allows users, authenticated with an API key, to make requests directly on 

the database. This includes the uploading and deleting of knowledge pieces. API requests are done 

with a base url of www.openml.org/api/v1/<outputformat>/<apimodel>/<parameters>. The 

<outputformat> parameter is equal to either XML or JSON. The <apimodel> parameter indicates to 

which part of the API the request needs to go. There is a separate PHP class for every part of the API, 

namely an API-model. Parts of the API include data, task and user. The additional <parameters> 

provided are separated by forward slashes and indicate exactly what the API-model needs to do. For 

example the request www.openml.org/api/v1/xml/data/list/tag/study_4 is to list all datasets that are 

tagged with study_4 and return them in xml format. 

There is a controller for the API that checks the first few segments of the url to determine the 

version, output format and which API-model to forward the request to. In the example above, it 

forwards all segments after ‘data’ to the API-model named data. This model then determines which 

function to execute based on these segments and calls the function with appropriate parameters. 

  

http://www.openml.org/api/v1/%3coutputformat%3e/%3capimodel%3e/%3cparameters
http://www.openml.org/api/v1/xml/data/list/tag/study_4
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3) Practical design considerations 

3.1) Priority 
Because there is limited time for the graduation project, a priority needs to be set for the design 

elements. It makes sense to regard the scoring system in its entirety with the highest priority because 

it is the central part of the design. Second, it has to be noted that any gamification can only be 

effective and evaluated if its associated visualization is finished as well. For example the functionality 

to like a dataset, as discussed in the next section, is useless if there is no like-button to press. 

Similarly, keeping track of activity score without presenting it to the user at the appropriate place(s) 

is not productive from a gamification standpoint. The only exception to this are the leaderboards for 

the three scores, this is a very optional element that is mainly interesting to increase competition. 

Competition remains a touchy subject and ideally users should be able to indicate whether to engage 

in this competition separately from indicating whether to engage in the gamification. Viewed in this 

way the leaderboards become an optional extension of the score system and it makes sense to 

implement it only after the rest is finished.  

As a result of having no integrated comment system, displaying the profile card discussed in Part 

One10.1) with comments becomes impossible. This makes the implementation of this card of lesser 

interest and we put it on the same priority as leaderboards. That leaves us with the badges getting 

the second to lowest priority. This is acceptable because badges are intended to round out the 

gamification system, but are not as integral. 

For any new gamification elements that are added to the design as a result of feedback received, we 

have to evaluate their priority case by case. However, we can say they are unlikely to receive higher 

priority than visualization of otherwise finished elements. 

3.2) Design changes 
To begin this list of design changes, an oversight was made when it comes to the impact score. 

Actually the number of reuses of a knowledge piece should influence impact. The very fact that 

something is reused is enough to say that the knowledge piece is at least in some sense useful, even 

if the reuse is not very good itself. As such we add to the impact metric the number reuses of the 

knowledge piece with a weight greater than the weight of the reach of reuse or the impact of reuse. 

This is because reach and conversely impact can grow far bigger than the number of uploads, so we 

should compensate for that by having reuses count for more. For example if we have the number of 

reuses at weight 1 and the reach of reuses at weight 0.5, a reuse only needs 1 like* or 2 downloads 

for its reach to account for the same amount of impact as 1 reuse. 

Something that, perhaps, was not explicit enough before is that in evaluating reuse for determining 

impact, only reuse that is not by the uploader of the original knowledge piece should be considered. 

This is to prevent users that do not really contribute to the field of Machine Learning but only to 

themselves from achieving a high impact. 

Sadly there are a number of ideas from the theoretical design that have to be scrapped because of 

their impracticality. Most importantly the metrics of the number of views and number of comments 

and knowledge pieces cannot be measured (easily). For views this is because a view can be 

accomplished in a few different ways: a page view, a get via API and an elasticsearch lookup. 

Measuring each separately and integrating them is of course possible, but is likely to take too much 

* We come to likes on the next page 
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time for this project. Not to mention that non-trivial decisions about what exactly constitutes a view 

have to be made. For example, when retrieving a list of datasets through searching on elasticsearch , 

does this really mean viewing every dataset in this list? It is likely the user only views (as in actually 

looks at) a subset of this list, but what subset remains unknown. 

Comments cannot be measured as of yet because the commenting system is implemented through 

an external service (Disqus). If OpenML has a more integrated discussion platform in the future, 

comments can again be included in the gamification.  

This leaves only one type of basic action in the activity score and reach is only dependant on the 

number of downloads. This contrasts too heavily with the idea that there should be multiple ways to 

increase your scores. For this reason we introduce a new metric; the number of likes. A user can like 

any knowledge piece and this increases their activity as well as the knowledge piece’s reach. We see 

a like as more meaningful than a download. Downloading occurs naturally if a user thinks a 

knowledge piece might be interesting, whereas liking a knowledge piece is by choice. This means a 

like better reflects a user’s actual appreciation of a knowledge piece than a download. Because we 

see a like as more meaningful than a download we  reward a like with more score (both activity and 

reach) than a download. A knowledge piece can only be liked once per user and likes can be taken 

back, which then decreases the scores by the same amount they were once increased when the like 

was given. This is to avoid cheating by doing a disingenuous like and then taking it back. 

Now that we have finalized the metrics we need to determine the weights of their components for 

the implementation. Keeping the restrictions mentioned in Part One9.1) in mind we offer a very basic 

weighting as follows: 

- 𝐴𝑐𝑡𝑖𝑣𝑖𝑡𝑦 𝑜𝑓 𝑠𝑐𝑖𝑒𝑛𝑡𝑖𝑠𝑡: 3 ∗ 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑢𝑝𝑙𝑜𝑎𝑑𝑠 𝑑𝑜𝑛𝑒 +  2 ∗ 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑙𝑖𝑘𝑒𝑠 𝑑𝑜𝑛𝑒 +

𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑑𝑜𝑤𝑛𝑙𝑜𝑎𝑑𝑠 𝑑𝑜𝑛𝑒 

- 𝑅𝑒𝑎𝑐ℎ 𝑜𝑓 𝑎 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒 𝑝𝑖𝑒𝑐𝑒: 2 ∗ 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑙𝑖𝑘𝑒𝑠 𝑟𝑒𝑐𝑒𝑖𝑣𝑒𝑑 +

𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑑𝑜𝑤𝑛𝑙𝑜𝑎𝑑𝑠 𝑟𝑒𝑐𝑒𝑖𝑣𝑒𝑑 

- 𝐼𝑚𝑝𝑎𝑐𝑡 𝑜𝑓 𝑎 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒 𝑝𝑖𝑒𝑐𝑒: 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑟𝑒𝑢𝑠𝑒𝑠 +  0.5 ∗ ∑ 𝑟𝑒𝑎𝑐ℎ 𝑜𝑓 𝑟𝑒𝑢𝑠𝑒𝑠  +  0.5 ∗

∑ 𝑖𝑚𝑝𝑎𝑐𝑡 𝑜𝑓 𝑟𝑒𝑢𝑠𝑒𝑠  

Also see the new example in the next section. Whether this weighting is good is evaluated by asking 

OpenML’s users what they think after they have used the gamification. Also, in practice we will round 

impact numbers to integers for a cleaner visualization. Considering how large the scores will quickly 

grow (impact>1000 will not be rarity) more precision that integers is superfluous in terms of 

feedback to the user. 

The visualizations on the user profile also have to be changed, at least for now. The stacked bar 

charts and doughnut charts will not make a lot of sense if the three scores are not balanced. That is 

to say if 100 activity roughly deserves the same amount of praise as 100 reach or 100 impact. As long 

as this is not the case, the different bars will be of widely different heights and the smaller ones will 

be unreadable and/or the larger ones will take up a lot of screen space. This score balance might be 

achievable in the future by tuning the weights of the metrics that comprise scores. For now however, 

it is clearer to display the scores in a simple table format and presenting the increase in score over 

time in a different manner, separate per score.  The heat maps for reach and impact are also 

replaced by line charts where the line will indicate the evolution of the score over the last year. This 

is because for these scores it is more about the growth over time than the exact statistic of each day. 

Reach and impact grow (mostly) because of the actions of other users. This is hard to influence for 

https://disqus.com/
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the user whose reach and impact we are talking about. Therefore it is not of added value to this user 

that his reach increased by 5 on one day and by 10 the next, because they likely cannot link those 

numbers to any of their own actions. It is interesting for them to know that their reach increased 

linearly last month, but not at all this month. They can most likely link this to their overall behaviour 

over the course of the last two months. As such line charts will be more helpful than heat maps for 

reach and impact. This argument does not hold for activity, because that score is directly related to 

the users’ own actions, so the activity progress is still shown as a heat map. However to keep 

consistency we do make the heat map for the last year (instead of the last month) as well. These new 

visualization will be discussed in more details in subsection 0. 

Finally, two small design changes. The background colour of badges can better be kept universal and 

well saturated, this is because the OpenML website is already very colourful and we do not want to 

overload the user’s visual sense. In addition, because the OpenML website already uses green, red 

and blue we need to reconsider the colours for the three scores and we will do so in section 5.1). 

3.3) New score example 
Consider three users, A, B, C with their uploads and actions defined as follows: 

User A: 
 - Dataset D1: 
  - 1 like 
  - 2 downloads 
 - Task T1: 
  - 2 downloads 
  - on D1 
 - Flow F1: 
  - 1 like 
  - 1 download 
 - Run R1: 
  - 2 likes 
  - on F1,T2 

User B: 
 - Dataset D2: 
  - 1 download 
  - 1 like 
 - Like on D1 

- Like on R1 
- Like on R3 
- Like on T2 
- Download of D1 

 - Download of T1 
- Download of F1 
- Download of R2 
- Download of R3 

User C: 
 - Run R2: 
  - 1 download 
  - on F1, T1 
 - Run R3: 
  - 1 download 
  - 1 like 
  - on F1, T2 

- Task T2: 
- 1 like 
- on D2 

 - Like on F1 
- Like on R1 
- Download of D1 
- Download of T1 

 
Activity:  
 - 𝑎𝐴: 3 ∗ 4 = 12 
 - 𝑎𝐵: 3 ∗ 1 + 4 ∗ 2 + 5 ∗ 1 = 16 
 - 𝑎𝐶 : 3 ∗ 3 + 2 ∗ 2 + 2 ∗ 1 = 15 
Reach:  
 - 𝑟𝐷1: 2 ∗ 1 + 1 ∗ 2 = 4 
 - 𝑟𝑇1: 1 ∗ 2 = 2 
 - 𝑟𝐹1: 2 ∗ 1 + 1 ∗ 1 = 3 
 - 𝑟𝑅1: 2 ∗ 2 = 4 
 - 𝑟𝐴: 4 + 2 + 3 + 4 = 13 
 - 𝑟𝐷2: 2 ∗ 1 + 1 ∗ 1 = 3 
 - 𝑟𝐵: 3 
 - 𝑟𝑅2: 1 ∗ 1 = 1 
 - 𝑟𝑅3: 2 ∗ 1 + 1 ∗ 1 = 3 
 - 𝑟𝑇2: 2 ∗ 1 = 2 
 - 𝑟𝐶: 1 + 3 + 2 =  6 



31 
 

Impact:  
 - 𝑖𝑇1: 1 + 0.5 ∗ 𝑟𝑅2 = 1,5  
 - 𝑖𝑇2: 1 + 0.5 ∗ 𝑟𝑅1 = 3 (R3’s does not count because R3 is by the same user as T2) 
 - 𝑖𝐷1: 0 (T1’s does not count because T1 is by the same user as D1) 
 - 𝑖𝐷2: 1 + 0.5 ∗ 𝑟𝑇2 + 0.5 ∗ 𝑖𝑇2)  =  4.5  
 - 𝑖𝐹1: 1 + 0.5 ∗ 𝑟𝑅2  + 0.5 ∗ 𝑟𝑅3  =  3 (again R1 does not count) 
 - 𝑖𝐴: 𝑖𝑇1 + 𝑖𝐷1 + 𝑖𝐹1 = 4,5 
 - 𝑖𝐵: 𝑖𝐷2 = 4,5 
 - 𝑖𝐶 : 𝑖𝑇2 = 3 
 

3.4) Design principles 
There are a number of principles we take into consideration for the implementation strategy. 

- Where possible, ensure privacy of the user. The elasticsearch server and the public database 

are available publicly and the API is available to any registered user. So we try to avoid users 

getting access to private information on these access methods. 

- The implementation should be maintainable. This is partly ensured by the existence of this 

document, but can be further guaranteed by code comments and a logical (as in common 

sense, not mathematical logic) code structure. 

- The implementation should be easily extensible. There will be unrealized concepts and 

obvious extensions to the gamification system. Where possible we should not hinder the 

ease of implementation of these extensions in the current implementation. 

- In the frontend we should retrieve data from elasticsearch instead of the database were 

possible. Because this is a faster method. 
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4) Implementation strategy: Backend 
The backend of the gamification is completely written in PHP code and concerns the introduction of 

database tables, implementation of database-models interacting with them, implementation of API-

models that use the database-models to create API functionality and integration of the new concepts 

in elasticsearch. 

This chapter still leaves some of the PHP code undiscussed, but we will explain it in chapter 6) as part 

of the frontend. We do this because that part of the PHP code is directly responsible for determining 

how the frontend looks and behaves. 

4.1) General 
In general, for implementing new functionality in the backend we split the code logic across several 

PHP classes. This means that a change in the API (model) does not enforce a change in the database 

(model) or vice versa. In addition, if we want to make use of the database tables in the code 

somewhere other than the API, we need not include the entire API-model. This is our method of 

keeping maintainability and extensibility high. 

The API-models are responsible for checking access rights, returning the requested data in the 

correct output format or returning an error if something went wrong, and sending the right variables 

to the right function of the right database-model. For returning data in the correct output format and 

returning errors they make use of the general Api_model class, from which all API-models inherit 

functionality. 

The database-models are intended as interfaces to database tables, where usually every model is 

associated with exactly one database table. The general database-model from which all database-

models inherit functionality already provides functions to list all contents of a table, insert a row 

based on a PHP array and deleting a row by id. 

 

4.2) Likes and downloads 
In order to implement the three scores; activity, reach and impact the notions of downloads and likes 

need to be implemented first. Of course downloading a knowledge piece was already possible, but 

keeping track of who and when was not. For this purpose we introduce two new API-models.  

Like and download API’s 

The like API and download API are very similar in design. They provide the following functionality: 

A. Do like/download on knowledge piece x, with type t. This is always by the user that makes 

the request. Done via a HTTP POST request. 

B. Undo like/download on knowledge piece x, with type t. Again, of the user that makes the 

request. Done via a HTTP DELETE request. 

C. Get likes/downloads on knowledge piece x, with type t. Done via a HTTP GET request. 

D. Get likes/downloads by user y. Done via a HTTP GET request. 

E. Check whether user y has liked/downloaded knowledge piece x, with type t. Done via a HTTP 

GET request. 
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In these requests knowledge pieces are identified by id and type, where id is the knowledge piece’s 

database id and type is either ‘d’ for data sets, ’f’ for flows, ‘t’ for tasks or ‘r’ for runs. 

For request A it is checked whether the user that sent the request is also the uploader of the 

knowledge piece in question. If this is the case, the like/download is not registered and the API 

returns an error.  

For the get requests on likes we just need to return who liked what, but for the get requests on 

downloads we are also interested in how often the users have downloaded a knowledge piece. The 

get and check requests are all HTTP GET requests so require different urls to make sure the request is 

handled by the correct function. However because C, D and E have a unique number of parameters 

we can use that number to determine the appropriate handler function. 

- <BASE_URL>/api/likes/<knowledge_type>/<knowledge_id> maps to C. 

- <BASE_URL>/api/likes/<user_id> maps to D. 

- <BASE_URL>/api/likes<user_id>/<knowledge_type>/<knowledge_id> maps to E. 

The files created for these models are called Api_likes.php and Api_downloads.php. 

Database-models 

To facilitate the storage of who liked/downloaded what, two database tables are introduced. One for 

likes, called likes and one for downloads called downloads.  

 

 

 

 

 

 

 

 

 

 

Both tables also benefit from having a model in PHP because we know exactly what queries we are 

going to need time and time again and we need the default delete and insert functionality. The 

database-models are implemented in the files like.php and download.php. The API-models described 

above, use these database-models.  

There is a PHP function for each query, where $var_1…$var_n are parameters for these functions. 

The added queries for likes are: 

Column name mysql specification 

Lid 
int(16)  
Auto Increment 

knowledge_type 
varchar(1)  
Primary Key 

knowledge_id 
int(10)  
Primary Key 

user_id 
mediumint(8)  
Primary Key 

Time timestamp 

Column name mysql specification 

Lid 
int(16)  
Auto Increment 

knowledge_type 
varchar(1)  
Primary Key 

knowledge_id 
int(10)  
Primary Key 

user_id 
mediumint(8)  
Primary Key 

Count smallint(6) 

Time timestamp Table 2: Likes 

Table 3: Downloads 
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1. 𝑺𝑬𝑳𝑬𝑪𝑻 ∗  𝑭𝑹𝑶𝑴 𝑙𝑖𝑘𝑒𝑠 𝑾𝑯𝑬𝑹𝑬 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒_𝑡𝑦𝑝𝑒 = $𝑣𝑎𝑟_1 𝑨𝑵𝑫 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒_𝑖𝑑 =

$𝑣𝑎𝑟_2 𝑨𝑵𝑫 𝑢𝑠𝑒𝑟_𝑖𝑑 = $𝑣𝑎𝑟_3; 

2. 𝑺𝑬𝑳𝑬𝑪𝑻 ∗  𝑭𝑹𝑶𝑴 𝑙𝑖𝑘𝑒𝑠 𝑾𝑯𝑬𝑹𝑬 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒_𝑡𝑦𝑝𝑒 = $𝑣𝑎𝑟_1 𝑨𝑵𝑫 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒_𝑖𝑑 =

$𝑣𝑎𝑟_2; 

3. 𝑺𝑬𝑳𝑬𝑪𝑻 ∗  𝑭𝑹𝑶𝑴 𝑙𝑖𝑘𝑒𝑠 𝑾𝑯𝑬𝑹𝑬 𝑢𝑠𝑒𝑟_𝑖𝑑 = $𝑣𝑎𝑟_1; 

4. 𝑺𝑬𝑳𝑬𝑪𝑻 ∗  𝑭𝑹𝑶𝑴 𝑙𝑖𝑘𝑒𝑠 𝑾𝑯𝑬𝑹𝑬 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒_𝑡𝑦𝑝𝑒 = $𝑣𝑎𝑟_1; 

The queries for downloads are the same, except they “SELECT * FROM downloads”. Query 1 is used 

both for API call B, to retrieve the id of the like/download such that it can be deleted, and for API call 

E. 

Queries 2 and 3 are used for API calls C and D respectively. Query 4 is used by elasticsearch only.  

API call A is slightly more complicated. In the case of likes, the associated function in the like-model 

does the following: 

- Create an array with key value pairs, where the keys are the names of the columns for 

user_id, knowledge_type and knowledge_id and the values are the values to insert for these 

columns. 

- Call the inherited insert function with this array as a parameter.  

In the case of downloads, the associated function in the download-model does the following: 

- Call function 1 and check if it has any results. 

- If it does have results, UPDATE  that row in the database by incrementing the value for 

count. 

- If it does not have results, do the same thing as the like function but also include the column 

count with value 1. 

 

Elasticsearch 

As discussed earlier, the elasticsearch server should contain a reflection of the databases. To this end 

ElasticSearch.php is modified in the following ways. 

New type mappings for ‘like’ and ‘download’ are introduced. In addition, fields for the number of 

likes and the number of downloads received are added to the existing  type mappings of ‘data’, 

‘flow’, ‘task’ and ‘run’. For downloads a distinction is made between the number of different users 

that downloaded the knowledge piece and the total number of downloads that have been done. 

A few more fields are added to the ‘user’ type as well. Not only does a user have a number of likes 

and downloads received (on the various knowledge pieces they uploaded), but also a number of likes 

and downloads done. Again, for downloads, a distinction is made between the number of different 

user, knowledge piece combinations and the total number of downloads. Finally we store these user 

statistics for each knowledge piece type. So besides a total number of likes/downloads done and a 

total number of likes/downloads received by a user, there is a field for the number of 

likes/downloads received on datasets and the number of likes/downloads done on datasets. The 

same is true for flows, tasks and runs. 

Two new functions are introduced to index documents in the new type mappings. They are called 

index_like and index_download. 
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In addition the following functions are changed to accommodate the changes in existing type 

mappings: index_data, index_flow, index_task, index_run and index_user. 

The indexing functions to achieve the storage of these new statistics make use of the like-model and 

the download-model.  

Any change in the databases should be reflected in the elasticsearch server as well. In this case that 

means on any do or delete requests in the like/download API-models the knowledge piece and the 

user are re-indexed. We also index the like/download itself upon do requests and remove the 

indexed document by id upon delete requests. 

4.3) Scores and score progression 
Now that the number of likes and downloads are known for each knowledge piece and user, 

computing activity, reach and impact is simple. It remains to be determined when the scores are 

computed and how to store them and we will do so now.  

It is sufficient to store the scores only in elasticsearch because they can be computed so easily. So for 

loading a page the score values are readily available but if they are needed beyond that, which is 

currently not the case, they should be computed from the number of likes and downloads (and 

uploads for activity). This means we introduce no new database-models. However some new 

functionality from the like-model, download-model, data-model, flow-model, task-model and run-

model is needed. To compute score progress over a certain time period it needs to be possible to 

retrieve only the likes, downloads, data sets, flows, tasks and runs from that time period. As such, we 

have added extra, optional, parameters to the functions in these models that specify a from 

timestamp and a to timestamp. If these parameters are set the queries in the models filter on 

whichever column has a timestamp of the row’s origin. 

Elasticsearch 

In elasticsearch,  the ‘user’ type mapping is extended with activity, reach and impact scores and they 

are computed when a user is indexed. Also, we store the reach and impact information per 

knowledge piece type, similar to what is done with downloads and likes. For the scores of a user it 

also holds that they are only stored if the user in question has set their gamification visibility to 

‘show’. 

Similarly, the ‘data’, ‘flow’, ‘task’ and ‘run’ type mappings are extended with the reach and impact 

score. With the exception that runs have no impact, as discussed in the design. They are also 

computed when a knowledge piece is indexed. This is always done, even if the knowledge piece’s 

uploader has set their gamification visibility to ‘hidden’. 

 

Gamification API 

To show the progress a user has made over time on a score, it is not sufficient to have just the 

current score stored somewhere. The time at which a like, download or upload is done is stored in 

the database and elasticsearch. This means it is possible to compute the increase in activity, reach or 

impact for any time period. This is required for the graphs on the user profile, discussed in more 

detail in section 6.2). 
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To this end another API-model is introduced in the Api_gamification.php file. The functionality of this 

API-model is: 

- Get the activity progress per day from date x to date y 

- Get the total activity progress from date x to date y 

The results of these calls is not just the activity score, but also includes the build-up of the score; the 

number of uploads, the number of likes and number of downloads. Similar functionality for reach 

and impact is of course present as well. 

This API-model uses the database-models for likes and downloads as well as the database-models for 

datasets, flows, tasks and runs to run queries. 

4.4) Badges 
Our last addition to the backend in this first implementation round is a system for badges. At the 

core is a similar design to the scores, likes and downloads. That is: an API-model using a database-

model and some extensions to the elasticsearch mappings. 

In this case things are slightly more complicated because we need to determine where to store what 

each badge entails. That is its name, description(s), image(s) and award logic. In addition, because 

badges are so different, there is no real generic method to determine what rank of a badge a user 

has achieved. Preferably the databases remain ‘uncorrupted’ with completely static and self-

determined information, like badge details. So for now all these intricacies are handled in the API-

model, called badges. 

Badge API 

The API-model badges, to be found in Api_badges.php has the following functionality: 

- list the information of all badges for user y, including acquired rank and the image url 

- get the information of badge x for user y, including acquired rank and the image url 

- evaluate what rank user y has for badge x 

Evaluate requests are used to award badge ranks to users when they possibly have achieved them. 

The evaluate query for the badge Clockwork Scientist (p. 18), for example, should ideally be run at a 

set time every day. To keep things simple, considering badges are our lowest priority, we leave doing 

evaluate queries to the frontend. Get requests are used to display the correct badge with the correct 

rank and correct description on, for example, user profiles. 

Three badges were implemented: Clockwork Scientist, Team player and Good News Everyone (p. 

18). Since so few of them were implemented, we decided to not have them award score as this 

would make them feel more mandatory than intended. 

The intricacies mentioned before mean that, besides the functions described above the badge API-

model has a list of badge details. This list is an array of objects of type Badge. A Badge object has the 

following fields: 

- id: integer 

- name: string 

- descriptions: array<string> 
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- image_uris: array<string> 

The API-model fills this list of badge details when it is constructed. The list is subsequently used to 

retrieve the appropriate name, description and image uri based on a badge id and a user’s acquired 

rank of this badge. 

Storage 

Now the only information to be stored that remains is which user has acquired which rank of each 

badge. To simplify how this is stored a rank of 0 means not (yet) having acquired the lowest rank of 

the badge; rank 1 for every badge. So for every user we need to store a list of acquired ranks for each 

badge. Now if we store this list in elasticsearch we can query the elasticsearch server directly for the 

acquired ranks of all badges as opposed to having to check for existing badge ids that are not in the 

list to infer non-acquired badges. The same goes for the database. 

 

 

 

 

 

 

 

 

 

The badge database-model, implemented in badge.php, provides functions for the following queries: 

- 𝑺𝑬𝑳𝑬𝑪𝑻 ∗  𝑭𝑹𝑶𝑴 𝑎𝑤𝑎𝑟𝑑𝑒𝑑_𝑏𝑎𝑑𝑔𝑒𝑠 𝑾𝑯𝑬𝑹𝑬 𝑢𝑠𝑒𝑟_𝑖𝑑 =  $𝑣𝑎𝑟_1; 

- 𝑺𝑬𝑳𝑬𝑪𝑻 𝑟𝑎𝑛𝑘 𝑭𝑹𝑶𝑴 𝑎𝑤𝑎𝑟𝑑𝑒𝑑_𝑏𝑎𝑑𝑔𝑒𝑠 𝑾𝑯𝑬𝑹𝑬 𝑢𝑠𝑒𝑟_𝑖𝑑 =  $𝑣𝑎𝑟_1 𝑨𝑵𝑫 𝑏𝑎𝑑𝑔𝑒_𝑖𝑑 =

 $𝑣𝑎𝑟_2; 

It also provides a function to award a badge. This function takes the user id badge id and the rank to 

award as parameters. If the user id, badge id combo already exists in the database the rank to award 

is checked against the rank in the database. If the rank to award is higher, the row is updated and 

otherwise nothing happens. If the user id, badge id combo does not exist in the database it is added. 

In ElasticSearch.php we add a type mapping for badges along with an index function: index_badge. 

Also the type mapping for users is extended with the list of badges and their ranks as mentioned 

before. Consequently the index_user function is also changed. 

 

  

Column name mysql specification 

aid 
int(16)  
Auto Increment 

badge_id 
int(16)  
Primary Key 

user_id 
int(16)  
Primary Key 

rank smallint(6) 

awarded_on timestamp 

Table 4: awarded_badges 
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5) Visualization revised  
In this chapter the use of colors and icons in the frontend is discussed and we present the final design 

for the badges. 

5.1) Color 
OpenML already had a quite colorful website. Most importantly dataset pages have a green motif, 

flow pages have a blue motif, tasks an orange motif and runs a red motif. These colors are all 

relatively unsaturated. See Figure 1 for the exact colors. The background is often light grey and 

sometimes white and text is either dark grey or black. The complete color palette of OpenML is the 

google material color palette found at https://www.google.com/design/spec/style/color.html#color-

color-palette.  

 

Figure 1: Colors already prominently present on OpenML 

So if we want to use color in the gamification system while keeping it distinct from other color usage 

and keeping text readable, we have a very limited color spectrum to work with. Basically the options 

are variants of yellow and violet or saturated variants of green, blue, orange or red. After 

experimenting with saturated versions of green, blue and red, we came to the conclusion that the 

saturated colors were either too close to their original or too saturated (causing contrast with the 

background to be too low). We also experimented with yellow but it did not sand out against a white 

background at all. So the idea to have a separate color for each score has to be abandoned. 

One of the darker shades of purple from the google material palette worked surprisingly well. It 

makes the gamification stand out, but not too much. However as a background color, with text on 

top it contrast is too low. So we user a  lighter shade, with black text, in those situations. The exact 

colors can be found in Figure 2. 

https://www.google.com/design/spec/style/color.html#color-color-palette
https://www.google.com/design/spec/style/color.html#color-color-palette


39 
 

 

Figure 2 Gamification colors 

5.2) Icons 
We decided to use icons for a number of concepts, wherever possible. The reasons to do this are 

twofold. First, it increases understandability of these concepts. For the scores in particular the icons 

function as a visual aid for a rough understanding of what they mean. Also for users whose native 

language is not English, they can serve as far better descriptors than text. Second, the icons reduce 

the need for text in some cases. If an icon has become almost synonymous with the concept for a 

user, meaning can be conveyed in a much more compact way. This means the amount of text, or 

symbols in general, on the screen can be reduced, which improves readability of the page.  

For icons the most suitable in a practical sense are those from Font Awesome, because they were 

already being used on the website and thus would not unnecessarily increase the loading time for 

pages. This also guarantees that they are stylistically consistent with the other icons on OpenML. 

Therefore when looking for an icon to represent a particular thing, we first looked through those 

from Font Awesome. The most important existing icons on OpenML with their concept are given in 

Table 5. The new icons along with their concept and source are given in Table 6. 

Concept Icon 

Data set  
Flow  
Task  
Run  
Download 

 
Table 5 

Concept Icons Source 

Like   fa-heart, fa-heart-o 
Upload  fa-cloud-upload 

Reuse  fa-refresh 

Activity  fa-heartbeat 
Reach  fa-rss 

Impact 
 

fa-bolt 
Table 6 

https://fortawesome.github.io/Font-Awesome/icons/
http://fortawesome.github.io/Font-Awesome/icon/heart
http://fortawesome.github.io/Font-Awesome/icon/heart-o
http://fortawesome.github.io/Font-Awesome/icon/cloud-upload/
http://fortawesome.github.io/Font-Awesome/icon/refresh/
http://fortawesome.github.io/Font-Awesome/icon/heartbeat/
http://fortawesome.github.io/Font-Awesome/icon/rss/
http://fortawesome.github.io/Font-Awesome/icon/bolt/
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The most intuitive icon is probably the reuse icon, it really requires no explanation. The upload icons 

is also pretty intuitive, you upload something (to the cloud). Like as a heart is also pretty self-

explanatory, however it is good to explain why we did not go with the commonly used ‘thumbs-up’ 

and the reasoning is as follows. Liking a knowledge piece should mean significantly more than 

downloading a knowledge piece, otherwise the distinction in the scores makes no sense and more 

importantly having like functionality at all makes no sense. A thumbs-up does not convey a strong 

enough emotion for this, the user might as well be saying ‘Yeah, I’m okay with this being uploaded’. 

A heart is more along the lines of ‘Awesome, I’m happy this has been uploaded’. As such a heart is 

more suitable to convey the meaning of a like. Like has two icons because it is an easy way to 

distinguish a knowledge piece that can be liked and a knowledge piece that already is liked. 

Activity has a heartbeat icon because ‘heartbeats’ are commonly associated with showing the 

‘aliveness’ or activity of a certain thing. On a more abstract level it conveys the notion that active 

users are the heart of OpenML. Reach can be represented by waves going out of a point because 

waves are associated with how information is transferred, or how it reaches someone. The impact 

icon, like its color should feel impactful. It should be an icon of something that conveys strength. A 

lightning bolt for example, it is a powerful image. 

In chapter 6) the screenshots will show where exactly the icons are used. 

5.3) Badges 
The design of badges should not be too intricate, because that makes them stick out too much. Too 

much detail would also make it impossible to shrink the badges and still have them be identifiable at 

a glance. To this end we make the badge design simple, consisting only of three elements; the 

background, the laurel and the icon. We also limit ourselves in the amount of different colors we use. 

The background is always the same, a circular plaque of a single neutral color. To keep in spirit of 

academic achievement, the color is reminiscent of papyrus. The laurel was plucked from google 

image search, filtered on vector graphics, free commercial use and of course the keyword ‘laurel’. For 

the first rank of badges the laurel is always green. It becomes like silver and then like gold for higher 

ranks. The icon is different per badge, but maintains the same color scheme across ranks. The icon is 

allowed to have a few different colors but not too vibrant to avoid the intricacy and extraneous detail 

mentioned above. The icon should provide a clear and, if possible, obvious association with the 

achievement.  

Three badges have been designed namely: 

 

 Badge 2 Team Player Badge 1 Clockwork Scientist Badge 3 Good News Everyone 
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The Clockwork Scientist badge has an icon of a clock, a clear representation of amount of time 

invested which is what the badge represents. The Team Player badge has an icon of shaking hands, a 

clear representation of cooperation which is what the badge represents. The Good News Everyone 

badge is perhaps less obvious, but the reasoning is as follows. Achieving a high reach, in a way, is 

similar to grabbing the attention of a lot of people. This could also be achieved by ringing (a large) 

bell in public. So whatever the user has done to achieve a high reach, it is reminiscent of ringing a bell 

in a crowded place. 

The icons for these badges came from www.pixabay.com, filtering for free commercial use and 

vector graphics.  

Clock: https://pixabay.com/nl/icon-wekker-klok-tijd-word-wakker-157349/  

Handshake: https://pixabay.com/nl/de-hand-handen-handshake-contract-1311786/  

Bell: https://pixabay.com/nl/bell-kerst-bronzen-koper-jingle-295520/  

The colors of these icons were changed for various reasons. The clock was originally black, but purple 

is more approriate for a badge that is linked with the scores (activity) so intrinsically. The shaking 

hands were made blue because one of OpenML’s core ideas is collaboration and OpenML’s primary 

color is blue. The bell had a gradient from yellow to purple to yellow, which was too detailed and did 

not make sense. As such we changed it to a homogeneous bronze/brass color, because it is 

approriate for a bell. 

The lowest rank of badges, that is unachieved ones, have the same design as rank 1 badges except 

that all colors were removed, leaving only shades of grey. For higher ranks of the badges, the laurels 

are either silver (rank 2) or gold (rank 3). If more ranks are needed in the future we suggest putting 

bronze in between green and silver. 

  

http://www.pixabay.com/
https://pixabay.com/nl/icon-wekker-klok-tijd-word-wakker-157349/
https://pixabay.com/nl/de-hand-handen-handshake-contract-1311786/
https://pixabay.com/nl/bell-kerst-bronzen-koper-jingle-295520/
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6) Implementation strategy: Frontend 
The frontend is a mix of JavaScript code and HTML elements that together make sure every page that 

is loaded displays the correct information. However, in our discussion of the frontend we also discuss 

the PHP code that is directly responsible for determining which elements and data appear on the 

pages. 

The HTML elements range from text to tables and icons to add visual elements to the functionality of 

the backend.  

The PHP code consists mainly of conditional statements to display HTML elements and/or load 

JavaScript, these conditions are the values of certain elasticsearch data. For example if it is stored in 

elasticsearch that the current user does not want to see gamification, the HTML elements that are 

purely gamification are not created. 

JavaScript is used to handle user interactions with the page as well as changing HTML elements when 

appropriate. It takes care of tasks like querying the like API (described below) when a like button is 

pressed and changing the HTML on the page based on the result. 

This chapter describes the changes to the structure and content of the pages involved in the 

gamification.  

6.1) Knowledge piece pages 
By knowledge piece pages we mean pages of specific knowledge pieces, like 

http://www.openml.org/d/61. There are three interconnected new parts on the knowledge piece 

pages, all relatively subtle. They are intentionally subtle, because we do not want to disrupt what 

users are used to. 

Figure 3 Top of the page for dataset 61, before the changes were made 

The least subtle of this is the new like button, to the left already existing download button. Strictly 

speaking they actually are not buttons, but rather icons with some JavaScript ‘onclick’ logic behind 

them. We also treat the links to JSON/XML/code versions of a knowledge piece, to the right of the 

download button, as download buttons. We do this because requesting a code friendly format of the 

knowledge piece is very likely to lead to a download via the url in this code format, but we cannot 

directly track such a download.  

http://www.openml.org/d/61
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This ‘onclick’ behaviour did not exist for these buttons. This JavaScript is another new part of the 

knowledge piece pages and described third in this section. The exact like icon, along with its mouse-

over text, depends on whether the current user has liked the knowledge piece before or not. This is 

determined by searching elasticsearch for a like with the active user’s id on the knowledge piece in 

question. The like button is hidden if the active user is the uploader of the knowledge piece. In this 

case the download button also has no JavaScript ‘onclick’ logic. 

The second new part is the extra statistics displayed at the top of the page. Before the gamification 

was implemented, things like the uploader of the knowledge piece, the time at which it was 

uploaded and the usage license were displayed at top of the page. Added to this are the number of 

users that downloaded the knowledge piece, the total number of downloads, the number of likes, 

reach and (if applicable) impact. These statistics are retrieved from elasticsearch on pageload and 

updated by the JavaScript when the active user downloads or (un)likes the knowledge piece. The 

reach and impact statistics are hidden if the active user has set the gamification visibility to hidden in 

their profile settings. Both these first parts are implemented in the files of subpages namely: 

data.php, implementation.php, task.php and run.php.

 
Figure 4 The new top of the page for dataset 61 with gamification visibility set to show
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Figure 5 The new top of the page for dataset 61 with gamification visibility set to hidden. 

The third part is the additional JavaScript logic for both the icons and involves sending an API request 

to the like/download API when clicked. This is achieved using AJAX. For downloading, API requests 

from the download button always succeed, so before waiting on the API’s response we can already 

increase the number of downloads displayed on the page by 1. However we do have to wait for the 

response to know if this was a new user downloading the knowledge piece, or if they have done it 

before. So we only increase the ‘downloaded by x people’ statistic on the page after the response. 

For liking, the API request to be made depends on whether the user has liked the knowledge piece 

before. If they have not a post (do) request is sent, otherwise a delete (undo) request is sent. Like-

API requests coming from the like button should always succeed as well, but because likes can only 

happen once per user-knowledge-piece combination, there is a failsafe just in case. When the like 

button is pressed, the ‘number of likes’ statistic on the page is updated immediately by increasing or 

decreasing by 1. However if the API request fails, the update is reversed. The additional JavaScript 

logic is only loaded if the active user is not the uploader of the knowledge piece, to prevent 

erroneous API requests. Al this is implemented in the javascript.php files for each knowledge piece 

page. 
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6.2) User page 
The user page changes are intentionally far more noticeable and somewhat more substantial than 

the changes to the knowledge pieces. This is because the user profile is supposed to become a true 

‘avatar’ of the user.  

Figure 6 The top of the user page before the changes 

Figure 7 The top of the user page when gamification visibility is set to hidden. 

To start we have the ‘profile card’ at the top of the user page. We have added a brief overview of the 

three scores and how many times their uploads have been reused formatted like a table. This 

information is retrieved from elasticsearch on pageload. If the active user or the viewed user (whose 

profile is on the page) has set their gamification visibility to hidden in their profile settings, the scores 

are not shown.  

Below the profile card the old HTML elements, showing how many data sets, flows and runs a user 

has uploaded and how much the data sets and flows were used in runs, are removed. Instead we 

have added a table where the rows are the different knowledge piece types: datasets, flows, runs 

and tasks. The columns, from left to right are: the number of uploads done, the number of 

downloads received, the number of likes received and the number of runs they were used in. This 

information is retrieved from the elasticsearch server on pageload. If the active and viewed user have 

not set their gamification visibility to hidden, these columns are labelled by activity, reach and impact 

as well. All elements discussed so far are implemented in the user.php file; a subpage of the user 

page. 
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Figure 8 The top of the user page when gamification visibility is set to show. 

Below the table are three page wide graphs for activity, reach and impact showing their progress 

over time. The activity graph is a heatmap of the last year, where each cell corresponds to a day and 

is filled according to the activity of the user on that day. The graph has four tabs; all activity, number 

of uploads, number of likes done, number of downloads done. If the active user changes tab, the 

corresponding statistic’s progress is shown in the graph. So if the number of uploads tab is selected, 

each cell of the heatmap is filled according to the number of uploads done by the user on that day. 

The labels of the graphs’ tabs contain two numbers, the score for the last month or year and the total 

score. The total score is available in elasticsearch and therefore retrieved from there. The score for 

the last month has to be computed by the API though, as discussed later. Both numbers are 

formatted to have at most 3 digits with an added suffix of ‘K’ for thousand or ‘M’ for millions if 

needed. 

The reach and impact graphs are line charts of the last year. The height of the line shows how high 

the user’s reach or impact was that day. The reach graph has three tabs; all reach, number of likes 

received and number of downloads received. The impact graph has four tabs; all impact, the number 

of reuses, the reach of reuse and the impact of reuse. So if the reach of reuse tab is selected, the line 

in the impact chart corresponds to the reach of reuse over time. The tabs of all three graphs are 

implemented in user.php as well, while the graphs themselves are constructed in the user page’s 
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javascript.php with help of the library Highcharts. The graphs are only shown if neither the active 

user nor the viewed user have set their gamification visibility to hidden.  

 

Figure 9 The middle of the user page when gamification visibility is set to show. The impact graph is not shown here, but 

is similar to the reach graph. 

The data in these graphs is retrieved via AJAX calls to the gamification API when the page is done 

loading. This is done in JavaScript and the data is then stored as JavaScript variables as well. Such that 

no new API calls have to be done when switching between tabs. The JavaScript also takes care of the 

number to display in the tab labels for the score over the last year. For every score one get request is 

done for the progress of that score over the last year. This is implemented in the user page’s 

javascript.php file. 

At the bottom of the page we have added the badges. For every badge there is a large image of the 

badge itself, its name right below the image and below that; the description of the current and next 

rank for the viewed user. What exactly to display is determined by the result of an API call done on 

pageload in JavaScript. This is an AJAX request to the list call of the badges API. Clicking on the badge 

allows the active user to re-evaluate what rank the viewed user has acquired for that badge. This is 

done with an AJAX request to the check call of the badges API. This is implemented in the same 

javascript.php file as the other changes.

http://www.highcharts.com/
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Figure 10 The bottom of the user page when gamification visibility is set to show. Unachieved badges are displayed in 

grey only on a user’s own profile, unachieved badges of others are invisible. 

7) Evaluation: developers 
Before the changes presented above were put on the live website, they were presented to and 

discussed with the developers of OpenML and developers of tools surrounding OpenML like 

interfaces to the API for different programming languages and plugins for programs commonly used 

in machine learning. This was done at a workshop, open to everyone who wants to contribute to the 

development of OpenML. The design and implementation was presented by giving a presentation 

and after hearing some immediate response from the room, feedback was gathered by talking with 

some developers one-on-one. In this chapter we discuss the feedback that came from these talks. 

In general the score system was received positively but the developers reacted to badges in different 

ways. The majority felt neither very negative nor very positive to it, but some thought the badges 

were ‘too much’. Sadly, a more detailed explanation was not gathered from these talks, but maybe 

the final evaluation can shed more light on this. For now, we feel justified in putting the further 

development of badges on hold and focus instead on the new ideas and changes that stem from 

these talks as discussed below.  

One remark that was quite profound was “why haven’t you just copied the gamification from 

StackOverflow?”. The short answer is: because OpenML is not StackOverflow. StackOverflow is a 

website intended to ask and answer questions about programming. OpenML is a website intended to 

share and reuse datasets and algorithms in Machine Learning. So the subject and therefore the 

community is vastly different. The interactions are not the same either, should we compare 

uploading a dataset to asking a question or to answering one? 

So where did this remark come from, if the websites are so vastly different? An argument can be 

made for the fact that StackOverflow is so well known people have begun to think of its gamification 

as intuitive and the way to do it. However what turned out to be the main point of the developers 

with this remark is that the system of StackOverflow helps to establish trust among users and helps 

to filter the good from the bad questions and answers. 

The gamification system for OpenML has this intention implicitly in the form of striving toward 

altmetrics. The reach and impact of a user are indications of their trustworthiness and the reach and 

impact are indications of a knowledge piece’s goodness. Even more so, having two separate metrics 
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improves the ability to filter knowledge pieces. The user decides whether they want to see 

knowledge pieces with a high reach, i.e. deemed interesting. Or the user decides whether they want 

to see knowledge pieces with a high impact, i.e. deemed useful. Or even those that have not yet 

been discovered as interesting or useful. 

From an implementation standpoint however, filtering is not yet possible with the changes discussed 

in the previous chapters. This is addressed in section 8.1) and subsection 9.2.1. 

Another idea from the developers was to let scores, in particular activity, decay. Activity would 

decrease over time if the user is not active. This would serve as an extra motivation to remain active. 

The idea is intriguing but ultimately flawed. From an individual perspective the promise of decay is 

more likely to demotivate users because they do not want to lose their progress if for whatever 

reason they cannot contribute for a period of time. From a competitive standpoint (competing for 

academic status) users who remain active already have an advantage over those that take a break, so 

decay is not necessarily. One could argue that an activity score of, for example, 1000 is not very 

representative of a user who was last active 2 years ago. However it is already possible to view the 

user’s activity progress over the last year anyway, so people looking for users that are currently very 

active can do so. 

The concept of downvotes was something we dismissed earlier in the design process, but was 

brought up again by developers during the feedback talks. The dismissal had the following reasoning. 

Downvotes as counter to likes serve no purpose, if a user does not like a knowledge piece they 

simply do not press the like button (or do a like API call). So they should not serve the role of 

‘dislikes’, but one could still argue they can and should be used to indicate a knowledge piece that is 

somehow broken. This way these broken knowledge pieces would be detected by the community 

such that they can be removed by the administrators. Our stance to this argument has been that 

reporting broken knowledge pieces to OpenML’s administrators is outside the scope of this project, 

but is probably good functionality to have. 

The developer feedback gave rise to a different point though. Downvotes should be used to indicate 

there is something wrong with the knowledge piece, even though it is not completely unusable. For 

example the description is missing, or one of the attribute columns is completely empty. In these 

scenarios it is feasible to have knowledge pieces with a decent number of likes and some downvotes 

as well. After all users might be familiar with the knowledge piece and not need the description, or 

their algorithm might not be bothered by an empty column. Downvotes then serve to notify the 

uploader and other users of issues that are only potentially harmful and can be fixed by the uploader. 

The design and respectively implementation of the downvotes is discussed in section 8.2) and 

subsections 9.1.1 and 9.2.2. 

Finally, a more implementation centric tip was given as feedback as well. It boils down to a design 

principle we forgot initially: keep database queries to a minimum. It is preferable to have one 

complicated query with a potentially large result set than multiple simple queries with small result 

sets. This reduction in number of queries is very much achievable and will have the most impact for 

the elasticsearch indexing and the gamification API. The design and implementation are discussed in 

section 8.3) and subsection 9.1.2. 
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8) Design from feedback 
The new design resulting from the feedback discussed in chapter 7) comes down to two new 

concepts to round out the gamification system and a new design principle.  

8.1) Extra search criteria 
As discussed in chapter 7) a very useful extension to the current system is the ability to search for 

knowledge pieces and users with high or low scores by using the built in filters. OpenML already had 

a search page to filter knowledge pieces or users on a number of criteria. For example datasets could 

be filtered by ‘best match’, ‘most runs’ or ‘fewest missing values’. We would like to add the 

gamification concepts to these criteria. This includes not only activity, reach and impact but also 

likes, downloads and downvotes (as presented in section 8.2). Of course filtering for activity for 

knowledge pieces and filtering for impact on runs should not be possible as knowledge pieces have 

no activity and runs have no impact. 

Implementing these search criteria for users as well (as opposed to just for knowledge pieces) means 

we have effectively introduced a form of leaderboards. There are few differences with leaderboards 

as discussed in Part One. The differences are: 

- All users, with gamification visibility set to show, are listed instead of the top 100. This means 

there is still no unwanted ‘shaming’ for users with low score, because they choose to take 

part in the gamification. 

- The active user can not choose the period for which the filtered score is determined. The 

period is always ‘all time’. The ability to choose a different period can always be added later. 

8.2) Downvotes 
The ability to downvote a knowledge piece introduces a few potential issues. It makes sense for the 

uploader of a knowledge piece to be able to see who downvoted their upload and what they 

consider wrong with it. However a certain sense of anonymity for downvoters should also be 

maintained. A downvoter should not be scared of leaving a downvote because they fear judgement 

for expressing a negative opinion. These two points are at odds with each other, but a compromise is 

possible. If a user wants to indicate something is wrong with an upload, they can add a new issue to 

the knowledge piece. This is not anonymous. However if a user simply wants to agree with a 

previously indicated issue, they can do so anonymously.  

This compromise effectively results in two new metrics for knowledge pieces: the number of issues 

and the number of downvotes. Where the number of downvotes is the number of issues plus the 

number of agreements. 

To keep downvotes limited a user can only downvote a knowledge piece once, just like they can only 

like it once. Although this means a single user can not notify an uploader of two separate issues with 

a knowledge piece, it is fairer than allowing any amount of downvotes per user.  

8.3) Reducing number of database queries 
Reducing the number of database queries can be achieved in two major ways. First, instead of 

querying the database separately for each type of knowledge piece and separately for likes and 

downloads the database can be queries only once. This does mean homogenizing the result structure 

of these queries for knowledge pieces and for likes and downloads as well. However, the knowledge 
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pieces are usually similar where it matters for the queries under consideration so there should not be 

a problem there. This also the case for likes and downloads. The exact homogenization will be 

described in subsection 9.1.2.  

Second, the gamification API implementation can be changed. Previously we queried the database 

once for every day in the period of time over which to return progress of a certain score. However, 

we only need one query for the entire period. As long as the results are labeled with their timestamp, 

we can determine the total score per day in PHP. How this is achieved is described in subsection 

9.1.2. 
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9) Implementation strategy: new elements 
In this chapter the implementation of the new elements that arose from the developer feedback are 

discussed. As before the discussion is split between backend and frontend. Downvotes have both a 

frontend and a backend part while reducing the number of database queries is limited to the 

backend and extra search elements is purely a frontend concern. 

9.1) Backend 

9.1.1 Downvotes 

For downvotes we follow a similar design philosophy as with likes and downloads. We introduce a 

database table coupled with a model in PHP. The model is then used by elasticsearch and an API-

model. However because the API-model for likes and downvotes would be very similar and they can 

be seen as two sides of the same coin, downvotes are integrated into the likes API-model, now called 

votes. The file for this API-model is now called Api_votes.php. 

But first the database tables for downvotes have to be discussed: 

 

 

 

 

 

 

 

 

 

 

 

As discussed in the design, downvotes have two forms: issue and agreement. The “reason 

description” of the downvote is a description of the issue. The ‘original’ column in the downvotes 

table indicates whether the user that gave this downvote first raised the issue (original=1) or simply 

agreed with an existing issue (original=0). The reason descriptions are in a separate table simply 

because it is a waste of space to repeat the description in many rows, even more so if the maximum 

length of 256 characters is ever deemed too short and increased. Issues and agreements are in the 

same table, downvotes, because we want to enforce that every user can have only one downvote 

per knowledge piece. This becomes harder if we split it across two tables. For the same reason issues 

and agreements are modeled as downvotes in PHP as well, even though the actual code logic 

distinguishes between issues and agreements. 

Column name 

mysql specification 

lid 
int(16) 
Auto Increment 

knowledge_type 
varchar(1) 
Primary Key 

knowledge_id 
int(10)  
Primary Key 

user_id 
mediumint(8)  
Primary Key 

reason int(16) 

original tinyint(4) 

time Timestamp 

Column name mysql specification 

reason_id int(16) 
Auto Increment 
Primary Key 

Description varchar(256) 

Table 7: downvote_reasons 

Table 8 downvotes 
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The downvote database-model, implemented in downvote.php, provides similar functions to the like 

and download models but they work slightly differently. In particular every function of a SELECT 

query has an extra Boolean parameter, original, that indicates whether the function should retrieve 

issues with the number of agreements or just the agreements. The central query to the model is: 

𝑺𝑬𝑳𝑬𝑪𝑻 ∗  𝑭𝑹𝑶𝑴 𝑑𝑜𝑤𝑛𝑣𝑜𝑡𝑒𝑠 𝑾𝑯𝑬𝑹𝑬 𝑢𝑠𝑒𝑟_𝑖𝑑 = $𝑣𝑎𝑟_1 𝑨𝑵𝑫 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒_𝑡𝑦𝑝𝑒

= $𝑣𝑎𝑟_2 𝑨𝑵𝑫 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒_𝑖𝑑 = $𝑣𝑎𝑟_3 𝑨𝑵𝑫 𝑟𝑒𝑎𝑠𝑜𝑛 = $𝑣𝑎𝑟_4 𝑨𝑵𝑫 𝑜𝑟𝑖𝑔𝑖𝑛𝑎𝑙

= 0; 

All functions in the downvote model make use of it to search for agreements where $var_1 to $var_4 

are the same as the issue for which to search the agreements. The other functions, whose main 

queries are listed below, search for issues (original=1) and then use the query above to count the 

number of agreements for each issue. 

1. 𝑺𝑬𝑳𝑬𝑪𝑻 ∗  𝑭𝑹𝑶𝑴 𝑑𝑜𝑤𝑛𝑣𝑜𝑡𝑒𝑠 𝑾𝑯𝑬𝑹𝑬 𝑢𝑠𝑒𝑟_𝑖𝑑 =  $𝑣𝑎𝑟_1 𝑨𝑵𝑫 𝑜𝑟𝑖𝑔𝑖𝑛𝑎𝑙 = 1; 

2. 𝑺𝑬𝑳𝑬𝑪𝑻 ∗  𝑭𝑹𝑶𝑴 𝑑𝑜𝑤𝑛𝑣𝑜𝑡𝑒𝑠 𝑾𝑯𝑬𝑹𝑬 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒_𝑡𝑦𝑝𝑒 =

$𝑣𝑎𝑟_1 𝑨𝑵𝑫 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒_𝑖𝑑 = $𝑣𝑎𝑟_2 𝑨𝑵𝑫 𝑜𝑟𝑖𝑔𝑖𝑛𝑎𝑙 = 1; 

3. 𝑺𝑬𝑳𝑬𝑪𝑻 ∗  𝑭𝑹𝑶𝑴 𝑑𝑜𝑤𝑛𝑣𝑜𝑡𝑒𝑠 𝑾𝑯𝑬𝑹𝑬 𝑢𝑠𝑒𝑟_𝑖𝑑 =  $𝑣𝑎𝑟_1 𝑨𝑵𝑫 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒_𝑡𝑦𝑝𝑒 =

$𝑣𝑎𝑟_2 𝑨𝑵𝑫 𝑘𝑛𝑜𝑤𝑙𝑒𝑑𝑔𝑒_𝑖𝑑 = $𝑣𝑎𝑟_3 𝑨𝑵𝑫 𝑜𝑟𝑖𝑔𝑖𝑛𝑎𝑙 = 1; 

Aside from these the downvote-model has two insert functions. One where the parameters are user 

id, knowledge type, knowledge id and a reason id. And one where the parameters are user id, 

knowledge type, knowledge id and a reason description. The first function adds a downvote with the 

specified id and original=0. The second function adds a new reason to the downvote_reasons table if 

no reason with a description equal to the specified one existed. Either way the id of the downvote 

with the specified reason description is retrieved and a downvote is added with the id of that reason 

and original=1. 

The API-model for likes is renamed votes and downvotes are integrated into it. The downvote 

requests are: 

A. Do downvote with reason r on knowledge piece x, with type t. This is always by the user that 

makes the request. Done via a HTTP POST request. 

B. Delete downvote on knowledge piece x, with type t. Again, of the user that makes the 

request. Done via a HTTP DELETE request. 

C. Get downvote on knowledge piece x, with type t. Done via a HTTP GET request. 

D. Get downvote by user y. Done via a HTTP GET request. 

E. Check whether user y has downvoted knowledge piece x, with type t. Done via a HTTP GET 

request. 

It should be noted that get requests are actually about issues, so downvotes with original=1. It uses 

query 1 to do this. This is done with the principle of privacy in mind. In the design we argued agreeing 

with an existing issue should be anonymous, so who agreed to what issue should not be readily 

available from the API. 

For do requests, a reason needs to be specified. If this reason is just a number it is assumed to be an 

id of an existing reason and the downvote is added as an agreement (original=0) with that reason id. 

The insert function of the downvote-model that takes a reason id as parameter is used for this. If the 
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specified reason is not a number it is assumed to be a new issue. This issue is added via the insert 

function of the downvote model that takes a reason description as parameter.  

It should be noted that entries in the downvote_reasons table are always kept, including when a 

delete request is done for the (only) issue with that reason. 

We now need to make a distinction between likes and downvotes by their url so first we remap the 

like urls. Where previously the url for checking whether a like exists was: 

<BASE_URL>/api/likes/<user_id>/<knowledge_type>/<knowledge_id>,  

now it is: 

<BASE_URL>/api/votes/up/<user_id>/<knowledge_type>/<knowledge_id>. 

And similar for the other like API requests. Checking whether a downvote exists is now accessible 

through the url that ends with /api/votes/down/<user_id>/<knowledge_type>/<knowledge_id>. And 

similar for the other downvote requests. 

The final piece of the backend for downvotes is in elasticsearch. As with likes and downloads we add 

a new type mapping and a new index function for downvotes, index_downvote. Again, this indexing 

function is intended only for issues with the number of agreements, not all downvotes. In addition 

we change the type mappings of knowledge pieces by including a number of issues and number of 

downvotes and include downvote and issue counting in the index_data, index_flow, index_task, 

index_run and index_user functions. To do all this elasticsearch makes use of the downvote-model. 

Like before these changes were made in the ElasticSearch.php file. From the votes API the index 

functions for downvotes and the index function for the appropriate knowledge piece type is called 

whenever a do or delete request for a downvote is successful. 

9.1.2 Reducing number of database queries 

Knowledgepiece-model 

As mentioned in the design one of the ways to significantly reduce the number of database queries is 

to no longer do separate queries for the different knowledge piece types but do one query instead. 

And similarly, to no longer do separate queries for likes and downloads but do one query instead. For 

these combined queries we introduce a new model. The knowledgepiece-model. This is a database-

model, but it is not coupled to a specific table so some of the inherited functionality might not work. 

The inherited functionality that matters for this new model is just the database connection, which 

still works. In the knowledgepiece-model functions for the queries described below reside. We give 

descriptions instead of actual queries because they are volatile to changes in the database and the 

actual queries are long and thereby not easy to understand without a description anyway. 

1. List all uploads of a user. This query puts the ids of all data sets, flows, tasks and runs 

uploaded by a certain user into one list. Besides the id column it also has a type column that 

is set to ‘d’ for data sets, ‘f’ for flows, ‘t’ for tasks or ‘r’ for runs. 

2. Get number of uploads of a user. This is a similar query to the first one, but groups the 

uploads of the same type together. This way instead of four lists appended together, four 

sizes of these lists are the results. The result columns are a type column like in query one and 

a count column with the number of uploads of that type. 

3. Get number of likes and downloads on uploads of a user. This query determines all uploads 

of a user just like the first query, but then searches for the associated likes and downloads 
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and JOINs the results together. These likes and downloads are then grouped by type (like or 

download), column 1, and knowledge type, column 2, (on what type of knowledge piece was 

the like/download done), so the result is up to eight counts: the likes of all different 

knowledge piece types and the downloads of all different knowledge piece types. The counts 

are the third column in the result. 

4. Get number of likes and downloads on a specific upload. This query is the same as the third 

query but for one specific upload instead of all uploads of a user. This query has the same 

columns in the result as query 3. 

5. Get number of likes and downloads by a user. This query grabs all likes and downloads by a 

user, groups them by type (like or download), column 1, and knowledge type (on what type 

of knowledge piece was the like/download done), column 2, and returns the result. The 

numbers are in column 3. 

6. Get number of reuses of uploads of a user. This query retrieves all tasks that use datasets 

uploaded by the specified user and all runs that use flows uploaded by the specified user and 

all runs that use tasks uploaded by the specified user. These reuses are filtered not to be 

uploaded by the same user as the specified one. These results are grouped by the type of 

knowledge pieces reused (data sets, flows or tasks), resulting in three counts. The columns of 

the result are the type column and the count column. 

7. Get number of likes and downloads on reuses of uploads of a user. The same list or reuses is 

retrieved as with query 6. Instead of grouping those results, the associated likes and 

downloads are grabbed as well and joined together. The result is then grouped by the like or 

download type, column 1, and the type of reused knowledge, column 2. The number of 

likes/downloads is in column 3. 

8. Get number of likes and downloads on reuses of a specific upload. Similar to query 7, but for 

one specific upload instead of all uploads of a user. The result columns are the same as in 

query 7 as well. 

9. Get uploaders of reuses of uploads of a user. Retrieves the uploader ids of the tasks and runs 

reusing the specified user’s data sets, flows and tasks. The uploader ids are filtered not to be 

the same as the specified user. There is only one column in the result, namely the ids. 

All of these queries except the first one can  also be executed with the additional constraint that the 

uploads or likes and downloads should have happened in a certain period of time for example 1-1-

2014 to 1-1-2015. In this case the results are also grouped by their day and an extra column that lists 

the days is then present in the result. This results in counts, of uploads or reuses or likes and 

downloads, per day. This time constraint in used in the new gamification model described below. 

Queries 2, 3, 5, 6 and 7 without the time constraint are used by elasticsearch to index users with the 

appropriate number of uploads, likes and downloads etc. Queries 4 and 8 without the time 

constraint are used by elasticsearch to index knowledge pieces with the appropriate number of likes 

and downloads and correct reach and impact. Queries 1 and 9 without the time constraint are used 

by the badge API for the “good news everyone” and “team player” badge respectively.  

Gamification-model 

The other way to reduce the number of database queries is to change the gamification API and 

badges API to no longer do separate queries for every day in a period of time. For example previously 

the gamification API would use six database-model functions (by extension six queries) for every day 
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in the last year to determine a user’s progress on the activity score over the last year. It would first 

get all data sets, flows, tasks and runs uploaded by the user on a certain day separately, then get all 

likes done by a user on that day and then get all downloads done by a user on that day. We have 

already reduced this number to two queries per day with the knowledgepiece-model’s functions 2 

and 5 as shown previously. However we do not even need to do separate queries per day anymore if 

we extract the individual days from the results of queries done via the knowledgepiece-model with 

the extra time constraint. The gamification model does this and wraps the results in nice activity, 

reach or impact objects as described below. 

The gamification model has two sets of three functions. First the array functions: 

- Get activity array. This function uses functions 2 and 5 from the knowledgepiece-model with 

the time constraint to retrieve all uploads, likes and downloads done within the time period 

and by the user specified through the function parameters. The array has a size equal to the 

number of days in the time period, for example 365 for 1-1-2014 to 1-1-2015. Every element 

in the array is a simple object with four integer fields: activity, uploads, likes and downloads. 

After creating the array the function loops through the query results and increases the score 

and metrics of the appropriate array elements. 

- Get reach array. Similar to the previous function. It uses function 3 from the knowledgepiece-

model instead and its array elements have three fields: reach, likes and downloads. 

- Get impact array. Similar to the previous functions. It uses functions 6 and 7 from the 

knowledgepiece-model instead and its array elements have four fields: impact, reuse, reuse 

reach and recursive impact. 

The other three functions use the same knowledgepiece-model functions but do not fill an array. 

Instead they return just one element containing the entire progress for the specified period of time. 

The gamification-model is used by the gamification API in a very straightforward manner. An API 

request for the activity score progress of the last year for a user simply calls the activity array 

function described above and puts the result in whatever output format is requested. More 

interestingly, it is also used by the badges API. In particular the activity array function, with a time 

period of the user’s registration date until today, is used to determine whether a user has achieved (a 

new rank of) the “clockwork scientist” badge. Also the check to determine whether a user has 

achieved (a new rank of) the “good news everyone” badge makes use of the non-array reach 

function with a time period from the knowledge-piece-in-question’s upload date to today. 

9.2) Frontend 

9.2.1 Extra search elements 

The search page is comprised of three main files, as well as 9 subpages. Since we only need to change 

1 subpage; results.php, only this page is described. In results.php the HTML elements for the results 

of an elasticsearch query are formatted and filled with the appropriate statistics from the query 

response. In addition the statistics on which the user can sort are determined and put in a HTML 

drop-down menu.  

For every result type, i.e. data, flow, task, run and more, the statistics to display and allow sorting on 

are determined separately. That is, there is a separate piece of code to fill the sort drop-down menu 
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for data and a separate one for runs etc. For the results of type data, flow, task and run the following 

extra statistics are displayed: Number of likes, number of unique downloads and reach. And for the 

results of type data, flow and task impact is displayed as well. Likewise for the results of type data, 

flow, task and run, the following sorting methods are added: 

- Most likes, sort on the number of likes statistic from elasticsearch and order the results in 

descending order. 

- Fewest likes, sort on the number of likes statistic from elasticsearch and order the results in 

ascending order. 

- Most downloads, sort on the number of (unique) downloads statistics from elasticsearch and 

order the results in descending order. 

- Fewest downloads, sort on the number of (unique) downloads statistics from elasticsearch 

and order the results in ascending order. 

- Highest reach, sort on the reach statistic from elasticsearch and order the results in 

descending order. 

- Lowest reach, sort on the reach statistic from elasticsearch and order the results in ascending 

order. 

Also for the results of type data, flow and task the following sorting methods are added: 

- Highest impact, sort on the impact statistic from elasticsearch and order the results in 

descending order. 

- Lowest impact, sort on the impact statistic from elasticsearch and order the results in 

ascending order. 

Figure 11 Data sets sorted by highest reach 

  



58 
 

For results of type user we add the number of uploads, the activity, reach and impact to the things to 

display for each user. We allow sorting on these statistics as well. In addition sorting was added for 

number of likes given, number of downloads done, number of likes received and number of 

downloads received. All sorting can be done in ascending and descending order. The gamification 

scores of users who have set their gamification setting to hidden will not be displayed, and if the 

results are sorted on a score those users will appear at the bottom of the list in no particular order. 

 

Figure 12 Users sorted by highest activity 

9.2.2 Downvotes 

Downvotes, to some extent, are similar to downloads and likes when it comes to implementation in 

the frontend. First of all, both are implemented on the knowledge piece pages. Second, downvotes 

need a button to add/remove a downvote and should be displayed as a statistic alongside likes and 

downloads. However there is an extra requirement for downvotes, namely that the individual issues 

with their reasons should be viewable.  

The statistics, like with likes and downloads, are displayed at the top of the page. From elasticsearch 

we have access to the number of issues and the total number of downvotes.  For issues we use an 

orange warning icon and for downvotes we use a colorless (grey) thumbs-down icon, both from font 

awesome. The display of these statistics is implemented in the data.php, implementation.php, 

task.php and run.php files. 

Concept Icons Source 

Downvote  fa-thumbs-down 

Issue  fa-warning 
Table 9 Downvote icons 

http://fortawesome.github.io/Font-Awesome/icon/thumbs-down/
http://fontawesome.io/icon/exclamation-triangle/
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Figure 13 The top of the page of data set 61, with the added downvote statistics. 
 

To see the actual issues the user can click on the text that displays the number of issues or the icon 

next to it. This opens up a panel beneath the statistics, but otherwise at the top of the page. In this 

panel a table is displayed where a row represents an issue. The first column lists the reasons of these 

issues, the second row lists the number of people that agree per issue and the third column lists the 

users by whom the issues where submitted by linking to their profile. The fourth column can be in a 

number of states. If the active user has no downvote for the knowledge piece, every row has a 

button in the form of an empty thumbs-down icon in the fourth position. The user can press these 

buttons to agree with the issue. If the active user does have a downvote on the knowledge piece, 

only the row with the corresponding issue has a button in the form of a filled thumbs-down icon in 

the fourth position. This button can be pressed to remove the downvote. If there is no active user, 

the fourth column is empty. The behavior for the buttons is handled in JavaScript. The data of the 

actual issues is retrieved from the elasticsearch server on page load, this is done in the pre.php file of 

each knowledge piece type. It should be noted that a thumbs-down icon is perhaps not the most 

logical icon and a thumbs-up icon suits better for ‘agreeing’ with something. To keep the clear 

association with downvotes we went with a thumbs-down icon. 
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Figure 14 The top of the page of data set 61, with the unfolded issue table. 

Below the table there is a text field with a submit button to submit a new issue. In the text field a 

user can type the reason for his downvote. In other words the description of the issue. The submit 

button clears the text field and tries to add the downvote. This is done in JavaScript. The text field 

and button are only present if the active user has not done a downvote on the viewed knowledge 

piece. If there is no active user, there is no text field or button. The display of the table itself is 

implemented in the data.php, implementation.php, task.php and run.php files. 
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Figure 15 The top of the page of data set 61, with the unfolded issue table and a text field and submit button. 

Pressing the submit button does up to two API calls. First, a do request is sent to the votes API for a 

downvote with the content of the text field as reason. If this request is successful it returns the new 

downvote’s information. After that the new list of downvotes is retrieved via a get request to the 

votes API. During this request the contents of the table of downvotes on the page are replaced by a 

spinning dial with the text “refreshing downvotes”. Once the response arrives, the contents of the 

table are replaced again by the list of downvotes with a filled thumbs-down icon in the fourth column 

for the issue the user has just raised. Also, the text field and submit button are removed. If the first 

API call is not successful, no second API call happens. 

Pressing an empty thumbs-down icon will do mostly the same, but instead of sending text as the 

reason for the downvote, the issue’s reason id is sent instead. Pressing a filled thumbs-down icon 

leads to up two API calls as well. First a delete request is sent to the votes API for the downvote 

described by the row on which the button was pressed. If this request is successful, the new list of 

downvotes is retrieved via a get request to the votes API. As before a spinning dial appears to replace 

the downvote-table’s contents. Once the response arrives, the contents of the table are replaced 

again by the list of downvotes with empty thumbs-down icons next to all issues. Also, text field and 

submit button are added. If the first API call is not successful, nothing happens. This onclick logic for 

both the sumbit button and thumbs-down icons is implemented in the knowledge piece type’s 

javascript.php files. 
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10) Final evaluation 
The final evaluation sets out to answer two questions: 

1. What do the users of OpenML think of the gamification? This question should also be 

evaluated for each part of the gamification, like the individual scores and the concept of 

counting downloads. 

2. Has the gamification improved user retention and contribution? 

10.1) Setup 
Before we can answer these questions we have to introduce the gamification to the users of 

OpenML. For this purpose an announcement was made on the front page of www.openml.org and 

an email was sent to registered users. Both the announcement and the email contained a link to a 

guidance page for the gamification: http://www.openml.org/guide#!gamification.  

For the first question we advertised another survey on the front page of www.openml.org. The 

questions in this survey can be found in the appendix. The survey opens up with two context 

questions; what the user’s background is with respect to machine learning and how long they have 

been active on OpenML. These questions are followed by two questions on how positive or negative 

users view gamification for OpenML. One for gamification as a concept and one for gamification in its 

current form. The answers to these questions can be given on a scale from 1 (very negative) to 7 

(very positive). The survey then asks a series of questions on how (de)motivated users feel, in 

different respects, by the various parts of the gamification. The parts are: the activity score, the reach 

score, the impact score, the badges and the downvotes. The user’s answers can be given on a scale 

from 1 (very demotivating) to 7 (very motivating). All scales are purposefully aligned the same way 

for every question. This is because they might only read the scale once and assume it is the same for 

all other questions. For every score there is also an open question where the user can propose 

adding or removing parts of the different scores (i.e. remove downloads from activity or add views to 

reach). Similarly there is a question where users can suggest badges to add or remove. For the scores 

in general, it is also asked whether the user considers them alt-metrics. The survey concludes with a 

question on whether or not the user will opt-out of the gamification and whether this would 

counteract any demotivation they have experienced. 

To answer the second question we look at the Google Analytics of www.openml.org and the 

databases. In Google Analytics we take a look at the number sessions per day, how long these 

sessions last on average and how many page views happen on a whole and for specific pages. These 

statistics are available for all users as well as only for bounced sessions. That is how many times 

someone left the OpenML after the first page they visited and without interaction. For the exact 

definition of a user in Google Analytics see: 

https://support.google.com/analytics/answer/2992042?hl=en. In addition we can see the number 

new visitors vs the number of returning visitors. More sessions per day, longer sessions, more page 

views and more returning visitors are all indicative of increased user retention and therefore might 

mean the gamification is successful. In the database we can see how many uploads are done in total 

and by previously registered users. If these statistics increase user participation has increased and 

could indicate the success of the gamification. 

All these metrics were intended to be gathered for the 10 days before the gamification launched and 

the 10 days after the gamification launched, such that these two time periods can be compared. 

http://www.openml.org/
http://www.openml.org/guide#!gamification
http://www.openml.org/
http://www.openml.org/
https://support.google.com/analytics/answer/2992042?hl=en
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However the actual announcement of the gamification arrived too close to the end of this project to 

be able to evaluate the 10 days after the gamification launched.  

10.2) Survey results 
Even though roughly 1100 people were notified of the gamification launch and the accompanying 

survey only 16 responses to the survey were received. This is a disappointingly low response rate, but 

we will analyze the responses nonetheless. 

First we take a look at the background of the responders by analyzing the answers to the first two 

survey questions. The response summaries are illustrated in Figure 16 and Figure 17. From these 

results we conclude that the majority of the responders are actual scientists and have done more 

than just explore the site. 

 

Figure 16: Summary of responses to the multiple-choice question "What type of background describes you best?" 

 

Figure 17: Summary of responses to the multiple-choice question "How new are you to OpenML?" 
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Second we look at how the gamification was received, positively or negatively. Recall that in the 

questions analyzed here the scores range from 1, meaning ‘very negative’, to 7, meaning ‘very 

positive’. The summaries of the responses are presented in Figure 18 to Figure 24. We note that the 

gamification as a whole and the individual parts have been largely perceived as positive. There is 

some negativity towards the activity score (least), downvotes and badges (most). In addition the 

gamification as a whole in its current form (Figure 18) is almost as positive a thing for the responders 

as it can be (Figure 19). 

 

Figure 18: Summary of responses to the scalar question "Is the gamification on OpenML in its current form a positive 
thing for you?" 

 

Figure 19: Summary of responses to the scalar question "Can gamification on OpenML, aside from its current form, be a 
positive thing for you? 
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Figure 20: Summary of responses to the scalar question "Is the concept of the activity score in its current form a positive 
thing for you?" 

 

Figure 21: Summary of responses to the scalar question "Is the concept of the reach score in its current form a positive 
thing for you?" 
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Figure 22: Summary of responses to the scalar question "Is the concept of the impact score in its current form a positive 
thing for you?" 

 

Figure 23: Summary of responses to the scalar question "Is the concept of badges in its current form a positive thing for 
you?" 
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Figure 24: Summary of responses to the scalar question "Is the concept of downvotes in its current form a positive thing 
for you?" 

Third, we take a look at how motivating the gamification as a whole was to the responders and how 

motivating the gamification parts were in different respects. . Recall that in the questions analyzed 

here the scores range from 1, meaning ‘very demotivating’, to 7, meaning ‘very motivating’. The 

summary of the responses to the associated questions are found in Figure 25 to Figure 31. We note 

that for all questions a significant portion of the responders did not experience any motivation or 

demotivation. The gamification as a whole does motivate most of the responders to contribute more 

knowledge pieces and to make their knowledge pieces meet a higher standard. The scores motivate 

the responders in the appropriate respect as well, but there is less consensus on downvotes and 

badges. Aside from the afore mentioned agnosticism of a significant portion of the responders a clear 

split can be seen for both downvotes and badges. The responders either experience them as very 

motivating, or demotivating. This demotivation is moderate for downvotes and severe for badges. 

 

Figure 25: Summary of responses to the scalar question "Does the gamification as a whole motivate you to contribute 
more knowledge pieces on OpenML?" 
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Figure 26: Summary of responses to the scalar question "Does the gamification as a whole motivate you to make your 
knowledge pieces meet a higher standard?" 

 

Figure 27: Summary of responses to the scalar question "Does the activity score motivate you to be more active on 
OpenML?" 
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Figure 28: Summary of responses to the scalar question "Does the reach score motivate you to contribute more 
knowledge pieces?" 

 

Figure 29: Summary of responses to the scalar question "Does the impact score motivate you to make your contributed 
knowledge pieces meet a higher standard?" 
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Figure 30: Summary of responses to the scalar question "Do downvotes motivate you to make your contributed 
knowledge pieces meet a higher standard?" 

 

Figure 31: Summary of responses to the scalar question "Do the badges motivate you to accomplish their respective 
tasks?" 
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Fourth, we take a look at the two open questions at the end of the survey. We took some liberty in 

grouping the results in Table 10 and Table 11. For the detailed results see the result link in Part 

Three3). We note that a significant portion of responders find it hard to judge whether they consider 

the scores as altmetrics and a significant portion considers them as altmetrics. Those that actually do 

not consider them as altmetrics, do so because they think OpenML and these scores have not existed 

long enough or are not refined enough yet. We also note that a vast majority of the responders will 

not opt-out of the gamification. 

Results of “Do you consider the gamification scores altmetrics? If not please indicate why.” 

Yes 6 

They are/OpenML is not mature enough yet 3 

No opinion 6 

No (no explanation) 1 
Table 10: Grouping of responses to the open question "Do you consider gamification scores altmetrics? If not please 
indicate why." 

Results of “Have you, or will you, opt-out of the gamification? If so please indicate why and 
whether opting-out is enough to counteract any demotivation you have felt.” 

No 13 

Unclear 3 
Table 11: Grouping of responses to the open question "Have you, or will you, opt-out of the gamification? If so please 
indicate why and whether opting-out is enough to counteract any demotivation you have felt." 

Finally, we take a look at the more interesting remarks responders left to all open questions, most 

notably those asking whether the responders would add or remove any elements from the 

gamification scores or badges. For all answers see the result link in Part Three 3). 

One responder remarked that when it came to the scores they would not aggregate anything; that is 

remove the scores but keep the individual metrics. We think this point of view is flawed in the sense 

that a forest of non-aggregated metrics can never be insightful to outsiders. Therefore not 

aggregating metrics would be giving up on the idea of altmetrics. Furthermore, not aggregating 

metrics would also reduce social recognition to some extent because it is no longer clear how, for 

example, a user that has received 1000 downloads on his knowledge pieces compares to a user that 

has received 1000 likes on his knowledge pieces. 

Suggested additional metrics for the activity score are ‘the number of novel models experimented 

with’ and ‘some kind of sharing’. These are nice ideas but a bit too abstract to work with. It is not 

clear what exactly they mean with ‘novel models’. If they mean ‘new flows’ than those experiments 

are essentially uploaded runs which are already part of the activity score. ‘Some kind of sharing’ is 

definitely something to include in the activity score if some kind of sharing mechanic every becomes 

part of OpenML. 

Suggested additional metrics for both the reach score and the impact score are ‘publications, blog 

posts etc. citing knowledge pieces’. All of these would require external services to be scanned, 

scraped, monitored or integrated with OpenML. This would require a lot of engineering effort and 

would make the scores far less easy to understand because a user cannot be expected to keep up 

with external services. For this reason we dismiss these ideas, even though conceptually they make 

sense to include in the impact score and perhaps even the reach score. 
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The final thing of note from the answers to the open questions is that two users suggested removing 

or changing the ‘Clockwork Scientist’ badge. In both cases the reason was because being active every 

day is asking too much. It seems very reasonable to change at least the lower ranks of the badge to a 

softer version, like being active 4 days in the week for a period of time. 

10.3)  Conclusions 
We have to be very careful in our conclusions about the survey results because only so few people 

responded. However, from an engineering perspective we should use the results of this survey to 

help drive further design because we do not have much else to go on. For this reason we do state our 

conclusions as general claims, even though this is not scientifically accurate. 

We can safely say as a whole, the gamification has been received positively and as a motivating 

factor for a decent number of users. The design does require tweaking, particularly for the 

downvotes and badges but even those parts have been received in a largely positive manner. As far 

as we can tell from the survey the gamification has improved user contribution. 

We would also like to conclude that the weighting of the metrics within the three scores is fine as is, 

because there were no (negative) remarks on these weights anywhere in the survey. However, we 

also did not explicitly ask responders to comment on the weights. Considering that responders did 

tend to put their complaints somewhere in the open answers, even if they did not really belong to 

the associated questions, we can say that the weights were not a major complaint. 
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11) Future work 
The current gamification seems to be a success but has ultimately not been evaluated well enough 

yet, so we recommend doing that at least. Aside from this obvious recommendation of future work 

we distinguish two types of future work in this chapter. In the first section of this chapter, we discuss 

the concepts that are so directly in line with what has already been discussed in this document that 

the design faze can be skipped and they can be implemented directly. In the second section of this 

chapter, we discuss the more involved concepts that will require more design effort and in some 

cases literature study as well. 

11.1) Further implementation 
Downloads in the current implementation are registered via an API call. This is fine for downloads 

done on the website, via a download button. However if a user simply does a HTTP get request 

directly to the download url, no download will be registered. Preferably this would be detected by 

the server at which point an API call can be made. Of course the server should be able to infer what 

user requested the download.  

If the server can keep track of which user requests what url exactly, page views could be tracked as 

well as part of activity and reach. A view by user x of a knowledge piece uploaded by user y, would 

contribute to: the activity of user x, the reach of the knowledge piece and by extension the reach of 

user y. 

Although we have provided a prototype form of leaderboards by being able to sort users by their 

gamification scores, they are lacking in any further functionality. For example, it would be useful to 

sort users by their gamification scores of just the last year. Additionally, users might want to see their 

own rank without scrolling through the list until they find themselves on it.  

Only three of the suggested eight badges have been implemented. Not because the other ones are 

no longer considered valuable, but rather because badges were considered of lesser importance and 

a limited time frame. The perceived backlash in the intermediate evaluation was not found in the 

final evaluation, so it would serve to implement more badges. Of course, using the guidelines 

provided in this document more badges can be designed and implemented as well. 

The functionality in badges can also be extended in different manners. For example making sure 

badges are automatically awarded as soon as the user meets the requirements. Or selection of 

badges as discussed below. 

The profile cards at the top of the user page can be used to show a bit more about a user at other 

places on the website. As mentioned in Part One10) the profile card of a user could pop up when 

someone moves their mouse over a user’s name or id. Although this is currently not possible for 

comments it can be applied to uploader names on knowledge piece pages and user ids in the issue 

tables among other things. If this becomes an implementation focus we would also recommend 

allowing users to select (up to) a fixed number of badges that they can put on their profile card as a 

sort of highlight of their achievements. 
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11.2) Involved concepts 
Although keeping track of page views is mainly an implementation concern, keeping track of 

knowledge piece views via elasticsearch requires some more thought. First and foremost it’s not 

certain it is even possible. Secondly how should we treat the results of a search query? In some sense 

the results are viewed because they are returned to the user, but it is unlikely they actually inspected 

all of the knowledge pieces’ metadata.  

Another more involved concept that probably should be introduced to the website for the 

betterment of the gamification is delineating between a knowledge piece’s uploader and its actual 

creator. In the current state data sets and flows that were created by people not on OpenML, for 

whatever reason, will be credited to the uploader. This is actually unfair. The prime example is of 

course the Iris data set, first introduced by Ronald Fisher in 1936. It is silly to attribute the increase in 

reach and impact that come with the success of this dataset to the uploader instead of (ideally) a 

profile for Ronald Fisher or just no one. To implement this however such delineation needs to be 

possible from the moment the knowledge piece is uploaded and the uploading process is outside of 

direct scope of gamification. 

Right now there is no easy way to see who reused what knowledge pieces. Specifically for a user to 

get an overview of who reused his knowledge pieces or what knowledge pieces are reuses of his 

knowledge pieces is not possible. This is valuable information especially in the sense of the 

‘documentation of behavior’ game mechanic. This was linked to the ‘exploration’ game dynamic and 

the intellectual curiosity motive in (Blohm & Leimeister, 2013) (see also the table on page 14). 

Although a simple concept, there are some privacy concerns to address and implementation is far 

from trivial. This is because the required database/elasticsearch queries are likely quite involved and 

their result set quite large. So it remains to be seen what form such an overview can and should take 

exactly, but we do recommend it as an extension of the current gamification. 

Although, surprisingly, no comments were given on the weighting of the metrics for the scores we’re 

convinced the current weights are not ideal. There are two separate issues to distinguish here. First, 

the weight of different actions, for example downloads vs uploads. Does it really make sense to value 

uploads (only) three times as much as downloads? Second are all types knowledge pieces created 

equal? We think this question can be answered with a resounding ‘no’. Data sets and flows are 

intrinsically more valuable than tasks or runs, because they are original works rather than 

derivatives. However, it is less obvious how to rank data sets compared to flows and how to rank 

tasks compared to runs. Although choosing smart values for these weights would help to make the 

gamification more fair and perhaps even more motivating, it can also make the gamification 

confusing. The formula for impact of a user is already quite involved and adding in weights for the 

different type of knowledge pieces might cause users to get frustrated. 

A comment platform integrated with OpenML might be very valuable. The ability to discuss uploads 

is a good tool to find interesting uploads for user and provides more options for users to contribute. 

In addition the discussion of the platform’s concepts, like gamification, would cultivate a more 

community driven design. This can make it easier to design for the longevity of the platform. 

Comments could be integrated into the gamification in a number of ways. There could be badges 

related to comments. Comments could be treated as mini-uploads with their own reach and possibly 
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impact. Or comments could be considered actions that increase a user’s reach or activity and the 

reach of the commented-on knowledge piece. 

Even if a general commenting platform is not integrated with OpenML, a different way for users to 

consistently provide feedback on the platform’s design would be very valuable. This feedback system 

would be intended to notify the developers of changes the users would like to see on OpenML. They 

might constitute extra functionality but could also be about the layout of the website or suggestions 

for new badges. The possibilities are endless. 

Finally and perhaps most importantly we would suggest a moderating system to be implemented on 

OpenML. It is absolutely crucial to counter users trying to ‘cheat’ at the gamification and the influx of 

fake knowledge pieces, likes and downloads that is sure to come if the community grows large 

enough. We propose that a code of conduct for OpenML is established and that users can be 

appointed as moderators by either the community or the administrators. These moderators hold the 

power to reverse actions done by users and perhaps even ban users that continuously break the 

rules. Besides appointed moderators there is another option, the so-called ‘wiki approach’ where 

every user can edit everything. This leads to content that is representative of consensus of the 

masses. This works for wikis because the editable information is factual and intended to be 

informative. This is not true for (all parts of) OpenML. Whether an uploaded knowledge piece should 

be removed and whether a like or downvote is genuine seem like odd concepts to leave to 

consensus. In addition when determining whether a knowledge piece should be removed detailed 

inspection is often required and it is unreasonable to expect a significant portion of users to invest 

this time on the work of others.  Determining the authenticity of a like or downvote is even worse 

because it will often require the inspection of all behavior of the user in question. If this is possible by 

all users, this raises serious privacy concerns. That said, it might still be problematic from a privacy 

point of view when only appointed moderators can access this information unrestricted. Of course a 

mix between the two systems is possible as well, but we will leave further discussion to the ones that 

pick up this future work. 

12) Works Cited 
Blohm, I., & Leimeister, J. M. (2013). Design of IT-Based Enhancing Services for Motivational Support 

and Behavioral Change. Bussiness & Information Systems Engineering, Volume 5(Issue 4), 

275-278. 
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Part Three Appendices 

1) First survey 
1. What type of background describes you best?  

 Bachelor or Master Student  

 PhD Student  

 Faculty  

 Hobbyist in machine learning or other areas prevalent in OpenML  

 Working for a company that deals with data and/or techniques on OpenML  

 Other:  
2. How new are you to OpenML? 

 I've only just explored the site  

 I've done more than explore but have been active for less than a month  

 I have been active for more than a month  
3. What is your primary field of interest, when it comes to OpenML?  

 Learning about machine learning algorithms  

 Doing better/more efficient research  

 Collaboration with other machine learning experts  

 Keeping track of my work  

 Improving visibility as an expert in a certain research area 
4. How much time do you spend, on average, on OpenML and/or using its APIs?  

 4 hours or less per week  

 8-16 hours per week  

 More than 16 hours per week  

 I do not know yet, I'm new to this site  
5. What activity do you spend the most time on, when on OpenML?  

Please distinguish between the website and the API.  

6. Which of these parts of OpenML do you think hold the most value to you?  
You can give multiple answers but please try to indicate the most important part(s). Check all that 
apply.   

 The shared data sets  

 The given tasks  

 The proposed flows  

 The submitted runs  

 The actions of other users  

 All in equal measure  
7. If some parts hold less value to you, what do you think is the most important reason?  

Disregard this question if you selected 'all in equal measure' in the previous question. 

8. What features would you like to see implemented in the website or API?  

i.e. API in your programming language  

9. What is currently the biggest deterrent for sharing your work on OpenML?  

 There is no deterrent for me  

 Fear of my work being used and taken credit for by others  

 I do not get anything in return  

 It is too much work to convert my work to the format OpenML expects  
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 I do not think it is useful to others  
10. What would encourage you to share (more of) your work with other users on OpenML?  

Please select the one that is most important to you  

 Being included as an author of papers following their continuation of your work  

 Being able to benefit from what other users share  

 OpenML providing a clear and accurate overview of all my work and its impact  

 Finding likeminded  

 users to work with  

 Getting more visibility as a machine learning expert (e.g. for job offers)  

 OpenML connecting seamlessly with my working environment  
11. Are any of the other encouragements important as well?  
No more than 2 answers allowed. Check all that apply.  

 Being included as an author of papers following their continuation of your work  

 Being able to benefit from what other users share  

 OpenML providing a clear and accurate overview of all my work and its impact  

 Finding likeminded  

 users to work with  

 Getting more visibility as a machine learning expert (e.g. for job offers)  

 OpenML or the API connecting seamlessly with my working environment  

 Other:  
12. According to you, OpenML’s biggest strength is:  

13. According to you, the most crucial thing(s) for us to improve on OpenML to keep you engaged 

as a user is(/are):  

14. Do you have any further comments?  

Results: 

https://docs.google.com/forms/d/1pyWZRE5HnVEtY3_TmFhAx68uTuTfC_yvEDqmuz-

yAwo/viewanalytics 

  

https://docs.google.com/forms/d/1pyWZRE5HnVEtY3_TmFhAx68uTuTfC_yvEDqmuz-yAwo/viewanalytics
https://docs.google.com/forms/d/1pyWZRE5HnVEtY3_TmFhAx68uTuTfC_yvEDqmuz-yAwo/viewanalytics
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2) Visual elements 

 

Figure 4: Example picture of a gauge, to be used for daily scores 

 

Figure 5: Examples of heat maps for a month 

 

Figure 6: Example of a donut chart for the three scores 

 

Figure 7: Example stacked bar chart for the three scores 
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3) Second survey 
1. What type of background describes you best?  

 PhD Student  

 Faculty  

 Hobbyist in machine learning or other areas prevalent in OpenML  
 

2. How new are you to OpenML? 

 I've only just explored the site  

 I've done more than explore but have been active for less than a month  

 I have been active for more than a month  
 

3. Is the gamification on OpenML in its current form a positive thing for you? 

No, it is a big 
negative 

 

Yes, it is a big 
positive 

4. Can gamification on OpenML, aside from its current form, be a positive thing for you? 

No, it is a big 
negative 

 

Yes, it is a big 
positive 

5. Is the concept of the activity score in its current form a positive thing for you? 

The concept of activity in its current form is to reward users for uploading knowledge pieces but also 

for doing other sort of actions like downloading knowledge pieces and liking knowledge pieces. 

Uploading is awarded more score than liking and liking is awarded more score than downloading. 

No, it is a big 
negative 

 

Yes, it is a big 
positive 

6. Would you add or remove any metrics for the activity score? 
The current metrics are number of uploads, likes and downloads done by the user. 
 
7. Is the concept of the reach score in its current form a positive thing for you? 

The concept of reach in its current form is to reward users for uploading interesting knowledge pieces, 

by measuring the downloads and likes on these knowledge pieces. Likes contribute more to reach 

than downloads. 

No, it is a big 
negative 

 

Yes, it is a big 
positive 

8. Would you add or remove any metrics for the reach score? 
The current metrics are number of uploads, likes received by knowledge pieces and by extension their 
uploaders. 
 
9. Is the concept of the impact score in its current form a positive thing for you? 

The concept of impact in its current form is to reward users for uploading knowledge pieces that are 

valuable building blocks, like data sets that are very well suited for all kinds of experiments. The 

number of reuses are weighted more strongly than the reach or impact of individual reuses. 



80 
 

No, it is a big 
negative 

 

Yes, it is a big 
positive 

10. Would you add or remove any metrics for the impact score? 
The current metrics are number of reuses, the reach of these reuses and the impact of these reuses. 
 
11. Is the concept of badges in its current form a positive thing for you? 
The concept of badges is to obtain recognition for completing certain tasks in the form of visual 
accessories that can be seen by other users 

No, it is a big 
negative 

 

Yes, it is a big 
positive 

  
12. Would you add or remove any badges? 

13. Is the concept of downvotes in its current form a positive thing for you? 

The concept of downvotes in its current form is the ability to indicate issues with a knowledge piece 

that its uploader could fix and being able to agree with previously indicated issues anonymously. The 

downvotes are not part of the gamification scores. 

No, it is a big 
negative 

 

Yes, it is a big 
positive 

14. Does the gamification as a whole motivate you to contribute more knowledge pieces on 

OpenML? 

No, it strongly 
demotivates me 

 

Yes, it strongly 
motivates me 

15. Does the gamification as a whole motivate you to make your knowledge pieces meet a higher 

standard? 

No, it strongly 
demotivates me 

 

Yes, it strongly 
motivates me 

16. Does the activity score motivate you to be more active on OpenML? 

No, it strongly 
demotivates me 

 

Yes, it strongly 
motivates me 

17. Does the reach score motivate you to do contribute more knowledge pieces? 

No, it strongly 
demotivates me 

 

Yes, it strongly 
motivates me 
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18. Does the impact score motivate you to make your contributed knowledge pieces meet a higher 

standard? 

No, it strongly 
demotivates me 

 

Yes, it strongly 
motivates me 

19. Do downvotes motivate you to make your contributed knowledge pieces meet a higher 

standard? 

No, it strongly 
demotivates me 

 

Yes, it strongly 
motivates me 

20. Do the badges motivate you to accomplish their respective tasks? 

No, it strongly 
demotivates me 

 

Yes, it strongly 
motivates me 

21. Do you consider the gamification scores altmetrics? If not please indicate why. 

 

22. Have you, or will you, opt-out of the gamification? If so please indicate why and whether 

opting-out is enough to counteract any demotivation you have felt. 

Results: 

https://docs.google.com/forms/d/1LadcAAF41VoqgGCe7LyEeVYrmk813w-

r_5FbBMHgP6A/viewanalytics  

https://docs.google.com/forms/d/1LadcAAF41VoqgGCe7LyEeVYrmk813w-r_5FbBMHgP6A/viewanalytics
https://docs.google.com/forms/d/1LadcAAF41VoqgGCe7LyEeVYrmk813w-r_5FbBMHgP6A/viewanalytics

