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ABSTRACT 

This research assesses the performance of fixed and dynamic scheduling policies in the 

process industry. Existing literature often only compares the variability of the cycle length 

versus expected inventory costs. As a result there is not a clear reward for realizing a higher 

throughput. This research study contributes to literature by including a clear reward to the 

objective function by maximizing margin instead of minimizing cost per time unit. The results 

from the simulation study show that fixed cycle time policies lead to an increase in holding 

costs compared to a dynamic policy. However, in a highly utilized environment a fixed cycle 

time policy can realize a higher throughput compared to a dynamic policy. As a result, fewer 

lost orders are realized and more proceeds per time unit are realized. In a lower utilization 

environment, the proportion of time available for actual production is not constrained by the 

average number of setups. As a result, a dynamic cyclic policy will outperform a fixed cycle 

time policy when the utilization at the facility is relatively low. 
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EXECUTIVE SUMMARY 

This master thesis focuses on maximizing the margin per time unit by adjusting the decision 

parameters sequencing and the campaign length given a predetermined service level. The 

problem analysis of the current situation showed an increased utilization rate at unit 1000 

after allocating a new grade to the facility. Currently, the campaign length is also constrained 

by a fixed amount of batches per campaign. A new planning- and control system is designed 

based on anticipation on scarcity of capacity in upcoming months and by allowing flexibility 

in the campaign length. We investigate the performance of dynamic and fixed cycle time 

policies compared to the current situation in which campaign lengths are fixed. 

The policy with fixed campaign lengths performs best if predetermined safety stock levels are 

high. This increased performance can be explained by the erratic inventory pattern of the 

policy. Higher safety stock levels hedge against this erratic inventory pattern of the grades. 

However, the policy with fixed campaign lengths is not sustainable for higher utilizations at 

the unit. At high utilization rates, the fundamental cycle length required to meet forecast rates 

exceeds the fundamental cycle length given fixed campaign lengths (i.e. the percentage of 

time available for actual production is not sufficient enough). As a result, the policy cannot 

provide a feasible solution in the future and service levels will be affected.  

In terms of margin per time unit, a stable cycle time policy with a fixed sequence outperforms 

other scheduling policies in a highly utilized environment. Not only leads this to the highest 

margin per time unit, it also benefits from better controlling predetermined service levels. 

Moreover, stable cycle time policies reduce operational complexity (the sequence is 

predetermined) and reduce the standard deviation of the cycle times. As a result, production 

schedules become more predictable and this also enhances the cooperation with suppliers and 

customers.  

Since the marginal contributions of products were relatively high, the performance of the 

scheduling policies was mainly driven by the performance in throughput. The proceeds 

received from the throughput have a magnitude of millions, while holding and setup costs 

only have a magnitude of thousands of euros on a monthly basis. As a result, a higher margin 

per time unit was realized if service levels increased since the throughput value depends on 

the obtained service level. A maximization of margin per time unit can be obtained by 

producing in a fixed sequence order-up to policy while maintaining a service level of 99.5% 

in this business with low demand variability and relatively high marginal contribution (Figure 

1). This means there is no product available for 5 out of 1000 customers.  

If the objective is to maintain the current cycle times such that no redesign of the current 

planning- and control system is needed, but to optimize order-up to levels and corresponding 

inventory levels, there is a cost savings opportunity of €11,952,000 on a yearly basis. 

Otherwise, there is an opportunity of €18,619,200 on a yearly basis through a production 

planning based on a fixed sequence order-up to policy (Figure II). 
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Figure I- Yearly profit given predetermined service levels. The black bars represent a scheduling policy which optimizes 

margin per time unit given a predetermined service level in a fixed sequence order-up to policy. The grey bar represents 

the yearly profit based on the current situation with actual cycle times and inventory levels for the grades  
 

 
Figure II- Opportunities to increase value with regard to planning- and control of production units 

 

Incoming difficulties that come up with this redesign of the planning- and control system are 

that grades have to be assessed for their quality on an external location or in an external 

container. However, given the estimated yearly opportunity, the total amount to be invested in 

this project can go up to € 93,5 million given Shell wants to earn its initial investment back in 

5 years. Moreover, the annual marginal cash flow will increase by € 6,463,000. If the 

utilization rate at the unit increases in the future, the difference in performance will even go 

further up since the policy with fixed campaign lengths cannot meet service levels. In this 

scenario, increased production rates, less unplanned downtime or reduced setup times can 

improve the performance of the policy with fixed campaign lengths in the current planning- 

and control system. 
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1. INTRODUCTION 

Many companies produce more than one item on a machine. If every item needed a 

specialized machine to be produced or processed, this would simply be too expensive in 

practice (Brander, 2006). As a result, it is more economical to purchase one high-speed 

machine which is able to process several items than to buy multiple machines for each item. 

The production of multiple items on a machine is known as a single-machine multi-item 

system. This type of system deals with the make-to-stock production of multiple standardized 

products on a single machine (Winands et al., 2010). The dominant characteristics of a single-

machine multi-item system are well defined by Brander (2006) and can be described as 

follows:  

 A single machine 

 Multiple items 

 One item processed at a time 

 Limited capacity  

 A significant setup time between the production of different items 

 Holding, set-up and/or backordering costs 
 

A single-machine multi-item system has many practical applications and can be applied in 

many industries. In this research project, a case study in the process industry is conducted. 

Process industries are defined as the group of manufacturers that produce items by mixing, 

separating, forming and/or performing chemical reactions (Brander, 2006). According to 

Silver et al. (1998) single-machine multi-item systems most apply in continuous flow 

processes such as bulk chemicals, which are characterized by one or only a few processing 

steps and a low-added value (Fransoo, 1993). However, single-machine multi-item systems 

can also be applied in batch flow processes such as fine chemical industries, which are 

characterized by several processing steps, a convergent material flow and a high-added value 

(Fransoo, 1993).  

In a single-machine multi-item system a planning and control system is needed which 

determines for each possible state of the system whether to continue production, switch to 

another product or idle the machine (Winands et al., 2010). This class of problems is defined 

as the economic lot scheduling problem (ELSP). The deterministic economic lot scheduling 

problem (ELSP) has received lots of attention in the literature and an overview of the existing 

literature is provided by Elmaghraby (1978). According to Elmaghraby (1978) the ELSP 

arises from the desire to accommodate the cyclical production patterns based on the EMQ 

model. Different from the deterministic economic lot scheduling problem, the stochastic 

economic lot scheduling problem (SELSP) did not receive any attention in the literature until 

the end of the seventies (Sox et al., 1999; Winands et al., 2010). This lack of attention was not 

caused by its practical relevance - on the contrary, the solutions of the deterministic variant 

can only be applied in an ideal plant while the stochastic variant can be applied in a real world 

environment in which demand is unknown- but by its increased analytical complexity. This 

research focusses at the class of problems in the SELSP in the process industry. 
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1.1. LITERATURE REVIEW 

The problem of scheduling multiple items on a single machine can also be divided into 

different elements. Brander (2006) and Winands et al. (2010) subdivide the SELSP into the 

following 3 critical elements: 

 

 Inventory control policy; The production schedule is based on the state of all items in 

the system or only on its own state 

 Sequencing; A predetermined sequence is maintained or the sequencing decision is 

based on the state of the items in the system 

 Lot sizing; the production amount per production run is stable or varies. 
 

 
Figure 1- Critical elements of the SELSP for practical applications in the process industry: inventory control policy, 

sequencing and lot sizing. 

 

Sox et al. (1999) and Winands et al. (2010) both argue that a local lot-sizing policy does not 

exploit the benefits of jointly controlling inventory levels and scheduling production 

simultaneously. As a result, local lot-sizing policies often require the existence of significant 

amount of safety stock levels for each item in the production sequence in order to meet 

predetermined service levels. Therefore, this research project only considers global lot-sizing 

policies, which involve the state of all items in the system in the scheduling decision. 

With regard to the element of sequencing a pre-defined order and frequency is often preferred 

for the production of different items on a single machine in the process industry when the 

utilization of the facility is high and grade switches contain forbidden transitions (Vaughan, 

2009).  A pre-defined production sequence also simplifies scheduling change-over operations 

and reduces operational complexity. However, a dynamic sequence can provide advantages 

by allowing for more flexibility in production scheduling in order to prevent stock-outs 

(Brander, 2006). 

With regard to the element of lot sizing existing literature is not consistent on the benefits of 

stabilizing cycle lengths. According to Fransoo et al. (1995), a policy aimed at stabilizing 

production cycles outperforms a dynamic cycle length policy with regard to maximization of 

expected margins per time unit in a highly utilized environment. When a production schedule 

allows for dynamic sequencing with varying cycle lengths, prioritizing of products at the 

production facility becomes the most important decision. 

By stabilizing cycle times, change-overs become more predictable and its proportion of time 

spend on change-overs will decrease and more time is available for production (Bradley and 
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Conway, 2005). As a result, more throughput at the facility can be realized. However, 

Rappold and Yoho (2014) and Briskorn et al. (2016) show that stabilizing cycle lengths does 

lead to less variability in cycle lengths but increased expected inventory costs. Both results 

seem to be contradictory. However, they both aim at maximizing or minimizing a different 

metric. Since existing literature often only compares the variability of the cycle length versus 

expected inventory costs there is not a clear reward for realizing a higher throughput.  

1.2. PROBLEM STATEMENT 

The aim of this research project is to combine both findings and focus on the effect of 

stabilizing cycle lengths by comparing increased costs (due to inflexibility) to increased 

margin (because of increased throughput). It can then be seen if the benefits outweigh the 

increased costs due to less flexibility and to what extent cycle lengths should be stabilized 

under certain conditions. An overview of the literature gap identified in the literature study is 

depicted in Figure 2. The performance in terms of margin per time unit subject to a certain 

service level will hereby be compared to an existing heuristic of a dynamic sequencing 

approach such that the effect of stabilizing cycle times can be investigated.  

 

 
 

Figure 2- overview of identified literature gap from literature review.  The benefits of stabilizing cycle lengths are unclear in 

terms of margin per time unit. 
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1.3.  SCOPE RESEARCH PROJECT 

The scope of the research project is summarized in Table 1. As discussed in the problem 

statement the aim of the research project is to investigate the effect of stabilizing cycle 

lengths. This can be realized by adjusting the decision parameters sequencing and lot sizing. 

The production constraints and other input variables affect the production schedule in order to 

maximize margin per time unit but cannot be influenced by the production scheduler. Those 

variables are considered to be given.   

Table 1- Summary of scope research project 

Summary scope research project   

Goal thesis  Goal of the research project is to increase 

margin per time unit subject to a 

predetermined service level. 

Production constraints  Allocation of grades to units 

 Production capacity units 

 Production rates of grades 

 Grade switching time 

 Possible grade switches 

 Tank capacities 

Decision parameters  Sequencing 

 Lot sizing 

Other input variables  Inventory costs (in- and external 

tanks) 

 Grade switching costs 

 Margins 

 Tank capacity 

 Service level 

 Historical sales demand rate 

1.4. RESEARCH QUESTIONS 

In order to research the knowledge gaps identified from existing literature with regard to the 

effect of stabilizing cycle times, the following main research question can be formulated: 

 

“Under what conditions does increased throughput because of stabilizing cycle length 

policies outweigh increasing holding costs due to less flexibility?” 

 

In order to answer the main research question, the research question will be drilled down into 

sub sections with corresponding questions. 
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1.4.1. SECTION ANALYSIS OF CURRENT SITUATION 

 

The analysis of the current situation and performance can be split up into 3 elements: 

Characteristics of current system, current scheduling policy and the performance of the 

current scheduling policy. The corresponding research questions are formulated below. 

I. What are the key characteristics of the current system in the case study defined by 

Winands et al. (2010)? 

First we are interested in the characteristics of the single-machine multi-item system since 

those characteristics influence the outcome of the production schedule. If the characteristics of 

the system from the case study are known, the current scheduling policy can be analyzed.  

II. How is the current scheduling policy constructed?  

In order to answer this question, one is interested at the following components. First, the 

organizational structure of the system has to be described to understand the way the 

production schedule is currently constructed in the case study. Then, the decision making 

process of the current way of scheduling has to be analyzed. The role of the information flow 

has to be described in detail.  

III. Which production constraints can be identified? 

The decision parameters, production constraints and other input variables described by 

Winands et al. (2010) are compared to the current situation from the case study in order to 

identify production constraints in optimizing the production schedule.  

IV. How does the system currently perform? 

In order to evaluate the current performance of the system, both realized throughput, 

inventory, setup and import costs have to be evaluated A first impression of estimated 

performance can be met.  

1.4.2. SECTION REDESIGN OF PRODUCTION SYSTEM 

 

Now that the current system is analyzed and logistical constraints are identified, the 

production- and control system is redesigned. A two-hierarchical planning and control model 

is introduced to optimize margin per time unit in the long term. The corresponding research 

questions are: 

V. How can the planning and control model be designed? 

The model exists of a two-level hierarchical planning and control system. The top-level of the 

hierarchical approach focuses at determining target cycle times and safety stocks in order to 

maximize margin per time unit subject to a certain service level. The base-level will focus on 

operational scheduling and determines lot sizing based on the order-up to levels and current 

inventory levels. The sequencing decision is either developed at the top- or base-level, 

dependent on whether a dynamic or fixed sequence policy is followed. If the sequence is 

fixed, the fixed sequence is determined at the top-level. Then, the base-level operates in a 

fixed sequence order up-to scheduling policy. If the sequence is dynamic, the decision of 

sequencing is made at the base-level.  
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VI. How can the decision making process be designed at the top-level in order to 

maximize margin per time unit? 

In order to determine target cycle times at the top-level a heuristic procedure of Doll and 

Whybark (1978) is adjusted by explicitly including marginal contributions in order to 

maximize margin per time unit on the long term.  

VII. How do input variables impact the order-up to levels at the top-level? 

The impact of different input variables on the order-up to levels will be investigated. In this 

analysis the top-level model will be verified if the direction of the impaction is in line with 

literature evidence. The internal validation of the outcome of the top-level takes place by 

means of simulation. 

VIII.  How do different strategies perform under different conditions? 

A set of experiments will now be set-up in which variables will take different values. 

Operational models will be constructed to represent operational systems with a fixed cycle 

time policy versus dynamic cycle time policies. Both policies will be measured in terms of 

margin per time unit and fill rate under a variety of experimental settings.  

1.5. METHODOLOGY  

 

The methodology used in this research project to answer the research questions is based on 

the research cycle of Mitroff et al. (1973). According to Mitroff et al.’s model the operational 

research approach consists of a number of phases: 

I. Conceptualization 

In the conceptualization phase, the researcher makes a conceptual model of the problem and 

system he or she is studying (Fransoo & Bertrand, 2002). In this phase the researcher makes 

decisions about the variables that need to be included in the model and the scope and model to 

be addressed. With regard to this research project, this phase consists of the problem 

demarcation, the problem definition and the description of the system characteristics of the 

problem. The system characteristics imply which variables are relevant for the research 

problem and need to be included in the quantitative models. 

II. Modeling 

In the next phase, the researcher actually builds the model, thus defines the causal 

relationships between the variables. Within this research project, the hierarchical framework 

of Schneeweiß (1995) is integrated into the modeling phase of Mitroff et al. (1973). In other 

words, the causal relationships between variables in the design of the production planning and 

scheduling system are depicted in a hierarchically structure as depicted in Figure 3. In this 

research project the top-level of the hierarchical approach focuses at setting system 

parameters (cycle time and order up-to levels) in order to maximize margin per time unit 

subject to a certain service level. The bottom level will focus on operational scheduling and 

operates in a fixed sequence order up-to scheduling policy. 
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Figure 3- Research cycle of Mitroff et al. (1973)   

 

The top- and base-level have three different stages of interdependencies (Schneeweiß, 1995): 

I. Anticipation. This is the first stage in finding a feasible solution, in which the top-

level takes into account the relevant characteristics of the base-level. Choosing an 

anticipated base-level and taking into account its impact on the top-decision is 

referred to as anticipation. Given the operation schedule at the base-level, a target 

cycle time and safety stock is constructed subject to a predetermined service level. 

 

II. Instruction. The top-level makes a decision which influences the base-level. In this 

research project, the top-level determines target cycle times and safety stocks to 

meet a predefined service level. At the base-level, those instructions are set as 

input parameters in order to determine lot sizing with regard to scheduling initially 

in a fixed sequence order up-to scheduling policy. 

 

III. Reaction. The base-level influence on the top-level instruction is considered to be 

a reaction. In the research project, the base-level focuses on the operational 

schedule as a response on the instructions from the top-level.   

 

Finally, top- and base-level agree in a decision which results in an implementation influencing 

the object system: optimizing margin per time unit subject to a predetermined service level. 

III. Model solving 

In this phase, the model solving takes place. The target cycle times and safety stocks will be 

determined at the top-level. By means of simulation, the performance of stabilized cycle time 

and dynamic policies can be measured.  

IV. Implementation 

After several policies have been designed and modelled, the best performing scheduling 

policy is chosen and an integrated tool is built. 
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Figure 4- The hierarchical framework of Schneeweiß (1995) 

  

1.6.  SHELL CHEMICALS EUROPE 

 

To investigate whether the benefits of stabilizing cycle length policies outweigh the 

increasing costs a case study at Shell Chemicals is conducted. Royal Dutch Shell is currently 

organized into four major business groups: downstream, integrated gas, projects & technology 

and upstream (Shell, 2016). The case study will be conducted within the business group of 

chemicals. Within the business unit of chemicals, the case study is part of the supply chain 

teams. An organizational overview of Shell and the field in which the case study will be 

conducted is given in Appendix A. 

1.7.  THESIS OUTLINE 

In the next chapter the current situation of the case study will be analyzed. Insights will be 

provided into the characteristics of the system in the case study relevant for optimization of 

the production schedule. Then, a redesign of the planning- and control system will be 

proposed. A heuristic will be developed for maximization of the margin per time unit at the 

top-level. This will be followed by constructing dynamic and fixed sequencing models. Then, 

the top-level model will be internally validated by means of a discrete simulation study and 

the performance of the scheduling policies will be tested under different conditions. 

Eventually, a final recommendation and conclusions will be provided.  
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2. ANALYSIS CASE STUDY IN CURRENT SITUATION 

In this chapter of the report, the current situation of the case study will be analyzed and the 

system will be demarcated. An aggregate view of the problem description is given in Figure 

5. In this figure, the flow of materials can be observed.  Two production units are involved in 

the problem demarcation: the unit 1000 and the unit 2000. Those units together are often 

referred to as the ‘Production units’ but operate independently from each other. Both units use 

feedstock 1 as their main feedstock and produce multiple items. In the current situation, the 

unit 1 produces 8 different grades and the unit 2 produces 3 grades. The grades are produced 

in batches. After being produced, the grades are transported per pipeline to internal storage 

tanks at the production site. In the internal tanks at the production site, the grades are 

temporarily stored and assessed whether the grades meet predefined quality criteria. After the 

sampling process, the products are transported per pipeline to the loading bridge. At the 

loading bridge products are either filled in container trucks which directly go to the customer 

or filled in container trucks which transport the products to an external storage location where 

the product is stored in containers. Products can also move from the external storage location 

to the customer.  

 
 
Figure 5- Represents an aggregate overview of the scope of the research project with regard to the flow of products. The 

arrows represent the flow of materials from the feedstock of raw materials to the delivery to the customer. 

 

An extensive description of the system characteristics is given in Appendix B. In the 

Appendix, a detailed definition of the characteristics with regard to production, demand, 

storage, marginal contributions & costs and service level is given. An overview of the input 

variables derived from the system analysis in Appendix B, is given in Table 2.  

  

 

 

 

U1000 

U2000 
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Table 2- Input parameters derived from case study in current situation 

Production parameters Number of grades per unit [# of grades] 

 Production rates of grades [Ton/ time unit] 

 Setup time [Time unit] 

 Tank capacities [Tons] 

 Grade transitions [transitions] 

Other input parameters Inventory holding cost internal tank [€/ton* time unit] 

 Inventory holding cost external tanks [€/ton* time unit] 

 Margins  [€/ton] 

 Predetermined required service level [%] 

 Forecast rate [Ton/ time unit] 

2.1. OUTCOME ANALYSIS SCHEDULING PROCESS CURRENT SITUATION 

An analysis of the current scheduling process is given in Appendix C and will be summarized 

below. From a Shell perspective their main problems were pointed at: 

 Service levels are not measured yet 

 No target inventory levels are set 

 Scheduling difficulties due to an increased occupancy of the unit 1000 

 

The problem analysis of the current situation showed the increased utilization at the unit 1000 

after allocating a new grade to the facility. This made Shell management decide to partly 

import a grade from an external party. This is involved with additional import costs. A first 

analysis of the utilization rate at the unit 1000 facility showed that accounting for the 

unplanned downtime, planned downtime and time spent on switching grades the forecast rates 

would exceed capacity in some months. The question that arises is whether a scheduling 

policy focused on capacity allocation (anticipate on scarcity of capacity in upcoming periods) 

could have increased the throughput on the unit 1000.  

However, the current scheduling policy is constrained by its campaign length through the 

current design of quality assessment of the grades. The campaign length is bounded by a 

minimum and maximum amount of batches. Because of cross contamination between grades a 

minimum amount of 10 batches has to be produced each campaign. Since a batch has on 

average a size of 572 tons, a campaign always has a minimum quantity of approximately 

5720 tons. In the current situation, grades do not flow out of the tanks before the quality of the 

grade has been checked (by means of circulation and testing a sample of the grade). With 

regard to the unit 1000, tanks of the different grades mainly have a capacity of 5720 tons 

(Appendix B). Because of the limited tank capacity and the way of quality assessment, the 

maximum amount of a campaign length is also constrained. Because of those restrictions, the 

scheduler has limited degrees of freedom with regard to production quantities in the current 

situation.  
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A new planning- and control system will be designed in the next chapter based on anticipation 

on scarcity of capacity in upcoming months. Since the constraints on production quantities are 

set by the current design of the quality assessment of grades, the next step will focus on the 

additional advantages by omitting the logistical constraints in production quantities. This 

means the multi-item single-machine system can be considered to have no restrictions on 

batch quantities. In this new situation the question arises what scheduling policy will increase 

the performance of the system in terms of margin per time period subject to a predefined 

service level compared to the current situation with restricted campaign lengths. The 

performance of applying dynamic and fixed cycle times can be investigated and both 

performances can be compared to the current situation in which campaign lengths are fixed.  

Table 3- degrees of freedom in campaign length for grades scheduled on unit 1000 

 Amount of batches per 

campaign 

Degrees of freedom 

PRODUCT 1 10 1 

PRODUCT 2 10 1 

PRODUCT 3 10 1 

PRODUCT 4 10 1 

PRODUCT 5 10-23 14 

PRODUCT 6 10* 1* 

PRODUCT 7 15/25**- 30 6-16** 
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3. CONCEPTUALIZATION  

In this chapter, the planning and control system is redesigned based on the two-level 

hierarchical approach of Schneeweiß (1995). First, the conceptualization of the top- and base 

level will be presented. The design of the planning- and control system will be elaborated in 

the first section. Then, the demand planning which is designed to anticipate on scarcity of 

capacity will be described. This is followed by a heuristic developed to maximize margin per 

time unit in the long-term by explicitly including marginal contributions. As last, validation of 

the top-level model will be executed by comparing calculated target cycle times to the current 

situation.    

In order to assess the performance of the different scheduling policies a two-hierarchical 

framework is introduced depicted in Figure 6. The top-level of the hierarchical approach 

focuses at determining target inventory levels based on target cycle times and safety stocks. 

The base-level will focus on operational scheduling and determines lot sizing based on the 

order-up to levels from the top-level and current inventory levels. The sequencing decision is 

either developed at the top- or base-level, dependent on whether a dynamic or fixed sequence 

policy is followed. If the sequence is fixed, the fixed sequence is determined at the top-level. 

Then, the base-level operates in a fixed sequence order up-to scheduling policy. If the 

sequence is dynamic, the decision of sequencing is made at the base-level. Then the base-

level retrieves the information about the fundamental target cycle length and frequencies for 

each grade. Based on the strategy chosen two general policies can be formulated: 

I. Cycle times are stabilized. The order-up to levels are determined at the top-level and 

the campaign length per production run is then determined by the difference in target 

inventory level minus the current inventory level for each grade. Campaign lengths are 

not interrupted by the current state of other items. 

II. The products can also be produced in a dynamic sequence with a varying cycle 

length. Not the campaign length, but prioritizing the sequence of producing grades 

becomes the main decision at the unit. The sequence of production is now based on 

the possible run-out index, which is defined as the ratio between current inventory 

levels and the forecast rates. Campaigns of other grades can be interrupted if another 

item in the system reaches its safety stock.  

 

The main reason for a hierarchical approach is two-fold. One does not want to update the 

system parameters from the top-level each time period. This leads to increased computational 

complexity. Second, one aims for developing a production plan with reduced operational 

complexity which does not need to be adjusted over time by continuously updated parameters. 

From an operational perspective a quarterly revisited period of 3 months is chosen. Then, 

your system parameters will still be adjusted based changes in the input parameters, but your 

production planning will not become volatile over time because of continuously updated 

parameters. The different elements of the hierarchical approach will now be elaborated in the 

following section.  
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Figure 6- Two hierarchical framework  

 

3.1. TOP- LEVEL AND DEMAND PLANNING 

 

At the top-level of the framework a fundamental cycle length, frequencies and safety stocks 

are determined. These are the building blocks for the determination of order up-to levels. As 

can be seen from Figure 6 and 7, the setting of system parameters in order to maximize 

margin per time unit requires information about forecast rates and forecast errors. Since no 

historical data is available within Shell about its historical forecasts and its accuracy an 

additional module of demand planning has to be integrated to the top-level decision making in 

order to set target inventory levels. 

 
Figure 7- Overview top-level approach. Determination of the production sequence is included when production policy 

operates in a fixed sequence. 
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3.2. DEMAND PLANNING 

With regard to demand planning one is first interested at choosing a forecast method which is 

suitable in order to generate forecasts based on the monthly historical data. Then, one has to 

make a decision with regard to the look-ahead period selected. This decision cannot be 

optimized since this requires a decision between anticipation versus accuracy. However 

arguments can be provided towards management to set a specific look-ahead period. 

In order to decide what forecast method is applicable to the monthly data, one has to assess 

the historical monthly data. The dataset contains monthly sales volumes from a period 

between Jan 2010 and April 2016. Since the method of forecast chosen depends on whether to 

account for seasonal patterns or trend, the historical monthly data are first assessed for 

seasonal patterns and trends. In order to assess those patterns dummy variables are assigned to 

the historical data. 11 dummy variables with regard to monthly patterns and 1 dummy 

variable with regard to a time period index are assigned to the historical monthly demand 

rates. Then, a regression is executed in order to determine the standard error with its 

corresponding p-values. The results are presented in Table 4.  

Table 4- Results of regression analysis of monthly patterns and a trend. Coefficients are estimated by maximum likelihood 

estimation. If p<0.05, the monthly or trend effect is assumed to exist. 

 

 Grade Monthly effect? Trend? 

U1000 PRODUCT 1 Yes Yes 

 PRODUCT 2 Yes Yes 

 PRODUCT 3 Yes Yes 

 PRODUCT 4 No No 

 PRODUCT 5 No Yes 

 PRODUCT 6 Yes No 

 PRODUCT 7 Yes Yes 

U2000 PRODUCT 1 Yes Yes 

 PRODUCT 2 Yes Yes 

 PRODUCT 3 Yes Yes 

*** p<0.01, ** p<0.05, * p<0.1 
 

As can be seen from the results, monthly differences in demand occur for almost each grade 

scheduled on the production units except for Product 4 and Product 5. An increase in demand 

over time can also be perceived for each grade except for Product 4 and Product 6. Based on 

these observations, the forecast method of Holt Winters is held in this research project, since 

this method is able to capture both trend and seasonality.  

3.2.1. HOLT-WINTERS METHOD 

The Holt-Winters (HW) method captures seasonality and a trend. The method comprises the 

forecast equation and tree smoothing equations- one to capture the level ℓ𝑡, one to capture the 

trend 𝑏𝑡 and one equation to capture the seasonal component 𝑠𝑡. There are two variations to 

the HW method that differ with regard to the seasonal component. When seasonal variations 
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are roughly constant over time, the additive variant is preferred. With the additive method, the 

seasonal component is expressed in absolute terms in scale of the time series. When seasonal 

variations are proportional to the level of the series, a multiplicative method is rather 

preferred. This variant expresses the seasonal component in relevant terms to the level of the 

series (Brooks, 2016). The notation of both models will be presented below. 

3.2.2. MODEL SPECIFICATIONS 

The two models can be defined as follows: 

The HW additive method forecast equation and 3 smoothing equations are given below 

𝛾t+h|t   =   ℓ𝑡 + hb𝑡 + st−m+h 

 

(1) 

ℓ𝑡 = α (y𝑡 − s𝑡−𝑚) + (1 − α)(ℓt−1 + bt−1) 
 

(2) 

 b𝑡 = β ∗ ( ℓ𝑡 − ℓt−1) + (1 − β) bt−1 
 

(3) 

s𝑡 = γ(y𝑡 − ℓ𝑡−1 − bt−1) + (1 − γ)𝑠t−m 
 

(4) 

The HW multiplicative method its forecast equation and 3 smoothing equations are given 

below 

𝛾t+h|t   =   (ℓ𝑡 + hb𝑡) ∗ st−m+h 

 

(5) 

ℓ𝑡 = α (
y𝑡
s𝑡−𝑚

) + (1 − α)(ℓt−1 + bt−1) 

 

 

(6) 

 b𝑡 = β ∗ ( ℓ𝑡 − ℓt−1) + (1 − β) bt−1 
 

(7) 

s𝑡 = γ(
y𝑡

ℓ𝑡−1 + bt−1
) + (1 − γ)𝑠t−m 

 

(8) 

𝑖𝑛 𝑤ℎ𝑖𝑐ℎ,  

 

ℎ =  𝑙𝑜𝑜𝑘 𝑎ℎ𝑒𝑎𝑑 𝑝𝑒𝑟𝑖𝑜𝑑 𝑖𝑛 𝑚𝑜𝑛𝑡ℎ𝑠 

𝑚 =  𝑝𝑒𝑟𝑖𝑜𝑑 𝑖𝑛 𝑠𝑒𝑎𝑠𝑜𝑛𝑎𝑙𝑖𝑡𝑦;  𝑒𝑞𝑢𝑎𝑙𝑠 𝑡ℎ𝑒 𝑎𝑚𝑜𝑢𝑛𝑡 𝑜𝑓 𝑚𝑜𝑛𝑡ℎ𝑠 𝑖𝑛 𝑎 𝑦𝑒𝑎𝑟 

𝑡  =  𝑡𝑖𝑚𝑒 𝑝𝑒𝑟𝑖𝑜𝑑 𝑖𝑛 𝑚𝑜𝑛𝑡ℎ𝑠 

𝛾 =  𝑓𝑜𝑟𝑒𝑐𝑎𝑠𝑡 𝑒𝑠𝑡𝑖𝑚𝑎𝑡𝑒 

𝛼 =  𝑙𝑒𝑣𝑒𝑙 𝑠𝑚𝑜𝑜𝑡ℎ𝑖𝑛𝑔 𝑝𝑎𝑟𝑎𝑚𝑒𝑡𝑒𝑟 

𝛽 =  𝑡𝑟𝑒𝑛𝑑 𝑠𝑚𝑜𝑜𝑡ℎ𝑖𝑛𝑔 𝑝𝑎𝑟𝑎𝑚𝑒𝑡𝑒𝑟 

𝛾 =  𝑡𝑟𝑒𝑛𝑑 𝑠𝑚𝑜𝑜𝑡ℎ𝑖𝑛𝑔 𝑝𝑎𝑟𝑎𝑚𝑒𝑡𝑒𝑟 

The relevant performance criteria the different HW models will be assessed on are: 

 Expected forecast error 

 Corresponding t-test expected forecast error 
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 Variance forecast error 

 Standard deviation forecast error 

 MSE value  

 

A brief description of all performance criteria can be found in Appendix E. 

3.2.3. MODELLING DECISIONS FORECASTING 

With regard to sales forecasting the following decisions have to be made in advance.  

 Multiplicative or additive method 

 Initial time period chosen to estimate 𝛼, 𝛽 and 𝛾 

 𝒎- period in seasonality 

 𝒉- look ahead period in months 

 

The decision whether to use a multiplicative or additive method depends on whether seasonal 

variations are roughly constant over time (additive method) or whether seasonal variations are 

proportional to the level of the series (multiplicative method). This can be assessed by using a 

scatterplot of the time series or compare both mean squad errors (MSE) values to determine 

the best model fit. The seasonal variations can be visually assessed with a scatterplot. This 

provides a first indication whether the variation is more prone to be constant over time or 

depends on the level of the series. Then, the MSE value of each method will provide more 

insight into the model fit of each particular model. The parameters 𝛼, 𝛽 and 𝛾 are estimated 

such that the MSE of the sample is minimized. A lower MSE value means a better model fit. 

In order to avoid modelling complexity, the method selected is based on overall performance 

and not assessed for each grade independently. Based on the scatterplots and the MSE values, 

a multiplicative method is chosen for the historical data of the demand rate of grades 

scheduled at the production unit.  

The initial time period chosen to estimate 𝛼, 𝛽 and 𝛾 is based on a scatterplot and MSE 

value too. To initialize the HW method at least one complete season of data is required to 

determine initial estimates. Since seasonality can be observed over months, at least one year 

of data is needed to estimate the coefficients. The sample contains monthly data from a period 

from 2010 to 2016.  The period to estimate 𝛼, 𝛽 and 𝛾 is based on a 1- or 2- year period, 

dependent on the lowest MSE value which corresponds to the best model fit.  The results are 

given in Appendix F. The grades which have a relatively high volatile pattern over 2010 and 

2011, obtain a lower MSE value when an initial period of 2 years is taken. Again, the initial 

time period for grades will not be assessed independently. As a result, the initial time period 

will be set to 2-year based on overall performance. 

With regard to the look-ahead period, this depends on the capacity allocation of the units over 

time. A first analysis of the utilization at the unit 1000 facility showed that accounting for the 

unplanned downtime, planned downtime and time spent on switching grades the forecast rates 

would exceed capacity in some months. The question which arises is whether a scheduling 

policy focused on capacity allocation (anticipate on scarcity of capacity in upcoming periods) 

could have increased the throughput on the unit 1000. As a result, different look-ahead 

periods are analyzed: a look-ahead period of 1 month, 3 months, 6 months and 1 year. Since 



17 
 

one has to deal with seasonal effects, the strategically decision is made to define the forecast 

rate as the average of the forecast over the upcoming 12 months. As a result, the forecast will 

be biased upwards in times of low seasonality and biased downwards in times of high 

seasonality.  

3.2.4. FORECAST RESULTS AS INPUT FOR TOP-LEVEL 

The results with regard to the expected forecast error, t-tests of means, variance and standard 

deviation in forecast errors and MSE values of the model are given in Appendix F. With 

regard to the top-level input parameters, we are mainly interested at the expected forecasts 

averaged over the expected 12 months and its corresponding standard error. Since Product 1 is 

only produced from August 2014 and Product 7 from July 2015, no HW- forecast model can 

be applied for both models since the number observations in the sample is too short. The 

forecast error is now based on extrapolating the standard deviation in demand to its expected 

demand. The results are given in Table 5. These results, the expected rolling forecast rates 

averaged over a 12-month period with its expected monthly forecast errors, are the output of 

the demand planning and provide the input parameters for the top-level model in order to 

maximize the margin per time unit in the long-term.  

Table 5-Monthly averaged forecast errors 

Monthly averaged forecast errors  Averaged standard error 

U1000 PRODUCT 6 186 

  PRODUCT 2 96 

  PRODUCT 3 192 

  PRODUCT 5 104 

  PRODUCT 4 63 

U2000 PRODUCT 1 211 

  PRODUCT 2 240 

  PRODUCT 3 129 
 

 

 

3.3.  TOP-LEVEL DECISION MAKING 

The top-level can be split into 2 modules: a feasibility check and the actual maximization of 

margin per time unit for the long-term. Since single-machine multi-item systems in process 

industries are often characterized with a high utilization rate, a situation can occur in which 

the aggregate averaged forecast rates exceed capacity. In other words, 

∑
𝑓𝑖
𝑝𝑖

𝑁

𝑖=1

> 1 

(9) 

 

In which, 
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𝑓𝑖 Forecast rate of item 𝑖 (units/time unit) 

𝑝𝑖 Production rate of item 𝑖 (units/ time unit) 

 

In this scenario, the capacity of the unit cannot meet the aggregate forecast rate. As a result, a 

service level of 100% can never be achieved and if management wants to fulfill all incoming 

orders, capacity at the facility has to be expanded (i.e. invest in a second facility). As a result, 

an order acceptance function is first created such that the heuristic to maximize margin per 

time unit in the long-term will provide a feasible solution. If the aggregate forecast rate does 

not exceed capacity, no incoming orders will be denied in order to generate a feasible 

production schedule. The feasibility process of the subsequent steps is depicted in Figure 8. 

 
Figure 8- Process of subsequent production steps order acceptance function 

 

3.3.1. ORDER ACCEPTANCE FUNCTION 

The order acceptance function created assesses whether available capacity is sufficient to 

meet forecast rates. A hard constraint on the capacity is formulated in (9). From the 

management of Shell Chemicals Europe two decision rules were required to be set in 

advance: Every grade should include a minimum service level which cannot be exceeded and 

the denial of orders should be based on its marginal contribution per time unit. Service level is 

here defined as an order which can be filled immediately from stock (Appendix B; Silver et 

al., 1998). Some grades scheduled at the unit also have limited availability to be imported 

from third parties. This option is defined as the fraction of the forecast available for 𝑔𝑟𝑎𝑑𝑒 𝑖 

since the import of grades can only be used to meet a fraction of the demand intended for 

certain customers because of quality requirements (Shell, 2016).  This additional option of 

importing can also decrease the utilization rate at the facility.  The minimum predetermined 

service level per grade has to be set by the management of Shell. The order acceptance 

function can only provide a feasible solution if: 
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∑
𝑓𝑖
𝑝𝑖
∗ 𝑧𝑖

𝑁

𝑖=1

− ∑  
𝑓𝑖
𝑝𝑖
∗ 𝑘𝑖

𝑁

𝑖=1

 < 1 

(10) 

 

In which, 

𝑧𝑖 Minimum fraction of forecast rate required for item 𝑖 (units/time unit) 

𝑘𝑖 Fraction of forecast rate available for import of item 𝑖 (units/ time unit) 

 

In other words, if all possibilities used to import grades and all grades are set to their 

minimum service level and the capacity constraint is still violated, a feasible production 

schedule cannot be constructed and management should reconsider its predetermined service 

levels and import options. If this constraint is not violated, the order acceptance function can 

provide a feasible solution to optimize margin per time unit. 

3.3.2. DECISION RULES 

If the capacity constraint in (9) is not violated, the decision rules can be constructed such that 

a feasible production can be generated. Shell management requires 3 main decisions: 

(1) Minimum set required service levels cannot be violated 

(2) Import of grades should always be considered first above rejecting incoming orders 

(3) Given (1) product orders are denied based on their marginal contribution per time unit 

 

Currently, import of Product 6 is only possible for fraction 𝑘 of the forecast rate for Product 6. 

The import costs of Product 6 are estimated by comparing the difference in production costs 

of internally produced Product 6 and externally imported Product 6 before and during the 

decision to import Product 6 partly. As means of verification, the difference in production 

costs are also compared to the production costs of feedstock: the main feedstock for Product 

6. The calculations can be found in Appendix B.  The import costs per ton Product 6 are 

assumed to lead to additional costs of 4608 € per ton. Since the marginal contribution for 

Product 6 still exceeds the additional costs (Appendix B), importing Product 6 will lead to 

more margin per time-unit in the long-term compared to rejecting an order, which does not 

generate additional margin per time unit.  

Based on these observations, the acceptance function will first consider the option of 

importing grades. The import rate for each grade will be assessed from low to high marginal 

contributions and depends on the expected aggregate utilization rate before the import 

decision is considered, the import rate and the expected aggregate utilization rate after the 

import rate is deducted from the aggregate utilization. The actual fraction of the forecast rate 

used for importing is then defined by (11): 
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𝐼𝑖 =

{
 
 

 
 

𝑘𝑖 ,  𝒊𝒇 (∑
𝑓
𝑖

𝑝
𝑖

𝑁

𝑖=1

−∑
𝑓𝑖
𝑝𝑖
∗ 𝐼𝑖

𝑖−1

𝑖=0

− 
𝑓𝑖
𝑝𝑖
∗ 𝑘𝑖) > 1

 (∑
𝑓
𝑖

𝑝
𝑖

𝑁

𝑖=1

−∑
𝑓𝑖
𝑝𝑖
∗ 𝐼𝑖

𝑖−1

𝑖=0

− 1) , 𝒐𝒕𝒉𝒆𝒓𝒘𝒊𝒔𝒆

 

 

(11) 

In which, 

𝐼𝑖 Actual import fraction of forecast rate for item 𝑖 (units/time unit) 

  

The formula in (11) compares the aggregate utilization rate before and after deducting the 

total import rate from the aggregate utilization rate. If the expected aggregate utilization still 

does exceed the capacity constraint in (9), the import rate will be fully deducted from the 

aggregate utilization. If the capacity can be met (i.e., the aggregate utilization is lower than 1), 

only the fraction of the import rate will be used that is needed to not violate the capacity 

constraint. Then, the adjusted aggregate utilization rate will be used for the next grade in order 

to consider the import decision subject to the capacity constraint.  

This procedure is repeated for every grade scheduled on the unit. If the adjusted expected 

aggregate utilization rate still exceeds capacity after the import options are considered, the 

forecast rate has to be rejected based on marginal contributions and predetermined minimum 

service level requirements. The fraction of the forecast rate for 𝑖𝑡𝑒𝑚 𝑖 to be considered 

feasible for production scheduling at the facility can be formulated as follows in terms of tons 

per time unit. 

𝑔(𝑖) =

{
  
 

  
 𝑧𝑖, 𝒊𝒇 ∑(1 − 𝐼𝑖)

𝑓𝑖 
𝑝𝑖

𝑁

𝑖=1

−∑
𝑓
𝑖

𝑝𝑖
∗ 𝑔

𝑖

𝑖−1

𝑖=0

− (1 −
𝑓
𝑖

𝑝𝑖
∗ 𝑧𝑖)  > 1

∑(1 − 𝐼𝑖)
𝑓𝑖 
𝑝𝑖

𝑁

𝑖=1

−∑
𝑓𝑖
𝑝𝑖
∗ 𝑔𝑖

𝑖−1

𝑖=0

∗  1 − (∑(1 − 𝐼𝑖)
𝑓𝑖 
𝑝𝑖

𝑁

𝑖=1

−∑
𝑓𝑖
𝑝𝑖
∗ 𝑔𝑖

𝑖−1

𝑖=0

)− 1, 𝒐𝒕𝒉𝒆𝒓𝒘𝒊𝒔𝒆 

 

(12) 

 

In which, 

𝑔𝑖 Actual fraction of forecast rate for item 𝑖 (units/time unit) 

 

From the formula in (12), the fraction of the forecast rate feasible for scheduling at the facility 

can now be determined. The adjusted aggregate utilization rate after the import decision is 

calculated for each grade before and after the decision to reject a fraction (1 − 𝑔(𝑖)) of the 

forecast rate for 𝑖𝑡𝑒𝑚 𝑖 . If the total fraction up to its minimum service level is reached while 

the aggregate utilization still exceeds capacity, the total fraction up to the minimum service 

level is taken away. If this is not needed to satisfy the capacity constraint, only the percentage 

of service level is rejected in order to meet (9). 

The result of the order acceptance function are adjusted forecast rates which now provide a 

feasible production schedule without violating the production constraint. In case the original 

rolling forecast rates exceed capacity, the absolute service levels cannot be met, the relative 
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service levels now can. In case the rolling forecasts do not exceed the hard production 

constraint, the order acceptance function is not needed since a feasible schedule can already 

be scheduled and the absolute service levels should still be able to provide a feasible 

production schedule. 

3.3.3. TOP LEVEL DECISION MAKING 

Now that the order acceptance function is constructed, the heuristic in order to maximize 

margin per time unit can be constructed. The top-level model in order to maximize long-term 

margin per time unit focusses on characteristics with regard to production, demand, storage, 

margins & costs and service level, described and defined in Appendix B. parameters 

influencing the maximization of margin per time unit are: 

 Marginal contribution grade i [€/ton] 

 Production rate [ton/time unit]  

 Set-up time [hours] 

 Set-up costs [€] 

 Holding costs internal tanks [€/ton*time unit] 

 Holding costs external container storage [€/ton*time unit] 

 Tank capacity internal tanks [tons]  

 Rolling forecast rates [ton/time unit] 

 Expected planned downtime [%/time unit] 

 Predetermined service level [%] 
 

Now that the parameters which maximize margin per time unit are defined, a heuristic 

procedure can be formulated in order to determine order-up to levels. Based on target cycle 

times, expected forecast rates and safety stock levels, the order-up to levels can be 

determined. In this section, an adjusted procedure of Doll and Whybark (1973) will be 

introduced. The old procedure focuses on cost minimization by the trade-off between setup 

and holding costs, while the new procedure will now be formulated which explicitly includes 

the marginal contribution of each grade. 

3.3.4. ADJUSTED PROCEDURE TO DETERMINE ORDER-UP TO LEVELS 

Step 1 

Determine  𝑇𝑖 
∗ independently for each item by: 

𝑃(𝑇𝑖) =

{
 
 
 
 

 
 
 
 

𝑚𝑖  ∗  𝑓𝑖 ∗ − 

(

 
 𝐴𝑖
𝑇𝑖
+   

𝑓
𝑖
∗ (1 −

𝑓
𝑖
𝑝𝑖
) ∗ 𝑇𝑖 ∗ ℎ𝑖

2

)

 
 
, 𝑇𝑖 ≥

𝑡𝑖

(1 −
𝑓𝑖
𝑝𝑖
)

𝑚𝑖  ∗  𝑓𝑖 ∗
(1 −

𝑡
𝑇𝑖
)

(1 −
𝑡

𝑇𝑐𝑎𝑝
)
− 

(

 
 𝐴

𝑇
+   

𝑓
𝑖
∗ (1 −

𝑓
𝑖
𝑝𝑖
) ∗ 𝑇𝑖 ∗ ℎ𝑖

2

)

 
 
, 𝑇𝑖 <

𝑡𝑖

(1 −
𝑓𝑖
𝑝𝑖
)

 

(13) 
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𝑇𝑐𝑎𝑝 =
𝑡𝑖

(1 −
𝑓
𝑖

𝑝
𝑖

)

 

 

(14) 

In which, 

𝑃(𝑇𝑖) Margin per cycle time 𝑖 (€/time unit) 

𝑓𝑖 Aggregate feasible forecast rate of item 𝑖 (units/time unit) 

𝑝𝑖 Production rate of item 𝑖 (units/ time unit) 

𝑡𝑖 Setup time of item 𝑖 (time units) 

𝐴𝑖 Setup cost per batch of item 𝑖 (€) 

ℎ𝑖 Holding cost of item 𝑖 (€/unit * time unit) 
𝑇𝑐𝑎𝑝 Minimum required cycle time to meet individual forecast rate (time units) 

 

A derivation of the formula is provided in Appendix G. In this formula (14) is the capacity 

constraint for the cycle time which provides the minimum cycle that is needed to meet 

forecast rates. This is the maximum percentage of time allowed to spend on change-overs in 

order to still be able to meet forecast rates. The behavior of the function which maximizes 

margin per time unit can be analyzed based on drilling down the objective function into the 

throughput, set-up costs and holding costs. The throughput function is converging to 𝑚𝑖  ∗  𝑓𝑖 

which is realized if 𝑇 exceeds the capacity constraint. From then, there is enough capacity 

available and the throughput per cycle stays constant if 𝑇 increases. The set-up costs are 

decreasing as 𝑇 increases since fewer set-ups per time period are needed. The holding costs 

are increasing if 𝑇 increases, since more cyclic inventory is needed before the next production 

run of the grade starts. 

Step 2 

Select the smallest 𝑇𝑖
∗ and set this as the initial estimate of the fundamental cycle time. Thus: 

𝑊 = min[𝑇𝑖
∗] 

Step 3 

Then, integer multiples are defined as 𝑘𝑖  ≤ 𝑇𝑖
∗/ 𝑊 ≤  2𝑘𝑖. for each product. In this procedure 

𝑘𝑖 is an integer of the Power-of-Two multiples (1,2,4,8,16,..). If for example 𝑇𝑖
∗ /  𝑊 equals 

3.64, 𝑘𝑖 will equal 2 and 2𝑘𝑖 will equal 4. 𝑛𝑖 is set to 𝑘𝑖  or 2𝑘𝑖  depending on which of these 

present the highest margin per time unit in step 4.  

Step 4 

Now 𝑛𝑖 is set to 𝑘𝑖 or 2𝑘𝑖  depending on which of these present the highest margin per time 

unit in step 4. For each Power-of-Two multiple per item, the total margin per time unit can be 

calculated as follows: 
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𝑃(𝑇𝑖) =

{
 
 
 
 

 
 
 
 

𝑚𝑖  ∗  𝑓𝑖 ∗ − 

(

 
 𝐴𝑖
𝑇𝑖
+   

𝑓
𝑖
∗ (1 −

𝑓
𝑖
𝑝𝑖
) ∗ 𝑇𝑖 ∗ ℎ𝑖

2

)

 
 
, 𝑇𝑖 ≥

𝑡𝑖

(1 −
𝑓𝑖
𝑝𝑖
)

𝑚𝑖  ∗  𝑓𝑖 ∗
(1 −

𝑡
𝑇𝑖
)

(1 −
𝑡

𝑇𝑐𝑎𝑝
)
− 

(

 
 𝐴

𝑇
+   

𝑓
𝑖
∗ (1 −

𝑓
𝑖
𝑝𝑖
) ∗ 𝑇𝑖 ∗ ℎ𝑖

2

)

 
 
, 𝑇𝑖 <

𝑡𝑖

(1 −
𝑓𝑖
𝑝𝑖
)

 

(15) 

 

𝑖𝑛 𝑤ℎ𝑖𝑐ℎ  𝑇𝑖 = 𝑚𝑎𝑥{ 𝑊 ∗ 𝑘𝑖 ,𝑊 ∗ 2𝑘𝑖} 

The outcome of this particular step is that for every grade scheduled on the unit now is 

analyzed whether an increased multiple generates a higher margin per time unit. 

Step 5 

Based on the multiples determined in step 4 and the fundamental cycle length set at step 2, 

the margin maximization function can now be simultaneously constructed for the items 

scheduled at the facility. Since the items scheduled at the facility share the capacity constraint, 

the capacity constraint from step 1 does not longer hold and should be adjusted to account for 

multiple items scheduled on one single machine. The capacity constraint for the unit now 

becomes:  

𝑇𝑐𝑎𝑝 = 
∑

𝑡𝑖
𝑛𝑖

𝑁
𝑖=1

(1 −
𝑓𝑖
𝑝𝑖
)
 

 

(16) 

In which, 

𝑇𝑐𝑎𝑝 Minimum required cycle time to meet all forecast rates (time units) 
 

From (16) this can be seen as the minimum amount of cycle time which is needed to fulfill 

forecast rates. This is the minimum amount of fundamental cycle time needed to fulfill all 

forecast rates given the multiples selected. The margin function can now be described as a 

function of the fundamental cycle time. 

𝑃(𝑇) =∑

(

 
 
𝑚𝑖  ∗  𝑓𝑖 ∗ 𝑗𝑖 − 

𝐴𝑖
𝑇 ∗ 𝑛𝑖

+   

𝑑 ∗ (1 −
𝑓𝑖
𝑝𝑖
) ∗ 𝑇 ∗ 𝑛𝑖 ∗ ℎ𝑖

2

)

 
 

𝑁

𝑖=1

, 𝑇 <  𝑇𝑐𝑎𝑝

∑

(

 
 
𝑚𝑖  ∗  𝑓𝑖 ∗ − 

𝐴𝑖
𝑇 ∗ 𝑛𝑖

+   

𝑓𝑖 ∗ (1 −
𝑓𝑖
𝑝𝑖
) ∗ 𝑇 ∗ 𝑛𝑖 ∗ ℎ𝑖

2

)

 
 

𝑁

𝑖=1

, 𝑇 ≥ 𝑇𝑐𝑎𝑝

 

(17) 

In which, 

𝑗𝑖 Fraction of realized throughput for item 𝑖 (units/time unit) 



24 
 

 

In function (17), if the fundamental cycle time is assumed to be larger than the minimum 

cycle time given the capacity constraint, the proportion of time available for production is 

sufficient enough to fulfill the forecast rates. In other words, the throughput is not increasing 

after the fundamental cycle length has increased after this point. In case the fundamental cycle 

time is smaller than the minimum cycle times given the capacity constraint, not enough 

capacity is available to meet the aggregate forecast rate. The percentage realized throughput 

per fundamental cycle time set is than proportional to (18) 

𝑗𝑖 =  
(1 −

𝑡
𝑇 ∗ 𝑛𝑖

)

(1 −
𝑡

𝑇𝑐𝑎𝑝 ∗ 𝑛𝑖
)

 

 

(18) 

 

Given the capacity constraint, the minimum proportion of time spent on production is given 

by 1 −
𝑡

𝑇𝑐𝑎𝑝∗𝑛𝑖
. Then the capacity which is realized when the fundamental cycle time becomes 

smaller is given by (18). The assumption is made this affects all grades proportionally (i.e. no 

priorities for products are set).  

Step 6 

With the new fundamental cycle length from step 5 new integer multiples can be determined 

in step 3 such that a new 𝑇 can be determined. The procedure ends when the total margin per 

time unit of the iterations is not increasing. 

The outcome of the adjusted Doll and Whybark procedure (1973) is a fundamental cycle 

length and multiples, which represent together individual target cycle times for each grade.  

3.4.  SAFETY STOCK DETERMINATION  

The general formula for the safety stock factor according to Silver at al. (1998) can be 

determined by (19) 

 𝑠𝑠 = 𝑘 ∗ 𝜎𝐿  (19) 

In this formula, 𝑘 is the safety stock factor,  𝜎𝐿 is the standard deviation of the forecast errors 

of total demand over a period of duration 𝐿. According to Silver et al. (1998) most inventory 

systems capture empirically the required relationship: 

�̂�𝐿 = 𝐿
𝑐�̂�1 (20) 

In this equation: 

�̂�𝐿= estimate of the standard deviation of the forecast errors over a lead time of duration 𝐿 

basic (forecast update) periods 
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�̂�1 = estimate of the standard deviation of forecast errors over one basic (forecast update) 

period 

𝑐 = coefficient that must be estimated empirically  

Silver et al. (1998) have estimated 𝑐 based on empirical research. Fifty values of �̂�𝐿/�̂�1 are 

plotted against log 𝐿. This lead to the following equation: 

 log( �̂�𝐿/�̂�1) =  𝑐 log  𝐿 
 

(21) 

As a result, the line through the origin that gives a reasonable fit to the data points is a good 

estimate of 𝑐 (Silver et al., 1998). From their empirical research it turns out 𝑐 = 0.5 gives a 

reasonable fit for the data shown. Based on this assumption this leads to the following 

formula: 

log( �̂�𝐿/�̂�1) =  𝑐 log  𝐿 

�̂�𝐿=𝐿0.50�̂�1 

= √𝐿�̂�1 

 

(22) 

In conclusion, the main formula  𝜎𝐿 can be approached by (23):  

�̂�𝑳 = √𝑻𝝈𝟏  𝒊𝒏 𝒘𝒉𝒊𝒄𝒉  𝑻 = 𝑳 (23) 

The process of determining the safety stock factor 𝒌 according to Silver at al. (1998) is given 

in (24). 

𝐺𝑢(𝑘) =  
𝑄

𝜎𝐿
 (1 − 𝑃2) 

(24) 

 

In this formula Q is the production quantity determined by the expected forecast rate and the 

target cycle length. This can be formulated as (25):  

 

𝑄 =  𝑓𝑖  𝑇𝑖
∗ 𝑖𝑛 𝑤ℎ𝑖𝑐ℎ  𝑇𝑖

∗ = 𝑘𝑖𝑇
∗ (25) 

  Then, combining (24) and (25) results in (26): 

 𝐺𝑢(𝑘) =  
𝑇𝑖
∗ ∗  𝑓𝑖
𝜎𝐿

 (1 − 𝑃2) 

 

(26) 

Again, 𝜎𝐿 is the standard deviation of the forecast errors over period 𝑇 (27):  

 𝐺𝑢(𝑘) =  
𝑇𝑖
∗ ∗  𝑓𝑖
𝜎𝐿

 (1 − 𝑃2) 
(27) 
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𝐺𝑢(𝑘) is the unit loss function which returns a minimum value for 𝑘. Now the safety stock 

level corresponding to the expected forecast rate and cycle time can be calculated in (28). 

𝒔𝒔 = 𝒌 ∗ √𝑻𝝈𝟏 
 

(28) 

 

3.4. WRAP-UP TOP-LEVEL DECISION MAKING 

A final wrap-up of the decision making process at the top-level is visualized in Figure 9. In 

this figure, the dynamics between the demand planning, target cycle times and safety stock 

are summarized. The output from the demand planning module is an averaged forecast rate 

with corresponding forecast errors. The forecast rates are used to determine target cycle times, 

while its forecast error and forecast rates are used to determine safety stocks. The level of 

safety stocks also depends on the target cycle times as could be seen from equation (28). 

However, with regard to the case study, an extra relation between the determination of cycle 

times and safety stock can be introduced. This has to do with different holding costs for the 

grades in in- and external tanks and tank capacities. 

With regard to the top-level decision making process, the modelling assumption is made that 

inventory consists of cyclic inventory and safety stock. The modelling assumption is made the 

part of inventory belonging to safety stock is first stored in internal tanks, since this part of 

inventory functions as safety stock and is expected to be stable over time if the expected 

demand does not increase over time. One does not want to store safety stock externally 

against higher costs. The cyclic inventory is then first stored in internal tanks filling up the 

volume taken by the safety stock level until volumes are bounded by tank capacity. From 

then, cyclic inventory is stored externally against higher holding costs. The holding cost with 

regard to the safety stock as a function of the cycle time is given in (29). 
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Figure 9- Dynamic between demand planning, target cycle times and setting of safety stocks. 

 

𝐼(𝑇𝑖) = {
𝑠𝑠 ∗ ℎ1𝑖 , 𝑠𝑠(𝑇𝑖) ≤ 𝐶𝑖

𝐶𝑖 ∗ ℎ1 + (𝑠𝑠 − 𝐶𝑖) ∗ ℎ2𝑖  , 𝑠𝑠(𝑇𝑖) > 𝐶𝑖
 

 

(29) 

In which, 

𝐼(𝑇𝑖) Holding costs with regard to safety stock per cycle time 𝑖 (€/time unit) 

𝑠𝑠 Safety stock level (tons) 

𝐶𝑖 Tank capacity of item 𝑖 (units/ time unit) 

ℎ1𝑖 Internal holding costs of item 𝑖 (€/ton * time unit) 

ℎ2𝑖 Internal holding costs of item 𝑖 (€/ton * time unit) 

 

Then, the holding costs for the cyclic inventory as a function of 𝑇𝑖 is given by (30). 

𝐽(𝑇𝑖) =

{
 
 

 
 𝑓𝑖 ∗ (1 −

𝑓𝑖
𝑝𝑖
) ∗ 𝑇𝑖

2
  ∗ ℎ1𝑖, (𝑇𝑖 ∗ 𝑓𝑖 ≤ 𝐶𝑖 − 𝑠𝑠(𝑇𝑖)

(
𝐶𝑖 − 𝑠𝑠(𝑇𝑖)

𝑇𝑖 ∗ 𝑓𝑖
∗ ℎ1 + (1 −

𝐶𝑖 − 𝑠𝑠(𝑇𝑖)

𝑇𝑖 ∗ 𝑓𝑖
) ∗ ℎ2) , 𝑠𝑠(𝑇𝑖) > 𝐶𝑖

 

 

(30) 

In which, 

𝐽(𝑇𝑖) Holding costs with regard to cyclic inventory per cycle time 𝑖 (€/time unit) 
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4. SIMULATION 

In this chapter, the planning - and control model designed in the conceptualization will be 

internally validated by means of simulation of the operational system. The simulation studies 

performed in this chapter are twofold. First, we are interested in the performance of stable 

cycle time polices versus dynamic policies. The system performance can be measured with 2 

variables: margin per time unit and fill rate. Also, a second incoming interest of the 

experiments is the internal validity of the expected margin per time unit from the top-level. If 

the simulation model represents the operational production system well, the margin per time 

unit and fill rate obtained from the simulation study should represent the calculated expected 

values from the top-level. 

First, the different simulation models will be described. Then the order-up to levels at the top-

level constructed in Chapter 3 will be assessed. Then, experiments will be held to test the 

performances under a variety of scenarios.   

4.1.  SIMULATION MODELS  

4.2.1. Stable cycle times models: 

The models that represent stable cycle times are based on the decision making at the top-level 

(Chapter 3). The order-up to levels are determined at the top-level and the campaign length 

per production run is then determined by the difference in target inventory level minus the 

current inventory level for each grade. Campaign lengths are not interrupted by the current 

state of other items. Within the group of stable cycle time models, 2 different models are 

constructed: 

 

Model 1: In this model the production sequence of grades is determined at the top-level. The 

production system operates in a predetermined sequence and are based on multiples and 

possible transitions. The order-up to levels are also determined at the top-level and the 

campaign length per production run is then determined by the difference in target inventory 

level minus the current inventory level for each grade. 

Model 2: In this model the order-up to levels are determined at the top-level based on margin 

per time unit maximization and predetermined service levels. However the sequence is not 

predetermined. The sequencing decision is based on the run-out index, defined as the ratio 

between the inventory level and the forecast rate. This model is considered to stabilize cycle 

times since production runs are not interrupted by the state of another grade in the system. 

4.2.2. Dynamic varying cycle times models: 

Model 3: The products can also be produced in a dynamic sequence with a varying cycle 

length. Not the campaign length, but prioritizing the sequence of producing grades becomes 

the main decision at the unit. Order up-to levels are now used as a target stock, but production 

runs can now be interrupted if another item in the system reaches its safety stock. The 
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sequencing decision is also based on the run-out index that is defined as the ratio between 

current inventory levels and the forecast rates. 

 

The sequence of production is now based on the possible run-out index, which is defined as 

the ratio between current inventory levels and the forecast rates. Campaigns of other grades 

can be interrupted if another item in the system reaches its safety stock.  

4.2.  SIMULATION SETTINGS 

4.2.1. INITIAL SETTINGS 

As initial settings for the system a simplified production unit is constructed. A production unit 

is constructed in which 3 grades are scheduled on a machine. In this first example, a pure 

rotation cycle is maintained. This means every product is produced once during a production 

cycle (grades do not have individual cycle times). The objective of the model is discussed 

with management to maximize margin per time unit subject to a predetermined service level. 

In this first experimental environment, an arbitrary predetermined service level of 95% is 

chosen.   

The aim of the experiments with this simplified production system is to validate and verify the 

behavior of the model with regard to the expected outcome from the top-level and 

predetermined service levels. Then, experiments can be performed at the simplified model in 

order to gain knowledge about the impact of an increase in aggregate demand and the impact 

of other variables. Afterwards, the model can be extended to real situation in the case study, in 

which demand varies, different cycle times for different grades are allowed and certain 

transitions are forbidden. 

4.2.2. SIMULATION SET-UP 

In order to assess the data obtained from the simulation study 3 simulation parameters have to 

be carefully selected (Law and Kelton, 2000). These simulation parameters are the warm-up 

period, the simulation run length and the number of replications. These simulation parameters 

will be elaborated in this subsection of the report. After these results are verified, the 

performance of the simplified model will be analyzed in detail. 

I. Warm-up period 

Since the conditions of the simulated production system at the start differ from the steady 

state condition and it takes some time before the steady states is reached, the observations 

collected during this warm-up period may affect the accuracy of the estimates of the 

performance. As a result, this period should not be part of the period to be analyzed. In order 

to identify the warm-up period, Welch’s graphical procedure can be used to determine an 

appropriate value of 𝑤; the warm-up period (Law and Kelton, 1994). The choice of output 

measure for this procedure is chosen to be the cycle length. The idea of this procedure is to 

depict the average value of this variable over equal time periods over time.  In order to choose 

the warm-up period, the stabilized cycle time model (Model 1) is chosen. The aggregate 
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utilization is set to 67%, the demand for each grade is assumed to be normally distributed and 

its 𝑐𝑣 (coefficient of variation) on a monthly base is set to 1/3.  The initial inventory levels are 

first set to 0. Then, one can assess the graph when the average cycle length (averaged over a 

number of replications of 10), recorded every 50 hours up to 3 years of simulation, 

approaches the expected cycle time over time.  From the results in Appendix G, one can 

conclude this to be around 2 production runs, which equals approximately 60 days. This is 

round up to a warm-up period of 100 days. 

II. Simulation run length 

Now that the model is warmed up, the length of the simulation has to be chosen. Mehta 

(2000) showed in his research that the simulation length should be based upon based upon the 

least frequent event in a simulation until this event has happened about 15 times (Camp, 

2015). With regard to our production system, this means a simulation run length should be 

chosen based on the grade scheduled with the largest cycle time. When simulating the actual 

situation in the case study, a cycle time of 11 months for one grade is maintained. This means, 

a simulation run length of 14 years has to be chosen when simulating the real situation. In the 

simplified system, the cycle time is expected to equal 1 month. As a result, a run length of 2 

years can be maintained in the simplified production system in order to generate results. 

III. Amount of replications 

Because of the nature of random numbers, it would be unreliable to interpret results based on 

one simulation run. As a result, one should also decide on the amount of replications to be 

selected. An appropriate modelling approach is formulated by Kelton (2003). Based on this 

approach, one has to predetermine the half width of a 95% confidence interval, which 

represents an error in the point estimate. If one wants to set a specific half-width ℎ, by 

choosing the amount of replications 𝑛 this can be estimated by: 

𝑛 ≅ 𝑧21−∝/2
𝑠2

ℎ2
  

(31) 

In this formula s is the sample standard deviation from an initial set of 𝑛  replications, and ℎ is 

the specific half-width. An easier approximation of choosing the amount of replications based 

on a specific half-width ℎ is also given by Kelton (2003) and can be formulated as follows: 

𝑛 ≅ 𝑛0
ℎ0

2

ℎ2
 

(32) 

In which 𝑛0 is the number of initial replications you have set and ℎ0 is the initial half width.  

The parameters relevant to decide about the amount of replications are the half width of the 

expected demand. Since demand is modelled as a stochastic process, one does not want the 

expected average demand to vary per simulated scenario. Therefore, one wants a similar 

expected demand rate if demand is not manipulated. 

Formula (32) is then used with an origin amount of replications of 10. The specific half-width 

ℎ is set such that it corresponds to a 1% error in the point estimate of the expected demand 
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rate. This procedure results in an amount of replications of 7. This is round up to an amount of 

10 replications.  

4.2.3. VERIFICATION PROCESS 

Now that the simulation parameters are set, the behavior of the production system is verified. 

Verification is involved with controlling the right coding of the conceptualization (Van 

Daalen et al., 2009). Longo (2011) defined verification as the process of determining that a 

model implementation accurately represents the developer’s conceptual description and 

specification (Camp, 2015). To verify our 3 constructed models (4.2.1.), we check if the 

behavior of the model is in line with our expectations. To verify whether the models represent 

the production systems from the conceptualization, we check if expected changes in 

parameters lead to the expected direction in performance of output variables by simulating 

extreme values for the input parameters. The performance of output variables given the 

change in input parameters is given in Table 6.  

Table 6- Verification of models by determining impact of input variables on output parameters 

 Fill rate Average inventory levels 

MODEL 1 2 3 1 2 3 

Average demand 

rate 
- - - - - - 

Standard deviation 

of demand  
- - - - - - 

Safety stock + + + + + + 

Target cycle stock + + + + + + 
 

 

From the results in Table 6 one can conclude that the 3 models react in the same direction on 

changes in the input parameters. The direction of performance is in line with the expected 

hypotheses. Now, the expected differences in behavior between the dynamic and fixed 

sequencing models are examined. The results are given in Table 7. As reference model 1 is 

taken. From the results one can conclude the impact on the direction in performance to be in 

line with the hypotheses, set in Chapter 1. The first results show a decrease in average 

inventory levels when a dynamic sequencing policy is maintained. Also campaign lengths are 

on average shorter, since campaign lengths can be interrupted. Since the campaign length can 

be interrupted by the state of the other grades in the system, the amount of setups also 

increases. 
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Table 7- Verification of models by determining impact of input variables on output parameters. As a reference Model 1 

is taken. 

 

Reference Model 1 Model 2 Model 3 

   

Average inventory ns - 

Average number of setups ns + 

Average campaign Length ns - 

Average cycle times ns - 

Standard deviation of cycle 

times 

+ + 

 

 

4.3.  CALIBRATION TOP-LEVEL 

Now that the first verification has been assessed, the outcome of the top-level can be 

simulated in terms of margin per time unit and realized fill rate. Given a predetermined 

service level, a safety stock and target cycle time is calculated which optimize the margin per 

time unit subject to the service level. By our simplified production system, which contains 3 

grades, the expected margin per time unit and fill rate of the grades will be assessed under a 

variety of experiments. Based on the outcome of each experiment, the simulation results can 

be compared to the expected performance. Then, one can draw conclusions about the 

verification of the top-level decision making model. 

4.3.1. EXPERIMENTAL DESIGN CALIBRATION TOP-LEVEL 

In order to calibrate the top-level and assess the impact of the factors ‘utilization, 

predetermined service levels and variation’ a Design-of-Experiments (DoE) will be executed. 

4 factors are selected with 3 different levels which have an influence on the mean of the 

output. This will eventually lead to a 3
4
 factorial design with 81 experiments, each consisting 

of 5 replications. The factors are given in Table 8 in order to calibrate the outcome from the 

top-level and assess the behavior of the different scheduling policies. 

The other initial characteristics of the production system that are within the scope of the 

research project are based on current characteristics of the unit in the case study and given in 

Appendix G.  

Since the top-level model margin per time unit maximization from Chapter 3 is based on not 

interrupted campaigns with corresponding cyclic inventory, the service level calibration will 

be assessed over model 1 and 2.  

 

  



33 
 

 

Table 8- Design of experiments. 4 different factors each consisting of 3 levels. The demand rates are specified such that an 

aggregate utilization rate of 75%, 90% and 95% is simulated. With regard to those 3 grades, the demand rate of grade 1 is 

set to 50% of the aggregate demand rate, for grade 2 this equals 30% and for grade 3 this equals 20% of the aggregate 

demand rate.  The CV is defined as the ratio between the standard deviation to the mean. Based on monthly demand rates, 

the coefficient will hold values of 1/3, 2/3 and 1. 

 Factor levels 

 - 0 + 

Factor:    

Model Model 1 Model 2 Model 3 

Utilization rate 75% 90% 95% 

Predetermined 

service levels 

90% 95% 99% 

Coefficient of 

Variation  

1/3 2/3 1 

 

4.3.2. GAMMA DISTRIBUTION 

In literature the normal distribution is often assumed for simulation of the order arrival 

process. The main drawback with regard to this type of distribution is the characteristic of 

taking negative values. This means, by allowing orders to be negative, the model would 

receive supply from a demand order. As a result, inventory levels will increase. This 

assumption is highly unrealistic for the unit 1000 and 2000. One could solve this problem by 

introducing a max-function to the normal demand distribution as defined in (33): 

𝐷𝑎𝑖𝑙𝑦 𝑑𝑒𝑚𝑎𝑛𝑑 𝐷𝑖 = max {0, 𝑛𝑜𝑟𝑚𝑎𝑙(𝑚𝑒𝑎𝑛, 𝑠𝑡𝑎𝑛𝑑𝑎𝑟𝑑 𝑑𝑒𝑣𝑖𝑎𝑡𝑖𝑜𝑛)} (33) 

However, by preventing the normal distribution from taking negative values by introducing a 

max-function, one creates an additional problem: a higher expected mean. Since the left-tail 

of the probability distribution function is now excluded, the expected mean will increase. 

Especially when the coefficient of variation is 2/3 or 1 on a monthly basis, problems with 

regard to a normal distribution occur and this will dramatically affect service levels. 

As a result, in order to prevent distributions from taking negative values, different non-

negative distributions will be assessed. The non-negative distributions taking into account are 

based on previous simulation studies by Kelton (2003). The distributions taking into account 

are Erlang, Exponential, Gamma and Lognormal distributions. Both the Erlang and 

Exponential distribution are special cases of the Gamma distribution. The results in Appendix 

I show the Goodness of Fit tests for the monthly data based on performance in a Kolmogorov 

Smirnov test, Anderson Darling test and Chi squared test. Based on a relative ranking and the 

goodness-of-fit results (Appendix I) in the 3 tests a gamma distribution is introduced to 

represent the order pattern for the units of the case study. 
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According to Tyworth and Ganeshan (2000) analysts must either assume or estimate the 

parameters of the gamma distribution (𝛼 𝑎𝑛𝑑 𝛽). This can be estimated by using the expected 

mean of the averaged 12 months ahead forecast rate sample after the introduction of the new 

grade to the unit. The sample mean is calculated as the arithmetic mean defined as the sum of 

the value of observations divided by the number of items in the sample. The sample standard 

deviation can be defined as (34) 

 

𝑠𝑁 = √
1

𝑁
 ∑(𝑥𝑖 − �̅�)

2

𝑁

𝑖=1

 

 

(34) 

Finally Tyworth and Ganeshan (2000) argue that the parameters of the gamma distribution are 

determined with 𝜇 and σ as follows: 

∝=
𝜇2

σ2
   𝑎𝑛𝑑 𝛽 =

σ2

𝜇
 (35) 

The determination of the parameters is verified by means of the results of the Goodness-of-Fit 

test. The parameters that fit the gamma-distribution the best are in line with the parameters 

calculated with (35). Based on the estimated parameters for the gamma function of each 

grade, a cumulative distribution function is plotted for each grade in Appendix I. This 

cumulative distribution function is in line with the expected demand behavior for each grade 

in terms of expected mean and variation. 

Table 9- Expected mean, standard deviation sample from a time period between Aug-2015 and Aug-2016. The parameters 

Alpha and Beta are estimated based on the gamma distribution.  

 

 Average monthly  

demand rate 

sample 

Standard deviation 

sample 

Estimated alpha Estimated beta  

PRODUCT 1 9562 1829 389 346 
PRODUCT 2 5184 965 418 173 
PRODUCT 3 12096 2102 475 360 
PRODUCT 4 6365 2635 86 1094 
PRODUCT 5 5414 1397 216 360 
PRODUCT 6 2563 461 446 86 
PRODUCT 7 1699 576 130 202 
 

4.3.3. GAMMA DISTRIBUTION LOSS FUNCTION 

In Chapter 3, the unit loss function 𝐺𝑢(𝑘) is defined which returns a minimum value for 𝑘. In 

order to determine the safety stock factor 𝑘 a normal distribution is assumed since the forecast 

errors are assumed to be independent and normally distributed. With regard to the Gamma 

distribution Tyworth and Ganeshan (2000) argue that this normal approximation is robust 

when the coefficient of variation is lower than 0.5. The results from Table 10 show the 
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standard error compared to the mean for each grade based on historical data in a time period 

from Aug-2015 until Aug-2016. Based on the extensive robustness checks investigated by 

Tyworth and Ganeshan (2000) and the low coefficient of variation observations with regard to 

the grades in the case study on a monthly basis, the normal approximation for the loss 

function is maintained.  

Table 10- Coefficient of variation from a time period between Aug-2015 and Aug-2016. The Coefficient of Variation is 

based on monthly data since monthly data is used in order to determine safety stocks. 

 

Grade Coefficient of variation 

PRODUCT 1 0.19 

PRODUCT 2 0.19 

PRODUCT 3 0.17 

PRODUCT 4 0.41 

PRODUCT 5 0.26 

PRODUCT 6 0.18 

PRODUCT 7 0.34 
 

4.3.4. GAMMA DISTRIBUTION DAILY DEMAND 

In order to estimate the daily distribution pattern from monthly data, the gamma distribution 

has to be converted to a distribution on a daily basis.  

𝐼𝐹      𝑋𝑑𝑎𝑖𝑙𝑦 𝑟𝑎𝑛𝑑𝑜𝑚 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 1 ~ Γ(𝛼1, 𝛽1) 

          𝑋𝑑𝑎𝑖𝑙𝑦 𝑟𝑎𝑛𝑑𝑜𝑚 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 … ~ Γ(𝛼2, 𝛽2) 

          𝑋𝑑𝑎𝑖𝑙𝑦 𝑟𝑎𝑛𝑑𝑜𝑚 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑁 ~ Γ(𝛼3, 𝛽3) 

(36) 

 

Then, the monthly demand rate can be approached by (37): 

(𝑍𝑚𝑜𝑛𝑡ℎ𝑙𝑦 𝑟𝑎𝑛𝑑𝑜𝑚 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 … ~ Γ(𝛼𝑑𝑎𝑖𝑙𝑦 ∗ 365/12, 𝛽 ) (37) 

 

Since the monthly demand rate is known, the relationship is used the other way around. The 

assumption is made the daily demand rates are independent from each other.  

4.3.5. OUTCOME EXPERIMENTAL DESIGN 

The outcome of the experimental design is given Appendix J. The performance of the 

scheduling policies will be assessed by analyzing the impact of the factors (the utilization rate 

at the facility, the coefficient of variance in demand and the predetermined service level) on 

the margin per time unit and the difference in predetermined service levels and actual service 

level (defined as Δ service level).  

Model 1 and Model 2 both represent stable cycle time policies in which campaign lengths are 

not interrupted and determined by the difference in order-up to levels and current inventory 
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levels. From the results in Appendix J one could observe a decrease in performance in terms 

of margin per time unit if the coefficient of variation increases. This decrease in performance 

is caused by a reduced throughput because of the inability of the predetermined safety stocks 

to deal with an increased probability of peaks in demand. In order to hedge against demand 

uncertainty, holding costs will also increase since safety stocks depend on the forecast error 

which depends on its turn on the uncertainty in demand. This difference in performance is 

significant with a p-value of 0.00. No interaction effect with the factor utilization or 

predetermined service is present. As a result, this effect is robust under all scenarios in the 

experimental design.  

With regard to the impact of the aggregate utilization rate on the margin per time unit, one can 

perceive an increase in performance because of an increased utilization rate. This effect is 

significant with a corresponding p-value of 0.00. No interaction effect between the utilization 

and coefficient of variation is present. A higher utilization rate for a multiple-item single-

machine means a higher percentage of the total cycle time the machine must be productive to 

meet demand. Therefore, the percentage of time available for change-overs will be lower. 

Since the cycle length is directly proportional to the sum of change-over times, the cycle 

length will increase which lead to an increase in average and maximum inventory levels of the 

items (Bradley and Conway, 2005). Since margin per time unit is increasing as the utilization 

at the facility increases, the additional proceeds per time unit outweigh the additional holding 

costs of increased cyclic inventory for each level of an increased utilization in the experiment. 

With regard to the impact of predetermined service levels on the margin per time unit, one 

could perceive an increase in performance if predetermined service levels increase in the 

experimental design. This effect is significant with a p-value of 0.00. Although safety stock 

levels exponentially increase with predetermined service levels, the increased throughput 

because of a reduced amount of lost orders still outweighs the additional inventory costs at a 

service level of 99%. No interaction effect with the coefficient of variation or the utilization is 

present. In other words, the relationship remains robust under differences in demand 

uncertainty and different utilization rates at the unit. 

Model 3 represent a dynamic scheduling policy.  With regard to the impact of the Coefficient 

of Variation and the predetermined service levels on the margin per time unit the same 

conclusion can be drawn as in Model 1 and 2. With regard to the utilization rate a different 

observation can be perceived. The dynamic scheduling policy, in which campaign lengths can 

be interrupted if the safety stock level of other grades in the system is reached, is triggered to 

switch grades more often in a highly utilized environment (the probability of reaching safety 

stock levels of other grades during a production run increases). As a result, the number of 

daily setups increases and the time available for production decreases. This affects the 

throughput negatively at an aggregate utilization level of 95% compared to a utilization level 

of 90% (Appendix J).  No interaction effects between the factors can be perceived. This 

means, this effect is robust under all scenarios in the experimental design. 

The difference in performance among the different scheduling policies can also be measured 

by adding the factor ‘Policy’ (Model 1, 2 or 3) to the ANOVA test. The results are given in 

Appendix J. Based on the F-value with a corresponding p-value of 0.00, the difference in 



37 
 

performance is significant. The stabilized cycle time policies Model 1 and 2 are both 

outperforming the dynamic policy from an aggregate utilization of 90% and 95%. At a 75% 

utilization level, the dynamic scheduling policy outperforms model 1 and 2 in terms of margin 

per time unit. On average, Model 1 and 2 outperform the dynamic policy.  

4.3.6. OUTCOME CALIBRATION PREDETERMINED SERVICE LEVEL 

Other than the performance of the scheduling policies, the internal validation of the 

predetermined service level from the top-level decision making model can be assessed. A new 

variable is introduced, Δ fill rate, which is defined as the difference between the 

predetermined and actual service level from the simulation. 

From the results in Appendix J, one could see that the Δ fill rate increases if the coefficient of 

variation increases. This effect can also be perceived with regard to the utilization rate. 

Especially in the extreme case of a Coefficient of Variation of 1, the predetermined service 

levels cannot be perceived to be accurate. This observation is in line with the findings of 

Tyworth and Ganeshan (2000) with regard to the use of the unit normal loss function with a 

gamma distribution. However, since the grades in the case study have a coefficient of 

variation lower than 1/3 on a monthly basis we are interested at the behavior of the Δ fill rate 

at a coefficient of variation of 1/3. These results are presented in Table 11. These rates are 

still considered to be between the limits of accuracy. As a result, the outcome of the top-level 

decision making is internally validated given a coefficient of variance of 1/3.  

Table 11: Descriptive statistics Design of Experiments: Relationship between ∆ Service level, defined as the difference between actual minus  

Predetermined service level (I) , aggregate utilization given a CV of 1/3. 

MODEL 1 

 

(N=135) 

 Predetermined service level 

AGGREGATE UTILIZATION  90% 95% 99% Total 

75%  2.11% 0.79% -2.24% 0.22% 

90%  -1.07% -0.24% -0.99% -0.76% 

99%  -1.04% -1.08% -1.23% -1.12% 

Total  0.0% -0.4% -1.6% -0.7% 

   

4.4. SIMULATION RESULTS IN CURRENT SITUATION 

Now that the top-level model is calibrated and the behavior of the different scheduling 

policies is tested under a variety of experiments, the current situation can be simulated. In 

order to do so, the experimental design is now extended. All grades are now scheduled on 



38 
 

both units, demand is assumed to follow a gamma distribution (with parameters 𝛼 𝑎𝑛𝑑 𝛽). 

The grades scheduled on the unit now follow the characteristics of the production system in 

the real world. An overview of the relevant input variables is given in Table 12.  

With regard to the experimental design one additional constraint is added with regard to 

possible transitions. Not every transition from one to another grade is allowed. Since the 

benefits are unclear to the scheduler, the transitions of grades are modelled as a binary 

decision (allowed or not transition). An extensive overview of the relevant input variables and 

the transition matrix for both units is given in Appendix K. 

Table 12- Relevant input variables for simulation of case study in actual situation for unit 1000 and unit 2000 

 Grade 1 .. Grade N 

Margin [€/ton]    

Production rate [ton/batch]    

Production hours [hours/batch]    

Production rate [ton/month]    

setup time [hours]    

t [months]    

Set-up costs [€]    

Holding costs 1 internal tanks  [€/ton*month]    

Holding costs 2 external container storage] 

[€/ton*month] 
   

Tank capacity [tons]    

Forecast rate [ton/month]    

Forecast standard deviation    

 

4.4.1. SCHEDULING POLICIES ASSESED IN CURRENT SITUATION 

In the current situation, the demand rate, standard deviation, forecast rate and standard 

deviation of the forecast errors cannot be influenced by Shell Chemicals. The only input 

factors Shell can affect in the current situation are the predetermined service levels from the 

top-level model and its scheduling policy. Based on this situation the following models will 

be assessed in a full factorial design. The relevant factors are summarized in Table 13. The 

models compared to each other are: 

 Stable cycle times scheduling (no interruption of campaign length) with fixed 

predetermined sequence given possible transitions(see Model 1 from Chapter 4.1) 

 Stable cycle times scheduling with varying sequence based on the run-out index and 

possible transitions (see Model 2 from Chapter 4.1) 
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 Dynamic cycle times policy in which a dynamic sequence is held and campaign 

lengths can be interrupted (see Model 3 from Chapter 4.1) 

 A current scheduling policy is approached by Model 4 in which campaign length 

quantities are fixed and no predetermined sequence is maintained (referred to as 

Model 4 of Current situation). The sequencing decision is determined by the run-out 

index. 

Table 13- Factorial analysis. CV and utilization rate are fixed. Different models are compared with regard to their 

predetermined service level. 

 Factor levels 

Factor:  

Model Model 1,2,3 and 4 

 

Predetermined 

service levels 

90, 95 and 99 % 

 

With regard to the outcome of the scheduling policies we are interested in: 

 Margin per time unit 

 Aggregate fill rate 

 Inventory levels per time unit 

 Costs (Setup and holding costs) per time unit 

 Standard deviation in cycle times  

Other scheduling assumptions: 

From a Shell point of view there are limitations set on the minimum amount of batches per 

campaign per grade. This is because of cross contamination between grades. In the 

simulation, the minimum amount of batches to be allowed for Model 1, 2, 3 is set to 5 batches 

per campaign. No upper limit is set on the maximum amount, such that the value can be 

assessed of allowing flexibility in campaign length at the unit.  

Unplanned downtime 

With regard to unplanned downtime this cannot be ignored in the simulation study since this 

influences the capacity at the unit. Since no accurate historical data is available about the 

probability distribution of the unplanned downtime, assumptions have to be made. Only data 

with regard to unplanned downtime is available on a monthly basis. Based on interviews with 

the production specialist the historical monthly data is obtained from 2015 and 2016. The 

expected mean is assumed to be 5% since this is the availability the scheduler works with. 

The standard deviation is arrived from the sample set and the coefficient of variation on a 

monthly basis is estimated to be 0.49. The CV and expected hours are now used to determine 

the probability distribution of the unplanned downtime for the units. According to interviews 

with the supply coordinator of the production unit, the expected downtime is assumed to be 6 

hours if an incident occurs.  Since the distribution of unplanned downtime is characterized by 
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a fat tail (incidental accidents occur with a large amount of hours of unplanned downtime) and 

non-negative values, the assumption is made unplanned downtime follows a gamma 

distribution. Based on the characteristic of independency between the random variables, the 

expected mean on a monthly basis (95% availability) and the expected mean per event of 86 

hours, the standard deviation of the duration of unplanned downtime can be estimated.  

With regard to the time between failures an assumption can also be made. Since 95% of the 

capacity is available on a monthly basis and the expected mean of planned downtime is 86 

hours, the time between failures is assumed to follow an exponential distribution with an 

expected mean of 1642 hours (Table 14). 

Table 14- Assumptions with regard to unplanned downtime 

 Expected mean  Alpha Beta 

Monthly basis 5%  58 0,173 

Planned downtime 86 hours 10 131400 

Time between failures 1642 hours   
 

4.4.2. RESULTS IN CURRENT SITUATION FOR UNIT 1000 AND 2000 

Now that the models are defined, the real situation in the case study with unplanned downtime 

and actual demand rates can be simulated 

4.4.2.1.Unit 1000 

The results for the unit 1000 are given in Table 15. The aggregate demand rate is 90% based 

on an expected production availability of the unit of 95% on a monthly basis. From the results 

in Table 15, one can see that with regard to model 1 and 2 which both produce until an order-

up to level is reached without interruptions, achieve aggregate service levels similar to their 

pre-determined service levels from the top-level. In other words, in an environment with 

unplanned downtime, the top-level model can be used to determine target order-up to levels. 

In order to compare the performance in terms of margin per time unit subject to a service-

level, the different components which determine the margin per time unit are analyzed. 

With regard to throughput, one can see this component is the main driver for the margin per 

time unit. The throughput has a magnitude of millions on a monthly basis, while holding and 

setup costs only have a magnitude of thousands of euros. A simple verification can be 

executed by looking at the marginal contribution per ton versus the holding costs per ton a 

month. Holding costs are assumed to equal an amount of 720€ a ton versus a marginal 

contribution of roughly 7200€ per ton. This is in line with the difference in magnitude from 

Table 15. With regard to throughput, Models 1 and 2 –both fixed cycle time policies- realize 

a higher throughput than a dynamic cycle time policy (Model 3) and the scheduling policy in 

the current situation with fixed campaign lengths (Model 4). This is in line with previous 

work from Fransoo et al. (1995) and Bradley and Conway (2005). The throughput value 

depends on the obtained service level since an increase in lost orders leads to a reduced 
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throughput. With regard to the service level one can see that Model 3 (the dynamic policy) 

can realize service levels of 90% and 95%, but not an aggregates service level of 99%. This 

can be explained by looking at the average amount of daily setups in Table 16. As the 

predetermined service level increases, so do predetermined safety stock levels. The 

interruption of a production run is triggered by the state of others grades in the system. If 

safety stock levels are reached, a set-up is triggered and the facility is not available for 

production. As predetermined service levels arise in a dynamic environment, the probability 

of reaching safety stock levels increases, which triggers a set-up at the facility. As a result, the 

average number of set-ups will increase and less time at the unit is available for actual 

production. With regard to throughput and fixed cycle time policies model 1 outperforms 

model 2 in terms of obtained service levels. This difference can be explained by looking at the 

standard deviation of the cycle time in Table 16. The cycle time of model 1 is on average 

lower than the cycle time of model 2. This means the planning of the next production run for a 

grade is more predictable if a fixed sequence policy is maintained. This reduces uncertainty 

and increases throughput.  

With regard to costs, cyclic and setup costs can be analyzed. Setup costs are linearly 

correlated to the average number of setups. Since production runs are not interrupted for 

model 1, 2 and 4 – this policy is independent of the state of the system during a production 

run. As a result the average number of setups is assumed to be more or less stable and 

independent from predetermined service levels. With regard to a dynamic policy, as soon as 

predetermined service levels increase, interruption of a production will be triggered more. As 

a result, the average number of daily setups will increase as well as setup costs.  

With regard to holding costs the results are in line with Rappold and Yoho (2014) and 

Briskorn et al. (2016) who show that stabilizing cycle lengths does lead to less variability in 

cycle lengths but increased expected inventory costs. 

With regard to the standard deviation of cycle times the results are also in line with the 

hypothesis from Chapter 1. A policy in which a fixed sequence is followed and productions 

runs are not interrupted lead to the lowest standard deviation of cycle times. A dynamic policy 

leads to the highest standard deviation of cycle times since the predictability of a stable 

production schedule is disturbed by the state of other products in the system. The current 

situation (which behavior is approached by Model 4 in which campaign lengths are fixed with 

no predetermined sequence) has a similar standard deviation of cycle times compared to 

model 2. The average standard deviation is between the average standard deviation of model 1 

and model 4. This can be explained by the observation that campaigns are fixed in length but 

the sequence not. This leads to a less predictable production schedule compared to a fixed 

predetermined sequence, but a more stabilized production schedule compared to a dynamic 

production schedule.  

Finally, with regard to the margin per time unit one could see that a predetermined sequence 

with a stabilized cycle time policy outperforms a stabilized cycle time policy with a varying 

sequence. A stabilized cycle time policy with a varying sequence outperforms a dynamic 

policy in terms of average margin per time unit. The policy that reflects the current situation is 

outperformed by model 1 and 2 in terms of margin per time unit. However, at a predetermined 
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service level of 99%, the current scheduling policy outperforms a dynamic scheduling policy. 

A possible explanation can be found at the average number of setups. An increased 

predetermined service level does not trigger the amount of set-ups in the current situation 

since the campaign length is fixed. As a result, the proportion of time available for throughput 

remains stable.  

In contrast, one can actually observe an improved actual service level given an increase in the 

predetermined service levels with regard to the current scheduling policy. With a 

predetermined service level of 90% only a service level of 85.42% is obtained, while a service 

level of 98.86% is obtained with a predetermined service level of 99%. This increased 

performance can be explained by the erratic inventory pattern of the current scheduling 

policy. Since campaign lengths are fixed and cannot be interrupted the probability of stock-

outs will increase when safety stock levels are set closer to 0. Safety stock levels 

corresponding to a service level of 99% hedge against this erratic inventory pattern of the 

grades.  

To assess whether this difference in performance is significant an ANOVA-test is performed 

with the predetermined service levels and different scheduling policies as factors. The results 

are presented in Appendix J. From the F-test one can conclude that the performance of 

margin per time unit is significantly different between the scheduling policies with a 

corresponding p-value of 0.00. The stable cycle time models outperform the dynamic policy 

which on average outperforms the scheduling policy in the current situation. With regard to 

the predetermined service level, one can conclude an increased service level leads to a higher 

margin per time unit (based on observations of predetermined service levels of 90, 95 and 

99%). This effect is significant with a corresponding p-value of 0.00. This result seems to be 

contradictory with the theory since one would expect margin per time unit to reduce if 

increased service levels are realized due to exponentially increased safety stocks. However, in 

this case study the marginal contributions of grades are relatively high compared to holding 

costs. As a result, the penalty costs of lost orders are still outweighing additional holding costs 

at a service level of 99%. An interesting question arises in which situation increased holding 

costs will exceed the penalty costs of lost orders. This will be elaborated in the discussion. 

4.4.2.2. PERFORMANCE U1000 IN ACTUAL SITUATION 

In order to compare the performance of the current scheduling policy with actual cycle times 

and inventory levels to the performance of the other strategies in terms of margin per time 

unit, the original settings in terms of cycle times and inventory levels in the actual situation 

are simulated too. The demand during the target cycle time is equal to the fixed campaign 

length. Then, the safety stock level set in the current situation is equal to the historical average 

inventory level minus the average cyclic inventory per grade. The calculations are made in 

Appendix K. The average amount of inventory per grade can be derived from historical data. 

Since data should not be biased with a deviating period of building up stock before a 

turnaround, an unbiased period from April 2016 until September 2016 is chosen. The results 

are given in Table 17. 
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With regard to the current situation the aggregate service level realized at the unit 1000 is 

99.9894%. However, the margin per month is € 25,120,987 Compared to a predetermined 

service level of 99%, a margin decrease of € 2,259,058 occurs on a monthly basis. At this 

point, an increased service level leads to a decrease in margin per time unit. In the chapter 

‘Managerial insights’ further insights will be provided with regard to the maximization of 

margin per time unit given a predetermined service level. 

  

Table 15: Descriptive statistics U1000: Margin (I), Throughput (II), Holding (III) and setup (IV) costs per production policy 

given predetermined service levels on a monthly basis. 

SERVICE 

LEVELS 

(N=120) 

 (1) 

90% 

(2) 

95% 

(3) 

99% 

(4) 

Total 

Models      

1 (I)  €      25,701,394   €      26,318,462   €      26,567,338   €      26,195,731  

 (II)  €      26,207,078   €      26,969,429   €      27,669,125   €      26,948,549  

 (III)  €          359,525   €          509,458   €          962,784   €          610,589  

 (IV)  €          146,160   €          141,509   €          138,989   €          142,229  

2 (I)  €      25,026,941   €      26,347,738   €      26,460,562   €      25,945,085  

 (II)  €      25,529,040   €      26,990,208   €      27,525,110   €      26,681,458  

 (III)  €          355,982   €          508,536   €          952,992   €          605,837  

 (IV)  €          146,117   €          133,934   €          111,571   €          130,536  

3 (I)  €      25,404,854   €      26,152,315   €      26,234,323   €      25,930,498  

 (II)  €      25,904,477   €      26,746,906   €      26,777,491   €      26,476,286  

 (III)  €          366,163   €          448,906   €          383,126   €          399,398  

 (IV)  €          133,459   €          145,685   €          160,042   €          146,390  

4 (I)  €      24,509,563   €      25,385,170   €      26,431,416   €      25,442,050  

 (II)  €      25,008,797   €      25,981,805   €      27,380,045   €      26,123,544  

 (III)  €          407,218   €          501,682   €          853,013   €          587,304  

 (IV)  €            92,016   €            94,954   €            95,616   €            94,190  

Total (I)  €      25,160,688   €      26,050,925   €      26,423,410   €      25,878,341  

 (II)  €      25,662,355   €      26,672,083   €      27,337,939   €      26,557,459  

 (III)  €          372,226   €          492,149   €          787,982   €          550,786  

 (IV)  €          129,442   €          129,024   €          126,562   €          128,333  
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Table 16: Descriptive statistics U1000: Margin  (I), average standard deviation of cycle times (II), aggregate fill rate (III)  and  

Average amount of daily setups (IV) per production policy given predetermined service levels on a monthly basis. 

SERVICE LEVELS 

(N=120) 

 (1) 

90% 

(2) 

95% 

(3) 

99% 

(4) 

Total 

1 I  €      25,701,394   €      26,318,462   €      26,567,338   €      26,195,731  

 II 2.57 2.86 3.18 2.87 

 III 91.05% 95.48% 99.56% 95.36% 

 IV 0.20 0.20 0.19 0.20 

2 I  €      25,026,941   €      26,347,738   €      26,460,562   €      25,945,085  

 II 4.61 4.81 5.01 4.81 

 III 90.06% 97.19% 99.50% 95.58% 

 IV 0.20 0.20 0.19 0.19 

3 I  €      25,404,854   €      26,152,315   €      26,234,323   €      25,930,498  

 II 10.65 12.53 10.65 11.28 

 III 90.97% 96.74% 96.32% 94.67% 

 IV 0.25 0.33 0.43 0.33 

4 I  €      24,509,563   €      25,385,170   €      26,431,416   €      25,442,050  

 II 5.86 7.07 7.52 6.82 

 III 85.42% 93.27% 98.86% 92.52% 

 IV 0.20 0.21 0.22 0.21 

Total I  €      25,160,688   €      26,050,925   €      26,423,410   €      25,878,341  

 II 5.92 6.82 6.59 6.44 

 III 89.37% 95.67% 98.56% 94.54% 

 IV 0.21 0.23 0.26 0.23 

 

Table 17- Performance of system with actual cycle times and safety stock levels on a monthly basis.  

N=10 Aggregate 

service level 

Throughput Margin  Holding  Setup costs 

Current 

situation 

99.9894% 

 

€ 27,737,957 € 25,120,987 € 2,579,688 € 37,282 
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4.4.3.  Unit 2000 

The results for unit 2000 are given in Table 18 and 19. The aggregate demand rate is 69% 

based on an expected production availability of the unit of 95% on a monthly basis. From the 

results in Table 18 one can see that the dynamic policy (Model 3) now performance the best 

in terms of margin per time unit.  

Again, the performance in margin per time unit can be analyzed by drilling down the different 

components. With regard to throughput, the dynamic policy now outperforms both stable 

cycle time policies and the scheduling policy in the current situation. This can be explained by 

comparing the obtained service levels given predetermined service levels and the average 

number of daily setups. The average number of setups in a dynamic environment is relatively 

higher compared to the other scheduling policies.  Since setups can be triggered by the state of 

other grades during a production run, this policy reacts on possible stock-outs of other grades. 

Although the proportion of time available for actual production reduces, capacity is not a 

constraint in an environment with a utilization of 69%. As a result, actual stock-outs of other 

grades during a production run can be prevented, while the throughput will not be affected. 

On contrary, the throughput will now improve since lost orders are prevented which affect the 

throughput negatively.  

With regard to holding costs, the average cycle times in a dynamic environment are smaller 

compared to a stable cycle time policy. As a result, less cyclic inventory is needed and the 

holding costs will be the lowest for Model 3. Since more setups are performed in the dynamic 

environment and the amount of setups are proportionally related to the setup costs, the setup 

costs will be the highest for Model 3. However, the set-up costs are relatively small in this 

case study. As a result, the dynamic model now outperforms fixed cycle time policies and the 

scheduling policy of the current situation.    

To assess whether this difference in performance is significant an ANOVA-test is performed 

with the predetermined service levels and different scheduling policies as factors. The results 

are presented in Appendix J. From the F-test one can conclude that the performance of 

margin per time unit is significantly different between the scheduling policies with a 

corresponding p-value of 0.00. With regard to this unit, a dynamic policy outperforms the 

other models. With regard to the predetermined service level, one can conclude an increased 

service level leads to a higher margin per time unit from 90% to 95%, but not from 95% to 

99%. This can be explained by the observation the safety stock levels from the top-level 

decision making are now performing better in terms of throughput. As a result, the throughput 

at a predetermined service level of 95% is already similar to the throughput obtained from a 

predetermined service level of 99%. 
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Table 18: Descriptive statistics U2000: Margin (I), Throughput (II), Holding (III) and setup (IV) costs per production policy given 

predetermined service levels on a monthly basis. 

SERVICE 

LEVELS 

(N=120) 

 
(1) 

90% 

(2) 

95% 

(3) 

99% 

(4) 

Total 

Models      

1 (I)  €      15,954,826   €      16,240,925   €      16,206,898   €      16,134,221  

 (II)  €      16,105,752   €      16,426,541   €      16,538,861   €      16,357,046  

 (III)  €          105,941   €          141,134   €          287,842   €          178,315  

 (IV)  €            44,971   €            44,482   €            44,107   €            44,525  

2 (I)  €      16,073,784   €      16,314,149   €      16,220,894   €      16,202,938  

 (II)  €      16,217,770   €      16,496,165   €      16,555,579   €      16,423,171  

 (III)  €          102,053   €          140,530   €          293,443   €          178,675  

 (IV)  €            41,947   €            41,501   €            41,256   €            41,558  

3 (I)  €      16,345,310   €      16,376,069   €      16,251,394   €      16,324,258  

 (II)  €      16,492,378   €      16,557,538   €      16,557,840   €      16,535,923  

 (III)  €            95,198   €          129,010   €          253,973   €          159,394  

 (IV)  €            51,869   €            52,459   €            52,474   €            52,272  

4 (I)  €      16,007,976   €      16,299,130   €      16,237,512   €      16,181,539  

 (II)  €      16,154,568   €      16,478,525   €      16,556,659   €      16,396,589  

 (III)  €          114,638   €          146,808   €          286,402   €          182,621  

 (IV)  €            31,954   €            32,587   €            32,746   €            32,429  

Total (I)  €      16,095,470   €      16,307,568   €      16,229,174   €      16,210,742  

 (II)  €      16,242,624   €      16,489,699   €      16,552,238   €      16,428,182  

 (III)  €          104,458   €          139,363   €          280,411   €          174,744  

 (IV)  €            42,682   €            42,754   €            42,638   €            42,696  
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Table 19: Descriptive statistics U2000: Margin (I), average standard deviation of cycle times (II), aggregate fill rate (III)  and  

Average amount of daily setups (IV) per production policy given predetermined service levels on a monthly basis. 

SERVICE LEVELS 
(N=120) 

 (1) 
90% 

(2) 
95% 

(3) 
99% 

(4) 
Total 

1 I  €      15,954,826   €      16,240,925   €      16,206,898   €      16,134,221  

 II 1.07 1.22 1.46 1.25 

 III 97% 99% 100% 99% 

 IV 0.21 0.20 0.20 0.20 

2 I  €      16,073,784   €      16,314,149   €      16,220,894   €      16,202,938  

 II 2.06 2.13 2.10 2.09 

 III 98% 100% 100% 99% 

 IV 0.19 0.19 0.19 0.19 

3 I  €      16,345,310   €      16,376,069   €      16,251,394   €      16,324,258  

 II 6.53 6.72 6.80 6.68 

 III 99% 100% 100% 100% 

 IV 0.24 0.24 0.24 0.24 

4 I  €      16,007,976   €      16,299,130   €      16,237,512   €      16,181,539  

 II 2.90 3.37 3.63 3.30 

 III 98% 100% 100% 99% 

 IV 0.15 0.15 0.15 0.15 

Total I  €      16,095,470   €      16,307,568   €      16,229,174   €      16,210,742  

 II 3.14 3.36 3.49 3.33 

 III 98% 100% 100% 99% 

 IV 0.19 0.20 0.19 0.19 

 

4.4.4. SCHEDULING PERFORMANCE IN CURRENT SITUATION U2000 

 

In the model that represents the actual situation in terms of cycle times and stock levels a 

higher throughput is realized (Table 20). However, holding costs are doubled compared to a 

predetermined service level of 99%. Eventually, the margin per time unit is reduced by  €          

398,218 on a monthly basis compared to the best performing scheduling policy subject to a 

predetermined service level of 99%. Differences are now smaller between the different 

scheduling policies. However, the outcome of the performances is different from the unit 
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1000. Now a dynamic scheduling policy generates the highest margin per time unit. A 

question arises at what utilization rate the stable cycle time policies will outperform the 

dynamic policy. This will be further discussed in the section ‘Managerial insights’. 

Table 20- Performance of system with actual cycle times and safety stock levels.  

N=10 Aggregate 

service level 

Throughput Margin  Holding  Setup costs 

Current 

situation 

100% 

 

 €      16,557,840   €      15,926,040   €          599,011   €            32,789  

 

4.4.5. SCHEDULING PERFORMANCE IN FULLY UTILIZED UNIT 

In the current situation the unit 1000 is not fully utilized. The aggregate forecast rate does not 

exceed capacity. In other words, the sum of aggregated forecasts compared to the production 

rate does not exceed 1. 

However, in the future Shell plans to extend the demand for product 4 at unit 1000. In this 

scenario, aggregate demand will exceed capacity. The scheduling policies now have to be 

assessed in a fully utilized environment. Before the performances of the different scheduling 

policies are tested a decision has to be taken with regard to the optimization of the aggregate 

utilization. Including 5% planned downtime, 95% of the total capacity is available to fulfill 

the aggregate utilization. In theory, this means the aggregate utilization can approach 95% to 

provide a feasible solution. However, this will mean the minimum fundamental cycle time 

will go up to infinite. In practice, the fundamental cycle time can be bounded by means of 2 

boundaries: 

 Limited storage capacity to storage cyclic inventory 

 Cost of cyclic inventory exceeds marginal contribution 

Since one wants to evaluate different production schedules with different multiples of the 

fundamental cycle time, one also wants to analyze a pure rotation cycle. In this cycle, every 

grade is produced once per production and of all possible combinations, this production plan 

requires the maximum amount of minimum fundamental cycle time. One could also state that 

the minimum fundamental cycle time is bounded by a pure rotation cycle. This means that the 

requirements on the length of the fundamental cycle times will be assessed given the 

production follows a pure rotation cycle. In this case,  

𝑇𝑚𝑖𝑛 ≥ 
∑

𝑡𝑖
𝑛𝑖

𝑁
𝑖=1

(
1 −

𝑓𝑖
𝑝𝑖

0.95 )

, 𝑤𝑖𝑡ℎ 𝑛𝑖 = 1 𝑓𝑜𝑟 𝑎𝑙𝑙 𝑖 

 

(37) 
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In which, 

𝑡𝑖 Holding costs with regard to safety stock per cycle time 𝑖 (€/time unit) 

𝑛𝑖 Multiple from target cycle length T 

𝑓𝑖 Forecast rate for item 𝑖 (tons / time unit) 

𝑝𝑖 Production rate for item 𝑖 (tons / time unit) 

 

A quick exploration on both boundaries show that with regard to holding costs, the holding 

costs per ton per month convert to the external holding costs since the proportion of tons 

stored in external containers will increase as the fundamental cycle time increases. In the case 

study holding costs will stabilize at around 783 € per ton a month. Marginal contributions of 

products are estimated around 7200€. This means the fundamental profitable cycle time can 

go up to an average fundamental cycle time of 9 months. Given an equally spread pattern, a 

fundamental cycle time of approximately 18 months can be realized before the marginal 

contribution constraint is violated. Given monthly volumes up to 800 tons, this constraint is 

highly unrealistic in terms of available storage capacity. As a result, the minimum 

fundamental cycle time is based on limited storage capacity. Because of administrative 

expenses, availability of containers at third parties, the assumption is made the total amount of 

grades to be stored externally is bounded by an amount of 5000 tons. This number is based on 

the peak volume during the turnaround in April 2016 which led to an external storage amount 

of 4000 tons. Given the internal tank capacities, the forecast rates and the maximum amount 

of external storage, the maximum amount of minimum fundamental cycle time can be 

determined. This equals 2.8 months. Based on (37), the utilization rate of the production 

schedule to be optimized can now be determined. The aggregate utilization rate equals 91% 

(which leads to a 96% utilization rate given the available capacity of the unit on a monthly 

basis and a pure rotation cycle). The decision rules of the order acceptance function from 

Chapter 3.3.1 can now be applied to obtain the preset expected utilization rate.  

Table 21- Adjusted forecast rates in scenario in which aggregate demand exceeds capacity 

 
forecast rate [ton/month] adjusted forecast rates Import 

PRODUCT 1  9,562   4,781   4,781  

PRODUCT 2  6,365   6,365   

PRODUCT 3  2,405   2,405   

PRODUCT 4  5,184   5,184   

PRODUCT 5  5,414   5,414   

PRODUCT 6  5,126   5,126   

PRODUCT 7  12,096   12,096   

Aggregate utilization 
 

91%  

 

4.4.6. PERFORMANCE IN FULLY UTILIZED UNIT 
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The results of the fully utilized unit are given in Appendix K. The differences in performance 

among the different policies in the actual situation are now amplified. Since the utilization 

rate at the unit increased, this affects the throughput positively. More tons are produced per 

time unit. Since the import costs (4608€ per ton) are lower than the actual margin on the 

grades, this enhances the performance in terms of margins per time unit. The service level of 

both the dynamic policy and the scheduling policy with fixed campaign lengths are now 

affected. With regard to the dynamic policy, this can be explained by looking at the average 

number of setups. This number increases if predetermined service levels increase because 

safety stock levels of other grades are reached during a production run. This triggers the 

action of switching grade production. As a result, less time is available for actual production 

and service levels are affected. 

With regard to service levels with the policy in the current situation, they are now also 

affected if fixed campaign lengths are maintained.  This can be explained by the observation 

that the size of the campaign length is not sufficient anymore such that the percentage of time 

available at the unit cannot fulfill demand. Since the optimum order up to levels are derived 

from the top-level model, multiples are now determined for each grade that leads to a 

minimum fundamental cycle length of 1.65. 

Since campaign lengths are fixed, the expected target cycle times now depend on the actual 

demand rates. Given the demand rates, grades now have a target cycle time around T=1 

(Appendix K). This means the scheduling policy in the actual situation cannot provide a 

feasible solution in order to meet demand. As a result, service levels will be affected. 

With regard to the scenario of the future in which the utilization at the unit 1000 will increase, 

a fixed sequence policy can provide high service levels, such that a minimum amount of tons 

has to be imported or be denied. This will eventually increase the margin per time unit.   
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5. CONCLUSION 

With regard to the effect of stabilizing cycle time policies, literature was unclear about the 

benefits. According to Fransoo et al. (1995), a policy aimed at stabilizing production cycles 

outperforms a dynamic cycle length policy with regard to maximization of expected margins 

per time unit in a highly utilized environment. By stabilizing cycle times, change-overs 

become more predictable and its proportion of time spend on change-overs will decrease and 

more time is available for production (Bradley and Conway, 2005). As a result, more 

throughput at the facility can be realized. However, Rappold and Yoho (2014) and Briskorn et 

al. (2016) show that stabilizing cycle lengths does lead to less variability in cycle lengths but 

increased expected inventory costs. Both results seem to be contradictory. However, they both 

aimed at maximizing or minimizing a different metric. Since existing literature often only 

compares the variability of the cycle length versus expected inventory costs there is not a 

clear reward for realizing a higher throughput. 

This research study contributed to literature by including a clear reward to the objective 

function by maximizing margin instead of minimizing cost per time unit. A heuristic 

procedure is developed to determine order-up to levels such that the margin per time unit is 

maximized. The procedure of Doll and Whybark (1973) is adjusted which focuses on cost 

minimization by the trade-off between setup and holding costs, while the new procedure now 

explicitly includes the marginal contribution of each grade to the objective function.  

The results from the simulation study show that fixed cycle time policies indeed lead to an 

increase in holding costs compared to a dynamic policy. However, in a highly utilized 

environment (with an average utilization of 90% and 95%) a fixed cycle time policy can 

realize a higher throughput compared to a dynamic policy. As a result, fewer lost orders per 

time unit are realized. In a lower utilization (70%), the proportion of time available for actual 

production is not constrained by the average number of setups. In this case, a stable cycle time 

policy does not benefit from an increased throughput. However, inventory and setup costs will 

increase. As a result, a dynamic cyclic policy will outperform a fixed cycle time policy when 

the utilization at the facility is relatively low. 

While Doll and Whybark (1973) focus on the trade-off between setup and holding costs, this 

research shows that the real trade-off is between increased realized throughput versus 

increased holding and setup costs subject to a predetermined service level.  Costs 

minimization neglects the impact of reduced throughput, which is a key component in order to 

optimize the margin per time unit. 

With regard to the limitations of this research one could mention the lack of daily data, 

historical forecasts and information about unplanned downtime. Now, assumptions had to be 

made with regard to order arrivals on a daily basis, a forecast model had to be developed and 

assumptions had to be made about unplanned downtime. This reduces the accuracy in 

representing the real situation of the case study. Further research could be focused on 

including the import function to the objective function. This decision is now based on a 

maximum fundamental cycle time instead of maximization of margin per time unit. 
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6. MANAGERIAL INSIGHTS 

In this chapter the interpretation of the results will be placed in a business context. What do 

the results mean for the business at Shell Chemicals Europe? The performance of the current 

scheduling policy with fixed campaign lengths was compared to stable and  dynamic cycle 

time policies. In the current situation the unit 1000 and 2000 are not requiring a minimum 

fundamental cycle length that exceeds the current fundamental cycle length given the 

aggregate utilization rates. In other words, the design of the planning- and control system can 

still provide a feasible solution in terms of realizing predetermined service levels. 

  

The policy with fixed campaign lengths performs best if predetermined safety stock levels are 

high. With a predetermined service level of 90% only a service level of 85.42% is obtained, 

while a predetermined service level of 98.86% is obtained with a predetermined service level 

of 99%. This increased performance can be explained by the erratic inventory pattern of the 

current scheduling policy. Safety stock levels corresponding to a service level of 99% hedge 

against this erratic inventory pattern of the grades.  

Future plans are there to increase the utilization at the unit 1000 by doubling the demand rate 

of Product 4. If the utilization rate increases, this means the minimum fundamental cycle 

length will also increase since a larger proportion of the time at the unit is needed for 

production. Given the fixed campaign lengths at the moment a graph can be constructed with 

the minimum required cycle time given the aggregate utilization rate. The graph is depicted in 

Figure 11. Since the campaign lengths are fixed, so is the minimum cycle length for the unit 

given the current scheduling policy (Appendix I).This means service levels cannot be 

fulfilled if the utilization at the unit exceeds 90% since the minimum required fundamental 

cycle time will then be exceeded given current campaign lengths. 

 
Figure 11- Graph with the minimum fundamental cycle time on the y-axis and the aggregate utilization on the x-axis. 
 

In terms of margin per time unit, one could see that a stable cycle time policy with a fixed 

sequence outperforms the current scheduling policy in a highly utilized environment. Given a 

predetermined service level of 99% and given all policies optimize its order-up to levels 
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subject to predetermined service levels, cost savings of €1,627,200  can be made on a yearly 

basis by a redesign of the planning- and control system (Table 22). 

Table 22:  Performance different policies among predetermined 99% service level at U1000 

 Model 1 Model 2 Model 3 Model 4 

Annual margin 

(€ M) 

319 318 315 318 

∆ best practice 

(Model 1) 

(€) 

- -1,281,600 -4,017,600 -1,631,059 

 

However, since marginal contributions per ton were relatively high in the case study, the total 

proceeds from throughput had a magnitude of millions on a monthly basis, while holding and 

setup costs only have a magnitude of thousands of euros. As a result, a higher margin per time 

unit was realized if service levels increased. However, the question now arises which service 

level should be set in order to maximize margin per time unit given a predetermined service 

level. The results are given in Figure 12. 

 
Figure 12- Yearly margin given predetermined service levels. The black bars represent a scheduling policy which optimizes 

margin per time unit given a predetermined service level. The grey bar represents the yearly margin based on the current 

situation with actual cycle times and inventory levels for the grades  
 

A maximization of margin per time unit can be obtained by producing in a fixed sequence 

order-up to policy with a service level of 99.5%. This means there is no product available for 

5 of 1000 customers. A high service level which represents a maximization of margin per 

time unit might be contradictory, but this can be explained as follows. Since throughput drives 

the margin per time unit in this business (with relative high marginal contributions compared 

to holding costs) the impact of penalty costs of lost orders is larger than the impact of 

increased holding costs on the margin per time unit. Moreover, the demand variability is 
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relatively low. As a result, the required safety stocks are relatively low if predetermined 

service levels increase. Those two elements drive the service level up with regard to the 

maximization of margin per time unit subject to the predetermined service level.   

However, the results from the simulation study of the current situation show a yearly margin 

of  €    301,449,600 given current cycle times, inventory levels and a service level of 99.894%. 

If the objective is to maintain our current cycle times (such that the quality of grades can still 

be assessed in internal tanks and no redesign of the current planning- and control system is 

needed), but to optimize order-up to levels and corresponding inventory levels, there is a cost 

savings opportunity of  €      11,952,000 on a yearly basis. Otherwise, there is an opportunity of  

€      18,619,200 on a yearly basis through producing in a fixed sequence order-up to policy 

(Table 17 and Figure 13).  

 

Table 17-  Comparison of yearly margin between best policies and current situation 

 Current situation  
 

Optimizing current 

situation 

Maximization of margin  

Service level 99.894% 

 

99.5% 

 

99.5% 

Margin per year  €    301,451,875   €    313,400,016   €    321,808,406  

Holding and setup 

costs 

 €      31,403,534   €      18,808,459   €      10,441,699  

 

From these results, one can conclude inventory control creates value to the business. Besides, 

in the long-term, when the unit is fully utilized, Shell Chemicals should consider starting to 

produce in a fixed sequence order-up to policy since predetermined service levels cannot be 

fulfilled with fixed campaign lengths. Not only leads this to the highest margin per time unit, 

it also benefits from better controlling predetermined service levels. Moreover, stable cycle 

time policies reduces operational complexity (the sequence is predetermined) and reduce the 

standard deviation of the cycle times. As a result, production schedules become more 

predictable and this also enhances the cooperation with suppliers and customers. 

In order to implement the redesign of the planning- and control system, the main barrier of the 

current production system has to be taken away: the assessment of the quality of grades in 

internal tanks. Without this constraint campaign lengths can vary in the amount of batches. As 

a result, the production scheduler can now vary the campaign length instead of the sequencing 

of grades. Incoming difficulties that come up with this redesign of the planning- and control 

system are that grades have to be assessed for their quality on an external location or in an 

external container. However, given the estimated cost savings a year and assuming Shell 

Chemicals wants to earn its investment back in 5 years, the total amount to be invested in this 

project can go up to 6,5 million euro given the opportunity in margin improvement on a 

yearly basis. As a result, the annual marginal cash flow will increase by  €        6,667,200. If the 

utilization rate at the facility increases in the future, this amount will even go further up since 

differences in performances will even be greater.  
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Instead of producing and assessing the performance of your policy afterwards, one can now 

determine target stock levels based on predetermined service levels. With regard to the 

implementation in terms of costs and time, this  research shows that target stock levels and 

safety stocks can be easily computed by means of a spread sheet. The additional effort  will be 

approximately 2 hours a week, while reducing inventory levels can lead to a cost savings 

opportunity of  €      11,952,000 on a yearly basis by monitoring your inventory levels. Shell 

should only start monitoring its forecast accuracy. Then, they can assess the forecast accuracy 

of their own forecasts and base their target stocks on their own forecast rates and monitor 

their performance in terms of accuracy over time.  

 
Figure 13- Opportunities to increase value with regard to planning- and control of Production units 
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APPENDIX A: ORGANIZATIONAL OVERVIEW 

Figure 14 depicts an organizational overview of the case study at Shell Chemicals. The case 

study is about optimization of 2 units within the group of products X. 

 
 

Figure 14- Overview of organizational structure of Shell. The case study will be conducted at the supply chain team pf 

group 1 
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APPENDIX B: DETAILED DESCRIPTION OF PROBLEM DEMARCATION 

The detailed description of the problem demarcation focusses on characteristics with regard to 

production, demand, storage, margins & costs and service level. Within the analysis of the 

different parts, the focus will lay on the elements which can be compared to the dominant 

characteristics of a single-machine multi-item system described by Brander et al. (2006). A 

detailed description can be found in the Research proposal of Vincent Moll (2016). 
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APPENDIX C: SCHEDULING DECISION MAKING PROCESS CURRENT 

SITUATION 

The decision making process of the current scheduling policy is based on 5 elements. These 

elements function as input variables in order to determine the sequence and campaign length 

of the grades scheduled at the unit and can be described as follows: 

 Current inventory levels 

 Forecast rates for upcoming 3 months 

 Capacity units in production hours 

 Changeover grade matrix 

 Design restrictions upon campaign length 

 

The sequencing and campaign lengths at both units are scheduled on a trimonthly basis. The 

current decision making process of scheduling can be described as follows: 

Forecast rates 

The forecast is an important input variable for the decision making process. Mostly 3 to 6 

months before the upcoming year, a first forecast is received by the supply coordinator. In this 

forecast, the monthly expected demand is estimated for each grade scheduled on the unit for 

the upcoming year. Then, 3 months in advance of a production month an updated forecast is 

received. Finally, 2 weeks for the upcoming month a final forecast is received from the 

product manager. Then, the logistic coordinator, who plans the production schedule, has to 

confirm whether the final demand can be met given the production capacity. If so, the supply 

coordinator confirms the final demand forecast and the scheduled confirmation is sent to the 

logistics coordinator. Then, Customer 1, an important customer for the consumption of 

product 3,6 and 7 can still adjust their nomination for the upcoming month after the final 

handshake. A summary of the forecast process is given in Figure 28. 

 
Figure 28- Forecast process for unit 1000 and 2000. 
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Campaign lengths 

Within each production run, the decision what campaign length should be chosen is bounded 

by the design of the current system. The campaign length is bounded by a minimum and 

maximum amount of batches. Because of cross contamination between grades a minimum 

amount of 10 batches has to be produced each campaign. Since a batch has on average a size 

of 572 tons (Appendix B), a campaign always has a minimum quantity of approximately 

5720 tons. In the current situation, grades do not flow out of the tanks before the quality of the 

grade has been checked (by means of circulation and testing a sample of the content of the 

internal tank in the lab). With regard to the unit 1000, the tanks of the different grades mainly 

have a capacity of 5720 tons (Appendix B). Because of the limited capacity and the type of 

quality assessment, the maximum amount of a campaign length is also constrained. Because 

of these restrictions, the scheduler has limited degrees of freedom with regard to production 

quantities in the current situation. 

 

Planning 

Based on the yearly forecast retrieved in September and estimated opening stocks, the 

production scheduler makes the first rough decision for each calendar month what product to 

produce in what quantity for the upcoming year. Then, given the updated forecast for the 

upcoming 3 months, the supply coordinator decides in what sequence and what campaign 

length the grades are scheduled (if the campaign length has degrees of freedom). No target 

inventory levels are used. This means no specific order-up-to policy is maintained. The supply 

coordinator has no specific rule for inventory boundaries. At least one month of stock is now 

hold as a minimum threshold, but this scheduling rule is not held as a stringent procedure but 

more as a sort of gut-level experience to prevent the grades from stocking-out. Since the 

production quantities are fixed for 4 grades at the unit 1000, those grades have a fixed 

quantity of 10 batches. The quantities for the other products are then scheduled in such a way 

that the facility at the unit 1000 is fully loaded. In other words, the scheduler aims at 

maximizing the throughput within the boundaries of the system. If demand exceeds 

production capacity, Product 6 is partly imported from an external supplier. 

2 weeks in advance of the upcoming month the process called ‘Handshake’ takes place. In 

this process the logistic coordinator has to confirm whether the demand forecast for the 

upcoming month can be met. If this can be met according to the estimated planning schedule, 

Table 29- degrees of freedom in campaign length for grades scheduled on unit 1000 

 Amount of batches per 

campaign 

Degrees of freedom 

PRODUCT 1 10 1 

PRODUCT 2 10 1 

PRODUCT 3 10 1 

PRODUCT 4 10 1 

PRODUCT 5 10-23 14 

PRODUCT 6 10* 1* 

PRODUCT 7 15/25**- 30 6-16** 
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the forecast can be confirmed. The production schedule for the upcoming month is then final. 

If not, then the product manager has to be informed and the forecast is revisited. 

In the handshake, the logistic coordinator also sets up the final sequence of producing. This 

sequence is determined by which transition is allowed or not because of cross contamination 

between di- or tri poles. Allowed and forbidden transitions are determined by the production 

specialist. If multiple grades can be scheduled after a particular grade, the planner often 

chooses the grade which will run out most likely given the ratio between expected inventory 

level and expected monthly forecast rate. Again, this scheduling rule is not held as a stringent 

procedure but more as a sort of gut-level experience.  

Historical data 

Based on the interviews with the production planner about the way of working, the current 

scheduling policy is compared to historical data with regard to the cycle time and the 

campaign length as a means of verification. As can be seen from the average cycle time and 

campaign length from Table 30, the historical data supports the information provided by 

interviews with regard to scheduling. The campaign length for 1,2,3,4, 5 and 6 all have a 

median of 10 batches. Their standard deviation is relatively low, which indicates a fixed 

quantity. For product 5 and 6, its standard deviation in campaign length is slightly higher. In 

the past product 6 was not imported and two tanks were used for production and sales. This 

design allowed more flexibility in production quantities. Product 5 has a tank capacity which 

allows more than 10 runs.  

 

Table 30- Historical data with regard to cycle times (days) and campaign lengths (runs) 

  Cycle time (days) Campaign length (batches) 

  Average Median Std. Average Median Std. 

PRODUCT 1 29 26 18,48 9,22 10 2,81 

PRODUCT 2 18 16 7,85 10,00 10 0,00 

PRODUCT 3 104 148 82,88 9,83 10 0,41 

PRODUCT 4 36 29 20,74 9,95 10 0,21 

PRODUCT 5 20 20 8,25 10,98 10 2,64 

PRODUCT 6 63 55 31,52 9,92 10 2,06 

PRODUCT 7 31 31 9,86 27,89 28 1,90 
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APPENDIX D: ORGANIZATIONAL STRUCTURE 

The organizational structure relevant for the scope of the research project is depicted in 

Figure 29. 5 key roles can be identified with respect to scheduling at the units. The product 

manager makes the demand forecast on a yearly, trimonthly, and monthly basis. During 

September or October, the yearly demand forecast for the upcoming calendar year is made 

and sent to the optimizer. The optimizer checks the feasibility of the demand given the 

available capacity and sends the yearly forecast to the supply coordinator. The supply 

coordinator is often referred to as the production planner/ production scheduler. Based on 

the yearly forecast, the supply coordinator makes a planning for each calendar month which 

grade to be produced in which quantity. 3 months in advance of a particular production 

month, the production schedule is updated with a more accurate forecast. The supply 

coordinator retrieves the trimonthly updated forecast and includes the production sequence 

and quantities to the production schedule. Then, 2 weeks in advance of a production month, 

the final forecast is received and if the production schedule can meet demand, the forecast is 

confirmed. This process is called the final handshake. Then, the supply coordinator sends 

the final production plan to the logistics coordinator, who coordinates the operating team at 

Pernis. The product specialist monitors and controls the production schedule and makes sure 

the quality of the grades is guaranteed during production. The logistics coordinator also 

sends actual information with regard to the actual production to the supply coordinator and 

product specialist.   

 
Figure 29- Actual flow of information within the scope of the research project. 
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APPENDIX E: PERFORMANCE MEASURES FORECASTS  

Expected error 

The expected error is the mean between the actual sales and the forecast for a particular 

month in the sample. If the forecast models are not biased up- or downwards, the forecast is 

expected to equal 0. 

�̂�𝑇+ℎ = 𝑦𝑇+ℎ − �̂�𝑇+ℎ 

Corresponding t-test expected error 

In order to statistically test whether the expected error of the model over the sample differs 

significantly from 0, a t-test (in which means of subgroups are compared to each other) can be 

generated.  In this t-test the hypotheses can be formulated as follows (two-tailed): 

  𝐻0 − ℎ𝑦𝑝𝑜𝑡ℎ𝑒𝑠𝑖𝑠: 𝑇ℎ𝑒 𝑒𝑥𝑝𝑒𝑐𝑡𝑒𝑑 𝑒𝑟𝑟𝑜𝑟 𝑑𝑜𝑒𝑠 𝑛𝑜𝑡 𝑑𝑖𝑓𝑓𝑒𝑟 𝑓𝑟𝑜𝑚 0 

  𝐻1 − ℎ𝑦𝑝𝑜𝑡ℎ𝑒𝑠𝑖𝑠: 𝑇ℎ𝑒 𝑒𝑥𝑝𝑒𝑐𝑡𝑒𝑑 𝑒𝑟𝑟𝑜𝑟 𝑑𝑜𝑒𝑠 𝑛𝑜𝑡 𝑑𝑖𝑓𝑓𝑒𝑟 𝑓𝑟𝑜𝑚 0 

If the standard error with its corresponding p-value exceeds 0.05, the expected value of the 

forecast error is assumed not to equal 0.  

Variance forecast error 

The variance of the forecast error can be determined by taking the variance of the expected 

forecast error in the sample.  

Standard deviation forecast error 

By taking the root square of the variance of the forecast error, the standard deviation of the 

forecast error can be determined. This parameter provides information about the prediction 

accuracy of the forecast model and has to be taken into account in order to determine order-up 

to levels.  

MSE value  

The MSE value is the most import indicator in order to assess the performance of different 

forecast models. The parameters 𝛼, 𝛽 and 𝛾 are estimated such that the MSE of the sample is 

minimized by means of the ordinary least squares method. Then, the lower the value of MSE, 

the more accurate the forecast prediction is.  
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APPENDIX F: RESULTS FORECASTS MODELS 

Example with regard to forecast models selection. The performance of different look-a-head models 

with initial periods of 1- and 2- year are compared between additive and multiplicative models.  Based 

on overall lowest MSE value, a 2-year initial estimation is chosen with a multiplicative forecast 

model. The look -ahead period is strategically based on a yearly basis  in order to deal with 

seasonality.  

Table 31- Example of performance multiplicative forecast model on grade 

Multiplicative 1 - year initial estimation 2-year initial estimation 

  Product 6 Product 6 

Outcome t+1 t+3 t+6 t+12 t+1 t+3 t+6 t+12 

Expected error 48 37 47 44 -17 -21 -20 -42 

Variance error 51256 18659 21834 34071 15197 17021 17298 19383 

Standard error 226 137 148 185 123 130 132 139 

AlphaHW 0,06 0,11 0,11 0,41 0,17 0,09 0,07 0,03 

BetaHW 0,10 0,06 0,07 0,06 0,12 0,18 0,19 0,40 

GammaHW 0,34 0,24 0,28 0,00 0,34 0,37 0,44 0,54 

MSE(HW) 52713 19725 23637 35387 15183 17126 17323 20679 

P(T<=t) two-tail 0,10 0,04 0,02 0,08 0,33 0,26 0,30 0,06 

Table 32- Example of performance additive forecast model on grade 

Additive  1 - year initial estimation 2-year initial estimation 

  Product 6 Product 6 

Outcome t+1 t+3 t+6 t+12 t+1 t+3 t+6 t+12 

Expected error 39 52 76 52 -45 -59 -70 -68 

Variance error 49572 83410 97966 89001 34570 37338 40173 27504 

Standard error 223 289 313 298 186 193 200 166 

AlphaHW 0,80 0,07 0,07 0,18 0,09 0,03 0,02 0,01 

BetaHW 0,01 0,16 0,16 0,07 0,13 0,30 0,48 1,00 

GammaHW 0,32 0,44 0,44 0,24 0,66 0,66 0,65 0,79 

MSE(HW) 50332 84775 102105 90032 35971 40117 44244 31460 

P(T<=t) two-tail 0,16 0,16 0,07 0,21 0,08 0,03 0,02 0,01 
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APPENDIX G: DERIVATION NEW HEURISTIC PROCEDURE 

First the individual EMQs are calculated but not with a minimization of costs, but a 

maximization of the margin per time unit. For individual items, per cycle one set-up is 

assumed.  

 
Figure 30- Structure of inventory pattern 
 

Set-up costs per cycle (I):  

Assumption: One setup per cycle for calculating individual cycle times: 

𝐴 = 𝑐𝑜𝑠𝑡𝑠 𝑝𝑒𝑟 𝑠𝑒𝑡𝑢𝑝 =  
𝑐𝑜𝑠𝑡𝑠 [€]

[𝑠𝑒𝑡𝑢𝑝]
∗ [𝑠𝑒𝑡𝑢𝑝𝑠] 

1

𝑇
= 𝑝𝑒𝑟 𝑐𝑦𝑐𝑙𝑒 𝑇 

Set up costs per cycle:   
1

𝑇
∗ 𝐴 =  

𝐴

𝑇
 

Holding costs (II): 

𝑝 = 𝑝𝑟𝑜𝑑𝑢𝑐𝑡𝑖𝑜𝑛 𝑟𝑎𝑡𝑒 =  [
𝑡𝑜𝑛

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
] 

𝑑 = 𝑑𝑒𝑚𝑎𝑛𝑑 𝑟𝑎𝑡𝑒 =  [
𝑡𝑜𝑛

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
] 

ℎ = ℎ𝑜𝑙𝑑𝑖𝑛𝑔 𝑐𝑜𝑠𝑡𝑠 =   [
€

𝑡𝑜𝑛 ∗  𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
] 
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𝐼𝑚𝑎𝑥 = (𝑝 − 𝑑) ∗  
 𝑑 ∗ 𝑇

𝑝
 

𝐼𝑚𝑎𝑥 =
  𝑝 ∗ 𝑑 ∗ 𝑇

𝑝
−
 𝑑2 ∗ 𝑇

𝑝
  

𝐼𝑚𝑎𝑥 = 𝑑 ∗ 𝑇 (1 −
𝑑

𝑝
) 

𝐴𝑟𝑒𝑎 𝑢𝑛𝑑𝑒𝑟 𝑐𝑢𝑟𝑣𝑒 𝑝𝑒𝑟 𝑐𝑦𝑐𝑙𝑒 =
𝑑 ∗ 𝑇 (1 −

𝑑
𝑝) ∗ 𝑇 ∗ ℎ 

2
∗  
1

𝑇
 

= 
𝑑 ∗ 𝑇 ∗ (1 −

𝑑
𝑝) ∗ 𝑇 ∗ ℎ

2 ∗ 𝑇
=  
𝑑 ∗ (1 −

𝑑
𝑝) ∗ 𝑇 ∗ ℎ

2
  

Final cost part of margin per time unit function: 

𝐶𝑜𝑠𝑡𝑠 𝑝𝑒𝑟 𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡 (=  𝐼 +  𝐼𝐼) 

𝑪(𝑻) =
𝑨

𝑻
+   

𝒅 ∗ (𝟏 −
𝒅
𝒑) ∗ 𝑻 ∗ 𝒉

𝟐
   

Differentiate with respect to T 

𝑑𝐶

𝑑𝑇
=
−𝐴

𝑇2
+   

ℎ ∗ 𝑑 (1 −
𝑑
𝑝)

2
 

𝐴

𝑇2
=   

ℎ ∗ 𝑑 (1 −
𝑑
𝑝)

2
= 

𝑇2 ∗ ℎ ∗ 𝑑 (1 −
𝑑

𝑝
)  =  2 𝐴 

𝑇 ∗ = √
2 𝐴

ℎ ∗ 𝑑 (1 −
𝑑
𝑝)

 

Unit check with regard to costs: 

First term: 

𝐴 =  [ € ]   (Assumption: 1 setup per cycle) 

T = [ 𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡]  

𝐴

𝑇
=  

€

 [ 𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡] 
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Second term: 

𝑑 =  [
𝑡𝑜𝑛

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
]  

ℎ =  [
€

𝑡𝑜𝑛 ∗  𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
] 

𝑝 =  [
𝑡𝑜𝑛

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
] 

T = [ 𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡]  

= 
𝑑 ∗ (1 −

𝑑
𝑝) ∗ 𝑇 ∗ ℎ

2
 

= 
𝑑 ∗ 𝑇 ∗ ℎ

2
− 
𝑑2 ∗ 𝑇 ∗ ℎ 

𝑝
 

= [
𝑡𝑜𝑛

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
] ∗ [𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡] ∗ [

€

𝑡𝑜𝑛 ∗  𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
] −  

[
𝑡𝑜𝑛

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡] ∗  [
𝑡𝑜𝑛

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡] ∗  
[𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡] ∗ [

€
𝑡𝑜𝑛 ∗  𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡]

[
𝑡𝑜𝑛

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡]
  

Cost function =[
€

 [ 𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡] 
] +  [

€

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
] − [

€

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
] =  [

€

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
]   

Margin per time unit 

= 𝑚𝑎𝑟𝑔𝑖𝑛 ∗ 𝑑𝑒𝑚𝑎𝑛𝑑 𝑟𝑎𝑡𝑒 ∗  𝑝𝑒𝑟𝑐𝑒𝑛𝑡𝑎𝑔𝑒 𝑜𝑓 𝑡𝑖𝑚𝑒 𝑠𝑝𝑒𝑛𝑡 𝑜𝑛 𝑝𝑟𝑜𝑑𝑢𝑐𝑡𝑖𝑜𝑛 𝑝𝑒𝑟 𝑐𝑦𝑐𝑙𝑒 

=  𝑃(𝑇) =

{
  
 

  
 𝑚𝑖  ∗  𝑑𝑖, 𝑇𝑐𝑎𝑝 ≥

𝑡𝑖

(1 −
𝑑𝑖
𝑝𝑖
)

𝑚𝑖  ∗  𝑑𝑖 ∗
(1 −

𝑡
𝑇)

(1 −
𝑡
𝑇𝑐𝑎𝑝

)
, 𝑇𝑐𝑎𝑝 <

𝑡𝑖

(1 −
𝑑𝑖
𝑝𝑖
)

 

  

Unit check: 

𝑚 = [
€

𝑡𝑜𝑛
] 

𝑝 =  [
𝑡𝑜𝑛

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
] 

t = [ 𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡]  
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T = [ 𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡]  

= [
€

𝑡𝑜𝑛 
] ∗  [

𝑡𝑜𝑛

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
] − 

[
€
𝑡𝑜𝑛] ∗  [

𝑡𝑜𝑛
𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡] ∗

[𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡]

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
 

= [
€

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
] − [

€

𝑡𝑖𝑚𝑒 𝑢𝑛𝑖𝑡
]  

Total margin function per cycle for individual items 

Since the unit check is ok, we can formulate the margin per time unit function as: 

𝑃(𝑇) =

{
 
 
 

 
 
 

𝑚𝑖  ∗  𝑓𝑖 ∗ − (
𝐴

𝑇
+   

𝑑 ∗ (1 −
𝑑
𝑝) ∗ 𝑇 ∗ ℎ

2
) , 𝑇𝑐𝑎𝑝 ≥

𝑡𝑖

(1 −
𝑓𝑖
𝑝𝑖
)

𝑚𝑖  ∗  𝑓𝑖 ∗
(1 −

𝑡
𝑇)

(1 −
𝑡
𝑇𝑐𝑎𝑝

)
− (

𝐴

𝑇
+   

𝑑 ∗ (1 −
𝑑
𝑝) ∗ 𝑇 ∗ ℎ

2
) , 𝑇𝑐𝑎𝑝 <

𝑡𝑖

(1 −
𝑓𝑖
𝑝𝑖
)
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APPENDIX H: EXPERIMENTAL DESIGN CALIBRATION TOP-LEVEL 

EXPERIMENTAL FACTORS AND LEVELS   

Table 33- demand rates  on monthly basis 

  demand rate [ton/month] 

Percentages  75% 90% 95% 

50% 867 1040 1098 

30% 787 944 997 

20% 461 553 584 
 

Table 34- demand rates  on monthly basis with different coefficient of variations 

Standard deviation demand Monthly rate [ton/month] 

CV 75% 90% 95% 

  867 1040 1098 

0,33 289 347 366 

0,67 578 693 732 

1,00 867 1040 1098 

  787 944 997 

0,33 262 315 332 

0,67 525 630 665 

1,00 787 944 997 

  461 553 584 

0,33 154 184 195 

0,67 307 369 389 

1,00 461 553 584 

 

Table 35- demand rates  on monthly basis with different coefficient of variations 

Standard deviation Daily rates [ton/month] 

CV 75% 90% 95% 

  28 34 36 

0,33 52 63 66 

0,67 105 126 133 

1,00 157 189 199 

  26 31 33 

0,33 48 57 60 

0,67 95 114 121 

1,00 143 171 181 

  15 18 19 

0,33 28 33 35 

0,67 56 67 71 

1,00 84 100 106 
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OTHER EXPERIMENTAL SETTINGS 

The other parameters contain similar characteristics of the experimental design. 

Table 35- Other experimental characteristics 

 Grade 1 Grade 2 Grade 3 

Margin [€/ton] 8640 8640 8640 

Production rate [ton/batch] 40,00 39,70 34,40 

Production hours [hours/batch] 12,632 8,29 8,17 

Production rate [ton/month] 2312 3498 3072 

setup time [hours] 6 6 6 

t [months] 0,00822 0,00822 0,00822 

Set-up costs [€] €             7200 €                                           

7200 

€                                     

7200 

Holding costs 1 internal tanks  

[€/ton*month] 

€                222 €                                             

222 

€                                       

222 

Holding costs 2 external container 

storage] [€/ton*month] 

€                763 €                                             

763 

€                                       

763 

Tank capacity [tons] 400 400 400 

Available capacity 1 1 1 
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APPENDIX I: FITTING NON-NEGATIVE PROBABLITY DISTRIBUTIONS 

In order to choose a non-negative distribution which fit historical data the best, appropriate 

non-negative distributions for single-machine multi-item systems in batch flow processes in 

chemical industries are explored. According to Kelton (2003) the following distributions are 

suited for simulation studies: 

 Erlang 

 Exponential 

 Gamma 

 Lognormal 

In order to fit the 4 distributions, 3 Goodness-of-Fit tests are executed to compare its relative 

performance among each other. Based on the statistic outcome in the Kolmogorov Smirnov, 

Anderson Darling and Chi-squared test, the non-negative distributions are ranked based on 

their performance. The performance in terms of Goodness-of-Fit is calculated by using 

software EasyFit. An example of output is provided in Table 36 below. From the results of 

the non-negative distributions and its overall performance, the decision is made to follow a 

gamma distribution. This software also provides estimated parameters for the relevant 

distributions. The estimated parameters generated by EasyFit are only used as a means of 

verification. 

Table 36- Output goodness of fits test 

Gamma  distribution 

Kolmogorov-Smirnov 

Sample Size 

Statistic 

P-Value 
Rank 

15 

0.21167 

0.58396 
30 

a 0.2 0.1 0.05 0.02 0.01 

Critical Value 0.29577 0.33815 0.37543 0.41918 0.44905 

Reject? No No No No No 

Anderson-Darling 

Sample Size 
Statistic 

Rank 

15 
0.7268 

21 

a 0.2 0.1 0.05 0.02 0.01 

Critical Value 1.3749 1.9286 2.5018 3.2892 3.9074 

Reject? No No No No No 

Chi-Squared 

Deg. Of freedom 

Statistic 

P-Value 
Rank 

15 

0.12741 

0.72114 
11 

a 0.2 0.1 0.05 0.02 0.01 

Critical Value 1.6424 2.7055 3.8415 5.4119 6.6349 

Reject? No No No No 
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In order to estimate the parameters that fit the actual demand the best, the approach of 

Tyworth and Ganeshan (2000) is followed. According to them one has to estimate the sample 

mean and sample standard deviation from the actual demand. With regard to observations, the 

monthly demand sales are chosen after the introduction of the MD530-04 to the unit for the 

unit 1000 since these demand rates represent the current situation.  

Finally Tyworth and Ganeshan (2000) argue that the parameters of the gamma distribution are 

determined with 𝜇 and σ as follows: 

∝=
𝜇2

σ2
  and 𝛽 =

σ2

𝜇
  

Based on the sample data, the alpha and beta parameters are estimated. The results are given 

in the Table 37. 

Table 37- Gamma parameters  

Monthly demand 

rate [tons/month] 

Average demand 

rate sample 

Standard deviation 

sample 

Estimated alpha Estimated beta  

PRODUCT 1 9562 1829 389 346 
PRODUCT 2 5184 965 418 173 
PRODUCT 3 12096 2102 475 360 
PRODUCT 4 6365 2635 86 1094 
PRODUCT 5 5414 1397 216 360 

PRODUCT 6 2563 461 446 86 
PRODUCT 7 1699 576 130 202 

 

The estimated alpha and beta parameters are compared to the output provided by Easyfit. 

Parameters are similar. As a final means of verification, a cumulative distribution is provided 

to verify the demand behavior.  

 
Figure 31- Demand behavior of each grade according to estimated gamma parameters alpha and beta. On the y-axis one can 

find the cumulative probability distribution. On the x-axis one finds the monthly demand rate for each grade  
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APPENDIX J: EXPERIMENTAL DESIGN  

Table 37: Descriptive statistics Design of Experiments: ∆ Service level, defined as the difference between actual minus predetermined 

service level (I) , monthly margin (II ), monthly proceeds (III) and monthly holding  costs (IV)  give 

predetermined service levels and utilization rates at the unit. 

MODEL 1  

 

(N=135) 

 COEFFICIENT OF VARIATION 

AGGREGATE UTILIZATION  1/3 2/3 1 Total 

75% I 0.22% -1.88% -5.55% -2.40% 

 II  € 17,308,469   € 16,479,907   € 14,963,904   € 16,250,760  

 III  € 17,528,602   € 16,793,899   € 15,697,498   € 16,673,328  

 IV  € 109,814   € 212,515   € 633,802   € 328,306  

90% I -0.76% -3.69% -5.78% -3.41% 

 II  € 19,992,701   € 18,987,480   € 17,687,333   € 18,850,781  

 III  € 20,079,922   € 19,408,018   € 18,880,402   € 19,408,118  

 IV  € 118,958   € 304,704   € 1,079,928   € 501,192  

95% I -1.41% -4.11% -6.16% -3.89% 

 II  € 20,511,245   € 19,885,147   € 18,497,376   € 19,631,261  

 III  € 20,749,378   € 20,350,757   € 19,971,720   € 20,357,280  

 IV  € 124,906   € 349,920   € 1,360,699   € 611,842  

Total I -0.65% -3.22% -5.83% -3.23% 

 II  € 19,174,810   € 18,450,850   € 17,049,542   € 18,225,058  

 III  € 19,404,634   € 18,850,896   € 18,183,211   € 18,812,909  

 IV  € 127,498   € 289,051   € 1,024,805   € 480,456  
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Table 38: Descriptive statistics Design of Experiments: ∆ Service level, defined as the difference between actual minus predetermined 

service level (I) , monthly margin  (II ), monthly proceeds (III) and monthly holding  costs (IV)  given  

predetermined service levels and utilization rates at the unit. 

MODEL 2   

 

(N=135) 

 COEFFICIENT OF VARIATION 

AGGREGATE UTILIZATION  1/3 2/3 1 Total 

75% I 0.42% -2.31% -6.43% -2.77% 

 II  € 17,071,474   € 16,362,173   € 15,100,560   € 16,178,069  

 III  € 17,262,274   € 16,645,507   € 15,862,406   € 16,590,067  

 IV  € 135,706   € 225,245   € 705,960   € 355,637  

90% I -0.92% -6.27% -6.31% -4.50% 

 II  € 19,859,674   € 18,888,725   € 17,670,542   € 18,806,314  

 III  € 20,064,182   € 19,445,760   € 19,145,448   € 19,551,802  

 IV  € 157,982   € 520,848   € 1,445,486   € 708,106  

95% I -1.15% -6.98% -6.21% -4.78% 

 II  € 20,672,064   € 19,349,482   € 18,275,069   € 19,432,210  

 III  € 20,898,360   € 20,138,976   € 20,167,430   € 20,401,589  

 IV  € 196,171   € 765,230   € 1,872,216   € 944,539  

Total I -0.95% -5.19% -6.32% -4.02% 

 II  € 19,201,075   € 18,200,131   € 17,015,386   € 18,138,859  

 III  € 19,408,262   € 18,743,414   € 18,391,766   € 18,847,814  

 IV  € 163,282   € 503,770   € 1,341,216   € 669,427  
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Table 39: Descriptive statistics Design of Experiments: ∆ Service level, defined as the difference between actual minus predetermined 
service level (I) , monthly margin (II ), monthly proceeds (III) and monthly holding  costs (IV)  given  

predetermined service levels and utilization rates at the unit. 

MODEL 3 

 

(N=135) 

 COEFFICIENT OF VARIATION 

AGGREGATE UTILIZATION  1/3 2/3 1 Total 

75% I 1.76% -3.57% -10.40% -4.07% 

 II  € 17,334,418   € 16,484,573   € 14,807,851   € 16,208,942  

 III  € 17,551,195   € 16,799,803   € 15,540,206   € 16,630,402  

 IV  € 136,512   € 213,307   € 632,707   € 327,514  

90% I -4.02% -6.88% -9.83% -6.91% 

 II  € 19,310,227   € 18,329,587   € 17,150,962   € 18,263,592  

 III  € 19,540,195   € 18,748,066   € 18,354,326   € 18,880,862  

 IV  € 118,325   € 303,336   € 1,089,158   € 503,611  

95% I -5.42% -9.13% -10.77% -8.44% 

 II  € 16,010,899   € 14,899,450   € 13,718,534   € 14,876,294  

 III  € 16,254,029   € 15,364,699   € 15,213,946   € 15,610,896  

 IV  € 127,512   € 349,574   € 1,380,125   € 619,070  

Total I -2.56% -6.53% -10.33% -6.47% 

 II  € 17,551,843   € 16,571,203   € 15,225,782   € 16,449,610  

 III  € 17,781,811   € 16,970,846   € 16,369,488   € 17,040,715  

 IV  € 127,454   € 288,749   € 1,034,006   € 483,394  
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Table 40- Descriptive statistics Design of Experiments: Relationship between margin per time unit and policy, factors utilization, 

predetermined service level and coefficient of variance.  

 N= 405  R-squared  0.9458  

   Adj R-

squared 

0.9324  

 Partial SS df MS F Prob > F 

Model 7.12E+12 80 8.90E+10 70.7 0.00 

      

Policy 1.31E+12 2 6.52E+11 518.22*** 0.00 

Utilization 2.03E+12 2 1.01E+12 804.5*** 0.00 

Policy#Utilization 1.88E+12 4 4.69E+11 372.72*** 0.00 

CoV 1.61E+12 2 8.06E+11 639.9*** 0.00 

Policy#CoV 6.81E+09 4 1.70E+09 1.35 0.2502 

Utilization#CoV 6.11E+09 4 1.53E+09 1.21 0.3054 

Policy#CoV#Utilization 1.04E+10 8 1.30E+09 1.03 0.4126 

Service level 1.60E+11 2 8.02E+10 63.7*** 0.00 

Policy#Service level 3.28E+10 4 8.20E+09 6.51*** 0.00 

Utilization#Service level 1.38E+10 4 3.44E+09 2.73*** 0.029 

Policy#Utilization#Service level 1.93E+10 8 2.41E+09 1.92** 0.0569 

CoV#Service level 5.65E+09 4 1.41E+09 1.12 0.3465 

Model#CV#Servicelevel 2.19E+10 8 2.74E+09 2.17** 0.0292 

Demandrate#CV#Service elvel 1.42E+10 8 1.78E+09 1.41 0.1898 
Model#Demandrate#CV#Service 
level 1.08E+10 16 6.73E+08 0.53 0.9282 

*** p<0.01, ** p<0.05, * p<0.1 
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Table 41:Descriptive statistics Design of Experiments: Relationship between difference between actual and predetermined service 

level and factors policy, factors utilization, predetermined service level and coefficient of variance.  

 N= 405  R-squared  0.9458  

   Adj R-squared 0.9324  

 Partial SS df MS F Prob > F 

Model 7.12E+12 80 8.90E+10 70.7 0.00 

      

Policy 0.07714685 2 0.038573 13099.48*** 0.00 

Utilization 0.04908259 2 0.024541 8334.19*** 0.00 

Policy#Utilization 0.01096804 4 0.002742 931.18*** 0.00 

CoV 0.26607068 2 0.133035 45178.6*** 0.00 

Policy#CoV 0.01426161 4 0.003565 1210.8*** 0.00 

Utilization#CoV 0.02254474 4 0.005636 1914.04*** 0.00 

Policy#CoV#Utilization 0.01269195 8 0.001586 538.77*** 0.00 

Service level 0.09921486 2 0.049607 16846.61*** 0.00 

Policy#Service level 0.02188814 4 0.005472 1858.29*** 0.00 

Utilization#Service level 0.00600974 4 0.001502 510.22*** 0.00 

Policy#Utilization#Service level 0.00499559 8 0.000624 212.06*** 0.00 

CoV#Service level 0.00445365 4 0.001113 378.11*** 0.00 

Model#CV#Servicelevel 0.0009752 8 0.000122 41.4*** 0.00 

Demandrate#CV#Service elvel 0.00319266 8 0.000399 135.53*** 0.00 

Model#Demandrate#CV#Service 

level 0.00237712 16 0.000149 50.45 0.00 
*** p<0.01, ** p<0.05, * p<0.1 
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APPENDIX K: CHARACTERISTICS OF THE CURRENT SITUATION FOR THE CASE 

STUDY 

The experimental design is now extended to the case study. All grades with corresponding 

characteristics are now simulated. The demand pattern is assumed to follow a gamma 

distribution. The characteristics are given in Table 42. 

Table 42- Characteristics of the current situation 

Input parameters Product 

1 

Product 

2 

Product 3 Product 

4 

Product 

5 

Product 

6 

Product 

7 

Margin [€/ton]  € 10,368  € 9,360   € 8,064   € 10,424   € 8,064   € 21,600   € 6,120 

Production rate [ton/batch] 533 518 533 562 518 504 518 

Production hours 115 86 115 86 144 274 86 

Production rate [ton/month] 51725 59227 51725 71006 39197 19224 63792 

setup time [hours] 86 86 691 86 86 86 86 

t [months] 0 0 0 0 0 0 0 

Set-up costs [€]  € 1,440   € 1,440   € 

288,000  

 € 1,440   € 1,440   € 1,440   € 1,440  

holding costs internal tanks  € 216   € 216   € 216   € 216   € 216   € 216   € 216  

holding cost external container 

storage 

 € 778   € 778   € 778   € 778   € 778   € 778   € 778  

Forecast rate [ton/month] 9562 6365 1699 5184 5414 2563 12096 

Tank capacity [tons] 5976 5933 0 6048 11952 5731 5515 

Predetermined forecast errors 1786 3067 576 1584 1872 907 2102 

 

Other than the characteristics of the single-machine multiple-item environment, a grade 

transition matrix has to be added too since certain transitions are forbidden because of cross 

contamination. Since in the real situation the only distinction is made whether a certain 

transition is allowed or not allowed, this decision is modelled similarly in the simulation study 

as depicted in Table 43.  

Table 43- Possible transitions  

 From/to Possible transitions afterwards       

Product 6 Product 7 Product 3 Product 5 Product 2 Product 1 

Product 3 Product 7 Product 5 Product 2 Product 6 Product 1 

Product 1 Product 7 Product 3 Product 5 Product 2 Product 6 

Product 2 Product 7 Product 3 Product 5 Product 6 Product 1 

Product 7 Product 3 Product 5 Product 2 Product 6 Product 1 
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APPENDIX J: ANOVA TESTS PERFORMANCE SCHEDULING POLICIES 

In order to assess the difference in performance among the scheduling policies a statistical 

ANOVA test is performed. The results are given below: 

Table 44- Descriptive statistics U1000: Throughput per time unit (I) and average standard deviation of cycle times (II) per 

production policy given predetermined service levels. 

 N= 120  R-squared  0.9150  

   Adj R-squared 0.9063  

 Partial SS df MS F Prob > F 

Model 2.3305e+11 11 2.1187e+10   105 0.0000*** 

      

Scheduling 

policy 

4.3151e+10 3 1.4384e+10 72 0.0000*** 

Service level 1.6240e+11 2 8.1202e+10    405 0.0000*** 

Policy* Service 

level 

2.7495 e+10 6 4.5826e+09   23 0.0000*** 

      

Residual  2.1657 e+10 108 200523805     

Total 2.5471e+11 119 2.1404e+09   

*** p<0.01, ** p<0.05, * p<0.1 

                                                         *** p<0.01, ** p<0.05, * p<0.1    

                                                                       

  

Table 45- U1000 regression analysis 

Monthly margin [€] Coef. Std. Err. t P>t [95% Conf. Interval] 

(N=120) 
      

SCHEDULING POLICY 
      

1 0 (base) 
    

2 -46836.6*** 6332.832 -7.4 0 -59389.38 -34283.8 

3 -20592.15*** 6332.832 -3.25 0.002 -33144.92 -8039.38 

4 -82765.4*** 6332.832 -13.07 0 -95318.17 -70212.6 

       SERVICE LEVEL 
      

90% 0 (base) 
    

95% 42852.18*** 6332.832 6.77 0 30299.4 55404.95 

99% 60135.94*** 6332.832 9.5 0 47583.17 72688.71 

       POLICY* SERVICE LEVEL 
      

2 95% 48870.13*** 8955.977 5.46 0 31117.83 66622.43 

2 99% 39420.74*** 8955.977 4.4 0 21668.44 57173.04 

3 95% 9054.514 8955.977 1.01 0.314 -8697.786 26806.81 

3 99% -2534.563 8955.977 -0.28 0.778 -20286.86 15217.74 

4 95% 17953.27 8955.977 2 0.048 200.9657 35705.57 

4 99% 73325.62*** 8955.977 8.19 0 55573.32 91077.92 

       CONSTANT 1784818 4477.988 398.58 0 1775942 1793695 
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Table 46- Descriptive statistics U2000: Throughput per time unit (I) and average standard deviation of cycle times (II) per 

production policy given predetermined service levels. 

 N= 120  R-squared  0.9955  

   Adj R-squared 0.9950  

 Partial SS df MS F Prob > F 

Model 9.2935e+09 11 844862414 2163 0.0000*** 

      

Scheduling 

policy 

2.8437e+09 3 947915469 2427 0.0000*** 

Service level 4.4371e+09 2 2.2185e+09 5681 0.0000*** 

Policy* Service 

level 

2.0127e+09 6 335443114   856 0.0000*** 

      

Residual  42175632 108 390515     

Total 9.3357e+09 119 78450942   

*** p<0.01, ** p<0.05, * p<0.1 
 

*** p<0.01, ** p<0.05, * p<0.1 

 

  

Table 47- U2000 regression analysis 

Monthly margin [€] Coef. Std. Err. t P>t [95% Conf. Interval] 

(N=120) 
      

SCHEDULING POLICY 
      

1 0 (base) 
    

2 -46836.6*** 6332.832 -7.4 0 -59389.38 -34283.8 

3 -20592.15*** 6332.832 -3.25 0.002 -33144.92 -8039.38 

4 -82765.4*** 6332.832 -13.07 0 -95318.17 -70212.6 

       SERVICE LEVEL 
      

90% 0 (base) 
    

95% 42852.18*** 6332.832 6.77 0 30299.4 55404.95 

99% 60135.94*** 6332.832 9.5 0 47583.17 72688.71 

       POLICY* SERVICE LEVEL 
      

2 95% 48870.13*** 8955.977 5.46 0 31117.83 66622.43 

2 99% 39420.74*** 8955.977 4.4 0 21668.44 57173.04 

3 95% 9054.514 8955.977 1.01 0.314 -8697.786 26806.81 

3 99% -2534.563 8955.977 -0.28 0.778 -20286.86 15217.74 

4 95% 17953.27 8955.977 2 0.048 200.9657 35705.57 

4 99% 73325.62*** 8955.977 8.19 0 55573.32 91077.92 

       CONSTANT 1784818 4477.988 398.58 0 1775942 1793695 
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APPENDIX K: DETERMINATION OF ACTUAL SAFETY STOCKS AND ORDER-UP TO LEVELS 

U1000 AND U2000 

Table 48- Overview current cycle times and inventory levels for U1000 

Input 

parameters 

Ton per 

campaign 

demand rate 

[ton/month] 

Target cycle 

time 

Average 

cyclic 

inventory 

given target 

cycle times 

Average 

historical 

inventory 

levels 

Actual safety 

stock 

PRODUCT 1 5386 9562 9 2333 18029 15696 

PRODUCT 2 5112 6365 12 2563 11549 8986 

PRODUCT 3 18691 1699 158 1483 11736 10253 

PRODUCT 4 5544 5184 16 2160 16690 14530 

PRODUCT 5 5155 5414 14 2102 9000 6898 

PRODUCT 6 5069 2563 29 994 7790 6797 

PRODUCT 7 12780 12096 16 4406 14270 9864 

 

Table 49- Overview safety stock and order-up to level U1000 

 Safety Stock Order-up to level 

PRODUCT 1 15696 21427 
PRODUCT 2 8986 14717 
PRODUCT 3 10253 13320 
PRODUCT 4 14530 19195 
PRODUCT 5 6898 11779 
PRODUCT 6 6797 9101 
PRODUCT 7 9864 20750 

 

Table 50- Determination of safety stock and order-up to levels for U2000 

 Ton per 

campaign 

demand rate Target cycle 

time 

Average 

cyclic 

inventory 

given target 

cycle times 

Average 

historical 

inventory 

levels 

Actual 

safety stock 

 [Tons] [Ton/month] [Months]  [Tons] [Tons] [Tons]  

PRODUCT 1 5760 13306 7 1987 9389 7402 

PRODUCT 2 5717 7762 12 2621 11477 8856 

PRODUCT 3 4954 4406 17 2376 6480 4104 

 

Table 51- Overview safety stock and order-up to level U2000 
 Safety Stock Order-up to level 

 [Tons] [Tons] 

PRODUCT 1 7402 13162 

PRODUCT 2 8856 14573 
PRODUCT 3 4104 9058 

 


