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II. Abstract 
Purchasing often takes up a large share of a company’s total costs, yet supplier selection is still 

frequently based on price alone. This might lead to sub-optimal sourcing decisions. Therefore, we 

develop a generic model for comparing suppliers based on total cost of ownership (TCO), in which 

failures are modelled with renewal functions. We show that after a sufficiently long period, the model 

converges to a steady state, and use this result in a model we refer to as the long-run model. This model 

is easier to use than simulation, because one does not need to have knowledge of the distribution of the 

failure rate, but is also less accurate. Therefore, we benchmark the long-run model with a simulation 

model to investigate its accuracy under short horizons. We find that the long-run model performs well 

on deciding which supplier leads to the lowest total costs, because typically the shape of the failure rate 

distribution is equal amongst suppliers and thus the error of the long-run model is of the same direction. 

The model is applied in a case study at a capital goods manufacturer and we find that for two suppliers 

of a part with a similar new price, the difference in TCO is 20%.  
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III. Executive summary  
For many years, researchers have investigated the supplier’s role in the performance of supply chains. A 

key decision is from whom to buy, as there are often many suitable suppliers, each with their own 

(dis)advantages. This thesis develops a generic total cost of ownership (TCO) model for supplier 

comparison with a focus on cost of non-quality. TCO is defined as “all costs associated with the 

acquisition, use, and maintenance of a good or service” (Ellram, 1993, p. 3). The cost elements within 

scope are those that are of unit-level and within the sphere of influence of the supplier. The model is 

tailored specifically to the acquisition of parts that make up a system. We identify assembly-phase, 

maintenance-phase, and inventory costs as the three primary cost buckets of TCO of parts. TCO is 

computed from a supply chain perspective; the acquisition costs include all costs made by the supplier 

and actors further upstream, and a customer downtime penalty includes all (opportunity) costs of all 

actors downstream.  

Problem context 
The following problem statement forms the core of the thesis:  

“Implicit or hidden downstream costs of parts and components, such as quality or logistics costs, are 

often not included in supply chain and sourcing decisions. This might lead to sub-optimal sourcing 

decisions and thus to higher total costs for all actors in the supply chain.”  

Therefore, the following research question was defined: 

“How should total cost of ownership for parts be modeled such that it allows for comparing suppliers 

based on the impact they have on the total costs incurred by downstream actors in the supply chain?” 

The objective function is TCO per component (€). One can think of this as an answer to the question 

“how much do I expect to spend on part X from supplier Y over the lifetime of a system?”   

Generic model for supplier comparison 
We develop a generic model for TCO of parts. Parameters and variables that are included are, amongst 

others: acquisition costs, logistics costs, assembly costs, downtime costs at assembly and at the 

customer, reparability (number of repairs possible), lifetime of a part, defective rate, and inventory 

costs. The assembly-phase costs are all incurred on 𝑡 = 0, and the inventory costs are approximated 

with an adjusted Erlang Loss Model, such that these costs are constant over time. Maintenance-phase 

costs, though, are incurred only when a part fails. We conduct a sensitivity analysis on a fictitious case 

with numbers that are deemed reasonable for an important part used in the capital goods industry, and 

find that a part’s reliability has the highest impact on its TCO.  

The occurrence of field failures drives maintenance costs. We use renewal theory to describe the 

occurrence of failures. More specifically, we use two renewal functions: (1) a base renewal function that 

describes each failure that occurs and for which all failure costs and a repair price are incurred, and (2) a 

new buy renewal function that only describes the occurrence of the event that a part can no longer be 

repaired and needs to be replaced by a new part, with an incremental cost above the repair price (the 

repair price is already included in (1)).  
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Comparison of long-run and simulation model  
We show that the maintenance costs converge to a constant cost per time unit after a sufficiently long 

period (a long horizon). This result is useful because it simplifies the model. One no longer needs to 

know the distribution a part’s lifetime; the model only requires the mean time to failure (𝑀𝑇𝑇𝐹) to find 

TCO. This implementation of the model we refer to as the long-run model. However, systems often have 

a relatively short designed (economic) lifetime. Therefore, the behavior of the renewal functions before 

convergence might lead to a difference between the TCO computed by the long-run model and the TCO 

computed with simulation. We analyze the performance of the long-run model by comparing it to 

simulation.  

The difference between both models arises from the number of failures over a short horizon. Therefore, 

the difference in the number of failures of both models is analyzed for, amongst others, Weibull failure 

distributions with different shape parameters, mixed Weibull failure distributions, different values for 

reparability, and different values for the mean time to failure.  We find that the difference increases for 

high values of 𝑀𝑇𝑇𝐹, for high values of reparability, and for strong failure modes (shape parameter of 

the Weibull failure distribution is much smaller or much larger than 1).  

Under the assumption that parts from different suppliers are characterized by the same failure mode(s) 

(similar shape of the failure distribution), we conclude that the long-run model performs well in 

determining which supplier leads to the lowest TCO. The error of the long-run model depends on the 

inputs of the cost parameters and the distribution of the lifetime. For similar shape parameters of the 

failure distribution amongst suppliers, the difference between the models is a systematic error (of the 

same sign (+ or -)) of a similar relative magnitude. The analysis in Chapter 3 can help practitioners to 

assess the accuracy of the long-run model for their specific problem contexts. 

Case study 
The model is also applied in a case study on an important part (Part X) that is sourced by ASML, a 

manufacturer of high-tech lithography systems for the semiconductor industry. Two suppliers currently 

supply this part for an almost identical new price. However, with our model, we find that one supplier 

has a 20% lower TCO than the other. This is primarily due to a higher expected lifetime of the part 

supplied by this supplier. As hypothesized, we also observe that the long-run model and the simulation 

model reach the same conclusion on which supplier performs better on TCO.  

We also find that the cost of failures is high due to a high customer downtime penalty. 𝑀𝑇𝑇𝐹 is 

therefore the most influential variable.  Figure I shows a sensitivity chart for when the downtime penalty 

is excluded from the analysis. In this chart we vary one variable at a time, and denote the relative 

change in TCO. Again, we observe that 𝑀𝑇𝑇𝐹 is the most important variable, followed by the new price, 

the repair price, and the reparability. The TCO of supplier 2 is also included in this graph, to show how 

much parameters need to change for supplier 1 to become the cheaper option.  
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Figure I: Sensitivity chart for supplier 1 compared to supplier 2. 

Conclusions and recommendations  
We advise ASML to invest in gathering better (reliability) data such that one can statistically show 

whether the difference in the lifetimes of parts of different suppliers are significant. Costs can be saved 

by increasing the lifetime of parts, or by decreasing the impact of failures. The latter can be achieved by 

for example decreasing the downtime per failure. Additionally, we argue that the full benefit of TCO is 

only achieved when the collaboration in the supply chain improves, because cost savings downstream 

often require investments made upstream.  

We conclude that the long-run model often performs well in predicting which supplier leads to the 

lowest TCO for the supply chain. Additionally, it is preferred over simulation because it is easier to work 

with, and users can more easily trace how TCO elements are computed. We recommend researchers to 

rank existing TCO models in literature in terms of complexity and maturity, and to develop roadmaps for 

organizations willing to implement TCO. The long-run model is a good first step in TCO for supplier 

comparison, and when users are familiar with the principles of TCO, more sophisticated (simulation-) 

models can be implemented.   

The model can be improved upon by incorporating supplier level costs, or the supplier’s impact on a 

company’s overhead costs. Additionally, the model can be extended to include repairs that do not 

require a replacement, or to support different maintenance strategies. Finally, the model only includes 

costs; e.g., the value of the spare parts business of the focal company is not considered. For ASML, the 

next step can be to further develop the TCO model such that it includes all costs of the focal company 

(including costs outside of the supplier’s reach), and the value a part represents to the customer, such 

that ASML can optimize its profit. Researchers can further investigate the TCO of the whole supply chain 

and reveal where the interests of actors in the supply chain conflict.  
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1. Introduction 
For many years, researchers have investigated the supplier’s role in the performance of supply chains. A 

key decision is from whom to buy, as there are often many suitable suppliers, each with their own 

(dis)advantages. Purchasing takes up a large share of a company’s total costs. In some, such as high-tech 

firms, researchers report figures of up to 80% (Zachariassen & Arlbjorn, 2011). Selecting the right 

supplier is, therefore, one of the most important functions in supply chain management.  

This thesis develops a generic total cost of ownership (TCO) model for supplier comparison with a focus 

on cost of non-quality. TCO is defined as “all costs associated with the acquisition, use, and maintenance 

of a good or service” (Ellram, 1993, p. 3). This thesis aims to identify a supplier’s footprint on the costs 

incurred by all downstream actors of the supply chain, i.e., it models the impact a supplier has on total 

costs incurred downstream. This information can be used to support sourcing decisions and to better 

target improvement projects for existing suppliers.  

In academic literature, several terms are being used to describe similar concepts, such as Life Cycle 

Assessment, and Life Cycle Costing (LCC). These terms are rather ambiguous, and are often used to 

describe the analysis engineers conduct to evaluate equipment and processes based on total costs 

instead of the acquisition price (Öner, Franssen, Kiesmüller, & van Houtum, 2007). Additionally, Öner et 

al. (2007) state that TCO is sometimes referred to as LCC from a customer perspective. We use the term 

TCO. Cost of non-quality is sometimes termed cost of poor quality, and cost of non-conformance.     

This thesis identifies the characteristics of suppliers or their parts that (in)directly drive the total costs 

incurred by the actors downstream, i.e., it aims to identify and model the underlying variables of TCO. 

The focal firm is an assembly company operating in the high-tech capital goods industry; yet by 

penalizing customer downtime, and by assuming that the acquisition price incorporates all upstream 

costs, we derive a model for a supplier’s TCO-impact on the whole supply chain. Figure 1 illustrates the 

scope of the thesis. The model can be used in other industries as well. 

 

Figure 1: Illustration of the actors within the scope of the generic model. 
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The goal of the model is to support supplier comparison. Thus, the model aids in finding an answer to 

the ‘buy where?’ question. Waste (activities) caused by the focal company, such as an operator 

accidentally damaging a part, are therefore not included in the TCO values, and consequently the model 

requires adjustments in order to answer different questions, such as the ‘make-buy?’ decision.  

The number of failures over the lifetime of a system is modelled with renewal functions. Failures play an 

important role in TCO in the capital goods industry, because failures are expensive. We use the fact that 

the number of failures in the generic model converges to a steady state when considering a sufficiently 

long horizon. Then, the shape of the failure distribution of a part no longer influences the expected 

number of failures per time unit. We refer to the implementation of this result as the long-run model. 

The long-run model is benchmarked against a simulation model to determine its accuracy under short 

horizons (the system lifetime). We find that the long-run model often performs well in determining 

which supplier leads to the lowest TCO.  

The thesis is organized as follows: In the remainder of this chapter we describe the context of the 

problem, the current state of the academic literature, and the outlines of the research. In Chapter 2, we 

develop a generic model for comparing suppliers on TCO and we introduce the long-run and the 

simulation model. In Chapter 3, we analyze the sensitivity of the model with a fictitious case, and 

analyze where the differences between both models originate from. In Chapter 4, we conduct a case 

study in the capital goods industry. Finally, in Chapter 5 we describe the main conclusions of this thesis 

and make suggestions for future research.  

1.1. Problem context 
This section describes the context of the problem.  

1.1.1. Problem statement 

The following problem statement forms the core of the thesis:  

“Implicit or hidden downstream costs of parts and components, such as quality or logistics costs, are 

often not included in supply chain and sourcing decisions. This might lead to sub-optimal sourcing 

decisions and thus to higher total costs for all actors in the supply chain.”  

Hence, the thesis aims to provide insights into costs that are allocable to a supplier for the purpose of 

supplier comparison and supporting supplier selection decisions.  

1.1.2. Objective function 

This thesis identifies the costs that may be influenced by the supplier and therefore by the decision on 

where to buy parts. From a practical point of view, it makes sense to set the optimality criterion to the 

total costs made for a component of the end-product, e.g., if one buys all parts from Supplier A, the TCO 

per component over the system life will be €X.  

Thus, the TCO of a part is linked to the end-product of the focal company. Sometimes, the end-product 

has a designed system life that is different from the lifetime of a part. Thus, multiple parts may be 

needed to maintain the system over its useful life.  
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Stating that each individual part costs a certain amount may be interesting, but it is more insightful to 

know how much is expected to be spent on a certain ‘part of a system’ per year. Prabhakar & Sandborn 

(2012) also realized this and introduced the term ‘part site’, defined as “the location of a single instance 

of a part in a single instance of a product. For example, if a [system] uses two instances of a particular 

part (two part sites), and one million instances of the [system] are manufactured, then a total of 2 

million part sites for the particular part exist” (Prabhakar & Sandborn, p. 387).  

One should count part sites instead of parts, because a part site may be occupied by one or more parts 

during its lifetime. One may think of a part as a physical object, and of a part site as the (abstract) 

location in the system where the part will be installed. Similar to Öner, Kiesmüller, & van Houtum 

(2010), we use the term component to avoid confusion that may arise when using both the terms ‘parts’  

and ‘part sites’. We assume components consume only a single part at a time. 

In summary, the objective function is TCO (€) per component.  

1.1.3. Description of the flow of parts through the supply chain 

Next, we describe the flow of parts viewed from a high level (see Figure 2).  

Parts are produced (or repaired) by a supplier and are sent to the assembly firm. Often, not all parts that 

are being shipped are functional, i.e., a fraction of all parts is defective on arrival. At arrival, the parts are 

inspected and a portion of the defective parts are identified, and the rest moves further down the chain. 

Subsequently, the part can become a factory part or a spare part. Factory parts are assembled into a 

system. A spare part is placed on stock and is sent to a customer when a component fails. At each stage 

in this flow, a part may be recognized as being defective, and the further the part moves downstream, 

the costlier a failure becomes, since more activities have been performed on a part. After a failure, parts 

are returned to the factory for inspection. Subsequently, parts are returned to the supplier in order to 

be repaired to an as-new condition, when repairing the part is the most economic option.  

 

Figure 2: Illustration of the flow of parts through a supply chain (excluding return flows). 

1.1.4. Renewal Process 

Next, we describe the repair process after a field-failure. A component, as defined in Section 1.1.2, can 

be seen as a repairable system. When a part fails, it is completely replaced by another part. This can be a 

newly bought part, or a repaired part (‘as good as new'). Therefore, the state of a component after 
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repair can be described as ‘as good as new’, and we can make use of renewal processes that count the 

number of failures in a certain period to derive the total maintenance costs.  

For readers less familiar with renewal theory, a brief introduction to renewal processes is presented 

here. The majority of the details given here have been derived from Arts (2014). 

Let 𝑋1, 𝑋2, … be a sequence of independently identically distributed (iid) non-negative random variables. 

𝑋𝑖  is the time between two successive failures, the (𝑖 − 1)𝑡ℎ and the 𝑖𝑡ℎ failure, and 𝔼(𝑋𝑖) = 𝑀𝑇𝑇𝐹. 

Then, let 𝑆𝑖 be the time of the 𝑖𝑡ℎ renewal: 

𝑆𝑖 =∑𝑋𝑘

𝑖

𝑘=1

, 𝑎𝑛𝑑  𝑆0 = 0 

The number of renewals that have occurred up until time 𝑡 is denoted by  

𝑁(𝑡) = {𝑖 ∈ ℕ0|𝑆𝑖 ≤ 𝑡}, 𝑡 ≥ 0 

The expected number of renewals up until time 𝑡, 𝔼(𝑁(𝑡)),  is called the renewal function and denoted 

by 𝑀(𝑡): 

In Section 2.2.2 we use renewal functions to describe the occurrence of failures and the occurrence of 

buying new parts.  

1.1.4.1. Renewal reward theorem 

The renewal reward theorem states that the average costs per time unit for a renewal process satisfies 

with 𝑊𝑖 being the cost associated with each renewal (i.e., costs per failure), and 𝑌(𝑡) the sum of the 

failure costs incurred up to time 𝑡. Hence, the average cost per time unit equals the expected cost per 

failure (or cost per cycle) divided by the mean time to failure (𝑀𝑇𝑇𝐹) (or cycle length). In the case 

considered here, this implies that the TCO per time unit converges to a steady state. This result is used 

in Section 2.4 to derive the long-run model.   

1.2. Literature review 
Next, we provide a concise review of the literature on TCO models. For a complete literature review, 

please refer to Jongen (2016).  

First, we describe the literature regarding the concept of TCO and its adoption in practice. Subsequently, 

we describe some TCO models and their limitations.  

𝑀(𝑡) = 𝔼(𝑁(𝑡)) ( 1.1 ) 

lim
𝑡→∞ 

𝑌(𝑡)

𝑡
= lim

𝑡→∞

𝔼[𝑌(𝑡)]

𝑡
=
𝔼[𝑊𝑖]

𝔼[𝑋𝑖]
, ( 1.2 ) 
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1.2.1. Adoption of TCO in practice 

Sourcing decisions are, still, often based on the acquisition price alone (Wouters, Anderson, & Wynstra, 

2005). Practical barriers such as the availability of data (Ellram, 1993) or the (perceived) complexity of 

TCO calculations (Bhutta & Huq, 2002) might be reasons for a firm to focus on price. Ferrin and Plank 

(2002, p. 19) write that “many companies concentrate on direct costs, mostly purchase price, because 

they feel indirect costs will decline as direct costs decline.” However, they state that this is a 

misconception, because indirect costs do not fall by themselves or via reduced direct costs, but primarily 

due to managerial focus on reducing indirect costs. Clearly, there is a need to provide insights into both 

direct and indirect costs. Therefore, in addition to an expression for TCO, we also derive an expression 

for direct and indirect costs. 

The model of this thesis is primarily built for capital goods manufacturers. Roda & Garetti (2014) found 

that in the discrete manufacturing industry, e.g., machine manufacturers, TCO is getting more and more 

relevant because of the need to go beyond capital costs in contracts. They characterized the application 

of TCO in this industry as ‘Very low’, based on a literature review. Thus, there is a need for a TCO model 

that is easy to apply in that industry.  

In summary, we conclude that the adoption of TCO, especially for capital goods manufacturers, is low, 

and that there exists a need for easy-to-apply TCO models that provide insights into direct and indirect 

costs.  

1.2.2. TCO models and their limitations 

Next, we discuss how TCO is often derived. Additionally, we look at some examples of TCO models that 

may be applied to our case and discuss their limitations.  

The principles of Activity-Based Costing (ABC) are often applied to derive TCO (e.g., Emblemsvag (2001) 

or Wouters, Anderson, & Wynstra (2005)).  ABC defines activities or processes within a company and 

determines which and how many resources they consume (Kaplan & Cooper, 1997). Basically, ABC is 

used to allocate traditional overhead costs to products or activities. By summing the costs for the 

activities and resources a part consumes, we find elements of its TCO.  

Few TCO models are explicitly designed for parts (Prabhakar & Sandborn, 2012). In Section 1.1.2, we 

introduce how TCO of parts differs from regular TCO analyses, by the introduction of the term ‘part-site’ 

or ‘component’. Another difference lies in the length of the supply chain that should be considered. For 

parts, one has to deal with at least a supplier, an assembler or manufacturer, and a customer, whereas 

most TCO models consider only the end-user of the product. Prabhakar & Sandborn’s (2012) model is 

discussed in Section 2.3, after we introduce our model. Due to the limited availability of TCO models for 

parts, we consider regular TCO models in the remainder of this section.  

Emblemsvag (2001) combines ABC, LCC, and Monte Carlo simulations to model uncertainty arising from 

activities and applies these techniques in a case study on a platform supply vessel operating in the North 

Sea. He finds maintenance costs to be greatly impacted by the frequency with which they are incurred, 

and due to the distribution of the maintenance costs, the LCC distribution is characterized by an 

abnormal shape. Monte Carlo simulation is often employed for the estimation of risk figures such as 
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Value-at-Risk (Fleischer, Wawerla, & Niggeschmidt, 2007). These risk figures are, however, primarily 

interesting when the number of products that are being investigated is small, e.g., when analyzing 

different investment opportunities for the acquisition of a machine for a new production process. 

However, from the manufacturer’s point of view, many products may be produced, such that variability 

in costs per product is of lesser interest due to the law of large numbers.   

Another example of a TCO model comes from Waghmode & Sahasrabudhe (2012). They model 

maintenance and repair costs using stochastic point processes. They state that they use Weibull 

distributions for determining the number of failures over a certain period. However, they use the long-

term average number of renewals as an approximation for the number of failures over a short horizon, 

thereby ruling out the effect of the Weibull distribution itself. In Appendix A, the influence of this 

modelling decision is tested against this thesis’ approach, and we find they may have over-estimated 

maintenance costs by 15%.  

A third example comes from Parra et al. (2012). They investigate LCC with a strong emphasis on 

reliability. They model the number of failures with a non-homogeneous Poisson process, in which the 

rate of occurrence of failures (ROCOF) depends on the time that has passed after the last repair. The 

form of ROCOF they use is the power law model (Weibull intensity). With that model, they compute the 

expected number of failures per year over the economic life of compression system in the oil industry, 

and over the economic life of diesel locomotives on the railway system in Chile. In Section 2.3, we 

compare our model to theirs.  

Roda & Garetti (2014) review TCO literature and identify some limitations regarding the current 

methods. They state that the main gap in literature is that most models do not consider costs associated 

with the behavior and performance of an industrial system along its lifecycle. When products fail in the 

field, the costs should not be limited to the costs of repairing or replacing the system, but should include 

the opportunity loss that arises because the asset cannot be used.  

Thus, different approaches to TCO exist and many have useful elements. However, none of the existing 

papers explicitly studied the influence of short horizons, and the number of papers directly aimed at 

parts is limited.  

1.2.3. Contribution to literature 

Next, we describe the contribution of this thesis to the academic literature. We make two main 

contributions: the thesis bridges the gap between practitioners and academics, and the thesis adds 

novel elements to TCO models.  

1.2.3.1. Bridging the gap between practitioners and academics 

This thesis aims to support the implementation of TCO models by developing a generic TCO model for 

supplier comparison, and by presenting a case study for the capital goods industry. Although much 

research has been conducted on TCO and related concepts, it is found that the adoption of those 

models in practice still lags behind, especially in the discrete manufacturing industry (of which the 

capital goods manufacturing industry is a special case). Additionally, our case study advances the field of 

TCO, as more case-based research on TCO is necessary for its development (Ferrin & Plank, 2002). 
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Additionally, we compare two implementations of the generic model: a long-run model and a simulation 

model. We investigate the influence of a short horizon (system life) and of several time to failure (TTF) 

distributions on the number of failures occurring over the lifetime of a system to test the assumptions of 

the long-run model. Most other work, however, only uses exponentially distributed TTFs, if failures are 

included at all (Roda & Garetti, 2014), without testing that assumption. We compare both models on the 

basis of usability and accuracy, thereby bridging the gap between practitioners and academics. 

1.2.3.2. Connecting new (cost-)elements to TCO models 

First, we build on the recommendations of Roda & Garetti (2014) and account for the opportunity losses 

that occur due to system unavailability. The inclusion of such a cost factor advances TCO literature to 

what Hurkens and Wynstra (2004) refer to as the concept of Total Value of Ownership – in which one 

includes the value products offer to the end-user, in addition to TCO. They consider this to be the logical 

next step in the evolution of TCO.  

Second, the thesis model accounts for return logistics as well, as studies show that reverse logistics may 

have a significant impact on TCO (Tibben-Lembke, 1998). Moreover, the model connects the impact of 

defective parts delivered by a supplier on downstream costs, investigated by e.g., Castillo-Villar, Smith, 

& Simonton (2012) to TCO.   

Additionally, most case studies do not assign different costs to different failures. The thesis recognizes 

that some failures may be more costly than others, e.g., when, next to new parts, repaired (as good as 

new) parts may be acquired.   

Finally, we already established that hardly any TCO models exist for comparing suppliers of parts. The 

thesis model is suitable for parts and therefore fills this knowledge gap.  

1.2.4. Conclusion  

Thus, the thesis contributes to the literature by bridging the gap between academics and practitioners 

by developing a practical, generic TCO model for supplier comparison, and by including novel elements. 

In Section 2.3, we compare the thesis model to models found in literature.   

1.3. Research outlines 
Given the problem statement provided in Section 1.1.1, and considering the academic literature on TCO, 

the following research question is defined:  

“How should total cost of ownership for parts be modeled such that it allows for comparing suppliers 

based on the impact they have on the total costs incurred by downstream actors in the supply chain?”  

1.3.1. Sub-questions 

To support the main research question, the following sub-questions are composed. 

1. What cost buckets exist for such a TCO model? 

2. Which parameters and variables (potentially) have the largest impact on TCO? 

3. How can the most impactful parameters and variables be measured in a practical setting? 

4. What are options for reducing TCO? 
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Two implementations of the model are compared based on several functional requirements. The 

functional requirements are introduced in Section 2.1, and the two models in Section 2.4.  

1.3.2. Methodology 

The thesis follows the Life Cycle Cost Measurement Methodology (Öner, Franssen, Kiesmüller, & van 

Houtum, 2007). The four steps are discussed as follows: (1) The problem has already been defined in 

Section 1.1.1 (2) The cost breakdown structure is discussed in the remainder of this chapter and more 

extensively in Chapter 2. Subsequently, (3) cost data is gathered and inserted into the model in Chapter 

3 and Chapter 4, and (4) the TCO is computed in the same chapters. 

The generic model is grounded in literature and supplemented with interviews and brainstorm sessions 

with experts from a wide range of departments of an assembly firm in the high-tech capital goods 

industry.  

1.3.3. Scope 

The following two types of costs describe the scope of the project (see Figure 3). 

1. Costs incurred by downstream actors (e.g., assembly firm and its customers) that reasonably 

might differ amongst suppliers and that suppliers can thus (in)directly influence.  

2. Costs that can be (in-)directly allocated to a single component, i.e., the focus is on unit-level 

costs. 

Degraeve and Roodhooft (1999) divide purchasing 

activities and costs into three hierarchic levels: 

supplier level, ordering level, and unit level. Supplier 

level costs are for example the costs of auditing a 

supplier. These are out of this thesis’ scope. Ordering 

level costs are costs that are incurred each time an 

order is placed. For the parts that are considered in 

this thesis, the order quantity typically is one, thus the 

ordering level and unit level costs are of the same 

hierarchy level. However, one can rather easily 

transform order costs to unit level costs by dividing 

them by the average order size.  

Additionally, the thesis is concerned with parts that 

are assembled into the end-product and that are 

replaced entirely upon failure of a component. Note that this could also be sets of parts.  

Inventory costs are also included in the model, although they are not of unit-level. As those costs are 

rather high for some capital good’s spare parts, and since they depend on the number of spare parts 

needed over a given horizon, it seems reasonable to include an estimate of the inventory costs as well. 

However, the focus is not on finding the optimal inventory policy, but on determining which factors 

within a supplier’s reach lead to a high TCO.     

TCO 

In 

 supplier's  

reach 

   Unit-level 
costs 

Scope 

Figure 3: Illustration of thesis' scope 
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1.3.4. Cost buckets  

This thesis identifies three main cost buckets that are included in the TCO model: 

- Assembly-phase costs 

- Maintenance-phase costs 

- Inventory costs 

The assembly and maintenance costs include the flow of parts, shown in Figure 2 (Section 1.1.3). 

Assembly costs include all costs that are made to assemble the part into a system, such as the 

acquisition price, logistics costs, and assembly costs. The maintenance-phase costs are composed of all 

costs incurred whilst a system is being used by the customer, such as spare parts usage and downtime 

penalties. Inventory costs are separated from the maintenance-phase costs because they depend on the 

number of components in the field, whilst the other buckets are assumed to be insensitive to this 

number. The three buckets are assumed to be independent of each other.   

These cost buckets match the value stream of a system-manufacturer. This approach covers similar 

costs as identified in Ellram’s transaction costs model (1993), which identifies Pre-transaction (related to 

costs incurred before any transaction has occurred), Transaction (related to costs incurred with each 

transaction, such as price), and Post-transaction costs (related to costs that occur after the purchased 

item is owned by the firm). However, the Transaction cost model is less useful when investigating total 

costs from a supply chain perspective, e.g., when looking at parts, because in those cases multiple 

transactions occur. Additionally, during discussions and brainstorm sessions with experts from industry, 

it was found to be easier to validate the completeness of the model when it is based on the value 

stream of the company, compared to the more abstract layers of the Transaction model. Emblemsvag 

(2001) describes a similar starting point in his methodology for defining a TCO model.     

Together with the case study-company, a cost taxonomy was constructed, in which TCO per component 

was further divided into quality, logistics, technology/development, and sourcing & procurement related 

costs, such that it became explicit which departments can influence what TCO elements. Additionally, 

the exhaustiveness of these buckets was checked by comparing the taxonomy to TCO frameworks found 

in literature described in Jongen (2016). Note that for specific cases, other cost elements might need to 

be added to the taxonomy. Additionally, perfect cost data nearly never exist, thus it is recommended to 

apply Pareto’s Law (or ‘80-20 rule’) in building a model.  

The interested reader is referred to Appendix B, in which the cost categorization is further shown by the 

use of driver trees. Please note that the categorization is not entirely mutually exclusive, e.g., failure 

costs are regarded as quality costs, but lead to additional logistics costs as well. The thesis model covers 

a sub-set of the costs shown in this taxonomy, as described in Section 1.3.3. The thesis model itself is 

described in Chapter 2. 
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2. Model for supplier comparison on total cost of ownership 
This chapter derives the generic model for supplier comparison on TCO and shows two ways to 

implement this model. First, Section 2.1 provides functional requirements any implementation of the 

model should satisfy. Section 2.2 derives the TCO-model. Section 2.3 compares the derived model with 

other models found in literature. Finally, Section 2.4 derives two separate implementations of the TCO 

model: a long-run model assuming an infinite horizon, and a simulation model. The results from these 

models are compared and analyzed in Chapter 3.  

2.1. Functional requirements 
Given that the thesis aims to bridge the gap between theory and practice, interviews with people from 

industry have been held and these revealed the following functional requirements (FR) for any TCO tool. 

- FR1: Tool should yield correct results; 

- FR2: Tool should provide insights into the composition of TCO; 

- FR3: Tool should be easy to use in terms of availability of data inputs and computational time; 

- FR4: Tool should be relatively easy to understand in terms of how it works.  

Most importantly, obviously, an implementation of the model should provide a good answer to the buy-

where question (FR1). Additionally, it should provide insights into the composition of TCO (FR2). 

Decision makers prefer a distinction between direct and indirect costs, since savings on direct costs are 

typically easier realized. We define direct costs as the sum of acquisition, logistics, and inventory costs. 

Appendix C derives expressions for direct and indirect costs.  

Zachary et al. (2007) found that tools developed for procurement are rarely used in practice, due to not 

being user-friendly and understandable. Therefore, in order to convince practitioners to adopt TCO, it 

has to be easy for them to work with (FR3). It aids adoption when the number of inputs is relatively 

small and inputs are easy to come by. Additionally, when one can generate results quickly, the 

boundaries of using the tool are lower.  

Finally, FR4 dictates that one should have some insights into how input parameters and variables 

translate to outputs. A tool built in spreadsheet software such as Microsoft Excel allows users to trace 

results, and is therefore preferred over a simulation model, which is perceived typically as a ‘black-box’.  

The answer to the main research question should be evaluated in terms of the abovementioned FRs.    

2.2. Model description 
This section derives a model for comparing suppliers on TCO.  

A capital goods assembly firm can buy parts with different characteristics but similar functionality from 

two (or more) suppliers. It wants to know with which supplier it should do business with, such that the 

total costs for all downstream actors (the firm itself, and its customers) are the lowest. Therefore, it 

wants to know the expected total cost of ownership over the designed lifetime 𝐿 of a single system if it 

would buy all parts at supplier 𝑞, i.e., 𝑇𝐶𝑂𝑞 . 𝑄 = {1,… , 𝑆} is the set of all suppliers. Additionally, define 

𝐾 = {𝑎,𝑚, 𝑖} as the set of the three main cost-buckets of 𝑇𝐶𝑂𝑞, being assembly-phase costs, 
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maintenance-phase costs, and inventory costs, denoted with 𝑎, 𝑚, and 𝑖, respectively. Please refer to 

Section 1.3.4 to read more about the cost-buckets included in the model. Finally, set 𝑘 ∈ 𝐾 and 𝑞 ∈ 𝑄.  

The average TCO per component supplied by supplier 𝑞 over the design life of a system 𝐿 can be 

described as: 

𝑇𝐶𝑂𝑞 =∑(𝑇𝐶𝑘,𝑞) 

 

𝑘

  , ( 2.1 ) 

with 𝑇𝐶𝑘,𝑞 as the total costs for bucket 𝑘 when dealing with supplier 𝑞 over the lifetime of the system  

𝐿. These are divided into smaller cost elements that either link with available data or that can be found 

using ABC principles. Cost elements may be stochastic.  

One can roughly divide the model’s input parameters into two categories: cost parameters, which 

describe the costs incurred for some kind of activity or (failure) event, and frequency parameters, which 

describe the frequency with which these activities or (failure) events occur.  

The model is identical for all suppliers. Therefore, for the sake of clarity, the sub-script 𝑞 is omitted from 

the detailed model description.  

𝑇𝐶𝑎, the total assembly costs for a single component are incurred before the start of the useful life of 

the system, thus at 𝑡 = 0.  

𝑇𝐶𝑚 and 𝑇𝐶𝑖 , are incurred continuously over 𝑡 = (0, 𝐿). 𝑇𝐶𝑚 is driven by failure events. This is 

researched in greater depth in Chapter 3. In the next sections, the three cost buckets are described in 

greater detail. 

2.2.1. Assembly phase 

This section derives the costs incurred during the assembly phase. Recall that parts are assumed to be 

inspected visually upon arrival and then assembled into the machine. The flow of parts was presented in 

Section 1.1.3, Figure 2. The assembly phase costs are defined as follows: 

with 𝐶𝑖𝑝,𝑎  as the cost of incoming parts for assembly, 𝐶𝑖𝑛𝑠𝑝 the cost of an inspection, 𝐶𝑎𝑠 the cost of an 

assembly activity, 𝐶𝑡 the cost a test activity, 𝐶𝑟,𝑎 the cost of returning a part from the assembly firm, 𝐶𝑓,𝑎 

as the cost of a failure that occurs during the assembly-phase, 𝑁𝑖𝑛 the average number of parts one 

needs to order per assembly, 𝑁𝑂𝐾 the number of parts that pass the incoming inspection, and 𝑁𝑁𝑂𝐾 the 

number of parts that do not pass the incoming inspection.  

2.2.1.1. Frequency parameters for assembly-bucket 

Assume that a portion 𝑝𝑑 of the parts is defective upon arrival due to poor performance of a supplier. A 

visual inspection will not filter out all defective parts; hence we define  𝑝𝑡2 as the portion of defective 

parts that are not identified as being defective (a Type II error). We do not consider Type I errors (good 

parts classified as bad). Eventually, after testing, all defective parts are identified and the complete 

process is iterated until a functioning assembly has been created. Then, the number of parts entering 

𝑇𝐶𝑎 = 𝑁𝑖𝑛 ⋅ (𝐶𝑖𝑝,𝑎 + 𝐶𝑖𝑛𝑠𝑝) + 𝑁𝑂𝐾 ⋅ (𝐶𝑎𝑠 + 𝐶𝑡) + 𝑁𝑁𝑂𝐾 ⋅ 𝐶𝑟,𝑎 + (𝑁𝑂𝐾 − 1) ⋅ (𝐶𝑓,𝑎 + 𝐶𝑟,𝑎) , ( 2.2 ) 
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the system needed for one functioning assembly can be described by a Geometric distribution and its 

expected value equals: 

After inspection, the number of parts that are returned because of supplier caused defects equals: 

Thus the number parts that pass inspection required for one good end product is: 

Note that  𝑝𝑑 ⋅ (1 − 𝑝𝑡2) is the probability that a part is defective and identified as such, and 𝑝𝑑 ⋅ 𝑝𝑡2 is 

the probability that a part is defective but is identified as being good.  

The expected number of performed assembly activities on defective parts equals 𝑁𝑂𝐾 − 1. The portions 

derived here are slightly different compared to the portions derived by Castillo-Villar et al. (2012), 

because we assume that additional inspection occurs before manufacturing, and we assume that all 

errors are, eventually, identified during extensive testing after assembly. Observe that assembly costs 

are incurred not only for the functioning part, but also on defective parts that slipped through the 

incoming inspection.  

2.2.1.2. Cost parameters for assembly-bucket 

𝐶𝑖𝑛𝑠𝑝, 𝐶𝑎𝑠, and 𝐶𝑡 are driven by labor time required (𝐻𝑙𝑎𝑏𝑜𝑟,𝑗) times the labor cost per time unit 

(𝐶𝑙𝑎𝑏𝑜𝑟 𝑟𝑎𝑡𝑒). Hence, the labor costs for a given activity 𝑗 are: 

Cost of incoming parts 

The cost of incoming parts 𝐶𝑖𝑝,𝑎  consist of order costs 𝐶𝑜, logistics costs for getting a part from A (the 

location of the supplier) to B (the location of the focal company) 𝐶𝑙,𝐴→𝐵, and an acquisition price 𝐶𝑝, and 

can thus be described by: 

𝐶𝑜 is composed of all costs that may be allocated to the order-level, such as the costs for placing an 

order (𝐶𝑙𝑎𝑏𝑜𝑟,𝑜𝑝). Additionally, some parts, with probability 𝑝𝐷𝑁, may require additional labor time when 

they arrive with cost 𝐶𝑙𝑎𝑏𝑜𝑟,𝐷𝑁, for example when the supplier tested the part and the test results are 

within a critical margin . Finally, with probability 𝑝𝑑𝑢, the supplier may not be able to deliver according 

to the delivery agreements, which requires amongst others additional planning time, with cost 𝐶𝑙𝑎𝑏𝑜𝑟,𝑑𝑢. 

Under the assumption that the average order quantity is one, order-level costs become unit-level costs.  

𝑁𝑖𝑛 =
1

1 − 𝑝𝑑
 ( 2.3 ) 

𝑁𝑁𝑂𝐾 = 𝑁𝑖𝑛 ⋅ 𝑝𝑑 ⋅ (1 − 𝑝𝑡2) ( 2.4 ) 

𝑁𝑂𝐾 = 𝑁𝑖𝑛 ⋅ (𝑝𝑑 ⋅ 𝑝𝑡2 + (1 − 𝑝𝑑)) ( 2.5 ) 

𝐶𝑙𝑎𝑏𝑜𝑟,𝑗 = 𝐻𝑙𝑎𝑏𝑜𝑟,𝑗 ⋅ 𝐶𝑙𝑎𝑏𝑜𝑟 𝑟𝑎𝑡𝑒  ( 2.6 ) 

𝐶𝑖𝑝,𝑎 = 𝐶𝑜 + 𝐶𝑙,𝐴→𝐵 + 𝐶𝑝 ( 2.7 ) 

𝐶𝑜 = 𝐶𝑙𝑎𝑏𝑜𝑟,𝑜𝑝 + 𝑝𝐷𝑁 ⋅ 𝐶𝑙𝑎𝑏𝑜𝑟,𝐷𝑁 + 𝑝𝑑𝑢 ⋅ 𝐶𝑙𝑎𝑏𝑜𝑟,𝑑𝑢 ( 2.8 ) 



13 
 

𝐶𝑙,𝐴→𝐵 is divided into freight costs 𝐶𝑓,𝐴→𝐵, warehousing costs 𝐶𝑤,𝐴+𝐵, and duties 𝐶𝑑,𝐴→𝐵. Additionally, 

with probability 𝑝𝑃𝑆 the logistics service provider notices a problem with de documentation or the way 

the part is packaged, which leads to the creation of a problem sheet (PS) with cost 𝐶𝑃𝑆. These occur only 

when a part is shipped from a supplier to the assembly company (and not for shipping a spare part from 

the assembly company to the customer).  

The freight costs depend on the priority with which the part is shipped and obviously the locations of 

the sending and receiving parties. Warehousing costs are assumed to be incurred in both the sending 

and the receiving country (subject to local rates), and the duties are composed of a customs fee (which 

depends on the receiving country) and a tax fee (%) that is imposed on the new price of a part. Note that 

duties are only incurred when a part needs to cross a country’s border.   

𝐶𝑝 depends on whether the acquired part is a new one (with cost 𝐶𝑝𝑛) or a ‘repaired as new’ one (with 

cost 𝐶𝑝𝑟). We assume that a part can be repaired 𝑅 times before it needs to be scrapped (we assume 

𝑅 ∈ ℕ0). Denote 𝐶𝑝𝑁𝐵 = 𝐶𝑝𝑛 − 𝐶𝑝𝑟, thus 𝐶𝑝𝑁𝐵  is the additional cost of a new part above the cost of a 

repair part (𝐶𝑝𝑛 > 𝐶𝑝𝑟). Then, each time one buys a part, one incurs cost 𝐶𝑝𝑟, and every (𝑅 + 1)𝑡ℎ time 

one also incurs 𝐶𝑝𝑁𝐵 . The first part is a new part. After the first part, with probability 𝑝𝑑 one incurs 

repair costs once more, with 𝑝𝑑
2 one incurs repair costs twice, etc. This is a geometric series with mean 

1−(1−𝑝𝑑)

1−𝑝𝑑
=

𝑝𝑑

1−𝑝𝑑
.  After the acquisition of the first part, a part needs to fail (𝑅 + 1) times for the next 

new buy, which occurs with probability 𝑝𝑑
𝑅+1. This is then also a geometric sequence. The expected 

acquisition costs for assembly can thus be described as 

Cost of returning parts 

𝐶𝑟,𝑎, the return costs, are the sum of return logistics costs 𝐶𝑙,𝐵→𝐴 (similar to 𝐶𝑙,𝐴→𝐵, as described in 

Equation 2.9, but reversed and without 𝐶𝑃𝑆), return handling (RH) costs 𝐶𝑙𝑎𝑏𝑜𝑟,𝑅𝐻, and costs related to 

material notifications (MN), 𝐶𝑀𝑁, which are costs related to the documentation processes and the 

analyses that are conducted for parts that need to be returned, and to follow-up with the supplier on 

how to prevent similar issues in the future.  

𝐶𝑀𝑁 is the sum of internal MN costs, and labor costs related to the supplier follow-up. A supplier is rated 

on its ability to handle customer complaints on a scale from 1 to 5 (1 extremely poor, 5 excellent). The 

higher the score, the lower the costs; thus the labor time for this specific cost is a function of the 

supplier score 𝑆𝑐𝑜𝑚𝑝𝑙𝑎𝑖𝑛𝑡𝑠.  

𝐶𝑙,𝐴→𝐵 = 𝐶𝑓,𝐴→𝐵 + 𝐶𝑤,𝐴→𝐵 + 𝐶𝑑,𝐴→𝐵 + 𝑝𝑃𝑆 ⋅ 𝐶𝑃𝑆 ( 2.9 ) 

𝐶𝑝 = 𝐶𝑝𝑛 + 𝐶𝑝𝑟 ⋅
𝑝𝑑

1 − 𝑝𝑑
+ 𝐶𝑝𝑁𝐵 ⋅

𝑝𝑑
𝑅+1

1 − 𝑝𝑑
𝑅+1  ( 2.10 ) 

𝐶𝑟,𝑎 = 𝐶𝑙,𝐵→𝐴 + 𝐶𝑙𝑎𝑏𝑜𝑟,𝑅𝐻 + 𝐶𝑀𝑁 ( 2.11 ) 
𝐶𝑀𝑁 = 𝐶𝑀𝑁,𝑖𝑛𝑡 + 𝐶𝑀𝑁,𝑓𝑜𝑙𝑙𝑜𝑤−𝑢𝑝 ( 2.12 ) 

𝐶𝑀𝑁,𝑓𝑜𝑙𝑙𝑜𝑤−𝑢𝑝 = 𝐻𝑙𝑎𝑏𝑜𝑟,𝑀𝑁 𝑓𝑜𝑙𝑙𝑜𝑤−𝑢𝑝(𝑆𝑐𝑜𝑚𝑝𝑙𝑎𝑖𝑛𝑡𝑠) ⋅ 𝐶𝑙𝑎𝑏𝑜𝑟 𝑟𝑎𝑡𝑒  ( 2.13 ) 
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Cost of failures during assembly 

Finally, 𝐶𝑓,𝑎 is an additional cost that is incurred when a part fails during assembly. We assume it is only 

incurred on defective parts that slipped through inspection. It involves rework or retesting 𝐶𝑟𝑤 that is 

not already captured in 𝐶𝑎𝑠 or 𝐶𝑡, such as system tests that need to be redone due to a failure of the 

part that is currently being studied. Additionally, a part failure may lead to factory downtime with 

probability 𝑝𝐷𝑇,𝑎, and if it does, it has cost 𝐶𝐷𝑇,𝑎. Thus,  

with  

in which 𝐻𝐷𝑇,𝑎  is the downtime for assembly, and 𝐶𝐷𝑇𝑟𝑎𝑡𝑒,𝑎  is a cost per time unit of downtime in the 

assembly phase. Note that assembly costs are assumed to be incurred at 𝑡 = 0.  

2.2.2. Maintenance-phase 

Next, we describe the costs for the maintenance-phase.  

When operating costs, such as power usage, are equal amongst suppliers, costs in the maintenance-

phase result only from part failures. Define 𝑅(𝑡) as the reliability function of a part. 𝑅(𝑡) then describes 

the probability that a part is still functioning after time 𝑡. Only when a part has a positive probability of 

failure over the lifetime of a system (𝑅(𝐿) < 1) , maintenance-phase costs are incurred. The 

maintenance-phase costs can be calculated as:   

in which 𝑀𝑟(𝐿) is a renewal function that describes the expected number of failures that occur over the 

system lifetime with cost 𝐶𝑀𝑟  (including cost for parts, repair activity, downtime etc.) and, 𝑀𝑁𝐵(𝐿) a 

renewal function for each (𝑅 + 1)𝑡ℎ failure for which, in addition to the repair costs, a new buy 

supplement is charged of size 𝐶𝑀𝑁𝐵 = 𝐶𝑝𝑛 − 𝐶𝑝𝑟  . For an introduction to renewal functions, refer to 

Section 1.1.4.  

Next, we discuss the frequency and cost parameters.  

2.2.2.1. Frequency variables for maintenance-bucket  

Figure 4 illustrates the two renewal functions that determine the costs made during the maintenance 

phase. 𝑀𝑟(𝐿) counts the number of failures up until 𝑡 = 𝐿. The time between two successive failures is 

an iid random variable 𝑋𝑖  (see Section 1.1.4). Observe that it counts both repair and new buy failures. 

Therefore, we refer to this renewal function as the base renewal function. 𝑀𝑁𝐵(𝐿) counts each new buy 

failure only and is referred to as the new buy renewal function. We define 𝑌𝑖  as the sum of (𝑅 + 1) iid 

random variables 𝑋𝑖.  

The model for the maintenance costs is exact when at least one of the following premises is true: 

(1) 𝑝𝑑 = 0, (2) 𝑅 = 0, or (3) defective parts do not influence the remaining reparability. In Section 2.4.1 

we derive an exact expression for the limit of the maintenance costs under the assumption of an infinite 

𝐶𝑓,𝑎 = 𝐶𝑟𝑤 + 𝑝𝐷𝑇,𝑎 ⋅ 𝐶𝐷𝑇,𝑎   ,  ( 2.14 ) 

𝐶𝐷𝑇,𝑎 = 𝐻𝐷𝑇,𝑎 ⋅ 𝐶𝐷𝑇𝑟𝑎𝑡𝑒,𝑎   , ( 2.15 ) 

𝑇𝐶𝑚 = 𝑀𝑟(𝐿) ⋅ 𝐶𝑀𝑟 +𝑀𝑁𝐵(𝐿) ⋅ 𝐶𝑀𝑁𝐵  , ( 2.16 ) 
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horizon, which also holds whilst none of the previously mentioned arguments are true. This limit is used 

in the long-run model. When interested in the behavior on short horizons and none of the statements is 

true, one can use simulation.  

 

Figure 4: Illustration of base renewals and new buy renewals for R = 2. 

2.2.2.2. Cost parameters for maintenance-bucket 

The cost of each base renewal can be described as: 

Observe that the first part of 𝐶𝑀𝑟  is similar to 𝑇𝐶𝑎, due to the fact that all parts are sent to the assembly 

firm before being sent to the customer. 𝐶′𝑖𝑝,𝑎 is similar to 𝐶𝑖𝑝,𝑎 as discussed for the assembly-bucket. 

The only difference is the acquisition costs 𝐶𝑝 ; for the base renewals, the acquisition cost equals the 

repair price (𝐶𝑝 = 𝐶𝑝𝑟). 𝐶𝑖𝑝,𝑚 is the additional cost of incoming parts at the customer and consists of 

logistics costs only, 𝐶𝑟,𝑚is the cost of returning parts from the customer to the supplier, 𝐶𝐷𝑂𝐴 is the cost 

of a defective spare part arriving at the customer (in industry sometimes referred to as a Dead on Arrival 

(DOA)), and 𝐶𝑓,𝑚 is the cost for resolving a failure. 

which is similar to 𝐶𝑙,𝐴→𝐵, but without 𝐶𝑃𝑆 and with different locations (and therefore different costs).  

The only difference between base and new buy renewals is the acquisition price. Thus, 

Since parts are assumed to always return to the assembly firm before being sent to the supplier, the 

return costs in the maintenance-phase are equal to the cost of returning parts from the assembly firm 

plus additional return logistics costs from the customer (location C) to the focal firm (B). Note that the 

return costs includes the costs for all documentation and are incurred for all parts that need to be sent 

back, which is equal to the number of parts that on average need to be sent for a single replacement 

(𝑁𝑂𝐾 in Equation 2.5). 

𝐶𝑀𝑟 = 𝑁𝑖𝑛 ⋅ (𝐶
′
𝑖𝑝,𝑎 + 𝐶𝑖𝑛𝑠𝑝) + 𝑁𝑁𝑂𝐾 ⋅ 𝐶𝑟,𝑎 +𝑁𝑂𝐾 ⋅ 𝐶𝑖𝑝,𝑚 + 𝑁𝑂𝐾 ⋅ 𝐶𝑟,𝑚

+ (𝑁𝑂𝐾 − 1) ⋅ 𝐶𝐷𝑂𝐴 + 𝐶𝑓,𝑚 
( 2.17 ) 

𝐶𝑖𝑝,𝑚 = 𝐶𝑓,𝐵→𝐶 + 𝐶𝑤,𝐵→𝐶 + 𝐶𝑑,𝐵→𝐶  , ( 2.18 ) 

𝐶𝑀𝑁𝐵 = 𝐶𝑝𝑛 − 𝐶𝑝𝑟  ( 2.19 ) 

𝐶𝑟,𝑚 = 𝐶𝑟,𝑎 + 𝐶𝑙,𝐶→𝐵  ( 2.20 ) 
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Similar to the assembly-bucket, defective parts might slip through inspection. For spare parts, this leads 

to costs 𝐶𝐷𝑂𝐴, which primarily consists of additional customer downtime because another part needs to 

be shipped to the customer. The downtime costs per time unit can be regarded as a production 

opportunity loss due to the non-functioning system.  

Finally, the failure costs in the maintenance-bucket can be written as follows:  

where 𝐶𝑙𝑎𝑏𝑜𝑟,𝑟𝑒  is the cost repairing the system, and 𝐶𝐷𝑇,𝑚 is the cost of downtime.  

The model assumes a failure based maintenance policy, and thus makes no distinction in scheduled and 

unscheduled downtime. One could mitigate this assumption by inserting the average downtime penalty 

(or duration) for scheduled and unscheduled downtime.  

2.2.3. Inventory costs 

The inventory costs are determined by  

in which 𝐶𝑝𝑛    is the new price of a part, 𝐼  ̅ is the average inventory level that satisfies a predetermined 

customer service level and ℎ𝑖 is the holding cost rate, which comprises capital, warehousing, and excess 

and obsolescence costs. We assume a base stock policy. 

To determine  𝐼,̅ the Erlang Loss Model (𝑀 | 𝐺 | 𝑐 | 𝑐 queue)  is used. This model is insensitive to the 

replenishment distribution (requiring only the mean order lead-time) and assumes that demand occurs 

according to a Poisson process (Tijms, 2003). This assumption is reasonable because inventory is kept for 

many components. Therefore, the demand process is the superposition of many renewal processes, 

which after some time can accurately be described by a Poisson process (Tijms, 2003). Öner et al. (2010) 

apply the same inventory model whilst investigating the influence of parts’ reliability on inventory costs.  

By setting a target for the customer service level, the inventory required to satisfy that service level can 

be computed numerically. Additionally, we assume that we only have one warehouse, i.e., 𝑐 = 1. 

Denote 𝑝𝑂𝑆(𝐼, 𝜌) as the probability of not being able to satisfy the demand, 𝐼 as the base-stock level, 

and 𝜌 as the offered load, which equals the order lead-time times the mean demand per time-unit. 

Then,  

𝐶𝐷𝑂𝐴 = 𝐻𝐷𝑇,𝐷𝑂𝐴 ⋅ 𝐶𝐷𝑇 𝑟𝑎𝑡𝑒,𝑚  ( 2.21 ) 

𝐶𝑓,𝑚 = 𝐶𝑙𝑎𝑏𝑜𝑟,𝑟𝑒 + 𝐶𝐷𝑇,𝑚 + 𝐶𝑙𝑎𝑏𝑜𝑟,𝑅𝐻 ,  ( 2.22 ) 

𝐶𝐷𝑇,𝑚 = 𝐻𝐷𝑇,𝑚 ⋅ 𝐶𝐷𝑇 𝑟𝑎𝑡𝑒,𝑚  ( 2.23 ) 

 𝑇𝐶𝑖 = 𝐶𝑝𝑛 ⋅ 𝐼
̅ ⋅ ℎ𝐼 ,  ( 2.24 ) 

𝑝𝑂𝑆(𝐼, 𝜌) =
(
𝜌𝐼

𝐼!)

∑
𝜌𝑥

𝑥!
𝐼
𝑥=𝑜

 (2.25 ) 
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It is important to notice that the average demand per time unit is directly related to the reliability of 

parts and the size of the installed base. Thus, the shorter the lifetime of a part, the higher the demand 

for spare parts, and thus the higher TCO will be. Additionally, we compute the average order lead-time 

𝑂𝐿 by the weighted average of the repair lead time 𝑂𝐿𝑟 and new part lead time 𝑂𝐿𝑁𝐵. Note that we are 

investigating the installed base, and thus after a while, with probability 
1

𝑅+1
 a new part needs to be 

bought, and otherwise a repair needs to be bought (we assume a sufficiently large installed base such 

that these probabilities remain the same over time).   

This weighted average is accurate in the long-run. Moreover, to ensure a good enough service level, the 

expected demand for spare parts is multiplied by the number of parts that are expectedly needed for 

one functioning part, 𝑁𝑂𝐾. Thus, each demand for a service part is multiplied by 𝑁𝑂𝐾 to arrive at an 

approximation that accounts for DOAs. This violates the assumption of a demand arrival according to a 

Poisson process, as demand now occurs according to a compound Poisson process. In practice, 𝑁𝑂𝐾 is 

almost equal to 1, thus its effect on the Poisson process is only minor.  

The inventory costs depend on the inventory policy being employed by the focal company. We assume 

that the assembly company uses the inventory model described here. Finding the optimal inventory 

policy for different supplier characteristics is out of this work’s scope. 

2.3. Comparison with models from literature 
In Section 1.2, we describe the contribution of this thesis to the literature. This section explicitly 

focusses on the similarities and differences between this model and models found in literature.  

First, we discuss the model of Prabhakar & Sandborn (2012). Their model is one of the few models 

explicitly for parts. However, their model is tailored specifically to long life cycle electronic systems. 

Additionally, they use their model primarily to evaluate Lifetime Buy and Design Reuse case studies on 

relatively cheap electronic parts. Furthermore, they compute costs from the manufacturing firm’s 

perspective only, e.g., by counting failures within the warranty period only, and they assume parts can 

fail at most once during that period. Our model is more generic, and supports the buy-where decision. 

Additionally, we apply the model on a case study for relatively expensive parts of a manufacturer 

operating in the capital goods industry. 

Parra et al. (2012)  also model the number of failures over the designed system life with reliability 

distributions. The authors show results for several types of repairable systems, whereas we have limited 

ourselves to ‘as good as new’ renewals. However, their model is less detailed than the one presented 

here. Their model is aimed at comparing investment opportunities from an end-user perspective, and 

thus lacks parameters like the defective rate or processes like inspection and assembly. Additionally, 

they do not account for spare parts inventory costs.  

Öner et al. (2010) develop a model for the optimization of component reliability in the design phase of 

capital goods. They identify similar cost buckets, but add the cost of design. This relies on the 

𝑂𝐿 =
𝑂𝐿𝑁𝐵 + 𝑅 ⋅ 𝑂𝐿𝑟

𝑅 + 1
 ( 2.26 ) 
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assumption that the costs for increased reliability follow a certain convex function. The parameters for 

this function are hard to find in practice. Our model allows for comparing different levels of reliability 

and thus provides a budget for increasing reliability. Therefore, the cost of design is an output in our 

model rather than an input.  

The inclusion of a reparability parameter and thereby introducing the combination of two renewal 

processes is a special case of alternating renewal processes, and is to our knowledge novel to TCO 

literature.  

2.4. Implementation: two models 
Next, we introduce the long-run model and the simulation model.  

2.4.1. Long-run model: Constant failure rate 

After a sufficiently long period, the expected number of renewals per time unit becomes constant: 

This result is true for all lifetime time distributions (Note: 𝔼(𝑋𝑖) = 𝑀𝑇𝑇𝐹). Recall that 𝑀𝑁𝐵(𝑡) counts 

new buy renewals with inter-occurrence time 𝑌𝑖, which are the sum of 𝑅 + 1 iid 𝑋𝑖s.  Using Wald’s 

equation and under the premises defined in Section 2.2.2.1, we find: 

Recall that the new buy renewals lead to the incremental cost of new buys only (thus all other failure 

costs are included in 𝐶𝑀𝑟). When the premises described in Section 2.2.2.1 are not true, the part’s usage 

during the maintenance phase is influenced by 𝑝𝑑 . Recall that the expected number of parts one needs 

to order to obtain one functional part is 𝑁𝑖𝑛 (Equation 2.3). The occurrence of a failure is independent of 

the event that a replacing part is defective upon arrival. Additionally, from Equation 2.28 we find that 

the number of new buy renewals in the long-run is independent of time (it converges to a steady state). 

Logically, in the long-run, we can adjust the number of new buy renewals by multiplying it with 𝑁𝑖𝑛 to 

describe the expected number of new buys per time unit. This result is supported by simulation results 

in Section 3.5.6.  The long-run maintenance costs per time unit can thus be described as: 

Another approach to arrive at the same limit is to use the fact that in the long-run, the expected 

acquisition price 𝐶𝑝̅̅ ̅ can be described by  

lim
𝑡→∞

𝑀𝑟(𝑡)

𝑡
=

1

𝑀𝑇𝑇𝐹
 ( 2.27 ) 

lim
𝑡→∞

𝑀𝑁𝐵(𝑡)

𝑡
= (

1

𝑀𝑇𝑇𝐹
) ⋅

1

𝑅 + 1
  ( 2.28 ) 

lim
𝑡→∞

𝑇𝐶𝑚
𝑡

= (lim
𝑡→∞

𝑀𝑟(𝑡)

𝑡
) ⋅ 𝐶𝑀𝑟 + (lim𝑡→∞

𝑀𝑁𝐵(𝑡)

𝑡
) ⋅ 𝑁𝑖𝑛 ⋅ 𝐶𝑀𝑁𝐵

= (
1

𝑀𝑇𝑇𝐹
)
((𝑅 + 1) ⋅ 𝐶𝑀𝑟 +𝑁𝑖𝑛 ⋅ 𝐶𝑀𝑁𝐵)

𝑅 + 1
 

( 2.29 ) 

𝐶𝑝̅̅ ̅ =
𝐶𝑝𝑛 + 𝑅 ⋅ 𝐶𝑝𝑟

𝑅 + 1
,  ( 2.30 ) 
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and that 𝐶𝑀𝑁𝐵  only describes the incremental cost of a new buy. Then, in the long-run, one can insert 

this average price into 𝐶𝑀𝑟  and one no longer needs the new buy renewal function, if one is only 

interested in the limiting behavior of the costs.  In Appendix D we insert 𝐶�̅� into 𝐶𝑀𝑟  and show that it 

leads to the same limit as described in Equation 2.29.  

From this result, we can conclude that in the long-run, one does not need to discriminate between the 

types of renewals; one merely has to take the average cost of a replacement and multiply it by the 

expected number of failures over 𝐿.  This is similar to the renewal reward theorem (Section 1.1.4).  

This result makes finding a part’s TCO in practice a lot easier (FR2 and FR3), since one does not have to 

know about the distribution of a part’s time to failure; one only needs to estimate its 𝑀𝑇𝑇𝐹. For existing 

components, one can e.g., use data of spare part demand as an estimate for 
1

𝑀𝑇𝑇𝐹
.  

2.4.2. Simulation model: Weibull distributed TTF 

To analyze renewal functions under short horizons, one can use analytical methods. However, the 

distribution of the sum of iid Weibull variables is unknown. Therefore, we use simulation. In Section 3.1 

we use an analytical model to validate the simulation model.  

A frequently used distribution for reliability modeling is the Weibull distribution. If a failure time follows 

a 2 parameter Weibull distribution, it can be described by the following pdf. 

With 𝛽 > 0 𝑎𝑛𝑑 𝜂 > 0 as shape and scale parameter respectively. The shape parameter can be 

interpreted as follows: 

 A value of 𝛽 < 1, indicates a decreasing failure rate over time, which occurs when parts suffer 

from significant infant mortality; 

 A value of 𝛽 = 1 indicates a constant failure rate, which occurs when parts fail randomly. For 

this shape parameter, the failure distribution equals to the exponential distribution; 

 A value of 𝛽 > 1 indicates an increasing failure rate over time, which for example occurs when a 

part suffers from wear..  

When the MTTF is known and one has an estimate for 𝛽, the scale parameter can be found by applying 

the following equation.  

Where Γ(𝑥) = (𝑥 − 1)! is the gamma function.  

𝑓(𝑥; 𝜂, 𝛽) = {

𝛽

𝜂
⋅ (
𝑥

𝜂
)
𝛽−1

𝑒
(
𝑥
𝜂
)
𝛽

, 𝑓𝑜𝑟  𝑥 ≥ 0

0,                                      𝑓𝑜𝑟  𝑥 < 0

  ( 2.31 ) 

 𝜂 =
𝑀𝑇𝑇𝐹

1
𝛽
⋅ Γ (1 +

1
𝛽
)

  ( 2.32 ) 
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2.4.3. Conclusion 

Thus, we have two models: a long-run model and a simulation model. When 𝑅 = 0 and the distribution 

of the inter-failure times are exponentially distributed, the results for both models on a finite (and 

infinite) horizon are equal. However, especially for different life time distributions, the number of 

failures over a short horizon might either be over- or underestimated in the long-run model. Thus, a 

practitioner needs to know whether he can use the long-run model or if he should use other methods to 

predict a supplier’s impact on TCO.  

The functional requirements, defined in Section 2.1, result in a preference for the long-run model, but if 

and only if the results of that model are similar to the results for the simulation model. Therefore, to 

answer the main research question of this thesis, we compare both implementations of the TCO model. 

Of prime interest are the time until convergence to a steady state, which is the time until both models 

produce the same results, and the relative error in the expected number of renewals observed with 

simulation versus the long-run model.   

Since finding the optimal inventory policy for different supplier characteristics is out of this work’s 

scope, the inventory costs are modelled as described in Section 2.2.3. 

3. Numerical results 
This chapter covers the comparison of the simulation and the long-run model. First, the 

implementations of both models are verified and validated in Section 3.1. Then, in Section 3.2, a 

fictitious base case is defined. Values are chosen to reflect a realistic base case to test both models. 

Section 3.3 presents the results for this base case. Section 3.4 analyzes the sensitivity of the long-run 

model to some of the parameters defined in Section 2.2. Subsequently, the influence of a finite horizon 

is analyzed in Section 3.5.  

The accuracy of the long-run model is assessed on two criteria: 1. whether the long-run model 

concludes that the same supplier is cheaper as found with the simulation model, and 2. the difference 

between the TCO computed by the long-run model and the simulation model.  

Recall that the long-run model scores better on usability and understandability (FR3 and FR4). Thus, the 

long-run model is preferred as long as it correctly represents TCO. Therefore, the goal of this chapter is 

to analyze the accuracy of the long-run model compared to the simulation model.  

3.1. Verification and validation 
In this section the long-run and simulation model are validated and verified.  

Carson (2002, p. 52) writes that “verification occurs when the model developer exercises an apparently 

correct model for the specific purpose of finding and fixing modeling errors” and defines that validation 

refers to “the processes and techniques that the model developer, model customer, and decision 

makers jointly use to assure that the model represents the real system to a sufficient level of accuracy.” 

Carson (2002, p. 56) suggest using the following three steps for verification and validation: ”1. Test the 

model for face validity, 2. Test the model over a range of input parameters, and 3. Where applicable, 
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compare model predictions to past performance or to a baseline model representing an existing system. 

When designing a new system, compare implemented model behavior to assumptions and 

specifications.” This framework has been applied to both models.  

The face validity of the model is checked by multiple users from the assembly company in which the 

case study of Chapter 4 has taken place. The input parameters are varied over a large range, of which 

some of the results are also used in the sensitivity analysis in Section 3.4. Additionally, we checked the 

behavior of adjusting each individual input parameter. Since we are dealing with two implementations 

of the same model, we can compare the results of both. As shown in Section 2.4.1 the model converges 

to a steady state. Therefore, the simulation model was run for 10.000 time-units, which led to the same 

results as for the long-run model.  

Additionally, we can use analytical results for exponentially distributed TTFs (𝑋𝑖) to validate our 

simulation model. Provided the reparability is a given integer 𝑅 and assuming that at 𝑡 = 0 a new part is 

installed, each (𝑅 + 1)𝑡ℎ failure leads to a new buy (assume 𝑝𝑑 = 0). Recall that we denote the cost of 

a base renewal as 𝐶𝑀𝑟, and the incremental cost of a new buy as 𝐶𝑀𝑁𝐵 = (𝐶𝑃𝑛  − 𝐶𝑝𝑟) , as described in 

Chapter 2. Thus, the expected maintenance-bucket costs are described by  

Recall that 𝑀𝑟(𝑡) uses inter-failure times 𝑋𝑖, and 𝑀𝑁𝐵(𝑡) uses 𝑌𝑖, which is the sum of (𝑅 + 1) 𝑋𝑖s, with 

𝑋𝑖~𝐸𝑥𝑝(𝜆), 𝑌𝑖~𝐸𝑟𝑙𝑎𝑛𝑔(𝜆, 𝑅 + 1). 

The base renewal process, in this case a Poisson process, can be described by 

The new buy renewal function is more complicated. We use that each renewal function satisfies the 

following integral equation (Tijms, 2003, p. 309): 

By discretization of the renewal equation, one can numerically calculate results for renewal functions 

that are defined by different probability distributions. Results found using this method are referred to as 

analytical results. Tijms (2003) suggests the following recursion scheme for 𝑡 > 0, 𝑝𝑖 = 𝑖 ⋅ ℎ, and interval 

[0, 𝑡) divided into 𝑛 partitions of size ℎ: 

𝑊𝑖𝑡ℎ: 𝑀𝑖 = 𝑀(𝑖 ⋅ ℎ),   𝐹𝑖 = 𝐹((𝑖 − 0.5)ℎ),   𝐴𝑖 = 𝐹(𝑖 ⋅ ℎ),   1 ≤ 𝑖 ≤ 𝑛 

𝔼(𝑇𝐶𝑚(𝑡)) = 𝑀𝑟(𝑡) ⋅ 𝐶𝑀𝑟 +𝑀𝑁𝐵(𝑡) ⋅ (𝐶𝑃𝑛 − 𝐶𝑝𝑟) ( 3.1 ) 

 𝑀𝑟(𝑡) = 𝜆 ⋅ 𝑡 ( 3.2 ) 

𝑀(𝑡) = 𝐹(𝑡) + ∫𝑀(𝑡 − 𝑥)𝑓(𝑥)𝑑𝑥,   𝑡 ≥ 0

𝑡

0

 ( 3.3 ) 

𝑀𝑖 =
1

1 − 𝐹1
[𝐴𝑖 +∑(𝑀𝑗 −𝑀𝑗−1) ⋅ 𝐹𝑖−𝑗+1 −𝑀𝑖−1𝐹1

𝑖−1

𝑗=1

] , 1 ≤ 𝑖 ≤ 𝑛 ( 3.4 ) 
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Tijms (2003) states that for ℎ, values in the range 0.05 – 0.01 generally lead to good results for practical 

cases. Additionally, one can compare the outcome for size ℎ and  ℎ/2 to find whether enough partitions 

were created. This recursion was implemented in Excel VBA (Appendix E contains the VBA code).  

The Erlang distribution was inserted in this recursion and the obtained results were validated with the 

results obtained by Varsei and Samimi (2009). They studied renewal processes with Erlang inter-arrival 

times and presented results for several sets of parameters. Therefore, we conclude that the 

discretization method was implemented well in VBA. Next, we compared the simulation model to the 

analytical results. From Figures 25 and 26 in Appendix F we conclude that the simulation model leads to 

the same results derived with the discretization method. Therefore, we conclude that the simulation 

model is valid.  

The Weibull distribution may be inserted in this equation as well. Unfortunately, the distribution of the 

sum of iid Weibull distributions has not yet been discovered (Nadarajah, 2008). Therefore, no analytical 

results can be given for 𝑅 > 0. For 𝑅 = 0, we find that again the simulation and the analytical results 

are nearly identical (see Figure 27 in Appendix F). In Section 3.5, simulation is used to analyze renewals 

with 𝑅 > 0. 

Unfortunately, a completely scientific validation is not possible because no TCO values are known for 

the base case and case study beforehand (Carson, 2002). However, the results are plausible, because 

one can rather easily trace where costs originate from, as described in Chapter 2.   

In summary, we validated the analytical results with literature, and subsequently validated the 

simulation model with the analytical results. The long-run model was found to yield similar results as the 

simulation model when the horizon is long, or under exponentially distributed 𝑋𝑖s and 𝑅 = 0. Therefore, 

we conclude that the long-run model is also valid. 

3.2. Base case: assumptions 
Next, we generate a fictitious case.  

A high tech capital goods manufacturer is planning to produce a new system. It expects to produce and 

sell all 500 units on 𝑡 = 0, and agrees to maintain them for 𝐿 = 25 years. Part Y is a new, complex part 

that is needed for this new system only, and in each system only one of these parts is needed. In a pre-

study, the manufacturer identified two potential suppliers capable of producing this item: supplier 1 and 

supplier 2. Overall, supplier 1 is more expensive but performs better on all quality parameters. 

The data needed for the model can be divided into supplier specific parameters, part specific 

parameters, and environmental parameters. Supplier specific parameters are inputs that differ amongst 

suppliers; part specific parameters are inputs that do not differ amongst suppliers, but are different 

amongst parts; and environmental parameters neither differ amongst suppliers nor amongst parts. 

Stated in the terminology of Emblemsvag (2001), supplier specific and part specific parameters are user-

defined assumptions, which users may change whenever they want, and environmental parameters are 

user predefined assumptions, which are assumptions made by the designer to simplify the modeling 

based on the users’ feedback.  
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Part Y suffers from infant mortality. Its inter-failure times are assumed to follow a Weibull distribution 

with 𝛽 = 0.75. There is only a single failure mode, and this failure mode is similar for parts from both 

suppliers. The expected inter-failure time is expected to differ due to the use of different materials. 

Regardless of the use of the part (either in assembly or as a spare part), the part is always shipped to the 

assembly firm first for inspection. Additionally, the downtime (or mean time to repair) is considered 

negligible compared to the 𝑀𝑇𝑇𝐹, i.e., the models do not forward time when a part fails.  

Table 1 contains the parameter values for both suppliers. The part specific and environmental 

parameters, which are equal amongst suppliers, are given in Appendix G. We assume real values that 

remain constant over time, hence no discounting is applied.  The average order size is 1.  

Table 1: Input parameters for the base case scenario. 

The results for both models are presented in the next section.  

3.3. Comparison of results for long-run and simulation model 
The simulation results in this section are obtained from 50 replications, and each replication consisting 

of 65.000 renewal processes. The maximum deviation of each individual replication compared to the 

mean of all replications was found to be less than 1%, thus the average of these 50 replications are 

considered to be accurate.   

Figure 5 displays the cumulative TCO for supplier 1 and 2, and for both models. Acquiring parts from 

supplier 1 over the course of 25 years leads to 18% lower costs than sourcing from supplier 2. Recall 

that, contrarily, the acquisition price of part 1 was 25% higher than part 2. Therefore, if the assembly 

firm would have based its sourcing decision solely on the new price, it would have unknowingly chosen 

the costlier option. More detailed results from the base case scenario can be found in Appendix H.  

Additionally, we see that the costs for assembly are approximately equal for all models, but that the 

long-run model over 25 years predicts a lower TCO than the simulation model. This is due to the shape 

Variable Description Unit Supplier 1 Supplier 2 

𝒑𝒅 Portion of parts that are defective upon arrival Percentage 10% 20% 
𝒑𝒅𝒖 Portion of parts that require rescheduling Percentage 5% 15% 
𝒑𝑫𝑵 Portion of parts that require additional labor 

upon arrival 
Percentage 10% 20% 

𝒑𝑷𝑺 Portion of parts that result in logistics problem Percentage 5% 15% 
𝑺𝒄𝒐𝒎𝒑𝒍𝒂𝒊𝒏𝒕𝒔 Score on complaints handling (1 poorest, 5 best)  4 3 

𝑶𝑳𝑵𝑩 Order lead time for new buys Weeks 14 16 
𝑶𝑳𝒓 Order lead time for repairs Weeks 8 10 
𝑪𝒑𝒏 Price of a new part EUR/part 15.000 12.000 

𝑪𝒑𝒓 Price of a repaired part EUR/part 10.000 8.000 

𝑹 Reparability  2 1 
𝑴𝑻𝑻𝑭 Expected life time of part Years 2 1.8 
𝑪𝒇,𝑨→𝑩 Freight costs from supplier to assembly firm 

(from assembler to supplier is equal) 
EUR/trip 75 250 

𝑪𝒘,𝑨→𝑩 Warehousing costs from supplier to assembly 
firm (from assembler to supplier is similar ) 

EUR/trip 40 30 
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parameter of the Weibull distribution. This is investigated in depth in Section 3.5. Furthermore, observe 

that the assembly costs that can be allocated to Part Y are only a small fraction of the cumulative TCO 

over 25 years, because the assembly activity is performed less often than that failure occur. Additionally, 

observe that the long-run and simulation model originate from the same point (per supplier), and after 

some period run in parallel. From this, we can conclude that after +/- 5 years, the expected yearly costs 

computed by the long-run model are the same as computed by simulation.  

In Figure 6, the yearly maintenance costs are depicted. We see that after approximately 5 periods, the 

average costs per year computed by both models start to overlap, which corresponds to the observation 

on parallel lines in Figure 5. In the scenario presented here, the difference between the long-run and the 

simulation model for supplier 1 is EUR 12.000 over all 25 years, which is 3% of the TCO, per component.  

Observe, though, that the error for both models is of similar size and direction, and that therefore the 

answer to the ‘buy-where?’ question remains the same for both models.  

Recall that the inventory costs are assumed to be equal throughout the years, and the assembly costs 

are only incurred on 𝑡 = 0 and are equal for both models (but may be different per supplier). Therefore, 

the observed behavior is caused by maintenance costs. More specifically, the difference between the 

long-run and simulation model is in the number of failures that occur over 𝐿. Hence, only the costs made 

during the maintenance-phase differ between the two models. The maintenance-bucket is the largest 

bucket, which justifies that this bucket is analyzed in greater detail.    

A combination of the design life of the system and the reliability function of a part used in this system 

play a role in whether the long-run model can be used instead of the simulation model. As an example, 

we assume the same parameter values as for the base case scenario, but now we drastically improve the 

expected time to failure of both suppliers’ parts to 1000%. Figure 7 and Figure 8 show the cumulative 

TCO and the yearly maintenance costs, respectively. The gap between the predicted TCO of the long-run 

model and the simulation model for any supplier is larger (after 25 years, it has grown to 16% and 15% 

 
Figure 5: Cumulative TCO for both suppliers 
and models (base case scenario). 

 
Figure 6: Expected yearly maintenance costs for both 
suppliers computed by both models. 
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difference for supplier 1 and 2, respectively). Thus, the budget required to maintain the systems over 

their lifetime is being underestimated by the long-run model by +/- 16%. However, the error is of the 

same direction and of similar size, and thus most often does not influence the supplier decision.  

Given that the long-run model performs well on the base case by producing similar results compared to 

the simulation model, in the next section we perform a sensitivity analysis on the long-run model only; 

for the sensitivity of the simulation model is similar.  

3.4. Sensitivity of long-run model 
Figure 9 shows a sensitivity chart for the TCO of supplier 1. This is drawn by varying one input parameter 

at a time and computing the relative change in TCO. On the horizontal axis, the relative change in 

parameter values is given, and on the vertical axis the relative change in TCO. 100% TCO is the result 

obtained for the base case as described in Section 3.3. Please note the sensitivity results given in this 

section depend on the parameter values given in Section 3.2. For different problem contexts (and 

therefore different parameter inputs), the sensitivity can be different. For example, when failures are 

less expensive, the relative influence of the acquisition costs on TCO will be higher.   

From Figure 9, we conclude that the 𝑀𝑇𝑇𝐹 has the highest impact on TCO. The lines for the new and 

repair price overlap and both form the second most important parameter. The defective rate appears to 

have only a limited impact, because the rate is already a low. The DN rate and repair order lead time 

seem to have almost no influence on TCO. The influence of parameters  𝑝𝑃𝑆,  and 𝑝𝑑𝑢 is also negligible, 

and the new order lead time (not shown) has a similar effect as the repair order lead time.  

 
Figure 7: Cumulative TCO for both suppliers 
and models (10x MTTF of base case). 

 
Figure 8: Expected yearly maintenance costs for both 
suppliers computed by both models (10x MTTF). 
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Figure 9: Sensitivity chart for supplier 1 for base case. 

In Figure 10, we see the impact of the reparability 𝑅 and supplier score on complaints handling 

𝑆𝑐𝑜𝑚𝑝𝑙𝑎𝑖𝑛𝑡𝑠  on TCO. On the vertical axis, the relative difference in TCO is given for different values for 

reparability and supplier score, computed independently (i.e., 1 parameter is changed at a time). 100% 

represents the TCO for 𝑅 = 0 or 𝑆𝑐𝑜𝑚𝑝𝑙𝑎𝑖𝑛𝑡𝑠 = 1.The behavior of 𝑅 can be explained by Equation 2.30.  

 

Figure 10: Influence of reparability and supplier score on TCO for base case. 
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3.5. Investigation of short-horizons 
In this section, we analyze the number of renewals that occur over a short horizon.  

The reason for the difference in costs between the long-run and the simulation model is due to a 

different number of failures over the lifetime of the system and thus due to the underlying renewal 

functions. For the sake of clarity, in this section we isolate the number of renewals from the other model 

variables and parameters, thus we only consider the parameters that influence the renewal functions. 

Additionally, we only look at one supplier (analysis is identical for all suppliers). For different problem 

contexts, failure costs can be different, and therefore the influence of the number of renewals on the 

short horizon can be different. In this section, we derive generic insights into renewal processes that 

practitioners and academics can use to assess the error of the long-run model in their specific contexts. 

Recall that two renewal functions determine a part’s TCO: one that describes all renewals that occur 

(𝑀𝑟(𝑡)), and one that describes the occurrence of the incremental cost of each new buy (𝑀𝑁𝐵(𝑡)).      

Two questions are answered whilst model parameters are varied:  

1. What is the difference between the number of failures on a short horizon for both models? I.e., 

what is the magnitude and sign of the difference between the two models? 

2. After how many time-units do the models produce the same results, i.e., after which period 

have both the base and the new buy renewal functions converged to a steady state?  

Recall that the main purpose of the model derived in Chapter 2 is to support the supplier selection 

problem. The long-run model is easier to use than the simulation model, but the additional assumption 

of a constant failure rate makes the long-run model less accurate. Question 1 relates to the (relative) 

difference between the expected number of failures of the long-run and simulation model, and 

therefore investigates the accuracy of the computed TCO of the long-run model over the system life. 

Question 2 relates to the length of the period from which the difference originates. When convergence 

has been reached before the horizon of the system, each additional time unit after convergences leads 

to a lower relative error over the whole horizon. Before convergence, the absolute difference changes, 

whereas after convergence, only the relative difference changes.  Both questions need to be answered, 

such that practitioners can assess the accuracy of the long-run model for their specific context. 

Additionally, the results can be used to adjust the long-run model when the shape of the failure 

distribution is also known.       

Question 1 requires an assumption for the lifetime of a system, because it computes the difference 

between the models over the system lifetime. 𝐿 is set to 25 years, because that is the system life in the 

base case and the case study.  

The number of renewals per component occurring over the system lifetime depends on the distribution 

of the time to failure. For sums of Weibull random variables, we need simulation. Therefore, Section 

3.5.1 describes the simulation set-up. Section 3.5.2 investigates exponentially distributed failure times. 

Section 3.5.3 analyzes the influences of several Weibull distributed inter-failure times. In Section 3.5.4, 

we show how the 𝑀𝑇𝑇𝐹 influences the time until convergence. Then, in Section 3.5.5 we show results 

for mixed-Weibull distributions. These are often used in practice to describe a failure process in which 
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multiple failure modes are at play. Subsequently, in Section 3.5.6, we show results for 𝑝𝑑 > 0. Section 

3.5.7 briefly investigates the whole installed base instead of a single component to describe spare parts 

usage. Section 3.5.8 shows both relative and absolute differences between the models for a wide variety 

of cases. Section 3.5.9 summarizes the main conclusions from the analysis.  

3.5.1. Simulation set-up 

Next, we describe the simulation settings.  

For the simulation conducted in this section, 65.000 runs were used. Each run simulates an individual 

component’s behavior over 50 time units. The replacement times (𝑆𝑖) are rounded up to the nearest 

integer, to find the number of renewals per time unit. For example, if the time-unit is years, the number 

of failures that occurred during year one have occurred between 𝑡 = 0 and 𝑡 = 1.  

To determine the error of the simulation set-up, we run the simulation 50 times for an arbitrary case 

(Weibull failure distribution with 𝛽 = 0.75, 𝑅 = 0 and 𝑀𝑇𝑇𝐹 = 2). We compute the absolute difference 

between the simulated result for the first period (thus failures occurring between 𝑡 = 0 and 𝑡 = 1), and 

the analytical result (as described in Section 3.1). Figure 11 shows the probability density function of the 

absolute relative error of each simulation for period 1. Observe that all errors are smaller than 1%.  

We conclude that the results for one simulation with 65.000 runs are accurate enough. 

 

Figure 11: Histogram for absolute relative error of simulation compared to analytical results. 
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Observe that the number of periods until convergence increases with the reparability. Thus, the relative 

error of the long-run model is more sensitive to the system horizon for higher values of 𝑅. Additionally, 

observe that the steady state expected number of renewals per period decreases for higher values of 𝑅. 

This can be explained by Equation 2.29 derived in Section 2.4.1. Furthermore, observe that for 𝑅 > 0, 

the number of renewals before convergence is lower than the long-run average, because at 𝑡 = 0, 

multiple failures need to occur before a new buy supplement is incurred. Additionally, for higher values 

of 𝑅, the influence of the new price on TCO is lower, simply because new buys occur less frequent. 

 

Figure 12: Average number of renewals per period for different values of R and 𝑿𝒊~𝑬𝒙𝒑. 
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initially the simulated average number of renewals per period is lower than the long-run average (similar 

to Section 3.5.2), and higher afterwards as well. The absolute error of this peak (in Figure 14, from 

𝑡 = 7 𝑡𝑜 13) is lower than the error before this peak (from 𝑡 = 0 𝑡𝑜 7), thus the overall error will still be 

negative for all 𝛽s, but depending on the horizon, the peak decreases the absolute error.  

 
Figure 13: Average number of renewals per 
period for different Weibull shape parameters 
and R=0. 

 
Figure 14: Average number of renewals per 
period for different Weibull shape parameters 
and R=4. 

3.5.4. Influence of MTTF on convergence rate  

We have seen the behavior of several Weibull and the Exponential distribution. Next, we vary 𝑀𝑇𝑇𝐹. 

In Figure 15 we see the simulation results for several values of MTTF for Weibull distributed TTF 

(𝛽 = 1.25); each time the shape parameter of the Weibull distribution is fixed and the scale parameter 

is computed using the shape and 𝑀𝑇𝑇𝐹. 𝑀𝑇𝑇𝐹 and the time until convergence are positively 

correlated. This result seems intuitive; namely if you hardly observe any failures, the expected effect, 

like aging, occurs after a longer period. As a rule of thumb, we find that the first time a value for the 

number of renewals is found that is near the long-run average, is on time 𝑡 = 𝑀𝑇𝑇𝐹 ⋅ 𝑅. Thus, we state 

that convergence starts around that time. This result is found to be accurate for the cases with Weibull 

distributed 𝑋𝑖s with 𝛽 = 1.25, 𝛽 = 0.75, Exponentially distributed 𝑋𝑖𝑠, 𝑀𝑇𝑇𝐹 ranging from 1 to 4, and 

𝑅 ranging from 1 to 4.  This result makes sense, because 𝑅 ⋅ 𝑀𝑇𝑇𝐹 is the expected time until the first 

new buy.  

For 𝑅 = 0, we also find the time to convergence to increase for higher values of 𝑀𝑇𝑇𝐹, although this 

effect is smaller than for cases with 𝑅 > 0 (see Figure 16). Figure 16 shows the results for 𝑀𝑇𝑇𝐹 = 5 on 

the left vertical axis, and for 𝑀𝑇𝑇𝐹 = 15 on the right vertical axis.  

To conclude, the relative error and the time to convergence increase with 𝑀𝑇𝑇𝐹.  
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Figure 15: Average number of renewals per 
period for several MTTF (Weibull 1.25, and R=4). 

 
Figure 16: Average number of renewals per period 
for several MTTF (Weibull 0.75, and R = 0). 

3.5.5. Mixed Weibull distributions  

Next, we analyze renewal functions for cases where two competing failure modes are both modelled by 

a different Weibull distribution. The purpose of this section is to find the effect of mixed Weibull 

distributions on the time to convergence and the relative difference between the simulation and the 

long-run steady state, as described in the introduction of Section 3.5.  

Often, multiple failure modes play a role in a part’s reliability. For example, the bathtub failure rate 

curves are well-known to anyone with a background in reliability engineering. The mixed Weibull is used 

in the case study in Chapter 4 as well. For two Weibull functions, it works as follows.  

Denote 𝑈 as a uniformly distributed random variable over 0 to 1, and 𝑢 is a variate from that 

distribution. Denote 𝑝𝑝1 and 𝑝𝑝2  (𝑝𝑝1 + 𝑝𝑝2 = 1) as the portion of TTFs belonging to the first and 

second sub population respectively. Then, the pdf can be described as  

with 𝜂1, 𝛽1, 𝜂2, 𝑎𝑛𝑑 𝛽2 as the shape and scale parameters for the first and second Weibull distribution, 

respectively.  

Figure 17 depicts the average number of renewals for different portions of two Weibull functions with 

shape parameters 0.75 and 1.25 for Weibull 1 and 2, respectively. For this example, we assume that 

𝑀𝑇𝑇𝐹 for each Weibull function is equal to 2. Note how a portion of 50% results in the average of both 

renewal functions, and given that they move in opposite directions, the effects are almost cancelled out 

(note that a Weibull with 0.75 in early periods deviates more from the long-run average than the 

Weibull renewal function with shape 1.25, so the average of the two is in this case more than the long-

run average).  
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𝑓(𝑥; 𝜂1, 𝛽1, 𝜂2, 𝛽2) =

{
 
 

 
 𝛽1
𝜂1
⋅ (
𝑥

𝜂1
)
𝛽1−1

⋅ 𝑒
−(

𝑥
𝜂1
)
𝛽1

 ;       𝑓𝑜𝑟 𝑢 < 𝑝𝑝1 

𝛽2
𝜂2
⋅ (
𝑥

𝜂2
)
𝛽2−1

⋅ 𝑒
−(

𝑥
𝜂2
)
𝛽2

;       𝑓𝑜𝑟 𝑢 > 𝑝𝑝1

 , ( 3.5 ) 
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For mixed Weibull distributions with different values for 𝑀𝑇𝑇𝐹, we find that the weighted average 

should be taken over the 𝑀𝑇𝑇𝐹 of each distribution, not over the number of renewals in the long-run. 

So, for 𝑀𝑊1,𝑊2(𝑡), a renewal function with 𝑋𝑖𝑠 following a mixed Weibull distribution 1 and 2, with 

𝑀𝑇𝑇𝐹1 and 𝑀𝑇𝑇𝐹2, and portions 𝑝𝑝1, 𝑝𝑝2, respectively, the long-run average number of renewals can 

be found by 

if we assume no defective parts (𝑝𝑑 = 0). Thus, for the long-run model, one only needs to know the 

average time to replacement of both failure modes.  

 

Figure 17: Average number of renewals per period for a mixed Weibull distribution. 

3.5.6. Influence of 𝒑𝒅 number of new buys per period 

In practice, a percentage of delivered parts is defective (𝑝𝑑), as discussed in Chapter 2. A defective part 

needs to be replaced immediately, and the reparability of the defective part is reduced by one. The 

limiting behavior when including 𝑝𝑑 is given in Section 2.4.1. Note that the base renewal function 𝑀𝑟(𝑡) 

describes only failures due to parts failing in the field and does not describe the arrival of defective 

replacement parts. Those costs are included in 𝐶𝑀𝑟, but include the repair price only. 𝑀𝑁𝐵(𝑡) describes 

the occurrence of new buys due to 𝑅 + 1 successive failures. When we include defective parts, the 

occurrence of new buys increases with 𝑁𝑖𝑛, as described in Section 2.4.1, but only in the long-run.    

Figure 18 shows the average number of new buys (not renewals) per period for Weibull (𝛽 = 1,25) 

distributed TTFs and 𝑅 = 4, for several values of 𝑝𝑑 . We find no clear effect on the time to convergence 

for several values of 𝑝𝑑, under different values of 𝑀𝑇𝑇𝐹, shape parameters of the Weibull distribution, 

and 𝑅. This can be explained by the fact that actually two probability distributions play a role for the 

number of new buys: the inter-occurrence time of each 𝑅 + 1𝑡ℎ renewal, and a geometric distribution 

for the number of parts needed per failure. The renewal function (and 𝑀𝑇𝑇𝐹) is not altered by including 

a defective rate, thus we observe a similar converging time as with 𝑝𝑑 = 0.  
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Figure 18: Average number of new buys per period for several values of 𝒑𝒅 (Weibull shape = 1.25, 
MTTF = 1, R = 4). 

3.5.7. Assigning random start times to a system or set of systems  

The previous analyses are conducted under the assumption that a component starts functioning at 

𝑡 = 0. Next, we investigate the influence of different starting times on the time to convergence and the 

error of using the long-run average.  

We randomly vary the start time over a specified period (0, 𝑡𝑝), called the construction period. We 

consider two options for the distribution of start times over the construction period: (1) a uniform 

distribution which represents a constant production speed, and (2) a triangular distribution, which 

represents a linearly increasing production speed up until all systems have been produced. 

The inclusion of a construction period increases the time to convergence. This is due to the fact that in 

such cases, a components likely starts operating later than 𝑡 = 0. Say that if a component starts 

operating on 𝑡 = 0, the time until convergence to the long-run average would be 𝑡𝑐. If a system is 

started to be operated on 𝑡 = 𝜏, the time on which convergence would occur for that particular case is 

𝑡𝑐 + 𝜏. Given that we are interested in mean values, the time to convergence is 𝑡𝑐 + 𝔼[𝜏]. A random 

start time inserts additional uncertainty into the model. Similarly, if one would assume that all machines 

are built before t = 0, i.e. during period (−𝑡𝑝, 0), one will observe that convergence to the long-run 

average occurs earlier than what was shown in this section’s analyses. 

All analyses conducted in this chapter investigate the number of renewals per component.  The results 

can be used for deriving conclusions for sets of components and multiple systems as well, under the 

assumption that all systems start being operated on 𝑡 = 0 and all components are independent.  

Figure 19 and 20 depict the expected number of renewals for a construction period of 5 for both 

production distributions, for R = 0 and R = 4, respectively. For comparison purposes, the expected 

number of renewals without production period is also depicted. The Weibull shape = 1.25, and 𝑀𝑇𝑇𝐹= 

1. We observe that varying the start time of each component in the installed base leads to shifting each 

individual renewal function by a random variable. The final result shown in the figures is an average of 

all of those shifted functions. The triangular production distribution has an expected start time of  
2
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and the uniform of 
𝑡𝑝

2
. Therefore, we observe that the even pace production scheme increases faster to 

the long-run average. Furthermore, as expected, incorporating the construction period increases the 

period until convergence.  

 
Figure 19: Average number of renewals per 
period for various production distributions 
(Weibull 1.25, MTTF = 1, R = 0). 

 
Figure 20: Average number of renewals per 
period for various production distributions 
(Weibull 1.25, MTTF = 1, R = 4). 

3.5.8. Cumulative number of renewals over 25 periods 

In the previous sections, we focus on Question 2 (see introduction of Section 3.5). In this section, we 

assume a system lifetime of 25 and show the absolute and relative difference between the long-run and 

simulation model for various cases (related to Question 1). Practitioners can transform their context to 

25 periods and then use the results found here, or they can use the absolute error described in this 

section (all cases converged before 25 time units) and deduce from the plots in the previous sections 

whether convergence has already occurred. After all, when the steady state has been reached, the 

absolute error in the expected number of renewals will no longer change.   

Table 2 gives the absolute and relative difference in the number of renewals over 25 periods for 

different Weibull distributions, reparability, and 𝑀𝑇𝑇𝐹. Recall that 𝑅 = 0 indicates that the renewal 

function counts all failures, whereas for e.g. 𝑅 > 0, the renewal function only counts each (𝑅 + 1)𝑡ℎ 

failure. Observe that for higher reparability values, the long-run model overestimates the number of 

renewals, and the relative error becomes large. The error also increases for higher values of 𝑀𝑇𝑇𝐹.  

The errors of the new buy renewal functions should be considered together with the base renewal 

function. For high values of reparability, the absolute and relative error of the new buy renewal function 

is high, but that also means that for each new buy renewal, 𝑅 + 1 base renewals have occurred. The 

new price needs to be relatively high compared to the repair price for the new buy renewal function to 

have a significant impact on TCO.  
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Table 2: Relative and absolute difference between long-run and simulation model for several cases. 

For single Weibull distributions, we may in general conclude that the higher the reparability or the 

higher the MTTF, the higher the relative difference between both models. Additionally, for 𝑅 = 0, a 

shape parameter of < 1 or > 1 leads to the long-run model predicting a too low or too high number of 

renewals, respectively. The long-run average of the cases where 𝑅 ≥ 1 consistently is higher than what 

simulation computes.   

Figure 21 presents the relative difference in the number of renewals over the system lifetime (set to 25) 

compared to the long-run model, for different values of 𝑀𝑇𝑇𝐹 (1 to 25). As the expected lifetime of a 

part increases, so does the difference between both models. For example, when a part has a Weibull 

distributed failure rate with 𝛽 = 1.25, and 𝑀𝑇𝑇𝐹 = 10, the long-run model overestimates the actual 

number of failures over the system life by 7%. This figure supports the conclusions derived in this 

section that a more skewed Weibull distribution leads to a higher relative error, and that a longer 𝑀𝑇𝑇𝐹 

increases the relative error of the long-run model.  

Distribution Shape (𝜷) 𝑴𝑻𝑻𝑭 𝑹 𝒑𝒅 𝑴(𝟐𝟓) 
Simulated 

𝑴(𝟐𝟓) 
Long-run 

Absolute 
difference 

Relative 
difference 

Weibull  0.75 1 0 0 25.47 25.00 -0.47 -1.9% 

Exponential  1 1 0 0 24.98 25.00 0.02 0.1% 

Weibull  1.25 1 0 0 24.84 25.00 0.16 0.7% 

Weibull  0.75 2 0 0 12.91 12.50 -0.41 -3.3% 

Weibull  0.75 3 0 0 8.70 8.33 -0.37 -4.4% 

Weibull  0.75 4 0 0 6.70 6.25 -0.45 -7.3% 

Weibull  1.25 2 0 0 12.31 12.50 0.19 1.5% 

Weibull  1.25 3 0 0 8.31 8.33 0.02 0.3% 

Weibull  1.25 4 0 0 6.08 6.25 0.17 2.8% 

Weibull  0.75 1 2 0 8.14 8.33 0.20 2.4% 

Weibull  0.75 2 2 0 3.97 4.17 0.20 4.7% 

Weibull  0.75 3 2 0 2.57 2.78 0.21 7.6% 

Weibull  0.75 4 2 0 1.75 2.08 0.33 15.9% 

Weibull  1.25 1 2 0 7.94 8.33 0.39 4.7% 

Weibull  1.25 2 2 0 3.77 4.17 0.40 9.5% 

Weibull  1.25 3 2 0 2.39 2.78 0.39 14.0% 

Weibull  1.25 4 2 0 1.69 2.08 0.39 18.9% 

Weibull  0.75 1 4 0 4.68 5.00 0.32 6.4% 

Weibull  0.75 2 4 0 2.18 2.50 0.32 12.7% 

Weibull  0.75 3 4 0 1.34 1.67 0.33 19.5% 

Weibull  0.75 4 4 0 0.94 1.25 0.31 24.8% 

Weibull  1.25 1 4 0 4.57 5.00 0.43 8.6% 

Weibull  1.25 2 4 0 2.06 2.50 0.44 17.4% 

Weibull  1.25 3 4 0 1.23 1.67 0.43 26.1% 

Weibull  1.25 4 4 0 0.83 1.25 0.42 33.7% 
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Figure 21: Relative difference in number of renewals over the lifetime of a system for different values 
of MTTF and different Weibull shape parameters. 

It depends on the costs of each failure and the incremental cost of a new buy whether the deviation in 

the expected number of renewals per period leads to a high absolute difference in TCO and therefore to 

a change in the supplier selection decision.  

3.5.9. Conclusions 

Next, we draw conclusions based on the findings of this section. 

In the introduction of this section (Section 3.5), we argue that two questions need to be answered to 

analyze the difference in the number of renewals estimated by the long-run and the simulation model. 

Question 1 relates to the absolute and relative difference of renewals over a specified period, and 

Question 2 investigates the time until convergence to a steady state, because from that moment, the 

absolute errors reported in Table 2 no longer change. If convergence occurs long before the horizon, the 

relative error is lower than if convergence does not occur at all.  

First, we find that the higher the difference between the shape parameter of the Weibull distribution 

and the shape parameter of 1, for single Weibull renewal functions, the higher the deviation from the 

long-run average during the initial periods. Thus, the stronger the effect of infant mortality (𝛽 < 1) or 

the stronger the effect of aging (𝛽 > 1), the higher the difference between the results from both 

models.  

Second, the lower the 𝑀𝑇𝑇𝐹, the quicker the renewal functions converge to the long-run average. 

Additionally, for high inter failure times, the relative error and the time to convergence increase. Thus, 

the long-run model performs best for parts that are replaced frequently. For mixed Weibull 

distributions, we observed that the error of one Weibull distribution may cancel out the effects of the 

other Weibull failure distribution, when describing different effects (i.e., one describes a wear issue, and 

the other a workmanship issue). We observed that for a mixed Weibull failure distribution, the long-run 
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average is described by the weighted average 𝑀𝑇𝑇𝐹 of the underlying failure distributions and not by 

the weighted average number of renewals of each separate renewal process.  

Third, the time until convergence increases with the reparability. As a rule of thumb, we find that the 

first time both models produce the same result occurs around 𝑡 = 𝑀𝑇𝑇𝐹 ⋅ 𝑅. However, with increased 

reparability, the influence of the new price decreases, because repair buys occur relatively more often. 

In such cases, the effect of the repair price on TCO increases. The difference between the new and the 

repair price needs to be large, for the new price to have a significant impact on TCO for high values of R.  

Fourth, we find that the defective rate 𝑝𝑑 has no impact on the time to convergence. However, a high 

defective rate makes failures more expensive, as it leads to a higher part usage. Therefore, the relative 

error between the models increases for higher values of 𝑝𝑑.    

We conclude that it depends on the relative cost of failures of a specific business problem and the 

parameters of both suppliers whether the reported absolute or relative difference in the number of 

renewals will impact the supplier selection decision. It is, thus, impossible to generically conclude 

whether the difference will influence the answer to where a company should buy its parts. However, it 

seems plausible that the failure modes of parts depend on the functional design and therefore are 

similar amongst suppliers. Additionally, the difference in lifetime between suppliers is often not very 

large. Then, the error of the long-run model is of similar size and direction (positive or negative), and 

thus often the same conclusion would be reached as compared with the simulation model.  

The results from this section can also be used when more than 2 renewal functions (order types) play a 

role in TCO, e.g., when one wants to discriminate between new buys, repair orders, and re-calibration 

orders, as long as one possesses an estimator for the cycle length (in terms of 𝑅) for each order type.  

4. Case study 
The proposed model of Chapter 2 is applied in a case study at ASML; the world’s leading provider of 

lithography systems for the semiconductor industry, headquartered in Veldhoven, the Netherlands. 

Customers often design their production processes such that ASML’s equipment is the bottleneck.  

In the subsequent analysis, percentages are being used where possible, axis labels have been removed, 

and the names of suppliers and parts are anonymized, for confidentiality reasons.   

4.1. Description of case study scenario 
We consider a part that is an important element of ASML’s systems. We refer to this part as ‘Part X’. 

Part X was chosen based on the criteria pilot parts should comply to, compiled by Ellram (1993). In 

summary, the firm spends a relative large amount of money on this item, and the part is purchased with 

some degree of regularity. Additionally, it is believed that Part X has significant costs associated with it 

that are not currently recognized, and ASML has the opportunity to have an impact on those costs. 

Finally, direct stakeholders have shown the willingness to cooperate.  
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Part X is sourced from two different parties: Supplier A and Supplier B. Parts comply with the same 

technical specifications, designed by ASML, and thus receive an identical SKU-id; individual parts receive 

a unique serial number with which one can trace the supplier. No distinction is made between parts of 

different origins. However, the technical specifications do not specify all possible parameters, and thus 

suppliers have some freedom in how they produce the part. Suppliers are, together with ASML, 

responsible for a functional end-product, which in practice means that although a part may meet all 

technical requirements, the part may not function properly, for which the supplier and ASML together 

need to find a solution. 

Part X has a special reparability characteristic that defines that a part can be repaired only a finite R 

times before it needs to be scrapped. Repairs always occur at the supplier which supplied the part in the 

first place, and defective parts are always returned to the supplier.  

Duties are assumed to be only incurred in the country in which the part is used. Thus, when a spare part 

is shipped via ASML Veldhoven in The Netherlands to a customer in e.g., Taiwan, duties are incurred in 

Taiwan only.  

Inventory costs are modelled as described in Section 2.2.3. Therefore, the yearly inventory costs are 

constant. Assembly costs are incurred in year 0, and the lifetime of the system is set to 25 years.  

4.1.1. Data and assumptions 

In this section, the data and assumptions underlying the case study are briefly discussed.  

The lifetime data gathered within the company are, at present, not suitable for comparing suppliers, 

because the data does not include a serial number and therefore it is unknown which failure cases 

should be assigned to which supplier. For the parts of both suppliers combined, a mixed-2 sub 

populations, 2 parameter Weibull distribution is found to fit the reliability data well. In Appendix I, the 

data analysis is described in greater detail. The shape parameters of both Weibull distributions are 0.63 

and 1.44, respectively, and the portion of the variables drawn from the first Weibull distribution is 

54.8%. Experts, however, indicate that they believe the lifetime of a part differs amongst suppliers. The 

shape parameters from the Weibull distribution are assumed to remain the same, but the scale 

parameters are altered using Equation 2.32 (while remaining the same relative difference between the 

two Weibull populations) such that the 𝑀𝑇𝑇𝐹𝑠 reflect the experts’ estimations.  

Most of the inputs required for the case study are already reported regularly within ASML and thus 

require no further analysis. Others have been supplied by different experts from ASML or are computed 

based on data available in the ERP system. For logistics parameters, such as the portion of orders that 

lack sufficient documentation (𝑝𝑃𝑆), we use data on all deliveries from each supplier to obtain more 

accurate results. Implicitly, for these portions we assume that logistical performance (e.g., adding 

sufficient documentation to the part) is similar amongst the parts the supplier provides. In general, we 

are dealing with a high-tech capital goods manufacturer and therefore with a limited number of data 

points, especially for new products. Therefore, we attempt to aggregate data of multiple parts or 

suppliers in order to find more reliable results, as long as one can reasonably assume that the effect one 

is trying to estimate is not diluted by adding additional data.  
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The reparability is set to 4. This information can be obtained from the supplier, or one can investigate 

which portion of orders was a repair order.  

The downtime of a system (the time to repair) is considered negligible compared to 𝑀𝑇𝑇𝐹. Extensive 

inspection occurs before parts leave the supplier’s plant. Therefore, no additional inspection is assumed 

to take place at ASML, thus 𝑝𝑡2 = 1. Finally, the testing activity, which is performed after the assembly 

activity, occurs not specifically for Part X, but for several parts combined in a sub-assembly. Therefore, 

no costs are incurred for the testing activity (𝐶𝑡), unless the part fails. These costs are included in the 

assembly failure costs (𝐶𝑓,𝑎).  

Shipping costs depend on the priority level of the shipment. The logic behind the cost difference is that 

the higher the priority, the lower the amount of parts one can bundle, thus the higher the costs. There 

are three priority levels: 1 = regular, 2 = priority, 3 = emergency. For Part X, all shipping priorities are set 

to 1, except for shipping spare parts from a local warehouse to the customer, which is set to 3.  

We set the price of a new Part X of Supplier 1 to 100%, and scale the other parameters accordingly. 

Table 3 contains the input parameters for both suppliers. Observe that the new price at both suppliers is 

almost identical. The difference between the repair prices is larger. Furthermore, note that Part X is 

relatively expensive compared to the logistics costs. The model inputs are presented in Appendix J. Most 

interesting from the model inputs is the customer downtime penalty 𝐶𝐷𝑇,𝑟𝑎𝑡𝑒,𝑚, which is set to 160% of 

the new price of part X per hour. The duration of each part replacement is long. Therefore, field failures 

are expensive. Supplier 2 scores better on two quality parameters: the defective rate over the past year 

was 0%, and the lifetime of its parts is assumed to be approximately 25% longer.  

Table 3:Input parameters for Part X (case study at ASML). 

Variable Description Unit Supplier 1 Supplier 2 

𝒑𝒅 Portion of parts that are defective upon arrival Percentage 0.84% 0% 
𝒑𝒅𝒖 Portion of orders that require rescheduling Percentage 6% 20% 
𝒑𝑫𝑵 Portion of orders that require additional labor 

upon arrival 
Percentage 15% 10% 

𝒑𝑷𝑺 Portion of orders that result in minor logistics 
problem 

Percentage 11% 4% 

𝑺𝒄𝒐𝒎𝒑𝒍𝒂𝒊𝒏𝒕𝒔 Score on complaints handling (1 poorest, 5 best)  2 4 

𝑶𝑳𝑵𝑩 Order lead time for new buys Weeks 16 12 
𝑶𝑳𝒓 Order lead time for repairs Weeks 8 8 
𝑪𝒑𝒏 Price of a new part EUR/part 100% 98% 

𝑪𝒑𝒓 Price of a repaired part EUR/part 37% 45% 

𝑹 Reparability  4 4 
𝑴𝑻𝑻𝑭 Expected life time of part Years 2 2.5 
𝑪𝒇,𝑨→𝑩 Freight costs from supplier to assembly firm 

(return costs are similar) 
EUR/trip 0.168% 0.637% 

𝑪𝒘,𝑨→𝑩 Warehousing costs from supplier to assembly firm 
(return costs are similar) 

EUR/trip 0.087% 0.097% 
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4.2. Results 
Figure 22 and Figure 23 show, respectively, the cumulative TCO over the lifetime of a system and the 

expected maintenance costs per year for both suppliers. The assembly costs are incurred on 𝑡 = 0, and 

the inventory costs are constant over time. Due to the high downtime penalty and the rather frequent 

occurrence of failures, the maintenance costs make up the majority of TCO (99,9%).  Supplier 2 is found 

to be 20% cheaper than supplier 1, based on TCO.  

The relatively low 𝑀𝑇𝑇𝐹 should lead to convergence before the end of the system lifetime. The 

reparability is quite high, but the impact on TCO of the additional costs of a new buy compared to the 

repair price is relatively low. Additionally, the shape parameters of the mixed-Weibull reliability 

functions are assumed to be similar amongst suppliers. Therefore, we hypothesized that the long-run 

model is a good model for the case study. This is supported by Figure 23. Observe that the effect  of the 

failure distribution(-7%) is similar for both suppliers (both simulation curves have the same shape), and 

that the models never contradict each other.  

As discussed, the downtime costs at the customer are costly and dominate TCO. Thus, the results 

indicate that the supplier that performs better on quality creates the lowest costs for the supply chain. If 

we set the downtime cost to 0, we can better compare the rest of the output. Then, as failures become 

less costly, still Supplier 2 is found to be cheaper in terms of TCO, but the difference decreases to 14%. 

Recall that the direct spend for this thesis is defined as the sum of acquisition costs, logistics costs, and 

inventory costs. The direct spend in that case for supplier 1 is then 90% of its TCO, and 94% for supplier 

2. Buying all parts from supplier 2 would result in 10% lower direct costs. TCO is still largely driven by the 

number of failures that occur over the system life time, as for each failure the company incurs all 

maintenance costs (except the downtime penalty).  

For the part under study, most systems have been produced already. Thus, that would lead to the 

assembly costs being ‘sunk costs’; the decision maker should focus on deciding which parts will lead to 

lower inventory and maintenance costs.  

 
Figure 22: Cumulative TCO for both suppliers 
and models (ASML case study). 

 
Figure 23: Expected yearly maintenance costs for both 
suppliers computed by both models (ASML case study). 
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4.3. Sensitivity analysis and conclusions 
Figure 24 displays a sensitivity chart for supplier 1 when not incorporating customer downtime costs (if 

they are included, the reliability appears to be the only sensitive parameter). On the horizontal axis, we 

see the parameter change (%). One parameter is changed at a time, and we denote the change in TCO 

on the y-axis. Without incorporating a downtime penalty, supplier 2 is 14% cheaper. In this figure, the 

TCO of supplier 2 is also shown. We find the 𝑀𝑇𝑇𝐹 to be the most influential parameter. Additionally, 

we observe that an increase of 𝑀𝑇𝑇𝐹 of around 20% will make supplier 1 the cheaper option. 

Equivalently, supplier 1 becomes cheaper when it reduces either the repair or the new price by 

approximately 35%.   

 

Figure 24: Sensitivity chart for supplier 1 for ASML case study. 

As we have incorporated numerous parameters, the options for reducing TCO are many. The reliability is 

the most important parameter, and projects on improving the part’s reliability are already being 

conducted. The results from the case study can support ASML’s message to suppliers that quality should 

be of top priority. Observe that if no part failures would occur, the maintenance costs allocable to a 

supplier would be zero. More accurate data on part’s reliability should be gathered to find whether the 

lifetimes of parts from different suppliers significantly differ.  

Next to increasing a part’s lifetime, one can also decrease the impact of each replacement. The time 

needed to recover a system after a failure is quite long, thus reducing this time leads to lower downtime 

costs. The ease of replacing a part should therefore be thought of during the design phase.  

Price negotiations between ASML and its suppliers have primarily been aimed at reducing the new price. 

Over a long period, the acquisition price becomes the weighted average of the repair and the new price. 

Thus, the repair price becomes more important as time goes by. Therefore, it is recommended to also 

focus on decreasing the repair price. Additionally, it is recommended to design a part with reparability in 

mind. Such a parameter may also be included in the trade agreements with the supplier. 
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4.3.1. Supply chain coordination 

Recall that the data analysis could not reveal a statistical difference in lifetime between the parts from 

supplier 1 and supplier 2. If we would assume the inter-failure times to be equal amongst both suppliers, 

an interesting result is derived: the direct costs (by definition easy to reduce and all incurred by the focal 

company) are lower for supplier 1, whilst the overall TCO would still be lower for supplier 2. Such a 

result may thus appear in practice. When the coordination within the supply chain is relatively low, 

ASML could be inclined to go for what is best for itself (lower direct costs), instead of optimizing the 

supply chain (lower overall TCO). 

Similarly, the results presented in this chapter indicate that downtime is expensive and therefore the 

reliability of a part is the most important parameter influencing TCO. However, these costs are not 

incurred by all actors in the supply chain. Often, the (opportunity) costs of downtime are incurred only 

by the customer. However, to increase quality, typically the supplier and the assembly firm need to 

invest in (re-)designing the part, or in improved production processes or materials. Additionally, an 

increased lifetime of a part leads to a lower sales volume for the supplier.  

Thus, a good relationship with the other actors in the supply chain, and a high level of coordination is 

essential for the adoption of TCO. The cost savings could be divided over the chain such that each party 

is motivated to achieve the lowest TCO. In the end, this also increases the chain’s competitiveness 

compared to other supply chains. 

Stated differently it is better to grow the pie such that all actors have a larger piece, than to focus on 

redistributing the current one.  

5. Conclusions 
This chapter first compares both models. Then, it presents the main findings. Third, the chapter gives 

additional recommendations. Subsequently, we reflect on the research questions of this thesis and 

summarize the contribution to the literature. Finally, we discuss the limitations of this thesis and suggest 

some opportunities for future research.  

5.1. Comparison of long-run and simulation model 
Table 4 scores the long-run model, which uses the long-run steady state described in Section 2.4.1, and 

the simulation model on the FRs defined in Section 2.1. FR2 is achieved by both models, because one 

can simply create the same dashboard for both models. The long-run model performs better on FR3 and 

FR4, as it is, for example, easier to trace how a model works in spreadsheet software than in VBA-code. 

Additionally, the number of failures over a given period works intuitively for the long-run model, and it is 

easier to find an estimate for just the 𝑀𝑇𝑇𝐹 than to estimate the failure distribution of a part per 

supplier.  

The score for the long-run model on FR1 depends on the problem context. We have shown that for 

many cases, the simulation model and the long-run model result in a similar conclusion on which 

supplier performs better on TCO. The relative error in the number of renewals over a short horizon 
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computed by the long-run model is often only a few percent. Importantly, if it is reasonable to assume 

that the failure modes (distribution of inter-failure times) of a part are similar amongst suppliers, the 

long-run model results in an error of the same ‘direction’ for both suppliers.  

When the number of failures over the system life is low, the relative error of the long-run model 

increases, and thereby the likelihood of contradicting results amongst the models. This is also the case 

for high values for reparability combined with a relatively large incremental cost of a new part in 

comparison to other cost parameters. The impact of the relative error in the number of renewals on 

TCO depends on the cost-parameters of the model. Therefore, we cannot generically, exactly conclude 

on what domain the long-run model is accurate enough. However, the absolute errors provided in Table 

3 of Section 3.5.8, together with the graphs provided in that chapter guide practitioners and researchers 

in estimating what the effect will be for their specific cases.   

For the part considered in the case study, the long-run model seems a good performing model for 

comparing suppliers, because the failure mode of the part is similar for both suppliers.  

Table 4: Comparison of long-run and simulation model on FRs defined in Section 2.1. 

It is unfeasible to implement an optimal TCO model overnight and from scratch. Therefore, for the 

implementation of TCO-thinking within organizations, usability and understandability should not be 

underestimated. The long-run model may serve as a first step in implementing TCO, and can obviously 

be improved upon by bridging the performance gaps between the long-run and the simulation model.  

The long-run model is recommended for use on the short term, as long as one is aware of the accuracy 

issues summarized here, and elaborated on in Chapter 3.  

5.2. Main findings  
The thesis’ main contribution lays in the insight that a long-run TCO model often leads to similar results 

as a simulation model when deciding on which supplier performs better on TCO.  

In the literature overview (Section 1.2), we explain that a clear need exists in practice, and therefore as 

well the academic literature, into getting insights into both direct and indirect costs. For that purpose, 

we describe expressions for the direct and indirect costs (Appendix C). We discuss that only focusing on 

direct costs might lead to a higher TCO for the whole chain. Thus, to harvest the full benefits of TCO, 

supply chain coordination is needed.  

The model is one of the few models explicitly designed for parts. Additionally, it includes novel variables 

like reparability, and a defective rate. Thereby, the thesis helps in advancing the research field of TCO. 

Functional Requirement (FR) Long-run model Simulation model 

FR1: Correctly represent TCO ? ++ 
FR2: Insights into composition 
of TCO 

++ ++ 

FR3: Usability ++ +/- 
FR4: Understandability ++ - 
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Additionally, the model incorporates the suggestion of Roda & Garetti (2014) on including a cost penalty 

for the unavailability of a system. This parameter is found to have a high impact on TCO, especially in the 

capital goods industry where availability is important.  

The defective rate is an important parameter, as it may lead to significant additional downtime when a 

spare part is delivered as a dead-on-arrival. However, for Part X of the case study, the defective rate is 

found to be low already, such that its impact is minimal. Note, though, that in practice more DOAs 

occur, because we leave out all defective parts for which the supplier was not accountable.  

Finally, since the model is designed with usability in mind, the thesis supports in bridging the gap 

between academics and practitioners. The long-run model is found to be a practical model in the 

process of transforming to a TCO culture, as long as one is aware of its drawback covered in Section 3.5.  

We recommend academics to research and develop other practical models suitable for easy 

implementation, and rank existing models in complexity and maturity, in order to develop a roadmap 

for practitioners to continuously improve their TCO-models.  

5.3. Recommendations  
In this section, we provide recommendations in addition to the conclusions already presented in this 

chapter, to practitioners interested in TCO for parts. Section 5.3.1 is aimed at practitioners who have to 

decide on parts with reliability issues. Section 5.3.2 is more generally aimed at practitioners 

implementing TCO models for parts.  

5.3.1. Reliability-sensitive parts 

Next, we provide recommendations for parts that tend to fail during the lifetime of a system.  

In the case study, the most important parameter that suppliers (sometimes together with the 

assembler) may influence was found to be the reliability of a part. It is important to realize that if a part 

never fails, no (downtime) failure costs are incurred, and no spare parts are needed. A failure event can 

be seen as the trigger of all maintenance-phase costs. Downtime costs dominate the model, which may 

be seen as a characteristic typical to the capital goods industry, in which a high availability of a system is 

required to re-earn the investment in the capital good. 

The reliability of a part is often determined during the design phase. Thus, in this phase it is essential to 

promote TCO thinking: try to get people to look beyond their own targets by considering what the 

impact is of their actions on the whole supply chain. Additionally, the analyses on the number of 

renewals per period can be insightful when deciding on the design of a part, and explicitly on the failure 

modes that play a role.  

It is recommended to invest in gathering good reliability data. Good data can be used for several 

analyses, such as testing the assumption that a repaired part functions as good as a new part. 

Additionally, inventory levels may be more accurately defined by incorporating reliability functions, and 

keeping track of how long certain parts have been used in which machine. Moreover, the data may be 

used for smarter maintenance strategies, such as condition based maintenance. Furthermore, the data 
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can be used for TCO analysis, also on parts that are in the ‘volume phase’ already and of which the 

design is considered ‘final’. A redesign to increase reliability may be worth the effort.   

Observe that the second renewal function indicating new buys is only truly relevant when difference 

between repair and new price is high. In our case, the other costs (primarily failure costs) are many 

times higher than this difference, and therefore the influence of the new buy renewal function is limited 

(although by itself, in absolute terms the influence is high, in relative terms it is not). Note that if the 

influence of 𝑀𝑁𝐵(𝑝) is negligible, one may use the discretization method described in Section 3.1 to 

numerically find an accurate estimation of the number of renewals over a specific period, for several 

failure-distributions, such as Weibull.  

We have observed that the TCO varies over time. We recommend to consider the lifetime of a system a 

design parameter rather than a given or a result. Or, if not doing so already, use the insights obtained in 

the number of failures on a bounded period to determine warranty periods and costs (for customers, 

but also towards suppliers).  

A customer ordering only a few systems will observe a rather high variability in TCO. However, a 

manufacturer who leases these systems has plenty of machines such that the variability of total costs is 

lower. Therefore, an interesting business opportunity may be to sell warranties to customers. Then, 

customers hedge their risk of the costs for operating the machine, and the assembly firm may create 

additional revenue streams. 

5.3.2. Remarks on improvement projects 

Next, we provide general recommendations to practitioners willing to implement a TCO model for parts.   

Practitioners should realize that an improvement project often requires an investment made upstream, 

whereas the benefit is incurred downstream. For example, an increased reliability often requires an 

investment of the supplier and/or the assembly company, whilst the largest share of the cost savings are 

realized by the customer. For TCO to be adopted, the incentives could be spread over the supply chain, 

e.g., by asking a higher price for more reliable parts or systems, and paying a higher price to suppliers. 

Obviously, all actors are businesses, thus negotiations will decide if and how the benefits are shared. All 

actors reap the benefits of lower costs though, because of better competitiveness versus other chains.   

In this thesis, a distinction is made between direct and in-direct costs, because direct costs are typically 

easier to make savings on. To harvest the full potential of the cost savings of TCO projects, a company 

needs to actively pursue indirect cost savings as well by e.g., assigning employees to different tasks.  

Finally, good communication between departments is needed. Based on interviews, we suspect that 

there might be a mismatch between the field routine and the work instructions. Engineers working in 

the field might (preventively) replace parts because of their past experience with them. When reliability 

of parts is upgraded, it is essential to inform all stakeholders such that parts are not replaced too early.   
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5.4. Reflection on research questions 
The main research question of this thesis is: 

“How should total cost of ownership for parts be modeled such that it allows for comparing suppliers 

based on the impact they have on the total costs incurred by downstream actors in the supply chain?”  

In this thesis, we develop a model for comparing suppliers based on TCO. A long-run model is designed 

with usability in mind, and it is shown for which cases the long-run model produces similar results 

compared to a simulation model.  

We briefly reflect on each sub-question. 

5.4.1. What cost buckets exist for such a TCO model? 

In Chapter 2, we present a generic model for finding the TCO of components for supplier comparison. 

Based on literature and interviews with experts, as discussed in Section 1.3.4, we find that the three 

main cost-buckets are linked to the phases a part can be used in: the assembly costs, the maintenance 

costs, and the inventory costs. In Chapter 2, these buckets are discussed in greater detail. 

Additionally, we introduce two possible implementations of this model: a long-run model which uses 

long term averages for the number of failures, and a simulation model that can cope with different 

distributions, e.g., Weibull distributed failure times. However, the buckets of both are the same.  

5.4.2. Which parameters and variables (potentially) have the largest impact on TCO? 

Based on interviews, the scope is set to unit-level costs, as described in Section 1.3.3. Although one 

could think of dozens of variables and parameters that have some influence on TCO, practitioners 

indicated that the most important ones are included in the model. We recommend applying the well-

known 80-20 rule in determining the variables that are most important for each specific case.  

In Section 3.4, sensitivity analysis is conducted on a fictitious yet realistic case, and the case study 

employed in the capital goods industry confirms the main conclusions: reliability has the highest impact 

on TCO, especially when the opportunity loss of the customer is incorporated in the model. Additionally, 

the number of failures over a finite horizon is investigated in-depth. We observe that, depending on the 

distribution of the lifetime of a part, on a short horizon the number of failures predicted by a long-run 

estimate might differ significantly from what one would observed in practice.  

5.4.3. How can the most impactful parameters be measured in a practical setting?  

Reliability is often difficult to determine, but many books have been written on how one can plot a 

distribution to a (small) set of data. Additionally, expert opinions, information supplied by the supplier, 

or spare parts usage can be used to estimate the reliability of parts. Recent developments, such as the 

trend to add more sensors to equipment, or RFID might make data gathering and data quality issues a 

problem of the past.  

The input parameters of the model are chosen in such a way that they are relatively easy to measure. 

Additionally, the long-run model is implemented in Excel with an easy to use and understand dashboard, 
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such that practitioners can play with the input parameters to get a grasp of what TCO would be in their 

case. Section 4.1 discusses how data was gathered for the case study.  

5.4.4. What are options for reducing TCO? 

By employing sensitivity analyses on both the fictitious base case and in the case study, we have seen 

which other parameters correlate with TCO. Depending on the context, it is argued that either the 

variable itself, or the impact it has on the total costs can be mitigated. Section 4.3 discusses a few 

options for reducing TCO for the part investigated in the case study. Additionally, in Section 4.3.1 we 

argue that supply chain cooperation is needed to reap all potential benefits TCO has to offer.  

5.5. Contribution to literature 
The main contribution to the literature is discussed in Section 1.2.3. Therefore, here we only summarize 

the main conclusions that contribute to the field of TCO.  

First, we find that the maintenance costs with novel (cost) parameters like reparability and defective 

rate converge to the following steady state (see Section 2.4.1): 

lim
𝑡→∞

𝑇𝐶𝑚
𝑡
 = (

1

𝑀𝑇𝑇𝐹
)
((𝑅 + 1) ⋅ 𝐶𝑀𝑟 +𝑁𝑖𝑛 ⋅ 𝐶𝑀𝑁𝐵)

𝑅 + 1
 

The long-run model is most accurate when 𝑀𝑇𝑇𝐹 is short compared to the horizon. In such cases, 

failures occur often, and the maintenance-phase cost is the largest cost bucket. As 𝑀𝑇𝑇𝐹 increases, so 

does the relative error of the long-run model. Additionally, the difference between the simulation and 

the long-run model increases for higher values of 𝑅. However, the relative impact of each new buy 

renewal decreases, because more base renewals occur compared to new buy renewals. For new buy 

renewals, we find that 𝑡 = 𝑀𝑇𝑇𝐹 ⋅ 𝑅 marks the first time the number of renewals per period is similar 

to the long-run steady state is found. Finally, the relative error is found to be higher for stronger failure 

effects (Weibull shape further away from 1). 

Often, though, failure modes of parts are similar amongst suppliers (e.g., the parts all suffer from a 

similar aging effect). Then, the error of the long-run model is of the same direction, i.e., it either over- or 

underestimates the number of failures for both suppliers. When the difference between the 𝑀𝑇𝑇𝐹 

between suppliers is relatively small, the error is of the same size as well. It depends on the cost of 

failures whether the error is significant, but as the error is of the same direction, often the conclusion 

which supplier is cheaper in terms of TCO is not affected.  

Finally, we find that supply chain collaboration is needed to harvest the full potential cost savings of 

TCO. From the case study, we derive that it is possible that sourcing parts from supplier A may be 

cheaper for the focal company, but more expensive for the rest of the supply chain. Moreover, an 

investment in a better lifetime of a part typically needs to be done upstream, whereas the main benefit 

of the longer lifetime is incurred downstream.  
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5.6. Limitations and suggestions for future research 
We recognize several limitations of our research and therefore have some suggestions for further 

research.  

First of all, we have limited the scope to unit-, and to some extent order-level costs. We recommend 

further research to be conducted on a supplier’s impact on overhead or supplier level costs. One could 

investigate which characteristics influence the time or resources a company needs to invest in managing 

or improving its suppliers. Additionally, supply disruptions (a supplier being unable to deliver for long 

periods) may also lead to significant costs.  

Second, the model is aimed at parts or modules that are replaced entirely upon failure. The model may 

be extended to include minor repairs, or replacement of sub-modules. Additionally, it may include 

different maintenance strategies, such as preventive maintenance or block-replacement.  

Third, we recommend adding a more detailed model of excess and obsolescence costs. In practice, poor 

reliability leads to high safety stocks, but also to a higher likelihood of a redesign. If a redesign occurs, 

often the safety stock (and potentially the installed base) needs to be upgraded or scrapped, leading to 

high costs.   

Fourth, this thesis model was aimed at supplier comparison, particularly on dealing with the question 

from whom to source to achieve the lowest total costs. TCO may be used for other purposes as well, 

such as identifying internal opportunities for cost savings by for example lean manufacturing. We 

encourage researchers to develop generic TCO models for each of those purposes with usability in mind. 

Additionally, we recommend the development of roadmaps, showing practitioners which steps to take 

to start and further develop their TCO models. 

Fifth, in our model, defects that occur during transport or assembly that are not due to a supplier are 

not taken into account for the reparability parameter. Furthermore, although one should probably not 

penalize a supplier for the poor performance of one’s own processes, the inclusion of such failures and 

costs creates a more accurate TCO figure useful for budgetary purposes. Additionally, more research can 

be conducted on how to determine the opportunity loss of downtime at the customer. 

Sixth, the model only incorporates costs, and takes a supply chain point of view on TCO. Therefore, for 

example, the value of the spare parts business to the focal company is not considered.  An interesting 

addition to the model is to include the value of parts and processes in addition to its costs, such that the 

focal company can optimize its profit or turnover. Warranty periods by the supplier and the focal 

company can then be included as well. Researchers may further analyze the TCO of the whole supply 

chain and investigate the incentives actors have to co-operate in TCO.  

Finally, literature suggests data availability to be a key issue in the adoption of TCO, and it also limited 

the conclusions of our case study. Recent trends like the internet of things, big data, RFID, etc. might 

yield the means to overcome the data-hurdles. We recommend investigating how reliable data of all 

parameter inputs may be gathered automatically, such that the TCO can also be computed 

automatically. Additionally, this also opens the way to process mining and machine learning algorithms.  
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Appendices 

Appendix A: Discussion on Waghmode and Sahasrabudhe (2012)’s approach 
Waghmode & Sahasrabudhe (2012, p. 358) estimate the number of renewals in the interval (0, 𝑡) as  

𝐸[𝑁(𝑡)] =
𝑡

𝑀𝑇𝑇𝐹
 

However, this is only a valid expression for exponentially distributed 𝑀𝑇𝑇𝐹𝑠 or for a sufficiently large t. 

In their case study, they use a Weibull distribution (𝛽 = 1.3, 𝜂 = 12.51 𝑦𝑒𝑎𝑟𝑠) to compute a part’s 

𝑀𝑇𝑇𝐹 = 11.6 𝑦𝑒𝑎𝑟𝑠 and insert it in the abovementioned formula. They find an expected number of 

renewals of 0.86 over a period of 10 years, whilst in fact the part would only fail 0.68 times, using the 

discretization approach to renewals discussed in Section 3.1. Thus, their estimate is 26% more than what 

one would expect over a ten year period. If we recalculate the total corrective maintenance costs, we 

find that they overestimated those costs by 15%.  
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Appendix B: Cost taxonomy 
 

 

TCO of component 

Quality related costs 

Logistics related costs 

Technology/development 
 related costs 

Strategic Sourcing & 
Procurement costs 

Overhead (HR, Sales, …) 

1 

2 

3 

4 
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Appendix C: Expressions for direct and indirect costs 
Here, we derive expressions for the direct and indirect costs. Define 𝐶𝑑𝑖𝑟𝑒𝑐𝑡,𝑞 as the direct costs over the 

lifetime of a system for supplier 𝑞. These are the sum of costs that, if improved, are relatively easy to 

capture, such as the acquisition price, logistics costs, and inventory costs. Indirect costs (𝐶𝑖𝑛𝑑𝑖𝑟𝑒𝑐𝑡,𝑞) 

savings are more difficult to monetize. By definition, we have 

𝑇𝐶𝑂𝑞 = 𝐶𝑑𝑖𝑟𝑒𝑐𝑡,𝑞 + 𝐶𝑖𝑛𝑑𝑖𝑟𝑒𝑐𝑡,𝑞 

By the definitions we use, the direct costs are all incurred by the assembly company, and the indirect 

costs can be incurred by all actors in the supply chain. Define the direct costs over the system life as the 

sum of the direct costs of the assembly-bucket, maintenance-bucket, and inventory costs: 

𝐶𝑑𝑖𝑟𝑒𝑐𝑡 = 𝐶𝑑𝑖𝑟𝑒𝑐𝑡,𝑎 + 𝐶𝑑𝑖𝑟𝑒𝑐𝑡,𝑚 + 𝑇𝐶𝑖 

The direct costs of assembly are the cost for parts and all logistics costs, described as: 

𝐶𝑑𝑖𝑟𝑒𝑐𝑡,𝑎 = 𝑁𝑖𝑛 ⋅ (𝐶𝑓,𝐴→𝐵 + 𝐶𝑤,𝐴→𝐵 + 𝐶𝑑,𝐴→𝐵 + 𝐶𝑝) + (𝑁𝑖𝑛 − 1) ⋅ 𝐶𝑙,𝐵→𝐴  , 

with 𝑁𝑖𝑛 − 1 the expected number of parts that are returned to the supplier. The direct costs of the 

maintenance-bucket are the costs for parts and all logistics costs incurred for each failure, described as: 

𝐶𝑑𝑖𝑟𝑒𝑐𝑡,𝑚 = 𝑀𝑟(𝐿) ⋅ {𝑁𝑖𝑛 ⋅ (𝐶𝑓,𝐴→𝐵 + 𝐶𝑤,𝐴→𝐵 + 𝐶𝑑,𝐴→𝐵 + 𝐶𝑝𝑟) + 𝑁𝑁𝑂𝐾 ⋅ (𝐶𝑙,𝐵→𝐴 )

+ 𝑁𝑂𝐾 ⋅ (𝐶𝑖𝑝,𝑚 + 𝐶𝑙,𝐶→𝐵 + 𝐶𝑙,𝐵→𝐴)}

+ 𝑀𝑁𝐵(𝐿) ⋅ (𝐶𝑝𝑛 − 𝐶𝑝𝑟) ⋅ 𝑁𝑖𝑛 

The costs incurred for 𝑀𝑁𝐵(𝐿), are multiplied by 𝑁𝑖𝑛 as discussed in Section 2.4.1. 

Recall that the TCO is the sum of direct and indirect costs. 𝑇𝐶𝑂𝑞 is defined as the periodic TCO. Then, we 

use the following formula to find the indirect costs over 𝐿 periods: 

𝐶𝑖𝑛𝑑𝑖𝑟𝑒𝑐𝑡,𝐿 = 𝑇𝐶𝑂𝑞 ⋅ 𝐿 − 𝐶𝑑𝑖𝑟𝑒𝑐𝑡,𝐿 
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Appendix D: Different approach to reach expression for long-run limit 
Here, we show that inserting the weighted average price 𝐶𝑝̅̅ ̅ into 𝐶𝑀𝑟  leads to the same limit as shown in 

Equation 2.29. For the limiting behavior of the maintenance costs of all renewals, we have: 

lim
𝑡→∞

𝑀𝑟(𝑡)

𝑡
⋅ 𝐶𝑀𝑟 =

1

𝑀𝑇𝑇𝐹
⋅ 𝐶𝑀𝑟 

𝐶𝑀𝑟  is a long expression, see Section 2.2.2.2. After some algebraic simplification, we can isolate some 

parameters (all other parameters are included in 𝑜𝑡ℎ𝑒𝑟)  

𝐶𝑀𝑟 = 𝑁𝑖𝑛 ⋅ (𝐶𝑝
̅̅ ̅) + 𝑜𝑡ℎ𝑒𝑟 

Then, using the first formula, we find: 

lim
𝑡→∞

𝑀𝑟(𝑡)

𝑡
⋅ 𝐶𝑀𝑟
̅̅ ̅̅ ̅ =

1

𝑀𝑇𝑇𝐹
⋅ 𝑜𝑡ℎ𝑒𝑟 +

1

𝑀𝑇𝑇𝐹
⋅ 𝑁𝑖𝑛 ⋅ 𝐶𝑝̅̅ ̅  

We investigate only the last term for now, as it is the only term that is influenced by the average price. 

Recall that: 

𝐶𝑝̅̅ ̅ =
𝐶𝑝𝑛 + 𝑅 ⋅ 𝐶𝑝𝑟

𝑅 + 1
 

Then, 

1

𝑀𝑇𝑇𝐹
⋅ 𝑁𝑖𝑛 ⋅ 𝐶𝑝̅̅ ̅ =

1

𝑀𝑇𝑇𝐹
⋅ 𝑁𝑖𝑛 ⋅ (

𝐶𝑝𝑛 + 𝑅 ⋅ 𝐶𝑝𝑟
𝑅 + 1

) =
1

𝑀𝑇𝑇𝐹
⋅ 𝑁𝑖𝑛 ⋅ (

𝐶𝑝𝑛 + 𝑅 ⋅ 𝐶𝑝𝑟 + 𝐶𝑝𝑟 − 𝐶𝑝𝑟
𝑅 + 1

)

=
1

𝑀𝑇𝑇𝐹
⋅ 𝑁𝑖𝑛 ⋅ (

(𝑅 + 1) ⋅ 𝐶𝑝𝑟 + 𝐶𝑝𝑛 − 𝐶𝑝𝑟
𝑅 + 1

) 

Recall that 𝐶𝑀𝑁𝐵 = 𝐶𝑝𝑛 − 𝐶𝑝𝑟, and 𝐶𝑀𝑟  only includes the repair price 𝐶𝑝𝑟.   

lim
𝑡→∞

𝑀𝑟(𝑡)

𝑡
⋅ 𝐶𝑀𝑟
̅̅ ̅̅ ̅ =

1

𝑀𝑇𝑇𝐹
⋅ 𝑜𝑡ℎ𝑒𝑟 +

1

𝑀𝑇𝑇𝐹
(
(𝑅 + 1) ⋅ 𝑁𝑖𝑛 ⋅ 𝐶𝑝𝑟 +𝑁𝑖𝑛 ⋅ 𝐶𝑀𝑁𝐵

𝑅 + 1
)

=
1

𝑀𝑇𝑇𝐹
(
(𝑅 + 1) ⋅ (𝑁𝑖𝑛 ⋅ 𝐶𝑝𝑟 + 𝑜𝑡ℎ𝑒𝑟) + 𝑁𝑖𝑛 ⋅ 𝐶𝑀𝑁𝐵

𝑅 + 1
) 

Replace (𝑁𝑖𝑛 ⋅ 𝐶𝑝𝑟 + 𝑜𝑡ℎ𝑒𝑟) by 𝐶𝑀𝑟, and we have the expression stated in Equation 2.29.  
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Appendix E: VBA code for numeric computation of renewal function 

 

  

Function ErlangCDF(x, n, lambda) As Double 

' This gives the CDF for Erlang (i.e., find P(X<=x) for Erlang 

distribution given parameters lambda (arrival rate) and n (number of 

exponential distributions) 

 

For i = 0 To n - 1 

    Sum = Sum + (1 / (Application.WorksheetFunction.Fact(i))) * 

(Exp(-lambda * x)) * (lambda * x) ^ i 

 

Next i 

ErlangCDF = 1 - Sum 

 

End Function 

 

Function RenewalErlang(t, h, n, lambda) As Double 

't = time until which number of failures are counted 

'h = partition size (typically, 0.01 gives good results) 

M = t / h 

 

ReDim Renewal(M + 1), A(M + 1), F(M + 1) 

 

Renewal(0) = 0 

 

For i = 0 To M 

    F(i) = ErlangCDF((i - 0.5) * h, n, lambda) 

    A(i) = ErlangCDF(i * h, n, lambda) 

Next i 

 

For i = 1 To M 

    Sum = 0 

    For j = 1 To i - 1 

        Sum = Sum + (Renewal(j) - Renewal(j - 1)) * F(i - j + 1) 

         

    Next j 

    Renewal(i) = (A(i) + Sum - Renewal(i - 1) * F(1)) / (1 - F(1)) 

Next i 

 

RenewalErlang = Renewal(M) 

 

End Function   
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Appendix F: Validation of simulation model 

 

Figure 25: Comparison of simulation and analytical results (R = 4, MTTF = 2). 

 

Figure 26: Expected number of renewals per period for different values of R, both derived analytically 
and with simulation. 
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Figure 27: Expected number of renewals per period for Weibull with shape = 0.75, both derived 
analytically and with simulation. 

 

Figure 28: Expected number of renewals per period for Weibull shape 5 derived analytically (R = 0). 
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Appendix G: Model input parameters: Base case (fictitious) 

 

  
Variable  Unit Value 

 
  

Shipping 
costs 

(Incoming) 

    

    

  Freight  manufacturer to customer (spares only) EUR/unit 
 €              
300  

  Warehousing manufacturer to customer (spares only) EUR/unit 
 €                
30  

  Freight locally near customer (assumes local WH) EUR/unit 
 €                
50  

  Location customer Country KR 

  Location manufacturer (via which parts go to supplier) Country NL 

  Duties 
% on new 
price 0.66% 

  Duties only incurred in final country ? (suggestion: yes) Yes/No Yes 

  
Transport type for factory parts (Regular=4, 
prio=3,emergency=2)   4 

  Transport type for spareparts inventory replenishment   4 

  Transport type for local WH to customer   2 

     

Order 
costs 

(incoming 
parts) 

  Cost per problem sheet EUR/unit 
 €                
50  

  Time spent on DN Hours 2 

  Probability that order whet low CLIP requires attention Probability 1 

  Time spent on order by MP given attention needed Hours 1 

  Labor costs per hour EUR/Hour 
 €              
100  

     

Shipping 
costs 

(return 
flows) 

    

    

  Freight costs (from Customer to manufacturer) EUR/unit 
 €              
300  

  Warehousing (From Customer to manufacturer) EUR/unit 
 €                
30  

  Location customer Country KR 

  Location manufacturer Country NL 

  Transport type for returns (Regular=4, prio=3,emergency=2)   4 

  Return handling: Labor hours Hours 0.25 

  Labor cost per hour EUR/Hour 
 €              
100  
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  Inspection error rate (p_t2) Percentage 50% 

Inspection 
costs 

  Labor hours needed for inspection Hours 2 

  Labor cost per hour EUR/Hour 
 €              
100  

     

Assembly 
costs 

  Labor hours needed to get part at workstation Hours 0.25 

  Labor cost per hour EUR/Hour 
 €              
100  

  Assembly activity: Labor hours  Hours 5 

  Labor cost per hour EUR/Hour 
 €              
100  

  Testing: Labor hours Hours 5 

  Labor cost per hour EUR/Hour 
 €              
100  

  Other resources needed for assembly / testing   0 

     Scrap 
value   Scrap value of part after failure  EUR/unit 

 €                 
-    

     

Assembly 
failure 

  Disassembly: Labor hours Hours 5 

  Labor cost per hour EUR/Hour 
 €              
100  

  B-time probability   1 

  Average size of B-time given >0 Hours 8 

  Cost per hour EUR/Hour 
 €              
250  

     

Customer 
failure 
costs 

  Downtime cost per hour EUR/Hour 
 €          
1,000  

  Engineers required Hours 2 

  Labor cost per hour EUR/Hour 
 €              
100  

  Additional DOA downtime Hours 24 

     

MN Costs 

  Fixed MN costs  EUR 
 €              
500  

  Time spent on MN for Q5 score 5 Hours 1 

  Time spent on MN for Q5 score 4 Hours 2 

  Time spent on MN for Q5 score 3 Hours 4 

  Time spent on MN for Q5 score 2 Hours 8 

  Time spent on MN for Q5 score 1 Hours 16 

  Labor cost per hour EUR/Hour 
 €              
100  

     Inventory 
costs 

  Required customer service level    95% 

  Cost per EUR inventory (based on new price) EUR/EUR 15% 
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Appendix H: More results for base case scenario (fictitious) 

 
    Supplier 1 Supplier 2 

 
            

TCO over 
lifetime of 

machine (25 
years) 

Expected TCO over 25 years, per part  €       369,023   €        436,172  

- 
Direct spend per part (CoGs, Logistics, 
inventory)  €       199,960   €        219,039  

- 
Indirect spend per part(Labor, downtime 
penalties,…)  €       169,063   €        217,132  

            

Expected TCO for whole installed base (25 
years)  € 84,511,430   € 218,085,838  

- 
Direct spend on IB (CoGs, Logistics, 
inventory)  €  99,980,180   € 109,519,692  

- 
Indirect spend on IB (Labor, downtime 
penalties,…)  €  84,531,250   € 108,566,146  

              

= 
      

Assembly 
costs made for 
field (installed 

base) 

Assembly costs on IB (N.B.: these are depreciated linearly over machine lifetime to 
arrive at yearly costs) 

- Direct spend (CoGs, (return) logistics)  €8,131,497   €     7,219,900  

- Indirect spend (Labor, downtime penalties,…)  €   781,250   €     1,014,063  

- Parts usage for assembly (supplier caused) 556 625 

            

& 
      

Yearly cost for 
maintenancein

g field 

Yearly field costs for installed base     

- 
Direct spend (CoGs, (return) logistics, 
inventory)  €3,673,947   €     4,091,992  

- Indirect spend (Labor, opportunity loss,…)  €3,350,000   €     4,302,083  

- 
Spare parts usage (based on part lifetime and 
DFR) 278 347 

            

& 
      

Inventory 
costs 

Inventory costs       

- Average inventory level 57 84 

- Total yearly inventory costs  €   128,250   €        151,200  

- Average yearly inventory costs per component  €        257   €              302  
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    Supplier 1 Supplier 2 

 
            

TCO 

Expected yearly TCO per component  €                 14,761   €               17,447  

- Assembly phase 
 

 €                      713   €                    659  

- 
Maintenance-
phase 

 
 €                 13,791   €               16,486  

- Inventory costs    €                      257   €                    302  

Yearly costs for whole installed base  €            7,380,457   €          8,723,434  

 
      =             

Assembly 
phase 

Assembly phase (N.B.: these are depreciated linearly over machine lifetime to arrive at 
yearly costs) 

- Cost of incoming parts  €                 16,834   €               15,431  

- Inspection costs 
 

 €                      222   €                    250  

- Assembly costs 
 

 €                   1,082   €                 1,153  

- Failure cost    €                      191   €                    473  

+ 
      

Maintenance-
phase 

Maintenance-phase (per year)  €                 13,791   €               16,486  

- Normal use 
 

 €                        -     €                      -    

- Cost of incoming parts  €                   6,818   €                 7,471  

- Inspection costs 
 

 €                      111   €                    139  
- Customer failure costs  €                   6,167   €                 7,778  

- Return costs 
 

 €                      696   €                 1,098  

  Number of failures (per year) 0.50 0.56 

+ 

 

Parts usage expected per year in 
maintenance 0.556 0.694 

Inventory 
costs 

Inventory costs       

- Average inventory level 57 84 

- Total value of inventory  €               855,000   €          1,008,000  

- Total yearly inventory costs  €               128,250   €             151,200  

- 
Average yearly inventory costs per 
component  €                      257   €                    302  
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Appendix I: Analysis of reliability data 
In determining the part’s reliability, a database of machine data was used from which one can exactly 

determine when a part was replaced. Data is updated once a week, thus it consists of grouped data. For 

each case (1717), the build-in and (if applicable) build out date are given in weeks. 125 data points were 

deleted for varying reasons, of which 120 cases had an unknown build-in date.  

If no build-out date was given, it is assumed that the part is still being used in the machine. Additionally, 

the machine number, and, if available, a MN (documentation of a failure) is stored, although only 

limitedly. Via the MN one can find the serial number and the supplier of the part. Note, though, that this 

information is by definition biased, as you can only incorporate parts that have already failed. This data 

was also found to be unreliable amongst different sources (SAP data and machine data). Figure 29 

shows a contour plot of the values for eta and beta for parts from both suppliers. It represents the 90% 

confidence interval of these Weibull parameters. No significance difference was found, which can be 

illustrated by the overlapping contour plots in Figure 29. Note that the axis labels have been deleted for 

confidentiality reasons. 

 

Figure 29: Contour plot of reliability data. 

Since no significant difference in reliability between the two suppliers can statistically be determined, 

one can determine the distribution of the reliability of all parts combined instead. The part has special 

versions for different type of machines. For (one of the) machine types of interest, a total of 727 cases 

exist. The Failure/suspension ratio is 429/297. For field data, a rule of thumb is to use rank regression 
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analysis. A good fit (correlation coefficient of 0.994) is found for a two subpopulations Mixed Weibull 

distribution with parameters: portion 1 = 54.8%, Beta 1 = 0.63, portion 2 = 45,2%, Beta 2 = 1,44. The 

values for Eta are confidential. Thus, two failure modes are at play for this part: 55% of the part fails 

early (with infant mortality), and the rest suffers from an aging process (increasing failure rate).   

In Figure 30, the probability plot of this distribution is shown in which we graphically can confirm the 

distribution fits the data well. The slight S-curve one can observe is the result of the two competing 

failure modes. Again, axis labels are left out intentionally.  

 

Figure 30: Probability plot of mixed Weibull distribution for failure times. 
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Appendix J: Model inputs: case study (scaled numbers) 

  
  

Variable  Unit Value 

  
  

Shipping 
costs 

(Incoming) 

     

     

  Freight  ASML to customer (spares only) EUR/unit 0.683% 

  Warehousing ASML to customer (spares only) EUR/unit 0.080% 

  Freight locally near customer (assumes local WH) EUR/unit 0.131% 

  Location customer Country   

  Location ASML (via which parts go to supplier) Country   

  Duties 
% on new 
price 0.660% 

  Duties only incurred in final country ? (suggestion: yes) Yes/No   

    Inspection success rate % 0.000% 

          

Order 
costs 

(incoming 
parts) 

  Cost per problem sheet EUR/unit 0.112% 

  Time spent on DN Hours 1 

  Probability that order with low CLIP requires attention Probability 0.000% 

  Time spent on order by MP given attention needed Hours 1 

  Labor costs per hour EUR/Hour   

          

Shipping 
costs 

(return 
flows) 

     

     

  Freight costs (from Customer to ASML) EUR/unit 0.880% 

  Warehousing (From Customer to ASML) EUR/unit 0.080% 

  Location customer Country   

  Location ASML Country   

  Return handling: Labor hours needed Hours 0.25 

  Labor cost per hour EUR/Hour   

          

Inspection 
costs 

  Labor hours needed for inspection Hours 0 

  Labor cost per hour EUR/Hour   
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Assembly 
costs 

  Labor hours needed to get part at workstation Hours 0.25 

  Labor cost per hour EUR/Hour   

  Assembly activity: Labor hours  Hours 17 

  Labor cost per hour EUR/Hour   

  Testing: Labor hours Hours 0 

  Labor cost per hour EUR/Hour   

  Other resources needed for assembly / testing EUR 0.000% 

          

Scrap 
value   Scrap value of part after failure  EUR/unit 0.000% 

          

Assembly 
failure   Disassembly / rework: Labor hours Hours 11 

  Labor cost per hour EUR/Hour   

  B-time probability of a failure   21.300% 

  Average size of B-time given >0 Hours 26 

  Cost per B-time hour EUR/Hour 0.581% 

          

Customer 
failure 
costs 

  Downtime cost per hour EUR/Hour 160.894% 

  Engineers required for swap Employees 2 

  Labor cost per hour (service engineer) EUR/Hour 0.268% 

  Additional DOA downtime Hours 24 

          

MN Costs 

  Fixed MN costs  EUR 1.564% 

  Time spent on MN for score 5 Hours  

  Time spent on MN for score 4 Hours  

  Time spent on MN for score 3 Hours  

  Time spent on MN for score 2 Hours  

  Time spent on MN for score 1 Hours  

  Labor cost per hour EUR/Hour   

          

Inventory 
costs 

  Required customer service level  CSD 95.000% 

  Cost per EUR inventory (based on new price) EUR/EUR 17.000% 

 


