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Abstract

We consider the following problem: There are players and resources and each player p assigns
each resource r a value vp,r ∈ {0, vr}, where vr only depends on the resource. The goal is
to assign the resources in such a way that one maximizes the minimum total value given to a
player, i.e. max minp

∑
r∈R(p) vp,r, where player p gets the set of resources R(p). This problem,

the restricted max-min fair allocation problem, is a special case of the max-min fair allocation
problem in which vp,r can be arbitrary. Recently different approaches were used to get a constant
factor approximation algorithm for the restricted max-min fair allocation problem. Through
work of Feige [10] and Haeupler et al. [11] a constant factor approximation was found, but with
a rather big constant. On the other hand an 1/(4 + ε)-approximation was found by Polacek and
Svensson [1], but they could not show that the running time of their algorithm, the Polacek-
Svensson algorithm, is faster than quasi-polynomial. This algorithm is based on a local search
on hypergraph matching. In this paper we give an instance for the Polacek-Svensson algorithm
which will force the algorithm to have a quasi-polynomial running time. Although the instance
can not be derived from the restricted max-min fair allocation problem, it gives insight how
such an instance could look like.

1 Introduction

Recently there has been a lot of attention on the max-min fair allocation problem. In this problem
there is a set of players P and a set of resources R and each player p assigns to each resource r a
value vp,r ≥ 0. The goal is to assign the resources in such a way that one maximizes the minimum
total value given to a player. So if R(p) ⊆ R is the set of resources that player p gets, then our
goal is to maximize minp

∑
r∈R(p) vp,r.

A possible interpretation of the max-min fair allocation problem is achieving a certain amount of
fairness. We ensure that we give all players a certain amount of value, since we maximize the
minimal total value over all players. Or if we look at the problem in the scheduling setting we
ensure that all machines (players) will get enough jobs (resources) in such a way that they are all
at least busy for a certain amount of time.
A special case of max-min fair allocation is the restricted max-min fair allocation problem which
we will call the Santa Claus problem1. The Santa Claus problem has the restriction vp,r ∈ {0, vr},
i.e. all players give either value zero to a resource or a general value vr that only depends on the

1In some papers the Santa Claus problem is used to denote the max-min fair allocation problem. In that case
they refer to the restricted max-min fair allocation as the restricted Santa Claus problem
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resource. We will now give a brief overview of the most important results on the max-min fair
allocation problem.

1.1 Previous work

Since we will only consider the restricted max-min fair allocation problem in this paper, we will
mainly focus on the work done there. However, for completeness we will first state some results on
the general max-min fair allocation problem.

Bezáková and Dani proved in [5] that an α-approximation of max-min fair allocation is NP-hard for
α < 2. Moreover they gave an Opt− vmax approximation guarantee, where vmax is the maximum
value of all resources. Therefore the hard case is when vmax ≈ Opt. Bansal and Sviridenko intro-
duced a strong LP, which they called the configuration LP. Although they got nice results in the re-
stricted case, which we will discuss in the next paragraph, the LP has an integrality gap of Ω(|R|1/2)
in the general case. However, Asadpour and Saberi [6] used it to give an Ω(Opt/(

√
|P|)(log(|P|))3)

approximation algorithm. Later Chakrabarty et al. [7] and Bateni et al. [8] improved this giving
an Ω(Opt/|P|ε) approximation algorithm in O(|P|1/ε) time.

The restricted case of the max-min fair allocation problem also turns out to be NP-hard for
α < 2 [5]. Bansal and Sviridenko [4] mainly focussed on the restricted case, where they give
an O(log log(|R|)/ log log log(|R|))-approximation. They achieved this by using the configuration
LP. Also, they made an auxiliary problem for the restricted case that captures the hardness of the
LP, i.e. a constant factor solution for the problem would give a constant integrality gap for the
LP. After [4] the Santa Claus problem received more attention, and more improvement was made.
These results are based on two different approaches, which are both based on the configuration
LP. First we will discuss the approach using Lovász Local Lemma. After that we will discuss the
approach using a local search algorithm.

Feige [10] proved that there is a constant factor solution for the auxiliary problem and thus also
for the Santa Claus problem. He used two reduction steps which he alternates. For each of those
he used Lovász Local Lemma to achieve them. Although he proved a constant integrality gap,
he could not give a polynomial running time algorithm, since Lovász Local Lemma was used in
a rather complex way. Recently breakthroughs ([9],[11]) solved these problems. In [11] Feige’s
paper is rewritten, making the proof constructive and thus giving a constant factor approximation
guaranty in polynomial time.

On the other hand Asadpour et al. [2] proved an integrality gap for the configuration LP of 1/3
using Haxell’s theorem for bipartite hypergraphs [3] on the auxiliary problem. Furthermore they
gave a local search algorithm (based on the configuration LP and Haxell’s proof in [3]) with an
1/(4 + ε)-approximation guaranty2. Unfortunately the algorithm is not known to stop in less than
exponential time. Recently Polacek and Svensson [1] improved this local search and proved that
it has to stop in quasi-polynomial time (i.e. tO(log t)) still achieving an 1/(4 + ε)-approximation.
Although this is much faster than exponential, it is still has not a polynomial running time. To be

2In [2] they proof an integrality gap of 1/5. They also achieve only an 1/4-approximation for their local search.
However, at the home pages of the authors one can find the described improvements.
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more precise, we state Theorem 1, the main theorem of [1], which they achieve by using their local
search algorithm.

Theorem 1 For any ε ∈ (0, 1], we can find a 1
4+ε -approximation solution to restricted max-min

fair allocation in time tO( 1
ε

log t), where t = |P|+ |R|.

Looking at the big picture there is still a rather big gap between the integrality gap of the con-
figuration LP and the best known polynomial time approximation for the Santa Claus problem.
The best polynomial time algorithm known gives a constant approximation, but with a very big
constant (achieved by Feige, see [10] and [11]).

1.2 Work on the min-max fair allocation problem

A related problem to max-min fair allocation is min-max fair allocation or minimum makespan.
In this problem one wants to minimize the maximum value or in the scheduling setting, one wants
to minimize Cmax, the maximum completion time of a machine. It is well known that there is a
polynomial time 2-approximation for this problem, while finding a better approximation than 1.5
is NP-hard even in the restricted case (see [12]). However, using the configuration LP and again
using a local search method Svensson [13] gave a (33/17 + ε)-approximation (where ε > 0 can be
arbitrary small). However, again, it is not proven that the algorithm will terminate in better than
an exponential number of steps.

1.3 Contents of this paper

It seems that a better understanding in the configuration LP and in the local search algorithms
could lead to better polynomial time approximations for both problems. In this paper we look more
into the local search algorithm of Polacek and Svensson [1] and we construct an instance for which
the Polacek-Svensson algorithm has a quasi-polynomial running time. Unfortunately, the instance
can not be derived from the Santa Claus problem, but it gives a lot of insight how the algorithm
works and it gives some guidelines about what an instance has to look like if the algorithm needs
to have a quasi-polynomial running time.
In section 2 we state and explain the configuration LP. Then, in chapter 3 we introduce the Polacek-
Svensson algorithm and discuss their main results. After this, in chapter 4, we will construct
our instance, which is quite complex, and proof that the Polacek-Svensson algorithm uses quasi-
polynomial steps to find a better partial matching. In section 5 we show why the instance can not be
arrived from the Santa Claus problem, discussing the fundamental differences and using this to dis-
cuss some crucial things such an example should have. Finally, in section 6 we will give a conclusion.

2 The configuration LP

As said, the configuration LP plays a crucial role in Polacek and Svensson’s local search algorithm.
The main idea behind the configuration LP is that the resources will be bundled in configurations
such that the total value will be higher than a certain value T . Then, if each player can get at
least one configuration, the minimal amount of value given to any player is at least T . One can do
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a binary search for T finding the maximum T such that the LP is solvable.
To be more precisely, we say that a configuration C ⊆ R is a set of resources. We denote by
v(C, p) :=

∑
r∈C vp,r the total value of the resources of C for player p. Furthermore we denote

by C(p, T ) the set of all configurations C such that v(C, p) ≥ T . Then the configuration LP is a
feasibility program defined as follows: ∑

C∈C(p,T )

xp,C ≥ 1, p ∈ P

∑
p,C:r∈C,C∈C(p,T )

xp,C ≤ 1, r ∈ R

x ≥ 0.

Note that this gives a fractional assignment such that all players will receive at least one configura-
tion (ensured by the first set of constrains), while all resources are used at most one time (ensured
by the second set of constrains).
Although there could be exponential many constrains Bansal and Sviridenko [4] showed that the
dual can be solved in polynomial time to arbitrary precision. In the next section we will explain
the 1/(4 + ε)-approximation local search algorithm that Polacek and Svensson gave in [1].

3 A 1/(4 + ε)-approximation algorithm

In this section we will describe the main result of [1], which is a local search method on hypergraphs.
We will first explain the relation between the Santa Claus problem and a hypergraph. After that
we will state the algorithm and the results of its analysis.

3.1 From the Santa Claus problem to bipartite hypergraph matching

In this section we will see how we can transform the Santa Claus problem into a bipartite hyper-
graph matching problem. First we will give the relevant definitions of hypergraphs and then we
will describe the connection between the Santa Claus problem and hypergraphs.

A hypergraph is graph G = (V, E) where E ⊆ V , |E| ≥ 2 for each hyperedge E ∈ E . In other
words, a hyperedge can connect 2 or more vertices, while a normal edge always connects precisely
2 vertices. A hypergraph G = (V, E) is bipartite if V = U1 ⊕ U2 and |E ∪ U1| = 1 for all E ∈ E .
Furthermore, a matching M ⊆ E in a bipartite hypergraph is a set of disjoint hyperedges and
matching M is perfect if each vertex of U1 is contained in a hyperedge (i.e. |M | = |U1|).

We will now describe the connection between the Santa Claus problem and hypergraphs. Let
α = 4 + ε be fixed, where ε > 0. We denote that configuration C ∈ C(p, T/α) is minimal if
v(C \ {r}, p) < T/α for all r ∈ C. The intuition of this is that C needs all of its resources in order
to have value at least T/α for player p.
We will make a bipartite hypergraph G = (P,R, E) by putting an hyperedge E = p ∪ C if C ∈
C(p, T/α) and C minimal. Note that each edge has precisely one player and could have multiple
resources in it. If a perfect matching is found then each player will get a pairwise disjoint set of
resources such that the total value is at least T/α. If an algorithm will find a perfect matching for
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all T ≤ Opt we can use it (by doing a binary search on T ) to find the desired 1/α-approximation.
The Polacek-Svensson algorithm can be used as the crucial building block for this: Either it will
find a better partial matching or it will guarantee that T > Opt. When repeated at most |P| times
it will construct a perfect matching (if T ≤ Opt), which will give an 1/α-approximation when this
procedure is repeated in binary search on T .
We will denote two types of hyperedges. If |E| ∩ R = 1 we will call E fat, if |E| ∩ R ≥ 2 we will
call |E| thin. Note that if E is fat and r ∈ E, it has to be that v(r) ≥ T/α. Therefore r can not be
contained in a thin edge Ẽ, since this would contradict the minimality of Ẽ. In the next subsection
we explain the Polacek-Svensson algorithm. We give the main ideas of the algorithm first and then
state the algorithm itself.

3.2 The Polacek-Svensson local search algorithm

Before we give the algorithm itself we give some intuition about it. Recall that Hall’s theorem, the
well known theorem for finding a perfect matching in bipartite graphs, uses alternating paths of
edges which are in the matching and edges which are not in the matching.

The algorithm of Polacek and Svensson uses the same idea, but it turns out to be more complex
in a bipartite hypergraph. It starts with a partial matching M and an unmatched player p0 and
it creates an alternating tree. It stops when a matching M ′ is found such that |M ′| = |M | + 1.
The alternating tree uses two types of edges just as Hall’s alternating path. We say an edge e is
addable if all resources of e are not in the tree and the player of e is in the tree. Each step of the
algorithm a new addable edge is added to the tree. Note that during the first step, if the tree only
consists of the root p0, all minimal configurations in C(p, T/α) will have their own addable edge
e. After an addable edge is added it could be that it shares resources with one or more edges in
the current partial matching (which initially will be matching M). Those edges are called blocking
edges (they block edge e) and will be added in the alternating tree. After all blocking edges are
added to the tree a new addable edge will be added. In this way the algorithm will construct the tree.

In Hall’s theorem one would make a same sort of an alternating tree, but it will consist of a single
path, since no addable edge can have multiple blockers. This path ends at the moment that an
addable edge is not blocked and the algorithm switches all addable edges with all blocking edges
achieving a better matching (i.e. all addable edges will become part of the matching, all blocking
edges are deleted from the matching). In the hypergraph case however, this is not that easily done
as addable edges could have multiple edges which block them (since all thin edges do have multiple
resources), which means that we will indeed get an alternating tree in stead of a single alternating
path. If an addable edge e will have no blockers only the alternating path can be switched which
starts with e and ends at the first blocking edge which blocks an edge with multiple blockers.
Furthermore, to switch an addable edge with multiple blockers all those blockers must be switched
separately. For illustration of this principe we included Figure 1. Note that the partial matching
will change ever time some edges are switched.

An other aspect that is crucial to understand the algorithm is the notion of distance defined in
[1]. The distance of a vertex v is denoted by the length of the shortest path from v to the root p0

where fat edges have distance zero and thin edges have distance one. Note that a fat addable edge
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(a) Initial partial matching. (b) First addable edge and
corresponding blocking
edges added.

(c) Thick addable edge and
its blocking edge added.

(d) Addable edge without
blockers added, so the algo-
rithm will switch.

(e) Situation after switch-
ing.

(f) Addable edge without
blockers added, so the algo-
rithm will switch.

(g) Situation after switch-
ing: Better matching
found.

Figure 1: Example of the Polacek-Svensson algorithm.
- Squares are players, circles are resources.
- Light gray edges are part of the partial matching, but not part of the tree.
- Dark gray edges are addable edges, white edges are blocking edges.

e can not be blocked by a thin blocking edge b, since that would give contradiction to the fact that
the value of the configuration of resources in b would be minimal. We now have discussed enough
notation and intuition to give the Polacek-Svensson algorithm states as Algorithm 1.
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Input : A partial matching M
Output: M ′ matching with |M ′| = |M |+ 1

Find p0 ∈ P not matched;
while ∃ addable edge within distance 2 log(α−1)/3(|P|) + 1 do

Find an addable edge e of minimum distance from the root;
A← A ∪ {e};
if e has blocking edges b1, ..., bk then

B ← B ∪ {b1, ..., bk};
endif
else

– collapse procedure –
while e has no blocking edges do

if there is an edge e′ ∈ B such that e
′
p = ep then

M ←M \ {e′} ∪ {e};
A← A \ {e};
B ← B \ {e′};
Let e′′ ∈ A be the edge that e′ was blocking;
ê← e 3 ;
e← e′′;

endif
else

M ←M ∪ {e};
return M

endif

end
Drop from A and B all edges of greater as ê 3;
if ê thin then

Drop from A all edges of the same distance as ê 3;
endif

endif

end
return TOPT < T

Algorithm 1: Algorithm of L. Polacek and O. Svensson

Note that the algorithm will always pick the addable edge closed to the root. In Figure 1 we also
did this (recall that a fat edge has distance zero). This selection method is crucial for proving
that the algorithm will always find a new addable edge. An other important observation is that
the algorithm will directly go into the collapse procedure if possible, while the alternating tree
corresponding to that step is created afterwards. This means that all addable edges will be blocked
at the end of every step, which means that the maximum distance of an edge from the root will be
even. In the next subsection we will briefly discuss the key idea behind the proof that the algorithm
terminates, the full version of the analysis can be found in [1].

3In the algorithm presented in [1] there was an small error, which is corrected by adding/changing these lines.
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3.3 Analyses of the algorithm

To prove that the algorithm works correct one should proof that it always finds an addable edge
and that it terminates. We will give the key ideas of the proof for termination. The full proof is
worked out in [1]. The reason for us to include this is since it will give a good insight why our
instance is created as it is.

Just like in [2] the termination of the algorithm is based on a signature proof. We will now explain
what a signature is and we will give the main idea how it is used to prove that the algorithm
terminates in quasi-polynomial time. In this subsection we will define the signature used in [1].
For constructing our instance, in chapter 4, we will use a slightly different signature, which we will
define there.
Recall that every step of the algorithm corresponds with an alternating tree. All of those trees will
get their own signature. Since there is a notion of distance one can count the number of addable
and blocking edges at a certain distance of the root. Let Ai and Bi be the addable and blocking
edges at distance i from the root. The signature (used in [1]) of the tree is defined to be

(−|A0|, |B0|,−|A1|, |B1|, ...,−|A2k|, |B2k|,∞),

where 2k is the maximum distance of an edge from the root (recall that the maximum distance in
a tree is even). Note that one can order these signatures lexicographically. Since the maximum
distance from the root is O(log(α−1)/3 |P|) = O(1

ε log |P|) and the maximum absolute value of an
entry of the signature is bounded by |P|, termination will directly follow if going from one to the
next signature will mean that the value of the signature will lexicographically drop. This is indeed
the case and is proven in [1].
Also the running time can be derived from the signature. To maximize the running time of the
algorithm one should maximize the number of used steps. Or equivalent, since each step has an
alternating tree and each alternating tree has a signature, one should maximize the number of sig-
natures. But, as said, in [1] it is proven that the signatures will lexicographically drop. Moreover,
we have seen that there are a finite number of possibilities. Since in the worst case scenario all
possible signatures are used, the total number of possible signatures will give us the maximum
number of steps of the algorithm. Recall that the maximum distance from the root is O(1

ε log |P|)
(which means there are at most O(1

ε log |P|) entries in the signature). Each entry can have at most

|P| different values. Together this gives a maximum of |P|O( 1
ε

log |P|) steps. Since every step of the
algorithm cost polynomial time in t = |P|+ |R| it follows that the running time of Algorithm 1 is

upper bounded by |t|O( 1
ε

log |t|).

The reason that [1] gets a better running time then [2] is because Algorithm 1 will only pick addable
edges within a logarithmic distance from the root. This gives a better bound on the length of the
signature, which gives a quasi-polynomial running time for the algorithm in stead of the exponen-
tial running time proved in [2]. This may sound as a simple improvement, however the hard part
of the analysis of the Polacek-Svensson algorithm is proving that there is always an addable edge
in this logarithmic distance (if T < Opt). To proof this they use that the algorithm will pick the
addable edge closed to the root. Furthermore, they prove by contradiction, contradicting on the
fact that the dual of the configuration LP is bounded. The proof is quite technical, not intuitive
and moreover, it gives little or no insight in the instance we will create. Therefore we omit it here
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and refer to [1] for the formal proof.

As said, if one wants to make an instance with a quasi-polynomial running time most of the possible
signatures should be used. Our instance is based on this principle, the corresponding signatures
will go one step down at the time. In the next section we will construct our instance and we will
proof that it gives a quasi-polynomial running time.

4 An instance which gives a quasi-polynomial running time

In this section we will construct an instance for which the algorithm will have a quasi-polynomial
running time. The instance can not be used for proving that the algorithm has a quasi-polynomial
running time for solving the Santa Claus problem, since it does not have the right conditions as
described in [1]. However it will give a quite good intuition for the way the algorithm works. More-
over, if a concrete example of the Santa Claus problem exists such that the algorithm will have a
quasi-polynomial running time it is not unthinkable that the corresponding hyperedges somehow
have to be constructed in a similar way as is done in this instance.

We start with a partial matching and we show that the algorithm will find a better matching, but
that it needs a quasi-polynomial running time achieving this. For this, we want that every addable
edge has several blockers which will be switched one by one. Therefore, we will assume only thin
edges, since fat edges can not have multiple blockers.
An other thing we want to have is one addable edge per player at the same time. Note that this
is not trivial to achieve. If an addable edge is added without the algorithm going into the collapse
procedure, it could be that in the next step another addable edge containing the same player is
added. As long as there are minimal configurations in C(p, T/α) of which all resources are not in
the alternating tree new addable edges containing p can be added. The reason that we excluded
this situation is that if two or more addable edges containing the same player are in the tree only
one of those has to switch. All addable and blocking edges with distance greater equal to that edge
are then deleted. We construct our instance in such a way that all edges has to be switched to
find a better matching. Moreover, since all players will have one addable edge at the time we can
model the addable edges as vertices in the tree. We will now explain how the tree looks like.

We will construct a tree, which we will call the construction tree, where every vertex and edge
will represent a hyperedge in the corresponding bipartite graph and thus will contain one of the
players. Every vertex represent an addable edge and every edge represent a blocking edge. The
construction of the tree is in such a way that every time a vertex is added, either it will be blocked
with k blocking edges or the algorithm will switch the corresponding edge with a blocking edge
(which was in the partial matching). In this last situation we will call the addable edge a leaf.
Note that every time some edges are switched the partial matching will change. In our proof we will
look at many different events (such as different addable edges which are added). Since the partial
matching will differ during many of these events we will use the term current partial matching,
denoting the configuration of the partial matching just before that event. The partial matching we
start with (so which is present before any events happened) will be denoted by the initial partial
matching.
Our construction tree is build recursive and uses all players many times. If the recursing is going
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one step back, the order of the switched players is reversed (we need this later). The tree is used
as a guide, denoting which addable edge has to be added next. It is important to see that the
construction tree is not the alternating tree which changes every step of the algorithm, but it will
guide which step would be taken next. In the end, if the last addable edge is added, the algorithm
can switch all its blocking edges (in the alternating tree) with addable edges gaining one addable
edge and therefore it finds a greater (partial) matching.

To explain the connection between the signature proof of [1] and our instance we best can define a
signature (which we will not use anymore later on). Since all edges are thin it easily follows that
all blocking edges have even distance from the root. In our signature we only have to focus on the
blocking edge, since all the addable edges directly switch when they do not have an edge which
blocks them. Therefore our signature is of the form (B0, B2, ..., B2ĥ,∞) and since we assume only

thin edges |B0| = 0. Furthermore ĥ ≤ h, where 2h is the maximum distance of the tree, that we
construct (so h + 2 is the maximum size of the signature). Let k be the maximum number that
one field of the signature will have, so |B2i| ≤ k. k will be roughly n/h, where n := |P|. After the
first step the signature will be (0, k,∞), after the hth step it will be (0, k, ..., k,∞) and then it will
drop down one step at the time. This means that we use k(h−1)+1 different players in our instance.

First we will give the construction of the tree, without specifying the recourses on the vertices
and edges (which will both be edges in the hypergraph). We will give some intuition about the
construction tree and we will show that the tree has quasi-polynomial vertices. Then we give three
statements that together cover the whole proof and we give a general overview of the proof to give
the main ideas and some intuition. After that we will proof the statements, where we will fill in
the details using O(n(n/h)2) recourses.

4.1 The proof structure

We will pick h = log1+ε/3(n)+1 which means that the addable egde with the largest distance (since
all thin) is at position 2h−1 = 2 log1+ε/3(n)+1, just as in the algorithm. We will define k = bn/hc,
which means that k(h − 1) + 1 = bn/hc ∗ h − k + 1 ≤ n − k + 1 ≤ n. We will construct the tree
according to Algorithm 2. In the algorithm we start with counting from 0 in stead of 1.
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Input : n
Output: tree of quasi-polynomial size

Set h = b log(n)
log(1+ε/3)c+ 1 and k = bnhc;

Let ’players’ be the list of players, starting at 0 ending at hk;
do recursiveBuild(h,0);

With the following recursiveBuild(ĥ,currentPlayer):

Input : ĥ, currentPlayer
Output: subtree of height ĥ, where currentPlayer is the root

if ĥ > 0 then
for (i = 0; i < k; i+ +) do

recursiveBuild(ĥ− 1, i);
end
if currentPlayer != k − 1 then

reverse order of first ĥk players;
endif

endif

Player p = players.elementAt(ĥk+currentPlayer);
addEdge(p.getNextEdge());

Algorithm 2: Construction of the tree.

If p has to become the root of a subtree, the algorithm first build the k subtrees below p before
building p itself. The building of one of those subtrees will be done in the same way. In this way the
tree is recursively build all the way down, so that it actually starts at the leaves, working its way
up (and down again if possible), doing a depth first search. In the left part of Figure 2 the vertices
are numbered in order of appearance and in the right part of Figure 2 the vertices are numbered
with the numbering of the corresponding players. Note that after the construction algorithm goes
back in recursion all players of ’lower levels’ are reversed in order.
The total number of vertices of the tree is

h−1∑
i=0

ki > kh−1 = O((
n

log(n)
)log(n)−1),

so quasi-polynomial. So on one hand the number of players can not exceed n, but on the other
hand the number of used (addable) edges is quasi-polynomial in n. To achieve this there must
be players which are used many (even quasi-polynomial) times. This also means that most of the
blocking edges of the tree are not part of the initial partial matching, but will become part of the
partial matching somewhere during the execution of the algorithm. For proving that the algorithm
can have a quasi-polynomial running time we will construct an instance that forces the algorithm
to use the construction tree as guideline. We will show how to pick the resources and edges in
such a way that no illegal actions are made during the execution of the algorithm (we specify this
below in statements [A] and [B]) and we proof that the algorithm must add and switch every leaf
for finding a better matching, which means that it uses quasi-polynomial time for execution (which
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Figure 2:
Left: Numbering of edges in order of appearance
Right: Numbering of the corresponding players to the vertices

will be statement [C]). More formally we will show the following:

[A] For all edges and their corresponding players and resources it must hold:
(i) Blocking edges are always part of the current partial matching and a blocking edge shares at
least one resource with the edge that it is blocking.
(ii) Addable edges are really addable, that is, an addable edge uses resources which are free at that
moment and its player is already in the tree.
(iii) Players are only used once at a time.
(iv) Number of recourses stays polynomial in the number of players

[B] We state that the algorithm is forced to choose the addable edges of the construction tree. So
every time an addable edge is chosen by the algorithm, all other addable edges with the same or
smaller distance have to be blocked by some edges currently in the tree. Let e be the addable edge,
containing player p, which we want to add according to the construction tree. To ensure that e is
added the following addable edges have to be blocked.
[I] Other addable edges also containing player p.
[II] Addable edges at the same distance as e, but containing a different player.
[III] Addable edges with lesser distance as e, automatically containing a different player.

[C] If [A] and [B] hold then the algorithm has a quasi-polynomial running time.

4.1.1 High level overview of the proof

Before we proof [A], [B] and [C] we want to give a high level overview of our proof. We do this be-
cause the proof is quite complex, with lots of small but important observations, lemma’s and tricks,
which makes it difficult to read, especially if one do not have a clear view of the big picture. First
we want to globally explain the instance we are going to create to give more intuition. After that
we want to give the high level ideas how we give every edge the right resources to achieve [A] and [B].
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As said, the algorithm will switch the edges in the same way as the construction tree is created by
Algorithm 2. The algorithm has p0 as root and will find one addable edge of p0 (the only addable
edge of p0), which will have k blocking edges, containing k players, say players p1, ..., pk. After that
it will search for the next addable edge. Since it has to find the right addable edge of p1 all other
addable edges of p1 and all addable edges of p2, ..., pk have to be blocked. Note that p1 will become
the root of a subtree of height h − 1. The new addable edge will have k blockers, say b̃1, ..., b̃k
containing players p̃1, ..., p̃k. Now the only edge which should be addable is one of p̃1, which will
be the root of a subtree of size h − 2 and the story starts over again. In the end some leaves are
reached. Note that leaves are addable edges without blockers, so they can be switched. If all leaves
of a subtree are switched, then the whole subtree can be switched (compare the order of appearance
of the vertices in the left part of Figure 2). So if for example the subtree of p̃1 is switched then the
addable edge of p1 has one blocker less and there has to be an addable edge consisting p̃2, which will
become the root of a subtree of size h− 2. After the subtree of p̃2 is fully switched, the algorithm
will go into the subtree of p̃3. In this way all vertices of the construction tree, especially all leaves,
are added. Furthermore, each leaf has its own collapse procedure, which means that there are not
only quasi-polynomial adding steps, but also quasi-polynomial collapse steps, which gives [C]. We
now want to give the mean ideas of the proofs of [A] and [B].

In the proof of [A], (iv) is the most challenging part, since a polynomial number of resources
contained in a quasi-polynomial number of edges means that some resources has to be used a
quasi-polynomial number of times. So we construct everything in such a way that (iv) remains
true. In our proof we count continually the number of resources we use and after we prove (i),(ii),
(iii) and [B] we conclude that the number of resources is polynomial, which means that (iv) is also
true. We will assume first that [B] is true and proof (i),(ii) and (iii) and after that we proof [B]
itself and include an argumentation why (i),(ii) and (iii) remain true under the proof of [B]. Note
that if the algorithm goes into the next subtree all edges in the previous subtrees are switched and
deleted, giving that all those players can used again. This observation is the most crucial part in
the proof of (iii), giving its proof almost directly. The construction tree together with (iii) and [B]
provides also that an addable edge or respectively a blocking edge will have a player which is already
in or respectively not in the tree and furthermore that blocking edges are part of the partial match-
ing when they appear in the alternating tree. This means the only thing we have to worry about is
the resources of the edges. For non-leaves we use the simply trick of defining the addable edges as
edges containing the player according to the construction tree and one resource of every blocking
edge of it (to be more precise we give a numbering on the resources in the proof of [A]). Since the
blocking edges where not present in the alternating tree this gives that the edge is addable, and
since it shares a resource with every blocking edge, those edges will automatically become blocking
edges. A more difficult problem is to make all leaves addable without using to many resources. For
this we use a trick that is less intuitively understandable. We use the fact that each blocking edge
which was not a leaf as addable edge has k resources. Of those k resources k − 1 will be free after
that blocking edge is switched. Since all blocking edges come in sets of size k we have k(k − 1)
resources which will be free to use again and we use them to give the first k leaves of the next k−1
subtrees (of the same height as the one which was switched) a resource. We use a key lemma to-
gether with the fact that the players are reversed in order when going to the next subtree to ensure
that this can done for all leaves (except the first k). All together we need O(n2/h) resources for [A].
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For the overview of the proof of [B] we will look again at our b̃1, ..., b̃k, containing p̃1, ..., p̃k, which
are blocking some p1, but we generalize it to an arbitrary height ĥ ∈ {2, ..., h − 1}. Note that
directly after p1 is added only player p̃1 is allowed to have an addable edge. Furthermore, after b̃1
is deleted from the tree p̃2 must have an addable edge, so to achieve this b̃1 has to share a resource
with that addable edge. This holds in general: Blocker b̃i must share a resource with the addable
edge of player p̃i+1 (with i = 1, ..., k − 1). We will refer to these resources in the proof of [B] as
resources of type [II]&[III]. As said earlier we also need to block all other edges of p̃1, ..., p̃k since
there must be only one edge addable. Therefore we use two tricks. By using O((log(n))2) resources
per player we will give the blocking edge b̃i shared resources with almost every other edge that
belongs to p̃i in such a way that it blocks already all but at most two edges of p̃i. One of those
will be blocked (when needed) by a resource of type [II]&[III] as we just explained and the other
one will be blocked by a resource which is present in p1 and we will refer to it in the proof of [B]
as a resource of type [I].2TO1. To achieve a polynomial number of resources we have to use the
resources of both types over and over again. Therefore we use the same trick for both types, which
is basically determine the starting and ending place of a resource (which we will call the cycle of
a resource) to see when it can be used again. We then make a case distinction on the possible
starting positions of the resources and determine how many times we can use it again. It turns out
that by the structure of the tree the total number of resources needed is O(n(n/h)2).

4.2 The proof of the statements

We will first proof statement [C] assuming that [A] and [B] are true and proof (iii) of [A] assuming
that [B] is true. After that we will look in more detail, constructing all edges to proof (i) and (ii)
and after that we will extend the edges with other resources to proof [B], also arguing why the
proof of [A] stays true.

4.2.1 Proof of [C] and (iii)

We will give two lemmas which proof [C] and (iii) under the right circumstances, beginning with
statement [C].

Lemma 2 If statements [A] and [B] are true, then statement [C] holds, i.e. the algorithm will
have a quasi-polynomial running time.
Proof:
We will show the quasi-polynomial running time through the fact that all leaves of the construction
tree are added and moreover, that every leaf has its own collapse procedure. Since the number of
leaves is quasi-polynomial [C] follows out of this.
As said, the vertices of the tree will represent the addable edges, the edges of the tree will represent
the blocking edges. This means that all leaves have no blocking edges (since they are leaves), so
when a leaf is reached by the algorithm the edge corresponding to that vertex will become part of
the matching and the corresponding blocking edge will be deleted from the matching. This means
that the vertex directly above it will have one blocker less. Therefore it follows that if the algorithm
has found all leaves of one subtree the whole subtree can be switched. But this is also the only
way the subtree is switched. This follows from the fact that in the construction tree no player has
two addable edges at the same time (which is also the reason that we can pick the addable edges
as vertices), which we ensure by [B]. To switch the root e of the subtree all the edges that block e
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have to switched. But all those k blockers do have a subtree below them which is constructed in
the same way. So for every root of those k subtrees the k blocking edges have to been switched.
But those blocking edges also have their own subtree below them. If we repeat this argument we
will reach the leaves, which means a subtree only be switched if all leaves are switched. So in
order to switch the whole tree all the leaves must be switched. Note furthermore that only one leaf
can switched at the time, which means that all leaves must have their own collapse procedure (in
contrast of all other vertices, which will switch in the collapsing procedure of the last leaf of their
subtrees). �

The following lemma shows that (iii) is true, assuming that [B] is true.

Lemma 3 Assuming that statement [B] holds, (iii) is true, i.e. no player will be twice in the
alternating tree at any point in time.
Proof:
Note that the algorithm only finds a ’new’ player p if an addable edge somewhere in the tree is
blocked by an edge in the current partial matching containing p. Furthermore we know that the
blocking edges in the tree which are not contained in the initial partial matching are added as
addable edges (and switched) beforehand. As stated by [B], the algorithm will go first to the leaves
of the tree to switch these and then it will go one step up. Each time the algorithm goes on step
up, it deletes all edges deeper in the tree of its memory, so it can use the players again. After the
algorithm went up it will go into the next subtree, beginning with adding an edge. This addable
edge corresponds to the root of the next subtree the algorithm will go into. Again the whole subtree
can be disposed to the roots, where all switched edges (which just came into the partial matching)
will be used again as blocking edges, but in reversed order of appearance. This is shown is Figure
3(b). In Figure 3(a) the initial partial matching is shown. Note that the root is unmatched, so all
edges belong to the player corresponding to the vertices below that edge.

(a) Nummering corresponding to players.
The blue edges are part of the initial matching.

(b) Addable edges are used again as blocking
edges (see colors). The gray addable edges are
used as blocking edges, but outside the scoop of
this picture

Figure 3: Tree with k = 2 and h = 6

Since only players are used again which are deleted from the memory no player can occur more
then once at the same time and thus (iii) holds. �
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In the next subsection we will assume [B] to proof statements (i) and (ii) of [A], giving resources
to all edges.

4.2.2 Proof of (i) and (ii)

Now that we have some main idea why the algorithm will have to use quasi-polynomial edges, we
will fill in the details how to achieve this. For now we will assume [B] and add recourses to the
edges to proof (i) and (ii) with it. We will count the number of resources, since we only may use
a polynomial number of them to not violate (iv).

For proving (i) and (ii) we will first add all needed resources, assuming that the resources needed
for [B] are already present, but without taking them into account. For every blocking edge in the
initial partial matching we add k resources. Furthermore we will give the first k leaves (which are
addable edges) also one resource. In total this will give us k ∗ k(h − 1) + k = O(n2/h) recourses.
Our claim is that we can use these resources over and over again, till where done. The secret of
this lies in the fact that we choose our new addable edges according to a blueprint that is included
in the (switched) blocking edges. We will now make this more precise. If we want to prove (i) and
(ii), we have to prove that for every edge e:

• If e is addable at a certain point the following holds at that moment:

- The player of e is already in the tree.

- The resources of e are not in any other edge in the tree.

• If e is blocking at a certain point the following holds at that moment:

- There is precisely one edge in the tree which shares resources with e.

- The player of e is not in the tree.

- Edge e is part of the partial matching.

To achieve this we will define five types of edges:
1. Blocking edges which are part of the initial partial matching.
2. Blocking edges which were leaves as addable edges.
3. Blocking edges which were not leaves as addable edges.
4. Edges only used as addable edges and are leaves.
5. Edges only used as addable edges and are not leaves.

Note that every edge is in precisely one subset. If we look for example at Figure 3(b) then the black
edges are of type 1, the not-blue-colored vertices/edges are of type 2, the blue-colored vertices/edges
are of type 3, the gray leaves are of type 4 and the other gray vertices are of type 5. This partition
implies the following lemma.

Lemma 4 All edges which are of type 1, 3 and 5 have minimum k resources.
Proof:
The blocking edges of type 1 have k resources by construction. The edges which where not leaves as
addable edge, did have k blocking edges, which means that they all consist of minimum k resources.
�
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We will construct the edges of types 3 and 5 in such a way that they will have precisely k resources
(excluded those needed for [B]), as we will see later on. Also the edges of types 2 and 4 will have
one resource by construction. Before we can start proving (i) and (ii) we will define an ordering
for the resources on all edges.

Ordering of the resources on an edge

We will now order the resources contained in one edge. We will restrict the ordering only to the
resources we need, which means that we do not order the recourses needed for property [B]. So for
each edge e of type 1, 3 and 5 we will order k resources, and for each edge e of type 2 or 4 we have
only one resource.

We will order the resources in the following way:
- If the edge e is of type 1 we will order the resources random.
- If the edge is of type 2 or 4 it will have one resource, so that is automatically the first recourse of
that edge.
- If the edge e is of type 3 or type 5, then there are k blocking edges attached to it when e is an
addable edge. Each of the blocking edges has its own subtree below it and the algorithm will go
into those subtrees in a specific order. The resource shared with the blocking edge which is above
the ith subtree the algorithm will go into will be ith resource of e.

In figure 4 a possible numbering of the resources is shown for k = 3 and ĥ = 3. Note that the first
edge of every blocking edge is the shared recourse with the previous addable edge. This follows
directly from the construction of the addable edges, as we will see later on.

We will now see how to construct the non-leaf addable edges such that most of the properties of
(i) and (ii) are directly satisfied.

Construction of the addable edges of types 3 and 5

Now that we have this ordering, we can look at an edge e of type 3 or 5 at the point that it is addable.
Since we assume [B] this addable edge is added and switched corresponding the construction tree.
This implies the following observation.

Observation 1 (Addable edges)
Let e be an edge of type 3 or 5. We will look at the event that e becomes addable. Since the point
in time and the position of this event is determined by the construction tree, we know the following
things:
- The player p of e is determined by the construction tree.
- The k blockers b1, ..., bk of e are determined by the construction tree.

Following the notation of Observation 1 we will construct the addable edge e in the following way:
- Edge e will contain player p.
- Edge e will contain as resources the first resource of every blocking edge bi.
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Figure 4: Possible numbering of recourses

The following lemma will show that this construction is always possible, assuming that blocking
edges of types 2 and 4 will have a resource beforehand (we will correct this assumption in Theorem
8).

Lemma 5 Let e be an edge of type 3 or 5, then e can be constructed according to the construction
described, that is, the resources and the ordening of those resources of bi are already determined
when e becomes addable.
Proof:
For the first h− 1 addable edges of type 3 this is true, because the blockers are of type 1 and thus
already constructed beforehand. If we assume that the statement is true for the first l ≥ h − 1
addable edges, lets look at addable edge e which is the l+1th to be added. Note that by Observation
1 the blocking edges b1, ..., bk of e are already determined. If bi is of type 3 or 5 then the result
follows by induction. If bi is of type 2 or 4 the result follows by Observation 3 (note that b1, ..., bk
will be of the same type, although we does not need it for the proof). �

Lemma 5 and the construction of e do imply some parts of (i) and (ii) as stated in the following
corollary.

Corollary 6 If all edges of types 1, 3 and 5 are constructed as described above then this implies:
(I) If e is of type 3 or 5, the player of e is already in the tree when e becomes addable.
(II) If e is of type 3 or 5, the resources of e are not in the tree when e becomes addable.
(III) If e is of type 1 or 3, there is precisely one edge of e which shares a resource with e when e
becomes a blocking edge.
(IV ) If e is of type 1 or 3, the player of e is not in the tree when e becomes a blocking edge.
(V ) If e is of type 1 or 3, e is part of the current partial matching when e becomes a blocking edge.
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Proof:
’(I)’ This follows directly form the fact that the time and position when e is added is determined
by the construction tree: Edge e will be added when a blocking edge is in the alternating tree
containing the same player of e.
’(II)’ and ’(V )’ Directly after e is added it will be blocked by k edges, which together contain all
k the resources of e. As stated in Lemma 5 those resources are already determined the k blocking
edges are already been added and switched as addable edges (if not of type 1) and thus are part of
the partial matching (which proofs (V )). If some resource of e was already in the tree one of the
blocking edges was also already in the tree, which is not possible since such an event is not in the
construction tree and thus this will give a contradiction on [B].
’(III)’ Note that all blocking edges only become part of the tree if an addable edge of type 3 or
5 is added (type 1 edges are never addable, type 2 and 4 are leaves as addable edges, so they do
not have blocking edges). This means that we now should look at an edge e which is a blocking
edge at a certain point. We will assume for this moment that the edges of type 2 and 4 are really
addable when added (we will prove this later). Since e will block the addable edge one step earlier
constructed by the tree, and all addable edges after it are really addable, e does block only one
edge while it is a blocking edge.
’(IV )’ If the player of e is already in the tree at the point that e is added, then it will be twice in
the tree after e is added which contradicts (iii), so also (IV ) has to hold. �

Note that we only have to look at edges of type 2 or 4. This will not be as straightforward as the
first part, since edges of types 2 and 4 do not have blocking edges that guide the way. Moreover,
choosing new resources is also not a solution, since there are quasi-polynomial leaves and we can
use only a polynomial number of resources.

Construction of the edges of types 2 and 4

Let e be an edge of type 2 or 4. Note that if we can proof that all edges of type 2 and 4 are
addable when added, we can proof easily that if e is of type 2 (and thus will become a blocking
edge) that e will satisfy (i) (i.e. e satisfies the blocking properties as blocking edge) by the same
arguments of Corollary 6 (III) − (V ). Therefore we will focus on proving that e is addable when
added. By the construction of the tree it follows that the player of e is already in the tree (since
we assume [B]). Since e is a leaf all edges in the partial matching are somewhere in the tree as
blocking edges, so all resources currently not in the tree can be chosen and also new recourses can
be chosen. As said, we will use a part of the blocking edges as a blueprint for the ’new’ resources
in the leaves. A trick like this is needed since there are quasi-polynomial leaves, but we can only
use a polynomial number of resources. We will look at the point where the algorithm starts at the
root of a subtree T of height ĥ. Note that the algorithm will go into k subtrees T1, ..., Tk of height
ĥ− 1 which are inside T . We will use the following observation.

Observation 2 (Type 2 only can appear below roots as blocking edges)
Let T be a subtree of the construction tree. Note that if some subtree T̃ is switched directly before
T is entered, the ordering of a part of the players is reversed. This means that the edges of type 2
which were the last k leaves of T̃ will be the k blocking edges which block the addable edge which is
the root of T . Moreover, all other blocking edges of T which were in T̃ as addable edges are not of
type 2 (and thus of type 1 or 3).
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We will now look at subtree T , pick some blocking edges and use the free resources to give them
to addable edges of type 2 or 4. After this construction we will analyse this and conclude that this
will give all leaves a resource. We will do the following:
Let e1, ..., ek be the first blocking edges of layer ĥ − 2 of T1. By Observation 2 e1, ..., ek has to be
of type 1 or 3. The ith resource (2 ≤ i ≤ k) of e1, ..., ek will give a blueprint for the first k leaves
of subtree Ti. More precisely: The jth leaf of Ti will exist of the corresponding player and the ith
resource of ej .

We will now analysis this. Firstly we will see that the resources remain free until the leaves are
added. After that we will give a constructive lemma and use it to proof that this construction can
be done with all leaves (except the first k).
Note firstly that this gives every first k leaves of subtrees T2, ..., Tk one unique resource, if we can
show that these resources are not used anywhere else. It is clear that when the algorithm starts
at subtree Ti all edges of T1 are switched (by the construction tree), so e1, ..., ek are not in the
tree anymore and the only resources of e1, ..., ek which are used directly are the first resources of
them (since they are used by the addable edge of which e1, ..., ek are the blocking edges). Note
that all addable edges of types 3 and 5 will pick the first edges of there blocking edges, so the only
way that the ith resource of ej is picked is through an addable edge of type 2 or 4. The following
constructive lemma will gives us insight why above argument is enough for proving that every edge
of type 2 or 4 will have resources that are currently not in the tree.

Lemma 7 Let e be a leaf of the tree, where e is not contained in the first k leaves the algorithm
goes into. Then there exists an 3 ≤ ĥ ≤ h, an i ∈ {2, ..., k} and a subtree T of height ĥ, such that
T consists of k subtrees T1, ..., Tk, where Tj has height ĥ− 1 for all j ∈ {1, ..., k} and such that e is
contained in the first k leaves of Ti.
Proof:
Let e be a leaf of the tree, where e is not contained in the first k leaves the algorithm goes into.
Start at h̃ = 3. We will repeatedly look at the subtree T̃ of height h̃ to see if we can find the Ti
we are looking for. Divide the subtree T̃ into T̃1, ...T̃k and let T̃i be the subtree where e is part
of. If i ≥ 2 then define T := T̃ and Ti := T̃i and stop. Note that e is automatically part of the
first k leaves of Ti since Ti has height 2 and therefore only k leaves. If i = 1 then will go through
the same procedure, but with h̃ = h̃ + 1. We will continue this until it stops or we reach h̃ = h.
If it stops for some ĥ then we found Ti, i > 1 such that e ∈ Ti of height ĥ − 1 and we have to
verify that e is indeed part of the first k leaves of Ti. If this does not stop, we reach h̃ = h, so T
is the whole tree and e has to be in Ti = T1. Note that this would mean that e is part of the first
k(h−1)−1 = kh−2 leaves (recall that there are kh−1 leaves in total). But for both cases we know that
we already looked at Ti one step earlier in the algorithm and that e was part of the first subtree
of the k subtrees of Ti (otherwise the algorithm stopped earlier). This means that e is part of the

first k(h̃−2)−1, k(h−2)−1 leaves respectively. We can continue this argument the whole way down,
which means that e is part of the first k(h̃−2)−(h̃−3) = k, k(h−1)−(h−2) = k leaves respectively, giving
that if the algorithm stops (so in the first case) it will satisfy the statement of the lemma and if it
not stops (the second case) e has to be one of the first k leaves of the tree, which contradicts the
assumption that e was not part of them. �

Now we can give the following observation which will give the construction of all leaves.
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Observation 3 (Construction of edges of types 2 and 4)
If we pick an edge e of type 2 and 4 we can have two situations:
- The edge belongs to the first k leaves. Then it has a new resource by construction.
- We can use Lemma 7 to find the subtrees T , T1 and Ti and then e is constructed according above
method, which provides ’new’ resources. Note that no two leaves will get the same resource from
the same blocking edge.

To clarify this blueprint idea we will give an example for k = 3 and ĥ = 4, which is given in Figure 5.

Figure 5: The circled resources are used for determining the resources of the leaves. Note that
resources 19-24 and 25 (and 26, 27), 28 (and 29, 30) may also be used as blueprint, but outside the
given subtree.

Note that we have several pieces of the proof (i) and (ii), but that, for now, the overview of the
whole proof can still be vage, since some of those pieces refer to each other. Therefore we give
Theorem 8 which will be basically the proof of statement [A].

Theorem 8 Assuming statement [B] is true and uses for achieving this only a polynomial number
of resources, [A] has to hold.
Proof:
Let [B] be true, achieved in a polynomial number of resources. We already say that (iii) holds.
Also, using the resources as described above, (iv) has to hold. Note furthermore that (I) and (IV )
of Corollary 6 directly hold by their proofs stated there.
We start with the initial partial matching and their resources already present. This means that we
can give resources (and the ordering of them) to all addable edges which will be blocked by the
edges present in the initial partial matching. We also can add the first k leaves, since they are given
new resources. After this we can follow the tree, alternatively use the argument of (II) and (V ) (a
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number of times if necessary) and Observation 3 providing every edge with a resource. After we
have done that we can state the proof of (III), which will give the completion of [A]. �

This completes our proof of (i) and (ii) assuming [B]. Now it is time to prove [B] itself.

4.2.3 Proof of [B]

In this subsection we will add resources such that [B] has to hold. This means that every time
the algorithm adds an addable edge, the algorithm has to be forced to chose the addable edge
determined by the tree. Thus all other addable edges of the same or smaller distance has to be
blocked. Recall that we have to consider three sorts of addable edges that need to be blocked:
[I] Other addable edges also containing player p.
[II] Addable edges at the same distance as e, but containing a different player.
[III] Addable edges with lesser distance as e, automatically containing a different player.

We will first look at situation [I], after that we will focus on [II] and [III] together and finally we
will show that [B] together with the added resources will still imply (i)− (iii).

Blocking edges of type [I]: Going from quasi-polynomial to two options

Since there are players which has quasi-polynomial many possible addable edges, we will first focus
on one fixed player and dramatically drop down its possible addable edges. Firstly we will give p0

only one possible addable edge (the one constructed in the proof of (i) and (ii)), thus this means
that we do not have to look at edges with player p0. So let us focus now on edges of a specific
player p 6= p0. Note that every addable edge of p will have a blocking edge before it (also belonging
to p) and most of them (those of types 1, 2 and 3) will be a blocking edge sometime and thus will
have an addable edge after it (also belonging to p). If we start at the first blocking edge e0 (which
is in the initial partial matching), we look at the edge which comes after it as addable edge (which
we will call e1) and we will continue to do that, this will determine a sequence of edges belonging to
p, going from e0 to em−1, where m can be a quasi-polynomial number in n. Note that all addable
edges of p are found in this way. We will use a method which uses O((log(n))2) resources to achieve
that ei will block all ej , except ei−1 and ei+1 for all i. Note that this means that if p has an addable
edge, p only can have one or two of them, since the blocking edge containing p which is currently in
the tree blocks all other possible addable edges even when there are quasi-polynomial many. The
problem that the method will take care of is the following:

Problem 1 Let U = {u0, ..., us−1}, V = {v0, ..., vt−1} where s = t or s = t − 1. Determine a set
hyperedges E such that

∃E ∈ E : ui, vj ∈ E ⇔ j /∈ {i, i+ 1}.

In other words, each ui is directly connected with all vj except vi and vi+1.

Our method is based on a more simple method, which we will call the Binaire method, for a slight
easier problem, where each ui has to be directly connected with vj , except if i = j. We will first
describe the Binair method and then rewrite it to find the right method for our problem.
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Method 1 : Binaire method
Firstly we will add dummy vertices for both U and V such that |U | = |V | = 2s̃ and s̃ := dlog2(t)e.
We will write each i = 0, ..., 2s̃− 1 in binair notation. Let πk : {0, ..., 2s̃− 1} → {0, 1} the map such
that πk(i) gives the kth most significant digit in the binair notation of i. Then we will add for each
k = 1, ..., s̃ the following two hyperedges:
- Hyperedge 1: Include all ui such that πk(i) = 0 and all vj such that πk(j) = 1
- Hyperedge 2: Include all ui such that πk(i) = 1 and all vj such that πk(j) = 0
Let ui ∈ U and vj ∈ V . Note that if i = j, ui and vj can not be contained both in the same
hyperedge, since i and j do not differ anywhere in binair notation. If i 6= j, then they differ
somewhere, which means that there exists a πk such that πk(i) = L and πk(j) = 1−L, L ∈ {0, 1},
so they are both contained in the same hyperedge and thus directly connected.

2

What essentially is the case in this method is that we divide U and V into two parts (U1, U2, V1, V2)
and then we connect all vertices of U1 to all vertices of V2 and all vertices of U2 to all vertices of
V1 using two hyperedges. For the second round we divide U1 and U2 again, so we get U11, U12, U21

and U22. We will also do this with V . Then we connect U11, U21, V12, V22 with a hyperedge and
we connect U12, U22, V11, V21 with a hyperedge. Repeating this gives dlog2(t)e divisions. Looking
at the original problem we see that we can not do this directly, since we will get problems at the
border (the last element of U1 can not be connected to the first element of V2). This gives that the
following method, which we will call the Complex binaire method, can not be as elegant as the one
just described, however it is still use dlog2(t)e hyperedges and is based on the same idea.

Method 2 : Complex binaire method
Just as before we will add dummy vertices for both U and V such that |U | = |V | = 2s̃ and
s̃ := dlog2(t)e. Let πk : {0, ..., 2s̃ − 1} → {0, 1} the map such that πk(i) gives the kth most sig-
nificant digit in the binair notation of i. Note that πs̃+1(i) = 0 for all i. We will add for each
k = 1, ..., s̃ the following two hyperedges:
- Hyperedge 1: Include all ui such that πk(i) = 0 +πk+1(i) and all vj such that πk(j) = 1 +πk+1(j)
and uj−1 is not in the hyperedge
- Hyperedge 2: Include all ui such that πk(i) = 1 +πk+1(i) and all vj such that πk(j) = 0 +πk+1(j)
and uj−1 is not in the hyperedge

We will now analyse this. So again let us look at ui ∈ U and vj ∈ V . Note that it is still true
that if i = j, ui and vj can not be contained both in the same hyperedge, since i and j do not
differ anywhere in binair notation. Furthermore, if i = j− 1 then ui and vj can not be in the same
hyperedge by construction of the hyperedges.

Now let i /∈ {j − 1, j}. We define k̂ as the highest binair entry where i and j differ. Especially
this means that πk̂+1(i) = πk̂+1(j) and πk̂(i) = 1 − πk̂(j). If uj−1 is not in the hyperedge then vj
is in the same hyperedge as ui. Therefore we can only have to look at the case that uj−1 is in the
hyperedge. For this we will consider three cases.

1. πk̂+1(j − 1) 6= πk̂+1(j)

This means the last k̂ entries of j has to be zeros, since only then the k̂+ 1 entry goes down by one
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going from j to j−1 (and the last k̂ entries of j−1 has to be all 1). So πk̂(j−1) = 1−πk̂(j), so both
πk̂+1(j − 1) and πk̂(j − 1) differ one from πk̂+1(j) and πk̂(j) giving that πk̂(j − 1) + πk̂+1(j − 1) ≡
πk̂(j) +πk̂+1(j) 6≡ πk̂(i) +πk̂+1(i) and therefore uj−1 is not in that hyperedge, giving contradiction.

2. πk̂+1(j − 1) = πk̂+1(j) and j < i

Since j < i and k̂ is the highest entry that i and j differ it has to be that πk̂(i) = 1 and πk̂(j) = 0.
Furthermore since πk̂+1(j − 1) = πk̂+1(j) and πk̂(j) = 0 it follows that πk̂(j − 1) = 0. This gives
πk̂(j − 1) + πk̂+1(j − 1) = πk̂(j) + πk̂+1(j) 6≡ πk̂(i) + πk̂+1(i) as in case 1, again giving that uj−1 is
not in the hyperedge, giving contradiction.

3. πk̂+1(j − 1) = πk̂+1(j) and i < j − 1

We know that πk̂(j − 1) = 1− πk̂(j), since uj−1 is in the hyperedge. This gives that the last k̂ − 1

entries of j has to be zeros and the last k̂ − 1 entries of j − 1 has to be ones. Note that this gives
no contradiction of any kind, since this can actually happen. So we did not consider the right
hyperedge yet.
Let k̃ be the first entry where i and j−1 differ. We will look at the hyperedge of πk̃ which contains

ui. Note that πk̃+1(i) = πk̃+1(j − 1), so uj−1 is not part of this hyperedge. If k̃ < k̂ it follows that
πk̃+1(j − 1) 6= πk̃+1(j) and πk̃(j − 1) 6= πk̃(j), since πk̂(j − 1) = 1 − πk̂(j) and since we have seen

that the last k̂−1 entries of j has to be zeros and the last k̂−1 entries of j−1 has to be ones. This
gives πk̃(j) + πk̃+1(j) ≡ πk̃(j − 1) + πk̃+1(j − 1) and thus is vj also in that hyperedge (since uj−1

is not), which would complete this final case. The only thing we still have to show is that k̃ < k̂
which is proven in the following claim.

Claim: k̃ < k̂
Proof: Note that k̃ 6= k̂ since πk̂(j − 1) = 1− πk̂(j). Suppose k̃ > k̂. This means that πk̃(j − 1) =

1− πk̃(i) = 1− πk̃(j) and, furthermore, this means that all higher entries than k̃ are the same for
i, j − 1 and j.
If πk̃(j − 1) = 1 then πk̃(j) = πk̃(i) = 0 but since j > j − 1 it follows that there has to be a higher
entry for which j and j − 1 differ, giving a contradiction.
If πk̃(j − 1) = 0 then πk̃(j) = πk̃(i) = 1. But since i, j − 1 do not differ at a higher entry as k̃ this

implies that j − 1 < i giving again a contradiction. Thus it follows that k̃ < k̂.

2

To use this method we will define U := {e2i|i = 1, ..., bm/2c} and V := {e2i+1|i = 0, ..., b(m−1)/2c},
giving all elements of U the same resource and all elements of V the same resource (which difference
from the resource given to U). Note that if |U | = s and |V | = t then s = t or s = t−1. Furthermore
ui has to block all vj except if i ∈ {j, j − 1}. So we constructed Problem 1 and therefore we can
use the method now, giving us O(log(kh−1)) = O((log(n))2) needed resources such that ej blocks
everything but ej−1 and ej+1. Since we use this method for k(h − 1) < n players, we get a total
complexity of O(n(log(n))2). We will now discus two observations. The first one is about the
uniqueness of the edges, the second one describes the problem we still have to deal with before we
can ensure that [I] holds.
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Observation 4 (All resources are unique)
Note that all edges are unique in the way that they can not have precisely the same resources. If
e and f are two edges containing different players, then they have different resources, since the
resources e gets from the Complex binair method are not used for any edges containing the player
of f . If e and f are part of the same sequence, so if they contain the same player, there is at least
one edge that e blocks and f do not blocked or visa versa, since they both block everything except
their neighbor(s). This means that they can not have precisely the same resources.

Observation 5 (There are still two addable edges)
Note that blocking all except ei−1 and ei+1 is the best an edge ei can do. Edge ei is not allowed to
block ei+1, since ei+1 has to remain addable when ei is a blocking edge. Edge ei is not allowed to
block ei−1, since then ei−1 is also blocking ei, but ei has to be addable if ei−1 is a blocking edge.
This means that we have one remaining problem we have to solve in order to proof [I]. If ei is a
blocking edge, then ei−1 is not blocked and thus can be added as addable edge, which means that
there are still two addable edges containing the same player as ei in most situations.

Blocking edges of type [I]: Going from two to one option

We will now deal with the problem discussed in Observation 5. Let ei be part of the sequence
of edges of player p. Assume that ei is currently a blocking edge. To ensure that [I] holds we
have to somehow block ei−1. Note that we can not solve this problem by giving some ej a shared
resource with ei−1, so we have to use edges belonging to different players then p. We solve this
as follows: We give ei−1 an extra resource r, which we also give to the edge ẽ that ei blocks. We
will say that such a resource is of type [I].2TO1. When ei is a blocking edge then automatically ẽ
is in the tree and blocks ei−1 as an addable edge. Furthermore, since ẽ starts as an addable edge,
it is not part of the tree when ei−1 is an addable or a blocking edge, so ei−1 will not block ẽ. So
this seems like the perfect solution, except for the fact that there are quasi-polynomial edges, so
we have to use resources over and over again if we want to have a polynomial number of resources
in total. The following observations and definitions will have a key role in reducing the resources.

Observation 6 (Cycle of a resource of type [I].2TO1)
A resource r of type [I].2TO1, contained in both ei−1 and in the addable edge ẽ which is blocked by
ei, has a cycle in appearance. It will appear in the following order:
1. In ei−1, where ei−1 is an addable edge
2. In ei−1, where ei−1 is a blocking edge
3. In ẽ, where ẽ is an addable edge
4. In ẽ, where ẽ is a blocking edge
Or it will not have this full cycle, but still have the pairwise order of this cycle. In that case ei−1

is in the initial partial matching or ẽ is in the final partial matching. We define this cycle as the
cycle of r and we write C(r).

Definition 9 Let T be a tree. We call T̃ a complete subtree if T̃ ⊆ T , T̃ is a tree, T \ T̃ is
connected and p0 ∈ T̃ ⇔ T̃ = T .
Intuition: Let p be the root of T̃ , then all edges (and vertices) below p in T have to part of T̃ . If
one edge is not part of T̃ then the vertex below it is not part of T̃ (since T̃ is a tree) and thus it is
part of T \ T̃ , which means that T \ T̃ can not be connected.
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Observation 7 (When r can be used again)
Let r be a resource of type [I].2TO1. Let T be the smallest complete subtree such that C(r) ⊆ T
and let T have height h̃. Then r can be used again as a resource r̃ of type [I].2TO1 at any place as
long as the union of the smallest complete subtree T̃ , with C(r̃) ⊆ T̃ , and T is empty.

We will now use these observations to use the resources of type [I].2TO1 over and over again. Recall
that every edge is somewhere an addable edge except if it is part of the initial partial matching.
This implies that we can use the following method to block all remaining addable edges of type [I].

Method 3 [I].2TO1 method
We separately look at the edges of the initial partial matching and the other edges.

Edges of initial partial matching:
Let p 6= p0 and let e1, ..., em be the corresponding edges. Give e1 (which is part of the initial partial
matching) an unique resource, which is also given to the edge that is blocked by e2, if this edge exists.

Other edges:
Repeat till done:
1. Pick the first addable edge e0 which does not have a resource of type [I].2TO1.
2. Add a resource r of type [I].2TO1 according to its cycle.
3. Find the smallest complete subtree T0 such that C(r) ⊆ T0

4. Find all other complete subtrees Tj with the same height as T0.
5. Locate all ej , where ej is the addable edge in Tj which is in the same position as e0 in T0.
6. For all j > 0: Add r as a resource of type [I].2TO1 according to its cycle, beginning by ej .

2

Since the method repeat itself until there are no addable edges left without a resource of type
[I].2TO1 and looks at the edges of the initial partial matching separately, it will give all edges such
a resource. Furthermore, since it gives a new edge a resource every iteration it will stop. We will
now analyse this method to find the number of resources it uses. First we will formulate a lemma
which determines the number of times a resource can be used again if the height of the smallest
complete subtree that contains its cycle is known. After that will state and proof an algorithm for
finding the height of this tree. Then we use the algorithm in a case analysis on different starting
positions of addable edges to get the heights we were looking for and use the lemma so that we can
count the number of resources of type [I].2TO1 needed.

We will now start with the analysis. Note that all edges of the initial partial matching get there
own resource. This are k(h − 1) ≤ n edges (see section 4.1), so that gives us O(n) resources. All
other resources of type [I].2TO1 may be used again. The following lemma is stating the number of
times a resource will be used again by Method 3.

Lemma 10 Let r be a resource of type [I].2TO1 and let T be the smallest complete subtree such

that C(r) ⊆ T . Let h̃ be the height of T . Then this resource can be used for in total kh−h̃ times.
Proof:
Let r be a resource of type [I].2TO1 and let T be the smallest complete subtree with C(r) ⊆ T
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and h̃ be the height of T . If there is another complete subtree T̃ of height h̃, then the method will
use r again in T̃ if T and T̃ are disjoint. Since the method will uses the same starting position for
the cycle in T̃ as it did in T the cycle of r will be contained in T̃ . Note that there are h− h̃ layers
above the root of T in the full tree. Every vertex of height ĥ will split into k complete subtrees of
height ĥ− 1. So there will be kh−h̃ complete subtrees of height h̃, which are all complete disjunct.
Observation 7 now gives the proof. �

To achieve our goal we will make a case analyses, where we look at classes of addable edges,
determining the height of the smallest complete subtree which contains the cycle of a type [I].2TO1
resource starting at an edge of that class. Using that height, we use Lemma 10 and count the
number of resources needed for that class. Before we can do this we will give Algorithm 3 that will
give the height we are looking for, given an addable edge e. The algorithm uses a signature of e,
which we will define first and clarify with a small example.

Definition 11 Let e an edge in the tree. We will define the signature of e as a sequence Se :=
(e1, ..., eh, D), where Se(j) := ej ∈ {0, 1, ..., k} and D ∈ {A,B}. If ej = s > 0 then e is contained in
the sth complete subtree of height h+ 1− j which is contained in the complete subtree determined
by ej−1, ..., e1. If e is not a leaf and has height t, then eh−t+2, ..., eh = 0. If e is an addable edge
then D = A, if e is a blocking edge then D = B. We will write S = Se and Se(j) = S(j) for shorter
notation.

For clarification we have the following example.

Example 1 In figure 6 some edges and vertices of the construction tree are numbered. The signa-
tures and heights of those edges are:
1. (1,1,1,1,A), height 1
2. (1,1,2,0,A), height 2
3. (1,1,2,0,B), height 2
4. (1,2,0,0,B), height 3
5. (1,2,3,0,A), height 2
6. (1,3,2,2,A), height 1

Figure 6: A numbering of some vertices and edges

Notice that e1 = 1 for all e.
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We will now state Algorithm 3, which determines for an addable e the height of minimum complete
subtree T such that C(r) ⊆ T , where r is an resources of type [I].2TO1 which cycle starts at e.

Input : Signature S of addable edge e
Output: Height of minimum complete subtree T such that C(r) ⊆ T , where the cycle of r

starts at e

Set h̃ = 0;
Set (S, h̃) = nextStep(S, h̃);
Set S(D) = A;
Set (S, h̃) = nextStep(S, h̃);
Pick last non-zero element of S and make it zero; Set S(D) = A;
Set (S, h̃) = nextStep(S, h̃);
return h̃;

With the following nextStep(S, h̃):

Input : Signature S of addable edge e, integer h̃
Output: Signature S̃ of blocking edge e, max{h̃,minimum height of a complete subtree T

such that S, S̃ ∈ T}
if S(D) = A then

Set S(D) = B;
Pick last non-zero element of S, say it is on position i. Set u = S(i);
Add one at S(i− 1) with base k + 1 (so if S(i− 1) becomes k + 1, then set S(i− 1) = 0
and set S(i− 2) = S(i− 2) + 1 etc.);
Set S(i) = 0;
Count number of zeros, say there are j of them;
if j < h− 1 then

for (l = 0; l < j; l + +) do
if l > j + i− h− 1 then

Set S(h− l) = 1;
endif
else if l = j + i− h− 1 then

Set S(h− l) = k − u;
endif
else

Set S(h− l) = 0;
endif

end

Set h̃ = max{h̃, j + 2};
return (S, h̃)

endif
else

Stop whole algorithm. Output: h;
endif

endif

Algorithm 3: Finding the height of the minimum complete subtree which contains C(r)
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We will proof the correctness of the algorithm in the following lemma.

Lemma 12 Let e be an addable edge and r be a resource of type [I].2TO1, which starts its cycle at
e. Then Algorithm 3 finds the height of minimum complete subtree T such that C(r) ⊆ T correctly.
Proof:
The proof will be in two parts. First we will proof the method ’nextStep’ works correctly. After
that we will use this to proof that the whole algorithm works correct. To proof the ’nextStep’
works correct it is essential to know what it should achieve. Therefore we will give and proof the
following claim about what ’nextStep’ does.

Claim: Let e be an addable edge with signature S and let h̃ < h the input for ’nextStep’. The
method ’nextStep’ will find either the signature of e as blocking edge and the height ĥ of the
complete subtree which contains both e as addable and blocking edge and returns maximum of h̃
and ĥ or it will return that ĥ = h.
Proof: Let h− i =: φ. Note that φ is the number of zeros in S. Furthermore, φ+ 1 is the height of
e. Remark: It is important to see that the height of an edge in the tree is opposite to the position
of the last non-zero entry in its signature; If e is at height ĥ, then the last non-zero entry in its
signature is at position h+ 1− ĥ.
Let ê be the addable edge directly above e, so with height φ + 2 (note that e can not be the root
of the complete tree by Method 3). According to the construction tree e will become a blocking
edge in the next subtree the algorithm will go into after ê is switched (recall the construction tree
follows a depth first search). We denote the height of this subtree by j′ ≥ φ + 2. The difference
between j′ and φ+ 2 is equal to the number of consecutive entries with value k ending at position
i− 1 in the signature in e, since these determine how many extra layers the algorithm will go up.
The algorithm will go into the next subtree at height j′. This means that S(h + 1 − j′) should
increase by one (note that this can be done since S(h + 1 − j′) < k) just as done by ’nextStep’.
Furthermore it will (temporary) give entry s value zero, for all s > h + 1 − j′. After this j is
defined as the number of entries with value 0. Therefore it follows that j′ = j+ 1. Note that j′+ 1
will denote the height of the complete subtree which both contain e as addable and blocking edge
since h+ 1− (j′ + 1) is the lowest entry which does not change in the signature. So if j′ = h (i.e.
j ≥ h − 1) it follows that h̃ = h which means that the full cycle is not even contained in the tree
and thus only a part of the cycle is used (since S(1) has to be always 1). If this is not the case then
ĥ = j′ + 1 = j + 2 and so it follows that

max{h̃, j + 2} = max{h̃, ĥ}.

This gives a part of the claim, which means that we only should look if the signature of e as blocking
edge is found correctly if ĥ < h. Since the order of players is reversed if a new subtree is entered
the signature S̃ of e as blocking edge will be:

S̃(l) =


S(l) 0 < l < h+ 1− (j + 1)
S(l) + 1 l = h+ 1− (j + 1)
1 h+ 1− (j + 1) < l < h+ 1 + φ− j
k − u l = h+ 1 + φ− j
0 h+ 1 + φ− j < l < h+ 1
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Or equivalently

S̃(h− l) =


S(h− l) h > l > j
S(h− l) + 1 l = j
1 j > l > j − φ− 1
k − u l = j − φ− 1
0 −1 < l < j − φ− 1

We can rewrite j − φ − 1 = j + i − h − 1 (recall that φ = h − i) giving precisely the ’for-loop’ of
’nextStep’. This means that ’nextStep’ will determine S̃ correctly completing the proof of the claim.

Now that we have proven that ’nextStep’ determines the signature of e as blocking edge, we can use
Observation 6 to determine the whole cycle. This is what basically is done in the first part of the
algorithm. It begins with an edge ei−1 which is an addable edge and it uses ’nextStep’ to find the sig-
nature of ei−1 as blocking edge and the height h̃ of the subtree which contains both ei−1 as addable
and blocking edge. According to the cycle the resource r appears again in ẽ, which is the addable
edge which will be blocked by ei. Therefore the algorithm has to find the signature of ei, when ei is
a blocking edge. The only thing we know about ei is that it is the addable edge appearing directly
below ei−1 as blocking edge and therefore ei (as addable edge) has the same signature as ei−1 (as
blocking edge) aside from S(D). So we set D = A and use ’nextStep’ again to find the signature
of ei as blocking edge. We know that ẽ is directly above ei as blocking edge, so we can just delete
the last non-zero number of the signature and set S(D) = A to get the signature of ẽ as addable
edge. Again we use ’nextStep’ to find the signature of ẽ as blocking edge, which completes the cycle.

The only thing we still have to verify is that the algorithm will find the proper height of the smallest
complete subtree T such that C(r) ⊆ T .
If the algorithm stops because j ≥ h− 1 then the tree does not contain the whole cycle, so in that
case the output h̃ = h is indeed correct.
If the algorithm stops because it found the signature of ẽ then it has determined the heights of
the smallest complete subtrees T1, ..., T3 of ei−1, ei and ẽ as addable and blocking edge, which we
will call h1, h2, h3 respectively. The output is the maximum of these three heights (maximum is
taken in ’nextStep’). Note that ei−1 as addable edge has the same first h + 1 − h1 entries of the
signature of ei−1 as blocking edge (since h+ 1− h1 will be the last entry for which the signatures
does not differ). Furthermore, the only difference in signature between ei−1 as blocking edge and ei
as addable edge is that Sei(D) = A and Sei−1(D) = B. Therefore the same first h+1−max{h1, h2}
entries of the signatures of ei−1 as addable edge and ei as blocking edge are the same. Also the
signatures of ei as blocking edge and ẽ differ only in non-significant way compared to the height of
the subtrees (they are directly above each other, so they are both contained in T2 and T3), which
means that we can repeat the given argument to achieve that the signatures of ei−1 as addable
edge and ẽ as blocking edge have the same first h+ 1−max{h1, h2, h3} entries. Note that although
ei is not contained in the cycle it is contained in T (because ei−1 will be added before ei−1 will be
an addable edge and ẽ will be a blocking edge after ei is a blocking edge) meaning that h2 can not
be larger than the height of T and thus giving that max{h1, h2, h3} is indeed the height of T . This
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completes the proof. �

In the case analysis we will make use of the next observation which basically pair all edges in pairs
of k edges.

Observation 8 (Last non-zero entry in signature is not relevant)
In Algorithm 3, u is used as last non-zero number in (e1, ..., eh, A). Note that in the algorithm u
is only used for setting the next last non-zero number in (e1, ..., eh, B). So u does not effect the
minimum height of the complete subtree T at all. This means that we can ignore the precise value
of u for determining which addable edges belong to a certain height of the corresponding subtree.

Now we will go to the case analysis of 6 cases in total, where we will look per case how many
different resources we need to give every edge a resource, using Lemma 10 to use resources multiple
times. It turns out that all cases are familiar to each other, therefore we only work out one case
here and will give the overview of the others. These cases are fully worked out in the Appendix A.

Let e be an addable edge. Let p be the number of zeros in the signature (so p+ 1 is the height of
e). We will denote the last non-zero element of the signature with 0 < υ ≤ k, which is an abstract
variable that can have different values in different signatures (we can do this by Observation 8). We
will look at the case that p > 1, so the case that e will have height 3 or higher. We will determine
a formula for the height of the minimum complete subtree which contains the cycle of the resource
of type [I].2TO1 starting at e. For achieving this we will use Algorithm 3. After we have derived
the formula we will directly look at the number of edges which are part of this case and we will use
Lemma 10 to see how many resources we need.

Case 1: p > 1
We assume p < h − 2 since the 1 + k players at the highest two layers of the tree only have a
sequence of at most two edges and thus do not need resources of type [I].2TO1. The signature
of e is of the form (e1, ..., eh−p−1, υ, 0, ..., 0). Let q be the number of consecutive ej ’s ending at
eh−p−1 which have value k. So if k = 3 and the signature is (1, 2, 1, 3, 3, 2, 0, 0, 0) then p = 3,
υ = eh−p = e(9−3) = e6 = 2 and q = 2. We will consider three subcases.

Subcase 1.1: q = 0
In this case Algorithm 3 gives the following (each step shown):
(e1, ..., eh−p−1, υ, 0, ..., 0, A) (p zeros)
(e1, ..., eh−p−1 + 1, 1, ..., 1, 1, υ, B) (p ones)
(e1, ..., eh−p−1 + 1, 1, ..., 1, 1, υ, A) (p ones)
(e1, ..., eh−p−1 + 1, 1, ..., 1, 2, υ, B) (p− 1 ones)
(e1, ..., eh−p−1 + 1, 1, ..., 1, υ, 0, A) (p− 1 ones, 1 zero)
(e1, ..., eh−p−1 + 1, 1, ..., 2, 1, υ, B) (p− 2 ones, 1 two, 1 one)

Recall that the height of the subtree is h + 1 − l, where l is the position of the last entry in the
signature that does not change. This means that the height of the subtree is h+ 1− (h− p− 2) =
3 + p = 3 + p+ q.

Subcase 1.2: q = 1
In this case Algorithm 3 gives the following (each step shown):

31



(e1, ..., eh−p−q−1, k, υ, 0, ..., 0, A) (1 k, p zeros)
(e1, ..., eh−p−q−1 + 1, 1, ..., 1, 1, υ, 0, B) (p ones, 1 zero)
(e1, ..., eh−p−q−1 + 1, 1, ..., 1, 1, υ, 0, A) (p ones, 1 zero)
(e1, ..., eh−p−q−1 + 1, 1, ..., 1, 2, 1, υ, B) (p− 1 ones, 1 two, 1 one)
(e1, ..., eh−p−q−1 + 1, 1, ..., 1, 2, υ, 0, A) (p− 1 ones, 1 two, 1 zero)
(e1, ..., eh−p−q−1 + 1, 1, ..., 1, 3, 1, υ, B) (p− 1 ones, 1 three, 1 one)

Using the same analysis for the height of the subtree we get h+ 1− (h− p− q − 2) = 3 + p+ q.

Subcase 1.3: q > 1
In this case Algorithm 3 gives the following (each step shown):
(e1, ..., eh−p−q−1, k, ..., k, υ, 0, ..., 0, A) (q k’s, p zeros)
(e1, ..., eh−p−q−1 + 1, 1, ..., 1, 1, υ, 0, ..., 0, B) (p ones, q zeros)
(e1, ..., eh−p−q−1 + 1, 1, ..., 1, 1, υ, 0, ..., 0, A) (p ones, q zeros)
(e1, ..., eh−p−q−1 + 1, 1, ..., 1, 2, 1, ..., 1, 1, υ, B) (p− 1 ones, 1 two, q ones)
(e1, ..., eh−p−q−1 + 1, 1, ..., 1, 2, 1, ..., 1, υ, 0, A) (p− 1 ones, 1 two, q − 1 ones, 1 zero)
(e1, ..., eh−p−q−1 + 1, 1, ..., 1, 2, 1, ..., 2, 1, υ, B) (p− 1 ones, 1 two, q − 2 ones, 1 two, 1 one)

Again we get the same formula for the height of the subtree: h+ 1− (h− p− q − 2) = 3 + p+ q.

This means that for all e which will be considered in case 1 the height of the subtree will be 3+p+q.
We will now analyse the number of resources needed for all edges at layer p + 1. Note that the
total number of addable edges in layer p + 2 is kh−(p+2), which all have k addable edges of layer
p + 1 as children. Note furthermore that these kh−p−2 addable edges can be ordered in groups of
k edges (all child of the same addable edge at layer p+ 3) and precisely all last of those groups of
edges have q 6= 0. So there are k(kh−p−2− kh−p−3) edges for which q = 0. Lemma 10 gives that we
need k(kh−p−2 − kh−p−3)/kh−3−p = k2 − k resources for q = 0 (we can use Lemma 10 in this way
by the symmetry of our construction tree).
Note that we can give a same sort of argument for every value of q. We have k(kh−p−q

′−2−kh−p−q′−3)
resources with q = q′, so Lemma 10 gives that we need k(kh−p−q

′−2−kh−p−q′−3)/kh−3−p−q′ = k2−k
resources for the case q = q′. Since S(1) = 1 it follows that maximum value of q is (h− 1)− 1− p.
To get the total number of resources used for all edges which will be considered in case 1 we sum
over all q and p:

h−3∑
p=2

h−p−2∑
q=0

k(kh−p−q−2 − kh−p−q−3)

kh−3−p−q =

h−3∑
p=2

h−p−2∑
q=0

k2 − k = O(h2k2) = O(n2).

Overview of other cases:
We now will give an overview of the results when above procedure is repeated in the other cases.
As said, the full analysis is in Appendix A. We will see that every case will have its own formula
for the height of the correct smallest complete subtree. To get a better view about the relation
between the formulas we will use the following definitions.

Definition 13 Let S = (e1, ..., eh−p−1, υ, 0, ..., 0, D) be a signature, with p zeros and υ ∈ {1, ..., k}
an abstract variable. We denote
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Table 1: Formulas of height of minimum complete subtree in different cases

Case Formula

p > 1 3 + p+ q̂0

p = 1 3 + p+ q̄

p = 0, q > 1 3 + p+ q̂1

p = 0, q = 1 3 + p+ q̂2
4

p = 0, eh−p−1 = k − 1 3 + p+ q̃2

p = 0, eh−p−1 < k − 1 3 + p+ q̃1

(i): q̂i := number of consecutive entries directly before υ, where at most i entries can be a k − 1
and the rest has to be a k.
(ii): q̄ := number of consecutive entries directly before υ, where the first entry can be a k − 1 and
the rest has to be a k.
(iii): q̃i := number of consecutive entries directly before υ, where i entries does not have to be a k
and the rest has to be a k.

Note that q̃0 = q̂0 = q. To clarify the other definitions we give the following example.

Example 2 We consider the following three signatures:
S1 = (1, k − 2, k, k − 1, k, k, k − 4, 0, 0, B),
S2 = (1, 3, 7, k, k − 14, k, k − 1, 4, A),
S3 = (1, k, k, k − 4, 2, A)

For S1 this will give: h = 9, p = 2, υ = k − 4, q̂0 = 2, q̂i = 4 (i ≥ 1), q̄ = 2,q̃1 = 4, q̃2 = 5.
For S2 this will give: h = 8, p = 0, υ = 4, q̂0 = 0, q̂i = 2 (i ≥ 1), q̄ = 2, q̃1 = 2, q̃ = 4.
For S3 this will give: h = 5, p = 0, υ = 2, q̂i = 0 (i ≥ 0), q̄ = 0, q̃1 = 3, q̃2 = 4.

We state the formulas of the different cases in table 1. Using these formulas in a similar way as
in case 1 we can count the total number of resources needed. It turns out that we need in total
O(n(n/h)2) resources of type [I].2TO1 for achieving [I] (see Appendix A).
By using these resources we have ensured that edges of type [I] are blocked. We will introduce a
same sort of resource for edges of type [II] and [III]. We will ’couple’ these resources to resources
of type [I].2TO1 in such a way that we can use the same analysis.

Blocking edges of type [II] and [III]

Recall that each time there is a non-leaf addable edge e added it will be blocked by k block-
ing edges, say b1, ..., bk, all containing a different player, say players p1, ..., pk. For each player pj
there will be an addable edge, say aj , which is the root of a subtree. According to the construction
tree, the algorithm may have only one of those addable edges at any time, starting with a1. Addable
edge a2 has to become addable when a1 became part of the partial matching, which means that a1

4Actually this case has a subcase which has a different formula. For the details see Appendix A.
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is switched with b1. Note that all resources which are in b1 \ e can be used again after a1 and b1
are switched. Since a2 has to be blocked till then we will add a resource to both b1 and a2, and in
general to bi and ai+1 for 1 ≤ i < k. So ai+1 will be blocked as long as bi is present. We will call
such resources, resources of type [II]&[III]. Note that this will ensure that addable edges of types
[II] and [III] are blocked, so the only question is how many resources are needed for achieving this.
Again we use an observation telling us the cycle of these edges.

Observation 9 (The cycle of a resource of type [II]&[III])
A resource r of type [II]&[III], shared in blocking edge bi−1 and addable edge ai (which has the same
player as bi, and bi is blocking the same edge as bi−1) has a cycle in appearance. It will appear in
the following order:
1. In bi−1, where bi−1 is an addable edge
2. In bi−1, where bi−1 is a blocking edge
3. In ai, where ai is an addable edge
4. In ai, where ai is a blocking edge
Or it will not have this full cycle, but still have the pairwise order of this cycle. In that case bi−1

is in the initial partial matching or ai is in the final partial matching. We define this cycle as the
cycle of r and we write C(r).

Using this observation, we can formulate the following crucial lemma, which will ’couple’ the re-
sources of type [II]&[III] to the resources of type [I].2TO1.

Lemma 14 Let p be a fixed player with a sequence of edges e1, ..., em. If we look at the cycle
of a resource of type [I].2TO1 (described in Observation 6) and at the cycle of a resource of type
[II]&[III] (described in Observation 9) which respectively start at the addable edges ei−1 and ei,
then the minimum complete subtree of the cycle of the resource of type [II]&[III] is contained in the
minimum complete subtree of the cycle of the resource of type [I].2TO1.
Proof:
To see that the lemma is true we can best write down the algorithm describing the cycle of a
[II]&[III] resource r. Picking Observation 9 as guideline, we get Algorithm 4.

Input : Signature S of addable edge e
Output: Height of minimum complete subtree T̃ such that C(r) ⊆ T̃ , where the cycle of r

starts at e

Set h̃ = 0;
Set (S, h̃) = nextStep(S, h̃);
Let i be the last non-zero element of S. Set S(i) = 0 and S(i− 1) = S(i− 1) + 1. Set
S(D) = A;
Set (S, h̃) = nextStep(S, h̃);
return h̃;

With nextStep(S, h̃) as defined in Algorithm 3.

Algorithm 4: Finding the height of the minimum complete subtree which contains C(r)

Let r′ be the resource of type [I].2TO1 which starts at ei−1. Algorithm 3 find ei as second addable
edge. Then it uses ’nextStep’ again, just as Algorithm 4 does in its first step. After that step
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both algorithm change their signature (going from ei = bi′−1 to ẽ = ai′−1 and ai′ respectively) and
execute ’nextStep’ both once more. Note that the cycle of r′ started before the one of r. Then both
algorithms will execute ’nextStep’ on the same signature. Moreover, after that step, they change
both their signature, but in a way that the new signatures are still in the same subtree. Therefore
it is enough to prove that in the last ’nextStep’ they find the same height. We will now proof this.
Without loss of generality we assume that ẽ will also be as a blocking edge in the tree (i.e. ẽ is not
part of the final partial matching), since else the minimum complete subtree of r′ is the whole tree,
automatically giving the statement of the lemma. Denote that if ei has height ĥ the signatures of
ai′ and ẽ will look respectively

(e′1, ..., e
′
h+1−(ĥ+1)

+ 1, 0, 0, ..., 0, A) (ĥ zeros),

and

(e′1, ..., e
′
h+1−(ĥ+1)

, 0, 0, ..., 0, A) (ĥ zeros).

Note that e′
h+1−(ĥ+1)

< k (this is the S(i− 1) of Algorithm 4), since otherwise no resource of type

[II]&[III] is needed. Recall Observation 8 which states that it does not matter which last non-zero
number is present in a signature for finding the height of the complete subtree containing the cycle.
Therefore it follows that both executions of ’nextStep’ find the same height, implying the statement
of the lemma. �

Using Lemma 14 we can modify Method 3 sightly and use its analysis for achieving a upper bound
for the number of resources we need, which means that we can ensure that addable edges of type
[II] and [III] are blocked in O(n(n/h)2) resources.

This means that we have proved statement [B]. Therefore it remains to show that [B] still implies
(i), (ii) and (iii), although we added resources for achieving [B].

Why [B] with all its resources implies (i), (ii) and (iii)

In the proof of [B] we used several sorts of resources we did not take into account when we proved
(i), (ii) and (iii). We now will show that also with these extra resources the proofs of (i), (ii) and
(iii) still hold. Firstly we fixed a player p, determined a sequence of edges of the player and added
resources in such a way that ei blocks every edge of the sequence except ei−1 and ei+1. Note that
this does not effect to proofs of (i), (ii) and (iii), since if there can be at most two edges of that
player in the tree (one blocking, one addable) and they have to be neighbors in the sequence by
construction of the sequence. Furthermore, since the player is fixed, there is no resource of this
kind in edges of different players, so also that can not give a problem.
Resources of one of the other two types are by definition in edges of different players, but since
they have a known cycle, it is clear by that cycle that they are not used twice at some point of
time during that cycle. So let us look at a resource r which is used at least two times. We will look
at two of the different cycli. Note that one cycle has to end before the other one begin, since the
smallest complete subtrees are disjoint (if not, then there is a point of one cycle which is between
two points of the other cycle and thus there complete subtrees can not be disjoint, also this follows
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directly from the proof of Lemma 10). Resource r ends the first cycle in a blocking edge, which is
switched, so r is not used when the other cycle begins. This gives that we do not have a problem
pairwise, which means that we can not have a problem at all. So also with these resources [B] still
does imply (i), (ii) and (iii).

4.2.4 Proof of (iv)

To prove that the number of resources is polynomial we just have to add all resources that we used
constructing the instance. For (i) and (ii) together we need O(n2/h) resources, for (iii) we need no
resources at all. For achieving [B] we need O(n(n/h)2) resources. So in total we need O(n(n/h)2)
resources (i.e. |R| = O(n(n/h)2), which are polynomial many, which means we proved (iv) and
thus proved that this instance is an example for which the algorithm does have a quasi-polynomial
running time for finding a better (partial) matching. In the next section we will discuss why this
instance can not be made into the Santa Claus problem.

5 Discussion of the constructed instance

At first sight it could seem that the constructed instance is a counterexample for a possible polyno-
mial running time of the Polacek-Svensson algorithm for the Santa Claus problem. In this section
we will explain what the fundamental differences are between an instance of the Santa Claus prob-
lem and this instance.

The first thing we should think of is that the Santa Claus problem is the restricted max-min fair
allocation problem, thus vp,r ∈ {0, vr}. However, in our instance we did not define any vp,r so this
problem could be easily solved.
The second thing is that all configurations should be minimal. This (especially together with the
constrain vp,r ∈ {0, vr}) is already more complicated to fulfill, since it is not so clear which edges
(which all contain a configuration) contain which resources. Probably the easiest way to achieve
this is by giving all resources the same weight. In this way we only need to add dummy edges in
such a way that all edges will get the same number of resources. However, achieving this is not
trivial, since again we only can use a polynomial number of resources for this and we have to do it
in such a way that [A] still holds.

Even if we could achieve that all configuration are minimal, there is still a greater, much more
fundamental problem. Until now we defined all edges by looking at the construction tree and we
(silently) stated that these are the only addable edges. However, the hypergraph (as defined in chap-
ter 3) is not defined in this way. Recall that an hyperedge E = p ∪ C is present if C ∈ C(p, T/α)
and C minimal. In other words, any combination of resources R such that v(R, r) ≥ T/α and
v(R \ {r}) < T/α for all r ∈ R will have its own hyperedge. Note that since we have players
with Ω(n2/h3) resources5, there are far more possibilities for addable edges than we stated. These
addable edges could lead to shortcuts, i.e. an addable edge which is not in the constructing tree

5In total we need Ω((n/h)3) resources (see case 5 of Appendix A) and since there are at most n players in our
instance some player (not p0) must have a positive value for Ω(n2/h3) different resources. Moreover, since all players
(except p0) are in couples of k players, there must be at least k players with a positive value for Ω(n2/h3) different
resources.

36



could cause edges to switch much faster as planned. This could lead to a polynomial time running
time (and it is quite hard to analyse what happens anyway). This is precisely the reason that we
forced the algorithm to follow the constructing tree. The main difficulty of the problem is that
adding new resources to block all addable edges (as we did in [B]) will also give new possible
configurations. If one wants to make an instance of the Santa Claus problem which would give a
quasi-polynomial running time, one should somehow solve this problem. Or, more interestingly, if
one can prove that no instance that gives a quasi-polynomial running time can be derived from
the Santa Claus problem, one proves that the Polacek-Svensson algorithm will have a polynomial
running time for the Santa Claus problem.

There is one more thing we should consider in an instance derived from the Santa Claus problem.
As we said, all configurations have total value at least T/α. However, the analysis assumes that
there is a solution of minimal value T . Therefore not only the instance should be given, but also a
solution to the instance where all players receive at least T value.

One could also look in a more philosophical setting. If there exists instances of the Santa Claus
problem which give a quasi-polynomial running time when using the Polacek-Svensson algorithm,
it is not unthinkable that those instances are somehow related to the instance we gave here. And
if there are such instances it would be interesting to know, for using this algorithm in real life
situations, in how many cases the algorithm will have a quasi-polynomial running time. In other
words: what is the probability that the algorithm will find such an instance as beginning position
(such a setting as one of those instances and moreover, the same initial partial matching). If these
instances are related to our instance, it could be that this probability is small (i.e. the algorithm
will almost always have a polynomial running time), since our instance is rather complicated. A
related question to research is if this probability asymptotically tends to zero or not.

6 Conclusions

Polacek and Svensson stated in [1] the conjecture that there is a local search algorithm that does
not use the configuration LP but finds a 1/(4 + ε)-approximation in polynomial time (for fixed
ε > 0).
In this paper we constructed an instance of the Polacek-Svensson algorithm which gives a quasi-
polynomial running time. This instance can not be derived directly from the Santa Claus problem.
However, understanding the ideas of this instance will help to deeply understand the Polacek-
Svensson algorithm and related local search algorithms. Moreover, our instance gives rise to some
problems one should solve to give an instance, derived from the Santa Claus problem, which has a
quasi-polynomial running time on the Polacek-Svensson algorithm.

One of the hardest problems one should deal with for finding such an instance is to control the
addable edges added by the algorithm, since the distance is the only priority rule for selecting
them. The main difficulty of this is the fact that all minimal configurations lead to hyperedges in
the hypergraph. This means that adding resources to reduce the number of addable edges could
lead to new configurations and thus also to new addable edges.

At first sight these problems look hard to overcome, i.e. it seems that constructing an instance
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derived from the Santa Claus problem with a quasi-polynomial running time is not easily done.
Therefore it seems that the ideas behind the Polacek-Svensson algorithm and our instance are on
the right track to find an algorithm with a polynomial running time. However, to settle this more
analysis is needed.
So, although the ideas of this paper may help to achieve a polynomial time algorithm for the
restricted max-min fair allocation problem, the conjecture of Polacek and Svensson remains open.
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A Appendix: Case analyses for resources of type [I].2TO1

In this appendix we will work out all cases of a signature Se of an addable edge e. We will use the
notation introduced in section 4.2.3.

Case 1: p > 1
We already saw that we needed O(n2) resources for case 1.

Case 2: p = 1
We will do the same sort analysis as in case 1. Therefore we will look at three subcases.

Subcase 2.1: eh−p−1 < k − 1
In this case Algorithm 3 gives the following (each step shown):
(e1, ..., eh−p−1, υ, 0, A) (1 zero)
(e1, ..., eh−p−1 + 1, 1, υ, B) (1 one)
(e1, ..., eh−p−1 + 1, 1, υ, A) (1 one)
(e1, ..., eh−p−1 + 1, 2, υ, B) (1 two)
(e1, ..., eh−p−1 + 1, υ, 0, A) (1 zero)
(e1, ..., eh−p−1 + 2, 1, υ, B) (1 one)

Using the same analysis as in case 1 we get the following height of the subtree: h+1− (h−p−2) =
3 + p = 3 + p+ q̄.

Subcase 2.2: eh−p−1 = k − 1
Note that this implies that q̄ ≥ 1. In this case Algorithm 3 gives the following (each step shown):
(e1, ..., eh−p−q̄−1, k, ..., k, k − 1, υ, 0, A) (q̄ − 1 k’s, 1 k − 1, 1 zero)
(e1, ..., eh−p−q̄−1, k, ..., k, 1, υ, B) (q̄ k’s, 1 one)
(e1, ..., eh−p−q̄−1, k, ..., k, 1, υ, A) (q̄ k’s, 1 one)
(e1, ..., eh−p−q̄−1, k, ..., k, 2, υ, B) (q̄ k’s, 1 two)
(e1, ..., eh−p−q̄−1, k, ..., k, υ, 0, A) (q̄ k’s, 1 zero)
(e1, ..., eh−p−q̄−1 + 1, 1, υ, 0, ..., 0, B) (1 one, q̄ zeros)

Note that we get the same formula for the height of the subtree as in case 2.1: h+1−(h−p−q̄−2) =
3 + p+ q̄.
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Subcase 2.3: eh−p−1 = k
Note that this implies that q̄ ≥ 1. In this case Algorithm 3 gives the following (each step shown):
(e1, ..., eh−p−q̄−1, k, ..., k, υ, 0, A) (q̄ k’s, 1 zero)
(e1, ..., eh−p−q̄−1 + 1, 1, υ, 0, ..., 0, B) (1 one, q̄ zeros)
(e1, ..., eh−p−q̄−1 + 1, 1, υ, 0, ..., 0, A) (1 one, q̄ zeros)
(e1, ..., eh−p−q̄−1 + 1, 2, 1..., 1, 1, υ, B) (1 two, q̄ ones)
(e1, ..., eh−p−q̄−1 + 1, 2, 1..., 1, υ, 0, A) (1 two, q̄ − 1 ones, 1 zero )
(e1, ..., eh−p−q̄−1 + 1, 2, 1..., 2, 1, υ, B) (1 two, q̄ − 2 ones, 1 two, 1 one)

If q̄ = 1 we get in the last step
(e1, ..., eh−p−q̄−1 + 1, 3, 1, υ, B) (1 three, 1 one)

Note that we again get the same formula for the height of the subtree: h+1−(h−p−q̄−2) = 3+p+q̄.

This means that for all e which will be considered in case 2 the height of the subtree will be 3+p+ q̄.
We will now analyse the number of resources needed for all edges at layer p + 1 = 2. Note that
the total number of addable edges in layer 3 is kh−3, which all have k addable edges of layer 2 as
children. Note furthermore that these kh−3 addable edges can be ordered in groups of k edges (all
child of the same addable edge at layer 4) and precisely all last two of those groups of edges have
eh−p−1 ≥ k − 1. So there are k(kh−3 − 2kh−4) edges for which q̄ = 0. Lemma 10 gives that we
need k(kh−3 − 2kh−4)/kh−4 = k2 − 2k resources for q̄ = 0 (we can use Lemma 10 in this way by
the symmetry of our construction tree).
Note that we can give a same sort of argument for every value of q̄. We have 2k(kh−p−q

′−2 −
kh−p−q

′−3) resources with q̄ = q′, so Lemma 10 gives that we need 2k(kh−1−q′−2−kh−1−q′−3)/kh−3−1−q′ =
2(k2 − k) resources for the case q̄ = q′. Since S(1) = 1 it follows that maximum value of q is
(h − 1) − 1 − 1 = h − 3. To get the total number of resources used for all edges which will be
considered in case 2 we sum over all q̄ (where we take q̄ = 0 separately):

(k(kh−3 − 2kh−4)/kh−4) +
h−3∑
q̄=1

2k(kh−p−q̄−2 − kh−p−q̄−3)

kh−3−p−q̄ <

h−p−2∑
q̄=0

2(k2 − k) = O(hk2) = O(n2).

Cases 3-6 will all assume p = 0 (so they will consider the leaves). As it turns out the cycles which
start at a leaf will have the most variation (which is the reason that we need 4 cases for this). We
will look at these cases from a different prospective and directly count the number of resources
when giving the (sub)cases. When we have considered all cases we will sum all needed resources to
get the total number of resources of type [I].2TO1 needed.

Case 3: p = 0, q > 1
We will do the same sort analysis as before. Therefore we will look at two subcases

Subcase 3.1: p = 0, q̂1 = q̂0 > 1
Note that this implies that eh−p−q−1 < k − 1. In this case Algorithm 3 gives the following (each
step shown):
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(e1, ..., eh−p−q−1, k, ..., k, υ, A) (q k’s)
(e1, ..., eh−p−q−1 + 1, υ, 0, ..., 0, B) (q zeros)
(e1, ..., eh−p−q−1 + 1, υ, 0, ..., 0, A) (q zeros)
(e1, ..., eh−p−q−1 + 2, 1, ..., 1, 1, υ, B) (q ones)
(e1, ..., eh−p−q−1 + 2, 1, ..., 1, υ, 0, A) (q − 1 ones, 1 zero)
(e1, ..., eh−p−q−1 + 2, 1, ..., 2, 1, υ, B) (q − 2 ones, 1 two, 1 one)

Using the same analysis as before we get as height of the subtree: h+1−(h−p−q−2) = 3+p+q =
3 + p+ q̂0 = 3 + p+ q̂1. Note that e2, ..., eh−q−2, υ can be chosen freely, e1 = 1 and eh−q−1 < k− 1.
This means that there are kh−q−2(k − 2) leaves that will be in this subcase. Lemma 10 gives that
kh−q−2(k − 2)/kh−3−0−q = k2 − 2k resources are needed.

Subcase 3.2: p = 0, q̂1 > q̂0 > 1
Note that this implies that eh−p−q−1 = k − 1. In this case Algorithm 3 gives the following (each
step shown):
(e1, ..., eh−p−q̂1−1, k, ..., k, k − 1, k, ..., k, υ, A) (q̂1 − q̂0 − 1 k’s, 1 k − 1, q̂0 k’s)
(e1, ..., eh−p−q̂1−1, k..., k, k, υ, 0, ..., 0, B) (q̂1 − q̂0 k’s, q̂0 zeros)
(e1, ..., eh−p−q̂1−1, k..., k, k, υ, 0, ..., 0, A) (q̂1 − q̂0 k’s, q̂0 zeros)
(e1, ..., eh−p−q̂1−1 + 1, 1, ..., 1, 1, υ, 0, ..., 0, B) (q̂0 ones, q̂1 − q̂0 zeros)
(e1, ..., eh−p−q̂1−1 + 1, 1, ..., 1, υ, 0, 0, ..., 0, A) (q̂0 − 1 ones, q̂1 − q̂0 + 1 zeros)
(e1, ..., eh−p−q̂1−1 + 1, 1, ..., 2, 1, ..., 1, υ, B) (q̂0 − 2 ones, 1 two, q̂1 − q̂0 + 1 ones)

Using the same analysis as before we get as height of the subtree: h+1−(h−p− q̂1−2) = 3+p+ q̂1,
which means that the formula for case 3 is indeed 3 + p + q̂1. Note that e2, ..., eh−q̂1−2, υ can be
chosen freely, e1 = 1 and eh−q−1 < k. Furthermore, the k − 1 can be on q̂1 − 2 positions. This
means that there are (q̂1 − 2)kh−q̂1−2(k − 1) leaves that will be in this subcase. Lemma 10 gives
that (q̂1 − 2)kh−q̂1−2(k − 1)/kh−3−0−q̂1 = (q̂1 − 2)(k2 − k) < h(k2 − k) resources are needed.

If we take subcase 3.1 and 3.2 together we get the following upper bound:

h−2∑
q̂1=0

h(k2 − k) < h2(k2 − k) = O(n2).

Case 4: p = 0, q = 1
We will do the same sort analysis as in case 3. We will look at four subcases. It will turn out that
one of the subcases will have a different formula then the others, although this will not effect the
number of needed resources.

Subcase 4.1: eh−2 ≤ k − 3
Note that this implies that q̂2 = q̂1 = q̂0 = 1. In this case Algorithm 3 gives the following (each
step shown):
(e1, ..., eh−2, k, υ,A) (1 k)
(e1, ..., eh−2 + 1, υ, 0, B) (1 zero)
(e1, ..., eh−2 + 1, υ, 0, A) (1 zero)
(e1, ..., eh−2 + 2, 1, υ, B) (1 one)
(e1, ..., eh−2 + 2, υ, 0, A) (1 zero)
(e1, ..., eh−2 + 3, 1, υ, B) (1 one)
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Using the same analysis as before we get as height of the subtree: h+1−(h−3) = 3+p+1 = 3+p+q̂2.
Note that e2, ..., eh−3, υ can be chosen freely, e1 = 1 and eh−2 < k − 2. This means that there are
kh−q̂2−2(k−3) leaves that will be in this subcase. Lemma 10 gives that kh−q̂2−2(k−3)/kh−3−0−q̂2 =
k2 − 3k resources are needed.

Subcase 4.2: eh−2 = k − 2
Since this case will be different as the other subcases of case 4, we will get a different formula. In
this case Algorithm 3 gives the following (each step shown):
(e1, ..., eh−q̃1−1, k, ..., k, k − 2, k, υ,A) (q̃1 − 2 k’s, 1 k − 2, 1 k)
(e1, ..., eh−q̃1−1, k, ..., k, k − 1, υ, 0, B) (q̃1 − 2 k’s, 1 k − 1, 1 zero)
(e1, ..., eh−q̃1−1, k, ..., k, k − 1, υ, 0, A) (q̃1 − 2 k’s, 1 k − 1, 1 zero)
(e1, ..., eh−q̃1−1, k, ..., k, k, 1, υ, B) (q̃1 − 1 k’s,1 one)
(e1, ..., eh−q̃1−1, k, ..., k, k, υ, 0, A) (q̃1 − 1 k’s,1 zero)
(e1, ..., eh−q̃1−1 + 1, 1, υ, 0, ..., 0, B) (1 one, q̃1 − 1 zeros)

Using the same analysis as before we get as height of the subtree: h+ 1− (h− q̃1− 2) = 3 + p+ q̃1.
Note that e2, ..., eh−q̃1−2, υ can be chosen freely, e1 = 1 and eh−q̃1−1 < k. The k − 2 is fixed, since
that is the condition of the subcase. This means that there are kh−q̃1−2(k − 1) leaves that will be
in this subcase. Lemma 10 gives that kh−q̃1−2(k − 1)/kh−3−0−q̃1 = (k2 − k) resources are needed.

Subcase 4.3: q̂2 = q̂1 > 1
Note that this implies eh−q̂0−1 = k − 1 and eh−q̂1−1 < k − 1. In this case Algorithm 3 gives the
following (each step shown):
(e1, ..., eh−q̂1−1, k, ..., k, k − 1, k, υ,A) (q̂1 − 2 k’s, 1 k − 1, 1 k)
(e1, ..., eh−q̂1−1, k, ..., k, k, υ, 0, B) (q̂1 − 1, k’s, 1 zero)
(e1, ..., eh−q̂1−1, k, ..., k, k, υ, 0, A) (q̂1 − 1, k’s, 1 zero)
(e1, ..., eh−q̂1−1 + 1, 1, υ, 0, ..., 0, B) (1 one, q̂1 − 1 zeros)
(e1, ..., eh−q̂1−1 + 1, υ, 0, ..., 0, A) (q̂1 zeros)
(e1, ..., eh−q̂1−1 + 2, 1, ..., 1, υ, B) (q̂1 ones)

Using the same analysis as before we get as height of the subtree: h+1− (h− q̂1−2) = 3+p+ q̂1 =
3 + p+ q̂2. Note that e2, ..., eh−q̂1−2, υ can be chosen freely, e1 = 1 and eh−q̂1−1 < k − 1. The k − 1
is fixed, since q = 1. This means that there are kh−q̂1−2(k − 2) leaves that will be in this subcase.
Lemma 10 gives that kh−q̂1−2(k − 2)/kh−3−0−q̂1 = (k2 − 2k) resources are needed.

Subcase 4.4: q̂2 > q̂1 > 1
Note that this implies eh−q̂0−1 = k − 1 and eh−q̂1−1 = k − 1. In this case Algorithm 3 gives the
following (each step shown):
(e1, ..., eh−q̂2−1, k, ..., k, k − 1, k, ..., k, k − 1, k, υ,A) (q̂2 − q̂1 − 1 k’s, 1 k − 1, q̂1 − 2 k’s , 1 k − 1, 1 k)
(e1, ..., eh−q̂2−1, k, ..., k, k − 1, k, ..., k, k, υ, 0, B) (q̂2 − q̂1 − 1, 1 k − 1, q̂1 − 1 k’s, 1 zero)
(e1, ..., eh−q̂2−1, k, ..., k, k − 1, k, ..., k, k, υ, 0, A) (q̂2 − q̂1 − 1, 1 k − 1, q̂1 − 1 k’s, 1 zero)
(e1, ..., eh−q̂2−1, k, ..., k, k, 1, υ, 0, ..., 0, B) (q̂2 − q̂1 k’s, 1 one, q̂1 − 1 zeros)
(e1, ..., eh−q̂2−1, k, ..., k, k, υ, 0, ..., 0, A) (q̂2 − q̂1 k’s, q̂1 zeros)
(e1, ..., eh−q̂2−1 + 1, 1, ..., 1, υ, 0, ..., 0, B) (q̂1 ones, q̂2 − q̂1 zeros)

Using the same analysis as before we get as height of the subtree: h+ 1− (h− q̂2− 2) = 3 + p+ q̂2,
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which means that the formula for case 4 is indeed 3 + p + q̂2. Note that e2, ..., eh−q̂2−2, υ can be
chosen freely, e1 = 1 and eh−q̂2−1 < k. The last k − 1 is fixed, since q = 1, but the first k − 1 can
be at q̂2 − 2 positions. This means that there are (q̂2 − 2)kh−q̂2−2(k − 1) leaves that will be in this
subcase. Lemma 10 gives that (q̂2 − 2)kh−q̂2−2(k − 1)/kh−3−0−q̂2 = (q̂2 − 2)(k2 − k) < h(k2 − k)
resources are needed.

If we take subcases together we get the following upper bound:

(k2 − k) + (k2 − 3k) +
h−2∑
q̂2=1

h(k2 − k) = O(h2k2) = O(n2).

Case 5: p = 0, eh−p−1 = k − 1
We will do the same sort analysis as before. Let µ ∈ {1, ..., k − 1}. We have no subcases here, so
Algorithm 3 gives the following (each step shown):
(e1, ..., eh−q̃2−1, k, ..., k, µ, k, ..., k, k − 1, υ, A) (q̃2 − q̃1 − 1 k’s, 1 µ, q̃1 − 1 k’s, 1 k − 1)
(e1, ..., eh−q̃2−1, k, ..., k, µ, k, ..., k, k, υ,B) (q̃2 − q̃1 − 1 k’s, 1 µ, q̃1 k’s)
(e1, ..., eh−q̃2−1, k, ..., k, µ, k, ..., k, k, υ, A) (q̃2 − q̃1 − 1 k’s, 1 µ, q̃1 k’s)
(e1, ..., eh−q̃2−1, k, ..., k, µ+ 1, υ, 0, ..., 0, B) (q̃2 − q̃1 − 1 k’s, 1 µ+ 1, q̃1 zeros)
(e1, ..., eh−q̃2−1, k, ..., k, υ, 0, ..., 0, A) (q̃2 − q̃1 − 1 k’s, q̃1 + 1 zeros)
(e1, ..., eh−q̃2−1 + 1, 1, ..., 1, υ, 0, ..., 0, B) (q̃1 + 1 ones, q̃2 − q̃1 − 1 zeros)

Using the same analysis as before we get as height of the subtree for case 5: h+ 1− (h− q̃2 − 2) =
3 + p+ q̃2. Note that e2, ..., eh−q̃2−2, υ can be chosen freely, e1 = 1 and eh−q̃2−1 < k. The last k− 1
is fixed, since eh−p−1 = k − 1, but µ can be chosen free from {1, ..., k − 1} and can be at q̃2 − 1
positions. This means that there are kh−q̃2−2(k−1)(k−1)(q̃2−1) leaves that will be in this subcase.
Lemma 10 gives that kh−q̃2−2(k − 1)(k − 1)(q̃2 − 1)/kh−3−0−q̃2 < h(k3 − 2k2 + k) = O(n(n/h)2)
resources are needed. Or, giving a lower bound, we need Ω((n/h)3) resources for case 5.

Case 6: p = 0, eh−p−1 =: µ < k − 1
We will do the same sort analysis as before. We have no subcases here, so Algorithm 3 gives the
following (each step shown):
(e1, ..., eh−q̃1−1, k, ..., k, µ, υ,A) (q̃1 − 1 k’s, 1 µ)
(e1, ..., eh−q̃1−1, k, ..., k, µ+ 1, υ, B) (q̃1 − 1 k’s, 1 µ+ 1)
(e1, ..., eh−q̃1−1, k, ..., k, µ+ 2, υ, A) (q̃1 − 1 k’s, 1 µ+ 2)
(e1, ..., eh−q̃1−1, k, ..., k, υ, 0, A) (q̃1 − 1 k’s, 1 zero)
(e1, ..., eh−q̃1−1 + 1, 1, υ, 0, ..., 0, B) (1 one, q̃1 − 1 zeros)

Using the same analysis as before we get as height of the subtree for case 6: h + 1 − (h − q̃1 −
2) = 3 + p + q̃1. Note that e2, ..., eh−q̃1−2, υ can be chosen freely, e1 = 1 and eh−q̃1−1 < k.
Furthermore, µ can be chosen free from {1, ..., k − 1} , but has a fixed position. This means
that there are kh−q̃1−2(k − 1)(k − 1) leaves that will be in this subcase. Lemma 10 gives that
kh−q̃1−2(k − 1)(k − 1)/kh−3−0−q̃1 = (k3 − 2k2 + k) = O((n/h)3) resources are needed.

We now can sum the amount of needed resources for each case together. This gives that the total
needed number of resources of type [I].2TO1 is

O(n2) +O(n2) +O(n2) +O(n2) +O(n(n/h)2) +O((n/h)3) = O(n(n/h)2).
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