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Chapter 1

Introduction

Cars on their own are not dangerous. However a car becomes dangerous as soon as a person
starts driving it and makes mistakes. In the past few decades an increasing number of cars were
equipped with driver assistance systems, like anti-lock braking systems, electronic stability
control or adaptive cruise control, to increase vehicle safety. Some of these driver assistance
systems take over control (fully or partially) of the vehicle in scenarios where the driver makes
a mistake or in scenarios where the system is better capable of controlling the vehicle than
the driver is. These driver assistance systems are getting more intelligent and the goal of car
manufacturer Audi is to produce vehicles that can drive autonomously in motorway traffic
jams, as a step towards an even more intelligent system that can drive the car autonomously
under ‘all’ circumstances. For such a system, perception of the environment around the
vehicle is crucial.

To this end, the vehicle is equipped with different sensors to cover different regions of the
environment (see figure 1.1). In order to control the vehicle in lateral direction (for example,
for autonomous lane changes), the system must know whether there are other vehicles to
the side of the vehicle it is controlling. This thesis investigates how to detect other moving
vehicles to the side of a vehicle, via a camera, in motorway traffic jam scenarios. A camera
has been chosen because cameras are relatively cheap compared to other sensors, and are
therefore more suitable to be applied in mass-production vehicles (also monocular cameras
are already used for visualisation purposes in production vehicles). Furthermore the fact that
humans can “detect” other moving vehicles with the information observed by their eyes, forms
an inspiration for a vision-based solution.

In the literature many approaches can be found to detect moving vehicles via a stereo
camera. The great advantage of using a stereo camera is that depth can be perceived. Via
triangulation the position of a point can be calculated. However, stereo cameras generate
twice the amount of data generated by a monocular camera and are much more expensive
than monocular cameras, which makes a stereo approach less suitable for production vehicles
than a monocular approach. Because of this our approach uses a monocular camera.

One of the great challenges when using a monocular camera is to perceive depth. Humans
have two eyes and can perceive depth based on the principles of stereo vision. However even
with one eye a human is still capable of perceiving depth. One technique to perceive depth
with a single camera/eye, is by moving around: static objects that are far away move slower
in the image than static object that are close. It is even possible to make a 3D reconstruction
in this way. This technique is called structure from motion. Reconstruction by using a
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2 1. Introduction

Figure 1.1: Different sensors are used to cover different regions around the vehicle.

stereo camera or a moving monocular camera is actually in based on the same principal:
both techniques use (at least) two images of the scene taken from different locations, and 3D
positions of visible objects are computed via triangulation.

If the scene changes over time (i.e. objects in the scene move), then structure from motion
will not work. To see why, we will illustrate this with an example, that the reader probably
already experienced before. Assume you are driving at night and you look at the moon.
Because the moon is very far away, it appears to you that the relative position between you
and the moon does not change. Then another car drives next to you with the same velocity,
such that the relative position between you and the other car remains the same. So an object
that is very close (the other car) appears to be moving as fast as an object that is very far
away (the moon). If we would take multiple images of the scene with a camera fixed to your
car, then image position of the other car and the moon does not change. Due to this kind of
degeneracy we cannot calculate the distance to the other vehicle.

Despite the fact that structure from motion does not work when the observer and objects
are both moving, humans are still able to perceive depth with only a single eye. For this we
make use of certain experience that we gathered through our lives. For example, we know a
car is driving on the ground and, by observing the point where the vehicle touches the ground,
we can estimate the distance to the vehicle.

In current literature approaches can be found that are based on monocular vision to
detect other vehicles in front or behind the vehicle. Recently Haltakov et al. [8] presented a
method for scene understanding based on segmentation of images coming from a side camera.
However, at the moment of writing and to the best of my knowledge, no literature is available
on the detection of other vehicles driving next to the vehicle based on motion analysis.

An omnidirectional camera is chosen, with a viewing angle that is slightly more than
180◦, so that a large part to the side of the vehicle can be observed. Images produced by
an omnidirectional cameras are strongly distorted. The method presented in this thesis is
capable of processing these strongly-distorted images.

This thesis presents an approach utilizing an omnidirectional monocular camera to detect
other moving vehicles to the side of a vehicle in motorway traffic jam scenarios. The approach
was tested on real-world data for which it gave very satisfying results, and proved to be a
promising basis for future research. The approach consists of different steps. Section 1.2 gives
an overview of the approach by briefly describing these steps and the contributions of this
work. The following chapters discuss solutions to the steps in detail.
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1.1 System Requirements and Assumptions

The system we develop in this thesis should be able to operate in motorway traffic-jam situ-
ations. In this chapter we specify the relevant properties of these situations as requirements
and assumptions for the system.

The vehicle to which the camera is mounted and for which the system has to detect the
surrounding moving vehicles, is called the ego-vehicle.

Vehicle motion Since motorways have no strongly bending curves, we assume that the
vehicles (both the ego-vehicle and other vehicles) are mainly moving in straight lines. By
that we mean that the rotational component of each vehicle’s motion is very small. Because
motorways have no road crossings, we assume that all vehicles drive in approximately the
same or opposite direction. So other vehicles will have a low lateral velocity, relative to the
ego-vehicle. The detection of vehicles that drive in the direction opposite to the ego-vehicle is
outside the scope of this thesis, as such vehicles are not present on normal motorway traffic
jam situations. We also assume that points on the side of a vehicle lay in a plane.

Camera We assume that the camera is mounted on the left side of the ego-vehicle and that
the system should detect moving vehicles on the left side of the ego-vehicle. However since we
make no further assumptions that are only valid on the left side, by symmetry, the approach
presented in this work can also be applied to detect moving vehicles on the right side of the
ego-vehicle. The camera needs to be oriented in such way that everything that points upwards
in the three dimensional space around the vehicle, also points up in the image. The camera
that is being used is calibrated and has a fish-eye lens with a viewing angle of approximately
180◦. Furthermore the camera is assumed to have a constant frame rate.

Ego-vehicle position and orientation We also assume that vehicles are on the ground
and drive on the same plane as the ego-vehicle. We also assume that the ego-vehicle’s pitch
and roll angles, relative to the ground plane, are close to zero.

Ego-motion data Besides using images from the camera, our approach also makes use of
ego-motion data. That is, data is available that allows us to compute the frame-to-frame
change in position and orientation of the ego-vehicle and to derive the camera’s orientation
and height relative to the ground plane.

1.2 Approach Overview

This chapter gives an overview of the approach, which is presented in this thesis, to recognize
moving vehicles from a monocular side camera and to compute the positions of the moving
vehicles. This approach is based on the analyses of features that are extracted from the
images of the monocular side-camera. The following steps are performed to find out which
features belong to a moving vehicle and what the position of this vehicle is:

1. Feature extraction: Recognizable parts (corners for example), that can be tracked
well over time, are extracted from the image. These parts are called features. Since a lot
of literature is available on feature extraction, the development of a feature extraction
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Figure 1.2: A schematic overview of how images coming from the camera are converted into a set of
vehicle positions.

algorithm falls outside the scope of this work. All required knowledge about feature
extractors is discussed in chapter 3.

2. Optical flow computation: After features have been extracted, their optical flow
is computed. The optical flow of a feature is the displacement of the feature from its
position in the previous video frame to its position in the current video frame. In chapter
3 we present a novel descriptor-based optical flow algorithm that utilizes the knowledge
about the ego-motion and which is able to cope with extreme lens distortions.

3. Dynamic point detection: The goal of this step is to identify those features which
correspond to points on moving objects, as dynamic features. For this the optical flow
and ego-motion are used to evaluate constraints which a feature corresponding to a
static (i.e. not-moving) point must fulfill. If a feature violates one of these constraints
then the feature is identified as a dynamic feature. The static point constraints and an
algorithm for evaluating these constraints were already presented by Klappstein et al.
[12]. However, in chapter 4 we present an alternative way of evaluating these constraints.
In contrast to the approach of Klappstein et al. [12], the approach presented here can
be used for omnidirectional cameras. Besides the constraint evaluation, chapter 4 also
investigates the detection limits of the constraints, i.e. under which conditions dynamic
objects are not detected because they seem to satisfy the static-point constraints.

4. Feature clustering: Using the knowledge about the features, gathered in the previous
two steps, we make clusters of features that belong to the same moving object. Since
existing clustering algorithms fail in our application (the reasons for this are discussed
in chapter 5), a new efficient clustering algorithm was developed. This algorithm is
specifically designed to cluster features of vehicles driving parallel to the ego-vehicle
and is discussed in chapter 5.

5. Vehicle position estimation: For each cluster, the position of the vehicle corre-
sponding to the cluster is estimated. This can be done based on the assumption that
vehicles are standing on the ground plane. If we know the lowest point of a vehicle in
the image, and assume this point is on the ground plane, we can compute its position.
Depending on the quality of the feature extraction and optical flow algorithm, enough
features may be present in a cluster such that the lowest feature in the cluster is close to
a contact point of the vehicle with the ground plane. If this is not the case then further
processing of the cluster may be necessary. Another possible alternative is to combine
the information about the clusters with data coming from other sensors.

A lot of literature is available about feature extraction algorithms. Therefore the devel-
opment of a new feature extraction algorithm is outside the scope of this thesis. This thesis
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presents new algorithms for the optical flow computation, dynamic point detection and fea-
ture clustering. Methods to estimate the position of a vehicle are not discussed in this thesis
and are a topic for future research.
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Chapter 2

Background and Definitions

Before we discuss in detail the solutions for the steps of our approach, this chapter provides
some background knowledge and definitions which are required for a good understanding of
the remainder of this thesis.

2.1 Image Coordinate System

The image coordinate system is the two-dimensional orthogonal coordinate system in which
we express coordinates in images. We define the origin of this coordinate system to be in the
upper-left corner of the image. The x-axis is pointing to the right and the y-axis is pointing
down. This is illustrated in figure 2.1.

2.2 Camera Description and Models

A camera model describes, for a given camera, the relation between points in 3D space and
points in the image. In general, multiple points are mapped to the same position in the image.
If we take the set of points in space that are mapped to a single point in the image, then this
set is a ray (which is a straight line) in space. Let p be a point in the image and let r be
the ray, such that every point on r is projected on image point p. Then we say that point
p back-projects to ray r, or that ray r is the back-projection of p. If a point q in space is
mapped to a point p in the image, then we say that p is the forward projection of q.

In this work we only consider central camera models. A central camera is a camera for
which there exists a point c in space, such that every point in the image back-projects to a

image

Figure 2.1: In the image the x-axis is pointing to the right, the y-axis is pointing down and the origin
is at the upper-left corner.
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Figure 2.2: In a pinhole camera the image of a point p is defined by the intersection of the ray through
p and camera centre c with the image plane (indicated by the gray plane).

ray through c. The point c is then the camera centre.

Typically a camera model has parameters. Those parameter which are independent of
the position and orientation of the camera, are called internal camera parameters . The
parameters which describe the position and orientation of the camera, are called external
camera parameters. We use the term extrinsic calibration for the calibration of the external
parameters and the term intrinsic calibration for the calibration of the internal parameters.

The camera providing the input images of our algorithm has a fish-eye lens, which produces
strongly distorted images. This camera can be described by using the omnidirectional camera
model that was presented by Scaramuzza et al. [20]. Some parts of the approach presented
in this thesis, however, work with image coordinates satisfying the pinhole camera model.
This section briefly discusses both the pinhole camera model and the omnidirectional camera
model, and explains how image coordinates from an omnidirectional camera can be converted
to image coordinates of a pinhole camera.

Image coordinates in the original image from the camera satisfying the omnidirectional
camera model, are called distorted coordinates. If these distorted coordinates have been con-
verted to image coordinates satisfying the pinhole camera model, then we call these converted
coordinates rectified coordinates .

2.2.1 Pinhole Camera Model

In computer vision literature, the most commonly used camera model is the pinhole camera
model . A pinhole camera is defined by an image plane and a camera centre. The projection
of a point p in space on the image plane, is defined to be the point where the line through
the camera centre and p intersects the image plane (see figure 2.2). The line through the
camera centre, perpendicular to the image plane, is called the principal axis. All points on
the principal axis are projected onto a single point called the principal point.

Let us assume that the camera centre is at the origin of our coordinate system, and that
the image plane is parallel to the xy-plane (the z-axis is the principal axis). Then there is a
constant f , such that the image plane is the plane z = f . Constant f (which is the orthogonal
distance between the image plane and the camera centre), is called the focal distance. Now,
as geometrically explained by figure 2.3, a point p = (px, py, pz)

ᵀ in space is mapped to the
point (fpx/pz, fpy/pz, f)

ᵀ in the image plane. So that means that

(px, py, pz)
ᵀ �→ (fpx/pz, fpy/pz)

ᵀ (2.1)



2.2. Camera Description and Models 9

Figure 2.3: The projection of a point p is defined to be the intersection of the ray through p and
camera centre c, with the image plane which is at distance f from the camera centre.

describes the mapping from world coordinates to the image plane. For the mapping in equa-
tion 2.1, we assumed that the image coordinate system has the principal point as its origin,
which is not generally the case. Let (ox, oy)

ᵀ be the image coordinates of the principal point.
Then, assuming the directions of corresponding axes of the world coordinate system and
image coordinate system are equal, the more general mapping

(px, py, pz)
ᵀ �→ (fpx/pz + ox, fpy/pz + oy)

ᵀ (2.2)

is the mapping from world coordinates to image coordinates.
In general the camera centre is, of course, not at the origin and the z-axis is not the

principal axis. However via a rotation and a translation, the world coordinates can be trans-
formed such that this is the case. This translation and rotation are the external camera
parameters, whereas the focal distance and principal-point image coordinates are the internal
camera parameters.

Hartley and Zisserman [10] discuss the pinhole camera model and use this model in their
book to explain multiple-view geometry. They also describe the camera model in terms of
homogeneous coordinates and homogeneous transformations.

One important property of the pinhole camera, is that straight lines in space are projected
to straight lines in the image plane (except when the line in space passes through the camera
centre).

At some places in this thesis we require the image plane to be parallel to the ego-vehicle’s
longitudinal plane of symmetry. Note that it is not necessary that the physical image plane
is parallel to the ego-vehicle’s longitudinal plane of symmetry. Instead, by a homogeneous
transformation, we can transform the image to an image of a camera with the same camera
centre, but with a different image plane. This transformation is discussed in detail in the
book by Hartley and Zisserman [10].

2.2.2 Omnidirectional Camera Model

In this work we use the camera model for central omnidirectional cameras, described by
Scaramuzza et al. [20]. In this camera model, points in space are projected onto the image
plane via a mirror. The camera model can also be used for a camera using a fish-eye lens, if
the camera can be approximated as a central camera. Note that the camera centre as defined
in this thesis, is called the single effective viewpoint in the work of Scaramuzza et al.

Let p be a point in space and p′ be the projection of p on the image plane. Also let q be
the intersection of the ray, through p and the camera centre, with the surface of the mirror.
Then p′ is the orthogonal projection of q on the image plane (see figure 2.4).
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image plane
mirror

Figure 2.4: A point p in space is projected by the omnidirectional camera to position p′ in the image
plane, which is the orthogonal projection of the intersection point q of the ray through the camera
centre c and p.

Let us now have a look on how to back-project a point p′ on the image plane. We do this
by finding the point q where the back-projected ray intersects the mirror. The back-projected
ray is then the ray through q and the camera centre. Let us assume that the camera centre
is at the origin of our coordinate system, that the image plane is parallel to the xy plane and
that the z-axis is pointing to the image plane. Then we define the principal axis of the camera
to be the z-axis. Let p′x and p′y be the x and y-coordinate of p′. Let f be a function, such that
f(u, v) is the z-coordinate of the point on the mirror surface with u and v as x-coordinate
and y-coordinate respectively. Then, since p′ is the orthogonal projection of q on the image
plane, point q has coordinates (p′x, p′y, f(p′x, p′y))ᵀ.

The function f depends on the shape of the mirror. The shape of the mirror is assumed to
be rotationally symmetric with respected to the z-axis. Therefore the function value f(u, v)
only depends on u and v through ρ =

√
u2 + v2. Scaramuzza et al. approximate the shape of

the mirror by letting function f be of polynomial form:

f(u, v) = a0 + a1ρ+ a2ρ
2 + · · ·+ aNρN (2.3)

The coefficients a0, . . . aN and the polynomial degree N , can be determined by the calibration
process described by Scaramuzza et al. [20].

We can convert an image by a omnidirectional camera to an image by a pinhole camera that
has the same camera centre, as follows. Let p′ be a point in the image of the omnidirectional
camera and let r be the ray we get by back-projecting p′. Then we know that p′ must be
the projection of some point p in space, such that p is on ray r. Now for any point q on
ray r, the projection of q onto virtual image plane of the pinhole camera will be the same
as the projection of point p onto the virtual image plane, because the camera centre of the
omnidirectional camera and the pinhole camera are the same. So we can compute the pinhole
image position of p′, by back-projecting it from the omnidirectional camera to the ray r, then
take any point q on ray r, and forward project it to the pinhole camera image. Figure 2.5
shows how a distorted image has been rectified.

2.3 Space Coordinate Systems

We define the device coordinate system (where the term device refers to the camera) to be a
right-handed orthogonal coordinate system of which the origin is at the camera centre and
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(a) (b)

Figure 2.5: In (a) you see the image that is produced by the omnidirectional camera. In (b) you see
how this image has been rectified to an image that conforms to the pinhole camera model. Note that
straight lines appear in the rectified image as straight lines.
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Figure 2.6: This figure shows the axises and origins of the device coordinate system, vehicle coordinate
system and environment coordinate system.

the x-axis is pointing in the direction of the camera’s principal axis. The z-axis points the
direction opposite to the y-axis of the image plane and the y-axis points in the direction of
the x-axis of the image plane.

The vehicle coordinate system is defined to be a right-handed orthogonal coordinate system
fixed at some point in the ego-vehicle, of which the x-axis points forwards and is in the vehicle’s
longitudinal plane of symmetry, the y-axis is perpendicular to the vehicle’s longitudinal plane
of symmetry and points towards the driver’s left and the z-axis points upwards (definition
taken from the ISO8855 standard [11]).

We define the environment coordinate system to be a right-handed orthogonal coordinate
system of which the ground plane is the xy-plane, the z-axis points upwards and the origin
is the orthogonal projection on the ground plane of the vehicle coordinate system origin. So
like the device and vehicle coordinate system, the environment coordinate system is a moving
coordinate system.

All three coordinate systems have equal scale. That is, distances between two points are
equal in all three coordinate systems. An overview of the three coordinate systems is given
in figure 2.6

When we talk about a roll , pitch, yaw angle in device or vehicle coordinates, then we
mean the angle about the x, y and z axis respectively (this definition is also conforming to
the ISO8855 standard [11]).
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Chapter 3

Optical Flow

A camera projects observable objects on its image plane. A change in the position of the
camera relative to an object will cause a displacement of the object’s projection on the image
plane. This frame-to-frame displacement is what we call optical flow .

When we talk about the optical flow of a feature at a certain video-frame, then we mean
the displacement vector of that feature from the preceding frame to that frame. More formally,
let there be a point in the world observed by the camera and let pk−1 and pk be its projected
position on frame k − 1 and frame k respectively. Then the optical flow ϕk of position pk in
the k’th frame is:

ϕk = pk − pk−1 (3.1)

This chapter discusses a new algorithm for the computation of optical flow in images
coming from a side camera. The algorithm makes use of the fact that the camera viewing
direction is orthogonal to the driving direction and that objects are moving in the same
direction as the camera. The lens of the camera causes strong distortions in the produced
images and therefore these images do not conform to the pinhole camera model. The new
algorithm can cope with these strong distortions without rectifying complete images.

Ideally one would like to have a dense optical flow, in order to have more information
available in later steps. By that we mean that for each pixel in the image the optical flow
is known. Unfortunately it is not always possible to compute the optical flow for each pixel,
because of the aperture problem and possible lack of texture. Therefore we compute a sparse
optical flow: certain points of interest will be identified in the image and the optical flow for
each such point is computed. These points are called features and are found by a so-called
feature detector .

3.1 Literature Overview

Algorithms for computing the optical flow of a given set of features can be divided in two
groups: correlation-based, differential-based and descriptor-based algorithms.

In their simplest form correlation-based and differential-based algorithms try to find a
patch around the feature in the first image somewhere in the second image. In a more general
form these algorithms try to find a transformation of the first image’s feature patch in the
second image. Typically this is solved by defining an error function and trying to (iteratively)
minimize the error. A widely used and well known differential-based algorithm is the Lucas-
Kanade algorithm [15].

13
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Descriptor-based algorithms detect features in both the first and second image. Then for
each feature a descriptor is computed, which is a compact representation of the image region
around the feature. For each feature in the first image the algorithm searches for a feature in
the second image that has a similar descriptor. The quality of the outcome heavily depends
on the quality of the detector and descriptor and the combination of both.

It is, in any case, very important that the detector has a high repeatability . By high
repeatability we mean that, given two images of the same scene taken under different viewing
conditions, a high fraction of the detected features are detected in both images. In a survey by
Tuytelaars and Mikolajczyk [21] a large number of well-known feature detectors are discussed
and analyzed.

For a feature descriptor it is important that features that are visually different also have
different descriptors. We call this descriptor property distinctiveness . Furthermore high
invariance is a desired property for a feature descriptor, that is, a descriptor of a feature
should be similar to the original descriptor after transforming the feature. For example, we
say that a descriptor is rotation-invariant, if after rotating the image the feature descriptors
remain the same. Besides being invariant to transformations we also wish the descriptor to
be invariant to brightness changes. The combination of the detector and descriptor also plays
an important role in the overall quality of the optical-flow computation. For example, it
is important that the detector finds those features for which distinctive descriptors can be
generated. Examples of descriptors with high invariance are SIFT [14] and SURF [3].

Comparing feature descriptors typically requires less computation time than searching
for a matching image patch in correlation-based algorithms. However, in addition to the
computation time needed to find a matching feature, descriptor-based algorithms also spend
time on computing the descriptors. The higher the invariance of a descriptor is, the more
likely it is that its computation requires more time. Therefore a trade-off has to be made
between invariance and computation time.

Different approaches exist for the descriptor matching part of descriptor-based algorithms.
One could, for example, for each feature in the first image, search the best matching descrip-
tor in the set of all features of the second image. This would translate to the problem of
finding the descriptor’s nearest neighbour in the descriptor-vector space (descriptors are usu-
ally represented as vectors). However, we found out that the search space can be reduced
by certain assumptions of our application domain, like for example an upper bound on the
world-velocity of a feature. This is exactly what our proposed algorithm does: reducing the
number of comparisons by using knowledge of the application domain.

3.2 Algorithm Overview

If the internal camera calibration is known and knowledge about the change in camera position
is available, then this can be used to define, for each feature in the first image, a region in the
second image to search for a matching feature. This means that a search region is defined
in which, under the assumptions that we made, a corresponding feature will be found if one
exists. By searching inside these regions for corresponding features, instead of searching in
the complete image, the number of descriptor comparisons is significantly reduced.

As mentioned in section 2.2, the images produced by the camera are distorted and do not
conform to the pinhole camera model. However if the camera would conform to the pinhole
camera model and if the principal axis would be perpendicular to the xz plane in the vehicle
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Figure 3.1: Let p1 and p2 be the position of a feature in the first and second frame respectively and
let ϕ be the flow vector (the solid arrow) of the feature in the second frame. Then in the third frame
the flow is expected to be the same as ϕ as illustrated by the dotted arrow. This expected flow defines
the search region, illustrated by the gray area, in the third frame.

coordinate system, then, due to the nature of our application, we could define rectangular
search regions. The computation of these search regions is discussed in section 3.5. The
rectangular search region has the advantage that it can be computed fast and that it enables
the use of a range tree. The range tree is a data structure that can efficiently perform 2D
orthogonal range searches. The book by De Berg et al. [5] describes and analyses range trees.
So considering range trees, it would be desirable to work with rectified images. However
directly rectifying the camera images has some disadvantages.

First of all rectifying the image takes time, especially when interpolation is done. Secondly
you either lose information or the size of input data increases. Information is lost when a
region in the distorted image is mapped to region with fewer pixels. Such information loss
can be avoided by increasing the number of pixels of the rectified image. However this would
increase the amount of data and thus further processing time. This will have a negative
influence on the quality and performance of the feature detector and descriptor.

A solution to the search region problem is as follows. The feature detector and descriptor
computation are applied on the distorted image. After the features and descriptors have
been computed, their coordinates will be rectified. Then for each feature an axis-parallel
rectangular search region is computed in the rectified image space. The algorithm will then,
for each feature in the first image, search inside the search region (in the second image), for
the best matching feature.

It should be noted that this approach only works if both the feature detector and descriptor
are invariant under the distortion of the camera. When a feature has a different image position
in the second view, its visual appearance will be distorted. So the repeatability of the detector
should be high despite the camera distortion.

Furthermore the algorithm makes use of the optical flow that was computed in a previous
frame. If for a feature the flow is known from the previous frame, then the flow in the current
frame is not allowed to deviate too much from the previous flow. In this way not only the size
of the feature’s search region is reduced, but it also increases the accuracy of the optical flow.
Namely if in the previous frame the computed flow was wrong, then it will be very unlikely
that the algorithm finds a matching feature in the search region defined by this wrong flow
in the current frame. So features that were tracked over a high number of frames are more
likely to have a correct optical flow. This is illustrated in figure 3.1.

3.3 Algorithm

This section discusses the new optical flow algorithm in more detail. The algorithm basically
is a framework where the feature detector and the feature descriptor can be chosen freely.
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Let I1, I2, . . . , In be a sequence of images and F1, F2, . . . , Fn be the sets of features that are
detected in those images. Let ↔k be the correspondence relation between the features of the
sets Fk and Fk+1. That is, for every f1 ∈ Fk and f2 ∈ Fk+1, f1 ↔k f2 is true if and only if f1
and f2 are corresponding features. Let fi ∈ Fi, fi+1 ∈ Fi+1, . . . , fj ∈ Fj , with 1 ≤ i ≤ j ≤ n,
be a set of arbitrary features. We then say that fi, fi+1, . . . , fj is a matching sequence ending
at fj if and only if fi ↔i fi+1 ↔i+1 · · · ↔j−1 fj . The age of a feature f is then defined to
be the length of the longest matching sequence ending at f , minus 1. Informally one can say
that the age of a feature f ∈ Fj is the number of times we tracked the feature until the j’th
frame.

The age is a measure of reliability of the computed optical flow. As we will see in section
3.5, if for a feature the optical flow in the previous frame was known, then this flow will be
used to define a search region to search for a matching feature in the current frame. Here the
flow is used for predicting the new position of the feature. If the new position of the feature
is outside this search region, then it means that the predicted position deviates too much
from the actual position. In such cases either the previous flow must have been wrong or the
feature is not visible anymore in the current frame. So if a feature has a high age then that
means that the current flow of the feature is supported by many previous frames.

The new algorithm for computing the optical flow is described in pseudo-code in figure
3.2. As an input it has the current video frame Ik. Besides the video frame the algorithm
also has Fk−1, the set of features in the previous frame, as an input (F0 is defined to be the
empty set). For each feature in Fk−1 the following information is available:

• Position in the previous frame after rectification.

• Feature’s descriptor.

• Feature’s flow, if it was known in the previous frame.

• Age of the feature in the k − 1’th frame.

The algorithm returns a set of features in frame Ik, accompanied by the information listed
above.

The algorithm first detects features in image Ik using a feature detector. Note that Ik is
the output of the fish-eye camera and thus the feature detection is done on a distorted image.
Using the set of new feature coordinates, the loop on line 3 builds the feature set Fk. Here the
coordinates of each feature are rectified and its descriptor is computed. Initially the age of a
feature will be set to 0, the flow will be set to be unknown and the “match difference”, which
is the descriptor-difference between the feature and the matching previous-frame feature, is
initialized to ∞.

On line 11 a range tree is built for the set Fk, using the rectified coordinates as search keys.
After the range tree has been built, the algorithm calls ComputeFeatureFlow (see figure 3.3).
For each feature in Fk−1 the ComputeFeatureFlow algorithm tries to find the best matching
feature in Fk. For a match between a feature f1 ∈ Fk−1 and a feature f2 ∈ Fk, the flow of f2
will be set to be the flow from f1 to f2. If multiple features in Fk−1 match a single feature in
Fk, then the match with the smallest difference in descriptors is chosen.

The algorithm ComputeFeatureFlow iterates over the elements of Fk−1. For each f1 ∈ Fk−1

it computes a rectangular region in which it will search for a possible matching feature of Fk.
Each feature of Fk inside this search region, for which the descriptor difference is less than
threshold D, is considered as a candidate for the match. Obviously the candidate with the
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Algorithm ComputeOpticalFlow(Fk−1, Ik)
1. Detect features in image Ik and store their coordinates as a set C
2. Fk ← ∅
3. for each c ∈ C
4. do Let f be a new feature
5. f.pos ← Rectify(c)
6. f.descr ← ComputeDescriptor(Ik, c)
7. f.flow ← unknown
8. f.age ← 0
9. f.matchdifference ← ∞
10. Fk ← Fk ∪ {f}
11. Tk ← BuildRangeTree(Fk)
12. ComputeFeatureFlow(Fk−1, Fk, Tk)
13. return Fk

Figure 3.2: This algorithm detects features in the current frame Ik and their flow vectors, by using the
set of features Fk−1 of the previous frame.

smallest descriptor difference will be selected. However, it is possible that a second candidate
exists with a nearly equal descriptor difference as the best candidate. This means that in
such case we have found two different features in Fk, which match a feature in Fk−1 equally
well, and thus we cannot find a correct match with great confidence. The minimum difference
between the best and second-best candidate is parameterized by u, which can have a value
in the range [0, 1]. We say that u is a threshold for the uniqueness of a descriptor. Let d1
and d2 be the descriptor difference of the best and second-best candidate respectively. Then
parameter u is the fraction of the matching threshold D by which d1 and d2 must differ:

d2 − d1 ≥ u ·D (3.2)

3.4 Algorithm Complexity

In this section we analyse the time complexity of the algorithm presented in section 3.3. Let
n be an upper bound on the number of features that are detected per frame. Then we want
to express the algorithm’s complexity in terms of n.

Clearly the performance of the algorithm will depend on how big the search regions are
and on the density of the features. A bigger search region and/or a higher feature density
will result in more features within a search region and thus in larger query times. We will
use the variable s to indicate the maximum number of features within a search region.

Before we analyse the complexity of the algorithm presented in the previous section, we
first have to make assumptions about the complexity of some operations within this algorithm.
The complexity of feature detection completely depends on the selected feature detection
algorithm. We define the time complexity of the feature detection, in terms of the width w
and the height h of the input image, to be O(T (w, h)). We assume that the coordinates of
a feature can be rectified in constant time. The time to compute a feature descriptor also
depends on the selected feature descriptor, but typically this is O(1). Therefore we assume
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Algorithm ComputeFeatureFlow(Fk−1, Fk, Tk)
1. for each f ∈ Fk−1

2. do r ← ComputeSearchRegion(f)
3. Fr ← RangeQuery(Tk, r)
4. fbest ← the feature fr in Fr for which difference(f, fr) is the smallest
5. fsecond-best ← the feature fr in Fr for which difference(f, fr) is the second smallest

6. d1 ← difference(f, fbest)
7. d2 ← difference(f, fsecond-best)
8. if d1 < fbest.matchdifference ∧ d1 ≤ D ∧ d2 − d1 ≥ u ·D
9. then fbest.f low ← fbest.pos − f.pos
10. fbest.matchdifference ← d1
11. fbest.age ← f.age + 1
12. Update fbest in Fk and Tk

Figure 3.3: This algorithm searches for each feature in Fk−1 a matching feature in Fk. Here Tk is
a range tree storing all the features of Fk. The function call RangeQuery(Tk, r) returns the set of
features in Tk that are within the rectangular search region r.

an O(1) time complexity for the computation of a feature descriptor. So the total time
complexity of the loop on line 3 of the ComputeOpticalFlow algorithm (see figure 3.2) is O(n)
where n is the number of detected features.

Constructing a range tree with n elements has a O(n log n) time complexity [5].

We now have a look at the time complexity of ComputeFeatureFlow (see figure 3.3. The
main loop of this function is executed |Fk−1| ≤ n times, which is the number of features
detected in the previous frame. A range query in the range tree has a time complexity of
O(log n + r), where r is the number of features returned by the query, which is less than s.
Assuming the difference between two descriptors can be computed in constant time, lines 4 and
5 have a complexity of O(s). The other operations within the loop of ComputeFeatureFlow
have a constant time complexity.

So the overall time complexity of the algorithm is O(T (w, h) + ns+ n log n).

In this time-complexity analyses we required an upper bound (s) for the number of the
number of features that are within a search region. If there exist worst-case scenarios where
indeed every search region contains s features, then we could question whether it is useful to
use smaller search regions in non-worst-case scenarios in order to safe time. This is because
if the algorithm would be used in a hard real-time system, then there is a hard upper bound
on the computation time per frame. So if the algorithm gets a specific time slot for its
computations, then within this time slot it must finish its computations in both best and
worst-case scenarios. So is it, in a hard-real time setting, useful to save computation time
by shrinking search regions? The answer to this question is no, because it does not matter
as long as the algorithm finishes before its deadline. However, the algorithm presented here
could be used to construct a scalable algorithm, that refines the result if there is computation
time left. In that case saving computation time can be useful. The development of such a
scalable algorithm could be a topic for further research.
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3.5 Search Regions

For each feature in the previous frame we wish to compute a search region in the current
frame, in which (under the assumptions that we made) a corresponding feature will be found
if one exists. Obviously we want this region to be as tight as possible. In order to get tight
search regions, we use information that is available about the motion of the ego-vehicle and
the feature’s previously computed optical flow.

Note that the search regions and feature coordinates used here, are the rectified feature
coordinates which conform to the pinhole camera model (see section 2.2.1) of which the
principal axis is perpendicular to the xz plane in the vehicle coordinate system. We assume
that the vehicle pitch and roll is zero and the distance between the camera and the road
remains constant. So the image plane is orthogonal to the road plane. Furthermore we
assume that the lateral distance between the ego-vehicle and other vehicles remains constant.

Features with unknown optical flow

Let vx and vy be the ego-vehicle’s velocity in the image x and y direction respectively. Note
that, under our assumptions, the x-axis in the image coordinate system is in the same direction
as the x-axis of the vehicle coordinate system and the y-axis in the image coordinate system
is opposite to the z-axis of the vehicle coordinate system.

Let q be the point corresponding to a feature for which we want to compute the search
region. Then we want the search region to contain the position of the image of q in the current
frame, if the velocity of q differs at most vrmax

x and vrmax
y with the ego-vehicle velocity in the

x and y direction respectively. We also want the search region to contain the current-frame
image position of q if it has a velocity between 0m/s and the velocity of the ego-vehicle. So
if vqi is the velocity in direction i ∈ {x, y} of point q, then the search region must contain the
current-frame feature position if:

vqi ∈ [min(vi − vrmax
i , 0), max(vi + vrmax

i , 0)] for i ∈ {x, y} (3.3)

Let dq be the lateral distance of q to the camera centre. Then from equation 2.2 we can derive
that for the current-frame flow ϕq

i of q in direction i ∈ {x, y}:

ϕq
i =

vqi − vi
r

· f

dq
for i ∈ {x, y} (3.4)

Unfortunately the distance dq of point q is unknown. However, if we assume that d ≥ dmin ,
where dmin is the minimal lateral distance of objects we want to observe, then from equations
3.3 and 3.4 we get:

ϕq
i ∈

[
min(−vrmax

i ,−vi)

r
· f

dmin
,
max(vrmax

i ,−vi)

r
· f

dmin

]
for i ∈ {x, y} (3.5)

Let p1 and p2 be the image position of point q in the previous and current frame respectively.
Then if we combine equations 3.1 and 3.5, we get:

p2,i ∈
[
p1,i +

min(−vrmax
i ,−vi)

r
· f

dmin
, p1,i +

max(vrmax
i ,−vi)

r
· f

dmin

]
for i ∈ {x, y}

(3.6)
Now equation 3.6 defines the search region of a feature, in terms of variables with known
values (vi, p1,i, f and r) and parameters (dmin and vrmax

i ).
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Features with known optical flow

If for a feature the optical flow in the previous frame is known, then we compute the search
region based on this previous optical flow. This is done based on the fact that the difference in
optical flow of the previous and current frame, is limited by the maximum change in relative
velocity of the world point corresponding to the feature. Let ϕ1 and ϕ2 be the optical flow
vectors of the previous and current frame respectively. Also let v1,i and v2,i, for i ∈ {x, y},
be the i components of the velocity vectors of the feature’s corresponding world point in the
previous frame and current frame respectively, and let d be the lateral distance between the
point and the ego-vehicle. Then, if Δvmax

i is the maximum change in relative velocity (in
image direction i) between the previous and current frame:

|ϕ2,i − ϕ1,i| =
|v2,i − v1,i|

r
· f
d
≤ Δvmax

i

r
· f

dmin
(3.7)

For i ∈ {x, y}, we define Δϕmax
i :

Δϕmax
i =

Δvmax
i

r
· f

dmin
(3.8)

So:
ϕ2,i ∈ [ϕ1,i −Δϕmax

i , ϕ1,i +Δϕmax
i ] (3.9)

Let p1 and p2 be the image coordinates of the feature in the previous and current frame
respectively. Recall from equation 3.1 that p2 = p1 +ϕ. So for i ∈ {x, y}, we have:

p2,i = p1,i + ϕ2,i ∈ [p1,i + ϕ1,i −Δϕmax
i , p1,i + ϕ1,i +Δϕmax

i ] (3.10)

This range is illustrated by the gray area that we saw earlier in figure 3.1.

3.6 Results and Future Work

To test whether the concept of the algorithm works, an implementation of the presented al-
gorithm has been made using the FAST feature detector [18] and the ORB feature descriptor
[19]. Figure 3.4 shows the computed optical flow in a frame from a video sequence that we
recorded. Although experiments showed that the algorithm’s concept works, the implemen-
tation was not optimised for running-time efficiency.

Furthermore in future work a comparison should be made between different feature de-
tectors and feature descriptors, to find out which pair of detector and descriptor delivers the
best results with our algorithm. The quality of the computed optical flow and the running-
time performance, heavily depends on the choice of feature detector and descriptor. Once a
running-time-efficient implementation has been made and a good feature detector and feature
descriptor are chosen, a comparison can be made between our algorithm and other existing
optical flow algorithms.

Thus, a first step has been made by theoretically describing and analysing the algorithm
but future research has to be done on the practical usability of the algorithm.

Because the current implementation does not give enough features with an optical flow,
the methods described in the following chapters were tested with an optical flow computed
by an existing implementation of the KLT algorithm [15] for features detected with the FAST
feature detector [18].
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Figure 3.4: In this image the optical flow, computed by our algorithm, is visualised. Each feature in the
current frame, for which the optical flow has been calculated, is drawn as a green cross. A flow vector
is visualised as a line segment for which one end point is at the feature’s position in the previous frame
and the other end point is at the feature’s position in the current frame. In this frame the ego-vehicle
moves to the right. The left vehicle has a higher velocity than the ego-vehicle and the right vehicle has
the same velocity as the ego-vehicle.
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Chapter 4

Detection of Dynamic Points

After features have been detected and their optical flow has been computed we want to find
out which features correspond to dynamic world points and which ones belong to static world
points. By dynamic world points we mean those points for which the world position changes
from one video frame to the next video frame. The world position of static world points
remains constant between two frames. We say that a feature is a dynamic/static feature if it
corresponds to a dynamic/static world point.

In this chapter we discuss methods to identify whether a feature is dynamic or not. Our
method is based on the geometric constraints on static points as described by Klappstein et
al. [12]. If a features violates the constraints for static points, then it is identified as being
dynamic. Unlike the method of Klappstein et al. [12] for evaluating whether a constraint is
violated, our pyramid-based method, presented in section 4.3, can be used for omnidirectional
cameras.

As we will see in section 4.2, it is not always possible to identify a dynamic feature as
such. Section 4.2 investigates the detection limits of the methods.

4.1 Literature Overview

In literature several methods have been described to detect dynamic features. However many
of them fail to work if the dynamic objects move parallel to the ego-vehicle. Here we give a
short overview of the methods that can be found in literature.

Batavia [2] et al. presented an algorithm to detect overtaking vehicles and other obstacles
in the blind spot of a car. In their approach they predict the optical flow of points on the
road plane by using information about the camera’s motion. Let p be a point in the image.
Then the optical flow of p is predicted under the assumption that it is an image of a point on
the road plane. If the measured optical flow deviates from the expected optical flow then p
is identified as an obstacle. Although this approach works well for the application of Batavia
et al. [2], it is not sufficient for the application discussed in this work. It can only make the
distinction between points that are on the road plane or above the road plane.

An algorithm to segment independently moving objects is discussed by Clauss et al. [4].
Their algorithm makes use of the focus of expansion. The focus of expansion is the vanishing
point of the line over which the camera translates. They make the observation that the optical
flow vectors, of points corresponding to static objects, are pointing away from the focus of
expansion. The algorithm labels a feature dynamic if this property does not hold for its flow

23
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vector. However images of points of moving objects that move in the same direction as camera
will also have flow vectors pointing away from the focus of expansion and are therefore not
detected by this algorithm. Thus the algorithm of Clauss et al. [4] is not suitable for our
application.

Yuan et al. [22] presented a method to make a distinction between features corresponding
to points on the road plane, points of static objects and points of moving objects. First,
by using knowledge about the ego-motion and intrinsic camera calibration, a homography
is calculated for the points on the road plane between the first and second image. Features
satisfying the homography will be classified as points on the road plane. If a feature does not
satisfy the homography, then the algorithm will check whether it is epipolar-consistent. A
feature correspondence is epipolar-consistent if the viewing rays of the feature pair intersect.
If a feature correspondence is not epipolar-consistent, then it must be a point of a moving
object. However, if it is epipolar-consistent, then it can be a static or dynamic point. Namely
a dynamic point is epipolar-consistent if it is moving in the epipolar plane. Therefore a third
test is introduced where the feature correspondence is checked to be structure consistent. The
authors state that structure consistency is equivalent to trifocal consistency, that is, if the
view rays of the first two views intersect then the view ray of the third ray must intersect
in the same point. However this method still has some degenerate cases. Namely if the
camera and object are moving in the same direction and their velocities satisfy a constant
proportional relationship, then the image point will be structure-consistent.

Klappstein et al. [12] describe, besides the epipolar and trifocal constraints, two additional
constraints that have fewer degenerate cases for parallel moving objects. The four constraints
for static 3D points, such that they can be distinguished from moving 3D points, are:

• Epipolar Constraint: If a feature pair corresponds to a static 3D point, then their
viewing rays must intersect.

• Trifocal Constraint: If the view rays of the first two views intersect then the view
ray of the third ray must intersect in the same point.

• Positive-Height Constraint: This constraint is based on the idea that everything
that is observed by the camera must be above the ground. Therefore the positive-
height constraint requires the viewing rays of a feature pair to intersect above ground
plane. If a point violates this constraint, then it cannot be static which means that it
must be dynamic.

• Positive-Depth Constraint: This constraint is based on the idea that everything
that is observed by the camera must be in front of the camera. The positive-depth
constraint requires the viewing rays of a feature pair to intersect in front of the camera.

Klappstein et al. [12] also introduced an error metric which enables us to measure to which
extent the constraints are violated. Their algorithm computes for a feature the image position
that is the closest to the feature and satisfies all four constraints. The error is then defined
as the distance between this position and the feature. So the assumption is made that a
maximum error can be expressed in terms of image distances. The algorithm uses the pinhole
camera model, so if the camera does not conform to the pinhole model, the images need to
be rectified in order to satisfy the pinhole camera model. As a result distance ratios in the
original image are different from the distances in the rectified image, and therefore specifying
a maximum distance in the rectified image is not useful. In section 4.3 we present a new
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constraint detected dynamic point properties

epipolar point should not move in the same plane as the camera
trifocal point should not move in parallel with the camera such that

vp/vc is constant over three views
positive-depth vp > vc
positive-height the image of the point is below the horizon, vp/vc > zp/zc

and vp < vc

Table 4.1: An overview of constraints on static points and the required properties of a dynamic point
in order to be detected as such. Here vp and vc are the velocity of the point and camera respectively,
and zp and zc are the distance between the ground plane and the point and camera centre respectively.

method for evaluating the constraints, which solves this problem. This new method can be
used for cameras with models different from the pinhole camera model. Unlike the method
of Klappstein et al., our method also takes measurement errors in ego-vehicle rotation angles
into account. The method of section 4.3 focuses on the two-view constraints. Future research
has to be done in finding methods for evaluating the trifocal constraint.

Furthermore Klappstein et al. [12] investigate the detection limits of their method. The
detection limits are evaluated for different traffic scenarios where the camera points in direc-
tion in which it is moving. In each scenario the camera velocity, object velocity and distance
between camera and object are fixed. For each pixel in the image they compute how well the
dynamic object will be detected if it is projected onto this pixel. In addition to this evaluation
we investigate another kind of detection limits in section 4.2. Where Klappstein et al. [12]
keep the camera velocity, object velocity and relative distance fixed, we derive for a dynamic
object what these values need to be in order to be detected by the constraints.

4.2 Detection Limits

In this section we investigate the detection limits, of the static-point constraints, in terms
of motion and position properties. The key question we want to answer here is: Given a
constraint, what are the properties (e.g. velocities, relative positions, distance to the road
plane) a dynamic point and the camera must have such that the constraint is violated?
We want to answer this question independent of the camera and measurement precision.
Therefore we assume that the images are taken with infinite precision and that no noise is
present. Note that limits depending on the camera’s precision can be improved by using a
camera with higher precision. We consider only the situation where moving objects move
in the same direction as the camera. An overview of the four constraints and their limits is
given in table 4.1.

Epipolar Constraint

The epipolar constraint requires the two viewing rays to intersect. Two viewing rays intersect
if and only if there is a plane containing both rays. Let p1 be the position of a dynamic point
at the time the previous frame was taken. Let c1 be the previous-frame camera centre and
c2 be the current-frame camera centre. Then the plane containing the points p1, c1 and c2
is called the epipolar plane of point p1. Note that the previous-frame viewing ray is in this
epipolar plane. This is illustrated in figure 4.1.
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Figure 4.1: Point c1 is the previous-frame camera centre and c2 is the current-frame camera centre.
The epipolar plane of position p1 is the plane containing the triangle c1p1c2.

Figure 4.2: A degeneracy of the trifocal occurs if the ratio between the dynamic point velocity and
camera velocity is constant. Here a top view is illustrated where the solid lines represent the image
planes and the dotted lines the viewing rays. Points c0, c1, c2, are the camera centre in the three
frames, and point p0,p1,p2 are the positions of the dynamic point in the three frames. Point ps is a
static point that has the same viewing rays (and thus the same position in the image) as the dynamic
point in the three frames.

Now let p2 be the position of the same dynamic point at the time the current frame was
taken. Then the current-frame viewing ray is in the same plane as the previous-frame viewing
ray, if and only if p2 is in the epipolar plane of p1. So that means that the two viewing rays
of a dynamic point, with position p1 in the previous frame and position p2 in the current
frame, intersect if and only if p2 is in the epipolar plane of p1.

Unfortunately this degeneracy occurs exactly in the scenarios of our application. Because
the moving vehicles move in the same direction as the camera, the dynamic points and camera
centre move in the same plane. Consequently the epipolar constraint will not be of much use
in distinguishing points of parallel driving vehicles.

An exception to this are features that are detected on the wheels of the parallel moving
vehicle. Because the wheels rotate and this rotation is not in the epipolar plane, the points
on the wheel will violate the epipolar constraint.

Trifocal Constraint

The trifocal constraint requires that the viewing rays of three frames intersect in the same
point. Yuan et al. [22] derived the scenarios in which degeneracies for the trifocal constraint
occur. Let there be three frames such that c0, c1 and c2 are the camera centre of the first,
second and third frame respectively, and let there be a dynamic point that has position p0,
p1 and p2 in the first, second and third frame respectively. This is illustrated in figure 4.2.
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Figure 4.3: The positive-depth constraint is violated when the velocity of the dynamic point is larger
than the camera’s velocity. Here a top view is illustrated where the solid lines represent the image
planes and the dotted lines the viewing rays.

Let for two points a and b, ab denote the distance between the points. Then in our case,
where the dynamic point and camera are moving in the same direction, the three viewing
rays intersect in the same point ps if and only if the ratio p0p1/c0c1 is the same as the ratio
p1p2/c1c2. So a degeneracy occurs if the ratio between the point and camera velocity, is
constant over the three frames.

The trifocal constraint will not be of much use when it is evaluated over three subsequent
frames, since the velocity ratio will not change much between two camera periods. However
if a feature has been tracked over a larger number of frames, then it is more likely that the
velocity ratio was different in the frame where the feature was observed for the first time,
than in the last frame. Therefore the trifocal constraint could be useful if the time difference
is large enough between the first and last frame in which the feature is observed.

Positive-Depth Constraint

The positive-depth constraint requires the viewing rays to intersect in front of the camera.
Let p1 be the position of the dynamic point at the time of the first frame and p2 be the
position of the dynamic point at the time of the second frame. Also let c1 and c2 be the
previous-frame and current-frame camera centres respectively (see figure 4.3). If the dynamic
point is moving parallel to the camera (i.e. the vector from p1 to p2 is parallel to the vector
from c1 to c2) then the ray intersection point ps is behind the camera if and only if the
velocity of the dynamic object is larger than the camera’s velocity. It is not hard to see that
this is true. If the point has a higher velocity than the camera, then the distance between
p1 and p2 is larger than the distance between c1 and c2. Because the dynamic point and
the camera centre are moving in the same direction, this means that the rays will intersect
behind the camera centre as illustrated by figure 4.3. If the feature is moving slower than the
camera, then the distance between p1 and p2 is smaller than the distance between c1 and c2
and the intersection point will be in front of the camera as illustrated by figure 4.4.

Positive-Height Constraint

Because the positive-height constraint is checked in case the epipolar, trifocal and positive-
height constraint are satisfied, we here consider the case where the direction of the dynamic
point is parallel to the direction of the camera motion and the that the dynamic point is
moving slower than the camera. We also assume that the distance from the camera centre to
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(a) (b)

Figure 4.4: This figure illustrates two scenarios where the dynamic point has a lower velocity than the
camera. In (a) the intersection point is below the ground plane and in (b) the intersection point is
above the ground plane.

the ground plane as well as the distance from the moving point to the ground plane remains
constant.

Let c1 be the camera centre for the previous view and p1 the world-position of the moving
point. Also let l1 be the viewing ray through c1 and p1. Then z1 is defined to be the point
where l1 intersects the ground plane. Similarly for the current view we define c2, p2, l2 and
z2. So that means that the camera centre moved from c1 to c2 and the moving point from
p1 to p2. Furthermore we define ps to be the intersection of the viewing rays l1 and l2. This
is illustrated in figure 4.4. Note that l1 and l2 must intersect since we assumed the epipolar
constraint is satisfied.

We define the x-direction to be the direction in which the camera moves, the y-direction
to be the direction of the principal axis and the z-direction to be perpendicular to the road
plane and pointing upwards.

Without loss of generality we assume that the y-coordinate of c1 and c2 is 0. We define
the individual (inhomogeneous) coordinate components of c1, c2, p1 and p2 as follows:

c1 =

⎛
⎝ xc1

0
zc

⎞
⎠ , c2 =

⎛
⎝ xc2

0
zc

⎞
⎠ , p1 =

⎛
⎝ xp1

yp
zp

⎞
⎠ , p2 =

⎛
⎝ xp2

yp
zp

⎞
⎠ (4.1)

Figure 4.4a illustrates a scenario where ps is below the road plane. In such a scenario
the point is classified as a moving point because it violates the positive-height constraint.
However there also exist scenarios, as illustrated by figure 4.4b, where the positive-height
constraint holds for a moving point. In such case a static point at position ps would have
the same viewing rays l1 and l2 and thus will have the same image coordinates as our moving
point in both views.

We can only detect that the point is a dynamic point by means of the positive-height
constraint, if ps is below the road plane. From this we will derive what properties (height,
velocity, depth, etc.) the dynamic point must have in order to be detectable by the positive-
height constraint. The positive-height constraint detects a moving point only if ps is below
the road, plane which means that if we follow a viewing ray starting at the camera centre,
then we first hit the road plane before we hit ps. Let ys be the y-coordinate of Ps and yz be
the y-coordinate of z1 and z2 (z1 and z2 have equal y-coordinates since we assumed that the
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dynamic point moves parallel to the camera). Then this translates to the following constraint:

ys > yz (4.2)

The y-coordinate of z1, can be obtained by the following equation:

yz =
yp

zc − zp
zc (4.3)

By projecting p1,p2, c1, c2 and the viewing rays onto the xy-plane we can get the x and y-
coordinate of ps. We do these computations in homogeneous coordinates (the book by Hartley
and Zisserman [10] explains the algebra of planar geometry in homogeneous coordinates). Let
p′
1,p

′
2,p

′
s, c

′
1, c

′
2 be the homogeneous vectors representing the projections on the xy-plane of

p1,p2, c1, c2 respectively. Then the ray through c′1 and p′
1 and the ray through c′2 and p′

2

have the homogeneous coordinates p′
1×c′1 and p′

2×c′2 respectively. The cross product of the
two homogeneous ray vectors gives us their intersection point:

p′
s =

(
p′
1 × c′1

)
×

(
p′
2 × c′2

)
(4.4)

This gives us the following result for the y-coordinate of ps:

ys =
yp(xc2 − xc1)

(xc2 − xc1)− (xp2 − xp1)
(4.5)

Let vp and vc be the velocity of the point and camera respectively. Then vc = (xc2−xc1)/Δt
and vp = (xp2 − xp1)/Δt, where Δt is the time difference between the previous and current
view. We use these equalities to rewrite equation 4.5:

ys =
ypvc

vc − vp
(4.6)

By using equations 4.3 and 4.6 in the constraint given by equation 4.2, we get a lower
bound on the point velocity vp:

vp > vc
zp
zc

(4.7)

So we can conclude from this that a parallel moving point is detected as such by the
positive-height constraint, if and only if the velocity ratio vp/vc is at least the ratio in height
zp/zc. We also see that when we increase the camera height, also the detectability of dynamic
points increases.

From this result we can also derive that a point moving in the direction opposite to
the camera (i.e. vp < 0) will not violate the positive-height constraint, and thus cannot be
detected as a dynamic point by this constraint. This is illustrated in figure 4.5.

Since the velocity of a dynamic point must be less than the velocity of the vehicle (other-
wise the feature would violate the positive-depth constraint), equation 4.7 also tells us that
the point can never violate the positive-height constraint if it is higher than the camera cen-
tre. This is quite trivial, because if the point would be higher then the ray from the camera
centre to the point would point upwards and thus never hit the ground plane. Note that if a
point is lower than the camera centre, then its projection in the image appears to be below
the horizon.
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Figure 4.5: In case the point is moving in the direction opposite to the direction in which the camera is
moving, the ray intersection point is in front of the object and does therefore not violate the positive-
height constraint.

4.3 Constraints Evaluation

This section describes a new method to evaluate for a pair of corresponding features, whether
they violate the constraints for static points (epipolar, positive-depth and positive-height). If
they do violate one of these constraints then we conclude that the feature must be dynamic.
Note that if none of the constraints is violated, then the point can be either static or dynamic
as we saw in section 4.2. So we will identify a feature as dynamic only if we are absolutely
sure (assuming the computed optical flow of a feature is correct) about this. The evaluation
method presented here is not restricted to the pinhole camera model and can be used for our
omnidirectional camera.

To avoid confusion we will use the superscripts d, v and e for symbols that represent
vectors in the device, vehicle and environment coordinate system respectively. Because these
coordinate systems are different per frame, we use the subscripts 1 and 2 for symbols corre-
sponding to the previous and current frame respectively. So for example pv

2 would be used
for a position in the vehicle coordinate system of the current frame.

One could say that the continuous image coordinates which a feature would have in case
the camera had infinite precision, are rounded to discrete image coordinates (pixels). This
rounding of image coordinates introduces an error, which depends on the distance between
neighbouring pixels. In this work the term real-world viewing ray is used for the physical
ray that passes through the real-world position of a feature and the real-world position of
the camera centre. The term back-projected viewing ray is used for the ray that is obtained
by back-projecting the feature’s pixel coordinates, i.e. the ray through the measured position
of the camera centre and the centre of the feature’s pixel. When no confusion can arise the
back-projected viewing ray is simply called the viewing ray.

Multiple real-world viewing rays are projected onto a pixel. For a pixel, the set of all
viewing rays that are projected onto that pixel, form a volume. We approximate this volume
by an infinite pyramid with a convex quadrilateral base shape, as illustrated by figure 4.6. We
call this volume, the back-projected pyramid (or pyramid in short) of a pixel. These pyramids
form the basis of our constraint evaluation method. Let f1 and f2 be a pair of corresponding
features and let P1 and P2 be their back-projected pyramids. If there is a pair of rays inside
the pyramids that satisfies all the constraints for static points, then this pair of rays may
correspond to a static point. In such case the feature pair f1, f2 will not be classified as
dynamic because it could be static. We therefore say that a constraint is violated by the pair
f1, f2 if it is violated by every possible pair of rays r1 and r2 such that r1 is in pyramid P1

and r2 is in pyramid P2. The feature pair f1, f2 is then classified as dynamic if and only if
there is a static-point constraint that is violated by f1, f2.
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Figure 4.6: This figure illustrates the back-projected pyramid of a pixel in a pinhole camera. The dots
are pixel centres on the image plane and the dotted lines are the pixel borders.

The surface of the back-projected volume of a pixel is formed by back-projecting the line
segments that form the border of the pixel. In a pinhole camera such a back projection of
a line segment is in a plane and therefore the back-projected volume of a pixel is a convex
quadrilateral pyramid. In an omnidirectional camera the back-projection of a pixel border
segment is a curved surface due to the distortion of the lens. However since the curvature
of this surface is relatively weak, the back-projected volume of a pixel, in an omnidirectional
camera, can be approximated by a convex quadrilateral pyramid.

The four planes that contain the faces of a pixel’s back-projected pyramid, are defined
by the back-projected viewing ray and the four bounding rays. A bounding ray of a pixel
is the ray through the camera center of which the direction is the average direction between
the back-projected viewing ray of the pixel and the back-projected viewing ray of one of its
neighbouring pixels (see figure 4.7). For each pixel there are in total four bounding rays: the
upper, lower, left and right bounding ray. Now for each of the bounding rays we can compute
a plane that contains the face of the pyramid. Let bd be the direction of a bounding ray
and dd be the direction of the back-projected viewing ray. Then the plane π defined by the
bounding ray with direction bd, is the plane that contains the ray with direction bd, and is
orthogonal to the plane spanned by bd and dd, as illustrated in figure 4.8.

We will assume that the difference in device-pitch-angle and device-roll-angle, between a
pixel’s viewing ray and the viewing ray of the left/right neighbour pixel, is negligible. So a
left/right neighbour pixel has a viewing ray which is to the left/right from the viewing ray of
the current pixel. Similarly we assume that the difference in device-yaw-angle and device-roll-
angle, between a pixel’s viewing ray and the viewing ray of the upper/lower neighbour pixel,
is negligible. Note that these assumptions hold for most kinds of cameras, including pinhole
cameras and omnidirectional cameras as described in section 2. Under these assumptions, a
back-projected pyramid is a rectangular pyramid, because the planes containing the upper
and lower face of the pyramid are orthogonal to the planes containing the left and right face
of the pyramid.

Instead of using image coordinates of the feature pair as an input for the constraint
evaluation, we use the directions of the viewing rays for these features and their bounding
rays. We use dd

1 and dd
2 as symbols for the direction vectors of the previous and current frame

respectively. We use the symbols ubd
i ,db

d
i , lb

d
i , rb

d
i with i ∈ {1, 2}, for the upper, lower (d
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Figure 4.7: A side view of a pinhole camera (a) and an omnidirectional camera (b), illustrating the
upper and lower bounding rays for a pixel. In both side views the vertical line is the image plane, the
black dot on the image plane is the centre of a pixel and the gray dots are the centres of the neighbouring
pixels. The black ray corresponds to the pixel’s viewing ray and the gray rays to the neighbouring pixels’
viewing rays.

Figure 4.8: The orange triangle is in the plane spanned by the back-projected viewing ray direction dd

and the bounding ray direction bd. The green triangle is a face of the back-projected pyramid. This
face is defined to be in the plane that contains the line (through the device origin) with direction bd

and that is orthogonal to the plane spanned by dd and bd. So the pyramid’s face is spanned by the
bounding ray direction bd and the normal nd of the plane spanned by dd and bd.
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for down), left and right bounding ray direction vectors respectively. All direction vectors are
unit vectors. Furthermore the algorithm needs the following input data:

• A mapping Td→v : R3 → R
3, that maps device coordinates to vehicle coordinates. This

mapping is constant over time and is defined by the extrinsic camera calibration in the
vehicle coordinate system.

• A mapping Tv2→v1 : R3 → R
3, that maps vehicles coordinates of the current frame

to vehicle coordinates of the previous frame. The mapping can obviously change from
frame to frame. The mapping is constructed by measuring the change in vehicle position
and orientation.

• A mapping Tv1→e1 : R3 → R
3, that maps vehicle coordinates of the previous frame

to previous-frame environment coordinates. This mapping is constructed using the
vehicle’s height, roll angle and pitch angle in the previous frame.

• An uncertainty distance h, for the deviation in distance to the ground plane of points.
This uncertainty will be used for evaluating the positive-height constraint. We need
this parameter to be robust against errors in the height measurement of the car and to
make sure that points in the real world which are a bit beneath the ground plane (for
example a street gutter), are not detected as dynamic by the positive-height constraint.

• An uncertainty angle θ for the measured vehicle rotations (yaw, roll and pitch). The
mapping Tv2→v1 is based on the measured vehicle rotations. In order to be robust
against errors in these measurements, our method makes use of the uncertainty θ.

• An uncertainty angle α for the ground plane. The roll and pitch angles are measured
between the chassis of the car and its wheels. However it may be the case that the wheels
of the car are not perfectly on the ground plane. This can be caused, for example, by
an unevenness of the road or when the road plane is not exactly on the ground plane of
the rest of the environment. Angle α is the maximum angle that the plane, on which
the wheels of the vehicle are standing, may deviate from the ground plane of the rest
of the environment.

We use symbol o for the vector (0, 0, 0)ᵀ. The symbols x̂, ŷ and ẑ for the unit vectors
(1, 0, 0)ᵀ, (0, 1, 0)ᵀ and (0, 0, 1)ᵀ respectively.

For each coordinate mapping T we define a mapping T̂ that maps direction unit vectors
in one coordinate system to direction unit vectors in the other coordinate system:

T̂ (d) = T (d)− T (o) (4.8)

Note that an error in the measurement of the rotation of the vehicle, is also an error in
the orientation of the camera. So due to such an error there will also be an error in the
direction of viewing rays. An additional uncertainty in the viewing ray angle, means that the
pyramids gets wider. As described above, θ specifies the maximum angle deviation due to
an error in the rotation measurement. Therefore we adjust the bounding rays by this angle:
ubd

i is rotated θ upwards, dbd
i is rotated θ downwards, lbd

i is rotated θ to the left and rbd
i

is rotated θ to the right (for i ∈ {1, 2}). In the remainder of this chapter we will work with
these adjusted bounding rays.
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Having the definitions described above, we are ready to describe the constraint evaluation
algorithm. First the epipolar constraint is evaluated, which tells us whether the two viewing
ray intersect or not. If they do not intersect then the feature is dynamic. If they do intersect
then it is still undecidable whether the feature is dynamic or not and the other constraints
will be evaluated.

This section only presents methods to evaluate the two-view constraints (epipolar, positive-
height and positive-depth) using the concept of back-projected pyramids. Further research
has to be done on an evaluation method, based on back-projected pyramids, for the trifocal
constraint.

Epipolar Constraint

The epipolar constraint requires the two viewing rays to intersect. Due to measurement and
rounding errors, the measured rays may not intersect even when they do intersect in the real
world. Two lines that do not intersect and are not parallel are called skew lines. Although
skew lines do not have an intersection point, they do have a pair of points where the distance
between the lines is minimal. This distance is used for deciding whether the rays intersect
or not. Before we calculate the distance between the rays, first it has to be checked that the
rays are not parallel. Later we will discuss how this check is done and how parallel rays can
be interpreted. For now we assume that the rays are not parallel.

We describe the viewing rays of the previous and current frame, in the previous-frame
vehicle coordinate system. The equation for points on the ray of the previous frame is (where
λ ∈ R is a variable):

rv1(λ) = Td→v(o) + λT̂d→v(d
d
1) (4.9)

The equation for the viewing ray of the current frame is:

sv1(λ) = Tv2→v1 (Td→v(o)) + λT̂v2→v1 (T̂d→v(d
d
2)) (4.10)

Let λ1 be the value such that rv1(λ1) is the point on the previous-frame ray that is the
closest to the current-frame ray. Similarly let λ2 be the value such that sv1(λ2) is the point
on the current-frame ray that is the closest to the previous-frame ray.

As defined earlier in this section, a pair of features violate a constraint if and only if
this constraint is violated by all possible pairs of rays within the back-projected pyramids
of the features. For the easy of computational complexity, the current-frame viewing ray is
considered noise free (the same approximation is done by Klappstein et al. [12]). Then we
check if the point sv1(λ2) is inside the previous-frame pyramid. If so, then there is a ray r1 in
the previous-frame pyramid that crosses sv1(λ2), which means that in both pyramids there is a
ray that passes through sv1(λ2) and thus that the constraint is satisfied. If sv1(λ2) is not inside
the previous-frame pyramid, then we check if the point rv1(λ2) is inside the current-frame
pyramid. If in both cases the point is not inside the pyramid, then we consider the epipolar
constraint to be violated.

A point is inside a pyramid if and only if for each of the four planes containing the faces
of the pyramid, the point is on the same side of the plane as the back-projected viewing ray.
This can be checked for each plane individually, by using the bounding ray that describes the
plane. We will now describe how to check whether the point sv1(λ2) is inside the previous-frame
pyramid (checking whether rv1(λ1) is inside the current-frame pyramid is symmetric).

Let b be a bounding ray and π be the plane that contains the pyramid face described by b.
Then we say that a point is within the bounds of bounding ray b, if this point is on the same
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camera centre
Figure 4.9: A view in the πv

1 plane, where line l is defined as the line through rv1(λ1) and p (the
projection of sv1(λ2) onto πv

1). Point q is then defined as the intersection of l with the bounding ray
(the gray line). The gray area is the area in which point p must lie in order to be within the bounds
defined by the bounding ray.

side of plane π as the back-projected viewing ray. Let bd
1 be the direction of a previous-frame

bounding ray and let πv
1 be the plane spanned by bd

1 and dd
1. Then sv1(λ2) is inside the bounds

defined by the bounding ray if and only if the orthogonal projection of sv1(λ2) onto πv
1 is under

the bounding ray. By “under” we mean the side of the bounding ray where rv1(λ1) is located.

Let p be the orthogonal projection of sv1(λ2) onto πv
1 and let l be the line in πv

1 that
passes through rv1(λ1) and is orthogonal to the viewing ray, as illustrated in figure 4.9. Due to
properties of skew lines, the line through rv1(λ1) and sv1(λ2) is perpendicular to both viewing
rays. Therefore p must be on l. Now let q be the point of intersection of line l with the
bounding ray. Then p is under the bounding ray if and only if the distance between p and
rv1(λ1) is smaller than the distance between q and rv1(λ1).

Let cv1 be the previous-frame camera centre in previous-frame vehicle coordinates:

cv1 = Td→v(o) (4.11)

Then, as geometrically motivated by figure 4.10, the coordinates of q are given by:

q = cv1 +
|rv1(λ1)− cv1|

T̂d→v(b
d
1) · T̂d→v(d

d
1)
T̂d→v(b

d
1) (4.12)

Since T̂d→v is a linear transformation of unit vectors T̂d→v(b
d
1) · T̂d→v(d

d
1) is equal to bd

1 · dd
1.

According to equations 4.9 and 4.11, rv1(λ1)−cv1 is equal to λ1T̂d→v(d
d
1) and because T̂d→v(d

d
1)

is a unit vector |λ1T̂d→v(d
d
1)| = λ1. So we can reduce equation 4.12 to:

q = cv1 +
λ1

bd
1 · dd

1

T̂d→v(b
d
1) (4.13)

We find p by projecting sv1(λ2) onto the unit vector with rv1(λ1) as its origin, pointing in
the direction of q (so this unit vector is along line l):

p = rv1(λ1) +

(
(sv1(λ2)− rv1(λ1)) ·

q− rv1(λ1)

|q− rv1(λ1)|

)
q− rv1(λ1)

|q− rv1(λ1)|
(4.14)

Now point sv1(λ2) is inside the bounds of bounding ray with direction bd1, if and only if the
distance between p and rv1(λ1) is smaller than the distance between q and rv1(λ1):

|p− rv1(λ1)| ≤ |q− rv1(λ1)| (4.15)
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Figure 4.10: Point q can be defined in terms of cv1, d
d
1, b

d
1 and rv1(λ1).

Using equations 4.9, 4.13 and 4.14, equation 4.15 can be rewritten to:

(sv1(λ2)− rv1(λ1)) ·
(
T̂d→v(b

d
1)

bd
1 · dd

1

− T̂d→v(d
d
1)

)
≤ λ1

(
1

(bd
1 · dd

1)
2
− 1

)
(4.16)

In a similar way one has to check whether rv1(λ1) is inside the bounds of the current-frame
bounding rays. The epipolar constraint is satisfied if and only if rv1(λ1) and sv1(λ2) are inside
all bounds.

Positive-Depth Constraint

The positive-depth constraint requires the viewing rays to intersect in front of the camera.
We want to classify a feature as dynamic, only if we are absolutely sure it is dynamic. In order
to be absolutely sure that positive-depth constraint is violated, every possible intersection of
rays within the back-projected pyramids must be behind the camera.

Recall from section 1.1 that we assume that the ego-vehicle’s pitch angle and the roll angle
are negligible, and that the camera is oriented in such a way that everything that is pointing
upwards in the world also appears to point upwards in the image. Under these assumptions,
the upper and lower boundary rays specify the maximum deviation of the real-world viewing
ray from the back-projected viewing ray in the vertical direction. Similarly the left and right
boundary rays specify the maximum deviation in horizontal direction.

We inspect the intersection points of the following pairs of vertical bounding rays: current-
frame upper bounding ray with previous-frame upper bounding ray, current-frame upper
bounding ray with previous-frame lower bounding ray, current-frame lower bounding ray
with previous-frame upper bounding ray, current-frame lower bounding ray with previous-
frame lower bounding ray. If all these intersection points are behind the camera, then we can
conclude that any pair of rays, only deviating vertically from the two viewing rays lie within
the error bounds. Similarly we do this check with the left and right bounding rays in the
horizontal direction.

If also all intersection points of the horizontal bounding rays are behind the camera, then
we can conclude that any pair of rays within the back-projected pyramids, only deviating in
either horizontal direction or vertical direction, intersects behind the camera. From this we
conclude that approximately all pair of rays within the back-projected pyramids, intersect
behind the camera. In such case the positive-depth constraint is violated and the feature is
marked as dynamic.
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Above we said that we inspect the intersection points of pairs of bounding rays. As with
the evaluation of the epipolar constraint, two rays are most likely to be skew lines and thus
have no intersection point. Also here we are looking for the points on the rays, where the
distance between the rays is minimal. Let bd

1 be the direction of a previous-frame bounding ray
and bd

2 be the direction of a current-frame bounding ray. Then the previous-frame bounding
ray can be described by the following equation:

uv1(λ) = Td→v(o) + λT̂d→v(b
d
1) (4.17)

The current-frame bounding ray can be described by the following equation:

vv1(λ) = Tv2→v1 (Td→v(o)) + λT̂v2→v1 (T̂d→v(b
d
2)) (4.18)

Let λ1 be the value such that uv1(λ1) is the point on the previous-frame bounding ray
that is the closest to the current-frame bounding ray. Similarly let λ2 be the value such that
vv1(λ2) is the point on the current-frame bounding ray that is the closest to the previous-frame
bounding ray. Note that λ1 and λ2 are the distances of u

v
1(λ1) and vv1(λ2) to the camera centre

and these values will be negative if the ray intersection point is behind the camera. So the
positive-depth constraint is violated if λ1 < 0 or λ2 < 0.

Positive-Height Constraint

The positive-height constraint requires the viewing rays to intersect above the ground plane.
We could check the same intersection points of the bounding rays as for the positive-depth
constraint. However for the positive-height constraint it is sufficient to check if the previous-
frame and current-frame upper bounding rays intersect below the ground plane. The upper
bounding rays specify the maximum upwards deviation of the real-world viewing rays to
the back-projected viewing rays, which means that the real-world viewing rays cannot point
higher than the upper bounding rays. It is possible that the intersection of viewing rays on the
corners of the pyramid are slightly higher than the intersection of the upper bounding rays,
but in practice this difference is negligible. So if the upper bounding rays intersect below the
ground plane, then the real-world viewing rays must also intersect below the ground plane.

The vehicle-to-environment coordinate transformation makes use of the measured vehicle
height. An error in this height measurement influences the positive-height-constraint eval-
uation, since the calculated ground plane may be higher than the real-world ground plane.
Consequently points that are on the real-world ground plane will appear to be below the
ground plane. Because of this a parameter h is introduced which specifies the maximum
height (environment z-coordinate) the ray intersection point must have in order to be con-
sidered below the ground plane. Such a parameter also makes sure that points, which in the
real-world are only a bit below the road plane, are not classified as dynamic objects.

An error in the measured roll and pitch angle may influence the calculated position of the
intersection point relative to the ground plane. Note that the bounding rays incorporate this
measurement error. The roll and pitch angles are measured between the chassis of the car
and its wheels. However it may be the case that the wheels of the car are not perfectly on the
ground plane. This can be caused, for example, by an unevenness of the road or when the
road plane is not exactly on the ground plane of the rest of the environment, as illustrated
by figure 4.11. Points, which are far away and are on the real-world ground plane, appear
to be below the ground plane due to this error and will thus be falsely classified as dynamic
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(a) (b)

Figure 4.11: The road plane that is computed from the sensor values may deviate from the real-world
ground plane, even when we make no error in the vehicle pitch and roll measurement. This may be
because the road plane is not equal to the ground plane of the rest of the environment, as illustrated
in (a), or because unevenness of the road, as illustrated in (b). Angle α is the maximum difference
in angle between the calculated ground plane and the real-world road plane. In both illustrations the ẑ
direction in the (computed) environment coordinate system is given.

points. To avoid this problem the parameter angle α is introduced, which is the maximum
angular deviation of the calculated ground plane to the real-world ground plane.

Now both the angle α and distance h are used in the evaluation of the positive-height
constraint. The ground plane lowered to height h in order to compensate for the height
measurement error. We call the new ground plane πg. Let ce be the projection of previous-
frame camera centre onto πg:

ce = −hẑ+ (Tv1→e1 (Td→v(o)) · x̂)x̂+ (Tv1→e1 (Td→v(o)) · ŷ)ŷ (4.19)

Let pv
1 be the point where the upper bounding rays intersect in previous-frame vehicle coor-

dinates, as illustrated in figure 4.12.. We say that pv
1 is below the ground plane if pv

1 is below
πg, and the angle between πg and the vector from ce to pv

1 is at least α (i.e. the angle with
the ẑ, the normal of πg, is at least

π
2 + α):

Tv1→e1 (p
v
1)− ce

|Tv1→e1 (pv
1)− ce| · ẑ ≤ cos

(
π
2 + α

)
= − sin(α) (4.20)

Parallel Ray Check

Let us assume that we have two viewing rays in the real world that are perfectly parallel.
As a result the orthogonal distance between the rays is constant everywhere along the rays.
These viewing rays are projected onto rounded pixel coordinates. If we try to reconstruct the
viewing rays by back projecting through the centres of the pixels, then the back-projected
viewing rays may not be parallel. As a consequence, there is a unique pair of points on both
back-projected viewing rays for which the distance between the rays is minimal. These points
can be relatively close to the camera centres, which contradicts with the fact that parallel
lines intersect at infinity.

Because of the problem described above we would like to have a method for checking
whether features could have parallel rays within specified error bounds.

Every possible ray within a back-projected pyramid passes through the camera centre. So
the set of all possible rays inside the pyramid can be constructed knowing only the position
of the camera and the set of all possible ray directions inside the pyramid. Let us consider
this set of possible ray directions for the previous frame and for the current frame. If the
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camera centre

ground plane

Figure 4.12: The calculated ground plane is indicated by the solid black line. The plane πg is parallel
to the ground plane and their distance is h. The camera centre is projected onto πg and this projection
is called ce. Now the real-world ground plane may have an angular deviation from πg of at most α,
which is indicated by the gray line. If the vector from ce to Tv1→e1 (p

v
1) is below this gray line (i.e. its

angle with the z-axis is larger), then the positive-height constraint is violated.

move camera centres
to the origin

Figure 4.13: On the left you see two viewing rays (black lines), their camera centres (black dots), two
of their bounding rays (gray lines) and their pyramids (light gray areas). For checking parallelism of
two rays, what only matters is the ray’s direction and no position. This can be visualized by moving
both camera centres to the origin, as can be seen on the right. The set of common directions for both
viewing rays is marked dark gray.

intersection of these two sets is not empty, then that means that there exists a ray in the
previous-frame pyramid and a ray in the current-frame pyramid such that these two rays have
the same direction (see figure 4.13). Two rays having the same direction are parallel rays.

Like for the positive-depth constraint we make use of the fact that (under our assumptions)
the upper and lower bounding rays specify the deviation of the viewing ray in the vertical
direction, and the left and right bounding ray in the horizontal direction. We will use this
for finding out if there is an overlap in the directions of the pyramids. We check whether
the directions of the pyramids overlap in horizontal direction, by inspecting the angles of
the left and right bounding rays. Similarly we check whether the directions of the pyramids
overlap in vertical direction, by inspecting the angles of the upper and lower bounding rays.
If an overlap in both directions is found, then the combination of these two overlaps is the
intersection of the directions of the two pyramids (see figure 4.14).

Checking whether the pyramid directions overlap horizontally (the vertical case is sym-
metric) is done as follows. For the vertical current-frame bounding directions lbd

2, rb
d
2 we
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vertical overlap

horizontal overlap

Figure 4.14: This figure visualizes a previous-frame pyramid. The orange plane shows how much the
directions may deviate vertically from the viewing ray direction and green plane shows how much it
may deviate horizontally. The solid rectangle is a cross section of the pyramid. The dark parts of the
orange and green plane indicate the vertical and horizontal directions which overlap with the directions
of the current-frame pyramid. These overlaps are also visible in the cross section as the dotted areas.
The part of the cross section where there is both horizontal and vertical overlap contains parallel rays.

check whether they are within the bounds defined by the vertical previous-frame bounding
directions lbd

1, rb
d
1 and vise versa. We will do these calculations in the previous-frame vehicle

coordinate system, so all direction vectors need to be transformed to this coordinate system.
So one has to check whether a current-frame direction vector is inside the bounds defined

by a previous-frame direction vector. This is done as follows. Let bd
1 be the previous-frame

bounding direction, bd
2 the current-frame bounding direction and dd

1 be the previous-frame
viewing ray direction. Furthermore let πv

1 be the plane spanned by bd
1 and dd

1 in the previous-
frame vehicle coordinate system, and let nv

1 be the normal of this plane:

nv
1 = T̂d→v(b

d
1)× T̂d→v(d

d
1) (4.21)

The direction bd
2 is projected on πv

1 and we call this projection p:

p = T̂v2→v1 (T̂d→v(b
d
2))−

(
T̂v2→v1 (T̂d→v(b

d
2)) · nv

1

)
nv
1 (4.22)

Once p is known, we check whether direction p is on the same side of direction T̂d→v(b
d
1)

as T̂d→v(d
d
1). If this is not the case then bd

2 is not within the bounds defined by bd
1. If p and

T̂d→v(d
d
1) are on the same side of T̂d→v(b

d
1), then by the right-hand rule, the cross products

p× T̂d→v(b
d
1) and T̂d→v(d

d
1)× T̂d→v(b

d
1) point in the same direction and otherwise in opposite

directions. This can be checked by taking the dot-product of the two cross-products and
evaluate its sign:(

p× T̂d→v(b
d
1)
)
·
(
T̂d→v(d

d
2)× T̂d→v(b

d
1)
)
> 0 ≡ bd

2 is within the bounds defined by bd
1

(4.23)
So we now have a method to check whether two corresponding features have an overlap in

the directions of their pyramids. Note that if they do overlap, then that does not mean that
the real-world viewing rays of the features are parallel. The only thing we know then is that
they could be parallel within the given error bounds. Recall from the beginning of this section
that a constraint is violated for a pair of features, if and only if it is violated for every possible
pair of viewing rays inside their pyramids. So that means that both features do not violate
the epipolar constraint or the positive-depth constraint, because the pair of parallel rays
intersect at infinity. However the positive-height constraint could still be violated, because if
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parallel rays are pointing down, then their intersection point will be below the ground plane.
Therefore the method presented in section 4.3 will be used to check whether all pairs of rays
inside the pyramids intersect below the ground plane.

4.4 Experimental Evaluation

The new approach, for evaluating the static point constraints, was tested using recordings
made with a testing vehicle. In the test scenarios, two vehicles drove parallel to the ego-vehicle
on a straight road. The dark-coloured SUV (the right vehicle in the images) had a velocity of
approximately 20km/h. The velocity of the ego-vehicle and the other vehicle varied between
15km/h and 30km/h. The implementation of the algorithm processed the recorded data using
the following parameters: α = 1.5◦, h = −0.05m, θ = 0.2◦. The value for parameter θ was
found by analysing the uncertainty in the measurement of the ego-motion. The values for the
parameters α and h are based on heuristics.

Before we analyse the results we first want to have an idea of how large the viewing
angle (i.e. the angle between the faces of a back-projected pyramid) of a pixel in our camera
is. Using the intrinsic camera calibration, we computed the angle between the viewing ray
through the pixel’s centre and the viewing ray through the centre of the left neighbour pixel.
Figure 4.15 shows how large this angle is for each pixel in the image. One interesting thing
we observe in this plot is that the viewing angle of a pixel in the centre of the image, is larger
than the viewing angle of a pixel further away from the centre. So the more we move away
from the image centre, the better the image quality gets, because a smaller viewing angle
means that fewer viewing rays are mapped to the same pixel. However this does not mean
that motion can be better observed in the regions that are further away from the centre of
the image. In fact in our case the opposite is true, because we observe objects that move
over a line that is orthogonal to the principal axis of the camera. Objects that are on this
line and are further away from the camera, can appear smaller (and thus less detailed) in
the image as illustrated by figure 4.16. Due to this effect we expect that fewer features near
the border of the image are identified as dynamic, because their pyramids are more likely to
contain parallel rays. Similarly, because static points also have a relative motion over a line
orthogonal to the principal axis, we expect features near the image border, corresponding
to static real-world points, to have practically parallel viewing rays. These expectations are
being confirmed by all the results that we will discuss in the remainder of this section.

We will now discuss the results of the experiment by using images from the camera in
which the features are visualised. Each feature has one of the following colours assigned by
the algorithm:

• Red: Features violating the positive-depth constraint. These features are identified as
dynamic.

• Yellow: Features violating the positive-height constraint. These features are identified
as dynamic.

• Cyan: Feature violating the epipolar constraint. These features are identified as dy-
namic.

• Blue: Features that appear above the horizon and for which the current-frame real-
world viewing ray could be parallel with the previous-frame real-world viewing ray.
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Figure 4.15: This plot shows for each pixel in the image the angle (in degrees) between the viewing ray
through the pixel’s centre and the viewing ray through the centre of the left neighbour pixel.

Figure 4.16: This figure shows two objects both with length l that are on a straight line. The principal
axis of the camera points at the object on the right, which means the object on the right is projected
onto the centre of the image. The object on the left is projected to pixels further away from the centre
of the image. Let α be the viewing angle of a pixel in the centre of the image and β be the viewing
angle of a pixel that cover the left object. One can see that the left object is projected to exactly one
pixel, whereas the right object is projected to more than one pixel. So, although one can clearly see
that β < α, the image of the left object is smaller in the image (and thus less detailed) than the image
of the right object.
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These features are not identified as dynamic.

• Orange: Features that appear below the horizon and for which the current-frame real-
world viewing ray could be parallel with the previous-frame real-world viewing ray.
These features are not identified as dynamic.

• Green: All other feature. These features are not identified as dynamic.

The bottom part of each image has been cutoff, because that part of the image did not contain
many features due to motion blur.

Figure 4.17 shows the results for the scenario where the two vehicles have approximately
the same velocity as the ego-vehicle. As we expect (see section 4.2), in this scenario, features
corresponding to points on the vehicles will violate the positive-height constraint. Since the
velocity of the other vehicles is the same as the ego-vehicle, by the limit given by equation 4.7,
points that are higher than the camera (i.e. points above the horizon) will not be detected
by the positive-height constraint. This is what we observe in figure 4.17.

In figure 4.18 both vehicles were driving slower than the ego-vehicle. The upper bound
on the height of features that are detected by the positive-height constraint, is lower than in
figure 4.17. This is what we expect since the ratio between the velocity of the other vehicle
and ego-vehicle is lower.

The results for the scenario where both vehicles are driving faster than the ego-vehicle are
illustrated by figure 4.19. As expected for this scenario, features corresponding to points on
the vehicle violate the positive-depth constraint.

Figure 4.20 shows that in a scenario where one vehicle is driving faster than the ego-vehicle
and the other slower than the ego-vehicle, features of both vehicles are successfully detected
as dynamic.

Because points on the wheels do not move in the same plane as the vehicles, features
corresponding to those points may violate the epipolar constraint. This can be seen in figure
4.21. Note that, due to aliasing, points on the wheels will not always violated the epipolar
constraint. For example, due to aliasing, the wheels may appear to be not rotating and appear
to have the same motion as the rest of the vehicle.

Frames of our recordings typically had less than 2000 features for which the optical flow
was computed. Our implementation (which is not optimized for running-time efficiency)
managed to classify 2000 features in less than 10ms on a PC with a 3GHz Intel Core Duo
CPU and 3.2GB RAM.
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Figure 4.17: Both cars are driving with approximately the same velocity as the ego-vehicle.

Figure 4.18: Both cars are driving slower than the ego-vehicle.

Figure 4.19: Both cars are driving faster than the ego-vehicle.
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Figure 4.20: The car on the left is driving slower than the ego-vehicle, while the car on the right is
driving faster than the ego-vehicle.

Figure 4.21: The epipolar constraint is violated by points on the wheel because they do not move in the
epipolar plane.
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Chapter 5

Clustering

Given a set of features, in an image produced by the side camera, we would like to cluster
these features in such a way that two features are in the same cluster if and only if they
both correspond to points of the same moving vehicle. In this chapter we present a simple
yet innovative clustering algorithm that uses the feature’s optical flow (see chapter 3) and
the knowledge we have about whether the feature is dynamic or not (see chapter 4). The
algorithm utilises the assumptions that can be made in our application domain.

The presented algorithm is designed to cluster features of vehicles moving in parallel with
the ego-vehicle. Furthermore it is assumed that the image comes from a pinhole camera
with the principal axis parallel to the y-axis of the vehicle coordinate system, so the rectified
feature coordinates will be used in this algorithm. This means that each feature’s viewing
ray from the omnidirectional camera is projected onto a virtual plane which is orthogonal to
the ego-vehicle’s y-axis (see section 2.2.2).

5.1 Literature Overview

Hartley and Vidal [9] and Fitzgibbon and Zisserman [7] presented approaches to segment
features of multiple independent moving objects, by finding a motion and structure model for
each object. However, since the dynamic objects in our application are moving in parallel,
degeneracies occur for 3D reconstruction (like in chapter 4) which causes these methods to
fail.

Instead of clustering features, Klappstein et al. [13] presented an approach to segment
the complete image using the knowledge about whether a feature is dynamic or not and the
intensity values of the pixels. They describe the segmentation problem as a energy minimisa-
tion problem, that is solved via a min-cut-max-flow algorithm. The algorithm segments the
image’s pixels into foreground (moving objects) or background (static objects) and therefore
multiple moving objects may end up in the same cluster. Furthermore computing a min-cut-
max-flow on a graph constructed using all pixels of the image is known to be computationally
very expensive.

Müller et al. [17] presented an algorithm to cluster features of moving vehicles that are
driving in front of the ego-vehicle. They define the homogeneous scale assumption, which
is the assumption that the distances, between any pair of features belonging to the same
moving object, scale by a constant factor when going from the previous frame to the current
frame. For example, if a moving object only translates or rotates in the image then distances

47
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between the points on the object remain the same (i.e. the scaling factor is 1), while the
distances between points on the object and points not being on the object (the background
or other vehicles) changes. If the distance between the moving object and the ego-vehicle
changes, then the moving vehicle will grow or shrink in the image and the distances between
features will all scale by the same factor. The algorithm of Müller et al. [17] uses these scaling
factors to cluster the features. The algorithm constructs for each frame a k nearest-neighbour
graph, where each feature is a node and there is an edge between two nodes if and only if
they belong to each others k-nearest neighbours and the distance between them is not larger
than a certain upper bound. The algorithm computes for each vertex in this graph the most
occurring scaling factor of the edges incident to that vertex. Edges for which the scaling factor
deviates too much from this, will be removed from the graph. After this step the clusters are
formed by the connected components of the graph.

Although, according to Müller et al., their algorithm delivers good results in clustering
features of vehicles that are driving in front of the ego-vehicle, by experiments we found out
that it does not work well for our application. There are two main problems, caused by
differences in the application, that are responsible for this.

The first problem is caused by the fact that the graph that is built, is based on the k
nearest neighbours of the features. This approach is very sensitive to varying densities of
features in the image. This causes the following problem. Let there be two disjoint sets of
features F1 and F2, which all are features of the same moving object. Let d1 and d2 be the
maximum distance between any pair of features in F1 and F2 respectively. Now if for any pair
(f1, f2), with f1 ∈ F1 and f2 ∈ F2, the distance between f1 and f2 is larger than d1 and d2,
then the k-nearest-neighbour graph will not have any edges between features of F1 and F2, if
|F1| ≥ k or |F2| ≥ k. An image of the side of a vehicle typically has a high variation in feature
density. The image of a vehicle’s door does not have a lot of structure and therefore less
features are detected in the middle of the vehicle’s side. The front and back of the vehicle’s
side image have more structure (because of lamps, grills, bumpers, etc.) and as a result more
features are detected in those regions. So we have a strongly varying feature density in the
side view of a vehicle, which may result in multiple clusters for the same vehicle. Note that
the sensitivity of the algorithm to the feature density gives better results for the application
of Müller et al. [17], where the camera is looking at the back of other vehicles. Typically the
back of a vehicle contains many features and the density of features detected on the back of
a vehicle does not vary so much that this causes a problem. So in that case it may even be
good that the clustering algorithm is sensitive to varying feature densities, because if, in that
case, features are separated too much, then they most likely belong to different vehicles.

The second problem is caused by the velocities of the vehicles. Müller et al. [17] tested
their algorithm on a motorway at normal motorway velocities. However, our algorithm should
be able to work at much lower velocities (those of traffic jams). At such lower velocities the
scaling factor of edges on a vehicle and edges from a vehicle to the background do not differ
enough to distinguish them.

Standard density-based clustering algorithms, like k-means [16], DBSCAN [6] or OPTICS
[1], will also fail due to the varying feature density in the image of a vehicle. Nevertheless,
although we do not want clusters to be generated based on the density of feature positions,
we still want the positions of the features to play a role in the clustering, as we will see during
the discussion of our algorithm in section 5.2.
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5.2 Algorithm

We assume that the coordinates of the set of input features all conform to a pinhole camera
model. We also assume that the image plane of the camera is orthogonal to the road plane
and parallel to the ego-vehicle’s longitudinal plane of symmetry. Let there be a vehicle that
drives next to the ego-vehicle and in the same direction as the ego-vehicle. Then we make
the observation that features which correspond to points on the side of the vehicle, have
equal optical flow. This is because all of these points have the same velocity relative to the
ego-vehicle and the same lateral distance to the ego-vehicle (which means that they have the
same orthogonal distance to the image plane).

Main idea of the algorithm The image of a vehicle is a connected region of pixels.
Features on the image of the vehicle’s side have the same optical flow. Ideally we have a
dense optical flow available, which means that for every pixel in the image the optical flow
is known. In that case we would search for a connected region of pixels with equal optical
flow. Such a region would then correspond to the image of a moving vehicle. Let v be the
velocity, relative to the ego-vehicle, of a vehicle and x be the lateral distance between the
ego-vehicle (measured from the camera centre) and the side of the vehicle. Then the optical
flow of points on the side of the vehicle is proportional to the ratio v/x (this can be derived
from equation 2.2). So vehicles with a different v/x ratio will have features with a different
optical flow. If we would make clusters by finding connected regions of pixels with the same
optical flow, then vehicles with a different v/x ratio will appear in a different cluster. If two
vehicles have the same v/x ratio then they will appear in different clusters if and only if the
regions in the image plane on which the vehicles are projected, are not connected via pixels
with the same optical flow.

Unfortunately we have no dense optical flow available, but only the optical flow of the
detected features. This means that we cannot make clusters by finding connected regions of
pixels with the same optical flow. However, we can approximate this approach. We do this
by assuming that a feature is representative for the pixels around this feature. This means
that we assume that for every pixel in the image, the optical flow is equal to the optical flow
of its nearest feature. We can express this approximation in terms of a Voronoi diagram (the
book by De Berg et al. [5] extensively discusses the Voronoi diagram). A Voronoi diagram
partitions the (planar) space into disjoint cells for a given set of sites, such that each cell
corresponds to a site. A point in space is in the Voronoi cell of a site s, if and only if site
s is the closest site to this point. Let D be a Voronoi diagram of which the features are
the sites. Then a pixel in the image is assumed to have the same optical flow as the feature
corresponding to the Voronoi cell in which the pixel is located. If we now make clusters by
finding connected regions of pixels with the same optical flow, then two pixels are in the same
cluster if and only if they are in the same connected region of Voronoi cells with the same
optical flow. It is not necessary to compute the approximated flow of every pixel and then
cluster the pixels. Instead we cluster by finding connected Voronoi cells that have the same
optical flow.

To find neighbouring cells in a Voronoi diagram one can make use of a Delaunay triangu-
lation (which is also discussed in the book by De Berg et al. [5]). The Delaunay triangulation
is the dual graph of a Voronoi diagram. The vertices in the Delaunay triangulation are the
sites of the Voronoi diagram, and two vertices are connected by an edge if and only if the
Voronoi cells of these vertices are each other’s neighbour (i.e. the Voronoi cells have a common
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border segment).

In regions where the feature density is low, the features are separated by large distances. If
the distance between two neighbours in the Delaunay graph is too large, then our approxima-
tion will not be good. That is, it is not very likely that the two neighbours are connected via
pixels with the same optical flow if we would have a dense optical flow. Therefore we require
the distance between two neighbouring features to be at most dmax , which is a parameter of
our algorithm.

Now the clusters are constructed as follows. First a Delaunay triangulation is built. Let
e = (f0, f1) be an edge of the Delaunay triangulation, connecting the features f0 and f1.
Then e is removed from the graph if and only if f0 and f1 have a different optical flow or the
distance between f0 and f1 is more than dmax . After removing all these edges, the clusters
are formed by the connected components of the graph.

We wish to avoid that features of a vehicle belong to the same cluster as features of the
static background with an equal optical flow. Therefore we only make clusters of features that
were identified as dynamic features by the algorithm described in chapter 4. Note that the
algorithm discussed in chapter 4 only identifies features as being dynamic if it is absolutely
sure about this. So there may be features of moving objects that are not identified as dynamic.
However, as we can see in the results presented in section 4.4, it is typically the case that in
a region which contains dynamic features of the same moving vehicle, there are no features
that are not classified as dynamic between the dynamic features.

Note that still all features, whether identified as dynamic or not, are used to construct the
Delaunay triangulation. The features that were not identified as dynamic can correspond to a
moving point, but may very well correspond to a static point. So two clusters are separated if
there are only features between them that were not identified as dynamic. In this way features
of two vehicles, with one driving in front of the other at the same velocity and distance to
the ego-vehicle, will end up in different clusters if there are features of static objects between
them.

Maximum flow difference We wish that a difference of optical flow between features in
the same cluster is allowed, but that this difference must be small if two features are each
other’s neighbours. In this way features corresponding to points on the front or back of a
vehicle, are more likely to end up in the same cluster as the features corresponding to points
on the side of the vehicle. This is because, typically, the feature density in the image of the
front or back of a vehicle is very high. Now let p0 and p1 be two points on the front of a
vehicle such that these points are close to each other, and let the features corresponding to
these points be f0 and f1 respectively. Also let f0 and f1 be each other’s neighbours in the
Delaunay triangulation. We would like to point out that if the feature density is high, then
it is very likely that two neighbouring features, corresponding to points on the same object,
are close to each other in the world space. Features f0 and f1 may have a different optical
flow, because they have a different lateral distance to the ego-vehicle and the optical flow is
proportional to the v/x ratio of the corresponding points. However, we know that p0 and p1
are close to each other, so their difference in orthogonal distance to the camera centre must
be small and thus their difference in v/x ratio is small too.

Furthermore a small difference between the optical flow of neighbouring features must be
allowed, because of the fact that in a real-world scenario our assumptions are not exactly
met. For example, all points on the side of a vehicle are not exactly in a plane, and a vehicle
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Figure 5.1: The solid lines are edges of the Delaunay triangulation, the dotted lines are edges of the
Voronoi diagram. Vertices vc and vd are the vertices opposite to edge e.

may not drive exactly parallel to the ego-vehicle. Therefore we introduce parameter ε which
specifies the maximum difference in optical flow that two neighbouring features may have in
order to be connected. This parameter also makes sure that features within a cluster may
have a different optical flow as long as the optical flow of their neighbours does not differ
more than ε.

Increasing robustness Let e be an edge of the Delaunay graph such that e is not on the
convex hull of the set of all vertices. We call such an edge an interior edge of the Delaunay
graph. Then there exist exactly two triangles in the Delaunay triangulation that are incident
to edge e. Let va, vb be the two vertices incident to e and let vc, vd be those vertices such that
vavbvc and vbvavd are the triangles incident to e, as illustrated in figure 5.1. Then we say
that vertices vc and vd are the vertices opposite to edge e. Both the Voronoi cells of va and vb
are between the Voronoi cells of vc and vd. Now if the features corresponding to the vertices
va and vb have a wrong optical flow, or if they are not identified as dynamic features while
they actually are dynamic features, then these errors prevent the connection of vc and vd via
va and/or vb. To make the algorithm more robust against these errors, it will also check for
each interior edge e of the Delaunay triangulation, whether the features, corresponding to
the vertices opposite to e, belong to the same cluster. The algorithm uses the same criteria
as above: the optical flow of the features may differ no more than ε, the distance between
the features must be at most dmax and the features must both be identified as dynamic. As
we will see in section 5.3, this additional step does not increase the overall complexity of the
algorithm.

Instead of returning all connected components of the new constructed graph, we only
return those components that have more than one vertex.

The algorithm is summarised by the pseudo-code in figure 5.2.

5.3 Algorithm Complexity

In this section we analyse the time complexity of the algorithm presented in section 5.2. We
express this complexity in terms of the number of features n in the input F .

The Delaunay triangulation of a set of n points can be computed in O(n log n) time. Let
Ed be the edges of the Delaunay triangulation of F and let k be the number of features
in F that are on the convex hull of F . Then, by applying Euler’s formula, we find that
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Algorithm ClusterDynamicObjects(F )
1. (Vd, Ed) ← Delaunay(F )
2. V ← Vd

3. E ← ∅
4. for each edge (f0, f1) ∈ Ed

5. do if f0.isdynamic ∧ f1.isdynamic ∧ |f0.pos−f1.pos| < dmax ∧ |f0.flow−f1.flow | < ε
6. then E ← E ∪ {(f0, f1)}
7. for each edge e ∈ Ed such that e is not on the convex hull of F
8. do Let f0, f1 be the two vertices opposite to edge e
9. if f0.isdynamic ∧ f1.isdynamic ∧ |f0.pos−f1.pos| < dmax ∧ |f0.flow−f1.flow | < ε
10. then E ← E ∪ {(f0, f1)}
11. return all connected components of (V,E) with more than one vertex

Figure 5.2: The pseudo-code of the clustering algorithm. The algorithm takes the set of features F as
an input and returns the clusters computed from this set. Here the function call Delaunay(F ) returns
the Delaunay graph where the features in F are used as vertices.

|Ed| = 3n − 3 − k. A detailed analysis of the complexity of the Delaunay triangulation
algorithm and the size of the triangulation, can be found in the book by De Berg et al. [5].

The loops on lines 4 and 7 of the pseudo-code (figure 5.2) iterate over the set of edges of
the Delaunay triangulation, and both loops have a body with O(1) time complexity. So the
total time complexity of the two loops is O(|Ed|) = O(n).

Also during each execution of the body of the loops on lines 4 and 7, at most one edge
is added to the set of edges E of the new graph. That means that |E| = O(n). Note that
of the new graph (V,E), the set of vertices V is equal to F . So |V | = n. Since finding the
connected components in a graph (V,E) has a time complexity of O(|V |+ |E|), line 11 has a
time complexity of O(n).

From the discussion above, we can conclude the clustering algorithm has a total time
complexity of O(n log n).

5.4 Cluster Matching

In section 5.2 we presented an algorithm to cluster features in a frame. To track a vehicle over
time we need to find out which cluster in the previous frame corresponds to which feature in
the current frame. In this section we give a formal definition of a cluster correspondence.

Ideally for a cluster in the previous frame there exists a cluster in the current frame with
exactly the same features. However, generally this is not the case as new features may appear
and previous features may disappear in the current frame. Furthermore it is possible that
features of one cluster in the previous frame are clustered into different clusters in the current
frame, or that features of different clusters in the previous frame are clustered into a single
cluster in the current frame.

Let us have a look what could be the reason for a single cluster in the previous frame to
be split into two (or more) clusters in the current frame (reasons for clusters being merged
are symmetric). One possible reason is that in the current frame the features corresponding
to a single vehicle are erroneously clustered into two clusters, while in the previous frame
they correctly belonged to a single cluster. In such case we would like that the two clusters
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in the current frame both correspond to the single cluster in the previous frame. However,
another possible reason for a cluster to be split, is that in the previous frame different features
corresponding two different vehicles are erroneously clustered into a single cluster, while in
the current frame they correctly appear in two separate clusters.

Because we cannot determine what the cause of a cluster split is, we cannot have a perfect
solution for cluster matching. We propose a solution that may make an error if a cluster is
erroneously split or merged, but which restores the cluster correspondences as soon as the
correct cluster is restored. We do this as follows. If in the previous frame there are multiple
clusters that have features in common with a single cluster in the current frame, then exactly
one of these previous clusters will correspond to the single current cluster. If there is a single
cluster in the previous frame that has features in common with multiple other clusters in
the current frame, then exactly one of these current clusters will correspond with the single
previous cluster. Although this approach introduces an error in the correspondences when
there was an error in the clusters, the correspondence error will be restored as soon as the
cluster error has been restored. So for example let us consider the scenario where in the
beginning we correctly have two clusters corresponding different two vehicles and in a later
frame these features appear in a single cluster. Then that means that from the two cluster
that we had before only one will “survive”. The ID of surviving cluster will then be used
as the ID of the current cluster. Now if the clustering algorithm again correctly clusters the
features into two separate sets, then one of the clusters will get the previous ID and the other
will get a new ID.

So each cluster in the previous frame will correspond to at most one cluster in the current
frame and each cluster in the current frame will correspond to at most one cluster in the
previous frame. The question is of course: what is the best set of correspondences between
the previous-frame and current-frame clusters?

Let F and F ′ be the set of features in the previous and current frame respectively. In these
sets the features are represented by identifiers, such that for any f ∈ F and f ′ ∈ F ′, f = f ′ if
and only if f corresponds to f ′. Let C0, C1, . . . , Cr−1 be (disjoint) subsets of F representing
the clusters in the previous frame. Similarly let C ′

0, C
′
1, . . . , C

′
s−1 be (disjoint) subsets of F ′

representing the clusters in the current frame. Then a previous cluster Ci corresponds to a
current cluster C ′

j if and only if the intersection of Ci with C ′
j is larger than the intersection

of any other previous cluster with C ′
j :

|Ci ∩ C ′
j | > max

{
|Ck ∩ C ′

j |
∣∣ k ∈ Z ∧ 0 ≤ k < r ∧ k �= i

}
(5.1)

and the intersection of C ′
j with Ci is larger than the intersection of any other current cluster

with Ci:

|Ci ∩ C ′
j | > max

{
|Ci ∩ C ′

k|
∣∣ k ∈ Z ∧ 0 ≤ k < s ∧ k �= j

}
(5.2)

So both the previous-frame and current-frame cluster have to prefer each other as best match.

Let m be the number of clusters per frame and n be the number of features per frame.
Then, using equations 5.1 and 5.2, we compute the cluster matchings in O(m2 + n) time.
Because, in practice, the number of clusters is small (definitely less than hundred) compared
to the number of features per frame (thousands), the quadratic complexity in m does not
have a significant impact on the overall run-time performance of the clustering algorithm.
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Figure 5.3: One vehicle driving faster than the ego-vehicle.

5.5 Experimental Evaluation

The clustering algorithm has been tested on the same data as the dynamic-point-detection
algorithm has been tested on. That means that two vehicles drive parallel to the ego-vehicle
on a straight road of which the dark-coloured SUV (the right vehicle in the images) has a
velocity of approximately 20km/h, while the velocity of the ego-vehicle and the other vehicle
varies between 15km/h and 30km/h.

The image coordinates of the features were rectified to the image coordinates of a (virtual)
pinhole camera with a focal distance of 256 pixels. For the experiments we used the parameter
values dmax = 200px and ε = 1.5px which are based on heuristics.

Because all computations of the clustering algorithm where done using rectified coor-
dinates satisfying the pinhole camera model, the figures presented in this section contain
rectified video frames. In each of the figures presenting the clustering results, features be-
longing to a cluster and edges that constitute to the clusters, are visualised. Each cluster is
assigned a colour, and the edges and features have the colour of the cluster they belong to.

Figure 5.3 shows the results for a scenario where the other vehicle is driving faster than the
ego-vehicle. Because the other vehicle drives faster, all features of the vehicle are identified
as dynamic because they violate the positive-depth constraint. As a result we see a perfectly
formed cluster. Figure 5.5 shows the same scenario where two vehicles are visible, both driving
faster than the ego-vehicle. Both vehicles are driving with the same velocity. Although
features of both vehicles have approximately the same optical flow, their clusters are still
separated because features of the two vehicles are separated by features that are not identified
as dynamic.

The results for the scenario where the two other vehicles are driving faster than the ego-
vehicle and both vehicles have a different velocity, can be seen in figure 5.5. One can clearly
see that in the image, both vehicles overlap. So there are pairs of features of both cars which
are each other’s neighbour. Because for each such pair of neighbours, the neighbours have a
different optical flow, they are not connected by an edge. As a result the features of the two
vehicles, end up in the cluster of the vehicle to belong to.

As expected, if two vehicles drive with the same velocity very close to each other, then
features of both vehicles will end up in the same cluster. This is because the features of both
vehicles have the same optical flow and both sets of features are not separated by features that
are not identified as dynamic. This can even occur in cases where in the image both vehicles
are separated by space, as illustrated by figure 5.6. The two features sets are connected,
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Figure 5.4: Two vehicles driving faster than the ego-vehicle. Both vehicles have the same velocity.

Figure 5.5: Two vehicles driving faster than the ego-vehicle. The vehicles overlap in the image and
have different velocities.
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Figure 5.6: Two vehicles driving faster than the ego-vehicle. Both vehicles are driving at the same
velocity. Features of both vehicles are erroneously in the same cluster.

Figure 5.7: Two vehicles driving faster than the ego-vehicle. Both vehicles are driving at the same
velocity. Features of both vehicles are correctly in different clusters.

because there is a noise point in between them on the road and a low feature density in the
image region on the road between both vehicles. We want to point out however, that such a
case does not occur often and that figure 5.6 was only one frame taken from a sequence of
more than ten frames for which the other frames had correct clusters (see figure 5.7).

Figures 5.6 and 5.7 also show the behaviour we described for the cluster matching. In
the earlier frame (figure 5.6), features of two vehicles falsely end up in the same cluster. In
the later frame (figure 5.7) the cluster is correctly separated and one of the two new clusters
gets the cluster ID of the previous cluster (in the figures the clusters are identified by colours
instead of IDs).

From the results discussed so far, we can conclude that the clustering algorithm works
very well if the other vehicles have a higher velocity than the ego-vehicle. As we saw in
chapter 4, it is more difficult to identify a dynamic feature if its corresponding point has a
lower velocity than the ego-vehicle: the feature can be identified as dynamic if and only if
zp/zc < vp/vc (where zp and zc is the height of the point and ego-vehicle, and vp and vc is
the velocity of the point and ego-vehicle). This can be clearly seen in figure 5.8, where only
the lower features of the vehicle form the cluster.

Features that are not identified as dynamic, contribute to the separation of clusters, even
if the feature is a feature of a moving vehicle. Figure 5.9, shows the case where this causes
features of a vehicle to end up in two separate clusters. Figure 5.10 shows a similar clustering
and the constructed Voronoi diagram, which makes it visible that the separation indeed occurs
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Figure 5.8: Two vehicles driving slower than the ego-vehicle.

Figure 5.9: Two vehicles driving slower than the ego-vehicle. The features of the left vehicle are
separated into two clusters.
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Figure 5.10: Two vehicles driving slower than the ego-vehicle. The features of the left vehicle are
separated into two clusters. The white line segments are the edges of the Voronoi diagram that was
constructed by the algorithm.

due to points on the vehicle that are not identified as dynamic.
Furthermore the lack of features on the doors of the vehicles, also makes it more difficult

to form correct clusters. Namely if the zcvp/vc height limit of the dynamic point detection, is
above the bottom of the door and below the door handles, then the features on the bottom
of the doors have no features above them that are identified as dynamic. So our hypothesis is
that if such features were present above the features on the bottom of the vehicle, then better
clusters are formed. We validated our hypothesis by adding markers to doors of the vehicle
(see figure 5.11) such that, in the image, features are detected on these markers. The results
on these recordings confirmed our hypothesis. Figures 5.12 and 5.13 show the clusters that
were formed.

The problems, regarding the cluster forming of vehicles with a lower velocity than the
ego-vehicle, are caused by the fact that clusters are made only of features that are identified
as dynamic. However, as noted before, a feature that is not identified as dynamic can still
be dynamic. Future research should be done on criteria for adding features, that are not
identified as dynamic, to clusters. One possible approach could be, for example, to add such
a feature to a cluster if it is above features that are identified as dynamic and if it has the
same optical flow as those features.

Frames of our recordings typically had less than 2000 features for which the optical flow
was computed. The running time needed to cluster 2000 features and to do the cluster
matching was less than 6ms on a PC with a 3GHz Intel Core Duo CPU and 3.2GB RAM.
Of these 6ms approximately 4.5ms were spent on computing the Delaunay triangulation, less
than 1.5ms on the computation of the cluster graph (i.e. the loops on lines 4 and 7 of the
pseudo-code in figure 5.2), less than 0.1ms on the computation of the connected components
of the cluster graph and less than 8μs on cluster matching.
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Figure 5.11: Also recordings were made after sticking black-yellow markers to the side of the vehicle.

Figure 5.12: One vehicle with markers driving slower than the ego-vehicle.

Figure 5.13: One vehicle with markers driving slower than the ego-vehicle.
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Chapter 6

Conclusions and Recommendations
for Future Research

We designed and analysed a new feature matching algorithm to compute the optical flow
in images from omnidirectional cameras pointing in the lateral direction of the ego-vehicle.
By implementing the optical flow and doing tests using this implementation, we showed
that the algorithm conceptually works. However, the implementation was not optimised for
running-time efficiency, and the chosen feature detector and feature descriptor may not give
the best possible results. Future research on the optical flow algorithm should be concerned
with finding the best feature detector and descriptor to be used in combination with our
algorithm. Then a new implementation, focused on running-time efficiency, should be made
in order to compare our algorithm to other existing optical flow algorithms.

A method was developed to identify dynamic features by evaluating constraints for static
features. This method is based on the concept of back-projected pyramids and can be used for
images coming from our omnidirectional camera. Furthermore our method takes into account
the measurement errors in the vehicle rotations, and a possible difference in angle between
the ground plane and the plane on which the wheels of the ego-vehicle are standing. Future
research should make clear whether even more accurate results can be achieved by taking
errors in the ego-vehicle-position measurement into account.

We also described the detection limits of each of the static point constraints. We found
out that, in order for a dynamic feature to violate the positive-height constraint, the height
(i.e. distance to the ground plane) of the point corresponding to the feature must be less than
zcvp/vc (where vp is the point velocity, vc is the camera velocity, and zc is the camera height).

Experiments showed that our constraint-evaluation method delivers accurate results on
recordings from our omnidirectional camera. Features of vehicles driving faster than the ego-
vehicle are typically identified as dynamic because they violate the positive-depth constraint.
Features of vehicles driving slower than the ego-vehicle are identified as dynamic only if
the points corresponding to the features are below the zcvp/vc height bound (this bound is
independent of the camera precision). Therefore a large part of features on slower vehicles,
are not identified as dynamic. Note that this is not due to our evaluation method, but due
to the geometric detection limit of the positive-height constraint.

We only described methods for evaluating the two-view constraints (i.e. the epipolar,
positive-height and positive-depth constraint). In future work we also wish to find a method
to evaluate the trifocal constraint using the concept of back-projected pyramids. When the
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trifocal constraint is evaluated for features that have been tracked over a large number of
frames, then the trifocal constraint may be violated by dynamic features that could not be
identified as dynamic by the positive-height constraint. This may increase the number of
dynamic features that are identified as dynamic.

A new algorithm was designed to cluster features, such that each vehicle has its own
cluster. The algorithm has a time complexity of O(n log n) (where n is the number of features
per frame). The clusters are formed based on their neighbourhood in the Voronoi diagram
and their optical flow. Experiments showed that clusters are correctly formed if vehicles, next
to the ego-vehicle are driving faster than the ego-vehicle. Features of different vehicles end up
in different clusters. Even when the vehicles overlap in the image, their features will appear
in different clusters if the vehicles have a different velocity.

Because the clustering algorithm only clusters features that were identified as dynamic,
for slower vehicles only clusters will be formed with those features that are below the zcvp/vc
bound. In such case the number of features on a vehicle, that are identified as dynamic, may
be relatively small. This may, in some cases, have the result that features of a single vehicle
are split into multiple clusters. Future research can be done on avoiding the splitting of
clusters by finding criteria for adding features, that are not identified as dynamic, to clusters.

Future research has to be done for the final step of our approach, that is, determining for
each cluster the position of the vehicle corresponding to that cluster.

Overall, we can conclude (as supported by the results of our experiments) that our ap-
proach proved to be a promising basis for future research on detecting moving vehicles via a
moving omnidirectional monocular side camera.
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