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Abstract

Managers of large companies stay informed on the business’ state using business reports, such
as the Profit and Loss statement. These reports only supply the most important, high-level
figures, which in turn raise questions that need to be answered such that the manager is
able to make the right decisions concerning his or her business. Modern companies gather
all kinds of data about their business, which may be used to answer these questions and give
the manager the insights that he or she requires. The purpose of this study is to create a
method that uses data mining techniques to find and classify trends within transactional data,
in order to fill a manager’s information need derived from a Profit and Loss statement and
provide proof-of-concept for this method. A method is created using linear regression and
the cross-correlation function, and implemented for a case study: The Metal Pipe Company.
Quantitative analyses show that the method is theoretically sound and a practical evaluation
by the Metal Pipe Company shows that the methodology has a high potential, even though
there are many ways in which the method should be improved before becoming marketable.
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I am always doing that which I cannot do, in order that I may learn how to do it.
- P. Picasso
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Chapter 0

Introduction

In recent years, technology has evolved to a point where it has become an accessible tool
for anyone. It is used in many aspects of daily lives and has become invaluable in most
business enterprises. It is therefore important that a business makes good use of technological
advancements in order to stay ahead of - or at least alongside - the competition. This master
project focuses on one specific facet of business: the information need of the manager of a
business in a business-to-business (B2B) setting.

The role of the manager within a business is to manage it at a high level. While this sounds
like an obvious statement, the latter part is rather important. In practice, the manager is
responsible for the overall performance of his or her business, but is not engaged in the day-
to-day dealings within the business. Instead, the manager receives periodical reports about
the performance of his or her business in terms of volume sold, average price and costs. This
information is then compared to similar reports over the previous period and the same period
last year, as well to the planning of the upcoming periods. Usually, a sales meeting takes place
during which the manager talks about the report with his sales and production managers.
Finally, the manager can choose to give instructions to his or her sales force based on the
report and the outcome of the meeting.

This situation exists in many companies today. In the mean time, these companies are gath-
ering transaction information that can potentially improve the reporting to the manager and
the overall understanding of the current state of the business. There are various types of busi-
ness intelligence (BI) software packages and solutions available that use these data that give
all kinds of insights into the business, including Oracle’s Business Intelligence Suite [BIo13],
SAP NetWeaver Business Intelligence [BIs13], and Microsoft’s BI integration of existing tools
[BIm13]. These software packages (including the long list of packages that remain unmen-
tioned [Sch13]) are, however, merely tools that can be used to create business data overviews.
Recent studies show that more and more businesses adopt these tools and managers feel that
they cannot operate anymore without them [Coo12]. However, many businesses do not employ
such tools at all.

The managers of companies do have an information need that needs to be met when it comes to
the state of their business, regardless of the presence of a BI software package. At present, this
information need is met, partially, using default business reporting. The reports are aggregated
overviews of the state of the business, but do not give any information about what is lying
underneath. Finding the cause of problems without the use of analysis tools is daunting;
extending the periodic reports such that they provide the information that can answer the
questions posed by the manager based on the periodical reports would greatly relieve this task.
Thus the purpose of this project is to create a data analysis method such that the result of this
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analysis meets the information need of a manager. This method is developed in light of a case
study, presented in Chapter 1, together with an in-depth description of the problem statement.
It is used for the definition, implementation and validation of the method. It is presented as
the Metal Pipe Company (or MPC), but is, in fact, an actual company for which all labels have
been changed, as this company has a non-disclosure agreement with MarketRedesign. This
case study exhibits all the properties of a real company and only labels have been changed in
order to keep the company’s identity confidential.

The outcome of this project stands or falls with the usability of the final report. In order to
ensure that this report meets the manager’s expectations, a bottom-up approach was chosen.
The reporting framework that is derived using this approach is presented in Chapter 2. After
defining a framework for the final report, various techniques for obtaining the required results
are presented in Chapter 3. These methods are split up into various categories: trend detection,
and trend correlation analysis. Chapter 4 then explains how these methods were implemented.
After the framework is implemented, it is run for the case presented in Section 1.2. The results
are presented and discussed in Chapter 5. This also includes the validation of the proposed
method. Finally, a conclusion is presented in Chapter 6 and future work in Chapter 7.
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Chapter 1

Problem definition

Chapter 0 sketches a situation that exists in many businesses today. As mentioned in this
same chapter, the purpose of this project is to create a data analysis method, such that the
result of this analysis meets the information need of a manager. This statement in itself is
still rather vague; this chapter provides an in-depth survey of the contextual parameters of the
problem by analysing managerial decision making before presenting the problem statement.
Furthermore, a case study is introduced that will be used throughout this thesis as a basis for
practical decisions and to provide examples.

1.0 Managerial decision making

The decisions that a manager must make and the information he or she must base these deci-
sions upon are greatly dependent on the business’ organisational structure and the manager’s
position within this structure. The next section explains the organisational structure of the
business for which this project is intended.

1.0.0 Organisational structure

The type of company that this thesis is about is a business that manufactures highly prof-
itable patented goods. These goods are often very technical in nature, i.e. a research and
development (R&D) department drives the company’s product portfolio. The manufacturing
process of these goods is highly standardised. It runs constantly and efficiently - which is the
foundation of the success of this company. Henry Mintzberg describes this type of company
as a machine bureaucracy [Min93]. In his terms, it is a company that is characterised by the
standardisation of work processes. The most important parameter of this type of company
from an organisational perspective is that it exhibits vertical centralisation; this implies that
managers are in charge along the vertical axis of the company. A diagram of this structure
can be found in Figure 1.0; in this case, the vertical axis is the middle management. Control
is an important aspect of the machine bureaucracy. Highly standardised work processes run
at a constant pace in a steady environment. For any fluctuations within the stability of the
environment, adaptations have to be made. The decisions to be made for these fluctuations
rest with the managers.

The vertical axis of a company’s organisational structure consists of the hierarchical layers
within the company. Vertically speaking, the lowest level is the work force, leading up through
managerial layers to the board of directors. At one vertical level, various tasks can be distributed
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Figure 1.0: Henry Mintzberg’s diagram of a machine bureaucracy.

horizontally. This implies that the power distribution is the same, i.e. two coworkers at the same
vertical level are not each other’s boss. This separation of responsibilities at any one vertical
level is done along the horizontal axis. Vertical centralisation means that the responsibilities
of managers are centralised surrounding the vertical axis, rather than distributed along the
horizontal axis. This implies that the range of responsibilities for any manager is quite large as
there is no separation of responsibilities along the horizontal axis. As a result, these managers
have to rely on the reports of others to monitor their responsibilities within the organisation,
as monitoring everything manually would be too time-consuming. Within an organisation,
multiple reporting streams exist along the vertical axis to inform the various layers in the
hierarchy of how the company is doing. These (periodical) reports are aimed at a specific layer
within the hierarchy and this layer may then base decisions upon these reports.

This study focusses on a very specific layer within the vertical axis of such a company. The
manager in this layer is responsible for the operational well-being of his or her business. This
may be a division or business unit, but can also very well be the entire business. What is
important is that this manager has full control over everything that happens within his or her
part of the company; and is also held responsible for its performance by upper management
(i.e. the board of directors or an intermediate layer, dependent on the actual hierarchy within
the company). The reporting stream used to measure performance and detect problems is
explained in the next section.

1.0.1 Periodical reports

As a manager has too much to do to keep track of everything that is going on within the
business, he or she bases his or her decisions on periodical reports provided to him or her by a
business controller. These periodical reports give the manager insight into the most important
Key Performance Indicators (KPIs): sales, costs, margin. There are many standard periodical
reports such as the Balanced Score Card (BSC), Profit and Loss (P&L) statement and Cash
Flow statement [Hel01, p. 37]. The periodical report this study focusses on is the profit and
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loss statement (P&L), also called the income statement.

The P&L statement is essentially a matrix that shows the total income of sales and a disam-
biguation of costs in a number of time frames and categories. An example of a P&L statement
can be found in Figure 1.1. On the vertical axis, one can find the various categories of both
income (sales) and costs (e.g. costs of goods sold or production costs, distribution costs,
administration expenses, etc.); these are the white lines. The dark blue lines are categori-
cal aggregations made from top to bottom. All dark blue lines represent whatever is left of
turnover (i.e. total sales) after subtracting various costs. The gross margin is the margin that
is left after subtracting the production and distribution costs of the product. In most cases,
all costs after gross margin (i.e. the costs included in the Earnings Before Interest, Taxes,
(Depreciation) and Amoritization or EBIT(D)A) are fixed, as indicated in the notes column.
These costs do factor into the current state of the business, but cannot be influenced by the
manager throughout the year. Finally, almost every row shows a % of total sales to more easily
compare the various columns.

The information of every row is available in various categories in the horizontal axis of the
matrix. The first column contains the actual values for the reporting period, in this case
August 2012. The second column contains the actual values of this (fiscal) year, up to and
including the reporting period; this is called year to date (ytd). The third column contains the
values for the reporting period a year prior to this reporting period, in this case August 2011.
The second block of values concern the future. The budget 2012 column contains budget
value that were set before the (fiscal) year started. These are essentially reference values
to strive for. The forecast 2012 column contains values that show the manager what this
year’s result would be like, extrapolating the year-to-date to a twelve month period. This is
sometimes called the run rate. The estimate 2012 column contains new budget values that are
set while using the year-to-date information; essentially, this is the manager’s educated guess
at a revised budget value for the end of the year, taking the year-to-date information into
account. Finally, the difference BE and difference BF show the difference between estimate
and budget and forecast and budget.

A manager bases his or her decisions on these periodical reports; decisions that should, in
turn, improve the business. Therefore, as far as reporting goes, a manager is reliant on these
reports. Of course, more information is available from sales meetings where the sales manager
and production manager can inform the business manager of their problems. Nevertheless, the
periodical reports are factual reports on the state of the business. The main issue here is that
these reports oversimplify the business to data points at the highest level. This has multiple
implications:

• if some factor or event affects some subset of the business, this effect is only visible
proportional to the size of the subset; or, vice versa, if something seems to be affecting
the business at the highest level, it may be any number of effects on any number of
subsets within the business and it is difficult (or even impossible) to conclude how to
remedy the situation, for example, if sales in Europe are going down, it only shows as
an effect on the global sales proportional to Europe’s sales; alternatively, when a minor
effect is found in global sales, it may be an effect in one region, or twenty random
countries, or thirty random customers;

• negative effects in one subset of the business may hide positive effects in another subset
of the business, for example, when Europe’s sales are up by e 1,000,000 and Asia’s
sales are down by e 500,000, it will look like the business is doing well, globally and the
problems in Asia may be ignored.
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1.0.2 Improving P&L statements

It is clear that, in their current state, P&L statements can be improved to give a manager a
better view of the business he or she is responsible for. The most important question that a
manager must ask is “what is going on within my business?”, directly followed by “why is this
happening?”, as the answer to the second question will give the manager some indication to
what can be done about it. This second question, however, is a very broad one that cannot
be answered without having a lot of additional contextual information. The first question,
however, is actually much simpler. “What is going on within my business?” implies a query
for the effects of factors that influence subsets of the business. As a business does not change
radically in a day (in this business type, at least), these effects evolve over time. Thus, one
way of answering the first question would be by attempting to find trends that are evolving in
historic (but recent) business transactions and reporting these to the manager together with
the P&L statement.

The person that answers the questions that a manager has based on the P&L statement,
concerning the state of the business, is usually the business controller (though, in some situ-
ations a business may employ a financial analyst for this task). The controller is, usually, an
accountant that can check the accounts and therefore find answers to the manager’s questions.
However, this is often not standardised and done using tools such as spreadsheets. It is also
based on problems that exhibit clear and obvious symptoms; those are the problems that are
easily found, whereas many problems may exist that show less obvious signs.

As mentioned in the introduction, companies have large databases filled with all kinds of
business data, among which transaction data. The transaction data has a set of properties,
namely a date at which the transaction took place, sales properties of the transaction (volume
and price) and the sales office, product and customer identifiers. These properties can be
combined with sales office, product and customer information, such as the cost of a product
and the region in which it was sold.

Transaction data is already used for the generation of the P&L statement, but its potential
use goes beyond that. In this case, trend analysis can be bundled with data mining to derive
patterns emerging at any level of aggregation within historical transaction data. These patterns
can be analysed in order to find out what is going on within the business.

1.0.3 Business Intelligence software: the controller’s toolkit

As mentioned in the previous section, companies employ a business controller who is responsible
for, most notably, reporting business data to the manager. The controller compiles reports,
such as the P&L statement for the manager, but is also responsible for finding the answers to
questions that the manager may have based on those reports. To do this, the controller works
with various tools that give him or her insight into the business, all of which might fall under
the denominator Business Intelligence software.

In any business, the controller has access to the business’ Enterprise Resource Planning (ERP)
system, which usually also provides the periodical reports, such as the P&L statement. How-
ever, a “stock” ERP system (i.e. not fitted with a BI module) will not produce output aimed at
answering questions concerning the state of the business, like “which products are performing
poorly?” or “are we losing customers?” Instead, it merely answers quantitative questions,
such as “what are the sales figures of product X over year Y?” Thus, finding the answers that
a manager seeks can be incredibly difficult without an aid; in this case, a BI software package.
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A BI software package in itself is merely a toolkit designed to perform some specific tasks.
Even though most BI software packages are equipped with many default forms of reports and
graphs, they do not come with case-specific solutions. Any implementation of a BI software
package requires configuration and even then, the specific reports that a controller wants may
not even be among the default reports and graphs available and must be custom built as any
question may require multiple analyses.
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Figure 1.1: An example P&L statement.
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1.1 Problem statement

From the previous section it should be clear that managers wish to gain more information
than is currently present in the default P&L statement provided to them. At present, they
base questions upon the P&L as to the underlying causes of issues found in the P&L; and
neglect questions that should be posed but cannot be seen at the aggregation level of the P&L
statement.

The goal of this project is to analyse what the information need of a manager is based on
the default P&L statement and to design a method that, when implemented, provides the
information required. This method is based on the transaction data present in the ERP system
such that it would work for any business using such a system. The form chosen for this
information is a trend analysis, as trends are descriptive for both the current state of the
business and what is going on in the business. Thus, the problem statement is as follows:

Create a method to find, correlate and classify trends in transactional data in order
to ensure that periodic business reports fill a business’ manager’s information need.

Note that the purpose of this project is not to create a new implementation of some existing
BI software package; instead, the information need is researched and the method is devised
such that it could be implemented using a BI toolkit of choice. This project supplies proof of
concept for this method using a prototype implementation.

The results of the method are to be validated using a case study. A periodical report for the
Metal Pipe Co. will be made in accordance to the method proposed in this study and the
manager will decide whether or not the report is useful.

1.2 Case study: the Metal Pipe Co.

This case study is made available by MarketRedesign Consultancy B.V.. Because the data
within this case is confidential, all data had to be redacted. For the sake of convenience,
though, the case is presented as the Metal Pipe Co. or MPC for short, a company that does
not exist but is very similar to (and also different from) the original source. As far as the data
goes, only labels have been altered using a one-to-one translation scheme. Notice that some
of the translations will not make sense in the real world, but it will make for examples that are
easier to understand.

1.2.0 Company overview

The Metal Pipe Co. (MPC) is a B2B company that manufactures all kinds of metal pipes.
The company itself is split up into multiple business units, where each business unit is re-
sponsible for pipes that are alike on both a process and application level. E.g.: one business
unit is responsible for the manufacturing and sales of pipes for under water uses, whereas
another business unit is responsible for the manufacturing and sales of metal pipes in generic
construction applications.

Each business unit manufactures a set of products. These products have a type and a set of
properties. The product type refers to attributes such as the material used to create the pipe
and shape of the pipe, e.g. steel, round and hollow. But, due to the unique manufacturing
process at MPC, pipes can be given other properties, such as strength and flexibility. The
exact value of these properties cannot be set during the manufacturing process but is instead
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calculated afterward. Based on these values, the pipe is classified into a certain quality type,
where each quality type is defined as a set of bounds for each of these properties. Each quality
type guarantees that the quality properties of the product are within these bounds. Thus, each
product is defined as the combination of a product type and a quality type. Finally, the products
are sold in various quantities. MPC’s ERP system is configured to take these quantities into
account in its product definition. Thus, 50 meters of product A is a different product than 100
meters of product A. This distinction can be made, but is not deemed relevant for this study
and thus, for all intents and purposes, a product is defined as the combination of its product
type and quality type.

The data that this company supplies is presented in Appendix A.

1.2.1 Example: invisible trends

A practical example of the problem that underlying trends are invisible in highly aggregated
data presented itself at this company in August 2012. Over the months preceding August
2012, the total margin was slowly decreasing, while the total volume sold was stable. This
was only noticed recently, but had been going on for the past five months. After noticing this
trend, it could not be explained by managers or sales experts at the company, and it fell to
MarketRedesign to find an explanation for this trend.

Because of the structure of the products that the company uses, there are many alternatives
available for products. As each product is guaranteed to have properties in specific ranges, it
can happen that some of these ranges overlap. This is not a problem, as the actual values
on produced products are bound to fluctuate between batches. In this case however, the
production department had been working flawlessly for months, creating near perfect products.
Thus, the cheaper version (with a lot less margin) of some of their best-sold products always
had the (overlapping) properties of the more expensive version of the same product; and
customers had noticed while the sales force had not. This caused many customers to switch
to the cheaper, less profitable product, causing a change in product mix over time. Only
when this underlying pattern was found, the managers had sufficient information to take the
appropriate actions in order to remedy the situation.

The production department consequently received orders to stop being so good at what they
do, to ensure the fluctuation in properties in the cheaper versions, as it was impacting the
profit of the company. Currently MarketRedesign is awaiting the results of this action. Had
the manager been better informed, the trend would have been spotted months earlier and the
damage would have been less severe.

MarketRedesign found this trend by manually inspecting the data, only after it was concluding
that something had been going on for a while. Various reasons as to what could possibly be
going on were devised, checked and discarded as no evidence of those reasons could be found
within the data, as a process of elimination. This was very time consuming; having a better
overview of trends occuring in the data would have greatly helped in (timely) detecting and
finding this effect.
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Chapter 2

Reporting framework

Managers often have very busy schedules. They rely on what they see and do not want to
spend hours sifting through numbers in order to answer their questions. Thus, a manager
brings requirements to the table that are all very important to the reporting format. These
requirements and their implications to the reporting framework are presented in Section 2.0.

Once the requirements from the manager’s point of view are set, the scope of the result of
the proposed method is investigated. Scoping is important as it influences both the usability
of the report, the methodology and the implementation. With too detailed information the
report becomes useless as it takes too much time to find things of interest, whereas with too
few details the manager could just as well use the P&L as is. The choice in methodology is
strongly influenced by requirements on or choices about the scope of the method. Within the
implementation, pruning may be required to speed up the computation of results. The scope
of the results encompasses the properties that define the data to be used, such as the defining
attributes (dimensions) and which measurements are important. Thus, the scope inherently
defines the volume of data to be used and the complexity of the methodology. The scope of
the result is presented in Section 2.1.

Finally, a summary of the scope, the properties and definitions will be given in Section 2.4.

2.0 Final report properties

The goal of the final analysis report is that it serves as an extension of the existing P&L
statement, giving the manager insights into his or her business that go beyond the standard
P&L statement. To assure the adoption of the extension, the extension should be integrated
with the current P&L statement. In order to do this, it is important to realize what a manager
is interested in knowing; how he or she navigates a P&L statement, what kind of issues the
P&L statement might raise depending on its contents and how the cause of these issues is
investigated by the manager.

When a manager looks at a P&L (like the one in Figure 1.1), he or she looks at the deviations
from expected values; the deviation between actual values and budget, actual values and
forecast values and actual values and last year. He or she looks for these deviations mostly
on the line items EBITDA and return on sales. After finding deviations, the manager goes
through a sort of checklist of obvious causes to see what is going on:

• if there is a deviation in the top line (i.e. turnover):
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– did we lose any (large) customers?

– are customers purchasing less?

– is there a problem with the product mix?

– is there a problem with product pricing?

• if there is no deviation in the top line:

– is there anything going on with any of the cost-line items?

It is important to see the distinction between the practical answers to these questions and the
implications of these questions. What is required to formulate the practical answers is the
subject of Section 2.1. Right now, the implications of these questions - and inherently, the
form of their answers, is of interest.

The questions posed by the manager are mostly statistical in nature; however, even though
they seem like simple (and even Boolean-type) questions, the answers that the manager seeks
are often very elaborate and open to interpretation: the extent of the answer goes beyond
the yes, no, or value of the statistic. For example: “did we lose any (large) customers?” can
be answered by looking at the customer balance. If the balance is negative compared to a
reference statistic (where the choice of the reference point is just one complicating factor),
the answer would be “yes” and perhaps even “yes, namely x”. However, what the manager
would like to know is whether or not that shift in customer balance explains the deviation in
the top line; whether or not the loss in customers is as large as the loss in turnover. Thus, the
extent of the answer is not something simplistic. A manager has a certain information need;
he or she would like to know what is actually going on within the business.

In the business, a multitude of effects develop over time. These effects can be seasonal, in
which case a manager should know about them already (assuming he or she knows his or her
business). But, as in any market, external effects will influence parts of the business positively
and/or negatively. Over time, these trends become visible as, for example, customers may
start purchasing less volume or will negotiate better prices. The effects of these trends can be
found within the data and can be considered to answer any questions regarding the state of
the business.

After finding out what is going on with certain measurements, the followup questions will
always be the same: where is this effect occuring and why. What is the impact of the effect?
Obviously, why an effect is present cannot be concluded from the data. Where an effect is
present is simply the set of dimensions that defines the subset(s) of the data where a trend was
found. Estimating the impact of a trend, however, is tricky, and will be explained in Section
2.3. Finally, the manager would be interested in the person responsible for the trend. In most
businesses, account managers handle individual customers; thus, knowing which customers
are included in the data segment on which the trend was calculated allows to find who is
responsible for the accounts causing the trend.

The remaining question is: how to present such an effect to the manager? The best way to
present a trend is to draw it graphically; the alternative is a table presenting the statistics. Such
a table, however, is more difficult to interpret, not to mention intimidating when presented on
a page with all kinds of other statistics.

Thus, in an attempt to answer the questions posed by the manager, a trend analysis should be
performed to show the manager the effects of various statistics present within the company’s
historical data on which the P&L is based. The result of the trend analysis should be presented
with the P&L such that the manager can easily navigate the extended P&L and answer his or
her questions. With each trend, the following information should at least be presented:
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• a graphical representation of the trend;

• the dimensions defining the subset(s) of data in which the trend was found;

• the impact of the trend; and

• a list of customers residing in the segment for whom the trend is representative.

The next section will go into what is needed to practically answer the questions posed by the
manager: the scope of the problem.

2.1 Setting the scope

Transaction data in itself contains information about both transaction and additional infor-
mation dependent on the business storing the information. In essence, there are transaction
details (i.e. volume, price, sales date), basic transaction information (i.e. a product identifier
and a customer identifier) and additional information based on the business (i.e. sales office
information, sales person identifier, etc.). This basic transaction information and these details
are generally available whereas the additional information differs per business.

In the case of the Metal Pipe Co., there are a lot of dimensions available and it is important to
decide which dimensions are to be used within the method. To be more specific, to choose the
dimensions that make up the hierarchy in which the manager makes his or her decisions and
to choose the dimensions in which to look for trends. In other words, separate the dimensions
that define subsets of the data, as well as the dimensions that make up the relevant data.

2.1.0 Levels of aggregation

The levels of aggregation used to define subsets of the data are very case-dependent. Every
company uses different attributes to identify parts of the business. For some, regional differ-
ences are important because the business is spread out globally, whereas for others the business
may be confined to a single region or sales office making regional differences non-existent. In
most cases a manager at the business can simply state which dimensions are used within the
company. In the case of the Metal Pipe Co., the manager considers the following dimensions
to be important:

• business unit;

• region;

• country;

• product type;

• customer segment; and

• customer code.

There is no hierarchy present between these dimensions with two theoretical exceptions. A
country is only part of one region (i.e. a one-to-many relationship exists between country and
region) and a customer is part of one customer segment (again, a one-to-many relationship
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exists between customer segment and customer code). The problem is, though, that the
former should be true, but the regions have been redefined over time, shifting some countries
to different regions. The latter is completely dependent on how a customer segment is defined.
In this case, the customer segments are defined at the business unit level, based on the
volume purchased relative to other customers. Thus, even though a customer might be the
largest customer of a specific business unit (implying customer segment ”large”), the same
customer might be the smallest customer of a different business unit (implying customer
segment ”small”). Thus, the relationship is not one-to-many.

Thus, in theory, any combination of all six dimensions may yield a subset of data that may
contain a trend. Having said that, it is important to further prune the number of subsets to
be able to deflate the total number of possibilities. Therefore, a constraint must be defined
to differentiate “interesting” subsets of data and trends from “uninteresting” subsets of data
and trends. This is not as trivial as it may seem, and will be presented in Section 2.2.

2.1.1 Measurement selection

Apart from the levels of aggregation to look into, there is the issue of defining the set of
measurements to use when looking for trends. As mentioned in Section 2.0, the goal of the
report is to show what is going on within the business and to do this by improving the P&L
statement. It is important to be able to answer the questions posed in Section 2.0; however, it
is important not to be limited by the answers to these questions. According to [Hel01, p. 101],
the decisions that a manager makes using P&L statements are made using:

• gross margin and cost of goods sold;

• profit margin;

• operating expenses;

• contribution margin.

The gross margin and cost of goods sold are made up by selling price (attribute: actual price),
level of manufacturing cost (attributes: var costs and fix costs), product mix and volume.
Gross margin and cost of goods sold are both calculated percentages, i.e. (turnover −
cost)/turnover ∗ 100 (also called Return On Sales (ROS)) and cost/turnover ∗ 100. These
numbers always add up to 100. Profit margin (or net margin) is made up by various factors
that are not present in the data and cannot be further analysed. The same is true for operating
expenses. Finally, contribution margin is calculated as (turnover − variable cost)/turnover .

Many of the questions that a manager has in light of the P&L statement can already be
answered using these measurement values. The remaining questions concern the customer
balance (number of customers), volume, volume per customer, and product mix. Product mix
is the term for the combination and ratio of goods bought by a specific customer. Should
the product mix change over time (i.e. a customer buys a total of 1.000 KG of two products,
but buys less of product A and more of product B over time, increasing the ratio in favour
of product B), it could be good or bad for the business, depending on the margin on the
products. Trends in product mix changes can be found using correlation between volume
trends of products.

Using this information, the following measurements are chosen to be used for trend analysis:
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• ROS (i.e. gross margin as a %) (cost of goods sold is omitted as it would show the same
trends but inverted);

• price level;

• average price level per customer;

• volume;

• average volume per customer;

• customer balance;

• contribution margin.

2.2 Defining “interesting”

As mentioned in earlier sections, the definition of ”interesting” is quite important as it will help
both the context by providing some means of importance and the implementation by providing
means for pruning. The question here is: what makes a trend (potentially) interesting?

Trends are meant to show what is going on within the business. For a trend, there are only three
options: it is either increasing in value, decreasing in value or staying the same. Obviously,
trends behaving as expected can be considered to be uninteresting. Moreover, positive trends
are often considered to be a good thing. These trends do, however, give some indication
as to what is happening within the business so they should not be pruned. However, some
trends are steeper than others, which may or may not make them more interesting. Therefore,
the deviation can be calculated as the relative change in a measurement. To illustrate this,
Figure 2.0 shows two graphs. Figure 2.0a depicts the ROS of all business of the MPC in the
United States, whereas Figure 2.0b depicts the volume sold to a specific customer by one of
MPC’s business units. A trend line is drawn using simple linear regression. The absolute yearly
change of the first figure is -5.82%, whereas the absolute yearly change for the second figure is
-135,020.8 KG, based on the regression line. It is evident that these numbers are incomparable;
instead, the relative change, or deviation, of the first figure equals -12.4% per year, whereas
that of the second figure equals -65.2% per year. Thus, it is clear that the trend line in the
second figure is actually much steeper than that in the first.

One of the cons of using a relative value as deviation is that the value of a trend is completely
omitted, whereas a steep trend that costs e 2,000 may be less interesting than a slowly de-
creasing trend that costs e 2,000,000. Therefore, the deviation can only be used as a threshold;
not to compare trends (or at least not directly). Instead, the value of a trend can be defined
as the absolute gain or loss in turnover for that trend. This can be calculated by multiplying
the relative change (i.e. deviation) and the average turnover of the data segment in which the
trend was found. This value can be used as a benchmark to compare it to other trends; trends
of a higher value are qualified as potentially more interesting than others.

The example plots in Figure 2.0 are represent ROS and volume respectively; even though the
volume trend is much steeper than the ROS trend, their relative value difference can only
be guessed. Especially when one notes that the first picture represents all business in one
(large) country, whereas the other represents a single customer. In this case, though, the value
belonging to the trend in Figure 2.0a is e -821,521.00, whereas the value belonging to the
trend in Figure 2.0b is e -1,769,880.00. Even so, it should be clear that the deviation is by no
means a good indicator of the value of the trend, as the deviation of the volume trend is four
times as large as the deviation of the ROS trend, whereas its value is only twice as large.
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Figure 2.0: Examples graphs illustrating the necessity of value and deviation.

Looking more closely at the value of a trend, it can be argued that a minimum average
monthly turnover can be set to distinguish potentially interesting trends from trends that are
very unlikely to be interesting at all. Assume that a data segment contains e 2,000 worth of
transactions (turnover), then the total cost of the trend can be at most e 2,000. If this is less
than, say, 1% of the total business, the chances of finding an interesting trend are very, very
small. Thus, a turnover threshold can be used to prune the results.

To summarise, two attributes that can be calculated for every trend have been defined in
order to measure how interesting a trend is, namely deviation (the monthly change of the
trend, or slope) and value (a benchmark value based on the data segment’s turnover and the
trend’s deviation). These attributes can be used to quickly find trends that are of interest.
Furthermore, a turnover threshold is defined that can be used to prune the number of results.

2.3 Measuring a trend’s impact

Section 2.0 mentioned that the impact of a trend is important. The most important reason
to present a trend’s impact is to help the manager decide which trends require immediate
attention and which trends can be handled later. Section 2.2 defined three ways to measure
whether or not a trend is interesting. Two of these, namely value and deviation, already give
enough information to decide the impact of a trend.

Basically, a trend has two reasons to be important: it is either very steep or it is about a lot
of business. Thus, either the deviation is high, or the value is. Or both. Graphically speaking,
this can be represented by a graph of value (x ) set against deviation (y). An example can
be seen in Figure 2.1. The ranges for x and y in these figures are defined by the result; the
highest value is determined by the maximum value found over all trends that have been found
important whereas the highest deviation is determined by the maximum deviation found over
all trends that have been found important. Thus, this measure of impact scales based on the
current state of the business.
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Figure 2.1: Two examples of an impact plot format.

The main issue with deviation and value is that they are only indicators. No conclusions should
be drawn from their exact values. In Figure 2.1a, two points are shown: (10.000, 0.8) and
(12.000, 0.7). It is impossible to say which one is more important or more interesting, mostly
because of the way both deviation and value are calculated. To ensure that a manager does not
base any conclusions on this, the exact values should not be presented in the graph. Instead,
the only thing that is important is the category in which the trend belongs:

• low deviation, low value: unimportant;

• low deviation, high value, or high deviation, low value: medium importance;

• high deviation, high value: high importance.

These categories are still rather ill-defined as there are no exact values assigned to the difference
between “low” and “high”. As a rule of thumb, the quadrants of the graph can be used to
show the difference: x ≥ maxValue/2 implies a “high” value, whereas x < maxValue/2
implies a “low” value. “High” and “low” deviation is defined analogously. However, as it
is only an indicator, x0 = maxValue · 0.51 is not strictly a high value in comparison to
x1 = maxValue ·0.49. To ensure that this is clear, the graph will look similar to that presented
in Figure 2.1b instead. By increasing the area of each point, it is made clear that it is merely
an indicator and that the precise value is less important.

2.4 Final report format

Only interesting trends are to be presented to the manager as an addition to the current P&L
statement. Each trend is reported with the following information:

• a graphical representation of the trend;
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• the dimensions defining the subset(s) of data in which the trend was found;

• the impact of the trend as presented in Section 2.3; and

• a list of customers residing in the segment for whom the trend is representative.

There are a couple of issues that have not been addressed at this point. First, there might
be many trends that are considered interesting. Choosing which trends to report is important,
as more than ten trends will probably only overwhelm a manager. On the other hand, it is
difficult to choose which would be the most important to the manager. Secondly, a trend may
emerge in many subsets of the data. Finding out which trends are dependent on each other
is an important feature of the trend analysis and presenting this information is also important
(but difficult to do effectively on paper).

Besides the obvious implementational implications that these problems may or may not have,
the reporting format must be adjusted such that it is able to mitigate these problems. The
best way of doing so is to create a digital report with an overview. The overview allows the
manager to pick a trend that he or she finds interesting. Clicking on a trend will show the
above information with links to both underlying and similar trends.

The format of this reporting overview should be such that it is in line with the questions posed
by the manager, based on the P&L statement. It should give the manager a familiar layout,
e.g. by using the line-items, and follow the line of questioning when a manager zooms in on
particular aspects. This will ensure the final report’s usability by the manager.
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Chapter 3

Methodology

In the previous chapter, the requirements for the final report, such as the measurement and
dimension selections, were defined. The purpose of this chapter is to define which methods
are to be used to obtain the contents of the final report. This is split up into the trend analysis
(Sections 3.0, 3.1, and 3.2) and correlation analysis (Section 3.3). For each of these methods,
various possibilities are discussed and finally a method is chosen that works in the case of the
MPC. The next chapter will then discuss how these methods are implemented.

3.0 Time series and trends

According the Cambridge Dictionary, the definition of the word ”trend” is a general develop-
ment or change in a situation or in the way that people are behaving [cam12]. This is rather
vague but still captures what it is that is meant when talking about trends in this document: a
general direction in which something is developing or changing [dic12]. The important aspect
here is that it is about the general direction, regardless of whether this is up, down or straight.
Thus, the aim of trend analysis is to model the evolution of specific variables over time in order
to distill the general direction in which these specific variables are developing. In this research
we are given data that can be converted into time series, in which this trend should be found.

A time series is a sequence of data points ordered by time. Each data point represents a mea-
surement at a moment in time, t , generating a series Yt with t ∈ [0,n) for n measurements.
The duration of the interval between measurements is of no consequence, as long as it remains
the same throughout the series.

Time series can be broken up into various components: long-term non-random influences,
short-term non-random influences (also called seasonal influences), trend, and random devi-
ations. There are three common approaches that achieve this: an additive model, a multi-
plicative model and a hybrid model. The additive model assumes that the size of the different
components does not scale based on the size of other components, whereas the multiplicative
model does make this assumption. The hybrid model allows for more flexibility, but is more
complex to set up. In this case, the multiplicative model is used, as the size of each component
is relative to the size of others. As an example, consider the seasonal influence component
St . In the case of the MPC (and in many other financial data sets) the seasonal component
entails that during some periods of the year, sales go up or down. This is always relative to the
actual sales; sales do not go up by x KG every December due to Christmas, this amount rather
depends on usual sales, trends and long-term economic effects such as economic regression.
Thus, the multiplicative model is applicable.
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The multiplicative model states that a time series can be broken up into three or four compo-
nents [FMM+11]. Which version of the model should be used is dependent on context; in this
case, we start with the most extensive model using four components. Let Yt = Tt ·Zt ·St ·Rt ,
where Zt refers to some non-random long term cyclic influence, St , as mentioned, refers to
some non-random short term cyclic influence, Rt refers to random deviations from the non-
random model Tt · Zt · St and Tt refers to a monotone function of t , the trend. Gt is further
defined as Tt · Zt : the nonrandom long term effects upon the data.

The goal of this research is to find (and quantify) trends. Within a time series, this implies the
Tt component of the series. Thus, for each value Yt , the components Zt , St and Rt should
be removed before performing the actual trend analysis. This is, however, only feasible from a
theoretical standpoint. In practice, the results of such a trend analysis could potentially show
that the business is doing well, after subtracting the economic regression (which falls under
the Zt component). This would be fine and dandy, but has no practical value when the overall
observation is that the business is not doing well at all. A manager would even stop trusting
all the results if they are dissimilar from the factual truth; the situation including long term
effects. The main cause of this is that the cycle described by Zt can span many years; whereas
the influences observed within a shorter period of time can be considered to be monotone.
Thus, Gt is actually the part of Yt that should be used to quantify trends. The next issue is
that Rt cannot really be quantified, as it is a random component. An assumption here is that
the expected value for this random component equals 0, which implies that we can consider
it to be unbiased noise. Due to this assumption, it does not have to be subtracted before
analysis; it does, however, imply that the method used for quantifying trends has residuals
with expected value 0, accounting for Rt . This leaves Yt/St .

The short term nonrandom (seasonal) influences have to be accounted for. To do this, the
seasonal influences must be known; either as a background knowledge from within the company,
or by a detection method. Usually, the seasonal influences are measured using a season index for
each month. Thus, all values can then be normalised in accordance with the index. (Obviously,
the index should be balanced, i.e. its average equals 100.) In the case of the MPC there is no
season index available; some method will have to be used to obtain it.

Knowing the elements that exist within the data, a method needs to be devised to somehow
negate the seasonal component and to find the trends in the data after subtracting this seasonal
component. This method will be presented in Section 3.1. But first the properties of financial
time series will be explained, as they will be used throughout this chapter. Note that the term
“subtraction” is used to denote the process of removing an effect from the data; it is not the
mathematical operator used to actually perform the removal.

3.0.1 Properties of financial time series

Time series in general exhibit various properties that are important during time series analysis.
These properties often influence the methodology chosen to analyse the time series, or may
require steps to preprocess the data such that the result exhibits different properties required
for an analysis. Some of these properties have already been mentioned, e.g. the fact that
financial time series are multiplicative in nature (i.e. the various components of the time series
are multiplicative). However, there are also other important properties.

Stationarity of a time series implies that its mean and variance do not change over time.
When a trend is present in a time series, it cannot exhibit the stationarity property, which
makes the time series non-stationary. This property is not that relevant for a trend analysis,
but it can influence other analyses, such as a correlation analysis, because the trend component
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(responsible for non-stationarity) can eclipse all other effects in the data. Thus, correlating
two non-stationary time series that have a strong negative trend would probably result in a
strong, positive correlation based upon the negative trend, rather than the actual alignment
of values. A solution for this problem is to detrend the data, essentially removing the trend
component, which can be achieved by modelling the trend and using the residual values of the
model.

Autocorrelation in a time series implies that values of the time series are correlated with
different values of the same time series, most commonly at a specific lag. If the auto-correlation
is strong, it may cause the error terms of a fitted linear model to become correlated as well.
This would imply that certain approximation algorithms for linear models would not produce
reliable results anymore and this effect should be taken into account during model selection.

3.1 Calculating a seasonal index

Seasonal influences within a business differ from company to company and region to region.
However, most businesses do have some form of seasonal influences, even if they do not have
anything to do with meteorological seasons. Whatever the reason, they must be removed from
the data before the trend analysis process is run, as seasonal influences may influence the
shape of a trend. An example of seasonal influences affecting a trend calculated using simple
linear regression can be found in Figure 3.0. The first figure of this example shows a trend
line drawn through data with seasonal influences; the Z-shaped line represents the raw data,
whereas the diagonal line represents the trend. The seasonal influences in this case are that
the first six months, the sales are 50% higher than usual and the second six months the sales
are 50% lower than usual. Thus, both the sales line without seasonal influences as well as the
trend line are actually straight, as can be seen in the second figure.
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Figure 3.0: An example of season influences strongly influencing a trend line.

As mentioned in the previous section, removing the seasonal component from a time series can
be achieved by multiplying each data point with a season index. Other methods are available,
such as modelling the data beyond seasonal influences by analysing multiple years, as shown in
Figure 3.1. However, when aggregating that far, the time series is reduced to a form in which
it is unfit for trend analaysis. This method is useful, though, as it can be used to generate
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detrended data, which in turn can be used to generate a season index.
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Figure 3.1: A trend calculated over multiple years has a smaller seasonal bias.

One of the most common methods available that uses this aggregation technique is the ratio-
to-moving average method, which is also part of the X-II variant (and other variants) of the
census Method II season adjustment program [SYM67]. What is does, essentially, is use a
centered moving average the size of the period of the seasonal cycle and use this to generate
a seasonal index. In this case, it would be a moving average of size twelve, as the seasonal
period is one year measured in months.

Let Table 3.0 show the monthly volume sold in KG of a single product over a period of three
years. This data contains seasonal influences that we wish to remove. A plot of this data can
be found in Figure 3.2.

1 2 3 4 5 6 7 8 9 10 11 12

2010 75 80 75 65 55 50 45 35 40 50 60 70

2011 71 82 72 63 55 49 42 32 37 45 53 66

2012 69 77 69 61 53 47 41 32 34 41 52 61

Table 3.0: Monthly volume sold in KG of a single product.

At this point, we wish to calulate a twelve figure moving average (i.e. t0+..+t11
12 ) to remove the

seasonal influences; obviously, though, this cannot be done for every data point in the table.
The total number of data points will be reduced by the size of the moving average (i.e. twelve,
in this case). A problem with a twelve figure moving average is that it is even; the first twelve
figure moving average t0..t11

12 is the value in between the values of June and July. To this end,
a two figure moving average is used to calculate the moving averages for each month. For
example, the first twelve figure of moving average (between June and July) and the second
(between July and August) are added and divided by two to yield the value for July. Note
that this is equal to a weighted moving average of thirteen figures, where the weights of the
first and last numbers are equal to half the weight of the other numbers. The results of these
moving averages can be found in Table 3.1.

The next step is to calculate the ratio between the original values and these moving averages
by dividing the moving averages found in Table 3.1 by the original values found in Table 3.0.
These ratios essentially signify the weight of the monthly value with no seasonal influences
(i.e. the moving average) relative to the original value with seasonal influences. These ratios
can be found in Table 3.2.
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Figure 3.2: Volume against time for the data presented in Table 3.0.

1 2 3 4 5 6 7 8 9 10 11 12

2010 - - - - - - 58.2 58.1 58.0 57.8 57.8 57.7

2011 57.5 57.3 57.0 56.7 56.2 55.8 55.5 55.2 54.9 54.7 54.5 54.3

2012 54.2 54.2 54.0 53.8 53.5 53.3 - - - - - -

Table 3.1: Moving averages calculated over the values presented in Table 3.0.

1 2 3 4 5 6 7 8 9 10 11 12

2010 - - - - - - 77.4 60.3 68.9 86.5 103.9 121.3

2011 123.4 143.1 126.2 111.1 97.9 87.9 75.7 58.0 67.4 82.3 97.2 121.5

2012 127.3 142.2 127.7 113.5 99.0 88.2 - - - - - -

Table 3.2: Ratio-to-moving average values based on Tables 3.0 and 3.1.

Using the ratios, the average ratio per month can be calculated. The differences between these
average ratios can already be used as a seasonal index, though the default value (in this case,
the average value) of an index should be equal to 100. To achieve this, 1200 (twelve months
times the expected index) is divided by the sum of average ratios. All average ratios are then
corrected using the resulting factor. The results of these operations can be found in Table 3.3.

1 2 3 4 5 6 7 8 9 10 11 12

average 125.3 142.6 127.0 112.3 98.4 88.0 76.5 59.1 68.2 84.4 100.6 121.4

corrected 124.9 142.2 126.5 112.0 98.1 87.8 76.3 58.9 68.0 84.1 100.3 121.0

Table 3.3: Average an corrected ratios based on Table 3.2.

The main drawback of this method is that it requires a lot of historical data. Even using
enough historical data, it remains an approximation of the seasonal component under certain
assumptions, such as unchanging seasonal cycles. But this approximation works and yields
better results than using data with seasonal influences present; the data used in the example
can be found in Figure 3.3; the original data is plotted as well as the data where the seasonal
influences have been removed according to the seasonal index in Table 3.3.
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Figure 3.3: Volume against time for the data presented in Table 3.0, both with and without
seasonal influences present.

3.2 Finding trends using linear regression

As mentioned in Section 3.0, the trend function Tt is monotone, implying that it can be
captured using some linear model. The most popular technique for modelling trends is linear
regression, offering multiple models that may be useful in this case. However, linear models
always have a generic set of assumptions which have to hold in order for the model to be
reliable.

3.2.0 Linear model assumptions

Linear regression models always have a generic set of assumptions that must hold. These are
the following [Mye90, p. 9]:

• weak exogeneity;

• linearity;

• constant variance (homoscedasticity);

• independence of errors; and

• lack of multicollinearity.

The weak exogeneity assumption implies that it is assumed that all values given to learn the
model are true, i.e. are noise-free. In the context of business data, this can be considered to
be true. There can be no measurement errors in the data, but there can be plenty of human
errors. Even so, businesses themselves base decisions on the assumption that the data is true,
as no decisions can be made otherwise. Thus, it is fair to assume that this assumption holds.

The assumption of linearity implies that it is assumed that the response variable (i.e. the
variable that is predicted) depends linearly on the predictor variable (in this case: time). The
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goal of this trend analysis is to find such a linear relationship between response and predictor
variables, where the predictor variable is time. In this case, proving that this relationship exists
is impossible, as many of the response variables change over time based on many factors that,
in turn, change over time. As the value and movement of these factors is unknown within the
data, it is simplified to the progression of time. For a limited amount of time being analysed
in which no major changes were made in company policy or strategy, it is fair to assume that
the assumption of linearity holds, especially in the most interesting cases, whith a clear and
consistent trend.

Homoscedasticity or constant variance is an assumption that implies that the variance of
the errors must be constant. This means that the absolute magnitude of the errors cannot
be relative to (or dependent upon) the magnitude of the values used to learn the model. For
example: if a customer purchases 100.000 KG of product A each month, then deviations of
10.000 KG would be quite normal. However, if another customer purchases 10.000 KG of
product A each month, then deviations of 10.000 KG would be enormous (but necessary for
the homoscedasticity assumption). In this case, however, models are based on data from a
specific dataset and predicted over time, which should have no bearing on the size of the
error, making it fair to assume that this assumption holds for all time series in the MPC
dataset. To ensure that it does, this assumption is tested. There are multiple tests available
to test for homoscedasticity, including Bartlett’s test of homogeneity of variance [Bar37] and
the Breusch-Pagan test [BP79]. Based on the tests performed on the MPC dataset, it is fair
to assume that this assumption holds. The results of the test are presented in Appendix B.

Independence of errors is an assumption that implies that errors have nothing to do with
each other, i.e. are uncorrelated. As most financial time series show signs of autocorrelation,
this assumption may be violated. As a result, regular linear regression model fits may be
statistically inefficient (i.e. require more data to come to the same result as an alternative
efficient model) or provide misleading results. To ensure that this assumption is not violated,
the BreuschGodfrey test for autocorrelation [BP80] is run for the MPC dataset. The test itself
and its results can be found in Appendix B. The test confirms that the independence of errors
assumption holds for the MPC data.

Finally, the assumption of lack of multicollinearity states that two predictor variables may
never be strongly correlated. This assumption holds as each model is based upon only one
predictor variable (namely time).

Thus, it is fair to assume that all assumptions for the use of linear models and approximation
algorithms hold for the given data set.

3.2.1 Choosing an appropriate model

Linear regression and models based on linear regression have many applications. In this case,
we wish to model measurements as a function of time. Using more than just time to model
a measurement would defeat the purpose of the trend analysis as the evolution of the mea-
surement over time is of interest. This leaves the simple linear regression model as well as the
hierarchical linear regression model.

The hierarchical model regresses its dependent variable based on various hierarchical levels.
Basically, it uses multiple covariates to fine-tune the results based on the information available.
For example, if a customer lives in a specific country and a country is part of a specific
region, it uses the covariates of the country and region in addition to the covariate of the
customer to calculate the dependent variable. It sounds very promising, considering the fact
that our dataset is hierarchical in nature. However, the hierarchical regression model requires
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a hierarchical relationship between all dimensions. Even though it is possible to create such a
hierarchy (e.g. business unit > region > country > customer segment > customer > product),
it is not the way the managers at the MPC look at their business. Instead, they want to have
the option to look at a product first and move on from there. Besides, even though it may
be well-suited to model the data, what would we report to the manager? I.e. what is the
trend? Which dimension within the hierarchy is the reason for the trend being there (i.e. does
it follow a generic trend of a specific region or country?). These are complex questions when
using this model.

The simple linear model regresses the data to the function y = β0+x ·β1+εx , where in this case
x is time and y is whatever measurement we are looking into. It is exactly what we mean to do
in this research. Other advantages include that the model is easy to understand by managers,
and that it is computationally simple to apply using the least squares approximation algorithm.
Most importantly, though, it is possible to subtract any trend given by this model from the
data by calculating the slope of the trend relative to the intercept. The major disadvantage of
simple linear regression is its simplicity when it comes to multiple hierarchical levels. Models
will have to be generated for every level in the hierarchy and further analysis must be performed
to see where a trend actually resides, as will be shown in the next section. Different from the
hierarchical model, though, is the fact that the form of the hierarchy is of no consequence.
Besides, this disadvantage only applies to the implementation of the method; something that
can still be remedied. As this model has the best theoretical fit for the modelling of trends,
this model is used.

Section 3.2.0 explained that the assumptions for linear models, which are required for the use
of the Ordinary Least Squares (OLS) approximation algorithm of linear models, hold (also see
Appendix B).

3.2.2 Smoothing the data

After visual inspection of the MPC dataset, it was clear that the data has a high degree of
randomness. This is not a bad thing per se, but performing simple linear regression on noisy
data results in poor models. To this end, smoothing techniques exist that do not distort the
data, but allow for better linear models to be created. The most common method is the use of
a moving average. This method removes short-term fluctuations from the data, emphasising
the long-term movements within the series. As a result, the linear model of the trend is better
(or at least as good) and less influenced by short-term fluctuations and noise.

A moving average replaces each data point with the average value of the data point and
surrounding data points. For example, a moving average of size three for y3 would replace y3
with y2+y3+y4

3 . An alternative to this simple moving average is the weighted moving average
where, for example, the neighbouring data points are assigned less weight than the actual data
point. This is not needed in this case as it is not important to keep the shape of the graph
intact.

A disadvantage of using a moving average rather than raw data is that data is lost because
a moving average of size two on twelve data points reduces the data to eleven data points; a
moving average of size three to ten data points; etc. Since smoothing is required and is bound
to provide better results, we will use a moving average but only of size two, in order to save as
many data points as possible. Note that there is no reason a larger moving average size would
not work, other than that the models based on fewer data are bound to be less accurate after
a certain point.
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3.2.3 Changing perspective

When a trend is found at some level within the hierarchy of dimensions, it raises the same
questions as a trend found at the top level: is this the actual trend, or is it the sum of all kinds
of underlying trends that happens to come out like this? For example, assume that in the case
of the MPC a downward trend in volume sold is found in the region Europe. Taking possible
underlying trends into consideration, there might be a multitude of reasons for this:

• all underlying trends are the same, causing the trend in Europe;

• the volume sold in Europe is actually stable, except for a few countries that exhibit
extreme trends;

• the volume trends in Europe are widely spread in terms of deviance, but apparently add
up to a negative trend.

Regardless of the underlying reasons, the trend in Europe is important. However, a manager
would want to know what is causing the trend in Europe. Because of this, a perspective
should be taken into account. Considering we are working with linear regression techniques,
an analysis of covariance (ANCOVA) seems to be the most logical option for this sort of
analysis. In short, it differentiates the dataset based on a grouping parameter (which could
be “country” in this example), calculates the covariates for each group and tests whether or
not each is significantly different from the first group. This technique, however, has some
drawbacks. It only checks the covariates of the grouped attributes and compares them to
one of them (usually the first alphabetically). This implies that a statistical test must be
performed comparing each covariate to the “overall” covariate (e.g. each country’s covariate
to the region’s covariate). The results themselves are also more difficult to interpret, especially
if the first group happens to be the odd one out (i.e. the only different case).

Instead of running the ANCOVA, an alternative method is proposed. For each data segment,
the expected trends are calculated in advance. These trends are subtracted from the data
of each underlying segment, leaving only the underlying trend. If no significant trend can
be found, it implies that this data segment’s trend behaves as expected and is therefore not
interesting. This leaves only the exceptions that behave differently.

This proposed method does complicate things, as the expected trend is greatly dependent on a
point of view. For example, assume we are looking at the trend in the data of region “Europe”
and customer segment “2”. The expected trend can be one of two things, namely: that of
region “Europe” and all customer segments, or that of customer segment “2” and all regions.
Because no strict hierarchy exists within the defining dimensions, trends are to be calculated
from each possible perspective. Which trend is shown will then depend on the perspective
chosen when navigating the results. Computationally speaking, this does blow up the number
of trends depending on the number of defining dimensions. Assuming a trend has n defining
dimensions (i.e. “region = Europe and customer segment = 2” has two defining dimensions),
the number of perspectives equals 2n − 1, assuming a perspective cannot be a perspective on
itself.

In the remainder of this document, the term predictor is used for an overlaying trend that is
used to predict underlying trends. The term predicted trend is used for a trend underlying
a predictor, i.e. the resulting trend after subtracting the predictor. A predicted trend may or
may not be significant (i.e. significantly different from its predictor). An underlying trend is
the same thing as a predicted trend.
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3.2.4 Analysing a trend’s predictive power

Using the methodology as described above, a trend’s hierarchical position can be calculated.
When a trend is found in the raw data and after subtracting it from underlying data segments
no significant underlying trends can be found, it is clear that the trend exists in all subsets of
the original data segment. More often than not, though, trends at a higher level are merely
a summation of different underlying trends; the trend at this higher level vaguely predicts the
shape of the average trend that can be found within subsets of its data segment.

For example, when volume sold in Europe is decreasing 6% per year, it does not necessarily
mean that the volume decrease is 6% for each individual country in Europe as well: there will
probably be some extremes responsible for averaging the entire region to -6%. In this case,
a manager would have to look at the individual trends that cause the 6% decrease in Europe
and try to do something about those individual trends. However, in other cases, it might occur
that all underlying segments simply follow the same trend. In this example, it would mean
that all countries in Europe have a decrease in volume sold of 6%, in which case the manager
would need to make changes to the entire region.

From the example, it should be clear that it is important for a manager to know whether a
trend is merely a summation of ups and downs or a trend that is present in all underlying
sections. In other words: at which level within the hierarchy the trend actually presents itself.
To formulate this differently, a manager would like to know whether or not the trend found at
one level is a good predictor for all lower levels, or not. Therefore, some measure of predictive
power should be devised to show the degree to which the trend explains all underlying trends.

To do so, we look into the amount of underlying trends that can be predicted using the trend,
relative to the total number of possible trends, weighed by the trend’s value. This can be
calculated using the methodology behind a trend’s value: by using the turnover. Without
adding the weight function, we would simply count the number of non-significant trends found
in subsets of the original data segment and divide this by the total number of subsets of the
original data segment. The weight function should be based on the methodology behind the
value-calculation for a trend; thus it suffices to replace the count by a summation of turnover
associated with each subset. To clarify, assume that ts is the turnover associated with data
segment s, S is the original data segment and Si is the set of data segments without a
significant trend after subtraction of the trend found in S , then the predictive power would be
calculated as

∑
ts′/

∑
ts ·100, with s ′ ∈ Si , s ∈ P(S )\S and Si ∈ P(S )\S . This percentage

is then presented with each trend.

Note that a trend’s predictive power does not give any information about its importance or
interestingness. It is only of practical value, giving the manager insight into the predictive
power of the reported trend.

3.3 Finding correlations between data segments

A manager might navigate the trends found in the data by going through dimensions he or she
is interested in. This will give him or her a good view of what is going on. But, on the other
hand, there may be trends appearing in multiple facets of the business that are dependent on
each other or have the same cause. These dependencies may often be obvious (e.g. North
America is mostly dependent on the US business) but may also be less obvious (e.g. some
European countries may be correlated to the US whereas others may be correlated to Japan).
To aid the manager, a correlation analysis is performed and its results are presented with each
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trend.

This is not the same thing as using trends as a predictor to find underlying trends. For one,
underlying trends always have the same unit of measurement (i.e. volume or ROS) and cannot
be found between data segments. But more importantly, the shape of the data is not taken
into account, merely the trend. The correlation analysis is based on the behaviour of the data,
rather than just the trend component.

3.3.0 Defining similarity

Correlation between time series can be seen as two time series exhibiting similar behaviour.
There are many measures of similarity that can be used to see how similar the behaviour of
two time series (or other vectors) is. In many cases, the correlation coefficient is calculated
and used to infer dependency between vectors. The correlation coefficient is commonly used
as a measure of alignment between two vectors; each pair of values is used to calculate the
coefficient. Its value lies in the range [−1, 1] and shows whether or not the series exhibit
similar behaviour (value close to 1), exhibit opposing behaviour (value close to -1) or have
got nothing to do with each other (value close to 0). Using Pearson correlation to find
the correlation between one time series and others has the advantage that a cross correlation
analysis can be used to incorporate the correlation coefficients at various lags (i.e. time-delays)
between the time series, in accordance to the method proposed by [Hau76]. It is important to
note that this method only works on stationary time series, as otherwise the trend component
would dominate, which would mean that two “steep” time series would always be correlated,
regardless of the shape of the graph. Thus, such a method would be performed using the
residuals of the linear model calculated earlier, rather than the raw data points.

The process of clustering time series partially solves this problem as well, by grouping time
series that are alike by some distance measure based on features extracted from the time series.
[KCHP04] lists some popular methods of feature extraction used for time series clustering,
including Fourrier transforms, wavelet transformation and piecewise linear representation. Of
these feature extraction methods, wavelet transformation has the best application within the
financial time series domain, as demonstrated by [HKT+99]. This approach is very useful in
finding similarities between time series that do not appear to be similar at first glance, as it
can abstract from large (or small) fluctuations in either series. The main drawback of this
approach is that it requires more than twelve data points to yield good results. Furthermore,
the method would have to be adapted in order to yield results that give a good idea about
how much alike two time series - i.e. when time series A and B are alike, and time series A
and C are also alike, which similarity is stronger? And, how does one decide that two time
series are not alike enough such that the likeness is not worth mentioning?

Because of the number of data points available, the chances of the wavelet transformation
method yielding better results than using a correlation coefficient are quite small. Arguably,
it would give better results when more data points are available per series (e.g. one per week
for a whole year); it remains questionable, however, whether or not the improvement in result
quality is required. Alternatively, the wavelet transformation algorithm could be used to cluster
time series to give a more general insight into which products, regions or customers behave
similarly over a longer period of time. This, however, lies beyond the scope of this project.
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3.3.1 Obtaining the critical value using a Monte Carlo experiment

The Pearson correlation coefficient is an imperfect tool for finding relationships between time
series. Its value is an indication for a possible effect that affects both time series in a similar
way. However, many situations exist in which the correlation coefficient is high because of
coincidence, as it is dependent on the actual values (e.g. in time series with many repeating
values) and the number of values. Because of this, it is possible that a correlation coefficient
with a relatively low absolute value based on a large amount of data is more significant than a
correlation coefficient with a relatively high absolute value based on a small amount of data.
To this end, a test for no correlation can be performed, based on the correlation coefficient and
the values that produced it. In most statistics handbooks that cover this subject, the critical
values for correlation coefficients, based on the degrees of freedom, can be found in tables,
usually included as appendices of the book. The values presented in these tables can be used
as a general rule of thumb when interpreting correlation coefficient results. However, we wish
to perform a more thorough analysis that uses the actual values of the time series that the
correlation is based on.

Essentially, what we want to test is whether the alignment of values that produces a high
correlation coefficient is based on chance, or not. Under the assumption of no correlation,
the ordering of the values is of no consequence to the correlation coefficient. The ordering of
the values is only important when two time series are correlated. Thus, under the assumption
of no correlation, we are able to shuffle the values of one time series and potentially get a
better result. Essentially, if the correlation coefficient is based on actual correlation, it should
be highly unlikely to find a better correlation coefficient after randomly shuffling the values of
one of the time series. To test this, a Monte Carlo experiment [MU49] is devised as follows.

For two time series a and b that seem to be correlated with one another with correlation
coefficient c at some lag l , we repeat the following experiment 1000 times:

0. calculate a random permutation a ′ of a;

1. calculate the correlation coefficient c′ between a ′ and b at lag l ;

2. add the resulting correlation coefficient to C , where C forms the distribution of corre-
lation coefficients between permuted as and b.

This yields a distribution C . Only if the original correlation coefficient c is not in C with 95%
confidence we can abandon the null hypothesis of no correlation.
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Chapter 4

Implementation

Chapter 2 gives a clear overview of the properties of the final report and items contained
therein. Chapter 3 thereafter lists the methods to be used to calculate the report’s contents.
Now that this information is available, it is possible to implement the methodology to come
to the final report with the properties given in Chapter 2. This chapter details the process of
implementation and all design decisions made in light of the MPC case study.

4.0 Technology

MarketRedesign Consultancy BV is a fervent user of open source technology. The company
already uses many tools that may be used in an implementation of the methodology proposed
in the previous chapter. The statistical software package R is used for all mathematical
procedures, such as calculating moving averages, doing a simple linear regression analysis or
calculating a cross-correlation coefficient. These kinds of operations are already part of the core
of R and many packages exist to speed up the operations with larger volumes of data. A server-
side installation of R studio is used in this project. The data is stored in a mySQL database.
Even though better options may exist, the infrastructure for its use with R was already in place
and is favoured by MarketRedesign. Therefore, it is used as the primary source of input (data)
and destination of results. Finally, the server running the mySQL database and R studio is also
a webserver, running PHP 5. This is used to create a small web application that presents the
results in the style presented in Chapter 2. The technological setup is depicted in Figure 4.0.

Figure 4.0: The technological setup.
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4.1 Framework

The statistical software package R works quite well with large volumes of data, using the data
frames datastructure that lies at the heart of all data operations. Essentially, a data frame is
a table, similar to a table in a database, that can be “queried” using mathematical and set
operations. However, even though the data frames themselves are a well-suited data structure
for large data volume operations, efficiently creating many different aggregations from the same
data frame is quite a challenge. Instead, an alternative approach was chosen, implementing
a framework that allowed (and required) preprocessing steps that made obtaining each time
series trivial.

The two major analyses within this project are the trend analysis and correlation analysis.
Both these analyses are to be performed on season-corrected time series. Each time series is
associated with a unique data segment and represents one of seven measurements. As the
data is only available as a fact table, retrieving data at various levels of aggregation would give
poor performance. To remedy this, the data belonging to each data segment/measurement
combination should be materialised beforehand. To this end, three entities are defined: data
segment, time series and data point. A data segment has attributes in accordance with the
data hierarchy; the dimensions that uniquely define each data segment: business unit, region,
country, product type, product code, customer segment and customer code. Since the data
within each segment is set beforehand, some additional attributes can be added to assist with
value calculation, as this is the same regardless of the type of trend: turnover, margin and
number of data points within this segment. A time series consists of a collection of data
points, a type and a data segment. The type indicates what the data points represent, e.g.
ROS or volume. A data point belongs to a time series (and due to transitivity a data segment).
It has an x and y value, where x represents the month index (which can be translated to a
date if required) and y represents the value of the measurement defined in the associated time
series’ type attribute for month x , within the time series’ data segment. It also has a seasonal
index attribute that represents the factorised seasonal index for the associated time series’ data
segment and measurement type. A class diagram of the three entities can be found in Figure
4.1.

Figure 4.1: A simple class diagram for the time series data structure.
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4.1.0 Preprocessing

The data available for this case was delivered as a fact table and has to be transformed to
match the desired format. This is done in three steps:

0. determine all possible data segments within the data;

1. generate time series entries for all type/data segment combinations;

2. calculate the raw data points for each time series;

3. calculate the seasonal index for each time series.

The first step is performed in R, as aggregated data segments are required here as well. To
this end, a recursive function is created to generate all possible data segments with which one
particular data segment is associated, i.e. all combinations of the defining variables including
leaving them blank. All unique combinations are then stored in the data segment table. After
storing all segments, the table is updated using SQL only to store the turnover and margin for
every data segment.

The second step can be performe dusing SQL only. This only requires one additional table to
provide the type possibilities.

The third step is also performed in R for the simple reason that it provides means to automate
all the required queries. A query is generated to retrieve the data associated with each time
series. The data segment may be aggregating over one or more dimensions. In this case, one
dimension is simply blank. To ease the creation of this query, the empty values generated in
step one that define “unset” dimensions (i.e. any region would be empty) are set to “%”. This
allows generated queries to use the LIKE SQL operator rather than detect when a dimension is
empty. Detecting the contents of each dimension would construct a rather large if-statement.
Now, we can simply write dimension LIKE value; e.g. region LIKE ‘%’ for any region, or
region LIKE ‘Europe’ for region Europe. All data points are finally stored in the data point
table. After the points have been loaded, an SQL query can be performed to update all data
segments’ points attribute to count the distinct x -values belonging to time series associated
with that particular data segment and belonging to the year under review (i.e. the last twelve
months only). This latter adendum is simply because only complete time series will be used for
the trend analysis and missing data points prior to the year under review are of no consequence
(other than diminishing the quality of the seasonal index).

The final step is somewhat more difficult and is performed in R. It uses the data loaded in the
previous three steps. The seasonal index is (potentially) unique for every time series as every
data segment is bound by different factors in which different seasonal influences may affect
the data. Furthermore, the data used to calculate the moving averages on which the seasonal
index is based upon, which is clearly different for varying time series types. To this end, every
time series is loaded and a seasonal index is calculated as seen in code fragment 4.0.

0 # c a l c u l a t e s e a s o n a l i n d e x f o r t ime s e r i e s w i th g i v en i d i n data d
1 c a l c u l a t e I n d e x <− funct ion (d , i d )
2 {
3 # f e t c h the s ub s e t f o r t h i s t s i d
4 d2 <− subset (d , d$ i d == i d & d$x < 48)
5 # the sea son i ndex can on l y be c a l c u l a t e d upon comple te t ime s e r i e s
6 i f ( length ( unique ( d2$x ) ) == 48 )
7 { # use x = 6 through 41 as t h e s e a r e the month i n d i c e s t h e s e

33



8 # r o l l i n g means be long to
9 s e r i e s <− data . frame ( x = c ( 6 : 4 1 ) ,
10 y = ro l lmean ( r o l lmean ( d2$y , 12 ) , 2 ) )
11 # c a l c u l a t e the va lue−to−MA r a t i o
12 s e r i e s $y <− d2 [ c ( 6 : 4 1 ) , ] $y/ s e r i e s $y∗100
13 # c a l c u l a t e the t o t a l and ave rage r a t i o s by month
14 yea r <− data . frame ( x = c ( 0 : 1 1 ) ,
15 t o t a l = c ( 0 , 0 , 0 , 0 , 0 , 0 , 0 , 0 , 0 , 0 , 0 , 0 ) ,
16 ave rage = c ( 0 , 0 , 0 , 0 , 0 , 0 , 0 , 0 , 0 , 0 , 0 , 0 ) )
17 f o r ( j i n c ( 0 : 1 1 ) )
18 {
19 yea r [ j , ] $ t o t a l <− sum( subset ( s e r i e s ,
20 yea r [ j , ] $x == ( s e r i e s $x %% 12))$y )
21 }
22 # c a l c u l a t e the ave r age r a t i o
23 yea r$ ave rage <− yea r$ t o t a l /3 # we have 3 y e a r s o f r a t i o s
24 # c a l c u l a t e the c o r r e c t i o n f a c t o r
25 f <− 1200/sum( y ea r$ ave rage )
26 # ad j u s t the a v e r ag e s to t h i s f a c t o r
27 yea r$ ave rage <− yea r$ ave rage ∗ f
28 # r e t u r n the gene r a t ed i ndex
29 return ( y ea r$ ave rage )
30 }
31 return (FALSE)
32 }

Code fragment 4.0: R function that calculates a seasonal index.

The function follows the method as it was described in Section 3.1. First, the raw data
associated with the series under analysis is taken from the original data set. Only the months
with an index under 48 are used, as it is simpler to use full years. Note that the months are
indexed, so the x attribute ranges from 0 to 49 for the fifty months available. The seasonal
index can also only be calculated on complete data, so data that is incomplete will not receive a
seasonal index. The next step is to calculate the moving averages using the rollmean function
supplied by the zoo package. The series data frame only has values for indices 6 through
41 as the other indices do not receive a value due to the moving averages. After converting
the values to ratios, the total and average ratios per month are stored in the year data frame.
Then, factor f is calculated to adjust the averages to have an average value of 100. Finally,
the adjusted average values are returned.

4.1.1 Storing results

The second part of the framework is the manner in which results are stored. The goal is to
make the final report a web-based, interactive tool. Thus, some intermediate form of storing
results such that they can easily be stored by R and also easily read by PHP is required. Again,
the solution is twofold: one part to store the results of the trend analysis and one part to store
the results of the correlation analysis.

The form of the results for the trend analysis is defined in Section 2.4, namely a graphical
representation of the trend, the dimensions defining the subset(s) of data in which the trend
was found and the impact assessment of the trend as presented in Section 2.3. However,
Section 3.2.3 introduced the concept of perspective and Section 3.2.4 introduced the concept
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of predictive power, which also need to be included in the results. Even though some of these
concepts may be calculated on the fly within PHP, the goal is to use PHP only to display
results without having to calculate anything. Thus, the results must contain the following
items:

• references to the time series this trend belongs to as well as the (optional) perspective
used to calculate the trend;

• the intercept and slope of the trend line;

• the value, deviance and predictive power of the trend.

Using this information, all the required items can be obtained. The raw data is available
through the time series reference. The position of the data segment within the business can
also be obtained through the time series table. Furthermore, the perspective time series allows
for the presentation of the view point. Using the slope of the perspective result, we can also
easily calculate the values used to obtain this result (namely that of the perspective time series’
result with no perspective). The intercept and slope of the trend line is sufficient information
to draw the trend line itself. Finally, the value and deviance can be used to draw the impact
plot proposed in Section 2.3. An updated class diagram can be found in Figure 4.2. Note that
this also shows the table introduced for the correlation analysis results.

The correlation analysis is an analysis between two time series. The main question that is
answered is: are they dependent on one another and, if so, how strong is this correlation? As
mentioned in Section 3.3, the correlation analysis consists of a cross-correlation calculation
with lags 0 and 1, and a Monte Carlo experiment that attempts to prove that the outcome of
a cross-correlation analysis is non-random. This analysis results in three imortant factors: the
correlation found between the two time series, the lag at which this correlation is found and
the likelihood of the result being random. Storing this in conjunction with the two time series
identifiers is enough information to find any time series’ correlated results.

Note that the form of the result table does come with one minor issue. The lag at which a
correlation is found can be either equal to -1, 0 or 1 (in this case; should longer lags be allowed
then this problem still arises). A correlation between time series a and b with lag 1 implies
that time series a lags behind time series b; whereas lag -1 would imply that b lags behind
time series a. Thus, the order in which the results are stored is important. Because of this,
all result should be stored twice, namely as (a, b) and as (b, a) with inverted lag (though the
correlation coefficient remains the same). This removes confusion and checking whether or not
the trend in the result is a or b; instead one can simply look for trend x in the a column and
treat every result the same. Note that only one correlation coefficient is stored for each pair of
series: the maximum coefficient found using the cross-correlation, with the corresponding lag.
The final class diagram of the framework can be found in Figure 4.2. Note that the second
relation between result and time series is due to the predictor series.

35



Figure 4.2: A simple class diagram for the time series data structure including results.

4.2 Accumulating results

With a framework in place containing preprocessed data, the next step is to implement the
method transforming the preprocessed data into results. This is, again, done in two steps:
the trend analysis and correlation analysis. The order in which the analyses take place is
important as the correlation analysis can be greatly pruned such that it only attempts to find
dependencies between time series that have significant trends. This is a rather significant gain
in performance as the monte carlo experiments are relatively expensive to perform.
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4.2.0 Obtaining trend analysis results

The trend analysis is relatively straightforward. It consists of two steps: one to calculate all
the inidividual trends using no predictors and a second to calculate all trends using all possible
predictors. For the first step, each time series is retrieved from the database, the moving
average is calculated and the simple linear regression is performed. If the slope variable’s
t-statistic is significant (which essentially tells us that it is unlikely that the trend line’s slope
is the result of random data), the rest of the result is calculated: using the turnover stored
with the data segment in conjunction with the deviance calculated from the trend line’s slope
and intercept variables, the value is computed. The resulting result line is finally stored within
the database.

One question that arises at this point is what should be done with non-significant slopes. If a
trend is found that is declining with a deviance of 4% per year, it is quite likely that this slope
is “insignificant”. The question is, though, whether or not this implies that the trend does
not exist. The trend probably is there, it is just a minor trend making it hard to statistically
prove with certainty that it exists (partially due to the jitter in the data). Seeing at it is not
deemed statistically significant, it will not be reported by the reporting framework. However,
when shifting viewpoints on the data, simply not deducting the insignificant trends may alter
the results as well. For example, assume that an insignificant trend of -4% is found in the
data belong to the “Europe” data segment. Assume that we are browsing through the results
and use “Europe” as a perspective. Now, if we do not subtract the insignificant trend of -4%
and find a significant trend of -8% in the data belonging to the “Europe, Netherlands” data
segment, we would report this trend. However, this trend would not have been reported if
the insignificant “Europe” trend was subtracted from the data first, as only an insignificant
trend would remain. This also has consequences for the predictive power of the “Europe”
trend (though this is not that important as it will not be reported anyway). After careful
deliberation, it was decided that insignificant trends are substracted from the data in order to
ensure that all reported trends are, in fact, significant. To this end, every time series’ deviance
is stored with the time series to be used to subtract the trend from other data segments.

The resulting R code for the initial trend analysis pass can be found in code fragment 4.1.

0 TS . a n a l y s e <− funct ion ( pa ramete r s )
1 {
2 # get raw t i m e s e r i e s
3 t i m e s e r i e s . raw <− get . TS( pa ramete r s )
4 # c a l c u l a t e moving a v e r ag e s
5 t i m e s e r i e s .ma <− data . frame ( x=c ( 0 : 1 0 ) ,
6 y=ro l lmean ( t i m e s e r i e s . raw$y , 2 ) )
7 # c a l c u l a t e the r e s u l t
8 t r end <− lm ( y˜x , data=t im e s e r i e s .ma)
9 deviance <− c o e f f i c i e n t s ( t r end ) [ 2 ] / c o e f f i c i e n t s ( t r end ) [ 1 ]
10 v a l u e <− deviance∗ t i m e r s i e s . raw$ t u r n o v e r [ 1 ]
11 s i g n i f i c a n c e <− c o e f f i c i e n t s (summary ( t r end ) ) [ 2 , 4 ]
12 # c r e a t e r e s u l t
13 r e s u l t <− data . frame ( i d = paramete r s$ id ,
14 p r e d i c t o r i d = 0 ,
15 i n t e r c e p t = c o e f f i c i e n t s ( t r end ) [ 1 ] ,
16 s l o p e = c o e f f i c i e n t s ( t r end ) [ 2 ] ,
17 s i g n i f i c a n c e = s i g n i f i c a n c e ,
18 deviance = deviance ,
19 v a l u e = va l u e )
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20 # s t o r e d e v i a n c e ( f o r use i n the second pas s )
21 s t o r eDev i a n c e ( pa ramete r s$ id , deviance )
22 # r e t u r n r e s u l t
23 return ( r e s u l t )
24 }

Code fragment 4.1: R function that calculates a trend on the first pass.

This function calculates a single result based on a set of parameters fed to the function. These
parameters define the time series’ segment and type. The function get.TS returns the raw
timeseries data associated with the parameters fed to the function. Then, a data frame
is created using the raw data obtained. This new dataframe, timeseries.ma, contains the
moving averages associated with the raw data. These moving averages are computed using the
rollmean function from the zoo package. After the data has been gathered, the analysis itself
is performed. The trend is calculated using the linear model function lm. The important data
is subtracted using the standard coefficients and summary functions, which both return a
matrices with the required information. Finally, the required data is stored and returned.

When the first pass has completed, the second pass commences. The second pass computes
the results of trend analysis after subtracting predicting trends. The algorithm retrieves a time
series with the data segment data from the database. All data segments that may be used to
predict the trend of the given data segment are calculated. The deviance of the time series
associated with these data segments is retrieved from the database. For each predictor, the
trend is subtracted from the raw data using the predicting trend’s deviance pd as follows:
y ′t = yt − (yt · pd · x ), assuming the months are indexed in the range [0, 11]. After the
subtraction of the predictor, the analysis is very much the same as during the first pass. The
R code for this second pass can be found in code fragment 4.2.

0 TS . a n a l y s e . s u b s e t s <− funct ion ( pa ramete r s )
1 {
2 # make r e s u l t d a t a s t r u c t u r e
3 r e s u l t <− data . frame ( i d = 0 ,
4 p r e d i c t o r i d = 0 ,
5 i n t e r c e p t = 0 ,
6 s l o p e = 0 ,
7 s i g n i f i c a n c e = 0 ,
8 deviance = 0 ,
9 v a l u e = 0)

10 r e s u l t <− subset ( r e s u l t , t s i d != 0)
11 # get raw t i m e s e r i e s
12 t i m e s e r i e s . raw <− get . TS( pa ramete r s )
13 # c a l c u l a t e moving a v e r ag e s
14 t i m e s e r i e s .ma <− data . frame ( x=c ( 0 : 1 0 ) ,
15 y=ro l lmean ( t i m e s e r i e s . raw$y , 2 ) )
16 # get a l l s u b s e t s f o r t h e s e d imens i on s
17 s u b s e t s <− get . segment . s u b s e t s ( pa ramete r s )
18 # c a l c u l a t e a r e s u l t f o r each s ub s e t
19 i f ( length ( s u b s e t s $ ts segment i d ) >= 1 )
20 {
21 f o r ( i i n c ( 1 : length ( s u b s e t s $ segment i d ) ) )
22 {
23 # ad j u s t t i m e s e r i e s f o r t h i s p r e d i c t o r
24 t i m e s e r i e s . ad j <− t i m e s e r i e s .ma
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25 t i m e s e r i e s . ad j$y <− t i m e s e r i e s . ad j$y−(
26 t i m e s e r i e s . ad j$x∗ s u b s e t s $ s l o p e [ i ] ∗ t i m e s e r i e s . ad j$y [ 1 ] )
27 # c a l c u l a t e t r end
28 t r end <− lm ( y˜x , data=t im e s e r i e s . ad j )
29 deviance <− c o e f f i c i e n t s ( t r end ) [ 2 ] / c o e f f i c i e n t s ( t r end ) [ 1 ]
30 v a l u e <− deviance∗ t i m e s e r i e s . raw$margin [ 1 ]
31 s i g n i f i c a n c e <− c o e f f i c i e n t s (summary ( t r end ) ) [ 2 , 4 ]
32 # c r e a t e r e s u l t row
33 newRow <− data . frame ( i d = paramete r s$ id ,
34 p r e d i c t o r i d = s ub s e t s $ i d [ i ] ,
35 i n t e r c e p t = c o e f f i c i e n t s ( t r end ) [ 1 ] ,
36 s l o p e = c o e f f i c i e n t s ( t r end ) [ 2 ] ,
37 s i g n i f i c a n c e = s i g n i f i c a n c e ,
38 deviance = deviance ,
39 v a l u e = va l u e )
40 r e s u l t <− rb ind ( r e s u l t , newRow)
41 }
42 }
43 return ( r e s u l t )
44 }

Code fragment 4.2: R function that calculates all trends on the second pass.

The code fragment for the second pass is quite similar to that of the first pass. The main
difference is that during this second pass, multiple results are accumulated; namely one for
every possible predictor of the given parameter. To this end, the result data frame is
initialised and used (unfortunately there is no way to create an empty data frame in R).
Again, the raw data is obtained and stored in timeseries.raw and the moving averages
are calculated. However, now all the subsets of the parameters are stored using the function
get.segment.subsets(). For each resulting subset, the adjusted values are calculated and,
again, a trend is computed. Finally, the results are returned.

4.2.1 Obtaining correlation analysis results

At first, the correlation analysis was to be performed like the trend analysis: calculate the
results beforehand and present them using the PHP toolkit. The problem is, though, that the
number of correlations is O(N 2) where N is the number of time series. Due to this, it would
take approximately twenty days to calculate all correlation coefficients.

Various solutions exist for this problem [MNL10], but require more research to be implemented.
Because of this, it was decided to perform an ad hoc correlation analysis. The correlation
analysis is performed when accessing a time series for the first time. However, calculating all
correlation coefficients for a single trend still takes approximately fifteen minutes; thus, the
options needed to be pruned. It was decided that for each result, the correlation analysis would
be performed for all overlaying data segments, including all measurements. This is the wrong
way around (i.e. one would prefer to go down as it is more likely to start at the very top of
the hierarchy), but it does limit the options in such a way that it will (eventually) find obvious
correlations, it will look for similarity between measurements (e.g. ROS and volume), and it
will calculate this in a short enough time.

A disadvantage of this is that some initial use of the tool is required before the correlations
can be found. It also means that some correlations may never be found as a lot of the
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possible combinations are simply never calculated. Still, it is not a poor solution, given enough
initial usage of the tool will generate many correlation coefficients. Note that this ad hoc
implementation did not include the Monte Carlo experiment - this was performed separately.
The R-code for the calculation of the correlation coefficient can be found in code fragment 4.3.

0 c o r r e l a t i o n <− funct ion ( i , t i m e s e r i e s )
1 {
2 # r e t r i e v e the s u b j e c t t ime s e r i e s
3 s e r i e sD a t a a <− data . frame (
4 x=c ( 0 : 1 0 ) ,
5 y=ro l lmean ( subset ( t im e s e r i e s , i d == i )$y , 2 ) )
6 s e r i e s a <− as . t s ( r e s i dua l s ( lm ( y˜x , data=s e r i e sD a t a a ) ) ,
7 s t a r t=1, end=12, frequency=1)
8 # f o r e v e r y o th e r t ime s e r i e s
9 f o r ( j i n unique ( subset ( t im e s e r i e s , i d != i )$ i d ) )
10 {
11 # r e t r i e v e the second s e r i e s
12 s e r i e sD a t a b <− data . frame ( x=c ( 0 : 1 0 ) ,
13 y=ro l lmean ( subset ( t im e s e r i e s , i d == j )$y , 2 ) )
14 s e r i e s b <− as . t s ( r e s i dua l s ( lm ( y˜x , data=s e r i e sD a t a b ) ) ,
15 s t a r t=1, end=12, frequency=1)
16 # c a l c u l a t e c r o s s c o r r e l a t i o n
17 c <− c c f ( s e r i e s a , s e r i e s b , l a g .max=1, p lot=FALSE)
18 # r e t r i e v e the max c o r r e l a t i o n and i t s l a g
19 cMax <− ge tMaxCo r r e l a t i on ( c )
20 l <− getMaxLag ( c )
21 # Crea te the r e s u l t e n t r y
22 r <− data . frame ( s e r i e s a=id , s e r i e s b=j , c o r r e l a t i o n=c .max ,
23 l a g=l , monteca r l o=0)
24 r e s u l t <− rb ind ( r e s u l t , r )
25 # Crea te the o ppo s i t e r e s u l t en t r y , i f needed
26 i f ( l == 0 | | l == −1 )
27 {
28 r <− data . frame ( s e r i e s a=j , s e r i e s b=id , c o r r e l a t i o n=cMax ,
29 l a g=abs ( l ) , monteca r l o=0)
30 r e s u l t <− rb ind ( r e s u l t , r )
31 }
32 i f ( l == 1 )
33 {
34 r <− data . frame ( s e r i e s a=j , s e r i e s b=id , c o r r e l a t i o n=cMax ,
35 l a g=−1, monteca r l o=0)
36 r e s u l t <− rb ind ( r e s u l t , r )
37 }
38 }
39 return ( r e s u l t )
40 }

Code fragment 4.3: R function that calculates the cross correlation between a time series and
its overlaying data segments.

Before calling this function, the data of the required time series is retrieved from the database.
It is assumed that only the data segments under inspection are part of the data frame passed
to this function. The function itself first retrieves the data of the time series under inspection
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from the timeseries variable. It immediately uses the rollmean function in order to use the
smoothed data that is used in all calculations. The series is then converted into a time series

object, as this is required for the ccf function. Now, for every other time series found in the
data set, these steps are performed as well and the cross correlation is calculated using the
ccf function. Then, the functions getMaxCorrelation and getMaxLag retrieve the maximum
correlation found and its corresponding lag. This result is then stored in the result array, as
well as the opposite result.

The second phase of the correlation analysis is to verify whether the correlations found during
the first phase are random, or not. This is done by loading all time series that have a correlation
of some threshold (in this case abs(cor) ≥ 0.6) into a data frame. For each correlation, a
monte carlo experiment is performed as described in Section 3.3.1. The R code for this
procedure can be found in code fragment 4.4.

0 monteCar lo <− funct ion ( dataA , dataB , corAB , l a g )
1 {
2 # gene r a t e t ime s e r i e s from the r e s i d u a l s
3 t s a <− as . t s ( lm ( y˜x , data=dataA )$ r e s , s t a r t=1, end=12, frequency=1)
4 t s b <− as . t s ( lm ( y˜x , data=dataB )$ r e s , s t a r t=1, end=12, frequency=1)
5 # get a l l permuted c r o s s−c o r r e l a t i o n s
6 f o r ( j i n c ( 1 : 1000 ) )
7 {
8 # c a l c u l a t e permuted v e r s i o n o f a
9 t s a . pr ime <− sample ( t s a , s i z e =12)
10 # c a l c u l a t e the c o r r e l a t i o n at l a g l a g
11 c <− c c f ( t s a . prime , t s b , p lot=F , l a g .max=1)$ a c f [(2+ l a g ) , , 1 ]
12 # add the r e s u l t
13 r . temp <− data . frame ( c=c )
14 r e s u l t <− rb ind ( r e s u l t , r . temp )
15 }
16 # get the chance o f the o r i g i n a l c o r r e l a t i o n be i ng non−random
17 return (1−( length ( subset ( r e s u l t , c >= corAB )$c )/1000))
18 }

Code fragment 4.4: R function that performs a Monte Carlo experiment and returns the
result.

This function performs a single Monte Carlo experiment for given time series A and B . The
data for both series, as well as the result of the correlation analysis, is passed to the functions
via parameters dataA, dataB, corAB and lag. First, the two time series are generated from
the residuals of applying OLS to both data sets. Note that it is assumed that the seasonal
index is applied to the data before it is passed to this function. After these time series have
been generated, the for-loop calculates the distribution of correlation coefficients at lag lag,
with one shuffled time series. Within the loop, ts_a is shuffled using the sample function; this
function obtains a random sample of the given series. As its size is the same as the original
size, it is a permutation of the original series. Then, the correlation is calculated using the ccf
function. The ccf$acf component of this function represents the correlation coefficients at a
certain lag as a matrix. Because the maximum lag is 1, this result matrix has three columns,
indexed 1, 2 and 3 for lag values −1, 0 and 1. Thus, (2+lag) is the column of the acf

matrix that contains the correlation coefficient that we want. This is then added to the result.
Finally, the test to check whether or not the correlation is probably a random result rather than
an actual correlation is performed by calculating the fraction of the result that is smaller than
the original correlation coefficient. If this fraction is smaller than 0.95, it is assumed that there
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is no correlation between the two time series (i.e. that the correlation coefficient is merely a
random result).

4.3 Presenting results

The presentation of the results is what makes the method useful. It was already decided that
the reporting format was to be digital and since MarketRedesign uses PHP for all its software
solutions, this was not a difficult choice. Figure 4.3 shows the now completed workflow from
raw data to results.

Figure 4.3: The workflow from raw data to result.

The implementation details for the PHP files are not very interesting. However, the split into
pages and their purposes is. The following interface elements were defined:

• a P&L view;

• a trend view;

• a correlated trends overview;

• an underlying trends overview; and

• a trend browser.

The P&L overview, depicted in Figure 4.4, shows all P&L data available from the data tables,
in an overview that is very much alike a P&L statement: the current month, year-to-date, and
forecast columns as well as reference values (from the previous year) are presented, with rows
alike the P&L - though only the portion based on the transaction data, as no other data (such
as R&D cost, distribution cost or administration cost) are available. By default, the overview
presents P&L data for the entire company, and a specific business unit can be selected. By
clicking on specific lines of the P&L statement (turnover, margin or cost), one can navigate to
high-level trends that may explain anything happening on those lines, following the guidelines
from Section 2.0. Essentially these overviews select all significant trends in the given business
unit on region and/or customer segment level (i.e. no specific customers/products). The idea
is that one can then select such a trend and drill down to the lower level trends from there.

The trend view, depicted in Figure 4.5, is the “bread-and-butter” page of this tool. It is
designed such that all the important information is presented in a single overview and the user
can easily browse trends in similar data segments, correlated trends or underlying trends. The
overview has three “tabs”, one for the trend view, one for the correlated trends overview (of
which three were found in the example screenshot) and one for the underlying trends overview
(of which twenty were found in the example screenshot), each overview based on the selected
trend. The trend overview itself shows the dimensions of the trend, which can be altered
using a web form to quickly jump to a different data segment. Then, it shows a graphical
representation of the raw data (blue), seasonally adjusted data (or data compensated for a
different trend, when an underlying trend is selected; red) and the trend line (purple). At the
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bottom of the page, some statistics concerning the trend and data segment are presented,
such as its value, deviation, slope significance, and predictive power, and the impact plot can
be found. Because the original impact plot itself was not very useful given the extreme values
of some results, it was redefined to show the percentage of significant trends with a smaller
deviation (for y) and value (for x ) than the current trend. This is further explained in the next
chapter.

From the trend view, the user can switch to the correlated trends overview tab, showing
all trends that have a large enough correlation with the currently selected trend. If these
correlations were not previously calculated, they are calculated when first opening the trend.
The correlated trends overview shows a list of all correlated trends, ordered by correlation
(though the user can order the table using any column).

Also from the trend view, the underlying trend overview can be opened. This overview shows
all trends underlying the given trend, ordered by value and deviance. Using this overview, users
can quickly see how a trend is built up of different trends and which trends need the most
immediate attention to solve the trend at the higher level.

The trend browser is a relatively simple overview, allowing a user to browse all trends and
filter them as he pleases. It allows the user to quickly jump to an overview of all trends with
certain parameters. Other useful options, such as a minimum value, negative deviance only,
and significant trends only also help the user to quickly navigate to the most interesting trends,
should he or she not be interested in using the P&L view.

Figure 4.4: Screenshot of the P&L-overview of the toolkit.
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Figure 4.5: Screenshot of a trend view of the toolkit.
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Chapter 5

Results and discussion

The purpose of this chapter is to present the results of this report and attempt to validate
them. However, validating the method is not trivial, as there is no decisive mathematical way
to prove it works. Thus, alternative ways to validate the method have been created. The
method has been implemented using PHP, mySQL and R as presented in the previous chapter,
and performed for the MPC business case. Looking into the results themselves (i.e. specific
trends, correlations) is not that interesting and requires a lot of contextual knowledge; instead,
a quantitative analysis of the method’s results is presented in Section 5.0. This analysis serves
to show the potential and form of the results, as well as present any odd situations that may
present themselves. Secondly, a mathematical validation is performed for the seasonal index
calculation and presented in Section 5.1.0. This is the only portion of the method for which a
validation method could be constructed that makes sense. Finally, the results of the method
(i.e. the extended P&L statement) was presented to the controller at the MPC, who gave his
thoughts on the usability of the results, presented in Section 5.1.1.

5.0 Analysing the results

The method was run on the business data of the MPC. The year under analysis is March 2012
until and including February 2013. Furthermore, historical data going back three additional
years (until January 2009) was available to calculate the seasonal indexes. The raw data
consisted of 37,080 transactions after compilation (i.e. aggregation of double transactions
occurring within one month), spanning 50 months. The preprocessing steps generated 5,786
data segments according to the dimensions that define the levels of aggregation as presented
in Section 2.1, that are complete in the last year and thus have no missing values within
the year under analysis. Consequently, 40,502 time series were generated from the data,
worth 1,848,910 data points. Within the data, 91,212 significant trends were found (including
underlying trends) and, through normal use, 19,036 correlations.

All these numbers show that the number of results is large and it is difficult, if not impossible,
to check them all. Instead, the results are analysed looking for maximum and minimum values
and checked for situations that should not occur; for example: trends with a negative deviation
that are actually positive. These situations are presented and explained in this section, as well
as their consequences to the method and quality of its results.
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5.0.0 Deviation, value and impact

Conceptually, deviation is defined as the relative slope of a trend and value is defined as
the portion of turnover the trend potentially yielded (or cost). The impact of the trend is,
essentially, a classification of a trend by its deviation and value, as defined in Section 2.3. When
browsing through the results, it is clear that both deviation and value are strong indicators for
a trend.

Some benchmarking statistics for the deviations and values calculated in the results can be
found in Table 5.0. For deviation, the extreme values are actually quite extreme, but considering
the mean and median, are actually outliers. Looking into the data shows that these extreme
values are caused by trends with extreme behaviour. For example, the trend with minimum
deviation is a volume trend for a product that normally sells for around 500 KG per month, but
at the end of the year suddenly sells for about 1,200 KG. Due to these peaks towards the end
of the graph, the intercept value for the trend is negative and thus the deviation is negative
(namely a positive slope divided by a negative intercept). Furthermore, this implies that the
value is negative, even though the trend line is (obviously) positive. The same is true for the
other extreme. The means and medians presented in the table suggest that most values are
close to zero, though.

Looking into the value extremes, we find a similar situation as the deviation extremes: the
maximum and minimum values are caused by strange, outlying cases whereas the medians
suggest that most values lie close to zero. Most notably, the minimum value of -311,110,000
is caused by subtracting an extreme trend from itself; the trend’s intercept value is 22, whereas
its slope is close to 400, causing the deviation and, thus, the value to skyrocket. Because of
the extreme deviation, subtracting the trend from itself causes a steep negative trend, in turn
causing the negative minimum value.

To gain insight into the extent of the outlying values, we look at Figure 5.0, that shows the
distribution of the deviations in the range [−1, 1]. Note that extreme values have been removed
(i.e. in the ranges (−∞,−1) and (1,∞)); the total difference is 786 results, or less than 0.2%
of total results. Thus, it is clear that 99.8% of all trends have a deviation in the range [−1, 1],
which is actually quite normal. Furthermore, removing 2.5% of the values on either end of
the total distribution (i.e. from all results, rather than the ones shown in the graph) shows
that 95% of results lie in the range (-0.07,0.09). The distribution of these results is shown in
Figure 5.1.

What can be concluded from this is that the deviation values lie within an expected range; it
implies that 95% of the results have a deviation of at least -85% per year (rounded down) and
at most 108% per year (rounded up). Even though these are rather extreme values, it is to be

Deviation Value

Maximum 40.23 35,144,200

Minimum -1,290.74 -331,110,000

Mean -0.02 -6,461

Median -0.00 -3.50

Mean (≥0) 0.03 28,629

Median (≥0) 0.01 4,134

Mean (≤0) -0.05 -33,091

Median (≤0) -0.01 -3,119

Table 5.0: Statistics for deviation and value.
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Figure 5.0: Deviation distribution in bins of 0.05, on 99.8% of results.
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Figure 5.1: Deviation distribution in bins of 0.01, on 95% of results.

expected that some trends exist with such values; it is not that strange if a company suddenly
starts purchasing twice as much volume over the course of a year, because of economic growth
of that particular company. It is also very promising that in this situation, the maximum
negative deviance is not lower than -100% per year, as this would be difficult to explain.
Besides these facts, the deviation distribution graph shown in Figure 5.1 tells us that most
trends are closer to zero than to these “extreme” values; as do the medians in Table 5.0.

A similar graph is created for the value distribution within the results and presented in Figure
5.2. In total, 1% of the result record has been removed; 0.5% from each end of the distribution.
The resulting distribution’s range is [-365,246, 331,954], very far from the extreme values
presented in Table 5.0. When looking at the two-tailed distribution for 95% of the data as
presented in Figure 5.3, it tells roughly the same story as that of the deviation distribution.
In this case, the range of values is [-82,065, 94,081], which is not that strange for a business
with an anual turnover of approximately e 500,000,000.
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Figure 5.2: Value distribution in bins of 5,000, on 99.0% of results.
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Figure 5.3: Value distribution in bins of 1,000, on 95.0% of results.

Thus, it can be concluded that only a small fraction of the values can be considered to be
outliers. As has already been stated, most of these outliers are caused by extreme trends;
results that can be safely ignored due to the nature of the changes, as in most cases it is
simply a new market being populated.

The main problem with these extreme results is that it is difficult to filter them out. Even
though it is unlikely to find trends with a deviation or value beyond certain bounds, if the trend
is real, the consequences of ignoring it may be dire. Alternatively, it would be possible to flag
results as potentially unreliable to ensure that a manager decides that he or she is looking at
an outlier or at an actual result, based on the information presented to him or her. In most
cases it is very easy to see whether or not one is dealing with an outlier or not due to the
shape of the raw data graph.

The second problem with extreme results is that they influence the impact graph for all trends.
The impact of a trend on the total business based on its deviation and value is relative to the
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other trends, as has been defined in Section 2.3. The problem with the extreme values, though,
is that they completely distort the impact graph by multiplying the scale tenfold or even more.
In the prototype implementation of the method, this has been address by using the rank of
the absolute value of both deviation and value: the coordinates lie in (0,100), where x is the
percentage of results with a lower absolute value than the currently selected trend, and y is the
percentage of results with a lower absolute deviation than the currently selected trend. This
is only one of the possible solutions to the problem; one that ranks almost 50% of all trends
as having a high impact. Different solutions are plausible, depending on what one wishes to
see; e.g. the ranges could be set using the original parameters (namely, absolute value and
deviation) of 95% of the data; should a solution receive out-of-bounds coordinates, they are
simply set to the maximum value. This solution would rate the better part of the trends as
low impact, which is relatively true. However, if this causes a manager to simply ignore them
because the graph tells him or her that they have a low impact, the former solution might be
more useful.

Deviation and value of significant trends

Until now, we have been looking into all results. Instead of looking at all results, it may also
be worth looking at significant results only. Note that “significance” implies that the chance of
the slope of the trend being as it is based on random data is at most equal to 0.05. Whether
or not a trend (i.e. a slope) is significant is not taken into account in the decision whether or
not a trend is important; instead, this is left to the person interpreting the results. Still, from
a theoretical standpoint, the trends with a statistically significant slope are proven to be there,
whereas the trends that do not have a statistically significant slope may simply be the result
of random data.

The total number of significant results is 91,212. Basic statistics for this data can be found in
Table 5.1. Most of these values are to be expected, based on the analysis of all results, because
a deviation (and, consequently, value) close to zero implies that the slope of a trend is likely to
be statistically insignificant. Consequently, most of the trends that lie around the centre have
been removed, moving the mean and median values outward as the extremes start weighing
more. Thus, the fact that the deviation mean is lower is to be expected, as its minimum is
relatively low. The same is true for the value mean.

What is surprising is that the significant median for deviation is positive, whereas the median
for value is negative. This should be impossible, as the sign of the value is determined by the
sign of the deviation. However, some cases exist with a negative deviation and positive value.
The reason for this is that data segments exist with negative turnover or margin, causing the
sign to change. Contextually, a negative turnover should, theoretically, be impossible, but
occurs when a customer returns a shipment, or last month’s shipment was smaller than the
invoices shipment. Normally, this would be fixed in data cleaning, but it is a lot of work to
handle all cases, as many must be handled manually. The alternative (i.e. negative deviation
with positive value) does not occur; this is considered to be random.

The distribution of 99% of the data, shown in Figure 5.4, shows the expected pattern: the
peaks around zero are greatly diminished. It also shows that the distribution is somewhat
skewed in favour of the negative trends, even though the median is positive according to
Table 5.1.

Figure 5.5 is essentially a zoomed-in view of this graph. The deviations lie in the range (-
0.13,0.20), extrapolating to -155% per year to 237% per year. These are still rather radical
numbers. Inspecting the data shows that most extreme cases are either caused by the same
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issues responsible for the extreme deviation cases in the full result set, or because some of the
actual values are below zero (e.g. in some cases, the return on sales is below zero, which is
a valid, though unwanted, situation), causing the deviations to take on extreme vales. For
example, a ROS trend may start at -1 and increase toward the end of the year; this would
cause the deviation to be -1,000% per year, even though it is not an extreme trend.
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Figure 5.4: Deviation distribution in bins of 0.005, on 99.0% of statistically significant results.

The value distribution of 99% of the statistically significant results shown in Figure 5.6 does
not really show the expected pattern; instead, it is quite similar to the distribution of 99%
of all the results. When looking more closely at the scales though, we can conclude that the
spike around zero is much lower than the spike for all results. The main reasoning for the
differences between the value distribution and deviation distribution in statistically significant
results, is that it is given that a trend with small deviation (i.e. close to zero) is more likely
to be statistically insignificant, whereas a trend with small value (again, close to zero) can
simply be a trend at a relative low level. Obviously, due to the way value is calculated, a small
deviation will imply a relative small value, but it is still relative to the total turnover or margin
of the respective data segment.

The 95% two-tailed value distribution of statistically significant results’ values lie in the interval
[-208,672, 154,127]. Seeing as most of the values are still centered around the vertical axis
and the MPC’s total turnover is approximately e 500 million per year, this is not that strange:
200,000 per month is approximately 0.005% of 500,000,000 per year. Still, the values are

Deviation Value

Maximum 40.23 35,144,200

Minimum -1,290.74 -331,110,000

Mean -0.07 -29,712

Median 0.01 -1,795

Mean (≥0) 0.07 55,367

Median (≥0) 0.01 9,026

Mean (≤0) -0.17 -92,217

Median (≤0) -0.02 -10,761

Table 5.1: Statistics for deviation and value of trends with a statistically significant slope.
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Figure 5.5: Deviation distribution in bins of 0.005, on 95.0% of statistically significant results.

larger than the values for all results, but this was to be expected. Thus, the values lie within
expected bounds.
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Figure 5.6: Value distribution in bins of 1,000, on 99.0% of statistically significant results.

5.0.1 Underlying trends

The previous sections show an analysis of the results for respectively all trends and all significant
trends. Both include trends with and without a predictor. However, when browsing through
the results, one quickly notices that most of the extreme valued trends are all underlying trends.
To this end, the same quantitative analysis is performed, but for all underlying trends (trends
with a predictor). After this analysis is performed, the predictive power statistic is analysed.
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Figure 5.7: Value distribution in bins of 1,000, on 95.0% of statistically significant results.

Analysing underlying trends

The descriptive statistics for deviation and value presented in Tables 5.2 and 5.3 show very
much the same as the earlier presented statistics about all trends. At some level, this is to be
expected as 92% of all results have a predictor (i.e. are underlying some other trend) and 91%
of all trends with a statistically significant slope have a predictor. Due to these amounts, it is
quite likely that most extreme values are actually predicted trends.

However, simply stating that it is all very likely is not very interesting. Out of all 5,786
data segments, approximately 5,281 are duplicates (counting the originals). This is mostly
due to the fact that the data was disambiguated into data segments by using various dimen-
sions - however, no checks were performed to see whether various disambiguations resulted
in the same subset of data. For example, if customer x is the only customer that only pur-
chases product y in country z , it results in many data segments that are the same, namely:
(x , y , z ), (x , y , ∗), (x , ∗, z ), (x , ∗, ∗), (∗, y , ∗), (∗, y , z ), (∗, ∗, z ). Using any of these to predict
any of the others would essentially be like subtracting its own trend (as, obviously, all trends
would be the same). In theory, this should result in an insignificant, straight trend, but in
extreme cases, it can cause very extreme trends.

After removing all results with a predictor that is the same data segment, 235,942 results
remain, which is approximately 65% of all trends. Of all trends with a statistically significant

Deviation Value

Maximum 40.23 35,144,200

Minimum -1,290.74 -331,110,000

Mean -0.02 -6,976

Median -0.00 -3.2

Mean (≥0) 0.03 26,718

Median (≥0) 0.01 3,827

Mean (≤0) -0.05 -32,882

Median (≤0) -0.01 -2,957

Table 5.2: Statistics for deviation and value of underlying trends.
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slope, 82,138 results remain, accounting for approximately 90% of all results with a statistically
significant slope. Table 5.4 shows the descriptive statistics for all results, after removing double
data segments.

The extreme values are much more balanced. Apparently, some of the most extreme cases
were actual non-valid results, based on subtracting a trend from itself. The table shows that
deviation is balanced, whereas value is slightly biased towards negative values. The main
difference between this Tables 5.4 and 5.2 is that the medians of the positive and negative
values and deviations shifted outward. The reason for this is that many of the cases where
a trend is subtracted from itself simply remove the trend, leaving a straight line, with low
deviation.

The statistics presented in Table 5.5 are very similar to those presented earlier, mostly because
a trend predicted from the same data segment almost never has a statistically significant
slope. Only some extreme cases that influenced the means have been removed; otherwise, the
statistics are roughly the same as those presented in Table 5.3.

Predictive power

The predictive power statistic is calculated ad hoc, which makes it more difficult to analyse
quantitatively. Using the toolkit shows that its value is either very high (i.e. 100%; no underly-
ing trends detected) or about 40%. Most trends at a relative low level have a predictive power
of 100%, mostly due to the fact that there are no underlying data segments. Most trends at
a relatively high level have a predictive power around 40%.

In attempt to clarify this, we look at its definition, originally presented in Section 3.2.4: the
sum of the turnover of all insignificant underlying trends divided by the sum of the turnover of
all underlying trends. In retrospect, this is a rather poor definition. In the end, all time series
are summations of a set of underlying time series. However, this definition looks not only at
the lowest level - the basic time series that make up all its data - but also at intermediate
time series that are also made up of time series at the lowest level. This causes a lot of
contamination and essentially makes the predictive power statistic useless.

A fix for the issue would be to only use the time series at the lowest level to calculate the
predictive power, i.e. redefine it as the total turnover of insignificant underlying time series at
the lowest level of aggregation divided by the total turnover of all underlying time series at the
lowest level of aggregation.

Unfortunately, it is not possible to use this calculation in the current implementation, presented

Deviation Value

Maximum 40.23 35,144,200

Minimum -1,290.74 -331,110,000

Mean -0.08 -31,793

Median -0.01 -1,746

Mean (≥0) 0.07 51,219

Median (≥0) 0.01 8,541

Mean (≤0) -0.19 -93,385

Median (≤0) -0.02 -10,261

Table 5.3: Statistics for deviation and value of underlying trends with a statistically
significant slope.
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Deviation Value

Maximum 40.23 21,170,300

Minimum -51.35 -16,129,000

Mean 0.00 -349

Median -0.00 -111

Mean (≥0) 0.04 34,407

Median (≥0) 0.01 6,532

Mean (≤0) -0.03 -30,348

Median (≤0) -0.01 -6,153

Table 5.4: Statistics for deviation and value of underlying trends with unique data segments.

Deviation Value

Maximum 40.23 21,170,300

Minimum -51.35 -16,129,000

Mean -0.00 -5,870

Median -0.01 -1,778

Mean (≥0) 0.07 50,568

Median (≥0) 0.01 8,609

Mean (≤0) -0.05 -47,940

Median (≤0) -0.02 -10,160

Table 5.5: Statistics for deviation and value of underlying trends with a statistically
significant slope with unique data segments.

in Chapter 4, because there is too much missing data. Incomplete time series are taken into
account when preprocessing higher level time series, but the time series themselves are not
part of the data due to the fact that they miss data points. In other cases, they are not present
because they are below the turnover threshold. This makes it impossible to fully determine
which portion of all time series is predicted adequately by the given trend and which is not.
It may be possible, though, to circumvent these problems (e.g. by proposing a strategy to
handle missing values in time series or missing low-level time series within the predictive power
calculation, and by removing the turnover threshold).

5.0.2 Correlations

It is very difficult to analyse themeaning of the correlations, i.e. whether or not the results make
sense. And because the correlation coefficients always lie within the range [−1, 1], looking at
various statistics is relatively uninteresting. Thus, only the distribution graph remains to be
analysed, shown in Figure 5.8.

The distribution of values is not at all unexpected. Approximately 23% of the correlations
are of interest (i.e. their absolute value is at least 0.6). There are only two things that are
strange: a peak around 0.46 and a minor peak at 1.0. The peak at 1.0 can be explained as
there are many cases built on the same data segment. For example, when a customer is the
only customer of a country, then the customer data and country data (and customer/country
combination data) are all the same. The large peak around 0.46 cannot really be explained.
Inspecting the correlation coefficients in question, it seems that most of these correlations are
all between the time series with identifier 1 and other time series. However, the alternative
(i.e. the mirrored correlation) is not present in the table. Thus, this is most likely an error.
Removing these values leaves an expected number of correlations.
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Figure 5.8: Distribution of the correlation coefficients.

What is more interesting is looking into the results of the correlation analysis in light of the
Monte Carlo experiment. This experiment tests whether or not the hypothesis, namely there
is no correlation should be rejected or not. The p-value is calculated; if it is equal to at least
0.95, the hypothesis can be rejected and there is a correlation between the two time series. The
distribution of p-values, shown in Figure 5.9, follows an expected pattern. In approximately
52% of the cases, the hypothesis of no correlation can be rejected. In the remaining 48%,
the correlation coefficient is high enough to presumably signify a correlation between the two
data segments, but the hypothesis of no correlation cannot be rejected, implying that the high
correlation coefficient is the product of random factors.
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Figure 5.9: Distribution of the Monte Carlo experiment results on all correlations at least 0.6.

Figure 5.10 shows the two distributions of the correlation coefficients by their p-value. Sta-
tistically significant correlation coefficients follow a uniform-esque distribution. On the other
hand, it looks as if the assumption of no correlation is more often not rejected on cases with
lower correlation coefficient. Figure 5.11 shows that there is some truth to the assumption
that higher correlation coefficients are more likely to indicate an actual correlation.
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(a) Correlations with p < 0.95.
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(b) Correlations with p ≥ 0.95.

Figure 5.10: Distributions of correlation coefficients by their p-value.
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Figure 5.11: Percentage of Monte Carlo results with p-value ≥ 0.95.

5.1 Validation

Most parts of the method cannot be validated mathematically, partially because the results
offer a means to come to an answer in a practical setting, rather than an actual answer to a
hypothetical question. Possibilities exist that could show that the method behaves as expected,
e.g. by synthesising data that contains particular patterns, running the method, and checking
whether or not the synthesised patterns are obvious in the results. However, due to the nature
of the methodology, this would test the implementation of the method, rather than whether
or not it works. Obviously, testing that the method provides the expected results is important,
but can also be done by inspecting live data from the MPC.

In both the trend analysis and the correlation analysis, the most important thing is that the
results are only there if they exist, i.e. the method will only find effects that are there and
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will not find effects that are not there. Whether or not all effects are found by the method is
something that cannot be proven. Since the method is an aid, and not a tool to present the
soul truth, the importance of these properties is put into perspective. Obviously, one would like
a perfect method, but as this cannot possibly be proven, we will have to do with a potential
imperfect method that gives more insight into the business than currently exists. To ensure
that this method is useful, it is used by a controller from the MPC, who offers his feedback
on the implementation of the method. Since he has the best possible insight into the MPC’s
contextual situation, he is the perfect candidate for offering this feedback. He is able to point
out any results that may be inaccurate and provide information regarding the usefulness of the
extended P&L statement. Based on this feedback, individual aspects of the method may be
further researched, tested and validated.

The only part of the method that is actually provides an “answer” to a “question” is the
calculation of the seasonal index. Unlike most other aspects of the method, this procedure
can be validated mathematically. This validation procedure is explained in the next section,
whereas the validation of the extended P&L by manager and controller is presented in the
following section.

5.1.0 Validating the seasonal index

The seasonal index is calculated using four years of business data. The notion of the sea-
sonal index is that it captures the seasonal fluctuations that exist in any year of data. The
assumption is that seasonal fluctuations do not change over time, but due to fluctuations in
the random component of the time series, the calculated seasonal index, which is essentially
an approximation of the actual seasonal index, may vary based on the data used to calculate
it. However, it is still fair to assume that a seasonal index generated on enough data using
the algorithm proposed in Section 3.1 approximates the shape of the graph of the consecutive
year. This assumption can be used to validate the seasonal index methodology.

Validation method

Under the assumption that a seasonal index generated using the method proposed in Section
3.1, the shape of the generated index should approximate the shape of the consecutive year,
as the seasonal influences do not change rapidly over time. Thus, it is assumed that the
seasonal influence is correlated with any year of data. There are two important caveats to this
assumption:

0. fluctuations in the random component can alter the shape of any one year, resulting in
a differently shaped graph;

1. non-seasonal influences also cause the shape to be different, most prominently the trend
component.

The first issue cannot really be helped; though it would be strange if fluctuations of the random
component would intensify suddenly for any year. There is no problem if the intensity of the
random component is small, but it may cause problems when it is not.

The second issue can potentially be a problem, especially if a strong trend exists within the
consecutive year. A potential solution would be to use the residuals of a linear model instead
of the actual raw data, comparing the detrended data to the seasonal index.
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In order to see if the shapes are similar, simple Pearson correlation is used. Due to the caveats
noted above, it is assumed that not all seasonal indexes will be correlated to the consecutive
years, but that most are. To recap, the validation is performed as follows:

0. calculate seasonal indexes on three years worth of business data, using the method
proposed in Section 3.1;

1. calculate the residuals of the trend line through the raw values of the fourth year of
business data;

2. calculate the Pearson correlation between the seasonal index generated in the first step
and the residuals generated in the second step;

3. analyse the correlation coefficients.

Validation results

The validation results are abominable. Figure 5.12 shows the distribution of correlations found
in the validation test. These correlations are, on average, very low, indicating that the shape
of the graph is not captured by the seasonal index at all. There can be many reasons for this
result, the most obvious being:

The seasonal index is wrong. Assuming the test is correct, the seasonal index itself is incor-
rect in most cases. This would most likely be caused by a poor choice in methodology
or a poor implementation of the methodology.

The validation test is wrong. If the assumptions on which the test is based do not hold, we
can conclude that the validation test is inadequate.

There are no seasonal influences. The fact that seasonal influences exist is given for the
MPC dataset. Even though they are apparent in some specific cases, it may very well
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Figure 5.12: Distribution of the correlation coefficients between seasonal indices generated on
two years worth of data and the residuals of a trend line through the raw data of the

consequent year.
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be that there are no actual seasonal influences to compensate for in all the other data
segments.

The seasonal component is trumped by the random component. If the random compo-
nent of all time series is much larger than the seasonal component, it is almost impossible
to distill the seasonal component alone. This would imply that either the methodology
is wrong, or its application in this case is.

Any combination of the above. It is rather naive to think that there is one simple explana-
tion for this result and any combination of the above explanations is valid.

The last option seems most likely: a combination of factors. To deduce which combination of
factors, every one is analysed to see if it attributes to the fact that the seasonal indices are
not representative of the data.

To begin, we can assume that the method used for the calculation of the seasonal indices is
correct when strong seasonal influences are indeed present within the data. This is explained in
Section 3.1. Now, the next step is to see how the test performs under controlled circumstances.
Let us use the example from Section 3.1. Performing the test on this data - data with obvious
and strong seasonal influences - results in a correlation of 0.89, proves that the validation
method works when the seasonal influences are strongly present within the data.

The next question is whether or not strong seasonal influences are present within the data.
Even though it was given that some strong seasonal influences exist within the data, the extent
of the influences was unknown. Besides, it could very well be that the random component
trumps the seasonal component, in which case it is very difficult to actually generate a seasonal
index. Disproving the existence of a strong seasonal component can be done in the same way
as the original validation test: by using the correlation coefficient. If one year of data is
correlated with the next year of data, it can be argued that it is always safe to use a seasonal
index, because either there is a strong seasonal component that needs to be compensated for,
or there is no seasonal component, but also no strong random component. In this last case,
the seasonal index would merely act as an overall smoothing factor. Obviously, to ensure that
years are not correlated due to the trend component, the correlation is performed on detrended
data (the residuals after application of OLS).

The result of this shows that approximately 6.8% of the results have an average correlation
of 1.0. Further inspection of those cases shows that they are all the customer balance time
series consisting of one customer, which obviously does not change over the course of a year
or longer period. Removing these values results in the value distribution of Figure 5.13.

This figure clearly shows that most correlations lie in the range [−0.5, 0.5], showing that,
indeed, no obvious seasonal influences are present in most of the data set. Thus, it can be
concluded that using the seasonal indices was not needed. The remaining question is, whether
or not using the seasonal indices generated using the algorithm given in Section 3.1 distorts
any of the results.

For reference, the algorithm generating the seasonal indices consists of three steps:

• calculate the moving averages of size twelve and then size two on the data;

• calculate the ratio-to-moving-averages for each of these values;

• use these ratios to calculate the seasonal index.

Using a moving average of size twelve and then of size two (or, essentially, a weighted moving
average of size thirteen where the outermost values have weight 1 and the other values have
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Figure 5.13: Distribution of the average correlation coefficients between yearly detrended
time series. Each average is the average of three correlation coefficients calculated for one

data segment between the four years: (year0, year1), (year1, year2), (year2, year3).

weight 2) simply smoothes the data. This has no real effect on the trend, as it smoothes the
random component and seasonal effects, leaving trend in place. However, the second and third
steps are trickier. Assuming there are no significant seasonal influences, the random component
is smoothed by the first step and the actual values are much closer to the moving averages.
The second step reintroduces the random component, essentially translating the graph to a
form that represents the shape of the graph, but instead of being “centered” around a trend
line, it is centered around the moving averages line. The third step merely averages all values
by month. In effect, the seasonal index represents the average of the random component of
all years, per month. By dividing the raw data by such an index, the raw data is compensated
for the average random fluctuation of that month, relative to the smoothed data. Effectively,
this is a way of adding a new dimension to the data, as the trends are now based, not only on
the raw data of the latest year, but also on the average random noise of previous years.

It is hard to decide whether or not this is a good or a bad thing. A comparative analysis of
the MPC results based on raw and adjusted data may shed light in this situation - but such
an analysis would be necessary in any other case as well. Simple inspection of the data shows
clearly that the results are not actually that distorted by the use of the seasonal index; most
people who used the toolkit and did not know the difference between raw and adjusted data
in the graphical trend representation, thought that the trend line was actually based on the
raw data. Even though this proves nothing, it shows that they are very close together and
that the trends found during general use, at least, probably do not differ that much from the
actual trends (which would be calculated without a seasonal index).

The conclusion of this validation is that the methodology in itself is not wrong - it is only
missing a proper test for seasonal influences. In case these seasonal influences are present, the
seasonal index can be calculated and the data used in the analysis can be adjusted for these
influences. When they are not present, the seasonal index should not be calculated or used.
Rudimentary methods of finding out whether or not seasonal influences exist within the data
have been presented here, though more advanced methods are probably available.
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5.1.1 Validating the extended P&L

To validate the extended P&L and thus the implementation of the method, a meeting took
place with the controller of the MPC, during which the extended P&L was presented as a tool.
Minutes of the meeting are included as Appendix C.

The general feedback during the meeting was that the tool in itself, i.e. finding trends and
drilling down to the trouble, gaining insight into the business, is very useful and has a lot
of potential. At present, the MPC is capable of finding most of the information themselves,
but never based on quantitative analyses and taking a lot more time and adding trend lines is
also impossible. Thus, the implementation can be very useful for customers; some features,
though, are more important than others.

P&L view

The P&L view, to the controller, is interesting mostly for checking the data that is loaded into
the tool. The P&L view supplies a good overview for this. However, the P&L view is intended
to give managers and controllers a familiar view as a starting point for browsing results. It does
not seem likely that the controller would use this view for that intended use, as the controller is
often searching for answers to specific questions, rather than general explanations for the P&L.
In general, it is much easier to answer specific questions using an advanced result browser than
it is using the P&L view and drilling down to the answers.

Trend view

The trend view was heavily discussed during the validation meeting. Simply having a data plot
with a trend line is very valuable to the controller, though he wished he could look at different
time frames as well. The most important piece of missing information in the trend view is
information about the underlying data:

• which customers and products are in the data, essentially causing the trend;

• which customers and products are responsible for the values of specific data points.

Without this information, the trend view is still very useful as it provides the controller with a
tool to rapidly search for the answers he seeks; however, it provides only part of this answer,
as he needs to look up the rest.

The trend view shows the raw data as well as the seasonally corrected data. This is rather
confusing, especially because the seasonal index often did not work as expected. Again, the
main comment is that insight is important. Moreover, if the seasonal index does not make
sense, it should be possible to turn it off.

The impact graph is considered to be a useful addition, but can be made more prominent.
Noticeable was that after it had been introduced to the controller, he used it to effectively
place different trends in perspective.

Correlated trends

The goal of the correlations between trends was to find trends that are somehow alike, essen-
tially showing which time series evolve similarly after removing the trend. From the interview
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with the controller, it is clear that this does not work as intended, as the reason for the corre-
lation between two trends is often unclear. What the controller would like to see, instead, are
correlations between trends that behave similarly. The difference in nuance is very important.
The reason detrended data is used for the correlation analysis is that a trend easily dominates
when calculating the cross-correlation between time series with trends. However, doing so
loses all of this information. Even though the information gained has some useful aspects, the
bulk is either not useful enough (e.g. because it states the obvious or cannot be a basis for
inference) or too obvious (e.g. correlations between data segments that mostly contain the
same data). Few special cases may be of interest, but with the current interface, it is almost
impossible to differentiate between the small portion of interesting correlations and the bulk
of uninteresting ones.

Underlying trends

The underlying trend section is intended to more easily see a trend’s influence upon other
trends and to spot the array of underlying effects, based on a trend. The underlying trends list
was found very useful by the controller as it allows him to abstract from trends themselves and
see what happens underneath. He noted that this would especially be useful when combined
with the underlying customer information.

When a trend shows more information about the data segment in which the trend was found,
it could show whether or not these particular customers within the data segments show an
underlying trend, or not. This way, it is easier to navigate the underlying trends and also easier
to interpret the data in which the original trend was found.

Conclusion and recommendations

The whole point of the implementation of the method was to test whether or not it does what
it is intended to do: to provide a manager with information about what is going on within his
or her business, and where this is happening. According to MPC’s controller, the framework
is very useful for this. Questions regarding the state of the business can rapidly be answered
and effects that would otherwise remain unnoticed are found.

On the other end, the usability of the framework and methodology was tested. It is very clear
that this prototype is lacking in functionality; new questions arise when browsing the results
that cannot be answered using the current version of the framework. This can be solved,
though, by iterating on its design; the method does not have to change.

The methodology itself does have a few flaws. First and foremost, the seasonal index should
be considered optional (or even edittable within the toolset). Without considering implemen-
tational implications, the seasonal index can be calculated and recommended for use; however,
trends should be generated with and without the use of the seasonal index. Furthermore, the
seasonal index should be made visible so a user can see how it works, mostly to reassure the
user that the index is valid.

The correlation analysis is far from practical at this point, as trend is not taken into account.
Somehow, trend should be added to the correlation analysis. When this is done, the product
mix changes can also be computed.

Finally, the data set used should not be pruned. Even though trends will be uninteresting by
definition (i.e. because they cannot have an interesting value), the statistics concerning these
trends may be interesting when explaining a higher level trend.
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Chapter 6

Conclusion

The goal of this project was to improve management reporting, specifically the P&L statement,
by using exploratory data analysis techniques, such as data mining, on transaction data. This
was to provide more insight into the business and answer potential questions posed by the
manager. A method was devised to achieve this goal and implemented within the context of
a case study, the Metal Pipe Co., in an attempt to provide proof of concept. Providing a
method with proof of concept is, in essence, the “product” of this project. Proof of concept,
in this case, consists of two parts: theoretical and practical.

Theoretically, the method is sound. Chapter 3 provides a step-by-step introduction of the
methodology used in the method, including the reasoning behind it. After implementing it for
the MPC as shown in Chapter 4, the results underwent a quantitative analysis presented in
Chapter 5. This analysis showed that the results produced by the method follow an expected
pattern, making it more likely that the method is theoretically sound. Some extreme results
were found using the method, but they can be explained, mostly as outlying cases that are not
of interest.

Equally important to a theoretical proof of concept, is the practical proof of concept: a
methodology may be brilliant, in theory, but if it has no practical value it will never be used. In
this case, there are multiple caveats to the practical evaluation of the methodology. However,
even with these caveats, the method was well received by a controller at the MPC, as described
in Section 5.1.1. The core of the method - providing insight into trends developing at any level
within the business of a P&L statement - is very useful. However, some features are missing,
some do not work within the context of the MPC, and some do not provide the information
they were intended for, which raises concerns.

Missing features, such as insight into the data, can be solved by iterating on the user interface
rather than the method in question, as mentioned in Section 5.1.1. After thorough analysis,
it became clear that using a seasonal index to remove the seasonal component that was
presumably present in the data was a poor choice. The methodology behind the calculation
of the seasonal index is not bad, though it is missing a check to see whether or not it should
be applied. Finally, the correlation analysis’ results, even though they may be correct, are
difficult to interpret. All of these caveats to the methodology are issues that can be resolved
by iterating upon the user interface or by improving individual parts of the methodology; this
is only natural to occur when attempting to provide proof of concept.

Taking everything into account, I believe that I succeeded in providing proof of concept for
the method. The basis of the method was well-received in a practical setting, even though
iteration on many aspects may be needed before it is ready to be marketed. Issues surrounding
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parts of the methodology, i.e. deciding when to use a seasonal index, providing an alternative
for the correlation coefficient, or finding a way to handle missing data points are subjects for
future research, whereas issues surrounding the user interface can be solved in an iterative
project in conjunction with key users.
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Chapter 7

Future work

From almost any chapter of this document, it is clear that there are a lot of things that
can be refined or improved. Some of these are configurational in nature, i.e. how to apply
the proposed method to different companies, others are more general, e.g. how and when to
apply a seasonal index or how to calculate and use correlations between time series. The
toolkit (which is important for marketability of the method) and problems of a computational
nature, such as the calculation of correlation coefficients, are disregarded in this section. The
toolkit would probably be developed, or configured, iteratively using feedback from a key user,
whereas computational issues are a secondary concern, also depending on the amount of data,
implementation of techniques, and available hardware. In terms of research, the following
items are deemed most important:

Find a way to handle missing values. At present, all data is used, but lower level time
series may be incomplete. In the current implementation, these time series were simply
disregarded. Instead, a technique that can handle these incomplete time series and
calculate results using them would be greatly beneficial to the method. These results
can be used for predictive power and information presented about the data that makes
up higher-level trends.

Improve the seasonal index method. The methodology used in this project was too sim-
plistic. The method should somehow detect whether or not a seasonal index would be
applicable and allow for the seasonal component to be disregarded entirely. Furthermore,
more research should be performed into finding a seasonal index calculation method that
can be used on a relatively small amount of data with a large random component.

Improve the correlation analysis method. At present, it is unclear whether or not the
correlations are of any use. The controller that was interviewed thought that the trend
component should be taken into account, as this would also provide a method to calculate
product mix changes. However, this moves away from the theory where the alignment
of data points is important. The question whether or not the calculation of a correlation
coefficient on data with a large random component is of any use should be researched.
A way of handling the overlap between data segments (e.g. correlating data from Europe
and The Netherlands has a partial overlap in data) should also be devised. Alternative
methods that produce similar results, e.g. different clustering or classification methods,
can also be researched. Finally, the presentation of the correlated time series is also an
item that should be researched.

Research alternate (more specialised) methods for different contextual situations. It
is more than likely that there are data sets in which the assumptions needed for OLS do
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not hold, and a different model should be used. Research into the different configura-
tions that may exist and the methods (e.g. different regression models or approximation
algorithms) that may need to be used to calculate the trends in such situations would be
valuable when marketing this method. Furthermore, when there is more (or less) data
available, different choices might be made regarding smoothing, seasonal correction, etc.
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Appendix A

Case study: data analysis

A.0 Data cleaning

The dataset for Metal Pipe Co. consists of 69,131 tuples spanning 50 months; from January
2009 until and including February 2013. However, due to a poorly set up SAP system, many
of these tuples are actually empty. Removing these tuples leaves 17,884 tuples. The attributes
of each tuple can be found in Table A.0. Note that not all attributes are required to have a
value; some can be set to NA or NULL.

The dataset contains many transactions that are not actually transactions. Due to legal systems
and the SAP configuration, a transaction is permanent: once it enters the system it cannot
be removed or altered. Therefore, credit notes are also entered as additional transactions:

• transactions with a negative volume imply that a (part of a) shipment was cancelled (or,
alternatively, not enough product was shipped);

• transactions with strange volume, turnover or cost value combinations imply that an
order was altered after it was placed; the given values are to be added to the original
order.

The MPC also abuses the transaction data structure to store their price-changes. In this case,
the volume of a transaction is 0. This implies that a price update has been entered, but no
actual transaction has occurred. These ”transactions” can safely be removed as they do not
constitute actual transactions.

As far as the credit note transactions go, one method of solving this problem is by adding
up all tuples of the same dimension set for each month. This way, the volume, turnover and
cost values all add up to whatever was actually sent and paid by a customer for a product
each month. The only issue is that the prices for each transaction differ - even if it is a credit
note. This is partly because quite often the price of a credit note does not matter and because
many prices may actually be changed after a transaction was made; hence the credit note.
Calculating the price, unfortunately, is not as simple as dividing the turnover by the volume,
as in many cases the turnover may or may not include transportation cost.

To solve this issue, the following procedure was followed for meta-transactions that actually
consist of multiple tuples. The maximum and minimum price for the set of transactions is
calculated. The price that is closest to the expected price (i.e. turnover divided by volume) is
picked for this transaction.
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The final issue with prices is that in some cases the prices simply do not make sense. The
reason for this is unknown (and could be one already mentioned), but this needs to be solved.
In all cases where the price multiplied by volume deviates more than 5% from the turnover,
the price is replaced by the expected price (i.e. turnover divided by volume). This ensures
that all prices are based on realistic information; it may cause some information to be lost,
though. For example, because transport costs were included in the turnover, the calculated
price is higher than the actual price paid for the product. All-in-all, this is the best solution to
the problem as it does not distort the other data and simply replaces bad data by data based
on factual information. Even though the prices may not be specific, it can be assumed that
they are close to the actual mark.

After cleaning the data, 36,380 tuples remain.

Attribute Type Description
id integer unique identifier

cust code string internal customer code

cust name string customer name

bu code integer a unique identifier for the business unit

bu name string the name of the business unit

country string the country where the product was sold

region string the region where the product was sold (note that a country can
only be part of one region)

product type string the product type, translated into a code

quality type string the quality type, translated into a code

volume double the volume sold in this transaction

turnover double the turnover of this transaction

price double the price used in this transaction

var costs double the variable costs for this transaction

fix costs double the fixed costs, divided evenly over all transactions of this period
by volume, for this transaction

date date the month and year of this transaction

Table A.0: A description of all attributes in the MPC dataset.

A.1 Synthesised attributes

A number of attributes are missing in the original table. Some of these can be pre-calculated,
whereas others need to be calculated on the fly. For example, gross margin can be pre-
calculated, as it is additive when aggregated over multiple dimensions. However, return on
sales (ROS) does not have this additive property and, thus, cannot be pre-calculated.

Aside from the gross margin, the customer segment is calculated. For each business unit, the
largest customers that constitute 20% of the total business in terms of turnover are considered
to be in customer segment large. The smallest customers that constitute 10% of the total
business in terms of turnover are considered to be in customer segment small. The remaining
customers are considered to be in customer segment medium.
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A.2 Data exploration

A short data exploration is performed to give some insight into the data itself. It is about the
dimensions that are used to create subsets of the data. The number of values and data ranges
of each attribute can be found in Table A.1.

Attribute # values Data range
bu name 12 a letter combination to signify the internal business unit name

region 7 “Asia”, “Europe”, “Japan”, “North America”, “Not assigned”,
“Rest of the world”, “South America”

country 75 the English name of the country

cust code 1761 a 6-digit unique identifier for a customer

cust name 1746 a string, maximum 25 characters long, signifying the customer
name

product type 154 a 4-digit unique identifier for a product type

quality type 58 a 4-digit unique identifier for a quality type

volume - [0.14; 179,949.27]

turnover - [3.55; 6,126,373.50]

margin - [-168,441.58; 3611,961.25]

price - [0; 538.46]

var costs - [0; 623,484.00]

fix costs - [0; 2,077,741.00]

date 50 [01-2009, 02-2013]

Table A.1: The number of values and ranges of the the MPC data set.

A.3 Data reliability

After throwing away so much data and tampering with fields such as price to get them close
to right, the question one can ask is whether or not the results of any analysis using this
data set are reliable. The reliability of the data set (and therefore data inferred from the data
set), however, remains rather high. The reason for this, is twofold. Firstly, most of the in-
house analyses performed by the MPC go through the some of the same data cleaning steps.
Thus, most of the data that has been removed would have been removed anyway. This leaves
most of the transactions that were simply inconvenient. Under normal circumstances, a more
elaborate algorithm would be ran to deal with these errors; however, most of the parameters
of this algorithm are unknown to anyone outside the MPC; or anyone inside the MPC who is
not greatly familiar with their SAP system. However, these transactions are only a fraction
of the actual data; their values would have to be extreme to influence the outcome of the
analyses. Since the method employed to remove the inconvenient values actually puts them
at an expected, normal value, it is fairly safe to assume that this does not distort the quality
of the data.

The only thing that must not be done with this data set, is to draw conclusion based on actual
values. It is safe to assume that the outcome of the trend analysis and dependency analysis is
correct; however, the actual numbers might be slightly off due to the manner in which some
of them have been calculated.
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Appendix B

Testing linear model assumptions

A set of assumptions must hold such that the ordinary least squares (OLS) algorithm can ef-
ficiently approximate the linear model. Weak exogeneity, linearity and lack of multicollinearity
can be assumed to hold, as explained in Section 3.2.0, but the assumptions of homoscedas-
ticity and independence of errors should be tested in context of the MPC data to ensure
they hold.

B.0 Test for homoscedasticity

Multiple tests for homoscedasticity exist. Both Levene’s [Lev60] and Bartlett’s [Bar37] tests
check multiple samples from the same population to verify that the variance within a population
is constant. This does not translate very well to the case at hand, where every data segment
is inherently different. The Breusch-Pagan test can be used to test for homoscedasticity in a
linear regression model [BP79]; this is quite convenient and therefore performed.

According to the results of the test, shown in Table B.0, heterescedasticity may, potentially,
be a problem within the current data set. In total, 21.5% of the cases have a p-value that is at
most equal to 0.05, indicating that the homogeneity of variance in the error terms assumption
does not hold.

Measurement # %
Average customer price 566 9.8%

Average customer volume 621 10.7%

Price 641 11.1%

Volume 669 11.6%

ROS 1147 19.8%

Customer balance 3919 67.7%

Contribution margin 1143 19.8%

All 8706 21.5%

Table B.0: The number of results (and percentage) with a p-value ≤ 0.05 after performing
the Breusch-Pagan test.

Inspecting the results, there are three cases that are special. The most notable of these cases is
the customer balance, where 3724 cases have the same p-value of approximately 0.047058057.
Inspecting these cases shows that these are all data segments of one customer; the residuals
of the linear model are all equal to 0, apparently causing some error in the test. Removing
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these false-positives leaves only 3.4% of all customer balance time series that do not exhibit
the homoscedasticity property, and 12.3% of all time series. Both price-typed measurements
exhibit similar behaviour, but the other measurements have rather evenly distributed p-values
in the range (0,0.05). Thus, the total number of results that exhibit heteroscedasticity cannot
be smaller than 10%, with an α-value of 0.05.

Looking more closely at the tests, we assume that the reason for this is most likely the number
of data points for each time series. With only twelve data points, it is very difficult to accurately
compute the population variance, let alone measure whether or not it is different depending on
the value of the measurement. Even though the test is an indication, more data is required to
accurately conclude that homoscedasticity cannot be assumed (or, alternatively, to conclude
that it can).

Looking into many different cases manually, it is clear that most cases follow a similar pattern:
the raw data is stationary, with the exception of one or two data points at the start or end
of the time series. As an effect, the linear regression model has a steep slope, with absolute
residual values varying greatly along the regression line. As an effect, the test concludes that
the data exhibits heteroscedasticity, whereas it is actually one value that distorts the test.
Because of this, we assume that the assumption of homoscedasticity holds.

B.1 Test for independence of errors

A test for the independence of errors is be performed by calculating the lag-1 autocorrelation
within the error terms for each individual model. This is done by performing a Breusch-Godfrey
test for autocorrelation [BP80]. It consists of the following steps:

• fit a linear model on the data using OLS, as l0;

• store the residuals of l0 as r ;

• fit a second linear model l1 on regressing rx to r(x−1);

• test the statistical significance of the slope (using a t-test);

• if the slope is significant, the hypothesis of no autocorrelation is rejected.

The resulting value distribution is analysed to see whether or not the assumption holds. The
distribution can be found in Figure B.0. A result is considered to be statistically significant when
its p-value is smaller than 0.05, assuming α = 0.05. The graph shows that approximately 5%
of the cases are statistically significant, which means that the hypothesis of no autocorrelation
is rejected. However, with an alpha value of 5%, we expect that 5% of the tests fail due to
type I error. Thus, it is safe to assume that this assumption holds.
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Figure B.0: Distribution of t-test p-values that test the autocorrelation of error terms in bins
of 0.05.
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Appendix C

Validation meeting synopsis

During the validation meeting with the MPC controller on May 7, 2013, I presented the
trend toolkit that implements the method proposed in this report. The meeting was informal
and unstructured. Essentially, the controller (who will remain anonymous for confidentiality
reasons) was shown various pages and got to ask questions about the interface, the results
and the methodology behind it. The toolkit itself was presented as if it were a new product
under development by MarketRedesign, rather than the prototype built by a master student
for his thesis, to give the controller the idea that it was an actual, practical product he might
eventually be able to use, rather than an academic tool designed to prove (or disprove) a
point. Section 5.1.1 summarises the opinion that the controller expressed during this meeting
concerning the usefulness of the toolkit and methodology, whereas this section attempts to
factually state what happened during the meeting.

I explain to the controller what the product is: a new way to analyse a business’ state by
looking at trends occurring within the business, presented such that managers and controllers
can make use of the results. I also explain that the product is in Alpha state and that the
current version is a prototype meant to obtain proof of concept for the product in general.

I start by showing the P&L view. The controller uses his own database to check whether the
numbers are correct, concluding that they are close to the mark (less than 1% difference).
The immediate downside of the P&L view is that it is incomplete (missing the bottom portion
that cannot be obtained from transaction data) and is from a specific view point; the MPC
business is rather complex and managers use multiple P&Ls, each based on its own subset of
data. This was unknown at the time the P&L view was made and therefore not taken into
account. After checking the numbers, I show the controller the trend lists of trends that may
cause changes in the top line of the P&L and explain what all the numbers mean.

From the list of trends, I select a trend and show the trend view. After checking the plotted
numbers, the controller asks if we can scroll the graph left or right (by the time dimension), to
see earlier or later graphs. Unfortunately, this was impossible. I continue explaining the trend
view piece by piece (deviation, value, impact, predictive value). In the mean time, we look at
some other trends (going hence and forth between P&L view and trend view). The controller
notes that looking at a trend and plotted data is useful, but knowing what is underneath is
vital; what is the underlying data? I note that this is, partially, already on the to do list, but not
as easy to implement quickly for this version because it has some implications. For example,
listing customers as ”responsible for a trend“ may cause a controller to believe that they,
indeed, are responsible for the trend, whereas only a small portion may be actually responsible.

I show the correlation view and underlying trends view, partially in an attempt to show the

75



controller that information concerning underlying data is available. The correlated trend view is
not very interesting to the controller; it is too vague and unclear (correlation seem not to make
sense in many cases, in others they are obvious). The underlying trends are very interesting,
though something can be done about the presentation. The controller muses about folding
tree views, or presenting the bottom-level underlying trends within the trend view (partially to
help with the lack of information problem mentioned earlier).

After showing all parts of the toolkit (the trend browser unfortunately crashed in Internet
Explorer), we look at some interesting cases and problems that the controller was dealing
with. The controller notes that in most cases, the trend view will help him greatly with finding
the causes of things happening at the highest level. Unfortunately, he would still have to use
his own system to look up which customers and products are causing the trends. This is the
most important item that should be remedied, but otherwise, it is a very useful toolkit.

To summarise, the most important pros and cons of the toolkit according to the controller are
as follows.

+ The graphical representation of the data and trends are very useful.

+ The P&L view is useful for checking the numbers and getting a quick overview of the
situation.

+ The toolkit in general is very useful for quickly finding the answers to questions concern-
ing the state of the business and finding business segments in which problems occur.

- Information is missing in the trend overview; namely that of the underlying data on
which the graph and trend are based.

- The correlated trends do not make much sense, but may potentially be useful when
presented differently.

76



Bibliography

[Bar37] M.S. Bartlett. Properties of sufficiency and statistical tests. Proceedings of
the Royal Society of London. Series A-Mathematical and Physical Sciences,
160(901):268–282, 1937.

[BIm13] http://www.microsoft.com/en-us/bi/default.aspx, 4 2013.

[BIo13] http://www.oracle.com/us/solutions/business-analytics/business-
intelligence/foundation-suite/overview/index.html, 4 2013.

[BIs13] http://scn.sap.com/community/business-intelligence, 4 2013.

[BP79] Trevor S Breusch and Adrian R Pagan. A simple test for heteroscedasticity and
random coefficient variation. Econometrica: Journal of the Econometric Society,
pages 1287–1294, 1979.

[BP80] Trevor Stanley Breusch and Adrian Rodney Pagan. The lagrange multiplier test and
its applications to model specification in econometrics. The Review of Economic
Studies, 47(1):239–253, 1980.

[cam12] http://dictionary.cambridge.org/dictionary/british/trend?q=trend, 11 2012.

[Coo12] Lane F. Cooper. 2012 global business intelligence software survey: Companies
desire smaller, better targeted end-user solutions. Technical report, 2012.

[dic12] http://www.thefreedictionary.com/trend, 11 2012.

[FMM+11] M. Falk, F. Marohn, R. Michel, D. Hofmann, M. Macke, B. Tewes, P. Dinges,
C. Spachmann, S. Englert, et al. A first course on time series analysis: examples
with sas. 2011.

[Hau76] Larry D Haugh. Checking the independence of two covariance-stationary time
series: a univariate residual cross-correlation approach. Journal of the American
Statistical Association, 71(354):378–385, 1976.

[Hel01] E.A. Helfert. Financial analysis: tools and techniques: a guide for managers.
McGraw-Hill, 2001.

[HKT+99] Y. Huhtala, J. Karkkainen, H. Toivonen, et al. Mining for similarities in aligned
time series using wavelets. In Proceedings of SPIE- The International Society for
Optical Engineering, volume 3695, pages 150–160, 1999.

[KCHP04] Eamonn Keogh, Selina Chu, David Hart, and Michael Pazzani. Segmenting time
series: A survey and novel approach. Data mining in time series databases, 57:1–
22, 2004.

77



[Lev60] Howard Levene. In contributions to probability and statistics: Essays in honor of
harold hotelling, i. olkin et al. eds, 1960.

[Min93] H. Mintzberg. Structure in fives: Designing effective organizations. Prentice-Hall,
Inc, 1993.

[MNL10] Abdullah Mueen, Suman Nath, and Jie Liu. Fast approximate correlation for
massive time-series data. In Proceedings of the 2010 international conference on
Management of data, pages 171–182. ACM, 2010.

[MU49] Nicholas Metropolis and Stanislaw Ulam. The monte carlo method. Journal of
the American statistical association, 44(247):335–341, 1949.

[Mye90] R.H. Myers. Classical and modern regression with applications, volume 2. Duxbury
Press Belmont, CA, 1990.

[Sch13] Yuen Tapadinhas Schlegel, Sallam. Magic quadrant for business intelligence and
analytics platforms. Technical report, 2013.

[SYM67] Julius Shiskin, Allan H Young, and John C Musgrave. The x-ll variant of the
census method ii seasonal adjustment program. Technical paper, 15, 1967.

78


